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Abstract

The hypothesis of perception without awareness has been a controversial topic in 

experimental psychology ever since Ericksen’s (1960) influential critique. This thesis 

examines the philosophical claim, famously made by Nagel (1974), that consciousness 

marks a distinction between phenomena which can be described by science (i.e. physical 

phenomena), and those which cannot (i.e. mental phenomena); and reviews the 

methodological debate concerning the measurement of awareness. It is argued that 

subjective, or phenomenological, evidence is necessary for the development of a 

theoretical account of perceptual awareness; and that, contrary to the arguments of 

researchers such as Merikle (1984), this evidence can be incorporated into a scientific 

methodology. A new approach for the investigation of perceptual awareness is proposed 

which equates conscious identification with the operation of one of a set of higher-order 

cognitive processes. This set includes, amongst other processes, the encoding of 

information into episodic memory and the process of exclusion which occurs in the Jacoby 

Exclusion task (Debner & Jacoby, 1994). A series of eleven experiments, involving the 

visual presentation of pattern masked stimuli, investigates the evidence for perception 

without awareness. The results are interpreted as supporting the hypothesis of perception 

without awareness, and indicate that the processes underlying discrimination differ from 

those underlying conscious identification. However more importantly, the experimental 

evidence is seen to inform an information processing model of conscious and unconscious 

processing (Norman & Shallice, 1980). Finally, results from four of the experiments 

reported (and two further experiments reported in appendices) provide evidence of 

qualitatively different processing of stimuli masked at 17ms stimulus-mask onset 

asynchrony (SOA), as compared with stimuli masked at 33ms or longer SOA. This finding 

may be pertinent to Crick & Koch’s (1990) ‘temporal tagging’ hypothesis, which relates 

40Hz oscillations observed in visual cortex to attentional selection.
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1.1 Inquiring into consciousness
Writing around the second century AD, in his ‘Outlines of Pyrrhonism’, Sextus

Empiricus identified three groups of philosophers1: dogmatists, Academics, and sceptics; 

according to their attitude to the truth:

When people are investigating any subject, the likely result is either a discovery, or the denial of 
a discovery and a confession of inapprehensibility, or else a continuation of the investigation. 
This, no doubt, is why in the case of philosophical investigations too, some have said that they 
have discovered the truth, some have asserted that it cannot be apprehended, and others are still 
investigating.

The extensive literature on consciousness similarly has its dogmatists, Academics and 

sceptics. Some philosophers are prone to claiming that, once the issue is looked at 

properly, there is little further to be investigated (e.g. Dennett, 1991), and some scientists 

appear to believe that they have already identified the mechanism which can explain 

consciousness (e.g. Penrose, 1994). Still other philosophers have argued that the mystery 

of consciousness cannot be apprehended by us (e.g. McGinn, 1989), and some scientists 

have raised the possibility that the investigation of consciousness will inevitably lead us 

into contradiction and absurdity (e.g. Bisiach, 1988)2. The majority of both philosophers 

and scientists tend to hint either that they have already found the basic solution, or that it 

may not be possible to find it, but display the merit of treating it as an open investigation. 

However they are hindered by a rather basic problem: although they continue to explore 

and investigate, they are not sure what form an answer to their inquiry would take; and 

they tend to feel unsatisfied with the proposed solutions of others. David Chalmers (1995) 

captures the discontent of many who have looked into the literature on consciousness as 

follows:

1 At the time that Sextus Empiricus wrote, there was no distinction between being a scientist and a being a 
philosopher. (Footnotes are used extensively in this chapter. This is warranted by the conceptual difficulty 
of the issues discussed and the vast extent of the literature on consciousness. It should be possible to follow 
the text without reference to the footnotes, however it may be found that they clarify the text by relating 
the discussion here to other discussions in the literature.)
2 Bisiach (1988) argues that we can investigate one sense of ‘consciousness’ - the process by which the 
brain gains access to its own states - but that ‘consciousness’ in the sense of “the phenomenal experience 
of a subject capable of perceiving and representing” cannot be scientifically investigated. The latter sense 
is so central to our understanding of ‘consciousness’, that this position seems indiscernible from the claim 
that we cannot scientifically investigate consciousness, only phenomena related to it.



The ambiguity of the term ‘consciousness’ is often exploited by both philosophers and scientists 
writing on the subject. It is common to see a paper on consciousness begin with an invocation of 
the mystery of consciousness, noting the strange intangibility and ineffability of subjectivity, 
and worrying that so far we have no theory of the phenomenon...In the second half of the paper, 
the tone becomes more optimistic, and the author’s own theory of consciousness is outlined...At 
the close, the author declares that consciousness has turned out to be tractable after all, but the 
reader is left feeling like the victim of a bait-and-switch.

(Chalmers, 1995, p202 - 1 have attempted to edit out the more contentious theoretical views 
of Chalmers from the passage)

The aim of this chapter will be to argue for a path for the investigation to take. There 

will be no claim that ‘the problem of consciousness’, or the ‘physical bases of 

consciousness’, have been either solved or identified. However the claim will be that 

research projects can be identified which are likely to lead to the resolution of at least one 

central problem of consciousness and to the discovery of the physical bases of 

consciousness. These research projects will be identified in such a way as to clarify how 

the results of inquiry will inform the questions which motivated it.

1.2 ' Consciousness'  and the mind-body problem
By asserting that we can conceive of the mind as separate from the body, and indeed as

existing independently of any external world, Descartes gave us a conceptual distinction

between the mind and the body. In so doing he gave us the problem of forging a link

between them, the mind-body problem, and he introduced the term ‘consciousness’ in the

sense we understand it today (Wilkes, 1988). ‘Consciousness’, for which we might read

‘knowledge of our own mental states’ was, for the Cartesian, the feature that defined

mental states. For Descartes, as for Locke and Hume, all mental processes were conscious
*>

(see Wilkes, 1988, p22-3).

The mind-body problem has survived the wholesale rejection of Descartes’ basis for 

distinguishing between the mental and the physical (i.e. substance dualism), the acceptance 

of non-conscious states and processes which are nonetheless regarded as distinctively 

mental (where this has occurred, and this acceptance is just as common among 

philosophers as psychologists), and whatever progress psychology and neuroscience may 

be seen to have made in understanding mental phenomena. Furthermore it is still



consciousness which gives the mind-body problem real bite3. Thus Nagel (1974, p i 66) 

famously remarked: “Without consciousness the mind-body problem would be much less 

interesting. With consciousness it seems hopeless.”

One ‘problem of consciousness’, if not ‘The problem of consciousness’, just is the 

mind-body problem. Yet as Wilkes (1988) has convincingly argued, the mind-body 

problem is not merely a problem for philosophy:- it has been a problem for psychology too 

(if not ‘The problem of psychology’). The apparent dichotomy between mind and body 

arising from the Cartesian picture is a problem that has plagued the methodology of 

psychological investigation from its inception. First psychology was hampered by the 

attempt to rely too heavily on introspection (i.e. to focus investigation on the mental). 

Then, with the advent of behaviourism, it was hampered by the refusal to accept internal 

mental states of any sort. Wilkes (1988, p26) remarks “Watson, who as the founding 

father of behaviourism was no friend of Descartes, explicitly accepted the mental/physical 

dichotomy, inasmuch as he junked everything on one side of it” .

The advent of information processing as the dominant theoretical framework for 

cognitive psychology has cured the worst excesses of behaviourism, in that no barriers are 

placed against the positing of internal mental states and processes, should the explanation 

of behavioural and/or neuroscientific evidence justify it. However the legacy of the mind- 

body problem is that cognitive psychology still lacks a philosophical/theoretical basis for 

the interpretation and integration of introspective evidence into the larger project of 

psychological inquiry. There is certainly very little sense that the use of introspective 

evidence is essential for cognitive neuroscience. Furthermore there is no link, at least in 

the minds of many philosophers and a not insubstantial proportion of psychologists and 

neuroscientists, between talk about the physical and talk about the mental; of what we 

know from the inside and what we know from the outside. The mere belief that the mind is 

identical with the body (physicalism), most commonly expressed now as a belief that

3 This is at least true of one formulation of the mind-body problem. It is also common for 'intentionality' to 
be seen as the mark of the mental, and sometimes as a feature of mental states which creates difficulties 
for mind-body identity theses. But see Nelkin (1996, particularly Ch. 8).



functionalism is true, does not address this problem. Nagel (1974) puts the point as 

follows:

Usually, when we are told that X is Y we know how it is supposed to be true, but that depends 
on a conceptual or theoretical background and is not conveyed by the “is” alone. We know how 
both “X” and “Y” refer, and the kinds of things to which they refer, and we have a rough idea 
how the two referential paths might converge on a single thing, be it an object, a person, a 
process, an event, or whatever. But when the two terms of the identification are very disparate it 
may not be so clear how it could be true. We may not even have a rough idea of how the two 
referential paths could converge, or what kind of thing they might converge on, and a theoretical 
framework may have to be supplied to enable us to understand this. Without the framework, an 
air of mysticism surrounds the identification.

This explains the magical flavour of popular presentations of fundamental scientific discoveries, 
given out as propositions to which one must subscribe without really understanding them. For 
example, people are now told at an early age that all matter is really energy. But despite the fact 
that they know what ‘is’ means, most of them never form a conception of what makes this claim 
true, because they lack the theoretical background.

At the present time the status of physicalism is similar to that which the hypothesis that matter 
is energy would have had if uttered by a pre-Socratic philosopher. We do not have the 
beginnings of a conception of how it might be tme.

In this chapter the standard functionalist conception will be defended; that the 

‘theoretical framework’ which will eventually allow us to understand how experiences 

reflect physical states of the brain, i.e. “how the two referential paths might converge on a 

single thing”, will be given by functional (information processing) theories of mental 

processes (see section 1.7). However the crucial, and original, component of the position 

presented here is the claim that the theoretical integration of introspective evidence into 

psychology is necessary (a) for the most effective development of information-processing 

theories of mental phenomena, and (b) for the eventual solution of the mind-body problem 

as a philosophical problem.

1.3 Objective tests and introspective evidence -  the optician's eye test
In the previous section the claim was made that we lack a philosophical/theoretical

basis for the interpretation and integration of subjective evidence into psychology. This 

claim needs some qualification, for it might easily be mistaken for other claims that are 

false. Three misinterpretations of this claim will be considered:



Firstly the claim is not that subjective evidence has not been used to inform good 

research in psychology. There has been good research into essentially subjective 

phenomena - that is phenomena which are primarily known about as a result of the 

communication of subjective evidence. Notable examples include Synaesthesia (Baron- 

Cohen & Harrison, 1997), Blindsight (e.g. see Shallice, 1988b, C h i6), hallucinations and 

other psychotic phenomena (Frith, 1992).

Secondly it is not the claim that there has not been good work on the methodology of 

using subjective evidence. There has been substantial and important work on the use of 

verbal protocols as data (Ericsson & Simon, 1993)4, and a long history of debate 

concerning the measurement of sensation, which is both advanced and given an excellent 

historical interpretation in Laming (1997)5.

4 Ericsson & Simon (1993) focus on 'think aloud' procedures (Type I - concurrent verbalisation and Type 
II - retrospective report). They also discuss verbal explanations (Type III verbal reports). None of the 
canonical examples which define these categories fits with the notion of introspective report discussed 
here, which involves comparisons between experiences, and need not involve verbalisation. Type III 
verbal reports involve introspective judgments of the sort discussed later, however they may involve much 
else besides and would not be of immediate use as data (see also section 1.10). Type I reports may not even 
involve introspection at all as it is understood here, since Ericsson & Simon see these types of reports as 
involving the vocalisation of the verbal content of the whatever thought the subject is having, and this 
appears to be a relatively automatic task when carried out in the manner intended. As will be seen at the 
end of the thesis, the process of making an introspective judgment is seen here as a proto-typically 
deliberate (non-automatic) act. Type II reports involve introspective processes, in so far as they require the 
subject to imagine prior experiences, but may not always involve introspective judgments about those 
experiences (instead they may again just involve the vocalisation of the verbal content of those thoughts).
It would no doubt do much to develop the account here to attempt a careful comparison and integration of 
this account with the substantial literature on verbal reports. However the main aim is to achieve some 
integration between philosophical concerns and broader issues in psychology with regard to the literature 
on consciousness and awareness. For now the use of introspective evidence suggested here should be 
regarded as complimentary to the approaches outlined in (Ericsson & Simon, 1993).
5 As the title o f Laming's book 'The Measurement of Sensation' suggests, he propounds the thesis that 
introspective reports can and do serve to advance a scientific understanding of perceptual processes (see 
Ch’s 2 & 13). However he argues against the assumption that there is a measurable internal continuum of 
'sensation', which he understands the central founders of psychophysics (e.g. Fechner, Stevens and 
Bretano) to have adopted (see Ch's 1 & 2). He appears to hold that introspective reports should be 
explained directly by physical theory, finding their support and corroboration therein (see Ch. 13), and 
that the postulation of mental entities purely on the basis of introspective evidence (e.g. o f sensation) has 
lead to a long-running controversy without any 'empirical content' (his phrase). I understand the form and 
content of his analysis to be closely related to and completely consistent with both the philosophical 
account of introspective evidence offered later in this chapter, and the review of research into awareness 
found in the next chapter.



Thirdly, and most importantly for the current purposes, it is not a claim that the data 

collected for use in psychological theorising does not require the subject to introspect. It 

might be argued that even the most well established research paradigms in psychology 

require subjects to introspect. Thus Marcel (1988, p i 24-5) writes:

[Ajlmost all other psychologists interested in perception, even if they do not admit to it, are 
intimately concerned with consciousness. Phenomenal experiences (or strictly speaking, 
introspective reports of phenomenal experiences) are their primary data. Their dependent 
variables are aspects of what one sees, hears, feels consciously. Alternatively they use response 
measures based on and reflecting the conscious percept. Button presses represent, or can be 
used to perform the same function as, introspective speech acts, conveying ‘this one appears to 
be x’ or ‘this is when I think that y’...So, whether we like it or not, much of the data we have 
from perceptual psychologists for the last 100 years is about consciousness. This applies to 
much research on memory as well.6

In order to understand the continued, and methodologically subtle, difficulties for the 

use of introspective evidence in psychology, it will first be useful to consider why and how 

behaviourism rejected introspective evidence.

The thrust of behaviourism was not to discount data that might seem, intuitively, to 

result from reports of conscious experience. The behaviourists never had any difficulty 

accepting as data responses to tasks involving judgments such as fine perceptual 

discriminations, which might be almost universally agreed to involve awareness of the 

stimuli. Instead the principle concern of behaviourism was that responses should be 

objective. That is, responses should be clearly and observably either true or false, or at 

least observably and definably better or worse at achieving the aim set out for the subject. 

It is not hard to find examples of tasks of this sort in the psychological literature. Virtually 

any judgment concerning the state of affairs in the laboratory, for example concerning the 

colour, shape or identity of a visual stimulus, falls into this category. Commonly there is 

also a requirement to give responses as quickly as possible, and response latency provides 

an objective measure of the extent to which responses achieve this aim.

6 It should become apparent (see particularly section 1.10) that I believe Marcel overstates the case. I do 
not believe that all reports reflect conscious percepts, a point on which Marcel might agree (although the 
position he advances in Marcel, 1993, would appear to suggest otherwise); however I also believe that 
even when they do, they may not involve the mechanism of introspection, a possibility that Marcel seems 
to have overlooked. Nonetheless, I agree that many report tasks commonly used in psychophysics and 
other disciplines do require the subject to introspect.



There are very good methodological reasons for requiring subjects to perform 

objective tasks. They provide a clear goal for the subject. This helps warrant the 

assumption that different subjects engage in functionally similar processing, especially if 

careful instructions and/or feedback are given. Secondly placing the subject under time 

pressure to complete a task makes it harder for subjects to attempt to give responses 

which support the experimental hypothesis, thus decreasing the extent of subject and 

experimenter biases. In practice these factors are so important that objective tasks must 

remain the central tool of behavioural investigation. However these reasons can and 

should be separated from the original behaviourist motivation for rejecting subjective 

tasks.

Behaviourism rejected introspective reports just because there was no clear way of 

verifying their truth or falsity: To adapt the famous example of Wittgenstein, there is no 

clear manner by which we could verify the claim made by a subject who contends that the 

sensation he now has when he looks at red objects is the same sensation that he used to 

have when he looked at green objects (i.e. that his colour spectrum has inverted). Since 

there is no (known) public, or objective, method for verifying introspective reports the 

philosophical tendency of the time was to deny that they were factual statements at all7: 

Wittgenstein (1953) in fact held that utterances in which we make first-person mental state 

ascriptions are not descriptions or reports, they are expressions of that mental state8.

Behaviourism is now discredited, and most current philosophers agree that 

introspective reports are factual statements of one sort or another ( but see Dennett, 1988; 

1991). It would certainly be wrong to suppose that introspective reports, such as the claim

7 The ‘verification principle’ (Ayer, 1946) asserts that a sentence is factually meaningful if and only if it is 
verifiable. Ayer was an empiricist, and so believed that propositions are verified through experience. 
Nonetheless the thought would be that introspective reports could only be verified through the experience 
of one individual - they are not publicly verifiable - and may therefore be considered factually 
meaningless. The issue of what counts as a verifiable sentence has never been settled, and verificationism 
is now as discredited as behaviourism. See the introduction to Ayer’s second edition (1946) for a 
discussion of the difficulties associated with the verification principle.
8 Wittgenstein believed that verbal utterances such as 'I am in pain' were just instances of pain-behaviour 
(like saying 'ouch!' or jumping up and down). He wished to avoid the intuitive notion that statements of 
this sort are factual claims whose epistemological warrant arises from introspective consideration of one's 
own subjective state.



of a Blindsight subject that they have no visual experience in a section of their visual field, 

are currently rejected out of hand in psychology (see e.g. Wieskrantz, 1997). Yet there has 

remained ‘widespread underestimation of the legacy of behaviourism’ (Bisiach, 1988, 

p 101). As a result the attitudes adopted by professional psychologists towards subjective 

evidence are complex. Many psychologists informally deny that introspective reports can 

tell us much about our mental processes. This pessimism finds some support in studies 

which have set out to demonstrate, and found, a tendency for unfounded rationalisation, 

such of those of Nisbett & Wilson (1977). Nonetheless very few outright objections to the 

use of introspective evidence have found their way into print. Instead specific 

methodological arguments against studies employing introspective report methods have 

tended to be quite subtle and sophisticated, and need to be carefully examined in order to 

assess their validity. Chapter 2 is largely concerned with the investigation of 

methodological arguments specific to the literature on perception without awareness.

In general the tendency in cognitive psychology is not to dismiss introspective reports 

outright, but to hold that they are unreliable unless they are supported by objective 

evidence. This belief is even held by many researchers who are concerned with the 

investigation of essentially subjective phenomena, as the following example illustrates:-

In their introduction to a collection of essays on Synaesthesia, Baron-Cohen &

Harrison (1997) provide a history of the phenomenon - which occurs “when stimulation of 

one sensory modality automatically triggers a perception in a second modality” (most 

commonly colour experiences triggered by hearing words). According to them 

Synaesthesia was widely documented in the psychological literature prior to the advent of 

behaviourism. Interest in the phenomenon then declined. Only in recent years has it come 

to be recognised as a ‘neurological reality’, as the result of the development of objective 

approaches to its investigation.

Baron-Cohen & Harrison (1997) do not draw the moral that might be expected from 

this history, namely that introspective reports can be seen to identify real and scientifically 

interesting phenomena which do yield to further, objective, investigation. In contrast, they 

castigate another experimenter (Cytowic, 1997) for his heavy reliance on subjective



measures, and state “in our own experiments we have emphasized the need to establish 

independently the presence of synaesthesia” (Baron-Cohen & Harrison, 1997, p5).

There is a difficulty with Baron-Cohen & Harrison’s approach. The selection of 

objective measures or tests of a subjective phenomenon is dependent upon a theoretical 

understanding of the phenomenon9. Yet it is not possible to construct a good theory 

without admitting that the phenomenon exists in the first place. This potential circularity 

does not appear to be causing any serious difficulties for the investigation of 

Synaesthesia10, partly because functional imaging techniques have illustrated a relatively 

gross and consistent difference in activation for synaesthetes as compared with normals 

(Paulesu, et al., 1995). The same emphasis on the primacy of objective evidence has 

created much more substantial difficulties for the investigation of visual awareness.

There is a curious anomaly in the theoretical consensus which has emerged over 

neuropsychological and psychological investigations of perception without awareness. 

Merikle (1992) notes that whilst introspective reports have been considered adequate to 

demonstrate perception without awareness in neurologically damaged subjects (e.g. 

Wieskrantz, 1986), they have not been considered adequate to demonstrate perception 

without awareness in normal subjects11. It is a bizarre situation that psychologists should 

be better disposed to believing the introspective reports of a select group of neurologically 

damaged subjects than those of large groups of normals! Yet it is not hard to see how this

9 This is not to say that the selection of objective tests requires a full theory of the phenomenon. Some 
objective indicators, such as the presence of damage to striate cortex, may support subjective claims about 
the absence of visual experience without involving any particularly controversial theoretical claims. 
Nonetheless, even this use of objective evidence is clearly dependent on a basic theory concerning the 
anatomy of visual processing.
10 Although a potential difficulty is illustrated by Baron-Cohen & Harrison’s (1997) support for the use of 
a consistency test for Synaesthesia. They propose that subjects should only be categorised as genuine 
synaesthetes if they are consistent in the associations they claim to experience (i.e. which colour they see 
when they hear a particular word or letter). However the absence of consistency can hardly be taken to 
demonstrate that a subject does not have the synaesthetic experiences, unless there are good theoretical 
reasons to suppose that associations must always be consistent. Indeed Baron-Cohen & Harrison also 
support the claim that their subject EP has synaesthetic experiences which are not predictable! They do 
acknowledge that there are difficulties with the consistency test, although they fail to acknowledge what 
clearly seems to be the case, namely that the best current indicator of the presence of Synaesthesia is 
subjective report.
11 Similarly Schacter (1989) notes that whilst studies of amnesic patients provide compelling evidence for 
memory without conscious recollection, the evidence from studies with normal adults is less clear cut.



situation has developed from the circularity mentioned above. Evidence of neuronal 

damage has provided the objective evidence that validates the claims of Blindsight subjects 

that they have no visual experiences in part of their visual field. Yet for normal subjects, it 

has been a much less simple matter to find objective evidence that corroborates the 

reported absence of awareness.

Furthermore there has been a tendency for psychologists to dismiss the introspective 

reports of normal subjects when it has seemed that there is a tension between the 

subjective and objective evidence for the presence (or absence) of awareness (e.g. 

Cheesman & Merikle, 1984; Ericksen, 1960). An excellent illustration of this tendency 

comes from considering the optician’s eye test. At first one might suppose that this test is 

an example of an objective test that requires introspective processes, and which serves as a 

measure of a subject’s visual awareness. However this impression is contradicted by one 

aspect of the manner in which the test is administered.

Being myopic, I have made numerous trips to the optician to have my eyes tested. 

Subjectively, as I start on the first few rows of very large letters, I think that I can just 

‘read off’ the contents of my visual awareness - 1 have introspective access to a conscious 

visual percept of the letters that I am reporting. However as I reach the lowest rows, I no 

longer have a distinct visual impression of the letters, they just look like a series of evenly 

spread out smudges. At this point I often tell the optician that I can no longer read the 

letters. When I first say this I am invariably told that I should carry on trying. On most 

occasions the optician has stopped me after a few attempts. However on one occasion my 

efforts were greeted by a chuckle, not, according to the optician, because I was hopelessly 

inaccurate, but rather because my verbal reports were largely correct.

It may, quite properly, not have concerned the optician that on this occasion I 

displayed such a lack of confidence in the veracity of my own reports. The optician’s 

concern is clearly my perceptual acuity, and the extent to which it seems to me that I have 

formed conscious percepts of the letters I am shown is likely to be influenced by factors 

extraneous to perceptual acuity (see chapter 6). By requiring that I carry on giving verbal 

reports, the optician is no doubt obtaining a more accurate measure of my perceptual



acuity - a measure that is not influenced by those extraneous factors. (In any case I assume 

that is the reason why I am always asked to keep on trying when I profess not to see the 

letters.)

In this case, an apparent tension arises between the objective measure, the accuracy 

with which letters are reported, and a subjective judgment, namely the judgment of 

whether or not one can ‘see’ the letters presented. The tension arises because both 

measures might be thought to reflect the extent to which reliable information about the 

identity of the letters is present in the visual system. The tension is only apparent because 

there need not be any contradiction in supposing that both the objective measure and the 

subjective judgment reliably reflect facts concerning how information about the letters is 

being processed - it may be that they simply reflect different aspects of the processing of 

that information.

Is it not plausible that the phenomenological difference between the case in which it 

seems as if I am reading off the contents of my visual experience, and the case in which it 

feels like I am making intuitive guesses, reflects a difference in how the brain is handling 

the information in the two cases? Most of the remainder of this thesis is concerned with 

the methodology for investigating and the theoretical characterisation of the differences in 

processing between these two, subjectively distinguishable, cases.

In chapter 2 it will be seen that, historically, attempts to differentiate between the two 

cases (the presence and absence of perceptual awareness) ran into difficulty precisely 

because of a perceived need to distinguish between them using an objective measure of 

performance. This led to the counter-intuitive notion that the most obvious available 

objective measure of performance, namely the ability to correctly report stimuli, served as 

a measure of perceptual awareness. The lack of correspondence between the subjective 

judgment and this objective measure was, sometimes, then seen as a reason for supposing 

introspective evidence to be unreliable! (It will be seen that this was partially due to a 

theoretical misunderstanding about the applicability of a highly influential model of 

perceptual processes, Signal Detection Theory.)



More recently, complex objective measures have been found which, I will argue, do (at 

least partially) reflect the difference in processing between the two subjective cases. In 

chapter 3 a general framework will be set out for the expansion of attempts to find and 

interpret the results of objective measures of this sort. In chapter 4 the most promising of 

these objective measures which is currently available will be investigated in further detail, 

and it will be seen that a closer examination of this methodology for distinguishing 

between conscious and unconscious processing actually supports the use of introspective 

evidence. The objective measure will be seen to suffer from the same problems which have 

historically been associated with subjective evidence, and it will also been seen that 

potential artifacts in the objective measure cannot be ruled out without the use of 

introspective reports. In the final chapter, chapter 7, the information processing model 

proposed by Norman & Shallice (1980, 1986) will be adapted to provide a 

characterisation of the differences in information processing between the two cases. This 

account is a descendant of the position originally outlined in Shallice (1972) and further 

discussed in Shallice (1988b; 1991).

The rest of chapter 1 addresses conceptual problems underlying the use of 

introspective evidence. As these are so pervasive, and implicitly effect psychologists (such 

as Merikle, 1982, 1984), it is necessary to consider both philosophical and psychological 

arguments.

The general position to be investigated in this chapter, which will be referred to from 

here as introspective physicalism , is that, on the whole, when it seems subjectively that 

the experience of one mental state - be that a perceptual experience, such as what it is like 

to see red, or a task-oriented mental state, such as what it is like to recall a paired 

associate in a cued retrieval task - is similar to another experience, then that similarity 

reflects a functional similarity in the manner in which the brain is processing information in 

the two cases; and that when two experiences seem subjectively different then that 

difference reflects a functional difference in the neural processing involved.

As will be seen, this position need not commit one to a strong epistemological 

interpretation of introspective evidence. It is perfectly possible to make incorrect



introspective judgments. Similarly we suppose that our perceptual judgments tell us about 

the world around us, but not that these judgments are always correct.

The real problem for psychology is not whether we should choose to believe in 

introspective physicalism. It is a basic assumption. The problem is just how we should aim 

to incorporate subjective evidence into scientific inquiry. Belief in introspective 

physicalism does not necessitate the use of introspective evidence in scientific inquiry. It 

might be argued, and indeed it may be the prevailing consensus, that although subjective 

evidence relates to the functional organisation of the brain, its use is so problematic that 

we would do best to studiously avoid any reliance upon it. Yet it is unlikely that we will 

construct a good theory for the use of introspective evidence if we are too cautious to 

investigate it, and to make and test bold hypotheses about how to interpret it.

It is the current position that post-behaviourist psychology has been too ready to doubt 

or dismiss subjective evidence when there is no clear objective evidence supporting it. The 

historical review in chapter 2 shows how this tendency has blocked the theoretical 

development of accounts of perceptual awareness. The principle aim of the current chapter 

is to provide a model for the use of introspective evidence in psychology. This model also 

places a strong emphasis on the importance of objective evidence. However it will be 

claimed that subjective evidence must play a central role in the development of theoretical 

accounts of mental states and processes, and therefore in the interpretation of objective 

evidence. Most of the rest of this chapter is concerned with philosophical issues relating to 

this project. In the final section more concrete distinctions are made which serve to guide 

the development of this perspective in studies of perceptual awareness, preparing the 

ground for the new approach to the study of perception without awareness outlined in 

Chapter 3.



1.4 Types of evidence and classes of knowledge
So far I have been careful to speak of introspective or subjective evidence, and to

contrast that with the sort of evidence that is usually employed in the physical sciences12; 

statements about introspective knowledge13 have been avoided. Introspective physicalism 

should be understood, in the first instance, as a thesis about introspective evidence. 

Introspective physicalism admits of this sort of evidence, i.e. it holds that subjective 

comparisons between experiences are meaningful and informative, and holds that this 

evidence just is evidence about the physical world, and particularly about the functional 

characteristics of mental states.

A reluctance to speak about introspective or subjective knowledge is motivated by two 

closely related factors. Firstly some philosophers (most clearly Jackson, 1982, although his 

argument bears strong resemblances to that of Nagel, 1974) have argued that subjective 

knowledge is not about the physical, and thus that introspective knowledge (i.e. 

knowledge about the mind, or of mental properties) is knowledge of a fundamentally 

different kind from physical knowledge (which might, for instance, be about the brain). 

Jackson’s (1982) argument is important, and it will be addressed in the section 1.6. 

Secondly, in the absence of a strong theory about how and when valid inferences can be 

made on the basis of subjective evidence, it is not possible to identify a class of statements 

which are candidates for knowledge, as opposed to being speculative beliefs or ill-formed 

claims (in the sense that they can only be understood in terms of a theory that is hopelessly 

flawed, or which cannot be coherently stated). The next section will explore further why it 

is best to avoid the assumption that all claims derived from introspective observations 

count as knowledge.

If we are cautious enough to assume that we have yet to identify much that can be 

safely categorised as introspective knowledge, and if we avoid the presumption that 

introspective knowledge is of a fundamentally different sort from physical knowledge; then

12 In the psychological or cognitive sciences, I am taking physical evidence to include objective 
behavioural evidence, in the sense outlined in the previous section (see p i3), as well as neurophysiological 
evidence.
13 For the moment, I mean propositional or factual knowledge by ‘knowledge’. A second type of 
‘knowledge’ is to be introduced later in the section.



there is no reason not to talk, in the abstract, about ‘introspective knowledge’. This may 

be understood as those facts which can be verified introspectively14. Indeed, to further 

flesh out introspective physicalism, it will be useful to make some further statements about 

introspective knowledge:

Introspective knowledge forms a small subset of the larger class of physical 

knowledge, in much the same way as chemical knowledge, biological knowledge and 

quantum mechanical knowledge may be understood to form subsets of the larger class of 

physical knowledge15. Furthermore introspective knowledge only forms a subset of all 

knowledge about mental processes - it should not be supposed that all facts about 

functional similarities and disparities between mental states can be verified through 

introspection16. Introspective knowledge may be thought to belong to the larger class of 

physical knowledge because, according to introspective physicalism, there are no facts 

which can be known as a result of introspective evidence and which cannot, in principle, 

be known from other sorts of evidence. However this does not mean that it would in 

practice be possible to discover all physical facts without the aid of introspective evidence. 

Similarly, it would be practically impossible to discover all introspective facts without the 

use of physical evidence. There are some facts which can be verified just on the basis of

14 Alternatively, one might say introspective knowledge consists of those facts whose statement is 
warranted by introspective evidence.
15 It is sometimes claimed that facts about objects at one level o f physical description, e.g. at the 
macroscopic level of biology, are reducible to descriptions at a lower level of description, e.g. to the 
microscopic level of quantum mechanics. This is almost certainly false - there is certainly no simple way 
of describing biological theory using the terminology of quantum mechanics. Similarly it may be false that 
introspective facts can be described in terms of a purely physical theory. However it also seems plausible 
that there is a sense in which all physical facts are reducible to a lower level of description, in that the 
existence and operation of any physical mechanism specified at one level of description could potentially 
be causally explained by a more fundamental physical theory. Similarly the claim here is that all 
introspective judgments could be causally explained by a fundamental theory of brain processes. True 
subjective generalisations about experiences are, on the view propounded here, isomorphic to 
generalisations about the functional properties of the mental states, and thus their explanation would 
follow trivially from a physical theory of mental processes. However a complete theory of mental processes 
would also be able to explain how our capacity to introspect allows us to make those subjective 
generalisations, as well as why we might make generalisations which are not true. See Searle (1992, Ch 5) 
for a discussion of different reductionist theses.
16 The divisions between subsets of physical knowledge, such as chemical and quantum mechanical, may 
not always be clear cut. Similarly it may not always be a simple matter to differentiate between 
introspective facts and non-introspective facts about mental processes, since the extent to which 
introspective evidence combines with physical evidence to warrant a particular claim may vary.



introspective evidence (they might also be verified by other forms of evidence, such as 

behavioural or physiological), such as the proposition ‘The knife caused Joe pain’. 

However, as will be made clear in the next section, there are closely related claims, such as 

the proposition ‘The insulting comment caused Joe pain’, which if literally true, would 

only be known through the development of psychological theory; and, according to the 

model presented here, that development will require the use of both physical and 

introspective evidence.

Introspective physicalism may be seen as standing against other physicalist positions, 

such as that outlined by Dennett (1988), which rid themselves of the danger of accepting 

that we already have introspective knowledge by throwing out introspective evidence 

along with it17. Introspective physicalism makes a distinction between classes of factual 

knowledge (which admit of no difference in kind between mental and physical) and types 

of evidence which can be used to support those facts (which do admit of a difference in 

kind between mental, or introspective, and physical). However in order to make the 

distinction between introspective and physical evidence work, and so as not to throw out 

introspective evidence, introspective physicalism does need to concede that we are already 

in possession of a certain sort of subjective knowledge, and to give an account of that 

knowledge18.

In an important and clear article, Nemirow (1990) makes a case for this sort of 

subjective knowledge, and then provides an account of it. Nemirow (1990, p491) is 

considering a “classical essay on the mind-body problem” by Feigl (1967):

The physicalist framework, according to Feigl, is essentially o b jec tive , in that creatures with 
diverse sensory system s can formulate and test a physical hypothesis. In theory, no particular 
sensory organs are crucial to the capacity to advance physical science. Even a congenitally  
deaf-blind person “could in principle construct and confirm a com plete system  o f  the natural 
sciences...” Feigl pictures the method o f science as the “triangulation o f  entities in logical 
space” grounded on types o f sensory input none o f  which is, by itself, indispensable to the 
formulation and testing o f the hypothesis.

17 Perhaps this could be accused of being unfair to Dennett. However he certainly seems to deny outright 
comparisons between experiences which introspective physicalism allows as potentially meaningful and 
informative. See the top of page 45 in Dennett (1988).
18 As will be seen in the next two sections, it would not be quite right to say that subjective evidence is this 
special type of knowledge, however it could be said that subjective evidence is acquired via the operation 
of this type of knowledge.



By contrast, the most remarkable information about a sensory experience appears to be 
subjective - accessible only to those who can employ a sensory organ of the same type as the 
one that produces the experience. As Feigl observes, the “philosophically intriguing problems” 
regarding direct acquaintance with experience “are best expressed by asking, e.g., ‘What is it 
that the blind man cannot know concerning color qualities?’” The problem for physicalism is to 
account for the salient knowledge of visual experience that a scientist without eyes could not 
infer.

Feigl attacks the problem by denying the premise that there is such knowledge... Someone might 
know...that he is seeing a bright color, for example. But that knowledge, Feigl observes, could 
be inferred by a blind psychologist, incapable of experiencing color, who examines the behavior 
and anatomy of the subject of experience.

Feigl underestimates the difficulty. Even if we grant that a congenitally blind psychologist might 
triangulate the experience of sight, thus confirming that it occurs and discerning all of its 
physiological aspects, he would not thereby learn what the experience of seeing is like. 
Knowledge of what seeing is like cannot be inferred from non-visual input.

Nor could Feigl plausibly assert that “knowledge of what an experience is like” amounts to 
mere acquaintance and thus fails to stand for genuine knowledge. Such an assertion would fail 
to account for our use of the vocabulary of knowledge in talking about what an experience is 
like. We speak of ‘knowing’ what an experience is like, as well as ‘realizing’, ‘discovering’, 
‘learning’, ‘remembering’ and ‘forgetting’ what an experience is like, and in so doing we 
describe a common yet elusive kind of knowledge. Plainly, there is knowledge of what it’s like 
to see that can be learned, remembered and forgotten, but it eludes those who are uninitiated to 
the experience of sight.

Nemirow’s article is important partly because he recognises the importance to the 

physicalist of accepting the reality and complexity of experiential knowledge. The principle 

flaw of many physicalist positions, and theoretical viewpoints in psychology, has been that 

they have either denied or overlooked experiential knowledge. I would argue that it is just 

this denial which has made the mind-body problem so persistent.

It is implausible to suppose that we would be willing to give up the belief that self- * 

knowledge, attained through introspection, improves our ability to understand (the minds 

of) others, and the belief that it helps us to improve our own lives. Introspection is a 

somewhat more limited tool than we may at times have recognised. Yet the notion that it 

is a route to knowledge, however imperfect and incomplete, is hardly likely to go away.

Thus to cope with the mind-body problem, science needs to show that subjective 

evidence, when properly interpreted, concurs with other, physical, forms of evidence about 

the brain. To do so convincingly it needs to show that hypotheses explicitly generated



from subjective evidence can be validated by physical evidence. To do it only the other 

way around will always raise the suspicion that the correspondence is either coincidental 

(the conclusion that epiphenomenalists seem forced to draw) or illusory (the conclusion 

that some psychologists may be tempted to draw). So long as science keeps its distance 

from subjective evidence, it will perpetuate the idea that there is a fundamental gap 

between the body and the mind, and the Cartesian notion that that gap is marked by 

consciousness.

The position presented here is that the mind-body problem (if you like, ‘The problem 

of consciousness’) and the recent powerful upsurge of interest in consciousness should be 

seen, not as a quest for a fundamental theory that will magically deliver ‘consciousness’ 

deus ex machina, but as pressure for an explicit shift in methodological paradigm in 

psychology. It is also a shift which, it shall be argued, psychology can make without 

impugning the scientific credibility of the evidence it uses.

1.5 Observations as theory-laden
In the previous section a rhetorical argument was made that physicalist positions in

philosophy cannot risk ignoring or denying subjective evidence. The argument was 

rhetorical because it relied on the intuition that we acquire knowledge of our own minds 

through introspection. Let us suppose that this intuition is right. The claim is that we can 

construct scientific accounts of conscious mental phenomena if we are willing to suspend 

belief in (or only provisionally accept) the factual claims we make on the basis of 

introspective evidence, and construct a theory of introspective knowledge in which both 

introspective evidence and physical evidence play a role. In brief the role each play is 

specified by the following claims: (1) that both introspective and physical evidence are 

required for the development of theories of mental processes, (2) that all mental predicates 

are theory-laden, and thus even the most observationally based introspective propositions 

can only be justified if they can be seen not to be defeated when the evidence is interpreted 

in terms of an equally plausible rival theory, and (3) introspective and physical evidence 

can be used interchangeably to support mental state ascriptions involving mental 

predicates which have a good theoretical grounding.



The idea that factual statements are theory-laden comes from the philosophy of 

science. It used to be thought that it was possible to identify a class of statements whose 

truth or falsity could be determined purely by observation, i.e. empirically. This putative 

class of statements were called observation statements'9. f l*

In philosophy it is sometimes said that certain standard inferences, such as ‘objects 

which look red are red’ are defeasible (see Audi, 1995, p i 84). This means that the 

inference holds unless it can be seen to be defeated by an alternative explanation (e.g. it is 

the refraction of light through the atmosphere makes the setting sun look red). As well as 

cases in which an observation statement is seen to be false because there is a better 

explanation of the evidence, there are also cases in which it is inappropriate to apply the 

predicate used. Thus it would be inappropriate to say that rainbows are really 

multicolored objects. In this case the observation is not defeated; instead a completely 

different description of the evidence is required20. From here it will be said that defeating 

and displacing explanations of evidence can be given.

Observation statements based on physical evidence (alternatively, facts established by 

experiment) can always be doubted because there is always the possibility that a defeating 

or displacing explanation of the evidence exists - e.g. a new theory might interpret the 

evidence differently. Observation statements based on introspective evidence (first-person 

mental state attributions) can be doubted for just the same reason. For instance Searle 

(1992, p 147-8) gives two examples of mistakes we can make about our mental states, 

which occur because we actually ignore the introspective evidence. One example is of a 

mistake due to inattention. Here the subject is too busy or distracted to actually examine

19 The logical positivists (e.g. Ayer, 1946), who founded verificationism, held to this position. The idea 
was that theoretical claims in the sciences, e.g. the claim that light travels in a vacuum at a fixed velocity 
c, could be decided by their logical coherence with the set of observation statements. The truth or falsity of 
observation statements was thought to be independent of the theory or theories which they might be taken 
to support. It can be seen that no observation statements are unequivocally supported by experimental 
evidence by seeing that even the most basic predicates are theory-laden. For example the claim “The 
setting sun is red” depends on one’s theory of when to apply the predicate: Do objects count as red just if 
they look red? Should unusual lighting conditions and other factors be taken into account?
20 Rainbows are phenomena arising from the refraction of light through water vapor. Clearly it is fine to 
speak loosely of rainbows as if they were actual objects which are coloured, but it is scientific description 
and explanation which is at issue.



her own feelings and instead assumes that they remain the same as she knew them to be at 

a previous time. For instance I might claim ‘I am calm’, when in fact I have become so 

agitated that I am not paying any attention to how I feel. In both Searle’s examples, the 

first person mental state attributions made can be seen to be defeated by an explanation 

which indicates that they are false.

Searle’s examples illustrate that first person mental state attributions are dubitable. 

However they do#<not support the stronger claim that first person mental state

attributions can only be known through the development of psychological theory. It is one
CJL

thing to say that we can makejfalse claim because we have ignored the evidence; but it is 

another thing to say that, even when we base a claim on the evidence available, that claim 

may be false. Intuitively it does not seem right to say that we could be wrong about what 

the experience we are having is like, at least not when we are introspectively attending to 

it. However knowing which mental state we are in involves more that just knowing what 

the experience we are having is like. We cannot be said to know which mental state we are 

in unless we have categorised our experience correctly (see Nelkin, 1996, p207 for a more 

detailed statement of this claim). Another example from Searle (1992) illustrates this point. 

This involves the case of a mistake due to misinterpretation. Searle’s example concerns a 

man who, in the heat of passion, sincerely thinks he is in love, but later comes to realise 

‘that at the time he simply misinterpreted his feelings’. Searle (1992, p i48) claims that 

misinterpretations occur because we fail to piece the separate bits of introspective 

evidence together correctly.

Searle’s analysis of the case of misinterpretation appears to involve a displacing 

explanation:- the same evidence might be interpreted differently, to support another c la im ,r 

such as that the man was ‘besotted’ instead. The deeper philosophical issue is how 

defeating and displacing explanations of introspective evidence get justified. There are two 

possibilities. The difference between them depends on the evidence that is used to justify 

the theoretical interpretations that provide the defeating and displacing explanations. One 

possibility is that these theories are justified by introspective evidence alone. For example 

in Searle’s example of a mistake due to misinterpretation, the displacing explanation is



justified just by a reconsideration of the introspective evidence. The other possibility is that 

these theories are justified by both physical and introspective evidence. Thus I might 

justify the claim that I was wrong to think I was in pain when I was verbally insulted, 

because I later come to understand that the exact experience I had actually occurs when 

the brain is in a functional state importantly different to that caused by physical pain21.

The commitment made here is to the second of these positions. This follows directly 

from the claim that introspective evidence is about the functional properties of mental 

states. This position also entails the claim that some first person mental state attributions 

can only be known through the development of psychological theory: Prior to the 

development of good psychological theory, we cannot be sure whether non-canonical 

mental state attributions will be subject to displacing explanations22.

Holding that introspective evidence is about the functional properties of mental states 

limits the role introspective evidence can play in the formation of explicit theoretical 

accounts of experience. In particular no theoretical constructs can be justified  by 

introspective evidence alone. Theoretical constructs can be postulated on the basis of 

introspective evidence, but only on the proviso that they are understood to correspond to 

some physically realised process, state or variable23. This amounts to an important point 

about the interpretation of introspective evidence, since it places an embargo on claims 

that any entity, quantity or property is either non-physical or essentially subjective, and on 

any interpretation that assumes the existence of a theoretical construct of this sort. Placing

21 A conclusion of this sort might be based on behavioural evidence, i.e. the observation that behaviour 
following verbal insults is not analogous to behaviour following physical pain, and/or on 
neurophysiological evidence about the underlying brain states. It would also require introspective 
evidence, since a re-categorisation of the particular experience in question would require an understanding 
of what it feels like to be in these different functional states. Explanations based on physical evidence may, 
in particular, play an important role in grounding mental state concepts which are more fine-grained than 
those which occur in folk psychology, i.e. for providing displacing explanations of introspective evidence.
22 Canonical mental state ascriptions, such as are entailed by the (defeasible) inferential rule ‘Pain is the 
state caused by physical harm’, define the meaning of the word ‘pain’, and so could not be displaced by a 
psychological theory of pain! Specific claims would still be subject to defeating explanations.
23 Similarly the scientific use of terms which are at least partially understood subjectively, e.g. ‘attention’, 
to refer to psychological processes or mechanisms can only be justified if the introspective evidence can be 
interpreted in a manner consistent with the technical use of that term.



limits on the valid interpretation of introspective evidence is important, because there is 

considerable latitude in just what it might be taken as evidence for.

It seems clear from the psychological literature that many scientists have rejected 

introspective evidence because they have felt that its acceptance necessarily commits them 

to untenable metaphysical assumptions. For example Bisiach (1988) holds that we cannot 

provide a scientific account of phenomenal experience. His conclusion is motivated in part 

by considering the work of Libet, on judgments of synchrony and asynchrony for cortical 

and skin stimuli (e.g. Libet, Wright, Feinstein, & Pearl, 1979); and in part by his own 

inferences concerning the phenomenal experiences of neurologically damaged patients 

(which by his own admission ‘turn out to be rather nonsensical’, see Bisiach, 1988, p i 12). 

Yet Bisiach’s conclusion is not warranted by the problematic accounts of phenomenal 

experience he considers. Such a conclusion could only be warranted by the argument that 

there is no way of interpreting the phenomenology which avoids contradiction and/or 

untenable metaphysical conclusions.

It would be too complex to attempt here an analysis of Bisiach’s own observations and 

inferences (e.g. concerning a patient with neglect, see Bisiach, 1988, pi 10-112). However 

it is not hard to understand the fundamental error in Libet et al’s (1979) account. The 

critical experimental finding is that when the skin and somato-sensory area are 

simultaneously stimulated, subjects have the phenomenal experience of one event (e.g. 

which corresponds to the sensation which occurs when somato-sensory area is stimulated 

alone) occurring prior to another event (e.g. which corresponds to the sensation which 

occurs when the skin is stimulated alone). Libet et al (1979) interpret this as evidence for 

an event, a subjective sensation, which occurs prior to the neural events on which it is 

dependent! Given this interpretation it is perhaps unsurprising that they go on to make the 

extraordinary claim that their results present ‘serious though not insurmountable 

difficulties’ for a mental-physical identity theorv.

Libet et al’s mistake is to suppq^e that the phenomenal experience, of event A 

occurring prior to event B, commits one to the claim that there really are two events, and 

that one occurs prior to the other. In fact belief in the reality, and scientific tractability, of



phenomenal experiences in no way commits one to a belief in the veracity of their contents 

- in what those phenomenal experiences represent. If it did then one could hardly claim 

that hallucinations are real phenomena. The correct interpretation of Libet et al’s findings, 

as with hallucinations, depends on recognising that the critical phenomenal experience is a 

misrepresentation of reality.

The difficulties associated with certain interpretations of phenomenology, such as 

those of Libet et al (1979), cause Bisiach to jump to the conclusion that we cannot provide 

a scientific account of phenomenal experience. What Bisiach fails to realise, or to 

acknowledge, is that any interpretation of Libet et al’s findings (e.g. Churchland, 1981), 

including one which is phrased purely in information processing terms, could not be 

anything other than (the beginnings of) a scientific explanation of a particular phenomenal 

experience.

Laming (1997, see chapter 13) takes an approach closely related to that adopted here. 

He argues that the temptation to take subjective magnitude estimates literally, as 

supporting the existence of an internal quantity of ‘subjective magnitude’, has led to 

serious difficulties in psychophysics. For example he objects to Stevens’ (1956) concept of 

subjective loudness on the grounds that his theory was constructed in such a way that no 

empirical data could establish the physical reality of that quantity. Laming points out that, 

if we avoid assumptions of sort made by Stevens, we can construct scientific accounts on 

the basis of reported sensation. One example he gives is from the paper: “Tactile 

roughness: neural codes that account for psychophysical magnitude estimates” (Connor, 

Hsiao, Phillips, & Johnson, 1990). Using reports from human subjects, these researchers 

showed that perceived roughness correlates with the variability, as opposed to the mean 

firing rate, of neural discharge in slowly adapting fibres innervating Merkel discs in the 

finger pads of macaque monkeys. Connor et al (1990) were fully justified in their use of 

sensory magnitude estimates because they looked directly for a neural correlate which 

could explain those estimates.

Libet and Stevens both interpreted their phenomenological observations in a manner 

that actually precluded the possibility of giving a scientific account of them. Thus it seems



clear that those interpretations were artifacts, resulting either from the experimental 

instructions, or an overly literal construal of the language which subjects used to describe 

their phenomenal experiences. It is important to understand that introspective evidence can 

instead be interpreted as being about the functional properties of mental states. This allows 

us to see a way in which the scientific difficulties historically associated with 

introspectionism can be overcome. Theoretical advances in psychology can serve to 

constrain the interpretation of introspective evidence - much as theoretical advances in the 

physical sciences have served to constrain the interpretation of physical evidence. 

Inevitably there will be cases in which it is not clear whether or not a particular 

introspective observation will fit with a scientific theory. For these cases the reliable 

interpretation of introspective evidence will be guided by the accumulation of examples of

(i) interpretations which have been shown to be scientifically productive and those which 

have not, and (ii) the ways in which evidence can be reinterpreted using defeating and 

displacing explanations.

In section 1.8 it will be argued that the explicit acknowledgment of the role of 

introspective evidence in psychological theorising is important because it will foster 

constructive debate as to how introspective evidence should be interpreted - just as the 

discussion of (physical) experimental evidence informs experimental methodology. In 

chapter 3, in which a new approach to the investigation of perceptual awareness is 

outlined, a specific role is given to the discussion of how to interpret introspective 

evidence in a manner that is consistent with behavioural data; this is seen as being an

important process in the development of methodology and theory specific to perceptual
<>

awareness.

The next section will address an argument (Jackson, 1982) that introspective evidence 

is not about the physical properties of mental states, but is instead about non-physical 

properties of mental states, called qualia. Since qualia are non-physical, physical evidence 

cannot inform a theory of these properties. Jackson does not address the issue of how we 

might construct a theory of qualia. However Chalmers (1995; 1996), who also holds that 

mental states have non-physical properties, does. One of the problems with his account is



that he cannot offer any principled method for constraining the interpretation of 

introspective evidence. The faliure of introspectionism shows us that, without the aid of 

physical evidence, introspective evidence is bound to underdetermine a theory of how to 

categorise our experiences. Chalmers (1995, 1996) is discussed in more detail in section 

1.9 and Appendix 7.

1.6 The 'Knowledge argument’ and know-how
They say that experience is the best teacher, and the classroom is no substitute for Real Life. 
There’s truth to this. If you want to know what some new and different experience is like, you 
can leam it by going out and really having that experience. You cannot learn it by being told 
about the experience, however thorough your lessons may be.

Does this prove much of anything about the metaphysics of mind and the limits of science? I 
think not.

Lewis (1990, p499)

Jackson’s (1982) knowledge argument is based on the observation that science cannot 

convey what it is like to have certain experiences:

Tell me everything physical there is to tell about what is going on in a living brain, the kind of 
states, their functional role, their relation to what goes on at other times and in other brains, and 
so and so forth, and be I as clever as I can be in fitting it all together, you won’t have told me 
about the hurtfulness of pains, the itchiness of itches, pangs of jealousy, or about the 
characteristic experience of tasting a lemon, smelling a rose, hearing a loud noise or seeing the 
sky.

Since physical understanding fails to convey this knowledge, it must follow that 

physical science cannot describe the ways things are mentally. Jackson concludes that 

mental states have, along with their physical properties, essentially non-physical properties 

- ‘qualia’. According to Jackson qualia are caused by physical goings on in the brain, but 

are not causes themselves - they are epiphenomenal24.

24 Jackson’s (1982) position is closely related to Nagel's (1974). However Nagel equivocates with regard to 
the truth of physicalism, whilst Jackson boldly and explicitly posits non-physical properties. Jackson 
might be seen as providing “a less burdened account of the argument against physicalism” (Nemirow, 
1990, p492).



Shoemaker (1982, p367) writes that qualia are “the qualitative or phenomenal features 

of sense experience, in virtue of having which they resemble and differ from each other, 

qualitatively, in the ways they do.” For Jackson (1982) qualia are not just the ‘features’ 

which enable us to distinguish between and group together phenomenal experiences; they 

are the actual properties in virtue of which one experience is distinct from or resembles 

anothery^ome authors have argued that experiences have other properties, Nagel (1974)

- ealls them ‘structural features’, Block (1995) calls them ‘representational’ properties25, 

which serve to differentiate some experiences from others, and which are amenable to 

scientific analysis - i.e. they are physical properties. These properties are thought to be 

amenable to description26. In contrast the ‘properties’ which are supposed to be ‘qualia’ 

are claimed to be ineffable.

Although there are interesting distinctions to make between different types of 

properties that mental states have, for current purposes this is an irrelevance. The 

important point is the claim, made by many philosophers discussing qualia, that mental 

states have some properties that are non-physical, in virtue of which one could distinguish 

between experiences. Introspective physicalism holds that all (true) distinctions between 

experiences reflect physical differences. According to this position, the fact that subjects 

are unable to describe some of the properties of their experiences, does not imply that 

those properties are non-physical. Those properties can be scientifically investigated, just 

as long as subjects can reliably identify that one experience has a different ‘quale’ from 

another experience (e.g. that the itchiness of itches differs from the hurtfulness of pains.)

Why should we suppose that introspection gives us access to essentially non-physical 

properties of mental states? One might suggest two reasons. First, when we speak of what 

experiences are like, then it does seem that we are speaking of a sort of knowledge (thus 

we use a vocabulary appropriate to knowledge - see Nemirow quote on p23), and

25 Block supposes that a failure to distinguish between the two sorts of property underlies a 'confusion 
about a function of consciousness' in interpretations of Blindsight. He attempts to distinguish 'access 
consciousness' from 'phenomenal consciousness'. Representational features of mental states are access 
conscious, qualia just are phenomenal consciousness.
26 Nagel (1974, penultimate paragraph) writes: '[S]tructural features of perception might be more 
accessible to objective description, even though something would be left out.' See also responses to Block 
and the author's reply in (Block, 1995).



therefore that we are talking about a kind of information about the world that escapes 

description by physical science. Second, it is intuitively plausible to suppose that what we 

apprehend through introspection are properties. Thus there is almost a sense that the 

properties themselves are ostensible:- if asked what it is like for something to be painful 

we might think, whilst remembering a past instance of pain, well just that', or if someone 

asked us what it is like to feel pain, we might suppose the way to communicate it would be 

to pinch them and say, well that is what it is like. It seems to us that we have an ability to 

generalise about types of experiences by considering just one, and surely that is the case 

exactly because we apprehend the relevant properties of that experience.

First taking the point concerning experiential knowledge. Nemirow (1990, p492) 

contends that the “mistake is to confound distinct types of knowledge by treating an ability 

as propositional [read ‘declarative’] knowledge.” Nemirow argues for what he calls the 

‘ability equation’: knowing what it is like corresponds to knowing how to imagine -e.g. we 

know what it is like to feel pain just if we know how to imagine pain (a type of procedural 

knowledge, in psychological terms).

We use the same vocabulary to speak of know-how, or procedural knowledge, as we 

do of propositional, or declarative, knowledge - we may forget, remember and learn how 

to ride a bike. By categorising knowing what it is like as procedural knowledge, we can 

accept Jackson’s and Nagel’s complaints that science cannot convey ‘what it is like’, 

without feeling any serious difficulty for science. Procedural knowledge is simply not the 

sort of knowledge that science aims to convey - we would not expect to be able to ride a 

bike just from reading a scientific paper on the processes that are involved in riding a bike. 

However science, and in particular psychology, can provide an account of procedural 

knowledge - of those neuronal and psychological processes, and how they are acquired 

through experience. Instead of identifying an insurmountable difficulty for science, the 

ability equation presents it with a manageable challenge; namely to describe and 

understand our imaginative capacities.

Nemirow (1990) makes an important contribution by pointing out that subjective 

knowledge, or ‘knowing what it is like’, can be seen as procedural, rather than declarative



knowledge. This conceptualisation shows us a way in which we can escape from Jackson’s 

(1982) rather unattractive epiphenomenalist conclusion. However Nemirow fails to explain 

one of the strong intuitions motivating Jackson’s position, namely the sense that 

introspection does result in declarative knowledge. For instance, contemplating one’s own 

mental state, one might immediately (and apparently non-inferetially) conclude that one is 

in pain. The act of introspection results in declarative knowledge - knowledge we can 

communicate directly to others. Nemirow’s ability equation fails to capture this.

According to him, we know what it is like to feel pain just if we can imagine pain.

However being able to imagine pain is not a sufficient condition for knowing what it like 

to feel pain - since we might imagine an experience of pain without being able to recognise 

it as an instance of ‘pain’. Instead we may equate knowing what it is like to feel x, with the 

ability to identify experiences of x, and the ability to intentionally imagine the experience 

of x (e.g. to imagine pain when we intend to imagine an experience of ‘pain’). Knowing 

what it is like to feel x, is a type of procedural knowledge which results directly in 

declarative knowledge - it is a type of recognitional capacity27.

The second point concerns what we apprehend, or grasp, when we imagine an 

experience. Jackson (1982), and Chalmers (1996), suppose that we apprehend irreducible 

non-physical properties - e.g. the ‘hurtfulness of pains’. This position follows from the 

supposition that the act of imagination involves the apprehension of ‘properties’ at all - for 

this entails that ‘knowing what is it like’ is a sort of propositional or declarative 

knowledge, rather than just being procedural knowledge. As Nemirow (1990, p495) puts 

it: “It is intuitively appealing, albeit incorrect, to analyze the act of imagining an experience 

of an instance of a certain universal as the intellectual apprehension of the universal itself.”

When we imagine, we imagine particular experiences. An imagined experience may not 

seem particular, in the sense that we may not recall contextual information that allows us 

to remember it as being a particular experience we once had. It may not even correspond

27 It should not, however, be confused with a perceptual recognitional capacity (see Nemirow 1990, p496- 
7). It is a capacity to recognise mental states, not states of the outside world. This point is repeated in 
greater detail in later chapters. For example in Chapter 2, attempts to infer awareness of a stimulus from 
the capacity to recognise it when it is presented again are rejected (e.g. the awareness test used by Jacoby 
&Whitehouse, 1989).



to any single experience we once had - experiential memory may work in such a way that 

we recall an amalgam of previous memories, i.e. it may depend on semantic memory rather 

than episodic memory. Yet what we imagine is still particular in the sense that it is a single 

experience which stands for a group of experiences. These experiences bear relations of

similarity and contrast to other experiences; and we use particular experiences to represent
28classes of experiences which we suppose are closely related .

It is wrong to suppose that we have immediate knowledge of the properties that define 

the relations between experiences. If that were the case, then it would be hard to see how 

we could be wrong about the way in which we categorise our experiences, and how it 

could be that we could revise those categorisations. The implication of Jackson’s position 

is that, by experiencing pain just once, we would would acquire knowledge of how to 

categorise all experiences which share the same properties - this follows from the claim 

that we would have grasped the essence of the properties of that experience. It seems 

more parsimonious to claim that our categorisations of experiences, and generalisations 

concerning them, result from the recall and comparison of numerous experiences - i.e. that 

as we accumulate experiences we improve our understanding of our own mental states, 

and that we may revise our categorisations and generalisations concerning experiences 

which we were not previously familiar with.

We may immediately, and non-inferentially, categorise experiences as being of a 

particular sort (e.g. as an instance of love - as in Searle’s example of the previous section), 

however it does not follow that we know the properties of that experience, and that we 

have categorised it correctly. The mistake is similar to the one which Hume identified for 

the perception of causation:- We may have the immediate, and non-inferetial, impression 

that one billiard ball, upon hitting a second billiard ball, caused the second ball to move 

(see e.g. Michotte, 1963). However we do not actually percieve the mechanism of 

causation, and our impression may be incorrect (i.e. the second billiard ball may have 

moved for another reason, as in the studies of Michotte). Similarly our categorisations of

28 Berkeley, in his Treatise Concerning the Principles of Human Knowledge, wrote: "[A]n idea which, 
considered in itself, is particular, becomes general by being made to represent or stand for all other 
particular ideas of the same sort" - see Nemirow (1990, p495).



mental states may be incorrect, and we do not actually apprehend the properties that 

distinguish one experience from another. It is a matter for psychology to discover the 

nature of those properties, just as it is a matter for physics to discover the mechanisms of 

causation.

Nemirow (1990, p495-6) points out that the use of particular experiences to represent 

classes of experiences allows us to engage in certain forms of propositional reasoning: 

“Successfully imagining a pain of a certain intensity enables us to consider what we would 

accept as compensation for agreeing to undergo pain of the same degree of intensity.” 

Imagining experiential states, e.g. what it is like to feel angry and frustrated, may also 

allow us to predict the actions of others (for debate on this see Davies & Stone, 1995); 

and remembering a particular experience may serve as a mechanism by which we can put 

ourselves in a functional state similar to the one we were in when we originally had the 

experience (this may be useful in helping us to perform a related task, or as a means of 

controlling our emotions.) Perhaps what is most unfortunate about Jackson’s claim that 

introspective evidence gives us direct knowledge of the properties of experiences, is that 

the epiphenomenal nature of those properties seems to exclude from psychological science 

the possibility of investigating these complex processes and capacities29.

1.7 Functional characterisation, mental-physical identity claims and 
introspective evidence

Actions such as these can be contrasted with ones that are preceded by ‘an additional conscious 
element in the shape of a fiat, mandate or expressed consent’, to quote William James (1890). 
When we decide or choose or intend or concentrate or prepare, decentralised control of the 
operation of particular subsystems does not appear to be the sole principle operating...Such 
phenomenological contrasts by themselves provide only a very shaky basis for theorising. Can 
neuropsychology offer any additional guidance?

(Shallice, 1988a, p328)

29 How could we understand a capacity that operates by apprehending non-physical properties? Since these 
properties are by definition epiphenomenal, then the act of apprehension cannot actually serve to bring 
about any changes in the world! It wouldn't make any difference to any aspect of one's behaviour whether 
or not one knew what the 'hurtfulness of pains' was. It would be a capacity with no outcome or practical 
function, and thus extremely hard to investigate.



In section 1.5 it was pointed out that observation statements based on physical 

evidence are described using theory-laden terms. Similarly observation statements based 

on introspective evidence are stated in theory-laden terms. Thus when we make statements 

based on introspective evidence we use terms which, it is supposed here, find their 

meaning in virtue of an implicit or explicit theory30 of the functional states to which they 

refer. Examples might include the claims: that we are in pain, that we are aware of a 

stimulus, or that an action we are performing is intentional as opposed to automatic (see 

quote above).

Yet the claim that introspective observation statements are theory laden, and that the 

same introspective evidence may be used to support other observation statements (when 

defeating and displacing explanations of that evidence are given), presents another 

difficulty: What is introspective evidence? At the very least, a simple account of, or 

metaphor for, introspective evidence is necessary in order to explain what forms the 

evidential basis of the various introspective observations statements we might make.

The simple account offered here follows from the analysis of the previous section. It is 

that introspective observation statements are based on judgments of similarity and contrast 

between experiences31. In this section an attempt is made to show how we might move 

from this basic notion of introspection as involving judgments of similarity and contrast 

between experiences, to the formation of scientific perspective that allows us to see how 

we can make sense of scientific theories in which mental states are identified with physical 

states. It will be argued that information processing theories will serve to bridge the gap 

between mental and physical to which Nagel (1974, see p i 1 above) famously alluded.

When speaking of experiences it is common to elaborate our descriptions in various 

ways. Thus we speak of visual experiences of being more or less intense, detailed, focused 

or panoramic and we may speak of pains as sharp or dull, and more or less throbbing,

30 Folk-psychology is the implicit theory in virtue of which everyday mental state ascriptions find their 
meaning. One of the aims of psychology is to provide an explicit theory which will supersede folk- 
psychology.
31 Similarly Laming (1997, p208-217) criticizes Stevens for supposing that subjects can directly report the 
magnitude of their sensations, and emphasizes that introspective judgments involve comparisons that are 
made in an experimental context.



numbing, agonising etc. One way of seeing this is to regard experiences as bearing 

relations of similarity and contrast to each other along a number of dimensions. We may 

have words that can readily convey some dimensions, perhaps by inter-modal analogy, or 

because they draw attention to a common experience which has a particularly salient 

dimension. However there is no necessity for words to be readily available in order to call 

attention to a particular dimension. We might do it by comparing relations between 

experiences: is the relation that experience x bears to y similar to the relation that w bears 

to z, or to the one that s bears to t, or neither? No pre-established verbal labels are 

required, subjects may simply be put in a situation in which they have the experiences.

Some dimensions may seem to admit of only a few qualitatively different states, they 

may be categorical, others may seem to vary almost continuously. These dimensions can 

be thought of as describing particular experiences in much the same way as a set of 

(multidimensional) coordinate axes describe a point in (hyper)space. Just as a single point 

may be described by a number of coordinate systems, so can experiences be thought of as 

introspectively categorised according to a number of orthogonal and non-orthogonal 

dimensions.

Using this analogy, the goal of a methodology for introspective evidence may in part 

be seen as an attempt to find the best reference system by which we can categorise 

experiences. Some dimensions will be more informative when it comes to attempting to 

identify relevant functional differences between states - 1 believe the distinction between 

dull and sharp pains is commonly used in medical diagnosis. Some dimensions may be 

highly deceptive: they may correspond to quite different functional distinctions depending 

sort of experiences being considered, and others may suggest functional similarities 

between states which are in fact quite disparate. For example, LeDoux (1998) argues that 

the investigation of pain, fear, love etc. has been set back because they have tended to be 

given related treatments. Presumably this has occurred because we consider them 

introspectively to all to belong a single category, the emotions.

The re-interpretation of introspective evidence involves calling particular phenomenal 

distinctions to attention, and then having the experiences all over again to see how they

o /the



get categorised32. Once a particular phenomenological distinction has been found that 

reliably identifies a particular functional difference in processing, then the conditions which 

are sufficient for fixing the reference of a particular mental state term will have been met. 

Those in possession of an understanding of that introspective dimension might be said to 

be in possession of introspective knowledge concerning that mental state. They are in 

possession of introspective knowledge just because they are able, under normal 

circumstances, to reliably identify whether or not they are in that physically specifiable 

functional state; i.e. just because they are in possession of an ability (knowing what it like 

to be in mental state x) which is sufficiently refined to yield meaningful factual knowledge 

about the physical state of their mind. It is thus a recognitional capacity of a sort (knowing 

how to identify a particular mental state), although it is not a perceptual recognitional 

capacity (instead it might be called an introspective recognitional capacity). The full 

functional/physical specification of the mental state need not be known by the subject, nor 

by anyone. It will be fixed by the intrinsic nature of the mental state (which is of course 

physical). Similarly we can make meaningful factual statements about ‘gold’ and ‘water’ 

even though we may be ignorant of their exact physical specification. Scientific 

investigation can potentially settle disputes between individuals with subsidiary33 

differences in their criteria for attribution - i.e. when they differ as to whether they 

categorise the state caused by verbal insults as ‘pain’, or as to whether fools-gold counts 

as ‘gold’.

Introspective recognitional capacities will of course depend on experience, and the 

relevant ‘dimensions’ by which phenomenological distinctions are made will never be 

instilled in another by words alone. However these facts need not cause psychologists 

undue concern - it is just the same with perceptual recognitional capacities. The point is

32 Just as with the example of 'red' in order to re-classify objects we would need to make the measurement 
again with an instrument which takes the refraction of light by the atmosphere into account. Having the 
same experience again obviously involves being put into the same functional state again, which may 
usually be achieved by performing the same behavioural task - see below. Of course we can also make 
backwards inferences, e.g. that given the likely effects of light refraction, the sun must really have been 
such and such a colour etc. However these will generally be less reliable.
33 In order to count as being able to identify the relevant state, subjects must agree about canonical 
instances involving the state, e.g. that physical injury causes pain, but they need not agree about all 
instances.



that subjects can be trained to make the distinctions. Indeed when ‘good’34 phenomenal 

distinctions are found, then it may be expected that relatively brief training will suffice - 

the ability to identify a particular mental state should not depend too heavily on prior 

experience, - and the judgments of subjects should tend to converge quickly.

Such comparisons between experiences will not contribute much to science if they 

occur in a vacuum, or perhaps more literally in an armchair. In order to make use of 

introspective evidence we shall have to have some means of investigating the functional 

states that the subject is in whilst having the experiences. In general, it would be necessary 

to have the subject perform some well-specified behavioural task35. Ideally such a 

behavioural task would completely determine the functional states which the subject 

experiences. In practice no behavioural task achieves this ideal, and one important use of 

introspective evidence which experimental psychologists have long employed, is as a 

means of detecting whether the same task might be done in different ways36. Nonetheless a 

behavioural paradigm is essential to constrain the functional states of interest to a 

particular investigation. Given such constraints two primary37 forms of physical evidence 

about the functional states of the subject are available: behavioural and physiological.

It is worth considering some points about the immediate nature of these forms of 

evidence, since these pertain to philosophical characterisations of the mind-body problem. 

Behavioural evidence is in general accrued via more or less subtle modifications of the 

behavioural paradigm, and the use of indirect measures of performance (e.g. patterns of

34 i.e. phenomenal distinctions that 'carve nature at its joints'. Whether a particular distinction is good or 
not will no doubt be decided on the basis that it has these desirable characteristics. This may appear 
somewhat circular. However it is not possible to give any absolute justification for a particular scientific 
perspective or paradigm.
35 'Objective' behavioural tasks, in the sense outlined earlier, are preferable just for the methodological 
advantages mentioned.
36 Shallice (1988b, p305) writes: "Many if not most cognitive psychologists prefer, as far as possible, to try 
out new experimental situations so as to experience them as a subject would and also to ask subjects 
themselves how they experience them. Most of the time such information is used informally. It sensitizes 
one to particular artifacts of design or procedure and suggests possible explanations of results."
37 These are 'primary' because they provide evidence about the functional states of normal subjects capable 
of introspecting about what they have experienced whilst carrying out a task. The interpretation of this 
evidence may in large part depend on theoretical work which has been advanced by evidence from a 
number of other sources. These forms of evidence may or may not be primary sources of evidence for 
engendering such theoretical advance.



error rates, reaction times). Behavioural evidence of this sort, as it is interpreted and used 

in cognitive psychology, more or less directly supports inferences concerning a functional 

(information processing) theory of the mental processes involved in carrying out a 

particular task. Physiological evidence, of which the most interesting sources are the 

techniques of functional imaging (EEG, PET and fMRI), provides information which less 

obviously directly pertains to the functional characterisation of mental states and 

processes. Although paradigms for the use and interpretation of functional imaging data 

are still in development, this form of evidence is of interest because it appears to 

correspond quite closely to what some philosophers have imagined to be physical 

knowledge about the operation of the brain. Functional imaging data provides relatively 

coarse (either temporally or spatially) information about the degree of neuronal activity in 

particular parts of the brain whilst some behavioural task is being carried out by the 

subject. In so doing it provides a physical characterisation of brain function which fits 

quite closely with that conceived during the time that philosophers were particularly 

concerned about what identity claims between the mental the physical would look like, and 

whether they could be viable.

Kripke (1972) gives a famous argument concerning what he calls ‘type-type’ identity 

claims (called here ‘mental-physical’ identity claims). These are claims in which an identity 

is made between a certain type of mental state, e.g. pain, and a certain type of physical 

state, e.g. C-fibre stimulation38. Kripke believes in essentialism, which is the “metaphysical 

theory that objects have essences and that there is a distinction between essential and non- 

essential or accidental predications” (Audi, 1995, p241). According to Kripke it is 

meaningful to say that the table in front of me might have been made of ice, because the 

substance that the table is made of is not an essential property of it; however it would be 

meaningless to say that the table in front of might not be a table, since this would 

contradict an essential property of the object. In the simplest possible terms, Kripke’s 

argument is that pain cannot be identical with C-fibre firing, because the claim that pain is

381 know nothing of the origins of this particular claim, and attach no importance to its truth or falsity. It 
is merely serving as an example in which an identity claim is made between a physically specified state 
and a mental state term. It is assumed to be true for the sake of exposition, the discussion concerns the 
construal which would allow claims of this sort to work.



not C-fibre firing is perfectly meaningful - it does not contradict any essential property of 

pain.

The claim that pain is C-fibre firing looks like just the sort of claim that functional 

imaging data might be taken to support. Indeed it might be argued that if we cannot find 

an interpretation that makes good sense of claims of this sort, then information of the sort 

that functional imaging gives us cannot be supposed to be telling us much about the mind. 

It is assumed here that this is at least approximately correct.

Fortunately it is not very hard to find a workable interpretation of claims of this sort, 

and the rejection of Kripke’s argument does not require any particularly deep 

philosophical work, since it can be done by denying his initial assumption about the 

interpretation of the statement of identity (namely that the terms on both sides are rigid 

designators - see Kripke, 1972, pl49). Claims of this sort can be seen as mental-physical 

identity claims if they are functionally construed: Thus the claim that pain is C-fibre 

stimulation may simply be seen as the claim that pain is a functional state which is realised 

in a normal human brain exactly when C-fibres are stimulated. The claim does not attach 

any particularly special importance to C-fibres as being the physical realisers of the 

functional state - it might have been, and might be, otherwise. C-fibre firing is not essential 

feature of pain - pain is essentially a functional state. However as a contingent matter of 

fact, in human brains, C-fibres just are the crucial physical realisers of that functional state 

- provided nothing is amiss and they are playing the functional role they usually do in 

human brains. This claim certainly need not commit us to the notion that pain occurs 

whenever C-fibres are stimulated, even if they are isolated in vitro, or in vivo when other 

essential parts of the relevant neural circuit are not processing information in their usual 

manner. However the fact that the functional state is realised by C-fibres would be of 

scientific relevance and interest, not least because those neurons might have characteristics 

that make them particularly suited for that role. Thus, given other information about the 

brain and neuronal function, we might eventually be led to conclude that it could hardly 

have been anything other than C-fibres that would have been critical to realising the 

functional state of pain.



It might be that we could construct a machine that felt pain, and in doing so the 

functional state of pain would not involve actual C-fibres being stimulated. However in 

constructing such a machine, it would be necessary for the functional role of C-fibres to be 

somehow implemented. Thus the machine would at least have virtual C-fibres, with 

information processing characteristics much like those of real C-fibres, realised in some 

manner by the operation of the hardware and software. Every physical characteristic of 

brains essential for creating mental states must have its functional realisation in a conscious 

machine39.

What this interpretation makes clear, is that mental-physical identity claims need much 

more than the observation of correlation between a particular mental state and a particular 

physical state to justify them. The case for the identity needs to be made by tying the 

physical level of description to the mental level of description via a functional account of 

the mental state. The functional level of description provides a bridge between what might 

be regarded as the more stereotypical level of physical description, namely talk about 

neurons and areas of the brain, and the mental. Thus Shallice (1988b, p309) remarks:

“Only one level of scientific theorizing appears to offer any purchase at all for producing a 

useful link with accounts of conscious experience. This is the information- 

processing/computational one. The ‘grain’ of this set of concepts appears compatible with 

mental terms.” In holding to this we are not committed to dismissing mental-physical 

identity claims as having no potentially sensible construal. It is quite reasonable to suppose 

that we might, in the future, make fully justified claims in which we use physical types as 

labels for describing our introspectively warranted self-ascribed mental states (e.g. we 

might say ‘My C-fibres are firing in an alpha rhythm’), and in doing so we would

39 This is hardly a surprising claim. All scientific explanation is concerned with the functional properties 
of things. If two entities have all the same causal properties (not just the ones we have identified so far), 
then science cannot differentiate between them. Thus when making our conscious machine, we will have 
to concede some differences - the point is only to allow differences which are psychologically irrelevant. I 
assume that the idealised conscious machine could differ from us with respect to such matters as 
development, sensitivity to drugs, and the influence of damage to its processing system on behaviour; and 
still be thought to be psychologically identical to us. Searle (1992) seems to be particularly confused about 
the role of functional explanation in science, and indeed what 'functionalism' means: He claims that we 
could in principle build a conscious computer, that studying the brain will tell us how consciousness 
comes about, but that mental states are not functional states!



communicate that we are in a particular functional state that occurs in normal humans just 

when those physical events occur (e.g. which might be a particular type of pain). The 

notion that talk about the mental cannot acquire such a physical appearance derives solely 

from our lack of familiarity with the sort of scientific progress that would motivate the use 

of physical types as labels for mental states. As Rosenthal (1986, final paragraph) points 

out “[Sjince not all knowledge about mind is derived from introspection, we have no more 

reason to suppose that mental states have no nonintrospectable nature than that the nature 

of physical objects is wholly perceptible. Nor, therefore, have we any reason to hold that 

the [introspectable] essences of mental states must be what fixes the extensions of mental 

terms. It is reasonable to conclude that whatever temptation we have to afford absolute 

epistemic authority to introspection derives solely from our relative ignorance about the 

mind.” It need not be that we will only come to know about particular functional states via 

introspection. If a simple physical characterisation serves to identify a mental state, and 

one which folk-psychology has failed to accurately identify first, then a physical label is 

almost certainly what we will use40. We may even use physical labels for states which have 

already been identified in folk-psychology, if their implicit specification in folk-psychology 

is too vague or inconsistent, in order to be more precise.

In scientific practice the main difficulty that arises in making mental-physical identity 

claims is not that they could not be true, but that insufficient work has been done to 

establish them as reasonably justified. Without a plausible account at the bridging 

functional level of explanation, mental-physical identity claims will very likely be false, and 

in addition they are not explanatory in that they fail to provide the theoretical framework 

which allows us to understand how the ‘two referential paths might converge’ (Nagel, 

1974, see larger quote p i 1 above). Thus in discussing biological psychiatry and its 

attempts to account for subjective phenomena (psychotic symptoms such as 

hallucinations), Frith (1992, see discussion p25-30) notes that “The history of biological 

psychiatry is full of ‘elephant footprints in the mud’ (Lancet, 1978); findings which have 

made a big impact at the time, but have then faded away.” As Frith argues, this has

40 Of course we may use it incorrectly, if either by nature it cannot be reliably identified introspectively, or 
if used by persons who have not learnt the necessary phenomenological distinctions.



occurred precisely because of a failure to provide an adequate theoretical framework 

linking physical phenomena to mental phenomena, causing researchers to over-interpret 

“spurious and irrelevant associations”. Without wishing to give recent references, it is not 

hard to find examples of identity claims which conform to this pattern in the scientific 

literature on consciousness. Descartes’ original hypothesis that the pineal gland is the seat 

of consciousness appears to have led the way.

The motivation for discussing techniques such as functional imaging is not just to 

dispel philosophical illusions about the incurable inadequacy of scientific explanation. 

Without a good account of how an hypothesised functional state might be realised, it 

remains little more than an hypothesis, and its characterisation will be certain to lack 

precision. Behavioural data, and introspective evidence, may under-determine the 

functional states for which they provide evidence. Even if they do not, scientific progress 

will surely be hastened by the use of neurophysiological evidence that can provide further 

information about the processing carried out in the brain. It will be a better situation for 

psychology if mental-physical identity statements turn out to be both plentiful and true - 

for it will greatly complicate research into the manner in which the brain processes 

information if there are not relatively straightforward correspondences between low-level 

physical characterisations and functional states.

The sort of information that might begin to justify mental-physical identity claims may 

come in various forms. For example it may be that a particular functional area of the brain 

has been hypothesised as playing a particular role in the processing required for one task, 

and that behavioural (and introspective) analysis of another task indicates that a similar 

process is involved. If physiological findings then implicate the same brain region in the 

second task in a manner compatible with this analysis, then this might constitute evidence 

that the brain region does indeed play the hypothesised functional role.

Of course explanatory frameworks of these sorts, although very important and 

frequently neglected, do only begin to justify mental-physical identity claims. To actually 

solve the mind-body problem, we would need a complete account of brain processes, one 

that provides both functional and physical details, accounts for behavioural data, and



provides an explanation of the mechanism of introspection as well as accounting for 

introspective evidence. Then there would be no doubt as to the interpretation and 

justification of mental-physical identity statements. The mind-body problem (‘The problem 

of consciousness’, if there is just one) could thus hardly be solved by a single piece of 

philosophical work or a single scientific theory. The important point is that, if 

physiological data is going to inform a theory of the mind, then attempts must be made to 

interpret that data in terms of functional (information processing) theories; and in addition 

it is essential that the information processing theories find some purchase on introspective 

evidence. Without some plausible work being done to at least sketch these connections, 

then no mental-physical identity claim can be justified. In particular, we may simply ignore 

scientists who state ‘consciousness is...’, or ‘awareness is...’, some hypothesised physical 

mechanism, at least until they do the necessary work.

It seems too early to aim to provide such direct identity claims. There is too much 

work still to be done in elaborating and formalising an information processing theory 

which could adequately bridge between the two levels. Instead we are left with the task of 

developing scientific accounts that move in the right direction, but which do not attempt to 

tie the mental and physical together in a single step. One line of approach is that outlined 

above, of attempting to interpret and develop physiological data in line with information 

processing theories. A second line of approach is the development of information 

processing theories which can account for introspective evidence. This second line of 

approach is the larger concern of this thesis. If this aim is more circumscribed than 

attempts to establish a mental-physical identity claim, then care should be taken not to 

disregard the importance of linking information processing theories to the physical states 

which realise them. Eventual solutions are to be arrived at by the integration of 

frameworks linking physiological data to the information processing level of description, 

and frameworks linking introspective evidence to information processing theories. 

Therefore it is important that the information processing theory must be amenable to 

integration of both sorts. In Appendix 7 it is argued that the only major competing 

information processing theory that attempts to take account of introspective evidence



(Baars, 1988) is less attractive partly41 because its apparent physiological commitments are 

implausible.

1.8 Psychological theorising and introspective evidence
In section 1.4 it was argued that psychology can aim to resolve the mind-body problem

(the apparent gap between what we know from the inside and what we know from the 

outside) by appropriating introspective evidence and using it in the development of a 

functional theory. In the last section some general claims were made about how we can 

progress to an information processing theory that would link mental and physical levels of 

description. However up until this point the principle concerns of this chapter have been 

philosophical. This section will focus on methodological issues of relevance to cognitive 

psychology. Firstly some general points relating to the use of introspective evidence in 

psychology will be discussed. Some methodological difficulties associated with 

constructing a scientific account of consciousness will then be raised. Finally it will be 

argued that, given a plausible interpretation of the intuition that we are virtually always 

conscious or aware of something, these methodological difficulties can be overcome. At 

the end of this section a m ethodological approach for the construction of a theory of 

consciousness will be presented. This approach involves the use of introspective evidence 

to aid the identification of objective tasks which require the subject to introspect.

First, it may be helpful to clarify how the term ‘introspection’ is being used, since 

historical use of the term may lend it unintended connotations. In this section reference is 

made to (a) introspective evidence (b) the act of introspecting, and (c) the processes 

underlying introspection. Introspective evidence should be understood simply as the 

information which arises from making distinctions between the phenomenology associated 

with different mental states or processes. The act of introspecting is the act of attending to 

the phenomenology associated with a mental state, the categorisation of that 

phenomenelogy, and the act of comparing the phenomenology associated with one mental

41 This is not the only advantage that the interpretation given here to the Norman & Shallice (1980, 1986) 
model has over Baars's 'cognitive theory of consciousness'. His model does not so much account for 
introspective evidence, as base its central premise on a somewhat dubious interpretation of some 
introspective evidence, namely what it is like to be aware of something. See section 1.9.



state with the phenomenology associated with another mental state. The processes 

underlying introspection are understood to be those information processing operations 

which enable normal subjects to make judgements concerning thier own mental states, 

when they engage in the act of introspection. It is assumed that, provided subjects are 

familiar with an adequate framework for classifying their phenomenology, they will have 

no difficulty making overt behavioural responses which indicate the judgements they have 

made. The construction of adequate frameworks for classifying phenomenology may not 

be a simple matter, however the point is that there is no principled reason why a subject 

should be unable to communicate the judgements they make when they introspect. When 

someone is said to be ‘introspecting’ or ‘being introspective’, then they are commonly 

understood to be likely to spend a prolonged period during which they will not display 

many overt behaviours, and during which their mental processes will be inaccesible to 

others. Whilst it is held here that introspecting is a highly resource-demanding activity (see 

later in this section and chapter 7), a single act of introspection (e.g. to categorise one’s 

perceptual state) may only divert a subject’s attention for a brief period, and may directly 

result in an overt response which communicates information about the subject’s mental 

state.

It is important to recognise that introspective evidence can play a role in psychological 

theorising other than as data. That is, instrospective evidence can and does play a role 

which does not involve the formal collection of introspective reports. Instead it plays a 

role in the understanding that psychologists themselves have of the behavioural tasks they 

employ. The influence of this understanding may often show itself behind the scenes:- in 

the selection of particular behavioural tasks, and the sense that one behavioural task rather 

than another is of particular importance - thus serving to focus attention on the functional 

analysis of specific behavioural paradigms as fundamental for advance in particular areas 

of psychology. Fields of psychological research may themselves only be understood as 

defining a delimited area of inquiry in virtue of subjective understanding42.

42 Psychological research into 'memory' is a good example. Given a purely physical, e.g. Hebbian, 
construal of memory, that area of research would appear to encompass virtually all fields o f psychological 
inquiry. In practice the research area is understood to be more narrowly defined. Although there may be



To be more specific, we can identify three ways in which introspective evidence 

informs research in cognitive psychology:

1. The identification of domains of inquiry: e.g. memory, attention, hallucination, 

synaesthesia.

2. The identification of theoretical distinctions within domains: e.g. the distinction 

between auto-noetic (episodic) and noetic (semantic) memory (Tulving, 1972); the 

distinction between intentional and automatic actions (see quote from Shallice, p37).

3. As a measure of conscious contents43:-

(a) Through the use of (often informal) retrospective reports which serve to identify 

subject strategies: e.g. subjects show a different pattern of errors in a short-term 

memory task when they report encoding stimuli using a different strategy (Shallice, 

1988b, p306 - which refers to Sperling & Speelman, 1970).

(b) As a secondary behavioural measure: e.g. when subjects are asked to make a 

remember/know response after they have made their recognition response in a memory 

task (Gardiner, Ramponi, & Richardson-Klavehn, 1998).

(c) As the principle behavioural measure: e.g. in studies of binocular rivalry, in which 

the subject (a primate in the paper cited) is required to indicate which of two stimuli 

they are aware of (Logothetis & Schall, 1989).

Most important for the current discussion is that there are theoretical terms which are 

used to refer to particular phenomena or processes, which could not be understood 

without some appreciation o f what it is like to experience those phenomena or to carry> 

out tasks in which those processes operate. An example of a phenomenon of this sort is 

hallucination, and an example in which a particular process seems to be identified occurs in 

the distinction between intentional as opposed to an automatic actions.

considerable overlap, Learning and Memory can be quite properly seen as different areas of psychological 
research, with different key paradigms. They could hardly be seen as different at all in a highly reductive 
account.
43 Verbal protocol procedures (Ericsson & Simon, 1993) may be used to obtain information about 
conscious contents. Perhaps these can be best be seen as a method of formalising (a). However see footnote 
4.



Care should be taken not to misinterpret the role which introspective evidence plays in 

our understanding of these theoretical terms. It is not that these theoretical terms cannot in 

principle, or will not, be understood in virtue of an information processing theory. It is just 

that the development of these information processing theories requires some subjective 

understanding of these terms. Nor is it that a subjective understanding of these terms is 

sufficient in itself. We may only hold on to our subjective understanding with any rigidity 

pending the arrival of a good theory that may serve to refine that understanding, and help 

to specify it in a more objective manner. (Your subjective understanding of the concept is 

only good in so far as your attributions at least broadly correspond to the predictions of a 

useful theory). Whilst it is being argued that the role which introspective evidence plays in 

our understanding of these theoretical terms should be recognised, it is certainly not being 

suggested that we return to an introspectionist psychology! The aim is to produce 

physically reducible, or objective, accounts of mental processes. The point being made is 

that to achieve that aim it is necessary to allot some importance to introspective evidence. 

Indeed if we do not, then we are bound to miss the goal of giving a scientific account of 

the mental.

It is just because cognitive psychology can and does use introspective evidence to 

inform its theoretical terms that it is beginning to provide a solution to the mind-body 

problem. Cognitive psychology might be seen as starting with folk-psychological concepts 

of mental states/processes, and going on to replace them. However in doing so it does not, 

and cannot, leave introspective evidence behind:- for in order to find objectively specified 

concepts which can replace folk-psychological concepts, we need to make sure that these 

objectively specified concepts fit with the introspective evidence.

This is a form of eliminativism. It is held that in one sense science may eliminate 

everyday folk-psychological concepts (although almost certainly not all the actual words - 

as science gradually progresses the process is more likely to be one of gradual refinement 

of meaning). This will occur because as science progresses, we will acquire a different, and 

improved, understanding of when to apply terms such as ‘pain’, and the generalisations 

which are true of that mental state. However in another sense terms such as ‘pain’ will



mean what they always did, because in this sense their meaning is determined by the state 

which we can introspectively identify, and which normally occurs when we suffer physical 

damage. The introspective evidence is never eliminated, it is just that its interpretation 

changes.

From a philosophical perspective, this view of the methodology of cognitive 

psychology relies on an inversion of the argument of Nagel (1974). Nagel argues that it is 

our knowledge of what it is like to be in certain mental states that presents a barrier for 

science. For Nagel, it is an analysis of just this aspect of consciousness which 

demonstrates that we are unable to construct an adequate physical account of the mental. 

The contention here is the converse: It is precisely because we know what it is like to be 

in certain mental states that we are able to guide the search for functional characterisations 

of them. Scientific theories which are informed by introspective evidence in this way can 

justifiably claim to provide an account which links the mental and the physical44.

In practice in experimental psychology there is a balance to be struck between finding a 

characterisation that adequately reflects our subjective understanding of a particular 

process, and the need to find objective measures of that process. An underlying theme of 

chapter 2 is that historically research into perception without awareness was, and to some 

extent still is, hampered by too strong an emphasis on construing awareness in terms of an 

objective measure, and a denial of the importance of our subjective understanding of the 

term. Yet in chapter 3, the emphasis is on the use of existing objective measures of 

awareness, and search for further objective tasks that can serve as measures.

If it is so important for the development of theoretical accounts of a mental 

phenomenon that we know what it is like to experience it, then does this not present 

difficulties for some psychological accounts? For some neuropsychological/psychiatric 

conditions (e.g. those involving psychotic symptoms), there is bound to be a limit on the 

extent to which any working scientist can understand the phenomenon in question.

44 It should be clear that theorising of this sort is by no means novel to this thesis; for example it can 
already be seen quite clearly, in different forms, in the work of Shallice (Shallice, 1972; Shallice, 1988a; 
Shallice, 1988b; Shallice, 1991) and Jacoby (Jacoby, 1991; Jacoby & Kelley, 1992; Jacoby, Lindsay, & 
Toth, 1992). However I hope the theoretical and philosophical relevance of this work is made clearer here.



However as Nagel (1974) points out, we have considerable imaginative capacities for 

extrapolating from our own experiences to those of others, even if there is inevitably some 

limit to these capacities. That Nagel chooses a bat as an example of something whose 

experiences we cannot imagine testifies to his faith in how far we can extrapolate! In 

neuropsychological cases, considerable work may have to be done in the collection of 

introspective reports in order to get subjects to convey an accurate picture of the 

phenomenon in question, and so give the scientist a good feel for what is being 

experienced. The point is made that it is important for theoretical advance that the 

investigating scientist does this work, and also attempts to convey to other scientists what 

she has understood45. A good example of the sort of work which may be done in 

attempting to understand unusual subjective phenomena comes from Cytowic (1997). He 

discusses the difficulties he has encountered in his attempts to understand the subjective 

phenomena associated with Synaesthesia. Of particular interest is his reference to the work 

of Heinrich Kluver, who attempted to understand the experience of hallucinators in the 

1930’s. Cytowic (1997, p29) reports that Kluver was initially “frustrated by the vagueness 

with which subjects described their experience, their eagerness to yield uncritically to 

cosmic or religious interpretations, to ‘interpret’ or poetically embroider the experience in 

lieu of straightforward but concrete description, and their tendency to be overwhelmed 

and awed by the ‘indescribableness’ of their visions.” Yet Kluver came to reduce these 

initially florid accounts to descriptions of four ‘basic hallucinatory constants’. These 

hallucinatory constants identify the basic nature of the perceptual experience, e.g. that 

their structure is similar to a spiral, or a honeycomb, etc. Describing hallucinatory 

experiences in this way requires no metaphysical assumptions, and these constants can be 

used to categorise the experiences of most hallucinators46. For the case of synaesthesia, 

Cytowic (1997, p24) summarises the attitude that is required in order to reduce 

introspective reports to scientifically useful descriptions as follows: “Though synaesthetes

45 Amongst many groups of researchers this observation is virtually a common-place. However it is not 
often explained why such an understanding is so important.
46 It appears that these hallucinatory constants only capture one element of the experience of an 
hallucination - namely the basic perceptual experience. The observation that hallucinations have an awe
inspiring quality may also be of theoretical interest, and it may be just this feature of the experience which 
is relevant in explaining irrational or psychotic behaviour on the part of hallucinators.



are often dismissed as being poetic, it is we who must be cautious about unjustifiably 

interpreting their comments.”

Why is it not widely recognised that introspective evidence plays an important role in 

cognitive psychological theorising? One reason is that, until recently, introspective 

evidence has rarely been reported as data. There are a good reasons for introspective 

evidence of certain sorts to remain distinct from the data that is collected to aid 

psychological theorising. In particular there is good reason for consideration of what it is 

like to do certain behavioural tasks to be left to those who have experienced numerous 

such behavioural tasks, and who have experience in searching for functional 

characterisations of the processes involved in them. It is just these individuals whom one 

might expect to possess the conceptual apparatus for refining the relevant 

phenomenological distinctions in a manner that is scientifically productive. Certain forms 

of introspective report are never likely to make good data, suitable for quantitative 

analysis and averaging across subjects, like error rates on a well specified objective task. 

The phenomenological distinctions which serve to guide theoretical advance are bound to 

fall into this category, for by definition they have not yet found a precise characterisation, 

and will not do so until a good information processing theory has been advanced.

Since introspective evidence is sometimes so prone to mis-interpretation that it cannot 

serve as data, experimental psychologists may have felt that any reliance on introspective 

evidence would lead to error. In fact errors of reasoning may result from the failure to 

acknowledge that a particular hypothesis is motivated by introspective evidence. This will 

be evident in the next chapter. An example which is of relevance to discussions found in 

chapters 2, 4 & 6 is the ‘partial cue hypothesis’ of Fuhrer & Ericksen (1960). According 

to this hypothesis, subjects may consciously infer the identity of a stimulus because they 

have consciously identified some part of it (e.g. they might infer that the letter ‘Z ’ has been 

displayed because they can make out the even though they have not seen the whole 

letter). The partial cue hypothesis is plausible because we can imagine making a conscious 

inference of this sort. However this hypothesis, or hypotheses related to it, have been used 

to argue that subjects are conscious of the identity of stimuli even when they claim not to



have seen anything at all. Since the partial cue hypothesis is only plausible on introspective 

grounds, it is hard to see how it can be sustained as a plausible explanation when it 

contradicts the introspective evidence available for a particular experiment!47

It is hard to support the general case, however the possibility should be considered that 

numerous fallacious psychological explanations are covertly justified because they seem 

subjectively plausible, despite the fact that a closer examination of the phenomenology 

associated with a task would reveal that they are not supported. If this is so, then it is very 

important that the role of introspective evidence in supporting these explanations is made 

explicit, because: (i) it can be very hard to find objective evidence which can serve to 

completely discount explanations which were originally motivated by subjective evidence48

(ii) this will allow defeating and displacing explanations of the introspective evidence to be 

put forward (iii) it may be that the phenomenology associated with carrying out the task is 

quite unlike how it is typically imagined to be by naive subjects.

I believe a strong case has been made that introspective evidence can and does play an 

important role in psychological theorising. Furthermore it has been seen that there are 

good reasons for making the use of introspective evidence more explicit. However there 

may be psychologists who, for whatever reason, wish to resist the claim that introspective 

evidence plays an integral part in their theorising. Certainly there are forms of 

psychological theorising, such as connectionist modeling, in which introspective evidence 

plays no obvious role. Nonetheless, it should be made clear that the collection and 

interpretation of behavioural evidence cannot easily be accomplished without some 

acknowledgment of the importance of introspective evidence; that is, so long as it is 

conceded that we understand ordinary folk-psychological mental state terms at least 

partially through knowing what it is like to be in those states. Subjects have to understand 

these terms in order to follow the instructions for most behavioural tasks (Shallice, 1988b,

47 Evidence supporting this brief summary will emerge in later chapters.
48 This claim might be seen as an underlying theme of Laming’s (1997) book - he claims that many of the 
central debates in psychophysics have lacked ‘empirical content’. Similarly it is a theme of Chapter 2, and 
of the experimental chapters of this thesis, in which is argued that certain forms of objective evidence have 
simply been misconstrued as evidence about the subject’s state of awareness. Indeed it is this very feature 
of the literature on perception without awareness which made me feel it was necessary to give a more 
theoretical account in order to provide an adequate explanation of the experimental data.



p307). In order to claim that introspective evidence plays no role in a psychological theory 

that is supported by behavioural data, then every time a folk-psychological term is used in 

a psychological account (these terms might appear either in the instructions to the subject, 

or in the account given of the data), it would have to be defined in terms of an explicit 

information processing or neuro-physiological theory. Very little of the cognitive 

psychology literature meets these restrictions.

Now we may consider a question of more obvious concern to discussions of 

consciousness, namely: How could we construct a theory of consciousness? From the 

position developed so far, two approaches seem possible:

1. A theory of consciousness would provide a functional (information processing) 

characterisation of the distinction which corresponds to the introspectively warranted 

distinction between cases in which we would say we are ‘aware’ or ‘conscious’ of 

something, and those in which we would not. Thus construed, the principle aim of the 

theory would be to account for our use of these predicates in everyday language, 

explaining what is entailed, in information processing terms, e.g. by the claim ‘I was 

aware/conscious of the stimulus’49.

2. A theory of consciousness would provide an account of how we come to have 

information about our own mental states. This theory would account for our capacities 

to imagine, compare and reflect upon our experiences. Thus construed, the principle 

aim of the theory would be to account for the phenomenon of internal access to our 

own mental states (and issues relating to the use of the mental predicates ‘conscious’ 

and ‘aware’ would be subsidiary).

49 The only distinction which I can detect between the senses of the phrases ‘conscious of x ’ and ‘aware of 
x \  is that the former phrase has a connotation that one has deliberated about x - or that x has influenced 
one’s thoughts, whereas the latter phrase has a more passive connotation, suggesting that one can be 
aware of x ‘without giving it a second thought’. I make no distinction, since the position developed in 
Chapter 3 will be that awareness of x always involves the triggering of a higher-order process by x. Using 
the framework of Chapter 3, it would be possible to characterise cases of awareness of x as involving only 
the encoding of a memory of x in episodic memory (this is classified as a higher-order process), whereas 
cases of consciousness of x could be taken to imply the involvement of other higher-order processes (such 
as the triggering of an action or thought schema). The phrases are considered synonymous here.



Approach 1 to a theory of consciousness conceives of ‘conscious’ as analogous to any 

other mental predicate. Thus if we were to attempt to provide a theory of pain, we would 

similarly aim to explain what is entailed, in information processing terms, by the 

introspectively warranted claim ‘I am in pain’. In the first instance, Approach 1 sees a 

theory of consciousness as just one element in a larger theoretical account which would 

provide a solution to the mind-body problem.

Approach 2 to a theory of consciousness aims directly at a deeper issue: this theory 

aims to provide an account of introspective evidence in general, as opposed to accounting 

for a particular introspectable phenomenon or distinction. The aim is to give a general 

account of how we can make introspectively warranted mental state claims, and how 

mental predicates relate to functional characteristics of mental states. The resulting theory 

of consciousness would not merely be a separable element of a larger theoretical account 

of mental processes, it would be the central aspect of any such theory because it would 

explain how information processing distinctions relate to mental phenomena (i.e. 

phenomena which we know about from the inside).

The distinction between these two approaches is not novel to this exposition. The 

physicalist philosopher Nelkin (1996), whose philosophical account bears some 

resemblances to that presented here, makes a similar distinction. Nelkin (1996, see p217) 

aims to spell out how we can construct a theory of consciousness:

The challenge will be fully met only be empirical theory and research. My aim is to point that 
research toward looking for patterns in the brain (at any level: structural, physiological, or 
functional) that we grasp in apperception [read ‘introspection’] and that give rise thereby to our 
concepts of the attitudes, and toward looking for a mechanism (or mechanisms) by which 
apperception itself is realized.

It seems clear that a complete account of consciousness will have to include an 

account of the mechanism by which introspection itself is realized (i.e. it will have address 

the concerns of approach 2 above). Some philosophers have thought that it is a relatively 

straightforward issue how psychology and neuroscience might approach this problem:- 

Chalmers (1995) calls the problem of internal access an ‘easy’ problem. Yet 

methodologically the issue is far less straightforward than might be supposed.



The direct investigation of the processes underlying introspection is problematic for the 

following reason: Those tasks which clearly and unequivocally involve just an act of 

introspection (other than the act of responding) are subjective, i.e. the response indicates a 

judgment made about the subject’s mental state - not a state of the outside world. 

Subjective tasks involve responses which cannot be publicly verified (see section 1.3), and 

this limits the informativeness of the behavioural data collected. For instance, it is not 

possible to use the standard behavioural measure of percentage correct (or error rate), and 

to make inferences from findings of a significantly different percentage correct in one 

experimental condition rather than another. In order to use behavioural data from a 

subjective task, it has to be assumed that the judgment or description which is given 

reliably reflects information about the information processing being carried out in the 

brain. It has been argued that this assumption can be warranted, when the task is 

adequately specified and the introspective evidence is interpreted in an appropriate 

manner. However making the assumption appears to render the actual process of 

introspection transparent to any model constructed on the basis of the data collected50. In 

those investigations in which data from a subjective task is successfully used, the scientific 

account concerns the psychological states or processes which are introspected, not the 

processes of introspection itself (e.g. Connor, 1990, see page 30; the work of Logothetis 

and colleagues, see page 68).

If it is not possible to directly investigate introspective processes using behavioural 

data, then perhaps physiological data can be used? Unfortunately this approach is prone to 

difficulties outlined in the previous section; that is it is likely to be hampered by misleading 

findings that later turn out to reflect “spurious and irrelevant associations” (see page 45). 

Connor et al (1990) could make the plausible assumption that estimates of tactile 

roughness would correspond with some aspect of the information encoded in afferent 

neurons. This assumption reduces the probability of an accidental correlation being found.

501 cannot think of a formal argument why this should be the case. However it does seem clear that one of 
the best ways of figuring out how a mechanism carries out a certain function, is to find out the conditions 
under which it fails to perform that function correctly. Clearly this depends on knowing when the 
mechanism has performed correctly. It may be noted that the point is analogous to an old objection to 
introspectionism:- that the project fails because it relies on the very instrument it is investigating.



Logothetis and colleagues (see page 68) made extensive investigations to rule out 

artifactual investigations, and their work could be guided by well-established, and 

extensively tested, models of visual processing. There are no well-established models of 

the processes underlying introspection, and simplifying assumptions of the sort used by the 

investigators above have yet to be established. It is possible that physiological data 

recorded from subjects engaged in acts of introspection could provide suggestive 

evidence. However this data could not, at present, be used to support more than tentative 

hypotheses about the processes underlying introspection.

In summary, there is no simple methodology for the collection of data that might 

directly inform an account of the processes underlying performance on subjective tasks, 

i.e. the processes underying introspection. However it may be possible to take a less direct 

approach to the problem. Subjective tasks, since they involve a judgement about one’s 

own mental state, would appear logically to primarily involve introspective processes. Yet 

objective tasks may also involve subjective judgements, and thus introspective processes. 

For instance in a free-recall memory task, performance may be critically dependent upon 

judgements subjects make about the accuracy of their processes of recall (Koriat & 

Goldsmith, 1996). Another approach would be to identify objective tasks which involve 

processes closely related or identical to those involved in an act of introspection. These 

objective tasks could then be analyzed using the standard methodologies of cognitive 

psychology. When objective evidence has accumulated from a sufficient number of these 

tasks, then this evidence could be used to support an information processing theory of the 

different processes involved. In this way it may be possible to give a highly plausible 

theoretical account of the processes underlying introspection, even though no behavioural 

data from subjective tasks directly informs the theory. Although the data that is used to 

inform such a model would come from objective tasks, this approach is critically 

dependent upon the ability to select and charecterise objective tasks which involve the 

processes underlying introspection. This ability, in turn, would appear to depend on having 

introspective evidence which might inform us about the processes involved in different 

tasks. In other words, if this approach is to be successful, then it will require:

(a) that there are objective tasks which involve the same processes as subjective tasks, or



processes closely related to them, and

(b) that we can make introspective comparisons between subjective tasks and objective 

tasks.

Claim (b) requires that we know what it is like to introspect, or in other words that we 

know what it is like to be thinking about what a mental state is like (e.g. we can compare 

what it is like to make a judgement about our own mental state - such as whether or not 

we can see an object, with what it is like to carry out an objective task - such as recalling a 

paired associate in a memory task). The claim that this is possible has been made before in 

the literature. For instance, Rosenthal (1986) remarks that such thoughts are possible, if 

rare: “Third-order thoughts that confer consciousness on such second-order thoughts [are] 

relatively rare; it is hard to hold in mind a thought about a thought that is in turn about a 

thought.”51 If it is true that we acquire limited introspective evidence about our own 

introspective processes, then what evidence is there that claim (a) can be supported, i.e. 

that there are objective tasks which involve the same processes as subjective tasks?

We can see that there is strong intuitive evidence for this claim if we recognise that the 

proposed methodology for addressing approach 2 (see above) renders that approach 

identical to approach 1 - objective tasks which involve introspective processes may be 

seen as just those tasks in which performance is dependent on awareness. Given this 

equivalence, it may be argued that we have a strong intuition that claim (a) is true, and this 

intuition is borne out by the fact that we believe ourselves to virtually constantly conscious 

of something. Thus if asked right now about my mental state, I might say that I was 

engaged in a conscious act of trying to construct a meaningful sentence, however I would 

not say that I was engaged in an act of introspection (that is, I was not reflecting about my 

mental state, I was thinking about how to write the sentence - at least prior the point at 

which I was asked the question).

51 In Rosenthal’s (1986) schema, a first-order thought can be understood as a thought about the world (e.g. 
a perceptual representation of a red object). A second-order thought is a thought about a first-order 
thought, and thus the sort of thought that occurs when we introspect (e.g. a thought about the redness of 
the object seen). A third-order thought is a thought about a second-order thought, and thus the sort of 
thought we have when we are aware of what it is like to introspect (e.g. the thought that we are 
contemplating the redness of our perceptual representation).



The notion that mental states are conscious even when we are not actively 

introspecting about them is deeply embedded in the every-day language concept of 

‘consciousness’. Ryle (1949, p i64) remarks “introspection is an attentive operation and 

one which is only occasionally performed, whereas consciousness is supposed to be a 

constant element of all mental processes.” It is sometimes held that mental states are 

conscious just if they are introspectable, and to define consciousness as a dispositional 

property - the disposition to have introspective thoughts about that state. (Similarly it is 

sometimes held that we are aware of a stimulus just if information about the stimulus is 

available for report, see Chapter 2). This move can create serious difficulties for scientific 

accounts of consciousness, because it is extremely difficult to give a scientific account of a 

dispositional state. In any case, this response is neither intuitively satisfying nor of any 

obvious explanatory value, as Rosenthal (1986) points out: “[T]he consciousness of 

mental states is phenomenologically something occurrent. Since consciousness does not 

appear to be dispositional, it is ad hoc simply to posit a disposition that comes and goes as 

needed. We cannot, of course, save all the phenomenological appearances, but we should 

prefer to do so when we can. Moreover, it is unclear what explanatory work a disposition 

to have a higher-order thought would do, except when one actually had the thought, and 

the disposition would then be superfluous.” The account offered here saves the strong 

intuition that we are (virtually) constantly conscious, or aware, of something but does so 

by taking this intuition as evidence that processes closely related to those which operate 

when we make introspective judgments are (virtually) always operating. In the absence of 

any such processes operating, then it is held that it would be wrong to say we are 

conscious of anything, regardless of the dispositions that might be present for those 

processes to operate.

If this account is right - and it should be stressed that it is an assumption that we can 

introspectively identify processes which occur in both objective and subjective tasks - then 

we can at least begin to constmct a theory of introspective processes just by investigating 

what, in information processing terms, in entailed by the claim that we are 

aware/conscious of something.



The terms ‘conscious’ and ‘aware’ are used to describe the mental states of ourselves 

and others whilst performing a vast range of different tasks. To some extent we may have 

to concede that these terms have different senses in different contexts (for a classic 

exposition see Wisdom, 1963). For example, there seems to be strong difference between 

saying, e.g. ‘X is aware that the square root of 4 is 2’, and ‘X is aware of the sun on her 

face’. Yet the use of the same terms in different contexts does imply that there are 

similarities in the functional states involved. When we say of someone that they are, e.g. 

aware/conscious that the oven door is hot, then we do not generally suppose that they are 

introspectively considering that particular thought. Yet we may suppose that they are 

processing the information concerning the oven door in a distinctive manner, quite 

different say from the processing which would cause them to reflexively withdraw their 

hand upon touching it. The manner in which we make attributions of awareness and 

consciousness seems to imply that we can identify a class of high level processes which are 

operating much of time in the human brain. These attributions do not imply that people are 

introspecting about their mental states, and thus have explicit or declarative information 

about the mental state they are in, such as occurs when one actually thinks to oneself the 

thought ‘I am aware that the oven door is hot’; but attributions of awareness might be 

thought to imply that the agent is in possession of a sort of implicit knowledge about their 

own mental states, a sort of consciousness in action52.

In this second half of this section a methodological approach to the construction of a 

theory of consciousness has been outlined. This approach can be seen to be congruent 

with a particular view of the methodology of cognitive psychology, outlined in the first 

half of this section, which sees introspective evidence as playing a central role in the 

development of functional characterisations of mental states. One of the legacies of 

behaviourism has been a tendency for psychologists to be extremely cautious about the 

use, and explicit acknowledgment of the use, of introspective evidence. As a result, the

52 A fuller explanation of this implicit knowledge will have to wait until chapter 7, where it is interpreted 
in terms of the theory of (Norman & Shallice, 1980, 1986). In broad outline it is that information about 
their perceptual state has reached the SAS, and may serve to select appropriate schemas for action. This 
differs from the case in which one is not aware of the perceptual information, in which case that 
information may still serve to influence actions or judgments whose schemas have been independently 
activated by the SAS, but does not play a role in the selection of those schemas.



influence of introspective evidence on psychological theorising is far more pervasive than 

is generally thought. In particular many philosophers may have been tempted to conceive 

of scientific psychology as a purely physical science, akin to biology or physiology. It has 

been argued that this is not an accurate characterisation of cognitive psychology, and it has 

also been suggested that cognitive psychology may be far closer to realising a theory of 

consciousness than is generally thought.

In the next section an alternative theoretical approach to consciousness will be briefly 

discussed. In the final section of this chapter, section 1.10, some more concrete 

distinctions will be made that will help to explain how the general methodological 

approach outlined in this section can be used for the investigation of perceptual awareness. 

A new theoretical approach to the investigation of perceptual awareness will be outlined in 

chapter 3, following the literature review of chapter 2. Finally in chapter 7, an information 

processing theory of consciousness will be tentatively put forward.

1.9 Other approaches to ‘consciousness’
This chapter may be seen as having outlined two theoretical research programs: The

first program is concerned with how we can give scientific accounts of mental phenomena 

in general, such as the state of being in pain, or having an hallucination. It has been argued 

that introspective evidence plays an important role in the construction of these accounts. 

The second research program is concerned with how we can give a scientific account of 

introspective processes. The latter program has been described as a program for the 

construction of a theory of consciousness. A crucial component of the methodological 

approach suggested for the construction of a theory of consciousness involved the 

introspectively warranted categorisation of certain mental processes as ‘conscious’, where 

this is understood to mean that these processes are identical or similar to processes 

involved in subjective tasks, or acts of introspection. Thus if I say ‘I was conscious of the 

car heading straight for me, and I jumped out of the way’, that is taken to imply that I was 

processing the perceptual information about the car in a particular way. If I say ‘I saw the 

car heading straight for me, and I jumped out of the way’, then I might not have processed 

the perceptual information about the car in the same way:- my jumping out of the way of



the car may have been an automatic response to seeing the car, rather than a conscious 

response. The program for a theory of consciousness suggested here sees the theoretically 

interesting sense of ‘conscious’ as referring to a particular way in which information 

causes other psychological events, such as thoughts and behavioural responses; and it 

seeks to explain everyday language uses of the terms ‘conscious’ and ‘aware’ by using this 

theoretical distinction.

Other programs for the construction of a theory of consciousness have been suggested 

in the literature. They tend to see the theoretically interesting sense of the term ‘conscious’ 

quite differently. In particular, they tend to see ‘conscious’ as a property of information, 

rather than the way in which it is processed. According to this view ‘conscious’ 

information is information that has a special quality - it has phenomenal or experiential 

properties. Apparently, we know ‘conscious’ information has these properties, because 

they are immediately apparent to us (see section 1.6). All mental states, such as being in 

pain and having an hallucination, involve introspectable information which has a 

phenomenal or experiential quality, and thus they are all ‘conscious’ in this sense. My 

perception of seeing the car, in the two examples of the paragraph above, is something 

about which I can introspect; and so in both cases, regardless of whether a distinction can 

be made between the different mechanisms by which that perception might cause me to 

act, I might be said to have had a ‘conscious’ perception of seeing the car. A theory of 

consciousness which aims to give an account of this sense of ‘conscious’ is a theory of all 

introspectable states and processes, of everything that is mental - in the Cartesian sense of 

the word.

Given the view outlined in the paragraph above of the theoretically important sense of 

‘conscious’, it might be thought that the investigation of ‘mental’ phenomena in general 

(the first research program above) is a program for the construction of a theory of 

consciousness. However this would be a very misleading way of describing that research 

program. It would be misleading because it would suggest that the research program is 

concerned with a specific phenomenon, the phenomenon of consciousness. In reality, the 

first research program consists of some general methodological principles which can serve



to guide research into a vast range of phenomena - including pain, perception, memory, 

attention, reasoning etc. It is extremely unlikely that any one theory will account for all 

these phenomena53. Information states which are mental almost certainly do not share any 

special property in common, which makes them intrinsically ‘experiential’ or 

‘phenomenal’ in nature. An information state may be described as being ‘experiential’ or 

‘phenomenal’, just because we have introspective access to it, and this is a feature which is 

extrinsic to the actual information state.

In so far as any scientist looks for that particular feature of mental states or of 

information being processed in the brain that makes it ‘conscious’, as opposed to not, then 

they might be thought to be searching for an intrinsic feature of that information or mental 

state. Three influential scientific approaches which appear to fit this model are discussed, 

and criticised, in Appendix 8. Some philosophical critiques of these approaches (e.g. 

Chalmers, 1995; Chalmers, 1996) may be seen as deriving from a similar, and equally 

troubled, view of the theoretically interesting sense of ‘conscious’. These philosophical 

approaches are also discussed in Appendix 8.

1.10 Perceptual awareness: Types of judgment and introspective evidence
In this section the methodological approach for the construction of a theory of

consciousness, given in section 1.8, is outlined in further detail for the special case of 

perceptual awareness. Historically there has been a tendency in psychology to suppose that 

verbal reports serve as indicators of conscious experience (e.g. Ericksen, 1960, see 

chapter 2). However it is not clear that all verbal reports reflect our conscious experiences 

(see the optician’s eye test example, section 1.3), nor that any special priority need be 

given to verbal responses as indicators of introspective judgments (see Marcel quote, 

p i 3). We may tentatively identify three types of judgment, all of which may directly 

determine a manual or verbal report response, or which may play a covert role in

53 One might group the theories under a single grand heading, such as T he science of consciousness’ - 
just as one might call biology The science of life’. There may be some philosophers who, believing that 
introspective evidence plays no role in current science, think that the introduction of such a grand heading 
is warranted. However it would be far simpler to group them under one of the headings which is already 
used, such as ‘Cognitive psychology’ or ‘Cognitive neuroscience’.



determining the subject’s response to a task. These are distinguished according to the role
St

introspective processes play in their formation. They will be referred to here as 1 order,

2nd order and 3rd order judgments. The distinctions between these types of judgment are 

not absolute; however canonical examples will be given of each type. Only judgments of 

relevance to perceptual awareness will be considered.

1st order judgments are well-learnt categorical judgments concerning some aspect of a 

perceptual stimulus. 1st order judgments are automatic. They do not require close attention 

to be carried out, and they may be carried out when the subject has little or no access to 

the information on which their responses are based: the subject may not be monitoring 

their responses at all (e.g. under dual task conditions), and if they are monitoring them 

then they may believe they are simply guessing (this is most likely to occur when subjects 

are asked to make forced-choice judgments about highly degraded stimuli). These 

judgments are clearly concerned with how the world external to the subject is, and are 

therefore objective. Examples may include judgments about the gross colour of a stimulus, 

or the identity of a word or letter stimulus.

2nd order judgments require the subject to reflect upon their perceptual experience (or 

compare it with another experience) and make the judgment on the basis of the perceptual 

experience they have. Examples may include judgments of brightness or perceptual clarity 

(Whittlesea, Jacoby, & Girard, 1990), fine discriminations between different shades or 

hues of colour, presence/absence judgments for masked stimuli, and certain judgments of 

awareness (e.g. whether or not the subject had the experience of seeing a word). These 

judgments may concern the state of the world external to the subject (in which case they 

are objective) or the subject’s state of mind (in which case they are subjective). A 

presence/absence judgment (e.g. was a word or a blank field presented?) concerns the 

world external to the subject, and so is objective. It may be closely related to a judgment 

of awareness (e.g. did you have the experience of seeing a word?), which concerns the 

subject’s state of mind - and is therefore subjective. However even closely related 

subjective and objective 2nd order judgments may not be identical:- Objective 2nd order 

judgments frequently require subjects to use task-specific knowledge to make an inference



from their phenomenology to the actual event. For example when subjects are asked to 

make presence/absence distinctions in a visual masking experiment, they may employ the 

inference that when the mask appears to flicker, a word has probably been presented54.

Both objective and subjective 2nd order judgments involve introspection about one’s 

perceptual states55. The distinction between objective and subjective 2nd order judgments 

coincides with a subjective distinction that is sometimes made, concerning whether the 

focus of awareness is on the world, or the mental states of the subject. Nelkin (1995, 

p205, my emphasis) writes:

One can be aware that one is seeing the clock on Parliament Tower even while paying attention 
to the clock and not to one's seeing it (as opposed to hearing it, say). That awareness of seeing 
the clock is an instance of apperception [read ‘introspection’]. Apperception is a second-order 
awareness, a judgment, in this case with the content (expressible in English as), ‘I am seeing the 
clock on Parliament Tower.’

3rd order judgments are judgments of what it is like to be acting, thinking or engaging 

in a task, in the manner that one has been so doing56. Examples include judgments as to 

whether a particular task requires one to reflect upon one’s perceptual experiences, what 

is the focus of one’s attention, how much confidence one has that the reports one is 

making are correct, and whether one’s actions are deliberate or automatic. 3rd order 

judgments are unequivocally concerned with the nature of one’s own mental states, and 

are thus subjective.

54 For the examples given in brackets, a divergence would be expected between the subjective and 
objective tasks for the reason given. However the subjective and objective tasks might be made more 
equivalent by asking subjects to detect whether a word or a non-word was presented. Performance on this 
objective task may be more closely related to performance on the subjective task - did you have an 
experience of seeing a word?
55 This need not involve any contradiction with the view expressed earlier that introspective evidence tells 
us about the functional differences between mental states. It is virtue of the fact that we can introspectively 
identify a difference between our perceptual experiences that we can make certain judgments about the 
external world. Obviously if there is no functional difference between two perceptual states, then there is 
no capacity for discrimination between the stimuli giving rise to them. Perception without awareness 
might be said to occur when a stimulus brings about a functional difference in our mental state, but not 
one which we have introspective access to.
56 Such judgments may be made at the time, or more commonly retrospectively. When made 
retrospectively they may concern what it what like to be doing something at a particular instant, or what it 
was like to be in a particular state over a prolonged period of time. This is merely an observation.
Different conditions may give rise to characteristic distortions. No attempt is made to explore these here, 
as under the scheme suggested here this sort of evidence plays an implicit role in the construction of 
theory: It is subject to debate rather than playing a role as data.



Subjective 2nd order judgments (e.g. ‘Did you see a word?’) and 3rd order judgments 

(e.g. ‘Was that action deliberate or automatic?’) differ in that 3rd order judgments will tend 

to be more theory-laden than 2nd order judgments. 3rd order judgments involve the 

observation of similarities and differences between particular tasks. Since different subjects 

may carry out even well specified behavioural tasks in different ways, it may not be easy to 

identify common experiences that can serve as signposts for the interpretation of the 

judgments being made. These considerations do not rule out the collection of 3rd order 

reports as data, but they do indicate that their collection and interpretation are more 

methodologically complex.

2nd order judgments are considerably less theory-laden, in that the judgment required of 

the subject can be explained in terms of experiences that can be easily identified. For 

instance in asking a subject whether they are aware of a stimulus, the instructions may 

suggest that a subject should only categorise those experiences in which they have a 

distinct visual impression of seeing a word as instances of awareness. There is a reasonable 

assumption that certain control stimuli (e.g. very lightly masked words, or trials on which 

the mask alone is displayed) will tend to give rise to similar perceptual experiences in 

different subjects, and these may serve to supply a relatively firm basis for interpreting the 

response e.g. ‘Was your perceptual experience like seeing a lightly masked word, or like 

just seeing a mask?’.

For a 2nd order report task, it may be possible to check that the criterion for response 

for the particular judgment being used is in accordance with that expected of the subject. 

This may be done by interspersing the report task with non-experimental trials in which a 

stimulus which should be categorised in a particular manner is presented. This 

methodology has been employed by Logothetis and colleagues (see e.g. Leopold & 

Logothetis, 1996; Logothetis & Schall, 1989; Sheinberg & Logothetis, 1997) in their 

work on bi-stable percepts in primates. When a human is presented with separate visual 

images to each eye, they tend to see first one image alone, then a combination of the two 

images, then the second image alone, then a combination, etc. These experimenters needed 

to make sure that the primates were not giving a behavioural response indicating that they



saw one image alone when their visual percept was actually of the two images combined.

In order to check this was not occurring, they occasionally presented the same control 

image to both eyes, which depicted the two experimental stimuli overlapping, just as it 

might appear when two images combine during binocular rivalry.

These examples illustrate that subjective 2nd order report tasks may be seen as ‘nearly’ 

objective, because of their similarity to corresponding objective 2nd order report tasks. 

However it should be noted that the objective and subjective tasks are not completely 

equivalent. For instance, although presence/absence judgments may be closely related to 

awareness judgments, under some circumstances the judgments may diverge: Subjects may 

report that a word is absent even when they have a vague impression of seeing one - if 

they believe that impression to be illusory. More commonly subjects may report that a 

stimulus is present even though they have little idea as to what its identity might be. These 

issues are discussed further in chapter 2.

As was mentioned earlier, the distinction between the three types of judgment is only 

tentative, and there may be numerous examples of tasks which require reports which 

involve judgments from different categories. Thus categorical judgments, even when 

coarse and well learnt, such as judgments about the identity of a word stimulus, may not 

always fall into the category of 1st order judgments, in that under some circumstances they 

may involve the subject reflecting upon their perceptual experience. This may occur when 

the word is particular hard to perceive, e.g. under perceptual masking conditions, and 

when the subject makes some effort to recover a percept of the stimulus, or bases their 

response on partial visual information that is available to them57. As noted previously (see 

optician’s eye test example in section 1.3), the subject’s covert judgments as to their 

awareness of a stimulus, or their confidence in response, may influence how apparently 1st 

order judgments are made, or may lead the subject not to give a response at all (Marcel,

1983). In addition there are various other factors which need to be considered in judging 

the processes underlying a report task: such as whether subjects are keeping information

57 Equally subjects may not adopt this strategy, they may simply guess without attempting to take partial 
conscious information into account. Marcel (1983) has suggested that, under some conditions, this more 
passive attitude may lead to more accurate responding.



about the stimuli in short-term memory (see chapter 6); or whether the judgment requires 

memory recall and perceptual imagery to be accomplished - either because this is intrinsic 

to the task (e.g. ‘Is there a black stripe at the bottom of round British postal boxes?’) - or 

because these processes are strategically employed by the subject to aid the discrimination 

required (this might occur e.g. in absolute judgments of colour hue).

A distinction can be made between objective tasks as involving either 1st or 2nd order 

judgments. An example of an objective task requiring a 1st order judgment might be a four- 

alternative forced-choice identity task. An example of an objective task involving a 2nd 

order judgment might be to state a different word which begins with the same letter as the 

word seen (e.g. Debner & Jacoby, 1994, see chapter 4). The distinction between 1st and 

2nd order judgments requires a 3rd order judgment about the nature of the task, and 

whether or not it involves introspective processes. This 3rd order judgment may find 

empirical support from a number of sources, for instance:

• It may be expected that 1st order judgments can be accomplished under more stringent 
masking conditions than 2nd order judgments (i.e. when the subject has trouble ‘seeing’ 
the stimulus). Thus it may be possible to make above chance 1st order judgments for 
trials on which the subject makes the (objective) 2nd order judgment that they do not 
believe the stimulus to be present (Merikle & Reingold, 1990), or the (subjective) 2nd 
order judgment that they lack awareness of the stimulus.

• 2nd order judgments may be prone to attributional effects (Mandler, Nakamura, & Van 
Zandt, 1987; Whittlesea, 1993, see chapter 2), in which the subject mistakenly 
supposes that a difference between their perceptual experiences is due to one factor 
rather than another (e.g. prior exposure instead of the masking condition), whereas 1st 
order judgments presumably would not be.

• 1st order judgments may be less prone to dual task interference than 2nd order 
judgments, corresponding to the 3rd order judgment that 1st order reports are more 
automatic than 2nd order reports, (e.g. Debner & Jacoby, 1994, see chapter 4)

Empirical data of various sorts might help to characterise functional differences 

between 1st and 2nd order judgments, nonetheless the basic distinction between objectively 

specifiable judgments that require introspective processes and those that do not rests upon 

a 3rd order judgment. Introspective processes may be investigated by the standard 

behavioural means, in which objective tasks are used, yet the identification of the relevant



tasks will rest in the first instance upon 3rd order judgments. These 3rd order judgments 

may not be directly verifiable, however they may be supported by the characterisation of 

functional differences between tasks. Although such 3rd order judgments are subjective, 

that is not to say they cannot be shown to be about the physical world.

The distinctions between 1st and 2nd order objective judgments, and between 2nd and 3rd 

order subjective judgments, provide a framework for the methodological approach 

outlined in Chapter 3 for the investigation of perceptual awareness. Perception without 

awareness can be demonstrated by above chance performance on report tasks involving 1st 

order judgments, when subjective 2nd order judgments indicate that subjects are not aware 

of the stimulus; or more importantly from an historical methodological point of view, 

when objective tasks involving 2nd order judgments also indicate an absence of awareness. 

The characterisation of objective tasks as involving 2nd order judgments, which are 

contrasted with objective tasks held to involve 1st order judgments, requires the use of 3rd 

order judgments, which play a role in the theoretical development of functional 

characterisations of these tasks. Examples are given in chapter 3 of arguments which aim 

to refine these 3rd order judgments. The bolder aim of this thesis, which is the search for an 

information processing model which can be used to give a fuller characterisation of the 

processes involved in 1st and 2nd order judgments, and hopefully by extrapolation identify 

the processes involved in 3rd order judgments, is tackled in Chapter 7.

Allport (1988) considers a closely related proposal to the one just suggested, and 

argues against it. Allport (1988, p i67-8) argues that we cannot use a distinction between 

‘voluntary’ and ‘involuntary’ actions to distinguish between those actions which require 

the subject to be conscious of the stimulus and those which do not. Essentially his 

argument is that the distinction between voluntary and involuntary actions is defined in 

terms of consciousness, and thus that this distinction would be circular. This argument 

does not apply to the approach adopted here58. We can see that there is no circularity

58 Allport’s argument is complicated by the fact that the criterion he is considering is ‘O is aware of that 
on which he can act voluntarily’. This criterion is a criterion of potential action - the use of the word 
‘can’, which makes the criterion conditional, complicates the argument. In the account to be offered in 
chapter 3, the subject is conscious of information just if one of a set of processes, which operate when a



involved in the distinction between 1st and 2nd order judgments because (i) The 3rd order 

judgment about whether an action is automatic or deliberate is independent of the 2nd 

order subjective judgment of whether one is aware of the information guiding response. 

For example we may judge that our return of service in a game of tennis was an automatic 

response to seeing the ball, even though we would also judge that we were aware of the 

ball, (ii) It is not that the only grounds we could have for distinguishing between automatic 

and deliberate actions are introspective. As we develop an information processing account 

of automatic and deliberate actions, we can distinguish between automatic and deliberate 

actions on behavioural and neurophysiological grounds.

This is the course that is suggested in this thesis for the development of a scientific 

theory of consciousness, and in particular a theory of perceptual awareness. Again it 

should be stressed that the principle claim is that a route for inquiry into consciousness will 

be proposed, not that any ultimate solution will be arrived at. Some speculative comments 

will be made about the directions for extension and predictions of the information 

processing model presented in the final chapter. However these can at best be regarded as 

the first steps towards a theory of consciousness.

deliberate act occurs, but which may also occur when there is no deliberate act, has operated on that 
information - the criterion used here is not conditional.
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2.1 Introduction
Since the highly influential criticisms made by Ericksen (1960) the topic of perception 

without awareness has been controversial. Ericksen attempted to provide a reasoned and 

rigorous method for measuring perceptual awareness, and found little evidence for 

processing when this method indicated a lack of awareness. Despite this, interest and belief 

in the phenomenon of perception without awareness has been persistent. In the first of two 

books he wrote on the topic - ‘Subliminal Perception: The nature of a controversy’ - 

Dixon (1971) offers both a verbal description, and a graphical depiction, of the historical 

acceptability of the hypothesis of perception without awareness. Acceptability is seen to 

gradually rise, beginning with seminal comments by the early Greek philosophers, up until 

the point of Ericksen’s paper; at which point he portrays the acceptability of the 

hypothesis as having fallen to virtually nothing. The hypothesis is then seen to gain in 

support again, increasing up until the time of publication (1971).

Dixon’s books are written from the perspective of a man convinced of the validity and 

importance of perception without awareness. Whilst his first book deals particularly with 

critiques of experiments investigating subliminal perception, and the relevance of the 

findings to classical models of cognition; the second book (Dixon, 1981) gains in 

confidence, covering a wider range of phenomena relevant to visual awareness (from 

perceptual defense to binocular presentation) and offering an early sketch of the 

physiological processes involved.

Yet history demonstrates that Dixon failed to counter the conceptual difficulties raised 

by Ericksen. Throughout the early 1980’s Merikle authored a series of papers (Cheesman 

& Merikle, 1984; Merikle, 1982; Merikle, 1984) which essentially repeated the criticisms 

put forward by Ericksen, and the combination of these arguments with the highly critical 

review by Holender (1986) effectively convinced many researchers that there was no 

adequate evidence for perception without awareness.

Since that time it might be claimed that support for the hypothesis has been steadily 

increasing again. Two different methodological approaches have been taken by researchers 

to overcome the criticisms put forward and to demonstrate perception without awareness.



One approach has been adopted by Merikle himself (e.g. Merikle, Joordens, & Stolz,

1995) and relies on a methodology by which qualitatively different processing is shown 

above and below the threshold for awareness. The other approach has involved the 

application of more rigorous and/or sophisticated methods for establishing perception of 

stimuli at the point at which subjects show no ability to distinguish between stimuli - this 

approach is exemplified by Greenwald, Klinger & Schuh (1995)

In recent years the perceived success of these approaches, coupled with the increasing 

acceptability of neuropsychological cases of perception without awareness, has softened 

the climate of suspicion over the acceptability of the hypothesis; perhaps to the point 

where there are few researchers who would seriously doubt the existence of perception 

without awareness. Along with this change in climate has come an admission by some 

critics that the criteria that they put forward for the adequate demonstration of perception 

without awareness may have been too strict. It is now quite widely conceded (e.g.

Merikle, 1992) that tasks which were previously considered purely as measures of 

conscious perception may also be contaminated by unconscious perceptual processes - 

making the requirement that performance falls to chance on these measures so strict that in 

many cases it may have precluded the demonstration of any unconscious processing.

Despite this softening of attitudes towards perception without awareness many 

conceptual and methodological inconsistencies remain in the literature. This chapter aims 

to address these inconsistencies. In the remainder of section 2.1, an overview of the 

principle methods for demonstrating perception without awareness will be given. Section

2.2 will examine the critiques of Ericksen (1960) and Merikle (e.g. Merikle, 1982;

Merikle, 1984), which are directed towards the classic ‘dissociation’ paradigm for 

demonstrating perception without awareness. Section 2.3 reviews research from 1986 to 

the current day, and the novel methodological arguments which came to be dominant 

during that period.

Throughout the review the claim will be developed that subjective, or introspective, 

evidence can and must be used in the investigation of perceptual awareness. Arguments 

which rule out the use of subjective evidence will be found to be inadequate, and serious



difficulties will be found for approaches based on objective evidence alone. In Chapter 3 a 

new approach to the investigation of perceptual awareness will be presented, which takes 

account of the analysis offered in this chapter.

2.1.1 Paradigms for Perception without awareness

Dixon (1971, p i8) outlines three criteria for demonstrating subliminal59 perception:

(1) The eliciting of contingent responses by stimulation below the absolute awareness 
threshold, where this threshold is itself defined as the lowest level of stimulus energy at which 
the subject ever reports hearing (or seeing) anything of the stimulus.

(2) The retrospective reporting by the subject that he neither saw nor heard anything of the 
stimulus.

(3) The occurrence of contingent responses, without reported awareness of the stimulus, that 
differ qualitatively from those elicited by the same stimulus when presented above the 
awareness threshold.

The first of these criteria is the classic paradigm for experiments in subliminal 

perception with pattern masked stimuli. In the classic experimental design (e.g. Marcel 

1983 Expts 3&4) the subject is first given a threshold setting task, used to obtain the 

maximum stimulus-mask onset asynchrony (SOA) at which they are no longer aware of 

the stimulus. For example, in Marcel’s studies, subjects are simply presented with either a 

stimulus or a blank field before the mask, and asked to report the presence or absence of a 

stimulus. The SOA is gradually decreased until responding is approximately at chance. The 

subject is then given a task such as lexical decision or Stroop colour-patch naming which 

is susceptible to priming effects. Primes are presented both at the critical SOA and 

unmasked. Subjects are claimed to show priming effects for both masked and unmasked 

stimuli (Marcel reports that these effects are also of equivalent magnitude). This

59 Strictly speaking the term ‘subliminal’ refers only to stimuli falling below an energy threshold for 
conscious detection. The primary concern here is with stimuli that are masked to prevent conscious 
detection. Another common term is ‘unconscious processing’, and Marc Price (unpublished thesis, 
Cambridge) has suggested ‘non-conscious’ perception would carry the same meaning whilst avoiding the 
connotation of Freudian notions of the unconscious. However as will be seen all these terms require 
qualification and are frequently used interchangeably in the literature. Dixon intended the term to be more 
general and for simplicity I shall follow him. See later sections for a discussion of the implications of the 
stricter notion of ‘subliminal’.



methodology for demonstrating perception without awareness has been characterised as 

the dissociation paradigm (Reingold & Merikle, 1988): experimenters attempt to show 

that sensitivity on a direct measure falls to zero whilst sensitivity remains above chance on 

an indirect measure. The direct measure is derived from performance on a task which 

measures awareness of the stimuli, such as a detection or identification task. The indirect 

measure is derived from performance on a task in which subjects make an explicit 

response to a target other than the masked stimulus and the masked stimulus primes 

response to the target. Stroop colour naming and lexical decision are common examples of 

tasks which are used to give an indirect measure of perception.

There are no recent published experiments with pattern masked stimuli which rely 

solely on meeting the second criterion, the retrospective report that no stimuli were seen. 

Its use is more standard in the Dichotic listening paradigm, in which subjects are asked 

whether they heard stimuli presented in the unattended channel. However most pattern 

masking experiments in the classic paradigm do employ a check at the end of experiments 

in which the subject is asked whether they saw any stimuli before the mask in the main 

experiment.

Experiments showing a qualitative difference in processing above and below an 

awareness threshold tended to be occasional and less systematically explored than 

experiments in the other paradigms prior to the work of Merikle and colleagues between 

1986-1996. Various claims have been made that affective responses are more likely to be 

influenced by unconsciously perceived stimuli than by consciously perceived stimuli. Of 

particular early relevance was the ‘mere exposure effect’ in which subjects state a 

preference for stimuli to which they have been previously exposed over unexposed stimuli. 

It has been argued that subliminally presented stimuli have a greater ‘mere exposure effect’ 

than supraliminal stimuli. Indeed exaggerated reports of the efficacy of this process 

generated a great deal of public interest and concern over subliminal advertising (see 

Dixon 1971, p9) and resulted in a legal ban on briefly presented stimuli in the cinema and 

on TV. A good experimental example of the influence of subliminal stimuli on affective 

responses is provided by Murphy & Zajonc (1993) in which they asked subjects to judge



whether Chinese ideographs represented ‘good’ or ‘bad’ concepts. The ideographs were 

preceded by subliminally (4msec) or supraliminally (1000msec) presented happy or 

scowling faces. When faces were presented subliminally subjects were more likely to judge 

ideographs preceded by a happy face as ‘good’ and ideographs preceded by a scowling 

face as ‘bad’, despite having no awareness that any faces were presented. No biasing of 

judgments was found for the supraliminal condition in which subjects were told to ignore 

the faces. Merikle (1992) has argued that qualitative differences in processing provide 

stronger evidence for the claim that subjects are in fact unaware of supposedly subliminal 

stimuli. Other empirical examples of this paradigm will be discussed in sections 2.3.4 and 

2.3.5.

All of these paradigms have been criticised, however the most persistent and difficult 

debate has centered on the first paradigm, and in particular the method by which 

experimenters claim to establish a threshold beneath which subjects are unaware of stimuli. 

By comparison the second and third criteria have been less extensively treated. The next 

section discusses why visual masking studies employing the first criterion may be 

considered the critical methodology for testing the hypothesis of perception without 

awareness.

2.1.2 Awareness as availability for report
It is natural to suppose that awareness of a stimulus can be understood as the

availability of information about that stimulus for report. The link between awareness and 

report is highly intuitive - we suppose that we could usually say something about what we 

are aware of. Yet it is not implausible to suppose that we might be aware of perceptual 

stimuli when we are not able to make reports (e.g. because of neurological damage). 

Taking awareness as availability for report preserves the link between awareness and 

report without requiring the less plausible identification of awareness with report. It is too 

vague to be considered a theory of awareness, yet accepting this definition has the 

considerable advantage of offering a route to the measurement of awareness, because the 

contents of reports are publicly accessible. The notion that awareness is availability for



report is so obvious that it appears to have been adopted by most philosophers and 

psychologists, whether explicitly stated or not.

This definition of awareness is made explicit here because by making this initial step, 

which involves taking the ability to report as a conditional criterion for awareness, we can 

see that a burden is placed on how we understand ‘availability’:- under what sort of 

conditions does information count as available? There may be experiments in which we 

wish to claim that information is ‘available for report’, yet in which subjects fail to make 

accurate reports. These experiments could produce artifactual demonstrations of 

perception without awareness since a report measure might indicate null performance even 

though subjects are aware of stimuli.

It is natural to assume that perceptual awareness is a product of perceptual processing. 

Under this assumption, any factor which interferes with the subject’s ability to make 

responses, but which does not interfere with perceptual processing, is likely to reduce 

report performance, but not to affect awareness of stimuli. The accuracy of performance 

on virtually any task tends to be greater if that task is performed alone, as compared to 

when it is performed concurrently with another task (but see Duncan, 1993). It seems 

plausible to suppose that dual-task conditions decrease performance because they limit the 

general processing resources available, not because they decrease the initial quality of the 

information which is processed (Norman & Bobrow, 1975). If this is right, then dual task 

conditions will limit the processes underlying report, and report performance will not 

completely reflect the extent to which the subject has perceptually processed stimuli. As a 

result it might be thought that, when report is performed concurrently with another task, 

report performance will not completely reflect the subject’s awareness of stimuli60.

Holender (1986) uses an argument closely related to this to undermine studies which 

have attempted to demonstrate perception without awareness using dichotic listening and 

parafoveal vision. Since these methodologies rely upon the dividing or limiting of attention

60 Theoretical reasons for supposing that this inference does not hold will be given in Chapter 3. See also 
experiments on visual selection discussed in Duncan (1993) This chapter aims to show that previous 
treatments of perception without awareness have been inadequate without assuming the account adopted 
in Chapter 3.



in order to prevent awareness, the question can always be raised as to whether the 

attentional manipulation actually prevents awareness, or whether instead it merely prevents 

subjects from being able to report that awareness.

Experiments meeting only Dixon’s second or third criterion require the subject to 

perform a task other than report, and so it may be objected that the absence of report, or 

the qualitatively different processing seen in the ‘subliminal’ condition, is due to a 

limitation on the subject’s ability to respond, and not to an absence of awareness.

Dixon’s first criterion provides the only methodology which completely avoids this 

possibility. In this case reports are taken in the absence of any secondary task, and are 

used to establish conditions under which perceptual processing is limited by the 

presentation conditions.

2.2 The methodology of Dixon’s first criterion.

This type of paradigm is designed to investigate subliminal processing in the stricter 

sense; that is it aims to investigate whether a priming effect can be observed when the 

visual presentation conditions are such that the stimuli are presented below some 

threshold, or limen, beneath which conscious perception of the stimulus never occurs.

Critiques of this methodology have centered on the task that is used to establish 

awareness of the stimuli. It might seem reasonable to suppose that thresholds should be set 

by simply asking subjects if they are aware of stimuli. The below threshold masking 

condition could then be established at the point at which subjects virtually never report 

awareness of the stimuli. However this method appears to have never been used to 

establish a threshold in an experiment that has reached publication.

The basic reason why this method of threshold setting is not used is the long-standing 

skepticism within experimental psychology of introspective or report measures. Since 

introspective report measures are subjective, rather than objective, it has been held that



subject’s responses cannot be measured against any criterion or norm, and that there is no 

way of specifying the ideal performance which the subject should strive to achieve61.

This has led to the criticism that relying on subjects reported awareness leaves the 

criterion for awareness with the subject. Ericksen (1959) writes that “as long as we rely 

upon the subject himself to report whether or not a verbal judgment was made with 

awareness, we are in fact using as many different criteria of awareness as we have 

experimental subjects.” Reingold & Merikle (1990) elaborate: “Statements expressing no 

subjective confidence may simply reflect biases introduced by either the experimental 

instructions (i.e. demand characteristics, in psychological jargon) or an individual’s 

preconceived ideas concerning the value of particular types of perceptual experiences for 

making decisions.”

2.2.1 Ericksen’s Critique of Subliminal Perception

In the opening sections of his influential 1960 Psychological Review paper, Ericksen 

considers whether awareness of information can be equated with the ability to verbalize 

about that information. Initially he takes a skeptical stance: “The popularity of a definition 

of awareness in terms of verbal report is understandable. It creates the illusion of 

operational precision and helps to mask the fact that many of the more important 

characteristics of awareness are avoided by the definition.”

He proceeds to cover a number of difficulties with this definition. He argues that “we 

need to consider the adequacy of the questioning of the subject (S), the motivation of the 

S to respond with the care and precision that is required, the care taken to assure that the 

S understands what is being asked him, consideration of the effects of the interrogation 

itself upon the delicate process of awareness, and most importantly an adequate schema 

for classifying the S’s verbalizations along relevant dimensions.” And he notes that 

subjects themselves may have difficulty categorising and describing their experiences: “A

61 Neither claim is strictly true. A criterion or norm can be established by ensuring that subjects respond in 
the appropriate manner to a test stimulus (see the example from the work of Logothetis on p68), and it is 
possible to give verbal instructions which specify what would be required for ideal performance. As 
mentioned in section 1.3 (see p i3) there may be greater methodological difficulties associated with 
subjective tasks, however these difficulties can, at least in principle, be overcome.



definition of awareness in terms of verbalisation places a heavy burden upon the adequacy 

of language to reflect the richness of perceptual experiences and images.”

These are sensible considerations. Yet surprisingly (see chapter 4) Ericksen only saw 

these difficulties as leading to an underestimation of the extent of the experiential world. In 

a move that seems designed to help verbal report out of these difficulties, he makes an 

appeal to a verbal method of measuring awareness that makes minimal demands on 

subject’s abilities to verbally elaborate their experiences: “Thus in an experiment on 

complex perceptual discrimination an S may be at a loss to describe verbally the stimulus 

that has been presented to him but he can accurately choose the correct stimulus in a 

multiple choice situation.” (p281) With this sentence Ericksen justified the introduction of 

his methodology for measuring awareness, namely the use of a verbal forced choice 

discrimination procedure.

At the end of his review Ericksen (1960) states:

At present there is no convincing evidence that the human organism can discriminate or 
differentially respond to external stimuli that are at an intensity level too low to elicit a 
discriminated verbal report. In other words, a verbal report is as sensitive an indicator of 
perception as any other response that has been studied.62

Ericksen means this conclusion to be understood as contradicting the hypothesis of 

perception without awareness. However it is not clear that it does.

Thus Ericksen says: “An equation of awareness with verbal report also would exclude 

from consideration a large body of experimental data that has supposedly dealt with the 

problem of awareness. As Adams (1957) has pointed out, one of the most readily 

demonstrable experimental arrangements supposedly showing unawareness is the 

following. In a psychophysical threshold determination if the S is instructed to give a

62 No attempt will be made here to contradict this conclusion. However it is interesting to note Ericksen’s 
remarks about the phenomenon of ‘subception’ (see Ericksen, 1956a; Ericksen, 1956b; Lazarus & 
McCleary, 1951). Ericksen (1960, p288) states “the verbal response and GSR are each, at least to a 
degree, independently correlated with the stimulus and are partially independent of each. In other words, 
the GSR is, at least partly, determined by the stimulus and the intervening perceptual process and not 
solely by the verbal response.” If the processes underlying verbal report and GSR are independent, then it 
would be hardly surprising if, under some conditions, GSR was more sensitive than verbal report. In other 
words, Ericksen concedes the main information processing issue which his conclusion might be taken to 
support!



confidence rating along with his judgments, it is frequently found that judgments which the 

S reports as pure guesses show above chance discrimination...” However it is important to 

note that, despite the reservations which Ericksen has expressed about the equation of 

awareness with verbal report, he gives no principled reason for ruling out this possibility. 

Instead he dismisses it by fiat: “...If we equate awareness with verbal reportability, 

however, we would have to classify this as discrimination with awareness since the S is 

making a discriminated verbal report.”

It is also unclear that the use of a forced choice discrimination response is adequately 

motivated by the claim that subjects may not be able to report the exact nature of their 

experience. Firstly the sort of stimuli which are used in many of the experiments which 

Ericksen reviews are easy for the subject to describe. Indeed since many experiments 

involve words, one could hardly claim that subjects would have any trouble verbally 

identifying the stimuli. Secondly even when subjects are unable to report the exact 

contents of their awareness, they may still be able to report whether or not they have had 

an experience of a particular sort. An examination of the specific methodological criticisms 

which Ericksen makes indicates that his objection is not so much that verbal reports 

cannot in principle be used to ascertain the subject’s state of awareness, but rather that the 

verbal report tasks used in particular experiments may have been inadequate.

Ericksen’s methodological critiques of verbal report measures are of two sorts: One 

which applies to experiments in which it is unclear which dimension of the stimulus is 

theoretically relevant, and another which applies to experiments in which semantic priming 

has been demonstrated, and thus in which the relevant stimulus dimension is clearly the,, 

identity of the word stimulus.

An example of the first sort of critique is the objection which Ericksen (1960, p240) 

raises to a study involving conditioning of galvanic skin response (GSR) to geometric 

figures. He points out that the GSR may have become conditioned to a conscious 

experience which is occasioned by a particular stimulus, but which does not allow the 

subject to identify that stimulus: “the exposure of a square might have led to a description 

on the part of the S of a perception of a dark smudge that seemed to sort of expand in the



field.” Ericksen remarks that the experimenters might have escaped this criticism if they 

had asked the subjects to give a free report of their experiences. Criticisms of this sort are 

discussed further in section 2.2.3.

Ericksen’s critique of experiments which involve semantic priming by word stimuli is 

outlined in a separate paper. Fuhrer & Ericksen (1960) put forward the ‘partial cue 

hypothesis’, which highlights a possible artifact in experiments purporting to demonstrate 

semantic priming without awareness. The hypothesis is that partial awareness of the 

stimulus leads to tentative conscious identification, and consequently to-semantic analysis. 

However it cannot simply be assumed that semantic priming effects can always be 

explained by the partial cue hypothesis (see section 2.2.4.3.)

Ericksen’s (1960) introduction of a forced-choice verbal discrimination task as the 

critical measure of awareness was motivated by (1) methodological difficulties associated 

with the use of certain verbal report tasks, and (2) the observation that particular artifacts 

may account for specific experimental results purporting to demonstrate perception 

without awareness. However Ericksen failed to consider properly the possibility that 

subjects may be unaware of stimuli which they can discriminate at above chance levels.

The next section will address the criticisms of studies employing the dissociation 

paradigm put forward by Merikle and colleagues, which involve a more principled critique 

of many verbal report measures, on the grounds that they are subjective. Merikle and 

colleagues support a forced-choice discrimination procedure as the measure of awareness 

on the grounds that it is objective.

2.2.2 Merikle’s Critique and Signal Detection Theory

Merikle (1982) examines work by Fowler, Wolford, Slade & Tassinary (1981), 

McCauley, Parmelee, Sperber & Carr (1980) and some studies by Marcel (included in 

Marcel, 1983). All the studies Merikle examines employ a threshold setting procedure in 

which subjects are required to report the presence or absence of a stimulus (half the trials 

have a blank field before the mask, the other half a stimulus). The masking time is 

decreased until a subject’s percentage correct performance falls to chance, and the



threshold for presentation for the subject is set at or around that level. Merikle criticises 

these studies using the Signal Detection Theory (SDT) distinction between the subjects 

ability to discriminate stimuli and their response bias, on the following two grounds: (1) 

That percentage correct is not an adequate measure of subject’s abilities to verbally 

discriminate the presence or absence of the stimuli, and (2) That too few trials are used in 

each block in the threshold setting task to establish an adequate measure.

With respect to (1), Merikle (1982) argues convincingly that subject’s chance 

performance in the threshold-setting tasks may not reflect an inability to discriminate the 

presence or absence of stimuli. He notes that in the Fowler et al (1981) study the SOA is 

decreased over successive blocks (from an initial value at which perception of the primes 

is good), and as a result the quality of information upon which subjects can make their 

presence/absence judgments deteriorates. In order for subjects to maintain optimal 

performance they would need to lower their response criterion. It is plausible that subjects 

did not. Thus poor performance on the threshold tasks may have been due to a bias to 

respond ‘absent’ rather than any lack of discriminative ability. Similar arguments apply to 

the Marcel (1983) and McCauley et al (1980) studies.

Henley (1984) criticises the definition of awareness put forward in Merikle’s (1982) 

paper. She argues that a forced choice discrimination task is an inappropriate measure of 

awareness; and moreover that the supposition put forward by Merikle (1982) that subjects 

may tend to adopt a stringent criterion for ‘stimulus present’ responses in detection tasks 

“runs counter to both everyday observation and to the experience of most experimenters 

who have ever had cause to establish thresholds: Most subjects, reluctant to be found ... 

wanting in any respect, err on the side of reporting ‘signal present’ rather than adopting a 

strict criterion.”

Merikle (1984) replies to Henley criticisms by arguing that “...the main reason that the 

recent masked-prime studies have had a particularly strong impact is that an objective 

definition of awareness is used...” rather than the more ‘subjective’ report measures which 

Henley espouses. He argues that: “A definition based on forced-choice decisions has 

several distinct advantages: (1) It is objective, (2) it is readily implemented in different



laboratories, and (3) it provides a method for assessing perceptual sensitivity independent 

of response bias.” He contrasts this methodology with that suggested by Henley (1984), 

which involves “simply asking observers whether or not they ‘consciously see’ a stimulus.” 

According to Merikle a definition of awareness in these terms “is subject to the same 

criticisms that can be directed at any study of perceptual processes based solely on 

observer’s introspective reports.” Namely:-

• “It transfers the responsibility for operationally defining awareness from the 
investigator to the observer,...in effect, asking each observer to provide his or her own 
definition of awareness.”

• It is “completely circular”.

• “Awareness thresholds, as measured by self-reports, will vary tremendously depending 
upon the demand characteristics in a particular experimental situation.”

• “Defining awareness in terms of introspective self-reports will only make it difficult to 
replicate particular patterns of results.”

The most influential single contention of Merikle’s is his claim that awareness 

thresholds as measured by self-report will depend upon demand characteristics. 

Experimenters who remain skeptical about demonstrations of perception without 

awareness are, in the author’s experience, prone to stating this claim as a self-evident 

argument against self-report measures of awareness. Moreover the remainder of Merikle’s 

text suggests that the apparently distinct objections are, in fact, all similarly motivated - 

they all appeal to the notion that this ‘objective’ measure of awareness is not influenced by 

demand characteristics.

Cheesman & Merikle (1984) suggest that the difficulties with response bias faced by 

studies employing the presence/absence threshold setting task can be overcome by using a 

forced-choice identity task. In the first part of experiment 1, subjects are asked to 

distinguish which of four colour words (blue, green, yellow and orange) appeared on each 

trial. A large number of threshold setting trials were used, and they note “a substantial 

learning effect was observed when the stimuli were first presented at or near threshold 

durations. All subjects initially claimed they could not see anything at durations that were 

30 to 50msec above their actual objective thresholds. However, after approximately 200



detection trials in which the word durations were gradually lowered, the subjects were able 

to use the available information to perform the task.”

Other than an unmasked condition, three threshold conditions were established for 

each subject, corresponding to 90%, 55% and 25% correct response conditions. All 

subjects are reported as using the four response categories with approximately equal 

frequencies. Thus in the absence of any response bias, the 25% correct response condition 

was taken as the objective threshold.

In the second part of experiment 1, subjects performed a Stroop colour-patch naming 

task. Prior to the presentation of the colour patch either a blank field or one of the four 

stimulus words was presented under the relevant masking condition. At the end of every 

block of 72 trials subjects were also asked informally how often they noticed the primes. 

Cheesman & Merikle (1984) found that both facilitatory and inhibitory effects of primes 

were proportional to detectability, with no noticeable priming effect seen when primes 

were presented at objective threshold and with gradually increased priming seen for the 

55%, 90% and unmasked conditions. Priming was only significant in the 90% and 

unmasked conditions.

They interpret their findings as highly damaging to earlier studies, in particular to 

Marcel’s (1983) claim that unconscious Stroop effects should be maximal before detection 

performance rises above a chance level. With regard to their informal questioning of 

subjects’ awareness they go on to comment: “Surprisingly, all subjects also reported that 

they rarely, if ever, noticed the primes in either the 55% or 90% detection conditions.”

The results of this experiment leads them to conclude “that a major effect of a mask is to 

reduce confidence that a stimulus has been presented...suggesting] that previous 

investigators may have inadvertently measured a subjective rather than an objective 

threshold. ...A subjective threshold may be defined as the detection level at which subjects 

claim not to be able to discriminate perceptual information at better than a chance level, 

whereas an objective threshold is the detection level at which perceptual information is 

actually discriminated at a chance level.”



In their experiment 2, Cheesman & Merikle (1984) established threshold conditions 

corresponding to the objective threshold (again when forced four-choice identification falls 

to 25%), subjective threshold (when subjects estimate performance to have fallen below 

30% correct - this is an inappropriate measure, see Appendix 9.1) and a suprathreshold 

(unmasked) condition. The experiment measured priming for three different prime-target 

SOA’s, but otherwise closely resembled experiment 1. The mean detection performance 

for the subjective threshold was found to be 66% correct. Significant priming was found 

only for the subjective threshold and suprathreshold conditions. The finding of a significant 

priming effect at subjective threshold was interpreted as supplying further evidence that 

“procedures used to determine thresholds in any study investigating the perception- 

without-awareness hypothesis must be capable of distinguishing the objective threshold 

from a subjective threshold.” Of previous studies they remark “it is very probable that 

subjective rather than objective thresholds were inadvertently established in these studies.” 

They conclude the paper by remarking:

Awareness defined in terms of a subjective threshold has considerably different theoretical 
implications than awareness defined in terms of the objective threshold. Whether or not it is 
even meaningful to consider equating awareness with a subjective threshold is a question that 
future studies will have to answer.

Cheesman & Merikle’s (1984) paper certainly appears to represent a serious challenge 

to many of the studies which preceded it. It presents two difficulties: (1) The 

methodological issue of the sort of task suitable for measuring awareness. (2) The 

empirical observation that Stroop priming appears to bear a linear relationship to detection 

performance.

Section 2.2.4 will address (1) and the methodological criticisms of Merikle (1982,

1984). With regard to (2), there are two reasons for doubting the generalisability of the 

monotonic relationship observed between the direct and indirect measure of perception: 

One is the finding that the task set induced by tasks similar to Cheesman & Merikle 

(1984)’s objective threshold task may inhibit semantic priming (Dagenbach, Carr, & 

Wilhelmsen, 1989) - see section 2.3.2. The other is that this effect may be specific to



Stroop priming, whilst other indirect measures may show a non-monotonic relationship - 

see chapter 5.

2.2.3 Exhaustive measures of conscious perception: the ‘Sensitivity’ and 
‘Information’ criteria.

These criticisms of studies are extended further by Reingold and Merikle (1990). They 

argue that an adequate test of consciousness must be exhaustive, in the sense that it must 

be possible to show that the test is powerful enough to reveal all of a subject’s conscious 

knowledge. As mentioned in section 2.2, they are critical of the capability of subjective 

report measures to meet this criterion: “Statements expressing no subjective confidence 

may simply reflect biases introduced by either the experimental instructions (i.e. demand 

characteristics, in psychological jargon) or an individual’s preconceived ideas concerning 

the value of particular types of perceptual experiences for making decisions.”

Shanks & St. John (1994) extend this analysis by arguing that dissociations between 

direct (e.g. threshold setting) and indirect (e.g. lexical decision) measures must meet both 

a ‘Sensitivity criterion’ and an ‘Information criterion’. They argue that if the report 

measure does not meet the Sensitivity criterion then dissociations may arise “simply 

because the implicit test recruits more conscious knowledge than the explicit test.”63 St. 

John & Shanks (1997, p i67) comment that the Sensitivity criterion is very hard to meet 

because “there will always be the possibility that, because they have set their criterion too 

high, subjects choose not to report some low-confidence but potentially-verbalisable 

knowledge.” The Information criterion requires that “experimenters must be able to 

establish that the information they are looking for in the awareness test is indeed 

responsible for performance changes.” The Information criterion is an extension of one 

sort of methodological criticism made by Ericksen (1960, see section 2.2.1). However, 

unlike Ericksen, St. John & Shanks (1997) do not argue that this potential difficulty could 

be ruled out by asking subjects to make a free report of their experiences. Thus a similar

63 This is a possibility. However as Reingold & Merikle (Merikle & Reingold, 1991; 1988) argue, even if 
the direct measure is not exhaustive, it is plausible to assume that it is more sensitive to conscious 
information than the indirect measure, and the indirect measure more sensitive to non-conscious 
information than the direct measure.



problem can arise for the Information criterion as for the Sensitivity criterion:- the 

possibility cannot be ruled out that the direct test fails to measure awareness of the same 

information that causes performance changes in the indirect test (see also Duncan, 1985).

If these possibilities cannot be ruled out, then there is a danger that these criteria fall 

fowl of an objection which Bowers (1984) raises against Ericksen’s (1960) critique; 

namely that it logically excludes the possibility of demonstrating perception without 

awareness. Bowers’ (1984) objection cannot be fairly applied to Ericksen, because he 

grants that verbal report measures may be informative if used carefully. Unless Shanks & 

St. John (1994; St. John & Shanks, 1997), and Reingold and Merikle (1990), are willing 

to grant that introspective evidence, gathered using subjective report tasks, could in 

principle be used to satisfy the Information and Sensitivity criteria, then Bowers’ (1984) 

objection might instead apply to their analysis of the dissociation procedure. Their writings 

suggest that they would not grant this claim.

The argument that experiments purporting to demonstrate perception without 

awareness may be artifactual is quite different from the argument that it is logically 

impossible to demonstrate perception without awareness. An argument of the first sort 

cannot be considered convincing unless it admits of the possibility that empirical evidence 

can be used to demonstrate whether the experiment is artifactual (i.e. some form of 

empirical evidence must be able to either rule out or demonstrate the putative artifact). An 

argument of the second sort cannot be considered convincing unless it establishes that 

there is no plausible definition of awareness, given which a demonstration of perception 

without awareness is logically possible (i.e. it must consider definitions other that the 

equation of awareness with forced-choice discrimination). Recent critiques of perception 

without awareness (e.g. Holender, 1986; Shanks & St. John, 1994) equivocate between 

arguing for the logical impossibility of demonstrating perception without awareness and 

arguing for the methodological inadequacies of particular experiments.



2.2.4 Further Analysis of Objective and Subjective measures of Awareness

The distinction put forward by Merikle (Cheesman & Merikle, 1984; Merikle, 1982; 

Merikle, 1984) between objective and subjective measures has enjoyed a considerable 

amount of popularity. As well as the considerable influence of this distinction on studies of 

visual awareness, it has also been applied to studies of implicit learning (Dienes & Berry, 

1997a; Shanks & St. John, 1994; St. John & Shanks, 1997). In general whenever the 

distinction is employed, the suggestion is that ‘objective’ measures are methodologically 

sound, whereas ‘subjective’ measures are not. However only two years later Cheesman & 

Merikle (1986) were to argue that the subjective threshold proved a more interesting 

threshold for awareness on the basis that qualitative differences in processing could be 

observed above and below that threshold (see also Merikle & Daneman, 1998; Merikle & 

Reingold, 1992). In doing so he has not made any retractions of his earlier claims with 

regard to the methodological difficulties which he associated with the subjective nature of 

this threshold. Instead Merikle appears to hold (1) that subjective measures cannot reliably 

establish the absence of awareness, and (2) that subjective measures can identify a 

scientifically interesting threshold for awareness. In order to support (2) without rebutting 

(1), he has relied on a specific methodological argument to defend the later experiments. 

The argument is that these experiments escape the standard methodological criticisms 

because they show a qualitative shift in processing as one moves across threshold, and 

thus demonstrate something about the contrasting natures of conscious and unconscious 

processing. (This is Dixon’s third criterion, see section 2.1.1.)

Intuitively holding to both (1) and (2) seems inconsistent. It is a central contention of 

this thesis is that (2) can be supported, and an explicit argument for the inconsistency of 

Merikle’s position will be developed: Merikle has overlooked an important objection to his 

methodology made by Holender (1 9 ^ ^ se e  section 2.3.5.5.). It will be seen that there is 

only one experiment for which a strong argument can be given that the process underlying 

the qualitative shift in performance is dependent on awareness (but see chapter 4).

The sub-sections of section 2.2.4 which follow will directly address the arguments 

which have been taken to support (1).



2.2.4.1 Task Demands and Subjectivity

The focus of this section is to address an argument implicit in the literature, and in the 

minds of many psychologists, which concludes that subjective measures are not 

methodologically sound because they are influenced by task demands.

Merikle (1984) writes:

Awareness thresholds, as measured by self-reports, will vary tremendously depending upon the 
demand characteristics in a particular experimental situation. For example, an experiment is not 
needed to demonstrate that observers will have a different awareness threshold when they are 
paid $100 each time they consciously detect a stimulus than when they are penalized $100 each 
time they fail to detect a stimulus [sic64]. More subtle demand characteristics communicated by 
the experimenter, as well as an observer’s preconceptions concerning an experiment, will also 
influence observed awareness thresholds...In fact, the long-standing controversy concerning this 
phenomenon...can probably be attributed to the fact that far too many investigators have defined 
awareness solely in terms of subjective criteria.

The reason that the argument has been stated as implicit is that it simply does not 

follow from Merikle’s statement above that subjective measures are not valid measures of 

awareness! If some information processing distinction relates to differences in reported 

awareness, and if reported awareness is influenced by demand characteristics, then it 

follows that the relevant information processing distinction is influenced by demand 

characteristics. In other words it may be an important fact about the processes underlying 

awareness that they are influenced by demand characteristics.

However we are not even forced to draw this conclusion! There is no evidence that 

Merikle’s premise, that self-reports are influenced by demand characteristics, is actually 

true. I know of no study which demonstrates that self reports are influenced by such 

factors, but Merikle’s wording makes it clear where he gets the idea that they would be 

highly influential: His contrast between two different payoffs indicates that he is equating 

the threshold for awareness with the criterion for response in a signal detection task. Yet 

asking subjects what they have had the experience of seeing is quite different from asking 

them to perform a presence/absence forced choice task - the first question concerns the

64 Merikle gets the pay-offs wrong! Both would tend to force the criterion for response in the same 
direction.



mental state of the subject, and the second concerns a state of the outside world (see 

section 1.10).

2.2.4.2 Lacking Confidence in the Contents o f Awareness
Fuhrer & Ericksen (1960) contended that subjects may tentatively identify a stimulus

from partial cues, and yet may have insufficient confidence to report it. St. John & Shanks 

(1997) contended that measures of awareness generally suffer from the problem that 

subjects may not report low-confidence items (and thus may not meet the Sensitivity 

criterion). Cheesman & Merikle (1984) thought subjects might ‘claim’ not be aware of 

stimuli because they lacked confidence in their judgments. Is there a good motivation for 

the claim that subjects give inaccurate reports about their own state of awareness?

In the previous section it was seen that Merikle mistakenly equated reported awareness 

with judgments of the presence or absence of a stimulus. The framework offered by SDT 

provides a good method for modeling presence/absence judgments, and uses the concept 

of criterion setting. When the criterion is set high, then it is sometimes said that subjects 

are not reporting as present low-confidence items. It seems that a terminology that is quite 

appropriate within the context of SDT has been inappropriately transferred to a discussion 

about reported awareness, via the assumption that the threshold for awareness can be 

equated with the criterion for response. That there is no room to accommodate awareness 

into SDT is a point made by proponents of SDT who have little sympathy for the 

hypothesis of perception without awareness (Macmillan & Creelman, 1991, pi 13, 255).

It seems likely that a confusion over the applicability of SDT to the measurement of 

awareness has been the principle motivation for the claim that subjects may fail to report 

stimuli which they consciously identify because of a lack of confidence. However there are 

other grounds for finding this claim plausible, namely that we can imagine that we might 

have the experience of seeing a stimulus and still not report that we are aware of it.

When we state that we are aware of x then this generally implies not just that we have 

an experience of seeing x, but also that this experience is veridical (i.e. that the experience 

constitutes a true representation of the world). There may be cases in which we state that



we are aware of something even though we know or suspect that the experience is not 

veridical, however the term is used normatively in the sense that it is generally supposed 

that we are aware of actual events. Thus if subjects suspect that their experiences do not 

reflect actual events, then they may not report being aware of stimuli.

It is unlikely that subjects fail to report awareness of masked stimuli in a threshold 

setting task even when they have an experience of seeing the stimulus (see quote from 

Henley, 1984, on p85). Indeed subjects often complain that they find forced-choice 

discrimination tasks hard to perform because they have no conscious information 

whatsoever upon which they can base their responses (see Marcel, 1983).

One method of getting around this difficulty is to ask subjects to report any experience 

they had of seeing a stimulus, regardless of whether they believed the stimulus was 

presented or not. Instructions of this sort were given to subjects for the report tasks used 

in the experiments of this thesis. In Chapter 4 it is seen that subjects frequently report 

stimuli which were not present. They also report non-words which they had good reason 

to believe were not presented.

There is no reason to suppose that subjects fail to report their own experiences when 

they are able to describe them and they are asked to do so. The idea that low confidence 

may prevent subjects from reporting their state of awareness is a confusion based on a 

misunderstanding of the concept of awareness and its relation to SDT. However this 

objection does make us aware of the care that is required in phrasing questions eliciting 

self-reports. A methodological difficulty for the use of subjective report measures is that 

the experimenter and the subjects must have a consistent understanding of the self-report 

measure. This methodological difficulty does not apply to the same extent to objective 

measures, as these are generally easier to specify and understand, and feedback can be 

given to optimize a subject’s performance.

2.2.4.3 Criteria fo r  Subjective Awareness: Partial awareness

Reingold & Merikle (1990) outline a second sense in which subjective report tasks may 

be said to involve the subject setting their own criterion for awareness: “Statements...may



simply reflect biases introduced by...individual’s preconceived ideas concerning the value 

of particular types of perceptual experiences for making decisions.” It will be argued that 

this difficulty can be overcome by following the suggestions made by Ericksen (1960, see 

p81), and in particular by meeting his requirement to adopt an “adequate schema for 

classifying the S’s verbalizations along relevant dimensions.”

Ironically it is a persistent failing in the treatment offered by recent critics of 

perception without awareness that they fail to properly distinguish between qualitatively 

different sorts of awareness. This is particularly true of the writings of Merikle who uses a 

simple bivalent distinction between ‘conscious’ and ‘unconscious’ processing of word 

stimuli without even distinguishing between awareness of the presence vs. the identity of 

stimuli. Holender (1986) also fails to distinguish methodologically between sorts of 

awareness, although he gives the impression that he is sensitive to the distinction. The title 

of his paper ( ‘Semantic activation without conscious identification...’) suggests that 

awareness of the identity of primes is the critical issue, however he treats evidence that 

subjects may be able to detect the presence or get partial cues about primes as evidence 

that they are aware of them in the relevant sense.

There seem to be two principle motivations for this oversight on the part of critics of 

perception without awareness: (1) The general tendency to dismiss self report and thus 

distinctions generated on the basis of phenomenological evidence. (2) The unquestioning 

acceptance of the notion put forward by Fuhrer & Ericksen (1960) that partial cues lead to 

full identification of the stimulus.

Any argument against the adequacy of self-report measures which depends upon (1^ is 

clearly circular. In order to discuss the plausibility of (2), it is necessary to suspend belief 

in (1) and consider the phenomenology resulting from the perception of visually presented 

masked word stimuli.

It is plausible that the sort of information which comes to awareness from a degraded 

perceptual stimulus depends on what sort of information the subject is looking out for or 

attempting to extract from the stimulus, the stimulus dimensions concerned, and the form 

of perceptual degradation or masking. Thus the nature of a subject’s phenomenal



experiences may vary with the types of task conditions used in the classical paradigms for 

demonstrating subliminal perception; namely presence/absence detection, forced choice 

identification (both threshold setting tasks), and in the experimental task during which 

subjects are instructed to attend to a separate target from the masked prime. Nonetheless 

in the author’s experience with backward pattern masking there are three consistent 

observations which can be made about the sensitivity different stimulus dimensions to 

degradation: (a) The exact appearance of a word (font/case in which it is printed) seems 

more easily lost than the identity (the ‘semantic’ dimension), (b) The presence or absence 

of a stimulus can be more easily perceived than the word’s identity, (c) Occasionally one 

has the experience of being able to make out a few letters, graphemic features, or other 

partial information (e.g. length); without having a percept of the whole stimulus.

Observations (b) and (c) have long been acknowledged in the literature (see Appendix 

13 for an experiment supporting (a)). With regard to (b), the term ‘criterion content’ has 

been coined to refer to the experiential basis upon which subjects make presence/absence 

decisions. In particular subjects are often quoted as basing present responses when 

detecting masked stimuli on a perception of the mask ‘flashing’ or ‘moving’. It has 

consistently been noted that subjects may make accurate and deliberate presence/absence 

decisions with a good degree of confidence but without any perceptual experience of 

identifying the stimulus in question. With regard to (c), this observation forms the basis of 

Fuhrer & Ericksen’s (1960) partial cue hypothesis.

Given these phenomenological distinctions, it is possible to re-assess the claim that 

verbal report measures have failed to adequately establish the absence of awareness. For 

the sake of simplicity, the discussion will be limited to cases in which awareness of the 

identity of a word stimulus is theoretically relevant (i.e. for studies in which the indirect 

task is a measure of semantic or repetition priming), and thus in which the Information 

criterion has been met. Furthermore an important distinction needs to made between two 

experimental situations: (1) The case in which subjects have no information, or very non

specific information, about the identity of the masked stimuli (e.g. in a lexical priming task, 

in which each masking stimulus is unique and is not predictable) (2) The case in which



subjects have information which places strong constraints on the identity of the stimulus 

displayed (e.g. when subjects are making a four-altemative forced-choice discrimination 

concerning the identity of the masked stimulus).

In case (2) it is plausible that subjects will be able to make task-specific inferences 

concerning the identity of the stimulus on the basis of partial conscious information, if that 

information is veridical. This may lead to tentative conscious identification (as Fuhrer & 

Ericksen hypothesize), and thus to semantic analysis (but see chapter 6). However it far 

less plausible that, in case (1), subjects will be able to make a correct identification of the 

stimulus on the basis of partial conscious information - except perhaps on rare and 

fortuitous occasions.

It will be recalled that in the studies which Merikle (1982) criticises, subjects were 

asked to discriminate the presence or absence of the stimulus in the threshold setting task. 

In the experimental tasks, subjects were required to make a lexical decision response to a 

target which was primed by an unpredictable masked stimulus. Subjects showed chance 

performance on the threshold setting task; however as Merikle pointed out this may not 

have reflected their absolute ability to discriminate the presence or absence of the prime as 

they may have displayed a bias towards responding ‘absent’ when the information about 

the prime was poor. Nonetheless it seems very implausible, given that one assumes that 

more stimulus energy is required for identification than for presence/absence judgments, 

that subjects could frequently consciously identify the prime word on trials on which they 

responded ‘absent’. That subjects may not have been using subtle cues related to the 

appearance of the mask, which is perhaps the most plausible situation in which the 

performance of subjects would have failed to reflect their full discriminative capacity, is 

largely irrelevant to the issue of stimulus identification. The criticism is directed towards a 

theoretically irrelevant dimension of the processing of the stimulus.

Thus it seems plausible that the presence/absence report tasks which Merikle (1982) 

criticised did in fact establish that subjects lacked awareness of the primes in the 

theoretically relevant sense.



Secondly we may question whether, in experiments in which subjects have information 

which might inform inferences as to the identity of the stimulus, semantic processing of the 

stimulus arises in virtue of partial conscious information, i.e. that the partial cue hypothesis 

can be used to account for observations of semantic priming in these experiments. There 

are two additional reasons for questioning whether this may be so. Firstly it seems 

plausible that the strategy of making inferences about the identity of stimuli on the basis of 

partial conscious information is resource demanding, at least in so far as it would require 

subject to hold information about the stimulus alternatives in memory, and subjects would 

tend not to engage in a secondary resource demanding task when they are required to a 

make a speeded response to a target (as is required in Stroop and lexical decision tasks). 

Secondly there is empirical evidence (see sections 2.3.1, 2.3.2 and 2.3.5.1) that, when 

subjects adopt the strategy of employing partial conscious information to inform their 

responses, this strategy actually inhibits semantic analysis rather than facilitating it.

The arguments which have been presented in the preceding paragraphs have 

questioned the orthodox belief that the verbal report measures used in influential 

‘dissociation paradigm’ studies, which purported to demonstrate perception without 

awareness, were methodologically inadequate. They are far from conclusive. However 

they do indicate that, unless one is willing to simply dismiss all evidence from subjective 

report measures, the methodological criticisms which have been made of these studies 

need further consideration. The distinction between tasks in which the subject has 

information about the stimulus alternatives, and those in which the subject has not, is given 

a more detailed theoretical and empirical treatment in Chapter 6. The work of that chapter 

provides a methodologically original argument for the claim that forced-choice 

discrimination can occur in the absence of awareness.

This section and the preceding two sections have addressed issues relating to the 

adequacy of subjective measures of awareness. It has been shown that one objection to 

subjective measures has arisen from a theoretical confusion, and that other objections are 

based on methodological difficulties for the use of subjective measures which can, at least 

in principle, be overcome. The next section considers the adequacy of the objective



measure of awareness proposed by Ericksen (1960) and Merikle (1982, 1984), namely the 

use of a forced-choice identity task.

2.2.4.4 Misperceptions and the primacy o f subjective measures o f  awareness

There is a major difficulty that faces the equation of awareness with an objective as 

opposed to a subjective measure. Not only does it represent a major theoretical difficulty, 

it will be seen later in the thesis to have significant empirical implications. The use of self- 

report measures indicates that on occasion subjects may have non-veridical perceptions of 

the presented stimuli: subjects may report that they have seen a stimulus that has not been 

presented, or they may report awareness of the stimulus on trials in which they 

discriminate the stimulus incorrectly. However objective measures do not allow one to 

take this possibility effectively into account. When using an objective measure it is 

assumed that an incorrect discrimination indicates a total lack of awareness. In the most 

extreme case we can imagine a presentation condition, say in a two-alternative forced 

choice discrimination task, where the performance of the subject is at chance. It is still 

conceivable that the subject has an experience of seeing one of the stimuli on every trial, 

and it would follow that in this case they would have a veridical perceptual experience of 

the stimuli on 50% of trials. Objective measures cannot distinguish this case from the case 

in which subjects are at chance and have no experience of seeing the stimuli. Yet it 

remains possible, even plausible, that there is some difference in the processing which 

takes place in the two situations - a difference that is reflected by the self-report measure 

but not by discrimination performance. If there is such a processing difference then it 

would surely be one associated with conscious processing. Thus the case of 

misperceptions, or non-veridical percepts, highlights the theoretical observation that 

objective measures are in danger of leaving something out of our account of awareness.

I believe this provides a convincing argument against the equation of awareness with a 

forced-choice discrimination measure. However it is very important that this argument is 

understood correctly, and the remainder of this section addresses exactly this issue.



In general it is the case that we can conceive of the counter-examples to any 

identification of awareness with an objectively specifiable (i.e. physical) process (see 

Appendix 8), and thus we may doubt the validity of any objective measure of awareness. 

However it is not because we can conceive of counter-examples which tells against the use 

of a forced-choice discrimination procedure as a measure of awareness. Some 

philosophers have believed that we can make inferences of this sort, and they have been 

wrong to do so (see Appendix 8). The argument against that measure, proposed first by 

Ericksen (1960) and again by Merikle (1982, 1984), is based on the consistency and 

strength of the empirical findings which indicate a disparity between objective 

discrimination performance and subjective judgments of awareness. There is no need to 

cite separate experiments which illustrate this disparity, because it is fully acknowledged in 

the writings of those authors. As was seen on p82, Ericksen acknowledges that his 

equation simply rules out of consideration a number of experiments which have purported 

to indicate perception without awareness. Similarly as was seen on p87, Cheesman & 

Merikle (1984) argue that the use of a forced choice measure indicates awareness, despite 

subjects claims that they were not aware.

Merikle’s (1984) writes: “the long-standing controversy concerning [perception 

without awareness]...can probably be attributed to the fact that far too many researchers 

have defined awareness solely in terms of subjective criteria.” Contrary to that claim, the 

claim made here is that the long-standing controversy has been caused by the tendency of 

researchers to grant primacy to objective measures of awareness. The controversy has not

been resolved because proponents of the hypothesis of perception without awareness, as
</

well as critics, have granted primacy to objective measures. Given an equation of 

awareness with forced-choice discriminative responding, and ignoring any evidence from 

subjective measures, the evidence for the hypothesis of perception without awareness is 

extremely poor. Yet the controversy has continued for a very simple reason: Many 

researchers who have attempted to carry out a task designed to demonstrate perception 

without awareness, have found it obvious, on the basis of their own introspective 

observations, that the hypothesis is true. If one is prepared to trust the introspective



evidence, then one is likely to conclude, like Dixon (1971; 1981), that the evidence for 

perception without awareness is overwhelming.

Dixon’s books are of considerable historical interest. It appears he was quite 

bewildered by the reluctance of psychologists to accept the hypothesis of perception 

without awareness, and he came close to accusing some critics of outright intellectual 

perversity. I believe the reason for this is as follows: Dixon was quite rigorous in the 

manner in which he considered and reviewed the introspective evidence, acquired through 

verbal report measures. Therefore he probably felt that he had taken into account the 

methodological criticisms of verbal report measures put forward by critics such as 

Ericksen (1960). However many psychologists, influenced by behaviourism, may have had 

more deep-seated reservations about the scientific validity of evidence from verbal report 

measures than was evident from the explicit methodological objections which they raised. 

Thus they were unwilling to accept Dixon’s specific arguments. I believe the only way to 

resolve this impasse is to explicitly uncover and argue against the assumption that 

introspective evidence is unreliable, which I have attempted to do in chapter 1.

Should we therefore be content to rely on subjective measures, and grant that the 

hypothesis of perception without awareness has been supported? I believe not. As was 

mentioned in section 1.5, no scientific distinction can be fully justified on the basis of 

introspective evidence alone; and as was mentioned in section 1.7, the aim of scientific 

accounts is to provide an objective characterisation of the state in question.

Ericksen and Merikle were right to look for an objective measure of awareness, their 

mistake was to fail to realise that since awareness is a subjective state, subjective measures 

of awareness take primacy. Merikle (1984) states:

It is entirely possible that Henley is correct in stating that forced-choice decisions, at least under 
certain conditions, may be made in the absence of awareness... [nevertheless] the solution to the 
definitional problem is not to substitute a subjective definition for an objective one. Rather the 
solution lies in the development of an objective definition of awareness that clearly distinguishes 
the subjective state of ‘not consciously seeing’ a stimulus, which many observers experience 
when they are shown highly degraded visual stimuli, from the more normal subjective state of 
‘consciously seeing’ a stimulus.



In fact the problem has never been, and never could be, that an objective measure of 

awareness has been substituted by a subjective one. The issue is, and has always been, 

which objective measure adequately reflects our understanding of the state of awareness, 

an understanding which is, in the first instance, subjective? The forced-choice 

discrimination of stimuli, from the very moment it was introduced as a measure of 

awareness, was never a serious possibility, exactly because it was introduced to replace, 

rather than to reflect, subjective measures of awareness, and our subjective understanding 

of the term.

The construction of a scientific account of perceptual awareness does depend on the 

development of objective measures which clearly distinguish between subjective states. 

However this is not, as Merikle supposes, a definitional problem. The problem with 

defining awareness in terms of an objective measure, is that this prevents empirical 

investigation into the adequacy of that measure of awareness. If ‘awareness’ of a stimulus 

really meant ‘being able to discriminate a stimulus at above chance levels’, then we could 

not conceive of the possibility that we lack awareness of stimuli which we can discriminate 

at above chance levels. The construction of a scientific account of awareness depends 

crucially upon the concession that we can conceive of such possibilities, and then go on to 

test whether they are actual.

2.2.5 Perceptual awareness vs. bringing information to awareness

Ericksen (1960) concludes that “verbal report is as sensitive an indicator of perception 

as any other response that has been studied.” The experimental evidence does suggest that 

subjects can discriminate information which can be shown to influence another behavioural 

response. Discrimination tasks involve informing the subject of the stimulus alternatives 

and directing their attention to the relevant information. Under these conditions it appears 

that subjects can bring to awareness at least some aspect of the information that 

behavioural evidence indicates is being processed by the visual system. However it does 

not follow that subjects can be said to have conscious visual percept of this information. 

Introspectively a clear distinction can be made between the case in which we have a 

conscious, or iconic, perceptual image - an image which we may recall or imagine at a



later time and to which we have introspective access - and the case in which a deliberately 

made judgment, such as that involved in making a discriminated response, results in the 

belief, which we may hold to with very little confidence, that a particular stimulus has been 

presented. The visual phenomenology associated with the second of these cases is often 

the same as that which we have when we are not engaged in any task, and when no 

stimulus is presented. There is a sense in which we could be said to be bringing to 

awareness information about stimuli which we are discriminating at above chance levels. 

However it seems reasonable to claim that we are not perceptually aware of those stimuli. 

Chapter 6 investigates in further detail theoretical and empirical issues relating to 

discrimination and awareness.

2.3 Refinements and other methodologies -  research from 1986 to date.

The approach so far has been to examine the methodological debate that was the 

historical focus of research into perceptual awareness from I960 to 1986, and which still 

exerts a considerable influence today. After 1986, published investigations addressed the 

methodological critiques put forward by Merikle (1982, 1984), and tended to rely upon 

some modification of the standard paradigm (Dixon’s first criterion) to substantiate the 

claimed demonstration of perception without awareness:- The ‘dissociation procedure’ 

that was, up until the mid 1980’s, standardly used in attempts to demonstrate perception 

without awareness, began to be considered problematic and inadequate by itself (see 

Reingold & Merikle, 1988). The following three sections review some key empirical 

findings and methodological approaches which have emerged over the last twelve years.

2.3.1 Unconscious processing at objective threshold
This section looks at work which has attempted to demonstrate perceptual processing

when there is good evidence that discrimination (d’) measures indicate null sensitivity. 

Whilst two of the studies discussed are found to provide strong evidence of the perceptual 

processing of stimuli which cannot be discriminated, some doubt is cast over the 

theoretical significance of these findings.



Kemp-Wheeler & Hill (1988) endorse Merikle’s (1982; 1984) criticisms of earlier 

threshold setting procedures, but argue that the forced-choice identity judgment they use 

is both prone to response bias itself and an inappropriate task. They performed four 

experiments in which they used a forced-choice presence/absence detection threshold 

established with the criteria specified by Merikle (1982) - i.e. with an adequate number of 

trials and no response bias. Semantic priming effects were demonstrated in a second phase 

of each experiment using a primed lexical decision task. An analysis was also performed to 

look for a correlation between the magnitude of the priming effect and detection 

performance. No such correlation was found. They conclude that these results provide 

good evidence for semantic processing at objective threshold.

The principal objection that can be raised to this study is that the threshold setting task 

is only performed prior to the indirect task, and so subjects’ thresholds may have become 

lower over the course of the experiment. However the lack of correlation between 

discrimination performance and priming strongly suggests that conscious access to the 

identity of primes did not underlie priming effects. This result fits well with findings 

reviewed in the next section.

Greenwald (Greenwald, Draine, & Abrams, 1996; Greenwald, et al., 1995) developed 

a novel statistical methodology for demonstrating sensitivity to the semantic identity of 

primes on an indirect measure in the absence of sensitivity on a direct measure. The 

measures used are constructed so as to have rational zero points (The SDT measure of 

discrimination, d’, was calculated for both the direct and indirect tasks in Greenwald, et 

al., 1996). This allowed the two measures to be plotted on separate axes of a graph, with 

the zero point on each axis corresponding to the point of null sensitivity. Points are plotted 

corresponding to individual subjects performance on the two tasks, and a regression of the 

indirect onto the direct measure is used to demonstrate a significant intercept on the 

indirect measure at the point of null sensitivity on the direct measure. This methodology is 

a considerable improvement on techniques which attempt to establish null sensitivity on 

the direct task, as null sensitivity can never be formally established statistically. The direct 

task (the measure of awareness) was also performed after the indirect task (the measure of



priming), thus avoiding the problem that thresholds might become lower over the course 

of the experiment.

However Greenwald’s choice of direct and indirect tasks renders the results of 

questionable theoretical interest. For example, consider the studies of Greenwald et al 

(1996). These employ a ‘response-window’ technique in their indirect task. Subjects are 

required to give a response (e.g. semantically categorising the target as a male or female 

name) within a period 383-517ms after the onset of the target (the masked prime is 

presented in same location prior to the onset of the target). Forcing a speeded response in 

this way means response latency cannot be used as a measure of priming, the standard 

measure in semantic priming tasks; instead the procedure causes subjects to make a large 

number of errors in target identification. The influence of the prime can then be seen in the 

pattern of error responses ( ‘male’ responses are more frequent when the prime is a male 

name, both when the target is a male name and when the target is a female name). The 

SDT measure of discrimination, d’, is calculated dependent on the semantic category of 

the prime, instead of the target (a ‘male’ response is counted as a ‘hit’ when the prime is a 

male name, and a ‘false alarm’ when the prime is a female name, regardless of the category 

of the target). The direct task, performed without time pressure, involved a forced-choice 

response either semantically categorising the masked stimulus or making a lexical decision 

judgment.

Thus both direct and indirect tasks tap semantic information about the prime, and in 

some cases exactly the same semantic information (i.e. the semantic category). The only 

differences between the two tasks are: (1) whether they are time pressured or not, and (2) 

the stimulus explicitly specified as the target. The measures are unlikely to tap independent 

processes, and so whilst the results appear to supply information about the effect of time 

pressure on semantic judgments, it is unclear how they inform us about unconscious vs. 

conscious perception.

Finally Snodgrass, Shevrin and Kopka (1993b) use a rather bizarre methodological 

argument to support their purported demonstration of perception without awareness. 

Although it will be argued that the evidence from this methodology is tenuous, it is



reviewed here because a manipulation of strategy is used which is pertinent to one of the 

experiments presented in Chapter 6 (see appendix 12).

Only one task is used to measure perceptual processing, a forced-choice identity task 

in which subjects have to discriminate between four briefly presented (1ms onset, 

unmasked) target words (which remain the same throughout the experiment). Absence of 

awareness is established, according to Snodgrass et al. (1993), by demonstrating that 

overall performance for each subject on this task is at chance (SDT measure of 

discrimination, d’=0). Perception without awareness is supposed to be demonstrated by 

the finding that performance within individual conditions varies systematically from chance 

levels (i.e. that d’<0 and d’>0 in separate conditions).

Two task strategy conditions were used, and the critical result depends upon the 

demonstration of an interaction between these conditions and the subjects’ stated 

preference for one condition or another. The two task strategies were called the Pop and 

Look conditions: In Pop blocks subjects were instructed to allow one of the words to 

‘pop’ into their minds, in Look blocks they were instructed to look carefully at the 

stimulus field. Feedback was given at the end of each block. Subjects were asked to report 

which strategy they preferred at the end of the experiment.

Snodgrass et al. (1993) supply a meta-analysis of their experiments 1 and 2, which 

reveals that subjects stating a preference for the Pop condition tended to perform better 

than chance in the Pop condition, whilst those stating a preference for the Look condition 

tended to perform worse than chance in the Pop condition. No replicable significant 

variation from chance performance in the Look condition was demonstrated; however, as 

mentioned previously, no subject’s performance differed significantly from chance levels 

when performance was averaged over both conditions. Snodgrass et al. (1993) conclude 

that task strategy is an important factor in determining whether subliminal effects are 

observed. The empirical findings have been replicated (Van Se 1st & Merikle, 1993).

The logic underlying this purported demonstration of perception without awareness is 

tortuous and partially redundant. The crucial claim appears to be that conscious perception 

could not underlie the below chance performance. This is not true, subjects might have



based their responses on conscious experiences whose content was uninformative about 

the word causing that experience (perhaps even a sense that something was present which 

only one stimulus gave rise to). Above and below chance performance could then be 

explained by whether they happened to associate this experience with the correct stimulus 

or an incorrect one respectively. Regardless of whether an artifact of this sort explains the 

results or not, the demonstration that overall performance shows d’=0 seems to be 

irrelevant (but see Snodgrass, Shevrin, & Kopka, 1993a).

2.3.2 Inhibitory effects of Partial Awareness
This section looks at two papers which suggest that semantic priming effects are

stronger when subjects show no ability to discriminate the presence or absence of primes 

than under slightly less heavy masking conditions. Thus they show a U-shape in semantic 

priming effects: semantic priming is minimal when subjects have access to partial 

information about the primes, yet significant priming effect are found both when 

presence/absence discrimination is at chance and when primes are supraliminal. It is an 

important finding for three reasons: Firstly it undermines the claim put forward by Fuhrer 

& Ericksen (1960) that partial cues may lead to tentative identification and therefore to 

semantic processing of primes (see section 2.2.4.3). Secondly it may account for some 

failures to replicate studies demonstrating semantic priming without awareness (e.g. Nolan 

& Caramazza, 1982). Thirdly it illustrates a different pattern of results from those 

presented in the highly critical paper by Cheesman & Merikle (1984) who showed a . 

monotonic relationship between their direct measure of awareness (a forced-choice 

identity judgment) and their indirect measure of perceptual processing (Stroop priming).

Klinger & Greenwald (1995) presented a prime word to the non-dominant eye for 

200ms. Pairs of target words were then presented to both eyes. Subjects judged whether 

the target pairs were associated or not-associated in meaning. The prime words were 

masked or unmasked: In the masking condition a moving pattern mask was presented 

simultaneously to the dominant eye65. A separate block of trials was used to establish the

65 This is the only experiment in the recent literature which employs binocular rivalry and explicitly 
addresses the literature on perception without awareness.



subjects’ ability to distinguish the presence or absence of the prime word in the masked 

condition. Subjects were separated into two groups according to their ability to 

discriminate the presence or absence of stimuli in the masked condition: those who could 

not detect the presence or absence of the prime (low d’) and those who could partially see 

priming words (high d’). A large priming effect was found in the unmasked condition for 

both groups, and a significantly larger priming effect was found in the masked condition 

for low-d’ subjects than for high-d’ subjects. The results suggest that partial awareness of 

stimuli inhibits semantic activation. They interpret this as being due to a conscious 

mechanism which inhibits unconscious activation. They cite theoretical (Neely, 1977a) and 

other empirical (Dagenbach, et al., 1989; Kaye & Brown, 1985) evidence to support this 

claim.

Dagenbach, Carr & Wilhelmsen (1989) report a series of experiments which compare 

different threshold setting tasks, provide evidence for a U-shaped effect in lexical decision 

priming, and indicate that strategic effects may cause inhibitory priming. The methodology 

is cautious and well designed. However the results are complex.

In all experiments subjects were initially required to sit a series of trials designed to 

establish their (presence/absence) detection threshold, and at the end of the experiment an 

extra set of these trials was administered to check that subjects were still at threshold. In 

experiment one each subject sat three threshold-setting tasks: The unconstrained detection 

task, an informed-choice judgment task, and a whole-word report task. There were three 

informed-choice judgment tasks, each administered to separate groups of subjects: (1) A 

constrained detection judgment - in which subjects were asked whether a particular 

stimulus (e.g. ‘doctor’) or a blank field was presented (2) A forced-choice word 

discrimination task (e.g. was the word ‘doctor’ or ‘table’) (3) A semantic similarity task 

(e.g. if ‘doctor’ was the stimulus, the subject might be asked whether the word was more 

closely related to ‘nurse’ or ‘table’). Most subjects showed a higher informed choice 

threshold than unconstrained detection threshold. Detection threshold was around 17ms, 

with informed-choice threshold on average 7% higher for the constrained detection 

judgment, and 30% higher for both the word discrimination and semantic similarity



judgments. The whole-word report task was not used to establish a threshold, but was 

performed by all subjects at the higher of their two calculated thresholds. Not one subject 

reported even one word correctly.

The primed lexical decision task allowed a comparison between priming effects for 

suprathreshold stimuli, and stimuli presented at the detection and informed choice 

thresholds. Subjects were selected on the basis that they: (i) showed priming on 

suprathreshold trials (ii) had a detection threshold below their informed-choice threshold 

and (iii) remained at criterion at threshold re-test. A non-monotonic priming function was 

found in which priming was found to be significant at detection threshold, not significant 

at the higher informed choice threshold, and significant again when stimuli were presented 

well above threshold. Priming was facilitative (i.e. latency was shorter when a related 

prime preceded the target), except for subjects who performed the semantic similarity 

informed-choice task just prior to the lexical decision task. This group of subjects showed 

inhibitory priming, in that latencies were longer when a semantically related prime 

preceded the target, than when a semantically unrelated prime preceded the target.

Experiment two replicated the finding that inhibitory priming followed the semantic 

similarity informed-choice task, and facilitatory priming followed the unconstrained 

detection task, when priming was measured at detection threshold. Subjects performed the 

detection task first, followed by the first block of priming trials, then sat the semantic 

similarity task, followed by a second block of priming trials. Experiment three verified that 

this was not due to an order effect by showing positive priming for both blocks when the 

semantic similarity task was removed from the design. Experiment four again showed 

evidence of an inhibitory effect at detection threshold following the semantic similarity 

task, and verified the U-shaped function for priming following the unconstrained detection 

task by showing a facilitatory priming effect at 70% and 100% of detection threshold, no 

priming at 130% of detection threshold, and priming for supra-threshold primes.

The non-monotonic function found is in good concordance with other findings 

(Groeger, 1984; Klinger & Greenwald, 1995), suggesting that partial information available 

below the threshold for conscious identification may interfere with priming. It provides a



counter-example to the results put forward by Cheesman & Merikle (1984), which showed 

a linear relationship between stimulus discriminability and the magnitude of the Stroop 

effect.

The finding, that subjects are put into a task set by performing the semantic similarity 

task which causes inhibitory priming, might be taken as further evidence that attempts to 

bring information to awareness creates interference, and bears some resemblance to 

findings from Snodgrass et al. (1993, see previous section). However it is an anomalous 

finding that requires further investigation.

Evidence has been presented in this section that semantic priming may occur when 

subjects cannot discriminate the presence/absence of the priming stimuli. This finding 

concords with the findings of Kemp-Wheeler & Hill (1988), discussed in the previous 

section. Surprisingly it is also found that priming is greatly diminished or is negligible 

when subjects can discriminate the presence/absence of priming stimuli, but when they 

cannot consciously identify those stimuli. This finding concords with the findings of 

Groeger (1984), which are discussed in section 2.3.5.1. This pattern of results is highly 

pertinent to the empirical investigations discussed in chapter 5. There evidence for a non

monotonic relationship between predictive cueing effects and SOA is presented.

2.3.3 Merikle and colleagues novel methodological arguments
This section looks at two new methodological arguments put forward by Merikle and

colleagues. These introduce the subsequent sections of the review.

Merikle & Reingold (1991) base their methodology on the apparently plausible, 

although recently questioned (St. John & Shanks, 1997, see section 2.2.3), assumption 

that indirect measures are more sensitive to unconscious influences and direct measures 

more sensitive to conscious influences. This assumption presents a rationale for getting 

around the problem that measures of conscious perception may not be ‘exhaustive’ 

(Reingold & Merikle, 1990). Instead of attempting to demonstrate unconscious processing 

by demonstrating perceptual processing in the complete absence of conscious processing 

of a stimulus (the rationale for the ‘dissociation procedure’); the argument is that



unconscious processing is demonstrated because the best explanation of the empirical 

results is that, under some conditions, unconscious influences are stronger than conscious 

influences.

The first phase of their experiments involved an encoding task. Pairs of target words 

were presented. One of these words was visually cued, and subjects were required to name 

the cued word, thus encouraging subjects to direct their attention to the cued word. In the 

second phase subjects performed one of two tasks: Subjects either judged whether a word 

was old or new (direct task), or whether the contrast between the word and a background 

mask was high or low (indirect task). The words presented were either new, previously 

presented in the encoding task and cued, or previously presented and uncued.

In the indirect task subjects tended to judge previously presented words as having a 

higher contrast with the background mask than new words. They found that initial 

sensitivity was higher on the direct task than the indirect task for cued words, and higher 

on the indirect task than the direct task for uncued words. On the assumption that the 

indirect task is more sensitive to unconscious influences than the direct task, and the direct 

task more sensitive to conscious influences than the indirect task, they interpret these 

results as demonstrating that uncued words give rise to greater unconscious influences 

than conscious influences.

Merikle & Reingold’s (1991) results are complicated by the finding that in second 

blocks of trials in which subjects performed the direct and indirect tasks, the pattern of 

sensitivity for uncued words reversed - subjects then showed greater sensitivity on the 

direct than the indirect task. This may be due to a change in the basis of response used by 

subjects in the two tasks. With practice subjects may have: (a) Increasingly used cues 

specific to the density of the background mask to perform the indirect task. This would 

decrease sensitivity to prior presentation for the indirect task, (b) Increasingly used a sense 

of familiarity, rather than episodic recall of prior events, to perform the direct task. This 

would have increased sensitivity to prior presentation for the direct task.

Merikle & Reingold’s (1991) results are not clear cut. Moreover the authors do not 

make a strong explicit argument to support the claim that the indirect task serves as a



measure of unconscious processing. Instead it might be argued that the direct and indirect 

tasks are differentially sensitive to different types of conscious processing. More needs to 

be said to establish the claim that the best explanation of the results is that the tasks are 

differentially sensitive to conscious and unconscious processing.

There is a large body of research on the ‘subliminal mere exposure effect’ which 

employs a similar methodology to Merikle & Reingold (1991). This research, and related 

phenomena in which subjects base their responses on ‘perceptual fluency’ resulting from 

the prior presentation of an identical or related stimulus, is reviewed in section 2.3.4. A 

more thorough case will be made for the claim that the indirect measure employed by 

Merikle & Reingold (1991) is more sensitive than the direct measure to information that is 

perceived without awareness.

Merikle and colleagues (Cheesman & Merikle, 1986; Merikle, 1992; Merikle & 

Daneman, 1998; Merikle, et al., 1995) have argued that experiments demonstrating a 

qualitative difference in processing with and without awareness avoid the standard 

methodological criticisms. The argument is that these experiments inform us about the 

different nature of conscious and unconscious processes. In contrast experiments 

following the classic dissociation procedure (Dixon’s first criterion) have attempted to 

demonstrate the same processing effect (semantic priming or the Stroop effect) as that 

found for supraliminal stimuli, at or below the threshold for awareness. It is contended that 

the demonstration of qualitative differences (Dixon’s third criterion) avoids controversy 

because it does not require a convincing demonstration of the absence of conscious 

perception. Furthermore Merikle & Reingold (1990) argue that the demonstration of 

qualitative differences above and below a threshold established using a particular 

procedure may serve to provide converging evidence that serves to validate that procedure 

as a measure of awareness. Thus in recent papers Merikle and colleagues have tended to 

see the demonstration of a qualitative difference in performance as the primary evidence 

for perception without awareness, and evidence from direct measures of perception as 

secondary. Merikle et al’s treatment of experiments which purport to demonstrate a 

difference in processing with and without awareness will be discussed in section 2.3.5.



2.3.4 Attributions of fluency

This part of the theoretical review deals with experimental effects which arise from the 

tendency of subjects to attribute the fluency of processing of a stimulus to a particular 

aspect of their past or present processing of that stimulus. It will be seen that fluency 

arising from prior presentation of a stimulus can influence judgments of familiarity, 

preference, semantic relatedness, contrast and luminance of a stimulus made when the 

stimulus is presented again (Mandler, et al., 1987; Whittlesea, 1993). It will also be seen 

that increased fluency arising from the high contrast presentation of a stimulus or from the 

contextual predictability of a stimulus may be attributed to the prior presentation of that 

stimulus (Whittlesea, 1993). These experimental examples are all cases in which subjects 

misattribute the fluency of processing due to a covert experimental manipulation of stimuli 

(e.g. level of background masking), instead supposing it to be due to another, overt, 

experimental manipulation (e.g. prior presentation of the stimulus) which is varied 

orthogonally during the course of the experiment (e.g. Whittlesea, et al., 1990). However 

it is also assumed that subjects correctly attribute fluency due to an overt experimental 

manipulation when the experimental conditions allow it (e.g. when making judgments of 

familiarity for stimuli, some of which have been presented before, high levels of perceptual 

fluency are correctly attributed as due to the prior presentation of stimuli).

Two experiments involving attributions of fluency, the Subliminal Mere Exposure 

effect and the Jacoby-Whitehouse effect, have been claimed in the literature to support the 

hypothesis of perception without awareness. These are introduced in sections 2.3.4.1 and

2.3.4.3 respectively. These paradigms are of particular theoretical relevance to this thesis,
i /

because these two experimental effects compliment two of the experimental effects which 

are to be investigated empirically, in Chapters 6 and 4 respectively.

2.3.4.1 The Subliminal Mere Exposure (SME) effect
Zajonc (1968) put forward the hypothesis that simple exposure to stimuli was

sufficient to enhance the attitude of subjects to them, which he called the ‘mere exposure 

effect’. The first study examining the subliminal mere exposure effect was conducted by 

Kunst-Wilson & Zajonc (1980), and has served as the model for numerous subsequent



studies. The methodology is a variant on the standard direct/indirect dissociation 

methodology, with two notable variations. Firstly all the stimuli are presented to subjects 

prior to the testing phase; the stimuli are unmasked but presented for a very brief duration 

(lm s in Kunst-Wilson & Zajonc, 1980) and are typically presented more than once (e.g. 5 

times) in rapid succession. Secondly in the testing phase the direct and indirect measures 

differ only in the task instructions - both involve a forced choice decision between two 

clearly presented stimuli (one previously presented, one novel). In the original experiment 

the stimuli used were irregular polygons. Subjects discriminate either on the basis of 

recognition - which stimulus they believe to have been presented previously - or on the 

basis of preference. The order of these judgments is counterbalanced across subjects. 

Kunst-Wilson & Zajonc (1980) found discrimination performance at 60% for the 

preference task, and 48% for the recognition task. Reviews by Bornstein and colleagues 

(Bornstein, 1992a; Bornstein, Leone, & Galley, 1987) indicate that this is a highly 

replicable pattern of results. Most studies have used the same irregular polygon figures, 

but Bornstein has employed photographs and Welsh figures (Bornstein, 1992a) and other 

experiments have demonstrated closely related effects for words (Jacoby & Whitehouse, 

1989; Merikle & Reingold, 1991; Whittlesea, 1993).

From the point of view of the methodological considerations that have been presented 

in previous sections, the subliminal mere exposure effect presents a somewhat anomalous 

method of obtaining a dissociation. The anomaly is that both the recognition and 

preference judgments might be classified as objective measures of awareness- both involve 

forced choice discriminations of the same stimuli, there is no change in the target stimulus 

as is found in studies involving separate threshold setting and priming phases.

Researchers have drawn different conclusions about this feature of the methodology. 

Merikle & Reingold (1991) argued that this methodology requires only a minimal 

assumption that the recognition task is more sensitive to conscious information and the 

preference task more sensitive to unconscious information - rather than a requirement that 

these measures tap one process exclusively. They see the similarity between the two tasks



as a methodological advantage on the rationale that the two tasks are equally matched for 

sensitivity in all other senses (see Duncan, 1985).

St. John & Shanks (1997) observe that in the Merikle & Reingold (1991) study 

accuracy on the recognition task exceeds accuracy on the preference task when comparing 

the second block of trials for each task. They take this as indicating that subjects learn 

over time to attend to conscious cues which the recognition task initially causes them to 

ignore. They take this experiment as supplying evidence that the recognition task is not, at 

least initially, a sensitive indicator of conscious information. The Merikle & Reingold 

(1991) study is unusual in that they test subjects over a large number of trials, whereas in 

many investigations of SME effects a single subject only makes ten recognition responses 

(e.g. Mandler, et al., 1987). Thus in the view of St. John & Shanks (1997), the Merikle & 

Reingold (1991) study provides evidence that SME experiments have, in general, failed to 

establish perception without awareness since this study is interpreted as showing that the 

direct test has not served as an exhaustive measure of conscious perception. The empirical 

evidence for their argument would appear to be further supported by Bonnano &

Stillings’s (1986) finding that judgments of familiarity increase in accuracy the more 

frequently a stimulus is exposed, whilst recognition judgments remain at chance.

Judgments of familiarity bring more information about the prior presentation of stimuli 

to awareness than recognition judgments. It may also be right to say that conscious cues 

available at the time that the judgment is made underlie this increased accuracy on the 

familiarity task. However the dissociation in performance on these tasks may still reflect a 

distinction of relevance to awareness. Jacoby & Kelley (1987) explain the dissociation by 

distinguishing between ‘memory as a tool’ and ‘memory as an object’: “In recall and 

recognition, memory is treated as an object that can be inspected and described to others. 

The focus of attention is on the past. However, memory can also serve as a tool for the 

perception and interpretation of later events. When memory is used as a tool, the focus is 

not on the past, but on the present...when used as a tool, the influence of memory is 

unconscious...That is, memory for prior experience can be used as a tool even when one is 

unable to treat it as an object by recalling or recognizing the relevant prior experience.”



It will be useful to attempt to clarify and expand upon Jacoby & Kelley’s (1987) 

distinction. It appears that the basic distinction is between the ability to episodically 

recollect a prior presentation of the stimulus and another, more vaguely specified, process 

which guides judgments of familiarity. Let us suppose that the recognition judgments, in 

these experiments, are predominantly made on the basis of episodically recollected 

information - in the absence of any such information subjects tend to perform at chance. If 

this is the case then we may conclude that studies of the SME indicate that stimuli can be 

presented under conditions such that information is not encoded in a manner which makes 

it available for later episodic recall. Thus Bornstein & D ’Agostino (1990 conference 

proceedings, see pp 199-201 of Bornstein, 1992b) show that the frequency of stimulus 

exposure has a strong effect on recognition ratings for stimuli presented for 500ms, but no 

effect for stimuli presented for 5ms; and conversely, that the frequency of stimulus 

exposure has an effect on ‘liking’ ratings for stimuli presented for 5ms, but no effect for 

stimuli presented for 500ms (when an effect was shown then both recognition and liking 

ratings increased with the frequency of exposure - 0, 1,5, 10 & 20 exposures were used). 

The prior presentation of the stimuli not only affects later affective judgments made about 

the stimulus. Mandler et al (1987) show that judgments of lightness, darkness and 

preference (but not recognition) are all affected - such that when presented with two 

irregular polygons, subjects tend to pick the stimulus that has been previously 

‘subliminally’ presented. As mentioned above, Bonnano & Stillings’s (1986) showed that 

judgments of familiarity are influenced by prior ‘subliminal’ presentation in the absence of 

any effect on recognition.

The observation that various different judgments may be influenced by prior exposure 

suggests that Jacoby & Kelley’s (1987) notion of ‘memory as a tool’, which in any case is 

not very clearly explained, is too restrictive. A better account is that subjects may attribute 

perceptual fluency to a variety of stimulus properties (Bornstein, 1992a; Whittlesea,

1993). A central assumption of this account is that perceptual fluency may arise from a 

number of different sources, of which the subject may or may not be aware. When the 

subject has a false belief about the source of fluency then misattributions will be made. 

Thus Whittlesea et al (1990) demonstrated symmetrical illusions of familiarity and



perceptual clarity by manipulating both prior exposure and the level of background 

masking of the stimuli. When subjects knew that stimuli could be repeated, but were not 

aware that clarity of presentation was being manipulated, then they tended to judge more 

clearly presented stimuli as more familiar. When subjects knew clarity of presentation was 

being manipulated, but did not realise that stimuli could be repeated, they tended to judge 

repeated stimuli as more clearly presented than stimuli which were novel. Whittlesea 

(1993) further extends the variety of illusions and possible sources of fluency: he shows 

that judgments of semantic relatedness may be influenced by covert manipulations of either 

background masking or semantic context; and that manipulations of semantic context 

(achieved by preceding the target word by a sentence stem which is either highly 

predictive of the target word or neutral as to how it will be completed) contribute to 

fluency - thus influencing judgments of pleasantness and giving rise to illusions of 

repetition and semantic relatedness.

Therefore St. John & Shanks’s (1997) view that conscious cues may be available to 

guide judgments of repetition of stimuli is consistent with the claim that there is a relation 

between a subject’s awareness of stimuli at the time of initial presentation and the 

subsequent judgments which a subject makes when these stimuli are presented again. 

Specifically awareness of stimuli results in (a) the availability of information about the 

identity of those stimuli for episodic recall, and (b) the realisation that repetition of stimuli 

is a possible source of perceptual fluency. When subjects are not aware of stimuli (in 

experiments into the SME effect subjects are usually reported as not even being aware that 

stimuli were presented in the initial ‘encoding’ phase) then they are able to discriminate 

previously presented stimuli from new stimuli, however only if the task conditions cause 

them to attribute perceptual fluency to prior repetition.

This interpretation of the SME and related effects is not consistent with an equation of 

awareness with above-chance forced-choice discrimination. However the advantage of the 

interpretation presented above is that it offers a characterisation of a difference in 

information processing with and without awareness that corresponds to subjects’ reported 

awareness of the stimuli when they are initially presented.



2.3.4.2 Discounting perceptual fluency
The SME effect may seem surprising because subjects have information about the prior

subliminal presentation of stimuli available to them, as is demonstrated by above chance 

performance on judgments of familiarity and preference, and yet they do not (at least 

initially) use this information when they are asked to make recognition judgments. It 

appears that subjects have a tendency to ignore or discount feelings of familiarity based on 

perceptual fluency when making the recognition judgments they are asked to make in 

studies of the SME effect. However it has long been held that recognition judgments may 

be performed on the basis of familiarity (e.g. Jacoby & Dallas, 1981), and some of the 

experiments presented above (e.g. Whittlesea, et al., 1990; Whittlesea, 1993) clearly 

demonstrate that judgments of repetition may be influenced by perceptual fluency.

It is suggested that subjects prefer not to base judgments of prior occurrence solely on 

a sense of familiarity for the simple reason that it is often unreliable, as is illustrated by the 

illusions generated by Whittlesea (1993). Subjects may only be willing to base their 

judgments of repetition on a sense of familiarity when they are confident that the sense of 

familiarity is indeed caused by prior exposure - such as when they can remember being 

presented with a list of stimuli earlier in the experiment and can verify that at least some of 

those words are repeated on the basis of episodic recall. Since subjects in SME 

experiments tend not to have any awareness of the stimuli presented at the start of the 

experiment, they may be very reluctant to suppose that any sense of familiarity is due to 

prior exposure. Therefore they attempt to base their judgments that a stimulus has been 

presented before purely on episodically recalled information. An exception to this tendency 

may be demonstrated by the Merikle & Reingold (1991) study, in which recognition 

judgments climb above chance in the second block of trials. After a number of trials, 

subjects may become frustrated at their inability to perform the recognition task on the 

basis of episodic recollection, and so begin to use familiarity cues despite a lack of 

confidence that their sense of familiarity reflects prior exposure.

In general it seems that subjects try to adjust judgments usually based on perceptual 

fluency so as to discount the influence of extraneous factors influencing perceptual



fluency. Thus there is good evidence that subjects temper their judgments of preference if 

they have reason to believe they may be inflated by prior presentation of the stimuli. In a 

meta-analysis of research on the SME effect, Bornstein (1989) finds that the size of effect 

of prior presentation on preference judgments actually decreases with recognition 

accuracy (see p i96-197 in Bornstein, 1992a). This process of discounting perceptual 

fluency is critical to demonstrations of a qualitative difference in the processing of stimuli 

which are and are not consciously identified.

In cases where the subject believes that there is more than one cause of perceptual 

fluency (e.g. both their tendency to prefer some stimuli, and prior presentation), then their 

ability to disentangle the separate contributions to fluency seems to be dependent upon the 

availability of some independent basis for attributing fluency to one cause or another. The 

ability to episodically recollect the prior presentation of stimulus may provide a means of 

knowing that a word has been presented before, which is independent of judgments of 

familiarity - which are themselves influenced by perceptual fluency.

An instance in which no such independent basis is available can be seen in a second 

study by Bornstein & D ’Agostino (1990 conference proceedings, see p202-203 of 

Bornstein, 1992b). The experiment closely resembles a standard investigation into the 

SME effect: 60 subjects were shown 10 photographic stimuli presented 10 times each for 

5ms, and were then asked to give liking ratings (on a 9-point scale) to those stimuli and 

another 10 unfamiliarised stimuli. However there were three information conditions: One 

third of subjects were told that all the stimuli they were about to rate were new stimuli 

which had not been presented to them at all. Another third were told that all the stimuli 

they were about to rate had been presented to them during the initial familiarisation 

procedure. The remaining subjects were given no information about the stimuli - as in 

standard SME experiment designs. Subjects given the ‘new’ and ‘standard’ instructions 

showed similar rating scores, and tended to rate familiar stimuli higher than unfamiliar 

stimuli. Subjects given the ‘old’ instructions still rated familiar stimuli higher than 

unfamiliar stimuli, however their overall ratings were a point lower on the scale than 

subjects in the other groups. Subjects lacked any basis for knowing whether a stimulus



was presented previously other than perceptual fluency - since subjects claimed not to see 

the stimuli it can be assumed they could not episodically recall whether a stimulus had 

been presented before. Since they had to rely on perceptual fluency as a basis for their 

liking ratings, they could not avoid showing a strong effect of prior presentation, even 

though the belief that the stimuli were presented previously caused them to adjust their 

overall ratings.

In conclusion, it seems that a natural interpretation of findings for preference 

judgments is as follows: When subjects can episodically recollect information about 

stimuli, then they can adjust their ratings of preference stimulus by stimulus, and by doing 

this they cancel out the effect of prior exposure on judgments of preference. When 

subjects cannot episodically recollect which stimuli have been previously presented, then 

they cannot adjust judgments of preference so as to avoid showing an effect of prior 

repetition, although they may still attempt to compensate for the effect of prior exposure 

by adjusting overall ratings of preference.

The Jacoby & Whitehouse (1989) experiments appear to rely on closely related effects 

of repetition on judgments of familiarity. In one condition, when stimuli are heavily 

masked, subjects cannot avoid showing an effect of repetition on their judgments of 

familiarity, in the other condition, when stimuli are supra-threshold, subjects completely 

avoid showing the effect. It seems plausible to suppose that subjects cannot avoid showing 

the effect in the heavily masked condition because they cannot consciously identify the 

critical stimulus.

2.3.4.3 The Jacoby-Whitehouse Effect

Jacoby & Whitehouse (1989) investigated the effect of masked context words on 

subjects’ recognition performance for a list of briefly presented stimuli. In the first phase 

of the experiment 90 words were presented at a rate of one per second and subjects were 

told to read them silently to themselves so as to remember them for a later test of memory. 

In the second phase subjects were required to give old/new responses to target stimuli, 

50% of which were presented in the first phase. However 800ms prior to the presentation



of the target stimulus, either a masked context word or masked non-word string was 

presented. There were three context word conditions: Match, non-match and non-word. 

On the match trials the context and target words were identical, on non-match trials the 

context words were novel and unrelated. Thus on one third of trials the same word was 

presented twice, first masked and subsequently unmasked as the target stimulus. On other 

trials either a masked unrelated word or a masked string of meaningless letters was 

presented prior to the target stimulus.

In addition the degree of masking was varied between subjects. One group of subjects 

was given heavily masked (50ms and 17ms stimulus-mask onset asynchronies for 

experiments 1 and 2 respectively) context words, for the other group context words were 

lightly masked (200 and 600ms respectively). Subjects in the lightly masked condition 

were informed that a context word would appear, that on occasion it would match the 

target word, and they were asked to read it to themselves or out loud (experiments one 

and two respectively) and to attempt to remember it for a second recognition test. Thus in 

the light masking condition subjects were asked to remember context words, as well as 

giving old/new recognition responses to target words dependent upon whether or not they 

believed them to have been presented in the first phase of the experiment. No mention of 

context words was made to subjects in the heavily masked condition.

In the third phase of the experiment subjects in both masking conditions were shown a 

list consisting of context words used in phase two and completely new words. They were 

required to give old/new recognition responses to all the words on the list.

Jacoby & Whitehouse (1989) show a differential effect of match and non-match 

context words on recognition performance depending upon the masking condition. Of 

particular relevance is the pattern of performance for trials on which a new target word 

was presented (i.e. the pattern of false-alarm rates), however the same pattern is shown for 

stimuli which were previously seen. In the heavily masked condition subjects were more 

likely to judge a word old if a matched context word had been presented just before, as 

opposed to non-matched context words. This pattern of results was reversed for the 

lightly masked condition. Jacoby & Whitehouse (1989) interpret this data in terms of the



subjects’ attributions regarding the source of a sense of familiarity. In addition they argue 

that the difference in performance reflects a difference in the subjects’ awareness of 

context words. They cite two reasons for holding to this claim: (1) The qualitative shift in 

performance indicates that subjects performance on heavily masked trials is not subserved 

by conscious recognition of the primes, as performance is in the opposite direction for 

clearly supraliminal stimuli. (2) Performance on the recognition test for context words 

(phase three) provides converging evidence that subjects are not aware of heavily masked 

context words - their performance is at chance - whilst they are aware of lightly masked 

context words - performance is above chance.

Thus the experiment provides an example of a dissociation in performance plausibly 

associated with awareness of masked stimuli when subjects are trying to make recognition 

judgments on the basis of familiarity.

Two further investigations of the Jacoby-Whitehouse effect have been made by 

Bernstein & Welch (1991) and Joordens & Merikle (1992). Both these experiments 

replicate the main results of Jacoby & Whitehouse (1989) regarding the influence of 

context words on recognition performance (i.e. the results as they have been summarised 

here). However both studies take issue with the converging evidence used to establish that 

the heavily masked stimuli are perceived without awareness.

In appendix 9.2 it is argued that neither the recognition memory task promoted by 

Jacoby & Whitehouse (1989) and Joordens & Merikle (1992), nor the task promoted by 

Bernstein & Welch (1991) are suitable for providing evidence about the ability of subjects 

to consciously identify the context words. In fact I would argue that these papers all have 

a severe methodological flaw in that they propose measures of awareness which are not 

logically independent from the recognition task which shows the qualitative difference. 

Certainly the empirical evidence unequivocally suggests that this measure taps the same 

processes as the measures of awareness proposed by these researchers.

Despite the informal manner in which the information was collected, much more 

convincing and independent evidence of subjects awareness is provided the self-reports of 

the subjects. In Jacoby & Whitehouse’s (1989) experiment 2, in which the heavy masking



condition was 16ms, they tested some 24 subjects of which 8 reported seeing one or more 

context words. Importantly the analysis of this experiment presented in the paper left out 

those eight subjects, and therefore the relevant data pattern was demonstrated when no 

subject reported seeing a single context word. I would argue that this amounts to a quite 

conservative test of the hypothesis that conscious identification of the context words 

accounts for the performance seen. Empirical evidence presented in this thesis also 

suggests that few subjects are able to consciously identify words masked at 17ms more 

than a small percentage of the time, even when they are attempting to do so and are 

familiar with the stimuli. Thus there is strong evidence that the effect may occur in the 

absence of conscious identification of the context words.

Since the objections put forward by Joordens & Merikle (1992) and Bernstein &

Welch (1991) to the claim that the Jacoby-Whitehouse effect demonstrates a dissociation 

across awareness have been argued to be based on inappropriate measures of awareness, it 

seems reasonable to tentatively accept the hypothesis that Jacoby & Whitehouse 

demonstrated a dissociation in the processing of stimuli percieved with and without 

awareness.

2.3.5 Experiments demonstrating qualitative differences.

The Jacoby-Whitehouse effect (section 2.3.4.3) and the Murphy & Zajonc (1993, see 

section 2.1.1) paradigm have already been discussed as paradigms involving attributive 

effects which purport to demonstrate a qualitative difference between processing with and 

without awareness. It has also already been mentioned that since 1986, Merikle and 

colleagues have supported the use of this methodology as a method of demonstrating 

perception without awareness that avoids the standard criticisms. Merikle & Daneman 

(1998) make no mention of the Jacoby-Whitehouse effect, presumably because of the 

reservations expressed in the earlier paper of Joordens & Merikle (1992, see section

2.3.4.3 and appendix 9.2). However Merikle (1992) and Merikle & Daneman (1998) 

present a number of other paradigms as demonstrating qualitative differences between 

processing with and without awareness. The following sections briefly review some of 

these experiments. One experiment, Marcel (1980), is omitted from the main text, since it



is complex and no clear interpretation is possible. It is briefly reviewed in appendix 9.3. 

The purpose of these sections is to allow a more general treatment of the issues relating to 

experiments demonstrating qualitative differences, with particular reference to the 

interpretation given in the review papers of Merikle (1992) and Merikle & Daneman 

(1998). This treatment follows the sections reviewing the separate paradigms. Two of the 

paradigms reviewed, the Jacoby Exclusion Task and the opposition of Stroop and 

predictive effects, will be further investigated empirically in Chapters 4 and 5.

2.3.5.1 Groeger’s (1984) ‘Predominant Code’

Groeger (1984) examined the forced error responses of subjects when they were 

attempting to select the word just presented from a word matrix of 24 words. None of the 

words in the word matrix were identical to the target word presented, but all were related 

to it in some way. The principal findings concern the gross distinction between stimuli 

structurally related to the stimulus (of which there were 18 on every trial) and those 

semantically related to the stimulus (of which there were 8). Groeger presented target 

words at one of two thresholds: the recognition threshold, the point at which subjects felt 

they could identify the stimulus, and the awareness threshold, the point at which subjects 

felt they could perceive the presence of the stimulus.

Groeger used only eight target words, and for each of these he selected a paired 

associate of similar length, frequency and imageability. He then used a complex but 

ingenious and apparently rigorous method, which allowed him to determine thresholds for 

each individual target word and for each individual subject, but which did not involve the 

prior presentation of the target words themselves. Mean exposure duration was around 

10ms for awareness threshold and 40ms for recognition threshold. Each subject 

experienced only one masking condition (recognition or awareness threshold).

In addition Groeger was careful to take measures to avoid subjects responding if they 

knew that the briefly presented word was not in fact included in the word matrix. He 

informed subjects that the machine was prone to malfunction, and that if the word



presented was not included in the matrix they must report it at once. He discarded data 

from 3 of the 32 subjects tested because they made such reports.

Groeger found that when stimuli were presented at the awareness threshold, subjects 

chose semantically related stimuli more often than would be predicted by chance ( a chi- 

square was used). Conversely, when the stimuli were presented at the recognition 

threshold, more structurally related stimuli were chosen than would be predicted by 

chance. Groeger concludes: “These findings show clearly that processing of stimuli which 

people realize are present but which they cannot identify is predominantly structural...It 

appears that when a stimulus is presented outside a subject’s awareness the processing 

carried out is predominantly semantic.”

A careful reading of Groeger’s (1984) paper suggests that his results were obtained 

using an extremely precise and well-planned methodology. Groeger (1988) replicates his 

findings for the auditory modality.

Merikle (Merikle, 1992; Merikle & Daneman, 1998) groups Groeger’s findings of 

qualitative shift in performance with other experiments, and simply categorises the two 

conditions as involving awareness and a lack of awareness. However such a crude 

categorisation cannot be warranted. It is quite clear that none of Groeger’s reported data 

involved conscious identification of the stimuli by subjects, since in all cases subjects 

remained unaware of the exact identity of the stimulus. As will be seen, other experiments 

which Merikle cites demonstrate a qualitative shift in performance between stimuli 

presented above and below the threshold for conscious identification. Groeger’s 

experiment, on the other hand, informs us of a qualitative difference between the case in 

which the subject has partial awareness of the stimulus and the case in which the subject 

has no awareness of the stimulus whatsoever.

2.3.5.2 Stroop and Predictive effects

Merikle and colleagues (Cheesman & Merikle, 1986; Merikle, et al., 1995) have 

carried out a number of experiments investigating the separable influences of Stroop and 

predictive cueing effects on colour patch naming. A colour word was presented, either



masked or unmasked, prior to presentation of the colour patch. The predictive cueing 

effect can be achieved by manipulating the frequency of congruent and incongruent trials 

(Cheesman & Merikle, 1986). Thus in (Merikle, et al., 1995) a two-colour version of the 

Stroop was used and the colour word ‘red’ was followed on 75% of trials by the colour 

patch green, and only on 25% of trials by the colour patch red (the converse pattern held 

for the colour word ‘green’). The experiment involves two conditions: a supraliminal 

condition and a condition in which primes were masked at an SO A determined by 

subject’s performance on a separate task (the point at which unconscious influences were 

found to be maximal in the Jacoby Exclusion task, see below). In the supraliminal 

condition subjects showed a tendency to respond more quickly to incongruent than to 

congruent trials - thus showing that the predictive cueing effect was exerting a greater 

influence on behaviour than the more commonly observed Stroop effect. However in the 

masked condition subjects showed the opposite pattern - they responded faster to 

congruent than incongruent trials. Thus in this condition predictive cues did not facilitate 

performance, or at least exerted a much smaller influence than the Stroop effect. The 

results of these studies are covered in greater detail in a chapter 5.

The results are interpreted by Merikle (1992) as consistent with the claim that 

“awareness is a prerequisite for the initiation of a predictive strategy”. Merikle &

Daneman (1998) comment: “These results provide another demonstration of how 

unconsciously perceived information leads to automatic reactions, whereas consciously 

perceived information leads to much more flexible reactions.” However these studies do 

not provide evidence for a complete separation of the processes involved. The results from 

Cheesman & Merikle (1986) provide some evidence for predictive effects in the threshold 

masking condition. By contrast the results from Merikle et al. (1995) do not indicate the 

absence of predictive effects in the masked condition, only that the Stroop effect is the 

dominant one. Furthermore this study suffers from methodological short-comings because 

an inadequate number of training trials were used, and the masking conditions were 

blocked rather than intermixed (see chapter 5).



Findings from the implicit learning literature would suggest that conscious 

identification of the cueing information is not necessary for predictive effects to take place, 

and some studies have provided good evidence of this (e.g. Miller, 1987). The results of 

experiments investigating this paradigm presented in chapter 5 will undermine Merikle’s 

claim that awareness of cues is necessary for predictive effects to occur.

2.3.5.3 The Jacoby ‘Exclusion’ Task

The exclusion task is adapted from a methodology employed by Jacoby to measure the 

relative contributions of implicit and explicit memory to stem completion (Jacoby, Toth, & 

Yonelinas, 1993). The task as used by Merikle et al. (1995) works as follows: On each 

trial a masked word is presented (e.g. table). Then immediately afterwards a three-letter 

word stem is presented which matches the target word (e.g. tab....). Subjects are required 

to complete the stem with an English word; however they are instructed that they should 

not complete it with the target word presented (a suitable completion might be ‘taboo ’). 

The crucial finding concerns the rate at which subjects complete the stem with the target 

word presented: If subjects are following instructions and can clearly see the target stems 

then the proportion of trials on which the stem is completed with the target word should 

be zero, or just above zero due to slips of attention. Merikle et al. (1995) obtained a rate 

of 8% for their 214ms masking condition. However if subjects cannot identify the word 

then they will not be able to exclude it, and therefore an automatic tendency to repeat the 

word presented will tend to make them complete the stem with the target. This tendency 

can be identified by comparing completion rates for heavily masked conditions with the 

rate at which stems are completed with words identified as targets when no target is 

presented (the baseline rate). Merikle et al. (1995) found a baseline rate of 14%, and 

obtained completion rates of 18%, 19% and 16% for their 43, 57 and 71ms masked 

conditions respectively.

The Merikle et al (1995) experiment is based on a more complex study by Debner & 

Jacoby (1994) in which performance is compared between the exclusion and an inclusion 

condition: In the inclusion condition subjects are asked to complete stems with the target 

word if seen. By making assumptions about the similarity of the two conditions, equations



can be used to estimate the extent of conscious and unconscious processing. Debner & 

Jacoby (1994) use these estimates to compare processing under divided and undivided 

attention conditions. These results are reviewed at greater length in chapter 4.

This paradigm appears to concern a qualitative shift in performance between stimuli 

presented above and below the threshold for conscious identification, rather than the 

threshold for detection. This hypothesis is supported by the findings of chapter 4.

2.3.5.4 Forced-choice decision fo r Words and Non-words

Merikle & Reingold (1990) compare discrimination performance for trials on which 

subjects report that no stimulus has been presented with discrimination performance for 

trials on which subjects report a stimulus has been presented66. On each trial a word 

(experiments 1, 2 and 4) or non-word (experiments 3 and 4) was pattern masked and 

subjects then made two responses: A presence/absence decision followed by a two 

alternative forced-choice identity judgment (experiment 1,2 and 3) or a lexical decision 

(experiment 4).

Identity and lexical decision judgments were always found to be more accurate 

following ‘hits’ than ‘misses’ on the detection task. Identity judgments were also found to 

be above chance after ‘miss’ responses, although only for words (i.e. in experiments 1 and 

2, but not 3). In experiment four, the only experiment in which both words and non-words 

were presented, a signal detection analysis of the sensitivity (A’) of lexical decision 

judgments revealed above chance discriminations of lexicality for words vs. non-words 

and for words vs. blank fields, but chance performance for discrimination of non-words vs. 

blank fields (i.e. responses followed the same pattern for blank fields as for non-words, 

indicating that response bias accounted for correct categorisations of non-words).

These results constitute a partial replication of Marcel (1983)’s experiment 1 in which 

he showed that observers correctly recognized response alternatives either 

orthographically or semantically related to the target even when detection responses

66 This paradigm is analogous to the methodology for demonstrating ‘subception’ investigated by Ericksen 
(1956a; 1956b; 1960). See footnote 62.



indicated no sensitivity to the presence of words. These results were called into question 

by Fowler et al. (1981) who showed a similar effect to Marcel without presenting stimuli, 

suggesting the results were purely artifactual.

The authors propose that the experiment provides converging evidence that 

presence/absence may provide an adequate measure of awareness because of the 

qualitative shift in performance for identification of words and non-words with and 

without accurate detection.

The results do appear to demonstrate semantic analysis of words in the complete 

absence of visual awareness. They also indicate that partial visual awareness percept may 

be necessary for the correct identification of meaningless letter strings. Yet the authors do 

not clarify the sense in which they hope to demonstrate that presence/absence decisions 

constitute a measure of awareness. Their results suggest that presence/absence decisions 

may distinguish between the case in which the subject has no awareness of the stimulus 

and the case in which they have partial conscious information. However presence/absence 

decisions do not appear to be a good measure of conscious identification.

The adoption of this methodology might be interpreted as a retraction on the part of 

Merikle from his earlier position in which he both criticised the use of presence/absence 

detection measures and propounded the use of forced-choice identity judgments as a 

measure of awareness (Merikle, 1982, 1984 - see section 2.2.2). However Merikle makes 

no explicit statement to this effect, and it is interesting to note that these papers are not 

mentioned in his later reviews (Merikle, 1992; Merikle & Daneman, 1998).

2.3.5.5 Implications o f studies involving qualitative differences.

The most obvious failing of the treatment given by Merikle and colleagues (Merikle, 

1992; Merikle & Daneman, 1998) of studies involving qualitative differences is that they 

fail to distinguish between different thresholds for awareness. Studies demonstrating 

qualitative differences appear to inform two separate areas for research:-

1) Studies such as the Jacoby-Whitehouse effect and the Jacoby exclusion task can be

characterised as involving both an automatic process which occurs beneath the



threshold for conscious identification, and a deliberate process which over-rides the 

automatic process but which requires conscious identification of the prime. Thus in the 

Jacoby-Whitehouse effect the presentation of a matching context word just before the 

target increases subject’s perceptual fluency when perceiving the target, and in the 

heavily masked condition this increase in perceptual fluency influences their judgment 

of familiarity. Yet when they consciously identify the context words, they are able to 

discount the increase in perceptual fluency, and so do not show the same effect on their 

judgments of familiarity. In the Jacoby exclusion tasks the presentation of a masked 

word which can be used to complete the subsequent word stem tends to make subjects 

complete the stem with that word. Yet when they consciously identify the masked 

word, then they are able to follow the instructions which require them not to complete 

the stem with that word. The qualitative difference in processing which arises with and 

without conscious identification of a stimulus is the principal theoretical focus of 

Chapter 3.

2) Studies such as Groeger (1984) and Merikle & Reingold (1990) appear to concern the 

processes that take place prior to and partially independently of this process of 

conscious identification. Instead the qualitative difference in processing observed 

occurs over the detection threshold. These studies appear to indicate that semantic 

processing of a stimulus occurs when subjects cannot detect its presence, and therefore 

in the total absence of perceptual awareness. When subjects can identify the presence of 

the stimulus then subjects might be said to have partial conscious information about the 

stimulus. However it is not clear whether this partial conscious information is relevant 

to the processes underlying above-threshold performance (see appendix 9.4).

Merikle and colleagues (Merikle, 1992; Merikle & Daneman, 1998) characterise 

processes occurring above either the detection or the identification threshold, depending 

on the experiment, as conscious and those which occur below threshold as unconscious. 

The principle difficulty with this account is as follows: when subjects are between 

detection and identification thresholds (and may have partial conscious information about 

the stimulus presented), their state of awareness is classified differently depending upon



the experiment they are carrying out. Yet the processes which, for example, give rise to 

repetition priming effects in the Jacoby Exclusion task (see chapter 4) - and Merikle et al. 

classify as unconscious, may be just the same processes which give rise to structural 

priming effects in Groeger (1984) - and which in that context Merikle et al. classify as 

conscious. In the analysis of Merikle and colleagues, states which are classified as 

conscious (and unconscious) appear to be heterogeneous both with regard to their 

phenomenology and with regard to the cognitive processes operating!

It is possible to distinguish between the two areas for research above (1 and 2) on the 

basis of the (objectively specifiable) processes which are hypothesised to bring about the 

qualitative shift in performance in the two cases. However it should be noted that the 

distinction between these two areas was, in the first instance, motivated by a 

phenomenological distinction between partial awareness and full conscious identification.

It appears that Merikle and colleagues have overlooked a theoretically important 

distinction relating to the cognitive processes involved precisely because they have 

neglected subjective evidence.

The account given by Merikle and colleagues (Merikle, 1992; Merikle & Daneman,

1998) suffers from further difficulties. In addition to those specific to particular 

experiments, outlined above, their methodological approach suffers from a subtler 

theoretical difficulty. Holender (1986) criticises Dixon’s third criterion for demonstrating 

perception without awareness, the same methodology which Merikle (1992; Merikle & 

Daneman, 1998) supports, on the grounds that qualitative differences may occur over 

thresholds unrelated to awareness - he cites Neely (1977b) as an example. Given the „ 

possibility that any observed qualitative difference in performance may not be due to a 

difference in perceptual awareness, further evidence for the existence of such a 

dependency is required.

The problem can be partially overcome by adopting the approach suggested by Merikle 

& Reingold (1990): When a qualitative difference in processing is shown empirically to 

correspond to a putative measure of awareness then this provides ‘converging evidence’ 

both that the measure is a good measure of awareness, and that the qualitative shift occurs



over the threshold for awareness. However, even when such converging evidence is 

available, it remains possible that the qualitative shift in performance is not due to 

differences in perceptual awareness: the state of awareness and the qualitative shift in 

performance may be separable effects of an underlying cause67.

There is only one experiment demonstrating a qualitative shift in performance for 

which this objection does not seem plausible. That is the Jacoby Exclusion task (Debner & 

Jacoby, 1994; Merikle, et al., 1995). In this case the critical process of ‘excluding’ a seen 

word seems intuitively to be dependent upon the conscious identification of that word: 

One cannot avoid repeating the specific word presented when completing the three-letter 

stem unless one knows which word it is. The act of exclusion plausibly requires conscious 

identification because it is a highly deliberate act, which requires one to hold in mind the 

word presented and make a conscious effort to generate an alternative completion.

The process of discounting fluency, claimed here (see section 2.3.4.2) to be critical to 

the dissociation seen in Jacoby & Whitehouse (1989), might also be characterised as a 

deliberate act. However introspectively it does not appear to require the same conscious 

effort which exclusion requires. Furthermore it may be noted that whilst the instructions 

for the Jacoby Exclusion task specifically tell subjects to exclude seen stimuli, the 

instructions for the Jacoby-Whitehouse experiment do not make any reference to a 

deliberate process of discounting fluency - subjects simply display a tendency to do this 

when making the recognition judgment. Since the discounting of fluency is not a

prototypically deliberate or intentional act, the possibility should be considered that it may
68not be dependent, or may only be partially dependent , upon conscious identification.

For this reason the Jacoby Exclusion task forms a major empirical focus of this thesis. 

In Chapter 4 the Jacoby Exclusion task will be investigated by applying the same stringent

67 In fact this is just the possibility which is considered in appendix 9.4 -there is a possibility that the 
qualitative difference in processing observed by Groeger (1984) and Merikle & Reingold (1990) is only 
incidentally related to perceptual awareness. Similarly see the discussion of Marcel (1980) in appendix 
9.3.
68 Partial dependency would be explained by the partial independence of the triggering of the schema for 
discounting fluency from the rest of the SAS. Similarly many processes involved in driving may only be 
partially dependent upon conscious identification. See Shallice (1988b) and chapter 7.



methodological criteria which Merikle (1982, 1984) applies to measures of awareness. It 

will be argued that this task suffers from similar ‘difficulties’ to those which Merikle has 

associated with subjective report tasks. This observation will be used to support the claim 

that subjective measures of awareness are methodologically sound.

2.4 Constraining Perceptual Awareness
In section 2.1.2 it was observed that it is natural to equate awareness of information

with the availability of that information for report. From this identification it follows that a 

demonstration of perception without awareness should provide evidence that perceptual 

information has been processed, but that that information is not available for report. For 

reasons outlined in section 2.1.2, this has led to a theoretical focus on perceptual masking 

experiments as the critical test of the hypothesis of perception without awareness. In the 

first major part of this review, section 2.2, it was seen that a major methodological 

controversy has centered on the issue of what constitutes report. If the ability to 

discriminate stimuli at above chance levels is considered sufficient to demonstrate 

awareness, then the evidence for the hypothesis of perception without awareness is poor. 

However the supposition that we are always aware of stimuli which we can discriminate at 

above chance levels is not consistent with subject’s reports. This point has been 

acknowledged by critics of perception without awareness. It has not been considered of 

theoretical relevance because of a strong skepticism of subjective evidence, motivated only 

in part by well formulated methodological objections. It seems clear that when subjective 

evidence is taken into account, there is strong evidence for the hypothesis of perception 

without awareness. However an hypothesis which can only be validated by the use of 

subjective evidence is of little scientific value.

Retrospectively it appears clear that the equation of awareness with availability for 

report provides far too liberal a definition of awareness. It is perhaps not surprising that it 

has been hard to provide strong objective evidence for perception without awareness, 

when few, if any, principled constraints have been placed on the processing which is 

considered sufficient to make information available for report. It is suggested that, in order 

for research into perception without awareness to progress, some attempt must be made



to place constraints on the objective evidence which can be construed as providing 

information about the subject’s state of perceptual awareness. Ultimately, this will involve 

the construction of an information processing theory of perceptual awareness. However 

progress can be made, both towards such a theory, and in constraining the evidence for 

awareness, by attempting to identify and characterise cognitive processes which involve 

awareness.

The theoretical approach espoused by Merikle (Merikle, 1992; Merikle & Daneman, 

1998) is not adequate for this task: although it’s emphasis on experiments showing a 

qualitative difference in performance with and without awareness marks it as a 

considerable advance on some earlier approaches to the investigation of perception 

without awareness; the neglect of subjective evidence, motivated by Merikle’s (1982, 

1984) earlier work, leads to serious inconsistencies in the account.

It is suggested that there are two key methodological points essential to the 

identification of processes which involve awareness: (1) Tasks should be found which 

show a qualitative difference in performance plausibly associated with the presence and 

absence of awareness. Evidence of this sort is necessary, but not sufficient, to establish the 

existence of cognitive processes dependent upon awareness. (2) Subjective evidence must 

also be used in order to verify that putative processes are indeed correlated with a 

particular state of awareness (i.e. conscious identification), rather than another (i.e. partial 

awareness), and that those processes are actually dependent upon that state of perceptual 

awareness (e.g. rather than the state of awareness and the operation of those processes 

being concomitant effects of an underlying cause.)69 The next chapter sets out a possible 

approach.

69 As will be seen, there is more than one way in which subjective evidence can assist in verifying the 
dependency of a process on awareness. One method has already been outlined, and involves a subjective 
judgment as to whether the use of information is deliberate or not. A second method involves the 
experimental collection of subjective reports to investigate whether the reported contents of experience are 
related to the processing carried out.
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3.1 Introduction
This chapter outlines a framework for the investigation of perceptual awareness, and 

perception without awareness. The principal concern of this framework is the conscious 

identification of visually presented word stimuli. The framework aims both to inform 

experimental methodology and to direct empirical investigation towards the construction 

of an information processing theory of perceptual awareness. The central idea 

underpinning this framework is that, when information about the identity of a stimulus is 

used in one or more of a particular set of cognitive processes, called ‘higher-order’ 

processes, this requires conscious identification. The basic strategy adopted here is as 

follows: First, some well-specified core members of the set of higher-order processes are 

identified. Second, suggestions are made about some other cognitive processes which may 

form part of the set, but which have not yet been adequately specified. Third, criteria are 

identified for the inclusion of other processes into the set.

3.2 Conscious identification as the operation of higher-order processes

It is proposed that conscious identification occurs when information about the identity 

of a stimulus is used in any one of a set of higher-order psychological processes. The set 

of higher-order processes, so called because their operation is held to be dependent upon 

conscious identification of the stimulus, will be specified by reference to specific 

behavioural tasks, and the specification involves reference to both the behavioural 

performance which indicates the operation of that process and the phenomenology which 

occurs when the process operates. The rationale for specifying processes in this manner is 

discussed further below.



The set of higher-order processes are taken to include the following:

1. The process which underlies the ability to freely report the identity of an unanticipated stimulus 

at the time of presentation, and which occurs when we have the subjective sense of spontaneously 

recognising a stimulus.

2. Encoding of information about the stimulus in episodic memory; the process which enables the 

later process of retrieval which occurs when we have the subjective sense of recollecting the 

perceptual event, and which underlies the ability to retrospectively report the identity of the 

stimulus in a free-report task.

3. ‘Exclusion’ - the process used by subjects performing the Jacoby Exclusion task (see section

2.3.5.3 and chapter 4) which allows them to inhibit the inappropriate response, the naming of the 

presented stimulus, when performing the stem completion task; and which is accompanied by the 

subjective experience of intentionally attempting to generate a completion different from a word 

which is held in mind.

4. The process underlying the discounting of perceptual fluency due to repetition when making 

recognition judgments in the task used to demonstrate the Jacoby-Whitehouse effect (see section 

2.3.4.3), which allows subjects to avoid showing an effect indicating an increased sense of 

familiarity when the target stimulus is repeated, as opposed to when it is not. This process may be 

accompanied by the subjective sense of two distinct perceptual events in which the same word is 

seen, corresponding to the presentation of the stimulus both before and after the mask.

5. ‘Conscious reflection’ - the process which occurs when we have the subjective experience of 

reflecting upon the nature of a perceptual experience, and which underlies the ability to make 

judgments based on the nature of that experience (e.g. judgments of familiarity and perceptual 

clarity - see section 2.3.4).

6. ‘Meta-awareness’ - the process which occurs when we have the subjective sense of knowing that 

we have experienced a conscious perceptual event of seeing the stimulus (i.e. the thought ‘I was 

aware of x’), and which underlies the ability to categorise and report our own state of awareness.

These processes clearly differ considerably from each other. However the critical 

assumption is that they each contain a subprocess (Aj) which operates in an analogous 

fashion to the Aj’s of the other processes; when compared for instance with the 

subprocesses involved in the task of forced-choice discrimination below subjective



threshold. The other parts of the overall processes ( B j )  range in complexity, increasing 

from 1 through 6.

It is plausible that the Aj involve the use of related information processing mechanisms. 

However the term ‘cognitive processes’ is to be understood as referring to the operations 

involved in parts of the rough overall flow diagram of task performance. Thus exclusion 

(process 3 above) can provisionally be assumed to involve: (i) perceptual analysis of the 

stimulus (ii) process Aj (iii) the generation of an alternative response.

The set of higher-order processes are specified at this level for the straightforward 

reason that it is possible to give a sufficiently precise specification at this, psychological, 

level of description for experimental work of the type reported in this thesis to be carried 

out; whereas the specification of the mechanisms underlying these processes would require 

a more precise and detailed information processing theory than is currently available.

The behavioural tasks used in the specification of processes 1 -5 are all objective, in the 

sense that the subject is required to give a response which can clearly be seen to be right 

or wrong. Process 6 is not specified by reference to an objective task, since the task 

concerns a judgment about the subject’s own mental state. However behavioural evidence 

for the operation of that process might still be seen as objective in another sense: when a 

subject reports that they are aware, then the report is an objectively observable act. Thus 

all of these processes are specified by reference to objectively observable changes in 

behaviour. Reference is made to the phenomenology associated with the operation of 

these tasks for three reasons: (1) The tasks are essentially behavioural indicators of 

awareness, held to be more adequate than forced choice identification, however they are 

ultimately secondary to phenomenology (2) To make the specification of the process more 

precise (3) To aid in the identification of other higher-order processes whose specification 

may involve similar phenomenology.

Points (1) and (2) follow from the possibility that there may be unanticipated 

experimental conditions in which performance on the specified tasks is the result of 

processes which do not require conscious identification. Chapters 4 and 6 give empirical 

examples of cases in which performance is attributed to processes which do not belong to



the set of higher-order processes, yet which might be thought to be due to the operation of 

processes 3 and 1 respectively. In Chapter 4, which examines the Jacoby Exclusion task, 

evidence is presented that subjects adopt a strategy which lessens their chance of 

completing the stem with the stimulus presented, and yet which does not involve the 

process of exclusion. Thus the provisional flow diagram of subprocesses involved in 

exclusion presented above is seen to be insufficient. In Chapter 6 it is argued that when 

subjects are aware that one of a small number of stimuli will be presented, then above 

chance identification performance is not dependent upon conscious identification.

With regard to (3), there are a number of tasks which, partly on introspective grounds, 

might be thought to involve the operation of higher-order processes. The construction of 

precise behavioural paradigms for the investigation of these tasks may allow further 

higher-order processes to be specified. Tasks of the following sorts are likely to involve 

higher-order processes: problem solving, planning, reasoning, rule generation and 

verification70, inhibition o f prepotent responses, correction o f action slips, following  

instructions, and response to novel situations.

Criteria for acceptance of cognitive processes into the set of higher-order processes are 

discussed in section 3.4. The next section discusses the advantages of equating conscious 

identification with the operation of one of a set of higher-order psychological processes.

3.3 Advantages of the approach
The principle advantage of this approach is that it specifies tasks which satisfy

methodological requirements 1 and 2 raised in section 2.4. Furthermore it avoids a major 

difficulty associated with the equation of conscious identification with the availability of 

information for report, namely that the limitation on resources brought about by dual task 

situations may mean that subjects fail to report stimuli which they consciously identify (see 

section 2.1.2). This seems a plausible difficulty if one supposes that awareness merely 

arises because of perceptual processing alone. However it does not follow if conscious 

identification requires the operation of a higher-order psychological process. Empirical

70 Alternatively: hypothesis generation and verification. Processes of this sort may be of particular 
relevance to the implicit/explicit learning literature.



evidence supports the latter conclusion: Divided attention not only influences various 

types of report (i.e. processes 1,2,4 and 6), as suggested by Holender (1986), but it has 

also been shown to influence process 3. Debner & Jacoby (1994) show that a dual task 

condition greatly reduces the ability of subjects to exclude presented words (their measure 

of conscious processing), but does not influence estimates of unconscious perception (see 

chapter 4 for a fuller discussion of these results).

In addition it is claimed that the identification used in this approach sits well with some 

important intuitions about awareness:

A. The higher-level processes identified correspond much better to subject’s reported experiences, 

when contrasted to the forced-choice measures which are usually represented as being more 

scientific measures of awareness (see section 2.2.4). This account therefore presents a scientific 

method which can be better justified as concerning ‘awareness’.

B. The set of higher-order processes need not exclusively require verbalization. Apart from the 

possibility that completely new processes may be added, processes closely related to those specified 

as processes 1-4 may be involved in tasks which do not require language. For example one might 

freely report an unanticipated non-word stimulus by drawing it or pointing to a depiction of the 

stimulus (so long as the task is not forced-choice and a large number of alternatives are given), 

and this would require a similar process to 1. Thus the account offers the promise of being able to 

accommodate the demonstration of a dissociation between processes requiring and not requiring 

conscious identification in primates, pre-verbal humans and severe aphasics.

C. It is reasonable to suppose that the processes underlying introspection (e.g. processes 5 and 6) will 

operate (perform their function) more or less well under different circumstances. Thus the account 

accommodates the possibility, not just that we can be wrong about our own mental state, but also 

that it may be possible to establish different experimental conditions under which introspective 

evidence is more or less reliable. Put in philosophical terms, this means that introspective 

evidence, even when correctly interpreted, may still be misleading, because under some conditions 

our processing is disrupted in such a way that we do not even know what the experience we are 

having is like (see section 1.5).

D. The process of meta-awareness, process 6, is just one of the set o f higher-order processes: Thus on 

any particular occasion conscious identification may occur in the absence of meta-awareness. This 

is important, because it seems unparsimonious to suppose that we are always aware that we are 

aware - or in other words that we are always introspecting whenever we are conscious (see section
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1.8). Furthermore there could be grounds for claiming that organisms (e.g. infants) lacking process 

6 are nonetheless conscious or aware. Critically, however, the approach stands or falls by its ability 

to assist in the development of a satisfactory theory of awareness. This issue is addressed in chapter

7.

3.4 Specifying higher-level processes dependent upon conscious 
identification.

It has been argued that operationally defining conscious identification in terms of the 

availability of information to a set of higher-order processes will avoid many of the 

difficulties that have dogged the literature due to the poor specification of what 

constitutes awareness. It may be objected that this move simply transfers the locus of 

difficulty to the decision as to which higher-order processes are to be counted as requiring 

conscious identification. The explanatory power of distinguishing between cases in which 

conscious identification does and does not occur depends on the range of experimental 

situations in which evidence concerning the distinction can be collected. On the other 

hand, criteria for acceptance of a process cannot be too liberal, or else the definition will 

lose the advantage of constraining the evidence for conscious identification.

Specification of a process will involve the construction of a behavioural experimental 

paradigm, performance on which requires the process. For a specified process to be 

included in the set of higher-order processes, it should meet the criteria listed below:

1. The process should cohere with other higher-order processes in the measurement o f conscious 

identification.

2. It should be psychologically (see below) plausible that the process involves conscious identification.

3. It should be possible to integrate the process into a model of the information processing 

mechanisms underlying conscious identification.



Criterion (1) requires that there should be a close correspondence between the rates of 

conscious identification obtained from measurements based on the occurrence of the 

candidate process and other higher-order processes. This correspondence should hold 

across a range of stimulus presentation and attentional conditions. If major dissociations 

between higher-order processes occur, then correspondence with report measures in 

general (e.g. processes 1, 2, 6) and particularly with subjective reports (process 6), should 

be taken as critical - or the approach may need to be drastically revised or abandoned.

Criterion (2) also places an emphasis on subjective evidence, however at a more 

general level than criterion (1). Thus whilst criterion (1) requires correspondence with 

measures of conscious identification obtained from free report of the identity of the 

stimulus or a question such as ‘Were you aware of the identity of the word’, criterion (2) 

will tend to rely on more theory-laden subjective concepts, which are more open to 

differing construals, such as whether an action was ‘intentional’. This corresponds to the 

distinction between 2nd and 3rd order subjective judgments made in section 1.10. For a 

process to fulfill criterion (2) then a plausible psychological account should be given of 

why the task should be thought to involve conscious identification. (There is an implicit 

assumption that psychological accounts, at least of the sort referred to here, may and do 

rely on concepts which are at least partly understood subjectively. This position is argued 

for in section 1.8). This account may rely upon, or give rise to, a characterisation of a set 

of behavioural tasks involving conscious identification. Examples of criterion (2) are given 

below. Whilst this criterion can only be loosely defined, and cannot be considered a strong 

criterion (in the sense that it may be too easily met by inappropriate processes), there are 

reasons, presented below, for thinking it important.

Criterion (3) requires that the process can be incorporated into a theory of awareness 

that is specified at a more mechanistic level than the higher-order psychological processes. 

This model would be at least partially specified in terms of the computational mechanisms 

underlying conscious identification. Criterion (3) is of the greatest theoretical significance 

and must be considered the ultimate arbiter, however its application is bound to be



somewhat circular in practice as the development of such a theory will be constrained by 

empirical results of the sort under consideration.

It was mentioned above that criterion (2) is not a very strong criterion. This is because 

tasks which might plausibly be thought to require conscious identification can turn out to 

be influenced by non-conscious processes. For example it was seen in section 2.2.1 that 

Ericksen (1960) relied on the notion that any verbal response conveying information about 

stimuli indicated awareness of them; this position has been rejected (see section 2.2.4.4), 

largely on the grounds that criterion (1) is not met.

Similarly the argument for supposing that process (4), specified via the Jacoby- 

Whitehouse effect, involves conscious identification is not overwhelming. This is partly 

because the evidence that this process meets criterion (1) is only anecdotal (see section 

2.3.4.3). A plausible argument addressing criterion (2) can be constructed for this process 

on the basis of related experimental findings: The account offered in section 2.3.4.1 

concerning the relationship between perceptual fluency and report measures is supported 

by a large number and range of experimental results. The coupling of this body of evidence 

with the finding of a qualitative difference in performance between the heavily and lightly 

masked conditions, and the parallel between this finding and related findings for liking 

judgments (see section 2.3.4.2), is strongly suggestive. Thus it is the coherence of an 

account of a large number and range of behavioural findings which supports the claim that 

process (4) involves conscious identification.

However it is not intuitively obvious that process (4) involves conscious identification. 

One reason for this is that it is not clear that the critical process, involving correction of 

recognition responses, is intentional. Certainly subjects do not have to be instructed to do 

it, and they might well be surprised to find that the context words were influencing their 

judgments at all71.

71 It would be useful to collect self-report from subjects to verify this. This is the only process for which I 
have not had the experience of carrying out the task myself.



If criterion (2) is not strong, and if it cannot be well specified, then it may seem best to 

drop it altogether. However there are a number of reasons not to do this. Four reasons are 

discussed in the remainder of this section.

Firstly some processes may be discounted on the grounds that they intuitively do not 

require conscious identification. Chapter 5 further investigates a process put forward by 

Merikle and colleagues as requiring conscious perception (Cheesman & Merikle, 1986; 

Merikle, et al., 1995). This is the process by which a cueing stimulus which 

probabilistically predicts the target stimulus may facilitate response to the target (as shown 

by a faster latency for trials in which the predictive relationship holds as opposed to trials 

on which the relationship does not hold.) In their investigations, they presented evidence 

which suggested that this effect only occurs when the stimulus is consciously perceived. 

However it is intuitively implausible that conscious identification of cues is necessary in 

order for them to facilitate a speeded response. A typical counter-example in armchair 

discussions of consciousness is the case of the tennis player responding to a fast serve. 

Although the tennis player has conscious access to the cue, it is remarked that this 

awareness typically occurs after the return of service is actually made72. Considerations of 

this sort motivated the investigations presented in chapter 4, and evidence is presented 

there that the effect identified by Merikle et al. does not require conscious identification of 

the cueing stimulus.

Secondly there are some cases in which a strong argument can be given for inclusion of 

a process within the set. Thus for the Jacoby Exclusion task (see section 2.3.5.3) there are 

very good grounds for supposing the task involves conscious identification. This is 

because the instructions to perform the task may be understood as specifying the 

appropriate course of action as being dependent upon conscious identification. (Thus the 

appropriate task strategy may be understood as: i f  you see the masked word, then do not 

give it as a completion fo r  the stem, otherwise use the first word that comes to mind.) 

Although the instructions may be understood in other ways, such that subjects understand 

they should attempt not to use the masked word even when they cannot consciously

72 This example and claim has been put forward, for example, in talks by Prof. Jeoffrey Gray.



identify it, this gives rise to anomalous results, which, the empirical evidence suggests, are 

due to processes which may be distinguished from the critical process (see chapter 4). 

Thus, at least for this process, the argument fulfilling criterion (2) is so strong that it may 

be regarded as sufficient grounds alone for inclusion in the set of higher-order processes.

Thirdly, making explicit the basis of intuitions about why a given process may or may 

not involve conscious identification, provides an opportunity for opposing arguments to be 

presented. An example of this is given earlier in the review. Merikle (1984) adopted the 

curious position that self-reports are not good measures of awareness. Since the 

motivation for this position, namely that he was equating reported awareness with a signal 

detection task, could be inferred from his comments regarding task demands and 

‘confidence’, it was possible to present an argument undermining this position (see section 

2.2.4.1).

Finally, and most importantly, psychological accounts of specific processes will give 

rise to more general characterisations of tasks which involve conscious identification. 

General characterisations may both be productive experimentally and may inform models 

of the processes underlying awareness (criterion 3). A good example is the Jacoby 

‘Process Dissociation Procedure’ (Jacoby, 1991; Jacoby & Kelley, 1992; Jacoby, et al., 

1992), which has been highly productive experimentally in the investigation of conscious 

and unconscious influences on memory. The Jacoby Exclusion task (see chapter 4 and 

Debner & Jacoby, 1994; Merikle, et al., 1995) is an example of this procedure modified 

for the investigation of conscious and unconscious influences in perception. The general 

rationale of this procedure is to place an automatic unconscious influence (e.g. the 

tendency to complete the stem with the word shown) in opposition to an intentional 

strategy that relies upon conscious recollection or identification (e.g. excluding the word 

seen). The concepts employed to identify the two types of influence (‘automatic’ and 

‘intentional’) are informed by models of cognitive architecture (e.g. Norman & Shallice, 

1986), and the empirical findings from this procedure may further inform such models.

Thus there is an interaction between the psychological accounts fulfilling criterion (2) 

and the theoretical model of the information processing underlying awareness which



guides the application of criterion (3), which must be considered the crucial criterion. 

Some initial suggestions about the form of a theory put forward to guide criterion (3) will 

be made in chapter 7.

3.5 Is this approach falsifiable?

There is a danger that this framework may not be falsifiable. No commitments have 

been made about the physical mechanisms underlying conscious identification, and the 

open-ended specification of the set of higher-order processes may lead to the criticism that 

the account is too flexible in its ability to accommodate novel empirical findings.

This framework might be seen as a foil to the equally unfalsifiable behaviourist 

underpinnings which motivated the shift to objective measures of awareness. Part of the 

aim of all frameworks is to guide further refinement of experimental investigations of the 

phenomena. Whilst it has seemed intuitively obvious to many experimenters that whether 

or not we consciously identify a stimulus plays a critical role in how we carry out 

processes such as, say, those involved in planning and deliberate actions, there is a 

disproportionately small number of methodologies in the literature that actually address 

these issues. This appears to have been due to a feeling that a demonstration of perception 

without awareness which survives the criticisms put down by critics should first be 

established. This framework aims to redirect experimental work in perception without 

awareness towards the investigation of processes in which awareness seems to play a 

critical role. Earlier sections of the review have directly challenged some of the criticisms 

which have made this sort of investigation seem premature, the account given suggests a 

way in which these investigations can be directed and justified at the theoretical level.

Whether the characterisation of conscious identification presented here is accepted or 

not will depend upon the explanatory power of making a strong distinction between cases 

where conscious identification (as specified here) does and does not occur. This 

explanatory power may be seen as dependent upon two factors: The cohesion of the three



criteria for the selection of higher-order processes, and findings of dissociations between 

higher-order processes. The next few paragraphs deal with these two factors.

The specification of a set of processes opens up the empirical possibility of a 

demonstration of task conditions under which these processes dissociate (see e.g. Allport, 

1988). This would present a challenge to the coherence of the account, and would raise 

the question of which process constitutes the primary measure of conscious identification.

There is a limit to the number of processes which are likely to operate at any one time 

on a given piece of perceptual information, and so it has been stated here that the 

operation of any process in the set constitutes evidence of conscious identification. Indeed 

it is has been claimed that one of the advantages of the account is that, at any given time, 

some processes may occur in the absence of others (see section 3.3). Thus the 

demonstration that some animals or humans (e.g. infants and neuropsychological patients) 

may lack one or more higher-order process (e.g. meta-awareness), would not present a 

dissociation that would challenge the account. However a difficulty would be presented by 

the demonstration that processes which constitute conscious identification in a normal 

subject under prototypical conditions separate under certain task conditions. Thus if the 

rates of conscious identification measured using a free report task (process 1) and a 

reported awareness task (process 6) failed to correspond under certain task conditions, 

then this might present a challenge to the account given here. Individual higher-order 

processes have non-critical subprocesses (BO, e.g. process 2 is dependent upon memory 

retrieval, and dissociations plausibly associated with these subprocesses might be 

accommodated. However the demonstration of systematic differences plausibly associated 

with a critical subprocess (AO would necessitate that at least one of the processes be 

excluded from the set of higher-order processes. Excluding a process from the set of 

higher-order processes on these grounds would decrease the generality of the account, and 

may result in a lack of coherence between the three criteria. (Dissociations between the 

processes listed as 1 ,2 ,3  and 6 would be particularly damaging to this account.)

A lack of cohesion between the three criteria would undermine the notion that the 

account given could serve as a guide to further research. Thus if a situation developed in



which there was a strong model of cognitive architecture, which accounted for much of 

the behavioural and neurophysiological data, but which offered no basis for describing the 

psychological processes which met criteria (1) and (2) as sharing some common 

subprocess ( A j ) ,  then the framework should be abandoned. Similarly theoretical arguments 

that the criteria must dissociate could be used to undermine the model73.

73 Some philosophical arguments (for example see the essay ‘Mental Events’ in Davidson, 1980) appear to 
have been directed towards the claim that the psychological level of description cannot cohere with a 
causal account o f action. This argument might be adapted to provide an argument against the cohesion of 
criteria (2) and (3).
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4.1 Introduction
The Jacoby Exclusion task is of central importance to the literature on perception 

without awareness because: (a) the task is objective, and (b) intuitively the process of 

exclusion appears to be dependent on conscious identification. Other experimental 

methodologies which have been used in attempts to demonstrate, or question putative 

demonstrations of, perception without awareness may, and have, been seen as inadequate 

because they have either: (a) relied on subjective measures of awareness (e.g. Marcel, 

1983), or (b) relied on objective measures whose relation to awareness is either unclear 

(e.g. Bernstein & Welch, 1991; Jacoby & Whitehouse, 1989), or counter-intuitive (e.g. 

Cheesman & Merikle, 1984; Ericksen, 1960). These issues have been discussed in Chapter 

2 .

The Jacoby Exclusion task was developed as an example of the ‘process-dissociation- 

procedure’ (Jacoby, 1991; see also: Jacoby & Kelley, 1992; Jacoby, et al., 1993), as a 

methodology for identifying and measuring separable factors contributing to recognition 

memory performance. Two studies have employed this task to investigate perception 

without awareness: Debner & Jacoby (1994) and Merikle, Joordens & Stolz (1995). 

Debner & Jacoby (1994) make the point that there has a been tendency to equate a 

particular process, e.g. conscious processing, with a particular task, e.g. discriminative 

responding, in the literature addressing perception without awareness. Instead they 

suggest that performance on many tasks is subserved by more than one process, e.g..both 

by conscious and non-conscious processing. According to them, a central advantage of the 

process-dissociation procedure is that it allows the contributions from separate processes 

to be measured. Debner & Jacoby (1994) use a complex methodology, involving two tasks 

- the exclusion task and the inclusion task, in an attempt to measure the relative magnitude 

of conscious and unconscious perceptual influences under divided and focused attention 

conditions. Merikle et al (1995) use the exclusion task alone, in a more experimentally 

conservative attempt to demonstrate the presence of unconscious perceptual influences, 

and to find the masking conditions under which unconscious perceptual influences are 

maximal, relative to conscious influences.



This chapter presents the results of six experiments which attempt to inform theoretical 

and methodological issues relating to the use of the Jacoby Exclusion task to demonstrate 

the hypothesis of perception without awareness. The rationale and assumptions which 

support the use of the methodologies employed by Debner & Jacoby (1994) and Merikle 

et al (1995) will be carefully examined. The experimental evidence will be used to 

investigate the validity of the assumptions made. The close examination of this task will 

lead to two methodological points of central relevance to the historical debate concerning 

perception without awareness: (i) Debner & Jacoby (1994) and Merikle et al’s (1995) use 

of the Jacoby Exclusion task suffers from just the same objections which Merikle (1982, 

1984; Merikle & Reingold, 1991) has raised to the use of subjective report measures:- 

similar assumptions are required to support the claims that: (a) the Jacoby Exclusion task 

demonstrates perception without awareness, and (b) subjective report measures can 

demonstrate the absence of awareness, (ii) The use of subjective evidence, such as 

subjective reports of the contents of awareness, is necessary for the adequate investigation 

of the processes underlying performance on this task.

In addition experimental evidence will be presented which suggests that the processes 

which underlie the tendency to repeat a seen word are at least partially independent from 

the processes which underlie the formation of a conscious percept of a masked stimulus.

4.2 Debner & Jacoby ( 1994) and Merikle,  Joordens & Stolz  (1995)
In the Jacoby Exclusion task the subject is required, on each trial, to produce an

English word which begins with a three-letter stem. The three-letter word stem is clearly 

presented at the end of each trial. Prior to the presentation of the three letter word stem, a 

masked word is sometimes presented. Subjects are instructed that they should respond 

with any word except the masked word. Trials on which no masked word is presented 

(Merikle, et al., 1995), or on which the masked word does not begin with the stem 

presented (Debner & Jacoby, 1994), are used to calculate a baseline completion rate. This 

baseline reflects the tendency of subjects to complete the stem with the target stimulus, in 

the absence of any prior information about the identity of the target stimulus. When a 

masked word which matches the stem is presented, then it is hypothesised that two effects



work in opposition: (a) There will be an automatic tendency to repeat the stimulus word 

presented when completing the stem. This is the unconscious influence of perception on 

response (b) The subject will make a deliberate attempt, in accordance with the 

instructions, not to respond with the word presented. This is the conscious influence of 

perception on response.

Merikle et al (1995) measured completion rates across a range of SOA’s. The 

following table summarizes their results:

Table 4-1: Merikle et al (1995) Experiment 1

SOA
(ms)

Completions
(% )-'

Standard 
Error :■

Baseline 14 1.8
29 13 (not given)
43 18** 1.4
57 19* * 1.5
71 16 2.6
214 g** 1.5
(**mark SOA’s significantly different from baseline.)

At 214ms SOA, the completion rate was significantly below baseline. This indicates 

that subjects were following the instructions. At 43ms and 57ms SOA, the completion rate 

was significantly above baseline. Merikle et al (1995) interpret these results as indicating 

that unconscious influences were greater than conscious influences at 43 and 57ms SOA, 

and that conscious influences were dominant at 214ms SOA.

In two further experiments Merikle et al (1995) use the exclusion task to find an SOA 

for each subject at which ‘unconscious influences are maximal’. This ‘critical’ SOA is then 

used in a second experimental task carried out by the subject. Their experiment 2 

investigates Stroop and predictive learning effects (see Chapter 5). Their experiment 3 

investigates the Jacoby-Whitehouse effect (see Chapter 2). In both cases evidence is found 

of a qualitative difference in processing for the critical SOA as compared with a 

supraliminal SOA. These results are taken as converging evidence for the claim that the 

exclusion task can be used to identify the point at which unconscious influences are



maximal, and the claim that the same conscious and unconscious processes underlie 

performance on all three tasks.

In their experiment 1, Debner & Jacoby (1994) use only two SOAs, 50ms and 500ms. 

However they obtain the same critical pattern of results for exclusion task performance: At 

50ms the completion rate is significantly above baseline, and it is significantly below 

baseline at 500ms SOA. They also use an inclusion task, in which subjects are required to 

complete the stem with the target stimulus, as opposed to the exclusion instruction to 

complete the stem with any English word other than the target. Given inclusion and 

exclusion task performance, and making certain assumptions about the (similarity of the) 

processes underlying performance on each task, they use some simple equations to 

estimate Conscious and Unconscious influences of perception. These equations are 

presented in section 4.10. The following tables show the completion rates in inclusion and 

exclusion, and Debner & Jacoby’s (1994) resulting estimates of conscious and 

unconscious perception for their experiment 1.

Table 4-2: Debner & Jacoby (1994) Experiment 1 - Inclusion and Exclusion completion rates

I SOA (ms) Inclusion Exclusion j
50 61 51

! 500 95 15
Baseline completion rate = 34%. All cells differ significantly from baseline.

Table 4-3: Debner & Jacoby (1994) Experiment 1 - Estimates o f  conscious and unconscious processing

! SOA (ms) Conscious Unconscious 1
j 50 10 58
! 500 80 76

Estimates of unconscious processing to be compared with baseline = 34%

In three further experiments, Debner & Jacoby (1994) use only a single SOA (150ms, 

100ms & 87ms for experiments 2, 3 & 4), but use both focused and divided attention 

conditions. Two single digits are displayed at the same time as and flanking the target 

stimulus. In the divided attention condition subjects are required to report the sum of these 

digits before making the completion response. The three experiments show a consistent



pattern of results. Three points are of relevance: (i) In the full attention condition, the 

exclusion completion rate is consistently lower than the baseline rate. This indicates that, 

under full attention, conscious influences are dominant for SO As 87-150ms. (ii) In the 

divided attention condition, the exclusion completion rate is consistently higher than the 

baseline rate. This might be taken to indicate that dividing attention makes unconscious 

influences dominant for the same SOAs. (iii) The Debner & Jacoby (1994) estimates of 

conscious and unconscious processing indicate that (a) Conscious processing is strongly 

affected by the attentional manipulation (b) Unconscious processing is not affected at all 

by the attentional manipulation.

Debner & Jacoby (1994) take finding (iii) to provide strong convergent evidence for 

the validity of their procedure for calculating the separate influences of conscious and 

unconscious processing; on the grounds that the observed dissociation supports the claim 

that the processes measured are independent.

4.3 Objective and Subjective
Do these experiments provide strong evidence for perception without awareness? Both

Merikle et al (1995) and Debner & Jacoby (1994) provide converging evidence from their 

other experiments which helps to support the claim that the exclusion task is affected by 

unconscious influences. However, as the authors of both papers acknowledge, this 

evidence cannot be considered conclusive. Furthermore the results summarised in Table 4- 

1 and Table 4-2, can only be taken to support the hypothesis of perception without 

awareness on the assumption that subjects consistently follow, or do their best to follow, 

the exclusion task instructions. The finding that completion rates are below baseline at 

long SOAs indicates that subjects do follow the instructions, however this finding does not 

indicate that subjects follow them consistently. The critic of perception without awareness 

might interpret the evidence that subjects show above baseline completion rates at the 

lower SOAs, not as evidence of unconscious influences, but rather as evidence that 

subjects do not follow the instructions in that condition.

This objection is not properly considered by either Debner & Jacoby (1994) or by 

Merikle et al (1995). There may be a simple reason for this: The fact that at low SOAs (or



under divided attention conditions) subjects fail to exclude the stimulus presented can not 

in /^ //co n s titu te  an objection to the experiments. The very assumption underpinning 

these experiments is that stimuli perceived without awareness cannot be excluded, and that 

in this case subjects would be incapable of following the instructions.

However it is possible to make good sense of this objection if a distinction is made 

between objective and subjective construals of the instructions. The objective construal of 

the instructions sees them as specifying a state of the external world which is the goal 

state. The explicit statements of the instructions reported in the papers by Debner & 

Jacoby (1994) and Merikle et al. (1995) are objective: The subject is told that the goal of 

the exclusion task is to provide a completion response that does not match the target word 

presented. The subjective construal of the instructions sees them as specifying a course of 

action which is dependent upon the subject’s own mental state. For instance, the subject 

might interpret the instructions as requiring the following: (i) When they see a word, they 

should make sure that their completion response does not match that word (ii) Otherwise 

they should give the first completion that comes to mind. Although the instructions are 

stated with an objective interpretation, it seems reasonable to suppose that it is the 

subjective construal of the task which is critical to determining performance.

It cannot be argued that the experiments are artifactual because subjects fail, under 

some conditions, to achieve the objective goal of the exclusion task - since this is entailed 

by the experimental hypothesis. However it can argued that the experiments may be 

artifactual because subjects have failed to follow the instructions, as subjectively 

construed74. For instance, it is possible that subjects may have intentionally completed the 

stem with a stimulus which was presented. If this occurred frequently when words are 

presented at low SOAs, then this could give rise to artifactually inflated estimates of 

unconscious processing. Furthermore the distinction between objective and subjective 

construals of the instructions raises an important issue: What subjective construal of the 

task do subjects actually adopt?

74 This may present a conundrum to the critic of perception without awareness, at least in so far as they 
are skeptical of subjective evidence. They are either forced to give up this intuitively plausible objection, or 
else they are forced to concede that the task can be meaningfully specified in terms of subjective states.



The next section will first make the case that the exclusion task may be influenced by 

complex factors, very closely related to the psychological factors which have historically 

been associated with subjective report measures. It will then be argued that the subjects of 

Debner & Jacoby (1994) and Merikle et al (1994) may have actually understood the task 

they were performing, not as objectively specified, but as subjectively specified. In other 

words they may have understood the goal of the experiment as being contingent upon a 

judgment they make about their own state of awareness. It is argued that the exclusion 

task can only provide a stringent test of the hypothesis of perception without awareness 

when this possibility can be ruled out. In section 4.5 a strategy for achieving this will be 

suggested: Subjects can be shown to treat the exclusion task as an objectively specified 

task, when there is evidence that their attempts to avoid giving a response which matches 

the target displayed are not contingent upon conscious identification. (In other words, 

when it can be shown that their subjective construal of the instructions indicates that their 

attempts to exclude the stimulus are not limited to the case in which they believe they have 

consciously perceived it.)

4.4 Problems of subjectivity
Reingold & Merikle (1990) write “Statements expressing no subjective confidence may

simply reflect biases introduced by either the experimental instructions (i.e. demand 

characteristics, in psychological jargon) or an individual’s preconceived ideas concerning 

the value of particular types of perceptual experiences for making decisions.” Because of 

these difficulties Merikle and others (including Debner & Jacoby, 1994) conclude that 

subjective measures cannot reliably establish the absence of awareness, and that the use 

subjective report measures should be avoided. (Statements to this effect can be found in: 

Cheesman & Merikle, 1984; Merikle, 1982; Merikle, 1984; Merikle, 1992; Merikle & 

Daneman, 1998; Merikle, et al., 1995; Merikle & Reingold, 1992). Yet it is reasonable to 

suppose that performance on the Jacoby exclusion task is influenced by similar factors. 

Consider the following points:

1. It is intuitively highly plausible, and an assumption of both Merikle et al (1995) and Debner & 

Jacoby (1994), that subjects can only ‘exclude’ a word whose identity they are holding in mind.



However various motivational and experimental factors are likely to determine whether or not 

subjects hold a word in mind, for instance: the focus of visual attention, the effort they put into 

attempting to recover a percept of the stimulus, whether they use the three-letter stem (which 

appears after the masked stimulus) as a cue to help them to recover a percept of the stimulus, their 

efforts not to forget the identity of the stimulus they have seen. In turn these factors are likely to be 

influenced by such factors as: what the instructions are understood to require, motivation to 

comply with those requirements, subjects beliefs about the frequency with which stimuli are 

presented, their faith that percepts held with little confidence may still be veridical, and whether 

or not they believe that, in the absence of a visual percept, the first word which they can think of is 

likely to be the stimulus presented. In other words it is plausible that the tendency for subject to 

engage in the act of exclusion is likely to influenced both by their own beliefs and by the demand 

characteristics of the task.

2. When subjects cannot recover a veridical visual percept of the word, then they may nonetheless 

have partial conscious information about the stimulus presented (Fuhrer & Ericksen, 1960), or 

they may have a non-veridical representation of the stimulus (see chapter 2). This information 

might have two different effects: (a) It may cause subjects to engage in processes related to, but not 

identical to, the exclusion of a consciously identified word. For instance they may have 

information about the length of the word displayed, or they may believe that certain letters were 

part of the stimulus. Subjects may use this information to guide their response, e.g. they may 

attempt to generate a word which differs in length from the stimulus displayed. If and when the 

subject has a non-veridical percept, then they may attempt to exclude a word which did not 

appear. It is also possible that, if the subject forms the belief that the stimulus presented may have 

been one of two or more alternatives, then they may attempt to exclude more than one word, (b) 

Partial conscious information and non-veridical percepts may prime the completion response 

given. If the word ‘table’ is displayed, the subject may believe they have seen the words ‘cable’ or 

‘able’, or just the letters ‘le’. When they come to generate a completion to the stem ‘tab...’ then 

this conscious information may prime subjects to respond ‘table’. This would have the reverse 

effect on completion rates to (a) above, and might lead to above-baseline completion rates which 

result from conscious information.

The factors influencing performance on the Jacoby exclusion task are thus potentially 

complex. Nonetheless, these complicating factors are only possibilities. What reasons are 

there to suppose that the exclusion task, as used by Debner & Jacoby (1994) and Merikle 

et al (1995), was influenced by factors such as these? The following considerations make it 

plausible that such factors were relevant:-



A. It is often difficult to think of a completion for a three letter word stem. Informal observations 

indicate that excluding a particular word makes this task even more difficult. This observation is 

supported by the claim, made for a related task, that the suppression of prepotent responses is 

effortful (e.g. see the analysis of the Hayling task in Burgess & Shallice, 1996a). To 

avoid extra effort, subjects may attempt to avoid having to exclude a word: perhaps by paying less 

attention to the stimuli, or by making no effort to ‘see’ heavily masked words.

B. Merikle et al (1995) compound this difficulty by requiring subjects to provide a completion 

response which is recognised by the computer. If the computer does not recognise the response 

given, then the subject is required to give another response, etc., until the computer recognizes the 

word supplied. This creates two potential difficulties: (i) Subjects may forget the stimulus 

displayed, (ii) Subjects may not be able to think of a word other than the one they have seen. Thus 

they may, especially if they have low confidence about the stimulus seen, intentionally break the 

instructions in order to move on to the next experimental trial.

C. Debner & Jacoby (1994) require that all responses are five-letter words, and subjects are given 7.5 

seconds to respond. The requirement to limit responses to 5-letter words makes the task 

considerably more effortful. As in B(ii) above, subjects may say the word they see in order to avoid 

missing too many responses.

D. Debner & Jacoby (1994) had to omit data from nearly 10% of their subjects (8 from a total o f 92) 

from their analyses because these subjects showed a consistently high completion rate in 

exclusion. This suggests that some subjects were not following the instructions closely. The 

instructions may not have adequately stressed the requirement not to repeat the masked word in 

exclusion.

E. Both Merikle et al (1995) and Debner & Jacoby (1994) show an above-baseline completion rate at 

or around 50ms SOA. This masking SOA far exceeds the thresholds for awareness found for other 

experiments in the literature (e.g. Dagenbach, et al., 1989; Groeger, 1984; Kemp-Wheeler & Hill, 

1988; Marcel, 1983). There is good reason to suppose that subjects would have partial conscious 

information concerning the stimuli presented, and that they would be able to discriminate the 

identity of those stimuli at above chance levels.

Neither Debner & Jacoby (1994) nor Merikle et al (1995) report interviewing their 

subjects at the end of the experiment to ask them how they had carried out the task, and 

whether or not they had intentionally broken the instructions. Point (D) suggests that this 

would be a sensible precaution. No discussion of error responses is given in either paper.



Thus it is not clear how often subjects failed to give a response, or had to make many 

attempts to provide a valid response. Point (A) illustrates that the basic demand 

characteristics of the exclusion task would encourage subjects not to exclude stimuli which 

they might be able to identify. In addition both experiments employ procedures which 

compound this difficulty (B and C). One possibility is that the experimenters introduced 

these procedures in order to prevent subjects from adopting strategies which do not 

involve the process of exclusion, e.g. in Debner & Jacoby (1994) 5-letter responses may 

have been required because subjects might have adopted the strategy of giving longer 

responses in exclusion which they knew would not match the 5-letter target words. This 

would simplify the analysis and explanation of performance. However the introduction of 

these procedures increases the possibility that subjects may break the instructions either 

deliberately, or through negligence (i.e. by allowing themselves to forget the word 

presented, or by ignoring stimuli which they did not confidently identify). Indeed in the 

experiments reported here, which place far fewer constraints on subjects than previous 

studies, many subjects complained that it was often very hard to think of an alternative 

completion response when they were already holding a word in mind.

In general the experiments reported in the literature have not adequately established 

that subjects understood and complied with the exclusion task instructions in the manner 

which would be required to provide a stringent demonstration of perception without 

awareness. In particular there is no evidence which supports the claim that subjects 

understood the task to be objective. In other words there is no evidence that subjects 

understood they should, in all cases and regardless of what they judge their mental state to 

be, attempt give a response which does not match the stimulus presented. Subjects may 

have understood that, if and only if they are aware of the stimulus, should they avoid 

giving a response which matches it. When presented with a heavily masked stimulus, 

subjects may have fe lt that they did not need to attempt to exclude that stimulus, since 

they judged themselves not to be aware o f it. It might even be claimed that the 

experimenters hinted to subjects that they should take this course of action, by stating that 

they should use ‘the first word that comes to mind if no stimulus has been presented’ 

(Debner & Jacoby, 1994). This instruction is potentially misleading. It suggests to subjects



that they should adopt a strategy which might be expected to increase the probability that 

they will give a response which matches the stimulus displayed. The instruction is at 

variance with the objective goal of the task, and therefore it might encourage 

psychologically astute subjects to understand the task to be subjectively specified.

If subjects understand the exclusion task instructions as specifying a course of action 

which is contingent upon their mental state, then the resulting evidence for perception 

without awareness will suffer from just the same difficulties which have been historically 

associated with introspective report measures. In particular the task, when understood as 

subjectively specified, leaves the subject to decide their own criterion for response 

(Ericksen, 1959). It might even be argued that the exclusion task suffers from greater 

difficulties than introspective report tasks: there is, in general, no strong reason for 

subjects not to report their own mental state veridically; yet the task demands associated 

with the exclusion task might motivate subjects to judge themselves not to be aware 

whenever possible.

4.5 A strategy for overcoming the problems of subjectivity
The only clear way of showing that subjects understand the exclusion task to be

objectively specified is to show that, in order to avoid responding with the stimulus shown, 

they adopt strategies unrelated to the experimental hypothesis (e.g. attempting to avoid 

completing the stem with a word of the same length as the stimulus presented when they 

have partial conscious information). Inevitably, these strategies would complicate the 

analysis and explanation of performance. Debner & Jacoby (1994) and Merikle et al’s 

(1995) use of procedures which prevent subjects from adopting strategies other than that 

involved in conscious exclusion may simplify the interpretation of results, however it can 

be seen to suffer from two methodological disadvantages: firstly the procedures make the 

task more effortful, and may therefore encourage subjects to deliberately break the 

instructions, and secondly it does not allow evidence to be collected which can be used to 

demonstrate that subjects understand the task to be objectively specified.

The experiments of this chapter differ from the designs used by Debner & Jacoby 

(1994) and Merikle et al. (1995) on the following points:



• The criteria for valid completion responses were laxer: Responses could be between 4 
and 10 letters in length (instead of 5 letters only or 4 to 8 letters). There was no time 
limit on response. Subjects were not asked to give another response if the response 
given was not a suitable English word. In addition subjects could skip a trial if they 
could not think of a valid response.

• A strong emphasis was placed on the requirement not to repeat the stimulus presented 
when performing the exclusion task. This point was repeatedly stressed in training, and 
understanding of this requirement in particular was checked before experimental trials 
were initiated by asking subjects more generally about their understanding of the 
instructions. At the end of the experiments, after subjects had been paid, they were 
asked whether there was any occasion on which they believed they had responded with 
the stimulus presented in exclusion.

• In some experiments subjects were required to report what they had seen on every 
trial, or if they felt that had seen a word but forgotten it. This secondary task might be 
expected to have encouraged subjects to attend closely to the masked stimulus, rather 
than ignoring it or allowing themselves to forget it.

4.6 Introduction to the experiments
Six experiments were carried out which employed the exclusion task in an attempt to

investigate the evidence for unconscious processing. The experiments are referred to by a 

number which corresponds to the order in which they were carried out. Analyses were 

carried out for each experiment, as well as for grouped data. For the purposes of clarity of 

exposition the results from these experiments will be presented and discussed according to 

the issue being addressed, rather than separately and in order. Thus the following sections 

discuss (1) the attempt to demonstrate unconscious processing by showing an above 

baseline completion rate in exclusion (the methodology of Merikle et al, 1995), and (2) 

whether subjects demonstrate that they have understood the exclusion task to be objective. 

Some results and subsidiary analyses can be found in appendices, and where relevant are 

referred to in the main text. The remainder of this section briefly outlines the aims and 

methods of the six experiments. The exact experimental protocols for each experiment can 

be found in Appendix 10.1.

Experiments 1 and 2 used both inclusion and exclusion tasks across a range of SOAs. 

The purpose of these investigations was to replicate the investigations of both Debner & 

Jacoby (1994), who used inclusion and exclusion conditions but only two SOAs, and



Merikle et al (1995), who used the exclusion condition alone across a range of SOAs. The 

principle differences between the investigations reported here and those in the literature 

was (a) The use of laxer criteria for completions, and (b) The strong emphasis placed on 

the instruction not to repeat the stimulus presented in the exclusion condition (see section

4.5 above). In addition in experiment 2, subjects were required, after they had made their 

completion response, to report their awareness of the masked stimulus according to 

following categories. Subjects were asked whether they were aware: (i) Of seeing a 

masked word (ii) Of the presence of a stimulus or of partial conscious information, but not 

of a word (referred to as seeing ‘something’) (iii) Of nothing.

Experiments 3 and 4 used the exclusion task alone across a range of SOAs. The 

purpose of these experiments was to make a more detailed investigation of the relationship 

between exclusion performance and reported awareness. In these experiments subjects 

were asked to report the actual content of their perceptual experience of the masked 

stimulus - i.e. the word presented or any letters they felt they had seen. Experiment 3 was 

also used to get a more detailed picture of error responses, and used extensive training 

trials to ensure that subjects understood the instructions correctly. In experiment 4 

subjects experienced two report conditions: they either reported their awareness of the 

masked stimulus immediately after it had been presented, and prior to the presentation of 

the three letter word stem and their subsequent completion response; or else they reported 

their awareness of the masked stimulus after the three letter word stem had appeared and 

they had made their completion response (as in Experiment 3). The principal aims of this 

manipulation were to investigate (i) whether the act of giving a completion response 

caused subjects to forget information about the masked stimulus, and (ii) whether the 

three letter word string aided identification of the masked stimulus.

Experiments 5 and 6 used the exclusion and inclusion tasks to investigate the influence 

of visual attention on estimates of conscious and unconscious processing. No report task 

was used. The masked stimuli were presented to the left or right of a central fixation point 

(at 2-3 degrees visual angle). 175ms prior to the presentation of the masked stimulus, a 

rectangle was displayed either to left or right of fixation. The rectangle would either



appear on the same side as the word stimulus (valid trials), or on the opposite side 

(invalid). Valid and invalid trials occurred with equal frequency. The aim of these 

experiments was to investigate the effect of the valid/invalid manipulation on inclusion and 

exclusion performance.

4.7 Exclusion Task Performance
Table 4-4 summarizes exclusion performance for all experiments. The figures quoted

are the percentage of trials on which subjects completed the stem with the target stimulus, 

whilst following the instructions to exclude the stimulus presented.

There was little evidence that exclusion performance exceeded the baseline completion 

rate for heavily masked SOAs. The cells which showed an above baseline completion rate 

were: experiment 3 at 33ms, experiment 4 report first condition at 50ms, experiment five 

invalid condition at 50 and 250ms, experiment 6 invalid condition at 120ms. None of these 

values were found to be significantly above baseline (p < 0.05). This result is at variance 

with the findings of both Debner & Jacoby (1994) and Merikle et al (1995), whose 

exclusion rates for SOAs 43-57ms significantly exceeded baseline rates (Merikle et al also 

found a non-significant above baseline rate at 71ms SOA). Thus no evidence of perception 

without awareness was found using the methodology of Merikle et al (1995).

There appear to be two plausible explanations for the discrepancy between the results 

reported here and those reported in the literature: (1) Subjects may have consciously 

identified words with a higher frequency in these experiments, thus reducing completion 

rates. (2) Subjects may have carried out the task differently, possibly as a result of the 

strong emphasis placed on the instruction not to respond with the stimulus presented.

These explanations are not completely independent, since subjects carrying out these 

experiments may have (a) devoted more attention to attempts to recover a visual percept 

of the masked stimulus, and (b) relied to a greater extent to use the three-letter word stem 

to aid recovery of a percept of the stimulus. However, there is no reason to suppose that 

the subjects of experiments 3 and 4 would have had more visual information available to



Table 4-4: Exclusion perform ance fo r  a ll experiments

E xperim ent 1
Baseline 7.8
33 5.6
50 4.8
83 3.0
200 1.8
E xperim ent 2
Baseline 13.9
17 10.3
33 10.0
50 8.6
102 3.9
E xperim ent 3
Baseline 12.4
33 13.5
50 12.4
67 11.1
83 9.0
210 2.8
E xperim ent 4 Exclude 1st Report 1st
Baseline 11.7 11.1
50 8.9 ! 12.8
67 5.6 6.7
83 3.9 5.0
210 0.6 I 0.0
E xperim ent 5
Baseline 10.1
50 Invalid 10.4
50 Valid 9.7
250 Invalid 10.4
250 Valid 2.8
E xperim ent 6
Baseline 21.3
120 Invalid 22.8
120 Valid 16.8

...them at the same SOA than in Merikle et al (1995), since the presentation conditions 

were identical to those reported in their paper. Indeed findings from the phenomenal 

report task used in experiment 3 indicate that subjects could only correctly identify stimuli 

on 4.4% of trials at 33ms SOA, and on 24% of trials at 50ms SOA (see Table 4-19 in 

section 4.19). Experiments 1 and 2 were carried out on a M ac Classic using a white 

background with black letters, as opposed to the black background with gray letters used



in Merikle et al (1995) and experiments 3 to 6. This difference in presentation conditions 

may have resulted in subjects being better able to identify the masked stimuli. Nonetheless 

an analysis of both inclusion and exclusion performance, using modified versions of the 

Jacoby equations, indicates that unconscious influences were maximal at 50ms and above 

for experiments 1 and 2 (see section 4.17). This is the same masking range at which 

Merikle et al claim unconscious influences are maximal, on the grounds that completion 

rates exceed baseline levels. Finally evidence from experiments 3 and 4 suggests that the 

greatest priming effects occurred when partial information was available concerning the 

identity of the prime, and that partial information was maximal at around 50ms SOA (see 

section 4.19). This is consistent the claim that the discrepancy between these results and 

those reported in the literature are due to differences in the way subjects carried out the 

task, and in particular how they used partial conscious information.

In summary it does not seem plausible that the failure to show a completion rate 

significantly above baseline levels in these experiments is due to the increased availability 

of perceptual information. In contrast, there was good evidence that subjects adopted 

strategies, of the sort alluded to earlier, to help them avoid responding with the stimulus 

presented, other than excluding consciously identified stimuli.

4.8 Strategies for complying with exclusion instructions
Questioning of subjects provided some highly anecdotal evidence that subjects

understood the exclusion task to be objectively specified. The most extensive questioning 

of subjects was carried out in experiments 3 & 4. A reasonable proportion75 of subjects 

(i.e. > 10%) reported adopting at least one of a number of strategies for avoiding 

repeating the stimulus presented. These included attempting to give a completion of a 

different length from the length they surmised the stimulus to have. The most prevalent 

strategy reported by subjects was that they attempted to give unusual, long, or otherwise 

improbable (e.g. adding an ‘s’ to make nouns plural) words in exclusion. Objective 

evidence for this tendency is reported below. Another suggestive observation arose from

75 Unfortunately I have misplaced some of the records made of subject’s reports from experiments 3 & 4, 
perhaps as a result of earlier skepticism about the acceptability of post-hoc reports. Only partial records 
remain.



asking subjects, at the end of experiments 1 & 2, whether or not they thought they had 

completed the stem with a word presented. Subjects frequently responded that they 

thought they had. When questioned further, these subjects stated that they did not know of 

a trial on which they might have done this, because they had not intentionally broken the 

instructions - i.e. completed the stem with a word they knew to have been presented. This 

question was re-phrased for experiments 3 & 4, and subjects were asked whether they had 

ever completed the stem with a word they had seen. However the earlier difficulties with 

this question suggest that subjects understood the objective goal of the task. Only one 

subject reported ever completing the stem in exclusion with a word which they had seen. 

This occurred in experiment 3. This subject was excluded from analyses.

Objective evidence that subjects understood the goal of the exclusion task to be 

objective comes from comparing performance on exclusion and inclusion conditions in 

experiments 1, 2, 5 & 6. In inclusion the aim is to complete the stem with the stimulus 

shown. The best strategy which subjects can adopt when they have not consciously 

identified a stimulus, is to give the first stimulus which comes to mind (in addition subjects 

were instructed that this is how they should respond in inclusion when they were not sure 

of the identity of the stimulus, see appendix 10.1). By looking at baseline trials, it is 

possible to infer, in the absence of any perceptual effects, whether subjects adopted the 

same strategy in exclusion.

Table 4-5: Baseline completion rates in Inclusion and Exclusion

Inclusion Exclusion
j Experiment 1 17.2 7.8
j Experiment 2 12.8 13.9
: Experiment 5 15.3 10.1
I Experiment 6 34.0 21.3

Baseline completion rates in inclusion and exclusion for experiments 1, 2, 5 & 6 can be 

seen in Table 4-5. Experiments 1, 5 and 6 all show a higher completion rate in Inclusion 

than in Exclusion for baseline trials. Of the experiments that measure both conditions the 

only exception is experiment 2, where there was a slight trend for the opposite effect.



Using a two-tailed paired-t comparison of individual subject’s completion rates in 

baseline for Inclusion vs. Exclusion the effect was found to be significant for Experiment 1 

(t[21]=2.24, p<0.05), approaches significance for Experiment 5 (t[l 1]=1.85, p=0.091), 

and was highly significant for Experiment 6 (t[23]=5.06, p<0.001). No effect was found 

(in the opposite direction) for Experiment 2 (t[19]=0.45, p=0.66). Summing data over all 

experiments the effect was highly significant (t[77]=4.17, p<0.001).

An analysis of the length of subject’s completion responses provided some evidence 

that less frequent words were being given in exclusion. Again a two-tailed paired t-test of 

subject’s mean completion lengths was used to show significantly longer completion 

responses in baseline exclusion as opposed to baseline inclusion for: Experiment 1 (mean 

length in inclusion, 6.10, in exclusion, 6.76; t[21]=3.29, p<0.005), Experiment 2 (mean 

length in inclusion, 5.92, in exclusion, 6.20; t[19]=2.14, p<0.05), and Experiment 6 (mean 

length in inclusion, 5.43, in exclusion, 6.05; t[23]=5.62, p<0.001). Experiment 5 did not 

show this effect (mean length in inclusion, 5.86, in exclusion, 5.84, t[l l]=-0.22, p=0.83). 

Summing over all experiments this effect was found to be highly significant (t[77]=5.53,

p<0.001).

Evidence that the tendencies to produce longer words in exclusion and to have a lower 

completion rate in exclusion are related comes from running between subjects correlations 

using measures of these tendencies. Each subject was assigned two values corresponding 

to the difference in their completion rates at baseline and the difference in the average 

length of completion responses at baseline. A negative correlation would be expected if 

baseline completion rates vary with the tendency to produce longer words (when exclusion 

responses are longer than inclusion responses then the exclusion completion rate should be 

less than the rate for inclusion). Negative values were found for Experiments 2 and 6 

(Experiment 2: r=-0.42, p=0.07; Experiment 6: r=-0.65, p<0.001). Small positive values 

were found for the other experiments (Experiment 1: r=0.06, p=0.79; Experiment 5: 

r=0.078, p=0.81). Taking the correlation over all experiments a small but significant 

negative correlation was found (r=-0.24, p<0.05).



In Experiment 1 subjects gave verbal responses and their response time was recorded. 

An examination of this reaction time data reveals that in general response time is longer 

for exclusion responses than for inclusion responses, except at baseline. A further analysis 

reveals that for Inclusion responses RT is positively correlated with completion length 

(r=0.08, p<0.001), however in Exclusion RT is negatively correlated with completion 

length (r=-0.06, p<0.01). This would appear to give further support to the idea that 

strategies differ in Inclusion and Exclusion. The finding that exclusion responses have a 

longer latency than inclusion responses, except at baseline, would fit naturally with the 

idea that the act of excluding a consciously perceived word and generating an alternative is 

harder than simply repeating a stimulus. The finding that RT is positively correlated with 

completion length in inclusion is unsurprising, as subjects may only attempt to think of an 

infrequent completion when no frequent completion has come to mind. The surprising 

finding is that this correlation reverses for exclusion. This suggests a reversal in the search 

strategy used by subjects when giving completions in exclusion rather than inclusion. In 

exclusion subjects may attempt to think of an infrequent completion first, before 

considering more frequent words. This interpretation fits the informal reports given by 

some subjects about how they carried out the task.

4.9 A challenge to the Methodology of Merikle et a I (1995)
In section 4.4 it was argued that the subjects of the experiments carried out by Debner

& Jacoby (1994) and Merikle et al (1995) may have understood the goal of the exclusion 

task to depend on their subjective state, and therefore there may be some doubt that these 

experiments provide a rigorous demonstration of perception without awareness. In the 

experiments presented here there was good evidence that many subjects adopted strategies 

to avoid repeating the stimulus presented regardless of their awareness of that stimulus. 

The strongest evidence for this conclusion came from the finding that baseline completion 

rates differed in inclusion and exclusion in experiments 1 & 6. The evidence reviewed 

cannot provide positive support for the claim that all the subjects in the experiments 

presented here understood the goal of the task to be objective, since the evidence cannot 

support the claim that all subjects adopted strategies such as responding with longer or



less frequent words in exclusion. Evidence of this sort may be difficult to obtain, since 

there are likely to be substantial between-subjects differences in the tendency to 

spontaneously generate strategies of this sort. Nonetheless, if it is assumed that the 

principle determinant of subject’s understanding of the task is the manner in which the 

instructions are conveyed, then it would appear that subjects generally understood the goal 

to be objective in these experiments. The failure to replicate the pattern of results obtained 

by Merikle et al (1995) and Debner & Jacoby (1994) provides converging evidence for 

this claim. In contrast Debner & Jacoby (1994) found no difference in inclusion and 

exclusion baseline completion rates; and, as mentioned previously, they excluded nearly 

10% of subjects from their analyses because they failed to exclude a reasonable percentage 

of stimuli when they were presented at 87ms or longer SOA in a focused attention 

condition. No subject in these experiments showed an above-baseline completion rate 

under similar presentation conditions.

In additional an analysis of subject errors carried out for experiment 3 (see Appendix 

10.2) indicated that subjects failed to give an ideal response on 10.1 % of trials (i.e. they 

typed ‘SORRY’ because they could not think of a valid completion, went back and 

corrected the completion response they had made, or misspelled their completion 

response). This observation is important when it is considered that in the experiment of 

Merikle et al (1995) subjects were required to keep on inputting responses until they 

provided one that met their computerised criteria. This may have encouraged subjects to 

break exclusion instructions to make the task simpler. Merikle et al (1995) provide no 

analysis of error responses.

Using the methodology of Merikle et al (1995), which relies on finding an above

baseline completion rate in exclusion, the evidence from these experiments did not support 

the hypothesis of perception without awareness. This represents a serious methodological 

challenge to the findings of Merikle et al (1995), especially given the similarity of the 

methodological criticisms given here to those made by Merikle (1982, 1984) of subjective 

measures of awareness. However it would be premature to conclude that unconscious 

processing does not influence performance on this task: The findings which support the



claim that subjects interpreted the instructions objectively also suggest that processes, 

which are not themselves dependent on awareness, are operating which tend to decrease 

exclusion completion rates. Other methods of interpreting the data from these experiments 

may reveal evidence for perception without awareness. Two methods will be considered. 

One method, employed by Debner & Jacoby (1994), is to use equations to infer 

unconscious processing from inclusion and exclusion performance. The other method 

relies on phenomenal report.

4.10 Debner & Jacoby’s (1994) estimation of conscious and unconscious 
processes from Inclusion and Exclusion.

Debner & Jacoby (1994) only consider two perceptual states to be relevant to the 

manner in which the inclusion and exclusion tasks are carried out: The case in which the 

subject consciously identifies the stimulus word and case in which she does not. 

Furthermore it is assumed that the processes involved in inclusion and exclusion differ only 

in the case where the subject consciously identifies the stimulus. The derivation of Debner 

& Jacoby’s (1994) equations is explained below.

In Inclusion:

If the subject consciously identifies the word (which they do with a probability C) then 

it is assumed they can produce it with perfect accuracy. If the subject does not consciously 

identify the word (with a probability 1-C) then it is assumed that they complete the stem 

with the first word that comes to mind. In this case the stem is completed with a certain 

probability (U), which reflects both the baseline tendency to complete the stem with that 

word (B) and the increased probability of doing so resulting from unconscious perceptual 

processes (P). Thus we have the rate of completion in Inclusion (I) as given by:



i .  /  A

I  = C + ( \ - C ) . U

or more fully:

/  = C + (1 -  C)(B + P)

In Exclusion:

If the subject identifies the word (again with a probability C) then it is assumed that 

they never repeat it. If the subject does not see the word (1-C) then it is assumed that they 

complete the stem just as in inclusion - i.e. with the same probability which reflects both 

unconscious processing and the baseline rate. Thus we have the rate of completion in 

Exclusion (E) as given by:

E  =

or more fully:

E = ( l - C ) ( B + P )

The next step is to combine these equations and solve for U (or P) and C, and so 

obtain estimates of conscious and unconscious processing. This assumes that the values C, 

B and P are the same in both conditions. Given these assumptions simple mathematics 

quickly delivers the equations for conscious and unconscious processing:



1  /  z ,

C = I  -  E  

and:

U = E / ( \ - C )  

or:

P = ( E / ( \ - C ) ) - B

4.11 Estimating unconscious processing using phenomenal report
It is a simple matter to estimate unconscious processing if the assumption can be made

that subjects will correctly report the identity of a stimulus when they have consciously 

identified it. Only trials on which the subject has failed to correctly identify the stimulus 

are considered. Performance on either the inclusion or the exclusion task can then be used. 

The rate of completions in the absence of reported conscious identification (R) is then 

given by:

R = U

or more fully:

R = P + B

Given the assumptions made by Debner & Jacoby (1994) that C, B and P are the same 

for inclusion and exclusion conditions, this measure should be equivalent for both tasks.



However the estimation of U (or P and B) from performance on either task does not rely 

on these assumptions. From here two approaches for estimating unconscious influences 

will be referred to as Exclusion and Report, and Inclusion and Report. Both involve the 

estimation of unconscious influences, using the equations above, from trials on which the 

subject has failed to report the word presented (report responses are made immediately 

after making the completion response, except in one condition of experiment 4).

4.12 Comparing assumptions
Both methods for estimating unconscious processing (i.e. combining inclusion and

exclusion performance, and using report task with inclusion or exclusion), outlined in the 

two sections above, make assumptions which might be regarded as questionable. 

Historically the one major assumption which is required to support the estimation of 

unconscious processing using phenomenal report, namely the assumption that subjects will 

correctly report the identity of a stimulus of which they are aware, has been regarded as 

untenable (see chapter 2). There are two major reasons for doubting the validity of this 

assumption: (1) Subjects may consciously identify a stimulus, and yet not report it because 

of low confidence in that identification. (2) Subjects may have partial conscious 

information about the stimulus, such as knowledge of its presence or of some letters. This 

information may influence response on the putative measure of unconscious processing, 

but it may not cause subjects to correctly report the identity of the stimulus.

4.13 Comparing Exclusion and Report with the methodology of Merikle et 
al (1995)

First let us suppose, as Debner & Jacoby (1994) and Merikle et al (1995) tacitly 

assume, that only two perceptual76 states are of relevance to performance on the inclusion 

and exclusion tasks:- (a) veridical conscious identification of the stimulus, and (b) the 

complete absence of awareness.

In this case the major difficulty facing the use of phenomenal reports is that subjects 

may consciously identify some stimuli with low confidence. This might plausibly give rise

76 A distinction is made between the case in which a word is consciously perceived with low confidence, 
and the case in which it is confidently perceived. However these are treated as the same perceptual state.



to an artifactual demonstration of perception without awareness only if two conditions 

hold: (i) Subjects fail to report stimuli identified with low confidence (as argued by e.g. 

Merikle, 1984; Shanks & St. John, 1994), and (ii) Stimuli which are consciously identified 

with low confidence tend to have the same effect on the experimental measure of 

perception that unconsciously perceived stimuli are hypothesised to have (this condition 

holds for measures commonly used to demonstrate perception without awareness e.g. for 

Stroop priming and lexical decision tasks, as in Marcel, 1983). The following paragraphs 

consider when these conditions are likely to hold in these experiments.

Chapter 2, section 2.2.4.2, discussed the conditions under which condition (i) is likely 

to hold. It was argued that subjects may fail to report stimuli perceived with low 

confidence if they believe that they should only report stimuli which actually appeared. 

However it less plausible that this will occur frequently when the instructions specify that 

they should report any information which they have had the experience of seeing, 

regardless of their confidence in that information. These were the instructions given for the 

experiments presented here.

Moreover empirical evidence from experiments 2, 3 & 4 indicates that subjects were 

not reluctant to report non-veridical information: In all three experiments subjects reported 

seeing words or letters when no word stimulus was presented, (i.e. on baseline trials. In 

experiment 2 a non-word stimulus was displayed. In experiments 3 & 4 a blank field was 

displayed prior to the mask). In experiment 2 subjects reported seeing a word on 7.6% of 

baseline trials. In experiment 3 one subject actually reported the target stimulus (i.e. the 

word that counted as a completion of that stem) on a baseline trial, presumably because 

they used the three-letter stem to inform their response. In addition subjects reported 

seeing either a word other than the target stimulus, or some letters, on 5% of baseline 

trials. In experiment 4, the percentage of trials on which subjects reported awareness of 

the stimulus at baseline appeared to differ depending on whether they made their reports 

after seeing the stem and making a stem completion response - in this case subjects 

reported a word or letters on 6.1% of baseline trials (and again one subject reported the 

actual target stimulus on one trial)- or whether they made their reports immediately after



the stimulus was displayed - in this case subjects only reported a word or some letters on 

1.6% of trials. The difference in report rates might again be thought to suggest that 

subjects use the stem to guide their report responses. Nonetheless subjects reported words 

which did not match the stem on over 5% of trials on which they failed to correctly 

identify the stimulus, in experiments 3 and 4 (see Table 4-21 and Table 4-22 in section 

4.19).

Furthermore evidence from experiment 2, presented in Table 4-6, indicates that, at 

every SOA, the percentage of trials on which subject reported seeing a word was greater 

than the rate of veridical conscious identification estimated from inclusion and exclusion 

performance using either the equations of Debner & Jacoby (1994, see section 4.10), or 

the modified ‘Bias’ equations (to be presented in section 4.16 below).

Table 4-6: Estimates of the percentage o f trials on which subjects were aware o f the stimulus in experiment 2

SOA (ins) Debner & 
Jacoby

Bias Reported as Words

0 0 0 7.6
17 50.3 50.2 56.1
33 59.1 58.6 64.9
50 76.9 76.7 82.1
102 91.6 91.4 93.6

Thus the empirical evidence from these experiments does not suggest a general 

tendency for subjects not to report stimuli perceived with low confidence. It remains 

possible that there were trials on which subjects consciously identified the stimulus, yet 

failed to report it. However there is no reason to suppose that, in the experiments 

presented here, underconfidence would have caused subjects to fail to veridically report 

their experiences on a high percentage of trials.

Condition (i) is more likely to hold when subjects are simply asked to report the 

stimulus that was presented: In this case the report task is objective (in the sense that the 

judgment requested concerns the world external to the subject), and so subjects should 

understand that they are not supposed to give reports which fail to correspond with the 

actual stimulus presented. The report task used in the experiments presented here is



subjective, because it is stressed that subjects should make a report about their own 

perceptual state - regardless of its correspondence with the stimulus presented. It seems 

plausible that report tasks which are subjective in this sense are more conservative 

measures of conscious identification than report tasks which are objective in this sense.

Would stimuli perceived with low confidence be likely to inflate estimates of 

unconscious processing (i.e. does condition (ii) hold)? In the inclusion task both 

consciously and unconsciously perceived stimuli are expected to increase the completion 

rate (Debner & Jacoby, 1994). It is less clear that this condition holds for the exclusion 

task. In this task subjects are expected not to complete the stem with the stimulus 

presented when they have conscious identified that stimulus. However this need not 

always be the case. Subjects may not exclude stimuli which they consciously identify with 

low confidence, if they believe that they are only required to exclude stimuli which they 

have confidently identified. In other words there is a danger that, given a certain subjective 

reading of the exclusion task instructions, words which are consciously identified with low 

confidence will give rise to the same effect as words which are not consciously perceived. 

This possibility is made less plausible if can be shown, as has been shown for the 

experiments presented here (see section 4.8), that subjects attempt to avoid completing the 

stem with the stimulus presented regardless of their state of awareness. In this case it 

might be expected that subjects would avoid responding with a word which they have 

consciously identified with low confidence, even though they might not report that word in 

an objective report task.

Still leaving aside issues relating to non-veridical or partial conscious information, it is 

possible to formally state the assumptions implicit in three approaches used to demonstrate 

perception without awareness: (1) exclusion performance alone - the methodology of 

Merikle et al (1995), (2) the completion rate in inclusion for trials on which the stimulus 

has not been correctly identified (Inclusion and Report - see section 4.11), and (3) the 

completion rate in exclusion for trials on which the stimulus has not been correctly 

identified (Exclusion and Report- see section 4.11). These are summarised in Table 4-7.



Table 4-7: Assumptions underlying the estimation o f  unconscious processing

Words which are consciously identified are always 
excluded.

Words which are consciously identified are always 
correctly ret
Exclusion and Report
Words which are consciously identified are always 
EITHER excluded OR correctly reported._______

The important point to note is as follows:- artifactual estimates of unconscious 

processing can only result from the use of Exclusion and Report, if the subject both fails to 

report the identity of a seen stimulus and fails to exclude that stimulus. The assumption 

made is a disjunction of two events, and thus logically the probability that this assumption 

will be broken must be less than or equal to both (a) the probability that the assumption 

underlying the methodology of Merikle et al (1995) will be broken; and (b) the probability 

that subjects will fail to report words which they have consciously identified with low 

confidence.

It follows that methodological criticisms of report tasks, of the type made by Merikle 

(1982, 1984) and Shanks & St. John (1994), could only be used to argue that the 

methodology of Exclusion and Report is no better than the methodology of Merikle et al 

(1995). So long as the assumption underpinning Merikle et al’s (1995) methodology 

holds, then Exclusion and Report could not give an artifactually inflated estimate of 

unconscious processing. Furthermore Exclusion and Report is clearly a more powerful test 

of unconscious processing than the use of exclusion performance alone; because only trials 

on which the subject has not reported the stimulus are considered. It may also be seen as a 

more conservative test, since the instructions for the report task may encourage subjects to 

report, and therefore to exclude, stimuli which they identify with low confidence77.

77 In these experiments there was little evidence that subjects failed to exclude words which they reported 
(see Appendix 10.2). Thus it is not the case that this methodology is more conservative because it 
excluded trials on which subjects failed to exclude, yet did report, consciously identified stimuli. However 
encouraging subjects to report any word which they had the experience of seeing, may have encouraged 
them to exclude some words which they would not have excluded in other studies (e.g. the experiments of 
Merikle et al, 1995, and Debner & Jacoby, 1994).



In summary the following points have been made which strongly support the use of the 

‘Exclusion and Report’ methodology, over and above the methodology of Merikle et al 

(1995): (1) This methodology relies on the assumption that subjects will either exclude or 

report stimuli which they have consciously identified. This assumption is less strong that 

that made by Merikle et al (1995) (2) There is evidence from the experiments presented 

here which supports both the claim that subjects will exclude stimuli they consciously 

perceive, and the claim that they will correctly report stimuli which they consciously 

perceive.

4.14 Evidence from Exclusion and Report
Experiments 3 and 4 allowed exclusion completion rates to be calculated for those

trials on which subjects did not veridically report the identity of the stimulus. Table 4-8 

shows the completion rates by SOA for experiment 3. This table also gives the total 

number of trials on which subjects failed to report the target stimulus by SOA, and the 

results of paired-t comparisons which were carried out by comparing each of the 18 

subjects’ baseline completion rates with their completion rates for each SOA. All p values 

are uncorrected. Experiment 3 provided good evidence for processing without awareness 

at 50, 67 and 83ms SOA, using the Exclusion and Report methodology.

Table 4-8: Estimates o f unconscious processing using Exclusion and Report methodology in experiment 3

SOA (ms) % Completed Paired-t comparison with baseline n
baseline_____ 12.4__________ t (17 d.f) =__________ g<____________ 539
33__________ 144__________ .82_________________ ms.____________ 516
50__________ 163__________ 249________________ 005___________ 410
67__________ 2_L2__________ 334________________ 0.005__________ 283
83__________ 273__________ 331________________ 0.005__________ 178
210 22.1 1.49 n.s. 68

Note: There were a total of 540 trials at each SOA.

Table 4-9 gives the completion rates, and the total number of trials on which subjects 

did not report the target stimulus, for experiment 4. Comparisons for this experiment did 

not reach significance, due to the small number of trials per condition. However the data 

from experiment 4 support the findings presented for experiment 3 on two points: (1)



Estimates of unconscious processing were found to be above baseline for SOAs 50, 67 & 

83ms, in both the Report first and Exclude first conditions. (2) It can be seen from the 

number of trials considered in each condition (there were 180 possible trials per cell in 

both conditions), that subjects veridically identified more stimuli in the Exclude first 

condition (this trend was not significant). Thus it does not appear that forgetting is an 

issue (see also Table 4-20 in section 4.19).

Table 4-9: Estimates of unconscious processing using Exclusion and Report methodology in experiment 4

SOA (ms) Exclude- First Report- First |
%Completed n %Completed n

baseline 11.7 179 11.1 180
50 15.0 107 17.6 125
67 15.0 133 15.8 152
83 16.7 42 18.8 48
210 10.0 10 0 2
Note: there were a total of 360 trials at each SOA, 180 in each condition, except for 67ms 
which had double the trials of other SOAs78 (720 total, 360 in each condition).

4.15 Assumptions of the Debner & Jacoby (1994) equations
Still keeping to the assumption of a simple distinction between cases of conscious

identification and the absence of awareness, we may examine the assumptions underlying 

Debner & Jacoby’s (1994) estimates of conscious and unconscious processing from 

inclusion and exclusion performance.

As with the methodology of Merikle et al (1995), it is assumed that subjects always 

exclude stimuli which they consciously identify. However it may be argued, again, that 

subjects understand the exclusion instructions to be subjectively specified, and so this 

assumption is not warranted unless there is evidence that subjects adopt strategies other 

than excluding consciously perceived stimuli in order to avoid responding with the 

stimulus presented (see sections 4.3 to 4.5, and 4.13). This in turn creates difficulties for 

the assumption made by Debner & Jacoby (1994, see section 4.10) that performance on 

the exclusion and inclusion tasks only differs for the case in which the stimulus is

78 This was due to a programming error.



consciously identified:- the assumption is contradicted by the very same evidence which is 

needed to support the claim that the task has been objectively understood (e.g. see section 

4.8).

More specifically the assumptions made by Debner & Jacoby (1994) are as follows, 

where B, C & P are defined in section 4.10:

1. Subjects always exclude stimuli which they consciously identify (in exclusion)
2. C is the same in inclusion and exclusion
3. B is the same in inclusion and exclusion
4. P is the same in inclusion and exclusion

A methodologically sound demonstration of perception without awareness requires 

that there should be evidence supporting assumption (1). However if subjects are 

attempting to exclude as many words as possible in the exclusion condition then it is 

reasonable to suppose:

• That they will devote more resources to attempts to recover a conscious percept of the 
stimulus in exclusion than in inclusion (in order to exclude stimuli in exclusion), and 
thus that assumption (2) will not hold.

• In the absence of any conscious percept, subjects will attempt to give responses which 
are less likely to match the target in exclusion than in inclusion; thus assumption (3), 
and possibly also assumption (4), will not hold.

• They will avoid giving the first word that comes to mind as their response in exclusion, 
since they may reasonably expect that the first word which comes to mind is more 
likely to be the stimulus presented than other words; thus assumption (4) will not hold.

Evidence has already been presented which provides some support for assumption (1) 

in the experiments presented here - see section 4.8. This evidence also clearly shows that 

assumption (3) does not hold, since the difference in baseline rates was the principal 

evidence taken to support assumption (1). Is there any experimental evidence that 

assumptions (2) and (4) do not hold?

The only evidence available comes from experiment 2, which used both inclusion and 

exclusion conditions, and in which subjects were asked on each trial whether they thought 

they had seen a word, had partial conscious information, or saw nothing. (In experiment 2,



subjects were not asked to report the actual contents of their awareness, instead they were 

asked to categorise their state of awareness. Thus it was not possible to ascertain how 

frequently they correctly identified the stimulus. See appendix 10.1.2).

Evidence pertaining to assumption (2) is presented in Table 4-10, which shows the 

frequency with which subjects reported seeing a word in inclusion and exclusion. There 

appears to be a slight tendency for subjects to report seeing more words in exclusion, as 

predicted above. However this effect was not significant. (Paired-t over all SOAs: t =

1.47, d.f. = 99, p=0.14; for baseline trials only: t= 1.82, d.f. = 19, p = 0.08).

Table 4-10: Percentage o f trials on which subjects reported seeing a word in Inclusion and Exclusion. Data from  
experiment 2.

SOA (ms) Include Exclude
Baseline 3.3 12.3
17 56.3 57.7
33 63.9 67.7
50 83.0 84.0
102 96.6 94.5

Evidence pertaining to assumption (4) is presented in Table 4-11. This table presents 

estimates of unconscious processing (U = P + B) using the Exclusion with Report 

methodology. The completion rates presented are averaged across all trials on which 

subjects did not report seeing a word. There was evidence for unconscious processing 

from Inclusion and Report, but not from Exclusion and Report. (Paired-t comparison 

using values for each masking time compared with individual subject baselines. For 

Inclusion t = 4.22, d.f. = 54, p<0.001. For Exclusion t = 1.62, d.f. = 56, p = 0.11). 

However the comparison between the two was not significant (Paired-t comparison by 

subject and SOA, excluding baseline trials: t = 1.45, d.f. = 46, p=0.15).



Table 4-11: Inclusion and Exclusion completion rates fo r  all trials except those on which subjects reported  
seeing a word. Data from experiment 2.

I SOA Include Exclude
mean s.e. of mean n mean s.e. of mean n

! baseline 12.6 1.8 348 14.0 2.0 307 1
i 17 21.0 3.3 157 14.9 2.9 148 I
i 33 28.5 4.0 130 18.6 3.7 113 |
1 50 45.9 6.4 61 25.0 5.8 56
i 102 66.7 14.2 12 15.8 8.6 19

In summary the following conclusions can be made about Debner & Jacoby’s (1994) 

methodology for estimating unconscious processing from inclusion and exclusion 

performance: (a) Debner & Jacoby (1994) do not provide evidence supporting the 

assumption that subjects always exclude stimuli which they consciously identify. Thus their 

estimates of unconscious processing may be artifactually inflated, (b) There is evidence 

that, in the experiments presented here, this assumption has been met. However other 

assumptions made by Debner & Jacoby (1994) may not hold, (c) The statistical evidence 

indicates that the assumption that B is the same in inclusion and exclusion cannot be 

supported (see section 4.8). Furthermore there may be some doubt as to whether two 

other assumptions made by Debner & Jacoby, namely that C and P are the same in 

inclusion and exclusion, are valid, (d) The data suggest that the assumptions considered 

would be broken in such a way that the Debner & Jacoby (1994) equations would be 

expected to provide a conservative estimate of unconscious processing - the effects shown 

are all in the opposite direction to that which would be expected if estimates of processing 

without awareness were artifactual.

4.16 Adjusting for baseline differences -  The ‘Bias' equations
In the previous section it was seen that a number of the assumptions upon which

Debner & Jacoby (1994) base their estimates of unconscious processing may not hold. 

However the principle difficulty presented, by the breaches of these assumptions observed 

for the experiments presented here, was that the Debner & Jacoby equations would under



estimate unconscious processing. In this section modified equations, called here the Bias 

equations, are presented which compensate for the difference in inclusion and exclusion 

baseline completion rates. Although the modified equations cannot compensate for the 

other putative breaches in the assumptions made by Debner & Jacoby (1994), they do 

allow a more accurate estimate of unconscious processing to be made for experiments in 

which the claim that the exclusion instructions have been objectively understood can be 

supported.

These equations assume:

1. Subjects always exclude stimuli which they consciously identify (in exclusion)
2. C is the same in inclusion and exclusion
3. P is the same in inclusion and exclusion

The baseline rate in inclusion (Bi) may differ from the baseline rate in exclusion (Be). 

Otherwise the terms used and the derivation of the equations follows that of Debner & 

Jacoby (1994) - see section 4.10. Inclusion (I) and Exclusion (E) performance is given by:

I = C + ( i - C ) ( P  + Bi)

E = ( \ -  C)(P + Be)

Solving for C and P we get:

C = ( ( / - £ )  + (Be -  Bi)) I ( \  + B e -  Bi)

P = E / ( \ -  C) -  Be

Estimates of Bi and Be can be taken directly from individual subjects’ completion rates 

at baseline in the inclusion and exclusion tasks. Thus the equations can take account of 

subject differences in strategy.

4.17 Estimates of Conscious and Unconscious processing for 
experiments 1 & 2

The following charts give estimates using the Bias equations of Conscious and

Unconscious processing in experiment 1 and 2. Error bars show one standard error. The
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graph showing Unconscious processing (Figure 4-2) was obtained by subtracting the 

relevant baseline (the exclusion baseline) to allow a comparison o f  above baseline 

processing (P) in the tw o experiments.

Figure 4-1: Conscious processing in experiments. 1 & 2
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Figure 4-2: Unconscious processing in experiments. I & 2
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Figure 4-1 shows an increase in conscious processing with SOA for both experiments. 

This increase is statistically validated by the finding of a significant correlation for both 

experiments (Experiment One: r=.28, p < .01; Experiment Two: r=0.54, p<.001).

There is also a slight overall trend for Unconscious processing to increase with SOA, 

however this trend did not show a significant correlation for either experiment individually 

(Experiment One - r=-.04; Experiment Two - r=. 21, p=.08), nor for the grouped data 

(p=0.9).

Table 4-12 summarizes the results of paired-t comparisons on individual subject 

estimates of U and Be, by SOA for Experiments 1 and 2. There is strong evidence for 

unconscious processing at 50ms SOA.

Table 4-12: Significance Tests fo r  Unconscious Processing in experiments 1 & 2.

SOA (ms) Experiment 1 Experiment 2 i

17 N/A p=0.06 j

33 p<0.05
F 

'H

©IIO-
50 p<0.01 p<0.05 |

83 p=0.06 N/A i
102 N/A p=0.05 !
200 p=0.16 N/A !
All p<0.001 p<0.001 |

(All p values are uncorrected)

4.18 Estimates of Conscious and Unconscious processing for 
experiments 5 & 6

Experiments 5 & 6 investigated the influence of visual attention on conscious and

unconscious processing, using a methodology closely related to that of Debner & Jacoby 

(1994) - inclusion and exclusion performance was measured and no report task was used 

(see appendices 10.1.5 and 10.1.6. for the experimental protocols). Debner & Jacoby 

(1994) manipulated ‘central’ attention by using a dual task condition in which subjects 

were required to add two digits which appeared to the left and right of the stimulus (see 

section 4.2). They showed that their attentional manipulation strongly influenced estimates 

of conscious processing, but did not influence estimates of unconscious processing. The



purpose of experiments 5 & 6 was to investigate whether a visual attentional manipulation 

might have a similar effect on estimates of conscious and unconscious processing. Stimuli 

were always displayed displaced to the left or right of the central fixation point - on which 

subjects were instructed to maintain fixation. On Valid trials a cueing stimulus would 

appear at the same location the stimulus was to be displayed at. On Invalid trials a cueing 

stimulus would appear on the opposite side to the stimulus. There was no second 

resource-demanding task - subjects gave a completion response, either under inclusion or 

exclusion instructions, after which the next trial was initiated.

Experiment 5 may be seen as a pilot study for experiment 6. In experiment 5, subjects 

showed high variance in their relative completion rates at baseline, thus making 

calculations using the Bias equations unreliable. (The mean difference between inclusion 

and exclusion baseline completion rates was 5.2%, standard deviation was 9.8%. 

Estimates of unconscious influences using the Bias equations had a standard error 

exceeding 50% in every cell). Table 4-13 shows the mean and standard error of the 

estimates of conscious processing using the Debner & Jacoby (1994) equations. Table 4- 

14 the estimates of unconscious processing using the same equations. The salient point 

from experiment 5 was that, despite the large and reliable difference in estimates of 

Conscious processing due to the Valid/Invalid manipulation, there was evidence of 

unconscious processing on the longer SOA (250ms) Invalid trials - this cell (marked with 

an asterix in Table 4-14) was the only cell to approach significance in the comparison 

between estimates of unconscious processing and baseline (paired-t[l 1]=2.15, p=0.054). 

This suggested that unconscious processing might not be so strongly influenced as 

conscious processing by the attentional manipulation employed.

Table 4-13: Estimates o f conscious processing in experiment 5

; SOA (ms) Attention Cdtn Debner & Jacoby Std. Error |
i 50 Invalid 6.3 3.6 |
: 50 Valid 22.2 6.8 ;
I 250 Invalid 43.8 5.4 |
\ 250 Valid 88.2 7.1



Table 4-14: Estimates o f unconscious processing in experiment 5

: SOA (ms) Attention Cdtn Debner & Jacoby Std. Error.
1 Baseline 12.7 1.4

50 Invalid 6.0 53.9
50 Valid 41.9 32.9
250 Invalid 34.6* 9.6*
250 Valid 16.6 16.6

Experiment 6 used exactly the same Valid/Invalid attentional manipulation as 

experiment 5, however a number of other changes were made. The principal differences 

were as follows: stimuli were always displayed at 120ms and there were twice as many 

experimental trials as baseline trials; the pool of target stimuli was changed to a larger set 

of more frequent words, double the number of subjects were run (24 instead of 12).

Subjects showed a large and reliable difference in their baseline completion rates for 

inclusion and exclusion (see section 4.8). As a result, when the Debner & Jacoby (1994) 

equations were applied to the data from baseline trials, subjects were estimated to have 

consciously identified stimuli on more than 10% of all trials, and the estimate of 

unconscious processing was well below the averaged baseline. (Both findings were highly 

significant: Conscious estimate above zero: t[23]=5.46, p<0.001; Unconscious estimate 

below baseline: paired-t[23]=4.81, p<0.001). Table 4-15 shows the estimates of conscious 

processing using both the Debner & Jacoby (1994) and Bias equations. Table 4-16 

similarly shows estimates of unconscious processing using both sets of equations. The row 

marked ‘O’ SOA indicates the results of applying the Debner & Jacoby equations to 

inclusion and exclusion performance at baseline. The row marked ‘Baseline’ gives the 

relevant averaged baseline for comparison with estimates of unconscious processing.

Table 4-15: Estimates o f conscious processing in experiment 6

SOA (ms) Attention Cdtn Debner & 
Jacoby

Bias

0 Summed 12.7 0
120 Invalid 20.3 8.4
120 Valid 45.8 38.4



Table 4-16: Estimates o f unconscious processing (U) in experiment 6

1 SOA (ms) Attention Cdtn Debner & 
Jacoby

Bias

i  Baseline 27.7 21.3
! 0 Summed 23.7 21.3

120 Invalid 28.4 24.9
120 Valid 29.0 25.8

The comparison of Unconscious estimates derived from the original Debner & Jacoby 

(1994) equations with averaged baseline proved insignificant for both Valid and Invalid 

trials. However (a) there was clear evidence from applying the Debner & Jacoby (1994) 

equations to baseline performance that these did not provide a good estimate of conscious 

and unconscious processing; (b) when the same comparison was made with the estimate 

for unconscious processing derived for baseline trials then significant evidence for 

processing without awareness was found for both Valid and Invalid trials. Similarly there 

was significant evidence of unconscious processing when a paired-t comparison was made 

using estimates from the Bias equations. In addition these equations indicated a larger 

relative difference in conscious processing between Valid and Invalid conditions. Table 4- 

17 gives the results of t-tests (experimental hypothesis: C>0) for individual subject 

estimates of conscious processing, and a paired-t comparison for estimates of conscious 

processing in the Valid and Invalid conditions. Table 4-18 gives the results of paired-t 

tests for unconscious processing - the first two columns give the comparisons using the 

Debner & Jacoby (1994) equations when estimates of unconscious processing are 

compared with the averaged baseline, and the estimate of unconscious processing at 

baseline, respectively. It can be seen that estimates of conscious processing are 

significantly different between Valid and Invalid conditions, however estimates of 

unconscious do not differ significantly for the two conditions.

Table 4-17: Significance tests fo r  conscious processing (Single sample t-test C >0 and paired-t between 
conditions) in experiment. 6

Debner & 
Jacoby

Bias

Invalid
Valid
Difference

4.83, p<0.001 
10.17, p<0.001 
6.13, p<0.001

1.94, p=0.065
8.10, p<0.001
5.93, p<0.001



Table 4-18: Significance tests (Paired-t comparisons with baseline and between conditions) fo r  unconscious 
processing in experiment. 6

Debner & Jacoby 
(av. baseline)

Debner & Jacoby 
(U at baseline)

Bias

Invalid
Valid
Difference

.48, p=0.64 

.69, p=0.49 

.29, p=0.78

2.8, p<0.01
2.8, p<0.01
.29, p=0.78

2.6, p<0.05 
2.9, p<0.01 
.47, p=0.64

The statistical tests presented are consistent with the hypothesised dissociation in 

processing across Valid and Invalid conditions, such that unconscious processing remains 

constant across attentional conditions, whilst conscious processing is affected. This pattern 

corresponds to that found by Debner & Jacoby (1994) in their series of three experiments 

using dual-task and focused attention conditions. The evidence for the dissociation, 

suggested by the statistical tests reported above, can be best seen by comparing estimates 

of conscious and unconscious processing - which are not equivalent measures - with 

attention to the standard errors of those estimates. See Figure 4-3 and Figure 4-4 - these 

graphs show estimates using the Bias equations, scaled to make the standard errors 

approximately equivalent. No suitable statistical test was found which could investigate 

whether there was a significant interaction - a finding which would provide positive formal 

statistical evidence for the hypothesis of a dissociation. However an examination of these 

graphs would appear to indicate that there is good evidence for the dissociation.



Figure 4-3: Conscious processing in experiment 6
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4.19 Partial and non-veridical conscious information
So far evidence has been considered for the hypothesis o f  perception without

awareness on the assumption that only tw o perceptual states are o f  relevance to 

performance: veridical conscious identification and the absence o f  awareness. The best 

evidence comes from the Exclusion and Report m ethodology, as this m ethodology makes 

the least assumptions o f  all the methodologies considered. H ow ever evidence for the 

operation o f unconscious processes has also been obtained by using equations closely 

related to  those o f  Debner & Jacoby (l 994). Both these m ethodologies are less prone to  

artifact than those o f  Debner & Jacoby ( l 994) and M erikle et al ( l  995), since there is 

evidence that subjects understand the exclusion task instructions objectively, and



consequently that they adopt strategies that may be expected to diminish estimates of 

unconscious processing.

However it is reasonable to suppose that subjects have partial or non-veridical 

information concerning the identity of the stimuli in these experiments. Furthermore 

evidence from experiments 3 & 4, which use very similar visual presentation conditions to 

those of Merikle et al (1995), indicate that partial conscious information is maximal 

around the critical SOA of 50ms.

Table 4-19 and Table 4-20 given the percentage of trials in each of four report 

categories for experiments 3 & 4. The ‘correct report’ column gives the percentage of 

trials on which the target stimulus was reported. The ‘letters/word’ column gives the 

percentage of trials on which subjects reported a word which did not match the target 

stimulus, or reported partial awareness of some letters. The ‘YES’ column gives the 

percentage of trials on which such subjects indicated that they judged a masked word to 

have been present - but could not report that word or any letters from it. The ‘NO’ 

column indicates the percentage of trials on which subjects believed that no masked word 

had been presented. (Trials on which subjects reported that they had forgotten the word 

presented are omitted. However these were highly infrequent. See Table 4-21 and Table 4- 

22.)

Subjects gave reports of non-veridical or partial information (i.e. ‘letters/word’) on 

nearly 20% of trials at SOAs 50 and 67ms, and on nearly 15% of trials at 83ms. The 

influence of this partial information on completion performance needs to be accounted for; 

if it is to be claimed that the exclusion task can be used to demonstrate perception without 

awareness. It should be recalled that, using the methodology of Merikle et al (1995), the 

evidence for perception without awareness in the published literature holds for stimuli 

presented at 50ms SOA (see section 4.2). Furthermore using the Exclusion and Report 

methodology, the best evidence for perception without awareness was found for stimuli 

presented at 50, 67 & 83 ms (see section 4.14).



Table 4-19: Percent in each report category by SOA fo r  experiment 3

SOA (ms) Correct report letters/word ‘YES’ ‘NO’ I
0 0.2 5.0 10.9 83.3
33 4.4 9.6 47.4 37.6
50 24.1 17.8 37.0 20.5
67 47.8 18.0 24.0 8.7
83 67.0 13.5 14.4 4.1
210 87.4 9.6 1.7 0.5

(540 observations per row)

Table 4-20: Percent in each report category (Exclusion f i r s t : Report first) fo r  experiment 4

SOA (ms) Correct report letters/word ‘YES’ ‘NO’
0 0.6 0.0 6.1 1.6 22.2 23.3 70.0 75.0
50 40.6 30.5 18.9 18.9 26.1 40.0 11.6 8.9
67 63.1 57.8 15.6 21.4 15.0 16.7 5.3 3.8
83 76.7 73.3 8.3 15.6 10.6 7.8 2.8 2.2
217 94.4 98.3 4.4 1.1 0.6 0.6 0.0 0.0

(180 observations per row per condition, 360 observations per row per condition for 67ms 
SOA)

In section 4.8 evidence was presented which suggested that the subjects of the 

experiments reported here used partial conscious information to help them avoid 

responding with the target stimulus in exclusion. Thus it might be expected that any partial 

or non-veridical conscious information would only serve to decrease completion rates, and 

therefore that the presence of this information would not produce artifactual evidence for 

the hypothesis of perception without awareness. This assumption is held to be reasonable, 

in the absence of contradictory evidence, for the experiments reported here. This 

assumption cannot be justified for the experiments of Merikle et al (1995) and Debner & 

Jacoby (1994), since there was no evidence that the subjects of those experiments adopted 

strategies other than the exclusion of consciously identified stimuli, to avoid completing 

the stem with the target stimulus.

Nonetheless the frequency with which the subjects of experiments 3 & 4 reported 

partial conscious information at the critical SOAs does justify a further examination of the



data, to see whether there is any evidence; which could support a different conclusion. 

There are two mechanisms by which non-veridical or partial conscious information might 

act to increase the rate at which subjects complete the stem with the target stimulus:

(1) Subjects may misperceive the stimulus presented (e.g. ‘table’), and believe that a 

different word with the same stem has been presented (e.g. ‘taboo’). This may occur with 

a reasonably high frequency if subjects use the three-letter stem (e.g. ‘tab..’), which is 

clearly presented, to aid conscious identification of the masked stimulus (as is suggested 

by data from experiment 4, see Table 4-20). Subjects would then attempt to exclude the 

non-veridical percept (e.g. ‘taboo’). Given that there is only a finite set of words starting 

with any given stem, the exclusion of any one word increases the probability that any of 

the other words beginning with the same stem will be selected - the act of excluding a non- 

veridical percept (e.g. ‘taboo’) will increase the probability that the subject will respond 

with the target stimulus (e.g. ‘table’). Thus non-veridical information of this sort might 

have the effect of raising the completion rate above baseline.

(2) Partial conscious information (e.g. ‘...le’) or non-veridical information (e.g. ‘fable’) 

may be related to the target stimulus presented (e.g. ‘table’). When the stem is presented 

(e.g. ‘tab...’), this information may prime the subject to think of the target stimulus (e.g. 

‘table’).

Hypothesis (1) can be investigated by providing a more fine-grained categorisation of 

report responses, and looking at the completion rates for these categories. Table 4-21 and 

Table 4-22 give the completion rates for different report categories in experiments 3 & 4 

respectively. ‘Word (stem)’ refers to occasions on which subjects report a word other than 

the target stimulus, yet whose stem matches the target stimulus. ‘Word (-istem)’ covers 

cases in which a word is presented which neither matches the target stimulus, nor shares 

the first three letters with the target, ‘-w ord (stem)’ and ‘-w ord (-istem)’ covers cases in 

which subjects reported a letter string which was not recognised as a word by Word 6.0 

spellcheck. Most reports in the ‘-word (-istem)’ category were of just a few letters. The 

‘Forgot’ category gives those trials on which subjects reported that they thought they had 

seen a word, but could not remember its identity. (The finding of below-baseline



completion rates for this category provides evidence that forgetting of stimuli did not 

produce an artifact for these experiments - see also section 4.14).

Table 4-21: Completion rates by Report Category fo r  experiment 3

Report % completed n
‘NO’ 17.4 386
‘YES’ 16.9 674
Word (stem) 20.8 120
Word (istem ) 32.7 104
-iword (stem) 19.5 41
-iword (-istem) 11.4 105
‘FORGOT’ 12 25
(baseline = 12.4)

Table 4-22: Completion rates by Report Category fo r  experiment 4

....1 ............ ..........
j  Report % completed n
i  ‘NO’ 8.9 79
! ‘YES’ 15.3 268
! Word (stem) 15.2 72
i  Word (-istem) 23.0 74
• -iword (stem) 17.9 28
i  -iword (-«stem) 21.2 80

‘FORGOT’ 5.3 19
(baseline = 11.3)

Overall there is a tendency for completion rates to be higher when subjects report more 

conscious information. Thus in both experiments completion rates were above baseline 

when subjects reported that they could detect the presence of a word stimulus, but could 

not report any information about that stimulus (‘YES’ report category). And completion 

rates were still higher when subjects reported partial or non-veridical information. In the 

first instance significance tests were carried out to investigate whether there was evidence 

for unconscious processing in three broad categories: Trials on which subjects reported 

seeing nothing (‘NO’), trials on which subjects reported seeing something but could not 

identify any letters (‘YES’), and trials on which subjects reported some letters or a word 

that did not match the stimulus (word/letters). Paired-t comparisons took values for each 

SOA and compared them with individual subject baselines. Tests were only significant for



Experiment 3. (‘NO’: t = 2.00, d.f. =52, p=0.05; ‘YES’: t = 2.29, d.f. = 67, p<0.05; 

word/letters: t = 3.92, d.f. = 79, p<0.001).

Secondly significance tests were carried out to investigate whether there was evidence 

for unconscious processing in all the report categories shown for Table 4-21 and Table 4- 

22. Due to the small number of trials, only one value per subject - averaged across all 

SOAs, was compared with that subject’s baseline completion rate. These results are 

summarised in Table 4-23. No comparisons between report categories were significant.

Table 4-23: Paired-t comparison with baseline fo r  report categories in experiment 3

; R eport paired-t d.f. P
‘N O ’ 0.13 17 .89 i
‘Y ES’ 1.75 16 .10
W ord (stem) 3.14 17 <.01 |
W ord (astern) 3.28 10 <.01 !
-■word (stem) 0.90 11 .39 ;
-■word (-istem) 0.23 13 .82 !
‘FO R G O T’ 0.30 10 .77 !

It can be seen from Table 4-21 and Table 4-22 that for both experiments, nearly a third 

of all reports of partial or non-veridical information were of a word with a stem that 

matched the target - i.e. ‘Word (stem)’. However, in experiment 3 there was significant 

evidence of unconscious processing for both that report category and for trials on which 

subjects reported a word which did not have a stem matching the target - i.e. ‘Word 

(-■stem)’. Furthermore there was no evidence from either experiment that completion rates 

were higher for trials on which the word reported had a stem which matched the target, 

than for trials on which the word reported did not have a matching stem. Thus the 

evidence does not support hypothesis (1).

Whilst the breakdown of the data given in Table 4-21 and Table 4-22 do not support 

the hypothesis that above-baseline completion rates were due to the exclusion of non- 

veridical percepts, the tendency for completion rates to be higher when subjects reported 

more partial conscious information is consistent with hypothesis (2) - that partial 

conscious information may prime completion responses. There are two possible



explanations for this pattern of results: (a) The tendency to complete the stem with the 

stimulus presented, and the amount of partial conscious information reported, may be 

independent effects of a common cause (e.g. the level of activation at early stages of visual 

processing), (b) The tendency to complete the stem with the stimulus presented is 

mediated by partial conscious information. Only the second possibility (b) is consistent 

with hypothesis (2). In order to investigate which of these two possibilities was most 

plausible, report responses were categorised according to the number of letters shared 

between the target stimulus and the reported letter string (letters had to share the same 

position in the letter string to be counted as identical). Data from experiment 3 was used. 

The completion rates by total number of letters shared between stimulus and report can be 

seen in Table 4-24. Table 4-25 gives the completion rates depending on the number of 

letters shared after the three-letter stem.

Table 4-24: Completion rates by number o f letters shared between stimulus and report. Data from  experiment 3

Letters shared Completed n
0 22.6 84
1 12.8 39

! 2 22.5 40 |
3 18.4 152 |
4 25.4 67
5 27.3 11
6 0 4
(baseline = 12.4)

Table 4-25: Completion rates by number o f letters shared between stimulus and report: Ending only. Data from  
experiment 3

i Letters shared Completed n
0 20.4 274
1 25.0 80

! 2 23.1 13
: 3 0 3

(baseline = 12.4)

If partial conscious information was mediating the priming of completion responses, 

then a clear trend would be expected for completion rates to increase with the number of 

letters shared. In fact it is seen that completion rates when no letters are shared between



the report string and the stimulus are well above baseline, and there is little evidence of 

any tendency for completion rates to increase with letters shared. (Product moment 

correlation coefficients between number of letters shared and completion rate were 

calculated for both data sets. For letters shared between stimulus and report, r=0.0058, 

n=396, p=0.91. For letters shared between stimulus and report ending only, r=0.0265, 

n=396, p=0.60). These results are consistent with possibility (a) above, that the priming of 

completion responses and the tendency to form a conscious percept are independent 

effects of a common cause.

In summary it appears that neither hypothesis (1) nor hypothesis (2) can account for 

the above-baseline completion rates observed using the Exclusion and Report 

methodology. Therefore the results of these experiments, whilst not conclusive, would 

appear to provide methodologically sound support for the hypothesis of perception 

without awareness.

4.20 Summary
There have been two published investigations which have attempted to infer perception 

without awareness from performance on the Jacoby Exclusion task: Debner & Jacoby

(1994) and Merikle et al (1995). The analysis of the Jacoby Exclusion task and the 

empirical results presented in this chapter have identified two major weaknesses with the 

methodologies employed in those published investigations: Firstly they failed to establish 

that subjects understood the instructions in such a way that the experimenters could claim 

to have demonstrated an objective phenomenon. Secondly they ignored the possible 

influence of partial or non-veridical conscious information. The use of the Jacoby 

Exclusion task to support the hypothesis of perception without awareness was defended 

by both Debner & Jacoby (1994) and Merikle et al (1994) on the grounds that it could 

provide more methodologically stringent evidence than experiments which employ 

subjective report tasks. The investigations presented in this chapter suggest a different 

theoretical conclusion. Performance on the Jacoby Exclusion task is influenced by factors 

closely related to those which may influence subjective reports. Careful consideration of



those factors is necessary for the methodologically stringent demonstration of perception 

without awareness.

Of the two published investigations, Merikle et al (1995) propose the more 

conservative approach for demonstrating perception without awareness, namely showing 

that the completion rates are above baseline at heavily masked SOAs. However the 

findings of Debner & Jacoby (1994) and Merikle et al (1995), which appear to support the 

existence of unconscious processing using this approach, were not replicated here. It 

seems probable that their results were obtained as a result of methodological inadequacies 

in their experiments, outlined in section 4.3. In particular subjects may have thought that 

they were only required to exclude stimuli which they confidently identified.

These experiments have provided some support for the hypothesis of perception 

without awareness, yet this support was dependent upon evidence from subjective report 

tasks. A more powerful test of unconscious processing than the approach of Merikle et al

(1995) was required, and the approach used (Exclusion and Report) employed evidence 

from a subjective report task. Contrary to the claims of Merikle et al (1995) and Debner & 

Jacoby (1994), which follow from more specific critiques of subjective report measures 

(e.g. Merikle 1982, 1984), this approach was no less conservative than the ‘objective’ 

approaches of Debner & Jacoby (1994) and Merikle et al (1995) - see section 4.13.

Even so, evidence from the Exclusion and Report methodology could not be 

considered strong without considering the influence of partial or non-veridical conscious 

information - a factor which both Merikle et al (1995) and Debner & Jacoby (1994) 

ignore. Again evidence from a subjective report task was required to investigate this 

factor. It was found that unconscious processing effects tended to be maximal when 

subjects had partial conscious information. (However there was some very tentative 

evidence for unconscious processing when subjects had no awareness of the stimulus, or 

were only aware of the presence of a stimulus - see the previous section). This might 

support the hypothesis that conscious information mediates the priming effects observed. 

However a closer examination of the evidence tentatively supported the conclusion that 

the priming effects were independent of partial conscious information.



If it is accepted that unconscious processes influence performance on the Jacoby 

Exclusion task, then it may be assumed that either the equations of Debner & Jacoby 

(1994) or (where the assumption that baseline completion rates are identical in inclusion 

and exclusion has been broken) the Bias equations presented in section 4.16, provide 

reasonably accurate estimates of conscious and unconscious processing. The advantage of 

the Bias equations is that they can provide more accurate estimates of conscious and 

unconscious processing, for experiments in which there is evidence that subjects 

understand the goal of the exclusion task to be objective.

Given the assumption that the Bias equations are reasonably accurate, experiment 6 

provides evidence that the unconscious processing of parafoveally presented words is not 

affected by the manipulation of visual attention, at least to the same extent as the 

conscious processing of those words. This finding is consistent with other findings in the 

literature (di Pace, Longoni, & Zoccolotti, 1991; Fuentes, Carmona, Agis, & Catena, 

1994). Di Pace et al (1991) show that parafoveally presented words can have a 

facilitatory79 priming effect on a semantic decision task made to a target presented at the 

fovea. They present evidence that subjects could not frequently consciously identify the 

parafoveally presented prime, and conclude that this process is independent of conscious 

recognition. Fuentes et al (1994) similarly showed that parafoveally presented words may 

prime lexical decisions to a foveal target. They also show that, whilst the large priming 

effect arising from unmasked foveal primes is reduced by shadowing, the more modest yet 

reliable priming effects found for masked foveal and parafoveal words did not differ, and 

both were unaffected by shadowing. They conclude that a component of semantic priming 

occurs without the focusing of attention and awareness. Considering also the findings of 

Debner & Jacoby (1994, see section 4.2), it would appear that conscious processing of 

perceptual information depends upon the focusing of visual attention, but that unconscious 

processing of perceptual information is not dependent on visual attention.

79 They interpret their results as consistent with Posner & Snyder’s (1975) dual coding theory.



4.21 Conclusion
From a broad theoretical perspective, all putative experimental demonstrations of

perception without awareness attempt to demonstrate processing of one sort, i.e. 

unconscious processing, in the absence of processing of another sort, i.e. conscious 

processing. The majority of methodologies which have, historically, been used in attempts 

to demonstrate perception without awareness, have employed two separate tasks to 

measure conscious and unconscious processing. A major advantage of the Jacoby 

Exclusion task is that conscious and unconscious processing both influence performance 

on the same task, yet in different ways (Debner & Jacoby, 1994). Thus critics of 

perception without awareness cannot attack the Jacoby Exclusion task by claiming that 

evidence from one task should be deemed unscientific, or subjective. However the Jacoby 

Exclusion task suffers from other difficulties.

Subjective reports may be thought to provide relatively direct evidence that the 

processes underlying awareness are not operating:- regardless of whether one supposes 

that subjective reports, such as ‘I see nothing’, are reliable or not, they clearly concern the 

subject’s state of awareness. Objective performance measures provide far less direct 

evidence for the presence or absence of awareness. Objective measures provide good 

evidence about whether or not a particular cognitive process is operating. Yet it can be far 

from clear what relationship a particular cognitive process has to awareness.

At the beginning of this chapter it was argued that the Jacoby Exclusion task is 

important to the literature because it involves a process which is plausibly dependent on 

awareness. In other words, it is plausible that one cannot exclude a word unless one has 

consciously identified it. The empirical results presented in this chapter fully support this 

claim - when subjects could not report the identity of stimuli then their completion rates 

were above zero80. However the demonstration of perception without awareness using the 

Jacoby exclusion task requires a different assumption; namely that when subjects fail to 

exclude a stimulus, then that indicates the absence of awareness. The plausibility of this 

claim hinges on the answers to the following questions:

80 Note that the relation to the baseline rate of completion is irrelevant to this claim.



(A) Do subjects always exclude a stimulus when they are capable of doing so?

(B) Do subjects always lack awareness when they are not capable of excluding a 

stimulus?

The first of these questions (A) relates to tasks demands. Debner & Jacoby (1994) and 

Merikle et al (1995) suppose that the use of an objective measure of awareness allows 

them to avoid difficulties relating to task demands, which have historically been associated 

with subjective measures of awareness. This assumption cannot be supported. The major 

objection which has been raised in this chapter to the investigations of Debner & Jacoby 

(1994) and Merikle et al (1995) is that they fail to establish task conditions such that 

subjects always excluded stimuli when they are capable of doing so. In contrast, the 

demand characteristics of the experiments of this chapter make it plausible that subjects 

did always exclude when they are capable of doing so. Under these conditions, it has been 

necessary to employ evidence from subjective measures (i) to develop a test powerful 

enough to provide evidence for unconscious processing, and (ii) to (tentatively) rule out 

the possibility that the ‘unconscious processing’ effects are in fact mediated by partial or 

non-veridical conscious information.

The second question (B) relates to more theoretical issues. This question can only be 

fully answered from a particular theoretical perspective; and it will be discussed again in 

the context of the information processing theory of Norman & Shallice (1980, 1986) in 

chapter 7 (section 7.3). Nonetheless, the best evidence concerning this question comes, 

again, from the use of subject reports. If is supposed that subjects reliably report the 

identity of stimuli which they consciously identify, then the empirical evidence does 

support the claim that subjects are (almost) always capable of excluding consciously 

perceived stimuli:- subjects very rarely reported the identity of words which they failed to 

exclude (see appendix 10.2).

In conclusion it appears that objective measures of awareness, such as the Jacoby 

Exclusion task, suffer from just the same methodological difficulties which have 

historically been associated with subjective report tasks. They do not, when used alone, 

provide a more methodologically sound means of demonstrating perception without



awareness. However there is no reason to suppose that the methodological difficulties 

associated with the measurement of awareness cannot be overcome by careful 

experimental design. The principle advantage of using an objective measure of awareness, 

such as the Jacoby Exclusion task, is that it allows the investigation of processes which are 

dependent on awareness. The empirical evidence reported in this chapter appears to 

support the claim (made in chapter 3) that subjective evidence can and should play a 

central role in the investigation of these processes.
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5.1 Introduction
This group of three experiments follow from a series of experiments carried out by 

Merikle and colleagues (Cheesman & Merikle, 1986; Merikle, et al., 1995) investigating 

the effects of pattern masking on both Stroop priming and predictive effects. Merikle 

(Merikle & Daneman, 1998; Merikle, et al., 1995; Merikle & Reingold, 1992) interprets 

those experiments as demonstrating a qualitative difference in processing with and without 

awareness. The following section reviews some experiments with supraliminal stimuli 

which demonstrate that the manipulation of stimulus contingencies may influence response 

latencies in a Stroop colour naming task. Subsequent sections review the studies of 

Cheesman & Merikle (1986) and Merikle et al (1995), and present some methodological 

difficulties with the Merikle et al (1995) study, which motivate the experiments presented 

here.

5.1.1 Effect of stimulus contingencies on Stroop performance
Glaser and Glaser (1982), Taylor (1977) and Logan, Zbrodoff and Williamson (1984)

have carried out experiments which show that, for supraliminal stimuli, manipulation of the 

frequency of word/colour-patch relationships in a Stroop task can influence colour-patch 

naming latencies. The tendency for subjects to respond faster when they perceive a cue (in 

this case a colour word) which predicts the response (in this case the colour to be named) 

is termed here a predictive effect.

Glaser & Glaser (1982) and Taylor (1977) show that both facilitatory and inhibitory 

Stroop effects (i.e. incongruent trials showing longer R.T.’s and congruent trials showing 

shorter R.T.’s as compared to control trials where a non-word or a neutral word is used) 

are increased when the proportion of congruent trials is increased. Logan, Zbrodoff & 

Williamson (1984) showed that in a two-colour Stroop task manipulation of the frequency 

of the prime-target relationship can cause a reversal of the standard Stroop effect. Thus 

when 80% of trials consisted of incongruent pairings of prime and target (e.g. the word 

‘RED’ with the colour green) subjects learnt to respond faster to incongruent than 

congruent trials. Musen & Squire (1993) have further elaborated this result using a 7



colour version of the Stroop task. Each colour word was associated with its own 

incongruent physical colour (e.g. ‘RED’ was always written in blue, etc.). They showed 

that subjects gradually reduced their reaction times over 6 blocks of trials in which this 

relationship was maintained, but increased their reaction time in a 7th block in which the 

colour-word associations were changed.

Both the Logan et al (1984) and Musen & Squire (1993) studies used the standard 

Stroop procedure of printing the colour word in the physical colour. However Merikle and 

colleagues used a modified form of the Stroop task, similar to that used by Marcel (1983), 

in which the colour word is presented separately and followed by a mask and the physical 

colour is presented shortly afterwards. This allows manipulation of the masking time for 

the colour word.

5.1.2 Stroop, predictive effects and awareness
Cheesman and Merikle (1986) used a four colour version of the Stroop colour naming

task in which they varied the prime-target relationship so that there was either no 

predictive relationship (each colour word was followed equally often by each colour), or 

so that there was a greater proportion of congruent than incongruent trials. The later 

condition increased the magnitude of the standard facilitatory and inhibitory Stroop effects 

when the words were clearly visible (i.e. incongruent trials showed greater inhibition and 

congruent trials showed greater facilitation). At subjective threshold the basic Stroop 

effect could still be seen (i.e. naming latency was longer for incongruent trials than for 

congruent trials), however the frequency manipulation had no effect on naming latency for 

incongruent trials (i.e. no inhibitory predictive effect was seen). A modest effect of the 

frequency manipulation on congruent trials was still seen, and was significant in one 

experiment, thus indicating that a facilitatory predictive effect did remain at subjective 

threshold. The subjective threshold condition was established separately for each subject; 

by asking subjects when they thought their discrimination performance had fallen to 

chance. The mean masking times were 34.8 and 44.8ms for the two experiments. The 

suprathreshold making time was 250ms. Word stimuli were presented either above or



below the fixation point. The colour patch was presented centrally at the fixation point 

66ms after the onset of the priming word.

Cheesman & Merikle comment that the predictive facilitatory effect was smaller at 

subjective threshold than in the suprathreshold condition, and suggest that it may be due to 

some residual above-threshold processing. This suggestion allows them to maintain the 

line of interpretation adopted to account for both this study (Cheesman & Merikle, 1986), 

and for the later of study of Merikle et al. (1995): namely that when priming stimuli are 

presented at the subjective threshold for awareness, predictive effects are lost whilst the 

Stroop effect can still be observed.

However the suggestion that predictive effects can be explained away as being due to 

residual above-threshold processing is a somewhat misleading representation of their 

results. The magnitude of both the basic Stroop effect and the facilitatory predictive effect 

approximately halve at subjective threshold, as compared with the suprathreshold 

condition. Whilst these experiments indicate that inhibitory predictive effects disappear at 

subjective threshold, the observed decrease in the facilitatory predictive effect is perfectly 

in line with the observed decrease in the Stroop effect. Thus Cheesman & Merikle’s 

(1986) argument that the facilitatory predictive effect may be due to residual above

threshold processing must also raise the issue of whether the observed Stroop priming is 

due to residual above-threshold processing, a suggestion which undermines the qualitative 

difference in processing with and without awareness they purport to have demonstrated81; 

namely one in which Stroop effects persist in the absence of awareness, but predictive 

effects do not.

Merikle et al. (1995) use a two-colour variant of the Stroop task and present the word 

prime centrally. The mask followed presentation of the word prime at one of two SOA’s, 

the threshold or suprathreshold conditions. The mask was a CVC letter string presented 

initially in white, and turned the colour to be named some 314ms after onset of the priming

81 In place of this they might have argued for a different qualitative shift in performance with awareness 
based solely on observations of the facilitatory and inhibitory predictive effects. It may be noted that the 
finding of a loss of an inhibitory effect with a loss of awareness but the retention of a facilitatory effect fits 
an hypothesis put forward by Posner and Snyder (1975) and experimental observations made by Neely 
(1977).



stimulus. Again thresholds were established for each subject, this time by using the 

exclusion task (see last Chapter) and choosing the SOA at which subjects showed the 

greatest rate of stem completion. The ‘critical stimulus duration’ established in this way 

ranged from 29 to 71ms, with a median of 57ms. The stated rationale for using this 

method of determining threshold was to find the point at which unconscious influences 

were maximal compared to conscious influences.

Throughout the experiment 75% of trials were incongruent and 25% congruent (no 

control trials were used). Subjects first sat a block of 24 training trials during which primes 

were presented at 214ms. They then sat 3 experimental blocks of 64 trials in one masking 

condition followed by 3 experimental blocks in the other condition. Thus whilst Merikle & 

Cheesman (1986) had used an intermixed design in which stimulus duration varied 

randomly from trial to trial, Merikle et al. (1995) used a blocked design. Under these 

conditions they found that incongruent trials were faster than congruent trials at the 

supraliminal SOA, but that congruent trials were faster at the critical stimulus duration. 

Thus they found evidence for a predictive effect at 214ms, and evidence for a Stroop 

effect at ~57ms. This was interpreted as demonstrating a qualitative shift in processing 

with and without awareness. Merikle et al. (1995) argue that predictive effects depend 

upon awareness of the cueing stimuli, but that Stroop effects do not.

5.1.3 Methodological shortcomings of Merikle, Joordens & Stolz (1995)
The design of the following experiments was based on that used by Merikle et al.

(1995), and aimed to address some methodological shortcomings in their design. The 

principle three shortcomings which are addressed are outlined below.

Firstly the setting of the predictive and Stroop effects in opposition in their 

experimental design did not allow an examination of how the individual effects vary with 

awareness. Their conclusions rested on the plausibility of two claims: (1) That the 

exclusion task can be used to measure the relative magnitude of conscious and 

unconscious influences, and (2) That Stroop and predictive effects are dependent upon 

either conscious or unconscious influences. The methodology of setting the two processes 

in opposition, and looking at the SOA at which unconscious influences are thought to be



maximal as compared with conscious influences, allows Merikle et al. (1995) to infer that 

unconscious processes are operating without requiring them to make the implausible 

assumption that subjects are never aware of stimuli at a particular SOA. However it is also 

a methodology that does little to rule out alternative explanations of the pattern of results 

observed or the assumption that only two sorts of processes operate (i.e. conscious and 

unconscious influences) is not warranted.

Secondly Merikle et al.’s use of 24 training trials was inadequate. They failed to 

distinguish between the conditions under which a predictive relationship needs to be learnt 

and those under which the learnt association may demonstrate its effect on response 

latency. Only with a greater number of training trials could they have justifiably claimed 

that predictive effects (the association underlying which had already been learnt in 

training) were dependent upon awareness of the cueing stimuli.

Thirdly the use of a blocked design, such that the different masking conditions were 

tested in different blocks, introduced the possibility that strategic effects may have 

accounted for the difference in performance between blocks. Subjects may have attended 

to the display differently and/or adopted a different task set in the different blocks. For 

example differences in strategy may have resulted because in the supraliminal condition 

subjects adopted a strategy to avoid too much interference from incongruent colour 

words.

5.1.4 Is awareness of the cue necessary for predictive effects?
The principal motivation for these investigations was the investigation of the possibility

that predictive effects do not depend on conscious identification of the cueing stimuli. 

Intuitively it seems that our actions are frequently influenced by perceptual information of 

which we are only aware after we have performed the action (see Chapter 3 where playing 

tennis was used as an example of this) or if we direct our attention to the relevant stimulus 

(e.g. when we make a reach to an object and we adjust the position of our hand to avoid 

obstacles, an example much cited by connectionist modelers as an example of multiple 

constraint satisfaction, the adjustment does not usually seem to require conscious 

deliberation of how to avoid the obstacles). Thus although the perceptual information



which influences a response is (or can be) brought to awareness, it appears that conscious 

identification of that information is not a prerequisite for the information to influence 

response.

In studies of implicit knowledge in sequential learning tasks it has been demonstrated 

that response latencies to a series of stimuli are shortened when those stimuli are presented 

in a repetitive pattern, even when subjects have reported that they did not realise there was 

any pattern to the stimuli, and acquired knowledge of the sequence under dual task 

conditions (see Shanks & Johnstone, 1997). However subjects performing such tasks have 

shown knowledge of the sequence on so-called ‘objective’ measures of explicit 

knowledge, which require them to attempt to re-create the sequence experienced (Shanks 

& Johnstone, 1997). Therefore in these studies there can be little doubt that subjects were 

both aware of the cueing stimuli at the time of presentation, and that they were able to 

bring to awareness the sequential information which influences their response latencies. 

However there is a sense in which might be said that some subjects were not aware of the 

information which influenced response latency. These studies appear to have shown that 

subjects did not have to construct a conscious representation of the predictive information 

(i.e. subjects did not have to think to themselves ‘X comes after Y’) in order to show 

predictive effects (if the observed effects on response latency had resulted from thoughts 

of this sort, then it would be expected that all subjects showing the effect would have 

declared some awareness of the sequential pattern of stimuli). These studies appear to 

demonstrate that predictive effects do not result from conscious inductive inferences of the 

form ‘Y has just appeared’, ‘X usually follows Y’, therefore ‘expect X ’. Thus it seems 

possible that the thought that ‘ Y has just appeared’ may not to be a prerequisite for 

predictive effects to occur.

More direct experimental evidence for the claim that cues predictive of correct 

responses may influence response latency even when subjects are not aware of those cues, 

comes from a study by Miller (1987). In these experiments subjects had to classify central 

target letters, ignoring simultaneously presented flanker letters. The identity of the flanker 

letters correlated with correct responses, and response latencies were faster for trials in



which the response was predicted by flanker letters than for non-predictive trials.

Although flanker letters were presented supraliminally, subjects were told to ignore them, 

and they indicated little awareness of their identities and no awareness of the predictive 

value of flanker letters. Indeed in those experiments in which Miller (1987) took measures 

of either the ability to identify flanker letters or to judge contingencies between flanker and 

target stimuli, then the tendency was for those subjects who lacked awareness to show 

stronger predictive effects than those subjects who showed some evidence of awareness.

5.1.5 Outline of the experiments
The logic of the following studies was to separate out the Stroop and predictive effects

and to examine them in isolation. Thus in the first experiment two neutral words were 

associated with the two colours so that the predictive relationship could be examined in 

isolation from the Stroop effect. In the second experiment the Stroop effect was examined 

alone, with an equal frequency of congruent and incongruent trials. In the final experiment 

the two effects were combined; as in the Merikle et al. (1995) experiment.

No critical stimulus duration was calculated for subjects. Instead words were presented 

under a range of different masking times (17, 33, 50, 67, 83, 214ms) and the ability to 

discriminate the masked stimuli and reported awareness were collected in a secondary 

task. Thus no assumption was made that subjects would lack awareness of all stimuli 

presented at a particular SOA. This design allowed an investigation of how measures of 

the Stroop and predictive effects, as compared to measures of awareness, varied with 

masking duration.

In the experiment which isolated the Stroop task alone this secondary report task was 

blocked, so that the influence of being encouraged to attend to the words and report 

awareness of them could be examined. In the other experiments report trials were 

intermixed throughout, occurring on approximately one in five trials.

Subjects were given extensive training trials in the experiments where a predictive 

relationship was to be learnt (6 blocks of 32 trials). Experimental blocks consisted of trials 

intermixed for SOA, and throughout experimental blocks half of all stimuli were presented



at the longest masking time (214ms) so that learning of and/or the task set for the 

predictive relationship was maintained.

The experiments were carried out on separate groups of subjects. The first experiment 

examined the predictive effect in isolation, and the second experiment the Stroop effect. 

The design of the third experiment, which combined the two effects, was influenced by the 

results of the first two experiments in that it focused on just four masking durations (17, 

50, 83 and 214ms). The rationale for this was to maximise power on these critical 

durations - it was expected that the combined experiment would be more noisy than the 

other experiments as it places the two effects in opposition.

5.2 Method:
The three experiments will be referred to from here as the Predictive, Stroop and Combined 

experiments.

5.2.1 Temporal Sequence of Stimuli
All experiments had the same sequence of events on each trial. All stimuli were presented centrally: A

fixation point appeared for 1 second. Then a blank screen for 50ms. The stimulus word was always 

displayed for 17ms and this was either followed by a blank screen or directly by the mask. The SOA was 

the time between the onset of the stimulus and the onset of the mask. The delay between word and colour 

onset was taken from Merikle et al. (1995): 300ms after the onset of the stimulus, the mask turned from 

white to either red or green. The mask consisted of a sequence of 7 alternating letters and/or symbols. 

There were 10 different masks, selected at random on each trial.

5.2.2 Tasks
All experiments had the same basic task, which subjects were required to perform on every trial. This 

was to press one of two keys with one of the first two fingers of their right hand to indicate the physical 

colour that the mask turned. If the subject gave an incorrect response then a brief tone would sound. The 

instructions stated that subjects should respond as quickly as possible whilst maintaining high accuracy.

All experiments had the same discrimination and awareness questions. On trials where the questions 

were asked, a prompt would appear indicating the key that corresponded to each of the two stimuli. The 

prompt appeared immediately after the subject had responded to the basic task. The awareness question 

always followed the discrimination question. Subjects were instructed to use their left hand for 

discrimination and awareness responses. The instructions stated that subjects need not be quick in making



these responses. The prompt for the awareness question asked subjects to make one of the following 

responses:

Saw all the word clearly

Could identify the word from seeing part of it e.g. one or more letters or word length 

Could see something but it was too quick to identify 

Didn’t see a word before the mask at all

Trials which had a discrimination and awareness question after the main task will be called trials with 

report.

5.2.3 Training
All experiments had training blocks at the beginning. During training blocks all words were displayed 

at the longest SOA, 214ms. Thus all words were clearly visible in training.

In the Predictive and the Combined experiments training consisted of 6 blocks of 32 trials (192 trials 

in all) in which 75% of trials consisted in one pairing of the word and physical colour presented (from 

here this will be called the Valid pairing), and 25% of trails consisted of the other pairing (Invalid trials). 

25% of trials had report.

In the Stroop experiment training consisted of two different blocks of 32 trials. Training was shorter 

for this task as subjects did not need to learn a predictive relationship, they needed only to become familiar 

with the tasks. In the first block subjects practiced the basic task (Stroop colour patch naming) alone. In 

the second block subjects performed the colour patch naming task with the discrimination and awareness 

tasks also taking place on every trial. There was no correlation between identity of the masked word and 

the physical colour displayed.

In training as in the experimental blocks the order of trials was random, and trials on which an 

awareness question was asked kept the same proportion of Valid and Invalid trials as the rest of the trials.

During training blocks only and on trials with report: If the subject responded incorrectly to the 

discrimination question, then after the awareness question a tone would sound and a warning would 

appear on screen stating that subjects should pay more attention to the masked words. The next trial 

resumed as normal after a short delay.

5.2.4 Experimental Blocks

5.2.4.1 Predictive Experiment
The experiment consisted of three blocks of 80 trials (240 experimental trials per subject).



The two words presented were ‘JOB’ and ‘NIGHT’. The valid (75%) pairing was of ‘JOB’ with the 

physical colour red, and ‘NIGHT’ with green. The words were masked at SOA’s of 17, 33, 50, 67, 83 and 

214ms. The valid/invalid relationship was maintained throughout all stimulus conditions (SOA, with and 

without awareness question)

Half of all trials had the word masked at 214ms SOA, and no awareness question was asked for these 

trials. The other 120 trials were equally divided between the 5 other masking SOA’s, leaving 24 trials per 

SOA per subject for SOA’s 17-83ms. One third (8) of these trials had report. There were 6 invalid trials 

per SOA per subject for SOA’s 17-83ms. 17% of all experimental trials had report.

5.2.4.2 Stroop Experiment
The experiment consisted of four blocks of 72 trials (288 experimental trials per subject).

The two words presented were ‘RED’ and ‘GREEN’. The word ‘RED’ was paired with the colour red 

on 50% of trials, similarly for ‘GREEN’ and green. Thus there was no Valid/Invalid manipulation.

Instead pairs could be differentiated according to whether they were Congruent or Incongruent. The words 

were masked, just as in the Predictive Experiment, at SOA’s of 17, 33, 50, 67, 83 and 214ms.

There was an equal proportion of trials at each SOA: 48 trials per SOA. There were 12 trials per 

condition (congruent\incongruent, with and without report) per SOA per Subject.

Subjects sat blocks in which either every or no trial had report. The condition alternated between the 

four blocks according to an ABBA design, the condition sat first being counterbalanced across subjects.

5.2.4.3 Combined Experiment
The experiment consisted of four blocks of 72 trials (288 experimental trials per subject).

The two words presented were ‘RED’ and ‘GREEN’. The Valid (75%) pairing was the Incongruent 

pairing - of ‘GREEN’ with the physical colour red, and ‘RED’ with green. The words were masked at

SOA’s of 17, 50, 83 and 214ms. The 75 % valid/ 25% invalid relationship was maintained throughout all
</

stimulus conditions (SOA, with and without report).

Half of all trials had the word masked at 214ms SOA. The other 144 trials were equally divided 

between the 3 other masking SOA’s, leaving 48 trials per SOA per subject for SOA’s 17, 50 and 83ms. 

One third (16) of these trials had report. 16 trials at SOA 214ms also had report. There were 12 Invalid 

(Congruent) trials per SOA per subject for SOA’s 17, 50, and 83ms. 22% of all experimental trials had 

report.

5.2.4.4 Subjects
All subjects were students at University College London.



23 Subjects participated in the Predictive Experiment. 

16 Subjects participated in the Stroop Experiment.

30 Subjects participated in the Combined Experiment.

5.3 Results and Discussion

5.3.1 Use of Medians
Medians are used as the principle measure of central tendency for Reaction Times.

This was partly for convenience as there was no easy way to remove long RT’s. The form 

of the results in the first two experiments (Predictive and Stroop) was largely the same 

when mean measures were used. In the Combined Experiment mean measures accentuated 

the Stroop effect at all SOA’s.

Two medians were used per condition per subject for the Stroop experiment, as this 

equated the number of trials in the smallest cell from which a median was taken (6) in the 

Predictive experiment. An attempt was made to use two medians in the Combined 

experiment for the same reason, however the code was written in such a way (to make 

counterbalancing easier to program) that not all blocks contained the same number of 

trials from all conditions. This meant there was no simple way to get two medians per 

subject that did not increase variance (as the medians could not be obtained by looking at 

data from separate blocks). Instead one median per subject per condition was used in the 

analysis of the Combined experiment.



5.3.2 Response latency by condition and SOA

Figure 5-1: Response latency by condition in the Predictive experiment

8 0 0

7 0 0

cocco
6 0 0

■*—>oa)S'D
CO

'o
5 0 0

INVALID

4 0 0 VALID
3 3 5 01 7 6 7 8 3 2 1 4

SOA

Figure 5-2: Response latency by condition in the Stroop experiment - Blocks WITH Report
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Figure 5-3: Response latency by condition in Stroop experiment - Blocks WITHOUT Report
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Figure 5-4: Response latency by condition in the Combined experiment
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5.3.3 Change in RT with SOA
As can be seen from the graphs above, there was in general a linear trend of increased

RT as SOA decreased. However this trend is reversed in the only condition in which 

subjects did not need to attend to words - the Stroop experiment on blocks without 

report.(It should be noted that throughout the Predictive and Combined experiments at 

least 1/6 of trials are with report, and that during training subjects have been prompted to 

pay more attention to the words when they have responded incorrectly on the



discrimination task. The trials with report are randomly intermixed, and so subjects need 

to attend to words throughout to perform well on this task.)

It seems that this trend must be accounted for by the increased difficulty of word 

discrimination at shorter SOA’s. The reverse trend in the Stroop without report condition 

may be because, when subjects are not making an effort to identify the priming stimuli, it is 

just those words which are spontaneously recognised which tend to automatically draw 

more processing resources and produce greater interference.

5.3.4 Analyses of Differences

The graphs on the next page show the mean difference in ms between subject medians 

for the valid/incongruent and invalid/congruent conditions for the three experiments. 

Positive values indicate a predictive effect in the Predictive experiment, and a Stroop 

effect in the Stroop and Combined experiments.

(see over page)



Figure 5-5: Difference in latency fo r  conditions in Predictive experiment
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Figure 5-6: Difference in latency fo r  conditions in Stroop experiment

Incongruent - Congruent
2001

C 140

120

60

2nd Task

87 21433

SOA

Figure 5-7: Difference in latency fo r  conditions in Combined Experiment

lnvalid\Congruent -  Valid\lncongruent
20

1
Ic
8

17 SO 83 214

SOA



The following table gives the mean difference in ms between Valid/Incongruent Trials 

and Invalid/Congruent Trials. Positive values are in the direction of a Stroop effect. 

Negative values are in the direction of a Predictive effect.

Table 5-1: Mean difference in RT. (ms) by SOA

SOA Predictive Stroop: Report Stroop: No Report Combined
17 -77 19 -7 -7
33 -18 65 -6 #,
50 -21 95 6 18
67 -73 148 11 , t
83 -83 135 23 12
214 -42 71 9 5

Results of Paired T-tests to establish a difference in colour-naming latency dependent 

upon Valid/incongruent or Invalid/congruent Conditions are shown in Table 5-2.

Table 5-2: Significance tests for difference in RT. by SOA

Predictive
(n=23)

Stroop : Report 
(n=32)

Stroop : No report 
(n=32)

Combined
(n=30)

SOA t P t P t P t P
17 -3.11 <0.005 0.41 n.s. -0.10 n.s. -0.09 n.s.
33 -0.73 n.s. 1.88 =0.07 -0.53 n.s. , # # #
50 -0.88 n.s. 3.26 <0.005 0.55 n.s. 1.84 =0.08
67 -5.77 <0.001 4.37 <0.001 1.07 n.s. t,
83 -3.68 <0.001 4.65 <0.001 2.47 <0.05 1.48 n.s.
214 -5.15 <0.001 2.83 <0.01 0.65 n.s. 2.21 <0.05
Note: cells show uncorrected probability.

One-way ANOVA’s on the difference between the medians were used to investigate 

the shape of the difference graphs.

Predictive Experiment: A significant Cubic term was found across all SOA’s (F = 

9.19, p < 0.005), other terms did not reach significance. Stroop Experiment: Only 

analysis of data from the blocks with report yielded significant results. A significant 

Quadratic term was found across all SOA’s (F = 5.64, p < 0.05), and the linear term 

approached significance (F = 3.49, p = 0.06). Combined Experiment: No significant 

tendency was found.



5.3.5 Discussion of Differences
Considering the Predictive and Stroop experiments, three principle observations may

be made. Firstly the Predictive experiment clearly shows a cubic function across SOA’s. 

The effect is small, and non-significant, at 33ms and 50ms, yet increases again at 17ms 

SOA. Secondly the Stroop effect is very strongly influenced by whether or not subjects are 

required to report the identity of the masked colour words. Indeed there was only minimal 

evidence of the Stroop effect when report was not required. In report blocks, when the 

Stroop effect was evident, then this effect was found to fall off for lower SOA’s, and was 

non-significant at 17ms SOA. Thirdly there is evidence that both Stroop and predictive 

effects are reduced in magnitude when the masked priming stimulus is clearly visible 

(214ms SOA).

The Combined experiment failed to replicate a finding of the Merikle et al. (1995) 

study, in that the difference in response latency did not indicate a predictive effect at 

214ms SOA. It appears that in this study Stroop effects were dominant over predictive 

effects. However the shape of the difference graph broadly supports the findings from the 

earlier two experiments. The Stroop effect is seen to be most dominant at intermediate 

SOA’s (particularly 50ms), and the relative magnitude of the Stroop effect falls off for 

214ms and particularly for 17ms SOA. Thus, given the caveat that the Stroop effect is 

more dominant in this study, the Combined experiment might be interpreted as consistent 

both with the pattern of results found by Merikle et al. (1995), which concerned only 

intermediate and long SOA’s, and with the suggestion arising from the Predictive 

experiment of a recovery of predictive effects at 17ms. The overall pattern of results
i f

would thus appear to be inconsistent with the interpretation put forward by Merikle et al. 

(1995) relating predictive effects to conscious influences and Stroop effects to 

unconscious influences.

5.3.6 Discrimination Performance
Figure 5-8 gives percent correct performance on the discrimination task (subjects had

to indicate which of two masked stimuli had appeared) for report trials only by SOA for 

each experiment.



Figure 5-8: Discrimination Performance by SOA
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As can be seen, in all experiments accuracy at 17ms was very close to 60%, and rises 

to just over 90%. Performance between these SOA’s was consistent for the Combined and 

Predictive Experiments, however performance on the Stroop experiment was greater at 

intermediate SOA’s. This observation is borne out by contingency tests which show 

significant differences between the Stroop and other experiments at 33,50, 67 and 83ms82. 

There were no significant differences in performance at 17 and 214ms SOA, nor between 

the Predictive and Combined experiments at any SOA. One sample t-tests carried out on 

subject means showed that performance was above chance for each experiment 

individually at 17ms83.

It seems that the increased performance at intermediate SOAs is due to subjects having 

to make a discrimination response on every trial, in the Stroop with report condition, as

82 At 33ms two-way comparison between Predictive and Stroop, Chi-square = 14.63, p<0.0001. At 50ms 
three-way Chi-square = 25.86, p<0.00001. Individual comparisons between Stroop and others significant 
F>15, p<0.0001, Predictive and Combined compared: n.s. difference. At 67ms comparison between 
Stroop and Predictive; F = 4.26, p<0.05. At 83ms three way Chi-Square = 10.44, p<0.005; Combined and 
Stroop Chi-square= 9.10, p<0.005; Predictive and Combined comparison approached significance: Chi- 
square=3.39, p=0.066; Predictive and Stroop not significant.
83 Predictive experiment: t(22 d.f.) = 2.42, p<0.05. Stroop experiment: t(15 d.f.) = 3.46, p<0.005. 
Combined experiment: t(30 d.f.) = 3.43, p<0.005.



opposed to on a random selection of interspersed trials. (It does not seem that the 

presence or absence of colour words can explain the results, since the Combined and 

Predictive Experiments show such similar patterns of performance). It seems that the task 

set induced when subjects know they have to respond on every trial improves performance 

at the intermediate SOAs but does not improve performance at the highest and lowest 

SOAs. Whilst baseline and ceiling effects may be a factor, it appears that the difference 

seen at 33ms is not in proportion to the difference seen at 17ms when relative magnitude 

from chance (50%) level is taken into account.

A plausible supposition might be that asking the subjects to report on every trial 

encourages them to attend more and make a better attempt to recover the percept. 

However it is interesting to find that this has little effect on stimuli presented at 17ms, 

despite the fact that performance is clearly above chance at this SOA.

Note: In the Predictive and Combined Experiments there were three times as many 

Valid as Invalid trials in Report. It might be thought that subjects would use this 

information to help them perform the discrimination response, however on inspection 

there was no evident difference in mean discrimination between Valid and Invalid trials.



5.3.7 Reported Awareness
The following graphs give the percentage o f  responses in each report category for

report trials by SOA for each experiment.

Figure 5-9: Reported awareness in Predictive experiment
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Note: Data for 214ms comes from training blocks.

Figure 5-10: Reported awareness in Stroop experiment

1 0 0

90

80

70

60

50
R e po rt

40
S e e n  C l e a r l y  

Id e n t i t l e d

30

2 0
S  o m  e t h i n g  

N o t h i n g

1 0
■ u

2148317 50 6733

S O A

Figure 5-1F Reported awareness in Combined experiment
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5.3.8 Discrimination by awareness

The following graph shows mean discrimination perform ance by SOA and reported 

awareness. The data is summed across all three experiments. It is interesting to  note that 

the pattern o f  results at 17ms differs from that for all o ther SO A ’s. All three experiments 

show a similar pattern at 17ms: namely that perform ance is best when subjects report that 

they do not a clear percept o f  the word, but that they are able to  identify it (see Appendix 

11). W hen subjects report that they have seen the w ord clearly at 17ms SOA, performance 

is only 60%  correct.

Figure 5-12: Discrimination by Report category by SOA
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5.3.9 Testing the discontinuity in discrimination by awareness at 17ms SOA
It was not possible to run a repeated m easures AN OV A on discrimination accuracy by

reported awareness and SOA because there was a large num ber o f  missing cells. To get 

around this problem a one-way repeated m easures A N O V A  o f  accuracy by SOA was run 

considering only trials on which subjects reported clearly seeing the stimulus. Looking at 

performance just in the Predictive and Stroop experiment, and considering all SOAs (17, 

33, 50, 67, 83, 214) the main effect o f  SOA was found to  be significant (only 11 cases



were available for processing due to missing data, F[5]=4.85, pcO.OOl), as was the 

comparison between 17ms SOA and the average effect of higher SOAs (Helmert test, 

F[l]=5.38, p<0.05). Looking at performance only over SOAs 17, 50, 83, 214 and 

including data from all experiments, a higher level of significance was obtained for the 

comparison of 17ms SOA with higher SOAs (24 cases available for processing, main 

effect of SOA F[3]= 11.51, pcO.OOl; Helmert contrast, F[ 1 ]= 12.73, p<0.005).

Since data from so few subjects could be used for the repeated measures ANOVA, due 

to missing data, an independent samples ANOVA of accuracy by SOA was also run, 

taking the value for mean accuracy for each subject at each SOA (when this was available) 

as an independent observation. Again only trials on which the subjects reported seeing the 

stimulus clearly were considered. Considering SOA’s 17-214, SOA was a highly 

significant factor (F[5]=17.92, p<0.0001). However considering only SOAs 33-214, there 

was not a significant effect of SOA (F[4]=1.23, p=0.299). Bonferroni corrected contrasts 

between individual conditions produced a significant difference between the 17ms SOA 

and every other SOA at the level of p<0.05; no other contrasts between SOAs were 

significant.



5.3.10 Training
The following graphs show the median latency by condition for the training blocks of 

Predictive and Combined experiments.

Figure 5-13: Response latency in training blocks o f the Predictive experiment
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Figure 5-14: Response latency in training blocks o f the Combined experiment
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Note: Medians are taken over all data for convenience. Means show the same pattern.

Mean of Subject medians were only obtained grouping over all training blocks, and these 

revealed a strongly significant predictive effect in both experiments.

Summing data over all blocks reaction times were significantly faster for Valid than 

Invalid trials both for the Predictive experiment (Paired t-test on subject medians: t (29)=



3.12, p<0.005) and the Combined experiment (t (22)= 2.81, p<0.01). This verifies the 

blocked result of Merikle et al. (1995) for 214ms SOA. However it can be seen that 

Subjects do not learn the Valid/Invalid relationship until the third or fourth block, thus 

demonstrating the inadequacy of the training used in the Merikle et al. (1995) study.

5.4 Discussion

5.4.1 Predictive effects and Awareness
The finding of a non-monotonic function for predictive effects in the Predictive

experiment strongly supports the claim that predictive effects are not dependent upon 

conscious identification of the masked stimuli. Discrimination performance increases 

steadily across SOA’s 17, 33 and 50ms. Reported awareness is virtually identical for 

SOA’s 17ms and 33ms, whilst subjects report greater awareness at 50ms SOA. If 

predictive effects were dependent upon conscious identification then they would also be 

expected to increase across SOA’s 17-50ms. The reverse trend was observed.

Subjects were able to discriminate the cueing stimuli correctly on 60% of trials masked 

at 17ms SOA, and they reported being aware of the identity of stimuli on -15%  of trials at 

17ms SOA (stimuli were reported as seen on 5% of trials, and identified from partial cues 

on 10%). Thus there is evidence of awareness of stimuli masked at 17ms SOA, and it 

could not be argued that this experiment provides a demonstration of perception under 

masking conditions which preclude awareness. However the evidence does suggest that 

cueing stimuli do not influence response latency in virtue of being consciously identified. 

The results indicate that the manipulation of SOA shows a qualitatively different influence 

on performance measures related to awareness (e.g. reported awareness and 

discrimination performance) as opposed to those related to predictive effects (e.g. 

difference in response latency for congruent vs. incongruent trials). It seems reasonable to 

infer that different processes underlie conscious identification and predictive effects.

Merikle et al. (1995) hypothesised that predictive cueing effects provide an example of 

a conscious influence of perception on performance. In so far as conscious influences of 

perception may be expected to relate to reported awareness and discrimination



performance, this hypothesis was not supported. This conclusion is principally supported 

by the finding of a discontinuity in predictive cueing effects at 17ms SOA.

5.4.2 Discrimination, task-set and SOA
Figure 5-8 shows discrimination performance rates by SOA in the three experiments.

The Stroop experiment, in which report trials were blocked as opposed to intermixed, 

shows a higher level of discrimination performance than that shown for the other 

experiments across SOA’s 33-83ms. Figure 5-9, Figure 5-10, and Figure 5-11, which 

show reported awareness for the three experiments, also indicate that subjects reported 

seeing the stimuli clearly much more frequently in the Stroop experiment at heavily 

masked SOA’s (e.g. at 50ms 60% of stimuli were reported as clearly seen in the Stroop 

experiment, as opposed to 20% and 25% in the Predictive and Combined experiments 

respectively). However there was very little difference in discrimination performance at 

17ms SOA across the three experiments.

It seems plausible that when discrimination and report is required on every trial, 

subjects devote more resources to the attempt to recover a percept of the masked 

stimulus, and this results in increased subjective awareness and increased discrimination 

accuracy when the stimulus is masked at SOA’s 33-83ms. Whilst this observation could 

hardly be considered surprising, it is curious that a similar effect is not seen at 17ms SOA. 

Since discrimination performance at 17ms is at 60%, it does not appear that the absence of 

any appearance of the effect can be due to a floor effect. One possibility is that attempts to 

recover a conscious percept are rarely successful when the stimulus is masked at 17ms 

SOA. This account is further supported by the results discussed in the next section.

5.4.3 The discontinuity in discrimination by awareness at 17ms SOA
Figure 5-12 shows the relationship between reported awareness and discrimination

accuracy for different SOA’s, for data grouped over all three experiments. It can be seen 

that there is a good degree of consistency in the form of the relationship for SOA’s 33- 

214ms. In general discrimination performance was high when subjects reported 

consciously identifying the stimulus (i.e. they reported seeing it clearly or identifying from



partial cues), and marginally better when the stimulus was reported as being seen clearly. 

However at 17ms SOA performance was markedly worse for these two report categories, 

particularly when subjects reported seeing the stimulus clearly.

Section 5.3.9 reports the results of statistical tests which demonstrated that when 

subjects reported seeing the stimulus clearly discrimination accuracy was significantly 

lower at 17ms SOA than at other SOAs. When subjects report clearly seeing stimuli at 

17ms SOA, they only perceive them veridically on 60% of trials, as opposed to 

discrimination rates of 90% or over at other SOA’s. This would appear to indicate that 

masking at 17ms SOA seriously disrupts the processes underlying formation of a 

conscious percept.

5.4.4 Stroop effects
Two findings emerge from the data collected in the Stroop experiment: (1) The

magnitude of the Stroop effect increases as words become more perceptible. (2) When 

subjects are required to attend to the words then priming effects increase by one order of 

magnitude.

A similar finding to (1) can be seen in Cheesman & Merikle (1984). Using a four- 

colour Stroop colour naming task they showed that the magnitude of the Stroop effect 

was closely related to discrimination performance (measured in a separate task). In their 

study they showed the measures of discrimination performance and Stroop priming to be 

approximately equally sensitive to perceptual information. In this experiment 

discrimination performance was found to be more sensitive to perceptual information than 

Stroop priming effects when the two tasks are carried out concurrently, and a far more 

sensitive measure of perceptual information than Stroop priming measured without 

discrimination as a dual task. The most plausible explanation for the discrepancy between 

the experiments is that the Cheesman & Merikle (1984) study required verbal naming, 

whereas in this experiment subjects gave a manual response.

The large increase in Stroop priming effects seen when subjects are required to 

discriminate the masked stimuli would appear to support the idea that Stroop interference



arises because of the influence of stimuli on the processes underlying verbal response 

production. Marcel (1983, experiment 3) claimed that Stroop interference can not be due 

to verbal response production ‘as subjects were unable to name the word stimuli in the 

subthreshold condition.’ Yet Marcel did not ask his subjects to name the word stimuli. His 

threshold determining task was a presence/absence detection task. His subjects may have 

been able to discriminate the identity of the stimuli at above chance levels; and, although 

the stimuli may not have been spontaneously recognised, they may nonetheless have 

activated processes underlying verbal response production. When subjects are in the task 

set of giving a discriminated response regarding the identity of the colour word, then 

Stroop interference is seen to be much greater. It is plausible that the task set increases the 

influence of perceptual information about colour-word stimuli on the processes underlying 

verbal response production.

The results presented here support the notion that there is a close relationship between 

the ability to discriminate known stimuli and the Stroop effect (Cheesman & Merikle, 

1984). However this need not imply that Stroop priming requires conscious identification 

of the word stimuli. It may be that subjects would still demonstrate a Stroop priming effect 

when unable to identify the masking stimuli, however this could only be satisfactorily 

demonstrated in an experiment in which subjects lacked prior knowledge of the stimulus 

alternatives. At present there is not adequate experimental evidence to support the 

hypothesis put forward by Merikle et al. (1995) to account for the results of their 

experiment, in which the priming stimuli are well known to subjects, that Stroop priming 

may occur in the absence of subjective awareness.

5.4.5 The Combined Experiment
The Combined experiment did not provide evidence of a predictive effect at any SOA

for experimental trials, although training trials did indicate a significant predictive effect 

for trials blocked at 214ms SOA. It therefore appears that the intermixing of trials 

increases the relative contribution of the Stroop effect as compared to predictive effects. 

This may be because subjects devoted a greater amount of attention to the identification of



the word stimuli on intermixed trials in order to be able to carry out the discrimination task 

when stimuli were heavily masked.

The dominance of Stroop effects in the Combined experiment prevents any strong 

conclusions from being drawn from this study. However it should be noted that the only 

SOA at which the difference in latency was not congruent with a Stroop effect was 17ms 

SOA, whereas at 214ms SOA a significant Stroop effect was observed. This trend is again 

at variance with the hypothesis put forward by Merikle et al (1995), who suggest that 

predictive effects should be dominant when stimuli are consciously perceived, and Stroop 

effects should be dominant when stimuli are heavily masked.

5.4.6 Conclusion
Three methodological shortcomings of Merikle et al (1995) were mentioned in the 

introduction: (1) Their use of only two SOAs and of a design in which Stroop and 

predictive effects were placed in opposition (2) Their use of very few training trials (3) 

Their use of a design in which SOA condition is blocked, rather than intermixed.

The results of section 5.3.10 indicate that subjects did not show a predictive cueing 

effect until the third block of 32 training trials in the Predictive and Combined 

experiments, indicating that Merikle et al’s (1995) use of 24 training trials was inadequate. 

The investigation of the predictive effect in isolation over a wide range of SOAs, using an 

intermixed design, has indicated that this effect is not correlated with verbal report 

performance. The investigation of the Stroop effect in isolation has indicated that that the 

effect bears a close relationship to discrimination accuracy, and that the effect is strongly 

influenced by task set. The results of the Combined experiment have further undermined 

the conclusion reached by Merikle et al (1995) that Stroop effects are dominant when 

stimuli are not consciously perceived and that predictive effects are dominant when stimuli 

are consciously perceived. The findings of the experiments presented here are in better 

accordance with the hypothesis put forward in the introduction, that predictive effects are 

not dependent upon conscious identification; and with the hypothesis put forward by 

Cheesman & Merikle (1984), that Stroop effects are mediated by the same processes 

which underlie discrimination performance.



In addition these experiments have produced a striking, and unexpected, finding. There 

appears to be qualitative shift in processing which occurs at 17ms SOA. Evidence for this 

shift comes from three separate measures, outlined in sections 5.4.1, 5.4.2, and 5.4.3. 

Firstly the magnitude of the effect by which predictive cues influence response latency is 

seen to be greater at 17ms than at 33ms and 50ms. Secondly discrimination performance, 

which is above chance levels, is seen not to be dependent upon task-set at 17ms, whilst 

this dependency is seen at 33-87ms SOA. Thirdly the relationship between reported 

awareness and discrimination accuracy, which is remarkably consistent for data grouped 

across subjects at other SOA’s, is seen to break down at 17ms.

The discontinuity observed at 17ms SOA coincides with some other findings in the 

literature. Dagenbach et al. (1989, see Chapter 2) observed greater semantic priming 

effects on a lexical decision task at detection threshold (mean SOA -17ms) than at 

informed-choice threshold (~24ms). Groeger (1984, see Chapter 2) showed that semantic 

processing of targets was predominant at ‘awareness’ threshold (-10ms), and that 

syntactic processing was predominant at recognition threshold (-45ms). Thus the finding 

of a qualitative shift in processing between 17ms and other heavily masked SOA’s is not 

novel. No attempt will be made to give an account of why this shift occurs here. The 

results of the experiments covered in the next chapter also indicate a discontinuity at 

17ms. This subject will be returned to in the final discussion chapter.
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6.1 Introduction to experiments in this chapter
In these experiments the relationship between the ability to discriminate anticipated

stimuli, and the ability to identify or discriminate between unanticipated stimuli is 

explored. In Chapter 3 (section 3.1.1) it was suggested that subjects must consciously 

identify a stimulus in order to identify it if it is not anticipated, but that conscious 

identification need not underlie the above chance discrimination of the identity of a small 

set of anticipated stimuli. This claim makes a break from the tradition which has held that 

discrimination performance can be used as a measure of perceptual awareness.

6.1.1 Discrimination as the measure of awareness
Ericksen (1960) introduced the notion that forced-choice identification of stimuli might

serve as a measure of perceptual awareness. Merikle (1982, 1984) re-asserted this claim 

and argued that the subject’s ability to discriminate stimuli should be considered the 

critical measure of awareness, and that experimenters should demonstrate that biases do 

not account for chance levels of responding. Following these precepts, Cheesman & 

Merikle (1984) used a forced-choice identity judgment to demonstrate that Stroop priming 

bore a linear relationship to discrimination accuracy, a finding which they used to 

undermine earlier studies purporting to demonstrate perception without awareness.

The appropriateness of the use of forced-choice identity judgments and the Signal 

Detection Theory measure of discriminability as the most reliable measure of awareness 

has been uncritically accepted by influential critics of perception without awareness (e.g. 

Holender, 1986). However the adoption of this measure of awareness suffers from two 

potential difficulties: (1) It fails to take into account studies which have purported to 

demonstrate perception without awareness by showing above chance discrimination of 

stimuli in the absence of reported awareness (e.g. Merikle & Reingold, 1990). Marcel 

(1983) comments that subjects felt they had to guess to make forced-choice identity 

responses, even when their performance was well above chance. (2) It has tended to place 

the theoretical emphasis on studies in which the stimulus set is small and familiar to the 

subject (e.g. Cheesman & Merikle, 1984), as these conditions simplify the measurement of 

discrimination performance.



The claim that subjects may perform above chance on a forced-choice discrimination 

task in the absence of subjectively reported awareness has not been disputed. What is still 

at issue is whether this finding can in itself constitute evidence for perception without 

awareness. Before 1986 some researchers (e.g. Ericksen, 1960; Merikle, 1984) saw it as 

acceptable to simply define subjects as aware of stimuli if they could discriminate them 

above chance on a forced-choice identity task. More recently researchers who have 

remained skeptical about the validity of subjective measures of awareness have nonetheless 

conceded that forced-choice identity judgments may in part measure non-conscious 

information (Jacoby, et al., 1992; Merikle, 1992; Shanks & Johnstone, 1997).

6.1.2 Discrimination without awareness
In Chapter 2 an attempt was made to argue that there is a sense in which subjects

could be said to lack awareness of stimuli which, given appropriate task instructions, they 

could later discriminate from stimuli which had not been previously presented (see section 

2.3.4). Behavioural evidence was used to infer that the information processing underlying 

above chance discrimination of stimuli perceived without subjective awareness differed 

from the information processing underlying judgments made about stimuli which had, 

unequivocally, been consciously perceived. In those experiments subjects had no way of 

anticipating the exact stimuli prior to their initial presentation. The critical experimental 

manipulation was the nature of the judgment made at the time the stimuli were re

presented supraliminally. If subjects were asked to judge familiarity, they showed 

sensitivity to prior presentation whether supraliminal or subliminal, an effect that has been 

claimed to be due to ‘perceptual fluency’ (Whittlesea, et al., 1990). If asked to make a 

recollection judgment then (under certain experimental conditions) they showed sensitivity 

to prior supraliminal presentation, but not to prior subliminal presentation. The difference 

in the information processing carried out was shown to be qualitative, as opposed to a 

quantitative difference in sensitivity between the two tasks, since when the presentation 

was supraliminal subjects did not allow prior presentation to influence a judgment of 

whether the stimulus had appeared in a memorised list, whereas when it was subliminal 

they showed an illusion of memory (Jacoby & Whitehouse, 1989).
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6.1.3 Discrimination vs. Identification
This chapter aims to examine the possibility of a different information processing

distinction which might be interpreted as providing evidence for the discrimination of 

stimuli perceived without awareness. That is a distinction between the process which 

underlies the discrimination of a small set of anticipated stimuli, as opposed to the process 

which underlies the identification of unanticipated stimuli. In this case the critical 

experimental manipulation is whether or not subjects anticipate the stimulus presented, and 

the critical judgment, from a theoretical perspective, occurs at the time the masked 

stimulus is presented. The judgment that subjects are explicitly required to make remains 

constant, they are required to identify the masked stimulus. The distinction is made 

between two cases: When the stimulus presented belongs to a small (e.g. between 2 and 4) 

and specified set of stimuli, which the subject knows to constitute responses which have a 

high probability of being correct (e.g. greater than 25%), then an above chance rate of 

responding is said to provide evidence that the subject has Discriminated84 the stimulus. 

When the stimulus presented belongs to a much larger set (e.g. -25 stimuli), and the 

probability of an uninformed response being correct is low (e.g. 5% or less) then above 

chance responding is said to provide evidence that the subject has Identified84 the stimulus.

Clearly if subjects have any difficulty perceiving stimuli, then percent correct 

Identification performance is likely to be far lower than percent correct Discrimination 

performance (this follows from the difference in chance rates). Furthermore Discrimination 

performance is a statistically much more sensitive measure of perceptual processing than 

Identification performance. When subjects are required to identify one of a small set of
*/

stimuli then it is a straightforward matter to calculate the signal detection measure of 

discriminability (d’) using the hit and false alarm rates for each stimulus. Yet when the 

stimulus set is large, it becomes statistically much more difficult to get estimates of d’; 

where bias is likely to vary for individual stimuli, a separate d’ should be calculated for 

each stimulus prior to any averaging, and when it can be assumed that there is no 

difference in bias between stimuli, measurements of d’ have greater variance the greater

84 These terms are capitalised to indicate that they are technical terms taking their definition from this 
section.



the number of response alternatives. Moreover Subjects may show zero false alarm rates 

for a large number of the stimuli in the set, and d’ cannot be calculated when the false 

alarm rate is zero, and has high variance when false alarm rates are near-zero. Thus 

researchers have avoided the use of large stimulus sets when they wish to measure 

discriminability, a measure of perceptual acuity that is otherwise highly desirable because it 

provides separate measures of response bias and perceptual acuity whilst making minimal 

assumptions about the internal states underlying performance (see Macmillan & Creelman, 

1991, chapter 4).

However there are good reasons for supposing that Discrimination and Identification 

measure different processes.

6.1.4 Classification and discrimination
In psychophysical experiments the prototypical tasks for investigating discrimination

performance are the same-different and ABX paradigms - paradigms in which subjects are 

required to make a judgment concerning two or three stimuli which are immediately 

available to them (i.e. they have been presented in close temporal proximity). 

Discrimination (described by Macmillan & Creelman, 1991, p209, as ‘the act of 

distinguishing between two stimulus classes’) can be formally distinguished from 

classification, the naming or categorising of stimuli. However ABX paradigms frequently 

rely on ‘naming’ responses, and two-choice classification tasks are amenable to the same 

analytic treatment by SDT as discrimination tasks. Thus, as Macmillan & Creelman (1991, 

p209) put it, ‘it may not be surprising that detection theory can be readily extended to 

classification experiments.’ Indeed any standard set of SDT tables will include a table 

which allows the estimation of d’ from the proportion correct in an m-alternative forced 

choice identification task (assuming that bias is the same for all stimuli).

Here the term Discrimination is used to refer to what should properly be described as a 

classification task. Although classification and discrimination tasks can be given the same 

analytic treatment, it has long been known that discrimination performance is better than 

two-choice classification performance. The most well worn example of the discrepancy 

arises in speech perception as a result of the categorical perception hypothesis, which



hypothesises that discrimination is exactly as good as classification for some speech 

continua. In fact observed discrimination performance tends to exceed estimates predicted 

by both threshold models and SDT from the observed identification performance (see 

Macmillan, Kaplan, & Creelman, 1977, for a SDT treatment).

Of principle relevance here is not that discrimination and classification performance 

tend to differ, since both Discrimination and Identification are classification tasks, but that 

this discrepancy increases as the number of stimuli to be classified increases. In a famous 

paper, the same paper which introduced the idea that ‘immediate’ memory was limited to 

approximately 7 ‘chunks’ of information, George Miller (1956) summarised experiments 

showing that increases in the number of stimuli to classify led to corresponding increases 

in total sensitivity only up to a total of about seven stimuli. When the range of stimuli was 

increased beyond that point, there were no further increases in classification 

performance85.

Durlach & Braida (1969) have proposed a model that relates classification and 

discrimination. According to them, discrimination tasks measure only sensory resolution, 

whereas classification depends on both sensory and context-coding (labeling) processes. 

Context-coding processes are constrained by memory load, and the theory predicts that 

the discrepancy between discrimination and classification depends on the relative 

magnitudes of the variances due to sensory processes and context-coding processes86.

In summary, for rather limited stimulus contexts (one-dimensional stimuli which are 

not highly familiar), Discrimination performance has already been shown to be markedly 

superior to Identification performance (Miller, 1956). Furthermore there is a theoretical

85 The extreme fall-off in performance seen in the experiments summarised by Miller (1956) was no doubt 
due to the fact that subjects were not familiar with the stimuli they had to classify. The limitation on 
performance when classifying large numbers of familiar stimuli is probably more modest. Miller (1956) 
noted that highly trained musicians could accurately classify much larger numbers of discrete tones than 
musically naive subjects. Clearly anyone reading this can classify more than seven letters with a good 
degree of accuracy.
86 Both Miller (1956) and Durlach & Braida (1969) are primarily concerned with one-dimensional 
classification (e.g. judgments of the frequency of acoustic tones), however it is assumed that the qualitative 
conclusions also apply to multi-dimensional classification tasks, such as the identification of letters or 
words. The aim of this section is not to explore the psychophysical models in detail, but merely to point 
towards some literature supporting the arguments presented here.



precedent (Durlach & Braida, 1969) for the claim that classification performance is 

dependent upon the constraints of working memory, and that d’ alone cannot serve as a 

measure of classification performance.

Although this work is highly suggestive, it is not clear that these conclusions will hold 

for tasks which involve the identification of letters and words, the stimuli which have been 

the principle concern of experiments investigating perception without awareness. Whilst 

there is good evidence that the operation of working memory plays a critical role in the 

classification of unfamiliar stimuli, it is also clear that we do not need to hold familiar 

stimuli in working memory in order to identify them. One of the aims of the experiments 

presented in this chapter is to provide evidence that holding a familiar stimulus in working 

memory increases the chance that it will be correctly identified.

6.1.5 Identification as the measure of awareness
The principle difference between Discrimination and Identification from the perspective

of the availability of information to higher-order processes concerns when the subject is 

likely to have the content of the stimulus in mind. When one is attentively discriminating a 

small set of stimuli then it seems clear, at least subjectively, that one is holding the stimulus 

alternatives in mind. In this case subjective awareness of stimuli might be said to equate to 

one of two things (1) The nature of the experience one had when the stimulus was 

presented (i.e. did one have a clear visual image, partial conscious information, etc.) (2) 

The extent to which one is confident of the judgment that a particular stimulus was 

presented. (No doubt these two schema for characterising the nature of the subjective 

experience are closely related, but no attempt will be made here to explicate or explore the 

relation between them.)

When the stimulus set is large, or undefined, such that one cannot hold the stimulus 

alternatives in working memory, then (at least for the majority of stimuli in the set not held 

in working memory) one would not have thought of the stimulus had it not been 

presented. In this case subjective awareness of stimuli can again be categorised according 

the schema (1) and (2) above. However there is a further, apparently bivalent, distinction



that can be used to categorise one’s subjective state of awareness. One can be said to be 

have been aware of a stimulus, X, if and only if (3) one thought of X.

If a process related to awareness is to be defined in terms of the availability of 

information to higher-order processes (i.e. the process of conscious identification as 

defined in Chapter 3) then it seems clear that the key subjective distinction which offers 

the possibility of distinguishing between those cases in which the process operates and 

those in which it does not is (3) above. When subjects are discriminating between a small 

number of anticipated stimuli, then it is always the case that some information about the 

stimulus is available to higher-order processes. The subject may be more confident that a 

particular stimulus was presented, and this may influence how (and which) information is 

used in higher order processes87. However it is only when the stimulus set is large and 

unknown that a clear distinction can be made between the cases in which information 

about the stimulus is available to higher-order processes and those cases in which it is not. 

Therefore there are subjective grounds for supposing that Identification performance 

should be preferred over Discrimination performance as a measure of conscious 

identification.

6.1.6 Psychophysical models and conscious identification
The intuitions described in the previous section concerning Identification performance

find little correspondence with Signal Detection Theory. In the account above two distinct 

internal representational states are postulated: the state in which one is aware of an 

unanticipated stimulus, and the state in which one lacks awareness of the stimulus. Signal 

Detection Theory does not postulate discrete internal states, instead it characterises the 

decision space as a continuous dimension (or set of dimensions). Whilst some researchers 

have been accused of equating the criterion for response, as defined by Signal Detection 

Theory, with the threshold for awareness (Macmillan & Creelman, 1991, p i 12); and other 

researchers, apparently in an attempt to avoid that error, have explicitly equated awareness 

with discriminability (see section 6.1.1 above, and Chapter 2), a more natural

87 Although it should be noted that in the study of Bernstein & Welch (1991) into the Jacoby-Whitehouse 
effect subjects still showed an illusion of memory even when they were confident that the stimulus had 
been repeated.



interpretation is that Signal Detection Theory has no construct corresponding to 

awareness, precisely because it says nothing about discrete internal states (Macmillan & 

Creelman, 1991, p i 12).

The account offered in the section above does fit that of single high-threshold theory 

(see Macmillan & Creelman, 1991, chapter 4, p89). This model accounts for performance 

by postulating two internal states, let us call them the aware and unaware states. The 

subject is aware of a given stimulus with probability q. If they are aware of the stimulus 

then they will report it. However if they are not aware of the stimulus (probability 1-q), 

then they are forced to guess, and will report the stimulus with probability u. Similarly if 

no stimulus is presented, or some other stimulus is presented of which they are not aware, 

then they are forced to guess with a probability u. This yields the following equations for 

the Hit and False alarm rates:

Probability of a Hit: H  = q + u( 1 -  q)

Probability of a False Alarm: F = u

Single high-threshold theory predicts a non-regular ROC (a false alarm rate of zero can 

be obtained with a non-zero hit rate, if u=0). Macmillan & Creelman (1991, p88) comment 

that theories predicting non-regular ROC’s ‘can be rejected for most data collected to date 

(although non-regular ROC’s may turn out to characterize content areas not yet studied).’

It remains possible that single high-threshold theory may provide the best account of 

the ability of subjects to classify wholly unanticipated or novel stimuli, an area which does 

not seem have been explored in the literature. Signal Detection Theory is not standardly 

applied to situations in which the response set is poorly defined. Thus data collected to 

date fails to account for a situation in which a subject consciously identifies a novel 

stimulus which requires a response other than those in the, implicitly or explicitly defined, 

response set (but see Groeger, 1984). If and when such identifications occur, then it seems 

intuitively plausible they will give rise to ‘hits’ for stimuli for which the false alarm rate is 

zero (i.e. it seems intuitively plausible that the ROC for unanticipated stimuli would be 

non-regular).



The identification of unanticipated stimuli can be effortlessly accounted for (both 

statistically and theoretically) by high threshold theory, which need only assume that there 

are discrete representational states corresponding to each of the stimuli which the subject 

can be aware of, and for which the guessing response rate (u) is zero. For Signal Detection 

Theory to account for the same phenomenon, it needs to hypothesize a multidimensional 

decision space in which very strict criteria are set for stimuli outside the standard response 

set (possibly including stimuli which the subject has never seen before, but which they are 

able to identify - such as novel words)88.

Given the difficulties in establishing the validity of high-threshold theory as an account 

of Identification performance89, and that it is a poor theory of Discrimination performance, 

it will not be assumed to be correct for either case here.

6.1.7 Discrimination, Identification and their methodological implications
The high-threshold theory measure of perceptual acuity (q) can be used, not as a

replacement for the Signal Detection measure of discriminability, but as a measure of the 

extent to which information about the stimulus is available to higher-order processes in 

Discrimination and Identification. The point of this exercise is to make a methodological 

distinction between two sorts of studies used to investigate perception without awareness: 

Those studies (e.g. Cheesman & Merikle, 1986; Marcel, 1983, experiment 3; the 

experiments of Chapter 5) in which a small set of masked stimuli are used (e.g. historically 

where a Stroop task was used as the indirect measure) and those studies (e.g. Dagenbach, 

et al., 1989; Fowler, et al., 1981, and the experiments of chapter 4) in which each masked 

stimulus is presented only once, or highly infrequently during experimental trials (e.g. 

historically where a lexical decision task was used as the indirect measure).

88 It would be simpler to hold that Signal Detection Theory cannot give a full account of the identification 
of stimuli, but rather concerns itself with discrimination performance; which, under specific conditions, is 
analytically identical to stimulus identification. Whilst I believe this to be true, for the time being it is 
assumed that SDT can provide an account. This approach is taken because the target claim is that the SDT 
measure of discriminability cannot be used as a measure of conscious identification. Conceding the point 
too early would lessen the strength of the argument.
89 In principle it should be possible to distinguish between theories predicting regular and non-regular 
ROC’s for unanticipated stimuli. However this is beyond the scope of the work presented here, and it is 
not essential to the argument that d’ cannot be used as a measure of conscious identification.



High-threshold theory allows a measurement of the extent to which perception of the 

stimulus could influence performance in an experimental task involving a higher-order 

process. This is best illustrated by reference to a specific experimental task. Consider the 

Jacoby Exclusion task (see Chapter 4). In the standard experimental design the stimulus 

set is large, and subjects exclude just those stimuli which they identify. Thus Identification 

performance should provide a good measure of the extent to which the process of 

exclusion can operate. However if the experimental design of the task was modified so 

that subjects were given a small set of response alternatives, and asked to choose the 

response alternative that did not correspond to the stimulus presented, then the related 

process of ‘exclusion’ (i.e. the tendency not to respond with the stimulus presented) that 

would operate in this task would depend on the subjects ability to Discriminate the stimuli, 

not on their ability to Identify them. This is because subjects could perform the task by 

making a covert forced-choice judgment about which stimulus they believe to have been 

presented, and then respond by giving one of the other stimuli. In both cases the extent to 

which subjects can ‘exclude’ (i.e. intentionally respond with a stimulus which does not 

correspond to the stimulus presented) would depend upon q, the high-threshold theory 

measure of perception90.

If estimates of q are higher for anticipated stimuli than for unanticipated stimuli (Signal 

Detection Theory, and intuition, would predict this hypothesis) then this would tell against 

the use of small stimulus sets in experiments aiming to illustrate perception without 

awareness. This is because small stimulus sets will tend to maximise the sensitivity of 

whatever index of awareness is being used, whether that it is identification performance 

(which becomes Discrimination when the stimulus set is small) or an index that can be 

derived from performance on the experimental task (such as the rate of exclusion). 

Maximising the sensitivity of the index of awareness is methodologically desirable when

90 The point should be stressed that q would serve as a measure of the extent to which information is 
available to higher-order processes. In the modified version of the Jacoby Exclusion task described, 
subjects might not actually behave in such an idealised manner. When they lack confidence in their 
discrimination judgment, they may not adopt the strategy of avoiding the preferred alternative, and thus 
they may not ‘exclude’ as much as they could. It is for this reason that I assert there is no unambiguous 
method of objectively measuring conscious identification when the stimulus set is small, rather than the 
stronger claim that such measurements are impossible.



there are grounds for supposing that it is an exclusive measure of conscious information, 

however it is clearly undesirable if there are grounds for supposing that the increase in 

sensitivity occurs because the index is no longer a true index of conscious identification, 

but is instead an index of some other process. It will be argued that there are good 

grounds for supposing that when the stimulus set is small, then purported indexes of 

awareness will tend to become indexes of other processes.

Therefore, if the hypothesis, that estimates of q are greater for Discrimination than for 

Identification, is correct then it may be concluded that there is no clear method of 

obtaining objective evidence for the occurrence or non-occurrence of conscious 

identification when the stimulus set is small, because in that case information about the 

identity of the stimulus is available to higher-order processes even when it has not been 

consciously identified. Thus experiments using small stimulus sets must rely on subjective 

measures to justify the demonstration of perception without awareness.

Estimates of q for Discrimination and Identification were obtained in preliminary 

experiment 1, described below.

6.1.8 No Discrimination without Identification
Discrimination, as defined here, involves the attempt to identify one of a small set of

anticipated stimuli. Thus it seems a trivial point that subjects cannot Discriminate between 

a small set of stimuli unless they are aware of the identity of those stimuli. Awareness of 

the stimulus set might be achieved by a number of indirect means. However, if we leave 

aside cases in which subjects infer the identity of the stimuli from information about the 

experimental set-up etc. (e.g. subjects know that only vowels will be displayed), then it 

seems clear that subjects must Identify a stimulus before they can Discriminate it. This 

conclusion may almost qualify as a tautology, yet its consequences appear to be extremely 

damaging for the claim, held by researchers such as Merikle (1982, 1984), that d’ can 

serve as a measure of awareness :-

Let us suppose that Identification and Discrimination performance differ, i.e. that 

subjects are more likely to correctly identify a stimulus which they anticipate than one



which they do not. SDT would account for such a difference in performance by 

hypothesizing that subjects set a high criterion for response for stimuli that are not in the 

known response set. Thus the proponent of SDT appears to be committed to the claim 

that awareness of the identity of (unanticipated) stimuli is dependent not only on the d’ for 

those stimuli, but also on where the subject sets the criterion for response.

Moreover those wishing to defend the claim that d’ serves as a measure of awareness, 

cannot plausibly defend that measure against other measures, such as Identification 

performance, by claiming they are all ‘subjective’ (see Merikle, 1984). The ability to 

Discriminate a stimulus depends on Identification. Thus, assuming performance differs 

between the two tasks, an objectively measurable shift in performance depends upon 

Identification.

The logic of this argument may be sufficient in itself to convince the proponent of SDT 

that d ’ cannot serve as a reliable index of awareness, at least in so far as awareness of a 

stimulus is understood to involve identification of that stimulus at the time of presentation. 

Nonetheless the following experiment was carried out to demonstrate: (1) That subjects 

can Discriminate stimuli presented under conditions which prevent Identification; and (2) 

That Identification of a stimulus is a precondition for Discrimination of that stimulus.

6.2 Preliminary experiment 1

6.2.1 Introduction
In the following experiment subjects were told that they were to identify as accurately 

as possible four different letters by pressing the corresponding keys on the computer 

keyboard. They were not told the identity of the four letters.

The experiment was separated into three parts:- an initial training block, a threshold 

setting block, and the experimental blocks. During the training block only three of the 

letter stimuli were displayed, and subjects were able to familiarise themselves with the task 

of identifying these three letters. The three letters were pattern masked at a range of 

SOA’s, however they were clearly visible on the majority of trials.



The threshold-setting block was used to establish the SOAs for two masking 

conditions for each subject:- the Sub-threshold condition and the Threshold condition. A 

third masking condition, the Supra-threshold condition, was set at 133ms SOA for all 

subjects. The threshold was established by presenting the same three letter stimuli 

presented in the training block and asking subjects to give a subjective report on each trial.

The experimental trials were designed and analysed as three separate blocks. However 

subjects had no way of telling when one block ended and the next began. The fourth, and 

previously unpresented, letter was introduced only at the Sub-threshold masking SOA in 

the first experimental block. In the second and third experimental blocks the fourth 

stimulus was also introduced into the Threshold and Supra-threshold conditions 

respectively. Thus the fourth stimulus became more perceptible with each experimental 

block. Table 6-1 shows the stimuli presented in each masking condition in each of the 

experimental blocks. Stimuli 1, 2 & 3 refer to the stimuli presented in the training and 

threshold-setting blocks.

Table 6-1: Stimuli presented by block and masking condition (experimental blocks).

Sub-threshold Threshold Supra-threshold
Block one 1,2,4 1, 2, 3 1 , 2 , 3
Block two 1, 2, 4 1 , 2 , 4 1, 2, 3
Block three 1, 2, 4 1 , 2 , 4 1, 2 , 4

It was hypothesised that subjects would be able to discriminate stimuli 1 & 2 above 

chance in all masking conditions. However it was expected that subjects would not be able 

to consciously identify Stimulus 4 until the second or third experimental block, when it 

was presented in the Threshold or Supra-threshold masking conditions. Once the novel 

stimulus was identified, as indicated by the first correct identification of Stimulus 4, then it 

was expected that it would be immediately adopted into the response set of the subject, 

and would thereafter be discriminated above chance in all masking conditions.

Thus the experiment aimed to demonstrate that subjects could Discriminate stimuli 

presented under masking conditions which prevented Identification, and subjects would 

begin to discriminate the novel stimulus as soon as they had identified it.



6.2.2 Method

6.2.2.1 Stimuli
The same four letters were presented to all subjects, the letters ‘A ’, ‘D \  T  and ‘K’ - however these 

were rotated between conditions across subjects. Thus the actual letters referred as Stimuli 1, 2, 3 and 4 

differed from subject to subject. The letters were chosen on the grounds that they differ graphemically and 

subjects could conveniently rest their hands on the keyboard so that one finger could be allocated to each 

letter. Letters were always presented in upper case. The letters were masked by a three character mask 

consisting of non-letter symbols from the keyboard. The mask appeared after the letter stimuli and was 

presented for 500ms. The critical masking latency was the length o f time between the onset of the letter 

stimulus and the onset of the mask (the Stimulus-mask Onset Asynchrony or SOA), which was modifiable 

in 17ms steps. The stimulus was displayed for 17ms regardless of the SOA. If the SOA was greater then 

17ms, then a blank field was presented for the period after the offset o f the stimulus letter and prior to the 

onset of the mask. Ten different strings of symbols served as masks (to prevent subjects from becoming 

habituated to a particular mask). The mask was selected at random on each trial. All instructions were 

given as written text on the computer screen.

6.2.2.2 Subjects
20 subjects participated in the experiment. All were undergraduates at the Psychology Department, 

University College London.

6.2.2.3 Apparatus
An IBM-compatible PC was used with a Viglen 15” colour monitor. The experimental code was 

written using Micro Experimental Laboratory. The screen refreshed every 17ms.

6.2.2.4 Design
The experiment had three parts. Subjects experienced in order training, threshold setting, and 

experimental trials.

6.2.2.4.1 Training
In training subjects sat a total of 78 trials in which Stimuli 1, 2 and 3 were presented in random order 

at varying SOA’s. The distribution of trials was such that subjects could clearly see the letter stimuli on 

the majority of trials, but became accustomed to finding the stimuli hard to see on other trials (there were 

36 trials were at 167ms SOA, 18 trials at 117ms, 12 trials at 67ms and 12 trials at 17ms). They were 

instructed to respond by pressing the key on the computer keyboard corresponding to the letter they saw. 

Subjects were encouraged to respond as accurately as possible, but to guess when they could not make out



the stimulus. Subjects were also told to gradually increase the speed of their responses as they practiced 

the task.

6.2.2.4.2 Threshold Setting
The purpose of the threshold setting trials was to establish two masking SOA’s specific to each

subject, which were to be used in the experimental trials. This was achieved by presenting the same three 

stimuli used in the training trials at a range of six SOA’s (17, 33, 50, 67, 83, and 100ms) and asking 

subjects to indicate the visual experience they had on each trial. Each of Stimuli 1, 2 and 3 was presented 

twice at each SOA, making a total of 6 trials at each SOA and 36 trials in all. Trials were randomly 

intermixed. After the offset of the mask, the subject gave one of three responses indicated on screen. The 

subject was asked to indicate whether (1) they had a visual impression of seeing a letter (2) they had an 

experience of seeing ‘something’, or (3) they saw nothing. The instructions at the start o f the threshold 

setting trials explicitly emphasized that the subject should report the nature of the visual experience they 

had, regardless of their confidence in identifying the stimulus91. Three response categories were given as 

this was felt to reflect the phenomenology, subject may have been unsure as to how to categorise 

experiences falling under (2) in the absence o f that category.

At the end of the block of threshold setting trials, two masking SOA’s were calculated on the basis of 

the subject’s responses. The computer code was written to perform this operation automatically. The 

computer took the shortest SOA at which subjects reported that they had a visual impression of seeing a 

letter more than once (i.e. a minimum of 2/6 times), and subtracted 17ms from this time. This was then 

set as the SOA for the Sub-threshold masking condition. If the subject reported seeing more than one 

letter at the shortest SOA (17ms) then the computer simply set Sub-threshold at 17ms. The threshold 

masking condition was set at the SOA 17ms longer than sub-threshold condition. The Supra-threshold 

masking condition (Supra-threshold) was set at 133ms SOA for all subjects.

6.2.2.4.3 Experimental Trials
There were three blocks of experimental trials. In each block three letter stimuli were presented in

each masking condition. Within each masking condition each letter was presented ten times, making a 

total of 90 trials per block, and 270 experimental trials in all. The three letters displayed varied according

91 The instructions were phrased in this way in order to discourage subjects from failing to report 
awareness of the stimuli. There were two motivations for this precaution: (1) A pilot subject was found to 
have set their threshold far too high, and in a post-hoc interview she stated that even when she had the 
visual impression of seeing a stimulus she did not always report that she had seen it (2) Cheesman & 
Merikle (1984) criticised subjectively determined thresholds on the grounds that low confidence may 
prevent subjects from reporting awareness of stimuli.



to masking condition and block as shown in Table 6-1. Subjects were not aware of the experimental 

manipulation, and had no means of distinguishing between experimental blocks. They experienced a 

continuous sequence of 270 trials.

6.2.2.5 Experimental Hypotheses
The experiment aimed to test the following hypotheses:

1 .The High-threshold measure of perception, q, should yield a significantly higher estimate for 

anticipated stimuli (Stimuli 1 & 2) than for the unanticipated stimulus (Stimulus 4 prior to its adoption 

into the subjects response set).

2. Following the first correct identification of Stimulus 4, it should be adopted immediately into the 

response set of subjects (i.e. subjects should begin to make false alarms to Stimulus 4).

3. Once the presentation of Stimulus 4 is anticipated by subjects, then they should be able to 

discriminate its presence under masking conditions which prevented identification when it was not 

anticipated.

4. Subjects should be able to discriminate stimuli 1& 2 above chance under masking conditions which 

prevent them from identifying Stimulus 4 for the first time.

6.2.3 Results and Discussion
The threshold setting task was not successful in reliably establishing a threshold for

identification of the unanticipated stimulus. Five out of the twenty subjects first identified 

the fourth letter in the first experimental block, when it was only presented in the Sub

threshold masking condition. Eight subjects first identified the fourth letter in the second 

block, when it was presented in the Threshold masking condition. The remaining seven 

subjects did not recognise the novel stimulus until it was presented in the Supra-threshold 

masking condition, in the third experimental block.

Both percent correct discrimination performance for Stimuli 1 & 2, and identification 

performance for Stimulus 4 were more reliably determined by absolute SOA than by 

masking condition as established from subjective reports.

Percent correct discrimination performance for Stimuli 1& 2 by masking condition and 

absolute SOA is shown in Table 6-2. Three groups of subjects are represented, according 

to the absolute SOA at which the Sub-threshold and Threshold masking conditions were



set (thirteen subjects at 17 and 33, six subjects at 33 and 50, and one subject at 50 and 

67ms respectively). As can be seen from the columns for 33 and 50ms SOA, performance 

was well matched between groups whose subjective thresholds were different.

Table 6-2: Percent Correct Performance fo r Stimuli 1 & 2 by SOA and masking condition. Figures in brackets 
give number o f observations.

Masking
condition

SOA 17ms 33ms 50ms 67 ms 133ms

Sub-threshold 44% (780) 71% (360) 82% (60)
Threshold 69% (780) 86% (360) 93% (60)
Supra-threshold 98% (1200)

Table 6-3: Proportion o f subjects whose initial identification o f  Stimulus 4 occurred in experimental blocks 1, 2, 
and 3 by the absolute SOA set fo r  Sub-threshold and Threshold masking conditions

Block 17 & 33ms 33 & 50ms 50 & 67ms
1 1/13 4/6
2 5/13 2/6 1/1
3 7/13

This experiment cannot provide very good data regarding the threshold for 

Identification, since correct identification responses are limited to one observation per 

subject. However

Table 6-3 shows that of the thirteen subjects who set their Sub-threshold condition at 

17ms, only one identified the novel stimulus in the first block, when it was presented in 

that condition alone. A good proportion of subjects first identified Stimulus 4 in a block in 

which it was presented at 33ms SOA (5/13 when this was the Threshold masking SOA, in 

block two; and 4/6 when this was the Sub-threshold masking SOA, in block one.) Thusjt 

appears that it was very hard to recognise a novel stimulus when it was presented at 17ms 

SOA (5/13 subjects were presented with stimulus 4 at least 10 times at that SOA, 7/13 

subjects at least 20 times, and failed to identify it). At 33ms SOA it was still difficult to 

recognise the novel stimulus, yet nine subjects managed to recognise the novel stimulus in 

the first block in which it was presented at that SOA (although 9 subjects failed to identify 

it at that SOA despite it being presented at least 10 times).



6.2.4 Testing the Experimental Hypotheses
The threshold-setting task failed to reliably establish a masking condition in which

subjects were unable to identify the novel stimulus. Therefore it was not possible to 

implement a statistically sound test that Discrimination performance (as measured by 

High-threshold theory or Signal detection theory) was above chance in a condition in 

which subjects were unable to identify an unanticipated stimulus (Hypothesis 4).

However by taking data from the first experimental block it was possible to compare 

the high-threshold measure (q) for stimuli 1 & 2, anticipated as a result of knowledge 

acquired prior to that experimental block, with (q) for stimulus 4, which was only 

anticipated by a few subjects, and then only for part of the block. This constituted a test of 

Hypothesis 1. Two comparisons are made. One concerns identification performance for 

stimuli masked at 17ms SOA. This is justified by the observation, made in the section 

above, that absolute SOA was a better indicator of discrimination performance than the 

masking condition. However data is only available for 13 subjects at that SOA. The other 

comparison uses data for all trials in the Sub-threshold masking condition, and uses data 

from all subjects.

Table 6-4: Hits and False Alarms fo r  Block 1 AT 17 ms SOA (13/20 Subjects).

Stimuli 1 & 2 Stimulus 4
Hit Rate 0.47 0.02
False Alarms 0.28 0.00
q (mean, s.d.) 0.276, (.295) 0.015, (.055)
Note: Stimulus 3 was not presented at this SOA. However it’s false alarm rate was 0.23.

Table 6-4 shows the hit and false alarm rates for anticipated and unanticipated stimuli 

displayed at 17ms SOA. The high-threshold measure, q, was calculated separately for each 

subject and stimulus, the table shows the mean and standard deviation of the estimates for 

each subject (estimates of q for stimuli 1 & 2 were averaged for each subject first). A 

paired-t test was used to compare the estimate of q for Stimulus 4 with that derived for 

Stimuli 1 & 2 and the difference was found to be significant at the level of p<0.005 (12 

d.f., t=3.46). There was no significant difference in the estimates of q for Stimulus 1 and 

Stimulus 2.



Taking data for all subjects at their lowest SOA (the Sub-threshold masking condition) 

produces a similar result, although the above zero false alarm rates indicates that the novel 

stimulus was adopted into the response set of some subjects, and therefore was clearly 

anticipated for some trials.

Table 6-5: Hits and False Alarms fo r  Block 1, Sub-threshold masking condition (20/20 Subjects).

Stimuli 1 & 2 Stimulus 4
Hit Rate 0.57 0.18
False Alarms 0.22 0.03
P (mean, s.d.) 0.435, (.333) 0.164, (.325)
Note: Stimulus 3 was not presented in this masking condition. However it’s false alarm 
rate was 0.19.

Table 6-5 shows the hit and false alarm rate for all subjects in the Sub-threshold 

masking condition. A paired-t revealed a significant difference in estimates of q for Stimuli 

1 &2 as compared with Stimulus 4 at the level p<0.005 (19 d.f., t=3.38)

These analyses of performance in the first block of experimental trials demonstrates 

that more information is available to higher-order processes when subjects anticipate the 

stimulus presented.

The use of the high-threshold theory measure, q, provides the only statistical 

comparison which could be made to compare identification performance for anticipated as 

opposed to unanticipated stimuli. Since the false alarm rate for each subject for Stimulus 4 

was zero prior to its first correct identification, and since by hypothesis the processes 

underlying identification changed after the first correct identification, it was not possible to 

derive estimates of Signal detection measures for Stimulus 4 when it was unanticipated.

6.2.4.1 Change in the Response Set
Figure 6-1 shows the false alarm rate averaged over all subjects for the first five trials

after Stimulus 4 had first been correctly recognised. The reference line shows the average 

false alarm rate for Stimulus 4 taken over all trials after the first correct recognition. There 

were no false alarms to Stimulus 4 for any subject prior to its first correct identification.



However it can be seen that subjects immediately adopted Stimulus 4 into their response 

set after the first correct identification.

Figure 6-1: Stimulus 4 false alarms fo r  the 5 trials immediately after the first correct identification o f  Stimulus 4, 
and fo r  all trials prior to first correct identification.
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An independent samples t-test was carried out to test that whether there was a

significant change in the false alarm rate for the first five trials after the initial identification

of Stimulus 4 as compared to trials prior to its identification. The mean false alarm rate for

the first five trials was 0.11. The test was significant at the level of p<0.001 (99 d.f., t=

3.50). This finding supports experimental Hypothesis 2.

6.2.4.2 Can Subjects Discriminate the novel stimulus after it’s incorporation into the 
response set?

Figure 6-2 shows the hit and false alarm rates for Stimulus 4 (after its first correct 

identification) when Stimulus 4 was presented under masking conditions which had 

prevented its initial identification. Data is taken from 15/20 subjects only, since five 

subjects identified Stimulus 4 when it was presented in the Sub-threshold masking 

condition. The graph strongly suggests that subjects were able to discriminate Stimulus 4 

as soon as they had identified it, indicating that in this experiment identification of the 

novel stimulus was a sufficient condition for discrimination of that stimulus.



Figure 6-2: Discrimination performance fo r  Stimulus 4 fo r  trials prior to, and after its f irs t correct 
identification. Only data from masking conditions in which Stimulus 4 had not been initially identified is considered.

Fits
c
CD F a lse

alarm s0.0
Prior 1-10 11-20 2 1 -30 > 40

Trials after first identification of Stimulus 4

A clearer examination o f  the level o f  discrimination perform ance, both for Stimulus 4 

once it had been incorporated into the response set, and for Stimuli 1 & 2, is possible 

when subjects are separated into groups according to  the block in which they first 

identified Stimulus 4. Subjects in group one identified the novel stimulus in the first 

experimental block, when it was presented in the Sub-threshold masking condition. 

Subjects in group two identified the novel stimulus in block tw o, when it was presented in 

the Threshold masking condition. Subjects in group three did not recognise the novel 

stimulus until the third experimental block, when it w as presented in the Supra-threshold 

condition. Average d ’ values for Stimulus 4 and Stimuli 1 & 2 (grouped) can be seen in 

Table 6-6. The d ’ was estimated for each subject and stimulus separately prior to  

averaging. The d ’ for Stimuli 1 & 2 was calculated by considering all trials at a given 

SOA. The d ’ for Stimulus 4 was calculated considering only trials after the subject first 

identified that stimulus (i.e. at Subthreshold SOA, G roup 1 estim ates o f  d ’ for Stimulus 4 

involved 21-30 trials over three block, Group 2 estim ates involved 11-20 trials over tw o



blocks, and Group 3 estimates involved 1-10 trials - from the final experimental block 

only.)

Table 6-6: Estimates o f d ’ fo r  Stimuli 1& 2 and fo r  Stimulus 4 fo r  all trials after it was fir s t identified, subjects 
are separated according to the block in which they first identified Stimulus 4.

Sub
threshold

Threshold Supra-threshold

Stim 1& 2 Stim 4 Stim 1& 2 Stim 4 Stim 1& 2 Stim 4
Group 1
(5 S’s)

2.03 2.04 3.24 3.69 4.27 4.32

Group 2
(8 S ’s)

1.07** .59** 2.14 2.05 4.33 4.27

Group 3
(7 S ’s)

.58** .57* 1.65** 2.23** 4.13 4.46

Table 6-6 provides evidence relating to experimental Hypotheses three and four. 

Hypothesis three, that subjects can discriminate the novel stimulus once they have adopted 

it into their response set, is supported by the observation that the estimated d ’ for Stimulus 

4 was broadly equivalent to the estimated d’ for Stimuli 1 & 2. The d’ for Stimulus 4 was 

not significantly different from the estimated d ’ for Stimuli 1 & 2, when data was grouped 

and considered for each threshold condition, and when masking conditions where 

considered separately for different groups (although it did approach significance for Group 

3 in the Threshold condition, Paired-t test with 6 d.f., t=2.08, p=0.08, in this condition the 

estimated d’ was greater for Stimulus 4 than for Stimuli 1 & 2).

The fourth experimental hypothesis was that subjects were able to discriminate stimuli 

presented under masking conditions which prevented identification of an unanticipated 

stimulus. As a result of the failure of the threshold setting task, it was not possible to 

provide a formal statistical test of this hypothesis. However the estimates of d’ for the 

separate subject groups provided strong circumstantial evidence for this hypothesis. As 

can be seen, those subjects who identified Stimulus 4 when it was presented in the Sub

threshold masking condition showed a much higher level of discrimination performance for 

Stimuli 1 & 2, suggesting that those subjects were in general better able to perceive stimuli 

presented in that masking condition. There was good statistical evidence that 

Discrimination performance was related to the block in which subjects first identified the



novel stimulus, i.e. that for a given masking condition, discrimination performance was 

inversely proportional to the number of trials before Stimulus 4 was first recognised. (One

way ANOVA’s on discrimination performance for Stimuli 1 & 2 by group: For the Sub

threshold condition, between groups F[2]=6.66, p<0.01, linear term F[l]=13.2, p<0.005, 

no significant deviation from linear. For the Threshold condition, between groups 

F[2]=5.89, p<0.01, linear term F[l]= l 1.56, p<0.005, no significant deviation from linear.) 

This finding provides some justification for the approach of applying separate statistical 

tests to the different subject groups.

Single sample t-tests were carried out to establish whether Groups 2 and 3 could 

discriminate stimuli presented under a masking condition that prevented identification of 

the novel stimulus. The relevant cells in Table 6-6 are marked with an asterix. Of these, 

only one failed to reach significant at the level of p<0.05, it is marked with a single asterix.

(Single sample t-tests were as follows: For Group two, in the Subthreshold masking 

condition. Tests with 7 d.f. Stimuli 1 & 2: t = 3.55, p<0.01; Stimulus 4 1 = 4.57, p<0.005. 

For Group 3, all tests 6 d.f.; In the Sub-threshold masking condition, Stimuli 1 & 2, t = 

2.83, p<0.05; Stimulus 4, t = 1.87, p=0.11; in the Threshold masking condition, Stimuli 1 

& 2, t = 4.62, p<0.005; Stimulus 4, t = 7.91, pcO.OOl).

Thus there is evidence that subjects were able to discriminate anticipated stimuli under 

masking conditions which prevented them from identifying an unanticipated stimulus 

(when it was presented at least 10 times). Furthermore the level of discrimination 

performance (d’> l) was by no means negligible. In an unbiased two-alternative forced- 

choice (2-AFC) task, d’=l is equivalent to 76% correct (d’=2 is equivalent to a proportion 

correct of 92% on a 2-AFC task, and d’=0.5 is equivalent to 64% correct.) Subjects in 

group three, who all had their Sub-threshold masking condition set at 17ms SOA and their 

Threshold masking condition set at 33ms SOA, were able to discriminate Stimuli 1 & 2 at 

above chance levels at 17ms SOA despite that fact that they failed to once identify 

Stimulus 4 when it was presented at least 20 times to each subject at 17ms SOA, and was 

presented at least 10 times to each subject at 33ms SOA.



6.2.5 General Discussion
The design of this experiment was flawed because the threshold setting task failed to

reliably establish masking conditions which prevented subjects from identifying an 

unanticipated stimulus. Despite this flaw in the design, the results did provide good 

support for the experimental hypotheses. It was decided that a further experiment aiming 

to demonstrate the same hypotheses was not warranted, since it seemed unlikely that any 

strong theoretical objections would be raised to the principle conclusions. The reason for 

this is that the observed results were in concordance with a reasoned extension of SDT to 

account for classification performance. The principle conclusions are as follows:

(A) That the SDT measure of discriminability (d’) can not alone serve as an adequate 

measure of the ability to consciously identify an unanticipated stimulus.

(B) That conscious identification of an unanticipated stimulus gives rise to an 

objectively measurable change in future behaviour.

(C) That methodological difficulties arise for the use of objective measures of 

conscious identification when subjects anticipate the stimuli presented.

Point (A) is supported by the finding that, as soon as subjects adopted Stimulus 4 into 

their response set, they were able to discriminate it with similar accuracy to Stimuli 1 & 2. 

Therefore it does not seem reasonable to suppose that subjects failed to identify the novel 

stimulus because they had a very low d’ for that stimulus. Instead the proponent of SDT 

must concede that subjects failed to identify the novel stimulus because they adopted a 

very stringent criterion for response for that stimulus. Furthermore, keeping to an account 

phrased in terms of SDT, it appears that once a judgment was made that the fourth 

stimulus had been identified, then this gave rise to a shift in the criterion for response for 

that stimulus.

Point (B) is supported by the finding that subjects showed a significant increase in their 

false alarm rates as soon as they identified the novel stimulus, and that thereafter they 

demonstrated an immediate and relatively constant ability to discriminate the novel 

stimulus.



Proponents of forced-choice identification performance as a measure of awareness 

have conceded that this measure contradicts subjective measures of awareness (Ericksen, 

1960; Merikle, 1984). However they have tended to overlook this difficulty, instead 

placing a theoretical emphasis on the need to adopt an ‘objective’ measure of awareness. 

This theoretical emphasis has been sustained by some critics of subjective measures, even 

when they have conceded that objective measures may in part recruit non-conscious 

information (Merikle, 1992). The observation that the ability to discriminate is itself 

dependent upon conscious identification (point B) is important because it illustrates that 

the putative state of awareness measured by Identification performance does give rise to 

an objectively measurable shift in behaviour. Thus the observation defends Identification as 

the measure of awareness from the theoretical rationale which motivated the (intuitively 

unappealing) rejection of subjective measures of awareness in favour of the objective 

measure of discrimination performance.

Point (C) is supported by two observations from the experiment. Firstly point (A) 

shows that the ability to discriminate between anticipated stimuli, insofar as that serves as 

a measure of d’, cannot serve as a measure of conscious identification. Thus there are 

methodological difficulties for experiments which attempt to illustrate perception without 

awareness by using Discrimination performance as the measure of awareness. Secondly 

the finding that estimates of q are different for anticipated and unanticipated stimuli, in 

conjunction with the argument presented in section 6.1.7 that q can serve as a measure of 

the information available to higher-order processes, illustrates that a methodological 

difficulty arises for experiments with small stimulus sets purporting to demonstrate 

perception without awareness using an index derived from performance in the 

experimental task (e.g. the Jacoby exclusion task, Chapter 4).

6.3 Partial awareness
In the introduction and discussion of preliminary experiment 1, care was taken to avoid

the claim that the experiment aimed to demonstrate or demonstrated that above-chance 

Discrimination occurs in the absence of awareness. Instead the claim was that this 

experiment demonstrated Identification performance to be a better measure of conscious



identification than Discrimination performance. One reason for this caution was outlined in 

section 6.1.7, in which it was argued that when subjects anticipate the stimuli presented, 

then the increased availability of information to higher-order processes creates a difficulty 

for attempts to obtain objective evidence of the absence of awareness. A second reason is 

that consciously identifying a stimulus may be distinguished from having partial awareness 

of that stimulus.

When Ericksen (1960) originally introduced the notion that forced-choice identification 

should be used as the measure of awareness, he explicitly considered the possibility that 

some purported demonstrations of perception without awareness might suffer from an 

artifact resulting from partial awareness of the stimuli.

Ericksen was concerned that in some experiments (for example experiments in which 

an autonomic response was conditioned to a stimulus) the indirect measure of perception 

might be more sensitive to partial conscious information than the direct measure used as 

an index of awareness. In one example he noted that ‘the exposure of a square might have 

led to a description on the part of the S of a perception of a dark smudge that seemed to 

sort of expand in the field.’ He noted that perceptual events of the sort described might 

have given rise to conditioned responses, although subjects may not have reported such 

events as involving awareness of the stimulus, nor been able to identify the stimulus in a 

free report task.

Similarly it is possible that subjects perform better at Discrimination than Identification 

because they can use partial conscious information (e.g. information about a single 

graphemic feature of a letter) to decide between a limited set of known alternatives, but 

partial information is insufficient to allow a subject to identify a stimulus from a large set.

Thus there are two plausible explanations for the observed discrepancy between 

Identification and Discrimination performance: (a) The processes underlying the above

chance identification of anticipated stimuli differ from the processes underlying the 

identification of unanticipated stimuli, (b) Partial conscious information aids veridical 

identification when the stimulus set is small, but does not aid identification (to the same 

extent) when the stimulus set is large.



It seems highly plausible that hypothesis (b) is true; but these hypotheses, as stated, are 

not mutually exclusive. The critical issue, with regard to the hypothesis of perception 

without awareness, is whether hypothesis (b) alone can account for the discrepancy 

between Identification and Discrimination performance. If it can, then the discrepancy can 

be accounted for by the conscious processing of perceptual information. However if it 

cannot, then it may be concluded that the processes underlying Discrimination 

performance differ from those which underlie awareness of unanticipated stimuli.

There are two ways of addressing this issue. One approach is to investigate whether 

identification performance is dependent upon whether or not the stimulus presented is 

anticipated, when partial conscious information cannot account for any discrepancy in 

performance - i.e. to investigate hypothesis (a) when hypothesis (b) can be discounted. A 

second approach is to directly investigate the extent to which partial conscious information 

is available to subjects when they are Discriminating and/or Identifying stimuli, and assess 

its influence on performance. Both approaches are adopted here.

The first approach requires the use a measure of the ability to identify unanticipated 

stimuli which is as sensitive to partial conscious information as the measure used for 

anticipated stimuli. This can be achieved by informing subjects of the stimulus set 

immediately after the masked stimulus has been presented. In the main experiment, 

reported in the next section, subjects always expected the masked stimulus to be one of 

two alternatives, and they were informed of the identity of the two stimulus alternatives 

either immediately before or immediately after the masked stimulus was presented.

The second approach involves the collection of phenomenal reports from subjects 

whilst they are attempting to identify anticipated and unanticipated stimuli. In the main 

experiment, subjects were asked to report their state of awareness after making their 

identification response, in the final two experimental blocks (there were 10 blocks in 

total).

The main experiment was carried out after a second preliminary experiment, which is 

reported in Appendix 12. Preliminary experiment 2 followed the first approach outlined 

above, and was simpler in design than the main experiment: - Subjects were required to



identify one of two letter stimuli on every trial, and the only experimental manipulation 

concerned whether subjects were given the identity of the two stimuli before or after the 

masked stimulus was displayed. The results of preliminary experiment 2 are complicated 

by the finding of a group difference, dependent on task preference. However preliminary 

experiment 2 supports the findings of the main experiment.

In the main experiment, as with the preliminary experiment 2, two stimulus alternatives 

were displayed either before or after the presentation of the masked stimulus. However on 

a minority of trials (25%) the masked stimulus was not one of the two stimulus 

alternatives, but another letter selected at random from the alphabet. These will be called 

Catch trials. On the remaining 75% of trials one of the two letters displayed was presented 

as the masked stimulus. These will be called Normal trials. The introduction of Catch trials 

allowed a comparison between Identification performance and Discrimination 

performance. Furthermore, the intermixing of Catch and Normal trials allowed an 

investigation of the influence that the anticipation of particular stimuli had on the ability of 

subjects to identify an unanticipated stimulus.

6.4 Main Experiment

6.4.1 Method
Seventeen subjects sat ten blocks of trials in an ABBABAABAB design, alternating between Before 

and After conditions. The first condition experienced was counterbalanced across subjects. Stimuli were 

presented at one of four SOA’s -17, 33, 50 or 84ms - and an equal number o f stimuli were presented at 

each SOA. Each block consisted of 64 trials - 48 Normal trials and 16 Catch trials. Each subject sat a total 

of 640 trials. Trials within each block were randomly intermixed, and Catch trials could only be  ̂

differentiated from Normal trials by the identity of the masked stimulus. Subjects could pause between 

blocks, and were instructed as to which condition they would sit at the start of each block. Prior to the start 

of the last two blocks subjects were instructed that they would be required to report their state of awareness 

on each trial after making their response. They were also instructed not to change the manner in which 

they performed the discrimination task on these blocks.

On Catch trials the letter was chosen at random from the remaining 22 letters o f the alphabet. On all 

trials subjects could respond by pressing any letter key on the keyboard (but not the letter ‘X ’). In the last 

two blocks a screen appeared immediately after the discrimination response had been made. Subjects were 

asked to report whether (1) They had the experience of seeing the stimulus (2) They saw part of the



stimulus, and used that information to choose their response (e.g. the diagonal line in the letter ‘Z’) (3) 

They had a ‘feeling’ that the letter they chose was correct (4) They just guessed.

In other respects the experiment was identical to preliminary experiment 2 (see appendix): The 

stimulus alternatives were displayed for 1.5 seconds either prior to onset of the fixation point, or 500ms 

after the onset of the mask. Subjects had 7 seconds in which to make a response before the next trial was 

initiated automatically.

6.4.2 Results
One of the seventeen subjects failed to give a single correct response on a Catch trial. 

It was concluded that this subject must have misunderstood the task instructions. Data 

from this subject was excluded from all further analyses. All trials on which subjects failed 

to make a response were also excluded.

An examination of the data revealed that the timing of presentation was irregular on 

approximately 3% of trials. These trials were approximately evenly distributed throughout 

all conditions and subjects, and performance data indicated unusually low accuracy for 

these trials (i.e. performance was low even considering the SOA which the computer 

program recorded as having been the display time). This was presumably due to an 

intermittent timing fault in the computer used to administer the experiments. It is possible 

that the target stimulus was not presented at all on some of these trials. Trials on which 

the SOA recorded by the computer deviated by more than one millisecond from the 

intended masking time were discarded.

Figure 6-3 and Table 6-7 show mean response accuracy by Condition (Before/After), 

masking SOA. and Trial condition (Normal/Catch).

Table 6-7: Response Accuracy by SOA, condition and trial type. Mean (standard error)

SOA 17 33 50 84
Condition trial type
Before Normal .53 (.02) .60 (.02) .76 (.01) .89 (.01)
After Normal .45 (.02) .61 (.02) .74 (.01) .89 (.01)
Before Catch .04 (.01) .19 (.02) .30 (.03) .64 (.03)
After Catch .04 (.01) .22 (.02) .46 (.03) .77 (.02)



Figure 6-3: R esponse A ccuracy by SOA, condition and tria l type
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Separate repeated measures AN OV A’s w ere carried out for Normal and Catch trials. 

The results o f  these tests are reported in Table 6-8 and Table 6-9. As can be seen, the 

interaction o f  SOA and condition (Before/After) was significant for both Normal and 

Catch trials.

Table 6-8: Repeated measures ANOVA (unique sums o f  squares) fo r  Normal trials.

Factor d .f F P
SOA 3 112.52 <0.001
Condition (Before/A fter) 1 2.65 .0.124
SO A*Condition 3 3.96 <0.05

Table 6-9: Repeated measures ANOVA (unique sums o f  squares) fo r  Catch trials.

Factor d.f. F P
SOA 3 97.2 <0.001
Condition (Before/A fter) 1 11.74 <0.005
SO A*Condition 3 6.85 <0.005

Table 6-10 gives the results o f  paired-t test contrasts betw een Before and After 

conditions for each SOA and for Normal and Catch trials. N ote  that for Norm al trials, 

Before perform ance was significantly greater than After perform ance at 17ms SOA. For



Catch trials, After performance was found to be significantly greater than Before 

performance at 50 and 84ms SOA.

Table 6-10: Paired-t tests (15 d. f)  comparing Before and After conditions by SOA and Trial condition.

SOA 17 33 50 84
Trial condition
Normal t 4.14 0.25 0.78 0.16

P <0.005 0.805 0.447 0.878
Catch t 0.08 1.51 3.36 3.26

.E. 0.938 0.153 <0.005 <0.01

The tendency for Before performance to better at 17ms SOA for Normal trials was 

relatively consistent across subjects. Of the sixteen subjects whose data was analysed, only 

one showed better performance in the After condition at 17ms SOA, whilst three showed 

equivalent performance on Before and After conditions. The remaining twelve subjects all 

showed higher performance in the Before than in the After condition.

6.4.2.1 Responses from the response set
A complication for the interpretation of the results presented above arises because

trials are intermixed between the Catch and Normal trial conditions. Therefore subjects

have to make a judgment on each trial as to whether they should respond with one of the

two presented letters, or whether they should respond with some other letter. Responding

with one of the two letters presented before or after the masked stimulus will be referred

to here as responding with a letter from the response set. Figure 6-4 and Table 6-11 show

the proportion of trials by condition and SOA on which subjects respond with a letter from

the response set.

Table 6-11: Proportion o f responses in the response set by condition, trial condition and SOA.

SOA 17 33 50 84
Condition Trial condition
Before Normal .91 .91 .94 .97
After Normal .85 .87 .91 .96
Before Catch .87 .73 .59 .28
After Catch .76 .64 .43 .18



Figure 6-4: Proportion o f  responses in the response set by  condition, tria l condition, and SOA.
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It is clear from Table 6-11 that subjects make more responses with letters outside the 

response set in the After than in the Before condition (R epeated m easures AN OV A by 

condition, trial condition and SOA found a main effect o f  condition F[1 ]=18.91, p<0.005). 

How ever this data does not make clear the extent to which subjects had a greater bias 

tow ards responding with a stimulus in the response set in the Before condition, and/or 

whether they were better able to discriminate the presence o f  letter outside the response 

set in the After condition. To separate these two possibilities, the signal detection 

measures o f  d ’ and criterion placement were calculated for each subject at each SOA and 

condition. (A hit occurred when the stimulus was from the response set and the response 

was from the response set. A false alarm occurred when the stimulus was outside the 

response set and the response was from the response set). The mean values are given in 

Table 6-12. It can be seen that subjects were marginally better at discriminating w hether 

the stimulus was in the response set in the After condition, and that they set a stricter 

criterion for responding with a stimulus outside the response set in the Before condition. 

Table 6-13 and Table 6-14 give the results o f  repeated m easures A N O V A ’s carried out on 

the two measures (only 11 cases could be processed due to  missing values).



Table 6-12: Signal detection measures o f  the judgment that the stimulus came from  the response set.

SOA 17 33 50 84
Condition measure
Before d’ 0.32 0.79 1.38 2.61
After d’ 0.35 0.86 1.69 2.96
Before criterion -1.16 -1.02 -0.90 -0.60
After criterion -1.03 -0.78 -0.61 -0.35

Table 6-13: Repeated measures ANOVA (unique sums o f  squares) on d ’ by Condition and SOA (11 cases).

Factor d.f. F P
SOA 3 72.01 <0.001
Condition 1 3.40 0.095
SOA*Condition 3 0.93 0.439

Table 6-14: Repeated measures ANOVA (unique sums o f  squares) on criterion placement by Condition and SOA 
(11 cases).

Factor d.f. F P
SOA 3 17.2 <0.001
Condition 1 11.76 <0.01
SOA*Condition 3 1.12 0.356

The fact that the proportion of trials on which subjects use the response set differs with 

condition might lead to a distortion of the pattern of results shown in Table 6-7 and Figure 

6-3. Thus the fact that more responses are made outside the response set on Normal trials 

in the After condition might underlie a lower level of accuracy in that condition, and 

variation in the tendency to respond inside the response set with SOA might give rise to an 

illusory pattern of identification accuracy with SOA. To clarify these points a further 

analysis of the data was performed.

6.4.2.2 Data corrected fo r  response type
In Figure 6-5 and Table 6-15 data was selected for Normal trials so that all responses

outside the response set were excluded, and for Catch trials such that responses from the

response set are excluded. This is described here as data corrected for response type. By

selecting data in this way, performance levels are increased for both Catch and Normal

trials, and the level of chance performance for Normal trials becomes 50%.



Figure 6-5: Response accuracy by condition and SOA (data corrected  f o r  response type)
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Table 6-15: Response accuracy (corrected fo r  response type) by SOA and condition. Mean and (standard error).

SOA 17 33 50 84
Condition Trial Condition
Before Normal .59 (.02) .66 (.02) .81 (.01) .92 (.01)
After Normal .53 (.02) .70 (.02) .81 (.01) .93 (.01)
Before Catch .26 (.07) .70 (.05) .74 (.04) .89 (.02)
After Catch .15 (.04) .62 (.05) .81 (.03) .94 (.02)

Again separate repeated measures A N O V A ’s w ere carried out for Norm al and Catch 

trials. The results o f  the ANOVA for Normal trials is reported in Table 6-16. As can be 

seen the interaction o f  SOA and condition remained significant. An examination o f  the 

results o f  paired-t tests for Normal trials in Table 6-18 indicates that perform ance 

remained significantly greater at 17ms SOA in the Before condition, but at no other SOA.

Table 6-17 shows that neither the interaction o f  SOA and condition, nor the main 

effect o f  condition, was significant for Catch trials. H ow ever an examination o f  Figure 6-5 

suggests that performance falls off sharply for Catch trials at 17ms. By averaging over 

condition it was possible to  obtain fifteen cases that could be processed in a repeated 

measures AN OV A looking at trend over SOA for Catch trials. For SOAs 17-84 there was 

a significant deviation from the linear (linear term  F[ 1 ]=196.18, p<0.001; quadratic term

9

8

7

6

5

4

3

2
1



F[l]=7.83, p<0.05; cubic term F[l]=0.46, p=0.508.) However when the analysis was 

carried out over SOAs 33-84, there was no significant deviation from the linear (linear 

term F[l]=29.06, pcO.OOl; quadratic term F[l]=0.387, p=0.76). Thus there was statistical 

support for the suggestion that performance corrected for response type on Catch trials 

fell off sharply at 17ms SOA.

Table 6-16: Repeated measures ANOVA (unique sums o f  squares) fo r  Normal trials.

Factor d.f. F P
SOA 3 105.03 <0.001
Condition (Before/After) 1 0.00 0.953
SOA*Condition 3 4.1.4 <0.05

Table 6-17: Repeated measures ANOVA (unique sums o f  squares) fo r  Catch trials (only 11/16 cases processed  
due to missing data).

Factor d.f. F P
SOA 3 32.36 <0.001
Condition (Before/After) 1 0.10 0.753
SOA*Condition 3 .40 0.755

Table 6-18: Paired-t tests (15 d.f. unless specified) comparing Before and After conditions by SOA and Trial 
condition.

SOA 17 33 50 84
Trial condition
Normal t 2.64 1.58 0.10 0.70

P <0.05 0.134 0.925 0.495
Catch t (d.f.) 0.14(10) 0.78(13) 1.8 (14) 1.58(15)

P 0.888 0.452 0.094 0.134

6.5 Reported awareness
Reported awareness was only collected in the last two of ten experimental blocks in

the experiment. On inspection the qualitative pattern of performance appeared identical for 

the last two experimental blocks as for earlier blocks, however overall performance was 

slightly improved for the last two blocks (63% as opposed to 59% overall percent correct 

for the first 8 blocks).

Figure 6-6 gives the percentage of responses in each report category by SOA, 

averaged over Condition and Trial condition. This gives a broad picture of reported



ZOV

awareness at the different masking levels. It can be seen that subjects reported that they 

clearly saw the stimuli on an average o f -1 0 %  o f  trials at 17ms SOA.

Figure 6-6: Reported awareness by SOA
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The extent to  which subjects reported consciously identifying the stimulus was broken 

down by Condition and Trial condition. Figure 6-7 gives the proportion o f  trials on which 

subjects reported clearly seeing the stimulus by Condition, Trial condition and SOA.

Figure 6-7: Proportion o f  'seen ’ responses by SOA, Condition and Trial condition.
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Subjects tended to report full awareness of stimuli less frequently on catch trials and in 

the Before condition. The results of a repeated measures ANOVA carried out on the data 

are reported in Table 6-19.

Table 6-19: Repeated measures ANOVA (unique sums o f squares) on proportion ‘seen’ responses by Condition, 
Trial condition and SOA.

factor d.f. F P
SOA 3 43.74 <.001
Condition (Before/After) 1 4.91 <0.05
Trial Cdtn. (Normal/Catch) 1 43.35 <0.001
SOA*Condition 3 2.00 0.127
SOA*Trial Cdtn. 3 3.49 <0.05
Condition*Trial Cdtn. 1 3.67 0.075
SOA*Condition*Trial Cdtn. 3 1.27 0.295

6.6 Response accuracy by reported awareness
Figure 6-8 shows overall response accuracy by reported awareness and SOA. Again

data is averaged over condition and trial condition. It appears that response accuracy 

varied with both SOA and reported awareness, however there was a discontinuity at 17ms 

SOA. In particular it can be seen that when subjects reported seeing the stimulus clearly 

( ‘seen’) then they showed a consistent and high level of accuracy for all SOAs except 

17ms. It was not possible to carry out repeated measures ANOVA on identification 

accuracy by reported awareness and SOA due to the high frequency of missing data for 

particular cells for individual subjects. Eleven cases were available for processing in a 

repeated measures ANOVA investigating the effect of SOA when only trials on which the 

stimulus was reported ‘seen’ were considered. The effect of SOA was significant 

(F[3]=4.79, p<0.01). Helmert tests were used to compare 17ms to the mean effect of all 

higher SOAs (F[l]=5.51, p<0.05), 33ms to higher SOA’s (F[l]=0.02, p=0.88) and 50ms 

to 84ms (F[l]=1.70, p=0.22), supporting the finding of a discontinuity at 17ms. There was 

no main effect of SOA on a repeated measures ANOVA on discrimination performance 

for trials on which subjects reported partial awareness of the stimulus (‘features’), 

however the Helmert comparison between 17ms and the mean effect for other SOAs was 

significant (10 cases processed, F[l]=6.05, p<0.05). The finding that accuracy levels are



low for 17ms even when subjects report seeing the masked stimulus relates to  findings 

presented in Chapter 5.

Figure 6-8: Response accuracy by SOA and reported awareness
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6.7 Comparing Before and After Discrimination performance by reported 
awareness

It remains unclear whether the increased Discrimination perform ance at 17ms for the 

Before condition was due to trials on which subjects reported some awareness o f  the 

stimuli, or whether this effect might occur in the absence o f  any awareness. It can be seen 

from Figure 6-6 that subjects reported absolutely no awareness o f  primes on over 50%  o f  

trials at 17ms, however the small difference in perform ance betw een conditions at that 

SOA might have been due to better use o f  partial conscious information in a small number 

o f  trials in the Before condition. In order to  investigate this possibility data was taken from 

Normal trials corrected for response type. Chance perform ance is 50%  for this data. Table 

6-20 gives mean performance by condition and reported  awareness. The results are shown 

separately for 17ms and higher SOAs. Consider trials at 17ms SOA. It can be seen that 

there was a slight advantage in the Before condition w hen subjects reported partial 

awareness o f  the stimuli ( ‘features’), however this w as com pensated for by the increased 

number o f  trials in the After condition on which subjects reported full awareness ( ‘aw are’)



of the stimulus. Overall, when subjects reported some visual awareness of the stimulus 

(i.e. ‘aware’ or ‘features’), performance was marginally better in the After condition, and 

subjects reported some visual awareness of stimuli on one more trial in the After 

condition. There is therefore no support for the effect being based on subjects using some 

consciously available information in the Before conditions. Note the disparity in 

performance for trials on which subjects reported absolutely no awareness of the stimuli.

Table 6-20: Discrimination accuracy by condition and reported awareness fo r  17ms and higher SOA’s. Normal 
trials, data corrected fo r  response type.

Report Condition 17ms (mean) 17ms (n) 33-84ms (mean) 33-84ms (n)
aware Before .77 13 .96 234

After .78 23 1.00 293
features Before .55 38 .81 113

After .52 29 .76 85
feeling Before .58 38 .67 86

After .69 13 .80 46
nothing Before .58 78 .62 98

After .49 90 .61 90

6.8 Discussion
The main experiment demonstrated a reliable effect of prior knowledge of the stimulus 

alternatives on Discrimination performance at a heavily masked SOA. Subjects were better 

able to discriminate between anticipated response alternatives at 17ms SOA than 

unanticipated response alternatives. This finding supports the claim the processes 

underlying the identification of anticipated stimuli differ from the processes underlying the 

identification of unanticipated stimuli, and that this difference cannot be accounted for by 

the influence of partial conscious information.

Identification performance (as measured by response accuracy on Catch trials) was 

very low at 17ms SOA (4%), indicating that subjects very infrequently consciously 

identified unanticipated stimuli at that SOA. Subjective reports suggested greater 

awareness of the stimuli at 17ms SOA:- overall subjects reported clearly seeing the stimuli 

on around 10% of trials, and they reported having partial conscious information on around 

20% of trials. However two findings suggest that this may have been due to an unusually



high rate of illusory percepts at 17ms SOA. Firstly identification performance for trials on 

which subjects reported some visual awareness of the primes (i.e. reported seeing them 

clearly, or having partial information) was found to be far less for 17ms SOA than for 

other SOAs. Thus at 17ms 46% of ‘aware’ responses were in error, for all longer 

durations less than 10% were in error. Secondly a discontinuity was found in the rate of 

correct identifications for Catch trials, given that subjects responded with a stimulus 

outside the response set. The first of these observations relates very closely to findings 

from earlier experiments (see Chapter 5). The second observation provides objective 

evidence (i.e. evidence not dependent upon subjective reports) of a discontinuity at 17ms 

such that subjects experience a disproportionate number of illusory percepts at that SOA.

Furthermore a closer examination of Discrimination performance by reported 

awareness indicated that the effect at 17ms SOA (i.e. Before performance better than 

After performance) could not be accounted for by performance on trials for which subjects 

reported some visual awareness of the primes.

It is contended that this evidence provides good support for the claim that anticipated 

stimuli can be discriminated in the absence of conscious identification and in the absence of 

partial information about stimuli (of the sort hypothesised by Ericksen, 1960 - see section 

6.3).

Although no difference between Before and After conditions was found in 

performance on Normal trials at higher SOAs, there was a difference in Identification 

performance and in reported awareness. Performance on Catch trials was significantly 

worse in the Before condition at 50 and 84ms SOA, and the percentage of trials on which 

subjects reported clearly seeing the stimulus was significantly less in the Before condition 

than the After condition over all SOAs. The SDT analysis applied to data categorised 

according to whether the response was in the response set or not, indicated that subjects 

set a stricter criterion for responding with a stimulus outside the response set in the Before 

condition. However the observed difference in performance for Catch trials at 50 and 

84ms was not simply due to an increased response bias towards responding with a 

stimulus outside the set in the After condition. An increased response bias increases the



false alarm rate, and that tendency would give rise to a lower level of performance on 

Catch trials corrected for response type in the After condition. In fact identification 

performance at 50 and 84ms was marginally higher in the After condition for Catch trials 

corrected for response type. Subjects were able to use perceptual information about 

unanticipated stimuli to better effect in the After condition, increasing the chance that they 

formed a conscious percept. Given that a percept had been formed of a stimulus outside 

the response set, there was no significant difference between conditions in the probability 

that the percept was veridical.

One possibility that was anticipated when this experiment was designed was that the 

information gathered from phenomenal report and from Identification performance might 

serve to identify the cause of the apparent group differences observed in preliminary 

experiment 2 (see appendix 12). However the finding of a consistent result across subjects 

in this experiment both lessens the motivation for this exercise and suggests that subjects 

were not prone to adopting different strategies under these task conditions.

6.9 Summary and Conclusions
Historically research in experimental psychology into perceptual awareness has been

dominated by the attempt to demonstrate perception in the absence of awareness. This 

approach has placed a heavy burden of justification on the methodology used for 

demonstrating the absence of awareness. In particular, although there have been numerous 

demonstrations of perceptual processing when subjects report no awareness of the stimuli 

(e.g. see Ericksen, 1960; Merikle & Daneman, 1998), subjective measures of awareness 

have not been considered sufficiently methodologically sound to justify demonstrations of 

perception without awareness (Merikle, 1982; 1984). It has been argued that a more 

methodologically rigorous approach is to attempt to find an objective direct measure of 

awareness which is maximally sensitive to the relevant information (Shanks & St. John,

1994). Forced-choice identity judgments are known to be more sensitive than free-report 

tasks, and they have been endorsed as the most appropriate tasks for measuring awareness 

of the relevant information (Duncan, 1985). Furthermore, it has been argued that the



Signal Detection Measure of discriminability, d \  should serve as the critical measure 

(Merikle, 1984).

Yet the observation that subjects are able to discriminate stimuli at above chance levels 

when they claim to have no awareness (e.g. Cheesman & Merikle, 1984) suggests that 

forced-choice identification judgments may be sensitive to unconscious perceptual 

information (Jacoby, et al., 1992; Merikle, 1992). Furthermore there is good reason to 

suppose that the SDT measure, d ’, is not a good measure of the processes underlying 

identification, or ‘classification’ in the terms of SDT (Durlach & Braida, 1969; Miller, 

1956):- Although classification and discrimination can be given a similar analytic treatment 

when the response set is well specified, performance on the two tasks is only 

approximately equivalent for the special case in which the subject can anticipate the 

presentation of one of a small number of stimuli.

Largely as a result of the methodological difficulties which plagued the standard 

dissociation paradigm for measuring perception without awareness (Reingold & Merikle, 

1990), research into perceptual awareness has changed methodological focus, to attempts 

to demonstrate qualitative differences in processing plausibly associated with awareness 

(Merikle, 1992; Merikle & Daneman, 1998; Merikle, et al., 1995). Whereas work prior to 

this shift was relatively theory-neutral and focused on specific methodological difficulties, 

it now seems reasonable to see the central issue for research into perceptual awareness as 

the development and justification of a particular theory of awareness; which can account 

for the qualitative differences in processing observed experimentally. Decades of research 

have demonstrated that it is extremely hard to find any good evidence of the processing of 

stimuli which subjects are unable discriminate. Thus the equation of awareness with the 

ability to discriminate stimuli at above chance levels would appear to be inconsistent with 

the successful development of such a theory of awareness.

From a theoretically neutral position it is hard to provide strong justification for the 

claim that subjects are not aware of stimuli which they can discriminate at above chance 

levels. Subjects clearly have conscious information available to them about the identity of 

those stimuli - in so far as they are aware of the responses they make; and their behaviour



would seem, at least from a naive perspective, to indicate awareness. Although subjects 

report not having the experience of seeing the stimuli, there are reasons for doubting the 

subjective judgments made:- The phenomenology associated with the perception of 

heavily anticipated stimuli is not altogether straightforward. For example, when I am 

already holding the image of an anticipated stimulus in mind, I do not always find it a 

simple or quick judgment to decide whether or not I have actually ‘seen’ that stimulus. In 

preliminary experiment 2 (see appendix) some subjects reported that, when they were 

informed of the two stimulus alternatives before the masked stimulus was presented, they 

had the experience of seeing both stimuli just before the mask - one after the other in quick 

temporal succession. In fact only one masked stimulus was presented. It appears that when 

stimuli are strongly anticipated, as occurs in most discrimination tasks, it may sometimes 

be difficult to distinguish between cases in which the stimulus is perceived and cases in 

which it is imagined.

However, if an attempt is made to construct a theory of awareness by identifying 

perceptual awareness with the operation of objectively specifiable psychological processes 

(see chapter 3), then there are good reasons not to identify awareness with the processes 

underlying discrimination. When we identify a completely unanticipated stimulus, then our 

phenomenology is clearly that of being aware of a stimulus. Thus it would seem logical to 

identify awareness with the processes underlying the identification of unanticipated stimuli, 

rather than those underlying the discrimination of anticipated stimuli - which involve less 

clear-cut phenomenology. Furthermore it is plausible to claim that we must be aware of 

stimuli in order to anticipate them. In preliminary experiment 1 it was shown that the 

ability to discriminate an unknown stimulus depended on that stimulus first being 

identified. This provides further support for the claim that awareness should be identified 

with the processes underlying the identification of unanticipated stimuli, rather than the 

processes underlying discrimination.

The results of the main experiment provided evidence that the processes underlying the 

discrimination of anticipated stimuli differ from the processes underlying the discrimination 

of unanticipated stimuli. Accuracy on the two tasks was closely matched across a range of



heavily masked SOAs, however it diverged at 17ms SOA. At 17ms SOA discrimination 

was only above chance for anticipated stimuli. Furthermore at 17ms SOA, the ability of 

subjects to identify stimuli on Catch trials (i.e. stimuli whose identity they were not 

informed of either before or after presentation of the masked stimulus) fell to close to 

chance levels; and findings using a measure of reported awareness indicated that subjects 

experienced a much greater proportion of non-veridical percepts at that SOA - a result 

which replicated findings presented in chapter 5. In sum these findings suggest that the 

discrimination of anticipated stimuli involves processes separable from those underlying 

awareness.

If a theory in which awareness is identified with the processes underlying the 

identification of anticipated stimuli, and not those underlying discrimination, is supported 

(as suggested), then awareness of stimuli cannot be inferred from the ability of subjects to 

discriminate the same stimuli at above chance levels under the same presentation 

conditions. These experiments therefore motivate a re-examination of the standard 

methodology that has been supported for the investigation of the hypothesis of perception 

without awareness (e.g. Holender, 1986), and in particular a re-examination of those 

experiments which have been used to reject the hypothesis (e.g. Cheesman & Merikle, 

1984). In addition, it is argued that, in general, experiments investigating perceptual 

awareness should ensure that subjects cannot anticipate the masked stimuli (see section 

6.1.7).
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7.1 Summary
The philosophical introduction to this thesis, chapter 1, examined theoretical issues 

relating to the scientific investigation of consciousness and awareness. The position 

adopted was that sound phenomenological distinctions between mental states correspond 

to information processing distinctions. In addition, the claim was made (see section 1.8) 

that the central element of a scientific theory of consciousness would be an information 

processing model of the processes which underlie our ability to make phenomenological 

distinctions between mental states - that is, to introspect. Furthermore it was argued that 

an initial step towards the construction of such a theory would be the identification of the 

information processing characteristics of states which are judged (largely on introspective 

grounds) to involve conscious processing, as opposed to those that do not. At the end of 

chapter 1 (see section 1.10) an attempt was made to develop this perspective more 

concretely by distinguishing between different types of judgment relevant to the 

behavioural investigation of perceptual awareness. In particular the claim was made that 

judgments concerning the subjective similarity of different tasks would play a role in 

identifying those tasks which involve processes dependent on perceptual awareness.

Chapter 2 selectively reviewed the extensive psychological literature concerning 

perceptual awareness. The review focused on methodological critiques of studies 

purporting to demonstrate perception without awareness (e.g. Ericksen, 1960; Merikle, 

1984). It was shown that a resilient skepticism about the use of subjective evidence was 

central to these critiques, and to difficulties in later approaches to the investigation of 

perceptual awareness (e.g. Merikle & Daneman, 1998). In Chapter 3 an alternative 

approach to the investigation of perceptual awareness was outlined, based on the broader 

theoretical perspective of Chapter 1.

In Chapter 3 it was held that conscious identification could be identified with the 

operation of one of a set of higher-order cognitive processes. Processes included in the set 

should meet three criteria. In brief, these criteria require that the higher-order processes 

identified should: (i) cohere with S’s judgments concerning their visual phenomenology (ii) 

involve processing of perceptual information which is, subjectively, ‘deliberate’ or



‘conscious’, and (iii) share a common element, or subprocess, with other higher-order 

processes, according to the dominant information processing theory.

Chapter 4 examined the use of the Jacoby Exclusion task for the demonstration of 

perception without awareness. It was argued that this task is of central importance to the 

literature because it is both an objective task and involves a process which is very plausibly 

dependent on awareness - since the act of excluding a seen stimulus is a prototypically 

deliberate or conscious act. This chapter supported claims made in chapters 1 & 2, that 

subjective evidence may be considered methodologically sound, by developing a negative 

thesis: The empirical evidence suggested that the ‘objective’ measure of awareness derived 

from performance on the exclusion task (e.g. by Debner & Jacoby, 1994; Merikle, et al., 

1995) is prone to the same methodological difficulties which have historically justified the 

rejection of subjective evidence (e.g. by Merikle, 1982). A more methodologically sound 

demonstration of perception without awareness was obtained by using this task together 

with a subjective report task (see particularly the results of experiment 3).

Chapter 5 investigated the claim (made by Cheesman & Merikle, 1986; Merikle, et al.,

1995) that a facilitative priming effect (due to a leamt correlation between a cueing 

stimulus and response) observed in a modified version of the Stroop task is dependent 

upon awareness of the prime. This claim appears to be inconsistent with the framework 

proposed in chapter 3, which supposes that processes dependent on awareness are 

subjectively deliberate. The results of the experiments presented (see particularly the 

Predictive experiment) did not support the claim of Merikle and colleagues. Instead they 

supported the claim the predictive cueing effect observed could occur in the absence o f  

conscious identification of the cue.

Chapter 6 examined the use of discrimination performance, and the Signal Detection 

measure of discriminability (d’), as a measure of perceptual awareness (as supported e.g. 

by Ericksen, 1960, and Merikle, 1984). It was argued that the best interpretation of the 

empirical evidence, from the two experiments presented, was that the processes underlying 

discrimination performance differ from the processes which typically underlie conscious 

identification (i.e. the identification of stimuli when they are not strongly anticipated).



In the remainder of this chapter, two further issues will be briefly discussed. First, a 

few comments will be made about the discontinuity in processing of stimuli masked at 

17ms SOA, observed in the experiments of chapters 5 and 6. Second, the information 

processing model of Norman & Shallice (1980, 1986) will be used to explore in greater 

depth some theoretical issues relating to the scientific investigation of consciousness.

7.2 The discontinuity at 17ms SOA
In chapters 5 & 6 evidence was found of a discontinuity in the processing of stimuli

masked at 17ms SOA, as opposed to those masked at 33ms SOA and above. In both 

chapters discrimination of anticipated stimuli was found to be at above chance levels at 

17ms SOA. However the discrimination of unanticipated stimuli was found to be at chance 

levels, and subjects could only infrequently identify stimuli which were neither anticipated 

nor subsequently presented (see Chapter 6). In addition evidence from phenomenal report 

indicated a much greater proportion of conscious percepts were illusory at 17ms than at 

other SOAs (Chapters 5 &6). Finally evidence from another experiment, presented in 

Appendix 13, indicates that subject strategy affects the discrimination of word stimuli 

presented at 17ms SOA.

The discontinuity observed at 17ms SOA coincides with other findings in the literature. 

Dagenbach et al. (1989, see Chapter 2) observed greater semantic priming effects on a 

lexical decision task at detection threshold (mean SOA ~17ms) than at informed-choice 

threshold (~24ms). Groeger (1984, see Chapter 2) showed that semantic processing of 

targets was predominant at ‘awareness’ threshold (~10ms), and that syntactic processing 

was predominant at recognition threshold (~45ms). In addition the results of Snodgrass et 

al (1993b), Klinger et al (1995), Dagenbach et al (1989) and informal observations from 

Marcel (1983) suggest that active attention to the visual features of briefly presented 

stimuli may inhibit discrimination performance and/or semantic priming effects (see 

chapter 2). This suggestion is also consistent with the results presented in Appendix 13.

The following account is suggested which might explain this pattern of results:



Once low-level perceptual processing of a stimulus has reached a certain point, and 

providing initial processing of the perceptual object indicates that it fits any attentional 

‘filter’ for visual selection (in the sense of Duncan, 1993), then a signal is sent which 

triggers the processes underlying visuo-spatial attentional selection (i.e. the processes 

‘which make available whole object descriptions for the control of behaviour’ - Duncan, 

1993, p57). It is hypothesised that this trigger usually guides presence/absence detection 

judgments. (Some evidence for the last claim, which might also be taken suggest that the 

trigger is not initiated until the neural network involved in low-level perceptual processing 

begins to settle on a single object, is provided by the complex results concerning word 

detection in Doyle & Leach, 1988, see their final discussion). Once the processes 

underlying attentional selection have been initiated, then they will tend to bias the 

processing of information relating to the stimulus towards visual or structural information 

(regardless of the accuracy of that information), and to inhibit low-level processing which 

is based on semantic information. This claim expands upon Groeger’s (1984; 1986; 1988) 

‘predominant code’ hypothesis. It may also account for the U-shaped function relating 

masking SOA to predictive cueing effect (see Predictive experiment of chapter 5) and 

(semantic) lexical priming effects (Dagenbach, et al., 1989, see chapter 2).

Furthermore it is hypothesised that the sensitivity of this trigger is dependent upon the 

attentional set of the subject. If they are adopting the strategy of actively attempting to 

recover visual information about a stimulus, or in other words they are trying hard to see 

something92, then it seem probable that the processes underlying attentional selection may 

occasionally be initiated even though the information in visual areas cannot be adequately 

‘bound’ to form an accurate percept. This might account for the influence of strategy on 

discrimination performance (even for stimuli masked at SOAs less than 20ms): When 

subjects are specifically attempting to recover visual information about the stimulus (e.g. 

the ‘Look’ condition of Snodgrass et al, 1993; and the task set induced by first attempting 

to discriminate the case of words in the experiment of Appendix 13) then processes

92 The visuo-spatial attentional filter is hypothesised to be at least partially under the control o f the 
supervisory attentional system, and thus to have some correspondence with phenomenology. See next 
section and Duncan (1993, p57-60).



underlying attentional selection will be triggered frequently. Consequently low-level 

semantic information, which would otherwise guide response, will tend to be inhibited. 

However it is probable that insufficient information will be available to the processes 

underlying attentional selection, and thus the conscious percept will tend to be unreliable 

and/or heavily influenced by top-down processes. This would account for the high 

frequency of illusory percepts at 17ms SOA.

Finally, with regard to the hypothesis that perceptual information from stimuli masked 

at 17ms cannot be bound to form a reliable conscious percept, it is interesting to note 

some correspondence in the critical masking time observed with the ‘temporal tagging’ 

hypothesis of Crick and Koch (1990 - see Niebur, Koch, & Rosin, 1993). They suggest 

that 40Hz oscillations observed for neurons whose receptive fields overlap with the focus 

of attention may play a critical role in the binding of information from disparate processing 

areas, and the suppression of non-attended visual information. Possibly disruption of visual 

processing by the pattern mask after 17ms prevents synchronization of the 40Hz 

oscillations (period = 25ms), and thus interferes with formation of the percept.

7.3 Conscious identification and the Supervisory Attentional System
Chapter 3 outlined a new approach to the investigation of perceptual awareness in

which a strong emphasis was placed on the identification of processes which are 

dependent on awareness, called higher-order processes. In contrast, research into 

perceptual awareness has historically focused on the identification of processes which can 

occur in absence of awareness (see chapter 2). Two principal advantages are associated 

with the approach of chapter 3:

Firstly the identification of processes plausibly dependent on awareness may help to 

resolve the long-standing controversy which has centered on the issue of whether certain 

processes, such as semantic priming (e.g. Marcel, 1983), actually occur in the absence of 

awareness. Thus in chapter 4 the failure of subjects to exclude heavily masked stimuli 

provided converging evidence (along with evidence from a report task) for the claim that 

repetition priming effects can occur in the absence of awareness. In chapter 5 the finding 

of an increased rate of non-veridical conscious percepts at 17ms, as indicated by the



combined use of both a discrimination task and a subjective report task, helped to support 

the claim that predictive cueing effects observed at that SOA were mediated by 

unconscious processes. In chapter 6, the inability of subjects to adopt a novel stimulus into 

their response set (in preliminary experiment one), and the low rate of identification for 

un-anticipated stimuli (in the main experiment at 17ms SOA), both helped to support the 

claim that the processes underlying the discrimination of anticipated stimuli are 

unconscious. In all these cases, masking was shown to disrupt the operation of a process 

plausibly dependent on awareness, but not another process. Whilst this pattern of results 

cannot provide definitive evidence for unconscious processing, it may be seen as an 

advance over research in which little or no support is given for the claim that the measure 

of conscious processing is in fact dependent on awareness.

Secondly, and more importantly, the identification of higher-order processes may help 

in the identification and development of an information processing model of the processes 

underlying conscious identification. A strong information processing model would provide 

more definitive grounds for categorising specific processes as conscious or unconscious, 

and in addition might inform a theory of the processes underlying introspection (i.e. a 

theory of consciousness - see section 1.8). The remainder of this chapter is concerned first 

with the identification of such a model, and second with theoretical issues relating to that 

that model.

Any such model should provide a basis for distinguishing between those processes . 

which have been identified here as higher-order processes, and those which have not. Thus 

it will be useful to attempt to briefly expand on the characterisation of those processes^

The Jacoby Exclusion and Inclusion tasks (see chapter 4) both require subjects to 

generate a word which begins with the three-letter stem provided. In the Exclusion task 

subjects are also required to avoid responding with the word presented. It is plausible to 

suppose that processes underlying the generation of a completion response are analogous 

to those involved in the generation of words in the F.A.S. verbal fluency task (subjects are 

required to generate as many words as they can starting with F, A & S). It has been 

suggested that good performance on this task involves the generation of search strategies



(Bolla, Lindgren, Bonaccorsy, & Bleecker, 1990). Thus excluding a stimulus may require 

the generation strategies which are contingent on the identity of the stimulus presented 

(i.e. in order to generate a different completion). Further the generation of a competition 

response in exclusion would require the inhibition of any representation of the stimulus 

presented. This aspect of exclusion makes it analogous to the Hay ling B task (subjects are 

required to complete a sentence with any word that does not fit the leading context), 

which has been characterised as involving the inhibition of prepotent response, and 

performance on which has been linked to frontal function (Burgess & Shallice, 1996b). 

Strategies for word generation may involve semantic and lexical association. The first 

word which reaches a given activation level and which fits the stem is likely to be given as 

a response. Thus repetition priming effects probably occur as a result of increased 

activation of the representation of the prime.

The discrimination of a novel stimulus (see preliminary experiment 1 in chapter 6) 

would appear to involve the setting up of a new stimulus-response (S-R) association. 

When stimuli are hard to perceive, optimal discrimination performance may also depend 

upon the specification of an attentional filter or template - which would aid visuo-spatial 

attentional selection of the specified stimuli (see Duncan, 1993). However once the 

relevant S-R associations have been specified then responses may be made in the absence 

of deliberate control. (This is particularly clear for the case in which subjects are unable to 

consciously monitor information and thus correct responses - i.e. when it seems to them 

that they are guessing). Thus the processes underlying the formation of a novel stimulus- 

response association, and modification of the attentional template, may be thought to be 

dependent on awareness. However once an S-R association is established, response is not 

dependent on awareness of that stimulus.

The priming of response by a cue which predicts the target (see chapter 5) appears to 

be analogous to the priming of response which occurs in sequential learning tasks (Shanks 

& Johnstone, 1997). In both cases there is an explicit S-R association between the target 

and response, however a preceding stimulus is shown to influence response latency. 

Posner & Snyder (1975) suggest that facilitative priming effects can occur in the absence



of awareness, however that inhibitory effects are due to a slower conscious mechanism 

(see also Neely, 1977b). Thus it appears that when subjects are performing a well leamt 

task involves that involves simple S-R contingencies (e.g. a discrimination task), response 

may be facilitated by a stimulus which predicts that target93.

An information processing model capable of characterising these conscious and 

unconscious processes must be broad in scope: It must accommodate effects which 

involve only low-level processes (e.g. repetition priming), as well as much higher-level 

processes, such as those involved in strategy generation and implementation. The theory 

which will be considered is that proposed by Norman & Shallice (1980, 1986), which has 

been extended in a number of subsequent publications (e.g. Shallice, 1988a; Shallice, 

1988b; Shallice, 1991; Shallice, 1994; Shallice & Burgess, 1993; Shallice & Burgess,

1996).

On this model a distinction is made between three types of processing structure (see 

Shallice, 1988b, p317-319): Low-level processing is carried out by ‘psychological 

processing structures’ which are modular in function. The operation of these psychological 

processing structures is determined by action and thought schema, which are well leamt 

and specific programs for routine actions. The ‘programs’ specified by schema ‘run’ on the 

psychological processing structures. Routine competition and interference between 

schema is controlled by a special purpose system called ‘contention scheduling’ - the 

second type of processing structure. The Supervisory Attentional System is the third 

processing structure, which operates by activating or inhibiting particular schema.

Norman & Shallice (1980, 1986) developed their model of the Supervisory Attentional 

System (SAS) to account in part for the phenomenology of attention to action, and in 

particular the distinction between actions which require will or concentration and actions 

which are experienced as being automatic - the latter may be accompanied by an

93 In the experiments reported in chapter 5, subjects first experienced training trials in which the cueing 
stimulus was clearly visible. Whilst studies involving sequential stimuli suggest that subjects need not 
consciously notice that there is an association between the cueing stimulus and target, it is not entirely 
clear whether visual awareness of the cueing stimuli is necessary to learn the association. The studies of 
Miller (1987) suggest both that visual awareness is not a precondition for learning the association, and 
also that visual attention to the cueing stimulus is not necessary for facilitative priming.



‘awareness of determination’ (Ach, 1905), but are not preceded by the experience of an 

intention to act. The principle claim is that (supervisory) attentional resources are required 

when it is necessary to deliberately select (or de-select) the schema controlling thought or 

action. The SAS may be fractionated into a number of different processes (Shallice & 

Burgess, 1996), including those involved in the inhibition of prepotent response (Burgess 

& Shallice, 1996b; Norman & Shallice, 1980, 1986); and the creation, implementation and 

monitoring of new schema (Shallice & Burgess, 1996) - the latter processes corresponding 

to strategy generation and selection. Furthermore the operation of the SAS has been 

linked to dorso-lateral pre-frontal cortex (Shallice, 1988a, chapter 14), and left prefrontal 

cortex has been implicated in the encoding of episodic memory (Fletcher, Frith, Grasby, 

Shallice, & et al., 1995). Seeing episodic memory encoding as a supervisory function is 

also plausible given certain psychological considerations. Monitoring or ‘error-checking’ 

processes (associated with the SAS, e.g. see Shallice & Burgess, 1993) would appear to 

involve thoughts about the ‘meaning’ (e.g. relevance to goal states) of a stimulus and/or 

response in the context of the task being performed. Episodic encoding may be incidental 

to thoughts of this type (following Craik & Lockhart, 1972)94.

Clearly the phenomenology which Norman & Shallice associate with the operation of 

the SAS is closely related to that which, it has been claimed, can be associated with the 

operation of higher-order processes, or processes dependent on conscious identification. 

Furthermore the higher-order processes investigated in the empirical work of this thesis 

appear to involve components which have been identified with the operation of the 

supervisory system. Thus the Jacoby Exclusion task appeared to involve strategy 

generation and the inhibition of prepotent response. The specifying a new S-R association, 

required for discrimination of a novel stimulus (preliminary experiment 1 in chapter 6), 

would also appear to involve the creation of a new schema, or modification of the ‘bound 

variables’ in an existing schema template (see Shallice, 1991). The modulation of visuo- 

spatial attentional processes, involved in specifying an attentional filter or template, has 

also been hypothesised by Shallice (1988a, see fig. 16.2, p389) to involve contention

94 This might also explain congruence between the failure to monitor performance under dual task 
conditions, and poor episodic recall under dual task conditions.



scheduling and/or higher systems which relate to awareness. Processes which have been 

identified as unconscious here might in contrast be characterised as not involving 

contention scheduling or supervisory processes. Once a schema for thought or action has 

been selected then response is not dependent on these higher-level processes, and thus 

priming effects and discrimination responses may be accounted for by operations local to 

the lower-level ‘psychological processing structures’.

Thus it appears that the Norman & Shallice model provides a suitable framework for 

the discussion of theoretical issues relevant to conscious identification and awareness. 

However can a more specific account be given of the relationship between conscious 

identification and information processing?

One of the difficulties facing such an account is that the input to the SAS is not well 

specified. Information which inputs to contention scheduling is depicted as coming from a 

‘trigger database’. It has been suggested that the SAS shares the same input and also has 

access to the goals of the system (Shallice, 1988b, p319). Let it be assumed that, at least 

with regards to perceptual information, contention scheduling and the SAS share the same 

input, from the trigger database.

The trigger database forms a subset of the information processed by lower level 

psychological processing structures (e.g. see Shallice, 1988a, fig. 16.5, p402).

Furthermore input to the trigger database may require visuo-spatial attentional selection 

(this would be consistent with fig. 16.2 in Shallice, 1988a, p389). The claim that 

attentional selection is necessary for entry to the trigger database, but not for information 

processed by lower-level structures, is consistent with some empirical findings presented 

here. In chapter 4 (see experiments 5 & 6) evidence was presented which indicated that 

the manipulation of visuo-spatial attention effects the ability to exclude stimuli, but does 

not affect repetition priming (see also Debner & Jacoby, 1994). It is also consistent with 

the interpretation Duncan (1993) gives of the data he presents, namely that ‘the action of 

the limited-capacity system is to make available whole object descriptions for the control 

of behaviour’. On the view taken here the ‘bottleneck’ (Broadbent, 1958) in perceptual 

processing occurs exactly at the point at which information enters the trigger database.



Thus one possibility would be to identify the contents of awareness with the contents 

of the trigger database (Shallice, 1972; Shallice, 1988b; Shallice, 1991). In this case the 

following claim may be made:

A stimulus is consciously identified if, and only if, information about the 

identity of that stimulus directly influences the selection of a schema, or directly 

influences the operation of supervisory processes.

Furthermore given the assumption that the processes underlying introspection are 

functions of the SAS (which follows from the position outlined in section 1.8, and the 

observation that introspection is a highly attentive operation), then the following claim 

may be made:

Any two states which are introspectively distinguishable (i.e. differ in their 

phenomenology) can differentially trigger action and thought schema; and any two 

states which differentially trigger action and thought schema can be introspectively 

distinguished.

What are the advantages of this theoretical position?

From a philosophical perspective, one advantage is that it establishes a tight link 

between two senses of ‘consciousness’: the way things appear to us, or ‘phenomenal 

consciousness’, and our ability to act voluntarily, or to be in ‘conscious control’ (this 

distinction relates to, but is not identical to, the distinction between phenomenal and 

access consciousness propounded by Block, 1995). The identification of the information in 

the trigger database with the contents of consciousness would therefore appear to provide 

a grounding for subjective concepts in a functional theory of brain processing.

From the perspective of psychology, a major advantage associated with this model is 

that it may account for a number of empirical findings which relate to awareness.

For instance Posner & Snyder (1975) claim that facilitative cueing effects are not 

dependent on awareness, but that inhibitory cueing effects are dependent on awareness 

(see chapter 5). The dependency of inhibitory cueing effects on conscious identification 

could be explained if (one of) the schema operating selects the appropriate response on the



basis of the cueing stimulus, and attention to the target only occurs in order to check that 

this response is not in error (and therefore whether an alternative schema should be 

deliberately selected). Invalid cue-target pairs would then require a new schema to be 

selected before a correct response could be made, whilst response on valid trials could be 

made as soon as error-checking is complete. This account, if correct, would involve 

phenomenology quite distinct from the case in which no inhibitory effects are observed.

Experimental effects which rely on attributions of fluency (see chapter 2, section 2.3.4) 

might also be accounted for on this model. This would require an assumption that fluency 

effects operate by changing the processing carried out by lower-level perceptual processes 

prior to perceptual information reaching the trigger database. Fluency effects thus alter the 

phenomenal appearance of the stimulus (e.g. how familiar it seems). Discounting of 

fluency is possible when subjects can episodically recall presentation of the stimulus, since 

information from episodic recall is assumed to directly enter the trigger database, and can 

therefore cause a deliberate adjustment of the (e.g. familiarity) judgment being made about 

the stimulus presented.

Shanks & St. John (1994, St. John & Shanks, 1997) propose an information 

processing distinction between ‘instance’ and ‘rule’ learning to account for ‘implicit’ and 

‘explicit’ learning performance (e.g. with regard to sequential learning tasks and artificial 

grammar learning). ‘Rule’ learning would appear to be closely related to processes of 

strategy generation and implementation, whereas ‘instance’ learning may be mediated by 

lower-level processing structures. Shanks & St. John (1994, St. John & Shanks, 1997) 

claim that their processing distinction does not map onto a conscious/unconscious 

distinction. However they identify awareness with above-chance forced-choice 

discrimination, a position which has been argued against here (see chapters 2 and 6). In 

contrast it is suggested that an attempt to synthesize the account sketched here with the 

extensive empirical findings from the implicit learning literature may be highly productive. 

It may serve both to further specify and advance the SAS model; and to identify 

theoretical issues of concern to investigations of implicit learning (about which there is 

considerable controversy, for instance see: Dienes & Berry, 1997a; Dienes & Berry,



1997b; Neal & Hesketh, 1997; Perruchet, Vinter, & Gallego, 1997; Reber, 1997; 

Whittlesea & Dorken, 1997; Whittlesea & Wright, 1997).

Finally it is claimed that an advantage of this model is that dissociations in 

consciousness can be explained as arising from the fractionation of supervisory functions. 

An excellent example of an apparent dissociation in consciousness comes from a series of 

experiments by Duncan et al (1996). Subjects are required to verbally report letters from a 

sequence of digits and letters presented either to the left or right of a central point (at a 

rate of 400ms per item). When required to monitor stimuli appearing to the left of the 

central point, then subjects were to ignore stimuli appearing to the right (and vice-versa). 

However after ten stimuli had appeared, a symbol ( ‘+* or ‘-’) indicated which side they 

should monitor for the remaining five trials of that block: if the symbol indicated the 

opposite side then they were required to switch.

The report task was subjectively effortful, and it was found that some subjects failed to 

switch sides when the symbol indicated they should. This was shown not to be due to a 

failure to remember the instructions, which all subjects could report. Instead it appears 

that subjects ‘neglected’ this experimental goal. Of particular interest is the finding that, 

when asked at the end of series of experimental blocks, some subjects reported that they 

could remember seeing the symbol which indicated that they should switch sides, yet still 

failed to act appropriately. Duncan et al (1996) liken this observation to observations of 

patients with frontal lesions, who occasionally spontaneously indicate that they are aware 

the response they are making is inappropriate, yet appear to be unable to make the 

appropriate response (i.e. they perseverate whilst remarking that they should not, or fail to 

act whist remarking that they should). This appears to indicate a dissociation of 

consciousness:- subjects are aware that they should act in a different manner, yet lack 

conscious control.

The dissociation can be explained, at least for normal subjects, given two assumptions: 

Firstly it is assumed that the report task puts a heavy load on supervisory functions. This 

assumption is supported by the observation that the report task is subjectively effortful. 

Secondly it is assumed that switching sides involves the operation of the supervisory



system, and not just contention scheduling. The second assumption is supported by two 

observations: (a) The finding that subjects are virtually always capable of switching after 

they have made their first successful switch. This suggests that the locus of the problem is 

in the initial creation of the relevant schema. Once a schema for switching has been 

created, it may be triggered through contention scheduling, (b) On an alternative 

secondary report task (see Duncan et al, 1996, experiment 3) which involved a manual 

response to a dot, no dissociation was observed between reported awareness and 

performance. As Duncan et al (1996) point out, the stimulus-response mapping was more 

natural in this alternative task. In contrast performance on the switching task may have 

required deliberate retrieval of episodic information about the stimulus-response mapping.

Thus the dissociation in consciousness observed in the experiments of Duncan et al 

(1996) may be explained by a fractionation between the supervisory functions which 

subserve monitoring and episodic memory encoding, and the supervisory functions 

involved in the creation of a novel schema from information in episodic memory. The load 

placed on the SAS by the report task interfered with the latter processes, but not with the 

former processes. In general it is supposed that such dissociations in consciousness are 

rare, at least in normal subjects. This may account for the intuition that consciousness is a 

‘unitary’ process, and it supports that claim that a distinction between cases in which 

stimuli have been consciously identified, and those in which they have not, is of genuine 

explanatory value. However a scientific account will need to analyze consciousness by 

identifying separable information processing operations which contribute to it (for 

discussions of separable functions of the SAS see Shallice, 1994; Shallice & Burgess, 

1996), and should be able to account for cases which involve anomalous phenomenology 

(e.g. a subject of Duncan et al, 1996, who failed to switch, reported that they saw the 

symbols but that “the +’s and -’s are completely going over my head”) Thus it is seen as 

an advantage of the current model that that it can both support the claim that 

consciousness is generally unitary (i.e. since functional fractionation of the SAS is not 

expected to occur frequently in normal subjects), and that it can offer a framework for 

discussing the separate processes which contribute to it.



Two further points will now be discussed. The first concerns whether the claim can be 

supported, given the theoretical framework outlined, that subjects lacked awareness of the 

stimuli in the experiments of chapter 4, and preliminary experiment 1 of chapter 6. This 

point relates directly to the discussion of Duncan et al (1996) above. The second concerns 

an apparent difficulty for the theoretical account outlined.

In the conclusion of chapter 4 the point was made that the failure of subjects to 

exclude a stimulus in the Jacoby Exclusion task could only the support the claim that 

subjects lack awareness of that stimulus if it cannot be plausibly held that subjects were 

aware of stimuli which they were unable to exclude. Similar considerations apply to 

preliminary experiment 1 of chapter 6 - the demonstration of perception without 

awareness can only be supported if it cannot be plausibly held that subjects were aware of 

the novel stimulus but unable to incorporate it into their response set. The experiment of 

Duncan et al (1996) indicates that there are conditions under which subjects might be 

aware of stimuli (i.e. some supervisory functions may have been influenced by those 

stimuli), but which might prevent the critical supervisory processes from operating (i.e. 

those underlying the relevant higher-order process). Thus if the same conditions identified 

in the experiments of Duncan et (1996) held, then this would present a challenge to the 

claim that those experiments demonstrated perception without awareness. However it is 

implausible that similar conditions held, for one simple reason. In both the experiments of 

chapter 4, and preliminary experiment 1 of chapter 6, response was effectively self-paced 

(i.e. subjects could spend as long as they needed before they made a response). Thus it is 

improbable that subjects would have placed themselves under a heavy supervisory load. In 

contrast the task of Duncan et al (1996) was not self-paced, and this almost certainly 

accounts for the heavy supervisory load in that task.

The major difficulty faced by the account offered here concerns the triggering of 

component or ‘child’ schema. These are schema which control individual actions which 

are part of a larger task (e.g. braking whilst driving). It is assumed that these schema are 

activated, so that they are ready to be selected, when the master schema for the relevant 

task is selected. Some informal, and formal, observations suggest that stimuli may trigger



component schema without awareness. Examples include: reaching for and drinking from 

a glass whilst talking (Norman & Shallice, 1980, 1986), slips of action which involve 

‘capture’ errors (Reason & Mycielska, 1982), and changing gear or braking whilst driving 

(see Shallice, 1988b, where this issue is discussed in relation to awareness). Two specific 

problems associated with component schema will be discussed:

Firstly, it is not clear that it is intuitively appealing to claim that we are conscious of 

stimuli which trigger a schema, and yet where (a) no information about the stimulus is 

encoded in episodic memory (e.g. drinking from a cup whilst talking), and/or (b) the 

action performed does not conform to the goal state (e.g. slips of action). In both cases 

there is a dissociation between the influence of the stimulus on contention scheduling, and 

the influence on the SAS.

It is not clear that this actually presents any difficulty for the model presented here, 

since it is not clear that we would wish to speak, in everyday language, of these actions as 

completely unconscious. This case may be accommodated fairly easily into everyday talk 

by distinguishing between ‘full consciousness’ of a stimulus, and another state of 

‘awareness-in-action’95. In so far as it is possible, when the SAS is set up appropriately, 

for subjects to encode into episodic memory information about the triggering stimuli 

(and/or to avoid the action slip), then this account does not offer any challenge to the 

information processing model presented:- The claim was that a stimulus is consciously 

identified if it either directly triggers a schema or influences supervisory processes. There 

is no requirement that information which triggers a schema must also influence supervisory 

processes. Conscious identification may therefore be considered a broad category which 

accommodates both cases of ‘awareness-in-action’ and ‘full consciousness’ of a stimulus.

95 This is not the same as the state of ‘consciousness-in-action’ referred to in section 1.8. In that case the 
contrast was between introspectively considering one’s own mental state, and performing deliberate 
actions contingent upon one’s own mental state. Thus ‘consciousness-in-action’ involves the operation of 
the SAS, but not the use of the SAS to introspect. The relevant point about ‘consciousness-in-action’, with 
regards to the discussion of section 1.8, was that since one is not actually engaged in act of introspection, 
one has no access at that time to the phenomenal features of the relevant state. Consideration of the 
phenomenology occurs at a later point, when the episodically encoded experience is recalled.



A much more serious difficulty is presented by cases in which it seems, intuitively, that 

attentional selection of a relevant stimulus (e.g. of person walking out into the road) does 

not need to occur prior to the triggering of the relevant component schema (e.g. braking). 

In a case such as this it appears that stimuli may trigger schema without being selected by 

visuo-spatial selective attention. This would challenge the information processing 

architecture proposed here, which assumes that entry of perceptual information to the 

trigger database is controlled by visuo-spatial selective attention. However there may be a 

way of explaining examples such as this, which does not challenge the model as presented.

It seems clear that input to the trigger database does not arise simply from sensory 

processing. As mentioned above, it is hypothesised that episodic retrieval processes deliver 

information directly to the trigger database. Introspectively, it also seems that less well- 

specified information may enter the trigger database, for instance when we have the sense 

that should perform an action of a particular sort. In these cases the phenomenological 

sensation does not correspond to awareness of the perceptual object which has actually 

caused the trigger to be sent. For example, when driving, we may brake because we see 

something moving in peripheral vision, even though we do not have a clear impression of 

whether or not it is a person96.It is hypothesised that this may occur when a selected 

master schema, which performs low-level monitoring of sensory inputs, sends a signal to 

the trigger database. A special case of a schema of this sort is an attentional template (see 

Duncan, 1993). Attentional templates send a signal which triggers attentional selection of 

the relevant perceptual object (see section 7.2). Other schema which monitor low-level 

perceptual information may not trigger attentional selection (e.g. because visuo-spatial 

attention is required for other processing), but may nonetheless trigger other schema.

Since triggering of the schema (e.g. for braking) is due to a signal which is in turn 

arises from a schema for monitoring low-level perceptual information, the triggering signal 

is expected not to be very sensitive to differences between stimuli (indeed sensitivity 

should be equivalent to the sensitivity observed for schema which trigger attentional

96 In these cases it may be common to rationalise the action of braking by saying, e.g. ‘I thought I saw 
someone’. However the contention is that a careful examination of the phenomenology reveals that one 
did not actually have the experience of seeing a person at the time.



selection - and can thus be measured using parallel search tasks). Furthermore the schema 

for monitoring low-level perceptual information may interfere with other schema (causing 

de-selection of one by contention scheduling). Thus it should be possible to test this 

hypothesis.

It is because of cases such as this that the claim made earlier in this section was that 

stimuli are only consciously identified if they directly influence the selection of a schema, 

or directly influence supervisory processes. The critical claim made by this model is that 

information in the trigger database corresponds to the phenomenal experience. We may 

not normally monitor information which triggers component schema, especially if the 

master schema is well leamt (e.g. driving), since there may be little need for us to assess 

our actions with respect to our goals in such well leamt tasks. Therefore we may not 

typically remember e.g. driving to work in the morning. However, if we do chose to attend 

to the phenomenal experiences we are having whilst carrying out well-leamt tasks, then it 

does appear that there is a phenomenological correspondent for actions which plausibly 

require the triggering of schema. The observation that this phenomenology may be hard to 

describe, e.g. that it involves the experiencing of an ‘intention to act’ of a particular sort, 

is, given the critical claim repeated above, entirely consistent with the claim that the 

perceptual information which has caused that action has not been subject to visuo-spatial 

attentional selection, and therefore has not been consciously identified.

7.4 Conclusion
In chapter 1 (see especially section 1.8) the claim was made that a scientific theory of 

consciousness would involve a theory of the processes which underlie our ability to 

introspectively distinguish between different phenomenal states. Clearly much work has 

yet to be done towards such a theory. However it is suggested that the theoretical 

framework presented in the previous section provides a starting point for further progress. 

The key claims of that framework are (a) that introspection is a function of the 

Supervisory Attentional System, and (b) that there is an identity between the 

phenomenology associated with a state, and the capacity of that state to trigger schema for 

thought and action.



The Supervisory Attentional System may be characterised as involving a range of 

complex, and as yet only vaguely specified, processes (for recent work on this see Shallice 

& Burgess, 1996). According to the research program suggested here, progress towards a 

scientific theory of consciousness could be achieved through the further characterisation of 

those processes.



8. Appendix to Chapter 1
Various information processing theories have been put forward in which an attempt 

has been made to identify a “particular subsystem - or, better, its output or some other 

aspect of its processing - with consciousness” (Shallice 1988 book, p402, but see p401-4). 

Such theories might be characterised as involving ‘consciousness boxes’ which appear in 

their box-and-arrows schematic representations. In such information processing theories, 

information is supposed to become conscious in virtue of its admission to the relevant 

subsystem. Of particular note is Atkinson & Shiffrin’s (1971) view that consciousness can 

be identified with the contents of a general purpose short-term memory system. As 

Shallice (1988 paper, p317) points out, this position is severely compromised by the fact 

that their theory of short-term memory is generally accepted as having been superseded by 

the theory of working memory (see Baddeley, 1986), which posits more than one short

term memory store. Nonetheless the idea was attractive enough that it is a closely related 

theory that remains the dominant information processing theory of consciousness. Baars 

(1988) argues that the contents of consciousness are contained in a global workspace, a 

central storage area that makes information available to specialised processing modules. 

The evidence for this claim comes from a particular interpretation of some introspective 

evidence: Baars supposes that there must be a global workspace because when we are 

aware of information, we seem to be able to use that information in many different ways 

(e.g. it might influence our reasoning, we can attempt to verbalise it, memorise it, etc.). 

The Baars theory can be dismissed because (a) the best information processing models of 

behavioural and neuropsychological data indicate that the assumption that there is a 

‘global workspace’ has little explanatory value (b) the introspective evidence which 

supports the claim for the existence of a ‘global workspace’ can be given a plausible 

interpretation that does not support that claim.

With regard to (b): According to the theoretical account put forward in chapter 7 

(based on the information processing model of Norman & Shallice, 1980, 1986), the 

apparent flexibility with which we can process information of which we are aware can be 

explained because the information itself plays a role in selecting the dominant processing



schema, and thus in determining which subsystems will process the information. A visually 

encoded representation of a word might trigger a schema for the transfer of information 

from visual processing systems to verbal processing systems. The phenomenon of ‘global 

access’ is ensured by the stimulus-specific triggering of mechanisms for transferring
Q7information between specialised processing modules . There is no need for a central store, 

or ‘global workspace’, because the mechanism or route by which information is 

transferred may be specific to the particular target and source processing modules 

involved.

A second highly influential theory, that of Penrose (1994), is based on certain claimed 

similarities between consciousness and quantum mechanical processes, from 

nondeterminism (a feature which is fallaciously thought to account for ‘free will’, see 

Hume’s thesis of compatabilism) to nonlocality (which is supposed to account for the 

claim that there is no particular part of the brain where consciousness arises). Penrose’s 

work presents perhaps the clearest example of a theory which is motivated by an attempt 

to account for the ‘special properties’ of consciousness. The theory is so ill-formed that 

we need only turn to Chalmers’ (1995, p207) observation of its most plausible rationale: 

“The attractiveness of quantum theories of consciousness may stem from a Law of 

Minimization of Mystery: consciousness is mysterious and quantum mechanics is 

mysterious, so maybe the two mysteries have a common source.”

A third line of attack is that espoused by Francis Crick and Christof Koch. Their aim is 

to locate the neural correlates of consciousness. Some mention has already been made of 

the need for a bridging level of explanation in such accounts (see section 1.7). In their  ̂

more recent publications (e.g. Crick & Koch, 1998), they have displayed a burgeoning 

awareness of the difficulties such an approach faces, and attempt to place some limits on

97 For example, if a subject sees the sentence ‘say this sentence aloud’, then the information would usually 
travel by two separate routes: (i) when the sentence is understood this triggers a schema, via the SAS, 
which ensures that (ii) the sentence is verbally encoded and uttered. If the schema for verbalising visually 
perceived words is already activated, then route (i) becomes irrelevant, and there may be situations in 
which the sentence would be uttered even thought the subject is not aware of it (e.g. if  they are in a 
dissociated state of consciousness, such as might occur in dichotic listening). If that schema is not already 
dominant, then (ii) will depend both on the subject consciously perceiving the sentence and on the SAS 
being in such a state that the instructions specified by the sentence will be followed.



their investigatory and explanatory aims. Whilst this treatment is certainly competent, and 

may yet prove fruitful, it is unnerving to see quite how unprincipled these limitations are. 

These quotes come from Crick & Koch (1998):

[p97] In approaching the problem, w e made the tentative assumption (Crick & Koch, 1990) that 
all the different aspects o f consciousness (pain, visual awareness, self-consciousness, and so on) 
em ploy a basic mechanism or perhaps a few  such mechanisms. If one could understand the 
mechanism for one aspect, then, we hope, w e w ill have gone most o f  the way towards 
understanding them all.

W e made a personal decision (Crick & Koch, 1990) that several topics should be set aside or 
merely stated without further discussion, for experience has shown us that valuable tim e can be 
wasted arguing about them without com ing to any conclusion.

[p98] A s a working hypothesis we have assumed that only som e types o f  specific neurons w ill 
express the NCC...An alternative possibility is that the NCC is necessarily global (Greenfield, 
1995)...At this point we feel it more fruitful to explore the simpler hypothesis...It would be a 
pity to miss the simpler one if it is true.

Crick and Koch are careful to assert little more than the claim that neuroscientific 

investigations may inform a theory of consciousness. This seems a reasonable position. 

However they express far more ambitious hopes. Unfortunately their principle ‘tentative’ 

assumption, which would grant their approach the greatest explanatory value, is especially 

implausible when applied in the manner they suggest. The assumption that one, or perhaps 

just a select few, mechanisms underlie consciousness has some plausibility if it is supposed 

that the mechanisms in question are conceptualised in information processing terms and 

are the mechanisms by which information about our own mental states has a particular sort 

of influence on our actions (including of course introspective reports); but it is much less

plausible that the neural representations which become conscious in virtue of the operation
</

of that mechanism should be marked by some observable physical feature, be that location, 

neuronal type or firing pattern98. It may be true for the important but special case of visual 

awareness, that conscious neural representations are marked by a specific feature of the 

neuronal activation; and Crick and Koch may have done some useful preliminary work in 

identifying that mechanism (see chapter 7, section 7.2). However we may also have 

phenomenal experiences that do not directly relate to perceptual objects which have been

98 Such representations may be expected to be conscious in virtue of the effects they have on later 
processing, however this may not be predictable from the manner in which the representation is encoded.



selected by visuo-spatial attention, and in some cases these may nonetheless depend on 

perceptual information (e.g. consider the case of something moving in peripheral vision - 

see also chapter 7, section 7.3)

Crick and Koch’s approach is unlikely to succeed because by looking for the neural 

correlates of consciousness, they mean to look for some feature of the representations 

which we report ourselves to be aware of, which would mark them out from other 

representations which we would not report ourselves to be aware of". There is no reason 

to suppose than any feature of this sort exists, except if one interprets the introspective 

evidence to indicate that ‘conscious’ informational states have some intrinsic special 

features100.

In the model presented in Chapter 7, an account is proposed of an extrinsic feature 

which would make a perceptual representation ‘conscious’. (For precursors to this 

position and an explanation of the terminology used see Norman & Shallice, 1980, 1986; 

Shallice, 1972; Shallice, 1988a; Shallice, 1988b). For instance we might be conscious of 

the redness of an object just if the fact that is red, rather than being blue, could directly 

trigger a schema for thought or action (see also Duncan, 1993, r.e. the special case of 

colour). The representation of redness, which presumably resides in visual cortex, need not 

have any special property, nor is ‘redness’ represented in contention scheduling or the 

SAS. The information that reaches the SAS might simply designate: Does the colour of 

the object match the colour currently being searched for? The fact that information 

contingent on the stimulus has reached the SAS entails that the representation of the 

stimulus is in some way conscious (although it may be that the stimulus has not been 

consciously identified - see chapter 7). This is an extrinsic rather than an intrinsic feature 

of the representation, since one might have e.g. a visual representation of a stimulus, 

which could have been conscious, were it not for the fact that dual task conditions 

prevented that stimulus from selecting a schema or influencing the processing of the SAS.

99 Their search might be more fruitful if they meant to look for the neural correlates of introspective 
processes.
100 Since ‘conscious’ informational states are just those states which we can introspect, then there would 
be no way of introspectively comparing these states with other states which are not ‘conscious’. Thus this 
interpretation of the introspective evidence must be fallacious (see also section 1.6)



The view here is that the other scientific approaches outlined above fail because they 

adopt the basic assumption that the states about which we can introspect all share some 

common physical or information processing feature. In accordance with the scientific 

approach to consciousness propounded here, what we should be doing is attempting to 

justify introspective categorisations of certain mental processes as conscious by searching 

for information processing characteristics which might ground them. The paradigm case of 

a conscious mental process must be the act of introspecting itself, and not an act of 

perceptual recognition which leads to some behavioural response. The latter can be 

performed by ourselves when in states whose relation to consciousness is unclear (e.g. 

when driving, performing a dual task, or sleep-walking), it is also something that animals 

which we would be pushed to identify as conscious can do, and which we know how to 

program a computer to do. We may be able to gather, and verbally express, a great deal of 

information about our perceptual states via introspection, but that is a very separate issue 

from supposing that the processes underlying certain behavioural responses to perceptual 

stimuli involve consciousness. On this view mental processes may only be justifiably 

claimed to involve consciousness in so far as they can reasonably be thought to share 

certain features with the processes underlying introspection itself. Some processes may lie 

on the borders of ‘consciousness’ (e.g. driving whilst distracted). The perspective offered 

here can make meaningful statements about mental processes of this sort (see chapter 7, 

section 7.3). Other theories are lost for anything to say about these anomalous states until 

they are much further developed. In addition much of the data that serves to guide such 

theories, namely the introspective judgments about which representations and mental 

states are conscious, are guided by intuition alone. Judgments about which ‘phenomenal 

appearances’ must be explained by theory, and which may be simply illusory or can simply 

be ignored for now, are left for the theorist to decide. The current situation for the 

approach outlined here may not be a great deal more advanced, yet at least some attempt 

has been made to identify a manner in which such judgments can be grounded in physical 

theory.

The difficulties which these scientific approaches to consciousness have run into can be 

seen to stem directly from the perspective which motivated them. In particular it is the



thought that consciousness is always a feature of the states which we have introspective 

information about; rather than the idea that consciousness is a feature of the processes 

which enable us to have that introspective information. It ought to be perfectly obvious 

that we can have introspective information about cognitive processes which do not in 

themselves involve consciousness, after all it has long been observed that we may perform 

certain actions (e.g. the stroke we use to hit a fast moving ball in cricket or tennis) before 

we have conscious information about how we have acted and the perceptual information 

that occasioned it (Shallice, 1988b, p314-5,323-4). In such cases our awareness may at 

first sight appear epiphenomenal (in that it did not play a role in initiating or guiding that 

particular action)101. It is a curious legacy of Cartesianism that leads some to suppose that 

even these mental processes are essentially conscious (as opposed to conscious just when 

and because we introspect about them). It is also a supposition which leads inexorably to 

the conclusion, spelled out by Jackson (1982), that consciousness is just epiphenomenal in 

nature. For once it is supposed that what an account of consciousness should explain is the 

unusual properties (qualia) of mental states that we know (or directly apprehend) in virtue 

of knowing what an experience is like, then we are bound to conclude those properties are 

epiphenomenal (see section 1.6, and also the argument in Lewis, 1990; which spells out 

the unavoidable nature of the epiphenomenal conclusion in more detail.)

The unfortunate notion that a theory of consciousness should explain the curious 

‘phenomenal’ features of mental states, such as the ‘redness’ of perceptions of red and the 

‘painfulness’ of pains, is one which has been propounded by many philosophers. Nagel 

(e.g. Nagel, 1974), Jackson (e.g. Jackson, 1982), Searle (e.g. Searle, 1992) and Block 

(e.g. Block, 1995), to name some well established philosophers, have all been captured by 

this view of consciousness. David Chalmers is its new and vocal philosophical champion. 

Chalmers has published both a brief paper (Chalmers, 1995), and a lengthy book 

(Chalmers, 1996) outlining his position. Chalmers attacks current scientific accounts of 

consciousness, yet he claims to be a committed functionalist, and he proposes his own

101 It is not hard to circumvent the claim that our experience of returning a service in tennis is 
epiphenomenal. Our awareness may not help with that return of service, but it is surely o f use when we 
attempt to identify what made it a good or bad return, and thus how we should mentally prepare for the 
next serve.



theoretical research program, which he claims would yield a ‘scientific theory of a sort’. 

His work has had a major impact, both within philosophy and cognitive science.

Chalmers (1995, 1996) is able to mount an effective attack upon scientific accounts of 

consciousness, such as those reviewed above, because they have been motivated by such a 

problematic vision of consciousness (or perhaps just because no attempt has been made to 

articulate the alternative vision that truly motivates them). It is the starting point of this 

perspective that conscious mental states have certain special features which are unlike 

those that unconscious mental states have. From this starting point it is not hard to make 

the argument that any merely physical property of mental states must fail to capture the 

special quality of those features (see quote on page 9). Chalmers (1995, p200-l) claims 

that theories of consciousness face ‘easy’ and ‘hard’ problems. The ‘easy’ problems 

include those of how we can gain access to and report our own mental states, the ‘hard’ 

problem relates to the nature of experience itself:

H ow can w e explain why there is something it is like to entertain a mental image, or to 
experience an emotion? It is widely agreed that experience arises from a physical basis, but w e  
have no good explanation of why and how it so arises. W hy should physical processing give rise 
to a rich inner life at all? It seem s objectively unreasonable that it should, and yet it does.

Chalmers argues that all ‘reductionist’ scientific accounts, accounts that have 

attempted to explain consciousness in terms of an underlying physical mechanism or 

process, have failed to address the ‘hard’ problem, and indeed that they are bound to fail. 

Instead he supposes that what is needed is a nonreductive explanation of experience. His 

claim is that this would be a scientific theory of a sort, in that it would simply take 

experience as fundamental, much as physics takes certain entities, e.g. mass and space-, 

time, to be fundamental and not to be explained in terms of anything simpler. Progress 

would be made by searching for basic laws that relate these fundamental entities and 

physical processes, or psychophysical principles. The theories arising would be judged 

much as the theories of physics are (Chalmers 1995, p211): “The principles of simplicity, 

elegance, and even beauty that drive the physicists’ search for a fundamental theory will 

also apply to a theory of consciousness”. This position is to be called naturalistic dualism 

(Chalmers 1995, p210).



The philosophical problems with Chalmers’ naturalistic dualism are numerous and 

quite overwhelming: they range from a very peculiar view of the meaning of mental state 

terms102, to the problems of accepting pan-psychism103. They will not be covered in detail 

here (see Searle, 1997, chapter 6, for a critical review). There are two principle difficulties 

of interest to this discussion. Firstly there is the supposition that we might be able to 

further elaborate and categorise our phenomenal experiences (see e.g. Chalmers, 1996, 

p284) without direct recourse to the functional states that underlie those experiences. 

Where this assumption has been made in the past in psychology, it has been completely 

unfruitful and led to long-mnning controversies (e.g. see Laming, 1997). Moreover if it is 

possible to do this fruitfully then it is hard to see why it has not yet been started on, 

despite the fact that Nagel (1974) suggested this route for progress at the end of his highly 

influential article!

Secondly Chalmers holds that one of the most important psychophysical principles 

would be that of ‘organisational invariance’. This is essentially the same claim that has 

long been known in philosophy as the thesis that the mental supervenes on the physical (or 

functional): That there can be no difference in mental state without a difference in physical 

(or functional) state. The problem for Chalmers is that if this principle is true, then 

naturalistic dualism loses any explanatory power that it might have been thought to have. 

By supposing, as Chalmers does, that phenomenal differences are precisely reflected by 

fine grained differences in functional organisation, he loses any advantage in supposing 

that his fundamental and non-physical experiential properties are any different from 

mundane functional properties, for their existence and variation cannot do any further

102 Chalmers (1996) asserts that mental state terms have two meanings, one which refers to the functional 
state and is used to explain behaviour, and another which refers to the experience o f what it is like to be in 
that state. Thus Chalmers gets around Nagel's (1974) formulation of the mind-body problem by asserting 
that the 'two referential paths' do not converge at all.
103 Pan-psychism is the thesis that all objects are minded, or have mental properties and states. Chalmers 
supports a 'double-aspect theory of information', the thesis that information has a physical aspect and a 
phenomenal aspect. Thus any state that might be identified as an informational state might be thought to 
have phenomenal properties. Chalmers (1996) even ends up considering what it might be like to be a 
thermostat! On the theory presented here it is meaningless to speak of what it would be like to be any 
system that does not have introspective access to its own mental states. Unless one can pin down the 
manner in which the system has access to its own states, an answer to the question of what it is like to be 
that system cannot be specified.



explanatory work. All his position does is to save the intuition that we directly apprehend 

mental properties when we introspect; an intuition rather better expressed by Jackson 

(1982), and given an alternative explanation in section 1.6.

The claim that phenomenal differences are precisely reflected by differences in 

functional organisation (the principle of ‘organisational invariance’) is a central claim of 

introspective physicalism (see section 1.3). The difference between naturalistic dualism 

and introspective physicalism is this: According to introspective physicalism the principle 

of organisational invariance holds true because introspective evidence just is about the 

physical - it is the physical properties of experiences which cause them to appear to differ 

when we introspect. According to naturalistic dualism, experiences appear to differ 

because of the non-physical properties they have, and as it happens these non-physical 

properties vary isomorphically with the functional properties of those mental states.

Since Chalmers holds that organisational invariance would be a basic principle guiding 

his research program, Chalmers might wish to claim that the methodological approach 

outlined here for the construction of scientific accounts of mental phenomena is entirely 

consistent with his approach. However the two accounts differ substantially on two points: 

(i) Since Chalmers does not hold that introspective evidence tells us directly about the 

functional properties of mental states, knowledge about the information processing carried 

out in the brain cannot be used to guide the interpretation of introspective evidence (see 

section 1.5). Chalmers holds that the properties of mental states can only be known . 

through introspection, and therefore there is the danger that the introspective evidence will 

underdetermine a theory of how to classify these properties, (ii) Here the claim is that a 

theory of consciousness would be just a theory of introspective processes. Chalmers holds 

that a theory of consciousness would be a more general theory linking mental phenomena 

to physical phenomena. The search for a theory of introspective processes is not a central 

part of the program which Chalmers outlines, and it is not hard to see why: If we can give 

a scientific account of introspective processes, and so explain how the physical properties 

of mental states cause us to make particular introspective judgments, then we will have 

undermined any argument for the existence of non-physical mental properties. This



account would replace accounts, such as that given by Jackson (1982, see section 1.6), 

which hold that we are acquainted with non-physical properties when we introspect104.

If Chalmers is a committed functionalist, and believes that scientific principles should 

guide the construction of a theory of consciousness, why is he convinced of the existence 

of irreducible non-physical properties, or qualia? His argument is based on the claim that 

the mental does not logically supervene on the physical. He argues that it is a logical 

possibility that the principle of organisational invariance is false - that we might have 

different experiences without these differences being reflected by changes in our functional 

states. This is the same idea which Jackson (1982) boldly supports in his paper 

‘Epiphenomenal qualia’, the possibility that Block employs in his ‘absent qualia’ objection 

to functionalism, the argument which Searle (1992) uses in various thought experiments - 

including the Chinese room - and the notion which we entertain when we imagine an entity 

functionally identical to ourselves, yet lacking in conscious experience (a zombie). 

According to Chalmers (1996), Jackson (1982), Searle (1992) and Block (1995), because 

we can imagine, or conceive, of these possibilities, which are counter-examples to the 

principle of organisational invariance, this shows that the principle is not a logical truth. 

The arguments of these philosophers are, at base, supported by a simple intuition: the 

intuition that mental properties could differ whilst physical properties remain the same.

The general problem from which the arguments of these philosophers suffer is that they 

misunderstand the function which the ability to conceive of possibilities plays in reasoning. 

They suppose that the ability to conceive of a possibility at variance with a particular 

theoretical approach demonstrates that the approach is wrong. Thus they suppose that a 

completely reductive functionalist approach to consciousness must fail. This is a mistake.

It used to be thought possible that a counter-example to Fermat’s last theorem might be 

found. Since Wiles’s proof, we would not hold to this claim any more. That we can

104 Chalmers argues that this does not follow (Chalmers, 1996, see Ch5 and p288-292). He states that the 
reductive explanation of phenomenal judgments would put ‘some strain on a nonreductive theory of 
consciousness, although it [would] not appear fatal.’ I find this argument unconvincing. Since he has 
conceded that such an account would put some strain on his own account, the best strategy is to work 
towards constructing this reductive explanation. Once we have a good theory, then we can see if anyone 
remains convinced that his approach would be productive. See the argument of the following paragraphs.



conceive of a possibility demonstrates nothing about the sorts of theoretical claims which 

will turn out to be true - as Nelkin (1996, e.g. footnote p i37) repeatedly points out, our 

intuitions are only reliable in so far as they are embedded in a good theory.



9. Appendix to Chapter 2

9.1 Cheesman & Merikle’s (1984) subjective threshold task
Cheeseman & Merikle (1984) establish ‘subjective threshold’ by asking subjects to

estimate their percent correct performance on a forced-choice identity task. This is a very 

poor method of measuring awareness for the simple reason that subjects would have to do 

a little mathematics to get from their phenomenological experiences to a good estimate of 

percent correct. If one confidently perceives primes on a proportion p of all trials in a 4- 

alternative forced choice task (as used by Cheesman & Merikle, 1984) then the proportion 

of trials on which one would expect to be correct would be given by (p+(l-p)*.25). The 

danger is that subjects fail to take chance levels into account and report that they are 

correct on 30% of trials when they are confident of perceiving stimuli on 30% of trials. 

The situation might become even more confused if the subject either happens to believe in 

subliminal perception or has performed a similar experiment before in which they received 

feedback, in which case they might inflate their estimates. It would be much better to 

simply ask subjects on what percentage of trials they have an experience of seeing the 

stimuli.

9.2 Critiques of the Jacoby-Whitehouse effect
Joordens & Merikle (1992) show that the effect of context words on recognition

performance is not due to the instructions given to subjects regarding context words, but 

to the masking condition alone. Their experiment 1 is a close replication of the original 

study, using similar instructions and masking conditions (43 and 200ms SOA). In their 

experiment 2 they manipulate only task instructions across subject groups, context words 

are always presented at 57ms. Thus one group is told that context words will appear and 

will sometimes match the target, and are encouraged to attempt to remember them. Both 

groups show the pattern of performance associated with heavily masked context words. In 

their experiment 3 both groups are given instructions to attend to context words, but the 

masking conditions are 57ms and 228ms. The pattern of results for the heavily and lightly 

masked target words follows that of Jacoby & Whitehouse (1989). However Joordens &



Merikle (1992) find that in both experiments 1 and 2 recognition performance is above 

chance for all conditions: Subjects show significantly more hits than false alarms for the 

57ms masking condition. They argue that this undermines the claim that the qualitative 

difference in processing is associated with awareness.

Bernstein & Welch (1991) concentrate their experimental efforts on questioning the 

need for Jacoby & Whitehouse (1989) to rely on ‘subliminal assumptions’. They contend 

that the critical factor as regards a subject’s awareness of stimuli is whether or not they 

can discriminate between instances on which the context word is a match, non-match or 

non-word stimulus, as this would logically seem to be the critical information which 

subjects would need to know in order to discount familiarity.

Bernstein & Welch (1991) used two additional subject conditions in addition to the 

two masking conditions taken from Jacoby & Whitehouse’s (1989) experiment 2(17 and 

600ms masking), which they called the ‘memory’ conditions. In both additional conditions 

context words were heavily masked (17ms). The first was the ‘perception’ condition, in 

which subjects only gave match/non-match judgments about target and context stimuli - 

they did not perform the recognition judgment. The second was a ‘dual task’ condition in 

which subjects performed the memory task followed by the perception task. Bernstein & 

Welch (1991) found the same pattern of results for the recognition task as Jacoby & 

Whitehouse (1989) in both their memory and dual task conditions. However performance 

in both dual task and perception conditions on the match/non-match judgment indicated 

that subjects can discriminate the identity of matched context words well above chance 

(Hits: 78%:64%; false alarm rates: for non-words 22%:21%, for non-matching words 

16%: 18%. Figures are given for Perception: Dual Task conditions respectively.) Thus 

Bernstein & Welch (1991) demonstrated that subjects failed to discount the influence of 

context words on familiarity judgments even though they seemed to have quite good 

information about whether a matched context word appeared. Perhaps more surprisingly 

they still seemed to fail to use this information when they were required to extract it - 

performance on the recognition task was almost identical for the dual task and memory 

conditions.



These two studies demonstrate that the Jacoby-Whitehouse effect is replicable. 

However both studies question the claim that subjects lack awareness of the stimuli in the 

heavily masked condition. The remainder of this section addresses the issue of whether the 

Jacoby-Whitehouse effect demonstrates a qualitative difference in performance with and 

without awareness.

The account given in section 2.3.4.2 makes it seem plausible that the dissociation in 

performance seen between the heavily and lightly masked condition in the Jacoby- 

Whitehouse effect depends upon the ability of subject to consciously identify the stimuli in 

the lightly masked condition. It is plausible to suppose that, given the difficult encoding 

conditions used (one per second presentation) in the first phase of the experiment, subjects 

used a sense of familiarity to guide a good proportion of their recognition responses in the 

second condition. Furthermore evidence outlined in section 2.3.4.1 suggests that even very 

heavily masked context words would have influenced the judgments of familiarity, such 

that subjects would have tended to judge a target word preceded by a matching context 

word as more familiar than a target word preceded by an unmatched context word or non

word. The fact that this pattern of influence was not seen in the lightly masked condition 

would seem to fit with the idea that subjects had an independent basis for discounting the 

effect of matched and unmatched context words on perceptual fluency. Since the target 

word was presented only 800ms after the presentation of the context word, it does not 

seem plausible to suppose that subjects would have forgotten the identity of the context 

word. Thus it seems reasonable to suppose that conscious identification of the context 

words provided the independent basis for discounting their influence on perceptual fluency 

in the lightly masked condition; and that subjects could not discount the effect of context 

words on fluency in the heavily masked condition because they did not consciously identify 

the words. However, the methods used for measuring awareness put forward both by 

Jacoby & Whitehouse (1989) and Bernstein & Welch (1991) have been used to argue that 

subjects were aware of stimuli even in the heavily masked condition.

Jacoby & Whitehouse (1989) and Joordens & Merikle (1992) attempt to measure 

awareness of context words with a recognition judgment made in the third phase of the



experiment. For a variety of reasons, this putative test of awareness must qualify as one of 

the most ill-conceived in the literature. Firstly the test occurs only at the end of the second 

phase and therefore there is the substantial problem that subjects may forget many of the 

stimuli. Secondly the measurement of recognition for matched context words - the most 

crucial test - is confounded by the fact that subjects have seen the same stimuli as target 

words in the second phase, and half of them again as words on the original encoding list in 

the first phase (for this reason Jacoby & Whitehouse (1989) leave matched context words 

out of their analysis!). Both these criticisms raise concern that subjects may be aware of 

stimuli and yet show null sensitivity on the recognition test, and both are raised by 

Bernstein & Welch (1991). However a third criticism tells in the opposite direction, and 

regards the suitability of using a recognition task: If subjects use a sense of familiarity to 

guide their recognition responses then we would expect them to show above chance 

performance even if they were not able to consciously identify the stimuli. This is clear 

from studies of the SME effect, outlined above105.

Bernstein & Welch’s (1991) use of a match/non-match judgment avoids problems 

relating to forgetting and the measurement of thresholds for matching context words. 

However it suffers from a similar problem to the recognition task in that one would expect 

subjects to be able to use a sense of familiarity on seeing the target stimulus as a guide to 

response. Bernstein & Welch (1991) make a particularly revealing comment with regard to 

this in a footnote. They remark that an analysis of data from the dual task condition 

reveals “there was a very strong tendency to use the responses ‘old’ and ‘same’ together 

even though they are logically distinct.” This observation suggests that subjects had no 

basis independent from perceptual fluency upon which to base their judgment that the 

context words matched the target stimulus. If they did have an independent basis, such as

105 Jacoby & Whitehouse (1989) did find null sensitivity for heavily masked context stimuli in their third 
phase recognition test, as did Joordens & Merikle (1992) - experiment one - in their close replication. 
However Joordens & Merikle’s (1992) experiments two and three (which used a slightly longer, 57ms 
masking condition) found evidence of recognition of context stimuli. A probable explanation for the 
discrepancy is that various aspects of the recognition tasks may have encouraged subjects to use familiarity 
and/or explicit recall to differing extents. In the experiments which showed above chance recognition of 
heavily masked context words, the instructions drew the attention of subjects to the existence of masked 
context words. This may have been sufficient to make subjects confident in their use of a sense of 
familiarity as a guide to prior occurrence in the third phase.



is suggested here would be supplied by conscious identification of the context words, then 

the tendency of subjects to discount fluency would lead them to use the responses ‘new’ 

and ‘same’ together - not ‘old’ and ‘same’.

9.3 Marcel (1980) Context and Polysemous Words
Marcel (1980) adapted a methodology used by Schvaneveldt, Meyer & Becker (1976)

in a supra-threshold experiment: Three words are presented in succession, with a 

polysemous word (a word with more than one meaning) always presented in the middle. 

Lexical decision to the final word in the sequence was the critical task. In his fully 

supraliminal condition Marcel (replicating the results of Schvaneveldt, et al., 1976) shows 

that the first word in the sequence acts as a contextual cue biasing the interpretation of the 

polysemous word, and so limiting its semantic priming effect. Thus response to ‘money’ in 

the sequence save-bank-money is facilitated, but response to 'rived  in the sequence save- 

bank-river is not facilitated. A second condition was a pattern masked condition, with 

SOA being determined by chance performance on a presence/absence task, in which the 

polysemous word was masked. In this condition he found facilitatory effects for all 

meanings of the polysem ous word (i.e. both the above sequences showed priming).

Marcel’s experiment is complex, requiring comparisons with control conditions (e.g. in 

which the first stimulus is a non-word) and involving both pattern and energy masking and 

two separate ISI’s between the second and third words (600ms and 1.5 seconds). Yet it is 

one of the few experiments to which Holender (1986) does not raise any serious 

criticisms, and it is also well regarded by Merikle & Daneman (1998). The implication is 

that words are not placed in semantic context unless they are consciously recognized. ‘ 

Such a result is certainly of considerable theoretical interest.

However there are a number of difficulties for the interpretation of this task. Most 

notably some experiments have demonstrated that the facilitatory effects due to 

supraliminal polysemous words may not always, or immediately, be limited by context 

(Onifer & Swinney, 1981; Swinney, 1979). Further empirical work needs to be done to 

show what experimental conditions must hold in order for perceptual status of the 

polysemous word to be the critical factor causing context to take effect. Moreover, given



that different masking conditions are carried out in separate blocks in Marcel (1980), a 

serious issue arises as to whether the task set of subjects restricts the limiting effects of 

context to operate on masked stimuli. Therefore there is reason to doubt both the claim 

that consciously perceived stimuli are always biased by context and the claim that 

unconsciously perceived stimuli are never biased by context. A replication in which a 

number of ISI’s and SOA’s are employed and in which trials are intermixed would give 

much better information about the processes involved. There is no strong evidence which 

clarifies which threshold for awareness might be critical for the qualitative shift in 

performance in this experiment, the detection threshold or the identification threshold. 

Although Marcel’s heavily masked condition involves presentation of the primes at 

detection threshold, it would seem likely that the relevant threshold would be the threshold 

for conscious identification.

9.4 Discrimination due to partial awareness or perceptual fluency?
It is tempting to believe that Groeger’s (1984) structurally related choices above

detection threshold, and the ability to identify non-words which are detected as ‘present’, 

rely upon the conscious comparison of a partial percept and the response alternatives 

offered. But it is equally possible that these tasks are achieved by means of a sense of 

familiarity arising from fluency of processing. If this is so then we need not suppose that 

specifically conscious processing is required to account for responses above detection 

threshold. Instead it may be that the qualitative difference in processing above and below 

detection threshold arises from a qualitative difference in the source of fluency. Below 

detection threshold fluency may be principally due to prior conceptual processing. Above 

detection threshold fluency may be principally due to lower-level perceptual processing. 

Whittlesea’s (1993) results suggest that both these sources can give rise to increased 

fluency (see section 2.3.4). One method of distinguishing between perceptual fluency and 

conscious partial cues as the critical process underlying performance above detection 

threshold would be to increase the time between presentation and test. It appears from 

studies of the SME that fluency effects persist over time, whereas subjects are likely to 

find it hard to retain partial conscious cues for long, especially if a filler task is introduced.



315

10. Appendix to Chapter 4.

10.1 Methods for Exclusion Task Experiments

10.1.1 Experiment One - Method

10.1.1.1 Subjects:
Twenty students from University College London were recruited as subjects. All spoke 
English as a first language and had normal or corrected to normal vision.

10.1.1.2 Materials and Apparatus.
The stimulus words were supplied by Merikle, Joordens and Stultz (1995). There were 
180 target words of four to eight letters in length. According to Merikle et al each three- 
letter stem had at least six completions, two of which had a higher Kucera and Francis 
(1967) frequency than the selected word.
Ninety 10-letter consonant-vowel-consonant strings were generated to act as masking 
stimuli.
A further 38 non-word CVC strings four to eight letters in length served as control 
stimuli.
Stimuli were presented on a Mac Classic with the software package Mindlab. Stimuli 
were in upper case black letters centred on a white background. Letters were 
approximately 3 mm high and viewed from approximately 50 cm. All stimuli were 
centred on the screen.
The refresh time for the Apple Mac display was 17ms. (However no way was found of 
verifying the timing of displays. The figures are those specified in the Mindlab software.)

10.1.1.3 Design and Procedure.
Each subject experienced four blocks of forty-five trials, a total of 180 trials. Order of 
presentation of trials within each block was randomised. Each block was separated into 
five lots of nine trials. Each lot of nine trials could be in one of five conditions: the target 
word could be presented at one of four SOA’s (33, 50, 83, 200 ms) or a non-word would 
be presented for 33 ms (the baseline condition). Stimulus length (word or non-word) was 
balanced for each group of nine trials. Groups were rotated through conditions so that 
each three letter stem was preceded by a non-word and the target word at each of the four 
timings. This made five subject groups. Blocks alternated between inclusion and 
exclusion conditions. This was also balanced over subjects, making ten subject groups. 
The experimental design was two by five factorial design with counterbalancing. The first 
factor was inclusion/exclusion, the second factor SOA.
Each trial involved the following sequence: 1) A fixation point appeared for 500 ms, 2) a 
10-letter non-word string was presented for 500 ms, 3) a target word or non-word was 
presented at one of the four possible durations, 4) a different 10-letter non-word string 
was presented for 500ms, 5) the first three letters of the target word was presented, 6) 
subjects gave a verbal response (stem completion) 7) the fixation point reappeared and 
the subject could press a key to start the next trial.



Reaction time was recorded by means of the experimenter pressing a button on the Apple 
Mac as soon as the subject uttered their verbal response. The experimenter also wrote 
down the verbal response.
In inclusion subjects were asked to complete the stem with the word presented. If they did 
not think they had seen a word, they were told to guess what the word presented was.
In exclusion subjects were told to complete the stem with any word of four letters or more 
except the word that had been presented.
Instructions were standardised and displayed using the Mindlab software. Subjects were 
given six training trials and asked whether they understood the instructions.
At the end of the experiment subjects were asked whether they had ever failed to exclude 
a word which was presented in the exclusion condition.
The experiment, with training trials, lasted approximately 50 minutes.

10.1.2 Experiment Two - Method

10.1.2.1 Subjects:
Twenty students from University College London were recruited as subjects. All spoke 
English as a first language and had normal or corrected to normal vision.

10.1.2.2 Materials and Apparatus:
were identical to those used in Experiment one.

10.1.2.3 Design and Procedure:
Were identical to experiment one with the following exceptions:
After (verbally) completing the word stem subjects were asked to report what they had 
seen between the masks. Three response contingencies were allowed. Responses were 
made by pressing one of three keys with the right hand. Subjects were told to press the 
key corresponding to the following categories of experience: 1) They felt they had seen a 
word 2) They felt they had seen something 3) They had seen nothing. Subjects were under 
no time pressure.
Stimulus mask onset asynchronies were reduced to 17, 33, 50, and 102 ms. As with 
experiment one, baseline stimuli (nonwords) were presented at the briefest of these times, 
namely 17ms. Screen brightness was also greatly reduced. No exact measure was taken of 
this. However the level was selected as the lowest at which the experimenter did not feel 
strain from reading the screen.
Responses of more than ten letters were not allowed. Responses were required to be 
English words, but not proper nouns.
The instructions were altered to stress that subjects should never report a word that they 
had seen in exclusion. This was reinforced by the experimenter verbally.
It was not feasible to measure reaction time in this experiment.



10.1.3 Experiment Three - Method

10.1.3.1 Subjects

Eighteen students or affiliates of University College London served as subjects. All spoke 
English as a first language and had normal or corrected to normal vision.

10.1.3.2 Materials and Apparatus

Experiment three employed the same stimulus set of 180 words from Merikle et al (1995) 
used in Experiments one and two. In addition 360 CVC non-word strings were randomly 
generated as masking stimuli. No control stimuli were used in this experiment: On baseline 
trials (0ms SO A) a blank field was presented between the masks for 13ms.
Stimuli were presented on standard PC monitor using MEL lab experimental code. Stimuli 
were uppercase grey letters centred on a black background. Letters were approximately 5 
mm high and were viewed from a distance of between 50 and 100 cm.
All responses were typed on an IBM-compatible keyboard.
The refresh time of the visual display was 16.7 ms.

10.1.3.3 Design and Procedure:
Exclusion was the only condition used in this experiment. Subjects gave an exclusion 
response and a thorough report of their awareness of the target stimulus on every trial. 
Words were presented at one of six durations: 0, 33, 50, 67, 83, 210ms. Subjects fell into 
six groups, according to the mapping of target words to stimulus duration. Thus all words 
were presented an equal number of times at each duration, although to different subjects. 
Subjects sat four blocks of forty-five trials, trials were ordered randomly within blocks. 
Subjects could rest between blocks.
There were 180 trials. The sequence for each trial ran as follows: 1) a fixation point 
appeared for 500ms 2) a non-word letter string was presented for 500ms 3) a randomly 
selected target word was presented for one of the six possible stimulus durations 4) a 
different non-word letter string was presented for 500ms 5) The three letter target word 
stem was presented, and remained on screen whilst the completion response was typed in 
6) Subjects reported their awareness of the stimulus 7) A screen summarising the subject’s 
responses appeared, and subjects were asked to indicate whether it was correct by 
pressing ‘Y’ or ‘N \ If the subject responded ‘Y’ then the next trial was initiated. If 
subjects responded ‘N ’ then the subject performed steps (5), (6) and (7) again until a ‘ Y’ 
response was elicited at step (7). If a subject entered the same response on steps (5) and 
(6) then an extra message appeared at step (7) telling them that they must not complete 
the stem with what they have seen, and suggesting that they go back and correct their 
completion response.
The allowed response range was 1-7 letters for the completion response, allowing subjects 
to provide a word of 4-10 letters in length. Errors could be corrected before the word was



entered using the backspace key. If subjects could not think of any stem completion other 
than the seen target word then they were told they could enter ‘SORRY’ after the stem. 
Subjects were instructed to give the following responses when reporting their awareness 
of the stimulus word:
If subjects felt they saw a word or any letters, they were asked to type them in directly.
If subjects could not report a word or any letters, but still had a sense that a word was 
presented then they were asked to type ‘YES’.
If subjects did not believe that any word was presented between the masks, they were 
asked to type ‘NO’.
If subjects believed that they had seen a word but had subsequently forgotten it, they were 
asked to enter ‘FORGOT’.
Subjects sat a thorough training program lasting approximately ten minutes, they were told 
that they would be asked questions at the end of training to make sure that they 
understood the instructions. The training program familiarised them with all the possible 
responses and allowed them to complete a number of training trials. After training subjects 
were asked a brief list of standardised questions to ensure that they understood the 
instructions. Any misunderstandings were clarified.
At the end of the experiment subjects were asked about their phenomenal experience and 
encouraged to make their own comments. More specifically subjects were asked: (a) 
Whether they had ever completed the stem with a word they saw (b) If, when they could 
not clearly make out a word, they attempted to use the stem to guess which word had 
been presented, (c) If they felt that, when they had a visual impression of seeing a word, 
they thought it was always veridical, (d) If they always reported letters when they had the 
impression of seeing them (e) If they ever used information about word length or the 
letters presented to help them avoid completing the stem with the word presented.
Subjects were also encouraged to make their own comments.
Other than these pre and post experiment questions, the MEL lab program made a record 
of all responses made by the subject, including reaction times and corrections.
Throughout the experiment there were on-screen reminders of the response alternatives. 
The experiment, with training, took approximately one hour.

10.1.4 Experiment Four - Method

10.1.4.1 Subjects
Twelve students or affiliates of University College London served as subjects. All spoke 
English as a first language and had normal or corrected to normal vision.

10.1.4.2 Materials and Apparatus
All materials and apparatus in experiment three were identical to those used in experiment 
three.



10.1.4.3 Design and Procedure:
The design and procedure for experiment four were identical to that of experiment Three 
with the following alterations:
The masking conditions were supposed to be the same as in experiment Three. However 
due to a programming error the briefest duration (33ms) was omitted and instead the 67ms 
duration was used twice - thus double the number of trials were masked at 67ms SOA 
than in any other condition.
Subjects sat two blocks in which they performed the stem completion task before the 
reporting task, and two blocks in which reporting was carried out immediately after 
presentation of the masked stimulus. In the later blocks the stem did not appear until after 
the subjects had reported. The subjects then performed the stem completion task as 
before. Blocks alternated with respect to whether stem completion or reporting was 
carried out first. Subjects were counterbalanced so that half the subjects sat their first 
block performing stem completion then reporting.
Immediately after the subject entered their reporting response (and before the stem 
appeared if stem completion was to follow) they were asked to rate their confidence (1-5) 
that their report reflected what had actually happened. It was explained to subjects that if 
they had entered letters or a word, the confidence judgement should reflect their certainty 
that the word or letters had actually been presented between the masks. If subjects entered 
‘YES’ then their confidence judgement was to indicate their confidence that a stimulus had 
been presented. If subjects entered ‘NO’ then their confidence judgement was to indicate 
their confidence that a stimulus had not been presented. Thus when subjects reported 
either ‘YES’ or ‘NO’ their responses effectively lay on a ten point scale from ‘NO’ with a 
confidence of 5 through to ‘YES’ with a confidence of 5. This conceptualisation was 
explained to subjects. When subjects reported ‘FORGOT’ they were asked to rate their 
confidence that they had seen a word and then forgotten it in comparison with not having 
seen a word at all. (Thus a response of 1 was used to indicate that the subject felt they 
may not have seen a word at all). Messages contingent upon the entered report response 
appeared on screen to remind subjects what the confidence judgement was supposed to 
indicate.
Subjects sat the same training trials used for experiment three. The differences in the tasks 
were explained after they were questioned on the basic instructions.
Again subjects were questioned on their phenomenology at the end of the experiment and 
asked to offer their own comments.
The experiment, with training, took approximately one hour and ten minutes.

10.1.5 Experim ent Five - Method

10.1.5.1 Subjects
Twelve undergraduates or employes of UCL served as subjects. All spoke English as a 
first language and had normal or corrected to normal vision.



10.1.5.2 Materials and Apparatus
All materials and apparatus in experiment five were identical to those used in experiment 
four. Only 144 of the origional 180 stimuli supplied by Merikle were used and only half 
the masking stimuli employed in previous experiments.

10.1.5.3 Desien and Procedure
Subjects sat separate blocks in Inclusion and Exclusion. There were four blocks of 36 
trials and the factor of inclusion/exclusion was counterbalanced according to a ABBA 
design with subjects alternating in which condition they sat first. Stimuli were presented at 
50 or 250ms masking SOA or a blank field was presented (0ms SOA). Words were 
presented to either the left or right of fixation, their center offset by approximately 28mm. 
175ms prior to the presentation of the word a rectangle just larger than the largest possible 
word was presented to the left or right of fixation and remained on screen until word 
offset (The longest word was 8 letters measuring approximately 26 by 5mm. The rectangle 
measured approximately 30 by 10mm. Given the minimum viewing distance of 50cm the 
center of the word would have subtended no more than 3 degrees of visual angle from the 
fixation point). On 50% of trials the rectangle was presented on the same side as the word, 
and in this case the word sat symmetrically inside the rectangle. These trials were valid 
trials. On invalid trials the rectangle and word appeared on opposite sides of the fixation 
point. The order of trials was randomised and words were counterbalanced across subjects 
over the factors of side, validity, SOA and inclusion/exclusion in so far as this was possible 
(24 subjects are necessary for full counterbalancing, and this was achieved in the 
experiment Six).
The sequence for each trial ran as follows: 1) a fixation point appeared for 500ms. 2) The 
fixation point disappeared and the rectangle was displayed to the left or right of fixation.
3) After 175ms the stimulus word or a blank field (for 0ms SOA) was displayed to the left 
or right of fixation. The rectangle remained on screen. 4) After 17ms (0ms SOA), 50 or 
250 ms all other stimuli disappeared and the masking stimulus appeared over the location 
of the word stimulus. 5) After 500ms the screen was cleared as the three letter word stem 
appeared. Subjects then provided the completion reponse after which the next trial began 
immediately.
The allowed response range was 1-7 letters for the completion response, allowing subjects 
to provide a word of 4-10 letters in length. Errors could be corrected before the word was 
entered using the backspace key. If subjects could not think of any stem completion other 
than the seen target word then they were told they could enter ‘SORRY’ after the stem. A 
prompt reminding subjects of this appeared 15 seconds after the word stem appeared if no 
response had been made.
Subjects were told to look at the fixation point on every trial. They were given a few 
training trials in which they were instructed to complete the stem with the word they saw 
in Inclusion and with any word other than the word they saw in exclusion. Instructions to 
this effect appeared at the top of the screen with the word stem on every trial to remind 
subjects whether they were in Inclusion or Exclusion.
The experiment took approximately twenty-five minutes.



10.1.6 Experiment Six - Method

10.1.6.1 Subjects
Twenty-four undergraduates or employes of UCL served as subjects. All spoke English as 
a first language and had normal or corrected to normal vision.

10.1.6.2 Materials and Apparatus
Experiment six differed from experiment five in that a new set of word stimuli were 
employed. 264 words of the most frequent common nouns were taken from Kucera and 
Francis (1967) which fitted the following criterea: 1) Each had a unique 3-letter stem. 2) 
Each had at least one other frequent completion. 3) Each varied between 4 and 10 letters 
in length. Masking stimuli were as before. On baseline trials the first four letters of the 
mask served as a control stimulus and was displayed centrally in place of the stimulus.

10.1.6.3 Design and Procedure
The design was identical to Experiment 5 with the following modifications:
Subjects sat 6 blocks of 44 trials counterbalanced by block for inclusion/exclusion 
according to a ABB ABA design, with condition sat first balanced across subjects.
There were only two masking conditions: 0ms and 120ms. One third of trials were 0ms (or 
baseline) trials. In all masking conditions the word (120ms trials) or control stimulus (0ms 
trials) was presented for 34ms and this was either followed immediately by the mask in the 
0ms condition or by a blank field for 86ms in the 120ms condition. The rectangle remained 
on screen until the masking stimulus was displayed.
The experiment took approximately 35 minutes.

10.2 Subject errors

The most extensive analysis on Subject errors was performed for data from Experiment 
Three. In this experiment subjects always completed the stem in exclusion and then 
reported what they had seen. After making both these reponses a screen appeared showing 
them what they entered and allowed them either to carry on to the next screen or to go 
back and correct those responses.
Subjects corrected their reponses on 2.2% of trials, and there was only a small difference 
in completion rates when responses were re-entered (11.1% as opposed to 10.2%).
On 6 trials (out of 3240) 5 different subjects entered the same completion response as 
report response. When this happened a warning was flashed up on screen and the subject 
was told to do go back and correct their responses.
On 30 or nearly 1% of trials subjects responded ‘SORRY’ to indicate that they could not 
think of a valid completion. These reponses were evenly distributed across SOA’s 
(4,5,5,4,5,7 across SOA’s 0-210ms).
Completion responses were recoded to correct for spelling mistakes. Recoding was based 
on recategorising any word not recognised by the WORD 6.0 spelling check program as



the word which looked most phonologically plausible. This yielded an extra three 
categories other than correctly spelt non-completion and correctly spelt completion: 
Misspelt non-completion, Misspelt completion, and misspelt invalid completion. The last 
category consisted mostly of stimuli whose proper spelling was a word whose stem did 
not match the three letters shown on screen. The category also included unrecognisable 
spellings and ‘SORRY’ responses. The following table shows the distribution of responses 
within each SOA.

Table 10-1: Categorisation after spelling correction fo r  Experiment 3. Percent at each SOA.

[ SOA
1

correct
-■comp

correct
comp

misspelt
-icomp

misspelt
comp

invalid/
sorry

! 0 80.9 12.4 3.3 0.4 3.0
1 33 78.9 13.5 4.1 0.2 3.3
1 50 77.4 12.4 5.2 0.6 4.4
! 67 81.9 11.1 3.7 0.0 3.3
i 83 83.0 9.1 4.1 0.2 3.7
i  2 1 0 88.3 2.8 4.4 0.2 4.3
I Total 81.7 10.2 4.1 0.2 3.7

The following table gives completion rates for Experiment Three after correcting for 
spelling errors and invalid completions. To calculate these values misspelt completions and 
non-completions are recoded along with correct spelt responses. Invalid responses and 
‘SORRY’ responses are removed from the analysis.

Table 10-2: Corrected and Uncorrected completion rates fo r  Experiment Three.

j SOA (ms) Corrected Uncorrected
0 13.2 12.4

I 33 14.2 13.5
1 50 13.6 12.4
i 67 11.5 11.1
1 83 9.5 9.0
! 210 3.1 2.8

It is apparent that these corrections make little difference to the overall pattern of results. 
Including trials on which subjects gave their responses again along with trials which were 
misspelt and ‘SORRY’ responses, subjects failed to give an ideal response on some 326 or 
10.1% of trials.
In general the uncorrected data for the experiments presented here may be expected to 
provide a more conservative estimate of unconscious perception. To count misspellings 
and ‘SORRY’ responses as correctly made non-completions is equivalent to assuming that 
subjects willing to put more effort into the experiment might always be able to think of an 
infrequent completion by using an arbitrary search strategy (such as mentally running off 
classes of objects).



11. Appendix to Chapter 5
The following table shows discrimination performance by SOA and report category 

separately for each experiment. The most notable qualitative finding is the discontinuity 

seen at 17ms SOA, seen for data averaged across all subjects in each experiment.

Table 11-1: Discrimination performance by SOA and Reported Awareness fo r  each experiment.

SOA Seen
Clearly

Identifie
d

Somethin
g

Nothin
g

Predict mean n mean n mean n mean n
17 .67 9 .89 19 .56 59 .57 97
33 .92 12 .79 28 .64 53 .59 91
50 .94 35 .94 49 .76 62 .50 38
67 .98 56 .92 63 .78 41 .58 24
83 .99 72 .94 63 .91 35 .64 14
214 .95 835 .84 182 .66 64 .74 23
Stroop
17 .56 41 .75 72 .57 195 .54 76
33 .88 121 .89 132 .65 110 .62 21
50 .94 232 .92 110 .67 39 .67 3
67 .94 289 .92 73 .68 19 .67 3
83 .96 318 .98 49 .64 11 .33 6
214 .95 348 .93 28 .40 5 .33 3
Combine
d
17 .63 43 .74 65 .65 226 .45 161
50 .88 126 .90 174 .67 138 .48 58
83 .98 247 .92 145 .68 63 .37 38
214 .98 346 .94 86 .68 41 .20 20
Note: In the Predictive Experiment only, data for 214ms comes from training blocks.



12. Appendix to Chapter 6

12.1 Preliminary experiment 2
This experiment investigated performance on a two-alternative forced-choice

identification task with and without prior knowledge of the stimulus alternatives. Unlike 

preliminary experiment 1 (see chapter 6), subjects had the same probability of making a 

chance hit whether or not they had prior knowledge of the stimulus alternatives, since in 

both cases they had to make a forced-choice between two stimuli. The two stimulus 

alternatives changed on every trial, and were clearly presented either immediately before 

or immediately after the presentation of the masked stimulus.

The stimuli used were single masked letters, masked at SOAs ranging from 17 to 

83ms. It was expected that subjects would not be aware of stimuli presented at the shorter 

SOA’s (e.g. 17 & 33ms) on most trials, and under those masking conditions it was 

expected that subjects would perform better on the forced-choice identification task when 

they could anticipate the stimulus alternatives. At the longer SOAs (e.g. 67 & 83ms) it 

was expected that on most trials subjects would have consciously identified the stimuli. It 

was expected that, under those masking conditions, subjects would show no difference in 

performance dependent upon whether they could anticipate the stimuli.

This experiment was designed to test the hypothesis that anticipated stimuli can be 

discriminated in the absence of awareness. This hypothesis would be confirmed by the 

finding that forced-choice identification performance is higher for anticipated stimuli under 

heavily masked conditions.

The results of a pilot study conducted on two subjects revealed a qualitatively different 

pattern of results for the two subjects. The two subjects also reported a marked difference 

in preference for the two conditions (Before and After). Following the findings of 

Snodgrass et al. (1993b, see section 2.3.1), in which he found preference for one of two 

strategy conditions predicted relative performance in the two conditions, it was 

hypothesised that preference might be a critical factor determining performance. Therefore 

it was decided that subjects would be asked at the end of the experiment which of the two



conditions they preferred, the Before or After condition, and preference was recorded as a 

between-subjects variable.

12.1.1 Method

12.1.1.1 Procedure
A single masked letter was presented on every trial. Trials came in blocks in which the two 

alternatives were presented either immediately before (the Before condition) or immediately after (the 

After condition) the masked letter. Responses were made by pressing the key on the keyboard 

corresponding to the letter that had just appeared.

Subjects sat on a single session of the experiment consisting of 8 blocks of 50 trials. Blocks were 

counterbalanced in an ABBABAAB design, with the starting condition (Before or After) counterbalanced 

across subjects.

In each block equal numbers of stimuli were presented at five masking SOAs: 17, 33, 50, 67, and 

83ms. The order of trials within blocks was randomly intermixed.

Subjects were asked at the end of the experiment which condition they preferred, the Before or After 

condition, and to ask them to state a reason for their preference. Preference was requested because the 

results o f a pilot study indicated two qualitatively different patterns of results which concurred with a 

difference in preference.

12.1.1.2 Stimuli and Equipment
The experiment was conducted with standard IBM compatible personal computers using code written

in Micro Experimental Laboratory. On every trial two letters were randomly chosen without replacement 

from a pool of 25 letters (the letters of the alphabet less the letter ‘X ’). These two alternatives were 

presented horizontally immediately to the left and right of the position at which stimulus and mask 

appeared (see below for temporal position). One of the two letters also served as the target stimulus, and 

whether this was the letter that appeared to the left or right was evenly counterbalanced. The only 

responses allowed (i.e. registered by the computer) were presses of the keys corresponding to the two 

displayed alternatives. Subjects had 7 seconds from the beginning of the response latency (see below) in 

which they could make a response. If no response was made in this time a short tone sounded and the next 

trial was initiated automatically.

The letters were always presented in upper-case. The masking stimulus was ‘X XX’. All stimuli were 

presented in white. The background display was always black. The room was always darkened as much as 

possible whilst leaving the keyboard visible.



12.1.1.3 Temporal Sequence o f Events
On all trials a fixation point appeared for 1 second, followed by a blank screen for 50ms. The target

stimulus was then displayed for 17ms, and this was followed either immediately by the mask (in the 17ms 

masking condition) or by a blank screen that persisted until the onset of the mask.

In the Before condition the fixation point was preceded by the presentation of the two alternative 

responses. These were presented for 1.5 seconds prior to the onset of the fixation point. The response 

latency in this condition was measured from the onset of the stimulus. The mask remained on the screen 

until a response was made, or 7 seconds had elapsed.

In the After condition the mask appeared for a total of 500ms, and was followed immediately by the 

presentation of the two response alternatives. The response latency was measured from the onset the 

response alternatives. These remained on screen until a response was made, or 7 seconds had elapsed.

A blank screen was then displayed for 200ms before the next trial was initiated.

12.1.1.4 Subjects
14 subjects were run on the main experiment. All were students at University College London, and 

had normal or corrected to normal vision and were paid to participate.

Two subjects served in the pilot study.

One subject from the main experiment served in a further single-subject study.

12.1.2 Main Experiment - Results
Data from one of the fourteen subjects was discarded as they failed to show above

chance performance at any SOA. Later questioning revealed they had failed to properly 

understand the instructions. Most subjects occasionally failed to make a response within 7 

seconds, particularly in the first block of trials. These trials were excluded from analysis.

Figure 12-9 and Table 12-1 shows the mean accuracy for all subjects in the main 

experiment.



Figure 12-9: Mean accuracy fo r  all subjects
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Table 12-1: Mean accuracy fo r  all subjects

condition\SOA 17ms 33ms 50ms 67ms 83ms
Before 65% 73% 78% 84% 89%
After 62% 76% 83% 89% 94%
Note: cells are based on between 551 and 560 observations.

A repeated measures ANOVA was performed on the data for all thirteen subjects using 

the within-subject factors of condition (Before or After) and SOA (17, 33, 50, 67 &

87ms). The results are reported in Table 12-2.

Table 12-2: Results o f repeated measures ANOVA (unique sums o f  squares) by condition and SOA

Factor d.f. F P
SOA 4 46.15 <.001
Condition 1 4.40 0.058
SOA*Condition 4 3.00 <0.05

As can be seen, there was a significant interaction of SOA by condition. An 

examination of Figure 12-9 appears to indicate that this interaction cannot be easily 

explained as being due to a baseline effect, and does appear to be due to a tendency for



Before and After performance to converge or cross-over at the more heavily masked 

SOAs. A planned contrast was carried out to test the hypothesis that performance was 

better in the Before condition at 17ms SOA, however this did not even approach 

significance (Paired t-test, 12 d.f., t=0.84, p=0.42).

Contrasts for other SOAs were carried out, and found to be significant at the level of 

p<0.05 (uncorrected) for SOAs 50, 67, & 83ms (Paired t-tests, 12 d.f.; 33ms, t=1.45, 

p=0.17; 50ms, t=2.27; 67ms, t=2.72; 83ms, t=2.55), indicating that After performance was 

significantly higher than Before performance at higher SOAs.

12.1.2.1 The effect o f Preference
Nine subjects reported preferring the Before condition and 4 reported preferring the

After condition. Figure 12-10 and Figure 12-11 show mean performance by condition and

SOA for the two groups of subjects.

Figure 12-10: Subjects stating a preference for the Before condition
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Figure 12-11: Subjects stating a preference fo r  the After condition
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Six out of the nine subjects stating a preference for the Before task showed a pattern 

of results in which performance was better in the Before condition at 17ms. Three of the 

four subjects stating a preference for the After task showed a pattern in which 

performance was better on the After task at all SOA’s, including 17ms. One subject 

showed the same performance in both conditions at 17ms. Table 12-3 and Table 12-4 give 

the percent correct by condition and SOA for the two groups of subjects.

Table 12-3: Data fo r  subjects stating a preference fo r  Before condition

condition\SOA 17ms 33ms 50ms 67ms 83ms
Before 64% 70% 77% 83% 90%
After 57% 72% 82% 90% 96%
Note: all cells are based on between 355 and 360 observations.

Table 12-4: Data fo r  subjects stating a preference fo r  After condition

condition\SOA 17ms 33ms 50ms 67ms 83ms
Before 69% 82% 88% 91% 97%
After 77% 90% 93% 96% 99%
Note: all cells are based on between 157 and 160 observations

A second repeated-measures ANOVA was performed with the addition of the 

between-subjects factor of preference. The results are reported in Table 12-5.



Table 12-5: Results o f  repeated measures ANOVA ((unique sums o f squares) by condition, SOA, and preference

Factor d.f. F P
Preference 1 3.82 0.077
SOA 4 35.771 <0.001
SOA*Preference 4 1.06 0.386
Condition 1 4.79 0.051
Condition*Preference 1 0.56 0.470
SOA*Condition 4 1.22 0.316
SOA*Condition*Preference 4 4.04 <0.01

The factor of Preference approached significance, indicating some support for the 

claim that subjects who preferred the Afteir condition were more accurate overall than 

subjects who preferred the Before conditiom. However note that the interaction of SOA by 

condition no longer approached significance, and that the three way interaction of SOA, 

condition and Preference was significant. This three-way interaction would appear to 

reflect that subjects preferring the Before condition showed a cross-over at 17ms SOA yet 

subjects preferring the After condition did mot This hypothesis that the effect was partially 

due to performance at 17ms SOA was confirmed by performing a repeated measures 

ANOVA by condition and Preference for dlata from the 17ms SOA masking condition 

only. The results are presented in Table 12-6. A planned comparison indicated that Before 

performance was significantly better at 17nns for subjects stating a preference for the 

Before condition (Paired-t test, 8 d.f., t=2.59, p<0.05), the reverse effect was not 

significant for Subjects stating a preference for the After condition (Paired-t test, 3 d.f., 

t= 1.92, p=0.15).

Table 12-6: Results o f  repeated measures ANOVA (unique sums of squares) by condition and Preference fo r  17ms 
SOA only.

Factor d.f. F P
Preference 1 4.52 0.057
Condition 1 0.01 0.907
Condition*Preference 1 9.05 <0.05

Note that the main effect of Preference again approached significance, again 

supporting for the claim that subjects who preferred the After condition performed better 

than subjects who preferred the Before condition.



12.1.2.2 Group differences
Nine subjects reported preferring the Before condition and 4 reported preferring the

After condition. When asked why they preferred the Before condition, 6 of the 9 subjects 

stated this condition was easier because they ‘knew what to look for/what to expect’. 

When asked why they preferred the After condition, 3 of the 4 subjects replied that this 

condition was easier because it allowed them to confirm that the letter they thought they 

had seen was correct. The remaining subjects were unwilling or unable to state a reason 

for their preference.

These reports are consistent with the notion that subjects who report preferring the 

After condition had the impression of seeing the stimuli on a large proportion of trials. It 

appears that they were themselves aware that the letter they had a phenomenal impression 

of seeing might have been incorrect, and so sought confirmation.

The finding that overall performance was nearly significantly greater for subjects who 

preferred the After condition suggests that differences in performance were due to 

differences in perceptual acuity between subjects. However a closer look at the data did 

not provide complete support for this idea. The subject groups were not clearly delineated 

by overall level of performance. Similarly although subjects in the After group did show a 

more marked advantage in the After task than the other group, there was no clear 

differentiation of groups on this basis. Furthermore overall performance measures (either 

at particular SOA’s or overall, looking at either absolute performance or difference in 

performance across conditions) did not predict or differentiate the qualitatively different 

patterns at 17ms SOA106.

106 The only exception to this was an indication that poor performance in the After condition at lower 
SOA’s contributed to the relevant effect. It can be seen from the graphs for Before and After groups that at 
17ms there is a greater change in performance in the After condition than the Before condition. It was not 
possible to select groups on the basis of performance in the after condition at 17ms, as this is not 
statistically independent from the difference score between conditions. However instead subjects were 
selected on the basis of their performance in the After condition at 33ms. Four subjects are found to fall 
below the mean value for performance in that condition and nine subjects above. Those falling below the 
mean showed a mean difference at 17ms of 7.8%, those above the mean showed a mean difference of 
0.1%. Thus was some suggestion that the crossover effect is only seen when subjects perform poorly in the 
After condition at low SOA’s.



12.1.2.3 Performance at 17ms SOA
The principle aim of the experiment was to demonstrate better performance in the

Before condition at heavily masked SOAs. Clearly there was a suggestion of this effect in 

the grouped data for 17ms SOA. However the finding of a significant group difference 

dependent on Preference, such that some subjects showed the effect, whereas other 

subjects show a qualitatively different pattern of performance, raises a question over the 

reliability of the effect.

It would have been possible to repeat the experiment with a larger number of subjects 

to see if the trend at 17ms would reach a satisfactory level of significance across all 

subjects. This approach was not taken because the evidence was strong that subjects fell 

into different groups in terms of their qualitative performance.

A further single subject study was carried out in an attempt to verify that the cross

over in performance at 17ms SOA was statistically reliable for some subjects.

12.1.2.4 Third individual subject study.

A  single subject was selected from the group study who had reported a marked 

preference for the Before condition and showed the crossover in performance seen for 

those subjects. The third subject showed the following pattern of results in the group 

study:

Table 12-7: Initial data fo r  third subject

condition\SOA 17ms 33ms 50ms 67 ms 83ms
Before 53% 43% 55% 82% 83%
After 48% 48% 68% 75% 95%
Note: cells are based on between 38 and 40 observations.

The subject was then run a further four times on the experiment. Table 12-8 shows the 

pattern of performance obtained from those four runs.



Table 12-8: Subsequent data fo r  third subject

condition\SOA 17ms 33ms 50ms 67ms 83ms
Before 65% 63% 69% 87% 93%
After 53% 66% 82% 91% 94%
Note: cells are based on 156 to 160 observations.

Table 12-9: Significance tests on subsequent data for third subject

condition\S 0  A 17ms 33ms 50ms 67ms 83ms
Chi-Square 4.98 .33 8.47 .40 .12
P< 0.05 — 0.005 — —

Table 12-9 shows the results of a Chi-square test performed on data for each SOA for 

the third subject. The third subject, who remained naive as to the experimental hypothesis, 

showed a significant crossover in performance.

12.1.3 Discussion
The results of this experiment deviated from those expected in two respects: (A) 

Performance in the After condition tended to be better than performance in the Before 

condition at 50ms and longer SOAs. (B) There was a qualitative difference in performance 

between subjects.

These two findings complicate interpretation of the results. Nonetheless the observed 

trend for the grouped data did suggest a tendency for performance in the Before condition 

to be better at 17ms SOA, and there was good statistical evidence that this effect was 

reliable for some subjects.

Clearly the explanation of the cause of the two unanticipated findings is critical to the 

status of the main hypothesis, that anticipated stimuli can be discriminated without 

awareness. Three speculative hypotheses are put forward to account for the unexpected 

findings, A & B.

1. Anticipation of stimuli may interfere with the process of conscious identification. 

This hypothesis could account for finding (A).

2. Subjects may use familiarity cues to discriminate the stimulus when it is re-presented 

in the After condition (i.e. performance may have been due to the attribution of perceptual



fluency -see chapter 2, section 2.3.4). Firstly subject differences in the tendency to use this 

strategy might account for finding (B). Secondly this might account for a general tendency 

for After performance to be better than Before performance (finding A).

3. Subjects may differ in their perceptual acuity, and thus those subjects who did not 

show a cross-over in performance at 17ms SOA might show a cross-over at a shorter 

SOA (thus accounting for finding B).

Hypothesis one appears to be the most plausible explanation of the cross-over in 

performance seen for some subjects. It is hard to see how else it is possible to account for 

the finding that these subjects perform less well in the Before condition at higher SOAs, 

and yet show facilitation at 17 ms SOA.

Such evidence that existed for Hypothesis two was at best equivocal. This hypothesis 

is considered here because a related phenomenon has been well established in the literature 

(see Chapter 2, section 2.3.4). The reason given by subjects who preferred the After 

condition for their preference would appear to tell against this explanation of finding (B). 

They reported that they preferred the After condition because it allowed them to confirm 

whether or not they had identified the masked letter correctly. This suggests that they used 

information from the masked presentation to guide response, rather than familiarity cues 

when the stimulus was re-presented. The suggestion that it was those subjects who 

performed well in the After condition at heavily masked SOAs who failed to show a cross

over might be taken as lending some support for this hypotheses, however this observation 

might equally be taken to support a combination of hypotheses one and three.

Hypothesis three was supported by the tendency for subjects who preferred the After 

condition to perform better overall. However it should be noted that subjects who did and 

did not show a cross-over were not clearly divided by overall performance.

The main experiment of chapter 6 was designed in part to attempt to investigate these 

hypotheses. However in that experiment group differences were not observed. Thus it was 

not possible to gather further evidence about the cause of the group difference observed in 

this study.



13. Appendix to Chapter 7
The following experiment was designed to compare discrimination of word identity 

with discrimination of word case for pattern masked stimuli. It was hypothesized that 

subjects would be able to discriminate word identity more accurately than word case at 

low masking SOAs, since it is reasonable to suppose that the pattern mask interferes with 

graphemic, rather than semantic, encoding of the stimulus.

13.1 Design
Each subject experienced two separate tasks. In one task they discriminated which of 

three words had just appeared (from here this will be the WORD condition). In the other 

task they had to discriminate the case the word had appeared in: UPPER, lower or MiXeD 

case (from here this will be the CASE condition). Both were forced choice tasks, and 

subjects used the same keys on the keyboard to give their responses. The response 

alternatives were displayed on every trial.

Exactly the same stimuli were used in both tasks. The combination of the factors of 

case and word yielded 9 unique stimuli, each of which was presented only once in each of 

6 masking conditions: SOA’s 17, 34, 51, 67, 83 and 100ms. Thus there were 54 trials per 

condition, 108 trials per subject.

Subjects were split into two groups according to those who sat the CASE or WORD 

condition first. Subjects could take a short break, and then begin the other condition.

13.1.1 Materials and Method
The words used were: ‘music’, ‘night’, and ‘water’. These were chosen on the basis

that all are the same length, similarly imagable, and of very high frequency (Francis and 

Kucera, 1982). Words in alternating case always had the first letter capitalised.

The 3x3x6 (CASExWORDxSOA) = 54 trials in each condition were presented in a 

different random order for each subject.

Each trial consisted of the following sequence of events: Fixation point for 1000msec. 

Blank screen for 200msec. The stimulus then appeared and remained on the screen until



the onset of the mask. The mask remained onscreen for 500 ms. The subject was then 

prompted to give a response with instructions as to which key to press appearing below 

the area of stimulus presentation.

The experiment was written in MEL code. Subjects read written instructions given at 

the start of the experiment. The instructions stated that subjects should simply guess when 

they had difficulty making out the stimulus.

13.1.2 Subjects
30 subjects participated in the experiment. All were undergraduates at University 

College London.

13.2 Results
Overall performance was much worse on the case identification task than on the word 

identification task (0.53 vs. 0.76), and it can be seen from the table below that this 

remained true even at higher SOA’s. The data was examined to ensure that this effect was 

not due to individual subjects failing to follow instructions. False alarm rates and hit rates 

were examined. No notable difference in bias or discriminability of stimuli were observed. 

Three subjects failed to show evidence that they were performing the case identification 

task with any success at any SOA (two from the group who did the CASE condition first, 

and one from the group who did the WORD condition first). However the general level of 

performance was so low and variable in the CASE condition that this was not considered 

significantly out of line. All subjects appeared to be performing the word identification 

task appropriately.

Table 0-1: Percent correct by SOA and Task

Condition Stats 17ms 34ms 50ms 67ms 83ms 100ms
WORD mean 42 57 71 90 96 98

std. error. 03 03 03 02 01 01
CASE mean 36 37 42 60 69 74

std. error 03 03 03 03 03 03

It can be seen from table Table 0-1 that performance on the WORD task is above 

chance at 17ms (t=2.83, p<0.005) and increases sharply with SOA. On the other hand



perform ance in the CASE task remains relatively flat betw een SO A ’s 1 7 - 5 0  ms, only 

significantly exceeding chance levels at 50ms SOA. A repeated m easures A N O V A  found a 

highly significant interaction o f  condition by SOA (F=5.70, p<0.001).

Thus the experimental hypothesis that subjects would be able to  discriminate word 

identity whilst unable to  detect physical charecteristics o f  the stimuli at b rief SO A ’s was 

supported.

13.3 Effects of Task Set

Figure 0-1: Discrimination accuracy by task and group

Qroup\Condition

W ord First 

\A/ord I.D.

W ord First 

C a s e  I.D.

C a s e  First 

W ord I.D.

C a s e  First 

C a s e  I.D.

Seperation o f  the subject groups according to  the task first perform ed reveals an 

interesting difference in responses. For w ord identification, no main effect o f  group was 

found (R epeated M easures ANOVA: F=2.19, p=0.15). H ow ever the interaction o f  group 

by soa approached significance (F=2.07, p=0.073). It is interesting to  note that differences 

betw een the groups are evident at 17ms SOA. Given earlier findings (see chapters 5 & 6) 

it was felt that a com parison betw een groups at 17ms SOA was warranted. For w ord



identification at 17ms SOA, the WORD first group performs above chance (single sample 

t = 3.43, p < 0.001), whilst the CASE first group is at chance (single sample t = 0.54, p = 

0.59). Furthermore the comparison between groups was significant (Independant samples 

t-test t = 2.11, p < 0.05).

A samilar pattern can be seen for case identification at 17ms, however the comparison 

between groups did not reach significance (t = 1.5 , p = 0.13).

13.4 Discussion
The experimental hypothesis was supported. Perceptual information concerning the 

graphemic features of a word appears to more sensitive to pattern masking than 

information about the word’s identity.

In addition an unexpected result was obtained. The data suggested that identity 

discrimination accuracy was dependent on task set for 17ms SOA, but not for higher 

SOAs. Although the interaction of SOA by group only approached significance, 

comparisons specific to 17ms were justified by findings from other experiments (see 

chapters 5 & 6). Subjects who had previously attempted to discriminate the case that 

words were printed in performed at chance at 17ms, however subjects who initially 

performed the identity discrimination task performed at above chance levels. This is 

interpreted as follows: Subjects who initially attempted to discriminate case adopted a task 

set of attending to the visual features of those words. In contrast subjects who initially 

performed the identity discrimination task adopted a task set in which semantic 

information guided their responses. Thus it appears that attention to the visual features of 

words inhibits semantic information at 17ms SOA, and that subjects were unable to 

recover reliable information about the physical appearance of words at 17ms SOA.

>
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