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Abstract

This thesis investigateshe application of new machine learning algorithms like Generative
Adversarial Networks (GANSs), Transfer Learning, etc. as building blocks for reliable in-
vestment decisions. To improve a machine learning-based trading strategy assessment one
needs to consider the problem of backtest over tting — strategies outperforming on training
data but underperform when presented with new data. In this sense, this thesis considers
three independent forms to deal with this problem: a) correcting performance metrics, such
as the Sharpe ratio, using covariance-penalty methods; b) using GANs to synthesize nan-
cial time series data and use them to improve trading strategies calibration and performance
assessment; and c) developing novel Transfer Learning-based strategies to deal with data
scarcity, spurious correlation and, by consequence, aiding in avoiding backtest over tting.
This research is importantfor several reasons: (i) backtest over tting is a pervasive prob-
lem that impacts practitioners and researchers across the nancial markets; (ii) the increas-
ing adoption of data-driven methodologies, particularly machine learning methods across
markets is demanding new forms of model validation and assessment; and (iii) GANs and
Transfer Learning are modelling paradigms with proven success in areas such as computer
vision, natural language processing, yet with insubstantial amount of research in the nance
domain.

This research compriseghree experiments brie y described below:

Avoiding Backtesting Over tting by Covariance-Penalties— in this experiment we pro-

pose a new approach to deal with nancial over tting, a covariance-penalty correction, in
which a risk metric is adjusted given the number of parameters and amount of data used to
underpin a trading strategy. We outline the theoretical foundation and main results behind
the covariance-penalty correction for trading strategies. After that, we pursue an empiri-
cal investigation and compare its performance with some other approaches in the realm of

covariance-penalties across more than 1,300 assets, using ordinary and total least squares.
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The ndings suggest that covariance-penalties are a suitable procedure to avoid backtesting
over tting, and total least squares outperforms ordinary least squares.

Generative Adversarial Networks for Financial Trading Strategies— this experiment
proposes the use of Conditional GANs (cGANS) for trading strategies calibration and ag-
gregation. To this purpose, we provide a full methodology on: (i) the training and selection
of a cGAN for time series data; (i) how each sample is used for strategies calibration; and
(iii) how all generated samples can be used for ensemble modelling. To provide evidence
that our approach is well grounded, we have designed an experiment with multiple trading
strategies, encompassing 579 assets. We compared cGAN with an ensemble scheme and
model validation methods, both suited for time series. Our results suggest that cGANs are
an ef cient alternative for strategies calibration and combination, providing outperformance
when the traditional techniques fail to generate any alpha.

Transferring Learning Across Trading Strategies — in this experiment we introduce
QuantNet: an architecture that is capable to transfer knowledge across systematic trad-
ing strategies in several nancial markets. By having a system that can leverage and share
knowledge across them, our aim is two-fold: to circumvent the so-called backtest over t-
ting problem; and to generate higher risk-adjusted returns and less drawdowns. In order to
evaluate QuantNet, we compared its performance to the option of not performing transfer
learning, that is, using market-speci c old-fashioned machine learning. In summary, our
ndings suggest that QuantNet performs better than non transfer-based trading strategies,
improving Sharpe ratio in 15% and Calmar ratio in 41% across 3103 assets in 58 equity
markets across the world.

Themajor contributions of this work are:

» A covariance-penalty correction formula that can be widely used by quantitative

strategists in the nancial services;

* A new approach to synthesise nancial time series that can be applied to calibrate

and improve model selection and assessment;

* A new framework to learn systematic trading strategies by cross-pollinating gained

knowledge in different nancial markets.

This work has been done in conjunction with Nomura International, Goldman Sachs Inter-

national, and The Alan Turing Institute. This research has directly resulted in 7 papers.
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Finally, by the end of this PhD we managed to win a research grant called: Translating
Algorithm Ethics into Engineering Practice. It was granted by Cisco Research Centre via
the Silicon Valley Foundation. Our goal is to build an "Al Ethics” toolkit and framework,
with an extensible suite of programs and test data sets for assessing impact issues.



Chapter 1

Introduction

In this chapter, | describe the research motivations, objectives, methodology, major

contributions, and nish with an outline of the thesis chapters.

1.1 Research Motivations

Arti cial Intelligence (Al) trading strategies account for an increasing share of the
total assets under management by Investments Banks, mostly Hedge Funds, with
general algorithmic trading systems account for 70%-80% of US Equity trades
[1, 2, 3]. The latest trend is algorithms that continuously evolve and mutate to
their Capital Markets ecosystem. In uential algorithms include Long-Short Term
Memory: a type of deep recurrent neural network capable of learning arbitrary
long-term dependencies; Generative Adversarial Networks (GANS): an architec-
ture comprised of two networks, pitting one against the other; and Transfer and
Meta learning families: paradigms to reuse experience gained by solving predeces-
sor problems as well as ne-tuning them for unseen tasks [4].

This new imperative demands novel forms to assess, design, and deploy sys-
tems that are ethical, transparent, accountable and safe. In the context of trading
strategies, safety can be translated to how close the backtesting is to its real perfor-
mance when deployed. Partly due to the abundance of misleading results produced
from backtested results, there is an increasing interest in devising procedures for
the assessment and comparison of strategies [5, 6, 7]. The goal is to devise schemes

for preventing what is known asacktesting over ttingBacktest over tting can be
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understood as a collateral effect that occurs during the identi cation of strategies,
resembling other practical modelling problems: over tting in supervised learning
[8, 9, 10], or data-snooping due to multiple hypothesis testing biases, (also known
asp-hacking, a problem occuring frequently in the applied sciences [11, 12].

So far, nancial researchers have proposed different ways to tackle this prob-
lem, which is becoming particularly acute with the emergence of machine learning-
based trading strategies. In the following chapter (Background and Literature Re-
view) we review many of these attempts, highlighting their pros and cons in differ-
ent scenarios. This thesis adds new forms to tackle backtest over tting, considering
three independent forms to deal with this problem: a) correcting performance met-
rics, such as the Sharpe ratio, using covariance-penalty methods; b) using GANs
to synthesize nancial time series data and use them to improve trading strategies
calibration and performance assessment; and c) developing novel transfer learning-
based strategies to deal with data scarcity, spurious correlation and, by consequence,

aiding in avoiding backtest over tting.

1.2 Research Objectives
The main objectives of this research are to develop:

(i) a new approach to dealing with backtest over tting, a Covariance-Penalty
Correction, in which a risk metric is lowered given the amount of parameters
and data used to underpins a trading strategy. We outline the foundation and

main results behind the Covariance-Penalty correction for trading strategies.

(i) a process to train Conditional GANs for trading strategies calibration and
aggregation. In this we show how the training and selection of the generator
is made; overall, this part tends to be less costly than the whole backtesting

or ensemble modelling process.

(i) a transfer-learning architecture that is capable to learn market-speci ¢ and
market-agnostic dynamics, named as QuantNet. QuantNet is trained over
different markets, building trading strategies that can pick up the “signal”

instead of the "noise” in the nancial time-series.
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1.3 Research Methodology

The subjects treated in this thesis are reported in three chapters of this research,

named as:

» Avoiding Backtesting Over tting by Covariance-Penalties
» Generative Adversarial Networks for Financial Trading Strategies

 Transferring Learning Across Trading Strategies

The next subsections present an abstract of each experiment.

1.3.1 Avoiding Backtesting Over tting by Covariance-Penalties

Backtesting, the attempt to identify the appropriate parameters using historical data
available, has been highly criticized due to the abundance of misleading results.
Hence, there is an increasing interest in devising procedures for the assessment and
comparison of strategies, that is, devising schemes for preventing what is known as
backtesting over tting.

So far, many nancial researchers have proposed different ways to tackle this
problem that can be broadly categorised in three types: Data Snooping, Overesti-
mated Performance, and Cross-Validation Evaluation. In summary, the Data Snoop-
ing and Overestimated Performance techniques aim to identify spurious results by
taking into account the number of trials and the performance from all attempted
strategies in a multiple hypothesis testing framework. Conversely, Cross-Validation
approaches provide more practical and generic mechanisms to individually ne-
tune trading strategies.

In this experiment we propose a hew approach to dealing with nancial over-
tting, a Covariance-Penalty Correction, in which a risk metric is lowered given
the amount of parameters and data used to underpins a trading strategy. We outline
the foundation and main results behind the Covariance-Penalty correction for trad-
ing strategies. After that, we pursue an empirical investigation, comparing its per-
formance with some other approaches in the realm of Covariance-Penalties across
more than 1300 assets, using Ordinary and Total Least Squares — with the latter

providing superior performance.
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1.3.2 GANSs for Financial Trading Strategies

The ne-tuning and combination of computational statistics and machine learning
models have been extensively researched in different domains, with distinct empha-
sis and assumptions — Forecasting, Financial Econometrics, Computational Statis-
tics, and Machine Learning. Still, they are an active area of research, particularly
when it is focused on dependent data scenarios (e.g., time series). Emerging tech-
niques such as Conditional GANs (cGANs) can have an impact into aspects of
trading strategies, speci cally ne-tuning and to form ensembles.

The challenge is having to t this generative model for a given time series. In
this experiment we demonstrate how the training and selection of the generator can
be made. To this purpose, we provide a full methodology on: (i) the training and
selection of a cGAN for time series data; (ii) how each sample is used for strategies
calibration; and (iii) how all generated samples can be used for ensemble modelling.

To provide evidence that our approach is well grounded, we have designed an
experiment with multiple trading strategies, encompassing 579 assets. We com-
pared cGAN with an ensemble scheme and model validation methods, both suited
for time series. Our results suggest that cGANs are a suitable alternative for strate-
gies calibration and combination, providing outperformance when the traditional

techniques fail to generate any alpha.

1.3.3 Transferring Learning Across Trading Strategies

The lack of generalization to new data is not a phenomena exclusive in nance: this
is faced by any data-driven procedure, and has been widely studied by the Statistics
and Machine Learning communities. At its core, this issue can be attributed to
spurious relationships, emerging between the input features (e.g. lagged returns)
and the outcome variable (e.g. returns), potentially surfaced or magni ed by the
limited amount of data. More recently, a form of learning calleansfer Learning

has been employed to circumvent this data scarcity problem. The basic idea is
to pre-train a generic model across tasks that are similar to our target task; the
knowledge obtained by the pre-trained model is then transferred by encouraging

the target task model to yield similar parameters.
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More speci cally to tting trading strategies, it is hard to glean general market
dynamics from a single market due to spurious correlations, but by integrating id-
iosyncratic noise out, it may be possible to learn general market dynamics. Transfer
Learning is a framework for that. Using this learning paradigm, in this experiment
we introduce QuantNet: an architecture that is capable to learn market-speci ¢ and
market-agnostic dynamics. QuantNet is trained over different markets, building
trading strategies that can pick up the "signal” instead of the "noise” in the nancial
time-series. In summary, our ndings suggest that QuantNet performs better than
non transfer-based strategies, improving Sharpe ratio in 15% and Calmar ratio in

41% across 3103 assets in 58 equity markets across the world.

1.4 Major Contributions

This thesis is a contribution towards making trading strategies more reliable. Specif-

ically, the main contributions that this research offers are:

* In Experiment |, we present a covariance-penalty correction formula that can
be widely used by quantitative strategists in the nancial services. We believe
that such simple formula can be a powerful tool to improve strategies as-
sessment, particularly those widely used by practitioners, like linear models,

moving averages, etc.

* In Experiment Il a new approach to synthesise nancial time series that can
be applied to calibrate and improve model selection and assessment. By en-
hancing both model calibration and combination, industry practitioners can

generate more reliable and pro table trading strategies.

 In Experiment Il we outline a new framework to learn systematic trading
strategies by cross-pollinating gained knowledge in different markets. This
framework can easily be integrated to improve current strategies, and be a

focus of further research.

1.5 Structure of the Thesis

From the next chapter onwards, this thesis is organized in the following manner:
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» Chapter 2 Background and Literature Review. This chapter presents the
body of scienti c literature scrutinized by this research. Our main goal
is to highlight the current gap in the literature that this thesis aims to |l
Hence, we start with the main procedures developed to deal with backtesting
over tting, such as: data-snooping, overestimated performance, and cross-
validation evaluation. After reviewing these traditional avenues, we move to-
ward the current research on Generative Adversarial Networks and Transfer
Learning, particularly looking at papers that address nance, model valida-

tion, and backtesting.

» Chapter 3 Avoiding Backtesting Over tting by Covariance-Penalties Af-
ter an introduction motivating the topic of backtesting over tting, we analyse
linear strategies properties, avenues for optimizing its performance, particu-
larly focusing on Sharpe ratio. We tie up all this information by formulating
the Covariance-Penalty formula for Sharpe ratio. Then, we empirically assess
this formula in relation to other alternatives, like Akaike Information Crite-
ria. After presenting our ndings, we close the chapter with a summary of the

experiment.

» Chapter 4 Generative Adversarial Networks for Financial Trading
Strategies It starts with an introduction presenting some current approaches
for model calibration and aggregation, and how Generative Adversarial Net-
works can be a new alternative for both tasks. Second section provides
background information, how the training and selection of cGANs for time
series is performed, and their application to ne-tuning and ensemble mod-
elling of trading strategies. Third section outlines the experimental setting
used for two case studies: ne-tuning and combination of trading strategies.
After this, the penultimate section presents the results and discussion of both

case studies, with the last section summarizing the chapter.

» Chapter 5 Transferring Learning Across Trading Strategies We begin

with an introductory section, motivating the problem, approach used and
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highlighting the main ndings of the experiment. The second section focuses
on the methodology employed in this work: rstly by delving into Quant-
Net, highlighting its architecture and other relevant details; secondly by de-
tailing the datasets, experiments, assumptions and metrics used to evaluate
QuantNet. After this section, we present results and discussions, with the last

section exhibiting a summary of the experiment.

» Chapter 6 Critical Assessment and General Discussion This chapter
presents the main contributions to science that this research offers and a crit-

ical assessment of the methodology and ndings presented.

» Chapter 7 Conclusions and Future Works This chapter summarizes the
methods and main ndings generated by this thesis. We also cover possible
avenues for future works that can be based upon the results outlined in this

work.

» The main concepts used throughout the thesis are collected in the Appendix

for the convenience of the reader.



Chapter 2

Background and Literature Review

In this chapter, | describe the body of scienti c literature scrutinized by this re-
search. My main goal is to highlight the current gap in the literature that this thesis
aims to Il. Hence, | start with the main procedures developed to deal with back-
testing over tting, such as: data-snooping, overestimated performance, and cross-
validation evaluation. After reviewing these traditional avenues, | move toward the
current research on Generative Adversarial Networks and Transfer Learning, par-

ticularly looking at papers that address nance, model validation, and backtesting.

2.1 Backtesting

Many authors have pointed out aws during the backtesting of a trading strategy
[5, 6, 7]. Generally, these are related to the excess of parameters that are free to
be set by the analyst (e.g., window size, scaling factors, signal transfer functions,
etc.) and the number of trials that are realized to backtest a strategy. We can outline,
chronologically, three distinct approaches in the literature to evaluate and deal with
backtesting over tting: Data Snooping, Overestimated Performance, and Cross-
Validation Evaluation. Therefore, during this subsection we address the main issues
over backtesting trading strategies as well as the solution proposed by the different

authors and the lines of investigation.

2.1.1 Data Snooping

Data snooping is a problem commonly encountered in the realm of econometrics,

speci cally when a researcher is exploring asset pricing models. Among several
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de nitions in different contexts, in nance it is determined by the act of nding
signi cant yet spurious risk premia factors, due to the unavoidable reuse of the
same time series [13, 14]. The rst work in this direction can be attributed to Lo
and MacKinlay [15], who attempted to highlight and quanti ed the effect of data
snooping in risk premia studies.

More precisely, the data-snooping problems/solutions tend to focus on the is-
sue of Multiple Hypothesis Testing. Standard methods to adjust for snooping from
multiple hypothesis testing biases, such as by Bonferroni and Holm to control fam-
ily wise error rates (FWE@ and by Benjamini-Hochberg-Yekutieli (BHY) for con-
trolling False Discovery Rates (F@R are in relatively common use in applied sci-
ences [11, 12]. These methods adjust for the likelihood of false discoveries due
to the correlation between multiple tests and are an effective way to prevent what
is otherwise known as p-hacking in the applied sciences. Nonetheless, since they
adjust to effectively worst-case scenarios, they are known to result in reductions of
power.

Due to the low power of the FWER adjustments, Westfall and Young [16] in-
troduced bootstrap methods to estimate the empirical correlation between hypoth-
esis tests as a way of optimising the power of the resulting adjusted test statistics.
Following on these, White [14] outlined one of the rst attempts to improve test
statistics by applying bootstrap methods to identify spurious relationships in the
realm of trading strategies, applying them to technical trading rules [17]. Romano
and Wolf [18] advanced in procedures to more adequately correct multiple testing
and resourcing in more adequate forms of bootstrapping for standard errors calcu-
lations; we point also to more recent works in this direction [19, 20, 6, 21].

Since Romano and Wolf's works can be seen as an extension of White's work,
we brie y outline its algorithm for data snooping diagnosis. ket Rt  Rpencht
represent the excess retuR) ff the asseitin relation to a benchmaienchat time
t. Each asset can represent a trading strategy with different parametrisation, and the

benchmark can be the usual 3-month London Interbank Overnight Rate return or

Iprobability of making one false discovery, i.e., non-rejecting a strategy with Sharpe rétio
2Expected frequency of non-rejecting a strategy with Sharpe ¥afio
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simply an offset. Given a differentiable performance functiyna signi cance

levela, and a number of bootstrap sampk& = 1;:::;B), do:
» Compute each asset performanaa:= P(riq; ;i) 5 0T).

~ P= . .
e SetV="T maxXpsi;::;pn) as the maximum estimated performance across

the available assets.
» Setk= 1, andwhile all assets have not been rejected:

1. For b= 1;:::;B bootstrap samples, do:

(a) Take a bootstrap sam@ E(f), o r(b) from the sequencey;:::;r.7.

(b) Compute each asset performanqa;(b) P(rl(f),:"; I(tb),:"; fP)

(c) De ne the statisticvy = P T max p(b) P1; pSP Pn)
2. Find the critical valueck by estimating the quantilél a=k)% of V,

empirical distribution.

3. Rejectall strategies wher(eIO T pi) > o remove these and place them

in the echelork.

» Report all echelons to the user.

Each echelon represents a subset of trading strategies that tend to perform sim-
ilarly, but are superior/inferior to the followed/previous iteration. As it can be seen,
this method is based on a stepdown approach, since we start with the null hypoth-
esis that corresponds to the largest test statistic. A nal comment: for the rst
iteration it is possible to calculate the p-value for the Bootstrap Reality Check [14]
by: pgrc= % This statistic addresses the question whether the strategy that
appears best in the observed data really beats the benchmark; it does not attempt
to identify as many outperforming strategies as possible. We also highlight that

this presentation took the non-studentised version of Romano and Wolf procedure;

3The: notation is the abbreviation for "all assets”.
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for the studentised version, which provides some improvements to the statistical
procedure, we refer to [18].

Finally, another related approach called Model Con dence Set [22, 23], ac-
knowledges the limitations of the data, such as the fact that uninformative data
yield a MCS with many models, whereas informative data yield a MCS with only
a few models. By pairwise comparisons, this methodology creates con dence sets
(analogous to con dence intervals) that contains the best model or models given a

speci ed signi cance level.

2.1.2 Overestimated Performance

In Harvey and Liu [5] the authors present a multiple hypothesis testing framework
devoted to identify strategies incorrectly classi ed as pro table. Before delving
into the work [5], it should be mentioned that similar works have also proposed al-
ternative ways to incorporate uncertainty and perform adjustments in the strategies
performance (mainly for Sharpe Ratios). A subset of these tends to favour hypoth-
esis tests and con dence interval computations, starting from: (i) the classical i.i.d.
Gaussian returns [24]; (ii) then dropping Gaussian assumption with the support of
(independent) bootstrap [25]; (iii)) more ahead, being able to pinpoint an asymp-
totic distribution for the Sharpe Ratio under non-i.i.d and more mild assumptions
[26, 27]; and nally (iv) dropping i.i.d. and underlying distribution assumptions

by applying improved forms of bootstrapping [28]. Another approach is by adjust-
ing the Sharpe Ratio by computing the so-called Probabilistic Sharpe Ratio [29].
This measure computes the probability that a strategy performance is greater than a
benchmark, taking into account the skewness and kurtosis of the returns.

However, all these works do not take into account the number of trials done
to fully develop the strategy, or when an hypothesis test is being made to compare
different strategies. This information is relevant, because some improvement is ex-
pected whenever the analyst has access to information coming from the backtest:
increasing overall performance, removing drawdowns, etc. In this way, he can de-
sign stop/loss rules, change leveraging rules, with undoubtly impact in the strategy

performance when the backtest is remade. The authors in [5] treat this as a Multi-
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ple Hypothesis Testing situation [11, 12]. To illustrate this concept, if we suppose
that the (excess) returns are i.i.d. and follow a Normal distribution, then the Sharpe
Ratio can be reinterpreted as t-scores:

R P— . PpP_—
SR

whereSRis the estimated Sharpe Ratio ahds the backtest length. We can
compute a t-test using thiscore @aiming to check the probability for observing a
departure from the null hypothesid{: SR= 0) as extreme as the difference present

in our sample data. This is de ne as:
pS: Pr(jtj > tscore (2.2)

in which t denotes a random variable that follow a t-distribution with 1
degrees of freedom, aruP is commonly dubbed as p-value, which in this case is
computed for a single hypothesiS) ( If a research has explored several strategies,
then some overstatement will appear in 8RR and we could interpret this as the
researcher did tacitly multiple attempts to obtain such result. As an initial estimation
of this overestatement, suppose that all attempts are independent (unreal, but we

drop this more ahead), then we can rewfite|(2.2) as:

p" = Pr(max(jtij;i = 1;:::;n) > tscord =
=1 _cﬂ)1 Priti  tscrd=1 (1 p9)" (2.3)
i=
by following [5]: whenn= 1 (single test) ang°= 0:05, pM = 0:05, so there is

no multiple testing adjustment. if= 10 and we observe a strategy wjith= 0:05,
pM = 0:401, implying a probability of about 40% in nding an investment strategy
that generates 8Rthat is at least as large as the obsergRl but much larger
than the 5% probability for a single testing. It is clear that multiple testing greatly
reduces the statistical signi cance of single test. Heptéis the adjusted p-value,

that re ects the likelihood of nding a strategy that is at least as pro table as the
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Figure 2.1: Original and Haircut Sharpe Ratios, as well as the Haircut levels for different
methodologies and number of trials. Source: [5]

observed strategy afterattempts. By equating the p-value of a single tesp'fo
we obtain the de ning equation for the multiple testing adjusted (haircut) Sharpe
ratio HSR

pV = Pr(jtj > HSR pf) (2.4)

SincepM is larger thanpS, HSRwill be smaller tharSR However, when the
test statistics are dependent, the approach in the example is no longer applicable as
pM generally depends on the joint distribution of thest statistics. For this more
realistic case, the authors apply techniques that control the FWER and FDR. These
methods are Bonferroni and Holm p-value corrections to control FWER [30] and
BHY procedure for FDR [12]. Below, in Figuie 2.1 we display some charts with

pre and post-adjustment of Sharpe Ratios, as well as the H@rcuts

4In order to facilitate researches interested on using this approach, they provide a link
for the publicly available Matlab codéitp://faculty/fuqua.duke.edu/ ~ charvey/
backtesting ). It is also possible to apply the same procedure for the Value-at-Risk metric (and
therefore, making the same assumptions — check endnote 23 from [5]).


http://faculty/fuqua.duke.edu/~charvey/backtesting
http://faculty/fuqua.duke.edu/~charvey/backtesting
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As it can be seen, the Haircut is a non-linear function and is highly affected by
the number of trials, and the method of adjustment. The authors advocate the BHY
method in nancial applications, as they argue that it is more reasonable to control
for the rate of false discoveries, rather than controlling for not making any false
discovery. Finally, as the authors point out, the main caveat of this method is that
all the analysis is based on in-sample data, and as they observe an hybrid strategy

might be useful as a double validation of the selected trading strategy.

2.1.3 Cross-Validation Evaluation

In Bailey et al. [7] the authors provide a set of de nitions, tools and benchmarks
to characterize the so-called backtest over tting. In a certain sense this work ex-
tends previous research and ndings from the same group of authors, such as the
probability that a Sharpe Ratio is in ated [29] and to determine the minimum track
record for a Sharpe Ratio to be statistically different from a given threshold [31].

In terms of de nitions, the authors establish that a strategy selection over ts
if the expected performance in-sample is less than the median performance rank
out-of-sample of all strategies. By strategy selection, it means a way of ranking the
available strategies using a set of performance metrics (e.g., Sharpe Ratio).

In relation to tools, they propose the procedure called Combinatorially-
Symmetric Cross-Validation (CSCV), which is brie y outlined below and repre-

sented in Figurg 2]2.

1. Split the prot and loss of several strategiesSreven size blocks over the

backtested horizon (whef&is an even natural number);

2. Reshuf e these blocks in all feasible arrangements such that the natural or-

dering is as most preserved as possible; and

3. For each rst half (in-sample) of the arrangement, nd the optimal strategy
for a given performance measure and compare it to its own ranking in the

out-of-sample set (second half).

With these rankings and comparisons, the authors compute four complemen-

tary metrics:
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Figure 2.2: Generating the CSCV folders, wh&x 4. Each letter represents a block, and
note that whenever the shuf es happen, it is necessary to reorder the blocks in
each in-sample and out-of-sample sets.

1. Probability of Backtest Over tting: the probability that the model con gu-
ration selected as optimal in-sample will underperform the median dfithe

models con gurations out-of-sample.

2. Performance degradation: this determines to what extent greater performance

in-sample leads to lower performance out-of-sample (discussed in [31]).

3. Probability of loss: the probability that the model selected as optimal IS will

deliver a loss OOS.

4. Stochastic dominance: this analysis determines whether the procedure used
to select a strategy IS is preferable to randomly choosing one model con gu-

ration among th& alternatives.

Also, in terms of benchmarks the authors propose some synthetic and practical
test cases. In this sense, the objective of these studies is to assess if the proposed
framework is able to dodge from over tted strategies with different set of hyperpa-
rameters (number of strategies, backtest length and over t degree).

We can highlight two main critics towards this work:

1. Preservation of temporal dependence: the authors claim that their method
preserves the temporal dependence. In their support are the fact that their
method reorders the blocks in-sample and out-of-sample and someone might

argue that daily returns tends to present weak autocorrelation. However, this
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claim about preservation of time dependence is clearly not absolutely true:
just check the third to fth row in Figurg 2]2.

2. High overlap degree in the in-sample and out-of-sample metrics: it can be
easily noticed that there is a high level of juxtaposition of blocks appear-
ing several times in the out-of-sample part (and similarly in the in-sample).
The authors in proposing the CSCV, using as inspiration the k-fold cross-
validation, forgot to analyse deeper the impact of the highly correlated out-
of-sample folders (something that does not occur in the case for the k-fold
cross-validation). This correlation exerts an impact in the computation of
standard errors and hypothesis tests [10, 32], and therefore decreases the out-

of-sample assessment quality.

2.1.4 Contrast Between the Backtesting Approaches

Table[2.1 presents a categorisation of all the previous lines of investigation, in terms
of their breadth/generality of use in practice and the type of solution used to tackle
backtesting over tting. We also added the Covariance-Penalty approach, which is

discussed in the next chapter.

Table 2.1: Categorisation of all the four lines of investigations in backtesting over tting.

Breadth / Solution Multiple Hypothesis In-Out Sample Assessment
Generic Data Snooping Cross-Validation
Assumptions Overestimated Performance Covariance-Penalty

The Data Snooping and Overestimated Performance authors identify that the
root cause of any over tting or spurious results is due to the multiple trials (hy-
pothesis) employed by the analyst during the strategies ne-tuning step. However,
the Data Snooping solutions tend to be more generic — it is based on bootstrapping
returns —, at the expense of an increased computational burden. The Overestimated
Performance solutions are based on a set of assumptions, allowing the authors to
nd closed-form solutions or simpler algorithms that make the performance correc-

tion aspect easier to compute.
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In contrast, the Cross-Validation Evaluation and Covariance-Penalty Correc-
tion approaches are focused on avoiding the apparent in-sample performance, by
uncovering the expected generalisation (out-sample) potential of a strategy. Sim-
ilarly, they divert in terms of their amplitude: the Covariance-Penalty Correction
methods require some assumptions on the joint behaviour of the asset and trading
strategy, which is not the case for the majority of the Cross-Validation procedures.
However, this lack of assumptions demand an extra computational processing in
respect to the Covariance-Penalty approach.

The next chapter covers the main results linked with the Covariance-Penalties
approach. But before we present it, the next two sections exhibit the background
and literature review of Generative Adversarial Networks and Transfer Learning.
Both techniques will be used as part of experiments in this thesis to improve trading

strategies reliability and tackle backtest over tting.

2.2 Generative Adversarial Networks

2.2.1 Background

Generative Adversarial Networks (GANSs) [33] are a modelling strategy that em-
ploys two Neural Networks: a Generat@)(and a Discriminator®). The Genera-
tor is responsible to produce a rich, high dimensional vector attempting to replicate
a given data generation process; the Discriminator acts to separate the input created
by the Generator from the real/observed data generation proggss(X)). They
are trained jointly, withG bene ting fromD incapability to recognise true from gen-
erated data, whildD loss is minimized when it is able to classify correctly inputs
coming fromG as fake and the dataset as true. Competition drive both Networks
to improve their performance until the genuine data is indistinguishable from the
generated one.

From a mathematical perspective, we de ne a ppgz) on input noise vari-
ablesz, which will be used by the Generator, denoted as a neural nef¥(@;lQc)
with parameterQg, that maps noise to the data/input spé&ce! x. We also need

to set the Discriminator, represented as a neural net@xk; Qp), that scores how
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likely is thatx was sampled from the dataseD-=x ! [0;1]. As outlined before,

D is trained to maximize correct labelling, whilgt in the original formulation, is
trained to minimize logl D(G(2))), that is, to maximally confusB. It follows
from [33] thatD and G play the following two-player zero-sum game with value
functionV(G;D):

MINMaxV(D;G) = Ey p,,,9109D(]+ E; pyllog(l D(G)]  (25)

Overall, GANs have been successfully applied to image and text generation
[34]. However, some issues linked to their training and applications to special cases
[35, 36] have fostered a substantial amount of research in newer architectures, loss

functions, training, etc. We can summarise these new methods as of belonging to:

» Ensemble Strategies: train multiple GANs, with different initial conditions,
slices of data and tasks to attain; orchestrate the generator output by employ-
ing an aggregation operator (summing, averaging, etc.), from multiple check-
points or at the end of the training. Notorious instantiations of these steps are
the Stacked GANSs [37], Ensembles of GANs [38] and AdaGANSs [39].

» Loss Function Reshaping: reshape the original loss function (a lower-bound
on the Jensen-Shannon divergence) so that issues linked to training instability
can be circumvented. Typical examples are: employing Wasserstein-1 Dis-
tance with a Gradient Penalty [40, 36]; using a quantile regression loss func-
tion to implicitly pushG to learn the inverse of a cumulative density function
[41]; rewriting the objective function with a mean squared error form — now
minimizing thec 2-distance [42]; or even view the discriminator as an energy
function that assign low energy values to the regions of high data density,

guiding the generator to sample from those regions [43].

» Adjusting Architecture and Training Process: we can mention Deep Convolu-
tional GAN [44], in which a set of constraints on the architectural topology of
Convolutional GANs are put in place to make the training more stable. Also,

Evolutionary GANs [45] that adds to the training loop of a GAN different
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metrics to jointly optimize the generator, as well as employing a population

of Generators, created by introducing novel mutation operators.

Another issue, more associated to our work, is the handling of time series
since learning an unconditional model, similar to the original formulation, works
for image and text creation/discovery. However, when the goal is to use it for time
series modelling, a sampling process that can take into account the previous state
space is required to preserve the time series statistical properties (autocorrelation
structure, trends, seasonality, etc.). In this sense, the next subsection deals with
Conditional GANSs [46], a more appropriate modelling strategy to dependent data

generation.

2.2.2 Conditional GANs

As the name indicates, Conditional GANs (cCGANS) [46] are an extension of a tra-
ditional GAN, when bothG andD decision is based not only a noise or generated
inputs, but includes an additional information setFor exampley can represent
a class label, a certain categorical feature, or even a current/expected market con-
dition; hence, cGAN attempts to learn an implicit conditional generative model.
Such application is more appropriate in cases where the data follows a sequence
(e.g. text) or when the user wants to build "what-if” scenarios (given that S&P 500
has fallen 1%, how much should | expect in basis points change of a US 10 year
treasury?).

Formally, we can de ne a cGAN by including the conditional variabia the
original formulation. Therefore,no®@:z v! xandD:x v! [0;1], as before
D is trained to maximize correct labelling, whilg} in the original formulation, is
trained to minimize logl D(G(zv))). Similarly, it follows from [46] thatD and

G play the following two-player zero-sum game with value funcNi(i®; D):
Minmaxy(D:G) = Ex py,,(0llogDOGV]+ E; pllog(l D(GE@V))] (2.6)

More recently different applications of cGANs are starting to surface several

domains of capital markets: Mariani et al. [47] used GANSs to perform portfolio
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analysis, whilst Marti [48] applied GANs to sample realistic correlation matrices
of nancial time series. A particular area that has received a concentrated focus
has been nancial time series modelling using GANs [49, 50, 51, 52, 53].There are
some exceptions, like [54, 55] dealing with the problem of imbalanced classi ca-
tion, in particular to fraud detection; they are able to show that cGANs compare

favourably to other traditional techniques for oversampling.

2.3 Transfer Learning

In this section we aim to provide a general view of the different subareas inside
transfer learning, and not a thorough review about the whole area. With this infor-
mation, our goal is to frame the current contributions in Finance over these subareas,
situate our paper contribution, as well as highlight outstanding gaps. The reader in-
terested in a thorough presentation about Transfer Learning is referred to these key

references [56, 57, 58].

2.3.1 Transfer Learning: de nition

We start by providing a de nition of transfer learning, mirroring notation and dis-
cussions in [56, 59, 58]. A typical transfer learning problem presume the existence
of a domain and a task. Mathematically, a domBircomprises a feature space
X 2 X and a probability measufe over X, wherex; = fxq;:::;X3g is a realization
of X. As an example for trading strategies, can be the space of all technical
indicators X a speci c indicator (e.g. book-to-market ratio), axida random sam-
ple of indicators taken fronX. Given a domairD = f X ;P(X)g and a supervised
learning setting, atask consists of a label spade2 Y , and a conditional proba-
bility distribution P(YjX)H. Typically in trading strategie¥, can represent the next
quarter earnings, arf(YjX) is learned from the training dafa;; y;).

The domairD and taskT are further split in two subgroups: source domains
Ds and corresponding tasKss, as well as target domaidt and target tasH .

Therefore, the objective of transfer learning is to learn the target conditional prob-

SA more generic de nition, that works for unsupervised and reinforcement learning, demands
that along with every task; we have an objective functiofy.
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Figure 2.3: Taxonomy of transfer learning sub-paradigms.

ability distribution Py (YrjX7) in Dt with information gained fronDs and Ts.
Usually, either a limited number of labelled target examples or a large number of
unlabelled target examples are assumed to be available. The way this learning is
performed across the tasks, the amount of labelled information as well as inequal-
ities betweerDg andD+, andT s andT T, give rise to different forms of transfer
learning. Figur3 presents these different scelﬁirios

In what follows we analyse each sub-paradigm of Figurg 2.3.

2.3.2 Transfer Learning: sub-paradigms

Inductive Transfer Learning : it refers to the cases where labelled data is available

in the target domain; we have the typical Supervised learning scenario across the
different domains and tasks. In inductive transfer methods, the target-task inductive
bias is chosen or adjusted based on the source-task knowledge. The way this is
done varies depending on which inductive learning algorithm is used to learn the

source and target tasks [60]. The main variations relate to how this learning is

6We should note that there are other possibilities, but they fall into Unsupervised or Reinforce-
ment transfer learning. These other paradigms fall outside the scope of this work, which is mostly
interested in (Semi-) Supervised transfer learning.
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performed: simultaneously across source and target tasks (Multi-Task); sequentially

by sampling source tasks, and updating the target task model (Sequential Transfer);

and with the constraints of using only few labelled examples (Few-shot). We outline

each variation:

» Multi-task Learning [61, 62]: is an approach to inductive transfer that im-
proves generalization by learning taskgarallel while using a shared rep-
resentation; henc®r (YrjX7) andPs(Yg Xs) are intertwined, with the update

in the target task affecting the behaviour of the domain tasks, and vice-versa.
In practice, the learned model architecture and parameters are fully-shared
across domain and target tasks — inputs, weights or coef cients, transfer func-
tions, and objective function. In nance, this mode of learning has been rst
used for stock selection [63]; lately, it has been applied for day trading [64]

and yield curves [65].

Sequential Transfer Learning [59]: is an approach to inductive transfer that
improves generalization by learning tashssequencevhile using a shared
representation to a certain extent; therefd®g(Y7jXr) and Pg(YgXs) are

not completely intertwined, but the update in the target task impacts the be-
haviour of the domain tasks, and vice-versa. In practice, the learned model ar-
chitecture and parameters are partially-shared across domain and target tasks
— often weights, transfer functions, and sometimes the objective function.
By not having to share the same inputs and other parts of the architecture,
this mode of learning can be applied across different domains and make the
learned model easier to be reused in future tasks. In the context of nan-
cial applications, it has been mainly applied for sentiment analysis: One of
such applications is FINBERT [66], a variation of BERT [67] specialized to
nancial sentiment analysis; it has obtained state-of-the-art results on FIQA
sentiment scoring and Financial PhraseBank benchmaks. [68] provides a sim-
ilar application but feeding the sentiment analysis index generated by BERT

in a LSTM-based trading strategy to predict stock returns.
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* Few-shot Learning [69, 57, 70]: it is an extreme form of inductive learning,
with very few examples (sometimes only one) being used to learn the target
task model. This works to the extent that the factors of variation correspond-
ing to these invariances have been clearly separated from the other factors,
in the learned representation space, and that we have somehow learned which
factors do and do not matter when discriminating objects of certain categories.
During the transfer learning stage, only a few labeled examples are needed to
infer the label of many possible test examples that all cluster around the same
point in representation space. So far we were unable to nd any application
in nance that covers this paradigm. However, we believe that such mode of
learning can be applied for fraud detection, and stock price forecasting that
have recently undergone initial public offering, or any other situation where

limited amount of data is available for the target task.

Transductive Transfer Learning: it refers to the cases where labelled data is only
available in the source domain, although our objective is still to solve the target
task; hence, we have a situation that is somewhat similar to what is know as Semi-
supervised learning. What makes the transductive transfer methods feasible is the
fact that the source and target tasks are the same, although the domains can be
different. For example, consider the task of sentiment analysis, which consists of
determining whether a comment expresses positive or negative sentiment. Com-
ments posted on the web come from many categories. A transductive sentiment
predictor trained on customer reviews of media content, such as books, videos and
music, can be later used to analyze comments about consumer electronics, such
as televisions or smartphones. There are three main forms of transductive transfer
learning: Domain Adaptation, Concept Drift and Zero-shot learning. Each form is

presented below:

» Domain Adaptation [71]: in this case the tasks remains the same between
each setting, but the domains as well as the input distribution are usually
slightly different; thereforeX s X1 or P1(Xt) Ps(Xs). The previous

example of the sentiment predictor is a typical case, where the domains and
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the input distribution is somewhat different (books, videos and music reviews
transferring to consumer electronics). We can presume that there is an under-
lying mapping that matches a certain statement to positive, neutral or negative
sentiment, and what makes the problem harder to solve is the fact that the
vocabulary and context vary between domains. Surprisingly simple unsuper-
vised pretraining has been found to be very successful for sentiment analysis
with domain adaptation [72]. Similarly to Few-shot learning, this particu-
lar subarea of transfer learning has received less attention from the nance
community, since most of the sentiment analysis and similar applications are

handled using labelled data.

Concept Drift [73, 74]: in this case the tasks and domains remains the same
across settings, but the input distribution can gradually or abruptly change
between them; thereforer (X1) 6 Pg(Xs). Often concept drift modelling

and detection focus on continuous data streams, such as time series, text mes-
sages, videos, that is, data with a temporal dimension or indexation. Using the
previous example, we would be concerned with changing views about a spe-
ci ¢ Im: reviews that were otherwise extensively positive, gradually become
negative due to changes in audience's view about how certain characters were
portrayed, how the topic was approached, etc. This particular subarea has re-
ceived substantial attention from the nance community: it has been used to
discover relations between portfolio selection factors and stock returns [75];

price forecasting [76]; and fraud detection [77].

Zero-shot Learning [78, 79]: is a form of transductive transfer learning,
where the domains and input distributions are different, and yet learning
can be achieved by nding a suitable representation; hetg& X t and
Pr(X7) 6 Pg(Xs). Following the previous example, if we have a database
with thorough reviews about road bicycles, such as describing their frame,
suspension, drivetrain, etc., it would be possible to learn in principle what
constitutes a good or bad bicycle. Zero-shot learning would attempt to tap

into this knowledge, and transfer it to a new bicycle that we do not have re-
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views but use its design, 3d images, other descriptions, etc., to come up with

an expected score, just based on users' opinions about the product. In this

case, the task is the same (deciding the expected review of bicycle), but the

domains are radically different (textual description versus an image). Similar

to Few-shot learning, we were unable to identify any piece of research from

the nance community that employs Zero-shot Learning.

Table 2.2: Transfer Learning across Finance and general domains.

Approach

Brief Description

Financial Applications

Other
References

Instance

Re-weighting labelled data News-rich
in the source domain for usg stocks [80]; mitigating class

in the target domain

to news-poor

imbalance in credit scoring
[81, 82]

[83, 84]

Feature

Find a suitable feature magp

ping to approximate the [80];
source domain to the targétfactors [75]

domain

-Sentiment feature
Portfolio selection

spade [85, 86]

Parameter

Learn shareable paramete
or priors between the sourg
and target tasks models

r8ERT specialized to nan-

68]; Stock selection, fore:
casting [63, 64]; yield curve
forecasting [65]

ecial sentiment analysis [66,

[67, 87]

Relational-knowledge

Learn a logical relationshif
or rules in the source domai
and transfer it to the targe
domain

—

[88, 89]

Moreover, there are four different approaches where the transference of knowl-

edge from a task to another can be realized: instance, feature, parameters, and

relational-knowledge. Table 2.2 presents a brief description, applications of each to

the nancial domain, and other key references.

Undoubtedly, for nancial applications parameter-transfer is the preferred op-

tion, followed by instance-transfer and feature-transfer. Such approaches are mainly

used for sentiment analysis, fraud detection, and forecasting, areas that have been

widely researched using more traditional techniques. Conversely, we were unable

to nd research for relational-knowledge. Despite that, we believe that researchers

working on nancial networks, peer-to-peer lending, etc. can bene t from methods

in the relational-knowledge transfer approach.
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2.4 Summary

In this chapter, we highlighted the current gap in the literature that this thesis aims
to Il, particularly by adding new forms to tackle backtest over tting. As we have
pointed out previously, one of the goals of this thesis is to demonstrates how GANs
and Transfer Learning can be viable alternatives to tackle the backtest over tting
problem. Our literature review demonstrates how these procedures have obtained
remarkable results in different domains and purposes, but still there were not many
examples in the nancial markets domain.

Our thesis is a step towards lling these gaps. More speci cally this thesis con-
siders three inter-dependent research questions: a) how can we deal with backtest
over tting, particularly usin covariance-penalties approaches; b) how GANs can
be used to synthesize nancial time series data, improving current trading strate-
gies calibration and performance assessment; and c) how Transfer Learning-based
strategies can provide alternative forms to deal with data scarcity, spurious correla-

tion and, by consequence, backtest over tting.



Chapter 3

Avoiding Backtesting Over tting by

Covariance-Penalties

In this chapter, | describe the rst experiment called Avoiding Backtesting Over-
tting by Covariance-Penalties. After a short introduction motivating the topic of

backtesting over tting, | analyse linear strategies properties, avenues for optimizing
its performance, particularly focusing on Sharpe ratio. | connect all this previous
information by formulating the Covariance-Penalty formula for Sharpe ratio. Then,
we empirically assess this formula in relation to other alternatives, like Akaike In-
formation Criteria. After presenting our ndings, we close the chapter with a sum-

mary of the experiment

3.1 Introduction

Systematic trading strategies are rule-based procedures which choose portfolios and
allocate assets, in order to deliver a set of returns which optimize some performance
criterion, help to diversify a larger portfolio, or perhaps deliver returns speci cally
tailored to market conditions, such as providing insurance during rises of market
volatility. In order to attain any of these desired return pro les, quantitative strate-
gists must determine a large array of trading parameters, including determining the
universe of assets being held, the appropriate trading horizons, the type of strategy
being considered and many other possible parametrizations. Normally the analyst

tries to identify the appropriate parameters by using all the historical data available,
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or by holding-out some of the most recent data in order to use it as an out-sample
validation set. However, both backtesting strategies suffer from drawbacks that can

render their ndings misleading.

Partly due to the abundance of misleading results produced from backtests, and
partly due to the endemic abuse of backtested results, there is an increasing interest
in devising procedures for the assessment and comparison of strategies [5, 6, 7]. The
goal is to devise schemes for preventing what is knowhaaktesting over tting.
Backtest over tting can be understood as a collateral effect that occurs during the
identi cation of strategies, resembling other practical modelling problems: over t-
ting in supervised learning [8, 9, 10], or data-snooping due to multiple hypothesis
testing biases, (also known pshacking, a problem occuring frequently in the ap-

plied sciences [11, 12].

So far, many nancial researchers have proposed different ways to tackle this
problem that can be broadly categorised in three types: Data Snooping, Overesti-
mated Performance, and Cross-Validation Evaluation. In summary, the Data Snoop-
ing and Overestimated Performance techniques aim to identify spurious results by
taking into account the number of trials and the performance from all attempted
strategies in a multiple hypothesis testing framework. Conversely, Cross-Validation
approaches provide more practical and generic mechanisms to individually ne-

tune trading strategies.

In this experiment we propose a hew approach to dealing with nancial over-
tting, a Covariance-Penalty Correction, in which a risk metric is lowered given
the amount of parameters and data used to underpins a trading strategy. We outline
the foundation and main results behind the Covariance-Penalty correction for trad-
ing strategies. After that, we pursue an empirical investigation, comparing its per-
formance with some other approaches in the realm of Covariance-Penalties across
more than 1300 assets, using Ordinary and Total Least Squares — with the last pro-

viding superior performance.
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3.2 Covariance-Penalty for Trading Strategies

In this section we outline the theoretical results and notations used throughout this
experiment. We start by enunciating single period linear strategies, and some of
its properties. Then we move to optimization of trading strategies by maximising
correlation, and its links to Sharpe ratio utility function. This result/link allows us
to conclude this section with the main result of this experiment: Covariance-Penalty

correction of Sharpe ratio.

3.2.1 Single period linear strategies

We consider the (log) returns of a single assgt, N (0;s§) returns with auto-
covariance function at lalg, g(k) = E[RR; k], together with corresponding auto-
correlation function (ACF)¢(k) = g(k)=g(0) at lagk.

Our main aim is to work with strategies based on linear portfolio weights (or
signalg X; = S*l‘ath k for coef cients ay generating the corresponding dynamic
strategy return§ = X R; (here, and always, the signal,is assumed to only have
appropriately lagged information). Example strategy weights include exponentially
casts from ARMA models, etc. Most importantly, the portfolio weigktare nor-
mal andjointly normal with returngk.

We restrict our attention to return distributions over a single period. In the
case of many momentum strategies, this period can be one day, if not longer. For
higher-frequency intra-day strategies, this period can be much shorter. The perti-
nent concern is that the horizon (i.e., one period) is the same horizon over which the
rebalancing of strategy weights is done. If weights are rebalanced every ve min-
utes, then the single period should be ve minutes. This is a necessary assumption
in order to ensure the joint normality of (as yet indeterminate) signals and future
returns. Moreover, this assumption will give some context to our results, which im-
ply a maximal Sharpe ratio, maximal skewness and maximal kurtosis for dynamic
linear strategies.

We are interested in characterizing the moments of the strategy's unconditional

returns, the corresponding standard errors on estimated quantities, and means of op-
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timising various non-dimensional measures of returns such as the Sharpe ratio via
the use of non-linear transformations of signals. Our goal is to look at uncondi-
tional properties of the strategy. It is important to avoid foresight in strategy design
and this directly impacts the conditional properties of strategies (e.g., conditional
densities involve conditioning on the currently observed signal to determine prop-
erties of the returns, which are just Gaussian). In the context of our study, we are
concerned with one-period ahead returns of the unconditional returns distribution
of our strategy, where both the signals and the returns are unobserved, and the re-
sulting distributions (in our case, the product of two normals) are much richer and

more realistic.

3.2.2 Properties of linear strategies

Given the joint normality of the signal and the returns, we can explicitly characterise
the one-period strategy returns (see [90]). To allow for greater extendibility, we
prefer to only consider the moments of the resulting distributions. These can be
characterized easily using Isserlis' theorem [91], which gives all moments for any
multivariate normal random variable in terms of the mean and variance. We also
refer to [92] who meticulously produces both non-central and central moments for
powers and products of Gaussians. While this is a routine application of Isserlis'

theorem, the algebra can be tedious, so we quote the results.

Theorem 1(Isserlis [91]) If X N (0;S),then

2n
E[XiX2  Xanl= & O E[XX]
i=1i6 j
and

E[XiX2 Xon 1]1=0

where thed O is over all the(2n)!=(2"n!) unique partitions of X Xp;:::Xp, into

pairs XX;.

Haldane's paper [92] quotes a large number of moment-based results for vari-

ous powers of each normal. We quote the relevant results.
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Theorem 2(Haldane [92]) If x;y N (0;1) with correlationr then

E[xy] = r
E[Xy?] = 1+2r2
EpCY]=  3r(3+2r?
EXY= 3(3+ 24r 2+ 8 %)

and thus the central moments of xy are

m = r (3.1)
m = 1+ 71?2 (3.2)
m = 2r (3+r32) (3.3)
m= 3(3+ 14r 2+ 3r % (3.4)

From these one period moments, (and a simple scaling argument giving the
dependence aos(x) ands (y)) we can characterise Sharpe ratio, skewness, etc., and
can also de ne objective functions in order to determine some sense of optimality

for a given strategy.

Theorem 3 (Linear Gaussian)For single asset returns and a one period strategy,
R N (O;SI%) and X N (O;s%) jointly normal with correlationr , the Sharpe

ratio is given by

SR= p——; (3.5)
1+7r2
the skewness is given as
412
(1+r12)2

and the kurtosis is given by

_3(3+ 142+ 3r %
o (@2

(3.7)

In the appendix, we extend equatiofs [3.5) (3.6) to the case of non-zero
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means.
Proof. A simple application of Theorefij 2 give us the following rst two moments

for our strategy§ = X; R: m = E[S]= E[X R]= sxsgrr. andm = Var[§] =

sZsa(r 2+ 1). Thus we can derive the following results for the Sharpe ratio,

Sharpe= o

— p r

Moreover, we can see that the skewness,

2r (3+r2)
(1+12)32

Finally, the kurtosis is given by

my

# n
3(3+14r 2+ 3r %)
(1+r2)2

]

If we restrict our attention to positive correlations, all three dimensionless
statistics are monotonically increasinginConsequently, strategies that maximize
one of these statistics will maximize the others, although the impact of correla-
tion upon Sharpe ratio, skewness and kurtosis is different. We illustrate the cross-
dependencies in the following charts, depicting the relationships between the vari-
ables. In Figuré 3|1, the shaded blue histograms correspond to correlation ranges
f[ 1, O:5];[ 0:5;0];[0;0:5]; [0:5;1]g. We note that a uniform distribution in cor-
relations maps into a higher likelihood of extreme Sharpe ratios and an even higher
likelihood of extreme skewness and kurtosis

Skewness ranges [n 2572;23%2] [ 2:8:2:8]. Unlike the Sharpe ratio, Skew-
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Figure 3.1: Correlation, Sharpe ratio, Skewness, and Kurtosis pairwise relation-
ship. A uniform distribution in correlation is bucketed into four ranges
f[ 1, O:5];[ 0:50];[0;0:5]; [0:5;1]g as depicted in the bar charts in shades
of blue. After transforming the correlation into S&,andg, the frequencies
are no longer uniform.

ness' dependence on correlation tends to atten, so to achieve 90% peak skewness,
one needs only achieve a 0.60 correlation, while for a 90% peak Sharpe, one needs
a correlation of 0.85. Kurtosis is an even function and varies from a minimal value
of 9 to a maximum of 15. In practice, correlations will largely be close to zero and
the resulting skewness and kurtosis signi cantly smaller than the maximal values.
Although we analyse the moments of the strat§gy X R, the full product
density is actually known in closed form (see appendix 7.2, [90] and [93]). It is
clear that the distribution of the strategyeptokurticeven when it is not predictive
(when the correlation is exactly zero, the strategy has a kurtosis of 9). In the limit
asr | 1, the strategy's density approaches that of a non-ceatahn effective
best-caselensity when considering the design of optimal linear dynamic strategies.
An optimised strategy with suf cient lags (and a means of ensuring parsimony)
may be able to capture both mean-reversion and trend and result in yet higher cor-

relations. Annualised Sharpe ratios of between 0.5-1.5 are most common (i.e., cor-
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relations of between 3% to 9%) for single asset strategies in this relatively low-

frequency regime.

3.2.3 Optimization: Maximal Correlation, Total least squares

Many algorithmic traders will explain how problematic strategy optimization is,
given the endless concerns of over- tting, etc. Although these are a concern, the
nave use of strategies which are merelylled out of thin airis equally problem-

atic, where there is no explicit use of optimization (and, in its place negee
balling strategies or targeting Sharpe ratios rather loosely, effectively a somewhat
loose mental optimization exercise). Practical considerations abound and real-world
returns are neither Gaussian nor stationary. We argue irrespectively that using op-
timization and a well-speci ed utility function as a starting point is a means of
preventing strategies from being just untested heuristics. Unlike most discretionary
traders' heuristics (or rules of thumb) which have their place as a means of dealing
with uncertainty (see for example [94]), heuristic quantitative trading strategies run
the risk of being entirely arbitrary, or are subject to a large number of human biases,
in marked contrast to the monniker quantitative investment strategies.
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Figure 3.2: EWMA Strategy Sharpe ratio \&s, MSE and correlation for S&P 500 reversal
strategies

Where optimization is used, the most common optimization method is to min-
imize the mean-squared error (MSE) of the forecast. Our results show that rather
than to minimize the. 2 norm between our signal and the forecast returns (or to
maximize the likelihood), if the objective is to maximize the Sharpe ratio, we must

maximize the correlation.
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Figure 3.3: Holt-Winters Strategy Sharpe ratio vs MSE and correlation for S&P 500 Re-
versal Strategies

We can see in Figurgs 3.2 and]3.3, a depiction of ts of strategies applied to
S&P 500 using EWMA and HW lters for a variety of parameters. The relationship
between MSE and Sharpe ratio is not monotone in MSE for the EWMA lter as we
see in Figuré 3]2, while it is much closer to being linear in the case of the relation-
ship between correlation and Sharpe. For the case of HW (with two parameters), in
Figure 3.3 any given MSE can lead to a non-unique Sharpe ratio, sometimes with a
very broad range, leading us to conclude that the optimization is poorly posed. The
relationship of correlation to Sharpe is obviously closer to being linear, with higher

correlations almost always leading to higher Sharpe ratios.

In the case of a one-dimensional forecasting problem with (unconstrained) lin-
ear signals, optimizing the correlation amounts to using what is knowmotak
least squares regression (TL&)orthogonal distance regressjam form of prin-
cipal components regression (see, e.g., [95] and [96]). In the multivariate case, it

would be more closely related tanonical correlation analysi€CA).

Unlike OLS, where the dependent variable is assumed to be measured with er-
ror and the independent variables are assumed to be measured without error, in total
least squares regression, both dependent and independent variables are assumed to
be measured with error, and the objective function compensates for this by minimiz-
ing the sum squared of orthogonal distances to the tted hyperplane. This is a simple
form of errors-in-variables regression and has been studied since the late 1870s, and

is most closely related to principal components analysis kifegressors, the TLS
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t will produce weights which are orthogonal to the rkt 1 principal components.

So, if we consider the signa = Zb to be a linear combination of features,

with Z 2 RK ak-dimensional feature space, then we note that
bOS=(z% zR

but
bTS=(z% sz, ZR

wheresy, 1 is the smallest singular value for tie (k+ 1) dimensional matrix
X =[R:Z] (i.e., the concatenation of the features and the returns, see, e.,I{97]

is well known that, for OLS, the smooth or hat matie MRis given by
MOLS= 7(z%) 170
with tr(M©YS) = k, the number of features. In contrast,
MTES=7(2% sz 1) 12°
and effectively has a greater number of degrees of freedom than that of OLS, i.e.,
tr((MTES)  tr(MC5)

with equality only when there is complete coIIinea{ﬂﬁor this reason, many peo-

ple see TLS as aanti-regularisationmethod and may result in less-stable response

A more common method for extracting TLS estimates is via a PCA of the concatenation matrix
X, whereb T'Sis chosen to cancel the least signi cant principal component

SIn this case, it is also known thaik) = tr(L) whereL = (Z%Z sZ2 ;1) 'z% and we know
that the singular values of (L) = fI 2=(1 2 s?2 ,)g wherel are the singular values & (or
correspondingly i2 are the singular values @), andl 1 [ k> 0 ([98]). By the Wilkinson
interlacing theorem,x  syx+1 0 (see [97]). Consequently,
| 2
r(M™9=§ ————  k=tr(M°9
i (l i S+ 1)

with equality iffsk2+ 1= 0(i.e., whenthere the2 = 100% and consequently, OLS and TLS coincide).
In other words, fMT-S)  tr(MOLS).
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to outliers (see for example, [99]). Consequently, there is extensive studywf
larised TLS, typically using a weighted ridge-regression (or Tikhonov) penalty (see
discussion in [99] for more detail on this large body of research).

While maximizing correlation rather than minimizing the MSE seems a very
minor change in objective function, the formulas differ from those of standard OLS.
The end result is a linear t which takes into account the errors in the underlying
conditioning information. We believe that it should be of relatively little conse-
guence when the features are appropriately normalized, as is the case for univariate
time-series estimation, although some authors have suggested that optimising TLS
is not appropriate for prediction (see, e.g., [100] section 1.6.3). When we seek to
maximize the Sharpe ratio of a strategy, the objective shooideprediction, but

rather optimal weight choice.

3.2.4 Covariance-Penalty Correction

In order to partly address the issue of over tting of dynamic models, we look to esti-
mated objective functions, taking degrees of freedom into account. Most commonly
used estimates include Akaike and Bayes' information criteria, but these require the
use of a likelihood. In our case, we do not have an exact likelihood, but instead
choose to optimise the Sharpe ratio, and noting the monotonicity this comes

from maximizingr. Consequently, we wish to consider the means of optimising
correlation taking into account penalisations for degrees of freedom. This type of
penalised optimum can be found via Mallov@, or via Cross validation.

We mirror the discussion in [101] on Covariance penalties, Section 12.3, which
uni es the discussion of Mallow'<C,, Stein's Unbiased Risk Estimate (SURE),
Akaike (AIC), and Bayesian Information Criteria (BIC). Each of these are methods
for adjusting estimated in-sample goodness of ts measures, to produce better esti-
mates of the out-sample performance. Effectively, they are a means of adjusting for
the degrees of freedom of various models, akin to adjuRfadeasures.

We are particularly interested in the biases which occur due to in-sample esti-
mates of measures which we optimize. Standard errors will seem lower in-sample,

due to the fact that we have simultaneously optimized correlation, and measured
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this optimum to produce an estimated Sharpe ratio . We would like to have a more
sober estimate of the potential performance of our optimised strategies out-sample.
In our study, we do not t probabilistic models or data-generating processes,
but rather optimize the strategy. As a consequence, we do not have explicit MLE
estimators (or Bayesian posterior), and no likelihood is explicitly used, so we cannot
reproduce results for the AIC and the BIC. We are, however, able to nd estimates
for optimalfj, and the resulting out-sample adjustments for fi{isvhich give us
a more reasonable expectation of the Ealy] out-sampl.
Maximizing i, is of course similar to performing a normaliz€d.S and our
interest would be in the analogue of adjustments to MSE. The rst is easily found

in Mallow's C,. Mallow's formula states that

E[Error,] E(R Xbj5,d

1, . . n
= ?aJRt Xchjz,  Covm; i)

2 2
= ssé %tr(M)

where we have con ned our attention to linear predictive models, me.= My
whereM is thehat matrix or smooth matrix
We recognise that sse( 1 r 2)s2 from which we can easily derive the fol-

lowing:

Theorem 4(Mallow's Cy).
21_22 2
E[r out] = Tin N tr(M)

where

with hat-matrix or smootiv

We do not prove this since it is a trivial extension of Mallow'sr Ifs estimated

5To avoid confusion, we distinguish between our in-sample estimigiaaind the quantity we
desire to estimateqy: which would give us a better picture of the out-sample performance of our
strategy
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as a by-product of OLS, thev = X(X%) X (see [101], (§12.5)) and() = n,
wherek is the dimension of the column spaceXfor the degrees of freedom for
regressions (i.e. the total number of lags, where we assume that we have no prob-
lems with collinearity). The regularization term turns out to%éeif I is estimated
in-sample by OLS.

If, on the other handi is estimated to optimize thie-sampleSharpe ratio,

i.e., through TLS, then it is well known that
M= XXX s2,1) X°

wheres+ 1 is the smallest singular value of the matfix (n+ 1) dimensional
matrix: X = [ R; X] [97]. As is well known (see for example, [99]) TLS is in fact an
anti-regularisation method and may result in less-stable response to outliers.

In this case, itis also known thafi) = tr(Z) whereZ= (XX s?2 ;1) XX

2
mg wherel j are the sin-

gular values oK (or correspondingly, 2 are the singular values &%, | 1
| > 0[98].

and we know that the singular valuesfZ) = f

By the Wilkinson interlacing theorerh, sp+1  0(see[97]). Consequently,

o | 2
trM)=a ——-5—~>n

2 2
i (Ii Sn+1

with equality iff sr%r 1= 0 (i.e., when there thB? = 100% and consequently, OLS
and TLS coincide).

Thus, while TLS can optimize th@-sampleSharpe-ratios over other predic-
tive methods including OLS, the corresponding covariance penalization is larger

than that of OLS andnayresult in an expected degradation of performaaae

samplé?]

2For AR modelsk is the autoregressive order. FBWYA models, it is slightly different. For
instance, ifM is the lter for an EWMA (i.e., an MA(1)), then thér(M) for the MLE estimate is
in fact the normalisation constant. In other wordsXiE (1 1 )&1 % , thentfM)=(1 1)
rather than the MA order (i.e., 1). This means that a wider window-$iz# (1) corresponds to
fewer effective d.o.f. In the case of the TLS estimated window length, the penalization would be
tr(M) > 1
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The corresponding penalization term can also be applied directly (via rst-
order conditions or the so-called Delta-method) to removing estimation bias from

Sharpe ratio estimates, i.e.,

2 tr(M) 1SRy,

B[Rl SRa ST
2 (M) 1

SR N (F2+ 1)32

R 2T R

. . p7
for all jSRnj < 2.
Consequently, more highly parametrised models will generally have higher

overoptimism. The penalisation terms help to adjust for this overoptimism.

3.3 Empirical Assessment

In our empirical investigation, the quantitative strategist is required to build a trad-
ing strategy based on lagged information of a certain asset returns. Since the amount
of lagged information is not given, he needs to discover it from the given in-sample
data. The most naive way (called Naive method in our experiments) is to try dif-
ferent lags and to pick the one that maximizes the Sharpe ratio. Another traditional
approach is to select the amount of lags using an information criteria, such as the
Akaike Information Criteria (AIC) [102] for the OLS case. Nonetheless, we can
also apply the Covariance-Penalty methods proposed in the previous section: the
Implied Sharpe ratio (SR) (Imp SR - equatjon 3]2.4) and the R-Squared (equation
[4) methods.

In summary, our main hypothesis is: can the proposed approaches, Imp SR
and R-Squared, outperform AIC and Naive in terms of out-sample/realised Sharpe
ratio?

In addition to this, we veri ed the level of alignment between the Expected/In-
Sample and Realized/Out-sample Sharpe ratios. With that, our goal was to analyse
if there was any additional bene t in terms of performance estimation that can be

made by following a Covariance-Penalty approach. In the following subsections
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we present the data and methodology used to test such hypothesis, as well as the

ndings and hypothesis testing.
3.3.1 Experimental Description

3.3.1.1 Datasets

Table[3.1 present aggregated statistics associated to the datasets used, whilst Table
[3.4 present the cumulative returns per asset pool. We have considered three main

asset classes during our evaluation: equities, currencies, and xed icome

Table 3.1: Aggregated statistics of the assets used over our empirical evaluation.

Asset Pool* N Avg Return Vol Sharperatio Calmarratio  Monthly VaR 95%
Skewness

All Assets 1361 0.0173 0.0425 0.4064 0.0809 -0.9301 -0.9314

World Equity In- 18 0.0152 0.0717 0.2114 0.0504 -0.8170 -1.0048

dices

S&P, SX5E, | 1289 0.0172 0.0439 0.3915 0.0796 -0.8816 -0.9316

FTSE, DJIA,

Russel and

Nikkei Equities

World Swaps In- 14 -0.0197 0.0624 -0.3149 -0.0433 -0.1039 -0.9955

dices

Rates Aggregatg 16 0.1220 0.0637 1.9135 0.5504 -0.8227 -0.9440

Indices

World Currencies| 24 -0.0025 0.0315 -0.0798 -0.0157 -1.0052 -0.8856

* Dally asset returns that before being averaged were volatility scaled to 10%.

3.3.1.2 Model Evaluation Scheme

We have established a testing procedure to assess different Covariance-Penalties
methodologies. Table 3.5 summarize the whole process.

The process start by splitting a sequence of retuins:;rr in several in-
sample [S) and out-sampled@S sets. The rst pair]S; andOS,, are determined by
the trading horizom and the rstlS batch sizd. After that, the whole sequence of
IS¢ andO& are created by simply accumulating, = f1S¢ 1;0S 19 and rolling
OK=frisk 1 misn+k nguntill+k h  T. Every Covariance-Penalty method-
ology — Naive, Implied SR, R-squared and AIC —tap intoltBelata to ne-tune a
particular trading strategy. The measure of their success to avoid over t is obtained
when this strategy is applied in tiSset. Using the sequence of in-sample and out-

sample results we are able to compute performance metrics to evaluate and test the

3The data was obtained from Bloomberg, with the full list of 1361 assets tickers and period avail-
able athttps://www.dropbox.com/s/oogzw8kaysx2qbp/data_list.csv?dI=0
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Figure 3.5: Window-based approach to assess covariance-penalties methodologies.
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different hypothesis. We have uskd 21 days and the initial peridd= 1008 days

in our experiments; this process is repeated per dataset and Covariance-Penalty.

3.3.1.3 Trading Strategy and Performance Metrics

Below we present the steps taken to backtest the different trading strategies. For

every pair of in-sample and out-sample dd®; 0S), run:

* Foreverylagp2f 3;5;7;9;12,15;18;21;26;31; 36;42,49;56,63; 84; 105, 1269,
do:

1. Fitthe linear model using the in-sample set availaksig)(
re= bo+ bare 1+ bory 2+ bprt pt &= fi+

with the coef cientsbg;b;::: identi ed via Ordinary or Total Least

Squares.

2. Compute the risk of choosingusing the in-sample set:

Lp=L (C5(fc wre )5 (Fesre); (Fee 15 Tee 1) 225 M)

with hat matrixM andP as a performance function, representing the dif-
ferent types of penalization used (AIC, Naive, Imp SR and R-squared).
For the AIC and R-Squared it was also computed the expected Sharpe

ratio (SR).
* Pickp = argmaxf Ls;Ls;:::;L126g, multiplying by 1 in the AIC case.

* Fit the linear model using and the in-sample set availabl&y):

re=Dbo+bary 1+ bory 2ii+bpry p +a="ri+ g

 Test this model against the out-sample d&@&J. Store out-sample realised

strategy returnd, & andSTI'{)k).
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With the sequence of results per asset in batches of in and out-sdifipla,),
(F+n+2); 00 (Flen ki Mi+h )3 L(k);SAI%k)gE: 11, we computed some metrics related

to the alignment between what was Expected and Realized:

» Correlation { as the Pearson correlation coef cient):
. 1 51 4. k)
Correlation= ( —— SR; S 3.8
orrelation= (=) & r RY) (3.8)

* Mean Absolute DifferenceMAD)

1 Ko 1. K 2~ (K).
MAD=(——) & jSR* SRYj (3.9)
i=1

whereSRY) is the Out-sample/Realized Sharpe ratio of a trading strategy until out-
sample set. Hence, the Correlation measures the association between the Expected
and Realized Sharpe ratios, whilgtAD is measuring its distance; the best case
beingMAD = 0 andCorrelation= 1.

Finally, using the sequence as a whole per asbfi,;r), (Fi+1;r+1),
25 (Fen (k13 N+ (k 1))9, we computed the Realized Sharpe ratio. In all compu-

tations made, the Sharpe ratio was computed considering a 3-month Libor.

3.3.2 Results and Discussions

Table[3.6 present the aggregated results for the different Covariance-Penalty meth-
ods, and types of Least Squares across the 1361 assets. In terms of Realized Out-
Sample (ROS) Sharpe ratio, using some Covariance-Penalty method provides a
boost in the unconditional average of 80-100% percent in relation to the Naive
approach. Our two proposed approaches, Imp SR and R-squared, also improves
20-30% in relation to the AIC lag selection. Overall, this pattern is also visible in
terms of alignment between Expected and Realized Sharpe ratios: MAD is reduced
and correlation is increased.

To check the main hypothesis, we performed a statistical comparison between

all approaches in terms of their ROS Sharpe ratio. Table 3.2 present the results of
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Figure 3.6: Aggregated results for the different Covariance-Penalty methods, and types of
Least Squares: Realized Out-Sample (ROS) Sharpe ratio, MAD and Correla-
tion. The dot and bar represent the mean and standard error, respectively, across

1361 assets.

pairedt-tests, controlling for multiple hypothesis testing using Bonferroni correc-

tion. Overall, three main patterns can be spotted:

* All Covariance-Penalty approaches outperformed signi cantly the Naive ap-

proach; and our proposed two, Imp SR and R-Squared, also compares

favourably in relation to the AIC.

» R-Squared provided slightly better results than Imp SR, but its effect-size is

small when compared to AIC and Naive cases.

* TLS improves ROS Sharpe ratio in relation to OLS; since Sharpe ratio and
Correlation are strongly associated, as TLS is maximizing correlation, it will

tend to outperform OLS in relation to this metric.

There is also another explanation of why TLS has outperformed OLS: Exhibit
12 outline the similarity between approaches in terms of ROS Sharpe ratio, and the
most frequent (mode) lag selected across the in-out sample sets, averaged across
1361 assets. Overall, TLS penalized harder than OLS, making it many setups to
adopt smaller lags, which in some sense, mimic a mean-reversion strategies; sim-
ilarly, whenever OLS preferred smaller Hypothesis Spaces (less parameters), ROS
Sharpe ratio rose. Overall ROS Sharpe ratio are quite correlated across the different

methods and types, but some diversi cation might still be attained by pooling TLS

and OLS models.
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Table 3.2: Statistical comparisons between different Covariance-Penalty approaches and
the baseline (Naive), using pairédest and Bonferroni Correction for multiple
hypothesis test. The boldfaced pairs are the ones not signi cantly different at
5% after Bonferroni correction.

Val Method ROS Sharpe ratio p-value

Left Right Mean diff t-stat Value Bonferroni
OLS-AIC OLS-Imp SR -0.0235 -3.7573| 0.00018 0.00376
OLS-AIC OLS-Naive 0.0575 10.061 | < 0.00001 < 0.00001
OLS-AIC OLS-R-Squared| -0.05351 -8.6793| < 0.00001 < 0.00001
OLS-AIC TLS-Imp SR -0.1036  -12.0062 < 0.00001 < 0.00001
OLS-AIC TLS-Naive 0.03583 3.7806| 0.000163  0.003430
OLS-AIC TLS-R-Squared| -0.1048 -12.1588 < 0.00001 < 0.00001
OLS-Imp SR OLS-Naive 0.08118 13.8264| < 0.00001 < 0.00001

OLS-Imp SR OLS-R-Squared -0.0299  -4.3723| 0.00002 0.00028
OLS-Imp SR TLS-Imp SR -0.0800  -9.4425| < 0.00001 < 0.00001
OLS-Imp SR TLS-Naive 0.05942 6.2843 | < 0.00001 < 0.00001
OLS-Imp SR TLS-R-Squared -0.08122  -9.5304| < 0.00001 < 0.00001
OLS-Naive OLS-R-Squared -0.1111  -14.7347 < 0.00001 < 0.00001
OLS-Naive TLS-Imp SR -0.1612  -17.9283 < 0.00001 < 0.00001
OLS-Naive TLS-Naive -0.02176  -2.4326| 0.01512 0.31753
OLS-Naive TLS-R-Squared -0.1624  -17.9653 < 0.00001 < 0.00001
OLS-R-Squared TLS-Imp SR | -0.0501 -6.3812| < 0.00001 < 0.00001
OLS-R-Squared TLS-Naive 0.08934 9.0067 | < 0.00001 < 0.00001
OLS-R-Squared  TLS-R-Squared -0.05129  -6.5487| < 0.00001 < 0.00001
TLS-Imp SR TLS-Naive 0.1394 14.8044| < 0.00001 < 0.00001
TLS-Imp SR TLS-R-Squared | -0.00118 -0.4581| 0.64694 1.00000
TLS-Naive TLS-R-Squared, -0.1406  -14.7307 < 0.00001 < 0.00001

ROS: OLS-AIC -ERIIE RS ER p A R 0.724  0.628  0.727 120 4 Type
e TLS
RO RS R 0.859 | 1.000 | 0.872 0.741  0.644  0.740 1004 OLS
ROS: OLS-Naive X 7PN X.5p) m 0.790 0.670 0.617  0.669 804
@
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-
ROS: TLS-Imp SR- 0.724  0.741  0.670 = 0.784 m 0.629 ©
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20 |
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Figure 3.7: Correlation matrix between ROS Sharpe ratio across methods and types, with
the average most frequent (mode) lag selected across 1361 assets.

3.4 Summary

In this experiment we proposed a new approach to dealing with nancial over t-

ting, a Covariance-Penalty Correction, in which a risk metric is lowered given the



3.4. Summary 63

amount of parameters and data used to underpins a trading strategy. We outlined
the foundation and main results behind the Covariance-Penalty correction for trad-
ing strategies. After that, we pursued an empirical investigation, comparing its per-
formance with some other approaches in the realm of Covariance-Penalties across
more than 1300 assets, using Ordinary and Total Least Squares — with the last pro-
viding superior performance.

Our ndings suggest that Realized Out-Sample (ROS) Sharpe ratio, using some
Covariance-Penalty method provides a boost in the unconditional average of 80-
100% in relation to the Naive approach. Our two proposed approaches, Implied
Sharpe ratio and R-squared, also improves 20-30% in relation to the AIC lag selec-
tion. Total Least Squares (TLS) improves ROS Sharpe ratio in relation to Ordinary
Least Squares (OLS). One of the explanations why TLS outcompeted OLS was
that TLS penalized harder than OLS, making it many setups to adopt smaller lags,
which in some sense, mimic a mean-reversion strategies. Similarly, whenever OLS

preferred smaller Hypothesis Spaces (less parameters), ROS Sharpe ratio rose.



Chapter 4

Generative Adversarial Networks for

Financial Trading Strategies

In this chapter, | present the second experiment called Generative Adversarial Net-
works for Financial Trading Strategies. It starts with an introduction covering cur-
rent approaches for model calibration and aggregation, and how Generative Adver-
sarial Networks can be a new alternative for both tasks. Second section provides
background information, how the training and selection of cGANS for time series is
performed, and their application to ne-tuning and ensemble modelling of trading
strategies. Third section outlines the experimental setting used for two case stud-
ies: ne-tuning and combination of trading strategies. After this, the penultimate
section presents the results and discussion of both case studies, with the last section

summarizing the chapter.

4.1 Introduction

Systematic trading strategies are algorithmic procedures that allocate assets aiming
to optimize a certain performance criterion. To obtain an edge in a highly competi-
tive environment, the analyst needs to proper ne-tune its strategy, or discover how
to combine weak signals in novel alpha creating manners. Both aspects, ne-tuning
and combination, have been extensively researched in different domains, with dis-

tinct emphasis and assumptions:

» Forecasting and Financial Econometrics: proper model ne-tuning is also
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known as preventindacktesting Over tting partly due to the endemic
abuse of backtested results, there is an increasing interest in devising pro-
cedures for the assessment and comparison of strategies [103, 104, 105].
Model/Forecasting combinatias an established area of research [106], start-

ing with the seminar work of [107] in the 60s, and still active [108].

» Computational Statistics and Machine Learning: model tuning falls under
the guise oHyperparameter Optimizatioft09, 110] andModel Validation
schemes [111, 112]; research on their interaction is scarce, and dealing with
dependent data scenarios is still an open area of research [113, 114]. Forming
ensembles is a modelling strategy widely adopted by this community, being
Random Forest and Gradient Boosting Trees the two main workhorses of

Bagging and Boosting strategies [115, 116].

In summary, proper model tuning and combination are still an active area of
research, in particular to dependent data scenarios (e.g., time series). Emerging
techniques such as Conditional Generative Adversarial Networks [46] can have an
impact into aspects of trading strategies, speci cally ne-tuning and to form ensem-
bles. Also, we can list a few advantages of such method, like: (i) generating more
diverse training and testing sets, compared to traditional resampling techniques; (ii)
able to draw samples speci cally about stressful events, ideal for model checking
and stress testing; and (iii) providing a level of anonymization to the dataset, differ-
ently from other techniques that (re)shuf e/resample data.

The price paid is having to t this generative model for a given time series. In
this experiment we show how the training and selection of the generator is made;
overall, this part tends to be less costly than the whole backtesting or ensemble mod-
elling process. Therefore, this experiment proposes the use of Conditional Genera-
tive Adversarial Networks (cGANS) for trading strategies calibration and aggrega-
tion. We provide evidence that cGANs can be used as tools for model ne-tuning,
as well as on setting up ensemble of strategies. Hence, we can summarize the main

highlights of this experiment:

* We have considered 579 assets, mainly equities, but we have also included
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swaps and equity indices, and currencies data.

» Our ndings suggest that cGAN can be an alternative to Bagging via Station-
ary Bootstrap, that is, when bootstrap approaches have failed to outperform,

cGAN can be employed for Stochastic Gradient Boosting or Random Forest.

* For model ne-tuning, we have evidence that cGAN is a viable procedure,
comparable to many other well established techniques. Therefore, it should
be considered part of the quantitative strategist toolkit of validation schemes

for time series modelling.

* A side outcome of our work is the wealth of results and comparisons: to the
best of our knowledge most of the applied model validation strategies have

not yet been cross compared using real datasets and different models.

Therefore, in addition to this introductory section, we structured this experi-
ment with other four sections. Next section demonstrate how the training and se-
lection of cGANs for time series was performed, as well as their application to
ne-tuning and ensemble modelling of trading strategies. Third section outlines the
experimental setting (scenario, parameters, etc.) used for two case studies: ne-
tuning and combination of trading strategies. After this, the penultimate section
presents the results and discussion of both case studies, with the last section sum-

marizing the chapter.

4.2 Training and Selecting GANs

4.2.1 Conditional GANs

As the name implies, Conditional GANs (cGANSs) are an extension of a tradi-
tional GAN, when bothG and D decision is based not only in noise or gener-
ated inputs, but include an additional information getFormally, we can de ne

a cGAN by including the conditional variablein the original formulation. There-
fore, nowG:z v! xandD:x v! [0;1], as beforeD is trained to maxi-

mize correct labelling, whilsg, in the original formulation, is trained to minimize
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log(1 D(G(zjv))). Similarly, it follows from [46] thatD andG play the following

two-player minimax game with value functi®é(G; D):
mMINMaxV(D;6) = Bx pyqa(n 109D+ E; ppllog(l  D(G(ZV))] (4.1)

in our case, given a time serigg;y>;:::; Vi, yr, our conditional set iy =

(Vt 1Y 2555 ) p) and what we are aiming to sample/discriminat s y; (with

Pdata (Yei¥Yt 1;::5 % p))- In this sensep sets the amount of past information that is
considered in the implicit conditional generative modelp # 0, then a traditional
GAN will be trained; if p is large, than the Neural Network have a larger memory,
but it will need bigger capacity to model and deal with selecting the right past val-
ues and dealing with noise vectgrexperimental setting section outline the values

we have used during our experiments.

4.2.2 Training and Selecting Generators for Time Series

With the addition of the conditional vectar, training cGANSs is akin to GANS;
what substantially change is how the right architecture is chosen across the training.
Algorithm[J] detail a minibatch stochastic gradient descent Training and Selecting
of cGANSs.

Where in Algorithm[ 1,paramsrepresents a set of hyperparameters that the
user has to de ne before runnirmgsAN Training It mainly encompasses§s andD
architectures, number of lags noise vector size and prior distribution, minibatch
sizeL, number of epochs, snapshot frequensyal), number of sample€, and
parameters associated to the stochastic gradient optimizer; all of them are speci ed
in the Experimental Setting section (see Table 4.2).

Selecting the right cGAN during the training is a dif cult task, since it is com-
putationally expensive to every iteration draw multiple samples and evaluate them.
An approximation that we considered was to add a snapshot frequency in which
everysnapiterationsG and D weights are store. This parameter plays a relevant
role in regulating the available number of cGANSs to draw samples, evaluate and se-

lect. To illustrate the selection part of Algoritim 1, Figlire]4.1 presents a sensibility
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Algorithm 1 cGAN Training and Selection

1. procedure cCGAN([y1;:::;yT]; paramg

2: for number of epochdo

3: Sample minibatch of. noise sample$zV;:::;zZ(1g from noise prior
Pz(2)

4: Sample minibatch of L examples
fiyaye uinye )@y vy p)Pgfrom paaive 1:5% p)

5: Update the discriminator by ascending its stochastic gradient:

o lg h (1M (1 OrvQ. 0] |

Noo [E_i logD(y; Jy; "v: 2y 'p) + 10g(1 D(G(Z7)y; "15:5 % ' p)))
6: Sample minibatch of. noise sample$z(D;:::: 2l g from noise prior

Pz(2)
7. Update the generator by ascending its stochastic gradient:
. ls h| INCINORTS
QGEa og(D(G(ZVjy; "1: 5% )
=1
8: if rem(epochsnap == Othen
9: Gk G,Dk D . store currenG, D asGy, Dy
10: forc 1;,Cdo . drawC samples fronGy
11: fort p+1,Tdo . generate time series
12: sample noise vecta@r p;(2)
13 drawy, = G(Zyt 5% p)
14: end for
15: Measure cGAN sample goodness-of- t (akin to chi-square dis-
tance): v
i T
RMSE=1 ——— 3 (% W)?
T op 1@%

16: end for
17: Average of all sampleRMSHG) = 28% RMSE
18: end if

19: end for
20: return G:= argming, RMSEGy), D := argming, RMSHGy)
21: end procedure

analysis of it to SPX Index.

Overall, after a sharp decrease in the rst 2000 epochs we observe a stabiliza-
tion of RMSE to the 0.018 level. Drawing more samples improve estimation, but

the gain is almost imperceptible from 20 to 100 samples. Snapshot frequency is an
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Figure 4.1: RMSE curves, considering a range of snapshot frequencies and number of sam-
ples.

Epoch = 200 Epoch = 1000

@) (b)

Cumulative Returns (%)
Cumulative Returns (%)

(d)

Figure 4.2: SPX Index log-returns (a-c) from cGAN in different epochs, with their respec-
tive cumulative returns (d-e).

important parameter, with a noticeable difference between 100 to 2500, but without
much change moving from 100 to 500. Number of samples draw feoamd the
shapshot frequency are also reported in the Experimental Setting section. Figure
[4.7 presents SPX Index samples (a-c) from cGAN and their respective cumulative
returns (d-ﬂ in different stages of training: 200, 1000 and 5000 epochs.

Clearly, with just a 200 epochs the samples generated do not resemble well

the index, whilst with 1000 the results are closer. For SPX Index, not much im-

1we are highlighting this period in particular because our analyses and results concentrated on
taking samples from 2001-2013.
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provement was observed after 1000-2000 epochs. Although the samples still ap-
pear similar to the index, some issues related to scaling and presence of overshoots
in the prediction damaged the RMSE values. Figure 4.3 look into the estimated au-
tocorrelations (ACF) and partial autocorrelations (PACF) functions using samples
of cGAN with 1000 epochs. With few exceptions, most of the observed ACF and
PACF values were in the neighbourhood of the average of several cGAN samples,
with the con dence interval (Cl) covering most of the 63 lags; this anecdotal evi-
dence suggest that our cGAN Training and Selection Algorithm is able to replicate
to a certain extent some statistical properties of a time series, in particular its ACF
and PACF. The proper evidence toward this last assertion are provided in our case

studies.

SPX Index SPX Index

— Observed 0.104 — Observed
—— ¢GAN (Average)
¢GAN (95% K€1)

— ¢GAN (Average)
cGAN (95% E1)

(a) (b)

Figure 4.3: Autocorrelations (a) and partial autocorrelations (b) for SPX Index using a
cGAN with 1000 epochs.

A nal note: we have adopted the Root Mean Square Error as the loss function
between the generator samples and the actual data, however nothing limits the user
to use another type of loss function. In the next two subsections we outline new ap-
plications that can be made using the cGAN generator: ne-tuning and combination

of trading strategies.

4.2.3 cGAN: Fine-Tuning of Trading Strategies

Fine-tuning of trading strategies consists of identifying a suitable set of hyperparam-
eters such that a desired goal is attained. This goal depends on what is the utility
function P that the quantitative analyst is targeting: outperformance during active

trading, hedging a speci c risk, reaching a certain level of risk-adjusted returns, and
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so on. This problem can be decomposed into two tasks — model validation and hy-
perparameter optimization — that are strongly connected. Using [117] as the initial

step, given a(n):

nite set of examplesX(ran) draw from a probability distributiomy(x)

set of hyperparameteks2 L, such as number of neurons, activation function

of layer j, etc.

utility function P to measure a trading strate§y performance in face of new

samples fronpx(x)

trading strategyM, with parameterg identi able by an optimization of a

training criterion, but only spotted after a certhins xed

mathematically, a trading strategy is ne-tuned properly if we are able to iden-
tify:
| = argmaxEy p,[POGM; (XHE))] (4.2)

that is, the optimal con guration fdvl, that maximizes the generalization of utility
P. In reality, since drawing new examples frgiis hard, and. could be extremely
large, most of the work in hyperparameter optimization and model validation is

done by a double approximation:

| = argmaxEx p[POGM; (XTI

arg  max  Eyx p[POx;M; (Xtrainyy) (4.3)
I 2f 1 451 2521 mg
arg _ max_ mean,yqa [P(x; M (X(TaM))] (4.4)
I 2f 1 451 251 ng

the rst approximation (eq| 4.2/3) is discretizing the search spade (@opefully
includingl ) due to nite amount of computation. There are better ways to do this
search, such as using Evolution Strategies [110] or Bayesian Optimization [109],
but this is not the focus of our work. The second approximation [eq. |4.2.3) re-

places the expectation over sampling frgg) by an average over validation sets
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x(va) Creating proper validation sets have been the focus of a substantial amount

of research:

* whenxj;:::;Xp are sampled independently and identically distributed (iid),
techniques such as k-fold-cross-validation [114] and iid bootstrap [111] can

be employed to create box{t@" andx (va),

» whenxz;:::; Xp are not iid, then modi cations have to be employed in order to
createx (rain) andX (V@) adequately. In itself, it is an ongoing research topic,
but we can mention the block-cross-validation duveblock-cross-validation
[118], sliding window [111], one-split (single holdout) [111], stationary boot-

strap [112], as potential candidates.

in this work we follow a different thread: we attempt to build an approximation
of drawing new examples frormpy using a cGAN. Algorithm P outlines the steps

followed to ne-tune a trading strategy using a cGAN generator.

Algorithm 2 Fine-tuning trading strategies using cGAN
1. procedure CGAN([ys1;:::; yr]; paramg

2: . train and select a cGAN for a time sers:::; yT
3 return G;D

4: end procedure

5. procedure CGAN-FINE-TUNING(G, [y1;:::;y1], B)
6: for | [ 1;::51 mdo

7 forb 1;Bdo

8: fort p+1,Tdo

9: sample noise vect@ p;(2)

10: drawy, = G(zjyr 1:::5% p)

11 end for

12: train data:X @ = (y oy )
13: t trading strategy:Ml(b)(X(”ai”))

14: val data:X (@ = (yr 1, 5 yr)

15: perf: ﬁ(b) — P(x(val);Ml(b)(x(train)))

16: end for

17: averageperf(l ) =( 1:B)éE:l§(b)

18: end for
19: return argmax of | ;i il g PEr (1)
20: end procedure
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Hence, we train a cGAN and use the gener@do drawB samples from the
time series. For every sample, we perform an one-split to che&f) andX(va),
so that we are able to identit¥f; parameter$ and assess a set of hyperparame-
ters| . Following eq. [(4.23), we return the hyperparamétethat maximize the
average performance across the cGAN samples. The one-split method has one pa-
rameterh which sets the holdout set size; its value is speci ed in the experimental
setting section. We compared our methodology results with other schemes that pro-
duceX®@n) andx(va) from a given dataset. Next subsection outline another use of

the cGAN generator: ensemble modelling.

4.2.4 cGAN: Sampling and Aggregation

Another potential use of cGAN is to build an ensemble of trading strategies, that is,
using base learners that are individually "weak” (e.g. Classi cation and Regression
Tree), but when aggregated can outcompete other "strong” learners (e.g., Support
Vector Machines). Notorious instantiations of this principle are Random Forest,
Gradient Boosting Trees, etc., techniques that make use of Bagging, Boosting or
Stacking [115, 116]. In our case, the closest parallel we can draw to cGAN Sam-
pling and Aggregation is Bagging. Algorithin 3 shows this method. After have
trained and selected a cGAN, we repeatedly draw a cGAN sample and train a base
learner; having proceed this way fbr= 1;:::;B steps we return the whole set of

base models as an ensemble.

An argument that is often used to show why this scheme work is the variance
reduction lemma [115]: 1&f;; :::; Yg be a set of base learners, each one trained using
distinct samples draw repeatedly from the cGAN generator. Then, if we average

their predictions and analyse its variance we have:

h
\Y,

i B B
1 - " o~
b= aVMh+2 & CWY (4.5)
b=1 1bjB

A

o JI=
?ITQJOUJ

1

if we assume, for analytical purpose, thgit,] = s 2 andClY;Yj] = rs 2for all b,
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Algorithm 3 cGAN Sampling and Aggregation

1. procedure cCGAN([y1;:::;yT]; paramg

2: . train and select a cGAN for a time serggs:::;yt
3 return G;D

4. end procedure

5. procedure CGAN-SAMPLE-AGG(G, [y1;:::;¥1], B)
6: forb 1;Bdo
.
8
9

fort p+1,Tdo
sample noise vect@ p;(2)

10: end for

11: train base Iearnei\'/ll(b)(yp+ 15 YT)
12: end for

13: return ensembIeMI(l); Y MI(B)

14: end procedure

that is, equal variance? and average correlatian this expression simpli es to:

h

y i B 1 ,

~ 1
Y, =s? st g " S (4.6)

W~
T Qow

1

hence, we are able to reduce a base learner variance by averaging many slightly
correlated predictors. By Bias-Variance trade-off [115, 116], the ensemble Mean
Squared Error tend to be minimized, particularly when low bias and high variance
base learners are used, such as deep Decision Trees. Diversi cation in the pool of
predictors is the key factor; commonly it is implemented by taknigl bootstrap
samples from a dataset. When dealing with time series, iid bootstrap can corrupt
its autocorrelation structure, and takiBgtationary bootstrap samples [112] is pre-
ferred. Bagging predictors using stationary bootstrap is, therefore, the appropriate
benchmark to compare cGAN Sampling and Aggregation. The method that is able
to produceY, and\?j with low s 2 and as slightly correlated as possible, will tend to
outperform out-of-sample. A nal note: one potential risk is that cGAN is unable to
replicate wellpgata. Therefore, thought the samples are more diverse they are also
more "biased”. This can make the base learners to miss patterns displayed in the

real dataset, or even spot ones that did not existed in the rst place.
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4.3 Experimental Setting

4.3.1 Datasets and Holdout Set

Tablg[4.1 presents aggregated statistics associated to the datasets used, whilst Figure
[4.4 illustrates the cumulative returns per asset pool. We have considered three main
asset classes during our evaluation: equities, currencies, and xed income. The data
was obtained from Bloomberg, with the full list of 579 assets tickers and period
available athttps://www.dropbox.com/s/08mjq7z49ybftqg/cgan

data_list.csv?dI=0 . The typical time series started on 03/01/2000 and n-
ished at 02/03/2018, with an average length of 4565 data points. We converted the

raw prices in excess log returns, using a 3-month Libor rate as the benchmark rate.

Table 4.1: Aggregated statistics of the assets used over our empirical evaluation.

Asset Pool* N Avg Return  \olatility — Sharperatio Calmarratio  Monthly skewness  VaR 95%
All Assets 579 0.0220 0.0453 0.4854 0.1051 -1.2169 -0.9443
World Equity Indices 18 0.0152 0.0717 0.2114 0.0504 -0.8170 -1.0048
S&P 500, FTSE 100 and 491 0.0251 0.0525 0.4785 0.1127 -1.1133 -0.9517
DJIA Equities

World Swaps Indices 48 -0.0191 0.0446 -0.4295 -0.0458 0.0275 -0.9753
Rates Aggregate Indices | 16 0.1220 0.0637 1.9135 0.5504 -0.8227 -0.9440
World Currencies 24 -0.0025 0.0315 -0.0798 -0.0157 -1.0052 -0.8856

* Before being averaged, each individual asset was volatility scaled to 10%

We have established a testing procedure to assess all the different approaches
spanned in this research. Figilire|4.5 summarize the whole procedure. The process
start by splitting a sequence of retums:::;rt in a single in-sample/trainind $)
and out-sample/testing/holdo®$ set, with both sets sizes being determined by
the trading horizorh. During our experiments we have xdu= 1260 days 5
years. Every method used or cGAN trained tap only intolhdata. Some meth-
ods, such as the other Model Validation schemes will create training and validation
sequences, but all of them only based 8rset. However, the data used to measure

their success is the same: by computing a set of metrics using theOgebt.

4.3.2 Performance Metrics

This subsection outline the utility function employed. We opted for a nancial
performance metric, instead of a generic metric based in prediction error. Low

prediction error is a necessary, but not a suf cient condition to construct alpha-


https://www.dropbox.com/s/08mjq7z49ybftqg/cgan_data_list.csv?dl=0
https://www.dropbox.com/s/08mjq7z49ybftqg/cgan_data_list.csv?dl=0
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Figure 4.4: Cumulative returns aggregated across asset pool. Before being averaged, each
individual asset was volatility scaled to 10%

I U

Figure 4.5: One-split/single holdout approach to assess all approaches in this work. During
our experiments we have xeld= 1260 days 5 years.

generating trading strategies [119]. In this sense, we mainly reported Sharpe and
Calmar ratios: metrics that combine risk and reward measures, and make different

investment strategies comparable [120, 121, 122]. These metrics can be de ned as:
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CR™ . Rw
R

whereRM) s the strategy average annualized excess retm{ﬁ@, is it volatility,
andMDD(RM)) is the strategy maximum drawdown. All of them are calculated
using the strategy instantaneous retur{ﬁ@ = ry f(f;) as the building block. In

this case,f(ft) is our trading signal, a transformatidnof the estimated returns ~
outputted by a predictive model. We opted to use an identity functiof(f@)y = f;

so we can avoid having another layer of hyperparameters; in practice an user can
select another transformation.

Finally, it should be mentioned that most of our reported results are aggregated
across all 579 assets. Although the ratios provide a common basis to compare strate-
gies with different risk pro les, still, the asset pool is quite diverse and is affected
by outliers. Hence, we opted for robust statistics (median, mean absolute deviation,

quantiles, ranks, etc.) to compare and statistically test the different hyp&hesis

4.3.3 cGAN Con guration

Table[4.2 outlines the three different architectures usedfandD of a cGAN.

Since the main variation is the number of neurons used, we abbreviated their names
across the cases as cGAN-Small, cGAN-Medium and cGAN-Large. This variation
will allow us to check how different architecture sizes perform across the bench-
marks.

After a few initial runs, we opted for Stochastic Gradient Descent with learning
rate of 0.01 and batch size of 252 as the optimization algorithm. Input features
and target were scaled using a z-score function to ease the training process. We
selected the right cGAN to use by taking snapshots every 200 iterasoap£
200), drawing and evaluating 50 samples per generator along 20000 epochs. Finally,
we used 252 consecutive lags as conditional information (around one year) with

the noise prior (Standard NormalN(0; 1)) wielding the same dimension of the

2The readers interested to understand more about the nonparametric statistical tests used in this
work — Friedman, Holm Correction and Wilcoxon rank-sum test — should consult this reference
[123].
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Table 4.2: Con gurations used to train and select the cGANSs.

Abbreviation

Individual Con guration

cGAN-Small G, D)
cGAN-Medium G, D)
cGAN-Large G, D)

number of neurons = (5, 5)
number of neurons = (100, 100)
number of neurons = (500, 500)

Other Con guration Values
Architecture Multilayer Perceptron
Number of hidden layers 1
Hidden layer activation function recti ed linear
G Output layer activation function linear
D Output layer activation function sigmoid
Epochs 20000
Batch Size 252
Solver Stochastic Gradient Descent

Solver Parameters

Conditional info

Noise priorp;(2)

Noise dimensiomim(z)

Snapshot frequencgitap

Number of samples for evaluation
Input features scaling function
Target scaling function

learning rate = 0.01

N(0; 1)

252

200

C=50

Z-score (standardization)
Z-score (standardization)

conditional input; we did it to increase the chance to create a more diverse pool of

examples, as well as to make it harder for the generator to omit/nullify the weights

associated with this part of the input layer.

4.3.4 Case |: Combination of Trading Strategies

4.3.4.1 Overview

This case evaluates the success of different combination of trading strategies. In
this sense, Algorithmi]4 presents the main loop used for cGANs and Stationary
Bootstrap. First step is to resample the actual ret®®s;;:::;rt 1) using Station-

ary Bootstrap or cGAN, creating a new sequence of returpis::;r 0= X (train)

set. We then proceed as usual: X$&2") to train a base Iearndml(b), and add it to

the ensemble s&SAll of these steps are repeatBdimes. Finally, we can propa-
gate theDSfeature set through the ensemBl§ get the aggregated prediction, and

compute its performance within this holdout set.
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Algorithm 4 Generic loop for combination of strategies
1. forb 1;Bdo
2. XU = frpsunre jg= RYroisr p)
3: t trading Strategy;Ml(b)(X(train))
4. addto ensembleES Ml(b)(x(train))

5. end for
6: testensembleP(rt n;:::r1; AQgES)

4.3.4.2 Methods and Parameters

Table[4.8 presents the instantiationsdR§ M, , andAggof Algorithm[4. The main
competing method is the Stationary Bootstrap; forRfischemes, we have taken
different number of resampl&; so that we could compare the ef ciency for differ-

ent sizes of the ensemble. We used two main base learners: a deep Regression Tree
and a large Multilayer Perceptron. The main idea was to follow the usual principle

of using low bias and high variance base learners. We employed a xed feature set
of 252 consecutive lags, and averaged the prediction of all members. Therefore,
we can describe the main hypothesis agtich resampling scheme RS is able to
create a set of trading strategies ES Ml(l); o Ml(B)g that in aggregate manage to

outcompete during the OS period?

Table 4.3: Main con guration used for Case |: Combination of Trading Strategies.

Resampling SchemeR9 Parameters

Stationary Bootstrap [112] B = f20,100500y samples and
block size = 20

cGAN-Small B = 20,100,500y samples

cGAN-Medium B = f 20,100,500y samples

cGAN-Large B = f 20,100,500y samples

Trading Strategy (M, ) Hyperparameters ( )

Regression Tree (Reg Tree) [116] unlimited depth, with minimum number of
samples required to split an internal node
of 2

Multilayer Perceptron (MLP) [116] number of neurons £200Qgy,

weight decay £ 0:0000 and ac-
tivation function =f tanhg
Other details Values
Number of lags used as features re 1, 2,550 252
Aggregation functionAgg Mean
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4.3.5 Case ll: Fine-tuning of Trading Strategies

4.3.5.1 Overview

This case evaluates the success of different ne-tuning strategies, in particular those
that createX (tan) andx (V@) sets for time series. In this sense, Algorithim 5 presents
an uni ed loop used regardless of the methodology employed: from data splitting,

hyperparameter selection, and performance calculation.

Algorithm 5 Generic loop for ne-tuning of trading strategies

1. forb 1;Bdo . All training and validation folds
2 Xrain.xva -= Mv/(rq;:irr p)

3: for | [ 1;::1 mdo

4: t trading strategy:Ml(b)(X(”ai“))

5 check stratequ(b) = p(x(vab: Ml(b)(x(”ai”)))
6: end for

7. end for

8: for | [ ;1 mdo

9: average across setgerf(l ) = ( 1=B) éE: 1§(b)

10: end for

11: opt hyperparam: | = argmax f| ;i ,::::1 g PEr (1)
12: ttrading strategy : M, (XU .= ry::opp )

[EEN
w

. test trading strategy: P(rr p;:::;rr; M (X trainy)

It start by splitting thelS= frq;::rr hg set in X" gnd X(Va) ysing a
Model Validation methodologMV — one-split, stationary bootstrap, cGAN, etc.
Then, for every hyperparameley;:::;| m, we tatrading strategy (e.g., Multi-layer
Perceptron Ml(b)) that aims to predict; using lagged information, 1;::;;ry pas
the feature set. We check the strategy performaﬁb&ejsing a validation sex (va)
and an utility functionP (e.g., Sharpe ratio). This process is repeated for all train-
ing and validation setd). Then, we measure the worthiness of a hyperparameter
I (e.g., (number of neurons, weight decay) = (20, 0.05)) by averaging its perfor-
mance across the validation foldsr f(I ); the optimal con guration is the one that
maximizes the expected utility. Using this hyperparameter, a nal model is tted

and tested usin@Sset.
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4.3.5.2 Methods and Parameters

Table[4.4 presents the instantiationawf, M, , | andP of Algorithm|5.

Table 4.4: Main con guration used for Case Il: Fine-tuning of trading strategies.

Model Validation (MV)

Parameters

Naive (x(val) — X(train))

Sliding window [111]

Block cross-validation [118]
hv-Block cross-validation [118]

One-split/Holdout/Single split [111]
k-fold cross-validation [114]
Stationary Bootstrap [112]

cGAN-Small
cGAN-Medium
cGAN-Large

stride and window sizes 252 days

block size= 252 days

block size = 252 days and
gap size = 10 days

X(va) = |ast 1260 days

k =10 folds
B = 100 samples and
block size = 20

B = 100 samples
B = 100 samples
B= 100 samples

Trading Strategy (M, )

Hyperparameters ( )

Gradient Boosting Trees (GBT) [116]

number of trees £50; 100,200y, learning
rate =f0:000%0:001, Q01;0:1;1:0g and
maximum depth £1;3;5g

Multilayer Perceptron (MLP) [116]

neurons =f 20;50; 100 200y, weight de-
cay =f0:0010:01, 01; 1:0g and activation
function =ftanhg

Ridge Regression (Ridge) [116]

shrinkage = f0:0000% 0:00005,
0:0002;0:0005, 0001 0:005, QO01;0:05,
0:1;0:5;1:0g

Other details

Values

Number of lags used as features
Hyperparameter search
Utility function P

Grid-search or Exhaustive search
Sharpe ratio

Apart from the three different architectures of cGANSs, the competing methods
to cGAN for ne-tuning trading strategies are: naive (training and validation sets are
equal), one-split and sliding window; block, hv-block and k-fold cross-validation;
stationary bootstrap. Hence, the main hypothesigigen a trading strategy M
which MV mechanism is able to uncover the best con gurakicio apply during
the OS period?e search for an answer to this hypothesis using linear and nonlin-
ear trading strategies (Ridge Regression, Gradient Boosting Trees and Multilayer
Perceptron). We used the Sharpe ratio as the utility function, grid-search as the hy-
perparameter search method, and a xed feature set consisting of 252 consecutive

lags.
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4.4 Case Studies

4.4.1 Case |: Combination of Trading Strategies

Table[4.5 presents the median and mean absolute deviation (MAD - in brackets)
results of ensemble strategies in @& set. Starting with Regression Tree (Reg
Tree), we observe that the median Sharpe and Calmar ratios of cGAN-Large was
higher across distinct number of base learn&s (20;100,500). In fact, it was
already twice as much of Stationary Bootstrap (Stat Boot), even when the number
of samples was smalleB(= 20); after this point some gain can still be obtained,
but it seems that most of the diversi cation effect had already been realised. A
different picture can be draw for Multilayer Perceptron (MLP): in this case Stat
Boot produced better median Sharpe and Calmar ratios across the assets, with some
exceptions wheB = 20.

Looking into cGAN results, often the con guration cGAN-Large performed
better, whilst in the other side of the spectrum cGAN-Small underperforming.
Overall, our results suggest that using a high capacity MLP as the Genera-
tor/Discriminator helps to produce a Resampling Strategy that favours the training
of base learners. We also reported the Root Mean Square Error (RMSE) since it is
usual to report it for Ensemble Strategy. Numerically, they were very similar, nev-

ertheless cGAN-Medium obtained the best values add@swl trading strategies.

Sharpe Ratio - Regression Tree - B=500 RMSE - Regression Tree - B=500
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Figure 4.6: Scatterplot of Sharpe ratio (a) and RMSE (b) values obtained using cGAN-
Large and Stat Boot across 579 assets.
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Table 4.5:
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Median and Mean Absolute Deviation (MAD) results of Trading and Ensemble
Strategies on th®Sset.

. Ensemble Strategy
Trad Strat |- Metric B Stat Boot cGAN-Small cGAN-Medium cGAN-Large
20 | 0.042560 (0.380039) 0.053867 (0.378896) 0.044741 (0.380228)080540(0.360695)
Sharpe | 100 | 0.062837 (0.378920) 0.058820 (0.387749)  0.030588 (0.390573)0864230.406171)
500 | 0.074116 (0.397212) 0.067905 (0.392788) 0.072071 (0.392382)098094(0.424621)
20 | 0.019442 (0.230641) 0.022619 (0.201044) 0.018987 (0.200623)0354730.191353)
Reg Tree | Calmar | 100 | 0.027235 (0.241023)  0.024254 (0.209783)  0.011890 (0.201523)0365230.239046)
500 | 0.034422(0.266419) 0.031174(0.212710) 0.032761 (0.22151@)0422320.251194)
20 | 0.014397(0.005570) 0.014561 (0.005604)0.0142890.005414) 0.014411 (0.005432)
RMSE | 100 | 0.014096 (0.005486) 0.014281 (0.005545)0.0139880.005357)  0.014099 (0.005373)
500 | 0.014035 (0.005470) 0.014203 (0.005531)0.0139120.005346) 0.014033 (0.005361)
20 | 0.080722 (0.390515) 0.079428 (0.416847)0.087960(0.393913) 0.069866 (0.398197)
Sharpe | 100 | 0.0975760.382028) 0.063012 (0.415537) 0.091344 (0.397506) 0.087216 (0.414697)
500 | 0.0922620.390161) 0.059344 (0.415700) 0.073652 (0.389588) 0.085333 (0.414096)
20 | 0.035525 (0.223141) 0.030805 (0.217727)0.037877(0.219139)  0.031145 (0.214533)
MLP Calmar | 100 | 0.045916(0.227827) 0.023479 (0.223602) 0.040718 (0.217648) 0.040572 (0.223359)
500 | 0.0386780.237459) 0.024014 (0.225413) 0.035688 (0.215691)  0.035885 (0.222552)
20 | 0.014030 (0.005416) 0.013999 (0.005408)0.013910(0.005345) 0.014055 (0.005369)
RMSE | 100 | 0.013924 (0.005399) 0.013973 (0.005403)0.0138780.005339)  0.014028 (0.005363)
500 | 0.013924 (0.005400) 0.013974 (0.005402)0.013887(0.005337)  0.014033 (0.005362)

Except for RMSE, MAD values were high for Sharpe and Calmar ratios across
the different combinations. Hence in aggregate, any numerical difference can be-
come imperceptible from statistical lens. Tgblg 4.6 shows if some of the differences
raised about the values in Table]4.5, only between cGAN-Large and Stat Boot, are
statistically signi cant or not. Overall, apart from RMSE, p-values of Wilcoxon
rank-sum test were in general above 0.05 (signi cance level adopted), meaning that
the differences observed were not substantial across models, number of samples,
and Sharpe or Calmar ratios.

Table 4.6: p-values of Wilcoxon rank-sum test comparing cGAN-Large with Stationary
Bootstrap results.

. B

Trad Strat| Metric 20 100 500
Sharpe| 0.2440 0.3432 0.7832
Reg Tree | Calmar| 0.8495  0.2958 0.9106
RMSE | 0.0456 < 0.0001 < 0.0001
Sharpe| 0.7941  0.3994 0.4295
MLP Calmar| 0.8119 0.4805 0.4053
RMSE | 0.7973 0.0043 0.0007

In principle, so far it seems that there is little difference between cGAN-Large
and Stat Boot, across models, metrics and number of samples. However, this equiv-

alence in aggregate often do not manifest itself at the micro level. Fjgure 4.6
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presents this analysis: plotting the Sharpe ratio and RMSE obtained for every asset
using cGAN-Large and Stat BooBE 500). For RMSE there is an almost per-
fect correlation — when cGAN-Large thrives, Stationary Bootstrap also do, with the
converse also holding. However, a different phenomena occurs for Sharpe ratio:
apart from a few outliers that skewed the correlation (0.407733), when Stat Boot
fails to deliver reasonable results, cGAN-Large can provide a feasible alternative
for combining weak signals. This complementarity, not perceived when looked in
aggregate, can be an asset for the quantitative analyst in its pursuit to build alpha
generating strategies.

To give a more concrete example of this complementarity, Figufe 4.7 presents
the main ndings obtained for SPX Index. Figures]4.7a 4.7b show cGAN-
Large as the ensemble strategy using Regression Tree and Multilayer Perceptron as
the base learners, respectively. Regression Trees seemed more successful, obtaining
a Sharpe and Calmar ratios of 1.00 and 0.75 approximately; but for both methods,
cGAN-Large managed to produce positive Sharpe and Calmar ratios. Conversely,
Stat Boot failed in both cases, scoring a Sharpe ratio near to 0.0 (Fjgures 4.7c and
[4.7d). This outperformance manifested in a substantial gap between the cumula-
tive returns of the different approaches (Figures 4.7g[and 4.7h). Finally, although
both methods similarly minimized RMSE (Figufes|4.7e[and 4.7f), this minimization
manifested itself very differently from a Sharpe/Calmar ratio points of view. As a
side note, this suggest that minimizing RMSE (a predictive metric) is not an ideal
criteria when Sharpe ratio (a nancial metric) is the metric that will decide which

strategy to be implemented.
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Figure 4.7: Main ndings for SPX Index; (a-d) Sharpe and Calmar ratios per additional
unit in the ensemble; (a,c) Regression Trees built on cGAN-Large and Stat
Boot samples, respectively; (b,d) Multilayer Perceptron built on cGAN-Large
and Stat Boot samples, respectively. Figures (e,f) outline the RMSE of both ap-
proaches per additional unitin the ensemble; (e) Regression Tree, (f) Multilayer
Perceptron. Figures (g,h) present the cumulative returnB f0500 using (g)
Regression Tree and (h) Multilayer Perceptron (targeting 10 % of volatility).
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4.4.2 Case ll: Fine-tuning of Trading Strategies

Table[4.7 presents the quantiles of Sharpe and Calmar ratios@Sket across the

86

579 assets for different trading strategies and model validation schemes. Starting

from Ridge, we can spot that there not much differences between the model vali-

dation schemes, with Naive yielding the worst median (50%) values (0.121), and

hv-Block, Block and cGAN-Medium with the best median (0.138); same can be

said with respect to Calmar ratios.

Table 4.7: Quantiles of Sharpe and Calmar ratios in (D8 set across the 579 assets for

different trading strategies and model validation schemes.

Trad Strat Metric Quant . . - Model Validation Scheme .

Naive One-Split Sliding hv-Block Block k-Fold Stat Boot CcGAN-Small cGAN-Medium cGAN-Large

0% -1.594 -1.594 -1.594 -1.594 -1.594 -1.493 -1.594 -1.493 -1.493 -1.493

25% -0.215 -0.212 -0.213 -0.201 -0.201 -0.214 -0.213 -0.197 -0.197 -0.197

Sharpe 50% 0.121 0.134 0.122 0.138 0.138 0.135 0.135 0.135 0.138 0.136

75% 0.403 0.418 0.409 0.409 0.409 0.424 0.410 0.424 0.419 0.419

Ridge 100% 3.156 3.177 3.238 3.226 3.226 3.177 3.203 3.226 3.226 3.226

0% -0.290 -0.290 -0.218 -0.290 -0.290 -0.290 -0.209 -0.218 -0.203 -0.203

25% -0.075 -0.071 -0.071 -0.071 -0.071 -0.071 -0.071 -0.071 -0.071 -0.071

Calmar 50% 0.055 0.063 0.060 0.064 0.064 0.063 0.064 0.063 0.064 0.064

75% 0.236 0.251 0.232 0.239 0.241 0.241 0.241 0.241 0.244 0.244

100% 5.074 4.561 4.561 4.561 4.561 4.561 4.561 4.561 4.561 4.561

0% -1.362 -1.583 -1.554 -1.291 -1.297 -1.389 -1.062 -1.150 -1.212 -1.176

25% -0.310 -0.280 -0.263 -0.246 -0.254 -0.207 -0.226 -0.290 -0.241 -0.247

Sharpe 50% 0.020 0.061 0.073 0.086 0.097 0.112 0.115 0.059 0.061 0.067

75% 0.352 0.390 0.400 0.396 0.416 0.406 0.429 0.380 0.396 0.416

MLP 100% 1.249 1.579 1.390 1.564 1.903 1.663 1.896 1.733 1.757 1.464

0% -0.330 -0.324 -0.254 -0.264 -0.266 -0.328 -0.213 -0.286 -0.238 -0.276

25% -0.099 -0.095 -0.089 -0.081 -0.090 -0.073 -0.073 -0.093 -0.087 -0.093

Calmar 50% 0.008 0.026 0.031 0.039 0.046 0.050 0.056 0.022 0.028 0.032

75% 0.194 0.213 0.212 0.214 0.242 0.229 0.235 0.211 0.229 0.224

100% 1.565 1.981 1.738 2.399 2.381 1.724 1.586 2.209 1.554 1.579

0% -1.197 -1.171 -1.155 -1.289 -1.143 -1.038 -1.073 -1.157 -1.275 -1.157

25% -0.233 -0.192 -0.208 -0.167 -0.143 -0.212 -0.214 -0.239 -0.209 -0.224

Sharpe 50% 0.088 0.159 0.142 0.175 0.211 0.174 0.162 0.123 0.150 0.133

75% 0.391 0.503 0.488 0.537 0.546 0.534 0.527 0.446 0.531 0.473

GBT 100% 5.174 5.174 4.411 5.174 5.174 5.174 5.174 3.443 1.929 5.174

0% -0.665 -0.218 -0.251 -0.300 -0.346 -0.393 -0.198 -0.246 -0.471 -0.222

25% -0.080 -0.070 -0.078 -0.058 -0.060 -0.076 -0.077 -0.084 -0.076 -0.084

Calmar 50% 0.038 0.071 0.066 0.081 0.105 0.077 0.072 0.053 0.067 0.064

75% 0.232 0.325 0.299 0.348 0.385 0.331 0.333 0.295 0.325 0.306

100% 7.492 7.492 6.454 7.492 7.492 7.492 7.492 3.782 2.845 7.492

Regarding Multilayer Perceptron (MLP) Sharpe ratio results, we can spot a

bigger contrast in median terms: Naive fared worst as expected (0.020), with Sta-

tionary Bootstrap (Stat Boot) obtaining a median value six fold bigger than Naive.

In this case, cGAN-Large (0.067) fared better across the cGANSs, but still far from

the top median values. For Gradient Boosting Trees (GBT), cGAN-Medium was the

best of all cGAN approaches, obtaining better results than Sliding window scheme.

However, these gures fell short to those of Block and hv-Block schemes, both

faring 0.211 and 0.175 median Sharpe ratios, respectively.

So far we have focused on mainly at the median values, and though we can spot

some discrepancies across the methods, these become small when we take into ac-
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count the average interquartile ragaé 0.4 units of Sharpe ratio, around 3-5 times

the size of the median values. In this sense, to statistically assess whether some of
the observed difference is substantial, Tablé 4.8 presents a statistical analysis using
the average ran@sFriedmanc2 test and Holm correction for multiple hypothesis
testing of the different model validation schemes for Ridge, MLP and GBT based

on the Sharpe ratio results.

Table 4.8: Average ranks, Friedman and Holm post-hoc statistical tests of the Sharpe ratio
for Ridge, MLP and GBT.

Ridge-Sharpe MLP-Sharpe GBT-Sharpe
Method Avg Rank p-value Method Avg Rank p-value Method Avg Rank p-value | Holm Correction
Naive 5.700 0.0022 Naive 5.900 < 0.0001 Naive 6.074 < 0.0001 0.0055
Sliding 5.630 0.0081 One-Split 5.718 0.0004 cGAN-Large 5.642 < 0.0001 0.0062
Stat Boot 5.605 0.0121 CcGAN-Small 5.549 0.0114 Sliding 5.628 < 0.0001 0.0071
k-Fold 5.592 0.0148 | cGAN-Medium 5.497 0.0254 CGAN-Small 5.597 < 0.0001 0.0083
One-Split 5.510 0.0481 Sliding 5.489 0.0287 cGAN-Medium 5.431 0.0032 0.0100
cGAN-Small 5.503 0.0531 hv-Block 5.449 0.0492 k-Fold 5.427 0.0034 0.0125
cGAN-Large 5.487 0.0644 Block 5.444 0.0525 Stat Boot 5.427 0.0034 0.0167
CcGAN-Medium 5.477 0.0729 CcGAN-Large 5411 0.0783 One-Split 5.415 0.0043 0.0250
hv-Block 5.253 0.4743 k-Fold 5.359 0.1368 Block 5.359 0.0112 0.0500
Block 5.243 - Stat Boot 5.183 - hv-Block 4.992 - -
Friedmanc? 571501  <0.0001 Friedmanc? 2040.8 <0.0001 Friedmanc? 2865.34  <0.0001

For Ridge Regression, the lowest rank was obtained by Block cross-validation
(Block), whilst the worst by Naive (5.700). cGANs methods were consecutively
in the third, fourth and fth places, beating other methods, such as Stat Boot, k-
fold cross-validation, etc. The Friedmarf statistics of 5715.01 signal that the
hypothesis of equal average rank across the approaches is not statistically credible
(p-value< 0.0001). By running a pairwise comparison between Block and the
remaining approaches, we can spot that only Naive has stand out as a substantially
worst approach, even when we control for multiple hypothesis testing (check Holm
Correction column for the adjusted level of signi cance).

In respect to MLP ranking results, Naive performed worst as well (5.900), with
Stat Boot being the top scheme in this case (5.183); cGAN-Large in the third posi-
tion, comparing favourably to the other cGAN con gurations, as well as hv-Block,

Sliding window, etc. Apart from Naive and One-Split/Single holdout scheme, all the

3A measure of dispersion calculated by taking the difference between the 3rd quartile (75%) and
25% 1st quartile.

4“When we rank the model validation schemes for a given asset, it means that we sort all them
in such way that the best performer is in the rst place (receive value equal to 1), the second best is
positioned in the second rank (receive value equal to 2), and so on. We can repeat this process for
all assets and compute metrics, such as the average rank (e.g., 1.35 means that a particular scheme
was placed mostly near to the rst place).
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remaining approaches were not statistically different from Stat Boot. On the GBT
case, we can spot that hv-Block outperformed all approaches, with the cGANs do

not delivering reasonable results in this case.

Overall, apart from a few analyses and cases (e.g., GBT and Naive method),
in aggregate the model validation schemes do not appear to be signi cantly distinct
from each other. This can be interpreted that cGAN is a viable procedure to be part
of the ne-tuning pipeline, since its results are statistically indistinguishable to well
established methodologies. When we drill down into the results, in particular to

the Sharpe ratios of the different approaches, we can spot a low correlation among

the validation schemes; Figyre { Bresents correlation matrices based on Sharpe

ratios of model validation schemes for MLP (a) and GBT (b).

Though in median and rank terms the strategies look similar, at the micro-level
they appear quite the opposite, in particular to the MLP case. Even the cGANSs pro-
vide distinct Sharpe ratios, showing the importance of the underlying con guration
of the Generator/Discriminator. In general, this outline that distinct model valida-
tion schemes are arriving with different hyperparameter combinations, incurring in
distinct values for Sharpe and Calmar ratios in @®set. Hence, it may be that
in some assets cGAN outcompeted the remaining model validation schemes. To
exemplify that, Tablé 4]9 presents a sample of Sharpe ratio results @Sket for

cases where cGAN-Large outcompeted the other methods.

We can spot a few instances that cGAN-Large substantially fared better results,
such asin a 2y Australian Dollar Swap, New Zealand Dollar vs US Dollar Currency,
and Consolidated Edison Inc. Equity. This set of results suggest that cGAN-Large
is a viable alternative for ne-tuning machine learning models when other method-
ologies provide poor results, and it should be considered in the portfolio of different
validation schemes aside of the distinct trading strategies models.

Finally, Figure[ 4.9 outlines the cumulative returns for SPX Index for a few of
the different model validation schemes using MLP as the trading strategy. In this

case, Stat Boot and One-Split were unable to produce a prot after ve years of

SWe decided to omit Ridge since all of the correlations were above 0.8.
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Table 4.9: A sample of Sharpe ratio results in tlS set for cases where cGAN-Large
outcompeted the other methods.

ADSWAP2Q CADJPY EDUN NKY NzDUSD
MV Scheme CMPN BGN Equity  Index BGN
Curncy Curncy Curncy

Naive -0.3477 0.2009 -0.0343 -0.5785 0.4503
One-Split -0.0184 -0.4218 0.0108 0.0520 -0.0809
Sliding 0.5600 -0.8328 -0.227 0.1083 0.1034
k-Fold 0.0505 -0.2861 0.4068 -0.3347 -0.3104
Block 0.4344 0.2219 -0.0971 -0.8870 0.1215
hv-Block 0.1120 -0.3932 0.5364 -0.0244  -0.272
Stat Boot 0.4296 -0.19498 0.3107 -0.3068 -0.2616
cGAN-Small 0.5146 -0.6222 -0.0980 0.1095 0.3059
cGAN-Medium 0.84 -0.0901 0.3443 0.0884  0.0582
cGAN-Large 1.4207 0.5885 1.1224 0.2263 0.6703

(@ MLP (b) GBT

Figure 4.8: Correlation matrices based on Sharpe ratios of model validation schemes for
MLP (a) and GBT (b).

trading, whilst cGAN-Large and hv-Block produced around 10% of return for a
given initial amount of investment (they both found out the same hyperparameters,
therefore obtaining similar pro les). This is another example that demonstrate the
relevance of having a set of model assessment schemes, as similar as the more
common defensive posture of having a portfolio of trading strategies/models and

hyperparameter optimization schemes.
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Figure 4.9: SPX Index cumulative returns in th@S set for different model validation
schemes using MLP as the trading strategy. cGAN-Large and hv-Block found
out the same hyperparameters, therefore obtaining similar pro les.

4.5 Summary

This experiment has proposed the use of Conditional Generative Adversarial Net-
works (CGANS) for trading strategies calibration and aggregation. To this purpose,
we provided a full methodology on: (i) the training and selection of a cGAN for
time series generation; (ii) how each sample is used for strategies calibration; and
(i) how all generated samples can be used for ensemble modelling. To provide
evidence that our approach is well grounded, we have designed an experiment en-
compassing 579 assets, tested multiple trading strategies, and analysed different
capacities for Generator/Discriminator. In summary, our main contributions were
to show that our procedure to train and select cGANs is sound, as well as able to
obtain competitive results against traditional methods for ne-tuning and ensemble
modelling.

Being more speci ¢, in the Case Study I: Combination of Trading Strategies,

we compared cGAN Sampling and Aggregation with Stationary Bootstrap. Our re-
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sults suggest that both approaches are equivalent in aggregate, with non-statistically
signi cant advantage for cGAN when using Regression Trees, and for Stationary
Bootstrap when using a shallow Multilayer Perceptron. But when Bagging via Sta-
tionary Bootstrap fails to perform properly, it is possible to use cGAN Sampling
and Aggregation as a tool to combine weak signals in alpha generating strategies;
SPX Index was an example where cGAN outcompeted Stationary Bootstrap by a
wide margin.

In relation to the Case Study IlI: Fine-tuning of trading Strategies, we com-
pared cGAN with a wide range of model validation strategies. All of these were
techniques designed to handle time series scenarios: these ranged from window-
based methods, to shufing and reshufing of a time series. We have evidence that
cGANSs can be used for model tuning, bearing better results in cases where tradi-

tional schemes fall.



Chapter 5

Transferring Learning Across

Trading Strategies

In this chapter, | present the third experiment Transferring Learning Across Trading
Strategies. | begin with an introductory section, motivating the problem, approach
used and highlighting the main ndings of the experiment. The second section fo-
cus on the methodology employed in this work: rstly by delving into QuantNet,
highlighting its architecture and other relevant details; secondly by detailing the
datasets, experiments, assumptions and metrics used to evaluate QuantNet. After
this section, | present results and discussions, with the last section exhibiting a sum-

mary of the experiment.

5.1 Introduction

Systematic trading strategies are model-based asset-allocation procedures aiming to
maximize return over risk, provide insurance against market shocks, and so on. In
order to obtain any of these desired behaviours, quantitative trading strategists have
to deal with questions like which assets to hold, trading periods, which model to
use and how to ne-tune its parameters. To this end, quantitative strategies usually
employ a scheme where many variations of a strategy are tried on the same historical
data, usually called in the literature Backtesting124, 31].

Nonetheless, if this search is performed exhaustively and without the proper

tools, as a result, trading strategies looking good on paper often perform poorly
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when presented with new data. This problem is often referred in the literature as
Backtest Over tting[124, 5]. Many procedures have been proposed to deal with
problem, particularly by the Econometrics and Quantitative Finance communities:
Data Snooping [14], Overestimated Performance [125, 5], Cross-Validation Eval-
uation [7], and Covariance-Penalty Corrections [126]. Also recently, Generative
Adversarial Networks [49], a technique branching from the Machine Learning com-
munity, have been also used to improve trading strategies calibration.

This lack of generalization to new data is not a phenomena exclusive in nance:
this is faced by any data-driven procedure, and have been widely studied by the
Statistics and Machine Learning communities [127, 128, 6]. In its core, this issue
can be attributed to spurious relationships, emerging between the input features
(e.g. lagged returns) and the outcome variable (e.g. returns), potentially emerging
or magni ed by the limited amount of data. More recently, a form of modelling
called Transfer Learning56, 60, 57, 67] have been employed to circumvent this
data scarcity problem. The basic idea is to pre-train a generic model across tasks
that are similar to our target task; the knowledge obtained by the pre-trained model
is then transferred by encouraging the target task model to yield similar parameters.

Below we highlight a few bene ts of this learning paradigm:

* Better target task performance: traditional data-driven modelling works in
isolation, meaning that a bespoke model is built for each new task. In trans-
fer learning each assignment is perceived as an opportunity to accumulate
knowledge, and by transferring this to a new model it usually makes the com-

bination better than the isolated baseline [67, 129].

» Improved total performance: since in transfer learning every new task can be
used to enhance the pre-trained model, the previous tasks may also bene t
from this boost in performance. Hence, by having this shared structure the

average performance across tasks tend to be improved [61, 62].

» Model-development time: utilizing the sourced knowledge from the pre-

trained architecture tends to make the learning process faster compared to
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learning from scratch [69, 78]. Also, tapping into a pre-trained model can re-
duce the necessity of extensive model selection, quickening the deployment

process of target task model.

More speci cally to tting trading strategies, it is hard to glean general mar-
ket dynamics from a single market due to spurious correlations, but by integrat-
ing idiosyncratic noise out, it may be possible to learn general market dynamics.
Transfer Learning is a framework for that. Using this learning paradigm, we intro-
duce QuantNet: an architecture that is capable to learn market-speci ¢ and market-
agnostic dynamics. QuantNet is trained over different markets, building trading
strategies that can pick up the "signal” instead of the "noise” in the nancial time-
series. In summary, our ndings suggest that QuantNet performs better than non
transfer-based strategies, improving Sharpe ratio in 15% and Calmar ratio in 41%
across 3103 assets in 58 equity markets across the world.

Beyond this introductory section, we organized this experiment as follows:
next section focus on the methodology employed in this work, rst delving into
QuantNet, highlighting its architecture and other relevant details; secondly, detail-
ing the datasets, experiments, assumptions and metrics used to evaluate QuantNet.
After this section, we present results and discussions, with the last section exhibiting

our concluding remarks.

5.2 Methodology

In this section we outline QuantNet, an architecture to transfer knowledge across
systematic trading strategies, and the datasets and experiments to empirically eval-
uate it. The rst part focus on describing QuantNet: (i) the general idea and how the
sequential parameter-transfer is performed; (ii) pseudo-code describing the steps to
perform its training; and (iii) the loss function and other details about it. The sec-
ond part deals with the empirical evaluation of QuantNet: (i) the markets used and
the period analysed; (ii) the hyperparameter optimization and model validation pur-
sued; and (iii) assumptions, metrics, and the architecture implemented.

Using the taxonomy developed in ChapterQjantNet can be classi ed as
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part of Sequential Transfer Learning, using a Parameter-transfer approacis

sense, we aim to learn the target task model by sharing and updating the archi-
tecture's weights and activation functions across the tasks. Since each task have
different number of inputs/outputs, this component is task-speci c. All of these

details are better outlined in the next section.

5.2.1 QuantNet

Figure[5.1 portrays QuantNet work ow: from market data, encoding, transferring

of knowledge, to decoding/signal generation.

Figure 5.1: QuantNet work ow: from market data, encoding, transferring of knowledge,
to decoding/signal generation.

Every market 1; My;:::;My) is composed of an encoder, decoder and a
dataset of assets excess returngro;::;;ry; ;9. For example in Figurg 5.1 we
outlined the following markets: S&P 500 (SPX), FTSE 100 (UKX), Saudi Arabia
Tadawul All Shares (SASEIDX). A J matrix of returns per market, with as
the number of assets ampds the sequence length, are then mapped using a market-
level encoder to a neyyg N matrix. TheseN values per row are a projection to
a shared latent space across markets. This is necessary so that the transfer layer,

shared across markets, can sequentially map each mdrkgduts to anotheN
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output values. After this, a nal mapping from tid-dimensional latent space of

the transfer model td signals are made by the decoder model.

Algorithm 1 expresses in step-by-step the process of training QuantNet. For
a number of training steps, and for all markatrandomly picked from a list of
all marketsM1; My; :::; My, repeat: (i) Sample a sequential minibatchLoéxam-
ples from markem; (ii) compute market-level encoder m&p,; (iii) project the
values mapped bk, to another latent space using the global transfer 1dy€)
transform these values in signals using market-speci ¢ decbBger(v) using the
sequence of signals and assets returns, ascend the stochastic gradiddy,from

andEn, using the average Sharpe rat®H as the loss function:

_ 1 Jdm
SRs;u5s p 1 ihr p 1) = J—é. SR(s:j;uhs p njifejiinr p 1j)(5.1)
mij=1
. )
with SR(s:j; s p wjilejssnrt p 1j) = Tp:(S.Z)
s$ T 252

Whererrﬁjz is QuantNet's j-th asset average return, aéa its standard devia-

tion (thep 252 component is used to compute the annualized volatility). There are
theoretical and empirical reasons for choosing Sharpe ratio instead of another more
traditional metric like Mean Squared Error. In summary: (i) choosing a metric that
is linked to the end problem improves the chance of selecting an architecture that
can yield reasonable results; and (ii) Mean Squared Error minimization is a nec-
essary, but not suf cient condition to maximize pro tability of trading strategies.
The interested reader can refer to [130, 131] for proofs and empirical results to both

assertions.

We compare QuantNet with the alternative of not building a transfer learning-
based trading strategy. We refer to it as No Transfer, and most of its components
and description is identical to QuantNet. In fact it can be seen as a reduced version
of QuantNet where its Encoder and Transfer map have been removed. Other design

details and the empirical evaluation are better described in the next subsection.
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Algorithm 6 QuantNet training

1. for number of training stepdo
2: for min shuf e(M1; My;::;; My) do

3 Sample a sequential minibatchloexamples from market:
frore ganre psun(rore oinne p)Pg (5.3)
4 Compute market-level encoder mag for all examples:
&;ihe p 1= Em(re 15151t p) (5.4)
5: Compute global transfer mapfor all examples:
z;05z p 1= Z(&;h e p 1) (5.5)
6: Compute market-level decodBy, trading signal for all examples:
$;05% p 1= Dm(zs5ze p 1) (5.6)
7. Update the market-level decoder by ascending its stochastic gradient:
L1k ho !
NQDm[a Rs;ohs p ursisrie p 1) (5.7)
1=1
8 Update the global transfer map by ascending its stochastic gradient:
L 1EN |
No,a SRsiis p airgiir p 1) (5.8)
I=1
9 Update the market-level encoder by ascending its stochastic gradient:
o 1gnc |
Noe,p @ SRsiiis p wifeiiire p 1) (5.9)

10: end for

11 return  sequence of market-level encoders and decoders
(Em,;Dwmy); :(Em,; Dm,) and global transfer map

12: end for

5.2.2 Datasets and Experiments

Table[5.1 presents the datasets/markets used to empirically evaluate QuantNet. All
the data was obtained via Bloomberg, with the description of each market/index
and its constituents #ttps://www.bloomberg.com : for instance, SPX can

be found by searching using the following lifiktps://www.bloomberg.


https://www.bloomberg.com
https://www.bloomberg.com/quote/SPX:IND
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com/quote/SPX:IND | We tried to nd a compromise between number of as-
sets and sample size, hence for most markets we were unable to use the full list
of constituents. We aimed to collect daily price data ranging from 03/01/2000 to
15/03/2019, but for most markets it starts roughly around 2010. Finally, due to
restrictions from our Bloomberg license, we were unable to access data for some

important equity markets, such as Italy and Russia.

Table 5.1: Region, Index/Market, Country, Sample Size (#) and Number (#) of Assets per
market used during our experiments. MEA - Middle East and Africa

Region Index/Market Country # Samples # Assets Region Index/Market Country # Samples # Assets
Americas IBOV Brazil 3250 29 Europe HEX Finland 1882 65
Americas MERVAL Argentina 3055 11 Europe IBEX Spain 3499 23
Americas MEXBOL Mexico 3002 19 Europe ISEQ Ireland 2888 14
Americas RTY us 2356 554 Europe KFX Denmark 3345 15
Americas SPTSX Canada 3173 129 Europe OBX Norway 2812 17
Americas SPX us 3291 376 Europe OMX Sweden 3453 29
Asia and Paci ¢ AS51 Australia 2363 91 Europe PX Czechia 3374 5
Asia and Paci ¢ FBMKLCI Malaysia 3131 23 Europe SBITOP Slovenia 2995 6
Asia and Paci ¢ HSI China 2599 37 Europe SMI Switzerland 3948 19
Asia and Paci ¢ JCI Indonesia 2007 44 Europe SOFIX Bulgaria 1833 5
Asia and Paci ¢ KOSPI South Korea 3041 297 Europe UKX UK 3664 75
Asia and Paci ¢ KSE100 Pakistan 2036 41 Europe VILSE Lithuania 2765 5
Asia and Paci ¢ NIFTY India 3066 38 Europe WIG20 Poland 3449 8
Asia and Paci ¢ NKY Japan 3504 186 Europe XU100 Turkey 2545 76
Asia and Paci ¢ NZSE50FG New Zealand 3258 21 MEA DFMGI UAE 2184 11
Asia and Paci ¢ PCOMP Philippines 3013 16 MEA DSM Qatar 2326 16
Asia and Paci ¢ SHSZ300 China 2881 18 MEA EGX30 Egypt 1790 22
Asia and Paci ¢ STI Singapore 2707 27 MEA FTNO098 Namibia 1727 16
Asia and Paci ¢ TWSE Taiwan 3910 227 MEA JOSMGNFF Jordan 2287 15
Europe AEX Netherlands 4083 17 MEA KNSMIDX Kenya 1969 14
Europe ASE Greece 2944 51 MEA KWSEPM Kuwait 2785 11
Europe ATX Austria 3511 13 MEA MOSENEW Morocco 2068 27
Europe BEL20 Belgium 3870 14 MEA MSM30 Oman 2069 24
Europe BUX Hungary 3753 8 MEA NGSE30 Nigeria 1761 25
Europe BVLX Portugal 3269 17 MEA PASISI Palestine 1447 5
Europe CAC France 3591 36 MEA SASEIDX Saudi Arabia 1742 71
Europe CRO Croatia 1975 13 MEA SEMDEX Mauritius 2430 5
Europe CYSMMAPA Cyprus 2056 42 MEA TA-35 Israel 2677 23
Europe DAX Germany 3616 27 MEA TOP40 South Africa 2848 34

Table[5.2 outlines the hyperparameters and multiple con gurations for Quant-

Net and No Transfer strategies. Since running an ehxaustive search is computation-
ally prohibitive, we opted to use random search as our hyperparameter optimization
strategy [117]. We randomly sampled a total of 200 values in between those ranges,
giving larger bounds for con gurations with less hyperparameters (No Transfer lin-
ear and QuantNet Linear-Linear). After selecting the best hyperparameters, we
applied them in a holdout-set consisting of the last 752 observations of each time
series (around 3 years). The metrics and statistics in this set are reported in our
results section. After a few warm-up runs, we opted to use 2000 training steps as
a good balance between computational time and convergence. We trained the dif-
ferent models using the stochastic gradient descent optimizer AMSgrad [132], a

variant of the now widely used Adam algorithm.


https://www.bloomberg.com/quote/SPX:IND
https://www.bloomberg.com/quote/SPX:IND
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Table 5.2: No Transfer and QuantNet hyperparameters and con gurations investigated.

Hyper- No Transfer Quantnet (Encoder/Decoder-Transfer Layer)

parameter Linear LSTM Linear-Linear Linear-LSTM LSTM-Linear LSTM-LSTM
Batch size () 16-128 16-128 16-128 16-96 16-96 16-96
Sequence lengttpf 21-504 21-504 21-504 21-252 21-252 21-252
Learning rate 0.0001-0.1  0.0001-0.1 0.0001-0.1 0.0001-0.5 0.0001-0.5 0.0001-0.5
E/D # layers 1-2 1-2 1-2

E/D dropout 0.1-0.9 0.1-0.9 0.1-0.9

TL # layers 1-2 1-2

TL dropout 0.1-0.9 0.1-0.9

TL dimension N) 10, 25, 50, 100

Training steps 2000

We have used 3 Month London Interbank Offered Rate in US Dollar as the
reference rate to compute excess returns. Most of the results focus on Sharpe ratios,
but in many occasions we have also reported Calmar ratios, Annualized Returns
and \olatility, Downside risk, Sortino ratios, Skewness and Maximum drawdowns
[120, 121, 122, 133].

The rst part of our results section focus on QuantNet using LSTM encoders
and decodes with a Linear transfer layer (dimension = 10) versus No Transfer linear
(dimension = 10). The reasons why we opted for this con guration can be found
in the second part, Ablation Studies and Sensitivity Analysis, where we provide
evidence that these were the most competitive settings for transfer and no-transfer

based trading strategies.

5.3 Results and Discussions

In this section we empirically assess QuantNet performance compared to a market-
speci c trading strategy — from now on callétb Transferstrategy. Compared with
QuantNet, No Transfer roughly consists of only the Encoder component, but with
the output dimensionality similar to the Decoder architecture (number of assets).
The network architecture consists of a linear layer, with the hyperparameters be-
ing selected according to the subsection Datasets and Experiments. This choice for
comparison as well as other alternatives are grounded during the Ablation Stud-
ies and Sensitivity Analysis subsection. Nonetheless, before performing this cross
comparison of modelling alternatives, next subsection presents the main compari-

son between QuantNet and No Transfer. It is not enough to stress that all reported
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results are using the 3 years holdout set as described in the Datasets and Experi-

ments subsection.

5.3.1 QuantNet vs No Transfer

5.3.1.1 Global analysis

Table[5.8 presents the aggregate statistics of QuantNet and No Transfer strategies
performance on 3103 stocks across all markets analysed. Looking at Sharpe ratios
(SR), we can perceive an improvement of about 15% on both average and median
terms by using QuantNet. This swing increases the number of assets yielding SRs
above 1.0 from 432 (No Transfer) to 583 (QuantNet). This improvement is also per-
ceived in Calmar ratio (CR) terms (12% on average, and 41% on median), smaller
Downside Risk (DownRisk), higher Skew and Sortino ratios (SortR). Statistically,
QuantNet signi cantly outperform No Transfer both in Shar@gé£ 2215630, p-
value< 0.001) and CalmaW{ = 2141782, p-value 0.001) ratios.

Table 5.3: Financial metrics of QuantNet and No Transfer strategies on 3103 stocks across
all markets analysed.

Mean (SD) Median (MAD)
Metric No Transfer ~ QuantNet| No Transfer = QuantNet
Ann Ret 0.038781 0.008352| 0.001537 0.005377
(0.151684)  (0.049631) (0.086348)  (0.028968)
Ann Vol 0.114349 0.052833| 0.007768 0.023665
(0.165882)  (0.061821) (0.141058) (0.0454)
CR 0.431922 0.481823| 0.169345 0.241255
(2.110088)  (1.039415) (0.571706)  (0.599684)
DownRisk | 0.077398 0.036953| 0.005124 0.015734
(0.112592)  (0.046164) (0.09553) (0.032915)

Kurt 33.40567  30.29485| 15.73864  16.19961
(59.98242)  (48.50278) (31.03957)  (24.73363)

MDD ©0.14663  -0.08435| -0.01286  -0.03847
(0.215676)  (0.112596) (0.1782)  (0.078818)

SR 0324257  0.370918| 0.306572  0.354776
(0.6541)  (0.715636) (0.51182)  (0.572184)

Skew 0313173 0.448467| 0.171629  0.297182
(3.236364)  (2.85022)| (1.748046)  (1.66854)

SorR 0620225  0.749848| 0.454035 0.52196

(2.597641)  (4.61668)| (0.867151)  (1.024652)

Before looking at market-level results, we contrast QuantNet and No Transfer
SR distributions (Figurg 5.2a) and relationships (Figuré 5.2b) across assets. The
histogram exhibits a small shift/positive skew in QuantNet distribution compared to

No Transfer strategy. This discrepancy manifest itself in statistical terms, with the
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Kolmogorov-Smirnov statistic pointing towards that these distributions are mean-
ingfully different (KS= 0:05385, p-value< 0.001).

@) (b)

Figure 5.2: (a) Histogram of Sharpe ratio across 3103 assets for QuantNet and No Transfer.
(b) Scatterplot of QuantNet and No Transfer Sharpe ratios overlaid by a linear
regression curve.

Another way to outline the positive transfer that QuantNet is generating is by
performing a linear regression between the SRs of No Transfer versus QuantNet.
Figure[5.2b presents the linear regression curve, with intercept of 0.2879 (p-value
< 0.0001), and slope of 0.2556 (p-valge0.0001). These numbers translate as
following: if No Transfer strategy obtain SR equal to 0.0 in a speci ¢ asset, we
would on average expect that QuantNet would fare a SR of 0.2879. Having a slope
less tharx 1.0 indicates that QuantNet will also provide less surprisingly positive
and negative SRs — if No Transfer obtain SR = -0.5, QuantNet will at least return a

SR near to zero. Next topic aggregate and analyse both strategies at market-level.

5.3.1.2 Market-level Analysis
Figures 5.Ba and 5.3b outline the average SR and CR across the 58 markets, or-

dered by No Transfer strategy performance. In SR terms, QuantNet outperformed
No Transfer in its top 5 markets, with the opposite being true in CR values. Also,
QuantNet dominates the bottom 10 markets that No Transfer have returned unprof-
itable results, both in SR and CR terms. Finally, in 7 of the top 10 largest ones (RTY,
SPX, KOSPI, etc., see Taljle b.1), QuantNet have also outperformed No Transfer.

Figure/5.4 maps every market to a country, and displays the relative outperfor-
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(@) (b)

Figure 5.3: Average Sharpe (a) and Calmar (b) ratios of QuantNet and No Transfer across
58 equity markets.

mance (%) of QuantNet in relation to No Transfer in SR values. In Americas, apart
from Mexico and Argentina, Brazil, US (on average) and Canada, QuantNet have
produced better results than No Transfer. Similarly, the core of Europe (Germany,
United Kingdom and France), and India and China, QuantNet has produced supe-
rior SRs than No Transfer, with markets like Japan, Australia, New Zealand, and

South Africa representing the reverse.

In a similar fashion to the global analysis, Figures 5.5a[and 5.5b display the
relationship between SRs and CRs of No Transfer with QuantNet for each market,
with overlaid regression curves. The SR and CR models have the following param-
eters: SR intercept of 0.1506 (p-value = 0.036), and SR slope of 0.7381 (p-value
< 0.0001); and CR intercept of 0.1851 (p-value = 0.015), and CR slope of 0.7379
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Figure 5.4: World map of average relative (%) Sharpe ratio difference between QuantNet
versus No Transfer. For visualisation purposes we have averaged the metric for
US, China and Israel/Palestine.

(p-value< 0.0001). Both cases indicate that in a market where No Transfer fared
a SR or CR equal to zero, we would expect No Transfer to obtain on average 0.15
and 0.18 of SR and CR, respectively. Since both models have sldhé, it in-
dicates that across markets QuantNet will tend to provide less surprisingly positive

and negative SRs and CRs.

(a) (b)

Figure 5.5: Scatterplot of QuantNet and No Transfer average Sharpe (a) and Calmar (b)
ratios of each market overlaid by a linear regression curve.

Table[5.4 presents a better break down of the statistics in a few big regional

markets, such as United States S&P 500 components (SPX Index), United Kingdom
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FTSE 100 (UKX Index), Korea Composite Index (KOSPI Index) and Saudi Arabia
Tadawul All Shares (SASEIDX Index). Each one of them show 2-10 times order

of magnitude improvement in SRs and CRs by QuantNet, with similar bene ts in

Sortino ratios, Downside risks and Skewness.

Table 5.4: Financial metrics of QuantNet and No Transfer strategies in SPX Index, UKX

Index, KOSPI Index and SASEIDX Index.

Mean AmericasSPX Asia and Paci cKOSPI EuropeUKX MEA _SASEIDX

(SD) No Transfer QuantNet| No Transfer QuantNet| No Transfer QuantNet| No Transfer QuantNet
Ann Ret 0.000133 0.041031| 0.073337 0.054152| 0.000406 0.006555| 0.000642 0.026092
(0.001259)  (0.029839) (0.25494) (0.046237) (0.001395) (0.00609)| (0.002784)  (0.012866)

Ann Vol 0.002436 0.053368| 0.403113 0.07075 0.002717 0.009576| 0.003598 0.01895
(0.00064) (0.012918) (0.144194)  (0.025008) (0.00111) (0.004583) (0.003219) (0.004739)

CR 0.133073 0.756976| 0.289853 0.822309| 0.210127 0.813796| 0.267246 1.783155
(0.377186)  (0.616175) (0.620299) (0.785171) (0.445449) (0.708568) (0.745929)  (1.133185)

DownRisk | 0.001717 0.035575| 0.271677 0.047184| 0.001661 0.005364| 0.002236 0.010502
(0.000522)  (0.009612) (0.098263) (0.017854) (0.000433)  (0.002129) (0.000513) (0.002464)

Kurt 33.29913 19.51515| 13.87472 22.58056| 95.31436 88.42658| 41.8963 33.41796
(45.57039)  (18.51033) (19.28247) (34.13021) (135.1503) (116.5215) (87.54653) (48.08607)

MDD -0.00467 -0.06681 | -0.50323 -0.09328 -0.00432 -0.00988 -0.00614 -0.01755
(0.002296)  (0.028684) (0.190464)  (0.051306) (0.001905)  (0.005301) (0.003198) (0.007012)

SR 0.061702 0.783197| 0.347892 0.783428| 0.108635 0.627227| 0.12883 1.362307
(0.512651) (0.49204)| (0.540274) (0.578968) (0.529708)  (0.486396) (0.579286) (0.586632)

Skew -0.21186 0.28355 0.374017 0.277958| 2.943023 3.573138| 0.495534 2.469297
(2.851112)  (1.685894) (1.36364) (2.239952) (6.586847)  (5.566353) (4.07845) (2.360219)

SortR 0.144905 1.245084| 0.564466 1.256064| 0.301707 1.207481| 0.359786 2.587949
(0.760463)  (0.847215) (0.839065)  (0.979779) (0.898402)  (0.979499) (1.206481)  (1.344404)

Median AmericasSPX Asia and Paci cKOSPI EuropeUKX MEA _SASEIDX

(MAD) No Transfer ~ QuantNet| No Transfer  QuantNet| No Transfer =~ QuantNet| No Transfer = QuantNet
Ann Ret 0.000197 0.038476| 0.059234 0.052772| 0.000326 0.005321| 0.000508 0.023614
(0.000982)  (0.023214) (0.188703) (0.036438) (0.00108) (0.004778) (0.001666)  (0.009858)

Ann Vol 0.002399 0.053732| 0.380229 0.066449| 0.002495 0.008573| 0.003128 0.01865
(0.000497)  (0.010269) (0.111283) (0.01968)| (0.000695)  (0.003598) (0.001038) (0.002928)

CR 0.045842 0.626018| 0.133249 0.657845| 0.092861 0.654498| 0.091411 1.676411
(0.271252)  (0.479759) (0.470007)  (0.605487) (0.328843)  (0.584447) (0.410032) (0.912643)

DownRisk | 0.001648 0.035679| 0.254761 0.044209| 0.00157 0.004724| 0.002257 0.009973
(0.000395)  (0.007424) (0.076679)  (0.013787) (0.000333) (0.00173)| (0.000405)  (0.001975)

Kurt 20.43113 14.44403| 8.225536 13.04102| 35.86203 30.40254| 25.0625 28.02965
(23.64829)  (10.23454) (10.6417) (17.31602) (96.22141) (86.32176) (30.82765)  (15.90609)

MDD -0.00419 -0.06071 | -0.49819 -0.08132 -0.00393 -0.00841 -0.00578 -0.01573
(0.001741)  (0.020741) (0.157264)  (0.039347) (0.001549)  (0.003937) (0.002449) (0.005458)

SR 0.085695 0.79579 0.366404 0.818361| 0.154884 0.628875| 0.184811 1.382302

(0.406313)  (0.400688) (0.437163) (0.465154) (0.407551) (0.379645) (0.451943) (0.4808)

Skew 0.044563 0.407357| 0.271776 0.148158| 0.360259 1.385536| -0.06615 2.559821
(1.742953)  (1.110312) (0.811512) (1.318841) (4.960393)  (4.198536) (2.102935) (1.412129)

SortR 0.112332 1.205009| 0.55375 1.235756| 0.203793 1.128096| 0.26026 2.315208
(0.595473)  (0.690404) (0.675314)  (0.779847) (0.701329) (0.793781) (0.764835) (1.124332)

These results by QuantNet also translate in superior cumulative returns (Figure

[5.6), histograms with empirical distributions that stochastically dominate the No

Transfer strategy (5.7), and nally positive transfer across agsets (5.8). In summary,

markets that were otherwise not as pro t-generating using only lagged information,

become pro table due to the addition of a transfer layer of information across world
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Figure 5.6: Average cumulative returns (%) of SPX Index, UKX Index, KOSPI Index and
SASEIDX Index contrasting QuantNet and No Transfer strategies. Before ag-
gregation, each underlying asset was volatility-weighted to 10%.

Figure 5.7: Histogram of Sharpe ratio of SPX Index, UKX Index, KOSPI Index and SA-
SEIDX Index contrasting QuantNet and No Transfer strategies.

Figure 5.8: Scatterplot of Sharpe ratio of SPX Index, UKX Index, KOSPI Index and SA-
SEIDX Index contrasting QuantNet and No Transfer strategies.
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markets.

We close this section by tting a traditional Fama-French 5 factor model, with
the addition of Momentum factor [134, 135] using these four markets daily re-
turns as dependent variables. Tgblg 5.5 present the models coef cients, t-stats and
whether they were or not signi cant (using a 5% signi cance level). Regardless
of the market, QuantNet provided signi cant alpha (abnormal risk-adjusted return)

across markets, with very low correlation to other general market factors.

Table 5.5: Models coef cients and t-stats for the different markets and factors.

SPX UKX SASEIDX KOSPI
coef cient t-stat | coef cient t-stat | coefcient t-stat | coef cient t-stat

Alpha 0.0003* 2.554 | 0.0002* 2.258 | 0.0006* 3.856 | 0.0003* 4.034
Mfarket ) -0.0004* -2.367| -0.0002 -1.558| -0.0006* -2.804| -0.0001 -0.213
minus Risk-free rate

Small minus Big 0.0003 1.158 0.0002 1.075 0.0006 1.856 0.0001 0.182
High minus Low -0.0005 -1.778| -0.0006* -2.813| -0.0002 -0.781| -0.0001 -0.148
Momentum -0.0002 -1.042| 0.0001 0.08 -0.0002 -0.918| -0.0001 -0.538

p-value< 0.05

Next topic discusses certain features of QuantNet, going beyond the simply
contrast with No Transfer strategy. We provide some insight on what market char-

acteristics QuantNet is providing superior performance, as well as look at how each

market is being represented inside its architecture.

5.3.1.3 QuantNet Features

One of the key features of Transfer Learning is its ability to provide meaningful
solutions in resource constrained scenarios — sample size, features, training budget,
etc. With QuantNet this pattern persist; Figurg 5.9a presents the average SR across
different assets grouped by sample size used during training. We have subtracted
QuantNet SR from No Transfer SR to reduce cross-asset variance and baseline ef-
fect. Apart from a downfall in the bracket 2200-2576 samples ( 10 years of data),
overall we can see a downward trend from 1444-1823 ( 6-7 years) to 3706-4083
samples ( 15-16 years). This points out that assets with small sample size are bene-
ting more than ones with large samples.

Another feature is number of assets in a speci ¢ market — Figufe 5.9b outlines
the results of QuantNet in terms of average SR. We have subtracted QuantNet SR

from No Transfer SR to reduce cross-asset variance and baseline effect. In this case,
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@) (b)

Figure 5.9: Average Sharpe ratio difference between QuantNet versus No Transfer, aggre-
gated by sample size (a) and number of assets per market (b).

it demonstrates that the bigger the market, the better QuantNet will perform. As we
pointed out previously, apart from a few markets like Japan and US Small Caps,
overall QuantNet have generated superior results than the baseline (like UK, US
S&P 500, Germany's DAX, etc.).

An additional analysis is how each market is being mapped inside QuantNet
architecture, particularly in the Encoder layer. The key question is how they are
being represented in this hidden latent space, and how close each market is to the
other there. Figurie 5.10 presents a dendrogram of hierarchical clustering done using

the scores from encoder layer for all markets.

By setting an unique threshold across the hierarchical clustering we can form 6
distinct groups. Some clusters are easier to analyse, such as C5 that consist mainly
of small European equity markets (Spain, Netherlands, Belgium and France) — all
neighbours; C6 comprising mainly of developed markets in Europe and Americas,
such as United Kingdom, Germany, US, and their respective neighbours Austria,
Poland, Switzerland, Sweden, Denmark, Canada and Mexico. Some clusters re-
guire a more re ned observation, such as C2 containing most developed markets in
Asia like Japan, Hong Kong, Korea and Singapore, with C3 representing Asia and
Paci c emerging markets: China, India, Australia, and some respective neighbours

(New Zealand, Pakistan, Philippines, Taiwan). Figure|5.11 outlines all these groups
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Figure 5.10: Dendrogram of hierarchical clustering using the scores from QuantNet en-
coder layer.

in a map. Overall, it seems that the encoder of QuantNet is mapping and structur-
ing the markets according to their development stage and geographical proximity.
Apart from cluster C4 and to a certain extent C1, the remaining ones tend to con rm

this hypothesis.

Figure 5.11: World map depicting the different clusters formed from the scores of Quant-
Net encoder. For visualisation purposes we have picked the market with
biggest market capitalization to represent the country in the cluster.

5.3.2 Ablation Study and Sensitivity Analysis

This subsection attempts to addresses the question: (i) could we getter better results
for the No Transfer strategy; and (ii) what are the impact in QuantNet architecture

by increasing its dimensionality, and performing some ablation in its architecture.
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Table[5.6 presents the Sharpe ratio (SR) statistics for question (i) and (ii), by con-

trasting QuantNet and No Transfer strategies.

Table 5.6: Average Sharpe ratio per different dimensions and con gurations of QuantNet
and No Transfer strategies.

Sharpe Dimension No Transfer QuantNet (Encoder/Decoder-Transfer Layer)

ratio Linear LSTM Linear-Linear Linear-LSTM  LSTM-Linear LSTM-LSTM
10 0.324257 0.311424 0.355600 0.361986 0.370918 0.279758
(0.6541)  (0.665251) (0.704641) (0.711988) (0.715636) (0.70962)
25 0.324257 0.311424 0.333565 0.324842 0.325667 0.275786
Mean (SD) (0.6541)  (0.665251) (0.702325) (0.755392) (0.707544) (0.699151)
50 0.324257 0.311424 0.319009 0.320583 0.234741 0.258272
(0.6541)  (0.665251) (0.698568) (0.725952) (0.752143) (0.706733)
100 0.324257 0.311424 0.326090 0.353448 0.228464 0.298445
(0.6541)  (0.665251) (0.695066) (0.730362) (0.722084) (0.702126)
10 0.306572 0.304244 0.338981 0.345072 0.354776 0.275548

(0.51182) (0.515521) (0.559216) (0.533789) (0.572184) (0.562)
25 0.306572 0.304244 0.314084 0.301769 0.273791 0.227461
Median (MAD) (0.51182) (0.515521) (0.552154) (0.570677) (0.555298) (0.552615)
50 0.306572 0.304244 0.302167 0.303684 0.205637 0.219550
(0.51182) (0.515521) (0.546099) (0.537824) (0.583648) (0.554146)
100 0.306572 0.304244 0.307922 0.330039 0.188830 0.243308
(0.51182) (0.515521) (0.540111) (0.549627) (0.573707) (0.557717)

In relation to No Transfer, we can perceive that there is no bene t from moving
to a LSTM architecture — in fact, we produced worst outcomes in general. Maybe
the lack of data per market have impacted the overall performance of this archi-
tecture. Similarly with QuantNet, a full LSTM model generated worst outcomes
regardless of the dimensionality used. Linear components in QuantNet have pro-
duced better outcomes, with Linear encoders/decoders and LSTM transfer layers
providing the best average results across dimensions. However, small layer sizes
are linked with better SRs, and particularly for size equal to 10, the QuantNet archi-
tecture using LSTM encoders/decoders and Linear transfer layer generated the best
average SRs. In terms of computational time, No Transfer Linear takes 1364.46s
every 1000 training steps, compared to QuantNet LSTM-Linear 1805.81s per 1000

training steps.

5.4 Summary

In this experiment we introduced QuantNet: an architecture that is capable to trans-
fer knowledge across systematic trading strategies in several nancial markets.
QuantNet is Transfer learning-based approach, where every market-speci c trading

strategies share a common layer that acts as a vehicle to share knowledge, cross-
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in uence each strategy parameters, and ultimately the trading signal produced. As
pointed out on the methodology section, and grounded during the ablation and sen-
sitivity analysis, QuantNet architecture consist of a LSTM-based encoder and de-
coder, with a Linear layer responsible to perform the transfer of knowledge across
markets.

In order to evaluate QuantNet, we compared its performance in relation to
the option of not performing transfer learning, that is, using market-speci c old-
fashioned machine learning. In summary, our ndings suggest that QuantNet per-
forms better than non transfer-based trading strategies, improving Sharpe ratio in
15% and Calmar ratio in 41% across 3103 assets in 58 equity markets across the
world. In a few big regional markets, such as S&P 500, FTSE 100, KOSPI and
Saudi Arabia Tadawul All Shares, QuantNet showed 2-10 times order of magnitude
improvement in Sharpe ratios and Calmar ratios, with similar bene ts in Sortino
ratios, Downside risks and Skewness. QuantNet also generated positive and statis-
tically signi cant alpha according to Fama-French 5 factors model. By analysing
QuantNet encoders, it appeared that they are mapping and structuring the markets

according to their development stage and geographical proximity.



Chapter 6

Critical Assessment and General

Discussion

This chapter covers a Critical Assessment and General Discussion of this thesis,
presenting the main contributions to science that this research offers and a critical

assessment of the methodology and ndings presented.

6.1 Contributions to Science

Based on our results, background and literature review, the main contributions that

this research offers are:

» A covariance-penalty correction formula that can be widely used by quantita-
tive strategists in the nancial services. We believe that such simple formula
can be a powerful tool to improve strategies assessment, particularly those
widely used by the industry practitioners, like linear regression models, mov-

ing averages, etc.

* A new approach to synthesise nancial time series that can be applied to
calibrate and improve model selection and assessment. By enhancing both
model calibration and combination, the industry practitioners can generate

more reliable and pro table trading strategies.

* A new framework to learn systematic trading strategies by cross-pollinating

gained knowledge in different nancial markets. This framework can easily
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be integrated to improve current strategies, as well as be a focus of further

research.

Despite our contributions, in each experiment it was clear that some of our
ideas and solutions presented limitations. The following sections present some we

have identi ed and their implications.

6.2 Experiment 1. Avoiding Backtesting Over tting

by Covariance-Penalties

Covariance-Penalty Correction approaches are focused on avoiding the apparent in-
sample performance, by uncovering the expected generalisation (out-sample) po-
tential of a strategy. Overall, it is easy and quick to implement and calculate. How-
ever, the Covariance-Penalty Correction developed require certain assumptions on
the joint behaviour of the asset and trading strategy. Some of the assumptions as-
serted cannot be fully checked in practice, rendering its use mainly a question of
preference and comparing performance after a backtesting.

Our aim with the large scale empirical evaluation was to provide reassure the
user of its potential. Despite the fact we are not sure whether the strategy and asset
meet the expected assumptions implied by the criteria, still using it provided better

results than doing nothing or using Akaike Information Criteria.

6.3 Experiment 2: Generative Adversarial Networks

for Financial Trading Strategies

We have adopted the Root Mean Square Error as the loss function between the gen-
erator samples and the actual data. Our procedure do not limits the use of another
loss function, but we have not explored it in our study. An idea is that this loss func-
tion could be a metric that take into account several moments and cross-moments of
a time series. With nancial time series, taking into account stylized facts [136] can
be a feasible alternative to produce samples that are more meaningful and resemble

more a nancial asset return.
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Another criticism of our approach is the single-step-ahead formulation. Our
perspective was that it would make the problem easier, particularly due to the choice
of architecture and the volume of experiments needed to execute the whole study.
However, natural extension is to consider predicting directly multiple steps ahead,
or considering modelling multiple nancial time series. Both can improve our re-
sults, as well as, may reduce the time to train and select a cGAN.

Finally, another extension is to consider other architectures, such as AdaGANs
[39] or Ensemble of GANs [38]. Also, other applications such as ne-tuning and
combination of time series forecasting methods; a good benchmark are the M3 and
M4 competitions [137, 138] that involve a large number of time series as well as

results from a wide array of forecasting methods.

6.4 Experiment 3. Transferring Learning Across

Trading Strategies

Data aggregation across different time zones and markets is a challenge per se. By
using the QuantNet architecture we have bypassed this problem, but still the key
guestion persist: how to operationalize a trading strategy that is operating across
several markets. Our experiments sought to demonstrate the feasibility of this idea,
and the outperformance that one can get by pooling data from other markets. In
practice, making it work would clearly demand a robust infrastructure beyond our
experimental setting. If one wish to deploy our idea, potentially the best way for-
ward would be to perform the sequential transfer, but aiming only to invest in a few

set of markets like US, UK, etc.



Chapter 7

Conclusions and Future Works

7.1 Conclusions

This thesis investigated the application of machine learning as building blocks for
reliable investment decisions. To improve a machine learning-based trading strat-
egy performance assessment one needs to consider the problem of backtest over-
tting — strategies looking good on paper often perform poorly when presented
with new data. In this sense, this thesis considered three independent forms to deal
with this problem: a) correct performance metrics, such as the Sharpe ratio, using
covariance-penalty methods; b) using generative adversarial networks to synthesize
nancial time series data and use them to improve trading strategies calibration and
performance assessment; and c) develop novel transfer learning-based strategies to
deal with data scarcity, spurious correlation and, by consequence, aiding in avoiding

backtest over tting.

In this sense, the main motivations of exploring these topics were: (i) back-
test over tting is a pervasive problem that impacts practitioners and researchers
across the nancial markets; (ii) the increasing adoption of data-driven method-
ologies across markets is demanding new forms of model validation and assess-
ment; and (iii) generative adversarial networks and transfer learning are modelling
paradigms with proven success in areas such as computer vision, natural language

processing, but still with bare amount of research in the nance domain.

Therefore, to provide solutions for those issues, this research was divided in
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three experiments: (i) Avoiding Backtesting Over tting by Covariance-Penalties;
(i) Generative Adversarial Networks for Financial Trading Strategies; and (iii)
Transferring Learning Across Trading Strategies. In our view, each experiment,
respectively, generated the following new major contributions: (i) a covariance-
penalty correction formula that can be widely used by quantitative strategists in
the nancial services; (ii) a systematic approach to synthesise nancial time series
that can be applied to calibrate and improve model selection and assessment; and
(i) a framework to learn systematic trading strategies by cross-pollinating gained

knowledge in different nancial markets.

By tackling such important problems, this thesis aimed to make the develop-
ment of more sophisticated and complex trading strategies more seamless and safe,
such as the case of Machine and Deep Learning technologies. These methodolo-
gies are already having a substantial impact in industry and academia. In industry,
these developments have led to a scramble for talent across the Investment Bank-
ing world, with Data Scientists poached from Tech companies; and Al Labs are
being set up inside banks. In academia, we can perceive a shift in the mainstream
research from a more theory-driven and pure stochastic calculus-based research to
a data-driven and machine-learning-based focus. These signals are traced across
important venues, particularly the main mathematical nance conferences and jour-
nals. Hence, the need to turn these novel trading strategies more transparent and
safe to deploy. We believe that this thesis is a stepping stone towards making trad-

ing strategies more reliable and building up a safer nancial market.

Finally, we envisage not an incremental upgrade, but a Cambrian explosion of
new use-cases that will reshape current Financial Markets. The supply forces driv-
ing these changes can be named: a) accessibility to vast amounts of (Alternative)
data; b) availability of "unlimited” (Cloud) computing infrastructure; c) technology
maturity and open-access to the state-of-art in AI/ML algorithm libraries. The de-
velopments have led to a scramble for talent across the Investment Banking world,
with Data Scientists poached from technology and retail companies. Therefore, the

new "Quant” will not be trained in the Mathematical Finance departments, instead
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they will be fostered inside the Computer Science departments.

7.2 Future Works

Finally, our work also open new avenues to future investigations. We list a few

potential extensions and directions for further research:

» Experiment 1: Other Covariance-Penalty formulas for nancial metrics -
focusing solely on Sharpe ratio optimization is not suf cient in making a
trading strategy desirable to invest. Calmar ratio, skewness, etc. are auxiliary
metrics that need to be taken into account, but a question still persist in how

we can derive a similar formula to these metrics.

» Experiment 2: cGANSs for stress testing - a stress test examines the poten-
tial impact of a hypothetical adverse scenario on the health of a nancial
institution, or even a trading strategy. In doing so, stress tests allow the quan-
titative strategist to assess a strategy resilience to a range of adverse shocks
and ensure they are suf ciently hedged to withstand those shocks. A proper
benchmark can be model-based bootstrap, since it allows conditional vari-

ables which facilitates the process of generating resamples of crisis events.

» Experiment 2: Selection metrics for cGANs - we have adopted the Root
Mean Square Error as the loss function between the generator samples and
the actual data, however nothing limits the user to use another type of loss
function. It could be a metric that take into account several moments and
cross-moments of a time series. With nancial time series, taking into account
stylized facts [136] can be a feasible alternative to produce samples that are

more meaningful and resemble more a nancial asset return.

» Experiment 2: Combining cGAN with Stationary Bootstrap - in our results
section, we observed the low correlation between the Sharpe ratios obtained
in both approaches. This imply that a mixed approach, that is, combining
resamples from cGAN and Stationary Bootstrap, can yield better results than

opting for a single approach.
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» Experiment 3: Architecture - In future works we aim to investigate different
architectures, such as Transformer layers, as it seems that they are providing

signi cant outperformance in other tasks with sequence data (mainly text).

» Experiment 3: Empirical evaluation - Expanding the empirical evaluation to
include other asset classes beyond equities, such as foreign exchange, interest
rate swaps, or commodities can potentially improve the overall results since

it can provide additional knowledge to trade some equities, and vice-versa.
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Appendix I: Quantitative Trading

Strategies

In this section we present the concepts that underpins all the experiments made in
this thesis, that is, how we can identify, validate and put into operation a quantitative
trading strategy. Most, if not all, of the thesis will be focused on the identi cation
and validation parts, being the operational part (execution system and risk manage-
ment) not covered. Therefore, we present the main terms and ideas used extensively
along the thesis, trying to make this section a glossary of concepts that permeate the
whole thesis. A substantial amount of our exposition can be found in these refer-
ences [139, 140, 141, 142].

General Framework

A guantitative trading strategy is a systematic approach for investment allocation,
relying substantially more in mathematical models, hypothesis and data, rather than
experts opinions or subjective decisions. In this sense, a whole strategy can be
cast into an algorithm, facilitating the process of evaluation, execution and risk
management. By being systematic, a quantitative strategy usually follows certain
steps that works as a pipeline for its technical and operational analysis. Figure
ResearchPipeline depicts the main steps that are attained during the development of
a quantitative trading strategy.

This ow starts from setting the contours of feasible strategies that will be
investigated by the analyst. In general the trading scope de nes: (i) asset-class (eg-

uity, xed income, etc.) and form (cash or derivatives); (ii) desired performance and
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Figure 1: Quantitative trading strategy pipeline. Each dot represents a trading alternative:
blue when it is feasible and grey otherwise. Notice that every steps works as a
sieve, eliminating infeasible options due to their scope, complexity, performance
or operational constraints and costs.

exposures; (iii) infrastructure and trading limitations. For instance, if the portfolio
manager requires an strategy that performs well during a sell-off or rally in bonds
rates, the analyst might look for momentum based strategies [143] as well as check
the trading capacity and access for bonds futures market. As it can be seen, this
initial set-up substantially affects the whole chain of events, mainly the available
strategies that can be applied to cope within the requirements.

After this initial step, the remaining pipeline can be separated in four different

stages (Figure ResearchPipeline) as explained below:

1. Strategy Identi cation : the quantitative analyst searches for feasible strate-
gies, based on others products available in the market and academic research,

checking if they can meet the scope de ned initially.
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2. Strategy Backtesting given a set of identi ed strategies, the analyst submit
those to a historical analysis, checking the moments that it prots and its
periods of drawdowns. Also, it is necessary to take into account any sort
of transaction costs (commissions, rolling costs, etc.), the feasible trading
frequencies and capacity, as well as any benchmarks that might be relevant to

compare the obtained performance.

3. Execution System an execution system is the means by which the list of
trades generated by the strategy are sent and executed by the broker. The
key considerations when creating an execution system are the interface to the
brokerage, minimisation of transaction costs (including commission and slip-
page) and divergence of performance of the live system from backtested per-
formance [144, 2, 3]. In this sense, the analyst checks how the trading signal
can reach the market: manually or through a fully automated exchange mech-
anism, bearing in mind the information technology infrastructure required to

store and generate the trading signal.

4. Risk Management the nal piece to the quantitative trading puzzle is the
process of risk management. In short it covers nearly everything that could
possibly interfere with the trading implementation, of which there are many
sources [144, 145, 146]. From the analyst perspective, it requires to him the
understanding of all risks that the trading involves: market, technical and
technological. Also, the amount of capital allocated to the speci ¢ strategy,

and its possible impacts in the portfolio and the market.

Obviously some feedback loop is necessary between the Strategy Identi cation
and Backtesting, and it might also happen between the Execution System and Risk
Management with the Backtesting. After the ful Iment of all these steps, a strategy
is ready to be deployed in the market. Since this is highly dedicated to the back-
testing component, next section present with more details this part of a quantitative

strategies pipeline.
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Backtesting

In this section we focus speci cally in the backtesting component of a quantitative
strategy development. The goal of backtesting is to provide evidence that the strat-
egy identi ed via the above process is pro table when applied to both historical and
out-of-sample data. We aim to provide support for the discussions and procedures
proposed in the second and third experiments (Chapters chapterlabel4 and chapter-
label5), showing previous works and some of the open questions that we are going
to exploit there. Therefore, we begin with a general formulation of a backtesting
framework, displaying the main objectives and building blocks for a strategy vali-
dation. After that we move to the performance measurement, discussing transaction
costs and the main metrics usually computed for a strategy assessment. We nish
discussing some aws of backtesting pointed by many authors and their proposed

solutions.

Objectives and Formulation

In general terms, backtesting allows the analyst to quantify the worthiness of each
strategy and establish some ranking between them. More formally, given a set of
candidate trading strategi@ss;::;; TS::;; TS, (i = 1;:::;n), historical data of asset
returnsRy; 5 R Ry (or briey Ryr, witht = 1;:::;T) and some performance
functionU : TS R! R, the backtesting is a procedure that appliediHanction

in all candidate strategiesl(T S;R:-7);::5;U(T S, R.1), allowing the ordering of

such set. After the set of candidate strategies is ordered, the analyst can extract
a subset of best candidates (if not best one) and move forward in the quantitative

research stack.

Therefore, we have two elements in the backtesting framework that requires a
deeper discussion: (i) strategieES;;::;; TS,; and (ii) performance functiond :
S R! R. Starting from (i), a strategy is loosely de ned as an algorithm that maps
historical information of an asset, market conditions, other correlated assets, etc.
into a long or short position to be exertedtat k (k= 1;:::;K). As an example,

consider the following strategy:
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Simple Moving Average Mean-Reversion Strategy [147]

~ 8Z
1. Predicted level of the asset's pridg:= azz?f} *, whereZ is the window size

(usually small).

2. Position of the asset in the current portfolio (signdix = b 1Ht—He+ L
whereb 1 ande*! are oor and cap operators, that bounds the signal to

[ 1;1] domain, and is a scaling factor.

This strategy goes long when the level is above the spot value of the asset
(S+x 2 (0;1]), and to go short otherwis&¢x 2 [ 1;0)). The main idea behind is
to tap into the time series short intervals of mean stationarity, tracking its current
level (mean). Every time that it departs from the predicted level, take a position
expecting that its future value will return closer to it.

Precisely, this strategy and many others can be determined by the following

four components:

1. Estimated Value A: Wa! F —this component is responsible for gathering
any available or relevant informatiof\y) of an asset (price, earnings, bal-
ance sheet, etc.), market climate (bull or bear, indices trajectories, etc.), cor-
related assets and map this into a number that represents its estimated value.
The result of this mapping is expressed by the notafgn This component
tends to manifest the view of the quantitative analyst about the potential value

of the asset under analysis.

2. Market Value -B: Ws! F - this piece gathers informations similar to the
estimated value component, and using some model or raw data try to ex-
presses the current market level for the asset's price. For instance, this value
can be the last bid/ask price available, the valuation performed by some tech-
nical analyst, etc. The result of this mapping is expressed by the symbol
MV;. This component can be sometimes seen as the relative value of the asset

against its peers, or even against its historical standards.
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3. Spread C:F 2 We! F,with SR= C(EV;MV;We) — the spread is a
function that compares the expectét\() and market valueMV;), scaling
this ratio by some values or variables that lies inside th&\setUsually the

larger this spread, more attractive is to take a position in this asset.

4. Signal -D:F  Wp ! [ 1;+1], with S+x = D(SR;wp) — the transfor-
mation that takes the spread and a constant, and bound this bdtwkéh
domain. This number represent the intensity (amount of wealth allocated)
in which some position will be taken in the asset, beinga full short po-
sition, and+ 1 a full long position. Sometimes the variablg, works as a
cut-off value (minimum spread to take some position), a leverage factor, or
can be even composed of other spreads from different assets in case of cross-

sectional based strategies.

Using these components, the previous mean-reversion strategy can be rewrite:

s Z
1. Predicted Level (Estimated ValudM = A(R;:; R 7)= 25072

2. Spot Value (Market ValuemV; = B(R) = R
3. Deviation from Spot (SpreadBR = C(EM; MV;;t) = B4 MY
4. Position at + k (Signal):S+x= D(SR;0)= b 1 SRe*?

If we consider other uniquely time series based strategies, such as carry, mo-
mentum and value [140, 148], it would be only necessary to make some adjustments
into which information is taking into account (dividends yield, purchasing power
parity, futures, etc.). Conversely, if we consider cross-sectional based strategies,
that is, taking into account the asset's peers information in the signal generation
process, then using the same previous example one may write the strategy as:

1. For every j-th assef & 1;:::;J), compute:
. . - 2z pl)
() Estimated Valuee\{? = A(R(;:::; V) = 4zl

(b) Market ValueMv? = (V)= p
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(c) SpreadSR” = CEV!; Myt (1)) = B M
2. Signal:

h )] ; i
i _ . ) B Sﬁ‘ minSP
VK= D(SI-'t‘ ;maxSEminSp = 2 maxSP_minSp 1

(1)

wheremaxSPandminSP are the maximum and minimum spread across all

the j-th asset's peers, respectively.

Therefore, in a cross-sectional strategy, the trader needs to ranks the spread
of each strategy rst and go longer (shorter) in those that are more close to the
maxSP(minSP. Finally, the main advantages of writing several trading strategies
in this framework are: (i) being able to modularize each building block, facilitating
the implementation and testing; (ii) easing the quanti cation of each component in
the overall strategy returns and risks; and (iii) the reconciliation of time series and
cross-section trading strategies on a single framework. Given a set of signals from a

trading strategy, next subsection present some metrics for performance assessment.

Performance Measurement

Following the last subsection, we now delve into the elements that composes the
performance measurement of a trading strategy. We start with a brief note on how
the returns of a trading strategy is computed. Then we move to the common xed
and variable transactions costs that are incurred when trading, closing the subsection
with some of the main used metrics to assess a strategy performance.

First and foremost it is relevant to work with the asset's excess return over a
benchmark index or portfolio. That is, subtract from the asset's return at fithe
same return that would have been obtained if the investment was performed in an
alternative asset, usually more safe and simple to operate. Then, we should rewrite

our (excess single-period) log-return formula by:

R = R{asset I%)enchmark 2)
P
with :R, = In(=4)
AR
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After computing the excess returns, we move towards the calculation of the
strategy returns. In order to better explain how we compute this number, consider

the owchart displayed in Figure SignalReturn.

Figure 2: Flowchart representing a signal recalculation of a typical investment strategy.
The rst signal §; is generated using information froR. This signal can be
exerted immediatelyk(= 0) or with some delayk(> 0). In any case, the excess
single-period return linked t&§- x will be R k+ 1.

For the sake of having a clear notationket O (the case in which there is no

delay). Then, the trading strategy (gross) return at insteah be expressed by:

R%®= 5 1R ®3)

that is, the product between the long/short exposure that was took i tirhe
and its pro t/loss know at. As it can be seen, this is the gross return because we
did not considered any transaction costs that is incurred whenever a signal is sent to
the market. Therefore, below we present the main sources of costs that are going to

affect, in one way or another, the overall performance of the trading strategy:

» Commission FeesCF): these costs are incurred whenever the strategy
change its long/short exposure in an asset (turnover). Therefore, it is common
to set this costs proportional to the absolute change in the position [149, 150]:
CR=JjS 2 § 1 fegyp inwhich the fee {eq,p) is measured in basis
point. Sometimes there is also a xed fee related to the subscription to a par-
ticular brokerage rm or linked to the use of a certain infrastructure, but can

be diluted whenever the number of transactions increases overtime.

 Slippage CostsSO: any discrepancy that occurs in the asset price when

the execution system buy/sell B], and its value used to trigger this order



Bibliography 146

from the trading strategyR( 1;R 2;:::). Therefore, this cost is increased
proportionately to the slowness of the execution system and the size of the
bid/ask spread. For the case wkh» 0, this is somehow embedded in the
backtesting, because the signal is triggered based on data frdmt  2;:::,

but is applied with an unknown price tat k.

» Other Costs@C): there are other costs that might be incurred, depending on
the asset class that is being traded, such as the rolling cost, market impact,
opportunity cost, etc. [149, 151, 150]. As an example, the rolling forward
cost that occurs whenever it is necessary to switch between expirations in a

derivatives contract (bonds future, for instance).

After these considerations, one can write the net strategy returns by:
RACY= RIS TG; where: TG = CR+ SG+ CG 4)

Finally, with these returns in hand the analyst can compute a set of performance
metrics (theJ function) in order to rank the quality of a given trading strategy. In
what follow we display a non-exhaustive list of measures that are widely used to
assess a trading strategy. A deeper discussion about these metrics can be found in
the following references [141, 152, 139].

» Annualized Average Return (%) — it is the expected annual return that a given

trading strategy will generate over the years:

o T trategy
_ a —
Rannual = % g 100 (5)

whereq is a factor that transform the trading period (daily, weekly, etc.) into

an annual basis (e.gy~= 252 ift is daily).

 \Volatility (%) — it is the expected deviation on an annual basis, against the
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average return that a strategy provide:

S

o T trategy 52
- R R _
Sannual = S T 1 )” P g 100

(6)
whereR is the mean of the strategy returns without any scaling factor.

Skewness: is the degree of asymmetry in the returns that a strategy generates
overtime: _
(=T al, (R RS

skew= 3
S

(7)

wheres is the standard deviation of the strategy returns without any scaling

factor.

Maximum Drawdown (%) — is an indicator of downside risk over a speci ed
time period. It can be de ned as the maximum loss from a peak to a trough

of a portfolio, before a new peak is attained:

_ Peak Trough

MDD
Peak

100 (8)

in order to compute thBeakandTrough rst de ne the cumulative returns
between until timet by: CumRat= expd;In(1+ "%, Then, let k-th
drawdown DDy) be the difference betweddumRetfrom timet tot + k.

ThenPeakandTroughare respectively theumRegtandCumRat, i such that

DDy is maximum.

Sharpe Ratio — is the average annualized return of a strategy earned in excess

of the risk-free rate per unit of volatility:

Rannual

Sannual

SR= (9)

the Sharpe ratio characterizes how well the return of a strategy compensates
the investor for the risk previously assumed. Therefore, when comparing two

trades, the one with a higher Sharpe Ratio provides better (same) return for
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the same (lower) risk.

» Calmar Ratio —is the average annualized return of a strategy earned in excess

of the maximum drawdown obtained in a given period:

— Rannual

R
¢ MDD

(10)

From a practical point of view, usually the rst measure that an analyst look is
the Sharpe Ratio, and then consider how much can be exchanged of Sharpe Ratio
for better performance in terms of Maximum Drawdown, Calmar Ratio, negative
Skewness, etc. Although these measures can guide an analyst to decide which trad-
ing strategy he should invest, however, the whole process of strategy backtest in
excess can lead to false conclusions. The usual case is after adding and calibrat-
ing several parameters, the analyst obtain a higher Sharpe Ratio compared to those
found initially. This phenomena have been pointed by some authors, calling n dif-
ferent occasions as: data-snooping, performance overestimation and backtesting

over tting. Second chapter presents this discussion in light of the current literature.



Appendix II: Predictability of

Financial Assets

Cash Instruments

The literature provide a growing body of evidence that price changes can be pre-
dicted, that is, in particular circumstances and periods securities violate the Ef -
cient Market Hypothesis [153, 154]. This hypothesis states that price changes must
be unforecastable if they are properly anticipated, that is if they fully incorporate
the expectations and information of all participants. Therefore, if returns can be
predicted based on an information set (e.g., historical prices, economic indicators,
news, etc.), one can use this information to trade and generate pro ts that are ab-
normal given the risk level that the market participant is assuming.

In this sense, researchers have employed different modelling approaches and
information sets to predict price changes across a range of assets. When we scan
the literature for cash instruments (equities, bonds, foreign exchange, etc.) focused
only in using past returns as the main source for prediction, we can nd works
that tap into Bayesian forecasting [155], Nonparametric Predictive Inference [156],
Forecasting Combination [157], Generalized Exponential Weighted Moving Av-
erage [158], Support Vector Machines (SVM) [159], Shallow and Deep Neural
Networks (NN) architectures [160, 161, 162, 163], Random Forest and Gradient
Boosting Trees [164], and so forth. The list of proposed methodologies keep grow-
ing, in which equities or indices appear as the dominant asset class to apply these
algorithms. Collectively, they provide evidence that some forecastability over re-

turns can be achieved by putting in place complex models with a suitable training
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scheme.

Nonetheless, the main criticism of such approaches lies on the limited infor-
mation set that they are tapping into: past returns. Even though past returns is a
valuable source of data for forecasting, backed by many references in the previous
paragraph, for some authors they are treated as an another source of information,
which in some cases plays a minor role for prediction. Approaches that uses main-
stream and novel news sources (Reuters, The Wall Street Journal, Twitter, etc.) have
provided evidence that adding such features can improve return prediction and aid in
the design of a trading strategy across several asset classes [165, 166, 167, 168, 169].
Taking an even larger information set, [170] searches for disparate data sources
(Google, Wikipedia, and so on) to increase the knowledge base that an algorithm
can tap into for making predictions. Their inference engine used three modelling
techniques (decision trees, NN and SVM) and compared favourably to other re-

ported results in the literature.

Derivative Instruments

Contrasting with the emphasis that researchers in cash instruments put on return
predictability, when we devote our attention to research in derivatives instruments
(options, swaps, swaptions, etc.) it is clear that most of the effort is concentrated
on pricing these contracts. Similarly, researchers have adopted different approaches
and information sets to describe the price movements of these contracts properly.
The traditional framework is via stochastic calculus, in which pricing is made under
some market assumptions (frictionless market, no arbitrage, risk-neutral investor,
etc.) as well as an assumed asset price dynamics over time (e.g., Geometric Brown-
ian Motion) [171, 172]. By discovering the fair price of a contract, trading strategies
can be established to tap into any potential mispricing [173, 174].

In parallel to the traditional framework, alternative ways of pricing and trading
started to emanate relying on fewer assumptions and more data-driven. We can pin-
point approaches that use NN for option pricing and hedging with daily S&P 500
index daily call options [175] as well as for real-time pricing and hedging options

on currency futures of EUR/USD at tick level [176]. It is worth to mention other
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approaches in the derivatives realm, such that the prediction of pricing and hedging
errors for equity-linked warrants with Gaussian Process models [177], building ma-
chine learning models for predicting option prices over KOSPI 200 Index options

[178] and a general study on forecasting non-negative option price distributions us-

ing Bayesian kernel methods [179].

Interest Rates Swaptions

When we devote our attention to the asset type that this work is dedicated, interest
rate swaptions, a similar pattern persists: most of the research is related to pric-
ing and not to return prediction. Regarding pricing, the same tradition of relying
on stochastic calculus techniques is followed [180, 181]. Regarding potential al-
ternatives using more data-driven approaches as we saw with currency, indices and
equities options, we can only mention the work of Souza et al. [182] which cal-
ibrates the Vasicek interest rate model under the risk neutral measure by learning
the model parameters using Gaussian processes for regression. Considering trad-
ing strategies and return prediction, we can nd even less academic research, being
perhaps most of the research residing inside the counterparts that exchange such
products (banks, hedge funds, etc.). This shortage of published research might be
linked with the absence of ready to use and publicly available datasets, similar to
the ones found in cash products since these instruments are traded off-exchange.
Nonetheless, we can still nd research that has some connection with our work,
such by [183] where the authors build trading strategies by long-short combina-
tions of two at-the-money straddles for the four top swaption markets (USD, JPY,
EUR and GBP), in search to harvest the volatility risk premium in such markets.
Their research taps into a large dataset of at-the-money implied volatility quotes on
the 10-year swap rate and 1 to 12-month swaption maturities between April 1996
and December 2011 to calculate the returns of the long-short straddle strategies.
They nd statistically signi cant returns for all markets and both delta—gamma and
delta—vega neutral strategies. The main similarities of their approach with our work
reside mainly in the asset type that they are trading as well as with the idea of using

a set of indicators (mostly based on the shape of the volatility surface) to devise
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different trading strategies. However, regarding modelling strategy, there are clear
differences between their approach (more theory-driven) and the methodology envi-
sioned by this work (tilted to data-driven). See [184] for a recent review on similar

approaches in the harvesting volatility risk premium.



Appendix IlI: Full distributions for

single period

In general, forX andR jointly normal, we have¢R; is known to have a pdf,

o=~ exp X ,

psrsx  srSx(l r?)  sgsx(l r?
whereKo( ) is a modi ed Bessel function of the"® kind (Simons, p 51, eq 6.15).
The more general density for non-zero means, is given in Exact as an in nite series.
In the special cases of independence and of correlated but zero mean, the expres-
sions become much simpler and we choose to focus on the zero-mean case here.
The density is unbounded at zero and has fat tails and positive skewness, becoming
more pronounced with higher correlation. We can see the distribution for a variety
of correlations in gure ( g:exact), with the skewness becoming increasingly pro-
nounced for higher . In the limitasr ! 1 the distribution converges to that of the

centralc? distribution with one degree of freedom.

Figure 3: Complete product distributions for 2 f 0;0:2; 0:4; 0:6:; 0:8; 1.0g, normalised to
have unit variance



Appendix IV: Nonzero means:

Sharpe ratios and Skewness

By an abuse of notation, we de ne §f to benk=sr and by an abuse of notation,
we de ne SRX] = nx=sx (for X the signal),
Corollary 1: If R N (nk;s@) andX N (nk;sg) then

SRR] SRX]+r
(SRRJ2+ SRX]2+ 2r SRIR] SRS+ r 2+ 1)1=2

SRIX R]=

Corollary 2: If R N (mg;s@) andX N (nx;sg) then

X Rl= 2r (r 2+ 3+ 3SHRJ?+ 3SRX]?)
® ~ (SRRI2+ SRIX]2+ 2r SRR] SRX]+ r 2+ 1)32

We note the one period Sharpe ratio of the strategy may depend on both the
interaction between the Sharpe ratios of the Signals (weights) and the Returns, in
particular whether they have the same sign or not, together with the sign of the cor-
relation. In fact, the amplitude of the resulting strategy SR may be more dependent
on the respective Sharpe ratios rather thamce afterall, 1 r 1,while SRR]

and SRX] may individually be above 1.
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