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ABSTRACT

This thesis investigates the Comprehensive Neural Computing (CN C) System — 
an integrated programming and execution environment for neural network models and 
their applications. At the core of the CNC is a neural computing architecture for 
integrating a range of hardware: sequential workstations, parallel computers, and 
specialised neural computers. This thesis comprises 4 major parts: the design of 
the CNC Architecture; the design of the CNC Neurocomputer, a fine-grain parallel 
machine; the CNC System simulator, implemented on a network of workstations; and 
the architecture assessment studies.

The CNC Architecture was chosen to support the programming environment of 
the ESPRIT II G a l a t e a  Project. G a l a t e a  is the principal European neural com
puting project, which has CSF-Thomson (France), Philips/LEP (France), Siemens 
(Germany) and University College London as major partners. Its programming en
vironment is a set of tools for programming and simulating neural networks that 
builds upon PYGMALION, the programming environment chosen for the CNC Sys
tem. It comprises a graphic monitor, an algorithm library of common neural network 
models, a high-level neural network programming language based on C++, and an 
intermediate-level virtual machine language optimised for the mathematical opera
tions involved in neural computations.

The CNC centres on a communications architecture which supports the devel
opment of multi-neural network applications. It allows neural networks, or parts of 
networks, to be mapped and run on the most appropriate machine (e.g. workstations, 
Transputer-based parallel machines, and the CNC Neurocomputer). The communi
cations architecture comprises a backplane bus specification (the IEEE Futurebus+), 
a high-level protocol (based on a message passing scheme), and a communication 
unit, which implements Futurebus+ and executes part of the high-level protocol.

The CNC General-purpose Neurocomputer comprises an executive unit and an 
array of neural microprocessors. The executive unit performs the high-level message 
passing communication protocol and supervises the microprocessor array operation. 
The microprocessors are either general-purpose programmable RISC processors, or 
ASICs generated by a silicon compiler from a definition in PYGMALION’s neural 
network specification language.

The CNC Architecture simulator was developed as the underlying tool for the 
investigation of applications using the CNC System. It uses workstations to simulate 
the CNC Neurocomputers, and a local area network for the emulation of the com
munications architecture hardware. A backplane bus simulator, also running on a 
workstation, is incorporated to allow monitoring of the system operation, and to in
vestigate the suitability of the common bus approach to neural network applications.

The assessment studies analyse the performance of the CNC Communications 
Architecture and CNC Neurocomputer. In particular, they present results of the 
simulation of test applications, and discuss the ideal system operating conditions and 
the suitability of the system for different neural applications. The studies demonstrate 
the versatility of the CNC Architecture and suggest that the CNC Architecture is 
suitable for integrating neural networks and other computing paradigms.
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Chapter 1 
INTRODUCTION

This chapter presents: a brief introduction to Neural Computing; the re
search goals o f this thesis; an overview of the comprehensive neural com
puting system proposed; and the contributions of this work to Neural Com
puting and Parallel Architectures.

1.1 N eu ra l Inform ation  P rocessin g

Neural Information Processing is an alternative form of computation that strives 
to emulate the functionality of the brain in solving pattern-processing problems. It 
can be divided into two broad areas: Neural Science and Neural Computing.

Neural Science investigates the biological and physiological aspects of the brain, 
trying to determine the process involved in the activity of neurons [87]. This involves, 
in particular, the attempt to identify the structure of the brain, the similarities and 
diversities of nerve cells, and the mechanism of impulse propagation between cell 
membranes [18].

Neural Computing is the science concerned with a form of computation based 
on non-programmable, adaptive information processing systems: neural networks. 
Neural Computing involves: the study of artificial neural network models and artificial 
neurons; the investigation of neural network programming environments; the design 
of tools for experimentation with new models and the development of applications; 
and the design and implementation of neural computers (or neurocomputers), the 
execution platforms for neural networks.

1.1.1 Neural Networks

A neural network is a computing architecture inspired by the macro structure and 
function of neurons in the brain. It is composed of a collection of artificial neurons, 
each of which is connected to a number of others. Artificial neurons (Figure 1.1) 
resemble real nerve cells and operate by performing a weighted sum of its inputs, and 
applying the result to a threshold function, in order to generate its state. This state

11
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is then output to other neurons. The great majority of artificial neurons are exten
sions and developments of either the basic threshold computing device proposed by 
McCulloch and Pitts in 1943 [52], or Rosenblatt’s Perception, presented in 1958 [82]. 
Indeed, most neural network models developed to date share these common charac
teristics:

N etw ork  topology, which establishes the way neurons are interconnected. It 
varies from fully-connected to multi-layered networks, with connections made 
between layers (Figure 1.2), between groups of neurons, or at random;

T hresho ld  function , which can be implemented as a sigmoid, a hard limiter
i

step function or a pseudolinear function [91]; and 1

L earning a lgorithm , which determines how the network weights are to be 
set or updated, and is the most common variable among neural network mod
els [102].

input
states

weighted
states

- H 3 — »■

threshold
functionsummation

output
state

Figure 1.1: The Artificial Neuron

first second
hidden hidden artificialneuron

output
layer

Figure 1.2: A Multi-layered Neural Network

There are over 100 neural network models today [30, 47, 48]. Of those, around 
50 are frequently applied to such tasks as: image, speech and inexact knowledge
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processing; optimisation problems; and forecasting. Examples of well known models 
are: the Perceptron, the Hopfield model [35], the Back-propagation of Errors [83], 
the Adaptive Resonance Theory (ART) networks [14], and Kohonen’s Self-organising 
Feature Maps [45]. The Perceptron can only be used successfully to recognise pat
terns that can be discriminated with a hyperplane1. The Hopfield model is used in 
optimisation tasks and as associative memory. Its network structure is relatively easy 
to build with current analog VLSI technology. Back-propagation, perhaps the most 
popular model today, works well in a diversity of applications such as speech syn
thesis, the scoring of bank loans, and adaptive control (robotics). ART nets and the 
Kohonen Feature maps favour applications directly related to pattern recognition. 
ART nets are used in such tasks as the recognition of radar readouts, and Kohonen 
Feature Maps are claimed to be more effective than many algorithmic techniques for 
numerical aerodynamic flow calculations.

1.1.2 Neural Network Program m ing Environm ents

The development of flexible neural network programming environments has been 
encouraged by the variety of models and their possible applications, and by the need 
to experiment with network parameters in order to try to guarantee the final con
vergence of the algorithms. The programming environments come from industry 
and university as well finished products, either as commercial or public domain soft
ware. Examples are: ANSpec from SAIC (Science Applications International Corp.); 
Explorer, from NeuralWare; Brainmaker from California Scientific Software; Anne, 
from the Oregon Graduate Institute; and Pygmalion from University College London. 
Each programming environment comprises a set of tools that might include: a graphic 
interface; an algorithm library; a high-level neural network programming language; 
hardware configuration information on the organisation of the machine intended to 
run the network simulation; and translators, to map the programming language to 
the target execution platforms.

Most programming environments are supported by specific neurocomputer imple
mentations or simple conventional computers. This hardware support is their major

1 Minsky and Papert showed in 1969 that the Perceptron could not be applied to many interesting 
and useful problems[58]. Their work provoked a drastic reduction of interest and funding of neural 
network research during the ’70s.
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limitation, hindering the inherent parallelism, flexibility and generality of neural net
works.

1.1.3 Neurocom puters

The spectrum of neurocomputer architectures is as wide as the choice of models 
and programming environments, each implementation presenting contrasting perfor
mance and flexibility specifications (Figure 1.3). Research into new neurocomputer 
architectures is basically motivated by the need for systems that offer practical learn
ing time, a realistic number of connections (in the form of weight storage capac
ity), and proper neural network programming support. Under a simple taxonomy, 
neurocomputer architectures can be classified as special-purpose or general-purpose 
machines.

,RAMs
,Special-purpose neurocomputers 

^Computational arrays

^General-purpose neurocomputers

Systolic arrays
Conventional parallel computers 

Sequential computers

FLEXIBILITY

Figure 1.3: Spectrum of Neurocomputer Architectures [96]

S pecial-purpose N eu ro co m p u ters

Special-purpose neurocomputers benefit from fast and compact VLSI special- 
purpose circuits, but lack the necessary programmability and flexibility for the exper
imentation and fine-tuning of model parameters. They are usually based on analog 
electronic integrated circuits. However, there is active research into optical imple
mentations, which seem highly suited for neural networks with a large number of 
connections [29, 46, 75, 92].
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Analog electronic neurocomputer architectures are based on specially designed 
ASICs. Typical characteristics are: the implementation of a great number of artifi
cial neurons connected in a particular topology, the execution of just one fixed neural 
network algorithm, and very limited, or no, learning capacity at all. Since the math
ematical functions of neural network models are implemented directly into silicon, 
analog neurocomputers offer a limited range of applications and no facilities for the 
development and investigation of new classes of neural networks. Moreover, the direct 
mapping of functions onto hardware leads to problems such as noise susceptibility, 
thermal instability, and inaccuracy of parameters [60].

G eneral-purpose  N eu ro co m p u ters

General-purpose neurocomputers offer high flexibility, generality and reliability 
but, when compared with special-purpose implementations, may present a poorer 
performance. Implementations usually make use of digital electronics, with some 
hybrid analog/digital machines such as Intel’s Neural Network Training System, based 
on its ETANN64 chip [41, 34], and Fujitsu’s Neurochip [99].

Digital neurocomputer implementations axe the most common form of hardware 
support for neural networks. Small applications run comfortably on a simple per
sonal computer, which can be equipped with accelerator boards if greater number of 
connections or artificial neurons is needed. Bigger applications, which usually offer a 
sophisticated user interface, require the power of a workstation and the use of graphic 
displays. The range of possible implementations includes: those based on arrays of 
processors, such as Transputers; and Supercomputers, used as off-line resources on 
applications that cannot be trained on-line in a practical amount of time.

The most common problem of execution platforms based on conventional or small 
scale parallel architectures, is that the inherent parallelism of neural networks is not 
properly exploited. This is because artificial neurons are implemented as virtual 
elements whose functions are intensively executed by one or more processors. The 
Connection Machine [33] is a system in which the parallelism can be exploited [27, 66]. 
However, the mapping of artificial neurons onto the many processors does not scale 
properly with the increase of the network size [71].

One approach towards effective neurocomputer architectures is to base their design 
on programmable neural microprocessors. This approach offers: real parallelism, to
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take advantage of the distributed nature of neural networks and to attempt the high 
performance required by real-world applications; scalability, so that the hardware can 
be expanded into larger systems according to application requirements; and flexibility, 
to support a range of neural network models through adequate programmability of 
processing units and connections.

When choosing an execution environment for a particular application, issues such 
as flexibility, performance, programmability, and price must be considered. Moreover, 
if the original requirements change, even slightly, there is the risk that the chosen 
neurocomputer will be rendered ineffective.

For some time researchers have been trying to match the flexibility of program
ming environments, and the requirements imposed by various neural network ap
plications, with a single neurocomputer architecture. However, there is a plausible 
alternative approach: the development of a single execution environment capable of 
integrating various neurocomputer architectures, each best suited to different appli
cations.

The resulting flexible and scalable system would be able to support applications of 
contrasting complexity and size, with great portability. The choice of hardware would 
span from conventional sequential computers to analog special-purpose hardware, 
including conventional parallel systems, and a fully programmable, massively parallel 
neurocomputer.

1.2 R esearch  G oals

The research described in this thesis produced the design of a neural computing 
system architecture. The architecture offers a flexible and extendable execution en
vironment for the development of neural network models and applications of diverse 
sizes and performance requirements. The main goals of the design were:

• Perform ance: The system must offer an adequate performance for implement
ing real-world applications.

• F lexibility: The system must allow the integration of heterogeneous hardware 
at different levels: at the system level, sequential machines, parallel hardware
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and neurocomputers; at the neurocomputer level, special-purpose or general- 
purpose neural microprocessors; and at the microprocessor level, the integration 
of circuit macro-cells from various sources. This flexibility must not compromise 
performance.

• Scalability: The neurocomputing system must offer the possibility of upgrad
ing or downgrading its hardware in order to support a diversity of applications 
and/or neural network models, in a cost-effective way. At the system level, this 
is addressed by including or removing boards, and at the neurocomputer level, 
by increasing the number of neural processing elements.

• Parallelism : The system must offer facilities for the parallel execution of neural 
and conventional tasks, in a range of heterogeneous hardware, at the system 
and neurocomputer levels.

• P rog ram m ab ility : The system must offer facilities that allow its integration 
with a comprehensive programming environment, for which it is to be a suitable 
execution platform. The programming environment, in turn, must offer an 
adequate and complete set of tools for the development of neural models and 
applications.

The resulting Comprehensive Neural Computing (C N C ) System tries to over
come the limitations of existing system architectures, and to provide a truly general- 
purpose neural network programming and execution environment.

1.3 S y stem  O verview

The CNC System integrates the PYGMALION Programming Environment, de
scribed in Section 2.1.4, and the CNC Execution Environment Architecture (Fig
ure 1.4), designed to integrate a range of heterogeneous hardware that spans from 
conventional machines (e.g. Sun workstations), to the CNC’s own neurocomputer. 
The architecture defines clear interface requirements, which must be satisfied in the 
integration of any hardware platform. These interface requirements are expressed 
by the CNC Communications Architecture (which is concerned with the interface 
between neurocomputers), and by the CNC Neurocomputer Architecture (which is 
concerned with the interface between neural chips).
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1.3.1 CNC Com m unications A rchitecture

The CNC Communications Architecture is a message passing architecture based 
on a asynchronous backplane bus with distributed arbitration. It comprises the IEEE 

Futurebus+ (as the backplane bus specification), the CNC Message-passing Protocol, 
and the CNC Communication Unit (responsible for basic protocol functions and for 
the implementation of Futurebus+).

Futurebus+ was chosen for its ability to provide the flexibility and expansibility 
required for a neural computing system. This ability is a direct result of its careful 
specification as an interconnection architecture tha t is:

A rc h ite c tu re  In d e p e n d e n t:  The specification does not constrain the user 
to an architectural model, hence allowing functionally distributed or shared 
m emory systems;

P ro c e sso r  In d e p e n d e n t:  Futurebus+ offers a low-level protocol with maxi

mum transference rates between boards instead of specific devices;

Fully  D is tr ib u te d : The specification guarantees adequacy of designs to fault- 
tolerance requirements;

E x te n d a b le : By specifying a protocol that allows locking of communication in
terfaces, Futurebus+ enables the use of multiple busses for information exchange
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between neurocomputers or between boards composing a single neurocomputer; 
and

Technology In d ep e n d e n t: By conforming to the specification there is a guar
anteed compatibility between different manufacturers and implementation con
straints.

The CNC Message Passing Protocol is designed to offer a set of basic commands 
for executing, monitoring and training neural networks. Since it can be easily ex
tended, it offers the possibility of integrating other computation models with neural 
networks, within the same application. The protocol’s message structure allows the 
definition of application-specific commands in addition to pre-defined messages for 
system control, neural network learning, or recall.

The CNC Communication Unit design fully implements the Futurebus+ specifica
tion. The design specifies off-the-shelf integrated circuits, keeping size and cost down. 
If desired, a more efficient implementation can follow the basic block diagram in or
der to develop full-custom interface ASICs. The interface with the neurocomputer is 
also kept very simple by using a bi-directional first-in-first-out device. There are also 
interruption facilities for critical conditions and reset, at the system, communication 
unit, and neurocomputer levels.

1.3.2 CNC N eurocom puter

The CNC Neurocomputer is a modular architecture comprising two basic compo
nents: an Executive Unit and a Network of Neural Processors.

The Executive Unit implements the message passing protocol and controls the 
operation of the neural processor network. It interprets and executes commands 
received from the user or other neurocomputers, sends for network data, and controls 
the flow of information and down-loading of programs into the processor network, 
when necessary.

The Network of Neural Processors is the hardware that implements the simula
tion of the neural network algorithms. The modular approach allows the designer 
to choose between using a particular neural processor network with the CNC Exec
utive Unit, or designing a version of the Neurocomputer from scratch. In the first
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case, the defined interface between the CNC Executive Unit and the processor net
work has to be respected. In the latter case, the designer has complete freedom to 
devise a new architecture, as long as the interface between the Neurocomputer and 
the Communication Unit is respected, and the high-level communication protocol is 
implemented.

The CNC Neurocomputer specifies two neural microprocessors, for which the 
interfaces are optimised. These are a modified version of UCL’s Neural-RISC [71], 
and ASICs based on the Generic Neuron architecture [100], which are generated 
by UCL’s Neural Silicon Compiler [65], Both designs use the standard inter-chip 
communications protocol, based on a broadcast bus for the transmission of messages 
containing weights or states. This protocol, a straight-forward extension of the one 
used by UCL’s Generic Neuron [100], provides a high connectivity scheme among the 
neurocomputer processing elements. A single protocol offers the possibility of using 
either the programmable microprocessor or the application-specific circuits, on the 
same framework. This feature provides an execution environment that is suitable for 
both research and practical neural network applications.

A system simulator implements the CNC Communications and Neurocomputer 
architectures on a network of workstations, linked by an Ethernet Local Area Net
work, with UNIX and the T C P/IP  communication protocol. The program, written 
in the C programming language, allows the testing of the message passing protocol, 
the evaluation of the system architecture’s adequacy for neural computing, and the 
integration of heterogeneous systems (achieved through the simulation of a simple 
application in different system configurations).

1.4 R esearch  C ontributions

The contributions of this thesis to Neural Computing and Parallel Architectures 
Research are as follows:

• N eural N etw ork  E xecu tion  Environm ent: The CNC Architecture offers 
performance and fault-tolerance to support the distributed nature, and inherent 
fault-tolerance of neural networks.
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• C om m unications A rch itec tu re : The CNC Communications Architecture 
constitutes a scheme for communication between heterogeneous machines. It 
offers hardware support and a set of basic primitives for neural networks, plus 
a flexible architecture definition that is suitable for other computation models, 
whether integrated to neural networks or not.

• A rch itec tu re  S im ulator: The simulator, developed to assist in the assessment 
of the architecture’s characteristics, constitutes a flexible and easy-to-use tool 
for the development and execution of parallel applications over a network of 
workstations.

• C o n trib u tio n s  to  o th e r  p ro jec ts: The CNC Execution Environment Ar
chitecture was chosen as the basic execution environment for the ESPRIT II 
Neurocomputing Project GALATEA. The execution environment, integrated to 
GALATEA’s programming environment, constitutes a powerful system for re
search, development and execution of neural network models and applications.

The CNC Execution Environment Architecture has defined an efficient target 
architecture that can be used with the VLSI neural microprocessors developed 
at UCL by Pacheco [71] and Vellasco [100].

The CNC Neurocomputer is one possible target architecture for ASICs gener
ated by the GALATEA and UCL Neural Silicon Compilers [65].

• P ub lished  W ork: To date, different stages of this work have been presented at 
various conferences, including the IFIP Workshop on Silicon Architectures for 
Neural Networks (St. Paul de Vence 1990) and the International Joint Confer
ence on Neural Networks (Seattle 1991). References are listed in Appendix A.

1.5 T hesis O rganisation

The remainder of this thesis is organised in eight chapters, covering: a study of 
neural computing systems, neural computing programming environments, and neu
rocomputer architectures; the CNC Execution Environment Architecture design, the 
simulator implementation; assessment, including performance evaluation; and con
clusions.
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Chapter 2 reviews and assesses some neural computing systems. It begins by sur
veying neural programming environments and investigating their dependency on par
ticular execution platforms. It then presents some execution environments according 
to a simple taxonomy: Special-purpose and General-purpose Neurocomputers. Some 
analog and optical implementations are described, but the discussion concentrates on 
digital implementations divided into conventional sequential, conventional parallel, 
and massively parallel architectures. Finally, we present integrated systems that try 
to introduce flexible neural network development and application environments.

Chapter 3 presents an overview of the CNC System, and discusses its implemen
tation through the presentation of the main design issues. It is followed by a more 
detailed description of the system in the next two chapters.

Chapter 4 describes the communications architecture through a discussion of the 
choice of Futurebus+ as the backplane bus specification, a description of the message- 
passing protocol, and the design of the CNC Communication Unit.

Chapter 5 introduces the design of the CNC Neurocomputer, discussing the im
plementation of the Execution Unit and the two neural microprocessors adopted.

Chapter 6 describes the CNC Architecture Simulator in two parts: the Communi
cations architecture implementation, divided into backplane bus and the Communi
cation Unit simulators; and the CNC Neurocomputer, which comprises the Executive 
Unit and the Neural Processor Network simulators.

Chapter 7 presents the test simulation results. The impact of the communica
tions overhead on the execution time of a simple character recognition application is 
analysed for 3 cases: a system with a host and one neurocomputer, for training and 
recall; a heterogeneous system composed by a host and two distinct networks being 
trained with the same data set; and a system with a host and a single network divided 
between two neurocomputers (one neurocomputer for each layer), during recall. The 
execution times of this last system configuration, during training, is also presented, 
and the importance of the network partition discussed.

Chapter 8 assesses the work in each of the main investigation topics: the System 
Architecture, the Communications Architecture and the Neurocomputer design, in
cluding the choice of neural microprocessors. It analyses the conditions for achieving 
the best effective performance of the communications architecture and CNC Neuro
computer, and the adequacy of the CNC System to some typical neural applications.
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The final chapter presents the GALATEA System and its relationship with the 
CNC System, summarises the main results of the thesis, presents the conclusions 
drawn from the work, and discusses possible future research.



Chapter 2 
NEURAL COM PUTING SYSTEMS

This chapter describes and assesses typical programming and execution 
environments and investigates the effectiveness o f integrated systems in a 
general-purpose and application-independent neural computing system.

2.1 P rogram m in g E n viron m en ts

The large number of neural network models and applications has demanded an 
adequate set of programming tools to assist in productive neural computing research 
and development. These tools must offer the necessary flexibility and adaptability re
quired to achieve gains in processing speed, application validation and programming 
productivity. To satisfy this demand, industry and university research groups have 
invested considerable resources in increasingly sophisticated neural network program
ming environments. The characteristics of these environments are determined by the 
intended user and by the scope of the application (Figure 2.1 [97]). The target user 
ranges from experts requiring open flexible environments for experimentation with 
models, to business professionals looking for specialised systems. The scope varies 
from special-purpose application-oriented systems, to general-purpose programming 
systems suitable for any neural network algorithm or application.

In spite of the variety of neural network programming environments, most share 
the following basic features:

• a g raphic in te rface  with menus and a command language for configuring a 
neural network, and controlling and monitoring its execution;

• an a lgorithm  lib ra ry  with parameterised neural network algorithms;

• a high-level language for programming or customising an algorithm or ap
plication;

• a netw ork  specification  language for the low-level, machine independent 
definition of the neural network simulation;

24
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Figure 2.1: Range of Neural Network Programming Environments [97]

• h a rd w are  configuration  in fo rm ation  on the organisation of the target ma
chine in order to allow the best mapping of the neural network specification 
into the executable module(s);

•  tra n s la to rs  to handle the conversion of the network specification language to 
binary code for the various target execution platforms.

The typical development cycle of a neural network application starts with its 
definition in a neural network high-level programming language (Figure 2.2). The 
definition is combined with a parameterised neural network algorithm held in an 
algorithm library and translated into a machine-independent network specification 
language. This portable definition of the application can then be translated into 
binary for execution on any available hardware. An alternative path for the interme
diate representation is the generation of special-purpose integrated circuits through 
silicon compilation. The whole development process and the monitoring of the exe
cution are supported by functions of the environment’s graphic interface. Users with 
higher levels of expertise have the option of either directly defining and experimenting 
with algorithms written in the intermediate level network specification language, or 
of defining the hardware parameters used by the translators.
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The facilities offered by the neural network programming environment at each 
stage of the development cycle varies according to the target use of the environ
ment. This variation determines three classes of programming environments [97]: 
A pp lications-o rien ted ; A lgo rithm -orien ted ; and P ro g ram m in g  system s (ed
ucational and generic).

2.1.1 A pplications-oriented

Applications-oriented environments are designed for professionals who have very 
little neural network expertise, but want to apply the technology without having 
to deal with the programming of algorithms. Since the user’s main interest is the 
result of the application, environments in this class are user-friendly and, often, menu 
driven. Typically, applications-oriented environments axe developed through close 
collaboration of customer and vendor. The customer provides expert information 
about the problem and the vendor supplies the neural network tools and the final 
solution.

An example of applications-oriented environment is Nestor’s Decision Learning 
System  (DLS), a predictive modelling system built on top of the Nestor Learning 
System  (NLS), a hierarchy of parallel neural networks based on a proprietary model
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called Restricted Coulomb Energy (RCE) [15, 63]. Nestor developed applications 
covering mortgage underwriting and likelihood-to-default risk assessment, automobile 
insurance, and credit card transactions [57, 97].

Since applications-oriented Environments are developed for a particular applica
tion from a thorough user specification, the resulting systems are difficult to re-use 
in other applications, or even in the same application subjected to variations in the 
specification.

Although the environments are based on modular architectures (such e l s  the NLS), 
usually only the vendors have access to them. Therefore, customers adopting an 
applications-oriented programming environment are submitted to a strong depen
dency on the supplier for enhancements and maintenance.

Moreover, the environments are tied to specific hardware (e.g. personal comput
ers, in the case of the NLS). If an increase in performance is needed, the environment 
will, most likely, have to be re-implemented on a new platform.

In summary, application-oriented environments have excellent user interfaces but 
are poor in terms of the number of supported algorithms and hardware, and in terms 
of facilities for enhancement and maintenance.

2.1.2 A lgorithm -oriented

Algorithm-oriented environments are designed to support specific neural network 
algorithms. They are usually supplied in a form that allows easy integration with user 
applications. Algorithm-oriented environments can be divided into two sub-classes: 
algorithm-specific environments, which embody a single neural network model that 
can be applied to a broad range of applications; and algorithm libraries which offer a 
collection of parameterised neural network models presented in a standard language 
such as C.
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A lgorithm -specific

Although algorithm-specific environments offer limited configuration possibilities 
and support just a single neural network model, they are general programming en
vironments which can be applied to a broad range of application domains. These 
environments can be seen as a compromise between applications-oriented environ
ments (offering a single proprietary algorithm) and programming systems (offering a 
range of non-proprietary, parameterised algorithms). However, since no single neural 
network model is adequate for every application, algorithm-specific environments are 
frequently expanded to include other models. Consequently, these environments are 
becoming either small neural network programming systems or simple technology 
demonstrators.

Examples of algorithm-specific environments are: NeuroShell, a product of Ward 
Systems Group; C A R L/B P , marketed by Science Applications International Cor
poration [85]; and BrainMaker, developed by California Scientific Software. All 
environments offer the Back-propagation model [97], chosen for being an effective 
general-purpose relationship-finder.

BrainMaker is the most flexible of the three environments. It consists of three 
packages offering, among other tools, a tutorial, sample networks, a graphics user 
interface, and a pre-processor, for defining the network (connections, activities, etc.) 
by means of arrays. Data entry is via a spreadsheet-like style [42, 13]. BrainMaker 
requires an IBM PC, XT, AT or PS/2 compatible computer and can use optional 
accelerator hardware such as the i80170NW Training System, based on Intel’s Elec
trically Trainable Analog Neural Network (E t a n n ) integrated circuit [41].

A lg o rith m  lib raries

In contrast to the programming environments discussed so far, algorithm libraries 
offer the portability of neural network model implementations. They hold common 
neural network algorithms in a parameterised form that can be easily incorporated to 
user application programs. Two examples of algorithm libraries are the Pygmalion 
C-library [5] and Owl [68].

The Pygmalion C-library is part of the Pygmalion Programming Environment [8] 
and contains the most frequently used neural network algorithms in a parameterised
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form that can be configured for specific user applications. The representation of al
gorithms in the library already specifies the interconnection scheme and the artificial 
neurons’ transfer equations. However, the user must define the number of process
ing elements, their initial state, weight values, learning rates, and time constants. 
The library can be used in any machine with a C compiler and constitutes one of 
the key components contributing to the portability of the Pygmalion Programming 
Environment.

Owl is an algorithm library written in C targeted to the experienced computer 
professional. In total, Owl supports 19 different neural network models. All models 
are seen by the programmer in the same way: a data structure and a set of service 
calls which operate on the data structures. The data structures specify the properties 
of the network, and service calls invoke entry points within the network objects. To 
use the network, the user specifies the object and library modules, and an include 
file corresponding to the required model and environment. Parameters needed during 
creation time (instantiating the network), and during execution time, are also set by 
the user. The execution time parameters are defined on a per-network basis and can 
be altered dynamically. Other utilities such as an optional graphic interface are also 
available.

The major strength of algorithm-oriented programming environments is their flex
ibility. Algorithm-oriented environments offer valuable tools for the development of 
applications (e.g. graphical user interfaces and definition of networks in a simple 
form). Algorithm libraries, on the other hand, offer various parameterised algorithms 
in a standard language that can be compiled to any machine for which a compiler 
of that language exists. However, the easy-to-use interface of application-specific en
vironments is not present and a novice user might have difficulties in applying the 
technology. For these users, educational programming systems might constitute a 
good alternative.

2.1.3 Educational Program m ing System s

Educational programming systems are aimed at the novice user and most of them 
originated at the same time as the resurgence of neural networks. For portability 
and cost reasons, these environments were implemented on personal computers with
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simplified input/output support (e.g. in the form of simple configuration files) and 
user interface. However, they are very good tools for supporting the first contact 
with neural networks.

There are a multitude of educational systems developed by institutions in the 
United States and Europe. The most well known is the extensive and well documented 
PDP Simulation Package from the University of California at San Diego.

The PDP software package [51] provides a wide range of exercises for learning and 
practising the neural network models in MS-DOS or Unix systems. The book “Ex
plorations in Parallel Distributed Processing” works as a comprehensive manual for 
the software, included as source code or archived IBM-PC compatible machine code. 
Among the seven algorithms included in the package we find the Back-propagation, 
Competitive Learning, Bolzmann Machine, and Adaptive Resonance Theory (ART) 
models. All PDP simulators share the same program structure with an initialisa
tion/network data specification data structure, command interpreter, algorithm sim
ulator and display. The simulation can be logged into files for post-mortem  analysis 
and plot of the network trajectory. The code can also be modified in order to use the 
same structure for the development of new neural network models.

The main advantage of the PDP package is its portability and the extensive set 
of exercises provided in the book. The main disadvantage of the PDP package is the 
lack of graphic and flexible user interface. In fact, this disadvantage is a result of the 
decision to offer the same software to contrasting MS-DOS and UNIX systems.

In general, educational programming systems come close to a general-purpose 
programming environment. Their main strength is the facility to define a network 
from pre-programmed models, and to tune network parameters to suit particular 
applications. Their main weaknesses are the limited support for the development of 
new algorithms, and the limited number of available execution platforms. Generic 
programming systems try to overcame these limitations.

2.1.4 G eneric Program m ing System s

Generic programming systems are designed for the more experienced programmer. 
They can be classified as development systemsj open systems or hardware-oriented 
systems.

|
i
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Development and open systems are very similar in their characteristics. However, 
in development systems, users are not allowed any form of customisation. In contrast, 
open systems are designed to facilitate changes to, for instance, interfaces, algorithms 
and execution control mechanisms.

Hardware-oriented systems offer the possibility of mapping the network onto var
ious machines, to take advantage of the natural parallelism of neural networks. This 
adds to the normal neural network development tools, such as libraries of models and 
applications.

D evelopm en t P ro g ram m in g  S ystem s

There are many available Development Programming Systems. Examples are 
SAIC’s ANSpec [85, 97] and the Rochester Simulator [22].

ANSpec is a concurrent neural network specification language. It is offered as 
an optional module for SAIC’s ANSim  simulation package, extending it to models 
defined by the developer. ANSpec is mapped onto virtual processors whose functions 
are executed by either SAIC’s own Delta Processors or by IBM-PC AT compatible 
computers. ANSpec is based upon an actor model of concurrent distributed process
ing [97]. This makes ANSpec one of the few programming environments to offer the 
means for specifying neural networks in a way that can be translated into architec
tures with multiple processors.

The Rochester Simulator is a system implemented in C by the Department of 
Computer Science at the University of Rochester. Its design emphasises flexibility 
but was not originally intended for a user who is not planning to write any C code. 
The application is built by the user’s C program through a data structure that defines 
each processing unit, its sites and links. The data structure is the key to the flexibility 
of the simulator. It allows the user to define the network in various levels, from the 
single unit, at the lowest level, to the description of connectivity and user-supplied 
functions, at the highest level. The Rochester Simulator, however, lacks an algorithm 
library (Back-propagation is the only pre-programmed model offered), and adequate 
hardware support (the number of supported hardware platforms is limited [97]).
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O p en  P ro g ram m in g  System s

Open programming systems offer some facilities not present in the systems de
scribed so far, such as the possibility of modifying or including neural network models 
in its source code form, and the possibility of adapting the whole system to the user’s 
needs. Examples of open programming systems are Genesis and the Pygmalion Pro
gramming Environment.

Genesis is a “biological oriented system for researchers constructing models similar 
to real neurons” [97]. It was developed by the Division of Computational and Neural 
Systems of the California Institute of Technology. Genesis is a C compatible, Unix 
and X-Window based neural network simulation toolkit comprising, among other fa
cilities, a script language interpreter and a graphics interface (Xodus). In Genesis, the 
application is represented by a hierarchical structure of objects which are referenced 
and accessed in the same format as the files in the Unix operating system. For exam
ple, the axon of neuron_l in network_l is referred to as /netw ork_l/neuron_l/axon.

The Pygmalion Programming Environment is the result of research in neural net
works funded by the European Community ESPRIT II Programme [5]. It is also built 
around standards such as X-Windows, and the C  and C++ programming languages, 
which makes it easily extendible. To provide portability of applications to various 
machines, the trained or partially-trained neural networks are specified and stored 
in an intermediate level specification language — a sub-set of C. The specification 
language embodies a hierarchical data structure encompassing types such as system, 
network, lay e r , and neuron, each holding the definition of parameters and functions 
executed at that level of abstraction.

The Pygmalion Programming Environment is the first major effort in the devel
opment of a truly flexible and machine-independent neural network programming 
environment. It comprises five major components (Figure 2.3):

• a high-level p ro g ram m in g  language (N), which is object-oriented to aid 
the definition of a neural network’s topology and dynamics, and is used in 
conjunction with the algorithm library;

• an in te rm ed ia te -lev e l n eu ra l n e tw ork  specification language (nC), 
which is low-level and hardware-independent, and used to represent the trained, 
or partially trained, neural network;
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• an a lg o rith m  lib ra ry , which stores parameterised models programmed in the 
high level language, thereby forming a set of validated modules which can be 
used in the building up of applications;

• a g rap h ica l m o n ito r, integrated to a simulation command language, and used 
to control the execution and monitoring of an application simulation; and

• com pilers, responsible for translating the intermediate-level code of the appli
cation to an executable form in the target machines.
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Figure 2.3: The Pygmalion Programming Environment

The high-level neural network programming language, N  [5], is a sub-set of C++ 
with features allowing algorithms to be defined in a modular tree hierarchy of specific 
types, each type with its own data and behaviour (analogous to the definition of 
classes in C++). A detailed description of N  can be found elsewhere [50, 100].

The nC  Intermediate-level Language was developed to achieve:

• neural network independence, to be able to concisely represent a wide range of 
applications, from the specification stage to training and usage;

• software compatibility, to allow easy interface to conventional software, includ
ing numeric and symbolic languages;

• target hardware independence, to allow efficient mapping onto a range of exe
cution platforms, including parallel and neural computers; and
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• algorithm/application separation, permitting the development of applications 
composed by different algorithms, or the configuration of a parameterised algo
rithm to different applications.

Machine independence is considered to be the major benefit of nC  because the 
language allows a trained network to be either stored in a library for later use, or 
mapped onto a different computer. To achieve machine independence, nC  is struc
tured as a sub-set of ISO standard C with specially defined neural network data 
structures. A detailed description of nC  can be found in Vellasco[100].

Pygmalion’s Graphical Monitor provides graphic tools and a command language 
for monitoring and controlling the neural network simulation. The Graphical Monitor 
allows the display of all nC  data structures and its contents (value of weights, neuron 
states, etc.), and the modification of system variables during execution, which can 
then be saved at the end of the simulation for future use.

The role of the compilers in the Pygmalion Environment is to allow the nC  
definition to be translated into either the machine code of the supported hardware, or 
serve as source code for a silicon compiler. The compilation of applications to parallel 
machines was briefly investigated by the Pygmalion project but further research in 
this area is needed.

The Pygmalion requires an ANSI C compiler and runs on Sun and DEC work
stations under UNIX and the MIT X llr4  Windowing System.

H a rd w are -o rien ted  S ystem s

Hardware-oriented programming systems try  to take advantage of the natural 
parallelism of neural networks by emphasising the mapping of neural networks onto 
specific machines. These systems can be divided into two sub-classes: parallel pro
gramming systems and those generated by silicon compilation. In the first class we 
find systems such as Anne, for iPSC machines. In the second class, we find systems 
such as UCL’s Silicon Compiler.

Anne is a neural network simulation system specially developed by the Oregon 
Graduate Institute for INTEL’S iPSC MIMD hyper-cube multicomputer system [9]. 
It is designed to help the exploration of neural network operating characteristics by 
executing them in the most efficient way. The system comprises a network description
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language (NDL), a network partition utility, and a dedicated network emulator for the 
iPSC processors. Applications written in NDL are compiled to an intermediate level 
specification, which is then run through a mapper that, using a “Physical Architecture 
Descriptor,” partitions the network amongst the iPSC processors for execution. The 
system allows the user to examine, modify, or save data within the network, at any 
stage in the simulation.

UCL’s Neural Silicon Compiler [65, 64] complements the Pygmalion programming 
environment, and is typical of the current trend in tools for the design of neural in
tegrated circuits. The silicon compiler takes the specification of a neural network 
in Pygmalion's intermediate-level specification language, and generates a descrip
tion of the processing elements in the IEEE standard hardware description language 
VHDL [40]. The silicon compiler extends the Pygmalion environment by introduc
ing: a library dedicated to the supported hardware architectures (in particular, the 
Generic Neuron Architecture [100] described in Section 5.4); and a hardware simu
lator, which allows the user to analyse the actual behaviour of the network as if it 
was implemented on hardware. This simulation takes into consideration such aspects 
as arithmetic precision and the implementation of threshold functions as look-up 
tables [3].

2.1.5 Sum m ary

From the analysis of neural network programming environments it is possible to 
extract desirable features to be found in a truly general-purpose system. These are:

• a library of pre-programmed and ready-to-use neural network algorithms as in 
Owl and Pygmalion’s C-library;

• a set of tools to help in the development of applications (e.g. graphical user 
interfaces), and a simple form for defining the network structure and network 
parameters;

• a machine-independent language for the experimentation on existing algo
rithms, or for the development of new ones; and

• compilers for various target execution platforms, including parallel computers 
and special-purpose neural hardware.

i
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Of the studied environments, Pygmalion stands as a good attem pt in offering all 
the desirable characteristics. However, adequate hardware and software support for 
the parallel execution of neural networks has to be supplied before it can be considered 
a true general-purpose programming environment.

2.2 E x ecu tio n  E n viron m en ts

As discussed in Chapter 1, the desired characteristics of any neural computing 
execution environment are performance, flexibility, scalability, parallelism and pro
grammability. Any investigation of neurocomputers must, therefore, consider these 
issues.

Ideally, the mentioned characteristics would be present in a general-purpose ex
ecution environment through a combination of the performance of special-purpose 
neurocomputers, with the flexibility and programmability of general-purpose neuro- 
computers.

2.2.1 Special-purpose N eurocom puters

Special-purpose neurocomputers are high performance implementations of a neu
ral network architecture that sacrifice flexibility and programmability in favour of 
performance. The implementation is usually based on algorithms such as the Hop- 
field Associative Memory, Back-propagation and Kohonen’s Self-organising Maps be
cause of their simplicity or applicability. However, in principle, any neural network 
model can be implemented. Special-purpose neurocomputers are built of a number 
of specially-designed neural integrated circuits, typically mapping the neural network 
model such that every artificial neuron has a correspondent processing element.

A nalog Im p lem en ta tio n s

Analog implementations of neurocomputers simply map tjie real neurons — the 
nerve cells and synapses — onto electronic equivalents — amplifiers and resistors 
respectively (Figure 2.4). The connection scheme is also very simple, being built 
as a connection matrix where the resistors allow the coupling and summation of 
neuron states. In Figure 2.4, this is represented by the neuron outputs (vertical
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lines A1-A4) connected to the horizontal summing wires. This connection scheme 
naturally yields to a good silicon integration ratio and computation speed. However, 
in many applications, a certain flexibility is desired, and changing the synapses values 
is necessary. For this purpose, resistors are substituted by synapse circuits based on 
capacitors.

Input
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Figure 2.4: Analog Neural Network Implementation

Many groups are working on analog special-purpose neural chips and some com
mercial systems are already available. Examples of analog implementations are: Mit
subishi’s Neurochip [7, 59], and those developed at California Institute of Technology 
(CALTECH) [53, 54].

Mitsubishi claims that its circuit is the fastest and largest scale learning neural 
chip. It integrates 336 neurons and 28,000 synapses and is said to have a performance 
of 1 tera connections per second during recall, or 28 giga connection updates per 
second during learning. [59]. To overcome the performance degradation problem 
caused by the increase in the number of connections in large networks, the architecture 
permits that a single neuron is split over several chips. For example, a network with 
four chips can have the circuits for a single neuron distributed through all four circuits.

Carver Mead, one of the leading researchers, at CALTECH , has developed analog 
VLSI designs that include large arrays of amplifiers and interconnection elements, 
with MOS transistors operating in a sub-threshold regime to reduce power consump
tion [89]. Mead has also produced comprehensive studies of biologically-inspired 
analog VLSI neural networks [53],

One problem with analog implementations is that, for practical reasons, they have 
to be connected to digital computers, for the user interface at least. The necessary
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analog to digital (and digital to analog) conversion creates a performance bottleneck 
since the weights, inputs and outputs have to be converted at some stage to be used 
by the neural circuits. The need to integrate analog neurocomputers with digital 
computers is generating a move from totally analog circuits to hybrid digital/analog 
ones, where input and output are digital but processing is analog.

O p tica l Im p lem en ta tio n s

A way to implement an optical neurocomputer is to use holograms to generate 
three-dimensional images that map incoming signals to a great number of recep
tors. Very briefly, this type of optical neurocomputer comprise: the hologram and a 
two-dimensional array of optical switching elements. The hologram specifies the con
nections among components. With a simple planar hologram it is possible to connect 
10,000 light sources to other 10,000 light sensors [1]. The switching elements, which 
change state according to the states of the elements to which they are “connected”, 
perform the threshold function of the neural network.

Optical technology effectively matches the requirements of a neural computer 
with its strengths in the interconnections, and its weaknesses in the the performing 
of intricate logical operations, which are less important to neural computing func
tions [1, 6]. However, despite the great possibilities, the technology is still young, and 
optical neural computers are still in early stages of development. The systems are 
experimental neurocomputers [49, 67, 72, 103], and the inclusion of learning is still 
being investigated [44, 74, 77].

D ig ita l Im p lem en ta tio n s

The majority of special-purpose digital neurocomputers are built of integrated 
circuits implementing processing elements. These circuits execute high speed multi
ply/accumulate operations using static RAMs to implement synapse arrays and look
up tables for threshold functions [71]. Other implementations adopt bit-serial VLSI 
multipliers with high packing density, achieved through the implementation of low 
precision arithmetic [61]. Most special-purpose neurocomputers are research systems 
used mainly to investigate applications of specific models, with good performance.
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An example of a special-purpose digital neurocomputer is the Lockheed Prob
abilistic Neural Network Processor - (PNNP)  [101], implementing the Probabilis
tic Neural Network model (PNN). The processor is a high-speed digital arithmetic 
pipeline engine designed to explore the real-time learning capacity of the PNN model. 
It comprises two sets of boards: one 25Mhz integer card set and one 12,5MQz floating
point card set. These two card sets are assembled in two backplanes connected to 
a common controller/interface board. This then connects to an IBM-PC compatible 
computer through a dual port memory (Figure 2.5). The integer card set executes the 
first stage processing over the unsigned integer input vectors. The floating-point set 
performs the conversion of the first stage results to the IEEE floating-point format, 
then processes the resulting 32-bit words computing the PNN algorithm Euclidean 
distance between the input vector and a stored exemplar, sending the result back 
to the computer interface. The result is a vector of 256 floating-point words that is 
used in the final probability density function calculations. Each integer processor is
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Figure 2.5: Lockheed PNN Processor

“mated” with a floating-point processor for operation. The system can store a maxi
mum of 131,072 16-bit training vectors, and has been used to demonstrate real-time 
on-line learning and adaptive control for applications ranging from aircraft control, 
target recognition and sonar processing.
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The PNNP system exemplifies an additional drawback of special-purpose digi
tal neurocomputers. Despite the simplicity of the basic neuron-like elements, the 
complete systems can be usually as complex as conventional systems.

In order to reduce the overall system complexity, and to improve performance, 
more recent digital implementations of special-purpose neurocomputers utilise ad
vanced VLSI circuits. There are currently two trends for the implementation of these 
circuits: wafer scale integration [69] and silicon compilation [65], Wafer scale inte
gration benefits from the regular structure of neural networks and takes advantage of 
the inherent fault tolerance of neural networks to overcome some of the problems of 
the fabrication process. Silicon compilation aims to achieve a highly optimised im
plementation of the neural network by making use of a communications architecture 
(for the interconnection of artificial neurons), and a generic model for the neuron-like 
processing element.

Hitachi [23, 104] and the “Institut National Polytechnique de Grenoble/CSI” [69, 
70] have developed neurocomputers based on wafer-scale-integration.

Hitachi’s implementation has 1152 neurons distributed in 8 sub-system boards, 
each with a 5-inch wafer. The neurocomputer implements a Hopfield network and it 
is claimed to achieve up to 2.3 billion operations per second. The architecture [104] 
adopts a time-sharing broadcast bus to achieve full connectivity, and a redundant 
learning control circuit to account for fault tolerance (necessary when considering 
wafer scale integration).

The broadcast bus approach for connecting computing elements in Hitachi’s neu
rocomputer and the PNNP, in fact reflect the flexibility and generality of this com
munication architecture, used by most designs of digital special-purpose or general- 
purpose neurocomputers.

The Grenoble/CSI design adopts a different approach for achieving any pattern 
of connectivity. The architecture uses a shift-register for transmitting the weights 
and states along the network. The scheme organises neural processing elements in 
rows between two busses divided in segments. When required by the phases of neural 
computation, segments can be connected together by software programmable switches 
(Figure 2.6a). Each processor comprises: identification registers (ID_R) used to con
trol the computation and the flow of data in the busses; a local memory for the 
coefficients and parameters used to approximate the threshold function; a data path 
for the necessary calculations; and a controller for the computation of the neuron
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state, and for data transfer (Figure 2.6b). A prototype has been implemented in a 
2fim CMOS technology and tested at frequencies up to 20MHz.
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Figure 2.6: Neural Architecture Based on Shift-register Processors

At University College London, work on silicon compilation of neural chips is based 
on a generic architecture for an artificial neuron. The so-called Generic Neuron 
comprises two functional units [100]: a weight unit, to update the weights according 
to the neural model; and a neuron unit to perform the calculation of the processing 
element’s state and error value. Since the communications architecture adopted is 
based on a common broadcast bus, for algorithms using back-propagation of errors, 
communication between units is optimised with the duplication of weight information 
in each of the processing elements. Therefore, because the weight associated with 
every connection is local to each processing element, only the artificial neuron states 
have to be broadcasted. The implementation of neural circuits based on the Generic 
Neuron architecture is detailed in Section 5.4.

H y b rid  A n a lo g /D ig ita l Im p lem en ta tio n s

Hybrid analog/digital neurocomputer implementations try to benefit from the 
performance and integration factor offered by analog neural circuits, and the flexibil
ity and reliability of digital circuitry. This approach also recognises the interfacing 
difficulties of analog chips, and include facilities for their interconnection with digital 
computers. Hybrid circuits usually combine analog operation of the neural network 
functions (weighted sum and threshold) with digital weight storage and/or control. 
An example is the work by Graf of AT&T Bell Laboratories [25].
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AT&T’s neural chip is a 256-neuron integrated circuit for image recognition [24]. 
Each neuron in the circuit has 128 connections for a total of 32,768 programmable 
connections in the chip, and can be arranged in several single or multi-layered archi
tectures. To increase the number of possible connections, the integrated circuits can 
be pipelined to form a “very long neuron” with up to 1024 connections. To facilitate 
the integration of the circuit onto the target digital image recognition system, only 
the implementation of the summation function is analog. The neurocomputer based 
on this neural chip comprises a board with: a digital signal processor for the control 
of data flow, operation and data formatting for the neural chip; 256K bytes of fast 
static memory; and EPROM for the microcode of the neural chip. The board is 
plugged into the VME bus of a Sun workstation (Figure 2.7). Processing speed is 
one 512x512 pixels image per second, in contrast to 30 minutes if processed on the 
workstation alone.

NEURAL NET BOARD 

I n address bus V !

EPROM
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SRAM

NEURAL
NET

VME INTERFACE

VME Bus

Figure 2.7: AT&T Image Recognition Neurocomputer

The AT&T system, however, is largely limited by the VME bus. Since processing 
on the chip takes only 300ms, the bus transmission rate slows down the whole system. 
Therefore, the chip is used with less than 10% of its maximum performance [25]. 
This limitation suggests that any system integration for real time applications must 
carefully consider the system communications architecture.

The inherent flexibility of digital, and hybrid digital/analog implementations allow 
these special-purpose neurocomputers to come close to a general-purpose implemen
tation. However, the lack of full programmability does not allow these systems to be 
used in areas where the neural network solution demands fine-tuning of parameters 
according to the application.
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2.2.2 General-purpose N eurocom puters

General-purpose neurocomputers are execution environments particularly suitable 
for experimenting with new neural network models and for developing applications. 
As shown in Figure 2.8 [29], a typical general-purpose neurocomputer comprises a 
number of identical processors interconnected through a communications network. 
The basic idea is that each module contains complete physical processing elements, 
capable of executing both the state and weight update functions.

Parallel Broadcast Bus

businterface businterface businterface

processor processorprocessor

systemcontrolunits

memory: weights £ virtual PEs
memory: weights £ virtual PEs

memory: weights £ virtual PEs

host

Figure 2.8: Typical Neurocomputer Architecture

A simple taxonomy for general-purpose neurocomputer architectures results in 
three broad classes: conventional-sequential, conventional-parallel and massively- 
parallel architectures. Depending on the granularity of the implementation, each 
physical processing module will be responsible for part of the neural network. This 
will range from a single neuron, in the case of massively parallel implementations, to 
the whole network, for simulations in conventional computers. The implementation 
of neural networks in conventional-sequential and conventional-parallel neurocom
puters is achieved by virtually simulating a number of processing elements in each of 
the available processors. Performance, therefore, increases with the increase of the 
number of processors, accelerators or co-processors, as well as faster memory systems 
and communications architecture.
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C o n v en tional-sequen tia l A rch itec tu re s

Conventional-sequential architectures range from personal computers to sophisti
cated workstations. This stretches the applicability of this form of neurocomputer 
beyond the simple technology demonstrator. For instance, with the support of co
processors or accelerator boards, these neurocomputers can be used in some real
istic applications. Examples of co-processors and accelerators are Hecht-Nielsen’s 
Balboa 860 system [31, 32], and SAIC’s Delta Processors [84]. They are aimed at 
supplying practical solutions to the excessively long learning times of real world ap
plications.

The Balboa 860 board is designed as a co-processor for IBM-PC ATs compatible 
computers and VME Sun workstations. It uses the Intel i860 processor and has 
16 to 64 Mbytes of memory. Performance is claimed to reach 9 million connection 
updates per second during learning in Back-propagation, and 25 million connections 
per second during recall.

SAIC’s Delta processors are high speed floating point engines optimised for general 
digital signal processing algorithms and for neural network simulation. They axe 
implemented in a pipelined Harward architecture with one program memory, and 
two data memories. The two data memories allow the Delta processor to execute a 
multiply-accumulate operation, fetching the two operands from different memories in 
a single memory cycle. The total memory is of 12 Mbytes, allowing the simulation 
of up to 3.1 million processing elements and associated weights.

C onven tional-para lle l A rch itec tu re s

Performance comparison among conventional-parallel implementations of neuro- 
computers is a very complex task. Issues such as implementation strategies, and 
the size and structure of the neural networks to be implemented must be carefully 
considered. This emphasises the fact that there is no neurocomputer architecture 
adequate for every application.

Examples of the diversity of conventional-parallel implementations are: Meiko’s 
Computing Surface [56], implemented with Transputers; the CM-2 Connection Ma
chine [33, 95], which uses a high number of simple 1-bit processors; and Hecht- 
Nielsen’s SNAP [55], a linear array of floating point processors controlled by an 
Intel i860 processor.
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Meiko In-Sun Computing Surface is a scalable, multi-processor distributed mem
ory architecture based on TM800 Transputers. The system is structured in processing 
boards, each composed by up to eight Transputers offering 10MIPS and 12Mbytes of 
memory (Figure 2.9). Meiko’s proprietary VLSI routing chip, the Electronic Message 
Link Switch, allows the configuration of the Transputer network at run-time. Boards 
can be combined within a single workstation by means of the Link Switches and the 
special Link Highway, reaching up to 96 Transputers and yielding up to 400 (VAX) 
MIPS.
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Figure 2.9: Meiko’s Computing Surface

The Connection Machine is a fine grain parallel architecture which, in contrast 
to Transputer based systems, has been criticised for not being cost effective in most 
neural network applications [71]. The CM-2 system includes front end computers, 
a parallel data I/O , and a parallel processing unit of up to 65,536 processors (Fig
ure 2.10). The parallel processing unit is composed of a great number of processors 
interconnected through a communications network, sequencers, interfaces, I/O  con
trollers and the bi-directional, programmable switch Nexus. This specially designed 
hardware supports the CM-2 communication mechanism (N EW S), which provides a 
programmable grid of processors of arbitrary dimensions [95], The communications 
architecture is based on a message passing protocol supported by the router (one 
for each 16 processors). Routers are connected in a n-cube topology (e.g. a 12-cube 
connects 4096 processors). Each of the CM-2 processors is implemented with a four 
chip-set comprising the router, the NEWS grid interface, an optional floating point
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unit, and I/O  interface. A CM-2 with 64K processors has a chip count of about 
12,000 circuits, including 512 Mbytes of memory.
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Figure 2.10: The Connection Machine (CM-2)

Hecht-Nielsen’s SNAP developers considered the matrix-vector calculations in
volved in neural network processing to design an effective option for hardware sup
port of real-time applications [55], SNAP is a SIMD Neurocomputer Array Processor 
comprising Hecht-Nielsen’s SNAP VLSI chip, the SNAP controller, and a dual ported 
memory interface. A system constructed from the SNAP chips is composed of at least 
two boards: a Balboa 860 equipped with an Intel i860 processor and 16 Mbytes of 
memory; and a linear array of four SNAP chips, each with four 32-bit floating point 
processors. HNC’s standard configuration comprises two of the SNAP boards, to
taling 32 processors with 1,280 megaflops of processing power. The Balboa and the 
master SNAP board are connected together through a VSB bus, and to the host 
computer via a VME bus. The linear array of SNAP chips in a board (Figure 2.11) 
is a straight-forward extension of its internal structure. Each chip has 4 processing 
elements connected to its neighbour also in a linear array. The boards have a dual 
ported global memory for inter-board communication, local memory for each of the 
chips, a controller, and VME interface.

Conventional-parallel neurocomputer implementations have already produced sys
tems with a capacity that is adequate to many real-world neural network applications. 
However, these systems are still bound by memory capacity and communications
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throughput, important issues when implementing virtual neurons (necessary for the 
simulation of large networks).

M assively-paralle l A rch itec tu res

Massively-parallel neurocomputer architectures are implemented with a corre
spondence of one artificial neuron to one processor. These machines improve perfor
mance by making use of real parallelism, and simpler, therefore faster, processors.

Some conventional-parallel implementations are close to a massively-parallel neu
rocomputer. However, fully-implemented neurocomputers are, at least in principle, 
capable of offering a much greater processor count because of the simplicity of each 
one. Examples of such neurocomputers are those based on the shift-register proces
sor developed at the “Institut National Polytechnique de Grenoble” [70], a special- 
purpose circuit with some programmability described in Section 2.2.1, and the Neural 
RISC Processor developed at University College London [71].

UCL’s Neural RISC processor packs a 16-bit RISC, a communications unit, and 
a local memory in one chip, to form the basic building block of a SIMD processor ar
ray. Each processor has two input and two output communication links that operate 
independently, offering two paths for the exchange of information between proces
sors. Data is exchanged in the form of packets which are propagated along a ring 
of processors and, if necessary, re-routed to other rings by the host via the shortest 
route (Figure 2.12). Each network can support up to 64K of processors and a similar 
number of virtual connections [96]. A system with the maximum of 64K processors (6



48

processors per chip, in 0.8fi integration technology) will present 576 Mbytes of mem
ory and a peak performance of 983 billion instructions per second [71], overcoming 
both the throughput and memory limitations of other general-purpose implementa
tions.
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Figure 2.12: Neural RISC System

2.2.3 Sum m ary

From the analysis of existent neurocomputers it is possible to extract the charac
teristics to be found in truly general-purpose execution environments.

From the characteristics of special-purpose neurocomputers the execution envi
ronment must present:

• high performance;

• very large scale integration to reduce implementation complexity; and

j  • flexible interconnection structure to achieve any pattern of connectivity.
(

From the characteristics of general-purpose neurocomputers, the execution envi
ronment must offer:
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• the ability to accept any mapping of virtual neural processors into physical ones 
(automatic or manual);

• the possibility of partitioning the networks in disjoint sets, in such a way that 
the locality of communications and fairness of load distribution is maximised 
among the sets;

• sufficient memory storage (for weights, states, etc.) to allow the implementation 
of real world applications; and

• flexible, yet high-performance, interconnection network to support communica
tion between modules.

Most of the analysed systems use the VME bus industry standard as the in
terconnection architecture. However, as shown by the AT&T Image Recognition 
Neurocomputer, this solution is unable to deliver performances that are compatible 
with the system components. An improved bus is, therefore, necessary.

The requirements of the “ideal” general-purpose execution environment point to 
a solution incorporating, in a single architecture, both special-purpose and general- 
purpose neurocomputers. Such an execution environment is not available and would 
be valuable, for instance, for the implementation of applications that use various 
networks and models.

2.3 In teg ra ted  S y stem s

A truly comprehensive general-purpose neural computing system must offer a rea
sonably complete set of programming tools to assist the development of applications 
and new models. Such a system must consider programming facilities in terms of soft
ware and hardware (programming and execution environments). Several systems have 
achieved some success in this area. However, in most designs, the hardware support is 
not totally flexible, and some neural network algorithms are not easily implemented. 
In addition, since there is no efficient path to the generation of application-specific 
circuits, “real-world” self-contained systems are difficult to implement from a trained 
network.
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Integrated systems come from industry and academia. Most try only to overcome 
the performance limitations of the host machines by offering co-processors and ac
celerators as execution environments. Academic research, however, is looking into 
systems that are able to integrate already available hardware with ASICs and fully 
implemented neurocomputers. The main goal is to offer a system suitable to a very 
large range of applications. There is active interest from industry in these systems, 
a fact reflected by an active involvement of industry with academic research through 
initiatives such as the European Community ESPRIT Programme [21].

2.3.1 C om m ercial System s

Commercial integrated systems are usually a complement for a supplier’s soft
ware or hardware. They do not intend to offer a comprehensive system but only a 
reasonably complete programming environment and a reasonable efficient execution 
environment. The majority comprise only a personal computer and an accelerator 
board.

Hecht-Nielsen’s offers the ExploreNet 3000 System [31]. It comprises: a visual 
interface for Microsoft Windows; data manipulation modules for post-processing such 
as charts, graphs, and statistical functions; twenty pre-programmed neural network 
models; and KnowledgeNet, a system that explains decisions made by the Back- 
propagation network. The system offers the Balboa 860 co-processor board as an 
option, enhancing the performance of the PC-AT 386 compatible host computer. 
However, apart from the pre-programmed algorithms, ExploreNet doesn’t offer any 
facility for the development or experimentation of user defined algorithms.

The CNAPS System is a more comprehensive system [2]. It offers: the CodeNet 
Software, a development environment for helping the user to create applications 
and new neural network algorithms; the CNAPS Model Library; and the CNAPS 
Server [2, 28]. CodeNet comprises the CNAPS Programming Language (CPL) as
sembler, debugger and library of standard neural network algorithms. The Model 
Library holds a collection of algorithms such as Back-propagation and Self-organising 
Maps, in executable and source form. Models can, therefore, be copied, modified and 
incorporated in a user application. The CNAPS System is very flexible but could 
prove an expensive solution for applications that are large for a simple workstation, 
and small for the powerful CNAPS Server.



51

The described systems are good integrated options for the development of ap
plications. However, the user is tied to a particular hardware support without the 
possibility of utilising a machine that might better serve the requirements of the 
application. Therefore, the user has to compromise between an adequate software 
development environment and optimum application hardware support.

2.3.2 R esearch System s

The ESPRIT II G a l a t e a  System aims to provide a complete programming en
vironment supported by an execution environment comprising platforms spanning 
from simple sequential machines to complex massively parallel neurocomputers. In 
GALATEA, the user is able to choose the level of hardware support required, and 
upgrade to more powerful machines as necessary. GALATEA uses the concept of a 
virtual machine to achieve the necessary portability of applications. The virtual ma
chine concept is supported by a virtual machine language that can be compiled to 
any target hardware platform. A system’s mapper is responsible for applying the 
information about the existing hardware in order to obtain an evenly distributed 
processing load. It performs its task by applying the best distribution of the network 
over the available physical processors. For parallel systems with two or more neu
rocomputers, the GALATEA scheduler performs the control of data interchange and 
execution steps. Chapter 9 comments on GALATEA in more detail.

2.4  S u m m ary

A common limitation of most programming environments is their restricted hard
ware support. Since portability is usually not an issue in the development of the 
programming environments, these have to be modified to explore new hardware when
ever better performance machines become available. A truly comprehensive neural 
computing programming environment must be able to take advantage of both general- 
purpose and special-purpose implementations of execution environments, in order to 
satisfy the demands of the wide range of application and neural network models. 
However, so far, system designers have concentrated on improving neural computing 
implementations, without looking at a way of improving the execution environment 
by combining available implementations.



52

From the study of computing systems in this chapter it is possible to conclude 
that the important components of neural computing systems are:

• A programming environment offering: pre-programmed and ready-to-use neural 
network algorithms; a library of a variety of models for inclusion in user appli
cations as source code in a common programming language; a neural network 
programming language for the experimentation of existing algorithms or devel
opment of new ones; compilers for a variety of common hardware platforms; 
and means of generating self-contained applications for industrial use.

• An execution environment comprising: an entry level, low-cost hardware plat
form; a high-performance advanced neurocomputer for real-time, real-world, 
large applications; and intermediate machines that constitute cost-effective so
lutions for the widest possible range of applications of size and performance 
requirements. Moreover, hardware platforms should also be able to constitute 
a single execution environment, offering the possibility of integrating applica
tions in the hardware level as well.

The drive towards a comprehensive system is still limited. Yet, the issue is im
portant for both the development of applications and research of new neural network 
models, as demonstrated by the interest of industry in academic neural network re
search worldwide. Notably, the goal of this thesis work and the European GALATEA 

Neurocomputing Project is to develop a neural computing system satisfying the out
lined requirements.



Chapter 3 
CNC SYSTEM

The Comprehensive Neural Computing (CNC) System is aimed to allow 
the integration o f a flexible programming environment (PYGMALION)  with 
a complete programmable execution environment. This chapter presents 
an overview o f the CNC system, and the main design issues.

3.1 O verview

The Comprehensive Neural Computing (CNC) System originated from the desire 
to integrate an existing flexible programming environment, such as PYGMALION [5], 
with an efficient execution environment capable of supporting the most appropriate 
hardware for particular applications.

This thesis work consisted in the definition of the CNC system architecture, more 
specifically, the definition of the components, and the design of a supporting execu
tion environment. The core of the work involved the design and specification of a 
communications architecture, and the hardware design of the system modules. For 
reasons that were beyond control, no actual hardware was produced but the system 
architecture was tested through simulation (Chapter 7), and the achievable perfor
mance carefully assessed (Chapter 8).

In summary, the investigations leading to the CNC System had the following 
goals:

• p o rta b ility , i.e., the possibility of storing a trained, or partially-trained net
work for later execution in a black-box or turn-key system, and the possibility 
of choosing execution platforms according to the application;

• p ro g ram m ab ility , through the use of a programming environment, a neural 
network programming language, and a programmable execution platform, of
fering a good set of pre-programmed models and applications together with 
realistic learning times; and

• scalab ility  of applications and neural network model implementations, through 
the use of an execution environment that allows hardware support upgrade in
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accordance to size and performance requirements of the neural network simu
lation.

The communications architecture design involved the choice of an interconnection 
architecture, the development of a communications protocol, and the hardware design 
of a communication unit to be used by CNC Modules.

The design of the neurocomputer involved the choice of neural processors, and the 
hardware design of the necessary blocks to support the operation of the processors 
within the system.

A comprehensive study preceded the choices and design of each of the system 
components.

3.2  C N C  P rogram m in g  E n viron m en t

As identified in Chapter 2, the desired features of a general-purpose neural com
puting programming environment are:

• machine-independency to support the portability of models and applications 
across different hardware platforms with various performance characteristics;

• support for different execution platforms in the form of compilers from a 
machine-independent representation, into the hardware native code;

• support for users o f different levels o f expertise through easy-to-use interfaces; 
and

•  support for quick prototyping through system libraries containing pre
programmed and ready-to-use neural network algorithms and applications.

PYGMALION was chosen as the CNC Programming Environment because of the 

large number of desired characteristics it presents. As seen before, PYGMALION is an 
open system providing a rudimentary neural network platform that is easily extended 
and interfaced to other tools. Its nC machine-independent neural specification lan
guage offers the necessary level of portability, providing the means to move trained, 
or partially trained, neural networks from one machine to another.

Despite PYGMALION’s versatility, its present version does not offer support for 

the exploration of parallel execution of neural networks.
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Since no hardware version of the CNC System was produced yet, it was not 
possible to integrate the programming and execution environments. This task and 
the necessary extension of the programming environment to support parallelism are 
left as future work. Therefore, this thesis work concentrated on the development of 
the Execution Environment.

3 .3  C N C  E x ecu tio n  E n viron m en t A rch itec tu re

As pointed out in Chapter 2, a general-purpose execution environment must offer:

• performance;

• flexible interconnection structure to achieve any pattern of neural network con
nectivity;

• high throughput in the communication between modules;

• programmability; and

• scalability.

To satisfy the requirements, the CNC Execution Environment Architecture, 
henceforth to be referred to as the CNC Architecture, utilises a communications 
architecture and a specially designed parallel neurocomputer (Figure 3.1).

Futurebus + Message
Passing
ProtocolCNC » 

Communication 
Unit

COMMUNICATIONS
ARCHITECTURE

Executive
Unit

CNC
NEUROCOMPUTER

Simulation 
s, Hardware

N Neural f  
Processors

Figure 3.1: Main Components of the CNC Architecture

As briefly seen in Chapter 1, the communications architecture is responsible for 
providing the necessary facilities for the integration of any digital computing system 
to the CNC. It is based on a message passing scheme implemented in a common
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backplane bus with distributed arbitration (Futurebus+ [62]). The communications 
architecture, therefore, comprises: the backplane bus specification Futurebus+; the 
message passing protocol; and the CNC Communication Unit, which is responsible 
for basic protocol functions and for the implementations of Futurebus+.

The CNC Neurocomputer is the main hardware execution platform for the support 
of the programming environment. It comprises an Executive Unit and the neural 
simulation hardware. The Executive Unit implements the message passing protocol, 
interprets and executes commands received from the user or other neurocomputers, 
and sends for data. It also controls the execution of the neural simulation hardware, 
such as that composed of either a modified version of UCL’s Neural-RISC [71] or of 
ASICs based on the Generic Neuron architecture [100]. By offering a special-purpose 
and a general-purpose neural processor, the CNC Neurocomputer can serve as an 
execution platform for the experimentation of new neural network models, or as a 
target machine for realistic applications.

Combining the functionality of the CNC Communication Architecture and the 
CNC Neurocomputer, we can define the main functional block of the architecture: 
the CNC Module. Since the important issue here is the functionality of the unit, 
i.e., the capacity to communicate through Futurebus+ and respond to the message 
passing protocol, a CNC Module can be composed of any hardware. A complete 
CNC Execution Environment is a collection of interconnected CNC Modules.

The main design issues of the development of the CNC Architecture are described 
next.

3.3.1 CNC Com m unications A rchitecture

The CNC Communications Architecture constitutes the basis for the integration 
of heterogeneous hardware. It comprises three elements: an interconnection architec
ture, a high level protocol, and a standard communication unit.

In te rco n n ec tio n  A rc h ite c tu re

Five issues were considered in the selection of the interconnection architecture. 
Firstly, the need to support diverse neural network mapping strategies, which are,
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essentially, either the mapping of a single neural network onto two or more neuro- 
computers, or the mapping of a whole neural network onto a single neurocomputer. 
Secondly, the desire to facilitate the integration of heterogeneous hardware with di
verse implementation particularities. Thirdly, the wish to provide a communication 
throughput limited only by the throughput of the elements involved in the informa
tion exchange. Fourthly, the desire to offer a scalable system capable of integrating 
up to a hundred neurocomputers. Finally, the wish to extend the inherent neural 
network robustness and fault-tolerance to the system level.

Influence of the Mapping Strategies

In a simple way, mapping a single neural network onto two or more neurocom
puters results in the operations of weight update and neuron state calculation being 
performed over different sets of data (inputs or errors). Mapping complete neural 
networks onto a single neurocomputer, on the other hand, allows an application to 
be partitioned in a way that various neurocomputers can cooperate in its execution.

Since both mapping strategies can be present in the system at the same time, the 
interconnection architecture must allow: the direct addressing of neurocomputers for 
fast input and output of data; the downloading of instructions and specific code; and 
the broadcast of data, useful in both the transmission of data to a neural network 
layer distributed in more than one neurocomputer and in the transmission of critical 
messages such as interruptions and reset.

Heterogeneity o f Integrated Hardware

The integration of heterogeneous hardware imposes a restriction on technology- 
dependent interconnection architecture implementations. Novel neural processors 
and neurocomputers are being introduced at a rapid rate. They are usually presented 
in a scalable form, each with a particular design approach and implementation. A 
system designed to integrate such hardware should reflect the scalability of the basic 
building blocks in order to allow the new neurocomputer implementations to be 
incorporated. Therefore, the interconnection architecture must also avoid all bias 
towards a particular neurocomputer architecture.

Communication Throughput and Scalability

In the case of the CNC System, communication throughput must be adequate for 
the implementation of any mapping strategy. This might involve coping with light
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and heavy loads on the communication system, which will correspond to the degree 
of locality in the processing of the neural algorithms.

The scalability requirement is a direct consequence of the system being mainly 
applied to Neural Computing. To support the execution of real-world applications 
the system must be able to support tens of neurocomputers, implementing millions 
of connections and neurons, without a considerable performance degradation. More
over, the interconnection architecture must allow a gradual upgrade in the number 
of neurocomputers to any size, without the need to modify the hardware or software 
of existing modules.

Fault Tolerance

If the inherent fault tolerance of neural networks is to be maintained at the sys
tem  level, the interconnection architecture cannot have potential points of single 
failure. Passive and simple architectures must be favoured instead of complex or 
active schemes. Moreover, it is recommended for any control over the access to the 
communication media to be distributed over all system components. Communica
tion between two modules should also be as direct as possible avoiding intermediate 
stages.

The considered options for interconnecting architectures are mesh and hypercube 
topologies, crossbar and multi-stage networks, systolic arrays, and common bus struc
tures [4, 20].

Mesh and hypercube topologies fail to provide an expandable interconnection de
sign due to the problems involved in providing communication links between modules. 
Parallel interconnection results in a complex wiring problem. Serial links solve the 
wiring problem for a small number of modules, but introduce a limit on the attainable 
communication throughput due to the serial data transmission rate. Moreover, mesh 
and hypercube topologies are not easily upgradable in terms of the number of system 
modules. The maximum number of modules has to be decided a priori in order to 
make the number of necessary links available.

Crossbar and multi-stage networks fail to meet the fault-tolerance requirement 
due to the complexity of the switch design. These networks also fail the scalability 
requirement since for each additional neurocomputer, a new switch or a modification 
of the number of switch stages has to be provided. Since the cost of each switch is
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relatively high, it is not practical to provide a initial system with a high-number of 
possible connections.

Systolic arrays do allow a reasonable number of processors to be connected in a 
ring structure. However, the insertion and withdrawal of modules is not simple and 
involves reconfiguration of the system. In addition, systolic arrays forces data to a 
module to propagate through the array until it reaches its destination, not favouring 
the direct addressing of neurocomputers.

A backplane bus structure meets the requirements reasonably well. It offers a 
direct path for the communication between neurocomputers, allows the broadcast of 
messages to more than one module (favouring all mapping strategies), and is suitable 
for the integration of systems of diverse performance. It also permits the scalability 
of the system up to a reasonable number of neurocomputers, limited only by the 
number of slots available. However backplanes (and busses) can easily be cascaded 
to expand the number of modules in the system. In terms of the possible performance 
of the system, in contrast to a systolic array, or mesh and hypercube topologies, a 
common bus structure is not greatly affected by the presence of a slow node. There 
are asynchronous bus specifications where data exchange is a function only of the 
performance characteristics of the modules involved in the exchange of data.

In conclusion, a common backplane bus seem to be the most suitable intercon
nection architecture. Well known busses, such as VME, Multibus, and Futurebus+ 
were considered. The VME bus was discarded because implementations are limited 
in terms of throughput and bus width (16 bits, or 32 bits in the newly extended ver
sion). Also, both VME and Multibus were considered inadequate to the CNC system 
because of the high dependency on specific architecture or processor characteristics. 
Therefore, the CNC Architecture is bailed on the IEEE Futurebus+, a specification 
that stresses the implementation independence, fault-tolerance, and scalability of 
systems complying to it.

H igh-level P ro to co l

It is crucial that the high-level protocol effectively supports the type of process
ing being executed by the interconnected modules. In the case of neural computing, 
processing is likely to be local to each neurocomputer since most of today’s imple
mentations can handle entire networks. Communication between neurocomputers
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would then involve mainly the neuron states or errors (for Back-propagation type 
algorithms). Therefore, the efficiency of the communication will depend on the ca
pacity of the neurocomputers to access all of the required values with the smallest 
number of references.

An immediate approach in neural networks is, for instance, the grouping of values 
in layers or clusters. This approach results in communication most likely occurring in 
large bursts of combined data (e.g., the transfer of neuron states corresponding to a 
whole layer). A high-level message passing protocol can provide well for this. In com
bination with a common bus, it also allows that the same group of values is received 
by more than one neurocomputer by means of broadcast messages. Futurebus+, in 
particular, supports a message passing protocol well by providing write-only trans
actions with variable number of data transfers. Efficient control over the execution 
of the algorithms can also be provided via special messages.

C o m m u n ica tio n  U n it

The communication unit specification of the CNC Architecture must serve two 
purposes. Firstly, it must work as an interface definition between any neurocomputer 
and the CNC system, allowing an effective integration of heterogeneous hardware to 
the system. Secondly, it must constitute the actual communication unit of the CNC 
Neurocomputer.

Therefore, the communication unit must implement tasks such as: the imple
mentation of the interconnection architecture physical layer and low-level protocol 
(Futurebus+ interface); the implementation of specific parts of the high-level proto
col; and the implementation of a simple, and general, input and output mechanism 
which can be used by any neurocomputer implementation (neurocomputer interface).

F u tu reb u s+  Interface

The implementation of any bus interface can follow two approaches. The first is 
to base the design on off-the-shelf discrete logic, or on custom or full-custom VLSI 
circuits. The second approach is to use available commercial VLSI circuits specially 
designed for the interface and functions of the chosen bus specification.
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The first approach is exemplified by the design of the G R IP  (Graph Reduction 
in Parallel) Processor Futurebus interface [73]. The design used standard off-the- 
shelf parts to implement an asynchronous interface conforming to a sub-set of the 
Futurebus IEEE Standard specification. The reason for not fully complying to the 
specification resides in the fact that the G R IP  system integrates only homogeneous 
boards and uses packet switching communications. There is no need for internet
working with other Futurebus boards or implementing Futurebus transaction types 
other than block write. However, even with a simplified implementation, the G R IP  

interface consists of 35 integrated circuits occupying 8% of a 37cm x  52cm  board. 
This design approach can, therefore, produce an interface which constitutes a sub
stantial overhead on smaller board formats. To reduce the overhead on small boards, 
a custom or full-custom VLSI implementation would be necessary. This discrete logic 
(or custom) implementation approach can provide an interface tailored to the par
ticularities of the system, but at the expense of board space, or a more laborious 
development cycle, especially if a full conformance to the Futurebus* standard is 
necessary.

A VLSI-based implementation of the protocol can profit from the various 
Futurebus* circuits now available. The advantages of such implementation are: the 
guaranteed full conformance to the Futurebus* specification; a reasonably compact 
design; an achievable performance close to the maximum ratings of the bus specifi
cation; and a short development time.

Since the CNC Architecture adopted Futurebus+ as the low-level interconnection 
interface between heterogeneous hardware, it is necessary to comply fully to the 
specification if the integration of any Futurebus+ module is to be possible. Due 
to  the number of Futurebus+ circuits already available, a custom-designed interface 
implementation is not justifiable, unless CNC specific functions can be included in 
the design. However, it is not advisable to invest time in such design until the CNC 
Architecture reaches a stable hardware implementation. Thus, an implementation 
based on commercial VLSI circuits is the chosen approach for the CNC Futurebus+ 
interface.

Neurocomputer Interface

Since the main goal is to provide a simple and general interface, the implemen
tation of this block must consider every particularity of existing neurocomputers,
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namely: interconnection structures of the neural hardware, and type and number of 
control and data signals.

For this purpose the practical solution is to provide a number of parallel ports 
offering a variable data width, configurable control signals, and the possibility of 
queueing incoming and/or outgoing data.

Communication Unit Control

To deal with the interfaces and to provide for the implementation of communi
cation protocols, the Communication Unit must offer some programmable control. 
There are two possible approaches for the implementation of such control: ASICs 
and microprocessor-based design.

An ASIC-based control results in a communication unit implementation that 
is capable of exploring the high performance data exchange rate provided by the 
Futurebus+ implementation.

A microprocessor-based control provides a simple and flexible communication 
unit interface. Such a design does not support the maximum throughput offered 
by Futurebus+, but has flexibility, and is useful until the message protocol defini
tion and the CNC Architecture design axe stable. Moreover, a microprocessor-based 
control can be easily upgraded to more efficient hardware either by means of more 
powerful processors, or by deriving the control sequence of a custom VLSI circuit 
from the microprocessor program. For these reasons, this was the approach chosen.

In choosing a microprocessor for the communication unit control, a final imple
mentation with a reduced chip count is an important design goal. It would be easy 
to opt for one of the numerous microcontrollers currently available. By doing so, the 
design would profit from the all-in-one circuit which integrates processor, memory, 
and, perhaps, some useful peripherals controllers such as DM A. However, the usual 
microcontroller has a 8 or 16 bits data path, which can result in overhead in the 
processing of messages. Furthermore, since the CNC demands that each message 
word is tested for the header TAG, it becomes difficult to make full use of a DMA 
facility. The alternative then is to use conventional 32-bit microprocessors (CISC or 
RISC). This will exploit the fast processing speed, in an effort to reduce the mes
sage processing overhead, as far as possible. Such an option, however, means an the 
implementation comprising a high number of extra circuits.
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The INMOS Transputer is a compromise between the reduced chip count of 16 bits 
microcontrollers and the recommended 32-bit data path and processing capacity of 
some microprocessors. Its architecture implementation (T414 or T800) combines in a 
single package: a 32-bit microprocessor; up to 4 Kbytes of internal RAM (T800); timer; 
controller for external dynamic memory (up to 4 Gbytes); and 4 serial communication 
links, which can be used to download code from the memory of the neurocomputer’s 
Executive Unit after reset, so avoiding the need for a program ROM.

The Transputer implementation has another advantage over a conventional mi
croprocessor implementation. Its links can be used to build a communication channel 
with the neurocomputer’s Executive Unit, so providing for prototype specific moni
toring functions. These functions can provide system statistics which should not be 
part of the message passing protocol or the programming environment, but that may 
be useful for the development and debugging of the hardware and software.

The claimed maximum sustained performance of a T805-25 is 15 M IPS, with an 
external memory bandwidth of 25 Mbytes per second. This performance is cleaxly 
unsatisfactory when considering the Futurebus+ 100 Mbytes per second throughput, 
but is sufficient for testing the whole system architecture. There is room, however, 
for an improvement in performance. One approach is the sole use of the Transputer 
internal memory for transfer to and from the Futurebus* interface. Another is the 
use of the newest Transputer (T9000) which, with its higher performance (60 MIPS), 

should provide for an acceptable communication overhead. To upgrade the design 
from a T805 based controller to a T9000 is simple.

Considering the performance drawbacks and the advantages of a low chip-count 
for a first implementation, the communication unit control design has been based on 
the T805 Transputer. The option for the T805, which has a floating-point unit that 
will not be used, resides in the facility provided by its increased internal memory.

3.3.2 CNC N eurocom puter

The CNC Neurocomputer (Figure 3.2) can be divided into three blocks. The first 
block, the Executive Unit, is in charge of the neurocomputer control and the high- 
level interface with other neurocomputers or CNC Modules, as defined by the CNC 
Communications Architecture. The second block is the network of neural processors,
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the execution platform for the neural network algorithms. The third block is the 
interface and control of the neural processor network.

Executive Unit Internal Bus
CNC

Communicat ion 
Unit Executive

Unit
Neural Processor 
Network Control

Figure 3.2: CNC Neurocomputer Block Diagram

E x ecu tiv e  U n it

The Executive Unit design requirements are similar to those of the communica
tion unit controller: reduced chip count, flexibility, and adequate performance. The 
size of the Executive Unit (and also neural processor network interface) allows extra 
board area to be used in the implementation of a one board CNC Module. A flexible 
design provides for the message passing protocol to be implemented in a way that 
allows future enhancements. An Executive Unit with adequate performance prevents 
a communication bottleneck in the high-level protocol implementation. Moreover, a 
high-performance Executive Unit can provide for some eventual pre-processing re
quired by a particular application.

There are also two basic approaches to the implementation of the Executive Unit: 
one based on a microprocessor and the other on custom-designed circuits. Both offer 
an appropriate performance and reasonable size. However, the custom Executive 
Unit is necessarily a complex design because the high-level protocol functions, such 
as message packing and unpacking and sequence control, have to be included. The 
microprocessor approach also offers the advantage of allowing the definition of a 
flexible processor network topology.
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N eu ra l P ro cesso r N e tw o rk

The neural processor network is the component of the CNC System that actually 
process the neural algorithms. Therefore, to allow the simulation of any algorithm, 
the processor must satisfy requirements such as those of the Execution Environment:

• performance;

• programmability; and

• scalability.

To achieve these requirements, the use of special-purpose hardware is highly rec
ommended. Specially to reach performance levels that are sufficiently high for real 
world applications.

The general interface between the communication unit and the neurocomputer 
permits the use of practically all available neural hardware simulators. Since a large 
number is based on conventional processors, it was decided to base the CNC Neu
rocomputer design on neural-inspired hardware: a modified version of UCL’s Neural 
RISC [71] and ASICs based on the Generic Neuron Architecture [100].

Both processors have the same inter-chip communications architecture described 
in Chapter 5, and reflects the Neural RISC and Generic Neuron capacity of im
plementing a wide range of neural network algorithms. Flexibility, scalability and 
expandability were im portant issues in their definition [100].

Flexibility is necessary to enable the implementation of complex topologies. It 
is also necessary to support the processing of connection related data (weights and 
data) with minimum overhead.

Scalability allows the implementation of large networks with a reasonable cost 
per connection. The network structure must allow increased integration of processing 
elements in one chip, without demanding the increase of the number of input and 
output pins, as denser integration technologies become available.

Expandability is a requirement generated by the fact that different neural network 
applications have also a different number of processing elements. It must be possible 
to implement large networks without an unacceptable increase in the cost of the 
connection structure.
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The Generic Neuron Architecture development investigated a number of intercon
nection structures. The conclusion was that a broadcast bus topology was the most 
adequate to satisfy the requirements [100]. In the adopted topology, each processing 
element is connected to the bus through separate input and output ports allowing 
the clustering of processing elements according to common inputs (Figure 3.3). In 
a multi-layered implementation, for instance, each layer has independent input and 
output busses, with the output bus of one layer being the input bus of the next 
one. This connection scheme also allows a pipeline of inputs to be implemented for 
feed-forward multi-layered type networks. However, this type of operation cannot

Broadcast Bus

/  \Input Output 
Bus Bus

Neural
Processor

Figure 3.3: Neural Processor Network Structure

be effectively exploited by structures based on an array of processors organised in a 
ring or mesh topology [43]. This was why the original communications architecture 
of Neural RISC processor was modified.

For Back-propagation type algorithms, multiple busses are necessary to allow the 
error values of output layers to be fed-back to the previous layers. The multiple 
busses are arranged so that the output bus of a layer is connected to the input bus of 
the previous layer, which sends the error values back to the proper processing element 
(Figure 3.4).
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Figure 3.4: Multi-bus Back-propagation Algorithm Implementation

The drawback of this connection of busses is that a pipeline of inputs is only 
possible during recall, if a programmable switch is included in the connection between



67

the output of a layer and the input of the previous one. The switches would be in 
an ON  or OFF state, according to the phase of the algorithm. This approach was 
adopted after careful consideration of the consequences in the size and complexity of 
the neural processor network implementation.

N eu ra l P ro cesso r N e tw o rk  In te rfac e  an d  C o n tro l

The design of the neural processor network interface and control aimed at produc
ing a general way of integrating any neural hardware to the CNC System. However, 
the great variety of neural chip interconnection architectures, with different control 
requirements, indicated that a general interface is not a practical solution. Therefore, 
the CNC Neurocomputer has an interface that implements the necessary communi
cation data ports and control for the CNC neural processors. Nevertheless, since the 
interface is based on parallel ports, it can be adapted for its use with other processors.

However, the modular approach to the CNC System design underlines the philos
ophy of providing a standard interface in various levels. The approach to be followed 
for the integration of other neural processors to the CNC Neurocomputer would, 
therefore, be to try  to comply to this interface.

The next two chapters detail the CNC Communications Architecture and CNC 
Neurocomputer.



Chapter 4 
CNC COM M UNICATIONS  

ARCH ITECTURE

This chapter presents the CNC Communications Architecture describing: 
the chosen standard backplane bus specification, the designed CNC Mes
sage Passing Protocol, and the design o f the proposed hardware implemen
tation o f the CNC Communication Unit.

4 .1  B ack p lan e B u s S p ec ifica tio n  —  Futurebus+

Futurebus* is an IEEE draft standard for a backplane bus intended to facilitate 
the design of computer boards functionally, operationally, electrically, and mechani
cally compatible within the same system, and across multiple generations of systems. 
The following features of Futurebus* (detailed in Appendix B) were decisive in choos
ing it for the CNC Architecture:

a rc h ite c tu re  in d ep en d en ce , not constraining designers to one architectural 
model;

p ro cesso r in d ep en d en ce , with protocols designed to provide maximum effi
ciency in the transfer of information between boards;

techno logy  in d ep en d en ce , with protocols designed to be independent of the 
constraints of, for example, manufacturing processes or tolerances;

e lim ination  of cen tra lised  sy stem  e lem en ts , making the backplane suit
able for fault-tolerant applications and allowing every part of the system to be 
upgraded independently as technology improves;

tech n o lo g y -in d ep en d en t h an d sh ak e  on all bu s  o p e ra tio n s  (compelled 
protocol), theoretically capable of an indefinitely fast operation.

Hardware implementations of Futurebus* can already profit from the many VLSI 
circuits being released [62, 88]. This was a decisive factor in the adoption of 
Futurebus*, despite its final draft status.

68
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Futurebus+ is a 64-bit backplane bus with a 32-bit data/address subset and 128- 
bit or 256-bit data supersets. The backplane has connectors for up to 31 modules but, 
due to mechanical and electrical constraints, only 24 modules can be used in each 
bus. Nevertheless, busses can be connected together through repeaters and bridges 
forming bigger systems. A Futurebus+ 32-bit subset, used by the CNC System, uses 
one connector with 96 active signals. Power and ground occupy around a third of 
the total number of pins, and the remainder form four groups of signals: the control 
acquisition bus, the address/data bus, the control bus, and the serial bus. The 
control acquisition bus comprises signals for the arbitration handshake, for the control 
acquisition condition, for the arbitration vector and for reset. The address/data bus 
comprises signals for multiplexed address and data, for data transfer handshake, and 
for various control and status information, including parity. The serial bus comprises 
2 signals which are included to provide an alternative path for the implementation of 
fault-tolerant systems. Commercial bus line drivers utilise the Bus Transceiver Logic 
technology, which allows signals to be sampled independently of any bus-settling 
delay. This is the fastest possible TTL or CMOS bus interface, and maikes possible 
the implementation of Futurebus+’ high-speed protocols [62].

Futurebus+ specifies two distinct protocols governing the bus operation. The 
Control Acquisition and Arbitration Protocol deals with the necessary operations 
leading to a bus mastership. The Data Transfer Protocol is concerned with the 
transference of information phase. These two protocols are briefly described next, 
and detailed in Appendix B.

Control Acquisition and Arbitration Protocol

Futurebus+ uses a new version of the original Futurebus parallel contention ar
biter [38] to determine which module requesting access to the bus will become master. 
The specification uses a set of bussed lines to connect all possible contender modules, 
and to implement a distributed arbitration mechanism. The actual protocol arbiter 
is, in fact, a combinatory logic network distributed in each of the modules. By com
bining assertions and releases of the bus signals, the modules indicate the transition 
and acknowledgement of transitions between the various phases of the protocol.

Each module share of the distributed arbiter implementation holds a unique 
arbitration number which resolves conflicts when more than one module requests
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mastership1. Based on this number, Futurebus+ defines a fairness protocol used to 
prevent the bus from being monopolised by a module. The protocol uses a round 
robin bit to ensure that modules have fair and equal access of the bus.

The round robin bit is adjusted each time a transfer of bus mastership occurs, 
whether or not the module is competing. The round robin bit is set when mastership 
is transferred to a module with a larger unique field value, or the bit is cleared when 
mastership is transferred to a module with a lesser unique field value.

An arbitration operation can be started at any moment, by any system module, 
whether there are data transfers being executed or not.

Data Transfer Protocol

Once mastership is obtained, a module may use the data transfer bus to conduct 
transactions between itself and one or more slaves it selects. The duration of the 
m aster’s control of the bus is known as its bus tenure. There is no limit to the 
number of transactions the master may conduct. It is the responsibility of the system 
integrator to set this number, and to provide a programmable maximum number 
of transfers per transaction. The specification, however, recommends a total of 16 
transfers and one transaction per bus tenure.

Since address is multiplexed with data, bus transactions comprise three phases: 
a connection phase, when the address is broadcasted in order to select participat
ing modules; a data transfer phase, when data are exchanged between the master 
and selected modules; and a disconnection phase, when the master terminates the 
transaction and liberates the participating modules.

It is claimed that Futurebus+ performs at over 100 Mbytes/second, which is two 
to three times the peak performance of a VME bus, Multibus II, or NuBus [12, 90]. 
The overall performance of the system, however, will be a function of the size of 
the messages, the high-level protocol overhead, number of transfers per transaction, 
and number of transactions per bus mastership. Even so, considering the processing 
of satellite pictures, like those from the French Spot satellite, the throughput of a 
system based on Futurebus+ seems more than adequate. The Spot satellite supplies

1Futurebus+ also specifies a central arbiter which presents a 60ns typical arbitration time. This 
thesis, however, opted for the distributed implementation in order to achieve better fault tolerance.
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4 Tbits per day, divided in images composed by 6,000 x 6,000 pixels, with 3 bits per 
pixel.

If the CNC system is to process such images in real time, using a neural network 
to filter the incoming data and another to recognise patterns of interest, the system 
will need to process an image at every 3 seconds. Leaving a reasonable 1.5 seconds for 
processing by the pattern recogniser, it will be necessary to transfer the approximately
5 Mbytes of data of each image in 1.5 seconds, or 3.3 Mbytes per second. This 
corresponds to 3% of the maximum throughput of Futurebus+. The conclusion is 
tha t even with an overhead of 100% caused by message headers and packing and 
unpacking of messages, a system based on Futurebus* will still be able to process the 
inputs in real time. This hypothetical application demonstrates the possibilities of a 
system such as the CNC.

4 .2  M essa g e  P a ss in g  P r o to c o l

A protocol for the CNC Architecture has been specified, designed and simulated. 
It implements a hand-shake between the sender and the receiver, in the form of a com
mand and a correspondent acknowledgement. It has support for the implementation 
of exceptions such as software interruptions, priority messages, and reset.

The message passing protocol defines the commands to be executed by the various 
neurocomputers. These commands define operations that can represent: simple data 
manipulations (micro operations), the trigger of complex internal procedures (macro 
operations), such as a neural network recall; or control instructions, such as reset and 
interruption. Macro operations, in an analogy with conventional computing, can be 
seen as procedure calls comprising a series of micro operations.

In order to account for the integration of non-neural computing hardware, the 
commands are defined for two styles of computing: neural and conventional. For 
each style, it is possible to define macro and micro operations.

Executive Units must be able to detect the presence of high-priority control mes
sages (such as software interruptions) in its message queue, whenever a new command 
is being fetched from it, or whenever the Executive Unit is waiting for space in the 
output FIFO for the transmission of an acknowledgement. Detection can be imple
mented, for instance, by a simple inspection of the message queue.
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4.2.1 M essage D efin ition

The CNC messages can be grouped into three basic types: neurai, conventional, 
and control. Each message has a general format comprising a header with one or two 
words2, and a data field, which might or might not be present.

The most significant byte of the message header contains the command which also 
determines the size of the header itself. Each operation can have a short format, in 
which case the header is one word long (Figure 4.1), or a long format, in which case 
the header is two words long.

byte 4 
(MSB)

byte 1 
<LSB)

Figure 4.1: Basic Message Header Format

The short format operation has a data field of, at most, 8 Kbytes. The long 
format specifies up to 4 Gbytes of message data. This figure may seem exaggerated, 
but considering the example of a satellite image again, the system would have to offer 
the means of transferring the 5 Mbytes that correspond to each picture. However, a 
4-Gbyte transmission capability simply requires an extra word in the message header 
and, therefore, does not cost much in message overhead.

Byte 3 of the message header has a double function. On an incoming message, 
it represents the sender logical identification. On an outgoing message it is used by 
the neurocomputer to inform the communication unit of the jogical address of the 
receiver. Before sending the message, the communication unit substitutes the logical 
address of the receiver by its own logical address, and converts the receiver’s address 
into the physical address to be used on the bus.

The 8 bits of the logical address allow the identification of 256 neurocomputers or 
conventional processors on the CNC system. These will have to be distributed into 
up to 10 backplanes linked by bridges/repeaters.

OP. TYPE OP. CODE

DEV ID

MSM. ID BYTES COUNTER

fTES COUNTER

2One word is 4 bytes, or 32 bits.
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Each logical address must be unique within a system and the correspondence 
between logical and physical addresses, which must be known by every module’s 
communication unit, must be established during startup. One possibility for the 
startup procedure is that every module broadcasts its pair of logical/physical address 
(or addresses). For this purpose, there is a special control operation that is autom at
ically broadcast when the module is inserted in the system. W ithin a module, logical 
and physical addresses should be either programmable by software or by hardware 
through switches.

Byte 2 of the message header has two fields. One comprises the three most 
significant bits, including the message identification used to keep track of messages 
transm itted in two or more separate transactions. The remaining five least significant 
bits have different functions according to the type of operation code. For short 
messages, it is used as part of the 13-bit value specifying the number of bytes in the 
data field. In acknowledge messages, the field for the status of the executed operation. 
In this case, if data is returned as paxt of an acknowledge message, it is limited to 
256 bytes, specified by byte 0 of the message header. In the case of long messages, 
the field is not used and the number of bytes in the data field is specified by the extra 
word of the header.

The least significant byte of the message header contains part of the byte counter 
value. In the case of short messages, it corresponds to the least significant 8 bits 
of the 13-bit value. For long format messages, it is used to extend the number of 
operation codes. This extension is indicated by the command byte.

The message command byte, as shown in Figure 4.2, is formed by a 6-bit operation 
code, and a 2-bit operation type (0Tt).

0T1 OTO OP 5 OP 4 OP 3 OP 2 0P1 OPO

Operation Operation
Type Code

Figure 4.2: Command Byte Format

The operation type bits OTj specify four groups of operations: neural (00), con
ventional (01), control (10), and high-priority control ( l l ) .  Within each operation 
type, there can be 64 operations, although two of them are reserved.
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An operation code with all bits set forces a long message with the actual operation 
code in the least significant byte of the first word of the header. This is known as an 
extended operation code and provides for 256 extra operation codes.

An operation code with all bits equal to zero indicates a continuation message. 
Here, the header is just one word long with the original message and device identifi
cation codes, but no value in the counter fields.

It is the responsibility of the receiver to keep track of the number of bytes re
ceived, and to check whether a message has been received in full. The low-level 
protocol guarantees that a message word is delivered by checking the status returned 
by each of the modules. If a module returns an en d -o f-d a ta  status, the transaction 
is terminated. The transfer of words is resumed only after the receiving module is 
selected without reporting a busy status. The protocol, together with the FIFO style 
communication unit queue, assures that the order of bytes in a message sent by the 
neurocomputer is kept until its final delivery. However, a control message can be 
sent in the middle of data or command messages in order to implement high priority 
events. The hardware receiving these messages must, therefore, be able to identify 
these exceptions.

A continuation message is necessary whenever the maximum number of transfers 
specified for each transaction is smaller than the number of bytes in the message. 
For instance, if the Futurebus* standard’s recommendation of 16 transfers in only 
one transaction is respected, the longest short format message (8 Kbytes, 2048 32-bit 
words), will need 137 transactions, split into 137 bus masterships. This corresponds 
to 136 transactions, each comprising 15 data words and one header, plus one trans
action with 8 data words and one header. To transfer all 8 Kbytes in one single 
bus mastership, it is necessary to have a transaction with 2049 transfers (one for 
the message header and the rest for the data field). Again, the number of bytes in 
a transaction, and the number of transactions in a bus mastership, is a decision to 
be made by the system programmer/designer. With a suitable communication unit 
implementation, these figures can even be changed during execution.

Next, we briefly present each of the CNC messages including correspondent ac
knowledgement messages. A detailed description of the CNC pre-defined neural and 
control messages can be found in Appendix C.
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N e u ra l M essages

Neural type messages reflect the basic data and operations involved in neural 
computing. The basic data types on which the system operates are weights and 
states. For certain algorithms, such as the Back-propagation and its variations, it 
might also be necessary to have information on errors. During experimentation, 
development, and training of networks, it might also be interesting to be able to 
modify either the threshold function or the rules governing the update of weights, 
without the need to download a modified complete code.

Each piece of data affected by the operations is specified in the messages by 
the address corresponding to an input connection of a neuron. The 32 bits long 
address definition follows the same hierarchy of layers, clusters, and neurons, found 
in nC . An address, for instance, can be specified with the least significant 12 bits 
representing the connection, the following 12 bits representing the neuron, bit 24 
representing the cluster, and the most significant seven bits representing the layer 
(Figure 4.3). A neural network using this address scheme will have a maximum

CLUSTER

LAYER CONNECTION NEURON

12 12

Figure 4.3: Neuron Address Example

of 4096 connections for each of 4096 neurons, two possible clusters, and a maximum 
of 128 layers. This will total over 4 billion connections and 1 million neurons (each 
with up to 4096 connections). The CNC does not define a fixed representation for 
connection addresses, leaving this to the neural network designer. However, this 
addressing scheme does allow that weights and states within a cluster or layer can be 
set to the same value. This can be implemented by establishing that a group address 
equal to zero in a command parameter, corresponds to all elements of that group.

Most messages have an associated acknowledgement, the function of which is 
two fold. Firstly, it serves to confirm the receipt of a command message. Secondly, 
it provides the return path for any output generated during the execution of the 
command. The status of this execution is returned as part of the acknowledge message 
header and indicates the type of data being returned: error information or the output
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data. Acknowledge message statuses can be specific to a particular operation, but all 
share a common set:

• no error, if the command was fully executed, in which case the data field holds 
the output data;

• cannot execute, if the neurocomputer implementation is unable to perform the 
requested operation, (e.g. to modify the network structure by deleting a con
nection);

• and wrong address, if a given address is invalid.

Operation requests containing a wrong address can sometimes be executed over data 
corresponding to a sub-list of addresses that precede the invalid one. To allow such 
execution, and to avoid unnecessary retransmission of data, the data field of the 
acknowledge message holds the first illegal address identified.

Simple operations for attributing values to the basic data elements of a neural 
network originate the following messages:

cn c t (connect neuron) — Associate a neuron connection with an input neuron. The 
data field holds the association list, organised as a pair of connection/neuron 
addresses.

a ck .cn c t (connect neuron acknowledgement) — Specific statuses: none.

rm_c (remove connections) — Remove the connection between pairs of neurons. It 
is up to the programmer to either eliminate the connection or to simply set 
the connection weight to zero. In the latter case, the difference between rm_c 
and ld_w is that the value of the connection weight is not sent as data, which 
minimises the number of bytes in the message.

ack_rm_c (remove connections acknowledgement) — Specific statuses: none.

rm_n (remove neurons) — Delete all connections associated with a neuron. The 
data field holds a list of neuron addresses.

ack_rm_n (remove neurons acknowledgement) — Specific statuses: none.

a d d -n  (add neurons) — Add a new neuron, with associated connections, to the list 
of valid addresses. The data field holds just the list of connection addresses 
since these already specify a new neuron. This command must be followed by 
a cnct command, in order to fully configure the network with the newly added 
neuron.
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ack_add_n (add neurons acknowledgement) — Specific status: not enough m em 
ory, if there is no memory space for storing data associated with the neuron 
being added.

ld_s (load states)
ld_w (load weights) — Set the state value of one or more neuron outputs or con

nection weight values. The data field either holds the pair of neuron ad
dress/state value(connection field of the address is set to all zeros) or connection 
ad dress/value.

ack Jd _ s  (load states acknowledgement)
ack Jd _ w  (load weights acknowledgement) — Specific statuses: none. 

ld_f (load function)
ld .fp a r  (load function parameter) — These commands are used to modify functions 

(or function parameters) associated with a neural algorithm. Modification can 
be performed by either downloading the new code associated with the func
tion, or changing it by means of a parameter. The valid operation and the 
type of data associated with the message is dependent on the neurocomputer 
implementation.

a c k jd _ f  (load function acknowledgement)
a ck Jd _ fp a r (load function parameter acknowledgement) — Specific status: not

enough memory, if the function definition or parameter cannot be fully loaded.

ld_r (load rule)
ld _ rp a r (load rule parameter) — These commands work in the same way as lcLf 

and ld _ fp a r but relate to rule definitions as specified by the nC  syntax.

a ck Jd _ r (load rule acknowledgement)
a c k Jd _ rp a r  (load rule parameter acknowledgement) — Specific status: not enough 

memory, if the rule definition or parameter cannot be fully loaded.

Simulation of a neural network involves the execution of functions over the weights 
and states. These can be seen as macro operations or micro operations. Macro 
operations originate messages that correspond to the commands affecting the entire 
neural network. These messages are:

lea rn  —  Determines the start of a training procedure. The data field is dependent 
on the type of neural network algorithm. In supervised learning, data corre
sponds to a list of pairs of input/output patterns. In unsupervised learning, 
data corresponds to a list of input patterns.
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a c k J e a rn  (learn acknowledgement) — The data field of a no error acknowledge
ment is implementation and algorithm dependent. It can be used, for instance, 
to return the precision achieved for each of the training patterns. Specific sta
tus: not enough memory, if there is not enough space for the execution of the 
command with all the supplied patterns (the command is not executed).

reca ll —  Request the execution of a recall operation. The data field holds the input 
data.

ack_recall (recall acknowledgement) — The data field contains the recalled output. 
Specific statuses: none.

exec_fwd (execute forward pass) — Performs a single step-type execution of the im
plemented neural network algorithm. The data field must contain the input 
pattern. The difference between exec_f wd and r e c a l l  is that the acknowledge 
message does not supply any data information about the output generated.

ack_exec_fwd (execute forward pass acknowledgement) — No data  is returned. 
Specific statuses: none.

exec Jbwd (execute backward pass) — Performs the backward pass of Back- 
propagation-like algorithms. Data field will contain output data necessary for 
the calculation of errors.

ack_exec_bwd (execute backward pass acknowledgement) — No data is returned. 
Specific statuses: none.

rd m z  (randomise) — Determines that all connection weights are to be set to random 
values. Data field is implementation dependent and can, for instance, be used 
to specify the range of the random numbers.

ack_rdm z (randomise acknowledgement) — No data is returned. Specific statuses: 
none.

Micro operations can affect either one neuron or the entire network. The preci
sion of the data to which the commands refer (weight and state values) is flexible 
and implementation dependent. The only restriction is that both values have to be 
represented in the same 32-bit word.

The messages associated with micro operations are usually used during the devel
opment phase of an algorithm or application, for the monitoring of neural network 
data, or for a single-step type simulation. These messages are:
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ud_w  (update weights)
ud_s (update states) — The commands determine the execution of a selected update 

of weights or states according to the list of addresses supplied in the data field. 
The list of addresses can specify the update of the connection weights or states 
of either a whole layer, or a whole cluster, all of the connection weights of a 
neuron, or the weight corresponding to a single connection.

ack_ud_w (update weights acknowledgement)
ack_ud_s (update states acknowledgement) — Specific statuses: none.

rep_w  (report configuration o f weights) 
rep_s (report configuration o f states)
rep_ev  (report error values) — Requests that the values of weights, states or errors 

to be sent. The data field holds the addresses of the connections or neurons 
correspondent to the desired values.

w _rep (configuration o f weights report) 
s_rep (configuration o f states report)
ev_rep (error values report) — If successfully executed, the values of weights, states 

or errors previously requested by a rep_w, rep_s or rep_ev command, are re
turned as pairs of addresses/values. Specific statuses: none.

C o n tro l M essages

Control messages are used for the initialisation of code and control of neurocom
puter processing. Code can be downloaded in full, or partially-altered by means of 
parameter setting. Processing can be monitored via status requests and controlled 
through interruption commands. The logical/physical address mapping of neurocom
puters, needed before the system can initiate the exchange of data, is also done by 
means of a control message. The basic set can be easily extended with implementation 
dependent messages. The basic set defined for the CNC System comprises:

Id_cd (load code)
Id .c d p a r  (load code parameter) — The command can initiate the downloading of 

code procedure or set specific parameters. The data field is implementation 
dependent and can hold a neurocomputer processor number specification, and 
a download address followed by the code itself. The specification of a particular 
processor number (such as, for example, zero) provides for the broadcast of the 
same code or parameter to all neurocomputers in the system.

ack_ld_cd (load code acknowledgement)
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ack_ld_cdpar (load code parameter acknowledgement) — Specific statuses: none

in t (interrupt) — When detecting an interruption, a module must: ignore the nor
mal fetch for commands from the beginning of the queue; search for the first 
message from the interrupting module, starting from the position of the i n t  
command; acknowledge the i n t  command; and execute the command found, 
removing it from the queue. Upon completion of the interruption sequence, the 
module acknowledges the executed command and immediately resumes normal 
operation starting again from the first message in the queue. Further searches 
for control messages are performed only after executing the first command in 
the queue. This definition does not allow nested interruptions nor interruptions 
involving the execution of more than one command.

ack_int (interrupt acknowledgement) — The interruption is acknowledged with the 
return of the operation code of the command executed as the interruption com
mand.

rep_sts (report status) — The command constitutes the request for the actual pro
cessing status of a CNC module. This provides, for instance, for error control 
of non-acknowledged messages.

s ts_rep  (status report) — Returns the requested module’s processing status. D ata 
field holds the status code from a set of the pre-defined conditions: process
ings waiting for command, waiting for data, error condition. Implementation 
of specific codes can be included. The s ts j r e p o r t  statuses can either relate 
to a previous rep _ s ts  command or can be sent as a broadcast of some error 
condition. Specific statuses: none.

err_ rep  (error report) — This command is a broadcast message (using Futurebus+ 
low-level broadcast address) containing information of detected unrecoverable 
errors in the reporting module or in any other module in the system. D ata 
field holds the logical address of the module in an error condition. The error 
condition might have been detected by a status report message or by a timeout 
condition generated by a message not acknowledged.

re se t —  Software reset of a module. Can be sent to all CNC modules by means of 
a Futurebus+ low-level broadcast address.

ack_reset (reset acknowledgement) — Modules acknowledge a reset command by 
sending a ack_reset to the original sender. Specific statuses: none.
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m od_m ap  (logical/physical module address mapping) — This is a broadcast mes
sage that informs the correspondence between a module logical address and its 
physical Futurebus+ address. It is transm itted after reset or at system start-up.

C o n v en tio n a l M essages

The provision for conventional type messages is included to facilitate the integra
tion between neural and conventional computing. These messages also provide the 
means for integrating neurocomputers with specific characteristics. An example is 
the Galatea Neurocomputer, based on a powerful vector/m atrix processor, with micro 
operations that cannot be directly represented by the CNC neural messages [94].

Conventional messages should follow the same basic definition of neural messages 
but, since they correspond to operations that are extremely dependent on the im
plementation of the module being integrated to the CNC Architecture, they are not 
detailed by the CNC Message Protocol. It is left to the programmer to define and 
use conventional type messages as needed.

4 .3  C om m u n ica tion  U n it

The hardware for the CNC Communication Unit being proposed by this the
sis implements the low-level components of the communications architecture. The 
design uses various off-the-shelf Futurebus+ VLSI circuits, resulting in a complete 
and compact implementation of the Futurebus+ standard. Furthermore, in order 
to facilitate the integration of neurocomputer implementations other than the CNC 
Neurocomputer, communication with neurocomputers is achieved through a general 
parallel interface. The communication unit comprises three main functional blocks 
(Figure:4.4): the Futurebus+ interface, the neurocomputer interface, and the unit 
controller.

The Futurebus+ interface can be divided into control acquisition and arbitration, 
and data transfer logics. The control acquisition logic performs all tasks related to 
the Futurebus+ control acquisition and arbitration protocol. The data transfer logic 
executes the tasks involved in the implementation of the data exchange protocol, 
including address decodification and module selection.



82

Data
Transfer

REQ U E ST _

GRANT

Control
Acquisition

Logic

i>ix$

Unit
Controller

INFIFO
OUTFIFO

£:& % 
Neurocomputer

Figure 4.4: Communication Unit Block Diagram

The neurocomputer interface design uses fast first-in-first-out (F IF O ) devices as 
a bi-directional communication channel between the communication unit and the 
neurocomputer. This approach results in an interface throughput that is compatible 
with the Futurebus+ implementation.

The unit controller is responsible for controlling the flow of information through 
the Futurebus+ message FIFO s, for managing data and address, and for controlling 
the neurocomputer interface.

The design of the CNC Communication Unit components is presented next to
gether with their block diagrams.

4,3.1 Futurebus+ Interface

The Futurebus+ interface of the CNC Communication Unit uses a number of 
integrated circuits from National Semiconductors [62] and Signetics Company [88]. 
They provide all the functions of the control acquisition and data transfer protocols, 
plus the backplane drivers and an intermediate input/output data FIFO.
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C o n tro l A cq u isitio n  an d  A rb itra tio n  Logic

The control acquisition and arbitration logic of the CNC Futurebus+ interface 
(Figure 4.5) uses the National Semiconductor DS3875 Arbitration Controller, and 
DS3885 and DS3884 arbitration and handshake transceivers.

Futurebus+ (arbitration)

DS3885
Arbitration
Transceiver

DS3884
Arbitration
Transceiver

S3
DataTransferLogicInterface

DS3875
Arbitration
Controller

X vivyM V A W ^

Communication Unit Internal Bus

Figure 4.5: CNC Futurebus+ Interface - Control Acquisition Logic

The DS3875 Arbitration Controller continuously monitors the Futurebus+ back
plane through the signals driven by the DS3884 Handshake Transceiver. W hether it 
is competing in the current control acquisition cycle or not, it drives the arbitration 
handshake and condition signals onto the handshake transceiver, which then drives 
them onto the backplane. The arbitration controller also checks and generates parity 
for the arbitration numbers read from and driven on to the arbitration transceiver. 
Therefore, no external hardware for parity is necessary.

The set of signals linking the arbitration controller and the data transfer logic 
allows: the locking and unlocking of the Futurebus+ interface, as specified; the ex
change of information on whether the module is master of the bus or not, so the 
data/address lines can be driven properly; bus errors control; and a latched AS sig
nal, to indicate that the disconnection phase of the current master has been initiated 
and the bus is soon to be handed over to the new master.

The Unit Controller interfaces with the control acquisition and arbitration logic 
through the seventeen DS3875 internal registers. These are used to: change the 
configuration of the controller, such as interface delay parameters, and arbitration
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numbers; check controller status, which can be used to monitor its operation; and 
control interruptions and errors, such as parity and timeouts.

The arbitration controller also supports all Futurebus+ features such as arbitration 
messages which can, in particular, be used in the future for the implementation 
of system interruptions, instead of the present control message-based scheme. The 
advantage of using arbitration messages, is that the interruption process would be 
totally independent of data transactions.

D a ta  T ran sfe r Logic

The core of the data transfer logic (Figure 4.6) is implemented with a Signetics 
Futurebus+ chip-set. It comprises a Futurebus+ Protocol Controller (FB2000), four 
Futurebus+ Packet Data Fifos (FB2020), and transceivers for address/data, hand
shake and command/status signals (FB2040/2042, FB2041/2043, FB2031). Parity is 
both generated and checked internally by the FIFO s. All stages of the data transfer 
procedure are handled by the FB2000, which interfaces with the Control Acquisition 
and Arbitration Controller for determining the start and end of data transactions on 
the bus. In the implementation, a protocol disconnection phase is started whenever 
the output FIFO is empty, and proper status is generated when the input FIFO is full.
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Figure 4.6: CNC Futurebus+ Interface - Data Transfer Logic

The Header Control Logic records the arrival of message headers in a tag asso
ciated with each of the data words stored in the input FIFO s. This tag is held on
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an extra FIFO, 64 x 4 bits (SN74ALS234), and represents the jfirst word transfer of a 
transaction. It is generated by a simple circuit from information available from the 
protocol controller. The first word of a transaction is always a header because this is 
the mechanism used by the high-level message passing protocol to keep track of long 
messages split in various bus transactions.

The Board Selection Logic basically comprises (Figure 4.7): two SN74ALS678 
decoders; circuitry for generating the interfacing signals with the FB2000 Protocol 
Controller; and a programmable switch for setting the board’s local physical address.
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Figure 4.7: Futurebus+ Interface - Board Selection Logic

The switch is also read by the Unit Controller in order to generate the mapping 
of its logical to physical address, needed during system initialisation.

4.3.2 N eurocom puter Interface

The hardware implementation of the neurocomputer interface proposed here is 
the link between the neurocomputer and Futurebus+ interface (Figure 4.8). It uses 
one bi-directional 32-bit FIFO for data, and one bi-directional register for the handling 
of special conditions.

Each data FIFO is built with 2 Texas Instruments ACT7801 Advanced FIFO devices 
(1024 bytes x 18 bits). The access time of the circuit (25 ns) supports a peak transfer 
rate of 40 Mwords per second (32 bits) which provides sufficient throughput to act 
as a gateway to Futurebus+, even if the Futurebus+ interface can support the peak 
transfer rate of 100 Mbytes per second. In order to identify each word as message 
data or header, the interface uses the 18th bit of the FIFO holding the most significant 
byte as a tag. The 9th bit of FIFOs holding byte 0 (the least significant) and byte 3 
can be used for holding parity for each 16 bit word.
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Figure 4.8: Neurocomputer Interface

The 8-bit bi-directional register is built with one conventional 16-bit latch (Texas 
Instruments SN74ACT16373). Its function is to provide a fast interruption channel 
for both the neurocomputer executive unit and communication unit controller. The 
only exception condition defined by the CNC Architecture is an interruption signal 
which informs that a high-level exception message was received and should be con
sumed from the input FIFO as soon as possible. Other conditions are dependent on 
each communication unit/neurocomputer implementation. For instance, an imple
mentation can define exception messages by using either Futurebus+ address-only 
cycles for previously-agreed addresses, or specific Futurebus+ arbitration messages, 
which are independent of any data transaction on the bus.

4.3.3 U nit Controller

The Unit Controller implements the logic responsible for controlling the inter
faces with the Communication Unit and Neurocomputer, and for the manipulation 
of addresses and data.

There are two possible configurations for the proposed Transputer-based Unit 
Controller. The first uses the Transputer serial finks as a channel for the exchange 
of system maintenance messages and for downloading the communication program 
from the neurocomputer’s Executive Unit ROM. This is the implementation of the 
CNC Architecture (Figure 4.9). The second configuration, for non Transputer-based 
Executive Units, has a program ROM. Special messages between the neurocomputer 
and the communication unit have to be exchanged either through the parallel FIFO 

interface or through the serial finks by means of a Transputer fink adaptor on the 
neurocomputer side. Both have some extra RAM for message buffers.
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The operations executed by the Transputer in order to control the flow of data 
onto and from the bus depend on the number of bytes allowed for each Futurebus+ 
data transaction. This variation is a direct consequence of the limited depth of the 
output Futurebus+ FIFO s. For transactions comprising 64 data words or less, the 
whole message can be directly written to the output FIFO s before the transaction 
begins. For longer messages, the Unit Controller will have to keep track of the 
number of bytes that still need to be transmitted, in order to avoid the underflow of 
the output FIFO. Once the output FIFO is empty, a disconnection phase is started 
automatically, and, in case of the last transaction, the bus is released. For incoming 
messages, the Transputer can use its internal memory to try  to avoid a FIFO full 
condition which would result in the generation of an “end of d a ta ” status and the 
termination of the transaction by the bus master.

For a slow Unit Controller, it is advisable to keep the number of transfers per 
transaction to 64. This is advantageous in two aspects. Firstly, the throughput on 
the bus becomes equal to the best performance supported by the data transfer logic, 
which corresponds to a much better rate than that possible with direct Unit Controller 
intervention. Secondly, by releasing the bus as soon as the output or input FIFO s are 
full, other modules are allowed to access the bus also at the highest possible transfer 
rate. Therefore, limiting the number of transactions to a number of byte equal to 
the capacity of the FIFO s results in an overall system throughput limited only by the 
implementation of the logic blocks directly involved with the Futurebus+ interface.

The Unit Controller operation can be divided into four simple processes. Two 
processes control the input and output of messages involving the Futurebus+ interface, 
and two perform the input and output of messages involving the neurocomputer 
interface. In simple terms, messages will be organised in the Transputer internal 
memory in a way that achieves the best possible bandwidth between the Futurebus+ 
and the CNC Module. By doing so, the Unit Controller will know, “in advance”, the

v ~ < j n u u u i i J . U 1 1  u u x u
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8x
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Memory
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number of transfers required to send the data corresponding to a particular
This will allow for the break down of messages into smaller blocks to fit the maximum 
number of transfers per transaction, or the depth of the Futurebus+ interface FIFO . 

A typical transfer routine, from the Transputer to the Futurebus+ interface, can be 
exemplified by the pseudo-code program in Figure 4.10. It presumes that the whole 
message (with its word TAGS) is already in memory, that the maximum number 
of transactions is 1, and that the maximum number of word transfers is 64. The 
performed tasks are the translation of addresses, the preparation of new message 
headers (including continuation headers), the loading of the data FIFO, the output of 
the receiver’s address, and the control of the number of bytes being transferred.

/* Prepare message */

word counter = 0 
LOAD tag FROM internal buffer 
tag pointer = tag pointer + 1 
IF (tag == header) THEN

LOAD message vord FROM internal buffer
translate receiver address /* logical to physical */
LOAD receiver address IN temporary storage
header address = sender address
vord pointer = vord pointer + 1
LOAD receiver address IN Futurebus output fifo
LOAD header IN temporary storage header
LOAD header IN Futurebus ouput fifo

LOAD tag FROM internal buffer
VHILE ( (vord counter <= 64) && (tag = info) ) DO 

tag pointer = tag pointer + 1 
LOAD message vord IN Futurebus ouptut fifo 
vord pointer = vord pointer + 1 
vord counter = vord counter + 1 
LOAD tag FROM internal buffer 

ENDWHILE

ELSE
LOAD header FROM temporary storage
header.opcode = 0x000000
LOAD header IN Futurebus output fifo

/* get previous header * /  
/ * continuation message */

END IF
vord counter = vord counter + 1

/ *  vrite message to output fifo */

/* initiate transaction */

LOAD go command IN protocol controller

Figure 4.10: Data Output Pseudo-code
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A more detailed analysis of the dependency of the CNC Communication Unit 
performance on the processor processing speed and FIFO depths can be found in 
Chapter 8.

4 .4  M a n a g em en t o f  R eso u rces

Every communication system is at risk of reaching a deadlock state when modules 
share physical resources. Therefore, the CNC components proposed in this chapter 
have to be analysed in terms of possible sources of deadlock.

A deadlock will occur every time two or more modules wait for the release of 
a resource controlled by another, before releasing its own. These situations may 
be caused by a variety of conditions, the most common leading to states known as 
protocol deadlock and buffer deadlock [93]. Protocol deadlocks are the result of two 
processes waiting for each other to produce a control message that will resume the 
normal flow of data messages. A buffer deadlock is caused when two or more processes 
with full buffers wait for the others to free space for a message before accepting one 
itself. In the CNC Architecture, the risk of protocol and buffer deadlocks has to be 
investigated at a low level (Futurebus+), and at a high level (CNC Message Passing 
Protocol).

At low level, the bus (which is the common communication channel) is the shared 
resource. In this case, the Futurebus+ specification is supposed to be free of both types 
of deadlocks. Protocol deadlocks are avoided with the use of the 3-signal compelled 
protocol for arbitration and data transfer. The simple cause-effect operation, together 
with module status information, form a well defined procedure that release the bus if a 
transaction cannot proceed. However, the actions that must follow an error condition 
demand careful compliance with the specification. An example of such actions is the 
termination of a transaction when no module is selected after the broadcast of an 
address.

Low-level buffer deadlocks are not meaningful for two reasons. Firstly, the 
Futurebus+ specification ensures that the bus is always released within a finite time, 
independent of the condition of input and output buffers (again the use of the status 
information is fundamental). Secondly, the actual control of input and output buffers 
is a responsibility of the high level protocol. This does not, in fact, guarantee that a
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module will not face a buffer deadlock due to buffer-full conditions. Instead, it trans
fers the responsibility for avoiding this type of deadlock, to the high-level protocol 
implementation.

At high level, protocol deadlocks are avoided by a careful implementation of ap
plications using the simple handshake command-acknowledgement message passing 
protocol. The protocol itself does not introduce any condition or command that 
could generate the permanent waiting state for a module. However, the application 
must certainly introduce the normal timeout conditions for commands that are not 
acknowledged. Control commands such as r e p js ta tu s  (report status), and i n t  (in
terrupt) followed by a request for data values, can be used in the decision of whether 
to  report to the rest of the system an error condition in the module that is not re
sponding, or to resume waiting for the acknowledgement. Error conditions on the 
high-level protocol that may lead to deadlocks are best treated by an operating system 
or monitor running on each of the neurocomputer executive units. The implementa
tion of this operating system or monitor, however, is beyond the scope of this thesis 
and is suggested as future work.

A buffer deadlock risk assessment for the CNC Message Passing Protocol has to 
consider the type of neural network mapping being used: one neural network, one 
neurocomputer; or one neural network, various neurocomputers.

In the first case, neurocomputers will either implement independent or collab
orative neural networks. Independent neural networks are not a  problem since all 
operations will be limited to the neurocomputer, where they are mapped, and only 
monitoring, simple data input/output, and control messages will flow between the 
user interface and the neurocomputer(s). Collaborative neural networks (Figure 4.11) 
will not result in buffer deadlocks either. The flow of information in this case will 
constitute a pipeline of neural networks, each specialised on part of the application 
processing. Data will flow from one neurocomputer to another, which, in the worst 
case, will only be able to receive a new data set or command, after finishing any 
operation in progress. Since the ends of the pipeline are open (connected probably to 
the user interface module), once a message is processed, a new message will be able 
to be consumed and no module will wait indefinitely.

When neural networks are mapped onto more than one neurocomputer, the map
ping must consider the locality of connections between processing elements. In any
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Figure 4.11: Data Flow (neural networks simulated by one neurocomputer)

case there is no risk of buffer deadlock. If layers are mapped onto different neu
rocomputers (Figure 4.12), for instance, in the worst case a module will have only 
enough memory for one set of states and will only be able to accept (and execute) 
the incoming command if no processing is being done. During the recall phase the 
operation can be seen as a pipeline with one layer processing its inputs and sending 
its outputs (or states) to the next one. During training, the only difference occurs 
with Back-propagation style algorithms. But, even in this case, the execution can 
be considered as comprising two pipelines: one forward and one backward. As long 
as a complete set of data is sent to the neurocomputers (layers), asynchronous or 
synchronous operation will present the same behaviour as fax as deadlocks axe con
cerned.

Neurocomputer Neurocomputer Neurocomputer Neurocomputer

LAYER 1 LAYER 2
NETWORK 1

LAYER 1 
LAYER 2

LAYER 3
NETWORK 2

Figure 4.12: D ata Flow (neural networks simulated by various neurocomputers)

Another very common cause of deadlocks, if proper control over the access to the 
communication media is not implemented, is traffic congestion [93]. The problem 
is not critical for the CNC Architecture, because of the Futurebus+ fairness access 
control protocol, unless real-time systems rely on the communication via the common 
bus for the implementation of very large networks. However, the present technology 
can provide neural network hardware capable of simulating networks large enough 
for the solving of practical problems, and that can be implemented in one or two 
Futurebus+ boards [71, 78, 96, 100]. If necessary, Futurebus+ offers the possibility of
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utilising multiple busses for the implementation of the communication between layers 
of a neural networks distributed on various neurocomputers.



Chapter 5 
CNC N EU R O CO M PUTER

This chapter describes a hardware implementation for the CNC Neuro
computer. It presents: the CNC Neurocomputer Executive Unit, in charge 
o f the high-level communication protocol; the chosen CNC neural pro
cessors, the neural R ISC  and the Generic Neuron-based ASICs; and the 
common inter-chip communications architecture.

5.1  O verv iew

As previously said, the development of the CNC System didn’t  produce an actual 
hardware version of its components. However, as it is the case with the Communica
tions Architecture, the detailed design (described here) has allowed a good assessment 
of the proposal (see Chapter 8). As seen in Section 3.3.2, of all the CNC Neurocom
puter building blocks, the neural processor network is the only one based on previous 
work. However, to integrate the circuits into the CNC System, a complete framework 
had to be developed. The framework is described in this chapter, together with the 
other CNC Neurocomputer blocks, including the chosen neural processors.

The CNC Neurocomputer has been carefully designed to minimise the board space 
occupied by the control portion (the communications controller and the neurocom
puter executive unit) in relation to the total space dedicated to the neural processor 
network. The basic CNC Module uses two 233.35 x 400mm Eurocard boards [39] 
mounted back-to-back (Figure 5.1). Approximately 50% of the area of the first board 
is used for both the communication and neurocomputer executive units and the in
terface with the neural processor network. The remaining area and the whole of the 
second board are used for the implementation of the neural computing hardware. In 
addition to the standard implementation, a one-board CNC Module can be imple
mented with one third of the number of neural processors. Section 5.3 describes the 
configurable topology of the neural processor network and its connection with the 
Executive Unit.

The CNC network of neural processors is based on the CNC Neural RISC and on 
ASICs generated by silicon compilation from a definition in the neural network spec
ification language nC . Both processors have been developed as independent projects

93
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Figure 5.1: CNC Neurocomputer Boards

at University College London [71, 96, 98]. The so-called CNC Neural RISC is the 
original Neural RISC [71], modified in its communications architecture. The imple
m entation of the chip with the new communications is left as future work and is 
beyond the scope of this thesis.

The network of neural processors adopts a soft ware-configurable network topology 
as extra support to the programmable processor. Both the Neural RISC and Generic 
Neuron ASICs are served by the same microprocessor-based Executive Unit.

The common communications architecture of the two neural processors is com
posed by a common broadcast bus, divided in to 3 highways1: data, address and 
network control.

If a neural network is implemented with separate busses for each layer, such 
as for a feed-forward network, separate Executive Unit access to each highway 
of each bus will be necessary. In general, this connection scheme will demand 
(L{W d  +  Wa +  Wc) +  Wrf) lines between the module control board and the 
neural processor network board, where Wj, Wa and We are the widths of the data, 
address and control busses, respectively, and L is the number of independent layers. 
In a network composed of 4 layers (16 bits of data, 16 bits of address, and 16 control 
lines), this represents 208 lines. The connection is feasible by means of flat cables and 
a network with that number of layers is large enough for most practical applications. 
A network composed of just one layer, fully connected or not, demands only 48 lines, 
so is simpler to implement.

The CNC Neurocomputer implements a network with neural processors organised 
into rows that, in the case of the Neural RISC, can be combined under software control

1The term highway is borrowed from the Futurebus IEEE Standard and signifies a group of bus 
lines used for a specific function.
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to  form any topology. This is accomplished by means of programmable switches 
linking each bus to all of the others. This multi-bus structure defines a standard 
interface with the CNC Executive Unit and, consequently, with the CNC System.

The common communications architecture allows the use of very similar Executive 
Unit programs for neurocomputers based on any of the processors. Any difference 
simply reflects the mapping of processing elements onto the board (range of valid 
neuron addresses) and the set of valid operations that the neurocomputer can exe
cute. Both differences are related to the type of processor being used. For instance, 
the higher integration capability of the Generic Neuron-based processors results in 
a larger number of processors per CNC Neurocomputer. This, in turn, results in 
a variation of the valid neuron addresses on the neurocomputer which have to be 
recognised by the Executive unit when interpreting the high-level protocol messages.

A major difference between the ASIC-based and the programmable neurocom
puter resides in the different set of valid operations. This difference reflects the lack 
of programmability of the ASICs and affects the Executive Unit program. Many de
bugging operations cannot be executed by the custom circuits (e.g., lo ad  fu n c tio n , 
lo a d  code etc.). Moreover, operations such as d e le te  neuron or add neuron, which 
can be used by learning algorithms that change the size of the network, are not ef
ficiently supported by ASICs. This is because the number of processors m ust corre
spond to the largest network size possible, which may result in processors not being 
used after learning, and a reasonable waste of resources [100].

Despite the small differences of Executive Unit programs, the migration from the 
development to the application specific system should be painless. Debugging an 
ASIC-based neural network is not necessary because of previous tests through sim
ulation on Neural RISCs processors. In addition, hardware problems are unlikely 
because the circuits generated by the silicon compiler are to be “correct by construc
tion” [100].

The Inter-chip Communications Architecture, the Executive Unit, and the Neural 
Processors are described in the next sections.



96

5.2 In ter-ch ip  C om m u n ica tion s A rch itec tu re

As mentioned earlier, the inter-chip communications architecture is based on the 
communications architecture developed for the Generic Neuron Architecture [100]. 
The communications architecture comprises a broadcast bus with three highways, 
address, data and control, and a simple protocol.

For neurocomputers implemented with the Neural RISC, the three highways com
prise 16 data lines, 16 address lines, and up to 16 input and 16 output control lines. 
For ASICs based on the Generic Neuron, the width of the data  and address high
ways will be dictated by the desired precision of data values, and by the number of 
processing elements being used in the network. A similar consideration is valid for 
the number and function of the control lines, which will be dependent on the algo
rithm  and application. There is, however, a set of common signals to both processors. 
These are presented in Section 5.3.1 and include, among others: a dual-phase non- 
overlapping clock ($ i and $ 2 ); a ready signal (rdy), which indicates the presence of 
data on the data highway; and a initialisation signal ( in i t ) ,  which indicates tha t an 
initialisation phase is in progress with downloading of data to addressed processing 
elements.

For the Back-propagation algorithm, the algorithm-dependent signals for
ward/backward and learning/recall indicate which part of the algorithm is being 
executed.

The Neural RISC has an extra control signal that is not relevant to application 
specific processors. The load weight value signal (ld_w) is used for monitoring the 
weight value in addition to states and errors. The procedure used by the Executive 
Unit to request these values is presented in Section 5.3.2.

The 16 address lines allow the definition of up to 65,536 processors. However, 
it is very unlikely that such a high number of processors is integrated in a single 
neurocomputer board. Nevertheless, the parallel interface with the Executive Unit 
allows an easy expansion of the processor network implementation to multiple boards.

The communications protocol is based on a simple synchronous time-multiplexed 
access to the data bus. This can be either automatic or controlled by the Executive 
Unit. The protocol guarantees access to the bus to each neural processor and permits
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the Executive Unit to intercalate any control or monitoring message that becomes 
necessary.

The topology of the network of ASIC processors on a special-purpose neurocom
puter is implementation-dependent and hard-wired to the board produced. Since 
the algorithm implementation is fixed and built in the processor, there is no loss of 
flexibility with this approach.

For the Neural RISC, a fixed and hard-wired topology can also be used. It is 
possible to implement a network with virtual layers even if the whole network is linked 
to just one bus. However, if this is the chosen approach, the polling of processing 
elements will have to reflect the single broadcast bus used in the implementation of 
a multi-layer topology. The great disadvantage here is the impossibility of using a 
pipeline of inputs when executing a recall phase. The advantage is the simplicity of 
the hardware implementation and connection of processors (chips).

To provide a flexible interconnection scheme that can be used to implement both 
the multi-bus topology (for the learning phase) and pipeline of patterns (for the 
recall phase) in a Back-propagation algorithm, independent busses are connected by 
programmable switches.

The general-purpose neurocomputer is assembled in four rows of Neural RISC 
processors. Each row is, effectively, an independent layer of processing elements 
connected to a single bus, each comprising approximately 120 processors (assuming 10 
processors per chip [71] and a 233.35 x 400mm Eurocard board). Each bus of each of 
the layers is connected to all others by bidirectional transceivers (Figure 5.2). These 
transceivers (the programmable switches) can be either in a disconnected state or 
connected in one of the two possible directions. In this way, it is possible to implement 
any configuration of layers, including the multi-bus configuration during the recall 
phase of Back-propagation. The increased complexity caused by the programmable 
switch approach is justified because of the extra flexibility that results from the 
implementation of different topologies under software control.

C om m unication Protocol

The communication protocol uses a synchronous and sequential mechanism to 
establish which processing element will have access to the bus to broadcast a piece 
of data (states, errors etc.). The protocol is based on the two-phase, non-overlapping
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Figure 5.2: CNC General-purpose Processor Network Implementation

clock ( $ 1  and $ 2 ) 1  a-nd the acknowledge signal (rdy). The process involves the 
presentation of a processing element address to the bus during the second phase of 
the clock ($ 2 )' This clock phase is also used for the decodification of the address. An 
addressed processing element assumes the status of bus master. Processing elements 
th a t have the address on their list of connections assume the status of a connected 
processing element. A bus master processing element places the requested data on 
the bus during the first phase of the clock ($ 1 ) and asserts the rdy  signal. All of the 
connected processing elements on the bus input the data when they detect the rdy  
signal.

The type of data  being broadcasted dependents on the algorithm and is spec
ified by the control lines. For the Back-propagation algorithm, for instance, the 
f  orw ard/backw ard line determines if the state or the error is to be placed on the 
data  highway. For the case of the Neural RISC, a ld_w control line is included for 
the manipulation of weight values.

The address used by the Executive Unit to select a processing element is identical 
to  th a t used by the high-level protocol. The address is divided into three fields: layer, 
cluster and neuron.

Communication is initiated when the first processing element address (neuron) 
is placed on the address highway. After the required data is supplied, the address
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is incremented until all neurons of that layer have been polled. The address of the 
cluster, and subsequently the layer, is then incremented, and the polling procedure 
is repeated until all processing elements in the network have been referenced.

A neural processor supplies only valid data [100]. This means that if the processing 
element is addressed while still updating its state as a consequence of changes in any 
of the input values received in previous broadcasts, it will only place the data value 
after all calculations have terminated. This means that it might not respond on the 
first $ 1 , and the processor network will have to wait for the value.

In order to avoid indefinite waiting, a timeout procedure has to be implemented. 
This will account for the lack of rdy  signal due to faulty processors. The CNC 
Neurocomputer implements a programmable interval timer that is set for a greater 
period than the longest one used to perform a state or weight update. The timer 
is implemented with a simple 16-bit counter that is programmed by the Executive 
Unit during startup. The counter is advanced at every pulse of $ 2  and generates an 
interruption to the Executive Unit if the rdy  signal is not present after a determined 
number of cycles.

After a timeout, the Executive Unit interferes with the communications process 
to prevent a deadlock by setting the intervening signal on the control highway of 
the problematic bus. This signal works as a chip-select for the processors and, when 
active, indicates that no data should be placed on the data bus, by any processing 
element addressed. The Executive Unit can then place a null value and assert the rdy  
signal itself so that other processing elements can proceed. If the problem becomes 
frequent, the processor presenting the problem will have to be physically extracted 
from the network and reset, or, if a Neural RISC is still responding to commands, 
reprogrammed to an address that will not be polled.

N eural Processor Com m unication U nit

The neural processor communication unit [100] stores and reads values directly 
to and from the working memory, using the two-phase clock to avoid conflicts. The 
communication unit can use the memory during , while the processor’s control unit 
can access it during $ 2 -

To store values on the memory, the communication unit uses the same neuron 
address that is on the address highway. The data read from the memory depends on
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the algorithm and on the phase of the algorithm. It also depends on the processor 
since the Neural RISC supports the monitoring of data and can supply the weight 
values if the ld_w control signal is asserted.

On programmable Neural RISCs, where downloading of code is possible, programs 
are always placed on the same initial memory position. On both the Neural RISC and 
ASICs, parameters downloaded during initialisation are also stored in a fixed memory 
location. The downloading procedure is indicated by the i n i t  control signal. On the 
ASICs, the memory location for the storage of downloaded parameters is fixed and 
defined during the design procedure. For the Neural RISC, it will have to be estab
lished once a processor with a new communication unit is implemented. One possible 
implementation might use programmable registers on the communication unit set 
under software control after the execution program is loaded. Such implementation 
definitions are suggested as future work.

5.3  E x ec u tiv e  U n it

The main tasks of an Executive Unit are: the high-level interface between the 
CNC Neurocomputer and other CNC Modules; and the initialisation, control and 
supervision of the network of neural processors.

The interface with the CNC Communications Architecture is performed by the 
bidirectional FIFO , in hardware; and by the implementation of the high-level message 
passing protocol, in software.

The initialisation, control and supervision of the processors is specific to each neu
rocomputer implementation. For the CNC Neurocomputer, the initialisation consists 
of downloading the Neural RISC code from the central store and, for both the Neural 
RISC and ASICs, setting some neural algorithm-dependent operational parameters. 
As seen in Chapter 4, initialisation messages such as load code/function/rule and 
load code/function/rule parameter can be used. The control and supervision of the 
processor network is directly related to the inter-chip communications architecture. 
It is the Executive Unit’s responsibility to control the neural processors’ access to the 
broadcast bus-based network, and to perform the error control of communications. 
The executive unit must also set up the configuration of busses on the processor 
network before execution can begin.
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Apart from the performance, flexibility and size requirements of the Executive 
Unit, the decision to base its implementation on a microprocessor also reflects the 
decision to use a microprocessor implementation for the communication unit con
troller. In addition, the option of a Transputer as the communication unit controller 
strongly recommends the use of another Transputer for the Executive Unit. The 
reason is that, as mentioned in the previous chapter, the Transputer links can be 
extremely useful for by-passing the normal FIFO channel, for exception handling and 
system debugging. Since the Executive Unit will demand a non-volatile memory for 
program storage, the same memory can be used for storing the communication unit 
controller’s program, which can be downloaded at system startup. The Transputer 
chosen is the INMOS T805 but, with simple modifications, the new T9000 can be 
used to increase the unit’s performance if necessary.

The Executive Unit comprises (Figure 5.3): the T805 Transputer; a ROM module 
to contain both programs, its own and that of the Communication Unit Controller; 
1 Mword (4 Mbytes) of dynamic RAM, to be used as auxiliary program area and 
message buffer if necessary; the FIFO and parallel register interface with the CNC 
Communication Unit; and the interface with the neural processor network, composed 
of parallel ports for address, data and control, with the last two being bidirectional. 
The memory circuits can be chosen from either high density chips, such as the Texas 
Instrum ents TMS44400-80 (1M x 4 bits) or, if cost prevails over chip count, circuits 
such as Texas Instruments TMS4C1024-80 (1M x 1 bit).

Interface
Fifo

Executive Unit 
Internal BusNeural

Processor
Network

Interface
CNC

COMMUNICATION
UNIT

8x
TMS44400
Memory

T805-25
Transputer

Figure 5.3: CNC Neurocomputer Executive Unit

Random Access Memory is mapped on the upper part of the Transputer signed 
address space at 6XXXXXXX# (internal memory starts at 80000000#). Read Only 
Memory word is located at 7XXXXXXX# with the last 32-bit word always at 7FFFFFFC# 
for allowing bootstrap from ROM.
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The neural processor network is mapped on the Transputer memory at locations 
10000000# to 1FFFFFFF#. The most significant 16 bits of this address (Figure 5.4) 
select the processor network bus being referenced and define the network execution 
control. All operations can be executed on all busses simultaneously or accordingly 
to the selection specified by the bus selection field. The least significant 16 bits of 
the address word define the neuron address within the network.

4 7 5 16
1 • 1 » 1 1; Network ; S Control ! BusSelection Neuron Address

ld sw 1 
rst ar ---1

1 !-► stop 
1___^  cont

i nt- v
ld_to

Figure 5.4: Neural Processor Network Address

The network execution control is composed of seven signals. To facilitate the
implementation without the need for extra hardware, the control signals are not
encoded. As seen in Figure 5.4 the existing control signals are:

s to p  — Indicates that the processing must pause after the next data transfer. This 
bit has to be asserted whenever the Executive Unit is intervening (e.g. to ini
tialise the network, supply data, check for errors or monitor a specific algorithm 
value).

c o n t (continue) — Indicates that processing in the network can continue for at least 
a complete clock cycle.

in tv  (intervene) — Indicates to the processing elements that data is being supplied 
by the Executive Unit and that the data highway should be set free. If in tv  
is released, the communication process occurs independently of the Executive 
Unit, except for the specification of the phase of the algorithm.

ld_to  (load timeout value) — Load value into the counter used to timeout non- 
responding processing elements.

ld_ar (load address register) — Load value into the counter used to address the pro
cessing elements. The value will be used in the next data operation on the bus 
and polling will proceed from tha t address until the null address, when the 
network stops and the network control highway signal done is asserted.

rs t_ a r (reset address register) — Resets the counter used to address the processing 
elements during autonomous execution.
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ld_sw (load switch configuration) — This signal, in combination with stop , allows 
the modification of the configuration of the switches connecting the 5 busses. 
The configuration has to be altered, for instance, when changing from the for
ward to the backward pass of the Back-propagation algorithm.

The stop signal has to be used in conjunction with any load procedure, reset 
and intervening, to guarantee the proper behaviour of the network. The stop action 
implementation guarantees that all processors are at the end of a data transfer so 
data  and address are valid on the bus ( $ 1  is high and $ 2  is low).

5.3.1 N eural P rocessor N etw ork Interface

The interface between the Executive Unit and the neural processor network uses 
parallel ports, one for each of the highways (data, address and control) of the five 
broadcast busses. The address highway port is loaded when the processor network 
is addressed. Both control and data need a memory read or write operation to be 
loaded or checked for data.

The data width of each parallel port of the processor network interface is depen
dent on the type of neural processor. If composed of the Neural RISC, the data and 
address ports are 16 bits wide each. If composed of ASICs, the width will be a  func
tion of the precision specified by the neural network designer when the application 
is programmed in nC . The control port reflects the lines of the control highway of 
each bus. It contains the signals that are necessary for defining the neural algorithm 
execution and the simple inter-chip communications protocol. These can be divided 
into algorithm-dependent and algorithm-independent signals (up to eight input and 
eight output signals each).

Algorithm-independent signals are present in both ASICs and Neural RISC pro
cessors. These are:

r s t  (reset) ;

d o n e  — Indicates that all processing elements were polled in the current pass.

rd y  (ready) — Indicates that an address was decoded and data is now on the data 
bus.

tm _ o u t (time out) — Indicates that the addressed processing element is not re
sponding and the operation cannot proceed.
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in it (initialise) — Indicates initialisation (the procedure for loading code, functions, 
rules or parameters).

a n d  $ 2  — The two-phase clock used to implement a dual access message memory 
in the neural processor communication unit [100].

The algorithm-dependent signals are also present on both the Neural RISC and 
ASICs. The meaning of the signals is programmable on the first and fixed on the 
latter. The meaning is a function of the algorithm being implemented. For a Back- 
propagation algorithm, for instance, one signal may determine a forward or backward 
phase and another may define a learning or recall phase [100]. In the case of the 
Neural RISC, the ld_w (load weight value) control signal indicates tha t the addressed 
neuron has to place the value of a connection weight on the data bus. This procedure 
is explained later in this chapter.

The Executive Unit is interrupted by the processor network in two occasions: 
when there is a timeout, and when a polling sequence has been completed. To 
identify which of the busses generated the interruption, the Executive Unit polls 
each of the busses, in sequence, by reading the control registers. It then takes the 
appropriate action. This can be the intervention on the data transfer (if timeout), 
or the re-loading of the address registers and the initiation of another phase of the 
network algorithm.

The parallel ports composing the interface between the Executive Unit and the 
network of processors are implemented with 16-bit wide latches. The control execu
tion port uses one SN74ACT16373. The data and network control ports use two of 
the same IC to implement a bidirectional port. The block diagrams of the interface 
are presented in Appendix D.

5,3.2 Processor N etw ork E xecution  C ontrol

The processor network control involves three basic types of procedure: initiali
sation, autonomous operation and intervention. All three can refer to all processor 
busses or to specific ones, according to the value used on the bus selection field of the 
address.
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In itia lisa tio n

The operation of the neurocomputer must start with the downloading of code 
and/or parameters into the neural processors. Two cases of initialisation have to be 
considered: the ASICs and the Neural RISC. In both cases, the procedure starts with 
the Executive Unit addressing the network with the s to p  and in tv  address bits set. 
The stop bit must stay set until initialisation of all system parameters is complete.

For the ASICs, the downloading of parameters follow a fixed sequence established 
when designing the circuit. The parameters are loaded following the address of a 
processing element with the the init control signal asserted. Data is then input by 
the addressed processing element(s) and the normal operation can be initiated.

For the Neural RISCs, the internal boot strap ROM specifies the downloading of 
code to a fixed address space. This is application-dependent and can be done as a 
broadcast of common code to all processors or individually to each of them. If the 
broadcast option is used, a specific address has to be agreed as the broadcast address.

Once the code is loaded, the parameters can be altered by software control in 
the same way used for the ASICs. The internal program of the Neural RISCs must, 
therefore, provide a parameter loading routine that is activated once the i n i t  address 
bit is set. To maintain compatibility with the Generic Neuron-based processors, 
this parameter downloading must follow a fixed sequence. However, it is possible 
to implement specific references, by means of special control signals defined by the 
programmer. In this case, the Neural RISC design has to be altered to include a 
control signal input port that can be read by the processor under software control.

Once the code and parameters of the neural processors are loaded, it is necessary 
to set the execution control parameters of each network bus. These are the largest 
valid processor address and the timeout value. The first is used to identify when 
the automatic polling procedure has been completed. The second is used to inform 
the Executive Unit that the execution of the algorithm has stopped due to a non- 
responding processing element.

Automatic polling of processors during algorithm execution is based on a 16-bit 
address generator. In fact, the generator is a 16-bit counter that is decremented from 
the largest valid address to the first, every time a data broadcast is completed. The 
value of the last valid address is loaded into the counter by writing to the neural 
processor bus with the ld_co address control bit set.
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To program the timeout interval the Execution Unit writes to the neural processor 
bus with the ld_ to  address bit set. The value should be equal to the maximum 
number of cycles that a processing element can take to respond with the rdy  signal 
once it has been addressed.

The last initialisation step of the network is the configuration of the bus pro
grammable switches. This is algorithm-dependent and will also vary according to the 
phase of the algorithm execution. The switches are set by writing to the processor 
network with all busses deselected, the address ld_sw and s to p  address bits set.

Once all system parameters are set, the network is ready to execute the neural 
algorithms.

A utonom ous Execution

During autonomous execution, the Executive Unit does not interfere with the 
polling mechanism, except if a timeout occurs. The autonomous execution of the 
network starts with the Executive Unit setting the network control signals. In a 
Back-propagation algorithm, for instance, this involves setting the forward/backward, 
learning/recall and init signals to their correct values. Only after doing this, can the 
Executive Unit reset the s to p  network control address bit by writing to the network 
address space with the proper bus selection bits set. The autonomous execution will 
then proceed as determined by the control signals and stop when all the processing 
elements are polled. An interruption is generated at this moment and the done signal 
is activated at the bus control highway port.

During the interruption procedure the Execution Unit has to stop the network sec
tion being examined and check the control highway for the done signal. All busses are 
checked in this procedure so if more than one interruption occurs at about the same 
time, they are all served. The circuit that controls the generation of interruptions 
(Event Request on the Transputer) is presented in Appendix D.

The timeout (tm_out) signal also generates an interruption. The Executive Unit 
serves it at the same time as it serves the done interruption, so that if both types occur 
on different busses both are provided for. If a timeout occurs, the Executive Unit has 
to intervene to complete the operation on that bus. Before intervening, however, it 
stops the respective section of the network and resets the timeout counter.
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Intervention

The intervention procedure consists of assuming total control over the operation 
of the processor network, including the supply of data values. When starting the 
intervention in a particular bus, the Executive Unit sets the in tv  and s to p  address 
control bits to determine that no data, and no control signal must be asserted by the 
processing elements. In the same operation, it writes an adequate data value (e.g. a 
null value) to the data highway, asserting the rdy  signal. The Executive Unit must 
then repeat the write operation with the cont address control bit set to allow the 
network (or section of the network) to step for one clock cycle. W ith the con t reset, 
it then polls the control port until the s to p  signal is asserted, indicating that that 
cycle has finished. Finally the Executive Unit performs a read from the bus where the 
intervention occurred, with the in tv  and s to p  address control bits reset, liberating 
the network to resume autonomous operation.

A special type of intervention procedure is the controlled operation of the net
work. It works in a similar way to an intervention. During controlled operation the 
Executive Unit does not supply data values or control the rdy  signal. Instead, it 
supplies the address of the processing element from which data  is requested. To load 
the address, the Executive Unit sets the ld_ad bit in the network control field, and 
places the address of the neuron in the two least significant bytes of the address word.

In the particular case of a Neural RISC-based network, and when a weight value 
is requested, a controlled operation works in a slightly different way, requiring two 
cycles of the network clock. The first cycle is used to address the processing element, 
and to inform that the operation is a weight value request (ld_w set). On the second 
cycle, the Executive Unit places the address of the connection instead of the address 
of the processing element. The processing element then places the value on the data 
bus during the second cycle and asserts the rdy  signal. The Executive Unit, sensing 
th a t rd y  is asserted, reads the value and proceeds either by releasing the network or 
by controlling the execution of another operation. Again, on both cycles of the weight 
value request, the Executive Unit stops the network, performs the value request, and 
releases the network for one cycle. At the same time, other processors monitor the 
operation to update their stored values.

Intervention triggered by a time-out caused by a non-responding processing el
ement consists of the Executive Unit playing the role of the faulty processor. The 
Executive Unit stops the correspondent section of the network, asserts the ready
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signal, and supplies and adequate dummy data value. The robustness of neural 
networks will allow a proper continuation of the algorithm execution, subject to a 
graceful degradation in precision and algorithm performance. If the element persists 
with the fault, the Executive Unit has the option of excluding that processor from the 
polling procedure by re-programming its address, to one outside the polling range. 
If this re-programming is not possible, the only solution is to physically exclude the 
processor from the network.

5 .4  N eu ra l P ro cesso rs

As mentioned earlier, the two processors chosen as the basic neural hardware for 
the CNC Neurocomputer axe the product of independent research projects at Univer
sity College London: the Neural RISC [71] and the Generic Neuron Architecture [100]. 
They inspired the basic structure of the CNC Neurocomputer, in particular the in
terface between the neural hardware and the Module’s Executive Unit. Since the 
processors are suggested as the standard execution hardware for CNC Modules, they 
are described in some detail in here.

The Neural RISC is a flexible, programmable hardware to be used for neural 
network algorithm research and application development. The CNC Neurocomputer 
version of the Neural RISC uses the broadcast bus defined by the Generic Neuron 
architecture instead of the original processor array structure. This makes possible 
the use of the same basic Executive Unit firmware and the same basic board design 
with both processors.

The Generic Neuron architecture is designed to be the basis for the implementa
tion of high performance yet flexible ASICs, generated by silicon compilation from 
a definition of the used algorithm in nC . For this purpose, the Generic Neuron has 
the common concepts of every neural network algorithm embedded in its defini
tion [96, 98].

5.4.1 N eural R ISC  Program m able P rocessor

The Neural RISC programmable processor was developed at University College 
London as the basic building block of a general-purpose neurocomputer [71, 96]. 
Originally, the processor implementation was such tha t the system architecture was
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a linear array of identical microprocessors. However, the CNC Neural RISC uses the 
same communications structure as the Generic Neuron Architecture: a broadcast bus. 
The main reason for this change was to adopt a common communications architecture 
for the two CNC processors so that one single board design and firmware could be 
used with both processors. The broadcast bus was chosen because it afforded the 
possibility of implementing neural networks that can provide for a pipeline of inputs 
if desired. As previously discussed, the array of processors does not support this type 
of operation since data from one processor would have to propagate through other 
processors in the chain before reaching the destination.

Despite a different implementation for the communications (and, therefore, for 
the internal communication unit), the processing unit of the neural processor and the 
memory organisation remain unchanged. The processor also includes a programmable 
tim er and an interruption controller. The timer is a 16-bit resolution count register 
which supports timed applications [71]. The interruption system supports five mask
able interruption requests, connected in a daisy chain, to attend the communication 
unit, the timer and the initialisation of the network of processors.

The internal memory is composed of four blocks: a RAM memory for instructions 
and data, two data blocks to implement communication buffers, and a boot-strapping 
ROM. The only difference between the CNC implementation and the original Neu
ral RISC memory is the provision of shared access to the communications buffer. 
This is a prerequisite of the common communications architecture, which demands 
independent execution of algorithms and communication.

The RISC approach was adopted to optimise the occupied silicon area and the 
parallelism of execution. The processor has a very reduced instruction set (16 in
structions) with single-cycle execution achieved for most of the instructions. The 
set is optimised for neural computing and the processor can deliver around 15 MIPS 
(CMOS prototype). All instructions are one word long (16 bits) and adopt a sin
gle format [71]. Some of the instructions included to support neurocomputing are 
m ultiply , get, and shift operations. The m ultiply  instruction is implemented as a 
16-cycle operation using a Booth’s multiplier, a 1-bit signed multiplication circuit. 
The get instruction optimises array references, such as look-up tables for threshold 
functions. It computes the effective address of a data structure element using the 
processor accumulator to index the element, and any register or memory position as 
base register. The shift operations conform with the rules for signed-2’s complement 
numbers and were included to implement the fractional scaling of a product.



110

The single cycle execution of instructions is achieved by employing the two-phase 
non-overlapping clock and a simple arithmetic pipeline structure. No I/O  instruction 
exists. Instead, all communication is mapped in a memory block common to the 
communication unit and the processor control unit.

It is expected that, utilising 0.8/x CMOS processing technology, over 16 complete 
microprocessors, each with 9 Kbytes of internal memory, can be integrated into a 
single chip. Therefore, a network composed of 1024 processors, and distributed in 
just one CNC board (233.35 x 400 Eurocard), is feasible, and will deliver circa 15 
BIPS [71].

5.4.2  G eneric N euron-based  Processors

The development of the Generic Neuron architecture sought to combine the 
flexibility of general-purpose neurocomputers with the high-performance of special- 
purpose hardware. The trade-off was achieved by providing a very simple replicative 
processing element, with a functionality defined by the user. The network topology, 
the algorithm functions, and some basic parameters are programmed by the user 
using n C  [96]. A silicon compiler then generates the target architecture, using the 
regular broadcast bus communication structure to interconnect the identical chips.

The internal structure of the Generic Neuron processing element reflects the ne
cessity to incorporate all diverse aspects of neural network algorithms into a single 
unit, covering all aspects of topology and functionality. The model (Figure 5.5) is 
based on four communication ports, three functional units, and a table of weight 
values.

(state
inputs) fl (state

output)
f 2(weights)

(error
inputs)f 3(error

output)

Figure 5.5: Generic Neuron Model

The ports are used for: collecting states (5) of connected neurons; broadcasting 
the neuron internal state (s ) to connected neurons; collecting error values (E)\ and
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broadcasting the neuron calculated error (e), to satisfy neural algorithms that require 
backward flow of data (as in Back-propagation).

The functional units provide for the description of most neural algorithms when 
combined with the specification of the network topology. The activation function, / l ,  
evaluates the neuron’s output state, /2  performs the update of weight values during 
the learning stage, and /3  calculates errors. The activation function is performed in 
two consecutive steps: the propagation rule, which defines how the states are modified 
by the weights; and the threshold function , which takes the result of the first step 
to generate the actual neuron state. The weight update function / 2  is dependent on 
the weight values, incoming error values, and its own state. The error value “e” is 
evaluated by /3  and is, generally, dependent on the neuron’s state the incoming error 
values and the weights. In summary, the functions can be described as follows:

s =  A W  = /2 (S ,e ,W ), and e = f H s , E , W )

The investigation leading to the Generic Neuron Model studied numerous neural 
network algorithms to determine the adequacy of its definition. The conclusion was 
that, although the range of functions varies considerably from one neural algorithm to 
another, the Generic Neuron Model provides the flexibility needed to a wide selection 
of neural models [100].

G eneric N euron A rchitecture

The Generic Neuron Architecture was devised to reflect the main functional blocks 
of the model. Thus, the processing units are implemented with two logic units (Fig
ure 5.6): Weight and Neuron.

The Weight Unit contains: the memory blocks to store the weights (W)\  the state 
and error values (5  and E)\  and arithmetic and control circuitry for performing the 
weight updating function (/2 ). The Neuron Unit contains: registers for storing the 
processing element’s state (s) and error (e), another arithm etic and control blocks for 
performing the activation function ( / l )  and the error calculation (/3 ); and a ROM 
where the threshold function is stored as a table of values.

The VLSI Generic Neurons (the ASIC processors) are implemented as a self- 
contained element comprising a memory unit, a communication unit and an execution 
unit.
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Figure 5.6: Generic Neuron Processing Unit

Like the Neural RISC, memory is shared between the communication and execu
tion units, with access allowed during different phases of the clock.

The communication unit deals with all data movements and initialisation proce
dures. The execution of communication tasks is controlled by an internal PLA that 
is generated to respond to the algorithm-dependent control signals.

The chip’s execution unit is responsible for the execution of the neural functions. 
It executes the three basic functions in accordance with the high-level description 
provided in nC  by the programmer. Despite its dependency on the neural algorithm, 
it can be seen as comprising: a control module, which receives control commands 
from the communication unit and directs the execution of the neural functions; and 
a datapath module responsible for the execution of the mathem atical operations. A 
detailed description of the Generic Neuron Architecture is not part of this thesis and 
can be found elsewhere [100].

Silicon Com piler

The main goal of the Generic Neuron Architecture is to provide a basic framework 
for the automatic generation of ASICs. The architecture provides a configurable 
architecture, which can be tuned according to the neural algorithm and application
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definitions. The architecture definition achieves flexibility without compromising the 
performance or making the automatic generation of the circuits impossible [100].

The CNC System offers a very good development environment for the generation 
of ASICs based on the Generic Neuron. From the definition in n C , the network would 
be simulated and debugged using the programmable general-purpose neurocomputers. 
Once the design is stable, the silicon compiler would take the definition and generate a 
behavioural specification, which would then be used as input to commercial systems 
for the final circuit generation [64]. Once the circuit is generated, the application 
would be tested in the CNC System and its performance assessed before a stand
alone application-specific system is assembled.

For the final test, the common communications architecture shared with the pro
grammable Neural RISC, allows the design of a board that has already had the basic 
control hardware and firmware developed and tested. This hardware and firmware 
compose the CNC Neurocomputer’s executive unit.



Chapter 6 
ARCH ITECTURE SIM ULATOR

This chapter presents the CNC Architecture Simulator, a software simu
lator that reproduces the basic functionalities o f the architecture and pro
vides facilities for the execution o f concurrent applications on different 
heterogeneous hardware platforms.

6.1 O verv iew

The CNC Architecture Simulator is a software tool tha t replicates the structure 
of the CNC System (Communications Architecture and Neurocomputer). Being only 
the simulator of the CNC Architecture, it does not include the programming envi
ronment.

The CNC Architecture Simulator is the basic tool for the development of applica
tions for the CNC System, and mainly, for the investigation of mapping strategies for 
neural networks. As such, the simulator reproduces the functionality of the architec
ture providing the facilities for the execution of applications on various independent 
platforms. Through simple modifications in the code, the simulator allows the com
munication between CNC Modules and CNC components within a module to be 
monitored at the byte transfer level.

The simulator addresses two problems associated with the reproduction of the 
CNC Architecture in software. The first is producing a hardware structure in software 
tha t is similar enough to the real design to provide satisfactory simulation results, 
and yet efficient enough to provide practical execution times. The main objective is 
to enable the evaluation of im portant aspects of the architecture definition, including 
the integration of heterogeneous hardware. The second is providing the basic tools 
for the integration of diverse pieces of software (the simulation of the heterogeneous 
neurocomputers) in a single system, without being limited to the use of a single 
multi-task uniprocessor system.

Another desired characteristic of the simulator is the possibility of gradually up
grading the hardware, from a single undesired multi-task computer, used for very 
simple simulations, to the full CNC System, without changing the software interfaces.

114
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This would allow for the implementation of mixed systems where CNC Modules could 
be plugged to the back of a workstation for hardware tests and evaluation.

The CNC Architecture Simulator achieves these goals by using an approach similar 
to tha t used for more complex software systems such as the Polylith Software Bus [76]. 
This was developed to help programmers prepare and interconnect mixed-language 
software components for execution in heterogeneous environments. The heterogeneity 
of the languages and architecture is accommodated by program units being prepared 
to interface directly to a decoupling agent, the software toolbus, and not to other 
program units.

Using the same philosophy but producing a simpler, and somewhat less general 
tool, the CNC Architecture Simulator implements the main functional units of the 
system as separate software components. In an analogy with the hardware, all CNC 
software modules interface with the backplane bus, implemented as a server perform
ing all Futurebus functions. In software, as in hardware, all communication requests 
have to go through the bus which then decides if the data can be delivered or if 
the requester has to wait for the common communication channel to be freed. As 
in hardware, the “software communication and executive units” have to perform all 
the communication tasks involved in the transmission and reception of bytes (and 
therefore, messages). These include communication FIFO and status control.

The simulation of the arbitration process follows the specification of the 
A NSI/IEEE Std 896.1 Futurebus [38] and not the final draft proposal P896.1 
Futurebus+ as adopted in the hardware implementation. The reason is th a t, at the 
time of the development of the Architecture Simulator, the draft standard was not 
sufficiently stable to serve as the basis of an implementation. However, due to the 
modular nature of the simulator, the procedures can be easily modified to reflect the 
new specification.

The fundamental difference between a software and a hardware implementation 
of Futurebus is that the “wired-OR” operations are, in the software implementation, 
executed by the bus in an active way, instead of the passive participation of the 
hardware backplane bus. The software bus receives the signals values as messages, 
over a  communication channel, performs the “OR” operation on the signals, and sends 
the result back over the same communications channel. The way the final value is 
generated is irrelevant for the software bus as long as the functionality remains the 
same as that defined in the Futurebus standard.
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Another advantage of a bus server is the possibility of monitoring of all data being 
exchanged among the various system modules.

The main components of the architecture simulator are: the communications 
architecture, with the Futurebus backplane simulator and the communication unit 
software processes; and the CNC Neurocomputer, with processes reproducing the 
Executive Unit and the Neural Processor Network (Figure 6.1).

Communication Architecture Neurocomputer

Futurebus
Simulator

Executive
Unit

Neural
Processor
Network

Communication
Unit

Figure 6.1: CNC Architecture Simulator

From the simulator structure, it can be seen th a t a non-neural module can be 
developed and connected to the “bus” in the same way it would be done in hardware. 
In fact, this non-neural module is used as the user interface of the simulator, and is 
responsible for setting up the system during initialisation. As happens with the CNC 
System, once all modules are initialised, the system works independently of a central 
controller.

The simulator is based on a local area network running the UNIX operating 
system and the T C P /IP  communications protocol. Sockets provide the link between 
modules. Communication is implemented by messages containing data  and control 
information similar to those used in a Futurebus implementation.

Each of the simulator processes works independently on the Unix system. At any 
one time, on a single machine, there will be the communication and the executive 
units simulator processes, and the simulator of the neural processor array or the 
neural network application. The bus simulator process also runs on a single machine. 
This can be either any machine running a neurocomputer simulator or a dedicated 
machine. The best host for the simulator is a workstation running a windowing 
system where simulation output is displayed, and from where inputs can be received. 
This same workstation can be used to start the whole system.

Each of the CNC Module Simulator processes uses four sockets in the communi
cation. One socket simulates the FIFO connecting the Executive Unit and the Com
munication Unit. The other three connect the communication unit process and the
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bus: one for the control acquisition and arbitration signals, one for the address/data 
highway control signals, and one for address and data  values.

The backplane bus process has one set of three sockets for each module connected 
to the bus. The total number is not fixed since it will vary in accordance with 
the number of modules defined as “plugged” to the bus. The maximum number is 
sixteen but the actual number of modules used is defined when the bus simulator is 
started. Sockets for all modules will be open and the bus simulator will wait for a 
“connection” to be associated with each of them (at the initialisation of each module) 
before proceeding with the normal protocol execution.

All socket communications are set to non-blocking mode. This allows: the bus 
to poll all modules; the communication units to poll signals and data coming from 
the bus and from the Executive Unit; and the Executive Unit to poll signals coming 
from the Communications Unit and still work on the high-level protocol and the 
interface with the neural processor network simulator. The communication unit and 
bus processes, for instance, have to test for specific synchronisation signals and states, 
for both the data transfer and control acquisition Futurebus protocols. This must 
be done concurrently since the protocol specifies th a t arbitration and data  transfers 
occur at the same time. The states are described in the Futurebus standard, for the 
arbitration protocol [38], and in Appendix B, for the data  transfer protocol.

The Executive Unit implementation does not include the parallel interface ports 
with the neural processor network. Instead, this interface is embedded into the mod
ular software implementation of the Executive Unit process. The combined Executive 
Unit/Processor Network process is known by the simulator as the application. The 
main functions of the application, besides the neural network algorithm implementa
tion, are the packing, unpacking and interpretation of high-level messages, and the 
manipulation of message buffers. Using a modular approach, it is simple to modify 
the application’s code and thereby profit from eventual co-processor hardware con
nected to the host workstation. In this case, the Executive Unit part of the process 
remains unchanged, the procedures executing the neural algorithm are moved to the 
co-processor, and the host becomes a controller of the co-processor execution.

Three neural processor simulators could be used in the neural processor network 
simulation. The Neural RISC simulator addresses the processor characteristics related 
to its programmability [71]. Two Generic Neuron Architecture simulators address the 
functional definition of the architecture [100], and the issues related to its hardware
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implementation [3, 65]. However, a processor network simulation based on any of 
the three systems would, probably, provide a poor performance. Therefore, a simple 
functional simulation of the network has been done.

Sockets are used as communication channels wherever there is the necessity for 
exchanging information between the simulator processes. Each process uses the in
formation in its own way in order to either implement the Futurebus protocol or the 
CNC high-level communications protocol. Next the implementation of each process 
is described in more detail.

6 ,2  C om m u n ica tion s A rch itec tu re  S im u la tion

The communications architecture simulator comprises two main processes: the 
Futurebus and the communication unit simulators.

The Futurebus simulator implements a simplified Futurebus protocol with only 
write operations (single-end or broadcast). This simplification is a direct consequence 
of the message-based communications architecture. Both the control acquisition and 
data transfer protocols are implemented as described in the standard.

The communication unit implements the CNC Module functions of the Futurebus 
standard and the interface with the Executive Unit process. The communication 
unit process is also a simplified version since only 8-bit address are generated and 
recognised (up to 16 modules). However, through simple modifications, it is possible 
to allow the use of 32-bit address words.

The implementation of the simulator did not have the full implementation of the 
message passing protocol as an objective. Each of the application processes will 
have to code the appropriate routines for dealing with the messages it is capable of 
executing.

The main advantages of this approach are an effective and efficient implementation 
of the application controller simulator, as part of the application program, and the 
flexibility to extend the protocol itself in order to include new commands. The main 
disadvantage is the transfer of responsibility for coding the message passing protocol 
to the applications programmers, which can generate inconsistencies among different 
versions of the simulator, working with different application processes. Chapter 7
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presents the test programs used to evaluate the impact of the communications over
head on the simulation of neural networks using the CNC Architecture.

The only features of the high-level message passing protocol that are implemented 
are the automatic treatment of sender and receiver logical addresses and special 
messages for exception handling. In the latter, there is the possibility of using an 
address-only bus beat to communicate an special event. However, the meaning of 
this event is again dependent on the implementation of each application process.

Next the implementation of the two components of the communications architec
ture is described.

6,2.1 Futurebus

The Futurebus simulator comprises two routines, corresponding to both the con
trol acquisition and arbitration, and data transfer protocols (Figure: 6.2). The two 
routines are executed alternately simulating the concurrent execution of the two pro
tocols, without the extra overhead which would be caused by system task switching 
if the two routines were implemented as independent processes.

Futurebus
Simulator

Control Acquisition 
and Arbitration y

Data
Transfer

Communication
Unit

Simulator

Figure 6.2: Futurebus Simulator

The alternation between the two routines follows a simple procedure. Each of 
the routines is implemented as a “sw itch” statement with each of the operations 
specified in the protocol standard being one or more “cases” . The execution of a 
routine is stopped whenever there is no data on a communication channel being read 
or the sequential execution of commands on the “sw itch” statement cannot proceed. 
This alternation mechanism also provides an easy way to include an extra routine for 
the monitoring of the bus operation and traffic of messages.

The control acquisition and arbitration routine comprises ten “cases” , basically 
corresponding to the beginning and end of each of the states specified in the Futurebus 
protocol (and described in Appendix B).
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The data transfer routine is also implemented following the states specified in the 
standard. There are 22 “cases” corresponding to the states of possible types of data 
transfer: address broadcast, address only transfer, even and odd number of words.

The bus simulator performs all necessary operations to simulate the “wired-OR” 
of all bus signal handshakes. The simulator does not implement the actual signals 
but the logical states composing each of the bus protocols. By using the logical states 
tha t have to be reached during the arbitration cycle, the simulator implements the 
same synchronisation mechanism used in a hardware backplane. For instance, to 
start an arbitration procedure, a module sends an ARBopO_init control (the “start 
arbitration” command) to the bus, which then sends an ARBopO_end to all modules 
indicating that all must move to the first logical state of an arbitration cycle. All 
modules then respond with an ARBopl_init indicating that the cycle can proceed.

For all connected communication units, the execution of the bus routines allows 
an operation that is identical to that of a real communication unit. To change from 
one state of the arbitration or data transfer protocols, to another, the unit must 
assert the module internal signals and check whether the action is reflected on the 
state of the bus signals. Only then can the communication unit proceed to the next 
protocol operation. Since the bus only sends the proper signals when all modules 
have responded, there will only be data on the control channels when all modules 
have asserted their internal signals.

The bus simulator implementation results in a passive operation. The bus rou
tines only react to received control signals, moving from one state to another, and 
performing simulated “wired-OR” operations as necessary. However, incorrect re
sponses from modules, which indicate a synchronisation problem, are ignored by the 
bus and may result in deadlocks caused by wrong interpretation of data. The careful 
implementation of both the communication unit and the bus routines, a tight syn
chronisation of states (the same as Futurebus), and the fact that the system works 
only while all defined connected modules are working, ensures that these problems 
are highly unlikely to occur. If a module breaks the communication channels connec
tions, the simulation aborts. Therefore, the simulator only works based on a fixed 
configuration of modules defined during startup.
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6.2.2 C om m unication U nit

The Communication Unit Simulator process comprises two basic routines executed 
in a closed cycle controlled by the core of the simulator (Figure 6.3). One routine is 
responsible for the execution of the control acquisition and arbitration protocol, and 
the other for the transfer of data between the Module’s Executive Unit and the bus, 
in both directions.

Neurocomputer
SimulatorFuturebus

Simulator

Communicat ion 
Unit Core

Futurebus 
Input Interface

Futurebus 
Output interface

Dutput Fifo 
Interface

Input Fifo 
Interface

Control 
Acquisition 

and Arbitration

Data Transfer

Figure 6.3: Communication Unit Simulator

The Communication Unit Simulator starts by connecting to the bus simulator 
through all the used sockets. Once the connection phase is successfully completed, 
the simulator proceeds with the connection phase with its Executive Unit Simulator. 
Having completed all connections, the simulator starts the cyclic execution of the 
arbitration control and the data transfer routines.

The control acquisition and arbitration routine is always executed whenever there 
is an arbitration process being executed on the bus. This is the same as on a hardware 
implementation of Futurebus and guarantees that all modules are synchronised and 
aware of the state of the bus in terms of activity and mastership.

The control acquisition routine starts as either a participating or as an observer 
module. As a participating module, it disputes the mastership of the bus or requests 
a fairness release, according to the specification of the protocol. As an observer, 
the module simply follows the sequence of states and, if observing a fairness release, 
changes its state from inhibited to bystander. The module participates in an acqui
sition control by request of the data transfer routine, when this detects data on the 
Executive Unit’s output FIFO.

The data transfer routine controls both the data transfers on the bus and the data 
on the input and output FIFO s. The routine that treats incoming data from the bus
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controls the Executive Unit’s input FIFO. If the FIFO becomes full at any moment, 
the input routine issues the end_of_data command and the sender communication 
unit has to interrupt the transfer of data (otherwise, subsequent transfers will result 
in an e r r o r  status). Similarly, the output routine checks the output FIFO for data 
and requests the bus if any is present. When the Module acquires the bus mastership 
the communication unit starts sending data until one of four conditions occur: all 
data in the FIFO have been sent; a different address from that being used for the 
transfers is found in the FIFO; a busy, end_of_data, or e r r o r  status is issued after 
an address broadcast or word transfer; or the maximum number of data transfers or 
bus transactions is reached. The sequence of data in the FIFO is preserved except in 
the case of an error.

The simulator can be programmed to use FIFOs of any depth by means of pro
gramming the size of socket buffers used by the communication channels. In this way, 
different sizes of FIFO s can be used to evaluate the most adequate hardware imple
mentation. The default size is 32 Kbytes (UNIX system default). Other values can be 
used by modifying the MAX_BYTES_FIFO definition found in the e x e tv ju n it jd e fs .h  
file

The Communication Unit is responsible for the conversion from the logic address 
specified by the Executive Unit to the physical address usecj on the bus. These 
addresses are one byte long and, in the simulator, no conversion is necessary. This 
is not a drawback since this conversion in a hardware system will make use of a 
look up table downloaded during system start up. The other address manipulation 
performed by the Communication Unit, upon the reception of a new message to be 
sent, substitutes the receiver address for its own, therefore identifying the message 
with the sender address.

The Communication Unit Simulator accepts only the w r ite  command of the Fu
turebus protocol, in any of its forms, broadcast and single ended. As mentioned 
before, the reason for this is in the use of a message passing protocol which is an 
intrinsically write-only mechanism. The only other valid form of data transfer be
tween two or more modules is an address-only beat. The occurrence of this beat 
is informed to the Executive Unit, and may be used for the implementation of an 
exception condition.

The transmission requests received from the Executive Unit corresponding to 
a message are block write, block write broadcast, address only, and a single-word
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broadcast. These requests are specified in the control field of the data structure 
used in the communication between the Executive Unit and Communication Unit 
processes. Each is equivalent to a Futurebus command, and the Communication 
Unit performs the simple translation between Futurebus commands and the requests 
understood by the CNC Executive Unit. Together with the command, the Executive 
Unit also receives the sender address extracted from received message headers.

6 .3  C N C  N eu ro co m p u ter  S im u la tion

The CNC Neurocomputer Simulator is composed of two basic blocks of routines 
which, depending on the implementation can be a single or independent process. 
One block of routines implements the Executive Unit. The other block implements 
the neural network and the application software through the simulation of the Neural 
Processor Network. The first represents the controller of a CNC Module and provides 
the link between the latter and the module’s communication unit.

The Executive Unit routines use a set of functions defined to facilitate the in
terface with the Communication Unit Simulator. These functions are presented in 
Appendix E and handle the reception and transmission of messages through the 
communication FIFOs.

The Neural Processor Network Simulator comprises the application-specific im
plementation of the system. The decision as to the type of simulation to be used is 
left to the programmer. As seen earlier in this chapter, the possible options are the 
simple functional simulation of the network, and the simulation of the network at the 
processor level.

6.3.1 E xecutive U nit

The Executive Unit Simulator is not a closed implementation. Instead, it is a 
set of routines for interfacing with the communication unit through two communica
tion channels that simulate the input and output FIFOs. The programmer is made 
responsible for the task of implementing the message passing protocol, with the pack
ing and unpacking of messages, and the actual interface with the control of the Neural 
Processor Network Simulator.
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This “open” implementation is not a disadvantage. On the contrary, it is a flexible 
approach that can accommodate any Neural Processor Network Simulator and the 
corresponding set of operations that it can perform.

The Executive Unit Simulator can be seen as having three blocks of routines 
(Figure 6.4):

Executive Unit 
Simulator 

Core

Neural
Processor
Control

Interface
Fifo

Simulator

l
Neural Processor 

1 Network Simulator I l

Communication 
‘Unit Simulator

Figure 6.4: Executive Unit Simulator Components

• the core of the Executive Unit Simulator, which performs both the packing 
and unpacking of messages involved in the implementation of the high-level 
protocol, and the alternation between the execution of the data interchange 
with the communication unit and the control of the processor network;

• the routines for interfacing with the Communication Unit, which effectively 
perform the communication and the control of the input and output interface 
FIFOs; and

• the Neural Processor Network control, comprising the translation of the proto
col operations in terms of commands to be executed by the processor network, 
and its execution control.

The Executive Unit core is the main set of routines of the simulator. It performs 
the alternation between the tasks of interface, control and high-level protocol imple
mentation. As used in the Communication Unit Simulator, the communication and 
neural processor network control routines can be executed as sub-routines of the core, 
and can be implemented as “sw itches” and “cases”.

The routines for the interface with the Communication Unit Simulator are sup
plied in the form of object modules, to be linked with the main Executive Unit 
Simulator program, and data structures and definitions, which are supplied in the 
form of include files. In addition, the include files contain valid Futurebus-specific 
control definitions used to inform the Communication Unit of the adequate type of 
communication for each message (e.g. address only, broadcast, single write, etc.).
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The routines for interfacing with the Communication Unit are presented in Ap
pendix E and include initialisation and handling of data to and from the communi
cation channels. The applications programmer only uses three basic routines.

One routine provides the facilities for the initialisation of all communication chan
nels. It is only executed during system startup, with the Communication Unit Sim
ulator waiting for the connection request from the Executive Unit.

The other two routines deal with the input and output of whole messages. Both 
routines return the number of bytes that were received/sent. If the message handling 
routines are unable to send or receive the requested number of bytes, the value re
turned can be used as a pointer to the last byte sent. The Executive Unit can then 
try  again with the remaining of the message. This type of behaviour will be identical 
to that of the hardware implementation, except for any eventual difference in the 
depth of the interface FIFOs.

The files containing the control codes and data structure definitions used in the 
interface with the communication unit are also presented in Appendix E. These 
definitions and data structures are transparent to the application programmer who 
has only to comply with the message format defined in Chapter 4, Section 4.2.1, when 
calling the interfacing routines.

This easy-to-use interface allows a simple implementation of the high-level com
munication protocol. The programmer needs only to be concerned with the packing 
and unpacking of messages, plus the implementation of the high-level operations 
supported by each neural processor network.

The control of the Neural Processor Network Simulator and the operations sup
ported by the neurocomputer simulator axe directly dependent on the type of network 
and processor being simulated. Moreover, if there is no processor network simulation 
but simply a neural algorithm implementation, control is achieved by a simple call 
to the neural network routine.

The control can reflect the hardware implementation if there is a full functional 
simulation of the processor network. In the case of the CNC Neurocomputer, this 
represents the implementation of the operations necessary to access the parallel ports 
that link the various broadcast busses, and to program both the configuration of bus 
switches and the execution control registers. However, the actual simulation of the 
processors is very demanding and should be separated from the high-level simulation
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of the system. Nevertheless, some low-level characteristics can be used in the design 
of the high-level simulator to ensure more realistic results.

For an improved execution of the neural application in parallel or pseudo
parallelism, it is convenient to separate the control from the processor network sim
ulator so the processor network simulator can be executed in different hardware. 
The type of communication between the two simulation blocks will be dependent on 
the type of simulation being used for the processor network simulator. If another 
workstation is used, the approach to communication can be similar to that used for 
linking the Executive and Communication Units. However, since the implementa
tion of the processor network control is dependent on the type of processor network 
implementation, it is not addressed by the work of this thesis.

6.3.2 N eural Processor N etw ork

The Neural Processor Network Simulator is the set of routines that actually im
plement the neural-specific part of the application. As mentioned earlier, communi
cation with the Executive Unit will depend on where the Neural Processor Network 
is being simulated/executed. The Neural Processor Network simulator includes the 
simulation of the network and all control hardware necessary for its execution.

The separation of the neural processor network simulator in an independent pro
cess allows for the use of existing simulators if desired. Few alterations to the code 
should be necessary to adapt it to the used communication process, except, perhaps, 
the implementation of the control hardware simulator.

The implementation or simulation of processor networks, or the implementation 
of complete neurocomputer simulators is not an objective of this thesis and is sug
gested as future work. This thesis is concerned with the system architecture, and 
simple mock implementations of neurocomputers have been developed to allow the 
evaluation and test of the system simulator.

The main objective of the development of the CNC Architecture Simulator was 
to design a basic tool: for the development of applications using the CNC Archi
tecture; and for the investigation of neural network mapping strategies, with which
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the properties of the system could be demonstrated. To achieve these objectives, the 
simulator should support:

• heterogeneous system modules;

• heterogeneous neurocomputer implementations;

• experimentation with various neural hardware designs embedded in the CNC 
Neurocomputer;

• experimentation with various neural network mapping strategies.

Test simulations with the objective of assessing the CNC Architecture perfor
mance and the adequacy of the System modular structure have been developed, and 
the results are presented in Chapter 7.



Chapter 7 
SIMULATION RESULTS

This chapter presents the results o f the CNC System test simulations.
It analyses the impact o f the communications overhead on the execution 
times o f a simple character recognition application. Three distinct system  
configurations are used to cover heterogeneous and homogeneous systems.

7.1 S im u la tion  O verv iew

To analyse the communications overhead caused by the CNC Architecture on the 
processing of neural network algorithms, the CNC Simulator was used in the im
plementation of a simple character recognition application. To be able to evaluate 
the performance, every simulation on the CNC Simulator had its execution times 
compared against a stand-alone version, submitted to the same parameters and in
puts. All simulation results are normalised in relation to the execution times of the 
stand-alone network.

The Back-propagation algorithm with one hidden layer was used with an im
plementation extracted from the book “Neural Network PC Tools - A Practical 
Guide” [19]. The mentioned program was modified to be used with a character 
recognition application with binary inputs and outputs encoded as an 8x12 matrix.

The application is a decimal digit recognition system using a neural network with 
96 input nodes, 7 hidden nodes, and 96 output nodes. The implemented system allows 
the programming of the network structure and can be used for larger network sizes. 
However, the small network was chosen because execution times for large networks 
become too long for the purposes of testing the system.

Simulations were divided into learning and recall, and run on a Solbourne Com
puter (Sparc microprocessor). All modules were executed on the same machine as 
concurrent processes, but with the processes communicating over the local network as 
if they were distributed on different workstations. The reason for executing all simu
lations on the same machine is to allow a comparison between the stand-alone version 
and the distributed one, to identify the necessary improvement in the neurocomputers 
performance to compensate for introduced overheads such as communication.

128
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Execution times were extracted from the profile of each module executed (bus, 
communication units, and execution units). Since there was no interest in the per
formance of the communication system, the profiling of the execution using UNIX 
facilities and gprof, a statistical profiler [26], could be used. The extracted execution 
times exclude system calls and only consider the actual processing done by the pro
gram being analysed. The overhead of the communications over the local network are 
not accounted for. This behaviour of the profiler is good for isolating the overhead 
caused by the implementation of the CNC Communications protocol alone, when 
compared to the stand-alone version of the neural network. The communication sys
tem is analysed in Chapter 8 to identify the conditions in which no extra overhead is 
created and the results described here are valid.

The test system configurations were chosen based on real applications. The used 
mappings correspond to two basic types of neural network applications;

• complete neural networks mapped onto different neurocomputers, with little or 
no exchange of data between them; and

• complete networks mapped into various neurocomputers composing a pipeline 
performing different stages of the input processing.

Other mappings, such as parts of a network executed by different neurocomputers, 
can be seen as particular cases of the other two.

The first of the above mappings can be used to experiment with algorithm param
eters to identify the combination that leads to the best performance and precision. 
This experimentation involves the execution of different instances of the same basic 
network, with the same set of data. With Back-propagation, for instance, the used 
topology can be tested for different threshold functions, precision of weights, learning 
rates, and momentum  [51]. The advantage of this approach resides in the reduction 
of the time taken in the analysis. Once the output of the algorithm instances are 
available, they can, for example, be compared by a conventional program and checked 
against convergence time and precision of results. The best set of parameters can 
then be chosen to be used in the final application.

The second type of mapping, can be used in applications such as a modular 
loan/mortgage scorer. This application is formed by a modular neural network sys
tem, where each of the networks is specialised in a particular aspect of the scoring 
methodology. This example, based on the description of the Nestor Multiple Neural
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Network Learning System (MNNLS) [15], is well suited to be executed in a modular 
system where various networks can run independently. For instance, the input data 
can be sent first to a residence factor analyser (to assess the risk represented by a 
particular city area), which will then feed its result to the final stage were other pa
rameters are combined for the final processing. A pipeline can easily be implemented 
to handle a number of data sets. An advantage of the modular approach is the possi
bility of using the data supplied by the first stage in other applications (e.g. analysis 
of car insurance policies).

Three test configurations were used. Since this thesis is not concerned with the in
vestigation of mappings for neural networks or with specific heterogeneous implemen
tations of neural network applications, configurations that could supply interesting 
results and were easy to implement were chosen:

• Configuration A simulates one CNC Module as user interface and system con
troller (a host), and one CNC Module as a neurocomputer. The main goal was 
to isolate the communications overhead. The same configuration was used for 
extracting results during learning and recall.

• Configuration B simulates one CNC Module as host and two CNC Modules 
as neurocomputers. In this case, one neurocomputer executed the tasks of the 
hidden layer and the other the tasks of the output layer. This type of mapping 
is extremely inefficient during learning since a large number of messages have 
to be exchanged between the two modules. The resulting execution times are 
one order of magnitude longer than the stand-alone network. Therefore, this 
configuration was only considered for the recall of patterns, during which, a 
pipeline of patterns may occur. The main goal here was to confirm possible 
gains resulting from this mapping, and the influence of the CNC Architecture 
in the results.

• Configuration C simulates the host module, plus two neurocomputers execut
ing the same network, but loaded with different algorithm parameters. This 
configuration is useful for the experimentation of neural network parameters 
during learning, and therefore was used only for this purpose. The objective of 
these tests were to assess the facility in implementing heterogeneous systems, 
and to look at the adequacy of the communications protocol in supporting a 
multiple neurocomputer configuration. Once more, to facilitate the implemen
tation of the high-level protocol, the exchange of data and the operation of the
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neurocomputers were synchronised by using the messages defined in the CNC 
Message Passing Protocol.

The simulation parameters considered in the tests were the bus data width (bw), 
and the sizes of the communication unit input/output FIFO (cuf), and executive 
unit FIFO  (exf - the neurocomputer interface). The values used in the described 
configurations were chosen to provide practical simulation times. For instance, 4 
bytes for the bus width (32 bits) would result in very long execution times. The 
practical significance of the chosen values was not important. Therefore, by choosing 
64 bytes for the bus width, the configuration can be seen as that of a slow bus. By 
choosing 32768 bytes as the size of the neurocomputer FIFO , a very fast Executive 
Unit is simulated during the reception of messages, and a very fast Communication 
Unit Controller during transmission. Moreover, as it is going to be shown, by making 
exf smaller than the data width, it is possible to look at the system as having a very 
large communications bottleneck.

The results are presented in the next sections, preceded by a brief description on 
how the CNC messages were integrated into the original neural network algorithm.

The data  on the graphs is sorted from the smallest to the largest value. Therefore, 
the format of the values distribution has no relevance, except in showing a somewhat 
homogeneous distribution between the minimum and maximum values. The vertical 
axis is always the normalised execution time in relation to the stand-alone network 
execution, in the same conditions. The horizontal axis corresponds to the number of 
the sample (always a total of 20 samples).

In all graphs, the execution times of the host (specially during learning) are only 
informative. They do not represent the execution time seen by the user since the time 
spent in busy waiting for incoming messages, while the neurocomputers are executing 
the algorithm, is only partially computed. The reason is that most of the processing 
corresponds to the polling for incoming messages in the interface FIFO and when 
processing the request for reading the communication channels, the operating system 
suspends the host process. Nevertheless, during recall, the execution times for the 
host are very close to the execution times of the neurocomputers, mainly because the 
time spent in processing the neural algorithm is much shorter.

The average of the execution times is presented as a horizontal line across the 
graph marked with the same symbol used to represent the corresponding set of data.
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Three graphs are used to present the resulting execution times when varying 
each system simulation parameter. Graphs comparing the results of the application, 
during learning and recall, running on the CNC Simulator and stand-alone are shown 
for typical cases only (a complete set of graphs is included in Appendix F). These 
are:

• Case 1 corresponds to the standard simulation configuration: data bus width 
(bw) equal to 1024 bytes, communication unit FIFO (cuf) capacity equal to 32768 
bytes (the default for socket communication in the UNIX system used), and the 
Executive Unit interface FIFO (exf) capacity also equal to 32768 bytes. Since 
the number of bytes sent in each message between host and neurocomputer is 
smaller than the bus width, this configuration represents a very fast bus and 
communication unit.

•  Case 2 corresponds to a much slower bus, simulated by making the bus data 
width equal to 64 bytes and keeping the remaining parameters unchanged.

• Case 3 is the simulation of a bottleneck in the interface between the neurocom
puter and the communication unit. Such bottleneck can be caused by a slow 
communication unit controller or executive unit, or by a FIFO that is badly di
mensioned. The simulation of this condition was done by making the executive 
unit interface FIFO smaller than the minimum number of bytes necessary in a 
message unit. A message unit is a data structure containing a number of bytes 
equal to the bus data width plus a control byte to indicate the bus operation 
to the communication unit (write, read, broadcast, etc.). In this case, ex f  was 
made equal to the bus data width, which corresponds to a size one byte shorter 
than necessary.

The result of the setting for case 3 is that frequently the executive unit will find 
the interface FIFO full when writing to it, and possibly will find it empty when 
reading from it. In a similar way, the communication unit will also find the 
FIFO empty. Therefore, depending on having the bus mastership or not, and 
on how synchronised with the executive unit it is, the communication unit will 
have to release the bus because no data will be ready for transmission. This 
has extremely negative effects on the performance of the system.
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7.2 S im u la tion  R e su lts  - con figu ration  A

The configuration analysed here corresponds to a single neurocomputer executing 
the neural network, controlled by a host machine. The implementation was straight
forward and consisted in taking the basic source code found in [19] and separating 
the interface routines from the neural algorithm.

The basic execution sequence corresponds to the listing in Figure 7.11. The RE
SET command is not necessary in this case but was used to show how the command 
can serve as a synchronisation message between different modules. The presented

Host lourocomputsr

READ algorithm p&ramstsrs 
READ initial vsights 
READ training pattams 
SEID LD.FPAR 
(algorithm paramotors)

RECEIVE LD.FPAR 
SEID ACK.LD.FPAR

RECEIVE ACK.LD.FPAR 
SEID LD.V 
(initial vsights)

RECEIVE LD.V 
SEID ACK.LD.V

RECEIVE ACK.LD.V 
SEID LEARI 
(with pattarns)

RECEIVE LEARI
EXECUTE back-propagation
SEID ACX.LEARI
(uith final arror and ontputs)

RECEIVE ACK.LEARI 
SEID REP.V

RECEIVE REP.V 
SEID V.REP

RECEIVE V.REP 
VRITE final outputs 
VRITE final vaights 
SEID RESET 
(and of procassing)

RECEIVE RESET

Figure 7.1: Execution Sequence - Configuration A

program structure is valid for learning and recall (recall is a particular case of learning 
in which the number of iterations is equal to one).

*READ and WRITE operations are always related to a file. SEND and RECEIVE correspond 
to system communication operations following the commands and message format defined for the 
CNC Architecture.
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Learning

The graph in Figure 7.2 shows a typical overhead caused by the introduction of 
message processing. The increase in execution times, when compared to the execution 
times of the stand-alone network, is between 10% and 20% for most parameters tested. 
These values correspond to efficient communication systems for the amount of data 
being transmitted.

bw = 1024, cuf = 32768, exf = 32768
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§ 0.8
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0.0

Figure 7.2: Case 1 - Learning, one neurocomputer

The graph in Figure 7.3 corresponds to the simulation of a slow bus. It is notice
able that the average rises significantly, to 1.46, with a much more varied distribution 
between the maximum and minimum values. The effect of the slow bus is also felt 
by the host.

The spread in execution times and a higher average happens mainly because, in 
this case, the processing of messages is more demanding, particularly during recep
tion. The reason is linked to the number of times that the communication unit will 
have to release and acquire the bus due to an output FIFO full or an input FIFO empty. 
Since the Executive Unit and Communication Unit interface FIFO s are “large” , there 
is no bottleneck there and the effects in the execution times axe due only to the 
restriction on the speed of the bus. This effect stresses the importance of a well 
dimensioned bus.

Also in Figure 7.3, two distint groups of samples occur for the host execution 
times. The group corresponding to the shortest execution times correspond to a host
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bw = 64, cuf = 32768, exf = 32768
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Figure 7.3: Case 2 - Learning, one neurocomputer

tliat works in synchronism with the communication unit and, therefore, rarely iinds a 
FIFO empty condition when reading from the interface. The group corresponding to 
the longest execution times are the result of extra processing caused by a host having 
to perform a greater number of polls to the Executive Unit interface to receive all 
the expected data.

Figure 7.4 shows the case in which the previously mentioned bottleneck in the 
executive unit interface FIFO is forced. The variation in execution times is large for 
both the neurocomputer and the host simulators.
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Figure 7.4: Case 3 - Learning, one neurocom puter
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W ith a bit of tolerance it is possible to identify two groups of samples for the 
neurocomputer execution times. The first group is centered at around 1.4 and roughly 
corresponds to the execution times for the case with no bottleneck. These samples 
represent the communication unit and bus systems working in synchronism with the 
Executive Unit in a way that the bus masterships axe not wasted because of empty or 
full FIFOs. The second group comprises the remaining samples and include a group 
which corresponds to the situation when most of the bus masterships are lost due 
to empty or full neurocomputer interface (exf). For this group, the execution times 
are more than 200% that of the stand-alone network. Therefore, a well dimensioned 
interface FIFO is as important as a a well dimensioned bus.

The next three graphs (Figures 7.5, 7.7, and 7.6) show a comparison among 
execution times of the neurocomputer when bw, cuf and exf parameters are varied. 
Significant changes occur only when a slow bus is used (bw  =  64) or when the 
bottleneck in the Executive Unit interface FIFO is forced (exf =  1024).

variable bus width
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Figure 7.5: Learning on a Single Neurocomputer - “bw” Variation

Another observation is that variations on the size of the communication unit FIFO 

(Figure 7.7) have small effect on the execution times. This is a strong indication that 
the simulation of the communication system corresponds to a fast communication unit 
controller implementation, at least for the small network used in the test application.
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R ecall

Recall simulations (for all configurations) resulted in graphs with slightly different 
sample distributions when compared to those obtained during learning.

The first difference is a significantly longer processing time for the host, with 
values close to the neurocomputer values. This difference is the result of a much 
shorter execution time for the neural algorithm (just one iteration for the recall 
procedure). This means that the host requests a smaller number of calls for reading 
the communication sockets, spending less time suspended by the operating system.

The other difference in the sample distribution is a larger variance of the results. 
Again part of this variance is due to the smaller number of system calls that are 
necessary for the transmission and reception of messages. In addition, the effects of 
synchronisation between the CNC Modules being simulated are much more significant 
because the proportion of the execution time due to the processing of messages is 
larger during recall than during learning.

The graph in Figure 7.8 shows an execution time for the neurocomputer that is 
up to 300% longer than the stand-alone network. As mentioned before, the reason is 
a much more significant communications overhead.

bw = 1024, cuf = 32768, exf = 32768
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Figure 7.8: Case 1 - Recall, one neurocom puter
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The variation in the average shows that, once more, the communication overhead 
grows as the bus gets slower (Figure 7.9) or the executive unit bottleneck is introduced 
(Figure 7.10).
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Figure 7.9: Case 2 - Recall, one neuro- Figure 7.10: Case 3 - Recall, one neuro- 
computer computer

Again, this result stresses the importance of a system that is well balanced for 
the application. The overhead can become a great system drawback, specially if 
the neurocomputer is much faster than the machine that executed the stand-alone 
network. In this case, the execution times can become, almost exclusively, the time 
taken to process the communication protocol. For example, the graph in Figure 7.10 
shows execution times that are more than 2000% longer than the stand-alone network.

Figures 7.11, 7.12, and 7.13, show the resulting execution times when the com
munication parameters are varied during recall simulations. Once more the effect of 
the slow bus and forced bottleneck can clearly be seen.2

Another information that can be extracted from the graph in Figure 7.12 is the 
effect of a small communication interface FIFO. In the graph this is represented by a 
communication FIFO size equal to 1024 bytes. This value is smaller than the message 
size for weights, hence the worse performance.

2 Note that the relevant information in Figure 7.11 is the serious effect that a slow bus has 
on the system. The apparent better performance of the bus 1024 bytes wide simply reflects a 
good synchronism between the communication unit, executive unit and bus processes, when the 
measurements were made.
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variable bus width
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Figure 7.11: Recall on a Single Neurocomputer - “bw” Variation
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The same result can be observed during learning simulations. In that case, since 
the time spent in the processing of the communications is much shorter than the 
time spent executing the algorithm, the effect is less noticeable but still present (see 
Figure 7.7).

7.3 S im u la tio n  R e su lts  - con figu ration  B

This configuration perm itted the analysis of the CNC Architecture when used for 
the implementation of the test network in two different neurocomputers (one for each 
layer), during recall. Figure 7.14 shows how the exchange of commands and data was 
implemented.

As can be seen in Figures 7.15, 7.16, and 7.17, the effects of a slow bus, an 
inadequate communication unit interface FIFO, and the forced Executive Unit FIFO 

bottleneck, are similar to those observed in case A. The graphs show the resulting ex
ecution times for the neurocomputer executing the output layer, when the simulation 
parameters were varied.

The first idea that comes to mind when a network is split into two machines is that 
there will be an immediate gain in performance. W ith the small neural network used 
in the test application, this is not true. As shown in the graphs, the execution times 
are longer than in the single neurocomputer case (Section 7.2). This happens because, 
with only 7 hidden nodes, the time taken to transm it the states between the hidden 
and output layers is longer than the time spent processing the layer. Therefore, the 
second neurocomputer spends most of the time waiting for the message containing 
the next pattern  to be processed, and no gain is achieved with the implementation 
of a pipeline of patterns through the independent layers.

W ith extra tests, varying the size of the hidden layer from 7 to 700 nodes, it 
was possible to evaluate the behaviour of the implementation when used with larger 
networks. The results are shown in the graph in Figure 7.18 where the horizontal 
axis corresponds to the size of the hidden layer. Three distinct groups of values can 
be identified.

For a hidden layer size smaller than 100 nodes, the time necessary to perform 
the state updates is smaller than the time necessary to transm it the value between 
the hidden and output layers. Therefore, the output layer has to wait for values and
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Host

READ algorithm param*tors 
READ initial veights 
READ training pattarns 
SEID BROADCAST LD.FPAR 
(algorithm parameters)

RECEIVE ACX.LD.FPAR 
(both nonrocomputors)
SEID BROADCAST LD.V 
(initial ueights)

RECEIVE ACK.LD.V 
SEID LD.S 
(input pattarns)

IF (laarn)
SEID LD.S 
(output pattarns)

RECEIVE ACK.LD.S 
EIDIF
SEID BROADCAST LEARI

RECEIVE ACK.LEARI 
SEID REP.V

RECEIVE V.REP 
SEID REP.V

RECEIVE V.REP 
VRITE final outputs 
VRITE final vaights 
SEID BROADCAST RESET 
(and of processing)

laurocomputar 1 laurocomputar 2

RECEIVE LD.FPAR RECEIVE LD.FPAR
SEID ACK.LD.FPAR SEID ACX.LD.FPAR

RECEIVE LD.V RECEIVE LD.V
SEID ACK.LD.V SEID ACK.LD.V

RECEIVE LD.S 
SEID ACK.LD.S

IF (laarn) 
RECEIVE LD.S 
SEID ACK.LD.S 

EIDIF

RECEIVE LEARI RECEIVE LEARI
DO

SEID S.REP DO
RECEIVE REP.S 
SEID REP.EV 

RECEIVE REP.EV VHILE (not learned)
VHILE (not learned)
SEID ACK.LEARI

RECEIVE ACK.LEARI 
SEID ACK.LEARI
(vith final error and outputs)

RECEIVE REP.V 
SEID V.REP

RECEIVE REP.V 
SEID V.REP

RECEIVE RESET RECEIVE RESET

Figure 7.14: Execution Sequence - Configuration B
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variable bus width
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Figure 7.15: Recall on a Two-neurocomputer Network - “bw” Variation
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Figure 7.16: Recall on a Two-neurocomputer Network - “cuf” Variation
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bw = 1024, cuf = 2048, exf = 32768

0 - 0  stand alone network 
o- □ host
0 - 0  neurocomputer 1 
V-V neurocomputer 3

0 160 260 360 460 560 660 700
hidden layer size

Figure 7.18: Two-neurocomputer Network - Variation of the Hidden Layer Size

a pipeline of patterns is not effective. However, as the network grows, the gains in 
performance are significant.

For a hidden layer size between 100 and 500 nodes, the gains in performance 
are smaller, which indicates that the pipelining of patterns is being used close to its 
maximum effectiveness.

For a hidden layer bigger than 500 nodes, the gain obtained with the division of 
the problem between neurocomputers start to be jeopardised by the longer time that 
is now necessary to transmit the states between layers.

The graph in Figure 7.18, suggests that 1.5 corresponds to the maximum perfor
mance for the neurocomputer analysed (bw =  1024, cuf =  2048, exf =  32768). For a 
network with a hidden layer with 500 nodes, a neurocomputer that is only 50% faster 
than the machine used in the simulations would produce a result that is already the 
same as the stand-alone implementation. Because it is common to find neurocom
puter implementations that deliver performances of one order of magnitude higher 
than conventional machines, this is a motivating result.

However, to achieve the best performance, it is necessary to carefully study the 
ideal mapping for a particular system and application. This is a complex problem 
and beyond the scope of this thesis.

Figures 7.19, 7.20, and 7.21 show the graphs corresponding to standard configu
ration, the slow bus, and the forced bottleneck, respectively.
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bw = 1024, cuf = 32768, exf = 32768
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Figure 7.19: Case 1 - Recall, two neuro- Figure 7.20: Case 2 - Recall, two neuro- 
computers computers
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Figure 7.21: Case 3 - Recall, two neurocom puters
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The graphs again show the same system behaviour observed in the simulation 
of the single-neurocomputer recall simulations: a slow bus increases the execution 
times, and the same happens when the bottleneck is introduced. As it was expected 
because of the amount of communication involved in the execution of the algorithm, 
the effect of the bottleneck in the case of two neurocomputers is stronger than in the 
single neurocomputer configuration (reaching up to 4800% of overhead).

7.4  S im u la tion  R e su lts  - con figu ration  C

This configuration was included more as an illustration of how a heterogeneous 
system could be implemented than as a proper verification of the system perfor
mance. As shown in the listing in Figure 7.22, there is no supposition concerning 
the algorithms running on the two neurocomputers. In the same way that a Back- 
propagation algorithm was used for both, one could have used a Boltzman Machine 
and a Hopfield network for testing learning times and/or precision of recall results.

The main interest with the implementation was to see how easy would be to 
produce such a configuration. Since there was no interest in having the machines 
competing for the bus3, a synchronisation of the execution was implemented with 
messages of the CNC protocol.

The graphs in Figures 7.23, 7.24, and 7.25 present results similar to those ob
tained for configuration A. The graphs show only the execution times of one of the 
neurocomputers.

The execution times obtained for the neurocomputers (being trained with the 
same patterns and parameters for comparison) are longer because of the extra time 
involved in the host processing messages coming from two sources, and due to the 
synchronisation mechanism included to facilitate the manipulation of messages (only 
in the transmission of “ACK” messages the neurocomputers are allowed to compete 
for the bus). However, since the extra overhead is small, if necessary, it could be 
reduced through the optimisation of the programs.

3A numerical study of the effect of competing modules is found in Chapter 8.



Host leurocomputer 1 leurocomputer 2

READ algorithm paramotors 
READ initial weights 
READ training pattarns 
SEID LD.FPAR 
(algorithm parameters)

RECEIVE LD.FPAR 
SEID ACK.LD.FPAR

RECEIVE ACK.LD.FPAR 
SEID LD.FPAR 
(algorithm parameters)

RECEIVE ACK.LD.FPAR 
SEID LD.W 
(initial weights)

RECEIVE LD.V 
SEID LD.V

RECEIVE ACK.LD.V 
SEID LD.V

RECEIVE ACK.LD.V 
SEID BROADCAST LEARI 
(with patterns)

RECEIVE LEARI 
EXECUTE back-prop. 
SEID ACK.LEARI

RECEIVE ACK.LEARI 
(both nenrocomputers)
SEID REP.EV 
(final error values)

RECEIVE REP.EV 
SEID EV.REP

RECEIVE EV.REP 
SEID REP.EV

RECEIVE EV.REP 
SEID REP.V
(to neurocomputer with 
best results)

( . . . )
RECEIVE V.REP 
SEID REP.S
(output states of the 
best result)

( . . . )
RECEIVE S.REP 
VRITE final outputs 
VRITE final weights 
SEID BROADCAST RESET 
(end of processing)

RECEIVE RESET

RECEIVE LD.FPAR 
SEID ACK.LD.FPAR

RECEIVE LD.V 
SEID ACK.LD.V

RECEIVE LEARI 
EXECUTE back-prop. 
SEID ACK.LEARI

RECEIVE REP.EV 
SEID EV.REP

( . . . )

( . . . )

RECEIVE RESET

Figure 7.22: Execution Sequence - Configuration C
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variable bus width
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Figure 7.23: Learning on a Two-neurocomputer System - “bw” Variation
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Nevertheless, despite the introduction of the synchronisation mechanism to avoid 
competition for the bus mastership, the results are similar to that of the single neu
rocomputer configuration. This can be seen on the graphs in Figures 7.26, 7.27, and 
7.28.
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Figure 7.26: Case 1 - Learning, two neu
rocomputers
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7.5 C on clu sion

The simulations showed the negative effects if a slow bus and interface bottlenecks. 
It therefore confirmed the importance of a well dimensioned module interconnection 
architecture, interface FIFO s with adequate size for the applications, and a commu
nication unit controller and Executive Unit with sufficient processing power for the 
execution of the communication protocol.

The simulations have also shown the influence of neural algorithm mapping strate
gies on the performance of the system. For instance, case B  demonstrated that 
the division of networks by layers produces good results only for particular network 
sizes, given system parameters such as interface FIFO sizes. Moreover, the simula
tion showed that, from the “optimum point”, increases in the network size cause a 
decrease in performance due to larger messages being exchanged.

The overheads extracted from the results suggest that for neurocomputers pre
senting performances that are only 50% better than a Sparc-based hardware, the 
CNC System would match the efficiency in executing neural network algorithms. 
Since, as mentioned earlier, most neurocomputer implementations claim speed-ups 
of orders of magnitude, it does not seem difficult to achieve a performance that is 
considerably better than the stand-alone version on a Solbourne. This, of course, is if 
the hardware implementation of the communication architecture does not introduce 
extra bottlenecks.

The proposed hardware implementation (corresponding to the design presented 
in Chapters 4 and 5) is analysed in the next chapter. There we identify to necessary 
conditions in which the CNC Modules can be used so to obtain the best possible 
system performance.



Chapter 8 
ASSESSM ENT

This chapter assesses the work o f this thesis in each o f its three main 
investigation topics: the CNC Neurocomputer, the CNC Communications 
Architecture, and the CNC System Architecture. The criteria for this 
assessment is based on the global goals for the system: performance, flex
ibility, scalability, parallelism, and programmability.

8.1  C o m m u n ica tion s A rch itec tu re

The communications architecture comprises a bus interconnection architecture 
(Futurebus+), a high-level message passing protocol and a communication unit. In 
general, the main issues involved in the design of each of the components are flexibility, 
scalability, performance and fault tolerance.

8.1.1 In terconn ection  A rchitecture

The characteristics of Futurebus+ were the determining factor when choosing it 
as the CNC interconnection architecture. The absence of centralised arbitration 
provides the desired fault tolerance so as to maintain this neural network property 
at the system level. Scalability is supported within the limits of the number of 
modules per backplane and the arbitration protocol. However, despite the limitation, 
a single backplane can hold over 20 modules, and the system can be expanded to 
approximately 100, if backplanes are cascaded with expansion racks.

Futurebus+ is technology, architecture and processor-independent. Therefore, its 
performance is not bound by any particular characteristic of the connected modules, 
which are compatible across generations of interface implementations. Moreover, the 
CNC protocol choice for the data transfers (compelled write) still leaves space for 
the eventual adoption of a packet mode transfer, in case the maximum Futurebus+ 
throughput of 400 Mbytes/sec is necessary for a particular application.

In addition, the availability of the VLSI circuits that fully implement the 
Futurebus+ specification has been a determining factor. These circuits are used for
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the design of compact and efficient interfaces, and present a very good performance. 
The CNC Futurebus+ interface is analysed later on, as part of the Communication 
Unit design.

8.1 .2  M essage Passing P rotocol

The CNC Message Passing protocol comprises the definition of messages for the 
implementation of three types of operations (and associated acknowledgements):

• n eu ra l, which are used for the execution and monitoring of neural network 
algorithms (40 operation codes);

• co n tro l, for the execution of system management operations such as exception 
handling, reset, and down loading of code (12 operation codes); and

• conven tional, included to support the integration of other computing tech
nologies with neural computing.

In addition to the defined messages, the user has the option of extending the 
sets to attend any special requirement of a module implementation. The user can 
define up to 256 extra operation codes. This facility was used in the test simulations 
to define mock operations used to test the CNC Architecture (Chapter 6). In fact, 
the simulations showed the adaptability of the CNC communications protocol (and 
hence, the CNC Architecture) to new applications.

8.1.3 C N C  C om m unication U nit

To be able to execute a neural network algorithm with the communication over
head limited to the processing of messages (identified in Chapter 7), the hardware 
implementation proposed in this thesis must be used within certain limits. The 
analysis can be separated into the analysis of the Futurebus+ Interface and the Com
munication Unit Controller implementation.

The Communication Unit implementation comprises the Futurebus+ interface, 
the Unit Controller, and the neurocomputer interface. The main design goal is the 
production of a compact implementation. A relatively low chip count (approximately 
30 chips) is achieved with the use of VLSI circuits for the implementation of the 
protocols. However, the circuits occupy an area that is approximately 17.5cm2 which
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can be significant, depending on the total board area. However, the CNC System 
adopts a 233.35(6U) x 400mm Eurocard [39] in which case the occupied area is less 
than 20% of the total.

The main tasks that the Communication Unit has to perform are:

• the interface with Futurebus+, implementing the control acquisition and arbi
tration, and data transfer protocols;

• the interface with the neurocomputer, which involves the manipulation of the 
Executive Unit interface FIFOs; and

• the handling of messages which involves: the manipulation of headers, and 
address translations; the sequence control of messages flowing to the bus; and 
the filtering of incoming messages to generate the address or data tags used by 
the Executive Unit.

While the first of the listed tasks is the responsibility of the Futurebus+ Interface, 
which can efficiently execute the protocols with virtually no interference by the Unit 
Controller, the other two are the responsibility of the Unit Controller. It has to 
deal with the sequencing of data transfer operations and the manipulation of the 
messages prior and during bus mastership. The execution of these tasks can generate 
delays in the transmission of messages, with serious consequences on the effective bus 
performance.

The Futurebus+ interface uses VLSI circuits by National Semiconductors and 
Signetics to implement the control acquisition and arbitration, and data transfer 
protocols. These circuits determine the achievable throughput of the system bus.

The Unit Controller uses a T805-25 Transputer in the management of the 
Futurebus+ interface FIFOs, in the mapping of logic to physical address, and in the 
programming of the interface circuits. The efficiency of the Unit determines the 
effective module communication throughput.

System  Bus Throughput

The CNC Futurebus+ interface has an achievable system bus throughput tha t can 
be analysed in two parts. The first part considers the data transfer cycle as a function 
of the interface FIFOs size, while the second part considers the arbitration cycle as a 
function of the remaining time of the present m aster’s bus tenure.
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D ata Transfer Cycle

The CNC Communication Unit only implements the Futurebus+ compelled write 
operation. In this case, the general form for the bus throughput is:

bytes/sec.
Tdts

In the above expression, “4” is the data bus width in bytes, n^tf is the number of 
data  transfers per bus transaction, and Tdts is the actual “data transaction tim e”, 
tha t can be represented as:

Tdts = ndtf Tdtf + Tcon + Tdis,

where Tdtf, Tcon and Tdis correspond, respectively, to the data transfer, connection1, 
and disconnection2 phase intervals.

The VLSI circuits used in the present implementation, supposing an unlimited 
number of data transfers, limit the bus throughput in 55.4 Mbytes/sec for the best 
case, and 20.8 Mbytes/sec for the worst case3. For the recommended single bus trans
action with 16 transfers per bus tenure, the achievable throughput is 48.8 M bytes/sec 
maximum, and 18.4 Mbytes/sec minimum.

Considering that most other available bus specifications (VME, S-Bus, Nubus, 
Multibus II, etc.) are limited by either the protocol used or technology, to a maxi
mum performance between 35-50 Mbytes/sec [11, 12, 90], the CNC implementation 
of Futurebus+ performs very well, yet allowing for future improvement. For instance, 
the Futurebus+ packet mode protocol can be used instead of the present compelled 
counterpart. This would eliminate the handshake overhead improving the perfor
mance. Furthermore, the use of custom interface controllers, with larger interface 
message FIFOs, and the use of faster circuits that will certainly become available as 
technology advances, should also bring a CNC implementation closer to the claimed 
Futurebus+ limit of 400 Mbytes/sec (32 bits) [12].

1The connection phase corresponds to the broadcast of the address with corresponding acknowl
edge and selection of slave modules for a particular transaction.

2The disconnection phase corresponds to the part of the bus tenure between the moment the AS* 
signal is released, and the moment all bus handshake signals (address and data) are back to their 
initial state.

3One data transfer takes 72.2ns for the best case of circuit and bus propagation delays, and 192ns 
for the worst case. The connection phase lasts 72.3ns for the best case, and 161.5ns for the worst 
case. The disconnection phase takes 83.4ns and 254.5ns for the best and worst cases, respectively.
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Arbitration Cycle

The CNC Communication Unit implementation presents an arbitration cycle that 
is a function of three factors: Tapt*, the time necessary for the execution of the ar
bitration protocol until the moment the present master is expected to release bus 
mastership; Teot, the remaining time of the present master bus tenure, counted from 
Tapi\ and Tap/, the time necessary for the execution of the final part of the arbitration 
protocol. Therefore, the arbitration time Tarb can be represented as:

Tarb  — Tap» +  Teot +  Tapf.

The Tapi factor is equal to 225ns for the best case of circuit propagation delays and 
366ns for the worst case. The best case for Tapf  is 44ns and the worst case, 114ns. 
The best case for the Teot interval is zero and occurs when no data is being transferred 
at the moment of the bus hand over. The worst case corresponds to the beginning 
of a message transfer at the moment the bus hand over can occur. In the case of the 
recommended limit of one bus transaction and 16 transfers per bus tenure, Tar& can 
be as high as 4.0fis for the worst case of propagation delays and data transaction 
time. In contrast, the minimum arbitration time can be as low as 269ns, for a bus 
with no master and the shortest circuit propagation delays.

E ffective C om m unications Throughput

The effective communications throughput is defined as the total number of bytes 
transm itted, divided by the amount of time taken in the transmission, counted from 
the moment the module starts competing for the bus for the first time, to the end of 
the disconnection phase of the last data transfer.

In comparing the effective throughput of the Communication Unit with the system 
bus throughput, two factors have to be considered:

• the size of the message; and

• the number of modules of higher priority number that are competing for the 
bus at the same time.

In order to simplify the analysis, some assumptions can be made:

• all modules transmit messages of the same size;
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• all modules are ready to send their messages at the moment the first control 
acquisition and arbitration cycle is initiated;

• all modules take the same time to load the Futurebus+ interface output FIFO 

(i.e. all modules have the same implementation);

• a transmitting module does not receive any message during the whole procedure;

• messages that are larger than the FIFO capacity are transm itted in blocks whose 
size is equal to the FIFO size; and

• all circuit propagation delays are considered for the best case.

If the message can be loaded entirely in the output FIFO, and once loaded, there is 
no module of higher priority competing for the bus, the effective module throughput 
can be as high as 50.7 Mbytes/sec (the maximum achievable throughput for a message 
256 bytes long and no limit in the number of data transfers). If other modules are 
competing for the transmission of messages that also fit entirely in the respective 
output FIFOs, the message latency is a function of the number of modules with a 
higher priority number. This latency can be as long as 106.3/is if all 23 system 
modules4 are competing, corresponding to a throughput equal to 2.3 Mbytes/sec. In 
general, for the mentioned conditions, the message latency can be evaluated by the 
expression

Tmi =  (Topi +  Top/)  +  (nm<a — l)(T ^r -f Tap/), 

and the effective module throughput expressed as

T in± {T  bytes/sec.,
J- m l ~r J- d tr

where nmca is the total number of modules disputing the bus at a particular moment 
(those with a higher priority number, plus the one being considered), and Tdtr is the 
data transfer time corresponding to the total number of bus transactions during each 
bus tenure, which in the case of the CNC System, is always equal to  one T, — one 
data transaction per bus tenure.

4This is in fact the maximum number of modules per sub-rack. The total number of modules 
can be larger (up to 32 competing in the same priority class) but extra modules will have to be 
distributed in expansion sub-racks.
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For the best case of circuit propagation delays, the expression for the relationship 
between the effective throughput in Mbytes/sec, Pc/ / ,  and n^tf (also represent
ing the size of the FIFO) is:

4000 n * , ^  Peff (0.225 +  0 .1 9 9 7 n mdZ)
e / /  “  225 +  nmJI (199.7 +  72.2n ,,f / ) ° r njtf 4  -  0.0722 P,t t  j w ,

where Pef f n m(u < 55.402 Mbytes/sec, a restriction that reflects directly the system 
bus throughput limit.

Figure 8.1 shows how the effective throughput of the Communication Unit varies 
with the number of modules disputing the bus, for messages that can be fully loaded 
in the output FIFO.

& 31.5

Number of Competing Modules

Figure 8.1: Number of Competing Modules X Effective Throughput

For messages that are larger than the capacity of the FIFO, the amount of time 
that is necessary for loading the extra blocks of data into the interface is the major 
determining factor for the effective throughput of the module.

The Unit Controller has to perform a set of operations in order to prepare the 
output FIFO for the transmission of a message. This includes the actual loading of the 
FIFO, and the programming of the Futurebus+ controller circuits. Considering that 
the whole message is originally stored in the internal memory of the Unit Controller 
Transputer, the program extract in Figure 8.2 (repeated from Chapter 4) can be used 
to evaluate the time taken to perform the necessary operations.



/ *  Prepare message */

word counter = 0 
LOAD tag FROM internal buffer 
tag pointer = tag pointer + 1 
IF (tag == header) THEN

LOAD message word FROM internal buffer
translate receiver address / * logical to physical */
LOAD receiver address IN temporary storage 
header address = sender address 
word pointer = word pointer + 1 
LOAD receiver address IN Futurebus output fifo 
LOAD header IN temporary storage header 
LOAD header IN Futurebus ouput fifo 

ELSE
LOAD header FROM temporary storage / *  get previous header * /
header.opcode = 0x000000 /* continuation message */
LOAD header IN Futurebus output fifo 

END IF
word counter = word counter + 1

/ * write message to output fifo */

LOAD tag FROM internal buffer
WHILE ( (word counter <= 64) k k  (tag = info) ) DO 

tag pointer = tag pointer + 1 
LOAD message word IN Futurebus ouptut fifo 
word pointer = word pointer + 1 
word counter = word counter + 1 
LOAD tag FROM internal buffer 

ENDWHILE

/* initiate transaction */

LOAD go command IN protocol controller

Figure 8.2: Data Output Pseudo-code
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In the analysis, it is not necessary to process the header (represented by the THEN 
branch of the IF clause) because this was done when the first block was sent. There
fore, the Unit Controller takes around 182ps  to execute the longest program path for 
loading all of the maximum 64 words in the Futurebus+ output FIFO. The general 
expression for this time, as a function of the number of words of each transferred 
message block is5:

Tjifo = 2.92 +  2.76 n ^ j  ps.

The expression for the effective throughput of a module transm itting long mes
sages, but having to wait only for the period equivalent to one arbitration cycle after 
the FIFO is fully loaded is:

4 ndtf
Tapi + Tapf + Tdtr + Tjifo

bytes/sec.

The throughput in this case is heavily limited by the FIFO loading time. As the 
message size grows, the time necessary to fully load the FIFO prevails over the data 
transfer time on the bus. For the minimum circuit propagation delays and average 
instruction execution time, the limit is approximately to 1.5 Mbytes/sec. As seen 
in Figure 8.1, for this throughput, up to 38 modules can be competing for the bus 
mastership at the same time6.

The limit for the number of modules (nm<a) that can compete without generating 
extra delays in the transmission of message blocks can be expressed as a function of 
the message block size (ndtf) by-

2850.7 +  2760 n dtf
Tjifo >  Tmi or M  < 199.7 +  72.271*/ ’

for a CNC Communication Unit implementation with the shortest circuit delays and 
average instruction execution times.

If once the FIFO is loaded with a message block, there are still higher priority 
modules waiting for their turn as bus masters, the lower resulting effective throughput

5This is the result of applying the average instruction execution times of a T805-25 INMOS 
Transputer (processor cycle time equal to 40ns) [36, 37] to the program extract of Figure 8.2, 
supposing: no wait for memory accesses (Transputer’s internal memory), and no wait for write 
operations to the FIFOs and protocol controllers registers.

6In a simple way, this number can also be seen as the result of the fact that the time needed to 
load the FIFO with one byte is about 38 times the time needed to transfer it on the bus.
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reflects a saturation of the communications architecture. The supported maximum 
number of competing modules is equal to 20, for the lower limit of one word messages, 
and equal to 38 for messages longer than 288 words. These figures should be adequate 
for most applications because they correspond to a system bus subjected to quite 
heavy traffic conditions. Figure 8.3 shows the maximum number of modules allowed 
to compete, as a function of the size of message blocks.

o  38 -
•o

28-

18-

M essage Block Size (32-bit words)

Figure 8.3: Message Block Size X Number of Competing Modules

The effective throughput of the Communication Unit can be improved by increas
ing the size of the Futurebus-i- interface FIFOs or by reducing the FIFO loading time.

The increase in the effective throughput is limited by the poor performance of the 
Unit Controller in processing the messages. Figure 8.4 shows the effective throughput 
of a CNC module as a function of the size of message blocks.

As previously seen, because of the heavy influence of the FIFO loading time, the 
maximum throughput for the present implementation is 1.412 Mbytes/sec. Therefore, 
to significantly improve the effective throughput, a more efficient Unit Controller is 
necessary. With the present implementation, only approximately 2.7% of the available 
bus throughput is being effectively used by a module for the transmission of long 
messages.

However, considering the typical hardware requirements of some of the appli
cations analysed by the DARPA Neural Network Study [17], and shown in Fig
ure 8.5 [10], the conclusion is that the performance of the CNC System is still sufficient 
for a wide range of applications.
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Figure 8.4: Message Block Size X Effective Throughput

Applications
Memory

Size Bits/word
Input/Output

Bandwidth
Radar Pulse 

Identification
<32 Kwords 1/neuron 

32/synapse
2.5 Mbaud

Robot Arm 
Movement

4.5 Kwords 32 <600 words/sec

Isolated Words 
Recognition 
(1024 words)

300 Kwords 32 2.5 Kwords/sec

Low Level Vision 
(100 connec./neuron)

6.4 Mwords 1 /neuron 
8/synapse

1.6 Mbaud

Risk
Evaluation

4.1 Mwords ? <7  Kwords/sec

Figure 8.5: Hardware Requirem ents for Typical Applications
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Nevertheless, if long messages are necessary for the transmission of input pat
terns, the present implementation of the Communication Unit is not adequate for 
high throughput applications such as “Radar Pulse Identification” . In this particular 
case, the present Communication Unit implementation presents an effective band
width tha t is approximately seven times smaller than the demanded input /output 
bandwidth.

An immediate approach for improving the effective throughput of the CNC Com
munication Unit consists in optimising the procedure responsible for the processing 
of the input and output FIFOs. However, the present implementation will suit the 
high throughput applications only if the optimisation considerably reduces the load
ing time. For instance, by improving the FIFO loading time, the dominant factor, 
by 100%, the effective bandwidth only increases by 90%, to 2.67 M bytes/second, for 
the 64 words long message blocks. This is still some way from the maximum 55.40 
M bytes/sec.

To considerably improve the performance of the Communication Unit, the options 
are either to enlarge the Futurebus+ interface FIFOs, to send the necessary patterns in 
a single message, or to modify the implementation of the Unit Controller, to reduce 
the FIFO loading time. For the latter, with the same Futurebus+ interface, the FIFO 
loading time has to be made equal to, approximately, 20fis (instead of the present 
182/ls), if a bandwidth of 10 Mbytes/sec is to be achieved for message blocks 64 words 
long7. For longer messages, e.g. 1 Kwords, the FIFO loading time cannot exceed 
335/x.3, which corresponds to an 84% improvement over the present implementation.

There are two possibilities for the modification of the Unit Controller: the use 
of a more powerful processor; or the use of a dedicated VLSI circuit for the Unit 
Controller for tasks such as processing the headers and addresses, and loading the 
output FIFO8. The circuit would function as a Direct M emory Access controller but 
with special functions for tasks specific to the CNC Communications Architecture. 
As said before, this dedicated circuit would have to achieve a FIFO loading time of at 
least 20fis for message blocks 64 words long.

7As a result of this improvement in the FIFO loading time, the m axim um  num ber of modules 
com peting for the bus is reduced from 37 to 5 modules, also for message blocks 64 words long.

8The majority of processing done by the Unit Controller is the message block movement. For a 
message 64 words long, this block movement accounts for approximately 90% of the processing time
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8 .2  C N C  N eu ro co m p u ter

The CNC Neurocomputer comprises three main blocks:

• the Executive Unit, responsible for the high-level communications protocol 
management and overall control of the neurocomputer;

• the network of neural processors, where the neural network algorithms are, in 
fact, executed; and

• the interface and control of the neural processor network.

The Executive Unit comprises a T805, 25MHz Transputer, 4 Mbytes of external 
RAM, and 256 Kbytes for program storage. It also encompasses the interface circuitry 
with the communication unit.

The Neural Processor Network can be implemented with either a general-purpose 
or an ASIC neural processor, both developed at University College London [71, 100]. 
The general-purpose processor is the UCL Neural RISC, modified in its communi
cations architecture. The ASICs are the result of the silicon compilation of neural 
network specifications written in Pygmalion’s nC  language, into a processor based 
on the Generic Neuron Architecture.

The interface and control of the neural processor network (including the pro
grammable bus configuration switches) is basically composed of transceivers and pro
grammable registers, and therefore is unsuitable for an implementation as an ASIC. 
Its design reflects the inter-chip communications architecture, which provides access 
to control and data/address lines, and constitutes a standard interface between the 
CNC processor networks and the CNC Executive Unit.

The Executive Unit and the neural processor network interface and control com
prise approximately 95 integrated circuits. Of these, over two thirds is composed of 
either transceivers or registers implementing the neural processor network interface. 
The programmable switches alone count for approximately 60 chips.

From these figures, two observations can be drawn. Firstly, since the Executive 
Unit occupies only around 15% of the CNC standard board area (233.35 x 400mm), 
the goal of producing a compact implementation has been achieved. Secondly, the use 
of the programmable switches for implementing the flexible interconnection structure 
(the bulk of the control and interface block) is not a serious drawback in terms of
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the occupied area, despite the high chip count (approximately 40 integrated circuits). 
The configuration switches occupy 7% of the area while 8% is used by the processor 
network control.

Figure 8.6 shows the schematic of the distribution of the main blocks of a single 
board CNC Module. In this case, the neural processor network area can house up to 
32 integrated circuits. For a 0.8/zm CMOS processing technology, this corresponds to 
512 Neural RISC processors [71] or 1344 ASIC processors [100] similar to Adaptive 
Solution’s CNAPS chip [2] in terms of maximum number of synapses.

Executive
Unit Communication 

_ Unit

31% 19%

15%
50%

Neural
Processor
Network Neural Processor 

Network Control

Figure 8.6: CNC Module — Distribution of Composing Blocks

The overall performance of the CNC Neurocomputer is strongly influenced by 
its master component, the Executive Unit, which must be able to perform its tasks 
without hindering the performance of the neural processor network. For instance, 
the Executive Unit contributes negatively when a gap occurs in the supply of input 
data during a neural network algorithm learning phase.

The Executive Unit’s main tasks are the high-level communications protocol and 
the actual control of the processor network.

H igh-level C om m unications Protocol M anagem ent

Similar to the tasks performed by the Unit Controller, the high-level protocol 
management involves:

• the reading of the neurocomputer interface FIFO;

• the analysis of the received message header to verify the validity of the requested 
operations;

• the reading of all message bytes prior to the execution of a command;



165

•  the preparation of result and status messages to be sent to the original requester 
of the operations;

•  the management of the reception of multiple messages via individual message 

buffers; and

•  the scan of the input interface FIFO, in search for interruption messages, when 
necessary.

All but the last task are part of the packing and unpacking of messages. Their 
efficient execution is critical to a fast response to received commands. However, 
the manipulation of messages and interface FIFOs is only critical in relation to the 
execution of interruption commands.

As seen in Chapter 4, the search for potential software interruptions involves the 
efficient scanning of the neurocomputer’s input FIFO for messages containing an inter
ruption command. The fact that the FIFO might contain incomplete and intercalated 
messages demands the use of intermediate storage which can be used for the search 
for the interruption message. When the presence of a message with an interruption 
command is signaled by the Communication Unit Controller, the Executive Unit 
m ust input all words until tha t message is found and the correspondent interruption 
message is totally received.

The manipulation of the input FIFO results in an interruption latency that can 
be as large as 200/za. This figure corresponds to the processing of the FIFO contents 
according to the pseudo-code presented in Figure 8.7. It presupposes tha t the message 
with the interruption command is placed at the end of the FIFO and the interruption 
message is placed just after it.

The interruption latency can be reduced with the use of the Transputers’ com
munication links for transm itting the interruptions. This approach results in the 
Communication Unit Controller having to interpret the incoming message headers 
not only to detect the interruption commands, but also to intercept the interruption 
message comming from the interrupting processor. In the present implementation 
of the Unit Controller, the extra processing needed is not compatible with the pro
cessing power of the microprocessor. Therefore, the approach is not recommended 
because of the possibility of creating extra delays in the communication process. A 
similar approach for reducing the interruption latency is to use the parallel register 
linking the Communication Unit and the Neurocomputer, for transm itting the actual
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LOAD tag FROM input fifo 
LOAD word FROM input fifo 
found = FALSE 
interrupt = TRUE

/* search fifo for the interrupt command */

REPEAT
IF (tag == header) THEN

IF (header.opcode == interrupt) THEN 
int.processor = header.address 
found = TRUE 

ENDIF 
END IF
IF ( 'found ) THEN

LOAD word IN temporary storage 
LOAD tag IN temporary storage 
temp_tag_pointer = temp_tag_pointer + 1 
temp_word_pointer = temp_word_pointer + 1 

ENDIF
LOAD tag FROM input fifo 
LOAD word FROM input fifo 

UNTIL found

/ *  start interrupt processing * /

load interrupt message from the fifo 
execute interrupt operation 
acknowledge interrupt 
resume normal operation

Figure 8.7: Pseudo-code for Processing the N eurocom puter Inpu t FIFO
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interruption message, as well as for signaling the interruption as suggested in Chap
ter 4. This method can be useful to systems where Transputer links cannot be used 
but is still dependent on the processing capabilities of the Unit Controller.

N eural P rocessor N etw ork Control

The performance of the neural processor network is directly dependent on the 
Executive Unit’s efficient execution of both the neural processor network control 
functions, and data input and output.

The main control functions of the Executive Unit, from the presentation of its 
architecture in Chapter 5 are:

• the initialisation of processors, consisting of the downloading of code and/or 
neural network algorithm parameters;

• the control of the inter-chip communications protocol by setting up the bus 
switch configuration and the address and timeout registers, accordingly to the 
operation mode (intervention or autonomous);

• the supervision of the operation of the processor network by monitoring the 
value of states and/or weights as requested by the application, other modules, 
or user; and

• the input and output of patterns during the learning and/or recall phases of 
the neural algorithms.

The last task is the most im portant in terms of avoiding idle periods on the 
processor network operation, specially during learning when the supply of input and 
output patterns is more demanding. This is even more true for processors based on 
the Generic Neuron because of the necessary frequent interventions9. In the case 
of these processors, and for the case of the Back-propagation algorithm, a typical 
learning cycle involves:

• the presentation of the input pattern in intervention mode;

• one autonomous forward phase;

9For processors based on the Generic Neuron Architecture, the Executive Unit calculates the 
error during supervised learning, and controls each learning cycle, for each set of input and output 
patterns [100]
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• a comparison, between the target output and that produced by the network;

• the presentation of the output pattern in intervention mode; and

• an autonomous backward phase for reducing the error and updating the weights, 
if necessary.

The time taken by the network to perform the learning cycle, a forward and a 
backward phase, is directly dependent on the algorithm, the size of the network, and 
the processor used. Therefore, a general precise analysis is impractical. However, as 
an example, a network of processors based on the Generic Neuron (at 10 MHz) and 
executing NETtalk [86], the learning cycle takes approximately 800/*$ [100].

Considering that:

• the Executive Unit supplies the input and output patterns, and/or performs 
error calculations each time an interruption is generated by the completion of 
an algorithm phase;

• the Executive Unit is a 25 MHz T805 Transputer with a maximum interruption 
latency of 2.3/*$ (58 processor cycles [36]);

• tha t the error calculation can be done in 1.5/ts; and

• that, for each learning cycle, the Executive Unit needs 2.5/*$ (5 external memory 
writes) to:

i. place the network in intervention mode;

ii. load a new pattern;

iii. reset the address register;

iv. load the switch configuration; and

v. restart the processor network.

the total processing time by the Executive Unit is less than 1% the processor network 
learning time (smaller than 8/*$).

This analysis suggests that the implementation of the CNC Executive Unit, in its 
current version, is not the limiting factor of the CNC Neurocomputer performance, 
and should be adequate for most applications listed on Table 8.5.

In fact, the CNC Executive Unit will not hinder the performance of other Neu
rocomputer implementations, such as the Neural RISC, as long as the processor
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network is slower than 10/xs, approximately. This is a reasonable assumption since 
the CNC Neural-RISC and Generic Neuron-based ASICs are implemented with the 
same technology and interconnection structure. This allows the performance of the 
Generic Neuron-based ASICs to be considered the upper limit for Neural RISC-based 
networks.

8 .3  S y s te m  A rch itec tu re

The CNC System, when fully implemented in hardware, will integrate a flexible 
programming environment, Pygmalion, with an execution environment that supports 
a range of heterogeneous computing architectures.

The Programming Environment PYGMALION, is an open system easily extendible 
and interfaced with other tools, that provides portability, and application develop
ment facilities comparable to commercial neural programming environments.

Pygmalion has proved successful, the first version having been evaluated by over a 
hundred institutions. A final version, which is being made commercially available [5], 
includes the algorithm libraries and compilers from the high-level language N  to 
the neural network specification language nC , and from this to various machine 
native languages. The nC  language has also shown its versatility by serving as the 
behavioural description language of a silicon compiler for neural ASICs [100, 65].

The main investigation topic of this thesis, the Execution Environment, comprises 
a communications architecture and a specially designed massively parallel neurocom
puter. The communications architecture provides the resources for the integration of 
any digital computing system to the CNC. The CNC Neurocomputer offers a flexible 
execution platform for the neural programming environment. Both components were 
designed to support any neural network application.

As seen in Chapter 7, neural applications can be grouped according to the way 
they map into the CNC System. These mappings are designed to maximise local 
communications (within the neurocomputers) to limit the traffic on the bus to essen
tial data exchange (if possible, only input and output data), and, thereby, to enhance 
the performance of the whole system.

The facilities that the CNC System has to offer are extracted from the examples 
of neural network applications mentioned earlier. These facilities are:
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• the possibility of downloading neural network parameters during startup, and 
changing them “on the fly”;

• the possibility of executing different neural network configurations and/or al
gorithms, in parallel;

•  the possibility of independent exchange of information between system modules;

•  the possibility of monitoring the execution of a neural network; and

• the possibility of integrating the neurocomputers being used with another mod
ule in charge of the performance evaluation of the neural network implementa
tions.

The CNC System supports the requirements by offering integrated programming 
and execution environments and a comprehensive communications architecture that 
supports the modification of network configuration. As endorsed by the test simu
lations, the CNC’s message passing protocol offers the resources for the changing of 
configuration parameters of the neural networks at any moment, and for the integra
tion of other computing models with neural technology, if desired. Furthermore, the 
CNC’s communication protocol is supported by a communications hardware that is 
independent of each module’s implementation, hence providing for the integration of 
heterogeneous hardware.

The independent behaviour of each CNC Module also provides for the parallel 
execution of algorithms, or instances of networks, favouring the independent exchange 
of information between system modules, and complete implementations of neural 
networks to be executed independently by each neurocomputer.



Chapter 9 
FINAL REM AR K S

This chapter briefly presen ts the G ALA TEA  System  and its  relationship  
with the C N C  S ystem , sum m arises the work o f  this thesis and its  m ain  
contributions, presen ts som e conclusions and suggests future research.

9 .1  T h e  G a l a t e a  S y s te m  an d  th e  C N C

The CNC and G A LA TEA  Systems have very similar objectives and characteristics. 
In fact, GALA TEA adopted the CNC execution environment as its basis. To compare 
the two systems it is necessary first to present the GALATEA System.

9 .1 .1  G a l a t e a  S y stem  O verview

The GALATEA System is the main deliverable of the principal European E S P R IT  II 
neural computing project. Like its predecessor, Pygmalion, which developed a stan
dard computational tool for the programming and simulation of neural networks [5], 
GALA TEA  aims to promote the applications of neural networks by European industry. 
In addition, GALA TEA  will produce a European general-purpose neural computing 
system.

The GALATEA Neural Computing System (Figure 9 .1 ) comprises two interdepen
dent domains: the programming environment and the execution environment.

G a l a t e a ’s programming environment supports tasks such as: the definition, pro
gramming, customisation and development of neural network algorithms; the control 
of the simulation of a model or the execution of an application; and the debugging, 
and network visualisation of an algorithm in execution. The programming environ
ment comprises a neural network high level programming language, algorithm and 
application libraries, translators, and an application monitor th a t offers utilities for 
the control, debugging and visualisation of execution.

The execution environment offers hardware platforms for the simulation of any 
type of neural network, and the necessary hardware for the integration of boards and
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Figure 9.1: The GALATEA System

chips dedicated to specific applications of neural computing (special-purpose neu
rocomputers) and existing hardware accelerators [21]. To integrate heterogeneous 
hardware, Ga la tea ’s execution environment defines a unique abstract hardware rep
resentation that isolates any special characteristic of the actual execution platforms: 
the GALATEA Virtual Machine (VM). A virtual machine groups the minimum hard
ware functionality in three blocks: the communications system, the control system, 
and an arithmetic unit for performing the neural network simulation (Figure 9.2).
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Figure 9.2: GALATEA V irtual M achine
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The native code of each Virtual Machine is G A LA TEA ’s Virtual Machine Lan
guage (VML). It constitutes a set of arithmetic operations that reflect the inherently 
parallel nature of neural network algorithm calculations. VML is completely machine- 
independent and addresses the parallelism by implementing operators over a m atrix 
representation of network data [94].

The Virtual Machine communications system implements a priority scheme that 
determines how each Virtual Machine will respond to a message. The message queue 
can be examined in a non-destructive way so that high priority messages can be dealt 
with immediately. This is in contrast to a normal operation on a first-come-first- 
served basis, from the head of the queue to the tail.

The execution system completely controls a VML program, and is responsible 
for the generation of data  and request of explicit data  movements correspondent 
to certain VML statem ents such as loadJnputs and load.targets. It would also be 
expected to handle simple arithmetic operations over non-neural related data.

The arithmetic unit is the abstraction of the special-purpose hardware. D ata is 
stored in an implementation-independent form which makes it possible to map it onto 
either G A LA TEA ’s hardware or any neural network hardware implementation.

Each Virtual Machine is implemented by a physical neurocomputer executing 
a whole network. The mapping from virtual to real hardware is the task of the 
GALATEA Mapper, which uses information extracted from the high-level language 
neural network application program. The more complex problem of mapping a whole 
network onto various Virtual Machines is not addressed at the first stages of the 
G a l a t e a  Project.

G a l a t e a ’s  E xecution  Environm ent

G A LA TEA ’s Execution Environment is basically an interconnection network het
erogeneous machine, dynamically reconfigurable and with high throughput capability 
(Figure 9.3 shows a possible system configuration). The system has a distributed con
trol and is connected by a common bus. A conventional workstation is used for user 
interface and the main programming environment functions.
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GALATEA is developing a general-purpose neurocomputer based on a systolic 
array neural processor [78] designed by Siemens. The processor, part of the heteroge
neous hardware supported by the system’s neural computing execution environment, 
is a powerful signal processor that exploits the common elementary computation
intensive algorithmic strings shared by all neural models [81]. It adopts a weight- 
centred approach to neural network simulation. In this approach the processing el
ement uses m atrix/vector calculations to implement only the demanding arithmetic 
operations involved in the weighted sum of inputs of neurons. This contrasts with the 
neuron-centred approach where each processing element implements the summation 
of weighted inputs and the threshold function of a single neuron. Siemen’s processor 
is said to achieve throughput rates in the excess of 103 million connection updates 
per second (16 bits).

In GALA TEA’s neurocomputer (Figure 9.4), each board consists of clusters of 
neural chips, connected together via an intra-board control and configurable commu
nications network. To allow both reconfiguration and distributed control, each board 
has a communications interface module and a neural network controller.

9.1.2 G a l a t e a  and th e  C N C  S ystem

When making a parallel between the GALATEA and CNC Systems, the first is
sue is the similarity between the two, in particular of the execution environments. 
This similarity is the direct consequence of the adoption, by the GALATEA Project, 
of CNC’s basic architecture. However, in general, GALATEA has a more developed 
programming environment, while the CNC System has a more flexible and compre
hensive execution environment.
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Work on the GALA TEA Programming Environment included an investigation of 
the mapping of multiple neural network systems onto more than  one neurocomputer. 
Pygmalion, on the other hand, while providing the basic portable features, such as an 
intermediate-level neural network specification language, and the possibility of storing 
a partially-trained network for later execution on a non-programmable machine or 
silicon compilation, only offers the possibility of running an application on a single 
neurocomputer.

The CNC execution environment, when compared with G A LA TEA ’s hardware pro
totype proposal, offers a more extensive support for the integration of heterogeneous 
architectures. The CNC offers a complete communications architecture with a high 
performance backplane bus and flexible message passing protocol, while GA LA TEA, 

for pragmatic reasons, adopted the VME bus and developed communication primi
tives included in the Virtual Machine Language. The VME bus, in particular, poten
tially limits the communication throughput of the system modules. CNC’s modules, 
on the other hand, have the support of the technology-independent Futurebus+.

In addition, while the CNC System proposes a fully distributed system, GALATEA, 

at this stage, specifies a centralised architecture based on an overall controller (the 
Scheduler). GALATEA also differs from the CNC Architecture in its neurocomputer 
architecture. GALATEA proposes a so-called weighted-oriented approach, which is 
based on an integrated circuit tha t is optimised for the m atrix and vector calculations 
associated with the updating of weights in a neural network model [78]. In contrast, 
the CNC adopts a neuron-centered approach, based on UCL’s Neural RISC processor 
and the Generic Neuron Architecture for application-specific integrated circuits.
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The CNC System offers a more general execution environment, potentially able to 
support any neural network algorithm. G A LA TEA ’s neurocomputer, in its turn, with 
its weight-oriented approach, only supports algorithms tha t make use of objective 
functions [80, 79]. Despite the capabilities of this unified representation of neural 
algorithms, able to represent most of the models, the execution environment cannot 
be considered as completely general-purpose.

9.2  C on clu sio n s

The major objective of the development of the CNC Neural Computing System 
was to produce a flexible and expandable execution platform to support a compre
hensive programming environment. The motivation underlying this work was the 
observation that present neural computing systems had: limited programming envi
ronments; were based on proprietary execution environments producing applications 
that were not portable; and were unable to support the development of hybrid sys
tems, or to combine different software and hardware technologies, because of rigid 
software and hardware structures. Therefore, the CNC System has been divised to 
be:

• flexible, providing an execution environment that allows the integration of a 
range of heterogeneous hardware, from sequential machines to special purpose 
neurocomputers, as well as different computing models;

• efficient, presenting a performance that is compatible with real world applica
tions, with the possibility of exploring parallelism whenever possible;

• scalable, permitting the assembly of a system with hardware tha t is most ade
quate to each particular application, in a cost-effective way;

• programmable, offering a complete set of tools for the development of neu
ral models and applications with facilities comparable to those of commercial 
systems.

Pygmalion was chosen as the programming environment for its capability of satisfying 
the soft ware-related requirements. The CNC Architecture is the execution platform 
devised to provide the desired hardware support.
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The realisation of the CNC System, backed by the adoption of its main architec
tural concepts by the E S P R IT  I I  G A LA TEA Project, have dem onstrated the viability 
of designing and implementing an integrated neural computing architecture which 
presents the necessary performance and flexibility in the application of neural net
work technology to real world problems.

In particular, the CNC Execution Environment Architecture, comprising the CNC 
Communications Architecture and the CNC Neurocomputer, provides: the means 
for the integration of heterogeneous hardware and heterogeneous computing models, 
desirable in the research of hybrid systems; and an efficient execution environment 
for any neural network algorithm in the form of programmable or application-specific 
neurocomputers.

The CNC Communications Architecture plays a fundamental role in the inte
gration of computing systems possible on the CNC System. Based on a message 
passing protocol, it offers a carefully-defined set of operations. These deal with 
both macro and micro aspects of neural computing, system control tasks, and a t
tend, yet in a standard form, the integration with other computing models such as 
conventional computing, genetic algorithms, expert systems, and others. Moreover, 
the standardised hardware interconnection structure, based on the high-performance 
Futurebus+ backplane bus specification, does not impose restrictions on performance, 
and provides the CNC System with the capacity to support realistic neural network 
applications.

The CNC Neurocomputer provides a practical framework for the integration of 
the two neural network processors previously developed at University College London. 
The architecture of a CNC module is the first concrete design to apply the two types 
of circuits — the Neural RISC and Generic Neuron-based ASICs — to a system which 
integrates the programming resources th a t are necessary to their full utilisation.

The test simulations of the CNC Architecture have shown the potential of the ar
chitecture in supporting different applications, and the flexibility and user-friendliness 
of the high-level protocol definition. The simulator also proved to be an easy-to-use 
tool for the implementation of applications tailored for execution across a network of 
workstations, as well as a basic resource for the preliminary development of applica
tions for the CNC System.

The CNC System is not a closed system, but a comprehensive set of rules for 
the construction of a neural computing system. It supports applications that range
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from the simple simulation of a neural network on a uniprocessor machine, to the 
generation of special-purpose neural chips from a definition of the application in a 
high-level language. As a set of rules, the CNC System is flexible, scalable, yet, 
robust, both at the programming and execution environment levels.

9 .3  F u tu re  W ork

The CNC System makes possible the realistic investigation of many aspects of 
Neural Computing. However, to be fully operational, the integrated system described 
in this thesis needs further development to deliver its whole potential. In particular, 
there are two im portant projects.

The first concerns the modification of the Neural RISC processor’s communica
tions architecture to make it compatible with the CNC Neurocomputer processor 
network structure. This involves the design of the so-called CNC Neural RISC which 
has the original chip communication unit substituted by one fairly similar to that of 
the Generic Neuron-based ASICs, if not the same.

The second project involves a new implementation for the CNC Communication 
Unit, capable of delivering a higher effective communication throughput. Since the 
analysis of the effective communication throughput of the CNC Module showed that 
the weak point of the implementation of the CNC Communication Unit is the ma
nipulation of messages and Futurebus+ interface FIFOs, it is proposed th a t a special- 
purpose VLSI controller is designed to perform these tasks. The controller would 
work closely with the Communication Unit Transputer processing the messages as 
a specialised Direct Memory Access Controller (DMA). It will, for instance, fetch 
message words directly from the U nit’s memory, loading them  in the Futurebus+ in
terface FIFO according to message parameters (such as size, and location in memory) 
passed by the microprocessor.

In order to stretch the performance of the system to the limits of the backplane 
bus specification, the impact of replacing the compelled protocol with Futurebus+’s 
packet mode communication protocol, might also be investigated.

In addition to the future work proposed for the execution environment, the pro
gramming environment, Pygmalion, must also be extended to profit from the facilities 
offered by the CNC System. In its current form, Pygmalion can be used in various
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machines, but is unable to explore any parallelism between them. Therefore, it is 
necessary to prepare Pygmalion to efficiently map applications on CNC Neurocom
puters, in various forms. For this work on Pygmalion, the CNC architecture simulator 
can be used while a complete CNC System is not operational.

Another project could help the extension of Pygmalion. It would involve the 
implementation of an advanced version of the CNC Simulator, making use of co
processor boards plugged to workstations. By using the basic simulator structure 
and co-processor boards, a reduced scale CNC System can be implemented and its 
main characteristics studied, developed, and adapted for any unforeseen requirement 
of the extended Pygmalion. Parallel to this work, versions of the CNC Neurocomputer 
could be designed for use with the workstation bus, and tested in a fully functional, 
yet simplified, CNC System. This would allow the investigation of neural network 
mapping strategies, and integration of heterogeneous hardware and computing mod
els, in an efficient execution platform, before implementations of applications on a 
full scale CNC System.

Finally, once a full system is available, the whole development cycle of an appli
cation, from simulation on conventional hardware, to the generation of ASICs, could 
be tested. This would provide the ultim ate demonstration of the capabilities of the 
CNC System, programming and execution environments, user interfaces and also, 
when available, the silicon compiler.
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A ppendix A  
PU BLISH ED  W O RK

N eu rocom p u ters on Silicon

IFIP  Workshop on Parallel Architectures on Silicon, Grenoble, France, 11-13
December, 1989.

The increasing number of already developed neural hardware and 
software motivates the search for a system architecture, capable of 
performing a convenient integration of application specific modules 
from different manufacturers.

A heterogeneous neurocomputer architecture, together with a net
work specification language and a silicon compiler axe im portant is
sues to be considered in this development. The architecture will define 
efficient interfaces for the various processors and provide an adequate 
integrated environment. The silicon compiler, in its turn, together 
with a generic neural processing element, will be the instrum ent used 
by the specification language to implement neural networks in hard
ware, after their test on one of the architecture’s programmable pro
cessors, via compilation into binary.

Co-authors: Philip Treleaven, Marley Vellasco.

Towards a G eneral-purpose N eu rocom p u tin g  System

IFIP  Workshop on Silicon Architectures for Neural Networks, St. Paul de
Vence, France, November 28-30, 1990.

In the European Community, the focus of neural computing research 
is the E s p r i t  II P y g m a l io n  Project, and its successor G a l a t e a . 

PYGMALION has developed a general programming environment for 
neural networks, and the goal of GALATEA is to build upon this 
environment, to produce a general-purpose neurocomputing system 
capable of efficiently supporting a wide range of neural network appli
cations. This neurocomputing system will comprise: a sophisticated 
programming environment capable of mapping a network on to a 
range of conventional computers, including parallel machines; a novel
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general-purpose neurocomputer to be designed in GALATEA; and an 

integral silicon compiler for translating a network into VLSI chips.

In this paper we present our view of this general-purpose neurocom
puting system. We start by describing the PYGMALION p rogra m m ing  

environment. Next we propose a design for the GALATEA neurocom
puting system and neurocomputer architecture. Lastly we discuss 
the design of “neural” chips for the neurocomputer (general-purpose 
circuits), and the silicon compiler (special-purpose circuits).

Co-author: Philip Treleaven.

A n Integrated  N eu rocom p u tin g  System

Proc. IJCNN-91-SEATTLE International Joint Conference on Neural Net
works, p 11:547-552, July 8-12, 1991, Washington State Convention & Trade
Center Seattle, WA, IEEE, New York, N.Y.

In this paper we discuss the design of a “comprehensive” neurocom
puting system. We view this system as comprising two distinct neural 
network environments: programming and execution. The program
ming environment is PYGMALION, developed by a European project 
undertaken by THOMSON-CSF, CSELT, Philips LEP, SEL, CTI,
ENS, INESC, IRIAC, UPM and UCL. We propose an execution en
vironment that extends PYGMALION by providing a range of target 
hardware, spanning from conventional machines to parallel neuro- 
computers and specialised chips generated by silicon compilation.

We present our view of the neurocomputing system in 3 stages. 
Firstly we describe the PYGMALION programming environment, then 
the integrated system and neurocomputer architecture. Lastly we dis
cuss the design of neural chips for the neurocomputer, introducing 
their basic architectures and presenting the system’s silicon compiler.

Co-authors: Meyer E. Nigri, Philip Treleaven.



A ppendix B 
F U T U R E B U S +  SPECIFICATIO N

This appendix presents an overview o/Futurebus+ and a brief description 
of its two protocols.

B . l  O v erv iew

Futurebus+ is an asynchronous bus developed from the ANSI/IEEE Standard 
896.1, Futurebus [38]. It was designed to be a processor and manufacturer indepen
dent alternative to the evolving proprietary bus structures. The main objective of 
the specification is the definition of a backplane bus whose performance improves as 
technology advances so providing some protection against technological obsolescence 
of equipment. This protection takes the form of a specification intended to facilitate 
the design of computer boards functionally, operationally, electrically, and mechani
cally compatible within the same system, and across multiple generations of systems. 
The Futurebus+ IEEE draft standard P896.1 is a 32/64/256 bits high performance 
platform whose features are [16]:

A rc h ite c tu re  in d e p e n d e n c e  — Designers are provided with a set of tools 
with which to build an implementation, rather than a rigid specification that 
constrains the designer to only one architectural model for the multiprocessor 
system.

P ro c e sso r  in d e p e n d e n c e  — Specification protocols are designed for maxi
mum efficiency of information transfer between boards, rather than optimisa
tions for a particular manufacturer’s device.

T echnology  in d e p e n d e n c e  — Protocols are designed to be independent of 
the constraints of, for example, manufacturing processes or tolerances, at the 
time of implementation, while guaranteeing tha t boards built before, and after, 
with different constraints, are completely compatible.

E lim in a tio n  o f c en tra lise d  sy stem  e lem en ts  — The small number of single 
point failure mechanisms in the bus makes it suitable for fault-tolerant appli
cations. Also, the lack of central elements, allowing every part of the system
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to be upgraded independently as technology improves, further supports the 
technology independence requirement.

S ingle c o n n e c to r  d e fin itio n  —  The definition of all bus signals in a sin
gle connector enables the use of other connectors in the board for secondary 
busses or multiple identical busses for use with fault-tolerant or vendor-specific 
applications.

T e ch n o lo g y -in d ep en d e n t h a n d sh a k e  on all b us o p e ra tio n s  —  The hand
shake based on a cause and effect relationship (known as a compelled protocol) 
is theoretically capable of an indefinitely fast operation. This is the result of 
the elimination of arbitrary timing delays, such as set-up  and hold, between 
successive events in the protocol.

A d v an ced  e lec tr ica l in te rfa c e  — The bus electrical interface specification 
allows the elimination of all bus settling  type delays which can impair perfor
mance. The only relevant delays th a t remain are those related to the speed of 
light and the manufacturing tolerances of components in specific implementa
tions of the standard.

Fully  a sy n ch ro n o u s  p ro to c o l — The protocol uses both edges of synchro
nisation signals to provide an environment in which to a tta in  the highest bus 
transfer rate while still guaranteeing manufacture of interchangeable boards.

B asic  co m m u n ica tio n s  p r im itiv e s  —  These include address-only transfers, 
read/write single/block data  transfers, read/write broadcast transfers, inter
vening transfers, and reflecting transfers. Communication primitives may be 
combined to form a powerful set of communication transactions, which can 
than be combined by a m aster to form a group of operations in a single bus 
tenure.

L ock ing  an d  m u tu a l exc lusion  o f dev ices — The specification provides 
facilities for the control of access to critical resources of a multi-processing 
system.

P ro v is io n  for fu tu re  p ro to c o l ex ten s io n s  —  Extensions such as a non
compelled protocol for the highest possible bandwidth of transfer on a bus 
system and, wider address/data paths are foreseeable and provided for in the 
specification of the protocol.

The great impact of Futurebus and, now, Futurebus+ resides in the number of 
manufacturers committed to the production of circuits for the specification, in its
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adoption of Futurebus+ by the US Navy as the basis of all future mission critical 
computers, and in the efforts in supplying bridges between Futurebus+ and industrial 
busses such as VME (IEEE P1014.1) and MultibusII (IEEE P1296.2) [62].

Futurebus+ specifies two distinct protocols governing the operation of the bus. 
The Control Acquisition and Arbitration Protocol deals with the necessary operations 
leading to a bus mastership. The Data Transfer Protocol is concerned with the 
transference of information phase.

B .2  C o n tro l A c q u is it io n  P r o to c o l

The arbitration procedure comprises a set of logical phases th a t have to be reached 
by all system arbiters. Module arbiters move from one phase to another at the speed of 
the slowest arbiter. The mechanism used to synchronise modules in these transitions, 
based on three bus signals (A P * , AQ*, and AR*1) is shown in Figure B .l and works as 
follows:

A S *
PHASE SPHASE 4PHASE 2PHASE 5 PHASE 0 PHASE 1

ap

MASTER aC3
ar

(B)(A)
A P *

BOS A Q *

ap* ;
aq*
ar*

COMPETITOR

PHASE 3 PHASE 4 PHASE SPHASE 5 PHASE 0 PHASE 2PHASE 1

Figure B .l: Arbitration Synchronisation Protocol

A. When the transition of phases does not depend on a common condition to be 
achieved, the modules simply inform that the transition is being performed by

xThe u*” sign is used by the specification to indicate that a signal is active when in the low state.
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asserting one of the signals, which one is dependent on the particular phase. 
This information can be used to trigger the transition of phases of other mod
ules. This is exemplified by the assertion of ap*2 by a competing module, 
indicating the move from phase 0, which then triggers the same transition of a 
non-competing module.

B. When the transition demands a synchronisation step, all modules release a 
specific signal (which one again depending on the phase), and wait for this 
release to be reflected on the bus. The “wired-OR” characteristic of the bus 
guarantees th a t any bus signal is only released after all modules have done so. 
This is exemplified by the bus hand over during phase 3 of the protocol, when 
the present m aster releases ap* only after finishing using the bus. All other 
modules also release ap* only after detecting the end of d a ta  transactions on 
the bus.

The normal arbitration sequence of the protocol has five phases requiring a com
plete cycle of the three-signal synchronisation protocol. A two-pass, unrestricted 
arbitration, works in the same way, except that two complete cycles are used. As 
shown in Figure B .l, an arbitration cycle works as follows:

P h a se  0 - Idle Phase: This is the steady state phase in which all modules are syn
chronised waiting for an event to trigger the arbitration procedure. A module 
transitions to phase 1 either if it wishes to use the bus, in which case it as
serts ap* to indicate the beginning of the actual arbitration, or of it detects the 
assertion of AP* on the bus.

P h ase  1 - Decision Phase: In this phase modules must decide if they want to com
pete in the arbitration cycle or not. If the module is to  compete, it must place 
its arbitration number on the bus. Each module times out an interval large 
enough to allow the arbitration number to settle on the bus. Once the time 
interval is passed the modules release ax* and move to phase 2 when detecting 
AR* released.

P h a se  2 - Competition Phase: During this phase the winning arbitration number 
is monitored. If the module is the winner, it asserts aq*. The other modules, 
detecting AQ* asserted, also assert aq* and move to phase 3.

2Since each module asserts a signal through open-collector drivers, the actual bus signal is the 
result of a wired-OR  operation. To make the reference to signals clear, the standard uses upper-case 
names for the actual bus signals, and lower-case names for signals being applied by each module.
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P h a se  3 - Error Check Phase: During this phase a module that has detected an 
error in the process of arbitration (e.g. parity error or invalid winning number) 
has the opportunity to inhibit the transfer of tenure by asserting the arbitration 
condition (ac^*) signals. If no error has occurred, upon the detection that the 
data  transactions on the bus have ceased (AS* released), the modules release 
ap*. All modules then move to phase 4 when AP* is released.

P h a se  4 - Master Release Phase: Upon entering this phase, all modules, with the 
exception of the present bus master, start a 1 fis timer which corresponds to 
the time the master has for completing its transactions or to cancelling the 
tenure transfer by asserting aci. The master, in any case, asserts ar*. All 
other modules, by detecting the assertion of AR* also assert a r*  and move to 
phase 5.

P h a se  5 - Tenure Transfer Phase: During this phase all module statuses are up
dated, including the round robin fairness bit, and the unlocking of the unit is 
performed, if no errors occurred. The arbitration process ends with AQ* being 
released, after all modules have released aq*.

Futurebus+ uses a fairness protocol, known as round robin, tha t ensures tha t 
all modules within the same priority class have fair and equal access of the bus. 
This is implemented through the sixth least significant bit if the arbitration number 
(FigureB.2). If the round robin bit is cleared, any competition of this module with 
others of the same priority class will result in a “loose” . The bit is adjusted each 
time a transfer of tenure occurs in the module’s same priority class. It is set if the 
transfer occurred to a modules with larger unique field value and it is cleared if the 
transfer was to a module with a lesser unique field value.

B .3  D a ta  T ransfer P r o to c o l

The Futurebus+ specification refers to data being transferred on the bus as a 
transaction. A transaction comprises the broadcast of an address in order to select 
the participating modules, followed by none or various data transfers. Synchronisa
tion during the transfer of information is achieved following the same three signal 
mechanism used for synchronising the change of states during arbitration.
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RR - roud robin protocol bit 
P R ^ -  priority class bit ^ i ~  unique value bit

Unrestricted Mode - Single Pass
Pass 1 1 PRO RR U4 U3 U2 U1 uo

Unrestricted Mode - Two Pass
Pass 1 0 PR7 PR 6 PR5 PR4 PR3 PR2 PR1
Pass 2 1 PRO RR U4 U3 U2 U1 uo

Restricted Mode
Pass 1 | PR1 PRO RR U4 U3 U2 1 U1 UO

Bit CN7 CN6 CN5 CN4 CN3 CN2 CNl CKO

Figure B.2: Futurebus+ Arbitration Number

The interaction between a bus m aster and a slave module during the transfer of 
a multi-word packet is shown in Figure B.3 [73]. This transaction is composed by 11 
basic events, and is the same for messages being sent to two or more slave modules:

i t  i i  i  •  i  •  i

AD* ^ AQDRESS ^ ^ D A tA if j  A™—men DATA = x x =  • p A T A - n j  'j
: : : : : : :  : :
2 3 4 5 6 7 8  9 10

Figure B.3: A Multi-word Futurebus+ D ata Transaction

1. The sender becomes master of the bus by following the arbitration process 
described in section B.2.

2. The m aster places the address of the recipient (or recipients) on the ad
dress/data signals AD[0. .31]*  and then asserts the control strobe as*. The 
bus signal AS* is, therefore, also asserted initiating what is known as an address 
beat.

3. Sensing AS* asserted, each and every module decodes the address. W hen decod
ing is complete, the module records whether it is being addressed, asserts the 
acknowledge signal ak*, and releases a  complementary signal a i* . Notice that 
AK* is asserted by the fastest module on the bus, while AI* will only be released,
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indicating the end of the address beat, when the slowest module completes the 
decoding of the address.

4. The master senses AI* released, and then removes the address from the bus.

5. The m aster places the first data  word to be transm itted on the AD [ 0 . .  31] * bus 
and asserts ds* (and, therefore, DS*), initiating the so-called odd data heat.

6. The addressed module (or modules) senses DS* asserted and reads the data  
from the bus. Having read the information, each addressed module asserts dk* 
and releases d i* . In a similar way to the address broadcast, the fastest module 
will cause the assertion of DK* and the slowest module will determine the end 
of the data beat by causing the release of DI*.

7. The master senses the release of DI* and places the new data  word on the bus. 
It then releases ds* and since the master the only module driving DS*, this is 
also released, indicating the start of the so-called even data, beat.

8. The addressed module (or modules) senses DS* released and grabs the data  
word from the bus. It then asserts d i*  and releases dk*. In a similar way to 
an odd data beat, the fastest participating module will cause the assertion of 
DI* while the slowest will determine the end of the data  beat by causing the 
release of DK*.

9. D ata transfer continues alternating an odd data beat with an even data beat 
until the m aster has no more data  to  send and it releases as*. Since the master 
is the only one asserting AS*, which was true for the whole transaction, this bus 
signal is also released at this moment, indicating tha t all data  transfers were 
completed.

10. All modules, sensing AS* released, acknowledge the end of the transaction by 
asserting a i*  and releasing ak*.

11. The transaction is completed when the slowest module releases its ak* causing 
AK* the be released.

Accordingly to the Futurebus+ specification, it is up to the system integrator to 
continue with another bus transaction, or to release mastership of the bus. However, 
a limit of one transaction per bus mastership, with 16 data  transfers per transaction, 
is suggested (64 bytes, 16 32-bit words).

The data  transfer sequence described is a simplified version of a block data trans
fer. During all transactions, and for each data transfer, modules also perform checks
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on status and parity. In this way, events such as input buffer full and bus error can 
be signaled, allowing the master to opt for aborting the transaction. If a transaction 
continues after an abnormal condition report, receivers must signal with an error con
dition and discard incoming data until the transaction is terminated. O ther forms of 
transaction are: the single address transfer, which allows read and write operations 
to be performed on the same transaction; and the general transfer which is used for 
single read or write operations.



Appendix C 
CNC M ESSAGES

This appendix describes the pre-defined CNC Neural and Control Messages 
by presenting the operation codes, a brief description o f each operation 
to be executed, the expected data parameters, and the status information 
contained in acknowledge messages.

C .l  N eu ra l M essages

Neural type messages reflect the basic data and operations involved in neural com
putation. Each data piece necessary for the execution of the operations is specified 
by the address corresponding to an output connection of a neuron. These addresses 
are 32-bit long and have a format shown in Figure C .l.

CLUSTER

LAYER CONNECTION NEURON

7 1 12 12

Figure C.l: Neuron Address Example

The execution of most operations have an associated acknowledge message. This 
provides the return path for any output generated and the execution status. Ac
knowledge messages statuses can be specific to a particular operation, but all share 
a common set:

0 0 0 0 0 b  — no error — the requested operation was successfully executed and, if ap
plicable, the data field of the message contains output data;

1 0 0 0 0 b — cannot execute — the neurocomputer implementation is unable to perform 
the requested operation; and

10001b ~ wrong address — the CNC Module cannot recognise an address as valid, 
and is returning it in the data field.

The defined neural messages and corresponding operation codes are presented 
next.
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o pe r a tio n : c n c t
COMMAND BYTE: 01h

DATA FIELD: list of connection/neuron address pairs.
d e sc r ipt io n : connect neuron : Associates a neuron connection with an input neuron.

o per a tio n : ack_cnct 
COMMAND BYTE: 02h 
spe c ific  status: none.
DATA FIELD: wrong address, if applicable. 
d e sc r ipt io n : connect neuron acknowledgement.

o per a tio n : rm _c
COMMAND BYTE: 03h

DATA FIELD: list of connections.
d e sc r ipt io n : remove connections — Remove the connection between two neurons.

OPERATION: ack_rm ^c 
COMMAND BYTE: 04h

spec ific  status: none.
data f ie l d : wrong address, if applicable.
DESCRIPTION: remove connection acknowledgement.

o per a tio n : rm _ n
COMMAND b y t e : 05h

DATA FIELD: list of neuron addresses.
d e sc r ipt io n : remove neuron — Delete all connections associated with a  neuron.

o per a tio n : ack_rm _n 
COMMAND b y t e : 06h 
spe c ific  status: none.
DATA FIELD: wrong address, if applicable. 
DESCRIPTION: remove neuron acknowledgement.

OPERATION: add _ n
COMMAND BYTE: 07h

data f ie l d : list of connection addresses.
d e sc r ipt io n : add neuron — Add a new neuron and its associated connections to the 

list of valid addresses.

o per a tio n : ack^add_n 
COMMAND BYTE: 08H
spec ific  status: 10010b -  not enough memory 
DATA FIELD: wrong address, if applicable. 
d e sc r ipt io n : add neuron acknowledgement.
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o per a tio n : ld_s (ld_w)

COMMAND BYTE: 09h (OBh)
data fie l d : list of neuron (connection) address/state(weight value) pairs.
DESCRIPTION: load states (weights) — Set the state (weight) value of one or more neuron 

(connection).

o pe r a t io n : ack_ld_s (a c k J d .w )

command b y t e : 0A h (0C h )
spec ific  status: none.
data field  : wrong address, if applicable.
d e sc r ipt io n : load states (weights) acknowledgement.

o per a tio n : ld_f ( l d j p a r )
COMMAND BYTE: ODh (OFr)
data f ie l d : implementation dependent.
d e sc r ipt io n : load function (function parameter) — Load functions (or modify function 

parameters) associated with a neural algorithm.

OPERATION: ack_ld_f (a c k Jd _ fp a r )
COMMAND BYTE: OEh (10h )
s pe c ific  status: IOOIOq -  not enough memory 
DATA f ie l d : implementation dependent.
d e sc r ipt io n : load function (function parameter) acknowledgement.

o per a tio n : ld_r ( ld _ rp a r)

COMMAND b y t e : 11h (13h)
data FIELD: implementation dependent.
DESCRIPTION: load rule (rule parameter) — Load rule (or modify rule parameters) cor

respondent to nC  rule definitions.

OPERATION: ack_ld_r (ack_ ld_rpar)

COMMAND BYTE: 12h (14h)
SPECIFIC STATUS: 10010b -  not enough memory 
data f ie l d : implementation dependent.
DESCRIPTION: load rule (rule parameter) acknowledgement.

o pe r a t io n : le a rn  
command  b y t e : 15h
DATA FIELD: algorithm dependent — if supervised learning, list of input/output pattern 

pairs; if unsupervised learning, list of input patterns. 
d e sc r ipt io n : Determines the start of a training procedure.
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OPERATION: ack _ learn  
COMMAND BYTE: 10H
s p e c if ic  s t a t u s :  1 0 0 1 0 b  -  n o t  enough memory
DATA FIELD: in the case of no error status, implementation and algorithm  dependent, 

in other cases, none. 
d e sc r ipt io n : learn acknowledgement.

o per a tio n : re c a ll  
command b y t e : 17h 
data fie l d : input patterns.
DESCRIPTION: Requests the execution of a recall operation.

o per a tio n : a c k jre c a ll  
COMMAND BYTE: 18h 
spe c ific  status: none.
data fie l d : output generated by a recall operation. 
d e sc r ipt io n : recall acknowledgement.

OPERATION: exec_fw d 
COMMAND BYTE: 19H 
DATA FIELD: input pattern.
DESCRIPTION: execute forward pass —  Performs a single step-type execution of the 

implemented algorithm.

OPERATION: ack_exec_fw d 
COMMAND BYTE: I A h

spe c ific  status: none. 
data f ie l d : none.
DESCRIPTION: execute forward pass acknowledgement.

o pe r a tio n : exec_bw d
COMMAND BYTE: I B h 
data FIELD: output pattern.
d e sc r iptio n  : execute backward pass — Performs a backward pass of Back-propagation

like algorithms.

OPERATION: ack_exec_bw d 
COMMAND BYTE: 1CH 
s pe c ific  status: none.
DATA fie l d : none.
d e sc r ipt io n : execute backward pass acknowledgement.
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o per a tio n : rd m z  
COMMAND BYTE: 1DH 
data f ie l d : none.
d e sc r ipt io n : randomize — Determines that all connection weights are to be set to 

random values.

OPERATION: ack_rdm z 
COMMAND BYTE: IE r
spe c ific  status: none.
DATA FIELD: none.
DESCRIPTION: randomize acknowledgement.

o per a tio n : ud_w  (ud_s)

command b y t e : I F h  ( 2 1 h )

data fie l d : list of connection (neuron) addresses.
d e sc r ipt io n : update weights (neuron states) — Selective execution of the weight (state) 

update function.

o per a tio n : ack_ud_w  (ack_ud_s)
COMMAND BYTE: 20h (22h)
spec ific  status: none.
data f ie l d : wrong address, if applicable.
d e sc r ipt io n : update weights (neuron states) acknowledgement.

o per a tio n : rep_w  (rep_s) (re^ev)
command b y t e : 23h (25h ) (27h )
data fie l d : list of connection (neuron) addresses.
DESCRIPTION: report configuration o f weights (states/error value) —  Requests that the 

values of weights (states/error) be sent.

o pe r a tio n : w _rep  (s_ rep ) (ev _ rep ) 

command b y t e : 24h (26h ) (28h ) 
spe c ific  status: none.
data fie l d : list of address/value (weights, states, or errors) pairs.
d e sc r ipt io n : configuration of weights (states/error value) report —  Report of weight 

(state/error) values (independent broadcast or response to a previous report com
mand). In the latter case, if not successfully executed, the message is sent only to 
the requester.

C .2 C on tro l M essages

Control messages define the initialisation, control and monitoring operations re
lated to the processing of a neurocomputer. The basic set presented next can be easily
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extended to cover implementation particularities and other models of computation 
(e.g. conventional). Acknowledge messages relating to conventional operations also 
share the basic set of status defined for neural messages.

o per a tio n : ld_cd ( ld jc d p a r)

COMMAND BYTE: 81H (8 3 H)
DATA FIELD: implementation dependent. Contains the identification of processors.
DESCRIPTION: load code (code parameter) — Initiates the downloading of code (code 

parameters) to specified processors.

o per a tio n : ack_ld_cd (ack_ ld_cdpar)
COMMAND BYTE: 82H (8 4 H) 
spe c ific  status: none.
DATA FIELD: wrong address, if applicable.
DESCRIPTION: load code (code parameter) acknowledgement.

OPERATION: in t  
COMMAND b y te : 85ji 
DATA FIELD: none.
d e sc r ipt io n : interrupt — Determines the start of an interruption procedure.

o per a tio n : ack_ in t 
COMMAND BYTE: 80H 
spec ific  status: none.
DATA FIELD: code of the operation to be executed as interruption. 
DESCRIPTION: interrupt acknowledgement.

o per a tio n : rep_sts 
COMMAND BYTE: 87h 
DATA fie l d : none.
DESCRIPTION: report status — Request for the actual processing status of a CNC Mod

ule.

o per a tio n : s ts_ rep
COMMAND BYTE: 88H
s p e c if ic  s t a tu s :  implementation dependent. Must include: 01000b — waiting for com

mand; 0 1 0 0 1 b  — waiting for data; and 0 1 0 1 0 b  — error condition.
DATA fie l d : none.
d e sc r ipt io n : status report — Message with an acknowledgement format for the report 

of module processing status (independent broadcast or response to a previous 
report command). In the latter case, if not successfully executed, the message is 
sent only to the requester.
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o p e r a t i o n :  e r r _ r e p  

c o m m a n d  b y t e :  89 h

D A T A  f i e l d : l o g i c a l  a d d r e s s  o f  t h e  m o d u l e  i n  a n  e r r o r  c o n d i t i o n .

D E S C R I P T I O N :  error report —  Broadcast message containing information of detected 
unrecoverable errors in the reporting module or in any other system module.

o p e r a t i o n : r e s e t  

C O M M A N D  b y t e : 8 A h  

D A T A  f i e l d : n o n e .  

d e s c r i p t i o n : software reset.

o p e r a t i o n : a c k _ r e s e t  

C O M M A N D  b y t e : 8 B h  

s p e c i f i c  S T A T U S :  none.
D A T A  F I E L D :  none.
D E S C R I P T I O N :  reset acknowledgement.

o p e r a t i o n : m o d j n a p  

C O M M A N D  B Y T E :  8 C h

D A T A  F I E L D :  module logical/physical address pair.
d e s c r i p t i o n : module logical/physical address mapping—  Broadcast message informing 

the correspondence between a module logical address and its physical Futurebus+ 
address.



Appendix D 
NEURAL PROCESSOR NETW ORK  

INTERFACE

This Appendix presents the diagrams o f the main components o f the Ex
ecutive Unit/Neural Processor Network interface.
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D .5  T im eo u t C ontrol
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Appendix E 
EXECUTIVE UNIT INTERFACE  

SIMULATOR FUNCTIONS

This Appendix presents the main functions used for the implementation 
of a CNC Executive Unit/neural application interface simulation.

E .l  E x ecu tiv e  U n it F unctions

Definitions
/*
a Executive Unit functions for a CIC Moduls using UIIX protocol for communicating vith 
* the communication unit server.
*/

tincluda "Include.files/inet.h“
•includa "Includa_filas/gan.dafs.h" 
tincluda “Include.files/futurebus_defs.h” 
tincluda “Includa_filas/exetv.unit.defs.h“ 
tincluda “Include.files/exetv.unit.glob.var.h”

u.short last.frame, data.pending, reading.data,
incomplete.frame, size.sent; 

u.long num_bytes.to.send, num.bytes.left;
u.long num_bytes.to.read, num_bytes_missing;

u.long previous.rx.address, previous.tx.address, previous.status, previous.msg.id; 

u.long bytas_to_ul();

Function in it_exetv_unit 
/*
a Function for tba initialisation of tha communication cbannals. 
a
* input parameters: num.this_exetv.unit - value of tba logic address of tbis Executive
* Unit vitbin tba system (CIC Module).
* buf.max.size - string of characters whose integer correspondent
* is tbe maximum number of bytes in tba interface fifo.
* progname - name of tha calling application program.
«■ PLEASE IOTE THAT II THIS VERSIOI OILY 16 MODULES
* ARE ALLOWED, 
a output parameters: none.
* returned value: ERROR [ -1 ] if it was not possible to connect with communication
* channel.
* I0_ERR0R C O ]  othervise.
*/
int init_exetv_unit(progname, num_this_exetv_unit, nc_int_max_size) 

u_long num_this_exetv_unit;
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int nc.int.fifo.size; 
char *buf_max_size; 
char aprogname;

■c
u.long abyta.ordar.tast; 
char ap.aux;

/*
* Check the host byte order.
*/

byte.order.test = (unsigned long a) calloc (1, sizeof (unsigned long)); 
abyta.ordar.tast = 0x00000001;
p.aux * (char a) byte.order.test; /a space allocated sill be used later as sell a/ 
if ( ap_aux == 0x01 )

inverted.byte.order = FALSE;
else

inverted.byte.order = TRUE;

/*
a Get number of this Executive Unit from function call parameter, 
a In this version, the number of Executive Units (CIC Modules) is limited 
a to 16 (one byte).
*/

name_cu_soc - S0C.BASE.IAME;
name.cu.soc[15] 3 0x30 + (num.this_exetv.unit X 10); 
name.cu.soc[14] = 0x30 + ((num.this.exetv.unit/10) X 10);

/*
a Create socket for communications sith communication unit and make it public.
*/
if ( (exunit.soc = socket(AF.UIII, SOCK.STREAM, 0)) == ERROR ) {

printf ("Xs CXd: error - cannot open stream socket (comm. unit)\n", 
progname, num.this.exetv.unit); 

return (ERROR);
>
printf ("Xs CXd: stream socket for comm, unit opened\n", 

progname, num.this.exetv.unit);

/*
a Request connection with communication unit process.
*/

printf ("X* CXd: requesting connection\n", progname, num.this.exetv.unit); 
printf ("Xs CXd: comm, unit socket is 1 Xs ’\n", progname, 

num.this.exetv.unit, name.cu.soc); 
if ( connect (exunit.soc, name.cu.soc, size.str(name.cu.soc)) == ERROR ) { 

printf ("Xs CXd: error - unable to connect sith comm. unit\n", 
progname, num.this.exetv.unit); 

return (ERROR);
>

/*
a Set size of socket input and output data buffers (neurocomputer interface).
*/

nc.int.fifo.size = atoi (buf.size);
if ( setbufsize (cntrlr.soc, nc.int.fifo.size) < 0 ) {
fprintf (stderr, "Xs CXd:\terror - cannot set comm.unit interface data buffer size\n" 

progname, num.this.controller);
return (ERROR);

>

/*
* Set non-blocking mode for communications with communication unit.
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*/
print! ("Xs ®Xd: connection with comm, unit accepted\n", 

progname, num_this.exetv.unit); 
if (fcntl (exunit.soc, F.SETFL, O.IDELAY) == ERROR) {
printf ("Xs CXd: error - unable to set non-blocking mode (comm. unit)\n", 

progname, num_this_exetv_unit); 
return (ERROR);

}
printf ("Xs CXd: non-blocking mode set (comm. unit)\n", 

progname, num.this.exetv.unit);

/* testing communication and informing the communication unit of the buffer */
/* sixe to be set. */

if ( snd_buf_size (cntrlr.soc, buf.size) == ERROR ) {
fprintf (stderr, "Xs ®Xd:\terror - unable to communicate with communication nnit\n", 

progname, num_this_controller);
return (ERROR);

>
fprintf (stderr, "Xs CXd:\tchannel tested and buffer size set to Xd\n",

progname, num.this.controller, getbufsize(cntrlr.soc));

incomplete.frame -  FALSE; 
data.pending = FALSE; 
reading.data = FALSE; 
last.frame = FALSE;
previous.rx.address = SUM.KAI.SUB.SYSTEMS+l; 
num.bytes.to.send = sizeof (struct Exec.unit.dta); 
num.bytes.left = 0;
num.bytes.to.read -  sizeof (struct Exec.unit.dta); 
num.bytes.missing = 0;

return(IO.ERROR);

F u n ctio n  tx_msg

Function for the transmition of messages to the communication unit.

input parameters: num_bytes_to_tx - number of bytes to be sent (for each nev address,
it is the total size of the message), 

message - pointer to the memory region where the
C num_bytes_to.tr ] bytes of message are. 

rx.address - address of the module to where the 
message is to be sent, 

msg.id - message ID to be transmitted
tx.status - status of the operation in the case of ACK messages.
new_msg - indicates if the size of the message

is to be sent or not.
new.msg == 1, send size, new_msg != 1, do not send size, 

returned value: u.long tx.msg - returns the number of bytes that were actually sent.
>/

u.long tx_msg(new_msg, operation.code, rx.address, tx.status, message, num_bytes_to_tx)

char operation.code, tx.status, msg.id;
char ^message;
u.long rx.address, num_bytes_to_tx;
u.long new.msg;

■c
u.long byte.counter; 
u.short i;
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/*
* Check if last operation was complete, in address or size write operation
* could have been incomplete.
*/

byte_counter = 0; 

if ( datappending ) {

/*
* Check if it is an incomplete frame, or the address or the message size.
*/

if ( incomplete.frame ) {
if ( (rx.address != previous_rx_address) || new.msg ) {

/*
* Complete frame with zeros because for the previous message was either
* interrupted or all transmitted as part of an incomplete frame.
*/

for (i=0; i<(num_bytes_left-1); i++)
exunit_out_dta.Dta[(sizeof(struct Exec_unit_dta)-(num_bytes_left))+i] = ZEROhex;

}
else -C 

/*
e Complete frame with bytes from the "old" message (num_bytes_to_send =< BUS.VIDTH).
*/

for (i=0; i<(num_bytes_left-l); i++)
if ( (i < num_bytes_to_tx) kk (last.frame == FALSE) )
exunit_out_dta.Dta[(sizeof(struct Exec_unit_dta)-(num_bytes_left))+i] = * (message + i); 

else
exunit_out_dta.Dta[(sizeof(struct Exec.unit.dta)-(num.bytes.left))+i] = ZEROhex;

>
/*

* Control byte is already present from the last trial 
*/

y

/*
* Prepare the number of bytes to be sent.
*/

num.bytes.to.send = num.bytes.left;
num.bytes.left = sizeof (struct Exec.unit.dta) - num.bytes.left;

num_bytes_left = write.info (exunit.soc, (Aexunit_out_dta.Dta[03)+num_bytes_left,
num.bytes.to.send);

switch ( num.bytes.left ) { 
case ZERO:

if (incomplete.frame kk !new.msg)
byte.counter = num_bytes_to_send-l; /* number of information bytes */ 

incomplete.frame - FALSE; /* (excludes control) */
if ( last.frame == TRUE ) { 

last.frame = FALSE; 
data.pending = FALSE; 
return (num_bytes_to_tx);

}
break; 

case ERROR:
return (ERROR); 

default:
if ( incomplete.frame kk inew.msg ) {

/*
* If the frame is still incomplete, it will have to be adjusted later again.



* Return the actual number of information bytes sent. 
♦/
if ( (num.bytes.to.send - num.bytes.left) < num.bytes.to.tx ) 

return (num.bytes.to.send - num.bytes.left); 
else {

last.frame = TRUE; 
return (ZERO);

>
>
else {

return ( ZERO );
>

>
>
/* send the message size when there is a different message and the size of the previous 
/* one was not yet sent. This is a consequence of the fact that the messages always use 
/* the long format.

if ( !size.sent ) { 
size.sent = TRUE;

/*
* Control byte for size is always info.
*/

exunit.out_dta.Ctrl = IIFO;

/*
* Translate the integer size of the message into 4 bytes.
*/

ul.to.bytes ( saved.num_bytes_to.tx, Aexunit_out_dta.Dta[03 ); 
num.bytes.left ■ 0;
num.bytes.to.send = sizeof (struct Exec.unit.dta);
num_bytes_left “ write.info (exunit.soc, (Aexunit.out.dta.Dta[0])+num_bytes_left, 

num.bytes.to.send); 
switch ( num.bytes.left ) { 

case ZERO:
data.pending = FALSE; 
break; 

case ERROR:
return (ERROR); 

default:

/*
* Indicate that no data was written (operation must be completed later).
*/

data.pending = TRUE; 
return ( ZERO );

>
>
else

data.pending = FALSE;

/*
* Transmit the header if necessary. Send control byte for operation, logic address of 
+ the receiver, and message ID, (and size later) (message will always use long format). 
*/
if ( new.msg || (previous.rx.address != rx.address) ) { 

previous.rx.address = rx.address; 
if ( num.bytes.to.tx == ORLY.HEADER ) 

size.sent = TRUE; 
else
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saved_num_bytes_to_tx = num.bytes.to.tx;

/*
* For now, this is tbs only translation from logical to physical that is performed. 
*/
exnnit_ont_dta.Dta[l] = msg_id «  5; /* load msg ID and status */
exunit_out_dta.Dta[l] = exunit_out_dta.Dta[1] I (tx.status k OxlF); 
ul.to.bytes ( rx.address, texunit_out_dta.Dta[2] ); /* set receiver’s address */ 
if ( new.msg ) { /* continuation message */

if ( num.bytes.to.tx != OHLY.HEADER ) 
size.sent = FALSE;

>
else {

operation.code -  ZEROhex; 
size.sent -  TRUE;

>
exunit_out_dta.Dta[3] = operation.code; /* position operation code */
exunit.out_dta.Ctrl = BLOCK.WRITE; / * position control byte */

num.bytes.left = 0;
num.bytes_to.send = sizeof (struct Exec.unit.dta);
num.bytes.left « write.info (exunit.soc, (texunit_out_dta.Dta[0])+num.bytes_left,

num.bytes.to.send);
switch ( num.bytes.left ) { 

case ZERO: 
break; 

case ERROR:
return (ERROR); 

default:

/*
* Indicate that no data was written (this operation will have to be 
e completed later).
*/
data.pending = TRUE; 
return ( ZERO );

>
}
/*
* After sending the header, all messages are IVFO.
*/
exunit.out.dta.Ctrl - IIFO;

/*
* Send size of message if appropriate.
*/
if ( new.msg kk !size.sent ) { 

size.sent = TRUE;

/*
* Translate the integer size of the message into 4 bytes.
*/

ul.to.bytes ( num.bytes_to.tx, texunit.out.dta.Dta[0] ); 
num.bytes.left = 0;
num.bytes.to.send = sizeof (struct Exec.unit.dta);
num_bytes_left = write.info (exunit.soc, (£exunit_out_dta.Dta[0])+num_bytes.left,

num.bytes.to.send);
switch ( num.bytes.left ) { 

case ZERO: 
break; 

case ERROR:
return (ERROR);



default:

/+
* Indicate that no data was written (operation must be completed later).
*/

data.pending - TRUE; 
return ( ZERO );

>
>
/+ Loop will be controlled by byte.counter. +/ 

while ( num.bytes.to.tx ! = OHLY.HEADER ) ■[

/*
* Copy message data to communication "buffer".
* If the number of bytes is not a multiple of BUS.WIDTH, the remaing bytes in a data
* transaction are meaningless and set to ZEROhex.
*/

for (i=0; i<BUS.WIDTH; i++) {
if ( byte.counter+i < num.bytes.to.tx )

exunit_out_dta.Dta[ij = *(message+(byte_counter+i));
else

exunit.out.dta.DtaCi] = ZEROhex;
>
/+
e Send actual message.
*/

num.bytes.left * 0;
num.bytes.to.send E sizeof (struct Exec.unit.dta);
num_bytes_left *= write.info (exunit.soc, (Aerunit.out_dta.Dta[0])+num_bytes_left,

num.bytes.to.send);
switch ( num.bytes.left ) { 

case ZERO:
byte.counter “ byte.counter + BUS.WIDTH; 
if ( {(byte.counter < num.bytes.to.tx) ) { 

byte.counter = num.bytes.to.tx; 
return (byte.counter);

>
break; 

case ERROR:
return (ERROR); 

default:
byte.counter = byte.counter + (num.bytes_to_send-num_bytes.left);

/♦
* Check if it will be necessary to adjust the frame next time this function
* is called. ( if the number of bytes left is not the total that should have
* been sent )
*/
if ( {(byte.counter < num.bytes.to.tx) ) {

/*
* Adjust the byte counter for messages which size is not
* multiple of sizeof (struct Exec.unit.dta)
*/

last.frame = TRUE;
byte.counter = byte.counter - (num.bytes_to_send-num_bytes.left);

>
if (num.bytes.left != num.bytes.to.send) { 

incomplete.frame = TRUE; 
data.pending = TRUE;
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>
return ( byte.counter );

>
>
return ( OILY.HEADER );

>

F u n ction  rx_msg

Function lor the reception of messages from the communication unit.

input parameters: num_bytes_to_read - number of bytes to be read.
mess age .buffer - pointer to the memory region big enough to hold 
C num.bytes_to.read ] bytes, 

output parameters: operation.code - code of the operation requested by sender.
tz.address - address of the module that sent the message, 
msg.id.rx - ID of the received message.
rz.status - status of the operation (if an ACK message), 
message.buffer - the buffer contain the [ u.long rx.msg ] bytes 

read.
returned value: u.long rx.msg - returns the number of bytes that sere actually read.

-1 means ERROR.
-2 means an ADDRESS OILY message wich cancels the last 
incomplete buffer.

/
u.long rx_msg(operation_code, tz.address, msg.id.rx, rz.status, message.buffer, num.bytes_to.rx)

char *msg_id_rx, ^operation.code, erx.status;
char *message_buffer;
u.long *tx_address, num_bytes_to_rx;

u.long byte.counter; 
u.short i, nea.message; 
char aux_array[4];

byte.counter = 0;

/*
* Check if there is still a read operation to be completed (this could have been control word). 
*/
if ( reading.data ) { 

if ( control.ready )
control.ready == FALSE;

else
num_bytesjmissing = read.info (exunit.soc, (Aexunit.in_dta.Dta[0])+num_bytes.missing,

num_bytes_to_read);
switch ( num_bytes_missing ) { 

case ZERO:
if ( exunit.in_dta.Ctrl == IIFQ ) {

/*
* Vrite bytes to the message.
* The second test in the loop control part is to avoid buffer overflow.
*/

for (i=0; i<BUS_VIDTH At i<num_bytes_to_rx; i++)
message.buffer[byte.counter+i] = exunit_in_dta.Dta[i]; 

byte.counter = byte.counter + i;

/*
* Check if all bytes have already been read.
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*/
if ( !(byte.counter < num.bytes.to.rx) ) ■£ 

raading.data = FALSE; 
return (byte.counter);

>
>
•Isa {

if ( axunit_in._dta.Ctrl - -  ADD.OILY ) 
raturn (-2);

/♦ translate massaga ID */ 
previous_msg_id — axunit_in_dta.Dta[l] »  E;

/* translate status +/ 
pravious.status -  axunit_in_dta.Dta[l] t  OxlF;

/* gat oparation coda */
♦operation.coda * axunit_in_dta.Dta[3];

/* move addrass to axpactad position */ 
axunit_in_dta.Dta[0] -  exunit_in_dta.Dta[2];

/ * rasat bytas 3, 2, and 1 */ 
for (i=l; i<4; i++)

exunit_in_dta.Dta[i] = ZEROhex;

/*
* Translata addrass...
*/

previous.tx.addrass = bytas_to_ul ( Aaxunit_in_dta.Dta[0] );

/* ... and finish if only tha haadar was to bo received. */

if (nuia_bytas_to_rx *= OILY.HEADER) { 
raading.data ■ FALSE; 
raturn (OILY.HEADER);

>
>
braak; 

casa ERROR:
raturn (ERROR); 

dafault:
num_bytas.to.raad = num.bytas.missing;
num.bytas.missing — sizaof (struct Exec.unit.dta) - num_bytas_missing;
return (ZERO);
braak;

>
>
/*
* Start reading tha massage.
* If tha number of bytas requested is smaller than BUS.WIDTH, tha remaining number 
a of bytas read from tha bus (tha most significativa ones) are ignored.
•/

♦tx.addrass = previous.tx.addrass;
♦msg.id.rx = pravious.msg.id;
♦rx.status = previous.status; 
raading.data = FALSE; 
while ( TRUE ) {

num.bytas.missing = 0;
num.bytas_to.raad = sizaof (struct Exec.unit.dta);
num.bytas.missing = read.info (exunit.soc, (Aexunit_in_dta.Dta[0])+num_bytes_missing,

num_bytas.to.raad);
switch ( num_bytas_missing ) { 

casa ZERO:
if ( exunit.in.dta.Ctrl == IIFO ) {

/*
* Write bytas to tha massage.



* Tha second test in tha loop control part is to avoid buffer overflow, 
a /

for (i=0; i<BUS_VIDTH Aft byte_counter+i<num_bytes_to_rx; i++) 
message.buffer[byte.counter+i] = exunit_in_dta.Dta[i]; 

byte.counter = byte.counter + i;

/*
• Check if all bytas have already bean read.
*/

if ( {(byte.counter < nua.bytas_to.rx) ) 
raturn (byte.counter);

>
else {

if ( axunit.in_dta.Ctrl == ADD.OILY ) 
raturn (-2);

/a
a If a control word was road, register it and return tha 
a previously read bytes, unless it is a continuation 
a massaga (same addrass and msg.id). 
a /

aux.arraytO] = cntrlr.in.dta.Dta[2]; 
aux_array[l] * ZEROhex; 
aux.array[2] = ZEROhex; 
aux.array[3] = ZEROhex;
if ((atx.addxass ** (bytas.to.ul (ftaux.array[0])) ) kk

(previous_msg_id == (u.long)(axunit_in_dta.Dta[l] »  5)) kk 
(ftexunit_in_dta.Dta[3] == ZEROhex))

/a do nothing if it is a continuation massage with * /
/a tha same ID and from tha same addrass a/

break; 
control.ready = TRUE; 
raading.data = TRUE; 
raturn (byte.counter);

>
break;

casa ERROR:
raturn (ERROR); 

default:

/ a
a If tha read operation was incomplete, raturn but complete tha 
a operation later.
*/

num.bytes.to.read = num.bytas.missing;
num_bytas_missing = sizaof (struct Exec.unit.dta) - num_bytas_missing; 
control.ready = FALSE; 
raading.data = TRUE; 
raturn (byte.counter);

Function bytes_to_ul
/ a
a Function converts a sequence of four bytas, LSB first, into an unsigned long integer, 
a
a input parameters: four.bytas - pointer to a buffer 4 bytas long to hold tha result,
a output parameters: none.
a returned value: u.long bytas.to.ul - value which is the result of the convertion.
a /
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u.long bytes.to.ul ( four.bytes ) 

char four.bytesD;

■c
u.short i; 
u.long *paux;
static char array.aux[sizeof (unsigned long)];

if ( inverted.byte.order ) { 
t o r  (i=0; i<4; i++)

array.auz[(sizaof(unsigned long)-l)-i] = four_bytes[i];
>
else

for (i=0; i<4; i++)
array_auz[i] = four_bytes[i];

paux = (unsigned long *) array.aux; 
return (epaux);

>

F u n c t i o n  u l _ t o _ b y t e s  
/*

* Function converts an unsigned long integer into a sequence of four bytes, LSB first, 
e
* input parameters: number - unsigned integer to be converted.
* the.bytes - pointer to a buffer 4 bytes long to hold the result.
* output parameters: ethe.bytes - sequence of four bytes result of the convertion.
* returned value: none.
*/

ul.to.bytes ( number, the.bytes )

u.long number; 
char ethe.bytes;

u.short i; 
char ep.aux;

p.aux “ (char e) calloc (1, sizeof (unsigned long)); 
p.aux = (char e)ftnumber; 
if ( inverted.byte.order ) 

for (i=0; i<4; i++)
the.bytes [i] = e(p_aux+(sizeof(unsigned long)-l)-i);

else
for (i=0; i<4; i++)

the.bytes [i] = e(p_aux+i); 
free (p.aux);

>

F u n c t i o n  f l o a t _ t o _ b y t e s  
/ e
e Function converts a floating point number into a sequence of bytes, LSB first, 
e
e input parameters: number - pointer to the floating point number to be converted.
* the.bytes - pointer to a buffer long enough to hold the result,
e output parameters: ethe.bytes - sequence of four bytes result of the convertion. 
e returned value: none.
e /
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void float.to.bytes ( number, the.bytes )

float enumber; 
char ♦the.bytes;

•C
u.short i;
char op.aux = (char ♦)number; 
if ( inverted.byte.order )

for (i=0; i<(sizeof (float)); i++)
the.bytes [i] = *(p_aux+(sizeof(float)-l)-i);

else
for (i=0; i<(sizeof (float)); i++) 

the.bytes [i] = e(p_aux+i);
>

Function bytes_to_float 
/♦
♦ Function converts a sequence bytes, LSB first, into a floating point number.
*
♦ input parameters: bytes - pointer to a buffer hold the bytes.
♦ output parameters: none.
♦ returned value: float bytes.to.float - value vhich is the result of the convertion. 
♦/

float bytes.to.float ( bytes ) 

char bytes □  ;

u.short i; 
float epaux;
static char array_aux[sizeof(float)]; 
if ( inverted.byte.order )

for (i=0; i<(sizeof (float)); i++)
array.aux [(sizeof (float)-D-i] = bytes[i];

else
for (i=0; i<(sizeof (float)); i++) 

array.aux[i] = bytes[i]; 
paux = (float ♦) array.aux; 
return (epaux);

>

E .2  Includ e F iles

File exetvjunit-jdefs .h
/♦ Header file for definitions ♦/
/♦ involving the CIC Module’s ♦/
/♦ Executive Unit process. ♦/

struct Exec.unit.dta {
char Dta [BUS.WIDTH]; /♦ data passed through the Executive Unit/Comm. Unit channel ♦/ 
char Ctrl; /♦ Ctrl (Commands/Status) information ♦/

>;
♦define IUM.MAX.TRIALS 4

♦define IVFO 0x00 /♦ tag for information in the FIFO ♦/



♦define ADD.OILY 0x01 /♦ tag for address only beat ♦/
♦define BLOCK.VRITE 0x02 /♦ tag for address to block write ♦/
♦define BROADCAST 0x04 I* tag for address to broadcast ♦/
♦define IIPUT.FIFO.OI OxOS /* tag for input.fifo.control */

♦define SOC.BASE.IAME '•_soc.cu.exunt__"

♦define OILY.HEADER -2 /* indication for the transmission ♦/
/♦ of the header alone. */

File exetvjunit_glob_var .h
/♦ Hoader file for definitions 
/♦ involving the global 
/♦ variables of the
/♦ CIC Module’s Executive 
/♦ Unit process.

/*
* Global variables 
*/

static struct Exec.unit.dta exunit.out.dta, exunit.in.i
static char ♦name.cu.soc;
static int exunit.soc;
extern int num.this_sub.system;

static int exunit_out_n.to.iir, exunit.out_n_to.rd;
static int exunit.in_n_to.vr, exunit.in_n_to.rd;
static int exunit.out_n.left, exunit_out_n_missing;
static int exunit_in_n_left, exunit_in_n_missing;

static u.short vrite.ok, read.ok;
static u.short inverted.byte.order;

char ♦p.aux;



Appendix F 
Complete Simulation Results

This Appendix presents the complete set o f graphs comparing the execution 
times o f the CNC simulations with those of a stand alone network. For a 
description of the simulations and some o f the results, refer to Chapter 7.
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Figure F.39: Recall - two neurocomput
ers, exf =  4096

Figure F.40: Recall - two neurocomput
ers, exf = 8192


