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ABSTRACT

This thesis investigates the differences between results obtained by applying two- 
dimensional operators to sequences of slices through three-dimensional image data, and by 
applying three-dimensional operators to the same data. Emphasis is placed on the differing 
results for surface extraction which are obtained when the surfaces are generated from two- 
dimensional edge operators or directly from three-dimensional surface operators. In particular, 
three-dimensional surface detection operators are shown to perform better than the concatena
tion of edges derived from their two-dimensional analogues.

Several new contributions to the fields of pixel and voxel processing are made. Dode
cahedral connectivity is presented as a solution to the three-dimensional connectivity paradox. 
The problem of edge and surface detection is examined in detail. Derivations and proofs of 
new morphological properties of arbitrary dimension Laplacian operators and zero-crossing 
detection algorithms are provided, as are the conditions under which they can be successfully 
applied, and what form is most appropriate for a desired resultant topology. New, more accu
rate approximations of the three-dimensional Laplacian are also derived and applied. The per
formance of a small class of fundamental, yet well established, differentiation based local 
neighbourhood edge and surface detection operators is examined in the presence of noise and 
under varying slicing conditions. This simple class of operators has been chosen to provide an 
initial framework for an investigation which could be extended to more sophisticated opera
tions.

A survey of binary digital topology in two and three dimensions is provided giving a 
theoretical basis for the comparison between differences in output of edge and surface detec
tion operators. Also, a survey of many of the types of operators one is typically interested in 
applying to pixels is provided where the operators are extended to operate on voxels, and 
numerous examples are provided which demonstrate the differences between them with 
regards to resultant topology. Operators such as spatial and frequency transforms, filtering, and 
the like are described, extended to three-dimensions, and applied to real world data. Edge and 
surface detection operators are applied to real world data sets consisting of MRI slices through 
regions of the human body and serial section microscopy slices through organs of a rat, and a 
simple approach to the use of the output of edge and surface detection operators is described.

The image and volumetric processing algorithms are implemented within a new inter
preted software environment. A description is provided of the design and implementation of 
this software which is divided into several layers in order to meet the needs of different levels 
of users. The environment is simple yet powerful, hides the complexity often associated with 
interacting with image processing devices, and is device independent, extensible, and portable. 
It has proved useful in both the ‘rapid prototyping’ of image processing algorithms as well as 
the analysing of such algorithms.

Since the visualisation of three-dimensional data is inherently more difficult than that of 
two-dimensional data, a survey of different solutions to the display of voxel data is presented. 
Demonstrations of some of the methods are given on segmented real world objects and a new 
pattern recognition approach to the fitting of polygons to surfaces is presented and compared 
with other known methods.

Given that acquisition of voxel data sets has become commonplace, the analysis per
formed in this thesis is expected to be applicable in many disciplines.
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Chapter One: Introduction

A chronological progression from one-dimensional signal processing to two- 
dimensional image processing and later to three-dimensional voxel processing has 
taken place over the past thirty five years. Currently all three domains are active areas 
of investigation. The evolution of concepts from the one-dimensional signal realm to 
the image realm has been gradual and rigorous. Unfortunately such a successive 
refinement has not occurred from image to voxel processing, but rather a hiatus has 
taken place. This is partially, if not wholly, due to the rapid adoption of voxel acquisi
tion techniques in the field of medical imaging, together with dramatic increases in 
availability and affordability of computers possessing significant processing power. 
The application of image processing dates back to the ’50s and voxel processing to the 
early ’70s if not before. Surprisingly, in the twenty or so years since voxel processing 
first entered the scene, an analysis of the differences between operating on voxel slices 
using image processing techniques versus using voxel processing techniques has not 
been published. Other issues such as "is it possible to slice three-dimensional objects 
such that their resultant topology is incorrect" and "what is the ‘best’ surface detection 
operator" have not been addressed either.

This thesis attempts to address the lack of understanding between two-dimensional 
image processing and three-dimensional voxel processing in order to fill in the gaps in 
theory. In particular the focus of this thesis is to investigate the differences between 
operating on three-dimensional voxel data slice-by-slice, as if it were two-dimensional, 
and operating on it simultaneously using all three-dimensions within the domain of 
image/voxel processing. The intention is to cast the domain of image and voxel pro
cessing into a common theoretical framework, where voxel level operators are derived 

from commonly applied pixel level operators such that differences in extension as well 
as application can be determined.

There are many different domains in which the aforementioned analysis can take 

place. In a sense these domains are indicative of the types of output one wishes to pro
duce. Roughly speaking, the chapters within this thesis correspond to one choice of 
domain. The chapters cover broad categories, and thus this thesis can be thought of as 
a jigsaw puzzle, which, when assembled, presents a singular view. This particular puz

zle contains only a few pieces, where each contains significant visual detail. This is in 
contrast to a 1 0 0 0  piece jigsaw puzzle where each piece only contains a single feature
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such as a colour or texture.

Many of the ideas investigated and demonstrated appear to an expert to be "obvi
ous" and "simple", and thus as a result have not been proven or demonstrated before, 
but rather, it appears, overlooked and taken for granted. It is hoped by the author that 
this work will lay a foundation for future, more in-depth investigations, as well as pro
viding suggestions and ideas for approaching three-dimensional data. In the process it 
supports some work previously performed by others whilst dispelling myths in other 

approaches. Returning to the previous analogy, it is hoped that a coarse sketch of the 
jigsaw puzzle has been produced which will allow for successive refinement of the 
pieces into the ultimate 1 0 0 0  piece puzzle.

The presentation and investigation of ideas has a bias towards medical imaging 
applications, though the concepts covered pertain equally to most other voxel process
ing domains such as the earth sciences. The focus on medical data is deliberate in that, 
it is hoped, the results and view of this work will give guidance as to the "best" 
approach to the computer processing of voxel data in a field on which human longevity 
may well come to depend.

Each chapter presents ideas already determined by others, as well as adding some
thing new. On their own, these ideas are not major, but placed together in the frame
work of this unified view, contribute to the whole picture. Briefly, the contents of this 
thesis are as follows.

Chapter 2 is concerned with the physical and mathematical properties of voxels. 
In the process of surveying acquisition techniques, physical and digital properties, and 
in investigating relationships between pixels and voxels, a solution to the well known 
three-dimensional connectivity paradox is presented. This solution is believed to be 
original, and is derived within a novel investigation into the morphological properties 
of digital cells. Particular emphasis is placed on three-dimensional binary digital 
topology, where considerable research by others has already been performed. The 
detail presented is sufficient to allow for comparing differences of operator output with 
respect to resultant topology in subsequent chapters.

Chapter 3 describes a simple yet powerful image and voxel processing environ
ment which has been implemented to provide the necessary functionality for the 
majority of computer processing required in this thesis. As a result, it provides a com
mon algorithm description language, at the slice level, which is used in subsequent 
chapters to describe the application of operators to real and synthetic data.

Chapter 4 contributes to the overall view by surveying the types of operators one 

is typically interested in applying to pixels, extending these operators to voxels, and
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providing numerous examples which demonstrate the differences between them with 
regards to resultant topology. Image operators such as transforms, filtering, and the 
like are described, extended to three-dimensions, and applied to real world data. This 
chapter covers significant ground and thus is a survey in the broadest sense.

Chapter 5 looks at the problem of edge and surface detection in detail, and in the 
process provides several new properties and theorems about the Laplacian operator 
which suggest under what conditions it can be successfully applied and what form is 
most appropriate for a desired resultant topology. The theorems and properties are 
believed to be original and are derived in an examination of the output of the Laplacian 
within the context of mathematical morphology. New, more accurate approximations 
to the three-dimensional Laplacian are also derived and presented. Inherent differ
ences between the two- and three-dimensional operators are also described, thus pro
viding a starting point for the application and analysis which follows in the next two 
chapters.

Chapter 6  looks at the performance of the operators derived in chapter 5 in the 
presence of noise under varying slicing conditions. It comprises an extension to an 
experiment published over twelve years ago [Pratt78], which consisted of a com
parison of a class of two-dimensional edge detection operators. The new investigation 

presented herein consists of comparisons between operators of different dimensionality 
as well as between the same dimensionality. In other words this chapter attempts to 
answer the question as to which operator in a small class of surface detection operators 
is "best" under certain conditions. In the process of answering this question the differ
ences of performance between two-dimensional operators and their three-dimensional 

counterparts is also examined.

Chapter 7 applies the "best" operator found in chapter 6  to various real world 
voxel data sets and suggests an interesting perspective on how the output of a surface 
detection operator can be used. The real data used contains various properties, ranging 

from desirable to undesirable. The purpose of this work is to provide examples of how 
such an operator can be applied, together with support from some of the other filters 
described in chapter 4, and not actually to solve particular applications.

The display of three-dimensional data is inherently more difficult than that of 

two-dimensional images. As a result, chapter 8  surveys different solutions to the prob
lem of displaying three-dimensional voxel data. Demonstrations of some of the 
methods are given on the segmented real world objects described in chapter 7. Chapter 
8  also presents a new pattern recognition approach to the fitting of polygons to sur

faces, which is more robust than the other methods presented.
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The order and contents of the chapters has been chosen to facilitate a gradual 
spiral from abstract to specific, from general to particular. As a result, the ordering of 
operators presented is not necessarily chronological in terms of how they might be typ
ically applied. This particular ordering has been chosen to build up momentum in get
ting to the analysis of a particular class of operators in chapters 6  and 7. Therefore, 
chapters contain a fair number of backwards references, sometimes postponing in- 

depth discussions or examples until later. Thus, this thesis is best read in the order in 
which it has been written.
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Chapter Two: Voxel Data

This chapter is concerned with both physical and mathematical properties of two- 

dimensional (2D) and three-dimensional (3D) image data sets. An understanding of 
these properties is essential if meaningful operations are to be performed. In a sense 
this chapter is the foundation upon which subsequent chapters rest.

The chapter is divided into four sections. The first sets the stage by describing the 
digital form of both 2D and 3D data sets. The second section surveys how these data 
sets are acquired, what information they contain, and the forms of error which crop up 
in their acquisition. The third section defines important mathematical properties of 
discrete digital data which must be taken into account when performing processing and 
analysis. Also a new detailed investigation into digital adjacency as it applies to cell 
morphology is presented which culminates in a new, definitive solution to the 3D con
nectivity paradox. The final section examines the relationships between 2D and 3D 
images and, in the process, makes an analogy to computer graphics rendering and 
minimum sampling conditions.

2.1 Theoretical foundations

2.1.1 Two-dimensional intensity function

Over the past two decades the field of science concerned with the acquisition, 
transformation, analysis, and interpretation of 2D images has advanced rapidly. 

Automatic computer generated measurements of image intensity functions have been 

applied in fields such as x-ray diagnosis, assembly line inspection and satellite recon
naissance. The underlying basis of all traditional image processing techniques is that 
of a 2D data set consisting of regularly spaced data points referred to as pixels or pels 

(picture elements). The pixels are discrete values, which usually correspond to meas
ured light intensity locally over a rectangular view plane region; as an example con
sider a television image composed of projected dots of light, where the dots are called 
pixels, are evenly spaced in a lattice grid and take on a value from black to white in the 

case of a standard monochrome television. In image processing the values, called grey 
levels, are represented as integers. The grey level spread of pixel values is typically a 

power of two with ranges such as 0...1, 0...255, and 0...65535 being the most common. 

The image being operated on is then a discrete approximation to the real world scene it
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represents. It is often useful, as we shall see in locating edges and surfaces, to consider 
the image to be an approximation to a 2D function /  2(x ,y ) where the X and Y dimen

sions are generally treated as orthogonal basis vectors in the Euclidean space R 2, and 
the value of the function at a particular point is considered to be a measured intensity.

Depending on the field of application, image processing can be an extremely 
difficult task, since images are often just a projection of a 3D scene. The depth infor

mation implicitly contained within an image includes occlusions, focus, perspective, 
texture, a priori knowledge of object sizes, and perhaps shadows.

2.1.2 Three-dimensional density function

Techniques to acquire truly 3D images have been developed to circumvent the 
difficulties associated with making depth measurements using conventional 2D image 
processing techniques. Aside from issues such as depth, occlusions, and shadows, 
information concerning the interior structure of many types of 3D scenes has been 
found to be useful. Consider for example the need to accurately identify the location 
of a blood clot or tumour within a human body non-destructively, i.e. without perform
ing unwanted and perhaps dangerous in-vivo exploratory surgery.

Sometimes binocular stereo image pairs are used and computer analysis is per
formed to reconstruct depth information. This approach is similar to that used by bio
logical visual systems such as those of man and reptile. Although great strides have 
been made in stereo imaging, information on the interior of objects is not available and 
both occlusions and shadows can still occur, and thus it can be thought of as an 
intermediary step between 2D processing and 3D processing.

A function analogous to, but somehow differing from, /  2 U ,y) exists for 3D data 

sets, nominally referred to as voxel data sets. The function /  3 (jc ,y ,z ) of three dimen

sions is usually defined over orthogonal spatial axes of the Euclidean space R 3  and 
consists of some measured attribute of the original 3D scene such as the density of a 
material present within a volume surrounding each point (.x ,y ,z ).

2.1.3 Digital representations

W e shall refer to the digital representation of / „  in R n as Z n. In Z n we refer to 

the elements making up the grid as unit cells or just cells. In 2D a cell is a pixel and in 
3D a cell is a voxel.

At first glance the differences between the functions Z 2  and Z 3  are straightforward 
and result from the addition of a new dimension. For example, Z 3  spans a 3D space 

and is bounded by a hexahedron whereas Z 2  spans a 2D space and is bounded by a
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rectangle. Z 2  is subdivided into 2D rectangles (pixels) and Z 3  is subdivided into 3D 
hexahedra (voxels). Lastly, a pixel typically represents that percentage of reflected and 
refracted energy from the scene being imaged which converges in a small rectangle, 
while a voxel usually represents the percentage of energy contained within a hex
ahedron within the scene being imaged. As is the case with two dimensions, the voxel 
data set acquired consists only of a discrete approximation to the original continuous 

scene, and thus consists of numbers quantised at a limited number of integer values 
within a range of a possible set of values consisting of a power of two, with exponents 
1 , 8 , and 16 and being the most common.

The remainder of this chapter will focus on physical methods used to generate Z 2  

and Z 3  from /  2  and /  3 and will investigate digital relationships in Z 2  and Z 3  and in so 

doing uncover further differences between them.

2.2 Physical properties

2.2.1 Sources of voxel data

Voxel data sets are generated in applications from a wide spectrum of fields, 
among them being the rapidly advancing field of medical imaging, the biological sci
ences, seismology, fluid dynamics, meteorology, structural engineering and geology. 
Most voxel acquisition procedures fall into two broad methods. One of these methods 
involves transmitting some form of energy through a 3D medium and measuring and 
recording the energy which is emitted. The second category involves measuring and 
recording energy which is either inherent in a medium or has been artificially induced. 
We shall refer to these categories as active acquisition and passive acquisition 
respectively.

In the medical sciences both active and passive acquisition methods are used. 
Examples of active acquisition in medical imaging are x-ray transmission computed 
tomography (CT) and magnetic resonance imaging (MRI). In the former, one
dimensional (ID) beams of x-rays are transmitted at various angles through parallel 2D 
slices and the resultant x-ray photons leaving the scene are recorded by a detector. 
Reconstruction is carried out using a tomographic method called back projection to 

yield 2D parallel planar slices (tomograms) of the 3D space. Like x-ray transmission 
CT, MRI is used to record and measure tissue properties, but rather than resulting in a 
recording of electron density, MRI voxels provide information on proton densities as 
well as the freedom of molecules containing hydrogen to rotate, and thus provide a 
measure of the amount of fluid present. In this latter case electromagnetic fields are 

transmitted through the medium being measured and reconstructed from discrete ID



19

samples also using CT reconstruction methods. Examples of passive techniques are 
single photon emission computer tomography (SPECT), multicrystal positron emission 
tomography (PET) and emission computed tomography (ECT). These techniques 
involve the injection of a radio-isotope and subsequent measurement of the emitted 
energy, usually gamma rays, in ID slices which are then also reconstructed using back 
projection methods to yield 2D slices.

There exists an active acquisition imaging technique, used in the biological sci
ences, which is not performed in-vivo and does not use back projection. The 2D slices 
are called serial sections. In this case, the objects of interest are physically sliced into 
thin parallel 2D planes and are stained and imaged, sometimes under a microscope, 
where the energy transmitted and recorded is that of visible or ultra-violet light.

In the previous examples we have seen that various forms of energy are used and 
measured. The wave motion of particles in a medium such as water or air can also be 
measured, such as is in fluid dynamics and meteorology. In geology and seismology, 
shock or sound waves are induced and measured as they pass through, and are reflected 
off, materials.

The data used to illustrate the techniques derived in subsequent chapters consists 
of samples derived from active acquisition processes, namely MRI and serial section 
microscopy. Phantom data is also generated and used. A description of the acquisition 
and generation of the voxel data used can be found in Chapters 6  and 7.

Detailed information on the physics of voxel acquisition is beyond the scope of 
this thesis. Interested readers are directed to [Webb8 8 ] for a discussion of the physics 
of medical imaging. In particular for x-ray computed tomography [Dance8 8 ], 
[Evans8 8 ], [Swindell8 8 ], and [Dobbs8 8 ], for radio-isotope imaging such as PET, 
SPECT, and ECT [Ott8 8 ], and MRI [Leach8 8 ] which also gives a detailed introduction 
to the process of CT back projection techniques. Detailed theory and application of 

CT back projection techniques can be found in [Herman80], [Barret81] and 
[Natterer8 6 ]. For the physics of the interaction of light such as is used in laser ranging 
and serial section microscopy the reader is directed to [Jenkins81] and for wave propa
gation such as is used in diagnostic ultrasound, seismology, and fluid dynamics to 
[Bamber8 8 ].

2.2.2 Information content in voxels

With some knowledge of how voxels are acquired, it is now possible to define 

what property they represent and how they represent it. As was indicated above, a 
voxel is derived from the measurement of an interaction of some form of energy either 
passing through or emitted from a substance within a constrained region of space.
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More specifically, a voxel is a volume element containing a discrete density value 
which represents some measurable physical phenomenon, usually corresponding to the 

interaction between energy and material in a constrained volume of space. In the case 

of MRI data it is the proton densities and spin echo; in serial sections it is the interac
tion of light characterised by reflection, transmission, and refraction. The range of pos
sible voxel values represents the relative degrees of energy interaction over some spec
trum of measurable phenomena. It is usually correlated with physical densities so that 

a small value represents no object, and a large value the surface or interior of an object. 
For example, in the case of serial sections, large density values are portions of anatom
ical structures such as arteries and low values are the surrounding medium, whether tis
sue or fluid.

Since the human visual system is only appropriate for the visualisation of 2D pro
jections of 3D scenes, voxels are generally derived as a visualisation aid to understand
ing, such as diagnosing and measuring the internal nature of various 3D objects. In the 
case of the medical sciences, the benefits are obvious as internal structures can be 
non-destructively measured in-vivo. In the physical sciences massive structures, such 
as portions of the earth’s crust, can be studied without large scale excavation and des
truction.

Voxels are ordinarily considered to be cubic, although one of its three dimensions 
may sometimes be larger than the other two. The corresponding real world dimensions 
of a voxel are dependent on the specific acquisition method used, and range from mil
limetres and centimetres for medical imaging and serial section microscopy, to metres 

and kilometres or more for geology, seismology, and meteorology.

With some idea of what information a voxel represents, its dimensions, and the 
significance of its digital value, which we will hereafter refer to as its grey-level, we 
can now examine the sources and effects of noise in voxel data sets.

2.2.3 Noise

Discretised data provides a crude approximation to the continuous physical world. 
One reason for this is that the acquisition process is far from perfect and thus noise is 
incorporated into the data. Noise results from factors both internal and external to the 
data acquisition process. Internal factors include, but are not limited to, penumbra, 
fluctuations in energy measured (whether actively or passively), scatter, and receptor 
resolution. External factors include background energy, object movement, and errors 
from the tomographic reconstruction process.
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Penumbra is a form of noise in the resultant image due to the finite size of some 
energy source, such as x-rays (of wavelength 10- 1  nm). The blurring B in an image 
can be calculated geometrically for a point energy source as follows, where m is the 
image magnification, W  the aperture width of the collimator, d  i the distance from the 

collimator to the energy source, and d 2  the distance from the collimator to the image 

plane (see figure 2 . 1 ).

The important thing to note about penumbra is that the amount of blur is related to 
image magnification and to the size of the collimator being used.

Figure 2.1 Geometrical calculation of blur resulting from penumbra.

Statistical fluctuations in the energy detected by receptors can result in fluctuations 
in the digital signal being recorded. These fluctuations result in small changes in the 
apparent density of a voxel, and thus a homogeneous region ends up being represented 
as a heterogeneous digital region. Such fluctuations can in principle be clamped to be 
within a narrow range by increasing the energy dosage. Since increase in energy 

dosage is not always feasible, as its effect may be harmful to the subject or the

B=W  1+ 4 2- =W (l+m )

Blur B detector 
(image plane)

W\ collimator

point energy source
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receptors, various forms of computer processing can be performed to blur and average 
such effects. Processing of this form is described in more detail in Chapter 4.

Scatter is characterised by fluctuations in the amount of energy absorbed by the 
receptors as it is emitted from the scene being imaged. In active acquisition methods, 

scatter results from the fact that the energy applied does not in general intersect the 
objects in its path at precisely right angles. A small deviation in the angle results in a 
receptor close to the correct one detecting the energy and a large deviation results in a 
receptor quite far away detecting the energy. The overall effect of scatter is to intro
duce ‘salt and pepper’ noise to the discrete data and to blur what might otherwise have 
been sharp edges.

The last internal acquisition error factor is receptor resolution. Since energy will 
diverge in directions out of the current slice plane an energy beam measured in one 
direction may be recorded at a slightly different position and value to a beam in the 
opposite direction.

Background noise consists of energy collected from the environment at large. A 
real world example is the white noise sound emanating from some electrical appli
ances, which interferes with an otherwise clear radio signal. Background noise of this 
type is also exhibited in the form of salt and pepper noise.

Blurring and misregistration, due to object movement whilst the imaging process 
is taking place, or due to miscalibrated receptor planes, is a common phenomenon. 
Although reducing the time of physical data acquisition when possible will reduce its 
effect for medical imaging, the problem is inherent in serial section microscopy. Serial 

sections are typically laid out on a microscope slide as they come out of the micro
tome. As a result computer processing must be applied to register (align) each slice 
with its previous and next neighbours. Although it is theoretically possible to do this to 

an accuracy within ±Vi a voxel, in practice this is not always the case. Issues related to 
slice registration are discussed in Chapter 7.

Tomographic reconstruction itself can be a source of error as well as a magnifier 

of errors that have crept into the imaging process prior to its application. As an exam
ple phantom edges and shadows are known to be produced [Leach8 8 ]. One reason for 
this is that information is being interpolated from sometimes sparse samples.

W hen processing voxel data sets, issues such as the correlation of inter-slice and 

intra-slice noise must be considered. If the majority of noise is slice dependent, then 
2D filtering can be applied to each slice in turn, otherwise 3D filtering must be applied. 

Patient movement and non-parallel slicing is a case of 3D correlated noise, whereas 

general digitisation error due to physical limitations of the detector being used results
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in inter-slice noise.

2.2.4 Contrast and sharpness

Other manifestations of noise in voxel data sets include low levels of contrast and 
some degree of unsharpness in digitised objects. Contrast is affected by the resolvable 
accuracy of the measurement device, discretisation of the density property being meas

ured, and the local properties of the scene. Consider for example how varying amounts 
of bone, fat, and fluid can affect resultant measurements. The effective resolution of 
the detector being used for measurement, as well as the scattering effect of the objects 
being imaged for a particular form of energy (photons for example), can play substan
tial roles in reducing the sharpness of the resultant data.

Considerable improvements are being made by medical imaging technologists in 
reducing the background scatter recorded by detectors. Physical improvements include 
the use of devices such as scanning slits and both stationary and moving grids. 
Another improvement involves minimising the separation between the patient and the 
receptor device, thus taking advantage of the well known inverse square law. The 
inverse square law simply states that the magnitude of the signal falls off as the inverse 
of the square of the distance between the object being imaged and the receptor. The 
general idea behind all these techniques is to record only that energy which is as close 
to perpendicular as possible to the imaging medium. Computerised techniques are also 
applied to increase sharpness. One medical practitioner states "without image decon
volution, the tomographic data are too confused to be of much use."f

2.2.5 Spatial dependencies

Inaccuracies in the digitisation of a defined region in the original scene will, in 

general, result in inaccuracies in the corresponding voxel in the digitised image and 
also in that voxel’s immediate neighbours. Consider for example, the digitisation of a 
solid surface, where the quantity measured and recorded for each voxel corresponds 
very closely to the percentage or amount of the original solid surface contained within 

the corresponding real world volume of the voxel. For a given voxel, the boundary or 
edge of the surface might exactly cover only half of the voxel, and thus results in a 
digitised voxel’s value of one half. If we then include some of the possible forms of 

error previously discussed, we may find that the density value will also vary slightly 
from the true fifty percent say, because of scattering effects from neighbouring voxels

t [Webb88], page 559.
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entirely contained within the interior of the object. When cases such as this are looked 
at on a slice-by-slice basis, one sees that the edge of the surface for that slice is fuzzy.

Another type of unsharpness occurs when the objects that are being imaged move 
faster than the image scan time of the imaging device. This results in the measured 
density being blurred over the time of the movement and is called motion blur. For 

example, in photography the use of a slow shutter speed on fast moving objects results 

in the moving objects being smeared across the image. Depending on the speed of 
motion and the apparent size of the moving objects with respect to the resultant photo
graph, the smear size for a given point ranges from local neighbourhood regions to 
long streaks possibly covering the entire photograph. In medical imaging patient 
respiration, the beating of the heart and blood flow can cause such effects.

In each of the aforementioned cases we see that the blurring effect is predom
inantly localised over a local neighbourhood for a given voxel. Other situations also 
exist, such as where extremely dense portions of the original scene emit more energy 
than less dense portions. This energy is scattered and recorded in neighbouring, less 
dense voxels. Situations such as the above must be corrected, or at least accounted for, 
when analysing and finally presenting measured properties of the voxel data. In the 
case of serial sections, the initial stage of digitising the slices must align (register) the 
slices so that they may be treated later as a 3D data set.

2.3 Digital properties

Having a mathematical formulation of a 3D scene /  i(x ,y ,z ), an understanding as 
to how its discrete digital approximation Z 3  is represented, where voxels come from, 

and the types of error that are likely to appear in the process of acquisition, we may 

now investigate several important concepts which must be considered when operating 
upon Z 3.

2.3.1 Square/cubic adjacency

A definition of adjacency is necessary to define a digital object and its surfaces. 
Two cells in Z n are said to be adjacent if they touch in a particular direction. The set 
of possible directions in which a cell is said to be adjacent to another cell is an adja
cency set. To distinguish between the different ways that cells can be adjacent we dis
tinguish their adjacency sets by prefixing the size of the set onto the name. Thus if two 

cells are adjacent in a direction which is an element of an adjacency set with n ele

ments then the set is referred to as the n-adjacency set and the two cells are said to be 
n-adjacent. Before considering adjacency in 3D, it is useful to consider adjacency in 
both ID and 2D.
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In one dimension, a configuration of cells is said to be sym m etric if it is 
equivalent to itself rotated by an angle of n. In ID we need only consider a 3x1 neigh
bourhood if we are interested in knowing when cells are adjacent, because a cell has 
only two neighbours in ID. In a 3x1 neighbourhood there are four unique symmetric 

configurations of cells, as in figure 2 .2 .

F igure 2.2 Symmetric ID adjacency configurations.

A graphical representation of adjacency sets is used, where a black cell indicates 
that the cell contains an object value and a blank cell indicates a background value. 
Throughout the rest of this discussion adjacency sets are defined for black object cells 
as a notational convenience. Of the ID configurations, a definition of adjacency need 
only consider those whose central cell together with one of its neighbours contain an 
object value. We define such a configuration to be reasonable. Thus we can see that 
there is only one ID reasonable symmetric adjacency set which is D 1 and which con
sists of a cell together with its two neighbours. Moreover we can see that half of the 
configurations are the inverse of the other half, namely those where A 1=—iD 1 and 
B 1=—iC l . If we call the directions of D 1 left and right, then given a cell a  and another 

cell p, p is 2 -adjacent to a  if p touches a  on either its left or right side.

In two dimensions a 3x3 neighbourhood must be considered when generating 
adjacency sets. In a 3x3 neighbourhood there are eight symmetric configurations of 
pixels, where four are the inverse of the other four. 2D symmetry implies rotational

invariance about an angle of - j -. The generation of the eight 2D neighbourhood

configurations is straightforward from the ID configurations. One simply lets each 
3x1 and 1x3 edge of the 3x3 neighbourhood be each of the ID configurations in turn. 

This results in four configurations with the central pixel undefined. Next one doubles 
the number of configurations by allowing the central pixel to be either (black) or empty 
(blank). All of the symmetric configurations for 2D are in figure 2.3.
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B2 C2 D2 E2 F2

Figure 2.3 Symmetric 2D adjacency configurations.

From figure 2.3 we see that there are three symmetric neighbourhood 
configurations for 2D which are reasonable. These adjacency sets are F 2, G 2, and H  2  

where we shall refer to the relationships that they represent as 4-adjacency, 4 ’- 
adjacency, and 8 -adjacency respectively. 4 ’-adjacency is rarely used, as it considers 
pixels to be adjacent which intersect in less area than other possible neighbours (i.e. 
they touch only in a vertex as opposed to an edge). The 4-adjacency set is sometimes 
referred to as the von Neumann neighbourhood and the 8 -adjacency set as the Moore 
neighbourhood.

3D symmetry implies rotational invariance about an angle of -j*, only now about

three axes rather than two. The 3x3x3 neighbourhoods of voxels can be derived using 
the same technique as that used in deriving the 2D configurations from the ID 

configurations. Instead of using the ID edges though, we let each 3x3 face be one of 

the 2D configurations. Again a copy of the eight 3x3x3 configurations is made with 
the central voxel either empty or full. Eight of the sixteen 3D symmetric 3x3x3 voxel 
neighbourhood configurations are shown in figure 2.4 in the form of consecutive 3x3 
slices through the cubic neighbourhood. The remaining eight configurations are the 
same but with the central voxel blank.

O f the configurations in figure 2.4, B 3, F 3, and H 3  are the most commonly used 

and are referred to as 6 -adjacency, 18-adjacency, and 26-adjacency respectively. The 
other configurations are not generally used, as they define neighbouring voxels to be 

adjacent, which share less common surface area with the central voxel under con
sideration than other neighbouring voxels which they define as being non-adjacent.

Adjacency sets which do not define neighbours which intersect in less area than 

other non-adjacent neighbours are referred to as being strong. In 2D the strong
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Figure 2.4 Symmetric reasonable 3D adjacency configurations.

reasonable symmetric adjacency sets then are 4-adjacency and 8 -adjacency and in 3D 
they are 6 -adjacency, 18-adjacency, and 26-adjacency.

This general technique can be used to determine applicable symmetric adjacencies 
for any dimension. Summarising then, in 2D, two or more pixels that share only a 

common vertex are 8 -adjacent and two which share a common edge are both 4-
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adjacent and 8 -adjacent. In 3D, two voxels which share only a common vertex are 
26-adjacent, two that share only a common edge are both 18-adjacent and 26-adjacent, 
and two voxels that share a common face are 6 -adjacent, 18-adjacent, and 26-adjacent.

2.3.2 Connected components and curves in Z n

It is difficult to ascertain the originator(s) of the definitions and terminology which 
follows in this section and the next. The choice of terms and definitions used here is 

modelled closely after [Rosenfeld77].

A notion of connectivity is fundamental to any definition of an object in Z ". A 
continuous real world object, when digitised, should result in a discrete connected 
object if any meaningful measurements and analysis are to be performed. A digitised 
object must then consist of a set of adjacent points. However, it has been shown that 
there are several possible definitions of how digital cells can be considered to be adja
cent. For the moment, let us discuss the general case, and assume that one of the previ
ous adjacency sets has been chosen and define what it means for an object to be con
tinuous in the discrete sense or, more precisely, connected. In the following, we 
assume that the contents of the cells take only the values ‘black’ and ‘white’.

Two cells a  and (3 which are elements of a set V are said to be connected if there 
exists a sequence of members a=PotP i , . . .  ,P m- (3 such that each Pi is n-adjacent to 
P i- 1 for 1 <i<m and P /e T  for 0<i<m. The sequence of members Pq, . . .  ,P m is 

called a path. A homogeneous set of cells is said to be a connected component or 
just a component if every element of the set is connected to every other element of the 
set. A component defined using n-adjacency is said to be n-connected.

In order to differentiate one component from other components, the process which 
is called segmentation, we must define whether a cell is in the interior of a component 
or on its border. A cell is said to be isolated if the component of which it is a member 
consists of no other cells. Thus an isolated cell is not adjacent to any other cells of the 
same value. A cell is called a border cell if it is adjacent to a cell of a different value. 
Thus an isolated cell is a border cell but a border cell is not necessarily an isolated cell. 
If a cell is not a border cell then it is an interior cell, and thus all of the adjacent neigh
bours of an interior cell have the same value as the interior cell.

A component set T is said to form a curve if for all y e  T, y is a border cell. A 
curve T is said to be closed if every element y of T is adjacent to at least two other ele
ments in T. A curve which is not closed is said to be an arc and the elements of the arc 
which are not adjacent to at least two other elements in the component are called end 
points.
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2.3.3 Frontiers and holes

A component £2 surrounds another component *F if and only if every border cell 
of *F is adjacent to a border cell of £2. The notion of surrounds should not be confused 
with ‘encompasses’ as the former requires that the components touch. A component 
can be both surrounded by a component and surround a component. For example £2 
may surround 'F  and *F may surround T. For this to occur, £2 does not surround T, but 
rather it encompasses it. If £2 and T consist of background values then T is called a 
hole if it is 2D and is called a cavity if T is 3D.

The area of intersection of £2 and 'F (i.e. the shared voxel faces of border cells in 
both £2 and 'F in Z 3) when £2 surrounds *F is said to be the frontier between £2 and XF. 
More specifically this frontier is called the outer frontier of 'F  and an inner frontier of 
£2. If £2 surrounds other components then it has several inner frontiers. The outer 
frontier of a 2D component is its perimeter and of a 3D component is its outer surface.

If a closed curve has exactly two frontiers it is said to be a simple closed curve, if 
it has only one frontier (eg. a 2 x2  square of pixels) is said to be a degenerate closed 
curve, and if it has more than two frontiers (eg. a figure eight) then it is called a com
plex closed curve.

2.3.4 Connectivity paradox

In 2D a component is sometimes referred to as a region and in 3D as an object. A 
region consists of a set of connected pixels, both border and interior, which is assumed 
to entirely consist of the real world ‘object’ in /  2  which has been digitised. Similarly 

an object consists of a set of connected voxels which is assumed to consist entirely of 
the real world ‘object’ in /  3. Definitions for the surface (perimeter) of an object 

(region) have been given without considering adjacency relationships. The adjacency 
used was assumed to have been chosen for our definition of connectivity.

A paradox exists when choosing one of the many adjacency sets previously 

derived. This paradox was initially pointed out for the 2D case by Rosenfeld and 

Pfaltz in [Rosenfeld6 6 ]. In figure 2.5, if all pixels (both background and region) are 
taken as being 4-connected then the black pixels are disconnected (and thus consist of 
four components), yet they still divide the white pixels into two separate components. 
If all pixels are assumed to be 8 -connected then the black pixels form a single com
ponent, which should be a simple closed curve as it has two frontiers. On the other 
hand the central white pixel is not an isolated component, as it is connected to the other 
white pixels, and thus the black curve must be an arc. This paradox is a violation of our 

definition of a simple closed curve, which is based on the Jordan curve theorem. The
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Jordan curve theorem states that a simple closed N-dimensional curve in an N- 
dimensional space will divide the space into two separate components.

Figure 2.5 Connectivity paradox in 2D.

The resolution to this paradox was proposed by Duda et al in [Duda67] and is 
rather straightforward. If we consider objects to be black and background to be white 
then we must use opposite connectivities for each. For example, if we take the black 
objects in the previous figure to be 8 -connected and the background to be 4-connected, 
then the Jordan theorem holds, that is the black curve divides the space into two non
connected regions of background. Similarly, if we choose the black pixels to be 4- 
connected and the white pixels to be 8 -connected, then there are four black com
ponents and only one white component.

The connectivity paradox is much more subtle in 3D. The resolution of the 3D 
paradox is to use 6 -connected object cells and either 18-connected or 26-connected 
background cells [Rosenfeld81]. Similarly if either 18-connected or 26-connected 
object voxels are used then the background must be treated as being 6 -connected. For 
example, if in figure 2 . 6  the black voxels are taken as being 18-connected, then the 

background must be 6 -connected, otherwise the cavity seen as a hole in the central 

slice will be connected to the background with either an 18-connected or a 26- 
connected background.

2.3.5 Hexagonal/dodecahedral adjacency

Hexagonal pixels, rather than rectangular, are sometimes used to circumvent the 

2D connectivity paradox, yielding 6 -connected regions on a 6 -connected background 
[Smith69]. Hexagonal pixels do not seem to have been widely adopted since
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Figure 2.6 Connectivity paradox in 3D.

rectangular pixels become the defacto hardware standard for display. One scheme for 
simulating hexagonal 6 -connectivity in software involves using standard rectangular 
pixels, but treating alternate rows as if they had been shifted by half a pixel. For exam
ple, if odd numbered rows are to be ‘shifted’ to the left then the connectivity 
configurations are in figure 2.7, where E 2  is used on even numbered rows and O 2 on 
odd numbered rows.

E* Oa

1 1 1 1

1 1 1 1 1 1

1 1 1 1

Figure 2.7 Shear masks for hexagonal connectivity.

There exists a three dimensional equivalent to the hexagonal connectivity of 2D. 

Both objects and background can be taken to be 12-connected; thus a voxel consists of 
12 pentagonal faces and is a dodecahedron (see figure 2.12). (The use of dode
cahedral connectivity to avert a 3D connectivity paradox is believed to be original to 
this thesis.)
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Like the cube, the dodecahedron is a regular congruent polyhedron, and like the 
hexagon, the edge angle between faces meeting at a vertex is 120°. A polyhedron is a 
solid which is bounded solely by planar faces. A congruent polyhedron consists of 
polygonal faces which are all of the same size and shape. A polyhedron (polygon) is 
convex if connecting line segments between every pair of vertices lies solely inside, or 
on the edge of, the polyhedron (polygon).f A convex polyhedron is called regular or 
Platonic if it is bounded by congruent polygons in which the same number of edges 
meet at each vertex.

The dodecahedron can be simulated in a cubic grid by shearing. First alternate 
columns are ‘shifted’ by half a pixel, then alternate slices by the same. For example, 
if odd numbered columns are to be ‘shifted’ to the left, and even slices down, then the 
connectivity configurations are as in figure 2.8, where E 3 is used on even numbered 
slices and O 3  on odd numbered slices.

E3

Figure 2.8 Dodecahedral shear masks.

The connectivity paradox is averted in both cases, since no two adjacent cells 
share a common border which is of less area in any other direction. Put another way, in 
each case every vertex on the frontier of a cell is shared by exactly three adjacent cells, 

where the angles between the faces from which it is made are precisely 1 2 0 °; all adja
cent cells touch in an edge in 2D and a face in 3D.

t  Another definition for convex is that the interior angle between edges at any vertex is less 
than 180°.
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2.3.6 Connectivity and discretisation error

Apart from the connectivity paradoxes described above, there are other issues 
which play a role in selecting a connectivity. These issues include algorithmic com
plexity in traversing a 3D surface, and how actual objects are represented when digi

tised. If we accept the algorithm of a walk of a 26-connected surface as possible, 
though somewhat difficult to implement, then the representation of true continuous 
objects in voxel space must be considered.

Consider for example the simple 2D case of a thin cross. If the axes of the cross 
lie nearly on the digitisation axes of the grid, then the resulting region will be accu
rately represented using a 4-connected definition. Unfortunately, if the cross is rotated 
by forty-five degrees from the axis of the digitisation grid, the resultant representation 
at the crossing of the lines will be distorted. The distortion error will be small for a 

well sampled cross (i.e. where a high resolution sampling grid has been used, so that 
the cross consists of many pixels) and large for a poorly sampled cross (consider a one 
pixel thick cross). For reasons such as this it is desirable to digitise at a resolution 
which is meaningful for the objects of interest to be analysed, i.e. above the Nyquist 
frequency.

Other interesting related artifacts which must be considered include the final 
representation of surfaces and edges. One example suffices to give a feel for these 
problems. Consider a digital line, which may be the final result of skeletonising an 
object to its medial axis. Its 6 -connected representation will on average consist of 
many more voxels than its 18-connected or 26-connected representation, and thus be 
thicker. This also holds true for voxels making up surfaces, thus taking volume or per
imeter measurements, by actually counting the number of voxels, may result in dif

ferent values for each possible connectivity.

2.3.7 Frontier tracking

Given the previous definition of a frontier, all that is required in isolating a com

ponent is to visit each of its border cells. The process of frontier tracking then involves 
visiting each of the border cells which make up the outer frontier of a component in a 
particular order. Frontier tracking is used to measure surface properties of the com
ponent of interest, such as surface area. Visiting the border voxels in a given order is 
important when converting the component of interest from a cellular representation to 
some other, such as a polygonal face representation. It is also important to prove that 
the algorithm used visits all the border cells, thus leaving no gaps in its representation, 

and that no interior cells are visited, thus yielding an incorrect surface.
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Figure 2.9 Voxel face nodes with both in-degree and out-degree of 2.

Artzy derived a border voxel tracking algorithm in [Artzy78] which was later, in 
[Herman83], proved correct and to terminate. Artzy proposed that the voxel represen
tation o f Z 3  be converted to a directed graph representation where for each face of a 
voxel, two of its edges are labelled as in and the other two as out, such that each edge 
is an out-edge of one face and an in-edge of another. Converting each voxel face to be 
a node and all of its edges to be arcs yields a directed graph, where for each 6 -adjacent 
voxel we have six nodes, each containing four arcs and having an in-degree of two and 
an out-degree of two as shown in figure 2.9. The in-degree (out-degree) of a node is 
the number of arcs entering (leaving) the node. Given this representation one can 

apply standard binary tree traversal algorithms to the graph to track its surface. Figure 
2.11 shows both the binary tree and directed graph for the 3D object in figure 2.10. 

Artzy proposed refinements to the tracking procedure to make it more efficient, since 
both the in-degree and out-degree are restricted to two. This adaptation is accom
plished by processing the graph as a set of lists rather than a binary tree. Further 

efficiency refinements have been developed and can be found in [Lobregt80], 
[Udapa82], and [Gordan87].

For higher connectivities, such as 18 and 26, the number of nodes increases from 
six for each voxel to 18 or 26 for each voxel, and the number of arcs from each node 
rises from four to six or eight depending on the number of adjacent faces. This 

approach can also be applied to 2D frontiers in a similar manner, where pixel edges 
rather than faces are used.
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Z H

Figure 2.10 A 3D object with arbitrarily labelled surface voxel faces.

The difficulty with this method is that a different algorithm must be used to track 
the interior border as it consists of background voxels and thus, because of the connec
tivity paradox, uses a different adjacency set.

2.3.8 Cell m orphology

So far we have defined several adjacency sets for both 2D and 3D. Before we can 
go on to consider both Euclidean and topological metrics of the cells represented by 
these adjacencies, we must have a better understanding of their ‘shape’. A shape can 
be assigned to a polygonal cell based on the number of neighbours to which it is adja
cent. These shapes are hypothetical, in that the cells are generally digitised and 
represented within a square or cubic grid and thus their digital shape is that of a square 
or cube. The hypothetical shape is a construct derived assuming that the shape of the 
real world portion of space that has been digitised is defined by the adjacency set used 
in operating upon it. This notion of shape is useful in that it allows for criteria to be 

defined which can help in deciding which adjacency set to use.

A 4-connected pixel is a 4 sided regular polygon, which is called a square when its 
edges are parallel to the X and Y axis. A 6 -connected pixel is a 6  sided regular 
polygon, which is called a hexagon when two of its edges are parallel to the X axis,

7Ttwo of its edges are rotated by an angle of -j- with respect to the X axis, and two are

rotated by the same angle with respect to the Y axis. An 8 -connected pixel is an 8  

sided regular polygon, which is called an octagon where two of its edges are parallel to
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Figure 2.11 Binary tree (solid lines) and directed graph (solid and dotted 
lines) for figure 2 .1 0 .

7Tthe X axis, two to the Y axis, two of its edges are rotated by an angle of with 

respect to the X axis and two by the same angle with respect to the Y axis.

All three of these pixel shapes are regular polygons, but only the square and hexa
gon can be used as shapes to tessellate a plane. By tessellate it is meant that it is possi
ble to divide R n into n-dimensional tessera (small mosaic pieces) of identical shape 
which fit together exactly, leaving no spaces or gaps. This property of tessellation is 
important if we wish to consider the corresponding real world shapes of the digital 
cells to truly touch, although in practice, as long as the gaps are small, we may con

sider them to touch their neighbours in all adjacent directions.
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In 3D, a 6 -connected voxel has the shape of a cube (hexahedron), an 18-connected 

voxel the shape of a octadecahedron, and a 26-connected voxel the shape of a hexi- 
cosahedron. In Section 2.3.1 (figure 2.4) the other adjacency sets together with their 
shapes are: C 3, the 8  faced octahedron; D 3, the 1 2  faced rhombododecahedron; £ 3, 
the 14 faced tetradecahedron (cuboctahedron); and G 3, the 20 faced rhom- 
boicosahedron. Properties of the tetradecahedron have been investigated in [Pres- 

ton80] and [Serra8 8 ] and the rhombododecahedron in [Serra8 8 ]. Of the symmetric 
adjacency sets thus derived, the Platonic regular congruent solids of the cube and 
octahedron can be used to tessellate a 3D space (though both still yield a connectivity 
paradox). The remaining tetradecahedron and hexicosahedron are Archimedian semi
regular solids and can not be used to tessellate. A rchim edian (sem i-regular) solids 
do not have congruent faces, but all of their faces are regular polygons (i.e. they are 
composed of more than one type of polygonal face).t Although there exists a Platonic 
icosahedron, the twenty faced voxel generated from G 3  is not regular and thus cannot 
be used to tessellate three space. The shapes of all these voxels are as in figure 2.12.

The Platonic solids of figure 2.13 all tessellate 3-space. Among them the cube 
(hexahedron), octahedron, and dodecahedron have already been described. Since the 4 
sided pyramid does not have a symmetric adjacency set it is not covered in this thesis. 
The twenty faced icosahedron is not considered either, because a connectivity paradox 
will occur with its usage since neighbouring voxels can be adjacent only in a vertex. 
Since this is the case the rhomboicosahedron may as well be used, as no shearing is 
required for its representation in a digital grid.

Plato’s proof that no other regular congruent polygonal solids exist (and thus no 
other 3D tessera) in 3D is straightforward; a sketch of the proof is as follows. If a 
polyhedron is bounded by equilateral triangles, then the edge angles are 60° and only 
three to five faces can meet at a vertex (since by theorem the sum of the edge angles at 
a vertex must be less than 360°). If a polyhedron is bounded by squares or regular pen
tagons then only three can meet at a vertex (by a similar argument, since the edge 
angle is 90° for a square and 108° for a regular pentagon). Faces of six sides (regular 

hexagons) and more cannot be used since each angle is greater than or equal to 1 2 0 °.

Choosing a voxel shape other than the cube requires some thought as to what mor
phological properties a voxel should have. Serra suggests four criteria for the selection 
of a cell shape in 3D [Serra82]. These criteria are as follows.

t  An Archimedian solid may be constructed from a Platonic solid by cutting off the vertices in 
such a way that the plane sections are regular and congruent but the resultant polyhedron’s 
vertices have different numbers of edges meeting at them.
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1.) The shape should consist of a set of equally distributed adjacency directions;

2.) The shape should be as close to a sphere as possible;

3.) The shape should be representable in a digital space (required for a definition of
digital connectivity);

4.) The shape should consist of as few vertices as possible and occupy a minimum
number of successive slices.

Using these criteria one finds that the second and fourth are somewhat contradic
tory, as the more vertices used, the more closely a polyhedron resembles a sphere. We 
can use (4) simply to limit our cell shapes to be within three planes, and thus composed 
of a maximum of 26 faces, as the upper limit on cell shapes. This results in any of the 
previously defined polyhedra as being acceptable. All of the polyhedra previously 

defined adhere to (3), and thus selection is primarily dictated by (1), (2) and (4). Cri
terion ( 1 ) limits us to the cube and octahedron, criterion (2 ) to the octadecahedron, 
icosahedron, and hexicosahedron. Lastly, criterion (4) suggests that the rhombodode
cahedron, tetradecahedron, and octadecahedron are suitable. Overall selection is 
difficult: some authors such as Preston and Serra prefer the tetradecahedron, whilst 
others prefer the simple cube together with the octadecahedron. The remainder of this 
thesis will concern itself with cubic and octadecahedral voxels, because the resultant 
connectivity paradox is well understood, and cubic adjacency maps well into conven
tional Euclidean geometry. The other structures are not considered, as they do not 
represent strong adjacency sets.

2.3.9 Euclidean properties

The area of a 2D region is defined to be the number of connected pixels, both 
border and interior, that it contains. Similarly, the volume of a 3D object is defined as 
the number of connected voxels, both border and interior, that it contains. The perim
eter of a 2D region is the length, i.e. the number of pixels, on its boundary (i.e. the 
border cells) and the 3D surface area of an object is the number of voxels comprising 
its boundary. It has been noted in [Mandelbrot77] that the perimeter of a digitised 
region often grows exponentially as the digitisation becomes finer, whereas the area 

often approaches a finite limit. Although all of these measures are scale variant, they 

can be represented in scale-independent format as compactness. The compactness of 
a 2D region is simply the square of its perimeter divided by its area, and the compact
ness of a 3D region is the cube of its surface area divided by the square of its volume. 
However, digital compactness does not have quite the same meaning as ordinary 
geometrical compactness, as shown in [Rosenfeld77]; the latter corresponds to circu
larity (i.e. the compactness approaches 471 as the region approaches a circle) which is
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Figure 2.12 Voxel shapes corresponding to the configurations of figure 
2.4. From left to right and top to bottom, they are the hexahedron ( £ 3), 
octahedron (C 3), rhombododecahedron (D 3), tetradecahedron ( £ 3), 
octadecahedron ( £ 3), rhomboicosahedron (G 3), and the hexicosahedron 
(G 3).
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Figure 2.13 The Platonic solids. From left to right and top to bottom, they 
are the pyramid, the hexahedron ( B  3), octahedron (C 3), dodecahedron, and 
the icosahedron.
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not the case in the former.

A more accurate measurement of perimeter is defined to be length, which is the 
number of vertical transitions plus the number of horizontal transitions plus ^ 2  times 
the number of diagonal transitions (if included in connectivity) along a path in R 2  or 
R 3. From this the more general distance metric is simply Euclidean distance, which 

is defined, for two points whose 3D coordinates are (xovVo^o) and (* i,y i,z i) , as fol
lows:

V(x \ - x  o)2+(y i - y  o)2+(z i - z  0 ) 2

In two dimensions, z o and z i are equal and usually taken to be zero. Discrete versions 
of distance are frequently used. The city block distance is the length of the shortest 
4-connected path (4-geodesic) between two cells and the chessboard distance the 
length of the shortest 8 -connected path (8 -geodesic). Similar metrics can also be used 
in 3D for any of the previous mentioned connectivities.

Curvature is also an important metric, though difficult to quantify digitally. Gen
erally curvature is taken to be the rate of change of the slope of the boundary of a con
nected component. When traversing in a clockwise direction, if the slope is non
negative the curvature is said to be convex, else it is concave. Corner points are 
defined as those pixels/voxels along a boundary where there is a change in slope of 
more than 90°. The determination of curvature is difficult with digital data, since 
locally a boundary is often ragged, depending on the connectivity. Thus in determin
ing curvature, it is more useful to average the gradient within a neighbourhood along a 

boundary, perhaps by fitting line segments to it.

2.3.10 Topological properties

It is often helpful to have metrics which are both scale and rotation invariant. The 

field of topology is concerned with properties which are unaffected by any deforma
tion, as long as no tearing or joining takes place. These deformation are sometimes 
referred to as rubber-sheet distortions, since the objects can be stretched and 

compressed without affecting the metrics, which are independent of distance.

We have already encountered two topological properties, namely the number of 
holes and the number of connected components. If we call the number of holes H  and 
the number of connected components C , we can define their inter-relationship by a 
metric known as the Euler number or genus E , where

E = C - H .
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For polygonal regions represented by line segments, the Euler number can also be 
expressed in terms of the number of vertices V,  the number of edges L , and the 
number of faces F as follows.

E = V - L + F = C - H

E can be calculated by applying a series of 2x2 mask templates and counting the 

number of occurrences of each configuration. For example, for both 4-connected and 
8 -connected objects, the arithmetic summation E over all cell locations (the number of 
occurrences) where mask V 2 holds, yields the number of vertices. The grey cell value 
is read "don’t care" and corresponds to either a black object cell or an empty back
ground cell.

Va LaH Lav Lad Fa*  F 2 b  Fato

Figure 2.14 Euler 2D neighbourhood template masks.

In particular, the formulae for the Euler number E 4 for 4-connected objects and 

E g for 8 -connected objects are as follows.

E 4 = Z V 2 - I L 2h - L L 2v + L F 24

Eg = Z V 2 -  IL 2h -  I L 2v -  IL 2d + IF 2t + 'LF2b

By expanding the don’t cares and cancelling opposing terms, as suggested in [Min- 
sky69], the number of masks required can be reduced to those in figure 2.15 and the 
formulae become E ' 4  and E 'g:

E '4 = l £ a - Z £ 4 

£ ,g = E£fl -  I E 8

For polyhedral objects in three dimensions the calculation of the Euler number is 
similar to that for two dimensions, except that now the number of component primitive 
polyhedral solids S must also be taken into account. The three dimensional Euler 
number is as follows [Gray70]:
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E- E* E®

Figure 2.15 Reduced Euler 2D neighbourhood template masks.

E = V - L + F - S

It was found previously that there are two types of holes which can occur in a 3D 
object. In particular there are cavities X  (i.e. connected components of background 
voxels which are completely surrounded by black object voxels) and holes H  (i.e. a 
two ended tunnel like (topologically equivalent to) the hole in a toroid). The 3D Euler 
number is therefore the number of components C minus the number of holes H  plus 
the number of cavities X .

E = V - L  + F  - S  = C - H  + X

The 2x2x2 template masks required to calculate the 6-connected Euler number E 6
have been derived in [Park71], the masks for the 18-connected Euler number E ig in

0

[Yonekura82], and the 26-connected Euler number E 26 in [Morgenthaler80]. For the 
sake of brevity, only the calculation o f E  g is shown; the reader is referred to the 

appropriate references for E ig and E • The template masks required to calculate E 6 

are as in figure 2.16.

Given the previous masks, the 6-connected Euler number is then calculated as follows. 

E 6 = X V 2- I L 3h- I L 3v- I L 3u+'LF3t+'LF3h+ZF3v-'LS3s

Many other methods have also been proposed for calculating the 2D and 3D Euler 
number; the reader is referred to [Kong89] for an excellent survey.

Before closing, it is interesting to note that the Euler numbers of paradoxical con
nectivities are related. For example Morgenthaler has also shown that 

E 26(—'/ )~E 6(/ )=1 and E g(-iI  ) -E  2 6 (/ )=1 for a 3D image / .
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Figure 2.16 3D Euler template masks.

2.4 2D-3D relationships

2.4.1 Digitisation and topology

One problem worth investigating is whether a 3D object can be sliced in such a 
way that it is not connected within one or more of the slices. Before answering this 
question we must digress into an examination of three dimensional topology.

Consider the 6 -connected three dimensional arc of figure 2.17. If any of the joints, 
namely B , C , D , E , F , G o r / / ,  is removed, the chord is split into two. The connec
tivity relationship is built into Euler’s formula which is the following for 6 -connected 
three dimensional objects.

E 6 = V - L  + F - S

By removing one of the aforementioned voxels, the value of V,  which is the number of 

vertices, has decreased by one. The number of edges L  is also reduced, only in this 
case by two, since each of the joint voxels lies on two line segments. Thus, the net 
effect is E  6  =  2 as one would expect since there are now two components. This simple 

example serves to demonstrate that local neighbourhood configurations of voxels dic
tate global topological properties such as the number of objects.
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Figure 2.17 6 -connected three dimensional arc.

Returning to the arc example, if the slice containing A , E , F , G , H  and /  is 
viewed in isolation, then there are two separate components. This illustrates that an 
N-dimensional object must have at least one edge (in the Euler sense) in N orthogonal 
directions. If it does not have edges in all N directions then either it is not N- 
dimensional or it is not a single object. This relationship has different manifestations, 

depending on the connectivity under consideration. For 4-connected objects in 2D it is 

strictly true for the edge directions of X and Y, but for 8 -connected objects, the edge 

orientations which must be considered are X and Y and each rotated by 45°.

The relationship in fact is far more intricate, for the previous example did not con

sider objects with surfaces or thickness, and thus F  and S were zero in Eg- If a single 

face consisting of a 2x2 grid of voxels loses a voxel, its Euler number does not change. 
If on the other hand a 3x3 grid of coplanar adjacent voxels (F=4 ) has the central voxel 
deleted, then a hole has been introduced in the rectangle and the corresponding Euler 
number becomes zero. If a voxel on the perimeter is deleted however, the Euler 
number stays the same. Similar examples hold for 2x2x2 and 3x3x3 solids rather than 
faces. From these examples we can see that a distinction must be made between voxels 
whose presence or absence alters the Euler number. Cells whose absence alters the 

topological property under consideration are called critical and those whose existence 

or lack thereof has no effect are simple. In the arc example, the endpoints A and /  are
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simple, whereas all of the joints B through H  are critical for 6 -connectivity and C , F , 

and H  are critical for both 18- and 26-connectivity.

It is important to realise that a set consisting of more than one adjacent simple 
voxel may be critical, whereas when the elements are taken individually they are sim

ple. For example, for all connectivities in the previous example, {F,G }, [ G ,// }, and 

[F ,G yH } are critical sets.

Returning to the original question of whether a 3D object can be sliced in such a 
way that its topology is altered, one need only consider those local neighbourhood 
configurations containing a critical voxel which might be misrepresented and thus alter 
the global Euler number when sliced. Returning to the arc example, we may ask: does 
there exist an arc connecting two voxels such that it crosses the faces of two non- 
adjacent voxels but does not cross the faces of any other voxels connecting them? If 
the digitisation criterion used is that a voxel will be set if an object crosses (intersects) 
one of its faces, then the answer to this question is quite obviously yes; such a case has 
already been described, namely that of an object of N-dimensions within an N- 
dimensional space (i.e. one may have to examine all N dimensions to determine if two 
N -l dimensional components belong to a single N-dimensional component). From this 
it is obvious that the dimensionality of the object under consideration must be less than 
or equal to the dimensionality of the digitisation space. Unfortunately, even with the 
refined digitisation criteria such a case still exists: consider figure 2.18, which consists 
of an infinitely thin ribbon (or arc if you prefer) where the vertical portion lies on the 
adjacent faces of the horizontal voxels.

Cases such as this are degenerate and only exist for objects which are infinitely 

thin in at least one dimension. In computer graphics, Bresenham’s line drawing algo

rithm [Bresenham65] handles such cases when digitising a 2D line in a two dimen

sional digital grid. The technique is easily extended to higher dimensions. Rather than 
using whether an object crosses a voxel’s face as a criterion, one simply determines 
whether there exists a point on the object which is within a Euclidean distance of V2 

from the voxel’s centre. When this condition is applied to the previous case, the 
degenerate mathematics of a ribbon coincident with the voxel faces is circumvented, 
and all of the 2x3 voxels are selected. The net effect then is to make infinitely thin 

dimensions tubular; thus a straight line becomes a cylinder.

An alternate interpretation exists, where a pixel’s shape is taken to be the largest 
possible inscribed circle (i.e. touching the perimeter at exactly four points) within the 
boundaries of a rectangular pixel (and for 3D, spheres within voxels). It is easily 

visualised that no object whose greatest dimensional span is bigger than or equal to 1 

can "slip between the circles (spheres)." If one is interested in such small objects, the
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Figure 2.18 3D ribbon where vertical portion lies on adjacent faces of 
horizontal voxels.

circles (spheres) must be made of radius ^ 2 , so that they overlap, in order to ensure that 
every portion of the digitisation space is mapped. In practice this is not necessary, 
since meaningful measurements cannot be made on such small objects (i.e. they are not 
sampled finely enough). Sometimes degenerate cases cannot be avoided. Consider the 

case of digitising a cone whose canonical equation is ;t2 +;y2= z2. This is in fact the 

equation of two cones facing in opposite directions and touching at a degenerate point 
at the origin. No matter how finely the function is sampled, the degenerate point will 
always exist. Using circumscribed spheres may result in the endpoints being mis

placed, but as previously shown, since these points are not critical, the overall topology 
is preserved.

From the previous discussion the answer to the question, whether slicing and digi
tisation in general can alter the topology of a given object, has been answered. In
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particular given a reasonable strategy (overlapping circumscribed spheres) and possi

bly degenerate objects the topology is preserved for ideal, error free digitisation.

2.4.2 Skeletonisation

Skeletonisation of 2D images is commonly performed, where its purpose is to 
reduce each component to a minimal representation (i.e. its skeleton) in a topologi
cally meaningful way. In the previous section definitions for simple and critical points 
were given. In practice regions are skeletonised by deleting simple points until only 
critical points remain. One topologically meaningful criterion for the end result, as 
defined in [Stefanelli71] and which is equivalent to that used in [Hilditch69] for 8 - 

connected components, is as follows. In the deletion of a point, an object component 
can never vanish completely nor be split into two or more components, that com
ponents should not be merged, and that new components should not be created.

Although there is some disagreement over terminology, three types of binary 
image reduction are generally performed. The choice of definitions and terminology 
presented here is that presented in [Kong89]. The first is the so-called medial axis 
transform as originally defined in [Blum67]. Such a transform does not preserve 
topology, but rather attempts to ensure that the relative dimensions of the object com
ponents are preserved in the resultant object arcs. Shrinking usually refers to the 
inverse process where topology is preserved but dimensions are not. Lastly, thinning 
algorithms are a combination of both. One difference between shrinking and thinning 
is that the former may transform an arc into a single point whereas the latter will leave 
the arc unchanged. Thinning algorithms generally contain an additional requirement 
over shrinking algorithms in that end points may not be deleted.

The process of skeletonisation involves repeatedly applying template masks to 
locate and delete border cells, whose removal will not affect the Euler number. Often 
the highest connectivity is used in defining border cells so that the ‘thinnest’ resultant 

arc will result. In 2D this corresponds to 8 -connectivity and in 3D to 26-connectivity.

Although the theory of 2D skeletonisation is well established, its 3D analogue is 
not yet rigorously defined, as pointed out by Kong. In particular a precise definition of 

topologically meaningful point removal does not exist, due to the two different types 
of three dimensional holes, and the dual paradox between 6-18 and 6-26 connectivities. 
As a result, a formal definition of a 3D simple point has not yet been made. Although 
such a precise mathematical definition is as yet unspecified, many 3D skeletonisation 
algorithms have been proposed. Descriptions of these algorithms are beyond the scope 

of this thesis, as they do not shed any additional light on the differences between 2D 
and 3D thinning. The reader is referred to [Kong89] for a detailed survey.
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2.4.3 Pixel structures observed in a 2D slice intersected by 3D structures

When looking at a 2D slice in isolation it is not possible to determine the 3D 
nature of a particular component without a-priori knowledge. In particular in 2.4.1 it 

was demonstrated that distinct 2D components may belong to a single 3D component. 
This property holds for components in general and thus applies equally to objects as 
holes and components. Furthermore, for the latter case it may be that it is not possible 
to distinguish between a hole and a cavity.

It is important to realise that 2D objects can still exist within a 3D data set. For 
example, surfaces of objects may have 2D textures. Consider for example the 
numerals on a watch face: the watch is a 3D object, but the numerals are 2D regions. 
O f course the numerals may be spread out over several slices, depending on the orien
tation of the object. This example is somewhat misleading, given the previous 
definition of a voxel as representing density, but it serves to show a general condition 
which can occur. As will be shown in Chapter 6 , the presence of 2D regions may have 
to be taken into account when performing surface detection, otherwise they may 
become ‘blurred away.’

2.5 Summary

As mentioned in 2.4, an edge in a slice may correspond to a 2D region. Also, as 
one might expect, an edge can simply be the 2D representation of a slice through a 3D 
surface. In the ideal case where slices approach infinite thinness, the stacking of the 
edges of slices through a 3D surface will precisely equal the 3D surface. As a result, 
the additional information provided by using information from adjacent slices 

decreases as slice thickness approaches zero. However, since physical slicing is far 
from ideal, due to limitations in both accuracy and resolution as defined in 2 . 1  and 
described in 2 .2 , the relationship between edges and surfaces must be investigated.

We have not yet formally defined what an edge or surface is; this will be done in 
Chapter 5. However, the scene has been set for description of the types of differences 

in output which can occur in the application of 2D and 3D interpretations of 3D data.

The differences in the representation of surfaces can be described in terms of the 
mathematical definitions provided in 2.3. In particular both topology and Euclidean 
distance metrics have been defined. Topology provides qualitative measures such as 
alteration of the number of components and introduction of cavities and holes. 
Euclidean metrics such as surface area and volume provide quantitative metrics. The 
properties and metrics defined in this chapter comprise the foundation upon which sub

sequent analyses in later chapters will be based.
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Chapter Three: YAM3D

YAM3D is the image processing system used throughout the work described in 

this thesis. This chapter describes the criteria upon which it was constructed, the facil
ities and functionality which it provides, and its implementation.

3.1 Design criteria

YAM3D was designed with the following criteria in mind. It should address 
several levels of users, it should be typeless, it should hide the ugliness often associ
ated with interacting with an image processing device, be device independent, extensi
ble, and it should be easily portable. In general it should provide an environment 
which allows for ‘rapid prototyping’ of image processing algorithms.

The following sections address the design criteria of YAM3D in more detail as 
well as how they were met, thereby introducing the facilities and functionality 
described later.

3.1.1 User levels

The design of YAM3D was dictated by two previous attempts made by the author, 
[Javid8 6 ] and [Javid87], to design a user interface to an image processing system. It 
was found that for an interface to be effective for imaging it must support a variety of 
users, including the computer and imaging novice, the image processing expert (but 
not necessarily programmer), and the expert programmer. YAM3D has been designed 
to support the latter two with minimal support for the computer novice. This design 
goal appears to have been successful, as users with a working knowledge of ‘C \  as 
well as novice programmers, have been able to program in YAM3D almost immedi
ately.

Support for the newcomer to computer image processing has been provided via 

YAMTool [Javid89] for a mouse click interface based on a desk top calculator meta
phor, where the digit keys have been replaced by images. YAMTool invokes YAM3D 
invisibly as a Unix [Ritchie78] child process where the ‘calculator function keys’ are 

programmable as sequences of YAM3D commands.

YAM3D has been designed to provide image processing usage at a variety of lev
els. The language of YAM3D is rich enough to implement simple menu-like systems
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as both keyboard input and subsequent branching is provided. One can also prototype 
complex image processing algorithms given that looping, branching, conditionals and 
the like are provided. Short mnemonic abbreviations of all commands are provided so 

that keyboard interaction is not a chore for the inexperienced typist.

YAM3D does not provide a rich enough set of scalar operations and addressing 
modes to be used effectively for all levels of image analysis and reporting of results. 
Thus it is expected that after having a prototype of an image processing algorithm in 
YAM3D, the code can be automatically translated to ‘vanilla’ ‘C ’ code where complex 
image analysis and formatted data output can be more easily implemented.

3.1.2 Typeless

For a programming environment to be easily accessible to the novice programmer 
it must free the user from the often mundane details of specifying how an action is to 

be performed. In particular the system must exhibit some intelligence, or at least toler
ance, in interpreting sequences of user instructions. YAM3D accomplishes this by 
freeing the user from having to declare the type of variables and constants (eg. scalar 
vs. image vs. image stack). Types are determined invisibly to the user on a need-to- 
know basis and similarly are cast from one type to another invisibly, based on context.

3.1.3 Image memory allocation

Like other high level programming languages, YAM3D supports both the notion 
of variables and complex expressions constructed from them. This frees the user from 
having to program long expressions in an assembly language like manner one step at a 

time, thereby having to manage temporary results. This capability is perhaps best 
understood by considering a common desk top calculator, where the user is not 
required to press the equals key after every operation, but rather can continue operating 
on intermediate results until the desired computation has been completed. As a result, 
YAM3D will allocate, generate, and free temporary image work spaces as needed tran
sparently to the user.

3.1.4 Image routines isolated in DIMPL

So that YAM3D can be supported on a variety of devices with minimal change, 
the basic underlying image processing routines are separate from YAM3D. As a result 
YAM3D is almost image independent. For example YAM3D does not know about the 
number of images, resolution, or the maximum image depth which the underlying 

image processing device can support. The image processing functions are provided by 
DIMPL which stands for Device Independent Image Processing Library
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[Greenwcx)d89]. DIMPL is a ‘C ’ library which contains the most commonly used 
image processing routines which have been implemented over the past two decades at 
the Image Processing Group, University College London.

3.1.5 Interface to outside world

So that the user is not constrained to use only those features provided in YAM3D, 
operating system commands can also be invoked from within YAM3D, so that an 
interface is available to other image processing systems, such as HIPS [Landy84] 
which may contain functionality not provided by DIMPL. Furthermore, basic file 
manipulation and editing can also be performed without leaving the YAM3D environ
ment, by invoking underlying operating system commands.

3.1.6 Interpreted environment

To facilitate the rapid experimentation, evaluation and debugging required in the 
prototypic development of solutions to particular image processing problems, an inter
preted environment is required. This lets the user try various approaches to a particular 
problem and inspect the results as approaches come to mind. As a result, the user need 
not plan out the solution in final detail, perhaps performing several attempts before a 
syntactically and semantically correct solution is found, only to find that they left out a 
critical component or made a simple mistake. By limiting the lengthy, and sometimes 
frustrating, edit, compile, link, execute, and debug cycle to a simple edit, interpret, and 
debug cycle the user’s task has been eased considerably. Furthermore the user can 
break out of a program at any time and examine results. An interpreted environment 
also eases the user’s task of comparing the intermediate and final results of different 

approaches, as previous variables are retained until the session is ended.

3.1.7 Dimensions

So that YAM3D can be supported on many different image processing hardware 
devices, the 3D support is confined to the way images can be grouped together, and 
thus the actual underlying image processing functions are assumed only to be 2D. This 
is a necessary restriction at the moment, since 3D voxel processing involves significant 
amounts of data and thus significant amounts of computer execution time, yet few 3D 
voxel processing hardware devices currently are available. As a result, YAM3D only 
assumes that the underlying processing device is 2D and thus YAM3D is fairly port
able. This compromise has not unrealistically restricted the functionality of YAM3D, 
as it has been used for all of the 3D processing reported in this thesis.
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3.1.8 Extending

For YAM3D to have a long lifetime, the ability for adding new capabilities to it, 
as DIMPL is extended, has been provided. This facility has been supported so that 
such extensions can easily be made, i.e. so that users other than the original author can 
make alterations.

3.2 Environment

3.2.1 Help

YAM3D provides an online help facility for references to the syntax of the image 
commands. The commands are grouped together in categories based on their func
tionality. The categories of help available are Binary, Bitwise, Comparison, Condi
tional, Constant, Direction list, Function, Help, Image, Looping, Math, Miscellaneous, 
Neighbour, and System. These categories give a feeling for the types of image func
tions provided by DIMPL. For a more detailed description of the functions available 
in DIMPL from within YAM3D, the reader is referred to [Javid89]. The user can 
invoke the online help facility and query the simple database in order to determine syn
tax specific information, such as the number and order of parameters for any function 
as well as their mnemonic abbreviations.

3.2.2 File inclusion

A mechanism is provided to include sequences of YAM3D commands from files 
so that a previous session, or an edited version thereof, can be re-executed. Further
more, programs built upon the primitives provided by DIMPL can be executed as if 
they are part of the YAM3D environment. This file inclusion is somewhat limited, in 
that it is treated as if the user were directly typing in the commands, and thus is not 

completely equivalent to the notion of a function or procedure in most high level pro
gramming languages. This is because parameter passing and substitution is not sup
ported. For such high level programming tasks the users can translate their image 
algorithms to ‘C’ as described below and complete the programming of the task. 
YAM3D is intended to provide adequate facilities for image processing and not be the 
‘be all and end all’ of general programming environments.

Commands, program fragments, and complete (previously logged) sessions may 
be executed from a file using the #include command. Further includes can be nested. 
For example if "file!" contains
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a = 0
#include ’’file!" 
b = 2

and "file2M contains

c = 1
#inciude Mfile3” 
c = 9

and "file3" contains

d = 5

then including "file!" will result in the statements executed in the following order.

a = 0 
c = 1 
d = 5 
c = 9 
b = 2

As in the ‘C* language, with minor exceptions all text is read in before translation 
and thus the contents of the file(s) included will be checked for errors before any state
ment is executed. System commands such as #include and #log are executed as they 
are encountered.

3.2.3 Output

All input and output of a session is recorded in files so that a user can refer to it 
later. Command output can be redirected to a file so that statistics and user-generated 
output can also be retained for later reference.

All keyboard input as well as any error messages are recorded in a file called 
"logfile.yam"; thus successes and failures are available for future reference. Each 

time that YAM3D is invoked this file is created in the current working directory if it
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does not already exist, or flushed if it is present. After exiting YAM3D the file can be 
renamed and edited, unnecessary and erroneous statements can be removed, and the 
modified file can be executed later using the #include command.

The session logging file can be changed at any time to be another file using the 
#Iog command in YAM3D. For example #log "mylog.yam" will place all subsequent 

keyboard input together with associated error messages in the file "mylog.yam11. 
Using the Unix file "/dev/null" with the #Iog command results in all subsequent log 
information being thrown away.

To allow for the retention of textual output generated from DIMPL text output 
routines, a similar functionality to the #log command is provided. In particular the text 
output of the following DIMPL commands will be displayed to the user on the console 
as well as being written to the session output logfile which defaults to "outlog.yam". 
The commands are echo, pixel, inspect, and sigma.

So that the output logfile can be changed, a command similar in usage to #Iog is 
provided. To change from the default "outlog.yam" to a file called "myoutput.txt", 
the following command is used: #output "myoutput.txt". So that user statistics and 
the like can be accumulated, there is a slight difference between how #output and #log 
function. The former will not flush the file if it already exists whereas the latter will. 
If the file is to be cleared, the operating system call command, called system, can be 
used. For example, to flush "myoutput.txt" from within YAM3D, the following 
could be used: system("> myoutput.txt").

3.2.4 Input

The prompt construct has been provided so that acquisition and processing of 
keyboard input can be performed. The prompt statement begins with the keyword 
prompt, followed by the text to be echoed on the user’s console. Next comes a 
sequence of case options followed by the keyword endprompt. The series of options 
represent actions to be taken given a specified character (contained within <>:). If 

there is no case for a given character input from the console then the user will be 
prompted again. This continues until a character is entered which has a corresponding 
case option. All code following the case specification is executed until either a break, 
reprompt, or endprompt is encountered. Both the reprompt and break keywords 

are optional. A break forces a branch to the statement following the endprompt 
whereas a reprompt branches back to echo the prompt text string and fetch another 
character from the keyboard.
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The following code fragment provides a simple example of a prompt construct. 
The e case demonstrates that the break statement is optional. If either a g, d, or h is 
read then the prompt string M(g)rab ..." will be echoed to the user and another charac

ter will be read. Note that the g case will both grab a new image and display it (i.e. 
both the <g>: and <d>: cases will be executed since no break or reprompt is present). 
If an s is read then the image will be written to the file named "file.im" and the prompt 

construct will be exited. The prompt string appears to indicate that a case option for m 
exists. If an m  is read the prompt string will be echoed again and another character 
read since no case exists for it.

prompt ”(g)rab (h)ist (d)isplay (s)ave&exit (m)enu (e)xit" 
<g>: newim = grab(8)
<d>: display(newim) 

reprompt 
<s>: wf("file.im",newim) 

break 
<h>: hist(newim) 

reprompt 
<e>: 

endprompt

3.2.5 Translation

YAM3D provides a translator so that both syntactically and semantically correct 

sequences of commands can be converted into vanilla *C* code consisting of looping, 
branching, and DIMPL calls, which can then be compiled, linked and executed as a 
stand-alone program. This facility provides for more sophisticated user interface type 
input and output than that offered by YAM3D. Furthermore the user can then hand 
optimise the *C* code, removing unwanted temporary image usage in order to achieve 
maximum performance from the underlying imaging hardware. Translation to ‘C’ 
allows for programs to be compiled and executed at the maximum speed of the device 
that they run on. Since only DIMPL calls are made for image processing, the ‘C* code 
is device independent. It can thus be linked with any of the DIMPL libraries supported, 
allowing for the same code to be executed on different machines.

Translation is accomplished using the YAM3D command ctran. To translate the 
file called "myprog” to "myprog.c", the following is performed: ctran "myprog". 
Before translation is performed the code is checked for syntax errors. Execution of the 

code in YAM3D prior to translation allows for checking for semantic errors also.
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This general approach to writing and testing programs in YAM3D, and later 
translating to ‘C \  frees the user from some of the ugliness of programming for a par
ticular hardware device, optimising code, and managing temporary images.

3.2.6 3D support

As well as supporting standard 2D images and processing thereon, YAM3D sup
ports 3D image processing by providing the concept of an image stack consisting of a 
sequence of slices. Indexing into the image stack is provided, so that 3D operations 
can be programmed by applying and combining the results of 2D operators on slices 
within one or more stacks. This approach has been taken so that YAM3D is more 
easily implemented on top of conventional 2D image processing libraries. As a result 
it was straightforward to sit YAM3D on top of a 2D mesh computer, a ID array, and a 
conventional workstation without having to adapt currently supported 2D image opera

tors (as provided by DIMPL) to handle 3D image stacks. Since only image slices can 
be operated on as they have been acquired (eg. it is not possible to consider them as 
having been rotated by 90 degrees), it is arguable whether YAM3D is truly 3D. For 
the purposes of the algorithms used within this thesis it has been found that the imple
mentation strategy as chosen is sufficient, although sometimes cumbersome.

It should be noted that stronger 3D support could be better provided by using an 
underlying library of 3D operators. This could be accomplished by writing one 
specifically for a particular hardware device or by constructing 3D operators on top of 
DIM PL’s 2D operators, which accept image stacks as parameters. The latter approach 
would still allow for the underlying image processing hardware device to be 2D.

3.2.7 Branching

The conditionals provided for the repeat and while loops, as well as the branching 
if construct, are image specific and simply return a boolean value based on whether all 
the pixels in an image are zero or not. These conditionals are zero(expression) and 
notzero(expression) where expression can be an image name, a scalar constant, or a 
general expression consisting of arithmetic operators and image function calls (possi
bly nested) on one or more images or constants. These simple conditionals have been 
found to be general enough for all image and voxel processing attempted thus far in 

YAM3D. It should be mentioned that there are image functions provided by DIMPL 
which are often used within conditional expressions, including a comparison routine 
which returns a binary image of pixels set to one where one image is equal to another, 
and another routine where one image is greater than another. Furthermore a routine 
exists which produces an image of constant value which is the arithmetic sum of all the
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pixel values in an image.

The if construct is in fact not required, given a language with some sort of looping, 
and can even be dispensed with. Before the if construct was added to the language, if- 
else statements were programmed using a clever ‘hack’. The if-else statement was 
added so that such programming tricks are not required and thus the user’s task is 
simplified.

Assuming a 256x256 image size, suppose it is desired to invert a binary image if it 
is mostly black (zero) and increment the value of every pixel if it is mostly white 
(one). This can be accomplished in YAM3D with the following code segment.

if zero(compare(0,voIume(bin)-256*256/2)) 
bin = 1 - bin 

else
bin = 1 + bin 

endif

The compare function returns a binary image where a pixel is set to one (true) at a 
particular coordinate if the pixel at that location in the first image (in this case an 
image of all zeros) is strictly greater than the pixel value at the same location in the 
second image. The volume function simply returns an image consisting of the arith
metic summation of all pixels in the image passed as its parameter. In this example it 
is worth noting that constants can be supplied as images, that arithmetic functions can 
be applied as in other high level programming languages, and that the user does not 
have to break down a complex expression into intermediate results and thus manage a 
great number of temporary images. Before the inclusion of the if construct into 
YAM3D, the code had to be programmed something like the following.

boolean = thresh(voIume(compare(0,volume(bin)-256*256/2)),0)
bin = (l-boolean)*(l-bin)+booIean*(l+bin)
free(boolean)

The multiplication and one of the additions in the previous example could have been 
replaced by two bitwise and masks and a bitwise or.
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boolean = thresh(volume(compare(0,volume(bin)-256*256/2)),0) 
bin = or(mask(l-bin,l-boolean),mask(l+bin, boolean)) 
free(boolean)

Needless to say this approach is far more computationally expensive and less easy 
to follow than the straightforward if construct. Furthermore it becomes far more 

difficult as the number of statements to be executed within the then and else conditions 
increases. This latter case can be taken care of by using two while loops as follows.

booleanl= thresh(volume(compare(0,voIume(bin)-256*256/2)),0) 
boolean2 = booleanl 
while zero(booleanl) /* then condition */ 

bin = 1 - bin 
booleanl = 1 

endwhile

while notzero(boolean2) /* else condition */ 
bin = 1 + bin 
boolean 2 = 0 

endwhile 
free(booleanl) 
free(boolean2)

Although this hack is somewhat more efficient than the previous one, it still 
requires that temporary images be handled by the user. Furthermore it is still less read
able than the initial if construct example above.

One useful feature of YAM3D, as seen previously, is the ability to program com

plex expressions without requiring the user to explicitly either manage temporary 
images or intermediate results. In a sense, this is a departure from many image pro
cessing systems, whose use necessitates programming in a style reminiscent of assem
bly language, thus tending to increase both programming and verification time. As an 
example, the following code fragment shows how both a temporary image as well as 

many more statements are required to compute the image booleanl in the previous 
example. It should also be noted that the user would also need to specify whether a 
numeric value is an integer or an image of constant value. For example the digit 0 
represents both in the following code segment.
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booleanl = 32768 /* 32768 = 256*256/2 */ 
tem pi = volume(bin) 
tem pi = sub(tem pl,booleanl) 
booleanl = 0
tem pi = compare(booleanl,tem pi) 
tem pi = volume(templ) 
booleanl = thresh (temp 1,0) 
free(tem pl)

Both the repeat and while loops can be set up to result in infinite execution. This 
facility is intentionally provided in YAM3D. For example, the following code will 
execute indefinitely in YAM3D.

while notzero(l)
newimage = grab(8) 
hist(newimage) 

endwhile

In fact, the infinite loop is not trappedf, for just such cases as it is sometimes 
desirable to allow the user to adjust the video acquisition devices and see what will 
result. In the previous example the user could adjust the lighting and aperture of the 
video camera according to the histogram of the resulting image. To break out of an 
infinite loop the user can simply press the escape key (usually labelled Esc on a key
board) and execution will drop out of the loop. To abort a command sequence alto
gether a control-C can be performed (often abbreviated as ~C and performed by hold
ing down the key labelled Ctrl on the keyboard and the c key simultaneously).

3.2.8 Types

The types supported by YAM3D are image (slice), stack (sequence of slices), 
integer scalars, direction lists, and string constants. Direction lists consist of a 

sequence of integers and possibly a continuation character enclosed within square 
braces. Valid directions are the digits 1 through 8 , which correspond to listening in a

t  It should be noted that the trapping of infinite loops is in principle not always possible, as 
proved by Alan Turing in his investigation of the ‘halting problem’ or ’Entscheidungsproblem’ 
[Turing36].
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clockwise fashion in 45 degree increments starting with 1 in the North West direction. 

More than one direction can be specified in a direction list, thus [14] is acceptable and 
translates to listening to both the NW and E directions. If one wished to listen to direc
tions 1, 2, 3, 6 , 7, and 8  then any of the following are acceptable: [123678], [1-3678], 
[1-36-8] and so on. The dash - in a direction list represents ‘to’ and thus [1-36-8] is 
read as ‘listen to directions one to three and six through eight.’

String constants are simply any alphanumeric or symbolic character, except the 

double quote, enclosed within double quotes. Depending on the context, a quoted 
string may represent something to be output to the console and session output file, or it 

may represent a filename.

An integer value may be interpreted to be a scalar or an image of constant value, 
depending on the context. As in ‘C ’, integers can be defined in octal (base 8 ), decimal 
(base 10), or hexadecimal (base 16) notation. Hexadecimal constants begin with a Ox 
or OX and can be followed by the digits 0 through 9 and the characters (in either upper 
or lower case) A through F. Any integer beginning with a leading 0 and not followed 
by an x is interpreted as being in octal notation. All other digit expressions consisting 
solely of digits are interpreted as being decimal.

Although conceptually YAM3D only supports an image stack, the image type is 
supported as a stack consisting of exactly one slice. If a particular stack is explicitly 
referenced without an index, then depending on context, the stack may be taken to be 
an image and the first slice within it is used as a default, or as a stack depending on the 
type of parameter required by the operation being performed.

i = 0
while notzero(dimension(grey)-l) 

bin{i} = autothresh(grey{i++}) 
endwhile

The previous code fragment demonstrates how indexing into an image stack is 
accomplished in YAM3D. To index into an image stack at a particular location the 

slice to be used, starting from zero, is simply placed in curly braces following the stack 

name. Expressions can be used as an index, and thus are evaluated before the index is 
performed. In the case of the previous example the post decrement on i is performed 
as in ‘C’ after the statement is completed; thus the statement is equivalent to the fol
lowing two statements.
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bin{i} = autothresh(grey{i}) 
i = i + 1

If the expression for an index evaluates to be an image, then the pixel value at the 
current cursor location is used as the index value. Notice also that the image stack bin 
is created and operated upon without explicitly having to allocate its dimension.

All variable identifiers used in YAM3D are similar to ‘C* identifiers in that they 
must start with a non-digit followed by any number of alphanumerics and underscores.

It has been previously mentioned that the language of YAM3D is similar to ‘C’. 
Given that the language of YAM3D is typeless as far as the user is concerned, the syn
tax of the branching constructs, namely the if statement, and the repeat, while, and do 
loops are different than in ‘C \ This is because an integer constant, which may be 
represented as octal, hexadecimal, or decimal, does not need to be explicitly specified 
as being a scalar or an image. Also since the square braces have been historically used 
for specification of direction lists here at the Image Processing Group, the curly braces 
are used in YAM3D indexing for continuity and not the square braces as in ‘C \

3.2.9 Im age allocation

As was previously mentioned, the user need not worry about allocating and free
ing images and stacks, as intermediate results will generate temporary images and free 
them when required. A user specified image stack, (i.e. the assignment of an identifier 
to an expression resulting in an image or stack) will be allocated, if it has not been 
referenced previously, and will remain until the end of the session, unless the user 
explicitly frees it using free or the system function flush, which de-allocates all images 
and thereby starts with a ‘clean slate.’ As a result such images will be resident within 
YAM3D for later operations or subsequent inspection until the user exits YAM3D. 
This strategy has been chosen to ease the burden of algorithm development, as the user 

can turn intermediate results into images for verification or subsequent comparison of 
results with different algorithms. For the sake of program verification, if an image 
identifier is used on the right hand side of an equation before it has been assigned (i.e. 
has previously been on the left hand side of an assignment) an error is reported and the 
operation is aborted. Context-based errors of this type are called semantic errors.

As described previously, images and slices within image stacks are allocated upon 
their first assignment (i.e. occurrence on the left hand side of the = operator).
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3.2.10 Functional pipeline usage

Image function calls can be nested, so that YAM3D can be used as if it were a 
functional environment. The algebraic operators of addition, subtraction, multiplica
tion, and so on can also be invoked as functions. In this way a user who is more com

fortable with functional languages containing no variables, can work within the 
environment provided by YAM3D. It is expected that an implementation of YAM3D 

on top of a pipelined parallel image processing device may have to be used in this 
manner if ultimate utilisation of the image pipeline is desired. For example, a simple 
program to display the fifth bit-plane from the video source is as follows.

display((grab(8)/16)& 1)

The grab function returns a digitised image of the specified depth, thus grab(8) 
returns an image where each pixel has eight bits. The / operator is an integer divide, 
by 4 planes in the previous example, and thus is equivalent to shifting the bits for each 
pixel ( » 4  could also be used in YAM3D with much more computational efficiency). 
The final & with 1 is the symbolic representation for the bitwise and operation. This 
program could also be programmed using while, repeat, or do loops. The following 
code demonstrates how this same function could be programmed ‘functionally’ in 
YAM3D for underlying pipelined imaging devices.

display(and(div(grab(8),16),l))

3.2.11 Syntax and precedence

The precedence rules used in the grammar of the language of YAM3D are identi
cal to those in the proposed ANSI standard for the ‘C ’ programming language. These 
rules can be found in table 3.1. Users can short-circuit these rules using the braces ’(’ 
and ’)’, as in most high level programming languages, to ensure their desired order of 

execution. As previously mentioned, YAM3D does not require that types be given for 

variables, and the syntax of the do loop, the while loop, the repeat loop, and the if 
construct differ slightly from their ‘C’ counterparts. Other minor differences also exist 
in the way that input is read from the keyboard and written to the console (terminal 
display) and echoed to files.

Table 3.2 is a subset of the grammatical structure of YAM3D. Enough of the 
grammar is shown for purposes of comprehending the syntax and structure of
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Associativity Operators Description
1. ++ — (increment/decrement)
2. - (bitwise not)
3. t (arithmetic negation)
4 . Left * / (multiplicative)
5. Left + (additive)
6. Left >> << (arithmetic shift)
7 . Left & (bitwise and)
8. Left - (bitwise xor)
9. Left 1 (bitwise or)

10 . = += -= *= /= (assignment)
11. A A II V V

 II fin II > II II i II (assignment)
12. Left / (sequential evaluation)

Table 3.1 YAM3D operators in order of decreasing precedence.

examples used in this thesis. Production rules are presented where a symbol such as 
constant can be used to recognise a sequence of digits. Such a rule is defined first by a 
symbolic name, in this case constant followed by a and what it may be replaced 
with. Production rules can be self-referential, either directly or indirectly, and thus 
recursive. The symbol | indicates that a choice can be made between several rules. 
Lastly a ; not enclosed in quotes terminates the rule. For example the production rule 
for constant can recognise (or generate) sequences of one or more digits, since either 
rule can be applied (substituted for a given instance of constant). Actual character 

sequences expected are enclosed within single quotes and thus do not represent pro
duction rules. The LAMBDA symbol is used to end recursion of a particular produc

tion rule or for specifying sequences of zero or more occurrences of symbols.

3.3 Im plem entation

YAM3D has been implemented as a four-pass compiler followed by either an 
interpreter or a translator to ‘C ’. The stages of compilation in order of execution are 
parsing (including tokenisation), type inference, semantic error checking, and optimi
sation. The names of the modules which accomplish these acts in order of execution 
are YC (including Luthor), Nuntius, Guardian, and Thor. The parser name YC is sim
ply an acronym for YAM3D Compiler. The tokeniser name Luthor is a pun on Lex 

Luthor. Nuntius is Latin for messenger. The Guardian is named because of its func
tion of making semantic error checks and thus acting as a protector for the user. Thor 

is short for THe Optimising Reducer. The interpreter module is called Cerberus which
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LAMBDA :
digit: ’0’ | *1* | ’2’ |
dirs : *1* | *2* | ... | ’7’ | ’8’;
alpha : ’a’ | ’b’ | ... | ’y’ | ’z’ | ’A’ | ’B’ | ... | ’Z’;
alphanum eric : alpha | digit;
sym bol: T  | ’# ’ | ’$’ | ...;
equate : ’=’ | ’+=’ | ’-=’ | ’*=’ | ’/=’ | ’&=’ | ’|=’ I ,A='; 
arith : ’+’ | | ’/ ’ | ’*’ | ’&’ | T  | ’“’ | ’» ’ |
char : alphanum eric | symbol; 
constant: digit | digit constant; 
string : char string | LAMBDA; 
directions : dir8 | dir8 directions 

| dir8 ’-’ directions; 
dirlist: ’[’ directions ’]’; 
slice_index : ’{’ expression ’}’; 
rest_identifier : alphanum eric rest_identifier 

| slice_index | LAMBDA; 
identifier: alpha rest_identifier; 
quotedstring : string
monadic : identifier | ’++’ identifier

| identifier ’ | identifier ’++’
| expression | constant; 

dyadic : expression arith expression; 
expression : ’(’ expression ’)’ | identifier 

| constant | monadic 
| dyadic | function; 

param : expression | dirlist | quoted string; 
parameters : param | param parameters; 
function : identifier ’(’ parameters ’)’; 
imageparam : ’(’ expression ’)’;
condition : ’zero’ imageparam | ’notzero’ imageparam; 
if_stat: ’iP condition statements ’endiP

| ’iP condition statements ’else’ statements ’endiP; 
w hilestatem ent: ’while* condition statements ’endwhile’; 
repeat_statement: ’repeat’ statements ’until’ condition; 
do_statement: ’do’ constant statements ’endo’; 
endcase : ’break’ | ’reprompt’ | LAMBDA; 
cases : ’<’ char ’>’ statements endcase cases 

| LAMBDA;
prom ptstatem ent: ’prompt’ quoted string cases ’endprompt’; 
assignment: identifier equate expression; 
statements : statement statements | LAMBDA; 
statement: prompt statement | if stat 

| do_statement | repeat_statement 
| while_statement | assignment | function | ’;’;

Table 3.2 A subset of the grammar of YAM3D.

is a mythological creature which protects the gates of Hades. In this case the name is 
chosen because the entire process has been created to simplify the act of interacting 
with an image processing device, by removing the ugliness often associated with mak

ing low level calls to specific hardware devices. Translation into ‘C ’ code is
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performed by a module which is simply called Ctran.

Figure 3.3 shows the transformation and flow of data between the various modules 
which comprise YAM3D. In particular Luthor transforms a raw text stream into 

tokens. The Parser then takes these tokens and builds a quadfile consisting of tuples, as 
is commonly done in the first pass of compilers. Nuntius simply translates the quadfile 

into an instruction stream which is in a form reminiscent of microcode. This micro
code, which will hereafter be referred to as yam mingcode is the means for communi
cating data between the Guardian and Thor, and between Thor and Cerberus or Ctran.

3.3.1 System

YAM3D has been implemented in ‘C ’ and executes in the Unix operating system 
on Sun workstations. Its implementation uses the Unix utilities lex and yacc for the 

initial stage of Luthor and YC combined. The following sections describe more 

specifically the implementation used.

3.3.2 L uthor

As mentioned previously, Luthor is the tokeniser used in the first stage of the 
transformation of instructions and data in YAM3D. Luthor has been implemented as a 
lex program.

lex [Lesk75] is a program which generates a lexical analyser for character input 
streams, lex converts a high level specification of rules which associate symbolic 
tokens to sequences of characters complying to a specified regular expression into a 
‘C ’ callable function. ‘C’ program code fragments can be associated with each regular 
expression to be executed after tokenisation (i.e. at the boundary between recognised 
tokens). The recognition of the expressions is performed by a deterministic finite auto
maton generated by lex. If necessary, the automaton so generated can use substantial 
look-ahead for discerning tokens which have similar initial definitions.

Luthor transforms the character sequences found in Table 3.2 enclosed in single 

quotes into ‘C’ constants. It is responsible for determining whether a given sequence 
is an identifier, equate, and ’endif’ and the like. Luthor also strips all comments from 
the input stream. A comment, as in ‘C \  is any text enclosed within /* and */. Luthor 
is responsible for simple syntax verification; illegal character sequences are trapped 

and reported here. For example there is no regular expression for a sequence of char
acters beginning with a digit and followed by several non-blank, non-tab, and non
newline alphabetic characters. Another function of Luthor is to echo the input text 

stream as it is encountered to the session log.
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Figure 3.3 Data flow through modules of YAM3D.
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An example of how a regular expression is expressed in lex, for the simple charac
ter sequence defining an integer constant in decimal notation together with an associ
ated rule is as follows.

[l-9][0-9]* { fprintf(logfiIe," % s” ,yytext); 
re turn(D E C IM A L T O K E N );}

The regular expression on the left specifies that the sequences of characters to be 
recognised must begin with a digit in the range 1 through 9, followed by zero or more 
digits in the range 0 through 9. The actions associated with recognition of this regular 
expression are the ‘C ’ statements which echo the sequence to the file stream logfile and 
return the token DECIM AL_TOKEN. The global ‘C* variable yytext used by lex is 
the string containing the characters recognised.

3.3.3 YC

YC is the parser used by YAM3D to construct a quadfile of tokens from the input 
stream which Luthor has tokenised. YC performs additional syntax error checking, 
temporary branch label construction, and temporary variable image definitions. 
YAM3D system commands such as #include and #log are executed by YC as they are 
encountered in the input stream. It is the responsibility of YC to decompose complex 
instructions into sequences of tuples based on their grammatical meaning, and to place 
the result in a structure called the quadfile.

In a sense the structure of the quadfile represents the low level assembly language 
format of the underlying DIMPL library (eg. complex arithmetic expressions are bro
ken into monadic and dyadic functions, thereby constructing temporary results). The 
term quadfile is used loosely as its initial historical meaning implied tuples consisting 
of four elements, whereas in modern compilers, as with YC, tuples can consist of any 

number of elements. For example, the quadfile constructed from the following 
YAM3D expression

d = a + (b * c)

would consist of tuples (enclosed between < and >) whose function would be some
thing like the following. Note that Reverse Polish Notation (RPN) is used to define the 

action of each tuple, and thus the second tuple is equivalent to tem p i = b * c.
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<TU PA LLO C,tem pl> 
<TU PM U LT,tem pi,b,c> 
<TUP ALLOC,temp2> 
<TUPADD,tem p2,a,tem pl> 
<TUP ALLOC,d> 
<TUPEQUATE,d,temp2> 
<TU PFR EE,tem pl> 
<TUPFREE,temp2>

The actual format of quadfile tuples differs from that presented in the example above. 
The notation has been simplified for easier understanding; the true format is encoded 
for reasons of space efficiency. This example further demonstrates the advantages of 
having an optimiser to follow, as the usage of temporary results is somewhat naive.

Some of the tuple/microcode tokens used in YAM3D are as follows: TUPAL- 
LOC, TUPCONSTANT, TUPEQUATE, TUPADD, TU PZERO , TUPLABEL, 
TUPGOTO, TUPFUNC, TU PFREE, TUPNOP, TUPEOF.

yacc [Johnson75] stands for Yet Another Compiler Compiler, yacc converts a 
specified grammar together with associated ‘C’ program fragment code into a ‘C ’ call
able function which parses an input stream, perhaps already tokenised using lex, and 
performs specified actions. The input tokens are organised according to the grammati
cal production rules. When a rule has been recognised the associated ’C’ action code 
is invoked. Actions can make use of the result of previously recognised rules and 
actions, and thus the current program state is known.

The production rules of Table 3.2 are in the form of the syntax of grammar 
specification used by yacc, although the use of lex and resultant tokens, as well as the 
inclusion of associated actions in ‘C ’ code, is not present in this table. As with lex, a 

fragment of ‘C’ code can be associated with each production option by following it on 

the next line. After the production rule is applied the action code is executed. Table 
3.2 is not the actual specification of the grammar supplied to yacc to define YC, since 
the actual grammar is far more complex; many of the production rules are broken into 
sub rules so that code can be executed to produce the quadfile where required. For 
example, if action code was associated with the while_statem ent rule, then it would 
only be executed after a complete while loop had been encountered; this would not 
permit the construction of tuples for branch labels, execution of the branch condition 
and the like.
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The use of both lex and yacc has considerably reduced the complexity in terms of 
amount of code and man hours to implement YAM3D. Figure 3.4 shows how lex and 
yacc contribute to the flow of information and control comprising the initial stage of 
YAM3D.

Lexical Rules Grammar Rules

Logfile Instructions Tuple Generation Instructions

lex yacc

luthor
quadfiletokens

Figure 3.4 Use of lex and yacc in YAM3D.

3.3.4 Nuntius

The role of Nuntius is simply to transform a quadfile into the microcode used for 
subsequent stages. At this point all loop labels and temporary identifier references are 
resolved. The implementation of YAM3D could have been performed without a Nun
tius, as either YC could output microcode and resolve branching label references as it 
goes along or it could have been pushed to the Guardian. The implementation stra

tegy, which uses Nuntius, was to simplify the implementation of both YC and Guar
dian, making their functionality more modular. It is hoped that this will ease the role 
of software maintenance.

The ‘C’ structure definitions used for the format of the microcode (Yam- 
m ingCode) are as follows.
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typedef struct YammingCode {
YammingTable *yamtab; /* pointer to actual yammingcode */ 
int numinstr; /* number of instructions */
int numlabels; /* number of labels */
int numsymbols; /* number of symbols */ 
int *branches; /* hashed branch table */
SymbolTable *symb; /* symbol (identifier) */ 
MicroCodeTable *mcode;/* ‘C’ DIMPL function table */ 
ConstantTable *const; /* for Guardian() for type casts */ 
int numconsts; /* #  of entries in constant table */

} YammingCode;

The branches table is actually a hash (indirection) table back into yam tab and is used 
for forward or backward references required with the three YAM3D loop constructs as 
well as the if construct. The sub-structure yam tab with associated length num instr 
consists of the actual microcode sequence generated by Nuntius. The format of each 
microcode instruction in this table is as follows.

typedef struct YammingTable {
char token; /* instruction (eg. TUPFUNC) */
int argc; /* #  of params to call function with */
int *argv; /* index into symbol table of each param */
int branch; /* for GOTO & conds (hashed via branch tab) */
char cond; /* condition type (eg. CZERO or CGOTO) */
int loopvar; /* DO: (current #  of times have looped) */
int loopend; /* DO: (number to times to loop) */
int mcode; /* index into micro-code table for func. */

} YammingTable;

Possible types for the cond field representing whether a branch is to be performed, and 

if so, based on what criteria, are CNONE, CG OTO , CZERO, CNOTZERO, and 
CDO. The field argv is an array of indices into the symbol table of length argc, of the 
function name (if any) and of the parameters to be passed to the function (if any). The 
token TUPFUNC indicates that a function call is to be made whose name is located in 
the symbol table array at position argv[0]. The fields loopvar and loopend are used 
when the microcode instruction corresponds to a do loop (whose token is TUPDO) 

and contain the number of times that the loop has been executed and the number of
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times it should be executed respectively.

The microcode table mcode consists of a list of all invokable DIMPL routines. It 
is predefined prior to invoking YAM3D. The format of this table will be described 
later in this chapter.

The sub-structure symbol table called symb is also created by Nuntius. It contains 
the instances of all identifiers together with their bindings (thus making variables) 
present at a given time in YAM3D. Possible types for a variable include SCONST, 
SIMAGE, SFUNC, SFNAME, SDIRLIST, and SCHAR. In some cases Nuntius will 
fill in the wrong type (eg. SCONST or SIMAGE); the Guardian corrects such errors 
by determining type based on context. When new symbols are added by Nuntius they 
are not bound to a particular instance (eg. images are not allocated here but in Cer
berus). The field Ihs is also used by the Guardian for semantic checking and thus its 

initial value for a new image symbol is false (in ‘C* 0 is used to represent false).

typedef struct SymbolTable {
char *name; /* identifier name */
char type; I* variable type (eg. SIMAGE) */
Image *im[NUM_SLICES];

/*  actual DIMPL image stack (if required) */ 
int const; /* actual constant (if required) */ 
int lhs; /* appeared previously on lhs? */ 
int slice; /* index into array of images */

} SymbolTable;

3.3.5 Guardian

The function of the Guardian module is to perform semantic error checking on the 

input microcode as well as type inference for constants (whether their use is as scalar 
or image), and whether an identifier corresponds to an image or an image stack. Furth

ermore, the Guardian checks to see that all functions referenced actually exist, are 
passed the correct number of parameters, and that the parameters are of the correct 
type. The Guardian will also signal the user if an image is used on the right hand side 
of an equate symbol before it has been defined (i.e. on the left hand side of an equate 

symbol), and will report if a function is used as if it returns an image, when in fact it is 
not defined to do so.

The semantic error checking and type inference performed by the Guardian 

module contribute significantly to the power of YAM3D. The error checking is similar
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in nature to that performed by the Unix command lint on ‘C* programs, but diverges in 
that it is mandatory in YAM3D whereas lint must be explicitly requested by a ‘C’ pro
grammer.

The Guardian uses an array consisting of the following constructs to determine 
whether a constant is used as an image or a scalar. Once a pass has been made through 
the microcode instruction list, an entry of the following form will be filled in for each 
constant. If the constant is used as a scalar the field use will indicate that a conversion 
is required (i.e. it will be set to the ‘C ’ value for true which is a non-zero number). If a 
conversion is to be performed then the two entries in the microcode table whose 
indices are defindx and freindx are removed, the symbol table entry for the constant 
image is removed, and the symbol table entry for its scalar entry pointed to by conindx 
is updated. This must be done, since Nuntius assumed that all constants were images.

typedef struct ConstantTable {
int defindx; /* Index of TUPCONST in microcode */ 
int freindx; /* Index of TU PFREE in microcode */ 
int symindx; /* Index of image nam e in symbol table */ 
int conindx; /* Index of constant in symbol table */ 
int use; /* >0 if used as Image, else 0 */

} ConstantTable;

3.3.6 Thor

Thor optimises the microcode before it is executed or translated. It is the last 
module in the compilation pipeline. Its job is to ‘clean up’ the microcode without 
changing the functionality of the code. The optimisations performed are both for time 
and space efficiency.

Thor primarily alters the usage of constant and temporary images. Multiple copies 

of the same constant are merged into single images so that every constant used has a 

single unique image identifier. This is required since Nuntius, and later Guardian, 
assumed that each usage of a constant involves a new image. The other major altera
tion of the code is concerned with the removal of unused temporary images.

Unnecessary temporary images are also removed to some extent although not as 
much as is possible. For example if in the microcode definition of each DIMPL rou
tine it was specified whether a given function could be used to accumulate results into 

the destination image, for example add(a,a,b) where image a is both a source and the 

destination, then further optimisations can take place. Currently it is assumed that no
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accumulator routines exist, as is the case with many of the DIMPL routines for CLIP4, 

thus the previous example would involve placing the result in a temporary image and 
then copying the result (the temporary image) back into image a.

Thor also performs other minor house-keeping tasks, such as moving constant 
generation to the top of the microcode (and thus out of loops) and all freeing of images 
to the bottom of the microcode. From context in the microcode, after a temporary 

image has been freed it can actually be reused (and thus the instruction to free it is 

moved to the end) and thus Thor can reduce the number of temporary images required.

Enough of Thor is in place to make a difference in execution times although it has 
been found that translating the code to ‘C* and hand optimising out the accumulator 
temporary images can still make a difference of as much as 2 0 % for large programs in 
terms of execution time. Obviously the amount of speedup is dependent on how dee
ply nested the code is within loops. Significant work would be required to make Thor 
a complete optimiser, moving instructions out of loops and the like, and thus its com
plete implementation was beyond the scope of this work.

3.3.7 C erberus

The function of Cerberus is simple. It simply loops through the microcode, exe
cuting each instruction. If an instruction is a function call (its token field is of type 
TUPFUNC) it simply invokes the function via indirection through the microcode 
table, using the index mcode and passing the number of parameters specified in the 
argc field and indexed through the symbol table using the indices in the argv field. If 
the instruction represents a branch (TUPDO or TU PW H ILE, TUPUNTIL, and 
TU PIF), then either the iterations count for a do loop is incremented (loopvar), or the 

conditional is executed (cond) and the branch is possibly performed depending on the 
result.

The only errors which can occur at this point lie in the DIMPL layer and thus the 
return value of every function call is checked to see if DIMPL has reported any prob
lems. An example of a DIMPL error is overflow resulting from image arithmetic.

3.3.8 C tran

The Ctran module builds a ‘C* program from the microcode. Its job is simple, 
since the structure of the original code is still present in the microcode. For example 
tokens corresponding to endwhile, else, and repeat have been retained (although they 

were ignored by Cerberus). The translation from microcode to ‘C* is straightforward 

and occurs on a line by line basis. Since no syntactical or semantic errors can occur at 
this point, the structure of the code for Ctran is very similar to that of Cerberus except
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the text is output instead of executed.

3.3.9 Supported machines

Three identical executable versions of YAM3D have been derived to date, and 
since YAM3D currently resides on top of DIMPL, a device independent, yet fully 

compatible, interface currently exists for three different hardware devices. These dev

ices are a Sun workstation, the CLIP4a [Duff78], and CLIP7a [Fountain83]. CLIP 
stands for Cellular Logic Image Processor. CLIP4a is an SIMD computer consisting of 
9216 bit processors arranged as a 96x96 mesh. CLIP7a is also a SIMD computer con
sisting of 256 8 -bit processors which, through software scanning, simulate a 256x256 
mesh.

3.3.10 Porting

YAM3D has been implemented in ’C’ [Kemigan78] in the Unix operating system 
using the Unix tools Lex and YACC. Although these tools are used in its construction, 
there is nothing Unix-specific about its use and thus it is intended that YAM3D can be 
ported to other operating systems. Although both Lex and YACC are available for a 
variety of operating systems, they act solely as preprocessors and so the *C* code 
which they produce can be easily ported to operating systems in which they are not 
supported. This has previously been demonstrated by the author by porting a CLIP4 
simulator entitled CLIP4z [Javid8 8 ] from a Sun to two different microcomputers run
ning different operating systems. For a description of the requirements for porting 
YAM3D the reader is referred to [Javid90].

3.3.11 Extensibility

The image functions of YAM3D are invoked through indirection via a table 
lookup, which provides for a simple mechanism to extend the functionality of YAM3D 
simply by entering new functions into the table. The format of entries in this table is 
as follows.
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typedef struct MicroCodeTable {
char token; /* Associated token (identifier) */ 
char *abbrev; /* Abbreviated name of function */ 
char *cname; /* Full ‘C’ code name of function */ 
char type; /* TYPE of parameters needed (eg. FID) */ 
char retrn; /* either RET if returns image else NOR */ 
int (*func)(); /* ‘C’ function pointer to DIMPL func. */

} MicroCodeTable;

As an example, the following table consists of a subset of the functions provided 
by DIMPL where the sample parameter types used in the type field are FII, FID, F ill, 
and FNONE. These types define the number and type of the parameters expected for a 
given function and represent two images, an image followed by a direction list, three 
images, and no parameters respectively. The retrn field simply specifies whether a 
function returns an image (indicated by RET) or returns nothing (indicated by NOR).

extern int absval(), ramp(), add();

MicroCodeTable mctab[] = {
(TUPFUNC, ”ab", "absval", FII, RET, absval },
{ TUPFUNC, "ra", "ramp”, FID, RET, ramp }, 
{TUPFUNC, "ad”, ’’add”, F ill, RET, add }, 
{TUPADD, ”ad”, "add", F ill, RET, add }, 
{TUPEO F, FNONE, NOR, NULL }

};

The last entry in the table represents a special instruction which is used to determine 
the end of the table.

To add a new function into YAM3D, all that is required is for a new entry to be 
placed in this table prior to the TUPEOF entry, and re-compile and re-link YAM3D. 
An extern definition must be placed in the file prior to the table for the new function, 
so that the ‘C ’ compiler knows the type of the function name. Many other parameter 
types are currently defined, and thus it is expected that extending the table by adding 
new functions will in general be a trivial operation. Cases may arise where new 

parameter types are required and thus must be defined. Such a situation involves 

significantly more work, as all of the modules may need to be altered; thus its descrip
tion is beyond the scope of this thesis.
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3.3.12 Execution time

YAM3D is an interpreted environment. After having tokenised and converted a 
sequence of one or more commands into its internal format, hereafter referred to as 
yammingcode, it is interpreted. Since yammingcode is very low level and consists of 
making hardware image processing calls via a table lookup (i.e. indirection), it is 
extremely fast and little perceivable difference has been found between interpreted 
programs and translated, compiled, and linked programs. The only difference in exe
cution time lies in the syntax and semantic error checking as well as the optimisation 
stage.

3.4 Summary

An interpreted environment for image processing with 3D support has been 
described. The environment allows various levels of users to interact with image pro
cessing hardware machines in a device independent manner. The user is not con
strained to interact with the underlying image processing hardware device in an assem
bly language like manner, one instruction at a time, nor is he or she constrained to 
explicitly manage memory allocation and de-allocation. Enough functionality is pro
vided for developing and testing complex routines and then translating these solutions 
to ‘C* code for further refinements in such areas as user interface and image analysis 
implementation. The language used to program in this environment is simple enough 
that it is easily learned, yet sophisticated enough that users need not explicitly define 
the types of the variables they are working with.

The implementation chosen is modular and extensible for reasons of maintenance. 
Interaction with the underlying imaging hardware device is isolated in the lowest layer 
to improve portability. Currently three executable versions of the interpreter exist for a 
standard workstation, a mesh computer, and an array processor. An interpreted 

environment is provided for algorithm development, so that intermediate results can be 
inspected and the included code can be altered and re-executed without costly compila
tion and linkage.

The interpreted environment just described, called YAM3D, is used in subsequent 
chapters to provide a common language for the description of all of the image process
ing algorithms.
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Chapter Four: General Operators

This chapter presents an overview of grey level image and voxel processing. 
Many types of operators are described and some of the differences between the 2D 
operators and their 3D counterparts are demonstrated through examples. The 
categories of operators described are transformation, enhancement, restoration, and 
segmentation. The description covers geometric transforms, the Fourier transform, 
and the Hough transform. Enhancement techniques such as sharpening, contrast 
alteration, and smoothing, as well as segmentation methods such as thresholding and 
surface tracking are also covered. Discrete integration and differentiation, together 
with the concepts of convolution and deconvolution, are also described and applied 
to 2D and 3D data sets.

4.1 Transformation

Transformation operators map standard Euclidean space images into some other 
space, or perhaps back to Euclidean again. Transforms are applied to images to map 
to a space where some form of processing can be performed more naturally, or 
where further operations and analysis are more straightforward. Geometric 
transforms are typically applied to voxel data sets in the process of alignment (regis
tration) of consecutive slices. Fourier transforms are used for enhancement and res
toration as described later in this chapter. Lastly the Hough transform, is used in the 

reduction of data to be used in later analysis. YAM3D does not directly support 
transformations between spaces though they can be accomplished by invoking other 
image processing systems such as HIPS [Landy84] from within YAM3D.

4.1.1 Geometric transformations

Geometric transformations alter the spatial characteristics of the image space 
under consideration. The resultant space after applying a geometric transform is the 

same as that of the input. For example, rotating an image in Euclidean space pro
duces an image in Euclidean space. Spatial transformations are typically applied to 
slices within voxel data sets during alignment. Alignment is necessary when the 

discrete digital data is acquired from physically sliced sources, such as are produced 
in serial section microscopy. Geometric transformations produce a result with the 

same dimensionality as the data before transformation but the span of the



79

transformed data may be greater. Consider for example the rotations of an image 
lying in the X-Y plane, about the Z axis or about either X or Y. The former pro
duces a result within the original plane whereas the latter span multiple planes of the 

coordinate system.

4.1.1.1 T ranslation

Perhaps the most trivial of geometric transformations is translation. Translation 
involves moving the origin of the coordinate system to produce another coordinate 
system. Translation of digital data is straightforward when the amount of translation 
is evenly divisible by the pixel/voxel units. For example, to translate an image by 
three pixels in both the positive X and Y directions, the following code is used in 
YAM3D.

result = shift(source,[l],3)

The above example can be thought of as having added three to the coordinates of 
each pixel. In particular, for all pixel coordinates (x,y), the new pixels f  2{x,y) for a 

translation of (w,v), i.e. (0 ,0 )—»(w,v), pixel units is simply f  2{x,y) = f 2(x-u ,y-v) 

where f 2 is a 2D image a n d /2 (x,y) is the pixel value at (x,y)..

Translations by fractional amounts are not so simple. Interpolation must be per
formed to derive new pixel values. For example, if the image is to be translated by 
(w,v) where 0 <w<l and 0 <v<l, then the value of the pixel at f  2(x,y) can be interpo

lated from the values of the four pixels f 2(x,y), f 2(x+l,y), f 2(x,y+l), a n d / 2 (^+l,y+l) 

according to the amount of overlapping rectangular area as follows.

A (* o 0  = ( 1  -w) ( 1  ~v)f2(x,y)+u( 1 -v ) f2(x+ 1 ,y)+v( 1 -u ) f2(x,y+\)+uvf2(x+\,y+ \ )

If fractional arithmetic is not supported then the values of u, v, and /  can be scaled 
to the desired degree of accuracy by multiplying by some scale factor which is 
greater than one, and dividing the resultant pixel values f 2(x,y) by the same scale 

factor.

Translation followed by interpolation of binary images will result in grey 

images, and thus a threshold will have to be applied. Selection of a threshold value 
is not straightforward and thus translation of binary images by fractional amounts 
typically produces artifacts.
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4.1.1.2 Rotation

Like translation, rotation involves transforming the pixel/voxel coordinate sys
tem. The pixels are rotated about the origin, which is typically the centre of the 

image, although this need not be the case. Rotations are typically performed about 

one of the coordinate axes, though they can be performed about any point and any 
line in the general case. Slice registration most often involves rotating about the Z 
axis. When uneven physical slicing has occurred, it is sometimes necessary to per

form affine transformations, resulting in an image which has been transformed out 

of the plane of the original slice.

In a right handed coordinate system, the rotation of a pixel (x,y,z) by an angle 0 

about the Z axis is given by

xQ = x  cos(Q) -  y  sw(0 )

ye = x  sin(d) + y  co5 (0 )

ze = z

rotation by an angle <j) about the Y axis is given by 

Xfy = x  c<9 5 ((})) + z sin((j>)

y* = y

Zjj, = - x  sin(§) + z cos(<j)) 

and by an angle co about the X axis by 

*co = *

Jto = y cos(to) -  z sin((ri) 

z(£t = y sin(co) + z cas(co).

The derivation of the interpolation formula for rotation transformations is not as 

straightforward as for translations. Interpolation must be performed for all rotation 
angles except the 4-connected nearest neighbour directions (i.e. even multiples of 
90°). For rotations about a single axis, the new cell value will be a function of the 
original cell value together with its eight neighbours in the plane being rotated. The 
overlapping polygonal shapes used, which were always rectangular for translational 
interpolation, can now have from three to eight edges. The interpolation weights 

correspond to the area of overlap of the cell rotated about its centre with the original 

oriented cell and each of its neighbours. For a rotation of 45°, the overlap with the 

four primary neighbours (N,S,E,W) will be triangular and that of the rotated cell
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with its original orientation an octagon.

Rotation of binary images also exhibits the same difficulties as translating them 
by fractional pixel unit amounts and thus a threshold must be applied. Binary image 
rotation has been used for slice alignment in [Ip84] for reasons of computational 
economy.

Clarke has shown how rotation can be accomplished using shears and fixed 
point integer arithmetic [Clarke82]. Such an approach is ideal for implementation in 

environments such as YAM3D. Constant images are pre-computed for the sine and 
cosine terms and scaled to the desired decimal accuracy. Next, shear images for the 
X and Y axes are generated, where pixels’ sheared addresses are calculated. The 
image to be rotated is then repeatedly sheared in the Y direction and pixel values 
interpolated. Lastly the intermediate image is sheared in the X direction and the 
final pixels interpolated. The implementation is not given here in greater detail, as it 
consists of several pages of YAM3D code and is probably best implemented as a 
DIMPL routine. The reader is referred to [Clarke84] for a more detailed description.

4.1.2 The Fourier transform

Transformations to Fourier space and back again to Euclidean space can be per
formed on ID, 2D, and 3D digital data sets. Transformations of this type are some
times applied in the process of enhancing and smoothing of images as described 
later in this chapter.

The Fourier transform involves the determination of a sequence of descriptors of 
a function corresponding to a summation of trigonometric terms, thereby calculating 

a series expansion for the function. This trigonometric series consists of sine and 
cosine terms of various frequencies. Thus the Fourier transform is a mapping from 
the spatial domain to the frequency domain, or from Euclidean space to frequency 
space.

Without delving into a highly mathematical derivation of the Fourier transform 

of two and three dimensions, which is beyond the scope of this chapter, a general 
description together with a few results and uses is provided. The interested reader is 

referred to [Gonzales87] for a more thorough description of its properties together 
with its derivation.

The Fourier transform maps functions in the spatial domain into the frequency 
domain. An inverse transform also exists which maps back to Euclidean space. For 
example, a function / 3  of three variables (x,y,z) is mapped to a function F 3 (w,v,w) 

where the latter variables are referred to as frequency variables. The 3D Fourier



transform F3 of a function / 3  is given as follows where i= V -F .
+ 0 0  1 0 0  + ° °

F 3(u ,V ,w )  =  J  J  J  f 3( x ,y ,z )  g -^u x + v y + w z)  g ^  g ^  g z

— OO OO — OO

The exponential term, using Euler’s formula, can be expressed as follows.

e ~i2n(ux+vy+wz) _  CQS |27t(itf+vy+vvz)j -  i  sin |27t(ia+vj+wz)j

This equation demonstrates how a trigonometric expansion is considered to take 
place and why the terms u, v, and w are called frequency variables. By integrating 
over all three dimensions, the resultant Fourier transform provides frequency specific 
information. Sampling this transform at various values for the frequency variables 
yields coefficients of a trigonometric series expansion for frequency content within 
the original function.

The inverse Fourier transform of three dimensions is the following.
4*00 +00 | 00

f 3( x ,y ,z )  =  J  J  J  F 3 ( w , v , w )  e l2n(ux+vy+wz) g v  8 w

00 —00 —00

The inverse transform maps from Fourier space back to Euclidean space, or what
ever space the variables (Jt,y,z) represent.

The Fourier transform function F 3  is usually complex, and thus the magnitude 
corresponding to the square root of the sum of the squares of the real and imaginary 
components, called the F ourier spectrum , is sometimes used for pictorial represen
tations. The square of the spectrum, called the spectral density or power spec

trum , is also used. Due to the very large spread in the values of either spectrum it 
is often customary to take the logarithm of one plus the Fourier spectrum.

As described in Chapter 2, both image and voxel processing necessitate opera
tions on discrete digital data sets and not continuous functions, and thus a discrete 
form of the Fourier transform is used. It turns out that for the discrete case no spe
cial conditions exist for whether a Fourier transform pair exists. The discrete 
transform deals with summations of samples of a function rather than integrals over 
the function. The discrete form of the Fourier Transform of three dimensions for a 
voxel data set of resolution NxNxN, where / 3 (x,y,z) is the intensity of the voxel 

located at coordinates (x,y,z), is as follows.

—i2n(ux+vy+wz)
1 N - l  N - 1 N - l   77^-------

F 3 ( m ,v ,w )  =  T 7  z  Z  E  h&y,2) eL



Figure 4.1 Spatial image together with log of Fourier spectrum.

The transform back to the original space is as follows.

N- 1 AM N - 1 
f 3 ( x , y , z ) = X  X  Z  ^ 3(*Fv,w) e

x=0 y=0 z=0

i2n(ux+vy+wz)
N

A decomposition of the discrete Fourier transform, called the Fast Fourier 
Transform (FFT) [Cooley65], exists and is the form in which the Fourier transform 
is most commonly implemented on computers. The discrete form as given above 
results in complex multiplications and additions proportional to N 6, whereas the FFT 
yields complex operations proportional to A/^log2/V̂ . The interested reader is 

referred to [Gonzales87] for a derivation of the FFT and Fortran source code used in 
its implementation. Figure 4.1 shows a 2D image together with the log of its 

Fourier spectrum.

The Fourier representation F n contains the same information as the Euclidean 

space representation f n but in a different form, as either may be mapped into the 

other without loss of information. The information presented in Fourier space con
tains frequencies that are high for ‘sharp’ images and low for ‘blurred’ images. This 
suggests that an image in Fourier space can be operated upon by altering its fre

quency components. Typically an image or voxel data set is converted into Fourier 
space, multiplied by one or more functions which act as frequency modulators or 
filters, and then converted back into Euclidean space. Later in this chapter the high 

pass and low pass filters, both of which operate in this manner, are described.
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4.1.3 The Hough transform

The Hough transform [Hough62] maps points in Euclidean space to a parameter 
space describing straight line equations. Rather than using a slope intercept form for 

the line equations, the Hessian normal representation of lines is used. This is 

because both the intercept and slope approach infinity as the line approaches a verti
cal orientation for a line in slope intercept form. The normal equation for a 2D line 
is as follows, where the parameter space is defined over p (distance from origin 
along normal of line to the line) and 0 (a rotation angle of X into Y about Z) as 
shown in figure 4.2.

p = x  cos(Q) + y sin(Q)

line

x

Figure 4.2 Line parameters for 2D Hough space.

The Hough transform is typically applied to binary data sets containing cells 

which correspond to edges in 2D or surfaces in 3D. In 2D an image A whose pixel 
values are initially all zero is calculated, given Ap and A0 which correspond to the 

desired accuracy of the orientation of lines. For every point Oc^y,) in the image, let 

0 range from 0min to 0max and solve for p. p is then rounded off (using Ap) to its 

nearest allowed value and the pixel value at A(p,0) is incremented. The image A is 
called the accum ulator as its cells are used to accumulate lines containing collinear 
points. At the end of the calculation, A(a,(3) = n indicates that there are n collinear 
points in the X-Y plane lying on the line a  = x  cctf((3) + y sin($).
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Slice coordinates are usually specified with an origin in the top left comer of the 
bottom slice. For such a defined origin the angle 0 is within the range 

-90° • • • +90° and p within the range ±yl2N  for a data set of size N xN . The 2D 
Hough transform maps 2D points to 2D sinusoidal curves. Figure 4.3 shows the 
result of applying the 2D Hough transform.

Figure 4.3 2D Hough transform: left image contains four points in Eu
clidean space and right image contains corresponding representation of the 
same points in Hough space. Note that points where the sinusoidal curves 
intersect indicate that the Euclidean points (corresponding to the curves) 
are colinear.

The 3D equivalent of the Hessian normalised line is a plane. The normal form 
of the equation of a plane is as follows and is depicted in figure 4.4.

p = cas(<|)) [x  cos(0 ) + y  sm(0 )j + z sin(<{>)

0 and p have the same meaning as in the 2D case. <J) specifies an angle of rotation 

of the 2D projection of p  in the X-Y plane into the Z axis.

To specify a line in three dimensions the plane equation would have to be 
extended by another angle (within the defined plane) thus yielding a four
dimensional space. Since one is generally interested in locating surfaces (planes) in 
3D, and not arbitrarily oriented edges (lines), such a transform is rarely performed.

In the 3D Hough transform, points map to sinusoidal surfaces (waves), and thus 
the Hough space representation for two (coplanar) points will intersect in a
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plane

y
x

Figure 4.4 Plane parameters for 3D Hough space.

sinusoidal curve as shown in figure 4.5. If three distinct points are coplanar then 
their Hough surfaces will intersect in a point.

For an image with n points and using M  subdivisions for 0, the 2D Hough 
transform requires at least nM  floating point additions and twice as many multiplica
tions if table lookups are used for the sine and cosine terms, and considerably more 
if they too have to be evaluated. In general, the order of complexity for the 2D 
Hough transform is proportional to nM. For the 3D Hough transform, iteration 

through all values of (j) is necessary, and thus assuming M  subdivisions for <J), the 
order of complexity is proportional to nM2.

Typically, once the Hough transform has been applied, further image processing 

is applied within the Hough space. For example Petkovic et al. report applying 
differentiation techniques in 2D Hough space rather than 2D Euclidean space [Petko- 
vic8 8 ].

The Hough transform has been shown to be a specific instance of the Radon 
transform [Radon 17] by Deans, and thus Hough transforms for other shapes can also 
be derived [Deans81]. For example, equations for circles, spheres and splines can 
be used.
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Figure 4.5 3D Hough transform of two points whose set of planes inter
sect in a line (sinusoidal curve in Hough space).

4.2 Enhancement

Enhancement techniques are a common form of operation in 2D image process
ing. This section looks at sharpening, contrast enhancement via histogram 
modification, and smoothing as applied to both 2D and 3D data sets. Due to space 
limitations, an in-depth survey of all enhancement techniques is beyond the scope of 
this chapter. The interested reader is referred to [Wang83] for a broader survey of 
(2D) enhancement operators.

4.2.1 Sharpening

Discrete data sets are often sharpened for purposes of visualisation and subse
quent processing such as edge determination. The act of image sharpening 

corresponds to boosting high frequency components or attenuating low frequency 
components. Sharpening can be accomplished in either Euclidean space or Fourier 
space. One approach from each category is described below. The first, correspond

ing to differentiation, is typically applied in the spatial domain whereas the second, 
called high pass filtering, is most often performed in the frequency domain. Other
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sharpening techniques are described later in section 4.3 and in chapter 5.

4.2.1.1 Differentiation

Boosting the high frequency components of an image can be accomplished by 
differentiation. If the image under consideration is treated as a function of spatial 
dimensions (i.e. in Zn ), then the magnitude of the derivative of the function will be 
greater for strong transitions in the image than for weak transitions. One simple 
form of differentiation which is performed on 2D images is to take the magnitude of 

the gradient which is defined as follows.
j_

IA(x,y)l = [ ( fe y )  - /(* + l ,y ) ] 2  + ^f(x,y) - / (x ,y + l) ]2] 2

The use of the gradient for image sharpening dates back to the 1950s, as applied by 
Kovasnay and Joseph [Grimsdal59]. Figure 4.6 shows the result of having per
formed a gradient on a simple 2D scene. When the gradient is used in enhancement 
for purposes of visualisation and if the slices are viewed individually, then the 2D 
gradient is more useful than the 3D gradient as 2D structures (edges and not sur
faces) are being examined.

Many other approaches to differentiation of discrete data sets exist. Since 
Chapter 5 is entirely dedicated to edge detection with significant emphasis placed on 
differentiation, only a cursory description has been given here.

4.2.1.2 High pass filter

An image can be sharpened by attenuating its low frequency components. Such 
attenuation in Fourier space is called high pass filtering. The term ‘high pass’ is 

used because the high frequency components are passed through the filter 
unchanged, while the low frequency components are reduced in strength or removed 
altogether. There are several filters which can be used in attenuation. The ideal 
filter removes all frequencies inside a sphere (circle) of some specified radius about 

the centred origin of the 3D (2D) Fourier transform. All frequencies outside of this 
sphere (circle) are left unchanged. The surface (perimeter) of the sphere (circle) is 
known as the cut-off frequency. For example a cutoff frequency of 33% will 
remove the lowest third of all frequencies whereas a cutoff of 6 6 % leaves only the 
highest third.

Other methods of attenuation can also be used. For example the Butterworth 

high pass filter gradually reduces low frequencies. Instead of defining a perimeter 

within which information is totally removed, a smoothly increasing (with respect to



Figure 4.6 Original image together with magnitude of 2D gradient.

the Fourier origin) function is used to scale the frequencies so that they are 
unchanged far away from the origin and attenuated to greater and greater extents as 
they approach the origin. Given a distance d  from the origin and a parameter n  

which controls the degree of the attenuation scaling as d  is approached from high to 
low, the high pass Butterworth filter function is defined as follows for three dimen
sions.

1

2  n

1 +
Vu 2+ v 2+ w 2

Figure 4.7 shows the result of applying the Butterworth high pass filter with a cut
off frequency of 33% to a 2D image.
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Figure 4.7 Result of applying high pass and low pass filters with d  = — 

to the image of figure 4.1.

4.2.2 Histogram  modification

The use of 3D operators presupposes that the data are consistent across all three 
dimensions, as mentioned in Chapter 2. In this case consistency means that there is 
little deviation in contrast and noise across several slices. Unfortunately this is not 
always the case. Consider for example the two consecutive serial section slices of 
figure 4.8, where the difference in contrast is quite pronounced and readily apparent 
from the histograms shown in the same figure. Cases such as this can occur as a 
result of differing amounts of dye being absorbed by successive slices across several 
microscope slides.

Before performing 3D operations on a 3D data set, it is sometimes desirable, for 
cases such as that demonstrated in the previous figure, to normalise the data between 

slices. Such normalisation is sometimes referred to as contrast enhancem ent, as it 
is also performed for purposes of visualisation. Techniques for contrast enhance
ment are performed by altering the histogram of slices. A histogram  is a global sta
tistical distribution description of the range of cell values in a data set. Since we are 
dealing with slices, the histogram consists of a table of the number of occurrences of 
every possible discrete pixel value in a particular image. The histogram is con
structed by making a single pass through all pixels in an image, incrementing the 
occurrence value for the bin in the table corresponding to each value as it is encoun

tered. For the following discussion eight bit pixels will be used and thus the range
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Figure 4.8 Consecutive serial section slices of renal corpuscle from a 
rat’s kidney, together with histograms demonstrating a need for slice nor
malisation.

of possible values is 0...255, although the domain of the pixel values may be less.

The underlying notion of histogram modification techniques for contrast 

enhancement is that pixel values will be remapped to, possibly different, pixel values 
within a specified range. A single valued function M ( p ) ,  which is monotonically 
increasing is constructed from the histogram and used to generate a new image 

/2Cri>0 = M ( f 2( x , y )  ). The restriction that M  be monotonically increasing ensures 

that the order of contrast (which is always from black to white in this thesis) is 
preserved.

Histograms of individual slices as well as those of entire voxel data sets are 
commonly calculated. For situations such as in figure 4.8 it is more common to 
operate on slices individually and thus to use histograms of 2D slices.
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4.2.2.1 Histogram spread

One method of contrast enhancement is to spread out all pixel values within a 
specified range to cover the entire possible range. Histograms of images with poor 
contrast tend to have the majority of values lying within a small range. As an 

example, for a bright image with little contrast the range of values may be 0...217, 
but perhaps 75% of the values fall within the range 145...217. For such a case, if 
this range were to be remapped to be 0...255, the overall appearance of the image in 
terms of contrast would be greatly improved. Since low pixel values sometimes 
represent high frequency noise, the removal of this information for cases such as the 
previous hypothetical one, may in fact be advantageous. Also, in cases where 
saturation has occurred due to too intense lighting for the dynamic range of the input 
device, such a remapping may be in order.

Given an image min of constant intensity equal to the smallest value of an 
image, and an image max equal to constant value of the largest value, then the 
stretched image would be computed as follows in YAM3D.

A value smaller than the maximum can be used, in which case all stretched image 
values are clipped to eight bits. Similarly a value greater than the minimum could 
be used. In such a way a subsection of the histogram can be spread to encompass a 
broader range. Figure 4.9 shows the result of stretching a sub-portion of a histo
gram.

4.2.2.2 Histogram equalisation

Non-linear spreading can be performed on images. In one approach the stretch 
function is determined from the original histogram. Histogram equalisation is one 
such example. The function M(p) simply represents the probability of a pixel value 
being less than or equal to the variable p. Thus, given a minimum image value min 
(as in the previous section) and a histogram (probability distribution function) P, the 
mapping function M  for an image of size widthxheight is as follows.

Figure 4.10 shows the result of applying histogram equalisation to the slices of 
figure 4.8. Note that the histograms are still very different, but the difference in 

overall visual contrast between the slices is less than in the original slices.

stretched = 255 * (source - min) / (max - min)

M(p) = ------------------
widthxheight i—min
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Figure 4.9 Image before and after application of histogram stretch.

4.2.3 Smoothing

Image smoothing can be accomplished in both the Euclidean and Fourier 
domain. The counterparts to the high pass and differentiation operators for sharpen

ing in section 4.2 are described here. They are the low pass filter and the average 
filter. Other smoothing filters are described later in section 4.3.

4.2.3.1 Low pass filter

Earlier in this chapter it was demonstrated how a high pass filter can be used to 
attenuate low frequency components in an image while preserving the high fre
quency components and thus to sharpen it. In a similar vein low pass filtering 

involves attenuating high frequency components and passing through the low fre
quency information. The strategy taken is to use the same high pass filter functions, 
but inverted. For example for the ideal low pass filter, if the highest frequency is V  

(which is usually 1) then the corresponding low pass filter L is derived from the 
ideal high pass filter H  as follows.



Figure 4.10 Histogram equalised slices together with resultant histo
grams of the slices of figure 4.8.

L ( m , v , w )  = T  -  H ( u , v , \ v )

The B utterw orth low pass filter of order n  is as follows where d  is a distance 
from the origin of Fourier space.

1
L ( u , v , w )  =

1 +
V  U 2+ V 2 + \ V 2

I n

Figure 4.7 shows the result of applying both low pass and high pass filters and 

figure 4.11 the low pass Butterworth filter for various values of d  and n .

4.23.2 Average filter

Previously it was shown that differentiation sharpens images. As one would 
expect, integration smooths images. Averaging over the local neighbourhood of a 

cell is a discrete summation (analogous to continuous integration) which is



Figure 4.11 The Butterworth low pass filter with n =  1 for top row and
1 2

n - 10 for bottom row and d  -  —  for left column and d  =  —  for right
3 3

column.

commonly performed in Euclidean space. As more neighbours are used in calculat
ing the average (mean), a greater smoothing will result. The average filter smooths 
fine details by attenuating high frequency information, thus reducing some forms of 
noise (eg. salt and pepper noise).
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The average filter is performed by moving a window of fixed size across the 
input data, and assigning to the central cell in the output data the summation of all 
cells in the window of the input data. In 2D a 3x3 window size is often used, using 
either the 4-adjacent neighbours or 8 -adjacent neighbours depending on the degree 
of smoothing required. In 3D the 6 -adjacent neighbourhood set offers minimal 
smoothing, whereas the 26-adjacent neighbourhood smooths considerably more 
(approximately as much as a 5x5 2D average). After the summation has been per
formed it is sometimes desirable to normalise the output data to correspond roughly 
to the input data, by dividing each cell by the number of neighbourhood cells used 
in the summation. A 4-adjacent neighbourhood average filter can be represented by 
the following kernel (window).

0 1 0

1 1 1

0 1 0

Weighted averages can also be computed. Instead of linearly summing the cell 
values, each neighbourhood cell can be scaled by some factor before summation. 
For example, the following neighbourhood kernel for the 26-adjacent neighbourhood 
in 3D gives greater weighting to cells closest to the central cell (the 6 -adjacent 
neighbours) than those farther away (the remaining 26-adjacent neighbours).

1 2 1 2 4 2 1 2 1

2 4 2 4 8 4 2 4 2

1 2 1 2 4 2 1 2 1

z- 1 z+ 1

The previous kernel is a rough, discrete, unnormalised approximation to the 3D 
Gaussian normal distribution function which is as follows in 3D for a standard devi
ation a  [Hohne8 8 ].

vF(x,y,z) = 1

V(2 7t)V

- x 2- y 2- z 2
2 a2

The act of summation over windows and assignment of a value to central cell, 
such as described for the previous two kernels, is known as convolution. The
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output image is said to be derived by convolving the input image with the kernel.

XY:0 XY:2

XY:7

XY:9

Figure 4.12 10x10 serial section slices through the renal corpuscle of a
rats kidney.
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Figure 4.12 shows ten serial section slices of size 10x10 through the renal 
corpuscle of a rat’s kidney, which will be used later to demonstrate the average filter 
as well as other filters. Figure 4.13 shows the form of data representation that will 

be used. Two orthogonal slices, where Z = 5 and Y = 5 respectively, are shown 
through the slices of figure 4.12. Isometric projections of the data in the same 

orthogonal slices will be used, as they are sometimes more readily visualised than 
the data in image format. The X-Y projection is useful for examining the different 
results of 2D and 3D operators on a slice by slice basis while the X-Z projection 
allows for examining what happens to 3D structures.

XY:Original

O r i q i n a 1

XZiOriginal

O r l q i n a l

Figure 4.13 Two orthogonal slices together with projections through the 
slices of figure 4.12 with Z = 5 and X = 5.
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There are three properties of the average filter which require mentioning at this 
point. The first is that the average filter is an effective way of smoothing noise in 

data. The second property, which is not always desirable, is that new grey values 
can be introduced in the process of averaging. The last property, which is not 
always desirable, is that edges (surfaces) are blurred with the surrounding medium.

2D_Average 2D_Average

50  SCO

2 39  000

0 000

3D_Aver age 3D_Aver age

>38 ooo
>1 .0 0 0 0

85 0000

Figure 4.14 Application of 3x3 and 3x3x3 average filters.

Figure 4.14 demonstrates the differences between applying 2D and 3D average 
filters. In both cases the surfaces have been smoothed, though the 3D average is 
considerably smoother than the 2D average. This is because the 3D averages twenty 

seven cells into every cell whereas the 2D average only uses nine cells. For an
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equivalent smoothing to be calculated from a 2D average, a 5x5=25 neighbourhood 
would have to be used. It is important to keep in mind though that a 5x5 filter uses 
cells which are further away than a 3x3x3 filter and thus information about the 
separation distance between objects and the degree of texture should be taken into 

consideration. If equivalence to a 3x3=9 2D average is required in 3D then either a 
6 -neighbour or 12-neighbour 3D average should be used.

4.3 Rank filters

A class of statistically based filters has evolved over the past two decades which 
is used for both enhancement and smoothing. These filters operate over small neigh
bourhoods of cells and involve ranking (sorting) cell values and choosing among 
them. The properties and underlying theory of these filters is an active area of 

research. Since the underlying algorithms defining these operators are all similar, 
they have been concentrated in a separate section in this chapter rather than being 
scattered throughout previous sections. The types of operations on ordered lists of 
neighbourhood cell values include typical statistical operations such as choosing the 
maximum, minimum, and extreme values.

In-depth theoretical analysis of the rank filters is beyond the scope of this thesis. 
Where appropriate the reader will be referred to supplementary articles. For a good 
survey of the use of rank filters for 2D image processing the interested reader is 
referred to [Kim8 6 ].

4.3.1 Median filter

Like the average filter, the median filter is a statistically-based operator for 
smoothing images. As a window is moved across the image, the median value of 
the cells within the neighbourhood is chosen as the output cell value. The median 
filter is an effective method of reducing the effect of noise. The advantages of the 
median filter are that no new grey values are introduced and that sharp edges are 
preserved (rather than being smoothed as is the case with the average filter). 
[Justusson80] presents an in-depth analysis of the statistical properties of the median 
filter as applied to digital image processing, while [Scollar84] compares the median 
filter to the average filter. [Huang79] presents an optimised algorithm for sorting, 
which can be used in implementing the median filter.

Figure 4.15 shows the result of the application of a 3D twenty-six neighbour 

median filter. Note that the edges are much sharper than the corresponding average 

filter yet high frequency point noise has still been considerably reduced. For edge
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and surface detection of an accuracy at or near the limits of digitisation the median 
filter is preferable to the average filter.

2D_Median 2D_M edian

500

2m? cs:

29 sc:

3 D _ M e d i a n 3 D . M e d i a n

2> oco

35 0 90

36  0 0 0 0 ;HS COS

S3 03C3

Figure 4.15 2D and 3D median filters of size 32  and 33  respectively.

The differences between the 2D and 3D median filters, as demonstrated in figure 

4.15, are that both the inner and outer frontiers of the structure (both cells surround
ing the hole and the object) are sharper for the 3D median than for the 2D median. 

This is a result of the additional number of neighbours being used.
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4.3.2 Expand and  shrink filters

The expand and shrink operators have undergone considerable investigation over 
the past decade, and have become the basis of a ‘new ’ subdiscipline of image pro
cessing called mathematical morphology (eg. [Serra82] and [Serra8 8 ]). Perhaps the 
earliest analysis of them was [Duff73]. The expand filter (shrink filter) sets each 
pixel in an output image to the maximum (minimum) pixel value in a neighbour

hood window. Their implementation is similar to that of the median filter, in that a 
rank ordering can be thought of as having been performed over a fixed neighbour
hood and a value chosen. The expand operator is also referred to as dilation, aug
mentation, and maximisation. The shrink operator is sometimes called erosion, 
reduction, and minimisation. For a readable introduction to the theory of mathemati
cal morphology the reader is referred to [Maragos87a] and [Maragos87b]. Figures 
4.16 and 4.17 show the results of applying both 32  and 33 expand and shrink filters.

The difference between the 2D and 3D expand operator, as demonstrated in 
figure 4.16, is exhibited mostly in the extent of surfaces and in the maximisation of 
object values. In both cases, the cavity was sufficiently small that it was filled in. 
Either a 3D expand or larger neighbourhood 2D expand must be used for cases 
when a 2D cavity has a minimum diameter greater than the expansion size. For 
example a 3x3x1 cavity would not be fully filled with a 2D expand, whereas a 3D 
expand would fill it altogether. A larger neighbourhood 2D expand may be in order 
when the voxel’s Z dimension (height) is considerably larger than its X and Y 
dimensions (i.e. voxels are not cubic). For cubic voxels it is more likely that a 3D 
expand is more appropriate, as object extents over any axes should be treated uni
formly. Similar caveats exist when using the shrink operator to remove small 

objects, as shown in figure 4.17. In this case the 3D shrink has split the object into 

two objects whereas it is still connected after the 2D shrink.

For bright objects on a dark background the shrink filter attenuates high fre
quency information and passes through low frequency information. For dark objects 

on a bright background the expand filter acts similarly. Since these operations are 
not reversible, their use involves the loss of information. For attenuation of noise, 
both expand and shrink are typically used together. First a shrink is applied, fol
lowed by an expand. This has the effect of removing noise and sharpening edges. 
For bright objects on a dark background, n iterations of shrink followed by n itera
tions of expand removes ‘noise’ objects of maximum dimension (diameter) 2 n. 
Such a combination of shrink followed by expand is called opening. Conversely, 

expands followed by shrinks are called closing. Figures 4.18 and 4.19 shows the 

result of applying both 32  and 33  opening and closing filters. Hohne et al. used 3D
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Figure 4.16 Application of 32  and 33 expand filters.

dilation following by closing to remove gray matter in MRI slices of a brain 

[Hohne8 8 ]. The differences in the 2D and 3D closings of figure 4.18 and the 2D 
and 3D openings of figure 4.19 are a reflection of the initial expand and shrink of 
figures 4.16 and 4.17 respectively.

The top-hat transform (also called the rolling-ball transform) can be used to 
attenuate low frequency information, and thus to edge-enhance data [Meyer78]. The 
top-hat transform is computed by simply subtracting the opening of an image from 

the original image. Figure 4.20 shows the result of applying the top-hat transform.



G
rl

"J 
(.

re
ij

104

2D_Shr in k Z D . S h n n k

20 53  C

1 0000

113 090

0 0C330

3D_Shr: nk

»: l ooo

0 00000

103 000

0 ooooo

Figure 4.17 Application of 32  and 33 shrink filters.

The difference between the 2D and 3D top-hat transforms results from the 
differences between the effects of the initial 2D and 3D shrink filters. Taking the 
difference between original and closed data sets is a form of differentiation and thus 
is a form of enhancement similar to the gradient described previously.

For a more detailed (dimensionless) investigation into the theoretical properties 
of the expand and shrink rank filters, as well as opening, closing, and the top-hat 
transform the reader is referred to [Serra82] and [Serra8 8 ].
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Figure 4.18 Application of 32  and 33 closing.

4.3.3 Extrem um  filter

Another rank filter which can be used for enhancement is called the extrem um  
filter [Lester80]. As with the median filter, local neighbourhoods of cells are sorted 
into increasing order, but instead of choosing the median value, either the maximum 
(expand) or minimum (shrink) is selected as the output value, depending on which is 

closest to the central neighbourhood cell value.

The extremum filter is a data sharpening operator, as figure 4.21 demonstrates. 

High frequency information such as surfaces, edges, and noise are enhanced, 
whereas low frequency information, which is characterised by more gradual change,
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Figure 4.19 Application of 32  and 33 opening.

is suppressed. The differences between 2D and 3D extremum results are similar to 
the 2D and 3D medians. One difference though, as exhibited in figure 4.21, is that 
the 2D extremum has resulted in the cavity breaking through to the outside, thereby 
altering the topology of the structure, whereas the additional 3D support has 
preserved the frontier.
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Figure 4.20 Application of 32  and 33  top-hat filter.

4.4 Restoration

The act of digitisation can be expressed mathematically, given a scene /  and its 
digital representation g. The cell at g(a,p,y) is formed by the contributions from a 
region of some finite size surrounding (.x,y,z) i n / a s  follows

g( cc,p,y) = JJJ h{ a -x , p-y, y-z, f(x,y,z) ) 5x by bz

where h is called the point spread function (PSF). The point spread function is 

typically taken to be spatially invariant. For mathematical convenience, the PSF is 

typically treated as being linear, and thus the act of image formation is approximated
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Figure 4.21 Application of 32  and 33  extremum filters.

as follows.

g(a,p,y) = J J J  h{ a -x ,  (3-y, y -z  )f(x ,y ,z) bx by bz

The previous approximation is a convolution integral. The weighted average kernel 
presented earlier in this chapter is an example of a discrete convolution.

In order to remove the imperfections associated with the digitisation process, 

some of which were described in chapter 2, approximations to the PSF are often 
devised (using a priori information) and the digital image g is deconvolved so that 

it more closely resembles /. In Fourier space F, a convolution is performed by
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multiplication with // , which is the Fourier representation of h and called the modu
lation transfer function or MTF, and by summation of neighbour multiplications in 
the discrete Euclidean space Zn. Deconvolution is then performed by division (by H  
in this case) in F  and summation of neighbourhood divisions in Z". The deconvolu
tion integral for an estimated PSF h' yields a new discrete data set g'.

As an example, in nuclear medicine the PSF is generally considered to be a 
Gaussian blur and, since the Fourier transform of a Gaussian function is a Gaussian 

function, so also is the M TFt The PSF function then behaves as a low-pass filter 
and high spatial frequencies are attenuated. The act of deconvolving by a Gaussian 
(assuming the standard deviation a  is approximately known) acts as an enhancement 
technique thereby sharpening the data. The difficulty with deconvolution involving 
division by a Gaussian is that at high spatial frequencies the divisor becomes vanish
ingly small and thus the integrals are dominated by the larger terms at these frequen
cies. As Webb concludes, "direct deconvolution ... leads to unacceptable noise 
a m p l i f i c a t i o n a n d  thus extreme care must be taken in choosing ti. Note that 
motion blur is another example where deconvolution can be used to de-blur and thus 

to restore an image.

An approach to deconvolution, called the Jansson-van Cittert technique, has 
been described in [Frieden75]. A discrete iterative adaptation of this technique has 
been derived for the 2D case in [Potter84] which is suitable for implementation in 
YAM3D. The general idea is to iteratively construct a blurred image which 
approaches g , given an approximation to the smoothing function s. The overall form 

of the equation for 2D then is as follows.

g(x>y) =  j  J / (  x - a t y-P) s(a,P) 8a 8p

The basic method is to iteratively generate closer and closer approximations to 
the ideal image /  by subtracting from it successively better estimates (s) of the 

blurred initial image g. In other words, at each iteration, as s approaches g , /  
approaches the ideal function. A function z, which is defined as follows, is used to 
modulate s in order to ensure proper scaling.

z(x,y) = C 1 ----- —  I sn(x y) -
B -A  { 'y> 2

t [Webb88], page 542. 
t ibid, page 541.
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A is the minimum grey value (usually zero) and B the maximum grey value. C is 
typically determined by trial and error and its range is ordinarily 0...2 [Potter84]. 
Typically s is estimated from the blurred result of a point (i.e. a priori experimenta
tion and analysis has been performed). The 2D algorithm as it has been imple
mented in YAM3D is as follows.

/*
*  Discrete 2D deconvolution assuming Gaussian blur
* using Jansson-van Cittert’s method [Frieden75]
* as adapted from [Potter84]
*

* minimum grey value (A) is assumed to be 0
* (C) has been scaled to be a number in range 1..20 {rather than (0..2]}
* (B) is maximum grey value
* input image is (g)
* output image is (f)
*
* i.e. (s)moothed image approaches (g)
*

* NOTE: code has NOT been optimised for the sake of clarity 
*/

B = 255
C = 14 /* == 1.4 */
f  = g 
do 12

s = convolve(f,l,2 ,l,2 ,4 ,2 ,l,2 ,l)/16  
h = C*(B - absval(2*f - B))/(10*B) 
f  = f + h*(g-s) 

enddo

Rather than continually comparing initial image g with the smoothed image s, 
the algorithm as it has been implemented iterates a fixed number of times (in this 
case 12), as s changes very little after the first few iterations. The 3D implementa
tion in YAM3D is similar, with /  and s being image stacks which are indexed, and 
the calculation of s changing to a 3D convolution.

More realistic neighbourhood sizes are 5x5 and 7x7 for 2D [Potter84]. Figure 
4.22 shows the result of applying the 2D deconvolution script above to an MRI slice 
through a human skull. Notice how the contrast between peaks and valleys has been 
increased and thus the high frequency components have been enhanced, albeit 
slightly in this case.



Figure 4.22 Application of 2D Jannson-van Cittert discrete Gaussian 
deconvolution to an MRI slice through a human skull.

4.5 Segmentation

One of the later stages of image processing, prior to the data gathering stage of 
image analysis, is segmentation. The underlying assumption of the operations per

formed prior to segmentation is to enhance those components of data which one is 
interested in studying. Segmentation then is concerned with data reduction, remov
ing unwanted information altogether and preserving only that information which is 
required for subsequent analysis. Such information might be entire objects, for pur
poses of visualising complex structures, or edges in 2D and surfaces in 3D. The 
concepts presented in chapter 2 all assumed that the objects of interest had already 

been segmented from the rest of the data. Pavlidis has defined segmentation as fol
lows [Pavlidis77]. "Given a definition of ‘uniformity’, a segm entation is a partition 

of the picture into connected subsets, each of which is uniform, but such that no
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union of adjacent subsets is uniform."

There are many methods of segmentation. A complete survey of applied seg
mentation methods is beyond the scope of this chapter. For a comprehensive sur
vey, the interested reader is referred to [Sahoo8 8 ] and for automated segmentation 
techniques to [Pass81]. Those methods described below have been selected either 
because they will be used in subsequent chapters or because they are of theoretical 
importance. Many segmentation algorithms are hybrid in that they involve several 
stages, such as smoothing and enhancement, which have been treated as being 
separate from segmentation in this chapter. Later chapters will describe some of 
these methods, but for completeness a hybrid segmentation algorithm for grey level 
surface tracking is presented below.

4.5.1 Thresholding

Thresholding is the process of reducing grey data to binary data. The binary 
data can be thought of as representing the presence ( 1 ) or absence (0 ) of whatever it 
is that is being segmented. Thresholding techniques can use local neighbourhood 
information, slice-wide information, and entire voxel data set (global) information in 
segmentation. These levels of thresholding can be thought of in terms of the con
cept of the histogram presented in section 4.2.2.

The general assumption made in thresholding in YAM3D is that cell values 
have been pre-processed over local neighbourhoods of slices and thus the data is 
now ready for a threshold decision to be made on a slice-by-slice basis. The 
YAM3D command dst = thresh(src,level) will reduce a grey image to a binary one 

where each pixel in the output image dst will be set to 1 if its corresponding grey 
value in the input image src is greater than or equal to level. The thresh() com
mand is applied when a fixed level can be computed or is known beforehand. Two 
interactive threshold routines are also provided by YAM3D. They are dst = 
dispthresh(src) and dst = histthresh(src). The former shows the threshold image 

together with the threshold value as it is computed, where the user can interactively 
change the value by using the cursor keys on the keyboard. histthresh() works 
similarly except that, rather than showing the thresholded image, the histogram of 
the input image is displayed as well as the current threshold value, which also can 
be interactively altered with the cursor control keys.

An automatic threshold function is also provided by YAM3D. The command 

dst = autothresh(src) will automatically determine a threshold for image src from 
its histogram. autothresh() assumes that the histogram is bimodal (has exactly two 
peaks, one for object levels and the other for everything else). The general idea
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then is to recursively divide the histogram into subregions using the so called ‘divide 
and conquer technique’ to find the central valley between the two peaks [Prewitt6 6 ] 
and [Ohlander78]. Local neighbourhood thresholds can also be determined automat
ically by using histograms of subregions (small neighbourhoods) of the entire data 

set [Nakagawa79].

Although not currently provided for in DIMPL, it may be the case that there are 
several types of object which need to be segmented from a m ultim odal histogram 

and thus the end result would be a series of binary images with the particular object 
(or texture) type being isolated in its corresponding output binary image. For exam
ple the image of the sheep in figure 4.6 might be segmented into two binary images 
corresponding to body and hooves, and face and legs. For cases such as this the 
region splitting technique must take into account the number of necessary peaks (in 
this case three).

4.5.2 Grey level surface tracking

Early surface tracking algorithms of grey level voxel data sets using heuristics 
search techniques include [Martelli76] and [Liu77]. In particular Liu used a 
breadth-first search strategy and backtracking for error minimisation. (The use of 
graph search methods for binary surface tracking was introduced in section 2.3.7). 
More recently similar approaches have been described and analysed in [Sander87] 
and [Cappelletti89]. Cappelletti and Rosenfeld used a cost function which combined 
surface gradient magnitudes and (optionally) surface curvature for the search heuris
tic. As all of these methods are similar in approach, only the last will be described 

here as in depth analysis has been carried out on the resultant differences between 
2D and 3D approaches by Cappelletti et al.

The approach used by Cappelletti and Rosenfeld is to transform the voxel data 
from X-Y slices to X-Z slices for the application of 2D methods. The surface track
ing algorithm (in the 2D case a 2D edge tracking algorithm) traces around the fron
tier of the surface from some initial point before proceeding to the next slice. Deter
mination of the next surface voxel to visit is made by choosing the direction of max

imum gradient (perhaps combined with local surface curvature information). In 
order to reduce the effects of noise on local gradients, the algorithm was tested with 
prior averaging of local neighbourhood sizes 33  and 53 with varying degrees of 
noise. The 3D version used the same approach as the 2D version, except that a 3D 

gradient was applied in the cost function. Cappelletti and Rosenfeld compared the 

results of using both 2D and 3D gradients and found that the latter improved the 
accuracy of surfaces segmented from noisy data.
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4.6 Summary

A general description of 2D and 3D image processing algorithms has been 
presented, together with examples demonstrating some of the differences in the out
puts which result when 2D and 3D algorithms are applied to real world data. In 
particular it has been demonstrated that the extra values used in 3D smoothing 
methods result in significantly more blurring for the average filter, and better 
enhancement for 3D sharpening. In some cases the topology of the object under 
consideration was altered with the 2D operators but preserved with their correspond
ing 3D operators. In other cases it was the other way around. It was also demon
strated that there are times when it is necessary to apply 2D operators (eg. contrast 
enhancement on a slice-by-slice basis in section 4.2.2) on 3D data and others when 
3D operators need to be applied (eg. cavity filling in section 4.3.2).

Having a general overview of the types of operators available, together with a 
notion of the differences between applying 2D and 3D operators, it is now appropri
ate to examine a class of operators in detail (surface detection in chapter 5) and 
analyse in more detail the behaviour of operators of different dimensionality (chapter 

6).
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Chapter Five: Edge and Surface Detection Operators

This chapter provides a survey of edge and surface detection operators. New pro
perties of arbitrary dimension Laplacians are derived, as well as new, more accurate, 
approximations to the discrete 3D Laplacian. The survey of 2D operators is restricted 
to those solely concerned with edge detection, and thus focuses on the type of informa
tion one is generally concerned with in early visual processing [Marr81]. Probably as 
much effort has been channelled into the evaluation and comparison of 2D edge detec
tion operators as has been engaged in their derivation. As a result, extensive comparis
ons between different 2D methods, although essential in their own right, are beyond 
the scope of this chapter. Since it is the objective of this thesis to determine what 
differences in accuracy result from applying 2D operators to 3D data sets, as opposed 
to applying 3D operators, the reader is directed to [Pratt78] and [Abdou79] for both 
qualitative and quantitative analyses of various 2D edge operators.

There are three broad categories into which most 2D edge detection operators can 
be classified, as noted in [Ballard82]: operators based upon an approximation to the 
mathematical gradient; operators based on template matching, which search for lines at 
different orientations; and operators which fit local intensities to some form of 
parametric edge model. As Herman has noted, in 3D medical image processing 
efficiency is of high importance, since the data sets are large and the cost must be paid 
for each individual patient [Herman8 8 ]. For reasons of efficiency then, and since gra

dient operators are usually the first approach to be tried, due to their relative ease of 
implementation, this chapter focuses on the edge detection operators from the first 
category. Although template matching is only marginally more expensive in 2D, the 

number of templates which must be considered in 3D is significantly larger, and thus 
operators of this type are impractical on current mainstream computers. For example 
the Frei-Chen templates [Frei77] are eight in number for 2D, but as derived for 3D by 
Topa et al., are 24 in number [Topa89]. Performing 24 template matches per cell in a 
256x256x256 voxel image is beyond the scope of reason on currently available cost- 

effective medical imaging hardware.
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5.1 What is an edge?

From the point of view of most edge detection operators, an edge is simply defined 
as a discontinuity in local image intensity values. Although this definition holds true 
for all edges, it also holds true for structures which one would visually not consider to 

be edges, such as noise and texture. On the other hand, some edge detection operators 
assume that an edge is simply the boundary between distinct, possibly homogeneous, 
regions in an image. Unfortunately, this latter definition of an edge presupposes a 
definition of a grey level region, which, in general, is just as elusive.

Before consolidating a definition of an edge in a 2D image, it is useful to define 
what physical correlates from the original 3D scene might possibly be contained in 
edges derived from 2D projections. The physical correlates of interest are as follows.

1. Boundary between 3D objects, whether by occlusion or intersection.

2. Boundary between 2D objects on a 3D surface, such as the letters on this page.

3. Boundary between 2D objects on a 3D surface which partially occludes or inter
sects another 3D object.

4. For completeness, the shadows cast by 3D objects onto the surface of other 3D 
objects must also be included, though the existence of such edges is contingent on 
the type of original data and the acquisition method used.

In practice, since the 2D image is a discrete projection of the original scene, the 
purpose of edge detection is to find the above boundaries within the image as precisely 
as possible. Unfortunately, just as the human visual system is susceptible to optical 
illusions, detecting boundaries where none exist (and overlooking boundaries which do 
exist), there may be local discontinuities within the projection which do not map to 
true object boundaries. Furthermore, both the limits of spatial sampling (resolution) 

and density/intensity sampling (number of grey levels) have a significant effect on the 
amount of information available to be operated on. As a result this chapter will work 
with available information, and will not be concerned with the inference of edges from 
poorly sampled data, or with determining which edges correspond to physical boun

daries (which is usually treated as a separate post edge-processing stage), but rather 
with the location of projection boundaries of regions of mostly distinct grey values. 
With these restrictions, an edge is defined as a discontinuity in local pixel values 
around a region containing relatively distinct (perhaps mostly homogeneous) grey 
values.

It is not the intent of this thesis to evaluate the applicability and use of various 2D 
edge detection operators, but rather to discern the differences between the application 
of 2D edge detection operators to successive slices of a 3D volumetric data set, as
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opposed to applying 3D surface detection operators to the same data. The definition 
just given should therefore suffice to provide a reasonable framework for investigation 
without branching out into such diverse fields as knowledge-based reasoning, pattern 
recognition, texture analysis, optics and computer graphics.

In detecting edges, there are two items of information which one is generally 
interested in, namely their magnitude and direction (though recent approaches suggest 
using more components [Leclerc87]) to provide information for later higher level pro

cessing. For example, magnitude can be used to determine whether an edge is in fact 
an object boundary, and direction can be used to cluster together edges to form a 
closed boundary about a region. This thesis is concerned with the differences between 
2D and 3D object segmentation of 3D data, and thus this chapter restricts its investiga
tion to edge (and surface) magnitudes. Since an edge is defined to be a local discon
tinuity in an image, treating an image as a 2D function allows one to treat discontinui
ties as changes in derivative.

Given the above definition of an edge as a discontinuity, there are three types of 
edges which may occur, namely a spike edge, a step edge and a ramp edge. A spike 
edge is most often associated with noise, assuming that the original scene has been 
spatially sampled to a sufficient extent that objects map to regions whose area is 
greater than one pixel. In the 2D binary image case for example, one might find an 
isolated pixel whose intensity is the opposite of all of its neighbours, i.e. a region 
whose area is one. Step edges typically correspond to the boundary between solid 
objects, and ramp edges are generally the boundary between fuzzy objects such as dif
fuse fluids, though they may be an artifact of the image acquisition process itself. The 
latter are characterised by gradual change over a small area of the image, as opposed to 
abrupt changes in the case of the step edge.

Considerable effort has been concentrated on the location of 2D step edges, with a 
fair amount of success, to the point of determining optimal operators for nearly ’pure’ 
functions. Having an understanding of what 2D edges represent, we shall now proceed 

to survey the more common 2D edge and 3D surface detection operators. Part of this 

survey contains some new conclusions about the properties of these operators.

5.2 2D first derivative operators

Chapter 4 introduced the notion of discrete differentiation using the gradient 
operator. In two dimensions the magnitude of the gradient is defined by

= Vv|+v,2
and is approximated by either



118

VXJ, = m a x (|V J ,|V >| )

or

V , j = | V J + | V , |

for faster computation, so that neither the squares nor the square root need to be 
evaluated. All three exhibit the same values along the primary axes X and Y and differ 
most along the diagonals, where the second is weaker than the first by a factor of V2  

and the third is stronger than the first by a factor of ^2. Since one often wants the gra
dient masks to react more strongly to horizontal and vertical edges than to diagonal 
edges the scaling of the last approximation may in fact be advantageous. One reason 
for using the second definition though is that an equal response will result for comer 
points as for horizontal and vertical lines.

It is more often the case that one is interested in being able to say whether a given 
pixel lies on an edge than what is the precise value of its gradient. This is the case 
with this thesis. Thus any of the three definitions is sufficient and for the remainder of 
this section the magnitude will be evaluated as the sum of the absolute values, and will 
be referred to as the gradient and not as the magnitude of the gradient.

Many definitions for Vx and Vy are possible. As a first step, they can be defined 
as follows.

^ x  ~ f x , y  ~  f  x+\,y  

^ y  ~ f x , y  ~ f x , y +1

Unfortunately these formulae produce two problems. First, assigning a location for the 
resultant computation will result in a shift in both the X axis and Y axis for the gra
dient image with respect to the original image. For example if the image V is gen
erated as follows

^ x,y ~ \ f x , y  ~  f  x+\,y\ +  \ f x , y  ~  f x , y + l \

then it is shifted !/i a pixel in the negative X and Y directions with respect to an origin 

of the original image /  in the top left corner. This shift occurs because the gradient is 
evaluated between pixels. The other problem is that for each possible choice of axis 
there exists a pixel neighbourhood configuration (namely a comer point) which is not 
detectable. As an example for VXi> as defined above, operating on a binary image, all

pixel configurations j[J, where X could be either a 0 or a 1 , result in Vx ̂  = 0 for the

top left pixel. Similar cases exist for the other possible directions to take the gradient 
in.
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One solution to the missing comer point problem is to compute the gradient in the 
negative X and negative Y directions and add these into the total gradient sum. For 
example, one would also evaluate

V-* = f x , y  ~ f x - l . y  

V-v = f x , y  ~ f x , y - l

and then calculate the gradient as follows.

V „ = | V J + | V , | + | V ^ l + | V ^ |

This also has the effect of generating a relative shift of l/i a pixel, but now in both the 
positive X and Y directions; thus the net effect in computing > is to cancel the shift 
by ‘averaging’. The calculation has then been evaluated over a 3x3 neighbourhood as 
opposed to 2x2. As shall be shown shortly, other 3x3 gradients exist which exhibit 
neither of the aforementioned problems yet involve taking fewer sums and absolute 
values.

Before proceeding on to 3x3 gradients it is worth mentioning that the choice of 
differentiation axis need not be limited to the horizontal and vertical directions, but 
may be chosen as the diagonals. This is the case with Roberts’ Cross, where Vx and 

Vy are defined as follows [Roberts65].

^ x = f x , y  ~~ f  x+l , y+l  

^ y  ~ f x + l , y  ~ ~ f x , y +1

These formulae also exhibit relative shift, though a similar solution to that given in the 
last paragraph can also be applied. One interesting difference between Roberts’ cross 
and the gradient as described previously is that the image point f ( x , y )  is only used 
once in the calculation for the Robert’s cross, but used twice for the gradient. In other 

words all four neighbours are used for Robert’s cross, but only three out of four for the 
gradient.

To remove the relative shift problem one can also use 3x3 neighbourhoods rather 
than 2 x 2  and thus the ordinary gradient components become

^ x  ~  f  x - \ , y  ~  f  x+\,y  

^ y  ~ f x , y - 1 ~ f x , y +1

This 3x3 gradient is usually referred to as the centre-surround  gradient. For the bal
anced formulae above, the central pixel is not taken into account for the calculation of 

its gradient. Thus, although neither the missing corner point problem nor relative shift 
occurs, a new error is introduced. For the binary case any background pixel which is
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adjacent to the edge of an object along either or both of the primary axes X and Y will 
result in a gradient response. For example, a local neighbourhood configuration such 

X, X, X,
results in \ x%y > 0  for the central pixel regardless of what value X. takes on.as m

The 2x2 gradient (at 0° and 90°) is computed over a distance of 1 pixel unit in the 
X and Y directions each, Robert’s Cross (at 45° and 135°) is computed over a distance 

of >/2 pixel units, and the centre surround 3x3 gradient is computed over a distance of 2  

pixel units. Therefore, if a true measure of the rate of change is desired, then normali

sation must be performed by dividing the resulting magnitude of gradient by ^ 2  and 2  

respectively for the latter two. In practise this is not necessary, since a relative meas
ure may be sufficient for higher level visual processing, just as an approximation of the 
square root of squares by the sum of the absolute values of the differences may be 
sufficient.

The centre-surround gradient has been extended by Prewitt to reduce its sensitivity 
to noise by including information from additional neighbours of the central pixel 
[Prewitt6 6 ]. This also has the effect of looking for local support in determining the 
strength of an edge. V* and V y are calculated as follows.

V x =  ( f x - l , y - l  + f x - \ , y  + f x - l , y + \ )  ~ ( f x + l , y - l  +  f x + \ , y  + f x + l ,y + l)

V y  = ( f x - l , y - l  + f x , y - 1 + f x + \ , y - l )  “  ( f x - \ , y + \  + f x , y + 1 +  f x + l ,y + l)

Now, rather than taking the relative difference of the values of four distinct neighbours 
for each pixel in the calculation of the gradient, all eight of its neighbours are used. In 
effect, a small local neighbourhood blur has been applied to the neighbours of the cen
tral pixel used in the calculation of the partial sums. This blurring has the effect of 

strengthening horizontal and vertical edges, and thus Prewitt’s masks react more 
strongly to these orientations than to other orientations; thus V* and V y are sometimes 

referred to as line templates. Such a blur is justifiable in that, as has already been 
shown for the centre-surround gradient, the background bordering objects will produce 

false edges for 3x3 neighbourhood gradients. There is therefore no additional harm in 
also improving the signal to noise ratio of the objects and thus the edges. With the 
Prewitt masks, the comer pixels are included twice in the overall calculation of the 
magnitude, whereas the primary 4-adjacent neighbours (along the axis of differentia
tion) are included only once.

Sobel proposed increasing the blur along the axes of differentiation, thereby 
evenly weighting all eight neighbours in the resultant magnitude, which is accom
plished using the following formulae:

V x  =  ( f  x - \ , y - l  +  2 f x - l , y  + f x —l ,y + l)  — ( f  x + l , y - l  +  2 / jc+l,;y +  f x + l , y + l )
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^ y ~  ( f x - l , y - l  x , y — 1 f x + l , y — l) ( f  x —l , y+l  2/ x.y+l / x + l j + l ) -

Instead of blurring by a factor of three for each partial sum, blurring by a factor of four 
is now being performed, where priority is given to the neighbours of the central pixel 

along the axis of differentiation. As was the case with Prewitt’s masks, these last two 
formulae can also be said to look for local neighbourhood support in determining edge 
strength. One justification for weighting the primary axis more than the diagonals is 

simply that the distance to those primary neighbours is 1 , as opposed to ^ 2  for the 
diagonals, and thus the blurring approximates a circular function. It has been reported 
in [Levialdi80] that the Sobel operator produces slightly better results than the Prewitt 
operator for test scenes with additive Gaussian noise. This is a result of the additional 
blurring incorporated in the Sobel. For detailed investigations into the accuracy of 

both the magnitude and orientation of the Sobel operator the reader is referred to 
[Kittler83], and for the use of averaging and large neighbourhood Sobel’s for improv
ing accuracy in determining edge orientation to [Kittler87].

For both the Prewitt and Sobel masks, the gradient has been computed over a dis
tance of 2  units, thus one must again be aware that the magnitude reported is a relative 
approximation.

Many other line templates have been derived. They differ from the methods just 
presented in that they look for edges at many orientations. Since the motivation behind 
this chapter is detecting edges and not in classifying them, operators yielding the mag
nitude of the gradient have been described and not operators yielding orientation infor
mation. The magnitude of the gradient produces a single value for the ’probability’ of 
an edge (or surface) occurring at a particular location. Therefore the magnitude is a 
better metric for comparing the differences between 2D edge detection and 3D surface 

detection operators than exhaustively looking at all possible orientations of surfaces 
and edges. The reader is directed to [Kirsch71] and [Frei77] for the derivation and 

properties of other 2D line templates.

5.3 3D first derivative operator extensions

In three dimensions the magnitude of the gradient is defined by

v  = Vv2 + v 2 + v 2v x, y , z  y y x ~ v y ~ v z

and is approximated by either

Vx,y,z ~ m ax ( |V J ,|V ;y|, |V z| )

or
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as was the case for the 2D gradient. Also, as was the case in 2D, the last of the three 
magnitudes will be used throughout this thesis.

Many definitions for Vx and Vy are possible. The 3D extension of the 2D gra
dient is

^ x  ~ f x , y , z  ~  f  x+\ ,y ,z 

^ y  = f x , y , z  ~  f x , y + l , z

and

Vz = f x , y , z  ~ f x , y , z +1

which represents the surface normal at point (x ,y ,z). The 3D gradient exhibits both 
the relative shift problem and missing corner point problem, but both can be solved in 
a similar manner to the 2D case. In particular, a 3D ‘averaged’ gradient magnitude can 
be calculated as follows

V*o,,2 =|VJ + |V,| + |V ZM V _ ,| + |V _ ,| +  |V _Z|

where the negative subscript components are computed in the opposite direction from 
the positive subscript components.

A 3D version of the Roberts’ cross also exists which also suffers from relative 
shift. The 3D components for the Roberts’ cross are as follows:

Yx = f x , y , z  ~  f  x+\ , y+l , z+l  

^ y  = f x + l , y , z  ~ f x , y + l,z+l 

V2 — f  x, y+\ , z ~  f  x+\,y ,z+\-

As was the case in 2D, no cell value is used twice in the 3D Roberts’ cross, unlike the 
3D gradient, but now the different number of neighbours between the two has extended 
to six for the 3D Roberts’ cross and four for the 3D gradient and thus the ratio of

neighbours has increased from y  for 2D to for 3D.

A 3D centre-surround gradient can also be applied, but since its application still 
introduces the same error as the 2D centre surround gradient (i.e. producing thicker 
edges on bottom left edges) its use is not considered further herein. The 3D Prewitt 

gradient components are defined as follows.

^  x ~ f  x - \ , y  x - l ' y + X ^ f  x - \ , y  , z - Y ^ f  x - \ , y  , z + \ ~ f  x + \ , y - \ , z ~ f  x+l ,y  , z ~ f  x + \ , y + \ , z ~ f  x+\,y , z - \ ~ f  x+l ,y  j + l

^ y ~ f x , y - \ ^ f  x + l . y - l . z ^ f x , y - l , z + l ~ f  x - ] , y + \ , z ~ f  x , y + l ^ ~ f  x + l , y + l , z ~ f  x , y + l , z - l ~ f  x , y + \^ + \  

Y - f  x - \  ,y , z - Y ^ f  x , y j —\ ^ ~ f x + l , y , z - \ ^ ~ f x , y - l , z - l ^ ~ f x , y + l , z - l ~ f x - ] , y , z + l ~ f  x , y , z + l ~ f x + l , y  j + l ~ f  x , y - \ , z + \ ~ f  x ,y+\,z+l
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The 3D Prewitt masks use each 6 -adjacent neighbour once and the remaining 18- 
adjacent neighbours twice. To redress this imbalance, the 3D Sobel gradient com
ponents are as follows.

V x = / x - l o - l , z + 2/ x - l , y , z + /  x - l ,y + l  , * + /  x - l ,y  1 + f x  - l ,y ,z + l  f x + \ y —\ £  f  x+l ,y+l ,z  f  x + \ , y , z - \  f x + l , y j + l

~ f  x -1  ,y -1  ,z "*"2 . /x  ,y-1  ,z x +1 ,y-1  ,z + / x . y  - 1 ,2 -  l + / x  ,y—l j + l ~ f  x —l,y + l ,z' ~ V x  ,y + l.2 ‘ f x + l,y + l,z  f x , y + l , z - \  . /x ,y + l ,z + l 

^ z ~ f  x - \ , y  x , y , z - l ~ ^ f  x+l  j ^ - l " * " /^ x ,y - l ,z - l" h / 'x ,y + l ,z - l—f  x - \ , y  ,z -t-1 2. /x ,y ,z + l—f  x + l , y ^ + l ~ f  x , y - l j + l ~ f  x , y + \ j + \

Neither the 3D Prewitt nor the 3D Sobel operators exhibit either the relative shift prob
lem or the missing comer point problem.

As was the case in 2D, both the Prewitt and Sobel masks take into account the 
same 18-adjacent neighbourhood (i.e. all cells within a distance of V2  of the central 
cell) although the relative scale between the two is different. The overall results are 
similar, although the former has a scale factor of thirty and the latter one of 36, and

12 30thus the relative neighbourhood ratio has gone from for 2D to for 3D.

5.4 2D second derivative operators

The approach taken by some of the first derivative operators of the previous sec
tion suggests that differentiation can be performed by taking the difference between a 
pixel and some function (resulting in blurring) of its neighbours. One such extension 
involves taking the difference between a weighted version of the initial image and the 
8 -neighbourhood average. This corresponds to first convolving with

0 0 0

0 -9 0

0 0 0

and adding the result of convolution of the initial image with the following kernel.

1 1 1

1 1 1

1 1 1

The strategy behind this operation has its roots in a photographic technique called 

‘unsharp masking’. The overall operation then is equivalent to performing a convolu
tion with the following kernel.
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1 1 1

1 -8 1

1 1 1

This kernel is a discrete approximation to the second derivative known as the Lapla- 
cian (V2). It represents taking the non-directional difference of the difference (double 

derivative) of a blurred image. The Laplacian kernel can also be reduced to a 4- 

adjacent version as follows.

0 1 0

1 -4 1

0 1 0

Typically the Laplacian is not used by itself, since it is twice as sensitive to noise 
as the first derivative, and thus prior smoothing of the image is generally performed 
before taking the Laplacian. For example, Marr and Hildreth propose blurring with a 
Gaussian [Marr80]. Different sized Gaussians can be used to derive edges at various 
resolutions, although there are some difficulties in this approach (see [Berzins84], 
[Yuille8 6 ], and [Clark89] for example). The Laplacian of a Gaussian (LoG) is a 
discrete approximation to the difference-of-Gaussians (DoG). Before extending the 
2D Laplacian to its 3D equivalent, several important properties of the Laplacian will 
be proved. In particular we suggest when to use the 4-adjacent version and when to 

use the 8 -adjacent version, as well as deriving results which suggest the extent of blur
ring which must be performed beforehand.

Figure 5.1 serves as a reminder as to what information is theoretically encapsu

lated in the second directional derivative. Edge pixels are normally considered to be 
inflection points. Inflection points occur where the second derivative f " ( x )  crosses 
zero. As figure 5.1 shows though, inflection points sometimes simply correspond to 
noise in the original image function and do not necessarily indicate a meaningful edge. 
Clark has defined an authentic edge to consist of those points where the second 

derivative crosses zero and the absolute value of the first derivative is a local max
imum [Clark89]. Similarly a phantom edge consists of those points where 1/ ' (x) I is 

a local minimum and the second derivative crosses zero. For example, in figure 5.1 

the points of /  " ( x ) labelled zc correspond to authentic edge points, while the zero-
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crossing which is not labelled but corresponds to the point labelled inflection in /  ( x ) 
is a phantom.

max
inflection

mm

zczc

Figure 5.1 First and second directional derivatives.

Clark proposes distinguishing authentic zero-crossings from phantom zero- 
crossings by performing a procedure similar to nonmaximal suppression: the function

X = V (V 2/)V /
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is evaluated for all points x  ; where % > 0  the point is phantom, where x < 0  the point is 
authentic and where %=0 then the point is not an edge point. The definitions of authen
tic and phantom as well the derivation of the isolating operator % itself assume that 
f  ( x ) has been smoothed.

The remainder of this section will investigate only the second derivative and not 
functions such as since this same purpose can be accomplished by performing both a 
first derivative and second derivative operator, and by choosing frontiers to be only 
those points which are maxima in the absolute value of the first derivative and 
correspond to zero-crossings in the second derivative [Ballard82]. In YAM3D this 

could be accomplished by the following code segment, where zc is a binary image in 
which the zero-crossings of the second derivative have already been isolated and afd is 
an image consisting of the absolute value of the first derivative.

equal(expand(afd,[2468]),afd) & zc

The expand will generate an image where each pixel has been set to the maximum 
of itself with its neighbours (see chapter 4). The [2468] parameter to the expand 
operator simply indicates that each pixel’s four primary neighbours should be used. 
The result of performing the equal after the expand is to produce a binary image 
where each pixel is set to one where its value is the maximum of itself and its neigh
bours and otherwise set to zero. This is accomplished by performing a pixel-by-pixel 
comparison of each expanded pixel with itself. Lastly the & indicates to perform a 
conjunction (and), masking out those pixels which are both local neighbourhood max
ima of the absolute value of the first derivative (afd) and zero-crossings (zc).

Given a discrete data set /  together with an ordered set (Lattice) of points (coordi
nates) L l defining the sampling of /  in Z n, we define an n-adjacency set as L n, con
sisting of n neighbours, and the translation of /  in direction a  as I  a. Furthermore, we 

define the neighbourhood about (and excluding) a point p e L 1 in image I  using adja
cency set L n as N^ip)  which corresponds to the set of values (7c( p ) : V c e L " }. We 

define the arithmetic summation of neighbours in L n about a point p  in image I  as 

'LIn̂ p \  the maximum value in L n about point p  in image /  as pVn(p)l and the 

minimum value [Nl(p)J. Furthermore, without loss of generality, we assume V p e L 7 

th a t/(p )> 0 .

Definition of Laplacian $  about a point p :

Given a discrete data s e t / ,  sampling lattice L l and adjacency se tL "

V p e L I , &(p)  = 'L/l ( p ) - n I ( p )
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Note that <X>(p)
> o when n!(p)  <2*l(p) 
= 0  when n l (p)  = I<n(p) 
< 0  when n l (p)  > l»n(p)-

The value of the Laplacian at a point is effectively the difference between the 

value of the data set at that point (i.e. l i p ) )  and the average of the point’s sur

rounding neighbours (i.e. -i-En/  (P ))• Therefore the output of the 2D Laplacian is

a signed image. When looking at the pixel values of such an image one finds 
negative values, zero values, and positive values. Negative values in the second 
derivative correspond to local maxima in the original image, positive values
correspond to local minima, and zero values to points of inflection, t  An inflection 

point is the place where the local curvature (slope) changes from concave to con
vex or from convex to concave.

For an image consisting of bright valued regions on a dark background, where 
bright values are larger than dark values, one finds that the transitions along a scan 
line, either horizontal or vertical, from the background to a region are character
ised by a "+" followed by a The interior of a region consists of either "0" or 

and the transition from region back to background is characterised by a and 
then a "0 " values indicate areas of the image where there is no change in the 
first derivative, and thus may correspond to the interior of regions, background, or 
a constantly changing region such as a ramp edge. In figures 5.2 to 5.5, part (a) 
shows the original scene, and (b) the encoded sign information after having 
applied a Laplacian convolution.

An interesting, though not surprising, feature, of the second derivative is that 

it will respond twice to this edge of a region. This occurs because the second 
derivative will react to both the beginning and end of a change in the strength of 
the slope of a signal. This behaviour produces a "0" "+" transition followed later 
by a "+" l,-u transition on entering a region and ”+" followed later by a "+" "0 " 
transition on exiting when scanning across the image either horizontally or verti
cally. We shall call the first rising transition from "0" to "+" the outer response 
frontier and the second falling transition from "+" to the inner response fron

tier.

Before looking at how frontiers can be extracted from the output image of the 
Laplacian, it is important to understand more about what the values within it 

represent.

t  For values of the function for which the first derivative is zero.
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1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8

1 I 0 0 0 0 0 0 0 0 1 I 0 0 0 0 0 0 0 0 1 1 1
2 I 0 0 0 0 0 0 0 0 2 I 000  + 0 +00 2 1 2
3 I 0 0 0 1 0 1 0 0 3 | 0 0 + - + - + 0 3 i * * 3 1 * *
4 I 0 0 1 0 0 1 0 0 4 | 0 + - + + - + 0 4 1 * * 4 1 ★ ★
5 I 0 0 0 0 0 0 0 0 5 1 0 0 + 0 0 + 0 0 5 1 5
6 I 0 0 0 0 0 0 0 0 6 1 0 0 0 0 0 0 0 0 6 1 6

(a) (b) (c ) (d)

Figure 5.2 (a) Original ideal scene, (b) encoded signs and zeroes of
4-neighbour Laplacian, (c) resultant edges of 4-neighbour zero-crossing 
algorithm, (d) resultant edges of 8 -neighbour zero-crossing algorithm. 
A indicates actual object edge pixel detected.

1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8

I 0 0 0 0 0 0 0 0 1 I 0 0 0 0 0 0 0 0 1 1 1 1
I 0 0 0 0 0 0 0 0 2 | 00+++++0 2 I 2 I
I 0 0 0 1 0 1 0 0 3 | 0 + + - + - + 0 3 1 * * 3 1 * *
I 0 0 1 0 0 1 0 0 4 | Q*]”—H”̂ *—̂*0 4 | * * 4 | * *
I 0 0 0 0 0 0 0 0 5 | 0++++++ 0 5 1 5 I
I 0 0 0 0 0 0 0 0 6 1 0 0 0 0 0 0 0 0 6 I 6 1

(a) (b) (c) (d)

Figure 5.3 (a) Original ideal scene, (b) encoded signs and zeroes of 8 - 
neighbour Laplacian, (c) resultant edges of 4-neighbour zero-crossing 
algorithm, (d) resultant edges of 8 -neighbour zero-crossing algorithm. 
A "*" indicates actual object edge pixel detected.

Images typically consist of hundreds of discrete digitisation levels and thus 
the number o f possible positive values in a second derivative image is enormous. 
The general formula for the maximum number of values which a Laplacian convo
lution can result in is

^m ax =  n  2^ +1

where n is the size (number of elements) o f the adjacency set used in the
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1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7

1 I 0 0 0 0 0 0 0 1 1 0 0 0 0 0 0 0 1 1 1 1
2 I 0 0 0 0 0 0 0 2 1 000 + 000 2 1 2 1
3 I 0 0 0 1 0 0 0 3 I 0 0 + - + 0 0 3 1 * 3 i *
4 1 0 0 1 1 1 0 0 4 | 0 + - 0 - + 0 4 1 * * 4 I -k k

5 I 0 0 0 1 0 0 0 5 I 0 0 + - + 0 0 5 1 * 5 1 *
6 10000 0 0 0 6 I 0 0 0 + 0 0 0 6 1 6 1
7 I 0 0 0 0 0 0 0 7 1 0000000 7 1 7 1

(a) (b) (c) (d)

Figure 5.4 (a) Original ideal scene, (b) encoded signs and zeroes of 4- 
neighbour Laplacian, (c) resultant edges of 4-neighbour zero-crossing 
algorithm, (d) resultant edges of 8 -neighbour zero-crossing algorithm. 
A indicates actual object edge pixel detected.

Laplacian kernel and d  is the depth in bits (i.e. bits-per-cell) of the image to be 
convolved.

1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7

1 I 0 0 0 0 0 0 0 1 10000000 1 1 1 1
2 1 0 0 0 0 0 0 0 2 I00+++00 2 1 2 1
3 I 0 0 0 1 0 0 0 3 | 0 + + - + + 0 3 1 * 3 1 *
4 I 0 0 1 1 1 0 0 4 | 0+ ----- +0 4 1 * * 4 1 * * *
5 I 0 0 0 1 0 0 0 5 | 0 + + - + + 0 5 1 * 5 1 *
6 I 0 0 0 0 0 0 0 6 I00+++00 6 1 6 1
7 1 0 0 0 0 0 0 0 7 1 0 0 0 0 0 0 0 7 1 7 1

(a) (b) (c) (d)

Figure 5.5 (a) Original ideal scene, (b) encoded signs and zeroes of 8 - 
neighbour Laplacian, (c) resultant edges of 4-neighbour zero-crossing 
algorithm, (d) resultant edges of 8 -neighbour zero-crossing algorithm. 
A indicates actual object edge pixel detected.

Since the range of possible Laplacian responses for an image is quite large 

even for small neighbourhood Laplacians, it is useful to categorise the possible
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responses. For the ideal constrained case of homogeneous regions of pixel value 
R surrounded by a homogeneous background of pixel value B , figure 5.6 shows 
the possible magnitudes of an 8 -neighbour Laplacian together with a sample local 

neighbourhood pixel configuration for each. The response values have been 
ordered according to the response strength and are increasing if R >B and decreas
ing if R < B .

0 (B-R) 1 (B-R) 2 (B-R) 3 (B-R) 4 (B-R) 5 (B-R) 6 (B-R) 7 (B-R) 8 (B-R)

RRR RBR BBR BBB BBB BBB BBB BBB BBB
RRR RRR RRR RRR BRR BRB BRB BRB BRB
RRR RRR RRR RRR RRR RRR BRR BRB BBB

Figure 5.6 8 -neighbour Laplacian response strengths (above) for bi
level image together with sample pixel neighbourhood configurations 
(below).

The value of the response is linearly proportional to the number of pixels in 
the neighbourhood being considered which are B , and thus is also proportional to 
the number which are R . This proportionality gives a digital measure of the per
centage o f region to background over a local neighbourhood for a given pixel 
location. We can also interpret the response as being proportional to the angle 
spanned by the background, radiating out from the centre of the central pixel in the 
neighbourhood considered when the background pixels are adjacent. This second 
interpretation can be useful as it gives a crude digital approximation to the local 

curvature of the region centred at a pixel coordinate over a small neighbourhood. 

Unfortunately the strength of this measurement is biased towards concave, as 
shown in figure 5.6, when R >B and convex when B < R , and thus is a difficult 
metric to take advantage of, as will be shown later.

Since the second derivative image still contains information concerning the 
strength of the edges with regard to changes of intensity over their local neigh
bourhood, it is tempting to believe that some post processing on the Laplacian 
image will allow isolation of a particular region’s edges. This in fact is not always 

possible, as the following example demonstrates, and thus restricts the use of the 
second derivative to a smaller class of problems. For this reason it is more com

mon to apply some form of smoothing or intensity state reduction to the image
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IM-T| = {0 , 1

| b - m i  =  { 0 ,

IB-T| = {0 ,

2,  3,  4 
2 ,  4

3/

5/  6,  7 ,  8 } 
6 , 8 , 
6 ,

1 0 , 1 2 , 1 4 ,  16}
9,  1 2 ,  15 ,  18 ,  21 ,  24}

Figure 5.7 Absolute value of Laplacian strength ranges for figures 5.8- 
9 with B=4, M=2, T=l.

before to performing the second derivative, rather than after.

Suppose that the pixel values in figure 5.8 and 5.9 correspond to densities in 
an NMR image where Bone =4, Muscle =2, and Tissue =1. Further suppose that 
the desired output is the edge of the bone. Using the response strengths shown in 
figure 5.6 with R -B o n e  and B -M uscle  or B=Tissue, a table of possible region 
strength interactions can be constructed as in figure 5.7. Suppressing 
M uscle-Tissue  responses also implies suppressing both responses from half of the 
pixel configurations for Bone-M uscle  and the strictly concave pixel 
configurations of Bone—Tissue as shown by the dividing line of the same figure. 
Without even considering neighbourhoods of interactions of all three (or perhaps 
more) materials, one can see that post-processing for such cases is difficult if not 
impossible.

Since images typically used for image processing consist of many values, 
some general properties of the second derivative are useful in understanding how 
it will respond, and thus when it should be applied. The following theorem indi
cates when isolation of large valued regions from a lesser valued background is 
possible.
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1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7

1 11 1 1 1 1 1 1 11 0 3 0 0 0 1 0 11 11
2 11 4 1 1 1 2 1 21 3 - 9 6 0 2 - 3 1 21 * * 2 | * *
3 | 1 4 4 1 2 2 1 31 3 - 3 - 6 7 - 2 - 1 1 31 * * * * 31 * * * *
4 | 1 4 4 4 2 2 1 41 3 - 3 0 - 7 2 - 1 1 41 * * * 4 1 * * *
5 11 4 4 2 2 2 1 51 3 - 3 - 2 6 0 - 1 1 51 ** * 51 * * *
6 | 1 4 4 4 2 2 1 61 3 - 6 - 3 - 7 1 - 2 1 61 * * * * 61 * * * *
7 11 1 1 1 1 1 1 71 0 3 3 3 1 1 0 71 7 1

(a) (b) (c) (d)

Figure 5.8 (a) Original ideal scene, (b) pixel values of 4-neighbour 
Laplacian, (c) resultant edges of 4-neighbour zero-crossing algorithm, 
(d) resultant edges of 8 -neighbour zero-crossing algorithm. A "*" 
indicates actual object edge pixel detected.

1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7 1 2 3 4 5 6 7

1 | 1 1 1 1 1 1 1 11 3 3 3 0 1 1 1 11 11
2 | 1 4 1 1 1 2 1 21 6 - 1 8 9 4 3 - 6 2 21 ★ ★ 2 I * *
3 11 4 4 1 2 2 1 31 9 - 1 2 - 9 11 - 1 - 4 3 31 ★ ★ ★ ★ 31 ** **
4 | 1 4 4 4 2 2 1 41 9 - 9 - 5 - 1 1 1 - 3 3 41 * * * 4 1 * * * *
5 | 1 4 4 2 2 2 1 51 9 - 9 - 2 10 4 - 3 3 51 ★ * * 51 ** *
6 11 4 4 4 2 2 1 61 6 - 1 5 - 1 1 - 1 5 - 1 - 5 2 61 ★ ★ ★ ★ ★ 61 * * ***
7 | 1 1 1 1 1 1 1 71 3 6 9 7 5 2 1 71 71

(a) (b) (c) (d)

Figure 5.9 (a) Original ideal scene, (b) pixel values of 8 -neighbour 
Laplacian, (c) resultant edges of 4-neighbour zero-crossing algorithm, 
(d) resultant edges of 8 -neighbour zero-crossing algorithm. A "*" 
indicates actual object edge pixel detected.

Theorem  5.1:

Given a discrete data set / ,  sampling lattice L 1 and adjacency set L n

(a) if I ( p ) > pWl(p)] then <&(p) < 0
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(b) if / i p ) = pV«(P )1 * \Nk(P )J then <!>(/?) < 0 .

Before proving this theorem, it is important to realise that \NJn(p )] > [A«(p)J, 

since the maximum of a set of values will always be greater than or equal to the 
minimum, and thus for n > 0  we have the lemma

n {N£(p)]>I,Jl( p ) > n l N l ( p ) }  > 0.

Proof of Theorem 5.1a.

Assume 0 ( p ) > 0. It is given that l i p ) > pV«(p)] and n > 0, thus by definition of 
Laplacian n l ( p ) <  £/(/?). By lemma n fNh(p)] > Z ^(p ) from which it follows 

n \N l(p )] > ) > n l(p ), which simplifies to n \Nkip ) 1  > n l ( p ), and thus
pVn(p)l The previous statement is a contradiction, thus nl (p)  > Z^(p).

and therefore $>(p) < 0 .

Proof of Theorem 5.1b.

Assume <£>(p) > 0. It is given that / ip ) = pVn(p)l *  and n > 0, thus by

Lemma n l ( p ) -n  \Nl(p)] > Lh(p)> n LN«(p)J. Since \N!n(p )] *  \N!nip)\ ,  then it 

must be the case that nl (p)  = n [/Vn(p)l > and therefore nl (p)  > 3Lh(p).
But, if <1>(p) > 0, then by definition of Laplacian, nl (p)  < ^h(p)  which is a con

tradiction, and therefore d>(p )< 0 .

Theorem 5.1a gives a general idea of the sensitivity of the Laplacian to additive 
point noise. Given a homogeneous neighbourhood which would ordinarily result in a 

second derivative of zero, simply increasing the central cell’s value will cause the 
second derivative to become negative. Theorem 5.1b, together with 5.1a, gives a good 
idea of when a bright object will be separable from a darker background for grey level 

data sets. There are two cases where the Laplacian will respond negatively. Applying 
Theorem 5.1b to binary data sets yields the following property

I. The Laplacian of a binary scene will always produce a negative response for a 
frontier cell.

Proof

If a cell is on a frontier then it must be a 1 and have at least one neighbour which 

is a zero. Therefore I ( p ) =  1 = pVn(p)l * [A«(p)J = 0  and hence by Theorem
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5.1b, <D(p)< 0.

This property will be used later to prove some interesting connectivity properties of the 
second derivative on binary scenes.

There is much more which can be said about the second derivative. In the previ
ous example it was found that cell values which are neither local maxima nor local 
minima can respond and produce phantom frontiers.

Neighbourhood issues arise when applying simple second derivative convolutions. 

Given an arbitrary set of regions, which are either 4-connected or 8 -connected, when 
should one use a 4-neighbour Laplacian and when an 8 -neighbour Laplacian? As an 

example, consider figures 5.2a and 5.3a, which consist of either two 8 -connected 
regions or three 4-connected regions, depending on the point of reference (cf. the 2D 
connectivity paradox described in chapter 2). Figure 5.2b shows the encoded sign 
information after having applied a 4-neighbour Laplacian; figure 5.3b refers to the 
application of an 8 -neighbour Laplacian.

When applying a 4-neighbour Laplacian, the resultant pixels consist of responses 
to the second derivative only along the horizontal and vertical directions. Because of 
this, pixels contained in 4-connected regions will only interact with other pixels within 
the same region or their surrounding background, and not other disjoint 4-connected 
regions. Those pixels within the region that respond to background will make up the 
inner response frontier. When applying an 8 -neighbour Laplacian, the response at a 
pixel is contributed to by all of its eight neighbours and this implies that for 8 - 
connected regions, the inner frontier Laplacian response will also only relate to the 
local regions and surrounding background; thus separate 8 -connected regions will not 

affect its inner response frontier.

The location of the outer response frontier is dependent on local image features, 
the neighbourhood of the second derivative operation used, and the Euclidean distance 

between regions. Figures 5.2b and 5.3b demonstrate that the outer response frontiers 
for several regions can join and thus be prone to neighbouring region effects. In fact, 
regions which are separated by a maximum of 3 pixels will produce results with their 
outer response frontiers touching or merging. The distance of 3 pixels follows directly 
from the fact that a 3x3 neighbourhood convolution is being performed.

Figures 5.4b and 5.5b demonstrate the difference between applying a 4-neighbour 
second derivative convolution and an 8 -neighbour one. In particular the result is sum
marised as follows for binary scenes for the adjacency sets a  and p where there is an 

a - P  connectivity paradox. For the proof of this property and the next, we define the 

difference set operator A \B  for two sets A and B to be as the set C where C =
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II. On binary data with an a - p  paradox, an a-neighbour Laplacian will produce a p- 
connected inner response frontier and a p-neighbour Laplacian will produce an a- 
connected inner response frontier.

Proof

Take a  < p (i.e. L  ac L  P). We are only interested in the case when l i p ) -  1, other
wise it would be the case (from property I) that d>(p) = 0. The only difference in 
representation of a binary component’s frontier between p-adjacency and oi- 
adjacency is precisely when p > ) = a , otherwise one of the a  neigh

bours is a zero and from property I both an a-neighbour and a P-neighbour second 

derivative operation will respond with a negative value. Thus [_N {$ (P )J = 0 and 

[N{*(P) 1  = pVcx(p)l = \Na(p)]  = 1 - 1 °  other words, if the frontier passes 
through a neighbourhood Nfcip)  about a point p  in L 1 of the discrete data set I  
under consideration, then there exists an element (direction) z , where z e L $ \ L a, 
such that Iz ip)  = 0. Those neighbours of p  which are both a-adjacent to p  in /

and a-adjacent to p  in Iz , i.e. those neighbours in the set S = ( N ^ i p )  n N !a ip)),  
will have a negative Laplacian response (by property I since they are frontier cells 
bordering Izip) = 0), where the Laplacian at these points, taken in isolation, are 
p\ a-connected. If d>(p) = 0, which would occur if an a-adjacent Laplacian is 
used, then the set S u O (p )  is still p-connected, but if 0 ( p ) =  1 , which would 
occur when a p-adjacent Laplacian is used, then S ud>(p) is a-connected.

This property is important, as it answers the previous question as to which size neigh
bourhood must be considered, at least in the restricted binary case. If 4-connected 
edges are desired then an 8 -neighbour Laplacian must be applied.

5.4.1 Boundary extraction by zero-crossing detection

It was shown in the previous section that both the inner and outer response fron
tiers resulting from a second derivative convolution are characterised by a change in 
sign. In general one is not interested in the outer response frontier and thus transitions 
from "0" to "+" are ignored. Figures 5.4 and 5.5 demonstrate how the outer response 
frontier for disjoint objects can combine, and thus is not a meaningful indicator of 

either the number of regions nor the true frontiers of regions. For this reason only



136

those neighbourhoods of pixels where the values pass through (cross) zero will be 
extracted, and we choose the non-zero negative pixels to be frontiers. The cell at 
which such a sign change takes place is called a zero-crossing and the process of 
locating them is called zero-crossing detection. By choosing such non-zero negative 
cells, the frontier cell is restricted to be within the region, whereas the positive cell 
may not be. (As shown previously this is actually an oversimplification, as phantom 

edges are sometimes produced and thus the cell may not correspond to a region.) The 
following code is presented for locating 4-neighbour and 8 -neighbour zero-crossing 

detection as they have been implemented in YAM3D.

positive_values = thresh(Laplacian_im age,0) 
negative_values = ~thresh(Laplacian_im age,-l) 
zc4 = expand(positive_values,[2468])&negative_values 
zc8  = expand(positive_values,[l-8 ])&negative_values

The image zc4 is equivalent to the zero-crossing detection method most com
monly applied and as defined in [Gonzales87] on a scan line basis, though as it is 
presented, it is easily implemented in parallel because all the pixels can be located 
simultaneously. The routine called thresh simply returns a binary image which has 
pixels set to one for those pixels in the source image which are strictly greater than the 
threshold value supplied. The symbol & is shorthand for and  and “ for not. For a 
more complete description of the syntax of YAM3D, refer to chapter 3.

The expand has the effect of spreading the positive valued pixels over onto sur
rounding zero or negative pixels and the boolean and masks out those non-zero nega
tive pixels which have at least one positive neighbour in the specified directions. Put 

another way, the positive frontier of pixels surrounding the non-zero negative inner 
response frontier of property II is used.

The general definition for zero-crossings generated over an a-adjacent neighbour
hood about a point p  in a data set d> is X ^ , and is defined using the functions (opera

tors) d>+ and d>~. corresponds to positive_values in the YAM3D code above and 
Cr  to negative_values. More formally, <X>+ and d>“ are defined as follows:

_ J 1 when d>(p) < 0  

(p) -  o when <b(p) > 0 .
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is then defined as follows:

X $ ( p ) = \ N t ( p ) \ r >N t ( p ) -

Figure 5.5c and 5.5d indicate the difference in applying zc4 and zc8  where the 

effect is summarised as follows.

III. When a binary component’s second derivative extracted frontier can be 
represented as either a-connected or p-connected, where there is an a - p  paradox, 
then an a-neighbour zero-crossing algorithm will produce a p-connected extracted 
inner response frontier and a p-neighbour zero-crossing algorithm will produce an 

a-connected extracted inner response frontier.

Proof

Take a  < p (i.e. L a c L P). Define d> as Laplacian, A = X £  and B = X |f . (Figure 

5.10 assists in the understanding of this proof using a  = 4 and p = 8 ). At any point 
p , d>(p) > 0  then A( p ) = B( p ) = 0 , so it must be the case that d>(p) < 0  for 
A(p)  * B ( p ) .  Furthermore, it must be the case that p V ^ ( p ) l < - l ,  otherwise 

A ( p ) = B (p ) = 1 (since L  a c  L  P); thus A i p ) = 0. Since A ( p ) *  B ( p ) it must be 
the case that B ( p ) = l  and therefore pVj?(p)"|>0. Put more succinctly

3d  e  LP : <$d(p)>  0 and d 4 L a. Let J  -  ( N £ ( p )  n i V ^ )  which is also the

same as (N ft ( p ) n  N ft'd) since, by definition, neither L a nor L P includes the cen

tral cell’s coordinates. Looking at the common adjacent neighbours (i.e. J )  of  p  
and d , we find V# e 7 , q = 1. The set J  is p-connected in the local neighbour

hood N  ft (p)  since $>d(p )>  0. The zero-crossing value at point p  determines the 

resultant connectivity when combined with J ; thus, since A( p ) = 0 and B ( p ) = 1, 
the neighbourhood about and including point p  in A is p-connected, and in B is 

a-connected.

In the previous section it was proved that if 4-connected edges are required an 8 - 
neighbour second Laplacian should be used. Property III further indicates that in such 

cases it is necessary to use an 8 -neighbour zero-crossing algorithm. When 8 -connected 

edges are desired, any of the three remaining combinations can be applied, namely a 
4-neighbour second derivative operator with either zero-crossing algorithm or an 8 - 
neighbour operator with the 4-neighbour zero-crossing algorithm. Looking more 

closely at figures 5.2 to 5.5, one can see that the spanning distance of the positive 
values from the inner response frontier to the background of zero values is sometimes, 
though not always, less for a 4-neighbour zero-crossing algorithm than an 8 -neighbour.
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<&d ( p ) >  cf Or(p)< 0

A d ( p )  =  0 A r ( p ) = l don’t care
B d ( p )  =  0 B r ( p )  = 1

d r -s

<&q ( p )  <  0 G > ( p ) <  0 t o - q i p )  < 0

A q ( p ) = l A ( p )  = 0
B q ( p )  =  1 B(p) = 1

<7 P -<7

<h_r(p) < 0

don’t care don’t carc

s - r - d

Figure 5.10 Visualisation aid to assist in understanding the proof of 
property III. Image A consists of zero-crossings generated using 4- 
adjacency, image B consists of zero-crossings generated using 8 -adjacency 
and image d> is the Laplacian output. The coordinates of the central cell are 
p ,  d  is the direction of the 8 -adjacent cell which has positive Laplacian 
value and q , r ,  j ,  -<7 , - r ,  and —s are directions (offsets) to the rest of the 
neighbourhood. Notice that, in this neighbourhood, A is 8 -connected and B 
is 4-connected.

This is another way of thinking of property II. This insight can be used in selecting the 

neighbourhood for the Laplacian when 8 -connected edges are desired, as it suggests 
that the interaction of close but disjoint regions can sometimes be minimised by using 
the 4-neighbourhood Laplacian.

5.5 3D second derivative operator extensions

Derivations of discrete 3D versions of the Laplacian are straightforward. The 6 - 
neighbour Laplacian consists of 6  times the central cell less each of its 6 -adjacent 
neighbours, while the 18-neighbour (26-neighbour) Laplacian consists of 18 (26) times 

the central cell less each of its 18-adjacent (26-adjacent) neighbours. The formal 
definition of the Laplacian as given in the previous section was in fact without
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reference to dimension, defining the Laplacian with arbitrary adjacency sets. Similarly 
theorem 5.1 and properties I, II, and III hold for 3D (and higher dimensions as they 

are adjacency set specific and not dimension specific).

The 6-neighbour, 18-neighbour, and 26-neighbour zero-crossing detection algo
rithms have been implemented in YAM3D as follows, where the image stacks 
positive_values and negative_values have been computed by thresholding the Lapla
cian image stack as was done for zc4 and zc8.

zc6 = maximum(maximum(expand(positive_values{i},[2468]), 
positive_va!ues{i-l}), 

positive_values{i+l})
& negative_values

zcl8  = maximum(maximum(expand(positive_values{i},[l-8]), 
expand(positive_values{i-l},[2468]), 

expand(positive_values{i+l},[2468])
& negative_values

zc26 = maxiimim(maximum(expand(positive_values{i},[l-8]), 
expand(positive_values{i-l},[l-8]), 

expand(positive_values{i+l},[l-8])

& negative_values

[Hohne88] and [Yla-Jaaski88] indicate that they have used a discrete 3D Marr- 
Hildreth operator, but do not give the specifics as to what adjacency set was used for 
the Laplacian and zero-crossing detection algorithm.

To summarise the 3D extensions; it has been proved that if 6-connected edges are 
required then either an 18-neighbour or 26-neighbour second Laplacian should be 
used. The 3D version of property III indicates that in such cases a 6-neighbour zero- 
crossing algorithm cannot be used. In a similar vein to the 2D case, the interaction of 

close but disjoint regions can sometimes be minimised by using the 6-neighbourhood 

Laplacian when 18-connected and 26-connected edges are desired, thereby reducing 
the probability that disjoint regions will merge.



140

5.6 More accurate Laplacian definitions

The derivation of the Laplacian was previously given as the difference between a 
cell and the average of its neighbours. Although such a definition approximates the 
Laplacian very well for the 4-adjacent and 6 -adjacent case, it is crude for the other 
adjacency sets. A more accurate derivation for the Laplacian is as follows (where T is 

the distance between two cells along an axis) and as derived in [Hom 8 6 ] for the 2D 
case.

The non-directional partial derivatives along the X and Y axes are as follows

which is the same as before. Taking the non-directional partial derivatives along 
rotated (45° about Z) axes X ’ and Y ’ yields the following

to one, nearer neighbours contribute more than more distant neighbours in approximate 
proportion to their distance from the central cell, and so that a kernel is composed 
entirely of integer scalars. The numerator of the weights correspond to the squares of 

the distances from adjacent cells. In this case, the distances from the central cell, in an 
8 -adjacent neighbourhood, to the 4-adjacent and 8\4-adjacent (i.e. 4 ’-adjacent) neigh

bours are 1 and ^2  respectively where the numerators then are (^2 ) 2  and l 2  for the 4- 
adjacent and 8\4-adjacent kernels respectively [Hom 8 6 ]. The new 8 -adjacent

and the 4-adjacent Laplacian is defined as

+ M  ~ TT f x , y - l + f x , y + l + f x - \ , y + f x + l , y ~ 4 f x , y5x 2  b y 2 t

~ O^X) 2 f x - \ , y + l  ~  2 f x ,y + f x + l , y - l

= O ^ r 2 -  2 f x ,y + f x+hy+1

whence

2
A better approximation of the 8 -adjacent Laplacian then consists of - j  times the

4-adjacent Laplacian plus - j  times the rotated 4 ’-adjacent Laplacian. The scaling fac- 

2 1tors (i.e. - j  and - j )  have been chosen such that the weights are fractions which add up
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Laplacian then is -X r  times the following convolution kernel. 
6 xz

1 4 1

4 - 2 0 4

1 4 1

Better approximations of the 3D Laplacians can be derived in a similar manner to 
that used by Horn for the 2D case. The 6 -adjacent Laplacian is simply the 4-adjacent

plus the partial derivative along the Z axis, which equals - X  times the definition of the
x

6 -adjacent Laplacian given previously (i.e. the formal definition of the Laplacian in 
section 5.4). Derivation of a better estimate of the 18-adjacent Laplacian follows in a

similar manner to the 8 -adjacent Laplacian, where times the 6 -adjacent Laplacian is 

added to - j  times the following 3 kernels (whose scale factors are which are

derived in the Y-Z, X-Z and X-Y coordinate systems respectively.

0 1 0 0 0 0 0 1 0

0 0 0 0 -4 0 0 0 0

0 1 0 0 0 0 0 1 0

z- 1  z z+ 1

0 0 0 0 0 0 0 0 0

1 0 1 0 -4 0 1 0 1

0 0 0 0 0 0 0 0 0

z- 1  z z+ 1
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0 0 0 1 0 1 0 0 0

0 0 0 0 - 4 0 0 0 0

0 0 0 1 0 1 0 0 0

z- 1  z z+ 1

The 18-adjacent Laplacian then is - i -  times the following kernel.

0 1 0 1 6 1 0 1 0

1 6 1 6 -4 8 6 1 6 1

0 1 0 1 6 1 0 1 0

z- 1  z z+ 1

Two additional coordinate systems can be used to arrive at an estimate for the 26- 

adjacent Laplacian. The YX-Z and XY-Z masks (whose scale factors are ^  as 

follows.

1 0 0 0 0 0 1 0 0

0 0 0 0 -4 0 0 0 0

0 0 1 0 0 0 0 0 1

z- 1  z z+ 1

0 0 1 0 0 0 0 0 1

0 0 0 0 -4 0 0 0 0

1 0 0 0 0 0 1 0 0

z- 1  z z+ 1

The distances from the central cell in a 26-adjacent neighbourhood to the 6 - 
adjacent, 18\6-adjacent and the remaining 26-adjacent neighbours are 1 , ^ 2 , and ^3 

respectively. Calculating the weights in the same manner as used previously yields 

relative scales of (V3)2, (^2 ) 2  and l 2  for the respective directions, and a denominator of
3 2 1

6  (i.e. the sum of the numerators). The weights then are -g-, -g- and -g- for the 6 -



143

adjacent, 18\6-adjacent, and 26\18-adjacent neighbours respectively. Combining the 

weighted kernels yields ^  times the following kernel.

1 3 1 3 9 3 1 3 1

3 9 3 9 -9 8 9 3 9 3

1 3 1 3 9 3 1 3 1

z - 1  z z+ 1

5.7 Other methods

As was mentioned earlier, there are other approaches to edge detection which do 
not solely consist of approximating derivatives. [Canny83] and more recently [Spa- 
cek8 6 ] have proposed a gradient-based approach which is supposedly an optimal 
operator for step edges. The operator consists of applying the following stages:

1. Smoothing with a Gaussian (Canny) or a cubic spline (Spacek).

2. Application of gradient operator.

3. Synthesis of features for larger gradient operators.

4. Non-maximal suppression, normal to the direction of the edge, to locate maxima 
in the gradients and thus weed out unlikely candidate edges.

5. Apply relaxation techniques to minimise the effects of streaking (false edges).

Since operators such as these encompass several more stages beyond the applica
tion of basic gradient operators, their use will not be considered further.

Many of other approaches to edge detection have been proposed. The interested 

reader is referred to [Hueckel71] for fitting ideal step edge functions to grey data, 
[Yakimovsky75] for statistical based approaches to determine whether a given grey 
cell lies on an edge, and [Rosenfeld82] for a general survey of other methods.

5.8 Summary

A class of 2D and 3D local neighbourhood operators based on differentiation has 
been derived and preliminary analysis of their properties has been presented. New 
theorems and properties for arbitrary dimension Laplacians have been provided, cover
ing connectivity properties as well as suggesting conditions for the degree of prior 
smoothing. Better estimates of the 2D and 3D discrete Laplacians have been derived 

where the 3D versions, although believed to be unique to thesis, are straightforward 

extensions to the 2D Laplacian estimates using a technique described in [Hom 8 6 ].
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Chapter Six: Edge/Surface Operator Evaluation

This chapter consists of an evaluation of the edge and surface detection operators 
described in chapter 5. A discussion of the potential conditions over which an analysis 
of the differences between the 2D and 3D operators is presented, followed by a 
description of the metric which is used to compare the performance of the operators 
under the specified conditions. Synthetic data sets incorporating the desired conditions 
are then described and the results of applying the operators to the synthetic data are 
presented together with a comparative analysis of their performance.

6.1 Evaluation metrics

There are many parameters by which the comparison of 2D edge detection and 3D 
surface detection operators could be made. Although an analytical solution can be 
derived for many of these parameters, there are so many parameters that such an 
approach is difficult, time consuming and beyond the scope of this thesis. Such an 
analysis is not justified, as real-world data sets would only form a fraction of this 
theoretical solution space. Therefore the approach taken will be qualitative, in that 
some of the parameters will be selected over which a comparative performance of the 
operators will be conducted. Such an approach is not inappropriate as the parameters 
could only be crudely estimated for typical data sets and thus an analytical solution 
would be quite unrealistic. Taking the example of serial sections through complex 

branching objects (such as the carotid body used in the next chapter) one finds oneself 
in a situation where the underlying structures of the objects of interest are unknown 
and the sampling conditions so far from ideal that even the estimates of the parameters 
is prone to significant errors.

6.1.1 Field of view

The field of view is an important parameter when isolating objects from back

ground. In particular, for the extreme case of a small number of object voxels and a 
large number of background voxels, isolation becomes exceedingly difficult.

Given a small set of very fine objects of size on the order of a few voxels within a 

very large background, it is straightforward, though costly, to locate the objects using 

both 2D and 3D operators for the ideal case. However, as noise is introduced into the
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scene, it becomes more difficult to distinguish the former from the latter. In particular, 
as the scene becomes very noisy, the likelihood of the small objects disappearing into 

the background noise increases, and thus the probability of isolating them from both 

noise and background approaches zero. Furthermore, for small objects the effect of 
smoothing the scene before object identification will result in the objects being 

smeared into the background, and thus isolation becomes exceedingly difficult.

The reverse case of a large proportion of object voxels to background voxels 
results in similar problems. This case is nearly the mirror image of the previous case 
as one can consider the background to be, perhaps, topological structures within the 
objects, such as holes. For this case we treat the holes as our objects and end up with 
the same difficulties. For solid objects which have no holes (i.e. the background is 
only the medium surrounding the objects and between the objects and the edges of the 
digitisation space array) we have similar difficulties, though they may not be as 
extreme. In this case it is likely that the surfaces of the objects are overestimated, 
perhaps to the extent of joining them, the background underestimated, and additional 
objects generated from noise.

Although the object to background ratio is an important parameter, its analytical 
solution is not required as most manageable real world data sets consist of values near 

the middle of the possible range (within one or two orders of magnitude of a 1 : 1  ratio). 
Although an analytical solution may not be justified in isolation from the other parame
ters to be discussed, its effect must be considered when determining a smoothing 
parameter or when evaluating whether a particular application is theoretically solvable 
and practicable.

6.1.2 Distance metrics

Analysis of edge and surface detection methods can be performed on a wide range 
of object types where surface area, volume, and the distance separating objects can be 
considered.

Although distance measurements are important from an image analysis point of 
view they are not very meaningful when categorising objects for comparison of 

extracted surfaces. Cavalieri’s Principle (1629) states that solids with the same height 
and with cross-sections of equal area have the same volume. For example, prisms and 
cylinders with equal bases and heights have the same volume. Thus objects with the 
same volume can have significantly different shapes (and therefore surfaces). Since 
evaluation is to be performed after surface extraction, Euclidean distance metrics are 

far from ideal, since there is a multitude of shapes (and thus surfaces) for a given 
volume.
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Another distance parameter, which is related to field of view, is the distance 
between objects. If the distance in digital space between two objects is small, then the 

possibility of noise, or perhaps smoothing to counteract the effect of noise, as well as 
edge and surface detection operators (cf. chapter 5), may result in objects being joined. 
In one sense this is a subcase of the large object to background ratio scenario, but it 
may manifest itself in cases where the ratio is more balanced or even in cases where 

there is a very small object to background ratio.

6.1.3 Imaging artifacts

There are many forms of error which can arise when acquiring voxel data sets (as 
described in chapter 2). It is possible to generate synthetic data which exhibits differ
ences in contrast, uneven slicing, slice misalignment, etc. Knowing how edge and sur

face detection operators perform in such conditions would be valuable, but only in the 
sense that given some a priori information of the condition of the original data, some 
figure of merit could be supplied for the accuracy of the resultant surfaces. Since esti
mation of the original conditions is difficult, and since having such a metric would be 
more akin to image analysis than image processing, such information would be too 
detailed and too subject to interpretation for an initial investigation.

6.1.4 Topology

As was shown in the latter part of chapter 2, changes in topology are likely to be 
evident (in the process of digitisation) in small, thin, poorly sampled objects. A similar 
argument also holds in the extracted surfaces of such objects. For example with the 
Sobel masks, the misplacement of a surface voxel for a thin object could result in the 
object being split into two. Such situations again may involve the difficult conditions 

exhibited in the field of view examples given previously (eg. additional objects being 
generated from noise). Topological properties will not be considered further herein.

6.1.5 Parameters of interest

There are two parameters which form a reasonable starting point for an investiga
tion into the differences which might arise when applying 2D and 3D edge and surface 
detection operators to voxel data sets. These parameters are additive noise and 
changes in object correlation across the Z axis (including possible changes in curvature 
over Z). Although these situations do not encompass all of the conditions described 
previously, they are sufficient for an initial understanding of the differences in perfor

mance of various operators on well sampled objects.
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6.1.6 P ra tt’s m etric

Pratt proposed a simple metric and used it to compare the performance of various 
2D edge detection operators [Pratt78]. For a 2D object of known perimeter and orien
tation, a digital version is constructed and an edge detection operator applied. Next a 
value Q is computed for the image, where a value of 1 represents perfect detection and 

smaller values less than perfect performance. Q is defined as follows

where Ne is the number of extracted edge cells, N t is the number of true edge cells, a 
is a scaling constant (fixed at 0.9 throughout this chapter), and d  is the minimum 
Euclidean distance between the extracted edge cell location and the true edge. Taking 
the maximum of N e and Nt results in scaling the equation consistently, thus penalising 

operators which report erroneous numbers of edge cells (eg. fragmented edges and 
missing pixels). The term adi2  also penalises operators according to how far the 

reported edges are offset from the true edge. The a value 0.9 was chosen by Pratt to 
give better results for smeared edges (consisting of additional pixels) than misplaced 
edges (containing offset pixels).

This chapter will use Pratt’s figure of merit to analyse the performance of edge 
operators in the presence of noise. In particular, plots will be presented of Q versus the 
signal to noise ratio , which is defined by Pratt to be of the square of the amplitude of 
the edge magnitude divided by the square of the standard deviation of the added Gaus
sian noise. For the first derivative operators, a threshold will be applied which maxim
ises Cl (i.e. all possible threshold values are tested and the one resulting in the greatest 
Cl is chosen). Applying noise of varying degrees to scenes of an object which changes 

over Z, results in a 3D graph for values of Cl, and thus allows for evaluation of objects 
over two separate changing parameters.

6.1.7 Synthetic data

The synthetic data used for evaluation using Pratt’s figure of merit consists of two 
voxel data sets. The first consists of five half-spaces each representing the simplest of 
possible 3D surfaces, and is thus a straightforward extension to the 2D version used by 

Pratt. A half-space is simply a three dimensional region which is defined as all points 
lying on a particular side of a plane. The half-spaces are used to represent a gradual 
change over the Z axis in terms of grey-level surface intensity values (i.e. grey "ramp" 

edges) and the underlying binary surface (in this latter case the change simply means 

that 2D edges in slices will be slightly different from one slice to the next). The

max{Nejyt}



second data set consists of a set of ellipsoids which are idealised versions of typical 
blob-like structures found in many types of 3D voxel data sets. The ellipsoids also 
exhibit a gradual change over Z, but also over X and Y. Both object types have been 
chosen so that the change in the binary surface over Z is minimal, so that the objects 
do not have large bases or caps (which would have holes reported for the 2D operators 
because no 3D information has been taken into account when constructing the "sur

face"). This is so that the 2D operators are not unfairly penalised. For example, con
sider the stacking of identical aligned square curves (which are not filled), where a 
cube is not constructed - the stacked result will not have a top or bottom (i.e. it is hol
low).

For both data sets the summation of the voxels consisting of the 26-connected sur
face (zc6 ) was used for Nt in calculating Q. The 26-connected surface was chosen for 

fair comparison of the Laplacians (as discussed later).

The half-spaces were generated in a 320x320x25 binary cubic voxel space and 
sub-sampled by summing 5x5x5 cubic neighbourhoods into a 64x64x5 grey-level 
cubic voxel data set. This yields a maximum signal value of 125 (i.e. background = 0 
and object = 125, with surface voxel values containing values in the range 1..125). In 
generating the half-spaces the coordinate system was transformed so that the origin 
(0,0,0) was at the centre of the voxel data set. Only five slices were used to keep the 
processing time down.

The Hessian normal equations for the half-space solids used are of the following 
form

Ax +By +Cz +D < 0

where

A 2+ B 2+ C 2 = 1.

Determination of the distance d from any point to the surface is straightforward as 
it lies along a surface normal and thus

d  = Ax+By+Cz.

In the plots presented later, the specifics of the half-space objects are given in table 
6.1. Note that the percent change in the last column is not with regards to density 
(intensity) values but with respect to the underlying binary (thresholded) surface. In 

particular, this T is calculated as follows, where E  26(1) is the image consisting of 26- 
connected edges for slice i where there are T  slices.

^  ( ^ 2 6 ( i)x o r  E 2 6(i+1))
r =  M n----------------
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Half-space Parameters Percent change
number A B C D r

0 1 . 0 0 0 0 . 0 0 0 0 . 0 0 0 0 . 0 0 0 0 %
1 0.951 0 . 0 0 0 -0.309 0 . 0 0 0 0 %
2 0.809 0 . 0 0 0 -0.588 0 . 0 0 0 0 %
3 0.588 0 . 0 0 0 -0.809 0 . 0 0 0 2 0 %
4 0.309 0 . 0 0 0 -0.951 0 . 0 0 0 2 0 %

Table 6.1 Synthetic data: half-space parameters and percent change.

In other words, every slice of half-space object 0 has the same 26-connected binary 
surface representation as every other slice in that object, whereas the binary surface of 
half-space object 3 differs across the slices by 20% of the total number of binary sur
face voxels. Figure 6.3 shows sample slices through the half-spaces which give a feel
ing for the degree of change across slices as well as the differences between the dif
ferent half-spaces.

Table 6.3 gives the Gaussian noise a  values and resultant signal-to-noise ratio 
values used for each of the half-spaces. The column labelled S2N is the corresponding 

axis label used in three dimensional plots provided later in this chapter.

The ellipsoid data sets were generated using the same sampling strategy as used 
for the halfspaces. The ellipsoids were generated in a 96x96x96 binary space, subsam
pled by summing 3x3x3 neighbourhoods of voxels resulting in a grey data set of 
dimensions 32x32x32 with a 0..32 range of voxel values. A small number of samples 
was taken to keep the overall processing time to a minimum. The equation used for 
generation of the solid ellipsoids is

2 2x_ + + _z_
a b c

where for all the cases considered a =b and the data used are ellipsoids of revolution. 

Determination of the shortest distance from a point to the surface as implemented 

involved solving a sixth degree polynomial, the derivation of which is straightforward 

but tedious. A modified version of the root solver described in [Press8 8 ] was used.
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Figure 6.2 Slices through the half-spaces of table 6.1. Left column is slice 
Z = -2 , middle is slice Z = -1  and right column is slice Z = 0. Top row is 
object number 0 , second is object number 1 , and bottom row is object 
number 5. Change in the edge locations across slices in a row indicates 
change in the binary voxel surface representation across Z .
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S2N Signal-to-noise a

0 1 0 0 . 0 0 0 12.5000
1 50.000 17.6777
2 25.000 25.0000
3 12.500 35.3553
4 6.250 50.0000
5 3.125 70.7107

Table 6.3 Synthetic data: half-space signal-to-noise ratios and standard 
deviation a  of additive Gaussian noise.

For reasons of efficiency, the distances from any cell in the voxel array to the surface 
of the ellipsoid under consideration were precomputed once and used for all later runs.

Ellipsoid Ellipsoid Parameters Percent change
number type a b c r

0 prolate 0.50 0.50 1.00 10.91%
1 prolate 0.75 0.75 1.00 11.45%
2 sphere 1.00 1.00 1.00 10.90%
3 oblate 1.00 1.00 0.75 14.31%
4 oblate 1.00 1.00 0.50 25.69%

Table 6.4 Synthetic data: ellipsoid parameters and percent change.

The parameters and figure encoding (key) used are given in table 6.4. As was the 
case in table 6 .1, the percent change indicated in table 6.4 is in the number of voxels 
lying on the surface from one slice to the next and not in the grey intensity levels. Fig

ure 6.5 shows sample slices through the ellipsoids where both the change in surface 

over Z as well as differences between different the ellipsoids is apparent.
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Figure 6.5 Slices through the ellipsoids of table 6.4. Left column is slice 
Z = - 8 , middle is slice Z = - 4  and right column is slice Z = 0. Top row is 
object number 0 , second is object number 1 , and bottom row is object 
number 5. Change in the edge locations across slices in a row indicates 
change in the binary voxel surface representation over Z .



153

Table 6 . 6  gives S2N encoding used in the following tables of ellipsoids in terms of 
the a  value of the additive Gaussian noise and Pratt’s signal-to-noise ratio.

S2N Signal-to-noise G

0 1 0 0 . 0 0 0 2.70000
1 50.000 3.81838
2 25.000 5.40000
3 12.500 7.63675
4 6.250 10.8000
5 3.125 15.2735

Table 6 . 6  Synthetic data: ellipsoid signal-to-noise ratios and standard 
deviation a  of additive Gaussian noise.

6.2 Evaluation

6.2.1 G radient

Figure 6.7 indicates that the performance of both the 2D and 3D gradients on the 
ellipsoid data set is fairly uniform. The difference plot between both (same figure) 
suggests that the only significant difference is in the region of large to medium signal- 
to-noise ratios (small S2N values) for the ellipsoids exhibiting greater changes over Z. 
The same figure indicates that the performance of both operators on the half-spaces 
follows the same trend as for the ellipsoids, though differences in the Q  value for 
objects with significant changes in Z (half-spaces 3 and 4) are more marked, especially 
in the region of large signal-to-noise ratios.

In a few cases for both object types, the 2D gradient actually performed better than 
the 3D gradient, though this is only for small amounts of noise and for objects with lit
tle (or no) change over Z. This is to be expected as the larger number of neighbours 
used in calculating the 3D gradient increases the likelihood of including more noise yet 
provides no additional information (i.e. changes in value over Z due to noise are mis
taken for object values).
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Figure 6.7 Resultant merit values for 2D and 3D gradient. Top row shows 
merit values for 2D gradient, middle row for 3D gradient and bottom row 
the differences in merit between 3D and 2D.

Overall interpretation of results indicates, with few exceptions, that the 3D
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gradient performs slightly better than for the 2D gradient when there are small changes 
across Z (eg. extremely thin slices) and significantly better with larger changes across 
Z (eg. less than ideal slicing conditions). For both cases, slightly better noise resis
tance can be expected for the 3D gradient than the 2D gradient.

It is worth mentioning here that in the plots the restricted dynamic range on ellip
soids is a result of how similar they actually are to each other in terms of changes over 
Z, field of view, and the small dynamic range of object value intensity values.

6.2.2 Roberts’ cross

The plots in figure 6 .8 , for the 2D Roberts’ cross on both the half-spaces and ellip
soids, are similar to the gradient responses of figure 6.7. The dynamic range of Q 
values is slightly less for the 2D Roberts’ cross and the performance in the middle 
signal-to-noise ratio is slightly more consistent for the 2D Roberts’ cross (i.e. the slope 
of the plots is more linear). This also holds for the 3D plots, although the Q response 
of the 3D cross appears superior to those of the 3D gradient for the half-spaces but not 

for the ellipsoids.

The difference plots of figure 6 . 8  indicate that the 3D operators produce better Q 
values than the 2D operators, with the degree of improvement being small when there 
is little change over Z and large when there is a significant change over Z. This is 
similar to the gradient results given above.

The dynamic range of the Roberts’ cross is poorer than the gradient and the results 
for ellipsoids are fairly disappointing: near-perfect £ 2  values do not occur.

6.2.3 Prewitt

The resultant Q  values for Prewitt’s masks on the half-spaces and the ellipsoids 

(figure 6.9) indicate that the Prewitt operator is more robust in the presense of noise 
than the 2x2x2 masks considered previously. In particular the slope of the merit plot is 
better for smaller signal-to-noise ratios than those of the gradient and Roberts’ cross.

The differences between 2D and 3D Prewitt operator merit performances lie for 
the most part in the high noise portion of the spectrum and tend to increase (with better 
performance given by the 3D operator) for larger changes in object correlation across 

slices (changes over Z). For both the half-spaces and ellipsoids the amount of differ
ence is appreciable. The extra ‘dynamic range’ provided by the 3D operator gives the 

plot a desirable block-like shape (as opposed to the wedge shape of the gradient and 

Roberts’ cross), which indicates consistent results for a broad range of both additive 

noise and change over Z.
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Figure 6.8 Resultant merit values for 2D and 3D Roberts’ cross. Top row
shows merit values for 2D Roberts’ cross, middle row for 3D Roberts’ cross
and bottom row the differences in merit between 3D and 2D.



157

p**rui?d

GJi; • •<>•••

p re u J d -p r ru c 'd

p r  e u 3 d - p r  t u f t  I

Figure 6.9 Resultant merit values for 2D and 3D Prewitt’s masks. Top
row shows merit values for 2D Prewitt’s masks, middle row for 3D Prewitt’s
masks and bottom row the differences in merit between 3D and 2D.
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6.2.4 Sobel

The results for the Sobel are nearly identical to those of Prewitt’s masks although 
the Sobel performed slightly better than the Prewitt. This is indicated in the difference 
plots in figure 6.10 by the slightly higher differences in merit than for Prewitt. Every
thing that was said about the Prewitt masks holds true for the Sobel masks and thus 
discussion is not repeated.

6.2.5 Laplacian

In the previous chapter it was mentioned that the Laplacian performs very poorly 
in the presense of noise. Since it is typically applied after a smoothing function, the £2 
values have been computed only for scenes containing no noise, because this chapter is 
concerned with surface detection differences between 2D and 3D operators and not 
with differences between 2D and 3D blurring, which were discussed in chapter 4. The 

resultant Q values are presented in the 2D plots of figure 6.11 where the better approxi
mations of the Laplacian given in section 5.6 have been used. In all cases the zero- 
crossing extraction algorithm zc6  (which produces 26-connected surfaces) has been 
used. This is appropriate for the 3D Laplacians, given properties I and II of chapter 5, 
since the 6 -neighbour Laplacian will tend to produce a 26-connected surface and both 
the 18- and 26-neighbour Laplacians will tend to produce a 6 -connected surface (which 
will subsequently be thinned to 26-connectivity by zc6 ). For the sake of consistency in 
comparison, zc6  has also been applied to the resultant output of both the 4- and 8 - 
neighbour Laplacians rather than using zc4.

The resultant £2 values indicate that the 3D Laplacians performed the same as or 
better than the 2D Laplacians. The larger neighbourhood 3D Laplacians also tended to 
perform better than smaller neighbourhood Laplacians. As differences in surface 

correlation over Z increased, the larger neighbourhood operators performed 
significantly better. Interestingly enough the inverse of this was true for the 2D Lapla
cians. Overall the performance of the Laplacian on the ellipsoid data set are not very 
impressive, although the results are in keeping with the general trend of this chapter 

(i.e. 3D operators perform better on 3D data than do 2D operators).

6.2.6 Results

The ‘average’ merit values at the S2N marks in the plots for the gradient indicate 
that they are nearly the same at marks 0 and 1, and for Roberts’ cross at marks 0, 1, 
and 2, and lastly for both Prewitt and Sobel at marks 0, 1,2, and 3. From this it can be 

concluded that the Sobel and Prewitt perform better with additive noise than Roberts’ 

cross, and Roberts’ cross better than the gradient. In a similar fashion, for both
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Figure 6.10 Resultant merit values for 2D and 3D Sobel’s masks. Top row
shows merit values for 2D Sobels’s masks, middle row for 3D Sobels’s
masks and bottom row the differences in merit between 3D and 2D.
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Figure 6.11 Resultant merit values for 2D and 3D Laplacian masks.
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additive noise and change over Z (both sharp and gradual), it appears that the 3D 

operators are more robust and accurate than their 2D counterparts.

Overall, of the first derivative operators, the 3D Sobel (and Prewitt) masks seem to 
be the most resistant to noise. They perform significantly better when there are 
significant changes over Z and marginally better when there is little or no change over 
Z. The Sobel operator shows the least variability for scenes containing small amounts 
of noise and little change over Z. Its greatest advantage over its 2D counterpart how
ever seems to be when there are significant amounts of change over Z and/or 
significant amounts of noise.

6.3 Summary

A survey of various parameters over which an analysis of edge and surface detec
tion operators has been carried out. Pratt’s figure of merit was chosen as a reasonable 
starting point for such an analysis. Both the 2D and 3D operators were compared, 
based on their performance using Pratt’s merit on two different data sets. The data sets 
were chosen to isolate changes over Z (the half-spaces) and exhibit "typical" curved 
blob like objects (the ellipsoids).

For both robustness to noise and changes over Z it has been shown that the 3D 
operators perform better than their 2D counterparts. Furthermore it has been shown 
that the 3D Sobel (and 3D Prewitt) perform better under these conditions than the 
smaller neighbourhood first derivative operators (gradient and Roberts’ cross).

Results confirming the properties of the Laplacian given in chapter 5 were also 
given.
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Chapter Seven: Applications to Real Data

This chapter demonstrates the use of surface detection operators for purposes of 
surface extraction on real world data sets. The application of such operators is used to 
demonstrate the concepts described previously and not necessarily to find optimum 
solutions. In particular, no attempt is made to analyse the accuracy of resultant sur
faces, to investigate alternate solutions, or to test for reproducibility on numerous data 
sets.

7.1 B ackground

Given the results of chapter 6 , the Sobel operator is applied to four different real 
world data sets. The choice of the Sobel is due to its overall best performance (resis
tance to noise, etc.) as determined previously.

The output of the Sobel will be treated as a probability in the following examples. 
In particular, for situations where a simple threshold on the input data is not sufficient 
to accurately locate objects of interest, it may also be the case that thresholding the 
output of the Sobel does not work either. In such cases, treating the Sobel output as if 
it is a probability is sometimes useful. For example, given a voxel with value v 
representing density (which we will think of as being the probability that the voxel is 
part of an object rather than part of the background) and a corresponding Sobel value s 

representing the probability that the voxel is in a surface, then the combined probabil
ity that a voxel is in the interior of an object is v ( l - 5 ) (assuming v and s are in the 

fractional range 0..1) and that a voxel is on the surface of an object is vs. A loss of 
accuracy is incurred with such an approach, as portions of objects whose diameter is 
less than 2  voxel units may be lost, depending on local voxel neighbourhood 
configurations.

The data sets exhibit various conditions under which object segmentation is 
difficult. In particular, the spectrum of conditions range from good to bad sampling, 
small to large amounts of object correlation over Z, small to large objects (field of 
view), and few to many different types of objects present in the same data set. Other 
conditions also include various forms of imaging artifacts including tissue tear, smear, 

noise, misalignment, etc. (see chapter 2 ).
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7.2 Data description

The data sets used in this thesis are all biologically based, and thus this thesis has a 
bias towards medical applications. The first two data sets operated on are MRI voxel 
slices through the human body and the latter two data sets are serial section slices 
through the organs of a rat.

7.2.1 MRI data

The original condition of the two MRI voxel data sets is uncertain. They were 
acquired from a visiting Professor who acquired them, for development of visualisation 
algorithms, from a colleague at John Hopkins Hospital in the Washington D.C. area. 
The data sets were initially labeled "bone" and "brain 1", with the first data set consist
ing of slices through the pelvic region of a patient and the second of slices through a 
skull. Both data sets are of resolution 128x128x50 where each voxel is not cubic and 

consists of 8 -bit values: thus each data set comprises 800 Kbytes.

The two MRI data sets exhibit various properties which make them useful initial 
examples for demonstrating object extraction using surface detection operators. The 
first is that the objects under consideration are large and the overall contrast between 
background and object is high. The slices are also in alignment due to the nature of the 
acquisition method. Both data sets exhibit streaks radiating from the centre of each 
slice which may be due to the back-projection reconstruction of the initial scan data. 
For both the brain and bone data the objects under consideration exhibit good fields of 
view, although portions of the bone are only a few voxels thick. The brain data con
tains many different structures (eg. skull, brain, spine, etc.) whereas the bone data con
tain only one object. For both the brain and bone data it appears that the dimensions of 
the voxels are 2X - 2 Y =Z and thus the voxels are not cubic.

7.2.2 Serial Section Microscopy Data

The serial section microscopy data operated upon in this chapter present a greater 
challenge than the MRI data. The slices exhibit properties which are far from ideal: 
they contain many very small objects whose diameter in the X  - Y  plane is of the order 
of the physical slice thickness. As a result it is necessary to work with non-cubic vox
els whose X  and Y  dimensions are many times smaller than their Z dimension. The 
data was originally prepared for visualisation and understanding of the morphology of 

the branching nature of the small objects, although we use them here for purposes of 
demonstrating surface extraction. Another difficulty with this data is that the slices 
must be registered (aligned) as they are digitised.
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For both data sets, there are significantly more slices available than have been 

used in this chapter. Due to significant tissue tears in some of the physical slices, it is 

not possible to treat the data contiguously. Although it is possible to interpolate slices 
to "fill in the gaps", for one of the data sets used (the carotid body), as many as three 
consecutive slices are damaged beyond recognition, and thus interpolation becomes 
impracticable (because the thickness of the slices is much larger than the object diame
ters, significant changes occur from one slice to the next and thus there is little correla
tion).

7.2.2.1 Acquisition

Slice registration (alignment) involves determining and correcting undesirable 
spatial transforms. Two images are said to be registered if their respective image space 
coordinate systems are the same with respect to some fixed origin. A function of two 
images, called the cross correlation (or simply correlation) function is used to produce 
a measure of the similarity of the two images in determining if they occupy the same 
coordinate system. The registration method used for this work uses a simple and 
pseudo correlation function which is perhaps best described as being "the brute force 
method". A difference function was chosen as its implementation maps well onto the 
SIMD parallel image processing computer called CLIP4 [Duff76] used throughout this 
thesis.

• Many different correlation functions exist, some of which explicitly determine the 
desired transform by solving systems of simultaneous equations for some (or all) of the 
pixels. Others correlate a reduced set of extracted primitives (features) of the original 
data. The interested reader is referred to [Barnea72], [Goshtasby87], and [Mitra8 8 ] for 

variations on this theme.

The brute force difference function produces a single integer number describing 
the similarity of two images. The number is simply the unsigned (absolute value) of 
the sum of the differences between "corresponding" pixels in both images. Mathemati

cally it is expressed as

for two images A and B of resolution N x N , where x  and y  are Euclidean coordinates 

in the plane of the slices. Implementation on SIMD parallel machines, where there is a 
processor per pixel, is straightforward for the subtraction and absolute value. The 

actual summation is implemented using an algorithm which simply counts the number 
o f Is in each bit-plane of the resultant (absolute value) image (which is a hardware 
feature o f CLIP4 taking 69|is), multiplies this number by 2 raised to the plane number



165

p , and adds the result into an accumulator. Mathematically this is expressed as

V ( I ) = i i 2PS(Ip )

where p  iterates over all images planes, T  is the most significant bit-plane in the image 
/, S is the plane summation function, I the image under consideration (in this case 
IA -B  I), and Ip the p  -th bit plane of image I . (This is precisely the definition of 
v o lu m e  () in YAM3D). Assuming all planes are in memory, the execution of the 
brute force correlation function takes less than ljas for input images of depth 6 -bits on 
CLIP4a.

The approach taken in the implementation is repeatedly to transform (geometri
cally) one of the images, keep the other fixed, and hold onto the cross correlation 
values. After all transformations have been performed, the transformation parameters 
corresponding to the smallest correlation value are used to perform the transform to 
align the former image with respect to the latter image. The transformation parameters 
used are dx, dy and 0, representing translation in X  and Y and rotation of X  into Y 
respectively. Affine transforms (i.e. rotation out of the plane) are not considered, as we 
assume that the slices are parallel.

The algorithm proceeds in two stages. The first performs translation in CLIP4 by 
pixel amounts in a user-specified search space of ±M  pixels and uses a stepper motor 
connected to the video camera to perform rotations. Although rotation algorithms can 
be implemented in CLIP4 (see [Clarke82] for example), physical rotation of the cam
era takes approximately the same amount of time, is more accurate, and is not subject 
to edge effects. Having chosen the best pixel level transform, the second stage 
proceeds by applying both rotations and translations by physically moving the slice 
(stepper motors are also available for translation in both the X  and Y directions) with 
2M+1 increments of a ±Vi pixel search space. The last stage, although costly, is useful 
for digitising aligned slices at a resolution greater than that used in alignment. Using a 

magnification of 40X and a image resolution of 96x96, a pixel approximately 
corresponds to Vi\\.m and the translation amount of the stepper motors used is approxi

mately V^pm. The figure of lA\im  for the step size was deduced by moving the stage 
several centimetres and dividing the amount moved by the number of steps.

In performing the registration, only 6 -bit images are digitised and used. This has 
the effect of ignoring fine detail, which is in general uncorrelated for the data sets used 
herein, and of removing transient camera noise. It also allows for the best possible 

execution time as fewer bit planes are operated upon and thus all of the images (includ
ing temporary workspace) fits within the on-chip 32 bit-planes available in CLIP4a 
(i.e. no swapping to disk is required).
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At startup of the alignment program the user enters, on the console, the pixel size 
of the search space to use in alignment, the thickness of the slices, and the 

magnification setting on the microscope. For the serial section data described earlier, a 
search space of ± 4 pixels is used. The rotation amounts are generated from the pixel 
search space and correspond to a 50 of 0 . 1 °, with 2 M + 1  increments. 50 is derived as

1

where N  is the image width (and height) in pixels, and M  is the "radius" of the search 

space (in this case 4).

The user initially moves from one slice to the next, using a joystick controlling X , 
T, and 0 movement, and crudely aligns the slices manually. As the user is finished 
with each slice, the system records the current X , Y , and 0  positions and grabs an 
image. The crude manual alignment is simplified by combining the current input video 
signal with the image of the last grabbed slice. Once all of the initial slice positions 
are stored, the program will go back through, and align, all the slices. Unfortunately, 
the user must stand by to refocus the microscope as alignment on each new slice is ini
tiated. If the hardware used had an auto focus capability, or the ability to store the 
current focal distance, then the registration software could work without further user 
intervention. The times taken for each stage are 28s and 60s respectively. The 
bottleneck is clearly the speed of the stepper motors and not the processing speed of 
CLIP4 (as indicated by the differences in time for the same number of transform space 
samples for stages 1 and 2 ).

An automatic approach has been chosen over a manual or partially automated sys
tem because it is extremely tiring and tedious to align slices manually. Interestingly 
enough, the author has found from personal experience that diligently performed 
manual alignment takes approximately the same amount of time as the automatic 
method used. Looking to the long term, with the addition of an auto-focus capability 

or the further adaptation of the microscope to accommodate a stepper motor to control 
the focal distance, the potential exists for the automatic registration of hundreds of 

slices, which is well beyond the attention span of this human operator.

One problem that can occur, which is a result of the physical configuration used, is 
that slight "jars" of the table supporting the microscope (as well as floor vibrations 
from walking to and from the microscope and controlling workstation) can have catas
trophic effects, in that the slices may be physically displaced on the microscope stage, 
resulting in misalignment (i.e. the positions initially recorded are not the same as after 
the jar).
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Backlash is another problem when moving the microscope stage (i.e. the "tight
ness" of the stepper motors in opposite directions). It has not been possible to measure 
the amount of backlash that occurs, as the author has only been able to visually align 
"test spots" at 40X to an accuracy of V2\ i m  and thus for step sizes of lA \ ± m ,  the amount 
of backlash (or even the precise step size) is unknown. In order to prevent backlash, 

translational scans are processed only in one direction. However, it should be noted 
that the accuracy of the second stage of alignment is dependent on the magnification 
used and on the resolution of the images. In general slight errors in the sub-pixel 
alignment are not particularly critical, as the pixel level registration (stage 1) is accu
rate enough (assuming false peaks do not exist in the correlation space) with respect to 
the the algorithms used later for surface extraction.

Figure 7.1 Idealised slice through renal corpuscle perpendicular to slicing 
plane.

1.2.2.2 Renal corpuscle of a ra t

The renal corpuscle is a minute body, located in the kidney, which is surrounded 
by fluid. A corpuscle of a rat was microtomed into 20 slices of lfim thickness. The 

slides were originally prepared by Mr. Peter Crane of St. Bartholomew’s Hospital for a
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study of minute bodies within the corpuscle called glomeruli, although slice thickness, 
as well as other factors, resulted in the data never being used. For purposes of this 
chapter, 19 slices (covering 6  microscope slides) were aligned and digitised at a resolu
tion of 96x96 and a magnification of 40X, yielding voxel dimensions of 0.5x0.5xlpm 

and 171K bytes of data. Figure 7.1 shows an idealised cross section through the renal 
corpuscle perpendicular to the plane of the slices.

1 2 . 2 3  Carotid body of a rat

The carotid body is located near the carotid artery in the neck and supports the 
highest blood flow of any tissue in the body [Daly54]. The original purpose in acquir
ing the data was to investigate how the branching vascular structure of the carotid body 
is correlated to various physiological properties of the organ. Ip did significant work 
on all stages of the processing required to perform this study [Ip83]. Ip’s implementa
tion was chosen to map best onto the CLIP4a computer, and thus use few images (use 
little memory). As a result significant amounts of available information were not used. 
For example, he used manual section alignment (the automatic stepper controlled 
microscope was not available), he worked on binary images, and he used a correlation 
function which was based on the centroids (centres of mass) of each object.

The carotid body of a rat is approximately ten times smaller, in terms of volume, 
than that of a human [Ip83]. The carotid body used was sliced into 200 sections of 
thickness 2pm, encompassing ten microscope slides. The diameters of the bodies of 
interest (capillaries) are on average 5 to 8 pm and as much as 40p.m. The data was 
aligned and digitised at a resolution of 96x96 (the resolution of CLIP4a) at a 

magnification of 40X, yielding voxel sizes of V2XV2X2pm. Sixteen 8 -bit slices have 
been aligned and are operated upon in this chapter (one microscope slide) thus yielding 

96x96x16 = 144K bytes of data. Figure 7.2 shows an idealised cross section through 
the carotid body perpendicular to the plane of the slices, where the portion of the caro
tid body used in this chapter corresponds roughly to the central upper portion.

7.3 Description of processing

7.3.1 Bone

The algorithm for extraction of the bone from the grey data is extremely straight
forward. A 3D blur is applied to smooth the data, so that the edges of the tomographic 

streaks are not so sharp, to reduce the effects of noise, and to smear the surface of the 

bone. 3D differentiation is then performed to enhance the surface of the bone. Voxels 

in the interior of the bone are next enhanced (given the blurred and differentiated data)
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Figure 7.2 Idealised slice through carotid body perpendicular to slicing 
plane.

and expanded out to encompass the surface of the bone itself. Lastly a threshold is 
performed and any holes are filled. A more detailed description of the algorithm fol
lows, where the corresponding YAM3D source code used is in figure 7.4.

1. Load voxels from file. (Row 1 in figure 7.3)

2. Blur data using 18-connected Gaussian, in an attempt to reduce background

tomographic streaks. (Row 2 in figure 7.3)

3. For each voxel in isolated data perform 3D Sobel, using sum of absolute values 
in X, Y and Z, and normalise result to be an 8-bit image thus forming probability
of a voxel being on the surface. (Row 3 in figure 7.3)

4. Form probability of object being present, by multiplying blurred data by inverse 
of Sobel (probability inside object and not surface) and scale result back to an 
8-bit image. The expanded surface produced from blur is effectively stripped 
off. (Row 4 in figure 7.3)

5. Auto-threshold probability image and fill holes. (Row 5 in figure 7.3)
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Figure 7.3 Stages in processing of bone data.



6 . Output final data to file.
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/ *  STAGE 1 * /  
r e a d s e q ( b o n e , " b o n e . s q " ) 
end  = d i m e n s i o n ( b o n e )  
l a s t  = e n d -1  
/ *  STAGE 2 * /  
z = 0
b l u r { z++} = ( c v ( b o n e { 0 } , 2 , 4 , 2 , 4 , 8 , 4 , 2 , 4 , 2 ) + cv  ( b o n e { 1 } , 0 , 1 , 0 , 1 , 2 , 1 , 0 , 1 , 0 ) ) / 2 6  
w h i l e  n o t z e r o ( l a s t - z )  

b l u r { z + + )  = (cv  ( b o n e { z - l },  0 , 1 ,  0 , 1 ,  2 , 1 ,  0 , 1 ,  0) + 
c v ( b o n e { z } , 2 , 4 , 2 , 4 , 8 , 4 , 2 , 4 , 2 )  + 
c v ( b o n e ( z + l } , 0 , l , 0 , l , 2 , l , 0 , l , 0 ) ) / 4 4  

e n d w h i l e
b l u r  { z } -  ( cv  (bone { z } , 2 , 4 , 2 , 4 ,  8,  4,  2,  4 , 2 )  +cv  (bone{ z - 1 } ,  0 , 1 ,  0 , 1 ,  2 , 1 ,  0 , 1 ,  0 ) )  / 2 6  
/ *  STAGE 3 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

dx = c o n v o l v e ( b l u r { z },  - 1 ,  - 2 ,  - 1 ,  0,  0,  0,  1,  2,  1)
dy = c o n v o l v e ( b l u r { z }, - 1 ,  0,  1 , - 2 ,  0,  2 , - 1 ,  0,  1)
dz = 0
i f  n o t z e r o ( z )  / *  z > 0 ( i . e .  i g n o r e  ed g e  c o n d i t i o n )  * /

dx  += c o n v o l v e ( b l u r { z - 1 }, 0, - 1 , 0, 0, 0,  0, 0, 1, 0)
dy += c o n v o l v e ( b l u r { z - 1 }, 0, 0, o, - 1 , o ,  1, 0, o, 0)
dz  += c o n v o l v e ( b l u r { z - 1 }, 0, - 1 , 0, - 1 ,  -•2, - 1 , o,  -■I, 0)

sndi f
. f  n o t z e r o  ( l a s t - z )  / *  z < l a s t ( i . . e . i g n o r e e d g e c o n d i t i o n ) ★
dx += c o n v o l v e ( b l u r { z + l }, o, - 1 , 0, 0, 0 ,  0, 0, 1, 0)
dy  += c o n v o l v e ( b l u r { z + 1 }, 0, 0, 0, - 1 , 0,  1, o, o, 0)
dz  += c o n v o l v e ( b l u r {z + 1 }, o, 1, 0, 1, 2,  1, 0, If 0)

e n d i f
s o b e l 3 d { z + + }  = ( a b s v a l ( d x )  + a b s v a l ( d y )  + a b s v a l ( d z ) ) / 8  

e n d w h i l e  
/ *  STAGE 4 * /  
z * 0
w h i l e  n o t z e r o ( e n d - z )  

p r o b { z + + )  = ( ~ s o b e l 3 d { z } * b l u r { z } )>>8 / *  i n i t i a l  p r o b .  n o t  s u r f a c e  p r o b .  * /
e n d w h i l e  
/ *  STAGE 5 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

tmp = a u t o t h r e s h ( p r o b { z }) 
o b j s { z + + )  — t m p | d e l e d g e ( “tmp, [24 68] )  

e n d w h i l e  
/ *  STAGE 6 * /
w r i t e s e q ( o b j s , " b o n e . o b j s . sq")

Figure 7.4 YAM3D source code for Bone extraction.

7.3.2 Brain

The algorithm for extraction of the brain from the grey data is somewhat more 
involved than that used in extraction of the bone. Since there is more than one type of 

object in the data, where these objects are spatially very close to each other, a region 
surrounding the brain is derived (using a priori knowledge) and used to mask out the 
unwanted objects. Having isolated the grey level brain, 3D differentiation is then per

formed to enhance its surface. The inverted (enhanced interior) voxels within the
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Figure 7.5 Stages in processing of brain data.
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masked area of the data are then thresholded and the edge-connected objects are 
removed and holes filled. Lastly, in an attempt to remove extraneous noisy objects, 
only voxels which are 26-connected to voxels in the previous or next slices are 

preserved. A more detailed description of the algorithm follows; the corresponding 

YAM3D source code used is in figure 7.6.

1. Load voxels from file. (Row 1 in figure 7.5)

2. Isolate the grey level portion of scene corresponding to brain matter (so that the 
skull, spinal column, etc. will not interact with brain in later processing). This is 
accomplished using a fixed level threshold, which isolates the brain and some of 
the surrounding region. This binary image is then used to mask out the desired 

grey levels in original data. (Row 2 in figure 7.5)

3. For each voxel in isolated data perform 3D Sobel, using sum of absolute values 
in X, Y and Z, and normalise result to be an 8 -bit image. (Row 3 in figure 7.5)

4. Threshold inverse of Sobel image and mask with isolation mask of stage 2. The 
inverse of the Sobel represents the probability that brain (or background) is 
present. The mask then preserves only the brain. Lastly fill holes, (not shown in 

figure 7.5)

5. Preserve only 26-connected objects by preserving objects in each slice which are 
26-connected to object in the previous slice. This removes isolated "noisy" 
objects. (Row 4 in figure 7.5)

6 . Output final data to file.



174

/ *  STAGE 1 * /
r e a d s e q ( b r a i n , " b r a i n l . s q " ) 
end  = d i m e n s i o n ( b r a i n )  
l a s t  = e n d -1  
/ *  STAGE 2 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

p = t h r e s h ( b r a i n { z } , 7 9 )
p |=  d e l e d g e ( " p , [ 2 4 6 8 ] )  / *  f i l l  h o l e s  * /
i s o { z + + }  = m a s k ( b r a i n { z ) , p)  

e n d w h i l e  
/ *  STAGE 3 * /  
z *  0
w h i l e  n o t z e r o ( e n d - z )

dx — c o n v o l v e ( i s o { z ) , -1 , 2,  1,  0, o,  0,  1,  2 , 1)
dy = c o n v o l v e ( i s o { z } , -1 , 0,  1,  - 2 , 0,  2 ,  - 1 ,  0, 1)
dz = 0
i f  n o t z e r o ( z )  / *  z > 0 ( i . e .  i g n o r e e d g e  c o n d i t i o n ) * /

dx +«■ c o n v o l v e ( i s o { z - 1 } , 0,  - 1 ,  0, 0, 0,  0,  0,  1, 0)
dy  += c o n v o l v e ( i s o { z - 1 }, o,  0,  0,  - 1 , 0,  1,  0,  0, 0)
dz  += c o n v o l v e ( i s o { z - 1 } , 0,  - 1 ,  0,  - 1 , - 2 ,  - 1 ,  0,  - 1 , 0)

e n d i f
i f  n o t z e r o ( l a s t - z )  / *  z < l a s t  ( i . e .  i g n o r e  e d g e  c o n d i t i o n )  * /

dx += c o n v o l v e ( i s o { z + 1 ) , 0, - 1 , 0, 0, 0, 0, 0, 1, 0)
dy += c o n v o l v e ( i s o { z + 1 }, 0, 0, 0, - 1 , 0, 1, 0, 0, 0)
dz += c o n v o l v e ( i s o { z + 1 }, 0, 1, 0, 1, 2, 1, 0, 1, 0)

e n d i f
s o b e l 3 d { z + + }  = ( a b s v a l ( d x )  + a b s v a l ( d y )  + a b s v a l ( d z ) ) / 8  

e n d w h i l e  
/ *  STAGE 4 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

p = t h r e s h  ( ~ s o b e l 3 d {  z } ,  2 5 5 - 5 0 )  & thr es h  ( i s o  { z },  0) 
p |=  d e l e d g e ( ' p , [ 2 4 6 8 ] )
o b j s { z + + }  = p | d e l e d g e ( ~ p ,  [ 2 4 6 8 ] )  / *  NOTE: h o l e s  a r e  f i l l e d !  * /

e n d w h i l e  
/ *  STAGE 5 * /  
z = 0
w h i l e  z e r o ( v o l u m e ( s h r i n k ( o b j s { z },  [ 1 - 8 ] ) ) )  

s e g { z + + }  = 0 
e n d w h i l e
s e g { z + + }  — o b j s { z }  
w h i l e  n o t z e r o ( e n d - z )  

s e g ( z + + }  = p r o p ( o b j s { z } , s h r i n k ( s e g { z - 1 } , [ 1 - 8 ] ) )  
e n dw hx le  
/ *  STAGE 6 * /
w r i t e s e q ( s e g , " b r a i n l . s e g . s q " )

Figure 7.6 YAM3D source code for Brain extraction.

7.3.3 Renal corpuscle

The algorithm for extraction of the objects in the renal corpuscle is nearly identi
cal to that used in extraction of the bone. The major difference has to do with the blur
ring used to reduce the effects of noise. In this case a 3D median is used, so that the 

surfaces o f the objects of interest are not weakened. Noise in the corpuscle data is 
more of the form of “salt and pepper noise". Since the surfaces have not been spread
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Figure 7.7 Stages in processing of renal corpuscle data.
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into the surrounding medium (and vice versa), a 3D expand is used in the final stage to 

"restore" the surface (since an inverse surface probability is being used). A more 
detailed description of the algorithm follows; the corresponding YAM3D source code 
used is in figure 7.8.

1. Load voxels from file. (Row 1 in figure 7.7)

2. For each voxel in input data perform 3D median to blur "salt and pepper" noise
without losing edges. (Row 2 in figure 7.7)

3. For each voxel in blurred data perform 3D Sobel using sum of absolute values in 
X, Y and Z, and normalise result to be 8 -bit image. (Row 3 in figure 7.7)

4. For each voxel in surface image, enhance objects by multiplying the inverse of
the Sobel output by blurred output and scale result back to be an 8 -bit image.
This stage treats both Sobel and blurred data as if  they were probabilities, thus
the result is the probability that voxels are in the interior of objects. Objects of 
diameter less than 1 will be lost or incorrectly represented (i.e. broken into two 
or more objects). (Row 4 in figure 7.7)

5. For each voxel in enhanced data, segment the objects using an auto-threshold 
function on the 6 -neighbour expand. Apply 3D expand to grow the object values 
back out to encompass the object surfaces. (Row 5 in figure 7.7)

6 . Output final data to file.
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/ *  STAGE 1 * /
r e a d s e q ( c o r p u s c l e , " c o r p u s c l e . s q " ) 
end = d i m e n s i o n ( c o r p u s c l e )  
l a s t  = en d -1  
/ *  STAGE 2 * /  
z = 0
b l u r { z + + }  = m e d i a n 3 ( c o r p u s c l e { 0 } , c o r p u s c l e { 0 } , c o r p u s c l e {1} )  
w h i l e  n o t z e r o ( l a s t - z )  

b l u r { z + + }  = m e d i a n 3 ( c o r p u s c l e { z - 1 } , c o r p u s c l e { z } , c o r p u s c l e { z + 1 }) 
e n d w h i l e
b l u r { l a s t }  = m e d i a n 3 ( c o r p u s c l e { l a s t - 1 } , c o r p u s c l e { l a s t } , c o r p u s c l e { l a s t }) 
/ *  STAGE 3 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z ) 

dx = c o n v o l v e ( b l u r { z }, - 1 ,  - 2 ,  - 1 ,  0,  0,  0,  1,  2,  1)
dy = c o n v o l v e ( b l u r { z }, - 1 ,  0,  1, - 2 ,  0,  2,  - 1 ,  0,  1)
dz = 0
i f  n o t z e r o ( z )  / *  z > 0 ( i . e .  i g n o r e  e d g e  c o n d i t i o n )  * /

dx += c o n v o l v e ( b l u r {z - 1 }, 0, - 1 , 0, 0, 0, 0, 0, 1, 0)
dy += c o n v o l v e ( b l u r { z - l }, 0, 0, 0, - 1 , 0, 1, 0, 0, 0)
dz += c o n v o l v e ( b l u r { z - 1 }, 0, - 1 , 0, - 1 , - 2 , - 1 , 0, - 1 , 0)

e n d i f
i f  n o t z e r o ( l a s t - z )  / *  z < l a s t  ( i . e .  i g n o r e  ed ge  c o n d i t i o n )  * /

dx += c o n v o l v e ( b l u r { z  + l } , 0, - 1 , 0, 0, o, o, 0, 1, 0)
dy += c o n v o l v e ( b l u r {z + 1 }, 0, 0, 0, - 1 , 0, 1, o, o, 0)
dz += c o n v o l v e ( b l u r {z + 1 }, 0, 1, 0, 1, 2, 1, o, 1, 0)

e n d i f
s o b e l 3 d { z + + )  = ( a b s v a l ( d x )  + a b s v a l ( d y )  + a b s v a l ( d z ) ) / 1 2  

e n d w h i l e  
/ *  STAGE 4 * /  
z * 0
w h i l e  n o t z e r o ( e n d - z )  

p ro b {z + + )  = ( ~ s o b e l 3 d { z } * b l u r { z } )>>8  / *  i n i t i a l  p r o b .  X n o t  s u r f a c e  p rob .  * /
e n d w h i l e  
/ *  STAGE 5 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z ) 

o b j s {z + + } = au to th r es h (m ax im u m (m a xi m u m (p ro b {z -1 ) , e x p a n d ( p r o b { z } ,  [ 2 4 6 8 ] ) ) ,  
p r o b { z + 1 } ) )

e n d w h i l e  
/ *  STAGE 6 * /
w r i t e s e q ( o b j  s , " c o r p u s c l e . ob j  s . s q " )

Figure 7.8 YAM3D source code for Renal corpuscle extraction.

7.3.4 C arotid  body

The algorithm for extraction of the objects of the carotid body differs from the 

previous examples in that the data is primarily treated as if it is 2D. This is because the 

dimensions of the voxels are 8 X = 8 T=Z. Given such dimensions, and the poor sam
pling ratio of the original data, correlation between regions across slices is very poor, 
and thus small neighbourhood 3D operators (i.e. those within a 3x3x3 neighbourhood) 
will, in general, not yield any additional information than 2D operators. However, the 

3D operators may well produce unwanted artifacts and reduce the strength of some 
edges.
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Figure 7.9 Stages in processing of carotid body data.
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The general strategy taken is the same as that used in extraction of the renal 
corpuscle, with the differences being that 2D and not 3D operators are used. A more 
detailed description of the algorithm follows; the corresponding YAM3D source code 
used is in figure 7.10.

1. Load voxels from file. (Row 1 in figure 7.9)

2. For each slice in input data perform 2D median to blur noise without losing 

edges. A 2D operator is performed since the aspect ratio of carotid data is 
8 X=8 Y=Z. (Row 2 in figure 7.9)

3. For each slice in blurred data perform 2D Sobel using sum of absolute values in 
X and Y, zero out edges, and normalise result to be an 8 -bit image. (Row 3 in 

figure 7.9)

4. For each slice in edge image, enhance edges by multiplying Sobel output by 
blurred output and scale result back to be an 8 -bit image. This stage treats both 
Sobel and blurred data as if they were probabilities, thus the result is the proba
bility that the voxel is on the 2D edge and is an object value. (Row 4 in figure 
7.9)

5. For each slice in enhanced data, segment the edges using an auto-threshold func
tion, close edges (using 4-neighbour expand), fill holes, shrink back (undo 
expand), and lastly remove 4-connected singleton pixels. (The accuracy is now 
of the order of 2X & 2Y, as topology has been altered by morphological opera
tors). (not shown in figure 7.9)

6 . For each slice in segmented data, preserve only 2D regions which are 26- 
connected to region in previous or next slice. This is accomplished by propaga
tion of the objects in the current slice through the boolean or of the 8 -neighbour 
expand of previous and next slices. (Row 5 in figure 7.9)

7. Output final data to file.
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/ *  STAGE 1 * /
r e a d s e q ( c a r ,  " c a r 2 2 . 4 OX. s q " )
end = d i m e n s i o n ( c a r )  / *  # o f  s l i c e s  * /
/*  STAGE 2 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

b l u r { z + + }  = m e d i a n ( c a r { z }) 
e n d w h i l e  
/*  STAGE 3 * /  
z = 0
edgemask = s h i f t ( s h i f t  (655 35 ,  [ 1 ] , 2 ) ,  [ 5 ] , 1 )  
w h i l e  n o t z e r o ( e n d - z )  

dx = c o n v o l v e ( b l u r { z }, - 1 ,  - 2 ,  - 1 ,  0,  0,  0, 1,  2,  1)
dy = c o n v o l v e ( b l u r { z }, - 1 ,  0,  1,  - 2 ,  0,  2,  - 1 ,  0,  1)
s o b e l 2 d { z }  = ( a b s v a l ( d x )  + a b s v a l ( d y ) ) Sedgemask  
d ep th  = 0  / *  d e t e r m i n e  d e p t h  o f  S o b e l  * /
norm = s o b e l 2 d { z }  
w h i l e  n o tz e r o (n o r m )  

depth++  
norm >>= 1 

e n d w h i l e
w h i l e  n o t z e r o ( d e p t h - 8 ) / *  n o r m a l i s e  t o  be 8 - b i t s  d ee p  * /  

s o b e l 2 d { z )  >>= 1 
d e p t h —  

e n d w h i l e  
z++ 

e n d w h i l e  
/ *  STAGE 4 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z ) 

pro b{z++}  = ( s o b e l 2 d {  z ) * b l u r  (z  )) » 8  
e n d w h i l e  
/ *  STAGE 5 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

p = e x p a n d ( a u ( p r o b { z } ) , [ 2 4 6 8 ] )  / *  expand c l o s e s  e d g e s  * /  
p = s h r i n k ( p I  d e l e d g e ( ~ p ,  [ 2 4 6 8 ] ) ,  [2 468] )  / *  f i l l  h o l e s  * /  
se g { z + + ]  * c l e a n ( p , [ 2 4 6 8 ] )  /*  remove s i n g l e t o n s  * /  

e n d w h i l e  
/ *  STAGE 6 * /  
z = 0
w h i l e  n o t z e r o ( e n d - z )  

o b j s { z + + } = s e g { z } & p r o p ( e x p a n d ( s e g {z } , [ 1 - 8 ] )  , e x p a n d ( s e g { z - 1 } | s e g { z + 1 } , [ 1 - 8 ] ) )  
e n d w h i l e  
/ *  STAGE 7 * /
w r i t e s e q ( o b j s , " c a r 2 2 . o b j s . sq")

Figure 7.10 YAM3D source code for Carotid body extraction.

7.4 Analysis

Tables 7.12, 7.13, and 7.14 give some quantitative feeling for how the application 
of the Sobel, and its treatment as a probability, has performed on the real world data. 
In particular, 2D area and radii are presented for 4-connected objects, and 3D volume 

and radii for 4-connected and 26-connected objects. The area (volume) is simply the 

summation of the number of pixels (voxels) making up the object. The radii are the 
shortest distances from the "centre of the object" to the background: they are derived
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True orientation

Registered orientation

Figure 7.11 Scenario for failure of the slice registration technique used.

by application of successive shrinks until the digital topology is altered. In the tables 
"min" and "max" represent global minima and maxima of the parameter measured for 
all objects. The relatively small 3D radii are a function of the fact that the objects in 
general do not encompass many slices.

Isolation of the brain was straightforward and produced the "correct" number of 
objects, though this is predominantly a result of the masking operation used. Isolation 
of the bone was less accurate. Too many objects were derived. This is partially a 
function of the resolution, as parts of the pelvis are only 1 voxel thick (minimum radius 
is 1 ), and partially a function of the data as there are other high contrast "objects" in the 
data (bone fragments?).

Operations on the serial section data are by far the most difficult. The sampled 
resolution leaves much to be desired. Sampling the data at a greater resolution (or 
magnification), such as was done with the carotid body, yields, for all practical pur
poses, 2D data which must be operated upon as such. However, the results derived, 
appear to be visually reasonable, except that for the carotid, objects still tend to appear 
and disappear.
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4-Adjacent Analysis

Data Objects Area Radii
min max min max

Brain 54 7 5433 1 37

Bone 84 213 885 1 9

Corpuscle 316 4116 4278 1 5
Carotid 870 1378 2203 1 6

Table 7.12 2D 4-adjacent analysis results.

6 -Adjacent Analysis

Data Objects Volume Radii

min max min max

Brain 1 109022 109022 18 18

Bone 7 1 22813 1 9

Corpuscle 17 1 32670 1 3

Carotid 167 2 20724 1 3

Table 7.13 3D 6 -adjacent analysis results.

Overall registration has been successful, although one error has been encountered 

in the corpuscle data (stage 1 converged to a false minima). This situation is predict
able, in that the correlation function can only work on a central window of the images 
for stage 1 (i.e. when translation is performed in memory in a search space of ±M pix
els for N x N  images, only the central N - 2 M x N - 2 M  window can be used.) Another 

possibility, which is more likely for this case as M = 4 and N=  96, is that the desired 

transformation was not within the specified search space. False minima can also exist.
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Consider for example the two objects in the upper part of figure 7.11. Alignment of 
these objects would tend to produce minima corresponding to incorrectly registered 
objects in the bottom part of the figure.

26-Adjacent Analysis

Data Objects Volume Radii
min max min max

Brain 1 109022 109022 1 2 1 2

Bone 6 1 22814 1 6

Corpuscle 4 1 33250 1 4
Carotid 74 2 23010 1 3

Table 7.14 3D 26-adjacent analysis results.

Given the uncertain nature of the data, it is difficult to assess the performance of 
the operators and algorithms applied. All that can really be said with any degree of 
certainty is that the brain and bone appear reasonable with respect to the sampling 
resolution, in terms of the number of objects extracted and general appearance 
although the surface of the brain has a very "rough" (rather than smooth) appearance 

The processing on the serial section data produced too many objects, the 26-connectec 
corpuscle contains four times too many objects (i.e. topological inaccuracies), and th$ 
26-connected carotid body (from 2D processing) contains nearly two orders of magnh 
tude too many objects. This latter result is clearly ridiculous, although this is probabl) 

in a large part related to the poor sampling resolution both in the slice plane and in Z.

At any rate, the results are sufficient to indicate, given the constraints of the data 
how 3D surface detection operators can be applied, in particular the 3D Sobel, and ho\* 

YAM3D can be used. The data for tables 7.12, 7.13, and 7.14 were also generated 
from YAM3D, though the scripts to perform such simple analyses are too lengthy tc 
include here.
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7.5 Sum m ary

This chapter has demonstrated the application of the 3D Sobel (from within 
YAM3D) in extracting surfaces from various medical 3D voxel data sets where the 
output of the Sobel operator has been treated as a probability. A simple automatic 
method for slice registration has also been presented and applied to serial section 

microscopy data with limited success. Simple quantitative results have been derived 
(also from within YAM3D), to indicate the relative success of the surface 
identification. Other operators discussed in chapter 4 have also been applied.
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Chapter Eight: Voxel Display

This chapter presents a brief survey of various methods of visualising voxel data. 

Simple 2D slice methods, the fitting of polygonal mosaics to the data, and display 
methods which work directly with the voxels are described. A new polygonal mosaic 
technique is presented and the limitations of polygonal approaches are demonstrated.

8.1 Slice methods

Conventional two dimensional methods of display, applied to voxel data, play an 
important role in medical imaging. Arbitrarily oriented slices through the data can be 
viewed as 2D images. As Webb points out "For most clinical applications, the advan
tages of viewing tomographic information are self-evident and outweigh the perceptual 
disadvantages associated with the need to search through sets of data".t As a result, at 
least for the time being, 2D projections and slices through 3D data are techniques 
which are here to stay.

Another simple 2D display method is to generate pseudo x-rays. For example, a 
voxel data set can be compressed to a two dimensional image by summing all voxel 
values along a particular axis. The corresponding 2D counterpart would be the 
compression of an image into a one dimensional scan line. Typically though, such a 
compression is not desirable by itself, since significant depth information has been lost, 

although its use is conceivable in conjunction with other methods.

Given the simplicity of 2D display methods, their derivation and use are not con

sidered further here. Rather a jump is made to a survey of methods of encapsulating 
the three dimensional nature of the data within the display technique.

8.2 T riangulation

Construction of approximate three-dimensional surfaces defined by parallel planar 
contours is useful in applications such as medical and industrial image processing 
[Christiansen78] and [Ganapathy82]. In particular it has become the defacto method 
for design and construction of custom prostheses [Granholm87] and [Rhodes87]. This 
section presents several published triangulation heuristics. Unfortunately, in order to

t [Webb88], pp. 593-4.
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produce good results, these heuristics require a high degree of correspondence between 
contours to be connected. Current heuristics, although efficient in terms of computa
tional complexity, require both a fair amount of floating point calculation and accurate 
guessing of the correct starting point. In the case of the latter, if non-matching starting 
points are chosen, the resulting surface will be incorrect. We present a new triangula
tion method working directly from chain codes, which requires neither floating point 
calculations nor prior starting point selection. The method uses a pattern recognition 

approach, where similarities in contour features are used to select specific regions to be 
tiled together, falling back on a heuristic to tile the remaining points when no pattern 
matching information is available.

8 .2 . 1  Definitions

The problem of triangulation can be defined as the construction of a three- 
dimensional surface, approximating an unknown surface, which is defined by a series 
of successive near-parallel, closed, planar contour curves. Triangulation then requires 
as input at least two successive near-parallel planar contours known to belong to the 
same surface. The region constraining triangulation algorithm presented works on 
contours, defined by eight-connected run-length encoded chain code, which have been 
previously derived and are known to successively define a three-dimensional surface.

start

\
C = {4,5,4,6,8 ,8 ,8 ,2 ,2 }

R = {< 1 ,4>,< 1 ,5>,< 1 ,4>, 
<1,6>,<3,8>,<2,2>}

Figure 8.1 Contour with chain code and run-length encoding.

In the rest of this section, the following notation is used:
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{ ) set
< > tuple
[ ] list, or sequence

A chain code is defined to be a sequence of line segments defined by a fixed set of 
possible directions, together with a starting point. The chain code used is eight- 
connected in that there are eight possible directions which can be used. A four- 
connected chain code would also suffice. A run-length encoded chain code is defined 
to be a sequence of pairs ( < length, direction > ), which is derived by compressing the 
chain code (see Figure 8.1). A feature is a direction in the run-length encoded chain 
code, and a region is a consecutive sequence of features. A contour is a closed curve 
lying in a plane which is defined by a sequence of 3-D points, or in the case of this 
algorithm, is defined by a closed, run-length encoded, chain code sequence. Contours 
are to be connected together by tiles. A tile is a triangle consisting of two distinct 
spans and one contour segment (see Figure 8.2a). A span PxQj is defined to be a line 

segment connecting two contours defined by its endpoints P, and Qj. A contour seg
ment PiPi+m\ (or QjQj+n \ ) is a line segment corresponding to a run-length encoded 

tuple, which is just a line segment along a contour defined by its endpoints Px and 

P,-+mi (or Qj and Qj+n\) where +x is addition modulo x.

An acceptable surface is defined to be a surface created by connecting two con
tours with tiles, such that each tile intersects in exactly one span with the tile on its 
immediate left and exactly one with the tile on its immediate right, and does not inter
sect any other spans. In other words, for a surface to be acceptable, no span can be 
shared by more than two tiles, and each contour segment is unique to exactly one tile 
(see Figure 8.3). The goal of triangulation then can be defined as constructing an 

acceptable surface between a sequence of contours.

It should be noted though that the goal of producing an acceptable surface makes 
no statements with regards to its quality or accuracy with respect to the initial data. As 
will be shown later, acceptable surfaces are not always visually pleasing.

8.2.2 Toroidal graph representation

Keppel published the first solution to the triangulation problem [Keppel75]. He 
introduced the notion of triangulation as a toroidal graph walking problem as follows.

Consider two successive contours 

P  = [P t], 0 < /  < m - 1  

Q = [Qj], o <j  < n - 1
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Contour Segment

Contour

m-1

i+ 1

n- 1

Span

Graph Representation

i+ 1  a

Figure 8.2 Contour segments, spans, and graph representation.

Acceptable Not Acceptable

Figure 8.3 Acceptable and non-acceptable surfaces.
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The set of all possible acceptable surfaces for triangulation of P and Q can be thought 
of as a directed toroidal graph G [V, A ] (see Figure 8.4) where V  is its set of vertices,
and A its set of arcs. A vertex Vij of G corresponds to a span between points Pt of the

first contour, and Qj  of the second. Thus an arc of the graph corresponds to a tile of the 

surface between the contours. Thus

V = {Vy  I 0 < i < m -1 ; 0 < j  < n -1} , and

A = {<Vki ,Vst> I either s=k and t=l+n l, ors=k+ml and t= l}. (1)

1

o J n- 1
-  IIu

i

m - 1

1
11 1 
111 t 
| 111 
| |1 1 
1 I1 1

Figure 8.4 Toroidal graph representation.

With this in mind, triangulation has been reduced to a graph walking problem. For 
theorems and properties of G [V, A ] in the domain of triangulation see [Fuchs77].

Keppel showed that the number of possible acceptable surfaces S ( m , n ) is

where every acceptable surface consists of m +n arcs. S (m ,n ) becomes successively 
larger the more detailed the contour curves, because as the number of features increase 
for a contour, so does the number of defining points required. Computational com
plexity of the previous form has been the underlying assumption in the search for 

better triangulation heuristics, and thus it has been considered undesirable to generate 

all possible surfaces, selecting one from among them based on some criterion.

Since generation and evaluation of all possible acceptable surfaces is often too 

costly, heuristics have been proposed which produce a particular path from G [V , A]
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based on either local or global decision making. These heuristics can be grouped into 
two categories, those requiring only local information in decision making, and those 

requiring global information in decision making.

For the following discussion, assume that somewhere in the process of triangula
tion we are at vertex Vy of G [V , A ] and a decision must be made as to which arc to 

choose in selecting the next vertex. Since we are dealing with clockwise traversal of 
the contours, the decision is one of selecting either the vertical arc (in the toroidal 
graph) incident to choosing contour segment P ,P t+mi and span Pi+miQj, or

the horizontal arc incident to F i j + b 1  choosing contour segment Q j Q j + n\ and span

PiQj+n 1-

8.2.3 KeppePs heuristic

Keppel’s heuristic constructs a surface based on local volumes calculated for each 
tile [Keppel75]. Keppel’s heuristic makes use of two fixed points P c  and Q c  which 
are points within the interior, perhaps centres, of contours P and Q respectively.

The heuristic proceeds by calculating the following weights, which are simply 
volumes of tetrahedra (see Figure 8.5), for the horizontal and vertical arcs respectively

£ h =  volume (P iQ jQ j+ n\P c )

Cv =  volume (P iP i+mi Q j Q c )

and selecting the arc whose corresponding weight is the greatest. The selection cri
terion is to choose < V/yt X  >, where

X  =
Vi+ml,j if C/i — Cv 
ViJ+A if o , > C,

8.2.4 Christiansen’s heuristic

Christiansen et al. proposed that contours should be transformed to be coherent in 

size and shape, and have their centres aligned before applying heuristics [Christian
sen? 8 ]. The transformation for a point (x ,y ) on the original contour, to its new coordi
nates, (x ' , y ') is:

x - X c y - Y c
(* > ')  = Ax ’ Ay

where XC, Y C, Ax, and Ay are as in Figure 8 .6 .
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Q

j+l

Figure 8.5 Tetrahedral volumes.

Their heuristic proceeds by calculating the following local weights, where con
tours P and Q are transformed to P ' and Q ', for horizontal and vertical arcs respec
tively defined by

As they point out, some method of alignment must be used so that the distances 
computed between the contours are meaningful.

8.2.5 G anapathy’s heuristic

Ganapathy’s heuristic is interesting in that it uses both global and local informa
tion for decision making. Ganapathy et al., have noted that a further goal of triangula

tion is to generate a surface of minimal tension (i.e. the triangulated surface does not 
appear as if consecutive contours have been rotated in opposing directions thus appear
ing to be twisted). One method of achieving this is to connect points on both contours 

at roughly the same rate where the contours have been transformed such that their

l̂ h = length(P ' iQ' j+ni ) (2 a)

tv = length ( Q ' j P ' i+mi ) 

and selecting the arc whose corresponding weight is minimal

(2 b)

choose <V y , X  > where X  = "
v i + m l J  if C h  S C v

V ij+.i if?* < Cv
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Figure 8 . 6  Christiansen’s contour transformation.

perimeter lengths are equal to 1 .

Using two accumulators, O/j and Ov, corresponding to total length of arcs 

traversed so far in the horizontal and vertical directions respectively and the perimeter 
length transformation described above, the cumulative perimeter visited heuristic 
proceeds by calculating £/, and £v as in Equation 3, but selecting the next arc accord
ing to Equation 4.

(3a)C* = length (Q' jQ' j+,1 )

Cv = length (P' iP' i+mi )

choose <VH i X > , whereX  = “
^  I th+Gh I * I Cv+^v 

Vi,j+nl if I Ca+^/i I < I Cv+^v

(3b)

(4)

Since the lengths of vectors are calculated within the plane of each contour, unlike 
Christiansen’s heuristic, it is not necessary to transform the contour pair such that they 
are mutually centered. Ganapathy et. al. recommend that the point on each contour 
with the smallest x coordinate in the transformed system be chosen as the starting point 
so that the contours are mutually aligned.
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8.2.6 A pattern  recognition approach

We propose a region constraining method, which begins with the production of a 
graph of all possible matching regions between the two contours to be tiled from their 

run length encoded chaincode. The matched region of greatest length is chosen to 
align the two contours, and the initial contour points of this corresponding region are 
used for the initial tile’s span. Next, the matching graph is transformed to correspond 
to the re-aligned contours (thus avoiding modulo arithmetic) and traversed using a 
relaxation algorithm to constrain regions to be tiled together, partially filling-in 

G [V, A ]. The partially filled-in G [V, A ] is referred to as the tiling template. Tiling 
from the template is straightforward, constrained regions being tiled together, with any 
remaining unconstrained contour points being tiled using a simple heuristic.

The pattern matching algorithm used is conceptually the simplest of possible algo
rithms, performing an all-to-all comparison, but its computational complexity is high. 
For increased efficiency a different pattern matching algorithm, such as the computa
tion of a bi-tree [Weiner73] taking linear time, can be used, but would require 
significant modification to the region constraining algorithm described below.

Consider two contours whose run-length encoded chain code sequences are P and 
Q where \Q \  > IP I. A match matrix M  is constructed (see Figure 8.7) where each 
element consists of the length of a direction (feature) match starting from Qt (i.e. the 

i th element of the run length encoded chain code sequence Q ) and P j , derived as fol
lows

Mi j  = k = 0 ;

while (,dir(pj+k) = dir(qi+k)) {
M i j  M i j  + 1, 

k = k + 1 ;

}

where dir ( < / td>)=d ; Wj = < l , d > j .

Region constraining is performed by filling in some of the arcs of G [V , A ] (see 
Figure 8 .8 ). This is accomplished by traversing the match matrix M  and selecting the 
next vertex to be constrained within an expandable window.

The largest A/t- j  is selected from M , and i and j  are set to point to it. ( If there is 

more than one maximum match, that closest to 0 , 0  is chosen, taking into account 
wrap-around since M  is conceptually a toroid .) Next M  is traversed, partially filling 

in G [V, A ] from j  to V |- lzli j - llKli using a simple relaxation algorithm.
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Figure 8.7

Starting from vertex Vi j ,  the algorithm marks a path along the diagonal (direction 

5) of length 1 +Mij  and updates i j  to point to this new vertex, thus constraining a 

consecutive sequence of contour segments of one contour to be tiled to an identical 
region on the other. Having marked a partial path, the next vertex to be constrained 
must be located. A rectangular window with top left comer anchored at the new A/,- j  

is constructed, and allowed to expand equally in positive i J  directions until a non-zero 
element of M  is encompassed. The indices of this element give the new starting vertex 
of G from which to repeat the above process. The window is not permitted to wrap 
fully around M  in the horizontal direction past the initial starting column, thus the win

dow may become rectangular. Figure 8.9 shows the order in which elements are 
checked within an expanding window. The order of examination has been chosen so
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1 1 2
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1 1 1

Match graph.



Figure 8 . 8  Tiling template.

that priority of feature selection is given to the contour with the greatest number of 
features. The constraining process is completed when a window encompasses the ini
tial starting point of M , either by wrapping around and encompassing it, or constrain
ing right up to it.

It may have been noticed that the use of diagonal arcs is in contradiction to Equa
tion 1. By strict definition, to tile between a pair of contour segments requires two tri
angles, but in the case of constrained regions it is advantageous to use a rectangle 
instead, since this produces identical results and reduces the number of polygons which 

must be considered for later graphical rendering. For this reason, Equation 1 is 
extended to the following where it is the option of the implementor to use either of the 

two tile combinations (horizontal then vertical arc, or vertical then horizontal arc) or a
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3 7 13

1 2 8 14

4 5 6 15

9 10 11 12

Figure 8.9 Expanding window graph traversal order.

^  = {<Vjfe/, Vst > I either s=k and t=l +n 1, or s=k+m 1 and t - l , or s=k+m 1 and t - l  +„ 1}.

From the tiling template, triangulation is straightforward. All that is left to do is to 
connect those portions of G [V , A ] which are isolated. The number of contour points 
left unconstrained depends on how effective the region constraining stage was, which 
in most cases is dependent on the degree of feature coherence between the contour 
pair. To fill the graph, a simplified version of the cumulative perimeter visited heuris
tic is employed, using only the accumulators d>/, and d>v (no lengths are computed). 
This simple heuristic appears to be sufficient, since a low percentage of the overall 
points is left unconstrained at this point, unless the contours are significantly dissimi
lar.

The simple triangulation heuristic used is not crucial to the logic of the region con
straining method, and thus it may be advantageous, when working with contours pos
sessing a low degree of feature correspondence, to use a more robust heuristic.

8.2.7 Evaluation

O f all the cases tested, Christiansen’s method failed the most often. Figure 8.10 
shows the results of each method on a contour pair which is a simplified version of typ

ical scenarios in actual data sets, where one of the contours has far more features than 
the other. Although Christiansen’s method has produced an acceptable surface, it is 
clearly not desirable or representative of the initial data, whereas Ganapathy’s method 
and the region constraining method both performed well. Note the symmetry of the 
resulting surface of Ganapathy’s method.
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Contours Christiansen’s method

Ganapathy’s method Region constraining method

Figure 8.10 Failure of Christiansen’s method.

Ganapathy’s method, although far more robust than Christiansen’s method, tends 
to fail on areas where there is a low degree of feature correspondence. Figure 8.11 
shows one such case. It is a simplified version of scenarios in which corresponding 

features (whether extrusions or recessions) grow or shrink between successive con
tours. This occurs in actual serial section data when successive slices are taken too far 

apart. Although Christiansen’s method produced an acceptable surface, the result of 
the region constraining method is visually more pleasing.

At the time of writing, only one case had been found where the region constrain
ing method failed and either of the other two methods succeeded. This is not to say 
that the region constraining method cannot fail, as it is entirely possible for non

corresponding features to be tiled together, or for the tiling heuristic to fail. Figure 
8 . 1 2  shows this failure where the bottom left unconstrained features were tiled by the 
heuristic incorrectly, thus producing an unacceptable surface. It is believed that one of 
these contours was not fully digitised (at the edge of the image) prior to the image pro
cessing stage, resulting in the loss of some features.
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Ganapathy’s method Region constraining method

Figure 8.11 Failure of Ganapathy’s method.

8.2.8 Bifurcations

A large unconstrained region in the tiling template is often indicative of a bifurca
tion in the data. Christiansen et al. have proposed a general solution to the handling of 
branches which requires knowledge of where a bifurcation has taken place. They pro

pose that a point be introduced halfway between the closest points of the two branch 

contours with a Z coordinate halfway between their respective Z coordinates, then to 
construct a single contour from the two distinct contours attached at the new point, 
then triangulating as usual. Unfortunately as they point out, selection of a suitable 
joining point is difficult in some cases, requiring user intervention (see Figure 8.13 for 
a simple example).

Consider the branching of contours in Figure 8.13. One method is to split contour 
P into two virtual contours, where the dividing segment L  is half way between con
tours Q o and Q i, with a Z coordinate half way between the plane of the Q ’s and P , 
where the shape of L  is taken from the shape of the large, unconstrained region in the 
tiling template.

This method is advantageous since many points are tiled to many, rather than 
being tiled to one, thus producing more desirable results. Although it is conceivable
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Region constraining methodGanapathy’s method

Figure 8.12 Failure of region constraining method.

that such a method could be automated using the region-constraining method, it is 
more straightforward to pre-process the input contours, splitting up contours with mul
tiple parents or children into smaller non-branching contours. Such an approach can be 
implemented by using an operator such as e x p a n d  () to grow the children of each 
parent contour within itself until the children intersect and have completely filled the 

parent. Then the parent can be split up into the expanded children [Anjyo87].
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Figure 8.13 Handling bifurcations.

8.2.9 Discussion

Christiansen’s method was the least robust of the three methods evaluated. 
Ganapathy’s cumulative perimeter visited heuristic performs well when tiling contours 
with near-identical features where starting points match. The heuristic method is fast 
because its complexity is linear in time, taking exactly n+m  steps to produce n+m 
polygons. Unfortunately it fails or produces undesirable results when contours have a 
low degree of feature coherence.

The region constraining method is advantageous in that there is no need to guess a 
suitable starting point, no floating point calculations are required since it works directly 
from chain code. It also works well with contour pairs which possess a lower degree 

of feature coherence than the other methods could deal with. In all cases of actual and 
test data used, except for the one failure indicated, the region constraining method pro

duced results which were as good as, and often better than, Christiansen’s method and 
Ganapathy’s method.

Clearly, as figures 8.10 through 8.12 demonstrate, the notion of acceptability is not 

a strong enough condition. To date, no better criterion has been proposed. The match 
graph (figure 8.7) has only been used by the region constraining method in a very lim
ited sense (i.e. the heuristic applied is very simple). Other approaches could also be 
applied, such as finding and following a path in the graph which maximises the nodal 

values. Artificial intelligence search heuristics (i.e. min-max traversal) could then be 
applied. It is questionable, given the limited application of triangulation techniques, 

whether carrying this paradigm any further is justified beyond a theoretical standpoint.
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Figure 8.14 Triangulated bone data set from chapter 7.

Triangulation appears only to be applicable to simple contours containing a rela

tively small number of features. As the contours become large, the massive number of 

polygons used tends to make the final result too complex to be interpreted. Further

more, as the number of features increases, accurate triangulation is less likely. For 
example the triangulated extracted surfaces of brain and bone from chapter 7 are 
difficult to interpret and not visually pleasing. As the following sections demonstrate, 
cases such as these are handled much better with other display methods. This is also 
true with respect to the difficulty of handling data which contains numerous bifurca
tions.

8.3 Volum etric rendering

The display of voxel data has become an intense field of investigation. The 
National Science Foundation recently published a study entitled "Visualization in 
Scientific Computing" [McCormick87] which has added much emphasis to the under

standing and interpretation of three dimensional data. There is currently a plethora of
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Figure 8.15 Triangulated brain data set from chapter 7.

articles published in this area (see the San Diego Workshop on Volume Visualization 
Conference Proceedings 1990, and Computer Graphics in Medicine (Special Issue of 
IEEE Computer Graphics and Applications 1990 for example), where it appears as if 
more emphasis and effort is placed on the display of voxel data than the types of pro
cessing investigated in this thesis.

Volumetric display techniques broadly fall into two categories. The first is con
cerned with the generation of images from binary voxel data and the second from grey 
voxel data. The binary voxel data is either referred to as being c u b e r i l l e  or o c t r e e  

e n c o d e d .  Cuberille data is simply a 3D (Euclidean) array of binary values, whereas 
octree-encoded data corresponds to cuberille data which has been transformed recur
sively into a pyramidal tree data structure.
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8.3.1 Octrees

The root of an octree is generally the centre of the voxel data, where each node has 
eight sub-nodes which can be sub-trees or (possibly null) cubic regions. Each branch 
from a node corresponds to one of the eight 3D octants. If the octant is entirely filled 
(with object) or empty then its corresponding node is a leaf of the octree. In this way 
non-cubic portions of the voxel space (either object or background) are broken down 

into smaller and smaller regions until the leaf nodes all consist of cubic regions (of 

possibly varying sizes) which consist entirely of either object or background.

[Hunter78] was the first to propose the encoding of voxel data into octrees. [Suth
erland?^ presents fast algorithms for displaying octrees, and [Fuchs80] presents vari
ous theoretical properties for manipulation of such data. Although considerable effort 
was initially placed on octree-encoded voxel data, this was done mainly for reasons of 
efficiency in display time (using tree traversal algorithms) and space (as octrees gen
erally require less memory than the same data in cuberille form). If the percentage of 
publications on octree processing is indicative of its current use, than it appears as if 
cuberille processing and display is now the norm. For such a reason, octree processing 
is not considered further herein: the interested reader is referred to [Srihari81] for a 
very readable survey.

8.3.2 Depth buffering

Depth buffering is perhaps the simplest method for displaying cuberille data. The 
approach is generally considered to have originated in [Catmull74] and is sometimes 
referred to as z-buffering. Although this technique was originally applied to the display 

of polygonal data, its application to cuberille data is straightforward. For a given 
viewpoint (i.e. where the user is conceptually located in object space and the direction 
they are looking in), all the data is geometrically transformed to 2D points (lying in the 
view plane at the viewpoint). A voxel is displayed at a particular pixel in the view 
plane if it is closer to the viewpoint than the voxel currently displayed in that location. 
In this way object voxels which are closer to the viewer will occlude voxels which are 
farther away. Typically a depth (z) image is kept for each pixel as well as the shaded 
image to be displayed. Figures 8.16 and 8.17 are depth buffered images of the bone 
and brain data extracted in chapter 7, where bright intensities are object voxels which 
are closest to the viewpoint and dark intensities represent object voxels which are 
further away.
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Figure 8.16 Cuberille display of bone data set of chapter 7.
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8.3.3 Back to front display

Frieder et al. propose a slight extension to the previous method which removes the 
requirement for a separate z-buffer [Frieder85]. The extension involves changing the 

order in which the voxels are displayed. For a given viewpoint, if the voxels are 

always painted from the back to the front (with respect to the current viewpoint), then 
voxels which are closer to the viewer will overwrite voxels which are behind it. Many 
optimisations on the implementation of this strategy, using precomputed lookup tables, 
make this approach far more attractive and efficient for cuberille data than depth 
buffering.

8.3.4 Improved shading models

In the previous example, the intensity of a voxel was given as the inverse of its 
distance from the viewer. One simple improvement is to let the intensity drop off as 
the inverse squared of the distance. Other improvements allow for more pleasing 
results when local surface normals are computed (or found via table lookup) and used 
in the intensity shading function.

It is worth pointing out though that the majority of published papers appear to be 
the medical imaging community duplicating efforts made by the computer graphics 
community, with the added emphasis placed on the analysis of the resultant visual 
artifacts of particular methods (eg. [Russell87] and [Tiede90]). Such analysis is partic
ularly important for interpretation and thus diagnosis in the medical imaging commun
ity.

8.3.5 Ray casting and tracing

The complexity of the previous algorithms (time spent in generating the display 
data) is related to the number of voxels which are to be displayed and not the resolu

tion of the display image. One approach which avoids this is to use a method called 
ray casting [Appel6 8 ]. The general idea is to fire rays at the scene from a particular 
viewpoint (which might be at infinity thus yielding parallel rays) and only to display 
the first object voxel which each ray hits. If a ray does not hit a voxel then its 
corresponding pixel intensity is set to a default background colour. Voxels are then 
treated as cubes and each ray is intersected with each object cube in the scene. The 
intersections are ordered according to distance from the ray’s origin, and the closest 
intersection point (voxel) is chosen. The shading models of the previous section can 
then be applied. If multiple illumination sources are desired, rays can be fired from 

each intersected voxel to each light source and the resultant pixel will have the summa

tion of all light reaching the voxel. If another voxel lies between the intersected voxel
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Figure 8.17 Cuberille display of brain data set of chapter 7.
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and the light source, the object is in shadow and receives no light from that particular 
direction.

Ignoring the use of multiple light sources and shadow rays, the computational 
complexity of such an approach is much greater than the previous methods described, 
though a simple optimisation can be performed. This uses a 3D integer line traversal 
algorithm to traverse through the voxel data set on a ray path [Fugimoto8 6 ]. The first 
object voxel encountered is the one to be displayed. The computational complexity 

then has been altered to be proportional to the number of rays fired and thus is more or 
less independent of the size of the voxel data set (number of voxels).

Ray tracing can also be used where the light rays are allowed to bounce off inter
mediate voxels on their way to light sources [Whitted80], For each primary (viewer) 
ray, many sub rays may be fired, thus producing a recursive shading function. Ray 
tracing is currently extremely expensive, due to its brute force nature, and expensive 
parallel hardware is typically employed. (For example, the ray traced images of 
figures 2.14 and 2.15, which only fired primary rays and shadow rays, took over 24 
hours each to generate using five conventional workstations working in parallel, and 
more than two hours each using a parallel network consisting of 36 transputers).

8.3.6 Marching cubes

Lorenson and Cline proposed an interesting method of binary voxel display, which 
alters the shapes of voxels, called "marching cubes" [Lorenson87] (which is remark
ably similar to [Wyvill8 6 ] with an error correction by [Duurst8 8 ]). Initially all the 
voxels in the data are assumed to be cubes. Like the back-to-front method, each voxel 

in the scene to be displayed is examined, but rather than displaying a point for a voxel, 

object voxels are transformed, depending on their local 3D neighbourhoods, into dif

ferent shapes via polygonalisation. For example, if there is no object voxel present in a 
vertex direction (say direction 5), then that vertex of the voxel is removed and replaced 
by three vertices making up a triangular face (see figure 8.18a). Similarly faces of 
voxels are sliced off (offset) as in figure 8.18b.

Table lookup can be used for all of the possible 3x3x3 voxel neighbourhood 

configurations. When the resultant polygons are displayed, the data tends to have a 
much smoother appearance than the z-buffering and back-to-front display methods 

described previously. A disadvantage of this approach, though, is the massive number 
of polygons generated, which currently implies the use of expensive, specialised 

polygon display hardware if near-real-time display and interaction is desired.
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Cubic voxel

Truncation of vertex

Truncation of face

Figure 8.18 Marching cubes polygonal truncation.

8.3.7 Volume rendering

All of the previous methods were concerned with the display of binary voxels. It 
is also possible to display multi-level voxels, which have been segmented into various 
(perhaps overlapping) objects of different properties [Dreben8 8 ]. For example, Dreben 
processed CT data of the human body and classified voxels as being air, percentage fat, 
percentage tissue, and percentage bone. Then he ray-traced the data using density (of 

combined percentages, surface normals, colour and opacity for the four types, yielding 
opaque tissue, semi-transparent fat, and solid bone) resulting in remarkable images. 
The clinical use of this method is described in [Ney90].
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8.4 Summary

Various methods for the display of voxel data have been surveyed. Several 
methods which fit polygons to the data have been compared and a new approach has 

been described. Display methods which work directly with voxel data have also been 
described and examples presented. When applicable, differences in execution times on 
conventional computer equipment have been noted to give an indication of the costs of 

the more sophisticated methods.



210

Chapter Nine: Conclusions, Suggestions and Speculations

9.1 Conclusions

Fundamental differences between 2D edge detection and 3D surface detection 
operators have been demonstrated from both theoretical and applied viewpoints. In 

particular, it has been shown that, provided the three-dimensional data has been sam

pled finely enough, three-dimensional surface detection operators are more accurate 
and resistant to noise than their two-dimensional edge detection counterparts. Sam
pling conditions have been discussed with a view towards determining whether a par
ticular instance of three-dimensional data should be operated upon as being three- 
dimensional or whether it must be treated two dimensionally.

A survey of digital topology in two and three dimensions has been presented and 
dodecahedral adjacency introduced as the solution to the 3D connectivity paradox. 
Inherent differences between edges in two dimensional images and surfaces in three 
dimensional data sets have been described. It has been demonstrated that the sum of 
the parts (in this case edges) only equals the whole (in this case surfaces) in the limit of 
infinite slicing. For real world data, such resolution is not possible, and thus three 
dimensional operators are required. An analogy between voxel sampling and 
Bresenham’s line drawing algorithm [Bresenham65] has been made in order to under
stand how finely a three dimensional object can be sliced such that its resultant digital 
topology is correct.

A software environment for 2D image and 3D voxel processing has been 
described which resides comfortably on top of conventional workstations as well as on 
two-dimensional SIMD parallel mesh computers. The software is ideal for image/slice 

algorithm prototyping, and is extensible to image analysis, in that it provides a 

mechanism for the automatic translation of code into stand-alone ‘C’ programs which 
allow for the necessary functionality. The environment is user-friendly in that it hides 

the details of the interactions with particular hardware devices, thus allowing the user 
to be concerned solely with image processing, and not with image management and the 
like. It is portable, in that it currently resides on top of three vastly different hardware 
devices. Its implementation also corresponds to good software engineering practices in 
that it is extensible and modular.
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A survey of various types of operations which one typically performs on image 
and voxel data sets has been provided. Simple examples have demonstrated the differ
ences in output between 2D and corresponding 3D operations with respect to the resul
tant topology. In particular, it has been shown that increased neighbourhood adjacen
cies provided additional smoothing as well as occasions when 2D operators should be 
applied to 3D slices.

A derivation of 3D surface detection operators from 2D edge detection differentia
tion operators has been presented. In the process several inherent limitations of both 
the 2D and 3D operations have been described. New properties and theorems of 
arbitrary-dimension Laplacians have been presented which suggest the amount and 
quality of pre-blurring required for operators, such as the Marr-Hildreth [Marr80], 
which use the Laplacian operator.

The performance of 2D edge and 3D surface detection operators in the presence of 
noise over surfaces of various curvatures has been investigated. The result of this 
experiment is that the 3D Sobel performs best under the test conditions. In the process 
it has been shown that 3D surface-detection operators are more resistant to noise than 
their 2D derivatives.

Confirmation of the power and flexibility of the image/voxel software environ
ment has been shown in the process of applying the 3D and 2D Sobel operator to vari
ous real world data sets. The output of the Sobel has been treated as a probability, sug
gesting one possible use of the output of edge and surface detection operators in the 
task of object segmentation.

A survey of various voxel display techniques has been given where some of the 
display methods have been applied to the previously extracted surfaces of the Sobel. 
The difficulty, and in general inappropriateness, of fitting polygonal facets to surfaces 
for complex data has been presented. Also a new method for such triangulation has 
been described which uses a pattern matching approach. Where appropriate, computa
tional complexity issues in voxel display have been discussed, thus giving the reader 

an indication of the costs, in terms of execution time, of the different methods.

9.2 Suggestions for further research

An initial breach of the hiatus between two dimensional image processing and 
three dimensional voxel processing has been presented. In particular an initial under
standing of fundamental two and three dimensional edge and surface detection has 
been provided from both a theoretical as well as an applied framework. In the process, 

justifications of techniques in current application have been presented as well as some 
new approaches.
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There is a need for further investigation, beyond what has been presented, into the 
differences between the 2D and 3D operators described in chapter 4. Blurring, decon
volution, enhancement, and sharpening are some of the types of operators which 
require further investigation. Not all of the currently applied 2D edge detection opera
tors have been extended to 3D herein (eg. [Frei-Chen77] and [Canny84]) and thus 

there is still a considerable need for more analysis of surface detection operators.

One area deserving of investigation is the extension of the notion of the 2D "pri
mal sketch" [Marr80] to 3D. Specifically, determination of the corresponding 3D 
primitives and relations to 2D primitives might prove useful and enlightening.

Multilevel segmentation techniques (of the type required for volumetric display) is 
another area which could be tied to two-dimensional roots, and might, in fact, advance 
the frontier of 2D image processing in the process.

Relationships between image and voxel analysis techniques are also of impor
tance, particularly in the area of medical imaging. A knowledge of the accuracies of 
analysis techniques is of extreme importance to medical diagnosticians.

Correlation of different types of 3D data sets (i.e. CT and MRI of same patient) is 
an area where there is still much to be done. An investigation in such an area can be 
approached as an extension of 2D slice correlation techniques which are currently used 
for slice registration.

9.3 Future trends

It seems likely that, just as computer simulation of the results of surgery such as 
facial reconstruction is currently practiced, the actual planning and simulation of sur
gery from voxel data may one day be commonplace. Even automated robot surgery 
may well become common practice. For these things to take place, considerable 
breakthroughs would be required in machine understanding of function, properties, and 
location of organs, together with the ability to interpret and navigate from three- 

dimensional data (more likely four-dimensional data, as real time sequences would 
probably be required). For such a scenario to take place, greater knowledge of the 
objects being investigated (fluid capacity, elasticity, interrelationships, etc.) as well as 
the ability to construct and interrogate synthesised 3D models from volumetric data is 
required. In the short term, an investigation into "sophisticated" 3D solid modelling 
primitives such as constructive solid geometry (CSG), Bezier surfaces, splines, particle 
systems, and the like must be initially carried out with this goal in mind. It may be that 
primitives of this type are wholly inappropriate and that modelling must be done on the 

molecular level, though this author believes that the computing capacity required for 

such an endeavour is very distant indeed.
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