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Abstract

Spins in nuclear-spin-free solid state systems such as isotopically purified 28Si
have seen extensive research as candidates for quantum information storage
and processing, thanks to their long spin coherence lifetimes [1]. Strongly
coupling such spins to a high Q superconducting resonator provides a route
to develop microwave quantum memories. Bismuth donor spins can be tuned
to so-called ‘clock transitions’, which, due to their insensitivity to magnetic
field noise, can have electron spin coherence times as long as 3 seconds [2].
The system also possesses ‘hyperfine clock transitions’, which are insensitive
to changes in the hyperfine coupling constant, and which may mitigate the
effects of strain on the transition. Achieving coupling to such transitions
requires resonators which are both magnetic-field resilient, and frequency
tuneable. This thesis outlines the work done towards realising a quantum
memory using Bi donors in silicon, from resonator design and fabrication,
coupling these to implanted Bi spins in silicon and tuning to various clock
transitions, through to storage and retrieval of few-photon excitations in a
spin ensemble and their retrieval over 100 ms later.
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Impact statement

Quantum computers could offer solutions to a vast range of problems in
various fields from mathematics to biology that are impossible to solve with
the best classical supercomputers, with far reaching implications. This
thesis presents work to develop a microwave frequency quantum memory
for superconducting qubits. Such a device is a vital part of many proposed
quantum computing schemes. Besides the direct impact of this work on
quantum memories, the development of field-resilient frequency-tuneable
high Q superconducting resonators has potential applications in the field of
quantum technologies, where similar devices are widely used, for example, as
photon detectors, quantum limited amplifiers or to couple superconducting
qubits to one another and perform control and readout. In the general
electron spin resonance (ESR) community, superconducting resonators could
be used as a highly sensitive detection tool for small samples or weak
signals. The versatile custom built measurement equipment could also find
commercial applications for ESR. The progress in pulse techniques and signal
enhancement is also applicable throughout many fields involving pulsed
microwave frequency measurements.
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Chapter 1

Introduction

Quantum computers—machines that leverage quantum-mechanical phenom-
ena to perform computation—have long been theorized to be able to perform
tasks far beyond the capability of any modern classical supercomputer [3, 4].
As technology has developed to the extent that control of individual quantum
states has become possible, quantum computing has seen an explosion of
interest. With the advent of quantum supremacy [5], the point at which
quantum computers are shown to be capable of out-performing all known
classical algorithms, we are at the beginning of a new age of computation.

The most basic unit of information of any classical computer is the bit - a
variable that can either be one or zero, whose physical realisation is typically
a binary system such as a digital flip-flop device that can exist in one of two
states which represent zero and one. Provided the state of the bit is not
volatile, these building blocks can be used to perform classical computation.
The equivalent for a quantum computer is the qubit—a quantum system
that can also exist in one of two states, but is also capable of being in a
superposition of the two. It is this ability to be in a superposition that
gives quantum computers the potential to vastly outperform the classical
approach for a plethora of computational problems [3, 6–10]. However, to
make such a computer, we first need to develop physical realisations of qubits,
in such a way that we can represent 0 or 1 or a superposition of the two.
While preserving a classical bit in its set state for a long time, until it has
been used to perform all desired computations, is easy, quantum states are
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1.1. SUPERCONDUCTING QUBITS 10

more delicate and are easily destroyed by interaction with the environment.
Therefore, we require the ability to manipulate the qubit and entangle it
with other qubits to perform computations before the state is lost (before
the qubit decoheres) due to environmental noise.

The requirements for an ideal qubit are thus a quantum two-level system
with fast initialisation, readout and the ability to quickly entangle with other
qubits (known as gate operations), and a coherence time that permits many
such operations to be performed before the state is lost. Such requirements
are somewhat contradictory, as high degree of controllability and fast gate
operations require a system that interacts strongly with control circuitry
and other qubits, while long coherence time means that the same system
should be well isolated from the environment. However, systems that interact
strongly with control circuitry and readily entangle with other qubits also
tend to interact strongly with their environment and decohere easily, making
the physical realisation of a suitable qubit rather difficult to achieve.

1.1 Superconducting qubits

Of the many approaches to developing a quantum computer, superconducting
qubits are the current frontrunner by a considerable margin [11], and formed
the basis for the first demonstration of quantum supremacy. While other
approaches such as quantum dots, ion traps or photonic quantum computing
may be attractive alternatives in the long run for various reasons [12],
superconducting qubits are likely to dominate any demonstrations of quantum
speedup and quantum supremacy in the near future. The basic principle is
to use a nonlinear superconducting circuit as an artificial atom (a two-level
system). A quantum harmonic oscillator has infinite equally spaced levels
and therefore cannot act as a two-level system, but by introducing some
anharmonicity to a quantum oscillator, the level spacing is no longer equal
and the two lowest levels can be used as a qubit. In its simplest form, a
superconducting qubit may consist of an LC circuit with a non-linear inductor
containing a Joesphson junction, known as a Cooper-pair box [13,14]. This
realises an anharmonic quantum oscillator, and its superconducting nature
permits excitations to persist inside the circuit for many oscillations without
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being dissipated due to finite resistance.
Superconducting qubits can be readily integrated with control circuitry

and coupled to one another, allowing fast two-qubit gate times with high
fidelity [15–17], but have accordingly short coherence times in comparison
to other potential quantum systems, such as the spins of nuclei or electrons
[18, 19]. The quantum zoo of superconducting qubits has expanded to
include a myriad of forms such as the flux qubit [20, 21], the phase qubit
[22], ‘quantronium’ [23], and the capacitively shunted Cooper-pair box or
‘transmon’ [24, 25], amongst others. Transmons are the most widely used
variety of superconducting qubit and it was an array of transmons that first
demonstrated quantum supremacy [5]. The transmon is designed to have
reduced sensitivity to charge noise than the Cooper-pair box by increasing the
ratio of the Josephson energy (energy stored in the Josephson junction) to the
charging energy (the energy to load one Cooper-pair, inversely proportional
to the qubit’s capacitance) EJ/EC of the qubit. As charge noise is the
primary source of decoherence in Cooper-pair box qubits, the transmon has
an improved coherence time, albeit at the cost of reduced anharmonicity.
State of the art superconducting qubits can typically achieve coherence times
in the region of 100 µs [26, 27] and two qubit gate (entanglement) times
on the order of 100 ns [28]. However, coherence time remains a key issue
with transmons, and indeed most superconducting qubits, and if it could be
extended significantly this would be an important performance improvement.

1.2 Quantum memories

One solution is to use a quantum memory as a means of storing a quantum
state from a superconducting qubit, then releasing it on demand at a later
time. In addition to the potential coherence time improvement, many
devices and schemes for quantum communication and quantum information
processing, such as holographic quantum computing, would necessitate a
quantum memory [30,31].

In order for a quantum memory to be useful, the storage medium must
be capable of doing storing quantum states over a time scale that is much
longer than the superconducting qubit’s coherence time. Quantum mem-
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Figure 1.1: Experimental setup used by Zhong et.al., reproduced from [29], to implement
an atomic frequency comb quantum memory protocol. a) Schematic of the experimental
setup. Modulated laser light is sent to a resonator coupled to a crystal of Neodymium
doped Yttrium Orthovanadate (Nd:YVO) cooled to 480 mK, where the photons are stored.
A laser beam (top right) is modulated by a series of Acousto-Optic and Electro-Optic
Modulators (AOMs and EOMs) and a polarisation controller, then focused with an aspheric
doublet lens onto a nanobeam resonator (magnified view in the red dashed box). Photons
are coupled into and out of the spin ensemble (directly underneath) via this resonator. The
retrieved signal is directed via a circulator to a superconducting nanowire single photon
detector (SNSPD). b) Micrograph of the nanobeam resonator. c) Simulations of the cavity
field. Electric field polarisation is along c. The black dashed line is the boundary along
which input/output from the cavity is defined. (MEMS—microelectromechanical system,
SMF—singlemode fiber, PM—phase modulation; AM—amplitude modulation.)

ory schemes have previously been implemented in various optical systems,
where quantum memory research is most mature, in particular as they are
an essential component for photonic quantum communication and quan-
tum repeaters [32–39]. Atomic vapour Raman quantum memories have
achieved efficiencies in excess of 80% [40], while rare earth donors in the
solid state with optical transitions have been shown to have exceptionally
long coherence times exceeding seconds [41]. Arguably the current state of
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the art experiment in optical quantum memories was performed by Zhong
et.al. [29], who utilised an atomic frequency comb [42] to store and retrieve
single photons in an ensemble of rare-earth dopants in a crystal of yttrium
orthosilicate, via a coupling resonator. An overview of this experiment is
shown in Fig.1.1. The key development here was the use of a nanobeam
resonator to couple phontons into/out of the spin ensemble, allowing the
memory to be entirely solid-state and microscopic in scale—an important
feature if the memory is to be integrated into a quantum information pro-
cessing scheme and interfaced with superconducting devices. This impressive
work managed to achieve 2.5% efficiency with a storage time of 75 ns. While
this efficiency may seem low and the storage time somewhat short, this
experiment was a proof-of-principle that photons can be stored and retrieved
from a nanophotonic solid state memory. If efficiency and storage time could
be improved, such optical quantum memories would have applications in
quantum communication technology as part of a quantum repeater, or in
photonic quantum computing schemes. However, superconducting qubits
operate in the few GHz microwave frequency regime and cannot directly
interface with optical quantum memories. Therefore, a quantum memory
operating in the few GHz regime would be extremely interesting as it would
be able to interface directly with existing superconducting qubit technology
and could be used in microwave frequency quantum computing architectures.

1.3 A microwave frequency quantum memory

The goal of this work is to develop a microwave frequency spin quantum
memory for superconducting qubits. We can identify some requirements for
such a device:

1. It must store quantum information for a long time—this corresponds to
a coherence time much longer than superconducting qubits (�100 µs).

2. It must be compatible with current superconducting qubit technology—
this means frequencies in the few-GHz regime.

3. It must have fast read/write times—this means the system must be
able to coherently absorb and release photons much faster than the
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coherence time and preferably on the timescale of typical qubit gate
operations.

4. It must have an efficiency close to 1: quantum states must be fully
retrieved after storage.

A potential solution to these requirements is to use paramagnetic spin
impurities in the solid state as a means of storing the information [43–45],
utilising the spin-echo technique to store and retrieve excitations. Such
systems can have electron spin resonance (ESR) transitions in the GHz
regime and coherence times exceeding seconds [2]. While other systems such
as molecular qubits [46–48] are in principle also capable of encoding quantum
information for long times, interfacing with such systems for the purposes
of writing and retrieving quantum states remains an outstanding problem.
Solid state spin impurities, however, are confined within the substrate and
easily integrated with other circuitry. However, it is precisely due to their
weak coupling to their environment that they can have such long coherence
times, and this is problematic for reading and writing information quickly
and efficiently into the system. A way around this is to couple the spins to
a superconducting resonator to form a hybrid quantum system [49]. The
resonator can be designed to have an extremely small mode volume, allowing
it to interact strongly with the spin ensemble. It can be tuned in and out
of resonance with the spins, thus allowing fast read/write operations when
the resonator is tuned to the spins and long storage when the resonator
is detuned [50–52]. Utilising such a system also provides a route towards
near-100% input photon absorption, which is essential for a quantum memory
to be of practical use. Using a planar superconducting circuit as a resonator
also facilitates simple integration of the device with superconducting qubits,
which can be patterned using the same lithographic techniques on the same
substrate and quantum states can be straightforwardly coupled from the
qubit into the resonator [53]. While it is possible to directly couple a
superconducting qubit to a spin ensemble [54, 55], this comes with the
additional complication of operating the qubit in a magnetic field, or finding
a spin system with suitable properties at zero field, and the simultaneous
requirement of strong coupling of the qubit to the spins while maintaining
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sufficient coherence time to perform gate operations when the states are
not being stored. Therefore, given this additional complexity, this work will
focus on the superconducting resonator approach, although superconducting
qubits and resonators have many similarities and therefore the results are
relevant for both approaches. Various solid state systems can be utilised for
hybrid quantum memories, such as NV centers in diamond [56,57], rare earth
dopants in crystals such as yttrium orthosilicate (YSO) [58, 59] or donors
in silicon [50]. Silicon has the key advantage of being an exceptionally well
developed material due to the extensive development of CMOS manufacturing,
and is the substrate of choice for the most advanced superconducting qubit
architectures [5, 60]. The principle of operation would therefore be to take

Quantum 
memory

Quantum 
processor

…

…

Resonator

Donor spins 
Si substrate

Figure 1.2: Cartoon of the proposed hybrid superconducting memory scheme. (a) A
quantum processor consisting of a few superconducting qubits is coupled via a coaxial
cable to a quantum memory, consisting of a spin ensemble coupled to a resonant cavity.
The cable allows the processor and memory to be physically separated, such that the
processor can be shielded from any magnetic fields requried for the memory. (b) Schematic
of a resonator patterned directly onto a substrate doped with ESR-active defects. The
resonator serves as a means to interface the spin system with a superconducting qubit.

photons from a superconducting qubit, transfer them to the resonator via a
tuneable capacitative coupling (utilising frequency tuneability either of the
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qubit or the resonator), then tune the resonator onto resonance with the
spin ensemble and allow the photon to be absorbed into the ensemble. The
spins in the ensemble would then quickly dephase. At a later time, a strong
microwave pulse is applied to the resonator, reversing the dephasing of the
spin ensemble and causing it to re-emit the photon back into the resonator.
This can then be transferred back onto the qubit, completing the full memory
protocol.

Extensive work has been performed at CEA Saclay on the subject of
hybrid resonator-spin systems, particularly by Y.Kubo and C.Grezes on
hybrid microwave frequency quantum memories [51, 56, 61]. The state of the
art in hybrid quantum memory experiments were performed using a coplanar
waveguide resonator coupled to a superconducting qubit and an ensemble of
NV centres in diamond [57, 62]. A schematic of the setup used for part of
the experiment is shown in Fig.1.3.

Figure 1.3: Schematic of the setup used by Grezes et al. as a first step towards a hybrid
quantum memory, reproduced from [62]. This setup was used to demonstrate the writing
of a state from a qubit into the spin ensemble. The NV centres in a diamond crystal,
shown in pink, were glued directly onto the surface of the resonator B, which is tuneable
via a SQUID and a flux line F. A qubit Q, controlled via a resonator R for control and
readout, provides the input state which is transferred via B into the NV centres.

The experiment successfully demonstrated the writing of information
into the memory and its retrieval 100 µs later [63]. However, only a two-
pulse echo sequence was performed, which has been shown to be ineffective
as a quantum memory [64, 65]. This is due to the fact that, in the high-
cooperativity or strong coupling regime, applying a π-pulse puts the spin
ensemble into an excited state (we will discuss more about spin dynamics
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in Chapter 2), resulting in a sudden emission of noise during the spin
echo due to the phenomenon of coherent collective spontaneous emission or
superradiance [66–68]. A three-pulse sequence can overcome this, provided
the first echo is prevented from re-emitting—a silenced echo. A full quantum
memory protocol for the hybrid system, known as the ‘Refocusing Of Silenced
Echo’ or ‘ROSE’ protocol, was developed [52,69] for this purpose. The full
ROSE protocol requires Q factor tuneability (sufficient to tune in/out of
the strong coupling regime, which we will discuss further in Chapter 2) in
addition to frequency tuneability, which has not yet been demonstrated. A
schematic of a multimode silenced echo memory protocol is shown in Fig.1.4.

MW

 ωr

κ

π πSilenced EchoesInput states States retrieved on demand

Figure 1.4: Schematic of a silenced echo protocol. A series of quantum states are input at
microwave frequency. During transfer of any state between resonator and spin ensemble,
the resonator frequency ωr (orange line) is tuned into resonance with the spin ensemble.
The entire spin ensemble state is then flipped twice by strong π-pulses, in between which
the first echo of the input states occurs, but is silenced due to detuning of the resonator.
The width of the cavity κ is increased during the refocusing pulses to prevent strong
coupling to the ensemble, as these are global rotation pulses and not state input pulses.
The states are read out on demand after the second refocusing pulse, using the detuning of
the resonator to select the desired states.

An additional issue with the experiment of Grezes et.al. was that it
demonstrated storage and retrieval of few-photon pulses in a spin ensemble,
but these pulses were not quantum states—ultimately it must be shown that
single photons in a quantum state may be prepared and transferred from a
qubit to the memory and back. Finally, the coherence time and efficiency
(ratio of energy input to energy retrieved) of this demonstration were 35 µs
and 2× 10−4, respectively. This coherence time is insufficient to offer any
benefit over existing superconducting qubits. More importantly, an efficiency
close to 1 is required if the memory is to be useful. In order to improve on
this, we must focus on extending the coherence time and greatly increasing
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the coupling of the resonator to the spin ensemble in order to achieve higher
efficiency.

Adapting designs of resonators, increasing the spin concentration and
placing the spins closer to the resonators are routes towards increasing
the efficiency. One means of extending the coherence times of the spin
ensemble is to use systems, such as donors in silicon, that possess optimal
working points where decoherence is heavily suppressed. Ion implantation
can achieve high concentrations of electrically active donors in silicon [70],
and superconducting resonators can be patterned directly onto the substrate
surface [71], reducing the distance between spin ensemble and resonator. Of
the potential routes to create a microwave frequency quantum memory, this
work will therefore focus on utilising a superconducting resonator coupled to
donor spins in a silicon substrate. The donor we will focus on is bismuth,
which, as we will find out in Chapter 2, has numerous properties that make
it particularly interesting for use in a quantum memory [72,73].

This chapter has outlined a scheme to create a quantum memory for
superconducting qubits using a hybrid spin-resonator system. In Chapter
2 we will develop an understanding of the physics of the system, and the
detailed requirements for such a device to work. In Chapter 3 we will describe
the experimental methods and setup including the processes required for
resonator fabrication, the dilution refrigerator cryostat and the spectrometer
and other measurement equipment. Chapters 4-7 will look at the experimental
results. Chapter 4 we discuss design, characterisation and frequency tuning
of superconducting resonators in magnetic field. In Chapter 5 we look at the
first experiments in this work coupling these resonators to an ensemble of
Bi donors in Si, and various techniques employed to improve measurement
sensitivity. In Chapter 6, we look at how a superconducting resonator could
be strongly coupled to a Bi ensemble, show that a resonator can be tuned
precisely to a clock transition and coupled to the spin ensemble, and the
characterise the lattice strain and decoherence of the spins. In Chapter 7,
storage and retrieval of few-photon microwave pulses in a spin ensemble via
a resonator over 100 ms is demonstrated.



Chapter 2

Background to spins and
resonators

2.1 Paramagnetic spin impurities in silicon

Silicon is an extremely versatile material that has seen an enormous amount
of research and development in industry and academia. Its dominance of
the semiconductor industry and widespread application has meant that
fabrication techniques involving silicon are extremely well developed and it
is an attractive option for use as a host material for paramagnetic spins. It
is possible to isotopically purify silicon to reduce the percentage of naturally
occurring 29Si, which has a nuclear spin of 1/2, to as low as 0.05%, resulting
in a spin vacuum which is almost free of magnetic dipoles. This presents a
magnetically clean system into which spin dopant species can be introduced,
significantly reducing decoherence effects [74].

Neutral group V paramagnetic spin impurities in a silicon substrate create
a system analagous to a hydrogen atom in which an unpaired electron is
bound to a positively charged nucleus. The energy level splitting of the
bound electron resulting from hyperfine and Zeeman interactions creates a
multi-levelled quantum system, the number of levels depending on which
impurity we choose and its corresponding nuclear spin.

In the magnetic field regime we are interested in, the spin physics of the
hydrogen-like atom is governed to first order by the hyperfine interaction

19
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Figure 2.1: (a) Energy levels as a function of external magnetic field (Breit-Rabi diagram)
of a lone electron. The splitting corresponds to the electron’s magnetic moment being
aligned and anti-aligned to the magnetic field B0. (b) Breit-Rabi diagram for a nucleus
with spin-1/2 coupled to an electron with hyperfine coupling A = 117.53 MHz, electron
g-factor gJ = 1.9985 and nuclear g-factor gI = 2.2632. This corresponds to phosphorous
donors in silicon. With the introduction of hyperfine coupling, we see that the two energy
levels become split into a total of four levels.

between the magnetic moments of the electron total angular momentum J

and the nuclear spin I, and the Zeeman interaction between the magnetic
moment of the spin and an external magnetic field B [75]. The total angular
momentum J is comprised of the spin angular momentum S and the electron’s
orbital angular momentum L, although in this work L = 0 in all cases and
J = S, but we will keep the general J notation. We also include the effect
of the Zeeman interaction between the nuclear spin and the magnetic field,
which is three orders of magnitude weaker than the electron Zeeman term
due to the comparatively small value of the nuclear magneton µN. The
resulting spin Hamiltonian, which adequately describes our system, is:

H = AI · J + gJµBB · J + gIµNB · I (2.1)

where A is the hyperfine coupling constant and gJ, gI are the electron and
nuclear g-factors (dimensionless constants that relate a particle’s angular
momentum to its magnetic moment) respectively.

To understand what the energy levels of this Hamiltonian, we can first
consider the simple case of a free electron by setting A = I = 0, J = 1/2,
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gJ = ge where ge = 2.002319 is the free electron g factor. Only the Zeeman
interaction remains and we have a system that can readily be modelled
by classical mechanics. The energy level splitting as a function of external
magnetic field is shown in Fig.2.1a; the energy difference between the two
states corresponds precisely to the energy of Larmor precession and increases
linearly with field.

In Fig.2.1b, we see what happens when an electron is coupled to a nucleus
with spin-1/2. At low field, the system is split into a singlet and triplet
state, corresponding to the total spin-0 and spin-1 states of the coupled
electron and nucleus. The degeneracy of the triplet is lifted by applying a
magnetic field. At higher fields, where most experiments involving ESR on
phosphorus donors take place, the hyperfine interaction is weaker than the
electron Zeeman interaction. Therefore, in the high field regime there are
two pairs of levels increasing/decreasing approximately linearly with field.
The dominant term is the electron Zeeman interaction, so the upper pair of
levels correspond to the electron in its highest energy configuration—aligned
to the magnetic field and the lower pair have the electron anti-aligned. The
next strongest term is the hyperfine interaction which prefers to anti-align
the nucleus and electron spins, hence the lower energy configuration for a
given electron orientation is to have the nucleus anti-aligned to the electron.
The nuclear Zeeman interaction remains by far the weakest term until we
reach very high fields (over 1 T), hence it is only a weak perturbation in this
regime.

If we now consider the case of a bismuth donor, we have an electron
coupled to a nucleus with spin-9/2. This gives a zero field splitting into two
levels with total spin F = 5 and F = 4, where F = I + J . Each of these
splits in a magnetic field into 2F + 1 levels—11 and 9 respectively, resulting
in a total of 20 levels.

At low magnetic fields, which we define as AI · J � gJµBB · J, the
hyperfine interaction dominates. In the semi-classical vector model picture,
we can consider the nuclear and electron spins to be classical magnetic
moments whose vectors precess about a magnetic field. In the case of the low
field regime, the dominant magnetic field experienced by the electron is that
of the nucleus and vice versa. They precess rapidly about their resultant F,
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Figure 2.2: Precession of I and J . Left: At low fields I and J precess quickly about each
other. Therefore their z projection is not a good quantum number and we consider their
resultant F instead, which precesses slowly around the magnetic field B. Right: At high
fields I and J precess quickly about the external field B.

which, in turn, precesses more slowly about the external magnetic (Zeeman)
field which we choose to be in the z direction. This means the z projection
of I and J is constantly changing and they are not good quantum numbers.

Conversely, in the high field regime, AI · J� gJµBB · J, and the nuclear
and electron magnetic moments are decoupled. The electron spin precesses
rapidly around the Zeeman field and its z projection mJ is a good quantum
number. The nucleus is still most strongly coupled to the electron unless
the magnetic field is exceptionally strong. However, the electron spin is
precessing rapidly around the z axis so from the nucleus’ point of view, the
x and y components average to zero and it too precesses about the z axis.
Therefore, the z projection of the nuclear spin mI is also a good quantum
number.

The key result of all this is that at low fields we can consider the system
to be in well-defined states of F and mF , while at high fields we are in a
well-defined state of mJ and mI . The description of how the magnetic field
causes energy level splitting is therefore different at high fields. In this regime
we have a large splitting corresponding to the +z and −z orientations of
the electron spin. These two levels are further split according to the 2I + 1
possible orientations of nuclear spin along the z axis, resulting in a symmetric
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splitting pattern.
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Figure 2.3: Breit-Rabi diagram of bismuth spin system. At fields below ∼100 mT, the
hyperfine interaction dominates, hence we label states by their total spin state F and its
projection on the z axis mF . Although from 100− 400 mT we are in a regime where the
Zeeman and hyperfine interactions are similar in strength, we will continue to use the low
field quantum numbers F and mF for simplicity.

We use conservation of angular momentum and the knowledge that a
photon carries a single quantum of angular momentum to determine which
transitions are allowed. At low and intermediate fields, it is sufficient to
use the selection rules ∆F = +1 or 0, ∆mF = ±1. For what we typically
refer to as ‘ESR’ transitions, where the transition energy is on the scale
of the Bohr magneton multiplied by the drive field, µBB1 (as opposed to
the nuclear magneton µN), are usually in the low GHz regime, we are
interested in transitions where ∆F = +1. This report primarily focuses on
the intermediate regime, where neither hyperfine nor Zeeman terms dominate.
In this mixed regime we cannot describe the system using nuclear or electron
spin as they are not good quantum numbers. The splitting patterns at
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low and high fields are also quite different. However, these levels must be
continuous and so to join the low and high field regimes we see a non-linear
pattern where the levels bend away from one another. This is critical for the
purposes of this work as we will find out later.

2.1.1 Transition probabilities

In the previous section, a model for predicting allowed transitions and
understanding which quantum numbers are good has described. Using the
selection rules ∆F = +1 or 0, ∆mF = ±1, it is possible to predict the
frequency of allowed transitions at low and intermediate fields. However,
this does not quite tell the full story. Selection rules say nothing about the
probability of a transition. The fully quantum mechanical way of describing
a transition between two states is consider the driving field as a perturbation
on the spin Hamiltonian, and use perturbation theory to determine how
the system will evolve. To first order in perturbation theory, the rate of
spontaneous emission Γ from one state | i〉 into a continuum of final states
| f〉 with a density of final states ρ of a system under the influence of a
perturbing Hamiltonian H is governed by Fermi’s Golden Rule:

Γ = 2π
~
|〈 f | H| i〉|2 ρ (2.2)

In the case of an atomic transition, we do not have a continuum of states
but a single state, however the rule still holds for a discrete final state—in
this case we set ρ = δ(ω) where ω is the transition frequency and δ is the
Dirac delta function. We could also choose a slightly broadened density of
states to account for line broadening and a noisy perturbation, but will not
do so here as this degree of precision is not necessary for our purposes.

The key quantity here is the matrix element |〈 f | H| i〉|. This determines
whether two states are linked by the perturbation (in which case there will
be a transition) or not, and how strongly. The magnitude of the matrix
element squared tells us how allowed the transition is—strongly disallowed
transitions will have a very small or zero matrix element. To obtain the
allowed transitions predicted by our selection rules, we first solve the spin
Hamiltonian in 2.1 to find the eigenvectors of the system. Then, using a
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perturbing field B1 perpendicular to the static applied field, which we now
denote B0, to simulate a typical ESR drive field (we will learn more about
ESR in §2.2), we look for any non-zero matrix elements between any two
eigenstates. This gives the expected transitions, which are plotted in blue
in Fig.2.4. The darker the colour, the more likely the transition. Without
knowing exactly how large the perturbing field is, we cannot extract a number
for the transition rate in Hz, but can compare the relative transition strengths.
This approach also reveals a series of low frequency transitions, typically
considered to be nuclear magnetic resonance (NMR) transitions. Another
thing to note is that we are not limited to just this field orientation (or indeed
to just a magnetic perturbation), and can try other types of perturbing field.

2.1.2 Parallel field transitions

In the semi-classical vector model we have been using to determine good
quantum numbers in Fig.2.2, magnetic moments experience a torque when
a perpendicular field is applied, causing Larmor precession. The drive field
in the rotating frame, B1, is therefore always applied perpendicular to B0,
as we expect that only a perpendicular field can exert a torque on the spin.
However, an interesting feature is that in the low-intermediate field regime
(where the classical model breaks down), transitions can be driven with a B1

field that is parallel to B0 (we define this by convention to be along the z
direction). We can compute the matrix element for driving a transition with
a z axis, parallel to B0. The perpendicular field couples primarily to the Sx
component of the electron spin, while the parallel drive couples to the Sz
component, thus we refer to them as Sx and Sz transitions, respectively. We
find that there are a whole host of Sz transitions, with numerous interesting
features—the full spectrum of Sx and Sz transitions is shown in Fig.2.4.

In-keeping with our classical understanding, the Sz transitions fade out
at high magnetic field, where the Zeeman interaction dominates and classical
intuition should hold. We also see that the Sx transitions are weakest at the
turning point where ∂f/∂B = 0. Interestingly, when we look at the matrix
element for Sz transitions at intermediate fields, we find that it is largest
at ∂f/∂B = 0, corresponding to the point where the hyperfine and Zeeman
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Figure 2.4: Simulated transition energies for Sx (conventional) and Sz (parallel) transitions.
Darker regions of the lines indicate a larger transition matrix element, and therefore a higher
transition probability. Sx transitions consist of a pair of nearly degenerate transitions,
expanded in three regions to show how the transition probabilities change as a function of
field. Note that there are numerous points in both types of transition where the gradient
∂f/∂B goes to zero.

interactions are exactly balanced. In addition, as the x and y axes in our
system are symmetrical (the only unique axis being the z axis along which
we define our B0 field), the Sx transitions can actually be driven by Sx and
Sy terms, while Sz couples only to drive fields along the z axis.

2.2 Electron spin resonance (ESR)

This section will give a very brief overview of the techniques of pulsed
ESR spectroscopy which were used throughout this work. Pulsed ESR is
a powerful technique that can be used as a measurement tool to extract
information about paramagnetic spin ensembles [76, 77], but the techniques
involved can be used as a means to manipulate a spin or ensemble of spins
for the purposes of quantum information processing.
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2.2.1 Precession and Rabi oscillations

Consider a particle with magnetic moment M in an external magnetic field
B0 applied along the z axis The energy of the system is −M · B0. If M
is positive, the system is in its lowest (highest) energy configuration when
M is aligned (anti-aligned) to B0, which we designate | 0〉 (| 1〉). If M is
not perfectly aligned to B0, it experiences a torque and undergoes Larmor
precession about the applied field with frequency:

ω = eg

2mB0 (2.3)

where e, m and g are the charge, mass and g-factor of the particle respectively.
Now consider another magnetic field B1, applied perpendicular to B0 and
rotated about the z axis at a frequency that matches the Larmor frequency
ω. This is shown in Fig.2.5a (note that here the effect of B1 on M is not yet
considered). We can move to a rotating frame that also rotates at a rate
ω, as shown in Fig.2.5b. In this frame, neither M nor B1 precesses/rotates
around z and the B0 field has effectively disappeared. The effect of the B1

field is easily seen in the rotating frame—M precesses around B1. The tip
of the vector M can move anywhere on the surface of a sphere centred at
the origin and with radius equal to |M | known as the Bloch sphere. B1 can
be used to drive M around this Bloch sphere. If a constant (in the rotating
frame) B1 field is applied along the x axis, the spin rotates about the x
axis from +z to −z and back, in what are known as Rabi oscillations. The
frequency of Rabi oscillations, Ω, is proportional to the magnitude of B1 (or
in the quantum mechanical picture, the transition matrix element). If B1 is
quickly pulsed on and off again for a time t, M can be rotated by a fixed
angle equal to Ωt.

B1 is typically a microwave frequency electromagnetic field with arbitrary
polarisation. This can be decomposed into co-rotating and counter-rotating
circularly polarised components—the co-rotating component will act as we
have described, while the counter-rotating component in the rotating frame
rotates at 2ω. Therefore, unless the B1 field is exceptionally strong, such that
the Rabi frequency is comparable to ω, we can safely assume that the effect
of this rapidly rotating term averages to zero and can be ignored. Usually in
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Figure 2.5: (a) Precession of a magnetic moment M under the influence of a static field B0.
The frequency of the rotating field B1 is matched to that of M (note: in this diagram B1 is
shown only to illustrate how it rotates, we are not yet considering how it would affect M).
(b) Rotating frame view, this time considering how B1 affects M . The B0 field disappears
in the rotating frame and B1 and M do not precess around the z axis. In this frame is it
easier to see how M would move under the influence of the additional B1 field—it simply
rotates about B1. This rotation, which cycles M between | 0〉 and | 1〉 is known as Rabi
oscillations.

experiments the B1 field is weak and this is a safe assumption. If the B1 field
is slightly detuned from ω, it appears to rotate slowly around the z axis in
the rotating frame, but can still drive the spins. As the detuning is increased
the rate of rotation also increases; eventually it will become much larger than
the Rabi frequency Ω and the effect of B1 averages to zero. Therefore, when
B1 is heavily detuned from a spin transition, it has no effect. The phase of
the B1 field determines its angle in the xy plane in the rotating frame, hence
the orientation in the xy plane is also known as the phase. By controlling
the phase of B1, rotations can be performed about any axis in the xy plane.

In practice, the B1 field is usually provided by a resonator (often a
sapphire dielectric ring resonator, or in this work, a planar superconducting
resonator) which enhances the drive field. The frequency of the resonator is
essentially fixed and B0 is tuned to bring the spins on resonance with the
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resonator. Typically, experiments operate in the few GHz regime, although
in principle any frequency can be used.

We have so far discussed a hypothetical magnetic moment undergoing
classical Larmor precession. In reality this corresponds to the magnetization
of an ensemble of paramagnetic spins, a simple example being an ensemble
of free electrons, with energy level structure as shown in 2.1a. When field
is applied, the system is Zeeman split into two levels by 28 GHz/T—the
difference between the two levels corresponds to the Larmor precession
frequency. For the case of a magnetic moment interacting solely with a
magnetic field, the classical and quantum models predict the same frequency,
although when we introduce interaction with a nucleus, for example, we must
use the quantum model to predict the correct frequency. The | 0〉 and | 1〉
states can be any pair of energy levels with an allowed transition between
the two.

The classical model describes a system of many spins, where the ensemble
behaves as a classical magnetic moment which can be measured anywhere
on the Bloch sphere. In the single spin limit, any measurement of the spin
projects it onto the ground or excited state and we never measure anything in
between. However, this only means we must be more careful when considering
quantum systems—the eigenstates of the system are | 0〉 and | 1〉 and states
that are not along the +ve or -ve z axis correspond to superpositions of the
two. As measurements usually involve many spins, this is rarely a problem,
and any experiment involving a single spin would likely be repeated many
times and averaged to improve the signal—this would behave in the same
way as an ensemble of spins.

Finally, our classical intuition breaks down when considering an Sz
transition, as this is an inherently quantum phenomenon. However, while our
understanding of the precession of magnetic moments doesn’t quite apply to
the case of B1 parallel to B0, the dynamics in the Bloch sphere remains the
same.
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2.2.2 Spin echoes

The response of a spin ensemble to a resonant drive field can be used to
detect the resonant field and frequency of the spins by applying a constant
B1 and looking for increased absorption—this is known as continuous wave
(CW) ESR. However, a more powerful technique is to use a sequence of short
pulses of B1 to rotate the spins around the Bloch sphere, which we will now
discuss.

Spins aligned perfectly along the z axis do not precess and are typically
not directly detected; spins with some projection in the xy plane precess and
emit radiation at their precession frequency as they do so. Another way of
looking at this is that the spins can only emit radiation by relaxing from the
excited state to the ground state, and they do so by rotating around the Bloch
sphere—the maximum rate of relaxation corresponds to when the spins are
in the xy plane and this is where emission is strongest. If we apply a pulse of
duration time t such that Ωt = π/2 (where Ω is the Rabi frequency), the spin
ensemble is rotated into the xy plane and will immediately begin emitting a
signal. However, the individual spins within the ensemble invariably have
slightly different B0 fields, either due to differences in the local magnetic
environment of the spins or a variation in the applied field, and therefore
their Larmor frequencies do not quite match. If we go to the rotating frame
corresponding to the average Larmor frequency, what we see is that the
spins spread out in the xy plane, or dephase, due to the variation in Larmor
frequencies. Thus, while individual spins may continue to emit radiation, the
emitted fields begin to cancel each other out and the measured signal decays
exponentially to zero with time constant T ∗2 . This signal is known as the
Free Induction Decay (FID) and can be directly measured to detect the spins,
although this can be difficult as it must be measured immediately after a
pulse, after which the resonator will continue to ring and can distort the FID
or even damage detection equipment. However, provided the inhomogeneity
in B0 does not change in time, the dephasing can be reversed simply by
applying another pulse at a time τ after the first pulse to rotate the spins by
π. This is known as a π-pulse and we will refer to all pulses by their rotation
angle from now on. By flipping the entire ensemble by π, the direction of
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the dephasing is reversed and at a time 2τ the spins come back into phase
forming the so-called Hahn echo [78].

time

π/2
π echo

τ 2τ0

FID

Figure 2.6: Illustration of a Hahn echo sequence. Top: A π/2-pulse is followed by a π-pulse
at time τ . This forms an echo at 2τ . Bottom: The behaviour of the spins under the
influence of this pulse sequence. From left to right: The spins begin aligned and in the
ground state; the π/2 pulse rotates them into the xy plane, at which point they begin to
emit radiation and spread out in the xy plane (dephase), causing the decay of the emitted
radiation (FID). After a time τ the spins are flipped to the opposite side of the Bloch
sphere by the pi-pulse. The dephasing is reversed and the spins are rephased at 2τ , forming
a Hahn echo. Note that the spins are shown for illustration only; in reality, after the FID,
the spins would be spread throughout the xy plane.

Although much of the dephasing is removed by performing an echo
sequence, some dephasing processes are not reversible. As τ is increased the
echo signal α decays according to α = α0e

−2τ/T2 where α0 is the echo signal
in the limit of very short τ . The decay constant T2 is the phase coherence
time (or just coherence time) and is considered to be the true coherence
time of the system (from now on, when we refer to decoherence, this is
referring to T2 decay), as it represents the timescale over which information
is irretrievably lost from the system (unlike T ∗2 ). The spins also gradually
re-align to the +ve z axis as they relax to the ground state—the timescale for
this process is known as the spin lattice relaxation time (or just relaxation
time) T1. The Hahn echo sequence provides a direct measurement of T2
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simply by measuring the echo amplitude as a function of τ . T1 can be
extracted by applying a π-pulse followed by a Hahn echo sequence after a
time T . The initial π-pulse puts the spin into the excited state along the -ve
z axis. During the time T the spins relax towards the +ve z axis. As the
Hahn echo sequence is only sensitive to the z-projection of the spins, T1 can
be found by measuring the echo amplitude as a function of T .

It is possible to form spin echoes in other ways. At the peak of the
echo, the spins begin to dephase again and the signal disappears, but this
dephasing can be refocused as many times as desired, provided the time
from the beginning of the first pulse t < T1, T2. Another type of echo,
known as a stimulated echo, may also form. This happens when the π-pulse
in a two-pulse Hahn echo sequence is split into two π/2-pulses, giving a
sequence of three π/2 pulses. In between pulses 2 and 3, the spins have some
projection along the −z axis which does not dephase nor undergo T2 decay
during this time, and instead is only affected by T1. After the third pulse,
this component is projected back in the xy plane and the spins rephase to
form an echo. As T1 for spin ensembles is often much longer than T2, the
stimulated echo can often be formed at much longer times than a two-pulse
echo. Both stimulated echoes and multiply-refocused echoes will become
relevant in §5.2.4.

2.3 Clock Transitions

An interesting feature of some spin systems, including Bi:Si, is the presence
of points at which ∂f/∂B = 0, where f is the transition energy. This can be
seen in Fig.2.4. Such points are known as ‘atomic clock transitions’ (or just
‘clock transitions’), owing to their use in atomic clocks [79]. The reason for
this is that the linewidth of a clock transition can be exceptionally narrow,
thanks to its insensitivity to first order to magnetic field inhomogeneities,
which are the primary cause of line broadening in such systems [2]. The
insensitivity to first-order field fluctuations can also greatly reduce various
decoherence mechanisms and result in a greatly increased T2. The gradient
∂f/∂B of Bi:Si ESR transition frequency as a function of field is shown
in Fig.2.7a. Other points where ∂f/∂A = 0, known as ‘hyperfine clock
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Figure 2.7: (a) ∂f/∂B in units of the electron gyromagnetic ratio γe as a function of field
for Sx (blue) and Sz (red) transitions. ESR clock transitions occur at the fields denoted by
the dotted lines, where ∂f/∂B = 0 (b) ∂f/∂A as a function of magnetic field. Hyperfine
clock transitions are marked by dotted lines—note that they occur at much higher fields
than the magnetic clock transitions.

transitions’, shown in Fig.2.7b, are also present in this system, resulting in
greatly reduced sensitivity to any effect that changes the hyperfine constant
A, such as lattice strain. For now we will focus on the ∂f/∂B = 0 points
and their effect on decoherence.

We can use a central spin model to examine the decoherence effects
at play in a spin ensemble in silicon. Consider a single bismuth electron
spin, known as the central spin, surrounded by other bismuth spins and
various other impurities in the silicon. We then consider what happens to
the central spin and how it is affected. The most important is the presence
of paramagnetic spin impurities in the form of spin-1/2 29Si nuclei, which
occur naturally in silicon. Pairs of these nuclear spins can undergo a flip-flop
process which is seen by the central spin as a random fluctuation of the local
magnetic field, which causes dephasing. This process is known as spectral
diffusion (SD). A way to mitigate this is to use isotopically purified 28Si
(which we will now refer to simply as 28Si), where the concentration of 29Si
is reduced, often down to as little as 0.05%. In this way the dephasing due
to 29Si nuclei can be reduced to a negligible effect and we must focus on
dephasing processes related to the dopant spins themselves.
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The central spin can interact directly with resonant electron spins from
other bismuth dopants or indirectly with pairs of other electron spins. Flip
flop interactions, arising from the SxSx and SySy interactions between reso-
nant electron spins, can be identified as direct flip flops (dFFs) involving the
central spin, and indirect flip flops (iFFs) which do not involve the central
spin. Finally, we have flip flop interactions arising from the SzSz term,
known as instantaneous diffusion (ID). The central spin experiences iFFs
in much the same way as SD, as a magnetic field fluctuation. All three are
mechanisms of decoherence which become important when spectral diffusion
is reduced to a second order effect.
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Figure 2.8: Plot of T2 against ∂f/∂B for three concentrations of Bi in isotopically purified
28Si, reproduced from [2]. We see that as ∂f/∂B tends to zero, ID and then iFF become
negligible, leaving only dFF which saturates T2 at the clock transition. This process is
concentration dependent, so the lowest concentration sample (purple) saturates at the
longest T2 of 2.7 s.

By operating at a clock transition, the central spin becomes insensitive
to first order to all decoherence mechanisms which are due to magnetic field
fluctuations. Thus, SD, iFF and ID (which is due to the SzSz interaction) all
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disappear when ∂f/∂B = 0. In fact, the only mechanism we are left with is
dFFs, which involve only the SxSx and SySy terms. We see in Fig.2.8 a plot
of T2 against ∂f/∂B for 3 samples of bismuth electron spins in isotopically
purified silicon as we move towards a clock transition. The large zero field
splitting and presence of twenty energy levels, eight Sx clock transitions
and five Sz clock transitions are the primary reasons why we choose to use
bismuth as a dopant.

By operating at a clock transition then, it is possible to reach 2.7 s
coherence time as shown in Fig.2.8. This fulfils the requirement that the
memory must store quantum information for a long time, but comes with a
new requirement: our hybrid device must operate precisely at the field and
frequency of a clock transition.

2.4 Coupling to superconducting resonators

2.4.1 The Jaynes-Cummings model and strong coupling

In order to manipulate spins via their magnetic moments we must create a
device that couples to an ensemble of spins via a magnetic field. To this end
we employ a superconducting resonant LC circuit. An ideal superconducting
lumped element resonator may be characterised by its capacitance, C, and its
inductance, L. This system forms an harmonic oscillator with frequency f =
1/
√
LC and impedance Z =

√
L/C . In practice, even with a superconductor

we have various losses associated with radiation of photons from the circuit,
coupling to nearby two-level systems, paramagnetic spins and magnetic flux
vortices present in the superconductor, all of which limit the linewidth and
therefore quality factor of the resonator.

We can consider a model of a quantum two level system coupled to a
harmonic oscillator in an external field. The Hamiltonian of the system has
three terms: the energy of the harmonic oscillator, the energy of the two
level system and an interaction term between the two. This is known as the
Quantum Rabi Model:

ĤRabi/~ = ∆σ̂z + ωâ†â+ g
(
σ̂+ + σ̂−

) (
â† + â

)
(2.4)
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The model is difficult to solve, but we can neglect some terms to arrive
at a more easily solvable model. This is known as the ‘rotating wave
approximation’ (RWA). First, we split the Hamiltonian into interacting and
non-interacting parts:

Ĥ0/~ = ω0σ̂z + ωcâ
†â (2.5)

Ĥ1/~ = g
(
σ̂+ + σ̂−

) (
â† + â

)
(2.6)

The RWA involves neglecting the σ̂+â† and σ−â terms, which represent
simultaneous excitation or de-excitation of both the harmonic oscillator
and the two level system. This violates energy conservation and therefore
these terms are only relevant when coupling between the two is extremely
strong such that the timescale of interactions is fast enough to permit these
processes, i.e. g & ω0, which is usually not the case in experiments. Note that
this is exactly the same approximation we made in §2.2 when considering
microwave drive fields in the rotating frame.

We can show this more rigorously by moving to the interaction picture.
We can use the following relation between an operator in the Schrödinger
picture ÔS and its interaction picture equivalent ÔI :

ÔI = i

~
[Ĥ0, ÔS ] + ∂ÔI

∂t
(2.7)

The operators appearing in the Rabi model have no explicit time depen-
dence so we can use this equation to get the transformed operators, which
pick up a time dependence:

â†I = eiωct/~â†S

σ̂+
I = eiω0t/~σ̂+

S

âI = e−iωct/~â†S

σ̂−I = e−iω0t/~σ̂−S

(2.8)

The interaction Hamiltonian is thus:

Ĥ1,I/~ = g
(
ei(ωc+ω0)t/~σ̂+â† + ei(ωc−ω0)t/~σ̂−â†

+ei(ω0−ωc)t/~σ̂+â+ e−i(ω0+ωc)t/~σ̂−â
) (2.9)
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Now it is more apparent that the terms involving (ωc + ω0), known as the
‘counter rotating terms’ will oscillate much faster than the others. Provided
g � ω0 (assuming we are on resonance, ωc ≈ ω0), on the timescale of the
interaction their contributions will average to zero and these terms can
safely be neglected, leaving us with only the slowly rotating terms. We can
then go back to the Schrödinger picture to arrive at the Jaynes-Cummings
Hamiltonian:

ĤJC/~ = ωcâ
†â+ ω0σ̂z + g

(
âσ̂+ + â†σ̂−

)
(2.10)

This is an appropriate model for coupling of a paramagnetic spin impurity
in silicon to a superconducting resonator, where the magnetic spin transition
is modelled as a two level system and the resonator is modelled as an harmonic
oscillator. However, while this is appropriate for single-spin coupling, we must
generalise the model to account for coupling to an ensemble. The generalized
model is, however, not too different and is known as the Tavis-Cummings
Hamiltonian (we change from our more general notation here to the specific
case of resonator to spin coupling):

ĤTC/~ = ωr
(
â†â+ 1/2

)
+ ωsŜz + g0

√
N
(
âŜ+ + â†Ŝ−

)
(2.11)

which models an harmonic oscillator of frequency ωr coupled to an ensemble
of N spins with transition frequency ωs. The coupling strength of the spin
ensemble to the resonator is given by g0

√
N [80, 81]. This Hamiltonian may

be solved analytically, and we find that the eigenstates of the system are no
longer eigenstates |n〉, of the harmonic oscillator or the excited and ground
states |e〉 , |g〉 , of the spin system, but instead a superposition of the two:

| +, n〉 = cos θ | e, n〉+ sin θ | g, n+ 1〉 (2.12)

| −, n〉 = − sin θ | e, n〉+ cos θ | g, n+ 1〉 (2.13)

where θ is the mixing angle defined as :

tan (2θ) = −2g
√
n+ 1 /∆ (2.14)
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and the eigenenergies are:

~ω±,n = ~ωr (n+ 1)± ~
Ωn,∆

2 (2.15)

where Ωn,∆ =
√

4g2 (n+ 1) + ∆2 is the vacuum Rabi frequency. In practice
what this means for us is that we should observe an avoided crossing between
the spin line and the resonator when they approach the same frequency.
When we are exactly on resonance (∆ = 0) and in the ground state of the
resonator (n = 0) we will have a vacuum Rabi splitting of 2g. This vacuum
Rabi splitting is the ‘smoking gun’ signature of a strongly coupled hybrid
spin-resonator system and is the first thing we will look for when performing
experiments.

In reality we also must consider the fact that both the resonator and the
spins have some losses associated with them, κ, the resonator linewidth, and
γ, the spin linewidth, respectively. In order to be in the regime accurately
described by the Tavis-Cummings Hamiltonian, where the losses are negligible
on the timescale of the interaction between resonator and spins, we must
have coupling that is much stronger than the losses:

g0
√
N � κ, γ (2.16)

This is known as the strong coupling regime and it is essential to achieve
this in order to operate most quantum memory protocols [52], although it
has been shown that unit quantum memory efficiency can still be achieved
with C = 1 [82], where:

C = g2N/(2κγ) (2.17)

is known as the cooperativity. In order to reach this regime we must therefore
either reduce κ and γ, meaning the resonator and spin ensemble linewidths
must be as narrow as possible, or we must increase g0 or

√
N .

In practice it is not as simple as using a larger sample with more spins.
Typically the inductor of a superconducting resonator is a narrow wire. The
inductor wire’s magnetic field and therefore the coupling of the spins to
the resonator falls off approximately as 1/r2, where r is the distance to the
inductor wire. What we really need to increase is the number of spins within
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the mode volume of the resonator. We define a ratio known as the ’filling
factor’ which quantifies this:

η =
∫
V

∣∣∣B0
2
∣∣∣ dr∫ ∣∣∣B0

2
∣∣∣ dr (2.18)

Where V is the volume occupied by the spins and B0 is the field generated by
the zero point fluctuations of the resonator. We can increase the filling factor
by increasing the spin concentration. However, this cannot be increased
indefinitely and ultimately limits T2.

Previous work has included high-cooperativity or strong coupling of
superconducting resonators to a wide variety of spin systems. Amongst the
most relevant are high cooperativity coupling of a superconducting coplanar
waveguide resonator to phosphorous spins in silicon by Zollitsch et. al. using
a sample glued onto the top of a superconducting CPW resonator [50], shown
in Fig.2.9a. Fast pulsed control of spins using very low powers and single
shot detection has also been demonstrated using CPW type resonators [83].

MW in

MW out

B 0

high res natSi 

150 nm Nb

28Si:P, [P] = 1017 cm-3 

≈ 20 �m

≈ 4
 mm≈ 4 mm

10 mm 6 mm

(a)

B ||

[100]

[0
01

]

[010]

C

C

C

C

N
1 mm

(b)

Figure 2.9: Left: setup of Zollitsch et al utilising isotopically purified silicon dioped with
phosphorous above a coplanar waveguide resonator, reproduced from [50]. Right: setup
of Ranjan et al, using NV centers in diamond glued onto a coplanar waveguide resonator
patterned in NbTiN, reproduced from [84].

Various groups have shown strong magnetic coupling to paramagnetic
spin ensembles in diamond [85, 86] and rare earth ions [58, 87]. Work on
coupling superconducting resonators to erbium as means of storing quantum
information was further developed by Probst et al. [88] who managed to
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demonstrate storage and retrieval of 16 weak coherent microwave pulses in
an erbium spin ensemble.

Figure 2.10: Optical micrograph of the ultra-low impedance resonator design used by
Eichler et al. to strongly couple to phosphorous spins in silicon. This experiment was
performed at ∼ 180 mT using a niobium lumped element resonator coupled to a CPW for
microwave control.

Strong coupling at high field was also achieved by Ranjan et al. to an
ensemble of NV centers [84],shown in Fig.2.9b. The resonators used in this
experiment were patterned from NbTiN, a high kinetic inductance material
similar to NbN, with excellent field resilience. This was required to perform
the experiments at up to 300 mT.

Experiments with the aim of achieving stronger coupling to spins using
low-impedance resonator designs were made by Bienfait et al. [89] at CEA
Saclay and Eichler et.al. [90]. The latter was able to acheive coupling to
individual phosphorous spins of 150 Hz using a niobium thin film supercon-
ducting resonator patterened onto a silicon substrate at a magnetic field of
∼ 180 mT. The design was optimized to have an exceptionally low impedance
of just 8 Ω.

Work done at CEA Saclay has pushed to much higher single-spin coupling
strengths, albeit at lower fields. This approach utilized a 3D copper cavity
to couple to the resonator. Current efforts by Ranjan et al. at Saclay have
achieved g of over 3 kHz and are moving towards single spin detection [91].
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2.4.2 Cooperativity and strong coupling in the small κ limit

In order to operate a hybrid system as an efficient quantum memory, it has
been shown that the system must have a cooperativity of 1 [82] or be fully
in the strong coupling regime [52]. However the meaning of cooperativity or
strong coupling when considering the regime 1/T2 � κ < γ requires careful
consideration. We must distinguish between lossy broadening mechanisms
(i.e. those that give rise to the homogeneously broadened spin linewidth
γh = 1/T2) and non-lossy inhomogeneous broadening that causes a spatially
varying frequency shift—for example the strain due to a resonator. These
non-lossy broadening mechanisms mean that some spins may not fall within
the resonator bandwidth at all and thus do not couple to the resonator
or contribute to the measured ESR signal—this leads to the nonsensical
result that spins that do not couple to the resonator at all can affect C
and the condition for strong coupling. If the spin line is split by strain into
two or more peaks, defining a linewidth γ for the purposes of calculating
C or defining the strong coupling regime becomes particularly problematic.
Therefore, in the limit γh � κ < γ, it makes more sense to consider only the
spins within the resonator bandwidth, such that any change to spins that fall
outside the resonator bandwidth cannot affect C or the coupling. We can
instead use the coupled spin linewidth γcorr ≡ κ and make a correction to
the number of spins N in the ensemble to ensure we only count spins within
the resonator bandwidth. We can write the corrected spin number:

Ncorr = N

∫∞
−∞

η
ηmax

ρ df∫∞
−∞ ρ df

(2.19)

where ρ is the spin spectral density, η is the resonator power spectral density
and ηmax is the maximum value of η, such that η

ηmax
is the dimensionless

resonator lineshape, normalised to an amplitude of 1. The term η
ηmax

ρ is
effectively a corrected spin lineshape that accounts only for spins coupled to
the resonator. The ratio of the area of the corrected lineshape to the original
lineshape gives the correction factor to N . Using this, we can now write the
corrected ensemble cooperativity:

Ccorr = g2
0Ncorr
κ2 (2.20)
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Now consider the simple case of a uniformly broadened spin lineshape
coupled to a narrow resonator with no detuning between the two. In this case
the spin spectral density is approximately constant over the bandwidth of the
resonator and the corrected spin lineshape takes on exactly the lineshape of
the resonator, with the same amplitude as the original spin line. Then Ncorr

is simply the ratio of the resonator linewidth to the spin ensemble linewidth:

Ncorr = N
κ

γ
(2.21)

which yields the original term for cooperativity:

Ccorr = g2
0N

κ2
κ

γ
= g2

0N

κγ
(2.22)

In general the spin ensemble lineshape is not identical to that of the
resonator, nor is it uniformly broadened. Indeed, in the following chapters
we will see that the spin lineshape is asymmetric and modelled by three
separate Gaussian functions (six in the case of an Sx transition), while the
resonator is approximately Lorentzian. However this expression gives a good
approximation and allows us to estimate the cooperativity in the narrow
resonator limit in a simple manner. The cooperativity will be mentioned in
the context of quantum memories throughout this thesis—we will use this
definition of cooperativity throughout.

The conditions for strong coupling should also be reconsidered. As we
are interested in transferring information between the resonator and spin
ensemble, being able to resolve a vacuum Rabi splitting is not essential.
We are interested primarily in the loss rates from the resonator and spin
ensemble, and as such the regime required for quantum memories is actually
g0
√
N � κ, γh. One can also define the homogeneous cooperativity:

Ch = g2
0N

κγh
(2.23)

The efficiency of the quantum memory asymptotically approaches 1 as
Ch →∞ [82]. This distinction between the homogeneous and inhomogeneous
spin linewidths is why it is possible to operate an efficient quantum memory
without being in the traditionally defined strong coupling regime, g0

√
N �

κ, γ.
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2.4.3 Thin film superconductors and kinetic inductance

The use of a thin film allows much larger magnetic fields to be applied
in-plane where the deflection of the magnetic field lines due to the presence of
the superconductor is minimal. When a magnetic field is applied out of plane,
the energy cost to deflect the magnetic field around the superconductor is far
greater and thus the effective critical field for an out of plane field is much
lower than in-plane. An important feature of the NbN resonator design is
that a large component of the inductance is due to the kinetic inductance
of the NbN film. This phenomenon is an additional inductance due to the
inertia of the charge carriers in the resonator. Kinetic inductance becomes
significant at high frequencies in substances whose carrier mobility is very
high. We can derive the form of the kinetic inductance by equating the
kinetic energy of N charge carriers of mass m and speed v in a wire to the
energy stored in an inductor carrying a current I:

1
2LI

2 = 1
2mv

2N (2.24)

Substituting I = nqvA (where q is the charge of each carrier) and using
N = nAl, where n is the charge carrier density, and A and l are the cross
sectional area and length of the wire respectively, we arrive at the formula
for kinetic inductance:

L = ml

nq2A
(2.25)

Crucially, L is inversely proportional to the charge carrier density n, which in
the case of a superconductor is the Cooper-pair density. If we change n, we
will change L and therefore the frequency of the resonator will shift, allowing
us to tune the resonator. There are a number of factors that affect the Cooper-
pair density—for our case the most important are magnetic field, temperature
and current. In Fig.2.11a the phase boundary of a type-I superconductor
is shown. Below the surface, the electrons condense into Cooper-pairs and
the material is superconducting - this is known as the Meissner phase, and
the material behaves as a near-perfect diamagnet, expelling all magnetic
field by generating screening currents at the surface. At the phase boundary,
Cooper-pair density goes to zero. Therefore, it is possible to change the
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Cooper-pair density and in turn, the inductance of a superconducting wire
or film, by changing these parameters.

Nb and NbN, used in this work, is however a type-II superconductor. A
type-II superconductor is slightly more complicated, and has an intermediate
state, known as the Shubnikov phase, where magnetic vortices allow flux to
penetrate the material in order to sustain superconductivity at larger fields
than can be expelled in the Meissner phase. However, in all cases it was
preferable to keep the film in the Meissner phase to avoid hysteretic effects
and potential Q-factor reduction associated with having flux vortices in the
film.

Superconducting
phase

Normal phase

(a)

Large deflec�on,
strong detuning

Small deflec�on,
weak detuning

B0

B0

Superconductor

Superconductor

(b)

Figure 2.11: (a) Superconducting phase boundary as a function of temperature, magnetic
field and current, for a type-I superconductor. Above the 3D surface plotted, defined by
the critical temeprature, field and current, the material is resistive, below the surface,
it is in the superconducting Meissner phase and acts as a nearly perfect diamagnet,
expelling all magnetic field. (b) Configuration of the magnetic field around a thin plate of
superconductor in the Meissner phase. Orienting the plate with the magnetic field in-plane
results in less field distortion and is therefore a lower energy configuration. Therefore the
critical in-plane field is much higher than the critical out of plane field.

In practice we can easily tune the frequency of a superconducting resonator
by applying a magnetic field and rotating it out of plane of the resonator—this
is shown in Fig.2.11b. The increased currents in the superconductor required
to screen the out of plane field push the material closer to the superconducting
phase boundary. Due to the lower critical field for out of plane fields, rotating
a constant magnitude B field out of plane reduces the Cooper-pair density,
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thus increasing the kinetic inductance and decreasing the frequency of the
resonator. Therefore, using a superconducting resonator with significant
kinetic inductance, we can create a resonator with high quality factor and
tuneability to allow operation precisely at a clock transition and to tune in
and out of resonance with spin transitions. We will see in §4 and §6.1.1 how
this was achieved.

An alternative means of tuning is to include one or more Superconducting
QUantum Interference Devices (SQUIDs) in the resonator. The inductance of
a squid is extremely sensitive to magnetic flux and therefore including these
as part of the inductance of the resonator is an effective way of introducing
tuneability, and has been shown to be a highly effective means of achieving fast
tuneability [92, 93]. However, these come at the cost of increased complexity
and typically lower Q factor. For the purposes of this work, SQUIDs were
not required.

2.4.4 Purcell Effect

A key issue with using spin systems such as bismuth as memories for su-
perconducting qubits is that they must operate at the same temperatures
as superconducting qubits, typically tens of millikelvin. T1 relaxation is
dominated by phonon mediated interactions with the lattice and is therefore
temperature dependent. With the systems we are interested in this regime
typically corresponds to a T1 time of hours or more [94]. This is problematic
for resetting spins, as we require the spin system to relax back into the
ground state and must wait longer than T1 for this to happen. However,
it is possible to enhance the spontaneous relaxation rate of a spin system
by coupling it to a cavity [95]—in our case, a resonator. Once again, we
refer to Fermi’s golden rule, which tells us the rate of spontaneous emission
Γ from one state | i〉 into many possible final states | f〉 with a density of
final states ρ of a system under the influence of a perturbing Hamiltonian H:

Γ = 2π
~
|〈 f | H| i〉|2 ρ (2.26)

Note that it is proportional to ρ. By placing the system into a cavity of
linewidth ∆f we can enhance the density of final states and thus enhance
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spontaneous emission. The Purcell rate is given by:

ΓP = κ
g2

κ2

4 + δ2
(2.27)

Where κ is the cavity damping rate, g is the spin-cavity coupling and δ is
the cavity detuning.

By this method, Purcell enhanced spontaneous emission can become the
dominant relaxation process for spins; T1 may be reduced by three orders of
magnitude [96] and we are therefore able to reset the system quickly.
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Figure 2.12: T1 time of bismuth donors in 28Si coupled to a superconducting resonator
against detuning frequency, reproduced from [96]. There is a large decrease in T1 at zero
detuning—a full three orders of magnitude from the un-enhanced value.

2.4.5 Strain effects due to superconducting films

An important consideration when using planar superconducting devices to
couple to dopants in silicon is the strain exerted on the substrate by the
superconducting film. This can occur for two reasons: the first being that if
the thermal expansion coefficients of the superconducting film and the silicon
do not match closely (in general, they will not), then as they are cooled to
millikelvin, they will contract by different amounts and the interface between
the two will be strained. This can in principle be overcome by ensuring
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that the film is deposited on the substrate while both are at the working
temperature, but in practice, the working temperature is far too low for any
current fabrication tools to achieve. Another issue is the inherent strain
arising from the deposition process. For example, if a film is deposited via
sputtering (which is usually the case for films of Nb and its compounds)
the film itself may form in a strained state that depends on the pressure in
the sputtering chamber and the sputtering energy, resulting in a strained
film regardless of the thermal expansion coefficient of the film. The effect of
strain is to distort the crystal lattice. This can in turn affect the Hamiltonian
of the electron spins in the substrate to which the resonator couples to. We
can refer back to the spin Hamiltonian:

H = AI · J + gJµBB · J + gIµNB · I (2.28)
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Figure 2.13: Measurments by Pla et al. showing the broadening and splitting of a bismuth
spin transition due to strain exerted on the substrate by an aluminium lumped element
resonator, reproduced from [97]. The red curve is obtained with magnetic field applied
parallel to the inductor. Blue is perpendicular to the inductor. The expected transition
without strain is shown in grey.
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A distortion in the crystal lattice changes the local environment of the
donor electron and nucleus and can affect all three terms here. The g-factors
gJ and gI may both change weakly. However, the experiments in this work
typically occur in a regime where the hyperfine interaction is strong in
comparison to the Zeeman terms, and as such the dominant effect of a crystal
lattice distortion is to change the hyperfine interaction constant A. This is a
known effect and causes a shift in frequency of the spin transitions, which
has been measured for a variety of donors in silicon [98]. At first glance this
may not seem like a problem, but the inhomogeneous strain created by a
resonator patterned onto the silicon surface can cause frequency broadening
and even splitting of spectral lines—this has been measured and accurately
modelled for the case of bismuth donors in silicon coupled to an aluminium
resonator [97]. As mentioned in §2.3, the use of hyperfine clock transitions
may be able to mitigate the effects of strain. We will see in Chapter 6 how the
Bi:Si spin system was affected by resonator strain, and show measurements
close to the hyperfine clock transition using the resonator.



Chapter 3

Experimental methods

3.1 Resonator fabrication

The process used in this thesis to fabricate superconducting resonators varies
slightly depending on the desired outcome, but in all cases is a form of
lithography. The basic principle is to deposit a layer of superconductor onto
the silicon, then remove parts of this film to leave behind superconductor
only in the desired regions. In the case of the final sample (complete with
spin ensemble) the whole process is preceeded by an ion implantation and
annealing step, to dope the silicon near the surface with ESR active centres.
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Figure 3.1: Schematic of the photolithography process, along with the initial ion implanta-
tion step.

The most basic process is outlined in Fig.3.1. We begin with ion implan-
tation, where a sample of bismuth is vapourised, ionised and accelerated in a

49
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particle accelerator into a target - in our case a wafer of 275 µm thick float-
zone silicon. The sample is then heated to 900 °C for 5 minutes in a rapid
thermal annealer, in order to incorporate the implanted ions into the lattice
and activate them [99]. Following annealing, the wafer is scribed or diced
using a dicing saw into smaller chunks, usually 5×5 mm or 7.5×13.5 mm,
sizes suitable for use in the final experiment. A target of solid Nb metal is
bombarded with ions, causing Nb atoms to be ejected from the surface. The
silicon sample is placed above the target and thus a film of Nb is sputtered
onto the surface of the silicon. Nb typically adheres well to the surface
of the silicon so there is usually no issue with the film coming off. The
duration of sputtering determines the thickness - typically 50-100 nm for
the resonators used in this work. S1805 photoresist is then applied to the
surface of the Nb film by spinning, and baked for 1 minute at 115 °C. Areas
of the surface where Nb film should be removed are then exposed to UV light,
either by masking certain areas to shield them from exposure with a mask
and illuminating with a UV lamp, or by using a focused UV laser beam and
scanning it across areas to be exposed. The laser method is more versatile if
designs are changed frequently and can achieve finer features. Both methods
were used at various stages and yield similar results for the devices used.
After exposure, the resist is developed with MF319 developer for 40 s, which
dissolves exposed resist. Finally, we use a reactive ion etch (RIE) process
to etch away the areas of Nb that are not covered by resist. In this work
the etch recipe used 14 SCCM SF6 and 35 SCCM CHF3 plasma at a power
of 100 W and 100 mtorr pressure. The etch is run for 1 min, followed by
1 min wait to allow the sample to cool down (as the etch is prone to heating
the sample); this process is repeated 4 times to give a total of 4 min etching
time. Finally, the remaining resist is cleaned off with acetone, leaving an Nb
superconducting resonator adhered to the surface of the silicon.

This process is simple and typically gives the best edge definition on
the resulting resonator. However, the etch process also etches the silicon
substrate very quickly once it is exposed to the gas. As a result, the etch
process must be finely tuned so as to stop as soon as the Nb film has been
etched away, or some silicon near the surface will be removed. Inevitably,
this does happen - estimates for the etch recipes used to create resonators in
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Figure 3.2: Schematic of the liftoff process. Unlike in 3.1, resist is deposited and developed
into the desired pattern before the Nb layer. Ion implantation and resist spinning and
exposure happen in the same way as 3.1.

this work put the amount of silicon lost at 50-100 nm, which is a significant
loss, given that spins were typically implanted from a depth of approx. 30 nm
down to 1 µm.

An alternative to the etching process is to use a liftoff process. This
involves depositing, exposing and developing the resist before sputtering. The
resist is used to mask off the silicon surface such that Nb only adheres to the
silicon surface in the desired areas. This resist can then be removed, lifting
the excess Nb away and leaving a resonator but without attacking the surface
of the silicon in the same way as the etch process. Edge definition and process
reliability can be an issue with this process, but a well developed recipe
can yield similar results to the etch process for designs like the resonators
used in this project. To improve edge definition, a two-layer resist process
is often used, where edges of the resist layer are overhanging, ensuring the
Nb layer deposited is unable to stick to the sidewalls of the developed resist,
resulting in cleaner edges. Liftoff with two-layer resist was used in the
samples provided by collaborators at the University of Cambridge, which
includes those used in chapters§6 and§5.

An alternative to using photolithography is to use Electron Beam Lithog-
raphy (EBL). This is almost identical in principle to using a UV laser beam
to expose the resist, but using a beam of electrons instead of UV photons and
resist known as PMMA. The vastly smaller wavelength of electrons compared
to UV light allows much finer features to be patterned—at UCL typically
the minimum feature size was around 30 nm. The disadvantage of using
this process is that it is far slower than all forms of photolithography. Some
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Figure 3.3: Schematic of the mesa fabrication process.

resonators, including those used in §4, were patterned using EBL. However,
as none of the resonator designs used had features less than 1 µm, once direct
write photolithography became available, all resonators made at UCL used
this method, with the exception of the mesa devices in §5.3.

A more advanced fabrication procedure was used for fabricating the
resonators in §5.3. To create devices with spins confined to a small region
with homogeneous B1 field between two inductor wires, it was necessary
to etch away most of the implanted region, leaving only a small region of
implanted material raised above the surface in between the wires. This
necessitated the process outlined in 3.3. The key difference is that a second
lithography step preceeds the resonator patterning steps. This is to etch
away the doped layer and leave only a narrow mesa un-etched. A liftoff
process then follows, using alignment markers from the first etch stage to
ensure the resonator is aligned to the mesa. To ensure the best alignment
was achieved, EBL was used instead of photolithography for both lithography
steps.

A final fabrication process was proposed as a development of the mesa
resonator idea, but has not yet been trialled. The process is shown in Fig.3.4.
A mask of resist applied prior to ion implantation prevents most of the
substrate from being implanted. The resonator is then fabricated on top of
the partially implanted substrate, aligned carefully to the implanted region.
The spins are thus confined to a small region of uniform B1 field, just as
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Figure 3.4: Schematic of the proposed implantation mask process

in the mesa samples, but does not involve etching of the silicon surface or
an increase in the exposed surface area near the spins, which may affect
the dopants and expose them to additional sources of decoherence or cause
additional unwanted ionisation.

3.2 Measurement setup

The measurements in this work can be broadly catergorised into two types:
CW cavity transmission and pulsed ESR. As all measurements involve
a superconducting resonator, the sample is always cooled in a cryostat,
either to 1.7 K in a closed cycle 4He circulation cryostat or to millikelvin
in a dilution refrigerator. All measurements utilised a copper 3D cavity
configured with two antennae as a transmission setup. Therefore we can
draw a very simple generic schematic that encompasses every measurement
in this work involving superconducting resonators (unless stated otherwise),
which is shown in Fig.3.5a. Input signals are sent either from a VNA or a
pulsed ESR spectrometer into line 1, down to the copper 3D cavity, typically
with some attenuation to prevent room temperature noise from outside the
cryostat from reaching the sample. The return signal is picked up by the
other antenna, which is amplified at low temperature before being sent back
to port 2 of the VNA/spectrometer.

CW measurements involve performing an S21 transmission measurement
through the copper cavity as a function of frequency using the VNA and
the generic setup shown in 3.5a. The resonator reflects microwave signals at
its resonant frequency which interferes with direct transmission between the
two antennae. The result is a characteristic Breit-Wigner-Fano resonance
lineshape [100,101](see Fig.4.3). This lineshape can be fitted to extract the
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Figure 3.5: a) Generic schematic of the setup for all measurements. In some measurements,
physical switches were not actually present and switching between VNA and spectrometer,
if required, was done manually b) Photograph of a 3D copper cavity when opened. The
sample is placed onto a wafer of sapphire (top right) that spans the width of the cavity
and glued to it with vacuum grease. Two coaxial cables enter the side of the cavity; their
outer conductors are connected directly to the body of the cavity. Their centre conductors
are electrically isolated from the cavity walls and protrude into the cavity to form two
antennae.

resonator frequency and linewidth, which in turn is used to determine the
loaded quality factor. By sweeping the magnetic field and monitoring the Q
factor using this method, we are able to detect if the resonator is coupling to
a spin ensemble. If the Q factor drops at a certain field, it is an indication
that additional losses are present at this field, which suggests the presence
of a spin transition. If the coupling is very strong, the resonator and spin
ensemble may hybridise and we may also detect a frequency shift of the
resonator.
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Pulsed ESR measurements utilised a pulsed ESR spectrometer to send
fast (nano- or micro-second) pulses of microwave frequency radiation into
port 1. These pulses are absorbed by the spin ensemble via the resonator
and re-emmitted at a later time. This signal is picked up by the the receive
antenna and amplified. The spectrometer uses carefully timed triggers to
ensure the pulses and acquisition window are precisely timed.

3.2.1 Closed Cycle Cryostat

For the purposes of resonator characterisation, it was sufficient to cool the
resonators to 1.7 K. This is far enough below the bulk Tc of NbN (16.2 K)
and of Nb (9.26 K) that the properties of the superconductor should not
vary significantly with further temperature decrease. Therefore, first mea-
surements were performed in a closed cycle cryostat to determine resonator
frequency, Q factor and magnetic field resilience. Initial characterisation of
resonator frequency was required to experimentally determine the kinetic in-
ductance contribution to the total inductance and enable accurate prediction
of resonator frequencies.

A modular probe was constructed and developed to facilitate use of the
resonator system within the closed-cycle system. The resonator itself sits
inside a 3D copper cavity as shown in Fig.3.6. This mounts to the end of the
probe and the assembly is inserted vertically into the cryostat. At the top
mounting point a vacuum tight rotating stage is used to physically rotate the
entire probe within the cryostat. This facilitates use of the single-axis Bruker
magnet integrated into the cryostat system to provide a 2-axis magnetic field,
and thus permits alignment of field and tuning of resonators at fixed field.

A low temperature LNF-LNC1-12A 1-12GHz amplifier was mounted near
the base of the probe to boost signal and speed up measurements. A cryogenic
thermistor was also attached to the 3D cavity to check the temperature of
the sample. It was discovered that the probe design heavily influenced the
cavity temperature; extensive modification was required to ensure the probe
would cool the cavity down to the correct base temperature of the cryostat
of 1.7 K. This involved using sections of stainless steel coaxial cables (for
lower thermal conductivity), reducing the diameter of the bronze central rod,
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using plastic flow baffles as opposed to copper, and attaching a copper plate
to the 3D cavity to thermalise it with the coldest part of the cryostat.
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Figure 3.6: The cryogenic amplifier probe for the closed cycle cryostat, with 3D cavity
mounted at the bottom. a) picture outside of the cryostat. b) Schematic of the probe.
Temperatures are approximate, as the probe relies on a flow of helium from bottom to top
for cooling.

3.2.2 Dilution refrigerator

For most measurements, the sample, complete with 3D cavity, was cooled
to millikelvin in a dilution refrigerator. As superconducting qubits are
usually operated at millikelvin, this is the relevant temperature regime at
which any quantum memory must be developed. The thermal noise level
is accordingly at millikelvin and the setup is compatible with quantum-
limited amplification (see §3.3) at these temperatures. In addition to this,
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the polarisation of the spin ensemble is greatly enhanced. Given that the
Bi donor ESR spectrum has numerous transitions, this depends not only
on temperature, but also on the field and frequency chosen. In Fig.3.7,
we can see how the polarisation of 3 transitions which were used in this
work changes as a function of temperature. Most transitions in this work
fell between 4% and 10% maximum thermal polarisation. To maximise
polarisation while avoiding changing the temperature for every measurement,
most measurements were done at 100 mK unless otherwise stated. To achieve
these temperatures, it was necessary to use a dilution refrigerator.

Sz clock
105 mT, 6760MHz

Sx, 51mT 7071MHz

Sx near hyper�ne clock
356 mT, 7053 MHz

Figure 3.7: Simulated polarisation of three transitions that were used in this work—an
Sx transition at 7078 MHz, 51 mT, an Sx transition near the hyperfine clock transition
and an Sz clock transition. Maximum thermal polarisation is typically achieved close to
100 mK for most transitions.

The basic principle of the dilution refrigerator is to cool a cryostat down
to millikelvin by exploiting the heat of mixing of 3He and 4He. A cryogen-free
two-stage pulse tube cooler, a form of Stirling heat engine, first cools the
cryostat down to approximately 3.5 K. An additional stage is further cooled
to ∼800 mK by pumping a mixture of 3He and 4He in a continuous circuit,
utilising the Joule-Thompson effect. This stage is known as the still, where
the 3He gas condenses. The superfluid He mixture flows through a series
of high impedance pipes, further cooled by cold 3He returning from the
coldest part of the cryostat, the mixing chamber. At the mixing chamber,
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the 3He and 4He mixture undergoes a phase transition, separating into a
phase of almost pure 3He and a dilute phase consisting of 6.6% 3He and
93.4% 4He. The process of 3He moving across the phase boundary from the
concentrated phase to the dilute phase is endothermic and cools the mixing
chamber, typically down to a minimum temperature of a few mK. The still
is connected to the dilute phase and is heated weakly to evaporate the 3He,
which is pumped by a series of vacuum pumps around the circuit and back
into the concentrated phase at the mixing chamber, maintaining the phase
separation.

PumpPulse tube 
cooler

50 K

4 K

Still plate

Mixing chamber plate

Still

Mixing chamber

Heat exchangers

Outer vacuum chamber

(a) (b)

Figure 3.8: (a) Simplified schematic of a closed cycle ‘dry’ dilution refrigerator. The system
is pre-cooled by a two-stage pulse tube cooler to 4 K, enclosed in the dashed box. A
mixture of 3He and 4He is pumped around a separate closed loop. The entire apparatus
is enclosed in the outer vacuum chamber for thermal insulation. Additional radiation
shields (not shown) help to reduce radiative heating from outside and between stages of
different temperature. The cold plate is an intermediate stage between the still and mixing
chamber, but is not shown here for simplicity. (b) Photograph of the dilution fridge with
outer vacuum can and radiation shields removed.
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The dilution fridge used for most of the experiments in this project
was a Bluefors LD400 dilution refrigerator. This was capable of reaching
a temperature of ∼10 mK. The cryostat, shown in Fig.3.8, is a cylindrical
vacuum chamber with several temperature stages joined by stainless-steel
struts (which has low thermal conductivity). These are the first stage of
the pulse tubes, at 50 K, the second stage at 4 K, the still at 800 mK, the
cold plate (an intermediate stage between the mixing chamber and still) at
approximately 100 mK and the mixing chamber plate. The sample is mounted
inside a fast loading mechanism, known as the puck, which can be inserted
into the dilution fridge and joins with the mixing chamber plate. Using a puck
and fast loading mechanism permits sample change and cooldown without
having to warm up and cool down the entire cryostat, speeding up the process
from around 3 days to 8 hours. Coaxial cables are used to carry microwave
frequency signals from outside the cryostat down to the mixing chamber and
into the puck. A schematic of the dilution fridge and its stages, along with
the coaxial lines and microwave components used in this project, is shown in
Fig.3.9. Lines B or C are connected to port 1 of our generic measurement
setup shown in Fig.3.5a. Line C is an unattenuated line - at each stage a
0 dB attenuator is included which thermalises the inner conductor of the
coaxial cable (which is otherwise thermally isolated from the outside due to
the PTFE dielectric) without causing any attenuation to microwave signals.
This allows high power pulses to reach the sample without being attenuated,
but has the disadvantage of also allowing any noise originating from outside
the fridge, including room temperature thermal noise, to reach the sample.
Thus it was only used when maximum input power was required. In cases
where excess power is available, it is preferable to attenuate the input line to
prevent this, and simply compensate by increasing input power. Thus, line
B incorporates 30 dB of attenuation, distributed with 20 dB at 4 K, bringing
300 K room temperature noise down to 3 K, and a further 10 dB at the
mixing chamber, taking this noise down again to approximately 300 mK. The
insertion loss at the input antenna of the copper 3D cavity was then sufficient
to attenuate the remaining noise down to a negligible level relative to the
thermal noise from components at the mixing chamber plate itself. Lines
A and E were connected to port 2 of the generic setup and used for signal
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amplification. Line A incorporates an isolator at the mixing chamber plate,
which shunts noise from the warmer stages to a 50 Ω load while allowing
signals to pass upwards with minimal attenutation. It is then amplified at
the 4 K stage by a Low Noise Factory High Electron Mobility Transistor
amplifier (HEMT) and out of the cryostat. Line E utilises a quantum limited
Josephson Parametric Amplifier (JPA) to amplify the signals at the mixing
chamber plate. The JPA works in reflection and sends the amplified signal
into a circulator and back up line E, through an isolator up to 4 K where
it is again amplified by a HEMT before exiting the cryostat. The crucial
difference is that by amplifying at the mixing chamber plate, the noise added
to the signal is minimised (indeed, the noise added by the JPA can be as low
as the theoretical quantum limit), thus greatly improving the signal-to-noise
ratio (SNR). The pump line D is required to drive the JPA and also serves
as a useful test port for tuning. It is coupled into the JPA via a directional
coupler and isolated from the sample itself by an isolator.

An American Magnetics 3-axis superconducting 3-1-1 vector magnet
provided the static B0 field required for ESR measurements. This was bolted
directly to the 4 K stage and thus cooled by the pulse tube cooler. The
3 split coils enabled arbitrary orientation of the magnetic field, which was
found to be extremely important for using superconducting resonators at
moderate fields of 100 mT or more (this will be fully explained in Chapter
4).

It was discovered that during characterisation of resonators at high fields
(up to 3 T), the connectors on the cavity, which contain stainless steel,
became weakly magnetised, and would cause a reduction in resonator Q
factor on all subsequent cooldowns due to inclusion of magnetic field vortices
in the superconducting film. Three more cavities were fabricated for various
purposes, this time all employing a copper semi rigid input antenna soldered
directly into the copper cavity, removing the stainless steel component and
providing a much cleaner connection.
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Figure 3.9: Schematic of the dilution fridge. Signals are sent down lines B or C, depending
on the desired attenuation. The signal is sent up lines A or E, and line D is used as a
pump line for the Josephson parametric amplifier.

3.2.3 ESR spectrometer

To perform pulsed ESR measurements requires a pulse generator and detector
setup capable of outputting high power (on the order of 1 W) pulses and
detecting an extremely weak signal, all on a timescale of µs (preferably
shorter, to facilitate use of shaped pulses or faster sequences). We use an
arbitrary waveform generator (AWG) to generate pulses, a vector signal
generator (VSG) capable of mixing the DC pulses up to GHz frequencies,
a high-power pulse amplifier, a low-noise detection amplifier, an IQ mixer



3.2. MEASUREMENT SETUP 62

10 MHz

Vector
Source AWG

R
I

Q
L

Digitizer

Cavity

LO/2

x2

I

Q

SSA

fast PIN
switch

21

frequency 
doubler IQ mixer

(a) (b)

Figure 3.10: (a) Schematic of the spectrometer using the pared down ‘Biscuit bridge’ in
the larger dashed box (named for its small size and layered structure). The AWG and
digitiser (smaller dashed box) are contained in the same PXI chassis. The local oscillator
from the Rohde and Schwarz SGS100A Vector source is output at half the RF output
frequency when operating above 6.4 GHz, hence a frequency doubler, labelled ‘x2’, is
included when operating in this regime. The digitiser, AWG and VSG are synchronised
to the same 10 MHz reference clock. Pulses are amplified by an external 3 W solid state
amplifer (SSA). Amplifiers were included on the inputs to L and R on the IQ mixer to
ensure their amplitudes were sufficient to drive it. A circulator is included on the output
of the solid state amplifier (SSA) to prevent any high power signals from going back into it.
(b) Picture of the biscuit bridge (custard cream shown for scale). This extremely compact
setup means that all components are joined directly to one another with minimised path
length.

to mix the return signal back to to a measurable DC signal and finally a
digitizer to detect the signal. The entire setup requires careful microwave
switching to ensure high-power pulses do not directly reach any delicate low
noise amplifiers, and to ensure the high power amplifier is shut off from the
input line at all times when pulses are not being sent, to prevent amplified
noise from reaching the sample or the amplifier.

The most basic form of this measurement setup, known as the ‘biscuit’ is
shown in Fig.3.10. This was specifically built for fridge based 3D cavity ESR
in the 4-8 GHz regime. This setup does not include a low noise amplifier or
any kind of protective switches for the detection path, and hence is best used
when the signal is already amplified and has appropriate pulse protection in
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place. In practice this means measuring via a 3D cavity in transmission mode
in a dilution refrigerator, where the drive line attenuation and/or insertion
loss from between the antennae provides adequate pulse protection, and a
HEMT provides ultra low-noise amplification. While less versatile than the
full setup in Fig.3.11, it is much simpler and cheaper, and has very short
path lengths between components. This was believed to contribute to its
improved performance and sensitivity over the larger bridge.
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fast PIN switches

slow electromechanical
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Figure 3.11: Schematic of the full 7-12 GHz spectrometer, with the bridge section enclosed
in the dashed box. This setup is versatile and capable of conventional cryostat ESR in
addition to fridge based 3D cavity ESR with resonators. The travelling wave tube amplifier
(TWT) is used for very high power measurements (>3 W) only; all measurements in this
work used the solid state amplifier (SSA). The low noise amplifier (LNA) is redundant for
use in fridges which contain a low noise HEMT at 4 K, and the circulator connected to port
1 is unnecessary if we only wish to do transmission measurements. As a result, many of
these components are redundant for the specific case of 3D cavity ESR in a dilution fridge.
As with the biscuit setup, a frequency doubler is required to double the LO frequency
before sending it into the IQ mixer.

A more complete setup, built for the 7-12 GHz range, is shown in Fig.3.11.
Numerous additional components are included in this bridge to increase
versatility and for diagnostic purposes, although the basic function remains
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much the same as the smaller biscuit bridge. The key difference here is that
a low noise amplifier (LNA), complete with power limiter and fast switch for
pulse protection, is included for situations where a HEMT is not available
(often the case in X-Band measurements in a 1.6 K or 4 K cryostat). The
bridge could be extended down to 6 GHz for lower frequency measurements.
Some initial measurements in this work utilised this configuration, although
the majority of measurements were performed on the biscuit due to its lower
frequency range and better SNR.

3.3 Josephson Parametric Amplifier

The Josephson Parametric Amplifier (JPA) is a quantum limited amplifier
which was used during the very final stages of the experiments reported here
as a means of further improving SNR of weak echo signals. The amplifier
in the most basic sense is a non-linear tuneable oscillator with a microwave
frequency pump tone. Different forms of JPA with different methods of
operation exist—the amplifier used in this work was a single port device
and utilized 4 SQUIDs in series as the nonlinear element. It was operated
in 4-wave mixing mode—this means it was pumped at approximately the
signal frequency, with a slight detuning. This is known as phase insensitive
mode and amplifies both quadratures—it is possible to operate in so-called
degenerate mode where the pump tone is exactly equal to the signal frequency
and the amplifier is phase sensitive, but this was not explored in this work.
The pump tone was coupled into the JPA via a directional coupler (as
opposed to so-called flux pumping, where the pump tone is coupled into the
amplifier inductively via the SQUIDs); the amplifier is fitted to the signal
line as shown in Fig.3.9 and amplifies signals in reflection. The process of
achieving gain at the appropriate frequency from this device is not trivial,
and will be outlined here.

The JPA has a wide parameter space which must be optimised in order
to operate it and acheive maximum SNR. The main tuning parameters we
have at our disposal are the SQUID tuning current, the pump frequency
and the pump power. In addition, setup considerations such as the pump
line coupling to the JPA, isolation of the JPA from the warmer stages,
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isolation of the sample from the pump, etc., are also crucial. We may also
adjust temperature of the sample for polarisation reasons, but this affects
the temperature of the JPA and therefore its noise characteristics.

The first step in tuning the JPA is to determine the frequency of the JPA
as a function of tuning current. In Fig.3.12b we sweep the tuning current
and measure the phase response of the JPA using a VNA attached with port
1 at the pump line input and port 2 on the signal line. The JPA is typically
most easily observed in the absence of pumping as a steep phase shift when
measuring transmission through the measurement line using a VNA—this is
precisely what we see. The 2D plot of phase as a function of frequency and
current shows the characteristic quadratic tuning of the JPA frequency as
the SQUID inductance shifts. This allows us to determine the approximate
current required to tune the JPA to the measurement frequency. The tuning
range of the JPA was found to be approximately 6.5-7.35 GHz. We can see
that the JPA was over 100 MHz broad at zero tuning current.

The next step is to find the parametric regime, a combination of pump
power and frequency at which the JPA is capable of performing parametric
amplification. In Fig.3.12c we fix the tuning current to set the frequency
approximately at the desired measurement frequency. We sweep the power
of the VNA and measure the phase response of the JPA. The 2D plot of
phase as a function of VNA power and frequency shows the detuning and
eventual bifurcation of the resonance. We use this as a guide to fine-tune the
coil current to place the parameteric regime at approximately the correct
frequency. Then we can look directly at the gain from the JPA on a VNA as
we pump using a CW source close to the desired measurement frequency -
typically a few MHz away. A plot of this two-tone measurement is shown
in 3.13. We cannot pump directly at the measurement frequency as this
would mean the pump tone would interfere with the signal (and we would
be operating in degenerate, phase sensitive mode). We fine tune the pump
power and coil current by looking at the gain. Typically between 15-20dB of
peak gain is possible, and the bandwidth was typically around 50 MHz.

At some point, the noise level from the JPA becomes higher than the
HEMT noise level; beyond this we do not expect additional gain to be of
any use. Ultimately what we want to optimise is the SNR, defined as the
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Figure 3.12: a) Schematic of the setup used to characterise the JPA. Ports D and E
correspond to Fig.3.9. For both (b) and (c), only the VNA was used to drive the JPA via
the pump line and the MW source was turned off. An amplifier is used to boost the VNA
output power to the necessary level. The MW source was used later for gain measurements
as shown in Fig.3.13. (b) Phase response of the JPA, measured with a VNA, as the coil
current is swept. We can see the distinctive quadratic tuning curve clearly. (c) Phase
response of the JPA at a fixed coil current of -1.15 A as the VNA probe power is swept.
The JPA appears as the white region. As the power increases, the JPA begins to tune
down in frequency slightly and eventually the resonance bifurcates when the power is too
large. We can see that this happens at approximately -5dBm. The optimum region for
amplification is just below this bifurcation point.

square of the ratio of the signal to the noise level in volts. This is achieved by
sending a weak Gaussian pulse as a “dummy” spin signal on the pulse input
line using the spectrometer. The signal is detected as if it were a real echo
signal using the spectrometer, and we can use this to extract an SNR. The
advantage to doing this over using a real echo is that we do not have to wait
for the spins to relax, and can be sure that the pulse is always exactly the
same amplitude. In Fig.3.14 we see the SNR plotted for 20 measurements
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Figure 3.13: (a) Heatmap of gain, measured on a VNA, as we sweep the power of the drive
tone. In this measurement, the drive tone is supplied by a CW MW source coupled via a
power combiner, as shown in Fig.3.12a. We see a region of gain which splits at high power
as the JPA bifurcates. The dark vertical line is the pump tone. (b) Single traces of the
gain along the dotted lines in (a). We can see clearly in these plots the difference between
an optimally pumped JPA at -77.5 dBm and a bifurcated one at -75 dBm.

of a dummy echo, along with the SNR of the cumulative average of the
individual shots. We see a linear increase in SNR with number of shots as
expected. We can take the median value of SNR of the individual shots and
compare to the case when the JPA is off, showing that in this measurement,
the JPA gives an improvement of 15× in SNR and therefore a 15× reduction
in measurement time. It was later found that it is also possible to go beyond
15× in some cases. It is important to note that the JPA is highly sensitive
to power and easily saturated by a large signal. It is also frequency sensitive
and performance was typically better in the middle of the JPA frequency
range. Therefore these measurements are not an absolute measure of JPA
performance but rather an indicator of the SNR improvement available for
these parameters.

We can use this SNR measurement method to determine the best pump
power and frequency by sweeping these parameters at fixed coil current
(a full 3D sweep would be the most complete way to optimise, but would
take prohibitively long, so we estimate the optimum current from previous
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Figure 3.14: (a) SNR of the dummy echo signal with the JPA on and off. Circles are repeat
measurements of the SNR. The solid lines indicate the median value of the round points.
Triangles show the SNR of the averaged signal as we take more shots. We can see that
this increases linearly as expected. This continues to increase linearly beyond the chart
limits.(b) Comparison of real spin echoes, measured via a superconducting resonator, with
the JPA on and optimised (red), off (blue) and on with the pump power increased slightly
beyond optimum (orange). We can see that when the JPA is off the signal is much weaker.
However there is a stark difference in the noise level between the red and orange curves
despite the amplitude of the gain being approximately the same for both. This shows that
the JPA is very sensitive to small changes in pump power and that gain is not necessarily
the best indicator of performance.
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Figure 3.15: Heatmap of SNR as we sweep pump power and frequency. Maximum tested
pump frequency indicated by solid line (above this the pump tone becomes visible at the
measurement frequency), frequency axis extended to show the measurement frequency
at 7.0692 GHz (dashed line). We see that the optimum pump frequency in this case is
approximately 4 MHz below the measurement frequency.

measurements of gain). In Fig.3.15 we plot a heatmap of SNR and see that the
optimum pump frequency is approximately 4 MHz below the measurement
frequency. We see a region of high SNR across a range of approximately
3 MHz and 0.7 dBm in pump power and frequency where the JPA is optimised.
Once this heatmap is obtained we can set the JPA to the region of highest
SNR and use these values for the duration of the experiment.



Chapter 4

Frequency tuneable and
magnetic field resilient
superconducting resonators

The first step to creating a silicon based hybrid quantum memory was
to fabricate and characterise superconducting resonators on silicon. This
Chapter will detail the design of resonators, their characterisation in magnetic
field and the tuning of these resonators with an in-situ magnetic field. We
will look at the first generation of NbN designs, then consider the second
generation of Nb resonators. The primary requirements for a resonator in
this hybrid system are as follows:

• High Q factor

• Low impedance

• The ability to operate at the required field and frequency for clock
transitions in Si:Bi

• The ability to frequency tune on and off resonance with spins

In addition, a resonator that generates a homogeneous B1 field for uniform
control of the spin ensemble is a desirable property, and for coupling to narrow
implanted layers of spins, a resonator design that enhances B1 around the
doped region and cancels elsewhere is preferable.
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The clock transitions of Bi dopants dictate the target frequency and
required field resilience of the resonator - the exact frequencies and fields are
shown in table 4.1. The Sx clock transitions occur from 26-188 mT and the
Sz clock transitions from 0-210 mT; the first hyperfine clock transition occurs
at 368 mT. Therefore, in order to access the full variety of clock transitions,
resonators should ideally be able to withstand up to 400 mT. We know the
linewidth of Bi donors may be as low as ∼ 200 kHz [2] and the resonators (as
we will see) can be on the order of 10 kHz wide and can tune in frequency by
up to 300 MHz when magnetic fields are applied. We would need to fabricate
resonators with ∼ 100 kHz accuracy, taking into account down-tuning due
to magnetic field, in order to hit a clock transition. This is, in general,
not possible, as variations in the thickness and kinetic inductance of the
film, along with other minor variations during fabrication, made targeting of
specific frequencies with less than 10 MHz accuracy essentially impossible.
To overcome this and target precise combinations of frequency and field,
it is desirable to have at least a few MHz frequency tuneability. We must
consider the impedance Z of the resonator—a low Z means a larger B1 field
and therefore stronger single-spin coupling g0, therefore it is preferable to
maximise capacitance and minimise inductance. We can also estimate the
Q factor necessary for achieving a Purcell relaxation rate on the order of
seconds or less (allowing measurements to be performed at a reasonable rate)
assuming an average single spin coupling g0 ≈ 100 Hz (based on previous
work [96]) and Eq.2.27, assuming the resonator and spins are precisely on
resonance. A loaded quality factor of 105 would yield a Purcell relaxation
rate on the order of a few seconds. The Q factor may also play a part in
setting the strong coupling limit, although we will see in subsequent chapters
that typically the spin linewidth is the limiting factor. If the resonator Q is
too high then some spins will not fall within the bandwidth of the resonator
and will not couple. Thus the benefits of higher Q for faster Purcell reset
must be balanced against coupling to sufficient numbers of spins for good
signal. If we therefore use a design with an internal quality factor of ∼ 105

or more, the loaded Q may be tuned by increasing antenna coupling to lower
the external Q in order to reach the optimal regime. Finally, the filling factor
should also be considered, as this determines the ensemble coupling strength.
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While the filling factor is essentially independent of geometric inductance,
it decreases with increasing kinetic inductance. It is therefore preferable to
use a low kinetic inductance film, or use a design such that the geometric
inductance dominates, to increase coupling and signal.

Transition | , ⟩ →| , ⟩ Frequency (GHz) Field (mT) 

|5, −4⟩ →|4, −4⟩ 4.42551 210.71 

|5, −4⟩ →|4, −3⟩ 5.21420 188.18 

|5, −3⟩ →|4, −4⟩ 5.21682 188.09 

|5, −3⟩ →|4, −3⟩ 5.90068 158.04 

|5, −3⟩ →|4, −2⟩ 6.37227 133.54 

|5, −2⟩ →|4, −3⟩ 6.37413 133.43 

|5, −2⟩ →|4, −2⟩ 6.76008 105.36 

|5, −2⟩ →|4, −1⟩ 7.03168 79.96 

|5, −1⟩ →|4, −2⟩ 7.03280 79.84 

|5, −2⟩ →|4, −2⟩ 7.22683 52.68 

|5, −1⟩ →|4, 0⟩ 7.33831 26.68 

|5, 0⟩ →|4, −1⟩ 7.33868 26.55 

|5, 0⟩ →|4, 0⟩ 7.37585 0 

Table 4.1: ESR magnetic clock transition fields and frequencies for bismuth donors in
silicon. Blue and red rows are Sx and Sz transitions respectively.

4.1 First generation design

Niobium nitride (NbN) was initially chosen as the superconducting material
for the resonators. NbN is a type II superconductor with a Tc of 16.2 K and
excellent field resilience. A lumped element design was used, as shown in
Fig.4.1 and 4.3, consisting of a 2 µm wide inductor wire, shunted by a pair of
10 µm wide capacitative fingers spaced 50 µm apart and wrapped around in a
square spiral. The side length of this square was changed to alter the target
frequency, as shown in Fig.4.2, but was typically on the order of 500-800 µm.
The inductor width was fixed to be the minimum reliably achievable width
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using the masked photolithography process developed at UCL, in order to
maximise the B1 field around the wire. The capacitor arm width was also
fixed as a compromise between keeping superconducting features as narrow
as possible, maximising capacitance and minimising inductance.

a) b)

Figure 4.1: Simulations using CST Microwave Suite of the resonator design. Left: Electric
field of the resonator, showing that it is concentrated between the wide overlapping arms
of the spiral, which forms a coplanar capacitor. Right: Magnetic field of the resonator,
shown to be strongest around the narrow inductor wire on the left.

Lumped element designs allow us to have a compact resonator with low
impedance and do not require a ground plane (a large area of grounded su-
perconductor surrounding the current-carrying region—typical of distributed
element CPW type resonators). This is crucial as the presence of a large
ground plane is prone to reducing the intrinsic quality factor of the resonator
due to development of magnetic vortices in the ground plane and Cooper-
pair-breaking phonons travelling through the substrate into the resonator
itself [102,103]. While it is possible to limit the effects of vortices using vortex
pinning antidot arrays [104–106], a simpler approach is to simply remove
the ground plane and keep all features as narrow as possible. In contrast
with distributed element resonators which, as the name suggests, tend to
generate a magnetic field distributed across the whole resonator, lumped
element designs lend themselves to creating a localised magnetic field with a
small mode volume, hence faster Purcell relaxation and potential for using
smaller spin ensembles. However, in the absence of a ground plane to shield
the resonator, lumped element designs, such as those used in this work, are
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prone to acting as a dipole antenna and often have severe radiative losses
and low Q factor. Therefore, the resonator is placed inside a copper 3D
cavity with intentionally mismatched resonant frequency of approximately
8 GHz. This serves as a filter to suppress radiation from the resonator and
allows us to achieve very high Q factors with such designs.
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Figure 4.2: Frequencies of first generation resonators as a function of side length, simulated
as a perfect electrical conductor (PEC, blue), with an additional kinetic inductance
correction based on previous measurements of a different set of resonators (orange) and
as measured (grey). Without correcting for kinetic inductance, the simulations predict
much higher frequencies than the measured values. However, this was found to be highly
dependent on the NbN film; the calibrated simulation still predicted a frequency over
1 GHz higher than the measured frequency, and was thus only useful as a very rough
estimate of resonator frequency. To obtain a more accurate prediction, a new calibration
had to be made for every new film deposited.

Kinetic inductance accounted for more than half of the total inductance
of the NbN resonators used in this work, according to simulations using CST
microwave suite. We can estimate this by taking the predicted frequency
from the simulations, assuming kinetic inductance is zero, and comparing
with the measured resonator frequencies (typically between 5 and 7.5 GHz).
The required additional inductance that must be added to the simulated
resonator (we assume no correction to capacitance is required) to make the
frequencies match is taken to be the kinetic inductance.

To estimate the impedance of the resonator, the frequency of the resonator
was simulated or measured and the coplanar capacitance of the design was
then estimated using an analytic expression [107]; alternatively a simulation
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package such as Sonnet may be used. This allows us to calculate the total
inductance and hence the impedance of the resonator. Analytic calculations
indicated the first generation thin-ring resonator design had an impedance of
∼320 Ω, which varies slightly between fabrication runs and target frequency.

4.2 Resonator characterisation

A 50 nm thick film of NbN was sputtered onto high resistivity (ρ > 5000 Ω) p-
type float zone 250 µm silicon. Resonators were fabricated using EBL (Raith
150-TWO) and an RIE etch (Oxford Plasma Pro NGP80), immediately
preceeded (<1 min) by a 10 s HF dip for surface preparation, as described
in §3.1. A schematic of the resonator (including dimensions) used for the
measurements in this section, along with the direction of applied field for field
resilience measurements, is shown in Fig.4.3. Initial characterisation was done
in the closed cycle cryostat described in §3.2.1. Only 2 of 8 resonators were
found to work - an unexpectedly poor yield of just 25%. It is believed write
field stitching errors during EBL patterning were to blame for this. However,
the working resonators had high quality factor and good field resilience. The
better performing of the two, designated ‘McBain’, was cooled to 20 mK
in a dilution refrigerator and used for the measurements described in this
chapter. These measurements utilised a VNA measuring S21 transmission
through a copper 3D cavity containing the resonator as shown in the generic
setup diagram 3.5.

The first step of characterisation was to determine Q factor and power
dependence. A plot of the transmission through the cavity as a function of
frequency is shown in Fig.4.3b. The interference of the signal transmitted
directly from input to receive antenna and the signal from the resonator
gives a characteristic asymmetric Fano resonance lineshape, as discussed in
§3.2. By fitting using this function it is then possible to determine centre
frequency and Q factor. We see a plot of Q as a function of applied power in
Fig.4.3c. The Q factor is observed to increase as input power is increased due
to saturation of two-level-systems (TLS) in the substrate. The low-power Q
was found to be approximately 105 at zero field, which is adequate for our
purposes. Interestingly, the low power Q at 1 T was found to be over 2×105—
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Figure 4.3: Characterisation of McBain at 20 mK, reproduced from [108]. (a) Schematic
of the resonator and the applied field during field characterisation. A field B‖ is applied in
the plane of the resonator. A small field B⊥ that is perpendicular to B‖ is rotated such
that the resultant magnitude |Beff| remains constant, but the angle of Beff to the plane of
the resonator α is changed. (b) S21 measurement of the resonator using a VNA, fitted
with a Breit-Wigner-Fano function. c) Fitted Q factor as a function of applied MW power,
measured at zero field (circles) and at 1 T (diamonds). Top axis: power at the cavity
input antenna. Bottom axis: approximate photon number in the resonator, based on the
estimated cavity insertion loss. Orange dashed lines are fits to the loss tangent of the
resonator.

the reason for this will become clear when we analyse Fig.4.4. Orange dashed
lines in Fig.4.3c are fits to the loss tangent of the resonator δ = 1/Qi ≈ 1/Q
(where Qi is the internal quality factor, which in the strongly undercoupled
regime is equal to the total Q) as a function of input power Pi, using the
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model [109]:

δ (Pin, T ) = δTLS,0
tanh (~/ (ωres2kBT ))

(1 + 〈n〉/nc)β
+ δother, (4.1)

where δTLS,0 is the loss tangent for unsaturated TLS in the low temperature
and low power limit, ωres/2π is the resonator resonance frequency, kB is the
Boltzman constant, 〈n〉 is the average number of microwave photons in the
resonator, nc is the critical photon number for saturating the TLS, β is the
rate of saturation of the TLS, and δother is the loss tangent of other power
independent losses such as quasiparticle losses or radiative losses. Fitting
parameters are given in Table 4.2.

At higher powers (above ∼ −120 dBm) the resonator became highly
nonlinear—it no longer behaves as a harmonic oscillator but as a Duffing
oscillator—this is a well known effect and is attributed to nonlinearity arising
from the kinetic inductance of the film [109,110]. The Fano resonance shape
is no longer a good fit in this regime as the underlying resonance lineshape
(with no interference effects) is no longer a simple Lorentzian. The ’sweet
spot’ for measurement is just below this nonlinear regime, where the resonator
has the highest Q factor and strongest signal without showing any nonlinear
behaviour. Here we can still use a simple Fano fit and determine Q factor
and centre frequency easily.

The next step was to test the performance of the resonator in magnetic
field. In Fig.4.4, an input power of −112 dBm was applied at the input
antenna (corresponding to the high power limit) and the centre frequency
and quality factor as a function of in-plane field magnitude was measured.
The resonator showed remarkable field resilience, maintaining a high quality
factor of 105 up to 2.5 T. The frequency follows a parabolic dispersion—this
is expected from the mechanism of changing Cooper-pair density to alter the

B‖ (T) nc β δTLS,0 (×10−4) δother (×10−6)
0 7.80± 12.35 0.47± 0.15 5.29± 2.10 4.12± 2.63
1 5.74± 12.21 0.47 1.58± 1.23 2.57± 0.09

Table 4.2: Fit parameters for the orange dashed curves in Fig.4.3c, using (4.1). The zero
field β fit result was used to fit the 1 T dataset.
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Figure 4.4: In-plane field resilience characterisation, reproduced from [108]. (a) Resonance
frequency of McBain as a function of magnetic field. The resonator down-tunes approxi-
mately quadratically by around 300 MHz from 0 to 2.5 T in-plane field. (b) Loaded quality
factor of the resonator vs magnetic field at -112dBm drive power at the input antenna.
The resonator shows a high Q factor of over 200,000 at low fields and exceptional Q of
8.6× 105 at 1 T. The strong dip at ∼ 225 mT corresponds to the resonance of g ≈ 2 spins.
Q-factor data points at 700-900 mT were omitted as they were deemed to be outliers.

kinetic inductance of the film [111–113].
It is interesting to note that the maximum Q factor is not at zero field,

but rather at approximately 1 T. This is believed to be due to the broad dip
in Q centred at approximately 225 mT, correspsonding to Larmor precession
of spins with g ≈ 2, such as free electrons. These spins are driven by the
resonator and cause severe losses across a wide field range, limiting the Q
even at zero field. This can be attributed to the presence of paramagnetic
dangling bond defects at the Si/SiO2 interface near the surface, known to
have densities of 1012 cm−3 [114–116]. As we move further away from the
wide g ≈ 2 resonance, these losses become less significant and the Q factor
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reaches 8.6× 105 at 1 T. The resonator is shown to be resilient to fields over
2.5 T, beyond which Q dropped abruptly and the resonator became highly
hysteretic both in Q and frequency, indicating that the losses due to vortices
had become the dominant loss mechanism.

In order to check repeatability of these resonators, a second NbN resonator
of similar design and a frequency of ∼ 7.67 GHz was also tested for in-plane
field resilience and found to have much the same properties as McBain, with
a Q factor over 2×105 (at zero field and away from the g ≈ 2 resonance) and
field resilience to at least 1 T (though the resonator was not tested above
1 T), indicating that these devices are reproducible.

4.3 Magnetic tuning using field orientation

The tuning of the resonator at a fixed magnetic field magnitude was then
investigated. The diagram in Fig.4.3a shows how a large magnetic field
can be applied predominantly in-plane such that B‖ >> B⊥ and a weak
tuning field perpendicular to this, B⊥, is rotated through an angle α. This
keeps the magnitude of the total field Beff constant but changes the out of
plane component, tuning the resonator frequency by changing the kinetic
inductance of the film, as described in §2.4.3.

In Fig.4.5 the effect of this tuning method is plotted for |B⊥| = 4, 5, 6 mT,
B‖ = 0 mT and for |B⊥| = 4 mT, B‖ = 1 T. We can see that over 40 MHz
of tuning can be achieved at zero field, and up to 20 MHz at a large in-plane
field of 1 T. The resonator follows a cos(2α) curve closely, with maxima
in frequency corresponding to B⊥ in-plane, and minima for B⊥ completely
out-of-plane. This shows that there is very little hysteresis in the frequency,
so it is possible to repeatably tune to any desired frequency within the tuning
range using α as a tuning parameter. Looking at the Q factor in Fig.4.3b,
we see that the Q factor at α = 0° does not match that of α = 360° for all
curves, the most severe mismatch being for B‖ = 0 mT, |B⊥| = 6 mT (yellow
circles), although the effect is weak in all other curves. This shows that there
is some hysteresis in the Q factor, although this appears to quench after
reaching α = 90°, after which it remains flat and > 105 for the yellow data,
> 2×105 for blue and red, and averages ∼ 4×105 at 1 T. Looking at the 1 T
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Figure 4.5: Resonator frequency (a) and loaded quality factor (b) as a function of the
out-of-plane magnetic field angle α at a temperature of 20 mK and antenna input power of
-120 dBm, reproduced from [108]. The four datasets are rotations with a field magnitude of
4 mT (blue, circle), 5 mT (red, circle), 6 mT (yellow, circle) and B⊥ of 4 mT at B‖ = 1 T
(purple, diamond). Solid lines are fits to a cos(2α) function. The resonator was thermal
cycled in between runs due to hysteresis in the Q factor.

in-plane data (purple, diamonds), mimicking an ESR measurement where a
large field magnitude may be required, we see that the behaviour is almost
identical to the zero-field case (blue, circles). The Q factor is also higher at
1 T as we have seen before, flat across the tuning range, and any hysteresis is
too small to detect. The noise in the measured Q factor is noticeably larger
at 1 T—this is believed to be due to additional magnetic field noise at high
fields causing a slight instability in the resonator’s frequency. This increases
the scatter in the measured Q due to blurring of the resonance frequency
over the duration of measurement. The effect is compounded by the fact
that a higher Q corresponds to narrower linewidth, thus smaller shifts in
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resonance frequency have a larger effect on measured Q.
Although the intention was to tune the resonator slowly before performing

ESR experiments, it is also interesting to consider how fast the resonator
could in principle be tuned to take it on or off resonance with a spin ensemble
during an experiment, for the purposes of decoupling from a spin ensemble
during the storage phase of a quantum memory protocol. With a linewidth
of ∼ 28 kHz, an out-of-plane field of 140 µT is required to tune by one
linewidth. The maximum ramp rate of the magnet in this experiment was
200 mT/min, corresponding to 42 ms tuning time. This is unlikely to be
sufficient for most memory experiments. However, low inductance coils such
as those used in conventional CW ESR [117] can apply fields of ∼ 1 mT at a
frequency of ∼ 100 kHz, which would give a single linewidth tuning time of
just 10 µs. Given that the expected coherence times at a clock transition in
Si:Bi systems are expected to be many milliseconds or even seconds, this is
easily fast enough to operate during a quantum memory protocol.

4.4 Second generation design

The thin ring NbN design was found to be highly field resilient, had a high
Q and was later shown to couple strongly to rare-earth ion spin systems [59].
However, no signal was ever obtained from any NbN resonator on silicon,
despite extensive efforts. The reason for this remains unknown. A resonator
was designed with a lower impedance and smaller mode volume to enhance
Purcell relaxation rates and improve spin sensitivity and coupling, while
maintaining as high a Q and field resilience as possible. The new second
generation design was designated ‘ART’, and was intended for fabrication on
much lower kinetic inductance Nb, at a film thickness of 100 nm to further
reduce kinetic inductance. It was hoped that these improvements would
make it possible to extract a Bi spin signal.

The design features a narrow 1.2 µm inductor wire (close to the minimum
achievable feature size for patterning using conventional photolithography
techniques), doubled back upon itself, and shunted in much the same way
as the first generation ring resonators, with an ovelapping spiral shaped
capacitor. The wider capacitor arms of the ART design are designed to have
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2 µm

600 µm

Figure 4.6: Layout of an ART resonator. A 1.2 µm wide inductor wire doubled back upon
itself with 1.2 µm gap is shunted by the thicker overlapping arms, which form a capacitor.
Right: magnified view of the narrow inductor wire. The inductor effectively forms two
wires with opposing current, causing the magnetic field to cancel out at larger distances.

larger capacitance, while the doubled back inductor is designed such that at
distances much larger than the 1 µm spacing of the wire, the magnetic field
generated by this section cancels out. This should have the effect of shrinking
the mode volume of the resonator, which is preferable for implanted layers
with implantation depths of 1 µm or less.

The second generation resonator designs were sent to the Quantum
sensors group at the University of Cambridge for fabrication. The fabrication
process was similar to that of the first generation: a 100 nm Nb film was
created by sputtering and masked photolithography was used to pattern the
designs. However, the etch process was replaced with a liftoff process, as
described in §3.1. It was decided that this would have better edge definition,
particularly around the narrow inductor wire, and would not have any issues
with etching of the substrate, which can destroy near-surface spins.

Fig.4.7 shows the characterisation of an ART resonator as a function
of in-plane field at 140 mK. Q factor (red triangles) was above 105 at zero
field and decreased to ∼ 4.6× 104 at 360 mT, corresponding to a Purcell T1

(assuming 50 Hz coupling) of 3.5 s. We still see the dip in Q factor at g = 2
(green dashed line), albeit weaker than McBain due to the lower intrinsic Q
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g=
2

Figure 4.7: Frequency (blue dots) and Q factor (red triangles) of an ART resonator made
from Nb as a function of in-plane field. The green dashed line corresponds to the g = 2
resonance.

factor of the resonator. The resonator down-tunes by ∼ 30 MHz at 360 mT
and follows a parabolic dispersion like McBain. Tuneability using out-of-
plane field was found to be much less than the NbN designs—approximately
2 MHz—this was to be expected due to the much smaller kinetic inductance of
pure Nb films. However, impedance was estimated (using analytic estimation
of co-planar capacitance) to be ∼ 80 Ω, and based on the dimensions of
the capacitor and inductor segments, 80% of the inductance was estimated
to come from the inductor wire, hence the ART designs had a much lower
impedance and higher concentration of B1 field in the inductive section, thus
these designs should have a larger average g0 than the first generation. We
will see in Chapters 5 and 6 how these designs performed.



Chapter 5

ESR of Bi:Si using
superconducting resonators

This chapter will detail the first ESR experiments performed in this work on
the Bi:Si spin system using superconducting Nb resonators. We will then
look at the various techniques used to improve the spin signal and reduce
measurement time. Finally, we will look at an additional fabrication step
that was attempted in order to improve the B1 homogeneity across the spin
ensemble.

Having characterised the field tuneability, Q factor and field resilience of
NbN resonators, the next step was to pattern such resonators on a doped
substrate. Two Bi implantations, with a factor of 10 difference in dose, were
performed on two 250 µm float-zone silicon wafers, designated wafers 3 and 4,
at the University of Surrey ion implantation centre. A rendering of an ART
resonator on top of the implanted substrate and the simulated implantation
profile for wafer 4 is shown in Fig.5.1. Implantation energies were chosen to
provide an approximately uniform doping concentration of 1 × 1016 cm−3

and 1× 1017 cm−3 for samples 3 and 4 respectively, between approximately
30 nm and 1 µm in depth.

Resonators of 45 nm thick NbN were patterned directly onto these
substrates. To detect a spin signal, the external magnetic field B0 was swept
across a predicted transition and the resonator was either driven continuously
with a VNA (CW ESR) or with µs pulses at the resonator frequency (pulsed

84



5.1. PULSED ESR 85
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Depth (µm)

Figure 5.1: 3D Rendering of an ART resonator patterned onto an implanted Si substrate,
with the simulated implantation profile of wafer 4. A total of 10 implantation energies
from 50 keV to 4000 keV were used to create the box-like implantation profile. Wafer 3 is
identical in profile but has 10× lower dose.

ESR). In CW, as the field was swept, a sharp drop in resonator Q factor or a
shift in frequency indicating an avoided level crossing would indicate coupling
to spins. CW ESR on these NbN devices was found to be ineffective and
did not yield any indication of an avoided level crossing from spin-resonator
hybridisation, so pulsed ESR was used for spin detection instead, being a
more sensitive technique.

5.1 Pulsed ESR

In order to detect a spin transition using pulsed ESR, the B0 field is swept
across a predicted transition and a two-pulse Hahn echo sequence, as described
in §2.2, is performed at the resonator frequency. If spins are present and
coupling to the resonator, we should detect a spin echo after the pulse
sequence at the field where the spin transition frequency matches the resonator
frequency.

A key consideration for resonator based pulsed ESR over wide field
ranges is that, as we have seen in §4, the resonator tunes down in frequency
as we ramp the field, meaning that we must continually change our pulse
frequency to match it in order to ensure the resonator absorbs the pulses.
In CW ESR this is not an issue, as the drive frequency is rapidly swept
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across the resonance anyway. In pulsed, we must choose a frequency for
each measurement. A potential solution is to simply perform a 2-D sweep
every time we want to change the field, in much the same way as CW, but
in pulsed measurements such sweeps require huge amounts of data points
and lead to impractically long measurement times. The alternative is to
predict where the resonator will shift by taking a VNA field sweep over the
relevant range and measuring the frequency of the resonator as a function of
field. The data from this may be fitted with a quadratic function and the
curve parameters used to accurately predict the resonator frequency, both
for simulation purposes and for pulsed ESR field sweeps. Alternatively, if
a remotely controlled microwave switch can be included in the setup, the
VNA can be used to re-measure the frequency of the resonator prior to the
pulsed measurement at each field point. Both methods worked adequately
and all pulsed ESR fieldsweep measurements in this work used one of these
two methods.

All initial attempts at retrieving a spin signal using an NbN resonator on
Bi doped Si, using a two-pulse Hahn echo pulse sequence, failed for unknown
reasons. The reason for this remains an open question and there is still
little indication as to why these experiments failed. However, a renewed
attempt was made using Nb resonators, in the hope that the reduced kinetic
inductance of Nb compared to NbN might improve spin coupling enough to
see a signal.

50 nm thick Nb resonators were patterned onto the doped substrates
using EBL. The most promising device on substrate 4 at 7.197 GHz was
used for pulsed ESR tests. An echo was indeed detected using this resonator
(designated ‘McGarnagle’), and is shown in Fig.5.2. T1 was estimated from
minimum shot repetition time required to see a signal to be on the order of
1 s.

Due to the low Q factor and weak signal, measurements were prohibitively
slow, as shot rep time cannot be decreased below T1 and many averages are
required to see a clear signal. A single echo, as shown in 5.2, could take over
1 hr of measurement, and even a rudimentary T2 measurement would take
on the order of 10 hrs. More detailed or advanced measurements would at
this rate, take an impractical amount of time to perform - for example, the
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Figure 5.2: Example spin echo from McGarnagle. 500 averages at a shot repetition time of
10 s were required to observe this signal.

measurement in Fig.6.10 would take over 1 year. Therefore, it was imperative
to improve the signal and bring measurement times down drastically.

5.2 Improving pulsed ESR sensitivity

Measurement time in these experiments depends on the number of shots (in-
dividual measurements) per data point, Nshots, and the minimum achievable
shot repetition time, which is dictated by the spin relaxation time, T1:

Tmeas ∝ T1 ×Nshots (5.1)

Without active spin reset, the Purcell rate, given in Eq.2.27, determines T1

in these systems. For weak signals, many shots are applied until the desired
SNR is achieved—the number required is Nshots. To recap, SNR is defined
as the square of the ratio of the signal to the noise level in volts. In reality
the signal is measured in volts; we take the square of this voltage such that
the SNR is the ratio of signal power to noise power—this makes calculations
of averaging and measurement times more straightforward. Defined in this
way, the SNR increases linearly with number of shots, hence Nshots ∝ 1/SNR
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and thus an SNR improvement of 2× gives a corresponding measurement
time reduction of 2× (assuming the measurement is repeated many times
and averaged). In a simplified picture we can break the SNR down into the
number of photons extracted per shot n, the losses between the sample and
the first amplifer R and the noise factor F of the detection chain (defined as
the ratio of input SNR to output SNR):

SNR ∝ n

F ×R
(5.2)

While the losses R due to components between the sample and the first
amplifier are essentially fixed, we can separate out the contribution due to
the losses between sample and receive antenna, as this is something we can
tune. We can then write out an expanded expression for the measurement
time to include noise factor F , number of signal photons extracted per shot
n, fixed insertion losses Rfixed and antenna insertion loss Rantenna:

Tmeas ∝ T1
F ×Rfixed ×Rantenna

n
(5.3)

We assume that the first amplifier in the detection chain boosts the input
noise level significantly above the noise entering the next amplifier in the
chain, such that the noise factor of the detection chain is effectively set
entirely by the first amplifier, and that only the attenuation before the first
amplifier affects SNR. Provided the JPA has an amplification of ∼ 20 dB,
thus boosting the minimum 150 mK noise (corresponding to zero-point
fluctuations at 7 GHz) well above 4 K, this assumption should be valid.
When we use only a HEMT we must boost the ∼ 4 K noise level well above
290 K, corresponding to another ∼ 30 dB. Both the JPA and the HEMT
were capable of achieving this gain so this is a good assumption. Here we
have also assumed that the noise at each stage above the mixing chamber
is thermalised to the temperature of that stage, i.e. the noise entering the
HEMT corresponds to ∼ 4 K and noise at room temperature is ∼ 290 K. This
is not strictly true if the attenuation from components at these temperatures
is very low, so this is a simplification, but it does not affect our approach
to improving SNR in any case. Our approach is to reduce R and F and
maximise n. In practice, the attenuation of the setup shown in Fig.3.9 cannot
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easily be adjusted, but by utilising a JPA and optimising as discussed in
§3.3, we can obtain up to 30× increase in SNR. The HEMT has a noise
temperature of ∼ 4 K, corresponding to a noise figure (this is just the noise
factor expressed in dB) of 14 dB for a signal starting with 150 mK noise.
The JPA, assuming it adds half a photon of noise at 7 GHz (it is possible to
amplify only a single quadrature with zero added noise [118], but we typically
wish to measure both quadratures), has a noise figure of ∼ 3 dB. However
if we include the noise level added by thermalisation at 4 K this puts the
effective noise figure of the HEMT plus 4 K components at 17 dB. When
comparing the performace of the JPA to the HEMT, line E in Fig.3.9 was
used for both measurements and the JPA turned off such that it reflected all
signals to test HEMT-only SNR, hence the signal undergoes an additional
4 dB of attenuation due to circulator insertion losses (∼2 dB each time
the signal passes through) compared to the JPA, and the resulting effective
noise figure, multiplied by this additional attenuation, gives a total of 21 dB,
yielding a theoretical JPA signal improvement of ∼ 18 dB or ∼ 60×. In
practice, we saw only 30× improvement in SNR—the difference may be due
to a lower physical temperature of the 4 K stage, lower noise temperature of
the HEMT (this depends on the physical temperature of the HEMT and its
power supply) or the JPA may not have been perfectly optimised. It is also
worth bearing in mind that if we were to use line A in Fig.3.9 for HEMT-only
measurements, there would be only 2 dB of circulator insertion loss before
the first amplifier, hence our theoretical best improvement would be 16 dB or
40×. Our measured JPA enhancement can be rescaled accordingly, putting
the estimated improvement obtained at 20×.

The JPA was not available until the very end stages of these experiments.
Other methods were therefore explored to decrease measurement time. Four
key options were investigated: Optimising the antenna lengths (reducing
Rantenna and increasing n), narrow MW frequency bandpass filtering at
the spectrometer before mixing down (effectively a correction to F ), pulse
schemes that permitted multiple averages per shot (increasing n) and active
spin reset using an LED (reducing T1). It is worth noting that once SNR
is sufficient to perform single-shot measurements, further increasing SNR,
while always desirable, does not offer any measurement time improvement,
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and only reducing T1 can improve this.

5.2.1 Antenna length

The antennae in the copper 3D cavity housing the samples are responsible for
coupling MW pulses into the resonator and extracting the resulting signal.
In general, the optimum configuration should have as close to 100% of signal
going into the receive antenna as possible. This means we should ensure the
coupling to the receive antenna is much stronger than to the input antenna,
and indeed stronger than all other loss mechanisms, such that the Q factor
of the resonator is coupling limited. The large field dependent reduction in
Q factor and subsequent recovery at high fields that we see in Fig.4.4 would
suggest that it is in fact spin impurities that cause the dominant loss in this
system and not the antenna. Therefore the majority of signal is being lost
within the substrate. In addition to this, measurements of Bi spin linewidths,
which we will explore thoroughly in §6, indicated that most of the transitions
were 2 MHz or more in width. The resonators are typically between 20 and
200 kHz broad, thus omitting the majority of spins. Broadening the resonator
would therefore also increase the number of spins it is able to couple to, thus
further increasing signal.

The input antenna was shortened to extend only 1 mm into the copper
cavity to reduce signal losses back into the input antenna, while the receive
antenna was extended as shown in Fig.5.3a to greatly increase the coupling
strength. After extending the antenna, the resonator Q factor was observed
to decrease from approximately 300,000 to less than 70,000. In Fig.5.3b we
can see the ∼ 30× increase in echo signal as a direct result of increasing the
antenna length. The method was therefore extremely successful at boosting
signal.

The reason for this increase is likely due to a combination of antenna
coupling and bandwidth effects. In the limit of γ � κ, where γ is the spin
linewidth and κ is the resonator linewidth, a greater proportion of the spin
ensemble couples to the resonator when κ is increased from an intrinsic
linewidth of κ0, giving us an increase in spin number and a resulting signal
proportionality that can be written approximately as:
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Figure 5.3: (a) Schematic of the antenna configuration. An extension was soldered on to
the existing receive antenna (shown in blue) and the existing input antenna was clipped
by approximately 2 mm. (b) Comparison of echo signals at the same transition using the
same resonator with and without the extended antenna. The signal increase from the
extended antenna was ∼ 30×.

Sκ ∝
κ

κ0
(5.4)

This has the effect of increasing the number of photons emitted during
an echo, increasing n in Eq.5.3. Given that the spin linewidth near the
clock transition was later measured to be around 2.5 MHz (see Fig.6.3), the
resonator in both antenna configurations is only coupling to a small fraction
of the available spins. The resonator bandwidth increased from 22 kHz to
100 kHz when the antenna was lengthened, corresponding to more than 4×
expected increase in signal from increasing the number of coupled spins.

The effects of increasing the proportion of signal coupling into the receive
antenna can be lumped into a single impedance matching term—maximal
transfer of power between the resonator and antenna is achieved when they
are correctly impedance matched (a full discussion of the origin of this term
is given in [119]):

SZ ∝ 2
√
κ0
κ

(1− κ0
κ

) (5.5)

This accounts for the antenna insertion losses and is maximised when the
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resonator is critically coupled to the antenna—in this case κ = 2κ0 and the
term is equal to one. When the resonator is infinitely over- or under-coupled,
the term goes to zero.

Using these terms, we can approximate how the measured signal should
scale with κ:

S ∝ Sκ × SZ ∝
κ

κ0
× 2

√
κ0
κ

(1− κ0
κ

) (5.6)
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Figure 5.4: Plot of the expected change in signal as a function of κ due to resonator
impedance matching and bandwidth. The impedance matching term 2

√
κ0
κ

(1− κ0
κ

) is
maximised when κ = 2κ0. The linear bandwidth term κ

κ0
is only valid as long as κ� γ.

However, the linear increase in spin signal obtained as a result of increasing
resonator bandwidth compensates this as κ becomes much larger than κ0.

The expected change in signal as a function of κ due to the terms in
Eq.5.6 is plotted in Fig.5.4. The biggest signal gains are where the gradient
is largest, i.e. when κ ≈ κ0. While the equation predicts that signal improves
infinitely with increasing κ, eventually our assumption that κ � γ is no
longer true. The largest spin signal is therefore obtained when κ ≈ γ. Using
the signal improvement of ∼ 30× and assuming that the intrinsic linewidth
was approximately equal to the linewidth measured in the short antenna
configuration, κ0 ≈ 22 kHz, we can estimate the coupling to the short receive
antenna—this method puts the coupling at ∼ 100 Hz. In theory, we stand to
gain approximately 5× additional signal by increasing the antenna coupling
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further, although this would reduce the Purcell relaxation rate accordingly.

5.2.2 Filtering

Low pass filtering was employed at the input to the digitizer using a DC-
2 MHz filter on each channel. Additional DC-170 kHz software filtering was
used to further reduce high frequency noise. This was found to be essential
in order to see any signal at all. However, filtering at the high frequency side,
before the signal enters the IQ mixer, was also explored. Here it is possible
to apply bandpass filtering around the resonator frequency and investigate
how it affects the SNR.

In this experiment, it was not essential to use a real spin echo signal to
determine how the filters affect SNR. In exactly the same way as described
in §3.3, a weak pulse was sent down the input line as a ‘dummy echo’ to
permit faster and more consistent measurement of SNR. Here we have taken
the gradient m of the linear fit to SNR as a measure of the average SNR per
point.

Three types of bandpass filter and one high-pass filter, purchased from
MiniCircuits, were trialled on the 7.07 GHz resonator: VBF-7200+ 7.1-
7.3 GHz, VBF-7331+ 6.85-7.85 GHz, VBFZ-6260-S+ 5.6-7 GHz and VHF-
3500+ 3.9-9.8 GHz (a high-pass filter). The test frequency was chosen to
be on resonance with the 7.07GHz resonator. In principle, the DC-2 MHz
filtering applied after mixing should negate the effect of any bandpass filtering
with a bandwidth of more than 2 MHz applied to the high frequency side.
However, in Fig.5.5a we see significant improvement in SNR as we narrow
the pass band around the signal frequency - the best setup shows over 2.5×
the SNR of the unfiltered case, hence a reduction in measurement time by
2.5×. The trend we see here, however, suggests further reduction of the
filtering bandwidth would yield limited improvement - the narrowest band
filter is only marginally better than the two wider bandpass filters. Another
interesting feature is that the SNR appears to be similar regardless of whether
the filter is attached to the RF, LO or both ports of the IQ mixer. This
behaviour is consistent with additional harmonics (at different frequencies
to the measurement frequency) present in the LO mixing with noise in the



5.2. IMPROVING PULSED ESR SENSITIVITY 94

2 4 6 8
Frequency (GHz)

60

50

40

30

20

10

0
S2

1 
(d

B)

VHF-3500+
 VBFZ-6260-S+
VBF-7331+
VBF-7200+
Measurement frequency

(a)

0 2 4 6 8 10 12 14 16 18 20
Shot

0

20

40

60

80

100

120

140

160

C
um

ul
at

iv
e 

av
er

ag
e 

SN
R

no filter, m = 3.2
VHF-3500+, RF only, m = 5.4
VBFZ-6260-S+, m = 7.8
VBF-7331+, m = 7.2
VBF-7200+, m = 8.1
VBF-7331+, RF only, m = 7.2
VBF-7331+, LO only, m = 7.7

(b)

Figure 5.5: (a) Transmission through the filters. The measurement frequency (purple
dashed line) lies within the passband for all filters. (b) SNR as we take successive repeat
measurements and average, plotted for different filters on the RF, LO or both ports. Only
a single VHF-3500+ filter was available, hence it was only tested on the RF port. The
VBF-7331+ was tested individually on LO and RF and both. The gradient m of the linear
fits gives the average SNR per shot.

RF—this would result in noise that cannot be removed after mixing by
low-pass filtering. In this model, removing either the LO harmonics or the
noise itself on the RF port (via bandpass filtering) would remove most of
the noise, while filtering both would offer little additional benefit. This is
precisely what we observe. The additional harmonics present on the LO may
come from the frequency doubler used to double the LO output from the
microwave source, additional signals that have leaked into the LO pathway
or the Rohde and Schwarz SGS100A source itself.

The filters used are comparatively cheap and readily available, hence it
is an extremely simple and cost-effective way of boosting SNR. Tuneable
bandpass filters, such as YIG filters, would be a convenient way of simulta-
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neously achieving a wide frequency range and narrower bandwidth, but were
not available during these tests.

5.2.3 Active spin reset

The primary relaxation mechanism for many spin systems such as bismuth
or phosphorus dopants in silicon, is via the absorption of thermal phonons,
and is thus highly temperature dependent [1]. Going down to millikelvin
temperatures, we expect the relaxation time to exceed 1000 s [96], which
would make measurement of weak signals, which may require many hundreds
of averages, take an extremely long time. The Purcell effect, as discussed
in §2.4.4 should provide an alternative mechanism of relaxation, but may
still be on the order of many seconds. An option that was attempted was
active optical spin-reset. Application of light with a wavelength that is larger
than the low temperature silicon bandgap of 1056nm [120] excites electrons
into the conduction band which stimulate relaxation of the donor electron
spins as they fall back to the valence band, on a timescale that is typically
much faster than phonon-based relaxation at these temperatures. This is
achieved, in principle, by directly illuminating the sample with an LED or
laser with a wavelength slightly above the silicon bandgap [121]. An LED
was included in one of the copper cavities simply by drilling through the
cavity wall near the sample and positioning the LED over the hole. The
LED was wired to the fridge DC wire loom and set up with a delay generator
which created a square pulse at a voltage slightly higher than the minimum
driving voltage. The AWG from the spectrometer was used to trigger the
delay generator immediately after each echo detection window as shown in
Fig.5.6a, thus ensuring no light was being emitted during the measurement,
and a minimum heat load was dissipated.

The LED was found to cause rapid deterioration of the resonator Q factor
and prominence. In Fig.5.6b a short pulse of 5 µs was applied to the LED at
slightly above its minimum driving voltage (3.4 V at the delay generator),
and the Q factor of the resonator noted as a function of VNA drive power.
Without having applied any LED pulses, we see that the Q factor increases
as expected from low to high drive power as we saturate lossy two-level
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Figure 5.6: (a) Schematic of the LED pulse reset scheme. A short pulse of infrared light
was applied after the Hahn echo. Pulses were used (as opposed to CW illumination) to
avoid introducing noise during the measurement and to control the heating caused by the
LED. However, no decrease of relaxation time T1 was detected using this technique. This
led to an investigation of how the pulses affect the resonator itself. (b) Resonator Q factor
as a function of drive power at the input antenna, after different numbers of LED pulses.
The Q factor at low powers dips considerably after illumination, becoming progressively
worse as more pulses are applied. A thermal cycle to 22 K, past the superconducting phase
transition at 9 K for bulk Nb, did not restore the original Q factor behaviour, indicating
that this was not a superconductor-related effect.

systems. We then perform the same experiment after applying a single pulse,
hundreds of pulses, tens of thousands of pulses and finally after a 22 K
thermal cycle. We see a decrease in Q factor, becoming particularly severe
at low drive powers. Crucially, the 22 K thermal cycle did not revive the Q
factor, suggesting that this must be a substrate effect, and not a consequence
of magnetic vortices in the superconductor. No significant reduction in T1 was
detected using this scheme; the echo signal was found to deteriorate as more
illumination was applied. The signal deterioration was most likely linked to
the deterioration of the resonator Q factor, while the lack of any reduction in
T1 may be due to insufficient illumination - this is limited by the resonator.
Similar experiments performed by collaborators at CEA Saclay showed a
slight decrease in T1 as a result of constant weak LED illumination, albeit
with an accompanying increase in noise on the echo signal. The experiments
performed at UCL were set up to detect a large decrease in T1 and would
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not have been sensitive to the changes detected at Saclay. The conclusion
from both experiments was that the active reset scheme in its current form
was ineffective for the purposes of decreasing measurement time, and that
additional experiments would be required to properly understand the effect
of the LED on the resonator and spin ensemble at millikelvin.

5.2.4 CPMG averaging

A technique for improving measurement time, shown in Fig.5.7a, was em-
ployed for Hahn echo detection for these measurements. After the Hahn echo
has been measured, it is in fact possible to refocus the spin system again to
form another echo, provided the coherence time and T1 time is sufficiently
long. This is because only a small fraction of the energy stored in the spins is
emitted during a Hahn echo. This is known in the NMR and ESR community
as Carr-Purcell-Meiboom-Gibbs (CPMG) dynamical decoupling [122,123],
and was originally developed for the purposes of decoupling a spin ensemble
from environmental noise. It was later shown by Mentink-Vigier et al. that
such pulse sequences could also be used for the purposes of averaging to
improve ESR sensitivity [124].

We can see in Fig.5.7b the effect of the pulse sequence. In the case
of 1 π-pulse we have a simple Hahn echo with no additional refocusing or
averaging. For more pulses, we can see the echo noise level decrease. With 10
pulses (N=9) the absolute signal level is also higher - this is due to the fact
that additional spins contribute to this signal via the formation of 3-pulse
stimulated echoes, and due to additional 2-pulse echoes forming from the
intial π/2-pulse and the subsequent refocusing pulses. However, in the case
100 and 1000 π-pulses we see the signal decrease again; this is due to the fact
that the echoes exhibit weak T1 decay on the timescale of many milliseconds.
In addition, we expect there to be a limit to the amount of energy that can
be extracted from the spin ensemble, which may also contribute to the slight
decay in signal as we extract 1000s of echoes. Thus, in these experiments
we typically extract 100 echoes or more from a single measurement, and
perform averaging on these to greatly reduce measurement time. This has
the effect of increasing the number of photons extracted per shot n, which
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Figure 5.7: (a) Schematic of the CPMG averaging scheme used extensively in this work.
After the initial excitation and refocusing pulses, spaced by time τ , a train of N refocusing
pulses is applied after the first echo with spacing 2τ , generating a train of echoes. These
are all acquired in a single shot and averaged. (b) Comparison of single shot echo traces
averaged with 1, 10, 100 and 1000 π-pulses, with τ = 80µs. (c) Increase in SNR as the
number of refocusing pulses is increased.

should be proportional to the number of echoes extracted. In Fig.5.7c we
can see that the SNR increases linearly with the number of refocusing pulses
as we would expect. However, in the case of 1000 pulses we do not see a
tenfold increase in SNR over 100 pulses as per the trend. This is due to
the fact that the reduction in noise is beginning to be offset by the decrease
in signal level. Eventually adding more CPMG pulses will be detrimental
to the SNR, limiting the maximum improvement we can acheive with this
technique. However, in this case we have over 3000× increase in SNR for a
single shot, meaning the technique is incredibly effective.

The CPMG averaging method is, however, not applicable to coherence
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time measurements. A key issue is the presence of stimulated echoes, as
mentioned in §2.2. The key to the efficiency of the CPMG method here is that
spins that are not rotated by π during what is intended to be a π rotation
can still form a stimulated echo which will coincide with the refocused echoes
and contribute to the signal. Thus the wide variation in Rabi frequencies
that arises from using these resonators in conjunction with an implanted
layer, as shown in Fig.5.1, is less critical. However the stimulated echoes
do not undergo the same duration of decoherence in the xy plane as the
refocused echoes, and thus we cannot use the resulting composite echo signal
to determine T2. The position of the pulses may be adjusted to ensure that
the stimulated echoes form at a different point in time, leaving only refocused
echoes, but it was discovered that changing the pulse spacing greatly reduced
the signal obtained, so the method was ineffective. An additional pulse
sequence was developed to leverage the benefits of multiple echo acquisition
while ensuring that all signal originated from spins that had undergone the
same degree of T2 decay, utilising stimulated echoes. This is described in §A.1.
Further study into the origin of the signal improvement and the contribution
of stimulated vs refocused echoes is required in order to fully understand
and optimise sequences that acquire multiple echoes such as these.

5.3 Mesa resonators

In order to overcome the inability of the existing superconducting resonators
to generate a uniform π-pulse across the entire spin ensemble, a mesa fabri-
cation process was used, as outlined in §3.1. This process results in a sample
where spins are only present in a narrow raised region (the mesa) in between
the two inductive wires of an ART resonator. Due to the fact that the
ART design naturally generates a region of uniform B1 between the wires,
this should in principle result in a greatly improved π-pulse fidelity, which
would be extremely useful not only for the purposes of manipulating spins
for quantum memories and quantum information processing, but also as a
proof of principle of a method that could be extended for general purpose
ESR measurements using a superconducting resonator.

Using a single energy implant of 200 keV, the concentration of donors falls
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Figure 5.8: (a) Schematic of the mesa device, showing the region of constructive interference
of B1 where the spins are situated. (b) Single energy implantation profle used for this device.
The narrow implantation profile makes it possible to etch away the first 250 nm in most
areas to leave an implanted mesa. This profile was simulated on SRIM (and subsequently
implanted) with a fluence of 3.9× 1011cm−2 and a 7° angle of incidence. (c) Micrograph of
a mesa before resonator fabrication. (d) Histogram of counts of spins experiencing a given
B1 field for different mesa widths. Inset: Relative standard deviation (RSD) of counts as a
function of mesa width. Lower RSD indicates better π-pulse homogeneity.

off sharply at a depth of 200 nm, as shown in Fig.5.8b. We can use this depth
profile and the simulated B1 field of the resonator to predict the distribution
of B1 of the spins in the ensemble, weighted by their contribution to the
total signal, which is an indication of π-pulse fidelity. This is plotted in
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Fig.5.8d for different mesa widths. The gap between the resonator inductor
wires sets the maximum width of 1000 nm. A sharply peaked histogram
indicates that most of the spin signal is coming from spins with a narrow
range of B1, which means good π-pulse homogeneity. The inset shows the
relative standard deviation (RSD) of each histogram, which is a measure of
pulse homogeneity. A mesa with a width of 200 nm would have less than
∼ ±2.5% RSD in B1 across the spin ensemble. A key drawback of using a
mesa, other than increased fabrication complexity, is the fact that a large
fraction of the spins are removed. As a result, signal and ensemble coupling
is reduced. However, given that the ART design has a well confined B1

field that is strongest in between the wires, the filling factor was predicted
to be around 30% of the un-etched case for the 1 µm mesa, albeit with
a significantly larger variation in B1 than the 200 nm case. Therefore, a
trade-off between maintaining filling factor and reducing B1 inhomogeneity
across the mesa must be struck. The total area under the histogram indicates
the total signal—the 1000 nm case has approximately 6× larger area than
the 200 nm case, so signal and ensemble coupling strength is accordingly
stronger. Composite pulses, which break up a single θ-pulse into several
separate pulses designed to compensate small inhomogeneities in B1, such as
the ‘BB1’ sequence, have been shown to compensate a ±10% variation in B1

to achieve a π−pulse homogeneity to within ±1% [125]. An RSD of ±10%,
corresponding to a mesa width of ∼ 750 nm, would therefore be sufficiently
low to be correctable with composite pulses to achieve rotations with less
than ±1% π−pulse inhomogeneity.

Unfortunately, initial measurements indicated that the mesa resonators
were highly unstable in frequency, to the point that they could not be used
for pulsed ESR at all, and even after the frequency jitter was resolved in a
new fabrication batch, no ESR signal from mesa devices was detected. It is
suspected that some part of the fabrication process was causing surface spins
to either become ionised due to introduction of additional surface states at a
dirty interface, or that the coherence time was being severely reduced due
to additional charge noise at the surface. However the cause has not been
confirmed and working mesa devices have not yet been observed.
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5.4 Summary

As discussed in §5.2.1, spin signal could be greatly enhanced simply by
extending the receive antenna - estimated signal improvement was 30× (and
was up to 180× for the weakly coupled 6.76 GHz resonator). Additional
filtering (see §5.2.2) offered an additional speed up of around 2.5×, and use of
more advanced pulse sequences, particularly the CPMG detection sequence
in §5.2.4 could offer further significant improvement - again, around 1000×
in measurement time, albeit only for specific types of measurement, as the
signal obtained from this sequence incorporates spin echoes from numerous
sources which have undergone different amounts of T1 and T2 decay. Finally,
towards the end of this work, a JPA became available for use, and offered a
typical reduction in measurement time of 20× (when corrected for circulator
insertion losses). The cumulative effect of these improvements is summarised
in Fig.5.9.

10
00
x

30x

2.5x

20x

Figure 5.9: Summary of the cumulative SNR improvement as more sensitivity enhancement
techniques are introduced. Ultimately the SNR was improved by a factor of over 106. The
total SNR improvement was inferred from individual measurement of each technique; these
should be independent of one another.

Other methods to enhance SNR were explored, including novel pulse
sequences and optical spin reset to reduce the T1 relaxation time. However,
their effectiveness was limited and they require further optimisation.
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Having improved the spin signal issue to the extent that useful measure-
ments could be made, the other main issue to address with this system was
the inhomogeneity of the B1 generated by the resonator. A mesa scheme, as
outlined in §5.3, was devised to overcome this. Simulations indicated that
a homogeneity of ±10% or more could be achieved with a mesa width of
750 nm, sufficient for use of composite pulses to correct the error to less than
1%. However, the initial test samples had issues with unstable resonators and
low quality factor, and a signal from a mesa resonator was never detected. It
is believed that fabrication issues were to blame, and the project to develop
a working mesa system is ongoing.



Chapter 6

ESR Linewidths and
decoherence of Bi:Si

In the previous chapter we summarised the initial detection of pulsed ESR
signal from Bi:Si donors and the subsequent development of measurement
techniques to greatly improve measurement speed. These included some
unsuccessful or partially successful attempts to develop new pulse sequences
for T2 measurements, speed up spin reset time and improve π-pulse homo-
geneity. This chapter will outline the experiments performed to investigate
the properties of the Bi:Si spins coupled to superconducting resonators using
many of the techniques described in the previous chapter.

In order to operate as a quantum memory, depending on the proposed
scheme, the system must have a cooperativity of 1 [82] or be fully in the
strong coupling regime [52]. This depends on the ensemble coupling strength
g0, the resonator linewidth κ and the spin linewidth γ. A quantum memory
must also have the ability to perform high-fidelity rotations of the spin
ensemble around the Bloch sphere, to facilitate operation of an efficient
memory protocol, and a coherence time much longer than superconducting
qubits (�100 µs) to make the memory useful.

As shown in Chapter 4, the resonators can reliably achieve loaded Q
factors of 105 or higher, and the coupling Q can be controlled, as shown in
Fig.5.3a, by changing the length of the antennae to reduce the overall Q
factor as required. Most resonators had a linewidth on the order of 100 kHz

104
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or lower. Typically, the linewidth of Bi:Si spin ensembles is far greater than
this, at ∼ 20 MHz in natural silicon at X-band, going down to a minimum
of ∼ 200 kHz in isotopically purified 28Si [2, 70, 126] at a clock transition.
The spin linewidth is therefore a limiting factor in this system, and must be
reduced as much as possible if we are to reach the strong coupling regime.

In this section we will first explore the strength of the spin-resonator
ensemble coupling g

√
N and how it could be increased. We will also inves-

tigate whether a superconducting resonator could be capable of uniformly
manipulating a spin ensemble, and finally look at the coherence time of
the spins near a clock transition in this system. We will also look at other
interesting points in the spectrum of transitions that were accessible with
the resonators, such as a point close to the hyperfine clock transition, where
∂f/∂A ≈ 0. The work in this chapter was performed in close collaboration
with Dr. Oscar Kennedy, who made significant contributions in particular
to the data analysis and simulations. Dr. Mantas Šimėnas performed all
measurements involving 3D resonators.

6.1 Linewidths

A series of Nb ART resonators were fabricated onto two chips of Si implanted
with 1017 cm−3 Bi, designated ‘Mendoza’ and ‘Chocobot’. Their frequencies
are plotted in Fig.6.1 as grey dashed lines, overlaid onto the Bi transition
spectrum. A total of 10 working resonators were measured: Mendoza had 4
resonators each targeting a different Sx clock transition; the Chocobot chip
had 6 resonators targeting the 6.76 GHz Sz transition. In addition to these,
measurements could also be performed using a 3D sapphire resonator at
9.334 GHz or at 7.04 GHz in a copper 3D resonator (green dashed lines)
mounted in a Bruker ESR probe. This provided a wide range of frequencies
to probe the implanted Bi:Si spin system.

Initial CW field sweeps measuring the resonator transmission with a
VNA showed the onset of avoided crossings as the resonator crossed various
spin lines, indicating that the system was in the high cooperativity regime.
Fig.6.2a shows a heatmap of a CW sweep measuring the 7.07 GHz resonator.
Numerous avoided crossings are visible - these match up well with predicted
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Figure 6.1: Simulated Bi ESR Sx transitions (blue), Sz transitions (red), measured super-
conducting resonator frequencies (grey dashed lines) and measured 9.33 GHz sapphire and
7.04 GHz copper 3D resonators (green dashed lines). Some superconducting resonators
came very close to their target clock transitions at 5.22 GHz, 7.037 GHz and one Chocobot
resonator could precisely hit the 6.76 GHz clock transition.

Sx and Sz transitions (marked by white and green arrows respectively). The
target Sx transition is marked by a gold arrow. The resonator frequency
was slightly higher than the 7.033 GHz target, hence it crosses the target
transition at a lower field than the intended ∂f/∂B = 0 point, at ∼51 mT
with ∂f/∂B = −0.114 γe. In Fig.6.2b we fit the frequency shift of the
resonator using the model described in §2.4.1. From this fit we see that the
ensemble coupling strength gens is only 117 kHz while the spin linewidth
γ is over 1.5 MHz. The resonator linewidth κ was approximately 45 kHz.
Therefore, κ and gens are approximately the same, and the spins falling
outside the resonator linewidth do not contribute to the signal. However,
the condition for strong coupling is gens � κ, and vacuum Rabi splitting
should be visible, but was not. The cooperativity, C = g2N/(2κγ), where all
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linewidths are defined as HWHM, was 0.187, still below the required value
to operate a quantum memory in the absence of strong coupling.
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Figure 6.2: (a) Heatmap of S21 through the cavity as magnetic field is swept. The bright
orange region is the peak in transmission corresponding to the resonator. The onsets of
avoided crossings due to Sx, Sz and the targeted Sx transitions (marked by white, green
and gold arrows respectively) are visible. (b) Frequency shift of resonator (green) and
half-width of the resonator (purple) as a function of magnetic field for the target transition
denoted by the gold arrow with ∂f/∂B = −0.114γe occurring at ∼51 mT. The transition
frequency was 7.07 GHz and measurement temperature 140 mK.

We expect that in these substrates, line broadening arising from the 29Si
nuclei, which constitute 5% of the nuclei in the natural Si substrate, should
also play a significant role. The mechanism of ESR line broadening is due to
the variation in the local magnetic field of a Bi donor electron when close to
one or more 29Si nuclei, resulting in a shift in frequency and giving rise to the
wider linewidths seen in natural silicon as opposed to isotopically purified
28Si. Therefore, we expect that at a clock transition, when ∂f/∂B=0, local
variations in magnetic field should have a greatly reduced effect.

Employing the CPMG technique shown in 5.7a, a wide variety of transition
linewidths were measured and fitted in order to discern any trend as we
change ∂f/∂B or ∂f/∂A. In Fig.6.3a we use the known mass-shift of the
hyperfine coupling of the donors depending on the total mass of each donor’s
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four nearest neighbours [127] to fit the lineshape. This mass-shift is due
to the distortion of the wavefunction of the donor, which depends on the
masses of the nearest neighbour nuclei; different configurations result in
slightly different values of the hyperfine interaction constant A (A similar
effect has also been observed in Si:B [128]). We consider the case of the
donor with nearest neighbour nuclei of only 28Si, a single 29Si and three
28Si nuclei or a single 30Si and three 28Si nuclei (or equivalently, two 29Si
and two 28Si nuclei) in the model. These configurations result in three
possible nearest neighbour total mass shifts, ∆MNN = 0, 1, 2 u, where
∆MNN = 0 u corresponds to the most common configuration of four 28Si
nearest neighbours. From simulations, we know that ∂f/∂A ≈ 5 to within a
few % for most of the transitions considered in this work (with the exception
of the hyperfine clock transition). We can then use this figure and the mass
shifts of A measured in [127] to determine that each configuration should
have a frequency shift of 1.7 MHz/∆MNN. The relative amplitudes of the
three peaks are derived from a trinomial distribution which determines the
probability of each configuration, based on the natural abundance of 28Si,
29Si and 30Si.

The width of these Gaussians is expected to be independent of the
nearest neighbour isotopes so it is fixed to be the same for all three. The
two free parameters we are left with are the width of the Gaussians, and
the calibration of the applied magnetic field, which determines the centre of
the line. The transition shown in Fig.6.3a is an Sz transition at ∼ 77 mT
and ∼ 6.806 GHz measured with a chocobot resonator. Therefore there is
only one transition and thus three Gaussian peaks (orange dashed curves),
separated by 1.7 MHz according to the expected mass shift effect (∆MNN

shown on the top axis) which sum to give the final fit (blue solid curve). On
Sx transitions we must include both of the two nearly-degenerate transitions
and rescale according to the simulated transition matrix element of the
two transitions, hence there are in fact six Gaussian peaks that constitute
the final fitted line, but still only two fit parameters. The result of this
fitting routine (in both cases) is a fit that is extremely close to the measured
lineshape. This shows that the dominant contribution to the asymmetry of
the line is likely due to nearest neighbour mass shift, although the slight
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disagreement with the data that is visible on the high field side of the fit in
Fig.6.3a indicates that other effects, such as second nearest neighbour mass
shifts or strain, may also be contributing.

In Fig.6.3b, the measurement at the 6.760 GHz clock transition is shown.
This resonator had a zero field frequency less than 3 MHz above the predicted
clock transition and it was possible to tune it almost exactly to the clock
transition. The process was much the same as that described in Chapter 4;
the field was rotated out of plane to tune the resonator down in frequency
towards the clock transition. Three different tuning angles, 0°, 2.4° and 4°
out of plane, were used (blue, green and red respectively). The frequency of
the resonator at each angle was tracked (blue, green and red lines) during
an echo detected field sweep across the clock transition (black dashed line).
The predicted linewidth of the transition is indicated by the grey region.
It is clear that we would expect to resolve two peaks only when moving
along the blue curve. Below, the echo signal as a function of field is plotted
for each of these three sweeps. The blue sweep resolves two separate peaks
corresponding to the two points where the resonator crosses the transition
as expected. On the slightly down-tuned green and red lines, two peaks
cannot be resolved and instead we see one broad line centred at the clock
transition at 105.5 mT. Echoes were clearly resolved across a range wider
than 10 mT–this is due to the fact that ∂f/∂B becomes zero here, and
thus a finite frequency width translates to an extremely broad transition in
magnetic field. At exactly 105.5 mT, spins coupling to the resonator have
precisely ∂f/∂B = 0, therefore the resonator has been successfully tuned to
the clock transition.

This result is a successful application of the method of in-situ tuning
of resonators described in Chapter 4 and shows for the first time that it is
possible to target a clock transition with a superconducting resonator, tune
exactly to a precise combination of frequency and field and perform pulsed
ESR at this point using the superconducting resonator.

In Fig.6.3c we examine the widths of the fitted Gaussians as a function
of ∂f/∂B. Here we see that the linewidths decrease approximately linearly
as we decrease ∂f/∂B, indicating that the line broadening is dominated by
magnetic field fluctuations and inhomogeneity across the sample at high
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Figure 6.3: (a) Echo detected field sweep of the same transition as that shown in Fig-
ure 6.2 (b) where ∂f/∂B = −0.114 γe. The data is fit in blue by a series of Gaussians
with different central fields due to changes hyperfine constant caused by nearest neighbour
mass shifts and considering two neighbouring transitions. Constituent Gaussians shown by
green dashed lines. The centre frequency corresponding to mass shifts of ∆MNN = 0, 1, 2
is shown on the top axis—this corresponds to the cntre of each of the Gaussians. (c) The
HWHM of constituent Gaussians from fitting field sweeps collected across the bismuth
spectrum, as a function of ∂f/∂B. Data from Sx and Sz transitions is in blue and orange
respectively. Green points are measured using a conventional 3D resonator at X-band and
close to the 7.033 GHz clock transition. The black dashed line is a linear fit to the width
of all Sx transitions. Purple/brown dashed lines indicate the minimum linewidths observed
with/without superconducting resonators.
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∂f/∂B. Included on this plot are data points (in green) measured with a
sapphire dielectric ring 3D resonator at 9.33 GHz using a Bruker spectrometer
and with a copper 3D split-ring resonator operated close to the 7.33 GHz
clock transition using a home-made spectrometer. We see that these points
also fall on the linear fit. This is evidence that strain arising from the planar
superconducting resonator, which is not present in the green points, does
not significantly affect the lineshape when ∂f/∂B >∼ 0.2 γe. Below this,
we start to see blue and orange points deviate from the linear fit and the
linewidth appears to saturate at a minimum of ∼ 2.5 MHz, as indicated by
the purple dashed line. This was believed to be due to strain broadening
from the resonator at the surface, as discussed in §2.4.5.

6.1.1 Other clock transitions

In Fig.6.4a, measurements were performed close to the hyperfine clock transi-
tion, to determine the effect arising from strain. This point has ∂f/∂A = 0.2,
as opposed to value of almost 5 for most other measured transitions. There-
fore any effects that alter the lineshape due to alteration of the hyperfine
coupling constant A, such as strain, should be reduced to less than 5% of their
value for other transitions. However, this point also has ∂f/∂B = 0.68γe,
therefore magnetic broadening is expected to contribute ∼ 10 MHz of line
broadening. As expected, there was no clear indication of any significant
line narrowing at the hyperfine clock transition, further confirming that this
system is dominated by magnetic broadening. If both ∂f/∂B and ∂f/∂A
could be tuned to zero simultaneously, we might expect the linewidth to
become extremely narrow; however no such point exists for this system.
Therefore, the utility of the hyperfine clock transition is most likely limited
to cases where magnetic broadening is no longer the dominant line broaden-
ing mechanism, such as when the substrate has been isotopically purified to
remove 29Si.

Measurements were also performed using the 5.23 GHz resonator, as
shown in Fig.6.4b. The target point for this resonator was the 5.217 GHz
clock transition. We find that with in-plane field down tuning the resonator
crosses the transition at 176 mT, reaching ∂f/∂B = −0.12γe. A signal
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(a) (b)

Figure 6.4: (a) Top: Echo-detected field sweep across the near-hyperfine clock transition.
The signal here is weak due to a reduced transition matrix element and reduced resonator
prominence due to the high magnetic field. However the line is clearly visible. Bottom:
VNA detected frequency of the resonator. No indication of an avoided crossing is visible.
Inset: graph of ∂f/∂A for this transition as a function of field, with the point of intersection
with the resonator indicated by the dashed line. We see that this is very close to ∂f/∂A=0.
(b) Top: Echo detected field sweep across the 5.225 GHz near-clock transition, sweeping
the magnetic field up (blue) and down (orange). The resonator is predicted to cross the
transition twice, at approximately 176 mT and 200 mT. We see the echoes appear at
slightly higher fields, most likely due to imperfect positioning of the sample in the magnet.
We also see an additional unexpected echo at 182 mT. Bottom: Resonator frequency
(green) and Q factor (red) as a function of field. The resonator down-tunes weakly as
we increase magnetic field. The pulse drive tone was changed accordingly to track this
frequency. There is a distinct dip in Q factor and a slight shift in resonator frequency at
186 mT—we attribute this to g = 2 impurities such as dangling bonds at the Si surface.

at approximately 200 mT is also predicted as the resonator crosses the
same transition as it turns upwards in frequency, with ∂f/∂B = +0.12γe.
Echo detected field sweeps gave a clear echo at 177 mT and a weak echo at
202 mT. In addition, an unexpected echo at 182 mT was found. CW sweeps
with a VNA indicated a large dip in Q factor at 186 mT, corresponding
approximately to g = 2, with kink in frequency at the same field. No such
frequency shift or Q-factor dip was detected on the VNA at the points which
yielded echoes.

The dip in Q factor is believed to be the same as was detected on
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McBain—most likely paramagnetic surface impurities, such as dangling
bonds, causing losses at the g = 2 point. However, the 182 mT signal was
entirely unexpected. Possible explanations include a strain-shifted bismuth
line, which raises questions as to why such a large strain effect is observed
here and not at any other transition. An alternative explanation is residual
phosphorus in the silicon, in which case part of the signal appearing at
176-178 mT is in fact also phosphorous. This fits with the expected splitting
of 4.2 mT for phosphorous lines. However, the lines appear approximately
4 mT lower than expected for phosphorous. This also goes against the trend
in the data for all other spin lines to appear at a 1-2% higher field setpoint
than expected. This was believed to be due to imperfect positioning of the
sample at the centre of the magnet, resulting in the field at the sample being
slightly lower than the set field.

An initial attempt was made to find an indication of the coherence time
by extending the time between CPMG refocusing pulses during detection.
It was predicted that echoes from spins with shorter coherence times would
decrease faster than those with long coherence times, and given the proximity
of the bismuth line to the clock transition, extending these pulses should
strongly favour the bismuth signal over the phosphorus, which should be
at approximately g = 2. However, this experiment yielded no signal from
any transition when the gap between refocusing pulses was increased to just
100 µs. Therefore, the additional line remains unexplained.

An interesting feature is that this transition has ∂f/∂A = 3.3 at 199 mT
where the 5.23 GHz resonator crosses on the high-field side of the clock
transition, compared to 4.9 at 51.7 mT and 7.076 GHz. Both of these points
were accessible with superconducting resonators and therefore the effect of
reducing ∂f/∂A when magnetic broadening is removed can be measured.
However, these measurements were taken prior to antenna optimisation and
addition of the JPA as described in §5.2.1 and §3.3. The SNR obtained in
6.4b was insufficient to discern any difference in linewidth versus the 51.7 mT
point—to within the error both widths were at the saturated minimum
linewidth of 2.5 MHz. More detailed measurement of linewidth and fast two-
pulse T2 measurements were not possible at this stage and time constraints
meant further study of this point was unfortunately not possible.
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6.2 Low power measurements and Rabi oscillations

All previous measurements of lineshape were performed in the high power
limit. The lineshape near the 6.76 GHz Sz clock transition was revisited
using lower power pulses. Near this transition, we know from Fig.6.3 that we
are at a minimum of the linewidth as a function of ∂f/∂B. In Fig.6.5, the
lineshape at a range of powers is plotted. We can see that there is indeed
a strong dependence of the lineshape on the pulse power. At high powers,
spins very close to the resonator are driven well beyond the desired π/2, π
rotation, and will not contribute significantly to the signal. We therefore
expect to probe spins that see the correct rotation, deep within the substrate.
When a linewidth measurement was performed at high power, a single peak
was measured as before. However, as the power is lowered, we expect a
larger fraction of the signal to come from spins closer to the resonator. For
intermediate powers in Fig.6.5 the line split into two separate peaks. At very
low power, there was a single peak again. This behaviour is consistent with
the spins close to the surface experiencing spatially varying strain from the
resonator.

The ability to uniformly manipulate the spin ensemble and perform Rabi
oscillations is imperative for operation of a quantum memory. However,
the superconductor geometry means that the spins see a driving field that
depends on the distance to the inductor and the ensemble therefore has a
wide range of Rabi frequencies. This makes uniformly manipulating the spin
ensemble extremely problematic—adiabatic fast passage pulses have been
shown to overcome come this issue to an extent [83], but a more homogeneous
B1 field is still desirable. In Fig.6.6 we see the result when we sweep the pulse
amplitude for all pulses in a standard CPMG detected echo. In a system with
a uniform π pulse we expect such a measurement to give an oscillating signal
as we change the pulse rotation angle. The optimum rotation corresponds
to when the refocusing pulses rotate the ensemble by Nπ and thus should
give maxima in the signal. However, we see that instead we get a signal that
increases from zero (when the pulses are at zero amplitude) to a maximum
which slowly decays as we increase the pulse amplitude beyond optimum.
This was in fact the result of many spins with different Rabi frequencies
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Figure 6.5: Lineshape near the clock transition at different pulse powers, offset vertically.
The lineshape undergoes an obvious change as we go to lower powers, and appears to split
into two peaks at intermediate power.

individually undergoing Rabi oscillations, superimposed upon one another.
This is a problem for accurate manipulation of the spin ensemble. With no
indication of any oscillation in signal using this very basic sequence, there
was no reason to believe more advanced pulse sequences would fix this issue.

However, knowing what we learned in 6.2, we should be able to address
a strained subset of spins by using low power and/or shorter SRT. This
was attempted first using the same pulse sequence as used in Fig.6.6, and
showed promising preliminary results, so a more advanced sequence was
subsequently used to detect the oscillations. In Fig.6.7 low power refocusing
pulses and a short SRT of 2 s were used and the magnetic field was set
to 99 mT, at the centre of one of the strain split peaks. A three pulse
sequence, as shown in Fig.6.7a, was used to perform Rabi oscillations on the
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Figure 6.6: Integrated echo magnitude against CPMG pulse amplitude. We see that this
resonator-spin system cannot exhibit the minima in signal we expect from Rabi oscillations
as the driving field from the resonator is non-uniform. Instead we get a plateau in signal
that decays slowly.

spin ensemble. The echo amplitude was detected using 2 pulse Hahn echo
sequence as a function of the θ-rotation pulse (applied in the x direction, at
a time T > T2 before the detection sequence to avoid formation of additional
echoes and/or other phase coherent effects). At θ = 0 the measurement
simply yields a full-strength echo. Increasing the amplitude of this pulse
rotates the spins about the x-axis, away from the z axis and into the xy
plane. The Hahn echo detection sequence only measures the components of
spins that are aligned along the z-axis, therefore the signal varies as cos(ωθ),
where ω is the Rabi frequency of the spins. We do not expect the Rabi
frequency to be homogeneous across the spin ensemble, so in reality the
signal is composed of a continuum of cosine functions with different Rabi
frequencies. However, if the range of frequencies is sufficiently narrow, we
should see some oscillations occur, which decays as the phase of the Rabi
oscillations of the spins begins to interfere and destroy the signal. This is
in fact exactly what is shown in Fig.6.7b, which we can use to determine
the relationship between pulse amplitude and theta for the subset of spins
measured here. The signal was predominantly in the I channel, and the echo
signal roughly followed a decaying cosine function as expected.
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Figure 6.7: Rabi oscillations using reduced power. a) Schematic of the 3 pulse sequence used.
b) Integrated echo amplitude in the I quadrature as a function of the θ-pulse amplitude
as output from the AWG (max amplitude = 1). The pre-rotation pulse amplitude is
proportional to θ, however the constant of proportionality varies across the spin ensemble.
The orange line is a decaying cosine fit. Inset: Fourier transform of the Rabi oscillations in
the I quadrature.

In Fig.6.8, Rabi oscillations are plotted for five different values of detection
pulse amplitude. Here we see a clear amplitude dependence. The data from
Fig.6.7 is plotted in blue. As we increase the detection pulse amplitude, we
see that the oscillations become less pronounced and ultimately at the highest
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Figure 6.8: Rabi oscillations using the same 3-pulse detection sequence as Fig6.7 for
different powers. The curves are vertically offset by 0.025 V. Dashed lines are the true
zero levels for each curve.

power (purple curve) they disappear altogether. Instead, the high power
echoes are largely unaffected by increasing the rotation pulse amplitude, then
subsequently decay to zero and do not become negative at any point. This
is more similar to what was shown in 6.7, and is what we would expect to
see in the high power limit.

6.3 Coherence Times

Without the considerable signal boost of CPMG, coherence measurements
were prohibitively slow until longer antennae, bandpass filtering and the
JPA (as described in §5.2.1,§5.2.2 and§3.3) were all introduced. This per-
mitted single shot measurement of Hahn echoes. In addition to making
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measurements reasonably fast despite very long shot rep times, use of single
shot measurement has the added advantage of being unaffected by phase
noise, which is known to cause artifically short T2 times where a signal with
fluctuating phase is averaged in I and Q [1].

For each spin, the Purcell rate ΓP is proportional to g2
0. Spins closer

to the resonator experience a larger B1 field and therefore have larger g0.
Therefore Purcell relaxation resets spins that are closer to the surface faster
than those that are further away. Spins that have a Purcell relaxation time
1/ΓP that is longer than the SRT become saturated and do not contribute
to the signal. Therefore, by intentionally shortening the SRT such that some
spins cannot reset quickly enough, we can preferentially measure spins closer
to the surface. In Fig.6.10, echo amplitude as a function of inter-pulse delay
τ is plotted for different SRTs, in order to compare coherence times of spins
close-to/far-from the resonator.

�meθ π
2

τ

Figure 6.9: Schematic of the two pulse decoherence measurement. We measure echo
amplitude as a function of τ . The spins decohere for a total time of 2τ . All T2 measurements
in this section utilised this pulse sequence.

The measurement was performed at 98 mT (at the centre of the spin
line) and slightly off centre at 95 mT, where the effective number of resonant
spins is reduced. At 98 mT, γ/γe is just 0.04, so we expect magnetic field
fluctuations to have an extremely weak effect on spin coherence. We see
a stretched exponential decay, with a slow intial decay followed by rapid
decoherence. We fit the decay of the echo signal S to the following function:

S = A e
2τ
T2 e

(
2τ
TSD

)n
(6.1)

where A is the amplitude of the echo at τ = 0, and we have split the decay into
two components. The first term is an exponential decay and we fit the decay
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constant T2. The second term is a stretched exponential with decay constant
TSD and stretch factor n. This models a background spectral diffusion
decoherence process (a full description of various decoherence processes is
given in [2]) that is independent of ∂f/∂B and proximity to the resonator.
We therefore fix the parameters to best fit values, TSD =700 µs and n = 3,
for all fits in this section. This allows us to compare the fitted T2 for all data.

Extrapolating from previous measurements [2], we expect coherence times
in the region of 10 ms. In Fig.6.10, the fitted T2 increases with increasing
SRT, reaching a maximum of 5.5 ms at 640 s SRT. However, no echoes
actually persist beyond ∼600 µs. When measuring slightly off-centre at
95 mT we see that there was no improvement in T2 at long SRT, indicating
that it was not resonant spin concentration that was limiting coherence
times in these measurements, although at short SRT T2 appears to be longer.
However, the significantly reduced signal as a result of measuring off-centre
on a mostly saturated line means the signal was significantly weaker for these
measurements and the error is accordingly larger. However, even within
the error bars the T2 did appear to be longer at short SRT. This indicates
that spins closer to the surface, whose Purcell relaxation rate is faster and
therefore contribute a greater proportion of the signal at short SRT, appear
to have a reduced coherence time.

T2 was measured at two other transitions. In Fig.6.12, we see a T2

measurement at 28 mT and 6.765 GHz (the same resonator as was used
for the 105.5 mT clock transition). This is also an Sz transition but with
∂f/∂B = 0.76 γe, much larger than in Fig.6.10. However, at this transition
all but the shortest SRT yielded an extremely long T2 (with correspondingly
large error), indicating that the decoherence was dominated by the fix
stretched exponential term. The graph of T2 is cut off at 10 ms to exclude
these unphysical points. Differences in the behaviour at different SRT relative
to measurements at other transitions may be accounted for by differences
in Purcell rate due to changes in resonator Q factor and transition matrix
element.

In Fig.6.13 T2 was measured at 46 mT and 7.094 GHz. This corresponds
to an Sx transition with ∂f/∂B = 0.13 γe. Again, we see a heavily stretched
exponential decay and while T2 reaches 9 ms at SRT = 10 s, the points at
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γ/γe = 0.03

Figure 6.10: Measurement very close to the 6.76 GHz clock transition at 98 mT, at different
SRT.

longer SRT are all off the scale and no echoes persist beyond ∼600 µs, much
the same as before. This measurement does, however, show that moving
from an Sz to an Sx transition does not appear to drastically improve T2.

In Fig.6.14 T2 was measured at 46 mT and 7.094 GHz as a function
of pulse power. When pulses are weaker, spins closer to the resonator will
contribute more to the signal, hence lowering the pulse power should have a
similar effect to shortening the SRT. The result is quite similar to Fig.6.13.
This is further evidence that the residual decoherence is faster for spins
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γ/γe = 0.03

Figure 6.11: T2 measurement performed slightly off the centre of the line at 95mT, such
that effective resonant spin concentration is significantly reduced, for different SRT.

nearer to the resonator, and that by changing SRT or power we probe spins
at different depths.

This result, while initially disappointing from the point of view of utilising
the spin ensemble as a quantum memory, is an interesting development. The
reason for such short coherence times and a severely stretched exponen-
tial decay is not clear. The model given in Eq.6.1 with fixed parameters
TSD =700 µs and n = 3 fitted reasonably well to the data, allowing us to
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γ/γe = 0.76

Figure 6.12: T2 measurement at 28 mT for different SRT, using the same resonator as
Fig.6.10, Fig.6.11 at 6.765 GHz. It was not possible to extract a reliable T2 for all but the
shortest of SRTs in this case—possibly indicating that we are dominated by a single short
T2 decay rate here.

extract a residual T2 decay that tended towards 5.5 ms at the clock transition
for longer SRT. Other transitions appeared to be dominated by the fixed
stretched exponential decay term, yielding unphysically long T2 values well
above 10 ms. The dependence on SRT indicates that the decoherence of spins
near the surface is different from spins deep in the substrate - prompting the
question of what exactly is causing decoherence of surface spins.

To investigate further, a piece of the same implanted wafer was measured
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γ/γe = 0.13

Figure 6.13: T2 measurement at 46 mT and 7.094 GHz for different SRT. This is an Sx
transition with ∂f/∂B = 0.13 γe.

by Dr. Mantas Šimėnas using more conventional ESR techniques, placing
the sample inside a copper 3D resonator instead of using a superconducting
planar resonator on the surface, and cooling to 6 K in a He flow cryostat.
The copper resonator was designed to go close to the clock transition at
7.033 GHz. The result is plotted in Fig.6.15a. The coherence time at low
∂f/∂B was measured to be 7.38±0.47 ms, and followed a simple exponential
decay, as opposed to the stretched exponential seen in the hybrid system.
In Fig.6.15b, the decoherence rate 1/T2 of this sample is plotted along with
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Figure 6.14: T2 measurement at 46 mT, 7.094 GHz, as a function of VSG pulse power. Spins
closer to the resonator contribute more to signal when pulse power is weaker. Therefore
changing pulse power is an alternative means to changing SRT of selecting spins at different
depths within the substrate.

previous measurements of natural Si and isotopically enriched 28Si at various
concentrations, all at the first clock transition. The 28Si data indicates
that decoherence rate is approximately linear in doping concentration. The
limiting factor for the natural silicon sample measured by Wolfowicz et.al.
was believed to be magnetic noise due to the presence of 29Si nuclear spins,
hence we expect 1/T2 in natural Si to be independent of concentration below
approximately 8× 1015cm−3. This limit is plotted in grey, and corresponds
to T2 ≈ 100 ms. Conversely, this means that we expect no difference in
coherence time between natural Si and 28Si if the concentration is higher
than 8 × 1015cm−3; all points above this concentration should follow the
solid black line. The coherence time of the implanted sample measured falls
just above the upper bound for decoherence rate. However, given that there
is some uncertainty in the activated donor concentration for the implanted
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Figure 6.15: a) T2 measurement performed by Dr. Mantas Šimėnas using a 3D copper
split-ring resonator. This couples approximately equally to all spins in the substrate. b)
Comparison of decoherence rate 1/T2 from a) with previous results from Wolfowicz et.al. [2]
measured at a clock transition. A linear fit to the 28Si data is plotted in solid black, with
upper and lower bounds in red dashed line. The T2 obtained from the implanted sample is
close to the expected value based on Wolfowicz’s measurements.

sample, and that the linear fit is based on just 3 data points, we can consider
this point to be roughly in agreement with the 28Si data.

The fact that the decay of the echo followed a simple exponential function
with T2 over 7 ms when measured without a superconducting resonator is an
intriguing result. This suggests that either fabrication is causing additional
decoherence mechanisms to be introduced or enhanced near the substrate
surface, or that the coherence time near the surface, where spins couple most
strongly to the resonator and therefore contribute significantly more signal,
is inherently lower regardless of fabrication techniques.

6.4 Discussion

Using new resonator designs and advanced time domain pulse sequences,
the full range of the bismuth spectrum at low and high fields, at a wide
range of frequencies incorporating numerous clock transitions (including a
hyperfine clock transition), was made accessible in a way that had not been
done before. This extensive study of ESR with a Bi donor/superconducting



6.4. DISCUSSION 127

resonator hybrid system has explored a wide range of interesting physical
effects and raised numerous questions.

In §6.1 we have explored transitions with the full range of ∂f/∂B and
∂f/∂A, including going close to three magnetic clock transitions and one
hyperfine clock transition, and mapped out their lineshapes. We see that the
lineshape can be modelled well using a mass shift model taking into account
the isotopes of silicon. Using this model, it is possible to extract a linewidth
for the individual mass peaks, from which it becomes apparent that this
linewidth depends approximately linearly on ∂f/∂B, down to a saturation
value of around 2.5 MHz. The gradient with respect to hyperfine constant,
∂f/∂A, appears to have a negligible effect on linewidth, although it may
play some part in the fine detail of the lineshape that we cannot resolve due
to magnetic broadening. However, in §6.2, we can see that pulse power has
a strong effect on the depth of spins probed and also causes a change in
lineshape that can be explained by a strain shift due to the resonator that is
only apparent near a clock transition where magnetic broadening is a weak
effect. This permits the driving of Rabi oscillations in the ensemble at lower
power—something that was impossible at high power.

The study of coherence times, particularly near a clock transition, yielded
confusing results. While previous work [2] would suggest that coherence time
should be greatly enhanced at a clock transition to several milliseconds or
more, the studies performed using this system showed that echoes would
decay to zero in less than ∼600 µs, even when the ∂f/∂B was less than 4%
of γe. Decoherence curves could be fit to the function given in 6.1, modelling
a depth and ∂f/∂B independent decay, with a residual exponential decay
to which we can fit. Fitted residual T2 values tended towards 5.5 ms when
measured at 98 mT, while other transitions appeared to be dominated
by the faster stretched exponential decay term. This may indicate that
decreasing ∂f/∂B was having some effect on decoherence, but why the
system appears to have a stretched exponential decay term and the fact
that it was not dependent on ∂f/∂B remains an unanswered question. In
addition to this, bulk measurements of the same implanted wafer as those
used for the Chocobot sample using a 3D copper resonator at 6 K indicated
a coherence time of over 7 ms with a simple exponential decay and no
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indication of stretching. We will also see in the next section that a similar
sample prepared at CEA Saclay using a high concentration shallow implanted
layer of Bi in Si coupled to a superconducting resonator also had extremely
long coherence times at the clock transition, exceeding 300 ms. If the
faster decoherence is a result of surface impurities or the Nb film and liftoff
process, a potential solution is hydrogen passivation of the surface with HF to
terminate dangling bonds, followed by atomic layer deposition of a material
such as Al2O3 to prevent re-oxiation of the surface and provide a dielectric
barrier between the superconductor and the substrate, in case this plays a
role. However, without knowing the exact origin of the decoherence, the
correct solution remains unclear. Studies into the reason for the shortened
coherence time in the Mendoza and Chocobot samples are ongoing. Two
additional experiments are currently planned. A temperature dependence
study (as nearly all measurements were performed at 100 or 140 mK) would
determine is there is any low temperature quenching of potential sources of
decoherence such as TLS. A measurement of the substrate in the 3D copper
resonator after the full fabricaton process has been performed on the sample
would indicate if the process itself affects the entire spin ensemble, or whether
the effect is only present when spins are measured using the superconducting
resonators—either due to the increased sensitivity to near-surface spins, or
due to some unknown effect of the resonator itself.

The lineshape of the spin ensemble is extremely important if we are to
reach the strong coupling regime, and understanding the effects of using
a superconducting resonator both on lineshape (due to strain) and the
range of Rabi frequencies (which determines the fidelity of a π-pulse) is
critical to developing this technology as a quantum memory. While many
questions, such as the effect of reducing ∂f/∂B and ∂f/∂A have been
answered, this study raises a plethora of new questions. In particular, the
apparent reduction in coherence time in the hybrid system is not only of
great interest for the purposes of using this technology as a quantum memory,
but for any application of a device coupled to an ensemble of donors near
the surface. Superconducting resonators can be used to great effect to probe
interactions near the surface and investigate physical phenomena like this
in a way that cannot be done with other means. The study also highlights
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the difficulty of acheiving a truly useful quantum memory using this scheme,
and calls into question the viability of such technology in its current form.
It seems clear that many issues must be solved and changes to the approach
be made if a memory is to be realised.



Chapter 7

Storage and retrieval of
photons at a clock transition

The experiments presented here were performed in collaboration with the
quantronics group at CEA Saclay, working closely with Dr.Vishal Ranjan and
under the supervision of Dr. Patrice Bertet. The goal was to perform a Hahn
echo experiment using few-photon excitation pulses, store these excitations
in the spin ensemble and read them out a later time. This was achieved using
a superconducting resonator coupled to Bi:28Si spins at a clock transition to
give an extremely long storage time [129].

7.1 Experimental setup

All experiments were performed at 20 mK in a dilution refrigerator. The
drive and detection setup was nearly identical, to all intents and purposes,
to that described in §3.2, but instead of using a two antenna setup, a single
antenna was used for reflection measurements and a circulator at the mixing
chamber diverted signals returning from the antenna into the detection path.
The detection circuit also utilized a Josephson travelling wave parametric
amplifier (TWPA) which gave quantum-limited wideband amplification,
making measurement of weak spin signals down to the few-photon level
possible. The input line was attenuated by 50 dB.

As with previous experiments, the sample was a superconducting res-

130
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Figure 7.1: (a) Optical micrograph of the interdigitated Al resonator, shown on top of a
drawing of the implanted substrate. The Bi implantation profile is shown on the right. (b)
Q factor of as a function of estimated number of photons in the resonator, measured at
zero field. (c) The frequency of the resonator as a function of field and the Bi donor spin
spectrum. The resonator should miss the clock transition at 26.6 mT, but due to a large
strain broadening and splitting (expected lineshape shown on right) the resonator still
couples to some spins.

onator patterned directly onto a Bi implanted silicon substrate. The substrate
was a natural silicon wafer with an epitaxially grown 700 nm surface layer of
isotopically purified 99.95% 28Si. This was implanted with Bi ions at energies
of 40, 80, 120, 200, and 360 keV with a total fluence of 1.1× 1012 cm−3 and
annealed at 800 ◦C for 20 min in an N2 atmosphere (identical to the 28Si
sample used in [126]). The resonator was a lumped element design consisting
of a series of inter-digitated capacitive fingers, 50 µm wide and 50 µm apart,
shunted by a 5 µm wide 700 µm long inductor wire, as shown in Fig.7.1a. The
sample was cleaned with piranha solution and the resonator was fabricated
using EBL and thermal evaporation to deposit a 50 nm film of Al, followed
by a liftoff process. The impedance was ∼ 45 Ω and the frequency at zero
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field was 7.3388 GHz.
Aluminium is a type-I superconductor with bulk Tc = 1.20 K [130], much

lower than Nb and its compounds. We therefore expect much poorer field
resilience than the resonators described previously. The magnet available
for this experiment a single axis magnet, thus field could not be rotated to
align to the plane of the resonator; instead, the sample had to be positioned
parallel to the field by eye and this manual alignment would be fixed for the
entire experiment. However, an unusually good manual alignment allowed
the resonator to reach a relatively large field (for an Al film) of 27 mT without
crossing the superconducting phase transition, although single-photon Q at
this field was just 5500, corresponding to a half-width κ = 130 kHz. The
coupling half-width κ0 was determined to be 40 kHz. The spin spectrum and
estimated resonator frequency as a function of field are shown in Fig.7.1b.
Despite tuning to below the clock transition frequency at 7.338 GHz when
27 mT of field was applied, the large strain broadening and splitting caused
by an Al resonator (which has a much larger thermal expansion coefficient
mismatch to Si than Nb) meant the resonator could still couple to spins from
this transition at 27 mT.

7.2 Coherence time and Rabi frequency

Having determined that it was possible to access the clock transition using
the aluminium resonator setup, the next step was to perform pulsed ESR and
characterise the T1 and T2 times of the spin ensemble at the clock transition.
A fieldsweep is shown in Fig.7.2c (green curve), confirming that the resonator
could couple to the spin transition. An inversion recovery measurement
is shown in Fig.7.2, yielding T1 = 5.5 ± 0.5 s, and setting the minimum
shot-repetition time. At a temperature of 20 mK the non-radiative T1 is
expected to be ∼ 1600 s [96]; the much shorter T1 measured here indicates
that the system is deep into the Purcell regime, where spin relaxation is
dominated by spontaneous emission into the resonator. Using Eq.2.27 we can
use this to calculate the single spin coupling g0 = 250± 25 Hz. A T2 curve
is plotted in Fig.7.2b, with T2 = 250± 50 ms. Unlike the measurements in
§6.3, this system did not exhibit a stretched exponential shape, but instead
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followed a simple exponential, which was used to determine the coherence
times as a function of field in Fig.7.2c, plotted in red. We see that T2 peaks
at approximately 27 mT (corresponding to the expected location of the clock
transition as shown in Fig.7.1) at a value of approximately 300 ms. This
was in fact a surprising result, as extrapolation from previously measured
values as a function of concentration (see Fig.6.15) would suggest coherence
times at a peak Bi concentration of 8× 1016 cm−3 to be at most 20 ms. The
value measured was over an order of magnitude larger than this. However,
this can be explained by the reduction of resonant spin concentration due
to the severe strain splitting caused by the Al resonator. We can see this
in Fig.7.2c in the green curve, which is clearly split. As discussed in §2.3,
at the clock transition, all decoherence mechanisms are effectively turned
off except direct flip-flops between pairs of resonant Bi spins. The flip-flop
rate depends on the concentration of resonant spins in the ensemble. Thus,
due to the strain splitting, it was possible to achieve coherence times well
above the expected value for this implantation concentration. The spins at
the clock transition were therefore determined to be an excellent candidate
for implementing a long-lived quantum memory.

The end goal was to perform a storage and retrieval experiment using a
few-photon pulse input and a strong refocusing π-pulse. A Gaussian pulse
with a width σ of 10 µs, clipped at 40 µs was chosen as an input field, as its
bandwidth (approximately 100 kHz) was within the resonator bandwidth.
The refocusing pulse was a square pulse of width 2 µs, short enough so as not
to distort the echo and square in order to maximise the power delivered during
the pulse. It was therefore necessary to determine the correct amplitude
for a good π-pulse for the chosen excitation and refocusing pulse shapes.
This also enables us to calculate the number of photons reaching the spin
ensemble for a given pulse, using the equation:

Ω = 2g0
√
n (7.1)

where Ω is the Rabi frequency for a given pulse shape and amplitude.
For the square pulse, a simple sweep of a 2-pulse Hahn echo experiment was
sufficient to determine the pulse amplitude that yielded the maximum echo
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Figure 7.2: Measurements at the clock transition. a) T1 inversion recovery measurement,
T1 = 5.5 ± 0.5 s b) Hahn echo coherence measurement, T2 = 250 ± 50 ms. Magnitude
averging is employed to avoid the effects of phase noise. c) Echo amplitude (green) and
T2 (red) as a function of magnetic field. We see that the line is very broad in field and
coherence time is maximised at 27 mT as we would expect. d) Rabi oscillations from a
3-pulse sequence using a Gaussian pre-rotation pulse. Numerical simulation using a Bloch
equation model gives the solid black curve. Coherence and T1 measurements performed by
Dr. Vishal Ranjan.

amplitude—this corresponds to a π-rotation. For the Gaussian excitation
pulse, a 3-pulse sequence was used, as shown in Fig.7.2d. The amplitude of
the initial Gaussian pulse β was swept and the echo amplitude measured.
This yields sinusoidal oscillations which can be fit to obtain the amplitude
of the correct Gaussian π-pulse and determine the Rabi frequency. From
this we can determine the number of photons reaching the spins using
Eq.7.1. Provided we maintain the same pulse shape, we can then use this
measurement to calculate the number of photons in a pulse.
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7.3 Storage and retrieval experiment

7.3.1 Absorbed and retrieved fields

The absorption and retrieval of photons must be well understood if we are
to develop a quantum memory. This is important for characterising the
efficiency of the memory, the cooperativity and for understanding how to
improve the performance in future.

We consider the expectation value of the intra-resonator field operator,
a = 〈â〉 (where the number of photons in the resonator at time t is given
by |a|2), for N independent spins coupled to a single resonator. The rate of
change of a is the sum of the input field, the resonator losses and the field
coupling to the spin ensemble [129]:

∂a

∂t
= κcβ −

κ

2a− i
N∑
m=1

gmS
(m)
+ , (7.2)

where gm is the coupling rate of the mth spin, S(m)
+ is the expectation value

of the spin raising operator (σ̂x+ iσ̂y)/2 and σ̂x,y are the Pauli spin operators,
β is the input field and κc, κ are the external and total coupling rates of
the resonator respectively. The spin dynamics may be described by a Bloch
equation model.

We now apply this to the situation in the experiment of an excitation
pulse, refocusing pulse and subsequent echo via a high-Q resonator. We make
the approximation that all spins have fixed coupling g0, large spin linewidth
γ >> κ, narrow drive bandwidth (such that 1/σ << κ, where σ is the pulse
width) so the resonator does not distort the excitation, and consider short
times such that t << T2. In the steady state, during storage (the excitation
pulse) and retrieval (the echo) the intra-resonator fields are given by (a full
derivation is given in [82]):

aS = κc
κ

2
(1 + C)β (7.3)

aR = −κc
κ

4C
(1 + C)(1− C)β (7.4)

where C = 4g2
0N/κΓ is the ensemble cooperativity. Note that aR diverges

for C = 1—this is because in a two-pulse echo memory sequence the echo
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is emitted when the majority of spins are in the excited state and thus the
ensemble is capable of amplifying the echo. This highlights the need for a
three-pulse silenced echo scheme, as shown in Fig.1.4. To find the absorbed
field during a pulse, we take the difference between the stored intra-resonator
field with spins saturated and unstaurated, aabs = aS,0 − aS, where aS,0
is the stored intra-resonator field evaluated at C = 0. We then take the
weak cooperativity limit (the absence of any avoided resonator-spin crossing
already indicates we are in this limit) to get:

aabs = −κc
κ

2Cβ (7.5)

aR = −κc
κ

4Cβ (7.6)

where we have Taylor expanded the expression for aabs around C = 0. We
can now see that we expect the absorbed field to be half the output field
in the low-cooperativity limit. It is important to note that this is not a
violation of conservation of energy as it may seem at first glance, as we have
performed the subtraction of fields in amplitude to obtain the absorbed field,
while the number of photons absorbed is given by n = |aS,0|2 − |aS|2, and
this quantity is always larger than the number of photons extracted—this
will be calculated later to determine the memory efficiency.

In Fig.7.3, the microwave field absorbed by the spins during an excitation
pulse is determined. Fig.7.3a shows a field sweep across the clock transition,
which is used to determine the fields at which the resonator couples to Bi
spins. Fig.7.3b shows a comparison of the reflected signal from identical
weak input pulses when the spins are saturated and unsaturated, in order
to determine how much of the input field is absorbed by the spins. A long,
high power pulse is sent to saturate the spin ensemble, followed quickly
(<< T1) by a weak Gaussian test pulse with a width of 10 µs, clipped at 40 µs
containing ∼ 240 photons, such that all spins are saturated when the weak
pulse arrives and are unable to absorb the input field. This is repeated but
without a saturation pulse, this time allowing the spins to absorb some of the
input field. The difference of these two signals corresponds to the absorbed
field. However, the absorption measured is actually due to a combination of
Bi spins and TLS. To extract only the field absorbed by Bi spins, in Fig.7.3c,
the absorbed field is measured on and off resonance (red at 27 mT and green
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at 35 mT respectively) with the clock transition. This measurement indicates
that only ∼ 20% of the absorbed field we measure on-resonance is actually
absorbed by the Bi spins, the rest being due to TLS. In Fig.7.3d, the field
absorbed by the Bi spins is then compared to the echo retrieved when the
input Gaussian excitation is refocused with a 2 µs rectangular π-pulse. As
predicted, the retrieved field is approximately twice the amplitude of the
absorbed field. We can directly calculate the cooperativity as aabs ≈ CaS,0
(valid only in the weak cooperativity limit), giving C = (3.5± 1)× 10−2.

0
0 40 80 120

1
saturated

in
tra

-re
so

na
to

r
   

 fi
el

d 
(a

.u
.)

time (µs)

ec
ho

 
am

pl
itu

de
 (a

.u
.)

0

20 400

1

2

B0 (mT)

a

ab
so

rb
ed

 
fie

ld
 (a

.u
.)

0

1

40 80 1200
time (µs)

c
27 mT
35 mT

0

0 40 80 120

1
absorbed in Bi 
retrieved

fie
ld

 (a
.u

.)

time (µs)

b

d

unsaturated

absorbed 
�eld

absorbed
in Bi

Figure 7.3: (a) Echo detected field sweep near the clock transition. b) Comparison of
input pulse amplitude containing 240± 24 photons when spins are saturated (orange) and
polarised (blue). Inset: difference between the curves, which gives the absorbed field. (c)
Measurement of absorbed field on resonance (red) and off resonance (green), performed by
Dr. Vishal Ranjan. This shows that around 80% of the absorbed field that we measure
on resonance is due to TLS. Inset: difference between the curves, which gives the field
absorbed by Bi spins. d) Measurements of the absorbed field (red) and the retrieved field
or echo (green), overlaid in time for comparison. Black lines in (c) and (d) are Gaussian fits.
As predicted, the retrieved field is approximately double the amplitude of the absorbed
field.
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7.3.2 Demonstration
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(b) Zoomed view of the experiment for input pulses containing 240± 24 photons each (top)
and for 24± 2 photons (bottom). The phases of the input pulses are alternated between I
and Q, with the exception of the final pulse which has an inverted amplitude. The last 3
pulses are numbered - the input phase pattern means these can unambiguously be matched
to the first 3 echoes, showing that phase information is retained.

Here we demonstrate storage and retrieval of few-photon pulses in the
spin ensemble at the clock transition. In Fig.7.4, a sequence of 20 Gaussian
excitation pulses, each with a width of 10 µs, clipped at 40 µs (the same
shape as those used for Rabi oscillations in Fig.7.2d), was applied.

The number of photons in the pulses, nin, was computed using Eq.7.1,
being careful to take into account the change in resonator Q factor at low
drive power. The power for the first measurement (top) was set such that
there were 240± 24 photons in each excitation pulse; this was repeated with
24± 2 photons in each pulse (bottom). The excitation pulses were followed
58.5 ms later by a large square π-pulse. The effect of the weak pulses was to
generate numerous coherent excitations without significantly affecting the
overall state of the spin ensemble. Based on the Rabi oscillations in Fig.7.2d
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and using Eq.7.1, the Rabi angle of the weak pulses was estimated to be
∼ π/64 and ∼ π/192 in the 240 and 24 photon pulses respectively. Hence it
was possible to send 20 pulses in a single sequence without resulting in a large
rotation of the spin ensemble, and the ensemble remained approximately
in the ground state (along the +z axis on the Bloch sphere) in the case
of the 24 photon pulses. The π-pulse refocused these excitations which
were read out over 100 µs later as a series of Hahn echoes. The first and
second experiments were averaged 4000 and 10000 times respectively, at a
shot-repetition time of 16 s.

The memory efficiency is given by E = nout
nin

, where nin is number of
photons in the input pulse (which we have calculated as described above),
and nout is the number retrieved during the echo. To calculate nout we must
take the square of the retrieved (echo) field βR, multiplied by the coupling
rate to the receive antenna κc to obtain the retrieved power and integrate
this over time:

nout = A

∫ ∞
−∞

κcβ
2
Rdt (7.7)

where A is a dimensionless calibration factor that allows us to convert a signal
in volts2 into a photon number. This is obtained from the Rabi oscillation
data in Fig.7.2d, using Eq.7.1 and knowledge of the resonator coupling κc
(i.e. we should only consider photons that go into the resonator, as opposed
to those that reflect directly off the antenna). We can then calculate the
retrieved photons to be 0.3± 0.1 and 0.03± 0.01 photons per echo in the 240
and 24 photon input cases respectively, giving an efficiency of approximately
0.125%. Previous demonstrations have achieved an efficiency of 2× 10−4 [57],
over 6× smaller.

We can also use the expression for the retrieved field α2
R in the weak

cooperativity limit, Eq.7.6, to find the theoretical retrieved photon number
for comparison:

nout =
∫ ∞
−∞

κcα
2
Rdt = 16C2κ

2
c
κ2

∫ ∞
−∞

κcβ
2dt (7.8)

where we have taken the square of the input field, multiplied through by κc
and integrated over time to obtain a photon number as before. Comparing this
to the number of input photons, nin =

∫∞
−∞ κcβ

2dt, using κc/κ = 0.31 we can
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calculate the predicted efficiency E = nout
nin

= 0.18%. This is slightly higher
than the measured efficiency of 0.125%—this is attributed to decoherence
over the course of the storage time, and additional phase noise from vortices
in the superconducting magnet that provided the global B0 field.

7.4 Discussion

We have seen that, using this Al resonator on isotopically purified 28Si,
coherence times of over 300 ms may be achieved at the 26.6 mT clock
transition. We also see that the substantial strain-induced line broadening
in this case was extremely useful; firstly it allowed the resonator to couple to
spins at the clock transition despite being seemingly too low in frequency to
hit this point. Secondly, it allowed spatial confinement of the spin ensemble in
the xy plane that permitted the driving of coherent Rabi oscillations without
the need for reduced pulse powers or shortened SRT. This experiment is an
extremely promising step towards creating a quantum memory with a hybrid
system. With an efficiency 6× higher and storage times more than 3 orders of
magnitude longer than previous demonstrations [57], this experiment marks
an important step towards creating a quantum memory.

To create a true quantum memory, however, we must improve certain
aspects of the experiment:

1. The cooperativity was estimated to be (3.5± 1)× 10−2—this much be
increased to at least C=1 in order to function as a quantum memory [82].

2. The input field must be completely absorbed by the spin ensemble.
Increasing spin concentration, resonator Q and minimising TLS losses
should improve the absorption ratio.

3. We require a high-fidelity π-pulse for manipulation of the spin ensemble.
Strain splitting can alleviate this to some extent but the π fidelity is
still poor, as evidenced by the decay rate of the Rabi oscillations in
Fig.7.2d. This can in principle be alleviated by use of adiabatic fast
passage pulses. The splitting also makes targeting a transition more
difficult and reduces the resonant spin concentration, which reduces
the cooperativity.
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4. Weak pulses containing 240± 24 and 24± 2 photons, were used. Ul-
timately the system should include a superconducting qubit to allow
transfer of a real quantum state in the form of a single photon via the
resonator to the spin memory and back.

5. It has been shown that a 2-pulse echo sequence is not a good quantum
memory protocol [64, 65]. In the high cooperativity or strong coupling
regime, a 3-pulse silenced echo protocol would be necessary.

6. The experiment was made possible by a somewhat fortuitous com-
bination of manual alignment, resonator frequency, in-plane tuning
and strain broadening which resulted in the resonator crossing almost
exactly at one of the strain-split peaks of the clock transition. Such
circumstances are not easily reproducible, thus further improvement in
frequency targeting and/or tuneability and field alignment would be re-
quired for future experiments, as was demonstrated with Nb resonators
in Fig.6.3.

7. The coupling to the resonator via an antenna and 3D copper cavity is
difficult to fine-tune. In a real quantum memory, the antenna coupling
would most likely have to be implemented via an on-chip co-planar
waveguide. The qubit would be physically separate from the memory,
so as to be shielded from the magnetic field, and connected to the
antenna via a coaxial cable.

Implementing these steps would allow us to operate the system as a true
quantum memory and show that quantum states can be stored and retrieved
from a superconducting qubit well beyond its own coherence time. This
is an extremely exciting prospect—with the progress made in this experi-
ment, implementing a fully functioning quantum memory seems increasingly
tangible.



Chapter 8

Conclusions, next steps

This work has detailed the successful design and fabrication of highly field
resilient, high-Q superconducting microwave resonators on silicon, their
application for pulsed-ESR measurements on implanted Bi:Si at millikelvin
and developments towards a microwave frequency quantum memory. Key
points of progress include:

1. In Chapter 4, NbN resonators were shown to have field resilience up to
2.7 T in-plane and 30 MHz of in-situ non-hysteretic tuneability while
maintaining Q factor over 105. Nb resonators were also fabricated
with lower impedance and a doubled-back inductor wire for reduced
mode volume and were capable of withstanding up to 360 mT in-plane
field with Q of over 105 at zero field and over 4× 104 at 360 mT and
tuneability of ∼ 2 MHz.

2. In Chapter 5, Nb resonators were used to couple to Bi spins implanted
into natural silicon and both CW and pulsed measurements were
performed. Numerous improvements had to be made in order to
measure the weak signal, ranging from simple antenna optimisation
and filtering to developing new pulse sequences and utilising quantum
limited parametric amplification (detailed in §3.3). Active spin reset
and new resonator designs to overcome B1 inhomogeneity were also
explored.

3. In Chapter 6 these techniques were put to use to measure at numer-
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ous points in the Bi ESR transition spectrum (including both Sx and
Sz transitions) using 10 resonators, including one that was success-
fully tuned in-situ precisely to a clock transition, and another which
came very close to a hyperfine clock transition. Spin lineshapes were
measured and simulated as a function of ∂f/∂B, showing a linear
dependence with a minimum of ∼ 2.5 MHz due to resonator strain and
a minimum of ∼ 1 MHz when measured without a superconducting
resonator. Low power measurements revealed strain splitting and made
it possible to drive Rabi oscillations. Coherence times were measured
at various points including points close to clock transitions, yielding a
highly stretched exponential decay (as opposed to a simple exponential),
resulting in no echoes persisting beyond ∼600 µs. Shot repetition and
power dependence measurements indicated depth-dependent decoher-
ence processes. Coherence time of the same sample when measured
using a 3D copper resonator was 7.38± 0.47 ms, indicating that the
resonator was affecting the measured coherence time.

4. In Chapter 7, in collaboration with Dr. Vishal Ranjan and Dr. Patrice
Bertet at CEA Saclay, storage and retrieval of pulses containing 240
and 24 photons in a spin ensemble for over 100 ms was performed
using an Al resonator coupled to Bi donors implanted into isotopically
purified 28Si at a clock transition. A train of 20 pulses with alternating
phase was sent in and retrieved with an efficiency of 0.2%, retaining
the input phase information. This demonstration had an efficiency
10× higher and over 3 orders of magnitude longer storage time than
the previous state of the art [57].

These measurements have demonstrated a powerful toolkit for perform-
ing high sensitivity ESR on a narrow implanted spin ensemble with weak
polarisation and the techniques presented are readily transferrable to other
systems. The field resilience and in-situ tuneability of the resonators were
applied with great success in order to tune a resonator precisely to a clock
transition and perform pulsed ESR measurements on Bi donors. The study
of the linewidths of Bi transitions is highly relevant for pushing resonators
towards the high cooperativity/strong coupling limit required to create a
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quantum memory—in this work it was made clear that achieving this level
of coupling to a Bi spin ensemble will be difficult and the linewidth of the
transition used must be reduced as much as possible. Issues associated with
operating a quantum memory protocol with high fidelity, such as B1 inho-
mogeneity and strain broadening, were studied and potential solutions, such
as using a mesa structure containing spins, were explored. This knowledge
will be key to further developing hybrid spin-resonator systems in order to
simultaneously fulfil the requirements to operate a quantum memory: high
cooperativity, long coherence time (at a clock transition) and homogeneous
coupling. Finally, the storage of few-photon pulses experiment, while lacking
some of these ingredients, improved greatly upon the previous state of the art
and achieved a much longer storage time of over 100 ms with 0.2% efficiency.
This represents a key step forward towards creating a microwave frequency
quantum memory.

8.1 Next Steps

These measurements raise numerous questions and we can identify issues
that stand in the way of implementing a Bi:Si based quantum memory. Some
of these are outlined below:

1. The unexpectedly short coherence times obtained in Chapter 6 is
particularly concerning. While the sample itself was shown not be at
fault, the resonator or fabrication process is believed to be causing
additional decoherence and may also be responsible for the stretched
exponential shape. Further investigation is required to determine the
reason for this shortened coherence time. However, the 300 ms T2

obtained in Chapter 7 is an encouraging demonstration that Bi:Si
coupled to a superconducting resonator can achieve long coherence
times.

2. The storage/retrieval experiment did not reach the necessary coopera-
tivity of 1 to operate as a quantum memory—this must be increased,
but as we have learned, this is not trivial.
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3. The presence of a metal-semiconductor interface at the surface of the
silicon causes band bending leading to a Schottky barrier [131]. This
results in a depletion zone where spins near the surface become ionized,
thus limiting how close we can bring spins to the inductor wire and
therefore the coupling strength we can achieve. Even in the absence of a
metal-semiconductor interface, states at the surface of silicon can create
a similar effect known as Fermi level pinning [132]. As we have seen,
even when using an implanted concentration of 1017cm−3, we still do
not see strong coupling to the resonator. Increasing concentration much
further was found to be impossible; implanted samples at 1018cm−3

and above yielded no ESR signal despite appearing to be electrically
active—the reason for this is unknown. Increasing concentration is also
known to decrease coherence time at the clock transition. Therefore
the route to achieving strong coupling to Bi donors while maintaining
long coherence times is unclear and would most likely require both that
the depletion region problem be fixed in order to increase the coupling
strength, and that the linewidth of the ensemble be significantly reduced.
Reduction of the depletion region is in principle possible by biasing
the resonator with a DC voltage but adds considerable complexity and
has not been shown to date. Achieving the less stringent requirement
of C = 1 (where C = g2

0N/(2κγ)) could however be achieved simply
by mitigating the effect of resonator strain, potentially by depositing
a layer of Al2O3 using ALD to provide more uniform strain at the
surface. This could in principle decrease spin linewidth κ at the clock
transition to 1 MHz (or less), corresponding to a ∼ 2.5× reduction,
while simultaneously increasing the number of spins within the resonator
bandwidth by the same factor. This would bring the cooperativity
of 0.2 measured in §6.1 to 1.25. Therefore, C > 1 is achievable and
tuning C down to exactly 1 would be possible by moving slightly off
resonance from the spin transition.

4. The large Hilbert space of Bi donors may be interesting in principle
for the purposes of storing states in the many available levels, but
in practice these extra levels are difficult to utilise. We have not yet
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begun to manipulate such a large Hilbert space, and as such the rich
energy level structure is not yet useful. In this work, it serves only
to reduce the maximum achievable polarisation by a factor of 10 or
more. This also requires operating above base temperature of a dilution
fridge, typically between 100-150 mK, while the preferred temperature
to operate a qubit is likely to be the base temperature. While it is
in principle possible to pump spins into a specific state using optical
pumping, this adds significant additional complexity to the scheme.
Optical pumping is also likely to cause issues with the superconducting
resonator, similar to what we have seen when operating with an LED
in §5.2.3. This must be overcome if a bismuth quantum memory is to
be realised.

5. If a hybrid resonator-spin system is to be genuinely useful as a quantum
memory for superconducting qubits, it must be compatible with these
qubits. Most high quality qubits are made from aluminium and cannot
withstand significant magnetic field—they are preferably operated
close to zero field. Given that the zero-field Sz transition is degenerate
with no less than 26 other transitions, even the lowest frequency Sx
clock transition in Bi is at 26.6 mT, and other interesting points are
even higher in field, operating with an aluminium qubit in this field
will be extremely difficult. The qubit can in principle be physically
separated from the memory, although this adds complexity. Operating
the zero field clock transition is also possible, but again, the additional
degenerate transitions would make this more complex than lower nuclear
spin systems.

6. The physically large bismuth nucleus causes extensive damage to the
silicon lattice when implanted, potentially giving rise to vacancies, in-
terstitials and other unwanted defects. Activation yield is also typically
around 50-60%. The true effect of implantation damage is not yet
known.

7. While the NbN resonators described in Chapter 4 were successfully
used to couple to rare earth dopants in Yttrium Orthosilicate [59], no
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signal was ever obtained from the Bi:Si system with an NbN resonator,
despite extensive efforts. The reason for this is unknown—while the
impedance was known to be higher than other Nb designs which were
later successful at coupling to Bi:Si, this was not enough to explain the
total lack of signal—it is suspected that surface band bending and/or
other surface chemistry effects from the NbN film or the nitrogen
introduced during deposition may be to blame.

Many of these unanswered questions and issues will require further
experiment to fully understand. In particular, the obstacles to achieving
strong coupling mean that moving forward with a strongly coupled bismuth
quantum memory scheme will be extremely difficult, although C = 1 may
be possible using only strain mitigation techniques as mentioned previously.
Though it is in principle not impossible to get such a scheme working, and
there are many routes to solving the various issues outlined here, some of
which have been mentioned, a simpler approach may be to choose a donor
whose properties naturally solve some or all of these issues already.

8.1.1 Selenium 79

If there exists a spin system with the desirable properties of bismuth—large
hyperfine splitting and magnetic clock transitions—which simultaneously
solves the main problems with bismuth, this would be highly desirable.
Chalcogen dopants, such as selenium, are known to have large binding
energies [133] owing to the fact that in order to act as a dopant they must be
singly ionized. The second ionization energy of Se:Si is 593.3 meV. This is
almost an order of magnitude larger than the first ionization energy of Bi:Si,
allowing selenium donors to resist ionisation due to the Schottky barrier
much better. As we are creating a hyrdogen-like system with a singly ionised
system, the un-screened nuclear charge is larger than a group-V donor and we
may also expect a smaller electron wavefunction as a result, which may reduce
the effect of strain on the donor. Experiments performed by J. Mansir and
P. Conti have investigated the effect of strain on various dopants [98]. First
tests performed by Mansir and Conti for any strain effect on selenium yielded
no measurable result, indicating that the strain dependence of selenium
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may also be very low. Previous measurements of Se donors in 28Si have
indicated promising T2 times up to 80 ms [134], although use of chalcogen
dopants requires the donor to be singly ionised. This is typically achieved
via boron acceptor co-doping, but is an additional complication and the
un-ionised Se donors and presence of additional B acceptors may have an
effect on a chalcogen-based quantum memory. Thus the use of chalcogens,
while potentially beneficial, is not entirely straightforward.

However, the only commonly used isotope of selenium with a non-zero
nuclear spin in 77Se, which has a large hyperfine constant of 1600 MHz, but a
nuclear spin of only 1/2. This means that the zero field splitting of 1.6 GHz
is too low to be of practical use, and the only available clock transition for
such a system would be at zero field. However, 79Se, a weak beta emitter,
is known to have a nuclear spin of 7/2 [135]. Such a dopant would have 6
clock transitions, very large zero field splitting, resistance to ionization and
potentially good resilience to strain effects. Efforts were made to acquire
enough 79Se for ion implantation but, despite the fact that samples of 79Se
have been prepared in the past [136], it was found to be too challenging
to acquire a suitable sample. If sufficient quantities of this isotope could
be procured, this could be an interesting alternative to Bi for quantum
memories.

8.1.2 Tellurium 125

Another chalcogen isotope that has desirable properties is 125Te. With a
nuclear spin of 1/2, 125Te as a donor in Si has been studied [137] and has a
zero field splitting of 3.492 GHz due to its extremely large hyperfine constant,
placing it within the required frequency regime at zero field. In addition to
being a group VI donor (and therefore much more resistant to ionisation),
the nuclear spin of 1/2 means it has 4 energy levels and only one ground
state for all its ESR transitions. This means that below 28 mK we can get to
99% polarisation, as opposed to just 8% or lower for most of the transitions
measured in this work.

The only available clock transition for this system is at zero field and
degenerate with two other transitions, but given that the zero field splitting
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(b) (c)

(d) (e)

Figure 8.1: Simulated properties of 125Te. Colours correspond to Sx (blue) and Sz (red)
transitions; darkness of coloured lines indicates the strength of the transition, based on
the value of the transition matrix element. (a) Breit-Rabi diagram showing the 4 expected
energy levels. (b) Predicted transitions. We can see that at zero field, the Sz transition
becomes a clock transition with large matrix element, but is also degenerate with two
Sx transitions. A field of 0.2 mT would be required to split these lines by 2 MHz to lift
the degeneracy. (c) Predicted polarisation of the Sz clock transition at zero field. 99%
polarisation is achieved at 28 mK, becoming even higher as temperature is reduced.(d)
∂f/∂B expressed as γ/γe for the 125Te spin transitions. (e) ∂f/∂A as a fucntion of field.
We can see that the zero field value is approximately 1/5 of the value for Bi, meaning that
125Te is likely to be much more strain resistant.
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is at 3.492 GHz, 0.14 mT of field would in principle be required to lift the
degeneracy and separate the transitions by 2 MHz, permitting operation
extremely close to the clock transition, with ∂f/∂B = 0.001γe. The key
properties of 125Te are outlined in Fig.8.1. Using this donor would in principle
solve many of the outstanding issues with the Bi quantum memory scheme:

1. The second ionization energy of 125Te at 4 K in silicon has been
measured at 410.8 meV [137], as opposed to 70.98 meV for bismuth
donors [138]. Hence 125Te should be much more resilient to ionisation
due to Schottky depletion or Fermi level pinning and it should therefore
be possible to have ESR active donors much closer to the resonator
without biasing.

2. Lowering temperature increases polarisation in the 125Te donor system,
avoiding the finite optimum temperature issue with Bi and making
optical pumping unnecessary to increase polarisation.

3. The target transition would be at less than 1 mT and thus much easier
to interface with superconducting qubits than Bi clock transitions.

4. The smaller ∂f/∂A at the clock transition than Bi clock transitions,
and a potentially weaker effect of strain on the hyperfine coupling A
should decrease the effects of resonator strain broadening, reducing the
strain-limited minimum linewidth.

5. The radius of the Te donor electron wavefunction may be smaller
than that of group-V donors due to being singly ionised, and 125Te
has a mass approximately 40% smaller than that of 209Bi. Therefore
implantation damage and strain is likely to be lower due to reduced
mass and ionised radius respectively.

New donors and/or new resonator designs and fabrication techniques may
be the key to realising a true quantum memory. In addition, the relevance
of the understanding of these spin ensembles, superconducting resonators
and the coupled system reaches far beyond quantum memories. Research
into hybrid superconductor-spin systems is a rich field and will no doubt find
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useful applications elsewhere, in addition to moving ever closer to a useable
long-lived solid state quantum memory for superconducting qubits.



Appendix A

A.1 Stimulated echo acquisition for decoherence
measurements

Here we discuss a pulse sequence developed to decrease T2 measurement time
by acquiring multiple echoes from a single excitation pulse. The sequence,
which utilised a two-pulse echo in combination with additional stimulated
echoes, was known as Stimulated Acquisition for Decoherence or ‘SAD’ (the
acronym reflects the state of measurements at the time). Shown in Fig.A.1,
unlike the CPMG sequence described in §5.2.4, the SAD sequence deliberately
separates the refocused and stimulated echoes in time and the digitizer is
triggered to only acquire the stimulated echoes. Successive refocused echoes
(in green) undergo additional decoherence for a time 2T in the xy plane but
the stimulated echoes (red) all decohere for a time 2τ . The time T>>T2 is
chosen such that the green refocused echoes decohere completely so as not to
interfere with the measurement. We can average the red stimulated echoes
and use the sequence to determine T2. It was found that this technique
reduced measurement time by a factor of approximately 2-3, but due to the
additional complexity of the method, it was not used extensively in these
experiments, despite giving moderate improvement.
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Figure A.1: (a) Schematic of the SAD averaging scheme. After the initial excitation and
refocusing pulse, a train of pulses is applied after the first echo, generating a train of
stimulated echoes. The refocused echoes form at a different time to the stimulated echoes
and are not acquired. We also set T >> T2 to ensure that all refocused echoes decay
completely. The stimulated echoes all have the same decoherence time and can be averaged
and used in a T2 measurement. (b) Data from a single SAD shot, showing the initial Hahn
echo and the first additional stimulated echo. The second stimulated echo was not visible
in this shot.
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