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Abstract

The anticipated properties of future nanoelectronic devices represent orders of magnitude
improvements in both packing density and switching speed over contemporary
microelectronic components. A potential use of nanoelectronic devices is in the area of
massively parallel computer architectures. At the forecast scale of nanoelectronic devices,
a large processor array could be fabricated upon a single chip. This thesis examines issues
regarding the design of such a nanoelectronic processor array.

A potential problem concerning the distribution of control signals to processing elements
within a nanoelectronic array is discussed. A design for a novel massively parallel
architecture that overcomes the problem of signal transmission along nanowires in such a
system is then presented. The proposed architecture, called the Propagated Instruction
Processor (PIP), requires only the local distribution of control signals within the array. A
suitable processing element and instruction set for the PIP are defined and techniques for
programming the architecture are highlighted. Along with the architecture a methodology
for measuring the performance of a massively parallel system is described, consisting of an
architecture simulator and a set of representative image processing operations. This test
set is implemented using simulations of both the PIP and a more conventional SIMD
massively parallel architecture (CLIP3). The results of the simulations allow a comparative
analysis of the efficiency of the PIP architecture to take place. Using the simulation results,
a number of different architecture models are defined and are then used in the assessment
of the PIP architecture. These are; a typical SIMD model, an all nanoelectronic SIMD
model, a nanoelectronic SIMD model with serial instruction word distribution and the PIP
model. The execution efficiency for these models, expressed in estimated clock cycles, on
the test set algorithms are then presented in full. Future areas of investigation are indicated

based on the results of this first assessment.
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Chapter 1 Fast, Portable, Parallel, Computing

1.1 Introduction

There is a fundamental limit on the continuing downsizing of conventional
microelectronic components from which parallel systems are made, corresponding to
a minimum feature size of approximately 50nm [1]. Beyond this limit, quantum
mechanical effects will start to interfere with the switching operation of transistors,
leading to phenomena such as current leakage which render the device useless. One
area of current research is investigating a potentially smaller class of devices, called
nanoelectronic devices, in which device operation will depend upon the quantum
mechanical properties of materials rather than be adversely affected by them. By
utilising quantum mechanical effects the downsizing of components can continue to
the atomic scale. If research into nanoscale devices is fruitful then the available
packing density and clock speed of future computer systems is likely to increase by
orders of magnitude over contemporary standards. This thesis will examine designs
for parallel computer systems that could be composed from such nanoelectronic
devices.

Research into uses of such nanoscale devices is still at an early stage and in the
absence of any working devices at the nanometre sizes forecast, must be extremely
speculative. This work is no exception to this statement and much of what is
contained herein is based on reasonable assumptions about what is currently known in

this developing field.

1.2 Properties of Nanoelectronic Devices

This thesis will not examine any particular nanoelectronic device in detail but will
briefly define a set of generalised properties of the devices that correspond to the
current forecasts for nanoelectronic devices. Surveys in which various nanodevices
are grouped into a number of classes can be found in [1,3], with a more detailed
account contained in [2]. Although as a whole the different types of nanoelectronic
devices can be recognised as a group - they all work because of quantum mechanical

effects, it is hard at this point in time to identify a ‘typical’ nanoelectronic device. The



separate device groups are at different stages of development, some exist only in
theory or simulation whilst others have been fabricated (although not necessarily at
the nanometre scale). Despite these difficulties, it is possible to set out some universal
characteristics that are widely forecast for all the groups of nanoelectronic devices
that have been identified. Some of these estimates are shown in Table 1.1 along with
the equivalent properties for contemporary CMOS components. Two figures are given
for nanoelectronic devices, one that represents a typical forecast of component size

and one that represents a lower limit on the size of nanoelectronic components.

Property Present Day | Typical Forecast | Best Forecast
CMOS Nanodevice Nanodevice

Minimum Feature Size 250 nm 10 nm 1 nm

Device Size ~5 um 10,000 nm? 100 nm?

Device Switching Speed 1 ns 1 ps 0.05 ps

System Clock Rate 1 GHz 100 GHz 1 THz

Table 1.1 Forecast Properties of CMOS and Nanoelectronic devices

Along with the beneficial characteristics shown in table 1.1, it has also been widely
recognised that long distance communication between sites in nanoelectronic circuits
will be problematic [3], either because of a transmission latency or signal degradation.
The recognition of this problem has wide implications for designers of systems to be
composed of nanoelectronic devices. Indeed any system that is to benefit from the
potential advantages of nanoelectronic systems must take this shortcoming into
account. To summarise this section, the important properties of nanoelectronic

devices with regard to this thesis can be defined as follows;

e High Potential Packing Density

e High Potential Switching Speed




e Low Power

¢ Difficult long distance communication

1.3 The Effective Use of Nanoelectronic Device Properties

A significant challenge for a system designer is to use the properties of nanoelectronic
components in a productive and efficient way. The potentially high packing density
of nanoelectronic components would allow for extremely complex systems to be
constructed in a very small area of semiconductor. One area that has been suggested
by a number of authors as a potential beneficiary from the properties of
nanoelectronic devices is massively parallel processing (MPP) [4,5].  All

contemporary MPP systems suffer from the following shortcomings;

e The number of processing elements (PEs) in the processor array is often smaller
than the data sets that the MPP has been designed to process. This limitation
necessitates the artificial partitioning of data sets prior to processing, which in turn

leads to longer processing times.

e The size of the on-chip memory for each PE is also limited by the lack of
available packing density. This problem can be overcome by providing extra

memory off chip, however, a time penalty is incurred for off chip access.

e To maximise the number of cells in the array, the PEs are often of a simple single
bit design. Consequently seemingly ‘simple’ arithmetic operations may need tens
or hundreds of assembly language instructions for completion on an MPP. This
limitation leads to a constraint on the complexity of tasks that can be executed in

real time.

e The large physical sizes of the systems make the construction of portable devices

that use MPPs unfeasible.

All of the points above are related to the limitations imposed by the packing density
of CMOS components available for the construction of contemporary MPP systems.

In order to give an indication as to how nanoelectronic components might improve the



current situation, table 1.2 contains some estimates as to the array sizes of MPP
systems that could be constructed on lecm® of semiconductor in the different
technologies shown previously. These figures are based upon a set of conservative

assumptions as follows:

e The array will be implemented on a single die of 1cm? 50% of which is given over
to external signal buffering

e The PEs of the array are of a simple single bit design and each requires 200
transistors

e Each PE also has 1Kbyte of memory (dynamic RAM) consisting of 20,000
transistors

e There are 35 control lines for each PE

e The minimum feature size of the microelectronic components is 1um. Two
different minimum feature sizes have been used in the calculations for the
nanoelectronic systems; Inm and 10nm.

. The width of each control line for microelectronic technology is 250nm on 500nm
pitch. Calculations for the nanoelectronic systems are made at two different scales;
Inm on 2nm pitch and 10nm on 20nm pitch which correspond to the two different

minimum feature sizes.

Even with the set of conservative assumptions made in the estimates of Table 1.2 it
would appear that a nanoelectronic processor array could solve the problems of
limited packing density highlighted earlier on in this section. Construction of a
nanoelectronic array with devices of minimum feature size 10nm would allow for a
500 x 500 PE array on lcm’ of semiconductor. At the smallest potential device size
forecast, a Inm minimum feature size, a 5000 x 5000 PE array could be constructed in
the same area.

If implemented, a processor array of this size would allow very large data sets to be
processed without partitioning. Along with the increase in packing density, a large
increase in switching speeds when moving to nanoscale devices is also forecast
[6,7,8]. It has been estimated that this would lead to an increase in processor array
clock speed of at least 10* over what is currently available (approx. 100 MHz) [9]. If

possible then more sophisticated processing sequences could be implemented in real



time applications than is currently possible. With the smaller physical array sizes, real
time applications that require highly portable computing facilities will also become
feasible [9]. In short, the advent of nanoscale devices promises for the first time

massively parallel, high speed, portable computer structures.

Property CMOS ‘Typical’ Best Forecast
Nanodevice Nanodevice

Devices / PE 200 200 200

Devices / PE | 20,000 20,000 20,000

Memory

Area / PE (um?) 1000 2 0.02

Area / PE Memory | 100,000 200 2

(um”)

Area / Control | 2,500 10 1

Lines (um?)

PE Units / cm’ 20 x 20 500 x 500 5000 x 5000

Table 1.2 Estimates of Array Packing Densities constructed of CMOS and

Nanoelectronic Devices

1.4 Objectives of Research

Given the connection that has been shown between nanoelectronic devices and highly
parallel computing structures, the objectives of this research can be defined as

follows;

1. To present suitable designs for a massively parallel computer architecture that
meet the anticipated constraint of problematic long distance communication in

nanoelectronic systems as described in section 1.3.




2.

3.

To devise, where it is necessary, novel methods for programming the architectures
defined.

To assess the viability of the architecture designs by way of a comparative study.

1.5 Research Methodology

The methodology used to meet the objectives defined in section 1.4 was as follows;

1.

An existing SIMD architecture, CLIP3, was selected for use as a starting point in
the design of the novel architecture. The selection procedure is contained in
chapter 2 of this thesis, preceded by a review of SIMD architectures.

A design for a novel highly parallel nanoelectronic architecture called the
Propagated Instruction processor (PIP) was developed using the existing SIMD
architecture chosen in chapter 2 as a base. The PIP and two other potential
nanoelectronic MPP architectures are described in chapter 3.

A representative test suite of low level image processing algorithms that can be
used to assess the efficiency of a highly parallel computer architecture was
selected and is presented in chapter 4. A series of methods for programming the
PIP architecture were devised along with algorithms for implementing the test
suite. These are given in chapter 5.

The test suite algorithms were implemented on an assembly language instruction
level simulation of the architecture to obtain a series of performance figures in
terms of instruction counts. The test suite algorithms were also implemented on
the other models of parallel architectures so that a comparative study of the results
could be achieved.

A comparative assessment of the performance figures was carried out. As a result
of the analysis modifications to the novel architecture were devised and
implemented with further experiments carried out on the modified system. This
process is described in chapters 6, 7 and 8.

A series of conclusions drawn from the work are presented in the final chapter of

the thesis, together with suggestions for extending the research.



1.6 Summary

The advent of nanoscale components represents an opportunity for a large increase in
the numbers of components that can be implemented on a single chip. This thesis
focuses on a class of parallel computer system known as Massively Parallel
Processors (MPPs). There is a natural match between the (anticipated) properties of
nanoelectronic devices and the architectural requirements of MPPs [4,5]. Nanoscale
devices promise revolutionary increases in both device switching speeds and packing
density that will lead to very large, fast, portable computer systems. When designing
MPP systems comprising such nanoelectronic devices, the decisions confronting a
systems engineer are different from those affecting microscale design. This thesis
describes an investigation into one such design aspect of a nanoelectronic MPP

system, that of the implementation of long range communications in the array.



Chapter2  Selecting a Parallel System for Nanoelectronic Implementation

2.1 Introduction

The potential relevance of nanoelectronic devices to the area of massively parallel
computer architectures has been emphasised in the previous chapter. This chapter will
review a number of massively parallel architectures, with the objective of selecting a
particular architecture for use as a starting point in this research. The selected
architecture will be used later in the thesis as a first reference point when looking into
nanoelectronic designs for a massively parallel computer.

The chapter is set out as follows; First a description of Single Instruction Multiple
Data (SIMD) computing is given, then a number of existing massively parallel
systems are reviewed and finally a comparative analysis of the existing systems is
presented. The comparative analysis will conclude by selecting one of the reviewed
systems as a starting point for further research into nanoelectronic massively parallel
architectures.

The review will not attempt to rank the included designs. Indeed, as shown previously
by several authors, such a straightforward comparison is not usually valid in this field
of highly specialised machines [10,11,12]. However some of the performance figures
of each machine will be listed here, in particular the statistics for some low-level
image processing operations (where they have been published). It is anticipated that
the use of some nanoelectronic components in an identical system could improve

these figures substantially.

2.2 SIMD Computing

The control of massively parallel systems is often achieved in an SIMD fashion, a
typical SIMD arrangement being shown in figure 2.1. It is usual for such a system to
consist of a host computer, an array control unit (ACU), a processor array and an
array input/output arrangement. The processor array usually contains many thousands
of identical processing elements (PEs). The PEs are often of extremely simple design
and contain little or no independent program control hardware. Each PE contains
some exclusive local memory in which to store intermediate results. The PEs can also
transmit and receive data to and from other directly connected PEs by way of an
interconnection topology. Figure 2.1 shows a four way connected mesh topology. The

ACU is directly connected to each of the PEs. In each timestep the ACU will



broadcast the same instruction to all the PEs which can then operate on data items

local to each.
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Figure 2.1  Illustration of an SIMD Architecture

SIMD systems are extremely suitable for massively parallel implementations that may
contain hundreds of thousands of PEs, because of the simplicity of programming the
structure. The operations performed on the PEs in an SIMD architecture are data
parallel, but the controlling program is sequential in nature. Various uses can be found
for SIMD systems, a suitable application area usually contains a large data set of input
items each with the same (or similar) processing requirements. The data items are
distributed to the processor array prior to being processed by all PEs in parallel.

Suitable areas for massive parallelism include:

o Image Processing
o Scientific Computing (e.g. Finite Element Analysis)
. Data Base Manipulation

The chosen application area of this study is image processing. Many of the operations
in the early stages of processing, for instance filtering and segmentation, involve

identical computations carried out on every image pixel. Operations of this type are



known as iconic in that they transform an N x N input image into an N x N output
image. In many procedures it is usual for a number of iconic operations to be applied
in series to an image. In such a scenario, massively parallel processing becomes
attractive because of the repetitive nature of the task that must be applied to a very
large number of data items (typically the image pixels). A mesh connected parallel
architecture is especially suitable for image processing as its topology directly
matches the input and output data structures required. If, however, the number of PEs
in a massively parallel system is less than the number of data items to be processed
then the performance of an MPP will degrade significantly. All contemporary MPPs
have fewer PEs than there are pixels in standard image sizes [13,14,15]. This problem
could be overcome by utilising the very large increases in packing density that
nanoelectronic devices promise.

An appropriate starting point in MPP history for the review of individual SIMD
systems that follows is the second generation of processor array designs [16] where
the individual PEs were in the main single bit processors. The survey will continue
from this point to the present day where the advance of technology and the lower cost

of components have allowed processor arrays to become commercially viable.

2.3 The Processor Arrays

2.3.1 The CLIP Programme

The Cellular Logic Image Processing (CLIP) programme was initiated at University
College London after a system called UCPR1, comprising a 20 x 20 array of fixed
logic elements proved successful in approximating areas of interest in charged particle
tracks [17]. The first of the CLIP processor arrays, CLIP1, was a prototype system
consisting of a 100 processor element array (10 x 10), each element being connected
to its four orthogonal neighbours. The CLIP1 PE was of a very simple, bit-serial,
design and allowed only three basic operations on binary images; extraction of the
contents of closed loops, extraction of segments attached to the array border and
extraction of the outer edges of segments. Subsequently, a programmable system
dubbed CLIP2, a 16 x 12 array with a hexagonal connectivity pattern, was developed.
Each CLIP2 PE consisted of two Boolean processors each capable of the sixteen
possible Boolean functions of its two inputs. Both processors accepted the same two
inputs that could be either two binary images or one binary image and the result of a

logical OR of the PE's six neighbour connections. The output from one of the Boolean
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processors was designated as a signal for transmission to the six connected
neighbours, while the other, the processed binary image, was stored in local PE
memory. The major drawback with this design was that there was no way of including
directional information in instructions as each of the six signals from the connected
neighbours were all always included in the relevant instructions. With this in mind the
next of the CLIP series, CLIP3, was designed and implemented to include
programmable interconnection directions. CLIP3 is described in detail in section
2.3.2.. Beyond CLIP3, the programme continued and a fourth prototype CLIP4 [18]
was developed. CLIP4 consisted of a 96 x 96 mesh of bit serial PEs and is described
in section 2.3.3. A later model in the CLIP series, the CLIP7A [19,20] prototype,
moved away from the original cellular logic concept and comprised a linear array of

16 bit PEs.

2.3.2 The CLIP3 Array Processor

The CLIP3 system, a working prototype, was completed in 1974 and included a 16 x
12 mesh connected array of single bit PEs built out of TTL components. The system
contained the usual elements of an SIMD processor array; an array control unit
(ACU), an I/ O arrangement, host computer and processor array.

The primary use of CLIP3 was for binary image processing [21,22]. The system
allowed for two distinct neighbourhood connectivity patterns between the individual
PEs, square (eight connected) or hexagonal (six connected). Input of an image to the
array was achieved by serially feeding the thresholded output of a flying spot scanner

into a shift register - each bit of which represented the A register in a particular PE.

Processing Element
A block diagram of the CLIP3 PE is shown in figure 2.2. The function of the PE can

be split into the following three areas:
¢ Neighbourhood input gating and the sum and threshold modules

e Registers and local memory

e The Boolean function generator
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Figure 2.2  The CLIP3 PE

Neighbourhood Input Gating

Data is transmitted from other directly connected cells to the PE via the
neighbourhood inputs (N1-N8). Selecting the relevant control lines (G1-G8) acts as a
filter on the arriving signals. The use of one line per neighbour permits any
combination of these inputs to a PE. A summation circuit adds the number of active
neighbour inputs and the result of this is passed to the threshold module. The
threshold module produces a comparison between the number of active inputs and a
user selected threshold (F1-F3). A signal is produced at T only if this threshold is
exceeded. The inclusion of the summation and thresholding structures, although not
strictly necessary (it was not included in later CLIP machines), allowed certain useful

neighbourhood operations to be implemented in a single instruction step.

Registers and Local Memory

Each CLIP3 PE contains the two single bit registers (A and B) and sixteen bits of
local RAM. Prior to processing by the Boolean function generator, the appropriate
bits are loaded from local memory into the two single bit registers. When the value of
the B register is passed to the Boolean function generator it is logically OR’ed with
the output from the threshold gate. To perform operations involving the local
neighbourhood not involving B, it can be set to zero prior to the appropriate

instruction.
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The Boolean Function Generator

The Boolean processor allows any of the sixteen possible logical combinations of its
two inputs to be selected for each of its outputs. The functions are programmed by the
enabling of combinations of its control lines (C1-C8), four for each of the outputs.
One output (N) provides the neighbour input for each of the eight connected PEs, the

other provides the input to local memory (D).

CLIP3 System Detail Performance - Basic operations.

Year : 1974 Data I/O time : 192ps

Developer : UCL Integer Addition 50us (8 bits)

Status : Experimental Integer Multiplication 1040ps (8 bits).

Topology : 6 or 8 Mesh FLOPS : N/A.

PE: Bit Serial Comparison operation : lus

Array Size : 16 x 12 Binary Pointwise lus

Local Memory : 16 bits

Control Lines : 28 Local Neighbourhood operations

Long Range Com: Global Propagation | Binary Near neighbour lus
Convolution (3x3 8 bits) | 9760us
Binary Erode / Dilate 1 ps
Data Shift: (8 bits) 8us

Table 2.1 CLIP3 System Statistics

2.3.3 The CLIP4 System

The proposal for the CLIP4 program was generated in 1974 but a working
implementation was not in place until 1980 because of difficulties in chip
procurement [23]. The system included an increased array size over CLIP3 of 96 x 96
PEs built from 0.168 x 0.177 inch customised integrated circuit chips, each CLIP4
chip containing eight processing elements and 256 bits of RAM. Twelve of these
chips were fitted to each array processor card with the overall array constituting 96 of
these cards. All processing elements in the array operate in SIMD mode by executing

controller broadcast instructions simultaneously.
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Processing Element

The design of the CLIP3 PE was used as the base design for CLIP4 and many
similarities exist between the two. Again a two input / two output Boolean processor
formed the heart of each processing element with the A register and neighbour input
values providing the input, the processed data and neighbour output values forming
the output. The analogue neighbour input summation and thresholding of CLIP3 was
scrapped in CLIP4, to implement this feature in digital logic would have doubled the
number of gates needed to construct each PE. As in CLIP3, each neighbour input is
controlled by a single control line (G1-G8). The eight resulting signals are then
combined by an OR gate to produce a signal at T. A full adder with a circulated carry
bit was incorporated to improve the efficiency of the arithmetic processing needed to
process grey scale images. The size of local memory available was doubled from 16
to 32 bits although this still imposed limiting size restrictions upon the user

particularly when performing operations on grey scale images.
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Figure2.3 The CLIP4 PE

When the R line is disabled the P input is, as in CLIP3, a logical OR of the B register
and the neighbour signal (T) and the array can be used for the normal binary image
operations. When the R line is enabled the two NOR gates and an AND gate, act as a

half adder on the B and T inputs. The Boolean Processor can then be configured as a
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second half adder to combine the output from these gates with the A register. The
result of the addition of two bit planes (A and B) is formed at D with the carry bit
being stored in the C register for re-circulation in the next addition cycle.
Alternatively addition can be carried out in a bit column fashion (i.e. each bit of a
number is stored along a column of PE’s) where the T input is formed by allowing the

appropriate neighbour’s control line and the carry bit flows to the appropriate

neighbour.

CLIP4 System Detail Performance - Basic operations.

Year 1980 (designed in 1974) | Integer Addition (8 bits) 80us

Developer UCL Integer Multiplication (8 bits) | 2000us

Status Experimental FLOPS N/A.

Topology 6 or 8 Mesh Binary Pointwise 10us

PE: Bit Serial

Array Size 96 x 96 Local Neighbourhood operations

Clock Rate 2.5 MHz Binary Near neighbour 10us

Local Memory 32 bits Averaging (3x3 8 bits) 1300us

Control Lines 28 Median Filter (3x3 8 bits) 10000ps

Long Range Com Global Propagation Convolution (3x3 8 bits) 18640us
Binary Erode / Dilate 10 ps
Data Shift: (8 bits) 80us

Table 2.2 CLIP4 System Statistics

2.3.4 BASE4

The BASE4 processor is a 4 x 4 prototype mesh processor that was constructed in
1980 at Purdue University under the direction of Anthony Reeves [9] who had
previously worked in UCL’s Image Processing Group. In his description of the system
it is mentioned that an 8x8 mesh (BASES8) was under construction and that larger
arrays of this design had been simulated. The design of the BASE processor closely
resembles that of the two CLIP processors described previously. Reeves concedes this
in his description but adds that BASE has been ‘systematically’ designed, resulting in
a simply expressed instruction set whereas the CLIP series was a ‘sequence of
hardware models each model being used as the basis for the next’. Reeves argues that
this simply expressed instruction set provides a sound base for the development of a
higher level language. The other major differences between this design and the basic
CLIP processing element is a three input two output Boolean processor and the
manner of operations that can be applied to the near neighbour inputs. CLIP3 includes
the useful analogue summation and threshold feature and in the CLIP4 system the

input signals are combined using an OR gate. BASE allows for this style of input
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gating and also provides facilities for the combination of input signals with the AND
function. A combination of both logical relationships can be used to allow any single

bit pattern of the eight near neighbours to be tested for.

input gutiang f(AB,P) R

Figure 2.4  The BASE PE in Near-Neighbour Instruction Mode

A three-input Boolean processor allowing any Boolean combination of its three inputs
forms the hub of the BASE system. The BASE processor allows for both local and
global propagation instructions (called recursive instructions by Reeves). The above
diagram shows the BASE processor in local propagating instruction mode - the near
neighbour output would have to be calculated in a prior instruction and stored in the B

register. For global propagation instructions the neighbour output is provided by the

R register.

BASE4 System Detail

Year 1980

Developer Purdue University

Status Prototype (Larger Arrays Simulated)
Topology 8 Mesh

PE: Bit Serial

Array Size 4x4

Control Lines 22

Long Range Com Global Propagation

Table 2.3 BASE System Statistics
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2.3.5 The Distributed Array Processor (DAP)

The DAP is a processor array with mesh connections to orthogonal neighbours and
high speed data communication facilities. The DAP was first developed for scientific
computing at ICL principally by Reddaway, Hunt and Parkinson [24,25]. When the
first 32 x 32 prototype appeared in 1976 it became apparent that the DAP design was
versatile enough for it to be used in other areas including Image Processing. Later
updated versions of the basic DAP design principles have been produced
commercially by Active Memory Technology (AMT) and more recently by
Cambridge Parallel Processing who acquired AMT in July 1992.

The ICL DAP

One of the DAP systems to be developed commercially was the ICL DAP (1980) and
was a 64 x 64 mesh of processing elements of the type shown in figure 2.5. The single
bit PE consisted of three registers (Q, C and A), input and output multiplexers, 4096
bits of local memory and a one bit wide adder. The Q register can be considered as an
accumulator, the C register a carry bit and the A register can be used to implement
some local activity control. The neighbour input may also be written directly into the
A register or logically AND’ed with its contents. The DAP does not allow neighbour
input parallelism as in the CLIP series and the current neighbour input direction is
selected by the input multiplexer. In addition to the North, South, East and West
neighbour connections, each processor is connected to two data highways which span
each column and row of the array. These allow data to be broadcast across the entire
array from the MCU in one cycle in either of the two orthogonal directions. The
output multiplexer selects the PE output which may be; local memory, adder sum, the
Q register or the A register. A conditional write to memory can be achieved with the
A register acting as a control to the output multiplexer.

Although a full adder forms the heart of this system it is possible to implement other
operations using this arrangement, for instance;

To load Q from memory the Q and C inputs to the adder are disabled.

To transfer Q to C the input from neighbour input is made true and the C input is
disabled. The array could be programmed by using the specially developed assembly
language APAL or by using the higher level FORTRAN Plus - a parallel extension of
FORTRAN.
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Figure2.5 The ICL DAP PE

The AMT DAP 500/600 series

A later incarnation of the DAP was called the AMT DAP which embodies the main
design principles of the ICL DAP and is also workstation compatible [26]. The
500/600 series is commercially available and has been used on a number of problems
such as; text searching, database operations, image processing and computational
fluid dynamics. The processing element design is very similar to that of the earlier
model, the only differences being the provision of two more single bit registers, S and
D [16], both of which are shielded from the APAL programmers view. The D register
is used for fast I / O and can overlap processing with the rest of the PE. Some of the
single instructions provided on the DAP read from and write to memory and in order

to facilitate these the S register is placed in the data flow.
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DAP System Detail Performance - Basic operations.

Year 1989 Data I/O time 1 cycle (overlaps processing)
Developer AMT Integer Addition 2.5us (8 bits)

Status Commercial System Integer Multiplication | 16.3 us (8 bits).

Topology Mesh, 4 connected FP Addition/ 85.5us (32 bits).

PE: Bit Serial FP Multiplication 170.6ps (32 bits).

Array Size 64 x 64 Binary Pointwise 0.1 ps (max).

Clock Rate 10 MHz

Local Memory 1 Mbit (max)

Long Range Com Orthogonal Data Buses

Table 2.4 DAP System Statistics

2.3.6 The Connection Machine

The Connection Machine was initially conceived by Daniel Hillis and others at MIT
as a way of directly matching a computer architecture to the data structures involved
in solving an arbitrary problem [27]. To achieve this aim the Connection Machine
employed a flexible inter-processor communication structure. The first model, CM-1,
was designed originally for solving symbolic problems and consequently could be
programmed using a version of Lisp (CM-Lisp). Later designs of the connection
machine (CM-2 and CM-5) also had parallel versions of imperative languages

available.

The Connection Machine 1 (CM-1)

The CM-1 consisted of 4096 VLSI processor chips each housing 16 single bit PEs
arranged in a 4 connected mesh and a message router which occupies a significant
proportion of each chip. The CM chips were connected in a Boolean n-cube topology
where the maximum possible distance between any two nodes of the network is the

number of dimensions, which in the case of CM-1 is twelve.

Processing Element

The single bit PE is of relatively simple design, the basic operation being to combine
two bits contained in memory (defined by the A and B addresses) and a flag (defined
by the read flag) with a Boolean function (defined in the truth table) to produce two
outputs. One output is written back to the A memory address, the other to one of the
flags defined by the write flag. The ALU is capable of any of the possible 65,536
possible Boolean functions containing three inputs and two outputs - these are

specified by two eight bit ‘truth tables’ which define the memory and flag outputs.
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There are sixteen flags associated with each processor - eight of these are for general
purpose use and the other eight for use by the system hardware such as a context flag
which dictates whether to execute conditional operations. Another of these hardware
flags, the daisy chain flag, allows the sixteen cells upon a chip to be chained together

to perform sixteen bit operations.

/

- |4K memory |
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U |

|a address J Ib address I

write flag

‘ “

Figure 2.6  The Connection Machine PE

Communications

The on-chip router handles incoming and outgoing messages for the sixteen local
processing elements. The routers are connected by 24,576 bi-directional connections
forming a communications network in the pattern of the n-cube. Messages are
addressed relatively with each dimension of the hypercube making up one bit position
of a twelve bit address. When a router receives a message its address is checked - if
this is twelve zeros then it has arrived at its destination. Otherwise an arbitrary ‘one’
bit of the address is complemented and the message is sent along the corresponding
plane to the next router on the message path. Another mechanism allows messages to
take detours if the message buffer at a recipient router becomes full. This involves the
router complementing an arbitrary ‘zero’ bit of the lowest priority message in its
buffer and sending it along the corresponding plane. In effect the message is sent
further from its destination although potential bottleneck situations should be avoided.
When a message arrives at its destination the router will deliver the message to the

appropriate processor by writing it to that processor’s memory.
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CM-1 System Details

Year 1985

Developer Thinking Machines
Status Commercial System
Topology 4 Mesh chip / hypercube
PE: Bit Serial

Array Size 4096 x4 x 4

Clock Rate 10 MHz

Local Memory 4K

Long Range Com Message Routing

Table 2.5 CM-1 System Statistics

2.3.7 The AIS-5000

The AIS-5000 is a commercially available SIMD linear array for image processing of
up to 1024 single bit processing elements [28] manufactured by Applied Intelligent
Systems. The processing elements are mounted on ‘parallel processor boards’ with 16
custom gate array chips per board, each chip containing 8 processing elements and a
whole system consisting of up to eight boards. The AIS-5000 can be used as a stand
alone unit or in conjunction with a workstation - the unusual stand alone facility
meaning that the system can be used as a dedicated device, for instance in a factory.
Provided with the array is a library of C functions that take advantage of the parallel
architecture - the programmer is also allowed direct low level access to the array via

some of these functions.

Memory

The array has been designed so that each custom chip of 8 PEs can be coupled to
commercially available memory of 32K x 8 bits where each PE operates on one bit
column of this memory. The data in directly neighbouring memory columns may also

be accessed by a processing element via its neighbour connections.

Input / Qutput

The AIS-5000 system incorporates three separate I/O channels that operate
asynchronously and overlap processing with the PE. Each of the three channels is
independent of the others and the channels may operate in opposite directions so that,
for instance, data may be read from memory and written to memory simultaneously.
The I/O sub-system shares its line to memory with the PE, the I/O system having

priority by use of a non-maskable interrupt.
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Figure 2.7  Functional Use of the AIS-5000; (a) Boolean operation, (b)

neighbourhood operation and (c) arithmetic operation

PE Operation

The array was designed with the need to simulate a mesh of processing elements in
mind and allows the user to create ‘virtual processors’ by specifying the partitioning
of each processing element’s memory. Once this partition is defined it is shielded
from the user and the array will behave logically as if it were a two dimensional mesh
the height of which is defined by the number of memory partitions. The individual
processing element is a general purpose bit serial processor capable of carrying out
Boolean, neighbourhood and arithmetic operations. The PE design also includes a
carry register (C) that is used in conjunction with the bit serial processor for add and
subtract operations. Multiply and divide operations can be programmed by repeating

the addition and subtraction functions provided.

AIS-5000 System Detail Performance - Basic operations.

Year

1985

Data I/O time

1 cycle (overlapped)

Developer Applied Intelligent Systems Integer Addition (8 bits) | 0.986ms (298 MOPS)
Status Commercial System Integer Multiplication 20.4ms (8bits).
Topology Linear Array Binary Pointwise 0.108ms (two source)
PE: Bit Serial
Array Size 1024 x 1 Performance — Neighbourhood Operations
Local Memory 32K Binary Near neighbour | 0.072ms
Long Range Com Data Buses Median Filter ; 42ms (8 bits)
Convolution : 64ms
Binary Erode / Dilate : 0.143ms

Table 2.6 AIS-5000 System Statistics

22




2.3.8 The Goodyear Massively Parallel Processor (MPP)

The MPP was ordered by NASA from Goodyear to enable them to extract useful
information from orbit imaging sensors that were expected to generate between 10°
and 10" bits of information per second [29]. The array is arranged as an SIMD 128 x
128 four connected mesh of single bit processing elements on a total of eighty-eight
cards each containing twenty-four processor chips and their memory requirement.
This memory allocation is external to the processing element and comprises 1024 bits
of standard RAM. The system also contains four redundant columns of PEs that can
be switched into the circuit to replace a column containing a faulty PE, thus increasing
reliability substantially. The design of the MPP also allowed the user to define four
different ways of connecting the edges of the array; open, cylinder, open spiral (linear

array) or closed spiral (ring).

Input / Qutput

The input data is shifted into the array in columns from the left edge at a rate of 10
MHz through the S register (see figure 8 [30]) and the shifting overlaps with the
processing element operation. However data processing is suspended for one cycle
whilst the data is stored in memory elements. Data is output in a similar way by
moving planes of information to the S register and then shifting them out of the right

edge of the array.

Processing Element

The main components of the PE are six single bit registers, a variable length shift
register, a data bus, a full adder and some combinatorial logic. The MPP does not
support neighbour parallelism and the neighbour input to is selected by a multiplexer,
this value can then be combined with a bit from the data bus in any of the sixteen
possible Boolean functions of two variables before storage in the P register. The P
register also acts as the neighbour output and a bit can be shifted by a routing
operation to any of the four connected neighbours. Arithmetic is carried out using the
A, B and C registers, the full adder and the variable length shift register. To perform
addition one operand is stored in the variable length shift register, and released to A
one bit at a time, the corresponding bits of the other operand coming from P. The sum
is formed at B and can either be stored in memory or in the shift register.

Multiplication is performed as a series of additions with the partial product being re-
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circulated through A, B and the shift register. The correct multiples of the
multiplicand are released from P and added to the circulating partial product. The G
(mask) register is used to implement some local activity control, masked operations

only taking place in those processing elements that contain a one in their G register.
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Figure 2.8

Each instruction cycle of the processing element takes 100ns although some
operations may be combined within one cycle, for instance a masked routing
operation can be combined with an unmasked arithmetic operation. The only directly
implemented global operation on the MPP is the ‘sum-or’ tree, an inclusive or of the

data bus states of all enabled PEs, the result of which is fed to the ACU for analysis.

MPP System Detail Performance - Basic operations.

Year 1979 Data I/O time one cycle

Developer Goodyear Integer Addition 2.5us

Status Commercial System FP Addition 33us

Topology 4-Mesh FP Multiplication: 60ps

PE: Bit Serial Integer Multiplication 10ps

Array Size 128 x 128 Binary Pointwise 0.3us

Local Memory 1K

Long Range Com none Performance — Neighbourhood Operations
Binary Near neighbour: | 1.5us
Averaging (3x3 8bits) 11.4ps
Convolution : (3x3 8bits) | 9.5us
Binary Erode / Dilate : L.5us
Data Shift (8bits) 1.7ps

Table 2.7 MPP System Statistics
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2.3.9 GEC Rectangular Image and Data (GRID)

The GRID is a prototype design of an SIMD mesh array of single PEs, each of which
is physically connected to its four orthogonal neighbours. A neighbourhood
connectivity of eight is achieved by routing information through one of the orthogonal
links for diagonals in a single 100ns instruction cycle. The array controller was
designed to facilitate a pyramidal mapping of image to processor where the image size

was greater than the number of available PEs.

Processing Element

The 64 bits of dual-ported RAM cache memory allow two operands to be read and
one output to be written to memory in a single instruction cycle (see figure 2.11). The
ALU supports the sixteen possible Boolean functions of two variables and may also
be configured as a full adder with the carry appearing at C. This carry may then be
recombined locally or transmitted to a neighbour. The M register facilitates bit serial
multiplication and holds the current multiplier bit which is logically AND’ed with
each multiplicand bit before being added to the accumulator which is stored in the
cache memory. A special single bit register (H) is included for counting of the number
of ‘one’ bits in a particular image plane. All of the H registers on a GRID chip are
joined as a continuous shift register whose contents can be clocked through a 16 bit
accumulator situated at the end of the register which counts the number of ones
present. The ACU then combines the chip results to give the total for the whole plane.
The E (enable) register is used to implement local activity control and can be set as
the result of a calculation or by the PE addressing logic. Neighbour connections are
made via the NNS network. The array also contains the orthogonal X and Y data
buses similar to those in the DAP which can be used to broadcast information to the
whole array in a single instruction cycle. This information comes from either of two
array edge registers that span the length and width of the array and are written to by
the array control unit (These registers can also receive information from the array for
use by the ACU). Each PE can also access its own off chip memory via the R registers

- the Ri register handling incoming data, Ro outgoing.
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Input / Qutput

An I/O buffer is included in the system to allow easy transfer of data to and from

peripheral devices (such as disks, monitors and cameras) which operate in a bit

parallel/word serial way whereas the array operates in a bit serial/word parallel way.

The buffer directly supports the pyramidal mapping of data to the processing elements

and its input operation overlaps normal processing until a whole line is in place in the

buffer. Processing is then interrupted as the line is passed to the array via the Y bus.

Output of data is achieved in a similar way.

GRID System Details

Performance - Basic operations

Year 1985 Integer Addition 2.5us
Developer GEC Integer Multiplication 10.3us
Status Prototype System FP Multiplication (32 bits) | 91us
Topology 8-Mesh (logically) Binary Pointwise 0.12ps
PE: Bit Serial Performance - Neighbourhood operation
Array Size 8x8 Binary Near Neighbour 0.6ys
Local Memory 64 bits Median Filter 1.1ms
Clock Rate 10 MHz Convolution (3x3 8 bits) 2.0ms
Long Range Com Orthogonal Data Buses Binary Erode / Dilate 0.6us

Table 2.8 GRID System Statistics
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2.3.10 The Content Addressable Array Parallel Processor (CAAPP)

The CAAPP is a 512 x 512 SIMD 4 connected mesh array of bit serial PEs that forms
the lowest of the three levels that comprise the UMASS Image Understanding
Architecture (IUA). Each layer of the IUA system is designed to perform one level of
image processing task (low, intermediate or high) and the CAAPP is connected to the
intermediate level, ICAP, a 64 x 64 SIMD mesh of multi-bit PEs [31]. Each ICAP cell
is associated with an 8 x 8 tile of CAAPP processing elements. The top level of the
IUA consists of an 8 x 8 mesh of 32 bit MIMD Lisp processors that are connected to

an 8 x 8 array of ICAP processors.

Processing Element

The basic components of the CAAPP processing element are 192 bits of RAM, 5
single bit registers (A, B, X, Y, Z), the ALU and routing circuitry. Sixty-four
processing elements make up a single integrated circuit chip that contains 120000
transistors. Communication with the upper layers of the [UA is achieved by an array
wide logical OR where the array control unit receives the array-wide result whereas
the upper layers receive the result only for those elements with which they are
associated. A count of responding cells is also available in the same way and can be
used to quickly form statistics about an image. A ‘select-first’ operation allows a
single associated CAAPP cell to be isolated by either of the other layers or the array
control unit - the isolated cell may be used to collect detail about the region that they

represent. The CAAPP PEs also have some local connection autonomy via the coterie

network.

CAAPP System Details Performance - Basic operations
Year 1987 Integer Addition 1.8us
Developer University of Massachusetts Integer Multiplication 16.8ps
Status Prototype System

Topology 4-Mesh Performance - Neighbourhood operation
PE: Bit Serial Data Shift (8 bits) 3.2us
Array Size 512 x512 Averaging (3x3 8 bits) 36us
Local Memory 192 bits Convolution (3x3 8 bits) 40us
Clock Rate 10 MHz Binary Erode / Dilate 2us
Long Range Com Local Connection Autonomy

Table 2.9 CAAPP System Statistics
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2.3.11 The Associative String Processor (ASP)

The ASP has emerged from research conducted at Brunel University which stretches
back to the SCAPE project of the early eighties [32]. The composite parts of an ASP
system, the ASP modules, can be configured via a data communication network to
implement any general purpose or application specific array topology. For instance
the Trax system, designed for processing steamer chamber images, is configured as a
linear array of 64 PEs. ASP modules are described as ‘highly versatile, fault tolerant
building blocks for the simple construction of a dynamically reconfigurable low
function-parallel, high data-parallel, second generation, massively parallel computer
systems’ [33]. An ASP module is made up of three parts; the ASP substring, the ASP
data interface and the ASP control interface. An ASP substring is a string of
associative processing elements (APE’s), a reconfigurable interprocessor
communications network and a vector data buffer for overlapped data I/O. In a
working system faulty ASP modules can be switched out of the circuit thus increasing

reliability.

Associative Processing Element (APE)

Each APE is made up of a full adder, a 64 bit data register, a 70 bit parallel
comparator, four single bit registers (Carry, Matching, Destination and Active) and
control logic for local processing and communication. The ASP can be programmed
so that a subset of APEs can be active for any operation indicated by the A register.
The A register can be set either by the condition of specified match data within a PE
or by the result of inter-processor communication. The MR (match reply) line
indicates to the controller whether any of the processors match under the current

conditions.

ASP System Details

Year 1992

Developer Brunel University.

Status Experimental System

Topology Reconfigureable,

PE: Bit Serial

Local Memory 64 bits

Clock Rate 12MHz

Long Range Com Inter APE communications network.

Table 2.10 ASP System Statistics
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2.4 Comparative Review

This section will contrast the differing characteristics of the PEs featured in the review

with the objective of selecting one of them as a starting point for further research.

The salient design features of the ten reviewed systems are summarised in table 2.11.

System | Type | CR | 1I/0 C [ Dim Me | NP | NL LDC PE
CLIP3 Mesh Bit Serial 8 16x12 16 8 gating | propagation Dual Boolean
CLIP4 Mesh 2.5 Column 8 96 x 64 32 8 gating | propagation Dual Boolean with
Parallel adder
BASE Mesh 8 | 4x4 8 gating | propagation Boolean
DAP Mesh 10 overlaps 4 |[64x64 M |1 Mux | X/Y buses adder
CM-1 ncube | 10 Image Parallel | 4 / | 4096 x4 x | 4k 1 Mux | message Dual Boolean
12 | 4 routing
AIS- Linear overlaps 2 1024 x 1 32k |5 gating | bus Boolean
5000
MPP Mesh 10 Column 4 128x 128 | 1k 1 Mux | data shift Single  Boolean
Parallel with adder
(overlaps)
GRID Mesh 10 Column 8 | 8x8 64 1 X/Y buses ALU
Parallel
CAAPP | Mesh 10 4 |512x512 | 192 |2 Mux | polymorphic ALU
torus
ASP Reconf | 12 Data Bus R | Reconf 64 1 Comm Associative
network Processor

Table 2.11 Design features of Reviewed Systems

CR = Clock Rate (MHz) C = Connectivity Me = Memory (bits) NP = Neighbour
Parallelism NL = Neighbour Logic LDC = Long Distance Communication
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The criteria for the selection will be how well the design features of the architecture
match the anticipated properties of nanoelectronic components. The rest of this
section will define desirable design features for a nanoelectronic MPP whilst the
following section (2.5) will discuss which of the reviewed systems best matches these

requirements.

2.4.1 Interconnection Topology

The interconnection topology of a given system can be used as a method of
classifying parallel computer architectures [34]. The topology of a system defines in
how many steps a data item can be transported between individual PEs (if other
factors such as data contention are disregarded). Cost, complexity and suitability for
the intended use of the architecture should govern the choice of topology for a parallel
system. The consideration that all PE interconnection distances must be local is also
present when designing for a nanoelectronic system. This requirement precludes the
use of a hypercube interconnection topology as employed by the Connection
Machine.

A mesh interconnection topology allows a relatively simple and regular chip layout of
high packing density. It is also a very suitable massively parallel arrangement for
many spatially mapped problems including low level image processing (the
application area of this study). In an ideal situation each data item (e.g. image pixel) is
mapped to a unique PE in the lattice. If a one to one mapping is possible it enables a
very high degree of parallelism that is sometimes referred to as pixel level parallelism.
A major limiting factor of many of the contemporary mesh connected parallel systems
shown here is that the dimensions of the array are often smaller than standard image
sizes. When this situation occurs image pixels are assigned a PE by a mapping
function prior to input to the mesh. A consequence of assigning more than one pixel
to each PE is that the processing time increases more than proportionally.

The recognition of this problem has led in some cases, to the development of linear
processor arrays such as the AIS-5000. Typically, each PE of the linear array
processes all the pixels of a single column of the image. This arrangement requires a
total number of processors equal to the linear dimension of the image only. As there
are significantly fewer of them, more power can be afforded to each PE. The simple
linear interconnection strategy also allows extra processing units to be added with

ease when necessary.
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When considering the construction of a processor array at the scale of nanoelectronic
components, the potential problem of a relatively small number of PE’s is removed.
Preliminary calculations in chapter 1 suggest that the number of simple PE’s with
local memory that could be fabricated on a single die would be high enough to easily
handle most standard and large image sizes. For instance, if the minimum feature size
of the nanoelectronic component is 1nm, then it is conservatively estimated that a
5000 x 5000 array could be fabricated on a 1cm? die.

A mesh interconnection topology is a simple and local interconnection strategy that
offers at best pixel level parallelism. It also directly matches both the input (and
output) data structures of many spatially mapped problems such as low level image
processing. For these reasons a system with a mesh interconnection topology was

considered essential in selecting a starting point for further designs.

2.4.2 Connectivity and Near Neighbour Parallelism

One class of low level image processing application uses information from the local
neighbourhood in the course of its computation (for instance filtering) necessitating
local data transfer in both pixel/processor and pyramidal mapped images. In a mesh
connected processor array a trade off between circuit wiring complexity and the
connectivity pattern of processing elements must be made. The eight connected
systems are able to access any member of a 3x3 neighbourhood in a single instruction
whilst four connected systems have to shift diagonal neighbourhood elements through
orthogonal neighbours in two instructions. A possible solution to this dichotomy is the
method employed by the GRID system which although only possessing physical
connections to four neighbours includes a full eight connectivity by routing a diagonal
neighbour through an orthogonal neighbour to the target processing element in a single
instruction. However this compromise would not allow for full near neighbour
parallelism where information from more than one directly connected neighbour can
be combined in a single step. Of the mesh-connected processors shown here only the
CLIP and BASE systems have a full near neighbour parallelism of eight, giving them a
distinct advantage in some binary image processing operations. For instance, image
erosion can be performed in a single step on the CLIP3 machine by allowing all of the
neighbour inputs in conjunction with the thresholding structure. The CLIP / BASE
type of near neighbour parallelism also allows each near neighbour to be selected in

isolation as in the multiplexed schemes. Of the other systems, only the AIS-5000 partly
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includes near neighbour parallelism, although as it is a linear array this is limited to
five simultaneous communication channels (the two linear neighbours and three
overlapping I/O memory channels). The CAAPP can communicate vertically to the
next level of the IUA as well as with one near neighbour simultaneously. The systems
that have multiplexed neighbour input selection have no near neighbour parallelism
and this omission may reflect a bias towards arithmetic processing.

For the application area of this study, low level image processing, systems with near
neighbour parallelism have a distinct advantage over those that employ a multiplexed
system. As previously mentioned some binary image processing tasks can be
implemented very efficiently in such a system. Near neighbour parallelism is also
necessary to fully implement the global propagation method of long distance

communication.

2.4.3 PE Granularity

In recent years some quantitative analyses of the design of PEs in processor arrays
have been carried out [35]. These studies have involved the simulations of massively
parallel systems with a number of variable parameters, two of which are ALU
granularity and internal data path width. A number of representative algorithms are
then run on the architecture models and the results in terms of estimated instruction
counts recorded. For the applications attempted in [36], the results suggest that single
bit PEs are preferable. This is because the ratio of single bit operations to longer word
operations in the sampled algorithms is high and because communication with
neighbours for the coarser grained processors is considered costly. In detailed
experiments on a simulation of the CAAPP [37,38], Herbordt concludes that
increasing the PE ALU granularity and data path width in isolation will result in a
speedup bounded by a factor of 30%. These results suggest that for the types of
application considered in the studies (which are largely low level image processing),
the case for using coarser grained PEs is at best unproven. The details of the intended
work load of the processor array, if known in advance, can be a consideration in the
choice of granularity (for instance an array of single bit PE’s would be unsuitable for
a workload consisting of largely 32 and 64 bit floating point calculations). Often,
however, the specifics of the intended use of a system are unknown in advance, so the
choice would be for the PE granularity with the best general performance to cost ratio.

A single bit PE can deal effectively with operand sizes of any length and is fully
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utilised whether calculating a multiple bit arithmetic operation or a single bit logical
operation.

It should also be noted that relatively little is currently known about nanoelectronic
components, making the design of more complex circuits without any simpler
precedents very difficult. As the available research suggests that in the intended
application area little, if anything, is to be gained by the use of coarser grained PEs a

very simple, single bit PE design was considered appropriate for this study.

2.4.4 Long Distance Communication

A particular class of low level image processing algorithm, (e.g. histogram generation),
require that information be passed from a particular cell beyond a near neighbour and
across the processor array to another cell. This type of problem necessitates some
method of long distance communication in processor arrays. Four of the methods of
implementing long distance communication implemented in the systems shown here
(global propagation, orthogonal data buses, partial n-cube and polymorphic torus) have
been contrasted by Fountain [39] who concludes that the orthogonal data buses offer
the best cost / benefit solution for a certain set of operations. The n-cube arrangement
will perform well in applications where the data movement has no underlying pattern
and also includes extra bandwidth. However a high control complexity overhead is
incurred (the CM-1 the router takes up a large portion of each chip). The global
propagation technique is inefficient in certain sorts of long distance communication
because the information has to flow through each PE, each cell passed through taking
one cycle. In the CLIP systems this disadvantage is off set by the fact that the
propagation cycle is approximately twenty times faster than the instruction cycle. The
global propagation scheme requires no additional interconnection hardware as all
communication takes place through the mesh, it does however require that near
neighbour parallelism to be implemented fully. The polymorphic torus local switching
autonomy enables the array to be divided into arbitrary sets of connected PEs but
allowing this local connection control complicates the PE design.

One of the properties of nanoelectronic components as defined in chapter 1 is a
limitation in long distance communication. In terms of global communication in a
processor array this property favours an exclusively locally connected method of
global communication. Of the two communication methods that rely exclusively on

local interconnections, global propagation requires little additional hardware. In an
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effort to keep the circuitry required as simple as possible a system with global

propagation is the logical choice for the starting point.

2.5 Selection of a Starting point for Further Research
To summarise the conclusions of section 2.4, the system to be used as a starting point

for further research should have the following features;

e Mesh Connected

e Single bit PE

e 8-connected with near neighbour parallelism

e locally connected global communication scheme with limited hardware overheads

(i.e. global propagation)

Of the reviewed systems, only the two CLIP systems and the BASE prototype fully
meet this specification. As the BASE system was never fully implemented and
information on its design is limited, the real choice is between the two CLIP systems.
The principle difference between CLIP3 and CLIP4 is the arrangements of the input
gating structure. The summation and thresholding structure was left out of the CLIP4
system because it was judged that it would take too much packing density to
implement it in digital logic. However, some nanoelectronic components have
different properties to those of conventional transistors. It has been shown elsewhere
that the input gating arrangement unique to CLIP3 can be implemented very
efficiently with certain nanoelectronic devices, in particular resonant tunneling
devices [40]. The input gating structure gives CLIP3 a performance advantadge in
certain sorts of morphological operation over CLIP4. The CLIP3 system was
therefore selected as the starting point for further research into a nanoelectronic

massively parallel system.

2.6 Summary

This chapter has introduced the subject area of this thesis, namely massively parallel
computing. A number of SIMD systems have been reviewed and subjected to
comparison with the objective of selecting the system that matches closest the

anticipated properties of nanoelectronic components. It has been demonstrated that the
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CLIP3 system meets all of the identified criteria. Elsewhere it has been shown that a
structure identical to the input gating arrangement of CLIP3 can be implemented very
cheaply with certain types of nanoelectronic components. For these reasons the CLIP3
system was selected as the starting point for further research into the feasibility of a
nanoelectronic massively parallel architecture. A more detailed description of the
CLIP3 processor, including its instruction set is given in Appendix II of this thesis.
The next chapter will focus on how instruction distribution from a centrally located

ACU can take place efficiently in a locally connected massively parallel array.

35



Chapter3  The Propagated Instruction Processor

3.1 Introduction
The CLIP3 system was selected in the last chapter as a starting point in the design of a
massively parallel system that is suitable for implementation with nanoelectronic
components. As mentioned in chapter 1, a significant problem when designing for
nanoelectronic components is the need to avoid wherever possible, long distance
communication between different sites. This requirement is seemingly at odds with
the SIMD data parallel approach employed in CLIP3 where each instruction must be
present at every PE in the array before execution can take place. If the instructions are
to be distributed from a central array control unit, as is assumed here, then there is a
need for long distance connections between the outlying PEs and the ACU. This
chapter will introduce three methods of distributing control information to the PEs of
a massively parallel array that could avoid the need for long distance communication
along nanowires. These are;
e control distribution along microwires in a “hybrid’ SIMD system
¢ buffered control distribution along nanowires in a nanoelectronic SIMD system
e control distribution by propagating instructions in a nanoelectronic non-SIMD
system
Preliminary calculations are then detailed that estimate the efficiency of the three
distribution methods in terms of both potential packing density and execution time.
The third of the methods, that of propagating instructions across the array, is then
investigated in more detail taking the CLIP3 system as a reference point. This process
involves specifying a suitable PE for the proposed system, specifying a method of
data conditional branching in a purely locally connected array and defining an

instruction set that matches the PE and array design.

3.2 Distributing Control - The Problem

Given the limitations of nanoelectronic components described in the first chapter, a
significant design decision is to decide how the control signals that drive the array can
be distributed to the individual PEs in the array. Figure 3.1 shows a typical SIMD
system with the array control unit situated off-chip. As has been highlighted

previously, it is expected that long interconnection distances between sites through
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uninterrupted nanowires will be problematic in a purely nanoelectronic system. The
method of control signal distribution must take this limitation into account. If an
assumption of an SIMD model of program control is made then each instruction must
simultaneously be present at each PE prior to its execution. This in itself implies long
wires as wherever the array control unit is placed the control signals must travel a
distance to the furthest PE that is at least the linear dimension of the array (if it is
assumed that the ACU is off-chip). However, an SIMD or closely very related style of
program control is desirable in a massively parallel system as it can be programmed

efficiently with relative ease.
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Figure 3.1  An SIMD System, On-Chip and Off-Chip Components

3.3 Methods of Distributing Control to the PEs

Three candidate designs will be presented here that address the problem of the
distribution of control signals over long distances. These are; a hybrid SIMD system,
a buffered SIMD system and a non-SIMD system in which instructions are
propagated across the array. The first two methods represent ways in which a
traditional SIMD system could be implemented without the need for long distance
nanowire connections. The third method marks a departure from the SIMD paradigm

and involves different instructions being executed simultaneously in different parts of
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the array by the use of instruction pipelining. These three methods of distributing

control will now be briefly described in turn.

3.3.1 A Hybrid SIMD System

This instruction distribution method envisages a system that consists of both
nanoelectronic components and microelectronic components (as depicted in figure
3.2). The control signals could be distributed to all PEs using relatively low
impedance micro-lines leaving no requirement for long distance nanowire
connections. The PEs and mesh connections would consist exclusively of
nanoelectronic components. This method would require suitable buffering
arrangements between the two technologies at their interfaces. The penalty for
including this buffering and for the scale of the control lines is a drop in the packing

density of the circuit and hence the overall size of the processor arrays.
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Figure 3.2 A Hybrid SIMD System

A slight variation upon this idea is to have only a single micro-line along which the
control signals are distributed serially, bit by bit. The control signals could then be
parallelised at the individual PE’s by use of a suitable shift register. Because each PE

requires only a single control line the packing density becomes more favourable than
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the hybrid method with parallel control lines. However, as each instruction execution
time has a latency associated with it that is proportional to the width of the instruction

word, program execution time will increase.

3.3.2 A Buffered Nanoelectronic SIMD system
To maximise the packing density available and avoid complicated buffering

arrangements between different technologies, a fully nanoelectronic array
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Figure 3.3 A Buffered SIMD System

This buffered method of control distribution is an example of how a fully
nanoelectronic SIMD array could be implemented. If nanowires of a conductive
material are assumed then the problem is one of signal degradation between different
sites in the array. One way that the signal degradation could be avoided and that also
allows SIMD control, is to store and refresh the signals as they cross the array via the
nanoscale control wires. This would involve placing a number of suitably spaced
buffering elements at intervals along the path of the control signals. This arrangement
is depicted in figure 3.3. Each element restores the incoming signal before

propagating it to the next buffer. However, in such a system, each buffering element
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would take a finite time for its operation. Thus each SIMD instruction transmitted to
the array would incur a time delay (latency) for its execution. The latency would be
proportional to the highest number of buffering stages that a control signal has to pass

through to reach every PE in the array.

3.3.3 Propagated Instructions

The two designs that have been presented so far offer a trade off for the system
designer between instruction execution time and packing density. The hybrid method
of section 3.3.1 offers no delay in execution time but a lower packing density. The
buffered SIMD system of section 3.3.2 offers a higher packing density but incurs a
delay in execution time for each instruction. A third method of distributing control
that does not incur instruction time latency and also allows the maximum packing
density will now be presented.

In the design of section 3.3.2, the buffered nanoelectronic system, an instruction must
pass through a number of buffering stages prior to its execution. If every one of these
buffering stages were close to one of the PEs of an array row then each instruction
would have to pass by each PE of the row prior to its being executed in the array as a
whole. It is this observation that led to the conception of the third design, in which the
instructions are executed as they are propagated across the array. As all distribution of
control signals is local to the PEs a fully nanoelectronic circuit can be envisaged.
Also, as will be shown, by abandoning SIMD control in favour of a form of
instruction pipelining each instruction does not incur a large latency. The fundamental

features of the architecture design are as follows:

¢ a mesh connected array of simple PEs exists

¢ in addition, each array row contains a row wide segmented pipeline which carries
the control signals to the PE’s of that row

¢ control signals enter the array via the pipeline at one edge of the array

¢ a PE upon receiving an instruction executes the instruction

e after execution, the instruction is propagated to the next PE in the pipeline whilst a

new instruction is received from the preceding PE in the pipeline
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This concept is depicted in figure 3.4 and in this example the instructions enter the
array from the left-hand edge and are propagated by one column to the right in each
time step. The number of each instruction shown in the diagram represents its
sequential order in the program. As the system is shown in figure 3.4, during the next
time step, instruction number five would enter the left-most column of the array and
each of the instructions already in the array would be propagated by one column to
the right. Such a system operates in SIMD mode for each array column and in an
instruction pipelined mode for each row, the whole being a hybrid of the two
approaches. In some arrangements it is possible that the synchronising clock signal
that such a system requires could be propagated across the array along with the

instructions. This consideration is, however, implementation dependent.
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Figure 3.4  The Concept of Propagating Instructions
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3.4 Estimated Performance of the Proposed Systems

In order to justify further investigation of any of the three candidate instruction
distribution methods a preliminary set of calculations as to the efficiency of each is
required. Table 3.1 shows the estimated times in clock cycles for executing a single
microinstruction on the three candidate architectures. It is assumed that for the
buffered SIMD model an instruction can travel a distance equivalent to that of a single
PE between each buffering stage. Using this assumption both the buffered SIMD and
Propagated Instruction designs take the same number of clock cycles to execute a

single microinstruction.

System cycles for control signal cycles per instruction Total clock
distribution execution cycles

Hybrid - parallel control 1 1 2

Hybrid - serial control 35 1 36

Buffered SIMD 5000 1 5001

Propagated Instructions 1 + pipeline latency 1 5001

Table 3.1 Microinstruction Execution Time for a Single Instruction

Table 3.2 shows the estimated execution times for a task that involves no data
communication between PEs and consists of ten thousand microinstructions. (Ten
thousand microinstructions are not an improbably high number of cycles to perform
an image-processing task on an array of very simple single bit PEs. For instance, in
experiments detailed in chapter 6, the multiplication of two eight bit integers in a
massively parallel array entails almost 1500 microinstructions.). Any reasonably
complex task consists of tens to hundreds of such operations. When this significant
number of instructions is considered, the one off pipeline latency associated with the
propagated instruction architecture becomes less dominant and the performance

becomes comparable with that of the hybrid design.

System cycles for control signal distribution cycles per total cycles
instruction

Hybrid - parallel control 1 1 20,000

Hybrid - serial control 35 1 360,000

Buffered SIMD 5000 1 50,010,000

Propagated Instructions 1 + pipeline latency 1 25,000

Table 3.2 Task Execution Times for the Candidate Designs
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In conclusion, the preliminary calculations presented above show that with regard to
the nanoelectronic processor array designs presented here, the propagated instruction
architecture is worthy of further investigation. Its performance is only slightly worse
than that of an SIMD architecture that has no delay in the propagation of signals over

long distances (i.e. the hybrid parallel control model).

3.5 The Propagated Instruction Processor

Design preliminaries have been outlined and the concept of propagating instructions
has been illustrated in previous sections. A more detailed design for a massively
parallel system based on this idea will now be presented. This design will be known
henceforth as the Propagated Instruction Processor or PIP. As discussed in the
previous chapter the reference point for this design will be the CLIP3 system of

section 2.3.2.

3.5.1 Processing Element Design

A block diagram of the PIP PE used in this study is shown in figure 3.6. All the
constituents of the CLIP3 cell are present in the PIP PE and are shown in the diagram
as single point lines. The buffering and distribution arrangements for the control

signals that are implied by the instruction pipeline design are shown as bold lines.
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Figure 3.6  The PIP PE
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A third single bit register, denoted as N, has been added in the path of the result from
the input gating structure. This can be selected by use of a toggle that can switch
between direct input from the gating structure to the Boolean processor and input
from the N register. The N register allows the storing of a bit of information received
from the neighbour inputs without routing the data through the Boolean Processor to
the local memory. This feature was essential to perform certain sorts of operations on
the PIP and represents a very small increase in the number of components in the
circuit. It is envisaged that data for processing by the array be input via row or column
parallel shift registers which feed into one of the local registers (A or B). This data
input method is in keeping with the exclusively local connectivity of the design and

has previously been used in a number of SIMD array processor designs.

3.5.2 Data Conditional Branching

In order to provide a method for data conditional branching within programs
executing on a processor array an overall gating strategy is necessary. In an SIMD
array this can take the form of an overall logical function of the same output from all
of the PEs at a particular point in the program code. However, the need to gather a
global result at the same point in the program for the whole of a pipelined functionally
parallel array seems to be at odds with the design philosophy of the PIP. In addition,
the calculation of a global logic function implies some long distance communication

across the array.

Figure 3.7 presents a possible implementation of an overall array gate within a single
array column that avoids long distance connectivity by the use of a serial gating
structure. However, by using this arrangement there is a time penalty associated with
each use of the overall gate that is proportional to the number of steps involved in the
process (for this design, the linear dimension of the array) as the result propagates
down a column.

Once the overall result of a particular array column is known this information must
somehow be incorporated with the results for other columns to provide overall array
information. It is assumed that when a conditional branch instruction is encountered
an instruction enters the array pipeline that generates the overall AND of the D

outputs for each array column. This column condition instruction is propagated in the
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same way as other instructions, calculating the response for each column as it

traverses the array.

PE 0,C

D
PE1,C [ j<— Serially Connected

Column Wise AND Gates

Result for Column C

Figure 3.7  PIP Overall Gating - one way of calculating a column’s response

At first glance, it seems that the result of the overall gating for each column must be
known for every column before the correct branching decision can be made. For
instance, to prove that all the D outputs were equal to one, requires that every D
output be examined. However, if the condition is false, then examination of a subset
of PE outputs would be enough to disprove the condition providing that at least one of
them has the output zero. A PE output that disproves the condition could occur in any
array column.

The method of instruction pipelining employed by the PIP gives rise to a number of
methods of implementing conditional branch instructions, two of which were

investigated in this research.
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These are:

e A branch instruction which continues to insert instructions into the array whilst the
result is being calculated (called branch and continue).

e A branch instruction which inserts inactive instructions (no operations) into the

array whilst the result is being calculated (called branch and wait).

In both cases the overall gating logic function used was the AND of each PE’s D
output. This decision was made for purposes of consistency with the CLIP3 array that
used the same function. As in CLIP3, the branch may be taken if the result of the
overall AND is either 1 or 0. A possible hardware implementation of the overall
gating strategy that requires only local connectivity (on chip) is shown in Appendix
III along with a more detailed explanation of the branch instructions used in this

research.

3.6 The PIP Instruction Set

This section defines an assembly language instruction set that is suitable for the PIP
architecture and was used in writing programs for the simulated PIP architecture. This
is presented in detail so that PIP programming techniques can be explained in the
context of the assembly language.

The available PE functions are the same as the CLIP3 PE (excepting use of the N
register), so the two assembly languages are similar. The PIP instruction set comprises

two basic classes of instruction:

1. Array instructions that enter the simulated pipeline and are executed directly by
the array elements.

2. Branch instructions that control program flow and are interpreted by the simulated
array controller. Unconditional branch instructions can be executed entirely within
the array controller. Conditional branch instructions depend on information

derived from the overall array state.
It is assumed that the most significant bit of the instruction word distinguishes

between array and branch instructions. An msb equal to zero implies an array

instruction whilst an msb equal to one indicates a branch instruction. The rest of the
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instruction word contains the various fields needed to determine the function of the

PE or the type of branch instruction.

3.6.1 Array Instructions

The assembly language devised for the PIP architecture does not have the same
distinction between Load and Process instructions as is contained in the CLIP3
assembly language (detailed in Appendix II of this thesis). Instead, all of the available
fields are contained in a single instruction format for all types of array instructions.
This includes only a single memory address field. Figure 3.7 shows an example of a
possible instruction word to implement this scheme. The example shown has 34 bits
and assumes some encoding of the Load Control field. The CLIP3 instruction word
had only 24 bits, however this only allowed access to 16 bits of local RAM. The

example shown in figure 3.8 can access 256 bits of local memory.

BitNumber —= 3332313029827 262524822 20191817161514131211109 87 6 5 43210

N[N

0 | NCONTROL | DCONTROL Ni-N§ SELECT THRESH g 5L LOAD* | ADDRESS FIELD

LOAD CONTROL * ES=Edge Select
000=No Load LN=LoadN
001=LoadA SN =Select N
010=LoadB

011=LoadD

001=Load A

101=Clear A

110=Clear B

Figure 3.8  The PIP Instruction Word (Array Instructions)

The mnemonics devised for entry to the PIP assembler are shown in table 3.3. The
different instruction parts may be mixed together on the same instruction line
provided that there is no mutual exclusion between the individual parts. For instance,
A and B cannot both be loaded with separate addresses on the same line of code as
this would entail using two addresses in a single instruction. The syntax used to

separate different mnemonics in an array instruction is a semi-colon.
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Mnemonic Action

Setaddr <address> Sets the memory address for the result of processing

Lda Load the A register

Ldb Load the B register

Ldn Load the N register

Clra Clear the A register

Clrb Clear the B register

Seln Select the N register as opposed to the neighbour input

Setfunc <nfunc><dfunc> sets the Boolean Processor functions both for the d (<dfunc>)
and n outputs (<nfunc>)

Setneigh [<dir>],<thr>,<ed> sets the input gating arrangement - <dir> is a list of selected
neighbours, <thr> is the threshold selection and <ed>
indicates whether the edge register is turned on.

Table 3.3 The Instruction Mnemonics (Array Instructions)

Examples of some typical array instructions are given in Table 3.4. This is not an
exhaustive list of the possible options. When selecting neighbour inputs the same
direction protocol is used as in the CLIP3 array design (i.e. starting from north west in

a clockwise direction).

Instruction Action

setaddr 0;lda load A with the contents of memory location 0

setaddr 1;1db load B with the contents of memory location 1

setaddr 2;setfunc 0,a&p;ldd load memory location 2 with the result of a logical AND

of the A and P inputs to the Boolean Processor. 0 is sent
to the neighbour output

setaddr 3;setfunc 0,a&p;ldd;seln load memory location 3 with the result of a logical AND
of the A and P inputs to the Boolean Processor - the N
register is selected. 0 is sent to the neighbour output
setneigh [2],0,0;1dn load the N register with the input from the neighbour
gating structure. Neighbour 2 only is selected with a
threshold value of 0 and the edge registers are off.
setfunc a™p,0 set the neighbour output function to the logical XOR of
the A and P Boolean Processor Inputs

Table 3.4 Some Typical Array Instructions

3.6.2 Branch Instructions

As in the CLIP3 assembly language, branch instructions can be split into two distinct
groups, conditional and unconditional. Again, unconditional branch instructions can
be executed entirely within the simulated array controller as all this type of instruction
requires is to change the program counter address. A conditional branch instruction
however requires some interaction with the array overall gating arrangement before a

decision can be made as to which address the program counter should assume.
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BitNumber =33 32313029 2827 262524 232221201918 17161514 131211109 8 7 6 5 4 3 2 1 0

1|OPCODE |C|V ADDRESS FIELD
OPCODE VALUES C = Condition Flag
00 0=Branch (br) V=Condition Value

001 =Branch to Subroutine (bts)

01 0=DBranch from Subroutine (bfs)

01 1=Branch and Wait (brw)

001 =Branch and Wait to Subroutine (bws)
101 =Branch and Wait from Subroutine (bwf)

Figure 3.9  The Instruction Word (Branch Instructions)

The unconditional form of the branch instruction is signified by a ‘0’ in the condition
flag field (signified by a u in the PIP assembly language). In the case of an
unconditional branch, the condition value field is redundant and is ignored by the

assembler. The address of the next instruction is held in the address field.

Mnemonic Action
br u,0,<address> branch to the program counter address shown in the address field
bts u,0,<address> branch to the subroutine which begins at the program counter address
shown in the address field
bfs u,0 return from subroutine
Table 3.5 Unconditional Branch Instruction Mnemonics

For conditional branch instructions, the condition flag field is set to a 1, which is
signified as a ¢ in the assembly language. The conditional branch instructions can be
split into two further groups; branch and continue and branch and wait (see section

3.5.3). Mnemonics for these two instruction groups are given in tables 3.6 and 3.7.

Mnemonic Action

br ¢,<b>,<add> Branch to the program counter address at <add> if the condition
represented by b is true. Meanwhile continue with the sequential
order of the program as if the branch has failed.

bts ¢,<b>,<add> Branch to the subroutine address at <add> if the condition
represented by b is true. Meanwhile continue with the sequential
order of the program as if the branch has failed.

bfs ¢, <b> Branch from the current subroutine if the condition represented by b
is true. Meanwhile continue with the sequential order of the program
as if the branch has failed.

Table 3.6 Branch and Continue Instruction Mnemonics
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Mnemonic Action

brw c,<b><add> Branch to the program counter address add if the overall gating
condition represented by b is true. Insert nops into the instruction
stream until the result is known

bws c,<b>,<add> Branch to the subroutine address add if the overall gating condition
represented by b is true. Insert nops into the instruction stream until
the result is known

bwf c,<b> Return from the current subroutine if the overall gating condition

represented by b is true. Insert nops into the instruction stream until
the result is known

Table 3.7 Branch and Wait Instructions Mnemonics

3.7 Summary

The anticipated problem of long distance signal transmission in nanoelectronic
circuits has been touched upon in the first chapter. For a massively parallel array this
limitation has severe implications for the method of control distribution to the PEs
that make up the array. This chapter has outlined three possible methods of
overcoming this fundamental problem. Two of the three methods have an SIMD
method of program control, whilst the third, the Propagated Instruction Processor,
functions by propagating instructions across the envisaged nanoelectronic array. The
instructions are executed by the individual PEs as they traverse the array. The three
methods of instruction distribution to PEs within the array were investigated
providing the three models. Rough calculations of the execution speed of the
candidate systems showed encouraging results for the PIP design. These were used to
justify a more detailed design of a PIP that was then presented. This included a PE
design, an overall gating strategy and a bit serial assembly language instruction set
that is consistent with the PE design. The PIP design was based on the CLIP3 array
processor that was selected in the previous chapter as a suitable starting point for
further research into potential nanoelectronic designs. The PIP PE design differs from
CLIP3 only in that a single extra register is included in the path from the neighbour
gating structure to the Boolean processor. The extra register was necessary to perform
certain sorts of neighbourhood operations, these are detailed later in the thesis.

The estimated performance figures of the different models shown in this chapter
represents a crude first attempt to ascertain their efficiency. In order to gain more

accurate information on the performance of the models, a framework for the
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evaluation of massively parallel architectures is required. The next chapter of this

thesis will define such a framework.
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Chapter 4 A Framework for the Evaluation of a Parallel Architecture

4.1 Introduction

In order to assess the suitability of the PIP architecture design for executing spatially
mapped problems, a framework for the appraisal of different computer architectures is
required. This chapter will set out such a framework, which has been used as a tool to
evaluate the PIP architecture. The evaluation of the PIP will, in broad terms, take the
form of a comparison between the proposed PIP architecture and a standard SIMD
architecture, CLIP3, on which the PIP PE design was based. With this in mind the

objectives of this chapter are:

¢ to select and justify the use of a set of low and intermediate level image processing
operations for benchmarking massively parallel computer architectures. This set of
operations is known subsequently as the test suite.

e to briefly describe the method of simulation used in the assessment of the
architectures.

e to describe the test suite SIMD algorithms and their implementation on a
simulation of a CLIP3 architecture. The implementation of the test suite is
presented in detail so that the necessary alterations made to the algorithms for
implementation on the PIP architecture can be described in context (this is done in

chapter five).

4.2 Approach to Benchmarking

The practice of benchmarking different special purpose parallel computers is
inherently difficult [41,42] and a discussion of some of the previously devised
benchmarks can be found elsewhere [43,44]. A review of two different approaches to
benchmarking parallel computer architectures, task analysis and operations analysis, is
given in [45]. Task analysis involves the assessment of different architectures
according to their performance on a preset typical task, such as the Abingdon Cross
[43] or the Image Understanding Benchmark [44]. A criticism of this approach is that
it is very difficult to define a typical task, as this is often dependent upon the intended
application area of the machine. Also, the result of the task analysis can be a single
figure (i.e. the time taken to complete the task), which could be viewed as an over-
simplification in this complex area. For these reasons the second approach, operations

analysis, was adopted in this study. This involves the implementation and assessment
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of individual low level image processing operations (that make up the tasks) on the
(simulated) architectures. The designs of the PIP and CLIP PE’s under investigation
are very similar and no significant difference in PE performance is expected. For this
reason, it was decided to classify the test suite by its inter PE data communication
requirement, where the two styles of parallelism may lead to different findings for

each class.

4.2.1 Selection of Test Suite

The test suite operations have been selected as representatives of a broader set of
operations that are used in the early stages of image processing. The operations are
predominately iconic in nature (i.e. an input image is transformed into an output
image of the same size). As a mesh connected array directly matches both the input
and output data structures it is particularly suitable for operations of this type. The
data types handled in the operations can be binary, integer, real or complex. In the test
suite used, the majority of operations selected act on the integer data type, as this data
type is often used to represent a grey scale image.

Low level image processing operations can be grouped according to their inter PE
communication requirement into four categories; point operations, local
neighbourhood operations, global operations and object operations. In mapping
algorithms from each of the four operation classes onto a mesh connected architecture
different levels of compatibility between architecture and operation are experienced.
Point and local neighbourhood operations map naturally onto an SIMD mesh
architecture and a similar relationship is expected for the PIP. Therefore, a significant
number of global and object operations were included where a greater difference

between the performance of the two architectures may become apparent.

Point Operations

This type of operation combines data already resident at a PE and involves no
communication between individual array PEs. A single operation of this type can be
representative of others as, for instance, an inversion is equivalent to a logical OR in
that both take the same number of micro-instructions. With this in mind, a single
example was chosen from each of the binary and floating point data types, whilst two

different examples from the integer data type were chosen.
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Local Neighbourhood Operations

This type of operation generally takes the form of each PE receiving data from a
number of directly connected neighbours and then combining it in some way to
produce a final result. The method of data combination may vary from operation to
operation but the form is constant. A representative of the binary data type was
selected along with two integer operations. The integer operations involved two

different types of data combination, a weighted summation and a ranking operation.

Global Operations

A global operation is defined here as a non-object operation in which information
about a pixel must travel beyond its local 3 x 3 neighbourhood. The communication
requirement of a global operation is not dependent upon the data on which it operates
and therefore can be specified prior to algorithm execution. Six global operations,
which reflect the differing communication and processing requirements of this class,

were included in the test suite.

Object Operations

Some image processing operations have a communication requirement that is
dependent upon the data that the algorithm operates upon. Such data is usually in the
form of connected sets of pixels, which are known as objects. As the programmer
cannot predetermine the nature of the communication requirement, special techniques
must be employed to ensure efficient execution of this group of operations. Three
examples from this group were chosen, each with a different level of processing and

communication requirement.

4.2.2 The Test Suite

The operations included in the test suite are shown in Table 4.1 and a full description
of their precise meaning and the assumptions made on implementation for each is
given in Section 4.7. In all cases generalised versions of each operation are described
(and implemented) which would successfully execute on arbitrary data without prior

knowledge of content.
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Point Local Global Object
Neighbourhood
Binary Logical AND Dilation Skeletonisation
Labeling
Integer Thresholding | Median Filter Matrix Multiplication | Edge Extraction
Multiplication | Edge Detection Rotation
Magnification
Histogramming
Hough Transform
Real FP Division Fourier Transform

Table 4.1 Operation Type vs. Data type of the Test suite Operations

4.3 Implementation Details
This section will describe some of the preliminary assumptions made upon the

implementation of the test suite.

4.3.1 Algorithm Selection and Programming Style

The algorithms, from which the test suite was implemented, were selected from the
available literature as being the ones most suitable for implementation on a single bit
mesh connected array. Using this suitability criteria, the algorithms used may not be
the most efficient available. The algorithms selected were coded in the assembly
language developed for the CLIP3 array (see appendix II) and the assembly language
designed for the PIP architecture (section 3.6). By making a direct implementation in
an assembly language, without compilation from a high level language, a potential
source of coding inefficiency is avoided. This advantage is offset by the difficulty of
programming at the assembly language level. In previous benchmark proposals [46]
the amount of time taken to program an operation has been suggested for inclusion as
a factor but has ultimately been rejected as it is not an objective measure of

architecture performance.

4.3.2 Image Mapping

It is assumed that the use of nanoelectronic components will eventually enable a very
high packing density facilitating the implementation of (at least) image sized
processor arrays. For this reason a one to one mapping between the image pixels and

the array PEs was assumed in all implementations of the test suite algorithms. In all
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algorithms that operate on grey scale images each pixel is represented by eight bits (a

range of 0-255).

4.3.3 Input and Output of Data

In the experiments carried out here, the time taken to input or output data to the array
is not taken into account. All data required by an algorithm was loaded into the
simulated arrays prior to execution. It is assumed that this time is the same for each of
the architectures under investigation. It is envisaged that in a nanoelectronic processor
array the input (and output) of data would be from the array edge via row parallel shift
registers.

If the I/0 time were included it would dominate the timings of some of the simpler
test suite operations. It is most often the case that in an actual image processing
application, a number of low and intermediate level operations are applied to an image
(or images) in series before outputting the result for further consideration. As all of
these operations can take place within the processor array each individual operation

does not necessarily incur input and output times.

4.4 The Processor Array Simulation System (PASS)

An architecture independent instruction level simulator, PASS, coded in C and
running on a Sun workstation was used for the simulation of the CLIP3 and PIP
arrays. PASS allows the same assembly language object code as would run on the real
machine to run on the simulated architecture. This approach allows very accurate
performance figures for a operation running on a simulated architecture to be taken.
Such a detailed simulation of large arrays can take minutes, hours or even days to
execute depending upon the complexity of the algorithm being executed. However,
the test suite consists, in the main, of low level functions, many of which are
indivisible into smaller units. The PASS simulator, described fully in [47], was not
developed by the present author, so only a summary of the salient points will be given

here.

4.4.1 Level of Simulation

PASS was devised as a tool for developing and testing novel array architectures and
the programs that exercise them. It can currently be used to simulate both SIMD and
PIP type architectures. The simulation takes place at the register level in that the

contents of each simulated PE’s memory are recorded. PASS gives no consideration
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to the physical implementation of the machine under simulation but it leaves the
emulated memory registers in the same condition as they would be in a real machine
after each instruction has been executed. A user defines an architecture at the
instruction set and register level by constructing a machine definition file. Full details
of how this process is implemented are contained in [47]. PASS also allows the user
to define certain parameters of the architecture under investigation such as the

topology, size of the array, memory size and array controller design.

Translation Table Program text
Data Files Assembler

User Interface

Simulator Module

T

Simulator Generator

Machine Definition

Figure 4.1 Processor Array Simulation System Overview

4.4.2 The Structure of PASS

The constituent parts of PASS are shown as rectangles in figure 4.1, input files to the
system being represented by ovals. The user coded machine definition file is used as
input to the simulator generator program that produces a simulator module as an

output file. This simulator module contains the actual simulation of the machine under
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4.5 SIMD Array Programming Techniques

The rest of the chapter is devoted to a description of the test suite operations and their
implementation on a simulation of the CLIP3 array. Before describing the test suite
operation by operation, it is useful to introduce some programming techniques that

appear in a number of the algorithms selected.

4.5.1 Virtual Shifting

In many algorithms it is required to shift a data item by a number of bits to the right or
left within a PE’s memory. When programming in a bit serial assembly language,
where each bit can be individually addressed, such shifting can be implemented at no
cost. All that is required is a change in how the programmer perceives and

consequently uses the bits.

4.5.2 Constructing a Ramp Image
A ramp image is an image of incrementally increasing intensity value in the direction
of the ramp. For instance, the intensity value of all PE’s in each column of a ramp

image in direction eight (east) would be;

The use of ramp images in processor array algorithms is widespread. For instance,
many algorithms require that each PE has access to its x and y co-ordinates. These can
be generated simply, by constructing two orthogonal ramp images.

A ramp image can be built up very simply in the CLIP3 array bit plane by bit plane
using global propagation instructions. The least significant bit plane of a ramp image

contains alternate zeros and ones can be simply constructed in the following way;

At each PE in the array;
store the incoming neighbour input in memory, send

the negation of the neighbour input to the neighbour output
If only one neighbour input is activated a way a wave of alternating zeros and ones

will be spread across the array. Further bit planes can be constructed using a similar

technique that is described for the CLIP4 architecture in [49].
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The number of bit planes required to represent an array wide ramp image is expressed
by;

Number of bit planes = log, (N) (CN))
where; N = width of the array '

4.5.3 Column and Rowwise Operations

This section will show how arithmetic operators can be used on data elements
contained in a line of PEs. For instance, it is sometimes necessary to add the contents
of memory locations down each column in parallel. Upon completion of columnwise
addition the summation of all column values is contained in the bottom row of the
array. Each other column element contains the partial sum of the values in the column.
This type of operation can be thought of as similar to the scan operations of the
Connection Machine described in [48]. The pseudo-code algorithm to find the sum of

a line of PEs is as follows;

carry = 0,
Fori=0to p-1do
Si , propag_out = a; " carry ~ propag_in “4.2)
carry = a; . carry + (a; " carry) . Is; 4.3)
where; a; = ith bit of element to be summed

p = number of bitplanes in A, the element to be added
s; = ith bit of the S, the sum

This process implemented on the CLIP4 array is described fully in [49]. Its CLIP3
implementation takes four point and one global propagation instruction per answer bit
as opposed to 3 point and one global propagation on CLIP4. The difference is
explained by the presence of a half adder in the CLIP4 circuit allowing equation 4.2 to

be performed in one instead of two steps.

4.6 Definition of the Test Suite

This section will formally define the test suite operations and describe the SIMD
algorithms which were selected for implementation. Alterations to the algorithms
shown here to enable them to be executed on the PIP architecture simulation are given

in chapter 5.
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4.6.1 Point Operations

This class of operation forms the most basic that can be implemented on a processor
array. Data contained within a PE are combined and stored in that PE. No
communication between PEs takes place in operations of this type. The algorithms

shown in this section execute on all CLIP3 PEs in parallel.

Logical And

This is an extremely simple operation and an example of a fundamental operation on a
processor array with bit serial PEs. It is assumed that two binary images reside in two
bit planes of the processor array. These are then combined using the ‘logical and’

operation producing a binary image which is stored in a third plane.

Integer Multiplication

Integer multiplication is an arithmetic operation which is a basic building block of
many more complicated algorithms. In this implementation both the multiplier and
multiplicand are represented as positive eight bit integers and their product as a
positive sixteen bit integer. The method of multiplication implemented in this study is
that of repeated addition and doubling. The algorithm used to find the product of two

binary numbers X and Y was as follows;

ACC=0

FOR 1=0ton-1
IF x; = 1 THEN add Y to ACC
Shift Y one place left

where; ACC = the result
x; = the ith bit of X

n = the number of bits of X

In the actual implementation of the algorithm the shifting step is virtual (section

4.5.1). Y is added as if it had been shifted i places left to the appropriate bits of ACC.

62



The sum of two binary numbers X and Y can be performed as follows;

FOR i=0to n-1
i =xyi " it (4.4)
ci=xi &vyi| ((xi|yi) & ci1) withc; =0 (4.5)
where; ¢ = carry , r; = ith bit of result

x; = ith bit of X, n = the number of bits of X

In order to implement the multiplication of two signed integers a further single step of
XOR’ing the multiplier sign with the multiplicand sign is required to get the sign of
the product.

Thresholding

Thresholding is an important technique used in the segmentation of grey scale images
and can be used to transform a grey scale image to a binary image. In this
implementation the original grey scale image and the threshold value are represented
by positive eight bit integers. The threshold value is assumed as having been pre-
computed and residing in eight bit planes of PE memory, so it could be either a local
or global threshold. The binary image B, resulting from the application of the

threshold can be expressed for each pixel as follows;

IF  1(,j)>T@,j) then B(,j)=1
else B(,))=0 (4.6)

where; I = the grey scale image, T = the threshold

B = the resultant binary image, i,j = pixel coordinates

The comparison in equation 4.6 is computed by subtracting the image point from the
threshold point and if the result is negative (i.e. the image value is greater than the
threshold) then the result at that point is a one. The thresholded binary image is in fact

the sign bit plane from the result of the subtraction.
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The process of subtracting a binary number Y, from another X, with the result R is as
follows;

ri = xMyi A Cia 4.7

G=x; &lyi+ (xi|lyi) & cia withc; =1 (4.8)

where; ¢ = carry
xi = ith bit of X

The negation of each bit of the subtrahend Y and the setting of the initial carry bit to
one have the effect of converting it into twos complement form. Once in this format a
straightforward bit serial addition method is used (i.e. the result bit is the XOR of x,y

and c.;, the carry is set to the majority of the x,y and c inputs).

Floating Point Division
The floating point representation used in this operation for both arguments and the
result is the single precision IEEE standard 32 bit format given in [50] and is as

follows;

bit number [B rl -8 L 9-31 I

signbit  exponent mantissa (f)

where the actual value of the number is given by 1.f* 2 "%

The exponent is positively biased and its true value can be found by subtracting 127.
It is assumed that the mantissa is a fraction preceded by an implicit 1. A high level

view of the algorithm used is:

1. divide mantissa of numerator by that of divisor

2. subtract exponent of divisor from exponent of numerator and normalise

3. check for exceptional cases (e.g. divide by zero) and set appropriate result

4. normalise the result of the division, for a shift left decrement the new exponent

5. set the new sign bit

Step One, the division of the two mantissas is achieved by a restoring division
algorithm. In this implementation the algorithm assumes two valid 32 bit floating

point numbers as its input (i.e. the IEEE representations of NaN (not a number) are
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not considered). The divisor is shifted to the left after each subtraction step of the
algorithm. After each shift the divisor is subtracted from the numerator and if the
result is positive the next bit of the answer is set to a one (i.e. the inverse of the sign
bit). If this result is negative this bit is set to a zero and the numerator is restored to its
value prior to the subtraction. Step two is achieved by the straightforward subtraction
of the exponents. Step three involves taking account for the exceptional cases shown
in table 2 and setting the result accordingly. The sign of the result is calculated by the
exclusive or of the sign bits of the two arguments. It should be noted that the system
of gradual underflow described in the IEEE standard has not been used in this

implementation, instead any underflow is flushed to zero.

Exception Action Exponent Mantissa
Overflow Set answer to © All ones All zeros
Underflow Set answer to 0 All zeros All zeros
Division by zero Set answer to o All ones All zeros
Divide zero by num Set answer to 0 All zeros All zeros

Table 4.2 Exception Handling Implemented in the FP Division Algorithm

4.6.2 Local Neighbourhood Operations

Local neighbourhood operations require data communication only between directly
connected PEs within the array. In an 8 connected mesh such as the CLIP3 array, this
involves neighbours within a 3 x 3 neighbourhood of the central PE. In its usual form
the value of a data item in the central pixel of the neighbourhood is replaced by some

combination of itself and other neighbourhood pixels.

Image Dilation

Image dilation is one of a set of morphological operations that are useful in the
representation and description of the structure of objects in binary image. This
operation is usually described in terms of two sets, the image (A) and a structuring
element (B) [51].

A®B={x|[("BxnA]cA} 4.9)

where; @ = dilation operation

~B = reflection of B about its origin
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In this implementation, it is assumed that the structuring element (B) is a 3x3
neighbourhood X. In the execution of this operation any pixel that is part of the
background (a zero) but is within the structuring element of an object pixel becomes
part of that object (a one). In short, a dilated object is produced by pushing the edge of
the object outwards by one pixel in all directions. As CLIP3 incorporates neighbour
parallelism, this type of operation can be implemented simply in two assembly
language instructions. Each PE sends its own image value to all of its neighbours and
stores the logical OR of its own value and the value at P (i.e. the logical OR of all of

its neighbours).

Median Filter

The median filter is a non-linear low pass filter that is particularly effective in
eliminating impulse noise whilst preserving image detail. It belongs to a group of rank
order filters in which the grey scale values of local neighbourhood pixels are sorted
into numerical order. In this implementation, the central pixel value is replaced by the
median value of all the pixels within its local 3x3 neighbourhood. However, the
method shown here can, with minor alteration, be used to calculate any rank order
value of local neighbourhood pixels.

A successive refinement algorithm, devised by Danielsson [52] and its CLIP4
implementation described in detail by Otto [53], was used to implement this
operation. The algorithm performs a kind of binary search in which it zooms in on the
median. First a variable k is set to the rank order value required (for a 3 x 3
neighbourhood median this is five) and acts as a count of the number of values larger
than the median so far discarded. The most significant bit plane of all the contenders
is first examined to see whether this should be a zero or a one. This is done by bit
summation and bit by bit comparison with k. The contenders who are not in the group
containing the median are discarded and if these were ‘one’ values the group total is
subtracted from k (i.e. larger than the median value). This procedure is carried out for
each bit plane in descending significance until after p steps the median has been
found.

Apart from its efficiency, a facet of this algorithm is that it can find the correct
medians of pixels at the edge and corners of the array at the same time as calculating
those away from the array borders. In order to do this the corresponding values of k
are set to 3 or 4 at the array edge (neighbourhood size = 6) and 2 at each corner

(neighbourhood size = 3) before the process described by the algorithm commences.
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Sobel Edge Detection

The Sobel operator is a high pass filter designed to highlight spatial discontinuities in
intensity which may represent edges in a scene. Two convolution masks, which
amplify differences in orthogonal directions, are applied to each pixel of the grey

scale image;

-1-2-1 101
000 202
121 -101
G Gy (4.10)

with the intensity gradient approximated by;
IGx | + |Gyl (4.11)

and the direction of the gradient given by,
a(x,y) = tan ' [Gy/ Gi] (4.12)

with respect to the x axis.

If the intensity gradient image produced by application of the masks is suitably
thresholded a binary image may be produced in which pixels with value 1 represent
edges. In some types of image convolution operation, for instance averaging, the
number of additions involved may be reduced by performing two one dimensional
steps (i.e. add horizontally and use this result to add vertically). In cases such as this
the original mask is factorised into two one dimensional masks. It can be shown that
each of the Sobel masks can be factored into three one dimensional masks comprising
0, 1 or -1 [49]. The decomposition process produces masks which equate to six
addition steps whereas the original mask Gy contained two multiplications and six
additions. However on a bit serial processor multiplication by two can be
implemented at no extra cost as all it involves is a change in how the bits comprising
the number are perceived by the programmer (by use of virtual shifting). In its
factorised form the number of conversions to twos complement form is reduced to one
instead of three but as the subtraction equations (highlighted in 4.5.1 and including the
conversion) take the same number of steps as addition no advantage is gained. For
these reasons a straightforward implementation of the convolution masks was

implemented with the partial summation gradually built up in the central PE. The
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direction of the gradient was not computed in this implementation as this is not always

used in the edge detection process.

4.6.3 Global Operations

To perform a global operation, a PE must communicate with others that are not
directly connected to it. However, as the communication requirement between PE’s is
not data dependent, the communication pattern can be coded into the algorithm

without reference to the data operated upon.

Histogram Generation

The histogram of a grey scale image provides a global description of image content
and can be used in both segmentation and image enhancement techniques. Each image
pixel is assigned to an accumulator according to its grey scale value, which is
incremented for every assignment. When every image pixel has been accounted for
these totals are displayed as a histogram.

The algorithm, which is essentially a sorting algorithm, is loosely based on one
described by Rosenfeld in [54]. In processor arrays with an overall bit counter in the
array controller (e.g. CLIP4), simpler methods of histogram generation can be
implemented. This is done by using the bit counter to collect the totals for each
histogram accumulator, consequently generating the histogram vector within the array
controller. In the algorithm implemented here, the histogram is accumulated and
finally displayed within the processor array itself. This feature of the algorithm allows
the histogram itself to be processed in a subsequent step by the array as a binary

image (as suggested in [55]). The algorithm used is as follows;

1. A ramp image, in direction 8 (see section 4.5.2), is generated which represents the
value of each histogram bin. An binary image that acts as a mask is also created.
Initially it consists of a single column of ones in the leftmost array column, the

rest of the image being zeros.

68



2. Repeat Until mask image is all zeros;
2.1 Broadcast the intensity value of the pixel in each row that is in the
same column as the ones in the mask image to all PE’s in the row using
global propagation instructions.
2.2 Compare the broadcast pixel value to the ramp image value. If they
are equal increment an accumulator.
2.3 Propagate the column of ones in the mask image one column to the

right.

3. Add the accumulator totals down each column (using the columnwise arithmetic of

section 4.5.3) giving the histogram totals for each bin at the bottom of each column.

4. To display the histogram in the array;

Generate a vertical ramp image from the bottom row. Broadcast the msbs of the bin
totals to all PEs in each column. Each cell then compares its ramp value with the
value broadcast and sets a flag if they are equal leaving at most one flag set per
column. The cells containing the flags then broadcast a trail of 1’s down each column
(direction 2) using a single global propagation instruction to create the histogram

image.

In the implementation shown here the histogram image is scaled crudely so that in the
worst possible case (i.e. when all the image pixels have equal intensity values) the
histogram would consist of a single bar in the appropriate column equal to the height

of the processor array.

Matrix Multiplication
The product of two matrices is a commonly used mathematical operation and one that
is suitable for implementation on an array processor. For the multiplication of two

square matrices A and B, the product C can be expressed by the following;

N-1
C=A*B Ci=). Au*By (4.13)

k=0

where; the matrix has dimension NxN , Ajis the i,k th element of A.
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In the SIMD implementation, two binary mask images, one a horizontal bar the other

a vertical bar, are generated and traverse the array as shown in figure 4.3 (for a 4x4

matrix).
1111 0100 0010 0001
1000 1111 0010 0001
1000 0100 1111 0001
1000 0100 0010 1111
stage 1 stage 2 stage 3 stage 4

Figure 4.3  The Two Mask Planes used in the Matrix Multiplication Algorithm

At each stage the horizontal mask broadcasts its component from matrix A to the rest
of the column and the vertical mask broadcasts its component from matrix B to the
rest of the row using one global propagation instruction for each bit broadcast. The
two broadcast values received at each cell are then multiplied together using pointwise
multiplication (each has a different pair of arguments) and are then added to an
accumulator. When the masks reach the end of their journey (i.e. when the mask

planes are all 0’s) the matrix multiplication is complete.

Magnification

Image magnification is one of a set of geometric transforms and it can be an important
step in both image restoration and registration applications. A grey scale image is
magnified by a scaling factor to produce an enlarged version of the original. If the
magnified image is to be of the same dimensions as the original then this process will
involve the loss of some information around the edges of the enlarged image.

To magnify an image by a factor of (q+1)/q the following algorithm reported by
Clarke and Ip [56] can be used. Two horizontally stretched images are created by
inserting an empty column into the image after every q columns. The two stretched
images are out of phase with each other by a single column. The stretched images are
then multiplied by a weight vector and summed together. The summation is then
divided by a normalising factor to produce a horizontally stretched image. This
resulting image must then be stretched vertically in the same way to produce the final

magnified image. 0
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If the value of q+1 is a power of 2 then the weights used can be produced by building
the lower planes of a ramp image in the two opposing horizontal (or vertical)
directions. The stretched images are then created by inserting extra columns at each
column that contains a zero in the appropriate ramp image. The stretching is
implemented by an iterative process in which a mask image containing a column of
1’s advances from the left of the array. The image to be magnified is shifted right by
one column for each column of zeros in the appropriate weight image. After each
shifting step anything to the left of the mask is restored to its previous value while
everything to the right remains shifted and the mask column itself is set to zeros. The
multiplication, addition and division steps were implemented by point arithmetic
techniques. By shifting from the left and bottom of the array as implemented here the
information lost is around the right and top edges of the image. To magnify an image
around its central pixel two masks that traverse and shift in opposite directions

starting from the centre of the array would be required.

Rotation

Rotation is another of the set of geometric spatial transforms and has uses in computer
graphics applications as well as image restoration and registration. A grey scale image
is rotated by an angle 0 around a point that in this implementation is the lower left
hand corner of the array (or the array origin - the PE. with co-ordinates 0,0). The
rotation can be achieved by multiplying each pixel co-ordinate with the following

transformation matrix;

x cos@ sin@ 414
y —sin@ cosd (4.14)

to get the new pixel co-ordinates.

The method used is related to the one shown previously for image magnification and
is introduced in [56], a more detailed explanation being offered in [57]. As shown in
[57], the standard rotation transformation matrix (4.14) can be factorised into four
matrices which correspond to shears, stretches and contractions of the image. By
using these instead of the original matrix any image rotation can be achieved by

applying the appropriate shears, stretches and contraction to the target image. For the
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special case of 8 = tan™ (1/q) and when 6 is small an image can be rotated by shearing
it in two orthogonal directions and multiplying by the appropriate weights.

A horizontally sheared image is produced by advancing a mask from the left hand
edge of the array which shifts the image up by a single row at the appropriate place.
Anything to the left of the mask remains as it did prior to the shift whilst anything to
the right (including the mask column) remains shifted. The mask then advances
rightwards to the next site to be shifted and uses the new part sheared image as input.
This process is used to generate two sheared images that are then combined using
point arithmetic. The resulting image is then sheared and combined in the same way

for the vertical dimension producing the final rotated image.

Hough Transform for Straight Lines

Once an intensity gradient image or edge map has been produced it is often useful to
detect features within that image which in turn can be used in inferring image content.
A popular feature detector is the Hough transform which was first developed for
straight lines [58] but can be generalised to detect arbitrary shapes [59].

In order to ascertain whether it is part of a straight line each candidate pixel is
transformed into a quantised parameter space. Each point in the parameter space
represents a straight line and each point in the intensity gradient image is represented

by a curve in the parameter space. The parameter space is indexed by the variables p

and O that represent the following relationship;
p=xicos0+yisin6 (4.15)

where (x;, y;) are the x,y co-ordinates of a candidate pixel.
The parameter p describes the algebraic distance of the normal of a straight line from

the origin and 0 describes its angle as shown in figure 4.4.

y

N

p \

0 X

Figure 4.4  The Normal Parameters for a Line
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For each candidate pixel the value of p is calculated for values of 6 between 0° and
180° so that each location in the parameter space represents a unique straight line.
When p values for all values of © have been calculated the presence of local maxima
in the parameter space indicate the location of straight lines in the original data.

The algorithm chosen for this operation is based on one first implemented on the
GAPP by Silberberg [60] which was later compared with two similar algorithms by
Rosenfeld et al. [61]. The algorithm consists of three basic steps;

1. To calculate each p value a PE must have access to its x and y co-ordinates. Two
orthogonal ramp images are built and stored, one in the vertical direction and one
horizontally, which correspond each PE’s x,y co-ordinates. The y co-ordinate is also

used for each PE to calculate its own p bin value.

2. Repeat for Each Angle in 6
2.1 The value of sin 8 and cos O is broadcast to each PE (in the case of CLIP3
this means actually coding these values bit by bit into the algorithm) so that
each PE containing a candidate pixel can calculate its p value for the current

angle.

2.2 A binary mask, consisting of a horizontal bar, is then generated that
broadcasts each calculated p value in turn to every cell in the column. Each
cell then checks the broadcast p value against its own bin value and if they are
equal an accumulator is incremented. After all the p values in the column
have been broadcast the totals are added by rowwise addition. The p values for
the current 0 value are now contained in the lefimost column of the array.
These are then broadcast to the whole row using global propagation
instructions. A mask image is then used to logically AND the values into the

correct column position.
The time taken to perform the Hough Transform is largely dependent on the required

accuracy of the result which, if each cell is to contain a single location in parameter

space, is in turn dependent on the array size. In the one-to-one mapping of a square
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image into a rectangular parameter space some of the array PEs will become

redundant.

Discrete Fourier Transform (DFT)

The Fourier Transform is a widely studied technique that, amongst other areas, has
uses in signal and image processing including texture analysis, filtering and image
restoration. By applying the Discrete Fourier Transform the image is decomposed into
the frequency domain of which a single element is a frequency component of the

image. The one dimensional Fourier transform of a function f(x) is expressed by;

N-1

F(u) =Y. f(x)exp[—j2mux /N] (4.16)

x=0

One of the properties of the two dimensional DFT (which can be applied to images) is
that it is separable into two one-dimensional transforms - the first applied to rows of
an image and a second applied to the columns of the result of the first transform (or
vice versa). The implementation shown in this report is of a one dimensional DFT
although the principles involved can be extended to the two dimensional case.

The algorithm used was first proposed by Forman et al. for real time image processing

on the GAPP [62] who show that equation 4.16 can also be expressed as;

l 2 2 2
F(u) = FWzn' > f W Wa (4.17)

where Wy = ¢ 321N

By using this form the transform maps efficiently on to a processor array in the

following five steps;

Step 1) Preload Wanv"" into each PE (where n is its index). If more than a
single DFT is required then this loading need take place only once.

Step 2) Compute g(n) = Wan" f(n)

This step involves a single complex multiplication as after step one the correct values

already reside at each PE.
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Step 3) Compute G(k) = D g(n)Waw ™"

This step is essentially a one dimensional convolution step in which each value of g(n)
visits each PE after which each PE contains its own value of G(k). On completion of
step two a value of g(n) resides at each PE. The complex coefficients for Wan™*™"" are
preloaded as a vector with one complex coefficient in each PE. In this expression k
refers to the column index and n to the g(n) value currently resident in each column. A

mask advances from the left of the array and broadcasts the appropriate value of

Wav*™" to all PEs in the row at each stage of the convolution. Upon reception of this
value each cell then performs a complex multiplication of this value with its current

value of g(n) and adds the product to an accumulator. All the values of g(n) are then

shifted one cell to the left before the next Wan"*™" value is broadcast. The cycle of
broadcast, multiply, accumulate and shift continues until the convolution sum is
complete (i.e. each g(n) value has visited each column of the array). The simulation of
the CLIP3 architecture does not include the toroidal connections that the row rotation
of the g(n) values seems to require. However this communication pattern can be
simulated by first shifting each g(n) value left and then sending the g(n) value
contained in column O prior to the shifting to the rightmost column using global
propagation instructions. This value can then be put into the correct area of local

memory by using a masking step.

Step 4) Compute F(k) = W'’ G(k)

The coefficients W2nv"" can already be found at the appropriate places in the array

(these were loaded in step one) so this step requires only one complex multiplication.

Step 5) Divide the result by the normalising factor N. After this step the one
dimensional DFT is complete.

Each complex number was represented in the following signed fixed point format;

sign integer part fractional part sign integer part fractional part

Real Part + Imaginary Part
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The size of the integer part varies during the calculation with the largest possible
number to be represented whereas the resolution of each fractional part remained
constant at eight bits throughout the program. For all the multiplication steps in the
algorithm the signed representation shown above was used and for the addition steps a

two’s complement representation of the above form was used.

4.6.4 Object Operations
The amount of processing required for operations in this class is dependent upon the

shape of the objects to which they are applied.

Skeletonisation

In order to represent the topology of an object in a binary image it is sometimes useful
to reduce it to a graph structure. This process, known as skeletonisation, involves
repeatedly removing certain edge pixels of the binary objects contained in an image
until a single pixel wide graph of the objects remain. In doing this it is important that
the topological structure of the object is retained and that all possible object shapes
can be represented. The process of removing object edge pixels can be achieved by
repeatedly applying masks to the image which gradually thin objects by removing
outer layers. When the masks can no longer alter the image objects within the image

have been skeletonised. The masks chosen were proposed in [63] and are as follows;

00? 000 700 1?70 71?7 711 ?217 077
011 ?21? 110 110 110 71?7 011 O11
21?7 11?2 717 7?20 700 000 00?7 07?1
1 2 3 4 5 6 7 8

where; 1 = part of binary image, 0 = part of background, ? = don’t care

Figure 4.5 The Eight Thinning Masks used in the Skeletonisation Algorithm

The masks must be applied in order from left to right and if a mask matches a local
neighbourhood then the central pixel is removed from the image. Each mask can be
simply implemented in two local neighbourhood and one point instruction, one local
neighbourhood instruction for the 0 mask elements and one for the 1 mask elements.
If both zero and one templates fit the current image then the central pixel can be

replaced with a zero. A global test is made after each application of the eight masks, if
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the image was unaltered by the last application of the mask set then the

skeletonisation is complete.

Adaptive Edge Extraction (Hysteresis)

This operation was proposed as part of a process of edge detection by Canny [64] and
takes as its input a gradient intensity image. A low and a high threshold are selected,
which can be calculated from the image properties [65] or estimated, and two binary
images produced. If a pixel is above the high threshold then it is considered to be an
edge pixel, if a pixel is below the low threshold then it is presumed not to be part of
any edge. The pixels in between these two levels (i.e. those that pass the low threshold
but not the high) are considered part of an edge only if they are connected to a definite
edge pixel. This connection can either be direct or through other intermediate edge
pixels.The edge-detected image is thresholded at a low and a high level with
thresholds selected prior to execution (these are implemented as in section 4.7.1) to
produce two binary images. These are then combined to produce the final output

binary image using a single CLIP3 global propagation instruction.

Connected Component Labeling

In order to manipulate individual objects within a binary image it is sometimes useful
to assign a unique label to each separate object in it. The objects can then be selected
by their label, which in this case is an integer, for further processing. In the algorithm
adopted here each pixel within each object eventually contains the appropriate label. If
an object is to be selected by its label then a controller broadcast label can be
compared by all PE’s to their own label and only those that match exactly will
respond. The algorithm used was devised by Otto [53] for the CLIP4 array and

involves the following three basic steps;

1) select at least one point in each object in the image by using a mask such as;
007?
01?

07?7? which must fit at least one point in each object.

where ? = don’t care.
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2) label each point with a unique label.

The unique label is produced by first assigning each point in a row a unique label by
labelling each point in a row with an integer label increasing from right to left . The
value at the right hand edge of each row is then broadcast back to every cell in the
row. This value is then added columnwise (downwards in direction 2) and the original
horizontal label subtracted assigning each seed point an original label. The calculated
labels are then incremented so that the image background can have its own unique

label (zero).

3) spread the minimum label value in each object to all other points in each object.

This is done by using global propagation instructions.

4.7 Summary

In this chapter a framework for the assessment of massively parallel computer
architectures has been justified and defined. The framework, in the form of a test suite
of low level image processing operations, represents a cross section of the type of
operations executed on processor arrays. The test suite operations are classified by
their inter-PE communication requirement with an emphasis on those that require
communication between PE’s that are not directly connected. Operations on a number
of data-types have been included in the test suite, which include all of the usual types
that could be expected at this level of image processing.

A brief overview of PASS, the processor array simulation system has been given. The
PASS simulator is architecture independent and works at the assembly language
instruction level. It has been used to simulate both the CLIP3 and PIP architectures.
Simulation at the instruction level gives rise to very accurate performance statistics.

A definition of the test suite operations has been given. Along with this, details have
been included upon how these operations were programmed in the CLIP3 assembly
language. These programs were used to exercise the simulated CLIP3 processor array.
The algorithms shown here, were used as a base for the programming of the test suite

on the PIP simulation, details of which are given in chapter 5.
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Chapter S Programming the PIP Architecture

5.1 Introduction

An architecture model and instruction set for the PIP have been defined in chapter 3. A
test suite for assessing such an architecture was selected and justified in chapter 4
along with a detailed description of the SIMD algorithms. This chapter will explain the
necessary alterations made to these algorithms in order to program the simulation of

the PIP architecture. In order to achieve this, the chapter contains three broad sections:

e A description of the different types of operation will be given in the context of the
PIP architecture.

e A number of general techniques used in implementing algorithms on the PIP
simulation will be determined.

e The specific alterations to the test suite SIMD algorithms will be outlined.

5.2 Types of Operation

This section will describe how three fundamental types of operation can be
implemented on the PIP architecture. The three groups are, pointwise, local
neighbourhood and columnwise global (the meaning of this term will become clear

later in the chapter).

5.2.1 Point Operations

Point operations involve no communication between the individual PEs of the PIP
architecture and all processing takes place on data already contained within a cell.
Therefore all the interactions between the different bits can be programmed using the A
and B registers in the normal way and the instructions left to sweep across the array.
For instance to combine the bit planes in locations 0 and 1 with an XOR function the

following code is required,;

setaddr O;lda // load the A register with location 0
setaddr 1;ldb // load the B register with location 1
setaddr 2;setfunc 0,a”p;ldd // the XOR of A and B is stored in location 2
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5.2.2 Local Neighbourhood Operations

In general, PIP local neighbourhood communication operations can be split into four
distinct groups, three of which are; communication from the column left of the target
processor, communication from the same column as the target and communication
from the column to the right. The fourth group, neighbour parallel communication, as
it is defined here, is a combination of at least two of the first three types of neighbour
communication. Special arrangements have to be made for local neighbour
communication between PEs in separate columns as each column of the array executes
a different instruction in each simulated time step. Therefore, some synchronisation
between the sending PEs and the receiving PEs is required to pass data between
individual columns. Prior to receiving information from a neighbour it is sometimes
necessary to clear the B register of any data residing therein to prevent the neighbour
signal becoming corrupted. In the examples shown in the sections below it is assumed

that the B register has been cleared.

Communication with the Column to the Left

In this scenario, each PE is to receive a bit of information from a PE in the column to
the left of itself. In the example shown here direction 8 will be used but the same
process applies equally to directions 1 and 7. In the communication process an
instruction that allows each PE to receive the bit via the N input is immediately trailed
by an instruction that sends the appropriate bit to the N output. This allows the bit to
be available when required by the processor to the right. So to shift a binary image
contained in location O one place to the right (direction 8) the following sequence of

instructions is required;

setaddr O;lda // load A with the binary image

setaddr 1;setneigh [8],0,0;setfunc O,p;ldd  // set the input gating structure to allow
// only direction 8 with a threshold of 0.
// Set the D function to store the value at
// P in location 1

setfunc a,0 // send the contents of the A register to

// the N output
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To show how this sequence of instructions would traverse the PIP array depiction in a

tabular format is useful.

Time Column 1 Column 2 Column 3 Column 4
Step
1 setaddr 0;lda
2 setaddr 1; setneigh | setaddr 0;lda
[8],0,0; setfunc
0,p;ldd
3 setfunc a,0 setaddr 1; setneigh setaddr O;1da
[8],0,0; setfunc
0,p;ldd
4 setfunc a,0 setaddr 1; setneigh | setaddr 0;lda
[8],0,0; setfunc
0.p;1dd
K] setfunc a,0 setaddr 1; setneigh
[81,0,0; setfunc
0,p:ldd
6 setfunc a,0

Table 5.1 Data Transfer with Left Hand Column

As can be seen from table 5.1, the instructions are synchronised so that when the target
column allows neighbour input the column to its right is providing neighbour output
and thus the image is shifted to the right as required. The trailing instruction setting the
neighbour output could include other operations such as setting the B register or
performing a function for D output on the contents of the A and B registers if
necessary. By including this interleaving of operation the efficiency of PIP code can be
improved so that no extra instructions are needed for inter column communication over

what would be used in a comparable SIMD system.

Communication with the Same Column

No special sequencing arrangements between separate array columns are required for
communication with the directions 2 and 6 as these correspond to the PE's directly
above and below the target PE and therefore all the affected PE's are working in SIMD

mode.
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The appropriate PIP instructions to shift a binary image one row downwards (direction

2) are as follows;

setaddr O;lda // load A with the binary image

setaddr 1;setneigh [2],0,0;setfunc a,p;ldd  // set the input gating structure to allow
// direction 2 only with a threshold of 0.
// Send the contents of the A register to
// the N output. Set the D function

// to store the value at P in location 1

Communication with the Column to the Right

Receiving data from the column to the right of the target is a similar operation to that
of receiving data from the left except that the instruction sending the data to the target
must precede rather than follow the instruction that stores the data in the target PE. So
to shift a binary image by one PE in any of the directions 3,4 or 5 the following

instruction sequence is required (in this case direction 4);

setaddr O;lda // load A with the binary image

setfunc a,0 // send the contents of the A register
// to the N output

setaddr 1;setneigh [4],0,0;setfunc O,p;ldd  // set the input gating structure to allow
// direction 4 only with a threshold of 0.
// Set the D function to store the value at

// P in location 1

The preceding instruction causes the data to be available at the time that the target PE
requires it, so that the required shifting can take place. Again a clearer picture of how
the instruction sequence traverses the array can be seen from the representation of

table 5.2.
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Time Column 1 Column 2 Column 3 Column 4
Step
1 setaddr 0;1da
2 setfunc a,0 setaddr 0;1da
3 setaddr 1; setneigh setfunc a,0 setaddr 0;lda
[4],0,0; setfunc
0,p;ldd
4 setaddr 1; setneigh setfunc a,0 setaddr 0;1da
: [41,0,0; setfunc
0,p:;ldd
s setaddr 1; setneigh | setfunc a,0
[4],0,0; setfunc
0,p;1dd
6 setaddr 1; setneigh
[4],0,0; setfunc
0,p;ldd

Table 5.2 Data Transfer with Right Hand Column

Neighbour Parallelism

One of the distinguishing features of the CLIP series of arrays was the inclusion of
neighbour parallelism. This feature is essential for the full operation of the global
propagation instructions that are so useful in certain areas of CLIP processing. The PIP
PE model used in this exercise is based upon the CLIP3 PE and it also allows
neighbour parallelism. The implementation and use of a form of global propagation on
the PIP will be discussed in section 5.2.3, concentration here being on how local
neighbourhood instructions can be programmed to involve neighbours in parallel. To
facilitate full (or eight) neighbour parallelism a PE must communicate with its own, left
and right columns in a single instruction sequence. In effect, the operations of the
previous three sections are combined in a single sequence of instructions. The
instruction that stores the result in D memory must include and be both preceded and
followed by instructions that make the appropriate neighbour inputs available to it.

This process is illustrated for the case of binary image dilation is as follows;

setaddr O;lda // load the contents of location 0
// to the A register

setfunc a,0 // Send the contents of A to the
/I N output

setaddr 1;setneigh [1-8] 0,0;setfunc a,a|p;ldd // Send the contents of A to the

// N output. Allow all neighbour
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// inputs and set the thresh value

// to 0. Store in D the OR of

/I the A register and value at P
setfunc a,0 // Send the contents of A to the

// N output.

The result of the dilation operation for any image pixel is in essence the logical OR of
itself with all of its 8 neighbours. This function is contained in the central instruction in
the swathe spanning the local neighbourhood. The flanking instructions serve to make
the neighbour values available to the central pixel at the appropriate moment in the

processing sequence.

Time Column 1 Column 2 Column 3 Column 4
Step
1 setaddr 0;1da
2 setfunc a,0 setaddr 0;lda
3 setaddr 1; setneigh setfunc a,0 setaddr 0;1da
[1-8],0,0; setfunc
a,alp; 1dd
4 setfunc a,0 sctaddr 1; setneigh setfunc a,0 setaddr 0;1da
[1-8],0,0; setfunc
a.alp; ldd
5 setfunc a,0 setaddr 1; setneigh setfunc a,0
[1-8],0,0; setfunc
a,alp; 1dd
6 setfunc a,0 setaddr 1; setneigh
[1-8],0,0; setfunc
a,alp; 1dd
7 setfunc a,0

Table 5.3 Dilating a Binary Image

For instance, as shown in table 5.3, in time step 4 column 2 is able to receive
information from all of its 8 neighbours because all directly connected PE's have made
the information available at the appropriate time.

One potentially useful technique that can be used in programming the PIP architecture
which involves the use of neighbourhood parallelism is as follows. In certain algorithms
binary masks are applied to the local neighbourhood which contribute to the value of
the central pixel. One such example of this is the skeletonisation algorithm of Levialdi
et al [63]. The algorithm involves the iterative application of the eight masks shown in

figure 5.1.

84




00? 000 700 1?70 ?71? 711 21?7 07?7
011 ?1? 110 110 110 ?1? 011 O11
21?7 11?2 71?2 7?70 700 000 00? 071
1 2 3 4 5 6 7 8

where; 1 = part of binary image
0 = part of background

? = don’t care

Figure 5.1  The Eight Thinning masks used in the Skeletonisation Algorithm

Two of the eight masks shown, the fourth and eighth in the sequence above, have an
exact column of zeros to one side of the target pixel, the rest of the mask being made
up of ones and don't cares. As, in the PIP architecture each column is executing a
separate instruction it is possible to implement such masks in a single step by mixing
the functions that are passed to the target PE. For instance the fourth mask in the

sequence can be implemented in the following manner,

setaddr O;lda // load the contents of location O to the A register
setfunc !a,0 // Send the negated contents of A to the N output
setaddr 1;setneigh [1,3,4,5,8],4,0;setfunc 0,a&p;!dd
/1 1f all five neighbour inputs are one (i.e. the threshold
/1 of four is exceeded) and the central pixel is one then
// the mask fits and a 1 is stored in D memory.

setfunc a,0 // Send the contents of A to the N output

The preceding neighbour function instruction sends the negated contents of A whilst
the following instruction sends the un-negated value. The threshold is set to four so
that a one value will only appear at P if all five neighbours send a value of one to the
target processor. The central instruction simply combines the neighbour input (P) with
its own value of A to decide if the mask fits its neighbourhood. In a comparable SIMD

architecture, the CLIP3 array, this procedure has to be done in three steps rather than a
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single step; one step for the ones in the mask, and one step for the zeros and a final

pointwise combination of the first two steps.

5.2.3 Columnwise Propagation

In the CLIP series of SIMD machines an instruction form known as global propagation
enabled the programmer to cause communication between distant PEs by propagating
signals through the intervening cells. This process relies on the SIMD nature of the
system, as each PE must be executing the same instruction for the communication to
take place. In a semi-pipelined architecture such as the PIP this full global propagation
would clearly have a large overhead as the rowwise pipelines are filled with identical
instructions until the same instruction becomes available across the whole array.
However, as each column is operating in SIMD mode a form of this instruction that
allows long distance communication within the same column has been instituted. This
form of the array instruction is called columnwise propagation and can occur in
directions 2 and 6 only. To identify an instruction which belongs to this group the
neighbour output must be a function of the neighbour input. For instance for a single
PE to send a single bit located in D memory (location 0) to the rest of the PE's column

(assuming that the rest of the bit plane is set to zero) the following code is required:

setaddr O;lda // load A with bit plane DO

clrb // clear the B register

setaddr 1;setneigh [2,6],0,0;setfunc ajp,a|p;ldd // send the logical OR of the A
// register and neighbour input
// both to memory and to the
// neighbour output

The bit is propagated simultaneously up and down the column until a state occurs
where all the D outputs no longer change, which implies that the bit has reached all
PEs in the column. As this testing for stability implies some sort of long range
communication in an actual implementation the process could be allowed instead to run
for N steps (where N is the linear dimension of the array) to ensure that the
propagation completes each time. The implications of the latency caused by this

approach will be discussed in chapter 6.
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5.3 Programming Techniques
This section will outline a number of generalised programming techniques that were
used on the simulation of the PIP architecture in implementing the test suite

algorithms.

5.3.1 Building a Ramp Image

As previously described, ramp images are extremely useful for various purposes in
implementing image processing algorithms on mesh connected architectures. On the
PIP architecture a ramp in direction 2 or 6 can be constructed in much the same way as
on the CLIP3 architecture by using the columnwise propagation instructions of section
5.2.3. However, special arrangements must be made for the other directions.

It will be shown here how a ramp can be built in direction 8 and the same technique
can also be used for the directions 1 and 7. A ramp image in direction 4 can be
constructed by simply negating the bits of a direction 8 ramp, direction 3 being a bit
negation of direction 7 and direction 5 corresponding to a bit negation of direction 1.
(In an actual implementation for program efficiency reasons the bit negations would be
implemented by negating the functions used as the ramp is built rather than afterwards
as is implied here). As in CLIP3, the ramp image is built up bit plane by bit plane, the
least significant, of which is alternating 0's and 1's. In the PIP implementation of the
process, the N register is used to hold and propagate the left-hand neighbour value as

the swathe of instructions traverses the array.

The least significant plane is generated as follows;

setneigh [8],0,0;ldn // set neighbour input 8 and load the N
// register with its contents

setaddr O;setfunc !p,p;seln;ldd // store the contents of N in location 0 whilst
// propagating NOT N to the N output
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The next bit plane can be generated using the following three instructions;

setaddr 0;lda
setneigh [8],0,0;ldn

setaddr 1;setfunc a”p,p;seln;ldd

// load the Isb of the ramp into A

// set the neighbour 8 input and load the N

// register with its contents

// store N in location 1 whilst propagating its

// logical XOR with A to N output

Time Column 1
Step

Column 2

Column 3

Column 4

1 setneigh [8],0,0;
ldn
2 setaddr 0; setneigh [8],0,0;
setfunc!p,p:seln; ldn
Idd
3 setaddr 0; setaddr 0; setneigh [8],0,0;
lda setfunc!p,p;seln; ldn
Idd
4 setneigh [8],0,0; setaddr O; setaddr O; setneigh [8],0,0;
Idn Ida setfunc!p,p;seln; ldn
1dd
5 setaddr 1; setneigh [8],0,0; setaddr 0; setaddr 0;
setfunc a”p,p;seln ldn 1da setfunc!p,p;seln;

1dd 1dd
6 setaddr 1; setneigh [8],0,0; setaddr O;
setfunc a”p,p;seln; ldn lda
1dd
7 setaddr 1; setneigh [8],0,0;
setfunc a”p,p;seln; ldn
1dd
8 setaddr 1;
setfunc a’p,p;seln;
1dd
Table 5.4 Generating the Two Isbs of a Ramp Image

Any further bit planes required may be generated by first marking the 1 to O transitions

in the preceding bit planes and then sending a signal that changes froma 0 to 1 (or 1 to

0) at the marked points in this sequence. This may be programmed on the PIP

architecture using the propagation technique involving the N register outlined here. A

more detailed description of this ramp generating process and its implementation on

the CLIP4 array is included in [49].
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5.3.2 Rowwise Arithmetic

A similar type of operation to that of building a ramp image is that of rowwise
arithmetic. The object of this type of operation is to perform an arithmetic operation on
a row of data items such that intermediate results are propagated between individual
PE's. For instance a row of integers may be summed by propagating the intermediate
results between each column of PEs in direction 8. The rightmost column of PE's
would then contain the summation of each row with all the intermediate results
contained in other columns. However because of the sweeping nature of the PIP
instructions this rowwise arithmetic can only be performed efficiently in the direction of
the propagating instructions. This is unlike the ramp building process that can be built
efficiently in either direction only because the resultant ramp image is not data
dependent. For instance the least significant bit of a rowwise addition would be

generated as shown in table 5.5.

Time Column 1 Column 2 Column 3 Column 4
Step
1 setaddr 0;1da
2 clrb; setaddr 0;1da
setneigh [8],0,0;
Idn
3 setaddr 1, clrb; setaddr 0;1da
setfunc a”p,a’p; setneigh [8],0,0;
seln;ldd Idn
4 setaddr 1; clrb; setaddr 0;1da
setfunc a”p,a’p; setneigh [8],0,0;
seln;ldd ldn
5 setaddr 1; clrb;
setfunc a”p,a”p; setneigh [8],0,0;
seln;ldd ldn
6 setaddr 1;
setfunc a”p,a”p;
seln;ldd
Table 5.5 Rowwise Addition - Generating the Isb

More detailed information on how this process is implemented on the CLIP4 processor
can be found in [66]. When the CLIP4 implementation is combined with the method of
propagation shown above, row arithmetic operations, from left to right, can be coded

efficiently on the PIP architecture.
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5.3.3 Rowwise Rotation

For some global image processing algorithms implemented on mesh connected
computers a datum contained in each PE (for instance a pixel) must visit every other
PE in the array. In its implementation on SIMD type arrays this type of operation can
be divided into two parts consisting of horizontal and vertical communication phases.
As the PIP architecture operates in SIMD mode for any particular column the vertical
communication phase may be implemented as in an SIMD array by using columnwise
propagation instructions. However, a different process must be used for the horizontal
communication phase, this style of communication being called here rowwise rotation

and is achieved in the following three steps:

¢ By using the sweeping effect of the PIP instructions the data items contained in the
leftmost column traverse the array until they reach the rightmost column where they
are stored in an intermediate memory location.

o A set of instructions that shift the remaining data items one PE to the left sweep the
array.

e The two intermediate results are combined.

1234 2341

1234 2341

1234 2341

1234 2341

data order data order
prior to row rotation after row rotation

Figure 5.2  An Illustration of Rowwise Rotation on a 4x4 array

As can be seen in figure 5.2, the rowwise rotation process simulates wrap around edge
connections in the horizontal dimension. It should be noted that on the PIP architecture
as it has been described so far, this rotation of data items can only take place in a single
direction (from right to left). However, this is not usually a limitation as it is common
in global algorithms for each data item to visit each PE in the row once, the direction
from which they arrive being immaterial. The instructions needed to perform a row

rotation of a single bit (contained in location 0) are shown overleaf.

90



setaddr 1;setneigh [8],0,1;setfunc O,p;ldd  // two mask registers are constructed
// one containing 1’s in the leftmost
// column (location 1) and

setaddr 2;setneigh [4],0,1;setfunc O,p;ldd  // one containing 1’s in the rightmost

// column (location 2)

setaddr 1;lda // load left column mask into A
setaddr O;1db // load data to B
setaddr 3;setfunc 0,a&p;ldd // AND them together to isolate left

// column data (location 3)

setaddr 2;lda // load right column mask into A
setaddr 3;ldb;setneigh [8],0,0;ldn // load left column data to B. Allow
// neighbour input to N from direction 8
setaddr 4;setfunc p,a&p;seln;ldd // propagate the P input right and store
// the AND of A and P with N selected

The instructions outlined above allow the transport of the leftmost column data to the

rightmost column where it is stored in location 4.

setaddr O;lda // load the original data to A

setaddr 4;ldb;setfunc a,0 // load the B register with the contents of
// 4 (clear apart from rightmost column),
// send A to the N output

setaddr O;setneigh [4],0,0;setfunc O,p;ldd  // read the N input and store to location 0

This piece of code shifts the data bit plane one place left and combines it with the data
already resident in plane 4 to produce the final result. This is possible because the PIP
PE architecture contains an OR gate between the B register and the condition at T. By
loading the result of the first step to the B register prior to the data being shifted, the
logical OR combination required is effectively automatic because of the PE hardware

structure.
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5.3.4 Repeated Rowwise Rotation

The previous section shows how a single bit plane of data can be rotated by a single

PE. In many image processing algorithms it is more usual for each data item in a row

to visit each PE in that row exactly once. Therefore the above sequence of instructions

must be repeated (n-1) times (where n is the array width) for the bit of data to have

been available to each PE in the row once.

Figure 5.3

1234
1234
1234
1234

starting condition

5.4 The Algorithms

2341
2341
2341
2341
step #1

3412
3412
3412
3412
step #2

Repeated Row Rotation on a 4 x 4 array

4123
4123
4123
4123
step #3

The PIP array simulation has been used to program the image processing algorithms

shown in table 5. 6.

Point Local Global Object
Neighbourhood
Binary Logical AND Dilation Skeletonisation
Labelling
Integer Thresholding Median Filter Matrix Multiplication | Adaptive Edge Extraction
Multiplication | Edge Detection | Rotation
Magnification
Histogramming
Hough Transform
Real Division Fourier Transform
Table 5.6 Operation Type vs. Data Type of the Test Suite Tasks

Any task, which is programmed onto a semi-pipelined architecture such as the PIP, will

suffer from a latency that is proportional to the length of the pipeline. However the

point is made in [67] that it is unreasonable to suppose that a cellular array of this type

would be used in isolation to perform any single task on an image. This is partly

because of the latency associated with the input and output of data to such an array

and partly because of the normal processing requirements in environments where
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massive parallelism is required. A more usual state of affairs would be to perform a
number of tasks on a single image prior to output of the processed image for further
manipulation by another architecture. As the number of operations to be performed on
an image within the array increases the latency presented by the architecture becomes

less and less significant compared to the execution time.

5.4.1 Point and Local Neighbourhood Algorithms

Part of the motivation for attempting a design of a mesh connected architecture
suitable for nanoelectronic implementation is the known effectiveness of the mesh
structure for performing operations in the point and local neighbourhood groups. The
algorithms used in the implementation of these on the PIP simulation are described in
chapter 4. The local neighbourhood communication protocol for the PIP architecture
described in section 5.2.2 was used whenever local neighbourhood communication was

required in the algorithms.

5.4.2 Global Algorithms
The operations chosen in this class generally involve some sort of transformation upon
a gray scale image made up of 8 bit integers. The Matrix Multiplication algorithm

differs slightly from this rule in that it requires two 8 bit matrices (images) as input.

Matrix Multiplication

In its original SIMD implementation column and rowwise global propagation
instruction were used to broadcast the individual elements of each matrix to the entire
row (column) before being multiplied together and added to an accumulator. The

product (C) required to multiply two matrices (A and B) is described by;

N-1
Cy= D Aw*By (5.1)

k=0
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In the case of multiplying two 3x3 matrices, two masks would traverse the array in the

following way;

* k% 0*0 00*
*00 * % % 00*
*00 0*0 * % %

The vertical mask broadcasts values of A to the whole of each row and the horizontal
mask values of B to the whole of each column. If the following PE co-ordinates are

used;

00 01 02

10 11 12

20 21 22

The SIMD algorithm forms the product in the following three steps each preceded by a

broadcast step described above;

PE Step 1 Step 2 Step 3

Co = Aw*Bew + Au*Bip + Ap*By
Co = Acw* Ban + Au*Bn + Ap*Ba
Co = Aw*Bn + Au*Bn + Ap*Bax
Co = Aw*Bew + An*Biw + Ap*By
Cu = Aw*Ba + An*Bn + Ap*Ba
Ch = Aw*B + Au*Bn + Ap*Bx
Co = Ax*Bw + An*Bw + Ap*Bx
Cu = Ax*Ban + Axn*Bny + Ap*By
Cr = A»x*Bn + An*Bn + Ap*Bxp

Figure 5.4 Matrix Multiplication of a 3x3 Array (the SIMD algorithm)

While the columnwise propagation of matrix values is available in the PIP architecture,
the full row propagation implied by the sequence above is only available at a high cost
(i.e. by a simulation of full global propagation). However as each datum has to visit

each PE in the row exactly once then the full row propagation step may be replaced by
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row rotating the values of matrix A. However, to implement the correct calculation of
the product, the terms must be rearranged to take consideration of the row-rotation of
matrix A. Thus, the product of two matrices may be performed efficiently on the PIP

architecture in the same manner as shown here for a 3x3 matrix;

PE Step 1 Step 2 Step 3

Co = Aw*Bew + An*Bw + Ap*Bx
Co = An*Bnu + Ap*Ba + Aw*Ba
Co = Anp*Bn + Aw*Bn + An*Bp
Co = Aw*Bw + An*Bi + Ap*By
Cu = Au*Bun + Ap*Ba + Ap*Ba
Co2 = Ap*Bn + A*Bn + Au*Bn
Co = Ap*Beow + An*Bio + An*By
Ca = Au*Bu + Ap*Ba + Ax*Ba
Cn = Anp*Bn + Ax*Bn + An*Bn

Figure S.5 Matrix Multiplication of a 3x3 Array (the PIP algorithm)

The values of matrix A are rotated around each row while the values of matrix B must
be broadcast to each column although not in the same way as before. The masking
pattern for matrix B, instead of being a straight horizontal rowwise mask, must take a
more complicated pattern. The values of B required in each of the cells at each step are

as follows;

Boo B11 B2 Bio B21 Bo2 B2 Bo1 B2
Boo B11 B2 B1o Ba1 Bz B2o Bo1 B2
Boo Bi1 B Bio B21 Boz B2o Bo: B1z
Step 1 Step 2 Step 3

which corresponds to the following masking pattern;

*00 00* 0*0
0*0 *00 00*
00* 0*0 *00
Step 1 Step 2 Step 3
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The mask is created in its initial condition by creating a seed point in the top left corner
of the array and then propagating the seed across the array in direction 1. This can be
implemented by use of the N register in the same way that the least significant bit of a
ramp image is created (except that the propagated signal to neighbours is not negated).
The mask is moved for each subsequent stage by propagating the mask plane one PE in
direction 2 and introducing a new mask point in the appropriate place in the first row

of the array.

Image Magnification

The SIMD algorithm used in the magnification process (of section 4.6.3.) was first
described in [56]. Initially an image is stretched horizontally by inserting empty
columns into the image. This is done in two separate phases and an interpolation is
made between the two stretched images. The horizontally stretched image is then
stretched in the vertical dimension in two phases and another interpolation made which
results in a magnified version of the original image. The location of the site of any
particular stretch (i.e. where the empty column is to be inserted) is represented by a
mask consisting of a column (row) of ones in an otherwise blank bit plane. In the PIP
implementation the mask traverses between stretch sites in the horizontal dimension by
use of repeated local neighbourhood communication due to the limitations in horizontal
communication outlined earlier. In the vertical dimension the mask traverses between
sites using columnwise propagation instructions (as in the CLIP implementation). All

the arithmetic required in the operation is realised with pointwise instructions.

Image Rotation

The algorithm used for the rotation of an image is similar to that used for image
magnification and is also described in [56]. The method used to implement this on the
PIP is the similar to the magnification process with the stretches replaced by image
shears in the appropriate places. The propagation of the required mask planes is as

described above.

Histogram Generation
The histogram algorithm can be mapped neatly on to the model of the PIP architecture
presented here. First a ramp image is created in direction 8, the value of the ramp at a

PE being the value of that cell’s histogram accumulator bin. Then the intensity value

96



image pixel values are rotated using the row rotation method outlined in section 5.3.4
so that each value visits each bin site once. At each step a comparison is made between
a pixel and the bin value and if they are equal an accumulator is incremented. After this
stage is complete the accumulator values can be added down each column using
columnwise propagation instructions. The histogram values are now contained in the
bottom row of the array. The histogram can now be built within the array by first
constructing a vertical ramp image (direction 6) and then broadcasting the accumulated
values to the whole column. Where the value of the ramp and accumulator values are
equal a flag is set which is then propagated downwards (in direction 2) to create the

histogram image.

Hough Transform for Straight Lines
The Hough Transform algorithm used was adapted from one proposed by Silberberg
[60] for the SIMD machine, the GAPP. The PIP version is as follows:

1. Two orthogonal ramp images are built so that each cell has access to its x and y co-
ordinate values. Use the x value to calculate a p bin value for each PE.
Then, Repeat for every angle in 6,
2. Use point operations to calculate p = x; cos 6 +y; sin 0 for each pixel.
Values of cos 0 and sin 0 are hard coded into the algorithm.
3. The calculated values of p are then rotated using rowwise rotation so
that each value visits each cell once. After each shifting step a
comparison is made between the received p value and the accumulator
arrays actual p value. If they are equal a counter is incremented.
4, The row counter values are then added down each column so that the p
value for that particular angle is contained in the bottom row. These
values are then broadcast up each array column and masked into the

appropriate accumulator array position.

The algorithm implementation is essentially the same as that described for the CLIP3
implementation except that the accumulator array has been rotated by 90° to take
account of the limitations in horizontal communication imposed by the PIP

architecture.
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One Dimensional Discrete Fourier Transform (DFT)

The implementation of the algorithm described in [62] maps simply onto the PIP
architecture. The coefficients required for the transform are preloaded and the only
communication requirement is the row-rotation of partial products. In the horizontal
dimension this process has been previously described and in the vertical dimension the
process can be implemented by the combination of columnwise propagation and local

neighbourhood instructions.

5.4.2 Object Algorithms

The global operations discussed in the previous section posses a structure unrelated to
the data involved allowing the algorithm to be tailored to fit the particular architecture.
The communication requirement of the object operations in this study is related to the
shape of objects contained within the image data. This has the consequence that the
communication patterns required between PEs cannot be specified in advance. In the
comparable SIMD architecture, the CLIP3 system, the programmer was allowed the
use of the global propagation instruction that could propagate information to all cells
holding a binary object within a single instruction cycle. This feature combined with its
bit serial nature made the CLIP machines particularly effective in tackling this sort of
operation. However because of the semi-pipelined nature of the PIP architecture other

strategies must be developed.

Skeletonisation
This operation can be decomposed entirely into point and local neighbourhood
operations and its implementation has been discussed previously in this chapter (see

section 5.2.2).
Connected Component Labelling
The algorithm used for this task is an adaptation based on the work developed for the

CLIP4 SIMD system [53]. It can be split into the following component parts:

1. A mask that must fit in at least one place in each object is applied to the image to

realise a number of seed points of which each object must contain at least one.
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2. The points are added columnwise (in direction 2) and the maximum column value
which is contained in the bottom row is propagated back to all the PE’s in each
column using columnwise propagation instructions.

3. The maximum values are then added rowwise as the addition instructions sweep
across the array.

4. The original columnwise labels are then subtracted from the result of step 3 giving
each seed point its own original value

5. The label values are incremented to ensure that the background has the label value
zZero.

6. The minimum label value in each object is then spread to all cells in the object.

Spreading the Label Values to all PEs

In the initial implementation of this algorithm a simulation of the SIMD global
propagation process has been implemented on the PIP model. Each bit of the label is
spread from left to right, columnwise and right to left. This is achieved using a mixture
of columnwise propagation instructions, the N register propagation of sections 4.4 and
4.5 and communication with the right neighbour (section 4.2.3). This swathe of
instructions is continually input into the array until no change occurs between two
subsequent generations of this propagation step. This is implemented by a software test
between the two generations using the branch insert instruction. It should be noted that
while the propagation of the label from left to right and down each column is
reasonably efficient, the propagation of labels from right to left is not. Any particular
label can only move one column to the left for each repetition of the propagation cycle.
With this in mind the following observations are made:

The mask used in step 1 of this algorithm is shown in figure 5.4.

007
017

777 where 0 = background; 1 = object; ?=don’t care.

Figure S.4 A mask that must fit at least one point in an object

This mask is the one originally proposed and corresponds to the upper left-hand corner

of an object. The programmer has no prior knowledge of object shape but does posses
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prior knowledge of the sweeping instruction flow of the architecture. When step 6 of
the algorithm is executed it would be clearly advantageous to have the seed points
generally on the left-hand side of the objects so that the propagation of the instructions
can sweep the labels across a convex object. Clearly this approach will not label all
objects in a single sweep, particularly those with concavities facing the instruction

flow, but can help to speed up the labelling process in certain circumstances.

Adaptive Edge Extraction

The Adaptive Edge Extraction algorithm (a.k.a. the hysteresis step of Canny's edge
detection process) presents the PIP programmer with similar problems to those of the
connected components algorithm. However the position of the seed points for the
labelling (i.e. whether a pixel is or is above the higher threshold) cannot be manipulated
as above because the seed points can occur anywhere in the object as they are defined
by the input image intensity and threshold values. The two thresholding steps can be
implemented as point operations and the same simulation of global propagation

described previously is used to in the labelling process.

5.6 Summary

This chapter has described some methods of programming the PIP architecture.
Methods for programming the three fundamental forms of operation, point, local and
global, were outlined before some more complex programming techniques were
suggested. The methods outlined were used in implementing the test suite algorithms,
which were described when their implementation differed significantly from the SIMD
algorithms of chapter 4. It is uncertain whether the solutions shown here are the most
efficient for the proposed PIP architecture as they are, in the main, minor variations of
the SIMD algorithms.

This chapter has shown that the test suite tasks, which are representative of a wider
class of problems, can be programmed with relative ease on the PIP architecture. The
coded algorithms were used to run a number of tests on the PIP simulation, the details

and results of which are given in the following chapters.
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Chapter 6  Presentation and Analysis of Results for Point and Local

Neighbourhood Operations

6.1  Introduction

The forth chapter of this thesis defined a framework for the assessment of parallel

computer architectures. The framework consists of a test suite of low and intermediate

level image processing operations that are representative of the types of operation
executed on mesh connected processor arrays. Elsewhere in the thesis, two massively
parallel array processor architectures, the CLIP3 and PIP arrays, have been detailed.

The test suite algorithms have been implemented on PASS simulations of the two

architectures thus producing a set of performance figures in terms of assembly

language instruction counts for each operation. A method used for the transformation
of the PASS assembly language instruction counts into the microcode instruction
counts shown here is given in Appendix III of this thesis. The transformation method
reflects the anticipated constraints of the use of nanoelectronic components on the four
different architecture models introduced in chapter 3. In this chapter (and the two that
follow) performance figures will be given for each of the four architecture models of

chapter 3.

To briefly recap, the four architecture models are;

e An idealised SIMD model corresponding to the hybrid method of control
distribution. In such a system there is a minimal delay between the ACU
broadcasting an instruction and all array PEs receiving it. This model also
corresponds to a typical contemporary SIMD system and is labelled as SIMD
throughout the description of the results in this thesis.

e The Serial Instruction Word Distribution SIMD model, corresponding to the hybrid
design with a single micro-line from the controller to all PEs. The instruction word
is distributed to the processor array bit serially by the array controller. For each
instruction an execution latency is incurred that is proportional to the width of the
instruction word. This model is labelled as SERI throughout the description of the
results in this thesis.

o The Buffered SIMD corresponding to the buffered control distribution model of
chapter 3. Each instruction is delayed by a series of buffers en route to the PEs of

the array. For each instruction an execution latency is incurred that is proportional
101



to the number of buffering stages that the instruction has to pass through before it
has reached all the PEs of the array. This model is labelled as BUFF throughout the
description of the results in this thesis.

e The Propagated Instruction Processor model in which the instructions are executed
as they travel across the array. This model is labelled as PIP throughout the

description of the results in this thesis..

The test suite operations under investigation in this analysis have again been grouped
by their inter-PE communication requirement. The results from experiments involving
Point and Local Neighbourhood operations will be examined in this chapter (results
from these two operation groups are also presented briefly in [69]). Results from
experiments involving the other operation groups will be presented in the following

two chapters.

6.2 Point Operations

Point operations are characterised by the fact that all processing takes place within
each individual PE and no inter-PE communication is required. Disregarding the data
input / output time, the execution time of a point operation can be described for an
SIMD architecture by;

Teo =Ts+Tcp + Tp 6.1
where; Ts = the serial instruction cycles of the algorithm,
Tcp = the conditional branch cycles of the algorithm

Tp = the point instruction cycles of the algorithm

In the instruction sets examined here, the sequential portion of the operation, Ts, is
represented only by the unconditional branch instruction counts as all other instructions
require processing within the array. In other similar array architectures, For...Next loop
control structures can be implemented within the array controller in a sequential way.
However, the PIP and CLIP3 architectures described here have relatively
unsophisticated ACUs and For....Next loops must be implemented using masking
techniques within the array itself. This requirement means that essentially sequential
operations of this type have to be partly performed by parallel (array) constructs. This

point is examined more thoroughly in the next chapter.
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The execution time of a point operation implemented on the PIP architecture can be
represented by;
Tpo = Ts+ TCB + Tp +TL (62)

where; Ty, = the latency in execution cycles of the PIP array pipeline

The microinstruction decomposition models described in appendix III, when applied to
the figures obtained from PASS simulations, give rise to the performance figures
shown in table 6.1. Two different array sizes were simulated for the operations in this

group, one consisting of 128 PEs and one consisting of 256 PEs'.

Operation Bits | SIMD | BUFF 128 | BUFF 256 | SERI PIP 128* | PIP 256
Logical AND 1

Serial Cycles 0 0 0 0 0 0
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 6 774 1,542 198 6 6
Pipeline Latency - - - - 128 256
Total 6 774 1,542 198 134 262
Thresholding 8

Serial Cycles 0 0 0 0 0 0
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 162 20,898 41,634 5,346 162 162
Pipeline Latency - - - - 128 256
Total 162 20,898 41,634 5,346 290 418
Multiplication 8

Serial Cycles 0 0 0 0 0 0
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 1,490 192,210 382,930 49,170 1,490 1,490
Pipeline Latency - - - - 128 256
Total 1,490 192,210 382,930 49,170 1,618 1,746
FP Division 32

Serial Cycles 202 202 202 202 202 202
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 46,236 5,964,444 11,882,652 | 1,525,788 46,236 46,236
Pipeline Latency - - - - 128 256
Total 46,438 5,964,646 11,882,854 | 1,525,990 46,566 46,694
Table 6.1 Microinstruction Cycles derived for Point Operations

' Tt is assumed that for the BUFF models there are N buffering stages (i.e. each
instruction is delayed 128 cycles for the 128> array and 256 cycles for the 256 array).
For the SERI model it is assumed that there are 32 bits in the instruction word. An
instruction word of this length would be long enough to accommodate all the necessary

function fields and one D memory address of 10 bits.
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The microinstruction totals for each operation are shown in table 6.1 and plotted in bar
charts 6.1-6.4, which have a logarithmic scale. Several points are immediately obvious

from these results:

e The PIP models are in all cases at least an order of magnitude faster than the BUFF
models.

e The PIP models also betters the SERI model for all of the operations except the
logical AND.

e The logical AND operation requires only six microinstructions to execute, so that
the pipeline latency dominates the total number of cycles in both sizes of the PIP
model.

e The parallel instruction cycles needed to perform a point operation on the BUFF

model scale directly with the number of buffering stages required.

The PIP model pipeline latency has less and less bearing on the overall execution time
for point operations as the operations become more complex. This is also
demonstrated by the curve of graph 6.1, which shows the PIP pipeline latency as a

percentage of the overall execution time.

Graph 6.1 PIP Pipeline Latency as a % of the Total
Cycles for Point Operations (PIP 256)

100
Pipeline 54
Latency 50 +
(%)
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0 2000 4000 6000 8000 10000
Microinstruction Cycles
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It is most unlikely that a single Boolean operation such as the logical AND of two bits
would be carried out in a processor array because the time to input and output the data
would be prohibitive. It is more likely that a massively parallel environment would be
used for a number of operations on input data in series. If a large number of
microinstructions are included in the operation sequence then the PIP pipeline latency
becomes a very much less significant fraction of the overall performance time.

In comparison to the two purely nanoelectronic architecture models (BUFF and SERI)
the PIP performs favourably. If the BUFF model were physically implemented, it is
currently unclear as to how many buffering stages (B) would needed. In graphs 6.2-6.5
the value of B is varied for each operation in this group giving different execution
times for each different value of B. This is plotted alongside the figures for the PIP
model. A value of B equal to zero corresponds to the SIMD model. The crossover
points on the graphs represent the maximum number of buffering stages that a BUFF
architecture could have to be as efficient as, or more efficient than the PIP model for
that particular operation. If the number of buffering stages necessary is larger than the
crossover point then the PIP model would be more efficient than the BUFF model for

that particular operation.

Graph 6.2 The Effect of Varying B for the Logical AND
O peration
400
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Graph 6.3 The E ffect of Varying B for the
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T —
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Graph 6.4 The Effect of Varying B for the
M ultiplication O peration
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The graphs (6.2-6.5) show that the crossover points become lower and lower as the
complexity of the operation rises. Indeed, for both the multiplication and FP division
operations, if even a single buffering stage is required then either of the PIP
architecture models is more efficient. As has been pointed out previously, the BUFF
model and the SERI model are essentially equivalent except for the number of
buffering stages (or bits in the instruction word) that are used in the experiments. The
SERI model is equivalent to a BUFF model with 32 buffering stages. With this in mind,
the results shown in graphs 6.2-6.5 also have implications for the SERI model. For a
complex point operation (i.e. FP Div, Multiplication), the PIP model would outperform
an SERI model even if it had its instruction word encoded in the most efficient way
possible.

To conclude this section it can be stated that the pipeline latency associated with the
PIP architecture does not significantly degrade its performance for point operations
having a realistic number of microinstructions. The performance figures show that fpr
operations in this class the PIP is only slightly less efficient than an equivalent SIMD

architecture.
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6.3

Local Neighbourhood Operations

Operations in the local neighbourhood group are characterised by a common

communication requirement between directly connected PEs.

The processing

requirement of a local neighbourhood operation can be described in an SIMD

architecture by;
Tino =Ts+ Tep+ Te+ Tine (6.6)

where; Ts = the serial instruction cycles of the algorithm

Tcp = the conditional branch instructions of the algorithm

Tp = the point instruction cycles of the algorithm

Tune = the local neighbour instruction cycles of the algorithm
and in a PIP architecture by,

Tino =Ts+ Teg + Tp+ Tune +To 6.7)
where; Ty = the latency in execution cycles of the PIP array pipeline
Operation Bits | SIMD | BUFF 128 | BUFF 256> | SERI PIP 128 | PIP 256°
Dilation 1
Serial Cycles 0 0 0 0 0 0
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 2 258 514 66 6 6
Array LNC Cycles 3 387 771 99 3 3
Pipeline Latency - - - - 128 256
Total 5 645 1,285 165 137 265
Sobel Operator 8
Serial Cycles 12 12 12 12 12 12
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 2,428 313,212 623,996 80,124 2,376 2,376
Array LNC Cycles 291 37,539 74,787 9,603 291 291
Pipeline Latency - - - - 128 256
Total 2,731 350,763 698,795 89,739 2,807 2,935
Median Filter 8
Serial Cycles 144 144 144 144 144 144
Con. Branch Cycles 0 0 0 0 0 0
Array Point Cycles 4,132 533,028 1,061,924 136,356 4,250 4,250
Array LNC Cycles 204 26,316 52,428 6,732 204 204
Pipeline Latency - - - - 128 256
Total 4,480 §59,488 1,114,496 143,232 4,726 4,854

Table 6.2 Microinstruction Cycles derived for Local Neighbourhood Operations

Table 6.2 contains the performance figures in microinstruction cycles for the three

operations implemented in this group. Some subtle features of the PIP architecture are
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illustrated by the figures for the operations in the local neighbourhood group. The
number of point microinstruction cycles, Tp, required by the algorithms for the SIMD
and PIP models differs between the two styles of parallelism. This is the case for all of
the three algorithms in this group whereas for the point operations of section 6.2 these
figures were identical in all cases. For the dilation and median filter algorithms, the PIP
requires more point microinstruction cycles and in the case of the Sobel operator it

requires less. This discrepancy can be explained as follows;

e The PIP operations that require more point microinstructions illustrate the fact that
for PIP programs local neighbourhood data transfers necessitate flanking
instructions in the PIP code (these are illustrated in section 5.2.2). The flanking
instructions are absent in the CLIP code. The dilation figures illustrate this clearly in
that four extra point microinstruction cycles are required, two cycles to load each of

the L and R registers (see appendix III).

e The PIP operation that requires less point microinstructions illustrates that in some
cases, it is possible to overlap the loading of local neighbourhood data into the N
register with loading of local memory data into the A register. As the CLIP3
architecture has no N register, a slight saving in microinstruction cycles can be made

in the PIP model.

Charts 6.5-6.7 display the overall microinstruction counts for the different
architectures, once again using a logarithmic scale. Again the two PIP models
evaluated are very much more efficient than the SERI and BUFF models when a
significant amount of microinstructions are included in the operation (i.e. the median
filter and the Sobel operator). The dilation operation only requires nine
microinstructions to execute on the PIP architecture so once again the pipeline latency
dominates the overall execution time. Given the overheads associated with I/O, it is
extremely unlikely that a single dilation operation would be executed in isolation upon

a processor array.
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operation is between 0 and 1 buffering stages. As a system with no buffering stages is
equivalent to a non-nanoelectronic SIMD system, the PIP model, for these operations,
would be more efficient than any BUFF system.

To transfer an SIMD point operation to the PIP assembly language a simple instruction
by instruction translation between the two assembly languages is all that is required. To
transfer a local neighbourhood operation the same simple translation can be
implemented for all point instructions with additional rules for the local neighbourhood
instructions (to include the preceding and trailing instructions). It is possible that this
process could be automated. In the same way a compiler from an SIMD high level
language to PIP assembly language could be simply implemented for operations in
these two groups. The results shown here are therefore encouraging in both the
comparable execution times (with non-nanoelectronic SIMD systems) and the ease
with which existing SIMD code could be translated into PIP code. In short, for
operations in each of the two groups, the PIP architecture is viable for nanoelectronic

implementation.
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Chapter 7 Presentation and Analysis of Results for Global Operations

7.1 Introduction

This chapter will present the results for experiments on the global operations included
in the test suite. As the analysis of the results for this group is somewhat more complex
than for the two groups covered in the previous chapter, each operation will be
analysed individually. Operations in the global group are characterised by a
communication requirement in which information must travel beyond the directly
connected neighbours of a PE. As has been previously shown, the pattern of
communication for a global operation is structured and known prior to operation
execution. This enables efficient communication patterns to be coded into the
algorithms by the programmer. As the communication must go beyond the local
neighbourhood, possibly to every other PE in the array, the execution times of
algorithms in this group are dependent upon the array size. For each of the
architectures under investigation several different sizes of arrays have been simulated in
this work ranging from a 32? array to a 256° array (as shown in table 7.1). Although
the envisaged nanoelectronic processor arrays could be several times larger than the

largest simulated array, the figures given here are indicative of operational

performance.

Global Operation 32x32 64 x 64 128 x 128 256 x 256
Hough Transform X

Fourier Transform X

Matrix Multiplication X X X X
Histogramming X X X X
Rotation X X X X
Magnification X X X X
Table 7.1 Simulated Array Size vs. Global Operation

Once again the four models under investigation will be labelled as SIMD, SERI, BUFF
and PIP corresponding respectively to a standard SIMD architecture, an SIMD
architecture with serial instruction distribution, an SIMD architecture with buffered
control distribution and the Propagated Instruction Processor. The analysis will, in the

main, concentrate on the relationship between the SIMD and PIP models.
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7.2 Global Operations — an Overview
A global operation executed on an SIMD architecture can be split into its component
instruction forms as follows;

Teo =Ts+ Teg + Te+ Tune+ Tare (7.1)

where; Ts = the serial instruction cycles of the algorithm
Tcp = the conditional branch cycles of the algorithm
Tp = the point instruction cycles of the algorithm
Tine = the local neighbour communication instruction cycles of the algorithm

Tgpc = the global communication instruction cycles of the algorithm

A mesh connected architecture with no hardwired form of long distance
communication, such as the CLIP3 architecture, must achieve global communication
by using the local neighbourhood connections. The global propagation instruction is
available to the programmer in order to perform long distance communication
operations in a single instruction and in this study cycles associated with it will be
recorded under Tgpc. A global operation can be decomposed into its component

instruction forms for the PIP architecture by;

Teo =Ts+ Tceg + Tet+ Tine + Tape + To (7.2)

where; Tgpc = the global communication cycles (column-wise global and others)

Ty, = the latency in execution cycles of the PIP array pipeline

The Tgpc term records the cycles used in both column-wise and non-columnwise global
propagation operations on the PIP architecture (as are defined in appendix III). The
non-column global operations are relatively rare as some lateral data transfers can be
implemented by using local neighbourhood operations to propagate information across
the array.

Because it is assumed that the CLIP3 and PIP array controllers have no loop control
facility, the repetition of certain sections of the assembly language code is achieved as
follows. A mask consisting of a single column of 1’s is advanced from one side of the
array. After each execution of the repeated code the mask advances the required

number of steps across the array. A global array test is then made upon the mask plane
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and if the plane is empty then the program exits from the loop. The repeated sections
of code represent communication steps in each of the algorithms concerned. It would
be possible, therefore, to simply repeat the relevant sections of code at the appropriate
points throughout the source program. This would lead to slightly more efficient
execution times as the conditional branch cycles are not strictly necessary for the
successful completion of the algorithm. Although these have been included in the
figures given here (they make up the conditional branch cycles tally for each
algorithm), an optimised version of the algorithm would not include them. To show the
effect of excluding these unnecessary cycles on the execution times, one of the
experiments on the histogramming algorithm includes simulated array controllers with
loop control facilities. For reasons of clarity and simplicity operations in this group will

be analysed one by one.

7.2.1 The Hough Transform
For an operation on a 32x32 array the serial instruction word model (instruction word

length 32 bits) and the BUFF model render exactly the same performance figures.

Operation Bits | SIMD BUFF PIP (32%)
Hough Transform 8

Serial Cycles 4,446 4,446 4,446
Conditional Branch Cycles 1,152 19,584 19,584
Array Point Cycles 119.208 | 3,933,864 130,690
Array LNC Cycles 1,803 59.499 22,665
Array GPC Cycles 72,793 491,057 9,350
Pipeline Latency - - 32
Total 199,402 | 4,508,450 186,767

Table 7.2 Microinstruction Cycles derived for the Hough Transform

The figures for this operation show that the PIP implementation is slightly more
efficient than even the standard SIMD implementation. This can be explained as
follows; the Hough transform is basically a histogramming technique in which the
calculated p values are rotated horizontally (within each row). The PIP row-wise
rotation technique described in section 5.3.3, enables values within the PIP array to be
rotated relatively cheaply (a value is swept across the array from the leftmost to the
rightmost column and then the remaining values are shifted one PE to the left). In the

SIMD model the sweeping of a value from leftmost column to the rightmost column
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has to be achieved using global propagation instructions. This is a less efficient method

of achieving the communication and this is reflected in the performance figures.

7.2.2 1D Discrete Fourier Transform

The 1D DFT algorithm calculates the DFT for all array rows (or columns) in parallel.
The algorithm requires no communication between separate array rows (or columns) to
execute. As the PIP array is essentially column SIMD in nature, the algorithm was
implemented upon the array rows rather than the array columns in order to examine a
‘worst case’ scenario. An implementation upon the array columns would lead to
identical performance figures in each instruction group for both systems except for the

PIP array pipeline latency.

Operation Bits (input data) | SIMD BUFF PIP (32%)
1D Discrete Fourier Transform | 8

Serial Cycles 1,128 1,128 1,531
Conditional Branch Cycles 2,138 36,346 17,918
Array Point Cycles 320,956 | 10,591,548 620,284
Array LNC Cycles 3,267 107,811 39,633
Array GPC Cycles 24,262 186,640 0
Pipeline Latency - - 32
Total 351,751 | 10,923,473 679,398
Table 7.3 Microinstruction Cycles derived for the 1D DFT

As can be seen in table 7.3, the PIP implementation requires nearly two times as many
microinstruction cycles to execute as the SIMD version. No attempt was made to tailor
the DFT algorithm to the PIP architecture. The large difference in execution times can

-(k-n)"2

be explained by the need in step 2 of the algorithm to broadcast values of Wy to

all PEs in each row. The original mapping of these values is one per each PE in a row.
The convolution step requires that in each iteration a separate value of Woy®™? is
broadcast to all of the row PEs. On the CLIP3 architecture this can be achieved by
using global propagation instructions whereas on the PIP no simple method of
broadcasting to the whole row from an arbitrary column exists. It is possible however,
to broadcast from the leftmost column of the PIP array to each row PE. In this
implementation the value to be broadcast is shifted column by column into the leftmost
column and then broadcast to the rest of the row. This is clearly not the most efficient

way of performing this operation, for instance it would be possible to rotate the

coefficients in the broadcast step so that the next coefficient to be broadcast was
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Array Size Bits | SIMD BUFF SERI PIP
32x32 5

Serial Cycles 104 104 104 167
Conditional Branch Cycles 66 1,122 1,122 1,088
Array Point Cycles 4,998 164,934 164,934 5,814
Array LNC Cycles 120 3,960 3,960 1,071
Array GPC Cycles 3,142 21,378 21,378 816
Pipeline Latency - - - 32
Total 8,430 191,498 191,498 8,988
64 x 64 6

Serial Cycles 200 200 200 327
Conditional Branch Cycles 130 4,290 4,290 4,224
Array Point Cycles 11,514 748,410 379,962 13,538
Array LNC Cycles 222 14,430 7,326 2,511
Array GPC Cycles 12,019 92,500 65,812 1,782
Pipeline Latency - - - 64
Total 24,085 859,830 457,590 22,446
128 x 128 7

Serial Cycles 392 392 392 647
Conditional Branch Cycles 258 16,770 16,770 16,640
Array Point Cycles 25,528 3,293,112 842,424 31,122
Array LNC Cycles 420 54,180 13,860 5,778
Array GPC Cycles 49,416 409,006 229,678 4,030
Pipeline Latency - - - 128
Total 76,014 3,773,460 1,103,124 58,345
256 x 256 8

Serial Cycles 776 776 776 1,287
Conditional Branch Cycles 514 66,306 66,306 66,048
Array Point Cycles 57,860 14,870,020 1,909,380 70,634
Array LNC Cycles 810 208,170 26,730 13,077
Array GPC Cycles 211,128 1,818,338 882,018 9,030
Pipeline Latency - - - 256
Total 271,088 16,963,610 2,885,210 160,332

Table 7.4 Microinstruction Cycles derived for the Histogramming Operation (1)

Graph 7.1 shows that the two architectures adopt different trends for the number of

cycles required for the histogramming operation as the array size increases. This can

again be explained by the different methods used in the two architectures for

propagating information across the array in the calculation of row totals for each of the

histogram bins. The PIP model uses the more efficient row-wise rotation, whereas the

SIMD model uses the global propagation instructions. The number of SIMD global

propagation cycles required in the calculation of the row totals increases with array

size approximately at a rate proportional to N” log, N (which is approximately

quadratic).
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