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Abstract

This thesis describes a project to image the human retina in vivo using a modified

confocal laser scanning ophthalmoscope (cLSO).

An optical attachment to an existing prototype cLSO was designed and constructed.
The attachment reduced the field of view of the cLSO to approximately three
degrees of visual angle at the retina but also reduced the amount of light returning to

the imaging detector and consequently lowered the signal to noise ratio.

The video output of the cL.SO was digitised using a high-speed, low-noise video
frame grabber. Many individual frames from a single imaging sequence were
aligned and averaged using novel image processing software to improve the signal
to noise ratio. Arrays of point-like structures could then be identified in the final,

processed images.

Experiments were undertaken to confirm the point structures corresponded to cone

photoreceptor apertures.

e The point sizes and spacings were compatible with those found in anatomical
studies and it was shown that point spacing increased with increasing retinal
eccentricity - a fact which was also predicted from anatomical studies.

e By fitting an additional, high-intensity fixation target to the cLSO it was shown
that the point structures were located at the focal plane at which light is trapped

into the visual system.



The above results were evidence that the point sources were produced by light
reflecting from the cone photoreceptor apertures: the LSO/MSA combination was

imaging the cone mosaic.

An additional experiment was conducted to study the time course of reflectivity
changes in individual photoreceptors. It was shown that at least one factor
contributing to the variation in imaged photoreceptor brightness was a signal

correlated to the arterial pulse.

This project has shown that it is possible to routinely image the cone photoreceptor
mosaic in vivo at retinal eccentricities of between two and four degrees using a
cLSO. It is also possible to use this device to obtain physiological imaging data

from the cone mosaic with a temporal resolution of 1/25 second.
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Chapter 1 - Introduction

The retina is the only part of the human central nervous system which can be
directly observed in vivo and imaging the retina provides information about ocular
and CNS-related physiology and diseases. Currently wide-field images of the retina
taken with either fundus cameras or scanning devices (for example the confocal
laser scanning ophthalmoscope - cLSO (Webb, Hughes e? al. 1980; Webb and
Hughes 1981; Webb 1986)) can be used to analyse gross changes in colour,
patterning, morphology or texture. High-resolution examination of the retina and
specifically the photoreceptor mosaic at a cellular scale has until recently been
thought to be impossible based on a consideration of the eye’s optical quality and
the expected packing density and size of the photoreceptor cells. However,
techniques developed within the past few years have enabled researchers to
approach the theoretical diffraction limit of the human eye and these, coupled with
the unique way in which the photoreceptors absorb and re-emit incoming light and
variations in individuals’ cone spacing densities are making the ir vivo examination
of the human photoreceptor layer a practical consideration. This thesis describes
tools which have been developed in order to perform high-resolution in vivo
photoreceptor imaging and demonstrates early results which have been obtained

using these tools.
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Overview of PhD - description of aims and accomplishments.

The problem of photoreceptor imaging has been approached by developing novel

optical hardware and computer software:

A theoretical model of the eye was developed in a computer-based optical
modeling package. Using predictions based upon this model, modifications
were made to an existing ophthalmological imaging device in order to
generate high-magnification retinal scans. These scans were thought to
contain images of individual photoreceptors masked by high levels of noise.
Software was developed to digitise image sequences using a real-time, high-
resolution video grabbing card. In order to attenuate the noise, novel image
processing techniques were developed to co-register images in a sequence.
After averaging these images, structures corresponding to the size and spacing
of cone photoreceptors can be identified in the majority of subjects.
Through-focus image sequences were obtained and it was shown that the
putative photoreceptors could only be imaged at the point where the subject
judged the scan focus to be optimal. This suggests that the features being
imaged lie at the layer in the retina at which the cone photoreceptors gather
light to initiate the sensation of vision.

Time-varying changes of the imaged photoreceptors were observed. Image
sequences of the same retinal region lasting several seconds were analysed
using cross-correlation techniques in order to determine the time course of

possible changes in the photoreceptor reflectivity.
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The work also had a number of applications to fields not directly connected to
LSO photoreceptor imaging. Software which was initially developed to process
noisy high-magnification frames has been successfully applied to the problem of
rapid processing of retinal auto-fluorescence images. Additionally, techniques
developed whilst analysing the time-course of photoreceptor reflectivity changes
have formed the basis of a novel system of axial image alignment for use in high-

resolution optical coherence tomography.
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Overview of photoreceptor imaging:

Background

The photoreceptor cells are the beginning of a cellular pathway which converts
the optical image projected onto the back of the eye into a cortical representation
of the visual world. Their properties critically define the limits of this process.
Diseases which impair the function of the photoreceptor cells therefore cause a
degradation of the performance of the visual system. Photoreceptor loss is
associated with many common retinal diseases including macular degeneration
(Curcio, Medeiros et al. 1996) and retinitis pigmentosa (RP) (Szamier, Berson et
al. 1979; Milam, Li et al. 1998). If we were able to image the PR cells we would
be able to understand the pathologies and mechanisms of these diseases better.
This would enable us to develop more effective diagnostic tools and treatments.
In addition, an understanding of the function of normal photoreceptors is

fundamental to our knowledge of the human visual system.

The first part of this introduction deals with aspects of the optics and structural
and functional biology of the human eye which are relevant to this work. This is
followed by a brief history of retinal imaging technology where particular
attention is paid to the laser scanning ophthalmoscope and recent advances in

high-resolution retinal imaging.

19
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Physiological optics

The model eye

Figure 1.1 shows two cross-sectional schematic views of the human eye. Light
from a distant source entering the resting eye is brought to a focus at the retina.
Most of the focal power of the eye lies in the cornea and the flexible lens is used

for accommodating to focus nearer objects.

The refractive powers, shapes and positions of the different surfaces of the eye
can be estimated from ex vivo measurements and measurements taken in vivo (for
example, analysis of slit-lamp or Purkinje images, ultrasonography and
keratometry). This information can be combined to create a mathematical model

of the eye which is useful for making calculations of its optical characteristics.

In practice, this modeling is performed using computerised optical modeling
packages (e.g. (Zemax 1998)). A wide variety of model eyes have been proposed
ranging from a very simple ‘reduced eye’ (Emsley 1953) which uses a minimal
number of surfaces to simulate the most important characteristics of the eye to
more complicated systems which take into account features such as the varying
refractive indices of the sub-structures within the crystalline lens (Gullstrand
1924; Fitzke 1980; Le Grand and El Hage 1980; Atchison and Smith 1995). The
model eye used here is from a recent study (Liou and Brennan 1997) and has the
desirable features of closely predicting recently-measured optical characteristics
of the in vivo eye (Artal and Navarro 1993; Navarro, Artal et al. 1993) and

compensating for the slight displacement of the fovea from the optical axis. It
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should be noted that no model eye is a completely accurate representation of the
real human eye and in particular, the considerable differences between individual

eyes are not represented.

Finally, the image projected at the retina is not necessarily the same thing as the
image perceived by the brain. The optics of the eye are, in many respects, sub-
optimal. Von Helmholtz famously stated that the imaging quality of the human
eye would never be tolerated in a commercial optical device but it has also been
pointed out that "there are actually rather few customer complaints, and we may
guess that this is because the retinal image is the one optical image never
intended to be looked at; for the brain’s purpose is to reconstruct the external
world, not to show us the distorted and degraded image on the retina." (Mollon
1995). The optical characteristics we calculate for the eye sometimes deviate
considerably from the performance of the eye from the user’s point of view and
the visual system seems exquisitely well-adapted to extracting all the available

information from the apparently sub-standard image it is presented with.

The pupil and the MTF

The pupil is the limiting aperture in the eye. In normal subjects it constricts
automatically to control the amount of light reaching the retina (von Helmholtz
1924; Woodhouse and Campbell 1975). In the ideal model eye, the pupil acts as
the stop of the optical system and limits both the amount of light passing through
the eye and also the highest frequencies that can be resolved through that eye.
This frequency limit is often described using a metric called the modulation

transfer function (MTF). The MTF of an optical system is a measure of how the
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contrast of features at a given spatial frequency in the object plane is imaged at
(or transferred to) the imaging plane of the system (for a more detailed description
of the MTF and other functions of optical imaging see Appendix A). In an ideal
eye, increasing the pupil size allows higher frequencies to be imaged with greater
contrast at the retina. When the only limit to image quality is the size of the pupil,
the system is said to be 'diffraction limited’ - that is, its transfer function is entirely
dependent upon the diffraction characteristics of the pupil shape. The MTF cutoff

frequency’ is the frequency above which the MTF is zero.

Figure 1.2 shows the MTF for two model eyes, one with a circular pupil diameter
of 2mm, the other with a diameter of 7mm. These diameters approximate those of

a fully constricted and dilated pupil.

Note that the MTF of the 2mm pupil is close to the theoretical diffraction limited
MTF for a circular aperture. However, the MTF of the 7mm pupil is severely
degraded relative to the theoretical diffraction limit. These MTFs have been
calculated using the model eye proposed by Liou et al which models the lens
using a material with a gradient index of refraction. It does not take into account
other wavefront aberrations in the system which vary significantly from person to
person. In practice, wavefront aberrations in real dilated eyes cause a further

reduction in the area under the MTF curve.
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In many examinations of optical systems, the question of resolving power’ arises.
This property will be discussed again later in the chapter but as a rule of thumb,
the ’angular resolution’ of an optical system is conveniently defined using the
Rayleigh criterion. This gives the angular separation at which the center of the
Airy disk (diffraction pattern) of one point source imaged through the system
intersects the first minimum of the Airy disk of a second point source (Hecht and
Zajac 1974). In an optical system with a diameter d working at wavelength A the
Rayleigh criterion is calculated as

6 =1.221/d radians Equation 1.1
In physiological optics, angular measurements are often expressed in degrees and

minutes of arc.

Another estimate of the resolving power of an optical system is the frequency of
the finest grating that the system can transfer to the imaging plane. For a
diffraction-limited system with a circular pupil, the MTF cutoff frequency f is
calculated as f. =d/A cycles/radian (See Appendix A). f. and the Rayleigh
angular resolution limit 0 are therefore related by the equation (den Dekker and
van den Bos 1997)

Jo=1.22, Equation 1.2
In figure 1.2, the small pupil size is 2mm which corresponds to a Rayleigh
resolution limit of 3.861x10 radians or 2.212x102 degrees when the
wavelength of the illuminating light is 633nm. The corresponding MTF cutoff

frequency is approximately 55 cycles per degree.
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In addition to its effect on the lateral resolving power of the eye, the size of the
pupil also affect the depth of field of the system: its tolerance to small amounts of
defocus. In a model diffraction-limited eye, it can be shown (Charman 1995) that

the depth of field in diopters is given by
DOF =4A/d* diopters Equation 1.3

with the optimal focal point lying at the center of this range. Note that the depth
of field decreases with the square of the pupil size d, while the angular resolution
is linearly dependent upon this quantity. A related measure is the optical

sectioning power of the system. This is discussed in Appendix A.

Wavefront aberration

In the real human eye, surfaces are not optically perfect and irregularities on the
surfaces of the cornea as well as imperfections in the crystalline lens and
aberrations caused by inhomogeneity of the vitreous and aqueous humours mean
that the diffraction-limited case is never attained. As a flat wavefront enters the
aberrated eye it undergoes asymmetrical phase distortions which prevent it from
focusing to a diffraction-limited Airy disk at the retina. This reduces the spatial
cutoff frequency of the eye and imposes another limitation on the finest detail

which can be imaged at the retina.

The effects of wavefront aberration increase with increasing pupil size as the
incoming wavefront passes through more peripheral parts of the aberrated optical
system. Increasing pupil size therefore has two opposing effects upon the MTF of
the eye: it increases the theoretical diffraction limit but introduces more

aberrations into the actual wavefront.
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In practice, the MTF for a real subject will be optimal for some pupil diameter
intermediate between the fully constricted and fully dilated case. The exact value
depends upon the wavefront aberrations in each specific eye and many systems
have been devised to measure this aberration in vivo (Campbell and Gubisch
1966; Artal, Santamaria et al. 1988; Artal, Santamaria et al. 1988; Campbell,
Harrison et al. 1990; Navarro, Artal et al. 1993; Artal and Navarro 1994; Liang,
Grimm et al. 1994; Williams, Brainard et al. 1994; Artal, Iglesias et al. 1995,
Liang and Williams 1995; Liang and Williams 1997). A typical value of this
optimal pupil diameter is 2.4mm giving a transfer function cutoff of roughly
65cpd at a wavelength of 633nm (Campbell and Gubisch 1966) and the eye is
generally considered to be diffraction limited at pupil diameters smaller than 2mm
(Campbell and Green 1965) where the cutoff frequency is around 55cpd (Artal
and Navarro 1994). These values are calculated for a conventional imaging
system. In Appendix A it is shown that the effective MTF may be improved

slightly when using certain types of ’scanning’imaging devices.

Photoreceptor biology

The retina is a laminar structure covering the interior of the posterior capsule of
the eye. (See figure 1.3). Light enters the retina at the anterior (’vitreal’) side and
is absorbed by the photoreceptors lying close to the retinal pigment epithelium.
The nerve cells which conduct the signals away from the photoreceptors and
perform the initial stages of visual processing are anterior to the photoreceptor

layer. Incoming light traverses these layers before being detected.
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Schematic views of a ‘cone’ photoreceptor are shown in figure 1.3. The structure

can be broadly divided into three parts:

1) The outer segment is the part of the photoreceptor which lies furthest from the
pupil. It lies next to the retinal pigment epithelium and contains a set of structures
called disks derived from folds in the cell membrane. Because there are many
thin disks in the outer segment, the total disk surface area is very high. It is on

these surfaces that the process of light detection and vision begins.

2) The inner segment contains the cell’s mitochondria and Golgi apparatus. It is
attached to the outer limiting membrane (OLM). Both the inner and outer

segments lie scleral to the OLM.

3) The cell nucleus and synaptic terminals lie vitreal to the OLM in the outer
nuclear layer (ONL). It is through the synaptic terminals in this layer that the

photoreceptor cell connects with other neurons in the retina.

A photoreceptor is a cell specialised for producing a neuronal signal in response
to light. It does so by using the energy associated with incident photons to set in
motion a chain of events which results in a change in the electrical potential
between the cell and its surroundings. This phototransduction cascade occurs in a
specific location within the photoreceptor cell: the disk membrane. Two
molecules are directly involved in the absorption of light at the disk membrane. A
molecule of 11-cis retinal (an isomer of vitamin A) is surrounded by and

covalently linked to a 7 helix trans-membrane protein from a group known as the
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opsins. When a molecule of 11-cis retinal absorbs a photon it changes
configuration and becomes 11-trans retinal. This configurational change in turn
changes the shape of the surrounding transmembrane protein causing it to become
a catalyst for the activation of a third molecule called transducin. Transducin in
turn, activates a phosphodiesterase which breaks down a small messenger

molecule cyclic GMP’ (cGMP) normally present in the cell.

In the dark, cGMP binds to ion channels on the cell membrane causing them to
open and allow Na" ions to enter the cell from outside. While this flow of ions is
occurring, the potential difference between the inside and outside of the cell is
about -30mV. As cGMP is degraded, the ion channels close and the membrane
potential drops to around -70mV. It is this drop in potential which changes the
rate at which glutamate is emitted at the synaptic connections and the opposite
end of the photoreceptor. The signal that light has been detected by the
photoreceptor is then passed further into the visual system through the bipolar and

horizontal cells which connect with the photoreceptor.

As well as mediating the signal produced by the cis-retinal isomerisation, the
photopigments are responsible for tuning the frequency of light which is most
likely to cause this isomerisation. It is important to note that individual
photoreceptors cannot generate a ‘colour signal’ - (since an increase in the
likelihood of photon absorption can be due to either a frequency shift or a rise in
light intensity). Our sensation of colour comes from a comparison of signals from

closely-grouped cone photoreceptors with differing photopigments.

30



Photoreceptor types

Photoreceptors can be grouped into two distinct functional and morphological
types: rods and cones. These groups form the starting points of two distinct visual
systems, one optimised for low-light (scotopic) vision, the other for high-
resolution vision under more elevated (photopic) light levels. The retinal molecule
is the same in both rods and cones but the opsin varies between rods and cones

and between cone classes.

Rods

A typical retina contains on the order of 100 million rod photoreceptors. Rods are
more numerous than cones everywhere in the retina except at the central fovea,
the retinal rim and around the optic disk. (Jsterberg 1935; Curcio, Sloan et al.

1990).

The rod photoreceptors are, in general, longer and thinner than cones and contain
more photopigment. Rods are used for scotopic or low-light vision and are
extremely sensitive to light. Individual rod excitations can be measured after the
absorption of a single photon (Yau, Lamb et al. 1977; Nunn and Baylor 1982;
Baylor, Nunn et al. 1984). In order to gain sensitivity in low light conditions, the
retina combines the outputs from neighboring rods so that the effective spatial
resolution of rod vision is lower than would be expected from the sampling
frequency of the rod mosaic and the average photon sensitivity of the group is
lower than that of an individual receptor (Rodieck 1988). As they contain only a

single type of photopigment (with an absorbance peak at roughly 500nm), a
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system based on rods cannot differentiate between lights of different wavelengths

and as a result, the rod vision pathway is monochromatic.

A colour-coded plot of rod density against eccentricity from the foveal center is
shown in figure 1.4. It can be seen that rod density is zero at the foveal center and
thereafter rises rapidly to reach a peak of approximately 170000 rods/mm? at
about Smm eccentricity (the rod ring’). The horizontal diameter of the 'rod free
zone’ (strictly defined by Curcio et al as an isodensity contour representing a low
rod density of only 1000 rods/mm?) has been put at around 350 (Curcio, Sloan et
al. 1990). The diameter of a rod photoreceptor near the central fovea is typically
around 1um and adjacent rods therefore have an angular separation of roughly 12
arc seconds or a frequency of 290cpd, far above the foveal MTF cutoff frequency.
At 15 degrees the average rod diameter is around 2pum (from density
measurements) but the optical quality of the eye has decreased significantly.
Therefore, whilst it may be possible to detect a single isolated rod against a
homogeneous background, the optics of the eye effectively prevent an in vivo

examination of the rod mosaic at this (or indeed any) eccentricity.
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Cones

The retina contains far fewer cone cells photoreceptors than rods. The actual
numbers vary between individuals but the most recent study by Curcio et al
(Curcio, Sloan et al. 1990) found an average of 4.6x10° million cones in seven
subjects with a SD of 0.45x10° and this agrees reasonably well with other studies
(e.g. Dsterberg (Bsterberg 1935) who found the equivalent of around 6.23x10°

cones in a single, rather large eye).

The cone photoreceptors are used for high acuity vision under photopic
conditions and also mediate colour vision. In general they are shorter than rods
and contain less photopigment. Whilst individual cone cells are only slightly less
sensitivity to light than rods (Nunn, Schnapf et al. 1984), their outputs are not
pooled in the same way and the cone pathway is inactive under low light
conditions. In photopic conditions however, the highest visual resolution of the
cone visual pathway is probably equal to that of the sampling mosaic itself as in
the central fovea, there is a one-to-one correspondence between midget cell
connections to the LGN and individual cones. Comparisons of psychophysical

and theoretical resolution limits tend to confirm this.

Cone cells can contain one of three types of photopigment; a short-wave activated
pigment with a peak absorption at 419 + 3.6nm, a medium-wave pigment with a
peak at 530.8 + 3.5nm and a long-wave sensitive pigment with a peak at 558.4 +
5.2nm (Bowmaker and Dartnall 1980; Dartnall, Bowmaker et al. 1983). Cones are
often labeled as S,M or L depending on whether they express short, medium or

long-wave absorbing pigments. The gene for the short wave 'blue' photopigment
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lies on chromosome 7 (7q22-7) while many non-identical copies of the genes for
the M and L pigments lie in an array on the X chromosome (Xq28) (Nathans
1989; Nathans 1994). One practical consequence of this is that males, having
only a single X chromosome, are far more susceptible than females to mutations
in the L or M gene sequences, resulting in a higher rate of red/green colour
blindness in men. Functionally and morphologically, the L and M cone
photoreceptors are more closely related to each other than they are to the S cones
and it is thought that they are the result of a series of gene duplication events
which occurred around 30 million years ago in the Old World primates. The
nature of transcriptional control of the L and S cone photopigment genes is still
unclear (Neitz, Neitz et al. 1995) and recent studies have suggested that more than
one gene of each type may be expressed in both colour-normal and colour-
deficient retinas (Neitz, Neitz ef al. 1993; Kraft, Neitz et al. 1998). In addition,
the exact ratios of L:M:S cones are the subject of on-going research (Wikler and
Rakic 1991; Mollon and Bowmaker 1992; Bramwell, Cowey et al. 1997) and are
currently being investigated using genetic and imaging techniques (Neitz and

Neitz 1995; Roorda and Williams 1998).

Waveguide properties

As a consequence of their physical properties, structure and orientation,
photoreceptors act as optical waveguides (Toraldo di Francia 1949; Snyder and
Pask 1973; Enoch and Tobey 1981; Enoch and Lakshminarayanan 1989). They
accept light from a limited range of directions and channel it along their
longitudinal axes. In this sense, they behave like fiber optic cables with the range

of entry angles determined by the relative optical densities of their interior and
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Both the SC effects have been explained in terms of the photoreceptor waveguide
properties (Snyder and Pask 1973; Enoch and Tobey 1981). The efficiency of a
photoreceptor in guiding and detecting light is dependent upon the direction from
which light strikes it. Because different classes of photoreceptors have slightly
different acceptance angle criteria, the apparent hue of a beam striking a small
group of photoreceptors will change as they are stimulated in different
proportions. There may also be more subtle ’self-screening’ effects as the light
stimulating photopigment in one cell may have passed through other cells on its

way and these will have influenced its spectral composition.

Enoch and Hope (Enoch and Hope 1973) and others (Vos and Huigen 1962;
Bedell and Enoch 1979) have measured the directionality, p’ (See figure 1.6) of
the psychophysical SC effect at range of retinal eccentricities. They found that p’
rises from around 0.04 mmto almost 0.Imm™ at 3.75 degrees and then
decreases slowly to around 0.07mm™ by 30 degrees. This variation may be due to
a combination of increasing cone sizes, changing cone structure and increasing

cone spacing with eccentricity.

It can be shown theoretically that small changes in the refractive indices of
different parts of the cones and their absolute diameters can have large effects on
the predicted p value.(Snyder and Pask 1973). This has been put forward as one
reason why rod photoreceptors show a much decreased (although still detectable)
SC effect. It has also been noted that small, reversible physiological changes in
photoreceptor size or structure may have a detectable effect upon their light

guiding characteristics in vivo (Snyder and Pask 1973; Enoch and Birch 1981).
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This waveguide nature of cone photoreceptors is crucial to our understanding of
retinal imaging since the light reflected from the retina contains a directionally-
guided component which has its origin at the photoreceptor layer. Photoreceptor
orientation can now be measured objectively in vivo (Burns, Wu et al. 1994;
Burns, Wu et al. 1995; Burns, Wu et al. 1995; Delint, Berendschot et al. 1995;
Burns, Shuang et al. 1996; Burns, Wu et al. 1996; Burns, Wu et al. 1997; Delint,
Berendschot et al. 1997) and the estimates of cone directionality based upon these
methods are found to be consistent with, although slightly higher than, those
based upon psychophysical methods. Other objective effects related to the
variation of waveguide properties with eccentricity have also been demonstrated
(Marcos, Burns et al. 1998). The precise origin of the directional component of
the fundus reflection is still uncertain but recent work suggests that light emitted
from the cone apertures is reflected either from the disk stacks in the outer
segments (Vandekraats, Berendschot et al. 1996) or from melanin granules in the
outer segment (Vanblokland 1986; Vanblokland and Vannorren 1986; Gorrand
and Delori 1995) and light reflected from the RPE may not contribute to the
directional component of the reflection as was previously proposed (Burns, Delori
et al. 1997). Most recently, Marcos et al have shown that the image of the fundus
reflection at the pupil contains information both about the directionality of the
photoreceptor waveguides and their spacing based on a treatment of the

photoreceptor layer as a rough scattering surface (Marcos, Burns et al. 1998) .
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Spacing and mosaic

The continuous image projected onto the retina is sampled by the photoreceptor
array. The size of the photoreceptors, their spacing and their temporal response
characteristics therefore impose another restriction upon the performance of the
visual system defined by their finite sampling frequencies. This can be described

using the techniques of Fourier analysis.

From signal theory (Bracewell 1975; Castleman 1996) it can be shown that a
periodic sine wave signal at frequency f can be completely represented by
discretely sampling it at a frequency of 2f. Since all real signals can be
represented as combinations of sine and cosine functions, sampling a signal at a
frequency f will represent all frequencies in the signal up to f/2. The critical
sampling frequency f to represent a signal at frequency f/2 is termed the Nyquist

frequency.

Frequencies higher than f/2 in the original signal will be miscoded as lower
frequencies. This miscoding of frequencies above the sampling rate of the system
is known as aliasing. A good example of this is in the case of analogue television
images: in the first case they sample the world at a finite spatial frequency which
is lower than that of, for example, some fabric patterns causing the squares on
fine-checked shirts to appear distorted and ill-defined. In addition, they sample at
a finite temporal rate (a certain number of frames per second) and this causes
aliasing effects when viewing rapidly-changing objects with a constant temporal
period such as computer monitor screens or rotating propellers. This temporal

aliasing effect can also be seen in the human visual system where a wheel
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spinning at increasing speed appears to change its direction of rotation as it passes

the temporal aliasing limit.

A standard engineering solution to aliasing is to low-pass filter the signal before it
reaches the sampling device - in effect to remove the frequencies which will cause
aliasing. In the spatial domain this is achieved by ensuring that the MTF cutoff
frequency of the imaging system is at most half the spatial sampling frequency of

the detector.

We might expect that the human visual system would use this method to reduce
aliasing effects, which appear to be rare in normal vision (although see Byram
(Byram 1944)) and this does broadly seem to be the case for central foveal vision.
Cones in the central fovea are arranged in a regular triangular lattice with a
typical density of around 200000mm™ (Curcio, Sloan et al. 1990) giving an inter-
cone spacing s of around 2.4um (see figure 1.7). The cone mosaic can therefore
be shown to have a Nyquist frequency of (JE x s)‘ = 240 cycles per mm. Using
Drasdo and Fowler’s (Drasdo and Fowler 1974) estimates for the scaling of
distance to visual angle at the fovea (282 um/degree) gives a sampling frequency
of approximately 68 cycles/degree. This agrees well with the best MTF cutoff
limit described above (ca. 60cpd) although there is significant inter-subject
variation in both amount of wavefront aberration and cone packing (for example,
Curcio et al have shown at least a 3-fold variation in central foveal cone packing

densities (Curcio, Sloan et al. 1990)).
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At increasing retinal eccentricities the situation becomes more complicated. The
cone density decreases rapidly with increasing distance from the foveal center - it
is an order of magnitude lower at 3.5 degrees eccentricity and the cone size has
increased by a factor of 3 (Curcio, Sloan et al. 1990). If the cones were still
arranged in a regular hexagonal array at this eccentricity, the spacing would be
about 7.6um and the corresponding Nyquist frequency would be approximately
76¢c/mm or 21cpd. Since the MTF at 3.5 degrees is still similar to that at 0 degrees
(Navarro, Artal et al. 1993), significant aliasing effects would be expected at this

eccentricity.

There have been many suggestions as to why aliasing does not seem to be a
problem in the human visual system despite the apparent mismatch between the
MTF and the cone spacing near the fovea. (Galvin and Williams 1992; Packer
and Williams 1992; Chen, Makous et al. 1993). Galvin and Williams (Galvin and
Williams 1992) have shown that potential aliasing effects at sharp edges are
suppressed (presumably at a neural level) and an analysis of the statistics of
natural scenes seem to suggest that the power contained in high-frequency
structures is very low (Field 1987). There may be no need for the visual system
to go to great lengths to remove high frequency information from the retinal

image because it is not normally present in the first place.

44



High-resolution in vivo retinal imaging

The problem of imaging the cone photoreceptor mosaic in the living eye is related
(though not identical) to the problem of aliasing. If we assume that the
photoreceptor array at 3.5 degrees has a mean center to center frequency of
around 20cpd then directly imaging this array theoretically requires the optics of
the eye to pass frequencies of up to 40cpd at 3.5 degrees off-axis to achieve full
Nyquist frequency sampling. In the central fovea with photoreceptor mosaic

frequencies of 60cpd, the required MTF cutoff is around 120cpd.

It can be seen from figure 1.2 that an MTF cutoff of 40cpd may be realistic at 3.5
degrees eccentricity but that directly imaging the mosaic at the foveal center is out
of the question. A perfect, dilated, diffraction-limited pupil with a diameter of
7mm would have the required MTF (with a cutoff frequency of around 160cpd)
but dilated pupils are not diffraction limited because of the increased contribution
of wavefront aberrations. In general the best optical quality of the eye is around

60cpd on axis - at best half of what is required.

It is not unreasonable to expect to image the photoreceptor array away from the
very center of the fovea in subjects with good optics. Because the living eye is not
perfectly stationary, it is necessary to perform the imaging in a short time to avoid
blurring the image (or to correct for eye movements in other ways as
demonstrated later in this thesis). There are other practical difficulties to
overcome but this approach was taken by Miller ef al in 1995 with some success

(Miller, Williams et al. 1995; Miller, Williams ez al. 1996).
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Two goals remain elusive. The first is routine measurement of the cone spacing in
vivo - this gives the density of the photoreceptor mosaic at any specific location
and therefore a measure of the number of photoreceptors. Photoreceptor numbers
are expected to decline in retinal degenerative diseases such as retinitis
pigmentosa and so a measurable decline in numbers would be a useful indication
of retinal health. Miller et al only succeeded in obtaining approximate estimates
of cone spacing within small patches of retina with uncertain eccentricities. Even
then, results varied significantly between subjects. To be clinically useful,

measurement must be accurate, locatable and repeatable.

The second aim is to perform quantitative measurements on individual
photoreceptors - for example to study their response to bleaching lights of
different wavelengths or changes in their optical properties over time. There are a
number of unresolved questions regarding the frequencies of different types of
cone cells and their responses to incident light which could be addressed in this

way.

Both of these goals are currently being realised using a variety of different
techniques which, in some way, overcome the spatial cutoff frequency imposed
by the eye. It is worth noting that at least two of these techniques have been
directly inspired by work on astronomical imaging. The problems faced by
terrestrial optical astronomers attempting to overcome the wavefront aberrations
imposed by a constantly shifting atmosphere and those found in retinal imaging
are very similar and the solutions from the former discipline have often proved

useful in the latter.
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Ocular speckle interferometry

In a classic paper, Labeyrie (Labeyrie 1970) showed that diffraction-limited
frequency information could be extracted from the autocorrelations of short-
exposure ’speckle images’ of distant astronomical sources (for example, binary
stars — see figure 1.8). Constantly-shifting turbulence cells in the atmosphere
cause images of stars to break up into speckle patterns before they reach ground-
based telescopes. The speckle pattern is composed of many tiny diffraction-
limited and distorted images of the star field but the motion between frames is
such that over time the ensemble averages out to a blur which is typically an order
of magnitude larger than the diffraction-limited PSF. However the frequency
information is retained in the autocorrelation of individual images and although it
is extremely noisy in any single image, the noise averages to zero over many
exposures. By calibrating this averaged autocorrelation function of a degraded,
unknown image with one of a known, single bright star, and assuming
isoplanatism over the imaging field, the autocorrelation function of the object can
be reconstructed. This autocorrelation function contains information on
frequencies in the object up to the diffraction limit of the telescope. Even without
this referencing procedure, frequency information (although not intensity

information) regarding the unknown object can be retrieved.

Using the same technique, Artal (Artal and Navarro 1989) and Marcos et al
(Marcos and Navarro 1996; Marcos, Navarro et al. 1996; Marcos and Navarro
1997) demonstrated that it is possible to recover near-diffraction-limited
information regarding the spacing of the cone mosaic by imaging the retina

through a dilated pupil using coherent illumination. The averaged autocorrelations
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of the images they obtained showed a frequency component which matched the
predicted frequency of the cone photoreceptor mosaic at several different retinal

eccentricities.

In principal, phase information about the object can be recovered as well (Knox
and Thompson 1974; Knox 1976). Full phase recovery is a computationally
demanding process requiring the calculation of a 4-dimensional image transform
known as the bispectrum or *riple correlation’ - essentially an extension of the
autocorrelation which does not destroy the phase information present in the
speckle images (Aubry 1967; Barakat and Ebstein 1987). The application of
bispectral imaging to astronomical applications has received much interest
(Lohmann, Weigelt et al. 1983; Bartelt 1984; Lohmann and Wirnitzer 1984,
Haniff 1991; Kang, Lay et al. 1991; Hofmann and Weigelt 1993; Thiebaut 1994;
Negrete-Regagnon 1998). However, the amount of randomly-changing wavefront
distortion in ocular images is not thought to be large enough to allow diffraction-
limited bispectral retinal imaging. Miller et al (Miller, Cho et al. 1995) have made
a preliminary study into the feasibility of adding deterministic aberrations to a
retinal imaging system with low-order deterministic wavefront distortion to
perform phase recovery using the bispectrum but met with only limited success.
For the time being, bispectral imaging may be bypassed in favour of more direct

physical ways of compensating for ocular wavefront aberrations.

Adaptive optics

Adaptive optics (AO) is emerging as a dominant technology for compensating for

wavefront distortions whilst imaging through turbulent media. Broadly speaking,
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it attempts to actively compensate for the wavefront distortions caused by
turbulence in the imaging path by simultaneously measuring the wavefront
distortion of a ’guide point’ or beacon’ (in theory an object of known shape
situated beyond the turbulence) and modifying the incoming wavefront to nullify
the effects of the measured distortion in real time. The technology was initially
developed for imaging through the earth’s atmosphere with ground-based
telescopes but applications are now being found in other areas of science and
adaptive optics has recently been applied to high-resolution retinal imaging
(Liang, Williams et al. 1997; Liang, Williams et al. 1997) - although see (Bille,
Jahn et al. 1984) for an early attempt to perform first-order active optical

compensation in an LSO.

Although it has its theoretical roots in early work by Babcock and Fried

(Babcock 1953; Fried 1966; Fried 1966) and others and the concept was tested
experimentally in the mid 1970s, real progress was made at US Air Force
‘Starfire’ range in New Mexico in the early 1990s with the development of laser
guide stars enabling AO telescopic imaging at arbitrary locations in the sky.
When this technology was declassified, (Fugate, Fried et al. 1991; Collins 1992)
interest in adaptive optics increased and the cost of the necessary components fell.
Turnkey components for AO systems are now available from commercial

suppliers.

An AO system for retinal imaging was first developed by Liang et al in the
University of Rochester (Liang, Williams et al. 1997, Liang, Williams et al.

1997). The system generated a point source beacon’ on the retina using a laser
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beam with a small entrance pupil. In principal, this beam was diffraction-limited
and focused to a symmetrical point. The wavefront generated by the point source
was then analysed using a Hartmann-Shack wavefront sensor and the measured
distortion was largely nullified using a deformable mirror, although the correction
was not perfect due to the discrete nature of the Hartmann-Shack sensor and the
deformable mirror and the fact that only a single measurement and correction was
made. Images of the retina taken through the optical path containing the mirror

were therefore close to diffraction-limited even with large pupil sizes. In this way,

Liang et al managed to image the retina through a system with an MTF cutoff
frequency exceeding twice the theoretical cone frequency and produced images of
the cone photoreceptors in vivo close to the foveal center. Using selective
bleaching conditions, cones of a single type have been identified (Roorda and
Williams 1998). It should also be noted that the increase in lateral resolution of
such a device is accompanied by an even larger improvement in axial resolution
(Equation 1.2, Appendix A) and this may form the basis for a future high-

resolution 3D retinal imaging system.

The confocal LSO

The MTF of the human eye is generally calculated by considering the finest
grating which can be imaged optically through the pupil - in effect the eye is
treated as a camera and the retina as a film, or, equivalently, the eye is treated as a
microscope and the retina as an epi-illuminated sample. In imaging the retina, the
’sample’ is uniformly illuminated and light reflected from all parts of the sample

(including light from in front of and behind the nominal focal plane) contributes
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to the final image. The effect of this is to reduce the contrast of the in-focus image
since the laminar nature of the retina generates many reflective boundaries

anterior to the photoreceptor layer.

A solution to this problem is to ensure that only light from the precise plane of
focus reaches the detector and to reject out-of-focus light - in other words to make

the detector plane and the object focal plane "con-focal".

The first confocal microscope was proposed and constructed by Marvin Minsky
in 1957 at Harvard University. The principle is well described in his own words

from an interview given in 1988:

"' An ideal microscope would examine each point of the specimen and measure
the amount of light scattered or absorbed by that point. But if we try to make
many such measurements at the same time then every focal image point will
be clouded by aberrant rays of scattered light deflected points of the specimen
that are not the point you’re looking at. Most of those extra rays would be
gone if we could illuminate only one specimen point at a time. There is no
way to eliminate every possible such ray, because of multiple scattering, but it
is easy to remove all rays not initially aimed at the focal point; just use a
second microscope (instead of a condenser lens) to image a pinhole aperture
on a single point of the specimen. This reduces the amount of light in the
specimen by orders of magnitude without reducing the focal brightness at all.
Still, some of the initially focused light will be scattered by out- of-focus
specimen points onto other points in the image plane. But we can reject those
rays, as well, by placing a second pinhole aperture in the image plane that lies
beyond the exit side of the objective lens. We end up with an elegant,

symmetrical geometry: a pinhole and an objective lens on each side of the
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specimen. (We could also employ a reflected light scheme by placing a single
lens and pinhole on only one side of the specimen - and using a half-silvered
mirror to separate the entering and exiting rays.) This brings an extra
premium because the diffraction patterns of both pinhole apertures are
multiplied coherently: the central peak is sharpened and the resolution is
increased. (One can think of the lenses on both sides of the microscope
combining, in effect, to form a single, larger lens, thus increasing the
difference in light path lengths for point-pairs in the object plane.)"" (Minsky

1988)

A diagram of the instrument described above is shown in figure 1.9. The optical
path represented is essentially unchanged in modern confocal microscopes.
Minsky’s patent on the stage scanning confocal microscope expired before it was
commercially adopted, in part because the video technology necessary to display
and store the images it produced was unavailable at the time. However, the
benefits of scanning microscopy (illuminating only a single point in the image at
any one time to reduce stray light) and the confocal arrangement (to reject out of
focus light) were evident and much work was done in the following two decades
to optimise the design. Major improvements have been due to the use of lasers as
high-intensity, collimated light sources and fast galvanometer-mounted scanning
mirrors to scan the beam at video rates. Modern confocal microscopes are
invariably coupled to computerised image acquisition and analysis systems

which allow the user to store and manipulate the acquired images.
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The development of beam-scanning (as opposed to object or ’stage’-
scanning) laser microscopes was essential before the devices could be used
for ophthalmic imaging. Most video-rate cLSOs use a rotating polygon
mirror to provide the high speed horizontal beam deflection at around
15kHz and a galvanometer-mounted mirror to perform the vertical scan at
around 50Hz. Other approaches have been suggested, most notably the use
of acousto-optic deflectors (Webb 1984; Kobayashi, Akiyama et al. 1990)
or mechanical resonant scanners (Kollin and Tidwell 1995) to perform the
horizontal scan. The first laser scanning ophthalmoscope (LSO) was
designed by Webb and Hughes in 1980 (Webb, Hughes et al. 1980; Webb
and Hughes 1981) and a confocal device (cLSO) was developed in 1986
(Webb 1986; Webb, Hughes et al. 1987). The confocal LSO has a number

of advantages over the conventional fundus camera:

The high contrast of the images assists the visualisation of retinal features

such as the nerve fiber layer and drusen.

The optical sectional property of the confocal device means that 3D depth
sections of the retina can be acquired and used for tomographic analysis of
structures. For example, the depth of the optic nerve head and the locations of
retinal detachments can be measured in this way.

The LSO can be used for continuous, real-time imaging of the retina without

exposing the patient to the high light levels required for an equivalent fundus

camera system.

Fluorescent substances in the retina can be excited using a beam with a locally

high intensity but which, because it is scanned, gives a safe total retinal
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illumination (vonRuckmann, Fitzke et al. 1995; vonRuckmann, Fitzke et al.
1995). Deposits of these substances are correlated with certain retinal
diseases and the cLSO allows their distribution to be imaged and analysed

whilst maintaining a safe level of excitatory illumination.

In addition, stimuli can be presented at the retina by modulating the amplitude of
the scanning laser beam and the position of these stimuli can be monitored and
adjusted by tracking the position of landmark features on the fundus (Katsumi,
Timberlake et al. 1989; Fitzke, Timberlake et al. 1991; Culham, Fitzke et al.

1992; Culham, Fitzke et al. 1993).

Confocal scanning and classical resolution

Lukosz (Lukosz 1966) showed that the limit to the performance of a noise-free
optical system is the constancy of the total number of degrees of freedom’
(Lukosz 1966; Cox and Sheppard 1986) rather than the transversal resolution per
se. In classical imaging systems, the entire field is imaged simultaneously
providing a high temporal bandwidth. In a scanning system, temporal bandwidth

can be sacrificed to increase spatial bandwidth and therefore resolution.

! Strictly, the number of degrees of freedom is the number of data points required to define the
system in the absence of noise. N = 2(1+LxBx)(1+LyBy)(1+TBT) where Bx and By are the
spatial bandwidths, Lx and Ly are the spatial dimensions, T is the observation time and Bt is the
temporal bandwidth of the system.(Cox and Sheppard 1986). In the presence of noise, this

equation is modified slightly but the principal remains unchanged.
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It has been shown (Sheppard and Choudhury 1977; Wilson and Sheppard 1984;
Wilson 1990) (and see Appendix A) that, in the ideal case, a confocal microscope
has a point spread function around 1.4 times sharper than that of a conventional
microscope, essentially because of the ‘extra premium’ of the double pass through
the focusing optics which was first noted by Minsky. The term ’ideal’ is crucial
here however - degradations in lens quality will reduce the sharpness of the

scanning PSF just as they will that of a conventional imaging system.

Based only on Lukoz’s limitations, the resolution of a scanning system is not
necessarily equivalent to that of an ordinary optical imaging system. In particular,
the cLSM is a scanning system which assumes temporal invariance in the object -
that is, the object (the subject’s retina) is expected not to change for the duration
of a single scan. In principal it is easy to imagine how an aperture scanning

system might attain an arbitrarily high-resolution.

Consider an illuminated object being scanned by a small physical aperture
moving very close to its surface. The intensity of the reflected light through the
aperture is a direct measure of the reflectivity of the surface underneath and,
providing the position of the aperture can be controlled (or measured) precisely
enough, the entire surface of the object can be scanned in this way and a
reflectance map generated, regardless of the optical quality of the rest of the
system. Such a surface-scanning microscope has in fact been built (Ash and
Nicholls 1972) although in this case, operating with microwave rather than

visible-wavelength radiation.
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The confocal microscope does not operate on exactly this principal. An image of
the confocal aperture is scanned over the object and therefore the resolution is
ultimately limited by the point spread function of the system - nevertheless, the
double-pass of the point spread function is a direct result of the scanning nature of
the device and a significant improvement in resolution can be obtained with a

confocal system based, in part, on Lukoz’s analysis.

Finally, it should be noted that most analyses of confocal resolution assume a
reasonably high signal to noise ratio which is not always attainable since the
confocal pinhole, by definition, dramatically reduces the amount of light reaching

the photodetector.

Image processing

The cL.SO generates a video signal. In Europe this is a PAL-format signal of 574
lines which can be recorded on VHS video tape or digitised directly using a
computer with a video frame grabber. The process of converting the analogue
output of the confocal microscope photodetector (either a photo-multiplier or a
photodiode) to a video signal introduces noise into the system. This image noise’
is in addition to noise generated by the detection system itself - shot noise from
random fluctuations in the photon intensity and thermal electronic (‘Johnson’)
noise from the detector itself. Since the properties of these noise sources are often
known, it is possible to compensate for them to some degree in the final image.
This is the most elementary form of image processing. Additionally, once the
final image has been generated, it is theoretically possible to correct for optical
aberrations present in the imaging path. For example, if the system suffers from a
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space-invariant blur of a known shape, the image can be 'deconvolved’ to remove
the effect of the blur. In a noise-free system where the optical aberration is
precisely known, deconvolution should return a diffraction-limited image of the

object.

However, in real systems, these conditions are never met: noise is always present
and it is often difficult to measure the aberrations of the imaging system precisely.
The imaging integral equation (Appendix A) is ill-conditioned and small
perturbations in the initial conditions are amplified when attempts are made to
perform direct deconvolution. The solution is either to impose band limits upon
the inverse filter (as found, for example, in the Wiener filter) or to use iterative
and/or probabilistic methods to generate an estimate of the uncorrupted image
based upon the available information (Frieden 1972; Richardson 1972; Geman
and Geman 1984; Press, Teukolsky et al. 1992; Hunt 1994; Castleman 1996). It
has been shown that the ultimate limit to the resolution achievable in image
restoration is determined by the amount of random noise introduced by the

imaging process (Cox and Sheppard 1986; Castleman 1996).

Theoretical work on image deconvolution received additional interest in the late
80s and early 90s after the Hubble Space Telescope was launched with a defective
primary mirror. Although the telescope was later repaired (and thereafter achieved
near-diffraction-limited performance due to the absence of atmospheric
aberrations) several valuable image restoration techniques were developed by the
astronomical community during this period. Even when the blurring function is

not known, it is possible to apply so-called blind’ deconvolution techniques
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(Ayers and Dainty 1988; Fish, Brinicombe et al. 1995) to form estimates of the
true image and the blurring function based only upon the degraded image and

certain constraints on the physicality of the imaging process.

There are a number of miscellaneous image processing operations which do not
fit neatly into the categories of noise reduction or deconvolution. These include
image warping to compensate for geometric distortions in the imaging process,
and operations which emphasise specific features of the image such as contrast
stretching, false colour imaging or edge enhancement. These operations do not
increase the amount of information present in the image per se but they make it
better suited to the purpose for which it was generated and easier for a human

operator to interpret.

Processes which are aimed at recovering uncorrupted versions of the original
objects prior to the imaging process - for example by improving the signal to
noise ratio, or extending the effective resolution either by deconvolution or by
extrapolating frequencies beyond the theoretical diffraction limit from the
bandwidth limited image, can be classed as ‘image restoration’ techniques.
Processes which improve the appearance of the final image (for example by
histogram stretching or false-colour coding) but which do not make it more
similar to the original object can be termed ‘image enhancement’ techniques.
These two terms are sometimes used interchangeably but in fact they represent
quite separate classes of operations. In general, image restoration is a far more
computationally demanding task than image enhancement. In most cases, the

application of image restoration techniques to retinal imaging requires accurate
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knowledge of the 2-dimensional ocular wavefront aberration and this has, until
recently, been difficult to obtain. Recent methods for measuring the wavefront
aberration of the eye using Hartmann-Shack wavefront sensors (Liang, Grimm et
al. 1994) or double-pass spot imaging techniques (Artal, Santamaria et al. 1988;
Artal, Santamaria et al. 1988; Artal, Iglesias et al. 1995) may allow image

restoration techniques to be applied to high-resolution retinal images.

An attempt was made to apply blind deconvolution using the method proposed by
(Fish, Brinicombe et al. 1995) to a high-magnification retinal image obtained
during this project. The unquantified result is shown for illustrative purposes in

figure 1.14.

Summary

In this project, a prototype confocal laser scanning ophthalmoscope (cLSO) was
used to perform high-magnification imaging of the human retina. Based on the
theoretical considerations of ocular optical quality and cone-array spacings
presented above and using the confocal properties of the imaging system, it was
felt that it was reasonable to attempt to directly image the cone photoreceptor
mosaic at around two to three degrees eccentricity from the foveal center. A
limiting factor in this case was imaging noise. Computer image processing

techniques were developed to overcome this.

The results of the work are presented in Chapters 3 to 6. Appendix A contains a

short mathematical description of confocal imaging.
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The main unit of the LSO contained two switchable laser sources: A HeNe beam
at 632.8nm and an argon beam at 512nm were both directed into the head of the
unit through a single, shared fiber optic cable. Recently, a 633nm solid-state diode
laser with TTL modulation has been added to the system and other laser sources
are being planned. After scanning the target and passing through the confocal
pinhole, the return beam was channeled through a fiber optic cable to a
photodetector (Hamamatsu R928 - catalogue data: peak 400nm, rise time 2.2ns,
dark current (after 30 mins) typ. 3nA. Radiant sensitivity @633nm approx. =
40mA/W, quantum efficiency approx. 8%). This was located in the main body of
the LSO. Signal attenuation due to fiber optic insertion losses were less that 13%
(Zeiss, pers. comm.). After calibration by a technician, the illuminant beam
profile was nominally Gaussian, but the stability of this could not be guaranteed
due to unavoidable movement of the fiber optics during everyday use of the
machine. The final beam intensities on leaving the imaging head were typically
200uW (Argon), and 160uW( HeNe) although these could be altered by moving

blocking filters into and out of the beam path.

In normal clinical use the LSO could be switched between two diagonal scan
angles of 20° or 40°. An optical attachment; a Micro Scanning Attachment
(MSA) (Fitzke, Woon et al. 1991) fixed to the front of the LSO reduced the scan
angle and expanded the instantaneous beam. For high-resolution work, the LSO
was used in its 20° mode and with a typical MS A magnification factor of x6, the
diagonal size of the final, magnified images was around 3.3 degrees of visual

field.
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Beam profile and power

The instantaneous HeNe laser beam had a Gaussian intensity profile with a
diameter of 3mm upon leaving the LSO and the 6x MSA expanded this to 18mm
before it reached the pupil (figure 2.2). To optimise the optical quality of the
imaging path, images were obtained through undilated pupils of around 2mm
unless stated otherwise (see Introduction). It is clear therefore, that only a fraction
of the initial beam power entered the eye through the undilated pupil and this
accounts for the low intensity of the individual frames and the need for image
processing. Using an artificial pupil of 2mm diameter and a magnification factor
of 6X, the transmitted power of the beam was measured to be 3.1uW (United
Detector Technology radiometer). At this magnification, the raster scan covered a
region of the retina roughly 800pum by 600pum. Assuming that the scan averaged
the beam power over this region, the retinal irradiance was 0.65mWecm™. This
was well within the IEEE safety limit for continuous exposure at a wavelength of
633nm (ANSI 1988). The maximum exposure can also be calculated from the
power and width of the instantaneous beam. The total beam power was measured
to be 150uW and the Gaussian beam diameter was 3mm. The 6X MSA expanded
this to 18mm at the cornea and the pupil admits the central portion of the beam.

The power contained in the central portion of a Gaussian beam distribution up to
aradius r is Po(l —exp(=2r® I w,’ )) where wy is the total beam radius and P, is
the total beam power. Assuming an undilated pupil size of 2mm, the power
passing through to the retina is approximately 3.6uW giving a retinal irradiance of

0.75mWcm™. The corresponding figure assuming an 8mm pupil size is 10mW

cm’. The maximum recommended viewing time at this irradiance is around 200
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seconds and imaging sessions with dilated pupils were restricted to 30 seconds or

less.

Micro scanning attachment (MSA)

The MSA was constructed using Spindler and Hoyer microbench components.
Typically the lens combination used was an f=10mm achromat with an f=80 or
f=60 achromat. (anti-reflection coated for 400 to 700 nm - Spindler and Hoyer
part nos. 063120, 063126, 063213). Lenses were held in standard black, anodised
microbench mounts on 120mm rods. Focusing of the MSA was achieved by
manually sliding the lens nearest the eye along the rods until the raster lines of the
LSO scan were in focus (although the magnification of the scanning system had
to be re-calculated after focusing). The entire MSA was mounted onto the case of

the LSO imaging head using a locking O-ring.

Fixation and stabilisation

Fixation was achieved by asking the subject to look at either the center, or a
specific corner of the LSO raster scan. A moveable fixation light was available on
the LSO imaging head if fixation outside the raster scan was required. A head
fixation device was attached to the chin rest during these imaging experiments
and during prolonged sessions, a bite bar was used to increase head stability. A
fixation target illuminated by a high-intensity red LED could be introduced into
the viewing path at an adjustable focal plane to provide a second fixation target
(see figure 5.7). Imaging was performed in 30 second periods with at least 30

seconds between exposures. The location of the final high-magnification images
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was precisely determined after the scan by locating them on a standard low-

magnification image of the subject’s fundus using a 20 deg. HeNe scan.

Pupil dilation

If pupil dilation was required, 2% Tropicamide was administered by a clinician 30

minutes prior to imaging.

Image acquisition

The LSO de-scanning system generated an interlaced PAL video signal of 768
pixels x 574 lines which was recorded using a Super-VHS video system.
(Panasonic AG7330). Video sequences of between 32 and 128 frames in length
(at 25 frames per second) were digitised from videotape in real-time using a
PULSAR PCI frame grabber (Matrox Electronic Imaging Inc., Québec, Canada)
in a standard desktop PC. Acquisition time was monitored to ensure that no
frames were dropped during the grab. After the grab had been completed, image
sequences were saved to disk frame-by-frame as uncompressed Tagged Image
File Format' (TIFF) images for further processing. The time taken to grab and
save a sequence of 64 images was approximately 10 seconds, this limit imposed
largely by the access and write speed of the SCSI hard drive. At the start of each
digitising session, the gain and reference offsets of the digitiser were adjusted to
optimise the 8-bit pixel quantisation resolution over the dynamic range of the
video images using custom-made software routines so that fewer than 2% of the

digitised pixels were saturated (255) or zero.
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Software

Image averaging

Individual video frames were extremely noisy with a typical signal to noise ratio
(SNR) of -12dB. The SNR was improved by aligning and averaging all the frames
from a digitised sequence. Assuming the noise at any single pixel location to be a
random Gaussian process with zero mean from one frame to the next and with a
constant underlying signal, averaging n successive frames reduces the noise in the
final image by a factor of Yn whilst leaving the signal intact (Gonzalez and Woods
1992). There were several sources of noise in the imaging system with differing
statistics (typically, the detector noise is Poisson-distributed rather than Gaussian -
see chapter 3). Nevertheless, signal averaging improves the SNR in all cases and
biases in the image intensity can be compensated for in the final image if
required. For averaging to work, the signal at any pixel location has to be
constant from frame to frame. Since the living human eye is not perfectly stable
even in subjects with excellent fixation, it was necessary to align individual
frames to each other. This alignment was performed automatically using C++
programs based upon the Matrox Imaging Library (MIL 1998) coupled with a
hardware-specific Intel processor image processing library (iIPL 1997) to perform
blurring convolutions. The alignment routines compensated for small changes in
both the position and orientation of the retina over the time-course of the video
sequence and alignment was performed on a field-by-field basis since each of the
video frames was composed of two interlaced video fields taken at different
times. Transversal image alignments predicted by the MIL algorithm were also

verified using normalised cross-correlation routines written in MATLAB
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(MATLAB 1998) and the displacements calculated by the two methods were
found to be identical. The final images produced by image averaging were

contrast-stretched to improve the subjective dynamic range.

Further image processing and analysis was conducted using MATLAB, Matrox
Inspector (Inspector 1997), Scionlmage (Scionlmage 1997) and programs written
in C++ (Visual_C++ 1997). Optical modeling was performed using Zemax

(Zemax 1998).
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Chapter 3 - Image alignment

Noise and the SNR

No imaging device is free from noise and there were many sources of noise
present in the laser scanning ophthalmoscope imaging system. These became
significant when the levels of light in the returning beam were low, as was the
case when performing high-resolution retinal imaging and during

‘autofluorescence’ or ‘AF’ imaging. Noise sources included:

1) Mechanical noise: Small vibrations and misalignments in the galvanometer and
rotating polygon mirrors cause periodic deviations and attenuation of the scanning
beam and introduced artifacts into the final image. In addition, periodic
fluctuations of the HeNe laser power were measured which were thought to be
due to vibrations in the casing of the LSO head stressing the fiber optic cable and
coupling system. Since the frequency of these noise sources was linked to the
LSO scan, they showed periodic structures within frames and correlation between
image frames - the same noise pattern appeared in the same location in each

frame or fluctuated over a set number of frames.

2) Photon noise: When very little light returned from the target being scanned, the
continuous arrival of photons at the detector broke down into single detectable
events. Photon arrival is a Poisson-distributed random process and is uncorrelated

across time (and therefore uncorrelated between image frames). The variance of
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the Poisson distribution at any location is proportional to the intensity of the

object at that location.

3) Stray light: The optical path within the LSO was not perfect and scattering
from optical surfaces and small dust particles introduces ‘stray light’ into the
detector path. The effect of stray light was to decrease the average overall contrast
of the image by adding a constant, Poisson-distributed background noise level

with a mean value that was constant over the image field.

4) Detector noise: When the gain of the amplifier is increased, thermal noise
present in the avalanche photodiodes junction became detectable. This temporally
uncorrelated ‘Johnson’ noise was measured in the LSO imaging system and it was
found to be negligible in comparison to other noise sources mentioned above,

even at high amplifier gain levels.

Three out of four of these noise sources (types 2,3 and 4) were temporally
uncorrelated with a mean of zero and a variance which was either constant or
proportional to the signal intensity. The spatial variance of all these noise
distributions tends towards zero as the number of frames averaged. The signal to

noise ratio, defined in decibels as

Equation 3.1

2, .
SNR =1Ologlo[MJ

o (noise)

therefore improves as image frames are averaged together. In general, averaging

N images will decrease the variance of the noise by a factor of N (Gonzalez and
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Woods 1992). Equivalently, the SNR increases by the addition of 10log(N) dB.

This is demonstrated in figure 3.1.

The SNR in both high-resolution retinal images and AF images is intrinsically
low. In the case of high-resolution imaging, the incident laser power is
concentrated into a much smaller retinal area than in standard 20 degree or 40
degree scans and, for safety reasons, the beam power is attenuated - both by
introducing blocking filters into the illuminating beam path and because only a
fraction of the expanded scanning beam actually enters the eye. In AF imaging, a
filter in the path of the return beam passes only light emitted from fluorescent
substances excited by the scanning beam. Directly reflected light is blocked and
light levels at the detector are therefore far lower than in standard 20-degree

‘reflectance’ imaging.

One way to obtain high SNR images of AF and high-resolution cLSO scans is to
align and average many successive video fields from an imaging session. In
principle, it is possible to align frames manually - moving one over the other on a
computer screen and judging the displacement by eye or alternating the display
between the two images and judging them to be aligned when the perceived
flicker is minimised. Needless to say this is a time consuming task and it is not
feasible to use manual alignment to routinely average sequences of 32 to 128
images. Therefore, in order to perform high-resolution retinal imaging a fast,
automated, image alignment system was developed which was robust in the
presence of high levels of noise. This same system was also used to process

autofluorescence images.
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Image alignment

The averaging process must take account of the fact that the target may move
between each imaging frame (technically between each interlaced field). In the
case of in vivo retinal imaging, the target is constantly moving to a greater or
lesser degree and this causes distortion within each imaging field as well as
displacements between fields. While it is difficult, (although not impossible) to
correct for intra-field distortions, correcting for inter-field translational
displacements is much simpler. All that is required is that the amount of
displacement between one digitised field and the next be calculated - the second
field can then be translated back into registration with the first using elementary

computer image processing routines.

In fact the task can be even simpler than this. Since the object is taken to be a
rigid body, the displacement of any part of it is the same as the displacement of
the whole. If a well-defined and unique pattern can be identified within the first
image of the object, the alignment routine need only find the displacement of this
pattern in the second image to work out the displacement of the whole image.
Such unique patterns are often termed ‘landmarks’ or ‘models’ and the widely
researched field of pattern recognition and image alignment is largely concerned
with developing algorithms to locate landmark features in different images of the

same object or area.

There are many ways in which an object may move between frames: it may be
translated along any or all of 3 spatial axes or rotated about those axes. However,
in the case of standard 20 or 40-degree retinal imaging, the most significant eye
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motion is simple translation within the XY frame of the image. Whilst lateral
motion of the eye does cause some rotation, its effect is found to be small in this
imaging situation. In part, this is because it is a basic requirement of image
alignment that there is a large overlap between all the images in the sequence.
This means that none of the displacements in the 40-degree image sequences we
obtained with the LSO were greater than 20 degrees from the mean fixation point,
and none of the 20-degree images were displaced by more than 10 degrees. For
high-resolution imaging, fixation tolerance needed to be better than 1 degree and
ocular rotation over this tiny angle is negligible whilst the translational

displacement is still a significant fraction of the entire imaging field.

There is a large body of literature on image alignment (Barnea and Silverman
1972; De Castro, Cristini et al. 1987; Peli, Augliere et al. 1987; Brown 1992;
Vandenelsen, Pol et al. 1993; Chen, Defrise et al. 1994; Chen, Defrise et al. 1994;
Noack and Sutton 1994; Cideciyan 1995; Alpert, Berdichevsky et al. 1996; Wade
and Fitzke 1998). The algorithm chosen for performing image alignment was
based upon a well-known technique known as normalised cross-correlation peak
detection. This technique is considered to be robust in the presence of noise but
fails to align images which are warped, scaled or rotated. In practice, it was found
that lateral translation was the most significant transform in the image sets
collected using the LSO/MSA combination and normalised cross-correlation was

effective at aligning these images.
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Normalised cross-correlation

Consider a model g(a,b) and an image f(x,y) which contains that model within it
with the same orientation and scale. For any location (p,q) within the image, the

sum of squares difference between the model and the model-sized area with its

origin at (p,q) will be
A-1 B-1
S(p.q) =2 (gmn)- f(p+m,g+n)) Equation 3.2
m=0 n=0

where (A,B) is the size of the model. One way of locating g within £, is to iterate
through all possible locations (p,q) and calculate S(p,q). The location with the
smallest value of S is taken to be the location of the model in f.

By expanding the right hand side of Equation 2, we see that S depends upon the
quantity -2g(m,n)*f(p+m,q+n). Since we wish to minimise the sum of squares

difference it suffices to evaluate and maximise

A-1 B-1

S(p,q)=22|g(m,n)0f(p+m,q+n)| Equation 3.3

m=0 n=0

This is the cross-correlation of g and f in this region.

Consider, however, a region of f which is exceptionally bright but which does not
contain the model. Since S(p,q) is linearly dependent upon the average value of f
in this region, it would be high (and possibly at a maximum) even though it has
not matched the model. For this reason, cross-correlation pattern detectors
generally evaluate the normalised cross-correlation of g and f which takes account

of the average intensity and gain of the images. The normalised cross-correlation
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(NXC) function Sn(p,q) removes the mean from both the model and the image in

the region under examination and normalises their sums to unit size. It can be

written as
A-1 B-1 . —_
3> (g(m,n)—g)(f(p+m,q+n)—f)
Sy(p,q) = 57== — 755 — Equation 3.4
Y (gmn)-g)* Y. (f(p+m,g+n)—f)°
m=0 n=0 m=0 n=0

It will be shown later that finding the maximum of the normalised cross-
correlation is a effective and robust way of performing pattern matching even in
the presence of significant amounts of noise. However, a quick calculation will
show that it is extremely computationally demanding to evaluate Sn(p,q) for
reasonable-sized images. Calculating the spatial NXC function for a 200x200
pixel model and a 512x512 pixel image requires on the order of 1x10'°
operations and this calculation must be carried out for each image in a sequence
of up to 128 images. Even with modern high-speed processors, this would take

around half an hour for each image - far too long to be practical in routine use.

There are two techniques which dramatically reduce the processing time required

for performing normalised cross-correlation.

Fourier domain correlation

The correlation in equation 2 can be calculated in the Fourier domain. A spatial
correlation is the inverse Fourier transform of a point-by-point multiplication :
f %g =FT'(FeG) Equation 3.5
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Where F and G are the Fourier transforms of fand g, G’ represents the complex
conjugate of G and FT™! is the inverse Fourier transform operator. If f and g are
N*N real matrices then F and G are NxN complex matrices and the multiplication
takes of the order of N* operations compared with N* operations in the spatial
domain. The only extra computation is the calculation of the Fourier transforms
which, using the FFT algorithm and assuming that N is a power of 2, should be of
order N*logy(N?) operations (Press, Teukolsky et al. 1992). Note that the FT of
the model can be pre-computed so that it only needs to be calculated once. Each
cross-correlation then takes N*+2N2log,(N?) operations. For the example above (a
512x512 image), this gives 6x10° operations or a speed increase of around three
orders of magnitude, taking the processing time down to a few seconds on

desktop PC.

Hierarchical resolution search

This algorithm takes advantage of the fact that images of objects in the real world
show significant short-range correlations: the cross-correlation peaks tend to be
broader than a single pixel and so it is possible to begin searching for the peak at a
reduced resolution. Reducing the initial search resolution has a dramatic effect on
the speed with which spatial cross-correlations can be calculated: halving the
resolution of the initial search reduces the time taken to perform the NXC in the
spatial domain by roughly a factor of 2* (=16). In general, the search can begin at
a resolution much lower than this: 1/8 or 1/16 resolution is entirely feasible and
the reduction in processing time is enormous (A factor of 65000 in the case of a

1/16 starting resolution). This approach need not sacrifice accuracy - after the
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NXC peak has been located in a low-resolution version of the original image, the
algorithm can search in the local neighborhood of that peak at a higher resolution
and successive searches can be conducted until the peak has been located to the
required precision. In principle it is possible to construct an image which a
hierarchical search will fail to align: an image with no local correlation - for
example an image composed of high-frequency random noise will produce a
single, pixel-wide peak which may be missed by a low-resolution search.
However, such correlation statistics are rare in real images and hierarchical search

strategies are an extremely effective way of speeding up the NXC peak detection.

MIL pattern matching routine

The image alignment system developed for this project was based on the pattern
matching routine in a commercial software library: the Matrox Imaging Library
(MIL) (MIL 1998). This routine is a straightforward implementation of the
hierarchical NXC (Marchand 1997) with a number of additional features, which
make it particularly suited to image alignment work. In particular, it contains an
option to pre-analyse the spatial statistics of the images in order to optimise the
starting resolution of the search. The routine is coded in assembly language and
operates extremely quickly - a typical search time for locating a 200x200 pixel
model in a 512x512 pixel image is only 100ms on a Pentium 133MHz processor
and this scales inversely with processor speed and power so that, for example, the

search takes less than 30ms on a 400MHz Pentium II processor.

The operation of the MIL algorithm was checked using a Fourier domain NXC

peak detection system written in MATLAB (MATLAB 1998). This second image
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alignment system operated at only 1/20 the speed of the MIL algorithm but the

results of the peak detection locations were found to be the same for both.

Low-pass filtering

Neither Fourier-domain NXC nor the MIL pattern matching algorithm work when
there are extremely high levels of noise present in the image. Random noise
lowers the height of the true correlation peak and introduces extra, spurious
peaks. This can be seen in figure 3.2 and 3.3. Once the height of the true cross-
correlation peak falls below the height of peaks produced by random cross-
correlations, the algorithm fails and will either return a false position for the
image alignment or none at all. Figure 3.2 shows a test image with increasing

amounts of Gaussian noise added.

The signal to noise ratio (SNR - equation 1) is shown above each image in figure
3.2. Theoretically, the SNR of the original image is infinite since there is, by
definition, no noise present. It can be seen that very little of the original image is
visible with a SNR of -9dB and that it almost totally obscured with an SNR of -
19dB. Manually aligning images with this level of noise is not possible. Figure
3.3 shows the results of using a MATLAB routine to generate the normalised
cross-correlation function of pairs of images with these levels of noise. One image
in each pair was displaced 13 pixels down and 6 pixels across before noise was
added and the NXC peak in the noise-free image lies at X=6, Y=13 (where the
center of the image is the origin). However, the peak location is soon lost as the

noise level increases.
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The solution to this problem is to note that random noise is a broad-band
frequency component of the image which has relatively high power at high
frequency. In contrast, the features being tracked by the pattern-matching
algorithm are relatively large and contain significant low-frequency components.
By low-pass filtering the images prior to attempting pattern matching, the noise is
attenuated whilst the features being tracked remain. The alternative (and
equivalent) approach of blurring the cross-correlation maps was not tried due to

limitations imposed by the MIL pattern matching routine.

Figure 3.4 shows the effect on the cross-correlation maps of low-pass filtering the

noisy images.

The NXC function is clearly much improved and this can be seen in the plot of

mean peak location error vs. SNR.

Figure 3.5 shows the mean peak location error for a pattern matching system
based upon normalised cross-correlation as noise levels increase. The effect of
low-pass filtering the images is to improve the peak detection accuracy at high

noise levels.
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