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Abstract
This thesis is concerned with the visual system’s ability to integrate
various components of the visual scene into a unified percept within a fraction of
a second. It takes as its starting point the theory of functional specialisation in
the human visual system and attempts to answer the question raised by this
theory. If the visual system is divided up into specialised modules that process
separate parts of the visual world (i.e. colour, motion, depth etc), then how does
the brain integrate these various components?
Firstly, using psychophysical techniques, we addressed whether the brain
is able to integrate the colour and motion cues that define objects. We found that
objects defined by more than one cue are more easily and rapidly discriminated
than those defined by one cue alone, suggesting that the brain can integrate
different cues. Using functional magnetic resonance imaging (fMRI) we
searched for the cortical site(s) for this process. We found that the posterior part
of the lateral occipital complex (LO) was more active when subjects viewed
objects defined by both colour and motion cues compared to those defined by
either alone. LO also had an adaptation profile consistent with the presence of
neurons responsive to both colour and motion defined objects. This suggests that
LO is the site of the integrative process evident from the psychophysical studies.
Generalising this finding to face stimuli, we found that the site of
integration for faces was not LO, but the area specialised for processing faces
(the fusiform face area).

Taking all results together, we propose that cue

integration is a rapid, feed-forward process that is executed by the area
specialised for processing the relevant stimulus and is crucial to the rapid and
efficient recognition of visual objects by the human visual system.
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Section 1
Introduction
Overview
This thesis is concerned with the visual system’s ability to integrate the components of
the visual scene into a unified percept within a fi-action of a second. It takes as its
starting point the theory of functional specialisation in the primate visual system (Zeki,
1978a; Zeki and Shipp, 1988; DeYoe and van Essen, 1988; Livingstone and Hubei,
1988) and attempts to answer the questions that are raised by this theory. This theory
proposes that the visual system is organised into multiple, parallel systems, which are
specialised for processing particular attributes of the visual scene (such as colour,
motion, form etc). This parcellation of function raises the question of how the brain
generates the unified percept that we experience; with colours, movements, objects, and
depths all combined to form a coherent and sensible percept. Given its anatomical
organisation, this feat is one of the most astonishing accomplishments of our visual
system. In this thesis we have concerned ourselves with one aspect of this large
problem, that of cue integration.

In a normal visual scene there are many different cues, such as colour, motion,
and luminance, which the visual system can use to discriminate objects from their
backgrounds. Cue integration is the ability of our visual system to utilise these cues to
improve our ability to discriminate objects (Rivest and Cavanagh, 1996; Rivest et al,
1997; Bach and Schmitt, 2000; Nothdurft, 2000, Kubovy and Cohen, 2001). We have
studied this problem using both psychophysical techniques and functional magnetic
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resonance imaging (fMRI) to determine the mechanisms of cue integration in the
human visual system.

Psychophysical studies of cue
integration
Firstly we addressed, using psychophysical techniques, whether the brain is able
to integrate various cues that define form in the visual world. We only studied the
integration of colour and motion cues as these are thought to be the most separate in
terms of their cortical representation (Zeki, 1978b; Zeki and Shipp, 1988; Livingstone
and Hubei, 1988). For this reason if the brain is able to integrate colour and motion
forms then it is likely that it will be able to integrate forms defined by other cues. We
found that, even using complex stimuli, the brain remains able to integrate colour and
motion cues. This ability to integrate different cues confers perceptual advantages on
forms defined by multiple cues so that they are more easily and rapidly discriminated
than forms defined by one cue alone. The time-course of the subjects’ behaviour
suggested that integration takes place with extreme rapidity, probably before attention
can be brought to bear upon the stimulus. This suggests that cue-integration may be a
feed-forward, automatic process that is built into the mechanisms that construct the
receptive fields of form-selective neurons.

fMRI studies of cue integration and
invariance.
The primary aim of our imaging studies was to determine the cortical location(s) of the
integration process evident from the psychophysical studies.

We wanted to know

whether there were separate sites at which information from different functionally
specialised systems is integrated or, alternatively, whether integration arises through
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interactions between these systems?

Work from this lab (Perry and Zeki, 2000),

suggests that if the different cues that define a form are separated in space (i.e. the top
half of the form is defined by motion, the bottom half defined by colour) then the
parietal cortex may be involved in integrating these cues together to form the
representation of the object as a whole. Currently it is unclear whether cue integration
requires activity in parietal cortex or Just in the cue invariant areas representing the
object (Figure 1).
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Figure 1. A cue-invariant and cue-variant area. A demonstration of the two
possible neural sources of an area giving a greater response to forms defined by
both colour (C) and motion (M) compared to one cue alone. On the left is a
symbolic representation of a population of form-selective neurons that are able to
integrate colour and motion form cues to produce more neural activity. On the
right is the alternative possibility of a mixture of neurons responding to forms
defined by only one cue. If we average the responses of all the neurons in this area
then both hypotheses give the same level of neural activity and consequently the
same fMRI response.

We used fMRI to search for areas of the brain that were more active if a form
was defined by both colour and motion than if it was defined by one cue alone. This
would provide evidence that colour and motion form information has been brought
together in a specific brain region. We found that only one region of the brain, the
posterior part of the lateral occipital complex (LO), possessed this property, suggesting
that it may be the site of the integrative process evident from the psychophysical
IS

studies. This does not necessarily mean that this region of the brain has integrated
colour and motion information into the same neural population.

An alternative

possibility is that it contains separate populations of neurons, each responding to shapes
defined by one cue alone. Due to the relatively poor spatial resolution of fMRI a mixed
population of neurons responding to different cues gives exactly the same signal as an
integrated population responding to several cues (Figure 1). Such regions have been
observed in monkey parietal cortex (Zeki, 1990a; Shipp and Zeki, 1995) with colour
and motion systems providing juxta-convergent inputs to sub-divisions of the same
area.

To determine whether integration is really taking place in the brain we used a
new technique called fMR adaptation. This enabled us to infer that LO contains cue
invariant populations of neurons, which are able to integrate across different cues and
are therefore activated to a higher degree by shapes defined by more than one cue.
Given the relationship between the strength of activity in LO and the psychophysical
performance of the subject (Grill-Spector et al, 2000), we propose that it is this
increased activity of LO neurons that results in the perceptual advantages enjoyed by
transmodal shapes over unimodal shapes.

Interestingly, the site of integration was

found to be in the same location as the cortical site specialised for processing shapes.
This suggests a more general-rule that visual attributes are integrated by the site
specialised for processing the form defined by the attributes. To test this hypothesis, I
changed the stimuli from shapes to faces and found the site of integration shifted from
LO to the fusiform face area. This suggests that our hypothesis is true and that cue
integration occurs in the cortical site specialised fo r processing the relevant form.

Summary
In summary we have determined that cue integration is a rapid process that
probably occurs without any need for top-down processing. It results in the formation
of neurons that can respond to forms defined by different cues, and which are more
active if a form is defined by more than one cue at the same time. Behaviourally these
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neurons allow the visual system to utilise more information about visual forms and
consequently, forms defined by more than one cue enjoy a number of perceptual
advantages over forms defined by one cue alone. This bottom-up process appears to be
driven by the stimulus and the site of integration is the same site that is specialised for
processing the shape of the stimulus. Such an integration process undoubtedly plays an
important role in the remarkable ability of our visual system to rapidly discriminate an
object from its background and must also contribute to the unified, seamless nature of
our perception of objects in the visual world.
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Historical survey
As soon as we open our eyes we are bombarded with a mass of information.
Light of different intensities, wavelengths and flux stimulate the rods and cones of our
retinas.

From this massive complexity our visual system is able to construct an

organised percept in a fraction of a second. This achievement has baffled scientists for
centuries and it was not until the latter parts of the twentieth century that significant
progress was made into the functioning of the human visual system.

We are now

beginning to understand that the visual system has evolved to deal with this influx of
information by specialisation (Zeki, 1978a; Zeki and Shipp, 1988; Livingstone and
Hubei, 1988). Our visual cortex is not a uniform region that reconstructs the visual
scene like a ‘cortical retina’ (Henschen, 1894), but rather a complex menagerie of areas
that contain neurons tailored to performing particular tasks (Zeki and Shipp, 1988;
Felleman and Van Essen, 1991). It is this specialisation which lies at the root of the
problems of integration and binding: if the visual cortex is divided into different areas
processing different things, then how do we perceive a coherent image with all the
different parts being perceived in spatial and temporal unison?

In the following

historical review of our attempts to understand the visual system, I shall first describe
how the theory of functional specialisation, both of the cortex as a whole and of the
visual system in particular, came to be.

I will then describe how scientists have

attempted to answer the problem of integration.
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1.1. Functional specialisation of the
visual cortex.
The concept of functional specialisation has its roots in the spurious science of
19th century phrenologists. Phrenologists such as Gall and Spurzheim believed that the
shape of the skull was indicative of the underlying form of the brain, and that the shape
of the brain represented the person's psychological characteristics.

Certain

characteristics were ascribed to regions of the brain and hence personalities could be
divined by feeling for bumps and hollows in the skull. These views were correctly held
to be superstition by the majority who preferred the idea of a brain functioning as a
syncitium, with each function distributed widely throughout the brain (Flourens, 1842).
The first scientific evidence for functional localisation came from Pierre Paul Broca,
who was the first scientist to directly associate damage to a specific region of the
cerebral cortex with a specific behavioural deficit. He described a patient, Leborgne,
who could understand language but remained unable to produce any structured
language of his own, either by speaking or writing (Broca, 1861). Upon post-mortem
Broca identified a specific region of damage to the posterior regions of the frontal lobe,
particularly on the left side. In actual fact, even though the damage to the cortex was
quite extensive, Broca identified the left frontal lobe as being the primitive site of
damage due to the extent of the cortical degeneration in this region. Broca may well
have been very fortunate (or astute) that this region truly was the main focus of the
cortical damage!

This observation, that one region of cortex performs a specific role, was the
beginnings of functional localisation, i.e. the idea that the different functions of the
brain reside in different regions of the cortex, and the region identified by Broca was
named after him as a testament to this revolutionary finding. However, it was not until
a separate region of cortex, with a different architecture, was shown to have a different
function that the concept of functional localisation could be developed.

This

observation came from Fritsch and Hitzig (1870) in their studies of motor functions in
the dog. They observed that stimulating the anterior parts of the cerebral cortex results
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in muscular contractions but the stimulation of the posterior part does not. In this
observation lies the foundation of the theory of functional localisation in the cerebral
cortex. These studies of different regions of cortex giving rise to separate functions
inspired anatomists to search for anatomical correlates of this functional localisation.
The work of Brodmann (1905) and of Campbell (1905) was most crucial to the idea
that the brain is not a homogenous mass but can be divided into different areas.
Brodmann divided the cortex up into 52 areas based on differences between the
cytoarchitecture of the cortex. He used differences in the cell layering and cell type to
produce his maps, and this technique still provides one of the best ways to map the
cortex and has recently been modernised and automated by Zilles (Schleicher and
Zilles, 1990).

The differences in cytoarchitecture between different areas were not

observed by all. Karl Lashley proposed that there was no difference between visual
areas 18, 19 and 7, instead he thought that these were all the same area acting as a
single unit (Lashley and Clark, 1946). These proposals formed part of his theory of
mass action (Lashley, 1931), which envisaged that complex functions were carried out
by distributed cortical areas. This theory was largely formed from his observation that
the effect of a lesion to the cortex does not depend so much on its location as its size.
With the benefit of modem neuroscientific theory we can see that Lashley's
observations were largely due to his choice of experimental task, rat's learning a route
through a maze. This task utilises several different systems in the brain and so damage
to any one of the systems can be compensated for by the remaining intact systems.

It was not until the pioneering work of Penfield in the late 1950s that functional
localisation of the cortex became irrefutable. Working with conscious human patients
undergoing surgery for epilepsy, Penfield stimulated the exposed cortex with
electrodes. He found that, depending on the site of the stimulation, different effects
could be elicited.

Stimulation over the precentral gyms, for example, produced

movements in the patient whereas stimulation over the postcentral gyms produced
sensations of touch and pressure. Penfield did not stimulate the visual cortex in the
course of his studies, but the idea that vision was localised in the cortex had long been
known from the work of Henschen (1894, 1900) and Holmes (1945). Studies of
patients with scotomas and hemianopias had revealed that the site of damage was the at
the back of the brain, normally close to, or within, the calcarine sulcus in what became
known as the occipital lobe.

Although it was clear that the occipital lobe was
20

responsible for vision, the prevailing view was that it acted as a “cortical retina”
(Henschen 1894), simply recreating the visual scene.

The concept of functional

specialisation within the visual system took much longer to develop. The reason for
this delay is probably due to the nature of our visual experience. The visual world
appears to us as a unified scene, which instantly springs to view the moment we open
our eyes. The view that different parts of this scene may be processed by different,
functionally specialised areas of cortex was an anathema to many.

The first scientists to successfully study the neuronal properties of the visual
cortex were Hubei and Wiesel, first in the cat (Hubei and Wiesel, 1959; 1962) and then
in the monkey (Hubei and Wiesel, 1968; 1977). Recording from the striate cortex,
Hubei and Wiesel mapped receptive fields and found a variety of cells that seemed to
form a hierarchy of receptive field complexity. They envisaged a hierarchy beginning
with simple cells with receptive fields resembling Gabor functions. These cells showed
linear summation within their receptive fields so that the firing rate of the neuron could
be predicted from its inputs. More complex receptive field properties could then be
built by combining the outputs of simple cells; cells with such receptive fields were
eponymously entitled complex cells (whether complex cells are constructed from
simple cell inputs is still a matter of debate some 40 years after their first description,
see Martinez and Alonso, 2001). Further layers of complexity could be built up by
combining the outputs of complex cells together and so on. The picture that arose from
these studies for the visual cortex as a whole was one in which every aspect of the
visual scene was processed in each area, but at a higher level of eomplexity. The
ultimate end for this logic was the proposal of the grandmother cell, a cell with such
complexity in its inputs that it would only fire when presented with the image of your
grandmother (Proposed in jest after work by Barlow on the "cardinal" cell (1972)).
This proposal suffers from the obvious flaw that more neurons would be needed to
represent every possible visual stimulus than exist in the brain!

A modified

grandmother-cell theory has recently been put forward by Riesenhuber and Poggio
(1999) using neural assemblies rather than individual cells, so the theory is by no
means dead.

However most visual neuroscientists currently subscribe to the view

developed by Zeki in a series of experiments in the 1970s recording from pre-striate
areas of the monkey cortex. Zeki found that the properties of neurons in the pre-striate
cortex varied according to the location from which he was recording. He found that a
21

region of cortex on the posterior bank of the superior temporal sulcus contained
neurons exhibiting a strong preference for moving stimuli over stationary stimuli (Zeki,
1974).

Over 90% of the neurons in this area exhibited tuning for the direction of

motion of the stimulus but had no preference for colour. In contrast to this area he
found a region of cortex in preluneate sulcus containing neurons responding to colour,
but not motion (Zeki, 1973; Zeki 1978b).

These experiments led Zeki (1978a) to propose that the visual system was
organised into multiple, parallel, functionally specialised systems.

Although Zeki's

experiments were the first to concentrate on functional specialisation within the visual
cortex, a great deal of evidence already existed in favour of specialisation from studies
of brain-damaged patients. This evidence was buried for years as it did not conform to
the prevailing view of the function of the visual system. There are several descriptions
in the literature of patients with damage to the fusiform and lingual gyri who suffer
from achromatopsia, the inability to see colour (see Zeki, 1990b for a review). A
crucial fact is that these most of these patients have entirely normal perception of
motion and form. This suggests that the damaged area of the brain was not processing
every single attribute of the visual scene but rather it was processing a specific
attribute, namely colour. In 1991a Zeki et al confirmed that the human visual cortex
possessed areas specialised for the processing of colour and motion using Positron
Emission Tomography (PET) and that these areas are homologues of the color and
motion areas of the monkey. With the advent of more complex functional imaging
techniques such as functional Magnetic Resonance Imaging (fMRI) the weight of
evidence supporting functional specialisation in vision has become overwhelming.
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1.2. The colour, form and motion
systems of the brain
The work I present here involves three of the main functionally specialised
systems of the visual brain, the motion, colour and form systems. In this section I shall
review what we know about them from patient studies and imaging work. For detailed
anatomy and physiology of these systems it is necessary to review the work carried out
in monkeys.

To discuss the functional anatomy of these three systems it is first

necessary to briefly review the projections from the lateral geniculate nucleus of the
thalamus (LGN) to the striate cortex. As with all our knowledge of detailed brain
anatomy, most of these findings apply to the monkey, particularly the macaque.

The LGN can be divided into two sets of layers on the basis of cell size and
physiological characteristics. The magnocellular layer contains large cells with rapid
conduction

velocities,

high

contrast

sensitivity,

transient

responses

and no

differentiation between wavelengths. The parvocellular layer contains small cells with
slow conduction velocities, sustained responses, lower contrast sensitivity and great
wavelength sensitivity (Wiesel and Hubei, 1966; Hubei and Wiesel, 1972).

These

physiological differences originally led neuroscientists to believe that the M pathway
begets the motion pathways of the cortex whereas the P pathway contains the inputs to
the colour systems (Livingstone and Hubei, 1988). More recent evidence suggests that
this simplistic view does not hold and that there is intermixing of the pathways in their
projections into VI (Merigan and Maunsell, 1993; Nealey and Maunsell, 1994;
Sawatari and Callaway, 1996). Therefore, although the P and M pathways do contain
the roots of functional specialisation in the cortex, it is in VI that different signals are
routed to different cortical areas and the generation of functional systems occurs here.
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Figure 2.

A simplified diagram of the main connections of the early primate

visual system. The upper layers (2 and 3) of VI have a typical cytochrome oxidase
(CO) staining pattern revealing blobs and interblob regions. Neurons in the blob
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regions largely project to the thin stripes of V2 (purple) whereas those in the
interblob region project to both the thick and inter-stripe regions of V2 (green).
Staining for CO in V2 reveals a typical pattern of thick and thin stripes separated
by interstripe regions. Neurons within the thin (blue) and interstripes (yellow)
project largely to V4 whereas those within the thick stripes (red) project to both
V5 and V3 (it is thought that very few individual neurons project to both V3 and
V5 suggesting some functional subdivision within the thick stripes themselves,
although see Sincich and Horton (2003) for evidence for such neurons in VI). V3,
V4 and V5 also receive direct projections from VI that bypass V2 (black arrows).
The direct projections to V3 and V5 come from cells in layer 4B of VI whereas
those to V4 come from the blob regions in the upper layers. We have only shown
the main connections between these areas in this diagram; there are many more
interconnections between all these regions (with the notable exception of between
V4 and V5) and in general any visual area is able to access whatever information
it needs to perform its task (Zeki and Shipp, 1988).

1.2.1. The motion system
Areas of the primate brain containing neurones selective for the direction of
motion of a stimulus were first discovered by Hubei and Wiesel (1965), although they
did not realise the significance of their finding, as it did not fit with their model of the
visual system. The first identification of a motion selective area came from Dubner
and Zeki (1971) in the macaque.

This region was termed V5 (as this region was

thought to contain the fifth representation of visual space). This area is sometimes
referred to as MT (middle temporal) as later studies of motion selectivity in the owl
monkey discovered a homologous region to V5, which had already been named in a
retinotopic mapping study (Allman and Kaas, 1971). We shall refer to this area as V5
below as we shall discuss only macaque physiology and anatomy.

The main inputs to V5 come from the thick stripes of V2 (Shipp and Zeki,
1989), which in turn receive their inputs largely from the interblob regions of V I. The
thick stripes also contain neurons that project to V3 (Figure 2).

This pathway is
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derived largely from the colour-blind M pathway (Livingstone and Hubei, 1988),
however there are also significant inputs from the P pathway through cross-connections
within VI and V2 (Rockland and Lund, 1983; Rockland, 1985; Lund et al, 1993; Levitt
et al, 1994; Callaway, 1998). These cross-connections mean that V5 neurons are able
to respond to motion generated from equiluminant colours (Charles and Logothetis,
1989; Saito et al, 1989; Dobkins and Albright, 1994; Gegenfurtner et al, 1994;
Seidemann et al, 1999), although the proportion of cells responding to such a stimulus
is dramatically reduced. This reduction is probably the underlying cause of interesting
perceptual effects in the human such as motion slow-down for equiluminant stimuli
(Cavanagh et al, 1984). Studies of V5 have shown that over 90% of neurons in this
region have some degree of direction tuning, indicating the extreme motion sensitivity
of this area.

The link between neural firing in V5 in the macaque and motion

discrimination performance has been beautifully demonstrated

in pioneering

experiments by Britten, Newsome, Shadlen and Movshon (Newsome et al, 1989;
Britten et al, 1992; Britten et al 1996), showing that individual neurons in MT (V5) are
at least, if not more, sensitive to the direction of motion of a stochastic motion signal
than the monkey. This suggests that a monkey’s perceptual decision may rely directly
on a small population of neurons in area V5.

The identification of the centres of the human brain involved in motion
detection begins with the discovery of a patient with bilateral damage to her lateral
occipto-temporal cortex who had severely impaired motion perception (Zihl et al,
1983), a condition termed cerebral akinetopsia by Zeki (1991b). She had some limited
movement perception in the central parts of her visual fields, provided the speed of the
stimulus did not exceed 10 deg/s but her ability to discriminate the direction of motion
was very limited (Shipp et al, 1994). The site of the brain damage of this patient
coincides with the brain activations produced by motion versus static stimuli (Zeki et al
1991a; Watson et al 1993; Tootell et al 1995a), although the lesion was very large and
extended into other regions. This area, which has been named V5 (Zeki et al, 1991),
and is also known as MT+ (Tootell et al, 1995a), responds well to illusory motion
(Zeki et al, 1993), and to motion after-effects (Tootell et al, 1995b). But see Huk et al
(2001) for a different interpretation of these findings. It also responds well to motion
defined by equiluminant colours (ffytche et al, 1995). Its location has been confirmed
by MEG (Anderson et al, 1996), and TMS (Beckers and Zeki, 1995).

It is normally
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found at the junction of the ascending limb of the inferior temporal sulcus and the
lateral occipital sulcus (Figure 3), mostly buried in the sulcus of the ascending limb
(Dumoulin et al, 2000). Many authors suggest that V5/MT is a complex of at least two
distinct areas, MT and MST.

This idea was based purely on assumed homology

between human and macaque, but several authors have demonstrated subdivisions of
the V5/MT+ complex (Howard et al, 1996; Dukelow et al, 2001; Huk and Heeger,
2002 ).

V5

Lateral Occipital Sulcus
Inferior Temporal Sulcus
Figure 3. The position of V5 in the human brain. The blue shading indicates the
position of V5; it is normally buried in the ascending limb of the inferior temporal
sulcus at the point where it meets the lateral occipital sulcus.

V5 is by no means the only area of the visual brain activated by motion. All
areas of the V3 complex are activated by both first and second order motion stimuli
(Smith et al, 1998).

Some studies show V3A as more motion sensitive than V3

(Tootell et al, 1997) whereas some show the opposite effect (Smith et al, 1998), The
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latter study also shows motion sensitivity in a further subdivision of the V3 complex,
V3B. In the macaque, neurons selective for the direction of motion of the stimulus are
found as early as VI (Hubei and Wiesel, 1968) and their responses may be based on the
orientation cue provided by integrating motion over time (Geisler et al, 2001). There
can however, be little doubt that V5 is the motion processing centre par excellence in
the visual system. Whether this means that area V5 is directly responsible for the
perception of motion (Zeki and Bartels, 1999) is a matter of debate. Micro-stimulation
experiment in monkey V5 have shown that the perceptual decision of the monkey can
be biased by stimulating directionally selective cells in monkey V5 and given the
wealth of imaging data implicating V5 in motion-related tasks and the studies of
akinetopsia reviewed above it seems that V5 undertakes the processing that, in some
way, leads to our perception of motion.

1.2.2. The colour system
The processing of colour by the human visual system is a subject of much more
controversy than that of motion processing, with evidence for achromatopsia, an
inability to see the world in colour, being dismissed by various authors for well over a
century (see Zeki, 1990b for a review). The search for a human colour centre was
triggered by the work of Zeki studying the physiological properties of neurons in
macaque pre-striate cortex. Zeki (1973) found an area of cortex, containing the fourth
visual map, in the preluneate sulcus containing neurons that responded specifically to
colour. Meadows’ review of published cases of achromatopsia in humans showed a
consistent pattern of damage to the fusiform and lingual gyri suggesting homology
between human and monkey (1974). Further evidence for a human colour centre was
provided with the development of the positron emission tomography (PET) brain
imaging technique. The first brain imaging study to address the issue of colour vision
came from this lab in 1989 (Lueck et al). This PET study revealed a region of the
lingual gyrus that was more active when subjects viewed coloured abstract scenes
(named Mondrians after the art of Piet Mondrian) than viewing the same abstracts in
black and white. This area was named V4 as it was assumed to be the homologue of
the macaque colour vision centre. More recent fMRI imaging experiments have shown
that V4 is actually a complex consisting of two areas, V4 and V4alpha (Bartels and
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Zeki, 2000) and that V4 itself is retinotopically mapped, containing complete
representations of the two quadrants of the contra-lateral hemifields (McKeetfy and
Zeki, 1997; Wade et al, 2002). Other early PET studies (Gulyas et al, 1994b) came to
a different conclusion. Their studies found that many areas throughout the brain were
involved in colour discrimination. But these studies were poorly controlled for task
and for attention, and a re-analysis of this data using more standard statistical
techniques (Frackowiak et al, 1996), found activations for colour stimuli versus black
and white stimuli in the lingual gyrus at the location of V4 and were in agreement with
the Lueck et al (1989) study. Recently however, some authors have revived the view
that colour is processed by a distributed system (Gegenfurtner, 2003, see below).
Further discussion over whether V4 was the site of colour processing in the human was
triggered by the study of Hadjikhani et al (1998) claiming to have found a new colour
centre, V8. The main claim of this study was based on the interpretation of retinotopic
maps.

Their interpretation was that human V4 is split into dorsal and ventral sub

divisions as in the monkey.

They proceeded to describe area ‘V4v’, which has only a

quarter-field representation of the visual scene, although no evidence was found (or has
ever been found) for the existence of a dorsal V4. They then claimed that there exists a
full hemifield representation beyond V4v that was colour sensitive, they named this
‘new’ area V8. More careful analysis of their retinotopy and a subsequent study (Wade
et al, 2002) has revealed that V4 has a full hemifield representation that lies in exactly
the same location as V8. This discovery is inconsistent with the idea of V4v indicating
that V4v (and by implication, V4d) is an ‘improbable area’ (Zeki, 2003b).

The true

explanation of these findings is that the colour sensitivity measured by Hadjikhani et al
was, in fact, that of V4.

The detailed anatomy of the colour systems of the brain (Figure 4), determined
largely in the monkey, reveal a pathway taking inputs mainly (but not entirely) from
the P pathway, through the CO blobs in VI to the thin stripes and interstripes of V2
onto V4. V4 is thought to be the main centre for colour vision in the brain from the
evidence of the studies described above. V4 receives projections from the thin stripes
of V2; it also receives projections from the interstripes of V2 and direct projections
from the CO blobs of VI (Zeki, 1973; Zeki, 1977; Zeki, 1978a; Nakamura et al, 1993).
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Figure 4. A view of the ventral surface of the brain showing the position of V4
and V4a. The red colour indicates regions responding to colour in the upper
hemifield and the green colour indicates those responding to the lower hemifield.
(Bartels and Zeki, 2000).

The most compelling evidence for the role of V4 in colour vision comes from
studies of colour constancy. Colour constancy is the ability the primate visual system
to generate the same colour regardless of how the surface is illuminated. The brain
achieves this by taking ratios between the amounts of light reflected in different
wavebands (which does not change with illumination) and using these ratios to
generate a colour.

This theory is the basis of the Retinex theory of colour vision

proposed by Edwin Land (Land, 1974).

Therefore wavelength and colour are two

different properties, as can be observed in lesion studies. Lesions to V4 in monkeys
impairs the ability of the monkey to make colour judgements, but the animal's
wavelength discrimination remains qualitatively similar, although the thresholds for
discriminating between different wavelengths are raised (Heywood et al, 1992.
Although this is not the author's interpretation; see below).

Similar results are

described in a patient study by Kennard et al (1995). In this study a patient with
bilateral cortical lesions to the fusiform and lingual gyri, the location of V4, had raised
thresholds for discriminating between different wavelengths. They also found that the
patient changed the name he attributed to a surface colour when the illuminant was
changed,

indicating

a

loss

of

the

mechanisms

of

colour

constancy.

Electrophysiological studies of V4 in the macaque have shown that it contains neurons
that respond to the constant colour of a stimulus regardless of the wavelength of light it
reflects (Zeki, 1983b, Zeki, 1983c). Studies of VI have found a very different response

in

with cells being driven by the wavelength in their receptive field, regardless of the
colour of the surface (Zeki, 1983b, Zeki, 1983c). Similarly a recent study (Moutoussis
and Zeki, 2002) has found that colour constant cells are not found in the thin stripes of
V2, although a recent study by Wachtler et al (2003) has suggested that VI neurons
may be colour selective in the macaque, although the colour tuning reported was
extremely weak.

The studies described above seem to leave little doubt that area V4 is the centre
of colour vision in both man and monkey. But this view is still under contention from a
number o f studies that claim that V4 is more involved in the processing of form.
Anatomical studies of V2 suggest that form (orientation) and colour signals are
segregated according the cellular compartments as revealed by staining for CO, with
the thin stripes containing mainly colour-selective neurons and the thick- and inter
stripe regions containing mainly orientation selective neurons (Shipp and Zeki, 2002;
Gegenfurtner et al, 1996; Gegenfurtner, 2003).

These authors differ in their

interpretation with Shipp and Zeki stating that whilst “...these properties (colour and
orientation selectivity) are not absolutely segregated...thin stripes show a clear
negative correlation (between colour and orientation selectivity)” whilst Gegenfurtner
states that “...at the functional level, there is no evidence for segregation”.

The

difference between these two views is crucial as a lack of segregation in V2 implies
that V4, which receives the majority of its projections from V2 (but also foveal VI),
may not be specialised for colour but rather colour and form. Infact the pattern of
results from both studies are very similar. If one looks at the distribution of cells tuned
for colour, orientation and direction across the cell compartments then the same pattern
is observed in both studies. In the Gegenfurtner study the distribution is just under the
threshold o f being significantly different from a random assortment of functions across
the cell compartments, whereas in the Shipp and Zeki study there is a clear, significant
assortment of different functions to different cell compartments. Taking the results
from both studies together it appears that there is segregation of function in V2. The
lack of significance in the Gegenfurtner study may have been due to differences in the
way cells were assigned to the different stripe compartments (not an easy task), but as
no details were given to how this was done in this study we cannot comment.
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Gegenfurtner also ascertains that V4 may not be the only area specialised for
colour processing and may in fact not he specialised for colour processing at all, but
rather for form and the assignation of a colour to a form. Similar arguments have been
made in the past by other authors (Heywood et al, 1992). The reasons behind this
claim are firstly that electrophysiological studies have shown that V4 neurons show
some selectivity for orientation (Desimone and Schein, 1987), although the bandwidth
of the cells’ tuning is much larger than in earlier visual areas suggesting a lack of fine
orientation discrimination.

This form (orientation) selectivity has been confirmed

using optical imaging techniques (Ghose and Ts’o, 1997). Secondly lesions of V4 in
the monkey have been claimed to have little effect on colour processing, instead colour
sensitivity was disrupted by more anterior lesions (Heywood et al 1992). On closer
inspection of these studies it can he seen that whilst wavelength discrimination remains
intact after lesions of V4, colour constancy is disrupted (Walsh et al, 1993). Therefore
the claim by Heywood et al that V4 is not involved in colour discrimination is false.
The lack of disruption of wavelength sensitivity is entirely consistent with the known
wavelength sensitivity of cells in earlier visual areas such as VI and V2 which are
unaffected by the V4 lesion (Kulikowski et al, 1994). Therefore we can confidently
state that area V4 is the cortical site for the generation of constant colours in both
monkey and man. The response of V4 to form is more unclear. This confusion may
result from differences between monkey and human V4.

Whereas monkey V4

undoubtedly shows some specialisation for form, no convincing demonstration for
form selectivity has been made in humans. This issue is still a matter of much debate
and the relationship between form and colour processing in humans remains unknown.
On the basis of current evidence it seems that form processing in humans may he the
domain of the lateral occipital complex (see below) with V4 being entirely specialised
for colour processing.

1.2.3. The form system
Before discussing the form system we must be clear about the terms we use.
The term ‘form’ is generally applied to any independent, spatial region that can be
distinguished from a background, he it an oriented line or a complex object. Studies of
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form can be broadly divided into studies of orientation in early visual areas and studies
of shapes and objects in later visual areas. Implicit in these studies is the idea that
oriented lines are the building blocks for more complex forms, and therefore cells tuned
for orientation are part of the form hierarchy. It should be borne in mind that no good
evidence to support this assumption currently exists, so one must wary of inferring
much about the form system from observations of orientation using in early visual
areas.

The processing of form in the human is associated with the “ventral stream”, a
set of areas in the temporal lobes and on the ventral surface of the brain (Goodale et al,
1991). The reasoning behind this association stems largely from studies of patients
(and monkeys) suffering from lesions in the inferior temporal cortex and fusiform gyri
who have object agnosias, i.e. difficulty recognising objects (Goodale et al, 1991;
Goodale et al, 1994; Dean, 1982; Weiskrantz and Saunders, 1984).

From

electrophysiological and anatomical studies in macaque the processing of simple forms,
shapes and objects is thought to occur in a form system beginning in VI with the
extraction of local orientation. Cells with larger and more complex receptive fields can
then be built by integrating the responses of VI cells as one progresses through to V2;
for instance in V2 there are cells which respond to the illusory edges of a Kanizsa
triangle (von der Heydt et al, 1984). After V2 the picture becomes more complex.
Many studies have shown orientation selectivity in V3, V3A and V4 suggesting these
areas may play some role in the extraction of form (Zeki, 1978b; Desimone et al, 1985;
Desimone and Schein, 1987; Gaska et al, 1988). Anterior to these areas many studies
have shown neurons tuned to extremely complex features in the inferior temporal (IT)
cortex (Miyashita, 1993; Tanaka, 1996; Logothetis and Shinberg, 1996) including
neurons with preferences for faces (Perret et al, 1982; Desimone et al, 1984). The
receptive field sizes of these neurons are extremely large, sometimes covering an entire
hemifield (Gross et al, 1969, 1972; Desimone et al, 1984; Kobatake and Tanaka, 1994;
Op de Beeck and Vogels, 2000; DiCarlo and Maunsell, 2002). It is these areas that are
thought of as classical “object-selective” areas that may be the homologues of the
regions damaged in humans suffering from visual object agnosias.
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Figure 5. The location of the lateral occipital complex (LOC). The rough location
of the LOC shown in relation to V5 (red). The LOC itself may be subdivided into
two separate regions: LO (green) and LOa/pFs (blue). LOa/pFs overlaps with the
face responsive fusiform face area.

The first brain imaging studies of form perception in humans (Haxby e t al,
1991) found that the lateral occipito-temporal cortex was activated by a dot matching
and face matching paradigm and that the face matching paradigm specifically activated
a more anterior and ventral region, which has since been dubbed the fusiform face area
(Kanwisher et al, 1997). Later studies defined a specific region of lateral occipito
temporal cortex entitled the lateral occipital complex (LOC) which is specifically
activated by shapes and objects compared to texture (Malach et al, 1995; Kanwisher et
al, 1996) and is able to respond to objects regardless of how the object is fornied (GrillSpector et al, 1998; Grill-Spector et al, 1999, Kourtzi and Kanwisher, 2000). The LOC
is a large area running from just posterior to V5, antero-ventrally down the lateral
surface of the brain onto the ventral surface and anteriorly along the ventral surface up
to and including the fusiform face area (Figure 5). This large area undoubtedly consists
of smaller sub-regions and a possible subdivision along a postero-dorsal/antero-ventral
axis has been proposed by Grill-Spector et al, 1999 (see Discussion). In their study
Grill-Spector et al demonstrated that this area contains neurons that are invariant to the
size of the object or the viewpoint from which the object is seen, properties essential
for a working model of object recognition.

There is currently much debate about the organisation of form sensitive areas.
One view is that areas are organised according to the category of object (Spiridon and
Kanwisher, 2002) with specialisations existing for faces in the fusiform gyrus
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(Kanwisher et al, 1997), for places in the para-hippocampal place area (Epstein and
Kanwisher, 1998) and the human body in the lateral occipito-temporal cortex
(Downing et al, 2001).

Objects that do not fall into one of these categories are

processed in an unorganised fashion by the lateral occipital complex.

The alternative

view (Ishai et al, 1999; Haxby et al, 2001) is that objects are processed in a distributed
manner across a relatively large expanse of cortex with the pattern of activity changing
according to the category of the object. The experiments of Lemer et al (2001) suggest
a hierarchy of form processing similar to that seen in the monkey with the more
posterior areas, including V4, being sensitive to object fragments and more anterior
areas (such as LOC) having more holistic representations of objects. However, the
question of whether objects are represented in categorically organised regions or in a
distributed fashion remains to be answered.
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1.3.

Integration and the binding

problem.
In the previous presiding theory of the functioning of the primate visual system,
as proposed by Hubei and Wiesel (1968, 1977), the visual system was thought to be
arranged as a hierarchy.

Each subsequent level of the hierarchy re-represented the

information from the previous level, but a higher level of complexity. In this view each
different attribute of the visual scene is processed in every visual area. This meant that
the problems of integration and binding in the visual system never arose. The theory of
functional specialisation (Zeki, 1978a) was a revolutionary new theory, which provided
an explanation for many more observations.

This theory also raised important

questions about how different functionally specialised systems interact with one
another and how the brain deals with information that is held in several anatomically
separate areas. These questions are at the heart of the problems of integration and
binding in the visual system. The terms integration and binding have been used in an
interchangeable fashion throughout the literature.

To avoid the confusion this

invariably produces we shall discuss four problems with strict definitions:

1) Figure-ground segregation: the use of different types of information to guide the
segmentation of an image into figure and background.

2) Cue integration: The use of the many different attributes that define form in the
visual scene to improve the ability of our visual system to discriminate a form from its
background.

3) The binding problem: the problem of how the many different properties that belong
to objects, such as surface colour, or direction of motion, are associated with the correct
object.

4) The unity consciousness: why is our perception that of a unified, coherent world
when our brain consists of segregated functionally specialised areas?
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1.3.1. Figure/ground segregation
How are neural representations of the foreground object different from the
neural representations of the background?

This problem, also known as parsing

(Treisman, 1999) or image segmentation (Moller and Hurlbert, 1996; 1997), can be
rephrased as: how does the brain know which areas of the visual scene belong to the
same object?

This problem was first addressed by the Gestalt psychologists of the 1930s (for
review see Watt and Phillips, 2000) who determined a set of rules for grouping features
into an object. These rules such as colinearity, common fate, proximity, and common
features (e.g. same colour, depth etc) amongst others, determine how we group lowlevel features together to segregate the visual scene into different objects. The neural
mechanisms that underlie these rules are still to be fully examined, although it is
commonly assumed that these processes occur at an early stage (for review see von der
Malsburg, 1995), the most commonly cited region being the primary visual cortex (Li,
1998). In the context of this thesis, it is interesting to note that different cues can be
used for image segmentation and there are interactions between these cues. Moller and
Hurlbert (1996, 1997) have found that motion is a strong cue for segmentation of an
image into different regions and that motion signals guide segmentation by colour in a
facilitatory fashion. In a similar fashion Croner and Albright (1997) have found that
colour signals can be used to improve the detection of a motion signal. These studies
suggest that the mechanisms that segment an image into separate regions rely on
interactions between different cues but the mechanisms of these interactions remain
unknown.

Whichever mechanisms the brain uses to separate the visual scene into different
objects the question remains as to how the neural representation of the object is
different from the background or other objects.

One influential theory is that

synchrony between the firing of separate neurons may be used as a code to ‘bind’
neurons responding to the same object (Milner, 1974; von der Malsburg, 1981). This
idea is supported by experiments (Gray and Singer, 1989), which demonstrate that
neurons in area 17 of the cat's visual cortex synchronise their firing at a rate of 30-50Hz
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(the gamma range) when representing a single contour, but not when representing
different contours moving in different directions. This was the first of a series of
experiments from Singer’s group that have shown synchrony in the gamma band
between neurons in many different areas and even across hemispheres (See Singer,
1999 and Gray, 1999 for reviews). Based on these experiments Singer has stated that
the probability of synchronisation between two neurons depends upon the Gestalt
criteria. If the receptive fields of the two neurons are placed so that one or more of the
Gestalt criteria are true (e.g. common fate, common orientation etc) then the neurons
are more likely to fire synchronously. Importantly, this increase in synchrony is not
linked to a systematic change in the firing rate of the neurons. From this observation.
Singer has proposed that it is neural synchrony that 'labels' the neurons as representing
the same object and thereby allows figure/ground segregation.

This proposal still

leaves the important question of how the synchrony between the neurons develops and
changes according to the Gestalt rules and the dynamics of the visual scene.

These experiments have been repeated by various groups with varying degrees
o f success.

Some have shown that synchrony may act as a label to group together

neurons representing the same object (Engel et al, 1991; Castelo-Branco et al, 2000),
some have found no synchrony between such neurons (Fable and Koch, 1995; Lamme
and Spekreijse, 1998). At the moment there is no consensus as to whether synchrony
plays an important role in image segmentation or not. Certainly several difficulties
concerning the precision of the temporal coding of neurons and the need to use
temporal coding to code real temporal differences have been put forward by Ghose and
Maunsell (1999) and Shadlen and Movshon (1999). An alternative view derives from
experiments showing no significant difference in synchrony between pairs of neurons
representing the same object or a neuron representing the object and one representing
background (Lamme and Spekreijse, 1998). In a separate experiment, recording from
VI neurons in the macaque (Super et al, 2001), neurons whose receptive field
contained a perceived object showed a late component to their firing which was absent
when the shape was not seen. This suggests that discrimination of an object from its
background relies on sustained firing, presumably due to feedback connections from
extra-striate areas.
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As can be seen from the contradictory studies above, there is currently much
debate over whether temporal synchrony plays any role in grouping neurons into
assemblies representing the same object.

It would certainly be a fascinating and

efficient way for the brain to achieve the task of image segmentation, but whether it is a
neurobiologically plausible mechanism remains to be seen.

1.3.2. Cue integration
The discrimination of objects from their background is fundamental to the
efficient workings of our visual system. The importance of this task can be illustrated
by the example of discriminating a camouflaged predator from a noisy background,
such as long grass.

The object (predator) provides several different types of

information, or cues, such as color, motion, depth and luminance, that the visual system
can use to detect it. However each cue alone may not provide sufficient information; in
this case the visual system must integrate across the different cues, utilising all the
possible sources of information, to allow correct and rapid discrimination of the object.

The mechanisms of cue integration in the human visual system are unknown.
Imaging studies have attempted to address whether forms defined by different cues are
processed by the same areas or not, with varying degrees of agreement. Gulyas et al
(1994a) supposed on the basis of imaging data that the areas that respond to shapes
defined by color do not overlap with the ones that respond to shapes defined by motion.
This suggested to them the existence of separate systems for the detection of shapes
defined by different cues. Other studies have proposed the existence of a specialised
area, 'KG' for the detection of kinetic contours (Dupont et al, 1997, Van Oostende et al,
1997) implying that there must also be a specialised system for the detection of
contours derived from other cues. However, the methodological approach of the earlier
studies has been criticised (Frackowiak et al, 1996; Roland and Gulyas, 1996) and the
specialisation of 'KG' for kinetic contours has been called into question by Zeki et al
(2003a) who found that there is no significant difference between 'KG'/V3B's response
to motion shapes compared to its response to coloured shapes. It is also well
documented that the lateral occipital complex, which is known to be specialised for
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processing the shape of objects (Malach et al, 1995; Kanwisher et al, 1996), responds
well to shapes and objects whether they are defined by motion or luminance (GrillSpector et al, 1998) or depth or 2D shading (Kourtzi et al, 2002). These results suggest
that the human form system is largely cue invariant, that is form specific areas can
respond to forms regardless of which cue defines them. What is unknown is whether
presenting forms defined by more than one cue at the same time produces any extra
activity in cue invariant areas that is reflected in the perceptual advantages enjoyed by
such forms. In other words, visual areas can respond to many different cues, but can
they integrate across them, allowing the area to utilise every available source of
information?

1.3.3. The Binding Problem
The phrase, "binding problem", is a nefarious term, first coined by Von der
Malsburg in 1981, but since then it has been used to describe a variety of problems, all
concerning how a neural representation of a visual feature is associated with (or 'bound'
to) an object in the visual field.

It has been evoked in issues ranging from the

generation of receptive field properties of simple cells to the holistic nature of our
consciousness. But why is binding a problem for the visual system, after all in early
visual areas there are neurons that respond to combinations of features? (Hubei and
Wiesel, 1968; Leventhal et al, 1995). The main reason for the problem is functional
specialisation.

Although the earliest parts of the visual system contain more

unspecialised neurons, the later parts, such as V4 and V5, are far more specialised for
specific tasks. Also, as one progresses through the visual system, the receptive field
size of neurons becomes larger (Smith et al, 2001), so in higher visual areas they may
receive information from many different individual objects (Moran and Desimone,
1985; Luck et al, 1997). These two facts mean that it is not at all obvious how the
visual system determines which object a neural representation belongs to, and so the
binding problem is a very real one for our visual system.

The original form of the binding problem as postulated by Von der Malsburg is
this (Figure 6):
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t
V4
Figure 6. A demonstration of the binding problem.

Imagine two objects are present, a red square moving to the right and a green
square moving to the left.

In colour centres of the brain there will be two

representations- red and green. The colour centre will report that there is a red
object and a green object present. Likewise the motion centre will report the
presence of leftwards and rightwards movement. But how does the brain pair the
correct color representation with the correct motion representation? (Adapted
from Von der Malsburg, 1981).

Essentially this definition of the binding problem is similar to the problem of
figure/ground segregation in that the brain must determine which cues 'belong' to the
same object. However in the case of the binding problem there are two or more objects
present in the visual scene and therefore there are multiple variants of the different cues
being represented. The most influential theory as to a solution to the binding problem
is the Feature Integration Theory (FIT) proposed by Treisman and Gelade in 1980. This
theory initially stemmed from studies of a visual search paradigm in which subjects
have to locate a target from a number of distractors. When the target and distractors
only differ in one cue (or 'feature' to use Treisman's nomenclature), e.g. a red square
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target amongst green square distractors, the search task is very easy and the time
required to detect the target does not depend upon the number of distractors. This sort
of visual search is known as 'parallel' as it seems that the individual features can be
processed without any cost to the processing of other features. However if the target
differs from the distractors in two cues, e.g. a red X amongst green X distractors and
red O distractors then the task becomes more difficult and reaction times increase
linearly with the number of distractors. FIT explains this result by proposing that there
is a 'serial search' mechanism or 'window of attention' which scans a 'master map' of
possible target locations.

This window of attention only allows processing of the

features at the selected location and therefore solves the binding problem by effectively
removing the distracting objects from processing. FIT also accounts for the existence
of illusory conjunctions of features (i.e. reporting a red O and green X when presented
with a red X and green O) when the features are presented very briefly, not allowing
enough time for the search mechanism to complete its task.

This theory has been

extended by Wolfe and Cave into the guided search theory by suggesting that the
search mechanism can be restricted just to those distractors that have one feature in
common with the target (Wolfe et al, 1989; Wolfe and Cave, 1999). These two highly
related theories appear to provide a reasonably full description of subjects’ behaviour.
However the problem of how these theories are implemented by the brain still remains.
One suggestion is that the 'window of attention' that scans the master map of target
locations is closely linked to the normal mechanisms of spatial attention (Treisman,
1999; Reynolds and Desimone, 1999). Evidence in favour of this idea is that patients
with bilateral damage to their parietal cortices (a locus of the mechanisms of spatial
attention) make far more illusory conjunctions than normal subjects, and make illusory
conjunctions even with long presentation times (Freidman-Hill et al, 1995).

There are a few other proposed solutions to the binding problem, the most
notable of which is the neural synchrony hypothesis of Singer, discussed above. In
Singer's theory the binding problem is solved by having neurons representing the same
object firing in synchrony regardless of whether they represent its colour or shape etc.
As mentioned above, there is evidence for and against this proposition and the role of
synchrony in the brain remains uncertain. Finally, one solution to the binding problem
that is largely discounted is the 'grandmother cell' idea. This idea has been updated by
Riesenhuber and Poggio (1999) into what could be termed a 'grandmother assembly'
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idea in which very specific assemblies of neurons code for specific objects. In this way
the binding problem could be solved by having different neural assemblies representing
each object in the scene.

It is still not clear that this idea would solve the

‘combinatorial explosion’ problem in that there would still be more possible objects in
the world than neural assemblies available to code them.

1.3.4. Unity o f consciousness
If our brains are designed to segregate tasks to specialised areas and assuming
there is no one centre of the brain that integrates all this information (Dennet, 1991) we
have to ask why we experience a unified, seamless consciousness? This seemingly
paradoxical observation was the influence for an important study by Moutoussis and
Zeki (1997a) who asked whether we really do perceive the visual world in unison in the
millisecond range. In the simplest form of their experiment subjects viewed a moving
shape that alternated direction from up to down. The shape also changed colour from
red to green with the same period as the change in motion. However the phase of the
two changes was varied between being completely in phase (i.e. the colour changed at
the same time as the motion) to being 180 degrees out of phase (i.e. the colour changed
halfway through the motion cycle). The subjects’ task was to determine which colour
was mainly paired with which direction.

The surprising observation was that the

subjects paired the correct colour with the correct motion when the motion change
preceded the colour change by around 100 msec. Moutoussis and Zeki interpreted this
finding as meaning that the subjects’ perception of motion was delayed compared to
their perception of colour by around 100 msec. Therefore the motion change has to
occur before the colour change to allow the perception of motion to 'catch up'.
Moutoussis and Zeki (1997b) went on to demonstrate that a perceptual time difference
also exists between orientation and colour, and orientation and motion, but no
difference exists for colour compared to colour or motion compared to motion. Their
interpretation of these findings was that each functionally specialised system proceeds
along at its own pace and there is no mechanism in the brain that synchronises the
systems. One might ask why we do not notice this difference in every day life, but the
time differences, although large on a neural scale, are too fast for a human observer to
notice.
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These views were fortified by experiments by Arnold et al (2001) using a
colour contingent motion after effect and demonstrating an 80ms advantage of colour
over motion. They also showed that the time difference between colour and motion
varies according to the angle of the motion change; the perceptual difference is at a
maximum for 180-degree changes and decreases with decreasing angle (Arnold et al,
2002). The fact that the magnitude of the perceptual time difference varies according
to task has been taken by some authors (Nishida and Johnston, 2002) to mean that
perceptual asynchrony is not due to processing time differences. Their view is that
perceptual time differences arise from comparator systems that have problems
comparing first-order stimuli, such as colour with second order stimuli, such as motion
(Figure 7). There are a number of observations that challenge this view, one being the
previously discussed perceptual difference between colour and orientation (Moutoussis
and Zeki, 1997b). Both colour and orientation changes are first order and so would be
predicted to have the same perceptual time by Nishida and Johnston’s theory. Despite
the problems with Nishida and Johnston’s view, there are still a few observations that
the original formulation of the Moutoussis and Zeki hypothesis has trouble explaining.
For instance there is no time delay between reaction times to colour and motion
changes, and single changes in colour and motion are perceived synchronously
(Nishida and Johnston, 2002). Also the time delay between colour and motion changes
with the alternation rate, becoming less at very fast alternation rates (Clifford et al,
2003).

In summary perceptual asynchrony is a repeatedly observed phenomenon that
may result from processing time differences between different functionally specialised
systems. There is however, still debate over some anomalous observations that do not
fit with this theory. The existence of perceptual asynchrony suggests that the unity of
our consciousness is in fact an illusion and no mechanism exists to synchronise
different systems together.

44

a)
0:

1

8

(0
UJ

2
s
o
Ü

s

Q.

• •

b)
(/)

8
(/)
UJ
Ü

§

CL

Figure 7.

1

t t

■ •

2
S

o

:iv.

Ü

A demonstration of the different models leading to perceptual

asynchrony.

a) The view held by Moutoussis and Zeki (1997) that the perceptual lead of colour
of motion arises at a processing stage, b) The view held by Nishida and Johnston
(2002) that the time difference arises later at a comparator, or binding, stage.
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1.4. Summary.
The existence of functional specialisation in the human brain is now proven beyond
doubt. The wealth of imaging and patient studies show that different regions of the
brain process different aspects of the visual scene, a segregation that is particularly
apparent for colour and motion processing. The questions that arise from this theory as
to how the brain deals with information from different areas remains unsolved. In this
introduction I have separated integration and the binding problem into four separate
categories. This separation was done partially to attempt to segregate problems that
may have distinct neural solutions.

This does not necessarily mean that the brain

employs different solutions to these problems; there may well be a common mechanism
that solves several problems at once.

The fields of integration and binding are

extremely extensive and one study could not possibly address all the issues involved.
In this study I have chosen to address the problems of cue integration in the human
visual system.

The problem encompasses how the visual system can combine

information from different attributes as well as how the brain may use different
attributes to segment a scene into figure and background. It does not deal with the
problems of binding or the unity of consciousness, but I shall discuss the role of cue
integration in the context of the other problems the brain faces in integrating visual
information.
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Section 2

Methods and Results.

2.1. Psychophysical methods
2.1.1. Stimulus generation software
All the psychophysical experiments presented here contain visual stimuli
presented on a Sony Trinitron monitor running in the range of 80Hz, although the
actual temporal resolution of the monitor depended on the experimental condition. The
stimuli were generated using in-house software (COGENT) running in MATLAB
(Mathworks inc.). All experiments required rapid drawing of thousands of squares,
therefore the stimuli were created and controlled using custom DLL files written in
C++ (Microsoft) to improve the speed of COGENT. Using these DLL files stimuli
consisting of up to 20000 dots could be created without any noticeable loss of temporal
resolution.

2.1.2. Colours
Only three colours were used throughout all the experiments. These were set to
equiluminance using the technique of heterochromatic flicker photometry (Kaiser,
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1991), which works on the assumption that the motion systems of the brain are entirely
insensitive to colour and are driven entirely by luminance information.

Using this

assumption we can predict that if one flickers a colour against an equiluminant
background, then a motion system responsible for the detection of flicker will be blind
to the colour change and therefore will be unable to detect the flicker. This allows us to
set each subject's equiluminance points by flickering a colour against a grey
background and then adjusting the colour in some way until the flicker disappears. All
colours were flickered against a background grey of CIE co-ordinates (x, y) of .273,
.292 and luminance of 7.22cd.m'^, measured using Spectra-Colorimeter Model PR650
(Photo Research, Chatsworth, CA). Equiluminance was set three times for each colour
used and the average was taken and used in the experiment. The average colours used
were a saturated cyan (x = .222, y = .284, Y = 21.6 cd.m'^), yellow (x = .347, y = .420
Y = 23.8 cd.m'^) and green (x = .276 y = .446 Y = 21.1 cd.m"^). In fact, the assumption
that the motion systems of the brain are insensitive to colour is incorrect (Charles and
Logothetis, 1989; Saito et a l, 1989; Dobkins and Albright, 1994; Gegenfurtner et al,
1994; Wandell et al, 1999), so in practice the subjects set the colours by looking for a
minimum amount of flicker.

The three colours above were chosen because they

showed the least amount of flicker at equiluminance, and the subjective equiluminance
points were close to the physical points of equiluminance.

2.1.3. Stimulus control and shape generation
All experiments consisted of a grey background on which were drawn 20000
dots. The dots created were actually squares of 0.17 visual degrees on each side from a
viewing distance of 60cm. The position of the dots was restrained so that they fell
within a rectangle of 5.2 degrees height and 5.9 degrees width. The dots could either
have an infinite lifetime (drawn every frame), or limited lifetime (drawn for a certain
number of frames then hidden for a certain number of frames). There are advantages
and disadvantages to both these techniques; infinite lifetime dots are much easier for
the subject to see, but subjects are able to follow individual dots with their eyes. Also
the visual system is known to integrate motion over a period of time (Geisler et al,
2001) and so infinite lifetime dots can provide an orientation cue to the visual system as
well as a motion cue. On the other hand limited lifetime dots provide no pursuit or
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orientation cues, but motion stimuli become much harder to see and, for complex
stimuli, some subjects find limited lifetime stimuli impossible to detect. In both cases,
dots moved at a uniform speed of 2.8 degree.sec’’ in a randomly chosen direction from
0° to 360° and were assigned a random colour from the three colours described above.
This created a coloured, kinetic noise stimulus in which no discernible form
information was present (Figure 8).

Figure 8. An example of a screenshot showing a 100% noise stimulus.

From this noisy background, four different types of shape could be generated by
varying the motion and colour coherence within certain co-ordinates (Figure 9).
Shapes could be defined by one cue alone (unimodal shapes) or more than one cue at
the same time (transmodal shapes).

Unimodal:
1) Shapes defined by colour (C).
2) Shapes defined by motion (M).

4Q

Transmodal:
3) Shapes defined by both colour and motion (CM).
4) Shapes defined by non-overlapping colour and motion (CMNO).

Motion coherence was controlled by varying the proportion of dots moving in
a uniform direction, and colour coherence by varying the proportion of dots of identical
colour. For technical details about how these shapes were generated see Appendix 1.
Note that there was always motion and colour present in the stimuli regardless of the
condition, which was varied by varying the coherence of the various cues.
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2.2.

Experiment 1: Can the brain

integrate colour and motion cues?
Aim: The aim of this experiment was to determine whether shapes defined by
more than one cue are more easily discriminated than shapes defined by one cue
alone.

2.2.1. Experiment 1 - Procedure.
In this experiment, four subjects (all male, all right-handed) were presented with
blocks of either C, M or CM shapes. The shapes presented during this experiment are
shown in Figure 9. The subject’s task was to fixate the central cross and indicate via a
button press whether they perceived a square/cross or a T-shape/inverted T-shape, i.e.
they determined whether the shape was vertically symmetrical or not. This was a two
alternative, forced-choice paradigm and so subjects were instructed to guess if they
could not perceive the shape. Each individual trial consisted of a pre-stimulus fixation
cross for 20 frames, followed by the stimulus for 80 frames, giving a stimulus duration
of 1.76 s. If the subject did not respond during the trial then it was discarded.

Figure 9. Time-lapse images of the stimuli used in Experiment 1. The four stimuli
are (from left to right): a motion (M) shape (outlined for clarity), a colour shape
(C), a shape defined by both colour and motion (CM) and a near-threshold CM
shape at 50% noise.

SI

The psychophysical procedure consisted of three stages:

Subjects were first

trained on 100% coherent shapes from all 4 conditions until they felt confident about
the task.

They then underwent 4 sessions consisting of only the two-unimodal

conditions, to match the conditions for difficulty. Blocks were 11 trials in length and
10 blocks of each trial type were presented in a pseudo-randomised order, giving a total
of 110 trials per condition per session. Within each block shapes of every noise value,
from 0% to 100% in steps of 10%, were presented in a random order.

Correct

responses at each noise level were averaged and used to construct psychometric curves.
These curves were fitted with Weibull functions (see Appendix 2).

The central

parameter (d'’) of these functions was used as measures of the centre of the fitted curve
and therefore the performance of the subject.

In the main task, subjects took part in six sessions containing all three-condition
types. Stimuli were presented in the same blocked, pseudo-randomised order as before.
The noise values of the stimuli were adjusted using the d'^ parameter of the Weibull
function fitted in the difficulty-matching task. In the CM condition the noise values
used were also varied using the difficulty matched parameter so that each modality was
equally salient in the transmodal shape. Psychometric curves were constructed and fit
as above.

2.2.2. Statistical analysis.
Statistics were performed over sessions and each session was analysed and fit with
a Weibull function as above. Two statistics were created:

1) The mean and standard error at each noise value; these were used to determine
if there were differences between conditions at each individual noise value.
2) The mean and standard error of the central parameter; these were used to
determine if there was any significant differences in threshold between
conditions.

Our null hypothesis was that there would be no difference between subjects’ ability to
discriminate transmodal (CM) and unimodal shapes (C or M). This would mean that
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the threshold (d'') for detecting CM shapes would be equal to that of detecting C or M
shapes. We tested this hypothesis using two t-tests, as we could only reject the null
hypothesis if the thresholds in the CM condition were lower than both the C and the M
conditions. We also tested the null hypothesis that no differences existed between the
conditions at any noise values, with multiple t-tests. The null hypothesis was rejected if
the probability of obtaining the result by chance was less than 0.05. All statistics were
performed at the single subject level.

2.2.3. Experiment 1 - Results.
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Figure 10. Psychophysical data from Experiment 1. i) The C and M conditions
were matched for difficulty before testing by increasing the noise of the C
condition by a constant value (3%, 18%, 20% and 8% for subjects OH, BR, HR
and MS respectively). The noise values plotted here are the motion noise values.
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The asterisks indicate noise values at which the subjects correctly identified more
transmodal shapes than in either unimodal condition (P < 0.05, t-test with TukeyKramer correction for multiple comparisons). The individual curves from each
session were fitted with Weibull functions (see text for details) and the central
parameters were used as a measure of the rightwards shift of the curves. The
transmodal condition was significantly shifted (P < 0.05, t-test) compared to the
unimodal conditions in all subjects except subject BR.

In three out of the four subjects the threshold for detecting CM shapes was
significantly lower (P < 0.05) than that for detecting either the C shapes or the M
shapes (Figure 10).

In every subject there were also noise values at which the

performance in the CM condition was significantly greater than the C and M
conditions. This demonstrates that CM shapes are discriminable at higher noise levels
than either C or M shapes and shows that shapes defined by both colour and motion are
more easily discriminated than shapes defined by one cue alone.

This significant improvement in discrimination strongly suggests that there is
some sort of interaction between colour and motion shape processing in the transmodal
condition. However, we would also expect a slight improvement in performance if the
brain possessed entirely independent systems for the processing of colour and motion
shapes. This problem is illustrated by the following example: if we present several CM
shapes to the subject then the colour form may be processed by a colour system and the
motion form by a motion system. Each system is independent of the other and has a
certain probability of correctly identifying the shape. Let us define the probability that
the colour system correctly identifies the shape as Pc and that the motion system
identifies the shape as Pm. There are four possible outcomes:

1) The probability that both systems will identify the shape is Pm.Pc.
2) The probability that only the motion system will recognise the shape is Pm.(l-Pc).
3) The probability that only the colour system will identify the shape is Pe.(l-Pm).
4) The probability that neither system will recognise the shape is (l-Pc).(l-Pm).
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Therefore there are three cases in which a shape is identified and one case in
which a shape is not identified. This means the probability of correctly identifying a
transmodal shape is:

Equation 1.

PcM(predicted) = 1 - (l-Pc).(l-Pm).

To give a worked example from this experiment we presented subject HB with C, M
and CM shapes at 48% noise. The probabilities of obtaining a correct response in each
condition was calculated from his responses as

Pc

= 0.7,

Pm

= 0.48 and

Pcm

= 0.94.

Using equation 1, the predicted response of an independent system would be:

P cm (predicted) “ 1 — (1 — 0 .7 ) .( 1 - 0 .4 8 ) = 1 — 0 .1 5 6 0 = 0 .8 4 .

As we can see the predicted correct response probability of 0.84 is higher than the
probability of recognising either the C or M shape but not as high as the actual
probability obtained when HB viewed CM shapes. We repeated this analysis for each
subject using every noise value to generate a predicted curve for the transmodal
condition. We then fitted this predicted curve with a Weibull function as described in
Appendix 1 and calculated its central parameter d '\

The comparison between the

predicted central parameters and the actual fitted parameters found in the CM condition
are shown for each subject in Figure 11. These data show that the performance of
subjects on the CM condition was better than would be predicted by two independent
conditions for 3 out of 4 subjects, suggesting that there must be some sort of interaction
between the colour form and motion form systems of the human visual brain.
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Figure 11. A comparison between predicted and actual performance of subjects in
Experiment 1.

The central parameters of the Weibull functions fitted to the psychophysical data.
These values represent the noise value at which the probability of detecting the
correct shape was 0.75. The black bars are the predicted central parameters for
the transmodal condition, obtained by summating the probabilities of detecting
the unimodal shapes. The grey bars are the actual central parameters obtained in
the transmodal condition. In every subject the actual central parameter is higher
than would be expected by probability summation.
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2.3. Controls for Experiment 1
2.3.1. Experiment 2 - Image segmentation control and
spatial scale.
Aim: Experiments 2 and 3 were designed to determine if the improved
performance in Experiment 1 could have been due to known image segmentation
mechanisms.

The results from experiment 1 (Figure 10) show that subjects were able to
discriminate between shapes in the CM condition at significantly higher levels of noise
than in the two-unimodal conditions. Croner et al (1997) have shown that the visual
system is able to improve its detection of a motion signal if that signal has a uniform
colour In effect the brain restricts its processing to the coloured signal and ignores the
uncoloured noise. This effect could be contributing to the improved discrimination
performance in the CM condition.
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Figure 12. A symbolic representation of the CMNO condition. The light grey
region represents the background whereas the dark-grey region represents a
border defined by a preponderance of green-coloured and leftwards-moving dots
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at 50% noise. As can be seen, the colour and motion signals are largely held on
different dots, i.e. all the non-green dots move to the left and most of the green
dots move in random directions. A third of the green dots also move to the left;
these may be considered background dots as the background also contains a third
green dots. Note that below 50% noise, the colour and motion signals begin to
overlap.

To control for this possibility we used the CMNO transmodal condition (Figure
12) in which the colour and motion information was non-overlapping in space (i.e. at
50% coherence half the dots move in a uniform direction of motion and the other half
have a uniform colour). In this condition image segmentation is impossible as the
colour information tells you nothing about the motion signal and vice versa. This type
of stimulus also reveals the spatial scale over which integration might take place. If the
brain is still able to integrate colour and motion forms, even if the information from the
two cues is non-overlapping in space, then integration must occur over a relatively
coarse spatial scale.

2.3.2. Experiment 2 - Procedure and results.
Subjects viewed the same stimuli as in Experiment 1 as well as CMNO shapes
in which the colour and motion information was non-overlapping. Subjects viewed
shapes at all noise values but only results from noise values of 50-100% were
considered as CMNO shapes approximate to CM shapes at noise values below 50%.
Data were collected, averaged and analysed as in Experiment 1. The results from this
control experiment (Figure 13) show no significant differences between the CM and the
CMNO in any subject suggesting that these two conditions are equivalent.
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Psychophysical data from Experiment 2.

CM

Data from 4 subjects

showing that no differences could be seen between the CMNO and the CM
condition. Only two subjects had any data points that were significantly different
and none of the subject had significantly different thresholds between the two
conditions. Only noise values between 50 and 100% are shown as below 50%
noise the CM and CMNO conditions begin to overlap.

2.3.3. Experiment 3 - Colour/Motion interaction control
In this experiment we examined whether defining shapes by more than one cue
might improve the detection of the individual cues themselves in the manner suggested
by several authors (Croner et al, 1997; Moller and Hurlbert, 1997). The same stimuli
were used as in Experiment 1 but the subject's task was altered to a cue discrimination
task in which they had to identify the colour of the shape or to identify which direction
SQ

the dots inside the shape were moving.

Subjects were instructed before the block

which task was to be performed. This control contained a total of 4 blocks; in the
colour (C) block the subjects always performed the colour task, and for the motion (M)
block the subjects always performed the motion task.

However there were two

transmodal blocks (CM), one in which the colour task (CMc) was performed and
another in which the subjects performed the motion task (CMm). Pre-testing of this
experiment revealed that subjects were much better at discriminating the cue than the
shape itself. Therefore to cover the entire dynamic range of the subjects' psychometric
curves this experiment used noise values of 80%-100% in steps of 2%.
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Figure 14. Psychophysical data from Experiment 3. Data averaged across three
subjects (BR, OH and MS) from experiment 3.

Subjects performed either a

motion discrimination task (left plot) or a colour discrimination task (right plot).
There were no significant differences between the transmodal (CM m and CMc)
conditions and their relevant unimodal (C and M) controls.

Statistics were calculated in the same manner as Experiment 1 to determine
whether there were differences between a transmodal block and the unimodal block of
the same task i.e. between CMc and C and between CMm and M under the null
hypothesis that the subject’s ability to discriminate the cue was the same for each
condition.

The results for this experiment show no significant differences in the

thresholds for discriminating the cue between unimodal and transmodal conditions.

^0

2.4.

Experiment 4: The temporal

properties of cue integration.
Aim: The aim of these experiments (4a and 4b) was to determine whether the
improved performance in the transmodal condition was still present at extremely
brief exposures.

Section 2.4.1. Experiment 4a. Temporal thresholds
for integration: one object.
The temporal properties of cue integration were investigated using the same
shapes and task as in Experiment 1 except that the duration of the stimuli were
systematically varied.

Also, to prevent further processing of the stimulus after the

initial exposure, a mask was presented after the stimulus was extinguished (Figure 15).

Time

Figure 15.

An example of a post-stimulus mask.

The mask consisted of 100

random dots of randomly selected colours, 5 frames are shown here, and in this
experiment the mask lasted for 20 frames.

Three subjects (all male, all right-handed) took part in this experiment. Each
first underwent the difficulty matching procedure described in Experiment 1 to match
the C and M conditions for difficulty. Each was then familiarised with the task before
the experiment proceeded and completed 3 sessions consisting of 10 observations at
every noise and exposure value giving a total of 30 observations for each data point.
The noise was varied between 0 and 100% in steps of 20% whereas the exposure was
varied between the following frame values [2,3,4,6,8,10].

For each exposure value the subject’s psychometric function was constructed
and fit with a Weibull function as in experiment 1. The centre parameter d'^ was taken
for each exposure value and these were then used to construct threshold vs. exposure
plots. These plots were fitted with Weibull functions, using an altered fitting program
(see appendix 2).

Section 2.4.2. Results from Experiment 4a.
The results from this experiment (Figure 16) show that the subject’s ability to
discriminate between the shapes was reduced by decreasing the exposure or increasing
the noise o f the shape. As can be seen in Figure 16, there were large differences in
performance between the CM condition and the unimodal conditions. There were two
main areas of difference in exposure-noise space, one centred on a region of high noiselong exposure and another on a region of low noise-short exposure. These two regions
indicate that cue integration improves the subject’s ability to discriminate shapes at
high noise levels, and at short exposures. In general, we can say that cue integration
improves the discrimination of shapes when the information available about the shapes
is limited.
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Figure 16. Results from Experiment 4a. i) Data from one subject (RL) showing
contour plots of shape discrimination performance at different noise and exposure
values.

Points of common performance are joined together to make an

isoperformance contour. The contours are coloured according to performance,
the redder the colour the higher the probability of making a correct response.
Three plots are shown for the conditions CM, C and M. ii) A contour plot of the
difference in performance between the CM condition and the unimodal
conditions.

The difference was calculated by subtracting the probability of a

correct response of the unimodal condition with the best performance from the
CM condition at each data point. Areas of improved performance in the CM
condition are shown in redder colours, iii) Data from three subjects showing the
fitted central parameter (d *) for each exposure value. These curves are therefore
threshold against exposure plots. It can clearly be seen that in all three subjects
the threshold for the CM (blue) condition is lower than for the C (green) or M
(red) conditions, even at 90ms exposures.
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The exposure-threshold plots show that the advantages obtained by defining a
shape by more than one cue persist at very short exposures.

In this particular

experiment, the length of one frame was 30ms. From the plots it can be seen that,
whilst no differences in threshold existed at 60ms (2 frames), at 90ms (3 frames) there
was a large difference in threshold between the CM and the unimodal conditions. 90ms
is an extremely short exposure and yet the subject’s ability to discriminate shapes at
this exposure was dramatically improved by the addition of the extra cue. These results
indicate that the processes of cue integration must be extremely rapid.

Section 2.4.3. Experiment 4b. Temporal threshold for
integration: 2 objects.
Experiment 4a revealed that integration can occur extremely rapidly, suggesting
it may occur pre-attentively (i.e. before attention can be brought to bear upon the
object).

This conclusion is uncertain however, as in experiment 4a the object was

always presented centrally.

The subject may thus have been able to pre-select the

location of the shape and engage attentional mechanisms before the presentation of the
shape. To prevent this from happening, we used an adapted paradigm in which two
patches of noise were presented on either side of a fixation cross (separated by 10.2
visual degrees fi*om a viewing distance of 50cm). A square, defined by either colour
(C), motion (M) or both (CM) then appeared in one of these patches of noise. As in
experiment 4a the noise of the square was varied (between 0% and 100% in steps of
20%) and the temporal exposure was varied between 2 and 10 frames (including 3,4,6,
and 8 frames). The presentation was followed by a mask, also split across the midline
to cover the position of the noise patches, of identical construction to that in experiment
4a (Figure 15).

The subjects’ task in this experiment was to indicate, via a button press, on
which side they thought the square appeared. A total of 25 observations were taken for
every noise/exposure pair and Weibull functions were fitted to the psychometric
functions at each exposure value as in experiment 4a. Again, the central parameters of
these Weibull functions were fitted with a further Weibull function to provide estimates
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of the temporal threshold for each condition.

ANOVAs were calculated as in

experiment 4a at every exposure value, to determine exposure values at which
significant difference between the conditions could be found. Further ANOVAs were
calculated on the fitted central parameters (d'*) of the threshold curve, to determine if
any of the conditions were significantly shifted in relation to the other conditions.

Time

Figure 17. A set of frames from Experiment 4b.

The first three frames contain

two sets of noise and a fixation cross. Embedded in the right-hand noise in a green
square at 20% noise (outlined for clarity). The subject’s task is to indicate that
the square appeared on the right-hand side. Following the stimulus is a mask of
randomly coloured and positioned dots that lasts for 20 frames, 2 of which are
shown here.
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Section 2,4.4. Results from experiment 4b.
The results from this experiment show that the ability of the subjects to detect
the location of the square was improved by the addition of an extra cue.

As in

experiment 4a their ability to localise the square was improved at longer exposures and
lower noise values, and performance was greater in the CM condition than the
unimodal conditions when the amount of information was more limited (Figure 18).
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Figure 18. (Previous page) Results from Experiment 4b averaged across three
subjects, i) Contour plots showing isoperformance lines for the three conditions.
The probability of a correct response is given by the colour indicated in the colour
index, ii)

Contour plot of the difference between the CM condition and the

unimodal

condition

with

the best performance

at every exposure/noise

combination. The redder colours indicate regions in which the performance on the
CM condition is greater than either of the unimodal conditions, iii) Threshold
exposure plots using the fitted central parameter (d^) from psychometric
functions fit to the data at each exposure value. The error-bars are standard
errors across sessions, iv) The psychometric functions from which the graph in iii)
was constructed. The three colours represent the three conditions: CM (blue),
colour (red) and motion (green). Note that even at 45ms there is a difference
between the CM condition and the unimodal conditions.

The threshold/exposure plots from this experiment (Figure 18iii) show that the
threshold for localising the square was improved over a small range of exposures from
68-180ms (although no data were sampled between 90 and 180ms). The difference in
threshold between the CM and the unimodal conditions at 68ms exposure was
significant at the P < 0.05 level (ANOVA), indicating that cue integration improves the
detection of shapes even at exposures of less than 70ms, the mean activation time of a
VI neuron (Maunsell and Gibson, 1992; Lamme and Roelfsema, 2000). Note that there
was no difference in threshold between the three conditions at the 45ms exposure level.
However, if we look at the raw psychometric functions that were used to construct the
threshold/exposure plots, we can see that even with this very brief exposure there are
still improvements in performance in the CM condition at very low noise levels.

All these observations indicate that when the subject does not know which
location they must pay attention to, their ability to detect the location of the square was
improved by defining the square by more than one attribute even at exposures as brief
as 45ms. This result indicates that cue integration is an extremely rapid process that
occurs before the subject can bring attention to bear upon the location of the shape (see
Discussion).
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Section 2.5.

Functional Magnetic

Resonance Imaging.
2.5.1. Scanner details.
Two different scanners were used during the course of this study. Experiments
5, 6 and 7 were performed on a Magnetom Vision 2 Tesla scanner (Siemens, Erlangen,
Germany) whereas experiments 8 and 9 were performed on a Magnetom Sonata 1.5
Tesla scanner (Siemens, Erlangen, Germany). Both were equipped with a birdcage
head coil. Visual stimuli were presented in both cases by using an LCD projector to
project the image directly onto a screen that was viewed by the subjects via an angled
mirror.

In all experiments we used a T2 weighted, gradient echo-planar imaging (EPI)
sequence to maximise the blood-oxygenation level dependent signal (BOLD).

The

slice acquisition time of the two scanners varied with the Vision scanner acquiring a
whole slice in 76ms (TE = 40ms) and the Sonata taking 90ms (TE = 50ms). Each brain
image was acquired in a descending sequence comprising 38 axial slices, each 1.8mm
thick with 1.2mm gaps in-between on the Vision scanner or 2mm thick with 1mm gaps
on the Sonata, and both comprising 64 x 64 voxels.

This gave near whole-brain

coverage with an entire volume being acquired with a repetition time (TR) of 2.89s on
the vision scanner or 3.42s on the Sonata. After every functional scan, a T1 weighted
structural image was acquired, to provide high-resolution anatomical detail.

This

image was co-registered to the EPI images so that functional data could be overlaid on
a high resolution (1mm x 1mm x 1mm) anatomical image.
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2.6. Experiment 5 - Shape localising
block study.
Aim: The aim of this experiment was to determine the location of regions involved
in shape processing in the human visual system to act as a localiser for further
studies.

A further aim was to determine the location of cue-invariant, shape

responsive areas.

We were first interested in simply locating regions of the brain that responded
strongly to shapes compared to non-shapes. Such studies have been carried out before
(Malach et al, 1995, Kanwisher et al, 1996; Grill-Spector et al, 1998, Grill-Spector et
al, 1999; Lemer et al, 2001) but, as we had developed a new psychophysical paradigm,
we wanted to insure that our stimuli created the normal pattern of shape activations. To
this end we used a simple block-based design in which subjects were shown either
blocks of colour or motion defined shapes at 0% noise, blocks of 100% coherent colour
or motion with no shape present or simply background noise. The stimuli developed
for this experiment were the same as those used in experiment 1 and so both C and M
shapes contained high cue coherence as well as form information. Therefore, to ensure
any activity we saw was due to the shapes rather than the increase in coherence, we
contrasted shape blocks with the high-coherence blocks in which no form information
was present. Activity purely due to high cue coherence could then be revealed by
contrasting the coherence blocks with the noise condition.

2.6.1. Experiment 5 - Procedure.
Outside the scanner 5 subjects (3 female, all right-handed) were familiarised
with the stimuli and task used in the experiment. This experiment was actually carried
out in the same session as Experiment 7 and so the training procedure was identical for
both experiments. The colours used were set outside and inside the scanner using the
same flicker photometry technique as in the psychophysical studies.

Subjects were
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trained extensively beforehand, using a block-based training paradigm in which they
viewed sessions of 110 colour (C) shapes and 110 motion (M) shapes divided into
blocks of 11 shapes, presented in a pseudo-randomised order.

Within each block,

shapes were presented at noise values from 0 to 100% in steps of 10% in a pseudorandomised order. The subjects’ performance was averaged for each noise value and
their data plotted and fitted as in Experiment 1. Subjects continued to train outside the
scanner until their data resembled a normal S-shaped curve and they were reasonably
proficient at recognising the shapes.

The number of sessions required varied for

individual subjects but normally involved 3-4 sessions or 330-440 shapes of each
condition.

The stimuli used in the scanner were created in the same manner as those used
in Experiment 1. Subjects underwent a final training session inside the scanner after
their colours had been set to equiluminance.

The fitted central parameter of the

psychometric functions obtained inside the scanner gave an indication of the difference
in difficulty between the two conditions. In all cases, subjects found the M shapes
more difficult to detect than the C shapes. To correct for this difference C shapes had a
constant amount of noise added to them as determined by the difference in the d'^
parameters between the C and M conditions.

The same levels of noise were used for

the pure coherence blocks (CC and MC), whereas in the noise blocks the noise was set
to 100%. Pure coherence blocks were created by only presenting squares and setting
the size of the squares to be larger than the stimulation rectangle. The subjects’ task in
the shape blocks was to fixate centrally and perform the vertical-symmetry
discrimination task as used in Experiment 1. In the non-shape blocks, subjects had to
fixate centrally and press a random button on each presentation of the shape.

There were 6 blocks of each condition type, each block lasted on average 15
seconds and contained 8 presentations of shapes lasting 1.1s each with a gap between
presentations of on average 0.75 s, the gap was varied randomly between 0.5 and I s to
produce some jitter between the onset of the shape and the slice acquired by the
scanner.

The entire scan lasted 11.8 mins.

In total 250 functional volumes were

acquired.
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2.6.2. Experiment 5 - Data analysis I : pre-processing
Data were first inspected visually to ensure that the reconstruction process had
been successful.

The first four scans were discarded to allow for T1 equilibration

effects. All images were then realigned to the 5th image acquired in the volume. This
was achieved with an affine registration using sine interpolation in which the data were
free to move in 6 dimensions (x, y, z shifts and roll, yaw and pitch rotations). Each of
these parameters was saved and used later as measures of the subjects’ head
movements. These realignment parameters were also visually inspected and subjects
with excessive movement (shifts of over 2 voxel widths or 6mm) or periodic
movements were rejected from the analysis. In actuality no subjects were rejected from
this experiment due to excessive movement. After realignment, the data were again
visually inspected to ensure the process had been successftil.

All data were then warped to match an EPI template provided in SPM 99. This
is similar to the average of 305 brains created by the Montreal Neurological Institute
(MNI), which approximates to the co-ordinate system used by Talairach and Toumoux
in their brain atlas (1988). This was done so that the co-ordinates of a particular voxel
could be reported and compared to previous studies also using this spatial co-ordinate
system.

The data were then spatially smoothed with a Gaussian kernel of 10mm

FWHM (full width at half-maximum). This smoothing stage, which causes a loss of
spatial resolution, was done for two reasons. Firstly, most experiments in this study
report data averaged across individual subjects.

As brain anatomy varies across

subjects to some extent, signals from different subjects were smoothed so that small
misalignments and anatomical variations could be discounted. Secondly, a degree of
smoothness has to be introduced to the data because signals measured from different
voxels are not independent but have some degree of co-variation. An EPI brain image
can consist of several thousand voxels and, in SPM, independent statistical tests are
carried out at each voxel. Under the theory of the general linear model, a statistically
significant event is said to have occurred if the probability of observing it purely by
chance is less than 0.05. This means that if we have 10000 voxels we should expect to
see statistically significant events in 500 voxels even if the voxels contain only
normally distributed random noise.

To correct for the fact that we are carrying out
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multiple comparisons one can apply the Bonferroni correction in which the statistic we
derive is divided by the number of comparisons we carry out.

This correction is

extremely conservative as it relies on each voxel being completely independent of
every other and this is clearly not the case. To calculate a more realistic correction
SPM uses the theory of continuous Gaussian fields to calculate the number of
independent resolution elements (resets) for use in a Bonferroni-type correction. This
theory relies on a certain degree of spatial smoothness in the underlying data. We
therefore have to smooth our data so that it conforms to this theory (Friston et al, 1991).
Finally for every slice a global voxel value was calculated and removed from the data, a
correction that removes some slowly varying scanner noise.

2.6.3.

Experiment 5 - Data analysis II : statistical

analysis
Each block in the experiment was modelled using a box-car function. Five
separate regressors were created for the five conditions in the experiment. As subjects’
responses were balanced across conditions these did not need to be modelled in the
analysis.

These box-car functions were then convolved with the canonical

haemodynamic response function (HRF) and band-pass filtered with a low-frequency
cut-off of 400s and a high frequency cut-off shaped to the characteristics of the HRF.
This filtering allowed removal of slowly varying scanner noise as well as high
frequency effects such as cardio-vascular coupling and breathing-related noise. We
also included the six realignment parameters obtained during the realignment pre
processing stage as nuisance variables. These regressors were not convolved with the
HRF but simply entered into the multiple regression as one value per scan.

The regressors were then entered into a multiple linear regression analysis with
the BOLD signal from every voxel in the image (a mass-univariate approach). Each
regressor was fit to the general linear model (Equation 2) using a least-squares
estimation approach (Friston et al, 1995).

Y = p + p.x + s

Equation 2.
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Where Y = the BOLD signal from the voxel of interest and x = the basis function
regressor modelling the experimental paradigm. This model fits two parameters: P, the
parameter by which each regressor was scaled to best fit the data or the slope of the
regression and p, the intercept constant. These parameters explain a certain proportion
of the variance in the BOLD signal. Any residual noise not explained by the regressor
is captured in the error term s, which should be normally distributed.

Statistics can then be generated under the null hypothesis that the regression
slope (P) is 0, or that the difference between regression slopes for different basis
functions is zero (pi - P2 = 0). Indeed by setting an appropriate vector of contrast
weights, one can make much more complex comparisons (e.g. pi + 2 p 2 - p 3 -

2 p4

=0

etc). We can then assess the actual regression slope compared to the residual error at
each voxel to generate a t-statistic:

t = pi - P2 / V[a^. (1/ni + 1/no)]

Equation 3.

Where p i and P2 are the regression slopes to be contrasted,

is the variance of the

residual error and ni and no are the number of observations used to construct each p.
Normally these will be the number of scans. These t-statistics can be converted to a
probability (P) value using the Student’s t-distribution if we know the degrees of
freedom:

df = [(nl-1) + (n2-l)] / 2.

Equation 4.

Using these equations at every voxel, one can produce a t-map over the entire
brain. We can then threshold this map at an appropriate P-value to reveal voxels of
interest. In the following experiments, if we had no a priori hypotheses about which
area we expected to be active, we always attempted to show statistics thresholded at P <
0.05, corrected for multiple comparisons as described above.
threshold of P < 0.001 uncorrected.

Otherwise we used a

We also used uncorrected thresholds for

conservative techniques such as inclusive masking (See Experiment 7).
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2.6.4. Experiment 5 - Results.
The main effect of interest was the comparison between shape blocks and non
shape, high coherence blocks. We calculated this comparison for both colour defined
and motion defined shapes, using the contrasts [C - CC] and [M - MC], and found very
similar patterns of activity (Figure 19). Almost all regions activated by motion shapes
were activated by colour shapes, indicating a large degree of cue invariance in shape
processing systems in the human visual system. The largest degree of overlap was
found bilaterally in the lateral occipital complex (LOC). The parameter estimates from
this region reveal that it is strongly activated by both colour and motion shapes and
shows no difference between high-coherence conditions and noise (Figure 20).

SPL/IPS(r)
IPS(I)

S P U IP S (r)
V 3 A /P 0 (r)

V5(r)

V5(r)
LOC(r)
LOC(I)

LOC(r)

IPS(I)
V3A /PO (l)

LOC(I)

Figure 19. Shape-related activity from Experiment 5. Voxels showing significantly
more activity in the M condition than the MC condition (P < 0.05, corrected) are
shown in red. Voxels that show more activity in the C condition than the CC
condition at the same threshold are shown in green. Areas of overlap are shown in
yellow. Both contrasts revealed similar patterns of activity with strong overlap
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bilaterally in the lateral occipital complex (LOC) and the superior parietal lobule
(SPL) / intra-parietal sulcus (IPS).

Some regions responded only to motion

shapes, these included V5 bilaterally, and a region encompassing possible V3A
and the parieto occipital junction (PO) particularly on the left. Some bilateral
parietal regions also showed stronger activations in the motion condition. The
data are rendered onto a canonical single-subject brain masked in MRIcro
(Rorden and Brett, 2000) to remove the cerebellum. The co-ordinates of all regions
found in this study are given in Table 1.

We also looked for areas which gave greater responses for only one cue using
the contrast [M - C] and vice versa and found a set of bilateral areas, including V5 and
the parieto-occipital junction (Figure 19), that were significantly more active in the
motion shape condition than the colour shape condition (P < 0.05, corrected). We
found no areas that were significantly more active for colour shapes than for motion
shapes at the same threshold.
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Figure 20. Parameter estimates from the LOC in Experiment 5. These parameter
estimates are the quantity by which each boxcar function was scaled to best fit the
data. In this sense they represent the mean change in BOLD signal produced by a
condition. The parameter estimates shown here are taken from the maximally
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activated voxel in the contrast [M+C] - [MC+CC], i.e. shape related activity. This
voxel was in the right lateral occipital complex (LOC) at co-ordinates (46, -72, 10). It can clearly be seen that this voxel responds well to shapes regardless of
how they are derived and equally poorly to coherence and noise. The error-bars
show the average standard error within subjects (i.e. the fixed effects errors).

Talairach co-ordinates (mm)

Name of Area

X (axial)

y (sagittal)

z (coronal)

Lateral Occipital Complex (R)

46

-72

-10

Lateral Occipital Complex (L)

-42

-74

-12

V5(R)

44

-72

0

V5(L)

-44

-76

4

V3A / Parieto-Occipital (L)

34

-86

8

V3A / Parieto-Occipital (R)

-28

-92

10

Intra-Parietal Sulcus (L)

32

-58

56

Intra-Parietal Sulcus (R)

-30

-60

56

Middle Frontal Gyrus (R)

52

8

28

Table 1.
shapes.

Talairach co-ordinates of the regions activated in Experiment 5 by
All these regions

were significant at the P < 0.05 level, corrected.
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2.7. Experiment 6: Shape localising
event-related-study.
Aim:

In this experiment we wanted to determine whether similar patterns of

shape activity would be observed in a better-controlled, event-related design.

Block-based studies of shape selectivity may not reveal only shape selective
regions as they are confounded by the task. In block-based studies, the subject is either
performing a shape-discrimination task or no task at all. This difference in task may be
responsible for the typical pattern of activity found in shape or object localiser studies.
We therefore changed our shape localiser scans by using an event related design. In
this experiment, we used blocks of C or M shapes as in Experiment 5, but we also
varied the noise of the shapes from 0 to 100%. Shape specific activity could then be
revealed by comparing low-noise, highly visible shapes to high-noise, invisible shapes
in an event-related fashion.

As subjects were performing the same task in each

condition, this approach is very well matched for attentional demands. Furthermore the
structural similarity of the stimuli between the shape and non-shape conditions was
much higher than in experiment 5 in which shapes were compared to high coherence
controls.

This provides a better-matched control that may be able to reveal more

specific activations than a block-based study.

2.7.1. Experiment 6 - procedure
The stimuli were similar to those used in Experiment 1 except that no CM
shapes were included and non-limited lifetime dots were used to ensure that the
motion-defined shapes were matched for difficulty with the colour-defined ones. This
experiment also contained blocks of shapes that were split in half horizontally but these
will not be discussed here. Other than this difference, the subject’s training procedure
was identical to that in Experiment 5. The amount of noise in the shape was varied
from 0-100% in steps of 1.53% to provide 66 noise values.
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After training, the subjects (8 in total, 6 male, all right-handed, mean age 28.3
years) were moved into a Magnetom Vision scanner where they were provided with
headphones and a button-box to allow their responses to be recorded.

Inside the

scanner, their task was changed to a target detection task. At the beginning of each
block they were presented with a randomly chosen shape that was to be the target for
that block; they were then presented with a block of 6 shapes lasting Is each and
separated by 0.5s. If they saw the target shape they were instructed to press a button
with their right-hand index finger.

The number of targets per block was randomly

selected to be between 0 and 2 and they were randomly distributed over the entire noise
range, meaning some targets were actually invisible. Blocks of either C shapes or M
shapes, either whole or split in half and lasting 9.5s each were presented in a pseudo
randomised order so that every four blocks contained both a C and an M block. Each
condition contained a total of 66 shapes with only one stimulus at each noise value. A
total of 210 functional volumes were acquired.

2.7.2. Experiment 6 - Data analysis.
The data were pre-processed in exactly the same fashion as in experiment 5
except for one extra stage.

After the data were realigned in space they were also

realigned in time using a Fourier analysis based approach (Josephs and Henson, 1999).
This stage was done because SPM treats each volume as if it was acquired
instantaneously at one point in time (the time of the first slice in the volume). This
means that in an experiment such as this, with 38 slices and a TR of 2.89s, there can be
a 2.81s difference between the actual time a slice was acquired and the time SPM
attributes to that slice. This problem is not of great significance in block-based designs
such as experiment 5 in which the length of a block is far greater than the TR. But in
event-related designs this effect may be a source of significant loss of statistical power.
The data were realigned in time by converting the images into frequency space using a
fast Fourier transform. The data were then realigned in frequency space using sine
interpolation before the inverse Fourier transform was taken.
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Low-noise (L)

High-noise (H)

Colour defined (C)

CL

CH

Motion defined (M)

ML

MH

_

— "

Table 2. The factorial design of experiment 6.

Shapes were divided into four groups visualised as a 2x2 design. The two factors
were the cue that defined the shape and the amount of noise in the shape. The
shapes were split into high and low noise by considering anything with a noise
value of less than or equal to 50% to be low-noise an anything above 50% to be
high noise.

The experimental paradigm was modelled as a 2x2 design (Table 2); the split-shape
conditions were also modelled but will not be discussed here. Each shape presentation
was modelled as a stick function (a box-car function of very brief duration) with a
duration of 1/16^^ of a TR, 0.18s in this case, which was then convolved with the
canonical haemodynamic response function (HRF). Subject’s responses (i.e. the time
at which they pressed a button to indicate they had seen a target shape) were also
modelled as stick functions and entered into the analysis as a separate regressor.

2.7.3. Experiment 6 - Results.
The main effect of interest was shape-selective activity.

This could be seen by

subtracting the activity in the high-noise conditions from the activity in the low noise
conditions using the contrast [ML - MH] for motion defined shapes and [CL - CH] for
colour. The results from these contrasts are shown in Figure 21 revealing that specific
regions were more active when subjects saw low noise shapes than high noise shapes
and the pattern of activation varied slightly according to whether the shape was defined
by colour or motion.

Areas which gave significantly higher responses for motion

shapes but not colour shapes included V5 bilaterally and the superior parietal lobule.
These areas have previously been shown to be involved in motion processing (Zeki et
al, 1991a, Watson et al, 1993) or attention to motion (Corbetta et al, 1990; Petersen et
al, 1994; Buchel et al 1998). Areas responding specifically to colour shapes were
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confined to the ventral surface of the brain in regions consistent with the co-ordinates
of V4 and V4a in previous studies (see Bartels and Zeki, 2000, for a review) as well as
more anterior parts of the fusiform gyrus that have also been previously identified as
colour-shape selective areas (Zeki and Marini, 1998).

We also searched for areas which responded significantly to both colour and
motion defined shapes and found a bilateral region of cortex consistent with the
position of a large region known as the lateral occipital complex (LOC). This region
has previously been identified as responding more strongly to objects than fragments of
objects (Malach et al, 1995; Kanwisher et al, 1996). The region has also previously
been demonstrated to respond well to objects defined by different cues (Grill-Spector et
al 1998, although note that colour defined objects were not used in that study).

V4(r)n

V4a(r)

LOC(I)

Figure 21. Shape specific activity from Experiment 6. Cue-specific shape activity
is shown overlaid on rendered, single-subject brains masked in MRIcro (Rorden
and Brett, 2000) so that the cerebellum is removed.

The data are shown in

radiological convention so that the left hemisphere in the image is the right
hemisphere of the subject.

Voxels in red show significantly (P < 0.0001,

uncorrected) higher responses to easily visible motion shapes compared to noisy,
subliminal motion shapes, the green voxels are the equivalent comparison for
colour shapes. Yellow voxels are those which show significant shape responses to
both colour and motion defined shapes, revealed by inclusive masking so that only
voxels, which reach significance in both the above contrasts, are shown. The bar
plots accompanying each area show the difference between BOLD activation for
shapes compared to subliminal shapes, the yellow bars indicate shape from colour
responses, the black bars indicate shape from motion. From these bar plots it can
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be seen that there are some cue-specific shape activations both for motion, in V5
and the superior parietal lobule, and for colour, in V4 and V4a. Areas in the
lateral occipital complex differ in that they respond equally well to shapes
regardless of the cue from which they were defined. The scales of the box plots
are identical with each box covering 0.2% change in BOLD signal.

Left hemisphere Right hemisphere
Areas selective for colour:
V4

-

22, -78, -10

V4a

-22, -50, -16

32, -56, -18

Anterior Fusiform

-24, -38,-16

36, -40, -24

V5/L0

-50, -68, -2

54, -68, -4

V5 (posterior)

-44, -76, -2

44, -78, -4

SPL

-24, -64, 60

18, -60, 66

LG

-42, -72, -14

40, -78, -16

LOa

-42, -60, -20

50, -60, -18

Areas selective for motion:

Areas responding to both:

Table 3. Talairach co-ordinates of the regions shown in Figure 21.
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2.8. Experiment 7 - Cue integration.
Aim: To determine the location of the cue integration process evident from the
psychophysical studies.

In Experiment 1, we demonstrated that there is some sort of interaction between
colour and motion form cues, which we attribute to the process of cue integration. In
this experiment we used fMRI to investigate the site of this integration process in the
human brain. We presented subjects with shapes defined by one cue (C or M shapes)
or shapes defined by two cues (CM shapes) and the subject’s performed the same shape
discrimination task as in experiment 1. This experiment was designed to reveal areas
o f the brain that show more activity in the CM condition than either the C or the M
condition. These might be regions of the brain in which colour and motion information
is brought together by the visual system.

2.8.1. Experiment 7 —Procedure
Five subjects (Three female, all right-handed) took part in this experiment.
They were first trained using the training procedure described in section 2.6.1. After
training, they were moved into the scanner and their difficulty matching parameters
were determined as in section 2.6.1.

All subjects found the motion shapes more

difficult to discriminate than the colour shapes (because limited lifetime dots were
used), so a constant amount of noise was added to every colour shape to equate the
conditions for difficulty. This means that if the difference between the subject’s d"^
parameters for the C and M conditions was 20%, then in the scanner they would view
M shapes at 0-80% noise and C shapes at 20-100% noise.

The subjects’ task was to use their right-hand index finger to press one of two
buttons according to whether the shape presented was vertically symmetrical or not.
They were instructed to make a button press for every single presentation regardless of
whether they could see a shape. The black fixation cross remained present during the
whole experiment and subjects were instructed to fixate the cross at all times. This
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scan consisted of three conditions, the two unimodal conditions and the transmodal
condition; it consisted of 60 blocks, 20 blocks of each of the three conditions pseudo
randomised with the constraint that every condition type would occur once in a 3 block
run. Each block contained 5 stimulus presentations, the stimulus length was 1.55s and
each stimulus was followed by a period displaying just the central fixation cross. The
average block length was 12.48s, and the entire scanning session lasted 15.5 minutes.
In total 325 volumes were acquired, of which the first four were discarded to allow for
T1 equilibration effects.

2.8.2. Experiment 7 - Data analysis

20

30
40
50
%Noise (of motion)

Figure 22 - The average performance of all subjects inside the scanner. The solid
line is the CM condition, the dashed line is the C condition and the dash-dot line is
the M condition.

Asterisks indicate noise values at which the probability of

detecting a CM shape was significantly higher than for either the C or M
conditions (P < 0.05, two t-tests).

This experiment was analysed as an event-related design in a similar fashion to
Experiment 6.

There were, however, a number of crucial differences.

The

experimental design permitted the collection of psychophysical data during the scan
(the average data for eaeh subject is shown in Figure 22). These results are similar to
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those found outside the scanner in that subjects correctly discriminated more shapes in
the CM condition than either the C or M condition (380 shapes for the CM condition
vs. 323 for M and 314 for C).
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Figure 23 - A representation of the regressors generated to model behaviour in
Experiment 7. In this simulated experiment we take 30 scans with a TR of 3.42s
and show three blocks of shapes, each block has 4 shapes, one every 2 scans. We
can generate different models that capture different components of the stimuli.
The simplest model is stick functions of equal height for each event (top row). We
can also record the subject’s responses and modulate the stick functions according
to whether the subject correctly identified the shape (second row). Alternatively
we can model the stimulus and modulate the stick functions according to the
amount of noise in the shape. Lastly we can generate a model that reflects the
performance of the subjects by modulating each stick function with the value of
their own psychophysical function at the noise value of the shape. Each regressor
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is then convolved with the canonical haemodynamic response function provided in
SPM 99.

These regressors are then entered into a multiple regression on the

BOLD signal data obtained at each voxel in the brain.

The psychophysical performance of the subject was included in several different
ways in separate analyses (As shown in Figure 23). The simplest analysis multiplied
the stick functions modelling each shape presentation by a 1, if the subject correctly
identified the shape, or a 0, if they were incorrect. This creates a regressor including
only those shapes that were correctly identified.

During this experiment subjects

performed a forced-choice task. A correct response may therefore have been due to a
guess rather than a perceptual decision. This means that a binary modulation of the
data may be slightly too simplistic. A more complex model of behaviour was produced
by multiplying the stick function with the value of that subject’s psychometric function
at the presented noise value. This had the effect of producing a parametrically varying
regressor that matched the subject’s average performance.

This more complex

regressor is much more likely to capture any variance in the data introduced by
differences in performance across conditions. It also allows us to search for areas in
which the BOLD signal correlated with the average performance of the subject. We
also directly modelled the variations in noise in the stimulus by multiplying the stick
function by the noise in the stimulus. This creates a regressor that should capture any
variance explained by noise variations in the shape.

Obviously this regressor will

correlate to some extent with the performance-modulated regressor as performance is
inversely correlated with noise. Finally we also modelled the reaction times of the
subjects on each trial. However, no statistically significant differences were found in
reaction times to the three different conditions and this regressor was removed from the
final analysis.

These regressors are summarised in Figure 23, as in the previous

experiments we also included the subject’s realignment parameters to remove any
movement related variance from the data.

We also re-analysed the data to characterise the relationship between the BOLD
signal and the amount of noise in the shape. In this analysis we grouped the data into a
3x4 structure by dividing each condition into four groups according to the amount of
noise present in the shape. As there were 11 possible noise values we regrouped the
data so that the first group contained the two noisiest values with subsequent groups
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containing the next three noisiest values and so forth.

These regressors were then

analysed in the standard fashion using SPM ’99.

2.8.3. Experiment 7 -R esults
A true integration area should bring together information from both cues as well
as responding to each cue in isolation. It should therefore be significantly more active
in the transmodal condition than either the C or M unimodal conditions. Such areas
could be revealed by the contrast [CM - (C+M)]. However this contrast is biased as an
extremely low response in one of the unimodal areas will reduce the (C+M) term to
such an extent that the difference (CM - (C+M)) becomes significant. We would then
falsely conclude that the area was more active in the CM condition. To overcome this
problem we used a cognitive conjunction approach (Price and Friston, 1997) to search
for voxels that show significant effects in both the [CM-C] and the [CM-M] contrasts
and have no significant differences between these two effects. Hereinafter we shall
refer to this contrast as the integration contrast. As we had no a priori prediction as to
which area would show extra activity, we used a whole brain search correcting for
multiple comparisons. This contrast revealed two regions of activation centred on co
ordinates (46, -66, -16) and (50, -72, 6) in Talairach space (Figure 24). Both these co
ordinates fall within the region of cortex known as the lateral occipital complex (LOC)
(Malach et al, 1995; Grill-Spector et al, 1999), the same region that was activated
strongly by shapes in Experiments 5 and 6. In fact these co-ordinates fall within the
more posterior region of the LOC, named LO by Grill-Spector et al (1999).

To

distinguish between the two activations we simply named them LOd (dorsal) and LOv
(ventral), although these activations may be part of the same functional area. Note that
the activation is strongly right lateralised; we did find integration-related activity in the
left hemisphere but only when the threshold was lowered to P < 0.001 uncorrected
levels.

Conjunction analyses are a useful way of revealing voxels which show a
common difference, but are not a strict test for a logical AND. This is because the CM
condition appeared in both parts of the conjunction and therefore the individual
contrasts had to be orthogonalised with respect to each other. For this reason we also
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checked these findings by using masking. We masked our data so that only voxels,
which were significantly more active in both the [CM - M] contrast and the [CM - C]
contrast at the P < 0.001 uncorrected level* were revealed. This is a true test for a
logical AND, and it revealed exactly the same region as was revealed using the
conjunction analysis, but now a more restricted set of voxels were active.

0.15 K
EY;

i)

CM- M
CM-C

t
ventral

posterior
KP

Figure 24. Imaging data from Experiment 7.

H
K

NA

LD

CB

i) Areas of the brain which are

significantly more active in the transmodal condition than either of the two
unimodal conditions as assessed by a conjunction analysis (P < 0.05, corrected).
This contrast reveals two activations in the lateral occipital complex, which we
shall refer to as LOd (dorsal) and LOv (ventral). The co-ordinates of these foci in
Talairach space were: (46, -66, -16], ventral and [50, -72, 6] dorsal, these
coordinates are consistent with the location of the lateral occipital complex in
previous studies. The data are presented on a glass-brain showing a maximum
intensity projection in three orthogonal views and a rendered, single-subject brain
masked in MRIcro (Rorden and Brett, 2000) so that the cerebellum was removed,
ii) The reliability of the result across all 5 subjects in LOv and LOd. The data
' W e had to use an uncoirected level for this contrast as masking is not a valid procedure on corrected
statistical fields (as Boolean operators such as A N D are extremely non-linear). H ow ever a masking
threshold o f 0.001 uncorrected is equivalent to a threshold o f 10"^ and is therefore very conservative.

R7

shown are the percentage BOLD signal differences between the CM condition and
the M condition (yellow) or the C condition (red), the error bars are the mean
standard errors from these two conditions in each subject. Four out of the five
subjects showed significant differences in both subtractions in LOv whereas only 2
out of 5 subjects showed significant increases in both conditions in LOd.

The reliability of this result was assessed by looking at the responses in
individual subjects (Figure 24ii). Four out of five subjects showed significantly more
activity in the CM condition in LOv than either the C or the M condition whereas one
subject (NA) showed no differences between any of the conditions.

The

psychophysical performance and movement parameters of this subject appeared to be
normal so no reason could be found for the lack of response in her LOC. In LOd the
response was less reliable, with only two of the subjects showing significant increases
in signal in the CM condition than either the C or M conditions.

To assess the location of these activations in more detail we carried out further
analysis on two subjects, LD and CB. The co-ordinates of their activations in Talairach
space were consistent with the location of the LOC, but the location of areas in
Talairach space varies to some degree due to individual anatomical differences between
subjects.

To accurately determine the location of our activation, we compared the

activation with shape-related activity from the same subjects in Experiment 5. Previous
studies have used object based localiser scans to determine the location of the LOC
(Malach et al, 1995; Grill-Spector et al, 1999; Lemer et al, 2002, Avidan et al, 2002).
In these studies blocks of grey-scale photographs of objects are compared to blocks of
scrambled images. As our study used simple shapes rather than objects we simply
compared blocks of shapes to their relevant high-coherence controls. This localiser
may not reveal high-level object specific activity and is therefore more likely to reveal
the posterior sub-division of the LOC, LO, than the anterior LOa/pFs. The results from
these anatomical studies are shown in Figures 25 and 26. Both subjects had strong
shape related activity in a region consistent with the position of the LOC. 1 compared
the activity location with sulcal landmarks and found that in both subjects the LOC is
bordered by the lateral occipital sulcus at its posterior extent, the inferior temporal
sulcus at its dorsal extent and the occipitotemporal sulcus (OTS) at its ventral extent.
The two subjects differed slightly in the anterior extent of the shape activity. In subject
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LD the activity extended past a side branch of the OTS onto the anterior bank of this
sulcus whereas in subject CB the shape related activity stopped on the posterior bank of
the OTS.

Figure 25. Detailed anatomy of subject LD. The occipital lobe and neighbouring
cortical areas of the right hemisphere were segmented into white and grey matter
using mrGray (Available at white.stanford.edu/~brian/mri/segmentUnfold.htm).
Each segmentation was then edited by hand to provide accurate grey and white
matter images. These images were used to construct a 3D representation of the
cortical surface, these are shown in both lateral and ventral views. Important
sulci were identified using the Atlas of Cerebral Sulci (Ono et a/, 1990) and are

coloured to guide the viewer, i) The location of integration related activity on the
cortical surface. This activity was revealed using masking so that only voxels
which reached threshold (P < 0.001) in both the [CM - M] and [CM - C] contrasts
are displayed. The location of the activation is ventral to the inferior temporal
sulcus and anterior to the occipitotemporal sulcus side branch, ii) The same
activation with shape related activity from experiment 5 overlaid. The shape
activity was revealed using a contrast of motion and colour shapes versus motion
and colour coherence [(MS+CS) - (MC+CC)] at a P < 0.001 threshold. This shape
activity reveals the location of the lateral occipital complex, as simple shapes were
used this activity probably only reflects the posterior subdivision, LO. As can be
seen this region is bordered by the inferior temporal sulcus at its dorsal extent, the
lateral occipital sulcus at its posterior extent and the occipitotemporal sulcus at its
ventral extent. The integration activity from Experiment 7 overlaps entirely with
this region indicating that the integration occurs in an area selective for shapes.
Shape related activity was also revealed in the intra-parietal sulcus (IPS).

The integration related activity revealed a consistent region in both subjects.
LOv fell on the border between the lateral and ventral surfaces of the brain on the
anterior bank of the posterior branch of the OTS (Figure 25i, Figure 26iii). In subject
CB a further activation was found more dorsally, still on the anterior bank of the OTS. I
compared the location of this activation with the location of V5 (Figure 26iv) and found
the LOd activation to be just ventral to V5. The LOd activation in CB and the LOv
activation in LD both overlapped with shape related activity, whereas the LOv
activation in CB was slightly anterior to the extent of the shape related activity.
Looking at the behaviour of these areas in the different subjects (Figure 24ii), it seems
that LOv is the true integration area in LD as here the [CM-C] and [CM-M] differences
are very similar. For subject CB it seems the LOd activation is the true integration
related area as the LOv activation was much stronger for motion shapes than colour
shapes.

These facts lead me to conclude that in subject CB the region we have labelled
LOd is the true correlate of the LOv region in LD as it overlaps with the shape related
activity and has equal responses in the C and M conditions. CB then has an extra, more

90

anterior and ventral activation that is not present in LD and is biased towards motion
stimuli.

Superior temporal
Inferior tem poral
Lateral occipital
Collateral
O ccipitotem poral

Q1

Previous page.

Figure 26. Detailed anatomy of subject CB. i) A series if axial slices through a
structural image of subject CB with functional data from Experiment’s 5 and 7
overlaid. The slices begin at the level of V5 (blue) revealed by comparing motion
shapes and coherence to colour shapes and coherence in Experiment 5 (P < 0.0001,
uncorrected). Subsequent slices are then taken every 8mm. Shape related activity
(green) was revealed by comparing shape activity to coherence activity in
Experiment 5 using the contrast ([MS+CS] -

[MC+CC)] at P < 0.0001,

uncorrected. Integration activity (red) was revealed using a masking contrast so
that only voxels that were more active in both a [CM-M] and [CM C] contrast at a
P < 0.01, uncorrected level are shown, ii) A lateral and ventral view of the cortical
surface of the right occipital lobe constructed in the same manner as that in Figure
25.

Important sulci are labelled as before,

ill) Shape (blue) and integration

(green) related activity overlaid on the cortical surface. Both sets of activity were
revealed using the same contrast as in i). The LOC is marked by the white dotted
line using the sulcal markers determined in Figure 25, the shape related activity
fits into the LOC region but does not quite extend into the anterior portion of this
region. Note that two separate integration related activations were revealed which
are labelled LOd and LOv. Note that whilst the LOd activation overlaps well with
shape related activity the LOv activity is slightly more anterior,

iv)

Motion

(orange) and integration (green) related activity revealed using the same contrasts
as i). Several different views (two lateral, one ventral, one posterior) are shown,
the IPS has been coloured yellow to guide the viewer. This figure demonstrates
that the LOd integration activity lies just ventral and anterior to V5.

In conclusion, from the single subject anatomy we can demonstrate a single
region of the lateral occipital complex that overlaps with shape related activity, gives
equal responses to C and M shapes and shows significant increases in activity in the
CM condition. This region lies in LO, the posterior subdivision of the LOC, but is
found in the more anterior-ventral section of this region on the anterior bank of the
OTS close to the border between the lateral and ventral surfaces of the brain.
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LOv - [44, -66, -16]

LOd - [50, -72, 6]

V5 - [44, -72, -2]
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Figure 27. BOLD response profiles from three areas averaged across subjects.
These BOLD response estimates were obtained by binning each event type into
four noise levels.

The three conditions are transmodal (solid line), unimodal

motion (dashed line) and unimodal colour (dash-dot line). Responses from voxels
from three areas are shown. The co-ordinates of these voxels were taken from
local maxima in the event-related study. The error bars are the average standard
error within subjects (i.e. the fixed effects errors).

The relationship between the level of noise in the shape and the BOLD response
is shown in Figure 27. The BOLD response plots from LOv show a clear increase in
response to transmodal shapes compared to both C and M shapes, particularly at
medium noise levels. The shape of the curve was very similar to the shape of the
psychophysical curves obtained outside the scanner.

The response from the dorsal

aspect of LO is markedly different; the transmodal curve in LOd is linear, correlating
more with stimulus properties than with the shape of the psychophysical curve. This
suggests that LOd may well be performing a different operation, one that does not
appear to be integration related.

The responses from V5 show no significant

heightening of activity in the transmodal condition. Instead, the transmodal curve is
very similar to the unimodal motion curve, indicating that this region is purely
interested in motion stimuli and has no role in cue integration.
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2.9.

Experiment

8:

An

fMR

adaptation study of cue-invariance.
Aim: To determine whether the LOC contained cue-invariant neurons.

It is clear from experiment 7 that LO is more active when subjects view shapes
defined by two cues compared to shapes defined by one cue alone. This does not,
however, mean that this region necessarily integrates colour and motion form cues into
the same neuronal population. An alternative explanation is that LO contains a mixture
of neurons, some of which respond to shapes defined by colour and others respond to
shapes defined by motion. Due to the poor spatial resolution of fMRI, signals from
mixed populations of neurons will be averaged making it impossible to tell between a
true integration area in which neurons respond to both colour and motion form cues and
the mixed population described above. In this experiment we used an fMR adaptation
paradigm to determine between these two possibilities.

fMR adaptation is a relatively new technique, developed to prise apart regions
containing a mixture of neurons with different response properties (Grill-Spector et al,
1999; Naccache and Dehaene, 2001). In this experiment, we used this technique to
study whether area LO contains cue-invariant neurons and whether any other areas
within the visual system contained such neurons. The technique works on the basis that
repeatedly showing the same stimulus will repeatedly activate the same population of
neurons causing neural adaptation and therefore a reduction in the firing rates of
neurons tuned to the repeated stimulus. Any area containing populations of neurons
that respond specifically to a particular shape should therefore show adaptation on
repeated presentation of that shape. What we were particularly interested in were areas
containing neurons that respond specifically to a particular shape regardless of the cue
from which the shape is derived (cue-invariant neurons). Such neurons should adapt
when the same shape is repeatedly presented, even when the cue that defines it is
alternated (Condition AA, the experimental procedure is shown in Figure 28i).
Repeatedly presenting the same stimulus typically produces a decrease in the initial

94

response of the area and a further decrease in response over time. The initial decrease
may be due to rapid repetition suppression effects (Naccache and Dehaene, 2001)
whereas the later decrease is presumably due to neuronal adaptation (Grill-Spector et
al, 1999). It is not clear whether these effects have the same neural basis or not (see
Discussion), but both effects are thought to originate from a reduction in response in
neurons that respond specifically to the repeated stimulus and therefore both effects are
of interest in this study. For this reason we quantified the level of adaptation by simply
comparing the overall activity in adapting epochs, where the shape remained the same,
to that of the relevant non-adapting epochs where the shape was varied with each
presentation. This technique captures both the decrease in the initial response as well
as the later adaptation component.

In both the adapting and the non-adapting control

epochs we varied the direction of motion or the colour of the dots inside the shape to
prevent adaptation in the areas specialised for the detection of the cues themselves.

2.9.1. Experiment 8 - Procedure
9 subjects took part in this experiment (all male, mean age 23.8 years). All
stimuli were made using the same procedure as in Experiment 1, but all shapes were
only presented at 0% noise.

Subjects were not extensively trained beforehand but

simply familiarised with the shapes before they were put into the scanner. There were
7 conditions, which can be visualised as a 3x2 block based design with an additional
noise condition. The design set-up is summarised in Figure 28i. Each of the main
block types lasted 12.5s and was repeated 4 times, a shorter block of noise lasting 3.5s
separating each block.

The main blocks contained 12 stimuli lasting Is each and

separated by a fixation cross for 0.13s, whereas the noise block contained 4 stimuli
lasting 0.75s each and separated by a fixation cross of 0.13s duration. The order of the
blocks was pseudorandomised so that each block was displayed before a block-type
was repeated. The subjects’ task was to fixate the central fixation cross and make a
button-press response if the cross changed thickness. The number of thickness changes
was set pseudo-randomly to be between 0 and 3 changes per block. The thickness
change was small in magnitude, so that subjects had to maintain fixation to be able to
discriminate the change. A total of 190 functional volumes was acquired and the entire
scan lasted 12 minutes, with each subject undergoing two sessions.
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2.9.2. Experiment 8 - Data analysis.
The data from this experiment were analysed in a similar manner to those from
Experiment 5. Each block was modelled by three cosine functions rather than a single
boxcar so that no a priori assumptions had to be made about the shape of the response
from a particular voxel under adapting conditions. The cosine functions allowed a
number of possible response shapes to be modelled so that the modelled response
resembled more closely the actual response. The responses from different voxels were
then assessed using an F-test that used contributions from any of the three cosine
components. Results using this technique were compared to a simpler boxcar design
and were found to be qualitatively similar.
movements were modelled out of the data.

Subjects’ button presses and head

The actual BOLD response of interesting

voxels revealed by the above approach was assessed using a block triggered averaging
approach.

The BOLD responses for each epoch type were aligned to the start of each

block and were then binned into 2.05s bins. The average BOLD response in each bin
was then plotted as a histogram.

We carried out these analyses both as a fixed-effects group analysis in which
the responses from different subjects are compared to the variability of the response
within subjects and also a random effects analysis where the response from different
subjects is compared to variability of the observation across subjects. A random effects
analysis allows us to make statements about the entire population (within the
appropriate age range) whereas fixed effects results only apply to the subjects being
studied (Friston et al, 1999).

2.9.3. Experiment 8 - Results.
We first searched for areas that showed a reduced response in the adapting,
altemating-cue condition (AA) compared to its non-adapting control (NA), using the
contrast [NA-AA]. As we had a specific a priori hypothesis that LO would contain cue
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invariant neurons, we used a small search volume correction of a 10mm sphere centred
on the co-ordinates of the LO activations obtained in the event-related study. This
contrast revealed that LO, with a maximum at (48, -64, -14), was significantly less
active (P < 0.05, corrected for multiple comparisons, random effects analysis) in the
adapting condition than the non-adapting condition.

We then increased our search

volume to include the whole brain and found that a region with a maximum at (32, -88,
-4), consistent with the position of'K0VV3B (hereafter referred to as V3B) in previous
studies (Dupont et al, 1997; Smith et al, 1998; Zeki et al, 2003) was also significantly
less active in the adapting block than in the control block (P < 0.05, corrected, fixed
effects). These results suggest that neurons in LO and V3B adapted even when the cue
that defined the shape was alternated (Figure 28).

Figure 28. (Overleaf) Data from the fMR adaptation study.
i) A symbolic representation of the fMR adaptation paradigm. The arrows
represent the 4 possible directions of motion of the dots inside the shape, the
colours represent the 3 possible colours that the dots inside the shape could take
on and there were 10 shapes that could be presented in the control conditions.
The light grey squares represent the random noise that surrounded each shape, ii)
Areas which show significantly more (P < 0.05, corrected) activity in the
alternating cue control (NA) than in the alternating cue adapting condition (AA)
are shown in red. Activity can be seen in the right hemisphere in V3B with a
maximum at [32, -88, -4]. Areas that show significantly more activity in all three
control conditions compared to all three adapting conditions (P < 0.05, corrected)
as assessed by a conjunction analysis are shown in green.
maximum at [44, -74, -10], reaches significance.

Only LO, with a

Data are shown on the same

rendered brains as in Figure 24. ii) The voxels shown in green show the same
contrast as those in i) showing areas that may contain cue invariant, shapeselective neurons. Those shown in red are voxels that are significantly more active
(P < 0.001, uncorrected) in the AA condition than either the AM or AC conditions
as assessed by a conjunction analysis. These are voxels in areas that might contain
a mixture of neurons responding to shapes defined by only one cue. This reveals a
bilateral region neighbouring LO, consistent with the position of LOa/pFs. iii)
The exact location of the LO activation in a representative subject in three planes.
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the exact location of these planes are shown in iv) on the subject’s surfacerendered brain by the translucent planes. The overlaid activity shows voxels that
are significantly more active in the control conditions than in the adaptation
conditions as assessed by a conjunction analysis (P < 0.05, corrected). The planes
are at Talairach co-ordinates x = -46, y = -74 and z = -10mm. v) Sagittal sections
from four other subjects using the same planes and showing activity from the
same contrast as in iv) but at the P < 0.001 (uncorrected) level. LO is activated in
all four subjects.
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We checked the location of the regions showing adaptation profiles consistent
with cue invariance in individual subjects (BR, Figure 29; PL, Figure 32).

These

subjects had a region of cortex, consistent with the position of LO as assessed by sulcal
markers, which was more active in all three non-adapting controls than in the adapting
conditions. This indicates that the same region that showed shape related activity in
Experiment 5 and cue integration related activity in Experiment 7 also has an
adaptation profile consistent with cue invariance in the underlying neurons.

Motion

Predicted LO

Adaptation

Suici:
Superior temporal Lateral occipital Collateral
Inferior temporal

Occipitotemporal

Figure 29. Detailed anatomy from subject BR. These figures were made in a
similar fashion to those in Figures 25 and 26. i) The cortical surface of the right
occipital lobe and neighbouring cortices.

Important sulci are marked.

We

predicted the position of LO using the sulcal markers determined from
Experiment 7. ii) Motion related (orange) and adaptation (blue) related activities

QQ

are overlaid on the cortical surface.

Motion related activity was revealed by

contrasting all conditions containing motion shapes with those containing colour
shapes i.e. [(AM + NM) - (AC + NC)] at a P < 0.001, uncorrected level.
Adaptation related activity was revealed using a conjunction of all non-adapting
conditions versus all adapting conditions at a P < 0.05, corrected level. Similar
results were seen for subject PL (Figure 32).

To confirm these analyses we looked at the parameter estimates and BOLD
responses from the maximally activated voxels from LG and V3B during the adapting
and non-adapting epochs averaged across all subjects (Figure 30).

The parameter

estimates from area LG demonstrate that it had reduced responses in all the adapting
blocks compared to their relevant controls (Figure 30i). The BOLD responses from this
area, averaged over subjects, show an obvious adaptation effect in the AA block but not
in the NA block, suggesting that this area does indeed contain shape-selective, cueinvariant neurons (Figure 30ii). The responses of V3B are more complex. V3B was
indeed significantly more active in the NA condition than in the AA condition.
However, it did not show reduced responses in the other adapting conditions (AM and
AC) compared to their relevant controls.

In fact the level of activity in the AA

condition was not significantly different from the NM and NC control conditions where
the cue remained constant. This indicates that the significant difference between the
NA and AA conditions was due to the extremely high response in the NA condition
rather than a decrease in response in the AA condition. A truly cue-invariant area
should show similar levels of adaptation for repeated presentations of colour, motion
and alternating colour and motion shapes since the underlying neurons should be blind
to variations in the cue. We searched for such areas using a conjunction analysis to
reveal areas that had reduced responses in all the adapting conditions compared to their
relevant controls.

We found that only LG, at (44, -74, -10), showed a significant

conjunction at the P < 0.05 level, corrected across the whole brain. V3B did not reach
significance in this contrast, suggesting that it does not contain significant numbers of
shape-selective neurons that were cue-invariant.
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Figure 30. Parameter estimates and BOLD responses from the fMR adaptation
experiment, i) Parameter estimates from the LO and V3B peaks from Figure 28
averaged across all subjects.

The error-bars show the average fixed effects

standard errors. The LO parameter estimates reveal that the control blocks (black
bars) produced more activity than the adapting blocks (white bars) in all
conditions indicating that LO is a true cue invariant area. The V3B parameter
estimates show that there was a large difference between the NA and AA
conditions suggesting cue invariance. However there were no differences between
the motion and colour controls and the adapting blocks, ii) Histograms showing
the average BOLD response across all subjects aligned to the start of each block.
The error-bars show the random effects standard errors across subjects.

The reason for this unusual response in V3B may lie in one of the problems
inherent in adaptation paradigms. Block-based adaptation studies have previously been
criticised on the basis of attention (Naccache and Dehaene, 2001) because non-adapting
blocks that contain trains of stimuli in which something changes with every stimulus
presentation are inherently more arousing than adapting blocks in which the stimulus
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remains constant each time.

We largely circumvented this problem in two ways:

Firstly, the subjects had to perform a task in which the presented shape was irrelevant
(see Methods) and secondly, we always varied the colour and direction of motion of the
dots inside the shape, thus ensuring that there was always a difference between one
stimulus and the next even in the adapting blocks. However, attentional effects could
be the cause of the higher responses in V3B (and to a smaller extent in LO) in the
alternating, non-adapting (NA) condition compared to all the other conditions as this
condition contained the greatest number of changes in stimuli dimensions, i.e. it
contained a change in both shape and cue from one stimulus to the next. If one looks at
the BOLD response from V3B (Figure 30ii), it does appear that the BOLD response in
the NA condition is simply an upwards-shifted version of the response in the AA
condition, consistent with an attentional amplification of the response during the NA
block. Contrast this with the response in LO where the two curves have very different
shapes, do not map onto one another and the response in the AA condition shows a
clear adaptation effect that is not present in the NA condition. These results indicate
that LO, but not V3B, contains cue invariant, shape-selective neurons.

We also searched for areas that might contain a mixture of neurons responding
to shapes defined by only one cue.

Such areas would show adaptation if the cue

remained constant but would not show adaptation if the cue was alternated; they should
therefore be more active in the AA condition than either the AM or AC conditions. We
therefore searched for a conjunction between the [AA - AM] and [AA - AC] contrasts
and found a bilateral, more ventro-medial part of LO, on the border between LO and
the fusiform gyrus with a maximum at (42, -66, -24), that was active at the P < 0.001,
uncorrected, level (Figure 28ii).

This region is consistent with the location of the

LOa/pFs subdivision of the LOC. As this conjunction contrast contained a common
condition (AA) we checked this data using masking. We found that only the right
LOa/pFs region survived masking at a P < 0.001 threshold.

This region has an

adaptation profile consistent with a mixture of cue-variant neurons in the underlying
population, but unfortunately this response could also be explained if this region was
modulated by attention. If attention increased the responses of the region only in the
alternating condition (as was the case in V3B), then the contrast [AA - AM] or [AA AC] would become significant. To determine whether this was the case we examined
the parameter estimates from this region. If the area was modulated by attention under
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alternating conditions then the NA condition should have produced more activity than
either the NM or the NC conditions. We also looked at the BOLD responses from
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Figure 31. Parameter estimates and BOLD responses from the LOa/pFs area, i)
The site from which these responses are taken (red voxels) at Talairach co
ordinates (42, -66, -24). This is the peak response from the masking contrast used
to reveal voxels that were significantly more active in the AA condition than either
the AM or AC conditions as shown in Figure 28. ii) Parameter estimates from this
site showing clear reductions in response in the AM and AC conditions but not in
the AA condition, iv) Block triggered BOLD response averages showing large
adaptation to shapes in the AM and AC conditions.

The response in the AA

condition is almost identical to the NA condition, indicating that no adaptation
takes place if the cue that defines the shape is alternated.
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this region to determine whether it truly showed adaptation in the AM and AC
conditions, but not in the AA condition (Figure 31).

The BOLD responses and

parameter estimates from the right LOa/pFs region showed clear adaptation if the shape
was defined by motion or colour alone, but no such adaptation if the shape alternated
between them. The parameter estimates also show that the response from this region in
the NA condition was not significantly greater than in the NM or NC conditions,
indicating that it is not modulated by increased attention in alternating conditions. This
region may therefore contain form-selective neurons, which are not cue-invariant. We
checked the location of this region in single subjects and found that it actually overlaps
with LO in subject BR (Figure 32). This raises the possibility that LO contains both
cue variant and cue invariant neurons and that cue invariance may arise through neural
processing within LO. However in other subjects there was no overlap between the
cue-variant and cue-invariant regions (PL) or simply no evidence for any cue-variant
region (KG). The variability of the cue-variant region means we cannot be entirely
confident of its exact location. The region with the strongest cue-variant adaptation
across all subjects was the more ventral region, possibly overlapping with LO,
consistent with the position of LOa/pFs cortex. Strengthening this claim is the fact that
this area was activated bilaterally.

Figure 32. (Overleaf) Cue variant and cue invariant responses from subjects BR
and PL. Invariant responses were revealed using a conjunction analysis between
all non-adapting conditions versus all adapting conditions (P < 0.05, corrected).
Variant responses were revealed by masking so that only voxels that were
significantly more active (P < 0.01) in both the [AA-AM] and the [AA-AC]
contrast are shown.

There is good overlap between both sets of responses in

subject BR indicating that LO may contain both cue variant and cue invariant
neurons.

However, in subject PL there is no overlap between these regions,

instead the cue-variant region is more ventral and anterior, possibly in LOa/pFs
or the fusiform gyrus. Further subjects (KG) showed good adaptation in area LO
but no cue-variant region could be found (not shown).
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In conclusion it may be possible that LO contains cue-variant and cue-invariant
neurons.

At first glance it seems that it should be impossible to detect a region

containing both cue-variant and cue-invariant neurons in the same voxel. After all, the
group parameter estimates from LO clearly show cue invariance (Figure 30i) whereas
those from LOa/Fusiform clearly show cue variance (Figure 31ii). The reason we can
make this claim is due to the parameter estimates from single subjects. Parameter
estimates from the cue variant LO region in subject BR (not shown) show that the level
of adaptation produced in the AA condition is intermediate between the level produced
in the AM/AC conditions and the NA/NM/NC conditions.

This means that the

difference between NA and AA is significant, but so is the difference between AA and
AM or AC. Such a pattern of adaptation could be the result of simply less adaptation in
the AA condition for some reason, or it could be due to the presence of a mixture of cue
variant and cue invariant neurons. In this mixture, the cue variant cells would recover
from adaptation in the AA condition whereas the cue invariant cells would not. This
would produce the intermediate level of adaptation observed in subject BR’s responses.
In the group data however the cue-variant activity is clearly more ventral than the cueinvariant activity suggesting that the neighbouring LOa/pFs contains cue-variant
neurons.

Finally, we also looked at responses from V4 and V5, as these areas were
shown to respond in a cue-specific manner in Experiment 6. The responses, shown in
Figure 33, indicate that no form-specific adaptation was found in either area. This
means that the form responses in Experiment 6 could not have come from adaptable,
form responsive neurons in this region. Either the form neurons present in V4 and V5
are non-adaptable, present in insufficient numbers to alter the response from the region
or not present at all.
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Responses from areas V4 and V5 in the Experiment 8.

The V4 and

V5 co-ordinates were taken from the peak responses in Experiment 6 to shapes
defined by motion (V5) and shapes defined by colour (V4). Neither V4 nor V5
showed any form-related adaptation. Instead the response from these areas was
dictated purely by the modality of the form, i.e. V5 gave good responses to motion
shapes, but its response to colour shapes was indistinguishable to that which it
gave for noise and the reverse effect was found in V4 (although the distinction
between its responses to colour and motion was less clear).

107

2.10. Experiment 9: Stimulus specific
integration.
Aim: In this experiment we hoped to determine whether the site of integration
varied according to the stimulus.

2.10.1. Experiment 9 - Procedure

Figure 34. Time-lapse images of the stimuli used in Experiment 9. The subject’s
task was to distinguish between faces A/B and C/D.

10 subjects took part in this experiment (5 female, all right-handed, mean age
24 years old). Subjects were first extensively trained outside the scanner as the task
was very difficult. They viewed faces constaicted from either colour (C), motion (M)
or both colour and motion (CM), their task being to discriminate between faces A/B
and C/D in Figure 34.

Note that since no individual feature could give away the

identity of the face, all the individual features had to be considered together. Subjects
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took on average 4-5 sessions of 110 faces of each condition (C, M and CM) before their
psychometric functions showed classical S-shapes and a reasonable level of
performance.

Inside the scanner subjects viewed blocks of faces lasting 36s containing 10
presentations of faces. Each presentation lasted 2.6s with a Is gap in between. Each
block contained faces at every noise value between 10-100% in 10% steps in a pseudo
randomised order. The entire scanning session lasted 15.4 minutes and each subject
performed two sessions.

2.10.2. Experiment 9 - Data analysis
The data from this experiment were analysed in an identical fashion to
Experiment 7. Subjects’ performance, reaction times and movement were analysed and
included in the same fashion.

2.10.3. Experiment 9 - Results
The main effect of interest in this experiment was whether the site of integration
was to be found in the same location as in Experiment 7 (LO) or whether it would be
found in more anterior regions of the LOC, which overlaps with the fusiform face area
(FFA), thought to be involved in the processing of faces (Kanwisher et al, 1997). As
we had a clear a priori hypothesis we used a small volume correction to search two
spheres of 10mm centred on the co-ordinates of LO from Experiment 7 and the location
of the FFA as revealed by the contrast of [low noise faces vs. high noise faces], see
Figure 35.

We found a region centred on the left FFA co-ordinate that was

significantly more active in the CM condition than either the C or the M conditions at
the P < 0.05, small-volume corrected, level. We also found that the right FFA was
activated, but only if thresholds were dropped to the P < 0.001, uncorrected level. We
found no such activity at the site of LO taken from Experiment 7. To check these
results we again used a masking approach to reveal regions of the brain significantly
more active in the [CM - M] and the [CM - C] contrasts at the P < 0.001 uncorrected
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level. We found only one region of the brain was revealed using this contrast at co
ordinates [-32, -56, -18]. This corresponds precisely with the location of the left FFA.

We compared the location of the region found in this study with that found in
Experiment 7. The result shows that the region that integrates faces is more anterior
and medial to that which integrates simple shapes, even though the faces themselves
were constructed using simple shapes.

Also, the face integration site is very left

lateralised whereas the shape integration site is right lateralised. We conclude from
these findings that the site of integration for faces is the same site that is specialised for
the processing of faces rather than that which is specialised for the processing of simple
shapes.

Figure 35. Imaging data comparing results from Experiment 9 and Experiment 7.
Sections through a typical single-subject brain showing overlaid activity from two
experiments. In red are the voxels from Experiment 9, which were more active in
the CM condition than the M or the C condition as tested using masking. Only
voxels that were significantly more active in both contrasts (P < 0.001,
uncorrected) are shown here. This reveals one region located at [-32, -56, -18] in
the left fusiform gyrus. In green is data from Experiment 7 showing exactly the
same contrast but for shapes. LO, in the right hemisphere, was active.

The BOLD response profiles from FFA and LO are shown in Figure 36. It is
plain from these profiles that LO no longer shows any integration related effects when
subjects are presented with faces; instead the CM response closely matches the M
response. The responses from FFA are very different, showing an effect similar to that
seen in LO for simple shapes. The CM response is much higher than the C and M
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responses, particularly at mid-range noise values where the perceptual advantages
enjoyed by transmodal shapes are strongest.
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Figure 36 - BOLD response profiles from LO and FFA. These BOLD profiles
were made by separating each condition into 5 different conditions depending on
the amount of noise in the face. Parameter estimates were then made for each
noise level and the average parameter estimates across subjects are plotted here.
The standard error is the mean standard error per condition, i.e. the fixed effects
error.
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Section 3

Discussion
Section 3.1. - The processing of colour
and motion defined forms by the
primate visual system.
It is clear from the many studies reviewed in the introduction (Section 1.2) that
colour and motion are processed by largely separate systems in the primate visual
system (Zeki, 1978a; Zeki and Shipp, 1988; Livingstone and Hubei, 1988; DeYoe and
Van Essen, 1988). It is not clear, however whether forms defined by these attributes are
processed by separate systems or not.

Electrophysiological studies of the macaque

visual system have shown that VI and V2 neurons are capable of responding to an
oriented border regardless of which cue is used to define it (Leventhal et al, 1995;
Zipser et al, 1996; Leventhal et al, 1998). Furthermore, one study has shown that cueinvariant cells in V2 show stronger responses to oriented bars defined by more than one
cue (Leventhal et al, 1998) suggesting that cue integration may begin as early as area
V2 in the monkey. Similarly, studies of V3/V3A suggest that neurons can respond in
the same specific way to multiple cues but sometimes prefer one cue to the others (Zeki
et al, 2003a).
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In humans, early imaging studies suggested that color and motion forms were
processed by, largely separate, distributed networks (Gulyas et al, 1994a). The
statistical techniques employed in these studies have been criticised (Frackowiak et al,
1996) and it is not clear that these results are reliable. Other studies have put forward
the idea of a specialised area for the detection of edges from motion (Van Oostende et
al, 1997). The existence of this region, KG, implies the existence of other regions
specialised for processing forms defined by other attributes. More recent studies (Zeki
et al, 2003a) have shown that KG responds equally well to colour and motion defined
edges suggesting that its specialisation may be for form per se. Certainly there is no
conclusive evidence in the human or monkey for an area that is specialised for the
detection of forms defined by a specific cue. Instead, it seems that the form system of
primates is largely cue invariant, i.e. neurons tuned for form will respond to their
preferred form regardless of how it is defined.

Gur results mainly support this view. We found robust activations for shapes
compared to noise or high coherence in the lateral occipital complex regardless of
whether the shapes were defined by motion or colour (Figure 19). This large zone,
which is probably a composite of several areas (Grill-Spector et al, 1999), has
previously been shown to give fairly equal BGLD responses to shapes defined by
separate cues (Grill-Spector et al, 1998; Kourtzi et al, 2002). We also found some
evidence that suggests that the form system may not be entirely cue-invariant.

In

Experiments 5 and 6 we demonstrated that V5 responds to motion-defined shapes to a
significantly greater degree than to colour-defined shapes. Conversely, in Experiment 6
only, V4 and V4a, as well as some more anterior fusiform areas, show a significant
preference for shapes defined by colour. Does this mean that forms are processed by
the same area that is specialised for processing their defining attribute? Gne finding that
suggests this is not the case comes from the adaptation study (Experiment 8). In this
study subjects were presented with forms defined by colour or motion either under
adapting or non-adapting conditions.

If V5 or V4 contain neurons tuned for form

defined by motion and colour respectively then these neurons should adapt if the same
form is repeatedly presented. To determine whether this was the case we looked at the
responses at the co-ordinates of V5 and V4. These responses indicated that neither V4
nor V5 show any adaptation if colour or motion forms are repeatedly presented. This
conclusion is somewhat tentative at this stage as we had no control in which we were
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able to demonstrate fMR adaptation in either V4 or V5.

Therefore the lack of

adaptation may be due to an inability to measure adaptation in these regions. But this
finding does provide an interesting base for further work to explore whether V4 and V5
do play a role in processing cue-specific forms.

The alternative explanation is that these regions are not processing form itself
but rather the surface properties of the form.

A form defined by motion will contain

coherent motion information that forms a surface; this motion is likely to activate V5
more strongly, due either to higher arousal compared to noise or due to processing of
the direction of motion of the surface. The adaptation results suggest the latter, as
inputs into V4 or V5 relating attentional activation would, presumably, also adapt on
repeated exposure of the same shape (we did indeed observe decreases in activity in
parietal regions under adapting conditions).

Therefore one might expect to see

concurrent decreases in activity in V4 and V5, which were not observed. In this study
the direction of motion of the surface was varied with each presentation, therefore we
should not have expected to see adaptation in V5 if its activity was related to processing
of the direction of motion of the surface. We predict that if the surface direction had
been held constant then we would have observed adaptation in V5 (and similarly for
colour in V4).

We therefore propose that V4 and V5 do not play a role in the

processing of form but rather the surface properties of forms.

The adaptation study also revealed one area that had an adaptation profile
consistent with a mixture of cells responding to forms defined by only one cue.
Interestingly, this area was found to be neighbouring (or possibly overlapping) the
entirely cue invariant LO on the border between the LOC and the fusiform gyrus in the
group data (Figure 28ii). The responses from this area showed good adaptation if the
subjects viewed the same shape defined by either motion or colour. But no adaptation
was seen in the alternating cue condition, suggesting that the adapting state could not be
maintained if the cue defining the form was alternated. Although this evidence is not
conclusive, it does suggest there may be some cue variance in the form system,
although in classical fMRI studies this region would give (and did give) equal responses
to colour and motion defined shapes.
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These findings leave us with a picture of a form system that is largely cue
invariant.

Different levels in this system process different aspects of form i.e. VI

processes local orientation, V3 complex areas process edges and borders, LO and LOa
process simple and complex shapes and objects respectively. At each level neurons
tuned for form are capable of responding to their preferred stimulus regardless of from
which modality it is derived. However, we have also seen some evidence that the form
system is not entirely cue invariant and further studies need to be carried out to confirm
whether areas containing cue variant neurons actually exist.

Does this underlying cue invariance in form systems negate the need to study the
integration of form information? Integration requires, firstly, that neurons are capable
of responding to each of the components that are to be integrated. Integration also
requires that when both attributes are presented together the firing rate of these neurons
should be greater than that obtained to one component in isolation. This fact would
indicate that the neuron is able to use information from both attributes and therefore is a
true integrative neuron. While it seems that the form system is largely cue invariant, it
is unknown whether it is cue integrative, that is, whether form selective areas respond
more strongly to forms defined by more than one attribute compared to one attribute
alone.
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Section 3.2. - The integration of
colour and motion cues.
There are a number of reasons why we should expect the brain to be able to
integrate different visual cues before looking at any experimental data. Firstly, from an
evolutionary point of view, integration would improve the performance of the visual
system by allowing it to utilise every available source of information. Objects in the
visual scene are often defined by many cues and, although any of these cues may be
sufficient to allow recognition of the object, integration would improve the speed and
reliability of an object-recognition system. Secondly, one of the most obvious
properties of our visual experience is its unity; every object is perfectly defined with
each defining attribute blended into a seamless whole. The object itself forms part of an
extremely complex visual scene, yet it appears perfectly integrated into this scene. So,
from introspection, we might expect to find integration in the human visual system. But
one should always be wary of relying on introspection. The brain often uses
mechanisms that seem nonsensical at first glance. Take, for example, the existence of
perceptual asynchrony as observed by Moutoussis and Zeki (1997a). Our introspection
is that each visual attribute is perceived in perfect temporal synchrony. However on a
finer time-scale this turns out to be an incorrect assumption. We must therefore ask
whether the integration that appears so obvious from introspection is a real
neurobiological phenomenon.

Recent psychophysical studies (Rivest and Cavanagh, 1996; Rivest et al, 1997;
Bach and Schmitt, 2000; Nothdurft, 2000, Kubovy and Cohen, 2001) have shown that
objects defined by several cues enjoy perceptual advantages over those defined by only
one cue. Such advantages include improved localization of contours (Rivest and
Cavanagh, 1996, Kubovy and Cohen, 2001), improved discrimination (Rivest et al,
1997; Bach and Schmitt, 2000, Kubovy and Cohen, 2001) and increased saliency
(Nothdurft, 2000). The variety of perceptual advantages conferred by defining an object
by more than one cue show that cue integration is a real neuro-biological process crucial
to the rapid, efficient workings of our object recognition systems. We confirmed these
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findings using much more complex stimuli than were used in the above studies. We
found that shapes defined by both colour and motion were visible at higher levels of
noise than those defined by one cue alone (Figure 10). This suggests that the brain can
use information from both cues at the same time to improve its shape-discrimination
performance. The improvement in performance obtained was greater than that whieh
would be predicted if colour and motion cues were processed by separate systems
(Figure 11), meaning that there must be some sort of integrative process occurring in the
human visual system.

Interestingly this process is evident even if the information from the two
different cues does not overlap on a fine spatial scale (CMNO condition, Experiment 2).
The improvement in performance obtained when using transmodal shapes was identieal
regardless of whether individual dots carried both the motion and colour signals or
whether these signals were carried by separate populations of dots. This finding is
important as it suggests that cue integration cannot take place using the sort of
mechanisms described by Croner and Albright (1997). These authors studied the
discrimination of the direction of motion of a noisy motion stimulus similar to the
background noise used in my studies. They found that if the signal dots were coloured
differently to the noise dots then the subject’s ability to detect the direction of motion
was greatly increased. They suggest that the brain is able to group together the signals
with the same colour and selectively process the motion of these dots, reducing the
contribution of the background noise to the signal. They propose a mechanism by
which the grouping mechanisms act as a gain control for the inputs into V5 (Croner and
Albright, 1997) so that grouped dots provide a stronger input than non-grouped dots. In
theory these mechanisms could be playing a role in our study, as the brain may be able
to group the dots with the same colour and selectively process the motion of these dots.
This may confer an advantage on the processing of the form defined by these moving
dots. However, grouping mechanisms could not possibly help the detection of form if
the colour and motion signals are separated into different populations of dots.
Therefore, we can confidently exclude the possibility that the grouping mechanisms
described by Croner and Albright play a role in the perceptual advantages enjoyed by
transmodal over unimodal shapes. This does not mean that no grouping processes play
a role in the improved performance in the transmodal condition. Other authors (Moller
and Hurlbert, 1996, 1997) have described grouping processes that function over a much
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larger spatial scale and would therefore be blind to the difference between the CM and
CMNO conditions. Moller and Hurlbert (1996) carried out an experiment with kinetiedot stimuli in wbieb subjects bad to localise a border defined by colour. They found
that localisation of the border was improved if the border fell on a coincident motion
border, suggesting that colour form localisation is improved by grouping-by-motion
mechanisms. These grouping mechanisms may well play a role in the improved
detection of transmodal shapes in my study (see Section 3.5.2.)
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Section 3.3. - The temporal properties
of cue integration.
It is well known that the construction of form by the primate visual system is a
rapid process. Cells in the posterior temporal cortex can respond in a selective fashion
as early as 50ms after the presentation of a stimulus (Lamme and Roelfsema, 2000).
Very complex receptive field properties have been recorded from the temporal cortex of
anaesthetised monkeys and cats (Miyashita, 1993; Tanaka, 1996; Logothetis and
Shinberg, 1996) showing that the construction of receptive field properties does not rely
on attention or even consciousness. This suggests that form processing could be preattentive in nature. The pre-attentive nature of certain form responses can be confirmed
in humans using the visual search paradigm. Visual search is a technique, invented by
Anne Treisman (Treisman and Gelade, 1980), to determine whether a particular cue, or
attribute, is processed pre- or post-attentively. In this task the subject must detect a
target from a background of distractors (Figure 37). In the initial formulation of feature
integration theory (FIT) Treisman stated that simple attributes such as colour, simple
forms and orientation are processed in parallel. This means that the time taken to
perform the search does not depend upon the number of distractors (Figure 37). This
technique has also revealed that conjunctions of these attributes require a serial search
so that the time taken to perform the search increases with the number of distractors
(Treisman and Gelade, 1980). For instance a search for a red letter ‘X’ in a background
of green Xs and red Os requires more time if more distractors are added (Figure 37).
This serial search has since been equated with the mechanisms of spatial attention as
serial search activates the posterior parietal cortex (Corbetta et al, 1995; Shaffitz et al,
2002), an area which is thought to be the locus of the neural mechanisms of spatial
attention. Similarly, TMS over parietal cortex increases the reaction times on serial, but
not parallel, searches (Ashbridge et al, 1997) implicating the posterior parietal cortex in
the mechanisms of the serial search. The conclusion from these studies is that attributes
that can be searched in a parallel fashion do not require attention, and are therefore
processed ‘pre-attentively’, whereas those requiring a serial search do require attention.
This would suggest that form is processed pre-attentively in the human.
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Figure 37. A demonstration of a visual search paradigm, i) A form search task.
The subject must detect the location of the X as quickly as possible. This task is
performed very quickly, the X seems to pop-out from the background of
distracter ‘Os’. The time taken to perform this search does not increase with the
number of distractors, which prompted Treisman to propose that the forms are
processed in parallel, ii) A form and colour conjunction search task. The subject’s
task is to locate the red X . This task is more difficult and the time taken to
perform the search increases linearly with the number of distractors. This was
interpreted to mean that the subjects serially scan through each form until they
locate the target, and therefore if there are more distractors to search through then
the search will take longer (Adapted from Treisman and Gelade, 1980).
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This is not, however, the full story. Only simple forms such as X ’s and G’s or
oriented lines are processed pre-attentively, other forms such as T’s and L’s, that share
many properties, and more complex forms (a good example being chickens versus
chicken like distractors from a study by Wolfe and Bennet, 1997) require a serial search.
So it is not clear from these studies where to draw the line between pre-attentive and
attentive processing.

There is another technique that is also used to determine whether a particular
attribute is processed pre-attentively or not. The ‘Gestalt detection technique’ (Kubovy
et al, 1999; Kubovy and Cohen, 2001) relies on the idea that attentional mechanisms
take some time to engage. The exact amount of time taken to engage attention is
unknown; some estimates can be gained through the extra time needed to complete a
visual search task with the addition of an extra item. Estimates range from 30-60ms for
each additional item, suggesting it may take this long to switch attention between
locations (Wolfe, 1998; Wolfe, 2003). In previous studies using the Gestalt detection
technique, exposures of under 150ms are considered to be pre-attentive, whereas those
over 200ms are considered to allow sufficient time to engage attentional mechanisms
(Kubovy et al, 1999; Kubovy and Cohen, 2001). Therefore we can reveal pre-attentive
processing if we severely limit the amount of time available for processing and study
whether the attribute can still be detected. This can be achieved by showing a stimulus
for a short period then masking the stimulus with a carefully designed mask to curtail
the processing of the stimulus. This is the approach we took in experiment 4a to
determine whether colour and motion integration occurs pre- or post-attentively.

The results from this experiment reveal that our ability to integrate colour and
motion cues is not abolished even at extremely short time-scales. Even at 90ms
exposures the noise threshold for detecting transmodal shapes was lower than for
unimodal shapes. This extreme rapidity suggests that cue integration may occur preattentively. However, one problem with the technique used in Experiment 4a was that
the shape was always presented in exactly the same location. It is reasonable to assume
that subjects will pre-deploy spatial attention mechanisms to the location of the shape
before the trial begins and therefore we cannot say whether cue-integration is pre- or
post-attentive based solely on the results of Experiment 4a. To overcome this problem 1
designed a further experiment in which a square appeared either to the left or right of
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the fixation cross and the subject’s task was to indicate on which side the square
appeared (Experiment 4b). In this experiment the subject cannot pre-deploy attention as
they are unsure as to which side the shape will appear. This experiment also tested
whether the localisation of a shape is improved by defining the shape by more than one
cue. The results from this experiment confirmed the extreme rapidity of cue integration,
with significant improvements in the transmodal condition at exposures of only 68ms,
and even slight improvements at exposures of 45ms (Figure 18). The fact that defining
the square by an additional cue led to such rapid improvements in performance is
evidence that cue-integration can occur pre-attentively. Given that the lowest estimate
for the time taken to shift spatial attention to a target is 30ms and ranges up to 200ms
and that the lower estimates of the time taken to complete an object recognition task is
around 100-150ms (Thorpe et al, 1996), it is unlikely that the subjects’ would be able to
shift their attention to the target and then process the shape in 45ms. Although we
cannot be entirely sure that attention is not required for the integration of colour and
motion form cues, we believe that this is strong evidence that cue integration is a preattentive process.
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Section 3.4. - Cue integration related
activity in the human visual system.
The psychophysical studies discussed above indicate that cue integration is a
very real phenomenon that can lead to dramatic improvements in form processing. The
cortical structures that underlie this process are unknown.

The extreme rapidity with

which cue integration occurs, as well as studies in monkey showing neurons with cue
integrative functions in V2 (Leventhal et al, 1995) suggests that cue integration may
occur in early visual structures. We investigated the site of cue integration in the human
using functional magnetic resonance imaging (fMRI). In Experiment 7 we presented
subjects with shapes defined by either colour, motion or both colour and motion and
searched for areas that were more active when subjects viewed shapes defined by both
cues than either of the unimodal conditions. The results were very conclusive. We
found only one area of the brain with these characteristics - the lateral occipital
complex.

Section 3.4.1. The Human Lateral Occipital Complex
(LOC).
The area that appears to be most specialised for object processing in the human
is the lateral occipital complex. It was first implicated in form processing in a study by
Malach et al (1995), in which it was found to be more active when subjects viewed
complete photographs of objects compared to scrambled objects. The exact location of
this region in the Malach study was on the lateral surface of the fusiform gyrus. It
extended anteriorly into anterior fusiform and posterior temporal regions and dorsally
onto the lateral surface of the occipital lobe. These results were verified by Kanwisher
et al (1996) who found a slightly more ventral and anterior region. Several studies have
since confirmed that a large region of cortex, extending from the lateral occipital cortex
through into posterior temporal regions, can be activated by objects and shapes versus
scrambled controls. The existence of the LOC has also been confirmed by non-imaging
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methods.

Stronger responses to a variety of objects and faces compared to their

scrambled controls were found in the LOC using surface electrodes on human subjects
prior to surgery (Allison et al, 1999; McCarthy et al, 1999). Electrical stimulation and
trans-cranial magnetic stimulation (TMS) experiments in humans have shown that
stimulation of the LOC can interfere with object processing or produce an illusory
perception of objects (Puce et al, 1999; Lee et al, 2000; Stewart et al, 2001). Similarly
there is a large literature of patients with damage to the fusiform and LOC regions who
have a variety of recognition deficits, indicating the important role that these regions
play in object processing (For reviews see Damasio, 1990; Farah, 1992). The LOC
responds to a variety of stimuli including black-and-white photographs of objects
(Malach et al, 1995), line drawings of objects (Kanwisher et al, 1996), objects defined
by different cues (Grill-Spector et al, 1998), shapes defined by illusory contours
(Mendola et al, 1999; Stanley and Rubin, 2003) or even objects that are felt by the
subject but not seen (Amedi et al, 2001).

The internal organisation of the LOC is still a matter of debate. The LOC has
been cautiously subdivided into two subdivisions by Grill-Spector et al (1999): a dorsalcaudal subdivision named LO and an anterior-ventral subdivision dubbed pFs/LOa
(Figure 5). These subdivisions differ in their retinotopy and their responses to changes
in object properties. The anterior region (pFs/LOa) of this complex exhibits no
retinotopy whereas the posterior region (LO) exhibits a crude preference for either
foveal or peripheral stimuli (Tootell et al, 1998b). Both regions respond well to objects
presented in both the contra- and ipsilateral fields (Tootell et al, 1998a; Grill-Spector et
al, 1998;). However, LO is sensitive to changes in object location and size whereas
LOa/pFs is not. This suggests that the more anterior region (which overlaps with the
fusiform face area at its anterior extent) may respond in a more invariant, complex
fashion. Reinforcing this claim is a study by Lemer et al (2001), which has shown that
LOa responses are reduced by scrambling objects into 4 segments whereas LO
responses are only reduced by scrambling into 16 fragments. This study suggests an
anterior-posterior axis along which more holistic responses are found anteriorly whereas
more fragmented responses are situated posteriorly. A further question is whether there
is any ‘objectotopy’ within the LOC, i.e. is the LOC organised into sub-regions
responding to different classes of objects? Some studies have found no evidence for
such organisation (Ishai et al, 1999; Haxby et al, 2001), these studies propose that
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objects are represented by a distributed network of neurons within the LOC. Others
have proposed distinct regions responding to specific classes of objects (Spiridon and
Kanwisher, 2002). Both schools of thought agree that the representation of faces is a
special case with a much more restricted region of cortex, the FFA, responding
specifically to faces (Kanwisher et al, 1997).

Left
(mm)

y (mm)

z (mm)

-41 ± 5

-77 ± 6

3±7

-36 ± 7

-71 ± 7

-38 ± 5

-50 ± 6

X

LO

Right
y (mm)

z (mm)

40 ± 6

-72 ± 7

2±5

-13 ± 5

37 ± 5

69 ± 7

-10 ± 4

- 17 ±5

33 ± 4

-47 ± 6

-14 ± 4

X

(mm)

(posterior)

LO
(anterior)

LOa/pFs
(centre)

Table 4. The co-ordinates of the LOC in Talairach space. The LOC can be
defîned by three sets of co-ordinates, the dorsal-posterior vertex and the anteriorventral vertex of LO and the centre of LOa/pFs. These co-ordinates were derived
from four subjects taking part in a face vs. scrambled face and cars vs. scrambled
cars experiment (Grill-Spector et al, 1999; Grill-Spector and Malach, 2001). The
values are given in standard Talairach space (Talairach and Tournoux, 1988),
uncertainty vales given are the standard deviations in mm.

Currently, due to the laek of reliable retinotopic organisation, the LOC has to be
identified by funetional means. The standard teehnique used in the literature is to define
the LOC as the region of lateral eortex that gives greater responses to objeets than to
their serambled controls (Malach et al, 1995; Grill-Spector et al, 1999). At present
there is no reliable way of distinguishing between LOa and LO other dividing the LOC
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into two regions, one on the lateral surface, LO, and one on the ventral surface,
LOa/pFs. During the course of my studies I have used both shape vs. coherence
functional localiser scans as well as Talairach co-ordinates to identify the location of the
activations found in my studies. Talairach co-ordinates are a reasonable way of
identifying higher visual areas as the position of different areas does not vary massively
across subjects (although there is some variation) and specialised areas can normally be
tied to specific anatomical landmarks. The LOC has been defined by three sets of
coordinates by Grill-Spector et al (1999; Grill-Spector and Malach, 2001) and these are
given in Table 4. These are the values that we have used to compare the co-ordinates of
our activations, which have also been normalised into Talairach space (Talairach and
Tournoux, 1988).

Section 3.4.2. Cue integration related activity in the
LOC
In our study we found two locations that showed integration related activity.
We defined integration to be a significant increase in response in the transmodal
condition compared to both unimodal conditions individually. It is important to note
that we did not compare the transmodal response to the mean unimodal response as this
comparison could be biased by an area such as V5 that responds well to motion defined
shapes but not colour defined shapes. A true integration area should respond reasonably
well to shapes defined by either colour or motion, and then significantly more strongly
to shapes defined by both. Previous studies of integration in other modalities have used
super-additivity of responses (i.e. the transmodal response is greater than the sum of the
unimodal responses) to indicate integration, for reasons discussed in figure 38.
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Figure 38. Models for integration areas, i) A model of a ‘true’ form integration
area. The neurons in this region are tuned for particular forms and are cueinvariant so that the same neurons respond to an object regardless of whether it is
defined by colour and motion, ii) A ‘false’ integration area that contains a mixture
of cue-variant cells tuned to particular forms. The colour and motion information
remains in separate neural populations, iii) Predicted BOLD responses obtained
under different conditions. Both true and false integration areas would give equal
responses to transmodal stimuli (Additive response). Conclusive evidence for an
integration area would be a super-additive response where the response to the
transmodal stimulus is greater than the sum of the unimodal responses. A super
additive response may be physiologically unrealistic due to ceiling effects in either
the BOLD signal or the underlying neurons.

This may lead to transmodal

responses that are less than the sum of the unimodal responses.

We decided not to impose this restriction on our definition of integration, as
super-additivity may be a physiologically unrealistic demand. There is no reason why
an integration area, given a transmodal stimulus, should not simply give a response
equal to the sum of the unimodal conditions. In fact, due to ceiling effects both in
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neural firing and the BOLD response, it is more likely that an integration area would
give a response that is less than the sum of the unimodal responses. Because of this
restriction we must be specific about what we refer to as ‘integration specific activity’.
We cannot say that colour and motion form has been integrated into the same neural
population for the reasons discussed in Figure 38. Instead we can only say that colour
and motion form information has come together in some way in areas showing
integration specific activity.

In this study the two activations showing significant cue integration activity
were centred on Talairach co-ordinates (46, -66, -16) and (50, -72, 6). Referring back to
the list of co-ordinates defining the LOC in Table 4 we can see that both these
activations fall within the LOC, although the more dorsal activation is slightly more
lateral to the activations found in previous studies (Grill-Spector et al 1999; GrillSpector and Malach, 2001) studies. More specifically, both these activations fall within
LO, the posterior sub-division of the LOC. As this region has not previously been
subdivided we shall simply refer to these activations as LOd (dorsal) and LOv (ventral).
To gain a more detailed knowledge of the anatomy of this region we carried out further
localiser studies on two subjects. The detailed anatomical studies revealed that the peak
of the integration related activity for each subject always fell within the region activated
by shapes compared to coherence (Figures 25 and 26). Previous studies that have used
functional studies to localise the LOC have used objects versus scrambled objects
(Malach et al, 1995; Grill-Spector et al, 1999; Lemer et al, 2002, Avidan et al, 2002), a
contrast which reveals two activations: LO on the lateral surface and just extending onto
the ventral surface and LOa/pFs entirely on the ventral surface and extending anteriorly
into the fusiform gyrus. We believe that our shape vs. coherence localiser reveals only
the posterior subdivision of this region, LO. This is because the region we reveal is
largely on the lateral surface (Figures 25 and 26) with Talairach co-ordinates consistent
with LO (Table 1). Also LO is thought to be involved in intermediate object analysis
whereas LOa/pFs is more involved in global object analysis. Therefore simple shapes
are more likely to activate LO rather than LOa/pFs. While we originally referred to the
two separate group activations as LOd and LOv, we found that we could not reliably
observe both these activations in different subjects. Instead we found there was always
a region of LO, towards the anterior part of this region, which showed integration
related activity.

For this reason we shall simply refer to this region as LO.

The
128

responses from LO show that it responds well to shapes defined by either colour or
motion, but responds significantly more strongly to shapes defined by both. This result
was found in 4 out of 5 subjects, indicating that it is a reliable observation. The activity
in this region showed significant correlations with the shape discrimination performance
of the subject (Figure 27), confirming that this region may be responsible for processing
simple shapes (Grill-Spector et al, 2000).

To our knowledge this is the first demonstration of any area giving greater
responses to forms defined by multiple cues in the human. This result is consistent with
previous views of the function of the LOC which have suggested that it integrates local
border cues together to form a representation of the global shape (Lemer et al, 2002),
although a recent study has suggested that early visual areas may also play a role in this
process (Kourtzi et al, 2003). It is interesting to note that we find no integration related
activity in V2, unlike the studies of Leventhal et al in monkeys and cats (1995). There
are several differences between these two studies, not least the difference in species and
experimental technique that might account for the different result.

Importantly

Leventhal et al did not use oriented bars defined by color in their experiments; color and
motion are thought to be most separate in terms of their cortical representation (Zeki
1978a; Shipp and Zeki, 1985; Zeki and Shipp, 1988; Schiller et al, 1990; Zeki et al,
1991) and integration of shapes defined by these cues might occur in a different area of
the visual system. Furthermore, in our experiment the shape stimuli used are quite poor
stimuli for activating early visual areas compared to the oriented bars used in the
Leventhal et al study. It is interesting to speculate whether the focus of the integration
related activity would shift to earlier visual areas or whether it would remain in LO if
the stimuli were changed to a simpler form.

Section 3.4.3 - Does LO contain cue invariant neurons?
Our initial finding that LO shows significant cue integration related activity
suggests that it contains cue-invariant neurons, i.e. neurons that respond both to color
and motion cues. However, this result is also consistent with an alternative explanation,
that LO contains two intermingled populations of neurons that respond to shapes
defined by only one of the cues. Due to the poor spatial resolution of fMRI (on the
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order of mm) the BOLD responses from these separate populations of neurons would be
combined leading to the plausible interpretation that the area shows cue integration
related activity (Figure 38). To test between these two explanations we used an fMR
adaptation paradigm. fMR adaptation is a new technique that allows the poor spatial
resolution of fMRI to be overcome by targeting specific groups of neurons within a
particular area (Grill-Spector et al, 1999; Grill-Spector and Malach, 2001). The roots of
this technique lie in the behavioural phenomenon of visual repetition priming (Buckner
et al, 1998; Wiggs and Martin, 1998). Repetition priming is a form of memory by
which repeated stimuli enjoy perceptual advantages (e.g. faster reaction times) over
novel stimuli (see Schacter and Buckner, 1998 for a review). Correlates of perceptual
priming exist in single neurons in the monkey that show reduced responses (response
suppression) when the monkey views a repeated item (Brown et al, 1987; Baylis and
Rolls, 1987)). Several studies have also shown reduced BOLD responses in high-order
visual areas when human subjects view repeated visual stimuli (Buckner et al, 1998;
Henson et al, 2000).

The reason for this reduction was not entirely clear but was

proposed to reflect a sharpening of the response to an object by discarding neurons
tuned for features that were not essential for recognising the object. In this way, the
response to a repeated object becomes sparser, and therefore more rapid and robust
(Desimone, 1996).

This mechanism may well underlie the long-lasting effects of

repetition priming, but a more simple explanation for a reduction in BOLD signal when
subjects view consecutive repeated stimuli was proposed by Grill-Spector et al (1999),
who equated the reduction with the normal mechanisms of neural adaptation.
Adaptation is the mechanism by which a neural system can disregard non-changing
elements in their inputs and facilitate the response to changes. It is a fairly ubiquitous
property of neural systems and is responsible for a number of well-known visual
illusions such as the waterfall effect (If you stare at a waterfall for a period of time the
neurons responding to downwards motion will adapt; if one then stares at a non-moving
stimulus it will appear to move upwards. This motion after-effect has been shown to be
due to neural adaptation rather than increased firing in V5 by Huk et al, 2001 ). If
neural adaptation is the reason for the reduced response to repeated stimuli then it opens
up the possibility of interrogating neural populations at sub-voxel resolutions. This has
been achieved by either adapting with a constant stimulus then changing a stimulus
property and measuring recovery from adaptation (Kourtzi et al, 2003) or by alternating
between different versions of a particular stimulus and measuring the amount of
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adaptation compared to a non-adapting control (Grill-Spector et al, 1999). This latter
approach was the one we adopted in our studies.

In our study, LO showed maintained adaptation if the cue that defined the shape
alternated between color and motion. The level of adaptation produced in LO by shapes
defined by alternating cues was the same as that produced when the cue remained
constant.

This strongly suggests that LO does contain cue invariant populations of

neurons and provides evidence that the extra activity seen in LO in the transmodal
condition is due to cue integration rather than the summed response of separate
populations of cue variant neurons. The opposite response was observed in a bilateral,
more ventro-medial region at the border between LO and the fusiform gyrus (Figure
28ii). This region gave responses consistent with a mixture of shape-selective neurons
that only responded to shapes defined by one cue. We examined the location of this
region in individual subjects and found that it actually fell within LO and overlapped
with regions showing a cue-invariant response in some subjects, whereas in others it
was clearly separate, falling within the LOa/pFs (Figure 32). This suggests that LO and
LOa/pFs may possibly contain both cue variant and cue invariant neurons. Such a result
would explain why we did not observe any regions of the cortex showing cue-specific
form responses in Experiment 5 (barring V5) as a region of cortex containing a mixture
of cue-variant neurons would give equal responses to both colour and motion defined
forms (as was the case in the LOC in Experiment 5). It also suggests that the cueinvariant neurons in LO may be formed from inputs taken from within the LOC itself.
This would be consistent with our view that cue integration occurs in LO. Of great
interest is how the cue-variant neurons in LO/LOa/pFs are formed, as we found only
one region of cortex that exhibited adaptation characteristics consistent with a mixture
of cue variant neurons. This leaves us with the question of whether there are neurons in
lower visual areas that are cue-variant. Such neurons would not show up in classical
fMRI studies, nor would they show up in our study as we use complete shapes that are
not particularly good at activating low-level visual areas (Murray et al, 2002). The
presence of cue-variant responses in the LOC implies the presence of cue-variance in
lower visual areas, suggesting that the form system may not be entirely cue invariant
after all.
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Section 3.4.4 - Homology between LOC and occipito
temporal regions in the macaque monkey.
As previously stated there is no clear homology between the LOC and a
particular region of macaque cortex. There are however, several similarities between
the properties of the LOC in human fMRI studies and the properties of single neurons in
macaque occipito-temporal regions, particularly V4 and the inferior temporal cortex
(IT). In this section we examine the similarities and differences between these regions.
When discussing homology between the LOC and macaque visual areas, we cannot
compare the anatomical connections that these areas make as we have absolutely no
knowledge of the connections of the LOC in humans. Hopefully in vivo fibre tracing
techniques such as diffusion tensor imaging (DTI) will ultimately bring us some
answers about this question but until then we must rely on a comparison between
physiological properties. First we shall focus on the known properties of the LOC and
then we shall examine the properties of V4 and IT in the macaque.

A previous fMR adaptation study of the LOC focused on the presence of view,
size and position invariant neurons (Grill-Spector et al, 1999) and found that the
anterior regions of the LOC, (LOa/PF), did contain position and size invariant neurons
but that the posterior region (LO) contained far fewer. This lead to the subdivision of
the LOC that we have adopted during our studies. In our adaptation study we find that
LO contains cue invariant neurons, so while LO neurons remain sensitive to changes in
the position or size of an object they are indifferent to changes in the cue that defines
the object. This result provides further support for the subdivision of the LOC into two
main areas, LOa/PF and LO:

LO is specialised fo r the processing o f intermediate shapes and object fragments
(Grill-Spector et al, 2001; Kourtzi and Kanwisher, 2001; Lerner et al, 2001), it is
sensitive to changes in illumination and viewpoint and is more sensitive to changes in
size and position than more anterior regions (Grill-Spector et al, 1999).

LOa/pFs

processes more complex objects (including faces at its anterior extent, Kanwisher et al,
1997) and is largely invariant to changes in object properties.

It is insensitive to
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changes in position and size and less sensitive to changes in viewpoint and illumination
than LO.

The main region showing sensitivity to objects in the macaque is the inferiortemporal cortex (IT).

IT neurons show marked selectivity for the shape of objects

(Gross, 1972; Desimone et al, 1985; Tanaka et al, 1991, Kobatake and Tanaka, 1994;
Logothetis and Shinberg, 1996) and the neural responses of this region are reduced by
image scrambling in the same way that BOLD responses from the LOC are reduced
(Vogels, 1999). Also, neurons in this region can be insensitive to changes in viewpoint,
responding well to familiar objects from a variety of viewing angles (Booth and Rolls,
1998), although the number of such view-invariant neurons is quite small (Logothetis et
al, 1995).

The presence of small numbers of view-invariant neurons implies a

homology with LOa/pFs in the human, which has been shown to have a small
insensitivity to viewpoint changes (Grill-Spector et al, 1999). Similarly IT has been
shown to contain a mixture of neurons responsive or insensitive to changes in the retinal
position of an object and LOa/pFs has moderate insensitivity to retinal position changes.
Crucially, face specific responses have been observed in IT neurons (Perret et al, 1982)
and the anterior part of the LOa/pFs has similar properties in the human.

These

consistencies between the proportions of neurons in IT having particular properties and
the corresponding response of LOa/pFs in the human suggests that these regions may be
homologous, although it is not clear that there is any homology between IT and the
more posterior LO.

One area that may show some homology to LO in the macaque is V4. There are
many noticeable differences between the properties of LO and V4. Firstly V4 (in both
humans and monkeys) is retinotopically organised (Zeki, 1977; Van Essen and Zeki,
1978; Wade et al, 2002) whereas LO shows only a very weak retinotopy with some
parts showing a preference for foveal or peripheral stimuli (Tootell et al, 1998b).
Secondly V4 is highly colour sensitive (Zeki, 1973, 1977) whilst no study of LO has
ever revealed any colour sensitivity. Interestingly V4 itself is a complex of two areas, a
posterior area, V4, and an anterior region named V4A in the macaque (Zeki, 1977; Zeki,
1996), although this area is also referred to as TEO (Boussaoud et al, 1991). V4A has a
much coarser retinotopic organisation (Van Essen and Zeki, 1978) but it still contains a
large number of colour selective neurons.
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So from initial impressions it seems unlikely that LO shares any homology with
regions in the V4 complex at all. However, there are some similarities between these
two regions. V4 and V4A neurons have been shown to be form sensitive (Desimone et
al, 1985; Desimone and Schein, 1987) and the V4 complex is widely regarded to be the
site of intermediate form processing in the macaque, as the LOC is regarded in the
human. V4 neurons have been shown to be tuned for aspects of stimulus shape
(Desimone and Schein, 1987; Gallant et al, 1993; Kobatake and Tanaka, 1994). In line
with these properties, lesions of V4 cause deficits in form processing such as an
inability to judge the orientation of illusory contours (De Weerd et al 1996) or borders
defined by texture patterns (Merigan, 1996). So V4 presents us with a problem. It
undoubtedly has several properties that are not consistent with homology with LO, but
it also responds to intermediate forms in a similar manner to the form responses of LO.
The concomitant sensitivity of V4 to colour and shape may be explained by anatomical
subdivisions within V4 itself with cells showing a strong selectivity for colour and
wavelength or orientation and luminance being grouped together in patches (Zeki, 1977;
Zeki, 1983a; Desimone and Schein, 1987). It is possible that, in the human, this form
subdivision of V4 has become an entirely separate area, the neighbouring LO region.
This would be consistent with the continued lack of evidence for form selectivity in
human V4, despite the proposed homology between human and monkey V4 (Lueck et
al, 1989). In summary it seems fairly clear that the anterior LOa/pFs region has similar
properties to the IT region in the macaque. The posterior region of the LOC is much
more difficult to place and perhaps is a novel area in the human visual system that is not
present in the macaque, with properties similar to the form properties of the V4
complex.
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Section 3.5. - The mechanisms of cue
integration.
Section 3.5.1. Cue integration is stimulus specific.
The evidence reviewed above suggests that area LO acts as the site of
integration for color and motion form information. The experiments used to reach this
conclusion used simple shape stimuli; such stimuli are preferred by area LO compared
to more complex forms such as faces and to more simple forms such as edges and
borders. We were interested in generalising our findings to other forms such as
complex objects and faces. To this end we repeated Experiment 7, but this time using
faces rather than simple shapes. The faces we constructed (Figure 34) are interesting as
they are composed of simple shapes, but to perform the face discrimination task the
subject must integrate the various simple shapes together to form a face. The question
we addressed using these face stimuli was whether LO acts as a general site of
integration for colour and motion cues or whether we could form a more general rule
that colour and motion form cues are integrated by the area specialised for processing
the relevant form. If this general rule is correct then we predict that the site of
integration for faces defined by colour and motion will be the fusiform face area (FFA),
an area well known to be specialised for processing (even very symbolic) faces
(Kanwisher e? fl/, 1997).

We found that the only area of the brain that was significantly more responsive
to faces defined by both colour and motion compared to either alone was the left FFA.
As we did not carry out an adaptation study on these stimuli we cannot say whether this
integration occurs in the same neural population, but we can say that colour and motion
face form information does come together in some way in the left FFA. We found no
such evidence for integration in LO at the co-ordinates taken from Experiment 7,
suggesting that cue integration does not take place in this region when face stimuli are
used, even though the faces were constructed from simple shapes. Taking the results
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from Experiment 7 and Experiment 9 together, it is clear that cue integration occurred at
different sites in each experiment. If the stimuli to be discriminated were simple shapes
then the area giving the strongest response to simple shapes compared to noise (LO)
was the site of integration. Conversely if the stimuli to be discriminated were faces then
the site giving the strongest responses to faces became the site of integration (the FFA).
These observations allow us to construct a hypothesis that cue integration occurs in the
area specialised fo r processing the relevant form.

This rule has an interesting consequence. If we had used simpler forms such as
edges or oriented bars then this rule predicts that the site of cue integration would shift
further upstream to V2 or VI where such simpler forms are thought to be processed
(von der Heydt and Peterhans, 1984; Van Oostende et al, 1997; Adams and Zeki, 2001 ;
Vanduffel et al, 2002). Yet both faces and shapes contain edges and borders and no
such integration effects were observed in early visual areas. This observation may be
explained by the theory of processing and perceptual sites (TOPPS) developed by Zeki
and Bartels in a series of papers (Zeki and Bartels, 1998; Bartels and Zeki, 1998; Zeki
and Bartels, 1999). In this theory the visual system is organised into multiple, parallel,
functionally specialised streams. Within each stream exists a set of nodes that carry out
a particular process. Each stream contains an essential node, which contains neurons
that carry out the processing essential for the perception of a particular visual attribute
(e.g. V4 is the essential node for colour). If an essential node is damaged then our
perception reflects the processing that takes place in nodes at earlier stages of the
stream. For example, if V4 is damaged, the colour perception of the subject reflects the
known properties of VI and V2, i.e. it is sensitive to changes in illumination (Zeki,
1990a). In the form system there is a hierarchy of processing, from simpler forms in
early retinotopic regions, to more complex forms in the LOC and temporal regions
(Lemer et al, 2001). TOPPS suggests that several essential nodes exist in the form
system for the processing of different types of form, e.g. the FFA is the essential node
for the processing of faces, whereas for shapes it is LO (interestingly, both these nodes
fall within the LOC). If these nodes are damaged, then the resulting perception of form
reverts back to that which reflects the processing in earlier stages, i.e. a piecemeal
perception of the visual scene, with no completed objects. Such a perceptual report is
often observed in cases of object agnosias resulting from damage to the occipito
temporal cortex (see Humphreys and Riddoch, 1987, for a particularly compelling
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example). We have found that the site of integration is same as the relevant essential
form-processing node. From this observation we can cautiously suggest that cue
integration occurs in neurons, which are in some way essential for our perception of
form. O f great interest is whether the LOC (including the FFA) acts as the only essential
node in the form system or whether the perception of simpler edges and borders
correlates with neural activity is earlier cortical regions. This could be determined using
methods similar to that employed by Grill-Spector et al (2000), or those employed in
Experiment 7 in this study, to determine which areas have neural activity which
correlates with perceptual performance for edges and incomplete shapes. From the
results of this experiment we would be able to predict whether cue integration always
occurs in some part of the LOC or whether it can occur anywhere in the form hierarchy.

Section 3.5.2. Feedback and feedforward connections
in the visual system.
Cue integration occurs extremely rapidly and appears to be one of the many
processes that can occur pre-attentively. Early studies on pre-attentive versus attentive
vision presumed that pre-attentive processes occurred in early visual areas (Treisman
and Gelade, 1980). However, as we have seen, cue integration does not produce any
extra activity in early visual areas. Instead cue integration produces stimulus-specific
activity in later, form specific areas, where receptive fields are larger (Smith et al,
2001). More recent studies have found that pre-attentive processes have properties
similar to high-level visual areas. If objects are presented in rapid succession, subjects
are able to identify the category of a stimulus (e.g. whether it was an animal or a tool) at
exposures as brief as 100ms per picture (Potter, 1976). But they are unable to identify a
repeated object despite changes in viewpoint, size and orientation (Kanwisher, 1987).
These studies suggest that the earliest form discrimination processes are those at the
highest level (categorisation) whilst the details of the image remain inaccessible.

Although it seems strange that a surprising amount of information is available
about a form with no knowledge of the details it is consistent with the results of visual
search paradigms and the guided-search theory (GST) of Jeremy Wolfe (Wolfe et al.
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1989). GST proposes that the initial pre-attentive processing of a scene can be used to
guide the later searching of the scene at a finer spatial scale. This idea was proposed to
account for visual-search results that could not be explained by Treisman's FIT. Visual
search paradigms have revealed that if the difference in the form between the target and
the distracter is fairly large then the search can be performed in a parallel fashion
(suggesting a pre-attentive process), whereas forms with only small differences have to
searched in a serial fashion (Figure 39). This suggests that global form can be
processed pre-attentively whereas distinguishing fine spatial details (the domain of early
areas) requires attention.
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Figure 39. Global and local forms in visual search. In this visual search task the
house ‘pops-out’ from the faces indicating that it can be seen pre-attentively
whereas the face with no nose does not ‘pop-out’ indicating that a serial search is
required to see the small change in form. (Adapted from Hochstein and Ahissar,
2002).
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So, strangely, pre-attentive processes have properties similar to high-level visual
areas (global form, categorisation), whereas attention is required to access details that
are processed by early visual areas (small differences in orientation). This suggests that
form is extracted first at a global level and then at a fine spatial scale, a reverse of the
normal hierarchies proposed by Hubei and Wiesel. The idea that the object recognition
system proceeds from coarse to fine spatial details has been proposed by Hochstein and
Ahissar (2002) who have coined the Reverse Hierarchies Theory (RHT). They propose
that form processing proceeds forwards through the hierarchy entirely automatically and
pre-attentively to trigger higher visual areas. They then state that our first percept is that
of the activity at higher levels with further details being added as attention is focussed
on earlier visual areas.

The idea that the visual system may first start with processing on a course spatial
scale then proceed to finer details is not new. The idea has been developed in the field
of binocular fusion by Marr and Poggio (1979) on the basis that matching two images
from the different eyes is easiest at low spatial frequencies. This is because sharp edges
get blurred and therefore small displacements of the image are less likely to destroy
matches between the images (Figure 40). This theory has recently been experimentally
validated by Menz and Freeman (2002) who have shown that in the cat’s visual system,
cells in Area 17 (the primary visual cortex) respond at different latencies according to
their disparity resolution. Those with high resolution responded at longer latencies than
those with low resolution suggesting the cortex responds first to coarse spatial scale and
then to fine. A coarse-to-fine hierarchy was also proposed in computational models of
the form system by Grossberg in the late 1980s (Carpenter and Grossberg, 1987;
Grossberg, 1988). Such a coarse-to-fine hierarchy has been proposed to account for
psychophysical data showing that responses to low spatial frequency filtered images are
faster than to high spatial frequency images (May et al, 1990; Parker et al, 1992). The
same benefits of using low spatial frequency information might apply to cue integration.
We could envisage a form system integrating colour and motion defined forms first at
low-spatial frequencies and then using this integrated form representation as a guide for
higher spatial frequency form analysis. However, some studies of reverse processing in
the visual system have suggested that the initial, coarse form representation is colour
blind and is based largely on the responses of the M pathway (Delorme et al, 2000).
Originally it was thought by some that neural processing in the ventral stream was
139

derived entirely from the P pathway (Livingstone and Hubei, 1988). More recent
studies have shown that ventral cortical areas receive inputs from both the M and P
pathways, opening up the possibility for M pathway driven form responses (Ferrera et
al, 1994). It is known that the latency of neural firing in the M pathway is less than that
in the P pathway by around 10ms in the LGN (Maunsell et al, 1999) and at the level of
layer 4C (Maunsell and Gibson, 1992). The characteristics of the M pathway are ideal
for motion processing. Neurons purveying M pathway information respond to lowspatial frequencies and are blind to wavelength differences. These characteristics make
this pathway ideally suited to convey a rapid, low-spatial frequency form signal to the
ventral areas of the cortex. But if this is the case, then we should not expect to see
colour and motion integration in the earliest responses in the form system.
Physiological evidence that the early, coarse form signal is sensitive to colour comes
from a study by Edwards et al (2003) who have shown that the earliest form responses
in macaque IT cortex are strengthened if the object is coloured compared to greyscale or
false-coloured images. This physiological study stemmed from psychophysical
evidence showing that reaction times are faster to appropriately coloured images than to
their greyscale counterparts (Price and Humphreys, 1989; Lee and Perret, 1997). This
result agrees with our finding that adding additional cues to an object imbues this object
with perceptual advantages. It is therefore entirely possible that high-level form areas
such as IT in the monkey or the LOC in humans have very rapid, low spatial frequency,
colour sensitive responses.
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Figure 40. A demo of the advantages of matching low spatial frequency images. If
two high spatial frequency images (i) are misaligned then a match will only be
found if the two images are exactly aligned. If, however, two low spatial frequency
images (ii) are misaligned then, because of the spatial blurring, an approximate
match can be made even if the two images are not exactly in realigned. This
approximate match can then be used as a guide to matching at a higher spatial
frequency as suggested by Marr and Poggio (1979).

The idea of coarse-to-fine processing has also influenced the highly related field
of image segmentation. Moller and Hurlbert, 1997, have suggested that image
segmentation occurs first at a global level and then proceeds to a fine level. They used a
colour or motion form detection task in which subjects had to localise broad or narrow
targets to the left or right of fixation. They found that two segmentation processes were
in operation, a fast, region based process that works on a coarse spatial scale and a slow,
local border detection process that works on a fine spatial scale. Once more, the
implication is that the visual system proceeds in a coarse to fine direction. This coarse
segmentation mechanism may well be the same process as cue integration. It occurs on
a similar time scale and produces improved detection and localisation of forms defined
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by colour and motion. This would suggest that this region-based segmentation
mechanism exists in the LOC.

i)

+

ii)

+
Figure 41. The task used by Moller and Hurlbert. The subject’s task is to indicate
on which side of the fixation cross the green band appeared. This task relies upon
the subject being able to distinguish the edges of the border. If the task was
achieved by edge detection mechanisms then the narrow target (i) should be easier
to detect as there are two edges close to the fixation cross where visual acuity is
higher, whereas for the broad target (ii) the far edge is further away from fixation
and therefore more difficult to detect. In fact the broad target is easier to detect
indicating that region-based processes that work at coarser spatial scales are
primarily involved in this task.

Direct evidence that the LOC is responsible for carrying out coarse, regionbased image segmentation comes from an interesting recent study by Stanley and Rubin
(2003) on illusory contours. Previous imaging studies of illusory contours have found
activity in the LOC when subjects view illusory contours defined by Kanizsa figures
compared to their controls (Hirsch et al, 1995; Mendola et al, 1999). It is not clear from
these studies whether the LOC was responding to the illusory contour or the completed
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surface enclosed by the contour (Figure 42) so Stanley and Rubin devised a stimulus in
which an illusory surface, but no illusory contours, is formed (Figure 42). This stimulus
produces a sensation of a poorly defined but salient ‘region’ that ‘pops-out’ of a visual
search task compared to distracter regions, indicating that illusory surfaces can probably
be formed pre-attentively (Gumsey et al, 1996). These illusory surfaces produced
robust activation in the LOC, indicating that this region may be involved in processing
regions of space that form a surface. Stanley and Rubin suggest that these ‘salient
regions’ are then used to guide resource intensive contour processing in earlier visual
areas, leading to the formation of illusory contours in normal Kanizsa figures.

Figure 42. Kanizsa figures. The figure on the left is a standard Kanizsa square.
Illusory borders can be seen along the edges of the square. On the right is a
modified Kanizsa square, no illusory borders can be seen although the subject still
perceives a reasonably salient square. (Adapted from Stanley and Rubin, 2003).

From the studies reviewed above it is clear that there is converging evidence that
the earliest responses of the form system may arise in high-level areas. The advantage
this confers is that the rough, global form that is processed in high-level areas can be
used to guide further processing through attentional modulation and feedbaek
connections to earlier visual areas. Physiological studies of the difference between
early and late processing in early visual areas have provided much support for this
theory. Lamme and Spekreijse (1998) have shown that the difference between the
optimal and non-optimal orientation for a VI neuron is evident in the transient, early
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response of the cell consisting of the first few spikes. However, more complicated
differences such as whether the receptive field of the neuron lies on a figure or on the
background arises much later (after 100ms or more). Similarly Lamme and Roelfsema
(2000) have used a curve tracing task to show that the difference between a VI neuron
with a receptive field lying on a path that has to be traced compared to one on a
distracter path can arise extremely late (greater than 200ms), whilst the initial responses
of the neuron are identical in both cases. These studies show that the initial response of
VI cells differentiates between simple form differences such as orientation, whereas
later responses can differentiate between attended and non-attended objects, between
figure and ground and relay contextual information (Zipser et al, 1996). These late
responses are thought to arise due to feedback connections fi’om higher areas, although
it is possible, but unlikely, that they may arise through internal interactions within VI.

Lamme believes that these early and late responses represent two very different
modes of vision (Lamme and Roelfsema, 2000). He equates the early transient response
with the rapid feed-forward sweep though the visual system and the later modulation in
firing rate with attention-dependent feedback processes. Although it is not entirely clear
at present, there are many similarities between the properties of the initial feed-forward
sweep and pre-attentive vision, suggesting that the feed-forward sweep may be the
physiological correlate of pre-attentive vision as suggested by reverse hierarchy theory
(RHT). It appears that cue integration is part of this feed-forward sweep. In our early
perception of objects, colour and motion are fully integrated indicating that cue
integration has occurred. The timescale over which cue integration occurs indicates that
it does not rely upon feedback mechanisms into early visual areas that take sometime to
develop (Lamme and Spekreijse, 1998). The fact that cue-integration occurs preattentively may explain why we see no extra activity in early visual areas. Form
information is fed-forward rapidly to form-specific regions with relatively large
receptive fields. It is in these regions, where the integration occurs leading to our
perception of a fully integrated object. This also explains why performance on the
CMNO condition was identical to that in the CM condition in Experiment 2. If cue
integration occurs in regions with relatively large receptive fields, processing objects at
a coarse spatial scale, then they will be blind to the fine spatial differences between the
CM and the CMNO condition.
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Section 3.5.3 - Latéralisation and possible confounds.
The site of eue integration in Experiments 7 and 9 differ not only in their
location in the form processing system but also in their latéralisation. Shape-specific
cue-integration activity was heavily right lateralised whereas face-specific cueintegration related activity was heavily left lateralised. The reason for this latéralisation
is unclear. It is certainly not a product of an underlying latéralisation of the processing
of the form per se as both shapes and faces produced bilateral activations (Figure 19).
Similarly it does not appear to be some sort of attentional effect as attention to forms
also produced bilateral activity in the parietal cortices.

Previous studies of the processing of faces and objects have also revealed
latéralisation effects. The most heavily studied of such cases is that of face processing.
Event-related potentials (ERF), behavioural and PET studies have shown that the right
FFA tends to be involved in the holistic processing of faces including facial recognition,
whereas the left FFA may be more involved in the processing of the features of the face
(Rhodes, 1985, Rossion et al, 2000). Similarly the right hemisphere appears dominant
in the identification of objects. These findings may explain the pattern of results seen in
our study. The face stimuli consisted of simple shape elements and to perform the
discrimination task the subject had to distinguish the features of the face; this fits with
the proposed dominance of the left FFA in the processing of face features. Our shape
stimuli did not have any internal features and therefore the discrimination task could be
achieved through identification of the whole object. This would explain the recruitment
of the right LO which appears to be more involved in identification and holistic
processing.

The latéralisation of cue integration is not fully explicable but the pattern of
activations seems to fit with current theories of differences in form processing between
the hemispheres. The fact that cue integration is lateralised also provides an argument
against the idea that the activity we have observed is purely due to attentional effects.
One problem with both Experiments 7 and 9 is that subjects correctly discriminated
more shapes in the transmodal condition than either of the unimodal conditions. We
addressed this problem by modelling the subject’s discrimination performance in
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several different ways so that any variance due to differences in task difficulty should be
removed from the analysis. Even with this control there is still the possibility that the
increased responses in LO and FFA were due to attentional enhancement of the
responses of these regions during transmodal conditions when the shapes/faces were
more clearly visible. If this were the case then we would have expected to see bilateral
activations in both LO and the FFA as both regions respond bilaterally. Instead we
observe a heavily lateralised response, indicating that the extra activity we see in the
transmodal condition is not due to simple attentional enhancement but rather to cue
integration.

Section 3.5.4 - Proposed model for cue integration.
Putting together the results of all the experiments in this study we can propose a
model of how cue integration improves the processing of form in a visual scene. Firstly
the visual scene is processed in a pre-attentive feed-forward sweep. This processing
involves only the classical receptive fields of neurons (Lamme and Roelfsema, 2000).
Excitatory and inhibitory feed-forward interactions allow complex receptive fields to
develop as the feed-forward sweep progresses through the form hierarchy leading to
neurons tuned for complex forms such as faces (Oram and Ferret, 1992). The speed of
this feed-forward sweep is very rapid, neurons at the next level in the hierarchy fire only
10ms after the first spikes are seen in the previous level. This means that neurons in
high levels can be triggered before much intra-area processing takes place. Receptive
fields increase in size throughout the hierarchy as spatially misaligned receptive fields
from lower levels are summated. This leads to processing of form on a coarse spatial
scale extremely rapidly.

This early processing gives a ‘first-guess’ of an object’s form (Moller and
Hurlbert, 1996; Moller and Hurlbert, 1997; Bar, 2003). It appears cue integration takes
place even at this early stage of form processing, as transmodal shapes are localised
more easily than unimodal shapes even at 45ms exposures and discriminated more
easily at 90ms exposures. Therefore cue integration is part of the process involved in
forming a rough draft of the location and form of the objects present in the visual scene.
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Attentional mechanisms are able to bias processing of this developing early draft of the
visual scene, bibibitory mechanisms allow intrinsic competition between neurons at
each level of the hierarchy (Allman et al, 1985). Top down mechanisms bias this
competition between objects, selectively boosting the processing of some objects to the
detriment of others (Moran and Desimone, 1985; Luck et al, 1997; Reynolds et al,
1999). This boosted draft of the visual scene is then able to influence processing at
earlier stages through feedback connections that return to earlier visual areas. These
return projections have complex effects in early areas. They improve figure-ground
segregation (Lamme, 1995; Lamme and Spekreijse, 1998), boost the responses of
neurons representing the attended object (Roelfsema et al, 1998; Lamme and
Roelfsema, 2000) and relay contextual effects from outside the classical receptive field
of the cell (Zipser et al, 1996). As more time becomes available, fine spatial details can
be accessed by form detection mechanisms allowing improved detection of the object.
As we have seen in Experiment 4a, the ability to detect objects rapidly improves with
exposure time - from an inaccurate, fleeting impression at 60ms exposure up to a
reliably correct interpretation at longer exposures.

We therefore obtain a picture of a largely cue-invariant form system in which
form information provided by different cues is rapidly filtered to anterior sites. The
information from the different cues is integrated in these neurons at a pre-attentive stage
in the processing producing increased firing and saliency. This theory is summarised in
graphical form in Figure 43.

Figure 43. Next page. A proposed model of how cue integration fits into the
processing of objects by the primate visual system. Low spatial frequency (s.f.)
form rapidly progresses through the form system allowing the construction of a
‘first-guess’ as to the location and form of objects present in the visual scene. It is
at this level that cue integration occurs, meaning that the earliest form information
is already integrated. Attentional mechanisms are able to act on this rough map to
select particular objects. This selection biases the processing of objects in the scene
so that neurons representing the attended object increase their firing. Through
back-projections to earlier visual areas, the high-spatial frequency representation
of the object is selected, improving figure-ground segregation. This segregated
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Section 3.5.5. Cue integration and the binding
problem.
Cue integration is one of the many processes the brain must undertake to be able
to utilise the many different sources of information available in a visual scene. In the
introduction to this thesis I discussed the different forms of the problems of integration
and binding. Now I shall discuss how the process of cue integration fits into the
problems of integration and binding in the human visual system.

The binding problem is the problem of how a surface property, such as a colour,
is ‘bound’ to the correct object, when there are many objects and many surface
properties present in the visual scene. This is a very real problem for the brain, and misbindings (binding a surface property to the incorrect object) have been found to occur
under conditions of high attentional demand (Wolfe and Cave, 1999) or when the
posterior parietal cortices are damaged (Friedman-Hill et al, 1995). The problem of cue
integration is very different, since it is concerned, not with surface properties, but with
the construction of form itself. This crucial difference underlies the many physiological
and psychophysical differences between these two problems.

It is quite clear from the literature that the binding problem is only solved if
attention is brought to bear upon the scene. Visual search tasks involving binding the
correct colour to the correct orientation can only be solved using a serial search
(Treisman and Gelade, 1980). Similarly mis-bindings only occur if high demands are
placed upon attentional systems, such as having to pay attention to two separate spatial
locations (Wolfe and Cave, 1999). If no such demands are placed on the system, then
mis-bindings do not occur unless the subject suffers from brain damage to the areas of
cortex responsible for the mechanisms of spatial attention (Freidman-Hill et al, 1995).
From my studies it is clear that cue integration has very different properties.
Experiment 4b demonstrates that cue integration can occur extremely rapidly even when
attention has not been pre-deployed at the location of the shape. We found that more
transmodal shapes were correctly localised than unimodal shapes even at 2 frame
exposures (45ms). This suggests that cue integration can occur before attention is
deployed to the location of the object, confirming once more that cue integration is a
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very automatic, early process. The pre-attentive nature of cue integration helps to
explain the many perceptual advantages that shapes defined by more than one cue
possess such as higher saliency, faster reaction times and improved localisation.
Therefore, cue integration does not depend upon the neural mechanisms of attention
present in the parietal cortex. Instead, it seems that ventral regions such as the LOG can
fulfil this task. From these observations it is clear that cue integration is performed
before the binding problem is solved. Cue integration is used to provide a better
representation of form in the visual scene, without any knowledge of which surface
properties belong to this form. It is then the task of the neural mechanisms of attention
to solve the binding problem and associate the correct surface properties to these
‘boosted’ representations of form.

How is this association achieved? One possibility is the construction of cells
responsive to a conjunction of features (i.e. a red ball, moving right). There are very
few physiological studies that have found cells responding to a conjunction of features.
One such study comes from Oram and Perrett (1996) who found cells in the superior
temporal polysensory area (STPa) of macaques that were selective for a particular body
form and the direction the body moved in. Furthermore, these cells showed non-linear
summation of responses when presented with their preferred form and motion together.
On the whole the existence of such cells is an exception rather than a rule and it is not
clear how these cells could be used to code every possible feature combination that can
be experienced (this problem is known as the combinatorial explosion). Riesenhuber
and Poggio (1999) have proposed that the combinatorial explosion could be
circumvented using sparse populations of neurons to code for object-feature
combinations. In this model neurons can participate in several different object
representations but it is still not clear that the combinatorial problem is solved, or that
novel combinations of features could be recognised by the system. A more attractive
explanation is that proposed by Reynolds and Desimone (1999). They equate the
solution of the binding problem with the normal mechanisms of spatial attention. It is
well known then when a monkey views a scene consisting of several objects, the neural
representations of different objects compete with one another. Attention biases this
competition so that if a monkey pays attention to a particular object, the receptive fields
of neurons in ventral regions appear to constrict around the object, excluding competing
objects from the receptive field and thus enhancing the response to the object (Moran
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and Desimone, 1985; Luck et al, 1997; Reynolds et al, 1999). In this way the huge
number of objects being represented compete with each other until only a few objects
are left with strong neural representations. These competitive mechanisms are biased
towards particularly salient, or task relevant objects (Reynolds and Desimone, 2003).
This idea still leaves the question of how attending to an object leads to binding the
correct surface property to the attended object. One possibility is that attentional
mechanisms act on surface property areas to select the surface property belonging to the
correct object in the same way that the object is selected in the first place. It is certainly
true that surface property representations compete with each other as do object
representations (Treue and Maunsell, 1996). Another alternative is that once a
particular object is selected then, through feedback connections to early visual areas, the
neurons representing only the attended object are selected. Eventually this could feed
forward to regions processing surface properties, such as V4 and V5, so that the
representation of the surface property of the attended object is selectively boosted. Such
a boosting of responses would certainly explain the increased activity observed in areas
V4 and V5 when subjects viewed forms defined by colour and motion respectively in
Experiment 6.

The alternative view of how surface properties are bound to objects is the
synchrony hypothesis of Wolf Singer. As discussed in the introduction (Section 1.3.1)
this hypothesis has several attractive qualities. Of particular relevance is the idea that
neurons responding to an object could be bound to neurons responding to the surface
properties of the object by setting up synchronous firing between these neurons. Such
synchrony is thought to improve the postsynaptic summation in neurons receiving
inputs from the synchronous neurons and therefore allow appropriate associations
between objects and surfaces (Singer, 1999; Fries et al, 2001). Unfortunately there are
a number of problems with this theory, not least the questionable existence of
synchrony in physiological studies (see Introduction). One further problem for this
theory is the observation of perceptual asynchrony in studies by Moutoussis and Zeki
(1997a, 1997b). These studies revealed that the brain does not compensate for the
different processing speeds of different systems. Instead it simply binds the results of
any processing that is currently available. For example, it appears that the processing of
direction is more complex than the processing of colour and therefore requires a longer
amount of time to reach a perceptual endpoint. This leads to the phenomenon of
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asynchrony of perception in which the perception of colour leads that of motion by
around 100ms. It is difficult to imagine how Singer’s theory of binding, that is
mediated by synchrony on a millisecond timescale, can function if different systems are
out o f synch by up to 100ms. Certainly we find no need to invoke synchrony in our
descriptions of cue integration. The mechanisms we propose rely entirely on normal
summation and inhibition mechanisms in neural inputs. In summary it is clear that the
mechanisms of binding remain elusive, though we would suggest that theories equating
binding with the normal mechanisms of spatial attention may be closest to the truth.
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Section 3.6 - Summary
Over two decades since it was first described, the binding problem is far from
being solved. We still cannot fully explain the results of visual search paradigms,
though the concept of reverse hierarchies in the visual system may help us. We do not
know how a surface property is integrated with a form and the debate about what role
synchrony plays in neural codes, if any, still rages. What we have seen in this study is
that cue integration can be separated from the binding problem and is carried out using
very different neural mechanisms. The importance of cue integration in the sphere of
human vision is that it improves our ability to rapidly identify objects. This ability is
crucial to both the workings of our visual system and has an obvious evolutionary
advantage. We should not expect to find patients who are unable to perform cue
integration. Cue integration takes place in the same regions as objects are processed,
therefore any deficit in integration will be masked by a deficit in object recognition.
Similarly a subject who is unable to integrate would still be able to process objects,
albeit less efficiently, so it is unlikely they would present as a clinical case. Our theory
of cue integration fits into the current thinking of the workings of the visual system very
well. It is consistent with the view that the visual system consists of specialised systems
for processing particular attributes. It is also consistent with the view that this system is
arranged as a hierarchy (possibly in reverse) with neurons at different levels of the
hierarchy providing information at different spatial scales. Finally we have seen how
cue integration sets the stage for the solution of the binding problem, a solution that
remains elusive and open for further study.

153

Section 4.1.

Appendix 1: Construction of
shapes.
Shapes defined by colour (C).
To generate a shape defined by colour (C shapes) all the dots that fell
inside the co-ordinates of the shape had their colour changed to a uniform
colour.

Shapes of varying noise could then be created by changing the

proportion of dots that changed colour when they entered the square. In my
terminology a shape of 100% noise will have equal distributions of the three
colours, a shape of 50% noise will contain the following proportions of colours:

Target colour proportion = B + P(IOO-B);

Non-target colour proportion = B - 0.5P(100-B)

Where B = the proportion of the colour in the background, i.e. 33%, P = the
desired noise value i.e. 50% or 0.5. Note that in this condition all dots moved in
a random direction, so shapes defined by colour still contained motion but the
motion did not provide any useful form information.

Shapes defined by motion (M).
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Generating shapes from motion (M shapes) was more complicated. The
dots were divided into two populations, the U population moved with a Uniform
direction (either left or right) at a speed of 2.8 degree.sec"\ the R population
every dot moved with a Random direction at a speed of 2.8 degree.sec'\ One
can then draw a shape defined by motion by only drawing U dots within the co
ordinates of the shape and only drawing R dots outside the shape. This does
however present an extra cue to the subject as the dots on the leading edge of the
shape will appear from nowhere whereas the dots on the far edge of the shape
will disappear. The appearance and disappearance of dots is a strong cue for the
visual system but unfortunately cannot be avoided. The effect of this cue can be
dramatically lessened by using limited lifetime dots. If limited lifetime dots are
used then the background also contains dots that are disappearing and appearing,
thus decreasing the strength of the appearance/disappearance cues at the edges of
the shape. For this reason, whenever possible, limited lifetime dots were used.
Limited lifetimes were created by separating the dots into eight, equally sized,
groups. In any one frame four of these groups were drawn and the other four
groups were not drawn. The groups were cycled so that any one dot would be
drawn for four frames then not drawn for a further four frames so that on average
only 10000 dots were drawn at any one time. This simulates the limited lifetime
dots used in similar experiments (Croner et al, 1997). In this experiment the
average refresh rate was 45Hz giving a frame duration of about 22 ms, therefore
each dot was drawn for 88 ms and the hidden for a further 88 ms.

Shapes defined by both colour and motion (CM).
Shapes defined by colour and motion (CM shapes) were simply the sum
of the C and M defined shapes. A dot inside the shape had both a uniform
colour and a uniform direction of motion. This was achieved by drawing exactly
the same stimuli as for M shapes but setting the colour of the U dots as in the C
shapes experiment.

Determining which dots had the target colour, or target

direction was controlled so that all the same proportion of dots that had the target
colour also moved in the target direction. Therefore a [green, left] CM shape of
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50% noise would consist of 50% green dots moving left, 16.667% green dots
moving randomly, 16.6667% cyan dots moving randomly and 16.667% yellow
dots moving randomly.

Shapes defined by both colour and motion, non
overlapping (CMNO).
In this condition, exactly the same stimuli were used as in CM shapes
except that the colour and motion information was non-overlapping in space (i.e.
at 50% noise half the dots move in a uniform direction of motion and the other
halfhsiwe a uniform colour). In this condition the colour information tells you
nothing about the motion signal and vice versa. This condition is only valid
above noise values of 50% as below this value the two populations of dots begin
to overlap.
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Section 4.2.

Appendix 2: Curve fitting.

All psychophysical data collected during this thesis were fit with Weibull
functions of the form:

P = a + b(l-2^) where c = (-xdf

Equation 5

Where P = the probability of a correct response, a = the probability of
making a correct response by chance, b = 1 - a, x = the percentage noise of the
shape, d = the inverse of the central parameter which corresponds to the
probability of making a correct response being halfway between 1 and chance
and e = the steepness constant of the curve.

For Experiments 1-3 the fitting programme worked by systematically
varying the parameters d and e until the sum of squares difference between the
fit and the actual data was minimised. For Experiment 4 where it was
impossible to know the chance value the fitting program was adjusted to also fit
the a parameter, this parameter then corresponded to the value of the function at
infinity.
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