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ABSTRACT

Time-bounded computations represent major challenge for knowledge-based techniques.
Being primarily non-algorithmic in nature, such techniques suffer from obvious open-
endedness in the sense that demands on time and other resources for a particular task cannot
be predicted in advance. Consequently, efficiency of traditional knowledge-based techniques
in solving time-bounded problems is not at all guaranteed. Artificial Intelligence researchers
working in real-time problem solving have generally tried to avoid this difficulty by improv-
ing the speed of computation (through code optimisation or dedicated hardware) or using
heuristics. However, most of these shortcuts are likely to be inappropriate or unsuitable in
complicated real-time applications. Consequently, there is a need of more systematic and/or
general measures.

We propose a two-fold improvement over traditional knowledge-based techniques for tack-
ling this problem. Firstly, that a cache-based architecture should be used in choosing the best
alternative approach (when there are two or more) compatible to the time constraints. This
cache differs from traditional caches, used in other branches of computer science, in the sense
that it can hold not just "ready to use" values but also knowledge suggesting which Al tech-
nique will be most suitable to meet a temporal demand in a given context.

The second improvement is in processing the cached knowledge itself. We propose a tech-
nique which can be called "knowledge interpolation” and which can be applied to different
forms of knowledge (such as symbolic values, rules, cases) when the keys used for cache
access do not make exact matches with the labels for any cell of the cache.

The research reported in this thesis comprises development of cache-based architecture and
interpolation techniques, studies of their requisites and representational issues and their com-
plementary roles in achieving time-bounded performance. Ground operations control of an
airport and allocating resources for short-wave radio communications are two domains in
which our proposed methods are studied.
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Chapter 1.

INTRODUCTION

1.1. GENERAL BACKGROUND

As the horizon of knowledge-based applications is expanding, demands on knowledge-based
technologies are also increasing. Consequently, researchers in knowledge-based technologies
are facing qualitatively new challenges. One of these potential challenges emanates from
time-bounded computations where a fixed time limit is prescribed, along with each new
request, by which an answer should be provided.

The application of knowledge-based systems has traditionally been confined to simpler
domains such as diagnosis, design, planning and configuration. Such domains can be charac-
terised by properties such as:

- the nature of data is static, i.e. the information undergoes no change during the course of
its processing;

- the control structure is monotonic, i.e. once a decision is made, it remains true throughout
the course of the entire computation; and especially

- the applications are not time-critical, i.e. there is no pressure caused by limits on the com-
puting time.

But the gamut of applications of knowledge-based techniques is fast expanding. The type of
problems that present knowledge-based systems (KBS) aim to address extends from the
presentation of simple, static data to complicated, dynamic-data-based problems involving
asynchronous events and non-monotonic flow of control with shifting focuses of attention.
Real-time domains such as satellite control, battle management, aerospace systems, commun-
ication networks, robotics and vision systems all involve the aforementioned characteristics
and warrant more sophisticated treatment on the part of the system.

One fundamental requisite of real-time computations is timeliness [Dodhiawala 89] where a
system is required to provide an answer within a given period. For systems in these domains
the requests often have some associated time bounds attached to them within which a solu-
tion is necessary. Finding an answer beyond the allotted time limit may be tantamount to
having no solution at all. The temporal deadline that one may expect on a specific computa-
tion can be of three different types [Dean 91]:
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- absolute (called "hard" in real-time computing), having a specific time limit within which
the result is needed,;

- graded (or "soft"), i.e. quality of the performance depends on the completion time (e.g.
the sooner one gets the result, the better).

and

- relative, where the temporal deadline depends on the behaviour of another computation
(e.g. to finish task X before task Y);

But a critical look at existing knowledge-based systems suggests that their application in
domains where a time-bounded performance is desired has been relatively small. Although
various attempts have been made to study the behaviour of time-dependent computations and
to build systems for solving real-time problems in different domains, the success is rather
limited. This observation leads one to explore the difficulties in carrying out tasks using
knowledge-based techniques, when the computing time is stipulated by the imposition of cer-
tain limits.

Our work is concerned with time-bounded computations where a temporal bound (whether
hard or soft) is imposed. Our cache-based system is designed on the assumption that a
specific time bound, by which the answer is required, is to be supplied along with the prob-
lem specification and the cache should return the best possible answer that computed without
violating the time limit.

For traditional real-time systems, where the nature of computations is algorithmic and there-
fore the exact demands on various computational resources are known right at the design
phase of the systems, achieving timeliness is fairly straightforward. But as knowledge-based
computations are open-ended and indeterministic in nature, the exact temporal requirements
for a computation are not so easy to predict, and finishing a task within a small time limit is
far from guaranteed. There is therefore a need for suitable techniques to be developed to
ensure timeliness for time-bounded knowledge-based systems. The first aim of this research
is to develop techniques that go at least some way towards answering this need.

Of course, one way of responding to the above requirement is by enhancing speed through
improved technology. For the hardware, as faster processors are being developed and their
speed increases from megaflops to gigaflops, the speed of computations should increase enor-
mously, reducing the temporal requirements for the same computations considerably. Also,
attempts are being made to use multiple processors and/or parallel architecture, each of which
is aimed at reducing the computational time (e.g. SPHINX, a speech recognition system [Lee
88]). Hence a system that fails to meet the imposed temporal demands may appear to be suc-
cessful with the same data structure and processing techniques, if much faster processor(s)
replace its original ones. Similarly, improved software in the form of parallelism in rule-
bases has been contemplated by Al researchers, in order to increase the speed of computa-
tions [Gupta 86]. Parallelisation of different AI search techniques (e.g. best-first search
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[Kumar 88], alpha-beta pruning [Hsu 89]) have also been suggested and studied by different
researchers.

But comparing a parallel computational approach on an equal footing with a sequential
approach is not necessarily helpful. As noticed by Aamodt [Aamodt 91], "success or failure
in developing a knowledge-based system depends upon how well expectations map to what is
achievable within the given limits. The limits are, to some extent, imposed by the set of
methods, techniques and tools that constitute the state-of-the art in knowledge engineering
and artificial intelligence in general". We feel that the same holds equally (if not more)
strongly for time-bounded knowledge-based systems.

Therefore, the direction of the research reported in this thesis is different. However fast a
machine may be, there exists a limit on its speed. Thus the question arises with each occasion
when needs for speedier computations appear, "should the system be changed, or should
efforts be made to derive improved performance under the existing set-up?". The latter is the
concern of our research.

We believe that within any computational framework, a two-way improvement can be
accomplished towards the performance of a knowledge-based system:

1. designing an efficient knowledge representation scheme that enables quick access to the
right piece of knowledge;

2. developing an efficient reasoning tactic to distil out quick solutions from the retrieved
information.

In this research we provide answers to both the requirements by designing a cache-based
architecture which provides some ready-to-use answer or solving technique that can settle a
current problem; and a novel technique which we call knowledge interpolation that facilitates
quick reasoning with the cached answers to compose a solution specifically for the problem
at hand while abiding by the temporal stipulation.

1.2. OUR APPROACH

Caching 1s a well-known technique in computer science to speed up memory access. We sug-
gest the same principle, here, to store answers to different problems that may occur in a given
domain. However, unlike the traditional situation, the cache not only contains ready-made
solutions to satisfy immediate demands, it also provides clues regarding which reasoning
paradigm will be most useful for solving a problem under a given temporal stipulation.
Several reasoning schemes (such as rule-based, case-based) are available within the repertoire
of knowledge-based technology, each having different degrees of complexity and
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consequently, differences in quality of solutions. Naturally, it is expected of a system that
qualitatively better methods will be applied in solving a current problem as the available
time increases. Our cache-based architecture is designed to support this expectation.

The initial idea of the cache-based system and some early results have already been reported
in some of our earlier publications [Chatterjee 92, Chatterjee 93]. In this thesis we present a
deeper description of the system by giving details of knowledge and its representational
requirements, procedures for selecting the best indices for access and retrieval of the
knowledge, and methods of carrying out different operations on the retrieved information,
which are all essential in building a working system.

The main obstacle to using a cache, as described above, in a realistic domain is in the volume
and varieties of the knowledge/data that ought to be stored in such a cache. A real-life
domain is normally associated with an enormous number of features each having its own
significance in any problem that may occur in the domain concerned, causing umpteen varia-
tions in the nature of the problems. It is unrealistic to store optimal answers to all these varia-
tions in a cache to be managed in time-bounded mode. Consequently, our suggestion is to
store answers to some typical problems in the cache which will be retrieved as and when
required, by matching a current problem with the prototype problem situations dealt with in
the cache. Evidently, some tactic is therefore required that can adapt the cached answer(s) to
render situation-specific solutions to the problems at hand. The idea of "knowledge interpola-
tion" has been developed to meet this demand. We have named this process of selecting some
intermediate position between two extremes "knowledge interpolation”, recognising its
superficial similarity to numerical interpolation. Resembling what happens in the domain of
numerical analysis, this technique aims at deriving a quick approximation to the solution for
a current problem by interpolating on the solutions suggested in the cache to some similar
problems. The cache, here, will be so designed that it should be able to retrieve at least two
solutions for a current request even when the characterisation of this request is imprecise, so
that interpolation can be applied on them to calculate a suitable solution from those that are
retrieved.

The cache-based architecture aided by the interpolation technique has certain advantages over
traditional knowledge-based computing:

1. The cache provides a straightforward access to the relevant knowledge/information, and
thereby obviates the need for wading through a knowledge-base in search of appropriate
rules or cases (depending upon the underlying reasoning paradigm);

2. The knowledge-interpolation technique does not require to have a cached entry that is the
best possible match for the current problem situation (although intuitively the closer is the
match, the better should be the interpolated result). Thus, even if the cached answer(s) do
not prescribe exact solutions for a given problem, the method can still work on it to pro-
duce a solution for a problem.
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3. Retrieval from the cache and subsequent knowledge interpolation are both algorithmic in
nature, and therefore the required computational time for solving a problem can be
estimated. Such an estimation of temporal requirements is essential for time-bounded
applications, although it is not normally achievable with other knowledge-based tech-
niques.

Thus the overall architecture provides a safe footing for any attempt at solving time-bounded
problems in knowledge-intensive domains.

1.2.1. Intuition Behind The Proposed Methods

The intuition of our approach finds its root in a type of reasoning that humans commonly
indulge in. Humans are quite apt in switching from one mode of reasoning to another depend-
ing upon the situation, without necessarily regarding one mode as primary. For example, if
someone is asked what is the best mode of transportation from location X to location' Y
within London, the type of answer that one expects will depend on the urgency. An instan-
taneous answer may be ’the Underground’. But if the replier has some more time, one will
probably apply rules such as "if there is no tube station nearby then first take a bus and drop
off at a certain place from where one can take the Underground"! - or, "if it is at the peak of
the tourist season and the destination is not too far then take a taxi". However, if the replier
has even more time, one will try to find any past experience with respect to either of the
locations or the connecting path and may come up with an answer, say, "well, last time I
travelled by that route I had a bad experience. It was about to become dark at that time. So, if
the travel period is in the evening it will be better to avoid the tube". And when there is no
time constraint involved one will try to see the map, distances of nearest tube stations or bus
stations, and compare the merits and demerits of various possibilities to arrive at the best
solution. A cache is a convenient structure to hold all these common (and heterogeneous)
strands of human thinking.

The idea of "knowledge interpolation” also finds its root in the common human tendency of
finding a solution that balances two extremes, in order to arrive at an intermediate solution.
For example, consider how a human solves the problem of whether to take an umbrella on a
particular day. A person normally prefers not be burdened with an extra weight; at the same
time getting wet is not desirable either. It is our common experience that humans make their
decisions by judging the cloud density (comparing it to some previous examples in memory),
and deciding not to take an umbrella if on some past occasion it did not rain even though the
density of cloud had been at least as much as it is today. Alternatively, one may even decide
to take a small umbrella as an intermediate solution which does not make us feel so burdened
if there is no rain and which allows some protection in the event of sporadic rain.

1 Possible explanations behind this heuristic may be that a bus will be very slow while tube services are likely to be
interrupted by equipment failures or terrorist bomb threats etc.
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Although quick assessments (as above) of situations do not necessarily yield the best possi-
ble solution, human instincts for making decisions by choosing a solution that is intermedi-
ate between two extremes cannot simply be dismissed. The psychologically-based theory of
"bounded rationality" [Simon 59] corroborates aspects of the aforementioned line of human
decision-making as well.

But discussion of human decision-making in psychological publications revolves around the
theory of maximising an expected utility (EU) [Behn 82, vonNeuman 47] where,

EUA )=§§P (E)*UX;)

when E1 s . En are outcomes of the action A, P(Ei) is the probability of the i-th outcome and
Xi is the consequence of outcome Ei with a utility U(Xi)' Solvic [Solvic 90] has illustrated
this decision making process with the simple example of whether to carry an umbrella or not
on a particular day, by computing the probabilities of whether it will be sunny or raining and
the utilities of (not) being burdened and (not) getting wet.

Evidently, these probabilities are worth consideration in a complete picture of informal rea-
soning, but they seem to be mathematically too regular to capture the essentials of what
humans do in problem-solving. On the other hand, typical Al papers that deal with rapid
decision-making considers different issues (e.g. indexing schemes [Kolodner 88b, Owens
89]; efficient matching, such as using dynamic similarity measurements [Leake 91], incre-
mental similarity measurement [Veloso 91]; efficient search techniques [Rich 91]), which put
more emphasis on knowledge representation and reasoning but do not represent the common
human line of thinking. In our approach we have taken into consideration the common infor-
mal human problem-solving behaviour in dealing with temporally-stipulated problems and
have used the caching technique for its implementation.

1.3. AIM OF THIS RESEARCH

The targets of this research are threefold:

1. Study the necessities to build a cache-based system, which include
- designing the structure of a cache;
- studying the issue of indexing (i.e. cues for retrieval) with respect to a cache;
and

- designing a control algorithm that governs the activities related to problem solving
using a cache.
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2. Explore a method of "knowledge interpolation”. Interpolation is straightforward in
numerical analysis, because a natural order exists among numerical quantities which is
essential to conduct an interpolation-like act. Such a natural ordering however is absent
among symbolic quantities. But a realistic domain can very well be associated with
features of different types (e.g. symbolic scalars, range, sets, fuzzy descriptions). Hence
designing "knowledge interpolation” necessitates:

- designing schemes for imposition of metrics on symbols of different types and a sys-
tematic measurement of distance under each scheme;

- identification of the interpolating variables on which interpolation is to be performed.

We should explore various methods of conducting interpolation. Moreover, we want to
design policies for knowledge interpolation in different reasoning paradigms i.e. in rule-
based and case-based decision-making. We should also therefore examine different
ramifications of such specialised interpolations and study the necessary requirements.

3. Finally, study the computational behaviour of an implemented cache-based system in
some particular domain. Our interests are:

- study of the qualitative improvements of solutions with successively deeper levels of
the cache;

- estimation of temporal bounds for different cache-levels;
and

- most importantly, studying the functional behaviour of the cache-based system in

maintaining temporal stipulations and still providing the best possible solution within
the given time limit.

In chapters 8-9 we describe a working system with all the key features of caching and
interpolation that has been the basis for the study.

1.4. DOMAIN(S) OF APPLICATION

The motivation of our work primarily originates from our studies on knowledge and exam-
ples in the domain of ground operations control in an airport (AGC). In an airport, the
ground operations controller (GOC) is responsible for managing all ground operations within
the airport, and solving single problems (i.e. we have not considered complex structures of
multiple problems) that may come up during these operations.

A GOC normally starts the day with a schedule of flights arriving to and departing from the
airport during the course of the day. A controller normally makes an a priori plan at the
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beginning of the day. But such a plan needs to be modified quite often, as it is likely to be
interrupted by numerous unforeseen events and unanticipated requests throughout the day.
Interruptions may come from two types of source: an air traffic control centre that reports
actual or predicted deviations from the target times, and an airport management centre that
reports significant events in the airport that may affect the targets (e.g. failures in the system
of loading or unloading baggage, fires, appearance of some obstacle on a taxiway/runway,
etc.). If any such problem occurs, the GOC has to take early action to combat it, e.g. by con-
tacting the right person who is considered to be a specialist in mitigating the problem, or
modifying the basic plan of the day’s operations. Thus actions to solve an immediate problem
may generate secondary problems, e.g. allocation of extra time to an airline for loading bag-
gage may create problems of availability of a gate for the next incoming flight. Although it is
desirable for the GOC to attempt deep planning, in the event of some interruption, this may
not be practicable in a time-critical situation. Hence the GOC may have to use an ad hoc
solution in the case of processing emergencies - and may then take care of the resulting side-
effects after the immediate problem is sorted out.

Although developing a full-fledged system to accomplish the task is too time-consuming as
well as difficult to manage single-handedly within the time-span for one thesis (and therefore
has not been contemplated as such), our studies have helped us identifying certain charac-
teristics of real-time problem solving and developing techniques to overcome the difficulties.

The ideas generated in this work have subsequently been tested on another domain: allocat-
ing frequencies and transmitter powers (and transmitter locations where relays are recom-
mended) for shortwave radio communications, where we have found that the same ideas
and the approach continue to hold good. It is a common experience that transmission using
shortwave radio is more prone to various types of disturbances than other transmissions e.g.
medium wave, FM. However, the physics of long-distance transmission almost invariably
calls for shortwave frequencies (between about 2.5 and 30 MHz) to be used. Our application
aims at providing the frequency, power of transmitter and if necessary the location of relay
point that will be ideal for a proposed transmission between two locations and at a given time
of the day.

While the problems of AGC are more or less self-explanatory, the shortwave radio propaga-
tion needs detailed description of its domain in order that the problems of the domain are
better understood. In chapter 8 we describe the topic in detail.

1.5. OVERVIEW OF THE THESIS

The thesis has been organised in the following way:

Chapter 2 contains an examination of real-time problems and the difficulties of solving them
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in general and with knowledge-based techniques, in particular. We also present a review of
the most relevant past works on time-dependent problem-solving that have used Al tech-
niques.

Chapter 3 introduces the cache architecture and different aspects of its operational behaviour.
We also present the encouraging results obtained from trying a preliminary version of the
cache on numerical problems.

In chapters 4, 5, 6 and 7 we have studied different fundamental aspects of the cache-based
systems from theoretical as well as implementational points of view.

Chapter 4 studies the importance and selection of indices for a cache-based system. Indexing,
i.e. selection of appropriate row and column dimensions and the column headers, is essential
for quick access to the stored information. This chapter investigates how suitable indexing
schemes can be developed commensurate with the cache requirements.

Chapter 5 introduces the notion of "knowledge interpolation". It first investigates the imple-
mentation of two procedures, fundamental to knowledge interpolation: imposition of order on
symbols and measurement of distances. Algorithms for measuring distances under varied
situations have been developed. This chapter also identifies different ways of conducting
interpolations and how these can be applied to different knowledge structures.

Chapter 6 deals with aspects of knowledge representation for the cache-based architecture
that facilitate reasoning with the cached knowledge and accomplishing interpolation on them.

Chapter 7 describes how to reason with the cached items in order to find solutions for a
current problem while observing the temporal stipulations. It also identifies the essential
information that a system is required to store at various levels of the cache. In particular, it
discusses three levels where the basic reasoning paradigms are in the form of (i) default solu-
tions, (i) rules, and (iii) cases.

In chapter 8 we present a description of the domain of shortwave radio propagation and the
considerations for building a cache for handling problems in this domain.

In chapter 9 we describe the experiments that we have conducted and the results that we have
achieved using the cache and associated interpolation scheme.
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Chapter 2.

TIME-DEPENDENT PROBLEMS AND
KNOWLEDGE-BASED APPROACHES

2.1. INTRODUCTION

In this chapter we first study some of the difficulties that are characteristic of time-dependent
problem solving using knowledge-based methods. We then examine different approaches
that have been considered by researchers in Al to deal with these difficulties. Finally we sur-
vey some of the existing real-time systems and their inadequacies in dealing with time-
bounded problems.

2.2. DIFFICULTIES IN TIME-BOUNDED COMPUTATIONS
USING KNOWLEDGE-BASED TECHNIQUES

The difficulties that a system may face in achieving true time-bounded performance using
knowledge-based techniques can be attributed to several sources:

- Difficulties due to domain characteristics;
- Difficulties due to the temporal element;
- Difficulties due to nature of the problems;

- Difficulties due to the nature of knowledge-based computations.

2.2.1. Difficulties Due To Domain Characteristics

Time-bounded computations using knowledge-based techniques are primarily applied to
real-world domains characterised generally by weak (if not intractable) domain theories. For
such a domain, the relationships between the relevant concepts are rather uncertain in nature
[Porter 89], e.g. causes and effects of different problems do not often follow a general fixed
pattern. Naturally, for such a domain it is difficult to proclaim any particular solution to be
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the best possible solution. Frequently, this difficulty is further aggravated by the fact that
even problem descriptions, here, are generally incomplete and noisy, leading to additional
tasks for a system to ascertain the relevance of any piece of information that it happens to
receive or generate in its course of operation.

Furthermore, domains where time-bounded computations may be needed reasonably often
are in general dynamic, i.e. the relevant data may change during the course of processing. In
order to cope with the continuously-varying situations in a dynamic world, a system is
required to inspect the problem-solving environment, so that it can determine if any problem
more urgent than the one being processed currently has occurred, or if facts that its current
problem-solving exercise is based on have undergone any change. In the event of any such
situation a system may have to shift its focus of attention to solving the more urgent prob-
lems, leading to total abandonment or temporary suspension of its current activities (again
depending upon the context).

Another important aspect of real-time domains is the nature of their interactions with the
outer world. Often a real-time system needs to refer to some values that are to be computed
externally and fed back to the system, or the system may need to carry out certain tasks exter-
nally, the outcome of which will be required before it can continue with its further reasoning.
Interaction with the outer world has the obvious problem of resource allocation. Moreover,
the system needs to monitor the resources that are available at any instant, and to reset its task
priorities and resource allocations depending upon the workload, resource availability etc. -
so that a smooth behaviour may be ensured despite potential perturbations in this regard. A
system lacking this property may waste time and processing resources in executing less
relevant tasks, or in waiting for resources that are not readily available, or even on undertak-
ing computing tasks that are no longer required.

2.2.2. Difficulties Due To The Temporal Element

Imposition of a temporal bound on the computational activities almost invariably demands
certain other properties on the part of the system. The most important of these is speed.

Speed, evidently, means the rate at which the tasks can be executed, where rask refers to
those actions that are used explicitly for solving a problem, and also other "behind the
scenes” activities such as event-handling, resource allocation, interaction with the outer
world. Although the importance of speed in meeting time-bounded demands is easy to appre-
ciate, one important point to note is that speed alone cannot account for timeliness. In order
to maintain time-bounded performance, the speed of the system should be complemented by
some related properties:
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- firstly, for a given system there can always be a problem for which the allotted time limit
is too small to be respected even using the fastest available (in terms of the system con-
cerned) method. Naturally, a complete system has to be well enough equipped to provide
some sensible response for such contingencies too.

- secondly, since in a dynamic world the environment is changing continuously, even
resorting to the maximum possible speed (governed primarily by the system
configuration) cannot guarantee that the environment will remain unchanged during the
course of execution of a certain task. There is always the possibility of occurrence of
some new event that will have an influence on the current task. Such new events will act
as external inputs to the system. They should be recognised as quickly as possible by the
system, and their significance or criticality judged in order to take appropriate actions.

- also, the solution steps that a system will resort to should have some pre-definable or
identifiable predictability as far as their consequences are concerned. The speediest tactic,
if it has an unpredictable outcome, is of no practical value here.

Therefore, merely increasing the speed in calculation may not provide the right kind of treat-
ment. The calculation procedure has to be predictable enough to ensure a relevant result
within the prescribed time bounds.

2.2.3. Difficulties Due To Nature Of The Problems

The types of problems that a system is likely to address may have varying relevance to the
overall functioning of the domain. Consequently, different time limits will apply in solving
these problems. Therefore, timeliness does not mean that all problems are to be treated with
equal urgency. Depending upon the nature of the problem, the length of the deadline may
vary. Even for the same problem occurring under different circumstances a system may find
different temporal bounds prescribed for the solution.

Moreover, the implication of the time bound may vary with situations. Depending upon the
repercussion of any possible failure on the part of the system, time-bounded tasks have been
categorised into two classes: hard and soft [Laffey 88a, Stankovic 88]. A real-time problem is
hard when inability to meet the deadline strictly leads to a disastrous consequence. On the
other hand, for a soft real-time task a strict time limit cannot be specified but a tentative target
can be defined. Exceeding this limit does not lead to any serious consequence but may cause
some inconvenience (of varying degrees, depending upon the nature of the problem and the
length of delay). ‘

Naturally, a system for time-bounded computations is not expected to have a single method
for solving a particular type of problem. Rather, it is more desirable for the system to have
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different tactics in its repertoire, with varying time complexities, for solving a particular type
of problem. The system should have the capability of judging the implication of the
prescribed time limit and should decide accordingly the problem-solving approach and also
the starting and ending times of action. It is reasonable to assume that the higher is the time-
complexity for a tactic, the better (qualitatively) will be the solution achieved through its
application. Certainly, in the absence of any time limit a system ought to apply the best avail-
able tactic. But imposition of time bounds usually forces a compromise in quality in order to
comply with the temporal demands.

2.2.4. Difficulties Due To The Nature Of Knowledge-Based Computations

The difficulties mentioned above are not particular to knowledge-based systems alone. A
designer of any systems intended for time-bounded activities needs to develop strategies and
tactics to tackle these obstacles. In systems characterised primarily by algorithmic actions
(e.g. control of industrial processes, communication with data-recording equipment, monitor-
ing of alarms) the nature of the possible computations and their demands on resources are
clear during the design phase. Hence, most discussions of time-bounded computations in
such systems concentrate on trade-offs among the different features, on the assumption that
there is no difficulty in finding at least one way of achieving any of them.

On the other hand, the fundamental nature of knowledge-based computations is too open-
ended to guarantee such smooth and predictable behaviour. Whether it is use of search tech-
niques in a solution space, or application of rules under rule-based reasoning, or selecting
appropriate cases from a stored case-base under case-based reasoning, the underlying princi-
ple is to keep on repeating the same procedure until a desired match is found. Hence, these
techniques suffer from some inherent indeterminacy, in the sense that the exact steps that are
to be carried out are not well-known beforehand. As a result, the exact demands on time and
other computational resources cannot be well-estimated at the design phase of the architec-
ture. For example, in a rule-based system it is not possible to foretell which rules are going to
be fired in order to provide the answer to the next problem. Past studies of rule-based systems
[Gupta 85] indicate that in a rule-based system 90% of the computational effort is spent in
matching while 10% is used in conflict resolution and actual actions. Time-complexities of
different heuristic search techniques do increase exponentially, and consequently, in a rela-
tively large search space it becomes essentially impossible to predict how much computa-
tional effort will be required. Locating suitable cases in a case-base with even moderately
large numbers of cases has the same difficulty. This open-endedness of knowledge-based
computations is a deterrent to their straightforward application in time-bounded problem
solving.

However, despite these difficulties there have been several efforts towards applying
knowledge-based techniques in time-dependent problem solving. We have identified three
major lines of research towards this end:
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- along one line researchers have studied the temporal behaviour of time-dependent prob-
lems, in general, and have developed temporal logics to deal with importance of time as a
crucial factor, its representation and relationships between events occurring at different
time points/slots;

- the second line comprises development of knowledge-based techniques to cope with the
temporal demands of time-bounded problems;

and

- the third line consists of endeavours to build real-time systems pertaining to some specific
domain, tuned and adjusted in accordance with the terms and needs of that domain.

As we see below, each of the above approaches has certain drawbacks as far as performance
is concerned.

2.3. TEMPORAL LOGIC AND REASONING

The notion of time has long been considered as an important aspect of knowledge-based
problem solving, as it has been observed by McDermott in 1982 that "No one has ever dealt
with time correctly in an Al program, and there is reason to believe that doing it will change
everything” [McDermott 82]. This comment sounds up to date even against the background
that a considerable amount of work has been done since then in representing and reasoning
with the temporal dimension of information.

Many items of work since 1982 have experienced some influence from Allen [Allen 84,
Allen 85]. Time here is considered to be a convex interval represented by two points
(corresponding to the beginning and end). Any event is associated with an interval during
which it has occurred. Allen’s work comprises exploration of the relationship between two
intervals, and as many as thirteen relationships have been identified that govern the temporal
relationship of two intervals. They are: equal, before, after, overlaps, overlapped-by, starts,
started-by, finishes, finished-by, during, contains, meets and met-with. Logics based on these
temporal relationships have also been developed.

A new interpretation of interval-based logic has been provided by Tsang [Tsang 87]. Instead
of considering time-intervals as the basic unit of reasoning, here, events occurring during cer-
tain intervals have been studied as the concept of primary interest. The rationale behind this
idea is that human mental experience is based on events rather than instances, and therefore
two events occurring during the same time interval should be considered as two different
primitives, as opposed to what Allen’s interval-based logic seem to suggest. Relationships
between event-based and interval-based calculi have also been established, on the basis of
their dealings with time.
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Allen’s theory of time has subsequently been extended by Ladkin [Ladkin 86, Ladkin 87],
who considered a non-convex representation of time, in the form of unions of intervals such
that they comprise some convex sub-intervals with convex gaps between them. From this, a
canonical model of Interval Calculus has been developed.

A different representation of time has been proposed by Shoham [Shoham 89]. Here, time is
considered to be linear, described by a pair (T, <) where T is a set of time points and < is a
total order on this set.

This theoretical treatment of temporal reasoning constitutes a new (post-1982) dimension in
the time-dependent reasoning process. A general overview and state of the art of temporal
reasoning and calculus can be found in [Vila 94]. But the work does not certainly address the
time-bounded problem solving aspect of knowledge-based reasoning and is therefore outside
the scope of our subsequent discussions. However, we feel that such a theoretical approach is
still the closest to a formal treatment (logic-based) relevant to our work.

2.4. KNOWLEDGE-BASED TECHNIQUES FOR REAL-TIME
PROBLEM SOLVING

Different techniques have been suggested so far for handling time-bounded problems using
knowledge-based techniques. These include different heuristic search algorithms with a view
to expediting locating a suitable solution in the solution space. Different heuristics have also
been suggested to ensure other aspects of real-time performance.

2.4.1. Studies Of Different Search Techniques

The success of a knowledge-based system in the dimension of interest to us depends on how
fast a suitable solution can be retrieved from its knowledge-base. Different heuristic search
algorithms have been developed to achieve this objective. Some of these algorithms are quite
general in their applicability while others have been attempted on some particular reasoning
schemes. Also, search algorithms have been developed with the aim of meeting time-
dependent demands of real-time situations. However, an in-depth look at various existing
retrieval algorithms reveals that using them isolatedly does not really serve the purpose. For
example:

Traditional search algorithms like depth-first, breadth-first, A* [Rich 91], iterative-deepening
A* (IDA*) [Korf 85] have the limitations of exponential time complexity, along the dimen-
sion of the number of nodes of the search tree. Thus, although these algorithms are
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guaranteed to find an optimal solution, their success in the real-time domain is limited only to
small search spaces and unrestricted time bounds. In a comparatively large domain with strict
temporal deadlines these algorithms are unlikely to produce any result.

A subsequent variation of A*, real-time A* (RTA*), [Korf 88] has been designed specifically
to address this problem. This algorithm meets a temporal deadline by producing at least a
partial solution within the deadline. The technique adopted here is bounded look ahead
search, which searches to a fixed depth horizon (the depth depends upon the given deadline).
Like A* , here too a cost function is used to evaluate the frontier nodes, and each move is
made towards the minimum-cost value. Thus the algorithm is committed to some action
within a fixed time span, and moreover, the requirement of building an entire search tree,
right at the outset, is circumvented.

But the major problem with these search algorithms is that, for them to be useful, it is
required to have a tree-like structure (either present explicitly or capable of being generated
incrementally, i.e. from any node its successors can be generated) in which there is some
guaranteed underlying understanding of the general meaning of the structures and the ratings
of nodes. For a real-life domain to fit this description, one would need to have a fairly fixed
and stable kind of criterion in order to control the search. But the uncertain nature of
problem-solving and incompleteness in the information about the domain renders such an
assumption grossly impractical, in general, in a real-life domain. Another major problem
with the heuristic search algorithms is that while calculating the cost functions they consider
the planning costs alone and ignore the execution cost of a plan [Shekhar 89]. Naturally, the
search algorithms may spend all the available time only in searching. But in many real-life
problems the execution cost is non-trivial and hence needs to be considered while planning,
primarily, because of possible interactions of the system with the outer world, to cope with
the demands of real-time problems. All these shortcomings of search algorithms preclude
straightforward applications of the techniques in real-time domains.

Some other specialised search techniques have been developed to work in particular reason-
ing modes such as rule-based reasoning or case-based reasoning. But, as we see below, they
have their drawbacks too, as far as applications to real-time domains are concerned.

The pioneering work to expedite searches in a rule-base comes from RETE [Forgy 82]. The
efficiency of RETE can be attributed to three major sources:

- partial matching of rules’ preconditions, governed by the assumption that the state
description remains more or less the same between the firing of rules. It maintains a net-
work of rule conditions and it considers only the changes in the state descriptions while it
is deciding which rule to apply next;
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- organisation of the rules in such a way that they share a common structure of precondi-
tions and consequently several rules can be tested in one cycle;

- remembering of variable bindings from previous calculations and updating these with
new binding information instead of computing binding consistencies from scratch each
time a new condition is satisfied.

However, RETE and its subsequent improvements (such as TREAT [Miranker 87]) have
been designed for production systems only, which by definition are purely rule-based. How-
ever, in most of the real-life domains compiling an comprehensive rule-base is time-
consuming and difficult (if not impossible). Naturally, these algorithms can at best be a part
of the overall problem-solving mechanism in most of the real-time knowledge-based problem
domains. Hence, for effective design of a real-time knowledge-based system a designer needs
to look for some other reasoning mechanisms as well.

Case-based reasoning (CBR) has developed in recent years as a viable alternative, as a mode
of informal reasoning [Riesbeck 89, Kolodner 92a, Kolodner 93] (though not with any spe-
cial reference to time-dependent problems). Instead of holding formal rules, a CBR system
depends on informal knowledge structures in the form of solutions of some past cases. In
order to solve a current problem a CBR system tries to locate from its case-base similar past
case(s) and tailor the past solution(s) according to the need of the current situation. Naturally,
as the case-base grows, searching for appropriate solutions becomes a challenging issue as
well. Different search algorithms have been developed in recent years for rapid case retrieval
from a case-base. But, as we observe below, all of them are based on some oversimplified
assumptions regarding the domain and consequently none of them stands the test of being a
foolproof solution to the real-time Al problems.

The "Case-Based Search" (CBS) algorithm [Bradtke 88], although designed for searching in
a case-based reasoning environment, has its limitations with respect to application in a real-
life problem. Its success depends on the design of an index function that divides the problem
states into some equivalence classes, depending upon their distances from the goal state. Evi-
dently, design of such an index needs considerable knowledge of the problem space and the
goal state. It also requires the exact steps that take the current state into the goal. But a real-
life problem domain (e.g. the AGC problem) is likely to be open in nature with incomplete
or uncertain knowledge of the domain, unpredictability about presence/absence of other fac-
tors etc. Naturally, availability of required knowledge for the index is not guaranteed. More-
over, as we see later through examples, there may not be any precise goal state for a given
problem. In a time-critical situation the immediate goal of the problem-solver often changes
depending upon the available time. Hence deciding the equivalence of states is not easy,
because here equivalence of states is measured in terms of their implications in a given con-
text and not merely by input features. This prohibits straightforward application of CBS in
time-critical problem domains.
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Tree-Hash algorithms [Stottler 89] have the inherent drawbacks of oversimplification in simi-
larity measurement. They measure similarity on the basis of exact matches of attribute
values. But in real-life situations matching of cases based on attribute values may not be
practicable, as various aspects of cases need to be considered and therefore massive abstrac-
tion of cases is required [Owens 88]. As a further example, Lehnert’s algorithm [Lehnert 87]
of searching large case-bases considers generating and searching the entire search space. Its
domain of application being ’phoneme generation for pronunciation of unknown words’ has
the obvious advantage of a rather limited (even enumerated a priori) search space, which is
not true for most real-life application domains where a case may be specified in terms of
features drawn from very large sets.

The above observations suggest that efficient retrieval cannot be achieved only through supe-
rior search techniques. Instead, efforts should be made to measure similarity of the current
situation to past ones in a judicious manner in order to facilitate worthwhile retrieval within a
limited time. The basic limitation of existing mechanisms is that the notion of ’similarity’
remains static throughout the operation. But time-critical situations deviate from this blanket
assumption about similarity, where - depending upon the situation - the meaning of similarity
may vary. The next section describes some of the salient influences that time-criticality may
have on similarity measurement.

2.4.2. Other Heuristics And Suggestions

While speed is considered to be the foremost requirement of real-time systems, there are
other aspects too. Different heuristics have so far been developed to satisfy them. For exam-

ple,

Anytime Algorithms, characterised by some special features, have been suggested in dealing
with time-dependent planning problems [Dean 88]. These algorithms are characterised by
facilities whereby

- reasoning with such an algorithm can be suspended and resumed subsequently with little
overhead;

and

- it can be terminated at any time, yet it is guaranteed to return some answer, and the
answer returned will improve as a well-behaved function of time.

Progressive reasoning [Wright 86] has been suggested to ensure timeliness. Here, inference
is performed in several phases such that at each phase a more accurate solution is produced. It
prescribes for a system to have several levels of reasoning, each using data that are more
time-consuming to retrieve and process than the previous level. The last calculated answer is
to be remembered so that as soon as the allowed time expires the system can produce a

-33.-



response based strongly on that answer. Again, the idea of progressive reasoning is essen-
tially a subset of a more generalised idea called "progressive deepening” [Winston 84], which
searches each situation to successively deeper depths until the time bound is reached. Evi-
dently, such an approach is likely to work when the problem has a character that allows this
multiple-stage treatment to occur. For an arbitrary domain such an assumption is more likely
to be false than true.

In order to avoid any repetition of tasks that a system may undertake while reasoning with a
given problem, distinctions have been made between reasoning in the future and reasoning in
the past [Long 83]. The argument presented is that a real-time system in course of its func-
tioning may encounter some new or derived data which have influence on some decisions
made in the past. In such cases treating this set of data as something entirely new should be
erroneous. Instead the system should be able to backtrack and withdraw some of the conclu-
sions (and related information) made in the past and re-execute its decision module, as it is
not possible to revoke any action that has already been taken. On the other hand, any data
pertinent for reasoning in the future has influence on both information and the actions to be
taken, and a system can be judicious in selecting the next action based on such items of data.

2.5. DIFFERENT REAL-TIME SYSTEMS: A BRIEF OVERVIEW

There have been quite a number of efforts to build real-time systems, each having its own
merits as well as limitations with respect to solutions of time-dependent problems. An
exhaustive study of all of them is unnecessary; here we describe a representative set of them
along with their purpose and behaviour in attempting to achieve the objective.

2.5.1. AIRPLAN

One of the earliest systems designed for time-critical decision making is called AIRPLAN,
developed at Carnegie-Mellon University [Masui 83]. The purpose of the system is to assist
air operations officers with the launch and recovery of aircraft from a carrier at sea. The most
important aspect for this system is "graceful adaptation” in the sense that it has to recognise
any changes in the environment (such as weather conditions, fuel state of an aircraft) and take
appropriate action (here, to alert the officers) to combat the impending problem. AIRPLAN
offers four levels of assistance to its users: display of raw data, identification of problems
and rough characterisation of possible solutions, refinement of the characterisation of possi-
ble problems and identification of possible future problems.

The task of AIRPLAN has stringent time constraints in the sense that the system may dis-
cover an impending problem in a situation when there is no time to explore its implications
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adequately. In order to account for this, the system has been developed in the following way.

AIRPLAN has the facility to "interrupt itself" while executing certain tasks, in order to
manage its time resources more effectively. As soon as AIRPLAN receives a report it
updates its display to apprise the users of the latest situation. It uses several demon! rules for
recognising new reports and subsequently updating the display. AIRPLAN then analyses the
report and computes the probable urgency, before resuming the previous task that it was
engaged in. Once it finishes the latter task, it takes up the most important unanalysed report
and starts working on that. When no such report exists, it tries to generate possible future
problems from the current situation and finds tentative solutions in the anticipation that the
problems will occur soon. AIRPLAN adapts a multistage (like progressive deepening)
approach in working out solutions for current problems. At first it brands its options to solve
a current problem as "bad" or "possible”. Subsequently, it refines the initial conclusions and
comes up with characterisations such as "good", "o.k.", "poor" and "impossible" for the avail-
able options.

2.5.2. L*STAR

The L*STAR system [Laffey 88b] has been developed for real-time telemetry analysis of
data received from satellites. The major characteristic of this task is that the system needs to
respond to a changing task environment involving an asynchronous flow of events and
dynamically changing requirements. The responses are further stipulated by limitations on
time, hardware and other resources.

A distributed architecture has been designed for this time-bounded task. The three major
processes identified are: inference, data mangement and input/output.

- Inference process (IP) accounts for analysis of the data. It uses frames and time-triggered
forward and backward chaining rules for this purpose.

- Data management process (DMP) is responsible for collection, compression and scaling
the huge supply of data and its subsequent routing to the inference process.

- Input/output process (I/O) is used to provide an interface (consisting of a hierarchy of
schematics with real-time plots) to the operator.

These three processes work independently and communicate with each other via message-
passing. Their objectives are to exploit the inherent asynchrony in the overall system, and to

! Demon is, conceptually, a procedure that watches for some condition to become true and then activate an associated
process [Rich 91].

-35-



maximise the overall throughput and response. The DMP acquires and compresses the
incoming telemetry data, and then sends them selectively to other modules. At the initialisa-
tion, it receives messages such as: which data are necessary, which data ought to be sent and
to which destinations, whether data should be smoothed, how often data need to be sent from
IP and I/O processes. The IP is used to analyse the dynamic data by means of its rules, frames
and various statistical procedures. Different means have been designed to invoke these rules
or procedures in order to perform the time-bounded analysis of the asynchronous data. Some
are temporally-driven and are tested regularly at certain fixed intervals, while others are
data-driven (i.e. invoked only when changes occur in some dataset), or event-driven (invoked
when a specified goal has to be achieved).

In order to achieve maximum efficiency, rules in L*STAR are compiled into an intermediate
postfix format that does not require any pattern matching to occur while the system is run-
ning. All the variable bindings are resolved during compilation, and multiple rules are gen-
erated from a single one depending on the number of objects to which the variables may bind.
This evidently leads to the strong likelihood of a combinatorial increase in number of the
generated rules. In order to achieve a time-bounded performance the method dynamically
turns off event recordings such as rule firings, procedure calls and data assertions. Even then
the uncontrolled growth of the relevant rules makes this approach usable only for problems of
"soft" real-time nature. Furthermore, the system cannot respond to a sudden emergency, nei-
ther can it provide any response if the time bound is not met.

2.5.3. RT-1

RT-1, a real-time knowledge processing architecture [Dodhiawala 89], has been designed to
cope with real-time demands. This general architecture, too, is based on multiple reasoning
modules, but here the common link between them is a shared blackboard dataspace and they
communicate through signals. The modules run in parallel and asynchronously. When some
change in knowledge sources or some change in the blackboard occurs, these events are sig-
nalled to the reasoning modules. A decision mechanism, event directory, is maintained to
decide the modules that are appropriate (in terms of capability and interest) for a particular
event and the events are routed accordingly. The entire reasoning process is event-driven.
The reasoning process comprises four steps:

- trigger step, for recognising arrival of events and establishing relevant responses to these
changes. These events may trigger various knowledge sources that are relevant to them.

One of the primary components of a blackboard-based system is knowledge sources (KS),
i.e. a set of independent modules containing system’s domain-specific knowledge. Each
KS is associated with a set of triggers which govern the activation of the KS. When a

! The other two components are: the blackboard, i.e. a shared data structure for inter-KS communications, and the
control system [Rich 91).
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trigger fires, it creates an "activation record" (KSAR) describing the KS that should be
activated and also the specific conditions that prompt the activation [Hayes-Roth 85].

- precondition check step, for checking the different knowledge source activation records
to determine if the context exists for execution of the action body in the corresponding
knowledge source.

- schedule step, which applies different control heuristics to prioritise different KSARs, in
order to determine goals of different reasoning modules and thence of the entire system.

- execute step, responsible for selecting a subset of executable KSARs and their execution.

The main feature of this architecture is prioritisation of the events. Multiple event channels
are used to deal with various simultaneous events. The reasoning process in its cycle attends
to the highest priority events and knowledge sources, and pays attention to lower priority
ones only when there is no work to be done at the highest level.

2.5.4. TRUCKER And RUNNER

Two other time-bounded systems are TRUCKER and RUNNER, produced by a single group
(Hammond 88, Hammond 89]. These rely on case-based rather than rule-based knowledge.
They both apply opportunistic memory techniques to create new plans from existing plans for
delivery of materials. The techniques involve switching from one set of planning techniques
to another when an opportunity arises. TRUCKER controls a fleet of virtual trucks and a city
map. The requests that it receives are calls with requests for picking up material from one
point in the city and delivering it to another, with an attached deadline. TRUCKER assumes
incomplete knowledge of the ongoing problem; hence goals change with time and computa-
tion of the best path to a goal is often intractable. The method of forming a plan, given a new
request/goal, is to put this request on the agenda of one of its trucks. The module that admin-
isters the agenda tries to merge requests to improve use of time, but does so only when it
finds an opportunity to satisfy one request while running over the route chosen to satisfy
some prior and active request. Plans that are held for possible later use in generating routes
for new requests emphasise conjunctive goals. These are usually expensive to generate ab ini-
tio, so it is better to find new conjunctive-goal plans by starting from old ones. Stored plans
also carry information about their contexts of usefulness or non-usefulness, as a guide to the
development of new plans.

2.5.5. Telephone Switching Network

Kopeikina et al. [Kopeikina 88] have considered case-based reasoning (CBR) as a support for
a different type of traffic management: routing of calls on a public telephone switching
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network. Their software architecture has three main components: indexer/matcher, selector
and modifier. The indexer/matcher helps in retrieval of cases that are similar to the situation
for which a solution is desired. Because of the application, it is not possible to identify a sin-
gle set of attributes that is always significant in indexing. Consequently the index scheme is
more like a general graph than an information-retrieval hierarchy or tree. The graph uses
three types of node: index stations, which contain sets of features that characterise a problem
situation best, dispatchers, which can discriminate among index stations, and dispatch ports
for connections between the two. A time-limited search procedure scans the network, assign-
ing weights to the nodes according to their relevance. This is an iterative process, except that
it is terminated when a time bound is reached. The selector component then picks up the best
case from among those that have achieved a high enough weighting during the indexing
phase. The choice is made via two criteria: closeness of fit to the given situation, and
success/failure estimation. The modifier component then adapts the best retrieved case to the
new situation.

Subsequent work [Brandau 91] has suggested introduction of a set of switches to facilitate
distributed control operations across multiple network loci. The representation for this
scheme also captures some of the temporal and spatial structure of the network.

2.5.6. QES: Quality Expert Systems

The real-time expert system QES, developed at the Steel Resource Centre at Northwestern
University [Schnelle 92], is also engaged in time-bounded computations. The purpose of the
system is to help its users in assessing and maintaining the quality of the steel produced in
different mills.

The quality of the production depends on various process parameters and other extraneous
factors such as operating conditions, product locations etc. As the process conditions con-
tinue to change during the operation phase of the process, the quality of the product can also
change. The QES is designed to monitor the production conditions and to predict possible
future problems. Depending upon the nature of the suspected problem it should send
appropriate messages either upstream, for resetting the working conditions, or downstream,
for possible fixing of the defects in subsequent processing. The functioning of QES is
extremely time-dependent, as delay in identifying defects leads to downgrading the produced
steel slab or in the worst case scrapping it altogether.

The knowledge for this system has been stored in the form of rules. The rule set has been
divided into five categories:

- prediction rules, for monitoring process variables and prediction of defects.
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- inspection rules, for confirming (or denying) of predicted defects.

- diagnostic rules, to find causes of inspected defects.

- feed-forward rules, to generate suggestions down the process-line
and

- feed-back rules, to tell the operator the type of defects.

In order to perform in time-bounded fashion. each rule has a scan interval value attached to it.
This is the set time interval at which the particular rule will be fired. Each rule’s precondition
part tests for certain acceptable values for relevant variables. Each value is associated with
some validity tag, describing the interval during which the value will be valid. If this time is
exceeded, the processor reads a fresh value for the variable.

2.6. CONCLUSIONS

In the literature, real-time performance has been characterised not only by timeliness alone,
but many other features have been identified as important for these systems, among others
asynchronous event handling, shifting focus of attention, guaranteed (i.e. a priori predictable)
response time, graceful adaptation (i.e. adjustability to new situations) [Ingrand 92,
Dodhiawala 89]. A close look at these systems suggests that timeliness or ability to finish a
task within a specific time-limit has not been considered as the main objective in most of
them, and it has been compromised with other aspects. For example, in AIRPLAN the main
attention has been given to attending to the most important problem in hand. On the other
hand, in TRUCKER and RUNNER an ad hoc approach has been adopted to exploit any
opportunities that may come up in order that the computing time can be minimised. In none
of them is finishing the task within a given time bound guaranteed. In systems where timeli-
ness has been considered important, either improved hardware (e.g. parallelism in RT-1)
and/or domain-dependent coding approach (e.g. in L*STAR), or ad hoc methods like blind
firing of rules at regular intervals (e.g. QES) have been used. None of them can be considered
ideal. Ideas like progressive deepening, although this one appears very convincing, have so
far had no serious reported practical implementation or study of their implementational
aspects. Moreover, progressive deepening appears to need a problem structure that is tailored
to it. Therefore, we see a gap between the theoretical studies and the actual implementations
of particular techniques. Our work aims at reducing the gap by designing a system that is
more akin to human reasoning in time-bounded situations and studying its implementational
aspects in reasonably convincing detail.
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Chapter 3.

CACHE-BASED ARCHITECTURE:
THE FIRST LOOK

3.1. COMPUTATIONS AND CACHING

The relevant lexicant meaning of the word cache is a "hiding-place for treasure, storss etc."
[Webster 90]. Keeping with this sense, the idea of caching has been developed in computer
science as a small fast-access memory, to hold copies of relevant portions of main memory
which are likely to be required soon or repeatedly. The speed of performance of a computer
system primarily depends upon two of its components: CPU and main memory. For optimal
performance of a system, the effective speeds of these two components are required to be at
par. With the development of hardware technologies there has been a tremendous increase in
CPU speed causing a manifold increase in the demands of accessing to and retrieval from
memory while at the same time the size of the memory accessible to the CPU has gone up
considerably. However, this development has not been matched with a proportionate
increase in memory speed, and as a consequence a problem of diminishing speed in
memory-bound operations has arisen. Thus computers of later generations have started
suffering from a gap between the CPU and memory performances [Matick 77]. In order to
overcome this discrepancy in speed the idea of a cache memory has been developed, where a
buffer memory is set up to hold most recently used data for immediate access. Cache memory
has been implemented commercially first in IBM 360 machines, in the year 1969 [Ralston
93]. Although primarily developed in a memory management context, similar ideas have later
been transported to other areas of computer sciences. For example, many tape units are pro-
vided with a cache memory in order to facilitate easy updating with changes in corresponding
system configurations.

The principal idea behind caching is "locality of reference”, i.e. information is organised in a
structured manner in order to facilitate quick identification of the relevant data and easy
access to it. As the technique proved to be successful in solving hardware-oriented problems,
it is no wonder that it was then taken as a suitable technique for storing immediately-required
data in different software developments as well. Use of caching as a suitable means to ensure
quick access to data has by now received much attention in different applications, particularly
those involving computations with huge amounts of data. Knowledge-based applications can
easily be identified as ones belonging to this category, and the notion of a cached answer that
is always available for immediate use is not unfamiliar in AL. The use of default values in

- 40 -



association with frames, and storing of plans for future reuse, can be described as the caching
of answers to the respective problems. The technique used in the RETE algorithm for deter-
mining an active subset of the set of rules in a production system by storing instances of pat-
terns, has also been termed as caching [Laffey 88].

However, the usual treatment of cached answers in Al differs from those used in other areas
of computer science. While in memory management and other tasks caching involves sys-
tematic structures (such as array, stack, bucket), the idea of default values is not familiar in
those areas. On the other hand, caching in different AI applications implies a quick matching
of situations (on the basis of appropriate values/patterns) and retrieval of a suitable value. The
utility of appropriate data structures is not of primary importance in these areas. We combine
the insights from the two sources, as a foundation for a cache-based architecture suitable for
time-critical computations. But in our architecture we extend the notion of cache from a mere
repertoire of immediately-usable data to a buffer storage that prescribes solutions/solving
techniques of different qualities in compliance with varying temporal demands.

This chapter describes the cache-based architecture designed during the thesis project and dif-
ferent operations involving the cached data and gives illustrations with examples from the
AGC (i.e. controlling ground operations in an airport) domain. We also compare the cache-
based organisation of knowledge with existing knowledge-organisation techniques.

3.2. FUNDAMENTALS OF THE CACHE-BASED ARCHITEC-
TURE

In a time-bounded domain it is not necessary that all situations will be of equal urgency. In
practice, one can expect varying time limits imposed on solving problems in different situa-
tions. Consequently, one would expect varying solutions to the same problem depending
upon the available time. When the time bound is too pressing the system may not have
enough time to try any standard computation. The only possible options for these contingen-
cies should, naturally, be some pre-computed answers. The function of the cache, in these cir-
cumstances, will therefore be to provide a ready-made solution appropriate for the current
situation. On the contrary, when a temporal bound is sufficiently generous for serious compu-
tations, the system should resort to some suitable technique that will consider various aspects
of the situation and compute an appropriate solution. (Obviously, we assume that different
methods, with varying complexities and hence with different qualities of outcomes, are avail-
able for handling the same situations - which is generally true for many realistic applica-
tions).

The cache-based architecture proposed here has been designed to capture this expectation in
dealing with situations with varying demands on time. The core of this architecture is a cache
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that contains the information relevant for dealing with new requests. On one hand the cache
contains the immediate use values for extremely time-critical situations when an almost
instantaneous answer is necessary. On the other hand, for situations with less pressure on
time the cache should be able to suggest the best possible problem-solving technique for pro-
viding as good a solution as practicable while obeying the imposed temporal bounds. We
reckon that the two principal reasoning paradigms in knowledge-based computations, namely
rule-based reasoning and case-based reasoning, can serve as the tools for solving problems
when the available time permits their application. A further requirement for the cache-based
system is to have capabilities that facilitate retrieval of appropriate information from the
cache and meaningful reasoning with it. The basic architecture and its operations are
described below.

3.2.1. Operational Scheme For The System

The fundamental requirement for the system is therefore a multi-level cache. In our illustra-
tive scheme there are three levels in the cache: default level, rule level and case level. (This
of course not to exclude other paradigms and further levels from the architecture itself).
Corresponding to each level there should be some attached time values suggesting under
which temporal conditions a particular level will be accessed. Apart from a pertinent rule-
base and a case-base of past cases one can also expect a system to maintain auxiliary
knowledge-bases of different types such as temporal knowledge (relevant to management of
time), action knowledge (the different actions permissible in the domain concerned) and other
relevant domain knowledge (e.g. simple semantics of items in the domain) for characterising
and solving different problems. Our system should also maintain interpolation routines
which are used in deriving quick solutions. The significance of these different types of
knowledge will be explained in subsequent chapters.

Upon receiving users’ requests, the control program should interact with the cache for retriev-
ing relevant solving suggestions and then apply interpolations, if necessary, for designing the
solution for a current problem.

A schematic diagram of the cache-based system is presented in Figure 3.1. The cache levels
reflects our particular experience with applications; in general there is no requirement to have
exactly three levels, or exactly the order and type of representations (except for a shallowest
"default" level) shown in the figure.

3.2.2. Structure Of The Cache

The above requirements dictate an overall structure for the cache. Standard knowledge
representation schemes like rules, semantic networks, scripts etc. are not well adapted to hold
the entire contents of a cache. We have chosen an array-like scheme to fill the gap.
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Figure 3.1: Organisation of a Cache-based System

3.2.2.1. The Basic Design

The form of cache that is simplest and easiest to understand is a 2-dimensional array or
matrix Ci,j with i € [I,m] and j € [1,n]. Each row holds information on one method of solu-
tion of a given computational problem, where normally there are several methods of solving
the problem. The first row refers to the method that requires the least computing resources
(usually time). This is also likely to be the method whose results are of the lowest quality; for
example, assignment of defaults. At the other extreme, row m should refer to the highest-
quality method or result that is practicable. Computations on this row will therefore usually
have the largest demands on computing resources. The column(s) can be labelled by the key
coordinate(s) or value of the input. These are the values that designate a problem and thereby
facilitate retrieval from the cache. Each element C; . is essentially a guide towards finding the
solution of a problem when the input coordinate is "closer" to j than to any other value and
where the amount of the critical computing resource (time, in our example below) that is
likely to be consumed in generating the answer is no larger than the amount associated with
row I (but is larger than the amount for row i-1; i > I).
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Evidently, such a simplistic structure will not work well in a realistic domain as it is unrea-
sonable to hope that each problem can be described using a single feature (represented by the
column dimension). Hence for a general cache we extend the above idea to accommodate a
set of features that are sufficient to represent a situation in the domain under consideration.

The cache that we propose therefore structurally resembles a multi-dimensional (say k+1)
array. The first dimension (which we call level) carries information about the specific time
limits Ti (i = 1, n, in an n-level cache). Each of the dimensions 2,.. k+1 (called P1 . Pk’
respectively) stands for some key feature that is essential in describing a problem situation.
These key features should be chosen carefully so that they refer to some important (from the
point of view of solving it) aspect of the problem. We discuss that issue in detail in chapter 4.

Each column dimension is then divided into several columns, each describing a typical value
for the corresponding key feature. These column headers are the values that represent a given
situation and facilitate information retrieval from the cache. The column headers along each
dimension can be represented in many ways (e.g. using numerical values, symbols, range of
values). The actual choice of the column dimensions and their partition into appropriate
headers depends upon various considerations such as their relevance to the problem, or subse-
quent operations to be carried out, to name a few. Discussions with domain experts and sys-
tematic analysis of the domain are necessary to come out with the right set of column dimen-
sions (i.e. key features that characterise problems) and the typical headers along each dimen-
sion. Often the final choice will be arrived at through trial and error with different sets. With
respect to the AGC domain, the indices that are used in the current version of our cache have
undergone quite a few changes from the ones that were used in our early versions of the
cache [Chatterjee 92]. Each cell of the cache can then be referred to uniquely by (k+1)-tuples
@, v1, v2, .. vk) where each vj (j = 1, k) is the value for the said problem along the j-th
column dimension Pj and i is the relevant level of the cache. The content of this cell will be

represented as C, , ..

3.2.2.2. Basic Contents of the Cache-cells

The primary content of each cell consists of guidelines for how to tackle a problem that is
described by the columns of the cache-cell (specifying the current problem). What a "guide-
line" should comprise will depend on the knowledge representation used in the cell’s level in
the cache, of course. We store solution-oriented information in a cache-cell in the form of
actions that should be carried out for solving the cell-specific problem. A particular cell of
the cache contains a set of actions {Al’ A2, Ak}’ depending on the level of the cell, the
corresponding solving method, and also the column values. Each action A, may in turn be
broken into a sequence of subactions. The subactions can be of various types such as prere-
quisites which ought to be performed before carrying out the actual action (e.g. a prerequisite
for sending a patient to a hospital is arranging a car); or consequents which follow from the
outcome of the suggested action (e.g. a consequent for a failed request for an ambulance is to



request a friend to lend a car for sending a patient).

Contents of the default-level cells may be a series of unconditional instructions. These
should be the most generalised actions that can be performed to mitigate a current problem
even without going into its finer details. The cache cells, in this case, may contain the
sequence of instructions explicitly, or if the same set of actions is repeated in many cells it is
efficient from a storage point of view to hold them in some known place whose address will
be stored in the relevant cache-cells. With respect to the AGC domain some examples of gen-
eric instructions are: evacuate <location>, pass the message to <person>, control the spread
of <object>; where the relevant parameters are determined from the context, i.e. the problem
description.

For a level associated with applying rules (and where the corresponding time available is
enough to permit their application), the reasoning comprises invoking the inference engine,
applying appropriate rules etc. to determine the right set of actions to be carried out. The
major advantage of using the cache, here, is that the cells at this level contain
pointers/references to appropriate sets of rules, so that the time required for searching rules
and matching preconditions is minimised. The rules should be designed in such a way that
they improve upon a basic generalised solution, by taking into account various constraints
that may be relevant in a particular situation. The system needs to compute values for the key
variables with the help of the features of the situation. The preconditions of the rules should
test these values and qualify the actions through their postconditions.

For the case-level (i.e. a level where the knowledge is stored in terms of past cases) the rea-
soning steps may be retrieving an appropriate case, measuring the similarities and dissimilari-
ties of the retrieved case with the current situation, adapting the old case to the new situation
etc. Each cache-cell in this level should contain pointers/references to an appropriate set of
cases to obviate a search through the entire case-base in choosing an appropriate case.

There are three major components of a case [Kolodner 93] (ch. 5)] that are important from a
reasoner’s point of view:

- features of the problem description and relationships between parts;
- constraints on these goals;

- goals that have been achieved (and how) in solving the problem.

Once the right cache-cell is identified with the help of the current problem description, the
system uses the imposed constraints to examine the subtleties of the situation which govern
the ultimate selection of the cases associated with the cell concerned. The actions taken in
achieving the past goals then provide the requisite cues for solving the current problem.

Initial values for this information must be inserted by hand, after running a test set of prob-
lems, but these values can then be updated automatically as the cache is used in processing
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further examples. For efficient functioning of the cache-based architecture one needs to store
some additional information in the cache-cells. We shall discuss these issues in later chapters.

3.2.3. Illustration With An Example

To illustrate the points made above, we consider one particular problem from the AGC
domain:

In the airport a fire has just broken out and the Ground Operations Controller
needs to take appropriate action to mitigate the problem, keeping in mind that
safety of people is the most important objective in the event of such a trouble.

A cache that has been designed to deal with problems of this kind has three column dimen-

sions: !

Potential-degree-of-threat, representing how dangerous the object is as far as safety is con-
cerned. For example, a bomb, in general, is potentially more dangerous than fire;

Location-of-the-event, representing the location of the airport where the threat has appeared.
This is important because the actions to be taken depend largely on the location concerned,
particularly when it involves safety of passengers and/or damage of expensive items, such as
aircraft;

Activity-level-of-the-airport. The steps that should be taken depend also on how busy the air-
port is. This is particularly important when cancellation and (re)scheduling of flights are
involved.

For each of these three dimensions we have used some typical values. For illustration, the
activity level of the airport can be described with the help of the flight density, i.e. the
number of arrivals and departures of flights in the next hour say; and we use three different
values, namely low, normal and high, to describe the ground operation controller’s intuitive
appreciation of a particular situation. Regarding treatment of time, we consider four different
methods for solving this problem. Classical planning [Nilsson 82] is likely to give the
highest-quality results, but will often take too long. This is, therefore, attached to the deepest
level (4th row) of the cache and is not of interest for the present thesis. Contents of the cells
in other levels are filled in according to the design choices made in the previous section
(3.2.2.2). Thus we advocate a 4-dimensional cache for dealing with the AGC problems.

It is easier to understand such a structure if presented visually. But the difficulties of drawing
a 4-dimensional cache compel us to rule out that idea. However, towards the end of this

' In chapter 7 we demonstrate reasoning with such a cache. however for simplicity the discussion there has been
restricted to only the first two of the column dimensions.
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chapter we discuss an example from a numerical domain, and a pictorial representation of the
related cache with a single column dimension is provided there. The 4-dimensional cache for
the AGC application will be apprehended better if considered as a structural extension of this
one (despite the significant difference in the contents).

3.2.4. Basic Cache Operations

There are three major operations associated with a cache that ensure its most versatile and
smooth functioning: retrieval, knowledge interpolation and propagation. We introduce
these operations here. While ’retrieval’ and ’interpolation’ will be dealt with deeply in subse-
quent sections, the issue of ’propagation’ has not been examined in any detail in this thesis.

3.2.4.1. Operation of Retrieval

By ’retrieval’ we mean accessing particular cache cell(s) (by the relevant column indices) in
order to pick up the instructions stored there for potential use in the given situation. The
difference in the methods stored in each level makes retrieval a non-trivial issue for the
designer because (as illustrated in section 1.2.1) the aspects of a situation and hence the key
features that one deems to be important in solving a problem vary with the available time.
The key issue therefore is to identify the most appropriate features for each level of the cache.
In chapter 4 we discuss the issues concerning selection of appropriate indices and their subse-
quent use in measuring similarities with a given situation for a cache.

Further complications arise because in a realistic domain it is unlikely that a problem will
always match uniquely with some column header along each dimension. In the event that
there is no exact match, it is necessary to consider more than one cell of the cache. Addition-
ally, the issue becomes more complicated when a particular cell that the method accesses for
retrieving a solution is found to have null contents. The system should have tactics to circum-
vent these difficulties. Chapter 7 discusses the issue of retrieval in more detail.

3.2.4.2. Operation of Interpolation

Our initial idea of ’interpolation’ has been a means of approximation to the solution on the
basis of contents of adjacent non-void cache-cells in the event when a given problem does not
match exactly with the column headers of any cell. However, we found later that interpola-
tion needs to be applied even when only a single cache cell is chosen for solving a problem.
This is because we have observed that a deeper-level (i.e. case and rule levels) cell of a cache
is normally associated with a number of pertinent sources of information (i.e. cases or rules);
and the method needs to select from among them the ones that match with a current situation.
More subtle features of a situation are used to make these selections. Evidently, here too, one
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may expect non-exact matches of the current problem with the cached ones and thus the pos-
sibility of a need for interpolation occurs.

In a problem-solving domain, where the purpose of the cache is to provide suitable actions to
settle problems, "interpolation" can be of various types. For example, the method may inter-
polate between values for parameters describing features of the problem or it may interpolate
between parameters of an action, or even between different actions.

However, the obvious difficulty here is that the values the system deals with are not numeric
in general, so that (unlike a numeric domain) no straightforward ordering may exist between
them for possible interpolation. We claim that it is possible to impose metrics on most
apparently non-interpolatable features, thus facilitating the computation of a distance
between two entities and thereby the application of interpolation. Chapter 5 discusses our
ideas regarding interpolation-related tactics for symbolic domains.

3.2.4.3. Operation of Propagation

Since the total number of cells in a cache grows exponentially with the number of headers in
each column dimension, in a a realistic domain one may expect a cache that is very large in
size. It is unreasonable in these situations to assume that the cache will have non-void entries
in all cells right at the outset (as there may be no previous information on the record concern-
ing an identical or closely similar situation to the current problem). It is therefore highly
desirable for improved performance of the cache-based system to upgrade its initial contents
or incorporate some solution in the void cells as more problems are solved in course of time
using the cache. The third operation ’propagation’ aims at improving the utility of the cache,
by which we mean filling the empty slots of the cache, or improving the quality of solutions
stored at intermediate levels of the cache. The basic idea is that information from good-
quality solutions in cells at the level of row r should be propagated upwards to improve the
quality of cell contents in rows s, where s <r.

Typical time-critical computations do not require that all of the available computing
resources be applied to responding continually to urgent inputs. It can be expected that there
will be periods when some computing power can be devoted to improving the general quality
of the information held in elements of the cache. If the initial state of the cache consists of
low-quality values (e.g. a set of default values in row 1, and no values in other rows),
resources that are not needed for urgent tasks can be used in computing or improving the
values in all rows. While values in any row can be computed by techniques available within
that row, the ideal situation is one in which the best value C for any set of column
headers j1, j2, .. jn is also present in elements Cm-l,jl,j2,..jn’ ClJl,jz,..jn' This ideal is never
likely to be achieved in practice, because of the time-varying properties of realistic applica-
tions, and because of the difference in representational conventions between rows, but a
cache system should nevertheless try to improve its cached values in the direction of the

m,j1,j2...jn
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ideal. This can be achieved by moving the values at deeper cells to the shallower cells with
the same column indices. For example, a solution obtained by rigorous planning can be
stored as a case, a case that is referenced often can be stored as a ’default’ solution etc. (Evi-
dently, the system needs to maintain appropriate statistics in order to facilitate effective pro-
pagation).

In general this will not be a simple overwriting of C because the dif-

kjliz.in 2Y Cmjlj2. jn’
ferent techniques used for computing within rows k£ and m may imply modification of the
contents in level m for consistency with the conventions of row k, before the cells can
receive the propagated value safely. Thus the idea of propagation in itself is a research topic
related to machine learning and probably also to so-called "knowledge interchange" formats

(KIF). We do not consider the issue any further in this thesis.

3.2.5. Treatment Of Time

On encountering a problem, a system designed for time-bounded performance should be able
to make a plan which can be carried out within the specified time-limit. We observe that the
time required for solving a problem can be computed by considering two aspects: computa-
tional time and physical time. By computational time we mean the time that is required for
planning a solution (which varies along with the methods applied), while physical time is the
time required for actual execution of the plan. However, it is worth noting that physical time
is essentially domain-dependent and requires a human expert’s advice in choosing the
appropriate time-limits during the design phase of a system. An ideal cache stores against
each proposed method the (updatable) average temporal requirement for its computation and
also stores against each action (and/or subaction) the average time requirement for its com-
pletion, plus information on the variability. The advantage of storing these pieces of temporal
information is that the system can then use them to determine the best practicable level at
which to access the cache in a given situation. For example, if the average time taken by the
relevant action in some level exceeds the allowed time limit, it is not worthwhile for the sys-
tem to invoke that particular action or to access that level.

The same temporal information, stored against each level, can be used in different ways in
different situations. For hard real-time problems the method should be such that it guarantees
completion within the time bound. Naturally, the time-points T;s are to be chosen appropri-
ately.

Let the average temporal requirement and its standard deviation for the method correspond-
ing to the j-th level be t; and 5; respectively. Hence one possible selection criterion for T i
will be:

T.=t +s5.*%3
it TS

when the time constraint for the current problem is hard in nature. On the other hand, for soft
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real-time problems it is possible to govern selection of time point Tj (G=1,2,..m)by:
Tj =1+

Consequently, selection of an appropriate level in solving a current problem with allowable
temporal stipulation T will vary with the nature of the problem. For hard real-time situations
level i will be selected, such that:

T2 L+s; *3

But for soft real-time situations the selection of i-th level may be governed by:

T2 t.+s.
l l

and is thereby likely to give a higher-order (in qualitative terms) technique a better chance to
be employed.

We demonstrate selection of the limits for problems of hard and soft natures and evaluate the
performance in section 9.3 when we discuss experimental results from the shortwave radio
domain.

3.3. DESIGN CHOICES FOR THE CACHE-BASED ARCHI-
TECTURE

Knowledge required for successful implementation of a cache-based system can be classified
into two categories: domain-specific and cache-specific. Like any problem-solving system,
the cache-based system too should hold knowledge on various domain-specific aspects, e.g.
nature of different problems, their consequences, possible mitigating actions, side-effects (if
any), degree of importance of a problem etc. Such items belong in auxiliary tables or
knowledge-bases (i.e. outside the cache), and require only routine treatments in terms of
acquisition and use. But, the cache-specific aspects of the knowledge deserve special atten-
tion and treatment right from the design phase of the architecture.

The most important tasks in building a cache-based architecture are:
- choosing appropriate indices for general specification of problems;
- design of interpolation for cache entries;

- identification of appropriate time points T;s and selection of suitable methods correspond-
ing to each T,.

The following subsections discuss various cache-specific decisions that a system designer
needs to make during implementation of the architecture.
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3.3.1. Choice Of Indices

One needs to decide on suitable indices to represent a current situation and also to refer to the
appropriate cache-cell. However, selection of appropriate indices suffers from the following
difficulties:

On one hand we find that any real-life problem has numerous contextual features [Schank 86]
each having its own role within the problem description. But use of too many features not
only leads to a huge cache (which may even be unmanageably large) but also increases the
access time and therefore interferes with the basic purpose of the cache. On the other hand,
insufficient features do not represent a situation properly. Consequently, the system has to
rely to a considerable extent on its reasoning process which inevitably becomes time-
consuming and the utility of the architecture becomes questionable. These two conflicting
facts introduce a need to strike a balance between these two extremes and make the task of
indexing rather challenging.

Another major question that needs to be addressed is how to identify or choose the column
headers for the cache. The indices not only represent a current problem but also provide
access to an appropriate cache-cell through their respective values. Therefore, the column
indices should describe a particular situation in sufficient detail to allow access of the best
column in the cache plus any relevant manipulations of that entry (e.g. interpolation) so that
the situation can be judged properly and possible remedial steps can be decided upon.

Features of a problem (that lead to appropriate choices of column indices) can be divided into
two categories, viz. ‘raw’ features, those are explicit in the description of the problem, and
’abstractions’, or those that are not apparent in the problem description and must therefore be
inferred. The problems of using 'raw’ features for indexing are twofold:

- for most of the likely realistic problem domains, the volume of *raw’ features is prohibi-
tively high for their straightforward use as cache indices.

- secondly, in a time-critical situation a solver may be concerned more with the implica-
tions of the problem rather than its minute details. Raw features do not necessarily pro-
vide the required insight.

Hence, use of abstractions appears more appropriate as the choice for suitable indices. The
abstractions should be such that they highlight the effects and implications of a problem, so
that the remedial steps can be computed easily. However, describing situations using abstrac-
tions does not guarantee a set of features that represent all possible situations that the system
may expect. In practice we have found that, even for a moderately complicated domain, iso-
lating a single set of features for representing different types of problems is not straightfor-
ward - different sets of features appear to be needed. For these situations we suggest

-51-



classifying problems into certain equivalence classes so that a common set of recovery tactics
will be successful, at least in time-critical situations, for problems belonging to the same
class. We then recommend maintaining more than one cache, where each is dedicated to a
particular type of problem. It is easy to supplement this scheme with a decision mechanism
which evaluates a new situation and refers it to the appropriate cache.

In the absence of a strong domain theory, collection of the abovementioned knowledge
becomes a non-trivial task. But we feel that descriptions of past incidents in terms of cases
and case-based reasoning can serve as good sources of knowledge in these situations. Past
cases help in identifying different types of problems, the key features of problems, and
methods and actions for solving a current problem, along with tentative ideas about time
requirements and many other aspects of the domain.

In addition to basic knowledge about local effects of actions or situations (expressible by
rules or inheritance hierarchies, say), a good KBS will usually contain metaknowledge
regarding the particular actions that may be best in a given situation. The cache architecture
is well adapted to this picture: metaknowledge can be used, for example, to group cases with
similar features into clusters so that one column in the cache refers to each cluster of cases.

3.3.2. Design Of Interpolation

The basic purpose of the interpolation is to determine solutions for a current situation in the
event when the designated cache-cell is empty. However, the nature of the interpolation
depends on:

- the level of the cache, i.e. thé solving method. For example, interpolation between rules is
different by nature from interpolation between cases although the basic purpose may be
the same. For each type of interpolation the system needs to identify the independent
variables and the dependent variables on which to carry out the interpolation. While the
problem features may serve as the independent variables, the dependent variables and
their representation may change along with the level of the cache. A system should have
capabilities to adjust its interpolation methods accordingly.

- availability of time and other resources. As we see later (in chapter 5), even within some
particular level of the cache more than one way of interpolation can be proposed. Here
too, the quality may vary, with a computationally more expensive technique providing a
qualitatively better result. This can be explained better with a numerical example. In
order to approximate the value of a function between two known points one can have dif-
ferent interpolation techniques such as linear, quadratic etc. Not only do these techniques
have different computational complexities, but they differ in their basic requirements as
well. While linear interpolation needs two known points for its accomplishment, qua-
dratic interpolation requires three. Similarly, for the symbolic quantities too one can think
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of different interpolation tactics. In chapter 5 we discuss in detail the tactic of knowledge
interpolation with its different variations and their requirements. A cache-based system
needs to have knowledge to evaluate a current situation and decide which particular
method should be employed for successful interpolation.

For some types of problem, e.g. as in numerical analysis (for which an example of a compu-
tation is given in section 3.4), inputs are real-valued coordinates; therefore identification of
typical column headers, matching of given problem with them and conducting subsequent
interpolation are straightforward. When a problem is less well structured, as in much of Al,
the coordinates may have only a partial order. Identifying right columns and performing
retrieval and interpolation on the cached information then become more complex. But this
does not affect the basic interpretation of the cache and primitive operations on it.

3.3.3. Identifying Different Time Limits And Corresponding Methods

Both "computational” and "physical” times (see section 3.2.5) should be considered in
selecting the temporal thresholds T;s. The reason for taking physical time into account is
twofold:

- dealing with a current problem involves not only designing a plan but also ensuring its
proper application. If the system exceeds the allotted time limit in executing the gen-
erated plan, the whole exercise fails.

- often, at an intermediate step of designing a plan the solver requires certain values which
are not readily available but are crucial to the solver to decide subsequent steps of the
plan. The solver may have to collect this information from some secondary source or may
depend on the outcome of some physical activity. For example, a person having a prob-
lem with a vehicle may defer any decision whatsoever until the vehicle is inspected by a
mechanic and whose opinion about the nature of the problem becomes known.

Consequently, the designer should be careful in choosing methods corresponding to each
time limit T,, and hence to each level of the cache. For example, consider the following
problem with respect to the AGC domain:

The airport authority has received an anonymous telephone call stating that a
bomb has been planted in the terminal building which will explode after x
minutes.

The action that the GOC should take to deal with this problem depends on the available time.
While the ideal solution is to evacuate the place and cordon it off securely and to send for
appropriate authorities to find and defuse the bomb, along with rescheduling of any flight that
may be affected due to this evacuation and cordoning, the modus operandi will vary with the
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time in hand. Let us assume the average physical time involved in contacting the security per-
sonnel and their arrival on the spot and taking charge of the situation is 10 minutes.

Case 1: If the available time is less than 10 minutes (i.e. x < 10), the priority for the GOC is
to ensure the safety of the passengers and therefore to effect the evacuation operation first.
Although the best way of doing it to send security personnel to the spot to persuade the
passengers gently to evacuate (in order to avoid any melee), the lack of time forces the GOC
to make quick announcements through a microphone for evacuation (possibly aided by send-
ing a few airport staff to take care of any untoward incident that may occur due to panic).
Also, the GOC is forced to delay any flight affected by this threat indefinitely, due to the lack
of time for a proper rescheduling.

Case 2: If the available time is sufficient for the security personnel to come to the spot to
take charge of the situation, the GOC will simply send a few airport staff there to dissuade
other passengers from entering and spend more time in rescheduling the affected flights so
that the trouble causes minimum delays to the flights.

Case 3: However, if there is enough time for smooth evacuation and replanning of the flights,
the GOC may try to explore the possibilities of the threat being a hoax, before taking any
preventive actions which are likely to disrupt airport’s normal activities badly.

The ultimate decisions regarding the temporal thresholds and corresponding methods depend
largely on the particular domain. One needs to carry out a series of experiments to reach any
conclusion about the temporal requirements of different related actions. Depending upon the
nature of the problems, i.e. whether they are soft (i.e. the extent of damage in the event of a
failure to maintain the temporal stipulation is not too serious) or hard (i.e. any failure leads to
disastrous effects) one may choose to use average temporal requirements or maximum tem-
poral requirements, respectively, as the temporal tags that determine for each cache level the
appropriate scheme of activity for a given problem.

3.4. FUNCTIONING OF THE CACHE

We tested the cache-based architecture first on a numerical domain to ascertain and consoli-
date our ideas about this. The results of this experiments are summarised here. The
numerical-analysis example has validated the overall design choices within the cache archi-
tecture, and has shown that the architecture itself is viable. This gave us the confidence to
extend our ideas to encompass far more complicated Al problems.
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3.4.1. An Example In Numerical Analysis

Suppose that we wish to solve the following differential equation:
%)2'- +A2(x—tg)y =0

for arbitrary values of the independent variable x in [0, 1] with the boundary conditions:
Yo = y(x=0) = 0.5;
Yo=y x=0 =1
ty=-1
A=3

There are recognised series expansions for such problems [Conte 80], but evaluation of the
series (which may have slow convergence) is likely to be time-consuming. If results are
needed in a time-bounded situation, it will be useful to have other methods available that may
be less accurate but that also require less time. Each method can be associated with one level
in a multi-level cache. We assumed that a suitable accurate (series) method belongs to the
deepest level of the cache, and devised a non-trivial demonstration of the cache architecture
by considering three other methods that were more appropriate. In decreasing order of quality
and demands on time, the three methods that we have chosen are 4th-order and 2nd-order
Runge-Kutta and quadratic interpolation, which we have respectively associated with the
fourth, third and second row of the cache. We also assume that in extreme time-pressed situa-
tions the system cannot offer anything better than a default value or a linearly interpolated
result on some stored values, since no significant computation is feasible. Hence the cache in
this instance has five rows, and to demonstrate the time-dependent behaviour we concentrate
on the first 4 rows as described above. The columns refer to values of the independent vari-
able x, and we divide the range of possible inputs into a convenient number of non-
overlapping zones (e.g. 5), with each zone belonging to one column of the cache. Entries in
each cell of the cache comprise a cue to the relevant method for obtaining the solution, a typi-
cal value of x for the corresponding column, value of y for that x, and an indication of the
quality of the result for y. If there is no other way to assess quality, one can use the row index
as a crude ordinal approximation. Figure 3.2 shows a schematic diagram of the cache.

To start this computation, each cell is filled in the following way. For the default-level cells,
in the absence of any other information, x is taken to be the midpoint of the corresponding
zone, and y is determined by the best available (series) method. For the second level, in order
to facilitate quadratic interpolation, we store the x and y values corresponding to three points.
For each cell these three values correspond to the lower limit, midpoint and upper limit of the
values associated with the cell concerned. In the cells associated with the Runge-Kutta
methods we store the required values (i.e. for x, y and y’) corresponding to the lower limit of
the associated range and the number of steps (100, here). 2

2 During actual use, the x-values in different cells in the same column may become different, due to propagation,
though they will always fall within the limits defining the zone for that column).
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Figure 3.2: Schematic Diagram of a Cache for the Numeric Problem

Key:
A pair (a b) => value of x, and corresponding value of y.
A triple (abc) => value of x, and corresponding y and y’ values.

A number n => number of steps in corresponding Runge-Kutta method.
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Costs for computation (in terms of time in milliseconds) in each row are entered, after
repeated running of that row’s method on trial cases. (The cost information is updated by
measurement of behaviour of that row during actual use. We store the cost information in the
form of pairs suggesting the number of trials and the total time, as this facilitates easy updat-
ing of the information. In Figure 3.2 we have shown values that have been calculated through
running each method 100 times). To test the time-bounded features of the design, requests to
compute the value of y for a given value of x are presented along with time limits that fall
within the times that are the "cost information” that has just been mentioned. In operation, the
program that administers the cache determines the row to access from the cost information
and the time bound attached to the input.

If there is an exact match between x and one of the x-values held in a cell of that row, the
corresponding y-value is retrieved. If there is no such match, similar scans are made at deeper
levels of the cache. If there is still no direct match, interpolation is used, at the deepest level
of the cache where the row cost information indicates that the computation should end before
the remaining time available expires. Alternatively, it is possible to prefer an exhaustive com-
putation by using the method attached to cells in some deeper level, and to propagate the
result upwards for use where it was first requested. These are approaches at two extremes,
trading quality for immediacy in the first instance and doing the opposite in the second. One
can think of mixed methods that choose one level and one approach on the basis of some
combination of the two considerations. We have not done enough experiments to draw any
general conclusions about mixed methods, but this is an avenue that is worth investigating in
any future application where the cached information may be as homogeneous as in the
numerical-analysis example.

3.4.2. Observations From Computational Experiments

In the numerical problem indicated above, we have repeated the testing of computing y for
different values of x in [0,1] at steps of 0.05, after deciding on reasonable first estimates of
the cost (time) and its variation, for computations at each of the three non-default (i.e. qua-
dratic interpolation, second-order and fourth-order Runge-Kutta) levels. We have assessed
the success of the tests in terms of the percentage of computations that (in retrospect) have
used the best combination of retrieval, interpolation and propagation. ("Best” means that no
identifiable combination would have produced a y-value of higher quality by the criteria of
numerical analysis within the time bound supplied along with x). We have concentrated on
the percentage of computations that have produced a result while respecting this time bound.

In the experiments, the computations have been entirely successful in choosing the best sim-
ple combination of the three basic operations.3 Nevertheless, according to the primary con-
sideration of respect for the time bound, performance is not perfect. Adopting adventurous

3 However, we have not tried to define complex or hybrid trade-off criteria between cost and quality.
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tactics, i.e. choosing to do a computation that is estimated to require a time close to the time
bound, we found that as many as 12% of the trials exceeded their bound, and 1% of these
exceeded it spectacularly (e.g. by a factor of 4 or 5). The measurements are unsatisfactory in
that the readout for our system clock is in quanta of 16.6666.... milliseconds, rounded to the
nearest integer, while bounds can be requested arbitrarily finely. We therefore have to allow a
leeway of one such quantum in comparing measurements with time bounds. When we then
try an unadventurous approach, being cautious about choosing a method of computation that
approaches the bound, our recorded failure rate is about 0.5%, due entirely to spectacular
failures. This suggests that the cautious tactics can in fact guarantee success, except for cases
that are so peculiar that their behaviour is due not to our programs but to interference with the
clock readings from other users in our time-shared system (i.e. it is likely that the times
debited to user jobs and the running of system utilities are not all correct). We have seen
similar effects in the more complicated knowledge-intensive tests that we report in chapter 9.
Success in this experiment (simplified notwithstanding) belonging to the present chapter has
encouraged us to go ahead with the knowledge-based problems.

One question that arises at this juncture is whether the caching scheme is pertinent to all
available Al reasoning paradigms. Evidently, the principal requirements for building an
effective system is ability to estimate the temporal requirements under the paradigms con-
cerned. We have designed the cache and associated reasoning tactics (e.g. knowledge interpo-
lation) such that not only a quick access to relevant set of knowledge items be ensured, an
algorithmic treatment can be inflicted on the pieces of knowledge. The latter however is not
guaranteed with respect to all reasoning schemes. For example, the "backward chaining" in
Prolog, where finding solutions to a problem is based on the principle of backtracking. Evi-
dently, estimation of temporal requirements in such a context has no logical justification.
Hence a system designer has to be careful about the knowledge representation and reasoning
paradigms that are to be employed to operate within the cache-based framework.

3.5. ADVANTAGES OF CACHING

In this section we compare the caching scheme and retrieval therefrom with other retrieval
techniques that exist in Al, related to other storage schemes of information, to evaluate the
caching scheme in contrast with other methods.

The issue of retrieval has been dealt with extensively in database systems. In artificial intelli-
gence the issue of ’retrieval’ is more prevalent in case-based reasoning (CBR) than any other
reasoning paradigm. However, as pointed out by Kolodner [Kolodner 93, (ch. 8)], there is a
subtle difference between database search and searching in CBR. While database search
requires one to find an entity that matches on the keys exactly, CBR search indulges in
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looking for a case or set of cases that match the current case in fulfilling the underlying pur-
pose. Moreover, for a domain it is not guaranteed that one will find an exact match for a
current situation. Hence an exact match in key features is not deemed to be essential for
cases. Even a partial match serves the purpose here. From this point of view retrieval from
the cache is comparable with retrieval in CBR.

In different CBR systems different techniques have been applied for case retrieval. For exam-
ple, some systems (e.g PROXIMITY, GROWTH [Kibler 87], SURVER [King 88]) retrieve
similar cases by scrutinising each individual case in the case-base, while in some other sys-
tems (e.g. MEDIATOR [Kolodner 89b], JULIA [Kolodner 88a}, HYPO [Ashley 88, Ashley
89b]) retrieval is accomplished by using rules/heuristics on a selected subset of partially-
matched cases. There are more advanced methods of retrieval, as well, which have been used
in different systems. Any retrieval technique invariably involves some searching and match-
ing processes.

However, a study of these CBR systems [Bareiss 89] suggest that generally the process of
retrieval is differentiated from the measurement of similarity or matching. While similarity
measurement is primarily concerned with how to make comparisons between two cases, the
process of retrieval is concerned with developing systematic approaches to comparing the
cases of the case-base with a current case. Thus for the retrieval procedures the order of com-
parison is important and not how exactly the comparison is carried out and similarity is
evaluated. Retrieval is often greatly influenced by how the cases are stored in the case-base.
In different CBR systems different retrieval techniques have been devised in this respect,
each having its own merits and demerits. A study of these techniques helps in identifying
their limitations with respect to time-bounded computations.

3.5.1. Different Existing Retrieval Techniques
Depending upon how cases are organised, two major streams of retrieval techniques can be
identified:

- Flat memory organisation of cases

- Hierarchical organisation of cases.

For either type of memory, there are several different retrieval techniques in the literature.

3.5.1.1. Retrieval from Flat Memory

In a flat memory the case-base is arranged sequentially, i.e. cases are stored one after another
in a linear fashion. Hence each case in the case-base has to be considered separately for simi-
larity measurement.
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Retrieval, for such a memory organisation, can be accomplished in one of the following
ways:

Linear Search, where each case of the case-base is compared sequentially with the
current problem, using some predefined matching function, and the individual degree of
matching for each case is remembered separately. The final choice is of those cases that
have matched best with the current situation. CLAVIER, a system to make autoclave load
designs [Barletta 89], uses this technique for retrieving past cases in order to design lay-
outs for a current problem.

Two possible improvements of this simplistic scheme are:

Use of shallow indexing, when indices deeper by one level are used. Here, the system
isolates a set of descriptors as its indices. Each index points to those cases in the case-
base that have the said descriptor in their representations. When a new situation is
encountered, the set S of descriptors related to it is identified, and these descriptors are
then used for retrieval purposes. Here, instead of the entire case-base only those cases are
considered for matching that are pointed to by some member of the set S. SWALE, a
story-analysis system to explain anomalies, [Kass 88] uses this retrieval scheme.

Partitioning the case-base. Here the entire case-base is partitioned into several groups
such that cases belonging to the same group are intrinsically similar. In order to make an
appropriate retrieval, the system analyses a new situation to identify which particular
group has the new situation as a member. A linear search, restricted only to this group, is
then conducted for case retrieval. In the event of these groups becoming too large, one
can use secondary indices to subdivide the concemned group further. Such partitioning
reduces the search horizon and hence make quicker retrieval possible.

3.5.1.2. Hierarchical Memory Organisation

Hierarchical organisation of a case-base comprises building a tree-like structure where the
root node stands for the entire case-base, and the cases are represented as leaf nodes of the
tree. the intermediate nodes of the tree represent various concepts which partition the cases
into some meaningful clusters. A retrieval procedure, here, involves traversing through the
tree, making a decision at each level about which branch of the tree is to be followed.

Depending upon which clustering method is used and how the tree is generated, several vari-
ations of how to carry out retrieval exist:
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3.5.1.2.1. Breadth-First Graph Search in Shared-Feature Networks

A shared-feature network clusters cases in such a way that the cases having enough common
features are stored together. Each intermediate node then holds features that are shared by all
its subordinate nodes. The cases that share these features are descendants from this node.

In order to retrieve a case from this tree, the general method first compares the current situa-
tion with all the nodes of the highest level of the tree. Once the best-matching node is
selected, the search is restricted to its descendants only. The same procedure is repeated until
a leaf node (i.e. a case) is reached.

3.5.1.2.2. Depth-First Graph Search in Prioritised Discrimination Networks

An alternative to the shared-feature network is a discrimination network, where each inter-
mediate node is associated with a question about some feature of the cases in the domain.
Each descendant node stands for one answer to the question asked for its ancestor, and holds
those cases that comply with this answer. Each of these child nodes in turn poses another
question that subdivides the answers further. This organisation continues until leaf nodes
comprising cases are reached. Normally, the net is so arranged that questions about the
important dimensions are posed at higher levels of the tree, so that cases matching along
more important dimensions are retrieved.

This retrieval involves a depth-first search. The highest-level node poses a question regard-
ing some feature of the current situation. The descendant node that seems to be the best
match for the current situation is considered for the next step of exploration. If the case that is
found in this way is not acceptable, then the system backtracks to the previous node to
traverse another descendant path of the tree.

3.5.2. Cache-Retrieval vis-a-vis Existing Retrieval Techniques

Each of these major retrieval techniques has certain limitations in straightforward applica-
tions for a time-bounded computation. The flat memory organisation is inherently slow, as
retrieval here involves comparison of all candidate cases (either an entire case-base or some
partition) with the current situation. Although the method is capable of a better-quality solu-
tion, the task here involves unnecessary comparisons with cases, most of which are not useful
for the given situation. Abstractions of some kind that help the system avoid this extra work
is evidently more appropriate for the purpose, if available. An hierarchical memory organisa-
tion facilitates this approach.
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Although the two fundamental hierarchical structures that have been described earlier are
helpful in partitioning cases suitably for efficient retrieval, they too have disadvantages when
applied to time-bounded problem-solving. These disadvantages arise from the following per-
spectives:

- if the solution that the system retrieves is not found suitable, one needs to redo the search-
ing. For the structures described above, this involves backtracking and search forward
along a different path. This process does not involve a fixed time, as the time taken
depends on the number of levels through which the search procedure has to backtrack
before proceeding along a different path. The task becomes more difficult if the system is
unsure about the actual level of the hierarchy at which it made a wrong judgement.
Further, any remedies to this problem involve multiple redoing of the backtracking exer-
cise.

- use of interpolation on the tree-like structure is not straightforward, because interpolation
involves identification of two solutions which differ in a single dimension. Accomplish-
ing this task in the tree-like structure involves the same problem as stated just above.

- tree-like structures are not suitable for handling missing information. If the answers at
some node of the tree are not available, then three options are left for the system: end the
search process, continuing search on all descendant nodes, or search along the most likely
alternative path; all of which have their own drawbacks [Porter 90]. Abandoning a search
because of one missing information is the most unwanted of all possible outcomes. Con-
tinuing search over all descendant nodes makes the search equivalent to a sequential
search of all cases. The purpose of the hierarchical organisation is therefore lost. The only
solution left consequently is "choose some alternative path".

But the cache-based architecture is free from all these drawbacks. First of all, it is free from a
time-consuming linear search of flat memory. The column indices can partition the entire
solution space adequately. Finding an alternative solution in the event of one missing item of
information is simpler. Given the other information that is known, makes the system search
along a particular and relevant column of the cache. The array-like structure of the cache
makes this search less time-consuming than it would be on the tree-like structures, as it does
not require any back and forth movement along levels of the tree. Also, carrying out
interpolation-like activities is simpler, because for the cache structure the solutions that are to
be interpolated are overwhelmingly likely to be two consecutive entries of the cache along
some column.

However, it should be noted that more advanced techniques involving parallel computations
exist for the abovementioned data structures as well (such as parallel search involving flat
memory, or use of redundant discriminant network involving several discrimination networks
with reordering of keys etc. and a parallel search along all of them). But we exclude them
from our discussion (as indicated earlier in chapter 1) and in our present version of the cache
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implementation no parallelism has been incorporated even though it would have offered the
promise of enhancing efficiency in meeting time-limited demands.

3.6. CONCLUSION

In this chapter we have introduced the cache-based scheme and its essential aspects. We have
also compared the cache-based representation of knowledge with other existing schemes and
pointed out why we have considered a cache to be more suitable for meeting temporal dead-
lines than the other schemes. However, a successful implementation of the above scheme also
requires specific policies on the part of a system designer on various aspects of the overall
architecture, which include:

1. How to choose the set of indices that facilitates purposeful retrieval from the cache.

2. How to conduct interpolation on symbols and how to identify the interpolatable quantities
from a problem description and cached answers.

3. How to design such a system for a given domain, i.e. the choice of type of knowledge that
one should identify for the domain concerned and the representational formalisms that
one should adopt.

4. The control policies which (upon input of a problem specifications) will govern the rea-

soning process to arrive at a solution within the time limit.

In chapters 4, 5, 6 and 7 we shall discuss these four issues for a cache-based system.
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Chapter 4.

BASICS OF THE CACHE SCHEME:
CHOOSING INDICES FOR A CACHE

4.1. INTRODUCTION

Performance of the cache-based architecture, in retrieving a quick solution for a current prob-
lem, depends on its efficiency in two major aspects:

1. quick identification of an appropriate cache-cell from which relevant stored information is
to be retrieved.

2. accessing subsidiary knowledge-bases (rules, cases etc.) in order to generate solutions for
current problems when higher-order reasoning tactics are applied.

The cache-based architecture achieves the former with the help of the cache-columns and
column-headers. Upon encountering a new problem, the system should analyse it in order to
determine along each dimension the column value that represents the problem best. The par-
ticular cell of the cache, designated by the selected column-headers, can then be accessed for
retrieving a solution. Evidently, the column dimensions and headers along each of them
should be carefully chosen so that a given problem situation can be conveyed tacitly to the
cache, with its most significant aspects represented adequately. This treatment is important
for the cache, particularly for tightly time-limited situations where paucity of time will usu-
ally force the system to apply a retrieved default solution (almost) straight into a current
problem. On the other hand, when the temporal stipulation is not pressing enough for the
cache to use a default solution, the system may resort to using some deeper-level knowledge
source (rules or cases, say) for generating solutions for a current problem. Pointers (set to
relevant sections of the system’s knowledge-base) from the chosen cache-cells are instrumen-
tal in retrieving matching cases or rules appropriate for a current situation.

The efficiency of the cache-based system depends significantly on the selection of the afore-
said items (i.e. column headers, pointers etc.). Following standard Al practice, we call them
indices of the cache.!

I Ashley [Ashley 89c] defines "index” as: "an index entry points to something; it serves as a guide to facilitate
reference”.
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4.1.1. Considerations For Indexing The Cache

Indexing has three principal uses with respect to the cache-based architecture. Any designer
of the cache-based architecture needs to concentrate on these three design problems:

first is the problem of choosing appropriate features that highlight the major aspects of a
situation and hence help in isolating the column dimensions of the cache.

second is the problem of selecting appropriate headings along each dimension to partition
the dimension into meaningful groups (column headers) so that each group has its own
characteristics. These column headers are also important in identifying the appropriate
cell(s) from the cache (each cache cell is indexed by one column header taken from each
column dimension of the cache) and each cell is distinct from every other cell in the sense
that no two cache cells should have identical contents in all the levels (determined by dif-
ferent time limits) of the cache as the kind of knowledge representation and processing
method varies with the level.

thirdly, indices should help in retrieving solutions from different levels of the cache. For
default-level cells the column headers are sufficient for retrieval. But for deeper-level
cells the efficiency of retrieval depends additionally upon the pointers that address auxili-
ary knowledge-bases such as rules or cases highlighting the typicalities of each indivi-
dual situation.

In this chapter we discuss the issues related to indexing for building a cache-based system.

4.1.2. Suitability Of Indexing

Indexing as a means of reference has been criticised by some Al researchers [Thagard 89] for
several reasons, for example - overemphasising pragmatic features like goals and prediction
failures; paying insufficient attention to different semantic features which are considered
psychologically important; too much preprocessing etc. While these drawbacks of indexing
as a tactic for referring to items of knowledge cannot be denied, we still have relied strongly
on indexing for the following reasons:

1.

Indexes are easy to comprehend and more appealing to common human understanding
compared to other alternative approaches such as complicated networks;

Indexing is a well-known technique in Al Indexes have been used thoroughly in case-
based reasoning (CBR) as the means of retrieving cases from case-bases [Kolodner 93
(ch. 5)]. Even for rules, use of index methods expedites access to relevant rules through
proper partioning and indexing of an entire rule-base [Rich 91].
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3. Application of indexing, unlike other techniques for retrieval such as many-many match
algorithms like RETE [Forgy 82] or TREAT [Miranker 87], designed for production sys-
tems; or retrieval through constraint satisfaction as in ARCS [Holyoak 89], is not res-
tricted to one particular method of knowledge representation and reasoning ("predicate
calculus” in these instances). On the contrary, the usefulness of indices over different
paradigms makes indexing suitable for using in the cache environment, which involves
different reasoning tactics at different levels.

4.2. INFLUENCE OF TIME-BOUNDEDNESS

We have observed that solving problems in time-bounded situations differs in many ways
from other applications, because of some typical influences of time-boundedness at various
stages of decision-making. Various aspects of the effect of time-boundedness are illustrated
below. A system designer needs to keep these in mind while selecting indices for a cache.

4.2.1. Reprioritising Goals Depending Upon Time

Often the actions that the solver takes to settle a current problem can be resolved into several
steps. But significance of these steps may vary with the available time. Consequently, priori-
ties of these steps may become different in different situations. For example, suppose that the
current problem in an AGC application is as follows:

The operator of an aircraft that is due to leave has reported that its pilot is sick,
and unable to continue with his task.

If the time before the take-off is quite large (one hour, say), the actions that a ground opera-
tions controller (GOC) will recommend immediately are:

1. Asking the airline company for a decision about the flight, i.e. whether it wants to main-
tain the scheduled time with a reserve pilot instead of the designated one; or if it wants to
defer the flight. (The subsequent actions will of course depend on the reply, which the
company will report to the GOC in adequate time).

2. Sending a message to the medical unit so that a medical team is moved to the aircraft for
attending to the ailing pilot.

On the other hand, if the time before take-off is rather small (10 minutes, say), the
controller’s actions will be completely different: the GOC immediately derives the
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implication of the situation, which on this occasion is that the aircraft cannot take off at its
scheduled time. In a busy airport, the GOC cannot wait for the airline’s decision for the
flight concerned. Hence the natural action will be:

1. Defer the flight unilaterally for some considerable time (2 hours, say) and inform the air-
line concerned,;

2. Announce the news of the deferment publicly.

(All other actions e.g. rescheduling the flight, informing the medical unit, shifting of
passengers if the flight is sufficiently delayed, etc. can be taken up later in non-time-bounded
mode).

This may not actually be the best possible action. For example, it could well happen that the
airline can provide a substitute pilot in 45 minutes. But unilaterally, nevertheless, the con-
troller will not defer the flight for a time period as long as 45 minutes at the beginning, as this
may mean another rescheduling on the part of the controller as the probability of finding a
substitute in 45 minutes is low (knowledge accrued from past experience).

The above example not only suggests that goal priorities vary with the available time limit, it
also helps developing indexing tactics. There can be a host of situations when a flight has to
be postponed at short notice. But it is not necessary to consider the actual reason behind the
postponement, so long as the need is conveyed to the controller. From this observation it can
be surmised that the relevant dimension of the cache should be something that conveys the
gravity of a situation (irrespective the actual cause) based on which the GOC can decide
about the postponement and its extent.

4.2.2. Maintaining Time Stipulation Is Preferred To Quality Of The
Answer

Unlike traditional computer science problems, where complexity and correctness of algo-
rithms is the primary concern [Dean 88], time-critical problem-solving puts more emphasis
on maintaining the time stipulation. For most of the problem situations, no single correct
answer will exist. Instead, there may be a number of different methods for solving a prob-
lem, resulting in outcomes of varying quality. Obviously any problem-solving system should
strive for the best possible solution for a given situation. But in a time-critical environment
often having a better (in qualitative terms) answer beyond the allotted time limit may be tan-
tamount to not having any solution at all. For example, suppose the current situation in an
airport is as follows:

The controller has received an anonymous telephone call stating that a bomb
which is due to explode in fifteen minutes has been planted in an aircraft. The
passengers of the plane have already boarded.
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Certainly, the best solution (if it works) for the controller is to contact police to check the
likely reality of the possible threat, and to ask the pilot of the aircraft concerned to move to a
remote corner of the airport, in order to avoid any damage in the terminal gate or other planes
in the vicinity, unload all the passengers and let security personnel search the plane for the
bomb and defuse it. Any search plan will obviously lead to least disturbances for other flights
and least possible property and life loss. But sensing that the allotted time of fifteen minutes
may not be adequate for the entire exercise, the controller may decide to unload passengers
from the said aircraft as well as from those nearby as quickly as possible. Evidently this
action may not be the best possible solution as it leads to delays for a number of flights
which are not directly involved in the incident. But since there is a possibility of huge loss in
human lives in going for the best solution, if it exceeds the stipulated time limit, the con-
troller prefers the qualitatively poorer solution.

The cache design normally means that each successively deeper level recommends a better
quality of solution. Evidently a qualitatively better solution can be achieved if all the aspects
of a given problem are considered explicitly - which the temporal stipulation often precludes.
Naturally, the system often has to rely on some generalised aspects of the problem, instead of
its specific featural values. However, on which aspects of the problem a generalised feature
will be used (and to which depth) and where a problem-specific feature is to be considered
depends upon the particular level of reasoning. Therefore it is necessary to build an hierarchy
of indices of problem abstractions and other relevant features, and appropriate pointers
should be set from cache-cells of different levels, to access the pieces of knowledge that are
appropriate to the reasoning tactic associated with a particular level.

4.2.3. Penalty Varies With Nature Of The Problem

The penalty incurred for failure to maintain the imposed temporal stipulation varies with the
nature of the problem concerned. As mentioned in chapter 1, the set of time-bounded prob-
lems is divided into two categories: hard when failing to provide a solution within a desired
time limit may prove to be potentially dangerous and soft when failure to abide by the tem-
poral stipulation does not imply serious consequences. Depending upon the nature of the
penalty, the solver may change priorities of certain tasks. We illustrate this with the following
situation:

The controller is arranging the arrival of a flight to some gate (A, say), when a -
message arrives stating some serious problem in the terminal building where gate
A is situated.

Because of the unforeseen problem the GOC needs to find an alternative gate for the incom-
ing plane. This can be expected to result in some delay for the arriving plane, hence some
penalty.
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Let us consider two possible variations of the same situation:
1. the problem is that a serious fire has broken out near the gate A.

2. there is a substantial water leakage that renders gate A totally unusable.

In the former case, there is an associated risk of a huge loss of property and possibly life.
Naturally, it will be sensible on the part of the GOC to attend the task of mitigating the fire
instantly and evacuating the passengers from nearby areas, to avoid any loss of life and any
serious damage to property. On the other hand, in the latter case the GOC can inform the
engineering unit to look for the reason behind the leakage and try to repair it. After that (in
the absence of any other urgent event) the GOC should logically consider attending to the
gate allocation for the incoming plane. Hence, if the delay in both cases is equal (10 minutes,
say), then the penalty for the latter case should be much lower than the former one. A system
designer should set appropriate indices to different problem situations to designate their
importance.

All the abovementioned points should be bormme in mind while developing an indexing
scheme for the cache-based systems in a domain.

4.3. KEY ISSUES IN INDEXING

Despite the profuse application of indexing in different Al applications, no theory has been
developed as to how to choose the best indices for a given purpose. In our work we have
derived much of our insight from Case-Based Reasoning (CBR), where in different applica-
tions, due to the nature of their approach, indexing has been used thoroughly.

A CBR system functions on the principle that a case is to be chosen from the case-base in
such a way that it becomes useful in solving a current problem. Naturally, the more similar
(in some pre-conceived sense) is the chosen case to the current situation, the better is the
solution that can be generated from it. The use of similarity that is intended here is to meas-
ure the closeness between a current situation and a past case that depicts a past problem situa-
tion and how it has been handled. Normally, a case consists of all relevant information
including the background, description of the encountered problem, possible alternatives that
have been tried and their outcome, the final solution and the result. A case, therefore, is
naturally associated with numerous features. Not all of them, however, may be of equal
importance from the representation, retrieval and reasoning points of view. Moreover, only
some of these features are explicit from the case description. while some others can be
inferred but many of the case features may remain unnoticed [Schank 86] by the user.
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Any comparison between two situations therefore involves viewing each of them as a combi-
nation of several features, and the task of similarity measurement can be accomplished by
comparing the respective features of the two situations concerned. A case-based system, in
order to find a similar case to solve a current problem, needs to compare the current situation
with past ones stored in the case-base. A naive way of wading through the entire case-base
and comparing all the features of each case with the current situation is clearly inefficient and
time-consuming. On the other hand, if all the past cases are analysed and relative merits and
demerits of all their features are evaluated, the task can be simplified by identifying a set of
important features which can be used as cues to probe into the case-base in isolating the cases
which are most relevant for the situation. Identification of the most important subset of
features for a problem domain constitutes the indexing problem of CBR.

In different CBR systems different techniques have been adopted for efficient indexing of
cases. An in-depth study of different CBR systems suggest that the most suitable indexing
scheme in a particular domain depends upon the special features of the domain and also on
the nature of application. These studies help us in identifying the key issues that govern the
task of indexing in an application domain.

We observe that a successful indexing scheme requires consideration of three major aspects:

- systematic analysis of the domain and its characteristics;

- identification of good features/concepts that are important in solving problems in the
domain concerned and help in measuring similarities between relevant concepts;

- choice of a representative vocabulary.

4.3.1. Indexing And Domain Model

From a simplistic yet intuitive point of view, one may consider the task of indexing as that of
assessing relative weights of different domain-related features and measuring their relevance
in solving problems in the underlying domain. However, it has been observed that for most
real-life domains the domain theory is not strong enough to accomplish all the tasks required
for designing indices [Porter 89]. Naturally, a gap exists between the superficial features visi-
ble and the features that are to be generated. In different applications different methods for a
systematic analysis of the domain have been tried. We discuss some of these methods below.

4.3.1.1. Analytical Method

In many AI applications, people have used an analytical or deep structural model of the
domain from the first principles, in order to understand the causal effects of different features
in a problem. Different application systems such as MYCIN [Buchanan 84], fault diagnosis
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[Kobayashi 91], CASEY, a medical diagnosis system [Koton 88a, Koton 88b], litigation
[Kowalski 91] etc. fall under this category.

The advantage of using an explicit analytical or structural model is that the significance of
each feature concerned and its role in the overall functioning of the system is well-known to
the system designer. Here, a causal chain is often used to establish various cause-effect rela-
tionships to accomplish the desired task. This helps in identifying the right set of features for
possible indexing, for classifying rules, cases etc. depending upon the nature of application.

But building an exhaustive causal network requires a complete domain theory, which is often
infeasible to have in most applications. For example, in a domain like AGC it is difficult to
formulate any specific theory behind solving the various problems that may come up in the
daily functioning of an airport. Past cases, in these situations, may provide the best help
towards solving a current problem. Consequently, case-based reasoners have to analyse past
cases to derive the required indices. We have identified three major ways of analysing cases
to ascertain relative importance of different features for problem solving activities in a given
domain: statistical, explanation-based, and heuristics.

4.3.1.2. Statistical Method

Statistical analysis of past cases can be tried in order to identify the importance of features
and to assign numeric weights to them to discriminate among them. One can test different
hypotheses about the importance of different features to establish their relative importance.

Another way of using statistics is to check the frequencies of certain happenings which may,
in turn, influence an user’s action. For example, with respect to the AGC domain, the
knowledge suggests that if the fire alarm rings a proper response includes evacuation of the
place and calling of a fire brigade. However, statistical analysis may indicate that in many
cases the alarm is false in the sense that it is not due to fire but because of dust. This statisti-
cal analysis may change the course of action for the GOC. In the case of a fire alarm, there-
fore, the first action may change to ascertaining in the first place if there is a genuine fire and
only then to calling for fire extinguisher/ fire brigade etc. depending upon the degree of inten-
sity. Thus statistical analysis of past cases may help in designing solutions - and conse-
quently, making decisions about the best set of indices as well. We have not used a statistical
approach, because of the absence of stocks of data in the right form in either of the two appli-
cation areas that we have considered.
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4.3.1.3. Explanation-based Method

Statistical methods are not always effective because of their equal treatment of all aspects of
a problem. One possible improvement over them in assigning weights to different features is
to cite the past cases as precedents and to figure out from them the expected behaviour of dif-
ferent entities in different situations. The key concept here is explanations. Explanations (by
domain experts) regarding failures, possible remedies, expected side-effects etc. serve as
sources of useful indices for describing a situation and suggesting suitable actions.

In CBR systems explanations have been used to facilitate efficient similarity measurement.
Protos [Porter 89] uses explanations provided by experts about featural equivalence to deter-
mine the relevance of various features. Overall similarity is assessed by heuristic evaluation
of explanations and importance of unmatched features. GREBE [Branting 89], the law-based
system for determination of workmen’s compensation, also uses explanations for determining
the key legal relationships and thereby assessing similarity between the new case and the pre-
cedent cases. In other domains such as fault recovery systems [Barletta 88a, Barletta 88b],
explanations have been used extensively in indexing. AQUA [Ram 93] uses explanations in
understanding different political phenomena and in subsequent refinement of different con-
cepts.

4.3.1.4. Heuristics

Heuristics of many forms have been used in different systems for selecting features for index-
ing. Most of these heuristics aim at identifying features that are useful from certain specific
points of view.

Owens [Owens 93], in order to use prior cases to explain plan failures in critical planning
situations, identified four types of functional relevance to label different chunks of
knowledge, called knowledge structures:2

- Failure-related - these labels capture some failure-related aspect of the central causality
represented in the knowledge structure and thereby cluster together knowledge structures
in which a common element plays a role in the causal description of the failure.

- Symptomatic - these labels relate an observable condition to the situation characterised by
the knowledge structure, even though at the level of representation of knowledge struc-
ture no explicit causal connection is made between the observable condition and the
failure.

2 The chunks of knowledge hold a content theory of failure, recovery and repair, and a representational theory of how
similarities between instances of recurring failures can be detected.
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- Recovery-related - which characterise an aspect of the recovery strategy within the
knowledge structure.

- Direct - which exhibit direct functional relevance to the central causality in the failure.

But such a generalised classification relies largely on having an efficient abstraction-
generation mechanism available to work on the case features. And in a time-critical situation,
interpreting all these abstractions to judge the relevance of a past case in solving a current
problem may prove to be too time-consuming. We feel that a deeper analysis of cases and
consequently a finer classification of features will be more suitable to meet the demands of
time-critical problem solving.

In similar vein we look at the six types of preference heuristics with respect to PARADYME
[Kolodner 89a], a case-selecting program designed to assist JULIA, a case-based meal-
planner. Although these heuristics are for choosing cases from a case-base, they provide
insight regarding properties that one should look for; and these can be extended to selecting
indices as well. The 6 heuristics presented in this work are:

- Goal-directed preference - This is based on the principle of utility, i.e. it leans towards
those cases that help in achieving certain goals of the problem solver. Naturally, it prefers
those cases that share more constraints over those that share fewer.

- Salient Feature preference - This is based on the principle of focusing on features that are
more important in describing the problems. Here, it means concentration on cases that
share larger subsets of features.

- Specificity preference - There are some features that are more typical in specifying a
situation. This heuristic suggests that it is better to choose cases that are more specific
than others.

- Ease-of adaptation preference - While adapting a past solution in a current problem a
solver needs to fix on certain features. This heuristic suggests that it is better to choose
cases that match on easy-to-fix features.

Two other heuristics described with respect to choice of cases are:

- Frequency preference, which prefers cases that are used more frequently.

- Recency preference, which prefers cases that are used more recently.
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(It may be worth mentioning that the last two heuristics are similar to some statistical stu-
dies).

Depending upon the purpose, one or more heuristics may be used to select indices.

4.3.2. Indexing And Similarity Measurement

Similarity measurement, or establishing how close the matching between two (or more) enti-
ties s, is an important aspect of modern Al. Researchers in analogical reasoning and case-
based reasoning have paid considerable attention in this regard. Evidently, the issue of simi-
larity is crucial for the cache-based system as well, because a cached answer can be con-
sidered for application only when the cache cell that holds the answer concerned is similar to
the underlying problem. Similarly, when two actions are interpolated to determine a new
action for a current problem, one looks for some type of similarity among the actions to be
considered.

However, there is a subtle difference between similarity as viewed by analogical or case-
based reasoners and when it is studied from the perspective of implementing a cache-based
architecture. Traditional studies of "similarity measurement" concentrate on establishing dif-
ferent tactics for measuring similarities between entities; and their significance under various
conditions [Kolodner 89a], [Campbell 90], [Leake 91], [Wolstencroft 93]. But with respect
to the cache-based architecture their roles are not disjoint. On one hand, efficient retrieval of
a solution from the cache can be accomplished by matching a current problem situation with
the column headers of the cache. On the other hand, how well the similarity between two
situations can be measured depends on the efficiency of the underlying indexing scheme.
Thus with respect to the cache-based architecture these two issues are very closely inter-
linked.

However, studies of how similarity has been handled by different researchers helped us in
gaining insight into the issue of indexing, which in turn has helped us in identifying features
that can serve as useful indices for a cache.

One of the most elaborate works on similarity has been recorded in [Wolstencroft 93]. Here,
from the point of view of analogy, similarity has been classified into 4 broad categories:

Structural, which relates to the syntactic structure of situation descriptions. It can be meas-
ured by satisfying constraints related to the syntactic nature of the candidates. For example:
object is mapped with object, n-place relations with n-place relations, relationships between
parts etc.
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Semantic, which relates the conventional ideas on literal similarity between the objects.
There are several distinct ways of measuring semantic similarity, depending upon how the
mapping is done:

1. Thesaurus or dictionary meaning: two terms are called semantically similar if they
correspond to similar terms as far as a dictionary or thesaurus is concerned. For example,
rain and shower are similar, to an airport controller, when they appear to pose a problem
for some departing flight.

2. Taxonomic meaning: when objects are arranged in an inheritance-tree like structure, des-
cendants of the same node may be considered similar. For example, a truck and a jeep
receive similar treatment from the GOC when the problem is that a vehicle is standing on
a taxiway and obstructing the movement of a plane.

Thus, semantic similarity can be measured by surface features, i.e. features that are outwardly
visible from the problem description. If there is a direct match in these terms, then establish-
ing similarity is easier. However, in a problem domain involving a huge number of features
direct matching may not always be possible and hierarchical trees of abstractions may need
to be maintained to establish similarities.

Pragmatic: two parts are said to be pragmatically similar if they serve the same purpose in
the chain of reasoning, or in other words pragmatically similar parts play similar roles in their
respective contexts. Here, the main distinction is that in order to determine the pragmatic
relevance of a given part the reasoner may have to go beyond the straightforward significance
that is provided by the structure or semantics. For example, a drunken pilot is similar to a sick
pilot as far as ability in flying a plane is concerned, although they are different in their symp-
toms. In similar vein, an out-of-order jeep on the taxiway is comparable to a huge box on the
taxiway, as both are stationary objects posing obstructions to plane movements, although
they are not apparently similar.

Organisational, which deals with organising the knowledge-base so that objects deemed to
be similar by a domain expert are placed close to each other in any information storage
scheme.

Our conclusion from the study of these different types of similarity is that "organisational
similarity" is orthogonal to the others in nature. It is mostly relevant for organising
knowledge (such as rules, cases), and not considered useful for designing indices. But the
other three types contribute directly towards measuring the similarity between two situations,
though not all of them are equally suitable for designing indices.

Structural similarity, although widely used in analogical reasoning, is, we feel, of limited sui-
tability for real-life problems - because in order to solve a problem a system needs to
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examine the significance of various features and also needs to infer from the problem
specification (with the help of domain knowledge, of course) the implications of various
features. Arriving at these decisions through a structural approach is time-consuming and
may even be impossible. For example, consider two actions sending a person with a message
and relephone. They have two different structures: the former having three parameters viz.
who is to be sent, to whom he is sent and with what message, while the latter has two parame-
ters: the person to be telephoned and the message. Thus structurally they are not similar,
although they serve the same purpose. Moreover, default solutions, used in extreme time-
critical situations, do not necessarily have a special structure. They normally involve some
sequence of actions which can greatly mitigate an impending problem. Naturally, use of
structural similarity in this context is of limited help. This observation precludes the use of
structural similarity in determining indices for a cache-based system.

While evaluating the significance of pragmatic similarity vis-a-vis semantic similarity, we
consider the following examples from the AGC context. Suppose the current problem is as
follows:

The operators of a plane that is due to leave in 30 minutes’ time have reported
that its pilot is ill, and unable to continue with his task.

Using "ill" as the cue for searching, the (semantically) most similar case that can be retrieved
in a library of typical airport cases is:

Case A: The operators of a plane that is due to leave in 45 minutes time have reported that
one of the passengers is seriously ill.

While using ’pilot’ as the cue for searching the nearest case that can be retrieved, we may
find the following case:

Case B: A responsible member of the airport’s staff has reported that the senior pilot of a
plane due to leave in one hour seems drunk. 3

Evidently, neither of these two cases effectively resolves the present situation - as the main
problem in the current situation is that the plane that is due for departing shortly cannot fly
(because of the pilot’s sickness) and will occupy the terminal gate for some extra time. Hence
the GOC now has to replan for its departure (negotiating with the airline regarding how soon
it can find a replacement for the pilot) and he may also have to reschedule other arrivals/
departures due to the interruption.

The most similar case from the point of view of the GOC for the cue case may therefore
begin:

3 As per the apparent traditions of commercial aviation, it is not good form to contradict a senior pilot - if he thinks that
he is not drunk, it is difficult to persuade him otherwise or stop him from flying.
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Case C: A plane that is due to leave soon has developed some problem in its engine and
requires a small repair.

Even though it has no resemblance (at least apparently) to the current problem, by deep
analysis of the situation a controller will find Case C to be most similar to it as it solves the
same problem as posed in the cue case.

From this observation, we surmise that pragmatic similarities, which look at a current situa-
tion more deeply by referring to the common abstract properties of various parts, need to be
considered primarily for selecting indices. Pragmatic aspects can be measured with the help
of abstractions derived from the input features. Both the problem description and the back-
ground state of the domain (the airport, in our example) are required for generating these
abstractions - which provides a general feel of the situation to the solver and enables quick
apprehension of the nature of a current problem. Our selection of indices potential-degree-
of-threat and activity-level-of-the-airport, (see section 3.2.3) is based on such pragmatic
aspects of a situation. These abstractions help in identifying similarity between two situa-
tions on the basis of the actions that need to be carried out when a problem emerges.

However, in certain situations extracting such pragmatic abstractions is not straightforward.
Even when they can be computed, they may not prove to be effective in measuring similari-
ties. Comparing entities with their semantic meanings may be useful there.

For example, with respect to the AGC domain, consider two situations where the first one is
that a fire has broken out somewhere in the terminal building and the second one says that a
powerful bomb is suspected to have been planted in the terminal building. For both the situa-
tions the basic remedial actions will be the same, viz. evacuation of passengers, suspension of
immediate flights from the gates in that building, calling appropriate agents to tackle the
hazard etc. The only major difference is that while a fire brigade should be called for putting
out the fire, security personnel are to be contacted for the bomb problem. Thus the same
cache-cell can be used for storing solutions corresponding to the above two situations, pro-
vided they are indexed appropriately. Certainly, using raw features such as fire or bomb as
column headers (because of their obvious salience in the problem specification), the desired
outcome cannot be achieved efficiently enough for a time-bounded situation. Another con-
sideration is that a real-life domain is normally associated with a large number of features.
Indexing with the help of these raw features will not only lead to an explosion of vocabu-
laries and a huge cache, but (consequently) the efficiency of the system will also be reduced.
Instead, appropriate abstractions (such as potential-degree-of-threat) should be used.
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4.3.3. Choice Of Indices

For the cache-based architecture, we divide the required set of indices into two different
classes, depending upon their role in the overall functioning of the system:

- primary features, which are those that act as column headers for the cache and are essen-
tially used in accessing the cache. Naturally, these should be those features that are capa-
ble of describing the major aspects of a current problem.

- secondary features, which describe the more specific aspects of a given problem. These
features are used at deeper levels of the cache to refer to appropriate rules, cases etc. to
facilitate better reasoning towards solving a current problem. However, it is to be noted
that the selection and use of secondary features vary with the levels of the cache (as the
depth of reasoning and consequently the mode of reasoning may change).

Analysis of the underlying domain must be undertaken to identify the best set of vocabulary
terms for building a cache. In the absence of a clear-cut domain model, as indicated earlier, a
careful analysis of a number of past cases may help a system designer to identify a set of
abstractions that help in characterising the problems; and also to pin-point the key features
that are crucial for the domain.

Evidently, no general theory can be produced in this regard. However, we have identified
several properties that are desirable for the set of indices. They should be borne in mind while
designing a cache.

4.3.3.1. Properties of Good Indices

We observe that the following aspects need to be considered while choosing indices:

usefulness of indices in the relevant context;

- minimisation of complication (both timewise and conceptwise) in computations;

easily understandable significance;

provision of efficient cues for quick searching.

Usefulness of Indices

Indices should be useful in their respective context. For example, consider a problem: there
is a fire at a terminal gate in the airport.
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There are many ways to index this problem. However, the system designer should look for
those indices that are useful in achieving the system’s goal. For the aforesaid problem,
indices such as degree-of-threat, busy-state-of-the-location have immediate meaning to the
user for designing the immediate solution steps. These can be used as column dimensions of
the cache as they represent situations better than indices such as number-of-the-gate.
Although the latter may be useful for the AGC system at a later stage of reasoning to deter-
mine, say, if there is enough space near the affected location for possible manoeuvring of fire
brigade appliances. Consequently, special features such as number-of-the-gate can be used as
one of the pointer indices from deeper level cells of the cache, along with some related pro-
perty (e.g. locational advantage/disadvantage) for selecting cases/rules from the system’s
repertoire. Thus we feel that "gate number" can be a suitable secondary feature, but it is not
ideal for use as a primary feature to designate a column dimension.

Computationally Less Complicated

For retrieval purposes, the system needs to convert the raw features used in describing the
problems into abstractions which can be used as cues for retrieval from the cache. However,
if the transformation is computationally complicated, in extreme time-bounded situations it
may exceed the imposed time bounds. Hence it is mandatory that the indices should be so
chosen that they can be computed easily from the raw features. We found that use of tables is
conducive to these computations. For example, in the AGC domain, to deal with the abstrac-
tion potential-degree-of-threat (PDT), we maintain a table containing experts’/our intuitive
view of the amount of damage that different potentially dangerous objects may cause. The
damage can be of different types: human lives, destruction of objects, functioning of the air-
port. We use artificial numeric values in the range [0.0, 1.0] to represent this knowledge. Fig-
ure 4.1 contains a portion of this table.

Object PDT
bomb 0.9
fire 0.7
water 0.1
gas 0.6
dog 0.2
unattended-bag | 0.7
snow 0.3

Figure 4.1: PDT-values for Different Objects in the AGC Domain
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Easily Understandable Significance

Indices should be so chosen that their purpose in the problem-solving is easily understood.
Since situations are matched by matching these indices, it needs to be ensured that two situa-
tions matching in these indices should have a common type of solution. For example, in order
to take care of the issue of location, i.e. the region of the airport where some trouble has
occurred, for the AGC cache, we had initially thought of using abstractions such as
"importance-of-the-location", and wanted to use some numerical or symbolic codes (similar
to those in figure 4.1) to describe the importance of various airport locations. However, we
discovered later that such a scheme would not work nicely, because the significance of each
location is not properly captured by such a scalar representation. For illustration, any such
scheme should intuitively attach a high degree of importance to both the runway(s) and the
terminal building(s), yet a controller’s actions in dealing with problems in these two locations
are not quite similar - occurrence of any potential threat in the terminal building almost inev-
itably demands a quick action for evacuation of the passengers involved; but such a step is
absent in dealing with an incident affecting a runway. Hence we decided to use the names of
specific locations (such as runway, terminal building) in our system.

Indices as Efficient Cues

The secondary indices are meant for providing cues in searching suitable auxiliary knowledge
such as rules, cases etc. Naturally, the indices should be such that they offer a logical parti-
tion of such knowledge into fairly homogeneous classes. Searching with the help of these
indices as cues then helps the system to isolate quickly the most useful set of information for
abating a current problem. For illustration, one secondary index for the AGC domain is the
controller’s intuitive idea about the efficiency of management of different airlines. A GOC’s
action is often dependent on this view. If a particular airline requests the GOC on a particular
day to postpone a departure time by 15 minutes (due to inability to load luggage into the air-
craft in time), the controller’s reaction is likely to be different if the airline concerned is
deemed to be responsible from what it will be if the airline is not regarded as very efficient.
In the former situation, the controller may defer the flight by 15 minutes as requested; but in
the latter situation any decision regarding its departure time may be postponed until the air-
line informs the GOC that the flight is ready to take off. These decisions are normally made
by using a reasoning scheme that is associated with a deeper level of the cache, and a secon-
dary key such as efficiency-of-the-airline may then be useful to pick up the right case quickly.

All these above issues need to be considered for choosing indices in designing a cache-based
system. Obviously the ultimate indices in any domain are coined from terms associated with
the domain concerned. Therefore, a systematic analysis of the domain is in order. The task
becomes easier when a structural model of the domain is available. But for the AGC (and
probably in very many real-life applications), designing a complete model is almost impossi-
ble. Hence, as we indicated earlier, we have used past cases narrated by experts to facilitate
the analysis of the domain. But we feel that it is difficult to identify the roles of different
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features in a situation and determine their weights right at the outset. We therefore suggest a
somewhat more indirect approach. Our suggestion comprises the following steps:

- Design a classification scheme to collect the set of features into some meaningful classes
depending upon their roles in the overall problem.

- Once features of all the available cases have been analysed, use explanations and/or sta-
tistical methods to identify the right abstractions and also their relative weights.

- Choose on the basis of the roles and weights of different features the ones that are useful
from the point of view of design of the current cache.

We have developed a feature-classification scheme that helps in understanding the
significance of different features in a case. In the following section (section 4.4) we describe
our scheme and how it helps in choosing indices for a cache.

4.4. ANALYSIS OF CASES: OUR APPROACH

Depending upon the role that a feature may have in a case, we classify the features involved
in a case into 8 broad categories:

- disruptive: emerged problems within a domain that disrupt the normal flow of activities
are termed disruptive features. In a problem-solving environment, this is the most funda-
mental feature of a case.

- descriptive: features that describe the the background state when the problem appears.
Any intermediate state (during the process of solving) and the final state that is achieved
following some remedial action (on the part of the problem solver) are members of this
category.

- imperative: which describe the actions taken in a given situation to combat a current
problem. However, in most of the occasions the actions will be decomposed into a set of
subactions.

- predictive: given the background and the nature of the problem that emerges from it,
these features can be used to infer the related consequences that the system will have to
face.
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- suggestive: these features suggest the ultimate goals that the system may try to achieve
given the current situation and the time in hand.

- explanatory: explaining the reasons for failures (if any) in any solution that has been
applied with the aim of resolving a problem.

- obstructive: these can be of two types. Often a solver resorts to certain actions overlook-
ing the presence of features that do not immediately support or justify the relevant
actions. Also, certain actions may produce some unintended results which are not helpful
for the solver. These too are named obstructive.

- corroborative: these are opposite to the obstructive features. They corroborate an action
of the solver by pointing to some further features which justify the action (and also point
to any side-results of an action which are helpful from the solver’s point of view).

We now illustrate the 8 types of features with an example from our case-base. Suppose the
complete case is the following:

A plane arriving in 15 minutes is to report at gate 20, when the controller receives a mes-
sage that the flight that is due to leave gate 20 within 5 minutes has got a problem with a
baggage door and therefore cannot leave until the door is repaired. The GOC immediately
informs the engineering unit, which replies that its staff members are busy at this moment
and cannot turn up quickly. However, they will probably turn up after 15 minutes.

The controller knows from previous experience that repairing this problem should not take
more than 5 minutes once the engineering people take up the task. But often they are held
up with other tasks and therefore there is a chance that they will arrive at a time consider-
ably later than the predicted 15 minutes. Also, the repairing time is not fully guaranteed to
be less than 5 minutes. The controller therefore tries to look for alternative gates and finds
that the state of the airport is busy, so that no other gate can be allocated immediately to
the incoming plane.

The GOC then looks for a possible alternative gate that will be free shortly. The schedule
shows that there is an XYZ-airways flight due to leave gate 45, in 15 minutes, while IJK-
airlines has a flight from gate 28 in 5 minutes. Previous experience suggests that XYZ is
currently quite punctual in its departure times, with an average lateness of 5 minutes,
while IJK is not reliable in this respect and is likely to come up with a last-minute request
for some extra time.

The GOC decides to allocate gate 45 to the incoming plane and makes a path-plan to take
the incoming plane to an open space, and make it wait there till the XYZ flight has gone.
Although this plan causes some delay on the part of the arriving plane, the controller
prefers this plan as sticking to gate 20 involves uncertainty about the repairing of the
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faulty plane while, also, gate 28 is not guaranteed to be freed. He makes the necessary
announcements regarding change in terminal gate and arrival time of the incoming plane
and passes the path-plan to the arriving plane’s pilot.

The disruptive feature for this case is that there is a fault with a baggage door of a departing
plane. Descriptive features for this case are: busy state of the airport, an incoming plane to
gate 20 etc. The first imperative measure that the controller takes is to contact engineers to
attend the faulty aircraft immediately. The fact that baggage-door repairing does not normally
take more than 5 minutes corroborates his action, and consequently, is considered to be a
potential corroborative feature. However, this local plan fails and the relevant explanatory
feature is that engineers are currently busy. But it also generates another corroborative feature
that engineers will be available after 15 minutes. The possible predictive feature for this
action is that the GOC predicted from the problem that the incoming plane would be likely to
encounter an occupied gate and therefore the hindrance should be removed. This in turn sug-
gests that the fault should be repaired - which is the suggestive feature. The controller finally
resorts to subsequent actions - each having its related predictive, suggestive features.4

The pertinent question now arises as to whether such meticulous analysis (which evidently
requires a lot of effort for the knowledge engineers) is required at all. Some AI works such as
classification of case features in traditional CBR systems, have followed a simpler approach.
For example,

MEDIATOR [Kolodner 89b], a system for mediating resource disputes, represents the
cases with the help of three types of features: problem description, solution and outcome;

- CASEY, the heart-ailment diagnosis system [Koton 88a], on the other hand, relies on the
situation description and the solution process only;

- JULIA [Hinrichs 91], the menu planner, concentrates mostly on the solution process
itself, giving details of justifications and the rules and heuristics used in each step.

- KRITIK [Goel 89], a design system for electrical circuits, also pays attention to the solu-
tion process but (unlike JULIA) constructs a causal representation of the entire problem
instead of stepwise justification.

- In ED [Smith 91], an example designer in lesson planning, case features have been
divided into two classes: salient features, those which are used for selecting a case, and
descriptive features, those which indicate the solution obtained in a case.

4 However, it is not necessary that each case in a case-base should have all the different types of features associated
with it.
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In this regard, we point out first that often apparently insignificant features may become cru-
cial in determining problem-solving tactics. For illustration, with respect to the above exam-
ple from the AGC domain, the controller has decided to repair the baggage door in situ
because it is known that repairing a door should not take much time (a predictive feature).
Given everything else to be the same, had the fault been with the engine (which normally
takes a significant amount of time to repair) the controller would have thought of removing
the aircraft to a free location before the engineers were called. Consequently, the incoming
plane would come straight to its assigned gate and the GOC would have been spared the extra
planning tasks. Similarly, at a later stage of the reasoning the controller would probably
prefer to allocate gate 28 to the incoming plane (from where flight IJK was due to leave in 5
minutes) if it had been assured that IJK was usually quite punctual. But its current unsatisfac-
tory record with punctuality (which is an obstructive feature for the case) prompts him to
choose gate 45, although it is not scheduled to be vacated for another 10 minutes.

Our argument, in this regard, is therefore that in other domains too these subtle features ought
to have crucial roles in decision-making. Even though they are not explicitly presented as
pertinent case features, they are unavoidable in the description of the solution steps and/or the
outcome of a case as essential parts of the reasoning of a solver. In the absence of any pres-
sure on time, identification of such finer aspects of cases as parts of the more general com-
ponents (i.e. problem description, solution steps, outcome) works well. But when time is
pressing, explicit identification of different features paves the way for quick decision-making.

With respect to the cache-based system the utility of this classification is twofold:

a) While dealing with cases (i.e. at a deeper level of the cache), explicit representation of
features of different classes (e.g. predictive, suggestive, explanative) helps quick
identification of the interpolating variables and thereby facilitates interpolation between
cases. (These issues will be discussed in section 5.5.3.2).

and

b) Subtle features often have essential roles in generating abstractions, which is extremely
important for determining cache indices.

In the following section (section 4.5) we describe how cache indices have been chosen for the
AGC domain with the help of analysed cases.
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4.5. CHOOSING INDEXING VOCABULARY

Features for indexing for a cache are of three types:

Column dimensions - indicating the key features that can designate a situation;

2. Column headers - along each dimension these headers are used for identifying the
relevant feature value for the current problem and thus facilitating retrieval.

3. Secondary indices - which at a deeper level of reasoning are used for selecting appropri-
ate rules or cases depending upon the level of activity as dictated by the temporal bounds.

The concern therefore is to discover which features will be the best for this objective.

Evidently, out of the 8 classes of features (discussed above) only the descriptive, disruptive
and imperative ones qualify for the first two of the purposes above, as they stand for the fun-
damental aspects of a case. However, we observe that two situations having common descrip-
tive features (i.e. background information) may pertain to two entirely different situations
having entirely different solutions. In similar vein, two situations referring to similar types of
problems (disruptive features) may end up with two different problem-solving approaches,
due to the non-uniformity of their background states. On the other hand, imperative features
(i.e. the solution features) have the implicit advantage that when similar actions are taken
against two problems, it is due to some common effects that the two problems exercise on the
functioning of the domain. This common effect is identifiable from predictive, suggestive and
explanatory features of a case. Generalisation and/or abstraction features then can be gen-
erated for selecting column dimensions, and identifying appropriate column headers.

For example, consider the following problems from the AGC domain:

1. A plane that is due to leave soon has received a threat that a bomb has been planted in it;
2. An escaped rabid dog is roaming freely in the passenger lounge;

3. Fire has broken out in the engineering unit of the airport;

4. An unattended box has been seen near the taxiway,

5. A broken electric wire is hanging in the viewing gallery;

These problems are apparently different. But against a common backdrop of "very busy"
activity level of the airport, to the ground operations controller these problems are connected
through a common feature that some hindrance has occurred somewhere in the airport. Hence
a GOC’s actions will basically remain the same as far as these situations are concerned:

- Check the spread of the cause by calling an appropriate authority to attend the problem;

- evacuate the affected area;

- relocate any flight (arriving or departing soon) affected by the emergence of the problem.
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The significant different aspects of these problems are that the authorities to be called to take
care of the situation are different (e.g. fire brigade for tackling a fire; security personnel in the
event of bomb or suspected luggage); or the objects to be evacuated (e.g. humans if the
affected location is an aircraft or passenger lounge; aircraft if the location is runaway or taxi-
way); or the extent of evacuation (e.g. if it is a bomb the distance should be 100 metres or
more; but if it is live wire a circle of 5-metre radius is acceptable). Naturally, features to
represent column dimensions ought to be sufficiently generalised to capture the commonality
of the apparently dissimilar problems, yet expressing their subtleties.

Thus, all the above problems can be dealt with in a single cache provided the right column
dimensions are chosen. In this respect we observe that the extent of evacuation depends pri-
marily on how threatening the object is for the surroundings. Depending upon this degree of
possible threat we have classified various domain-related objects into different families. In
figure 4.2 we show a hierarchical organisation of the relevant objects. Within each family
class further divisions can be made, depending upon difference in the treatment of the
objects. One such division is the "movability" of the object, as illustrated in figure 4.2.
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Figure 4.2: Hierarchical Organisation of Threatening Objects
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Thus "potential-degree-of-threat" has been chosen as a pertinent column dimension for the
said cache. In similar vein, noticing that the objects to be evacuated (and therefore the agents
to be used to accomplish the evacuation) depend primarily upon the location where the prob-
lem has occurred, we have considered "location-of-the-event" to be another useful dimension.
The "activity-level-of-the-airport" emerges as a further valid dimension from the considera-
tions of what a controller will do (regarding gate allocation and change in schedule) in order
to relocate the affected flights.

The next task, evidently, is to identify for each dimension the most appropriate columns. The
hierarchy tree as in figure 4.2 provides a cue here. For example, with respect to the feature
"potential-degree-of-threat" it suggests that the designer should look for some systematic
representation of the gradation of potential threat caused by different objects. In practice
there are many possible alternatives to choose from:

- Symbolic values - such as innocuous, troublesome, dangerous;

- Symbols with qualifiers - such as not threatening, threatening, very threatening;

- Numerical equivalents - where a systematic scale is used to denote the threatening power
of different objects. For example, 0.2 for innocuous, 0.5 for troublesome, 0.9 for
dangerous;

- Ranges - where a continuum of values specified by upper and lower limits of values
(numerical or symbolic) is used to designate each header such that a particular cache
column will be chosen when the related problem value falls within the upper and lower
limits specified.

Each of these types has some merits/demerits in their use as column headers with respect to
the cache-based architecture. A system designer should bear in mind that the headers should
be so chosen that they help in retrieval and also in conducting interpolations. In chapter 6 we
discuss the implications of different types of headers in a cache.

In the situations of extreme pressure of time, one cannot expect a better-quality solution than
those obtained from the default level using these general abstractions as cues for retrieval.
But when activities involve a more detailed reasoning with deeper-level cells of the cache,
one may prefer a better-quality solution. For example, an optimum solution involving a bro-
ken live wire ought to differ from when the hazard comes in the form of a moving dog (even
when everything else is the same); even if the degree of potential threat of the two objects
may be regarded as comparable. One reason for this difference is, as indicated in figure 4.2,
due to the mobility of the object. When the object is static, one may consider cordoning off
the area thus indulging in minimum possible evacuation of the affected location.
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Exploitation of similar past case(s); or use of rules such as,

IF  the object is Threatening but Static,
THEN consider cordoning off the location and postponing evacuation.

can be used to improve upon the default solution. Thus movability of the object (which in
related cases will occur as explanatory features) can be regarded as a suitable secondary
feature. Relevant rule-bases and case-bases should be suitably partitioned using such features,
and typical values of these features should be used as pointers from pertinent cache-cells to
minimise the searching time on these cases/rules.

Evidently, the actual choice of indices is extremely domain-dependent; it is not possible to
provide detail of tactics for all possible indices. However, the information given in this
chapter can be considered as a case study which should provide a basic insight into the ques-
tion and how to go about answering it. Since indexing is one of the major issues of building
a cache-based system, building such a system for an arbitrary domain needs detailed inspec-
tion of the viability of finding suitable abstractions and their typical values that may play the
roles of column dimensions and the column headers for the relevant cache. Building a cache-
based system may not be feasible, otherwise. In fact, one can use this as a test of appropriate-
ness of the cache approach in dealing with a new application: if it seems unusually difficult or
impossible to find suitable indices and/or abstractions to serve as indices, this should be taken
as evidence that our approach cannot be used for that application.

4.6. CONCLUDING REMARKS

One important remark regarding index selection for a cache is that in a domain there may be
problems of varying types which do not fit into the same model solutions nicely. For exam-
ple, in the AGC domain, two principal types of problems exist which are different from a
solver’s point of view. There are situations when a some hazardous object appears, causing
an all-round panic. An essential step in any GOC’s solution in these situation is considering
the evacuation of the affected location. The other type of problem comprises situations when
a particular flight cannot take off according to its schedule (as in the situation described in
section 4.4). In an airport this often happens due to various reasons, such as mechanical
problem in the aircraft; or some management problem (e.g. unfinished loading). In order to
handle these problems, a controller does not need to evacuate any place with the apprehen-
sion of any danger. Hence such a step should be missing from a model solution. On the other
hand, tackling these problems demands an extra step of mitigating the trouble (e.g.
repairing/replacing the defective part), and consequent extra time allocation to finish the task.
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Evidently, utilising the same cache for these two types of problems cannot be construed as
ideal. Our suggestion in this regard is to develop two caches, each devoted to a particular
type of problem. The caches ought to have different indices. But the overall method of
choosing indices (and other design schemes) should remain the same. Whether or not to add
such a complication will depend on analysis of the domain knowledge in any new area of
application.

In building our cache for the shortwave radio domain, we have followed the same line as
presented in this chapter for building the cache. Moreover, it has only been necessary to use a
single cache. The general domain theory and our decisions regarding the abstractions (i.e.
column dimensions and headers) will be discussed in chapters 8 and 9.
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Chapter 5.

BASICS OF THE CACHE SCHEME:
INTERPOLATION OF SYMBOLIC KNOWLEDGE

5.1. INTRODUCTION

Interpolation, as mentioned earlier, is a much-practised tactic for quick solution of numerical
problems where one is trying to solve some problem of the form Y = f{X) and where Y-
values for known X-values are used for fast estimation of the unknown Y-value associated
with a given X. Traditional paradigms in knowledge-based computations generally do not
recommend interpolation-like tactics for solving problems. This is because the nature of such
computations has normally not demanded the use of past values to help in solving a current
problem. The main recent exception is case-based reasoning (CBR) which has been
developed with the inherent intention to solve a current problem by analogy with old ones. A
CBR system draws its power from a large case library (of past cases) rather than a set of first
principles [Rich 91]. One of the key aspects of case-based reasoning is adaptation, i.e. mak-
ing appropriate modifications to past case(s) in order to use their results in solving a current
problem. A CBR system is designed to provide solutions to new problems by retrieving
similar case(s) from its case-base and then modifying them appropriately, applying suitable
adaptation techniques [Kolodner 92a].

Another Al area where one expects to reuse past solutions in present situations is planning.
Although the task of machine planning is primarily deliberative, so that it generally involves
calling for a broad consideration of the available actions and their consequences [Dean 91]
(with the help of causal networks, heuristics, plan libraries etc.), the task often proves to be
too expensive to start from scratch each time. Instead, planners are often inclined to use
ready-made plans for a current problem either by invoking a used past plan [Hammond 87] or
by generating an hypothesis heuristically and then debugging it (GTD - generate, test and
debug paradigm) [Simmons 88]. However, a close look at these examples reveals that sys-
tems built accordingly have been considered either as early CBR systems (e.g. CHEF [Ham-
mond 86], PERSUADER [Sycara 88a, Sycara 88b]) or their precursors (e.g. PLEXUS [Alter-
man 86]); or the techniques developed therein e.g. plan transformations using indices [Owens
88], and adaptation of explanations [Kass 88, Kass 89], seem to have been capitalised on by
CBR specialists, as historical near ancestors of modern CBR. These observations make it
hard to consider modern planning systems as being conceptually self-sufficient; we are
prompted instead (by common usage) to consider them within the spectrum of CBR.
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Employing an interpolation-like tactic is a natural and plausible way to deal with adaptation,
provided that we can design some means of overcoming the obvious difficulties of handling
symbolic quantities, which (unlike numerical values) may not have a self-evident straightfor-
ward ordering. In one of our papers [Chatterjee 94], produced during the work on this thesis,
we have shown how designing interpolation schemes for case adaptation can be accom-
plished.

Given the way the cache-based architecture is designed, a system built around it needs to
retrieve from the cache a solution or solving technique for tackling a current problem. This is
equally applicable at different levels of the cache, irrespective of the underlying technique
chosen for any one level. Evidently, in order to achieve a desired time-bounded performance,
on occasions when a situation is not exactly matched with the cache indices, the system needs
to adjust the retrieved answer to suit the current demand. The obvious tactic to make the sys-
tem most effective is then to put much emphasis on these adjustment techniques with a view
to generating solutions which can be computed quickly enough, on one hand, to meet the
temporal demands, and also efficiently enough, on the other, to adapt even an imperfect
match to a current problem. To any method that the system may apply to meet all these
requirements, we give the name knowledge interpolation.

The major advantage of using interpolation-like tactics is that the nature of computations here
is fairly algorithmic. Consequently, the temporal requirements for these computations are
predictable, which is certainly not often true for traditional knowledge-based computations.
Therefore, their use in time-bounded applications seems worth exploring. In this chapter we
discuss how interpolation can be accomplished for symbolic computations and how its use is
possible within a cache-based system.

5.2. INTERPOLATION IN SYMBOLIC COMPUTATIONS

In a numerical domain, in order to find the value of f(X) at a point X0 of the independent vari-
able X, one uses the distances of X0 from X4 and Xy to interpolate between the values f(xl)
and f(x2) where X4 < Xq < Xy

The same notion can be translated intuitively into a problem-solving domain if one regards
the key characteristics of problems, in the relevant domain, to be the independent variables
while the actions that one takes towards solving a problem are the dependent ones. Thus,
retrieving past cases where the problem features are similar to the nature of a current prob-
lem, followed by interpolation on the actions taken therein, is a possible tactic for generating
a candidate collection of proposed actions. Generation of an action comprises generation of
the action name and values for corresponding action parameters. The action name describes
the action itself and the action parameters are used in describing how the action is executed.

-91 -



For example, if the proposed action is to "send" something, then send is the action name, and
some relevant parameters may be identified as: what (i.e. what is to be sent), where (i.e. the
destination) etc.

If Py is the current problem parameter and if the system can retrieve cases with featural
values P1 and P2 and corresponding action values (which may be action names or parameter
values) A1 and A2, respectively, then a value for the action parameter AO for the current
problem can be proposed by interpolation! on A1 and A2, using the distances of PO from P1
and P2 respectively. The quality of the result will of course be dependent on the precise
relevance of A1 and A2 to the current situation, and also on the quality of the knowledge in
the region (P1 Al) - (P2 A2) supplied by the domain experts. If there is any peculiar discon-
tinuity in the region, so that interpolation leads to unacceptable outputs, it is up to the experts
to refine the knowledge by describing a P, where P is between P1 and P2.

5.2.1. Past Work Involving Methods That Resemble Interpolation

In some case-based systems ordering/partial ordering of concepts has been exploited for
decision-making, although the term "interpolation" has not been used explicitly. For exam-
ple:

- CHEF, a model case-based meal-planner [Hammond 87], uses artificial numeric values

for ordering objects according to their properties: taste of broccoli is savoury with inten-
sity 5 and taste of beef is savoury with intensity 9 are prime examples of this kind.

- In CLAVIER, a fault-recovery system for automated machinery [Barletta 88a, Barletta
88b], various features have been categorised using fuzzy descriptors such as relevant,
partially relevant, irrelevant (for utility), too high, too cold (for temperature) etc.

- The decision tactics practised in TRUCKER and RUNNER [Converse 89, Hammond 88],
two time-bounded systems for route-planning, in adapting a new plan on the basis of
heuristic judgement on the practicability of different possible routes, illustrate ordering
(or at least partial ordering) of characteristics that may appear non-metrisable at first
sight.

Any adaptive steps taken in these systems, on the basis of these ordered features, fall within
the purview of "knowledge interpolation”, under several of the headings that we suggest
below.

! Whether the technique will be an interpolation or extrapolation depends on the relative order of P, P, and P..
However, we use the word interpolation to cover both interpolation and extrapolation with respect to knowledge-based
computations.
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In a similar vein, the iterative methods applied in PERSUADER, a labour-problem mediator
system [Sycara 88a] that suggests settlements for disputes between company officials and a
labour negotiator,? and the heuristics such as prepare a dish with egg as secondary com-
ponent, when meeting with two conflicting goals like a dish with egg as primary ingredient is
to be prepared and one guest is on a low cholesterol diet, used in JULIA [Hinrichs 89, Hin-
richs 91], also resemble interpolations.

This observation not only suggests that "interpolation" is a reasonable perspective from
which to look at quick generation of solutions, but also paves the way for a more in-depth
treatment.

5.2.2. Considerations For Implementation
We classify issues relating knowledge interpolation into two major categories:

- theoretical considerations, i.e. developing knowledge interpolation as a novel technique
for manipulating knowledge of various forms, to facilitate quick computation of solu-
tions.

- cache-related considerations, i.e. how to use different interpolation techniques while rea-
soning with the cache-based architecture.

5.2.2.1. Theoretical Considerations

Although the idea of knowledge interpolation has been initiated as a means to provide quick
solution for time-bounded computations, it requires further considerations of several theoreti-
cal aspects before we can regard interpolation as an adequate knowledge-based technique for
manipulating symbolic quantities.

5.2.2.1.1. Imposition Of Orderings

The foremost of the problems to resolve is: how to impose an ordering on symbolic quanti-
ties, i.e. identification of different ways for ordering (at least partially) symbolic quantities.
The purpose of this ordering is at least to take a first step towards establishing some kind of
metric on the relevant quantities. A metrication will enable one to compute distances between
participating candidates, which is essential for carrying out any interpolation.

2 The example provided therein goes as follows: the labour union wants (among other demands) 15% increase in piece-
rates (remuneration for processing each product unit), 7% increase in pensions and no subcontracting. The company wants
no increase in pension or piece-rate and unlimited subcontracting. However, each side gradually compromises to an agreed
solution which says 12% increase in piece-rates, 5% increase in pension and subcontracting for a limited time period.
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For numerical quantities, a natural order exists through their magnitudes. Consequently,
computation of distances (and hence the practice of interpolation) is quite straightforward in a
numeric domain. However, an order between two symbols is meaningless unless an attribute
that is relevant in the current context is considered. For example, there is no obvious order on
the animals deer, cow and elephant. But we can hope to find some order with respect to any
specific property: cow falls between deer and elephant when the attribute is weight, when
speed is important elephant comes between cow and deer, while deer falls between elephant
and cow under "potential for domestication". A metric can, therefore, be set up in any one
dimension to assign relative distances between pairs of entities, and distance in multiple
dimensions (multiple properties) can then be calculated via standard metrics (Euclidean,
Manhattan etc.). In our work we have identified several different ways to impose metric
interpretations on symbolic quantities. We illustrate them through simple but realistic exam-
ples, in the following section.

5.2.2.1.2. Designing Interpolation Schemes

The second most important task, after determination of an order, is to design different inter-
polation schemes. While the use of interpolation is to pick up a value between the two refer-
ence values, there may not be one unique choice of the intermediate value. Just as there are
different types of interpolation in numeric domains (e.g. linear, quadratic), having different
degrees of accuracy, for ordered symbolic quantities too one can think of various ways of
computing an interpolated value. However, there are difficulties if we try to imitate typical
numerical interpolation methods too rigidly in time-bounded domains. In numerical interpo-
lation a higher degree of accuracy is achieved by considering a greater number of interpolat-
ing points and/or fitting a higher-degree polynomial. But achieving this in time-bounded
symbolic domains suffers from some obvious obstacles:

- searching for a large number of reference points calls for a massive knowledge represen-
tation and corresponding retrieval arrangements;

- in a time-pressed situation such retrievals may prove to be too time-consuming;

- the law of diminishing returns may apply, so that a disproportionately large computa-
tional cost may have to be incurred for a minor improvement in quality.

Instead, we suggest an alternative way of ensuring better quality in solutions, when more
computing time is available. The key quantity, here, is distance. Computation of distance
between the interpolating points is a primary step in carrying out an interpolation. For numer-
ical quantities, the difference in their magnitude provides the requisite distance; but such a
straightforward way for measuring distance between symbols is not obvious. We have
developed a number of tactics towards its accomplishment (described later in this chapter),
each of which aims at measuring the distance between two symbols in some meaningful way.
Evidently, the accuracy of the distance measurement varies with the technique employed.
And we suggest that variation in the quality of interpolated results (as forced by the imposed
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time limits) can be achieved by resorting to an appropriate "distance measurement" scheme
and then applying linear interpolation on the interpolating quantities. Thus, if X4 and X, are
the two interpolating values of the independent variable X and values of the corresponding
dependent variable Y are ¥q and Yo respectively (with respect to some symbolic features),
then for the given value X0 of the independent variable, the interpolated value Yo should be
such that:

d0oyn _ 4 + 4&oexn

dGoyy d(xoxy
where any d(m, n) is the distance between m and n (measured with an appropriate metric) and
k is a constant of proportionality.

Hence the more accurately measured is the distance between the interpolating points, the
better will be the interpolated result.

5.2.2.1.3. Designing Schemes for Knowledge Representation

The task of ordering symbolic quantities and computation of distances between them leads to
the obvious problem of designing appropriate knowledge structures for their implementation.
"Appropriate” knowledge structures are those that promote efficient computation of distances
in order for interpolation to be carried out smoothly. A real-life domain is normally associ-
ated with a huge number of symbolic values. Where the number of quantities is large, listing
pairwise distances for each possible pair of symbols is time-consuming and impracticable,
because not every symbol is always comparable with every other.> Moreover, even if two of
them can be compared, the need to do so may not always be evident a priori. For example,
while dealing with the AGC domain one may not apprehend any reason for comparing the
object dog with fire, say. Naturally, a priori computation of distance between them may then
seem meaningless. However, to a GOC a past situation when

a small fire has broken out in the terminal building
is similar to a current problem when
an escaped dog is moving freely in the terminal building,

as both of them can be abstracted as "unwanted appearance, causing delay", and computation
of distance between "dog" and "fire" may be deemed necessary in order that the solution of
the former can be interpolated for use in the current problem.

Hence, the most practicable decision for the system designer is:
- to identify the appropriate properties upon which distances are to be measured; and

- to design suitable knowledge representation schemes to facilitate quick access to the
stored information to make fast computation of distances possible.

3 Also, with the introduction of an (n+1)-st new symbol, the number of possible pairs is increased by n; thus inducing a
rate of increase of order n.
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Also important from the representational point of view is the existence of some form of
"inverse mapping". As we see below, because of the obvious way in which the interpolation
schemes operate, a symbolic value is to be transformed into a suitable numeric equivalent
and interpolation is performed on these numeric equivalents only. The numerical result
obtained thereby should then be translated back into an appropriate symbolic value. We call
this process of retranslation "inverse mapping".

5.2.2.1.4. Interpolation in Problem Solving

We now examine the feasibility of interpolation for our purposes - which implies
identification of where and how interpolation can be applied. Solving any problem involves
two essential steps: planning and execution. In order to deal with time-bounded problems, a
computing system needs to pay special attention to speed in both the steps. Our work indi-
cates that interpolation, as a means to expedite calculation, is helpful for both the processes,
provided the right amount and type of ground-work is put in place. Application of interpola-
tion at any stage requires the following actions:

- identification of the dependent and independent variables for the desired task.

- development of a meta-reasoning framework to decide which interpolation scheme is to
be applied.

- producing the interpolated result.

We show later in this chapter the mechanisms that we have developed in order to apply inter-
polation at various steps of problem solving. In all our subsequent discussions we use the
terms (xl, yl) and (x2, y2) for the interpolating tuples and X0 for the given value of the
independent variable for which the interpolated value is sought. The stage of the reasoning
process dictates what the values of x’s and y’s will be.

We feel (and show below) that although knowledge interpolation had primarily been con-
ceived as a tool to be used in conjunction with the cache-based architecture (see chapter 3),
the technique has a substantial potential to stand on its own merit as an efficient knowledge-
manipulation technique that can, at least intuitively, be applicable to different knowledge-
based problem-solving paradigms in general. The rest of the present chapter discusses various
steps of development of "knowledge interpolation” as a viable knowledge-based tool, for
generating solutions under several different knowledge representation schemes. For the pur-
pose of the thesis we concentrate on rules and cases as the primary sources of knowledge.
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5.3. ORDERING ON SYMBOLIC FEATURES

The heterogeneity in the nature, utility and values of different quantities that are used in a
real-life domain does not allow any all-encompassing ordering scheme to take care of all
related features (symbols or their values). Consequently, different schemes must be designed
for different types of features, taking into consideration their inherent natures and roles in dif-
ferent contexts. We have identified several ways of ordering features. We describe them
below, with examples from illustrative situations.

5.3.1. Different Ways Of Imposing Order

The nature and type of the particular feature determine how symbols can be ordered. We
consider three broad categories of data types: scalar, interval and set. For each category, the
participating quantities can be ordered directly in several ways by comparing their values
along some preferred scale. Also, an indirect way of imposing order involves comparison
with some reference. This ordering is indirect in the sense that here the quantities under con-
sideration are not directly compared with each other. Instead their relative positions with
respect to some reference point are considered, and the ultimate ordering is based on their
relative distances from the reference point.

Since the rationale behind ordering the quantities is to use them in interpolation, we illustrate
with examples how interpolation-like techniques can be applied while making decisions
involving these ordered quantities. However, it is not necessary that each domain should
comprise all the different types of quantities listed below. The symbols used in a domain and
their types are decided by the domain experts depending upon their relevance in the context,
which in turn dictates the ordering tactic that will be most appropriate.

5.3.1.1. Scalar Values

With respect to scalar quantities we identify the following three types of ordering depending
upon the nature of the values.

5.3.1.1.1. Numerical Values

There are certain features that can be characterised adequately by numerical values only, e.g.
distance, time, weight. Decisions involving these features are normally made by considering
their numeric values only.
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In these situations people often use straightforward interpolation (usually, unconsciously and
subjectively). For example: when A asks B how much it should cost to go to Victoria from
King’s Cross station by taxi, B immediately replies that it should be around 7 to 8 pounds,
from his tentative idea that the trip should take around 20 minutes by road and the informa-
tion that his last trip by taxi cost him 2.50 pounds to travel between Oxford Street and Eus-
ton station (which took nearly 6 minutes of driving).

5.3.1.1.2. Symbolic Quantities Masking Numerical Values

There are features that are measurable according to some standard scale (which may be
known only to the domain experts and not the people who record the raw case data), yet in
non-expert practice are expressed in symbolic terms. The common choice of an ordering of
colours according to the wavelengths of the corresponding light (recall the primary school
mnemonic VIBGYOR or its reverse ROYGBIV as used in some parts of the world); or order-
ing of musical notes by their frequencies; or field positions in a cricket field (e.g clockwise
from the bowler’s left-hand side - mid-off, extra-cover, cover, point, gully, slip etc.) are sim-
ple relevant examples here. For each angular position given above there can be more than
one field position depending upon their distances from the centre of the field: for the same
angular value one may have 4 positions slip, short third man, third man and deep third man
reflecting the distance of the fielder from the batsman. This, however, still fits in our original
proposition of using ordered symbols in lieu of their inherent numerical value. (Consider, for
example, the mapping of elements in a 2-dimensional array into an ordered 1-dimensional
data structures by compilers in languages like FORTRAN).

Here too interpolation-like calculation (perhaps unconsciously) is practised. Thus the captain
of the fielding side, in a cricket match, may place a fielder at the position "extra cover"
(which is in the middle of "mid off" and "cover") instead of placing two fielders at these two
positions, respectively, to prevent boundaries through either of them as well as the arc
between them.

For features that are not directly metrisable, we suggest two different types of imposed
metric: artificial enumeration through ordinals, and fuzzy.

5.3.1.1.3. Fuzzy Quantifiers

In practice people often use fuzzy terms e.g. very-big/big/small/fairly-small (for size),
heavy/medium/light (for weight), very high/high/low (for temperature) etc. instead of actual

4 Since a cricket field is a two-dimensional space, a full way of ordering is also possible involving two variables (just as
both R and © are used in polar coordinate systems) in this context: distance and angular position from a specific point of
the field (centre, say).
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quantitative values. Here we can borrow from the standard techniques of fuzzy reasoning, e.g.
translating fuzzy terms into distributions, performing convolutions to derive distributions
expressing combinations of terms, and making inverse translations to find the right fuzzy
quantifier for a result. Zadeh [Zadeh 79] discusses this in detail.

The formality of the treatment distinguishes this scheme from the one immediately above,
even though their terms may overlap. The idea, here, is to use degrees of membership of dif-
ferent objects to different symbolic property-classes (e.g big, heavy, red). These membership
values may provide a requisite for interpolation. Normally, one uses a real number in the
range of [0.0, 1.0] to specify the degree of membership of an object X to a class Y {denoted
as uY(X)}, 5 where 0.0 denotes unconditional falsity and 1.0 represents unconditional truth,
respectively, regarding X’s degree of membership in the class Y.

However, the fuzzy membership values often take more complicated forms with the introduc-
tion of hedges. People in daily practice use hedges like "not" (as in not good, to express some
sort of disliking),® "very", "rather", "fairly", "somewhat", "more-or-less" etc. to convey their
degree of appreciation. In order to take care of these hedges, different arithmetics on
membership values have been suggested. For example, Zadeh [Zadeh 92] has suggested the
following:

m o v(X) =1-my(X) (for negation);

Myery yX) = mY(X)2 (for concentration);

m (X) = mY(X)O'S (for diffusion); etc.

more-or-less Y
Thus if m ol d(Peter) = 0.8, signifying that the membership value of Peter in the set of old peo-
ple, is 0.8, then me. o ol d(Peter) is 0.64. Similarly, one can (subjectively) define consistent
operations for other hedges, mentioned above, in accordance with their notional equivalence
in their daily use.

Studies of organisational behaviour by Wenstop [Wenstop 76] represent a more systematic
effort of this kind. There arrays of values for various terms, either as vectors or as matrices,
have been constructed. Each relevant term and hedge has been represented as a 7-element
vector or 7 X 7 matrix. Each array element has then been assigned (based on intuition) a value
between 0.0 and 1.0.

Here the term "high" has been assigned the value (0.0 0.0 0.1 0.3 0.7 1.0 1.0) and the term
"low" has been set to its reverse, i.e. (1.0 1.0 0.7 0.3 0.1 0.0 0.0). Other fuzzy terms have
been defined similarly, on the basis of subjective judgement. Wenstop was then able to

5 In different literatures, other notations such as M-Y-X, m_Y(X), mY(X) have been used, to denote the same.

6 In classical logic, anything "not true” implies "false". But in fuzzy logic, due to the continuity in membership values,
"not true" does not imply complete falsity. Therefore, use of the hedge "not" does not correspond to a null membership
value. Rather, it reflects a low membership value in the corresponding class.
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combine groupings of fuzzy statements to create new fuzzy statements using Max-Min multi-
plication, which can be translated back to natural language. For example, when asked to gen-
erate a label "lower than sort of low", it generates "very low". In a similar vein it produces
"rather low" when asked to generate "slightly higher than low". This enabled him to use
fuzzy terms as both inputs and outputs in his simulation.

These studies show that convincing interpolation-like activities are possible even when
underlying terms are fuzzy.

5.3.1.1.4. Artificial Enumeration Through Ordinals

Often artificial orderings are applied to symbols to express their relative order. It is a com-
mon practice to arrange candidates according to their educational qualifications by using
numbers such as: postgraduate 5/ graduate 4/ diploma 3/ secondary-school graduation 2 etc.”

These artificial numbers are normally created by experts in a given domain to impose orders
among the participating items. But one should be careful in assigning such artificial numbers
- as they not only provide the relative order, but may also be used for computing distances
between the objects. Hence, during assignment, these artificial numbers should be so chosen
that they reflect the expert’s interpretations of the values they possess, expressed in a suitable
scale.

It should also be noted that the ordinals are normally set with respect to some specific
features (temporarily ignoring less relevant features that may also exist). Thus, for example, a
postgraduate may get ordinal number 2 while a holder of a technician’s diploma may get 5
when the relevant feature is "ability to do electrical repair work" (say).

5.3.1.1.5. Referential Modifiers

Often scalar quantities are expressed not by their own values but indirectly by referring to
some other known ones. Terms such as better-than, bigger-than, at-par, more-or-less are
quite common in our daily expressions where each of the terms carries a specific sense. Thus
it is also possible to order quantities with the help of these modifiers. However, it should to
be kept in mind that some of the terms are exclusive to some particular use only. For exam-
ple, bigger-than can be used when the underlying property is size, say. On the other hand
better-than can be used for quality (although the implicit meaning is same in either case)
while ar-par can be used with respect to both the properties. In our subsequent discussions on
referential relations, we call these relational terms (at-par, more-or-less etc.) modifiers and
the objects to be compared comparands.

7 The ordering used in CHEF, as described above, falls into this category.
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5.3.1.2. Intervals

Often features are represented in the form of intervals (e.g. time, age group, salary). Depend-
ing upon the context one can use average (or any other moment, if a distribution function is
known), lower bound, upper bound, range etc. as the index for ordering.

Average

Normally, one uses average as a means of ordering when the objective is to concentrate on
the most typical value of the interval. Thus a football team having the ages of players in the
interval 18 to 25 is considered younger than a team for which the range of players’ ages is 20
to 27, say (assuming that there is a similar distribution in both cases). For a more complicated
distribution function one needs to take into account the weights for computing the average.

Upper Bound

When the objective is to pick up the best possible value, one may tend to order objects on the
basis of the upper bound of the interval. Thus in a sports event, javelin throwing, say, one
notes the distances covered in different attempts by different participants. Participants can
then be ordered on the basis of the greatest distances that they could cover. Thus a person
whose three attempts measure 29, 30 and 33 metres respectively wins over another whose
three attempts are 31, 32 and 32.5 metres (say), because of the higher upper bound (although
the latter has a better average).

Lower Bound

On the other hand, use of lower bounds for ordering can also be practised, most often when
the objective is risk minimisation. For example, in order to choose from various companies
whose shares one may buy, one may consider the past offers of the companies concerned and
prefers the one whose history promises the highest minimum dividend. Thus comparisons
between different companies are made here with the help of the lower bounds of the intervals
representing the offered dividend rates by respective companies over several years.

Range

In situations where the span or duration of the interval is the key issue, the ranges of the inter-
vals provide a suitable yardstick for ordering the candidates. In athletics, for a sprint a person
is declared the winner whose "range" (stopping time minus starting time) to cover the desig-
nated distance is least.

Relations

For time-intervals there are 13 possible basic relations [Allen 84]. Some of these (e.g. during,
contained-in, initiates, initiated-by) lead to an obvious ordering. For example, if an event A
“initiates" another event B, we can say that event A has happened prior to event B. The rela-
tion "initiated-by" is just the opposite. In similar vein, the occurrence of event A "during" the

-101 -



event B suggests that event B has taken place for a longer span of time than the event A.
Thus with the help of these relations one can order different events cropping up arbitrarily
during a process, on the basis of their period of occurrence and control them as per require-
ment.

5.3.1.3. Sets

Where features are in the form of sets, order can be imposed by considering set-related cri-
teria that are most relevant to the problem in hand. Some of them are:

Cardinality

Often the number of elements present in different sets is a good yardstick for ordering them.
However, this is most useful when one does not look for the presence of some special proper-
ties among the set members. Hence the most practicable situation for the use of "cardinality”
(for ordering) occurs when the set is homogeneous in nature. For example, to carry a heavy
object a set of 4 may be considered less effective than a set whose cardinality is 5 (if there is
no evidence to suggest that typical members of the two sets are not of comparable strengths).

Composition of the Set

Often sets are compared on the basis of their composition. For certain purposes the number of
elements in a participating set is either irrelevant or fixed a priori. Naturally, making com-
parisons on their cardinality is then meaningless. Under such situations the composition of
the set often plays an important role in ordering the sets. For example, in a cricket team, a
composition of 5 batsmen, 5 bowlers and 1 wicketkeeper is considered better (because of its
adaptability to all strategic situations in a game) than one with 8 batsmen, 2 bowlers and 1
wicketkeeper, even though the cardinality is the same for both.

Statistical Measures

Depending upon the purpose, one may use different statistical measures (average, range etc.)
of some property in ordering sets. This happens particularly when one is not interested in the
behaviour of individual elements of the set, but rather the overall behaviour considering the
set elements as a whole is the primary concem. In cricket, the West Indies team has been con-
sidered superior to India because of its better average performance over recent years and not
because of the outcome of a particular Test match. In the airport domain, a GOC often makes
a mental ordering of different airlines according to their average delay time, general
efficiency of their own ground operations, average age of aircraft etc.

Specific Properties of Individual Members of a Set

Often sets can be ordered by reference to a property possessed by just some of its members.
This becomes important when the performance of the entire set hinges on the ability of some
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key element of the set. The experience of the commander-in-chief of an army in battlefields,
or ability of the striker to convert "penalty corners" in a hockey team, fall into this category.
In a similar vein, in choosing the crew for a flight to an airport with unusual terrain, a crew
with a first pilot quite experienced in flying to this particular airport will be considered more
suitable than a crew where the first pilot lacks this experience (even though the composition
of the second group may be of higher quality otherwise).

5.3.1.4. Ordering Relative To Some Reference

Often objects can be ordered not by their properties but by their relative positions with
respect to some standard datum. Prepositions such as in-front-of, beside, behind, near-to,
Jar-from etc. (for specifying location); at-par, between etc. (for quantity); or adjectives such
as more, equal, less etc. are examples of this kind.

Thus a statement such as "A is more than B and B is more than C" gives an intuitive feeling
to the user regarding the orders of quantities A, B and C. In expert-systems use, an unusual
one, coming from [Barletta 88b], is an embryo ordering based on ideas of normality, e.g. via
rules such as: "since the tool has been changed within the last 2 hours, its functioning can be
taken as normal".

Thus it is possible to order symbolic quantities in several meaningful ways, and these order-
ings can be utilised to carry out interpolation-like activities in real domains. In order that
"interpolation” can be applied consistently in knowledge-based computations, development
of a systematic approach in measuring distances among the participating symbolic quantities
is essential, as "distance" has been found to be the key concept in interpolation (see section
5.2.2.1.2). Our response to this need is to identify different distance computation methods to
encompass the various ordering tactics, as stated above.

5.3.1.5. Are These Orderings Meaningful?

The obvious question that arises now is: whether all the ordering tactics given impose true
orders on the participating elements. By definition, a linear ordering (we use the notation «)
on a set (S, say) of relevant elements is a binary relation on S, such that V x, y, z € S, the fol-
lowing conditions hold:

1. Transitivity: If x « y and y « z, then x « z;

2. Anti-symmetricity: If x #y, then either X « y or y « X, but not both;
3. Non-reflexivity: If x « y, then x #y.
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Evidently, these properties hold when the expressions concerned are naturally numeric or
symbols masking numeric values. For other types of expressions application of all the three
properties is not so guaranteed; in particular, "anti-symmetricity” does not always apply
(although "transitivity" and "non-reflexivity” hold trivially). For example,

Examplel: two different sets, one (A, say) comprising an engineer and a mechanic and the
other (B, say) comprising two engineers, have the same value when they are compared by
their cardinality;

Example2: two intervals [1, 10] and [5, 10], although different, have the same value when
upper limit is the relevant feature and therefore are equivalent in this ordering.

But, we can justify the ordering tactics by referring to the concept notional equivalence, men-
tioned in section 5.3.1.1.3, concerning the similarities between certain fuzzy qualifiers in
their significance of usage. We appeal to a similar notion of equivalence between different
participating entities by considering their practical use within the domain of application. For
practical use, as stated before, two different entities are compared with respect to certain pro-
perties (recall our example of cow, deer and elephant, section 5.2.2.1.1). Any of the ordering
mechanisms described above has the implicit assumption that it will be used if the purpose
demands so. Thus cardinality of sets will be used only when the number of members of the
relevant sets is the feature of concern. Under such a condition it is immaterial for the user to
determine what the actual members are. From such a perspective the sets A and B (see Exam-
plel, above) are notionally equivalent to the user (otherwise, the user will like them to be
ordered on the basis of some other property such as composition of the set). Similarly, the
two intervals of Example2 above, are equivalent (notionally) when the user considers the
upper limit of the intervals as the ordering criterion.

Thus all the three properties (including "anti-symmetricity") of linear ordering hold good if
one considers applying them for members of different equivalent classes. When two elements
cannot be ordered strictly, they belong to the same equivalence class and one can make a
selection arbitrarily by considering any member of the equivalence class concerned.

Hence for application of these tactics a designer needs to be sure of the underlying property
for comparison and needs to compose the equivalence classes, a priori. For example in our
application, we have defined some equivalence classes for relational modifiers - where the
terms convey similar impressions. Thus expressions such as "at-par", "equivalent to",
"around” fall into the same equivalence class. Similarly, "more-than", "greater-than",
"superior-to" form another equivalence class. Under this assumption related terms can be
ordered linearly according to the tactic described in section 5.3.1.4.
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5.3.2. Use Of Orders For Distance Computation

Computation of distance between two quantities depends upon their type and the characteris-
tics of the underlying ordering. These considerations have prompted us to design different
distance measurement schemes. Evidently, the distance between members belonging to the
same "equivalence class" is 0. Our schemes therefore apply when members of two different
classes are under consideration. We describe these methods below.

5.3.2.1. Scalars

When the items under consideration are scalar, the distance between them is essentially the
difference in their magnitudes. If the values are numerical (either inherent or artificially
enumerated), then the distance is simply their difference in values. One may use the absolute
value of the difference to represent the measure of the distance, while the signed difference
can be used to indicate their relative positions (i.e. which one is higher or lower, in the order-
ing).

For terms expressed symbolically, one needs to refer to an appropriate ordered or partially
ordered list containing the relevant items. The difference in their positions in the list then
provides a measure of the distance between them. Thus in the ordered list VIBGYOR of
rainbow colours the distance of "blue" from "orange" (positions 2 and 5, respectively) is -3.

When symbols involve fuzzy terms, the membership values of the items with respect to
relevant classes provide a meaningful cue towards distance computation. For two objects the
difference in their membership values with respect to a certain property class can be used as
their distance with respect to the said property. However, we deviate from the conventional
treatments, such as by Zadeh (described in section 5.3.1.1.3), here. In Zadeh’s treatment
hedges are used to distinguish one property class from another. Thus "very old" and "old" are
two different property classes and one’s membership values (i) to these two classes differ
with Hold being greater than Hyerv old- Instead, we exploit the hedges to alter the member-
ship value to a particular class, alalough we follow similar approaches as suggested by Zadeh
in assigning the membership values.

Thus in the absence of any hedges, we use the value 0.75 (following Zadeh) as one’s
membership value to a given class. Thus if something is denoted as big, its membership to
the class big (denoted as Hpi (big), following our notation) is 0.75. However, this value
changes with the addition of some fuzzy hedges. In order to keep calculations simple, we use
the following fuzzy hedges for our purpose: not, fairly, more-or-less corresponding to
membership values 0.25, 0.44 and 0.56 respectively.® Thus, p‘big(mt big) is 0.25,

8 The choice of 0.56 follows Zadeh’s convention: 0.56 =~ 0.752 (mentioned earlier). The choice of 0.44 has been made
to deal with complementary classes, described later.
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My (more-or-less big) is 0.56 etc. Similarly, %esuse two hedges very, and very-very to (?gsig—
nate higher membership values 0.87 (= 0.757~, following Zadeh) and 0.93 (= 0.877, to
denote even higher membership) respectively. Thus according to our convention the distance
between "very old" and "old" is: 0.87 - 0.75=0.12.

However, this collection of fuzzy hedges implies a non-uniform distribution of numerics over
the interval [0, 1]. In order to obviate this drawback we introduce two more fuzzy hedges in
our interpolation scheme: rather and hardly whose numeric equivalents are 0.65 and 0.35
respectively (keeping in view that one is complementary to the other).

Often, in common usage, humans alternate between two different expressions, conveying
exactly opposite senses, with respect to the same property (we regard them as representing
"complementary classes"). For example, with respect to the property "size" one uses "small"
as well as "big" while their significance is in some sense opposite. Some other complemen-
tary classes are: high and low (for altitude); strong and weak (for strength); tall and short (for
persons’ height); heavy and light (for weight); dark and bright (for colour) etc. which we
have come across during our applications. In order to handle these terms consistently we pro-
pose using only one of them. For our applications we have decided to use the term "big" for
size, and values using the term "small" (with or without hedges) have been transformed into
terms that use the value "big" along with some suitable hedges. We assume that the class
"small" is complementary to the class "big". Thus membership of an object X to the class
"small", p‘small(X)’ can be computed as : 1.0 - ubig(X) (and vice versa).

Therefore, we have:

].Lbig(fairly small)

=1.0 Fem all(falirly small)
=10 - 044

=0.56

= pbig(more-or-less big).

Therefore, anything that is "fairly small" can also be referred to as "more-or-less big". Simi-
larly, anything "not big" can be referred to as "small"; or "hardly big" is equivalent to "rather
small”. For the sake of completeness we suggest using two other hedges not-ar-all and in-no-
way for which the prescribed numeric values are 0 and 0.13 respectively in order that they
can be used to complement the hedges "very-very" and "very". If one uses the hedge "very-
very" with some property, we consider its membership to the complementary property class
is 0.07. Thus, "very-very big" will be considered as having a near-null (i.e. 0.07) membership
in the class "small". Similar treatment can be extended to other complementary property
classes mentioned above.

There is a subtle difference between terms involving fuzzy hedges and those using relational
terms. While fuzzy hedges are associated with properties, the relational modifiers refer to
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objects as comparands (i.e. some sort of reference values) albeit there is an underlying pro-
perty with respect to which the comparison is made). Naturally, no obvious numerical value
can be assigned to these terms, and computation of distance involving relational terms
requires consideration of both the modifier and the reference value. In order to deal with
quantities involving relational terms the obvious difficulty that one faces is that of handling
an abundance of modifiers that people tend to use in day-to-day practice. For example,
expressions like less-than, smaller-than, lower-than, inferior-to convey a very similar notion
but people tend to apply them in different contexts (e.g. "smaller-than" for size, "less-than"
for quantity). A system designer needs tactics to convert the modifiers into numerical
equivalents, to facilitate distance measurement. However, these modifiers do not suggest any
values on their own. Rather, they hint at the discrepancy in value by drawing a comparison
with some known values. Thus the ultimate numerical quantity that one aims at deriving
depends upon the comparand i.e. the value of the term that is being referred to (X, say) by the
modifier. It can be observed that the same modifier used with two different terms may reflect
different degrees of discrepancy. For example, consider the term "at par with X". This expres-
sion may refer to any value between 8 and 12 when the comparand X is 10 (according to
some chosen scale). On the other hand, the same expression may seem to be valid for the
range 800 to 1200 (along the same scale) if the value of X is 1000. Therefore, the absolute
difference in magnitude is unsuitable while dealing with these relational modifiers. Use of
percentage values is more appropriate for this purpose.

Hence we have the following suggestions for handling quantities involving relational terms:

- Instead of considering each of the different terms separately, one should consider the
equivalence classes (see section 5.3.1.5) to which they belong.

- To decide the percentage values that should stand for each class. Because of the imprecise
nature of expressions one may use a range of values instead of a single one. We have
chosen the following set of values to accomplish this: 90% - 110% for "at-par”, 70% -
90% for "less-than", 50% - 70% for "much-less-than", 110% - 130% for "higher-than"
and 130% - 150% for "much-higher-than". We assume that a different reference value is
to be used when the discrepancy is more than 50% of the value currently being con-
sidered. We note that the same value applies to all members of the same equivalence
class.

Depending upon the context, different tactics have been designed to compute the distance
between two quantities:

Case 1. when the comparands of the two participating expressions are the same, the distance
can be computed on the basis of the modifier alone. In order to achieve this, one needs to con-
sider the percentile ranges that represent the relevant modifiers (as described earlier), and the
difference of their midpoint values provides the distance information. For example, the dis-
tance between expressions less than A and at par A (for some term A) is 20% or 0.2. When
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the reference values are the same, the ultimate interpolated result will also be a relational
expression with the same comparand but (possibly) with a different modifier. Hence the
abovementioned distance measurement is meaningful.

Case 2. in order to compute distances between relational expressions where the comparands
are different or between a relational expression and another term of a different type, one
needs to consider both the modifiers and the comparand to derive a numerical equivalent of
the expression. The task is carried out in two steps:

1. forming a numerical equivalent of the reference value X. This is straightforward if the
term itself is numeric. Otherwise, if X is a member of some ordered list, then as men-
tioned earlier, the position of X in the list may serve the purpose. Otherwise, if X stands
for an object, or a set or an interval-type variable, the method needs first to find the
underlying property, based on which the ordering is to be performed. The corresponding
value (for the object X) provides the necessary numerical information. (Of course one
may have to compute it iteratively, if the property value is symbolic or set etc.).

2. subsequent modification of the numerical value with the help of the modifier. The mid-
value of the specified range can be used for this purpose.

5.3.2.2. Sets

Evidently, computation of the distance between two sets depends upon the tactic used in
imposing an order on them. Each of the different possible ways of ordering (mentioned in
section 5.3.1.3) warrants a specific approach for distance computation. We have identified the
following as possible means of achieving this:

1. When cardinality is the key issue, computation of distance is straightforward. Here, the
difference in the cardinality (i.e. the number of elements present) of the participating sets
provides a meaningful measure of distance. In similar fashion, for sets ordered on the
basis of various statistical measures (average etc.) the difference in the relevant numeric
measure gives the distance.

2. In the event that a property of a specific member of the set is the means for ordering, one
must first consider the value of the specific property for each of the participating sets. If
the values are scalars, one uses one of the techniques discussed above. Otherwise (i.e. the
values are in terms of intervals or sets) one needs to reduce them recursively to scalars or
to apply an appropriate statistic (e.g. simple magnitude, average) for measuring distance.

The most complicated task is one where the actual compositions of the sets need to be taken
into account for computing distance. Here, we suggest one of the following alternatives:
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1. Use of the difference vector of the two. The idea, here, is that the composition of the set is
listed in the form of vectors, and the sum of squares of the component-wise differences
provide a meaningful measurement of distance between the two. For example, suppose a
cricket team’s composition is described by a 4-tuple (al, a5, 23,2 4), where ay stands for
the number of batsmen, ay stands for the number of all-rounders, ay represents the
number of bowlers and a 4 represents the number of wicketkeepers, taken in the 11-
member team. Thus the distance (in strength) of two cricket teams having the composi-
tions (5, 2,3, 1)and (4, 3, 3, 1) is 2.

One can use weights, here, if there is a variation in the components’ relevance in the overall
composition. For example, for a cricket team there needs to be only one wicketkeeper. Hav-
ing more than one of them in the team is not only superfluous, but may even degrade its
strength in batting or bowling. Similarly, having at least one all-rounder adds to the strength
of the team in both batting and bowling. In order to compute distance considering all the
above factors, one can use weights decided subjectively on the basis of the importance of
each component. For instance, a weight of 1 for difference in number of batsmen and
number of bowlers and a weight 3 for difference in number of all-rounders and a weight -10
on the square of the difference in number of wicketkeepers, ° to compute the difference of the
two teams. A negative difference will imply less strength.

However, the problem with the abovementioned example is that it cannot effectively com-
pare the strengths of two teams A (having no wicketkeeper) and B (having 2 wicketkeepers),
as the difference of A from B and also of B from A may turn out to be negative. In order to
circumvent these difficulties we suggest the following two alternative tactics.

2. Indirect method. Here, one stores I, one ideal composition for the sets. In order to com-
pute distance between two sets having compositions A and B respectively, one computes
D A and DB’ the distances of A and B from the ideal I, respectively (possibly by using
the abovementioned method). The desired distance then can be computed with the help of

the values D A and DB.

3. Use of rules. For this approach, we store rules regarding evaluation of compositions. For
example, with respect to formation of a cricket team, one can have rules such as:

Rule 1: If the number of all-rounders in team A is greater than that of team B, then for
each extra all-rounder add 3 to the score of team A;

or

Rule 2: If the number of wicketkeepers in a team is not 1, then subtract 10 from the score
of that team.

9 For any team, having one wicketkeeper is ideal. Having no wicketkeeper or more than one wicketkeeper may
undermine the strength. Hence the square of the difference is used, here, to wipe out the effect of sign.
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Use of these rules may be helpful in evaluating the distance between the participating sets
(here, teams) by taking the difference of the final ratings of each team.

5.3.2.3. Intervals

Of the different yardsticks for measuring distance between two intervals, use of average or
upper bound or lower bound or range essentially reduces to comparing two scalars - and
therefore can be accomplished by a suitable technique (described earlier) depending upon the
nature of the relevant scalar value, i.e. whether it is numeric or symbolic or a fuzzy expres-
sion etc.

The most difficult distance computation occurs when two intervals are to be compared by
their relative positions, i.e. when relations such as initiates, during etc. hold. For example,
consider computation of distance between [4, 6] and [7, 10]. Here, one possible solution is to
use the distance between the mid-points of the said intervals. According to this measure, dis-
tance between [4, 6] and [7, 10] is the distance between points 5 and 8.5 (the respective mid-
points) i.e. 3.5, which says that interval [7, 10] is at a distance of 3.5 units along the underly-
ing scale and to the right of the interval [4, 6] (because the distance is positive). However,
this simplistic measure does not hold good in all situations, particularly with overlapping
intervals. For example, according to this notion the distance between intervals [2, 10] and [5,
71 is 0, (as both have a mid-point at 6), which evidently is counter-intuitive.

Common intuition suggests that interpolation between intervals [2, 10] and [5, 7] should gen-
erate an interval [X, y], say, where, ideally 2< x < 5 and also 7 <y < 10. Thus computation of
distance between two intervals should reflect not only their respective positions along the
relevant dimension but also should take care of their respective ranges. In the absence of any
suitable measure to capture both these aspects we propose to use a 2-tuple, namely the vector
comprising the upper and lower bounds for measuring the distance. In this approach the dis-
tance between two intervals is the 2-tuple comprising the distances of the lower bounds and
the upper bounds of the two participating intervals, respectively. Thus the distance of interval
[2, 10] from interval [5, 7] under the new scheme is (-3, 3).10 One should note that this vector
representation of distance will be useful when the the method is required to give the interpo-
lated result as another interval. In situations where the intervals play the role of dependent
variables, use of range or other scalars will normally be sufficient in carrying out the interpo-
lation and hence a suitable technique for scalars can be applied for computing distances.

10 This does not mean the interval from -3 to +3. It says that the lower bound of the first interval is at a distance -3 from
the lower bound of the second interval and similarly the distance in upper bounds is +3. Similarly, distance of the interval
[2, 4] from [5, 7] is (-3, -3). Thus for checking the legitimacy of this definition (say, triangle inequality) one has to consider
each entry of the distance vector separately and not the pair as a whole.
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5.3.3. Algorithm For Computing Distance

In figure 5.1 we describe the algorithm for computing distances between two symbolic quan-
tities. We call the function distance which computes the distance between two quantities X
and X2. Our convention for this computation is that the distance will be measured in the
direction from X1 to XZ’ so that a negative distance implies X2 < X1 and a positive distance
implies X2 > Xl' This function first checks if the terms are directly comparable for the pur-
pose of computing distance and computes it when possible. Otherwise it reduces the term(s)
to a convenient form, and the distance is computed by calling the same function recursively
with values in the reduced form. We make use of the following functions for computing dis-
tance:

1. Pos (X, L): finds the position of the item X in the list L.
2. Fuzzy-value (F): returns the numerical equivalent for the fuzzy qualifier F.

3. Complementary-fuzzy (FT i FT2 ): the input is two fuzzy terms FI‘1 and FI‘2, where each
FTi involves a fuzzy qualifier Fi and a class-name Ci' The function first checks whether
the classes C1 and C2 are complementary. If they are not, the function returns a failure.
Otherwise, it first converts the fuzzy qualifier F2 such that F'I‘2 can be expressed as a
fuzzy term GT2 where the class-name is C1 and the fuzzy qualifier has been modified
appropriately (see section 5.3.2.1). The output of the function is the fuzzy qualifier
involved in the fuzzy term GT2.

4. Mid-value (R): returns the mid-point of the percentage interval specified by relation R
(see section 5.3.2.1)

5. Get-property-value (X, P): determines the value for the symbol X with respect to the pro-
perty P. If X is an object, it may involve simple retrieval from the knowledge-base. But if
X is of set-type or interval-type; this function computes the relevant value.

6. Modify-value (R, V): modifies the value of V with the numerical equivalent of the rela-
tional term R.
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Function distance (X, Xy)

IF both Xq and X, are numeric

THEN
RETURN X2 - Xl
ELSE IF
both xl and X2 are members of same ordered list L
THEN
RETURN Pos(xz, L) - Pos(xl, L)
ELSE IF
both x1 and X2 are fuzzy terms
THEN
Let Xl = (Fl Tl) and X2 = (F2 Tz);
If '1‘1 = '1‘2
Then
RETURN Fuzzy-value (rz) - Fuzzy-value (rl),
Else
Let F' = Complementary:fuzzy (Xl, xz)
RETURN Fuzzy-value (F ) - Fuzzy-value (rl)
ELSE IF
both x1 and x2 are relational expressions
THEN
Let X, = (R1 Tl) and X, = (R2 T2),
If T1 - T2
Then
RETURN Mid-value (Rz) - Mid-value (Rl)’
Else
Identify P, the relevant property for comparing T1 and T2;
Let v, = Get—property—value(Tl, P); v, = Get—property—value(Tz, P);
Let w1 = Modify—value(R1 Vl); W1 = Modify—value(R2 V2);
RETURN Wz - W1
ELSE IF
both X and X, are intervals
THEN
Let X1 = [l1 u1] and X2 = [l2 u2]
Then
RETURN (12 - 11, u, - ul)

ELSE {When the terms are not directly comparable, one needs to convert them into suitable form.}

Identify P, the underlying relevant property
that is the basis for distance computation;
If X, is a Set or Interval or an Object

1

Then

Let V1 = Get~property-value (X1 P)
Else

Let V1 = Xli
If X2 is a Set or Interval or an Object
Then

Let V2 = Get-property-value (X2 P)
Else

Let V, = X

2 27

CALL distance (Vl, Vz).

Figure 5.1: Algorithm for Computation of Distance between Two Symbols
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5.3.4. Use Of Ordered Symbols In Interpolation

Computation of mutual distances between different symbols helps one to order them
linearly. The symbols thus ordered can then be used to conduct interpolation for quick
decision-making. For example, in an airport a GOC may have several different options
for initiating a repair work: call-ordinary-worker, call-junior-mechanic, call-senior-
mechanic, call-foreman and call-engineer. Evidently, the underlying property, in this
context, for imposing an order among them is their relative effectiveness in responding to
certain particular repair work. We call this property maximum degree of effectiveness
(mdoe). To enable comparison we attach to each of the options an artificial numerical
value. In our system these values are: 0.1, 0.2, 0.5, 0.8 and 1.0, for these five options
respectively, demonstrating the domain expert’s intuitive feeling about their respective
expertise. This information can be used in conducting interpolations in the following way.
Consider, for example, two instances, in one of which junior mechanics have been called
to carry out a repair job whose difficulty is described as "not high". An engineer has been
used, in the other, for doing a repair whose difficulty is "very high"”. These two past
instances can be used in suggesting the most appropriate type of workman to be called for
tackling a more or less difficult job, by using interpolation. The independent variable,
here, is the difficulty of the job whose values for the two interpolating situations are not
high and very high and for the current problem is more or less high. We use for interpola-
tion their fuzzy membership values which are 0.25, 0.87 and 0.56, respectively (see sec-
tion 5.3.2.1). Interpolating values of the dependent variable (evidently, the mdoe) are 0.2
and 1.0. Our method hence suggests, using a linear interpolation:

_ (1.0 - 0.2) * (0.56 ~ 0.87)
D =10+ 0.87-025

i.e. that the desired degree of efficiency (D) that will be required for the current problem
is 0.6. From this value the method can deduce (using the "mdoe" values of different
options) and applying what we have named optimisation through inverse mapping
(described in section 5.4.3) that the most appropriate option will be calling foreman. Thus
the system avoids calling persons who are not capable enough to address the current prob-
lem and therefore are likely to be less effective in this situation and also does not resort to
calling more effective technicians who can be employed better for dealing with more seri-
ous problems.

Use of some additional knowledge leads to further improvement through interpolation. In
the abovementioned situation, the method now needs to determine the number of foremen
that has to be used to tackle the current problem. We store in our domain knowledge-base
along with each option the necessary quantity that would achieve the maximum degree of
effectiveness. For example, with respect to the action call-foreman, we store the informa-
tion ":number 4", stating that the important factor to decide is number, (i.e. the number of
persons to be called) and 4 of them are required for achieving the declared degree of
effectiveness of 0.8 (following our expert’s suggestion). Thus one interpolating pair of
values (corresponding to the independent and dependent variables) is (0.8, 4). The other
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interpolating point is (0, 0) stating quite obviously that no efficiency is achieved when no
workers are called. Thus for the current problem, the desired number of "foreman" to be
used is computed to be 3 by another application of interpolation.

5.4. DESIGNING DIFFERENT INTERPOLATION SCHEMES

For the purpose of knowledge interpolation, imposition of a suitable metric on the candi-
date items is logically followed by design of tactics for how to carry out the actual task of
interpolation. The following observations, which have been made in this context, are
significant for designing interpolation schemes for symbolic quantities:

1. The act of interpolation aims at selecting a point whose distances from the interpolat-
ing ones are in a pre-determined (set by the ratio of distances of the independent vari-
ables) ratio. The inherent continuity of numeric quantities makes it possible to fix the
interpolated result at any point, maintaining any chosen degree of accuracy. But the
discrete nature of symbolic knowledge, in general, often stands in the way of achiev-
ing such desired accuracies. Furthermore, knowledge interpolation usually needs to
produce a symbolic answer, selected from its stipulated vocabulary. Therefore, it pri-
marily involves mapping of the numeric result obtained through interpolation on
relevant non-numeric equivalents (as illustrated in previous section) to the relevant
list. The discrete nature of symbolic knowledge suggests that each symbol
corresponds to a range of numeric values and therefore that the ability to express
accuracy to an arbitrary high degree of accuracy is lost.

2. For numerical interpolation, higher degrees of accuracy can be attained by resorting to
quadratic or other higher-order interpolations [Conte 72] , which involve three or
more interpolating points as opposed to just the two points needed for linear interpo-
lation. As knowledge interpolation is potentially more computation-intensive due to
the overheads of the tasks of mapping and inverse mapping (which in turn may
involve searching, computations etc.), using three or more computational points may
have several disadvantages:

- it implies proportionately higher demands on computing resources (and hence
time);
- the extra computational effort may not be sustainable in extremely time-pressed

situations;

- the process of mapping and inverse mapping may annul any extra gain in accuracy
that one may hope for by resorting to higher order interpolation (while dealing
with the numeric equivalents) in the first place.
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Since (in most of the real time-bounded situations) maintaining temporal stipulations is
more necessary than going for optimality, in the context of the abovementioned observa-
tions we shall restrict ourselves here to linear interpolation for symbolic domains. In the
different interpolation schemes, stated below, we consider two interpolating points only.
Yet depending upon the tactic of how the interpolated point is chosen, one can have dif-
ferent interpolation schemes, of varied degrees of accuracy, for knowledge interpolation.
We next describe the different schemes that we have assembled with a view to carrying
out knowledge interpolation.

5.4.1. Binary Selection

The simplest interpolation-like action can be termed binary interpolation. The approach
here is to choose one of the two interpolating values as the answer. Although it is not an
interpolation in the truest sense, in situations when time is too pressing it is acceptable
human behaviour to resort to selecting one of the two immediately-accessible relevant
items as the solution to the current problem. Consider for example, the following situa-
tion in an airport:

The pilot of an aircraft that is scheduled to take off in 2 minutes has noticed a
technical problem in the aircraft and informs the GOC.

While ideally the solution is to contact engineers to take care of the technical snag, this
appears to be too time-consuming given the temporal constraint. Naturally, the GOC is
left with two options:

Option 1: Either suspend the flight altogether and reschedule it once the fault is repaired;
or

Option 2: If the fault is not too serious, ignore it and allow the plane to fly.

While the former option implies delay on the part of the flight and subsequent extra work
towards rescheduling the flight, the latter involves some risk. The GOC needs to consider
the seriousness of the current problem and choose one of the alternatives as the solution.
In the framework of interpolation, here, the two interpolating values of the independent
variable are the respective estimates of seriousness of the two situations under which the
options have been suggested. The available options form the respective values of the
dependent variable. The seriousness of the current situation is a known (after a quick con-
sultation with the pilot) value of the independent variable, for which the interpolation is
to be performed.

In similar vein, in an airport the directions for aircraft landings and take-offs are governed
by actual wind direction, which is arbitrary. However, the GOC needs to choose one of
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the two possible alternatives (parallel or anti-parallel) with respect to the direction of a
runway. Here, the wind direction is the independent variable while the direction of land- .
ing/ take-off is the dependent one.

We envisage the use of two flags, distance-flag and optimist-flag, to accomplish binary
selection. These flags tell which of the two options will be taken. If the "distance-flag" is
on, the method selects the option that is associated with a situation closer to the current
one. However, if computation of distance is not straightforward one may select one of the
alternatives by considering the role of the two alternative options in the current situation.
Of the two possible options in many cases it will be possible that one of them suggests an
optimistic solution while the other suggests a risk-minimised solution. For example, the
"option 1", above, is less optimistic than the "option 2" solution. The method can be
arranged so that if the "optimist-flag" is on it selects the more optimistic of the two alter-
natives. In figure 5.2 we present the algorithm for binary interpolation, where X and Xy
are the values of the independent variable X, with corresponding values of the dependent
variable Y being y; and y, respectively. The task is to find the value of Y for a given
value X0 of X.

Binary-int (xo X1 Y1 X5y &optional Distance-flag Optimist-flag)
Compute distances d1 and d2, where di is distance between X and X,
IF (dl # d2) and Distance-flag is ON
THEN {interpolation based on distance}

If (mod(dl) > mod (d2))
Then

RETURN y2
Else

RETURN vy, ;

ELSE {interpolation based on optimistic solution}

Determine between Yy and Yy the one that is more optimistic;
call it Ygi
Call the other alternative yp;

If the Optimist-flag is ON
THEN
RETURN Yo
ELSE
RETURN .
¥p

Figure 5.2: General-level Procedure for Binary Interpolation
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5.4.2. Discrete Selection - Choosing One Of A Finite Set Of
Alternatives

Discrete selection is similar to the previous binary selection, but the major difference is
that here the choice is not restricted to the two possibilities only. Instead, there is some
means of generating the set of values over which the choice is to be made. For example,
in order to communicate with someone at a distance of 10 metres (say), the GOC can
choose one of the alternative actions: talk, run, or walkie-talkie. In the absence of any
constraints regarding use of some of the actions, two types of situations may exist:

- all the possible alternatives are equally acceptable to the solver.

- the alternatives are arranged according to decreasing order of preference.

In either case, it is safe for a computation to opt for the first element of the list. In the
absence of any constraint, one may accept this selection as the right solution. Otherwise,
one needs to select the next item in the list iteratively, until an acceptable (unconstrained)
solution is achieved. The relevant algorithm is presented in figure 5.3.

Discrete-Select (x0 X1 Y1 X2Ys Alternative-list Constraint-list)
Set Flag = Nil
REPEAT
IF Alternative-list is Null
THEN
REPORT Failure.
ELSE
Set E = first element of the list
Check Constraint-list
If no constraint applies
Then Set Flag = E
Else Set Alternative-list = Alternative-list - ({E};
UNTIL Flag;

RETURN Flag.

Figure 5.3: General-level Procedure for Discrete Selection

5.4.3. Optimisation Through Inverse Mapping

When the selection is to be made on the basis of a specific criterion, the selection cannot
be random. In these cases the selection has to be made from the relevant list (S-list, say)
in such a way that the selected solution satisfies the distance ratio for linear interpolation
best. The example given in section 5.3.4 is an example of this technique where the
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interpolated result is mapped into the list of possible options represented by their max-
imum degree of effectiveness.

In situations when the interpolated value does not match with any of the item on the
relevant list, one selects the item that is closest to the interpolated result. We suggest the
use of an "optimistic flag" when selection is to be made out of two prospective candidates
(those residing on either side of the interpolated result). When the flag is on one may
select the more optimistic of the two possible candidates and turning the flag off should
lead to the selection of the less optimistic one. In figure 5.4 we present the underlying
algorithm. Another flag (called the "distance flag") can be used to decide whether the
selection will be made on the basis of distance alone or whether optimism about the solu-
tion will also be considered. In figure 5.4 we present the algorithm.

Inverse-mapping (x0 X; Y1 %5y S-list &optional Distance-flag Optimist-flag)

Identify the required property, P, for interpolation.

For each item i € S-list let Pi be its value for the property P.

Compute R, the interpolated value based on Xy X ¥y X, Yo,
with respect to property P

If distance-flag is ON

Then
Select from S-list item i such that V j € S-1list, j # i,
abs (P. - R) > abs (Pi - R);
RETURN i
Else

Consider Pi and Pi+l such that P.l >R > P, or Pi < R < P,

i+l i+1
Determine between Pi and Pi+l the one that is more optimistic

call it Po’ and call the other one Pp
If optimistic-flag is ON
Then

RETURN the item associated with P,
Else

RETURN the item associated with Pp

Figure 5.4: General Procedure for Optimisation through Inverse Mapping

5.4.4. Optimisation Of Certain Functions

In real life, situations often arise when a solution to a problem requires a compromise
between two conflicting demands. In these situations the compromise is usually arrived at
by providing an alternative that maximises some measure of satisfaction (or minimises
some measure of dissatisfaction) of the two demands involved. While one may not cons-
ciously work out the value of the function for different alternatives, it is often possible to
discover the underlying function. For example,

1. While purchasing a gift, if the budget is quite flexible, ! one tends to buy the article

Il When the budget is tightly fixed, one goes by "constrained" decision-making, described later in section 5.4.5.1.
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that maximises the average satisfaction for each unit of money spent. For example, one
often prefers a pair of trousers costing 30 pounds to one that costs 15 pounds, say, pro-
vided the buyer thinks that the satisfaction (in terms of quality, effective lifetime etc.)
gained from the former is more than double the satisfaction of the second one. On the
other hand, if one is convinced that two trousers together, of the second kind, will last
longer than one of the first type, one may rather buy two of the 15-pound variety, as this
selection provides more satisfaction for each pound spent.

2. In planning a trip, a couple faces the problem of selecting the place. The husband
wants to go to Alpine Switzerland but the wife is against going to mountains and insists
on going to the sea resort of Nice, France, which the husband does not approve. In the
end they compromise by going to historical Rome, which neither of them strongly dis-
likes. Consequently, one can identify the choice to be that which minimises the total dis-
satisfaction. (This is an actual observed example!).

3. With respect to the AGC domain, we have met a situation where, in an airport, in the
wake of some emergency (e.g. fire, bomb) a GOC may have to evacuate some lounge or
terminal building. The process should minimise both time and panic among passengers.
The quickest approach is to make a loudspeaker announcement - which, however, is
likely to create wholesale panic. The least-panic solution is to approach each person indi-
vidually, with quiet persuasion to evacuate, which can be time-consuming. Hence both
are sub-optimal. However, the optimal solution can be worked out through interpolation
between them. This is:

to instruct a team of staff members to go to different parts of the affected
space. Each individual should address a small group of people and lead them
to a safe exit.

Obviously, to work out this interpolation a computing system requires the knowledge of
the two parameters, representing the conflicting requirements and the values of these
parameters for all possible candidates. However, to compute the result we deviate from
bivariate interpolation, the technique available in numerical analysis, to perform interpo-
lation involving two variables as time-pressed situations do not really require that degree
of precision. Also, there may be situations when the number of conflicting variables is
more than two (say, the preference of a child as well, with respect to the example 2
above). We therefore suggest storing the knowledge of the pay-off function that is
relevant for a situation and to work it out for all the possible candidate solutions. The ulti-
mate solution will be the one that has the optimum (maximum or minimum, depending
upon the context) value for the desired function.

While the above suggestion seems clear with respect to examples 1 and 2 above (where
finding the candidate solutions is straightforward), for situations like example 3 it is not
so obvious, because in this case the method also needs to find the appropriate action.
However, as we discuss later in this chapter (section 5.5.2.1), a deep analysis of the situa-
tions suggests that performing interpolation on actions often boils down to choosing an

-119 -



appropriate parameter for performing a generic action. For instance, with respect to the
example 3 the generic action is "to send an agent" for quick evacuation, and the purpose
of the interpolation is to identify the parameter that minimises the panic yet finishes eva-
cuation quickly. Naturally, the best solution should depend upon the given situation. A
domain expert suggests that creation of panic is often made easier as the number of peo-
ple to be evacuated increases. If the number of affected people is small enough, then even
announcing through loudspeakers should not generate unmanageable panic. Hence, the
properties to be looked for are: how many agents are to be sent, and the radius of effect
for each agent. The method can then select, on the basis of these two properties, the one
that will be more suited to a given situation, from among the candidate solutions which
comprise general loudspeaker, humans with hand-carried loudhailers, visual display,
security personnel etc. With the knowledge that panic increases as the number of persons
to be taken care of by each agent (N, say) increases and completion time increases as N
decreases, the approach should optimise the ideal value for N (which in turn gives A, the
ideal number of agents to be deployed). Once A is known, a computation can find the
radius of effect that is desired for each agent and then can inverse-map on the list of can-
didate agents to select the most suitable one.

This technique can evidently be applied to simpler situations (such as example 2), where
a computation can first identify the candidate destinations by shortlisting them on the
basis of one parameter (say, the wife’s choice) and then can choose the optimal one from
the shortlist with the help of the second parameter (here, the husband’s preferences).

5.4.5. More Advanced Interpolation Techniques

While we are on the topic of designing interpolation techniques, we can discuss two more
schemes: constrained interpolation and iterative interpolation. The major difference of
these two from the ones stated above is that they are not intended to produce a quick solu-
tion; instead, they are aimed at increasing the quality of the solution through considera-
tion of deeper aspects of the situations and using more detailed planning. Selection of a
suitable solution worked out by the abovementioned interpolation schemes will seldom
produce the best solution, primarily due to two reasons:

- constraints of various forms on employment of the interpolated solution often exist, in
which case a more powerful interpolation tactic is required that can take care of these
constraints;

- when the interpolation is aimed at satisfying two conflicting demands, it is unlikely
that the solution, without any further qualification, will be accepted by the two parties
involved. The method should have capabilities to improve upon the interpolated solu-
tion, incrementally, by using further inputs from the parties.
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Constrained interpolation and iterative interpolation schemes have been conceived to
cater for these needs.

5.4.5.1. Constrained Interpolation

Constraints on the solutions may originate from three primary sources:

- Global, which are the constraints that are inherent within the definition of the domain
and therefore should be stored in a system’s knowledge-base. For example, if there is
a huge fire in an airport complex, use of multiple fire-brigade engines may be the
most judicious action. But their use may be constrained if there is a lack of space for
their manoeuvring in the affected area. The solver may then resort to using a smaller
number of engines and some hand-carried extinguishers in parallel.

- Situational. Often the current state of the world imposes certain constraints which are
not part of the global knowledge. For example, unavailability of a certain service on a
particular day (or for a particular period).

- User-specified. Often the user may impose certain constraints along with the problem.
These may be of the form that a particular type/class of solutions should not be con-
sidered with respect to the given problem.

Evidently, a sound interpolation should check the above sources, before delivering the
interpolated result, if there exist any constraints on the answer that the interpolation
scheme has produced. In extreme time-pressed situations, such an approach to a solution
may not even be feasible. Hence use of this tactic within the default level of a cache
architecture is not recommended. Higher-order levels of the cache, on the other hand,
may pay attention to constraints, whose representation depends on the nature of the
relevant levels. For example, as we see later, the rule level of the cache may store some
do’s and don’ts (which are nothing but constraints) corresponding to situations that they
represent. Similarly, failures of past cases, while reasoning in the case level of a cache,
may provide hints (in the form of explanations such as why some particular action failed,
why a certain parameter has not been used and thereby imposing constraints on the reuse
of some action/parameters in solving a similar problem in future) regarding certain con-
straints as well. However, these are not likely to present situational and user-specified
constraints; and therefore the system should check with an appropriate knowledge-base
the presence of constraints that may affect the course of an action or the result that will be
generated through an action it intends to execute. For example, with respect to the AGC
domain a system may check (possibly by asking a human user) before calling a particular
agent whether that agent is free at the particular moment. Similarly, before suggesting a
piece of equipment for use in a given situation a method may check if the user has any
reservation against that particular item (e.g. the available workers may not be adept in
using it).
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The actual use of the constraints depends upon the way the plans are stored (i.e. in the
form of rules or cases) and will be discussed while dealing with rule and case interpola-
tions.

5.4.5.2. Iterative Interpolation

Often an improvement to the initial solution when there are two conflicting demands can
be achieved by applying some bargaining criterion iteratively. For example, in a busy air-
port a GOC may ask the operations manager of a certain airline to ensure that the next
flight leaves within 5 minutes of the scheduled time. The manager, apprehending that
loading of passengers will not be completed by that time, asks for a 20-minute conces-
sion, with reasons. Through negotiations (exchanges of offers and justifications) they can
arrive at a solution, which will interpolate between their two extremes. Thus, the reason-
ing resembles iterative numerical methods (e.g. bisection method), where an optimal
value is reached progressively.

The intuition behind designing this scheme is that there are many situations where an
acceptable (to the users) outcome cannot readily be achieved. For example, in the AGC
domain it often happens for a departing flight that preparations are not complete so that it
can leave at the scheduled time. The authorities of the airline concerned therefore ask the
GOC to defer the flight time by a certain number of minutes (ml, say). On the other hand,
the GOC sensing that this will cause considerable traffic problems allows only an extra
m, minutes, where m, <m,. The final settlement is made after each party has comprom-
ised to a certain extent. Evidently, any optimum value achieved here has been computed
iteratively. PERSUADER, a case-based system for negotiating settlements, deals with
such iterative refinements of solutions.

The same technique is intuitively appropriate for a knowledge-based system. Upon com-
puting a solution, the system will provide it to the user for comments, based on which the
modifications will be made. This process can continue until no more improvement is pos-
sible. Evidently, the inherent nature of this technique prevents us from incorporating it
within the time-bounded framework. Its use is mainly advisable if there are no restrictions
on the computing time. Nevertheless, we introduce the ideas of the two said methods here
for the sake of completeness of development of "knowledge interpolation" as a viable
technique for reasoning in knowledge-based computations. However, their utility is lim-
ited within the cache-based scheme.
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5.5. HOW TO APPLY INTERPOLATION

While ordering mechanisms, tactics for distance computations and interpolation metho-
dologies constitute the groundwork for practising interpolation on symbolic domains,
employment of these methods in practice requires making some tactical decisions. The
first step towards this objective is to identify the dependent and independent variable
quantities for the interpolation. We define a few terms towards this objective, and certain
system requirements in handling them:

Problem-type: By a problem-type we mean the nature of the problem that hampers the
current trouble-free activities of the underlying domain. A cache-based system should
have the knowledge of problem-types that it can handle. For example, with respect to the
AGC system some problems are "unwanted-appearance”, "sickness"”, "fault" etc. The
problem-type helps in identifying the key features that are to be used in accessing a cache
and generating a solution.

Problem Parameters: Each problem-type is associated with a set of relevant parameters
that differentiate one occurrence of a particular problem-type from another. For example,
with respect to problems of type "unwanted-appearance"” some relevant parameters are:

"importance-of-the-location", "potential-degree-of-threat” (of the undesirable object that
has appeared) etc..

Plan: A plan suggests the strategic approach towards tackling the occurrence of problem.
Normally, a plan is broken into a series of actions.

Action: Each individual piece of a task that the system may suggest can be called an
action. For example, for the AGC domain some valid actions are: "contact”, "send",

"non "mon

"repair”, "evacuate”, "move" etc. A system should have a list of actions within its reper-

toire that it can suggest for solving a problem.

Action Parameters: Each individual action is associated with certain parameters that
characterise the performance of the action. Appropriate values for these parameters are to
be suggested each time a particular action is invoked (or prescribed) by the system. For
example, with respect to the action "send" some valid parameters are: "what" (i.e. which
item is to be sent), "where" (i.e. the location), "number" (how many of the items) etc. In
order to support a deeper reasoning, two more parameters are often associated with each
executed action, purpose and result, stating the reason why the action has been invoked
and what the outcome of the action is, respectively.

These definitions help us in identifying the appropriate set of variables required for the
accomplishment of interpolation.
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5.5.1. Selection Of Independent Variables

Since the purpose of a cache-based system is to prescribe suitable actions in the event of a
new problem situation, the obvious choice for the independent variables (those that
govern the decisions) should be the problem-related features. By maintaining appropriate
knowledge (for example, the gravity of various problem situations, the key variables of
each type of problem etc. that one may encounter in a domain) it is possible to estimate
the distances between two problem situations. One can divide different types of hetero-
geneous problems that one may expect in a given domain into several classes, such that
the situations belonging to a particular class are fairly homogeneous in nature and hence
recommend similar actions towards their resolution. Within each class one can order the
situations by their parameters. Thus for the problems of type "unexpected-appearance”
one may have different problem situations depending upon the key object, and order them
on the basis of their gravities. For example, the problem of a "bomb threat" is more
alarming than a sudden outbreak of "fire" in an airport terminal. In the event that the key
objects of two situations are matching, the gravity is determined by the intensity of the
affecting object. Thus while comparing two situations in the "fire" category, one consid-
ers the intensities in the respective situations i.e. whether they are "high" or "very high"
etc. Another key consideration is the "location” of the outbreak. If the affected location
implies a greater chance of loss (in terms of life and property), then the situation has a
higher degree of gravity.

In order to compute distances between two situations one considers their respective
descriptions. If the two problem situations are the same, then distance is measured on the
basis of their parameters; otherwise the gravity of the problem types should also be con-
sidered along with their parameters for that purpose.

5.5.2. Selection Of Dependent Variables

In a problem-solving environment the aim of a system can be characterised as generation
of a series of actions that can mitigate a current problem. Evidently, the role of interpola-
tion, here, is to derive a new sequence of actions, by interpolating on the remedial steps
taken in the two interpolating instances. In complicated situations where simple interpo-
lations on the recommended actions are not likely to generate suitable solutions, one must
probe more deeply into the problem-solving mechanism to understand the planning that
is needed for these situations so that new plans can be engineered for generating the
desired solution. In these situations the underlying plan for the past instances serve as a
source for the dependent variables for the interpolation process.

Based on this observation, we divide the choice of dependent variables into two levels:

Action level, where interpolation is carried out between two actions. Normally, the two
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actions will be such that they have similar purposes with respect to the two interpolating
situations.

Plan level, where interpolation is accomplished at a higher level of planning in order to
replace a set of actions, meant to achieve a particular goal, by another set of actions,
designed to achieve a new goal.

However, within each level there are several sub-levels (explained below) based on the
nature of interpolation.

5.5.2.1. Interpolation at Action Level

When the current problem situation is quite close (according to our notion of distance) to
the interpolating ones, it is expected that the steps to be taken for tackling the new prob-
lem should not be qualitatively different from those representing the interpolating points.
Moreover, gross changes in the overall planning are normally not necessary for its accom-
plishment. Naturally, one tends to use interpolation at "action level" in these situations.
There are two variants of this category:

Parametric type, where an old action is retained for a new situation but the action’s
parameters are altered to suit the new demand.

Tactical type, where the basic action is replaced by a more relevant action commensurate
with the new situation.

5.5.2.1.1. Parametric Type

When the two interpolating actions match in their names and exhibit their difference only
in the parameters, a parametric type of interpolation applies. This can be achieved in the
following way:

Altering the size of parameter: suppose the current problem is that there is a small fire
at some corner of the medical unit of the airport, and the two interpolating points
represent situations where,

a) 1 bucket of water has been used to put out a very small fire;
and

b) 3 buckets of water have been used to tackle a fairly small fire.

In this situation, the interpolation should work on deciding the number of buckets of
water that should be necessary for solving the problem. Here, interpolation needs to
respect only the size of the parameter.
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Replacement of parameter: in a situation similar to the one just mentioned, but with the
exception of having the second interpolating point representing a situation where 2 fire
extinguishers have been used to put out a rather large fire, a good interpolating method
first needs to decide upon the ideal equipment (water/extinguisher etc.) for that purpose.
Hence the interpolation, here, seeks to find the required new parameter (by replacing
those used in the interpolating situations). This can be achieved by applying inverse-
mapping interpolation on the utility of different items of equipment. Once the equipment
to be applied is decided upon, its size parameter needs to be calculated.

5.5.2.1.2. Tactical Type

Interpolation of this type comprises substitution of an action by another action suitable
for accomplishing the same task. This can be assisted by ordering similar actions in
accordance with their efficiency to comply with certain demands. Here too, there are two
possible ways of doing this:

Simple Replacement: when the actions recommended in the two interpolating points are
replaced by a more suitable one to solve a current problem. Thus for example, for the
solver there are several possible alternative actions for sending messages (e.g. shout, run,
walkie-talkie, telephone, email etc.) and their utilities vary along with the underlying dis-
tance to be covered. In a given situation, when the task is to send a message to a distance
of 20 metres, and there are the following interpolating points: shout when distance is 5
metres and telephone when distance is 100 metres, interpolation on the distance may find
that run is the best possible alternative.

Replacement by Compounds: when the action suggested by a simple replacement is
untenable (possibly due to the effect of constraints), one needs to replace it by com-
pounds. Thus in the earlier case, when the suggested simple replacement is run for 20
metres and the person concerned is constrained not to leave a fixed place for any
significant time, a possible compound replacement can be run for a short distance and
then shout.

5.5.2.2. Interpolation at Plan Level

Interpolation at action level may sometimes fail to provide a solution, as it relies on the
simplistic assumption that all problems will require essentially similar sets of actions.
Such an assumption, however, may not always be valid since there may be more compli-
cated situations which are often not amenable to action-level interpolation only, and
where deeper planning is required. One needs to apply plan-level interpolation to alter the
underlying plans in order to accomplish the desired objective.
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Some of the possible reasons for indulging in plan adaptation have been identified as:

Non-commensurate Parameters: Due to the difference in nature of the problem param-
eters between the current problem and the interpolating ones, a straightforward applica-
tion of the actions suggested in the interpolating plans may not be possible. A method
may have to drop some of the actions; or replace an action with another; or introduce a
new action to the plan to accomplish the task. CHEF [Converse 89] provides an example
of this kind, where, to replace beef by duck as the key ingredient in the preparation of
pasta, the planner needs to carry out an extra step of removing the fat from the duck.

Non-implementable Action: If some action suggested by the action-level interpolation
technique is not implementable (due to some constraint such as missing equipment, non-
availability of an agent etc.), a method may have to resort to plan-level interpolation.

For example, if the suggested action for the GOC to communicate with the chief security
officer is to run some distance first and then talk, but the situation is such that the GOC
cannot leave the current place, the solution becomes untenable. He then may retrieve a
past case when in order to leave the office for half an hour he had asked his junior to
occupy his chair temporarily to discharge his duties. The GOC can now use interpolation
between these two solutions - and the result is: call a junior and send him to the security
officer with the message.

Plan-level interpolations of the above two kinds involves local modifications of the plan
and therefore do not require a scrutiny of entire contents of the interpolating plans. But in
situations when the available time allows one to do so, the method may indulge in some
more ambitious interpolations involving plans. But as application of these interpolations
requires knowledge of the entire plan and results obtained after each action, we suggest
that their application should be restricted only to an appropriate reasoning paradigm (e.g.
using a rich case environment). These two varieties of plan-level adaptation are given
below.

Precautionary: Often a problem-solver resorts to some precautionary steps in order to
avoid unnecessary later work. For example:

In an airport a fire alarm leads to a significant workload for the management, as hectic
evacuation etc. is likely to follow. However, fire alarms are often proved to be misleading
as they start sounding due to some other factors (dust etc.) which are far less dangerous
than fire itself. Therefore, in the event of a sounding alarm, the GOC may think of a pre-
cautionary step of first checking if there is a real fire.

This action step can be generated by extrapolation of a case in which the news of a local-
ised disturbance (bomb) was actually false or a hoax.
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Enhanced Performance: In certain situations some guidance may be advisable for
advance planning from past cases, if this guidance can increase the quality of the solution.
For example:

Suppose the current problem for the GOC is that a plane that is to leave in 10 minutes has
a problem with a window which has developed a crack. The two cases that may be
retrieved are:

a) the reardoor of a departing plane was not closing properly, and the GOC had to call
a mechanic for repair. The mechanic finished the task in 5 minutes.

b) the radio in the pilot’s cabin was not functioning properly for a departing plane, and
an electrical engineer had to be called. The engineer repaired it but not before decid-
ing that the radio was to be replaced by a new one. The time he took in fetching a new
one from the store and installing it caused a delay of 20 minutes.

From these two plans a system may interpolate on plans to decide an extra action of
checking, through some reliable person, if any replacement is necessary. The resulting
plan may therefore, thanks to interpolation, include an a priori action of checking if the
crack is serious enough so that the window ought to be replaced, before calling for a
mechanic, and this action may speed up the performance considerably.

Evidently, application of these techniques relies heavily upon the underlying reasoning
tactic, as we have seen before that not all reasoning paradigms support every interpolation

scheme mentioned above. Consequently, policies must be developed for carrying out
interpolations under different knowledge representation schemes.

5.5.3. Interpolation For Different Paradigms

For our discussion on interpolation we consider two representational paradigms: rules and
cases - not only because we have considered them to be suitable for two levels of the
cache-based systems, but because of the wide range of knowledge-based systems built
around them as the primary paradigms for knowledge representation and reasoning.

5.5.3.1. Interpolation for Rules

To keep close to our picture of interpolation in a problem-solving domain, the rules must
be of the form:

IF <precondition> THEN <action>
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where "precondition” refers to some relevant characteristics of the problem under con-
sideration or some conditions that may influence the rectifying action. The purpose of
interpolation, here, is to obtain the action that is most suited in a given situation, on the
basis of two interpolating rules. Two possible variations of the scheme are:

1. when the preconditions of both of the interpolating rules are applicable to the current
problem situation and the actions recommended in these two rules are to be interpo-
lated;

2. when the value of the relevant feature for a current problem is between those
expressed in the preconditions of the rules, and the interpolation is to be performed on
the actions recommended therein.

In our discussions we have used rules having a single precondition. For rules having more
than one precondition to satisfy, a system designer needs to write the rules in such a way
that the two interpolating rules disagree only on a single precondition i.e. all but one
precondition clauses should be the same for the two rules. The distance between the two
rules can then be measured with the help of the two disparate clauses alone. If the precon-
dition clauses in a rule are disjunctive, one ought to split the rule into more than rule each
involving a single precondition clause only.

5.5.3.1.1. Preconditions of Both the Rules Match the Situation

We illustrate the possible courses of interpolation with examples from the AGC domain.
For illustration, let the current problem be that fire has broken out in some part of the air-
port, and the system has to offer suitable actions. Suppose the system is primarily
expected to suggest how to carry out the following basic actions:

- nomination of an appropriate agent whose efficiency depends upon the gravity of the
situation to be called;

- how to evacuate the location (if necessary);

- how to control any possible spread of the trouble;

The system should have an overall knowledge about the minimum requirements of vari-
ous factors (e.g. efficiency of the agent that has to to be called, the priorities of the tasks)
to handle the situation. Rules can then (e.g. as in real AGC experience) express
knowledge about how to modify these kinds of information so that they suit a current
situation better. The two interpolating rules (let us call them A and B) guide towards
better achievement of these actions. We identify 4 different possibilities in this situation.
We explain them by examples arising from different possible variations of the above
"unwanted-appearance" problem.
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The rules are cooperative: the interpolating rules are such that they suggest the same or
similar actions. For example, suppose the current situation is that: a big fire has broken
out near a terminal gate, where passengers are waiting to board a plane, so that both of
the following rules may apply:

Rule A: IF the location is crowded THEN increase the efficiency of the agent by up ro
10%.

Rule B: IF the location is very important THEN increase the efficiency of the agent by
up to 15%.

The interpolation mechanism should be able to observe that these two rules are not

opposing each other and proceed accordingly. The system’s action in this situation will be

to compute a value of the efficiency of the agent. It may apply one of the following

options:

1. use binary interpolation to choose either of the two values (10% and 15%) and find an
agent that suits the updated value. One can set the "optimist-flag" suitably to generate
desired output.

2. impose an ordering on all the possible agents that satisfy both the conditions, and
choose (by discrete selection) one of them;

3. as in 2 (above), create the list of possible solutions and choose one that optimises
some function (say, availability, ease of application etc.).

The rules are independent: the interpolating rules are such that neither affects the
application of the other. For example, suppose the two rules that the system is considering
are:

Rule A: IF the location is crowded THEN increase the efficiency of the agent by up to
10%.

Rule B: IF the location is crowded THEN increase the efficiency of the evacuation pro-
cess by up to 15%.

Obviously, the task of interpolation in this example is simple, as these two rules do not
affect each other and therefore both can be applied without any qualification. The only
possible role of the interpolation mechanism here can be in the plan-level, to apply rule
B ahead of rule A so that the task of evacuation because of "crowdedness" gets priority
over controlling the fire (as saving life is more important than saving property, when
choice is to be made between these two).

The rules are restrictive: the interpolating rules are such that the action suggested by
one restricts the application of the other rule. For example, suppose the current situation
is that:

a big fire has broken out in a hangar where planes are stored.
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The system considers the following two rules applicable in this context:
Rule A: IF the fire is big THEN take fire engines as close to the location as possible.

Rule B: IF the location is crowded THEN leave enough space for evacuation.

A system, in order to apply these two rules, finds that Rule B restricts the application of
Rule A, because with respect to a "hangar" the evacuation implies manoeuvring aero-
planes and finds from the associated knowledge-base that the space that is left for evacua-
tion does not allow fire engines to be operated from close range. We call the postcondi-
tion that is flexible (the one corresponding to Rule A, here) the "flexible action" and the
other one the "restricting action”.

Evidently, the type of interpolation that the system should use is "constrained interpola-
tion". The system should first decide the minimum requirement (M) for the "restricting
action”, then from the set of all possible solutions of the "flexible action" it should choose
the one that satisfies M. With respect to the above example, it translates into first deter-
mining the space required for movement of the aircraft (on the basis of number of planes,
the space requirement etc.) and subsequently, instructing fire brigades to position them-
selves as near as possible to the affected site while leaving the space M for evacuation of
aircraft.

The rules are opposed in their effect: situations may occur when the interpolating rules
that the system may want to use are such that one of them opposes the application of the
other. For example, suppose in a situation where a big fire has broken out near a crowded
terminal gate (as mentioned earlier in this section) the system considers the following
two rules to apply:

Rule A: IF the location is crowded THEN open all doors (to arrange for fast evacuation).

Rule B: IF the contiguous locations are important THEN close exit doors (to make
arrangements so that the trouble does not spread).

Consequently, one finds that the rules are opposing, because to arrange for "fast" evacua-
tion the GOC would need to open as many doors as possible, while that would actually
encourage the spreading of the fire. There are three options here:

1. Application of "constrained interpolation” where the system first estimates the
minimum number of doors (and which ones) to keep open for safe evacuation and
indicates closure of other doors to restrict the spread of the fire as much as possible;

or

2. A plan-level modification: to keep all the doors open and to post people, with fire-
extinguishers in hand, to prevent the fire from propagating until fire engines arrive.
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or

3. The system selects one of the two alternatives on the basis of some domain-dependent
criteria. For example, in the AGC domain, highest priority should be attached to
safety of passengers. Therefore, a GOC, in the absence sufficient computing time for
options 1 and 2 above, should apply rule A, ignoring the other rule.

Thus we find different tactical schemes for dealing with each situation. On the basis of
available time and other optimisation criteria, the system should act judiciously as to
which interpolation tactic should be taken. In our approach we use different combinations
of flags to select specific tactics. At present the user should set the flags suitably before
the interpolation routines are invoked from within the control program. (It would be an
interesting research exercise, but one that we have not attempted, to decide how this pro-
cess could be automated). We consider these issues further in chapter 6.

5.5.3.1.2. The Situation Condition Lies Between Preconditions of the Rules

Another possibility that may occur while reasoning with rules is that the precondition of
the current situation falls between those designated by the two interpolating rules. This
can happen when an expert has specific policies about extreme situations but is unsure
about what should be done in an intermediate situation. For example, consider the follow-
ing situation in an airport:

a GOC receives a message from an airline stating that one of its flights that is

scheduled to take off after 15 minutes will not be ready as loading of baggage

is taking more time than expected.

Normally, in an airport the GOC prepares a medium-term schedule of flights and planes
are instructed to take off accordance with it. Any alteration in that plan upsets the whole
process (as it may mean substantial readjustments), and therefore a GOC is not inclined to
make changes in the current schedule. Any request of the above form is therefore nor-
mally met with a long deferment (particularly when the activity level of the airport is very
high) so that the relevant flight is incorporated in the next schedule. Only when the
activity level in the airport is very low is the GOC likely to allow the airline concerned
the length of time that it requires and rearrange its departure accordingly. Hence the two
rules that describe the GOC’s actions are:

Rule A: IF activity level of the airport is high THEN defer the flight by 2 hours.

Rule B: IF activity level of the airport is low THEN do not impose anticipatory defer-
ment.

But the question arises: what should be done when the activity level is neither high nor
low, but somewhat in between (medium or fairly high, using fuzzy descriptions, say)?
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One can apply interpolation to this situation in several possible ways:

1. Binary interpolation: which in this case should take the safest decision, i.e. consider
the activity level of any situations that cannot be described as "low" to be "high" and
use the solution of rule A.

Under this scheme, all intermediate descriptions (e.g. fairly high, rather high) are con-
sidered as high and the system suggests actions (or action parameters) stricter than
actually necessary. The delay and poor performance that this solution inevitably sug-
gests can be circumvented by carrying out one of the following interpolations:

2. Action-level interpolation: here, one considers the level of intensity as the indepen-
dent variable, and applies interpolation, either based on order of the descriptors (e.g.
low, medium, high) or converting the fuzzy description of activity level into numerics
(as described in section 5.3.1.1.3), and decides the extent of the anticipatory defer-
ment, which serves as the dependent variable. Thus, if the current situation is
described as "fairly high" then the GOC decides the deferment time (D) by applying
interpolation considering values 0.25, 0.44 and 0.75 for low, fairly high and high (for
the class high) and 0 hours and 2 hours for the two given values of the extent of defer-
ment. Thus the ideal value of D (in minutes) is given by the following equation:

- 0.44 - 0.25
D =120 * (555=073)

The system therefore suggests deferring the flight by 45 minutes and plans accord-
ingly.

3. Plan-level interpolation: the solver may decide not to defer the flight, but in order to
guarantee completion of baggage loading within the scheduled time it introduces an
extra step in the plan, by referring to a rule of the following kind:

IF the deadline for loading is likely to be narrowly missed THEN ask the air-
line to hire help from another airline.

In order to apply interpolation on rules, the designer of an appropriate method has to spell
out policies regarding which particular interpolation technique should be used in a partic-
ular situation. In time-bounded applications this is often dictated by the available time.
We use several flags to control the application of different interpolation techniques, as
required by the situation. The overall reasoning algorithm takes care of setting these flags
appropriately. In chapter 6 we discuss these issues with respect to the cache-based archi-
tecture. 12

12 Since the interpolation techniques are not meant exclusively for the cache-based architecture, their use in other
knowledge-based systems is not precluded. But their use elsewhere requires suitable reasoning algorithms for setting
various control flags that govern the course of interpolation.
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5.5.3.1.3. Algorithm for Rule Interpolation

As we have observed in the discussion of the examples above, two participating rules
may have two unrelated preconditions yet may have influence on the same action. In this
situation we suggest concentrating first on the postconditions of the participating rules,
for the purpose of interpolation.

We denote the two participating rules as R1 and R2. For each Ri’ we denote the precondi-
tions and postconditions as Ci and Ai respectively. We consider two postconditions to be
interpolatable if they are operating on the same parameter. As a negative example,
"increase efficiency of agent" and "increase efficiency in evacuation process" are not
interpolatable, since the parameters of concern are different; although the action names
happen to be similar.

The algorithm given below (figure 5.5) assumes that all the relevant flags are set by the
control algorithm that invokes the interpolation steps. The preconditions C1 and C2 sup-
ply the relevant independent variables for conducting the interpolation. These (depending
upon the situation) may be the relevant parameter or parametric values used in the Cis.

Step 1: IF A
THEN
Go to Step 2
ELSE {rules are not interpolatable}
If C1 matches with the current situation
Then RETURN A
Else {i.e. C2 matches with the current situation}

RETURN A2'

, and A, are interpolatable {rules are not independent}

Step 2: IF C1 and C2 both hold good in the current situation
THEN {apply interpolation}
If Al and A2 are cooperative
Then
Go to Step 3
Else if Al and A2 are restrictive
Then
Find from A1
and the restricting action Ar;
Go to Step 4
Else {A1 and A2 are opposite}

Find from Al and Az the one that is more important;

and A, the flexible action Ae

Call this the restricting action Ar;
Call the other action flexible action Bgi
I1f plan-level-flag is on
Then
Go to Step 5
Else
Go to Step 4;
ELSE {current situation lies between the preconditions}
Go to Step 6.
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Step 3: IF the binary-flag is on

THEN
Set A the result of binary selection on A1 and A2
RETURN A;

ELSE

Generate S, set of possible alternatives.
If optimise-flag is on
Then
Select A from S such that A optimises the relevant function;
RETURN A
Else
Apply discrete selection on S to select B
RETURN B.

Step 4: Find M the minimum requirement for the restricting action A;
Find S the set of possible solutions for the flexible action Bgi
Arrange the members of S in decreasing order of quality;
REPEAT

If S is EMPTY
Then REPORT Failure.
Else Consider next member, A € S
If A satisfies M
Then Set FLAG True
Else Set Flag False;
UNTIL Flag;
RETURN M and A.

Step 5: Find S the set of possible solutions for the flexible action Af;
REPEAT
If S is EMPTY
Then REPORT Failure.
Else Consider next member, A € S
If A is independent of Ar

Then Set FLAG True
Else Set Flag False;
UNTIL Flag;

RETURN Ar and A.

step 6: {the current situation C is between preconditions Cl and C2}
IF binary-flag is on

THEN
If distance-flag is on
Then
Find A intermediate solution between Ay and Ay;
RETURN A.
Else If optimist-flag is on
Then

RETURN the more optimistic solution from Al and Az;
Else
RETURN the risk-minimising solution from Al and A2.

Figure 5.5: Algorithm for Rule Interpolation
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5.5.3.2. Interpolation for Cases

Interpolation between cases is aimed at adapting similar past cases to a current situation.
In a problem-solving domain this process translates into deciding an appropriate set of
actions. But the advantage of using past cases, in comparison with the earlier methods, is
that cases do not represent the sequence of actions alone; instead a case describes a
solver’s entire reasoning and actions in dealing with a particular problem. Consequently,
when guidance comes in the form of cases the solver is expected not only to identify a set
of actions and their parameters. In addition, a system indulging in reasoning with past
cases is expected to learn from the past mistakes how to avoid any errors; to reorder task
priorities for better performance; to anticipate possible pitfalls in a plan and take possible
safeguards. Hence interpolation with cases should not merely engage in action-level inter-
polations but should also have provisions for interpolating in plan-level, as described in
section 5.5.2.2. To be able to perform the aforementioned interpolations evidently
requires:

1. storage of appropriate information in each case of the case-base;
2. designing a suitable representation scheme to assist interpolation;
and

3. designing policies for how to carry out interpolation in different situations.

5.5.3.2.1. What Should Be Contained in a Case?

The three necessary components that should be represented in a case have been identified
to be [Kolodner 93 (ch. 5)]:

- the problem description;

- a solution (which includes the actions that have been taken; the justification behind
taking the action; the parameters for each of those actions and their values; the
results);

- an outcome comprising explanations of why some suggested actions (if any) failed
and also possible explanations of the expert as to what should be done in order not to
repeat any such mistakes in the future.

However, a survey of CBR systems suggests that although there is no substantial debate
about what should be represented in a case, there is a very wide selection of decisions
about how to represent cases. Considering the wide range of applications that existing
CBR systems are dealing with, one can possibly infer from the above observation that
formalisms in representing cases for a particular application are decided primarily on the
basis of the requirements of the application and the characteristics of the underlying rea-
soning scheme.
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In a problem-solving environment, where the purpose of using past cases is to guide in
deciding appropriate actions, interpolation is aimed at generating the required set of
actions and estimating their parameters that suit the current problem best. Evidently, to
achieve this desired performance the cases should be so represented in the case base that
the interpolating variables can be isolated immediately. Hence, we suggest that the main
emphasis in storing information in a case should be laid on the actions taken therein
(apart from storing a description of the relevant problem, of course). Each action that has
been carried out constitutes a component of the solution part of a case. Each of these
actions ought to contain the obvious information of the action name and the values for its
parameters which serve as the dependent variables for the interpolation. Additionally, we
have identified several features which are necessary for any future decision-making using
the case:

Relationships between actions: the successive actions that are carried out in solving a
problem can have one of the following relationships:

- two actions may be independent so that one’s execution is not dictated by the other.
For example, in order that repair work for a defective aircraft be carried out, a GOC
needs to call the engineers and also needs to relocate the on-board passengers. These
two actions are independent of each other.

- two actions may have a consequent relationship, i.e. an action may need to be carried
out as a consequence of another action. For example, relocation of a defective aircraft
may take place as a consequence of engineers’ preliminary examination that the repair
work will take a significant time.

- one action may be the prerequisite of another action. For example, removal of
obstructing objects from the path leading to a place that has caught fire may be seen
as a prerequisite to arrange access for the fire brigade.!3

We use the key initiated-by against each action to describe what prompted initiation of
the action concerned. This field of some action A refers to some other action B if A is a
consequence or prerequisite of B. If an action is such that the its initiation is necessitated
by the nature of the problem, we store the value problem for this field (of the action con-
cerned). When two actions have the value "problem" in their "initiated-by" field, they are
considered to be independent.

Purpose: Each action that a solver executes is associated with a certain purpose. For
example, a fire engine is called with a view to putting out some fire. Storing the purpose

13 The information about what are the prerequisites for carrying out an action can be retrieved from a knowledge-base
of valid domain actions, residing outside the case-base. We discuss this issue in chapter 6.
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helps us in judging if an action suggested by the past cases is required for the current
problem as well. This also helps in deciding if two actions are interpolatable. For exam-
ple, "contact electrical engineering unit to send an engineer” is not interpolatable with
"contact transport unit for sending a vehicle", as their purposes are different. The method
therefore needs to distinguish between these two actions, albeit their names and parame-
ters are same. We use the key purpose to denote the purpose of an action in the case solu-
tion.

Reason: what has prompted a solver to take up this action. A solver takes up an action
either because it is dictated by the problem situation (e.g. an outbreak of fire leads to cal-
ling fire engines); or because an action with the same purpose has failed (e.g. one
decides to call fire engine to put out a fire because an earlier decision to use hand-carried
extinguishers has failed); or is warranted by an earlier action (e.g. a action to carry out
some repair work ends in asking for a replacement of some component of the faulty item
or a call for a more experienced mechanic). We use the key because to describe the
underlying justification behind resorting to certain action or deciding some parameter
values. In subsequent uses of the cases, the method can determine from this information
both what feature in the problem in hand needs immediate consideration, and the value of
the said feature as used in the past case (which will be used in conducting the interpola-
tion).

Result: The end result of an action initiated by the problem solver. A solver suggests an
action with a view to getting a certain result. However, on many occasions an action may
fail to deliver the expected result. Moreover, on some other occasions an action may not
fail outright, but may be considered as sub-optimal as the result is not as satisfactory as
wanted. This information should be stored to help in designing better solutions (e.g. by
using plan adaptation).

We store with each action the result of its application - which can be either ok, or sub-
optimal, or fail, the terms having their obvious significance. An explanation-value
attached to the result-field of an action that produced a "failure" or "sub-optimal" result
are used in deciding whether to use the same action in future use of the case or whether
some modifications are necessary. A key result is used to store this information in our
representation.

Elapsed-time: The time taken by an action to get the result. This is important when the
situation is time-bounded.

As we see below, all this information helps us in carrying out interpolation in various
ways. Our scheme for classifying features in a case (as described in chapter 4) helps in
extracting this additional information from a case and/or an expert’s narratives.
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5.5.3.2.2. How to Represent a Case?

The representation of cases within the memory should take account of our needs in carry-
ing out interpolations. We have proposed a representation scheme which we call
Action-based Representation. Here, one stores all the actions that the solver has taken
in their order of execution. Assuming that a solver can execute only one action at a time
it is straightforward to have a linear order (in terms of time of commencement) of the
actions. Typically a human expert will execute the actions serially ~ thus this representa-
tion clearly reflects such behaviour and is quite meaningful. This representation also
makes it quite easy for a case interpolation scheme to consider the actions sequentially
and judge their relevance with respect to the current situation.

The three primary constituents of a case are represented as three components of the case,
namely problem, solution and outcome. The "problem” part comprises description of
the problem that helps in measuring similarities between a past case and a current prob-
lem and hence identification of the cases to be used in interpolation. The "solution" part
provides the actions carried out sequentially in the past case, as mentioned above, along
with the result of each action. The "outcome" part contains the ultimate result and neces-
sary remarks of an expert which provide guidance in future use of the case. We illustrate
this representation with respect to a case (Case A) from AGC domain:

Case A: where radio equipment in an aircraft appeared to be non-functioning. Here too, a
two-task plan has been executed: defer the flight by 15 minutes and call 1 engineer (since
associated degree of difficulty is "very high"). However, this plan has not been successful
because the engineer after preliminary inspection found that a defective part should be
replaced and he sent that request. Consequently, the repair could be carried out only after
the new item had arrived. To accomplish this the GOC had to arrange for a vehicle in
order that the replacement item could be supplied to the engineer quickly. The GOC, con-
sidering that it would take significant time, deferred the flight by a further 30 minutes to
enable the supply and repair. However, "30 minutes" was found to be an overestimate as
the entire work was finished 10 minutes early and therefore some unnecessary delay
occurred (which does not reflect well on the GOC’s performance). The GOC realised that
all this extra work could have been avoided if it were ensured at the beginning that the
engineer would bring along with him a replacement item as a form of insurance.

In figure 5.6 we show the action-based representation of the case. In the following section
(5.5.3.2.3) we explain how to use this case in conducting a case interpolation in a given
situation. In our system we are using this action-based representation of cases.
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(caseA
(problem fault-in-aircraft
:item radio :type non-functioning :activity-level busy :location gate-14)
(solution
((defer-flight :by 15 :because (degree-of-difficulty (very high)))

(purpose (enable repair))
(initiated-by problem)
(result fail :explanation (insiifficient-time)))

((contact :whom elec-engg :because (object radio)
:by telephone :because (distance (less-than 500))
:message (send :what engineer :number 1
:because (degree-of-difficulty (very high))) )
(purpose (repair :item radio))
(initiated-by problem)
(result fail :time-taken 10 :explanation needs-replacement))

((defer-flight :by 30 :because (busy-status high))
(purpose (enable repair))
(initiated-by (failed action 1))
(result sub-optimal :explanation (extra-delay 10)))

((contact :whom transport-unit :because (object vehicle)
:by telephone :because (distance less-than 500)
:message (send :what vehicle :number 1))
(purpose (transport :item radio :from elec-engg :to gate-14))
(initiated-by (prerequisite action 5))
(result ok))

((contact :whom elec-engg :because new-radio
:message (send :what new-radio :number 1))
(purpose (supply :what replacement))
(initiated-by (failed action 2))

(result ok :time-taken 10))) ;; <end solution>

(outcome
(extra-delay :remedy (ask extra-time :in action 1))
(extra-work :remedy (ask replacement :in action 2)))) ;; <end caseA>

Figure 5.6: Example of Action-based Representation of a Case
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5.5.3.2.3. How to Carry Out Interpolation?

The method of "case interpolation” is aimed at deriving the right set of actions along with
their parameters. We suggest a sequential approach for doing this.

At each step the relevant method should consider the next actions that had been carried
out in both the cases, as a base for support of the interpolation. But this approach has the
obvious problem that the two selected actions may not be interpolatable. For example, in
order to deal with a sudden outbreak of fire, a method will select two past cases both deal-
ing with problems involving "fire breaks out". But the actions taken therein may not be in
the same order. In the first case where the fire is described as "big", the solver had first
sent for fire engines to contain the fire and then arranged for the evacuation of the trapped
passengers. On the other hand, in the second case where the degree of the fire had been
medium but the number of trapped persons had been significantly large, the solver first
sent for the security personnel to arrange safe evacuation, and subsequently called for
hand-carried fire extinguishers for putting the fire out. Evidently, a straightforward
sequential interpolation of actions is meaningless in this context, as the corresponding
actions in the two cases may not be compatible. The following scheme is suggested to
deal with this difficulty:

Step 1: Of the two cases, select one as the guide case to provide the planning i.e. the
basic guideline regarding which action to take when confusion (as in the above example)
arises. Thus with respect to the above example, if the first case is considered as the guide
in the effort to solve the current problem, consider how to put the fire out in the first
instance, and then consider arrangements for evacuation.

In selecting the "guide case" one may choose from a variety of heuristics:

1. the case that has greater similarity (according some similarity measurement scheme)
to the current case;

2. the case that has eventually provided a better quality (according to some domain-
dependent criterion) result;

the case that suggests the smaller number of separate actions;

4. the case that needs less human interaction (in the form of answers to prompts, to
determine the value of parameters for the current situation);

the case that has required less time to complete;

6. With respect to the cache-based architecture the following approach in selecting the
guide case may be helpful: if the two interpolating cases are picked from two different
cells, one can assign weights to each of the two cells.!4 These weights may then

14 Weights are attached to each of the selected cache cells on the basis of their relevance in the current problem
situation. Details of the weight-assignment procedure will be explained in chapter 6.
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provide the necessary cue, so that the case prescribed by a cell having more weight
can be used as the guide case.

Our proposed method considers the sequence in which actions have been carried out in
the guide case, to be its preferred plan for solving the current problem. For each action
(call it A) of the guide case, the method first considers if the action is relevant for solving
the problem. Once the relevance is established, the method turns to interpolation in order
to decide if any changes in the plan (i.e. a plan-level interpolation) is required; what
should be the next action; and then to determine the appropriate parameters for the
selected action.

Step 2: The relevance of the task is established in the following way. The method checks
what has prompted the initiation of the action in the past case. If the action has been ini-
tiated as a prerequisite of some later action, then it is considered irrelevant for decision-
making. When it has been initiated by the nature of the problem (i.e. the value of the
initiated-by field is "problem") or as a consequence of some earlier action, the method
considers its purpose to decide if the action is relevant in the new situation. On the other
hand, if the action is initiated due to the failure of some action, the method checks if any
action has so far been carried out in solving the current problem which has the same pur-
pose. If any such action has indeed been carried out and its result is considered "ok", then
the action under consideration is no more relevant; otherwise it is still considered relevant
for the current solving exercise.

The next task therefore is to identify the corresponding action from the second case. Since
the corresponding action from the second case may not be in the same place as in the
sequence in the guide case, the selection is not straightforward. We introduce the concept
of situation relevance to aid the selection. In step 3 we explain the notion, formation and
utility of a "situation relevant" set of actions.

'Step 3: While solving a current problem we consider a particular action to be situation
relevant if the current state of solving is similar to that when the action has been applied
in the past case. We suggest that in order to select the action (call it B) from the second
case that is interpolatable with the action A of the guide case, one should consider only
those actions of the second case that are "situation relevant” to A. We propose the follow-
ing approach to determine the situation-relevant set of actions from the second case:

First consider the set (S, say) of actions that have been initiated because of the nature of
the problem. These actions are characterised by the value "problem" for the parameters
“initiated-by" (see figure 5.6). To start with, the actions in the set S represent the
"situation-relevant” set of actions. As one of these actions is carried out, it is deleted from
the set S and any action consequent to the carried-out action is added to the set S. Thus
the set is updated continuously.
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Once the current situation-relevant set of actions is computed, selection of the most
appropriate interpolatable action from the set can be achieved by considering the similar-
ity of each member of the set S with the chosen action A of the guide case and then iden-
tifying the one that is most suitable for interpolation. Analogical reasoners [Wolstencroft
93] consider all the pertinent types of similarity, namely structural, semantic and prag-
matic (see chapter 4) to develop a uniform way of measuring similarity. In his approach
Wolstencroft considered these three types of similarity in that order for deriving a meas-
ure of similarity. However, we deviate from this approach because of the following
observations:

- structural similarity, which primarily considers the syntactic form in which the actions
are expressed (such as number of parameters etc.), is not intuitively appealing when
we are trying to determine interpolatability.

- semantic similarity, which for two actions may reflect equality in action names,
equivalence of purpose etc. seems to be useful for interpolation, but it has its own
drawbacks as well. For example, two actions with the same action-name "contact” but
one representing communicating with a fire brigade for putting out a fire and the other
representing communication with security personnel for evacuation of people, are not
suitable for interpolation even though they both bear the same action-name.

- pragmatic aspects, which for actions may refer to the purpose behind resorting to
some action and what is expected out of it, appear to be most relevant for determining
if two actions are interpolatable.

We therefore propose consideration of pragmatic similarity between the actions in set S
and the action A, in the first instance. If more than one action comes into play, we should
resort to considering their semantics. We suggest using a hierarchy of action-names to
measure semantic similarity. For example, if two actions have the same name (contact,
say), the nature of their semantic similarity is obvious. But it is not so straightforward to
measure the similarity between actions "contact” and "send-a-person"”, although both are
used for exchanging messages. Hence maintaining an hierarchy where both these actions
are descendants of a more generic action ("communicate”, say) helps in identifying the
relevance. (We shall discuss these aspects in chapter 7). Generation of the interpolated
action (from the two selected actions) is possible in the following way:

Step 4: The two actions under consideration are then subjected to interpolation. The
nature of the interpolation, however, depends upon the outcome of each action. We
describe the possibilities below:

(a) When both actions have been successful, the method resorts to some action-level
interpolation between them, which (depending upon the nature of the actions) may be
a parametric type or tactical type (see section 5.5.2.1): if the two actions are
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semantically similar, the interpolation is done in the parameter level; otherwise a
tactical-type interpolation is used to select the appropriate action and then its parame-
ters are estimated (see section 5.3.4).

In the event of extremely time-pressed situations the method may use binary interpo-
lation and select the values used in the action that comes from the case having higher
weight. Otherwise, detailed interpolation (e.g. optimisation through inverse mapping)
is used in selecting an appropriate action and/or the parameters.

(b) When one of the actions fails or produces a sub-optimal result, the method in a time-
pressed situation may recommend the action that has succeeded (hence a binary inter-
polation). Otherwise, it may consider the reasons of failure of the non-ok action and
modify it by analysing the cause of the failure (as given in the associated because-
field, and taking any remedial step that may be prescribed in the outcome of the said
case. from the result field of the failed action or from the outcome of the case (see
figure 5.6). The modified action is then subjected to interpolation with the correspond-
ing action of the other selected case (i.e. the one for which the action has succeeded).

If no remedial action is prescribed the method then ignores the action and searches the
relevant case to find another action with the same purpose and which has been suc-
cessful. This new action is then subjected to interpolation.

(c) When both actions have a failed or sub-optimal outcome, both are first modified using
the remedial suggestions given in the outcome of respective cases, or a subsequent
successful action is searched from the relevant case(s) (as for the failed case in step
2). The modified/new actions from both the cases are then subjected to interpolation.

(d) Occasionally there may be situations when no corresponding actions exist in the
second case that match the current action from the guide case. If this happens, the
method checks the purpose-field of the said action in order to estimate its relevance in
the current context first and to decide if the action needs to be carried out. The choice
is limited to deciding whether or not to carry out the action at all. Thus the decision
becomes a binary interpolation. If the action needs to be carried out, the method
checks its result. If it happens to be a success, the action is recommended. Otherwise,
appropriate modifications are needed before suggesting its application.

(e) When all the actions of the "guide case" are taken care of, attention is given to any
unmarked action of the second case. All these actions are then treated in a way simi-
lar to Situation 4.
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5.5.3.2.4. An Illustration for Case Interpolation

We now illustrate how interpolation works, by solving the following current problem:

In a busy airport the GOC receives a message from the pilot of an aircraft,
scheduled to take off soon, that a crack has been noticed in one of the win-
dows of the plane and it cannot fly until this is repaired.

Such problems disrupt the entire flight schedule in a busy airport and therefore need to be
addressed quickly. The two cases that we want to use for solving the current problem are
Case A (given in section 5.5.3.2.2 and figure 5.6) and Case B, given below.

Case B: where the rear door of an aircraft was jammed just prior to its departure. The
plan that has been executed had two tasks in the following order: call 1 junior mechanic
and defer the flight by 5 minutes. (The parameters have been so decided because the
GOC reckoned the degree of difficulty of the problem to be "not high"). The plan has
been successful as it could be carried out smoothly.

In our application the case has been represented as given in figure 5.7.

(caseB
(problem fault-in-aircraft
:item rear-door :type jammed :activity-level busy :location gate-20)
(solution

((contact :whom mechanical-engg :because rear-door
:message (send :what junior-mechanic :number 1
:because (degree-of-difficulty (not high))))
(purpose (repair :item door))
(initiated-by problem)
(result ok))

((defer-flight :by 5 :because (degree-of-difficulty (not high)))
(purpose (enable repair))
(initiated-by problem)
(result ok ))) ;; <end solution>
(outcome done)) ;; <end caseB>

Figure 5.7: Action-based Representation of Case B

Using the case B as the guide case we have the following:

Step 1: the selected action (B) from the guide case is "contact mechanical engineering"
The situation-relevant set from Case A has two actions: "defer-flight" and "contact electr-
ical engineering". Evidently, the latter is the similar (to B) action here. But this has
resulted in a failure. The method therefore checks the "outcome" of the case A to find out
that it is advised to ask for a replacement at this stage. It now considers the relevant
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consequent actions in Case A which are the "contact for replacement” and its prerequisite
"contact for vehicles". The method reckons the prerequisite action is unnecessary in this
situation. The first action that it carries out is: contact mechanical engineering to arrange
for a spare window pane. And the second action: contact mechanical engineering to send
3 foremen, by reckoning the difficulty in window repairing to be "more or less high"
(appealing to the knowledge-base) and applying interpolations (as in section 5.3.4).

Step 2: the selected action here is "defer-flight" and the situation-relevant set of case B
comprises the single action of deferring by 15 minutes. This being a failed action, the
method refers to the "Outcome” of the case and the remedial deferment action to decide
that a 35-minute deferment at the beginning should be adequate if the current problem’s
difficulty is "very high". However, difficulty in window repairing being "more or less
high", the system interpolates on the relevant values to find that the ideal deferment time
is 22.5 minutes and acts accordingly.

We now present an algorithm to carry out the interpolation between two cases.

5.5.3.2.5. Algorithm for Case Interpolation

The following algorithm has been designed to perform interpolation between two cases.
Let the cases be C1 and C2, with C1 representing the "guide case". It considers the
actions in the guide case sequentially for interpolation and marks an action if it has been
taken care of. Once two actions are selected, they are subjected to interpolation by invok-
ing appropriate interpolation routines (e.g. binary selection, inverse-mapping). Similarly,
this algorithm invokes interpolation routines to adjust the parameters for a selected
action. In the absence of any temporal constraints the system using them should apply a
sound interpolation tactic (e.g. optimisation through inverse mapping) that is appropriate.
But in time-bounded computations, invoking interpolation routines necessitates decisions
regarding which particular interpolation tactic will be employed, and how to set the
appropriate flags associated with each routine (see section 5.4). These decisions are made
on the basis of the available time at different stages of computations and the temporal
requirements of the different tactics. For our present discussion we refer to any such cal-
culations as "apply interpolation”.

As discussed in section 5.5.3.2.3, this algorithm marks any action that has been con-
sidered for interpolation and concentrates on the unmarked actions only. If the selected
action is not relevant for the current problem, then the next unmarked action is con-
sidered. If no suitable unmarked action is found, the system has to make decision if inter-
polation should consider both cases, or it will proceed with only one case. If the method
decides to use a single case it sets the appropriate case (i.e. either C1 or C2) to C1 and
sets C, as null. It modifies the information on marked actions appropriately, and
proceeds. When the decision is to continue further with both the cases, the method
proceeds with an extrapolation on the selected action from Cl'
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Step 1: consider the next unmarked action from Cy: call it A,.
IF A, is Null {i.e. there is no such action}
THEN Go to Step 6
ELSE IF Al
THEN Go to Step 2

ELSE Go to Step 1;

relevant in the current situation

Ste;n2: Set S = the "situation relevant" set of actions from case C,.
Consider action A, € S such that A, is interpolatable with A,.

IF A, is Null {i.e. there is no interpolatable action}
THEN
Consider if both the cases are still usable
If "no"
Then Identify the single case to be followed, call it C;
Set C1 = C; Set C2 = Null;
Modify the "Marked" information accordingly
Go to Step 1;
Else

Go to Step 3;
ELSE Go to Step 4

Step 3: {extrapolating on the single action A}
IF result of Al is OK
THEN
SUGGEST A; as the next action;
RETRIEVE L, the list of parameters of Al;
For all i € L
APPLY interpolation to compute the value.
ELSE {i.e.if Al has failed}
Consider Sl, the "outcome" of case Cl;
If 3 Be s, such that B = avoiding the failure
Then {Plan modification}
SUGGEST B as the next action;
RETRIEVE L, the list of parameters of action B;
For all i € L, APPLY interpolation to compute the value.
MARK B in C; {as already taken care of}.
Else
Consider F, the set of actions initiated
by the failure of the action Al in Cl;
Consider Ay € Fy such that A, is OK
and A2 is pragmatically similar to Al;
MARK A, in Cqyi
Go To Step 5.

Step 4: {interpolatingon A; € C; and A, € C,}
IF both Al and A2 are OK
THEN Go to Step 5. {action interpolation}

ELSE {Plan interpolation}
IF A, has FAILED
THEN

Consider S2, the "outcome" of case C2;
If 3 B e 52 such that B = avoiding the failure
Then Set A2 = B;

MARK B in C2:
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Else
Consider Fy. the set of actions initiated
by the failure of the action A, in C2;
Consider A, € F, such that A, is OK
and A2 is pragmatically similar to Al;
MARK A2 in C2;
ELSE
Consider Sy the "outcome" of case Cyi
If 3B e S1 such that B = avoiding the failure
Then Set A, = B; MARK B in C
Else

1 17

Consider Fl’ the set of actions initiated
by the failure of the action Al in Cl;
Consider Bl [S Fl such that B1 is OK
and Bl is pragmatically similar to Al;
Set A, = By; MARK B, in Cyi
Go To Step 5.

Step 5: {begin interpolation}
IF the action names of Al and A2 match
THEN
SUGGEST A; as the interpolated action. {interpolating on parameters only}
RETRIEVE L, the list of parameters for the action A
FOR each item 1 € L DO

17

APPLY interpolation to compute the value.

ELSE {Tactical interpolation}
APPLY interpolation on the action names, to get interpolated action A;
{Using Discrete Selection, Inverse mapping etc.}
SUGGEST A as the next action;
RETRIEVE L, the list of parameters for A;
For all i e L
APPLY interpolation to estimate the value of i;
SUGGEST Result; Go to Step 1

Step 6: {when all actions of case C, have been taken care of}
REPEAT
Set Flag 0
Check if there is any unmarked action in C2;
IF ‘"yes"
THEN
Check if the action is relevant {from the purpose}
If "yes"
Then
APPLY the action after modification (if necessary)
MARK the action in C
ELSE Set Flag 1;
UNTIL Flag is 1;
STOP.

o

Figure 5.8: Algorithm for Case Interpolation
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5.5.3.2.6. Is the Interpolation Robust?

In numerical analysis an interpolated result does not depend on the order of the interpo-
lating quantities. While the same is evidently true for different knowledge interpolations
discussed above, it does not obviously hold for cases. This is because for case interpola-
tion one needs to choose one of the two cases to be the "guide case", and the sequence of
actions that are suggested through interpolation is governed essentially by the action
sequence of the chosen guide case. Therefore, while interpolating between two cases C1
and C2 (say) the result obtained by treating C1 as the guide case is likely to be different
from that obtained by using C2 as the guide case. However, a deeper examination would
reveal that the apparent discrepancy lies only in the plan level, i.e. the sequence of the
actions may alter but the actions and their parameters will remain the same in either
choice. Thus robustness of this algorithm can be justified as far as the action levels are
concerned. Robustness in the plan is not guaranteed through this algorithm. Hence selec-
tion of the guide case is important in these activities. Evidently, the more similar (to the
current problem) of the two interpolating cases should be tried as the guide case to obtain
a better and more appropriate result. In cache-based systems, the selection of cache-cells
(along with their weights) helps one to select automatically the more similar one as the
guide case.

5.6. CONCLUSION

This chapter has investigated different possible ways of conducting interpolation for gen-
erating quick answers in a problem-solving domain. In this context we observe that the
technique of "knowledge interpolation” for reasoning within the cache-based system is
clearly both appropriate and helpful. In fact, the idea of "interpolation" was first con-
ceived as a means to generate quick solutions when one is reasoning with a cache-based
architecture. In situations when the selected cell of the cache has null contents, one possi-
ble tactic for getting a quick solution (if it does not alter the level of computation) will be
to interpolate on the contents of the cells that are adjacent to the selected cell (see chapter
3). But as we probe into details of such a system, we find that utility of knowledge inter-
polation is not limited to the above situations alone; it is applicable in other aspects of
cache-dependent reasoning as well. For example, what happens when the input features of
the current problem do not match the column headers along some dimension, while refer-
ence to the cache is under way? Obviously, in this situation a straightforward retrieval
fails to provide an acceptable solution. Consequently, attention has to be given to those
columns (along the relevant column dimension) that represent values closest to the prob-
lem values. Solutions may be retrieved from the relevant cache-cells and interpolation
can then be carried out on them. Even in situations when a single cell has been selected,
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one may find that the contents of the cell, due to the abstractions used in accessing the
cache, do not match with the current situation and therefore some adaptation is required.
In chapter 7 we discuss how to reason with cached information for solving time-bounded
problems.

Our discussion in chapters 7-9 refers to caches in which the order of knowledge types as
we go from the shallowest to the deepest level is default-rules-cases. However, this is not
a fixed feature of the architecture. For a given application, one will start with a default
level as the shallowest row of a cache, but what types of knowledge are found at any
deeper level will depend only on the nature of experts’ problem-solving knowledge for
that application, plus the requirement that the expected time to use it in a computation
will be not less than the corresponding times for shallower levels, and not more than the
times for any deeper level(s).

Although application of "knowledge interpolation” is not confined to any particular sys-
tem architecture, one major advantage of its use from within a cache-based system is that
the cache provides an easy access to the most appropriate solutions or solution schemes,
so that there is no need to devise any additional rigorous procedure to determine the
necessary interpolating values. Thus the cache-based architecture assisted with the
knowledge interpolation technique provides a suitable launching pad for time-bounded
problem solving.
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Chapter 6.

BASICS OF THE CACHE SCHEME:
DESIGNING A CACHE-BASED SYSTEM

6.1. INTRODUCTION

This chapter deals with a systematic approach towards building a cache-based architecture. In
chapter 4 we have seen the feasibility of selecting appropriate abstractions (generally by ana-
lysing past cases) to design a cache and its accessing mechanism; and in chapter 5 we have
introduced the notion of "knowledge interpolation” that facilitates an algorithmic (and hence
having temporal predictability) method of deriving solutions from symbolic knowledge, in
time-bounded situations. We now focus our attention on identifying the essential formalisms
for building such a system in any particular domain.

A complete design of a cache-based system involves two primary requirements:
- identification and representation of appropriate knowledge
and

- efficient reasoning schemes to exploit the stored knowledge.

Evidently, these two aspects are important for any knowledge-based systems. But with
respect to a cache-based system they are more significant because in order to derive time-
bounded performance special tactics are needed in representing the knowledge so that it facil-
itates application of "knowledge interpolation” at various stages of reasoning. Hence building
a cache-based system for a particular domain warrants careful analysis of the domain in order
that relevant knowledge can be identified.

Based on the utility and purpose we classify the knowledge into three categories:

1. Cache-related Knowledge: the knowledge needed to design the cache and the required
indices to facilitate accessing the appropriate cells. We assume that the system receives
as its input a problem description from which values for relevant indices (those describing
the column dimensions) can be computed. These index-values determine the actual cell(s)
to be accessed. From the accessed cell(s) the method retrieves essential information for
solving the current problem.
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2. Action-related Knowledge: a cache-based system should be able to produce suggestions
of appropriate actions and to estimate their parameters to settle a current problem. Evi-
dently, the system needs to have knowledge about different permissible actions and their
parameters that are to be estimated by the solving mechanism. Knowledge is therefore
necessary to identify the relevant problem features that may serve as “independent vari-
ables" in the interpolations.

3. Reasoning-related Knowledge: which comprises the information stored in different cells
of the cache and other forms of knowledge (such as which particular interpolation tactic
should be used at a particular juncture, how to select relevant rules/cases from the rule-
base/case-base, residing outside the cache, for deeper-level reasoning) needed to carry out
the reasoning. Using the information about the time that is available, a system deter-
mines the particular level of the cache to be accessed and the information stored in a
relevant cell is then subjected to subsequent reasoning for generating the solutions. Hence
the "reasoning-related” knowledge depends significantly on the reasoning tactic involved,
and varies with the level of the cache.

In this chapter we discuss issues regarding acquisition, representation and use of the cache-
related knowledge. Issues regarding reasoning-related knowledge will be discussed in chapter
7 where we consider the general functioning of the cache-based system and the particular tac-
tics involved in different levels of the cache depending upon their respective underlying rea-
soning paradigms.

6.2. CACHE-RELATED KNOWLEDGE

A designer first needs to identify the classes of problem that the cache is aimed at; and the
indices that characterise the problems. As mentioned earlier (in section 4.5), proper abstrac-
tions should then be applied in order to determine the cache indices. The tasks involve
acquisition of the following forms of knowledge:

1. Identification of the column dimensions;
2. With respect to each column dimension, the typical column headers;
and

3. How to access the (relevant) cache for a given problem.

In chapter 4 we have discussed the abstractions for identifying the appropriate column dimen-
sions. Upon receiving a new problem, the system needs to identify the right cache columns
that match the key characteristics of the given problem. Because of the way the cache has
been designed (see chapter 3), each of the k column dimensions represents some key feature
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of the class of problems for which that cache should hold knowledge about solutions and/or
methods of solutions; and each column dimension, in turn, is divided into several columns
representing some typical values along the dimension concerned. Having received a new
problem the method should refer to the right cache cell in order to retrieve the most appropri-
ate information. The task therefore is to identify the ideal column, from each column dimen-
sion, which represents the current problem best. Obviously, the task of identifying the
appropriate columns for a current problem becomes easier if some metric can be imposed on
key features of the problems so that the column headers of the cache can be arranged accord-
ing to some specific order. Under this arrangement, along each column dimension one can
measure the distances between the problem value (i.e. the appropriate value of a relevant key
for the current problem) and the typical values representing the column headers. The column
having the least distance from the problem value can then be considered as the closest to the
current problem. All the different ordering tactics and corresponding techniques for measur-
ing distance, described in chapter 5, can be applied, when one wants to compute the distance
between the current problem and the cache columns. To achieve this objective a system
designer needs to identify the relevant features to represent the cache columns and the types
of values that will be assigned for each different feature. Consequently, some specific policies
are necessary regarding selecting column headers along each of the selected dimensions. We
discuss this issue below.

6.2.1. Selection Of Column Dimensions

In this context we have observed that not only does computing distances using variables that
are not scalars (such as set and interval-type variables) warrant the extra computation of
transforming the values into appropriate scalar quantities, but also their use as column dimen-
sions do not fit naturally into our basic cache design. Hence we recommend ruling out any
"set" and "interval” type variables from use as column dimensions and instead suggest limit-
ing the selection to scalar-valued variables for describing the structure of the cache. At this
point it is worth distinguishing between the two terms "interval-type" variable and "range".
By a range of scalars we mean a set of values defined by a lower and an upper limit on a con-
tinuous scale. We regard a variable being of "interval-type" if the values that it takes are of
the form of intervals or sets of continuous points. We regard these variables as being unsuit-
able for column headers. | We therefore suggest the use of features whose values are scalars,
as column dimensions. This may of course mean transformation of non-scalar features into
suitable scalar features. Thus, if the appropriate feature is deemed to have interval-type
values, a designer needs to transform it into a suitable scalar, depending upon the most
relevant underlying concept in the target domain. For example, in the airport domain the
delays that are incurred by different airlines in preparation for departure constitute a key
aspect for a GOC in deciding policies involving the airlines concerned. Evidently, the best
knowledge about the current delays of any airline can be obtained by checking the delays that

! But, as we shall see later (in section 6.2.2), one may use ranges as column headers.
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have occurred in the last few departures of its flights. Thus one may consider delay-record (of
the last 25 departures, say) as a suitable dimension for the cache. Evidently, the values that
this feature will take, for each airline, will have interval-type assignments. Computing dis-
tance between two such values is complicated. Hence use of a suitable scalar-encoding of the
feature delay-records, such as average-delay, maximum-delay is more appropriate.

6.2.2. Selection Of Column Headers

The next task is to choose column-headers along each dimension of the cache. These should
be the values that typify the most important aspects of the problems and/or their solutions, so
that they can lead to appropriate solutions for a current problem. Evidently, unambiguousness
and distinctiveness are the two key properties that a system designer should look for, while
selecting the column headers for a cache. Hence use of inexact terms (i.e. those involving
fuzzy qualifiers or relational modifiers) for column headers is unsuitable for the cache design,
as they may introduce uncertainty into selection of the right cache-cells. We therefore suggest
avoiding (as far as possible; if it is not possible, the suggestion in section 6.2.2.2 can be fol-
lowed) the use of any term involving fuzzy qualifiers or referential relations as column
headers in the cache. However, this does not preclude use of such terms in specifying a
current problem, and the system can resolve these imprecise values by using the numerical
equivalents (described in section 5.3.2.1) in order to measure of distances from the column
headers.

To summarise the discussion: column headers along each of the cache dimensions should be
either numeric quantities or atomic symbols.

6.2.2.1. Numeric Column Headers

Column headers can have numeric values in two ways:

1) when the feature, representing the column dimension concerned, itself has numeric
values;

2) when values for the said feature have been enumerated artificially (see section 5.3.1.1.4).

In either situation, however, the problem values can be one of the following:

a) discrete numeric value: where the value depends on the nature of the headers, i.e.
belonging to 1) or 2) above);

b) specific range of values: where all values falling within the range will be referred to the
column header concemed;

and

c) imprecise: using "modifiers" such as around, at-par, greater-than .
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6.2.2.2. Symbolic Column Headers

Symbolic column headers can also be of two types:

a) when the feature concerned represents some property (say, weight) and the domain expert
uses symbolic values such as light, heavy to denote the two principal values that may
designate the underlying property value.

These columns can be referred to by problem values of any of the following types:
- discrete value matching some header exactly;

- fuzzy value involving a fuzzy qualifier along with some term representing a column
header (e.g. fairly light, rather heavy);

- using modifiers (e.g. less-than heavy),

- arange of values (e.g. "in the range heavy to very heavy").

b) when the symbolic values that the underlying feature may assume refer to some objects.
For example, different locations in an airport. Possible problem values for such features
can be either

- exact values matching some of the column headers (e.g. terminal-building);
or

- using modifiers (e.g. near-to hangar, between terminal-gate and taxiway).

We illustrate these points with the difficulties which we had to deal with in working on the
AGC domain.

6.2.2.3. An Example

While designing a cache for tackling the class of problems that we call unwanted appear-
ance for an airport, we have found that the "extent of threat” that the offending object (whose
appearance is causing a problem) may induce is a key aspect that needs to be reflected along
some column dimension. Our initial intention to divide all possible objects into meaningful
sets (based on their classification as entities, such as "animal”, "vehicle", "object") did not
appear to be helpful - because the GOC’s treatment of these problems does not depend on
the most obvious class of the object. For example, a "dog" on the tarmac and an "escaped
elephant” on the tarmac are not to be dealt with in the same way despite both being members
of the same class "animal". Moreover, as mentioned earlier, such sets can be ambiguous if for
the current problem the object whose appearance is unwanted does not fall into some specific
class. For example, an "out-of-order jeep" on the taxiway should logically belong to the
"object" class and not to the "vehicle" class, although one is likely to choose the latter (partic-
ularly when time is very limited). Similar exercises with other classifications such as on the
basis of mobility (using symbolic column headers such as static, slow-moving) or weight
(using column headers such as light, heavy, very-heavy ) have also met with similar design
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problems. Our discussions with domain experts reveal that in actual practice an expert tends
to provide a quick solution to a problem by estimating (perhaps intuitively) the intensity of
the threat and not merely the class to which the present problem belongs. For example, in
dealing with a fire outbreak a solver is more concerned with the intensity of the fire, on
which depends the relevant agent (e.g. fire engine, extinguishers) that is to be called for tack-
ling the situation.

We therefore propose use of the variable "potential-degree-of-threat" (PDT) as the relevant
column dimension after evaluating different problem situations that may crop up in the
domain, in order that a value can be assigned, by subjective judgement, for the said feature.
For each offending problem, one may describe the PDT-value of the any feature by con-
sistently using a real number in the closed numeric interval [0, 1].2 A domain expert should
be able to assign values of this variable to different objects which may pose potential threats
during the course of the application. (Use of past cases is also helpful in identification of the
various objects that are related to the domain). Another possible alternative, for the system
designer, is to use symbolic terms like mild, very-mild, high etc. which are more appealing to
common human understanding and easier for an arbitrary domain expert to state. However, if
symbolic terms are to be used it is mandatory on the part of the system designer to decide
upon their numerical equivalents, preferably in the range 0 to 1, in order to adhere to the stan-
dard. These numerical values are required for interpolation (as mentioned in chapter 5).
Additionally, the system designer needs to decide upon the possible column headers. The
task here is:

1. to group the objects, on the basis of their values, so that one column (along the dimension
of "potential-degree-of-threat") can be assigned to each group.

and

2. to decide whether range values or discrete values should be used as column headers.

Thus, with respect to our example, there can be 4 possible types of column headers. Assum-
ing that it has been decided to use 5 columns of equal width, the possible alternative forms
for the headers are:

1. 0.1,0.3 0.5, 0.7, 0.9 (using artificial numerical quantities);

2. (0.0-0.2),(0.2-04),(04-0.6), (0.6 - 0.8), (0.8 - 1.0) (using ranges involving artificial
numerical values);

3. very-mild, mild, medium, high, very-high (using symbols masking numerals);
and

4. (nil - very-mild), (very-mild - mild), (mild - medium), (medium - high), (high - very-high)
(using ranges involving symbols)

2 One may choose some other interval if necessary. Our choice of unit length is because expressions involving fractions
and percentages fit immediately into this scale.
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The system designer should identify (depending upon the domain concerned) the most con-
venient form of expressing the headers.

6.2.3. Knowledge For Cache Reference

Having received a current problem as its input, the system refers to the cache. In this respect
we put the related features into three classes:3

Raw features: These are the features that are used in describing a problem. Thus if the
current problem (within our domain of illustration) is that a big fire has broken out in the
control building, then the "raw" features are big fire and control building.

Primary features: These features are used in accessing the cache. Depending upon how a
cache has been designed, one may use a raw feature as the value for a primary feature (e.g.
for the example given just above, the raw feature "control building” can be used as the value
for the primary feature "location-of-the-event"); or the value of a primary feature can be
derived from the raw feature (by referring to the knowledge-base and/or computing some
function). The value for the primary feature "potential-degree-of-threat” can be derived from
the raw feature big fire by first retrieving the value for fire and then modifying it with the
numerical equivalent of the qualifier big.

Secondary features: these features are not used in accessing the cache but present more sub-
tle aspects of a given problem and are, therefore, used in subsequent reasoning (for deriving a
solution) with the problem. For example, "crowdedness-of-the-location” is a secondary
feature, for our domain of illustration.

The aspects of concern for a designer here are:

1. The primary features are not always the ones that occur naturally in describing a problem.
For example, when an object of hindrance appears somewhere within an airport the most
natural way of describing it is by using the name of the hindrance (e.g. a bomb, a big fire),
which is a raw feature.

2. Even when a raw feature is used as a primary (or secondary) feature for accessing the
cache (e.g. location-of-the-event should appear in the problem description as a raw
feature, yet we may suggest using it as a primary feature to describe one of the dimen-
sions), the input value may not correspond directly to the values used as column headers
along that dimension. For example, one may use inexact values (such as near-to terminal
building) in describing the location of the event.

3 Some of them have been used earlier in our discussion in chapter 4 (see section 4.3), but we mention them here for the
sake of completeness and recapitulation.
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Our suggestions to deal with these aspects are as follows:

1.

With respect each type of problem, a system designer should maintain a list of raw
features whose values are needed to describe an upcoming problem completely. It should
be noted that the raw features may be related not only to the problem description but also
to the background. For example, the action steps that a GOC prescribes in the event of a
hindrance depend significantly on the current activity level of the airport. However,
inclusion of this feature in the problem description does not occur naturally.

For each cache the designer should suggest a list of primary features and the necessary
secondary features. For example, with respect to the cache designed for handling "hin-
drance" problems, one should maintain 3 primary features: potential-degree-of-threat,
location-of-the-event and activity-level-of-the-airport. Some of the related secondary
features are: movability-of-the-object (stating the nature of the movement of the object of
hindrance - whether it is static, predictable or unpredictable); influence-of-the-object (stat-
ing the set of objects that may be affected by the hindering object).

For each of the primary features there should be a list of column headers in the form sug-
gested in section 6.2.2.

Acquisition of knowledge to enable calculation/determination of values of the primary
and secondary features with respect to the current problem so that the values are compati-
ble for measuring distances. There are many ways of achieving this objective:

Using a function: a primary feature may be computed by applying some function to one
or more raw featural values.

Maintaining appropriate tables: suitable tables can be maintained for storing relevant
information and the method may inspect it for retrieving the relevant value. For example,
to determine the influence-on-the-object we consider four different types of vulnerable
items: humans, aircraft, vehicles and gadgets. Corresponding to each hindrance object we
maintain the list of objects which are affected by it: "bomb", "fire", affect all the four
types of objects; "water" affects humans and gadgets; "poisonous-gas" affects humans
alone; while an escaped animal may affect humans, vehicles and aircraft.

Maintaining property lists: along with the relevant objects one stores values for their dif-
ferent properties and retrieves the values as and when required.

Storing numerical equivalents: one maintains numerical equivalents for different symbols
used. The symbols can be of two types: values and qualifiers. For example, the potential
degree of threat for a bomb may be described as high. But if the column headers along
this dimension involve numeric values (as described in section 6.2.2) one needs to
transform it into an equivalent numeric value. Thus in a scale of (0 - 1.0) one may con-
sider any value above 0.7 to be high. Similarly, numerical equivalents for fuzzy qualifiers
and relational modifiers are stored to facilitate any transformation of values between sym-
bolic and numeric domains.
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6.2.4. Identification Of The Right Column Header

We now illustrate how this knowledge can be utilised for referring to the cache. With the
help of the above knowledge, the values for the primary features are derived first. For each
column dimension the computed value is then compared with the prescribed column headers
(in the said dimension) to determine its distance from each of the headers. The one(s) having
the minimum distance should then be considered for retrieval. However, if the problem value
falls between two such header values one may consider both the columns for retrieval, i.e. so
that the solution can be derived by applying interpolation on the retrieved values. In chapter
7 we describe details of this kind of reasoning. Here, we illustrate identification of appropri-
ate column headers for a given problem.

Let us assume for the sake of illustration that we decide to use numerical values, so that
either discrete numerics or intervals of numerics is the choice for the column headers. In the
event of symbolic terms, for both discrete values and intervals, the treatments will be similar
to the respective situations involving numerals, provided that an appropriate distance-
measurement tactic is used. For a given problem, in order to identify the most useful column
along this dimension, it is first necessary to compute the PDT-value for the object under con-
sideration. Let us call this value a problem value. Evidently, both the column-headers and the
problem value are to be considered for when one is selecting the right column. The problem
value can be of one of the possible types

- specific scalar (e.g. 0.42);
- arange of values (e.g. in the range 0.35 to 0.45);
or

- inexact i.e. using appropriate modifiers (e.g. around 0.4).

The type depends upon the knowledge about the current problem situation. (With respect to
the AGC domain, if the current problem is that of a fire outbreak in some part of the airport,
one may expect values according to one of the above types to describe the "potential-degree-
of-threat".)

6.2.4.1. Nlustration of Column Selection Policies

We now illustrate how to select the right column when the problem is of one of the above
three types, by first considering discrete numeric quantities and then intervals involving those
quantities, as the cache column-headers.
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6.2.4.1.1. Discrete Column Headers

With respect to our example, here, the column headers are: 0.1, 0.3, 0.5, 0.7 and 0.9.
Depending upon the problem value, we can have any of the three following situations:

Situation 1: problem value is discrete.

In this situation, computation of distance is straightforward, as one computes the distance of
the problem value from all the column values and chooses the one that has minimum absolute
distance. So, in the above example, if the problem value is 0.42, one chooses the third
column (i.e. header value 0.5), as this one is the nearest. However, when distances of two
headers are more or less equal, one may select both the columns with appropriate weights
(i.e. relatively higher weight for the nearer one). The weights can then be used later, if this is
appropriate, for deriving a result from multiple retrieved items, e.g. by interpolation.

Situation 2: problem value is a range.

Here we propose to consider, for each column-header, the average of its distances from each
point of the range, and take the one for which the absolute distance is a minimum. Hence, in
the problem under consideration, if the range is [0.38, 0.48], its average distances from the
five column-headers are: 0.23, 0.03, -0.17, -0.37, -0.57, respectively. Hence column 2 is the
right choice. Here too, one may choose two columns with appropriate weights, if they are
close to being equidistant from the problem value.

Situation 3: problem value is inexact.

Here, we propose to convert the inexact value into a range, and apply the method suggested
for situation 2. In chapter 5, we have prescribed some suitable numerical equivalents for dif-
ferent inexact qualifiers. They can be used effectively for this purpose. These values help in
creating appropriate intervals for the inexact values. For example, around 4.0 will be
transformed into the interval [0.35 0.45], and the choice for the right column will then be
(imitating the technique in situation 2) column number 2.

6.2.4.1.2. Range-type Column-headers

For the purpose of our illustration let the column headers in this case be: [0.0, 0.2], [0.2,
0.4], [0.4, 0.6],[0.6, 0.8] and [0.8, 1.0].

Situation 1. problem value is discrete.

Here, the choice is simple because the interval that contains the problem value is the obvious
choice. Thus in the above example, for a problem value of 0.42, one chooses the third
column to be the right one. However, ambiguity arises if the given value falls on the border
of two intervals. In these situations one can choose both the columns with equal weight.
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Situation 2: problem value is an interval.

Here one considers the extent of overlap of the problem value with the column headers and
chooses one that has maximum overlap. Thus when the problem value is the range [0.38
0.48], the overlaps with the five headers are: 0.0, 0.2, 0.8, 0.0, 0.0 respectively. Thus the third
column is the right choice in this case. Alternatively, both of the second and third columns
can be chosen with appropriate weights.

Situation 3: problem value is inexact.

As in section 6.2.4.1.1, once again we can convert the inexact value into an interval and deal
with it as we would do for situation 2.

Similar analysis can be carried out when the feature values are ordered symbols.

6.2.4.1.3. Suggestions for Column Selection

The main decision problem for the system designer while dealing with numerals and ordered
symbols, therefore, is whether to use discrete column headers or range-type column headers.
The options have certain inherent properties:

Range-type headers span the entire range of possible values for the underlying feature. Con-
sequently, if the problem value is discrete, it is likely that a single column, which includes the
problem value, will be selected for retrieval. (The only situation when two columns are
picked up even with range-type column headers is where the problem value is the upper limit
of one header and the lower limit of the next one). On the other hand, in the case of discrete-
type column headers, unless the problem value does not match exactly with some of the
column headers or it is at one end of overall possible range of values, the problem value lies
between two headers. Consequently, the two headers on either side of the problem value
should be considered for selection. Thus discrete-type headers, by their nature, provide more
options for consideration and cost somewhat more in time for computation.

We therefore suggest that unless a small variation in the problem value leads to a significant
change in the solution, one should use "range-type" column headers (when the headers can be
ordered) to keep subsequent reasoning less complicated.

However, if designing meaningful ranges does not seem to be natural, it is necessary to use
discrete-type headers. In this case the reasoning mechanism should be tuned to select only a
single column, in order that fast reasoning can be achieved by selecting a single column. This
can be achieved in two ways:

(a) select the column that is nearest to the problem value. For example, if the problem value
for the underlying feature is x, and the header values are x Xy X such that x; <x £
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X p then select column i if distance(x, xi) < distance(x, Xit] ) and select column i+/
otherwise.

(b) either adopt a pessimistic selection tactic, where one selects the column that corresponds
to a graver situation; or adopt an optimistic selection tactic, where one selects the column
that deals with a less grave situation. For example, if the underlying feature is "potential-
degree-of-threat" and the column headers are: 0.1, 0.3, 0.5. 0.7 and 0.9, then for a current
problem with the feature value 0.45, one may choose the column with header value 0.5 if
the selection mode is pessimistic; or may choose the value 0.3 if the user prefers to
operate in optimistic mode. Evidently, the decisions regarding how to decide which one is
pessimistic (or optimistic) depends upon the domain concerned and appropriate
knowledge ought to be stored in the system.

6.2.4.1.4. Unordered Column Headers

As we have mentioned earlier in this section, features may exist which have no meaningful
ordering of the values commensurate with the domain’s needs. For example, another impor-
tant feature for the class of problems unwanted appearance is "location-of-the-event" i.e. the
location where the unwanted object has appeared. At first we wanted to use some artificial
enumerators for establishing an order on the possible values (such as terminal-building, tar-
mac ). The most meaningful consideration for the said purpose is: the importance of the loca-
tion. However our attempt to assign a number in the interval [0, 1] to each location of the air-
port, reflecting their importance to the GOC, did not succeed for the following reason. We
found that two locations passenger-lounge and runway were both extremely important to the
GOC,? yet the actions that are carried out for the respective locations, during the emergence
of some potentially dangerous object are significantly different. For example, a fire near a
runway is unlikely to lead to evacuation of passengers although that is the most important
aspect for a passenger lounge. Consequently, we resolved the problem by using discrete
column headers: "passenger-lounge"”, "terminal-gate", "taxiway-&-runway", "others". The
justification of using these four headers is that the "passenger-lounge" is primarily passenger
infested;’ a "terminal gate" needs attention to both passengers and planes; appearance of
dangerous objects in taxiways and/or runways affects aircraft only; whereas other locations
(viz. control building, hangar) may involve static costly items along with some human occu-
pants.

Evidently, no range-type header exists involving these values. The relevant featural value for
a problem can be (as stated before) one of the following two alternatives:

4 We assigned the value 1.0 to each of them, as suggested by our experts.

5 1 am told that this is a strange usage to native English speakers, but on reflection it nevertheless seems to say
something about many airports that cannot be said so neatly by any other single word or short phrase.
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- exact, when the problem value matches with one of the column headers;

- relational, where one may use relational terms involving some column headers such as

1"non

"between passenger-lounge and terminal-gate", "near-to hangar".

Selecting the right cache column for exact matches is straightforward as the method picks up
the column whose label is the same as the problem value. For problem values involving rela-
tional terms we use the following heuristics for matching: we restrict our choice of relational
terms to either between or near-to. When the relational term is "between”, we pick up the
two relevant values involved in the expression, and equal weight of 0.5 is assigned to both
the columns. However, when the relational term is "near-to" we select only the column that is
involved in the relational expression, for our subsequent reasoning.

Evidently, more complicated relational expressions such as "between A and B but nearer-to
B", "near-to A but on the opposite side of B" are used in ordinary discourse. One can define
one’s own heuristics to handle these expressions. We, however, do not pursue this issue any
further as this is not a significant target for this thesis.

6.3. ACTION-RELATED KNOWLEDGE

The reasoning method applies the technique of "knowledge interpolation" (developed in
chapter 5), for quick reasoning with the knowledge retrieved from the cache. Application of
interpolation inevitably requires some preprocessing (e.g. identifying the property on which
the interpolation is based, imposition of ordering) of the interpolatable variables. For the
domain whose problems the system is set up to solve, interpolatable quantities, as retrieved
from the cache, are the actions. And the interpolation is governed by the problem values.
Consequently, some processing of the various actions (those that are permissible within the
domain) is necessary in order to make them amenable to the interpolation tactics. This sec-
tion deals with the necessary knowledge and their representations in this regard. However,
we first define some relevant terms that will occur in our subsequent discussions.

6.3.1. Definition Of Some Action-Related Terms

Plan: A plan consists of a sequence of tasks. A system, in its attempt to deal with a problem,
first designs a plan and then carries out the tasks sequentially. Some of the pertinent tasks
with respect to the AGC domain are:

- Control the Spread - suggesting limiting the effect of some troublesome entity.

- Evacuate - suggesting evacuation of a certain location.
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It is implied that the tasks suggested in a plan should be accomplished in the order in which
they occur in the description of the plan.

Generic action: A generic action is a high-level description of something that needs to be
done to accomplish some particular task.

For example, generic actions related to the task "evacuate” are:

- Evacuate-humans - arranging evacuation of humans who are likely to be affected by an
impending object.

- Evacuate-planes - arranging for removal of aircraft from an affected area.

- Evacuate-objects - arranging for removal of inanimate objects (gadgets, vehicles etc.)
from an affected area.

Similarly, some of the generic actions associated with the task "control the spread" are:
- tackle-fire - suggesting s step taken to control some outbreak of fire.

- tackle-gas - controlling some gas emanating through (e.g.) some leakage.

The generic actions attached to a certain task may be either disjunctive (i.e. only one of them
is to be used) or conjunctive (i.e. some or all of the generic actions need to be carried out).
For example, in order to carry out a task "evacuate" it is first necessary to find from the con-
text whether to apply all the generic actions listed above, or only a subset of them. On the
other hand, for the task "control the spread” one is required to make a taxonomic decision
(from the nature of the object) on which particular generic action is most suitable at this junc-
ture.

Action: An action suggests the name of a particular step in a plan. For each generic action,
we store a list of particular actions that are capable of doing the task. For example, some
actions for the generic action "control the spread" are: call-sand-bucket, call-water-bucket,
call-fire-extinguisher, call-fire-brigade. Similarly, relevant actions for communicate are:
send-email, telephone, walkie-talkie, talk, fax, run.

Degree-of-effectiveness: This is an artificial number that we attach to each action to denote
its effectiveness in achieving its purpose. Not all the actions associated with each generic
name are equally efficient in achieving the objective. We therefore propose to attach to each
action a numerical value that suggests the maximum degree-of-effectiveness that can be
achieved with the action concerned.® We express the degree-of-effectiveness of the actions
with the help of real numbers between O and 1. For example, corresponding to the action
call-fire-extinguisher we have stored in our knowledge-base the information (0.4) suggesting
that the maximum desired effectiveness that can be achieved with this action is 0.4 (obvi-
ously for the purpose of controlling the "spread of fire").

6 Evidently, it is a translation of domain expert’s subjective views.
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The information on degree-of-effectiveness of the different actions is utilised in the following
way. In each plan that is stored in the cache, we assign along with each task the effectiveness
(E) that is desired in accomplishing the task. This value depends upon the gravity of the par-
ticular problem. For example, the desired effectiveness for the task of "evacuation" in the
outbreak of a fire is much more when the fire is described as big than when the fire is
described as rather big. The selected action should be such that its degree-of-effectiveness is
greater than or equal to the E-value of the task concerned.

Action parameters: Each action is associated with a list of parameters called action parame-
ters. Some of the parameters refer to individual actions while others are specified with the
generic action and the related actions inherit them from their generic action. For example, for
the generic action "communicate” the parameters are: whom (the person/department to con-
tact with), message (the message to be sent). Similarly, a relevant parameter for the action
run is distance (suggesting how far one has to run).

Action prerequisite: Often in order to apply an action we need to determine if any prere-
quisite is necessary for initiation of the chosen action. For example, in order to display a mes-
sage one first needs to frame the message; before calling fire-brigades one must ensure that
the path is clear for their manoeuvring; in order to announce through a microphone one
should first check if any microphone exists in the location concerned and should arrange for it
if it is not there already; in order to remove humans/items from a plane, buses/trolleys should
be sent to the location depending upon whether the task is "evacuate-human" or "evacuate-
object".

Initiation of an action: Initiation of an action is normally a 2-step procedure. First, we check
if any prerequisite action exists which is to be carried out before initiating the action con-
cerned. After initiating the prerequisite actions (if any) and obtaining the outcome, we must
determine the relevant parameters (of the action concerned) and calculate their values. Once
we have a control structure for carrying out one step of the "prerequisite" procedure, it is sim-
ple to permit this to work recursively.

Completion time of an action: For time-bounded computations the temporal requirements
of each action are a matter of concern for the designer. An action that has a temporal require-
ment greater than the time dictated by a current problem is unworthy of initiation even if it
has the optimum degree of effectiveness for the said purpose. Hence a designer should
arrange to store information regarding the time that the action requires for completion. A
designer should have a policy, for a particular domain, regarding the mode of expression of
this information, e.g. whether to store the minimum or average or maximum completion time,
with respect to different permissible actions and/or information about observed past varia-
tions in these times.
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Default outcome of an action: In a realistic domain, initiation of an action (or some of its
prerequisites) often needs human interactions. For example, the different actions under the
generic action "communicate" with respect to the AGC domain requires active participation
of the user. Due to the unpredictable nature of these actions, the time taken to complete them
may exceed the allowed temporal bound. In these situations, in order to continue with the
same plan, a system needs to assume some default outcome of the action and proceed with
the reasoning accordingly. For example, if the current action of the GOC, in the event of a
fire alarm, is to send a person for checking if there is a real fire and the person does not return
within the time allowed, the GOC should assume that the fire is genuine and continue on that
basis.

The designer of a cache-based system needs to acquire all this action-related information for
the domain concerned in order that "knowledge interpolation” can be applied effectively for
dealing with time-dependent problems.

6.3.2. Representation Of Action-Related Knowledge
All the action-related knowledge should be represented within the system, so that:

1. It is easily accessible to the reasoning process irrespective of the level of the cache
currently under consideration (although it is possible that depending upon the reasoning
technique used at each level, the exact requirement of the knowledge will vary);

and

2. Tt can easily be handled by the knowledge interpolation procedures in a way that ensures
that time-bounded performance can be achieved.

Information about the actions is accessed by the reasoning mechanism for conducting inter-
polation on the cached answers. We therefore suggest that the general information regarding
actions should be stored in the system physically outside the cache so that its access from all
the levels of the cache is uniform. This suggestion has the further advantage that any updat-
ing of this knowledge will be easier to carry out and less prone to error since it will be done
at a single place (unlike the situation where relevant information is stored at each level of the
cache). For each of the generic actions we propose to have a frame-like structure where
parametric knowledge about the generic action is stored. For example, corresponding to the
generic action "tackle-fire" we maintain a frame given as in figure 6.1.
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eneric
g . tackle-fire
action
parameters values
d-o-e <potential-degree-of-threat>
where <location-of-the-event>

Figure 6.1: Frame for the Generic Action 'tackle-fire

In general, parametric knowledge comprises the following:

(a) The parameters whose values are required to be computed for initiation of this action. For
example, according to figure 6.1 the relevant parameters for the generic action "tackle-
fire" are: degree-of-effectiveness (d-o-e) and the location (where);

(b) Against each of the items mentioned in (a) the problem feature (raw or primary or secon-
dary) that influences the value of the parameter and therefore may serve as the indepen-
dent variable for interpolation. In figure 6.1, for computation of "d-o-e" the relevant
independent feature is "potential-degree-of-threat"; whereas computation of "where"
depends upon the primary feature "location-of-the-event".

Such a frame may be considered as a node of a tree where the descendants will be the actions
that are permissible within the domain to achieve the action’s purpose. On certain occasions
the descendant of a generic action may be another generic action.

Each of the generic action nodes is in turn a descendant of a parent node describing the pur-
pose for which this generic action is meant. There may be more than one generic-action for
the same purpose. For example, with respect to the AGC domain, for the purpose of passing-
message we have two generic actions: communicate and send-messenger; each having its
own set of actions (as descendants). For example, some of the actions for "communicate" are
talk, run, fax. Similarly, for send-messenger there are two descendant actions: send-person
(when the person to be sent is near) and ask-person (when a specific agent is to be contacted
to pass the message). Figure 6.2 considers such a tree where the purpose "passing-message"”
is the root node; the two generic actions are intermediate nodes, each having their descendant
actions, along with their maximum degree-of-effectiveness values, (for the purpose of
passing-message) as the leaf nodes.
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PASSING-MESSAGE

Send-person Ask-person
0.9 0.7

Talk Run Walkie-talkie Telephone Email  Fax

1.0

1.0 1.0 0.9 0.8 0.7

Figure 6.2: Hierarchy Tree for the Purpose ''passing-message''

For certain actions this maximum degree-of-effectiveness can be achieved only by adjusting
certain parameters. The hierarchy tree contains this information as well, whenever it is
appropriate. Consider for example, the various possible actions under the domain for control-
ling the spread of fire. Various actions suitable for this task are: call-sand-bucket, call-
water-bucket, call-fire-extinguisher, and call-fire-brigade, with their respective maximum
degree-of-effectiveness being 0.1, 0.2, 0.5 and 1.0. But to achieve the maximum performance
from these actions, an adequate number of items should be employed. This information about
the desired numbers should also be incorporated in the knowledge-base. Figure 6.3 illustrates
the relevant portion of the hierarchy tree, where the root node represents the purpose
"control-spread”. Note that "tackle-bomb", "tackle-animal", "tackle-gas" are some of the
other generic actions for the same purpose.
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