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Abstract

Multimedia conferencing on the MBone, using real-time audio, video and shared 

workspace tools, is increasingly becoming one of the common ways that people at 

different locations use to interact with each other. Common applications include 

teaching, meetings, and event broadcasting. The global deployment of the technology 

has created the need for a mechanism for the recording and playback of MBone 

conferences.

This thesis investigates the hypothesis that the simple home-VCR model is scaleable 

to a multi-way multimedia conferencing environment, in terms of user requirements 

and network considerations, and extensible to the provision of multiple recording 

locations.

I analyse the impact of the MBone infrastructure technologies on recording and 

playback operations. Important issues include the variety in media types, data security 

provision and data storage requirements. Of equal importance were the different 

applications of multimedia conferencing; they had varying requirements from a 

recording and playback facility.

Initial work concentrates on a novel and flexible architecture for a client-server 

system: the Multicast Multimedia Conference Recorder (MMCR). The MMCR 

implementation provides users with remote, VCR-style access to a recording and 

playback service that facilitates efficient random data access using a flexible packet- 

level indexing mechanism.

Using MMCR I investigated the effect of the network on data acquired during 

recording and potential consequences for playback. I devised an algorithm to reduce 

the impact of delay variability to improve the quality of playback.

Subsequent work focused on a distributed architecture; multiple recording locations 

are used to diminish packet loss during recording. A software agent is used on sender 

hosts to assist in data repair; this is achieved using a special data repair protocol that 

trades the speed of data recovery against bandwidth consumption and agent buffering
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requirements. The recorders finally combine their data to produce a loss-free 

recording. The distributed recording work proposed in this thesis can be developed 

further to focus on dynamic recorder management for more efficient use of resources; 

this can be achieved using the active networks infrastructure.
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1 Introduction

Multimedia conferencing on the Internet using real-time audio, video and shared 

workspace facilities, is becoming one of the most common ways that people use to 

interact with each other. The continuously decreasing cost of providing networks and 

personal computing facilities that can cope with real-time multimedia, has encouraged 

the widespread use of desktop multimedia conferencing. Distance learning, interactive 

discussions and meetings, seminars, and broadcasting of important events are some of 

the uses of multimedia conferencing. These live, scaleable, multi-user interactions 

utilise the Multicast Backbone (MBone); a virtual network over high bandwidth parts 

of the Internet.

The MBone provides efficient multi-point packet delivery by using IP multicast, a 

technology that allows a source to send data to multiple recipients without addressing 

them individually. The source only sends the data to the network once. Multicast- 

capable routers are responsible for distributing the data and only forward data to sites 

that have expressed an interest in the material. The data can reach all of the conference 

participants regardless of their position in the network and their distance from each 

other.

The use of the MBone to achieve multi-way multimedia interactions efficiently with 

respect to network bandwidth consumption is not always trouble-free. As data is 

transmitted on a best-effort delivery service, network outages or local overload may 

result in data packets being lost or badly delayed. This is a de-facto situation not 

usually experienced in high-speed networks; applications designed for using the 

MBone usually attempt to work around this issue to minimise the impact of the 

network. Real-time applications are designed to cope with a small amount of loss and 

some delay. Other near real-time applications (e.g. shared workspace) need a complete 

version of the data set and incorporate a reliability mechanism to guarantee delivery.

The recent wide-scale deployment of global multimedia conferencing has created a 

need for a mechanism for recording and playing back multicast multimedia 

conferences. In many applications of multimedia conferencing, the ability to record 

live sessions and to introduce pre-recorded ones is important. Recording a session (or
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parts of it) allows later replay (e.g. if someone missed a seminar). Playing back a 

recording, either ‘privately’ or during a live session, may be useful in many scenarios; 

for example, to review the content or to emphasise a point made in an on-going 

discussion. There is a lot of research in the subject area; multicast-capable multimedia 

servers offering recording, playback and editing facilities are becoming an integral 

part of the emerging multimedia computing infrastructure. This thesis provides a 

significant contribution to the development of such systems.

The lightweight-session characteristics of the current videoconferencing model allow 

a user or an external entity (e.g. a recording mechanism) to operate independently of 

the session by joining and leaving the session without notification. Hence, a recorder 

can join a session to receive the live data, which it can then archive. In a similar 

fashion, a player can simply send previously recorded data to an on-going session.

Traditionally, operations such as playback of archived data have been offered by 

Video-On-Demand systems; these systems aim to provide services similar to a 

neighbourhood videotape rental store and use high-speed network connections. 

Ordinary users, traditionally considered as passive receivers in VOD environments, 

may want to create their own archives; this fact brings up a number of interesting 

issues such as storage availability. They may want to have access to data (via a 

playback mechanism) that they, or some other user, has created; this implies enhanced 

user access and control capabilities. Additionally, the traditional single video and 

single audio streams distributed to thousands of users, are now multiple video, 

multiple audio and possibly multiple shared workspace streams; this stems from the 

multi-source dimension of MBone multimedia conferences and adds a degree of 

complexity to archiving and retrieval operations.

In this thesis I examine in detail the various issues around the recording and playback 

of multimedia conferences occurring over the MBone. I describe how the MBone 

environment, the applications, and the tools used, have a major impact on the design 

of a system for recording and playback of MBone conferences. I have built a system 

that provides recording and playback functionality and use it to identify more 

outstanding problems and propose some solutions.
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In general, a generic recording and playback system for the MBone must satisfy a 

number of important requirements to provide the basic functionality required in most 

potential applications. More particularly, when recording, both audio and video 

streams need to be archived, and possibly also the shared workspace with the 

possibility of preserving stream synchronisation. Real-time media applications may 

generate megabytes of data per second; any recording system must, therefore, be 

equipped with large storage facilities. As some conferences only require a subset of 

the conferees to be recorded, the record mechanism should allow a selection of the 

streams to be specified. Recorded material needs to be retrievable easily by users, 

either for direct playback to the user or for inclusion in ongoing multimedia 

conferencing session. A listing of the recorded sessions available for future playback 

is required, so that users can find the recordings that are of interest to them. During 

playback, VCR-style operations, along with random access capabilities, are 

considered as important features in the applications that utilise the MBone. Moreover, 

the ability to record and replay secure conferencing sessions would be advantageous.

1.1 The thesis

The hypothesis of this thesis is that the simple home VCR model is scaleable to a 

multi-way multimedia conferencing environment, both in terms of user requirements 

and network considerations, and extensible to the provision of multiple recording 

locations.

From this hypothesis, we find that there are three issues to be addressed. The first is 

the user requirements; I identify and analyse in detail the requirements of a recording 

and playback system from a user’s viewpoint. Users expect to have remote access to a 

system that allows them to initiate and control recording and playback operations of 

multiple media from multiple sources. The second issue is network support for VCR 

operations in a multi-way multimedia conferencing environment. I assume that multi

way capabilities will be offered by the underlying networks based on multicast data 

delivery; I then examine the impact of the technologies used in the ‘surrounding 

environment’. The final issue is the extension of the traditional VCR model to 

incorporate multiple recording locations; it stems from the status of the surrounding 

environment and the observations made while experimenting with a prototype
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implementation, developed to address the first two issues. There was a clear need for 

better quality recordings and using multiple recorders was a potential solution.

1.2 Contributions

A detailed study of some of the various open issues in the area of recording and 

playback of multicast sessions has led to work carried out by the author resulting in a 

number of contributions:

• A detailed analysis o f the issues that are o f great importance when the aim is to 

build a complete multicast capable multimedia recording and playback system. 

This analysis addresses application requirements, storage formats and storage 

facilities, security considerations, and how the system is potentially affected by the 

technologies used in its operational environment.

• A novel and flexible client-server architecture for a system [LAM98] to record and 

playback multicast sessions. This architecture consists of a set of independent 

components for recording new data, providing information on recorded data 

(browsing) and playing back recorded data. As components are independent of 

each other, new modules (e.g. for editing) can be added easily. The initial generic 

architecture was initiated by Stuart dayman at UCL. Its realisation was mainly 

my own work; in the process there were substantial extensions to daym an’s 

original ideas.

• A Java-based implementation of a recording and playback system based on the 

client-server architecture designed. The system was used extensively for net- 

based learning, session quality evaluations and recording major events. Recorded 

sessions are available for playback-on-demand through a standalone client or a 

WWW browser-based player.

• A mechanism that facilitates fast random data access. During playback, VCR- 

style random access operations are required; a packet-level indexing mechanism is 

used to facilitate these operations in a quicker and more efficient manner when 

compared to sequential access within the media data files. The indexes contain

13



simple references to the media data packets (i.e. soft links) and thus their size is 

much smaller than the media data stream itself. The way indexes are structured 

enables efficient identification of the required point in the stream providing fast 

random access. Additionally, the indexes can be used to create copies of recorded 

data without copying the actual data; this results in efficient storage space 

consumption during data replication.

• An algorithm for post processing of recorded data to improve the overall quality, 

in terms o f timing within a medium, and synchronisation between media from the 

same sender. Any packet bursts in recordings are removed; this produces smooth 

playback increasing the chances that the replayed packets arrive at the potential 

receivers in a timely manner. A different solution has been devised for each of 

audio and video because of their different timing and data unit characteristics.

• A distributed recording architecture [LAM99] that aims to improve the quality o f 

recorded data when the recording takes place over a ‘problematic’ network. Since 

the best effort delivery model used in multicast communications does not provide 

the QoS required for real-time media, my experiences have shown that recordings 

on a standalone recorder may not be perfect due to packet loss and random delays. 

I extended the simple single recorder model to define an architecture that uses 

multiple recording locations and an agent on the sender hosts to assist in data 

repair. The goal is to provide a complete recording irrespective of the packet loss 

in the network. For this, I designed and evaluated a protocol [LAMOO] for 

performing data repair between a sender and its nearest recorder.

1.3 Overview

This dissertation begins with a general introduction (Chapter 2) on Multimedia 

Conferencing over the MBone; the current status of the technology is examined in 

terms of the protocols being used, the data delivery mechanisms and the quality of 

service experienced. In Chapter 3, I describe applications of multicast multimedia 

conferencing where a recording/playback system can be potentially useful; based on 

those, the requirements for such a system are identified. These requirements include 

not only the functionality wanted in the recording/playback mechanisms, but also 

what is needed from the current multimedia conferencing infrastructure (e.g. the data
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transport protocols). The chapter continues with a brief overview of existing 

multimedia streaming technologies; I briefly discuss Video-On-Demand systems and 

present their most important aspects. I then identify the shortfalls of the early MBone 

recording tools with respect to the requirements identified. Finally, based on existing 

technology and the requirements, I define the scope of my work.

To address the requirements analysed in Chapter 3, the Multicast Multimedia 

Conference Recorder (MMCR) was designed; the system’s design and the prototype 

implementation developed are presented in Chapter 4. The MMCR is a client-server 

based system that supports recording and playback of all types of data that can be 

transmitted on the MBone, including data produced during encrypted conferences. 

The components of the system are described along with the client-server 

communication protocol. The important issues of multicast address allocation within 

MMCR and storage media organisation are then discussed. The indexing mechanism 

and the storage format are described next; I show how the packet-level indexes can be 

utilised to provide random access operations and build hierarchical index structures. 

The prototype implementation is briefly described. The server facilities are available 

for generic access over the network; this enables the user, via the client’s graphical 

interface to remotely initiate and control recording and playback operations and 

browse the contents of the archive. Some issues regarding the recording and playback 

of different media types are then discussed. To end the chapter, I evaluate the most 

significant attempts at recording and playing back multimedia conferencing sessions; 

most systems have similar architectures but the designers concentrated on different 

aspects.

Chapter 5 begins with an evaluation of the prototype implementation of MMCR and 

how it was typically used. I describe a number of measurements to ascertain the effect 

of using the packet-level indexes for random access operations. A time-based index is 

also presented; it is a form of hierarchical indexing. In an analysis of recorded data, 

some important issues are identified that relate to the quality of the recorded data. We 

see that some of the problems of the single recorder architecture are similar to those 

faced by the media tools; packet loss and network delay. I describe some tests that 

show the potential consequences of replaying bad quality recordings; these clearly 

identify the need for achieving better quality. Algorithms that partially remove the
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network delay, ensuring smooth playback, are then presented; video is more complex, 

hence its algorithm is slightly different to that of the audio. At the end of the chapter, I 

explain what can be done with respect to lost packets; data repair mechanisms work 

but only to a certain extent.

In an attempt to reduce the effect of packet loss during recording, I propose the use of 

a distributed recording mechanism. The architecture of this distributed system is 

described in Chapter 6; it consists of a recording archive that uses recording caches 

strategically placed to obtain better quality from participants. The different stages of 

the system’s operation are presented along with suggested mechanisms to achieve 

each stage. The architecture uses a recording agent on each participant’s machine to 

provide missing data to the recording cache and information about the participant’s 

viewpoint. I present a repair protocol that operates between the recording agent and 

the nearest cache, providing online explicit repair of data not received by the 

recording cache. Results showing the behaviour of the protocol are also presented.

Finally, Chapter 7 discusses the outcome of my work. I evaluate my contributions and 

discuss some potential future work that can form an interesting extension to the work 

already carried out. This dissertation ends with a final conclusion.
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2 Background

It is important to provide an overview of the technology that is directly related to the 

work in this thesis. This chapter starts with a general introduction to multimedia 

conferencing and its applications. Then I describe the data distribution technologies 

and concentrate on how IP multicast is used for conferences over the MBone. I also 

look at the software tools used and the applications of this technology to give an idea 

of the type of data that needs to be manipulated by a recording and playback system.

For the rest of this chapter, I emphasise those aspects of the technology which had a 

direct impact on the work included in the thesis. I discuss in detail the data transport 

protocols used in multicast conferences, and review the session management and 

security mechanisms deployed. The issue of Quality of Service is then analysed as it 

plays a vital role in our working environment. Finally, the need for a recording and 

playback facility is identified, based on the potential requirements of the different 

applications of the MBone-based technology.

2.1 An overview of multimedia conferencing technology

Low-cost networks and personal computing facilities that can cope with real-time 

multimedia have encouraged the widespread use of desktop multimedia conferencing. 

A ‘multimedia conference’ is considered as the live interaction between a group of 

individual computer users who are possibly located at different geographical 

locations. During a multimedia conference, users may choose to interact via audio, 

visual and text or graphical communication mechanisms.

In order to participate in a conference, the user’s computer needs to have multimedia 

capabilities. Minimal configuration is required for simply receiving data: a sound card 

with output to a headset or loudspeakers, adequate processing power and incoming 

network bandwidth. To be able to send audio data, a microphone is required; for video 

data, a camera and video capture card are needed. The equipment required is relatively 

low-cost; it is now readily available in all Personal Computers (PCs) and even on 

some Personal Digital Assistants (PDAs). That is one of the major reasons that 

multimedia conferencing is gaining in popularity.
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2.1.1 Media and Applications

The media used in multimedia conferences can be categorised under two generic 

types. One type is ‘real-time’ media (such as audio and video), also known as 

‘continuous’ media. The other media type is ‘near real-time’ (such as shared 

workspace and presentation data). In many cases, a multimedia conference consists of 

audio and video and occasionally includes shared workspace media (e.g. an interactive 

drawing tool or a shared text editor) and presentation streams (e.g. a slide presentation 

tool).

For most applications, audio is the most important of the media, as it naturally forms 

the basis of communication. Audio data is generated by a speaker’s microphone; the 

audio tool packetises the data and sends it to the network. In a similar fashion, the 

video camera and the video tool are used to transmit the user’s image and motion. As 

audio is vital, video quality is sometimes sacrificed; high quality video consumes a lot 

of processing power and may require more bandwidth than is available. Both audio 

and video are real-time media; their main characteristic is the stringent timing 

constraints on data delivery. The receiver has to provide a continuous data 

presentation (hence the name “continuous media”) to maintain interactivity; for this, 

latency must be kept at relatively low levels [BRA71]. Packets arriving very late for 

processing are discarded; some loss of data is therefore tolerated provided that the 

result is intelligible.

Shared workspace media are used mainly for collaborative text editing and for 

interactive drawing. Users have access to a ‘shared canvas’ area where they can draw 

diagrams or type text; they observe each other’s activity in the tool running on their 

local host. Usually, in these media reliable data delivery is required as future data may 

be closely related to past data. In many cases, reliability is achieved using a data 

retransmission mechanism; some extra latency is tolerated for this purpose.

Presentation data may also be transmitted during a session. It may consist of WWW 

page content or other presentation formats (e.g. files, share price updates etc.). In 

some versions of conferencing, presentation material is sent using the video tool; in 

others, a separate tool is used. Here, the latency is less important than reliable
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transmission, which is again achieved based on data retransmission.

Multimedia conferencing is being used in a variety of applications [KIR95]. These 

range from simple one-to-one interactions (e.g. extending a simple vocal conversation 

to include images), to one-to-many broadcasts (e.g. seminar broadcasts), and to small 

group many-to-many interactions (e.g. collaboration meetings). Obviously, not all 

applications will make use of all the different software tools. Moreover, a tool may 

play a different role in a different application. For example, a shared workspace tool 

can be used for providing feedback on the quality of audio and video; in this case it 

may only be important for the administrators. In a different application, a shared 

workspace tool may have a more important role; a teacher may write questions and a 

student is expected to complete the answers.

In some applications, there is a need to introduce existing material from outside the 

on-going live session. This can be archived content such as presentation data or a past 

multimedia session which was recorded when it occurred. This spurs the need for a 

recording and playback mechanism which is the main subject of this thesis.

2.1.2 Data distribution technologies

The underlying data distribution mechanisms play a vital role in a multimedia 

conference; data from a sender must be delivered efficiently to its intended recipients. 

Without an efficient and scaleable data distribution mechanism, the quality of data 

will probably be degraded and the technology would be considered a failure. The 

mechanisms become more significant as the number of participants in the conferences 

grows. A different data distribution method may be used in different scenarios 

depending on the number of potential senders and receivers.

There are three basic ways of achieving data distribution. The first, requires senders to 

send the data directly to every recipient in a separate one-to-one stream. In the second, 

each sender sends its stream directly to a distribution host, which in turn forwards the 

data to each recipient in a separate one-to-one stream. Finally in the third, the network 

performs the multiplication of data; routers co-operate to deliver the data to its 

recipients. Of course, it is possible to use a combination of two or all three of those 

mechanisms.
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Early conferencing systems were based on unicast solutions where data distribution is 

based on the second method above. The most significant is H.320 [ITU96] that was 

adopted by the ITU in 1990; it sets standards for supporting small multi-party audio 

and video conferences over ISDN channels or high-speed Local Area Networks 

(LAN). H.320-based conferences consist of a small number of participants and 

operate in a point-to-point fashion (similar to telephone conferencing) using a multi

point control unit (MCU).

It was soon obvious that the early systems incurred many overheads during the session 

set-up phase, had scalability problems, and could not cope very well during failures. 

Especially in cases where large numbers of participants were involved, a lightweight 

session philosophy seemed more appropriate. The concept of IP multicast was 

proposed by Deering [DEE89] and is based on this philosophy. There is no need for 

explicit membership control and users can easily join and leave a session. It is also 

easier to replicate the data at the network level rather than the end-systems. Data 

traverses each link only once, preserving valuable bandwidth. The use of multicast 

greatly decreases network load and also guarantees smaller sender-side connection 

maintenance costs.

In 1996, the ITU adopted H.323 [ITU96b], another umbrella recommendation that sets 

standards for packet-based multimedia communication across IP-based networks. The 

H.323 standards are considered by the ITU as important building blocks for a broad 

new range of collaborative LAN-based applications using voice, video and data. 

H.323 establishes the role of a gateway that will connect H.323 LAN-based systems to 

each other over the WAN; broadcast capabilities can be made available that way. 

Even H.323-based workstations have been recently made interoperable with multicast. 

However, commercial systems normally do not utilise multicast capabilities; they 

normally have a requirement to combine with H.320 systems and hence require the 

use of unicast and MCUs. H.320 systems continue to be used partly for historical 

reasons and partly because it is easier to guarantee Quality of Service than with the 

best-effort IP.

In this thesis, I concentrate on multicast-based conferencing. It is designed to support 

one-to-many and many-to-many data distribution. It is highly appropriate for
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continuous media interaction between medium sized groups (4-10 members) or for 

broadcasts, as it can easily scale to very large groups. Another distinct advantage of 

multicast technology, is that it readily allows the introduction of new media types and 

applications as they are devised. A drawback is that the Quality-of-Service (QoS) is 

sometimes not of the required standard; quality is expected to improve since the next 

generation of networks is built with explicit support for multicast communications.

2.2 Multimedia Conferencing over the Multicast Backbone (MBone)

The initial deployment of IP multicast in 1991 led to the creation of the Multicast 

Backbone (MBone). The MBone [ERI94] is an overlay network over high-speed parts 

of the Internet that provides scalable and efficient multi-way data distribution. Instead 

of each user in a conference connecting to every other user, MBone users join a 

multicast group. By doing this, they are considered a member of the group as they 

express an interest in receiving the data transmitted for that group. Data sent by a 

group member, is received by all the other members of the group.

A significant event in the development of the MBone occurred in 1992 [CAS92]; IP 

multicast was used to distribute live audio from the Internet Engineering Task Force 

(IETF) meeting to approximately 40 sites; this distribution is now a regular feature of 

all IETF meetings. The use of the MBone has grown especially in research 

environments [KIR95] during the mid-nineties. A typical multimedia conferencing 

session on the MBone consists of audio and video, and shared workspace media. The 

broad range of possible applications of multimedia conferencing includes distance 

learning (students at remote sites interact with the teacher), major event broadcasts 

(e.g. viewing NASA space shuttle missions) and interactive discussion or consultancy 

(e.g. research collaboration meetings).

The international MBone became very unstable during the late nineties as the National 

Research and Education Networks (NRENs) adopted different multicast routing 

protocols and there was little coordination. The situation is nowadays improving 

because of the availability of extra bandwidth and closer international collaboration.
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2.2.1 The MBone conferencing tools

In general, to participate in an MBone session users will need to run a set of software 

tools that incorporate multicast capabilities. Typically these tools are: an audio tool for 

speaking to and hearing from the other participants, a video tool to send and receive a 

live video stream, an interactive shared workspace tool for viewing and editing 

documents and a mechanism to obtain information on the session in which they will 

participate.

Obviously, not all media tools are always required; the set of tools used may differ in 

different application scenarios. Separate tools allow users a selection of media, which 

retains flexibility. For example, it is possible for a user on a low bandwidth link to join 

a session only on the audio stream - thus being able to participate in the session 

without the video stream. In some cases the data transmitted is confidential; a data 

encryption mechanism is used to protect the data.

Multicast-enabled conferencing tools for use with the MBone have been written and 

improved continuously by their developers over the past decade. New tools are still 

appearing and have become widely available (in the public domain) on most operating 

system platforms offering users a choice of audio, video and shared workspace 

facilities. Although the major usage of the tools is in multicast mode over the MBone, 

most can also operate in point-to-point unicast mode. From this growing group of 

publicly available tools, a few are the most commonly used, either because they were 

amongst the first ones that emerged, or they offer significant technology 

enhancements.

For video, ‘vie’ [MCC95] from Lawrence Berkeley Labs (LBL) is clearly superior to 

older tools [FRE93] mainly due to its graphical user interface. To reduce bandwidth 

requirements, ‘vie’ has been using the H261 [ITU93] video compression scheme 

which uses substantially less processing power for real-time encoding than full-motion 

MPEG [LEG91] video and only transmits the parts of the picture that have changed; 

full frames are infrequently transmitted. In recent versions of ‘vie’ high quality codecs 

have been added that use higher bandwidth but provide superior quality; the frame-
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rate, bandwidth and video quality, are all adjustable to suit different user 

environments.

For audio, there are more tools available but ‘vat’ [JAC92] (again from LBL) was the 

most popular for many years though it has been replaced largely with ‘rat’ [KOU98a] 

from UCL which was developed later. Both tools use a number of different 

compression schemes and a packet buffer to enable smooth presentation of incoming 

audio. In spite of the enhancements in the tools, insufficient audio quality was still a 

major problem due to packet losses. ‘Rat’ has gained in popularity as it is using 

additional mechanisms to compensate for erroneous network behaviour.

In shared workspace applications, the tools present a working document that can be 

edited by the session participants. The user currently making modifications is 

identified at the remote sites. ‘Whiteboard’ (or ‘wb’) [FL097] developed at LBL and 

the ‘Network Text Editor’ (‘nte’) [HAN97a] developed at UCL, are the two most 

widely used tools. They complement each other in terms of functionality so the 

different types of applications use the tool most suited to their needs. The necessary 

functionality to draw and write on a shared ‘canvas’ or import postscript images 

(useful for presenting slides) is provided in ‘wb’. On the other hand, ‘nte’ allows 

shared editing of text documents; these can be created during the session or be 

imported as simple text files. During a session, the documents and drawings created in 

‘wb’ or ‘nte’ can span multiple pages.

Finally, there is a category of tools whose functionality centres on announcing 

conferencing sessions. A session organiser creates a description of an upcoming 

session which is then advertised (i.e. broadcasted) at regular intervals. Each instance 

of the tool monitors announcements by joining a specific multicast address and 

displays a listing of currently advertised sessions; the information in the 

announcements enables users to join a session.

The first session announcement tool released was Session Directory (‘sd’) [JAC] from 

LBL. Later, ‘sd’ was superseded by ‘sdr’ [HAN97b] from UCL which offers more 

functionality including detailed session description announcements (with the 

possibility of encrypted announcements) along with the ability to invite a user to join a
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specific session. A user can select to join a session and ‘sdr’ will automatically start 

and configure all the appropriate media tools needed to participate in that session. As 

an alternative, a number of server-based tools have been developed. One of these is 

the Sdp PARser (SPAR) and the secure conference store at UCL [SPAR]; they enable 

users to view announcements and join sessions via their WWW browser.

As we shall see in Section 2.4, the conferencing tools use a variety of underlying data 

transport protocols mainly due to the different characteristics of the various media. 

Audio and video applications mainly use the Real-time Transport Protocol (RTP) 

[SCH96] that is designed for transporting real-time data over the internet. Shared 

workspace applications need reliability in data delivery as an inherent part so special 

mechanisms to achieve that are deployed.

2.2.2 Availability of MBone conferencing

As already stated, a collection of MBone conferencing tools is publicly available. The 

bandwidth requirements for these tools can be relatively low by current standards; this 

has allowed a variety of applications to utilise the MBone. Each video source requires 

only about 128 Kbps at a rate of 10 frames per second. The audio requires about 30-64 

Kbps for telephone quality speech communication. Shared workspace tools usually 

only need a few Kbps to provide full functionality. The 128-256 Kbps bandwidth is 

the minimum required for all these media together; however higher quality can be 

obtained by using more bandwidth. Indeed, in some applications hundreds of Mbps 

have been used. Obviously, the bandwidth used depends on the quality of the data, the 

encoding used, the power of the workstation, and the availability of special purpose 

compression hardware.

The technology can be utilised by a diverse set of applications; from a simple one-to- 

one interaction to an event broadcast with thousands of receivers. Obviously, each 

application has its own set of requirements from the technology. For example, a 

unified user interface that incorporated all the tools was used during some distance 

learning projects [BUC95]. It was built to provide novice users with enhanced 

usability of the conferencing tools; it does not impact the data transmitted, stored or 

retrieved. The potential applications and their requirements are analysed in Chapter 3.
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2.3 The IP Multicast model

The MBone provides efficient and scaleable multi-point packet delivery by utilising 

the IP multicast mechanism. The simultaneous multi-way interaction of potentially 

large numbers of participants in a session would not be cost effective if every 

participant had to transmit data to every other participant using separate one-to-one 

data flows. Instead, the use of IP multicast allows a sender to send data to multiple 

recipients without addressing them individually; it never needs to know who the 

recipients are. In the same manner the recipients, do not need to know who or where 

the senders are in order to receive data from them.

Traffic from the media tools is generated by creating units of playout data (such as 

frames for video); these units are split into packets which are then sent onto the 

network. Multicast-capable routers only forward data to sites that have expressed an 

interest in the material. Data is replicated in the network at appropriate points rather 

than in end-systems so neither senders nor receivers are involved with the network 

topology. There are certain requirements of hosts for multicast routing [DEE95] and 

there are many mechanisms [DEE91, BAL97, DEE97, KUM98] that have been 

proposed for multicast routing. These, perform the task of setting up the data 

distribution trees from senders to receivers.

All participants in a session join the same ‘multicast groups’ to send and receive data 

to, and from, all the other participants. A multicast group is characterised by a unique 

multicast address (a class ‘D’ IP address) and port combination. All instances of a 

conferencing tool are started on the same unique address and port pair allocated for 

that medium. For example, in a typical videoconferencing session consisting of audio, 

video and shared workspace, the audio tool joins at 224.2.3.4/5678, the video tool at 

224.5.6.7/3456 and the shared workspace tool at 224.5.6.7/3460. It does not follow 

that the address for all media in a given session must be the same with only the port 

different. Note that in the example addresses given, the address is the same for video 

and shared workspace but the port changes. In other conferences, both the address and 

port may change. In any case, any address/port combination can be used as long as it 

is unique (i.e. not being used concurrently in a different session).
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Furthermore, each tool may use more than one port that is not always advertised. The 

tools usually send data to one port and non-core data to another port. The non-core 

data commonly consists of session information, such as the username of the sender or 

some statistics regarding the quality of the received data. The session messages are 

sent at low bandwidth, as they are secondary to the real data. It is most common for 

the session message port to be one higher than the advertised port number. So for 

previous example, the session messages for audio would be sent to 224.2.3.4/5679.

Multicast data is sent using the User Datagram Protocol (UDF), which provides a 

best-effort delivery service. The use of a reliable delivery protocol, like TCP, is 

prohibited as it would introduce extra latency. This has a number of implications for 

real-time media (e.g. audio, video); some packet loss and delay can be tolerated. Other 

applications and media types, can tolerate some additional delay and use mechanisms 

to ensure reliable data reception.

2.4 Data transport protocols

The multimedia tools use data transport protocols to provide information on the media 

data contained in the data packets. An overview of these protocols is presented here; it 

provides an indication of the varying data types and formats that the recorder and 

player are expected to handle. The transport protocols act like a communication 

mechanism between the instances of the tools that run on different hosts. They are 

usually designed to provide a continuous, real-time stream (for audio and video) or a 

reliable delivery service at the application level (for shared workspace and 

presentation data). Information provided by the protocols enables the receiving tools 

to reconstruct the media stream at the local host and present it to the user.

2.4.1 Real-time Transport Protocol

The Real-time Transport Protocol (RTF) was designed within the IETF to support the 

lightweight session conferencing model. It is specifically used on top of UDF for 

transporting data with real-time characteristics (e.g. audio and video) using either 

multicast or unicast communication. It provides information on the type of data
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contained in the packet, the sender, as well as timing and sequencing details. The 

second version of RTF, as defined in RFC 1889 [SCH96], was standardised in 1996 

and has been universally adopted by most tool developers both in research (e.g. ‘vat’, 

‘rat’, ‘vie’) and commercial (e.g. RealAudio [REAL]) environments.

RTF is used with an associated control protocol, the Real Time Control Frotocol 

(RTCF). RTCF provides session membership information (e.g. participant’s username 

and email address) as well as data reception statistics (e.g. average loss observed). The 

RTCF packets are only periodically generated; as the number of session participants 

increases, the frequency of RTCF packet transmission decreases. This keeps the 

RTCF bandwidth usage at low levels (typically no more than 5% of the total session 

bandwidth) and allows scalability to potentially thousands of receivers.

The media data generated by the sender’s data capture devices is split into small 

chunks. How the data stream is fragmented, depends on the media encoding type; 

RTF itself does not define any behaviour and handling of data types per se. Special 

profile specifications exist that provide developer guidelines for the transport of the 

various data payload formats using RTF [SCH96b]. Each data chunk is preceded by 

the RTF header; both the RTF header and media data are encapsulated in a UDF 

packet which is sent to the network. RTCF packets containing session information are 

also sent to the network within a UDF packet. The two protocols operate 

simultaneously at different ports hence RTF-compliant tools use more than one 

multicast address/port combination.

Although RTF provides end-to-end network transport functions suitable for 

applications transmitting real-time data such as audio and video, it is independent of 

the underlying transport and network layers. The use of RTF/RTCF over UDF does 

not guarantee quality of service; delivery is not guaranteed and delay may not be 

bounded. Interactive use of real-time media means that round-trip delays greater than 

a few hundred milliseconds cannot be tolerated as they might interrupt interactivity. 

On the other hand, a small amount of loss does not have catastrophic consequences.
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2.4.2 Reliable Multicast

In some types of applications reliable data delivery is an inherent part; new data 

transmitted may well be closely related to past data (at the application level). This 

implies that all data previously transmitted must be present, otherwise future data may 

be useless; an example is an annotation on a slide that is partly missing. A reliability 

mechanism is deployed (on top of UDP) to ensure that all users will eventually have a 

complete set of the data transmitted since the start of the session.

Because of the functionality required, the approach varies from tool to tool [LEV98] 

but the general idea and goal are the same: to guarantee data delivery usually by 

issuing a request for lost objects which are then retransmitted. Two widely used 

shared-workspace tools, ‘wb’ and ‘nte’, use a reliable multicast mechanism. Both 

mechanisms include the facility to request and retransmit parts of objects (for 

example, a whole page, a sentence, a letter, a line etc.) that get lost in the network; 

‘wb’ relies solely on requests and retransmissions whereas ‘nte’ enhances reliability 

by including past data along with the current data packets. The packet formats of the 

application-level protocols are designed to contain enough information for identifying 

the various data objects (and their parts) and supporting the requests and 

retransmissions of partial object data.

The Scalable Reliable Multicast (SRM) [FL097] protocol is perhaps the most well- 

known example of a reliable multicast protocol; it is used in ‘wb’. In SRM, every 

instance of the tool monitors data reception and issues retransmission requests for any 

data it has not received. These requests are fulfilled by the nearest upstream session 

participant (that has actually received a copy of the requested data) or the original 

sender. To avoid request and retransmission implosions, each instance of the tool 

waits a random time before it sends a request or retransmission for some data; it 

abandons this action if it sees that another instance of the tool has already done so.

In addition to shared workspace and document editing, reliable multicast technologies 

are used for data distribution (e.g. live share price updates). An example protocol is 

RMTP [PAU97] that provides sequenced, loss-free delivery of a data stream from one 

sender to a group of receivers. RMTP is based on a multi-level hierarchical approach.
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in which the receivers are grouped into a hierarchy of local regions. The use of a 

designated receiver in each local region helps to decrease end-to-end latency and to 

avoid acknowledgement and request implosion problems. A packet-based selective 

repeat retransmission scheme is used for higher throughput.

The use of reliable multicast mechanisms for maintaining consistency at all 

participating hosts, has inevitably relaxed delay requirements; speed of data delivery 

is sacrificed to ensure reliable delivery and scalability. This is because additional time 

is required to perform the request and retransmission phases. Attempts to standardise a 

reliable multicast protocol in a way analogous to RTF have not been finalised; it 

seems to be impossible to devise a single protocol to satisfy the diverse set of 

applications.

2.5 Session Management protocols

Apart from the data transport protocols, other standards used in multimedia 

conferencing can influence the design and operation of a recording and playback 

system. There is a suite of protocols that are mainly used during the set-up phase of a 

session; they provide potential participants with the necessary information to join the 

session when it takes place.

The Session Description Protocol (SDP) [HAN98] is an IETF standard for describing 

conferencing sessions. A Session Description includes general details like the title of 

the session, a short description, and the contact details for the organisers. Detailed 

session and media information is also present; it comprises of the likely start and end 

time for the session, and the name, type, and multicast address for each medium in the 

session.

The Session Announcement Protocol (SAP) [HANOO] is a standard for announcing 

sessions and the Session Initiation Protocol (SIP) [HAN99b] is used for inviting 

particular entities to join a session. SAP and SIP use SDP to provide the session's 

details. All three of SIP, SAP and SDP are used within ‘sdr’ and other ’’session 

directory” type tools and services. In practice, SIP has been proposed very
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energetically in the IETF for cellular and IP telephony. Only a very early form of SIP 

is used in ‘sdr’. While other protocols exist they were not considered.

As sessions usually consist of multiple media, many parameters are required to set-up 

a session announcement. Having access to a session description allows the extraction 

of the necessary parameters required to automate the initiation (start-up) of the tools 

on the user’s host i.e. the necessary address/port combinations and encoding 

algorithms are extracted from the Session Description. This is quite important for 

users, since they can start the media tools they need to join a session without any 

knowledge of the underlying technology.

2.6 Secure Conferencing

The lightweight session model used in the MBone, allows anyone to ‘join’ an ongoing 

session and receive data. In some cases (e.g. for commercially sensitive data), there is 

a need to maintain data confidentiality by limiting access to authorised individuals. 

The media data transport protocols described earlier, do not include any security 

features; these are provided by the application or the underlying network. Both 

mechanisms are mentioned briefly here but for the work in this thesis, and as far as the 

data transport protocols are concerned, it is assumed that security is provided at the 

application level. A detailed description of the security infrastructure for the MBone is 

given in [KIR99].

Data encryption is a secure conferencing mechanism that provides data protection at 

the application level. Every media tool encrypts the data packets in the stream before 

transmitting them to the network. Authorised recipient tools decrypt the packets using 

the decryption key and then present the data to the user. Key distribution occurs 

outside the session (e.g. via email, paper etc). Encryption does not allow people who 

do not have the appropriate keys to participate in the session. An unauthorised user 

who gains access to the multicast addresses of the session can join and receive the 

data; however, the data is useless as the media tools are not able to decode it without 

the decryption keys. As an additional measure, announcements for the existence of 

encrypted sessions may also be sent out in an encrypted form.
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An alternative form of data protection, is IP Security (IPSEC) [THA98] that operates 

at the network layer. It involves encrypting and decrypting data at the packet level, 

with processing done at the first and last nodes. IPSEC is more frequently used to 

create Virtual Private Networks (VPNs) that use normal internet connections.

2.7 Quality of Service in IP multicast

Due to the connectionless nature of conferencing over the MBone (i.e. the use of 

UDP) there is no Quality-of-Service guarantee. The underlying cause is network 

heterogeneity. The network infrastructure consists of links with variable bandwidth 

capacity along with routers and switches that do large amounts of processing. These 

devices have limited buffering and processing capabilities; as a result, packets are 

randomly delayed or even lost en route from the senders to the receivers degrading the 

quality of the media data.

Media application developers are aware of the potential data quality problems and try 

to design tools that cope with them. The general characteristic of tools for real-time 

media is that a small amount of loss can be tolerated but delays must be strictly 

bounded. On the other hand, delay is not so important in reliable multicast media and 

losses are repaired with retransmissions. Where reliability is an absolute requirement, 

it is guaranteed at the application level. The impact of loss and delay is quite 

important in real-time media as their effect cannot always be eliminated or ignored. 

Clearly all media types would benefit from error-free networks.

Network delay can vary dramatically and can cause interactivity problems in real-time 

media. Packets may arrive at receivers in bursts (i.e. very near to each other), with 

unpredictably long time gaps between them, or even out of order. To compensate 

against delay variability, designers of media tools use playout buffer mechanisms that 

attempt to hide any bursty packet reception and present the stream to the user 

smoothly. To maintain interactivity, the tool cannot wait indefinitely for packets. On 

occasions where a packet is delayed much longer than its near predecessors, it is 

considered as lost and the stream is presented to the user incomplete. If the delayed 

packet is received subsequently, it is simply discarded. High end-to-end delays (more 

than a couple hundred milliseconds) cannot be tolerated.
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Packet loss is another cause of quality degradation. A number of recovery schemes 

exist that are either receiver-based or sender-based [TOW97]. Some schemes are 

specifically designed for reliable multicast applications [LEV98] and others try to 

support real-time applications [HOD98]. A mechanism commonly used in the latter is 

Forward Error Correction (EEC) [ROS99]; it includes previously sent data along with 

new data to enable receivers to perform some recovery. A form of EEC is audio 

redundancy that is used in the ‘rat’ audio tool [KOU97b]. A new audio packet also 

incorporates a low quality version of an earlier audio packet. This is usually the 

immediate predecessor although other schemes have been proposed (e.g. include the 

third or fourth predecessor packets or even multiple ones). Information in the RTF 

header allows receivers to discover missing packets. When a receiver discovers loss, it 

attempts to repair the stream using the built in redundant data thereby compensating 

partially for packet loss. If heavy losses occur, EEC will most likely not be able to 

recover all missing packets. EEC is really a broad term and is also used in other media 

types (e.g. nte) possibly in combination with other schemes. The use of redundancy 

has also been proposed to repair losses in video streams [LIUOO].

A potentially easy solution for reducing the possibility of loss and delay is to decrease 

the media data transmission rates (and hence their quality). It is unfair though for 

users on high bandwidth links to depend on the capabilities of users on low bandwidth 

links. To cater for all users, the use of layered encoding has been proposed [MCC96]. 

The data is split into a number of exclusive but additive layers; each layer is 

transmitted on a different multicast group. Receivers opt to receive the number of 

layers that their network connection can handle; the more layers a receiver joins, the 

better the data quality observed. The use of layered encoding does not solve the 

problem completely, as the behaviour of the network is unpredictable and losses can 

still occur. Additionally, in shared workspace media, reducing the data quality or 

using layered encoding is clearly not an option, as the stream is needed as a whole.

In addition to the application level, the Internet community is currently considering 

mechanisms for providing Quality of Service (QoS) at the network level. Integrated 

Services (Intserv) [INT] provides a small discrete set of qualities suitable for different 

traffic types. Differentiated services (Diffserv) [DIE] provides different classes of
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service, which may have identifiable characteristics, or may just be able to provide a 

better service for one flow compared to another. Applications that need high 

bandwidth can use the Resource Reservation Setup Protocol (RSVP) [BRA97] to 

reserve the required bandwidth. RSVP provides a mechanism by which an admission 

control request can be made and if sufficient capacity remains in the requested traffic 

class then a reservation for that capacity will be put in place. This allows flow 

identification and classification to ensure that when prioritised, real-time traffic is 

minimally delayed.

From the schemes proposed, Diffserv looks to be far easier to deploy, as it aggregates 

traffic and provides class of service on the aggregated group, rather than the 'per flow' 

basis used by reservations. It is not certain which scheme will emerge as the favourite 

and a combination may also be deployed. Eventually, there will be a spectrum of 

quality and cost choices; often, different choices will be made by different users in a 

multicast group. However, no QoS mechanism has been widely deployed yet.

2.8 Motivation for recording and playback of media streams

Experience of multimedia conferences [SAS94] over the MBone indicates that there is 

a need for a mechanism to record and play back the media data. The ability to provide 

users with pre-recorded content is important. Many applications already exist that 

serve users with existing content in a Video-On-Demand [CLE95] fashion. The 

MBone based applications described briefly in this chapter can find a similar playback 

service useful. The most obvious scenario, is during an ongoing MBone conference 

where one may introduce pre-recorded clips. Another, is the replay of important 

events (after they occurred) enabling more users to ‘watch’ them.

Moreover, some applications may need to utilise a recording service i.e. enable end- 

users to create their own content by recording live sessions. For example, a user may 

need to record a conference that is not possible to participate in; the recording can be 

played back at a more convenient time. A student taking part in a distance learning 

session may record the lesson for revision purposes; there are many potential uses.
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When considering the different recording and playback scenarios it is important to 

examine in detail the needs of the users and the impact of the technology in the 

operational environment. In the MBone, there is a multitude of applications. These 

applications use different combinations of the media available. Each one of these 

media has its own characteristics which have to be taken into consideration when 

recording or playing back. Also highly important, are session management 

mechanisms, security, and the Quality of Service offered by the underlying networks. 

The impact of all these issues is analysed in the next chapter. Through a detailed study 

of the different applications of multimedia conferencing over the MBone and the 

infrastructure technology, the exact requirements for recording and playback are 

identified.
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3 Requirements for a recording and playback system

It is always vital to consider the potential applications and the users when defining the 

requirements of a system. Clearly, many current and potential applications of 

multimedia conferencing over the MBone, may need a system capable of recording 

the contents of a session and playing back recorded sessions. In general, these 

applications would expect a recording and playback system to handle all the different 

media types involved. The system must also be remotely accessible to allow 

authorised users to create and access material irrespective of their location.

In this chapter, I describe in detail some applications of Multimedia Conferencing. 

Within the context of these applications, I identify cases where recording of a session 

may be required and cases where an existing recording will be useful to be played 

back in the future. Clearly, many classes of applications are possible; I mention here 

ones in which we have been involved with at UCL and have a clear understanding of 

what is relevant.

Based on the potential needs of the applications discussed, I present a list of relevant 

requirements for an MBone recording and playback system. I consider first the 

recorder and then the player. We then discuss other relevant requirements which relate 

to the ‘environment’ that a recording and playback system will operate. Traditional 

Video-On-Demand systems are also studied to identify similarities and differences in 

the requirements. The first attempts at developing MBone recording and playback 

systems are then examined, to gauge how their functionality satisfies the requirements 

identified. Finally, the scope of my research is determined; I decided to concentrate on 

a number of the issues raised and avoid areas where extensive relevant work has 

already been carried out.

3.1 Applications and their requirements

The various applications of multimedia conferencing include distance learning (e.g. 

students at remote sites interact with the teacher), major event broadcasts (e.g. NASA 

space shuttle missions) and interactive discussion or consultancy (e.g. research 

collaboration meetings). The applications mainly differ between them in the number
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of total participants, the number of active participants and potentially the media used. 

Generally, in the categories of applications discussed below, low packet loss rates can 

be tolerated as long as the media tools can present the data at quality levels reasonably 

close to what is expected by the users.

Of all the media used, audio is the most important [WAT96] in the majority of 

applications, as it naturally forms the basis of communication. Shared workspace is 

often quite popular due to the functionality it offers, its low bandwidth requirement 

and the reliable data delivery facilitated by the tools. In many cases, video is not 

highly important; it is often used at low quality transmission rates (a few frames per 

second) to avoid causing problems to the audio where there are bandwidth limitations. 

Where bandwidth availability is not an issue, high quality video can be extremely 

informative (e.g. using remote surgery for training purposes).

The number of total participants varies greatly between different applications and can 

potentially be in the order of thousands; in this case there is usually only one main 

active source. Where there are multiple active sources (up to a maximum of 15 based 

on past experiences) the set of participants will in most cases mainly consist of these 

active sources, with the possibility of a few more which are inactive.

Many applications require a recording service that can record all the data generated 

during the session; this data may have a multi-source dimension. Through a playback 

service, users expect to have access to previous recordings for replay either directly to 

their host or to a new multicast session. In this section I describe in detail some of the 

most popular applications of MBone conferencing. Along with each application, I 

examine why it may need a recording facility. I also identify situations where, within 

the context of the application, playback of a previously recorded session is useful. 

This can occur in two modes: in ‘unicast mode’, where there is only one recipient for 

the playback, and in ‘multicast mode’ where the player sends the data to multiple 

users. In the latter case, the player acts as a new source in an ongoing multicast 

session.
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3.1.1 Distance learning

A common use of multimedia conferencing is for distance learning, where teachers 

give courses to students at remote sites. A lesson may consist of audio, video, slide 

transmission, and text editing. In the scenario considered here, the number of students 

is between three and seven in most cases; they are located at sites different to that of 

the teacher and interact actively with the teacher.

Through a case study, we will see how a recording of the lesson series can be regarded 

as ‘the perfect notes’ and how it can be utilised in the future. The purpose of the 

ReLaTe [BUC95] project was to pilot remote language teaching which is a real-life 

application of distance learning. Small group tutorials were ran using geographically 

distributed real language teachers and students.

The audio tool was used for generic communication but mainly for reading the various 

words and phrases which were written on the shared workspace tool. Students were 

also given questions which were written on the shared workspace tool; they had to 

write but also speak-out the answer. Video was also used and was quite important 

here. The visual image of the teacher becomes as vital as the audio in this application, 

since the movement of the lips is crucial for pronunciation purposes and it helps in 

recognising words and phrases more easily. For the students, it is important that 

hearing the teacher say a word coincides with seeing him or her saying that word. The 

audio and video conferencing tools co-operate in an attempt to present the data in this 

synchronised manner [KOU96].

In this form of distance learning, both the students and teachers need the ability to 

review past lessons using a playback tool. Students may need access to the recorded 

material to review parts that they did not fully understand at the time the lesson 

occurred. The recordings of the teaching sessions provide access to the full material. 

Their availability can be vital to students who have missed a number of lessons or 

have joined the course late, as it will enable them to catch up with the rest of the class.
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Students can replay the session at their own convenience; having direct control of the 

player, allows the student to observe or review the parts of the lesson required. In this 

case it is more suitable that the server sends the data just to the student’s machine in 

unicast mode, as nobody else requires the stream at the time. It is preferable that the 

student’s machine is on the same network as the player but in many cases this may not 

be possible (e.g. when the student is connected to the internet via a modem).

After reviewing a recorded lesson, a student may still be unclear about some parts. 

During the next live lesson, for example, the student may replay those parts and get 

further explanation from the teacher. This replay will be in multicast and will be 

received by the teacher as well as all the other students in the live session.

On the other hand, the teacher may also find replaying an existing session in unicast 

mode quite useful; for instance, to identify where students had difficulties with the 

material. By replaying these parts to the students as part of a future lesson (in 

multicast mode), the teacher can help the students understand the material better. 

Moreover, a teacher can use a recording to gauge the comprehension of the students; a 

replay for this purpose would usually be done in unicast mode unless there are 

multiple teachers taking part in the student assessment.

3.1.2 Seminar and event broadcasts

Another way of utilising the MBone is for one-to-many broadcasts where data from a 

single source is multicast to potentially thousands or even millions of receivers. These 

broadcasts can be seminar broadcasts (e.g. lectures on important topics), broadcasts of 

important events (e.g. NASA space shuttle missions) or even live broadcasts of 

medical operations for training purposes (e.g. surgery).

For example, during a seminar, audio is used to deliver the speech and video to 

convey a visual image of the speaker. The slides are presented in the shared 

workspace tool where the speaker may also add notes during the talk. Audio quality is 

important here; video quality is not always so important but may be significant during 

the broadcast of an important event (e.g. space shuttle mission) or a training seminar 

(e.g. surgery). In this application, absolute media synchronisation is not needed.
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In some cases, (e.g. training seminars) there may also be interaction from the receivers 

that makes these scenarios similar to those of distance learning. This interaction 

usually occurs for a small period of time, near the end of the broadcast, and is in the 

form of a “question and answer” session.

Again, recording the session will allow those who have missed the original event (e.g. 

because of a time difference, bandwidth limitations, network problems etc.) to replay 

it at a time more suitable for them. For the same purpose, a re-broadcast of the event 

can be scheduled and ‘advertised’ by the organisers for users to join; this will usually 

be done to satisfy a potentially large group of users.

Additionally, recorded seminars and important events can be replayed for anyone who 

wants to review the content or as part of a discussion in a future session. In the first 

case the playback should be in unicast mode, if there is a single recipient, or in 

multicast mode for multiple recipients. In the second case, the playback should be in 

multicast mode and the playback controller will most probably need to access only 

specific parts of the recorded session. Similarly, recordings of training seminars can 

be replayed as new material to a new group of trainees, or for evaluation purposes.

3.1.3 Collaboration meetings

The MBone is also used for collaboration meetings. In this application, there is group 

interaction between the, usually 5 to 20, participants in the meeting. As is the case 

with remote teaching, there are multiple data sources. The meeting coordinator is 

expected to be the most active source; the other participants are also important 

contributors. The meeting will consist of an audio session, a usually low quality video 

session and a shared workspace session for distributing the agenda and/or making 

notes. As expected, audio must be comprehensible to maintain interactivity but video 

is not usually so important.

A recording of the meeting can be reviewed later by the coordinator (in unicast mode). 

This can help to ensure that the minutes of the meeting are complete and the technical 

contribution of each participant is on record. The recording may also be introduced in
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a future meeting (obviously in multicast mode) either for further discussion of 

outstanding issues, or as part of a progress review process.

3.2 Recorder Requirements

In general, a recorder must be capable of recording all participants in a multimedia 

conference. The recorder must deal with both the multiple media within each 

conference, and the multiple sources for each of the media. The data must be stored in 

such a format that the contribution of each participant is easily identifiable. Even 

though only some of the facilities mentioned in this section are required in any 

specific multimedia application scenario, they should all be provided in a generic 

recording system.

3.2.1 Record an ongoing MBone session

For multicast conferences, the recorder needs to store the data ‘generated’ during the 

required session. To achieve this, it needs to be able to join an ongoing MBone 

session in order to receive the data from that session and store it on disc. It is also 

preferable to be as near as possible to the active participants of the session (i.e. the 

data senders) as this will decrease the probability of packet losses and thereby create a 

low-loss recording of the data set.

In most cases, a multicast conference has a multi-source dimension as it comprises of 

multiple media and multiple sources within each medium. As each medium is sent on 

a different multicast address and port pair, the recorder must have the ability to record 

all the different media and all their sources simultaneously. However, the user should 

be allowed to specify for recording just a subset of the media or the sources. This can 

be done to exclude streams that are of no interest or of unacceptable quality. 

Additionally, the data from each participant must be easily identifiable since only a 

subset of the recorded contributors may be required when the recorded session is 

accessed in the future.

If all the recorder has to do is to receive the data and store it on disc, it does not need 

to be an active participant in the conference. It is only required to ‘attach passively’ to 

the conference and just collect the media data. This solution is simple but may not be
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optimal when some types of media are used. Special functionality may be required in 

the recording mechanism to actually emulate the media tool(s) running on the user 

workstations. More details are given in Section 3.6.

3.2.2 Access a large data repository

The use of real-time media in multimedia conferencing implies that the amount of 

data transmitted during a session can be quite high (in the order of tens of Gigabytes). 

A recording mechanism that is expected to handle multiple recordings must have 

access to a data repository large enough to store the envisaged number of sessions.

Amongst the various media, video usually consumes the highest bandwidth and hence 

requires the most storage space. For full motion digital video a new frame is required 

every l/30‘*̂ of a second. The table below shows the amount of space required to store 

a stream of full-motion digital video assuming that there are 24 bits per pixel and 30 

frames per second. Data sizes are shown for a number of image sizes (in pixels) and 

video clip duration.

Duration / Size 640X 480 320x240 160x120

1 second 27 MB 6.75 MB 1.68 MB

1 minute 1.6 GB 400 MB 100 MB

1 hour 97 GB 24 GB 6 GB

1000 hours 97 TB 24 TB 6TB

Table 3.1 Video data storage requirements

It is obvious, that very large storage devices are required. A one-hour long video with 

a resolution of 640x480 would consume 97GB. At the time of my initial work (1996), 

this was significantly larger than most storage devices. Today, devices capable of 

storing this amount of data are readily available, but still the cost of storing multiple 

video clips could become prohibitively high for an end-user. The issue becomes more 

important when considering the fact that in many multimedia conferences there are 

usually multiple video sources sending data simultaneously.
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To be network friendly, multimedia conferencing tools aim to reduce the amount of 

data generated by using different compression techniques [ITU93]. However, the size 

of the data generated can still be in the order of hundreds of Megabytes. The required 

storage space must always be readily available to ensure the complete recording of a 

session; this may not always be the case on the local host of the user who requires the 

recording. There must, therefore, be a location where the required space is guaranteed 

to be available; this will ensure that recording of a session is not interrupted because 

of the lack of storage space. Hence, for anyone requiring recording of a session, it may 

be preferable to contact a ‘remote service’ (either on their Local Area Network or in 

another part of the Internet) that has access to a large data repository, and request that 

the session be recorded.

The recent decrease in storage space cost, may allow end-users to have a data 

repository on their local host that is large enough for their own purposes. This can be 

possible, for example, if a user only needs to record a single session every week, 

review it, and then delete it before recording next week’s session. Thus, it may be 

argued that access to a remote service is not required. This however, may not be the 

case with all potential users; some may need to frequently record and access many 

sessions and for them a recording service is a more viable solution. In the next section, 

we see other factors that make the use of a remotely controlled service a necessity.

3.2.3 Allow remote control

The remote interactive set-up and control of recording and playback operations is 

essential as a locally controlled system may be inflexible in many situations. In 

addition to providing access to a large data repository, using a remotely located 

service offers a number of other advantages which, for most users, make the recording 

of a session on their local host a non-worthwhile task.

One of the purposes of recording a session is to provide wide access to the recording 

to multiple users and not just to the user who created it. When recorded sessions are 

stored on end-users’ local hosts, the result is a collection of recordings dispersed at a 

number of hosts and sites. In such scenario, the task of finding a session becomes 

cumbersome. The ‘owner’ would need to note the exact location of the files for future
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reference; when other users require access, this location or the actual data has to be 

provided to them. To facilitate easy sharing, it is preferable to have a collection of 

recordings made available from the same location. This makes it a lot easier to find a 

recording and the ‘physical’ location of the recorded sessions can be transparent to the 

end-user. A special service can handle all this by maintaining a set of pointers to 

where the recordings are stored. These can be in the form of directories or catalogues.

Amongst the most common reasons for recording a session is because some users 

cannot participate at the time; potential reasons for this include time difference, 

network connection availability etc. These users need to access the session content at 

some point after the session has occurred. If users cannot participate, it is likely that 

they will not be able to record the live session on their local host either. It seems 

simpler to ask a service to do the recording instead. All a user has to do is to provide 

the required information about the session (e.g. multicast addresses, start time, 

duration etc.) and the recording service will record the session when it is scheduled to 

take place. For playback, the users can then contact the same service.

In many situations, users do not have the necessary incoming bandwidth to participate 

in a session; this either leads to heavy packet loss or the need to omit some 

‘bandwidth-hungry’ media. When this happens, it is obviously pointless to attempt to 

record the session on their local host; such a recording will probably be of bad quality 

and of no real use to anyone. When bandwidth is not a problem, users have to ensure 

that enough disc space is available for storing the recorded data; as already discussed, 

the amount required is not always predictable and lack of storage space will result in 

an incomplete recording. These problems can be overcome by using another machine 

that has a high bandwidth connection and the storage capacity to record the session 

without encountering the above mentioned problems. Assuming that the playback 

mechanism is capable of playing individual contributing sources, the user can 

subsequently replay just the subset of the recorded streams which can be 

accommodated in the network link available.

Because of the unpredictable performance of the network, it is quite common in 

multimedia conferences to have packet losses and varying delay. When a user records 

a session on the local host and the session participants are too ‘far away’ (in terms of 

the number of hops and intermediate heterogeneous networks), the probability of
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observing packet losses is much higher when compared with a receiver who is near 

the sources. By using a recording service located nearer to (or even better, co-located 

with) the session’s active participants, the quality of the recording will most probably 

be much better with reduced packet loss and delay. This, in combination with the 

scenarios stated earlier, implies that a remotely controlled recording service is highly 

desirable.

3.2.4 Enable post-processing and editing operations

There are many possible operations that can be performed on recorded data. They fall 

in two categories: automated post-processing activities that primarily operate on low- 

level data (e.g. packet headers, data payload), and editing operations that usually deal 

with groups of packets that have a particular meaning in the context of the stream. In 

reality, editing is a form of post-processing but a distinction is made here restricting 

the meaning of editing to deleting large parts of streams or joining together parts from 

different streams to form a new stream.

Different post-processing operations access and possibly modify different parts of the 

data. For example, data transcoding extracts the data payload from the packets and 

converts it into a different format. Extracting EEC data from the data packets to 

perform repair is another operation that operates on the data payload. On the other 

hand, using timing and sequencing information in RTF streams to restore packet 

ordering, examines the header part of the data packets.

Other operations are useful for examining data for particular contents. These include 

speech recognition and image processing, that attempt to identify significant events, 

phrases, scenes etc. These can be carried out in an automated fashion generating 

information that can be stored along with the stream for future access. Simpler 

operations for extracting data include identifying page changes in a shared workspace 

medium or the change of speaker in an interactive audio session.

As already mentioned, editing should also be possible. Using an existing collection of 

recordings, users should be capable of creating their own “clips”. This involves 

“joining together” parts of different existing recordings to create a “compilation”. In a
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simpler mode, a user may just cut down a particular recording leaving in only those 

parts that are considered to be significant.

As far as the system is concerned, some of the operations mentioned above should be 

automatically performed on recorded data. Those that relate to improving the quality 

of the data, or extracting useful information on the contents, are particularly practical. 

For manual editing, the users need access to the data; this will probably need to be a 

copy of the actual recording unless the user is the creator of the recording or an 

administrator. Additionally, specialised software is required that offers editing 

capabilities. Due to the complexity of the task it is envisaged that the software will 

only be used by a minority of users. There are a number of commercial systems that 

offer editing capabilities [ADO]. They usually provide advanced functionality which 

may not be required in the application scenarios discussed here due to the low quality 

of the media data. However, the basic functionality of the systems should be similar; 

the multi-source dimension of the MBone recordings adds extra complexity to an 

editing system.

3.3 Playback requirements

The playback mechanism needs to play back recorded material. The player should be 

able to operate as an off-line source (i.e. directly to the user’s host) and as a live 

source during an on-going multicast conference. The use of multicast as the 

underlying data delivery mechanism imposes new requirements which are examined 

below.

3.3.1 Play back recorded material

The player must be capable of retrieving an existing recording and transmitting it to 

the network. To achieve this, it must be capable of accessing potentially multiple 

media and multiple sources constituting those media. Data from the different sources 

needs to be multiplexed before it is transmitted to the network. The recorder is 

expected to have embedded information in the data with regards to the timing 

relationships between data packets; this should be used by the player for scheduling 

data packet transmissions.
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There are two possible playback modes required: ‘unicast’ and ‘multicast’. In unicast 

mode, the player is expected to send the data directly to the recipient’s host. As 

expected, data for each medium should be sent to a different port. The user must run 

the media tools on the corresponding ports in order to receive the data on his or her 

local host.

In multicast mode, things are slightly different. To play back the recorded data to a 

multicast conference, a player must join the multicast group for each medium in the 

conference to enable the data from the archive to be sent into the conference. As is the 

case when recording, the data for each medium should be sent to a different multicast 

address and port pair. Replayed data should be clearly distinguishable to avoid 

confusion amongst the current participants of the conference.

3.3.2 Enable random data access operations

In many of the applications studied earlier, when users are playing a recorded session 

they may only be interested in specific parts; it would be a waste of time to replay the 

session from start to finish. Special functionality is therefore needed that enables a 

user to instruct the playback mechanism to ‘jump’ to specific parts of the recorded 

session. This can be facilitated using operations such as ‘fast-forward’ and ‘rewind’. 

Any random access operations should be transparent to the recipient tools. Timing 

information should be embedded in a recorded stream to allow the player to easily 

“navigate” into the stream. There are different considerations for random access in 

different types of media; these are discussed in Sections 3.6 and 4.8.

The situation may be different when the player operates as a pure broadcasting entity. 

If the intention is to replay the whole recording from start to finish without any 

recipient interaction from the ‘controlling’ user or any other receiver (i.e. the users are 

passive), then random access is not needed as an inherent part.
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3.3.3 Allow partial playback

In many situations it may be desirable to play just a part of a recorded session. Partial 

playback has a broad meaning as it can take a number of forms:

a) in terms of media -  play a subset of the media available. This can be utilised by 

receivers on low bandwidth links. For example, one can just play the ‘audio’ and 

not the ‘video’ which needs more bandwidth.

b) in terms of sources -  play just some of the participants. Again because of 

bandwidth limitations or simply because only data from some specific participants 

is of interest.

c) in terms of parts of clips -  for example, play from the 10̂  ̂to the 15̂  ̂minute of the 

30- minute long recording. This is useful if one wants to play just a particular part 

e.g. during an on-going session to comment on the recorded material or illustrate a 

point.

To facilitate the different types of partial access mentioned, the player must be capable 

of distinguishing between the various parts of a session from the media level down to 

the individual source level. The player must also be able to identify segments within a 

particular clip based on their chronological position.

It is imperative here that the user has some knowledge of the importance of individual 

source streams, or parts of them, to be able to exclude the rest. To assist in this, some 

information on the streams must be made available. It is the recorder’s responsibility 

to create the stream information infrastructure either during recording or in a post

processing phase after recording has finished. This information should obviously be 

presented to the user in the appropriate way; this relates to browsing and content 

categorisation and more details are given in Sections 3.4 and 4.6.

3.3.4 Provide remote playback control

The high interactivity in the applications described at the beginning of this chapter, 

and the need for random access, imply that the player may need to be user-controlled 

while it is re-playing a recorded session. In the simplest scenario, the user who
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requests and sets up the playback is the only person who has control of the player. 

This can be satisfactory for most applications; for example for a replay of a lesson 

directly to a student’s local host (in unicast mode) or for re-multicasting in a session 

where receivers are passive and expect to receive the whole clip without any 

interruption.

On the other hand, in some cases control by multiple users may be desirable. An 

example is during an interactive meeting where during the discussion, a member 

(other than the participant who initiated playback) wants to take control of the existing 

playback to move to a different part of the clip and discuss the content. The easy 

solution is to initiate a new playback for the same streams. However, gaining control 

of the existing player can avoid the playback setup process, and the use of an 

additional player, keeping server activity to a minimum. Therefore, a mechanism 

needs to be in place that allows multiple users to control an on-going playback e.g. 

using a ‘token’ which is passed around the users or allow any of the members to send 

control messages to the server. At the same time, a ‘social’ protocol has to be in place 

to allow any mechanism used to function properly. There are also security measures 

that have to be considered before granting a user with control access to an already 

active player. It is important to note that in a fashion similar to recording, the player 

may not necessarily be co-located with the user(s) controlling playback. Obviously, a 

remotely located specialised service will offer playback access to a large collection of 

recordings.

3.4 Browsing

In all the applications described earlier, it is essential to provide the users with a way 

of finding the recording they want to play back; for this, information on existing 

recordings should be available to users. It is expected that the recordings will be 

grouped together in an archive; users should be capable of getting details about the 

contents of the whole archive or those sessions that are accessible to them.

The multi-way characteristic of the MBone applications (i.e. the presence of multiple 

sources in multiple media) requires details on a session to be provided at a number of 

levels. For example, one could provide a simple listing of the titles at the top level, 

going down to information about the individual participants at the lower level.
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Moreover, information on the actual contents of the media streams (e.g. the 

occurrence of particular events) can be useful to some users.

In general, details on recordings must be structured in such a way to enable users to 

quickly and easily locate the recordings (or parts of them) that are of interest. This is 

directly relevant to content categorisation and catalogues which is a subject discussed 

in detail in Section 4.6.

3.5 Considerations for Data storage and Transmission formats

I have already analysed the size of the data a recorder/player is expected to deal with 

and what is needed in terms of storage media. This section concentrates on file 

organisation and discusses the data storage format and how this may well be different 

than the required data transmission format.

The existence of multiple sources and media in a session makes file organisation 

highly important. During recording, streams received should be stored in such a way, 

that they are easily identifiable for playback. Sufficient details should be stored with 

the streams to enable easy media and source data identification. In addition to the file 

hierarchy, the actual data format is very important. Obviously, it is best to store the 

highest quality possible; it is not an absolute requirement to reduce the amount of data 

by reducing quality.

In Section 3.2.4, we saw some potential post-processing operations on recorded data 

which can improve the quality of the streams acquired by the recorder. Additionally, it 

does not follow that there is a requirement that the storage format be identical to the 

transmission format. Subsequent requests for transmission of the stored data may be 

over networks with different error characteristics or speeds so that different 

transmission formats may be optimal. For example, a potential recipient on a mobile 

link will require small packet sizes; this may prohibit the use of Forward Error 

Correction. On the other hand, a user on an ATM link can accept a high bandwidth 

stream with large packets that include FEC. Additionally, in some cases it may be 

necessary to reduce quality to provide streams for users with low bandwidth 

connectivity. Providing multiple formats (via a transcoding process) that include ones
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more widely supported than the original, can also enable users to readily access the 

data in their own environment (e.g. use their own video software to receive the data).

To accommodate readily those different scenarios, a collection of streams with 

different transmission formats and bandwidth requirements may need to be created; 

these streams may be stored along with the original thus being immediately available 

for playback. Alternatively, the data replayed may be re-encoded on the fly as 

required but at the expense of server processing power.

Moreover, as a result of the use of secure conferencing, encrypted data storage may be 

desirable. There may well be significantly different considerations for archived data as 

for transmitted data. It might be preferable to store data in the archive with different 

encryption algorithms and probably with different encryption keys compared to the 

transmitted data. Ideally, the recorder should be made a trusted member of an 

encrypted session to be able to decrypt the data; this would enable data repair 

operations prior to storage and the use of encryption algorithms more suitable for 

storage. The issue of secure conferencing is described in more detail in Section 3.9.3.

3.6 The interaction with the under lying transport mechanism

From the requirements analysed so far, it seems pertinent that while recording and 

playing back data, the recording and playback mechanisms act in a similar way to a 

participant in the multicast session; being passive may lead to sub-optimal 

performance. The requirements of the underlying data transport mechanisms are thus 

similar to those for the tools running on the participating hosts.

In general, both the recorder and player must notify the session participants of their 

‘presence’. The recorder may require some information from the session (e.g. details 

of the participants) but it may also need to provide some information to the session 

(e.g. data reception statistics). Similarly, the player may for example need to monitor 

the presence of recipients and their reception feedback. The data the player sends in a 

live, on-going session must be clearly distinguishable from any data sent by the 

current session’s members; there may well be a live participant who also took part in 

the session being replayed.
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I analyse the above issues by examining what activity is required during sessions 

based on RTF and reliable multicast type protocols. Where necessary, specific 

parameters in the protocols and entries in their header formats may be mentioned; 

these are described in detail in their corresponding protocol specification document. 

For each protocol, some specific recorder or player requirements are also included; 

when satisfied, these will aid in achieving better quality recordings and playbacks. We 

will see that to satisfy some requirements, protocol specific activity may be required; 

it is thus envisaged that specialised recorders and players are required.

3.6.1 Real-time Transport Protocol

The combined use of RTF and RTCF for real-time media provides information on the 

participants of a session and the data they transmit and receive. RTF-based media 

tools use this information for processing the media data before it is presented to the 

user either in audio or visually.

As a receiver of data, the recorder must operate in a fashion similar to any other 

participating entity; for this, it must join both the RTF and the RTCF ‘channels’ of a 

medium. For RTF data packets, when a new packet arrives, the recorder must identify 

the original sender, when the packet was sent, and the position of the packet in the 

stream; all this information is explicitly provided in the RTF protocol header. Timing 

information should be used to restore the original timing relationship between packets 

where this has been distorted by the network. Depending on the activities that need to 

be carried on the recorded data, more information may need to be extracted from the 

RTF headers (e.g. the actual data payload type that specifies the encoding format). 

From RTCF data received, the recorder should extract details on the session 

participants which can then be saved as extra user information. It is also desirable to 

transmit RTCF data to the multicast group; this way the recorder would notify the 

members of its recording activity and also provide reception statistics.

The player requirements are slightly more complicated. Data originating from the 

player must be clearly distinguishable. This implies that the original information in the 

RTF and RTCF packets (such as packet timestamps and user information) must be
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modified to show receivers that the data is part of a recorded session being played 

back. As far as the recipient media tools are concerned, replayed data is not different 

than live data; it is regarded as new data.

In addition to those just mentioned, further RTF header modifications may be 

necessary during playback. This will be the case after any operation that distorts the 

normal flow of data such as ‘rewind’, ‘pause’ or ‘fast-forward’. Random access 

operations must be transparent to the receiving media tools. After such an operation, 

the timestamp and sequence number fields in subsequent packets must be modified 

accordingly so that data continuity is maintained.

3.6.2 Reliable multicast protocols

With regards to the reliable multicast protocols (i.e. SRM [FL097]) used mainly in 

shared workspace applications, the situation is slightly different than RTF; the 

recorder and player must be more active to ensure their smooth operation.

In general, in a reliable multicast session the participants request lost data and the 

original sender, or a nearby participant that has a copy of the requested data, 

retransmits it to the network; this mechanism enables the requesting party to receive it 

and have a complete data set. The recorder must be capable of sending repair requests 

for any data packets that it has not received; it should really operate in the same way 

as the tool. However, the recorder does not necessarily have to retransmit data for 

fulfilling other participant’s repair requests; this is in order to conserve bandwidth, 

processing power, and minimise data buffering requirements. A separate scenario 

occurs when recording starts at some point during the session. It is really application 

specific whether the whole of the previous data needs to be requested or just from a 

particular significant point (e.g. start of the current page).

Assuming that the recorder has stored all the data successfully, the situation during 

playback is slightly more complex. The player must not ignore any data 

retransmission requests as it is the only originating source of the data being replayed. 

Hence, when necessary, the player must be capable of replying to repair requests that

52



may be sent by any of the playback receivers. It is not really necessary to be able to 

repair data transmitted by any of the current, live session participants.

All the above suggest that all the features of the reliable multicast protocols are 

required in order to provide full recording and playback capabilities. This implies that 

a full version of the media engine needs to be built in the recording and playback 

system. The ability to request data is necessary during recording, and the ability to 

repair data is needed during playback.

3.7 Media intricacies

In addition to the characteristics of the transport protocols used for media data 

transmission, the media themselves have different characteristics; these refer to the 

role of a data packet in relation to those packets received before it and those that will 

arrive after it. What is defined in this section, is the unit of data for each medium at an 

abstract level higher than the units of data packets that get transmitted to the network. 

Each medium (audio, video, shared workspace) is considered separately.

Audio is the simplest of media. When a user starts talking there is a new ‘talkspurt’. It 

is not highly important whether the complete talkspurt is present in a recording; 

playback can start at any point in a talkspurt. In such circumstances, it is expected that 

the logical meaning of the contents may momentarily not be obvious to a listener. This 

is an application-specific issue as the talkspurts vary in length and meaning within 

different applications.

For video, a frame is the main unit of data. The encoding type and compression 

mechanism, determine when complete frames are sent to the network. The number of 

packets in a frame varies depending on the level of activity. During recording, past 

packets belonging to the current frame cannot be acquired so the recorder can either 

record what it subsequently receives as part of that frame or not record anything until 

the beginning of a new frame. The same applies to the player; depending on the 

encoding, there are cases in which if not all the packets of a frame are present, it is 

rendered useless. As far as the users are concerned what happens is not a big issue; the
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frames are not long in duration anyway and some missing packets are not really 

noticeable.

In shared workspace editing tools, a page is usually the unit at the highest level with 

other sub-units (e.g. a sentence, a drawing, a letter) at lower levels. It is imperative 

that a page is wholly present; the recorder must therefore have a way of acquiring the 

data transmitted since the beginning of the page even if recording has started when the 

page was nearly completed by the session participants. The whole page is obviously 

needed during playback; it is not very useful to display annotations or additions to a 

drawing that is not displayed on the screen!

It is obvious that the abstract data units can have a large impact on the recording and 

playback operations. For example, the recorder can simply record half of an audio 

talkspurt but it would be wrong, considering the application, to record half of a ‘wb’ 

page. Similarly, the player can play a talkspurt starting from the middle of it, but 

playing data from the middle of a page onwards may produce meaningless output. 

This adds further complexity to the recording and playback mechanisms; in 

combination with the different transport protocols, it implies that media and protocol 

specific recorders and players must exist to provide full interoperability with the 

different media and their requirements.

3.8 Requirements of the session management systems

As mentioned in Chapter 2, there is a group of session management standards. These 

can be used to furnish the recorder and the player with important information about 

the session to record data from, or play data to. This information is contained in the 

session description (as defined in SDP); amongst the details included in a session 

description the following are directly useful to a recorder or player:

a) the session’s title and brief description. The recorder should store these with the 

session’s data to provide basic information about the content of the session

b) the multicast group used by each medium. For a recorder, these are the groups it 

must receive data from; for a player, they are the groups it must send data to.
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c) the data format for each medium. This is very important, as it will allow the 

recorder to use a mechanism specifically designed for that particular format (e.g. 

for RTF to record both the RTF data and RTCF messages). For playback purposes, 

the media data format can be used to confirm data compatibility; it is pointless to 

replay audio data to a multicast address where video data is expected. Frovided 

that the transport protocol is what is expected, the receivers will most likely be 

capable of correctly receiving the re-played data. However, the data may need to 

be re-encoded before it is sent on the network when PEG is used in the session.

d) the time(s) that the session will take place. This can automate the recording 

process; the recorder may be programmed to carry out the recording from the 

beginning to the end of the session without any further user interaction. The same 

applies to playback provided that no interactivity is required.

Obviously, the system needs a way of gaining access to the session description. For 

recording, this can be provided via the conference store [SFAR]. There are also 

implementations of SAF (e.g. ‘sdr’) which allow for a Record option; this could start a 

specific recorder when the session is started. For playback, again the conference store 

could be used, or the ‘invite’ option in ‘sdr’. There are security considerations when 

the required session and possibly the session description are encrypted. These are 

discussed in the next section.

3.9 Security requirements

Security is a complex and broad subject; there are security considerations for data 

access at a number of levels as well as other aspects of the recording and playback 

system. In addition to the traditional security mechanisms for protecting a service, its 

multicast capabilities require a new security dimension. At the highest level, there is 

generic authenticated access to the recording and playback service. In providing 

security at an intermediate level, the system may allow or prevent access to specific 

recordings (or even parts of them). At the lowest level, data may need special handling 

during storage and retrieval if it is protected by an encryption algorithm. The use of 

secure conferencing has a number of important implications for a recording and 

playback system. Each security aspect is discussed separately in the sections below.
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3.9.1 Generic authenticated access

Access to any of the system’s facilities should be controlled; this is to ensure that 

valuable system resources such as network bandwidth, storage space and processing 

power are only used by authorised users. The possibility of charging for access to the 

service can be considered to cover the potentially high costs for providing high 

bandwidth connectivity for incoming and outgoing data and sufficient storage space 

for the recordings.

Admission control should occur at various levels. Initially, access to the server can be 

subject to identification where for example the user provides a username and 

password (with the possibility of encrypting the password). Another way could be 

based on supplying a key (in a fashion similar to the encryption key concept in 

conferences [KIR99]) that the server expects in order to allow the client to connect.

Generic authenticated access can be further categorised into access for recording 

purposes and access for retrieval purposes (i.e. playback and editing). The simplest 

case is recording where admission control needs to be operated only at a single level. 

However, recording encrypted sessions and playback of recorded sessions may require 

extra security so these issues are studied here in more detail.

3.9.2 Accessing specific recordings

Access to the system for data retrieval purposes can be complicated, as it can occur at 

a number of levels in addition to the generic access level just discussed. The scenario 

here is similar to a file system where some areas are only accessible by specific users 

or groups. Similarly, specific recordings may only be available for replay by some 

users or groups.

This type of access can be facilitated during browsing; depending on the user’s 

identity (or group), information on only the accessible recordings is presented. 

Alternatively, the browsing mechanism may request further authentication (e.g. an 

additional password) in order to provide information on 'protected' recordings.
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Even further, access control may also need to be applied to some parts of a recorded 

session; due to the multi-source nature of multicast conferencing sessions, specific 

data streams (e.g. individual media or parts of them) may be more ‘sensitive’ than the 

others in the session. For example, a user may be allowed to play the audio and video 

of a session but not the shared workspace. This type of access control also applies to 

allowing access to existing recordings for editing purposes or for creating new 

recordings based on existing ones e.g. a clip compilation.

3.9.3 Encrypted data recording and playback

At the lowest security level, the recording (storage) and playback (retrieval) of 

encrypted data is considered. As a number of MBone conferencing sessions are 

encrypted, the recorder should be capable of recording such data and respectively the 

player should replay encrypted data. Without access to the data, some important tasks 

that need to be performed by either the recorder or the player would not be possible. 

These range from performing data repair during a reliable multicast session, to 

improving recorded data quality, and producing different quality streams for playback 

purposes. Obviously, encrypted data should be handled in a different way than ‘clear’ 

data; what security measures are placed depend on how sensitive the data is.

Recording an encrypted conference whose Session Description is also encrypted will 

require the server to have the key to decrypt the session description. From the session 

description, the addresses on which the conference will take place as well as the keys 

to decrypt the media data can be retrieved. However, trusting the server with the data 

decryption key may be considered a security risk; some users may require a more 

secure solution.

Assuming that access to encrypted data is allowed, there may well be significantly 

different considerations for archived data as for transmitted data. It might be 

preferable to store data in the archive with encryption algorithms more suitable for 

storage and probably with different encryption keys compared to the data originally 

transmitted. In this case the player will need to provide potential recipients with the 

encryption keys. Obviously, additional checks will be needed before decryption keys
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are provided. Alternatively, different policies may be adopted that defined how and 

what parts of the data get encrypted (e.g. just encrypt the headers).

So in an ideal situation, for secure sessions, the recorder will be a trusted member in 

which case the decryption keys are made available allowing it full access to the data. 

The Session Description can be stored along with the recorded data. After data is 

stored, there are multiple options available for future access (i.e. playback). These 

depend on the sensitivity of the data stored and are further discussed in Section 4.8.3.

3.10 Multimedia streaming technology

Systems for streaming multimedia data have been in existence for many years. 

Developments in the field are continuous since research and commercial organisations 

strive to take advantage of the availability of new hardware and software, improved 

underlying network technologies, and increased bandwidth capabilities.

First, I consider multimedia streaming systems that have not been specifically 

designed with multicast conferences in mind; these are generally categorised as 

Video-On-Demand (VOD) systems and aim to work over the internet or high speed 

intranets. I provide a brief overview of the main characteristics of VOD systems and 

identify aspects where there are similarities and differences with a potential MBone- 

based system. When considering the requirements, we will see that in a sense, the 

system envisaged falls under the broad category of VOD systems; however, its 

operational environment and some core requirements are different.

In 1996 (when the work described in this thesis started), only a very small number of 

recording and playback applications had the MBone as their application area. A 

description of these early MBone recording and playback tools is included. Even 

though most of these are now obsolete, their evaluation helps to identify the shortfalls 

in these systems when considering the requirements presented earlier in this chapter.
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3.10.1 Video On Demand systems

There are many Video-On-Demand systems available since they have been attracting 

research and commercial interest for a long time. Their performance and the quality of 

the video and audio data have been continuously improving. The general aim of VOD 

systems is to offer the highest playback performance possible with respect to media 

quality (e.g. 30 frames per second of video) and the number of streams simultaneously 

served. The infrastructure technology required, along with the high-end hardware and 

software for audio and video processing make such systems quite expensive to 

implement.

To achieve the required performance, the designers of VOD systems have 

concentrated on using fast and reliable storage structures. In large-scale systems that 

store terabytes of data, it is not very cost effective to use hard discs for storage. 

Instead, hierarchical storage structures are used with large tertiary storage devices 

providing the main storage combined with fast RAID arrays as a front end [BUD94]. 

For low latency when initiating playback, the most popular clips are determined and 

stored on the fast hard discs [LIT93]. To improve disc throughput, various techniques 

are used for the way the data is stored and accessed; striping and interleaving are the 

most common [GEM95].

As expected, high bandwidth connectivity is an inherent part in order to serve as many 

users as possible; the outgoing bandwidth is a potential bottleneck. Admission control 

algorithms are used [VIN94] to maintain the required quality of service; sometimes, 

requests for popular clips are aggregated and served simultaneously [ALM98]. To 

increase data throughput, models for distributed media presentation have been 

proposed [CEN95, BAT95, LIE99].

A typical VOD system is the Continuous Media (CM) player [ROW92]; a network 

playback system that synchronises playback of digital audio and MPEG video data 

streams stored on a file server. It has a user interface that supports VCR-style 

commands including forward and backward play at variable speeds and random 

access to the clip. The client communicates with a server process to stream media data 

across the network using adaptive control to compensate for limited network
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bandwidth, server utilisation and client CPU resources. As expected, the system does 

not offer any client recording facilities and data distribution is done on a one-to-one 

basis.

From this brief analysis, and considering the requirements presented earlier in this 

chapter, one correctly concludes that MBone-based recording and playback systems 

share some characteristics and requirements with VOD systems. When considering 

the facilities of VOD systems, it is obvious that their storage architectures and high 

bandwidth streaming capabilities are highly desirable.

On the other hand, there are some major differences between the two system types; 

these arise from the different environment the MBone-based system will operate in 

and the applications it is aimed to support. Perhaps the most important difference, is 

that VOD systems have traditionally offered users pre-recorded content whereas a 

MBone recorder is intended for general access over the network, allowing authorised 

users (most likely remotely located) to make their own content contributions to the 

archive. There is also a difference in the input data material; for VOD it is high quality 

audio and video entered at the local site, whereas a MBone recorder expects incoming 

media data, of varying quality, to be collected from multiple sources anywhere on the 

MBone.

There are also differences in the playback process. VOD systems usually operate in 

broadcast mode based on multiple one-to-one connections. Since these are unicast- 

based, the capabilities of the system are limited by the channel capacity of the server. 

Multicast is particularly cost-effective in a ‘push’ scenario for one-to-many data 

distribution. Using conventional push technology, to serve ‘m’ users, ‘m * stream 

bandwidth’ would be needed. By utilising the MBone, a sender (in this instance a 

player) would only need to send the data once; it would get replicated in the network 

to potentially thousands of receivers. Another difference is in the playback application 

scenarios. In traditional VOD, users are passive as they just watch and listen to the 

clip; interactive VCR-style operations are expensive to implement as they require high 

buffering capabilities at the receiver. The analysis in Section 3.3.4 has shown that 

MBone users usually need to control playback; pausing and random access operations 

are needed in some situations due to the interactive nature of many MBone
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applications. Also, any start-up delays may not be acceptable especially during on

going sessions.

3.10.2 Early MBone recording and playback tools

A number of initial attempts were made to record and play back MBone sessions. The 

first recording and playback tools were developed at KTH [KTH] and DSTRIA [INR]; 

they were command-line controlled, single media archive facilities, capable of recording 

and playing data generated by a specific tool. An example is the program called 

‘vat_record’ which records data generated from the ‘vat’ audio tool. It listens on both the 

data port and the session message port for a given multicast address. The data packets 

and the session message packets are stored in the same file along with some timestamp 

entries written to the file every 100ms. Recorded data can be played using ‘vat_play’. 

This program reads data from the files and sends packets to the network until it reaches a 

timestamp entry. It then waits for another 100ms before sending the next chunk of 

packets. This results in sending bursts of packets to the network every 100ms that can 

potentially cause problems at routers.

Other tools from KTH included ‘nv record’ and ‘nv_play’ for the ‘nv’ video tool and 

‘wb record’ with ‘wb_play’ for whiteboard. Similar in functionality were the tools from 

INRIA, ‘ivs_record’ and ‘ivs_play’ which could record and play back data generated 

from the ‘ivs’ video tool. The tools from Columbia University [SCH], ‘RTP record’ and 

‘RTP_play’ work in a similar fashion; they record and play single RTP-based streams.

When thinking about the requirements presented earlier in this chapter, we see that the 

first MBone recording and playback tools mentioned here lack core facilities. 

Although they could perform the basic tasks properly, none of them seemed flexible 

enough to be used as a general conference recording and playback tool. It was very hard 

to use the tools simultaneously; each operated independently, only handling a single 

medium type using local data access.

A reasonable attempt in providing a common access interface and perhaps the most 

significant tool developed at the time, was the MBone Video Conference Recorder 

(MBone VCR), first released in 1995 [HOL95]. The MBone VCR was an application
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that used a VCR style interface to initiate and control recording and playback of 

multicast sessions. It was the first tool that provided a unified interface for handling 

multiple media simultaneously. This overcame the problem of having to start a 

separate application for recording or playback of each separate medium. However, it 

still suffered from fundamental limitations; it could only handle RTP-based media and 

recordings were stored locally.

It is obvious that the solutions just described have fundamental limitations that 

contradict with the user and application requirements from a recording and playback 

facility. Moreover, they were single-user applications with local control and storage.

The fact that users had to find their own storage space for recordings was a major 

restriction; this usually prevents individuals from storing many sessions. Moreover, 

recordings could not be shared easily amongst users; before playback, the location of 

the files was explicitly required (for local users) or the files had to be transferred to an 

accessible location at the other user’s local network. The latter scenario was not 

something that could be accomplished easily and frequently, as the amount of data 

involved could potentially be in the hundreds of megabytes. This also leads to the 

scenario where if users wanted to build a collection of recordings, they would have to 

ensure that there is enough storage space available on their local storage devices 

before they start recording a new session. So, the need for a large storage facility 

which was accessible to users over the internet is obvious.

There was a diversity of solutions, mostly media specific. It was too hard for end- 

users to successfully coordinate them in order to record or replay the different media 

of a session in an acceptable way; this was obvious by the differences in the control 

interfaces of the different tools. For playback, another problem was stored data 

organisation at the packet level; this led to inefficient access both in terms of 

scheduling the playback of data packets, as well as identifying particular points in the 

data stream.

Because of their inherent limitations and advances in technology, most of the tools 

described here are obsolete; the only exception is the ‘rtp tools’ collection from 

Columbia University which has been kept up to date and is used as a basic facility.
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More recent developments will be studied in Chapter 4 as they were mostly developed 

in parallel with my own system.

3.11 Problem statement and research scope

In this thesis I consider only systems that work with multicast and use the MBone 

conferencing tools for their recording and playback operations. The MBone was 

chosen as the operational environment as it largely satisfies the needs of the 

applications which were of principal concern. These applications involve real-time 

interaction in medium sized groups; multicast offers efficient data distribution to 

during those interactive sessions. Based on the MBone paradigm of ‘loosely 

controlled sessions’, it was easy to record and replay a session since any entity can 

simply join and leave a session freely.

It is quite clear from the various requirements presented in this chapter, that a 

multimedia recording and playback system, whether specifically designed for the 

MBone or not, is a complex entity with many issues that need to be addressed during 

its design. The underlying technologies deployed in the MBone are very important 

and affected many design decisions.

When examining the early offerings of multicast-based recording and playback 

facilities, a number of important deficiencies were identified. These are 

understandable as those tools were just early experimentations on an evolving 

technology. Fundamental limitations such as local storage and control as well as 

inefficient data organisation do not match very well with the requirements of our 

MBone applications.

Collectively, it was impossible to coordinate the different solutions to provide a 

flexible service. The existence of the different media recording and playback engines 

is something that should be of no concern to end-users. To overcome this, unified 

access to the recording and playback of the different media types is required; users 

should only be dealing with the conference as a whole, rather than its individual 

media. This follows the home-VCR model paradigm: people just record and play back 

a program; the fact that it contains audio and video is ancillary. The same applies to
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control operations during playback (e.g. fast-forward and rewind); these should apply 

to all media in a synchronised manner.

The fundamental limitations of the tools available at the time, needed to be addressed 

early in my work. For this I designed an architecture and developed a prototype to 

investigate the feasibility of the design. The aim was to offer the basic functionality 

for recording and playback of real MBone sessions but more importantly, to offer a 

system that overcomes the limitations of the existing recording and playback tools.

To facilitate remote, shared access a client-server based architecture was used; it 

provided a single point of contact for different services; users need no longer store 

their recordings locally. As part of the design, I introduced an index structure. This 

would facilitate efficient random access operations via an indirect mechanism for 

accessing the data in the stored streams. The work on the primary design and 

implementation is described in Chapter 4.

Through an extensive evaluation of the prototype, I aimed to ensure that the basic 

recording and playback functionality was offered in a flexible manner and at the same 

time identify and explore further any interesting research problems. I then 

concentrated on specific problems. This primarily occurred due to the time constraints 

of a PhD thesis but also was an attempt to avoid subjects where significant work was 

carried out by other researchers and developers (either in parallel or in the past). So, 

the focus is on those that were investigated further from a research point of view.

Of major concern, was the quality of the data recorded and replayed. Some problems 

were expected here due to the unpredictable state of the best-effort delivery networks. 

The recorder is based at a single location so data is receives from the senders may 

suffer from loss and heavy delays; it is impossible to get an optimum recording from 

all senders if they are dispersed in the network. For the rest of the thesis, I 

concentrated on devising mechanisms to overcome any erroneous impact from the 

network as good quality recordings and playbacks are essential. I first wanted to look 

at how existing technologies could be utilised. Reliable multicast media were of no 

major concern as they already guarantee loss-free data albeit with increased latency. 

So, the focus was on real-time media; for delay, information embedded in the data
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packets was used to restore timing to a certain extent. The same applies for loss, but 

the FEC mechanisms used cannot guarantee reliability. The simultaneous use of 

multiple recorders in order to improve coverage is a potential solution for these 

problems.

As expected, it was not possible to investigate fully all the requirements. As a result, 

issues such as automatic content analysis (e.g. identification of particular objects in 

the video or particular phrases in audio) and editing were not investigated any further. 

Extensive work has been carried out on both of these topics but under a different 

context [ADO, CED95, GEROO]. It would be desirable to apply some of these 

findings, but the quality of the MBone media at the time of my work was not really 

suitable.
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4 Multicast Multimedia Conference Recorder (MMCR)

The core of the work in this thesis was based on a prototype system for recording and 

playing back multicast streams, the Multicast Multimedia Conference Recorder 

(MMCR). I developed MMCR as part of a series of European projects (MERCI 

[MER] and MECCANO [MEC]). The prototype implemented was part of a large 

multicast-enabled multimedia infrastructure that provided a conferencing software 

suite.

The first aim was to provide a more generic solution that what existing systems were 

offering. In the problem statement, I identified the fundamental issues that needed to 

be addressed and paid particular attention to them during the system’s design. To 

provide a shareable and large storage facility, it was imperative that a client-server 

architecture be used. Providing a unique point of contact for the different services was 

a primary objective. The architecture was designed to allow any authorised user to 

remotely set up and control, recordings and playbacks of MBone sessions.

While there was a need to provide the users with the abstraction of a conference, the 

system had to maintain the separation between the individual media and their sources. 

For this, a four-tier file hierarchy was created for every recorded conference. This is 

useful in occasions where only a part of the session may be needed (e.g. a particular 

medium or a particular source within that medium). I view VCR-like facilities as very 

crucial, because of the high interactive nature of the MBone applications. To facilitate 

these, I propose the use of the primary index; a structure that offers an efficient way of 

navigating within the data stream.

During the design and development of the MMCR, the intention was not to produce a 

complete system that satisfies all the requirements identified in Chapter 3. Instead, I 

developed a system that offered the basic facilities but had a flexible architecture that 

would be easily extensible and thus suitable for research purposes. As a result, I 

focused on purely implementation issues only when this was necessary.

This chapter presents the design and implementation of a client-server based system 

for recording and playback of multicast multimedia conferences. The operational
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environment of the system is described first. A detailed description of the architecture 

and the different components and their interactions then follows. The server and its 

different sub-components are presented, followed by the client and its functionality. 

The important issues of multicast address allocation and storage media are then 

analysed within the context of MMCR. Going deeper into the structure of the system, 

the packet-level indexing mechanism is presented; it is an inherent part of the whole 

architecture. Next, the implementation of MMCR is discussed along with its 

components. Finally, the features provided in MMCR as contrasted with other systems 

which were mostly developed in parallel.

4.1 System Architecture Overview

The requirements analysis in Chapter 3, has highlighted a number of significant 

objectives that a generic recording and playback service must meet. Using a flexible 

and extensible architecture, I attempted to satisfy the most central of the requirements; 

this allowed a prototype to be created easily. At the same time the aim was to 

overcome the problems and limitations of the early systems developed for recording 

and playback of MBone streams.

One of the objectives is to offer remote control capabilities. A locally controlled 

system would be too inflexible, mainly in terms of recorded data sharing (i.e. 

providing access to users on other networks) and possibly the quality of recordings 

achieved. A user can instead select and ask, one of a number of remotely located 

recorders available to record a particular session. This allows the user to utilise a 

recorder which is near to (or even co-located with) the participants actually 

transmitting data as best quality can be recorded. Remote control capabilities imply 

that the client and server need to be separate; as a direct result, my system’s 

architecture is based on the client-server model.

The operational environment of a MBone session recorder and player is shown in 

Figure 4.1. The diagrams show the interaction of the two independent mechanisms 

with the other ‘entities’ involved in a MBone multimedia conference. The recorder or 

player is directly controlled by the client and acts independently of the on-going
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session; no action is needed by the session’s participants to enable the recording of the 

session or the replay of a pre-recorded session.

For simplicity, at this stage, the diagrams show a standalone host that is specifically 

running to facilitate the recording or the playback of a particular session. We will see 

later, that the recording and playback mechanisms are part of a service provided; 

many recorders and players can simultaneously run on the same ‘service’ host. 

Similarly, the recording or the playback client may be running on a host whose user 

also participates in the session which the recording or the playback ‘targets’.

In Figure 4.1 (left) an ongoing MBone session consisting of audio, video and shared 

text editing is being recorded; the recorder simply receives data from the session’s 

multicast groups and stores it in the data storage archive. It is likely that the recorder 

is also sending some data to the session (feedback). This can be, for example, the 

RTCP packets transmitted for statistical purposes (for RTP-based media) or the data 

retransmission requests when reliable multicast media are involved.

In the right part of Figure 4.1, the player retrieves data from the archive and sends it to 

the multicast groups of an ongoing MBone session that again consists of three media. 

Note that in this case the participants in the new session may be passive receivers (i.e. 

joined the session only to receive the data played back) or may even be active, in 

which case the replay forms part of an on-going MBone session which now has a new 

‘active sender’. The player may also receive some data (feedback); this can consist of 

RTCP messages from the recipients or data retransmission requests.
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Figure 4.1 Recording and playback of a multicast conference

The independent recorder and player shown above, are really part of a service. This 

service is provided by a single host which acts as a single point of contact for 

potentially multiple simultaneous recordings and playbacks of MBone multimedia 

sessions. Multiple recorders and players may run simultaneously on the same ‘server 

host’ each recording from, or playing back data to, a different MBone session. This 

operation is illustrated in Figure 4.2 where the ‘server host’ simultaneously handles 

three different sessions; two sessions are recorded and one session is played back.
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Figure 4.2 Supporting multiple operations
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As shown in Figure 4.3, many of these service hosts can exist simultaneously at 

different sites in the Internet; each can simultaneously record and replay different 

MBone sessions. The service host administrators may choose to allow recording and 

replay of data for any authorised user on the network, not just for local users. This will 

allow a client to connect to a server situated anywhere on the network to request a 

recording or a replay. The hosts on which the recording and playback clients run, 

(controlling the recording or playback of a session), may well be running the media 

tools participating in that session; this is designated by the dotted ‘data’ arrows.
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Figure 4-3: Multiple servers in the network

With the above operational environment in mind, and the requirements identified in 

Chapter 3, the architecture for a MBone recording and playback system was defined. 

MMCR was designed as a client-server system with independent components as each 

performs a different task. Component independence also allows easy modifications 

and the addition of new components without any interference with existing ones. The
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component and their operation are studied in detail in the sections that follow. The 

complete architecture is shown in Figure 4.8.

4.2 Server

The server acts as the single point of contact for all the services associated with the 

system: recording, browsing and playback. This simplifies the user’s environment as 

the service is centrally managed and all the facilities are accessible via a single 

location. More importantly, the availability of storage space and the physical location 

of the recordings are not an issue for the end-users.

As its name implies, the ‘Server Manager’ is responsible for the whole service. It acts 

as a single point of contact for all clients providing access to the different service 

interfaces of the server. This access is provided via the Service Interface Ports; each 

individual port corresponds to a different service. It is very important to note that only 

one ‘Server Manager’ exists in a server host. It has the capability of initiating multiple 

instances of recorders, players and browsers that operate simultaneously within the 

same server host.

4.2.1 Recorder

For recording, the client is expected to furnish the server with information on the 

session to be recorded. When a session consists of multiple media, each one is sent to 

a different multicast address and port pair. It is the responsibility of the recording 

mechanism to join the multicast group(s) of a session so as to receive the data and 

store it in the archive. Recording is transparent to the session’s participants; the 

recorder is like any other passive participant. It was important to enable recordings of 

the different media within the same conference to be started together; this maintains 

media stream synchronisation in the recording ensuring that they are synchronised 

during replay.

Each of the media and their sources are ‘de-multiplexed’ and stored separately. Source 

de-multiplexing during recording enables easy identification of individual 

participant’s data during future access.
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The diagram above shows the de-multiplexing process for a single medium. The 

recorder receives the data from all sources on the multicast group, identifies each 

source and separates the data prior to storage. Each medium (irrespective of its data 

type) is independently handled in the same manner. When a medium uses multiple 

multicast groups (e.g. one for data and one for control messages) the recorder joins all 

the addresses used. This implies the use of media-specialised recorders in the system.

4.2.2 Browser

This interface provides information on the sessions stored in the archive. A variety of 

details can be presented to a user perusing the contents of the online archive. 

Attributes like the title of a session, the recording date, and information on the 

participants, are vital details which will help a user looking for a specific recording to 

identify it easily.

Information can be categorised at a number of levels. At the highest level, a listing of 

the titles available provides a starting point for the user. At a lower level more 

information on individual sessions is made available (e.g. the title, a brief description 

and the media list). In a level further down, details about the session’s participants 

(e.g. their name) present a more detailed picture of the contents of the recording.

4.2.3 Player

The main task of the player is to retrieve the selected media data from the archive and 

send this data to the destination multicast group addresses. Allowing a partial
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selection of the media that constitute a recorded session to be played, as well as 

random access operations while playback occurs, are deemed important facilities. The 

storage structures are designed with these functions in mind. Reversing the process 

presented in Figure 4.4, the player retrieves the data belonging to the different sources 

and multiplexes it before transmitting it to the network.

Recorded streams will usually be played back to an on-going multicast session. In this 

case all the participants in that session will receive the replayed streams. When 

sending data in ‘multicast mode’ the issue of destination address allocation arises; this 

is discussed in Section 4.4. Alternatively, the data can be sent directly to the 

requesting user’s workstation in ‘unicast mode’; that is in a fashion similar to 

traditional Video-On-Demand systems. In this scenario, only that user receives the 

replayed streams.

4.3 Client

The client runs on the end-user’s host and it is used to setup and subsequently control 

recording and playback operations. It is entirely independent of the server and the 

media tools. It is thus important to note that the client does not actually participate in 

the MBone session it is controlling the recording or replay of; any user wishing to 

receive the replayed data must also run the media tools to do so.

The fact that the client is independent of the media data increases flexibility as it does 

not restrict recipients with the choice of particular media tools. This is different than 

most commercial streaming solutions (e.g. RealAudio) where the setup and control 

mechanism is integrated with the software receiving and presenting the media data. 

Additionally, the MMCR client controls a stream that is distributed to multiple users 

who in their majority are not interested in taking control of the playback control; they 

simply need to run the media tools to receive the data.

4.3.1 Client functions

The purpose of the client is to provide the end-user with an interface to the 

functionality offered by the server. Access to the various interfaces provided by the
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server could be achieved via multiple interface-specific clients or more complex 

clients that can accomplish multiple tasks. In the former case, the client is designed 

only for a specialised task and knows only how to interact with a single server 

interface. In the latter, a single client provides compound functionality for the user by 

being able to connect to multiple server interfaces.

A client communicates with an ‘instance’ of a mechanism (recording, playback, 

editing, etc.) running on the server. This instance is ‘allocated’ to the client when it 

requests the facility from the server. The client-server interaction (control commands 

and any information exchanged) depends on the operation required. For recording, for 

example, the client provides the recorder with the multicast group(s) to record data 

from. Information on the type of data the recorder must expect (e.g. RTF, encrypted 

etc.) is also provided. This ensures that, if available, a recording mechanism 

specifically designed to support a given data type is utilised in order to handle the data 

properly and achieve a better quality recording. Alternatively, for playback, the 

selected data streams and destination addresses (as these are specified by the user), are 

passed to the player. From then on the client’s commands are similar to the actions on 

a home VCR i.e. fast-forward, rewind, play, stop and pause.

The control functionality can be provided by simple text-based user interfaces (e.g. 

based on the ‘telnet’ model) or via graphical user interfaces. In any case, the 

underlying communication protocol is independent of the user interface. This should 

allow for multiple clients to be written with each one depicting the functionality and 

ease of use as these are required by the intended user group. The ‘look and feel’ of the 

client is therefore an implementation issue and in the next section the various options 

regarding the client-server communication protocols are discussed.

4.3.2 Client -  Server interaction

A text-based communication protocol is used in MMCR for client-server interaction. 

No suitable standards existed at the time of the system’s implementation hence the 

control protocols were specifically devised for MMCR. As the tasks of recording, 

browsing and playback are independent, a separate communication protocol is used 

for each; this also helps to keep the protocols simple. Before designing and
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implementing the control mechanism, the possible ways of network communication 

between client and server were initially considered:

• A persistent transport connection between client and server (e.g. establish a TCP 

connection, as in the current implementation).

• One transport connection per transaction

• Connectionless (based on datagrams)

• CORBA/RMI

From the options above, the persistent transport connection solution was chosen. It is 

the only one that guarantees that the server and client will be able to send messages to 

each other reliably without the need for explicit reliability in the communication 

protocol. Additionally, they can monitor each other’s status more easily. The 

‘connection per transaction’ option could have been used but this would need a 

mechanism that ensures that the client can identify the recorder or the player (amongst 

those that currently exist on the server) for re-establishing connections (i.e. allocation 

of ports for subsequent connections etc.). A connectionless control protocol would 

have the least overheads. However reliability is not guaranteed, thus it would have to 

be built into the application; this would complicate things and delay delivery of lost 

messages. The fact that only a simple solution was required for the exchange of short 

messages between client-server, was the major reason that a CORBA/RMI [COR, 

RMI] messaging mechanism type was not utilised; these technologies are better suited 

for more complex object interaction.

The IETF foresaw the need for a recording and playback control protocol. A result of 

this interest is the Real Time Streaming Protocol (RTSP) [SCH98] which was 

standardised in 1998. RTSP is an application-level protocol for control over the 

delivery of data with real-time properties (i.e. audio and video). The protocol 

incorporates functionality for recording of MBone sessions along with VCR-style 

remote control functionality for playback (i.e. play, pause, fast-forward and rewind). 

RTSP has similar syntax and operation to HTTP/1.1; each presentation and media 

stream is identified by an RTSP URL. The data stream is typically not included (it is 

usually sent via a real-time protocol e.g. RTP) but might also be interleaved into the 

control stream.
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RTSP largely covers the functionality required in MMCR and has many similarities 

with the proprietary control protocols of MMCR. Since the protocol was being 

standardised in parallel with my own work it was not included in the implementation 

of MMCR, as the focus was on other aspects. For a future development, it is 

preferable to use RTSP along with an extension that enables multiple users to control 

the same playback operation.

4.4 Multicast address specification

There is an important question in multicast-based conferences on how an application 

chooses which multicast address to use. This question was also raised during the 

design of the MMCR. One can define a set of well-known multicast addresses to be 

used by a specific application. For MMCR, this may be satisfactory in some situations 

e.g. pre-scheduled playbacks in broadcast mode. However, the multitude of potential 

uses of the MMCR includes scenarios where the addresses are already defined (e.g. 

record a live session, play back to a live session); as a result, the fixed address set is 

not always usable.

Before recording a session, or playing back an existing recording, the server must be 

provided with the multicast group addresses to record data from or play data to. There 

are a number of available ways of achieving this, but there are also some unresolved 

issues associated with them. In most cases, the client is expected to provide the 

recording or playback mechanism with the required multicast addresses.

For recording, the client can acquire the addresses from the session announcement (if 

it is an advertised session) or from another source (e.g. the session organiser). This 

information is then provided to the server during the recording setup process. 

Alternatively, for sessions advertised using SAP, the client can provide the server with 

details of the unique identifier of the session and the server can then extract the media 

details. This assumes that the server has access to the session advertisements (which 

may even be encrypted).

For playback purposes, things can be more complicated. In unicast mode, no problems 

are envisaged; the player simply sends the streams directly to the host requesting the
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playback. However, when playing back data to a multicast group the issue of address 

allocation arises. The problem of multicast address allocation is faced by the whole of 

the MBone ‘community’; all address/port combinations used during simultaneous 

sessions must be unique to avoid data clashes. There are a number of issues to 

consider in this case; these relate to how the destination addresses are defined and how 

they are “passed” to the playback mechanism.

In the application scenarios described earlier, a multicast replay can be required in 

either an on-going multicast session, or a new multicast session specifically set up for 

receiving the replay. For the former case, the addresses are expected to be unique, and 

no problems are anticipated. This is especially true if the session has been announced 

as the session organisers must have ensured that the addresses used are unique. The 

latter scenario is slightly more complicated. The ideal solution would be for the client 

or the server to request a set of addresses from a central address allocation service; 

this would guarantee uniqueness, but such a service is not available. Using alternative 

solutions, addresses can be defined randomly either by the client, the user or the 

server.

Using the client to allocate addresses can be tricky; the client can pick a random 

multicast address and port combination with the hope that it will not clash. The same 

applies to expecting the user to choose the addresses. Allocating addresses via the 

server can be a simpler and less risky solution. The server can have a fixed set of 

addresses allocated to it (for example by an external off-line address administration 

service [lANA]) and select available addresses from that set.

Despite recent attempts by the IETF [THAOO], there is not a universally deployed 

online address allocation mechanism. With the absence of such an address allocation 

service, the best option is to use the server to allocate addresses for playback when 

these have not already been allocated (e.g. in a session directory announcement). 

When the server chooses the addresses, it can notify the client so that the media tools 

can be started to receive the replayed data. In this case, the user in control of the client 

is responsible for distributing the addresses to the other users interested in receiving 

the replay. In some situations, the user may want to choose the addresses. The 

preferable solution here is to use an advertised session. In a fashion similar to
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recording described earlier, the user identifies the session advertisement and the server 

extracts the required addresses. If the session is not advertised, the user must define 

the addresses and pass them to the server (and all the other potential recipients), with 

the risk that this entails (i.e. an address clash).

4.5 Data Storage Media

As data from a single multimedia session can reach hundreds of megabytes in size, it 

is necessary to provide the system access to a large storage repository to allow a 

collection of recordings to be created. To increase performance, it is desirable that the 

storage be available locally (i.e. on the same host as the server or nearby); this will 

avoid the delay incurred if data has to be transferred through the network.

The requirements here are somewhat similar to traditional VOD systems; in these a lot 

of work has been done with respect to data storage [CHE94, GEM95, AND92] and 

retrieval [NIS95]. In VOD, the most widely used storage architecture is hierarchical 

storage; it uses high-speed discs as short-term storage, and slower media (e.g. optical 

discs) as secondary storage. Hierarchical storage is highly suitable when the system 

provides pre-scheduled content or where data accesses are predictable. Any start-up 

delay is transparent to the user since the required data is transferred to the high-speed 

media before it is needed.

Initially I considered hierarchical storage with a hard disc drive as an initial recording 

location, and a jukebox for permanent storage. For recording, the incoming data 

would be stored on the hard disc and later transferred to the jukebox. For playback, 

data would be read straight from the jukebox.

A concern for this solution was the speed of data retrieval during playback. A series of 

performance measurements was carried on a four-drive jukebox which had a 

maximum capacity of 144 optical discs of 650Mb each. Those measurements showed 

that the jukebox provided a reasonably adequate data throughput with the media 

transmission bandwidth used at the time. However, calculations showed that as 

demand for the service grew (i.e. more simultaneous playback operations required)
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and bandwidth availability increased, the jukebox would no longer be able to sustain 

the required data transfer rates.

The major limitations of the jukebox were the relatively small number of drives and 

the latency incurred when swapping discs. It would be possible to improve efficiency 

using extensive advanced buffering on hard discs. The hard disc could be used as a 

temporary cache for the data to be transmitted to the network; for example, to store the 

start of the session which is played while fetching the rest from the jukebox.

To facilitate buffering on discs during playback, extra file management software 

would be required tailored for the purposes of the system. Since users should be able 

to add data to the archive, the efficient transfer of new recordings to the secondary 

storage would also be necessary. For files larger than the capacity of a single optical 

disc, there would have to be a fast segmentation and reconstruction facility to and 

from multiple optical discs.

It is very important to note, that potential accesses from MMCR are expected to be of 

different nature to the pre-scheduled requests of traditional VOD systems. In some 

cases, data accesses may be more dynamic e.g. an immediate request for a particular 

point in a recorded session. It is likely, that in some situations a start-up delay, or a 

delay during random access, may not be acceptable since high interactivity may be 

required in the application context. This implies that a hierarchical storage architecture 

may not always be suitable for the purpose of the applications MMCR is designed to 

support.

When considering all the factors above, along with the high costs associated with it, 

(initial cost and maintenance) the use of the jukebox would not be an efficient and 

cost-effective solution. As a result, storing the data on hard disc drives under a normal 

Unix filestore structure was considered adequate for the purposes of MMCR. The 

dramatic decrease in the price of magnetic media storage has also influenced the 

decision to use just hard drives for data storage. I decided not to do any further work 

on storage media architectures as one of the well established fast and fault-tolerant 

Redundant Arrays of Independent Discs (RAID) solutions [BUD94] could be used in 

a system intended for providing a service.
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4.6 Flexible data storage structures and efficient access methods

In the previous section the importance of the data storage media was discussed. 

Simply storing the data on fast-access storage media does not guarantee high 

performance. The higher-level data storage structure is also a crucial part of the 

system’s architecture; data must be stored in such a way to allow easy and efficient 

retrieval. This is at a level above the ‘physical’ storage organisation that is concerned 

with the location and layout of the packets on storage media.

So here we are not concerned with where the data is stored but how it is organised. 

The focus is not at the raw data level where bytes have no meaning, but at higher 

levels where bytes belong to packets, packets belong to source data, which belongs to 

a medium, which is part of a session. The entities defined at all these levels, must be 

clearly identifiable. Sessions must be identifiable for categorisation purposes; media 

and their sources are needed to be able to identify individual user contributions. 

Finally, packets must be distinguishable to allow navigation in streams and smooth 

playback. This section presents the ‘Primary Index’, a mechanism which is the basis 

of the logical data storage structure used by MMCR.

4.6.1 Data packet format

The data packet format is initially considered; the media data packets usually consist 

of two parts: a header part that contains transport protocol specific information (e.g. 

packet sequencing, timing) and a data payload part that contains the encoded media 

data. The recorder receives both parts encapsulated in a single UDF packet.

As discussed in Section 3.5, it may be more efficient to have different transmission 

and storage formats. Also data repair operations can improve the quality of recorded 

data (e.g. utilising any PEG present in the streams). Obviously, this implies that 

certain operations may need to be performed on both the header part and the data 

payload of the packets. One possibility is to perform these operations on the data 

packets as they arrive at the recorder or before they leave the player. However, due to 

the processor-consuming nature of real-time data, the recording and playback
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mechanisms must perform as little extra work as possible. This will allow them to 

keep up with the incoming and outgoing data flows respectively.

Hence, the simplest solution is for the recorder to just store the data packets as they 

arrive, and for the player to transmit them as they were stored by the recorder. The 

scheme adopted in the design of MMCR follows this to a large extent; packets are 

stored unchanged when they arrive at the recorder. There is no attempt to interpret the 

data payload prior to storage or transmission. The same applies to the header part but 

with the exception of ‘pause’ during recording and random access operations during 

playback. Some simple header modifications occur in these situations as they are very 

simple operations that are not deemed to be computationally expensive; the whole 

process is described in Section 4.8. Once recording has finished, it is easier to access 

the data. As we will see in Chapter 5, the recorder performs some data repair 

operations immediately after the end of the recording process.

In all the operations performed, only the header contents are accessed and potentially 

modified; there is no attempt to examine the data payload of the packets at all. This 

simple storage solution makes storage and replay easier, but may lead to sub-optimal 

performance. I chose not to investigate accessing the data payload; the solution 

seemed sufficient for the purposes of my work. Another factor influencing this 

decision (at the time it was taken) was that there were no widely adopted data storage 

schemes as most storage formats were vendor-specific.

4.6.2 Flexible data storage structures

After dealing with the packet contents, we move a level higher to examine the logical 

relationship between data packets. The term ‘logical’ depicts the way data packets are 

linked to each other. This is at a level above the ‘physical’ storage organisation that is 

concerned with the location and layout of the packets on storage media.

Access to recorded data must be flexible and efficient. This will enable a playback 

mechanism to send the data packets to the network in a timely manner and to provide 

efficient random access operations. In some operations, it may be expensive to
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manipulate large data chunks directly and using an indexing mechanism for indirect 

access to the data can be more efficient.

Indexing can occur at a number of levels. At the lowest level (packet-level) the 

individual data packets are indexed and in this thesis I concentrate on packet-level 

indexing. At an intermediate level, one can index the media streams; again based on 

their content or particular events (e.g. scene changes). At the highest level, whole 

sessions may be indexed and categorised based on their content. Research work 

performed at different indexing levels is considered orthogonal to the work in this 

thesis and can possibly be utilised in specific applications. Higher-level indexes are 

discussed later in this section.

I use packet-level indexing to build up a structure of data references to facilitate 

efficient data access operations by indirectly accessing the data concerned. The 

indexing structures have a relatively small data storage overhead (when compared to 

the size of the data itself). The measurements presented in Chapter 5 show that this 

overhead is perfectly justifiable when considering the speed increase in random data 

access operations achieved through the index and the continuously decreasing cost of 

storage.

4.6.3 A basic indexing mechanism

During recording, for each source being recorded, there is an index created; this is 

called the ‘primary index’ as it contains an entry per data packet received. The 

structure of the primary index is shown in Figure 4.5. Each index entry consists of two 

fields: the first is the ‘Received Timestamp’ that represents the time the packet was 

received at the recorder (relative to the recording start time) and the second is the 

‘data pointer’ that provides the position within the data file that the corresponding data 

packet begins. It is important to note that the index entries are totally independent of 

the data format of the packets; this allows universal indexing of different data types.
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Figure 4-5 The Primary Index structure

The index of every stream (as it is created during recording) is used during playback 

to provide efficient random access operations as its size is a lot smaller compared to 

the data size. Additionally, as it provides an indirect way of manipulating the data it 

can be utilised to provide efficient editing facilities.

4.6.4 Building and using data indexes -  the MMCR file hierarchy

The existence of multiple media and sources during a session, has resulted in the use 

of a tiered file hierarchy. The files of a recorded session are organised at four levels. 

At the top level, is the conference header file; it contains general session details (title 

and description as given by the user or included in the Session Description) along with 

the recorded media details (name and type of each medium). The conference header 

file essentially organises the media and source files into a single recorded session. At 

the second level, are the per-medium header files that log each independently stored 

source that sent data of this medium. Details here include the participant's name 

(where available) and source identification information. A level further down, are the 

header files for each source; they contain the actual location of the source’s data and 

index files which are found at the fourth level.
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Figure 4-6 The MMCR file hierarchy

The logical and physical separation between the data of different media and their 

sources allows utilisation of all kinds of networks; users with bandwidth limitations can 

elect to play just a subset of the available streams (e.g. all the audio ones and a subset of 

the bandwidth-hungry video streams). Data that belongs to media not selected is not even 

accessed thus saving precious processing time; this would not have been the case if all 

media or their sources were not stored independently.

4.6.5 Using indexes for editing and copying recordings

A potential use of the indexing mechanism is for providing editing facilities. Users 

can select the parts of the index that correspond to the parts in the data stream they are 

interested in. The copies of the selected parts can be then combined to form an edited 

version of the recording. In a more complex fashion, the chosen segments of different 

recordings can be combined to form compilations; new presentation material with 

content tailored to a particular user's needs.

It is important to emphasise that only copies of the primary index entries are needed; 

these index entries contain the actual data references. Effectively, a form of indirect 

copying is suggested here that can also be used to make multiple copies of the whole 

session; this will save a vast amount of storage since the size of the index file is a lot 

smaller compared to the size of the data file. The actual data can be referenced many
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times but only exists once; all partial or complete copies of the primary index simply 

contain references to the same data packets. The copies can potentially be stored on 

different locations in a distributed system.

4.6.6 High-level index structures

It is possible, that the data referenced by an index entry is not a data packet collected 

from the network, but a reference to an element of another index. Hence, another 

potential use of indexes is for the development of hierarchical index structures. 

Obviously, the index entries in these structures will be in a different form than those in 

the primary index. Once index references are available, it is possible to build arbitrary 

structures of indexes, including hierarchies and networks of interconnected indexed 

material. This implies that there will be one or more levels of indirection when 

accessing the actual media data.

Specialised applications need to be written to generate hierarchical index structures. 

This activity is best suited during post processing of the recorded data. For example, 

an application can be written to create a time index with an entry every second or 

minute. The index entries will point to the primary index entry that corresponds to the 

particular point in time within the stream. A specially written player can then access 

this indirect index allowing fast identification of different parts of a stream based on 

the time they occurred. We will see an instance of a time-based hierarchical index in 

Chapter 5.

The example hierarchical indexes discussed here, are a form of high-level indexes; 

they operate at a level over and above the packet-level that the primary index 

structures operate. High-level indexes usually provide further information on the 

contents of the streams. This type of information is known as ‘metadata’; a generic 

term for ‘data about data’ which can take many forms.

Some forms of metadata are also used in real life; library index cards (that have data 

on the books), a back-of-the-book index, and a dictionary, are all considered as 

metadata. In the digital world, many multimedia digital libraries require accessing 

multimedia information based on their content [SH099, KUT96]. From the 

applications described in Chapter 3, language teaching [WMA96], and to a lesser
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extent seminars and meetings, would benefit from the presence of metadata and hence 

need the ability to create hierarchical indexes.

As expected, the index entries in high-level indexes are completely different that those 

used in the packet-level indexes. Some video retrieval systems use textual descriptions 

to retrieve video clips from a database. An example is the Continuous Media Player in 

which indexes are used for content categorisation aiding users in searching for 

particular material in the whole archive [ROW94]. For example, a user might search 

for “all sessions about sports” and the system would search for that category. Similar 

work in the categorisation area, considers building indexes based on the colour, the 

texture and the shape of the content [FAL94]. Other kinds of index devised have been 

used for finding the site at which material is held in a distributed multimedia system 

[DER97]. All these different indexing mechanisms may operate at different levels. 

They may contain references to frames of video, whole talkspurts of audio, whole 

pages of shared workspace; all these entities consist of multiple data packets. Perhaps 

the most elementary high-level indexes are those that refer to whole sessions; each 

entry is most likely a session title. All these different references are simply 

information about information contained in a document or database.

The MMCR provides basic metadata information on recorded streams. This consists 

of the title and brief description of a session as these are specified by the user setting 

up the recording. Within a recorded session, details on the type of data and the 

participants are also included. These are organised in the file hierarchy described 

earlier. The issue of metadata relating to specific parts of the streams (e.g. events, 

scenes etc.) is a heavily researched topic [MPEG4] and has not been explicitly 

addressed in the implementation of MMCR. Moreover, the low quality of the media 

data handled by MMCR does not allow for much automatic metadata generation (e.g. 

scene object recognition). However, I will illustrate below how a rudimentary 

mechanism can be easily integrated with the primary index structures.

The packet-level indexing structure of MMCR can easily facilitate the existence of 

references at particular points in a recorded stream. These references can be 

characterised as ‘annotations’; they are a form of metadata providing information on 

particular events in the stream. The presence of annotations in the stream will aid
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segment selection and also allow rapid identification and access to particular points in 

the media stream that the user might be interested in.

Annotations can be added at arbitrary points in a stream and multiple annotations can 

co-exist at the same point, as they are independent of one another. Every annotation 

will be associated with the time (in seconds) at which the action it describes occurs. 

The simplest type of annotations that can be provided are text-based annotations. Text 

annotations are known [WMA96] to help users 'navigate' in the recording (e.g. go to 

slide 3 of the lecture without going at slides 1,2). The text for an annotation can 

represent something more specific than a simple textual reference e.g. a URL. To 

create and access annotations, special software is required; this could be created either 

as a separate tool or as an enhancement of the player, that will allow users to insert 

annotations in streams. Obviously, no meaning can be imposed on the annotations by 

the primary indexing mechanism since their use is application specific. As expected, 

annotations would usually be presented during playback.

A B C D A B C D

A = the annotation type (e.g. 1 is text, 2 is URL etc)
B = the time of the annotation in seconds 
C = the length of the annotation in bytes (length of part D)
D = the annotation text

Figure 4.7 An annotation entry

In addition to manual insertion of annotations it is possible that some are generated 

automatically. For example, in an audio stream, an annotation can be inserted every

time there is a new speaker. This annotation can be for example the speaker’s name.

Annotations may also be generated from a shared workspace stream provided that the 

content of the data exchanged can be interpreted and there exists the required 

information to indicate a change worth referencing (e.g. change of page). Once the 

infrastructure for the addition and use of annotations is implemented, further types 

could be added. Even though text annotations are a rudimentary metadata proposal 

they can be highly useful in a number of playback scenarios.

87



4.7 Implementation

The prototype implementation of MMCR supports remote interactive recording and 

playback of all the types of data that can be transmitted over the MBone (e.g. RTP 

audio/video, shared workspace etc.) including data produced during encrypted 

conferences. All recordings are ‘centrally’ located as the server is assumed to have 

access to a large data repository whose location is transparent to the users of the 

service. Using the client's graphical interface, a user can remotely initiate recordings, 

browse the contents of the archive, and initiate and control playback of existing 

recordings.

Figure 4.9 shows the client-server architecture of the system and the interactions 

between the components. The system is currently implemented as five independent 

components: the server manager running on the server host, the browsing, recording 

and playback modules that also run on the server host, and the client that runs on end- 

user workstations. All components have been developed using Java [JAVA] to allow 

easy cross-platform operation. The functionality of each component is separately 

described. It is important to note that as part of the main components there may be 

media-specific sub-components. There are differences in the way the different media 

are recorded and replayed and these are described in the next section.
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Figure 4-8 The architecture of MMCR

4.7.1 The Server Manager

The ‘Server Manager’ is a Java-based program that controls the whole service by 

handling the establishment of connections with the clients. The ‘Server Manager’ 

provides a separate independent interface for each task (namely for recording, for 

browsing and for playback); this allows more interfaces to be easily added when 

required (e.g. to provide access to the archive for editing purposes).

Depending upon the type of service requested by a client, the server manager initiates 

a new recording, browsing, or playback mechanism. Once the mechanism required has 

started, the remotely located client communicates directly with that mechanism and 

the server manager returns back to its task of waiting for connections from other 

clients. Each mechanism has its own text-based control protocol for communicating 

with the client.
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4.7.2 Recording

After contacting the server manager to request a recording, the client must provide the 

details of the session to be recorded. More specifically, the multicast address and data 

type for each medium, a title for the recording and a short description of the subject. 

The ‘record’ option in the ‘sdr’ tool can also be used for recording initiation and 

scheduling. This provides a more automated recording setup procedure as the user 

does not have to manually specify information on the session; it is all included in the 

Session Description provided by ‘sdr’. Then, the recorder joins the specified multicast 

group addresses and stores the data received on the disc. Data is stored on a ‘per- 

source’ basis and an index is created for every source as described in Section 4.6.

Partial recording of a conference is possible both with respect to the streams (e.g. only 

record the audio) and the whole of the session (e.g. only specific parts). The latter 

option is achieved via a ‘pause’ and ‘resume’ facility. Additionally, the duration of the 

recording can be specified; the recorder can be instructed to record for a specific 

amount of time and automatically stop after this Has elapsed (e.g. record for one hour).

Once a recording is requested, the recording mechanism waits for commands from the 

client and performs the tasks specified. A sample sequence of commands is shown 

below. It sets up the recorder to record a 30-minute session consisting of video, 

encrypted audio and shared workspace. Obviously, these commands are not observed 

by the end-user; the client constructs them based on information the user has provided 

using the GUI and then sends them to the recorder.

title French language tutorial 

description Lesson 3: verbs and nouns 

start 224.4.4.413456 video rtp 

start 224.5.6.715678 audio encrypted 

start 226.23.4.6134567 whiteboard shw 

duration 30

The recorder is capable of recording all types of media that can presently be 

transmitted over the MBone. Extra functionality exists to support RTP media and
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encrypted media, i.e. specialised recorders are used for recording such data. A generic 

data type recorder handles the other media types (e.g. reliable multicast) and does not 

attempt to interpret the received data in any way either during or after the recording.

The existing implementation of the recorder does not provide the facility of recording 

specific user contributions i.e. individual sources of a medium. Although this can be 

beneficial for video, (e.g. only record the video from the current speaker) in audio it 

can lead to recording incomplete conversations if active speakers are omitted. For 

such a mechanism to work properly, the contributing sources need to be known in 

advance of the session to allow the selection and exclusion. This however, is not 

always possible or applicable in some applications. To facilitate specific source 

recordings, and at the same time ensure that all the important contributions are 

recorded, the recorder should store all sources. After the recording ends, a simple 

editing facility could be used to delete the contributions from specific users that are 

not required.

An important recorder requirement is to be able to pause and resume some time later. 

When in 'paused state' the recorder simply ignores any incoming data. When recording 

resumes, the duration of the pause is calculated and taken into account in the 

calculation of receiver timestamps. This ensures that the stream appears to be 

contiguous during playback in a fashion similar to a home VCR. Users playing the 

stream back, will not notice the pause since there will not be any gap where the stream 

was paused. They will most likely experience a change of context; this is expected and 

is probably the intention of pausing anyway. In Section 4.8, we will see that pausing 

while recording may not always be appropriate.

4.7.3 Playback

The playback process incorporates both the browsing mechanism and the playback 

mechanism. The browsing mechanism provides users with a snapshot of the contents 

of the archive to assist them in identifying the required recording. The playback 

mechanism retrieves data from the archive and transmits it to the network. The 

playback process consists of two stages: ‘playback setup’ and ‘playback control’.
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In ‘playback setup’ the first part is browsing; different levels of information are 

provided for contents of the archive. At the highest level, a listing of the titles of the 

sessions available for playback is provided. A search facility is available (based on 

title keywords) to help refine the initial listing and identify titles of interest. Further 

details about a particular session can also be retrieved; they include a brief description 

and details on the media that constitute the session. Additional information on each 

medium includes the data type (e.g. RTP) and the names of the participants (where 

available). This provides a way to identify and select only the required data streams, if 

just a subset is needed. Where usernames are not available, the original IP address of 

the participant’s host is presented but it may not be very useful in identifying the user.

Once selected, the details of the streams to be replayed (i.e. the unique session 

identifier, the selected media and their selected sources) are passed to the player. This 

information on three levels in the file hierarchy (see Figure 4.6) enables the player to 

access the corresponding data streams. The target multicast group addresses are also 

given to the player. As discussed in Section 4.4, there are a number of possible ways of 

defining and providing the player with the target addresses. At the time of the 

implementation, an external service that provided unique multicast addresses did not 

exist. The simplest of the options discussed was implemented; the user setting up the 

playback, has to provide the target multicast addresses. In addition to the multicast 

mode, playback can also occur in unicast mode. In this case, the player does not need 

any target addresses as the media data is sent directly to the host of the user who 

requests the playback.

The second stage, “playback control”, begins when the user instructs the player to 

start playing back data. At this point, the player starts sending data to the target 

multicast groups or to the user’s host and waits for control commands from the client. 

As these are received, they are propagated to the media which in turn propagate them 

to their source objects that actually handle the data. An example set of client 

commands to set up playback and start sending data is: 

conference conf456342356 

send audio 224.4.4.41444416 all 

send video 226.6.6.616666 16 45365756 56453456 

play
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The above command sequence will result in playing back all the audio streams of the 

recorded session to address 224.4.4.4/4444 and two of the video streams to address 

226.6.6.6/6666. The Time-To-Live (TTL) attribute that defines how far the packets 

should travel in the network is 16; the minimum value for TTL is 1 (local) and the 

maximum is 128 (worldwide). As is the case with the recorder, these commands are 

not observed by the end-user.

During playback, before a data packet is transmitted, the corresponding primary index 

entry is first read. Unless there are rate limitation requirements, or there has been a 

change between storage and transmission format, the player transmits the data as it 

was recorded. Real-time packet transmission is scheduled based on the timestamp in 

the index entry of each packet. This means that the time between the start of recording 

and the packet’s arrival time must now elapse (from the time playback starts) before 

the data packet is transmitted to the network. Obviously, if playback does not start 

from the beginning of the session, the timings become relative to the playback start 

time and the start position in the stream. We will see in Chapter 5 that for a smoother 

playback, the timestamp used for scheduling packet transmission may be different to 

the original recording timestamp assigned to the packet when it arrived at the recorder. 

It is preferable (where possible) to replay the data packets based on their original 

inter-packet timing relationships (i.e. as transmitted by the original sender) and not as 

perceived by the recorder.

The playback mechanism supports operations similar to a normal home VCR. These 

include ‘play’, ‘pause’, ‘fast forward’ and ‘rewind’. For example, the instruction 

‘forward 60’ will stop playback, move forward 60 seconds in the streams, and resume 

playback from the new point. Additionally, random access operations are possible that 

allow ‘jumping’ to any point in the streams. These operations take advantage of the 

index structure for efficient and fast movement either forward or backward within the 

stream. To find the required position in the stream, a binary search algorithm is used; 

this is facilitated based on the fact that the index entries are of fixed size. For random 

access, the types of the streams being acted upon have to be considered; in Section 4.8 

I examine the impact of the different media characteristics on these operations.
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4.7.4 The Client

The Client provides the user with the facilities necessary for accessing the recording, 

browsing and playback functionality offered by the server. The client is totally 

independent of the server and the media tools and runs on Unix workstations and PCs. 

An initial implementation provided a text-based user interface; this was later replaced 

by a Java-based Graphical User Interface. The GUI provides home-VCR style 

facilities and was created for enhanced usability and information presentation.

The main window of the client interface is shown in Figure 4.9. This shows what 

server the client is configured to connect to and displays information about any active 

connections (the title of the session recorded or played back). The main window is 

used for initiating recording and playback of sessions.

O p t i o n s  H e l p

Server host cabarïnaucs.uclacuk

s ta r t  a Recorder Start a Play.er |

Q uit

Figure 4.9 -  The main MMCR client interface

The ‘Start a recorder’ option initiates the setup process for a new recording. The user 

has to type manually the name and multicast address and select the data type for each 

medium to be recorded. In Figure 4.10, the recorder is already configured and ready to 

start recording three different media (audio, video and whiteboard). There is also an 

option to specify the duration of the recording; when used, it instructs the recorder to 

automatically stop after the specified time has elapsed. While recording, the user has 

full control and may ‘pause’ and later ‘resume’ - thus omitting a part of the session.
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Figure 4.10 The Recorder interface

The playback process (initiated via the ‘Start a player’ option) begins with browsing 

the contents of the archive; a title listing of the sessions available is initially provided. 

The user can select a title to see more details about the session and the media it 

consists of. Different screens take the user through the process of selecting the sources 

of each medium and inputting the destination multicast address for each medium.

The playback screen finally allows the user to start playing back the selected data by 

pressing the ‘PLAY’ button. Once playback starts, the playback control actions 

become available; the client supports operations similar to a normal home VCR: play, 

pause, fast forward, rewind. The current location in the stream (in terms of time) is 

visually indicated at the lower end of the player’s window. Additionally, the user can 

use the ‘slider’ mechanism for random access purposes. The appropriate media tools 

must be started in order to receive the data from the multicast groups to which the 

player is transmitting.

95



Title; jH earns hew tutorials 2 2 3 /1 0 /9 7

MEDIA and  SOURCES

NAME ADDRESS PORT m FORMAT

audio Z26.7ÆJS8 5678 16 RTP

vidao Z2^AAA 4688 16 RTP

PUVy 1 RAim 1 REWIM) 1 fORWARD ; RESTART]

Omim - 0 0 0 ! 2E

Figure 4.11 The playback interface

4.8 Strategies for recording and playback

As described in Chapter 3, the different media have varying characteristics and these 

are reflected in the different underlying data transport protocols used. In this section 

we will see how the various media types are handled in the implementation of 

MMCR. To accommodate some of the media requirements, media-specific recording 

and playback mechanisms are deployed.

4.8.1 RTP-based media

RTP is used for the transmission of real-time data. The information provided with 

each RTP data packet, along with the membership and feedback information provided 

by RTCP, are used by the conferencing tools to process the data. Every RTP data 

packet has a timestamp and a sequence number associated with it. The media tools 

expect the timestamp and sequence number in every new packet to increase (except in 

the case when they wrap-around and restart from zero). Packets may arrive out of 

order but near the time they are expected i.e. the data should appear to be contiguous 

in order to maintain high interactivity.

During recording, the recorder joins both the RTP data address and the RTCP address. 

The RTCP messages are important in extracting more information on the participants
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which is made available during browsing (e.g. the names of the members of a 

session). Hence in addition to the data packets, the recorder also stores the RTCP 

messages; they are also useful for statistical purposes.

As already mentioned, when recording an event on a home VCR, one expects a 

‘pause’ action to temporarily stop recording the event and to continue when resume is 

pressed. A gap between the two parts of the event should not exist. Obviously, during 

playback a change of context is expected to occur at this point but this is the intention 

of the original pause action anyway; to skip parts that are of no interest.

This principle is applied when recording RTP-based streams to make the pause action 

transparent. To achieve this, the recorder calculates how long the recording was 

paused for and then modifies the timing information in data packets subsequently 

received, by deducting the time in ‘paused’ state; this ensures that data appears to be 

contiguous. For example, if the last packet preceding a pause has a timestamp of ‘x ’, 

the first new packet received after resuming has a timestamp of ‘y’, and the recording 

was paused for a total time ‘z ’, the timestamp of the first new packet would be set to 

‘y-z’. This modified timestamp will be a few milliseconds larger than ‘x’ (provided 

the stream was active when recording was paused and resumed).

Similar modifications apply to the sequence number in the packets. As they should 

also appear to be contiguous, the sequence number of the first packet received after a 

resume should be one higher than the sequence number of the last packet received 

before the pause. The difference between the sequence number of those two packets is 

calculated so that it is used to correctly work out the sequence number of packets 

subsequently received. One uncertainty here, is that it is not possible to find out 

whether any packets were lost in the period of time between receiving the last packet 

before the pause and receiving the first packet after recording has resumed. A way to 

overcome this requires the recorder to monitor reception while in paused state; any 

loss would then be easily identifiable.

For playback, things work in a similar manner; the receiving media tools expect the 

timestamp and sequence number to increase thus random access operations should be 

transparent to the receiving tools. Therefore, if the player moves back in the stream 

(i.e. will play packets that were previously played) the timestamp and sequence
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number of the packets are modified so that the receiving tools observe the packets as 

if they are new data. The new timestamp of every packet, is calculated based on its 

original timestamp and the aggregate time of all movements (either forward or 

backward) in the stream since playback started. The new sequence number of the 

packet is the result of incrementing the sequence number of the last packet sent before 

the normal flow of playback was interrupted. When moving forward in the stream, the 

timestamp and sequence number of packets are modified in exactly the same way. 

With these modifications, the receiving tools will not realise that some data was 

actually skipped over or played again; this is possible because RTP receivers are 

stateless.

4.8.2 Shared workspace

Shared-workspace media generally use reliable multicast transport protocols. As 

mentioned earlier, a fundamental principle is that every group member should 

eventually have a complete set of the data. As no reliable multicast media engines 

were fully implemented in MMCR, there are a number of unresolved issues during the 

recording and playback of these media types. The discussion here concentrates on the 

Scalable Reliable Multicast (SRM) protocol used in ‘wb’. SRM is not the only reliable 

multicast scheme proposed but the principles behind it are more general than many 

and can be used in many circumstances. Similar issues apply when using ‘nte’ even 

though the data repair mechanism is slightly different.

Since the recorder does not participate fully in the reliable multicast session, it does 

not have the ability to identify and request any data it has not received. In the worst- 

case scenario, the recorder loses some packets and even any retransmissions of them 

(if they were requested by other receivers); in this situation the recording is 

permanently incomplete. Such a recording, would obviously create huge problems 

during its playback; receivers will transmit requests for data packets that the player is 

not able to fulfil. Thus, it is crucial to obtain a complete recording of the session. In 

any case, implementing a special recorder that simulates the corresponding protocol 

engine can solve the problem of incomplete recordings. Such a recorder would be 

capable of requesting any data it has not received in a fashion similar to the tools
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running on user hosts. Similarly, assuming that a complete recording was made, the 

player would be able to fulfil any requests for data it has previously transmitted.

Even after a full reliable multicast engine implementation, there would still be 

outstanding issues. During recording, it would be a bad idea to ‘pause’ and hence to 

omit recording some incoming data. As new data may relate to past data, there is a 

chance that data omitted during the pause will be required during playback. An 

example, is the case where the pause period started in the middle of page ‘n’ and 

ended in the middle of the next page. When replaying, it is probably acceptable to 

send the first half of page ‘n’ and skip the rest. There is however a problem envisaged 

when the first half of the next page is omitted; receivers will start requesting that data 

(obviously thinking that it was lost) but the player is not able to repair it. Thus, the 

fact that there are dependencies in the streams, implies that the use of pause during 

recording should be discouraged; it can possibly occur at page boundaries, but again it 

is not certain that omitted pages will not be revisited or re-edited at a later point while 

recording.

For playback, random access operations cannot be performed flawlessly either. This is 

because receivers maintain history state. When a fast-forward command is issued, the 

player has to jump to a particular point in the stream skipping some intermediate data. 

There will inevitably be a flow of repair requests coming from the receivers as they 

discover a potentially large number of objects or modifications missing; how bad this 

is, depends on the new position in the stream. In other words, the player cannot 

randomly seek to the middle of a page and start transmitting data from there; the 

complete state of that page, from its start to the current point, must be present for the 

playback to make sense to the receivers.

It is therefore advisable to transmit the intermediate data, at least from the beginning 

of the page in which the fast-forward operation ‘terminates’. A potential solution is to 

stop playback, fill in the missing data, and then resume playback. The resulting delay 

should be kept at acceptable levels. Alternatively, data can be filled in the background 

in a ‘staged’ and balanced manner; this has to happen after the ‘move’ (to avoid 

delaying the fast-forward operation) and in parallel to the data being transmitted as 

part of the normal playback. It is imperative that the ‘background’ transmission has
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minimal interference with the current data. In either case, tools may not be able to 

cope with a big flow of data as they were not designed with this situation in mind. 

Probably the simplest solution is to take no action and wait for the receivers to make 

repair requests for the data skipped; it may take a long time for the state to be fully 

recovered though and the player may move to the next page in the meantime.

When going back in a stream (e.g. in a rewind operation), there are no problems 

regarding the comprehensiveness of the data set but again the maintenance of state at 

the application level complicates things. Ideally, all data from the current point back 

to the new point (after the rewind) should be removed. However, ‘wb’ maintains the 

notion of ownership for drawing objects created during a session. It is not possible to 

modify what another user has written. This obviously implies that the player cannot 

delete any objects. However, when playing back, the player is actually the owner of 

the data. A clever, but complex, implementation should enable the player to 

‘impersonate’ the different users (so that data from each recorded user is 

distinguishable) and initiate undo/delete operations on the data. Again, these delete 

operations must occur before playback resumes to avoid confusing the users.

Provided that the mechanism supports all the operations of the protocol, no problems 

are envisaged with uninterrupted recording and playback. However, for full 

functionality, that includes random access, some issues need to be resolved; these will 

usually be closely related to the characteristics of the particular reliable multicast 

protocol; the multitude of protocols available makes things more complicated when 

aiming to provide a universal solution.

4.8.3 Encrypted media

In some cases, media data is encrypted to enhance the privacy of MBone multimedia 

conferencing. Every sender encrypts the data stream before transmitting it to the 

network. Authorised receivers decrypt the stream (using the decryption key) and then 

‘present’ the data to the user. Ideally, the recorder should also be capable of 

decrypting the data streams in the same manner as authorised session participants.

During the implementation of MMCR, there were continuous changes in the standards
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for the security mechanisms and the relevant key distribution mechanisms. There was 

also a concern over the safety of encryption keys when these were made available to 

servers. I have managed to support encrypted sessions to a certain extent but not to the 

degree I would have liked. As a result, MMCR operates as an un-trusted member of 

the session and a simple solution is deployed; encrypted streams are stored as they 

arrive at the recorder i.e. no decryption occurs on the data. It is assumed that the user 

setting up recording or playback has access to the session addresses; it is highly likely 

that these will only be available within an encrypted session announcement [KIR99]. 

Although simple, we will see below that this option has a number of disadvantages as 

the recording and playback mechanisms do not have access to the data.

During recording, the recorder is an un-trusted entity and hence cannot extract any 

information from the encrypted packet headers. As a result, during browsing, 

information on the session participants is limited to the IP address of their machine. 

Moreover, ‘pause’ cannot work seamlessly for RTF-based media (in the manner 

described in Section 4.8.1), as the RTF header contents cannot be modified. This 

could potentially cause problems at the receiving tools during replay. Additionally, it 

is not possible to utilise any Forward Error Correction provided to recover from 

possible packet losses. Although this was not implemented, a problem is also apparent 

in reliable multicast media since the recorder is not able to identify and request any 

missing data. If any packets are lost, the result is an incomplete recording with the 

potential consequences described in the previous section.

Things become relatively complicated when considering playback. It is perfectly 

feasible to send the data to any multicast address. However, in order to decrypt the 

data, the receiving tools must be provided with a decryption key which is the same 

key that was used when the original session occurred. This requires the participants to 

keep the key for future purposes; a user who did not participate in the original session 

must be given the key from a user who did, or a key archiving service. There are some 

potential security flaws here regarding the safe storage of keys and the indefinite 

availability of the content to current and future key holders.

Random access operations (i.e. fast-forward and rewind) cannot be performed as 

described in Section 4.8.1 as the player does not have access to the RTF headers. The
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same applies to reliable multicast streams; even in the scenario where a complete 

recording was achieved, the player cannot return to the last checkpoint and transmit 

skipped data or satisfy any repair requests from receivers. To ascertain the reaction of 

the receiving tools under these conditions, random access operations were carried out 

using encrypted data. As expected, after a fast-forward, there was a degree of 

‘confusion’ in the RTF tools; high loss was reported immediately after the operation. 

This occurred because the player had no means of maintaining data continuity in the 

streams. So, there was an unexpectedly big gap in sequence numbers (as some packets 

were skipped) which to the tools appeared as packet loss. Behaviour after a ‘rewind’ 

was similar, except where the new location in the stream was within a few seconds of 

the old one; in this case the tools discarded the packets as duplicates. The erroneous 

situations eventually were resolved; the ‘history windows’ in the tools were filled with 

the new data and things went back to normal again.

Under the above circumstances, the solution devised for playback was the only one 

possible; encrypted sessions are only recommended for uninterrupted playback 

without even the possibility of pausing the streams; this is especially true if any 

reliable multicast media are included. As part of later developments on RTF, the 

definition of Secure RTF [BLOOl] allows access to the packet header information; the 

packet header is sent in the clear but the data payload is encrypted. If available at the 

time of the implementation of MMCR, Secure RTF would have allowed timing repair 

operations (see Chapter 5) after recording, and smooth random access operations 

during playback.

However, even under Secure RTF, operations like data transcoding or the utilisation 

of FEC would still not be feasible. The situation would be completely different if the 

server was granted full access to the data; the operations on the different media types 

described in the previous two sections would be possible. Assuming this, there would 

also be a number of alternatives regarding the storage and transmission of the 

sensitive data; these are investigated in the rest of this section.

For future access, a number of different scenarios could apply; these depend on how 

important the data is after the end of the originally encrypted session. If after the 

session, the encrypted data is no longer important, it can be stored and replayed in the
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clear allowing access to everyone. If restricted access is required, the simplest solution 

would be to store and replay the encrypted data with the original key. Alternatively, 

data could be stored with a key different to the original; the new key would be 

provided to authenticated users on demand.

It is possible that data can be stored encrypted with one key and sent to the network 

with another; the playback key could be different every time allowing to control the 

number of accesses by certain users; this could be very useful for pay-per-view 

purposes. Again, depending on the security requirements, some parts of a recording 

could be transmitted in the clear whereas other parts could be encrypted. An 

interesting scenario is where the data must be sent to an on-going session that is 

encrypted. If the recorded session was encrypted, the decryption keys stored will 

enable the player to decrypt the data and re-encrypt it using the ‘target’ session’s keys 

before transmitting it to the network; obviously this encryption would have to be 

performed on-the-fly.

4.9 Other MBone recording and playback systems

In Chapter 3 we studied some recording and playback tools from a historical 

perspective; they are of value as they were the initial attempts at recording and 

playback of MBone sessions. In this section, a number of more recent systems and 

tools for recording and playback of MBone streams are examined briefly; those were 

not prior state of the art but were mostly developed in parallel with the work on 

MMCR. Some have evolved from the primitive command-line based tools capable of 

handling a single stream, to client-server based systems with graphical user interfaces. 

Moreover, recent commercial interest has resulted in a number of multimedia server 

systems [REAL, IPTV] that include enhancements to provide RTF compatibility.

4.9.1 mMoD

The mMOD system has the capability of recording and playing back RTF data (i.e. 

audio and video), shared workspace data as well as other data types sent over 

multicast. It is written in Java and therefore runs on most operating systems. mMOD 

consists of the VCR programs that perform recording and playback and a VCR-like
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interface that runs on a web browser and is used for starting and controlling running 

sessions.

There is not an obvious client-server architecture since the system is more like a 

collection of players and recorders, which access data locally. As a result, remote 

recording is not currently supported limiting the system's functionality. Therefore, 

mMOD can be described as an on-demand system that offers user-friendly access to 

previously recorded MBone material.

The playback function of mMOD offers the ability to add text markers in the stream 

and start playback at a specific point in time within the clip. A problem might be that 

the player relies on the name of a stream to identify its type. The list of sessions 

available for playback is available through a WWW page. This page has to be kept up 

to date by an administrator making this solution an inflexible browsing method.

4.9.2 Interactive Multimedia Jukebox (IMJ)

The Interactive Multimedia Jukebox (IMJ) [ALM98] is based on combining the 

jukebox paradigm (i.e. “everyone can receive what is currently being played”) with 

multicast communications [ALM96]. It uses a scheduling mechanism to distribute 

RTF audio and video over three multicast channels. Playback of a session is requested 

via a WWW-based user interface; the scheduler then assigns a free slot on one of the 

channels.

The system has many similarities with traditional VOD; the main aim is the provision 

of flexible scheduling strategies based on a finite set of channels available to all 

viewers. These strategies are based on tracking viewer usage patterns. However, a 

large disadvantage of the IMJ is that it lacks in user interactivity. Recorded material 

can only be produced by the administrators; end-users cannot use the system to create 

their own recordings. Moreover, playback interactivity (e.g. random access 

operations) is only provided if enough server resources are available at the time or the 

stream is buffered at the receiver. The former uses a separate channel for the purpose, 

and the latter potentially imposes considerable delay and requires buffering 

capabilities at the receiver.
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4.9.3 The MASH archive system

An archive system was developed at U.C.Berkeley as part of the MASH architecture 

framework [MASH]. It incorporates a set of tools that support the recording and 

playback of MBone sessions consisting of audio, video and shared workspace data. 

The recorder can accept an SDP announcement and record the specified session. The 

player supports the standard VCR functionality including pause and random access.

The recording and playback mechanisms can operate on the local host or can remotely 

access a server implemented as a cluster of machines for extra reliability. The 

playback client provided incorporates the different media tools in a single interface 

along with the playback control mechanism.

The developers paid particular attention to client-server communication [SCHU98]. 

This is achieved via a control protocol that maintains soft state for easy recovery after 

failures. The control protocol also allows multiple controllers of the same session 

which is quite useful during playback to a group with multiple active users.

4.9.4 MBone Video on Demand (MVoD)

The MVoD is the improved version of the MBone VCR tool which was discussed in 

Section 3.9. MvoD overcomes the major limitations of the MBone VCR (namely, 

local control and storage) by having a distributed client-server architecture; it offers 

interactive remote recording and playback of MBone sessions.

The client has a Java-based graphical user interface providing the normal VCR-style 

facilities (play, stop, rewind etc). The front-end includes an interface to the Session 

Announcement Protocol (SAP) service for receiving and displaying details on 

advertised MBone sessions. Based on the announcements, it is possible to schedule of 

recordings and playbacks. Also included, is a useful facility for directly launching the 

media tools for joining the selected session.
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A multicast-based communication protocol is used to announce the existence of 

servers. This enables clients to find out currently active servers and to obtain 

information on these servers (e.g. number of users currently connected). MVoD 

supports basic user authentication; users can access the server by providing a 

username and password. There are also plans for implementing a 'floor control' 

protocol to enable clients to take turns in controlling the player during a session.

Even though MVoD is well implemented based on the correct architecture, an 

important disadvantage is that it only supports RTP-based media. Moreover, it is 

restricted to recording sessions that are announced using SAP. These are important 

limitations, but it should be possible to enhance the system to overcome them.

4.10 Summary

In this chapter I presented the design and implementation of MMCR which is based 

on a flexible client-server architecture with independent components. The 

implementation consists of a GUI-based client that remotely communicates with the 

different server components using simple text-based protocols. The design promotes 

the use of packet-level indexes for indirectly accessing the media data. The indexing 

mechanism is evaluated in Chapter 5; we will see how it is used to provide efficient 

random access operations.

Following the implementation, the issues around recording and playback of different 

media types were examined. From the requirements identified, it was obvious that the 

number of different media types would pose problems as each has different 

characteristics. Some problems only became apparent after using the implementation; 

continuous media seem much easier to record and playback than shared-workspace- 

type media. In addition, the use of encryption adds a further degree of complexity; the 

lack of an authentication procedure for the recording and playback mechanisms forces 

them to inevitably operate as untrusted entities.

In the previous section we saw that some systems designed to record and replay 

MBone sessions were developed in parallel with MMCR. The review has shown that 

the architecture of MMCR and those systems which had a similar aim, share common
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characteristics. Thus, MMCR is suitable for what it was designed to support and the 

environment in which the system is expected to operate.

Obviously, researchers focus on different aspects so in some cases utilising existing 

solutions can be advantageous. For example, the control protocol that is part of the 

MASH archive system could be used in MMCR; it is more flexible than the one 

currently used especially in recovering from client or server failures. The protocol 

implemented in MVoD that recorders use to announce their existence can also be 

useful to provide users with access to multiple recorders. Also of particular interest, 

are the scheduling policies used in the Interactive Multimedia Jukebox as they can be 

used to combine identical requests from different users and serve them simultaneously 

in order to reduce costs. This however can only be facilitated when users can afford a 

delay before playback begins.

In the next chapter, I evaluate the implementation of MMCR under different 

applications and ascertain the efficiency of the indexing mechanism. I then examine 

data quality issues concentrating on delay and loss in an attempt to reduce their impact 

on recorded data.
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5 Quality Analysis and Performance

Even in the simplest of systems, it is important to perform an evaluation to ascertain 

whether the objectives set out during the design phase have been met. Obviously the 

objectives vary from system to system according to the functionality required. In 

addition to the functionality-related requirements, there can also be performance- 

related requirements. Ensuring that the latter requirements are satisfied can be much 

harder, as it is only after the implementation phase that the system can be evaluated 

against these.

The prototype implementation of MMCR was used in many occasions for recording a 

variety of sessions, from project meetings, to language teaching. This collection of 

recordings has provided valuable information about any issues that were of 

importance during recording and playback of MBone sessions. These issues relate to 

the performance of the system as a whole but more importantly to the quality of the 

data being recorded and subsequently replayed.

In this chapter, I first describe how the MMCR was used and state some concerns 

identified in a detailed evaluation of the MMCR client implementation. I then provide 

some analysis regarding the performance of the real-time indexes and show how they 

were extended to provide secondary-level indexes. From then on, the focus is on 

analysing some of the performance issues paying particular attention to the quality of 

data. The quality of recorded data depends highly on the state of the underlying 

networks; when these are problematic data quality degradation is expected. We will 

see the potential consequences of replaying a recorded session that has large delay 

variations and packet loss. As expected, data gets further degraded as loss accumulates 

and delays become more random.

The MMCR has no control over the state of the delivery network during recording; 

however it can take steps to improve (to some extent) data quality when this has been 

distorted. For delay, I devised an algorithm to improve the timing relationship in the 

data packets recorded. This algorithm eliminates the variation in the network delay 

which makes subsequent playbacks ‘smoother’ and more network friendly as ‘packet 

bursts’ are avoided. Because of the different characteristics of audio and video, a
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different algorithm is used for each. With respect to packet loss, I investigate existing 

repair mechanisms as these are used in the tools to find that there is sometimes a need 

for higher reliability.

5.1 Using MMCR for recording and playback of MBone sessions

For approximately a three-year period (1997-1999) an evolving prototype 

implementation of MMCR was used extensively to record and replay MBone sessions. 

The client implementation went through a number of stages before reaching the status 

described in Section 4.7. The user control interface was initially text-based; then, 

simple GUI-based clients were developed that performed only a particular task (i.e. 

only record, play etc.). Finally, the multi-purpose interface was implemented that 

incorporates access to all of the server functions.

The server was running on a Sun Sparc-5 machine under the Solaris operating system. 

For storage, the server initially had access to a 10 GB hard drive; this was later 

upgraded to a dedicated 40 GB fileserver as the collection of recordings grew. This 

low-cost hardware set-up was adequate for the intended usage; the system did not aim 

to support many simultaneous recording and playback operations. The implementation 

of MMCR was used in some multimedia projects and many ideas for extensions came 

as a result of this usage. It is important to note that it was possible to make the 

extensions needed because of the flexibility in the architecture of the system.

5.1.1 Recording different session types

A major use of MMCR involved recording remote language lessons which were part 

of real language courses [HIGH]. The scenario is similar to that described in Section 

3.1.1; there was one teacher and about six students attending. The recordings were 

made available for future playbacks; the students as well as the teacher found the 

availability of a “lesson replay” really useful. Moreover, the recordings were used by 

the project organisers to study the streams and assess the quality of data [WAT98]. 

This was useful in identifying when data became incomprehensible because of packet 

loss and delay and ascertain the reaction of the participating students when this 

occurred.
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One recording that is considered important was that of a surgery session. There were 

three sites participating in the session and encryption was used to protect the data. The 

actual surgical operation was transmitted from one site and observed by groups of 

students and other doctors at the other two sites. As expected, high quality video was 

used since visual communication was as important as the audio communication. 

Again, the recording is highly useful as future reference material e.g. for training 

purposes. The encrypted recording can only be played back by users in possession of 

the decryption key.

Another category of sessions recorded was collaboration meetings for various 

projects. These usually involved 6-10 active participants usually dispersed at different 

sites. Essentially these are very similar to the teaching sessions; the video stream is 

even less important in this case. The final category is that of event and seminar 

broadcasts. An example recording is that of the Reliable Multicast Research Group 

(RMRG) meeting in London in July 1998. The audio and video broadcast attracted 

approximately 300 receivers. The session lasted approximately 5 hours and the total 

size of the recording was 556 MB.

The amount of data recorded during the various sessions mentioned above obviously 

depended on the number of participants, the media used, and their bandwidth/quality. 

As expected, the teaching sessions and the collaboration meetings that included low 

quality video streams, had the lowest average data size per active participant (usually 

around 100 MB for all media); event / seminar broadcasts had the highest (just taking 

into account the main speaker). However, due to the number of participants, the 

teaching sessions and the collaboration meetings were usually the highest in terms of 

total storage space used per recording (around 500 MB for 60 minutes).

5.1.2 Client evaluation

An extensive user evaluation of the MMCR client [CLA97] showed a number of 

deficiencies mainly in the flexibility of the graphical user interface. Minimal time was 

devoted to the GUI implementation issues as the main part of my research was to 

analyse the performance of the system with respect to the network and recorded data
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quality. Most of these deficiencies were minor usability issues that were rectified 

easily.

The most important problem occurred with novice users of the technology, who were 

not entirely familiar with the MBone and multicast addresses. They had difficulties in 

using the client to set up playback. This related to the task of manually specifying the 

multicast groups to which the player should send the data. This problem is 

unavoidable if the target session is not advertised, and is directly related to the address 

allocation problem discussed in Section 4.4. An advertised session (e.g. using ‘sdr’) 

gives an indirect way of extracting automatically the addresses from the session 

description. More importantly in this case, it relieves the user from the task of 

providing the addresses. However, not all sessions are advertised.

As an intermediate solution, the option to define a static set of addresses was 

provided; these addresses were retrieved from a file during the playback setup 

process. This short-term solution was particularly suitable for those users who usually 

replay sessions on the same addresses - most likely during a pre-scheduled meeting or 

lesson. In a later development, playback setup and control was also available through 

a WWW browser; this was based on a Java applet. This solution, offered users the 

simplicity and the look-and-feel of a home-VCR and it was primarily designed for 

novice users. For this, the playback setup procedure was extremely simple as all the 

user had to do was to select a session from a list and then press the ‘play’ button; the 

media tools were also automatically started on the user’s host. Through this playback 

interface, it was also possible to apply rudimentary access control; not all archived 

sessions were included in the list of sessions displayed as available for playback.

5.2 The Primary Index -  design evaluation and hierarchical indexes

As described in Chapter 4, a core part of a recording is the ‘primary index’, a packet- 

level indexing structure which is created while the recording takes place. In this 

section I evaluate the effectiveness of the design to identify whether the additional 

storage space and processing time required are justifiable. Initially I provide indicative 

measurements of the extra storage space required and explain how efficient the index 

can be when making copies of recordings. I then examine some measurements for
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random access operations with and without the use of the primary index. Moreover, 

secondary-level indexes were built to see if there is any further gain in speed of 

access.

5.2.1 Storage space requirements and copying

We examine here the overheads in storage space when using the primary index. The 

table below shows the relationship between the data size and the index size. The 

numbers are taken from existing recordings of different application scenarios; a 

meeting of three users each sending audio, video and ‘wb’, an audio stream broadcast 

containing music (for continuity), and a lecture broadcast with audio and video.

Medium type / 
Tool

Duration
(mins)

Paekets Data size 
(bytes)

Index size 
(bytes)

Datadndex 
Size Ratio

Overhead

%

Whiteboard-wb 116 8857 716514 70856 10.11 9.88%

Whiteboard-wb 116 3049 253958 24392 10.41 9.60%

Whiteboard-wb 148 1723 167958 13784 12.18 8.20%

Video -  vie 154 47692 40056829 381536 104.98 0.95%

Video -  vie 147 88898 61878556 711184 87.01 1.14%

Video -  vie 147 16021 11576405 128168 90.03 1.10%

Audio -  rat 147 96422 33293069 771376 43.16 2.31%

Audio -  vat 145 36878 12403499 295024 42.04 2.38%

Audio -  rat 145 10805 3431052 86440 3&69 2.51%

Audio (musie) 42 59637 10974353 477096 23.00 4.34%

Video (leeture) 57 57344 49192960 458752 107.23 0.93%

Audio (leeture) 57 69046 23396352 552368 42.35 2.36%

Table 5.1 Primary Index storage overheads

The table above shows that the storage overhead associated with the primary index is 

not fixed in comparison with the size of the media data. So for whiteboard the 

overhead is approximately 9.5%, for video it is approximately 1%, and for audio it is 

3% (on average). This is expected, since the size of an index entry is fixed at eight 

bytes, whereas the data packet size varies depending on the medium and the 

bandwidth used; ‘wb’ has much smaller packets than audio and video so the higher
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overhead is expected. It is important to note that the recordings used in this analysis 

are only indicative examples; the overhead may vary, but it should not be very much 

different than what is shown above.

The additional storage space required for storing the packet-level indexes is nowadays 

readily available as the cost of storage space continuously decreases. In any case, the 

overhead is in most media, a very small fraction of the actual data; for example the 

lecture video is 107 times larger than its primary index. If required, it may be possible 

to compress the index. For instance, in an audio stream the arrival time of the first 

packet of each talkspurt can be stored; the play-out time for the other packets in the 

talkspurt can be calculated easily from the RTF timestamps in the packet headers. The 

advantages of using the packet-level indexes outweigh the small extra storage cost.

One potential use of the indexes is for copying data. Instead of making copies of the 

usually large data files, copies of the comparatively small primary index can be 

generated. These potentially multiple copies would all ‘point’ to the single copy of the 

data. The most obvious benefit of this, is that large amounts of storage space can be 

saved when users want to make their own compilations. For example, making a copy 

of the first half of the music audio stream included in the table above, would only 

require 233Kb if using the primary index instead of the 5359Kb consumed by a copy 

of the actual data. Potentially, users can easily store their own copy of the index on 

their local host; when they request playback, they also provide the index to the player 

to enable it to access the corresponding data packets.

5.2.2 Random access measurements

A series of measurements was carried out to see the effect of using packet-level 

indexes during random access. These compared the speed of random access operations 

when accessing the data directly and via the primary index structure. The 

measurements were carried out on the relatively low-spec Sun Sparc-5 with 32MB of 

RAM. The files were stored on the local 8GB hard disc. To avoid the effect of caching 

by the operating system, the measurements were taken using different files in a round- 

robin fashion. The results in Table 5.2 show the average seek times from one of the 

six recordings that were used. The first column shows the operation performed, the
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second column states how long it took when accessing the data directly, the third 

column shows the time required when using the index and the final column gives the 

ratio of the two timings (i.e. how much faster accesses were when using the index). 

The video data file was 780MB in size and 98 minutes in duration. The corresponding 

index file was 7MB in size and contained 923048 index entries.

Operation Direct Data (ms) Index (ms) Ratio

FF to min. 5 203864 290 703

FF to min. 83 219752 219 1000

REW to min 67 311250 57 5460

REW to min 33 101221 164 617

FF to min. 92 473579 209 2265

REW to min 8 4379 173 25

Table 5.2 Random access times

Analysing the above timings shows that the ratio varies dramatically depending on the 

operation, the current location, and the target location in the stream. When searching 

for a time using the index, a binary search algorithm is utilised since the size of all 

index entries is the same. This implies that all operations (either fast-forward or 

rewind) are similar in nature. On the other hand, the direct data accesses are 

performed sequentially so for a rewind the player has to go back to the beginning of 

the data file; this explains the low ratio for the ’REW to min 8’ action and the high 

ratio for ‘REW to min 67’ action. For fast-forward, the player moves forward from the 

current location in the file.

The operating system is a factor here due to the use of different algorithms for caching 

recently accessed data in high-speed memory. As far as the index is concerned, I 

believe that some caching has occurred after the first couple of operations on the same 

file causing less read operations to be made from the disc. Also the fact that during a 

read operation the operating system reads a whole page in memory has certainly 

played its role in the measurements. This effect has probably increased the speed of 

access when using the index as certain parts of it were in memory. In spite of this
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ancillary advantage, it is more than obvious that the use of the indexes offers a distinct 

advantage during random access operations.

5.2.3 Hierarchical indexes

I also progressed with a sample implementation of time-synchronised indexes that are 

a typical example of the hierarchical indexes introduced in Section 4.6.6. Using a 

time-synchronised index ensures that a specification of time, either relative or 

absolute, goes to the same point in time of each stream of each medium, regardless of 

the amount of data present in the different streams.

The time-synchronised index is a second-level index; its index entries contain 

references to index entries in the primary index rather than the data itself. The time- 

synchronised index is constructed right after the recording has finished; it contains an 

entry for every second e.g. a recording that lasts one hour would have 3,600 entries in 

this index. The index entry is of fixed size and consists only of a pointer to the 

corresponding primary index entry for the time represented. The structure of the 

second-level index is shown below. For illustration purposes the size of the data 

stream appears to be equal to the primary and the time index streams; as shown in 

Table 5.1, it is much bigger in reality.

D a t a

P r ima r y
I n d e x

T i m e
I n d e x

Figure 5.1 Time-synchronised indexes

As expected, an additional level of indirection is introduced when accessing the actual 

media data. However, access to parts of the index is trivial as it only involves a simple 

calculation. The random access operations given in Table 5.2 were repeated to 

measure the impact of the second-level index.
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Operation Direct Data (ms) Primary (ms) Time-based (ms)

FF to min. 5 203864 290 270

FF to min. 83 219752 219 175

REW to min 67 311250 57 55

REW to min 33 101221 164 150

FF to min. 92 473579 209 199

REW to min 8 4379 173 168

Table 5.3 Random access using a time-based index

As shown in the table above, there is a slight improvement with regards to the speed 

of access. The improvement occurs because the binary search operations required 

when using just the primary index are no longer necessary. The required entry is 

easily located in the time-based index, its contents immediately identify the 

corresponding primary index entry, and the corresponding location in the data file is 

accessed.

Obviously much more complex index structures can be constructed. For example, a 

single index entry can point to multiple primary-level index entries that belong to 

different streams; this reduces the number of secondary-level indexes the player has to 

traverse. The use of hierarchical indexes is not limited to timing and as we saw in 

Section 4.6.7 they can be more content-oriented. For example an index may have an 

entry whenever a particular person starts talking; using this it would be easy and fast 

to jump to the actual location(s) in the data file.

5.3 Data quality analysis

One of the objectives of the work in this thesis, was to analyse the data recorded on 

the system in order to identify any quality problems, and think of ways of improving 

it. The recorder is arbitrarily placed in the network and is therefore “equivalent” to 

any other session participant; the data it receives is susceptible to random packet loss 

and delay. The effect that this had on the recorded data is analysed and the potential 

consequences during playback ascertained.
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The analysis here, relates only to real-time RTP-based media. There, strict timing is 

highly important and packet losses are not repairable, except when using FEC 

schemes, which in any case do not guarantee 100% recovery. Reliable multicast media 

were not considered since, as described earlier, they have built-in data repair schemes 

and strict timing is not of the utmost importance as delays are tolerated in favour of 

reliability.

Extra software was written to analyse sessions recorded by MMCR. These consisted 

of sessions from the various applications described in Section 5.1. The software 

analyses the recorded data (based on information embedded in the streams) by 

identifying lost and out-of-order packets, and measuring the inter-packet delay. The 

statistics extracted are:

• Average loss rate: this is the average loss rate for the whole of the session.

• Highest instantaneous loss rate: the highest loss rates seen within a given 

‘window’. The term ‘window’ is used to define a group of consecutive packets.

• Longest series o f lost packets: this is particularly important as when losses occur 

in bursts, the FEC mechanisms cannot repair the stream fully.

• Average, highest and lowest inter-packet gap: the inter-packet gap, is the time 

difference between two consecutive data packets arriving at the recorder. The 

average for the whole session was calculated. The ‘peak’ and ‘low’ were also 

measured to see how badly the network routers can delay packets and then send 

them to the destination in bursts (back-to-back)

• Total number o f out-of-order packets: these relate to delay; sometimes adjacent 

packets may follow a different network route, experience different delays and 

eventually arrive to their destination in the wrong order.

Essentially, this analysis is similar to major studies that have been performed in an 

attempt to characterise the behaviour of the MBone [BOL95, HAN97c, YAJ96]. 

These studies conducted large-scale experiments that were quite extensive in terms of 

the number of participating sites and trace duration, and produced pretty similar 

results; it is a general consensus that they are pretty indicative of the loss and delay
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characteristics of the MBone. I only used a small number of traces (in the form of 

recordings), but the findings are along similar lines:

• The inter-arrival gap between ‘neighbouring’ packets can vary significantly. In 

one extreme, some of the packets arrived at the recorder in bursts (back-to-back) 

with only a small gap between them (around 2-7ms). In the other extreme, packets 

arrived with a considerably large inter-arrival gap. This indicates that some 

packets were delayed much more than others.

• Average loss rates are generally low (around 5%) but cases were observed where 

half of the receivers in a session experienced more than 10% loss.

• Packet losses are mainly solitary but sometimes occur in groups of consecutive 

packets.

During playback, the player aims to reproduce the original conference as accurately as 

possible i.e. as it was produced by the original sources; this depends on the quality of 

the data received by the recorder when the original session occurred. Delay and loss 

are expected to be additive. A stream affected by bad network conditions during the 

original recording, will become even worse if it goes through an erroneous network 

during a subsequent replay. A theoretical analysis and some real-time experiments 

were performed to show the possible cumulative effect on loss and delay during 

playback. In the analysis, I used existing recordings and applied them over real packet 

traces collected by Yajnik [YAJ99] (which are considered as representative of the 

status of the MBone) or over other recordings; these were considered as the network 

conditions during a hypothetical playback. I also transmitted data over the MBone and 

monitored reception at a remote site.

5.4 Delay

As already mentioned, delay variation (jitter) is a problem that has an impact on the 

receivers and affects media synchronisation. Since network conditions can change 

rapidly, the network delay between two sites is highly variable. Media tools such as 

‘rat’ and ‘vat’ attempt to hide jitter by deploying buffers with adaptable size. In highly 

interactive applications, large artificial delays may affect the speed of interaction and
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hence they cannot be tolerated. Packets arriving more than a couple of hundreds of 

milliseconds after the time they are expected, may be discarded.

As with all other participants of the session, packets may arrive at the recorder with 

varying delay. Some may arrive in bursts (back-to-back) with small inter-packet gaps; 

others may arrive with large inter-packet gaps. During replay, retransmitting packets 

in bursts may cause overloading at routers that can lead to packet losses or further 

delays. Retransmitting packets with large inter-packet gaps may result in those gaps 

increased during replay; this can lead to a large artificial playout buffer delay at the 

receiver or even render some packets unusable.

5.4.1 Measuring jitter in recordings

The receiver timestamps in a recording were examined to provide an idea of how 

much jitter was observed by the recorder. Although packets leave their source in a 

timely manner, the random delays in the network give the recorder a completely 

different timing relationship.

Audio data is split into talkspurts; a talkspurt starts when a user begins talking and 

finishes when the user stops. A talkspurt consists of a number of packets generated at 

equal intervals. In the analysis, an algorithm is used to examine the first few packets 

of a talkspurt and identify the packet with the least relative delay (the ‘anchor’).

The graph in Figure 5.2 shows the difference in delay between the anchor packet and 

all the other packets in the talkspurt. The source of the data was in the US and the 

recorder in the UK; the graph represents approximately one minute of continuous 

audio (music). As we can see, the network jitter can vary quite significantly; this is 

true especially when the data source is quite far away from the recorder. Packets with 

a difference near to zero have experienced more or less the same delay as the anchor 

packet. Those with a high difference value have experienced much higher delay. If in 

this instance, the buffering constraints in the audio tool dictated that packets arriving 

more than 150ms late were discarded, it is obvious from the graph that the stream 

would be presented to the user with packet loss. It is worth noting that entries for
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some packets seem to show a negative value; these packets that arrived later on in the 

talkspurt have experienced slightly less network delay that the ‘anchor’.
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Figure 5.2 Packet delay variation

5.4.2 Jitter during playback

Data sent by the player is transmitted under the same conditions as data originating 

from a media tool i.e. on a best-effort delivery basis. It is therefore possible that 

during playback the network distorts the timing relationship between packets sent by 

the player.

A series of tests was conducted to see the potential effect of the network on replayed 

data and to examine the consequences of replaying packets with the potentially
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irregular timings they were received by the recorder. An audio recording was used, as 

packets are regularly transmitted from the audio tool at 40ms intervals. The packets 

are replayed with the inter-arrival times that they were received at the recorder. A 

theoretical playback was performed as well as a replay of the recording over the 

MBone with reception monitored at a remote site. The inter-arrival gap between 

packets is measured as they arrive at the receiver and the deviation from the original 

(i.e. the gap between consecutive packets as they left the original sender) is examined.

The first theoretical replay of the recording is using itself as the ‘network effect’. This 

results in inter-packet gaps further increased (if they were larger than the original) or 

further decreased (if they were smaller than the original). Figure 5.3 shows the 

calculated outcome. The percentage of packets arriving near the original 40ms gap has 

decreased, as expected. The number of packets arriving very near to each other has 

increased dramatically and the number of packets arriving very far from each other 

has also marginally increased. If there was a ‘cut-off’ limit (i.e. a maximum inter

packet gap), we would see even more packets considered unusable.

Replaying a recording over it self
40%

R e c o r d e d  g a p  
R e p l a y  g a p P a c k e t  g a p  ( m s )  

Figure 5.3 Theoretical playback

The second replay is using another recording as the theoretical network conditions. 

This results in a variety of cases. The inter-packet gap between some packets is 

sometimes improved (approaching the original) or made much worse. The important
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observation was that the number of packets arriving at, or very near, the original inter

packet gap has again decreased.

As a test to see how jitter propagates in reality, the recording was replayed over the 

network and reception was monitored at a remote site. The observations are shown in 

Figure 5.4 below. We see again that the number of packets arriving near their original 

inter-packet gap has decreased. For some packets the gap has improved (i.e. 

approached 40ms) whereas for the majority it has deviated even further from the 

original 40ms.
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Figure 5.4 Playback over the network

Although jitter cannot be eliminated from the network, its effect can be magnified by 

certain transmission strategies. A particularly bad transmission strategy, is where 

many packets are sent in a burst. When a busy router receives a burst of back-to-back 

packets, the data may incur loss as it may have insufficient buffer space for all the 

packets in the burst. The induced loss affects the quality of the data at receivers. At the 

other extreme, it is equally bad to send packets with large inter-packet gaps as this will 

require larger buffers at receivers. It is therefore important to send packets at regular
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intervals; when the recorder receives packets at irregular intervals, it must attempt to 

recover from this erroneous situation.

5.4.3 Improving data quality with respect to packet delay

We have already seen the effect that jitter can have on recorded streams and the 

potential consequences during playback. It is important to remove this effect to the 

highest degree possible so that data is played back in a smooth and timely manner. 

During replay, provided that the network does not distort timing, data will arrive at 

recipient tools in a timely manner aiding them in presentation.

In theory, the real-time representation contained in the RTCP packets, combined with the 

RTP timestamps in the data packets, could be used to retrieve the actual time the packets 

were sent. This would be possible, if the Network Time Protocol (NTP) [MIL92] was 

used to synchronise the clocks at all participating hosts; it would then be trivial to 

calculate the exact delay of a packet from sender to receiver. There is no guarantee 

though, that the clocks of the machines from the original conference were either 

synchronised with each other, or with the recorder.

From the recorder’s point of view, unsynchronised clocks will give wrong results making 

the streams totally unsynchronised. Moreover, removing delay completely results in an 

artefact, an illogical view of the session that could have never occurred; during a 

conversation, users respond after they have received another user’s words. To avoid this 

situation, the recorder does not attempt to calculate the time that packets left their 

original sender.

In the solution presented here, there is no attempt to remove the delay completely, but to 

remove the delay variation. The method is based on a combination of the RTP timestamp 

in the data packets and the received timestamp (attributed to the data packet when it 

arrived at the recorder) in the index. The algorithm calculates the minimum relative 

network delay as observed at the recorder; using this the variation in the network delay is 

eliminated.
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It is very important to note here that any timing repair work is done offline i.e. after 

the recording has finished. This way, the mechanism can potentially work better than 

those in the media tools; there are no buffers with limited size or any real-time 

constraints that force the data to be presented within a certain time. Hence, there is an 

advantage in being able to look at the complete stream.

Due to different characteristics between audio and video (primarily the timing 

information contained in the data packets) a different timing repair algorithm is used for 

each of these media. In audio, every packet has its own increasing sequence number 

and timestamp. In video, for H261 which is the encoding used most over the MBone, 

packets that belong to the same frame have an increasing sequence number but the 

same timestamp. This characteristic prevents the calculation of the original inter

packet gap between video packets that belong to the same frame.

After the timing repair process, each media stream will more closely resemble the 

original media stream, as it left the sender. This is because any variation in network delay 

is removed. The data packets are scheduled for transmission based on the packet with the 

least delay; they will now be transmitted before their reception time or at their reception 

time at the latest.

5.4.4 Jitter repair in audio data

A talkspurt-based algorithm is applied to remove jitter from RTP based audio streams 

where every packet has its own increasing sequence number and timestamp. Using these, 

it is possible to identify the exact order and time that packets left the original sender in 

relation to their predecessors. So irrespective of the time and order packets have reached 

the recorder, they get positioned back in their original place in the stream. New 

calculations are performed for every talkspurt; this eliminates the potential effect of clock 

drift/skew [M0099, HODOO] from becoming significant. When a talkspurt is very large 

in duration it is divided in smaller parts (each only a few seconds long).

The algorithm works in two steps. In the first, it uses the first few packets of a talkspurt 

and identify the one that was delayed the least. The difference between the RTP 

timestamp in the first packet of the talkspurt and a few subsequent packets is calculated.
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This difference is converted in time units and compared with the difference between the 

received timestamps of the packets. If it is greater, the first packet was actually delayed 

more than the packet it is compared to; its ‘received’ timestamp is adjusted accordingly 

to make the difference between the received timestamps in the packets equal to the 

difference between their RTF timestamps. The second step, uses the modified timestamp 

in the first packet to adjust the rest of the talkspurt according to each packet’s RTF 

difference from the first. If there is a burst, the last packet received is the one delayed the 

least.

The table below shows an example of how the algorithm uses the recording timestamp 

and the RTF timestamp of each packet to calculate the relative position of the packet in 

the audio stream. For example, we see that packet 4 was received at the recorder at time 

330 (3*̂  ̂ row), which is 92ms (5^ row) after packet 1. However, packet 4 has originally 

left the sender 120ms (4* row) after packet 1 which was received at time 238. This 

implies that packet 1 was delayed by 28ms (6̂  ̂row) more than packet 4; the timestamp 

for packet 1 is reduced accordingly (last row).

Packet number 1 2 3 4 5

RTF timestamp (RTPts) 3456960 3457280 3457600 3457920 3458240

Received timestamp (RECts) 238ms 290ms 301ms 330ms 372ms

Packet’s RTPts -  first packet’s RTPts 40ms 80ms 120ms 160ms

Packet’s RECts -  first packet’s RECts 50ms 63ms 92ms 134ms

Delay gap (RTPdiff - RECdiff) -10ms 17ms 2 8 m s 26ms

Delay higher than best packet 28ms 40ms 11ms 0ms 2ms

New received timestamp 210ms 250ms 290ms 330ms 370ms

Table 5.4 Removing jitter in audio data

The delay gap represents how quicker (positive) or slower (negative) the particular 

packet has arrived at the recorder, in relation to the first packet of the talkspurt. The new 

timestamp for the first packet will be the smallest result of (Facket’s received timestamp 

-  RTF difference from first) or the packet’s received timestamp minus the largest delay 

gap. By performing the calculation for the first few packets of the talkspurt (so that we 

get the likely smallest network delay for the packets) we calculate when the talkspurt 

start packet was sent. The algorithm could be extended to use the whole talkspurt but 

some measurements showed that in the majority of cases the improvement achieved after
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the first 6-7 packets was very little (in the order of l-3ms). Based on the updated 

timestamp and the RTF timestamp in the header of each packet the rest of the talkspurt’s 

packets are sent. The inter-packet gaps between packets are the original ones and all 

packets are scheduled relative to the first packet’s received timestamp; this may have 

been modified if subsequent packets experienced less delay during recording. As shown 

in the table above the amount of jitter varies and this variation is ehminated (e.g. for 

packet 2, 15 milhseconds were removed). The pseudocode for the audio algorithm is 

given in Appendix B.

5.4.5 Jitter repair in video data

Video (in this case H.261) is more complicated than audio as all packets that belong to 

the same frame have the same RTF timestamp [TUR96]. This does not allow the 

calculation of the original inter-packet gap between the individual packets of a frame 

i.e. when they were transmitted relative to each other. As a result, the algorithm is 

split in two levels: the ‘frame level’ and the ‘packet level’.

In the first level, the ‘frame level’, the timing relationship between neighbouring 

frames is calculated. The frame that was delayed the least is identified in order to 

remove the delay variation. The calculation process uses the received timestamp and 

the RTF timestamp of the first packet in each frame; the other packets are ignored. 

The algorithm is similar to the one used for audio; it reads ahead a few frames and 

calculates the relative delay between frames; the frame that arrived with the least 

delay is used as the basis for adjusting the timestamps in the other frames. In the 

second level, the packets of a frame are equally ‘spaced’ in the gap between the first 

and the last packet of the frame. This is done to avoid sending packets in bursts. The 

whole gap to the next frame could have been used to spread packets further; however, 

this may cause an increase to the delay for a packet. The algorithm is described here 

using an example.
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Packet Seq. 

Number

RTF

Timestamp

Received

Timestamp

Packet Seq. 
Number

RTF

Timestamp

Received

Timestamp

8370* 4493428 181566 8381 4538428 182079

8371 4493428 181597 8382* 4562728 182325

8372 4493428 181599 8383 4562728 182407

8373 4493428 181602 8384 4562728 182409

8374* 4513228 181756 8385* 4582528 182581

8375 4513228 181786 8386 4582528 182597

8376 4513228 181789 8387 4582528 182599

8377 4513228 181796 8388* 4597828 182736

8378* 4538428 182046 8389 4597828 182750

8379 4538428 182074 8390 4597828 182767

8380 4538428 181077

Table 5.5 -  Video packet timestamps

The packets in the table above are from an H261 video stream and the RTF 

timestamps are based on a 90kHz clock. The 21 packets belong to 6 frames and the 

sequence numbers marked with (*) belong to the first packet of each frame; these 

packets are used to calculate the timing gap between the frames in a fashion similar to 

the audio algorithm.

Packet number 1 2 3 4 5 6

RTF timestamp 4493428 4513228 4538428 4562728 4582528 4622128

Received timestamp 181566 181756 182046 182325 182581 182736

RTF diff. from first --- 220 500 770 990 1160

REG diff. from first -- 190 480 759 1015 1170

Delay gap -- 30ms 20ms 11ms -25 ms -10ms

New REG timestamp 181536 181756 182036 182306 182526 182696

Table 5.6 -  Calculating frame timing relationships
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The time that the first packet of each frame should be replayed has now been 

calculated. The replay time of the remaining packets in the frames must also be 

determined. The packets in the frame are evenly spread in the gap between the first 

and the last packet of the frame; this avoids at least sending any packets in bursts. 

Again, packets are scheduled either earlier or at the latest at the time they arrived. So 

for the third frame in the list, the timestamp difference between packet 8378 and 8381 

is 33 milliseconds; the two intermediate packets are spread in this gap as shown in 

table 5.7 below.

Packet sequence number 8378 8379 8380 8381

Old RECeived Timestamp 182046 182074 182077 182079

New Received timestamp 182036 182047 182058 182069

Adjustment 10ms 27ms 19ms 10ms

Table 5.7 Frame packet timings

5.5 Packet loss

The other cause of data quality degradation is that of packet loss. Packets are dropped 

along the path from the source to the destination (due to congested links or routers) or 

are sometimes dropped by the receiver (just before they are presented to the user) 

because of large delays or processing limitations. This section discusses the former 

case. For the latter, the timing constraints in the tool’s playout buffer relate to delay; 

ways to improve timing were investigated in the previous section.

Packet loss can be described as either ‘spatially correlated’ or ‘temporally correlated’. 

The loss (i.e. lack of reception) of the same packet at many sites, is characterised as 

‘spatially correlated loss’. On the other hand, ‘temporally correlated loss’ is the loss of 

consecutive packets at a given receiver. From the recorder’s point of view, 

‘temporally correlated loss’ can cause severe problems; as we will see below, it is 

usually difficult to recover all the data packets after consecutive losses.
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5.5.1 Measuring packet loss

Loss is a well known problem and many researchers carried out measurements to try 

and identify why and where it occurs. Bolot [BOL95] looked at temporally correlated 

loss and Yajnik [YAJ99] examined both temporal and spatial loss correlation. 

Handley [HAN97c] also examined loss characteristics with similar findings. In 

general, it was found that most packet losses are solitary -  the packet immediately 

preceding, and the packet immediately following a lost packet, are received correctly. 

There are cases though were consecutive packets are lost and that is when real 

problems occur.

5.5.2 Loss accumulation during playback

During subsequent playbacks of a recorded session, loss will be cumulative. It is 

obvious that when a lossy recording is played back, packet loss in the network will 

further degrade the quality of the data observed at receivers. To measure this effect 

some simulations were carried out. In those experiments I used some recorded 

sessions and the MBone traces collected by Yajnik. The recorded sessions were the 

playback source; the MBone traces were considered as the hypothetical network 

conditions during the replay.

During the analysis, it was assumed that when there was a gap in the recorded stream 

(i.e. lost packets) empty data packets would be sent out. This is done to maintain the 

packet mappings between the recorded stream and the network trace. Both streams 

consisted of 40ms long audio packets.
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Figure 5.5 Loss measurement during playback

A s w e can see in the approximately tw elve minute trace above, the loss in the 

recorded session has com bined with the (fortunately low ) loss in the network during 

playback resulting in higher loss observed by the receiver. The graph below  is a 

snapshot o f  a one minute long trace. The middle part o f the graph clearly show s that 

an increase in network loss can have a large impact on the data arriving at receivers.
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Figure 5.6 High Loss accumulation during playback
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5.5.3 Repairing lost packets in recorded data

In erroneous network conditions, two types of loss may be experienced by end-users: 

the first is actual packet loss where packets never reach the receivers, and the second 

is delay-related loss where packets arrive too late for the tool to present them to the 

user.

The recorder stores all packets irrespective of the time they arrive; this even includes 

out-of-order packets. After the timing repair process described earlier, all packets are 

in their original position in the stream; some loss that may have been observed by 

users during the original session has effectively been eliminated. In theory, the 

recording is of better quality than that probably experienced by participants near the 

recorder.

For packets that are lost in transit, nothing can be done by the recorder unless error 

recovery is embedded in the data stream. Prior to the final storage of the recorded 

session, the recorder could utilise any error recovery mechanisms (e.g. redundancy) 

used in the transmission. This would help reduce the amount of any loss in the 

recorded stream and reduce the probability of loss accumulation during future 

playbacks. Lost packets will most likely be recovered in a lower quality format but at 

least the data is partially present.

There are various EEC schemes [PER98] with each one targeting a specific scenario. 

In general, the level of FEC included in the stream usually depends on the amount of 

loss experienced by receivers (based on their feedback reports). The higher the 

amount of FEC the higher the extra cost in bandwidth; usually an average is used so 

there is a risk that some receivers experiencing high loss may not be able to recover all 

packets.

Using FEC may be adequate for the continuous media tools as due to the real-time 

constraints it is not viable to arrange retransmissions of lost packets. Bearing in mind 

that loss varies depending on the location of a receiver, from a recorder’s point of 

view FEC may not produce a loss-free recording. Moreover, repaired packets will
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always exist in their low quality version; this may not be ideal considering the fact 

that further loss may occur during playback which will result in having more low 

quality packets. We will see in Chapter 6, that in some applications it is crucial to 

obtain a high quality, loss-free recording.

5.6 Conclusions

A number of performance and data quality issues were studied in this chapter. The 

prototype implementation described in Chapter 4 was used in a variety of recording 

and playback scenarios and useful observations were made. The flexibility in the 

system’s architecture allows for extensions to be readily added in order to enhance the 

functionality offered.

The use of indexes as an indirect method of accessing the data was also ascertained. 

The mechanism used proved to be very useful and efficient especially for copying and 

random access operations. The small storage overhead incurred is perfectly justifiable. 

The potential to have additional indexing levels was also investigated successfully. In 

addition to the time-based indexes developed, a range of other indexes can be created 

to assist in different applications.

The data analysis has shown that delay can be highly variable; this could have an 

impact both on the quality of a recording and the quality of the data received by users 

during playback. Using the RTF timestamps, the variation in the delay imposed by the 

network during recording is eliminated. That results in an acceptable level of inter

packet synchronisation as the data packets are sent to the network with the same order 

and inter-packet gap that they were sent by their original sender. Packets are sent to 

the network smoothly avoiding bursts that may cause further losses and will arrive to 

the recipients with only any delay variation imposed during playback. This makes the 

task of lip synchronisation [STE96] easier for receivers who expect packets to arrive 

with reasonable jitter.

As far as loss in concerned, the use of existing mechanisms may not be able to 

compensate fully for lost packets. The recorded stream has to be of better quality than 

the quality any of the participants has experienced. To compensate against loss and 

increase the quality of the recorded data when the network is lossy, multiple recording
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locations need to be used. When these are carefully selected, better coverage will be 

achieved resulting in a good quality recording when the different recorders collaborate 

to combine their data. A distributed recording architecture to achieve this is described 

in Chapter 6.
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6 Using Distributed Recording to improve quality

In Chapter 4, I described the design and implementation of the MMCR, a system for 

recording and playback of MBone sessions. The architecture of the MMCR, as well as 

the other multicast conference recording systems examined, is based on a model with 

a single, arbitrarily placed recorder. The analysis presented in Chapter 5 has identified 

some potential problems such systems have to face. The most important drawback is 

that the recordings may have less than perfect quality, because they are often not loss- 

free. It is crucial to obtain a recording of the initial session that does not suffer from 

data quality degradation; when the session is replayed (presumably over an error-free 

network) receivers expect loss-free material.

In this chapter, we will see an enhancement to the original design of MMCR that 

attempts to eliminate the packet loss often seen during recording. I start with 

identifying applications that have a loss-free recording as an absolute requirement. As 

shown in the previous chapter, it is difficult to achieve loss-free recordings using 

existing technology. Some possible solutions for this problem are investigated; the use 

of multiple recording locations seems the most appropriate. Based on this, I designed 

a distributed recording system that consists of a main archive that uses strategically 

placed recording caches to obtain better quality. This enhanced architecture includes a 

recording agent on each participant’s machine; its task is to provide missing data to 

the recording cache and information about the participant’s viewpoint. The different 

stages of achieving a loss-free recording are described and potential solutions for each 

stage are suggested. Finally, a data repair protocol that operates between the recording 

agent and its nearest cache is presented along with experimental results showing its 

behaviour under varying packet loss conditions.

6.1 The ultimate recording

In general terms, I define as an “ultimate recording” of a session, one that on replay 

produces the session exactly as it originally occurred but without the data losses and 

delay variations that the participants may have experienced. In most cases, the quality 

of the ultimate recording will be better than the quality perceived by any of the
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participants in the original session; this is because some data may well have been lost 

or badly delayed in transit to at least some of the participants.

Although the effects of loss and delay are undesirable and need to be eliminated, exact 

loss and delay information needs to be preserved as part of the ultimate recording. 

This is because some applications require that the actual session, as it was originally 

experienced by a specific participant, is recreated during playback. The viewpoint of 

each participant in the session will probably be different from the recorder’s viewpoint 

(unless a participant and the recorder were co-located). Therefore, it is important to 

acquire information about each participant’s viewpoint. This consists of details on the 

packet loss and delay experienced in the streams received; it enables the player to 

exactly recreate the participant’s view of the original session.

In general, the recordings from a single-recorder based system are most likely not 

considered as ultimate recordings; they are often not loss-free, and provide only the 

recorder's ‘viewpoint’ of the session. An ultimate recording consists of the loss-free 

data set, exact details on loss patterns received by individual participants, as well as 

information about the delays experienced between participants.

6.1.1 The need for an ultimate recording

The various multimedia conferencing applications have differing requirements from a 

recording system. Clearly, an ultimate recording is desirable in most applications. 

When recording a session, the resulting recording is expected to be of the highest 

possible quality. This becomes highly important when the session is replayed; 

assuming a loss-free network, receivers expect loss-free material. It is obvious that 

loss is cumulative; we saw an example in Chapter 5. A replay of a lossy recording 

over a loss-free network will still appear lossy; over a lossy network, data quality will 

degrade further and the stream may even become unusable.

In Chapter 3 ,1 analysed the different application requirements and presented a list of 

exhaustive requirements for a recorder. Different applications can tolerate different 

amounts of loss. The ultimate recording requirements with respect to loss and delay 

come from examining more specialised applications; these have more stringent quality
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requirements than those scenarios described in Chapter 3. In some applications it is 

also important to preserve detailed information about data loss and delay; the actual 

session as it was originally experienced at different locations may need to be 

recreated. So, for a recorder, the ultimate recording is not simply loss-free data, but 

also a spectrum of information.

Of the application scenarios discussed below, the first two were analysed extensively 

in Chapter 3; they do not necessarily require an ultimate recording but they are 

included here as they could clearly benefit from it being available. The other four 

applications, are based on small group multi-way interactions but are more 

specialised; in their context they expect an ultimate recording as an inherent part.

• Small-group distance learning sessions: the recording may serve to inform students 

not able to attend the lecture of the content, or it may serve as revision material. 

Both situations require a loss-free recording. Recreating a viewpoint is not so 

important unless it is needed by the teacher for assessment purposes.

• Material broadcast: the requirement is for a loss-free recording. There is no need to 

re-create the original perception of any receiver as, apart from the different loss 

observed, all original receivers experienced the same session with a different end- 

to-end delay. The delay is not important as there was no interaction.

• Emergency and military services: Although IP routing is not yet deployed widely in 

these services, it is beginning to find favour because of its inherent robustness. 

These applications require loss-free recordings and the ability to re-create the 

session as experienced at specific perception points. Recordings can be utilised for 

staff assessment and training purposes.

• Quality assessment o f multi-way collaboration: the objective here is the ability to 

assess the quality perceived by each participant. It is something difficult to 

accomplish at the time the session occurs as it requires conference observation at all 

perception points. This implies delay and loss information for all participants in 

addition to a loss free recording.

• Remote interviews: Here, recordings may be required to allow assessors to revisit 

interviews (e.g. for jobs) during the decision process. The application potentially 

requires the ability to replay the session exactly as experienced by the interviewee.
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• Legal cases: In some situations, recorded audio and video may be important 

evidence in a court case. An exact recording, from multiple viewpoints can provide 

substantial information as to the sequence and occurrence of particular events.

It is obvious, that the spectrum of requirements varies between applications. So, 

sometimes we need localised recordings that show exactly how the session was 

perceived at a particular location (including all the loss and delays). These are 

important since a participant’s response depends on the QoS experienced. In other 

situations (e.g. material broadcast) we just need the best possible reconstruction for 

replay. In this case we need loss recovery and to get a composite view of the session; 

there is no need for delay details. This only needs to be done at a single site with the 

expectation that it is similar for most other sites.

In addition to the application-specific requirements, there are also other benefits from 

creating loss-free recordings. During the recording process, data may be stored with 

the minimum of changes in order to preserve processing power. Once recorded, it may 

be preferable to change the data format to one more suitable for storage (see Section 

3.5); loss-free material is needed to achieve this effectively.

6.1.2 Towards an ultimate recording

In an ideal network environment, the recorder receives the complete original data 

stream and in a timely manner i.e. without delay variations. However, a centralised 

recorder (placed at an arbitrary location in the potentially erroneous network) has the 

same problems as all participants in a session; received data is susceptible to random 

loss and delay leading to quality degradation. From a recorder’s point of view, it is 

adamant that an ultimate recording is achieved since it is required in some 

applications.

With respect to packet loss, it was suggested in Section 5.6 that an initial solution 

might be to use the same data repair mechanisms used in the media tools (e.g. audio 

redundancy). Where full stream repair is possible, it is likely that the lost packets 

would be recovered in a lower quality version than the original. This is acceptable in 

some applications but it is not an ultimate recording with respect to the data set.
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Moreover, loss rates can exceed levels at which repair mechanisms can fulfil their 

task; packet loss may still persist after the stream has been repaired.

Delay is a more complex issue as it affects interactivity. A timing repair mechanism 

was described in Chapter 5; it creates a timely representation of the session from the 

recorder’s viewpoint. The recorder’s experience of the session depends on its location; 

this it is different than any of the original session participants, unless a participant was 

co-located with the recorder. So, the recorder provides a view of the session that no 

user has experienced. This may not be a problem in some application scenarios (e.g. 

broadcasts) but as we have seen, others need the ability to recreate the session from a 

number of viewpoints.

Every receiver has information on its viewpoint of the session. Ideally this is passed to 

the recorder and stored along with the recording; the session can then be replayed 

from the receiver’s viewpoint and not from the recorder’s. The RTF-based streams 

include sufficient timing information to assist in calculating a fairly accurate 

hypothetical arrival time for packets which have been lost during the original session 

but were later recovered by other means.

Using existing technology, it is not possible to create an ultimate recording unless a 

recorder is co-located with every participant in the session in order to provide the full 

data and the multiple viewpoints. Using a single recorder, and under ideal network 

conditions, the complete data set will be captured. However, the current media tools 

do not provide information on individual packet losses and arrival times for viewpoint 

reconstruction. In any case, no QoS mechanism has been widely deployed yet, so loss- 

free recordings are not really likely. QoS availability will probably consist of a 

spectrum of quality/cost choices. The current rationale behind multimedia conference 

recorders (i.e. using a single recorder) does not translate well into a QoS enabled 

MBone. This has important consequences for multicast recording, since the need is for 

loss-free recording, preferably without the recorder having to pay for quality.

Hence there is a need for a mechanism that, without any ‘external’ assistance, 

attempts to minimise the effect of data loss during the recording of a session. This 

mechanism is the scope of the rest of this chapter. The focus is on providing a solution
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for packet loss recovery and also recommending how a receiver’s viewpoint could be 

reconstructed. It is important to note here that this work concentrates on continuous 

media in which data repair operation delays cannot be tolerated; reliable multicast 

media have reliability built into the tool engines (which will presumably be utilised by 

the recorder) and timing information is not highly important.

6.2 Reliable recording mechanisms

The primary aim is to establish loss-free recordings; I first examine the obvious 

solution: using off-line localised recording. I find that it is not highly suitable for our 

environment and extend it to devise a real-time mechanism that seems more 

appropriate.

The current monolithic software tools approach to multimedia conferencing (audio, 

video and text programs) is giving way to a tool-kit approach [MCC97], where media 

components or engines can be easily integrated in the overall architecture. This is an 

important development for multicast recording, as it provides a means to incorporate 

an agent on the local host that can have an important role during the recording 

process. Indeed, the architecture presented in the chapter promotes the use of an agent 

on the sender hosts.

6.2.1 Off-line localised recording

The simplest solution for providing a loss-free recording involves collecting the 

session material out-of-band of the main session. This requires co-operation between 

each of the sender hosts (via a recording agent) and a single recorder. Each 

participant’s contribution is stored locally by the recording agent, and delivered to the 

recorder (using point-to-point transfer) either later (i.e. after the session) or in frequent 

stages during the session. Loss information, as seen by the participant, can be 

collected by the recording agent, and sent with the recorded media data. In most cases 

it is not required that the reconstructed sessions be available in a short time; the loss- 

free data can be deposited on the recorder in an off-line or delay tolerant way.
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The mechanism is relatively simple; it just requires a TCP connection between the 

sender host and the recorder. However, it needs a way of staggering uploading in 

order to be scalable, especially if uploading was performed during the session. An 

important disadvantage here, is that the data is sent twice over the network. As 

expected, this approach has storage implications at individual hosts. This may not be a 

problem, in view of the power of modern workstations, but there may be other devices 

used by participants that do not have immediate access to a storage area large enough 

to cache the whole session.

Even though this approach does not rely on complicated protocols and would work in 

a satisfactory manner for most applications, it is not entirely suitable for providing an 

ultimate recording. In addition to the storage implications for real-time data during the 

session, single points of failure exist; if a host crashes, or its network connectivity is 

lost, a participant’s contribution (or part of) to the conference recording may be lost. 

The same applies to timing information which must be collected throughout the whole 

session and must be made available in order to construct a view of the session from 

the user’s location. The other potential problems of this scheme are the processing 

requirements on the sender host, and as already mentioned, that data is sent over the 

network twice.

6.2.2 Distributed cache recording

Enhancing the off-line solution presented above, can result in a mechanism that is 

scaleable, does not impose large storage requirements on the sender hosts, and 

includes some resilience against single points of failure. Instead of using a single 

recorder, multiple recording caches can be used to simultaneously record the session.

The recording caches, cooperate with light-weight sender agents (again, located on 

sender hosts) for data repair. The agents provide on-line data repair during the session 

by only retransmitting the data packets that have been requested by their nearest 

recording cache. This is achieved by having the recording cache monitor reception 

from the senders nearby; the cache requests from the sender’s agent only those 

packets that it has not received. That way, any unnecessary duplicated data 

retransmissions are avoided something which was a problem in the off-line solution.
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Additionally, since there is communication between the recording cache and the 

sender’s agent, correct reception can be periodically acknowledged; this reduces the 

buffering requirements on the sender host. Similarly, if the sender’s agent collects loss 

and delay information regarding other senders, it can periodically transmit this to the 

cache providing the user’s viewpoint.

6.3 A distributed recording architecture

In the previous section I introduced the idea of having an agent on the sender hosts to 

assist during recording and the use of multiple recording locations to achieve better 

coverage of the session being recorded. I now materialise this idea and extend the 

original standalone recorder architecture to a distributed recording system.

6.3.1 Architecture

The proposed architecture of a distributed recording system is, of course, fairly 

complex (Figure 6.1) when compared to the simple client-server architecture of a 

single, stand-alone recorder. This is because multiple recording locations are now 

used in combination with the user hosts now playing an active role in recording via 

the recording agent.

In brief, the system operation is as follows: the recorder client (RC) communicates 

directly with the Recording Archive (RA) which propagates recording control 

commands to the set of strategically placed Recording Caches (CA-1, CA-2). The 

recording caches operate simultaneously at various sites, preferably local, or with 

good network connectivity to participating senders. The sender recording agents 

(located at sender workstations SI, S2, S3, S4) retransmit any data their nearest 

recording cache has requested. To build the complete recording, the caches cooperate 

to merge their data. First, the requirements of the architecture are examined. Then, 

each system component and the complete system operation are described in detail.
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Figure 6.1 A distributed recording architecture

6.3.2 System requirements

The complexity of the distributed architecture imposes a number of requirements. 

Perhaps the most important, is the need to run the recording agent on the sender hosts. 

Obviously, the use of the agent has processing and storage implications for these 

hosts; cache requests need to be acted upon, and access to a small storage space is 

required for storing a few seconds worth of data. The necessary resources to 

accommodate the recording agent may not always be available; in this case there is no 

option but to use whatever data the nearest recorder has gathered.

In addition to assisting with data repair, the recording agent is expected to provide 

information on the local viewpoint. This includes exact delay calculations and detailed 

references to the individual packets lost. Ideally, this information should be provided 

by the media tools themselves; even though observed loss and delay information is 

considered significant, current RTF-based tools do not report them in sufficient detail.
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A requirement that stems from the multi-media, multi-sources environment, is that it 

is imperative that a data addressing scheme be deployed. Under this scheme, a data 

packet must be uniquely identifiable; this will be useful to the recorder during the 

request and repair operations from multiple sources. It would also be used when 

recorders exchange individual packets (that may belong to different sessions) in order 

to repair any losses they experienced. This is so that data transmitted into the 

conference before recording started can be requested and recorded. A suitable scheme 

was proposed at LBL [RAM98].

Since access to recording services must be controlled, the use of recording facilities on 

multiple servers must be administered. I assume that once users have access to a 

recording system participating in a distributed recording service, they have access 

(albeit indirect) to all the recorders offering service in the scheme.

6.3.3 The recording agents

Recording agents (also referred to as ‘sender agents’) are lightweight processes that 

run on the sender hosts along with the conferencing tools. The task of the agent is to 

identify initially the nearest recording cache and then communicate with it throughout 

the session in order to repair any data not received by the cache. The agent buffers the 

data transmitted by the co-located MBone tools until it has been acknowledged by the 

recording cache. In most cases, the contents of the buffer are expected to consist of a 

few seconds worth of data from each medium used in the session; thus the storage 

required is not very large.

Media data

Cache messages

Repair data 
to cache

MBone
tools

Recording
Agent

Data,Loss & delay info

Figure 6.2 The recording agent on a user’s host

143



6.3.4 The recording caches

The caches are part of the general recording service described in Chapter 4. Each 

cache operates as a normal recorder and stores the data it receives from the session 

being recorded. Additionally, through enhanced functionality, the cache is capable of 

requesting any missing data from the sources that are bound to it; this enables it to 

build a complete set of the data originating from these sources. Combining the 

complete data from the different sources will result in a loss-free recording of the 

whole session.

The caches should be strategically located to increase the chances that the loss and 

delay from the sender workstation(s) each is responsible for, are kept at the lowest 

possible levels. Of course, there is a trade-off between the number of caches used and 

the coverage achieved. It is important to note that the roles of the different recording 

services in the network are symmetrical and multiple independent recordings can 

occur simultaneously; a particular recording server, may take the role of a recording 

archive during one recording and a recording cache in another.

When recording a session, there is an option either to record all the sources or just 

those for which the cache is responsible. Since the cache joins the session anyway, the 

only overhead in recording all the sources is disc space. This is insignificant when 

considering the fact that having all the sources at different locations provides multiple 

perceptions of the recorded session; these can be very useful for nearby users as they 

are likely to be similar to their own original perception of the session.

6.3.5 System operation

The task of recording a multi-way multicast session in a distributed fashion is divided 

into a number of specific operations. Some of these operations are performed 

continuously and others during a specific phase of the recording. In this section, I 

describe in detail the various stages of the system’s operation. For some stages, 

potential solutions are briefly suggested; these may exist as part of work already 

carried out. This is possible since many of the operations have been already
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considered; although within a different application context, the idea may also be 

suitable for the architecture proposed here.

• Existence: All recorders need to be aware of the existence and the location of other 

recorders. One way of achieving this, requires the recorders to advertise their presence 

by periodically sending a message to a well-known multicast address. This message 

should contain information about the location of the recorder and its availability status 

(e.g. load, sessions currently being recorded and replayed, disc space available etc). 

This allows each recorder to maintain a list of potential ‘co-operators’ which could 

serve as recording caches. A text-based protocol to achieve something similar has 

already been designed at the University of Mannheim as part of the mVoD system 

[HOL97]; it can be modified and extended to completely suit MMCR.

• Recording setup by the client: A client contacts a recorder to start recording a 

session. For the purposes of recording that session, this recorder gets the role of the 

Recording Archive; it is responsible for identifying and co-ordinating the recording 

caches used to assist in the recording. The selection of suitable caches amongst those 

available, might be achieved via user selection or via a monitoring mechanism. An 

example of a monitoring mechanism is proposed in [KOU98b]; it advertises received 

loss patterns, and nearby receivers seeing less loss respond. This could also be used to 

identify better recording caches as the conference proceeds.

• Recording control by the client: The client may issue control commands during 

recording. This procedure is described in Section 4.3 and is on-going throughout the 

recording; commands received by the controlling recorder are propagated to the 

recording caches.

• Recording caches record all streams: The archive and the caches identified during 

the recording setup phase start recording all the streams of the session and store the 

data they receive.

• Allocating sources to a nearby cache: Data repair will take place between every 

source (SI, S2, S3, S4) and its nearest cache. There is an allocation stage where a 

source identifies its nearest cache and ‘binds’ to it. Allocation might be achieved by a
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Time-To-Live (TTL) based expanding ring search algorithm; the recording agent at 

the source sends allocation request messages with increasing TTL, until it receives a 

response from a cache. If the actual cache changes during the conference, then the 

new cache notifies the affected sources of the change. Senders may also choose to 

bind to a different cache during the conference if the performance metrics (e.g. loss) 

indicate it to be necessary.

• First repair from recording agents: When a cache detects lost data from the 

source, it sends a retransmission request which is fulfilled by the source’s recording 

agent. In this way, the complete data set for each source is recorded by at least one of 

the caches. The recording agent only has to hold a limited amount of data (e.g. the last 

5 seconds), as correct reception will be periodically acknowledged. A mechanism for 

the request and repair of data between recording agent and recording cache, is 

presented in the next section. If available, exact loss and delay information is 

periodically transmitted by the recording agent to the recording cache.

• Second repair between recording caches: The second stage of repair, involves the 

cooperation of the caches to construct the final version(s) of the recording. It is 

possible that this phase occurs in parallel to the session. However, it is better to avoid 

generating additional data while the session takes place; this repair operation can be 

performed after the session has ended. With regards to the repair method, there are 

two options; which one is used depends on user requirements and the current network 

conditions.

Over a low-loss network, it should be possible to perform repair at all the caches 

resulting in multiple loss-free copies of the recording; each copy also represents a 

different viewpoint. This could be achieved by using a reliable multicast mechanism; 

for example, using a slightly modified version of SRM, the caches can take turns in 

multicasting request messages which the other caches fulfil until all the caches have 

complete data sets. However, it is pointless to attempt multiple location repair over a 

lossy network; in this case repair should occur at a single location, most likely the 

Recording Archive (RA). The reconstructing cache sends the details of the packets it 

is missing to other caches. This can be achieved via multicast or unicast taking each 

cache in turn. The caches may then send the requested packets via a UDP unicast 

connection or use TCP for reliable delivery.
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At the end of the system’s operation, and provided that all steps have been 

successfully completed, there will be one or multiple recordings of the session. If all 

the data from every source has been received by at least one cache, these recordings 

will be loss-free. It is highly likely, that the resulting recordings will be different to 

what any participant has seen; this is both in terms of the loss and the delay.

It was clearly not possible to investigate in depth all the steps in the system’s 

operation. I hence concentrated in designing a protocol for ‘localised’ data repair 

between sender agents and recording caches. It is assumed that the other parts in the 

system’s functionality are in place and that sources have been allocated to their 

nearest cache.

6.4 A protocol for ‘local’ repair

While recording takes place, one of the recording caches must communicate with the 

recording agent on the source host to acknowledge data reception and request data 

repair when necessary. In this section I examine the issues involved in this interaction 

and describe the design of a protocol for achieving data repair.

As the recording agent on each source is only ‘bound’ to one recording cache, a one- 

to-one communication protocol is used to provide ‘local’ data repair. It is important to 

note here, that the term ‘local’ is used metaphorically; the agent and the cache are not 

necessarily co-located on the same host or LAN but they are expected to be fairly near 

(i.e. a few hops away).

6.4.1 Requirements and characteristics

The protocol used for agent -  cache communication has a multitude of requirements 

and characteristics. The most fundamental requirement, is that all packets transmitted 

by the media tool(s) running on the source must eventually be received by the 

recording cache. Since the protocol is based on one-to-one communication it is best to 

use unicast transmissions rather than multicast. For the data transport protocol, UDP is 

preferable over TCP as it has fewer overheads and it does not tie down resources 

continuously.
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It is imperative to keep the use of processing power, memory, and bandwidth to the 

absolute minimum. The messaging mechanism should also be kept as simple as 

possible. Acknowledgement and request messages can be made cumulative so that 

there is no need to detect if any are lost.

It is obvious that the protocol has the same aim as other existing reliable multicast 

protocols; to guarantee eventual delivery. Other requirements are also similar to 

related work on reliable [FL097, MAX98, RIZ97] or semi-reliable UDP protocols 

[PIEOO]. However, there are also differences; the most important, when for example 

compared to SRM, is that repair is performed out-of-band of the main session. In 

contrary to RMTP [PAU97], ordering of information is not required; repaired data 

packets will certainly be out-of-order and can be placed in their correct order after 

recording has finished.

It is not apparent that there are real-time constraints regarding the repair of packets not 

received by the cache. In reality, the need to limit the amount of buffering done by the 

recording agent implies that there is an urgency to perform data repair. It is not 

possible to control the rate that the media tools transmit data; the aim is for the cache 

to acknowledge correctly received packets and request those lost, and for the agent to 

repair the requested packets as quickly as possible. On the other hand, extra traffic 

generated should be kept to a minimum; this depends on the frequency of cache 

messages, the packet loss observed at the cache from the media stream, and the loss of 

retransmitted packets. The loss of cache messages (i.e. acknowledgements or requests) 

has an adverse effect on the size of the buffer required by the recording agent.

6.4.2 Protocol operation and packet formats

The general operation of the distributed recording system, requires the recording agent 

to store data originating from the co-located media tools (see Figure 6.2). 

Simultaneously, the recording cache must monitor the stream(s) of each source it is 

responsible for, and note any missing data packets. As part of its interaction with the 

agent, the cache should periodically send a message to the agent acknowledging 

correctly received packets and requesting any missing packets. The agent should then

148



retransmit any packets requested. Those packets acknowledged in the message are 

deleted from the agent’s buffer freeing valuable memory. For simplicity, only a single 

recording cache and a single sender agent are mentioned here; obviously, there can be 

many caches each being responsible for communicating with multiple sender agents.

There are two types of messages that the cache can send to the agent:

ACK <sequence number>

Acknowledges data up to and including the given sequence number. Data 

acknowledgements are needed so that the recording agent can remove those 

packets from its buffer safe in the knowledge that they were received by the 

cache.

REQ <sequence number> <qty> <seqnos>

Requests the retransmission of a number of packets (given in ‘qty’); their 

sequence numbers are given in the list ‘seq nos’. A REQ also acts as a 

cumulative acknowledgement; it acknowledges the rest of the packets up to 

‘sequence number’. The recording agent sends the requested packets to the 

recording cache (on a special UDP port). When the recording cache receives a 

requested packet, it removes it from its ‘missing data’ list and acknowledges it 

in the next message to the recording agent (to enable the recording agent to 

remove it from its buffer).

The frequency that cache messages are generated is very important; the aim is to keep 

the recording agent's buffer size as low as possible (thus imposing less requirements 

on the sender's host) but at the same time must keep the protocol's overhead (i.e. the 

extra data generated) must also be kept as low as possible.

The message transmission rate depends on a number of factors; the cache may send a 

message at regular intervals which are based either on time, or the number of packets 

received, or even a combination of the two. Sending a message based on the number 

of packets received is suitable for video (which is transmitted continuously) and 

uninterrupted audio (e.g. music). The frequency here is directly related to the rate that 

the sender is transmitting data. For interactive audio, it may be better to use a
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combination of the two methods to cater for inactive periods; this will ensure that 

packets do not linger in the buffer.

In any case, a trade-off between agent buffer space usage and message frequency is 

required. There are three possible modes of operation:

a) ‘buffer-friendly’: where there is a frequent transmission of messages (either 

acknowledgements or requests) in an attempt to keep the size of the buffer at 

the agent low. The time of the next message transmission depends on the 

amount of packets correctly received but unacknowledged since the last 

message, and the packets currently missing.

b) ‘constant rate’: where messages are sent at a constant rate either based on time 

or the number of packets received.

c) ‘network-friendly’: where very few messages are sent thereby reducing the 

amount of bandwidth used.

More emphasis was placed on analyzing the first two modes; we will see when it may 

be appropriate to adopt the network-friendly mode. In buffer-friendly mode there is a 

message transmission frequency that depends on the number of packets transmitted by 

the source. However, a request message may be sent earlier than planned if there are 

packets outstanding from the previous request.

Consider an example where a cache message is sent every 100 packets. The first 

message, requests 6 packets (with numbers 45, 56, 67, 68, 69 and 88) and 

acknowledges up to packet 100.

REQ 100 6 45 56 67 68 69 88

According to the buffer-friendly mode algorithm, the next message will be sent after 

94 new packets and not 100. So assuming that the first request was correctly received, 

the buffer at the agent when the second request is sent is 100 packets; this consists of 

the 94 new packets and the 6 packets that have been retransmitted and are waiting to 

be acknowledged. On the other hand, using the ‘constant rate’ mode, the second 

request would be sent after receiving packet 200; the buffer at the agent contains 106
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packets. Note that in the second message, packets 45 and 88 are requested for the 

second time. This implies that their retransmission was never received by the 

recording cache.

REQ 194 5 45 88110124156

Under the ‘buffer-friendly’ strategy, the cache to agent message transmission rate will 

inevitably increase when losses occur. This occurs in an attempt to get more messages 

and repair packets through. This will allow the agent to maintain a reasonable buffer 

size something which is highly important for the sender’s host. However, if large 

losses occur it may be better to temporarily suspend the protocol operation.

6.4.3 Implementation and results

An implementation of the data repair protocol was developed to test its design. An 

enhanced MMCR recorder able of monitoring reception was used to request packets 

from a recording agent running on a host transmitting audio data. The experimental 

setup is shown in Figure 6.3. The audio tool sends data packets to the MBone with 

40ms intervals. These are received by reflector R1 which forwards the packets to the 

recorder after inducing packet loss. A modified two-state Gilbert model [HAN97, 

BOL96] is used for the loss probabilities. The recorder monitors packet reception and 

sends back to the reflector acknowledgements or requests for data retransmissions. 

The reflector forwards these messages to the recording agent which retransmits any 

requested packets; both the messages and the retransmissions are sent via R2 and are 

also susceptible to loss. Two reflectors are used as in theory the unicast path between 

two hosts may be different than the multicast path and with less loss. In the 

simulations, both paths have the same loss probability.
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Figure 6.3 Local Repair Protocol Experimental setup

Different simulations were carried out mainly using the ‘buffer-friendly’ mode. In 

those, I varied the message transmission frequency as well as the loss rate imposed by 

the reflectors and measured both the additional traffic (packets and messages) 

generated, and the buffer usage on the sender host. The findings are discussed below.

In Figure 6.4, the traffic generated by the repair protocol (shown as a percentage of 

the total data transmitted from the audio tool) is plotted against different cache 

message frequencies for 10% and 20% loss. As expected, a high message frequency 

leads to a higher protocol overhead. It is important to emphasise that after a point (e.g. 

100 packets for 10% loss) increasing the gap between messages (i.e. the ACK/REQ 

period) does not have a large effect on protocol traffic.
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Figure 6.4 Protocol Overhead Traffic at variable ACK/REQ periods 

for 10% and 20% loss rates.

The two graphs in Figure 6,4, show that the data overhead generated by the repair 

protocol reduces as the ACK/REQ message frequency decreases. This is expected, but 

the result of decreasing the message interval is an increase in the amount of data that 

needs to be buffered by the recording agent until it gets acknowledged (Figure 6.5).
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Figure 6.5 Average buffer size at different message rates for 10% and 20% loss
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On the other hand at increasing loss rates there is an adverse effect on the traffic 

overhead. In Figure 6.6, we see that the amount of overhead data generated by the 

protocol increases quickly with loss level. This is due to the fact that at highly 

erroneous network conditions retransmitted packets are also frequently lost; this 

results in unavoidable multiple retransmissions of the same packet (until it is received 

at the cache).

Protocol overhead at varying loss rates

20 25
L o s s  (% )

Figure 6.6 Protocol Traffic overheads at different loss rates

More seriously, cache messages may be lost causing further problems. Figure 6.7 

shows the peak buffer sizes at the sender agent for a message period of 100 packets. 

These represent the size of the agent’s buffer just before a cache message is processed. 

They are the peak because the message is expected to acknowledge a number of 

packets thereby reducing buffer usage immediately.
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Figure 6.7 Peak buffer sizes
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The values in the graph above fall within three areas. The majority is around 105 

which indicates that the previous cache message was received correctly and processed 

by the agent. The packets at that time consisted of those transmitted recently and those 

requested in the previous message. The second group of entries (centres around 200) 

appears when the previous cache message did not arrive at the agent; there are 

approximately 100 packets that the previous message did not acknowledge and there 

are the latest 100 packets transmitted since the previous message was sent. Obviously, 

the cache does not know that the agent has not received the message. We did not 

include such feedback to keep the protocol simple. The final group (around 300) 

appears when the previous two cache messages were lost; this has an adverse effect on 

the buffer as it is about three times as much as it is intended to be. This can cause 

serious buffer problems at the agent.

The distribution of the values shown in Figure 6.7 is shown below. It is clearly evident 

that the majority of message losses are solitary. As already mentioned, the values in 

the rightmost part of the graph that indicate that consecutive messages were lost and 

the buffer size increased. Such scenario is perfectly possible in the real MBone; this 

occurred because of the use of the Gilbert model during the simulations. If losses were 

of a fixed, predetermined nature (e.g. every tenth packet in the case of 10% loss), 

there would not be any consecutive ACK/REQ message losses.
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Figure 6.8 Peak buffer size distribution for 10% loss
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Figure 6.9 Peak buffer size distribution for 20% loss

The situation depicted in Figure 6.8 is as expected made worse if loss is 20%. It is 

obvious from Figure 6.9 that the number of instances where the buffer size was near 

100 has decreased dramatically. This is again due to more frequent losses of two or 

more consecutive messages from the cache to the agent. In this instance, in one 

occurrence there were seven consecutive cache messages lost and the buffer size 

approached 390 packets.

Finally, in Figure 6.10 the ‘buffer-friendly’ mode is contrasted with the ‘constant rate’ 

mode. We see that the ‘buffer friendly’ mode fares much better especially at relatively 

high loss rates. This is quite important considering that the traffic overhead of the 

buffer friendly mode is only slightly higher than the constant rate mode making it a 

much better option.
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Figure 6.9 Average buffer size variation under buffer friendly and constant rate

Additionally, the protocol seems to perform well with regard to keeping the buffer 

size at low levels even at high loss rates. We see in Figure 6.9 that the loss has 

increased by 8 times (5% to 40%) but the average buffer size only increased by a 

factor of approximately 2.5. However, at such high loss levels it is likely that 

consecutive message losses will occur with the negative effects described earlier.

When examining the behaviour of the protocol, it is important to emphasize here that 

many flavours of the protocol can be used simultaneously, depending on the 

capabilities of the sender host. The main aim during the simulations was to use 

minimal memory resources at the sender host; this was achieved at the expense of 

additional bandwidth. On the other hand, when there is a problem with agent buffer 

space availability because of heavy losses, the protocol can ‘back-off (by slowing 

down the rate of messages to the agent and agent retransmissions) until the erroneous 

condition in the network is resolved and then perform the repair. As a temporary 

measure, it can transmit acknowledgements periodically in order to free some buffer 

space on the agent.

So, a higher cache message frequency helps to reduce the buffer size at the agent at 

the expense of network bandwidth; a lower cache message frequency strategy requires 

higher agent buffer size but uses less network bandwidth. In any case, and especially 

in highly erroneous conditions, the core of the extra traffic generated by the protocol 

will consist of retransmissions of lost packets. In the unfortunate scenario where the
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agent runs out of buffer space, it has to drop unacknowledged packets and the repair 

protocol will not produce a loss-free recording.

It is important to note that the simulations do not take into account the round-trip-time 

(RTT) delays between source and recording cache. Of course in real applications it 

plays a major role. However, one of the earlier assumptions was that the cache and the 

source will be relatively near, so RTT should not be that large to have an adverse 

effect; it is only expected to marginally increase agent buffer space usage.

6.5 Conclusion

The analysis of the recordings created using a single recording location, has shown 

that they frequently suffer from packet loss; a need for a more reliable recording 

mechanism was apparent. I proposed here the use of multiple recording locations in an 

attempt to provide better coverage in the network; this would hopefully result in a 

loss-free recording, when the data sets from the different recorders are merged. An 

important development is the use of an agent running on the user hosts to assist in 

recording.

In this chapter, I identified the need for an ultimate recording; a loss-free recording 

with extra information on loss and delay observed by the participants. The potential 

solutions for achieving ultimate recordings were discussed. I then presented the 

architecture of a distributed recording system and analysed the various operation 

stages suggesting possible solutions; from then on I only concentrated on reducing 

packet loss and designed and evaluated a protocol that provides unicast repair based 

on selective requests for re-transmission.

In addition to the loss-free recordings, there are a number of other benefits to be 

gained from using the distributed recording architecture as opposed to the single 

recorder architecture. These exist even if the single recorder architecture is enhanced 

so that the recorder is able to monitor reception and request data repair. The most 

important advantage is that there is efficient distribution of the loss recovery burden 

amongst the recording caches (thereby spreading the load). Obviously there may be 

situations where the sources may not be equally distributed between the caches; this
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may occur when they are concentrated nearer to some particular caches. This is 

unavoidable as the aim of the architecture is to keep feedback Tocally’ generated and 

achieve retransmission scoping with better reliability probability. It is also in line with 

the philosophy that the media source and the recording cache should be as near as 

possible so that the loss and jitter affecting the media transmission is minimal.

Using the mechanism proposed, it should be feasible in most cases to create loss free 

recordings. It is possible that the repair protocol fails to provide a loss-free recording; 

this will most likely be due to buffering limitations at the recording agent when high 

loss levels are observed. In this case, the recorder should provide an optimal 

recording; this will include some packet loss but it is highly likely that collectively the 

loss is much less that what would have been if a single recorder was used.

With regards to building an ultimate recording, there is difficulty in collecting 

individual receiver loss and delay patterns. In their present state, the media tools do 

not provide individual packet loss patterns, but just an average loss percentage. 

Additionally, some packets, although received are dropped because they arrived too 

late to be presented or because of processing overload. So what the network has 

actually delivered to the tool, may well be different than what the user has observed. 

The same applies for delay; the tools only report an average value for delay variation. 

A solution is to extend the functionality of the recording agent to provide all the loss 

and delay information; this would have additional buffering and processing 

requirements.

An area where there is scope for large improvement regards the selection of recording 

caches. The user can also make a manual selection of the set of caches to be used. The 

problem here is in knowing the senders and network topology, which isn’t always the 

case. This process needs to be automatic, and should either start with the maximum 

number of caches and trim to those required according to performance, or start with 

the minimum, and expand according to performance as the system gains information 

on the topology and network conditions. Performance metrics should be based on loss, 

delay, and other cost criteria. In Chapter 7, I consider the use of active networks to 

improve coverage and recording cache utilisation.
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7 Overview and future work

Multimedia servers are nowadays an integral part of the infrastructure for support of 

videoconferencing over the Internet. One ‘flavour’ of Internet videoconferencing is 

quite different to the traditional point-to-point model; it uses the power of IP multicast 

to deliver data to potentially thousands of recipients. Applications of this technology 

include event broadcasts, distance learning and interactive discussions. This thesis has 

presented the requirements, and the design and implementation of the MMCR, a 

prototype system for recording and playback of multimedia sessions over the 

Multicast Backbone (MBone). Also presented is a detailed analysis of the system’s 

operational issues for some of which potential solutions are provided; a distributed 

recording architecture has been devised to tackle the most critical issue: packet loss 

during recording.

In this chapter, my contributions and the findings of my work are discussed in an 

attempt to draw some conclusions. I then examine the potential utilisation of Active 

Networks in the distributed recording infrastructure to improve recording cache 

allocation. Finally, the closing thoughts and conclusions are presented.

7.1 Contributions overview

In this section I summarise the contributions of my work. It is important to note again 

that some of this work was novel at the time it was carried out; it may be state-of-art 

when this thesis is being written. I also identify any shortfalls and limitations in my 

solutions and suggest ways of overcoming those, usually taking advantage of 

advances in multimedia conferencing technology.

In Chapter 3, I presented a detailed analysis of the potential applications of 

collaboration sessions over the MBone which can support the requirements of many 

distributed groups. These applications would clearly benefit from the use of a 

recording and playback system; in some cases (e.g. distance learning) such a system 

could be a core ‘component’ of the application. From examining the underlying 

infrastructure and diverse set of potential MBone applications, I produced an analysis 

of the requirements that a generic recording and playback system must fulfil.
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Many of the requirements identified are similar to those of traditional Video-On- 

Demand systems. However, there are certain differences that were of paramount 

importance; these stem from the different data delivery mechanism and the data 

transport protocols used in multicast-based multimedia conferencing. Moreover, the 

different characteristics of the media used, imposed an additional dimension to the 

requirements. Of utmost importance, was the type of applications to be supported by 

the system; some of these were of a highly interactive, multi-way and multi-source 

nature. A new concept was that an authorised, remotely located, user should be able to 

create new data (i.e. add to the archive) that would then be made available for future 

access by other remotely located users.

Chapter 3 also includes a study of existing MBone-based recorders which has 

identified some major deficiencies in them with respect to the requirements stated. 

This was somehow expected, as these basic systems were the first attempts in 

supporting recording and playback in the relatively new technology of multicast-based 

conferencing. As the technology matured and standards evolved, the requirements 

became clearer and could be identified more easily. We had more experience of the 

potential applications of the MBone technology than early MBone recording system 

designers. This has obviously helped to avoid some of the shortfalls of these systems 

when designing and implementing a new system.

It was clear from the requirements analysis that a recording and playback solution 

required a fairly complex system. A prototype was implemented to prove the 

feasibility of the architecture design, partially address the requirements identified, and 

assist in further work. The use of MMCR in different scenarios has helped to identify 

a number of issues regarding multicast data recording and playback; some of these 

have been addressed subsequently in this thesis, others have only been briefly 

considered and possible solutions suggested. In an attempt to minimise the impact of 

an erroneous network during recording, timing repair procedures are utilised to 

eliminate delay variation. To compensate against packet loss, multiple recording 

locations are used; in combination with agents running on source hosts, better 

coverage of the conference can be achieved, reducing losses.
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7.1.1 The Multicast Multimedia Conference Recorder (MMCR)

In Chapter 4 ,1 presented the architecture of MMCR; it is a remotely controlled system 

capable of recording and playing back multimedia data over the MBone. The system’s 

novel and flexible client-server architecture consists of components for recording new 

data, providing information on recorded data (browsing), and playing back recorded 

data. As components are independent of each other, new modules (e.g. for editing) can 

be easily added further enhancing the facilities offered. The design promotes the use 

of the primary-index; a packet-level structure that can be used to provide efficient 

random access operations during playback.

The prototype of the system was implemented in Java. The choice of language was 

affected by the need for a system that would readily run on different platforms. As 

Java was relatively new at the time of the implementation, performance issues were of 

consideration. Due to the low bandwidth and processing power consumption of the 

media used, performance was found to be adequate; as expected over time, Java has 

obviously improved in terms of runtime performance and library code reliability. 

Additionally, the availability of the Java Media Framework (JMF), a library that 

incorporates an RTF implementation, should make some tasks a lot easier. A very 

important facility of JMF is the ability to store data in different formats; this will aid 

in overcoming the problem of future proofing which is examined later in this chapter.

From the requirements analysis, it was obvious that the different media types would 

pose interesting challenges; this was clearly evident during the use of the prototype 

implementation. It was fairly straightforward to provide complete VCR-like facilities 

for real-time, continuous media but the situation was completely different with non- 

continuous media (e.g. shared workspace). Although no tool-specific reliable 

multicast mechanism was incorporated in MMCR, I do not anticipate many problems 

for uninterrupted recording or playback provided that tool designers make easily 

pluggable parts for their media engines. However, we saw in Section 4.8.2 that the use 

of ‘pause’ when recording, or random access operations when playing back, may 

create problems at the tools. These are due to the data dependencies; current data may 

be closely associated with past data. It is hard to devise a solution for all the tools but 

the general idea is that data must be present at least from the last ‘checkpoint’ (e.g. a
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new page in ‘wb’). I did not pursue the problem any further but other researchers have 

suggested possible solutions for specific systems [HIL99, MASH].

The use of data encryption during conferences was another aspect the system had to 

deal with. At the time of the implementation, the only solution possible was to have 

the recorder operate as an un-trusted member of the session. This did not allow it to 

perform the timing repair operations described in Chapter 5 for RTP-based media. 

Also, if a reliable multicast engine was built in the recorder, it would not allow it to 

monitor data and request any missing objects; this could lead to incomplete recordings 

that will cause problems during playback. For playback of encrypted recordings, 

MMCR used elementary procedures; only those who participated in the original 

session were able to replay it i.e. those with possession of the decryption keys used at 

the time. Obviously, much more complex facilities are needed; we saw in Section

4.8.3 that in some cases, it may be useful to make the recorder a trusted member of a 

session.

The implementation of MMCR did not make it a complete system; this was never the 

intention. Some requirements have not been fully addressed. Storage media is one of 

these; I only briefly investigated the use of hierarchical storage structures, but decided 

eventually to use magnetic discs as their cost rapidly decreased and they provided a 

simple solution. Additionally, while MMCR is useful in its own right, others now 

exist with comparable functionality. The prototype implemented has proved useful in 

ongoing activity at UCL; its flexible architecture has made it suitable as a vehicle for 

conducting research.

Throughout this thesis, we examined some outstanding issues and limitations of the 

MMCR. Here, we look at the most important limitation: future proofing. The media 

tools, the encoding schemes they use, and the data transport protocols, are constantly 

being improved; eventually, most even become obsolete. This is a big problem as 

backward compatibility is not always possible; a recording which was done when a 

particular version of a tool was used, may not be compatible with the current version. 

One potential solution is to preserve the original tool engine and make it available for 

replay. This may be satisfactory for some applications (e.g. in one-to-many playback 

mode) that can tolerate the delay for downloading and installing that older version for
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the purposes of receiving that replay. However, for others (e.g. live, interactive 

sessions) this solution is clearly not viable; it is likely that newer versions of the 

software will already be running as part of the session and it would be difficult to 

simultaneously use another tool in order to introduce archived data.

To overcome this issue, it is better to encode in a format that is more appropriate for 

storage before storing the final copy -  i.e. a more universal format that is not expected 

to be affected by imminent changes; this would resolve many future-proof issues. 

Only in the last few years has the RTF format been fully standardised and widely 

adopted by tool developers; some tools still have their own proprietary formats. In the 

meantime, Quicktime [QT] and the Advanced Streaming Format (ASF) [ASF] have 

become widely standardised; they can also be transmitted using RTF [GEA97]. After 

recording, a copy of the session’s data can be created in either of these formats. This 

will have an extra advantage in that any software that supports these storage formats 

can be used during playback. That is another reason why it is imperative to make a 

recording and playback mechanism an authorised member in a secure conference 

allowing full access to the data; this is in addition to the fact that a major part of a 

recording system is inevitably concerned with building better recordings from 

erroneous ones.

7.1.2 Ferformance and data analysis

As already mentioned, the prototype implementation of MMCR was used to evaluate 

some of its architecture design concepts and assist in identifying problems which only 

became apparent during and after real recordings and playbacks. In addition to the 

issues regarding the various media types and security, I also examined the efficiency 

of our indexing structures and the quality of data received by the recorder. As 

presented in Chapter 5, a series of measurements were taken to assess these topics.

A core component of the design and implementation of MMCR is the ‘primary index’, 

a packet-level indexing mechanism. The primary index is created during recording 

and its aim is to facilitate efficient random access operations during data playback. 

The implementation of this mechanism was evaluated. The additional storage space 

required for the use of packet-level indexes was initially measured. This was found to
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be media dependent; the overhead was proportionally higher for some media (e.g. 

10% in ‘wb’) due to the size of their data packets but it is not considered significant 

especially when taking into account the current cost for storage. Moreover, the storage 

overhead was totally justifiable when analysing the efficiency offered by the packet- 

level indexes during random access. The measurements showed a dramatic increase in 

data access speeds when compared with accessing the data solely via the data stream. 

Furthermore, an example implementation of secondary-level indexes that provided the 

notion of real clock-time showed that the primary index structures can be extended in 

a multitude of ways.

In the evaluation tests on MMCR, I did not perform any tests that relate to the speed 

of the hardware used and software performance; these were outside the scope of my 

work. The implementation was capable of handling a small number of simultaneous 

recording and playback operations something which was adequate for the system’s 

usage. I have not identified a hard limit defining for example, the maximum number 

of simultaneous recordings and playbacks. In any case, this would inevitably vary and 

depend on factors such as bandwidth availability and the number and quality of the 

media and sources recorded and replayed. In this area, one can gain from traditional 

Video-On-Demand architectures; if required, their technologies that offer improved 

disc storage structures (e.g. RAID arrays) and load balancing architectures, may be 

utilised to potentially support hundreds of simultaneous operations.

Further on in the system’s evaluation, I considered packet loss and random delay. The 

best-effort data delivery service provided by the underlying network inevitably poses 

some problems to the applications. Packet loss and random delay have been major 

obstacles since the early days of multicast-based conferencing and a lot of research 

has concentrated into eliminating their effect to the highest degree possible. The use of 

playout buffers and FEC are common solutions deployed in audio and video tools. 

Some tools are designed to guarantee data delivery; this is achieved at the application 

level usually at the expense of additionally delay. I decided not to do any further work 

on this respect with the reliable multicast tools; simply incorporating the ‘tool engine’ 

in the recorder would ensure reliability and delay is not seen as an issue. Instead, the 

focus was on continuous media, namely audio and video.

165



Depending on the network conditions during recording, a recorder placed at an 

arbitrarily location may record the session with badly delayed packets and with some 

packets missing. As expected, playing back an erroneous recording over an erroneous 

network would only exacerbate the problem. Considering that nothing can be done 

regarding the state of the network during playback, it is obvious that the data replayed 

has to be error-free to the highest degree possible. An analysis of existing recordings 

has shown that there can be a great degree of delay variation and packet losses which 

could not be repaired by the FEC scheme used during the original session. The 

potential add-on effects of further delay variability and packet loss during playback 

were analysed to illustrate the problem.

The effect of delay variability was removed from RTF streams using specially devised 

algorithms. It is not possible to remove the delay completely, so RTF information is 

used to calculate the minimum relative delay (as seen by the recorder) between the 

packets. The outcome is used to eliminate the delay variations in the packets. Note that 

different algorithms are used for audio and video. This algorithm results in restoring the 

original inter-packet gaps; this is something that is very important for network 

friendliness during playback (e.g. to avoid bursty transmissions) and for media 

synchronisation purposes at the receivers. The advantage that the recorder has here is 

that there are not any real-time buffer size constraints during recording; data can be 

stored as it arrives and repaired later whereas the media tools have to present what 

they have within a certain amount of time to maintain interactivity. This allows a 

‘better view’ of the streams, enabling for example to restore in its original position, a 

packet which during the live session arrived too late to be played back by the 

receiving media tools.

With regards to packet loss, utilising any FEC present in the streams would result in 

recovering some lost packets usually with a lower quality version of the data. The 

degree of successful repairs depends on the FEC scheme used; the higher the FEC, the 

higher the chance that it would create further network problems. The fact that the final 

version of the recording would include correctly received packets, some low quality 

packets, and possibly some gaps, may not be acceptable in some applications. I 

decided not to implement any FEC recovery mechanisms, but to take things a step
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further with specific requirements in mind and define a specialised reliability 

mechanism for use in the recording process.

7.1.3 Distributed Recording

In some potential applications of conferencing technology, it is vital that the recorder 

captures a complete copy of the data set even if the participants in the original session 

did not experience a loss-free data set. One of the problems highlighted in Chapter 5, 

is that a recorder at a single location in the network can potentially suffer from the 

same problems as any other participant of the session: highly variable packet delay 

and packet loss. I already discussed the problem of delay and the timing correction 

algorithm; I consider loss to be a more important problem as the tools cannot do 

anything when there is no data available.

I defined a distributed architecture that aims to improve the quality of recorded data 

when the recording takes place over a ‘problematic’ network. The solution described 

in Chapter 6 uses multiple recording caches and an agent at each sender host; it aims 

to provide a complete recording irrespective of the network conditions when the 

recording takes place.

The recording caches are spread in the network at locations near to the session 

participants. The agent on each participant’s host acts as a repair buffer; it uses 

retransmissions to repair any packets the nearest cache has lost. A protocol for cache- 

agent communication was proposed; its aim is to keep the buffering requirements of 

the agent as low as possible as in some cases the participant may be using a device 

with low memory capabilities. It is expected that at high loss levels (over 20%) the 

extra network traffic generated by the repair protocol may cause problems. The only 

solution there is for the protocol to temporarily scale down its operation; although this 

may result in the agent discarding some packets from its buffers due to memory 

limitations a careful planning for the rate of retransmission requests should minimise 

this. A full implementation of the protocol will require that it quickly adapts to the 

network conditions and the agent’s buffering capabilities.
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Further consideration is also required for the second stage or data repair. In a system 

that has a similar aim as MMCR, Schuett [SCHU99] used SRM for cache-archive 

communication in order to build the final copy of the recording. This is acceptable if 

the current network conditions are suitable otherwise it would have many overheads 

especially if multiple copies are to be created. In different situations, different courses 

of actions may be applicable e.g. construct a single copy at the main archive, construct 

a copy at every participating cache etc; in each situation a different reliable data 

transfer protocol may be more appropriate.

When dealing with secure conferences, it was not possible to access the data. Based 

on the Secure RTF protocol [BLOOl], it is possible to build optimal recordings 

without access to the data decryption keys; this occurs because the RTF header is sent 

in the clear and only the data payload is encrypted. Although this was done primarily 

to enable RTF header compression for devices on low bandwidth links (e.g. mobile 

nodes) it can be utilised by the distributed recording mechanism for data repair. This 

would create an optimal recording using the same storage format and FEC as the 

original session. It is far more preferable than an un-repaired recording even though 

this sacrifices security in cases where it is of paramount importance. Again, the level 

of data sensitivity is application specific.

The distributed recording model proposed has not been fully implemented. The 

different aspects of the process were considered; appropriate suggestions were made 

where possible with an intention to utilise existing solutions to similar problems. 

Information about delay and jitter is significant but there is no way to monitor this 

information as current RTF-based tools do not report jitter correctly. Of particular 

interest, is an algorithm for the optimum placement of recording caches in the 

network; in Section 7.3 we discuss how can this be achieved using active networks.

Most of the initial distributed recording tests show that it is highly likely that the 

quality of data recorded using multiple recorders will be significantly higher when 

compared to the data recorded by a single recorder; this is particularly true when there 

are noticeable (> 10%) loss rates in the data streams.
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Certain modifications to media applications would assist in further integrating a 

recording and playback system into the multicast multimedia conferencing 

architecture. For example, the recording agent (as this is described in Chapter 6) can 

actually be incorporated in the media tools themselves. Buffering a few seconds worth 

of data should be within the capabilities of today’s devices; the benefits of having 

access to a complete data set of a session are worth the data overhead produced by a 

reliable protocol. In cases where running an agent is impossible, the recording system 

should attempt to create the highest quality recording possible; this can be achieved by 

using a cache which is as near to the source as possible.

As already mentioned in this section, work on distributed recording architectures was 

also done at LBL [SCH99]. Their goal was the same: to achieve loss-free recordings 

using multiple recorders. When compared with the architecture I proposed here, a 

major difference is that their architecture and system operation does not use a 

recording agent on the sender hosts. They believe that this is not fault-tolerant so they 

are more willing to commit more caches to ensure extra coverage. This view is not 

wrong and the extended MMCR is designed to operate in that mode too. On the other 

hand, using the recording agent guarantees reliability (provided of course that 

resources are available throughout the recording). If the use of caches was chargeable, 

then using the recording agent on the sender hosts would be a more cost-effective 

solution.

7.2 Using active networks to enhance Quality of Service

One of the major issues throughout this thesis is the quality of the data captured 

during recording and received by end-users during playback. As we saw in Chapter 5, 

the location of the recorder or player is highly relevant to the amount of loss and delay 

experienced. In an attempt to reduce this effect and provide better recording coverage, 

I proposed an architecture that uses multiple recording locations. The availability of 

active services [TEN97] can be used to enhance the performance of this architecture.

Active services allow programs to be executed in different locations in the network; 

these programs can be deployed as application level programs inside routers or on 

servers co-located with routers, and could be invoked and revoked as warranted by
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application requirements and network conditions. Obviously, the execution of an 

active service application may require both network and node resources (i.e. processor 

time and memory). The use of these resources is controlled by the execution 

environment; multiple applications can be executed concurrently if the required 

resources are available. The ABone [ABO] forms a virtual network infrastructure on 

which a growing set of active network (AN) components can be tested and 

experimentally deployed.

Active network services have been used in a number of applications. For example, 

Kasera et al. [KASOO] propose an architecture that invokes active services at strategic 

locations inside the network to comprehensively address packet loss for the purposes 

of reliable multicast media. Their model, involved caching packets at designated 

locations to provide the ability to quickly and efficiently recover from loss at the point 

of loss. The caching of packets and subsequent loss recovery from the designated 

servers helps in distributing the loss recovery burden amongst the sender and the 

designated receivers. In addition to general loss recovery, other applications of active 

services include data transcoding [AMI98] and even media streaming [GH097].

The availability of active networks, can assist in exploring a very interesting research 

problem that is part of the distributed recording architecture: the efficient and dynamic 

allocation of recording caches. The flexibility of the architecture of MMCR, and the 

object-oriented implementation, readily allow the use of the recording component in 

an active network environment. The active networks architecture allows an 

application to be totally self-contained which makes it easy to download on-demand. 

We envisage being able to start a recording cache when this is needed at a number of 

locations in the network. This was investigated during the Radioactive project [RAD] 

where by enhancing certain existing components of MMCR, a multi-recorder 

prototype was implemented based on the architecture presented in Chapter 6. The 

solution developed was not dynamic but it demonstrated that better coverage can be 

achieved using multiple recorders at appropriate locations in the network.

In a more advanced scenario, the distributed recording system can adapt to changes in 

network topology and network outages. Using multicast tree inference algorithms 

[RAT99] it should be possible to identify senders behind problematic links; data from
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these senders will be received with packet loss, both by existing session members as 

well as the recording caches. As part of an active network-based service, a new 

recording cache can be started between the source and the problematic link achieving 

better reception from that source (or even group of sources).

Obviously, there is a trade-off between the number of recording caches used and the 

coverage provided. Since existing caches monitor data reception while recording, any 

cache that does not offer significant coverage can be stopped. This should be 

particularly useful when senders leave a session. On the other hand, when senders join 

the session, the method just described should be used to initiate a new cache if the 

existing ones cannot provide adequate coverage.

In a similar scenario, playback may also be enhanced using active networks. A new 

player can be dynamically started near a group of receivers experiencing losses from 

an existing player. The archived data is transferred from one player to another using a 

reliable transfer mechanism, and is then multicast to the nearby networks. This 

scenario is particularly useful where there are potentially thousands of receivers; it can 

be combined with proxy caching mechanisms [REJOO] for increased performance. 

This concept is also highly related to Content Distribution Networks [KRIOl].

73 Conclusion

As we have seen, systems for recording and playback of MBone sessions have 

evolved from primitive command-line based tools capable of handling a single stream 

to client-server based systems with graphical user interfaces. The Multicast 

Multimedia Conference Recorder, has been a significant contribution to this field. It 

provides a unified control mechanism for synchronised recording and playback of 

different media types; it also attempts to improve the quality of the data recorded both 

in terms of loss and delay. For this, we laid out the building blocks for an advanced 

distributed system and proposed ways of utilising the ability to place applications 

within the network; these would allow the system to make dynamic decisions to 

improve recording coverage.
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As I had an inside view of the different technologies used in the MBone infrastructure, 

I was able to take a more holistic view than others who had only access to parts of the 

system. The current multimedia conferencing infrastructure, although in need of a 

recording and playback system, was not designed with that in mind. This is evident in 

the reliable multicast tools, but applies also to continuous media tools in some aspects 

of their use e.g. under the secure conferencing infrastructure. The design ideas are 

wrong but some improvements can be tailored for our purposes without affecting the 

intended applications. In many cases, the recorder inherently benefits as the facilities 

it requires are useful to the media tools as well.

The MMCR is a VOD system that utilises the advantages of multicast communication 

to provide added functionality. It is scalable, since when playing back data it has the 

ability to serve additional users for a no extra cost. In addition it can use both high and 

low bandwidth networks. Moreover, it is an enhancement to the traditional VOD 

model; in addition to complete service provider control it allows complete viewer 

control. Users may create their own recordings as well as control playback. This is 

very important in the highly interactive applications utilising the MBone. Providing 

user interactivity is also becoming important in VOD systems [LIT94, CARGO].

As stated in the first chapter of this thesis, the hypothesis is that the simple home VCR 

model, is scaleable to a multi-way multimedia conferencing environment both in 

terms of user requirements and network considerations and extensible to the provision 

of multiple recording locations. This thesis has proven that hypothesis; moreover, it 

has shown that with suitable support from the multicast conferencing architecture 

there is scope for further enhancements to this model. Probably the most important 

and novel enhancement is the provision of distributed recording, with its demonstrated 

capability to give much better quality recordings than a standalone recorder.
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Appendix A 

Glossary

FEC -  Forward Error Correction 

IP -  Internet Protocol

Jitter -  the variation in transit delay between packets from a source to a destination.

KB - Kilobytes

LAN -  Local Area Network

LBL -  Lawrence Berkeley Laboratories

ms - milliseconds

MB - Megabytes

MBone -  the Multicast backBone. An overlay network over high speed parts of the

internet that is used for multicast delivery

MMCR -  Multicast Multimedia Conference Recorder

Multicast -  one-to-many data distribution mechanism where data is replicated at the 

network

rat -  Robust Audio Tool -  developed at UCL

SAP -  Session Announcement Protocol

Sdr -  a session announcement tool

SIP -  Session Initiation Protocol

TCP — The Transmission Control Protocol.

UCL -  University College London 

UDP — The User Datagram Protocol.

Unicast -  transmission from one host to another 

vat -  Visual Audio Tool -  developed at LBL 

vie -  a video conferencing tool developed at LBL 

wb -  Whiteboard. A shared workspace tool from LBL 

WWW -  World Wide Web

173



Appendix B

Calculating Audio Timestamps

This pseudocode describes briefly the algorithm for removing jitter from audio 
streams.

while there is more data in the file { 
read the next data packet 
if start of talkspurt

calculate talkspurt start
else

calculate packet’s timestamp
}
calculate talkspurt start { 

bestvalue = 0
first RTP ts = the RTF timestamp of the talkspurt’s first packet 
first REC ts = the REC timestamp of the talkspurt’s first packet 
for the first 5 packets {

pkt RTP ts = current packet’s RTF timestamp
pkt REC ts = current packet’s REC timestamp
RTF diff = Fkt RTF ts -  First RTP ts
convert RTF diff into real time (based on payload type)
REC_diff = Fkt_REC_ts -  First_REC_ts 
value = RTF_diff -  REC_diff 
If (value > best_value)

best_value = value
}
if (best_value > 0)

first REC ts -  first REC ts -  best value
}

The potential outcomes for ‘Value’ are:
Positive: when the current packet was delayed less when compared to the first packet
Zero: when the delay on the two packets was identical
Negative: when the current packet was delayed more than the first packet

I f  after examining the first 5 packets the best_value is positive, it is subtracted from the 
original value of first_REC_ts to arrive to the new REC timestamp for the first packet of the 
talkspurt. The new timestamp is the basis of calculating the REC timestamps of all the other 
packets in the talkspurt.

Calculate packet’s timestamp {
RTF diff = packet RTF ts -  first RTP ts
original diff = Convert RTF diff into real time (based on payload) 
FacketRECts  = first_REC_ts + original_diff

}
So basically, the original inter-packet gap is calculated and the REC timestamp of the packet 
is adjusted according to the REC timestamp of the first packet in the talkspurt

174



Bibliography

[ABO] Active Network Backbone, Online: http://www.isi.edu/abone

[ADO] Adobe Premiere, “Real Time Editing for Video Production”, Online:

http://www.adobe.com/products/premiere

[ALM96] K.Almeroth, M.Ammar “On the use of multicast delivery to provide a 

scalable and interactive video-on-demand service”, IEEE Journal on Selected Areas in 

Communications, Vol. 14, pp. 1110-1122, August 1996

[ALM98] K.Almeroth, M.Ammar -  “The Interactive Multimedia Jukebox (IMJ): a 

new paradigm for the on-demand delivery of audio/video”, International WWW 

Conference, Brisbane, Australia, April 1998

[ALM99] K.Almeroth, M.Ammar, “An alternative Paradigm for Scalable On-Demand 

Applications: Evaluating and Deploying the Interactive Multimedia Jukebox”, IEEE 

Transactions on knowledge and data engineering, July 1999

[AMI98] E.Amir, S.MCCanne, R.Katz, “An active service framework and its 

application to real-time multimedia transcoding”, Proc. ACM SIGCOMM’98, 

Vancouver, Canada, August 1998

[AND92] D.Anderson, Y.Osawa and R.Govindan, “A file system for continuous 

media”, ACM Transactions on Computer Systems, Vol. 10, November 1992 

[ASF] Microsoft Corporation, “Advanced Streaming Format (ASF), Online: 

www.microsoft.com/asf

[BAL97] A.Ballardie, “Core Based Trees Multicast Routing”, RFC 2189, September 

1997

[BAT95] J.Bates and J.Bacon, “Supporting Interactive presentation for distributed 

multimedia applications”. Multimedia tools and applications, Vol.l, pp.47-78,1995 

[BLOOl] R.Blom, E.Carrara, D.McGrew, M.Naslund, K.Norrman and D.Oran, “The 

Secure Real-time transport protocol”, IETF Draft, February 2001 

[BOL95] J.Bolot, H.Crepin, A.Garcia, “Analysis of Audio Packet loss in the Internet”, 

In Proc. NOSSDAV 95, New Hampshire, Apr. 1995

[BOL97] J.Bolot and A.Garcia, “The case for FEC-based error control for packet 

audio in the internet”, ACM Multimedia systems, 1997

[BOL99] J.Bolot et al. "Adaptive EEC-Based Error Control for Internet Telephony", 

IEEE Infocom'99, New York, March 1999

175

http://www.isi.edu/abone
http://www.adobe.com/products/premiere
http://www.microsoft.com/asf


[BOR96] J.Boreczky and L.Rowe, “Comparison of video shop boundary detection 

techniques”, Journal of Electronic Imaging, Vol.5, ppl22-128, April 1996 

[BRA71] P.T.Brady, "Effects of Transmission delay on Conversational behavior on 

echo-free telephone circuits". The Bell system Technical Journal, January 1971 

[BRA97] R. Braden,L. Zhang, S. Berson, S. Herzog, Jamin. “Resource ReSerVation 

Protocol (RSVP) Version 1 Functional Specification”, RFC 2205, September 1997. 

[BUC95] J.Buckett, I.Cambell, T.Watson, A.Sasse, V.Hardman and A.Watson, 

“ReLaTe: Remote Language Teaching over SuperJANET”, UKERNA’95 

Networkshop, Leicester, UK, March 1995

[BUD94] M.Buddhikot, G.Parulkar, J.Cox, “Design of a large scale multimedia 

server”. Journal of Computer Networks and ISDN Systems, Elsevier, pp.504-524, Dec

1994

[CAN99] R.Canetti et al, “An architecture for secure internet multicast”, IRTF work 

in progress, February 1999

[CARGO] S.Carter, D.Long, and J.Paris, “An efficient implementation of interactive 

video-on-demand”, International Symposium on Modeling, Analysis and 

Simulation of Computer and Telecommunication systems, San Francisco, CA, August 

2000

[CAR97] G.Carle and E.Biersack, “A survey of error ercovery techniques for ip-based 

audio-visual multicast applications”, IEEE Network, November 1997 

[CAS92] S.Casner and S.Deering, “First IETF Internet Audiocast”, ACM Computer 

Communication Review, Vol.22, No.3, pp.92-97, July 1992

[CED95] C.Cedras and M.Shah, “Motion based recognition: A survey”. Image and 

Vision Computing, Vol. 13, No.2, pp 129-155,1995

[CEN95] S.Cen, C.Pu, R.Staehli, C.Cowan, J.Walpole, “A distributed real-time 

MPEG video audio player”, Proc. NOSSDAV’95, New Hampshire, USA, April 1995 

[CHE94] A.Chervenak, “Tertiary storage: An evaluation of new applications”, PhD 

Thesis, Dept, of Computer Science, University of California at Berkeley, 1994 

[CLA97] L.Clark, J.Hughes and A.Sasse, “Evaluation of Merci Multimedia 

Conference Recorder”, Dept of Computer Science, University College London, July 

1997

[CLE95] K.Cleary, "Video On Demand- Competing Technologies and Services", 

Proc. International Broadcasting Convention, Amsterdam, Netherlands, September

1995

176



[DEE89] S.Deering, “Host extensions for IP multicasting”, RFC 1112, August 1989 

[DEE91] S.Deering -  “Multicast Routing in a Datagram network” -  PhD thesis -  

Stanford University

[DEE95] S.Deering, D.Estrin, D.Farinacci and V.Jacobson, “An architrecture for 

Wide-Area Mulitcasr routing”, Proc. ACM SIGCOMM’95, pp 126-135,1995 

[DEE97] S.Deering, “Protocol Independent Multicast-sparse mode (PIM-SM): 

protocol specification”, RFC 2117, June 1997

[DER97] D.DeRoure and W.Hall, “Distributed Multimedia Information Systems”, 

IEEE Multimedia, Vol.4, pp.68-73, October 1997

[DIF] Differentiated services: http://www.ietf.org/html.charters/diffserv-charter.html 

[ERI94] H.Eriksson, “MBone:The multicast backbone”. Communications ACM, 

vol.37, Aug. 1994

[FAL94] C.Faloutsos et al, “Efficient and Effective Querying by Image Content”, 

Journal of Intelligent Information Systems, Vol.3, pp 231-262,1994 

[FED94] C.Federighi and L.Rowe, “A distributed hierarchical storage manager for a 

video on demand system”, Proc. Storage and Retrieval for image and video databases 

II, San Jose, CA, February 1994

[FLE97] E.Fleischman and A.Klemets, “Recording Mbone sessions to ASF files”, 

Internet Draft, IETF, November 1997, Work in progress 

[FL097] S.Floyd, V.Jacobson, C.Liu, S.McCanne, and L.Zhang, “A Reliable 

Multicast Framework for Light-weight Sessions and Application Level Framing”, 

lEEE/ACM Transactions on Networking, December 1997, Vol.5, No.6, pp. 784-803 

[FRE93] R.Frederick, “nv -  X l l  videoconferencing tool”, UNIX Manual pages. 

Xerox, Palo Alto Research Centre, CA, 1993

[FRY99] M.Fry, A.Ghosh, “Application Level Active Networking”, Computer 

Networks, 31(7), pp 655-667, 1999

[GEA98] J.Geagan, K.Gong, A.Periyannan and D.Singer, “Support for RTP in a 

stored Quicktime movie file”, Internet draft, March 1998

[GEM95] J.Gemmell, H.Vin, D.Kandlur, P.Rangan, “Multimedia Storage Servers: A 

tutorial and survey”, IEEE Computer 1995

[GEROO] Z.Geradts and J.Bijhold, “Overview of Pattern Recognition and Image 

Processing in Forensic Science”, Internet Journal of Forensic Medicine and 

Toxicology, Vol.l, No.2, July 2000

177

http://www.ietf.org/html.charters/diffserv-charter.html


[GH097] A.Ghosh and M. Fry, “Javaradio: an application level active network”, Proc. 

HIPPARCH '97, London, June 1997

[HANOO] M. Handley, C. Perkins, E. Whelan. “Session Announcement Protocol”,

RFC 2974, October 2000.

[HAN93] M.Handley, P.Kirstein and A.Sasse, “Multimedia Integrated Conferencing 

for European Researchers (MICE): Piloting Activities and the Conference 

Management and Multiplexing Centre”, Computer Networks and ISDN Systems, 

No.26, pp275-290,1993

[HAN97a] M.Handley, J.Crowcroft -  “Network Text Editor (NTE): A scalable 

shared text editor for the MBone”, ACM SIGCOMM 1997, Cannes, France, 1997 

[HAN97b] M.Handley, “On Scalable Internet Multimedia Conferencing Systems”, 

PhD Thesis, University College London, 1997

[HAN97c] M.Handley, “An examination of MBone performance”, Research Report 

ISI-RR-97-450, USC/ISI, April 1997

[HAN98] M.Handley, V.Jacobson, “Session Description Protocol (SDP)”, RFC 2327, 

April 1998

[HAN99] M.Handley and J.Crowcroft, “Internet Multicast Today”, The Internet 

Protocol Journal, Vol.2, December 1999

[HAN99b] M. Handley, H. Schulzrinne, E.Schooler and J. Rosenberg. “SIP: Session 

Initiation Protocol”, RFC 2543, March 1999

[HAR95] V.Hardman, A.Sasse, M.Handley and A.Watson, “Reliable audio for use 

over the internet”, Proc. INET’9 5 ,1995

[HAR98] V.Hardman, A.Sasse, I.Kouvelas, “Successful multi-party audio 

communication over the Internet”, Communications of the ACM, 41, pp74-80, 1998 

[HIGH] HIGH VIEW: high-quality resilient video over existing networks, UCL, 1997 

[HIL99] V.Hilt, M.Mauve, C.Kuhmiinch, W.Effelsberg, “A Generic Scheme for the 

Recording of Interactive Media Streams”, IDMS'99, pp. 291-304, Toulouse, France, 

October 1999

[HODOO] O.Hodson, C.Perkins and V.Hardman, “Skew detection and compensation 

for Internet audio applications”, IEEE International Conference on Multimedia and 

Expo, New York, July 2000

[HOF94] D.Hoffman, G.Fernando and T.Lyon, “RTP Encapsulation of 

MPEG1/MPEG2”, Internet draft, 1994

178



[HOL95] W.Holfelder, “Mbove VCR: Video Conference Recording on the Mbone”, 

Proc. ACM Multimedia’95,1995

[HOL97] W.Holfelder, "Interactive Remote Recording and Playback of Multicast 

Videoconferences", IDMS’ 97, Darmstadt, Germany, September 1997 

[lANA] Internet Assigned Numbers Authority. See: http://www.iana.org 

[INR] Inria, Online: http://www.inria.fr

[INT] Integrated services: http://www.ietf.org/html.charters/intserv-charter.html 

[IPTV] IP/TV: http://www.cisco.com/iptv

[ITU93] International Telecommunication Union, “Recommendation H.261: Video

Codec for audiovisual services at 64kbits/s”, ITU, March, 1993

[ITU96] ITU, “Recommendation H.320 -  Narrow band visual telephone systems and

terminal equipment”. Version 3, Geneva, Switzerland, March 1996

[ITU96b] rrU , “Recommendation H.323 -  Visual telephone systems and equipment

for local area networks which provide a non-guaranteed QoS”, Geneva, Switzerland,

November 1996

[JAC] V.Jacobson, “sd -  The session directory tool”, LBL, Berkeley, CA, Online: 

ftp://ftp.ee.lbl.gov/conferencing/sd

[JAC] V.Jacobson, S.McCanne -  “vat -  X ll  based audio teleconferencing tool” - vat 

manual page -  Lawrence Berkeley Labs, University of California 

[JAC92] V.Jacobson and S.McCanne, “vat -  Xll-based audio teleconferencing tool”, 

Unix Manual page, LBL, Berkeley, CA, 1992

[JOHOO] K.Johnson, J.Carr, M.Day and M.Kaashoek, “The measured performance of 

content distribution networks”, Proc. 5̂  ̂ International Web Caching and Content 

Delivery Workshop, Lisbon, Portugal, May 2000

[KASOO] S.Kasera, S.Bhattacharyya, M.Keaton, D.Kiwior, J.Kurose, D.Towsley, 

S.Zabele “Scalable Fair Reliable Multicast Using Active Services”, IEEE Network 

Magazine, January 2000

[KIR95] P.Kirstein, M.Handley, A.Sasse and S.dayman, “Recent activities in the 

MICE Conferencing project”, Proc. INET’9 5 ,1995

[KIR99] P.Kirstein, I.Brown, E.Whelan, “A secure Multicast Conferencing 

Architecture”, Proc. IDC’99, Madrid, Spain, September 1999

[KOU96] LKouvelas, V.Hardman, AWatson, 'Lip Synchronisation for use over the 

Internet: Analysis and Implementation', Proceedings of IEEE Globecom96, London 

UK, November, pp. 893-898,1996.

179

http://www.iana.org
http://www.inria.fr
http://www.ietf.org/html.charters/intserv-charter.html
http://www.cisco.com/iptv
ftp://ftp.ee.lbl.gov/conferencing/sd


[KOU97] LKouvelas, V.Hardma, “Overcoming workstation scheduling problems in a 

real-time audio tool”, Proc. USENIX Annual Technical Conference, January 6-10, 

Anaheim, CA, 1997.

[KOU97b] LKouvelas, O.Hodson, V.Hardman and J.Crowcroft, “Redundancy Control 

in Real-time Internet Audio conferencing”, Proc. AVSPN’97, Aberdeen, Scotland, 

September 1997

[KOU98a] LKouvelas, “A combined network, system and user based approach to 

improving the quality of multicast audio”, PhD Thesis, UCL, 1998 

[KOU98b] LKouvelas, V.Hardman, J.Crowcroft, “Network adaptive continuous 

media applications through self-organised transcoding”, Proc. NOSSDAV’98, 

Cambridge, UK, July 1998

[KRIOl] B.Krishnamurthy, C.Willis and Y.Zhang, “On the use and performance of 

content distribution networks”, Proc. ACM SIGCOMM Internet Measurement 

Workshop, San Francisco, CA, November 2001 

[KTH] KTH, Sweden Online: http://www.kth.se

[KUM98] S.Kumar, P.Radoslavov, D.Thaler, C.Alaettinoglu, D.Estrin, M.Handley, 

“The MASC/BGMP Architecture for inter-domain multicast routing”, in Proc ACM 

SIGCOMM, Vancouver, Canada, October 1998

[KUT96] P.Kutschera, “MediaStore: World Wide Web access to multimedia database 

systems”, Proc. 3̂  ̂ International Workshop on Advances in Databases and 

Information Systems (ADBIS'96), Moscow, September 1996

[LAM98] L.Lambrinos, P.Kirstein, V.Hardman, "The Multicast Multimedia 

Conference Recorder", Proc. ICCCN’98, pp.208-213, Lafayette, USA, October 1998 

[LAM99] L.Lambrinos, P.Kirstein, V.Hardman, "Improving the Quality of Recorded 

MBone Sessions using a Distributed model", IDMS'99, Toulouse, France, October 

1999

[LAMOO] L.Lambrinos, P.Kirstein and V.Hardman, “Enhanced distriuted recording of 

MBone sessions”, Proc. Protocols for Multimedia Systems (PROMS 2000), pp. 348- 

356, Cracow, Poland, October 2000

[LEG91] D.Le Gall, “MPEG: a video compression standard for multimedia 

applications”. Communications of the ACM, Vol.34, April 1991 

[LEV98] B.Levine and J.Garcia-Luna-Aceves, “A Comparison of reliable multicast 

protocols”, ACM Multimedia Systems Journal, August 1998

180

http://www.kth.se


[LIE96] R.Iienhart, “Indexing and Retrieval of Digital Video Sequences based on

automatic text recognition”, Proc. ACM Multimedia’96, Boston, MA, 1996

[MCC97] S.McCanne et al, "Toward a Common Infrastructure for Multimedia-

Networking Middleware", NOSSDAV 97, Missouri, USA

[LIE99] M.Liepert et al, “A distributed media server for the support of multimedia

teaching”. Multimedia Systems and Applications II, Boston, MA, 1999

[LIT93] T.Little et al, “A digital on-demand video service supporting content-based

queries”, Proc. ACM Multimedia’93, pp 427-436, Anaheim, CA, 1993

[LIT94] T.Little and D.Vankatesh, “Prospects for interactive video-on-demand”, IEEE

Multimedia, pp. 14-23, Fall 1994

[LIUOO] Y.Liu and M.Claypool, “Using redundancy to repair video damaged by 

network data loss”, ACM Multimedia, San Jose, CA, January 2000 

[LOU94] P.Lougher, D.Shepherd, D.Pegler, “The impact of Digital Audio and Video 

on High Speed Storage”, 13th IEEE Symposium on Mass Storage Systems, Annecy, 

France, June 1994

[MAC94] M.Macedonia, D.Brutzman, “MBone provides audio and video across the 

internet”, IEEE Computer, pp.30-36, April 1994 

[MASH] MASH Online: http://www.openmash.org

_[MAX98] N. Maxemchuk and D. Shur, "The Cooperative Resilient Multicast Protocol 

(CRMP)," AT&T WIS Workshop, July 31,1998.

[MCC95] S.McCanne and V.Jacobson, “vie: A flexible framework for packet video”, 

ACM Multimedia’95, San Francisco, CA, November 1995

[MCC96] S.McCanne, V.Jacobson and M.Vetterli, “Receiver driven Layered 

multicast”, ACM SIGCOMM, Stanford, CA, August 1996

[MCC97] S.McCanne et al “Toward a common infrastructure for multimedia 

networking middleware”, Proc. NOSSDAV’97, S.Louis, Missouri, August 1997 

[MCC99] S.McCanne, “Scalable multimedia communication with internet multicast, 

light-weight sessions, and the MBone”, IEEE Intetrnet Computing, Vol.3,1999 

[MCGOO] D.McGrew, D.Oran, “The secure real-time protocol”, IETF Internet Draft, 

draft-mcgrew-avt-srtp-OO.txt, November 2000

[MEC] MECCANO: Multimedia Education and Conferencing Collaboration over 

ATM networks and others. Telematics for research project 4007, June 1998-May 2000 

[MER] MERCI: Multimedia European Research Conferencing Integration, Telematics 

for research project 1007, December 1995-November 1997

181

http://www.openmash.org


[MIL92] D.Mills, “Network Time Protocol Version 3”, RFC 1305, September 1992 

[M0099] S.Moon, P.Skelly and D.Towsley, "Estimation and Removal of Clock Skew 

from Network Delay Measurements", Technical Report 98-43, Computer Science, 

University of Massachusetts, Amherst, MA, 1999

[MPEG4] MPEG 4 -  Technology Resource, Online: http://www.mpeg4.net 

[NIS95] K.Nishikawa, H.Egawa, O.Kawai, Y.Inamoto, “High performance VOD 

server aims”, Proc. Globecom 95, Singapore, 1995

[PAE95] S.Paek, P.Bochek, S.Chang, “Scalable MPEG-2 Video Servers with 

heterogeneous QoS on Parallel Disk Arrays”, NOSSDAV’95, New Hampshire, USA, 

April 1995

[PAR97] P.Parnes, K.Synnes, D.Schefstrom, “mMOD: the multicast Media-on- 

demand system”. Online: http://mates.cdt.luth.se/software/mMOD 

[PAU97] S.Paul, K.Sabnani, J.Lin, S.Bhattacharyya, “Reliable Multicast Transport 

Protocol (RMTP)”, IEEE Journal on Selected Areas in Communications, Vol. 15, 

No.3, pp 407-421, April 1997

[PER98] C.Perkins, O.Hodson, V.Hardman, "A Survey of Packet-loss recovery 

techniques for streaming audio", IEEE Network Magazine, Vol. 12, No.5, pp.40-48, 

September 1998

[PIEOO] M.Piecuch, K.French, G.Oprica and M.Claypool, “A selective retransmission 

protocol for multimedia on the internet”, Proc. SPIE Multimedia systems and 

applications, Boston, MA, November 2000

[PIN97] S.Pingali, D.Towsley and J.Kurose, “A comparison of sender-initiated and 

receiver-initiated reliable multicast protocols”, IEEE Journal on Selected Areas of 

Communications, No. 15, April 1997

[PUS97] T.Pusateri, “Distance Vector Multicast Routing Protocol (DVMRP)”, 

Juniper Networks, 1997

[QT] Quicktime file format, Apple, Online: http://www.apple.com/quicktime 

[RAD] Radioactive project, UCL, Online:http://www.cs.ucl.ac.uk/research/radioactive 

[RAM94] R.Ramjee, J.Kurose, D.Towsley and H.Schulzrinne, “Adaptive Playout 

mechanisms for packetised audio applications in wide-area networks”, IEEE Infocom, 

Toronto, Canada, June 1994

[RAM98] S.Raman and S.McCanne, “Scalable data naming for application level 

framing in reliable multicast”, Proc. ACM Multimedia’98, Bristol, UK, September 

1998

182

http://www.mpeg4.net
http://mates.cdt.luth.se/software/mMOD
http://www.apple.com/quicktime
http://www.cs.ucl.ac.uk/research/radioactive


[RAN92] P.Rangan, H.Vin, S.Ramanathan, “Designing an on-demand multimédia 

service”, IEEE Communications magazine, Vo.30, 1992

[RAT99] S.Ratnasamy and S.McCanne, “Inference of Multicast Routing Trees and 

Bottleneck bandwidths using end-to-end measurements”, Proc. IEEE Infocom’99, 

New York, March 1999

[REAL] Real Networks, Real Player Online: http://www.real.com 

[RIZ97] L.Rizzo and L.Vicisano, “A reliable multicast data distribution protocol 

based on software EEC techniques”, Proc. HPCS’97, Chalkidiki, Greece, June 1997 

[ROS99] J.Rosenberg, H.Schulzrinne, "An RTP payload format for Generic Forward 

Error Correction", RFC 2733, December 1999

[ROW92] LRowe, B.Smith, “A continuous media player”, Proc 3rd Int.Workshop on 

Network and QoS support for Digital Audio and Video, San Diego CA, November 

1992

[ROW94] L.Rowe, J.Boreczky and C.Eads, “Indexes for user access to large video 

databases”, Proc. SPIE’94, pp 150-161,1994

[SAS94] A.Sasse, U.Bilting, C.Schultz and T.Turletti, “Remote seminars through 

multimedia conferencing: experiences from the MICE project”, Proc. INET’94, 1994 

[SCH]H.Schulzrinne, RTP Tools, Online: http://www.cs.columbia.edu/~hgs/rtp 

[SCH96] H.Schulzrinne, S.Casner, R.Frederick and V.Jacobson, “RTP: A transport 

protocol for real-time applications”, RFC 1889, January 1996

[SCH96b] H.Schulzrinne, “RTP Profile for Audio and Video Conferences with 

Minimal Control”, RFC 1890, January 1996

[SCH98] H.Schulzrinne, A.Rao, R.Lanphier,: “Real-Time Streaming Protocol 

(RTSP)”, RFC 2326, April 1998

[SCHU98] A.Schuett, S.Raman, Y.Chawathe, R.Katz, "A Soft State Protocol for 

Accessing Multimedia Archives", Proc. NOSSDAV 98, pp.29-40, Cambridge, UK, 

July 1998

[SCHU99] A.Schuett, R.Katz, S.McCanne, "A Distributed recording system for high 

quality MBone archives", Proc. NGC'99, Pisa, Italy, November 1999 

[SH099] A.Shoshani et .al, “Multidimensional Indexing and Query coordination for 

tertiary storage management”, 11̂  ̂ International Conference on Scientific and 

Statistical Database Management, Cleveland, OH, July 1999

[SPAR] Sdp PARser, Computer Science, University College London, Online: 

http://www-mice.cs.ucl.ac.uk/multimedia/software/spar

183

http://www.real.com
http://www.cs.columbia.edu/~hgs/rtp
http://www-mice.cs.ucl.ac.uk/multimedia/software/spar


[STE96] R.Steinmetz, “Human perception of jitter and media synchronisation”, IEEE 

Journal on Selected Areas in Communications, Vol. 14, January 1996 

[TEN97] D.Tennenhouse, J.Smith, W.Sincoskie, D.Wetherall, G.Minden, “A Survey 

of Active Network Research”, IEEE Communications Magazine, January 1997 

[THAOO] D.Thaler, M.Handley, D.Estrin, “The Internet Multicast Address Allocation 

Architecture (MALLOC)”, RFC2908, September 2000

[THA98] R.Thayer, N.Doraswamy and R.Glenn, “IP Security Document Roadmap”, 

RFC 2411, November 1998

[TOW97] D.Towsley and J.Kurose, “A comparison of sender-initiated and receiver- 

initiated reliable multicast protocols”, IEEE Journal on Selected areas in 

Communications, Vol. 15, April 1997

[TUR96] T.Turlett and C.Huitema, "RTP Payload Format for H.261 Video Streams", 

RFC 2032, October 1996

[VIC98] L.Vicisano, L.Rizzo and J.Crowcroft, “TCP-like congestion control for 

layered multicast data transfer”, Proc. IEEE Infocom, San Francisco, March 1998 

[VIN93] H.Vin and V.Rangan, “Designing a multiuser HDTV storage server”, IEEE 

Journal on Selected Areas in Communications, Vol. 11, No.l, January 1993 

[VIN94] H.Vin, P.Goyal and A.Goyal, “A Statistical Admission Control Algorithm 

for Multimedia Servers”, Proc.. ACM Multimedia, pp. 33-40, 1994 

[WAT96] A.Watson and A.Sasse, “ Evaluating audio and video quality in low-cost 

multimedia conferencing systems”. Interacting with Computers, Vol.8, 1996 

[WAT98] A.Watson and A.Sasse, “Measuring perceived quality of speech and video 

in multimedia conferencing applications”, Proc. ACM Multimedia ’98, Bristol, UK, 

September 1998

[WMA96] W.Ma, Y.Lee, D.Du and M.McCahill, “Video-based Hypermedia for 

Education-On-Demand”, ACM Multimedia 96, Boston, MA, 1996 

[YAJ96] M.Yajnik, J.Kurose and D.Towsley, “Packet loss correlation in the MBone 

multicast network”, Proc. IEEE Global Internet Conference, November 1996 

[YAJ99] M.Yajnik, S.Moon, J.Kurose, D.Towsley, "Measurement and Modelling of 

the Temporal Dependence in Packet Loss”, IEEE Infocom, New York, March 1999

184


