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A bstract

The field of bioinformatics faces the challenge of reliably annotating genomic 
sequences with structural and functional information. Structure classification 
databases are now sufficiently populated to provide a framework for meeting this 
challenge. This thesis focuses on the superfamily level of structural classification 
that groups together distantly related proteins that have evolved from a common 
ancestor. In order to cope with the functional diversity that occurs at the structural 
superfamily level, sequences have been classified into functionally related protein 
families that can serve as the basis for genome annotation. Knowledge of the key 
structural and functional features of structural superfamilies provides valuable in
sights for accurately transferring biological information.

This thesis describes the development of two new structure-based resources that 
enhance the ability of the CATH structural database to annotate genomic sequences. 
Firstly, the CATH Dictionary of Homologous Superfamilies (DHS) presents function
ally annotated structural alignments for distantly related domains. Key residues can 
be identified and used diagnostically for validating the results of sequence search al
gorithms. Secondly, the CATH Protein Family Database (CATH-PFDB) integrates 
sequence and structure by assigning genomic sequences to structural superfamilies. 
The sequences within each superfamily are further clustered into families sharing 
close functional similarity. Extensive benchmarking of this sequence library using 
pairwise and profile search algorithms showed that both approaches can used to 
reliably identify distantly related genomic sequences.

A protocol for analysing the quality of three-dimensional protein models derived 
from distantly related proteins has also been developed. Residue environment scores 
from the SSAP structure comparison algorithm have been used to identify well- 
modelled structural fragments through histogram and coverage plots. This facilitates 
the assessment of structure prediction and modelling algorithms that are vital for 
accurately transferring structural data to genomic sequences.

This work was generously supported by the Biotechnology and Biological Sciences 
Research Council.
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Chapter 1

Introduction

1.1 P rotein s

Proteins play key roles in virtually all biological processes (Stryer, 1995). They 
mediate a remarkably diverse range of functions including catalysis, transport and 
storage, mechanical support, co-ordinated motion, immune protection and the con
trol of growth and differentiation. In 1951, Sanger and Tuppy demonstrated the 
linearity of proteins through sequencing a single chain of the polypeptide hormone 
insulin (Sanger & Tuppy, 1951). Sequencing was initially carried out on polypep
tides due to their stability and relative ease of purification. The main technique used 
was the manual process of sequential Edman degradation (Edman, 1950). It was not 
until the techniques of gene cloning and PCR (Polymerase Chain Reaction) provided 
large amounts of purified DNA did the focus turn to nucleic acid sequencing. In 1975, 
Sanger and Coulson developed a rapid method for determining nucleotide sequences 
(Sanger & Coulson, 1975). This method and subsequent improvements (Wu, 1978) 
coupled with the continued development in automated techniques has facilitated the 
rapid growth in sequencing to the point where we now have a rough draft of the 
human genome (Lander et ai, 2001). The DNA sequences are stored at three major 
DNA sequence databases, GenBank (Benson et ai, 2000), EMBL (Stoesser et a/., 
2001) and DDBJ (Tateno et ai, 2000). The location of these databases is shown in 
table 1.1. The GenBank database contained 12,244,000 nucleotide sequence records 
as of June 2001 (data from http://www.ncbi.nlm.nih.gov/GenBank).

17
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D a ta b a se L o ca tio n  D e ta ils
G en B an k National Center for Biotechnology Information (NCBI), 

Maryland, USA
E M B L European Molecular Biology Laboratory (EMBL) Nucleotide Sequence 

Database, maintained at the European Bioinformatics Institute (EBI), 
Cambridge, UK.

D D B J DNA Data Bank of Japan maintained at the Center for Information 
Biology, Mishima, Japan

T able 1.1: Location of the principal DNA sequence databases.

1.1.1 Protein Sequence Databases

A considerable amount of the information in the nucleic acid sequence databases 
comes from non-expressed DNA sequences (promoter regions, binding sites etc.). 
However, a large proportion represent genes or Open Reading Frames (ORFs) that 
can be translated to yield a protein product. Simple genomes, such as those from 
prokaryotic organisms, contain genes whose linear structure is directly related to the 
translated product. In eukaryotic organisms, the genes contain both translated (ex
ons) and untranslated (introns) regions. This complicates the process of identifying 
the protein product.

1.1.1.1 P IR /P S D

The Protein Sequence Database (PSD) was the first collection of sequences to be 
established. It was developed by Margaret Dayhoff in the 1960’s and is currently 
maintained as the Protein Information Resource (PIR) International PSD (Barker 
et al., 2001). This is a world wide consortium that includes the Protein Information 
Resource, the Protein Information Database of Japan (JIPID) and the Martinsried 
Institute for Protein Sequences (MIPS). The PIR is divided into four sections, PIR l 
to PIR4, that differ in terms of the quality of data and annotation provided. The 
latest release of the PIR/PSD database (version 69.01) contained 237,651 entries 
(data from http://pir.georgetown.edu).

1.1.1.2 SW ISS-PRO T

SWISS-PROT (Bairoch & Apweiler, 2000) is a manually maintained sequence 
database that endeavours to provide high-level annotations, including descrip
tions of protein function, post-translational modifications and domain structure. 
SWISS-PROT entries also contain cross-references to bibliographic references, pro
tein family databases and functional or disease state resources. The most recent 
release of SWISS-PROT (version 39.23) contained 99,134 sequences (data from

http://pir.georgetown.edu


Chapter 1. Introduction 19

http://www.expasy.org/sprot). SWISS-PROT is supplemented by a computer anno
tated database called TrEMBL (Translation of EMBL nucleotide sequence database, 
Bairoch & Apweiler, 2000). TrEMBL is based on the translation of coding sequences 
from the EMBL database. The resource exists to store the ever-increasing number of 
protein sequences obtained from genome sequencing projects without compromising 
the quality of the SWISS-PROT database. Release 17.3 of the TrEMBL database 
contained 471,191 entries.

1.1.1.3 N R D B

The NRDB (Non-redundant Database) is a composite of GenPept (automatic 
translations from GenBank), SWISS-PROT, PIR and PDB sequences (Benson 
et ai, 2000). The database is comprehensive and up-to-date but is actually non
identical rather than non-redundant, with only identical sequences removed from 
the database.

1.2 P rotein  Sequence C om parison

1.2.1 Sequence Similarity

The relationship between two proteins that have descended with divergence from a 
common ancestor is defined as homologous (Fitch, 1970). It is useful to distinguish 
between two types of homologues. Proteins that have evolved from a common 
ancestral gene by spéciation and perform the same or similar function in different 
species are called orthologues. Paralogous proteins arise from the duplication of a 
single gene and exist within the same organism. They can evolve new functions once 
free from the constraints of natural selection (Henikoff et al, 1997).

The central hypothesis of sequence analysis is that sequence similarity can be 
used to identify homologous relationships. Sequence similarity can be measured in 
terms of the number of identical residues shared between two proteins. This is often 
expressed as a percentage of the length of the smaller protein (percentage identity). 
High identity can be used to indicate homology (Ghothia & Lesk, 1986; Hubbard & 
Blundell, 1987; Sander & Schneider, 1991; Flores et al, 1993). However, it becomes 
difficult to assign relationships when the level of identity falls below 30% into the 
region known as the ‘twilight zone’ (Doolittle, 1986). To measure similarity, the 
sequences must first be aligned to take into account the insertions and deletions 
(indels) that have occurred over the course of evolution. This process introduces 
gaps to adjust the position of the sequences so that equivalent residues are moved

http://www.expasy.org/sprot
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Small
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P o s itiv e
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F ig u re  1.1: Venn diagram  of the chemical and physical properties of amino acids 
(Taylor, 1986a). The amino acids are alanine (A), cysteine (C), aspartic  acid (D), 
glutam ic acid (E), phenylalanine (F), glycine (G), histidine (H), isoleucine (I), lysine 
(K), leucine (L), m ethionine (M), asparagine (N), proline (P), glutam ine (Q), arginine 
(R), serine(S), threonine (T), valine (V), tryp tophan  (W) and tyrosine (Y).

into register. Alignment of the secpiences highlights positions th a t  are conserved 

and also those th a t  have changed over time.

1.2.1.1 Physicochem ical P ro p e rtie s  of A m ino A cids

Proteins are composed of amino acids of which there are 20 naturally  occurring 

variations. Although each amino acid has a distinct chemical structure, they can be 

grouped together on the basis of their chemical and physical properties. This can 

be visualised as a Venn diagram (Taylor, 1986a) as shown in figure 1.1.

The relationships between the amino acids can also be expressed mathematically 

by considering their propensity to m utate  to another amino acid. This is formalised 

as a matrix  of scores representing the probability of each exchange and they are 

widely used in sequence database searching and sequence alignment techniques. 

Amino acid mutations tha t conserve the residue properties are more favourable 

than ones tha t change the properties. For example, a mutation from valine to 

alanine conserves the small and hydrophobic nature  of the residue and could easily 

be structurally accommodated. A m utation from valine to phenylalanine would be 

less likely to be tolerated as it involves a large change in the residue size th a t  could 

potentially lead to the disruption of the packing and stability of the protein.
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1.2.1.2 The M utation D ata M atrix (M D M )

The Mutation Data Matrix (MDM) was developed by Dayhoff and is derived from 
the comparison of closely related sequences i.e. >85% sequence identity (Dayhoff, 
1978). The matrices are based on the concept of the Point Accepted Mutation 
(PAM). The probability of a residue mutating during an evolutionary distance in 
which one point mutation occurs per 100 residues corresponds with a distance of 
1 PAM. Matrices corresponding with larger evolutionary distances are obtained by 
multiplying the original matrix by itself, for example, the PAM 250 matrix reflects 
sequence identity levels of 20% between two proteins.

1.2.1.3 The Blocks Substitution M atrices (BLOSUM )

The BLOSUM series of matrices (Henikoff & Henikoff, 1992) are generated from con
served blocks of aligned sequences that comprise the BLOCKS database (Henikoff & 
Henikoff, 1991). The blocks can contain sequences from a wide range of evolution
ary distances. In order to produce matrices that reflect substitutions from a defined 
evolutionary distance, the sequences within the blocks must be clustered. This pro
cess requires calculating the pairwise sequence identity for every pair of sequences. 
The sequences are then clustered for a given identity threshold according to the 
rule that any pair of sequences that have a percentage identity above the threshold 
are merged together. In calculating the observed substitutions within each block, 
the contributions from within a cluster are averaged. For example, the BLOSUM50 
matrix uses a clustering threshold of 50% identity. A series of BLOSUM matrices 
at different clustering thresholds have been created and shown to outperform the 
PAM matrices in searching for a defined set of homologous relationships (Henikoff 
&: Henikoff, 1993).

1.2.2 Pairwise Sequence Alignm ent

1.2.2.1 Rigorous A lignm ent Algorithm s

Needleman & Wunsch (1970) were the first to propose a dynamic programming 
algorithm for the comparison of macromolecular (protein or DNA) sequences. Dy
namic programming enables the optimal alignment to be found efficiently without 
checking all possible alignments. The Needleman and Wunsch algorithm performs a 
‘global’ alignment of two sequences i.e. all sequence positions are taken into account 
in the alignment. This is appropriate when similarity is expected along the major
ity of the sequence. In cases where similarity is limited to specific regions between
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two sequences, it is useful to consider the local alignment between a substring of 
each sequence. Smith and Waterman introduced a minor modification to the global 
dynamic programming algorithm to enable optimal ‘local’ alignments between two 
sequences to be identified (Smith & Waterman, 1981).

1.2.2.2 H euristic A lgorithm s for Sequence A lignm ent

Several heuristic algorithms have been developed to speed up the alignment proce
dure. The two main algorithms are FASTA (Pearson & Lipman, 1988) and BLAST 
(Altschul et al, 1990, 1997), although they are not guaranteed to find the optimal 
alignment, they make it practical to undertake routine large scale sequence database 
searching. FASTA creates a hash table of all k-tuples (a string length of k) in the 
query sequence and uses this to efficiently find identities between the query sequence 
and the database sequences. For protein sequences, k-tuple values of 1 or 2 are used 
with 1 giving higher sensitivity. The identified regions can then be optimally aligned 
using dynamic programming. BLAST also uses a word-based heuristic to approx
imate a simplified Smith-Waterman algorithm called the Maximal Segment Pairs 
algorithm. Tripeptide words (strings of 3 residues) from the query sequence are ‘ex
panded’ to include all tripeptides that score above a threshold when aligned to the 
initial tripeptide using a substitution matrix e.g. BLOSUM62. Tripeptide identities 
between query and database sequences from the expanded list are quickly identi
fied and combined to give ungapped High Scoring Segment Pairs (HSPs). Gapped 
alignments are created by using the Smith-Waterman algorithm to extend matches 
in both directions of the alignment.

1.2.2.3 Scoring the Alignm ent

Once two sequences have been aligned, it is necessary to consider whether the rela
tionship has occurred as a result of evolution (i.e. descent from a common ancestor) 
or has arisen by chance. Statistical theories have been developed to convert align
ment scores into probability values to answer this question (Karlin & Altschul, 1990; 
Altschul et ai, 1994; Dembo et al, 1994; Altschul & Gish, 1996). These are based on 
the observation that the distribution of alignment scores for comparisons between 
random sequences can be approximated by the Extreme Value Distribution (EVD, 
Dembo et al, 1994). For database searching, it is common to use the expectation 
value (E-value) as a measure of statistical significance. For a given alignment with 
score S, the E-value is defined as the expected number of distinct sequence matches 
that would obtain an alignment score > S by chance, when searching a database of
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D sequences. For example, an E-value of 1 assigned to a sequence match indicates 
that one match of equal or better score would be expected by chance alone in the 
current search. An E-value of zero corresponds with no expected chance matches.

1.2.3 Profile-based Sequence Comparison Approaches

Pairwise sequence comparison techniques such as BLAST and FASTA generally as
sume that all amino acid positions are equally important. However, a multiple align
ment of a protein sequence family can highlight residues that are more conserved 
than others (e.g. in the active site) or positions where insertions and deletions are 
more frequent (e.g. loop regions). Several sequence ‘profile’ methods were developed 
in the 1980’s (Taylor, 1986b; Gribskov et a/., 1987; Barton k, Sternberg, 1990) to 
capture this position-specific information. Formally, a sequence profile is defined as 
a consensus primary structure model consisting of position-specific residue scores 
and insertion or deletion penalties (Eddy, 1996). In the classical profile method of 
Gribskov et al. (1987), the amino acid substitution scores are created by summing 
Dayhoff exchange matrix values (Dayhoff, 1978) according to the observed amino 
acids in each column of the alignment. Gap penalties are reduced at alignment posi
tions with gaps, according to the length of the longest insertion spanning that point 
in the alignment. A modified Smith-Waterman dynamic programming algorithm is 
used to align the sequence to the profile.

1.2.3.1 H idden Markov M odels

The underlying model represented by a profile closely resembles the hidden Markov 
models (HMMs) introduced for describing protein families (Krogh et 1994; Baldi 
et al, 1994). An HMM is a mathematical model which produces a stream of ob
servable information in a probabilistic manner. HMMs are a general statistical 
modelling technique particularly suited to ‘linear’ problems, and have been widely 
used in speech recognition for many years (as reviewed by Rabiner, 1989). In the 
case of protein sequences the observable information is in the form of amino acids, 
and the HMM can be considered to be a sequence generating factory capable of 
producing many different sequences with different probabilities.

More specifically, an HMM is a series o f‘states’ interconnected by state-transition 
probabilities. In the profile HMM architecture introduced by Krogh et al. (1994) 
and modified by Eddy (1998), each conserved column in a multiple alignment is 
represented by three states: match, delete and insert (see figure 1.2). A match state 
models the distribution of residues allowed in the column, a delete state indicates
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F igu re 1.2: The profile hidden Markov model is characterised its m atch (M), delete 
(D) and insert (I) states and the allowed transitions (arrows) between them.

110 amino acid present at this position and an insert s ta te  allows for the insertion of 

one or more amino acids after the match position. S tarting  from an initial state, a 

secpience of states is generated by moving from state to s ta te  according to the state- 

transition probabilities until an end state is reached. Each sta te  ‘em its’ symbols 

(residues) according to its emission probability distribution, creating an observable 

sequence of symbols (Eddy, 1996). The sequence of states is a first-order Markov 

chain as the choice of the next state to occupy is dependent on the identity of the 

current state. However, the state sequence is not observed, it is hidden, only the 

symbol sequence is observed and the most likely s ta te  sequence must be inferred 

from an alignment of the HMM to the observed sequence (Eddy, 1996).

Two popular HMM software packages are SAM-T99, a development of the SAM- 

T98 protocol (Karpins et al., 1998) and the unpublished HMMer software (reviewed 

in Eddy (1998)). SAM-T99 is a tool for detecting remote homologues, typically ini

tiated from a single sequence. The HMMer package requires pre-generated multiple 

alignments in order to build HMMs and is used to search and maintain the Pfam 

database (Bateman et ai ,  2000).

1.2.3.2 PSI-B L A ST

PSI-BLAST (Altschul et ai ,  1997) is an extension of the popular BLAST program 

tha t allows iterative sequence searches using profile methodology. PSI-BLAST starts 

from a single query sequence and collects homologous sequences using an initial 

BLAST search. The matching sequences are aligned to the query sequence to gener
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ate a multiple alignment from which a profile is estimated. In the second iteration, 
the profile is used to search the database and the process is repeated until no more 
homologues are found or a set number of iterations are reached. A key develop
ment for detecting genuine homologous relationships has been the availability of 
robust statistical estimates. This enables the automatic execution of iterative pro
file searches.

Sequence searching methods that use profile-based approaches or intermediate 
sequences e.g. PSI-BLAST, hidden Markov models (SAM-T98), IBS (Park et al.,
1997) and MISS (Salamov et al., 1999a) have been shown to detect more distant 
homologues than pairwise sequence techniques (Park et al., 1998; Salamov et al., 
1999a). Other sequence searching methods include GeneQuest (Taylor, 1998; Taylor 
& Brown, 1999) and BASIC (Rychlewski et al, 2000).

1.2.4 M ultiple Sequence Alignment

Optimal multiple sequence alignment methods are too computationally expensive to 
be used for aligning large numbers of sequences. Therefore, the heuristic approach 
adopted by progressive alignment methods is the most commonly used multiple 
alignment method. Progressive alignment consists of three steps that can be done 
separately or merged together. The first stage involves computing the alignment 
scores for all pairs of sequences. This information is then used to build a guide 
tree to reflect the similarities between the sequences. The sequences are aligned 
according to the order of the tree with the most similar sequences aligned first. 
The algorithm aligns the two sequences or alignments that are associated with the 
two daughter nodes of each node of the tree. ClustalW, one of the most popular 
alignment packages, uses the Neighbour-Joining algorithm (Saitou & Nei, 1987) to 
construct the guide tree and profile alignment with position-specific gap penalties to 
align two alignments (Thompson et al, 1994, 1997). Progressive alignment speeds 
up the alignment process at the cost of fixing alignments at an early stage of de
velopment. Other approaches are now incorporating predicted secondary structure 
and re-evaluating the alignments at later stages in the process (Heringa, 1999).

1.3 P rotein  Fam ily D atabases

Sequence families represent collections of homologous proteins that share a com
mon ancestor. Bringing together related proteins in a multiple sequence alignment 
highlights regions of conservation and divergence. Regions that are essential for the
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structure and function of the proteins in the family are less tolerant to mutation 
and are therefore more conserved. Homologous relationships can be identified rela
tively easily if the divergent proteins retain high sequence identities of 30% or more 
(Chothia & Lesk, 1986; Sander & Schneider, 1991; Rost, 1999). The presence of a 
functional sequence motif (PROSITE) or set of motifs (PRINTS) can be used to de
tect more distant sequence relationships. These are described in more detail below. 
Over long periods of evolution, all traces of sequence similarity between two related 
proteins can disappear. In these situations, structural similarity (if available) can 
provide the evidence that the proteins are homologous as structure is typically more 
conserved than sequence (Chothia & Lesk, 1986; Flores et al, 1993).

1.3.1 M anually Curated Databases

Protein family databases are now well-established tools for protein sequence analysis. 
They include the widely used resources, PROSITE, BLOCKS, Pfam and PRINTS. 
Searching a protein family database can be more sensitive and produce a more 
concise list of matches than a primary sequence databank search.

1.3.1.1 PR O SITE

The PROSITE database contains both regular expression-like patterns and profiles 
to describe sequence families (Hofmann et al, 1999). The patterns are typically 
chosen to encapsulate biologically significant regions of sequence that can be used to 
characterise the function of the proteins in the family. PROSITE provides extensive 
documentation in the form of a concise description of the protein family or domain 
and a summary of the reasons for the development of the pattern or profile. Release 
16.43 of PROSITE (August 2001) contained 1,090 documented entries describing 
1,476 different patterns and profiles.

1.3.1.2 PR IN T S

PRINTS is a database of protein family ‘fingerprints’, a series of un-weighted se
quence motifs that characterise an aligned family (Attwood et al, 2000). Instead 
of the binary ‘hit-or-miss’ approach of regular expression pattern matching, finger
prints are able to tolerate mismatches at the level of residues within individual motifs 
and at the level of motifs within fingerprints. The resource can be searched using 
pattern or profile methods (Scordis et al, 1999) and also using BLAST (Wright 
et al, 1999). PRINTS, like PROSITE, distinguishes itself from automatically gen
erated family databases with extensive descriptions of the protein families. There
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were 1,550 entries in the PRINTS database (release 31.0, June 2001) corresponding 
with 9,531 sequence motifs.

1.3.1.3 BLOCKS

The BLOCKS database uses multiple ungapped local alignments, called blocks, to 
describe family membership (Henikoff & Henikoff, 1991). The blocks are created 
using an automated method called PROTOMAT that detects the most highly con
served regions of each protein family (Henikoff et ai, 1995). The raw sequences 
of each block are stored in the database. In addition, the sequences in each block 
are assigned sequence weights to represent their divergence from other members. 
This weighting is taken into account for scoring a sequence match to a sequence in 
a block. The BLOCKS-f- resource is a recent addition to the BLOCKS database 
(Henikoff et ai, 1999). The protein family coverage has been increased by calcu
lating blocks from other databases such as ProDom (Corpet et al, 2000), PRINTS 
(Attwood et ai, 2000), Pfam (Bateman et ai, 2000) and DOMO (Gracy & Argos,
1998). Version 13.0 of the BLOCKS Database consisted of 8,656 blocks representing 
2,101 families.

1.3.1.4 Pfam

Pfam is a large collection of multiple sequence alignments and profile hidden Markov 
models (HMMs) for protein domain families (Bateman et u/., 2000). Seed alignments 
for each family are manually constructed and HMMs are used to automatically 
identify members of the family outside the seed sequences. In addition to the curated 
families, called Pfam-A, a supplementary resource, Pfam-B, has been created based 
on the automatically generated families of ProDom (Corpet et ai, 2000) to provide 
completeness in terms of sequence coverage. Version 6.6 of the Pfam database 
August 2001) contained 3,071 Pfam-A families (267,598 sequences) and 57,477 Pfam- 
B families (126,378 sequences).

1.3.1.5 InterPro

InterPro is an integrated document resource for protein families, domains and 
functional sites (Apweiler et a/., 2001). It combines the efforts of the PROSITE, 
PRINTS, Pfam and ProDom database projects into a single coherent resource. The 
member databases will continue to exist separately and co-ordinate their selection 
of families to document in an attempt to minimise any duplication of effort in the 
time-consuming annotation stage.
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1.3.2 A utom atically Clustered Sequence Databases

Unlike signature databases, clustered resources are derived automatically from the 
primary sequence databases using different clustering algorithms. The usual clus
tering strategy is to perform a database search with BLAST or FASTA, followed 
by grouping sequences together based on the statistical scores. For example, in 
the SYSTERS protein sequence cluster protocol (Krause et ai, 2000), single link
age clustering is applied using BLAST E-values. Clusters are created at different 
E-value thresholds to generate a hierarchy of families called the SYSTERS tree. 
Problems can arise due to the multi-domain nature of proteins. As a result several 
automatic domain detection algorithms have been developed such as DOMAINER 
(Sonnhammer & Kahn, 1994), MKDOM (Gouzy et ai, 1999) or DIVCLUS (Park & 
Teichmann, 1998). Recently, May (2001) suggested the use of sequence weighting 
and dynamic programming to optimally classify proteins without using subjective 
thresholds to define group membership.

1.4 P rote in  S tructure

At the atomic level, the structure of a protein determines its function. Detailed 
three-dimensional structures reveal mechanistic aspects of a proteins function that 
are critical for understanding biological processes. As proteins diverge during the 
course of evolution, their structures change to accommodate the differences in amino 
acid size and polarity caused by mutations. The structural core often remains very 
similar with insertions or deletions occurring in loop regions that connect the sec
ondary structure elements (SSEs) (Chothia & Lesk, 1986). In some cases, supersec
ondary motifs or small domains are inserted into these loops. Insertions are rarely 
seen within SSEs (Pascarella & Argos, 1992), however the mutation of core residues 
can cause significant changes to the orientations of the SSEs.

Since the preliminary structure of myoglobin was determined by Kendrew and 
co-workers (Kendrew et ai, 1958) the field of structural biology has grown tremen
dously. The Protein Data Bank (PDB) now contains the co-ordinates of more than
14,000 protein chains consisting of over 27,000 structural domains determined by X- 
ray crystallography or NMR (Abola et al., 1987; Berman et ai, 2000). Almost 3,000 
new structures were deposited last year (2000) and this number is set to increase as 
structural genomic projects gather momentum (Pennisi, 1998). It becomes increas
ingly important that this structural data is organised and annotated in a biologically 
meaningful and useful way.
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1.4.1 Structure Comparison M ethods

1.4.1.1 R igid B ody Superposition

The first structure comparison techniques used a rigid-body superposition of equiv
alent residues (Rossmann & Argos, 1975). This leads to the calculation of the root 
mean squared deviations (RMSD) over all atoms that represents the average distance 
between the two proteins. However, structural embellishments can significantly af
fect this value. This has lead to calculating RMSD over equivalent residue pairs 
within a certain distance threshold from each other. This has been shown to be a 
better indicator of structural similarity than global RMSD (Chothia & Lesk, 1986; 
Wilson et ai, 2000). There are now many structural comparison methods that have 
been developed (see Holm & Sander (1994b), Orengo (1994) and Brown et al. (1996) 
for reviews). The algorithms fall into two main categories, those that attem pt to 
superpose structures by minimising the inter-molecular distance between equivalent 
positions, and those that compare intra-molecular distances between residues or sec
ondary structures. Dynamic programming, used for sequence comparison to handle 
insertions and deletions, has also been applied to structural comparison methods.

1.4.1.2 SSAP: Sequential Structural A lignm ent Program

The SSAP method is a distance plot-based approach for structural comparison 
(Taylor & Orengo, 1989; Orengo et ai, 1992). Distance or contact plots are two- 
dimensional matrices, labelled horizontally and vertically with the protein’s sequence 
and shaded according to whether pairs of residues are in contact in the structure 
(Phillips, 1970). In the SSAP method, the three-dimensional internal geometry 
between proteins is compared using the Needleman-Wunsch algorithm to identify 
equivalent positions. The structural environment or view for each residue is de
scribed by the set of vectors from the Cp atom to the Cp atoms of all other residues. 
The common frame of reference for each residue view is based on the tetrahedral 
geometry of the Cq atom. Dynamic programming is first applied to compare residue 
views for each pair of residues between the two structures. The optimal alignment 
path through each residue view matrix is added to a summary matrix and dynamic 
programming is used again to determine the final alignment of residues. This use 
of dynamic programming on two levels has been described as double dynamic pro
gramming. The scoring scheme is normalised to return a score between 0 and 100, 
with 100 being a perfect match. SSAP scores above 80 are associated with highly 
similar structures, suggesting they are descended from a common ancestor (Orengo 
et ai, 1992). Scores in the range of 70-80 indicate a similar folding arrangement but
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the evolutionary relationship between the two proteins can still be unclear without 
supporting functional evidence.

1.4.1.3 Other Structure Comparison M ethods

The DALI method (Holm & Sander, 1993) uses simulated annealing to build an 
alignment of equivalent hexapeptide backbone fragments between two proteins. The 
two stage process first compares hexapeptide contact maps (built using atoms) 
to establish equivalent fragments. In stage two, different hexapeptide fragments 
are combined using simulated annealing. The advantage of this approach is that 
the alignment is not built in a structurally sequential manner allowing comparisons 
between topologically different proteins to be performed (Brown et ai, 1996). DALI 
is the structure comparison method used to construct the Dali Domain Database 
(Holm & Sander, 1999).

Structural comparison is typically much slower than sequence comparison, there
fore approaches to speed up the process have been investigated. Alternative al
gorithms such as geometric hashing or graph theory have been implemented in 
addition to using simplified representations of protein structure For example, the 
VAST structure comparison algorithm (Madej et a/., 1995) used within the MMDB 
(Marchler-Bauer et ai, 1999) uses graph theory to rapidly match secondary struc
ture elements. Both DALI and VAST use statistical measures such as Z-scores to 
provide an estimate of the significance of the structural match in relation to the 
background distribution of scores.

1.5 P rotein  S tructure C lassification

1.5.1 Structural Classification Databases

Protein structure classification databases, CATH (Orengo et al, 1997), SCOP 
(Murzin et al, 1995), Dali Domain Dictionary (Holm & Sander, 1999), 3Dee (Sid- 
diqui et al, 2001), DDBASE (Sowdhamini et al, 1996) and ENTREZ/MMDB 
(Hogue et al, 1996; Marchler-Bauer et al, 1999) are now well established and pro
vide frameworks for ordering the known protein universe. These databases cluster 
proteins on the basis of both geometrical and evolutionary considerations. The 
approaches vary from manual methods (Murzin et al, 1995) to the application of 
automatic structure comparison methods i.e. SSAP (Taylor & Orengo, 1989), DALI 
(Holm & Sander, 1993), STAMP (Russell & Barton, 1992), DIAL (Sowdhamini & 
Blundell, 1995) and VAST (Madej et al, 1995). There are no consensus definitions
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for structural similarity and groups apply different criteria for assigning proteins to 
fold groups.

CATH and SCOP are currently the largest manually validated hierarchical clas
sifications of protein domain structures (Pearl et al, 2001b; Lo Conte et ai, 2000). 
Both these databases group proteins into homologous families and superfamilies. 
Homologous families contain proteins that have descended from a common evolu
tionary ancestor and share similar functional properties, although the proteins may 
not have significant sequence identity. The structural superfamily level clusters to
gether protein families that often have different functions but they can be shown 
to have evolved from a common evolutionary ancestor. This evidence is usually 
derived from structural comparisons or the literature. Both these levels are interest
ing to many biologists as they cluster proteins whose core structural and functional 
features have often been conserved by evolution (Chothia, 1984; Overington et al., 
1990). Identifying the homologous superfamily of a protein of interest can be an 
important step in determining the biological role of the protein.

More recently, databases have emerged that present structural alignments for se
lected protein families. HOMSTRAD (Mizuguchi et ai, 1998b) contains 585 align
ments for homologous families originally developed by Overington et al. (1990). 
CAMPASS (Sowdhamini et al., 1998) is a database of 863 protein superfamilies de
rived from DDBASE. In both cases the alignments are annotated with structural 
features using JOY (Mizuguchi et al., 1998a).

1.5.2 Geometric Considerations

Proteins are assigned to a particular structural class on the basis of the secondary 
structure composition and packing (Levitt & Chothia, 1976). Class can be divided 
into mainly-CK, mainly-^ and a{3. In some classifications, the class is divided into 
a+/3 and alternating a//3 groupings. The a-i-p group involves the a  and /3 units to 
be segregated along the protein chain, while a//3 contains mixed or alternating a  and 
13 units. Within each class, proteins are clustered according to the spatial orientation 
of the secondary structure elements and their connectivity. This is described as the 
protein fold or topology. Different folds are considered to be those with different 
connectivities between the secondary structures although the overall geometry may 
be similar. Estimates of the number of folds observed in nature varies from hundreds 
to several thousands (Orengo et al, 1994; Govindarajan et ai, 1999; Wolf et ai,
2000). These attempts are hampered by two types of bias in the structural data. 
Firstly, the PDB contains many structures that have historically been the subject of
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detailed functional studies e.g. enzymes. Secondly, the natural distribution of folds 
appears to be biased in favour of certain stable structural arrangements known as 
superfolds (Orengo et ai, 1994) or frequently occurring domains (FODs, Brenner 
et ai, 1996). They are particularly common in nature possibly due to the inherent 
thermodynamic stability of the fold and prevalence of common recurring structural 
motifs (Salem et ai, 1999). Proteins are called analogues when they share a common 
fold but there is no definitive evidence that they are related by evolution. In contrast 
with other resources, the CATH database contains an intermediate ‘architecture’ 
level between class and topology that describes the general shape of the protein 
e.g. sandwich, roll or barrel. This is defined by the gross spatial arrangement of the 
secondary structure elements and does not consider the connectivity.

1.5.3 Evolutionary Considerations

1.5.3.1 Recognising Close Hom ologues

It has been shown that proteins with significant sequence similarity (>30% sequence 
identity) adopt similar folds (Chothia & Lesk, 1986; Hubbard & Blundell, 1987; 
Sander & Schneider, 1991; Flores et al, 1993). Sander & Schneider (1991) mathe
matically describe the relationship between sequence identity and alignment length 
using a curve to divide homologous relationships from non-homologous ones. Smaller 
proteins (< 80 residues) require a higher identity to ensure an homologous relation
ship. A recent analysis by (Rost, 1999) using a larger dataset, redefined this curve 
and showed that the number of non-homologous matches dramatically increases in 
the twilight zone between 25-35%. Most structural classifications use sequence com
parison with conservative thresholds to assign close homologues (e.g. historically 
CATH has used 35% sequence identity over 80% of the larger sequence). More 
recently, profile-based methods have been incorporated into the CATH structural 
classification protocol (Pearl et a/., 2000).

1.5.3.2 Recognising D istant H om ologues

Distant evolutionary relationships (<20% sequence identity) are difficult to eluci
date without a combination of structural and functional evidence to prove homology 
(see Murzin (1996, 1998) for reviews). SCOP uses the literature to manually iden
tify unusual structural features (e.g. y^-bulges) and key conserved residues involved 
in structure stabilisation, substrate or co-factor binding or catalysis (Murzin et ai, 
1995; Brenner et ai, 1996). In the CATH database, high structural similarity in
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dicated by the SSAP structure comparison algorithm is used to infer homologous 
proteins that are then validated by checking the literature and available functional 
information. While CATH and SCOP contain similar classifications for close ho
mologues, the difficulty in identifying distant relationships means that they differ 
for the more distant homologues (Hadley & Jones, 1999). Other approaches for 
identifying homologous proteins are based on deriving core structures for protein 
families (Schmidt et al., 1997; Matsuo & Bryant, 1999; Orengo, 1999) or comparing 
functional descriptions e.g. SWISS-PROT keywords (Holm & Sander, 1997a).

1.5.4 The CATH Structural Classification Database

CATH is a hierarchical classification of protein domain structures. Domains are 
identified with a consensus approach that uses three automatic methods, DETEC
TIVE (Swindells, 1995), DOMAK (Siddiqui & Barton, 1995) and PUU (Holm & 
Sander, 1994a). Boundaries can be automatically assigned if all three methods 
agree on the number of domains in the structure and these domains show > 80% 
overlap. If there is no consensus then the domain boundaries must be assigned by 
visual inspection and literature reference to the original PDB files.

Protein domains are clustered based on sequence identity into close evolutionary 
families at four levels, 100%, 95%, 60% and 35% identity (described as CATH- 
SlOO, CATH-S95, CATH-S60 and CATH-S35 respectively). Protein domains from 
different sequence families can be grouped into the same homologous superfamily 
providing there is sufficient evidence for a common evolutionary ancestor. Sequence 
identity does not provide a reliable measure of homology below 35% so high struc
tural similarity in combination with functional information is used to determine 
distant relationships.

1.5.5 The Expansion of Structural Databases

1.5.5.1 Genom ic Sequence D ata

Recently, the data within structure databases has been expanded to include genomic 
sequence data (Pearl et ai, 2001b; Teichmann et ai, 2000; Wang et ai, 2000). 
This has been made possible through improvements in sequence search protocols 
that enable the reliable identification of homologous sequences. These databases 
maintain the information as Intermediate Sequence Libraries (ISLs), with genomic 
sequences typically assigned to individual structures (the match with the smallest 
E-value) or associated with the structural superfamily level of the classification.
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The process of generating and maintaining protein families is more complicated 
and often requires the manual investigation of common protein sequence motifs and 
conserved features. In this thesis, we have gone one step further than superfamily 
assignment and investigated the rapid generation of sequence families that contain 
closely homologous proteins and share similar functions.

1.5.5.2 Structural G enom ic Initiatives

High throughput sequencing has already resulted in the determination of the com
plete sequence of many genomes from the three branches of life, Archaea, Eukarya 
and Bacteria. The first draft of human genome was recently announced (Lander et 
al, 2001) and many other genome projects are well underway. The primary method 
of predicting the molecular and/or cellular functions of the gene products is to use 
sequence comparison techniques to search for proteins whose functions are already 
known. However, a significant proportion of gene products share little or no sequence 
similarity with any functionally assigned sequences. These are termed ‘hypothetical 
protein’ until a functional assignment can be made.

Structural genomic projects aim to solve experimental structures for each distinct 
protein fold. Current estimates suggest that this could be achieved by focusing on
10,000 domain targets over the next five years (Sali, 1998). Cataloging all possible 
protein folds will provide an important data resource for future research. However, 
the real value of structural genomics will be in determining structures to provide 
functional insights through the identification of homology via structural similarity 
that could not be detected by sequence analysis alone. Traditionally, structural 
information has been obtained after a protein has been functionally characterised due 
to the time consuming nature of X-ray or NMR experiments. In contrast structural 
genomic projects aim to determine the structure of the protein first and investigate 
function later (Skolnick et al, 2000). This high throughput structure determination 
has been made possible due to technical advances in PCR-based recombinant DNA 
technology, protein expression and robotic crystallisation (Burley et al, 1999).

1.5.6 Functional Annotation and Transfer

The functional analysis of gene products is a major goal of both sequence and 
structural genomics projects (Brutlag, 1998). However the function of only a small 
fraction of proteins has been studied experimentally, and typically, prediction of 
function is based on sequence similarity with proteins of known function. It has been 
noted in the literature that transferring incorrect functional information threatens
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to progressively corrupt genome databases (Karp, 1998; Bork & Koonin, 1998).
Wilson et ai (2000) quantitatively assessed annotation transfer for genomics by 

considering pairs of structural domains from the SCOP database sharing the same 
fold. The structures were functionally characterised using the Enzyme Commis
sion (E.C.) scheme (NC-IUBMB, 1992) for enzymes and a modified version of the 
FLY database (Ashburner & Drysdale, 1994) for non-enzymes. Conservation of the 
function, as defined by the first three levels in the functional classification, was ob
served down to ~40% sequence identity. A complementary study by Todd et al 
(2001) using the CATH protein structure classification and the E.C. scheme found 
similar results. For single and multi-domain proteins variation in E.C. number is 
rare above 40% sequence identity, and above 30% identity the first three levels of 
the E.C. scheme may be predicted with at least 90% accuracy. Below 30% identity 
functional variation is significant and an understanding of the molecular basis of 
functional differences requires structural data.

1.5.6.1 Structural A nnotation of G enom ic Sequences

The assignment of structural information to genomic sequences using pairwise meth
ods has been integrated into genome analysis systems such as PEDANT (Frishman 
et ai, 2001) and GeneQuiz (Scharf et al, 1994; Hoersch et al, 2000). Early work by 
Gerstein and co-workers using FASTA to assess the distribution of structural folds 
within organisms from all three kingdoms showed a bias towards structures with a 
central /3-sheet with helices packed onto at least one face (Gerstein & Levitt, 1997).

More recently, pairwise sequence methods have given way to profile approaches, 
in particular the use of PSI-BLAST for detecting remote structural homologues 
(Huynen et ai, 1998; Teichmann et al, 1998; Wolf et al, 1999; Salamov et al, 
1999b). Muller et al (1999) benchmarked the use of PSI-BLAST for genome anno
tation and assigned structures for up to 40% of proteins in Mycoplasma genitalium 
(MG). Profile-profile matching using the BASIC algorithm (Jaroszewski et al, 1998; 
Rychlewski et al, 2000) has also be carried out on MG (Rychlewski et al, 1998) 
and other genomes (Rychlewski et al, 1999; Pawlowski et al, 1999).

Fold recognition techniques have also been used for genome annotation. Fischer 
& Eisenberg (1997) were the first group to publish structural assignments for a 
complete genome (MG). Another fold recognition approach is to ‘thread’ a known 
amino acid sequence onto a library of known structural templates (Jones et al, 
1992; Sippl & Weitckus, 1992). Empirically derived energy potentials are used to 
score the sequence-structure match. The GenTHREADER program is an automated
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threading protocol that uses sequence comparison pre-filters and a neural network 
to assign confidence to the structural assignment (Jones, 1999a). This method 
assigned 46% of the MG ORFs with a high reliability (218 ORFs). In addition, 
several groups have attempted a genome scale construction of structural models 
(Peitsch, 1997; Sanchez & Sali, 1998).

Other methods include using COGs for annotating genomes (Tatusov et al, 
1997, 2001). GOGs are clusters of orthologous groups that include proteins from 
at least three genomes of different lineages. Typically, each GOG is associated 
with a conserved, specific function so identifying a match with a particular GOG 
automatically corresponds with a functional prediction. Alternatively, phylogenetic 
profiling is a method for identifying genes between organisms that are inherited 
together and are likely to have related functions (Pellegrini et ai, 1999).

1.5.6.2 D eterm ining Function From Structure

There are several algorithms which attem pt to identify functionally important re
gions of a protein directly from the protein structure e.g. active sites, binding sites 
or surfaces involved in protein-protein interactions. PROGAT is a library of three- 
dimensional structural templates for specific functional sites well-characterised in 
the literature e.g. serine proteinases and aspartyl proteinases. Each template spec
ifies the relative spatial position of key functional site atoms. A geometric hashing 
algorithm is used to efficiently search protein structure databases to locate any 
potentially functional arrangement of atoms (Wallace et ai, 1996, 1997). The PRO
GAT library currently contains 178 structural templates (Dr. G. Porter, personal 
communication). Fetrow & Skolnick (1998) have also developed a literature-based 
structural motif library, populated by structural motifs called fuzzy functional forms 
(FFFs). These are based on distance and conformational criteria of the functional 
site geometry and have tolerances to allow inexact structural matches. FFFs can be 
applied to screen low resolution structures, created by structure prediction methods 
(e.g. threading or ab initio), for the correct functional site geometry and to assign 
probable functions.

Other methods use no prior information about functional sites. Jonassen et al. 
(1999) use a fast pattern matching method to identify local packing motifs. The 
spatial neighbourhood of each residue is described as a string, allowing sequence 
pattern search methods to find patterns that are common to subsets of the strings. 
The structural motifs identified correspond well with PROSITE sequence motifs 
and could be used predictively. Russell (1998) uses a depth-first search algorithm to



Chapter 1. Introduction 37

detect recurring three-dimensional side-chain patterns in protein structures without 
any prior knowledge of function. The method uses multiple sequence alignments to 
identify conserved polar residues that are likely to be involved in functional sites. 
The statistical signihcance of matching patterns is assessed using a theoretical dis
tribution fitted to simulated data. An all-against-all search of the PDB located new 
examples of common side-chain patterns within different protein folds.

1.6 O verview  of the Thesis

The held of bioinformatics faces the challenge of reliably annotating genomic 
sequences with structural and functional information. Structure classihcation 
databases are now sufhciently populated to provide a framework for meeting this 
challenge. However, the use of structural databases to improve the annotation of 
distant evolutionary relatives recpiires the existing structural data to be supple
mented with additional information on two different levels. At the sequence family 
level, structural domains and genomic secpience relatives need to be clustered into 
functionally related protein families. These families can be used to build multiple 
alignments and j)rohles to detect more distant sequence relatives. Signihcant prohle 
matches can then link directly to sequence families that contain structural domain 
representatives and closely related biological functions. At the structural superfam
ily level, the alignment of distantly related structural domains coupled with addi
tional functional information can be used to identify conserved superfamily-specihc 
features for validating weak sequence matches.

CATH Dictionary of Homologous Superfamilies

Structurally
Validated

Evolutionary
Relationships

Superfamily Level

Family Level

CATH Protein Family Database

F ig u re  1.3: Schematic diagram  of the superfam ily and sequence family levels in 
the CATH database. The CATH Dictionary of Homologous Superfamilies (DHS) 
provides struc tu ra l and functional inform ation a t the superfam ily level. The CATH 
Protein Family D atabase (CATH-PFDB) incorporates genomic sequences into CATH 
and clusters them  into functionally-specific protein families.

The integration of structural and functional information at the superfamily level 
of the CATH database is described in chapter 2. The CATH Dictionary of Honiol-
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ogous Superfamilies (DHS) provides multiple structural alignments for all currently 
known structural superfamilies. These alignments are annotated with structural and 
functional information to facilitate the identification of important residues. The re
lationship between sequence identity and a structural comparison score (SSAP) is 
investigated and thresholds derived for application to structure classification.

Chapter 3 describes the identification of homologous protein domains from ge
nomic sequence data and their subsequent classification into protein families consid
ered to share common structural and functional characteristics. A novel automated 
protocol that uses hidden Markov models is developed and extensively tested us
ing 52 multi-functional CATH structural superfamilies and a comparison with the 
Pfam database. The protocol is subsequently applied to the whole CATH database 
to create an integrated protein family database containing genomic sequences and 
structural domains (CATH-PFDB). Figure 1.3 shows the relationship between the 
superfamily and family levels in the CATH structural database.

Chapter 4 assesses different sequence-based methods for utilising a protein family 
classification for detecting remote homologues. Pairwise sequence search approaches 
are compared with methods for profile library searches and iterated profile searches. 
A systematic analysis is conducted to determine which methods should be imple
mented for searching the CATH-PFDB for identifying remote homologues. Chapter 
5 presents methods for analysing the quality of three-dimensional structure pre
dictions from threading or ab initio approaches. The SSAP structure comparison 
algorithm is used to derive histogram and coverage plots that can identify regions of 
well-predicted structure. These plots can be used to compare predictions from differ
ent methods in order to identify approaches that can accurately transfer structural 
information from proteins with known structures to distantly related or analogous 
proteins.
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The CATH Dictionary of 
Hom ologous Superfamilies (DHS)

2.1 In troduction

Divergent evolution has resulted in families of homologous proteins that resem
ble each other in sequence, structure and usually function. When an evolutionary 
relationship can be demonstrated to exist between two protein families they are 
described as belonging to the same homologous superfamily. However, it is often 
difficult to identify distant evolutionary relationships that have diverged beyond 
the point of significant pairwise sequence similarity. The growth in sequence data 
and the development of statistically based sequence profile tools e.g. PSI-BLAST, 
have provided novel strategies to discover relationships within the twilight zone 
of sequence similarity (below 30% identity). With the increased number of struc
tures solved by X-ray crystallography or NMR, it is often structure comparison that 
provides compelling evidence for homology. Global measures of structural similarity 
have been benchmarked to identify the thresholds at which homology can be inferred 
(Orengo et al, 1992). In very distant relationships, only local structural similarities 
are conserved and functional information must also be examined (Murzin, 1998).

Some superfamilies have already been well-characterised e.g. the pepsin
like/retroviral aspartic proteinase superfamily have similar catalytic sites, but can 
exist either as dimers or as single chains with low sequence identities around 15% 
(Lapatto et ai, 1989; Miller et uA, 1989). The cystine-knot superfamily includes 
nerve growth factor, transforming growth factor-/32 and platelet-derived growth fac
tor. All these proteins bind to cell-surface receptors but have no significant sequence 
identity (Murray-Rust et al, 1993). The lectin superfamily includes legume lectins

39
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and mammalian pentraxins that adopt the jelly-roll fold and have sequence identi
ties below 10% (Srinivasan et ai, 1994). The recent growth in protein databases has 
revealed the existence of many new superfamilies. Holm & Sander (1997b) used the 
principle of intermediate sequence searching (or ‘walking’ in sequence space) to unify 
the urease family with adenosine deaminase and phospotriesterase enzymes. The 
proteins share a common structural framework and active site architecture and typify 
a broad set of amidohydrolases involved in nucleotide metabolism. The crotonase- 
like superfamily includes structural and sequence members with diverse dehydratase, 
dehalogenase, isornerase, decarboxylase and peptidase activities. The identification 
of ClpP protease as an evolutionary relative came from detailed structural analysis 
(Murzin, 1998). The structures of enoyl-CoA hydratase and the related ClpP pro
tease are shown in hgure 2.1. It is postulated that the diverse functions arise from 
a unique main-chain oxyanion hole that serves to stabilise oxyanion intermediates, 
as this is the only functional similarity conserved across the superfamily (Babbitt & 
Gerlt, 1997).

e
B

F ig u re  2 .1 : C artoon representations of A . ClpP protease (PDB; Ityf, chain A) and
B . enoyl-CoA hydratase (PDB: Idub, chain A, dom ain 1). The a-helices are coloured 
in red and /5-strands are coloured in green. The evolutionary relationship between 
these proteins was only identified through detailed struc tu ra l analysis (M urzin, 1998).

The classification of proteins at the superfamily level in CATH is based on a 
combination of sequence, structure and functional similarity. The manual valida
tion of very distant evolutionary homologues can be a very time-consuming process. 
However, there is no consistent format for most functional data, making it difhcult
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to develop an automated approach. The possibility of functional inheritance errors 
(Bork & Koonin, 1998) in sequence databases highlights the need for a similarly 
cautious approach to homologue classification for structural databases. For this rea
son we have developed the CATH Dictionary of Homologous Superfamilies (DHS), 
a web-based resource that provides multiple structural alignments for each CATH 
superfamily (Bray et al, 2000). Alignments are annotated with secondary structure, 
physicochemical properties, functional sequence patterns and protein-ligand interac
tion data that enable the identification of superfamily-specific properties. Consensus 
functional information for each superfamily includes descriptions and keywords ex
tracted from SWISS-PROT and the ENZYME database. The Dictionary provides 
a powerful resource to validate, examine and visualise key structural and functional 
features of each homologous superfamily. The consensus features can be used to 
verify the results of sequence (e.g. PSI-BLAST) or structure (e.g. SSAP, CORA 
structural profiles) comparison methods that have inferred a distant homologous re
lationship to a CATH superfamily (Pearl et al, 2000, 2001b). The DHS also provides 
a useful resource for the detailed functional analysis of superfamilies (Todd et ai,
2001). Superfamily specific features e.g. conserved catalytic mechanisms or reaction 
chemistry, can be integrated back into the DHS to add to the existing knowledge 
base for structural classification purposes.

The methods used to construct the Dictionary of Homologous Superfamilies are 
described in this chapter. The features of this web-based resource are illustrated 
using the pyridoxal-5’-phosphate (PLP) binding aspartate aminotransferase super
family. This superfamily contains distantly related proteins that have very low 
pairwise sequence identities and have evolved several different enzymatic functions. 
The DHS also provides a tool for examining sequence-structure relationships for 
proteins within each fold group and the relationships within four CATH superfolds 
are described.
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2.2 M ethod s

2.2.1 Protein D ata Set: Overview o f the CATH Database

The CATH database (version 1.7, June 2000) provides a hierarchical classification of 
22,294 protein domain structures from the Protein Data Bank (Orengo et o/., 1997). 
The major classification levels are protein class (C), architecture (A), topology (T), 
homologous superfamily (H) and sequence family (S) (see table 2.1). To reduce 
the level of redundancy in the PDB, the proteins in CATH with over 95% sequence 
identity are clustered into 3,864 near-identical protein families (N-level). The CATH- 
S95 dataset includes one representative structure from each N-level family and is 
used for all structural comparisons in the construction of the DHS. Sequence families 
contain close evolutionary relatives that are identified using sequence comparison 
methods (Needleman & Wunsch, 1970) and conservative sequence identity cut-offs 
(>35%).

C A T H  L evel N u m b er
Class 4

Architecture 35
Topology 580

Homologous Superfamily 900
Sequence Family 1,846

Near Identical Family 3,864
Identical Family 7,690

T ab le 2.1: The number of branches at each hierarchical level in the CATH database 
(release 1.7).

There are 900 homologous superfamily levels where more distantly related struc
tures are grouped according to structural and functional similarities that suggest 
evolution from a common ancestor. PSI-BLAST (Altschul et al, 1997) is now used 
for detecting remote homologues in the CATH classification procedure using strin
gent E-value cut-offs (0.0005) and scanning against a translated non-redundant com
plexity masked GenBank database (Benson et ai, 1999). More distant homologues 
are identified using the SSAP structure comparison algorithm (Taylor & Orengo, 
1989; Orengo et ai, 1992) and CORA structural profiles for each homologous super
family (Orengo, 1999). The DHS divides the CATH superfamilies into two groups 
according to the number of CATH-S95 entries. Multiple structural alignments are 
presented for those 485 superfamilies that contain more than one CATH-S95 struc
ture while a single structural entry is presented for those 415 superfamilies with only 
one CATH-S95 structure.
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2.2.2 Generation of D ata for the DHS

2.2.2.1 G eneration of Structure Com parison D ata

In order to provide data on sequence and structure relationships within each fold 
group in CATH, SSAP structural comparisons were performed for each pair of 
CATH-S95 domains within each fold (241,482 pairwise comparisons for CATH vl.7). 
Protein pairs within the same fold and same superfamily are defined as homologues 
whereas those within the same fold but in different superfamilies are analogues. 
Fold level comparisons provide a complete dataset for analysing analogues and ho
mologues and checking for any incorrect classifications. SSAP returns a normalised 
score between 0 and 100 for each pairwise comparison. Scores above 70 accom
panied by significant residue overlap (>60%) indicate proteins with the same fold 
or topology (T). Higher scores (>80) suggest a homologous relationship between 
two proteins. Sequence identity in this study is defined as the number of identical 
residues (after structural alignment by SSAP) divided by the number of residues 
in the smallest protein domain. SSAP score and sequence identity matrices are 
available for each superfamily within the DHS web pages.

2.2.2.2 A utom atic Validation of Structural R elatives

The DHS-VALID program is used to automatically check all the pairwise sequence 
and structure comparison data generated for each fold group and homologous super
family in CATH. Outlying proteins that have low structural similarity scores and low 
structural overlap percentages against the majority of the relatives are identified. 
These can then be checked against the known functional information and ligand 
interaction data and if necessary placed into a newly created homologous family. 
Similarly, high SSAP scores can identify potentially homologous proteins that are 
currently classified in different superfamilies.

2.2.2.3 G eneration of M ultiple Structural A lignm ents

Multiple structural alignments were generated using the CORA program (Orengo, 
1999) for each of the 485 homologous superfamilies with more than one CATH-S95 
structure. CORA (Conserved Residue Attributes) is a suite of programs for auto
matically multiply aligning and analysing protein structural families. CORA uses 
the pairwise structural comparison data from SSAP to determine the initial set of 
proteins to be aligned and then performs a multiple alignment using a modified ver
sion of SSAPm (Taylor et 1994). CORA identifies conserved characteristics and
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expresses them as a 3D structural profile for each family. As the profiles encapsulate 
the critical ‘core’ of the fold and functional sites, which in the case of homologous 
proteins have been conserved throughout evolution, they are more sensitive at iden
tifying distant structural homologues than comparing against a single structure. All 
485 multiple structural alignments and 415 single structure entries are available for 
downloading from the DHS web pages in CORA, FASTA and PIR sequence formats.

2.2.2.4 A nnotation of Structural A lignm ents

The residues in the multiple structural alignments are annotated by colour in several 
different ways using the CoraPlot program (J. Bray, computer program). At the sim
plest level, plots are colour coded according to secondary structure regions as defined 
by DSSP (Kabsch & Sander, 1983), sequence identity and amino acid type (Taylor, 
1997). A shaded score bar beneath each alignment indicates the CORA structural 
conservation score which measures the conservation of the structural environment 
(dark grey/black are highly conserved regions). PROSITE sequence patterns (Hof
mann et ai, 1999) were also included in the multiple alignment data for each homol
ogous superfamily. Only structurally significant PROSITE patterns (from release
16.0, July 1999) were used, as identified for all known PDB structures (Kasuya & 
Thornton, 1999). Ligand interaction data were derived from the GROW algorithm 
(Dr. D. Milburn, computer program) that is implemented in the sequences anno
tated by structure (SAS) suite of software (Milburn et ai, 1998). Importantly, the 
structural alignment plots help to identify the consensus PROSITE patterns and 
ligand interaction positions that exist in the structurally conserved regions for a 
given protein superfamily.

PROSITE patterns, ligand interactions and domain boundary representations 
are also brought together in DOMPLOT diagrams (Todd et ai, 1999a) which are 
available for each homologous superfamily. DOMPLOT diagrams are schematic lin
ear representations of the domain organisation of protein chains. A series of linked 
coloured boxes (domains) are annotated by vertical lines that indicate residues with 
ligand interactions. The 3D structural superpositions can be viewed interactively 
in a RASMOL viewer (Sayle & Milner-White, 1995) using a customised RASMOL 
script (ROMLAS, Dr. R. Laskowski, computer program) that colours the 3D struc
tures to complement the shading of the 2D sequence plots.
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2.2.2.5 A utom atic Extraction o f Functional Inform ation

Protein information as given in the PDB header including the protein name, species, 
crystallographic or NMR information was extracted directly from PDBSUM web 
pages (Laskowski et ai, 1997). The files from the ENZYME database (release
26.0, May 2000, Bairoch, 2000), and the SWISS-PROT database (release 39.0, May 
2000, Bairoch & Apweiler, 2000), were downloaded from the ExPASy website (URL: 
http://www.expasy.ch). SWISS-PROT entries give links to structures in the PDB 
but do not specify individual PDB chains. A cross-reference table of PDB chain 
to SWISS-PROT entry was derived from searching PDB chain sequences against 
SWISS-PROT using FASTA (Pearson & Lipman, 1988) and selecting the high
est identity matches from SWISS-PROT. The Enzyme Commission (E.C.) num
bers (NC-IUBMB, 1992) for PDB chains were automatically extracted from the 
SWISS-PROT files using this cross-reference table (Martin et ai, 1998). The sum
mary information from the ENZYME file (description and reaction entries) and the 
SWISS-PROT file (comments and keyword entries) was extracted using Perl scripts. 
Table 2.2 lists the World Wide Web locations of the database resources used by the 
DHS.

D a ta b a se  N am e W orld  W id e  W eb L o ca tio n
Protein Data Bank (PDB) http: /  /  www.rcsb.org/pdb

CATH http: /  /  www.biochem.ucl.ac.uk/bsm/cath
PDBSUM http://www.biochem .ucl.ac.uk/bsm /pdbsum

SWISS-PROT http://www.expasy.ch/sprot
ENZYME http://www.expasy.ch/enzyme
PROSITE http: /  /  www.expasy.ch/prosite

T ab le 2.2: World Wide Web resources used by the Dictionary of Homologous Su
perfamilies.

http://www.expasy.ch
http://www.rcsb.org/pdb
http://www.biochem.ucl.ac.uk/bsm/cath
http://www.biochem.ucl.ac.uk/bsm/pdbsum
http://www.expasy.ch/sprot
http://www.expasy.ch/enzyme
http://www.expasy.ch/prosite
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2.2.2.6 Compiling and U pdating the DHS
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CATH Dictionary of 
Homologous Superfamilies

DOMPLOT diagrams

Protein descriptions 
from PDBsum

Multiple T 
superpositions o f  

protein domains in 
RASMOL

^  Sequence identity and SSAP  
score matrices for each 

superfamily

Sequence-structure plots for 
each fold and homologous 

superfamily

Summary tables o f  functional 
data in HTML with links to 

original database entries

Alignments colour coded by 
secondary structure,

^  residue properties 
and functional data

Representative domains 
(95% sequence identity)

CATH Database

Keywords and descriptions from 
SWISS-PROT and ENZYME databases.

Functional Information 2

Sequence patterns from PROSITE. /

Functional Information 1

Multiple Structural Alignments

Generated using CORA for each 
homologous superfamily

SSAP pairwise structural alignments for all 
representative proteins in all fold groups

Pairwise Structural A lignments

F ig u re  2 .2 : A flowchart of the m ethods and da ta  required for creating and m ain
taining the D ictionary of Homologous Superfamilies (DHS).

DHS-WEB is a suite of programs and scripts that are used to combine the 
multiple alignments with the functional data, consensus sequence patterns and in
formation about sequence/structure relationships. The output is a DHS web page 
of functional summary tables in HTML for each homologous superfamily. The pro
grams can be run automatically to regenerate the DHS web pages and links to other 
web sites for each new release of the CATH database as further relatives are added 
to the homologous superfamilies. The DHS is currently stored in flat file format. 
Figure 2.2 summarises the steps required to generate the DHS.
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2.3 R esu lts

2.3.1 The CATH Dictionary of Homologous Superfamilies 
(DHS)

The CATH Dictionary of Homologous Superfamilies (DHS) is a resource pro
viding annotated structural alignments for all CATH superfamilies and facilities 
for viewing them (URL: http://www.biochem.ucl.ac.uk/bsm/dhs). These align
ments establish which residues are structurally equivalent across a whole super
family and since they are annotated with consensus sequence patterns and func
tional information, the DHS provides a valuable diagnostic tool for detecting re
mote homologous relationships based on the identification of consensus superfamily 
specific features. Conserved active site residues, ligand interactions or sequence 
motifs often provide the functional signature necessary to prove an evolutionary 
link. The DHS resource summarises these properties for each superfamily on a 
single web page. It is linked to the CATH structure classification server (URL: 
http://www.biochem.ucl.ac.uk/bsm/cath/server) allowing the biologist to scan the 
CATH database with a newly determined structure and then access the DHS pages 
for each match to assess the potential evolutionary relationship.

C A T H
V ersio n

R e le a se
D a te

T o ta l
E n tr ies

N o . o f  
C A T H -S 9 5

N o . o f  
S u p e r fa m ilie s

N o . o f  D H S  A lig n m e n ts
M u lt ip le S in g le

v l.5 Dec. 1998 14,382 2,807 959 362 -
v l.6 June 1999 18,556 3,487 1,028 468 -
v l.7 June 2000 22,294 3,864 900 485 415

T able 2.3: The number of DHS alignments for each CATH database release.

The first release of the Dictionary of Homologous Superfamilies corresponded 
with CATH version 1.5 (December 1998) and included multiple alignments for the 
362 superfamilies that contained multiple CATH-S95 representative entries. The 
DHS was updated for CATH version 1.6 (June 1999) and the number of superfamilies 
increased to 468. For CATH version 1.7 (June 2000), superfamilies containing only 
one CATH-S95 representative entry were integrated into the DHS for the first time. 
Out of the 900 superfamilies in CATH (vl.7), there were 485 multiple CATH-S95 
superfamilies and 415 single CATH-S95 superfamilies.

http://www.biochem.ucl.ac.uk/bsm/dhs
http://www.biochem.ucl.ac.uk/bsm/cath/server
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2.3.2 The PLP-dependent Aspartate Aminotransferase Su
perfamily (Large Domain)

2.3.2.1 Superfamily Description

The PLP-dependent aspartate aminotransferase superfarnily is presented here to 
demonstrate the use of the DHS as a resource for assessing functional variability and 
identifying distant evolutionary relationships in the CATH database. Pyridoxal-5’- 
phosphate (PLP, a vitamin B6 derivative) is a versatile co-factor, able to catalyse 
many different reactions involved in nitrogen metabolism in all organisms (Jan- 
sonius, 1998). Recent studies of PLP-dependent enzymes have shown that there 
are five distinct PLP-binding domain folds (Denessiouk et ai, 1999). All the en
zymes have PLP bound to an active site lysine, forming an internal aldiniine. Once 
the amino acid substrate reacts with the co-factor, any one of three remaining 
bonds around the 0» may be cleaved, enabling a broad range of reactions including 
transamination, racémisation and decarboxylation. Reaction specificity is due to 
interactions with the groups surrounding the Cq atom of the substrate that favour 
a particular bond cleavage (Martel 1, 1982).

F ig u re  2 .3 : S tructural features of asparta te  am inotransferase (PDB entry 2cst). 
Cartoon representation of the large (red) and small (light grey) dom ains of the en
zyme complexed with pyridoxal-5'-phosphate (PLP, space-fill representation). The 
figure was generated using M OLSCRIPT (Kraulis, 1991) and RASTER3D (M erritt 
& Bacon, 1997).
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2cstA2

C3

M2

F ig u re  2.4: Schematic TOPS diagram (Westhead et al,  1998) for the large domain 
(CATH entry 2cstA2). Strands are shown as triangles, helices are circles (3 /10 helices 
are not shown). Lines drawn over a symbol are connections to the top of a secondary 
structure, otherwise connection is to the base.

In the PLP-dependent aspartate aminotransferase superfamily, all the enzymes 
have two distinct domains that have different topologies (figure 2.3) and so are 
classified in different superfamilies in the CATH domain database. The large domain 
has a 3-layer sandwich architecture with a 7 stranded mixed ^-sheet forming the 
domain core that is surrounded by helices on both sides (CATH topology code 
3.40.640). The central ^-sheet is mostly parallel with one anti-parallel edge strand. 
This is reminiscent of the Rossmann fold which has the same 3-layer sandwich 
architecture but has a 6 stranded parallel /3-sheet at the domain core. Figure 2.4 
shows the TOPS diagram (Westhead et ai, 1998) to schematically represent the 
topology of the large domain. The small domain has an a/3-plait topology and can 
be found in DHS web pages for CATH code 3.30.70.160 (not shown). The PLP 
binds covalently to a conserved lysine residue (in the large domain) at the bottom 
of the interdomain active site cleft (see figure 2.5).
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Tip 140(A)

%

Asn 194(A)''''"' “  ^

o

Arg 266(A )

S er255(A )

M AE 414(A)
Ala 224(A

Ser 257(A )
PLP 258(A)

Thr 109(A )

G ly 108(A)

Tyr 70(B )

Key
e Carbon

e Oxygen

e Nitrogen

o Phosphorus

F igu re 2.5: The LIG PLO T diagram  (Wallace et a i ,  1995) shows the interactions 
between the asparta te  am inotransferase and the PL P co-factor. PL P is covalently 
bound to lysine 258 in the large domain. Hydrogen bonds are indicated with dotted  
lines and hydrophobic contacts are shown with spoked arcs.

The DHS description tables and multiple structural alignments shown here are 
for the large domain snperfamily (CATH superfamily code 3.40.640.10) that con
tains four sequence families and eight representative CATH-S95 domains (table 2.4). 
There is less than 11% sequence identity between relatives of these different sequence 
families (see figure 2.6). Pairwise SSAP scores of 74 to 78 indicate the proteins have 
similar folds but are in the twilight zone of structural similarity regarding their 
evolutionary relationship. These families would not be merged automatically to 
form a homologous superfamily as the sequence identity and structural similarity 
are not sufficiently high and a number of different functions are observed across the 
set. Instead the DHS functional tables and annotated structural alignments can be 
consulted to search for any possible evolutionary link.
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P r o te in  F am ily  
E n z y m e  D e sc r ip tio n

C A T H
D o m a in s

E n zy m e
C la ss if ica tio n

Aspartate aminotransferases lars02, 2cstA2, 
7aatA2, lajsB2

All 2.6.1.1

Beta-eliminating lyases ltp!A2, lax4A2 4.1.99.2, 4.1.99.1
Ornithine decarboxylases lordA2 4.1.1.7

Omega aminotransferases/ 
Pyruvate decarboxylases

2dkb02 4.1.1.64

T ab le  2 .4 : The four sequence families in the PL P-dependent asp arta te  am inotrans
ferase homologous superfanhly (CATH code 3.40.640.10).

5

2cstA2
Aspartate Aminotransferase 

EC 2.6.1.1

10%  77

lax4A2 
Tryptophanase 

EC 4.1.99.1

8 % 75

2dkb02
2,2-DiaIkylglycine Decarboxylase 

EC 4.1.1.64

lordA2 
Ornithine Decarboxylase 

EC 4.1.1.17

F ig u re  2 .6 : The sequence identity and SSAP struc tu ra l com parison relationships 
between representatives from the sequence families in the asp arta te  am inotransferase 
homologous superfanhly (2cstA2, lax4A2, 2dkb02, lordA 2). Sequence identities are 
expressed as a percentage and SSAP scores are reported  between 0 and 100.
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2.3.2.2 Screen Snapshots of the DHS
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Dictionary of Homologous Superfamilies 
-  3.40.640.10 -

CHS III 2 1 SI 4 1 CATH Tabit I T#k I Prpttln Dgglptici» I Prwltt Pftttcrni
Enzymt ClawifiaUpn I SWISS-PRQT Ktywordi I Ügüid Intcrattioai 
SSAP.MftUli I Scq/Slr Plat I MalKrlgb I DQMPLQTI Unk to SAS

r  S econdary 
S tru c tu re

V iew A lignment

Residue Id en tity  Residue Type 
C onservation (Taylor)

V iew  Alignment V iew  Alignment

-

F L in k  to 
jPDBSUM M olscripi Pro tein

Name I

r-... ............— ------- --------------
1 Source
1

R esolu tion  1
(A) R -F a c to r NMR

M odels DO M PLO T

r -  -  -  
1 lars02 V is a A spartate aminotransferase complexed w ith | 

pyr idox a l - 5 phosphate ^Escherichiacoli) 1.80 0.213 - lars

j 2cstA2 1 V iew A spartate aminotransferase (caspat) complexed 
w ith pyridoxal-5 '-phosphate  and maleate

Chicken (galius gallus) heart 
bytosol 1.90 0.175 - 2cstA

1 7aa(A 2 V iew A spartate aminotransferase complex w ith 
p y r idox a l-  5 ' -  phosphate at ph 7.5

C hicken (gallus gallus) heart 
'mitochondria 1.90 0.166 - 7aatA

i
V iew

iRe fine ment and com parison o f the crystal 
{structures of pig cytosolic aspartate 
aminotransferase and its complex w ith 
:2-m ethylaspartaie

Sus scro fa  Pig 1.60

1 !

0.173 I  - l â jg l

i
[T (p lA 2  j V iew ;Tyrosine phenol-lyase

..........................
(Citrobacter intermedius) 2.iW 1[" a ï 6 2  ■' ]1 - Itp lA

' lax4A 2 View ^ryptophanase from proteus vulgaris iProteus vulgaris. 
Escherichiacoli 2.10 0.186 - lax4A

2dkbtl2 ; View {2,2-dialkylglycine decarboxylase (pyruvate) (dgd) 1
i

(Pseudomonas cepacia) 
irecombinant form expressed 
|in (escherichiacoli)

2.10 0.178
i

LojrdM View fornithine decarboxylase, Ec: 4.1.1.17 iLactobaciHus sp.. Strain: 
^ a

3.00 0.219 - lo rd  A

F ig u re  2.7: Screen snapshot from the Dictionary of Homologous Superfainihes
(DHS) web page for the asparta te  am inotransferase superfamily. P rotein  descrip
tions for the 8 representative domains are shown in the table.

The DHS sumiriary table shown in figure 2.7 contains protein information from 
the PDB header including the protein name, species and crystallographic or NMR 
information. In addition, there are links from the DHS table to PDBSUM pages, 
individual MOLSCRIPT pictures (Kraulis, 1991) and DOMPLOT diagrams. En
zyme Commission (B.C.) numbers (NC-IUBMB, 1992) are also listed (see figure
2.8) and it can be seen that these are spread over two primary classes, transferases 
(class 2) and lyases (class 4) indicating the functional diversity in this superfanhly. 
A recent analysis has shown that this type of diversity is observed in 9% (17) of 
the 190 enzyme homologous superfainihes in CATH with multiple members in the 
PDB. Almost half (91/190) of the superfamilies have different B.C. numbers at some 
level in the B.C. hierarchy (Todd et ai, 1999b). However, it can be seen from the 
B.C. table that even though the B.C. numbers are different, the enzyme reactions 
all contain an L-anhno acid (or similar) as either the substrate or the product. The 
links go to the BNZYMB web site where more detailed information can be found
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Enzyme Classification Numbers

Pro te in
Code

No.
E n try

Single
CA TH

D om ain
For

S W IS S -P R O T  Seq 
M atches 

PDB C h ain  Seq

EC
N um ber

Enzym e
D escrip tion R eac tion

TTiis C hain

laJ-^02 1 No Yes \ 2 A I X A sparta te  am inotransferase. L -A S P A R T A T E  + 2 -O X O G L U T A R A T E  = 
O X A L O A C E T A T E  t  L -G L U T A M A T E .

2 o tA 2 1 N o Y es 2.6.1.1 A spartate am inotransferase. L -A S P A R T A T E  t  2 -O X O G L U T A R A T E  = 
O X A L O  A C E T A T E  + L -G L U T A M A T E .

7 W A 2 1 N o Yes 2.6.1.1 A spartate  am inotransferase. L -A S P A R T A T E  + 2 -O X O G L U T A R A T E  = 
O X A L O A C E T  A TE + L -G L U T A M A T E .

U)»B2 j 1 No Yes 26 .1 .1 A spartate am inotransferase L -A S P A R T A T E  + 2 -O X O G L U T A R A T E  -  
O X A L O A C E T  A TE + L -G L U T A M A T E .

H plA 2 1 1 No '  " Y e s 4 1  99.2 T yrosine phenol-lyase. L -T Y R O S IN E  + H (2 )0  = PH EN O L ♦ PY R U V A T E  
+ NH(3).

l iL U A lj  1 N o Yes 4,1 99.1 Tryptophanase L -T R Y P T O P H A N  + H (2 )0  = IN D O L E  * 
P Y R U V A T E  + N H (3).

2dkb02 1 N o Y es 4  1 1.64 2 2 - d ia l  kylglycine 
decarboxylase (pyruvate),

2 .2 -D IA L  K Y L G L Y C IN E  * PY R U V A T E  = 
D IA LK Y L K E T O N E  * C 0 (2 )  + L -A L A N IN E .

l o r d A 2 1 1 N o Yes 4 1 .1 ,1 7 O rnith ine decarboxylase. L -O R N IT H IN E  = PU T R E SC IN E  + C 0 (2 )

F ig u re  2 .8 : DHS screen snapshot: Enzyme classification num bers and descriptions 
for members of the asparta te  am inotransferase superfamily.

SW ISS-PR O T  Descriptions and Keywords

P ro te in
C ode

S in g ie
C A T H

D om ain
F o r

T h is
C h a in

S W I S S - P R O T  
Seq  

M a tc h e s  
P D B  C h a in  S eq

S W I S S - P R O T  
A ccessio n  C ode

D esc rip tio n K e y w o rd s

la rs0 2 N o V , . P00SQ9
A S P A R T A T E  A M IN O T R A N S F E R A S E  
(E C  2.6 .1 .1) (T R A N S A M IN A S E  A) 
(A S P  A T).

T R A N S F E R A S E ; 
A M IN O T R A N S F E R A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
3 D -S T R U C T U R E .

f a s l A l N o

i..... ....1
Y es

t1
P00S04

A S P A R T A T E  A M IN O T R A N S F E R A S E . 
C Y T O P L A S M IC  (E C  2 .6.1.1) 
(T R A N S A M IN A S E  A) (G L U T A M A T E  
O X A L O A C E T A T E  
T R A N S A M lN A S E -1 ) .

T R A N S F E R A S E ; 
A M IN O T R A N S F E R A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
A C E T Y L A T IO N ; 3 D -S T R U C T U R E .

r
7 a a tA 2 N o Yes ' PC05QS

' a s p a r t a t e  A M IN O T R A N S F E R A S E , 
M IT O C H O N D R IA L  P R E C U R S O R  (E C  

'2 .6 .1 .1) (T R A N S A M IN A S E  A) 
i(G L U T A M A T E  O X A L O A C E T A T E  
:T R A N S A M IN A S E -2 ) .

T R A N S F E R A S E ; 
A M IN O T R A N S F E R A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
M IT O C H O N D R IO N ; T R A N S IT  
P E P T ID E ; 3 D -S T R U C T U R E .

r
W sB 2 N o Yes

i "
P 00503

A S P A R T A T E  A M IN O T R A N S F E R A S E , 
C Y T O P L A S M IC  (E C  2 .6.1.1) 
(T R A N S A M IN A S E  A) (G L U T A M A T E  
O X A L O A C E T A T E  
T R A N S A M IN A S E -1).

T R A N S F E R A S E , 
A M IN O T R A N S F E R A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
3 D -S T R U C T U R E .

I W M N o Y es P31013
T Y R O S IN E  P H E N O L -L Y A S E  (E C  
4.1 .99 .2 ) (B E T A -T Y R O S IN A S E ).

L Y A S E ; P Y R ID O X A L  P H O S P H A T E ; 
3 D -S T R U C T U R E .

lax 4 A 2 N o Y es P2S796
T R Y P T O P H A N A S E  (E C  4 .1 .99 .1 ) 
(L -T R Y P T O P H A N  IN D O L E -L Y A S E )

T R Y P T O P H A N  B IO S Y N T H E S IS ; 
L Y A S E ; P Y R ID O X A L  P H O S P H A T E ;

(T N A S E ). 3 D -S T R U C T U R E .

2dk b 0 2 N o Yes P16932
2 2 - D I A L  K Y L G L Y C IN E  
D E C A R  B O X Y L  A S E  (E C  4.1 .1 .64 ) 
(D G D ).

L Y A S E ; D E C A R B O X Y L A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
3 D -S T R U C T U R E .

N o Yes P43099
O R N IT H IN E  D E C A R B O X Y L A S E , 
IN D U C IB L E  ( E C 4 .1 .1 ,17) (O D Q .

L Y A S E ; D E C A R B O X Y L A S E ; 
P Y R ID O X A L  P H O S P H A T E ; 
3 D -S T R U C T U R E .

F ig u re  2 .9 : DHS screen snapshot: SW ISS-PROT descriptions for members of the 
asparta te  am inotransferase superfamily.

(see table 2.2 for all web sites locations). The SWISS-PROT summary table (figure
2.9) provides additional functional annotation and allows the user to identify the 
pyridoxal phosphate (PLP) keywords in all the protein entries which gives further 
confirmation of a common ancestor.
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Prosite Patterns in the Alignment

Protein Prosite Prosite S tart ' Finish Position in Sequence
Code Code Name Residue Residue A lignment M otif

U o U PS0Ô105 fA A .T R A N S F E R .a  ASS_1 255 1 268 ALL SYSKNFGLYNERVG

2e»tAI PS00105 1AA_TRANSFER_CLASS_1 255 : 268 ALL SFSKNFGLYNERVG

7aatA2 PSQQ1Q5 AA_TRANSFER_CLASS.l 255 268 ALL SYAKNMGLYGERAG

U)»B2 PSQOIQS 'a a _t r a n s f e r _c l a s s _ i 255 1 268 ALL SFSKNFGLYNERVG

I tp lA : PSQQ8S3 BETA.ELIM_LYASE 247 ; 265 ALL YADGCTMSGKKDCLVNIGG

1m4A2 PS0Q8SÎ BETA_ELIM.LYASE 256 274 ALL YADALTMSAKKDPLLNIGG

2dkl)(i2 PS00600 AA_TRANSFER.CLASS_3 240 i ALL LiLDEAQTGVGRTGTMFACQRDGVTPDILTLSKTLGAG

lordA 2 IPS00703 0K R J3C _1 350 364 ALL VQSVHKQQAGFSQTS

F ig u re  2 .10 : DHS screen snapshot: PR O SITE patterns for members of the asparta te  
am inotransferase snperfamily.

Consensus Features CATH Code 3.40.640.10

A. C o lo u rin g  ^  S e c o n d a ry  S tru c tu re
A lpha Helix = R ed, 3/10 Helix = O ran g e . B eta S tran d  = C yan, T urn = G reen

2 8 1  ..................................  2 9 1

l a j s B 2
G K K D C L V N I Gl t p l A 2
A K K D P L L N I G  

G L P L T M F
l o r d Â l I M l
2dkb02

F S Q T

CORA ■

B. C o lo u rin g  By P ro s ite  P a tte rn s  
P ro s ite  Motif = Red

2 8 1 ..................................... 2S

l a r s 0 2 ________D A E G L R A F A A M H K
2 c B tA 2  L D K D A W A V R Y F V S E G F  
7 a a tA 2  N R D A W A L R H F I E Q G I  
l a j s B 2  L E K D A W A I R Y F V S E G F
l t p l A 2  A E I V H E M F S  
la x 4 A 2  K E V I F D M Y K  
2 d k b 0 2 .
lo r d A 2  R N S _  S _P L_L I  D G P E p  P G I  I  V I

C. C o lo u rin g  By L igand In te rac tio n s  
L igand 1=Red / -G ra n g e  3+ = G reen  Metal 1 = C yan 2 = P eaco ck  3+=Blue 0/R N A =M agenta  
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F ig u re  2 .11 : The CORA multiple structu ral alignm ent for the asp arta te  am ino
transferase superfanhly. The sequence alignm ent for the region surrounding the to
tally conserved lysine residue (alignment position 308) th a t binds PL P  is shown in 
three different colour schemes, A . secondary structure, B . PR O SITE patterns and
C . ligand interactions.

Another DHS table gives information on sequence patterns extracted from 
PROSITE. Figure 2.10 shows that each sequence family has a different PROSITE 
pattern and name, however the multiple structural alignment and structural super
position show that the patterns overlap around the totally conserved lysine residue 
that binds the PLP (see figure 2.11). Further inspection of this consensus feature 
reveals tliat the different PROSITE patterns are all PLP binding motifs.
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General Ligand Information

Protein
Code

No.
Entry

" 1

iLigand Type 
(Chain)

. No. of No. of 
Copies of Contacting 

Ligand Residues
Full Ligand Name

; lar$02 1 Ligand ' 1 12 PLP

|2 « tA 2 1 1 Ligand 2 12 'PLP

■“ 2... {“  Ligand i 2 2 M AE

7 a a tA l j Ligand i 2 14 PLP

' W r  Ligand 1 1 12 PLP

I b jsB 2 2 I Ligand j 1 ...... 2 ............ PLA

1 lt'plA2 I r  Ligand I 4 6 S 0 4

|la i4 A 2 > j Metal i ^ 2 K

: l a i 4 A 2 2 1 Ligand 1 : ' r  14 p L P

2dW)02 1 P  Metal i 2 8 NA

2dkb02 ' 2 P r i g m d .......
L  l : : .. M BS

2dkb02 3 1 Ligand I 1 [ 1 1 PLP

lordA2 1 [ Ligand ! 2 16 PLP

F ig u re  2 .12 : DHS screen snapshot: Ligand d a ta  for members of the asparta te  
am inotransferase snperfamily.

Ff/e Display Colours Options Export Help

F ig u re  2 .13 : The 3D structures can be superposed and viewed in RASMOL (Sayle & 
M ilner-W hite, 1995) as seen here for the four sequence family representatives (2cstA2, 
lax4A2, 2dkb02, lordA 2). The coloured regions correspond to the ligand interacting 
residues.

The ligand iiiforiiiatioii table describes any molecules that interact with the 
structural domains in the snperfamily (see figure 2.12). Ligand binding positions 
can be viewed on the multiple superposition using RASMOL (see figure 2.13). All 
DHS summary tables have links to the original databases so that more detailed 
information can be quickly accessed.
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K ey  to  s e c o n d a ry  s tru c tu re  c o n se n su s : I E I H I T  I G

s e c o n d a ry  
s tru c tu re  |
c o n s e n s u s

2CS.A N-c z i r in
107-109 140

O Domain 2: 49 - 327 MAK, PI.I’ 3 40 640 10 
AA_TRANSFER_CLASS 1 PS00105 255 -2 6 8  SFSKNFGLYNERVG

,ax4A N-c ; — :in iE  : z i  i z z î ~  i c  zzd-^

O Domain 2: 59 - 320 K, LLP 3 40 640 10
BETA _EIJM J,YA SE PS00853 2 5 6 - 274 YADALTMSAKKDPLLNIGG

N-t Û z ; : in ;n ^ z n z z c  i:cz;:;o-c
O Domain 2: 61 - 324 Ml S. PI P 3 4 0 6 4 0 1 0
AA_TRANSFER_CLASS_3 PS00600 2 4 0 -2 7 7  LILDEAQTGVGRTGTMFACQRDGVTPDILTLSKTLGAG

lordA n-h'“ j l  z : z z z z z c  z z c z z z î  c

O Domain 2: 108 -4 2 0  PLP 3 40 640 10 
O K R _lX '_l PS00703 3 5 0 - 364 VQSVHKQQAGFSQTS

L ig a n d

F ig u re  2 .14 : The D O M PLO T diagram  (Todd et ai ,  1999a) for the sequence fam
ily representatives in the asparta te  am inotransferase snperfam ily (2cstA2, lax4A2, 
2dkb02, lordA 2) generated from a CORA structu ra l alignm ent. Coloured vertical 
lines within the boxes highlight residues involved in ligand interactions, coloured hor
izontal lines below the boxes denote PR O SITE motifs. Consensus ligand interactions 
are shown as small black lines a t the bottom  of the plot. Specific residue inform ation 
can be obtained by cross-reference with the DHS ligand interaction table (data  not 
shown).

DOMPLOT diagrams of the structural alignment are also used to visualise 
protein-ligand interactions and show that there is a high degree of conservation 
in the positioning of the PLP contacting residues (figure 2.14). There are four 
conserved ligand-interacting regions for the four sequence family representatives 
(2cstA2, lax4A2, 2dkb02, lorclA2) that all bind PLP (or similar). Considering that 
these proteins all belong to the same fold group, the PLP binding data, consensus 
PROSITE motifs and L-amino acid substrates provide the explicit functional evi
dence to support the structural data that these are all distant evolutionary relatives 
and should therefore be classified in the same CATH homologous superfamily.
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2.3.3 Analysis of Sequence and Structure Relationships in 
CATH

2.3.3.1 T he P L P -d ep en d en t A sp a rta te  A m in o tran sferase  S nperfam ily  
(Large D om ain)

SEQUENCE-STRUCTURE PLOT 
3.40.640.10

^  70

(U 30

60 70 80
SSAP Score

F ig u re  2 .15 : The sequence-striicture plot for proteins within the asp a rta te  am ino
transferase snperfamily. Pairwise comparisons are shown as black triangles. The m a
jo rity  of proteins in this family are d istan t evolutionary relatives and have sequence 
identities below 15%.

DHS data on pairwise sequence and structural similarity data within each fold 
can be used to analyse structural relationships within different CATH fold groups 
and superfamilies. For example, figure 2.15 shows a sequence-structure plot for 
the PLP-binding aspartate aminotransferase family, illustrating that this CATH 
snperfamily contains diverse relatives (<15% sequence identity) as well as close 
homologues containing high structural similarity (SSAP score > 80 and significant 
sequence identity > 25%). The DHS contains a sequence-structure plot for each 
homologous superfamily.
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2.3.3.2 A nalysis of Four Superfolds in th e  C A TH  D atab ase

A
GLOBIN FOLD (1.10.490)

HOMOLOGOUS fAlRS

GLOBIN FOLD (1.10.490)
ANALOGOUS PAIRS

B
TIM BARREL (3.20.20)

HOMOLOGOUS PAIRS

L

TIM BARREL (3.20.20)
ANALOGOUS PAIRS

1

c
ROSSMANN FOLD (3.40.50)

HOMOLOGOUS PAIRS

----------
0 10 20 30 40 SO 60 70 80 90 too

G ROSSMANN FOLD (3.40.50)
ANALOGOUS P

1

D
IMMUNOGLOBULIN FOLD (2.60.40)

HOMOLOGOUS PAIRS

H IMMUNOGLOBULIN FOLD (2.60.40)
ANALOGOUS PAIRS

0 I 0 20 10 40 30 60 70 M 9 0

F ig u re  2 .16: Plots to show the sequence identity d istributions for pairs of homol
ogous and analogous proteins in the globin fold (A ,E ), immunoglobulin fold (B ,F ), 
TIM  barrel fold (C ,G ) and the Rossrnann fold (D ,H ). The plots for the analogous 
proteins are underneath the respective homologous d istribution.

Currently, more than 30% of homologous superfamilies in CATH belong to su
perfold groups (Orengo et ai, 1994). Amongst the most highly populated of these 
folds are the globins, immunoglobulins, TIM barrels and the Rossmann fold. These 
superfolds contain between 4 and 72 different homologous superfamilies (see table 
2.5). The pairwise comparison data in the DHS has been used to explore the struc
tural relationships and sequence identity variation (based on structural alignment) 
within these superfold groups. The results in this section were derived from the 
117,239 pairwise comparisons used to generate the DHS for an earlier release of 
CATH (version 1.5). Interestingly, we find that sequence identity distributions for 
homologous proteins show a dependence on the type of fold group studied (figures 
2.16 A,B,C and D), while the distribution of analogous sequence identities is found 
to peak between 6 and 8% independent of the fold group (figures 2.16 E,F,G and 
H). This is in broad agreement with a previous analysis by Russell et al. (1997).
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S u p erfo ld
N a m e

C A T H
C o d e

N o . P r o te in  
R e p r e s e n ta t iv e s

N o . S e q u en ce  
F a m ilies

N o . H o m o lo g o u s  
S u p e r fa m ilie s

Globins 1.10.490 54 16 4
Immunoglobulins 2.60.40 320 82 30

TIM Barrel 3.20.20 90 55 17
Rossmann 3.40.50 275 187 72

T a b le  2 .5 : The num ber of homologous superfamilies, sequence families and repre
sentative protein  dom ains (95% sequence identity) for four of the  m ost populated  fold 
groups in the  CATH database (version 1.5)

In the globin superfold (figure 2.16A) there is a broad distribution of sequence 
identities observed between homologous domains (8 to 30% identity) that is distinct 
from the distribution observed between analogous domains found at lower identities. 
This superfold contains only 4 homologous superfamilies, the largest of which are the 
oxygen-binding globins (43 out of 54 CATH-S95 representatives) that have a high 
degree of structural conservation. The relatively high sequence identity distribution 
in this superfold may be caused by the structural constraints of providing the correct 
environment for the large haem group to function specifically as a reversible oxygen- 
binding co-factor.

By contrast, in the homologue distributions for both TIM barrel folds (figure 
2.16B) and Rossmann folds (figure 2.16C) there are large peaks at 6% sequence 
identity, much lower than for the globin fold. These homologous distributions have 
considerable overlap with their respective analogous distributions. The shift to 
lower sequence identities relative to the globin distributions may be due to the 
considerable functional diversity of TIM barrel and Rossmann fold proteins. If just 
the single domain proteins are considered, there are 46 enzyme functions in the 
TIM barrel fold and 37 different functions in the Rossmann fold (Todd et ai, 2001). 
This functional diversity may be the consequence of a stable structural framework 
that is tolerant to extensive changes in the sequence so that there remains very 
little similarity in the sequences and no common sequence motifs between proteins 
having different functions. In these folds, analogous pairs may be very distantly 
related homologues. However, this is very difficult to prove without the presence of 
intermediate sequences or further evolutionary evidence such as proteins being part 
of a common metabolic pathway or sharing a rare structural motif.

The homologous sequence identity distribution of the immunoglobulin super
fold unusually exhibits two large peaks below 30% sequence identity (figure 2.16D). 
There are 30 homologous superfamilies in the immunoglobulin fold with a total 
of 320 CATH-S95 representative domains. The fold population is strongly biased 
towards the largest snperfamily (CATH code 2.60.40.10) that contains 220 repre-
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sentatives and includes the antibody protein domains. One possible explanation for 
multiple peaks is that the homologous domains of the antibody proteins have arisen 
through gene duplication but have diverged to perform different functions within 
the antibody molecule. The variable domains from the light and heavy chains (V^ 
and V h ) are required for binding to the antigen while the constant domains (C l and 
Ch ) have a structural role. The peak around 23% arises from identities between two 
functionally similar domains in the same antibody molecule (i.e. V lV// or Cl Ch )- 
The lower peak around 10% sequence identity is caused by the identities from dis
similar domains (i.e. V lC l, V lC // and V h Cl )- The peaks above 30% are
due to comparing the same domains (e.g. VlVl or V/fV//) from different antibody 
molecules in the PDB.

These observations suggest that once functional constraints have been removed, 
sequences can diverge much further while retaining the same fold. As the function 
diverges within a homologous family (e.g. in paralogous proteins) the degree of se
quence and structural similarity resembles that of analogous proteins and it becomes 
difficult to distinguish between analogous proteins and very distant homologues.



Chapter 2. The CATH Dictionary of Homologous Superfainihes (DHS) 61

2.3.3.3 U sing th e  DHS for S tru c tu re  C lassification

Considering structural similarity, analogous protein pairs are observed to have lower 
SSAP scores than homologous pairs and less than 25% sequence identity (see for 
example, figure 2.16D for the immunoglobulin fold). A full analysis of all the 117,239 
pairwise relationships in the CATH-S95 dataset (CATH version 1.5) showed that no 
analogues exhibit the combined criteria of SSAP >80, sequence identity >25% and 
residue overlap >70%. As manual validation of homologues can be slow, even with 
the benefit of the DHS, these empirical cut-offs can be used to automatically assign 
homologous proteins to CATH superfamilies. In a dataset of 2,646 new domain 
structures (1,879 chains found in CATH vl.6 but not in CATH vl.5), 64% could be 
classified as homologues using cautious sequence identity cut-offs (>35%), a further 
9.8% could be assigned using stringent E-value cut-offs in PSI-BLAST (see methods). 
The combined sequence-structure criteria identified a further 2.9% of homologous 
pairs. Of the remaining domains, 4.6% were found to be distant homologues using 
the DHS web pages and assigned to existing CATH siiperfainilies, 6.9% were assigned 
to new superfainihes within an existing fold group as they lacked the sufficient 
evidence to prove homology and 11.8% were identified as novel folds (see figure 
2.17). These automatic homologue assignment criteria in combination with the 
DHS should enable the CATH classification to keep pace with the rapid increase in 
structure determination expected from structural genomic initiatives.

64% Automatically assigned by 
pairwise sequence criteria

6.9% New I
superfam ilies '

4.6% Assigned to 
existing superfamilies 

using the DHS

9.8%
Assigned by 
PSI-BLAST11.8% Novel Folds

2.9% Assigned using 
sequence and 

structure criteria

F ig u re  2 .17 : Pie chart showing the result of assigning 2,646 recently deposited 
protein domains to homologous superfainihes in the CATH database using sequence 
comparisons methods, combined sequence-structure criteria  and the DHS.
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2.4 D iscussion

The Dictionary of Homologous Superfamilies (DHS) provides a compendium of 
structural and functional information focused at the level of evolutionary relation
ships. It has emerged from the growing need to rigorously validate the existing 
CATH hierarchical classification by using functional information in addition to the 
existing sequence and structure comparison tools. The DHS resource provides mul
tiple structural alignments for each snperfamily together with derived consensus 
functional information e.g. sequence motifs and ligand interactions. The alignments 
can be downloaded from the web and are updated with each release of the CATH 
database. In the future, the DHS will include additional functional information from 
active site residue data, biochemical pathways and protein-protein interactions. The 
genomic sequence relatives identified using PSI-BLAST will also be incorporated 
into the resource. Automatic and manual checking using the DHS functional tables 
and alignments has ensured that CATH superfamilies are more biologically coher
ent. This is increasingly important as structure databases are used as a resource 
for training and benchmarking fold recognition algorithms e.g. GenTHREADER 
(Jones, 1999a), testing sequence comparison methods (Park et al, 1998; Brenner 
et al,  1998; Salamov et ai, 1999a) and genome analysis (Salamov et ai, 1999b).

One of the main purposes of studying the 3D structure of a protein is to gain 
clearer insights into its specific function and biological role. However, for many pro
tein families there is not yet any structural data, for example only ~ 1,000 structural 
families are known compared with "20,000 sequence families. For these cases in
formation on biological role can sometimes be gleaned by considering the functions 
of related protein sequences. This technique of functional inheritance is now rou
tinely applied when analysing and annotating novel genome sequences. Structural 
genomic initiatives have now been established (Pennisi, 1998) to determine struc
tural representatives for each of the 20,000 sequence families making the prospect 
of reliably inheriting functional characteristics through structural similarity increas
ingly feasible. This highlights the growing importance of incorporating functional 
annotations for structures and related genomic sequences into the DHS in order to 
provide validation for annotating uncharacterised genomic sequences. Indeed, the 
DHS could become a very powerful resource for integrating sequence, structure and 
functional information in one convenient location.



Chapter 3 

The Rapid Construction of 
Protein Sequence Families in the  
CATH Structural D atabase

3.1 Introduction

3.1.1 Protein Sequence Families

Genome sequencing projects have resulted in the complete sequences of a diverse 
range of organisms and many more are currently underway. The vast majority 
of the gene products of these genomes have not been experimentally characterised 
and there is therefore a tremendous demand for the accurate transfer of structural 
and functional information to these sequences. The relationships between the gene 
products of these genomes are naturally represented as a system of homologous 
families, with each family containing proteins that have descended from a common 
ancestral gene. Biological information can be inherited between members of the same 
homologous family to varying degrees depending on the extent of divergent evolution. 
Identifying sequence relationships with protein families that contain structurally 
determined proteins provides a powerful method for cautiously inheriting biological 
information.

There is also an increasing demand for examining protein structures in the con
text of the sequence relatives of an homologous family. Multiple sequence alignments 
of protein families can reveal position-specific residue preferences and these can be 
used in structure prediction methods e.g. threading (Taylor & Munro, 1997) or 
sequence profiles (Kelley et ai, 2000). New methods for predicting functionally im
portant residues in protein structures (Hannenhalli & Russell, 2000) and conserved

63
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protein-protein interaction sites (Valdar & Thornton, 2001) are also based on the 
alignment of related protein sequences. As a result, it has become increasingly im
portant for genomic sequence relatives to be included within the framework of the 
CATH structural database.

3.1.2 M anually Curated Protein Family Databases

Protein sequence family databases are now well established e.g. PRINTS (Attwood 
et a/., 2000), Pfam (Bateman et ai, 2000) and PROSITE (Hofmann et ai, 1999). 
These databases cluster closely homologous proteins with highly similar functions 
and have been important in providing methods and documentation to improve the 
genome annotation process. These databases are strongly knowledge based and re
quire a considerable manual effort to provide family-specific documentation. They 
use different sequence-based approaches to recognise related proteins that can be in
corporated into existing protein families. Pfam uses hidden Markov models (HMMs) 
to represent sequence families, PRINTS uses a motif-based approach called Fin- 
gerPrints and PROSITE uses a combination of HMMs and regular expression-like 
patterns.

Historically, sequence identity has been used to identify homologous relation
ships, but this has been shown to be a coarse measure of sequence similarity and a 
poor discriminator of distant relationships below 30% (Brenner et ai,  1998). Re
cently, more robust statistical measures of sequence similarity have made it possible 
to reliably identify homologous relationships below 30% identity (Park et ai,  1998). 
Methods that implement these statistical measures are now widely used to identify 
homologous relationships and build protein families (Yona et al,  2000; Corpet et al, 
2000; Heger & Holm, 2001).

3.1.3 Autom atically Clustered Protein Family Databases

Another approach is to automatically cluster the sequences based on the pairwise 
relationships that exist between all the protein sequences in the database. Databases 
that use this approach include ProtoMap, ProDom and Picasso.

3.1.3.1 ProtoM ap

In the ProtoMap approach, the protein sequence space is represented as a weighted 
graph whose vertices are the sequences (Yona et ai, 1999). The weight of an edge 
between two sequences corresponds to their degree of similarity as measured by
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the expectation value calculated by FASTA, BLAST and SSEARCH. In this graph, 
strongly connected sets of vertices correspond to clusters of related proteins. Clus
ters are defined based on the arithmetic average of the logarithms of the pairwise 
similarity of all member sequences. Within a cluster, the average must exceed a 
given threshold that is systematically relaxed to merge clusters together and create 
a hierarchy of protein families (Yona et al, 2000).

3.1.3.2 ProD om

The ProDom database (Corpet et al, 2000) uses the new version of MKDOM (Gouzy 
et ai, 1999) to perform automated domain analysis based on recursive PSI-BLAST 
searches. ProDom contains protein domain families automatically generated from 
the SWISS-PROT and TrEMBL sequence databases. The initial database of se
quences contains complete sequences and the MKDOM program iterates over three 
steps, stopping when the database is empty. In the first stage, the shortest sequence 
from the database is selected. This sequence is used to search the database using 
PSI-BLAST to identify subsequences that will create a new domain family (stage 
2). In the final stage, all matching subsequences are removed from the database.

3.1.3.3 Picasso

Picasso is a method for automatically generating protein families that uses both 
pairwise BLAST and profile-profile comparisons (Heger & Holm, 2001). Initial 
clusters are generated from an NRDB90 dataset that excludes pairs of sequences 
with higher than 90% sequence identity (Holm & Sander, 1998). An all-against-all 
BLAST search is used to quantify sequence relationships. Neighbouring clusters in 
sequence space are identified if the BLAST E-value between sequences in the clusters 
lies below a selected threshold. These clusters are then tested using a profile-profile 
comparison algorithm to determine which clusters should be merged together. The 
process is performed iteratively at progressively less stringent BLAST E-values so 
that more distantly related clusters are considered for unification with each cycle. 
The profile-profile comparison allows selective cluster unification down to approxi
mately 15% pairwise sequence identity. The resulting profiles may overlap if they 
represent multidomain proteins whose domains occur in different combinations. A 
final step identifies and cuts domains from the multiple alignments.
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3.1.4 Building CATH Sequence Families

3.1.4.1 The CATH Structural Database

The CATH structural database has traditionally only contained the sequences of 
structural domains determined by X-ray crystallography or NMR spectroscopy. 
CATH uses a conservative 35% sequence identity threshold to define proteins that 
belong to closely homologous sequence clusters (CATH-S35). This automatically 
applied threshold ensures that all members of each CATH-S35 cluster are homol
ogous but inevitably some more distant family relationships are missed. Relation
ships that exist beyond significant pairwise sequence similarity are usually identified 
through structural and functional similarity and are described by the snperfamily 
level in CATH. However, the recent introduction of PSI-BLAST to the CATH up
date protocol (Pearl et ai,  2001b) has provided a method for rapidly identifying 
distant homologous relationships between existing structural superfamilies in the 
CATH database. Many CATH superfamilies have been merged together as a result 
of this new protocol and this has effectively increased the functional diversity of 
the structural superfamily level in CATH. Todd et al. (2001) recently described 31 
protein superfamilies, whose members displayed extremely diverse enzymatic func
tions. This poses many challenges for inheriting function through the identification 
of a weak sequence similarity to a functionally diverse snperfamily. It is therefore 
necessary organise the sequence data in each structural superfamily in such a way 
that members of each sequence family share specific functional properties.

3.1.4.2 Sequence Family G eneration in the CATH D atabase

This chapter describes the incorporation of genomic sequences into the CATH 
database and the rapid generation of functionally coherent sequence families. In 
contrast with traditional sequence family databases, CATH has a structural super
family level that can be used to define an area of sequence space. By putatively 
assigning genomic sequences to the snperfamily level using PSI-BLAST, the prob
lem of building sequence families can be localised to each snperfamily.

We have developed an automatic protocol (SPARTACLUS) that uses hidden 
Markov models to define protein sequence families within each CATH structural 
snperfamily based on a carefully controlled iterative approach that can merge closely 
related sequence clusters. HMMs are widely used to represent protein families and 
have been applied effectively in the Pfam database for this purpose (Bateman et al, 
2000). In particular, the HMMer software package (Eddy, 1998) has been shown to 
be specific for modelling closely homologous protein families (Lindahl & Elofsson,
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2000). HMMer uses statistical estimates of sequence similarity that have been shown 
to be reliable at identifying homologous relationships below 35% identity. Rather 
than try to push the limits of sequence identity, we have chosen to use HMMs as a 
reliable approach to modelling sequence family variation.

In summary, we have applied two complementary profile-based techniques, PSI- 
BLAST and HMMer, to the problem of incorporating genomic sequence data into 
the CATH structural database and the subsequent representation of functionally 
coherent sequence families. We have extensively tested the results of our approach 
with the Pfam sequence family database to ensure that CATH sequence families are 
consistent with those maintained by expert curators.
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3.2 M eth od s

3.2.1 An Overview of Sequence Family Classification

The process of incorporating genomic sequence data from GenBank into the CATH 
structural classification can be divided into two stages. Firstly, sequences are iden
tified and assigned to the snperfamily level of CATH using a remote homologue 
sequence searching technique (PSI-BLAST) and a protocol for removing ambiguous 
matches (DomainFinder). In the second stage, the proteins within each superfam
ily are classified into closely related sequence families using family-specific hidden 
Markov models (HMMs) and a novel procedure called SPARTACLUS. Figure 3.1 
is an overview of the stages required for generating sequence families in the CATH 
structural database.

CATH GenBank
Domains NRDB

Sequence Search 
Results

CATH Superfamily 
Neighbour List

a .

CATH Protein Family List 
(Coarse Clusters)

CATH Protein Family List 
(Refined Clusters)

Stage One: 
PSI-BLAST and 
DomainFinder

J

Stage Two: 
SPARTACLUS

F ig u re  3 .1 : Overview flowchart describing the procedure used for building sequence 
families w ithin the CATH database. Individual CATH stru c tu ra l dom ain sequences 
are used to  search the tran sla ted  G enBank NRDB using PSI-BLA ST. T he G enBank 
NRDB sequence relatives are assigned to  CATH superfam ilies using the D om ainFinder 
algorithm  to  generate a CATH snperfam ily neighbour list. Sequence families are 
bu ilt using the SPARTACLUS protocol th a t involves two stages, coarse clustering 
and  reflned clustering.
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3.2.2 CATH Superfamily Neighbour List Generation

3.2.2.1 D eriving Sequence D ata for CATH Dom ains

The CATH database (incremental release 1.6.2) contains 19,563 structural domains 
classified into 3,581 near-identical protein families (CATH-S95) clustered by se
quence comparison at 95% sequence identity. The domains are further clustered 
into 1,798 sequence families (CATH-S35) at 35% sequence identity and 903 homolo
gous superfamilies. The sequences of the CATH-S95 cluster representatives (i.e. the 
structure with the best resolution) were determined from the PDB datafiles from 
a consideration of both the SEQ and ATOM records. For discontiguous protein 
domains containing more than one contiguous sequence segment, a sequence was 
derived for each individual segment over 30 residues long. The 6,710 sequences 
of the CATH-S95 segment library were added to the 478,078 sequences from the 
non-redundant set of translated GenBank entries (NRDB file downloaded from the 
NCBI on 29*̂  February 2000). This combined GenBank NRDB and CATH dataset 
was masked for low complexity regions, membrane regions and coiled coils using 
the PFILT program (Dr. D. Jones, computer program, Jones, 1999b). This com
bined dataset is simply referred to as the GenBank NRDB data set throughout this 
chapter.

3.2.2.2 PSI-BLA ST Im plem entation

Each CATH-S95 segment was used as a query sequence to search the GenBank 
NRDB dataset using PSI-BLAST. The default BLOSUM62 matrix was applied with 
an F-value threshold of 0.0005 used for identifying regions to be included in the 
next iteration (Park et al, 1998). PSI-BLAST was run for 20 iterations or until 
convergence was reached. Sequences detected by PSI-BLAST using these criteria 
were stored in a separate list for each query (PSI-List), detailing the iteration that 
the sequence was first identified, the F-value for this iteration and the range of 
the matching sequence. PSI-BLAST is known to ‘drift’ if unrelated sequences are 
incorporated into the profile. To detect and eliminate this effect, the PSI-Lists for 
each query were analysed to ensure that all GATH-S95 segments identified belong 
to the same fold as defined by the GATH structural hierarchy. If any drift was 
detected, PSI-BLAST was rerun using progressively stricter F-value constraints until 
all GATH-S95 segments belong to the same fold.
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G1

Complex Match 
(no assignment)

GI

Minimum range of Maximum range of
putative domain putative domain

Key
Query sequence for homologous superfamily A 

Query sequence for homologous superfamily B

Gl I I GenBank sequence

F ig u re  3 .2 : The D om ainFinder algorithm  resolves m ultiple sequence m atches on a 
single G enBank NRDB sequence (labelled GI) into d istinct s truc tu ra l dom ain regions. 
Query secpiences from CATH structural domains are searched against the GenBank 
NRDB sequence library using PSI-BLAST. The first and second GenBank NRDB 
sequence regions correspond with structural domains from CATH snperfamily A and 
B respectively. The third GenBank NRDB region is m atched by query sequences from 
different CATH superfamilies and requires further m anual assessment.

3.2.2.3 D om ainF inder

The PSI-List files provide a 'p^r-query' view of the PSI-BLAST results. When 
all the 6,710 PSI-List files are combined, the results can be interpreted for each 
GenBank NRDB sequence. The DomainFinder algorithm (Dr. D. Lee, computer 
program. Pearl et ai, 2001a) is used to rationalise all matches in the context of the 
CATH structural hierarchy (see figure 3.2). The simplest case occurs when only one 
CATH-S95 query matches a region of a GenBank NRDB sequence leading to the 
direct inheritance of the domain boundary. Often a region of a GenBank NRDB 
sequence is matched by different GATH-S95 query sequences. If all queries belong to 
the same homologous superfamily, the maximum and minimum position of the query 
cluster is recorded together with the consensus overlap region. Complex matches 
are caused when overlapping matches belong to different homologous siiperfainilies 
and are removed by DomainFinder for expert manual analysis. Homologous super- 
families are only merged provided that unambiguous evidence for an evolutionary 
relationship can be found using additional structural and functional information.
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DomainFinder is designed to identify GenBank NRDB sequence regions matched 
by one or more query sequences. This situation is complicated by the presence of 
domains represented by multiple segments. However, in the vast majority of cases, 
these multi-segment domains contain one large segment and another much smaller 
segment. DomainFinder uses this information and makes assignments for the larger 
segments first and only if these are found does the program search for matches with 
smaller segments. DomainFinder also disregards complex matches that only contain 
smaller segments. Multiple sequence regions matching a multi-segment domain are 
concatenated to ensure that the resulting sequence entry is representative of the 
structural domain.

3.2.2.4 Structurally Validated Superfamily A ssignm ent

A total of 180,674 GenBank NRDB sequences were identified using the PSI-BLAST 
and DomainFinder protocol for all 903 GATH superfamilies. Each sequence was 
associated with a GATH snperfamily and combined with the 3,581 GATH-S95 se
quences. Table 3.1 describes the number of sequences in each protein class. The 
resulting library of structural and genomic sequences is described as the GATH 
Superfamily Neighbour List (Pearl et ai, 2000).

P rotein
Class

Structural
Entries

G enBank N R D B  
Entries

Total N o. o f  
Sequences

Mainly-a 737 32,631 33,368
Mainly-/! 894 33,412 34,306

a/3 1795 109,881 111,676
Few SS 155 4,750 4,905
Total 3,581 180,674 184,255

T a b le  3 .1 : The num ber of sequence regions from the  transla ted  G enBank non- 
redundan t database (29^^ February 2000) th a t correspond w ith  CATH structu ra l 
dom ains (version 1.6.2). The G enBank NRDB sequence entries were identified using 
PSI-BLAST and assigned to  individual CATH superfam ilies using the  D om ainFinder 
algorithm . The num ber of sequences are divided into the  four CATH structu ra l 
classes, m ainly-a, m ainly-/!, aP  and few secondary struc tu res (SS).

The assignment of GenBank NRDB sequence regions to GATH superfamilies 
uses structurally validated information in three distinct ways. Firstly, structurally 
determined domain boundaries are used to define the query sequences. The use of 
single structural domains rather than multi-domain chains greatly reduces the risk 
of the ‘chaining effect’ seen when unrelated domains are classified into the same ho
mologous superfamily through a common intermediate domain. For example, when
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the unrelated domains X,Y and Z are found as multi-domain chains XY and XZ (see 
figure 3.3), there is a danger that the chains would be classified together due to the 
common X domain. Secondly, the effect of PSI-BLAST drift is minimised by the 
analysis of PSI-List files in the context of the CATH classification to detect any struc
tural matches that belong to a different topology to the query sequence. Thirdly, 
the DomainFinder algorithm detects and removes GenBank NRDB sequences that 
have been matched by different superfamilies.

c

F ig u re  3 .3 : Schematic diagram  of two m ulti-dom ain proteins th a t  contain a com
mon dom ain. X, Y and Z are unrelated  struc tu ra l dom ains found in two proteins. 
W hile bo th  proteins contain the X dom ain, the  C -term inal dom ain is different. Se
quence searches th a t use m ulti-dom ain query sequences can identify unrelated  do
m ains through the presence of a  common in term ediate domain.

3.2.3 CATH Protein Family Database Generation

3.2.3.1 SPARTACLUS: An Overview

SPARTACLUS (Superfamily P artition  And Clustering) is a two stage clustering 
protocol for building sequence families that contain functionally related protein do
mains. The SPARTACLUS protocol is carried out separately within each CATH 
snperfamily using the sequences identified in the GenBank NRDB by PSI-BLAST 
and DomainFinder. Figure 3.4 shows the two stages of the SPARTACLUS pro
tocol. In the first clustering step, similar sequences are identified and grouped 
together using pairwise sequence comparison and significant sequence identity to 
form ‘coarse clusters’. The relationships between coarse clusters are described in 
the second stage by sensitive profile hidden Markov models and statistically based 
scores. Coarse clusters are automatically merged together to form ‘refined clusters’, 
providing a significant relationship exists between them. The database of protein 
families derived from the SPARTACLUS protocol is described as the CATH Protein 
Family Database or CATH-PFDB.
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CATH Superfamily 
Neighbour List 

(Individual Sequences)

Coarse Clustering using 
Pairwise Sequence Comparison

Coarse Clusters 
(PFDB-CC)

Refined Clustering using a 
Profile-based Protocol
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C0 ) 0

Refined Clusters 
(PFDB-RC)

F ig u re  3 .4 : Overview flowchart of the SPARTACLUS protocol for building pro
tein sequence families. The first stage of the protocol generates clusters of sequences 
based on pairwise sequence comparison (coarse clusters). The second stage uses hid
den Markov model profiles to combine related clusters to create refined clusters. This 
example snperfamily contains 24 individual sequences represented by circles and la
belled A to X. CATH structural domain entries are coloured in red and GenBank 
NRDB sequence relatives are coloured white. Coarse clustering groups the sequences 
into six clusters (SI to 86). 81, 84 and 85 each contain a t least one structu ral entry 
so are coloured red. Refined clustering identifies a  relationship between 82 and 83 
and also between 84 and 85. These are merged together and by convention the new 
cluster inherits the number of the lowest cluster it was formed from.
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3.2.3.2 SPARTACLUS: Coarse Clustering

The sequence similarity between all protein domains within each individual super
family in the CATH Snperfamily Neighbour List was determined using a standard 
Needleman and Wunsch algorithm (HOMOL, Dr. C. Orengo, computer program, 
Needleman & Wunsch, 1970; Orengo et al,  1997). Single linkage clustering was 
then applied to derive sequence clusters at the levels of 35%, 60%, 95% and 100% 
sequence identity already used for clustering the structural data in CATH (SEQ- 
CLUSTER, Dr. C. Orengo, computer program, Orengo et ai,  1997). Sequence 
identity is defined here as the number of identical residues divided by the length of 
the shortest sequence. By convention, these clusters are described as PFDB-S35, 
PFDB-S60, PFDB-S95 and PFDB-SlOO clusters respectively. Within a PFDB-S35 
cluster of sequences, each member shares at least 35% sequence identity with one or 
more cluster members (over 80% overlap with the longest sequence). Due to the hi
erarchical nature of the clustering, each PFDB-S35 cluster will contain one or more 
PFDB-S60 clusters, each PFDB-S60 cluster will contain one or more PFDB-S95 
clusters and each PFDB-S95 cluster will contain one or more PFDB-SlOO clusters.

Individual
sequences

PFDB-S60 clusters 
at 60% sequence 
identity

PFDB-S35 cluster 
at 35% sequence identity

PFDB-S60
representative
sequence

F ig u re  3 .5 : Coarse sequence clusters are derived using pairw ise sequence identity  
and single linkage clustering. A . Nine individual sequences (crosses) are grouped 
into three PFD B-S60 clusters (each m em ber shares a t least 60% identity  w ith one or 
m ore cluster members) and one PFDB-S35 cluster (each m em ber shares a t least 35% 
identity  w ith one or more cluster m embers). B . A single representative sequence is 
selected from each PFD B-S60 cluster.

Todd et ai (2001) have shown that domains that share 60% sequence identity 
typically have highly similar functions, therefore a sequence from each PFDB-S60 
cluster was selected to represent the function of that cluster and remove the se-
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quence redundancy within each CATH Superfamily Neighbour List. This translates 
to a four-fold reduction in the number of sequences within each superfamily and fa
cilitates the thorough manual investigation of functional annotations important for 
validating the generation of protein families. At this level of redundancy there are 
typically between 10 and 20 PFDB-S60 sequence representatives within each PFDB- 
S35 cluster that can be used to build statistically meaningful hidden Markov models. 
Figure 3.5A shows a PFDB-S35 cluster that contains nine sequences grouped into 
three PFDB-S60 clusters. One representative sequence from each PFDB-S60 cluster 
is selected to remove sequence redundancy (figure 3.5B).

The final step of coarse clustering is to identify the non-redundant PFDB-S35 
clusters that contain enough sequence data to be used as seed families for the refined 
clustering stage. Each seed family is described as a coarse cluster (PFDB-CC) and 
is defined as a non-redundant PFDB-S35 cluster that contains a structural entry or 
at least three PFDB-S60 representative sequences. Coarse clusters that contain a 
structural entry are abbreviated to PFDB-CC-pdb, while those without a structural 
entry are called PFDB-CC-gi. This criteria was established to ensure that all the 
structural domain entries were represented by the coarse clusters and only well- 
populated PFDB-CC-gi clusters were considered. Table 3.2 describes many of the 
terms used throughout this chapter.

N a m e D e sc r ip tio n
C A T H -S 9 5  C lu s te r A cluster of protein domains from the CATH structural database. Each 

member shares at least 95% sequence identity with at least one other 
member of the cluster.

C A T H -S 9 5  R ep A representative member from a CATH-S95 cluster.

C A T H -S N L CATH Superfamily Neighbour List. Contains all CATH-S95 representatives 
and genomic sequence relatives in the GenBank NRDB identified using 
PSI-BLAST. Sequences are assigned to a specific superfamily.

C A T H -P F D B CATH Protein Family Database. Contains CATH structural representatives 
and GenBank NRDB sequence representatives identified using PSI-BLAST. 
Sequences are assigned to a specific family using the SPARTACLUS 
protocol.

P F D B -S 6 0  C lu s ter A cluster of protein sequences from the CATH Superfamily Neighbour List 
used to generate the CATH-PFDB. Each member shares at least 60% 
sequence identity with at least one other member of the cluster. A 
representative member from this cluster is taken to reduce the sequence 
redundancy within each superfamily.

P F D B -S 3 5  C lu s ter A cluster of protein sequences from the CATH Superfamily Neighbour List 
used to generate the CATH-PFDB. Each member shares at least 35% 
sequence identity with at least one other member of the cluster.

P F D B -C C  
(C o a r se  C lu s ter )

Coarse clusters are PFDB-S35 clusters that contain a CATH-S95 structural 
member (PFDB-CC-pdb) or at least three non-structural representative 
sequences (PFDB-CC-gi).

P F D B -R C  
(R e fin ed  C lu s ter )

Refined clusters are the result of applying the SPARTACLUS protocol to 
the CATH-PFDB. Refined clusters can contain a structural member 
(PFDB-RC-pdb) or no structural members (PFDB-RC-gi).

T ab le  3.2 : G lossary of abbreviated  term s used in th is chapter.
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3.2.3.3 SPARTACLUS: Refined C lu sterin g

After the coarse clustering stage, a superfamily will typically contain several coarse 
clusters and also a number of outlying sequences that are not members of any defined 
clusters. Refined clustering is a procedure for identifying the relationships between 
existing clusters and for allocating outlying sequences to clusters where appropriate. 
This stage uses profile hidden Markov models for modelling the sequence diversity 
of each cluster and statistical E-value scores for determining the relationships be
tween sequences and clusters. Sequence alignments for each cluster were constructed 
using ClustalW (vl.81). The HMMer software package (version 2.1) was used for 
profile building and sequence searching using default parameters to produce global 
alignments. This has the effect of penalising sequences that do not globally match 
the profile (i.e. they are too short or too long) and this is reflected in the resulting 
E-value statistical scores. The programs within the HMMer software package are 
shown in figure 3.6.

Multiple
Alignment

hmmalignhmmbuild

HMM

hmmsearch

SearchProtein
ResultsDatabase

hmmcalibrate

F ig u re  3.6: The program s within the HMMer software package, ‘hm m build’ con
verts a multiple alignm ent to an HMM and ‘hm m calibrate’ sets the param eters for 
the accurate calculation of E-values, ‘hm m align’ aligns sequences to an HMM and 
‘hm m search’ searches a library of sequences with an HMM and returns E-values for 
sequence matches.

The refined clustering stage is an iterative procedure that follows a series of 
define-align-build-search-analyse steps (see figure 3.7). The sequences in the initial 
coarse clusters (PFDB-CC) are defined as the cluster ‘core set’ and must always 
be matched by the profile of the cluster they belong to. In each iteration the non- 
redundant sequences within each cluster (PFDB-S60 representatives) are aligned 
and converted to profiles. All the representative sequences in the superfamily are 
searched against all the profiles and the results converted into an E-value ranked 
file for each profile. In the analysis step, the results are first automatically checked



Chapter 3. Protein Sequence Family Generation 77

Define / redefine 
sequence clusters

F X
Build HMM profile for 
each sequence cluster

FX
Search all sequences in 

superfamily

FX
Automatically analyse 
results for profile drift

Automatically analyse 
results for sequence 

family merges

FX

Build aUgnment for each 
sequence cluster

Stop

Merge sequences fi"om 
selected families

Automatically analyse 
results for sequence 
allocation to clusters

Allocate sequences to sequence 
clusters

FX
No more merges or 

allocations Q Stop

F ig u re  3 .7 : Overview flowchart of the  SPARTACLUS procedure used to  generate 
refined clusters using hidden Markov models. The au tom atic  procedure follows a 
carefully controlled series of define-align-build-search-analyse steps. Sequence clusters 
are initially defined from the  coarse clustering stage and are iteratively  redefined until 
the  process reaches convergence or encounters profile errors.

to determine if any of the core set of sequences have not been matched (see sec
tion 3.2.3.7). Any drift causes the program to terminate and the alignments and 
profiles from the last stable iteration are taken. Secondly, clusters that should be 
merged together are identified (see section 3.2.3.5), clusters redefined and the define- 
align-build-search-analyse process repeated. If no merges were required, the results 
are then automatically analysed to detect the allocation of outlying sequences (see 
section 3.2.3.6). Any allocations result in redefining the clusters and sending the 
process into the next iteration as before. Finally, if there have been no merges.
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allocations or drift the process is considered to have reached convergence and is 
terminated. Each iteration is defined by the outcome of the analysis step, so can 
be either a merge, an allocation, drift or convergence. Section 3.2.3.4 describes the 
refined clustering stage using an example superfamily to demonstrate the principles 
of cluster merging and sequence allocation.

3.2.3.4 SPARTACLUS: An Exam ple Superfam ily

Core J SI

I#

■ ir.Tïa
-Cifr ÎÎ*

Core I

Core I S4Core I S4 Core I S4

I Core I S3 
I Core 1

Core I S4

D

B B

D

F ig u re  3 .8 : The SPARTACLUS protocol is dem onstrated using an example super
family. This superfamily has 17 representative sequences (rectangles) including three 
structural entries (coloured in red). Coarse clustering (CC) generates eight initial 
PFDB-S35 clusters. The four clusters th a t contain a s truc tu ra l entry or a t least three 
members are defined as coarse clusters (PFDB-CC) and the sequences are defined as 
core sequences (clusters SI to 84 with sequence labelled as ‘C ore’)- The sequences 
th a t do not belong to any coarse clusters are defined as outlying sequences and are 
labelled A to D. Three iterations of refined clustering produce a final set of three 
refined clusters and one rem aining outlying sequence.

Figure 3.8 shows the SPARTACLUS protocol for an example superfamily that 
contains 17 representative sequences of which 3 are structural entries (coloured in 
red). The coarse clustering stage partitions the sequences into eight initial PFDB- 
S35 clusters and defines four coarse clusters (PFDB-CC) as they contain one or more 
structural entries or have at least three members (labelled Si to S4). The remaining
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sequences defined as outlying sequences and are labelled A, B, C and D.
In the refined clustering stage each iteration follows the five steps of define-align- 

build-search-analyse. In iteration 1, the profiles are used to search all the sequences 
and no drift is detected (i.e. all core sequences for a cluster are found by the profile 
for that specific cluster). Clusters S2 and S3 are considered to be related according 
to the criteria for merging clusters (see section 3.2.3.5) and the cluster definitions 
are changed. By convention, the new cluster adopts the identifier of the cluster with 
the lowest number, in this case 82. The new profile for 82 is built according to 
the new definitions and all the sequences are searched again. No drift is detected 
providing that the profile for 82 can match all seven core sequences. No merges 
are detected in this iteration but each cluster is allocated an outlying sequence 
(A, C and D) using the criteria for sequence allocation (see section 3.2.3.6). The 
clusters are redefined at the start of iteration 3, alignments and profiles rebuilt and 
sequences searched. No drift, merges or allocations are detected causing the process 
to terminate due to convergence. 81, 82 and 84 constitute the refined clusters for 
this superfamily. 81 and 82 contain structural entries (PFDB-RC-pdb) while 84 
only contains GenBank NRDB entries (PFDB-RC-gi). The outlying sequence B 
was not found to be part of 81, 82 or 84 so is stored separately from the sequences 
used to build the HMMs for each cluster. Each iteration is defined by the outcome 
of the analysis step i.e. iteration 1 is a merge, iteration 2 is an allocation, iteration 
3 is convergence.

3.2.3.5 SPARTACLUS: Cluster M erging

The relationships between members of different coarse clusters are by definition 
below 35% sequence identity. However, the boundaries of many protein families 
transcend this arbitrary threshold. Statistical estimates of sequence similarity are 
a more reliable method of identifying homologous relationships. Therefore, coarse 
clusters are merged when at least one member of an existing cluster is strongly 
matched by the profile of another defined cluster and the E-value is smaller than 
a carefully selected threshold (see section 3.2.4.5 describing the E-value threshold 
determination). Multiple clusters can be joined together in a single iteration. This 
single linkage approach is dependent on defining an appropriate E-value threshold. 
8etting the threshold too strictly (i.e. very small E-value) would exclude many true 
cluster relationships, whereas setting the threshold too loosely would have the unde
sirable eflPect of merging unrelated clusters together. For this reason, the threshold 
was set cautiously using a manually validated test set of superfamilies.
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3.2.3.6 SPARTACLUS: Co-operative Sequence A llocation

Outlying sequences (e.g. A, B, C and D in figure 3.8) are allocated to the cluster of 
the profile they match with the best E-value score (smaller than a selected threshold). 
This is ‘co-operative’ in the sense that all the clusters within the superfamily are 
considered before the sequence is assigned to the most appropriate cluster according 
to the statistical scores. The sequence allocation step comes after the clusters have 
been examined for potential merges in each iteration. A sequence allocation can be 
viewed as the minimal cluster merge case i.e. a cluster of one sequence merging with 
a larger cluster. Therefore, the threshold determined for merging clusters was also 
applied as the criteria for safely adding individual sequences to existing clusters.

3.2.3.7 SPARTACLUS: Profile Quality

F ig u r e  3 .9 : Analysis of sequence clusters for profile drift. Sequences are represented 
as stars w ith core sequences coloured in black. T he circle or oval represents the 
sequence space covered by th e  profile HMM built from th e  sequences. A . Four core 
sequences are successfully m atched by the  profile. B . Two sequences are allocated  to 
the  cluster from A  and the new profile successfully identifies all the  core sequences. C . 
Two sequences are allocated to  the  cluster from A , however th e  new profile cannot 
identify all th e  core sequences indicating th a t profile d rift has occurred. D . Two 
clusters merge together w ith two outcomes. If all eight of the  core sequences are not 
identified by the new profile then  profile drift has occurred.

The quality of each profile generated for each cluster is checked after any process 
that changes the number of sequences in the clusters. The initial set of sequences 
used to build the first profile is defined as the ‘core set’ for that cluster. These 
sequences must be matched by the current profile with a smaller E-value than any
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other profile in the superfamily and also have an E-value smaller than a minimum 
score threshold. Figure 3.9 describes different relationships between sequences in 
sequence space and the area ‘covered’ by the profiles containing these sequences. 
Core sequences are shown as black stars and non-core sequences as white stars. The 
circle or oval represents the area of sequence space covered by the profile. In figure 
3.9A the four core sequences used to build the profile are included within the area 
covered by the profile. Figure 3.9B and 3.90 represent the situation that occurs when 
two new sequences are added to the original cluster and a new profile is created. 
Sequence allocation does not change the core set definition for the cluster. In figure 
3.9B the new profile covers all core sequences indicating no drift has occurred, while 
in figure 3.90 the profile can no longer capture two of the original core sequences 
indicating that the profile has drifted. In this situation the refined clustering stage 
is terminated. Figure 3.9D describes the more complex situation that exists when 
two clusters merge together. The core set for the new cluster is redefined to include 
the core sequences from both of the contributing clusters. If the new profile cannot 
capture all of the redefined core sequences (eight in this example) then the process 
is terminated. This is to ensure that each new profile can adequately represent all 
of the core sequences that belong to that cluster.

3.2.3.8 SPARTACLUS: Profile N om enclature

Each cluster is given a five level code to uniquely identify the cluster and link it 
to the CATH structural classification e.g. 1.10.490.10.1, 1.10.490.10.2 etc. The first 
four levels correspond directly with the superfamily level in CATH while the fifth 
level is a sequential number to represent the cluster level. When clusters merge 
together the lowest fifth level number is inherited by the two merging clusters.
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3.2.4 Benchmarking Sequence Family Generation

The SPARTACLUS protocol for building sequence families requires rigorous testing 
to establish E-value thresholds for the automatic merging of clusters. In order to 
achieve this, a large test set of multi-functional superfamilies were identified and the 
member sequences characterised using functional information from GenBank, the 
PDB and family descriptions from an existing protein family database.

3.2.4.1 The Reference Database: Pfam

There are several manually curated protein family databases that provide excellent 
resources for defining protein families e.g. Pfam, PROSITE and PRINTS. Pfam was 
chosen as the reference database as it contains over 2,000 families and uses profile 
HMMs for identifying related proteins (HMMer software). The entire Pfam database 
and supporting software can be easily downloaded and installed to allow searches to 
be performed locally. Pfam is also linked to the InterPro documentation resource 
that shares family annotations with PRINTS and PROSITE.

The HMMer software enables the automatic assignment of CATH-PFDB domain 
sequences to a specific Pfam sequence family based on the most significant E-value 
score. PfamFrag is the Pfam library of HMMs optimised for local alignments. This 
was chosen instead of the global alignment library to allow partial matches between 
structural domain sequences and Pfam families that are often different lengths. A 
conservative E-value of le “  ̂over a minimum of 40 residues (assuming a database size 
of 400,000 sequences) was chosen as the threshold for Pfam family assignment. This 
was based on the empirical observation that short regions of local similarity with 
incorrect Pfam families occurred between E-values of 1 and le “ .̂ Strong matches 
were typically over 100 residues and resulted in E-values below
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3.2.4.2 D evelopm ent o f the C A T H -PFD B 52 Super fam ily Test Set

Analysis of the domain definitions for the 3,581 CATH-S95 structural representa
tives (CATH vl.6.2) identified 770 superfamilies for which all domains contained 
only one contiguous segment. These superfamilies were chosen to ensure that all 
sequences could be scanned against Pfam without requiring the analysis of multiple 
segments. The CATH superfamily neighbour lists for these 770 contiguous domain 
superfamilies were coarsely clustered using pairwise methods as described in sec
tion 3.2.3.2. The non-redundant PFDB-S60 sequences were scanned against the 
PfamFrag HMM library (release 5.2) containing 2,128 sequence families and each 
sequence automatically assigned to a Pfam family (see section 3.2.4.1).

The CATH-PFDB superfamilies containing sequences that belong to more than 
one Pfam family were identified as multi-functional superfamilies. Importantly, each 
of these superfamilies will have at least two coarse clusters (one for each Pfam fam
ily) that should not be merged together. These clusters can be therefore be used 
diagnostically to determine a safe E-value threshold that does not merge clusters 
belonging to different Pfam families. An upper limit of 220 representative sequences 
was set for each superfamily due to the time-consuming manual nature of analysing 
functional annotations. The 52 superfamilies with less than 220 representative se
quences were selected for the CATH-PFDB superfamily test set. These superfamilies 
and their associated Pfam families are described in table 3.3.

3.2.4.3 D eriving Functional A nnotations for Sequences

The CATH-PFDB 52 superfamily test set contains 5,438 PFDB-S60 representative 
sequences. Functional annotations and Pfam family assignments were derived for all 
these sequences. Annotations for structural entries were extracted from the header of 
PDB datafiles. Information for GenBank NRDB entries were taken directly from the 
header line in the NRDB sequence file. These annotations are generally not domain 
specific but they do provide valuable information. In addition, a Pfam family assign
ment was made for each sequence as described in section 3.2.4.1. Matches to different 
structural domain-like regions of the same Pfam family were noted e.g. the Pfam 
eukaryotic aspartyl protease family contains two structural domains. All functional 
data was automatically retrieved and compiled using the CombineData program (J. 
Bray, computer program).
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C A T H  Id en tifier  &  
S u p e r fa m ily  N a m e

S tr u c tu r a l D e sc r ip tio n P fa m  D e sc r ip tio n  [P fam  Id en tifier]

1.10.20.10
Histone-fold

Q-helical orthogonal bundle with 
histone-like fold (3 helix core with 
a long middle helix flanked at 
each end with shorter helices)

Core histone H 2A /H 2B /H 3/H 4 [histone] 
Histone-like transcription factor (C B F /N F -Y ) and 
archaeal histone [CBFDJNfFYBJfMF]

1.10.340.10
DNA-glycosylase

Q-helical orthogonal bundle with 
DNA-glycosylase fold 
(multi-helical)

Endonuclease III [Endonuclease_3]
Adenine DNA glycosylase [AlkA_DNA_repair]

1.10.430.10 
4-helical cytokines

Q-helical orthogonal bundle with 
4-helical cytokine-like fold

Somatotropin hormone family [hormone] 
Interleukin 4 [IL4]
Interleukin 6/G -C SF /M G F  family [IL6] 
Interferon gamma [IFN-gamma]

1.10.472.10
Cyclin-like

Q-helical orthogonal bundle with 
cyclin-like fold (5 helix core with 
one helix surrounded by the 
others )

Gy d in  [cyclin]
Retinoblastom a-associated protein A domain [RB_A] 
Retinoblastom a-associated protein B domain [RB_B] 
Transcription factor TFIIB repeat [transcriptdac2]

1.10.530.10
Lysozyme-like

Q-helical orthogonal bundle with 
lysozyme-like fold (multi-helical)

C-type lysozym e/alpha-lactalbum in family [lys] 
Transglycosylase SLT domain [SLT]

1.10.533.10 
DEATH domain

Q-helical orthogonal bundle with 
DEATH domain-like fold (6 
helices)

Death effector domain [DED] 
Death domain [death]

1.20.140.10
Acyl-CoA
dehydrogenase
(C-terminus)

Q-helical up-down bundle with 
four helices

Acyl-CoA oxidase [ACOX]
Acyl-CoA dehydrogenase [Acyl-CoA_dh]

1.20.160.20
Ferritin-like

Q-helical up-down bundle with 
ferritin-like fold (4 helix core with 
left-handed twist)

Ferritin [ferritin] 
Bacterioferritin [Bacteriofer] 
Dps protein family [DPS]

2.10.60.10 
Snake toxin-like

^-ribbon with snake toxin-like 
fold (disulphide-rich )

Snake toxin [toxin] 
u-PA R /Ly-6 domain fUPAR_LY6]

2.10.90.10
Cystine-knot cytokines

/3-ribbon with cystine-knot 
cytokine-like fold (disulphide-rich)

Platelet-derived growth factor (PDG F) [PDGF] 
Transforming growth factor beta-like domain 
[TGF-beta]
Cystine-knot domain [CysJcnot]
Nerve growth factor family [NGF]

2.40.10.20 
Trypsin-like serine 
proteases

Closed /3-barrel with trypsin-like 
serine protease fold

Trypsin [trypsin]
Alphavirus core protein [Alpha_core] 
Flavivirus helicase (NS3) [FlaviJielicase]

2.40.10.50
Elongation factor Tu 
(C-terminus)

Closed y5-barrel with elongation 
factor Tu-like fold

Initiation factor 2 [IF2]
Elongation factor Tu family [GTP_EFTU]

2.40.70.10 
Acid proteases

Closed /3-barrel with acid 
protease-like fold (complex 
topology )

Retroviral aspartyl protease [rvp] 
Eukaryotic aspartyl protease [asp]

2.60.40.110
Starch-binding domain

;8-sandwich with 
immunoglobulin-like fold (7 
strands in 2 sheets)

IP T /T IG  domain [TIG]
Starch binding domain [GBD_4]

T a b le  3 .3 : S tructu ra l and functional descriptions of the  CA TH -PFD B 52 superfam 
ily tes t set. T he Pfam  sequence families were derived by searching all CA TH-PFDB 
sequences against the  Pfam  D atabase (v5.2). Each CA TH -PFD B sequence was au
tom atically  assigned to  a P fam  family providing the  E-value score was sm aller th an  
le-^
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2.60.50.10
Galactose-binding
domain-like

;3-sandwich with galactose-binding 
domain-like fold (9 strands in 2 
sheets)

F 5 /8  type C domain [F5_F8_type_C] 
Cellulose binding domain [CBD_6]

2.60.120.10
RmlC-like

/3-sandwich with jelly roll fold Cermin family [Cermin]
118 plant seed storage protein [Seedstore_lls] 
78 seed storage protein [8eedstore_7sj

2.60.120.20
Viral coat and capsid
proteins

/3-sandwich with jelly roll fold (8 
strands in 2 sheets)

Picornavirus capsid protein [rhv] 
Calicivirus coat protein [Calicixoat]
Viral coat protein (8 domain) [Viraljcoat] 
Peptidase A6 family [Peptidase_A6]

2.60.120.60 
Legume-like 
lectins /  glucanases

/3-sandwich with jelly roll fold 
(12-14 strands in 2 sheets, 
complex topology)

Legume lectins beta domain [lectin JegB] 
Clycosyl hydrolases family 16 [Clyco_hydro_16] 
Vertebrate galactoside-binding lectins 
[CaJ-bindJectin]
Pentaxin family [pentaxin]

2.80.10.10
Cytokine

/3-trefoil (internal pseudo 
threefold symmetry)

Interleukin-1 [interleukin-1] 
Fibroblast growth factor [FCF]

2.160.20.10 
Pectin lyase-like

3 Solenoid (/3-helix with each turn 
made by 3 strands)

Envelope glycoprotein C P 120 [CP 120]
Putative cell wall binding domain [CW_binding_l] 
Polygalacturonase (pectinase) [Clyco_hydro_28] 
Pectate lyase [pecJyase]

3.10.180.10
G lyoxalase/Bleom ycin  
resistance protein/ 
Dihydroxybiphenyl 
dioxygenase

a/3-roll with glyoxalase-like fold 
(/3o/3(3) 2-layer fold)

Extradiol dioxygenase [ExtradioLdioxy]
G lyoxalase/Bleom ycin resistance
protein/Dioxygenase superfamily [Clyoxalase]

3.20.20.10 
PLP-binding barrel

a/3-barrel (parallel /3-sheet TIM 
barrel)

Uncharacterised protein family UPFOOOl [UPFOOOl] 
Alanine racemase [Ala_racemase] 
Pyridoxal-dependent decarboxylase 
[Orn_DAP_Arg_deCl

3.20.20.20
Dihydropteroate
synthetase

a/3-barrel (parallel /3-sheet TIM 
barrel)

Tetrahydromethanopterin 8-methyltransferase MtrH 
subunit [MtrH]
Dihydropteroate synthase [DHP8]

3.20.20.70
Aldolase

o/3-barrel (parallel /3-sheet TIM 
barrel)

Fructose-bisphosphate aldolase class-1 
[glycolytic_enzy]
Dihydrodipicolinate synthetase family [DHDP8] 
Transaldolase [Transaldolase]

3.20.20.120 
Enolase (C-terminus)

Q/3-barrel (parallel /8-sheet TIM 
barrel)

Uncharacterised protein family UPF0034 [UPF0034] 
Mandelate racemase /  muconate lactonizing enzyme 
family [MR_MLE]
Dihydroorotate dehydrogenase [DHOdehase] 
NADH:flavin oxidoreductcise /  NADH oxidase family 
[oxidored-FMN]
Enolase [enolase]

3.20.20.200 
Quinolinic acid phos- 
phoribosyltransferase 
(C-terminus)

a/3-barrel (superfamily contains 
incomplete parallel /8-sheet TIM  
barrel of 7 strands)

Quinolinate phosphoribosyl transferase [QRPTase] 
Ribulose-phosphate 3 epimerase family 
[Ribul_P_3_epim]
Histidine biosynthesis protein [His.biosynth] 
Deoxyri bose-phosph ate aldolase [DeoC]
Indole-3-glycerol phosphate synthases [1CP8] 
Tryptophan synthase achain [trpjsyntA] 
FMN-dependent dehydrogenase [FMN_dh]
K DPC and KHC aldolase [Aldolase]

T ab le  3.3: Continued
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3.30.50.10
Glucocorticoid
receptor-like
(DNA-binding
domain)

2-layer Q;0-sandwich with 
glucocorticoid receptor 
(DNA-binding domain) fold

Zinc finger, 0 4  type (two domains) [zf-C4] 
GATA zinc finger [GATA]

3.30.230.10 
Ribosomal protein 85 
domain 2-like

2-layer O/S-sandwich with 
ribosomal protein 85 domain 
2-like fold (core fold contains 
/3(3)a0a)

Elongation factor G C-terminus [EFG-C] 
Ribosomal protein 85 [Ribosomal_85]

3.30.390.10 
Enolase (N-terminus)

2-layer o/3-sandwich enolase 
N-terminal domain-like fold 
(/3(3)q (3); meander and up-down 
bundle)

Mandelate racemase /  muconate lactonizing enzyme 
family [MR_MLE]
Enolase [enolase]

3.30.540.10 
Sugar phosphatases

2-layer a/3-sandwich with sugar 
phosphatase-like fold

Inositol monophosphatase family [inositol_P] 
Fructose-l-6-bisphosphatase [FBPase]

3.30.565.10 
ATPase domain of 
HSP90 chaperone/ 
DNA topoisomerase 
11/ histidine kinase

2-layer Q/d-sandwich (8-stranded 
mixed /3-sheet)

DNA topoisomerase II (N-terminal region) 
[DNA-topoisoII]
Hsp90 protein [H8P90]
DNA mismatch repair protein [DNA_mis_repair] 
His Kinase A (phosphoacceptor) domain [signal

3.40.50.70
DHS-like NA D /FA D  
binding domain

3-layer a/3-sandwich (aba) with 
Rossmann fold (parallel 6 
stranded ,8-sheet%

Protein of unknown function DUF137 [DUF137] 
Thiamine pyrophosphate enzyme [TPP_enzymes]

3.40.50.150
S-adenosyl-L-
methionine-dependent
methyltransferases

3-layer a/3-sandwich (aba) with 
Rossmann fold (core fold contains 
mixed /3-sheet of 7 strands)

Ribosomal RNA adenine dimethylase [RrnaAD] 
C-5 cytosine-specific DNA methylase 
[DNA_methylase]

3.40.50.260
NAD(P)-binding
Rossmann-fold
domains

3-layer O/d-sandwich (aba) with 
Rossmann fold (core fold contains 
parallel /3-sheet of 6 strands)

Homoserine dehydrogenase [Homoserine_dh] 
8emialdehyde dehydrogena [8emialdhyde_dh] 
3-beta hydroxysteroid dehydrogenase/isomerase 
family [3Beta_H8D]
Dihydrodipicolinate reductase [DapB] 
Oxidoreductase family [GFOJDH-MocA]

3.40.50.610 
Adenine nucleotide 
ahydrolases

3-layer a/3-sandwich (aba) with 
Rossmann fold (core fold contains 
parallel /3-sheet of 5 strands)

Arginosuccinate synthase [Arginosuc-synth] 
Asparagine synthase [Asn_synthase] 
Phosphoadenosine phosphosulfate reductase family 
[PAP8_reduct]
Uncharacterised protein family UPF0021 [UPF0021j^

3.40.50.920
Transketolase
(C-terminus)

3-layer a/3-sandwich (aba) with 
Rossmann fold (core fold contains 
mixed 5 stranded yS-sheet)

Transketolase [transketolase]
Pyruvate fiavodoxin/ferredoxin oxidoreductase 
(N-terminus) fPOR_N]

3.40.50.1120 
E T FP adenine 
nucleotide-binding 
Hnma.in-likp

3-layer ayS-sandwich (aba) with 
Rossmann fold (core fold contains 
parallel 5 stranded yS-sheet)

Electron transfer fiavoprotein beta subunit 
[ETF.beta]
T C P -l/cpn 60  chaperonin family [cpn60_TCPl]

3.40.50.1200 
P-loop containing 
nucleotide 
triphosphate 
hydrolases

3-layer a/3-sandwich (aba) with 
Rossmann fold

8igma-54 interaction domain [sigma54]
NB-ARC domain [NB-ARC]
ATPase family associated with various cellular 
activities (AAA) [AAA]
Magnesium chelatase, subunit Chll [Mg_chelatase]

3.40.50.1210 
Nitrogenase iron 
protein-like

3-layer a/3-sandwich (aba) with 
Rossmann fold (superfamily core 
contains parallel 7 stranded 
/3-sheet)

ABC transporter [ABC.tran]
4Fe-48 iron sulfur cluster binding proteins, 
NifH/frxC family [fer4_NifH]

T ab le  3.3: Continued



Chapter 3. Protein Sequence Family Generation 87

C A T H  Id en tif ier  Sc 
S u p e r fa m ily  N a m e
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3.40.191.20 
Sugar phosphatases

3-layer a/?-sandwich (aba) with  
sugar phosphatase-like fold (fold 
contains a mixed ;0-sheet)

Inositol monophosphatase family [inositolJP] 
Fructose-1-6-bisphosphatase [FBPase]

3.40.367.10  
Actin-Iike ATPase 
domain

3-layer a/3-sandwich (aba) with 
ribonuclease H-like m otif (fold 
contains mixed ^-sheet of 5 
strands)

Hsp70 protein [HSP70]
FGGY family of carbohydrate kinases [FGGY]

3.40.390.10 
Metalloproteases, 
catalytic domain

3-layer Q/S-sandwich (aba) with 
zincin-like fold (fold contains 
mixed ^-sheet)

Astacin (Peptidase fam ily M12A) [Astacin] 
Matrixin [Peptidase_M10]
Reprolysin (M12B) family zinc metalloprotease 
[Reprolysin]

3.40.453.10 
Ribonuclease H-like 
(3’-5 ’ exonuclease 
domain)

3-layer Q/0-sandwich (aba) with  
ribonuclease H-like m otif (fold 
contains mixed /8-sheet of 5 
strandsj

3 ’-5 ’ exonuclease [3_5_exonuclease] 
Exonuclease [Exonuclease]
DNA polymerase family B [DNA_pol_B]

3.40.630.10
Zn-dependent
exopeptidases

3-layer a/3-sandwich (aba) with  
phosphorylase/hydrolase-like fold 
(superfamily has mixed central 
sheet of 8 strands)

Cytosol aminopeptidase fam ily [Peptidase_M17] 
Peptidase family M 20/M 25/M 40 [Peptidase_M20] 
Zinc carboxypeptidase [Zn_carbOpept]

3.40.690.10 
Class II amino acid 
tRN A synthetases

3-layer a/8-sandwich (aba) with  
class II amino acid tRNA  
synthetase-like fold (fold contains 
large mixed /8-sheet)

tRN A synthetases class II (D, K and N) 
[tRNA-synt_2]
tRNA synthetases class II (G, H, P, S and T) 
[tRNA-synt_2b]
tRN A synthetases class II (F) [tRNA-synt_2d]

3.40.710.10
Beta-lactam ase/D -ala
carboxypeptidase

3-layer a/8-sandwich (aba) with 
Beta-lactamase-like fold

D-alanyl-D-alanine carboxypeptidase [Peptidase_Sll] 
Beta-lactam ase [beta-lactamase]
Penicillin binding protein transpeptidase domain 
[Transpeptidase]

3.50.50.60
FA D /N A D (P)-binding
domain

3-layer Q/3-sandwich (bba) with 
FAD/NA D(P)-binding  
domain-like fold (core fold 
contains central 5 stranded 
parallel /8-sheet and top  
antiparallel ^-sheet of 3 strands)

Flavin-binding monooxygenase-like [FMO-like] 
Pyridine nucleotide-disulphide oxidoreductase 
[pyr_redox]
Phytoene dehydrogenase related enzyme 
[Phytoene_dh]

3.60.10.10 
DNase I-like

4-layer Q/8-sandwich with DNase 
I-like fold (2-layer /8-sandwich 
covered on both sides by a layer of 
a-helices}

AP endonuclease family 1 [AP_endonucleasl] 
Deoxyribonuclease I (DNase I) [DNaseJ]
Inositol polyphosphate phosphatase family, catalytic 
domain flPPc]

3.90.79.10
Nucleoside
triphosphate
pyrophosphorylase
(M utT)

a,8-complex with M utT-like fold 
(mixed sheet contains /8-grasp 
motif)

Isopentenyl-diphosphate delta-isomerase 
[IPPJsomerase]
MutT-like domain [mutT]

3.90.190.10
Protein-Tyrosine
phosphatase

a/8-complex with protein-tyrosine 
phosphatase-like fold (core fold 
contains 3-layer sandwich (aba), 
parallel 4 stranded /3 sheet )

Protein-tyrosine phosphatase [Y.phosphatase] 
Dual specificity phosphatase, catalytic domain 
[DSPc]

3.90.226.10
ClpP/crotonase

Q/8-complex with 
ClpP/crotonase-like fold (core 
fold contains 4 turns of a (/8/3q )„ 
superhelix)

Enoyl-CoA hydratase/ isomerase family [ECH] 
Clp protease [CLP.protease]
Peptidase family U7 [Peptidase_U7]
Carboxyl transferase domain [Carboxyl.trans] 
Protein of unknown function DUF107 [DUF107}

3.90.240.10  
Purine and uridine 
phosphorylases

Q/8-complex with 
phosphorylase/hydrolase-like fold 
(superfamily core 3-layer sandwich 
with mixed 8 stranded /8-sheet)

Phosphorylase family [P N P .U D P .l]  
Phosphorylase family 2 [Mtap_PNP]

T ab le  3.3: Concluded
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3.2.4.4 D eriv ing  an d  A n n o ta tin g  T ree D iagram s

At the superfamily level, a neighbour-joining tree was built for all representative 
PFDB-S60 sequences using ClustalW (version 1.81, default parameters, Thompson 
et al., 1994) and postscript plots generated using NJPLOT (Perriere & Gouy, 1996). 
The ‘AnnotateTree’ program (J. Bray, computer program) was used to colour the 
sequence identifiers on the tree diagram to correspond with their respective CATH 
refined cluster or Pfam family. Figure 3.10 is a tree diagram for the acid protease 
superfamily (CATH superfamily code 2.40.70.10). The tree has three major branches 
corresponding with the retroviral aspartyl protease family (rvp) and the two domains 
of the eukaryotic aspartyl protease family (asp domain 1 and asp domain 2). The 
Pfam assignments are shown on the right hand side of the figure.

The annotated tree diagram provides information about the iterative SPARTA
CLUS process for this superfamily. The coarse clusters that contain a structural 
entry or a total of at least three members are described as core clusters and the 
members are annotated as ‘CORE’. Outlying sequences that have been assigned 
to a cluster during the iterative process have additional annotation e.g. GenBank 
NRDB entry gi| 1118134:01:6-277 is allocated to cluster S2 in the second iteration 
(It2->S2). By convention, when two clusters merge the lowest cluster number is 
inherited by all the contributing clusters e.g. S4, S5 and S6 merge together in it
eration 1 and all the sequences adopt the S4 cluster label. The final colouring of 
each sequence identifier corresponds with the number of the refined cluster that 
each sequence belongs to when the SPARTACLUS process has terminated. In this 
example, the refined clusters are labelled as SI (red), S2 (blue), S4 (orange) and S7 
(purple). Outlying sequences that are not allocated to any clusters are described as 
‘Not Found’ in the plots and are coloured in black.
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F ig u re  3 .10 : A nnotated tree diagram  for the acid protease superfam ily (CATH code 
2.40.70.10). The tree was constructed using C lustalW  (Thom pson et ai ,  1994) and 
N JPL O T  (Perriere k  Gouy, 1996). S tructural entry  identifiers begin with ‘p d b ’ and 
G enBank NRDB identifiers begin with ‘gi’. The colour of the sequence identifier 
corresponds with the number of the cluster the sequence belongs to. Sequences in 
coarse clusters th a t initially contain a structu ral entry  or a t least three members are 
anno tated  as core sequences (e.g. sequences in cluster SI are labelled as C O R E*Sl). 
Sequence allocations or merges are also labelled with the relevant iteration  and cluster 
identifier (e.g. R1->S4). Pfam  family identifiers for each sequence are indicated in 
the right hand column.
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3.2.4.5 P a ra m e te r  Selection for C lu ste r M erging  and  Sequence 
A llocation

Coarse clustering of the CATH-PFDB 52 superfamily test set resulted in 425 

clusters. This test set was manually analysed to determine an empirical E-value 

threshold to allow the SPARTACLUS protocol to automatically  merge together 

related clusters. To facilitate this analysis a compendium of information derived 

from GenBank, Pfam, CATH and the PDB was compiled for each sequence. Within 

each superfamily the relationships between the coarse clusters were divided into two 

categories. Potential merges between clusters th a t  contained functionally related 

proteins and shared a common Pfam family annotation were designated as ‘allowed 

merges’. All other potential cluster merges in the superfamily were consequently 

designated as ‘disallowed merges’. Figure 3.11 shows the six coarse clusters. Si 

to 86, previously described in the generalised superfamily example (see figure 3.4). 

Allowed relationships are shown by a black line connecting the clusters and are 

found between 82 and 83 and between 84 and 85. In an ideal situation, the refined 

clustering process would merge them together correctly as shown.

SI S2 S3

S4 S5 S6
Coarse Clusters 

(PFDB-CC)

SI S2H S3

S IX  S2 Identify Cluster Merges

S4 ) S6
Refined Clusters 

(PFDB-RC)

F ig u re  3 .11 : Sequence cluster relationships for a  generalised superfamily exam 
ple. This superfamily contains six coarse clusters, SI to S6. M anual analysis of 
the sequence annotations and Pfam assignments dem onstrate th a t clusters S2-S3 and 
clusters S4-S5 are functionally related. A cluster merge between S2-S3 or S4-S5 is 
described as an ‘allowed m erge’ and shown as a connecting black line. All other 
potential cluster merges are described as ‘disallowed m erges’ (e.g. between SI and 
S2).

Within each superfamily, sequence alignments were built for each coarse clus

ter using ClustalW  and subsequently converted to HMM profiles using HMMer. 

The statistical significance between each profile and the sequences belonging to
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F ig u re  3 .12 : D eterm ining E-value param eters for SPARTACLUS refined cluster
ing. Each cliister-cluster relationship in the CATH-PFDB 52 superfamily test set 
containing 425 coarse clusters was manually analysed and designated either ‘allowed’ 
or ‘disallowed’ sta tus. The num ber of allowed and disallowed relationships th a t exist 
between each E-value score range (bin size of 10) were plotted.

other coarse clusters in the same superfamily were calculated. The best E-value 

(i.e. smallest) was recorded for each cluster-cluster relationship. For example, con

sider the disallowed relationship between clusters SI (sequences A to D) and S2 

(sequences E to H) from figure 3.4 and 3.11. The smallest E-value between the pro

file for SI and the sequences E, F, G and H was recorded for the S1-S2 relationship. 

Similarly the smallest E-value between the profile for S2 and the sequences A, B, 

C and D was recorded for the S2-S1 relationship. Both of these E-values must be 

considered as E-values for the S1-S2 and S2-S1 relationships will be different.

This process was repeated for all cluster-cluster relationships in each superfamily 

with the resultant E-value assigned to either the ‘allowed’ or ‘disallowed’ category. 

The number of ‘allowed’ and ‘disallowed’ cluster-cluster relationships th a t  exist at 

each E-value threshold (between 10 and were calculated and plotted. Figure

3.12 shows the cumulative results for all 425 clusters in the 52 superfamily test 

set. An E-value of le"^  corresponds with no disallowed cluster merges. This E- 

value threshold is therefore used in the SPARTACLUS protocol for automatically 

determining cluster merges and sequence allocations.
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3.3 R esu lts

3.3.1 Overview of the R esults Section

The SPARTACLUS protocol is a novel approach to building sequence families using 
structurally derived superfamily definitions and sequence relatives for each super
family identified by PSI-BLAST. The results of this chapter are divided into four 
parts. In section 3.3.2, the iterative SPARTACLUS protocol is applied to the CATH- 
PFDB 52 superfamily test set. All 5,438 sequences in this test set have been man
ually assessed using annotations from the PDB, GenBank and Pfam. The family 
relationships between the sequences have also been extensively studied. Annotated 
tree diagrams have been an invaluable tool for visualising the clusters within each 
superfamily. In this section we demonstrate how the SPARTACLUS protocol can 
be used to define small sequence clusters that can be refined to produce coherent 
protein sequence family definitions within each superfamily. The iterative procedure 
is analysed to detect problems such as profile drift. In addition, a quantitative study 
was conducted to determine the extent to which the iterative procedure of refined 
clustering improves the protein sequence family definitions. The Pfam database 
provides a working definition of what is meant by a ‘protein family’ and this has 
been applied here as the standard to measure the difference between coarse and 
refined clusters. The difference between the two SPARTACLUS stages is measured 
in terms of the overall match with Pfam families and also by considering the cluster 
membership of each superfamily sequence.

Section 3.3.3 describes the detailed application of the SPARTACLUS protocol 
using three superfamilies. These examples were selected to be representative of 
the three major protein classes. In particular, the refined clusters within each su
perfamily are compared with their equivalent Pfam families. In section 3.3.4, the 
SPARTACLUS protocol is applied to the whole CATH-PFDB database resulting 
in the generation of 2,341 refined sequence clusters. Each refined cluster is subse
quently analysed to detect any significant matches with sequences that belong to 
other sequence clusters. Finally, section 3.3.5 describes the World Wide Web in
terface to the CATH-PFDB library of profile HMMs that are based on the refined 
clusters generated by the SPARTACLUS protocol.
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3.3.2 Application of the SPARTACLUS Protocol to the 52 
Superfamily Test Set

3.3.2.1 I te ra tio n  A nalysis and  D rift D e tec tio n

This results section describes the iterative nature of the SPARTACLUS protocol. 
Overall, the CATH-PFDB 52 superfamily test set contains 5,438 representative se
quences (PFDB-S60), 3,754 of which are grouped into 425 coarse clusters (PFDB- 
CC). Refined clustering reduces the number of clusters to 312 (PFDB-RC) and 
allocates 631 outlying sequences to give a total of 4,385 clustered sequences. These 
statistics are summarised in table 3.4. The 1,053 sequences identified by PSI-BLAST 
and DomainFinder but not associated with a refined cluster constitute remote homo
logues that could not be automatically classified. In the future, these sequences may 
be added to the CATH-PFDB sequence family database after manual inspection of 
the data.

T ype C oarse R efined T otal
S tage S tage

C lu ste rs 425 312 -

Sequences 3,754 4,385 5,438

T a b le  3 .4 : S tatistics for the CA TH -PFD B 52 superfam ily te s t set relating to  the 
coarse and refined clustering stages of the SPARTACLUS protocol.

In the test set, six superfamilies did not undergo any merges or sequence allo
cations and twelve only allocated sequences to the initial clusters. There were 34 
superfamilies that undergo merge and allocation steps during the iterative proce
dure. All 34 superfamilies have a merge step as the first iteration and nine of these 
go on to perform merges in subsequent iterations. There are 45 stable merge steps 
in total i.e. no drift was detected in the iteration after cluster merging. Each merge 
iteration was carefully analysed by manual inspection to detect any ‘disallowed’ 
combinations between unrelated clusters as described in section 3.2.4.5 however 
none were detected. This demonstrates that the E-value parameter derived for the 
initial coarse cluster relationships (equivalent to the 34 first iteration merges) can 
be successfully applied to merges that occur in any iteration. Table 3.5 shows the 
iteration statistics for the 52 superfamily test set.
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C A T H
S u p e r fa m ily

C o a rse
C lu s ter s

R efin ed
C lu s ter s

T o ta l
Seq s

C o re
Seq s

I te r a t io n
1 2 3 4 5 6 7 8 9

1.10.20.10 6 6 45 41 0
1.10.340.10 5 3 68 57 M 3 3
1.10.430.10 11 10 47 38 M 5 5
1.10.472.10 12 8 123 97 M M 4 6 7 7
1.10.530.10 7 6 53 36 M 8 9 10 10
1.10.533.10 2 2 16 6 0
1.20.140.10 3 3 118 94 2 2
1.20.160.20 6 5 73 53 M 7 8 8
2.10.60.10 2 2 23 21 0
2.10.90.10 7 7 54 52 1 1
2.40.10.20 10 10 142 88 5 6 6
2.40.10.50 7 6 153 111 M 5 6 6
2.40.70.10 7 4 69 55 M 2 2

2.60.40.110 2 2 31 24 0
2.60.50.10 12 8 113 76 M 7 10 M 12 12

2.60.120.10 7 7 94 90 2 2
2.60.120.20 15 13 118 75 M 14 15
2.60.120.60 7 5 117 99 M 12 12
2.80.10.10 2 2 30 22 4 5 5

2.160.20.10 17 10 197 95 M M 4 4
3.10.180.10 12 12 117 48 6 6
3.20.20.10 5 3 91 74 M 10 10
3.20.20.20 5 5 52 44 6 6
3.20.20.70 7 4 58 43 M 12 12

3.20.20.120 12 6 133 94 M M 17 17
3.20.20.200 11 11 185 167 5 6 6
3.30.50.10 2 2 165 149 4 5 D

3.30.230.10 3 3 39 37 0
3.30.390.10 4 3 33 24 M 0 0
3.30.540.10 3 3 62 57 3 3
3.30.565.10 8 7 123 95 M 15 16 17 17
3.40.50.70 9 6 70 50 M 14 16 17 17

3.40.50.150 7 4 154 30 M 14 16 23 23
3.40.50.260 11 10 175 113 M 29 32 33 33
3.40.50.610 22 13 209 158 M 24 29 31 32 32
3.40.50.920 6 5 108 98 M 3 3

3.40.50.1120 3 3 46 36 6 7 7
3.40.50.1200 13 11 136 75 M 3 5 7 7
3.40.50.1210 5 5 61 37 0
3.40.191.20 3 3 42 28 3 4 4
3.40.367.10 6 3 87 52 M 20 M 21 22 22
3.40.390.10 8 6 121 100 M 11 11
3.40.453.10 14 9 154 85 M 20 M M 32 36 36
3.40.630.10 18 9 217 139 M 27 M M 31 33 34 34
3.40.690.10 12 8 115 88 M 11 M 19 23 23
3.40.710.10 18 5 219 130 M 44 58 65 66 67 69 70 70
3.50.50.60 10 9 141 79 M 7 7
3.60.10.10 10 7 139 68 M 20 24 27 27
3.90.79.10 11 5 146 79 M 24 M 34 M D

3.90.190.10 7 5 111 55 M 24 24
3.90.226.10 8 5 189 149 M 25 M 30 30
3.90.240.10 5 3 56 43 M 4 5 5

T o ta l 42 5 312 5 ,4 3 8 3 ,7 5 4

T a b le  3 .5 : Ite ra tion  sta tistics for the  CA TH-PFDB 52 superfam ily tes t set. The 
num ber of sequences allocated to  the  coarse clusters are noted for each iteration . ‘M ’ 
indicates a  merge iteration  and ‘D ’ indicates th a t profile d rift has occurred and the 
process has term inated.
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P rofile  D rift

Profile drift was detected within the glucocorticoid receptor-like superfamily (DNA- 
biudiug domain, CATH code 3.30.50.10) in the third iteration after two allocation 
steps. This superfamily contains 165 representative sequences of which 149 are di
vided into only two coarse clusters. The initial profiles for the coarse clusters can 
capture all the core sequences in the first iteration so there is no drift initially de
tected. Similarly, there is no drift after four sequences have been allocated in the 
first iteration. However, the fifth sequence to be allocated causes one of the profiles 
to drift away from being able to capture all the core sequences. Consequently, the 
refined cluster definitions from iteration one are taken as the last stable iteration. 
Profile drift was also detected in the MutT superfamily (CATH code 3.90.79.10) in 
iteration 6 following a merge in iteration 5. The cluster definitions from iteration 4 
were selected to represent the family divisions within the superfamily. Any process 
termination due to profile drift requires manual examination to resolve any outstand
ing relationships that may remain. All other superfamilies converged successfully 
within 9 iterations.
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3.3.2.2 M easurem ent of th e  O verall M atch  w ith  P fam  Fam ilies

This assessment describes the overall match between Pfam families and SPAR

TACLUS generated CATH clusters at the coarse clustering and refined clustering 

stages. The Pfam family assignments are generated by searching each representa

tive PFDB-S60 sequence against the PfamFrag HMM library as described in section 

3.2.4.I.

Cl +P1 =2:1Cl

C2 C2 + P1 =2:1

C3 + P2 = 1:1 

P  04  =1  :NC3

P
Key Pfam Sequence Cluster

(2 ^  CATH Sequence Cluster
F ig u re  3 .13 : M easuring the cluster ratio  between CATH clusters and Pfain families. 
CATH clusters can be either coarse or refined clusters. The cluster ratio  is defined as 
the number of CATH sequence clusters per Pfam  sequence cluster and is expressed 
as CATH:Pfam or as 1:N when there is no corresponding Pfam  family. The circles 
represent areas of sequence space occupied by each cluster. C lusters can overlap 
wholly (C3 and P2), partially  (C2 and P I)  or not a t all (C4).

C lu ste r  R atio

The overall match is described by the ratio of the number of SPARTACLUS gener

ated CATH clusters corresponding with each Pfam cluster. These CATH clusters 

can be either coarse clusters or refined clusters. Figure 3.13 shows a superfamily 

with four CATH clusters (Cl to C4) and two Pfam clusters (PI and P2). C l and 

C2 both overlap with P I and are each assigned the cluster ratio notation 2:1. C3 

and P2 have a 1:1 relationship while C4 does not overlap with either Pfam cluster
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so is designated 1:N. There are 171 Pfam families represented within the CATH- 

PFD B  52 superfamily test set. The overall mapping between these families and 

those derived from the two clustering stages of the SPARTACLUS protocol is shown 

in figure 3.14. It is im portant to note th a t  there are no cases of CATH clusters 

(coarse or refined) overlapping with more than  one Pfam family at any stage in the 

procedure. This selectivity is an im portant feature of the SPARTACLUS method 

however it is achieved at the expense of not being able to completely reproduce the 

family descriptions found within Pfam.

117 108

Number of 20 
Pfam Families

®  a
Coarse C lusters 

Refined C lusters

10:1
Cluster Ratio 

(Number of CATH Clusters 
Per Pfam Family)

F ig u re  3 .14 : Histogram plot of the cluster ratio  relationship between CATH clusters 
and Pfam families. The num ber of Pfam families found a t each cluster ra tio  is plotted 
for coarse and refined clusters. For example, there is one Pfam  family (TPP_enzynie) 
th a t overlaps with 10 CATH coarse clusters (i.e. cluster ratio  10:1).

O ut of the 425 coarse clusters, 117 do not match any Pfam families (designated 

1:N). Of the remaining 308 clusters, 108 have an exact one-to-one mapping with 

the Pfam family definition (designated 1:1) and 200 coarse clusters do not have 

a unique mapping (termed multi-CATH-single-Pfam relationships). For example, 

60 coarse clusters have a 2:1 cluster ratio (30 Pfam families), 54 clusters have a 

3:1 ratio (18 Pfam families) and 20 clusters have a 4:1 ratio (5 Pfam families). 

The most extreme multi-CATH-single-Pfam example occurs for the TPP_eiizyme 

family tha t corresponds with 10 coarse clusters. In summary, out of the multi- 

CATH-single-Pfam relationships, the remaining 200 coarse clusters correspond with
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63 Pfam families.
Refined clustering resolves many of the cluster relationships within each super

family and reduces the total number of CATH clusters to 312. Importantly, the 
number of 1:1 cluster ratio relationships increases from 108 to 137 indicating that 
the cluster merging process is combining coarse clusters in agreement with the Pfam 
family definition. The number of CATH refined clusters that do not have a 1:1 map
ping with Pfam is substantially reduced to 82 refined clusters (relating to 34 Pfam 
families). In particular, the TPP_enzyme Pfam family corresponds with 5 refined 
clusters instead of 10 coarse clusters. Overall, the coarse clustering stage has 47% 
(200/425) of clusters that do not have a 1:1 mapping with Pfam, while the refined 
clustering stage has only 26% (82/312) of incomplete multi-CATH-single-Pfam re
lationships.

3.3.2.3 M easurement o f the D etailed  M atch w ith  Pfam  Families 

Cluster Overlap

Each CATH cluster is considered in turn and the match with a Pfam family measured 
using two complementary overlap metrics. Overlap is measured relative to the CATH 
cluster (CATH overlap) and relative to the Pfam cluster (Pfam overlap).

_  No. of sequences in common _
CATH Overlap (%) = -------------- --------------------------- x 100%

No. of sequences in CATH cluster

No. of sequences in common ^
Pfam Overlap (%) = ------------------------------------------ x 100%

No. of sequences in Pfam cluster

Figure 3.13 demonstrates these measures using Venn diagrams. In example A 
the CATH cluster is a subset of the Pfam cluster resulting in 100% CATH overlap 
but lower Pfam overlap. The reverse is true for B where the Pfam cluster is a subset 
of CATH. In case C both overlap scores are below 100%, while D shows a perfect 
match between the two clusters. Ideally the CATH and Pfam clusters would have 1:1 
relationships and each CATH cluster would score 100% for both overlap measures.
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Case Diagram Seqs in 
Common

CATH
Seqs

Pfam
Seqs

CATH
Overlap

(%)

Pfam
Overlap

(%)

A 5 5 10 100 50

B (f l^ 2  j 10 12 10 83 100

C (# 3 5 10 60 30

D 10 10 10 100 100

Key Pfam Sequence Cluster 

CATH Sequence Cluster

F ig u re  3 .15 : M easuring the cluster overlap between CATH clusters and Pfam  fam
ilies. The circles represent areas of sequence space occupied by each cluster. The 
num ber of sequences within each cluster (either CATH or Pfam) are noted. Four 
examples of the CATH overlap and Pfam overlap m etrics are given.

The relationships between CATH and Pfam clusters were analysed on a per- 

seqnence basis using the dual cluster overlap measures (CATH overlap and Pfam 

overlap) and the results are shown in figure 3.16. The histogram plots only consider 

the situation where CATH clusters have corresponding Pfam families (308 coarse 

clusters and 219 refined clusters). Coarse clustering results in a large number of 

clusters tha t achieve a high CATH overlap but low Pfam overlap. This reflects the 

large numbers of small CATH clusters found at this stage of the process. Only 56 

of the 308 clusters (18.2%) score well enough to have high CATH and Pfam overlap 

scores (>90%). After refined clustering there are 100 out of 219 clusters (45.6%) 

tha t have greater than 90% CATH and Pfam overlap scores. This demonstrates a 

large increase in the quality of the match with Pfam using profile based clustering.
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A

N um ber o f  
C lusters

B
Pfam

O verlap
GATH

O verlap

N um ber o f  
C lusters

o2 ^  .
O verlap

CATH
O verlap

F ig u re  3 .16 : C luster overlap histogram  plots for A . coarse clusters and B . refined 
clusters in the 52 superfainily test set. The plots describe the num ber of clusters 
found between each CATH and Pfam overlap score range (assigned to 10 percentage 
point ranges).
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3.3.2.4 D etailed Cluster Analysis

The 82 CATH refined clusters that did not completely reproduce the Pfam family 
definitions were further analysed. The 34 Pfam families that match with these 82 
refined clusters can be split into two categories of multi-CATH-single-Pfam rela
tionships. Firstly, there are 19 Pfam families that contain one dominant CATH 
cluster that is significantly larger than the other clusters (see table 3.7). In four of 
these cases the smaller cluster only contains one sequence (asp_domain2, MRJMLE, 
inositolJP and Y .phosphatase). Secondly, for the remaining 15 Pfam families, the 
sequences are relatively equally distributed between the contributing CATH clusters 
(see table 3.8).

In some cases, the CATH refined clusters correspond to more specific functional 
groupings than those seen in the Pfam family definitions. This is most notable for 
the tRNA synthetases in superfamily 3.40.690.10 that are divided into three Pfam 
families, tRNA-synt_2, tRNA-synt_2b and tRNA-synt_2d. These three families are 
grouped in agreement with the literature (Cusack, 1995) that considers the multi
domain tRNA synthetase chain. tRNA-synt_2 corresponds with tRNA synthetases 
responsible for amino acids D,K and N. tRNA-synt_2b corresponds with amino acids 
G,H,P,S and T and the tRNA-synt_2d family is specific for phenylalanine (F). Table 
3.6 shows the annotations of the sequences of CATH refined clusters for this super
family including Pfam family annotations and the overlap measurements. Within 
this superfamily, CATH refined cluster, SI, corresponds perfectly with tRNA-synt_2 
with 100% overlap for both CATH and Pfam overlap. However, tRNA-synt_2b 
has 3 refined clusters, (S3, S4 and SIO, i.e. a 3:1 mapping) with sequence clusters 
of tRNA synthetases for serine, histidine and proline. tRNA-synt_2d has two re
fined clusters (S6 and S7), both containing phenylalanyl-tRNA synthetases. Other 
refined clusters in this superfamily correspond with glycyl-tRNA synthetases (S5) 
and aspartate-ammonia ligases (S8) but do not have a corresponding Pfam family 
(i.e. a 1:N mapping).

R efin ed
C lu s te r

G e n B a n k  D e sc r ip tio n P fa m  N a m e C A T H
O v er la p

P fa m
O v er la p

M a p

SI Aspartyl-tRNA synthetase 
Lysyl-tRNA synthetase

tRNA-synt_2 100% (8 /8) 100% (8 /8 ) 1:1

S3 Seryl-tRNA synthetase tRNA-synt_2b 100% (17/17) 49% (17/35) 3:1
S4 H istidyl-tRNA synthetase tRNA-synt_2b 50% (14/28) 40% (14/35) 3:1

SIO Prolyl-tRNA synthetase tRNA-synt_2b 13% (2/15) 6% (2/35) 3:1
S5 G lycyl-tRNA synthetase unknown - * 1:N
S6 Phenylalanyl-tRN A synthetase tRNA-synt_2d 100% (15/15) 83% (15/18) 2:1
S7 Phenylalanyl-tRN A synthetase tRNA-syntJ2d 99& (2/23) 11% (2/18) 2:1
S8 Aspartate-ammonia ligase unknown - - 1:N

T a b le  3 .6 : Sum m ary of th e  overall m atch between CATH refined clusters and  Pfam  
families in the  tR N A  synthetase (class II) superfam ily (CATH code 3.40.690.10).
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C A T H
C lu s te r

P fa m
F a m ily

N o . in  
C A T H

N o . in  
C o m m o n

C A T H
O v er la p

N o  in  
P fa m

P fa m
O v er la p

M a p

1.10.472.10.2 transcript_fac2 22 21 95.5 27 77.8 2 1
1.10.472.10.16 transcript _fac2 4 4 100.0 27 14.8 2 1
1.10.530.10.1 SLT 1 1 100.0 36 2.8 4 1
1.10.530.10.4 SLT 24 24 100.0 36 66.7 4 1

1.10.530.10.12 SLT 5 5 100.0 36 13.9 4 1
1.10.530.10.13 SLT 5 1 20.0 36 2.8 4 1

2.10.90.10.3 PDG F 2 2 100.0 8 25.0 2 1
2.10.90.10.7 PDG F 6 6 100.0 8 75.0 2 1
2.40.10.20.1 trypsin_dl 30 30 100.0 71 42.3 2 1

2.40.10.20.25 trypsin_dl 4 3 75.0 71 4.2 2 1
2.40.10.50.1 G TP_EFTU_dl 73 58 79.5 66 87.9 2 1
2.40.10.50.5 G TP_EFTU_dl 5 3 60.0 66 4.5 2 1
2.40.70.10.4 asp_d2 13 13 100.0 15 86.7 2 1
2.40.70.10.7 asp_d2 1 1 100.0 15 6.7 2 1
2.60.50.10.3 CBD_6 5 4 80.0 50 8.0 3 1
2.60.50.10.6 CBD_6 30 30 100.0 50 60.0 3 1
2.60.50.10.7 CBD-6 3 3 100.0 50 6.0 3 1

2.160.20.10.1 pecJyase 17 17 100.0 19 89.5 2 1
2.160.20.10.3 pecJyase 2 2 100.0 19 10.5 2 1
3.10.180.10.2 ExtradioLdioxy_d2 3 3 100.0 11 27.3 2 1
3.10.180.10.4 Extradiol_dioxy_d2 7 7 100.0 11 63.6 2 1
3.20.20.70.4 Transaldolase 2 2 100.0 9 22.2 2 1
3.20.20.70.7 Transaldolase 5 5 100.0 9 55.6 2 1

3.30.390.10.1 MR_MLE 1 1 100.0 18 5.6 2 1
3.30.390.10.3 MR_MLE 17 16 94.1 18 88.9 2 1
3.30.540.10.1 inositol_P 48 40 83.3 41 97.6 2 1
3.30.540.10.3 inositol_P 1 1 100.0 41 2.4 2 1
3.40.50.70.1 T P P.enzym es 45 43 95.6 59 72.9 5 1
3.40.50.70.2 T PP.enzym es 8 6 75.0 59 10.2 5 1
3.40.50.70.3 T PP.enzym es 1 1 100.0 59 1.7 5 1
3.40.50.70.4 TPP_enzym es 4 4 100.0 59 6.8 5 1

3.40.50.70.16 TPP_enzym es 5 4 80.0 59 6.8 5 1
3.40.50.610.3 PAPSjreduct 21 19 90.5 23 82.6 2 1

3.40.50.610.25 PAPSureduct 4 3 75.0 23 13.0 2 1
3.40.50.920.2 PO R .N 16 16 100.0 23 69.5 2 1
3.40.50.920.9 PORJN 3 3 100.0 23 13.0 2 1
3.40.191.20.1 inositolJP 18 17 94.4 22 77.3 2 1
3.40.191.20.3 inositolJP 3 3 100.0 22 13.6 2 1
3.40.453.10.1 DNA_pol.B 1 1 100.0 47 2.1 3 1

3.40.453.10.11 DNA.polJB 34 32 94.1 47 68.1 3 1
3.40.453.10.13 DNA_pol.B 8 8 100.0 47 17.0 3 1

3.90.79.10.1 m utT 87 64 73.6 85 75.3 3 1
3.90.79.10.13 m utT 6 3 50.0 85 3.5 3 1
3.90.79.10.17 m utT 7 7 100.0 85 8.2 3 1
3.90.190.10.1 Y.phosphatase 1 1 100.0 39 2.6 2 1
3.90.190.10.2 Y.phosphatase 29 28 96.6 39 71.8 2 1

T a b le  3 .7 : D etailed analysis of the  relationships between CATH refined clusters 
and Pfam  families. 19 P fam  families are described th a t  contain one dom inant CATH 
refined cluster th a t is significantly larger th a n  the  o ther clusters.

In the future, the CATH refined clusters will be linked to Pfam families so that 
the Pfam and InterPro annotations can be easily accessed. By linking to Pfam, 
any instances of multiple CATH clusters matching the same Pfam family can be 
identified and investigated further. Importantly, there were no CATH clusters that 
matched more than one Pfam family. This confirms that the SPARTACLUS protocol 
does not merge functionally dissimilar clusters at the current E-value thresholds.



Chapter 3. Protein Sequence Family Generation 103

C A T H
C lu ster

P fa m
F a m ily

N o . in  
C A T H

N o . in  
C o m m o n

C A T H
O v er la p

N o  in  
P fa m

P fa m
O v er la p

M a p

1.10.20.10.4 histone 7 7 100.0 13 53.8 3 1
1.10.20.10.5 histone 5 5 100.0 13 38.5 3 1
1.10.20.10.6 histone 3 1 33.3 13 7.7 3 1

1.10.430.10.4 IL6 2 2 100.0 6 33.3 2 1
1.10.430.10.9 IL6 3 3 100.0 6 50.0 2 1
2.40.10.20.7 trypsin_d2 5 3 60.0 41 7.3 3 1
2.40.10.20.2 trypsin_d2 20 20 100.0 41 48.8 3 1

2.40.10.20.15 trypsin_d2 22 17 77.3 41 41.5 3 1
2.60.120.20.2 rhv 16 15 93.8 29 51.7 3 1
2.60.120.20.3 rhv 11 11 100.0 29 37.9 3 1
2.60.120.20.4 rhv 2 2 100.0 29 6.9 3 1
2.60.120.20.7 Viral _coat 6 6 100.0 22 27.3 2 1
2.60.120.20.8 ViraLcoat 10 10 100.0 22 45.5 2 1
3.30.230.10.2 EFG.C 16 15 93.8 24 62.5 2 1
3.30.230.10.3 EFG.C 9 9 100.0 24 37.5 2 1
3.40.50.260.4 Semialdhyde.dh 16 16 100.0 24 66.7 2 1

3.40.50.260.32 Semialdhyde_dh 7 7 100.0 24 29.2 2 1
3.40.50.1200.1 pyr_redox 4 4 100.0 13 30.8 3 1
3.40.50.1200.3 pyr_redox 3 3 100.0 13 23.1 3 1
3.40.50.1200.5 pyr_redox 1 1 100.0 13 7.7 3 1
3.40.453.10.5 Exonuclease 31 28 90.3 43 65.1 2 1

3.40.453.10.15 Exonuclease 17 15 88.2 43 34.9 2 1
3.40.453.10.3 3_5-exonuclease 11 11 100.0 30 36.7 2 1

3.40.453.10.17 3_5_exonuclease 13 13 100.0 30 43.3 2 1
3.40.690.10.3 tRNA-synt_2b 17 17 100.0 35 48.6 3 1

3.40.690.10.10 tRNA-synt_2b 15 2 13.3 35 5.7 3 1
3.40.690.10.4 tRNA-synt_2b 28 14 50.0 35 40.0 3 1
3.40.690.10.6 tRNA-synt_2d 15 15 100.0 18 83.3 2 1
3.40.690.10.7 tRNA-synt_2d 23 2 8.7 18 11.1 2 1
3.40.710.10.1 beta-lactam ase 45 8 17.8 45 17.8 3 1
3.40.710.10.2 beta-lactam ase 35 33 94.3 45 73.3 3 1
3.40.710.10.4 beta-lactamase 14 4 28.6 45 8.9 3 1
3.50.50.60.3 AAA 4 4 100.0 10 40.0 2 1
3.50.50.60.5 AAA 8 6 75.0 10 60.0 2 1

3.90.240.10.2 PNP_UDP_1 12 12 100.0 25 48.0 2 1
3.90.240.10.3 PNP_UDP_1 13 12 92.3 25 48.0 2 1

T a b le  3 .8 : D etailed analysis of the relationships between CATH refined clusters and 
Pfam  families. 15 Pfam  families are described th a t correspond w ith  m ultiple CATH 
refined clusters th a t are relatively equally populated.

The cluster ratio and overlap measures have been used in this chapter to mea
sure the match between CATH clusters and Pfam families. This measurement has 
focused on identifying differences between the two definitions in order to validate 
the SPARTACLUS protocol. Overall, there are 137 out of the 219 CATH refined 
clusters that have been assigned to a Pfam family (63%) that have a clear 1:1 map
ping. Of the remaining 82 CATH refined clusters listed in table 3.7 and table 3.8, 
there are many that contain a single outlying sequence e.g. 2.40.70.10.7 (asp_d2),
3.30.390.10.1 (inositol-P) and 3.90.190.10.1 (Y.phosphatase). Therefore, the overall 
match between CATH and Pfam is much better than the stringent overlap and ratio 
measurements reveal. In the future, alternative measures of comparison between the 
two clusterings will be investigated.
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3.3.3 Typical Superfamily Examples

3.3.3.1 An Overview

Three superfamilies were selected to demonstrate the SPARTACLUS protocol and 
the comparison with Pfam, these are shown in table 3.9. These superfamilies are 
representative of the three main protein classes (mainly-a, mainly-^ and a/S). The 
number of representative sequences ranges from 58 to 117. All of these superfamilies 
undergo a merge iteration as the first step of the SPARTACLUS protocol, typical 
of 34 out of the 52 superfamilies. In all three examples, a close match is achieved 
with the Pfam family definition. The proteins within each example superfamily are 
briefly described in order to illustrate any differences between the refined clusters 
and Pfam family definitions. The SPARTACLUS clustering process is visualised 
using annotated tree diagrams as described in section 3.2.4.4. These detailed exam
ples show that the clustering technique described can be used to decompose each 
structural superfamily into clusters of sequences that broadly agree with those of an 
existing protein family database.

C A T H N o. Seqs S u p erfam ily
S u p erfam ily (P F D B -S 60) D esc rip tio n

1.10.340.10 68 Helix-hairpin-helix DNA repair enzymes
2.60.120.60 117 Legume lectin-like superfamily
3.20.20.70 58 Aldolase superfamily

T a b le  3 .9 : Sum m ary of the  th ree CATH superfam ilies selected to  describe the SPAR
TACLUS protocol

3.3.3.2 Principal Com ponent Analysis

An alternative view of the sequence space of each superfamily can be derived from 
principal component analysis (PCA). PCA consists of finding orthogonal transforma
tions of the original variables to a new set of uncorrelated variables, called principal 
components. These are linear combinations of the original variables and are derived 
in decreasing order of importance. The principal components were calculated using 
the PRAXES program (Dr. R. Laskowski, computer program) from a matrix of 
distance scores derived from calculating the sequence identity between each pair of 
representative sequences (PFDB-S60) in the superfamily using a global sequence 
alignment algorithm (Needleman & Wunsch, 1970). Each distance score was scaled 
to lie between zero (identical) and one (completely different). For a superfamily 
with N  sequences, a symmetrical matrix oi N  x N  was used.



Chapter 3. Protein Sequence Family Generation 105

PCA is used here to visualise the sequence relationships within each superfainily 
to identify any correlation with the tree diagrams. No attem pt was made to further 
mathematically analyse the data. The first three principal components were plotted 
as co-ordinates on two 2D graphs (i.e. X,Y and X,Z) with each point on the graph 
representing a single sequence. The sequences are coloured according to the cluster 
membership (refined clusters) as defined by the SPARTACLUS protocol.

3.3.3.3 E xam ple 1: H elix-hairp in-helix  D N A  R ep a ir E nzym e 
S uperfam ily  (1.10.340.10)

Endonuclease III 
(2abk01)

3-methyladenine DNA glycosylase II 
(lmpgA2)

F ig u re  3 .17 : M olscript (Kraiilis, 1991) pictures of representative protein structures 
for each coarse sequence cluster within the helix-hairpin-helix DNA repair enzyme 
superfainily (CATH code 1.10.340.10). a-helices are coloured red and CATH domain 
identifiers are shown in brackets.

This superfainily contains the helix-hairpin-helix motif domain of a diverse range 
of base excision DNA repair enzymes including endonuclease III, A/G specific ade
nine glycosylase, 3-methyladenine DNA glycosylase and 8-oxoguanine DNA glyco
sylase. Superfainily members act on a broad range of DNA lesions, including UV 
photoadducts, mismatches and oxidised and alkylated bases. The enzymes have a 
diverse range of active site geometries in order to specifically act upon a particular 
type of lesion (Luscombe et ai, 2000). Endonuclease III has a polar active site 
pocket filled with water molecules for the recognition of a wide range of damaged 
pyrimidines. 3-methyladenine DNA glycosylase II binds to electron-deficient alky
lated bases via electron-donating aromatic residues (Todd et a/., 2001). Active site 
residues in A/G specihc adenine glycosylase hydrogen bond specifically to adenine 
(Mol et a/., 1999).
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SI SI 44 Endonuclease_3 Endonuclease III 2abk01
S2 S2 1 AlkAJDNA-repair 3-methyl adenine DNA glycosylase lm pgA2
S7 S2 4 AlkA_DNA_repair 3-methyl adenine DNA glycosylase None
S8 S2 4 AlkA_DNA_repair 3-methyl adenine DNA glycosylase None
S3 S3 4 None 8-oxoguanine DNA glycosylase None

T a b le  3 .10 : Sum m ary of the  properties of the  sequence clusters in the  helix-hairpin- 
helix DNA repair enzyme superfamily. ^The num ber of sequences corresponds w ith 
the  size of the  coarse cluster

Table 3.10 shows that in this superfamily, 57 of the 68 representative sequences 
are grouped into five coarse clusters (SI, 82, S3, S7 and S8). Sequence cluster Si 
maps closely with Pfam family Endonuclease_3, while S2, S7 and S8 merge together 
in the first iteration in agreement with the Pfam family AlkAJDNA_repair (all the 
sequences are annotated as 3-methyladenine DNA glycosylases). The S3 cluster 
contains 8-oxoguanine DNA glycosylase proteins but there is no corresponding Pfam 
family and this cluster does not merge with any other cluster. Only three sequences 
are allocated in the second iteration, increasing SI from 44 sequences to 45 and S2 
from 9 to 11 before reaching convergence in iteration 3.

The annotated tree diagram for this superfamily (see figure 3.18) has the se
quences coloured by the final CATH-PFDB refined clusters that they belong to. 
The sequences were searched against Pfam (version 5.2), those proteins scoring < 
le~^ with any Pfam family are correspondingly labelled in the right hand column 
of the figure. For example, refined cluster SI is coloured red and 40 out of 45 se
quences match with the Pfam family Fndonuclease_3. Cluster S2 is coloured blue 
and all eleven sequences match the AlkAJDNA_repair Pfam family. The overall 
match with Pfam is very high (see table 3.11). The PCA plot (figure 3.19) shows 
that the refined cluster Si is very broad and clusters S2 and S3 are well separated 
from Si in the first two dimensions (X and Y). The black crosses on the PCA plot 
correspond with the sequences that were not allocated to any refined cluster by the 
SPARTACLUS protocol. They are often annotated as ‘hypothetical proteins’ in the 
GenBank NRDB sequence header.
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SI Endonuclease-3 45 40 88.9 40 100.0 1:1
S2 AlkA_DNA_repair 11 11 100.0 11 100.0 1:1
S3 unknown 4 4 - 17 - 1:N

T ab le  3 .11 : Sum m ary of the overall m atch between CATH refined clusters and Pfam 
family definitions for CATH superfamily 1.10.340.10.
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F ig u re  3.18: Annotated tree diagram for CATH superfainily 1.10.340.10.
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F ig u re  3.19: Principal component analysis plot for CATH superfainily 1.10.340.10.
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3.3.3.4 E xam ple 2: Legum e Lectin-like S uperfam ily  (2.60.120.60)

Lectin (2pelA0)

Serum amyloid p-component 
(IsacAO)

Beta-glucanase (2ayh00)

Galectin-1 (IganAO)

F ig u re  3 .20 : M olscript (Kraulis, 1991) pictures of representative protein structures 
for each coarse sequence cluster within the legume lectin-like superfainily (CATH code 
2.60.120.60)

This superfainily contains a wide range of protein families including the legume 

lectins, galactoside-binding lectins (from vertebrates), pentraxins and 0-glycosyl 

hydrolase enzymes (Srinivasan et ai ,  1994). The overall topology was first observed 

in concanavalin A (Hardman & Ainsworth, 1972) and contains a jelly-roll motif. 

Lectins are carbohydrate-binding proteins th a t  recognise specific oligosaccharide 

structures on glycoproteins and glycolipids (Vi jay an & Chandra, 1999). Legume 

lectins are synthesized by leguminous plants and are generally found in the seeds al

though the exact function is not known. In peanut lectin (e.g. PDB code 2pelA0), the 

jelly-roll motif contains a nearly flat six-membered ‘back’ ^-sheet, a seven-membered 

curved ‘front’ ^-sheet and a short four-niembered ‘to p ’ ^-sheet as shown in figure 

3.20. The carbohydrate-binding site is composed of four loops at the front-top of 

the domain (Vijayan & Chandra, 1999).

Members of the galectin family have been proposed to mediate cell adhesion.
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SI SI 35 GaLbind-Iectin Galectin, Lectin IganAO
S2 S2 31 lectinJegB Receptor protein kinase, Lectin 2pelA0
S3 S3 6 Pentaxin Pentaxin, Serum amyloid p 

component
IsacAO

S4 S4 5 GlycoJiydro_16 Beta-glucanase precursor 2ayh00
S5 S4 15 GlycoJiydro_16 Xyloglucan gl y cosy 11 r ansfer ase (XET) None
S6 S4 4 GlycoJiydro_16 Cell wall protein, Lichenase None
S7 S7 3 None Glucanase None

T a b le  3 .12 : Sum m ary of th e  properties of the  sequence clusters in th e  legume lectin
like superfamily. ^The num ber of sequences corresponds w ith th e  size of the  coarse 
cluster

to regulate cell growth and to trigger or inhibit apoptosis (Perillo et al, 1998). 
These carbohydrate-binding proteins are developmentally regulated but their exact 
physiological role is not yet clear. Proteins of the pentaxin family are involved in 
acute immunological responses (Pepys & Baltz, 1983). Serum amyloid P component 
(SAP) is a glycoprotein in human plasma that is found in all types of amyloid 
deposits and is specifically localised in human atherosclerotic lesions (Emsley et a/., 
1994). The 0-glycosyl hydrolase family 16 (Pfam family Glyco_hydro_16) mainly 
encompasses bacterial beta-glucanases that hydrolyse 1,4-beta-D-glycosidic linkages 
in beta-D-glucans containing 1,3- and 1,4-bonds (Davies & Henrissat, 1995).

Coarse clustering results in seven initial groupings that are shown in table 3.12. 
In the first iteration, the three clusters that map to the Glyco_hydro_16 Pfam fam
ily (S4, S5 and S6) are merged together correctly. Three clusters have sequences 
allocated to them in the second iteration, SI (Pfam: GaLbindJectin) inherits seven 
sequences, 82 (Pfam: lectinJegB) is allocated two proteins and three sequences are 
added to S3 (Pfam: pentraxin). The process reaches convergence in iteration three. 
There is a very good correspondence between the Pfam and the CATH-PFDB re
fined clusters. This is described in table 3.13 where four of the clusters have a 1:1 
relationship with a Pfam family. Four of the refined clusters have both CATH and 
Pfam cluster overlap scores over 90%.

The tree diagram divides into four major branches with each one representing a 
refined cluster and a different Pfam family (see figure 3.21). The sequences in the 
S7 refined cluster do not match any Pfam family (1:N relationship) and the tree 
diagram reinforces this view by keeping them separate from the other clusters. The 
PGA plot for this superfamily is shown in figure 3.22. In the first two dimensions 
(X and Y), the sequences cluster into three distinct regions of the graph with SI, 
S3 and S7 appearing to overlap. This is resolved by considering the third dimension 
that clearly separates the three clusters.
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SI Gal-bind-lectin 42 41 97.6 41 100.0 1:1
82 lectinJegB 33 30 91.0 30 100.0 1:1
S3 pentaxin 9 9 100.0 9 100.0 1:1
S4 Glyco-hydrO-16 24 23 95.8 24 91.7 1:1
S7 unknown 3 3 - 13 - 1:N

T a b le  3 .13 : Sum m ary of the overall m atch between CATH refined clusters and Pfam  
family definitions for CATH superfamily 2.60.120.60.
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3.3.3.5 E xam ple 3: T he A ldolase S uperfam ily  (3.20.20.70)

N -acctylneuraminate lyase 
(Inal 10)

Fructose bisphosphate 
(IfbaAO)

( m - s

Transaldolase (lonrAO) Dihydrodipicolinate synthase 
(IdhpAO)

F ig u re  3 .23 : Molscript (Kraulis, 1991) pictures of representative protein struc
tures for each coarse sequence cluster within the aldolase superfainily (CATH code 
3.20.20.70). a-helices are coloured red and /1-sheets are coloured in green. CATH 
dom ain identifiers are shown in brackets.

The structures in this superfainily adopt the classic TIM barrel fold. There 

are three Pfam families represented, dihydropicolinate synthase (Pfam: DHDPS), 

fructose-bisphosphate aldolase (Pfam: glycolytic_enzy) and transaldolase (Pfam: 

Transaldolase). Dihydropicolinate synthetase (DHDPS) is the key enzyme in lysine 

biosynthesis in the dianiinopinielate pathway of prokaryotes. DHDPS catalyses the
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condensation of L-aspartate-/?-semialdehyde (L-ASA) and pyruvate to dihydrodipi- 
colinic acid via a Schiff-base intermediate between pyruvate and a lysine residue 
(Mirwaldt et ai, 1995). N-acetylneuraminate lyase catalyses the cleavage of N- 
acetylneuraminic acid (sialic acid) to form pyruvate and N-acetyl-D-mannosamine. 
This is important for the regulation of sialic acid metabolism in bacteria (Izard et ai, 
1994). This protein is structurally similar to DHDPS (see figure 3.23) and also pro
ceeds via a similar catalytic mechanism. DHDPS and N-acetylneuraminate lyase are 
classified into the same Pfam family i.e. the DHDPS family. Fructose-bisphosphate 
aldolase is a glycolytic enzyme that reversibly catalyses the aldol cleavage or conden
sation of fructose-1,6-bisphosphate into dihydroxyacetone-phosphate and glyceralde- 
hyde 3-phosphate (Freemont et ai, 1988). The transaldolase enzyme catalyses the 
reversible transfer of a dihydroxyacetone moiety, derived from fructose-6-phosphate, 
to erythrose-4-phosphate yielding sedoheptulose-7-phosphate. There is a relatively 
stable enzyme-Schiff-base complex formed as a consequence of the reaction require
ments (Jia et al, 1997).

DHDPS, N-acetylneuraminate lyase, fructose-bisphosphate aldolase and transal
dolase all have reactions that proceed via a Schiff-base intermediate. However, the 
Schiff-base forming lysine residue in transaldolase is located on the fourth ^-strand, 
while in other aldolases it is found on the sixth ^-strand (Lindqvist & Schneider,
1997). The three-dimensional structure of transaldolase suggests that a circular 
permutation of the ancestral aldolase gene has taken place (Jia et ai, 1996).
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C lu s te r

R efin ed
C lu s te r

N o .  
Seq s t

P fa m  N a m e C o n se n su s A n n o ta t io n  fro m  
G e n B a n k /P D B

E x a m p le  
P D B  E n tr y

SI SI 2 DHDPS N-acetylneuraminate lyase InallO
S3 SI 23 DHDPS Dihydropicolinate synthase IdhpAO
S5 SI 4 DHDPS Dihydropicolinate synthase None
S6 SI 3 DHDPS Hydrat ase- al dolase None
S2 S2 6 glycolytic_enzyme Fructose bisphosphate aldose class I IfbaAO
S4 S4 2 transaldolase Transaldolase lonrAO
S7 S7 3 transaldolase Transaldolase None

Table 3.14: Summary of the properties of the sequence clusters in the aldolase 
superfamily. ^The number of sequences corresponds with the size of the coarse cluster

Coarse clustering results in seven initial clusters as shown in table 3.14, the 
largest of which contains 23 sequences and is assigned to the DHDPS Pfam family. 
The first iteration of the refined clustering protocol merges all four coarse clusters 
that correspond with this Pfam family (81, S3, S5 and S6). By convention, this clus
ter adopts the number of the lowest numbered cluster out of those merged together 
i.e. Si. Ten sequences are subsequently allocated to SI in the second iteration. Se
quence cluster S7 increases in size by two sequences but does not merge with cluster 
S4 despite the fact that they both contain proteins assigned to the transaldolase 
Pfam family. Convergence is reached in iteration three with four refined clusters 
formed, SI, S2, S4 and S7. This information is summarised in the tree diagram 
shown in figure 3.24.

Table 3.15 describes the overall match of the refined clusters with Pfam using 
the overlap measures described in methods section 3.3.2.3. SI corresponds with the 
DHDPS Pfam family and has 37 out of 42 sequences in common with the Pfam 
definition (CATH overlap of 88.1% and Pfam overlap of 100%). S2 matches the 
glycolytic.enzy Pfam family with 6 out of 7 sequences (CATH overlap of 100% 
and Pfam overlap of 85.7%). S4 and S7 are both assigned to the transaldolase 
Pfam family but have not been merged together. This is an example of where the 
SPARTACLUS protocol does not completely merge clusters to agree with the Pfam 
family. From the PCA plots (see figure 3.25), the proteins are well clustered into 
three distinct regions of the plot describing the X and Y axes. S4 and S7 are grouped 
together as expected from the evidence derived from the Pfam family assignment 
and the tree diagram.
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SI DHDPS 42 37 88.1 37 100.0 1:1
S2 giycolytic.enzy 6 6 100.0 7 85.7 1:1
84 Transaldolase 2 2 100.0 9 22.2 2:1
87 Transaldolase 5 5 100.0 9 55.6 2:1

T a b le  3 .15 : Sum m ary of the overall m atch between CATH refined clusters and Pfam  
family definitions for CATH superfamily 3.20.20.70.
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3.3.4 Application of the SPARTACLUS Protocol to the  
CATH Database

3.3.4.1 Large Scale Sequence Family G eneration

A total of 180,674 GenBank NRDB sequences were identified using the PSI-BLAST 
and DomainFinder protocol for all 903 CATH superfamilies. These were clustered 
with the 3,581 CATH-S95 sequences using the coarse clustering technique described 
in section 3.2.3.2 to give 38,465 PFDB-S60 representative sequences. The SPAR
TACLUS protocol was applied to 902 (out of 903) superfamily levels in CATH 
(version 1.6.2) using the superfamily neighbour lists generated using PSI-BLAST 
and DomainFinder. The immunoglobulin superfamily (CATH code 2.60.40.10) was 
not analysed as the large number of CenBank NRDB matches (23,647) exceeds 
the maximum number for a realistic all-against-all pairwise comparison. The im
munoglobulin superfamily requires special consideration and a separate approach to 
deriving sequence families is needed.

A total of 2,341 refined clusters (PFDB-RC) were automatically generated by 
the SPARTACLUS protocol, containing 28,665 PFDB-S60 representative sequences. 
These refined clusters can be divided into two categories depending upon whether 
the cluster contains at least one CATH structural entry (PFDB-RC-pdb) or not 
(PFDB-RC-gi). 21,464 sequences (including 2,402 CATH domains) belong to 1,496 
structurally related refined clusters (PFDB-RC-pdb). 7,201 sequences comprise the 
845 refined clusters that only contain sequences from the CenBank NRDB and do 
not contain a CATH structural domain. 9,800 sequences were identified by PSI- 
BLAST and DomainFinder but were not clustered into a specific refined cluster out 
of the total of 38,465 sequences. These statistics are summarised in table 3.16.

Category N um ber of 
Sequences

N um ber of 
Clusters

PFDB-RC-pdb 21,464 1,496
PFDB-RC-gi 7,201 845

Outliers 9,800 -
Total 38,465 2,341

T a b le  3 .1 6 : Refined clustering statistics for the  whole CA TH -PFD B database. 
PFD B -R C -pdb refers to  the  refined clusters th a t contain a t lecist one CATH struc tu ra l 
dom ain entry. PFD B-RC-gi corresponds w ith refined clusters th a t only contain Gen
Bank NRDB sequences. Outliers are sequences th a t were identified by PSI-BLAST 
b u t have not been allocated to  a specific refined cluster by the  SPARTACLUS pro to
col.
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3.3.4.2 Analysis of M atches betw een C A T H -PFD B Refined Clusters

A profile library was generated from the 2,341 refined clusters of the CATH-PFDB 
library. Alignments were generated using ClustalW and profiles built using HMMer 
(using parameters for global alignments). Each profile was scanned against the 
28,665 representative sequences (PFDB-S60) used to build the profile library. All 
matching sequences with E-value scores smaller than 10 were recorded in a ranked 
pair file (RPF) and annotated according to whether the sequence was a member of 
the family represented by the profile (true positive) or not (false positive). The RPF 
format is described in detail in chapter 4.

Each profile was able to match all of the sequences used to generate that specific 
profile (i.e. 100% coverage) making coverage-versus-error plots (Brenner et ai, 1998) 
uninformative in this context. A thorough investigation of coverage and error rates 
in the detection of remote homologues is reported in chapter 4. The analysis in this 
section focuses on the false positive results caused by profiles matching sequences 
from other refined clusters. The false positive results were divided into two categories 
depending upon whether the profile and the matching sequence belong to the same 
superfamily (see section 3.3.4.3) or different superfamilies (see section 3.3.4.4). This 
distinction was made because cross-matches within the same superfamily correspond 
with unresolved cluster relationships due some aspect of the SPARTACLUS proto
col. Matches between sequences and profiles that belong to different superfamilies 
potentially represent interesting homologous relationships not previously detected in 
the CATH classification scheme. On the other hand, they could highlight situations 
where a protein domain has been misclassified within the CATH database or issues 
with the generation of the CATH superfamily neighbour list.

3.3.4.3 Cross M atch Analysis W ithin  Superfam ily Levels

The three different types of cross matches that can occur between refined clusters 
within the same superfamily are shown in figure 3.26. Cross matches can occur be
tween refined clusters that contain structural relatives (A), between one structural 
and one non-structural refined cluster (B) or between two non-structural refined 
clusters (C). Significant cross matches were recorded when the F-value was smaller 
than le “^). Overall, there were 47 superfamily levels (out of 902; 5.2%) that con
tained significant cross matches between refined clusters in the same superfamily. 
The 14 superfamilies with at least four significant cross matches are shown in table 
3.17. These matches are divided into the three categories. A, B and C, described 
above. The number of cross matches is typically higher for the relationships be-
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A
X Y

B
X Y

c
X Y

Key

I 2  I I 2  I Refined Clusters with a Structural Relative 

I 3  11 4  I Refined Clusters without a Structural Relative

<-----► Cross Hits Between Clusters

F ig u re  3 .26 : Schematic cliagram of cross m atches w ithin CATH superfamilies. X 
and Y represent different superfaniilies th a t each contain four refined clusters. W ithin 
each superfamily, clusters 1 and 2 contain struc tu ra l relatives (PFD B -R C -pdb), while 
clusters 3 and 4 do not contain any structu ra l relatives (PFD B-RC-gi). The cross 
matches are indicated by an arrow. A . M atches between clusters th a t contain struc
tural relatives (PFD B-RC-pdb). B . Matches between PFD B -R C -pdb and PFDB- 
RC-gi clusters. C . Matches between clusters th a t do not contain struc tu ra l relatives 
(PFDB-RC-gi). All cross matches are within the same superfamily.

tween refined clusters that do not contain structural relatives (PFDB-RC-gi and 
PFDB-RC-gi).

Four superfaniilies have many more cross matches than the other superfamilies 
(CATH identifiers 1.10.510.10, 1.10.630.10, 3.40.50.300 and 3.40.50.980). These su- 
perfamilies contain a large number of setpiences and the presence of cross matches 
indicates that the SPARTACLUS protocol performs poorly in these situations. This 
is perhaps due to the large number of seed clusters generated by the coarse clustering 
process. It only takes one of these clusters to drift for the SPARTACLUS protocol 
to terminate and potentially leave unresolved cluster relationships. However, there 
are several other large superfaniilies in table 3.17 that have only a few cross matches 
indicating that the larger superfamily size does not always cause problems.

The potential cross matches can be represented as a 2,341 x 2,341 matrix with 
each refined cluster in the library given a sequential number between 1 and 2,341. 
i.e. the first cluster is 1.10.8.10.1 and the last cluster (number 2341) is 4.10.540.10.1. 
A black square was drawn in each matrix cell that corresponds with a significant cross 
match (E-value smaller than le “^). Figure 3.27 shows the cross matches between 
refined clusters within the same superfamily.
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C A T H
S u p erfa m ily

Id en tifier

^No. o f  
S eq u en ces

N u m b er  o f  C ro ss  M a tch in g  S eq u en ces
P F D B -R C -p d b  & 

P F D B -R C -p d b
P F D B -R C -p d b  & 

P F D B -R C -g i
P F D B -R C -g i &: 

P F D B -R C -g i
T ota l

1.10.270.10 129 1 4 0 5
1.10.490.10 94 8 1 0 9
1.10.510.10 184 24 131 39 194
1.10.610.10 23 4 0 0 4
1.10.630.10 271 20 162 1,689 1,871
1.20.16.40 162 0 2 2 4

2.40.128.20 65 12 3 2 17
2.60.40.30 210 5 4 0 9

3.30.200.20 81 2 3 0 5
3.30.420.10 243 0 6 0 6
3.40.30.10 416 0 12 0 12

3.40.50.300 1,382 50 57 292 399
3.40.50.460 11 0 5 0 5
3.40.50.980 547 0 115 88 203

T ab le  3 .17 : Cross matches between refined clusters in the same superfamily. Su
perfamilies with more than  three significant cross m atches are listed (E-value smaller 
than le~^). ^Total number of PFDB-S60 representative sequences in the superfamily 
(in refined clusters).

Cross Matches Within Superfaniilies 

Refined Cluster

F ig u re  3 .27 : M atrix of cross matches between refined clusters in the same super
family. Each refined cluster in the library is given a sequential num ber between 1 
and 2,341. (i.e. the first cluster is 1.10.8.10.1 and the last cluster is 4.10.540.10.1). A 
significant cross m atch between two refined clusters is draw n as a black square a t the 
appropriate x,y co-ordinates. The figure was generated using the M atrixP lot program  
(I. Sillitoe, com puter program ).
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3.3.4.4 Cross Match Analysis Between Different Superfamily Levels

A
X Y

S S

c
X Y

B

Key

BB Refined Clusters with a Structural R elative

3  4  Refined Clusters without a Structural R elative

4  ► Cross Hits Betw een Clusters

F ig u re  3 .28 : Schematic diagram  of cross matches between different CATH superfam 
ilies. X and Y represent different superfaniilies th a t each contain four refined clusters.
W ithin each superfamily, clusters 1 and 2 contain struc tu ra l relatives (PFDB-RC- 
pdb), while clusters 3 and 4 do not contain any structu ra l relatives (PFDB-RC-gi).
The cross m atches are indicated by an arrow. A . M atches between clusters th a t con
tain struc tu ra l relatives (PFD B-RC-pdb). B . Matches between PFD B -R C -pdb and 
PFDB-RC-gi clusters. C . Matches between clusters th a t do not contain structural 
relatives (PFDB-RC-gi). All cross matches are with clusters from different superfam 
ilies.

The three different types of cross matches tha t can occur between refined clus

ters th a t  belong to different superfamilies are shown in figure 3.28. As with cross 

matches within superfaniilies, they can occur between refined clusters tha t contain 

structural relatives (A), between one structural and one non-structural refined clus

ter (B) or between two non-structural refined clusters (C). Overall, there were 30 

different pairs of superfaniilies tha t contain refined clusters th a t  significantly cross 

match (E-value smaller than l e “ )̂ as shown in table 3.18. Only five pairs of super

families cross matched with refined clusters tha t both contained s tructura l relatives 

(PFDB-RC-pdb) accounting for only 14 out of 762 matches (1.8%). The majority of 

cross matches have at least one refined cluster tha t does not contain a structural rel

ative. These cross matches can contain valuable information regarding ‘intermediate 

sequences’ tha t can connect snperfamilies through a common evolutionary ancestor 

tha t has not been structurally determined yet.
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C a te g o r y S u p e r fa m ily
X

S u p e r fa m ily
Y

N o . o f  
C ro ss  M a tc h e s

1.20.120.110 2.60.34.10 1
P F D B -R C -p d b  & 2.40.20.10 3.50.4.10 1
P F D B -R C -p d b 3 .2 0 .2 0 .1 2 0 3.30.390.10 9

3.30.479.20 3.50.13.10 2
3 .4 0 .5 0 .3 0 0 1.10.285.10 1
2.130.10.20 2.140.10.20 2

3 .2 0 .2 0 .1 2 0 2.30.26.10 1
3 .2 0 .2 0 .1 2 0 3 .2 0 .2 0 .1 3 0 26
3 .2 0 .2 0 .1 3 0 3 .2 0 .2 0 .2 0 0 46
3.30.70.360 3.40.630.10 32

P F D B -R C -p d b  & 3 .4 0 .5 0 .1 5 0 1.10.221.10 1
P F D B -R C -g i 3 .4 0 .5 0 .1 5 0 3 .4 0 .5 0 .5 0 0 37

3 .4 0 .5 0 .2 6 0 3 .4 0 .5 0 .3 0 0 4
3 .4 0 .5 0 .2 6 0 3 .4 0 .5 0 .7 2 0 3
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .8 9 0 74
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .1 2 1 0 3
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .1 3 1 0 187
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .1 3 2 0 59
3 .4 0 .5 0 .3 0 0 3.90.25.10 3

3 .4 0 .5 0 .1 1 2 0 1.10.560.10 17
3 .4 0 .5 0 .1 1 4 0 3 .4 0 .5 0 .1 1 6 0 8

3.40.250.10 3.40.250.20 1
3 .2 0 .2 0 .1 2 0 3 .2 0 .2 0 .1 3 0 2
3.30.70.360 3.40.630.10 4

P F D B -R C -g i & 3 .4 0 .5 0 .1 5 0 1.10.221.10 1
P F D B -R C -g i 3 .4 0 .5 0 .2 6 0 3 .4 0 .5 0 .3 0 0 18

3 .4 0 .5 0 .3 0 0 2.40.10.50 17
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .1 3 1 0 137
3 .4 0 .5 0 .3 0 0 3 .4 0 .5 0 .1 3 2 0 54

3 .4 0 .5 0 .1 2 1 0 3 .4 0 .5 0 .1 3 1 0 11

T a b le  3 .1 8 : Cross m atches between refined clusters in different superfamilies. Signif
icant cross m atches (E-value smaller than  le~^) are listed for each superfamily. Super
families belonging to  the TIM  barrel fold (3.20.20) and the  Rossm ann fold (3.40.50) 
are highlighted in bold.

In general, the cross matches are dominated by two fold groups, the TIM barrel 
fold (3.20.20) and the Rossmann fold (3.40.50) that account for 719 out of 762 
matches (94.4%). The accurate structural classification of proteins within these well 
populated folds is difficult (Dr. F. Pearl, personal communication). In addition, 
many of the TIM barrel superfamilies are thought to be distantly related (Copley 
& Bork, 2000). Figure 3.29 provides a global view of all the cross hits between 
superfamilies.
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Cross Matches Between Superfamilies 

Refined Cluster

I 2 0 1  4 0 ]  601  801  1 0 0 )  1201 140 1  160 1  1801  2 0 0 1  2 2 0 1
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§

£
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F ig u re  3 .29 : M atrix of cross matches between refined clusters in different super- 
families. Each refined cluster in the library is given a sequential num ber between 1 
and 2,341. (i.e. the first cluster is 1.10.8.10.1 and the last cluster is 4.10.540.10.1). A 
significant cross m atch between two refined clusters is draw n as a black square a t the 
appropriate x,y co-ordinates. The figure was generated using the M atrixP lot program  
(I. Sillitoe, com puter program ).
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3.3.5 A pplications of the C A T H -P F D B  Library o f H M M  

Profiles

3  -Si n e tsc a p e : Search CATH Homolnijaiis Fanhlies using HMM PmlAes 

File Edit View Go Communicator Help

Hidden Markov Models

A tool to search CATH homologous sequence families using HMMer 

Query protein sequence:

Paste 
sequence 
(single letter 
codes)

Results will be shown as raw output

Please note: som e results may take som e time to display/download

Reset

100%

GO!

Back Forward Reload Home Search Netscape Print Security

Bookmarks Go To: jhmjner_3earch hl^mj ^  What'S Reiated

F ig u re  3 .30 : World Wide Web interface to the CATH-PFDB HMM profile library.

The sequence aligriineiits derived from the 2,431 SPARTACLUS refined clusters 
corresponding with CATH version 1.6.2 were converted to an HMM library of pro
files using HMMer. The HMM profiles were built using parameters optimised for 
identifying multiple local alignments. This HMM library can be used for sequence 
searching in order to make structural and functional assignments for genome se
quences. An experimental version of a World Wide Web interface for this HMM 
library is shown in figure 3.30. The user can submit an amino acid sequence for 
searching against the library of HMMs using the HMMer program and the search 
results are returned in standard HMMer output format.
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C A T H  S eq u en ce  
F am ily

D o m a in
M atch

S eq u en ce
S ta r t

S eq u en ce
E nd

H M M
S ta r t

H M M
E nd

E -value

1.10.10 .41.1 1/1 18 108 1 106 2 . 3 e - o u
2 .170 .11 .10 .1 1/1 106 217 17 128 2 .8 6 -1 0 3
3.90 .15 .10 .1 1/1 217 366 1 180 7 . 8 e - i i o
1 .10 .1 32 .10 .1 1 /2 377 419 1 43 2 .4 e ~ 3 i

1 .20 .16 .20 .1 1 /1 420 491 1 72 2 . 1 e - 5 7
1.10 .1 32 .10 .1 2 / 2 491 544 43 96 1 .5 6 -4 3

T a b le  3 .19 : HMMer search results for scanning the hum an topoisornerase I sequence 
(PDB entry la36) against the CATH-PFDB HMM profile library (version 1.6.2)

1.10.10.40.1

2.170.11.10.1

3.90.15.10.1

1.10.132.10.1

1.20.16.20.1 
491 544

1.10.132.10.1

F ig u re  3 .31 : G raphical representation of the HMMer search results for matching 
regions of the human topoisornerase I secpience (black line) with specific CATH se- 
(juence families in the CATH-PFDB HMM profile library (blue boxes). Each match 
is annotated  with the CATH family code and the first and last residue of the probe 
sequence.

The results of an example search conducted using the sequence of human DNA 
topoisomerase I (PDB entry la36 containing 544 residues) are presented in ta
ble 3.19. A graphical representation of these results is easier to interpret and is 
shown in figure 3.31. The HMMer search correctly identified the five structural 
domains of this protein with highly significant E-value scores (CATH sequence fam
ilies 1.10.10.40.1, 2.170.11.10.1, 3.90.15.10.1, 1.10.132.10.1 and 1.20.16.20.1). The 
structure of human DNA topoisomerase 1 is shown for reference in figure 3.32 and 
includes a DOMPLOT diagram (Todd et a/., 1999a) to visualise the domain arrange
ment. The sequence search is able to handle cases where the structural domains are 
composed of discontiguous regions of the primary sequence. For example, domain 
4 of this protein contains two discontiguous regions of sequence and is represented 
by two separate HMM matches to CATH family 1.10.132.10.1. The probe sequence 
matches the HMM between positions 1 and 43 for the first fragment and between 
positions 43 and 96 for the second fragment (sequence positions 377-419 and 491-544 
respectively). This example illustrates the usefulness of building powerful sequence 
profiles for specific structural domains using an intermediate sequence library.
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236 319 431 580 641 712

320 430

•  Domain 1: 236- 319 1.10.10.41
#  Domain 2: 3 2 0 -4 3 0  2.170.11.10
•D om ain  3: 431 - 580 3.90.15.10

591 633 713 765

•  Domain 4; 
O Domain 5:

591 - 633 ,713  - 765 1.10.132.10
6 4 1 -7 1 2  1.20.16.20

F ig u re  3 .32 : Molscript (Kraulis, 1991) diagram  of the structu re  of hum an DNA 
topoisomerase I (PDB entry la36). The five structu ra l domains are individually 
coloured and the domain organisation represented in a D O M PLO T diagram  (Todd 
et ai,  1999a). The key describes the residue range and the CATH superfam ily iden
tifier for each domain (residue numbering according to the PDB file).
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3.4  D iscussion

This chapter has described the introduction of a novel multi-stage protocol for identi
fying genomic sequences and building functionally coherent sequence families within 
the CATH structural database. Historically, the CATH database has only contained 
the sequences of structurally determined entries (Orengo et al.  ̂ 1997). However, with 
the growth in the number of protein sequences emerging from genome sequencing 
projects and the development of fast and reliable database searching algorithms 
(e.g. PSI-BLAST) it has become possible to conduct a large scale integration of 
sequence and structure resources.

With approximately 20,000 CATH structural domains leading to the identifi
cation of over 180,000 sequence regions in the GenBank non-redundant database 
(NRDB) the process of building sequence families has required developing a rapid 
and automated approach. The automatic SPARTACLUS protocol has been de
veloped and thoroughly tested using 52 of the most functionally diverse structural 
superfamilies in CATH. This comprehensive test set of over 5,000 sequences included 
proteins from all three major structural classes, including 13 architectures and 38 
different protein folds. Safe E-value thresholds for the iterative refined clustering 
stage that uses sensitive profile hidden Markov models were carefully determined 
through the manual assessment of sequence annotations, tree diagrams, principal 
component analysis and reference to the Pfam protein family database. The itera
tive refined clustering protocol initially uses conservatively derived cluster definitions 
and builds sequence families using a series of carefully monitored dehne-align-build- 
search-analyse steps. The relationships between sequence clusters are dynamically 
re-evaluated after each iteration to ensure that the best possible statistical measures 
are being taken into consideration during the iterative process. Rigorous measures 
are in place to prevent clusters being merged together incorrectly and to detect in
stances of profile drift. Three superfamilies from different structural classes were 
selected to describe the details of the SPARTACLUS protocol. These examples 
demonstrated the cluster merge and sequence allocation features of the method and 
compared the cluster definitions with those of Pfam. In particular, the annotated 
tree diagrams were a useful tool for visualising the clusters within each superfamily.

The automated nature of the SPARTACLUS protocol and the conservative E- 
value threshold of le~^ required to prevent incorrect cluster merges cannot always 
reproduce the Pfam family definitions that are derived manually. Many of the 
incomplete CATH-Pfam relationships can easily be resolved by manually analysing 
the evidence from the tree diagrams and the sequence annotations once refined
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clusters have been constructed. Therefore, although a proportion of refined clusters 
are incomplete with respect to Pfam definitions they do provide an excellent starting 
point from which to begin the labour intensive manual investigation.

The automated SPARTACLUS protocol was successfully applied to the whole 
CATH database to generate a library of 2,341 refined clusters. The 28,665 rep
resentative members of these clusters were used to build alignments and hidden 
Markov models for identifying new cluster members. The CATH-PFDB HMM li
brary currently does not contain the highly populated immunoglobulin (IG) super
family (CATH code 2.60.40.10). In the future, this superfamily will be incorporated 
when strategies for handling such a large superfamily can be devised and imple
mented. With the inclusion of the IG superfamily, the CATH-PFDB HMM library 
would contain profiles for all sequence families including all structural entries in the 
CATH database. The library could then be used for rapid structure classification by 
scanning the sequences of newly determined structures against the HMM library be
fore conducting more time-consuming structural comparisons. Searching a sequence 
against a library of sequence families can produce a list of matches that are easier 
to interpret than the results of a sequence search with hundreds of potential se
quence matches. Although there were few cross-matches found after performing an 
all-against-all analysis of the sequences in the CATH-PFDB library, it is important 
to continue to work towards minimising these inconsistencies.

In contrast with other automated clustering approaches, the SPARTACLUS pro
tocol operates specifically within the confines of a structurally defined superfamily 
with structurally defined domain definitions. This starting point for building se
quence families using SPARTACLUS is both a strength and a weakness. By lim
iting the sequence space searched by each HMM profile (during refined clustering) 
to within a structural superfamily, the possibility of incorporating spurious matches 
into each sequence cluster is significantly reduced. The structural domain definition 
also reduces the possibility of matching unrelated domain regions caused by the 
‘chaining effect’ (see figure 3.3). Unfortunately, as the method requires a structural 
superfamily level, the application of this protocol is currently limited to structural 
databases. On the positive side, the structural bias in the derivation of the CATH- 
PFDB sequence library complements other sequence resources like Pfam, PRINTS 
and PROSITE that are derived from more traditional sequence based approaches. 
One feature of the CATH-PFDB sequence library is that the refined clusters con
tain close relatives that are often highly functionally similar. This allows sequence 
matches to these clusters to cautiously inherit the structural and functional informa
tion from the sequence family in the context of the wider variability of the structural
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superfamily. Further investigations aimed at understanding the extent of inheriting 
this kind of information need to be undertaken. The World Wide Web interface 
for searching and accessing the CATH-PFDB sequence family library currently has 
very limited options. There is a great deal of work that can be done in this area to 
improve the community-wide access to this resource.

The CATH-PFDB library of refined clusters and hidden Markov models also 
provides the basis for maintaining a database of sequence families. The PFDB- 
S60 representative sequences of each refined cluster can be aligned to form the seed 
alignments from which all the members of the cluster can be aligned. As the sequence 
databases grow, the seed alignments do not need to be changed provided they can 
capture all the members of the refined cluster. This model of database management 
is used by the Pfam database and would be the logical extension of the work done in 
this chapter. While the SPARTACLUS protocol is a practical method for creating 
the CATH-PFDB sequence family library from a primary sequence database, other 
approaches for updating an existing sequence library need to be investigated. In 
the future, it may be possible to merge related sequence families that are related by 
statistical scores below the conservative E-value threshold. However, this will require 
a great deal of manual intervention and knowledge of the protein families themselves. 
Overall, the integration of genomic sequences into the CATH structural database 
using the SPARTACLUS protocol represents a significant step towards the reliable 
transfer of structural and functional information to uncharacterised sequences using 
the CATH database.



Chapter 4 

Benchmarking the CATH Protein  
Family Database (CA TH -PFD B) 
for R em ote Hom ologue D etection

4.1 Introduction

4.1.1 Previous Benchmarking Studies

Sequence comparison methods have historically been assessed using sequence family 
databases. For example, HenikofF & Henikoff (1993) showed that the BLOSUM62 
matrix (Henikoff & Henikoff, 1992) performed better than the PAM series of matri
ces by searching the SWISS-PROT database and using PROSITE to define homol
ogous families. In another study, Pearson (1995) used 67 protein families defined by 
the PIR database to compare the commonly used Smith-Waterman (1981), PASTA 
(Pearson & Lipman, 1988) and ungapped-BLAST (Altschul et al, 1990) algorithms. 
This study also showed that search sensitivity was improved using modern matrices 
e.g. the BLOSUM matrices, and optimised gap penalties, instead of the traditional 
PAM 250 matrix. Further improvements were achieved by scaling the similarity 
scores by the logarithm of the length of the library sequence (In-scaling). The 
Smith-Waterman algorithm was marginally more effective than FASTA, which in 
turn performed better than ungapped-BLAST.

The growth in the number and diversity of classified protein structures has led to 
the use of structurally validated evolutionary relationships to benchmark sequence 
search algorithms. These benchmarks rely on the correct classification of protein 
structures using structural and functional information to provide a test set with a 
definition of homology that is independent of the sequence methods being assessed.

131
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Brenner et al. (1998) used sequences from the SCOP structural database (Murzin 
et al, 1995) to benchmark pairwise sequence search methods (ungapped-BLAST, 
WU-BLAST (Altschul & Gish, 1996), FASTA and SSEARCH (Pearson, 1991)) using 
‘coverage-versus-error’ plots and also evaluated the statistical scoring schemes used. 
This study confirmed that the error rate of all the algorithms was greatly reduced 
by using statistical scores rather than using percentage identity or raw scores. The 
rigorous SSEARCH algorithm with E-value statistics performed better than the 
other methods for the remote homologue test set (PDB40D-B). However, even this 
method could only detect 18% of all homologous relationships at the 1% error per 
query (EPQ) threshold.

As a result of the increased popularity of profile approaches in sequence analysis. 
Park et al. (1998) used the SCOP database to directly compare pairwise methods 
(FASTA and gapped-BLAST (Altschul et al, 1997)) with the iterated profile ap
proaches of SAM-T98 (Karplus et al, 1998) and PSI-BLAST (Altschul et al, 1997). 
SAM-T98 and PSI-BLAST both start from a single sequence and iteratively identify 
related sequences from a large sequence library that are then used to build sensi
tive sequence profiles. This comprehensive remote homologue test set (PDBD40-J) 
contained 935 sequences with pairwise sequence identities of 40% or less. At this 
evolutionary distance, the SAM-T98 method detected twice the number of homo
logues than the best pairwise method (FASTA, k tup= l) for equivalent error rates. 
At the 1% error per query threshold (9 errors out of 935 queries) SAM-T98 detected 
35% of homologues while FASTA found 17%. By removing the pairwise matches 
with sequence identities of 30% or higher (as measured over the matched region of 
the FASTA alignment), SAM-T98 was shown to detect three times more homologues 
than FASTA (28% and 9% respectively at 1% EPQ). The approaches of Park et al. 
(1998) and Brenner et al. (1998) consider that all homologous relationships within 
the test set must be found for 100% coverage. This is referred to as a ‘one-to-one’ def
inition of homologue detection success rate. Muller et al (1999) have benchmarked 
PSI-BLAST specifically for genome annotation. In contrast with other benchmark
ing methods, this study used a ‘one-to-many’ definition for homologue recognition 
success rate. This is because there are often several homologues in the database and 
only one needs to be identified for annotating a genomic sequence.

In a further development, Lindahl & Elofsson (2000) used a test set of 976 non- 
redundant protein sequences from SCOP and ‘specificity-vs-sensitivity’ plots (Rice 
& Eisenberg, 1997) to investigate the performance of various search methods at 
the family, superfamily and fold levels of protein similarity. The division of the 
results into these three categories showed that different algorithms performed better
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at different similarity levels i.e. there was no single method that succeeded at all 
three levels. For family relationships, the best methods were PSI-BLAST and a 
linking method for connecting proteins through an intermediate match using BLAST 
(BLAST-LINK, Lindahl & Elofsson, 2000). At high specificities (i.e. low error rate), 
the HMMer algorithm (Eddy, 1998) matched this performance using PSI-BLAST 
generated alignments. For superfamily relationships, the SAM algorithm (Karplus 
et a l, 1998) outperformed PSI-BLAST when compared directly using the same 
PSI-BLAST generated alignments. HMMer did not perform as well as SAM or PSI- 
BLAST at the superfamily level (using PSI-BLAST alignments). The THREADER 
algorithm (Jones et ai, 1992) was clearly better at finding fold similarities than any 
of the sequence-based approaches but worse on the family and superfamily levels.

Many other fold recognition and homology detection protocols have been as
sessed using benchmarks derived from structural databases. For fold recognition 
purposes, Fischer et al. (1996) developed a diverse benchmark of 68 pairs of pro
teins that included proteins with less than 35% sequence identity but highly similar 
folds. The automated GenTHREADER protocol (Jones, 1999a) used fold level de
scriptions from the CATH database to train a neural network to identify chains 
sharing a common fold and subsequently used the Fischer test set for testing. The 
FORREST method that compares predicted secondary structures to a library of 
structural families using HMMs (Di Francesco et a/., 1997) was tested against other 
sequence-based HMM methods using nine fold families from CATH (Ceetha et a/., 
1999). Structural databases have also been used to evaluate homology detection 
protocols that use intermediate sequences e.g. ISS (Park et a/., 1997) and MISS 
(Salamov et al, 1999a).

4.1.2 Structurally Annotated Sequence Libraries

Sequence search methods are now being used to incorporate genomic sequences into 
structural databases to produce intermediate sequence libraries (ISLs) e.g. CATH- 
PFDB (Pearl et ai, 2000), PDB-ISL (Teichmann et a l, 2000), HSSP (Holm & 
Sander, 1999). These libraries provide structural annotations for a much larger 
proportion of sequence space than those sequences of structurally determined pro
teins alone. Interestingly, Teichmann et al. (2000) observed that pairwise searching 
of the PDB-ISL performed almost as well as previous analyses using PSI-BLAST 
(Park et al., 1998). This indicates that the superior performance of iterative pro
file methods at detecting remote homologues can be ‘stored’ in such a library and 
rapidly searched using pairwise methods. The majority of benchmarking studies to
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date have focused on iterative profile methods that start from a single sequence and 
do not have the benefit of any prior structural annotation derived from previous 
searches. However, with the introduction of structure-based intermediate sequence 
libraries, studies based on non-iterative profile methods are now feasible.

4.1.3 Aims of this Chapter

In the previous chapter, a protocol was presented for clustering genomic sequences 
into closely related families that contain sequence domains from functionally similar 
proteins (CATH-PFDB). These sequences can be used to build multiple alignments 
and profile libraries for searching for new members of each family. Although, there 
are several non-iterative (‘static’) profile generating methods that can be used for 
this purpose, there have been few comparative studies of the performance of profile 
libraries that are derived from pre-generated multiple sequence alignments. In ad
dition, the existing protein family databases typically use certain profile approaches 
for historical reasons e.g. the method was developed in-house. An objective view 
of which profile method should be implemented with the CATH-PFDB sequence 
alignments is therefore difficult to achieve without testing the methods directly.

The benchmarking work in this chapter was conducted to rigorously test a se
lection of popular non-iterative profile methods that use pre-existing multiple align
ments in order to determine which method was the best at reliably detecting re
mote homologous relationships using CATH-PFDB alignment data. In the future, 
the best profile approach can be combined with the structurally validated CATH- 
PFDB sequence database for the structural annotation of genomic sequences. Three 
profile methods, IMPALA, SAM and HMMer, were investigated using a test set of 
structurally determined remote homologues. IMPALA (Integrating Matrix Pro
files And Local Alignments) is a software package designed for comparing a single 
query sequence with a database of PSI-BLAST generated profiles (Schaffer et al, 
1999). IMPALA uses the rigorous Smith-Waterman algorithm to give the opti
mal local alignment between the query sequence and the profile. It has recently 
been implemented as a search option within the BLOCKS database (Henikoff et ai, 
1998). HMMer uses the hidden Markov model formalism for profile construction 
and searching (Eddy, 1998). HMMer has been successfully applied to the task of 
building and maintaining protein families in the Pfam (Bateman et al, 2000) and 
SMART (Ponting et al, 1999) sequence family databases. SAM (Sequence Align
ment and Modelling) is another hidden Markov model based method (Karplus et al,
1998). SAM is the underlying profile method that has performed well in the pro
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tein structure prediction assessments, CASP2 (Karplus et a/., 1997) and CASP3 
(Karplus et ai, 1999).

In addition to benchmarking the non-iterative profiles methods, two other ap
proaches were considered. Firstly, pairwise approaches were tested to determine the 
baseline result that could be achieved by simply searching the extended sequence 
library using traditional pairwise methods. It is important to establish this baseline 
against the extended sequence library rather than against the structural sequences 
alone. Secondly, given the success of iterative profile algorithms in other benchmark 
tests (Karplus et ai, 1998; Park et ai, 1998), the SAM-T99 protocol was also in
vestigated for comparison with methods using profiles derived from pre-generated 
alignments. SAM-T99 is an iterative protocol for using the programs within the 
SAM software package to build powerful remote homologue detecting HMMs from 
a single sequence. Therefore, this analysis is different from the work of Park et ai 
(1998) as it involves benchmarking both iterative and non-iterative profile methods. 
The work is also different from PDB-ISL benchmarking (Teichmann et ai, 2000) 
as the sequences in the CATH-PFDB are clustered into specific sequence families, 
while the PDB-ISL only assigns intermediate sequences to the broader and more 
functionally diverse superfamily level. At a practical level, this allows matches to 
profiles in the CATH-PFDB profile library to be assigned to a specific sequence 
family that contains members with similar functional properties.

In conclusion, the work in this chapter investigates different approaches for util
ising the wealth of information that exists in a large structurally annotated sequence 
library. The CATH-PFDB has been used to provide a well populated and struc
turally derived sequence database. The generation and validation of this resource 
was described in the previous chapter. The aim of this study is to compare the 
performance of popular static profile methods with traditional pairwise algorithms 
when the underlying knowledge base is a large sequence database rather than the 
sequences of structurally derived proteins. In particular, this work considers the 
detection of remote homologues that have been structurally validated.



Chapter 4. Benchmarking the CATH-PFDB for Remote Homologue Detection 136

4.2 M eth od s

4.2.1 Sequence D ata

4.2.1.1 The CATH Protein  Family Database (C A T H -PFD B )

The CATH-PFDB is a library of protein sequences that are related to CATH struc
tural domains but have yet to be structurally characterised by experimental meth
ods. Instead they have been identified as members of CATH structural superfamilies 
using sequence searching techniques. These ‘intermediate’ sequences were identi
fied from the non-redundant translated GenBank sequence database (NRDB) using 
PSI-BLAST and the DomainFinder protocol described in chapter 3. The sequences 
of structural domains from CATH version 1.7 were used as query sequences for 
PSI-BLAST searches. The sequences matched using PSI-BLAST were then clus
tered with the CATH structural domains into protein sequence families using the 
SPARTACLUS protocol also described in chapter 3. This approach uses hidden 
Markov models to represent each cluster and automatically generates sequence fam
ilies within each structural superfamily.

The database of protein sequence families corresponding with CATH version 1.7 
(CATH-PFDB vl.7) contains over 200,000 domain sequences clustered into 2,327 
sequence families and 863 homologous superfamilies. These families contain many 
sequences that are almost identical. To remove this redundancy, the sequences 
were clustered using single linkage clustering based on high sequence identity. A 
representative sequence from each 60% sequence identity cluster was selected (a 
PFDB-S60 representative). Within each of these clusters, each sequence shares 60% 
sequence identity with at least one other sequence. At this level of redundancy, 
there are 28,578 PFDB-S60 sequence representatives in 2,327 SPARTACLUS gener
ated sequence families. Each sequence family typically contains between 10 and 20 
PFDB-S60 sequence representatives suitable for building effective profiles.
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4.2.1.2 The R em ote Hom ologue Test Set

CATH 
Version 1.7 «

Compare

JIL

CATH 
Version 2.0

1689CATH-S95
Representatives

1284 CATH-S35 
Representatives

816CATH-S35
Representatives

Identify new structural domains 
in the CATH database

Filter to remove 
sequence redundancy

Identify members o f  
existing superfamilies

Divide into close and remote 
homologues using HSSP/Rost Curve

513 Close 303 Remote
Homologues Homologues

F ig u re  4 .1 : Flow chart describing the  generation of th e  te s t set of rem ote sequences 
(REM O TE303). The protocol is based on the com parison of two versions of the 
CATH struc tu ra l database and distinguishing between close and  rem ote homologues 
using the H S S P /R ost Curve (Sander & Schneider, 1991; R ost, 1999).

The CATH structural domain database (Orengo et ai, 1997; Pearl et al, 2001b) 
provides a source of reliable, structurally derived distant evolutionary relationships. 
This information can be utilised to develop a validated test set of remote homo
logues for benchmarking profile libraries. The overall protocol for generating the 
test set of sequences from a comparison of two recent versions of CATH is sum
marised in figure 4.1. The principle behind this test set generation protocol is to 
identify sequences that have been classified into CATH superfamilies (version 2.0) 
but are not members of the existing CATH-PFDB sequence resource (version 1.7). 
This enables the benchmark sequences to be correctly annotated so that the evo
lutionary relationships for every match between the benchmark sequences and the 
existing CATH-PFDB sequences or profiles can be defined as either homologous 
(same superfamily) or non-homologous (different superfamily).

The first stage of the protocol identified 1,689 representative sequences (CATH- 
S95 reps) that were members of the more recent CATH database (version 2.0) but 
not found in the earlier release (version 1.7) and therefore were not used to gen
erate the CATH-PFDB (version 1.7). These proteins were then filtered to remove
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sequence redundancy so that no sequence shared more than 35% sequence identity 
with any other benchmark sequence member. Of the remaining 1,284 sequences, 
816 were identified as belonging to a superfamily that existed in version 1.7 of the 
CATH database (referred to as TESTSET816). This filter ensures that all relation
ships between the benchmark sequences and the sequence or profile library could be 
interpreted as either homologous or non-homologous as previously described.

Newly classified structural members of the CATH database could already be 
represented in the extended CATH-PFDB sequence library. Therefore, the 816 
benchmark sequences were further examined to remove any sequences that were 
close homologues of proteins in the CATH-PFDB sequence library. This removes 
the possibility of profiles ‘remembering’ the sequences that they were built from and 
focuses the study on identifying interesting remote homologous relationships within 
the ‘twilight zone’ that are difficult to distinguish from non-homologous relation
ships.

D eterm ining R em ote Homologues

In order to divide the TESTSET816 sequences into two categories (i.e. close and 
remote homologues) an updated version of the HSSP equation (Sander & Schneider, 
1991; Rost, 1999) was used. The original HSSP equation (Sander & Schneider, 
1991) mathematically describes the relationship between sequence identity and the 
number of aligned residues and can be used to discriminate between homologous 
and non-homologous relationships. The equation takes into account the observation 
that short sequence matches (below 80 residues) require a higher percentage identity 
to determine a homologous relationship than longer matches. This approach was 
used to directly account for the length dependence of interpreting sequence identity 
values in the derivation of the remote homologue test set. The HSSP equation was 
recently updated by Rost (1999) using a much larger sequence dataset and is defined 
in equation 4.1 and is referred to as the HSSP/Rost equation.

pI{N)  = N  + (4.1)

In this equation, pi is the required percentage identity for the proteins in an 
alignment to be considered homologous given the number of aligned residues (L). 
The equation also contains a variable, N, that is the number of percentage identity 
points away from the baseline curve described by N=0 (N is referred to as the Rost 
Threshold). Figure 4.2 shows the HSSP/Rost curve described by a Rost threshold 
of zero. A value of N can be empirically determined to ensure that there are no
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100

The HSSP/Rost Equation
80

(-0.32x(l+e-L/i000))
Identity = N + 480 x Lr

60
Increase Rost 
Threshold (N)

40

Rost Curve with N = 0
20

Decrease Rost 
Threshold (N)0

200 300 4001000
Number of Aligned Residues (L)

F ig u re  4 .2 : G raphical description of the  H S S P /R ost equation. The value of the  R ost 
threshold (N) in the  H S S P /R ost equation can be em pirically determ ined to  describe 
the  curve th a t separates homologous and non-homologous sequence m atches.

non-homologous matches above the HSSP/Rost curve. The blind application of this 
threshold can be used to automatically assign homology to unknown sequences. In 
the context of this study, all benchmark sequences with an homologous match in the 
CATH-PFDB library above the HSSP/Rost curve are defined as close homologues. 
All benchmark sequences with an homologous match in the CATH-PFDB library 
below the curve are defined as remote homologues.

In order to identify close and remote homologues, each TESTSET816 se
quence was scanned against the library of PFDB-S60 sequence representatives using 
SSEARCH (Smith & Waterman, 1981; Pearson, 1991). To reduce the number of 
pairwise matches under consideration, only the match with the best (i.e. lowest) 
E-value within each CATH superfamily was selected and plotted on a graph of se
quence identity against the number of aligned query sequence residues. Figure 4.3 
shows the results of determining the number of true and false matches above the 
HSSP/Rost curve for values of N between -10 and 10. There are no false matches 
above the HSSP/Rost curve when N equals 8 as shown in figure 4.4.

The homologous matches are plotted in figure 4.5. The 513 sequences that have 
true matches above this curve (N=8) can be unambiguously assigned to the cor
rect superfamily as there are no false (non-homologous) matches in this region of 
the graph. The remaining 303 sequences that have homologous matches below the 
curve cannot be automatically assigned using sequence identity and length criteria 
to any superfamily due to the large number of false matches that characterise this
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F ig u re  4 .3 : Tlie number of homologous (true) and non-homologous (false) sequence 
matches found above the H SSP/R ost curve for Rost thresholds (N) between -10 and 10 
after scanning the TESTSET816 sequences against the CATH-PFDB sequence library 
using SSEARCH. There were no false matches observed above the H SSP/R ost curve 
for the Rost threshold of 8.

region. These 303 sequences constitute the remote homologue test set (referred to 

as REMOTE303). In total, the REMOTE303 test set contains sequences from 129 

homologous superfamilies and 84 different topologies found in the CATH database. 

Table 4.1 reports the number of topologies, homologous superfamilies and CATH- 

S35 families represented by the REMOTE3Ü3 test set in each CATH structural class. 

In subsequent descriptions of benchmarking the CA TH -PFD B sequence library the 

REM OTE303 benchmark sequences are always referred to as ‘query’ or ‘probe’ se

quences. The sequences or profiles derived from the CA TH -PFD B are described as 

‘library’ sequences or profiles.

C lass Topology H om ologous
S uperfam ily

C A TH -S35
Fam ily

M ain ly -o 19 26 64
M ain ly -^ 20 36 97

CKjg 40 62 137
Few SS 5 5 5
T otal 84 129 303

T ab le  4 .1 : The number of different topologies, homologous superfamilies and CATH- 
S35 families represented in the REMÜTE303 benchm ark test set in each CATH struc
tural class (m ainly-a, niainly-/i^, a/4 and few secondary structures).
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F ig u re  4 .4 : P lo t of sequence identity against the alignm ent length for all the false 
m atches (non-honiologues) observed between the TESTSET81G sequences and the 
CATH-PFDB sequence library. The black line is described by the Rost equation asso
ciated with a Rost threshold of 8 percentage points away from the baseline H SSP/R ost 
curve. There are no false matches above this threshold.
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F ig u re  4 .5 : P lo t of sequence identity against the num ber of aligned residues for all 
the true m atches (homologues) observed between the TESTSET816 sequences and 
the CATH-PFDB sequence library. The black line is described by the Rost equa
tion associated with a Rost threshold of 8 percentage points away from the baseline 
H SSP/R ost curve. The 513 proteins th a t m atch a CATH-PFDB sequence above the 
curve are designated as close matches (blue), those th a t m atch below the curve are 
described as remote matches (red).
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4.2.2 Pairwise Search Algorithms

The pairwise search algorithms, BLAST2 (Altschul et a i, 1997), FASTA (Pearson 
& Lipman, 1988) and SSEARCH (Smith & Waterman, 1981; Pearson, 1991) were 
tested to establish a baseline result for comparison with the performance of the 
profile library methods. Both ktup modes were considered for FASTA searches (ktup 
1 and 2). In each case, the query sequences from the REMOTE303 test set were 
searched against the library of 28,578 CATH-PFDB S60 representative sequences. 
PFDB-S60 representatives were selected for comparing pairwise and profile methods 
as sequences sharing at least 60% sequence identity have very similar functions (Todd 
et ai, 2001). Therefore, only one sequence from each 60% sequence identity cluster 
is required to be representative of the function of the cluster.

For each pairwise search algorithm there are many combinations of substitution 
matrices and gap penalties that could be used. This detailed analysis has been the 
topic of previous work by Pearson (1995) and Altschul (1993). For the purposes 
of the current work we have considered two matrices for each algorithm and the 
recommended gap penalties from default settings or the literature. SSEARCH and 
FASTA were run using the BLOSUM50 and BLOSUM62 matrices using the default 
gap penalties of -12 for opening a gap and -2 for gap extension (Pearson, 1995). 
BLAST was used in conjunction with the default BLOSUM62 matrix (gap penalties 
of -11 and -1 respectively) and the BLOSUM45 matrix (gap penalties of -14 and 
-2 respectively). A direct comparison between BLAST and SSEARCH using the 
BLOSUM50 matrix is not possible as BLAST does not support the BLOSUM50 
matrix. Table 4.2 summarises the pairwise sequence search algorithms, substitution 
matrices and gap penalties used in this study.

M ethod Version M atrices Gap
Penalties

Default
Setting

SSEARCH v3.3t02 BLOSUM50
BLOSUM62

-12/-2
-12/-2

*

FASTA v3.3t02 BLOSUM50
BLOSUM62

-12/-2
-12/-2

*

BLAST V2.0.12 BLOSUM62
BLOSUM45

-11/-1
-14/-2

*

T a b le  4 .2 ; Pairw ise search algorithm s and param eters used to  establish a  baseline 
result for com parison with profile library m ethods.



Chapter 4. Benchmarking the CATH-PFDB for Remote Homologue Detection 143

4.2.3 Profile Library Generation

4.2.3.1 O verview of Profile Library G eneration

A library of profiles can be built using two approaches that differ in the methods 
used for identifying sequence family members. Static profile generation methods 
rely on having a library of sequences that have been preassigned to protein families. 
This situation exists within sequence family databases such as Pfam or SMART. 
Each profile is generated directly from an alignment of representative sequences 
within each protein family. These individual profiles are usually concatenated into 
one profile library file to facilitate the search procedure.

Alternatively, a profile library can be dynamically created using a single sequence 
to initially represent each protein family. The members of each family are determined 
using an iterative protocol to search a large sequence database for related sequences. 
The diversity of sequences within each profile depends on the parameters of the 
search algorithm and the composition of the sequence database searched. As with 
static profile generation, the sequences identified as related to each query sequence 
are aligned and converted to one final profile per query sequence. The sequences used 
to build these profiles may be more distantly related than the sequences used to build 
the pre-defined family level profiles. These profiles are referred to as superfamily 
level profiles.

4.2.3.2 G enerating Static Profile Libraries From M ultiple A lignm ents

Three static profile methods, IMPALA, SAM and HMMer, were investigated using 
the REMOTE303 test set and the CATH-PFDB library of sequences containing 
2,327 protein families and 28,578 PFDB-S60 representatives. A multiple sequence 
alignment for each of the 2,327 protein families was automatically generated using 
the PFDB-S60 representatives and the ClustalW alignment program (version 1.81, 
default parameters, Thompson et ai, 1994). Although there are other alignment 
methods that could be used e.g. MULTAL (Taylor, 1987), ClustalW was chosen as 
it was easy to implement and use with command line options. Importantly, the 
same set of 2,327 multiple alignments were used to create a profile library for each 
profile method (each library contains 2,327 profiles). This ensures that each method 
is deriving profiles from exactly the same sequence information. The comparison 
between the methods now reflects the ability to convert this information into a 
profile library and the ability to search this library effectively. Figure 4.6 describes 
the static profile generation process for all three methods.
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Library

SAM
Library

a
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F ig u re  4 .6 : Overview of s ta tic  profile library  generation. The CA TH -PFD B library 
of 28,578 sequences (PFDB-S60 representatives) is used for bo th  the  pairw ise sequence 
searches and generating profile libraries for profile searches.

H M M e r
G lo b a l

H M M e r
L o c a l

S A M
(S ta t ic )

IM P A L A

S e q u e n c e  L ib ra ry PFDB-S60 PFDB-S60 PFDB-S60 PFDB-S60
A lig n m e n t  M e th o d ClustalW ClustalW ClustalW ClustalW
P ro f i le  L ev e l Family Family Family Family
C o n v e rs io n  
to  P ro f ile

HM M er
(Global)

HMMer
(Local)

SAM fwO.7 PSI-BLAST

S e a rc h HMMer HMMer SAM IMPALA
M e th o d hm m pfam hm m pfam hmm score

T a b le  4 .3 : Profile search algorithm s and param eters. The same set of C lustalW  
alignm ents bu ilt from PFDB-S60 representatives of the CA TH -PFD B (v l.7 ) were used 
for all m ethods. The family level is defined by the SPARTACLUS refined clustering 
process.

Table 4.3 describes the components of each profile approach. HMMer and SAM 
both provide methods for a profile to be built directly from a fixed multiple align
ment. HMMer uses two programs, hmmbuild followed by hmmcalibrate to empiri
cally derive parameters for the statistical score calculation (default parameters). The 
HMMer program allows profiles to be optimised for either local or global alignments. 
Both approaches are considered here and called HMMer-Local and HMMer-Global 
respectively. SAM profiles were built using the recommended fwO.7 script that sets 
HMM parameters equivalent to using the BLOSUM62 matrix (SAM-T99 manual). 
IMPALA does not provide a direct method of building profiles from an alignment.
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Instead, the alignments were converted to profiles using the BLAST2 program. Pro
files for IMPALA searches were built using both the default BLOSUM62 matrix and 
the BLOSUM45 matrix.

4.2.3.3 Com parison o f Static and D ynam ic Profile Library G enerating  
M ethods

D ynam ic Profile Library Generation from using SAM -T99

SAM-T99 starts with a query sequence and uses BLAST2 (Altschul et al, 1997) or 
WU-BLAST (Altschul & Gish, 1996) to efficiently select potential homologues from 
a large sequence database (e.g. NRDB or intermediate sequence library). This step 
dramatically reduces the search space for subsequent scanning of HMMs during each 
iteration. The search results are divided into close homologue (E-value < 5e“^) and 
remote homologue (E-value < 300) datasets (Karplus et ai, 1998)

SAM-T99 uses four iterations of model building, sequence searching and selec
tion, model training and multiple alignment (build-search-select-align). On the first 
iteration, the query sequence is converted to an HMM and used to search the close 
homologue dataset, sequences scoring below E-value le~^ are included in the mul
tiple alignment. A further three iterations are performed using progressively looser 
E-value thresholds (le"^, le~^, le"^) for searching the remote homologue dataset. 
The SAM-T99 protocol is described in figure 4.7.

Query
Sequence

Search against a large sequence database 
using BLAST2

Close 
Homologues 

(E < 5e^)

Remote
Homologues

(E<300)

Iteration: 1 Iteration: 2 Iteration: 3 Iteration: 4

Build Build Build Build
Search Search Search Search

Select Select Select Select
Align Align Align Align

E < le-5 E < l e ^ E < le-3 E < le-2

Final
Alignment

F ig u re  4.7: Overview of the SAM-T99 protocol for detecting remote homologues.
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A pp lica tion  of th e  SA M -T99 P ro to co l

The SAM-T99 protocol was applied to dynamically generate a profile for individual 
sequence representative of the 2,327 protein families in the CATH-PFDB. Within 
each family, a representative sequence was selected as the seed sequence and the 
final multiple alignment was converted to an HMM using the recommended SAM 
fwO.7 script.

Pairwise Sequence Representative
Search Library Sequences

(28,578 Sequences) (2,327 Families)

SAM-T99 
Protocol

 ■! DATABASE |

Profile Libraries 
(2,327 Profiles)

[0^
1 2 3 4

Database:
CATH-PFDB

DATABASE |

SAM-T99-PFDB 
Profile Library

1 2 3 4 -GEE]

Database:
NRDB

SAM-T99-NRDB 
Profile Library

F ig u re  4 .8 : Overview of dynamic profile library generation using the SAM-T99 pro
tocol. Sequence family representatives are selected from the CATH-PFDB sequence 
library. SAM-T99 iteratively searches a specified sequence database for homologues 
and generates a profile for each representative sequence. The CATH-PFDB and the 
G enBank NRDB sequence databases are used to build two different profile libraries.

S A M - P F D B - C L W S A M - P F D B - S A M S A M - T 9 9 - P F D B S A M - T 9 9 - N R D B

D e s c r ip t io n SAM (Static) SAM (Static) SAM-T99 SAM-T99
I te r a t io n s No No Yes Yes
S e q u e n c e  L ib ra ry PFDB-S60 PFDB-S60 PFDB-S60 NRDB
A lig n m e n t M e th o d ClustalW SAM SAM SAM
P ro f ile  L evel Family Family Superfamily Superfamily
C o n v e rs io n  to  
F in a l  P ro f ile

SAM fwO.7 SAM fwO.7 SAM fwO.7 SAM fwO.7

S e a rc h SAM SAM SAM SAM
M e th o d hmmscore hmmscore hmmscore hmmscore

T a b le  4 .4 : Description of four different profile library approaches th a t use SAM 
software. The family level is defined by the SPARTACLUS refined clustering pro
cess. Profiles built by the iterative SAM-T99 protocol are not constrained to  a pre
generated family level multiple alignm ent and can incorporate more d istan t sequence 
relatives into the profiles. These are described in this table as superfamily level pro
files.
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With dynamic profile generation the choice of the sequence database is also im
portant for determining the quality of the profiles. In this study, the 28,578 CATH- 
PFDB S60 sequences were used as the sequence database to generate one profile 
library (SAM-T99-PFDB). The larger GenBank NRDB database that contains over 
400,000 sequences (NRDB file downloaded from the NCBI on 29^  ̂ February 2000) 
was used to build another profile library (SAM-T99-NRDB). The process of building 
a profile library using SAM-T99 is shown in figure 4.8.

In addition to the library of profiles generated from ClustalW alignments (SAM- 
PFDB-CLW), another library was created from alignments built using the SAM 
HMM alignment method using the same 28,578 sequences (SAM-PFDB-SAM). Ta
ble 4.4 describes the different components of each SAM profile library.

4.2.4 M easuring Performance

4.2.4.1 Coverage-Versus-Error P lots

One way of measuring a search algorithms ability to discriminate between homo
logues and non-homologues is to count the number of true positive (TP), false pos
itive (FP), true negative (TN) and false negative (FN) matches (see table 4.5 for 
an explanation of these terms). ‘Coverage-versus-error’ plots introduced by Brenner 
et al. (1998) describe the relative changes in these four measures for different score 
thresholds and can be used to compare different algorithms.

Superfamily
(Homologues)

Outside Superfamily 
(Non-homologues)

M atch TP FP
Non-m atch FN TN

Table 4.5: Definitions used for measuring the performance of sequence search algo
rithms. The categories are true positive (TP), false positive (FP), true negative (TN) 
and false negative (FN).

Coverage is defined as the fraction of homologous relationships (TP) that have 
scores above the selected threshold (see equation 4.2). Error Rate describes the 
number of non-homologous relationships (FP) relative to the total number of pos
sible erroneous matching pairs that have scores above the selected threshold (see 
equation 4.3). Typically, increasing the coverage (sensitivity) of a method is at the 
expense of reducing the selectivity and introducing more false positive matches.

Coverage (score) =  ( Z I ) ^  (score)

Error Rate (score) =  p p  +  xN (score)
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4.2.4.2 The Direct Comparison of Pairwise and Profile Search M ethods

With a remote homologue test set it is unrealistic to expect that each query sequence 
would successfully match all library sequences or profiles in its correct superfamily. 
Rather, it is sufficient for a query to correctly match one library sequence or pro
file to assign homology. This approach was introduced by Muller et al. (1999) for 
benchmarking PSI-BLAST for genome analysis. The number of errors can also be 
calculated using the same one-to-many approach i.e. each query sequence can only 
match each incorrect superfamily once. Similarly, this provides a more realistic eval
uation of the number of errors than counting multiple errors for matches to the same 
incorrect superfamily.

One-to-One One-to-Many

A Pairwise
Sequence

Search

Q uery
Sequence

g  Profile 
Library 
Search

S equence
L ibrary

Q uery
Sequence

Individual Sequences Individual Superfamilies

Total Possible Total Possible
True Positives = 4 True Positives = 1
False Positives = 8 False Positives = 2

Individual Profiles Individual Superfamilies

Total Possible Total Possible
True Positives = 2 True Positives = 1
False Positives = 4 False Positives = 2

Profile
L ibrary

F ig u re  4 .9 ; Different approaches for calculating true and false positives for pairwise 
and profile library searches. The libraries both  contain three different superfamilies, 
coloured red, blue and black. The query sequence is a relative of the red superfarnily.
The possible number of true and false positives for both  types of searches are different 
for the one-to-one calculation. By considering m atches to the superfam ily level only 
(one-to-many) the values are identical.

Figure 4.9 demonstrates the situation that occurs for calculating the the number 
of possible true and false positives for pairwise and profile searches. In this example, 
both libraries are built for three superfamilies (coloured red, blue and black) and 
the query sequence is related to the red superfamily. For one-to-one analysis, the 
number of possible true and false positives are different for the two libraries. By 
considering the one-to-many analysis the number of possible true and false positives 
are the same, making calculations of coverage and error rates equivalent.

In this study, we use error rate (see equation 4.3) to describe error rather than
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the calculation of the number of errors per query. Conveniently, by calculating 
both coverage and error rate using the one-to-many approach, pairwise and profile 
methods can be directly compared on the same coverage-against-error plot. The 
total number of expected true positive relationships in the REMOTE303 test set is 
303 for both pairwise and profile methods. Importantly, the total number of possible 
errors are also equivalent for both methods. As there are a total of 863 superfamilies 
in the CATH-PFDB sequence library (vl.7), for each probe sequence there are 862 
possible false positive superfamilies (863 less the one true positive superfamily). The 
total number of possible errors is calculated by multiplying the number of queries 
(303) by the number of possible errors per query (862). This results in a total of 
261,186 possible errors for both pairwise and profile methods.

4.2.4.3 A cceptable Error R ates for R em ote H om ologue D etection

In order to establish a range of acceptable error rates for comparing the methods 
in this study the REMOTE303 sequences were scanned against the CATH-PFDB 
sequence library using SSEARCH (BLOSUM50). Table 4.6 shows the relationship 
between the number of observed errors (calculated using one-to-many analysis) and 
the E-value reported by SSEARCH. The table confirms that distant homologous 
relationships are detected at weak statistical scores in the E-value range of 0.1 to 11 
(which correspond to error rates of 0.01% and 1% respectively). Above this E-value 
threshold the number of errors becomes too large be usefully inspected. Therefore we 
present tables of the coverage at the error rates of 0.01%, 0.1% and 1%. Coverage- 
versus-error graphs are presented that show the coverage for the lower error rates 
between 0% and 0.1%.

Error
R ate

A ctual N o. 
of Errors

O bserved  
E-value

N o. True 
Positives

0.01% 26 0.1 91
0.1% 261 0.8 119
1% 2612 11 149

10% 26119 151 225

T a b le  4 .6 : Table of the  relationship between the  observed num ber of errors (one 
per superfam ily) and the E-value threshold reported  by SSEARCH (BLOSUM50) 
for searching the  CATH-PFDB sequence library  using th e  REM O TE303 benchm ark 
sequences.

These error rates are higher than those used in previous studies, for example, 
Brenner et al. (1998) compared methods at 1% error per query (EPQ), which cor
responded to an E-value of 0.01 using SSEARCH. In our benchmark this would
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relate to only 3 errors out of 303 query sequences and would not result in enough 
true positives to discriminate between the different methods. This is because the 
REMOTE303 benchmark contains remote homologues that can only be detected at 
higher error rates. In addition, the protein family sequence library (CATH-PFDB) 
used in this chapter contains 28,578 representative sequences. This is significantly 
more than benchmarking studies performed using structural sequences alone e.g. the 
libraries used by Brenner et al. (1998) and Park et al. (1998) contained 1,323 and 
935 sequences respectively. The larger sequence library size increases the number 
of possible classification errors and therefore increases the background level of false 
positives present in this benchmark.

4.2.4.4 The Ranked Pair File (R PF ) Toolkit

To construct coverage-versus-error plots, all matches between the query RE- 
MOTE303 sequences and the library CATH-PFDB sequences or profiles are col
lected and ranked by E-value from best to worst score. The ranked pair file (RPF) 
format is used to record these matches. Ranking the matches for each individual 
algorithm allows the results of different methods to be assessed without directly 
comparing the algorithm scores. Each line of a ranked pair file describes a single 
match between a query sequence and either a library sequence or a library profile. 
Each match is annotated as either true positive or false positive depending upon the 
nature of the relationship. By descending through the file and counting the number 
of true and false matches, the information can be converted to coverage and error 
ratios.

pdb|lqmdAl 1.10.575.10.3 pdb|lah700 1.10.575.10.2 4.4e-14 TRUE_POS

pdb|lqp8A2 3.40.50.720.81 gi|5458946:01:98-304 3.40.50.720.52 3.4e-13 TRUE_POS

pdb|lrypCO 3.60.20.10.10 gi|6900907;01:134-287 3.50.50.60.8 3.5 FALSE_POS

pdb|lrypDO 3.60.20.10.11 gi|2113992:01:152-370 3.40.50.470.4 5.5 FALSE_POS

F ig u re  4 .1 0 : Basic file form at for a  ranked pair file (R P F ). The query sequence nam e 
and CATH sequence family code are listed in columns one and two. T he m atched 
library sequence nam e and CATH sequence family code are listed in columns three 
and four. Colum n five reports the E-value for the sequence m atch and  colum n six 
describes th e  relationship as either belonging to  the sam e superfam ily (TRU EJPO S) 
or not (FALSEJPOS). NRDB sequences are prefixed by ‘gi’ and s tru c tu ra l sequences 
are prefixed by ‘p d b ’.

The basic ranked pair file format includes six columns as shown in figure 4.10. 
The first two columns relate to the query sequence name and the appropriate CATH 
sequence family code. Columns three and four describe the matched sequence or 
profile name and the corresponding CATH code. Column five is the E-value for the
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Sequence Search 
Results

RPFConvert and Unix Sort

Ranked Pair Format 
(Default Details)

a RPFUpdate and CATH List File

Ranked Pair Format 
(Updated Details)

RPFClean and QUERY List File

Ranked Pair Format 
(Test Set Details)

RPFGraph and Graph Plotting Software

Coverage Versus 
Error Plot

Figure 4.11: Stages required to convert sequence search results into coverage-versus- 
error plots.

match and column six describes the match as either true positive or false positive. 
Ten additional columns (not shown) are included in the extended file format used for 
the detailed analysis of each match. These record the position and relative length 
of the aligned region between the query and the match sequences, total sequence 
lengths, sequence identity and raw scores.

Four stages are required to convert raw search results into a coverage-versus-error 
plot and these have been rationalised into four programs as shown in figure 4.11 and 
described below.

R PFConvert

RPFConvert reads the raw search results from all methods and converts them into 
the unifying ranked pair file format. Each different search method is parsed us
ing a separate Perl module that can be independently updated as results formats 
are changed. RPFConvert has modules for parsing FASTA, SSEARCH, BLAST, 
IMPALA, HMMer and SAM sequence search results file formats. Default CATH 
sequence family numbers are set to 9.9.9.9.9 and the relationship flag set to UN
KNOWN. The Unix ‘sort’ command provides the most efficient method of ranking 
the file by E-value.
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R P F U p d a te

The CATH sequence family numbers are changed from the default 9.9.9.9.9 value to 
the number found in the CATH database using RPFUpdate. The program uses the 
standard CATH list format file and sets the relationship flag to TRUE_POS (same 
superfamily) or FALSE_POS (different superfamily).

R P F C lean

RPFClean provides all file manipulation operations on a ranked pair file. Particu
larly important are the selection of any specified set of query sequences (e.g. for the 
REMOTE303 test set) and determining the most significant E-value match for each 
superfamily per probe sequence required for one-to-many analysis.

R P F G ra p h

RPFGraph converts an RPF file into an ASCII table of true positive and false 
positive counts at each score threshold. This program also calculates coverage and 
error ratios that can be plotted externally using a separate plotting package.

4.3 R esu lts

4.3.1 Overview of Results

The results are organised into four sections. In section 4.3.2, pairwise sequence 
search methods are compared to determine which method to use as a baseline for 
comparison with profile approaches. Profile methods that are used for building 
profile libraries from pre-generated multiple sequence alignments are investigated 
in section 4.3.3. These are considered to be ‘static’ methods as the profiles are 
not generated in an iterative manner. The iterative SAM-T99 profile method is 
examined in section 4.3.4 to directly compare dynamic profile generation from a 
single query sequence with the ‘static’ pre-generated alignment approach. In each 
of these three sections, the REMOTE303 test set of protein domains and coverage- 
versus-error plots are used to compare the methods. In section 4.3.5, the quality of 
the matches derived from each method is considered. This is assessed in terms of the 
percentage of the query sequence that is successfully matched with a superfamily 
relative.
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4.3 .2  E stab lish in g  a Pairw ise Search A lgorith m  B aseline

4.3.2.1 C om parison  of Pairw ise M ethods

A

u
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— SSEARCH (BLOSUM50)
— SSEARCH (BLOSUM62)
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F ig u re  4 .12 : Coverage-versus-error plots for pairwise sequence search methods,
SSEARCH (A ), FASTA k tu p = l (B ), FASTA k tup= 2  (C ) and BLAST (D ). Each 
m ethod was assessed by scaimiiig the RFM O TF303 benchm ark sequences against the 
CATH-PFDB sequence library. Two substitu tion  m atrices were analysed for each 
pairwise m ethod.

M e th o d E r r o r  R a te
0 .01% 0.1% 1%

S S E A R C H  (B L 50) 90 (29 .7 ) 117 (38 .6 ) 148 (48 .8 )
FASTA (BL50 & k tu p = l) 89 (29.4) 116 (38.3) 143 (47.2)
FASTA (BL50 k  k tup= 2) 87 (28.7) 108 (35.6) 136 (44.9)
FASTA (BL62 k  k tu p = l) 83 (27.4) 104 (34.3) 141 (46.5)
SSEARCH (BL62) 83 (27.4) 104 (34.3) 140 (46.2)
BLAST (BL45) 82 (27.4) 100 (33.0) 133 (43.9)
FASTA (BL62 k  k tup=2) 77 (25.4) 97 (32.0) 132 (43.6)
BLAST (BL62) 73 (24.1) 95 (31.4) 124 (40.9)

T ab le  4 .7 : Sum m ary of the coverage results for different pairwise m ethods for error 
rates of 0.01%, 0.1% and 1% for scanning the R FM O TF303 test set against the CATH- 
PFD B sequence library. At each error rate, the num ber of identified RFM O TF303 
sequences is reported and the percent coverage is shown in brackets. The results are 
ranked by the 0.1% error rate.

Three sequence searcli algorithms, SSEARCH, FASTA and BLAST were com

pared to establish a baseline coverage-versus-error result using the REMOTE303
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F ig u re  4 .13 : Coverage-versus-error plots for different pairwise sequence search m eth
ods. For each pairwise m ethod (SSEARCH, FASTA k tu p = l ,  FASTA k tup= 2  and 
BL.4ST), the results for the best performing m atrix  is shown. Each m ethod was as
sessed by scanning the REM OTE303 benchm ark sequences against the CATH-PFDB 
secpience library.

henchinark sequences to search the CATH-PFDB sequence library containing 28,578 

sequences. Figure 4.12 shows the coverage-versus-error plots for each individual pair

wise method using two different matrices. For all methods, the BLOSUM62 matrix 

is outperformed by the other matrix (i.e. BLOSUM50 for SSEARCH and FASTA, 

BLOSUM45 for BLAST). This indicates the importance of selecting the appropriate 

m atrix  for the type of searching required. The coverage information is summarised 

in table 4.7 th a t  lists the number of REMOTE303 sequences identified at three 

different error rates, 0.01%, 0.1% and 1% (ranked using the 0.1% error rate results).

Eigure 4.13 shows the best coverage-versus-error plot for each method on the 

same graph. The results for SSEARCH and FASTA (k tu p = l)  using the BLO- 

SUM50 matrix are very similar with SSEARCH identifying jus t  one more bench

mark sequence than FASTA at the 0.01% and 0.1% error rates. FASTA with the 

faster k tup= 2  setting (BLOSUM50) identihes more REM OTE303 sequences than 

BL.4ST (BLOSUM45) but not as many as the slower methods. In conclusion, the 

rigorous SSEARCH program in combination with the BLOSUM50 m atrix  identified 

more sequences than any other method at all error rates and was therefore chosen as 

the baseline coverage-versus-error result for comparison with the profile approaches.
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4.3.2.2 C om parison  of SSEA R CH  P erfo rm ance  using D ifferent Se
quence L ibraries
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F ig u re  4 .14 : Coverage-versus-error plots for SSEARCH using different sequence 
libraries and the best performing m atrix, BLOSUM50. The REM OTE303 bench
mark sequences were searched against the CATH-PFDB and CATH-PDB (structural 
sequences only) libraries.

M eth o d Error R a te
0.01% 0.1% 1%

S S E A R C H  (C A T H -P F D B ) 90 (29.7) 117 (38.6) 148 (48.8)
S S E A R C H  (C A T H -P D B ) G8 (22.4) 86 (28.4) 130 (42.9)

T ab le  4 .8 : Summary of the coverage results for SSEARCH using different sequence 
libraries for error rates of 0.01%, 0.1% and 1%. The REM O TE303 benchm ark se
quences were searched against the CATH-PFDB and CATH-PDB (structural se
quences only) libraries. At each error rate, the num ber of identified REM OTE303 
sequences is reported and the percent coverage is shown in brackets.

Figure 4.14 and table 4.8 show how the results change when a different sequence 

library is searched. Here the coverage-versus-error plots are compared for the CATH- 

PFD B  library (28,578 structural and GeiiBank NRDB sequences) and the smaller 

CATH-PDB library (2,389 structural sequences only). The larger sequence library 

facilitates the detection of many more remote homologues. The baseline for sequence 

search algorithm testing should therefore reflect the increased coverage achieved by 

pairwise methods using a larger intermediate sequence library.
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4.3.3 Comparison of Static Profile M ethods

Three static profile methods, HMMer, SAM and IMPALA were compared with each 
other and with the SSEARCH (with BLOSUM50) pairwise search algorithm results. 
Importantly, all the profile methods use exactly the same set of 2,327 alignments 
generated by ClustalW. These results are therefore a direct comparison of each 
methods’ relative ability to build an effective profile library for detecting remote 
homologues.

4.3.3.1 Comparison of IMPALA Performance using Different M atrices

&
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F ig u re  4 .15 : Coverage-versus-error plots for IMPALA using two different substitu 
tion m atrices, BLOSUM62 and BLOSUM50. Each m atrix  was assessed by scanning 
the REM OTE303 benchm ark sequences against the IMPALA profile library.

M e th o d E r r o r  R a te
0 .01% 0.1% 1%

IMPALA (BLOSUM62) 81 (26.7) 99 (32.7) 136 (44.9)
IMPALA (BLOSUM45) 68 (22.4) 93 (30.7) 129 (42.6)

T a b le  4 .9 : Summary of the coverage results for IMPALA using two different matrices 
for error rates of 0.01%, 0.1% and 1% for scanning the REM OTE303 test set against 
the IMPALA profile library. At each error rate, the num ber of identified REM OTE303 
sequences is reported and the percent coverage is shown in brackets.

The coverage-versus-error plot of the performance of IMPAL A and two BLOSUM 
matrices is shown in figure 4.15 and summarised in table 4.9. In contrast with 
the pairwise methods, the use of the default BLOSUM62 matrix performs better 
than the BLOSUM45 matrix. The best coverage-versus-error result was used for



Chapter 4. Benchmarking the CATH-PFDB for Remote Homologue Detection 157

comparison with the other profile methods in section 4.3.3.2. The better performance 

of the BLOSUM62 matrix suggests tha t the program has been parameterised for 

these default settings.

4.3.3.2 C om parison  of S ta tic  Profile M ethods
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F ig u re  4 .16 : Coverage-versus-error plots for different sta tic  profile library search 
m ethods. Each m ethod was assessed by scanning the REM OTE303 benchm ark se
quences against four profile libraries (IMPALA, SAM, HMMer-Local and HMMer- 
Global). The results for SSEARCH (BLOSUM50) are also shown on this graph.

M e th o d E r r o r  R a te
0 .01% 0.1% 1%

SSEARCH (BLOSUM50) 90 (29.7) 117 (38.6) 148 (48.8)
SAM-PFDB-CLW 94 (31.0) 113 (37.3) 151 (49.8)
HMMer-Global 90 (29.7) 106 (35.0) 150 (49.5)
IMPALA (BLOSUM62) 81 (26.7) 99 (32.7) 136 (44.9)
HMMer-Local 66 (21.8) 84 (27.7) 118 (38.9)

T ab le  4 .10 : Summary of the coverage results for sta tic  profile m ethods a t error rates 
of 0.01%, 0.1% and 1%. At each error rate, the num ber of identified REM OTE303 
sequences is reported and the percent coverage is shown in brackets. The results are 
ranked by the 0.1% error rate.

SAM, IMPALA, HMMer-Local and SSEARCH are all local alignment search 

methods. The generation of the profile libraries from exactly the same multiple 

alignments was described in section 4.2.3.2. SAM has the best coverage-versus- 

error performance of these static profile methods, followed by IMPALA and finally
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HMMer-Local. Interestingly, SAM is the only local alignment method that performs 
as well as SSEARCH. At an error rate of 0.01%, SAM finds more homologues than 
SSEARCH (94 compared with 90). At the 0.1% error rate SAM less homologues than 
SSEARCH (113 compared with 117) but this is still more than either IMPALA (99) 
HMMer-Local (84) or the global alignment search method, HMMer-Global (106). 
This information is shown in figure 4.16 and summarised in table 4.10.

HMMer-Global performs better than HMMer-Local at all observed error rates. 
However it should be noted that the test set contains domain sequences that have 
been structurally identified. The HMMer method clearly performs better when a 
global alignment can be performed between the query sequence and the library of 
profiles. This is perhaps due to the improved alignment scores that can be achieved 
using a global alignment algorithm when the query sequence length and the profile 
are of similar lengths. However, even HMMer-Global does not perform as well as 
SAM (static) using this remote homologue test set.

4.3.4 The Iterative SAM -T99 Profile Approach

The results in this section focus on comparing the iterative SAM-T99 protocol with 
the ‘static’ SAM method used to build profiles directly from pre-generated multiple 
alignments. Four combinations of SAM methods and sequence data are analysed and 
listed in table 4.4 in the methods section. SAM-PFDB-CLW represents the static 
SAM method analysed in the previous section. This static SAM implementation 
uses the ClustalW alignments for each of the 2,327 predefined protein family level 
from the CATH-PFDB. SAM-PFDB-SAM differs from SAM-PFDB-CLW in the 
method used to build the 2,327 alignments. This option uses the SAM HMM based 
alignment method to align the representative sequences within each protein family. 
Each alignment still contains exactly the same sequences as the alignments in SAM- 
PFDB-CLW.

SAM-T99-PFDB is a further development and alignments are built iteratively 
using SAM-T99 from a single query sequence from each of the 2,327 SPARTA- 
CLUS defined refined clusters. The CATH-PFDB (PFDB-S60 representatives) is 
used as the sequence database from which the sequences can be identified. While 
this approach still results in 2,327 profiles, the sequence members of each align
ment are no longer necessarily associated with only one discrete protein family or 
pre-defined cluster. Instead, a single sequence can be found in several different align
ments. SAM-T99-NRDB goes one step further and uses the NRDB as the sequence 
database that is searched to build sequence alignments and profiles. The alignments
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F ig u re  4 .17 : Coverage-versus-error plots for different iinpleinentatioris of SAM soft
ware. Four different SAM profile libraries (each containing 2,327 profiles) were as
sessed using the REM OTE303 benchm ark sequences (see tex t for details of profile 
generation).

M e th o d E r r o r  R a te
0 .01% 0.1% 1%

SAM-T99-NRDB 93 (30.7) 135 (44.6) 165 (54.5)
SAM-PEDB-SAM 93 (30.7) 118 (39.0) 156 (51.5)
SAM -T99-PEDB 93 (30.7) 117 (38.6) 158 (52.1)
SSEARCH (BLOSUM50) 90 (29.7) 117 (38.6) 148 (48.8)
SAM-PFDB-CLW 94 (31.0) 113 (37.3) 151 (49.8)

T ab le  4 .11 : Summary of the coverage results for different im plem entations of SAM 
software. At each error rate, 0.01%, 0.1% and 1%, the num ber of identified RE- 
MOTE303 sequences is reported and the percent coverage is shown in brackets. The 
results are ranked by the 0.1% error rate.

are built iteratively from a single query sequence using SAM-T99 (using the same 

seed sequences as for SAM-T99-PFDB). This {uotocol again allows sequences to be 

members of different alignments. The final alignment was converted to a profile 

using the recommended fwO.7 script in all four options.

SAM-T99-NRDB using SAM-T99 and the NRDB, detects more remote homo

logues than any of the other options at both 0.1% and 1% error rates (see table 4.11). 

The NRDB contains over 400,000 non-redundant sequences while the PFD B con

tains 28,578 carefully selected representatives. The SAM-T99 protocol finds more 

distant homologues during each iteration thus enabling profiles to become more di

verse and effective at detecting remote homologues. The ability to select homologues
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from a larger and more diverse database is clearly an advantage in this experiment.
Considering the three options that only contain the sequence information from 

within the PFDB, the best results are achieved using the iterative SAM-T99 proce
dure for building profiles (SAM-T99-PFDB) and the HMM based alignment method 
(SAM-PFDB-SAM). This indicates that the HMM based alignments offer SAM some 
kind of advantage over the ClustalW alignments.

4.3.5 Assessm ent of M atch Quality

4.3.5.1 Average Sequence M atch Length

The coverage-versus-error plots are useful for comparing the relative ability of each 
method at detecting remote homologues. However, they do not provide any infor
mation about the quality of each match as characterised by the proportion of each 
query sequence that was matched by the profile or sequence library. To address 
this issue, this section focuses on the quality of the best scoring match for each of 
the REMOTE303 query sequences. Table 4.12 shows details of the quality of the 
matches at an error rate of 0.1%. The lengths of each true positive match (i.e. the 
region matched by the sequence or profile) were summed and the average length per 
true positive and the average length per query sequence were calculated. Of the lo
cal alignment methods, SSEARCH has the highest average length in both categories 
and HMMer-Local has the lowest average length in both categories. The ranking 
of the local alignment methods according to the average length per true positive 
is shown in table 4.12. The global alignment algorithm, HMMer-Global, results in 
longer matches between the query sequences and the profile library than any of the 
local alignment methods.

M e th o d N o . T ru e  
P o s it iv e s

E -v a lu e S u m A v e ra g e  p e r  
T ru e  P o s i t iv e

A v e ra g e  p e r  
Q u e ry  (303)

SSEARCH (BLOSUM50) 117 1.0 8654 73.97 28.56
IM PALA (BLOSUM62) 99 1.3 6489 65.55 21.42
SAM -PFDB-CLW 113 3ê ^ 7095 62.79 23.41
SAM -T99-NRDB 135 3e:^ 7968 59.03 26.30
H M M ER-Local 84 3e^ 3775 44.94 12.46
H M M ER-Global 106 le^ 9169 86.50 30.26

T a b le  4 .1 2 : Sum m ary of the  quality of the REM O TE303 sequence m atches a t an 
error ra te  of 0.1% for each m ethod. The lengths of each query sequence region success
fully m atched by a sequence or profile were summed and  shown in th e  ‘sum ’ column. 
T he average length per true  positive, the  average length per query sequence (i.e. 303) 
and the E-value reported by the search algorithm  for th is error ra te  are also shown.
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4.3.5.2 Comparison of E-values

At the error rate of 0.1%, SSEARCH and IMPALA have E-values of 1 and 1.3 re
spectively, while the other profile methods (SAM and HMMer) report much higher 
E-values (see table 4.12). As all methods were run with the same effective database 
size (i.e. 400,000 sequences, equivalent to the size of the GenBank NRDB sequence 
file), this indicates that the SAM and HMMer profile methods are underestimating 
the significance of the matches. In practical terms, the sequence matches to HM
Mer and SAM profiles that have these high E-values would not be considered as 
significant matches and would therefore not be assigned to the correct superfamily.

4.3.5.3 M atch Q uality Histogram  P lots

Figures 4.18 and 4.19 show the length of each matching query sequence expressed as 
a percentage of the total query length for different methods. These figures provide 
a detailed visual interpretation of the information summarised in table 4.12. Each 
query sequence is represented by a histogram bar that is in the same place on each 
plot. For convenience, the 117 sequences identified by SSEARCH (at 0.1% error 
rate) are positioned in the first 117 positions. Query sequences that were found 
by SSEARCH but not by other methods become immediately apparent and vice 
versa. Figure 4.18 shows the results for SSEARCH, HMMer-Local and HMMer- 
Clobal and figure 4.19 displays the results for IMPALA, SAM-PFDB-CLW and 
SAM-T99-NRDB.
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SSEARCH

B 
1!

I
20

REM O TE 303 Query Sequences

HMMer-Local

REM O TE 303 Query Sequences

HMMer -Global

R E M O TE 303 Query Sequences

F ig u re  4 .18 : M atch quality histogram  plots for SSEARCH, HMMer-Local and
HM Mer-Global. The length of each m atching query sequence is expressed as a per
centage of the to tal query length. Each query sequence from the REM OTE303 bench
mark (identified by the search m ethod a t an error ra te  of 0.1%) is represented by a 
histogram  bar th a t is in the same place on each plot. The 117 sequences identified by 
SSEARCH are arranged in the first 117 positions up to  the red line.
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IMPALA

R E M O T E  3 0 3  Q u e ry  S e q u e n c e s

SAM-PFDB-CLW

R I tM O T E  3 0 3  Q u e ry  S e q u e n c e s

SAM -T99-NRDB

I J LiLJ
R E M O T E  3 0 3  Q u e ry  S e q u e n c e s

F ig u re  4 .19 : M atch quality histogram  plots for IMPALA, SAM -PFDB-CLW  and 
SAM-T99-NRDB. The length of each m atching query sequence is expressed as a 
percentage of the total query length. Each query sequence from the REM OTE303 
benchm ark (identified by the search m ethod a t an error ra te  of 0.1%) is represented by 
a histogram  bar th a t is in the same place on each plot. The 117 sequences identified 
by SSEARCH are arranged in the first 117 positions up to the red line.
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4 .4  D iscussion

4.4.1 The Benchmarking Test Set and Sequence Library

The REMOTE303 test set of sequences were derived from the CATH database, 
therefore the relationships between the test set and CATH-PFDB library sequences 
were structurally validated. This ensures that the superfamily relationships were as 
accurate as possible and were derived in a sequence-independent manner. In ad
dition, the sequences were rigorously screened to remove any sequences that could 
be ‘automatically’ assigned to the correct CATH superfamily using the combined 
sequence identity and length criteria from the HSSP/Rost equation. Importantly, 
the TESTSET816 sequences were scanned against the CATH-PFDB rather than 
the CATH structural sequences alone to identify and remove closely homologous 
sequences in the generation of the REMOTE303 test set. This was done to en
sure that no genomic sequences present in the CATH-PFDB library could bias the 
comparison between the pairwise and profile methods. Otherwise the CATH-PFDB 
library could contain similar sequences to the test set that have been identified 
by PSI-BLAST but not yet been structurally determined. It is possible that the 
RFMOTF303 sequences selected for this benchmarking were too distant from the 
CATH-PFDB library. Allowing less distant homologues into the test set might have 
increased the discrimination between the methods at the lower error rates considered 
in this study.

There were 129 superfamilies represented in the RFMOTF303 test set from all 
four structural classes providing a diverse set of sequences for the methods to detect. 
The profile libraries were also extensive, representing 2,327 sequence families and 863 
structural superfamilies. This type of large scale profile library benchmarking must 
be performed to rigorously test different algorithms without being biased towards 
any specific superfamilies used to train the programs. The benchmarking work in 
this chapter could be applied to other protein family databases e.g. Pfam or PRINTS. 
The main difficulty would be identifying a set of distantly related sequences that 
are separate from the sequence library but have independently validated homologous 
relationships (i.e. from structural evidence).
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4.4.2 Comparison of Pairwise Sequence Search M ethods

Out of the pairwise approaches, the SSEARCH algorithm combined with the BLO- 
SUM50 matrix and the CATH-PFDB detected the most remote homologues in the 
REMOTE303 test set. This is consistent with previous studies that have shown that 
the rigorous Smith-Waterman algorithm performs better than the heuristic meth
ods of FASTA and BLAST (e.g. Brenner et al, 1998). Interestingly, there was very 
little difference between the results for SSEARCH and FASTA with a ‘ktup’ setting 
of 1. This suggests that the faster algorithm (FASTA) could be used instead of 
SSEARCH without a significant loss of performance although the alignment quality 
could be significantly different.

Our results show that there was a dramatic difference between the SSEARCH 
results obtained for the extended CATH-PFDB sequence library and the library 
composed of structural sequences (CATH-PDB). At all error rates, the CATH- 
PFDB library detected many more remote homologues than the CATH-PDB library 
e.g. there were 31 more remote homologues (10% of the REMOTE303 test set) de
tected at an error rate of 0.1% (117 compared with 86). This reflects the larger size 
and greater sequence diversity of the CATH-PFDB, thus decreasing the effective 
distance in sequence space between any query sequence and the structurally anno
tated library. This result demonstrates that the power of iterative profile searches 
e.g. PSI-BLAST, can be ‘stored’ in the form of an intermediate sequence library. 
This agrees with the findings of Teichmann et ai (2000).

Out of the static (non-iterative) profile methods tested in this chapter, only the 
SAM and HMMer-Global algorithms could detect as many remote homologues as 
the SSEARCH pairwise method. This is an interesting result as it was expected 
that the profile methods would significantly outperform the pairwise methods (Park 
et ai, 1998; Lindahl & Flofsson, 2000). However, the studies of Park et al (1998) 
examined ‘iterative’ profile methods (as opposed to static methods) and compared 
the profile results with a baseline of pairwise comparisons from a small set of 935 
representative structural sequences. The HMMer algorithm performed significantly 
better using parameters for global alignments than for local alignments. This is a 
consequence of the nature of the test set that is composed of sequences of structural 
entries from the CATH database that have already been divided into structural 
domains. This result is a special case and therefore has not been compared directly 
with the local alignment sequence search results.
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A

Pairwise Methods using 
Structural Sequences

Pairwise Methods using 
Intermediate Sequences

Profile Methods using 
Intermediate Sequences

F ig u re  4 .2 0 : Schematic representation  of sequence space for pairwise and profile 
m ethods. The small black circles represent s tru c tu ra l sequences and  small open cir
cles indicate genomic sequences identified using PSI-BLA ST. A . T he sequence space 
covered by four struc tu ra l sequences using pairwise m ethods is shown by large circles 
surrounding each sequence. B . In term ediate sequences have been identified by PSI- 
BLAST and the  overall sequence space covered by pairw ise m ethods has increeised. 
C . The sequence space covered by a profile generated from  all th irteen  sequences is 
represented by the oval.

Figure 4.20 describes the sequence space of a protein family with four structural 
sequences and nine genomic (or intermediate) sequences. The pairwise methods 
shown in A and B demonstrate the difference in sequence space coverage between us
ing a sequence library of structural sequences (CATH-PDB) and the combined struc
tural and genomic sequence library (CATH-PFDB). The increased coverage of se
quence space using an extended sequence library instead of structural sequences can 
be described as a ‘frog-spawn effect’. The sequence space covered by a non-iterative 
profile method using the same intermediate sequences is shown in C. Our studies 
have shown that for this particular remote homologue test set (REMOTE303) there
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is little difference between the coverage-versns-error plots for B and C. In contrast, 
the study by Park et al. (1998) effectively considered the diflference between the 
coverage-versus-error plots for A and C (with the profile built using an iterative 
protocol) and found three times more remote homologues using iterative profiles 
methods. In our study, at 0.1% error the SSEARCH-PDB approach detected 86 re
mote homologues (28.4% coverage) while the iterative SAM-T99-NRDB (SAM-T99 
and GenBank NRDB database) combination detected 135 sequences (44.6% cover
age). It is difficult to compare these results directly as Park et al (1998) used the 
one-to-one calculation of coverage, while we have used one-to-many.

4.4.3 Comparison of Profile M ethods

4.4.3.1 Com parison o f Different A lignm ent M ethods

The static (non-iterative) profiles built from SAM generated alignments (SAM- 
PFDB-SAM) performed slightly better than those built from ClustalW alignments 
(SAM-PFDB-CLW). At an error rate of 0.1% this improvement resulted in the de
tection of 5 more remote homologues (118 compared with 113). Future studies could 
focus on comparing profile libraries built using other multiple sequence alignment 
programs e.g. MULTAL (Taylor, 1987).

4.4.3.2 Comparison of Iterative and N on-iterative M ethods

The iterative SAM-T99 protocol using the CATH-PFDB as the large sequence 
database (SAM-T99-PFDB) detected very similar numbers of remote homologues 
to the non-iterative profile library built using SAM generated alignments (SAM- 
PFDB-SAM) at all error rates. At a 0.01% error rate both methods found 93 remote 
homologues and at a 0.1% error rate the static method detected one more sequence 
(118 compared with 117). At the higher error rate of 1% the iterative method 
detected only two more sequences than the static method. Both libraries have 
SAM generated alignments from the same sequence database (28,578 sequences), 
the only difference is in the way the sequences are distributed within the the 2,327 
alignments and profiles. In the static approach the sequences are distributed into 
SPARTACLUS generated families, while in the SAM-T99 approach, the distribu
tion of the sequences within the alignments depends on the SAM-T99 algorithm. 
This indicates that the static SAM profile library (SAM-PFDB-SAM) is utilising 
the sequence information within the CATH-PFDB just as effectively as the iterative 
SAM-T99 protocol (SAM-T99-PFDB).
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4.4.3.3 Comparison of C A TH -PFD B and N R D B  Sequence Libraries

The most significant improvement in the number of remote homologues detected 
arose from using SAM-T99 coupled with the GenBank NRDB as the large sequence 
database rather than the CATH-PFDB. The improvement was not apparent at 
0.01% error rate with both methods detecting 93 sequences. However, at 0.1% error 
rate the SAM-T99-NRDB profile library was able to detect 18 more sequences than 
the SAM-T99-PFDB profile library (135 compared with 117).

The improved performance of the iterative SAM-T99-NRDB profile library over 
the static SAM-PFDB-CLW profile library is a combination of using SAM align
ments (section 4.4.3.1) and a larger intermediate sequence database (section 4.4.3.3). 
However, the advantage of the iterative process is limited to detecting more distant 
sequences in a larger sequence library rather than any benefit from redistributing 
the sequences within the alignments (section 4.4.3.2). In the future, incorporating 
the sequences of more distant structural homologues into the CATH-PFDB sequence 
library (i.e. ‘storing’ the sequence information) should reduce the performance gap 
between SAM-T99-NRDB and SAM-PFDB-SAM. As the CATH-PFDB increases 
in size, we should tend towards a situation where SAM-PFDB-SAM can detect as 
many remote homologues as the iterative SAM-T99-NRDB. The conclusions drawn 
from this benchmarking are summarised as mathematical formulae in table 4.13.

Conclusion Description
1 SSEARCH & CATH-PFDB >  SSEARCH & CATH-PDB
2 SSEARCH & CATH-PFDB % SAM-PFDB-CLW
3 SAM-PFDB-SAM > SAM-PFDB-CLW
4 SAM-T99-PFDB % SAM-PFDB-SAM
5 SAM-T99-NRDB >  SAM-T99-PFDB

T ab le 4 .13: Summary of the conclusions drawn from benchmarking the CATH- 
PFDB for remote homologue detection. The abbreviations are described in the meth
ods section.

4.4.4 Application of the Benchmarking Results

The results of this benchmarking study are interesting from the perspective of main
taining a database of sequence families based on structural superfamilies. The best 
method for identifying remote homologues in this study used SAM-T99 and the 
CenBank NRDB to build sequence profiles for each of the 2,327 sequence families. 
However, each remote homologue matched by these SAM-T99-NRDB profiles can 
only be assigned to the structural superfamily level as the SAM-T99 profiles do not
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represent specific sequence families due the nature of the iterative protocol. Poten
tial homologues can be collected up to E-values of le^ (with effective database size 
set to 400,000 sequences).

The potential homologues could be filtered using SSEARCH (combined with the 
BLOSUM50 matrix) to establish more realistic estimates of the statistical signifi
cance of the match. SSEARCH also has been shown in this study to match a larger 
percentage of the query sequence with the sequence library than the local alignment 
profile methods. This is important for identifying the correct domain boundaries. 
Once domain-specific regions have been extracted from the GenBank NRDB file, 
the potential structural domain would then be scanned against the HMMer-Global 
profile library to determine the specific sequence family that the sequence belongs 
to. HMMer-Global requires the query sequence to globally match the profile in order 
to improve the statistical estimates of significance.



Chapter 5 

Assessm ent of Structure 
Prediction Quality

5.1 In troduction

5.1.1 CASP

The critical assessment of methods of protein structure prediction (CASP) is a 
community wide experiment for determining the current state-of-the-art techniques 
using a relatively large number of unknown structures (targets). The co-ordinates 
of target structures are kept out of the public domain to ensure that the predictions 
are made ‘blind’. Only the sequences of these proteins are released to structure 
prediction groups. The assessment is carried out every two years and the results of 
CASPl (1994), CASP2 (1996) and CASP3 (1998) have all been published (Moult 
et a/., 1995, 1997, 1999). There are three broad categories of structure prediction, 
comparative modelling, fold recognition and ab initio prediction. The methods used 
for assessing these categories are tailored to the level of accuracy of the predictions. 
For comparative modelling, an atomic level analysis is required to identify meth
ods that can correctly orientate side-chains and build regions of backbone that are 
missing in the parent structure. The fold recognition category requires successful 
predictions to belong to the same fold as the target and the overall quality of the 
model needs to be calculated. Structure comparison algorithms e.g. SSAP (Tay
lor & Orengo, 1989), DALI (Holm & Sander, 1993) or VAST (Madej et ai, 1995) 
can help to quantify the overall structural relationship, however, a detailed manual 
assessment is often required to identify partial or ambiguous similarities (Murzin, 
1999). In the ab initio category, the predictions often have different architectures 
relative to the target structure. The assessment must be made at the coarse level of

170
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whether the prediction has the correct spatial arrangements of secondary structure 
for local regions of the protein (fragments). This chapter focuses on techniques used 
for assessing structures predicted using fold recognition and ab initio based meth
ods. The CASP3 ab initio targets are used to illustrate these techniques and are 
described in more detail in the next section.

5.1.2 CASP3 Ab Initio Structure Prediction Targets

The CASP3 ab initio structure prediction targets were carefully selected by the 
CASP committee as they were considered to have no close structural relatives in 
the PDB. This was determined by scanning the PDB with each CASP3 target using 
several different structure comparison methods (VAST, DALI and SSAP). As no 
consensus exists as to the degree of structural similarity that constitutes a related 
fold, the targets were also manually evaluated. In addition, several fold recognition 
targets having a large substructure superposable on a PDB structure were included 
in the ab initio category as none of the fold recognition methods used in CASP3 
could identify the known relatives. The 15 structures in the ab initio structure 
prediction category are shown in figure 5.1 and described in more detail in table 5.1 

The targets were divided into three groups, easy, medium and hard depending 
upon how difficult the targets were to predict. It is generally accepted that ab initio 
approaches are less successful for m ain ly -p ro te ins and larger structures also pose 
problems therefore these structures were classified in the hard category. The medium 
category includes three mainly-helical proteins and a 3-layer a/3-sandwich. The easy 
category contains four small, helical proteins, three of which were intended to be 
assembled as complexes (T65, T73 and T84). Many groups predicted reasonable 
models for the easy targets therefore this chapter only describes a summary of the 
results for the medium and hard targets.
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y

61

75

MEDIUM

80 t  p - '
71

HARD

F ig u re  5 .1 : Selection of easy, medium and hard ab initio struc tu re  prediction targets 
assessed in CASP3. a-helices are drawn in purple and /^-strands in yellow.

N o . N a m e A r c h i t e c t u r e S iz e D i f f i c u l t y

6 5 SinI p ro te in O rth o g o n a l Q -hairpin  
(a sse m b le  w ith  ta rg et 66)

57 E asy

6 6 C o m p lex  o f  S in R  and  SinI Q -orth ogon al co m p lex 111 & 57 E asy
7 3 D S D , s y n th e tic  c o n s tr u c t P ara lle l Q -hairpin  

(a sse m b le  as d im er  b u n d le)
48 E asy

8 4 R L Z, artific ia l c o n stru c t Q -h elix
(a sse m b le  to  4 -h e lix  b u n d le )

37 E asy

5 6 D N A  B  h e lica se  (N -terrn in a l) Q -orth ogon al 114 M ed iu m
6 1 P ro te in  H D E A Q -orth ogon al 89 M ed iu m
7 5 E ts-1  p ro te in  (fra g m en t) Q -b und le 110 M ed iu m
7 7 R ib o so m a l p rote in  L30 3-layer  Q jS-sandwich 104 M ed iu m

5 2 C y a n o v ir in -N D o u b le  ^ -sa n d w ich 101 Hard
5 9 S m  D 3 p rote in  

(N -ter m in a l 75 res id u es)
,8 -san dw ich  (w ed ge) 75 Hard

6 3 T ra n sla tio n  in itia tio n  
factor  5A

8 -r o ll (b arrel) 138 Hard

6 7 P h o sp h a tid y le th a n o l-a m in e  
b in d in g  p rote in

C o m p lex  8 -sa n d w ic h 187 H ard

7 1 Q -A d a p tin  ear d o m a in 3-layer  Q 8-san d w ich 238 H ard
8 0 3 -m eth y la d e n in e  

D N A  g ly c o sy la se
C o m p lex  8 -r o ll 219 H ard

8 3 C y a n a se 2 - layer Q 8-san d w ich 156 Hard

T ab le  5 .1 : Descriptions of the fifteen ab initio targets, including name, length and 
protein architecture inform ation. The targets were divided into easy, medium and 
hard difficulty categories based on the protein size and structu ra l classification.
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5.1.3 Measuring Structure Prediction Quality

The quality of protein structure prediction has traditionally been measured in terms 
of the global structural similarity between the model (prediction) and the native 
structure (target). This is calculated using global RMSD (root mean squared devi
ations) over all equivalent residues after a rigid body superposition of the two struc
tures. However, this measure fails to discriminate between good and bad predictions 
when the overall structural similarity is poor. Figure 5.2 shows the distribution of 
RMSD values for predictions made for the 15 CASP3 ab initio targets described 
above. For the medium and hard targets there were very few predictions below 10Â 
RMSD. Figure 5.3 shows five predictions for target 52 (from CASP3). The predic
tions with the closest architectures (A and C) have larger global RMSD values than 
predictions with incorrect architectures (B, D and E). These figures highlight the 
importance of considering residue or fragment based assessment methods over the 
traditional global RMSD measure when assessing more approximate models from 
ab initio predictions.

15

g Easy

lllll I  iiL
Medium

Hard

5 10 15 20 25
RMSD -1  Angstrom Bins

F ig u re  5 .2 : D istribution of global RMSD values for the CASP3 ab initio structu re  
prediction category. The RMSD was m easured after rigid-body superposition of all the 
models on their respective targets. The histogram s are divided into the distributions 
obtained for easy, medium and hard targets.
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Target 52
I" Cyanovirin-N  

N  ellipsosporum

/ V  / )
(C) 10.52A

(A) 12.26A

(D) 8.7A

(B) 9.51k

(E) 9.46A
F ig u re  5 .3 : Exani]4es of correct and incorrect architecture prediction for the rnainly- 
P double sandwich cyanovirin (target 52) with associated global RMSD values, q- 
helices are shown in purple and /?-strands in yellow. Models A  and C have correct 
parallel orientation of /^-sheets, whereas B (m ainly-a), D  (orthogonal 2-layer aP~ 
sandwich) and E  (2-layer o/5-sandw'ich) are incorrect.

For the evaluation of three-dimensional structure prediction data and in partic
ular, threading or ab initio predictions, there are two factors that are important. 
Firstly, the evaluation measure retpiires the ability to extract specific details from 
predictions such as correctly predicted local structural regions. This facilitates the 
identification of aspects of prediction methods that are working well. Secondly, the 
evaluation measure also requires the capacity to differentiate between good and bad 
predictions even for models that deviate greatly from the native structure.

More suitable measures than global RMSD have been developed that are based 
on identifying regions of local similarity. For CASP2, Lesk (1997) introduced plots 
of local RMSD calculated for a fixed number of residues (windows) for intervals 
along the structural alignment. These ‘window plots’ were calculated for window 
sizes of 6, 15, 25 and 40 residues. The 6 residue window is a measure of the quality 
of local structure, partial regions of helices and strands. The 15 residue window is 
at the level of secondary structure elements, while the 25 residue window reveals 
the quality of supersecondary structure prediction. Finally, the largest window size
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of 40 residues is informative about more global aspects of the prediction.
Also for CASP2, Zemla et al. (1997) implemented an iterative superposition 

algorithm to identify the longest continuous segment (LCS) deviating from the target 
by no more than a specified RMSD cut-off. Plots were constructed by assigning each 
residue in the prediction to the longest segment that it belonged to and plotting the 
LCS against residue number for different cut-offs. Hubbard (1999) extended this 
method for CASP3 to calculate RMS/coverage plots. In this method a large number 
of superpositions are generated using an iterative global superposition technique 
and multiple starting points. For each subset of residues (e.g. 1 , 2 , 3  etc.) in all 
superpositions, the best RMS values are recorded and plotted against the proportion 
of the protein that is matched by these residues (coverage). These RMS/coverage 
plots are different from those of Lesk and Zemla as the residues used to calculate 
the RMS value do not have to form a continuous segment. RMS/coverage plots 
are extremely useful for visualising large numbers of predictions for the same target 
protein.

This chapter describes the development of a method for assessing structure pre
diction quality for ab initio predictions that uses the SSAP scoring scheme (Taylor 
& Orengo, 1989) rather than RMSD for comparing predictions. The SSAP struc
ture comparison algorithm has been used extensively for the classification of protein 
structures in the CATH structural database (Orengo et al, 1997). This approach 
was used to assess the ab initio structure prediction category in CASP3 (Orengo 
et al, 1999). The Lesk window plots from CASP2 are also described in this chapter 
as a basis of comparison with the SSAP method as they provide a complimentary 
fragment-based perspective on structure prediction quality. There are a wide range 
of assessment approaches that could be compared with the SSAP method, however 
an exhaustive comparison of methods is beyond the scope of this chapter.
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5.2 M ethods

5.2.1 SSAP Histogram Plots

SSAP Residue Environment 
Scoring Scheme

1 ^
SSAP(0 = S,y 

vector(v/y) J  = ^

where Sij is the similarity 
between equivalent vectors 
in the target (T) and prediction (P)

100
Sii =

1 + (Vÿ(T) -  Vy(P))

Target 56

N = number o f  residues 
in the protein

F ig u re  5 .4 : The niaiiily-Q target 56 from CASP3 is presented to illustrate  the SSAP 
residue environm ent scoring scheme. The SSAP score for each residue position is 
calculated based on the vector-based residue environm ent view and a 1:1 alignm ent 
between the target and predicted structures.

Given the 1:1 residue alignment between the target and the prediction, the struc
ture comparison method SSAP (Taylor k  Orengo, 1989) can be applied to score the 
similarity of the structural environment at each residue position. SSAP calculates a 
score in the range of 0 to 100 (for identical environments) based on the inter-residue 
geometry within each structure. Figure 5.4 shows the residue ‘views’ calculated by 
SSAP. These are sets of vectors from the atom of a given residue to every other 

in the protein. Given the equivalent residue pairs between the target/prediction, 
the positional SSAP score for a given residue is calculated by summing the com
parison of all the equivalent vectors from that position in the target/prediction (see 
figure 5.4). For structural classification purposes, these positional SSAP scores are 
subsequently converted to a normalised logarithmic score that is relatively indepen
dent of the protein sizes (Orengo et ai, 1992) and has a value of 100 for identical
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SSAP H istogram  Plots

Positional
SSAP Score (/)

60

Target 56
DNA B Helicase 

(N-terminal domain)

Residue N um ber in the Target

F ig u re  5 .5 : The SSAP histogram  plot shows the variation in the SSAP score a t each 
position in the 1:1 alignm ent of a predicted structu ra l model to target 56 from CASP3. 
In the schematic representation of the structure, a-helices are drawn in purple. The 
green loop indicates the first continuous fragm ent having an average SSAP score > 
60.

proteins. In an alignm ent of two protein structures using SSAP, proteins with simi

lar folds generally score above 70, whereas those with common motifs score between 

60 and 70. The advantage of using the SSAP score is th a t it is more to lerant than 

global RMSD to m is-predicted turns. Although these may affect d istan t vectors, 

the local vectors will remain similar.

For structu re prediction assessment, the values of the positional SSAP scores can 

highlight well-predicted local regions of structure. A SSAP histogram  plot showing 

individual SSAP vector environm ent scores is shown in figure 5.5 and graphically 

describes the positional SSAP score for each predicted residue. To identify the 

best-predicted m otif within each prediction the longest continuous fragm ent with a 

running average SSAP score > 60 was calculated. The predictions for each target can 

be ranked based on the longest fragment size. The value of 60 was chosen em pirically 

based on the observation th a t this threshold agreed with the visual identification 

of well-predicted motifs. A lower threshold runs the risk of merging together local 

motifs and assessing more global features of the prediction. SSAP histogram  plots 

used in this way provide inform ation on how well struc tu ra l fragm ents are packed 

against neighbouring fragments.
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5.2.2 SSAP Coverage Plots
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F ig u re  5 .6 : The SSAP coverage plot is generated by calculating the average SSAP 
score for all possible continuous fragments. The best score for each fragm ent length is 
plotted against the length expressed as a percentage of the to ta l length of the protein.

An alternative method of presenting the SSAP results is to consider the best 

average SSAP score for each continuous segment length interval. This approach 

requires the calculation of the average SSAP score for all possible continuous seg

m ents and results in a SSAP coverage plot as shown in figure 5.6. These plots 

were inspired by the approach used for generating RM S/coverage plots (H ubbard, 

1999) in CASP3. For the SSAP coverage plots the highest average SSAP score is 

calculated for all continuous segments w ith lengths between 1 and the length of the 

protein. For example, given a 100 residue protein, the highest average SSAP score 

w ith a segment length of 2 is calculated from the average SSAP scores for segments 

1-2, 2-3, 3-4 up to 99-100. This process is repeated for all segment lengths up to 

the length of the protein. The highest average SSAP score per segment is p lo tted  

against the length of the segment expressed as a percentage of the length of the 

protein (i.e. coverage). Interestingly, enum erating over all possible segment lengths 

results in higher average SSAP scores per segment length than  using the directional 

approach of a running average.
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5.2.3 Lesk Window Plots

Window plots were developed to assess ab initio s truc tu re  prediction for CASP2 

by Lesk (1997). Given the 1:1 sequence alignm ent of a ta rge t and a predicted 

s tructu re , the alignm ent can be divided into a series of overlapping residue windows 

of a specified length. It is then straightforw ard to superpose the residues from each 

window and calculate an RMSD value. Figure 5.7 describes the process of generating 

a Lesk window plot.

Prediction

1:1 Residue A lignm ent

Target 
Prediction

Residue
Windows

Calculate RMSD for 
each Window

RMSD

12

10

8

6

4

2

0
0 20 40 60 80 100

Residue Number in Target

F ig u re  5 .7 : Lesk window plots were generated by calculating the RMSD of all 
possible continuous segments of a given length (e.g. 25 or 40 residues) based on the 
1:1 residue alignm ent between the target and prediction structures.
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In this chapter, window plots have been used qualitatively to provide a compari
son with the SSAP histogram plots regarding the location of well-predicted regions. 
Window sizes of 25 and 40 residues were considered to identify well-predicted su
persecondary structure regions. For CASP3, Lesk window plots were used quantita
tively to search for 25 residue fragments below 4Â and 40 residue fragments below 
5Â. These thresholds were derived empirically as there were few well-predicted frag
ments below 5Â larger than 50 residues (Orengo et al, 1999). Reva et al. (1998) have 
suggested an RMSD of 6Â as a reasonable upper limit for assessing structural sim
ilarity between two medium-sized proteins (i.e. >  100 residues overlap), suggesting 
that a threshold of 5Â was generous for 40 residue fragments.

The 1:1 alignment of the target and prediction structures was performed us
ing a modified version of SSAP (SSAPfrag, Dr. C. Orengo, computer pro
gram). Structural superposition of co-ordinates for each fragment of a speci
fied window length was performed using the McLachlan algorithm (McLachlan, 
1982) as implemented in the program ProFit (Dr. A. Martin, computer program, 
http://www.bioinf.org.uk/programs/profit). The RMSD value was calculated for 
each fragment using all Ca atoms. For each target, the total number of acceptable 
fragments and the number of non-overlapping fragments (25 and 40 residues) below 
each threshold were calculated.

http://www.bioinf.org.uk/programs/profit
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5.3 R esu lts

This section describes the assessment of two CASP3 ab initio targets (T61 and T77) 
to illustrate the SSAP and Lesk methods for measuring protein structure prediction 
quality. The SSAP histogram plot results for all medium and hard targets are 
subsequently investigated and the best performing structure prediction methods are 
discussed.

5.3.1 Target 77: Ribosomal Protein L30

Target 77 1. Baker (50) 2. SkolOrtKol (38)

3. Jones (35) 4. Moult (32) 5. Osguthorpe (24)

F ig u re  5 .8 : M olscript diagram s for the top five predictions for ta rget 77. The 
predictions are ranked by the length of the SSAP longest continuous segment, shown 
in brackets, a-helices are shown in purple and ^0-strands in yellow.

Target 77 (Yeast ribosomal protein L30) contains 104 residues and is a 3-layer, 
aS  fold with an unusual topology. The protein has a four-stranded mixed ^-sheet 
in the middle and three a-helices on the sides. It contains one classic motif 
that is common in the a(5 plait folds. Figure 5.8 shows the cartoon representation 
of the target protein and the top five predictions (model 1 only) ranked according 
to the longest continuous segment (LCS) with a running average SSAP score > 
60. The secondary structure regions of the five predictions are shown in figure 5.9 
after a 1:1 alignment between the target and prediction sequences. The models 
submitted by the Baker, Jones and Moult groups all have very good secondary 
structure similarity with the target. The SkolOrtKol model has a central p-sheet
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F ig u re  5 .9 : Secondary structure  plots for the top five predictions for target 77. This 
figure was generated using SAS (M ilburn et ai,  1998). The sequence of tlie target 
protein is coloured according to residue property. Residues not predicted in the model 
are shown with a dashed line.

Structure, however DSSP (Kabsch & Sander, 1983) does not explicitly recognise 
the ,0-sheet geometry, therefore tlie molscript diagram and the secondary structure 
plot for this prediction do not contain any /^-strands. The Osguthorpe prediction 
has fewer secondary structure elements in common with the target. The methods 
employed by these groups are briefly described in table 5.5 (in section 5.3.3) and in 
more detail in the references given.

The prediction information is examined in three dimensions using the SSAP 
histogram plots and the Lesk window plots as shown in figure 5.10. For this target, 
the SSAP histogram plots can be approximately divided into thirds along the x-axis. 
The Baker group has the longest continuous segment with a running average SSAP 
score > 60 located in the middle third of the plot (50 residues long) that corresponds 
with a well-predicted central jSa^a arrangement between residues 33 and 82. The 
Lesk window plot (25 residues) confirms this observation with an RMSD below 4Â 
for the majority of windows between residues 38 and 62.

The SkolOrtKol prediction has 38 well-predicted residues in the first third of the 
SSAP plot (residues 2 to 39). Positional SSAP scores in the middle third of the plot 
cause the running average SSAP score to fall below 60. The associated Lesk plot 
(25 residues) shows that windows centred on residues from 17 to 62 are almost all 
below 4A RMSD. This corresponds with the arrangement of the first three helices 
of the SkolOrtKol prediction. While the Baker group has a longer continuous SSAP 
segment than the SkolOrtKol group, the latter has more overlapping 25 residue 
windows below 4Â RMSD. This highlights the difficulties in trying to capture the 
three-dimensional information into a single score that can be used for ranking these 
predictions.



Chapter 5. Assessment of Structure Prediction Quality

100

Baker

183

70

<  70

a i so

10 20 30 40 so 60 70 80 90 100 110 

R e s id u e  N u m b e r  in  tlie  T a rg e t

SkolOrtKol

10 20 30 40 50 60 70 80 90 100 110 

R e s id u e  N u m b e r  in  th e  T a rg e t

Jones

10 20 30 40 50 60 70 80 90 ICO 110 

R e s id u e  N u m b e r  in  th e  T a rg e t

Moult

10 20 30 40 50 60 70 80 90 100 110 

R e s id u e  N u m b e r  in  th e  T a rg e t

Osguthorpe

k
10 20 30 40 SO 60 70 80 90 100 110 

R e s id u e  N u m b e r  in  th e  T a rg e t

12

i ;I
2

0 10 20 30 40 50 60 70 80 90 100 110

R e s id u e  N u m b e r  in  th e  T a rg e t

2

0 10 20 30 40 50 60 70 80 90 100 110

R e s id u e  N u m b e r  in  th e  T a rg e t

12

r
i:

0
0 10 20 30 40 50 60 70 80 90 100 110

R e s id u e  N u m b e r  in  th e  T a rg e t

r
I
Q  4

2

0 10 20 30 40 50 60 70 80 90 100 110

R e s id u e  N u m b e r  in  th e  T a rg e t

12
10
8

10 20 30 40 50 60 70 80 90 100 110

R e s id u e  N u m b e r  in  th e  T a rg e t

F ig u re  5 .10 : SSAP histogram  plots and Lesk window plots for ta rget 77. W indow 
sizes of 40 (red) and 25 (blue) residues are shown.
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For the other three predictions, the Jones group predicts a 35 residue segment in 
the first third of the SSAP plot, the Moult group predicts 32 residues in the middle 
third and the Osguthorpe group has a smaller segment of 24 residues in the first 
third. This data is summarised in table 5.2. Overall, the SSAP and Lesk plots for 
this target show a consensus for identifying which regions of each model are well- 
predicted. There is also good agreement between the SSAP histogram plots and 
the relative orientations of the secondary structure elements seen in the molscript 
diagrams.

Group Longest C ontinuous 
Segm ent {R ange)

N on-overlapping Lesk  
W indow s (< 4Â )

Baker 50 (33-82) 2
SkolOrtKol 38 (2-39) 2
Jones 35 (6-40) 1
Moult 32 (39-70) 1
Osguthorpe 24 (2-25) 1

Table 5.2: The top five predictions for target 77 ranked according to the longest 
continuous fragment with a running average SSAP score > 60. The number of non
overlapping 25 residue fragments below 4Â as determined by the Lesk window plots 
are also shown.
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F ig u re  5 .11 : SSAP coverage plot for target 77 showing the curves for the top five 
predictions.

SSAP coverage plots offer an alternative view of the positional SSAP scores for 
each prediction as shown in figure 5.11. This SSAP coverage plot has the advantage 
of displaying all the predictions on the same graph. The relative performance of 
each group can be assessed at different average SSAP score thresholds. In this case, 
the order of the top five predictions is the same as for the SSAP histogram plots 
between average SSAP scores of 57 and 66. The Baker group has the best prediction 
at all SSAP score thresholds, however for thresholds above 68, the Moult group rises 
to 2nd place.

A vertical line (e.g. Moult and Jones groups) indicates that the prediction has no 
continuous segment greater than this length. This is caused by predictors submitting 
a prediction that does not contain the full number of residues. Figure 5.9 uses 
dotted lines to indicate regions with missing residues for predictions by the Moult 
and Jones groups. For example, if a prediction for this 104 residue target does not 
contain residues 51 to 54, the longest possible continuous segment will be 50 residues 
long (1-50 or 54-104). As the SSAP criteria are explicitly based on calculating 
the longest ‘continuous’ segment, not predicting all the residues can have a large 
effect on the scoring and ranking scheme. To remedy this situation the CASP 
‘rules’ should explicitly state that co-ordinates for all residues be submitted for 
each prediction. Alternatively this could be considered a weakness of the current 
approach for converting a SSAP histogram plot into a SSAP coverage plot or LCS 
ranking scheme and a more flexible approach could be investigated.
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5.3.2 Target 61: Protein HDEA

186

Target 61
* \

1. Scheraga (28) 2. Baker (2?)

3. Samudrala (26) 4. Torda (23) 5. Bystroff ( i 9)

F ig u re  5 .12 : M olscript diagram s for the top five predictions for ta rget 61. The 
predictions are ranked by the length of the SSAP longest continuous segment, shown 
in brackets, a-helices are shown in purple and ^-strands in yellow.

Protein HDEA (HNS-deperideiit expression A) has an 89 residue long a- 
orthogonal structure and contains a three-helical bundle capped by a short N- 
terminal helix. Figure 5.12 shows the molscript diagrams for the top five predictions 
(considering model 1 only) ranked by SSAP LCS criteria. All the groups predict 
mainly-ct structures that are shown aligned to the target secondary structure regions 
in hgure 5.13. The co-ordinates for target 61 start at residue number 10 and ex
clude four C-terminal residues. From this diagram it can be seen that the secondary 
structure regions of the Scheraga prediction correspond very well with the regions 
in the target structure, while other predictions do not match as well. The Baker 
group has noticeably over-predicted the helical content of target 61.

The SSAP histogram plots and Lesk window plots are shown in figure 5.14 for 
the same hve prediction groups. The SSAP histogram plots appear to divide into 
two halves around residue 45. This corresponds with the relative orientations of the 
two helices in the hrst half of the plot and the two helices in the second half of the 
plot. All the predictions have their longest segment in the hrst half of the plot (data
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F ig u re  5 .13 : Secondary structure  plots for the top five predictions for ta rget 61.
This figure was generated using SAS (M ilburn et al., 1998). The sequence of the 
target protein is coloured according to residue property. Residues not predicted in 
the model are shown with a dashed line.

in table 5.3). However, the Scheraga group have predicted two 28 residue segments, 
one in each half of the SSAP plot (residue ranges 18-45 and 48-75). The Lesk 
window plots show that the second half of the Scheraga prediction has an extremely 
low RMSD for both 25 and 40 window sizes relative to the other predictions. This 
indicates that the Scheraga model has the relative orientations of the helices in the 
second half of the molecule correct.

Group Longest Continuous 
Segm ent (Range

N on-overlapping Lesk 
W indow s [< 4À )

S cheraga 28 (18-45, 48-75) 2
B aker 27 (19-45) 1
S a m u d ra la 26 (17-42) 1
T o rd a 23 (21-43) 1
B ystro ff 19 (25-43) 1

T ab le  5 .3 : The top five predictions for target 61 ranked according to the longest 
continuous fragm ent with a running average SSAP score >  60. The num ber of non
overlapping 25 residue fragments below 4À as determ ined by the Lesk window plots 
are also shown. The Scheraga prediction has two 28 residue segments with running 
average SSAP scores > 60 and both residue ranges are reported.
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F ig u re  5 .14 : SSAP histogram  plots and Lesk window plots for ta rge t 61. Window 
sizes of 40 (red) and 25 (blue) residues are shown.
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F ig u re  5 .15 : SSAP coverage plot for ta rget 61 showing the curves for the top five 
predictions.

As with the results for target 77, the SSAP and Lesk plots for target 61 are 
ill agreement regarding the position of the well-predicted segments. In this case 
the first half of the protein (except for the first helix) is well-predicted in all five 
models. The quality of the second half of each prediction can be seen to decline 
through the ranking in the SSAP plots with fewer histogram bars and higher RMSD 
values (for both window sizes) in this region. Visual inspection of both the SSAP 
histogram plots and Lesk window plots confirm the ranking based on the SSAP 
LCS measure. The Scheraga prediction clearly stands out as the top prediction and 
there is a gradual deterioration in the quality of the SSAP and Lesk plots for other 
predictions. For this target it is difficult to differentiate between the predictions 
made by Baker and Samudrala that have SSAP longest continuous segments of 27 
and 26.

The SSAP coverage plot for the top hve SSAP LCS predictions is shown in hgure 
5.15. The Scheraga prediction has the best SSAP coverage curve and the Bystoff 
prediction falls below the other curves between average SSAP scores of 46 and 63. 
The difference between the Baker and Samudrala predictions again cannot easily 
be resolved from this graph. The value of the SSAP coverage plot is in showing all 
the predictions on the same graph over all average SSAP scores. In both examples 
shown here, target 77 and target 61, the top prediction was clearly identihed.
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5.3.3 Summary of M edium and Hard Targets

H a rd  T a r g e ts

M e d iu m  T a rg ets

T a rg et 56 LCS

Scheraga 43
Baker 39
Samudrala 38
Osguthorpe 36
Chen-Keasar 30

T a rg et 61 LCS

Scheraga 28
Baker 27
Samudrala 26
Torda 23
Bystroff 19

T a rg et 75 LCS

Samudrala 38
Jones 25
Baker 21
Rose 20
Goddard 20

T a rg et 77 LCS

Baker 50
SkolOrtKol 38
Jones 35
Moult 32
Osguthorpe 24

H a rd  T a r g ets

T a rg et 52 LCS

KolinSkol 13
Baker 13
SkolOrtKol 11
Samudrala 11
Lomize 11

T a r g e t 59 LCS

Osguthorpe 32
Lomize 20
SkolOrtKol 19
Baker 16
KolinSkol 12

T a rg et 63 LCS

Jones 26
Baker 14
Weber 14
Xu-Ylng 14
Flake 13

T a r g et 6 7 LCS
Xu-Ying 16
Jones 16
Weber 16
Bystroff 15
Sippl 14

T a rg et 71 LCS

Baker 19
Bystroff 17
Bourne 15
Xu-Ying 15
Torda 12

T a r g et 80 LCS
Xu-Ying 17
Yang-Ansuei 17
Torda 16
Bystroff 15

T a r g et 83 LCS

Jones 77
KolinSkol 68
Baker 51
Ponder-Jay 33
Xu-Ying 22

T a b le  5 .4 : T he top  five prediction groups for the four m edium  targets and the seven 
hard  ta rge ts  ranked using the  SSAP longest continuous segm ent (LCS) criteria.

The top five groups for each of the medium and hard targets are shown in table 
5.4 ranked by the length of the best segment with a running average SSAP score > 
60. For the four medium difficulty targets the segment lengths at this SSAP score 
threshold provide an adequate method for ranking the predictions with a reasonable 
spread of scores between first and fifth place. However, for three of the hard targets 
(T52, T67 and T80) the top five predictions are only separated by 3 residues with 
all segments shorter than 20 residues. This indicates that for very poorly-predicted 
structures this measure does not discriminate between predictions very well. The 
SSAP histogram plots are still useful for visually identifying the short regions that 
have been modelled correctly.
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G r o u p
N a m e

T o p  5 
P la c e

T o p
P la c e

M e th o d

B a k e r 9 3 Ab initio struc tu re  prediction using fragm ent insertion 
and sim ulated annealing (Simons et al ,  1997, 1999)

J o n e s 5 3 Two-stage protein  fold recognition using G enTH R EA D ER  
(Jones, 1999a) and T H R E A D E R  (Jones et al ,  1992)

X u -Y in g 5 2 PR O SPE C T : A threading-based stru c tu re  prediction 
system  (Xu et al ,  1998)

S a m u d ra la 4 1 A combined m ethod for low resolution ab  initio te rtia ry  
s tructu re  prediction of sm all proteins (Sam udrala et al ,  
1999)

B y s t r o f f 4 0 Local struc tu re  predictions using th e  I-sites library 
(Bystroff & Baker, 1998) and  a  fragm ent insertion M onte 
Carlo search algorithm  (Simons et al ,  1997)

K o lin sk o l 3 1 Lattice-based protein folding using an efficient M onte 
Carlo model (Kolinski & Skolnick, 1998)

O s g u th o r p e 3 1 Simplified flexible geom etry m odel for protein folding 
(O sguthorpe, 1999)

S k o lO r tK o l 3 0 Ab initio folding by using d istance restra in ts  derived from 
m ultiple sequence alignm ents (M ONSSTER, Skolnick 
et al ,  1997)

T o rd a 3 0 Threading score functions w ithout B oltzm ann sta tistics 
(Huber &: Torda, 1998)

S c h e ra g a 2 2 Hierachical and classical physics-based ab initio approach 
using conform ational space annealing and electrostatically  
driven M onte Carlo m ethods (Lee et al ,  1999)

L o m iz e 2 0 Ab initio prediction using a  therm odynam ic model of 
secondary struc tu re  and distance geom etry refinement 
(Lomize et al ,  1999)

T a b le  5 .5 : A short description of the struc tu re  prediction m ethods used by successful 
groups for the  ab  initio category of CASP3. Predictions found in first place or ranked 
in the top  five according to  the SSAP longest continuous segment criteria  are shown 
(m edium  and hard  targets only).

Table 5.5 ranks each group by the number of times it appears in the top five 
predictions for each medium and hard target. The Baker group (Simons et al., 1999) 
achieved a top five place for nine out of the eleven targets and had the best prediction 
for three targets (T52, T71 and T77). The ‘ROSETTA’ method employed by this 
group identifies structural fragments and assembles them into a complete tertiary 
structure using a Monte Carlo simulated annealing procedure (Simons et al, 1997). 
Fragments of known structures of 3 and 9 residue lengths are selected based on local 
sequence similarity. Over 100,000 fragment substitutions are attempted for each 
model and scored in the simulated annealing process using sequence-dependent and 
sequence-independent terms. The use of known structural fragments has caused this 
approach to be called ‘mini-threading’. Other methods performing well in GASPS 
are described briefly in table 5.5.
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5.4 D iscussion

The generation of SSAP histogram plots and the subsequent calculation of ‘longest 
continuous segment’ (LCS) data and SSAP coverage plots provide two novel ap
proaches for measuring the quality of protein structure prediction. The SSAP 
LCS method was successfully applied to the assessment of predictions made for the 
CASP3 ab initio structure prediction category (Orengo et ai, 1999). In this chap
ter we considered two CASP3 targets in detail and demonstrated that the SSAP 
approach can identify local regions of structural similarity as confirmed by Lesk 
window plots. Although the SSAP LCS threshold score of 60 was determined em
pirically and relies on continuous segments, the top group for seven out of the eleven 
medium and hard targets corresponds with the top group obtained from Hubbard 
RMS/coverage plots (see table I in Orengo et al. (1999)).

The average SSAP score threshold of 60 provides a good spread of segment 
lengths for the medium targets. However, a lower SSAP threshold might have pro
vided better separation for the predictions of some of the hard targets. The recently 
developed, SSAP coverage plots (not used for CASP3 assessment) provide a visuali
sation tool for all average SSAP score thresholds and can be used to assess structure 
prediction quality together with SSAP histogram plots. Overall, an unbiased ap
proach to assessing structure prediction quality requires the use of several different 
assessment methods. However, CASP3 saw a substantial increase in the volume of 
ab initio co-ordinate prediction data over those submitted for CASP2. If this trend 
continues the CASP assessment methods will need to become more automated and 
ranking schemes made more robust for difficult targets.
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Discussion

As the number of uncharacterised sequences from large scale genome sequencing 
projects continues to grow at an exponential rate, the field of bioinformatics faces 
the challenge of reliably annotating these proteins and understanding their biolog
ical roles. Detecting an evolutionary relationship with a previously characterised 
protein through sequence searching can provide the necessary link for the correct 
transfer of structural and functional information. However, protein sequences can 
diverge over time to the point where evidence of a common evolutionary ancestor 
becomes difficult to distinguish from chance similarities. The problems associated 
with detecting these remote homologous relationships using sequence-based methods 
have been addressed in three important ways:

• Sequences have been carefully organised into functionally related protein 
families e.g. Pfam (Bateman et al, 2000), PRINTS (Attwood et ai, 2000), 
PROSITE, (Hofmann et ai, 1999) and SMART (Ponting et ai, 1999).

•  Statistical methods for describing the relationship between two proteins have 
superseded the traditional approach of describing similarity as the fraction of 
identical residues (Karlin & Altschul, 1990; Brenner et ai, 1998).

• Profile sequence comparison algorithms have emerged that exploit family- 
specific information found in multiple alignments of related proteins e.g. PSI- 
BLAST (Altschul et ai, 1997), SAM (Karplus et ai, 1998), GeneQUEST 
(Taylor, 1998), and HMMer (Eddy, 1998).

The sequence family databases provide an effective approach to managing the 
large amount of sequence data that is currently available. A relatively small number 
of protein families (~20,000) can be functionally annotated and maintained rather

193
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than attempting to assign functions to millions of individual sequences. An unchar
acterised sequence can then be assigned to a sequence family based on statistical 
scores and the information from that family can be inherited. However, when these 
statistical scores show only a weak similarity to a protein family the inheritance of 
structural and functional information must be performed cautiously.

Validation of D istant Homologous Relationships

As structure is more conserved than sequence, structural databases are able to cap
ture more distant evolutionary relationships at the superfamily classification level. 
Analysis of these superfamilies can identify subtle features, such as structural mo
tifs, key residues or sequence patterns that have been conserved through the course 
of evolution. These features can provide the necessary evidence to validate weak 
sequence matches. However, the use of structural databases to improve the an
notation of distant evolutionary relatives requires the existing structural data to 
be supplemented with additional information on two different levels. At the se
quence family level, structural domains and genomic sequence relatives need to be 
clustered into functionally related protein families. These families can be used to 
build multiple alignments and profiles to detect more distant sequence relatives. 
Significant profile matches can then link directly to sequence families that contain 
structural domain representatives and closely related biological functions. At the 
structural superfamily level, the alignment of distantly related structural domains 
coupled with additional functional information can be used to identify conserved 
superfamily-specific features for validating weak sequence matches.

This thesis has addressed both of these issues by creating two new structure- 
based resources, the CATH Protein Family Database (CATH-PFDB) and the CATH 
Dictionary of Homologous Superfamilies (DHS). These resources are based on struc
tural domains from within the CATH structural database and can be used in combi
nation to identify matches between uncharacterised sequences and existing sequence 
families or superfamilies in CATH. Figure 6.1 shows the protocol used to assign 
structural and functional information to genomic sequences using the CATH-PFDB 
and the DHS.

The CATH Protein Family Database

Protein function can vary significantly within structural superfamilies (Todd et al, 
2001) making it difficult to transfer structural and functional information to an un
characterised protein that has been assigned to a functionally diverse superfamily
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CATH Protein Family Database 
(CATH-PFDB)

Chapter 3; The Rapid Generation of 
Protein Sequence Families

Chapter 4: Benchmarking the 
CATH-PFDB for Remote Homologue 
Detection

The CATH Dictionary of 
Homologous Superfamilies (DHS)

Chapter 2: Generation & Application 
of the Dictionary of Homologous 
Superfamilies

Chapter 5: Assessment of Structure 
Prediction Quality

New Sequence

a
Scan Sequence against 

CATH-PFDB

Interpret Sequence 
Search Results

a
Align Sequence with Putative Family 

and Superfamily Relatives

a
Identify Key Structural & 

Functional Features

Assign to Structural 
Family or Superfamily

a
Build Structural Model

Assess Model Quality

F ig u re  6 .1 : A nnotating genomic se(}uences using the CATH-PFDB and the DHS. 
The flowchart descril)es how the two structure-based resources developed in this the
sis can be utilised to  anno ta te  genomic sequences. The m ethods used to generate 
and search the CATH Protein  Family D atabase were described in chapters 3 and 
4. C hapter 2 considered the generation and application of the CATH Dictionary 
of Homologous Superfamilies for validating rem ote homologous relationships and for 
providing functional annotations for genome sequences. Finally, the cissessment of 
struc tu ra l models built from rem ote homologue detection or fold recognition tech
niques was described in chapter 5.

in CATH. In order to improve the accuracy of annotating  uncharacterised proteins 

we have generated closely related genomic sequence families with sim ilar functions 

w ithin each superfam ily based on structu ra lly  determ ined domain boundary defini

tions. This resource is called the CATH Protein Family D atabase (CATH -PFDB) 

and can be searched using both  hidden Markov models or pairwise search algorithm s 

to  detect related proteins. M atching a CATH -PFDB family enables more specific 

functional inform ation to be inherited than  m atching a functionally diverse struc

tu ra l superfamily. Family-specific functional inform ation will become increasingly 

im portan t for understanding and analysing the d a ta  being generated by the new 

wave of biological experim ents e.g. DNA arrays (Lockhart & W inzeler, 2000) and 

proteom ics (Pandey & Mann, 2000).
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Chapter 3 described the rapid generation of the CATH-PFDB sequence families 
using two stages. In stage one, the sequences of structural domains were searched 
against a large sequence database (i.e. the GenBank NRDB) to identify genomic 
sequence relatives. These relatives were subsequently clustered into closely related 
sequence families using pairwise and profile sequence comparison techniques. Tradi
tional sequence comparison methods can be used to cluster closely related domains 
down to 30% sequence identity. However, profile methods that use statistical sig
nificance scores can detect more distant relationships between proteins with related 
functions. These profile methods have been used in this thesis to carefully con
struct the CATH-PFDB to ensure that each sequence family contains proteins with 
similar functions. 52 structural superfamilies were rigorously tested to determine 
conservative thresholds for clustering related proteins with close functional similar
ity. In addition, the Pfam protein family database was used extensively to measure 
the success of the clustering process in generating functionally coherent sequence 
families.

In chapter 4, the CATH-PFDB was used as a structurally validated bench
mark for comparing the performance of sequence search algorithms. The infor
mation stored within this extended structural classification of protein families can 
be searched using pairwise or profile methods. Using a test set of 303 distant homo
logues, the study determined that both SSEARCH and non-iterative SAM profiles 
(built from pre-generated multiple alignments) yielded approximately 38% coverage 
with an 0.1% error rate (relating to an SSEARCH E-value of 1). Higher coverage 
of "44% could be achieved using the iterative profile approach of SAM-T99 coupled 
with a larger sequence database (i.e. the GenBank NRDB). However, these iterative 
profile searches must be carefully controlled to ensure that they do not incorpo
rate unrelated proteins into the profiles. The CATH-PFDB provides family-based 
multiple alignments and profiles that can be used for aligning query sequences for 
analysis of key residues identified using the Dictionary of Homologous Superfamilies 
described in chapter 2.

The CATH Dictionary of Homologous Superfamilies

The DHS provides structural alignments for distantly related protein domains within 
all CATH structural superfamilies. This comprehensive set of alignments are an
notated with structural and functional information that can be used to identify 
superfamily-specific features. These features can provide the necessary evidence 
for confirming a distant evolutionary relationship with members of a certain su-
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Figure 6.2: Features of the CATH Dictionary of Homologous Superfamilies (DHS) 
and links to other resources.

perfamily. Figure 6.2 shows that the DHS provides a central information resource 
for distantly related structural domains and has links to other databases so more 
detailed information can be quickly accessed. In the future, more resources can 
be incorporated into the DHS to improve the recognition of consensus superfam
ily features e.g. links to the InterPro (Apweiler et a i, 2001) and Gene Ontology 
(Ashburner et al., 2000) databases.

In many cases, assigning a genomic sequence to a CATH superfamily can be ac
companied by building a three-dimensional structural model of the protein (although 
this was not attempted in this work). For remote homologues, the quality of this 
model can vary dramatically depending on the selection of the template structure 
and the alignment with this structure. Chapter 5 described novel methods devel
oped for assessing the quality of structural models derived from remote homologue 
detection, fold recognition or ab initio approaches. These techniques were used for 
assessing the quality of ab initio structure predictions at the CASP3 conference in 
1998.

Future Work

The CATH database, the DHS and the CATH-PFDB are currently all separate 
resources that require a considerable amount of effort to maintain and update. In
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the future, these three resources will need to be integrated to ensure that changes 
made to the structural data are transferred to the sequence data and vice versa. 
The large amount of sequence data requires this integration to be performed using a 
database management system. The CATH database is currently being transferred to 
an Oracle database and ultimately this must include the sequence data of the CATH- 
PFDB and the functional information of the DHS. Access to the CATH-PFDB is 
currently restricted to searching the sequence families using a hidden Markov model 
library (HMMer software). In the future, there will be a web interface that provides 
web pages for each sequence family. These pages will allow the user to study the 
sequence representatives for each family and interact with the sequence alignments. 
Integration with other sequence family resources e.g. Pfam, PRINTS, PROSITE 
and SMART is also necessary.

While the DHS provides annotated alignments for CATH structural superfami
lies, the responsibility currently lies with the user to identify important functional 
features. There is scope for automatically identifying the key residues from these 
structural alignments and then providing textual descriptions of these residue ‘hot 
spots’. There are many other residue-specific annotations that could be added to 
the DHS structural alignments that would be particularly useful e.g. active site or 
catalytic residues identified in the literature. Structural features including unusual 
main-chain conformations could also be noted. In addition, the data could be or
ganised into a format suitable for annotating pairwise or profile sequence search 
results and reporting any conserved key residues present in the query sequence. A 
similar approach has been implemented for pairwise sequence searches by Zhang 
et ai (1999).

There is a trend in the bioinformatics field to unify different database re
sources e.g. InterPro combines the efforts of many different protein sequence family 
databases. This looks set to continue with collaborations between sequence and 
structure databases in the pipeline. The work in this thesis has described the inte
gration of sequence, structure and function strictly within the context of the CATH 
structural database. Collaborations between CATH and other databases will serve 
to improve the breadth and depth of knowledge available within the bioinformatics 
field. In the future, protein databases may not be defined by a sequence, structure or 
functional bias. Instead, integrated resources that embrace all three disciplines will 
ultimately lead to a greater understanding of biological systems and the molecular 
basis of disease.
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List of Abbreviations

A bbreviation Details
ASCII American Standard Code for Information Interchange
BLAST Basic Local Alignment Search Tool
BLOSUM Blocks Substitution Matrices
CASP Critical Assessment of Methods of Protein Structure Prediction
CATH Class, Architecture, Topology, Homologous Superfamily
CATH-PFDB CATH Protein Family Database
COG Clusters of Orthologous Groups
CORA Conserved Residue Attributes
DDBJ DNA Databank of Japan
DHDPS Dihydropicolinate Synthetase
DHS Dictionary of Homologous Superfamilies
DIVCLUS Divide and Cluster
DNA Deoxyribonucleic Acid
DSSP Dictionary of Protein Secondary Structures
EBI European Bioinformatics Institute
EC Enzyme Commission
EMBL European Molecular Biology Laboratory
EPQ Error Per Query
EVD Extreme Value Distribution
ExPASy Expert Protein Analysis System
FAD Flavin Adenine Nucleotide
FFF Fuzzy Functional Forms
FOD Frequently Occurring Domain
FORREST Fold Recognition from Secondary Structures
FSSP Fold classification based on Structure-Structure alignment of

Proteins
HMM Hidden Markov Models
HSP High Scoring Segment Pairs
HSSP Homology derived Secondary Structure of Proteins
HTML Hypertext Markup Language
IMPALA Integrating Matrix Profiles And Local Alignments
ISL Intermediate Sequence Library
ISS Intermediate Sequence Search
JIPID Protein Information Database of Japan
LCS Longest Continuous Segment
MDM Mutation Data Matrix
MIPS Martinsried Institute for Protein Sequences
MISS Multiple Intermediate Sequence Search
MMDB Molecular Modelling Database
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A bbreviation Details
NAD Nicotinamide Adenine Dinucleotide
NC-IUBMB Nomenclature Committee of the International Union of 

Biochemistry and Molecular Biology
NCBI National Center for Biotechnology Information
NMR Nuclear Magnetic Resonance
NRDB Non-redundant Database
ORF Open Reading Frame
PAM Point Accepted Mutation
PCA Principal Component Analysis
PCR Polymerase Chain Reaction
PDB Protein Data Bank
PEDANT Protein Extraction, Description and Analysis Tool
PIR/PSD Protein Information Resource /  Protein Sequence Database
PLP Pyridoxal-5’-phosphate
PRODOM Protein Domain Database
PSI-BLAST Position Specific Iterated-BLAST
RMSD Root Mean Squared Deviations
RNA Ribonucleic Acid
RPF Ranked Pair File
SAM Sequence Alignment and Modelling
SAS Sequences Annotated by Structure
SCOP Structural Classification Of Proteins
SMART Simple Modular Architecture Research Tool
SPARTACLUS Superfamily Partition And Clustering
SSAP Sequential Structural Alignment Program
SSE Secondary Structure Element
STAMP Structural Alignment of Multiple Proteins
SYSTERS Systematic Re-searching
TIM Triosephosphate Isomerase
TrEMBL Translation of coding sequences from the EMBL database
VAST Vector Alignment Search Tool
WU-BLAST Washington University-BLAST
WWW World Wide Web
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