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Abstract

The genes of most eukaryotic organisms are organised into coding (exon) and non-
coding (intron) sequences. Since their discovery, introns have been the subject
of a considerable amount of research focused on trying to locate correlations be-
tween intron positions and protein structure. However, in many cases these studies
have suffered from using small datasets. In recent years, the amount of available
nucleotide sequence data, protein sequence data, and protein structure data has
rapidly increased, allowing more reliable and accurate conclusions to be drawn from
contemporaneous analyses.

The work presented in this thesis is an investigation of intron positions in relation
to protein sequence, structure, and function. To facilitate this analysis a number of
bespoke databases have been created, which include: an intron database, containing
intron positions in protein coding sequences; a protein database, containing protein
sequences and annotation such as secondary structure and domain boundaries; and
an enzyme database, containing the position of catalytic residues in enzyme chains.

This analysis shows that intron positions are non-randomly distributed in rela-
tion to amino acids, secondary structure, and solvent accessibility. However, this
can be explained principally on the basis of nucleotide bias associated with the lo-
cation of introns. Most protein domains are joined by regions not associated with
introns, although where an association does occur, it is unlikely to be the result of
random intron insertion. There is evidence that a small set of domains may have
utilised introns during evolution. In enzymes, catalytic residues have no association
with introns, and most introns tend not to split pairs of catalytic residues. This is
explained by a preference for catalytic residues to be close together in sequence.

These analyses suggest that biased intron distributions in relation to proteins are
the result of non-random intron insertion. Although introns may have subsequently
been utilised in the evolution of proteins, this involvement appears to have been

limited.
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Chapter 1

Introduction

1.1 Overview

The biological information required to construct and maintain a viable organism
is stored in its genome (Brown, 2002). In the case of all eukaryotic and prokary-
otic cells, this genome is made from deoxyribonucleic acid (DNA). It is possible
to broadly categorise the nucleotide sequences in a genome into one of two groups:
genes and gene related sequences, which encode some form of essential function; and
intergenic sequences, which are the regions that occur between the genes. In this
context, the term gene is used to describe a region of the genome that is transcribed
to produce a ribonucleic acid (RNA) product.

Early investigations, carried out on the protein coding genes of prokaryotes,
showed that the nucleotide sequence of the gene and the amino acid sequence of the
protein it encodes were colinear (i.e. the number of nucleotides in the translated
region was proportional to the number of amino acids in its product) (Yanofsky et al.,
1964) (Williamson, 1977). It was generally assumed that this continuous genetic
organisation, called a cistron, would be reflected by eukaryotic genes. However, in
1977 it was shown that this model of eukaryotic gene structure was inaccurate. A
number of independent studies discovered DNA sequences in genes, which were not
present in the messenger RNA (mRNA) used to produce the protein (Williamson,
1977). For example, complementary DNA synthesised by the reverse transcription
of rabbit B-globin mRNA, was shown to hybridise to a restriction fragment from
the B-globin gene, roughly 600 bases longer than the expressed region (Jeffreys
& Flavell, 1977). Similar work, hybridising chicken ovalbumin mRNA to genomic
DNA, showed that the coding sequence was split into several fragments (Breathnach

et al., 1977). In 1978, the terms “intron” and “exon” were proposed to respectively

21



Chapter 1. Introduction 22

describe these intervening and expressed regions of split genes (Gilbert, 1978).

Since their initial discovery, a large amount of work has been carried out in order
to develop a coherent picture of intron evolution and function. A number of opposing
views have been developed regarding this subject, often based on minimal supporting
evidence. One of the key issues has been if introns have had a role in the evolution of
protein structure and if proteins are segregated into structural units by the position
of introns. Online databases now provide a wealth of nucleotide sequence data with
intron annotation, which is the result of recent advances in sequencing techniques.
In addition, a large amount of protein structure data is available, which again is
due to advances in technology that have increased the speed with which structures
can be determined. The work in this thesis is an analysis of the position of introns
in relation to various elements of protein structure and function, which utilises this
newly available sequence and structure data.

This chapter describes introns and exons, introduces the various theories of intron
origin, and describes the key biological resources that are available. In addition, it
outlines the various analysis techniques that have been used.
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1.2 Eukaryotic Genes

Although eukaryotic and prokaryotic genes carry out the same fundamental role,
the methods with which they are processed and expressed differ. Since it is known
that the vast majority of introns occur in eukaryotic genes (discussed later), a brief
overview of eukaryotic gene expression is presented here.

The initial product of all eukaryotic genes is pre-RNA, which is produced by
transcription. This primary transcript is then processed to produce a mature RNA
molecule, which can be categorised into one of two types: noncoding RNA (ncRNA),
which is the ultimate product of the gene; or messenger RNA (mRNA), which is
eventually translated to produce a protein (Brown, 2002). Noncoding RNA com-
prises a number of transcripts, which carry out a variety of different roles in the cell.
A summary of the major categories of ncRNA are outlined in table 1.1. However,
an in depth discussion of the genes that encode these sequences is beyond the scope
of this work.

| RNA Type | Function ]

Transfer RNA (tRNA) Used during translation to carry amino acids to
the ribosome and synthesise the encoded
polypeptide chain

Ribosomal RNA (rRNA) Structural and functional component of the
ribosome

Small nucleolar RNA Processing of rRNA

(snoRNA)

Small nuclear RNA (snRNA) | Processing of mRNA

Small Cytoplasmic RNA Variable functions

(scRNA)

Table 1.1: The different categories of noncoding RNA (based on Pierce (2003)).

1.2.1 Protein Coding Genes

The organisation of a eukaryotic protein coding gene is shown in figure 1.1. The
sequence of the gene can be broadly split into transcribed and nontranscribed regions
(Patthy, 2000). The transcribed region starts from a 5’ transcription initiation
site and ends downstream at a 3’ transcription termination site. In most cases, it
consists of a number of exons, which are segregated by intron sequences. The region
directly upstream of the initiation site is called the promoter, it contains a number
of signals that are involved in the regulation and initiation of transcription. In

addition, the promoter indicates the position of the initiation site and the direction of
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with introns are discussed later. The final modification is the addition of a string of
adenine nucleotides to the 3’ end of the RNA. This poly(A) tail confers increased
stability and extends the amount of time before the RNA is degraded. It is added
to the RNA at the polyadenylation site by a complex of proteins, which includes
polyadenylate polymerase (PAP). Prior to the addition of the tail, the terminator
is removed by RNA cleavage (Patthy, 2000).

When a mature mRNA molecule has been synthesised, it migrates to the cy-
toplasm of the cell, where translation occurs. This is the process that synthesises
the polypeptide chain encoded by the protein coding region of the mRNA. It relies
on a supply of aminoacyl-tRNA molecules, which are tRNA sequences attached to
specific amino acids. Each aminoacyl-tRNA contains an anticodon sequence, which
is complementary to a specific trio of nucleotides. Translation takes place on a ri-
bosome, which is a complex of rRNA molecules and associated ribosomal proteins.
The ribosome binds to the mRNA, by associating with the 5’ cap. It then migrates
downstream until it reaches the start codon, defined by the nucleotide sequence
“AUG”. A ribosome has three sites that can be occupied by tRNA molecules: the
aminoacyl (A) site, the peptidyl (P) site, and the exit (E) site. At the start codon,
an initiator tRNA bound to methionine, which has an anticodon complementary
to “AUG”, associates with the P site of the ribosome. A second aminoacyl-tRNA,
which is complementary to the next codon, associates with the A site of the ribo-
some. This brings the amino acids attached to the tRNAs into close proximity and
rRNA in the ribosome catalyses the formation of a peptide bond. The P site amino
acid is released from its tRNA molecule and the ribosome moves downstream. This
translocation shifts the amino acid in the P site into the E site, the amino acid in
the A site into the P site, and the A site becomes free to associate with the next
complementary t-RNA molecule. This elongation process continues until the ribo-
some encounters a stop codon, where protein synthesis is terminated because there
is no tRNA with an appropriate anticodon (Pierce, 2003). The protein sequence
that is released when translation is terminated is called a precursor protein. This
amino acid sequence may undergo further processing, such as cleavage of the initial

methionine residue, in order to produce a mature protein.



Chapter 1. Introduction 27

1.3 Introns and Exons

As previously discussed, introns are segments of DNA, which are transcribed from a
gene, but removed from the primary transcript by RNA splicing. In contrast, exons
are the regions of the gene that remain in the mature RNA product (see figure 1.2).
Introns were initially thought to be genetic elements that were specific to eukaryotes.
However, rare cases have now been observed in archae, eubacteria, some viruses,
and the genomes of mitochondria and chloroplasts (Brown, 2002). There is evidence
that within the eukaryotes, the number of introns is related to the complexity of the
organism. For example, introns account for 1% of the total size of the Saccharomyces
cerevisiae genome, while the intron content of Drosophila melanogaster and Homo
sapiens is 17% and 24% respectively (Patthy, 2003). A typical gene from a higher
eukaryote can have anywhere between 0 and 50 introns. The length of these introns
can vary extensively, and some cases of introns containing over 200,000 nucleotides
have been observed. Exons tend to be relatively short, generally having between 10
and 400 nucleotides (Kramer, 1996).

1.3.1 Intron Classification

Introns are currently classified into seven distinct categories, which have a variety
of structural features and splicing mechanisms. Six of these categories have been
observed in eukaryotes, while the seventh contains a number of introns only seen
in the archae. A summary of each type of intron, including its genetic locations,
is given in table 1.2. The different intron classifications show varying degrees of
heterogeneity in length, with some groups being relatively constant in size and others

varying greatly.

LIntron Type [ Location ]
Spliceosomal Eukaryotic nuclear pre-mRNA
Group I Eukaryotic nuclear pre-rRNA, organelle RNAs,
some prokaryotic RNAs, some viruses
Group II Organelle RNAs, some prokaryotic RNAs
Group III Organelle RNAs
Twintrons Organelle RNAs
Pre-tRNA Eukaryotic nuclear pre-tRNA
Archaeal Various RNAs

Table 1.2: A summary of the different types of intron and their observed genetic
locations (modified from Brown (2002)).
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1.3.1.1 Spliceosomal introns

The majority of introns found in eukaryotic cells are located in nuclear protein-
coding genes. If an intron in one of these genes is located in the translated region
of the mRNA, it will occur in one of three positions: between two codons (phase 0),
between the first and second nucleotides of a codon (phase 1), or between the second
and third nucleotides of a codon (phase 2). The splicing process that removes these
introns from pre-mRNA, involves a protein/RNA complex called the spliceosome.
As a result, pre-mRNA introns are also called spliceosomal introns (Patthy, 2000).
Shortly after the discovery of spliceosomal introns, it was recognised they had con-
served splice sites (the region at the boundary between an exon and an intron). The
5’ terminal dinucleotide sequence of spliceosomal introns was shown to be “GT”,
and the 3’ terminal dinucleotide sequence “AG” (Breathnach et al., 1978). As the
number of available splice site sequences grew, it was observed that nearly all introns
share the same terminal dinucleotide sequences, which became known as the GT-
AG rule (Mount, 1982). However, a small number of cases have been identified that
do not conform to this consensus. Work carried out by Burset and colleagues has
suggested that the GT-AG consensus accounts for 99.24% of known introns. The
remainder of cases are split between GC-AG, 0.69%; AT-AC, 0.05%; and a small
set of other non-canonical splice sites, 0.02% (Burset et al., 2000).

Accurate removal of spliceosomal introns from pre-mRNA is essential in order to
produce a viable protein product. Not only does splicing create the correct protein
coding sequence, but in many cases, alternative splicing is used to create diverse pro-
tein isoforms from the same gene (Hastings & Krainer, 2001). The mechanism that
excises spliceosomal introns involves two transesterification reactions and requires
three conserved sequences: the 5’ splice site, the 3’ splice site, and the branch site.
The branch site is located about 20-50 nucleotides upstream of the 3’ splice site. It
contains an adenine nucleotide that is an essential part of the splicing mechanism.
Directly adjacent to the branch site is a consensus region of pyrimidines called the
polypyrimidine tract, which is also involved in splicing (Patthy, 2000).

The initial transesterification that occurs in the splicing process is the result of
a nucleophilic attack on the 5’ splice site, by the 2’ hydroxyl group of an adenine
at the branch site. The result is the creation of a lariat intermediate, by formation
of a 2’,5’-phosphodiester bond between the branch site adenine and the terminal
phosphate of the intron. The second transesterification occurs when the free 3’
hydroxyl group of the 5’ exon, attacks the phosphodiester bond at the 3’ splice site.
The result is ligation of the two exons and release of the intron lariat (Kramer, 1996).
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The regions of spliceosomal introns that are involved in splicing are quite small.
As long as these sequences remain unaffected, the intron can tolerate insertions and
deletions of large amounts of DNA. As a result, spliceosomal introns account for
many of the longest known intron sequences. In addition, chimeric introns can be
formed by fusing the 5’ region of one intron to the 3’ region of another. This process
is used in alternative splicing when exon skipping occurs (Patthy, 2000).

1.3.1.2 Group I Introns

Group I introns have been observed in a wide variety of organisms, including eu-
karyotes, prokaryotes, and viruses (see table 1.2). They are particularly common
in the genes of fungal mitochondria (Lewin, 1997). The splicing mechanism that
excises group I introns from RNA, like the method employed by spliceosomal in-
trons, involves two transesterification reactions. However, in vitro experiments have
shown that group I introns are autocatalytic and have the innate ability to excise
themselves from RNA in the absence of additional protein molecules (Lewin, 1997).
This splicing reaction is initiated by the 3’ hydroxyl group of a guanosine molecule,
which attacks the 5’ splice site and causes the first transesterification reaction. As
a result, the 3’ hydroxyl of the upstream exon becomes free to attack the 3’ splice
site and promote the second transesterification. The exons are ligated during this
reaction and the intron is released. After it has been excised, the intron undergoes
circularisation when its 3’ terminal guanine attacks a nucleotide near its 5’ end. The
formation of the circle cleaves a short 5’ oligonucleotide that contains the 5’ terminal
guanine (Lambowitz & Belfort, 1993).

The ability of group I introns to carry out self splicing is the result of a conserved
secondary structure, which brings the splice sites into a conformation that supports
the splicing reaction. It consists of nine base paired regions (numbered from P1 to
P9), which form stem loop structures. An example of the structure adopted by group
I introns is shown in figure 1.4. The regions P3, P4, P6, and P7 have been identified
as the minimum structural core that is required to carry out splicing (Lewin, 1997).
It should be noted that in many cases, in vivo splicing of group I introns, involves
additional, non- catalytic proteins, which stabilise the RN A structure.

Despite the common structural features found between group I introns, they
show no sequence conservation and their length can vary from between 200 to 3000
nucleotides. In many cases these differences in length are accounted for by the
presence of an open reading frame (ORF) in the intron. The products encoded by
these ORF's tend to be either maturase proteins, which are used to promote splic-
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that supports two possible methods of group II intron mobility: retrohoming and
retrotransposition (Cousineau et al., 2000). Retrohoming involves reverse splicing,
which uses an endonuclease to cleave DNA and insert an intron into a previously in-
tronless gene. Reverse transcription is then used to synthesise the appropriate DNA
strands from the RNA template. Retrotransposition is an endonuclease independent
event that involves reverse splicing to insert an intron into the RNA transcript of
a gene. Reverse transcription then produces complementary DNA from this tran-
script, which can enter the genome by recombination (Cousineau et al., 2000).

1.3.1.4 Group III Introns

Group III introns are located within organelle genomes. Their nucleotide sequence is
generally rich in uracil and tends to be quite short, typically containing between 91
to 119 nucleotides (Copertino & Hallick, 1993). They are capable of self splicing and
are excised from RNA using a method similar to group II introns. The conserved
secondary structure they adopt is distinctive and different to the structure of both
group I and group II introns. However, it does contain a 3’ splice site that is identical
to domain 6 in the structure of group II introns (Copertino & Hallick, 1993). The
similarity between their splicing mechanism suggests an evolutionary relationship

between group II and group III introns (Brown, 2002).

1.3.1.5 Twintrons

Twintrons are composite structures comprised of two or more group II and/or group
IIT introns. The simplest twintrons are formed from one intron being inserted into
another, but more complex structures can exist containing multiple embedded in-
trons (Brown, 2002). The Euglena chloroplast genome contains several examples of
twintrons. Intron 1 of the rps3 gene consists of a group II internal intron inserted
into a group III external intron. In the rpsl8 gene, intron 2 consists of a group III
external intron, split by a group III internal intron, which in turn is split by two
more group III internal introns (Copertino & Hallick, 1993). There is generally a
defined sequence for the splicing of individual introns making up a twintron. In the
case of the rpsl8 gene, four separate splicing reactions are required to remove the
twintron and ligate the exons.

1.3.1.6 Pre-tRNA Introns

A number of eukaryotic tRNA genes contain introns, which tend to be located
in the anticodon arm and loop of the pre-tRNA sequence. The majority of these
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introns are relatively short, with variable sequences, and no common motifs (Brown,
2002). The splicing mechanism employed by pre-tRNA introns does not involve
transesterifications. Instead, the splice sites are cut by ribonuclease action, leaving
a cyclic phosphate on the 3’ end of the upstream exon and a hydroxyl group on the
5’ end of the downstream exon. These ends are stabilised in close proximity by base
pairing within the RNA sequence and ligated together by an RNA ligase (Brown,
2002).

1.3.1.7 Archaeal Introns

The archaebacteria contain a unique type of intron, which is not found in eubacteria
or eukaryotes. They are located in tRNA and rRNA genes and tend to be quite
small, containing between 15 to 110 nucleotides. However, some archaeal introns
contain an ORF that encodes an endonuclease and can be as large as 600 nucleotides
(Lambowitz & Belfort, 1993). The nucleotide sequence of archaeal introns varies
and they do not have a conserved secondary structure. Although they do generate a
“bulge-helix-bulge” motif at the exon-intron junction. This motif is utilised by their
splicing mechanism. It is recognised by an endoribonuclease, which cuts the RNA
and generates ends containing a 2’,3’-cyclic phosphate and a 5’ hydroxyl group.
These ends are then ligated and the introns circularise. This splicing method is
similar to that employed by eukaryotic nuclear pre-tRNA introns and implies an
evolutionary relationship between the two groups (Lykke-Andersen et al., 1997).

1.3.2 Exon Classification

The term “exon” is often misused to refer only to stretches of a gene that contain
protein coding information. However, it was originally used by Gilbert to describe
the regions of a gene that remain in a mature RNA sequence, after splicing is
complete (Mount, 2000). This definition is not limited to coding sequences and also
includes regions of a gene that do not encode a protein product. Noncoding exons are
quite common, and are seen in >35% of human genes (Zhang, 1998). They account
for all the nucleotides in a mature ncRNA molecule, and can also include the regions
upstream and downstream of the translated section of an mRNA sequence. The 5’
untranslated region of a eukaryotic nuclear mRNA molecule, contains the control
regions that regulate expression of the protein product. It has been suggested that
the exons in this region could be shuffled between genes, as a method of transferring
these expression controls (Fedorova & Fedorov, 2003).

The position of the initiation and termination sites of translation, coupled with
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the nature of the genetic material flanking an exon, can be used to identify a number
of different exon types. In 1998, Zhang proposed an exon classification scheme, which
was based on a statistical analysis of human exons (Zhang, 1998). It contains 12
mutually exclusive categories of exon, which are outlined in table 1.3. A graphical

representation of each exon category is given in figure 1.6.

| Group | Category | Description

1 Suexon 5’ terminal untranslated exon

2 Juexon 3’ terminal untranslated exon

3 Sutexon 5’ terminal exon containing a 5’ untranslated region

4 3utexon 3’ terminal exon containing a 5’ untranslated region

5 Iutexon Internal exon containing a 3’ portion of a 5’ untranslated
region followed by a coding sequence

6 Ituexon Internal exon containing a 5’ portion of a 3’ untranslated
region followed by a coding sequence

7 Tuexon Internal untranslated exon

8 Itexon Internal translated exon

9 Sutuexon Contains complete CDS but not the transcriptional end

10 3utuexon Contains complete CDS but not the transcriptional start

11 5-3utuexon | Has both transcriptional start and transcriptional end

12 Suexon Has neither transcriptional start or transcriptional end

Table 1.3: The 12 different categories of exon (based on Zhang (1998)).

The 12 exon categories defined by Zhang serve as a useful standard for consider-
ing the organisation of genes. The data that was used to develop this classification
scheme, shows that there is a degree of variation between the length distributions
of the different exon types. The bSutexons and iuexons are quite short, generally
containing <100 nucleotides. Conversely, the 3tuexons and 3uexons are the longest
groups, containing between 300 to 500 nucleotides. The itexons have a tight length
distribution that centres around 130 nucleotides (Zhang, 1998). However, there ap-
pears to be no minimum constraint on the length of exons and some very small
itexons have been observed. For example, the invected gene in the Drosophila
melanogaster genome, contains an exon that is only 6 nucleotides in length. This
tiny exon is flanked by long introns, which contain 27,659 and 1,134 nucleotides
respectively (Mount, 2000).

It has been observed that in vertebrate genomes, itexons generally tend to be less
than 300 nucleotides in length. This size restriction is thought to be linked to pre-
mRNA splicing, which is optimal when exons contain between 50 to 300 nucleotides.
Robberson et al. (1990) have suggested that an exon definition stage occurs during

spliceosome assembly. This involves the snRNPs locating the intron splice sites, by
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1.4 The Origin of Introns

Since the initial discovery of introns their evolutionary origin has been under much
debate. Historically, two main theories have been developed that try to explain
their existence: the introns-early theory, which is also called the exon theory of genes
(Gilbert, 1985); and the introns-late theory, which is also called the insertional theory
of intron origins (Cavalier-Smith, 1985). The introns-early theory suggests that
introns were present in the last universal common ancestor, where they separated
mini-genes represented by exons. Since introns are noncoding, they were able to act
as sites of recombination, which has enabled the shuffling of exons and the evolution
of complex proteins. The introns-late theory suggests that fully developed genes
had introns inserted into them later in evolution. In recent years, concepts from
both the introns-early and introns-late theories have been merged into the so called
synthetic theory of intron evolution (de Souza, 2003). It is important to note that
these theories are limited specifically to the origin of spliceosomal introns, which are

only found in eukaryotic genomes.

1.4.1 The Introns-early Theory

Shortly after their discovery, it was suggested by Gilbert (1978) that introns could
speed up the evolution of new genes by acting as sites of recombination and caus-
ing the shuffling of exons. It is this conjecture that has served as the foundation
for the introns-early theory. The suggestion that introns were present in the last
common ancestor was first made by Doolittle (1978), with the paucity of introns in
prokaryotes and lower eukaryotes being explained as the result of genome stream-
lining mediated by negative selection. Further consideration of the introns-early
theory led Blake (1978) to suggest that in order for effective gene assembly to oc-
cur, exons would encode integrally folded protein units such as domains. However,
despite some early results that supported this idea (Blake, 1979), it quickly became
apparent that many intron positions interrupt protein domains.

In an effort to formalise the protein unit encoded by exons, Go (1981) suggested
that instead of a domain, an exon would encode modules where no pair of alpha-
carbons in the module are more than 274 apart. This definition of a module was
based on observations of the structure of haemoglobin, where it was noted that the
mouse [3-globin chain was split into three exons, two of which encode a single module,
while the third contains two distinct modules. Go predicted that an ancestral intron
would have originally split the third exon into two separate modules. The subsequent
discovery of such an intron in plant leghaemoglobin was hailed as a great success
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for introns-early. However, as new gene structures were determined, it soon became
apparent that although some proteins fulfilled the predictions of the introns-early
hypotheses, others could not easily be fitted into them (Blake, 1983). For example,
in bovine carboxypeptidase the position of introns were found to split S-strands and
did not associate with “Go modules”.

The first convincing evidence that suggested exon shuffling had actually taken
place was produced for the low-density lipoprotein (LDL) receptor. The LDL re-
ceptor gene contains a number of exons that have homology to exons found in both
epidermal growth factor, and blood clotting factor IX proteins (Sudhof et al., 1985).
This finding was instrumental in confirming the plausibility of exon shuffling in the
evolution of genes. However, in order to confirm the validity of the introns-early
hypotheses, it is necessary to demonstrate that exon shuffling was involved in the
evolution of an ancient gene, that predates the divergence of prokaryotes and eukary-
otes (Gilbert, 1985). Studies of the triose phosphate isomerase (TIM) gene, which
is known to be an ancient protein, showed that a number of intron positions were
conserved between plant and vertebrate lineages (Straus & Gilbert, 1985). Since
this data suggested that intron positions were indeed ancient, Gilbert et al. (1986)
constructed the supposed ancient gene structure from all known TIM introns. This
produced an 11 exon gene in which 10 introns were located at the boundaries of “Go
modules”. In order to complete the structure another intron position was predicted
that split the last exon at a module boundary. Such an intron was found in a Culex
tarsalis gene (Tittiger et al., 1993), which was taken by Gilbert & Glynias (1993)
to be confirmation of the Exon theory of genes. However, the introns-late theory
provided a different interpretation of the origin of introns.

1.4.2 The Introns-late Theory

The hypothesis that introns were inserted into genomes later in evolution was first
proposed by Cavalier-Smith (1985). In this theory, introns are thought to be selfish
DNA such as transposons, which have evolved a specific RNA splicing mechanism.
Exons are not assumed to encode distinct protein units, and no assumption is made
about the position of introns in relation to protein structure. This has been the
source of much criticism for the introns-late theory, since certain genes do show a
direct correlation between introns and protein structure (Darnell & Doolittle, 1986).
However, in answer to these arguments it has been suggested that the mechanism
of intron insertion contains a sequence specific element. For example, based on
the observation of actin and tubulin introns Dibb & Newman (1989) suggested the
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existence of a proto-splice site (C/AAGR), which could act as the site of intron
insertion.

Providing further support of introns-late, Cavalier-Smith (1991) pointed out that
the self splicing group I and group II introns are still present in the genomes of eu-
bacteria and archae, despite 3,500 million years of evolution. It therefore seems
unlikely that if spliceosomal introns are ancient, they would all have been removed
from both the eubacterial and archaeal lineages as a result of genome streamlin-
ing. In fact, the similarity of the splicing mechanism between group II introns and
spliceosomal introns, suggests that the group II introns could be an evolutionary
precursor of the spliceosomal introns.

In a paper that attacked the central theory of introns-early, Stoltzfus et al. (1994)
showed that in four proteins (alcohol dehydrogenase, TIM, globin, and pyruvate ki-
nase) intron positions do not neatly correspond to any single aspect of protein struc-
ture, including secondary structure, tertiary structure, and “Go modules”. One of
the key aspects of this work was to show that the increasing numbers of known
intron positions were detrimental to previous introns-early studies, highlighting the
limited amount of data used to formulate the introns-early hypotheses. This finding
was also observed in other proteins, such as glyceraldehyde-3-phosphate dehydroge-
nase, where the presence of all known introns in the ancient gene would result in
exons having an average length of just 7.2 codons (Logsdon & Palmer, 1994). Exons
of this length would not be capable of encoding a useful unit of protein structure.

In further support of introns late there is now convincing evidence that some
introns have been gained recently in evolution. For example, the predicted TIM
intron (Gilbert et al., 1986) that was later found in Culez tarsalis is now thought to
be the result of a recent intron insertion event. The TIM gene has been sequenced in
several species, showing that if the intron is ancient it has been independently lost at
least 10 times during evolution. The alternative explanation, that a single insertion
has occurred, is therefore much more parsimonious (Roy, 2003). Similar results
for other introns have also been found, which would seem to render the introns-
early theory obsolete. However, in recent years the proponents of introns-early have

produced evidence for a new theory of intron evolution.

1.4.3 The Synthetic Theory of Intron Evolution

Recently, the original introns-early theory has been renamed introns-all-early, be-
cause it states that all intron positions are of ancient origin (Roy, 2003). In addition,
a new introns early theory has been developed, which is called the synthetic theory
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of intron origin (de Souza, 2003). This name is derived from the fact that the the-
ory incorporates elements from both the introns-all-early and introns-late theories.
It suggests that many introns (especially the phase 1 and phase 2 introns) have
been gained recently in evolution. However, it also maintains that some phase 0
introns are ancient, were present in the last common ancestor, and have influenced
the evolution of genes through exon shuffling (de Souza, 2003).

The synthetic theory of intron evolution is based on several papers from Gilbert’s
group. The first of these (Long et al., 1995) examined the phase distribution of
introns, reasoning that randomly inserted introns would show no phase preference.
They also investigated the frequency of symmetric exons (exons flanked by introns
of the same phase), which are required for exon shuffling to occur. When compared
to the expected phases obtained by random intron insertion, the results show an
excess of phase 0 introns, a 12% excess of 0-Osymmetricexons, and a 30% excess of
1-1symmetricexons. The phase 0 excess was found to be even more pronounced if
the analysis was restricted to ancient genes. Following up on this work, a number
of papers have investigated the distribution of introns in ancient genes with respect
to the boundaries of “Go modules” of various sizes. This has found a non-random
distribution for phase 0 introns in respect to modules with a size of 284 (de Souza
et al., 1996) (de Souza et al., 1998) (Fedorov et al., 2001). The phase 1 introns,
which are also in excess, were found to avoid the module boundary regions. The
results of this work have been used to suggest that the correlation between introns
and protein structure in ancient genes is restricted to phase 0 introns. Furthermore,
it was postulated that roughly 40% of the known introns in these genes were present
in the last common ancestor, while the other 60% have been added more recently
in evolution (de Souza, 2003).

By combining aspects of both the introns-all-early and introns-late theories of
evolution, the synthetic theory is an attempt to provide a conclusion to the debate
on the origin of spliceosomal introns. However, opinions are still very much split and
recently new evidence has been presented that suggests a nucleotide preference at the
site of intron gain (Qiu et al., 2004). It is also notable that there are still no known
cases of exon shuffling in ancient proteins. In fact, Patthy (2000) has suggested that
exon shuflling through intron recombination did not become a significant force in
evolution until the metazoan radiation. Prior to this point it is suggested that the
splicing machinery was not yet developed and structural conservation in the intron
sequence prevented exon shuffling.

It is clear that the debate is not yet over, but the rapidly increasing amounts of
nucleotide and protein sequence data hold the promise that it may be resolved soon.
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1.5 Intron Function

Regardless of whether the origin of spliceosomal introns is early or late, it is clear
that exon shuffling via recombination within intron sequences has been involved in
the evolution of a number of proteins (Patthy, 2000). Furthermore, it has been
suggested that introns may be involved more generally in increasing the rate of
meiotic crossing over within a genome, speeding up the rate of evolution (Fedorova
& Fedorov, 2003). However, this is not the only function that can be attributed
to introns. A number of other roles have been identified, which include acting
as a source of non-coding RNA, affecting the regulation of gene expression, and

facilitating alternative splicing.

1.5.1 Sources of Non-Coding RNA

Many non-coding RNA molecules, particularly snRNA and snoRNA, have been
found to be encoded by introns (Fedorova & Fedorov, 2003). Early work identifying
this phenomenon showed that mouse Ul4 snRNA is homologous to intron sequences
found in the hsc70 heat shock gene. In addition, comparisons with human and
rat genes showed that the RNA sequences were conserved between species. This
finding prompted the suggestion that either the Ul4 snRNA is transcribed using a
unique promoter, or it is generated by processing the hsc70 pre-mRNA transcript
(Liu & Maxwell, 1990). It is now known that the majority of snoRNA sequences in
vertebrates are encoded by introns. They are produced by transcribing the entire
gene and then either splicing the pre-mRNA and trimming the spliced lariat, or
cleaving the pre-mRNA with endoribonucleases (Laneve et al., 2003). However, it
is interesting to note that examples of genes within introns controlled by a unique
promoter have also been identified (Mikol et al., 1993). It has recently been pointed
out that the number of known unique non-coding RN As is still increasing. As aresult
the full extent to which introns encode non-coding RNAs is still to be discovered
(Fedorova & Fedorov, 2003).

1.5.2 Gene Regulation

The steps involved in mRNA synthesis and its subsequent translation are sum-
marised in section 1.2.2. Recently, studies have shown that the presence of introns
and the act of splicing have an effect on many of the stages of this process (Le Hir
et al., 2003). For example, it has been shown that intronless rat growth hormone

genes are transcribed 10 - 100 fold slower in transgenic mice than intron containing
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genes (Brinster et al., 1988). In addition, highly expressed genes in C. elegans and
H. sapiens have been shown to exert a selective pressure favoring short introns,
but not to exclude introns altogether. It has been suggested that this is because
shorter introns minimise the cost of transcription, but also provide some form of
useful function for gene expression (Castillo-Davis et al., 2002).

It is now known that introns can effect transcription in a number of ways. Some
introns contain regulatory elements such as enhancer or repressor sequences, which
directly affect the rate of transcription (Le Hir et al., 2003). For example, enhancers
have been found within introns of the human keratin 18 and tyrosine phosphatase
PRL-1 genes (Fedorova & Fedorov, 2003), while the human c-myc gene contains
three intron repressor regions, which bind nuclear phosphoproteins to block tran-
scription elongation (Pan & Simpson, 1999). Other introns are involved in ensuring
the correct formation of chromatin structure by promoting ordered nucleosome as-
sembly (Liu et al., 1995). Further effects on mRNA synthesis are caused by a
coupling between the spliceosome complex and RNA polymerase II, which directly
enhances transcriptional elongation (Fong & Zhou, 2001). The splicing mechanism
also enhances the use of the polyadenylation site by interacting with the polyadeny-
lation machinery (Le Hir et al., 2003).

When the mature mRNA molecule has been synthesised, it is exported from
the nucleus into the cytoplasm. Intron splicing is thought to increase the efficiency
of this process through the formation of an exon junction complex (EJC), which
is found approximately 20 nucleotides upstream of the exon-exon junction. The
EJC is a protein complex which is thought to recruit mRNA export factors. These
facilitate transport through the nuclear pore and dissociate just prior to the mRNA
translocation (Reed & Hurt, 2002). However, although splicing can enhance mRNA
export from the nucleus, it is clear that many intronless genes (e.g. yeast genes) do
not use this process. In these cases mRNA export factors interact with the RNA in
the absence of splicing (Le Hir et al., 2003).

Mature mRNA sequences that have migrated to the cytoplasm can be degraded,
by a process called nonsense-mediated decay (NMD), if they contain a premature
stop codon. In mammalian mRNA, NMD degrades sequences with a stop codon
greater than 50-55 nucleotides upstream of the most 3’ exon-exon junction (Baker
& Parker, 2004). Recently it has been identified that some of the proteins involved
in NMD constitute the remains of the EJC. These proteins, marking the exon-
exon junctions, recruit additional NMD factors in the cytoplasm and are thought to
trigger the NMD process when a premature stop codon is found. In normal mRNA
sequences it is thought that the EJC complex is stripped away by the ribosome
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during translation (Reed & Hurt, 2002).

There is now also increasing evidence that the position of introns have an effect
on the rate of translation. For example, Bourdon et al. (2001) showed that the
addition of introns into the coding sequence of luciferase directly affected luciferase
expression in a reproducible manner. Of three introns inserted, one significantly
increased the rate of expression while the other two inhibited it. It is speculated
that this result may be due to the EJC complex having different structures as a
result of the sequences flanking the intron. These structural differences may then
have an effect on the rate of translation.

1.5.3 Alternative Splicing

Alternative splicing is the expression of different mRNA isoforms from a single gene.
It is widely used in multicellular eukaryotes (Fedorova & Fedorov, 2003), and in the
human genome estimates of the number of alternatively spliced genes have been
as high as 74% (Johnson et al., 2003). Many alternatively spliced genes produce
a few isoforms of mRNA, but examples also exist that produce thousands of vari-
ants (Fedorova & Fedorov, 2003). For example, the DSCAM gene of Drosophila
melanogaster, which is a homologue of the human Down syndrome cell adhesion
molecule, has the potential to produce more than 38,000 mRNA isoforms (Schmucker
et al., 2000). In contrast with the estimated 13,600 genes thought to be encoded
by the Drosophila genome (Adams et al., 2000), this highlights the potential for
increasing the complexity of an organisms protein repertoire by alternative splicing.
A summary of the different patterns of alternative splicing that are known to occur
is given in table 1.4.

By changing the primary transcript of the gene, alternative splicing can al-
ter translation initiation or termination, or change internal regions of the product
through an in-frame insertion or deletion (Modrek & Lee, 2002). These changes
can affect functions such as ligand binding, protein localisation, and allosteric reg-
ulation, etc. In addition, alternative splicing is used as a genetic switch in many
cellular processes, these include apoptosis, axon guidance, and sex determination
(Black, 2003). For example, sex determination in Drosophila melanogaster is me-
diated by SXL, an RNA binding protein expressed in female flies by skipping the
third exon, which contains a premature stop codon. The production of SXL causes
a cascade of events that inhibit the expression of male specific genes (Chabot, 1996).

Alternative splicing can be regulated according to cell type, developmental stage,
or external stimulus. It is a process that is widely used, with the majority of
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| Name | Description |

Cassette exon An entire exon that is included or excluded
from the transcript

Mutually exclusive exons Two or more adjacent cassette exons that are
spliced so that only one is included in the
transcript

Exon isoform An exon is extended or truncated by using an
alternative splice site

Switched exon An alternative 5’ or 3’ exon is included in the
transcript by using an alternative promoter or
polyadenylation site (respectively)

Intron retention An intron is not spliced from the transcript
(Black, 2003).

Table 1.4: A summary of the different patterns of alternative splicing (based on
(Black, 2003).

known cases being involved in signalling and regulation (Modrek & Lee, 2002).
Furthermore, alternative splicing has been implicated in up to 15% of human genetic
diseases. It is clearly an important process that occurs in many organisms, and the

full extent to which it is utilised remains to be seen.
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1.6 Bioinformatics Resources

1.6.1 Sequence Databases

Methods for the sequencing of DNA were first published over twenty five years ago
(Maxam & Gilbert, 1977) (Sanger et al., 1977). Since that time, a vast amount of
nucleotide sequence data has been produced and made publicly available. Advances
such as shotgun sequencing, (Anderson, 1981) and in recent years the development
of automated sequencers using capillary separation (Mullikin & McMurragy, 1999),
have been responsible for greatly increasing the speed of DNA sequencing techniques.
In turn, this has enabled the scope of sequencing projects to be shifted from single
genes, to whole genomes. The first eukaryotic genome to be completely sequenced
was the budding yeast Saccharomyces cerevisiae (Goffeau et al., 1996). This initial
success has been followed by the release of several other genomes, including the
model organisms Caenorhabditis elegans (The C.elegans Sequencing Consortium,
1998): the first multi cellular eukaryote; Arabidopsis thaliana (The Arabidopsis
Genome Initiative, 2000): the first plant; and Drosophila melanogaster (Adams
et al., 2000). In February 2001, the draft sequence of the human genome was pub-
lished (Lander et al., 2001) (Venter et al., 2001). The data that has been made
available from these and other genome sequencing projects, coupled with the work
of individual authors, provides a wealth of nucleotide sequence data for analysis.
DNA is of course not the only biological macromolecule of interest, and a large
amount of protein sequence data is also available. The first complete protein to
be sequenced was bovine insulin (Sanger, 1959), and the techniques that are used
to derive polypeptide sequences have been known for over fifty years. During this
time, these methods have been significantly improved, and rapid automated systems
called sequenators can now be used to directly obtain the sequence of a protein
chain. However, more recently amino acid sequence data has been derived from the
nucleotide sequence of the gene that encodes it (Mathews & Van Holde, 1996). This
has lead to a massive increase in the amount of available amino acid sequences.
Most of the data that has been produced from DNA and protein sequencing is
made publicly available in online databases. The raw data is stored in repositories
called primary databases, which may also contain annotation of biologically relevant
features derived by processing the data. For the purpose of more specific needs it
can be advantageous to produce subsets of these primary databases. These refined
datasets tend to have annotation and data not present in the primary source, and

are called derived, or secondary databases.
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1.6.2 Nucleotide Sequence Data

There are three primary sources of publicly available nucleotide sequence data: the
DNA DataBank of Japan (DDBJ), based in Mishima Japan (Miyazaki et al., 2003);
the European Molecular Biology Laboratory (EMBL) nucleotide sequence database,
based at the European Bioinformatics Institute (EBI) in Cambridge UK (Stoesser
et al., 2003); and GenBank, hosted by the National Center for Biotechnology In-
formation (NCBI) at the National Institute of Health (NIH) campus in Bethesda
US (Benson et al., 2002). The three organisations are involved in an International
Nucleotide Sequence Database Collaboration, exchanging data on a daily basis to
ensure each has a comprehensive coverage of the sequences that have been submit-
ted (Benson et al., 2002). As a result of this collaboration, at any one time all three
databases contain virtually the same information. Over the last few years, sequence
data has been submitted to these repositories at an exponential rate. With the
amount of data that is currently being produced by genome sequencing projects,
this trend shows no sign of slowing. A graph showing the rate of submission to
the GenBank database is given in figure 1.7. Access to the databases is provided
by online retrieval systems such as Entrez (http://www.ncbi.nlm.nih.gov/entrez/)
or SRS (http://srs.ebi.ac.uk/). It is also possible to download flat-file distributions
that contain the complete current holdings of a database.

1.6.3 Protein Sequence Data
1.6.3.1 SWISS-PROT & TrEMBL

SWISS-PROT (Boeckmann et al., 2003) is a manually curated protein sequence
database, maintained by a collaboration between the Swiss Institute of Bioinformat-
ics (SIB) and the EBI. The core data of a SWISS-PROT entry includes the protein
name, amino acid sequence, taxonomic data, and citation information. However,
where possible, extensive additional annotation is also included, such as structure
annotation, post-translational modifications, and biologically relevant sites, etc. En-
tries are also extensively cross-referenced to external data sources. SWISS-PROT
entries have a consistent, standardised nomenclature, and data redundancy is re-
moved by merging sequences that have several literature reports. If there are dis-
crepancies between individual reports (e.g. disease causing mutations, splice vari-
ants, etc) they are included in the entry. SWISS-PROT annotation is continually
updated and is of a very high quality. However, manual methods can’t cope with

the data flow caused by modern sequencing techniques. As a result, Translation of
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is organised in four sections: PIR1, sequences that are fully classified and merged;
PIR2, sequences that are almost PIR1 standard; PIR3, unclassified sequences; and
PIR4, sequences that are not naturally occurring or expressed e.g. synthetic se-
quences, pseudogenes, etc (Barker et al., 1999).

1.6.3.3 UniProt

In 2002 the SWISS-PROT, TrEMBL, and PIR groups started a collaboration called
the UniProt consortium (http://www.uniprot.org). The aim was to provide a sin-
gle, comprehensive, centralised resource of annotated protein sequences (Apweiler
et al., 2004). The UniProt databases were produced, which consist of three lay-
ers: the UniProt Archive (UniParc), the UniProt knowledgebase (UniProt), and the
the UniProt NREF databases (UniRef). UniParc provides a stable, non-redundant
set of protein sequences. It is compiled from the complete body of publicly avail-
able protein sequence data. This data comes from a variety of sources, including
SWISS-PROT, TYEMBL, PIR-PSD, EMBL, the Protein Data Bank (see section
1.6.5.1), and European, American and Japanese patent offices. Further informa-
tion, giving a complete list of the databases included in UniParc, can be found at
http://www.pir.uniprot.org/start/faq.shtml#uniparc. UniProt is a knowledgebase,
which contains protein sequences with accurate and consistent sequence and function
annotation. It has been produced by merging SWISS-PROT, TrEMBL, and PIR-
PSD. UniProt can be divided into two sections: fully manually annotated records,
and computationally analysed records awaiting manual annotation. To maintain
continuity these two sections are called SWISS-PROT and TrEMBL. The UniRef
databases contain non-redundant, representative sequences, based on the data in
UniProt. Three UniRef databases have been produced: NREF100, NREF90, and
NREF50. The NREF 100 database contains a set of protein sequences where iden-
tical entries have been merged. The sequences in this database are used to create
the NREF90, and NREF50 databases, by merging sequences with >90% and >50%
sequence identity respectively (Apweiler et al., 2004).

1.6.4 Protein Sequence Analysis

The rapid increase in the amount of available protein sequence data that has oc-
curred in recent years, has produced a very useful source of biological data. Un-
fortunately, for many of these sequences structural and functional characteristics
are unknown. However, since proteins with similar sequences have diverged from

a common ancestor, it is often possible to infer this data from a similar sequence,
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which has already been characterised (Orengo, 2003). Proteins that share a common
ancestor in this way are called “homologues”. Homologous proteins found in differ-
ent species are referred to as “orthologues”, while homologous proteins that have
evolved within a species by gene duplication and subsequent evolution, are referred
to as “paralogues” (Attwood & Parry-Smith, 1999).

Sequence analysis techniques can be used to identify a homologous relationship
between two proteins, by considering the sequence similarity between them. In or-
der to measure this similarity, the sequences are aligned so that equivalent residue
positions are matched together. This alignment process must take into account the
insertion/deletion of residues that can occur during evolution, which is achieved
by inserting gaps into the alignment to adjust the residue positions. One possible
method of assessing the sequence similarity of a completed alignment, is by calcu-
lating the sequence identity of the two proteins. This is the occurrence of exactly
the same amino acid at exactly the same position in the two sequences, and is often
expressed as a percentage of the length of the smaller sequence (Orengo, 2003). It
has been shown that two sequences with a length of 100 residues or more, sharing at
least 35% sequence identity, are definitely homologues (Sander & Schneider, 1991).
Two proteins with a sequence identity of >30% over the majority of their length, will
adopt a similar fold (Chothia & Lesk, 1986), while sequences that share less than
30% sequence identity, are in the so called twilight zone, where homologous rela-
tionships between two sequences can exist, but may be difficult to assign (Doolittle,
1987).

1.6.4.1 Substitution Matrices

During the evolution of protein sequences, it is known that amino acids with similar
chemical properties can be substituted much more readily than dissimilar amino
acids (Gibas & Jambeck, 2001). For example, a mutation from Lysine to Arginine
is likely to be tolerated, since the two residues are approximately the same size and
have physicochemical similarities. Similarly, mutation of a cysteine residue is less
likely to be tolerated, because it possesses unique characteristics, such as the ability
to form disulphide bonds (Patthy, 2000). This data can be formalised into a substi-
tution matrix, which contains the relative probabilities of a given residue mutating
into another. These matrices are used by sequence alignment algorithms in order to
locate the highest scoring alignment between two sequences. The most commonly
used matrices are the Mutation Data Matrices (MDM) (Dayhoff et al., 1978), and
the Blocks Substitution Matrices (BLOSUM) (Henikoff & Henikoff, 1992).
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The MDM are based on the concept of the Point Accepted Mutation (PAM),
and are derived from alignments of related protein sequences that have at least 85%
sequence identity. An evolutionary distance of 1 PAM refers to the probability of a
residue mutating, where 1 accepted point mutation has occurred in 100 residues. The
matrices are created by counting observed evolutionary changes in the alignments,
then extrapolating this data to longer evolutionary distances. A common example
of this type of matrix is PAM250, which refers to an evolutionary distance of 250
accepted point mutations per 100 amino acids (Westhead et al., 2002).

The BLOSUM matrices are derived from conserved blocks of aligned sequences
that characterise distantly related proteins. The major difference between the MDM
and BLOSUM matrices, is that for distantly related sequences the MDM predicts
the probabilities of mutation, based on observations of closely related sequences,
while the BLOSUM matrices use direct observations (Patthy, 2000). In order to
produce matrices that represent a defined evolutionary distance, the sequences are
clustered. For example, the BLOSUM 62 and BLOSUM 80 matrices, are derived
from sequence segments with 62% and 80% sequence identity respectively.

1.6.4.2 Pairwise Sequence Alignment Algorithms

Finding the best possible alignment between two sequences requires computational
techniques, since there are numerous ways in which the sequences can be aligned.
The first efficient algorithm for this purpose used dynamic programming, and was
developed by Needleman & Wunsch (1970). This algorithm performs a global align-
ment between two sequences, taking into account all of the sequence positions, and
locating the optimal alignment without having to check all possible alignments. It
attempts to locate the maximum number of residues that can be aligned favourably
between the two sequences, preventing arbitrary gap insertion by imposing penalties
for opening and extending gaps. The Needleman & Wunsch algorithm is an appro-
priate choice for aligning two sequences that are similar along the majority of their
length. However, many biological sequences share only local regions of similarity,
such as multi-domain proteins that share a single homologous domain. In order
to address this issue Smith & Waterman (1981) made a minor modification to the
global dynamic programming algorithm, which enables optimum local alignments
to be calculated (Orengo, 2003).

Dynamic programming algorithms yield reliable results, but they are quite slow.
These methods are therefore impractical when a large number of alignments has to

be carried out, such as when a query protein is being compared to all the sequences
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in a database. For this reason, several heuristic algorithms have been developed
that speed up the alignment process. An example of such an algorithm is the Basic
Local Alignment Search Tool (BLAST) (Altschul et al., 1990). BLAST is based
on the assumption that high scoring alignments between two sequences, are likely
to contain short stretches of identical or near identical residues, which are known
as “words”. At the start of the alignment process, BLAST makes a list of all the
words of length 3 that occur in the query sequence. It then identifies regions in each
database sequence that will align to one of these words with a score, calculated using
a substitution matrix, that exceeds a cutoff score known as the “neighborhood word
score threshold”. If any such regions are found, then an attempt is made to extend
the alignment in both directions, until the alignment score starts to fall as a result
of the extension. The longer region that is produced by this process is called the
high-scoring segment pair (HSP). A complete gapped alignment can then be created
by extending the matches using a Smith-Waterman algorithm (Mount, 2001).

1.6.4.3 Statistical Alignment Scores

When the best alignment between two sequences has been located, it is necessary to
decide whether the result represents an evolutionary relationship, or merely chance
similarity between the sequences. To help address this issue, statistical approaches
can be used to compare the score generated for this alignment, to the distribution of
scores obtained by aligning the same protein to unrelated sequences. For heuristic
algorithms such as BLAST, one of the most common tests of statistical significance
is the expectation value (E-value). For a given alignment of score S, the E-value
gives the expected frequency of scores >S occurring by chance. For example, an
E-value of 1 indicates that a single match with a score >S is expected by chance,
while an E-value of 0 indicates that no matches are expected by chance with a score
>S (Westhead et al., 2002).

1.6.5 Protein Structure Data

The function of a protein is related to the three-dimensional structure it adopts,
and since this can’t be accurately predicted from sequence, a large amount of work
is ongoing to experimentally resolve the structure of protein molecules (Brandon &
Tooze, 1999). The first structure of a globular protein to be determined was the
low resolution x-ray crystallographic structure of myoglobin (Kendrew et al., 1958).
The process of x-ray crystallography continues to be the main method used for de-

termining protein structure. However, in recent years Nuclear Magnetic Resonance
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(NMR) has also been used to obtain the structure of small proteins (Brandon &
Tooze, 1999). Methods for resolving protein structure were initially very slow and
time consuming. Improvements such as cryo-techniques to reduce radiation dam-
age to crystals (Garman, 1999), access to wavelength tuneable synchrotron x-ray
sources (Walsh et al., 1999), and automation of signal detection and interpretation
through the use of computers (Brandon & Tooze, 1999), have helped to reduce the
time it takes to resolve a structure. More recently, the structural genomics initiative
has been implemented to carry out high throughput structure determination (Todd,
2003).

1.6.5.1 The Protein Data Bank

The primary repository of three-dimensional structure data is the Protein Data Bank
(PDB; http://www.pdb.org) (Berman et al., 2000). Originally established in 1971
at the Brookhaven National Laboratory (BNL), the PDB contained seven structures
(Bernstein et al., 1977). For the first ten years the rate of submission was very slow,
and by 1982 only 197 structures were available (see figure 1.8). This reflects the
limitations of the techniques being used to derive protein structure. However, as
these techniques improved, and with the use of NMR to resolve structures, submis-
sion rates increased (Berman et al., 2000). In 1998, the Research Collaboratory for
Structural Bioinformatics (RCSB) took on the role of managing the PDB. Three
members of the RCSB are involved in this operation: Rutgers, the State Univer-
sity of New Jersey; the San Diego Supercomputer Center (SDSC) at the University
of California, San Diego; and the Center for Advanced Research in Biotechnology
(CARB) of the National Institute of Standards and Technology (NIST) (The PDB
Team., 2003). Since 1999, the rate of submission has accelerated dramatically, with
an average of 50 structures per week being deposited (The PDB Team., 2003). In
the future this rate is likely to increase further, due to the recent advent of the
structural genomics initiative, which aims to carry out systematic, high-throughput
structure determination, to develop a comprehensive view of the protein structure
universe (Burley & Bonanno, 2003). A graph showing the rate of submission to the
PDB is given in figure 1.8.

As of 2003, there were over 22,000 structures available in the PDB, although it
should be noted that some of these entries are synthetic or model proteins, pep-
tides, and DNA fragments (Pearl & Orengo, 2003). Entries in the PDB contain
a variety of data that includes: the full sequence of all components, source data,
the characteristics of the structure, literature citations, and the atomic coordinate
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(Hadley & Jones, 1999)) prior to structural classification. Domains are thought to
be an important unit of protein evolution (Pearl & Orengo, 2003). In addition,
structural prediction and homology modeling methods are often more successful on
a domain basis (Orengo et al., 2003). In this context, domains are usually defined
as compact, stable, independently folding units, which are built from combinations
of secondary structure motifs.

The work described in this thesis uses two structure classification databases:
CATH (Class, Architecture, Topology, Homologous superfamily) (Orengo et al.,
1997), and SCOP (Structural Classification of Proteins) (Murzin et al., 1995). These
databases utilise a similar hierarchical classification scheme. However, the algo-
rithms and techniques used to identify and classify the domains into this hierarchy
are quite different (Orengo et al., 2003). In CATH, domains are identified and
classified using a semi-automated approach, while in SCOP, manual techniques are

employed.

1.6.6.1 Hierarchical Classification in CATH and SCOP

On the basis of the composition and packing of secondary structural elements, it
is possible to group 98% of known protein structures into four clearly separate
structural classes: mainly-«, mainly-3, alternating «/fB (consisting of S-strands
joined by a-helices) and o + S (consisting of @ and S units which are essentially
separate in the protein structure) (Levitt & Chothia, 1976), (Pearl & Orengo, 2003).
The class is the top level of the hierarchical classification used in the CATH and
SCOP databases. In CATH, the /8 and « + f classes are merged into a single
a-f class. In addition, another class is defined, which contains domains that have
few secondary structures. In SCOP, in addition to the four main classes described
above, a further 7 classes are defined: “multi-domain”, “membrane and cell surface”,
“small”, “coiled coil”, “low resolution”, “peptides”, and “designed proteins”.

In the CATH classification scheme, the next level in the hierarchy is the archi-
tecture level. This contains domains that are clustered based upon the orientation
of their secondary structures in three-dimensional space, without considering the
connectivity between them. There are currently 30 major architectures defined in
the CATH hierarchy, e.g. o Horseshoe, 5 Barrel, a8 Barrel, etc. The SCOP classi-
fication scheme does not have an equivalent hierarchical level, although some of its
classes are assigned an architectural description (Pearl & Orengo, 2003).

The third level in the CATH hierarchy contains structures that are clustered
according to their topology (e.g. Immunoglobulin-like, Porin, Jelly Roll, etc), this
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clustering is based on both the spatial orientation of secondary structures, and the
connectivity between them. The second level in SCOP, which is called the fold level,
is equivalent to the CATH topology level. It is notable that the number of existing
domain folds is thought to be considerably less than the number of protein families.
Recent estimates have suggested that the total number of folds is approximately 1000
(Wolf et al., 2000). This limited repertoire of domains are thought to be duplicated
and combined, in order to form the total set of proteins encoded by a genome (Apic
et al., 2001).

The topology/fold level can contain homologous domains, which have evolved
from a common ancestral sequence, and analogous domains, for which there is no
available evidence that suggests common evolution. The next level in the CATH (ho-
mologous superfamily level) and SCOP (superfamily level) hierarchies contains do-
mains that are clustered into superfamilies (e.g. Globin, Rossmann fold, Lysozyme,
etc), based upon evidence that they share an evolutionary relationship. This evi-
dence can be strong sequence similarity, or close structural and functional similarity
(Reddy & Bourne, 2003).

Within each superfamily, closely related structures are clustered together into
sequence families (CATH) and families (SCOP). The methods that are used to clus-
ter the structures differ between the two databases. In CATH, close homologues are
identified by sequence similarity, while in SCOP, similarities in functional proper-
ties are used (Pearl & Orengo, 2003). This clustering is discussed further in sections
1.6.6.2 (CATH) and 1.6.6.3 (SCOP). A summary of the top levels in the CATH and
SCOP hierarchies is given in table 1.5.

1.6.6.2 CATH

The CATH database, providing a hierarchical classification of protein domains, was
set up in 1993 (Orengo et al., 2003). The main levels of the CATH hierarchy (Class,
Architecture, Topology, and Homologous superfamily), from which CATH derives
its name, are outlined in section 1.6.6.1. As discussed, domains within the homol-
ogous superfamily level are clustered into sequence families, which contain close
homologues. In fact, 3 sequence family levels are defined, containing sequences
clustered at increasing levels of sequence identity. These are the S-level (Sequence
Family level), N-level (Non-Identical level) and I-level (Identical level), which cluster
domains with cutoffs of 35%, 95% and 100% sequence identity respectively.

CATH is populated using semi-automated protocols, which are validated manu-
ally in the event of ambiguities. A number of methods are used in order to classify
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| CATH level | SCOP level | Description

Class Class Reflects the proportion of a-helices or B-strands in
the structure. CATH defines 3 major classes:
mainly-a, mainly-3, and a-5. In SCOP, there are
four major classes, since structures containing o and
B units are classified as either /8 or a + 8.

Architecture No equivalent | Describes the gross spatial arrangement of secondary
level structures independent of their connectivity.
Topology Fold Describes the gross spatial arrangement of secondary
structures and the connectivity between them.
Homologous Superfamily Structures clustered together based on evidence
superfamily suggesting an evolutionary relationship. This

evidence can be strong sequence similarity, or close
structural and functional similarity

Sequence Family Close homologues that are clustered together on the
family basis of sequence similarity (CATH) or functional
similarity (SCOP).

Table 1.5: A comparison of the top levels in the CATH and SCOP hierarchical
classifications (based on Pearl & Orengo (2003)).

new sequences, including sequence based and structure based techniques. Initially,
rapid detection of close homologues is attempted by pairwise sequence analysis. A
Needleman and Wunsch algorithm is used, with any sequences that have >35%
sequence identity, over 80% of the length of the longer protein, being assigned as
homologues. This method has been shown to identify relatives for nearly 75% of new
structures (Orengo et al., 2003). More distant homologues are identified by com-
paring new proteins to CATH sequence profiles, generated using IMPALA (Schaffer
et al., 1999). If a putative homologous sequence is found, the relationship is vali-
dated using the Sequential Structure Alignment Program (SSAP) (Orengo & Taylor,
1996). SSAP uses an adaptation of dynamic programming to compare the struc-
tural environment of residues between two proteins. It is a reliable and accurate
method of structure comparison. Any sequences that do not match one of the pro-
files are checked for domain boundaries using the Domain Boundary Suite (DBS)
of programs (Orengo et al., 2003). This uses a consensus approach of 3 indepen-
dent algorithms to identify domains within a chain (Jones et al., 1998). The single
domains are then resubmitted to the pairwise and profile-based sequence searches.

For roughly 15% of new structures, no homologues are identified using sequence
based methods. In order to locate more distant relatives, structure comparison tech-
niques are employed. Initial structural comparisons are carried out using the rapid
GRATH algorithm (Harrison et al., 2003). This vector based approach searches
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for similarities between the orientation of secondary structure elements. GRATH is
used at this stage instead of the computationally intensive SSAP algorithm, because
it is 1000 times faster than SSAP for most proteins (Orengo et al., 2003). If a match
is made to a particular fold group, the superfamily is identified by scanning the
protein against a set of structure templates, created using CORA (Orengo, 1999),
for all the superfamilies in that group. If no match is found, the protein is scanned
against CORA templates for all the fold groups in CATH. After these searches,
homologues still need to be identified for roughly 7% of new structures. These are
compared to all the structures in their class using SSAP. If this fails to find a relative
the structure is considered to be unique, and an architecture is manually assigned
(Pearl et al., 2001).

1.6.6.3 SCOP

The SCOP database, which is conceptually similar to the CATH database, was set
up in 1994 (Lo Conte et al., 2002). The main levels of the SCOP hierarchy (class,
fold, superfamily, and family) are discussed in section 1.6.6.1. In contrast to the
curation of CATH, the main method used to construct SCOP is visual inspection
and comparison of structures, although some automation is used to make the task
manageable. Initially, a new protein is classified into domains, which are defined as
a region of the protein having its own hydrophobic core and little interaction with
the rest of the protein (Reddy & Bourne, 2003). Small and medium size proteins
tend to have a single domain and are treated as a whole. However, larger proteins
can have several domains, which are classified separately.

When class, fold, and superfamily have been defined, those proteins that are in
the same superfamily are clustered into families. This clustering is based on one of
two types of evidence: either the sequence identity between the two proteins must
be >30%, or the function and structure of the proteins must be similar (e.g. globins
that have a sequence identity of 15%) (Murzin et al., 1995). In those cases where the
sequence similarity is too weak, structure comparison programs are used to suggest
putative evolutionary relationships, which are then validated manually (Reddy &
Bourne, 2003). This manual classification allows the identification of very distant
relatives, which would be excluded if entirely automated techniques were used, since
the comparison scores often fall bellow the cut off points for accurate classification
(Pearl & Orengo, 2003).
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1.6.7 Intron Databases

For over 25 years eukaryotic genes have been known to consist of introns and exons.
As previously discussed, a large amount of research has been carried out in this
area. In order to facilitate this research a variety of databases containing intron
data have been developed. The Molecular Biology Database Collection (Baxevanis,
2003) lists a total of 8 databases that are directly applicable to the study of introns.
The content of these databases is quite varied and can be specific to one organ-
ism, contain multiple organisms, or focus on a specific aspect of the intron/exon
structure of genes. The Ares Lab Yeast Intron Database (Spingola et al., 1999) and
the Yeast Intron DataBase (YIDB) (Lopez & Seraphin, 2000) both contain data
specific to saccharomyces cerevisiae. The Homo Sapiens Splice Site Dataset (HS®*D)
(Pollastro & Rampone, 2002) is another organism specific database, which contains
exon, intron, and splice regions for homo sapiens. There are four databases listed
that contain intron data from multiple organisms: the Exon-Intron Database (EID)
(Saxonov et al., 2000), the Exon/Intron Database (ExInt) (Sakharkar et al., 2000),
and the related pair of databases the Intron Database (IDB) and the Intron Evo-
lution Database (IEDB) (Schisler & Palmer, 2000). The remaining databases focus
on more specific subjects and include the Alternative Splicing Annotation Project
(ASAP) (Lee et al., 2003), which contains alternative splicing events in the mouse
and human genomes derived using Expressed Sequence Tags (ESTSs); and SpliceDB
(Burset et al., 2001), which contains canonical and noncanonical mammalian splice
sites. A brief summary of some of the available databases containing intron and
exon data is given in table 1.6.

The databases described above are useful sources of intron data, which
in addition to being involved in a number of studies, have also been used
to develop new research tools. For example, the XdomView graphical tool
(http://surya.bic.nus.edu.sg/xdom/) developed by Vivek et al. (2003), can be used
to visualise exon positions and protein domains. The intron data used by XdomView
has been derived from the ExInt database.



Name Location ] Content J
Ares Lab http://www.cse.ucsc.edu/research/compbio/yeast_introns.html Contains information about the location, structure,
Yeast Intron and function of spliceosomal introns in the nuclear
Database genome of Saccharomyces cerevisiae.
ASAP http://www.bioinformatics.ucla.edu/ASAP Contains alternative spliced isoforms in the human
and mouse genomes, which are identified using ESTs.
ASD - http://www.ebi.ac.uk/asd The EBI’s alternative splicing database, which
Alternative contains both computer generated, and manual
Splicing curated data.
Database
EID http://mcb.harvard.edu/gilbert/ Contains protein-coding, intron-containing genes
(This sight may no longer be maintained) derived from GenBank.
ExInt http://intron.bic.nus.edu.sg/exint /exint.html Contains information on the exon-intron structure of
eukaryotic genes derived from GenBank.
HS°D http://www.sci.unisannio.it/docenti/rampone/ Contains exon, intron, and splice regions in Homo
sapiens derived from the primate sequences of
GenBank.
IDB/IEDB http://nutmeg.bio.indiana.edu/intron/index.html The IDB contains a non-redundant set of nuclear,
(No longer availé,blej protein coding, genomic DNA sequences containing
introns, which have been derived from SWISS-PROT
and GenBank. The IEDB contains a statistical
analysis of the data stored in the IDB.
SpliceDB http://genomic.sanger.ac.uk/spldb/SpliceDB.html Contains canonical and non-canonical mammalian
(No longer available) splice sites.
YIDB http://www.embl-heidelberg.de/Externallnfo/seraphin/ Contains information about all introns in the nuclear

yidb.html

and mitochondrial genomes of Saccharomyces
cerevisiae.

Table 1.6: A summary of some of the publicly available databases that contain

intron and exon data.
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1.7 Overview of the Thesis

The work presented in this thesis is an analysis of the position of introns in relation
to protein structure and function.

Chapter 2 outlines the design and development of two databases, which contain
most of the data that this work is based upon. The first of these databases contains a
set of protein coding sequences and intron data derived from the GenBank resource.
The second database contains protein structure data from the PDB and structural
annotation from a variety of resources including CATH and SCOP. The reasons for
developing bespoke databases (instead of using public resources that are already
available) have also been considered.

Chapter 3 describes the development of a user interface for querying the intron
and protein databases. A web site has been constructed that allows a specific protein
to be retrieved and visualised in a clear and concise manner. It produces an output
that includes an image of the protein annotated with protein structure and intron
data. In addition, other features have been provided such as the ability to view an
annotated 3D structure of the protein, and link to other available internet resources.

Chapter 4 presents an investigation into the position of introns in relation to
protein sequence and secondary structure. The notion that introns are inserted at
proto-splice sites implies a nucleotide bias around intron positions. In turn, this
bias can be expected to result in preferences for particular residues to be associated
with introns, and for intron positions to be biased in relation to secondary structure
elements. This chapter considers these hypotheses and also investigates the relative
solvent accessibility associated with intron containing residues.

Chapter 5 contains an analysis of intron positions in relation to protein domains.
This considers what proportion of joins between domains are associated with introns,
and how many protein families contain such an association. The question of whether
intron association increases the level of domain-usage in proteins is addressed, as
is the probability that existing proteins with intron associations are the result of
random intron insertion. Finally, specific domains that have intron/boundary asso-
ciations are considered, and an investigation carried out to see if domain location
has an effect on the position of associated introns.

Chapter 6 presents an analysis into intron positions in relation to the catalytic
residues of enzyme active sites. This investigation considers the distance between
catalytic residues and intron positions, in order to ascertain if there is a preference
for catalytic residues to be located close to (or far from) introns. Furthermore, the

analysis investigates the location of introns in relation to catalytic residues, showing
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whether there is a preference for introns to split catalytic residues, or for the residues
to be un-split and located on a single exon . The significance of the observed intron
positions in both analyses is tested by comparing the results against a random set
of catalytic residue positions.

Chapter 7 contains the overall conclusions that can be drawn from the material

presented in this thesis, and a discussion of possible future work.



Chapter 2

Database Development (Methods)

2.1 Introduction

Since the discovery of introns in 1977 a large amount of work has been carried out
in order to develop a coherent picture of their evolution and function. The amount
of research being carried out in this area has created a need for resources that
focus on the provision of intron and exon annotation for protein sequences. Several
databases have been created to fill this role including the Exon-Intron Database
(EID) (Saxonov et al., 2000), the Exon/Intron Database (ExInt) (Sakharkar et al.,
2000), and the related pair of databases the Intron Database (IDB) and the Intron
Evolution Database (IEDB) (Schisler & Palmer, 2000). The EID and ExInt resources
provide intron and exon sequence annotation that has been derived entirely from
GenBank. In both cases the dataset is extracted from GenBank and then filtered to
remove redundant sequences. The IDB is based upon a non-redundant set of protein
sequences derived from SWISS-PROT. The relevant associated GenBank entry for
each protein is processed to extract the intron and exon data. The contents of the
IDB are then summarised according to species in order to produce the data stored
in the IEDB. A summary of available databases related to introns is given in section
1.6.7.

These existing databases can be useful in providing data for intron and exon
analyses but there can be drawbacks involved in committing to the use of a third
party resource. All the databases outlined above derive intron and exon data from
GenBank. The quality of the annotation of GenBank entries varies greatly. Many of
the entries have been predicted using computer software and not confirmed exper-
imentally; as a result this data may not be reliable. In addition a large number of

incomplete sequences are present and many of the entries are redundant duplicates.
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The methods implemented to process these GenBank entries and produce a reliable
dataset, along with other decisions such as what biological features to annotate and
how to store the data (flat-file, relational database, etc) all affect the final prod-
uct. If any of the features of the database are unsuitable it is not easy to make
corrections and alterations. Other possible problems arise from the frequency with
which the database is updated. Many derived databases are not actively maintained
and updated versions may not be available for some time. The exponential rate of
increase in the nucleotide sequence data available from the international nucleotide
sequence collaboration makes it essential that a database can be re-compiled on a
regular basis.

For these reasons the Intron & Exon Sequence Database (INXS), which is a rela-
tional database containing intron and exon annotation, has been developed. INXS
has been compiled using data derived from GenBank and contains 109,157 protein
coding sequences that contain introns. GenBank annotation including source data,
author descriptions, and database cross references are stored for every protein se-
quence. In addition the raw nucleotide sequence and length of every exon is stored
and the phase, length, nucleotide sequence and position of every intron. Implement-
ing a bespoke solution allows updates to be carried out easily and corrections or
the implementation of new features to be made as required. The use of a relational
database ensures that the data can be searched and processed far more rapidly than
an equivalent flat-file solution.

In order to map the intron data provided by INXS onto protein structures, a
second relational database has been developed. The Protein Structure Database
(PSDB) contains the sequences of 43,787 protein chains with known structure de-
rived from the PDB. These chains have been annotated with secondary structure
elements and domains where available. In addition, sequence comparisons between
the PSDB and INXS have been carried out in order to locate related sequences.
The results of these comparisons are stored in the PSDB. In conjunction, the pair
of databases provide a useful resource of protein and nucleic acid data and allow
intron and exon data to be easily identified for a given protein. The methods used

to construct and compile these databases are described in this chapter.
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2.2 Intron & Exon Sequence Database (INXS)

2.2.1 Data Source: Genbank

The GenBank nucleotide sequence database (release 136.0) contains all the sequence
data available to the international database collaboration as of 12 June 2003. The
entire database consists of 508 flat-files containing American Standard Code for In-
formation Interchange (ASCII) text. The majority of these files hold sequence data,
however a small set of index files are also included in every release containing au-
thor names, gene names, keywords, etc. A brief summary of the organisation and
file format of GenBank is provided below. However, a far more complete descrip-
tion of the current GenBank release can be found by consulting the release notes
which are available at ftp://ftp.ncbi.nih.gov/genbank/gbrel.txt. The sequence files
in GenBank are organised into groups according to the source of the data that the
files contain. For example the “gbpri” files contain sequence data that has been
isolated from primates, while “gbhtg” files contain data derived by high through-
put genomic sequencing techniques. A summary of the different sequence categories
found in GenBank is shown in table 2.1.

[ Category | Description |
gbpri Primate sequence entries
gbrod Rodent sequence entries
gbmam Other mammalian sequence
gbvrt Other vertebrate sequence entries
gbinv Invertebrate sequence entries
gbpln Plant sequence entries
gbbct Bacterial sequence entries
gbvrl Viral sequence entries
gbphg Phage sequence entries
gbsyn Synthetic and chimeric sequence entries
gbuna Unannotated sequence entries
gbest EST (expressed sequence tag) sequence entries
gbpat Patent sequence entries
gbsts STS (sequence tagged site) sequence entries
gbgss GSS (genome survey sequence) sequence entries
gbhtg HTGS (high throughput genomic sequencing) sequence entries

Table 2.1: The different sequence file categories defined in GenBank (release 136.0).

The sequence data in a single flat-file is separated into a number of individual
records. These records present data in the format of keyword and value pairs, where

the keyword specifies the data type and is followed by one or more rows of associated
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data values. A single record can be divided into three parts: the header, the feature
table, and the sequence data. The header provides annotation pertaining to all the
features in the record. It contains information such as the authors of the entry, the
organism the sequence has been isolated from, and unique GenBank identifiers. A
complete list of the keywords that can be used in the header section of an entry are
summarised in table 2.2.

| Keyword | Description |

LOCUS Short mnemonic name for the entry

DEFINITION Concise description of the sequence

ACCESSION Unique unchanging code assigned to each entry

VERSION A compound identifier consisting of the accession number and the
numeric version number of the sequence. This is followed by an
integer key (a “GI”) assigned by NCBI to each sequence

NID Alternative presentation of the GI number (deprecated)

KEYWORDS Short phrase describing the gene product and other entry infor-
mation

SEGMENT Order of this entry in a series of discontinuous sequences

SOURCE Common name of the organism the sequence is derived from

ORGANISM Formal name of the organism the sequence is derived from

REFERENCE Citations of relevant articles (has subkeywords not covered here)

COMMENT Cross references to other sequence entries and various related notes

Table 2.2: The keywords that can be used in the header section of a GenBank
record. Descriptions are based on the release notes for GenBank (version 136.0).

The feature table provides information about genes, gene products and other
regions of biological significance. This annotation is position specific and relates to
individual sections of the total sequence. Each keyword within the feature table is
associated with a location descriptor and a set of optional qualifiers. The location
descriptor specifies the region of the sequence being annotated and can be one of the
following types: a single base, a contiguous span of bases, a site between two bases, a
joining of sequence spans, an alternate set of single bases, a single base in a range of
bases, or a reference to another entry. Qualifiers provide additional information for
a specific feature that expands on the basic annotation. The range of feature keys
and associated qualifiers defined in the feature table documentation is diverse and
far too expansive to cover exhaustively here. However, the complete documentation
can be reviewed at http://www.ncbi.nlm.nih.gov/projects/collab/FT/index.html.

The sequence data section of a GenBank record consists of two elements: a base
count, which is a summary of the number of times each base occurs in the sequence,
and the origin, which is the raw sequence data for this entry presented in rows of 60
nucleotides split into blocks of 10.
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LOCUS AF099029 6901 bp DNA linear PRI 23-JUL-2003

DEFINITION Homo sapiens lysozyme gene, complete cds.

ACCESSION  AF099029

VERSION AF099029.1 GI:33150687

KEYWORDS

SOURCE Homo sapiens (human)

ORGANISM Homo sapiens

Eukaryota; Metazoa; Chordata; Craniata; Vertebrata; Euteleostomi;
Mammalia; Eutheria; Primates; Catarrhini; Hominidae; Homo.

REFERENCE 1 (bases 1 to 6901)

AUTHORS Yue,P., Yu,L., Fu,Q., Zhang,M., Jiang,J.X. and Zhao,S.Y.

TITLE Cloning, sequencing and characterization of human lysozyme gene

JOURNAL Unpublished

REFERENCE 2 (bases 1 to 6901)

AUTHORS Yue,P., Yu,L., Fu,Q., Zhang,M., Jiang,J.X. and Zhao,S.Y.
TITLE Direct Submission
JOURNAL Submitted (15-0CT-1998) Lab of Human Gene Research, Institute of
Genetics, Fudan University, No. 220 Handan Rd., Shanghai 200433,
P.R.China
FEATURES Location/Qualifiers
source 1..6901

/organism="Homo sapiens"
/mol_type="genomic DNA"
/db_xref="taxon:9606"

mRNA join (603..700,4137..4445,5571..5729,6173..6251,6440..6593)
/product="lysozyme"
CDS join (4310..4445,5571..5729,6173..6251,6440..6506)

/codon_start=1
/product="lysozyme"
/protein_id="AAP97222.1"
/db_xref="GI:33150688"
/translation="MLLALVCLLSCLLPSSEAKLYGRCELARVLHDFGLDGYRGYSLA
DWVCLAYFTSGFNAAALDYEADGSTNNGIFQINSRRWCSNLTPNVPNVCRMYCSDLLN
PNLKDTVICAMKITQEPQGLGYWEAWRHHCQGKDLTEWVDGCDF *
BASE COUNT 1681 a 1567 ¢ 2105 g 1548 t
ORIGIN
1 actgtccctg ggcacccacc acaatgcctg catatccacc actatttctg ggcaccaacc
61 accatccctg cacatctatc accatccctg ggcacccacc atcatccceg tgcacccact
121 accatccetg cacacacacc accatctctg ggcacccact accatccttg cacacgcacc
[w]
6781 cagtgcattt tttgtctacc acacctggca aaatttgggt ctagggtggc cagatttaac
6841 aaaacaaata cataagaaac aacaaaaaca ggatgcccca gtttaatttg aactttggat
6901 a
/7

Figure 2.1: The complete coding sequence for lysozyme containing annotation for
a single strand of mRNA and a single coding sequence consisting of four exons. The
ORIGIN section has been edited to save space.

An example of a GenBank sequence record is given in figure 2.1. This record
presents sequence data and annotation for a section of genomic DNA from Homo
sapiens, which contains the complete coding sequence for lysozyme. In the feature
table the mandatory “source” keyword gives the type of molecule, reiterates the
source organism and provides an identifier for this organism’s entry in the NCBI
taxonomy database. In addition two other feature keys are present. The first of
these is the “mRNA” keyword, which describes the region of DNA that constitutes
the mRNA product. The second is the “CDS” (coding sequence) keyword, which
describes the regions of DNA that are translated to produce the actual lysozyme
product. The CDS is formed by joining together four separate regions of the se-
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of the database tables: “genentry”, “secondary” and “source”. The “genentry”
table contains the “LOCUS”, “DEFINITION”, “ACCESSION”, “KEYWORDS”
and “SEGMENT” lines of the record stored verbatim. The “VERSION” line of the
record is split to give version and GI numbers, which are also stored. Since the
accession number assigned to a GenBank entry is a unique value, the “accession”
field of the “genentry” table can be used as the primary key (a field that uniquely
identifies a table record) for the table. In a relational database a primary key can be
used to establish a relationship between two tables by duplicating the field in both
tables. For example, the “genentry” table has a relationship with the “secondary”,
“qualifiers” and “cds” tables through the duplication of the “accession” field. In the
context of these related tables, the duplicated field that establishes the relationship
is called the foreign key. Relationships between two tables are always assigned a
specific type (also known as cardinality) which describes the numeric relationships
between the two tables (Hernandez, 1997). For example, all the relationships in
INXS (shown in the database schema) are One-to-Many relationships. Therefore
one “cds” entry can have many related “intron” entries, many “genentry” entries
can have one related “source” entry, etc. Additional data located in the GenBank
header is stored in the “secondary” and “source” tables. The “secondary” table
contains any secondary accession numbers given in the header. The “source” table
contains all the data defined in the “SOURCE?” lines of the header.

The remaining database tables store data derived from the feature table section
of a GenBank entry. The first part of the feature table is the mandatory “source”
feature key, and any qualifiers associated with it are stored in the “qualifiers” table.
Coding sequences defined in the entry and any related qualifiers, are stored in the
“cds” table. If there are any “DBXREF” qualifiers (giving cross references to other
related databases) associated with a sequence they are stored in the “dbxref” table.
Finally, intron annotation is stored in the “intron” table, and exon annotation is
stored in the “exon” table.

A complete definition of the fields defined for all the tables in the INXS database
can be found in appendix A.
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2.2.3 Genbank Parser

In order to obtain a set of proteins containing intron and exon annotation, a Gen-
Bank parser has been developed. The parser extracts the header data and resolves
intron and exon sequences by processing the CDS feature table entry. In addition
the parser also extracts ancillary CDS data and populates the INXS database. It has
been written in Perl and recursively parses each sequence record using the Parse::Lex
and Parse::Yapp modules, which are available from the Comprehensive Perl Archive
Network (CPAN; http://www.cpan.org). These modules provide functionality for
Perl which is analogous to Lex (Lesk & Schmidt, 1975) and Yacc (Johnson, 1975).

2.2.3.1 Lex and Yacc

Any program designed to analyse a structured input has to repeatedly carry out the
tasks of dividing the input into meaningful units (called tokens) and discovering the
relationship among them. The process of splitting an input into individual tokens is
known as lexical analysis, while establishing the relationships between them is called
parsing (Levine et al., 1995). Lex and Yacc are tools designed to simplify these
processes, which can be used to create applications ranging from simple text parsers
to computer language compilers. There are versions of Lex and Yacc available for
most operating systems and although the names may vary (for example the versions
distributed with the GNU operating system (http://www.gnu.org/) are called Flex
and Bison) the principles are based on the original Lex and Yacc developed at Bell
Laboratories in 1975.

Lex generates a program (often called a “scanner” or “lexer”) which carries out
the process of lexical analysis (see figure 2.3). A set of tokens provided by the
user and defined by regular expressions (a pattern describing the characters that
constitute the token) are required in order to produce this program. The scanner
takes an input stream of characters and tokenises it by matching each character
against the set of defined tokens. When a token definition has been completely
matched that token becomes available for further processing, which is usually done
by passing it into Yacc. If the character fails to match any of the definitions then
an error subroutine is executed. At the end of the input stream the lexer exits.

Yacc generates a subroutine that processes tokens provided by the Lexer and
groups them based on a given syntax (see figure 2.3). The syntax is defined by a set of
grammar rules which specify the construction of each group from individual tokens.
When Yacc receives a token from the Lexer it compares it against the grammar.

If a match occurs then the token is processed and the next token requested from
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symbols are tokens received from the scanner and lowercase symbols are tokens de-
fined in the grammar. There is also an action associated with the cds rule called
“ProcessCDS()”; this will be executed every time the cds grammar rule is success-
fully matched against the tokens from the scanner. If more than one set of symbols
can satisfy a rule, they are separated by the

“I” operator. Onme of the most im-
portant functions of the grammar is its ability to define long and recursive inputs
by having a rule reference itself (either directly or indirectly). For example, one
set of symbols that can resolve the “location” rule is “JOIN”, “LB”, “ranges” and
“RB”. The “ranges” rule can be satisfied by two sets of symbols, one of which is
“location” (an example of indirect recursion of the “location” rule) and the other
is “ranges”, “COMMA”, “location” (an example of direct recursion of the “ranges”
rule and indirect recursion of the “location” rule). The ability to recursively descend
through a data structure in this way make lex and yacc powerful tools, which are
highly suited to the development of a parser for GenBank. In addition, such a parser
should be straightforward to maintain since changes in the GenBank file format can
be accommodated by updating the grammar definition without needing to alter the
underlying executable code.

2.2.3.2 Parsing GenBank

The GenBank parser processes sequence records in order to obtain protein sequences
that have associated intron and exon annotation. This data is used to populate
the INXS database. The parser extracts all the data that is required from the
header section of the record and derives intron and exon data by processing CDS
entries in the feature table. These coding sequences contain intron annotation if
they are split over non-contiguous sections of the sequence data. A split is defined
in the CDS through the use of a “join” statement in the location descriptor. The
residue numbers given in the “join” correspond to the exon regions of the entry.
The parser uses this data to derive the intervening intron locations which in turn
allows the raw sequence data for introns and exons to be extracted from the origin.
If a “complement” statement is present in the location descriptor (indicating that
this CDS is on the complementary strand of the DNA) then the raw sequences are
reversed and transcribed into their complementary nucleotide types e.g. adenine to
thymine, cytosine to guanine, etc.

In addition to obtaining the sequence data, the optional qualifiers of each CDS
are also extracted from the record. These are either stored in the “cds” table of

the database (see figure 2.2) or used to filter out unwanted data. For example,
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cds : CDS location subkeywords
ProcessCDS()
location : position DOTDOT position

| COMPLEMENT LB location RB
| JOIN LB ranges RB

ranges : location
| ranges COMMA location

position : NUMBER

<NUMBER

>NUMBER

( NUMBER ~ NUMBER )

N ———

Figure 2.4: An example of Backus-Naur Form grammar showing four of the rules
that define the format of the CDS feature table key in a GenBank record. The

rules (“cds”, “location”, “ranges” and “position”) are defined on the left hand side of

the grammar. Uppercase symbols “CDS”, “COMMA”, “COMPLEMENT”, “DOT-
DOT”, “JOIN”, “LB”, “NUMBER” and “RB” are tokens that would be passed by

the scanner. Lowercase symbols “location”, “position”, “range”, “ranges” and “sub-

keywords” denote rules which are defined in the grammar. The grammar definition
for the symbol “subkeywords” is not shown here.

if the “translation” qualifier that contains the amino acid sequence of the protein
expressed by the coding sequence is not present, then the CDS is discarded. Entries
that are tagged as pseudo genes by the presence of the “pseudo” qualifier are also
filtered out of the data. Once all the data has been extracted for an entry, the parser
calculates the length and phase of each intron and the length of the exon sequences.

Sequence records that contain intron annotation and are not discarded are writ-
ten to the database. During the process of database population, the parser attempts
to work out if the CDS regions are predicted or experimentally determined. This is
necessary because many of the genes submitted to GenBank have not yet been con-
firmed experimentally, and although there are methods defined in the CDS feature
format for declaring predicted entries, GenBank does not enforce their use. The
system employed by the parser to assess the prediction status of each coding se-
quence is based on the two step keyword filtering method used in the EID (Saxonov
et al., 2000). The first step involves checking the header of the entry for evidence
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of prediction. The LOCUS, DEFINITION and KEYWORDS lines are scanned for
the following names of genefinder programs: FGENEH, GeneHacker, GenelD, Gen-
eMark, GeneParser, GeneView, genefinder, genscan, genequiz, genquest, glimmer,
grail\w, grail2, hexexon, netgene, and netplantgene. In addition, the DEFINITION
line is also scanned for the keywords “bac”, “pac”, “yac” and “cosmid”, which sug-
gest that the entry is the product of a large scale genome sequencing project (and
as such the intron positions are unlikely to have been confirmed experimentally).
If any of these keywords are found, then all the CDS features for that record are
flagged as being predicted. The second step is to scan each individual CDS entry
for evidence of prediction. The CDS feature can contain the qualifier “evidence”
(with an associated value of either “experimental” or “not_experimental”) in order
to state the nature of supporting evidence for the coding sequence. If this qualifier
is present in the entry, then its value takes precedence over any other keywords
found. Unfortunately, the use of the “evidence” qualifier is optional and it is absent
from many entries. In these cases all other CDS qualifiers are searched for the gene
finder program names and the word “predict”. Those entries that contain one of
the keywords are flagged as predicted, while any entries that pass these tests are
assumed to be experimental.

Entries in the “cds” table of INXS that are flagged as predicted are assigned a
value of 0 to the “prediction” field. If the “evidence” qualifier explicitly states that
the entry is experimental, then the “prediction” field is set to 2. Finally those entries
that pass the keyword searches but are not explicitly determined as experimental
are assigned a “prediction” field value of 1. In this way, INXS distinguishes between
predicted data, a set of explicitly experimental data and entries which are highly
likely to be experimental. A summary of the processes carried out by the parser can
be found in figure 2.5.

2.2.4 Compiling INXS

The INXS resource is compiled from a subset of GenBank which consists of the
primate, rodent, other mammalian, other vertebrate, other invertebrate, and plant
sections. The data for these sections is split into the flat-files gbpri, gbrod, gbmam,
gbvrt, gbinv, and gbpln respectively (see table 2.1). These files are downloaded
automatically from the NCBI by a script which obtains the File Transfer Proto-
col (FTP) location of each file from the GenBank release notes. A suite of Perl
scripts are then used to isolate those entries within this subset that contain intron
annotation, parse them to extract the appropriate data, filter the data, populate
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those that do not. Initially, the scan identifies the molecule type of the entry from
the LOCUS line of the record (see figure 2.1) and any RNA entries are discarded
since they don’t contain introns. In addition, entries that do not contain CDS en-
tries in the feature table are also skipped. Those entries that do have a CDS feature
are scanned for the “join” statement in the location descriptor. If a “join” is present
the record is stored in a temporary file, otherwise the CDS is skipped. When all
the records have been scanned, the greatly reduced data in the temporary file is
processed by the GenBank parser. This parser (described in detail above) produces
a set of filtered protein sequences (no pseudogenes, no entries missing a translation)
and their corresponding intron annotation and populates the database. When the
parsing is complete and the database is fully populated, the entries are filtered again
to remove incomplete exons and identify redundant sequences. The process of cal-
culating the phase and length of introns within an entry relies on the accuracy of
the exon boundaries. If these boundaries are tagged as being modified, then their
exact positions are unknown (the exon is incomplete) and the intron annotation
will be incorrect. As a result, any entries that contain exons with modified ends
are purged from the database. After this stage of filtering, the database contains a
reliable set of data; however, due to the redundancy found in GenBank, some of the
entries will be duplicates. These duplicate entries are identified using the “nrdb”
program available from Washington University (http://blast.wustl.edu/pub/nrdb/).
The program scans a FASTA format sequence file, merges entries with 100% se-
quence identity and returns a compacted FASTA file. A script is then used to
process this file and set the “repset” field of the “cds” table to 1 for one of the
duplicate entries. All of the remaining duplicates are assigned a “repset” value of
0. This allows a set of representative quasi non-redundant sequences to be stored in
INXS while retaining all the data given in the duplicate sequences.

2.2.5 INXS Database Content

The current release of the INXS database contains 109,157 coding sequences de-
rived from 1,666 species. The total number of sequences available for the top 10
species in INXS and the results of filtering these sequences to produce datasets of
representative (“repset” = 1) and representative but not predicted (“repset” =1 &
“prediction” > 1) coding sequences are given in table 2.3. This shows the varying
level of sequence redundancy in INXS, with organisms such as Arabidopsis thaliana
and Oryza sativa having several thousand redundant sequences being purged when a
representative set is created, while Plasmodium falciparum has just 13. In addition
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the varying number of predicted sequences for each species is shown. When pre-
dicted entries are filtered out Caenorhabditis elegans loses almost 16,000 sequences,
Homo sapiens loses 1,580 and Drosophila melanogaster loses just 190 sequences.
This highlights the differences in the amount of mRNA sequencing that has been
carried out for each species.

Species All Seqgs | Representative | Representative Seqs
Seqgs & Not Predicted

Arabidopsis thaliana 25,494 21,064 6,457
(thale cress)
Oryza sativa 20,406 14,768 2,433
(japonica cultivar-group)
Drosophila melanogaster 16,854 13,697 13,507
(fruit fly)
Caenorhabditis elegans 16,409 16,205 296
Homo sapiens (human) 4,485 3,794 2,214
Schizosaccharomyces pombe 2,544 2,252 282
(fission yeast)
Neurospora crassa 2,108 2,065 709
Mitochondrion 2,008 1,961 272
Dictyostelium discoideum
Plasmodium falciparum 3 D7 1,996 1,983 1,709
Mus musculus 1,663 1,474 1,358
(house mouse)

Table 2.3: The top 10 species in INXS

The data stored in INXS has been parsed from 26,441 GenBank entries. The
complete set of 109,157 coding sequences contains 483,340 introns and 592,495 exons.
There are 16,752 redundant sequences in INXS and of the remaining sequences,
51,445 are predicted and 40,960 are not predicted. The total number of coding
sequences, introns and exons stored in the database are shown in table 2.4.

All Seqs | Representative | Representative Seqs
Seqgs & Not Predicted
CDS No. 109,157 | 92,405 40,960
Exon No. 592,495 | 510,182 215,324
Intron No. | 483,340 | 417,779 174,366

Table 2.4: The sequence content of the INXS database
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2.3 Protein Structure Database (PSDB)

2.3.1 Data Sources: PDB, PDBsum, CATH & SCOP

The PDB (10 July 2003) contains structural data for 43,787 protein chains organ-
ised into 20,949 coordinate entry files. Each file contains ASCII text which describes
the features and results of a single structure determination experiment. Every file is
assigned a unique four character PDB identifier, and contains a number of biological
macromolecules. In addition, every protein chain in the file is also assigned a single
character identifier which is unique to that entry. A coordinate entry file can be split
into several sections which includes the “title”, “primary structure”, and “coordi-
nate” sections. These sections are in turn split into individual records that present
the data as key value pairs. The “title” section describes any molecules that are
present in the entry, and the source organism they were isolated from. It also pro-
vides experimental details and identifies the authors of the entry, etc. The “primary
structure” section describes the amino acid sequence of the chains in the entry and
highlights any residue modifications that may occur e.g. post-translational. Cross
references to other databases are also provided. The “coordinate” section contains
the three dimensional atomic coordinates for the determined structure, and nmr data
if it is appropriate. The coordinates of standard residues are given in the “ATOM”
record, while coordinates for atoms with “non-standard” groups such as water are
given in the “HETATM” record. Each residue in these records has an associated
number consisting of a residue sequence number and a single character insertion
code. In the majority of cases no insertion code is used and the protein is numbered
sequentially from 1. However there are cases where the numbering differs. For ex-
ample if two homologous proteins are submitted to the PDB they may be numbered
in order to preserve the homology. Residues occuring in one protein but absent
in the other can be numbered using an insertion code, which leaves the adjacent
residue numbers intact. The total amount of annotation that can be represented in
a PDB entry is expansive and not covered in any detail here; a complete description
of the coordinate entry file format is provided by the RCSB and is available from
http://www.rcsb.org/pdb/docs/format/pdbguide2.2/guide2.2_frame.html.

In addition to the structural data that is provided in a PDB entry, further protein
annotation is available from a variety of resources. Domain annotation is provided by
several classification schemes such as CATH and SCOP, which have been discussed
previously. Another useful resource is PDBsum (http://www.ebi.ac.uk/thornton-
srv/databases/pdbsum/) (Laskowski et al., 1997), which provides a summary of all
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the protein and nucleic acid structures found in the PDB, along with additional
analyses of structural features. The data in PDBsum is presented as a series of
web pages, each of which corresponds to a single PDB entry. Every page contains
a summary of the data found in the PDB for that entry, along with additional
annotation and links to other relevant databases. A schematic “wiring diagram” has
been created for every protein chain on the page. This diagram shows the protein
sequence and residue numbering, secondary structure elements, domain annotation
(derived from CATH), and other features such as active site residues and ligand

binding residues.

2.3.2 Database Design

The Protein Structure Database (PSDB) is a resource providing structural anno-
tation of protein chains. The database is compiled using a suite of Perl scripts
and C (Kernighan & Ritchie, 1978) programs which isolate a set of protein chains
and related annotation from the PDB. In addition, secondary structure data (ob-
tained from PDBsum) and domain data (obtained from CATH and SCOP) is also
retrieved. An attempt is made to locate intron and exon data for each chain by
identifying homologous sequences with known intron annotation. This is achieved
by carrying out sequence alignments between every protein chain in the PSDB and
a set of coding sequences derived from the INXS resource. The data is stored in a
relational database, which is implemented in MySQL and consists of sixteen tables.
The database schema for the PSDB is shown in figure 2.6.

The protein chain data isolated from the PDB (which includes the pdb identifier,
the chain identifier, and the amino acid sequence) is stored in the “cathseq” table.
The chain numbering defined in the “ATOM” record is summarised in the “csq”
table. The numbering is presented in the form of a residue number, and an integer
indicating the number of residues that follow this number. For example, if the table
had three entries giving residue number and integer values of (2, 50), (51A, 1) and
(60, 40), then the first 50 residues of the chain would be numbered 2-51 followed
by a single residue (with an insertion code) labeled 51A and another 40 residues
labeled from 60-99. Additional data given in the “title” section of the PDB entry
is stored in the “source” table. The remainder of the database can be split into
three sections containing tables that store data pertaining to secondary structure
annotation, domain annotation, and the results of the sequence alignments between
PSDB and INXS.

Secondary structure annotation is stored in six tables: “helix”, “sheet”, “strand”,
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ment; “qinsert”, containing the location of any gaps inserted into the query sequence
(the PSDB protein chain); and “sinsert”, containing the location of any gaps inserted
into the subject sequence (the INXS coding sequence).

A complete definition of the fields defined for all the tables in the PSDB can be
found in appendix B.

2.3.3 Compiling PSDB

The data stored in the PSDB is compiled from numerous sources. Protein chains
and related data are obtained from the PDB, secondary structure data and protein
chain numbering from PDBsum, domain data from CATH and SCOP, and homolo-
gous sequences with intron annotation are identified from INXS using BLAST. The
complete process of compiling the PSDB is summarised in figure 2.7.

The amino acid sequence defined in the “ATOM” record of an entry is extracted
for every protein chain in the PDB. This data is obtained in a FASTA format file by
running the GROW algorithm (Dr. D. Milburn, computer program). A second file
is also produced which contains a summary of the “title” section of every coordinate
entry file in the PDB. This is created by running the Getheaders program (Dr.
R. Laskowski, computer program), which is used to produce the header section of
PDBsum entries. When the two summary files have been created, they are processed
by a Perl script. This parses the files, extracts the data, and populates the “cathseq”
and “source” tables. The script also retrieves secondary structure annotation for
each chain by extracting it directly from the web pages of the appropriate PDBsum
entry. In addition, PDBsum entries contain a summary of the residue numbering
given in the “ATOM?” record of the PDB entry. This numbering is extracted and
used along with the secondary structure data to produce the structure summary for
the chain. This is a one line representation of secondary structure elements which
contains one character for every amino acid residue in the chain. The structural
elements represented in this summary are a-helix: (H), 31o-helix: (G), 7-helix: (I),
B-strand: (E), B-hairpin: (P), and coil: ( ). When the summary has been calculated
the individual secondary structure tables and the “csq” table are populated.

Domain annotation for each chain in the “cathseq” table is obtained from CATH
(2.5) and SCOP (1.6.3) by using the GAMUT suite of programs (Mr. G. Stockwell).
GAMUT is provided with an input file, which contains a list of all the chains in
the database, identified using the pdb and chain identifiers. The CATH and SCOP
domain hierarchies are then both scanned to identify any of the chains in the list that
have been classified. If domain annotation is available for a chain it is extracted from










































































































































































































































































































































































































































