
Image Fusion: Direct Application to Low Light 

Level and Thermal Images, and Efforts Toward an 

Automated Medical Image Registration Algorithm.

Jonathan Oakley

A thesis submitted for the degree of M.Phil.

• < ; > i I

UCL

Department of Medical Physics, 

University College, London. 

October 1996.

I '

This report is submitted for the degree of M.Phil. at University College, London. It is the result of my 

own work except where explicitly indicated. The report may be freely copied and distributed, in full or 

in part, provided the source is explicitly acknowledged.



ProQuest Number: 10106596

All rights reserved

INFORMATION TO ALL USERS 
The quality of this reproduction is dependent upon the quality of the copy submitted.

In the unlikely event that the author did not send a complete manuscript 
and there are missing pages, these will be noted. Also, if material had to be removed,

a note will indicate the deletion.

uest.

ProQuest 10106596

Published by ProQuest LLC(2016). Copyright of the Dissertation is held by the Author.

All rights reserved.
This work is protected against unauthorized copying under Title 17, United States Code.

Microform Edition © ProQuest LLC.

ProQuest LLC 
789 East Eisenhower Parkway 

P.O. Box 1346 
Ann Arbor, Ml 48106-1346



Image Fusion

M.Phil. Amendments.

The purpose of this supplemented appendix is to meet criteria necessitated by examiners of the 

thesis. It summarises each chapter such that the report’s structure is more apparent and 

accessible to the reader. This, such that the aims, methods, achievements and conclusions of the 

work are less obscured than they otherwise might be. The second recommendation that the 

examiners set was a legend of figures to more fully explain the images and diagrams that have 

been included in the document.

1.1 Introduction and Content

The main subject of the thesis is that of Medical Image Registration. The introductory text 

(chapter 1) introduces the importance of this technology to a number of medical imaging 

applications. This typically results from the use of different modality image sets used in support 

of methods of diagnosis, planning and treatment. The necessary correlations across images only 

being possible if the images are in registration, which is unlikely to be the case given that the 

images are acquired from different devices and at different times.

The main goal of the project was to improve the accuracy and robustness of some automated 

method of image registration (chapter 4). The approach taken to effect this was a sensible one, 

and the results presented show a valid contribution to this end.

The general content of this supplement follows that of the thesis itself, and under each of these 

headings is the summary of the chapter’s contents in an effort to present a clear overview of the 

woik that has been done.

1.2 - Characteristics of the Imaging Modalities

It is through the use of the many computer-based imaging modalities that medical imaging has 

rapidly evolved in terms of both existing and planned diagnostic techniques. Of the modalities 

themselves, a variety may be used to establish some basis for diagnosis and treatment.

Different modalities are often of different spatial and contrast resolutions. And further, they 

may show some combination of the anatomy and ftmctional activity of the subject examined. 

For example, CT and MR demonstrate brain anatomy but provide little ftmctional information, 

whereas ECT scans display aspects of brain function and allow metabolic measurements, but 

poorly delineate anatomy. Chapter 2 introduces the physics of the more frequently used 

imaging modalities in the context of their applications. It is an understanding of the various 

acquisition processes that is of particular importance ahead of efforts made at manipulating the
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images to whatever ends; the development of some analysis tool requires knowledge of what 

the test is actually measuring in order for its more salient features to be enhanced. The 

numerous artifacts and sheer complexity of the modalities necessitate this, and it is the task of 

this chapter to relate this information in respect of methods of image analysis; detailing 

resolution, noise, and other relevant aspects.

i.3 - Approaches to Image Registration

The increasing number of medical imaging techniques has, subsequently, provided the clinician 

with an increasingly diverse view of both physiology and anatomy. Yet in every day clinical 

environments, the current predominant method of multimodality visualisation is the sequential 

observation of individual 2D image slices, and the viewer’s subsequent ‘mental reconstruction’ 

of 3D relationships. This act of ‘three-dimensional imagination’ out of sectional information is 

a highly specialised human vision task, which may in fact require training. It is certainly time- 

consuming. However, computer-based visualisation schemes allow full 3D volumes to be 

rendered to display - with varying degrees of success - combined modality images. It thereby 

remains necessary to find the correspondence between two (or more) images, in either 2D or 

3D. As such, it is the registration process that underpins the initial problem of fusing disparate 

image data sets.

In this chapter, registration is introduced as a method that quantitatively describes the disparity 

between image sets such that it may then minimise this value via adjustments to the available 

degrees of freedom. Once the disparity has been minimised, the coordinates of a part of a 

common object seen in one image can be transformed into the coordinate system of the other 

image using the values derived of the parameter search.

The process is therefore to judge some mismatch between the images, and then shift and/or 

rotate the images untU they are considered to be matched. Hence it is the criteria for judging 

what is ‘matched’, and what is considered ‘unmatched’, that determines the eventual 

transformation.

The many possible means of judging the quality of this match (its objective function) are 

introduced in this chapter with an extensive literature review that seeks also to highlight both 

the advantages and disadvantages of each of the mentioned methods.

Also covered is how potentially non trivial the task of matching only slightly disparate sets of 

objects could be. The difficulties inherent in this task become increasingly numerous when 

using many of the aforementioned registration techniques with respect to multimodality image 

data. For example, multimodality image sets imply large surface variations across objects 

common to each modality; the head-hat algorithm (section 3.4.1) requires the different image
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sets to share common contours or line segments. Perhaps entire sections of particular objects 

are absent in one modality, yet not in the other, principal axes methods (section 3.3.4) are 

sensitive to incomplete data across the image sets, and hence the entire representation of an 

object must be common across modalities. Indeed, objects may, in the extreme, be entirely 

absent from one data set; point-based methods (section 3.3.2) using anatomical landmarks 

require that anatomical structure is common to the different modalities, and this is also the case 

with the feature-based approaches reliant on anatomical edges (section 3.3.3).

The inherent simplicity and effectiveness of the voxel based approach - coupled also to its 

applicability to an automated system - has left this as our method of choice (section 3.3.5). 

With aU this in mind, the next chapter begins to consider the actual implementations that may 

form the basis of our own approach, and looks at the use and derivation of a similarity measure 

that will be relevant across modalities.

i.4 - Automating the Registration Process - Voxel Based 

Methods

Chapter 4 begins by first detailing the need to automate the image registration process, and by 

summarising why the previously reviewed methods are unsuitable for this purpose. We saw 

earlier how any methods necessitating manual intervention are at best labour intensive and 

costly. The interaction must be done by a person familiar with the relevant anatomy, and in 

complex situations, where quantitative as well as qualitative results are required, a solely 

interactive process is likely to exceed practical time constraints [39]. Having been originally 

cited in the previous chapters as the method most suited to automation, this chapter develops 

this concept by giving a full background to the Voxel Based methods of image registration.

This additional category of registration algoritiims attempts to correlate voxel intensity values 

of the entire image such that the matching process involves some entirely global notion of ‘self- 

referencing’. The basis for this approach stemmed from Woods [124] who observed that 

although given tissues may have different intensities across modalities, the variance of intensity 

ratios (VIR) between voxels of the same tissue type can be small when the images are correctly 

registered. As such. Woods developed the first of a suite of algorithms that still appear to be the 

most promising approach in respect of the development of some fully automated registration 

scheme. The main reason for this is that the methods are independent of the specific anatomic 

structures being imaged, and further images may be registered retrospectively as no fiducial 

markers are required.

The chapter then continues to show the workings of the registration process by introducing the 

scatterplot (section 4.1.2), from which the match’s objective function is derived. This feature
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Space is our main information processing environment; it is simply a multidimensional 

extension of a histogram, each variable forming a coordinate axis (see figure 4.1). In Woods’ 

algorithm, it is about this space that a measure of variance must be minimised.

The chapter then closes by describing the evolution of similarity measures (so-called because 

they judge the similarity between the images’ co-alignment) taken in the scatterplot to describe 

the quality of the registration. An entropy measure is introduced (section 4.2) that was later 

refined into a measure of ‘Mutual Information’ between the two image sets. It is this measure 

that is indicated as being our candidate objective fimction whose application is refined in the 

next chapter.

i.5 - Localising within the Scatterplot the Extent of the 

Similarity Measure

Chapter 5 gives thorough background and justification to the thesis’ original aspects of woik; 

namely the localising of the similarity measure’s effect within the scatterplot. This is a novel 

extension to the existing use of this measure, and the algorithms developed remained fully 

automated.

The new approach described localises the effect via an initial segmentation of the scatterplot 

such that the measure’s influence relates better to the structure of the objects in the image data. 

It is by taking the [entropy] measure only in regions deemed to be influential in respect of the 

registration process that efforts (and indeed, in roads) were made to improve the robustness and 

accuracy of the existing methods. By partitioning the space in such a manner, the intention was 

to firstly find which regions have the most influence over the accuracy of the registration, and 

secondly to decide which regions we will allow to have an influence over this process. For 

example, deformable objects (pertaining to skin surface, the lower jaw, or the ears) are likely to 

violate our rigid body assumption. TTierefore, if such features may be approximately 

identifiable as regions in the feature space, then their influence may be removed or at least 

suppressed.

It had been cited in the literature [39,54,108,115,116] that these regions are manifest in such a 

feature space, and that their automatic classification is possible. The method used to partition 

the space (and thus locate particular features) was a standard K-means clustering algorithm, 

whose suitability was originally identified by Vannier [115,116].

In Vannier’s application (section 5.3), the clustering held great reliance on the tuning of the MR 

scanner for the later separability of clusters in the scatterplot; each pertaining to a different 

tissue type. Thereby the underlying principle behind Vannier’s approach to the analysis of MR 

images lies again with the characteristics of the imaging process itself (chapter 2). We later see
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how our scatterplot’s characteristics (that the space is really a function of the degree of 

registration) made object identification a difficult task (chapter 8).

1.6 - Method

The ideas for improving the existing methods of voxel based registration are broken down into 

their theoretical components in chapter 6. Basically, there are three main sections to cover this. 

The first introduces methods of both crisp (section 6.1) and fuzzy clustering (section 6.2), with 

a discussion on the appropriateness of the membership functions used. The second gives 

formulae to the similarity measures to be used, and describes the algorithms that have 

previously been developed to extend their application (section 6.3; section 6.4 covers the 

existing extensions to these methods by other workers). And the third section outlines the 

optimisation process that searches the parameter space for a global minima which effects to the 

registration solution; if, that is, the similarity measure works perfectly (section 6.5).

1.7 - Implementation

Having presented a thorough theoretical overview of the methods that are used in the project, 

chapter 7 describes exactly how these and the more 'house keeping' type software are 

implemented. To program the algorithms obviously requires some additional software to 

facilitate their implementation, which, in this case required the coding of a Graphical User 

Interface (GUI) under a UNIX environment that supported X-Windows. The chapter is in many 

respects a software specification such that each function previously described could be 

implemented by the knowledgeable reader. For example, aU of the matrix based operations are 

described thoroughly as these underpin a majority of the image analysis and vector processing 

methods. Data types are given and the integration of each aspect of the software into the one 

fully operational program is also documented. Combined, these fimctional components form a 

quite powerful package.

1.8 - Registration Results

The results documented are only those that either initiated a variation in the approach, or 

offered valid conclusions to be drawn from that particular approach’s efficacy. Given is the 

immediate interpretation of these results that determined each of the ensuing tests. An overall 

conclusion and summary of the work done is the subject of the next chapter, although the more
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obvious conclusions are included to better explain the progressive nature of the experiments 

perfonned.

Because of the nature of the image sets to be encountered, the entropy measure is employed in 

part to allow for a greater degree of generality than either the Woods’ variance measure [125] or 

Studholme’s cross-correlation measure [109], in its efforts to order the observations of the 

scatterplot. Such flexibility should enable its applicability to a wide range of matching 

problems [119], and it is this characteristic that is demonstrated in the first test (section 8.1). 

Reassured by the worth of the entropy measure, initiated were investigations into the use of a 

segmentation step to aid the registration procedure. Subsequently we were able to cite some 

immediate advantages to the use of applying our similarity criterion only to some subset of the 

original image data. The improvement in the accuracy of registration that resulted may have 

only been slight, but it did indicate that it is not necessary to use the entire image volume to 

derive the registration solution. The best registration was derived using only 22% of all the 

observations, hence there was also some improvement in terms of efficiency.

The nuclear medicine images of the following test (section 8.6) and their corresponding MR 

volume was then used to form the basis of a first truly multimodal registration test, and also 

opportunity to really validate the initial hypothesis. Poor results however, drew the assumption 

that the algorithm sought only a wholly overlapping pair (see also Appendix II), as the nuclear 

medicine image needed only to position itself to within the [larger] anatomical image to allow 

the Powell process to converge at a point of optima (an instance of local minima?); thereby 

convergence came too early and at various points of mis-registration. The first test of a fuzzy 

partition also produced disappointing results (section 6.2). Additionally, the use of an extra 

channel [111,112] incorporating the segmented image set gave similarly disappointing results. 

These results asked questions of the initial hypothesis: how meaningful is it to segment a 

scatterplot formed fiom a misregistered set of images? Not at all, is the answer CoUignon gave 

[17], and used exactly this uncertainty of segmentation as an objective function to be minimised 

in detennining the registration solution.

Later, in section 8.7, the worth of using only segmented regions of the scatterplot was again 

thrown into question. TTie principle issue being the relevance of the segmentation. But the 

original hypothesis remained sound as there did exist regions in the image data that hindered 

the registration process. It thus becomes the task of the next section to begin finding them.

Section 8.8 questions the [segmented] scatterplot’s ability to highlight regions that are 

meaningful to the registration and isolate others. For one thing, this feature space is more 

characteristic of the degree of misregistration than of the features contained in the original
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images. And for another, it may be possible that any segmentation of this data may only 

confuse a correlation across activity (from the nuclear medicine images) and its associated 

anatomy (from either a CT or MR image), which is nomially a principle aim. We refer here to 

how important it is to establish that any partition does not - at the resolution of each partition - 

show only some distortion of the original structure, such that further processing based on these 

segmentations may be misleading. (This is the same as the issue first raised in section 8.6.)

The chapter is able to conclude by showing what partitions really were beneficial to the 

registration procedure, and just why this was the case.

i.9 - Conclusions of the Registration Work

Throughout this report, I have constracted my own arguments to justify using a segmentation 

step as an inherent part of the registration process. To allow this, I have fiequently had to cite 

the woik of others. And given this context, I would not claim complete originality. For 

example. Woods [125, with perhaps 2] removes extradural regions of the MR image before 

performing MR-PET registration; and Hill [54] has partitioned regions as a requisite step of a 

registration algorithm. Additionally, a segmented image is used by CoUignon [17] and more 

recently by Studholme [111,112], although in both of these examples the methods do not effect 

to remove observations from the procedure, and nor do they increase the influence of particular 

regions in accordance to their considered [biological or otherwise] significance. But a 

segmentation of the scatterplot so as to remove the influence of chosen regions is documented 

for the first time in this thesis. In efforts to increase the robustness of the voxel based 

algorithms described in this report, the influence of the ‘goodness-of-fit’ measure was localised 

to select partitions in the pattem space. These partitions were sought on the basis that some 

would have more relevance to the accurate judgment of an alignment than others.

Results have shown great variability across the given implementations, which would imply that 

something was right somewhere, whilst also providing us with a timely reminder of the 

inherent instability of these algorithms. It was also established that a segmentation of the 

scatterplot alone gives us no significanfly meaningful information with which we can improve 

our registration procedures; either by incoiporating it directly, or with the more indirect method 

of the additional channel. One improvement might have been to repeatedly estimated a solution, 

and then re-segment such that the scatterplot offered more anatomical meaning instead of being 

the obscure function of misregistration that it is; i.e., the segmentation is taken on a distribution 

that barely resembles its form when the images arc in registration. In respect of correlation 

measures in general, the method presented overlooks one important lesson that was learned: it
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does not make statistical sense to remove data from our measures unless we are confident that 

it is done for reasons likely to be of benefit. And as appendix II confinns, without an 

appropriate segmentation, this confidence it lost.

The results of appendix n  show that the use of an additional channel can impose an element of 

order on a registration. For example, with an accurate segmentation [used the additional 

channel], a registration may be derived that is qualified by both overiap and [fundamentally] 

coherence; that is, the overlap should be meaningful and the method seems able to enforce this. 

Meaning is thereby supplied with knowledge that delimits the extent of each [approximately] 

homogeneous region of the image data; that is, the segmented image. In this respect, I can 

conclude only with a belief that stems from the impression gained through experimentation: a 

meaningless or inaccurate segmentation (and recall, ours remained rather ad hoc) further 

confiised the use of the additional channel as the regions that were partitioned had not the 

meaning or relevance expected of the algorithm.

A final point regarding the segmentations, which also relates to the image data used, was that 

the pattem space never clustered in the manner in which was first envisaged. As such, we 

became unsure of the effective ability of the clustering algorithm to segment regions that were 

more relevant to the registration process itself, and it became inappropriate to localise 

measurements to this finer scale (see appendix V). A many-modal clustering effect was only 

exhibited as a result of using the fuzzy clustering algorithm, although its mixed ability to aid 

the registration process is documented above.

In summary, I ask if we have only managed to highlight the typical instability of these 

methods? High expectations are oft associated to the voxel based algorithms, but this should 

also be associated to their instability, as the two are related. That is, a lot is asked of these 

algorithms across a variety of applications, which has naturally led to the caU for robustness. 

And this dependability can only be established given strict restrictions to the method’s 

applications, which has, in effect, been the goal of this project.

i.lO - Future Work

The future work described in this the final chapter of the report, starts with a section that 

documents the efforts recommended to improve the registration algorithm developed. The 

second section details methods of anatomical localisation of nuclear medicine data, that could, 

in essence, also be performed within the scatterplot. And finally, the chapter presents a 

discussion on visualisation methods, which is, essentially, the end-goal of the woik presented in 

this thesis.
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Â Legend of Figures
Figure 3.1 - The axes show, in three dimensions, the translations and rotations that can occur to 

make up a rigid body transformation. This transformation involves up to three orthogonal 

translations (in the X, Y and Z directions), and three rotations about the orthogonal axes (about 

X , y and z).

Figure 3.2 - This figure shows a block diagram of the fimctional steps involved in a typical 

surface matching scheme. This example scheme is for PET-MR matching.

Figure 3.3 - This figure demonstrates the generation of the control points often used in Head- 

Hat matching algorithms (section 3.3.3.1). Given an object to register, the control points arc 

determined by casting rays out from the centroid of the body of interest. The point at which 

these rays intersect the surface are then the landmaiks used in the matching algorithm.

Figure 3.4 - Shown in this figure is how two different surfaces should ‘intuitively’ align. 

However, this subjective alignment does not correspond to its objective alignment, determined 

by minimising the distance between associated control points.

Figure 3.5 - This figure demonstrates the objective alignment of the same two surfaces shown 

in the previous figure. Using the basic [Head-Hat] algorithm, and its least squared distance 

measure as the goodness-of-fit, the two points of obvious disagreement (shown in the figure) do 

upset the entire matching process.

Figure 3.6 - Shown is an ellipsoidal object (be it of grey-scale or binary representation) and its 

principal axis. Described in the surrounding text is how two objects can be characterised by 

their moments of inertia, and also how an approximate alignment can be determined by 

bringing their principal axes into coincidence.

Figure 3.7 - This example schematic figure represents a 10x10 pixel image that has been 

converted into binary form via thresholding. (This, and the following few figures, show the 

procedural steps necessitated by the chamfer filtering algorithm described in this section, 

3.4.1.2.)

Figure 3.8 - The same image is now shown having been ‘prepared’ for chamfering. This 

involves setting object pixels to zero (representing zero distance from the object), and 

background pixels to a very large value (representing the largest distance possible fiom the

Amend 10



Image Fusion

object; a value that is minimised through the filtering process to return a distance approximated 

by the method).

Figure 3.9 - This figure shows the 3D chamfer filters that are used to process the image, and the 

direction in which they operate.

Figure 3.10 - Following the first pass of the chamfer filtering process, the image shows distance 

values from the object of interest that relate to the direction of this pass only. This then is the 

‘intermediate’ image that has resulted from the forward filter pass.

Figure 3.11 - This figure shows the final chamfer filtered image. It is a distance image that has 

resulted from running both the forward and reverse filters.

Figure 3.12 - The previous figures showed only schematics of the chamfering method. This 

figure shows an example MR image and its resulting chamfer image. The chamfer image, 

shown on the right, has its intensities defined by distances away from the object of interest. The 

object itself is shown in white for clarity, despite having a distance of zero associated to it.

Figure 4.1 - The formation of the scatterplot. This figure shows how the scatterplot is formed 

from two image sets. It is a multidimensional extension of a histogram, with each variable 

forming a coordinate axis [39].

Figure 4.2 - On the left of this figure is a single MR slice. This slice has been used in mis

registration with itself to create a series of scatterplots (shown on the right) that demonstrate 

how observations in this feature space (section 4.1.2) disperse as the MR image is mis-aligned 

with [a copy of] itself.

Figure 5.1 - This figure shows Vannier’ [idealised] cluster plot [115] (two dimensional) for the 

two spin-echo pulse sequences used. It shows the separation of classes achieved in this feature 

space, where each ellipse corresponds to a class identified by cluster analysis.

Figure 5.2 - This figure demonstrates how the inappropriate use of cluster seeds can result in 

variations in the final segmentations of the scatterplot. As is the case in figure 4.2, we have 

used the same image mis-registered with itself to create some dispersion in the feature space. 

The image used is shown in the third column of each row. The second column shows the 

partitioned scatter plot that results from the misregistration [of the same amount each time], and
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from the use of different cluster prototypes. The first column shows the segmentation that 

results. The figures are there to illustrate that the clustering procedure’s outcome is often 

determined by the cluster seeds chosen.

Figure 6.1 - Shown is the concept of ‘local distance’. This shows the Mahalanobis distance 

measure being applied across two distributions. It demonstrates the quadratic nature of this 

measure, as the distances shown as being equal using the Euclidean measure return different 

values when their associated distributions are incorporated into the equation used; i.e., when 

using the Mahalanobis distance measure.

Figure 7.1 - This figure demonstrates the inteipolation method used in the project. ‘Nearest 

Neighbour Interpolation’ requires that the transformed pixel coordinates are rounded to their 

nearest integer equivalents such that they may then properly act as indices to the image data. 

The figure shows just how this woits.

Figure 7.2 - The screen structure of the feature space. This shows how the software written 

displayed the feature space on the screen. It basically tells of the transformation used to plot, 

with some three-dimensional effect, the image vectors that were used in the segmentation 

process.

Figure 7.3 - A crisp partition of the scatterplot using five cluster centres. This figure shows two 

windows that were displayed during the execution of the code. In the left window we have four 

images. The top two images show a single slice from the two image sets that are to be 

registered (in this case the images are MR {on the left), and PET (on the right)). On the 

bottom left we have the two input images ‘fused’ with some checkerboard effect. Bottom right 

is the segmentation that has resulted from a crisp clustering of the scatterplot, which is shown 

in the large window on the right.

Figure 7.4 - This figure has the exact same layout of the above figure, except that the partition 

of the scatterplot (right-hand window) has been achieved using a fuzzy clustering algorithm. 

The resulting segmentation is shown in the bottom right-hand quarter of the window on the left.

Figure 7.5 - This figure presents a set theoretical representation of the mutual information 

measure. This is shown to better explain the equations associated to this section that introduced 

the use of an additional channel into the registration process.

Amend 12



Image Fusion

Figure 8.1 - This figure shows three images. The left most image is a chamfer filtered version 

of the middle image. The two images were then misaligned. The right most image shows the 

two images ‘fused’ again using the checkerboard effect. The two images were used as 

[artificially complementary] input images to our registration algorithm.

Figure 8.2 - The right-hand half of this figure shows a partitioned scatterplot of two input 

images (shown as the top two images in the left-hand side) that has additionally used a medial 

feature, and hence we have a three-dimensional feature space. A fusion of the two input images 

(corresponding to the same image mis-registered with itself) is shown as a juxtaposed image in 

the bottom-left comer. The bottom-right image of the four is the segmentation that resulted 

from the partition shown.

Figure 8.3 - This figure shows the segmentation that resulted from a partition of the scatterplot 

that did not use the additional medial feature. As before, five cluster prototypes were used.

Figure 8.4 - Dividing this figure into equal thirds, the central third shows a window in which 

the four images represent the following (clock-wise fiom top left): an input MR image; an 

artificially created nuclear medicine image (created by transforming the intensities of the MR 

image), a resulting segmentation of the images; and a colour-oveday [35] fusion of the input 

images. The left most third shows the partitioned scatterplot that has resulted from an alignment 

of the two image sets, as well as showing all the input data - in the format of the central most 

third - in an insert to its bottom-right comer. The right-hand third shows the partitioned 

scatterplot that results from a known misregistration of the two image sets. Its input data is also 

shown in its bottom right-hand comer.

Figure 8.5 - Shown are two windows, both containing inserts. The windows display a 

partitioned scatterplot that resulted from a known misregistration. The inserts to both of the 

images show the input data, their fused image, and their segmentation. The left-hand image has 

resulted from a crisp partition of the scatterplot, using five cluster seeds. The right-hand image 

has resulted from a fuzzy partition of the scatterplot, which again uses five cluster seeds.

Figure 8.6 - This figure shows two images. The image on the left is a single slice of a CT 

volume. The image on the right is a single slice of its associated MR volume. The two image 

sets form input to the current registration test.
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Figure 8.7 - The image on the right is a partitioned scatterplot (using five cluster centres) 

resulting from a misregistration of our MR-CT image pair. TTie image on the left shows the 

resulting segmentation.

Figure 8.8 - This figure shows four segmented images. Three of the segmentations, however, 

have not resulted from a partition in the scatterplot, but instead from feature spaces derived 

from a single image; in this case from the CT image. The first image (far left) shows the 

segmentation resulting from the scatterplot alone; and in the maimer previously presented. The 

next image results from a segmentation of the CT image using its x-coordiantes, y-coordinates 

and pixel intensities as its three features. The third image again uses three features of the CT 

image: its z-coordinate value; its intensity values; and a medial measurement. The last image 

uses only the CT volume’s medial and intensity values.

Figure 8.9 - This image is a fuzzy segmentation of the CT image that has used just two features: 

the CT volume’s medial and intensity values. The better registration results were achieved 

using this partition.

Figure 8.10 - The two images shown correspond to the MR (on the left) and PET data sets used 

in the final set of tests.

Figure 8.11 - This figure again shows four segmented images. Three segmentations being 

derived from the single image; in this case fix)m the MR image (always of an anatomical 

image). The first image (far left) shows the segmentation resulting from the scatterplot alone 

and in the manner previously presented. The next image results from a segmentation of the MR 

image using its x-coordinates, y-coordinates and pixel intensities as its three features. The third 

image again uses three features of the MR image: its z-coordinate value; its intensity values; 

and a medial measurement. The last image uses only the MR volume’s medial and intensity 

values.

Figure 8.12 - This image is a fuzzy segmentation of the MR image that has used just two 

features: the MR volume's medial and intensity values.

Appendix Figures

Figure la (of Appendix U) - This shows two images (overlapped, or fused; hence the single 
representation) that are to be registered. One image (the static image) is a solid red square. The
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Other (the dynamic image) is a green square that has been hollowed out in the middle. They are 
shown out of registration.

Figure lb (of Appendix II) - This image shows the two objects overlapping. Where the red of 
one object overlaps the green of the other, the region is shown in yellow for clarity alone.

Figure 2a (of Appendix II) - Here the two images are shown at a point where the area of overlap 
is at its greatest. Here too the measure of mutual information at a maximum.

Figure 2b (of Appendix H) - Here the objects are shown in an intuitive registration. However, 
this only corresponds to a point of optima if our similarity measure incorporates an additional 
channel [111].

Figure IV. 1 - This figure shows two images that are to be registered. The image on the left is a 
single slice of an MR volume. On the right is its corresponding SPET image. This image, 
however, has been enhanced about its edges using the ‘Gradient Weighting’ mechanism 
described in the thesis.

Figure V.l - Screen structure of the cluster axis. In this section, the eigenvalues and 
eigenvectors of each distribution were calculated. To display these [in three-dimensions] on the 
screen required the translation that that is described in the text, and shown graphically in this 
figure.

Figure V.n - This figure shows an example plot of the eigenvectors and eigenvalues about each 
of the clusters that have been found using the K-means algorithm.

Figure VII. 1 - This figure demonstrates how a rendering scheme is developed from the raw 
image data. Shown are the main points of intersection of a ray cast from the ‘Vantage Point’ in 
respect of a light source. The point at which this ray intersects the nearest object to the vantage 
point corresponds to the voxel that should be rendered for display.

Jonathan Oakley, Villigen, January 1997
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Preface

Often resulting from the simultaneous use of two or more imaging modalities is the need to 

compose the single representative form. Only then can the often complementary image 

information and the between modality correlations be successfully communicated to an 

observer. Of the acquisition processes themselves, neither spatial or temporal performance 

characteristics can be assumed as common. Subsequently, research efforts have spawned many 

computer-based techniques to perform the methods of image alignment, combination, and 

visualisation.

Of the applications, perhaps it is the two researched in this report that best underline the diverse 

nature of the field. And although the two pieces of work are thereby related, I shall refer to 

them throughout as being the quite independent projects that they were. Their disparity portrays 

only a small element of the scope which can be afforded to the subject of ‘Image Fusion.’

The first subject of this work is an investigation into pixel-level fusion methods for combining 

Low Light Level intensified images and Thermal images. It is envisaged that these would be 

obtained from an airborne platform and used to aid a pilot’s navigation in darkness and other 

conditions of poor visibility. The second project is in the field of Medical Imaging, where 

different imaging modalities are increasingly called upon to support clinical diagnosis and 

surgical planning. Within this discipline, it is the accuracy of the image registration methods 

that determines how beneficial a multimodality image fusion scheme can be.

The first project makes perceptual assumptions about the human vision system, which, in the 

context of the modalities used, supplies the justification for the fusion process adopted. The 

second project uses the characteristics of the imaging modalities to derive the fusion process’s 

requisite alignment; an alignment assumed known in the first piece of work. In both cases, it is 

only after the images are coregistered that perceptual aspects be exploited in the final 

visualisation stage.

The choice to include both of these projects was done so that the report documents my entirety 

at UCL. Of the work itself, it is only the second project that claims any originality, as it was on 

this that the majority of my time was spent. The first piece of work manages only to 

hypothesise about original methods that might have been appropriate (given, of course, quite 

forceful arguments), but these were never realised.

The work done toward an automated registration algorithm for medical images contains many 

aspects of originality. As the project came to a close I steadily began to unearth the kind of
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results that my original premises had indicated. Some in-roads have been made towards the 

goal of a robust automated registration method. And the use o f such an algorithm supports the 

means o f viewing the image information in a manner that is significantly clearer and more 

accurate than conventional methods.

The overall report has turned out to be quite multidisciplinary in flavour, which is nicely 

characteristic o f the field of image fusion. Perhaps it is this variety in the studies undertaken 

that has rendered the tasks of ‘fusing’ these two pieces o f work into the one composite 

document difficult. The compromise afforded being to partition the work into two sections, 

each having its own abstracts, introductions and conclusions.

Chronologically, we are to begin with the first project: an investigation into a fusion process 

that may be beneficial to a fly-by-night system.
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Abstract - The Optimised Fusion of Low Light Level 

(L )̂ (Intensified) Images and Thermal Images

We begin the first half o f this report with an investigation into a quite specific application of  

image fusion. Among the characteristics o f the application were that it used two specific 

modalities, with some possibility o f their being a third. Also, that it should operate on 

dynamically changing image sequences, and do so in real-time.

Through the reviewing of the possible implementation methods to hand, we construct our 

argument for the use o f one particularly promising method. This favoured a pyramidal image 

fusion scheme, which, having been implemented, allowed for some closing conclusions to be 

drawn.

The method of constructing the pyramidal representation of individual images was shown to be 

the key element in determining the effectiveness of the fusion process. As such, it is this 

process that therefore commands most of the project’s attention. Arguments for and against the 

different kernels that are used to ‘build’ the pyramid come from purely mathematical 

considerations (e.g., from Baubad [6]), visually enhanced techniques (e.g., Toet [78] and 

Matsopoulos [52]), and naturally via some computational model that attempts to model the 

human visual system (Marr et al. [50]). Our aim is to review these and then provide some 

insight into how a fusion scheme might be implemented given the application.

Therefore its underlying theoretical and implementation details are described ahead of the 

results that show its effectiveness. The general review is finally reduced to the simple yet valid 

tests o f the fusion technique in respect of various other pixel fusion methods. Having concluded 

it to be the method o f choice, scope now remains concerning the optimal method for 

performing this process, where influence has been generously afforded to the analogous human 

visual system.
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Abstract - Toward an Automated Medical Image 

Registration Algorithm

It is in the field o f Medical Imaging that an increasing number o f relevant imaging modalities 

have been made available to clinicians. Different modalities often provide complementary 

information; for example, some are better at showing anatomy, others physiology. As this 

choice and availability o f image modalities increases, prospects o f image correlation and fusion 

arise. And as such, it is believed that some combination of these images will prove requisite to 

improved clinical diagnosis and treatment.

This project is to do with the combination and the subsequent visualisation o f the different 

multimodality images. The work involves the registration, or alignment, o f the different image 

data sets. The registration technique employed attempts to include some notion o f intelligence 

by incorporating anatomical knowledge and knowledge o f each imager's characteristics.

Work will then require the final visualisation of the combined image sets, where, ultimately, 

the success o f any strategy will be dependent on the success o f the registration process.

The layout o f this report reflects this partitioning o f my efforts. The first sections set its context 

with the literature review. Because o f its importance, this review aims to be comprehensive and 

I make no excuses for volume; I have put a great deal o f effort into the explanations given, and 

the knowledgeable reader may skip this. The content focuses on image registration as a 

prerequisite o f the fusion and visualisation scheme.

We describe our methods in respect o f those in existence, and our results section shows the 

successes and failings o f each. This is summarised in chapter 9, which details the conclusions 

o f the work with a realistic look at what has been achieved. It is in the light o f this discussion 

and the results that we derive a number o f possible applications where our methods might be 

beneficial. These are developed in my final chapter which ends with a number of interesting 

and promising topics o f further work. These no longer remain solely in the bounds o f  

registration techniques, but are envisaged as natural extensions to the work o f this project such 

that its importance is substantial and its inclusion relevant.

Finally, to keep the registration work within the context o f the overall document, the nature o f  

the visualisation scheme is returned to, but only as an appendix in the back o f the report. It is 

written in respect o f the overall theme of Image Fusion and the registration work done.
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1 Introduction - Data Fusion

There is no broadly accepted definition o f data fusion. It is a field that has generated a 

significant amount o f interest among researchers from a variety o f engineering disciplines, 

directly or otherwise. In imaging, its approaches combine information made available from 

different sources, thus generally enabling a better understanding of a given scene or 

environment. As such, it poses the problem of constructing a single model o f some 

environment from variously sourced data.

The motivation for using multiple sensors in a system can be considered as the response to the 

question: if  a single sensor can increase the capability o f a system, would the use o f more 

sensors increase it even further [1]? In one sense, the value o f the combined information that 

the sensors provide is hoped to be greater than the sum of the value o f the information provided 

separately; the effect of synergy.

Our problem area falls into the domain o f data fusion. As a subset o f such a vast topic, this 

paper can only outline some of its purpose and methods, whittling the subject area down via 

sensor fusion to then concentrate on image fusion alone.

1.1 Multisensor Fusion

At a practical level, sensor fusion is the technology that allows us to collect data through 

multiple sensors, thereby enabling us to increase our knowledge, accuracy and the confidence 

with which we may apply this. In general, we must model and prioritise the sources to make 

best use o f the information and the most sense of the particular environment. This is a 

constraint satisfaction problem that distinguishes some intelligent sensor [or indeed, image] 

fusion system from simple additive integration systems. But what exactly are our constraints? 

And what exactly are we trying to model?

Well, what we are modelling is a data set consisting o f images, or o f descriptions o f images, 

that is produced by the multiple sensors. Each component o f the multiple data set contributes a 

certain amount o f unique information. The inevitable degree o f redundancy between the 

components whose information domains overlap is in some sense a reassurance; it does, for 

example, provide the means for multimodality image registration that is described in the next 

project. Regardless, sensible combination of these components is said to be desirable for 

reasons such as the production of more complete scene descriptions [36]. This is complicated 

as the images may be:
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• Multitemporal - each one is related to the same, but taken at different times,

• Multiview - from different positions.

• Multisensor - from different sensors.

• Multispectral - from different spectral bands.

• Multiresolution - different polarisations, or at different scales.

We define Multisensor Integration to refer to the synergetic use o f the information provided by 

multiple sensory devices to assist in the accomplishment o f a task by a system. And 

Multisensor Fusion to refer to any stage in the integration process where there is an actual 

combination (i.e., fusion) o f different sources o f sensory information into one representational 

format [1]. With this in mind, [1] also offers us categories o f advantages offered through the 

synergetic use o f this multisensory information. This, by decomposing them into a combination 

of four fundamental aspects:

• Redundant information is provided when more than one sensor is perceiving, possibly with 

a different fidelity, the same features in the environment. The integration of redundant 

information can reduce overall uncertainty and thus serve to increase accuracy. We thereby 

gain with increased reliability and fault tolerance.

• Complementary information allows features in the environment to be perceived that are 

impossible to perceive using just the information from each individual sensor operating 

separately.

• More timely information is likely from processing parallelism in multiple sensors.

• Information obtained at a lesser cost as compared to the equivalent information that could 

be obtained from a single sensor.

Thus, the role of multisensor integration and fusion in the overall operation o f a system can be 

defined as the degree to which each of these four aspects is present in the information provided 

by the sensors to the system. But already some inevitable questions become apparent: what 

exactly do we fuse? Indeed, what exactly can we fuse?

1.2 Some Motivation

Various useful imaging applications have been developed. For example, multiple images may

be merged to extend the field o f view or resolution of a scene. Stereo images may be combined

so that regions occluded in one camera's view are filled in smoothly with regions seen by the

other camera [80]. In Remote Sensing, fusion is necessary to combine the images often o f

different resolutions and from different spectral bands, thereby providing numerous
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improvements regarding interpretation, and radiometric accuracy [24]. A ‘Cyclopean’ system 

was developed which fused two images o f slight parallax for highly accurate depth perception 

[75]. Astronomers readily acknowledge that to understand some image o f the universe, they 

require to study images from a variety o f sources corresponding to (practically) the entire 

spectral range. A technique called Imaginography fuses slightly parallax images from two 

cameras to setup a ‘normal’ image surrounded by double images so as to fool the eye into 

seeing a three-dimensional (3D) image. Its application in Computer Vision - where a scene may 

be imaged by multiple sensors over multiple temporal frames - is a burgeoning field o f  

research.

Hence, finding the application is not a problem; there are pressing industrial needs (including 

tasks such as assembly), medical needs (for example, the fusion o f MR and CT images [53]), 

military needs (for example, command and control for battlefield management, target tracking 

and aircraft navigation), and space technological needs for information processing techniques 

that seek to use sensor data in a some statistically optimal sense.

Obviously, the latter goal has not been achieved in the most synergetic (in the sense that 

resultant information cannot to any degree be obtained by processing the sensor outputs 

separately) o f systems. But we are able to cite many near examples, showing that the use o f  

multiple sensors by machines and systems is a major factor in enabling some measure o f  

intelligence to be incorporated into their overall operation.

The motivation to this particular project is drawn from a specific military application. Here, an 

area o f considerable interest is the use - or rather the limited use - o f night imaging systems. In 

short, it is the desire to combine information (images) from different sensors (different 

wavelength ranges) to form some improved image for the observer.

This, o f course, gives the vaguest of introductions to the aims o f the project. Regardless, the 

reader can at this stage keep this long-term application in mind: within the environment o f an 

aircraft pilot, under certain conditions being presented to some intensified image o f the 

surroundings is appropriate. But, under certain other conditions thermal images are more 

suitable. As there is likely to be no real distinction between the said conditions, then we 

surmise that in most situations a combination of the two is optimal. The problem therefore, is 

how to combine them in real-time to present the optimal image, or optimal sequence o f images, 

to the observer.
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1.3 Example Approaches

The existing advantage of using several different sensors is clear from the quite obvious 

observation that different sensors are sensitive to different signals, each o f which can unveil a 

particular set o f properties of the sensed environment. For example, Spectroscopists have a 

very broad ‘palette’ o f radiation that they can use to study molecules, from the low energy 

microwaves through to the high energy x-rays (see figure 2.1), as molecules respond very 

differently depending on the wavelength o f the radiation they absorb.

A more relevant example would be to consider the use o f thermal and visual intensity images. 

Any object radiates thermal energy. Although the surface o f the object may also reflect 

radiation from other sources. The amount o f emitted and reflected radiation thus depends on 

many parameters, such as surface temperature distribution, emissivity, reflectivity, and 

intensities o f radiation incident on the surface from external sources. The thermal radiation 

from an object may be imaged by a camera that is sensitive to radiated energy, the wavelength 

of which lies in the 3 to \A jum band. The behaviour o f the object in the thermal domain may 

differ greatly from its behaviour in the visual domain. Hence a thermal image o f an object may 

provide additional information about the surface o f the object, and, in general, would 

complement information provided by the visual image.

Such facets are exploited by Nandhakumar and Aggarwal who present a technique for object 

classification based on multisensor fusion [56]. Information integration is implemented at the 

pixel and symbolic level (see section 3). Pixel level information represents visual data required 

as parameters to the symbolic level information that together combine to categorise imaged 

objects as being either vegetation, building, pavement, or a vehicle.

It is the composite information drawn from the two modalities that provides information 

(surface heat flux estimates) that was previously unavailable; hence the process is said to be 

synergetic. Final classification was enabled only by integrating information derived at the 

symbolic level, which included aggregate properties o f regions such as reflectivity, average 

temperature, and the mode of the heat flux ratio distribution, with the original information 

derived from individual pixel intensities.
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2 Background and Considerations

We have introduced the sensing modalities that will form the images input to the fusion 

process. Each modality will have characteristics pertinent to the development o f our scheme. 

As such, an understanding of these characteristics is necessary before their more becoming 

facets may be sensibly combined.

Our discussion is brief with respect to Low Light Level (L^) images, as akin to visible light, 

their features are well known (in fact, the region is typically within 0.5 to 1.0//m ). Being 

visible light that must be intensified to be readily apparent to the observer, distortion and noise 

dominate. The source itself is typically the stars, the moon, or night glow in general.

This chapter will initially set the scene in which the sensors are to operate, before covering the 

modalities that are to be combined with the L  ̂ images. We then close by considering some of 

the practicalities relating to these performance characteristics o f the imaging modalities.

2.1 Our Operating Environment

The aim o f the research will be to generate techniques for combining the images from these 

aforementioned different types o f imager, in real-time, to provide the observer with a single 

optimised image. (We will assume that both imagers generate a video output signal.) Features 

that one might wish to include in the system could be as follows;

• The two field o f views (FOV) may be different. Currently, it is assumed that registration 

techniques are inappropriate to this project. Most of the methods and techniques used for 

fusion make strong assumptions concerning how the data from the different sensors are 

modelled, and to what degree the data are in registration. In this respect, this paper will not 

be any different. Therefore, some parallax may exist between the images.

•  The user may be provided with the choice of several different optimisation routines 

depending on the task in hand. Consideration of factors such as adverse weather conditions 

and the cross-over effect should be given.

• Generally speaking the final image would be built up from selected objects or areas o f both 

images.

• Facilities could be provided for highlighting parts o f the final image to indicate, for 

instance, moving objects or unusually hot objects.

•  Implementation of noise reduction techniques would be highly desirable and one might 

consider doing this on selected areas o f the image in order to enhance the visibility o f 

specified objects.
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• An Optimised image could be one that had the best contrast and their special features. One 

would wish to differentiate as clearly as possible between areas o f the scene which, for 

example, had different textures.

• The technique used should be capable eventually o f being implemented as a real-time 

system.

2.2 Thermal Imaging

Infrared (IR) radiation is a form o f electromagnetic energy. It obeys the same laws as those for 

visible light, radio waves, and x-rays. Its only fundamental difference from those forms o f  

electromagnetic radiation is its wavelength, as shown in figure 2.1 below, which shows the 

wavelength o f light to vary from 0 .4 //m  for violet light to about 0.7 jam  for red light. This 

corresponds to our ‘visible’ region of the electromagnetic spectrum. Longer wavelength 

radiation, extending from 0.7 jum io  about one millimeter, is called infrared and is not detected 

by the eye.

The thermal images are produced largely by the radiation emitted from bodies as a result o f  

their temperature, where the wavelength bands o f primary interest are 3 to 5 //m  and 8 to 

12//m . Hence, most IR detectors take advantage o f these two atmospheric ‘windows’, which 

are the spectral regions that transmit particularly well. This is to be considered as our primary 

IR region, although work is done with wavelengths as low as 0.7 //m  and as high as 1000 //m .

2.2.1 Sources

The surfaces o f all bodies emit infrared radiation in a continuous range o f wavelengths. The 

relative amount o f each wavelength depends mainly on the temperature but also on the surface 

of the body. (Thermal images can be strongly affected by a reflected component where objects 

have low emissivities, e.g. bare metal surfaces.) At low temperatures, long-wavelength infrared 

is emitted; as the temperature o f the body rises the emission is more copious and shorter 

wavelengths are present. At about 500^0, red light is emitted as well as long- and short-wave 

infrared, i.e. the body is red-hot. Increasing the temperature adds orange, yellow, green, blue 

and violet light in turn, and at around lOOÔ C the body becomes white-hot. Eventually 

ultraviolet radiation is emitted as well.
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Figure 2.1 Electromagnetic Spectrum

2.2.2 Detection

Infrared detection is a valued technology. Its applications now include: temperature 

measurement, intruder and fire detection, robotics and industrial equipment, thermoelastic 

stress analysis, medical diagnostics and chemical analysis. It would be inappropriate for us to 

enter into some discussion of infrared detectors, and instead this brief section aims to serve 

only as an introduction.

Basically, there are two types of detectors that are used in both the 3 to 5 //m  and the 8 to 

\2 juxn windows. These are known as thermal and quantum detectors. The commonest type of 

thermal detector uses the pyroelectric effect, in which the temperature change of a crystalline, 

ceramic, or plastic element gives rise to a measurable change of charge on electrodes at the 

surface of the element. Such detectors are today mostly employed in intruder and fire detection. 

A convenient feature of thermal detectors is that unlike quantum detectors, they operate at 

ordinary ambient temperatures and do not need cooling. A limitation is their relatively slow 

temporal response.

Most thermal-imaging, data-Iink, and range-finding systems use quantum detectors, in which 

incident radiation excites carriers in proportion to its intensity. Most quantum detectors are 

semiconductors in which the band-gap energy is less than the photon energy of the radiation to 

be detected. Of the materials which meet this criterion, cadmium mercury telluride (also called 

CMT or MCT) is preferred.
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As has already been mentioned, infrared has many applications in a variety o f imaging systems 

that take advantage o f some o f its unique properties. However, the quality o f resolution has 

remained a severe limitation that has only recently been improved upon. For example, infrared 

light can now be used to produce high-resolution images o f layered tissues in the eye [58],

2.3 Passive Millimeter Wave Imaging

Passive infrared systems are now capable o f performing well in low-level light conditions, and 

in conditions o f mist and fog. These imaging systems are capable o f penetrating such 

conditions to a far greater extent than visible systems, but have trouble when trying to image 

through clouds or light drizzle due to the strong attenuation o f infrared radiation exhibited by 

these conditions [4]. Obviously such attenuation severely limits the use o f infrared sensors on 

systems that need to see through cloud cover. In contrast, passive millimeter-wave systems 

suffer little attenuation in conditions o f cloud or light drizzle; although conditions such as 

heavy rain can cause scattering and other local problems.

However, a perennial problem with millimeter sensors has been their physical bulk, poor 

spatial resolution, and low thermal sensitivity. In addition to this, we suffer the slow updates of 

the image because of the low energy levels incident during the acquisition process.

Recently, Appleby [4] has demonstrated the considerable improvements attainable in such 

systems, reviewing current millimeter-wave radiometry techniques with a comparison to 

infrared imaging. Appleby explains this to be a result o f technological advances, and has shown 

the thermal sensitivities o f uncooled millimeter-wave radiometers and 8- to 13- //m  detectors 

to be very similar.

Recent work from Lettington [45] offers a super-resolution technique for improving the spatial 

resolution obtained by passive millimeter-wave systems. The approach, that has been 

demonstrated using both synthesised and real images, accounts for the band-limit o f  signals 

owing to diffraction; that is, the collection optics act as a low-pass filter having a finite ratio of 

the aperture size to the wavelength o f the radiation imaged [19]. Resulting images are 

characterised by their heavily blurred edges. The technique proposed is to recover these edges 

by comparing the blurred edges with their initial estimations obtained from information within 

the passband.
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It is such techniques that add a further possible dimension to our system; another candidate 

modality. The conclusion is that real-time passive millimeter-wave imaging is feasible, and 

must therefore be considered as a modality o f potential benefit to our application.

2.4 Some Practicalities

2.4.1 Dynamic Range Reduction

The sensors to be used cannot match the resolution capacity o f the human eye, but it actually 

maximises its capacity to delineate sections o f its operational bandwidth in a manner similar to 

that o f the eye itself (section 4.2.1). Thermal Imagers have a dynamic range within which they 

convert energy from that region of the electromagnetic spectrum into pixel intensities. The 

dynamic range is chosen to lie within the imager’s full bandwidth capacity such that it may 

resolve better contrasting features where its effective focus lies. Above and below that region, 

and the intensities are set only to being fully on and fully off respectively. As the scene 

changes, the ‘window’ that delimits the range shifts about the imager’s operational band 

accordingly.

However, the overall effect that this may have can be quite unaesthetic as the image ‘shifts’ its 

intensity representations o f individual objects. This can cause spurious jumps in grey-scale as 

the image passes from land to sea, for example.

The ideal solution to this problem is, o f course, to use information from different spectral bands 

when appropriate, which is the subject o f this project. The traditional solution, however, is to 

simply select a portion of the thermal imager’s dynamic range to fill the display range 

completely. There are two limitations to this technique which can be significant in some 

applications. Firstly, it is not always possible to find one control setting to optimise the 

displayed image over the whole field, and secondly, unless the full window width is used, 

(which naturally limits the displayed thermal resolution), areas above or below the window 

have no scene detail at all.

2.4.2 Image Restoration

Most restoration techniques are designed to correct for some known, or anticipated, degrading 

function. We therefore require knowledge regarding imagers used, or perhaps the peculiarities 

o f the type o f image we shall operate with.

One technique that is immediately addressable is that o f interpolation; literally, the filling in o f  

the missing pieces o f an image. Such a process is commonly used in one o f our envisaged
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image processing operations. Multiresolution approaches effect this operation, and we therefore 

may be able to automatically accommodate it in terms o f Image Restoration and with minimal 

overheads. If so, a good starting point in the literature is provided by Kekre [40].

2.4.3 Noise Removal

Consideration must be made to account for the processing being done on images captured from 

a moving platform. Effectively, any image motion causes blur. However, the BBC [10] have 

developed an adaptive noise improvement system in which the number o f frames added is 

altered according to detected motion within the scene.

One standard technique for the removal of ‘salt and pepper noise’ involves the use o f shrinking 

and expanding operators. We refer here to morphological operators that may also be adopted as 

the non-linear filters deemed suitable for the preprocessing o f our input images (see section 6). 

If this is indeed to be the case, then noise removal techniques through morphological operators, 

such as the methods cited by Schonfeld [69], will warrant further investigation.

Another technique that may be appropriate is a multiresolution noise-removal algorithm due to 

Castellano et al. [18]. Here, a filtering-based preprocessing algorithm is proposed that 

selectively discerns noise from image structure; a facet that is enhanced through morphological 

filters. The application of several sizes o f the filtering approach is set up in order to process 

separately fine against coarse details in the image. Furthermore, a set o f enhanced images 

generated by the original one is produced, thereby being available for further processing or 

pattem-recognition operations; or, it is hoped, fusion.
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3 Appropriate Levels of Fusion

A major problem with multisensor fusion is establishing the appropriate level o f processing at 

which information should be fused. The fusion can take place at either the signal, pixel, feature 

or symbol level o f representation; or, indeed, at any combination o f these. The information to 

be fused may come from multiple sensory devices during a single period of time, or from a 

single sensory device over an extended time period. (Although the distinction o f fusion from 

integration is not standard in the literature, it serves to separate the general system-level issues 

involved in the integration of multiple sensory devices at the architecture and control level 

from the more specific mathematical and statistical issues involved in the actual fusion of 

sensory information).

Considerably different methods have been proposed for multisensor fusion at the 

aforementioned levels. An immediate constraint that arises regards the fact that most o f the 

methods and techniques used for fusion make very strong assumptions concerning how the data 

from the different sensors are modelled, and to what degree this data is in registration; such that 

it is ‘in a position’ to be fused. With regard to our explicit image fusion problem, we must 

consider two possibilities: firstly, we may introduce some degree o f parallax such that we can 

induce an element o f depth perception; secondly, we must consider a fusion scheme that 

operates at the feature-, pixel-, (and so on), levels such that registration can be considered as 

requiring our elements o f fusion to be in a known degree o f proportion. We see later that Burt 

[17] suggests how features corresponding to the visual cues we use at our initial level o f image 

understanding are the more likely candidates for a fusion scheme than those at the pixel or 

object levels.

To the more general case of data fusion, the appropriate level o f multisensor fusion can be 

derived from more constrained requirements: signal-level fusion can be used in real-time 

applications; pixel-level fusion can be used to enhance resultant information (i.e. an image); 

feature- and symbol-level fusion are more suitable where a systems overall requirement 

involves object recognition/tracking.

Some of the arguments against many of these techniques in regard to real-time applications 

include the fact that pixel-level fusion has problems with coregistration. At the feature-level, 

attempts to fuse information using segmented data relies on a presumed similarity between the 

segmentation characteristics o f each data stream. And finally, symbolic-level fusion requires 

too much pre-processing (including object recognition) to be useful (though we must be wary, 

as future technological advances may facilitate this).
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Thus, we are required to address exactly this problem and develop, or select, a representation 

level which facilitates first the matching and then the information fusion as is appropriate.

3.1 Where to Fuse?

In section 4 below regarding perceptual and physiological considerations, it is acknowledged 

that we only have a rough idea about what exactly goes on at the eye-brain combination. We 

can be in agreement however, that whatever does go on, the pairing is undoubtedly the most 

powerful processing tool that is involved in our overall system (i.e., man and machine). Then if  

this is the case, how could we possibly exploit this fact?

As a way of explaining the initial question, we discuss some examples o f data fusion performed 

by the observer, such that the processing is done at some level in the all-powerful eye-brain 

combination.

3.1.1 The Infrared ‘Vision’ of Snakes

Most animals perceive their environment by the simultaneous use o f several sensing 

modalities. Various perceptual mechanisms integrate these senses to produce the internal 

representation of the sensed environment. The integration tends to be synergetic in the sense 

that information inferred from the process cannot be obtained from any proper subset o f the 

sense modalities

Evolution has provided us with what is probably the most amazing, and is definitely the most 

successful, example of the integration of infrared and visible-light information. Basically, 

certain snakes can ‘see’ in the dark through the use o f such a system. This ability is enabled by 

a pair o f deep cavities located in the head of the snake that are sensitive to an infrared region of  

the electromagnetic spectrum. These so-called p it organs open on the side o f the head below 

and in front o f the eyes, are made up o f heat-sensitive nerve fibres that connect to the brain (see 

figure 3.1 below).

Six types o f tectal cells (or bimodal neurons) that respond to infrared and visual stimuli have 

been identified in the optic tectum o f the rattlesnake. Each integrates the two sources o f  

information in a different manner. Newman [57] recorded the electrical response o f  single 

neurons, and found the various modality interactions.
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WUCLEUS O F  THE LATERAL 
DESCENDING TRJGEMINAL 
TfiACT(LT7D)

EVE

b r a n c h  o f  TRIGEMINAL NERVE

Figure 3.1 - The physiology o f the brain and nerve pathways associated with the infrared sensory system 
o f the snake.

Two classes are represented by tectal cells classed as ‘or’ and ‘and’ type neurons. Two more 

neuron classes have some ‘enhancing’ effect which exhibits excitatory interactions of infrared 

and visual inputs respectively. And two ‘depressed’ classes of cells respond only to one of the 

two stimuli, showing inhibitory interactions when both inputs are presented together. For 

example, the ‘infrared-depressed visual’ class of neurons responds vigorously to a visual 

stimuli presented alone, but responds weakly to the combined infrared-visual stimulus.

It was found that the most effective stimulus with regard to the entire combinatorial effect of 

the neurons was a small, warm, moving object. Newton describes such a combination as a 

‘mouse detector.’

Ajjimarangsee [2] gives us an example of a neural network implementation modelling the 

evolved vision of the snake. Although just why Ajjimarangsee wishes to apply a ‘mouse 

detector’ to the realm of remote sensing is unclear.

3.1.2 Optical Mixing - Pointillism

In 1864, Chevreul evolved an optical theory of colour as a spin-off from his work in the 

laboratories of a textile firm. In his book, the law of simultaneous contrast is first presented
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‘from the scientific, abstract point of view.’ The law states that two juxtaposed colours display 

maximum contrast both in tone and in brightness. Thus, if one views a dark red next to a bright 

orange, the orange will appear even brighter than it is and will tend towards yellow; and 

conversely the red will appear darker and turn violet. Colour textures are, in effect, density 

modulated.

The innovative artist George Seurat picked up and applied these theories directly to his work. 

Artists such as Toulouse-Lautrec and Van Gogh followed suite, and were greatly influenced by 

George Seurat’s exploration of the theory that colour is more luminous when applied pure to 

the canvas in dots of Juxtaposed complementary colours. This was done so that it has to be 

mixed by the eye of the observer [25,91]. Thereby, resulting [global] information is not directly 

portrayed by brightness gradients but by thousands of local brightness variations whose average 

value is sensed.

a s? ;? '
MUM

i i

Figure 3.2 - Seurat’s, ‘Un dimanche après-midi à l’Ile de la Grande Jatte.’

Admittedly, it is wrong to suppose that the ideas of Seurat were scientific, though even the 

novice observer cannot ignore the effect that his methods have on extenuating shades, contrast 

and colours. Originally, the work purportedly held its scientific basis in neurology, neuro

physiology, psychology, physiology and current trends in psychophysics [72], as Seurat firmly 

believed that an artist should justify every aspect of their work through some existing 

knowledge. He had thereby developed some subset of image fusion, where the onus for the 

actual fusion process is placed on the observer. And this as well as other such artistic creations
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(we refer here also to musical counterpoint [26,85]) inspired the notion of cyclopean 

perception.

3.1.3 Cyclopean Vision and Random-Dot Stereograms

With the invention of the random-dot stereogram in 1959, Bela Julesz tried to produce from 

two random images a third, completely new, non-random image [38]. Using the technique of 

‘random counterpoint,’ two images together are portrayed stereoscopically whereas they are 

not perceivable when viewed individually. This effect is not quite synergetic, as we rely on 

some illusionary effect. Figure 3.3 below shows such an illusion.

The figure appears as an aggregate of random dots. However, when binocularly ‘fused’ (by 

crossing your eyes to enable the images to merge), a spiraled, twist of a shape is perceived over 

the random background. It is just this effect that led to the description of ‘cyclopean’ vision. It 

refers to a conceptual single ‘eye’ that ‘sees’ a single stereoscopic image given the appropriate 

stimuli presented to the two eyes. The single eye being where the left and right visual pathways 

combine in the visual cortex [38]. Thereby, the essence of cyclopean stimulation is this 

formation of a percept within some location central to our visual system. Hence, the onus for 

the actual fusion process is once again placed on the observer.

Figure 3.3 - A Random-dot (Auto-)Stereogram.

We ignore all but its novelty value at our peril; for example, random dot stereograms have been 

widely used to test automatic stereo matching algorithms. And, of course, we do not envisage 

forming two monocular random arrays of black and white cells that correspond to two separate 

modalities - visible-light and infrared say - to be presented to an o b s e r v e r t p 3 1. It is a nice 

thought, but ignoring the necessary delay (the time flip between reacting to the stimuli) that 

would be invoked at the heart of what would be a safety critical system (in the case of the
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observer being a pilot), we would also lose the descriptions that brightness, contrast and colour 

offer us. (Although there is the somewhat odd artifact that symmetry perception occurs after 

movement perception.)

What was developed is a powerful tool for investigating the structure and information flow in 

the visual system, also offering novel insights into stereopsis and movement perception (in the 

case o f random-dot cinematograms). Indeed such insights will eventually influence some o f our 

considerations in our final implementation (see 4.2).

Ît is the so-called dichoptic methods that consist of presenting different stimuli to each eye, respectively, 
in order to achieve the precept of a combined binocular stimulus. Their use would seem closer to our 
notion of an implemented sensor fusion scheme; from, in essence, different stimuli. However, the essence 
of dichoptic stimulation is the difference between the left and right views. Effectively then our input 
images will bear some similarity - say, the odd line segment - and therefore we will never meet the 
required constraints necessary for dichoptic simulation.
Conversely, dichoptic methods are susceptible to binocular rivalry simply because of the required 
differences in stimuli. Only random-dot stereograms can portray a binocular combination of monocular 
stimuli without rivalry. Random-dot stereograms do not contain the global information in the left and 
right retinal projections; it is only the relation between the left and right patterns that produces a pattern 
of the desired kind.
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4 Toward an Optimal Image

Returning more directly to our intentions, we begin to consider our initially raised questions, 

including what are our constraints, and what are we trying to model?

It is the use o f multiple sensors that produces a data set consisting of images, or o f descriptions 

o f images, and their contents. Here, each component o f the multiple data set contributes some 

possibly unique information. And the resulting composite image can be advantageous in many 

respects. In industrial situations, for example, the workload o f a human operator severely 

increases with the number of imaging systems that need simultaneous monitoring. Moreover, a 

human observer cannot reliably integrate visual information by viewing multiple images 

separately and consecutively [52]. So, precisely how should data from two sources be 

combined and displayed to present them in a more useful way other than simply viewing them 

side by side? An imaging system that fuses signals from multiple imaging sensors into a single 

image is therefore o f great practical value. In the case o f our current interest, the integration of  

visual (CCD) and Forward Looking IR (FLIR) images are to be combined to produce 

information that cannot normally be obtained by viewing the outputs o f multiple sensors. For 

example, details o f targets that are hard to detect in a visual image (that have low visual 

contrast) may be more easily seen in a thermal image. Hence, there is no reason why the 

integration of thermal and visual images may not help to overcome such deficiencies, with the 

increased information content o f integrated FLIR and CCD images expected to improve overall 

observer performance.

Our task therefore is quite simply that o f maximum transfer o f information from scene to 

observer. In order to achieve this it is important to optimise the ‘cosmetic’ quality o f the imager 

and to minimise spurious detail, or noise. Improving the performance o f the actual imager is 

outside o f the scope o f this project. However, we do mention a possible starting point in section 

5.5.

Initially, we will instead attempt to focus on considerations with regard to our observer; factors 

influencing how s/he extracts information from the scene. And although much o f the resulting 

work will involve computational considerations that may seem quite abstract in respect o f the 

discussion below, we intend to maintain close links to this underlying visual goal. Section 2.4 

has briefly covered the practicalities o f the scene acquisition process.
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4.1 Physiological Considerations

It is obviously beneficial to have some knowledge o f the mechanism of the human visual 

system, as we do intend to help an observer interpret the content o f an image. This we begin by 

giving here.

The innermost membrane of the eye is the retina. This lines the inside ‘wall’ o f the eye. When 

properly focused, light from some scene is imaged on the retina, and pattern vision is afforded 

by the distribution across the retina’s surface of discrete light sensitive receptors. The retina is 

composed o f two kinds o f light receptors: the rods and the cones. The cones are located 

primarily in the central portion o f the retina, the fovea, and are highly sensitive to colour. Thus, 

there are three types o f said cones, each responsive to either red, green or blue light 

respectively. The cones require higher incidences o f light to respond than the rods, but are 

better capable o f resolving fine detail. Cone vision is called photopic, or bright light vision, and 

muscles controlling the eye rotate the eyeball such that we are able to focus our region o f  

interest in the fovea. In terms of performance, and, under favourable conditions, our visual 

system can typically distinguish about seven colours.

The rods are highly sensitive to monochrome light, and their number much larger 

(approximately 100 million, in comparison to the 6 million cones). (As an example, objects that 

appear ‘colourful’ in daylight are seen by moonlight as colourless forms because only the rods 

are reacting. This phenomenon is know as scotopic or dim-light vision [21].) The larger 

distribution and the fact that many rods are connected to a single nerve end reduces the amount 

o f distinguishable information made available by these receptors. Thereby, rods give only the 

general, overall picture from the current field of view. However, this field o f view extends far 

and beyond that o f our foveal fie ld  o f view, which is physically limited by the concentration o f  

the cones in that region. Thereby the widest angle at which colour is perceived is about ±  I rad 

in azimuth, and +0.5 rad to -0.66 rad in elevation.

Although the physical characteristics o f the eye are well known, the performance o f the human 

visual system is dependent on the complete eye-brain combination. There is a great deal o f  

image processing taking place within this system, and it is here that our understanding is at its 

weakest. However, empirical results and well established models have provided us with a quite 

useful insight into the visual system’s operation and peculiarities. We now consider these, 

hoping to focus only on factors that will effect how we will present the composite image, and 

how we can afford to be subjective with regard to what information is to be o f relevance to our 

final representation.
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4.2 Perceptual Considerations

Effectively, we now consider how we build our understanding o f an ‘image,’ and how it is 

processed. Visual images are thought to begin as picture-like representations in the primary 

visual cortex o f the brain. We are practically certain that at the most primitive level, the 

representation is as arrays o f image intensities detected first at the retina. Etched out in a 

pattern of firing nerve connections is a mapping of a scene captured by our eyes. To complete 

the act o f ‘seeing’ - or o f constructing an understanding of a scene - the procedure involves at 

least another dozen stages o f processing in the surrounding areas o f the brain.

In recent years an emerging view of vision as a computational process has been established 

whose underlying principles apply equally to natural and artificial systems. The implication 

here being that by modelling the various stages o f human visual processing, we would be able 

to objectively determine the ‘optimal image.’

To consider how this may be done, our review passes first through some background, then onto 

the role o f structure in vision, and finally we detail aspects that relate more specifically to this 

project’s implementation stage. Hopefully when we begin our empirical studies that we will 

more fully appreciate the worth o f the following discussion.

4.2.1 Background

Obviously, because digital images are displayed as a discrete set o f brightness points, the eye’s 

ability to discriminate between different brightness levels is an important consideration in 

presenting the results o f some image processing scheme. The range o f light intensity levels to 

which the human visual system can adopt is enormous. However, an essential point in 

interpreting what is an impressive dynamic range is that the visual system cannot operate over 

such a range simultaneously - this is in fact analogous to the windowing system used in the 

display o f thermal images; the thermal spreading o f an image. It accomplishes large variations 

through overall changes in sensitivity, a phenomenon known as brightness adaption. This 

refers to how the total range o f intensity levels, being discriminated simultaneously, is 

comparatively small in regard to the total adaption range. Then, for any given set o f conditions, 

the current sensitivity level o f the visual system is called the brightness adaption level, which 

necessarily varies in accordance to the overall brightness o f the scene.

4.2AA The Weber Ratio
The ability o f the eye to discriminate between changes in brightness at any specific adaption 

level is also o f considerable interest. A classic experiment used to determine the capability o f
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the human visual system for brightness discrimination consists o f having a subject look at a 

flat, uniformly illuminated area large enough to occupy the entire field o f view. This area is 

typically a diffuser, such as opaque glass, that is illuminated from the back by a light source 

whose intensity, 7, can be varied. To this field is added an increment o f illumination. A /, in the 

form o f a short-duration flash that appears as a circle in the center o f the uniformly illuminated 

field (see figure 4.1).

I+ A I

Figure 4.1 - The basic setup used to characterise brightness discrimination.

If A /  is not bright enough, the subject says, ‘N o,’ indicating no perceivable change. As A 7 gets 

stronger, the subject may give a positive response, thus indicating a perceived change. Finally, 

when A7 is strong enough, the subject says, ‘Yes’ all the time. The quantity A 7 /̂7, where A Iq 

is the increment o f illumination discriminable 50 percent o f the time with background 

illumination 7, is called the Weber ratio. A small value o f A IJ I  means that a small percentage 

change in intensity is discriminable. This then represents ‘good’ brightness discrimination. 

Conversely, a large value of A 7 /̂7 means that a large percentage change in intensity is 

required. This represents ‘poor’ brightness discrimination.

A plot of log A 7 /̂7 has the general shape shown in figure 4.2. This curve shows that brightness 

discrimination is poor - corresponding to a large Weber ratio - at low levels o f illumination, 

and it improves significantly as background illumination increases. The two branches in the 

curve reflect the physiological fact that at low levels o f illumination vision is carried out by 

activity o f the rods, whereas at high levels (showing better discrimination) vision is mostly a 

function o f cones.
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A further experiment allows us to count the number o f perceived different intensities that can 

be seen at any one point in a monochrome image. If the background illumination o f a scene is 

held constant and the intensity o f the other source, instead o f flashing, is now allowed to be 

stepped incrementally from the limits o f having no perceivable change to always being 

perceived as changed, the typical observer can discern a total o f one to two dozen different 

intensity changes. This result is related to the number o f different intensities a person can see at 

any one point in a monochrome image. Simply interpreted, this has effectively set a grey-scale 

limit regarding the required entropy of the image we are required to present to the user. Also, as 

the eye does roam, we can fix an appropriate resolution only within the observer’s foveal range, 

and not necessarily within the entire field o f vision.

But, this result does not necessarily mean that an image can be represented by such a small 

number of intensity values because, as the eye does roam about the image, the average 

background changes, thus allowing a different set o f incremental changes to be detected at each 

new adaption level. The net consequence is that the eye is capable o f a much broader range o f  

overall intensity levels used to represent a monochrome image. Thereby, at any one point in a 

scene the eye’s resolve may be as small as one to two dozen levels, although the eye is quite 

capable o f detecting objectionable contouring effects. Indeed, as some researchers believe, it 

may only be such effects that are acting as stimuli. In the entire field o f view it is generally 

accepted that an observer would be able to resolve no more than about 64 grey levels; this 

being the approximate upper limit.

0.5

log AI/I

-0.5

-3 -2 -1 0 1 2 

log I

Figure 4.2 - Typical Weber ratio as a function of intensity.
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It is certainly possible that our resulting realisation will use such information as that above in 

an aim to take advantage o f said ‘upper-limits,’ through perhaps some lossless reduction o f the 

complexity of the image processing [initially] envisaged.

4,2,1.2 Perceived Brightness
Two phenomena clearly demonstrate that perceived brightness is not a simple function of 

intensity. The first relates to the image shown in figure 4.3. It is based on the fact that the visual 

system tends to undershoot or overshoot around the boundary o f regions o f different intensities. 

And figure 4.4 shows an example of simultaneous contrast, first mentioned above in section 

3.1.2.

It was Ernst Mach who first confirmed that object colour depended on the ratios o f light 

reflected from a visual scene, as opposed to the absolute amount o f light reflected. There is a 

resulting tendency for colour, or brightness, to affect neighbouring areas. Marr qualifies this 

[51]:

I find this [phenomena] so striking that I am tempted to believe that relative observations 

may be all we rely on.

Figure 4.3 is called a Mach band pattern [65]. The profile shows the real intensity distribution, 

but the brightness pattern perceived is a darker stripe in region D  and a brighter on in region B. 

The brightness at these regions, called Mach Bands, do not simply depend upon the intensities 

there. Hence, we actually perceive a brightness pattern that is strongly scalloped, especially 

near boundaries.
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!
D

À

B

Figure 4.3 - Mach Bands.

4.2.1.3 Simultaneous Contrast

The second phenomenon, called simultaneous contrast, is again related to the fact that a 

region’s perceived brightness does not simply depend on its intensity, as figure 4.4 

demonstrates. The stripe is made up of pixels of exactly the same intensity. However, it appears 

to the eye to become darker as the background gets lighter. A more familiar example is a piece 

of paper that seems white when lying on a desk, but can appear totally black when used to 

shield the eyes while looking directly at a bright sky.
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Figure 4.4 - The phenomena o f simultaneous contrast.

4.2.2 Image Quality

When considering what constitutes an ‘optimal image,’ we also meet the more straight-forward 

notion of image quality. But what is a good metric for measuring image quality? There is 

probably both psychophysical and computational answers to this initial question. We may 

initially at least reduce the question, as our aim is considered to be one of rendering our 

resultant imagery with optimal visual quality. In addition, we are given constraints on 

computation (real-time) that may restrict our ability to select between different modalities such 

that some degree of quality may be attainable so long as we are capable of selecting in time.

Still the goal is mainly complicated by the notion of defining, ‘Visual Quality,’ and the 

subsequent development of a decision-base for the appropriate selection between the images. 

The production of some objective measure in the form of mathematical formulae or algorithms 

that qualitatively judge the visual quality of an image is really necessary. And to do this, such 

efforts must necessarily incorporate models of the human visual system.

We have not to hand the expertise to measure image quality [per se] in a reliable way. Watson 

[83] and Stein [73], in presenting their efforts based on psychophysical approaches, cite that 

few researchers have successfully met such a goal. Invariably, objective measures of image 

quality are measures of fidelity, which governs the accuracy with which some standard image 

can be produced; immediately we afford to be pedantic, as we will almost invariably not be 

operating with standard images [84]. The most common measure of fidelity is the root-mean- 

squared (RMS) error between a source (original) image and some produced image (produced 

from, say, a compressed or otherwise rendered original). But, such a technique lacks some 

correspondence to our visual model; in assuming that all errors of equal magnitude are 

proportionally visible, we adopt a gross simplification (see section 4.2).
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We are, in effect, developing a display mechanism. The display must be optimal, and to find 

such a condition requires some notion of performance optimisation.

Display performance is typically measured in terms of physical parameters, such as brightness, 

contrast or bandwidth. However, these parameters are only useful to the extent that measured 

values can be correlated with predictions o f human visual task performance; a somewhat vague 

domain. Either direct psychophysical measurements as a function o f physical display system 

parameters are warranted, or some vision model should be established to provide a means o f  

interpreting the input data. Or, we may turn to Lubin [46], who offers guidelines toward the 

level o f complexity required for particular performance analysis given particular applications, 

and which is then suitable.

4.2.3 Cues for the Focus of Attention

We envisage that the resulting image shall be a rapidly varying and dynamic scene. We 

therefore require some enhancement mechanism that is not in the traditional sense, but instead 

exaggerates the cues that are necessary for the focus o f attention. Traditionally, we have such 

things as texture, luminance, and contrast. Added to the level in which they describe a given 

scene, we require some notion of ‘reaction times’; the time taken to comprehend a scene. True 

preattentive processing exhibits execution times which depend only on the size o f the input 

image, and are independent o f the quality or type o f the image data [43]. But, how does this 

help?

Well, firstly we must consider what exactly triggers the responses at the initial levels o f the 

human visual system. To gain real insights it is necessary to observe and analyse the operation 

o f natural visual systems, which can only be demonstrated by psychophysical experimentation. 

We can o f course draw on previously performed experiments. For example, the results o f  

Triesman’s [81a] experiments on features and objects in the visual system, concludes that 

attention may be directed in one o f two ways: either towards spatially contiguous regions o f the 

visual field, or to perceptual groupings whose components are dispersed.

4.2.4 The Role of Structure

Structure may prove all important in our composite image; it is all to easy to produce 

apparently disparate lines, where, were they correctly fused, they would be seen to define some 

form o f structured object in the real world. And, in general, it is the structure that is important 

in any image, and not the detail o f individual picture elements. We refer to the orderly, regular, 

or coherent, patterns portraying familiar, and therefore meaningful, objects.
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We are able to perceive structure in images, unaware o f the fact that we are imposing 

organisation on our data to do so. Our visual system possesses almost the ability o f  guessing 

what is important without knowing why. In fact, the things we do perceive naively do turn out 

to be meaningful [50]. Further, without knowing why, we may have real problems regarding the 

implementation o f some ‘optimal’ fusion scheme; where why may govern both our approach 

and our control system (see section 7).

It is fairly well established that vision, as a computational process, has underlying principles 

that are equally applicable to our natural vision system. Thus, the perceptual organisation that 

returns detail regarding structure, contributes centrally to recognition, to three-dimensional 

interpretation, to early description, and to induction and inference in all systems. (Furthermore, 

we will see in section 6.2.1.3 that our image representations will be designed so as to aim to 

extract, or at least maintain, such structure.) A vision system (now in the general sense) is 

viewed as consisting of a succession of levels o f representations. The initial levels are 

computations made directly on the image, and higher levels support more task specific 

processes (e.g., object recognition or navigation). Primarily, processing is done in a bottom-up 

fashion. At the initial level, explicit descriptions o f spatial and temporal intensity changes in 

the image are formed. Such information is typically obtained by convolving the image with 

local operators at a variety of scales and suitably combining the results obtained at each point 

[50]. This information regarding intensity changes is said to be represented by the ‘raw primal 

sketch’; an array of feature descriptors that preserves local two-dimensional geometry. Marr 

also describes a full primal sketch, which includes information on a global scale [51]. 

Processing and therefore the successive levels are not o f immediate concern. We have already 

defined our aims: we must sustain structural information at each representation o f our input 

images, i.e., regardless o f scale, and thereby preserve some consistent primal sketch.

In fact we will see later that the multiresolution approach can actually enhance textural 

information. Thereby we are confident regarding at least one subset o f the information said to 

be o f primary importance as a scene descriptor invariant to scale. But our main goal for early 

and intermediate vision is that o f recovering local surface properties, such as depth and surface 

orientation. As such, we aim to greatly facilitate subsequent, higher-level organisation into 

surfaces, volumes and objects. Basically, we surmise, that if  we are to get it right at this stage, 

we can afford to happily let the human visual system do the rest.

An experiment by Barrow [9] suggests that the human surface perception does depend more on 

the qualitative, structural features, such as the relation between the shape o f a bounding contour 

and the direction of the brightness gradient over the enclosed region, than it does in quantitative
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photometry. But exactly how structural features are used in recovering surface characteristics is 

unknown. So fundamentally, it is very difficult to say what perceptual organisation is, and to 

characterise it in terms of well-defined inputs and outputs; which immediately hinders any 

parameterisation of the features defining our optimal image, and therefore our formation of  

some control surface. Its role is less than, say, those o f depth perception or recognition. Hence, 

our primary objective can only be some understanding and awareness o f the contribution made 

by the primitive structure to the process o f full perceptual inference.
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5 Current Image Processing Techniques

The advantage o f fusing two data sets is that it allows the detailed spatial relationships between 

the features in each to be made more apparent [53]. However, if two images are represented in 

the form of a single image o f the same size and dimension, then necessarily there is a reduction 

in the total amount o f information presented, and thus the true synergetic effect o f data fusion 

originally sought is lost. We are not, as is the case o f random-dot stereograms, swapping our 

perception of two images for a monocularly perceived composite image. Instead there are 

alternative methods such as using colour as an additional dimension to display both sets o f  

information without loss. Here we also must consider the fading in and out o f modality 

strengths in accordance to some control parameters, which would ideally be derivable from a 

definition o f image quality. Or would the reduction in resolution effected by the fusion simply 

correspond to an initial reduction in redundancy? That is, have we ‘crammed’ more 

information into the single image?

We initially questioned which level o f Multisensor fusion would be appropriate. The different 

levels o f fusion can be used to provide information to a system for a variety o f purposes: from 

signal-level fusion, that can be used in real-time applications and can be considered as just an 

additional step in the overall processing o f the signals; through to pixel-level fusion, which can 

be used to improve the performance o f many image processing tasks such as segmentation, 

which could actually provide the basis for our performance evaluations.

We shall only be looking at pixel-level methods of image fusion in this project. Also, we 

initially omit problems regarding sensor registration, and therefore can consider solely the 

following: multiresolution (or multiscale) methods, logical filters, mathematical morphology, 

image algebra, and simulated annealing approaches [88]. This section will consider only the 

techniques that are:

• facilitate highly parallel processing (we have a real-time requirement).

• methods that can easily be used to process a wide variety o f images from a different 

types o f sensors, i.e., simply, no largely specific assumptions are made.

• may be suited to parallel VLSI implementation.

5.1 Multiresolution Approaches

In computer vision terms, processing at a single scale is somewhat naive; objects may appear at 

an arbitrary distance from the imager, and operations involving differentiation, such as edge 

detection and curvature measurement are highly sensitive to the scale o f the processing.
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Similarly, with respect to data fusion applications, the features from different modalities which 

are preserved in the final representation must not simply be the largest or the brightest, but the 

most significant.

Also, any hierarchical processing approach parallels the operation o f the Human Visual System 

(HVS) in that processing proceeds from a coarse descriptive level to levels o f increasing 

refinement. Moreover, we can claim to be referring to the sequential stages o f the Human Early 

Visual System [51] and the transformations between them; from the initial Primal Sketch 

through, the 2 V2D sketch and toward the full 3D model representation.

Multiresolution representations o f image data allow for sophisticated methods o f image 

analysis whilst remaining analogous to the HVS. However, the drawing of this latter parallel 

provides no justification for our adoption of such a technique. Primarily, the multiresolution 

approach must be viewed as a computational tool. We are actually more persuaded by the 

approach’s applicability to the tasks o f segmentation, feature extraction, description and 

matching. And most importantly, we can facilitate such fundamental image processing tasks 

with a saving in computational expense, and the subsequent increase in speed. This possibility 

for reducing the computational cost o f various image operations is provided for by using 

divide-and-conquer principles, as Rosenfeld [68] calls them. Because they are hierarchically 

organised and locally interconnected, pyramids support relatively simple yet highly efficient 

processing algorithms. In short, many basic image processing tasks can be carried out 

efficiently within these ‘pyramidal’ structures.

5.1.1 Divide-and-Conquer

We can illustrate the divide-and-conquer notion as well as the basic concept o f a 

multiresolution approach using a simple ID example. Consider first the following template and 

corresponding image (both being a linear array),

tem plate

1 2 3 4

image

7 6 3 4 / 2 ^ 5 1 2 3 4 5 6 5 4

Within some pattern recognition task, 13 potential match locations are in the array. Decisions 

regarding where the match occurs necessitates four computations; one against each element in 

the template. Hence, a total o f 52 computations are require to completely explore the full 

image. An immediate reduction in computation overheads is provided using the divide-and- 

conquer technique o f a multiresolution approach. A reduced resolution template and image
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array are formed by simple (2-pixel) neighbour averaging. Thus, at the next [lower] resolution 

level, the template and the image become.

tem plate

image

13/ 7/ 3 / 7  /  3/ 7/ 11/ 9/  
/ 2 / 2 //^  / 2 /̂ : / 2 / 2

The matching process now involves seven candidate locations, each with the reduced 

computational expense o f only the two operations. Moreover, regions that are not o f interest, 

(that is, those that are said not to yield some correlation values above some threshold), in the 

reduced representations, may be eliminated from further consideration. This then restricts the 

scope o f the match search further.

But we notice that certain spatial independencies are lost. We see that our example results in 

finding a match in the reduced resolution array that previously was not present in the full 

resolution array (shown in italics). Such occurrences are most frequently referred to as scale 

distortion.

This principle of divide-and-conquer means that information at a given node is computed from 

the information at a smaller number of nodes on the level below; in turn, each of these 

computes its information from a still smaller number of nodes on the next lower level, and so 

on. Such a processing technique has favourable consequences for the computational 

requirements, which are discussed later.

5.1.2 Pyramidal Representations

The Multiresolution approach concentrates on certain specific types o f pyramidal 

representations. We describe a pyramid as a sequence o f copies o f an image in which both 

sample density and resolution are decreased in regular steps. The bottom level o f the pyramid is 

the original image, (the adopted standard throughout this document), and each successive level 

is obtained from the previous level by a filtering operator followed by a sampling operator. 

Effectively, we are producing successively condensed representations o f the original image. 

What is condensed may simply be the image’s intensity, hence successive levels o f the pyramid 

are reduced-resolution versions o f the input image. Alternatively, we may also condense 

features o f the original image such that the successive levels represent increasingly coarse 

approximations o f these features. We must note however that such condensing o f the image
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does not mean that no information is lost, which is the case when operating locally (on a single 

level) instead o f operating globally (on the structure itself), as our original example has shown.

Additionally, the pyramid structure provides a possible means o f relating pixel-level and 

region-level image analysis processes. This is possible by establishing links between nodes at 

successive levels so as to represent information from approximately the same position in the 

image. Although this may appear to be a quite futile exercise, it does allow us to construct sub

trees whose leaves are pixels (or indeed local features), and whose roots represent objects (or 

global features). Thereby, we establish an even more complete representation of our original 

image.

5.2 Burt’s Pyramids

The simplest type o f image pyramid repeatedly averages the image intensities in distinct (non

overlapping) 2-by-2 blocks o f pixels. We thereby obtain a sequence o f images o f exponentially 

decreasing size: 2^-by-2*i, 2*'"l-by-2*'"l,..., 2-by-2, 1-by-l.

Here, each node in the pyramid, say k levels above the base, represents the average o f the base 

o f size 2k-by-2k. Intuitively, we see that it would be more desirable to use averages over more 

isotropic regions; weighted and peaked at the center of the averaging region, falling off to zero 

at its border. Ideally, the region should be circular, and the regions represented by adjacent 

nodes should overlap [68]; although the point-spread function that describes the intensity o f  

light arriving on the retina does not [30]. (Yet, the retina’s receptive fields are isotropic in 

nature, their extent increasing toward the periphery.) Burt [16] implements an isotropic, 

overlapping, representation, although over a square neighbourhood.

And it is with Burt’s approach to a multiresolution implementation that we shall remain. An 

understanding o f this method is understanding enough to follow a majority o f the 

multiresolution techniques.

5.2.1 The Basic Structure

The pyramid was originally developed in the design o f an efficient, compressed code that 

represented some originally uncompressed input image. The idea was based on the fact that 

neighbouring pixels are highly correlated, and therefore representing the image directly in 

terms of individual pixel values is inefficient; most of the encoded information is necessarily 

redundant if  we ignore positional relationships. In effect, we decorrelate the image pixels. To
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this aim, we have two possible approaches: through predictive techniques and through 

transform techniques.

These coding techniques effectively split in terms of dimension. Predictive coding can be 

considered as a one-dimensional technique, in that prior to the encoding o f each pixel, its value 

is predicted from previously coded pixels in the same and preceding raster lines. The predicted 

pixel values represent redundant information. Therefore, by subtracting the predicted value 

from the actual value and encoding only the difference, (the prediction error), we have a 

complete representation of our original data.

Noncausal prediction can be considered as predictive coding’s extension to the two- 

dimensional case. It is based on a symmetric neighbourhood centered at each pixel. The 

resulting increase in accuracy yields the greater data compression as it derives the more exact 

predictions. But noncausal prediction does not permit simple sequential coding, and therefore 

such approaches typically involve image transforms or the solution to large sets o f  

simultaneous equations. The net trade-off being paid for in terms o f increased computational 

overheads,

Burt’s approach is noncausal, yet relatively simple computationally. It thereby sidesteps the 

limiting trade-off between the two aforementioned coding methods. It introduces us to 

technique that underpins our entire approach; that o f effective simplification o f the raw image 

data through a filtering and re-sampling technique.

Originally, Burt managed to combine the advantages of both the predictive and transform 

techniques. Burt computes the predicted value for each pixel as a local weighted average using 

a unimodal Gaussian-like weighting function. Thereby, the predicted values for all the pixels 

are first obtained by convolving this function with the image. This effectively produces a low- 

pass filtered image, which is then subtracted from the original. Here is the point o f the 

subtraction: if we encode only the new prediction error and the simplified (filtered) image as 

opposed to encoding the original image, then we’ve a complete description o f the original 

image whilst obtaining data compression.

i.e., Lo(iJ) = - g l(U )

where, go(ij) is the original image, g i( ij )  is the filtered image, and Lo(iJ) is the prediction 

error (what we encode is shown in bold italics).

We obtain data compression for two reasons. Firstly, Lq is largely decorrelated and may 

therefore be represented pixel-by-pixel with many fewer bits than gg. Secondly, gj is low-pass 

filtered, and so may be encoded at a reduced sample rate.
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Obviously we have only just begun to compress the data. Further compression is achieved by 

iterating this process. We thereby obtain our pyramidal structure, the value o f each node 

representing the difference between two Gaussian-like functions convolved with the original 

image. The difference between these two functions is similar to the ‘Laplacian’ operators 

commonly used in image enhancement, and hence the name. The resulting Laplacian (or 

Difference o f Gaussian, or Difference Of Low-Pass) pyramid is a complete representation o f  

the original image.

Figure 5.1 - The engineering approximation to the Laplacian (shown by the continuous line), obtained by 
using the difference of two Gaussians (DOG), shown here by the dotted line.

5.2.2 Producing the Gaussian Pyramid

Firstly, we must low-pass filter the original image go to obtain gj. We say that g i is a reduced 

version o f gQ  in that both resolution and sample density are decreased. In a similar way we 

form g2 and so on. Filtering is performed by a procedure equivalent to convolution with one o f  

a family o f local symmetric weighting functions. Thereby, we already introduce ourselves to a 

fundamental question: what is the optimal function that should be convolved with the image? 

We discuss this below, but let us first present an example.

Suppose go contains C columns and R rows o f pixels, each pixel in (0..K-1). Each value within 

level 1 is computed as a weighted average o f values in level 0 within a 5-by-5 window, say. 

Each value within level 2, representing g2, is then obtained from values within level 1 by 

applying the same pattern o f weights.
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Figure 5,2 - A graphical representation of the repeated local averaging or REDUCE process used to 
construct the Gaussian pyramid. Shown as a one-dimensional representation of the process. Weighting is 
set according to the parameters a, b and c.

Iterative pyramid generation is equivalent to convolving the image go with a set o f ‘equivalent 

weighting functions,’ h,:

gi = hi®gi.,

Ml Ml

or g /(ij)  = 2 ]  ^  (m,n) g,_j(2z'+m,2y'+n) for 0 < / < # .
m=—Ml n—— Ml

For levels 0 < l  < N  and nodes i and y: 0 < z < C,, 0 < j  < R j.

The size M , o f the equivalent weighting function effectively doubles from one level to the 

next, as does the distance between samples. We set it at two.

We call this the REDUCE function, i.e., gj = REDUCE[g,_J. The effect o f convolving an 

image with one o f the equivalent weighting functions h, is to blur, or, low-pass filter the image. 

Thus, the pyramid algorithm reduces the filter band limit by an octave from level to level, and 

reduces the sample interval by the same factor.
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Figure 5.3 - The first 4 levels of the Gaussian pyramid obtained from the Lena image. Level 0, the 
original image, measures 257 by 257 pixels, level 1 measures 129 by 129, level 2 measures 65 by 65, and 
so on.

5.2.2.1 Gaussian Pyram id Interpolation

The technique of interpolating the reduced image enables us to return its dimensions to that of 

the image from which it was derived. Subsequently, this enables us to derive the difference 

image from the two different levels of the Gaussian representation. For example, figure 5.3 

above shows a Gaussian pyramid. The second image requires interpolation such that it may be 

of the same dimensions as that of the first image and thereby subtractable.

So, we are now able to define a function EXPAND that is effectively the reverse of the 

REDUCE operation previously defined. (Note that it is not an exact inverse of the REDUCE 

function in that it cannot return with all the information present in the original representation.) 

Its effect is to expand an (M + l)-by-(N + 1) array into a (2M + l)-by-(2N + 1) array by 

interpolating new node values between the existing values.

Let be the result of expanding g, n times. Then

& /.0  =  Si  

and g,„ = EXPAND(g/„_,).

By EXPAND we mean, for levels 0 < 1 < N  and 0 < n  and nodes / and j :  0 < / < C / _ „ ,  

0 ^ V <

^  ^  (  i — nt j  — n

m =-2 n=-2

Only terms for which (i - m)/2 and (j - n)/2 are integers are included in this sum.

Thereby, if we apply EXPAND / times to image g,, we obtain g, ,, which is the same size as 

the original image go. Also, EXPAND applied to array g, of the Gaussian pyramid would yield 

an array g , , which is the same size as g,_^.
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Figure 5.4 - The first four levels o f the Gaussian and Laplacian pyramid. Here, each level o f  the Gaussian 
pyramid has been interpolated to enable its subtraction from the higher level. Thereby, we produce the 
Laplacian, the levels o f which represent convolutions with differences o f Gaussian functions, or bandpass 
copies o f  the image.

5.2.2.2 The Laplacian Pyram id

The original aim of the process was to construct a pyramid that would serve as a prediction for 

pixel values in the original image gg. The Laplacian pyramid is a sequence of error images Lg, 

L], ..., L^, with each level being the difference between the two corresponding levels of the 

Gaussian pyramid that subsequently provides the basis for producing or even predicting the 

original image. Formally, for 0 < / < # ,

Li = g/-EXPAND(g/,,)

= Si - g/+u

Of course, we realise that for some finite pyramid, we must use the lowest level of the Gaussian 

to enable the Laplacian to be the basis for the reconstruction of the original image. But, 

following the theory that since there is no image gN+1 to serve as the prediction image of g]sj, 

then L̂ q must equal ĝ q.

5.3 Applying the Multiresolution Approach to Image Fusion

5.3.1 Due to Burt

Burt’s Laplacian pyramid forms the basis of one approach to the fusion of two images. The 

Difference of Low-Pass (DOLP) Image Fusion Scheme is said to be analogous to the 

processing that would occur in each eye given the appropriate binocular stimuli. It is described 

in three steps. Firstly, the Laplacian pyramid is produced for each of the two source images.
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Secondly, a single DOLP is constructed for the composite image by selecting values from the 

corresponding nodes in the component pyramids. The actual selection rule depends on the 

application [17], but it is here used simply by taking the pixel o f maximum value; the 

‘Maximum-Amplitude Selection Rule.’ Finally, the fused image is constructed from the 

composite pyramid.

The analogy this technique holds to the human visual system’s ability to accumulate 

information from two monocular images into a perceptual whole is illustrated [17]. 

Experiments using a dichoptic method of presenting a different image to each eye, result in an 

almost Cyclopean fusion occurrence (see 3.1.3) that produces some composite combination of 

the features from the two monocular images. Burt originally questions the level at which this, 

our fusion scheme, is able to code certain test images. His view, in keeping with established 

theory [50], suggests that images are coded in terms of edge elements, with orientation and 

contrast specified in the code for each element. His observations seem to substantiate these 

claims:

Thus, the Laplacian pyramid code along with the maximum-amplitude selection rule seems 

to account for the principal aspects o f the binocular perception described.

5.3.2 Due to Toet

Toet [80] has developed Burt’s approach to a multiresolution image representation and fusion 

with a more accurate modelling o f the human visual system. With his Ratio o f Low-Pass 

pyramid (ROLF) image fusion scheme, he has focused his attention to an essential discrepancy 

between image decomposition performed in the early stages o f the human visual system and 

the DOLP scheme; essentially, the human system is only sensitive to local luminance contrasts, 

and therefore Burt’s representation is not a faithful representation of such a system.

Toet provides evidence: two images are merged, one having a larger absolute luminance 

contrast (ROLF), and the other having larger absolute grey-scale difference (DOLP). Results 

presented to our left and right eyes show an image in which the greater luminance contrast 

dominates. In the DOLP merging scheme, the feature having the greater grey-value difference 

with respect to its neighbourhood dominates. That is, the DOLP merging scheme only accounts 

for absolute luminance differences, and not contrasts.

We too are primarily interested in merging schemes for visual display, and must therefore 

demand that the visually important, and salient, details o f the component images are preserved 

in our resulting composite image. Therefore Toet’s fusion scheme might seem appear more 

appropriate.
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Its method is to first produce the Gaussian pyramid for each source image, but, instead of  

computing the difference between successive layers o f the Gaussian structure, we take the ratio 

of the two layers. Recall that luminance contrast is usually defined as a ratio o f the luminance 

at a certain location in the image plane to the luminance o f its immediate background. So 

defined, Toet refers to his pyramid as the ‘Contrast Pyramid.’

As with the DOLP implementation, each ROLP pyramid provides a complete representation of  

the original source images. A ROLP pyramid for the fused image is obtained by selecting nodes 

o f maximum absolute grey-scale contrast from the sets o f corresponding nodes in the ROLP 

pyramids o f the individual images. As a result, the perceptually important details o f both 

images are contained in the composite image. Developed later were further techniques focusing 

on contrast enhancement to address shortcomings regarding sensitivity to global grey-scale 

means and gradients [81].

5.4 Choice of Kernels

One main question o f the research must be to experiment with the filtering and sampling 

operator that is used in the reduction of resolution. In merging images from different sensing 

modalities, Toet [80] cites the importance o f the role played by the filtering operation. 

Different ‘smoothing’ kernels should come under consideration, as the success o f our final 

implementation is likely to depend heavily on our choice. Arguments for and against the 

different kernels come from purely mathematical considerations (e.g., from Baubad [69]), 

visually enhanced techniques (e.g., Toet and Matsopoulos [52]), and naturally via some 

computational model that attempts to model the human visual system (Marr et al. [50]). Our 

aim is to review these and then provide some insight into how a fusion scheme might be 

implemented given the application.

Finally, in choosing, and hopefully justifying, a particular strategy for adopting one kernel type 

in preference to another, physiological arguments o f the sort introduced earlier will bear greater 

influence. This is an analogy that has repeatedly occurred, so it would seem sensible to 

continue to adhere to its example. Certainly the devices and methods used in many o f the 

standard imaging techniques are similar in principle to the information processing pathways 

involved in vision; the retinal rods and cones being the detectors’, the optic nerves, optic tracts 

and the neurons in the occipital cortex the circuitry’, information is further processed through a 

hierarchy o f neuronal connections that impose some analytic organisation on the data, as would 

an algorithm’, finally, a mental image is formed that can be communicated, or displayed, to 

others through words, or perhaps even gestures. So it is fair to say that a parallel does exist.
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For example, because we know of the logarithmic behaviour o f the cells in the retina (see 

section 4.1), the reaction of the receptors is proportional to the quotient o f local brightness and 

background brightness. We know too that the image received and preprocessed by the retinal 

receptors is projected into the visual cortex in a non-linear fashion; a disproportionately large 

part o f the cortex is occupied by the area around the fovea, and a relatively small one by the 

periphery. Are then non-linear filters not the choice method given such appropriateness?

The pros and cons o f each method will be considered, but as is normally the case, empirical 

studies may provide the only evidence for a valid conclusion. Later, we must also cover how in 

fact we can really judge  what is the best solution. Though certainly we require both spatial and 

temporal consistency; features at different levels and across different frames may need to be 

related. With regard to this, and in conjunction to the binocular fusion sought in random-dot 

stereograms, we too seek matchable features in each image.

5.4.1 The Gaussian-Like Weighting Function

The Laplacian pyramid is said to be a versatile data structure in terms of the many attractive 

features it offers for image processing. One such technique applied to this structure is image 

fusion. Its effectiveness is dependent on the Laplacian kernel used; an engineered 

approximation formed using the Gaussian-like weighting function. The weighting function used 

by Burt [16] meets the constraints imposed by Babaud [6]. These are that the kernel is:

Separable: A(m,n) = A l(m)/z i(n)

Normalised: ^ A (m ) = 1, and

Symmetric: h{m ) = h{-m).

In addition, Burt offers a further constraint, ‘equal contribution,’ stipulating that each node at 

each level / contributes the same total weight to the nodes at level /+1.

Let /z(0) = a, A(-l) = /z(l) = b, and h{-2) = h(2) = c as shown in figure 5.2. Then, to the one

dimensional case,

• Equal Contribution: a + 2c = 2b

Combining constraints we have 

a a s a  free variable, with 

b = 1/4, and 

c = 1/4 - a/2.
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We can afford to be quite ad hoc regarding this constraint; detail and explanation is presented 

in the paper by Babaud [6]. To the two-dimensional case, we have,

• Equal Contribution: a + 16c = 8b.

Thereby, each node at pyramid level I In figure 5.1 is a weighted average o f five nodes at level 

1-1, and each of these in turn represents an average of five (overlapping) nodes at level 1-2. If 

we trace the pattern of weights from any level I node in the original image, we find that there is 

always an equivalent weighting function Hi that could have been applied directly to the image 

to obtain the G, values. That is, / iterations o f REDUCE are equivalent to convolving Hj with 

the original image, followed by the appropriate subsampling. Indeed, we will find it 

increasingly useful to consider varying pyramid constructions in terms of convolutions with the 

varying equivalent weighting functions; i.e., with varying kernels.

This set o f weighting functions, Hj for I = 0 to N, exhibit several interesting properties. The 

shape o f these functions depends on the free variable a (for example, a = 0.6 approximates to a 

Lorenzian), although for a given generating kernel, all the Hi have similar shapes. However^ the 

functions necessarily differ in scale, which doubles with each iteration. This is shown in figure 

5.5 below.

0. 4

w 1

▲

W2

0 2 4

Wl

0 2 rr

Figure 5.5 - Equivalent weighting functions obtained with a = 0.4 in the generating kernel. Note that 
scales have been adjusted by factors of two to aid in comparison. The shape of the functions converges 
rapidly to the Gaussian-like form shown at the bottom.
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5.4.2 The [Traditional] Gaussian Kernel

Under main candidacy is the Gaussian-like weighting functions used by Burt, These meet the 

constraints imposed by Babaud [6] who showed that the Gaussian is unique in guaranteeing 

that extrema may be added but not deleted in moving from coarse to fine scale. Additional 

justification comes from Marr and Hildreth [50] and their work on the early processing stages 

o f the human visual system. Marr argued that the smoothing-resolution trade-off made it 

particularly important in the early levels o f early vision processing. As such, the Gaussian 

kernel has long been considered the most suitable o f filters for image processing operations, 

and recent work from Mason et al. [49] tends to further support this from a purely mathematical 

point o f view; the main drive to their work being to consider the suitability o f certain radial- 

basis functions to vision applications.

The Gaussian is formally defined as being o f the following form.

g(x,y) = ( 1 /V &  )y-exp where S  represents the space constant.

Grimson [29] and Marr [50] detect intensity changes using the established V^G operator, 

where is the Laplacian operator + â'^lâ'^y) and G is the Gaussian ig(x,y)

above). This is done as is necessitated by the first o f the three stages in the formation o f the raw 

primal sketch. Of note is that their operation must occur at different scales in an image, such 

that the optimal detection of the zero-crossing requires the use o f operators at different sizes. 

Used in conjunction with each other, the V^G is a circularly symmetric Mexican-hat shaped 

operator. The Gaussian is known as an effective ‘blurrer’ o f the image having the desirable 

property o f being both smooth and localised in both the spatial and frequency domains. The 

derivative part o f the filter, V^, has its advantages in its economy of computation. So, in 

practice, the most satisfactory way o f finding the intensity changes at a given scale is to filter 

using the V^G operator with the spaces constant o f G reflecting the scale at which changes are 

to be detected, and then to locate the zero-crossings in the filtered image.

Toward some psychophysical justification, we cite a study where it was shown that the human 

visual pathway included a set o f channels that are both orientation and spatial frequency 

selective. Continued research into the detailed structure o f these channels provided a model 

based on there being four size-tuned filters, or masks, analysing the image [17a]. These filters 

all approximate to the shape o f the difference of two Gaussians; a DOG (figure 5.1). Indeed, 

the spatial organisation o f the retinal ganglion cells is circularly symmetric; the receptive field
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itself has been described as a DOG [67]. Thereby, it is not unreasonable to assume that the 

V^G function reflects the process carried out by the cells o f the retina.

5.4.3 Non-Linear Filters

Linear filters have been the dominating filter class in signal processing. This is mainly due to 

the sound theoretical basis provided for by the study of linear systems and the computational 

efficiency o f linear filtering algorithms. However, despite this strong theoretical basis, not all 

signal processing problems can be satisfactorily addressed through the use o f linear filters. 

Multiresolution structural image representation and decomposition schemes typically apply 

linear (low- or band-pass) filters with progressively increasing spatial extent [79] to generate a 

pyramid o f images. But the, linear filters also alter the object intensities and therefore the 

estimated (in the probability distribution sense) location of their contours; i.e., their structure. 

Resulting decomposition schemes are, then, in some sense limited in their application to tasks 

involving precise shape and size recognition.

Motivation toward an alternative approach stems in part from the aforementioned shortcomings 

of the linear approach, but also from further analogies drawn to our own visual system. The 

latter concerns how we choose to represent or understand signals and images in general. The 

response o f the eye to changes in intensity is known to be non-linear. For example, visual 

images are not usually created by the linear addition o f light signals from overlaid objects, but 

by replacing one signal with another [8] - a non-linear process.

Furthermore, limitations are especially severe in those applications where the goal is to restore 

or clean a noise signal but the signal resides in approximately the same frequency band as the 

corrupting noise [5]. A non-linear filter class that has proven to be very useful is the class o f  

median based filters. Although we must be wary o f its supposed computational complexity, it 

offers an effective solution regarding our choice o f kernel. This is based on two important 

properties: edge preservation and efficient noise attenuation; edge preservation being essential 

in our application due to the nature o f visual perception.

The median filter is not, however, a perfect filtering operation. It may cause edge jitter, 

streaking and is prone to removing important image details. (Such artifacts being likely to 

become all the more prominent across image sequences.) Alternatively, it is Weighted Median 

(WM) filters that have attracted growing interest in recent years. WM filters belong to the 

broad class o f nonlinear filters called stack filters, and they inherit the robustness and edge- 

preserving capability o f the classical median filter whilst resembling linear [finite impulse 

response] filters in certain properties. Membership o f the stack filter class enables the use o f
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tools developed for this set in characterising and analysing the behaviour and properties o f WM 

filters. For example, noise attenuation.

A final, if  somewhat novel, non-linear consideration could adopt the point spread function of  

the human eye [30]. This function describes the intensity o f light falling on the retina and is 

given as

I  { a )  =

V T id ^ /

A

where. J} is a first-order Bessel function, 

d is a pupil diameter, 

a  is a visual angle, and 

A is a wavelength o f the arriving light.

As each receptor has a characteristic behaviour (so modelled), it must also have some optical 

limitation that results from the functions overlapping, which in turn is due to the physical 

distribution of the retina’s receptor cells. Thus, given two arrived point sources, they can only 

be distinguished if their point spread functions do not overlap.

We mention this detail with respect to the ‘classic’ kernel described by Burt that is said to 

require both isotropic and overlapping filters.

5,4,3,1 Mathematical Morphology
The established non-linear approach of Morphological operators has advantages over linear 

filters with regard to speed of computation, suitability to VLSI implementation and feature 

preserving properties. Additionally, the image operations o f mathematical morphology, (or 

morphological filters), are more suitable for shape analysis than linear filters [78]. In operation, 

we are able to transform each pixel o f an image using operators derived from the basic 

functions o f set union, intersection, difference, and their conditional combinations. For 

example, dilation and erosion operators are used to expand and shrink regions o f an image.

Lee [41] has used binary morphology for the fusing o f registered images from a pair o f  

millimeter-wave radars operating at different frequencies. The paper also presents us with an 

example o f fusion at the feature-level. Dilation and erosion operators are used to fuse ‘feature 

sets.’ Conditional erosion extracts only those connected components o f a potential feature set 

that have a non-empty intersection with a 'core' feature set, whilst effectively removing
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erroneous observations. Conditional dilation is useful for filling in missing elements o f  

component boundaries in the core feature set.

The need for combining different medical image information from different imaging modalities 

is the subject o f the next project, although we will borrow an example now. In the extreme, the 

information is complementary; some modalities adequately describe anatomy, others 

physiology. And as such, the combination o f this complementary image information frequently 

supports diagnosis and treatment. Matsopulos [53, see also 62] achieves this using a 

hierarchical image fusion scheme that combines [pre-registered] medical images. In his 

approach, the data pyramid is formed using morphological filters to, ‘preserve structural details 

o f the input images regardless o f their scale.’ The multiresolution image representation is 

produced using iteratively applied filters o f many scales but identical shape. This scheme, 

adopted from Toet [79], provides us with a morphologically simplified image, and the 

conditions for the reconstruction process.

Firstly, both resolution and sampling density are reduced. Using the morphological pyramid, 

they then produce a difference pyramid for each o f the images that contains only details within 

a restricted range o f scales, thereby containing only those image features lost from one filter 

step to the next; which, incidentally, I believe is exactly what will not work for, say, PET data 

(see the next project!). A third, intermediate, pyramid is constructed combining information 

from the two (one for each image) difference pyramids at each level. Finally, reconstruction of  

the intermediate pyramid, (via the simple summation approach), produces the required fused 

image.

The results presented showed, in their words, that the fused images provided a more complete 

representation of the anatomy and pathology than was available from either individual modality 

or from simple pixel fusion that selected only maximum intensity values. However, although 

this may well be true in respect o f the said alternative, that alternative is such a coarse fusion 

method that the comparison remains inconclusive. The improvements, it is argued, would not 

be possible operating at a single resolution representation.

However, given the arguments presented to justify the use o f nonlinear filters [52], it would 

seem that their approach would be unsuitable for any other medical imaging modalities than 

those presented here (MR and CT). For example, nuclear medicine imaging methods produce 

images characterised as containing structure inappropriate to the methodology used in 

nonlinear filtering; that is, features are not defined in a structure suited to a hierarchical ‘feature 

clipping’ representation. Alternatively, they are more likely to be structured in accordance to
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the line-spread function (LSF) characterising the response o f the gamma camera. This then, is a 

massive restriction in the techniques application to medical imaging.

5.43.2 Wavelet Frames
Rockinger [66] presents an image fusion algorithm designed to operate on sequences o f images 

from different sensing modalities. The envisaged application o f their pixel-level fusion process 

is effectively the same as ours; combination of infra-red and visible images obtained from an 

airborne platform to aid a pilot’s navigation in conditions o f poor visibility.

The method incorporates a [Discrete] Wavelet Frame decomposition scheme to obtain a 

multiscale representation o f each input image. The actual fusion process is performed as a 

combination of the corresponding wavelet frame coefficients o f all input images, to build a 

single composite wavelet frame sequence. And the reconstruction on the basis o f these 

combined coefficients produces the resulting, ‘fused’, image sequence.

This paper came out well after I had finished reviewing this field, and I must confess to having 

failed to consider the use o f the wavelet transform in the construction o f the pyramid. This 

paper showed how effective this can be. And although the algorithm cannot currently run in 

real-time, they do believe that this will be possible.

5.4.4 Concluding Remarks

It is worth noting that the fusing functions adopted take absolute point maximums to produce a 

composite pyramid. Empirical studies carried out at this stage o f the scheme may provide for a 

novel approach to the fusion process. Also, we could compromise the approach to use a ratio o f  

morphologically reduced levels, thereby aiming to retain both structure and local luminance 

contrast.

In addition to this, we can consider some weighting, or probability scheme, where candidate 

nodes for fusion are selected according to some influence they might have on the resulting 

image. Defining influence implies looking to regions of maximum contrast, or those that 

contain some ‘features.’ Such a scheme may be described by an appropriate fuzzy membership 

function, which would then map well to a control surface in a real-time system (see ‘Future 

Work’).

A large assumption that we seem to have adopted is that the nodes o f each pyramid are 

produced as representations o f (weighted) averages of the grey levels in regions o f the input 

image. As the work of Rockinger has shown [66], this need not necessarily be the case; nodes 

could also represent other types o f information about these regions. Additionally, various types 

of textural properties could be another candidate representation. We could also represent
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information about line segments or curves present in the image, where each node o f the 

pyramid would perhaps compute the values o f their component parameters on the basis o f  

information provided by the nodes on preceding levels.

In short, whilst following the basic underlying pyramidal principles, many different types o f  

pyramid representations are possible, and indeed may be useful in specific the analysis o f a 

given image; although we would urge caution in respect o f image sequences.

Satisfied then, that some the pyramidal method is to be our candidate technique o f choice, we 

shall close the chapter by briefly glossing over some of the other methods o f fusion 

documented.

5.5 A Word on Image Algebra

Image Algebra is a high-level, almost symbolic, algebraic language for describing image 

processing algorithms. It is also complex enough to describe pixel-level fusion algorithms. 

Made up o f four basic type o f algebraic operands, we are able to generalise the concept o f  

morphology. Of note, Chen [19a] has extended the basic algebraic form to include incomplete 

and uncertain information.

But such ‘algebraic’ approaches to data fusion are, mostly, applicable to information theoretic 

fusion, where uncorrelated data reduces to being quite meaningless. That will include situations 

where the information is only vaguely complementary.

5.6 Logical Operators

Perhaps the most intuitive method of fusing data from two pixels, at whatever resolution, is 

through the application o f logical operators to their intensity values. As mentioned above, [2] 

have followed natures example and developed a set o f logical filters along the lines o f the 

rattlesnake [57].

Thereby, they have developed filters used for the unsupervised classification o f visual and 

infrared remote sensing information.

The more obvious approach is to AND, or OR images into their composite form. Advantages 

are their speed o f computation. And overheads only involve the equalisation o f each image’s 

histogram into an even distribution.
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5.7 Colour and Pixel Overlay

This method o f image fusion is more typically used in applications o f medical imaging, and as 

such discussion and use is left to the second half o f this report. Briefly though, combined 

images are displayed using the colour overlay o f equivalent image slices. Here, the three 

orthogonal axes o f perception in colour space are used. These axes are given as the hue, 

saturation and intensity (H, S and I). Thereby, one voxel attribute can be displayed as pixel 

intensity, and the other as a fully saturated hue [37]. The hues and intensities used need to be 

carefully chosen so that equally perceived changes in colour correspond to equal changes in the 

image values. This is most frequently done on-line by the [expert] observer, who may fade 

either o f the modalities in or out o f the final representation.

A simple alternative to a true colour overlay is an alternate pixel overlay, where pixels are 

juxtaposed into the one representative form.
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6 Some Results

I have implemented various fusion methods, one o f which being the Laplacian fusion scheme. 

This I have compared to the obvious logical pixel ANDing, ORing, and MAXing (taking the 

maximum pixel only) methods, the use o f juxtaposed pixels, ‘checkerboard’ methods (where 

the juxtaposition can be over regions o f the image), methods o f colour-overlay, and also the 

technique o f pixel averaging. Because o f necessary external constraints (i.e., time), we 

considered it sensible to only implement Burt’s original pyramid structure. It was felt that in 

having judged its initial effectiveness, we would be in a position to merit its pros and cons in 

view o f determining the future convolution process to be used. This, on the basis that any future 

implementation would be developed using only refinements to the idea o f the pyramidal fusion 

scheme.

Results are, therefore, by no means conclusive. Instead they serve only indicative o f the 

potential available from the theoretical approaches highlighted in this report. Indeed, given the 

nature o f the analysis, it is perhaps only the use o f controlled psychophysical experiments that 

should provide the final indicators. And then these would be subjective!

The test images used comprised of those exhibiting known contrasting effects, such as Mach 

bands, through to some standard textured images [14], and to the later use o f ‘real’ images. No 

IR or l 3  image data was used, partly due to the difficulty in finding such data, but mostly 

because we were only really concerned with acquiring some insight into exactly how the 

algorithms are behaving. This, it is thought, being simpler to unearth from the results o f using 

some basic test images. It was also felt sensible to use as input image pairs in which one o f the 

images exhibited an illusionary [Gestalt] form. A simple test o f the quality shown by the fusion 

process would then be to ask if  the fused image still displayed the form.

From this study alone, it can be said with some certainty that only the Laplacian fusion scheme 

showed in the composite form what we considered to be sufficient information from the two 

input images. Consider, for example, figure 6.1, the results o f a Laplacian fusion o f two test 

images. The first level shows the two input images and their resulting Gaussian pyramid, the 

second the resulting Laplacian, and the third shows the results o f fusion. The bottom right 

pyramid shows each step in the summation process that reconstructs the final image. Burt’s 

Maximum-Amplitude Selection Rule is used, and no real improvement was found using a 

pyramid o f more than the four levels shown.
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Figure 6.1 - A Laplacian Fusion Scheme

Print quality aside, we can clearly perceive the illusionary effect exhibited by the Mach bands 

with sufficient textural detail remaining to characterise all regions of the final image (that is, 

we would not say that one half is ‘wood grain’ and the other is not). Of the above mentioned 

alternatives to fusion, only the results due to the ORing of the two input images together 

(shown in figure 6.2) maintained the information that characterised the two original images, 

although the wood grain looks distinctly synthetic in places. Respectively, the ANDing of the 

image removed texture from the left-hand side of the image, MAXing removed texture from 

the right-hand side of the image, and juxtaposing the pixels removed the Mach band effect (as 

did pixel averaging) whilst introducing an additional, higher resolution textural effect. Here, 

colour-overlay turned out to be aesthetically pleasing, but ineffective; a matter of taste [7], I 

suppose.
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Here w e 've  one in p u t im age. Th is  is the other

..,J| .nilIJI
Figure 6.2 - The results o f  ORing the two input images

Further experiments with the various logical methods showed vastly varying results. For 

example, (again ignoring the Laplacian scheme), we have cases where only pixel averaging 

seems appropriate, and ORing is unsuitable.

This inconsistency of performance across differing images makes the adoption of just one of 

the logical methods inappropriate. Our scene is dynamic, and its variability unpredictable. A 

method likely to perform well under certain conditions may be disastrous under others. For 

example, Juxtapositioned image regions are, by definition almost, consistent. However, suitable 

variation in the resolution of the regions is necessary to avoid misrepresentation of a scene 

under erratic conditions.

Of course, only real image sequences can we turn our inquiry toward a true investigation, and 

so far, the only consistently effective method in this respect, has been shown to be the 

Laplacian scheme. This is shown again in figure 6.3 below.

6.1 Further Comments

It may seem inappropriate to start talking of some ambitious algorithm, but this is motivated 

mainly as a result of the need to compromise the speed of the fusion process with the need for
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maximising, in whatever fashion, the combination of visual cues from the two images. The 

most obvious of which is contrast.

- 2 5 6 + 2 5 6

Figure 6.3 - Using the Laplacian Fusion scheme with respect to a ‘real’ image.

I acknowledge that the Laplacian scheme is not without its apparent advantages, but in respect 

to the other techniques, (and more importantly, void of a parallel implementation), its 

processing is inherently slow. In contrast, we can, for example, simply hard-wire the ORing 

scheme. I feel, however, that it is the use of juxtaposed pixel elements that is most promising. 

This despite the somewhat spurious effects these could have on texture content. Such odd 

artifacts could, however, be removed using various resolutions of juxtapositioning. And, pixels 

should not be selected in the simple alternate method; first from one image, and then from the 

other. We need to select pixels such that the resulting contrast in the composite image is 

maximal across them. For example, we would select a greater proportion of pixels from the 

image showing greater density of detail (or contrast?) over each particular region.

6.1.1 Multiresolution Cross-Contrast Optimisation?

Perhaps pixels could be firstly selected over a small, fine region. Say over three-by-three 

regions of the image. Thereby, each three-by-three image section must chose its pixels, in any
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fashion, so as to maximise contrast - or saliant features - over that area alone. That is, they can 

chose from [here 2^] possible solutions. The resolution should vary according to what future 

experiments would eventually deem to be appropriate.

As a specifically designed VLSI implementation, it will be fast, but so too could a pyramidal 

representation [66]. The fusion does incorporate a modest notion o f intelligence, but its 

realisation will enable each Processing Element’s communication overheads to remain 

minimal.

In general, there remains a number of promising implementations given the ever increasing 

capability o f today’s microprocessors.
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7 Future Work

Obviously, any project looking at image-fusion techniques for to aid a pilot’s flight display is a 

vast undertaking. For this project to draw to a sensible conclusion within the time limits 

imposed upon it, might require therefore, that this section be vast. I aimed instead to keep this 

chapter to within reasonable limits without forsaking the more pertinent elements o f the project 

that would otherwise remain to be carried out.

7.1 Control Structures

It is likely to be the method of control that may prove most pertinent to a successful, 

automated, real-time fusion scheme. We now know that the notion of data fusion allows a 

number of different means o f information integration from the multiple sensors into some 

system’s operation. Information from each sensor can simply serve as an individual input to a 

part o f the system controller. Such an approach is suitable in the case where each sensor 

provides information relating to very distinct and differing aspects o f the system’s 

environment, or where individual input components o f the system have some fixed relationship 

with regard to some overall input weighting scheme. Here the system benefits from increasing 

the scope o f the environment that can be sensed; or indeed our analysis and consequent 

representation of an environment. With regard to images as inputs, it is possible that some 

processing techniques, (for example, edge detection, segmentation, and so on), must operate on 

them to judge their relative merits as inputs to the controller; one image may contain little 

information, which may manifest itself in its poor classification, such that it should be 

considered as ineffective, or as least o f lesser importance, as an input to the system.

But within such a scenario, the interaction between sensors only results from the individual 

effect each input has on the controller. Applied to image fusion, where there is some element o f  

overlap between the information provided by the different sensors, the value o f the combined 

information that the sensors provide can only be greater than the sum o f the value o f the 

information provided separately, if, and only if, some degree o f system intelligence is 

incorporated so as to enhance this combined information [effectively, 86]. Again, we return to 

this synergetic effect that is desired.

Required then, is an ‘intelligent’ control system. This implies an adequate knowledge-base, yet 

our application is unlikely to have a sufficient prior knowledge, which may further complicate 

any adopted control processes. How then could the sensors themselves allow the system to 

learn the state o f the world a priori, and within some dynamically operating environment, to 

continually update its own model on an as needed basis.
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There is then no doubt that the overall integration of any proposed fusion process requires a 

control structure specifically designed for our defined application. Our control’s ‘goal’ is to 

maintain an optimal image under a number of varying environmental factors. Thereby, our 

control parameters are likely to be drawn from this environment, and also from how we would 

decide to parameterise optimal scene descriptions; obvious candidates include contrast and 

brightness, as discussed above. Additionally, tremendous scope must be afforded regarding the 

psychophysical studies of vision, and possible, related, image compression techniques. An 

understanding of the former may provide for adoption of the latter, and a subsequent reduction 

in the scale of the computation that may be involved.

Methods and ideas proliferate. Of the methods we will close with the my own example control 

block diagram, and by mentioning just one.

R e tr ie v a l o f 
M ax im al Info.N oise R em oval, F ea tu re /C o n tra st E nhancem en t, e tc

IR Store CONTROL
ILL S tore

T h e  [F u zz y ] 
C la s s if ie r?T h e  F u s io n  P r o c e s s  (R e a l-T im e )

F u s io n  I/P 
P a r a m e te r s

\

Enhanced and Fused 

Composite Image.
/

CLK*; P e r io d  = In v e r se  o f tim e  ta k e n  fo r  th e  
C la s s if ie r  to  d e c id e  th e  p a r a m e te r  a d ju s tm e n t  
n e c e s s a r y  to  m a in ta in  th e  o p tim a l f u s e d  im a g e .

CLK* C o n tro l

Figure 7.1 - Block Diagram o f an example Control System suitable for our Fusion Scheme.

7.1.1 Bayesian Networks and Rule-Based Systems

Used independently or in unison, these are the most common forms of control structures cited 

in the literature. Applications to image fusion are less common, as this approach to control is 

more appropriate when the system's sensors provide highly disparate information. However, the 

use of networks allows for a hierarchical, and subsequently, an efficient representation. 

Moreover, were the multiresolution approach to image fusion adopted, then such a control 

structure seems highly appropriate.
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Regarding target recognition, and therefore a highly dynamic scene, techniques involving 

adaptive classification and learning in real-time seem valid. Perlovsky [61,62], among others, 

addresses exactly this, describing a Neural Network approach. Selzer [70] uses a Bayesian 

method and Vogel [82] a model-derived discrimination approach. O f particular relevance, 

Huntsberger [35] presents a system which integrates range and visual sensory inputs for the 

dynamic analysis o f motion. Although we would be considering this analysis from a moving 

platform, which obviously further complicates the issue.

7.2 Target Recognition

In view of the application’s nature, mention is afforded to the subject o f Target Recognition. 

Future work would have to begin with some review of the optical flow techniques used to track 

and monitor moving objects. Considerations being our method o f fusion (e.g., a multiresolution 

approach, say); our real-time considerations; and the fact that we too are a moving platform.

7.3 Hardware Realisation; a Speed and Cost Tradeoff

In terms o f an end-product, the hardware realisation is likely to suffer the perennial speed to 

cost tradeoff. Citing hardware realisations would be the final consideration of this project. One 

example is the proposed model o f Leavers [43] which incorporates a parallel mechanism for 

some ‘preattentive modules.’ Its parallelism of course, bodes particularly well to some 

realisation in hardware; but all the more given certain image processing techniques, which 

includes the multiresolution decomposition o f the input image, can be performed in parallel. 

And as such, one constraint that might be imposed on the model is met; namely that processing 

times are held invariant to image data complexity. Given then, a multiresolution approach, we 

could assign a processor to each node, and provide it with inputs from the appropriate nodes on 

the level below. Thereby the nodes on each level could compute their information in parallel, 

and the total number of time steps required to compute the information at all levels o f the 

pyramid would be proportional to the pyramid height [68]. This would facilitate some natural 

mapping to an architecture for the real-time processing o f the input image stream. However, in 

the case where our algorithms are inherently sequential in operation, we look to papers such as 

that by Downton [22] who offers the suitability o f sequential algorithms to their parallel VLSI 

realisation.

Regardless, motivation continues to come from the general consensus that multiresolution 

approaches can be used to speed up many different types o f image operations, but not 

necessarily the fusion itself.
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7.4 Image Management - Sensor Selection Strategies

Although this would appear to bear little relevance to this project, Beni [11] has derived a 

general relationship between the number and operating speed o f available sensing elements. 

Being a function of their response and processing times, we must concede its importance 

regarding the possible introduction o f passive millimeter-wave imaging [4]. Also, it is certain 

that such a sensor will provide an image o f a different resolution, and therefore we must 

consider the mapping that needs to be specified between our corresponding regions from the 

varying sources, and at [possibly] varying times.

7.5 Performance Evaluation

Our performance criteria that sought initially the preservation o f a Gestalt form through the 

fusion process was, on reflection, quite sensible. However, the improvement in quality 

associated with image fusion can be more objectively assessed through the improvements noted 

in the performance o f processing tasks such as segmentation, feature extraction (target 

recognition?), and restoration. This, in respect o f the performance gauged when only the 

individual component images are used. Of course, this is only a suggestion.
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8 Finally
Despite the project being a wholly worthwhile exercise, the conclusions can only remain open 

ended ones. Consideration for a fusion scheme has been given equally to perceptual facets o f  

the human vision system and to the environment within which the application would be aimed. 

It would be firstly asking a great deal o f the project to offer additional insight into studies on 

the psychology of vision. And given also that this environment is quite dynamic and that we 

have not done any work on image sequences, I will only conclude with a summary of the 

knowledge acquired in respect o f the work done.

The assessments o f the fusion methods we chose proved to be quite adequate for the purposes 

o f our studies. Certainly we have seen how the Laplacian fusion scheme can be used to 

combine two co-registered images in an effective manner. We managed also to justify in 

advance, from both the theoretical and practical viewpoint, that such a multiresolution fusion 

scheme fitted well to our requirements. But the necessary comparison to the other pyramidal 

methods presented earlier remains. This would best also allow us to focus the method in 

respect, perhaps, o f the characteristics o f each o f the modalities. The other candidate fusion 

methods had advantages and disadvantages that lacked any performance consistency across 

differing image pairs. It was presumed therefore, that a more stable method of fusion would be 

preferred. Recall that the varying image sequences would be capable o f showing startlingly 

unstable scene changes due, for example, to the cross-over effect. (And partly because o f this, 

the pilot should have some manual control over the sensor selection strategy in cases which 

would cause confusion.)

The assumed co-registration (or known and fixed misregistrartion) o f the different images 

certainly eased any processing tasks that might otherwise have been necessary. In fact, it was 

this assumption that allowed the work to cover many of the perceptual attributes o f the human 

system, and consider these in detailed respect o f the modalities used. The second project 

undertaken must adopt a drastically different approach. The characteristics o f the imaging 

modalities used determine instead the manner in which the registration may be found. Only 

then can consideration be given to the human visual system and its interpretation o f the fused 

image data.

It is to the enabling technology of any image fusion process that we now turn. That o f image 

registration.
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1 Introduction

Medical Imaging continues to evolve in a quite rapid manner. Its resulting transformation, 

enabled through the introduction of the many computer-based imaging modalities, has 

advanced both existing and planned diagnostic techniques. Moreover, this usage has now 

extended to during the treatment stages themselves.

Today, radiology departments use a host o f computer based imaging modalities such as x-ray 

computed tomography (CT), nuclear medicine emission computed tomography (ECT), 

ultrasound (US), nuclear magnetic resonance (MR) imaging, electroencephalography (EEG), 

magnetoencephalography (MEG), and digital subtraction angiography (DSA).

Of the modalities themselves, a variety may be used to establish some basis for diagnosis and 

treatment. As a result o f this, modem medicine frequently employs, or would certainly benefit 

from employing, several o f the imaging techniques to make available all the possible a priori 

information ascertaining to a single patient's case.

It is because these various modalities often show different and complementary information, 

that the subsequent introduction of new technologies has not necessarily made the older 

technologies redundant. Modalities are often o f different spatial and contrast resolutions. And 

further, they may show some combination o f the anatomy examined and functional activity, 

despite their traditional classification falling into one or the other o f these domains. Hence, 

clinical interpretation may be considerably inadequate when restricted to the use o f a single 

image modality.

This increasing number of medical imaging techniques has, subsequently, provided the 

clinician with an increasingly diverse view o f both physiology and anatomy. But their 

productive combination remains difficult, mostly because o f their sheer diversity. It has been 

suggested that the addition o f such information can have a synergetic effect; in that the 

information contained in the composite is greater than that o f the sum o f its component parts. 

For example, CT and MR demonstrate brain anatomy but provide little functional information, 

whereas ECT scans display aspects o f brain function and allow metabolic measurements but 

poorly delineate anatomy. Furthermore, CT and MR images describe complementary structural 

features; for example, bone and calcifications are best seen on CT images, while soft-tissue 

structures are differentiated better by MR. Additionally, EEG and MEG measure electrical and 

magnetic activity o f the brain and are better capable of monitoring activity in the temporal 

domain. (Even optical imaging methods have been used evasively to show the direct
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visualisation of brain function, though not, thankfully, on human subjects. Further examples are 

well documented.)

Naturally then, some situations have resulted in clinicians being confronted with an unwieldy 

number o f images from different modalities. The problem then becomes one o f communicating 

all this information to the clinician. This is a quite non-trivial problem, and the main objective 

o f this project.

1.1 Current Trends

The all-round improved access to digital information and information handling does enable the 

combination of the multimodal images into some single representation of the patient. Two such 

applications o f image combination have evolved and now dominate. Firstly, we have the 

interpretation o f functional images o f relatively low spatial resolution (e.g., ECT) with the aid 

o f anatomical images o f higher resolution (e.g., CT and MR). Secondly, we have the 

combination o f complementary types o f information from these different higher resolution 

images for planning and guidance o f surgery and radiotherapy.

In this paper we will be reviewing, for one thing, techniques used to combine anatomical 

modalities. Typical examples are found in planning, for example, a patient undergoes imaging 

from some combination o f anatomical modalities so as to incorporate any available information 

regarding the pathology and surrounding anatomy. We will seek to automate the combination 

o f these data sets by the standard principle o f relating the various features across the two (or 

more) image data sets, and transforming them into a common coordinate frame.

This paper also intends to address some interpretation of functional images using anatomical 

images as an aid. Specifically, we would attempt to automise the evaluation o f ECT data on the 

basis o f MR data segmented into functional regions, which are perhaps classifiable using an 

atlas. The segmentation techniques necessary will be applied to the MR data so as to enable the 

redistribution o f the ECT data accordingly through image restoration and/or partial volume 

correction. The initial segmentation is also expected to be an initial aid to making the 

automised registration process both accurate and robust.

Before considering any existing approaches, we are required to familiarise ourselves with the 

characteristics o f each imaging modality. This then, is covered first.
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2 Characteristics of the Imaging Modalities

It is almost without exception that new imaging techniques came to be regarded as 

complementary and, therefore, in addition to rather than a replacement for the existing ones. 

Different imaging methods are based on the physical interactions o f energy with biological 

matter, and as such provide indicators o f different physical properties o f these biological 

structures. Fortunately then, any two types o f tissue that are similar in one physical property 

may well differ widely in another. It does, o f course, become necessary to interpret what these 

physical properties may reflect in terms of normal tissue function or abnormal pathology, and 

for some o f the new imaging modalities these matters are by no means completely resolved. 

And it is exactly these properties that, in conjunction with a particular modality, determine the 

nature o f the resulting composite image.

In this chapter, we will begin by introducing some notion of image quality before discussing 

how these physical factors influence this concept for each of our chosen candidate modalities.

2.1 Some Notion of Quality

Image quality and clarity are general terms used to refer to the degree o f visibility o f relevant 

information in an image. Although these terms are rather vague, many physicists work on 

mathematical models o f the imaging process which attempt to combine more specific image 

attributes, (i.e., resolution, contrast, and noise), into a single image metric appropriate for a 

specific imaging task (such as feature extraction, classification, activity or size quantification). 

The image metric is typically some sort o f signal-to-noise ratio (SNR).

But often the only meaningful characterisation is in terms of how well the image fulfills its 

intended purpose. What, for example, does the clinician make of the image? However, it is 

useful to classify the effects o f noise as and where it arises so as to begin efforts at surpressing 

its influence.

We begin this here, though only so as to set the context for some o f the terminology that will 

arise during our discussion. Specifically, we state first that the errors eventually manifesting 

themselves as noise are o f two types: systematic and random.

In the context o f radiographic imaging, systematic errors that may result in noise include

geometric distortion, miscalibration or non-linearity o f the detector, errors due to sampling a

continuous image into a discrete set o f pixels or quantising an analogue signal into a limited

number o f digital levels, computation errors when an image is reconstructed from indirect data

(as in computed tomography), and even uninteresting features o f the object itself. Examples o f
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random errors include film grain noise, photon noise, electronic noise, and noise due to 

scattered radiation.

It is random noise that causes the greatest degradation of image quality in radiography, a result 

mostly o f photon noise in x-ray and nuclear medicine techniques. This is the predominant 

source o f noise in these images because the allowable dose o f radiation to the patient severely 

limits the number o f photons that can be used to form an image, whilst the magnitude o f this 

random element remains almost constant.

(A full discussion of the effects o f noise and attenuation on the image acquisition process are 

fairly specific to the modality being used, and these, when considered to be o f potential 

influence, are discussed specific to each modality in the sections below.)

Appropriately or otherwise, some of the discussions below will eventually merit image quality 

with some respect to image resolution. With this in mind, the images that we will encounter 

demonstrate macroscopic structure, or indeed activity, with spatial scales o f approximately 

1mm being described as a ‘good’ resolution. This, despite some scintigraphic techniques being 

o f around 20mm resolution.

Finally, Display Contrast is known to vary with the means used to capture and display the 

latent image information. For filmed images, the displayed contrast will depend on physical 

characteristics, such as the relationship between optical density and film exposure. For 

computer displays, the displayed contrast will depend on the type o f greyscale or colourscale 

used to transform the counts in each pixel to luminance on the display monitor.

2.2 Traditional (X-Ray) Imaging Techniques; Projection 

Radiography

Perhaps the simplest and earliest form of imaging is that o f projection radiography. Here, the 

patient is positioned between an x-ray source and x-ray film such that the three-dimensional 

(3D) structure o f the patient is projected  down to a two-dimensional (2D) form captured on the 

film. That is, the image is a representation o f the attenuating properties for all matter along the 

paths o f the x-rays; a 2D projection o f the 3D distribution of the x-ray attenuating properties of 

tissue.

The data set can be adequately modelled; the reason for doing so becoming apparent below. A 

number o f idealisations are naturally made in order to obtain this ‘traceable’ mathematical
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description o f the process. For example, x-rays emerge from a source in (more or less) all 

directions, yet the point source is treated as a monoenergenetic point source; attenuation 

processes in the patient’s body include those due to [photoelectric and] Compton scattering, 

which is duly neglected in the representation for reasons o f complexity. The degree o f  

complexity is reaffirmed further as even the detector will blur the image.

Regardless, remaining parameterisation enables us to adequately determine the data set given 

the object body, described by a total attenuation coefficient, //(r), (where r is a vector denoting 

position in the body), from the set o f ID projections.

But, this does not enable us to determine the full 3D structure o f the body, as inferred by //(r), 

instead only providing the model that may serve as the basis to enable this. Indeed, this is the 

problem known in Radiographic Imaging as the Inverse problem. That is, given the data 

produced by some imaging system viewing a specific object as described by (//(r )), determine 

the structure o f the object that produced it.

We see, therefore, that to solve this problem such that it determines full 3D structure o f the 

body, we require further projections, each o f which can be represented as an extension to the 

model just described. We refer specifically to Tomographic Imaging techniques.

2.3 X-Ray Transmission Computed Tomography (CT)

It was only in the 1970s that the medical world was introduced to the imaging technique known 

as X-Ray Computed Tomography. The then novel technique was made possible as a result o f  

increased computer capabilities. It eliminated the need for various radiological examinations 

that were often unpleasant and hazardous for patients, and frequently difficult for physicians to 

interpret. Lesions could now be readily identified on the internal anatomy o f the body. 

Moreover, its success provoked further research into other imaging methods using the same 

basic mathematical and computational techniques for image reconstruction.

In accordance with the other modalities to be covered, x-ray CT bases its structure modelling 

on single projection scans. The technique takes advantage o f the aforementioned fact that when 

a highly focused beam o f x-rays passes through a body the beam is affected in a quite 

predictable manner according to the relative density o f the tissue through which it has passed. 

That is, x-ray images enable certain, quite definitive, anatomical features to become 

immediately apparent. In the most obvious o f possible examples, bone, shows up as a light 

structure because it shows stronger attenuation to the x-ray beam than any surrounding soft 

tissue. Subsequently, the film receives less exposure in the shadow of bone.
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More formally, the various types o f structure have inherently associated with them some linear 

attenuation coejficient for the given energy spectrum of a typical diagnostic x-ray beam. Using 

Beer’s expression for the attenuation of the primary beam, we may delineate certain structures 

by their resulting contrast.

So what was really unique to the development o f x-ray CT was the adoption o f computational 

techniques to process the vast amount o f information attained from the imaging at all required 

angles and planes necessary to produce the actual images. Without the availability o f powerful 

computers this would not have been possible. Hence our prelude into computed tomography 

has introduced us to the notion of image reconstruction.

(A discussion of image reconstruction is quite out o f the scope o f this report, despite it 

underpinning the tomographic imaging techniques.)

2.3.1 CT Image Acquisition

In this system, an x-ray source is collimated to a single beam that passes through the body of  

interest and is detected by a collimated detector in its alignment. Multiple projections (at say 1° 

intervals) are taken such that the beam passes through [a full] 180°, thereby producing a data 

set that enables the reconstruction of the body’s entire 3D structure.

Because the detector yields only a single number at each fixed position o f the source-detector 

assembly, there is a very low probability o f scattered radiation reaching the detector. This 

single number is referred to as a ID projection o f the 2D slice being imaged. Hence, the full 

data set consists o f many different ID projections, each taken at a different projection angle. 

The inverse problem, therefore, becomes that o f reconstructing //(r) from this set o f  

projections.

A vital difference is offered in the use o f the angular scan. Normally ‘transaxial’ (or 

transverse-section) scanning is employed. An alternative is referred to as longitudinal 

tomography, which uses ‘limited angle’ scanning, in the respect that scans travel less than 

180°. (This terminology is appropriate for all the tomographic techniques discussed here.)

The resulting CT image shows some slice (of usually a few millimeters thick) o f the body as 

radiographed by passing x-rays through it perpendicular to its plane (in the case o f transaxial 

scanning). Thereby you might imagine the result as being similar, in effect, to slicing through a 

section of the body with a knife and looking at the cut surface.
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2.3.2 CT’s Image Artifacts

Some partial volume artifacts occur as projections in one direction may be slightly different 

from a projection taken along the same path but in the opposite direction. This is due to the x- 

ray beam diverging in a direction perpendicular to the slice. These inconsistencies can be 

compensated for by combining data from opposite directions.

A related partial volume artifact arises solely as a result o f anatomical structures not 

intersecting the section at right-angles. For example, a long, thin voxel could easily have one 

end contained in bone, whilst the other is contained in soft-tissue. This could result in the 

overall voxel value being compromised so as to be a misrepresentation o f any real tissue or 

bone.

Additionally, x-ray films usually only allow contrasts o f the order o f 2% to be seen easily, 

whereas CT techniques approach 1%. So, for example, a 1cm thick rib or a 1cm diameter air- 

filled trachea can only be visualised using CT.

We are, o f course, interested in knowing the details o f its limitations such that these may then 

be addressed. For example, the blood in the blood vessels and other soft-tissue details, such as 

that o f heart anatomy, cannot be seen on a conventional radiograph. To make blood vessels 

visible requires the adding into the blood of some contrast medium. This temporarily increases 

the linear attenuation coefficient of the fluid medium just to a point at which some contrast is 

visible. (This is, in fact, an example o f CT imaging being used to portray physiological 

information, albeit to a limited extent.)

2.3.3 CT’s Role in Planning

The success o f radiotherapy depends on the identification of the exact location and limits of, 

say, a tumour. The normal organs that surround a tumour necessarily place a limit on the 

radiation dose that can be safely administered. A need, therefore, o f our modality is to be able 

to accurately segment such structure.

CT has been shown to delineate extravesical extension o f bladder tumours [57], and 

extracapsular spread o f bronchial tumours [6]. Further, CT is not only ideal for planning 

radiotherapy treatment due to being able to provide detailed visualisation o f the tumour and its 

adjacent organs, but also for depicting the body contours necessitated by dosimetry.

The use o f CT for radiotherapy planning is, however, dependent on the anatomical site o f the 

tumour. CT is o f most value where treatment is given to a small volume, such that it is a greater 

precision that is required. This, o f course, is enabled for by its good resolution.
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2.3.4 Concluding Remarks

Computed Tomography is the most widely applied 3D medical imaging modality. It is of 

particular importance in multimodal image registration, acting as a high quality anatomical 

frame o f reference for functional brain images.

It is an inexpensive technique that provides for a high-spatial resolution (wO.Smm). 

Furthermore, such quality o f resolution has since been obtainable within a few minutes. ‘Spiral 

Volumetric CT’ [66] can produce such fast head scans with a resolution of 1mm in all spatial 

dimensions. The result o f the increased spatial sampling rate enables high quality volumetric 

visualisation and morphometry.

2.4 Emission Computed Tomography (ECT)

ECT techniques allow the imaging, and subsequent monitoring, o f blood flow, neural activity, 

glucose metabolism and other biological processes that may not be apparent using tomographic 

imaging techniques.

ECT is usually considered as the two separate modalities o f positron emission tomography 

(PET) and single-photon emission computed tomography (SPECT). In their implementation, 

and in accordance to their being tomographical techniques, these methods can be classified into 

two general types:

• ‘limited angle’ (or longitudal) ECT, where photons are detected within a limited angular 

range from several sections o f the body simultaneously.

• ‘transaxial’ (or transverse-section) ECT, where the detectors move around, or, indeed, 

completely encompass the body to achieve complete 360° angular sampling o f  photons from 

single (or multiple) sections o f the body.

ECT images physiological and metabolic processes, which is quite complementary to the 

information imaged by the CT technique discussed above. However, we have a much poorer 

spatial resolution (ranging from about 5mm for PET to 15-20mm for SPECT) in comparison to 

the anatomical resolution of CT (around 0.5mm).

Additionally, the radiation dose associated with the ECT techniques is distributed throughout 

much o f the body for the effective life-time of the radiopharmaceutical, whereas CT has the 

advantage o f limiting the dose to the duration o f the x-ray exposure, and o f course, to the 

section o f the body irradiated (corresponding solely to our region o f interest). Hence, if
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identical radiation doses were given to a patient, the photon utilisation in ECT is typically 10^ 

times lower when compared with CT.

The advantage o f ECT over planar scintigraphy is simply described in its improved imaging 

qualities: improved contrast between regions o f different function; better spatial localisation; 

improved detection o f abnormal function; and greatly improved quantification.

2.4.1 Positron Emission Tomography (PET)

Positron emission tomography is a technique for mapping the distribution o f a radiographic 

tracer. PET makes use o f radioisotopes such as ^^Ga, where two gamma rays, each o f 51 IkeV, 

are emitted simultaneously when the positron from the nuclear disintegration annihilates.

It was the first major technique to adopt the tomographic techniques developed around CT. 

Previously, workers had been using autoradiography to study such things as blood flow, organ 

metabolism, the chemical structure o f molecules, and specific chemical reactions in laboratory 

animals, and were then beginning to consider the possibility o f performing similar 

autoradiographic measurements in humans. Their techniques were evasive and quite terminal in 

the sense that where a radioactively labelled compound is injected and the experiment 

performed, the organ o f interest must be removed for study at the ultimate expense o f its 

owner. The organ is then carefully sectioned and the individual slices are laid on a piece o f x- 

ray film sensitive to the radioactivity. The film shows the distribution of the radioactivity taken 

up by each slice o f tissue during the experiment. We are then left with important information 

about the specific functions o f the no longer functioning organ. That is, then, quite an obvious 

disadvantage o f the technique.

Hence, the major advantage o f the new method envisioned was that it would render the 

physical removal o f the organ of interest unnecessary. Instead, an image o f the organ would be 

reconstructed ‘electronically.’ In other words, and as CT had shown by reconstructing the 

density and, hence, the anatomy of an organ by passing x-rays through it, they could also 

reconstruct the distribution of a previously administered radioisotope in any desired section o f  

the body by recording its emissions. With this realisation was bom the whole idea o f 

autoradiography o f living human subjects.

This technique o f in vivo autoradiography relied on the choice o f radioisotopes for its 

development. Through experimentation, it was the radioisotopes o f carbon, nitrogen, oxygen, 

and fluorine that were selected. These emit positrons, which in turn can rapidly emit gamma 

radiation that may be sensed and imaged outside o f the head. Positrons, therefore, and the use 

of tomography gave rise to the name positron emission tomography, or PET.
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2.4.1.1 PET Image Acquisition

The PET modality is based on the principal o f annihilation coincidence detection (ACD). The 

radioactive nuclei in the tracer used emit energetic positrons (antielectrons). These positrons 

travel only a short distance (=  1mm) before being brought to rest at a point o f annihilation with 

an electron, the effect o f which produces two gamma rays. The two gamma rays are emitted in 

approximately opposite directions, and their detection within the plane defines a line along 

which the annihilation event, or coincidence event, must have occurred. Two detectors are 

therefore used to reference these events such that a full 3D model may be produced.

The scheme is not without its problems. For example, only some o f the gamma ray pairs are 

detected in coincidence events, and thereby contributing to the formation of the image. And 

noise is always present. Hence, such a system is designed with efforts made to maximise the 

collection o f true coincidence counts, whilst minimising the number o f accidentals, (or 

randoms), and the additional effect o f scatter events.

Strategies employed toward such an end-goal would typically involve many play-offs. For 

example, sensitivity may be improved, paid for by an increased slice width and poor scatter 

rejection properties. Also, efforts are made at ‘gating’ accidental coincidences, such that the 

detectors may shut out a potential pair’s partner if  it arrives after a certain time limit.

Reducing the scatter-event distribution is more difficult. Usually the only in-road is provided 

by software solutions; the software scatter correction being performed during image 

reconstruction.

Finally, the gamma attenuation factor for the body, (dependent on the distribution //(r)), is 

generally unknown, and therefore causes difficulties in solving the inverse problem; which here 

is that o f recovering the full activity distribution from the coincidence count rates for all 

detector pairs.

2.4.1.2 Resolution of PET

As with the other modalities, PET’s resolution is limited by its physical imaging 

characteristics. For example, a positron has only a limited range in tissue. This, and the slight 

deviation o f the angle between the two photons fi*om the 180°, sets the physical limit o f the 

obtainable spatial resolution to one which is characteristically poor. But many improvements 

have been made, as it was only ten years ago when PET produced blurred images with a 

resolution measured in centimeters.
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To further compound this, more than half-an-hour’s worth o f recording was required to produce 

an image; bursts o f activity at different times during this period were inseparably merged.

The resolution of PET images remains better than SPECT (see below), but considerably poorer 

than the resolution o f MR images. It is the advent o f low-cost PET systems and the use o f  

radioisotopes from generators or off-site cyclotrons should increase the importance o f this 

technique in nuclear medicine. Typically, PET resolution is now down to millimeters 

(approximately 6mm) and tens o f seconds.

As alternatives for imaging metabolism go, it is Functional-MRI that could improve upon this 

resolution, while eventually, MEG-EEG machines will further aid interpretation (temporally, at 

least), offering a millisecond by millisecond picture o f brain activation.

2.4.2 Single Positron Emission Computed Tomography (SPECT)

Single Positron Emission Computed Tomography (SPECT) is also a technique for mapping the 

distribution of a radioactive tracer in nuclear medicine. However, in contrast to PET, ea,ch 

radioactive disintegration results in the emission of a single gamma-ray photon. SPECT, 

therefore, involves the use o f radioisotopes such as 99Tcm where a single gamma ray is 

emitted per nuclear disintegration.

These emissions are detected by only a single gamma camera coupled to a collimator, 

providing a set o f 2D images consisting o f multiple profiles, each profile representing a ID 

projection o f the radioactivity in a single slice o f the patient. That is to say, the system has, 

again, come to be because o f the development o f the original tomographic techniques.

SPECT provides for images with improved contrast when compared with planar imaging, albeit 

normally at the expense o f spatial resolution. As would be usual, there is a compromise to be 

had between resolution and total image counts detected at the gamma camera. But, regardless 

of this, SPECT offers the clarity o f information usually missing from planar scintigraphy.

2.4.2.1 Optimising Image Acquisition (for SPECT)

Obviously there exists the basic requirements such as gamma camera stability, which directly 

influences uniformity and spatial linearity. Camera gantry and patient couch are equally 

important, having hindered the development o f SPECT until recently when more reliable 

systems have since become available.

Aside from the basic hardware requirements, further improvements can be gained using a

computerised processing system incorporating some special-purpose SPECT software.
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Together these: cater for quality control; facilitate the reconstruction algorithms; and 

incorporate the necessary image processing and image display facilities.

In summary, such a system depends on the following as its most important acquisition 

parameters/variables [121]:

choice o f collimator

radius o f rotation (as in its direct effect with regard to attenuation) 

choice o f energy window (position and width) 

number o f acquired views (of regard to processing requirements) 

acquisition matrix size (of most importance to final image resolution) 

angular range o f acquisition (required to enable imaging o f the full 3D structure) 

pixel size or image size

time per view (with regard to, among other things, function discrim inability) 

administered activity levels (a direct play-off regarding final SNR and patient care)

For the detection o f low-contrast variations (toward the distinguishable limit) in 

radiopharmaceutical distributions, it is currently the technique o f choice.

2.4.3 Quality Control in Emission Computed Tomography

In addition to the brief discussion given on image quality and its terminology, a commonly 

adopted measurement in nuclear medicine is derived from the resolving power o f two point 

sources o f the isotope to be imaged. This is achieved through experimentation: the two sources 

are moved towards each other and the separation at which they are no longer distinguishable is 

recorded. The images will blur completely at a separation approximately equal to the full-width 

at half maximum (FWHM) o f the image point. Thereby, we have a measure o f quality used in 

nuclear medicine; when the number is specified as a single number, that number is usually the 

FWHM of the point source image.

In general, some accepted figures are the following: collimator resolution is typically 0.8 to 

2.5cm FWHM in a patient and worsens with increased distance from the source; a gamma 

camera’s intrinsic resolution is between 0.3 and 0.5mm FWHM.

With regard to contrast, for all lesion sizes, we have some reduction due to scatter in the patient 

(and other materials). The resulting scatter ‘tails’ on the point-spread function o f the camera 

give rise to a broad, uniform (almost flat) scatter background which is added to the image o f
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primary (i.e., unscattered) photons. This is perhaps the most significant source o f contrast 

reduction in nuclear medicine.

Image noise is the degree o f variation of pixel values caused by the statistical nature o f the 

radioactive decay and detection processes. Even if we acquire an image o f a uniform source on 

an ideal gamma camera with perfect efficiency, the number o f counts detected in all pixels o f  

the image will not be the same. The counting noise in nuclear medicine is described by a 

Poisson distribution. Therefore, the pixel noise variance is equal to the mean number o f counts 

expected in a given region o f the image, (The standard deviation is the square-root o f the 

variance.)

In the presence o f a lesion, the SNR is a measure o f how far (in units o f standard deviation of  

noise) the lesion protrudes beyond the average background level. In terms o f figures, a lesion 

SNR of around two (FWHM) becomes just discriminable, at three becoming easily detectable.

Attenuation is here the loss o f the photons that are emitted from the decay process in the object 

of interest. This can occur as a result o f photoelectric absorption in the patient, or by scatter 

through an angle sufficiently large so as to deviate away from the straight-line trajectory 

required for detection by the collimator.

Regarding the resulting image quality, our main problem stems from the effect’s inconsistency 

across the image plane as is described by the line-spread function (LSF). In SPECT, for 

example, the resulting artifacts include ‘breast shadows’ on myocardial perfusion studies, 

‘bowl-shaped’ reconstructions o f uniform sources.

In general, attenuation also degrades our ability to obtain accurate quantitative information 

from nuclear medicine images. However, knowledge of the LSF does allow us to model the 

process o f data degeneration and then make the necessary in-roads toward correcting this.

Finally, as a result o f using a potentially dangerous source, and whilst minimising patient 

discomfort, the use o f nuclear medicine as an medical imaging modality requires a good 

understanding o f the various physical factors influencing its application such that the many 

necessary play-offs are suitably governed. These factors can include:

•  detailed characteristics o f the isotope being used.

•  photon and charged-particle interactions in the patient and in the components o f the 

detector.

• operating principals o f the various detectors used for nuclear medicine studies and 

for ensuring radiation safety.
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2.5 (Nuclear) Magnetic Resonance Imaging (MR)

After the nuclear medicine techniques, nuclear magnetic resonance imaging, or MR, was the 

next major method to follow x-ray CT. And it is MR that has since established itself as one o f 

the most effective o f all the in vivo o f imaging methods.

The method, like ECT, is based on a technique for understanding the detailed chemical 

structure o f molecules. MR exploits the fact that many atoms in the presence o f a magnetic 

field behave like little bar magnets or compass needles. Therefore, through the skillftil 

manipulation of the atoms in the magnetic field, we are able to line up the atoms just as the 

needle o f a compass lines up in the earth’s magnetic field. When radio-wave pulses are applied 

to a sample whose atoms have been so aligned, the sample emits detectable radio signals that 

are characteristic o f the number o f particular atoms present and of their chemical environment. 

Specifically, MR uses the magnetism of the hydrogen nucleus, the proton. Workers chose to 

reconstruct images using the emission o f radio signals from protons because o f this particle’s 

abundance in the human body and its good magnetic properties.

Common with CT techniques, MR can provide three-dimensional image data sets that allow for 

accurate anatomical displays, although the quality o f the images is only similar to that 

produced by the early CT scanners («0.5mm spatial resolution). There the similarity effectively 

ends, as the resulting images o f organ anatomy far surpassed in detail those produced by x-ray 

CT, as MR images contain more potential information about the chemistry and metabolism of  

organs than CT images do; in standard CT, the data set always presents simply the density of 

the analysed volume. However, the major improvement over CT is the excellent soft tissue 

contrast that provides a high quality frame o f reference to which functional brain images may 

be related.

MR imaging demands a much more complex understanding o f the underlying principles 

introduced that we have introduced above and will discuss further below. Given such an 

understanding, MR images have been appropriately processed and subsequently used to 

illustrate the capabilities o f rendering and reconstruction techniques o f a 3D volume set. The 

images so produced are already o f invaluable benefit to the clinical evaluation o f patients, but it 

is current research that indicates how likely we are to see yet more illuminating information 

from this modality.

For example. Magnetic Resonance Spectroscopic Imaging (MRSI) measures the 3D spatial 

density o f biochemical compounds, thus enabling the imaging o f functional information. The 

spatial resolution is «10mm, while the temporal resolution is low. Thus, MRSI like PET, will 

be able to image the brain’s changing blood flow during sensory stimulation and cognitive
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operations [34]. Enabling this involves using labelled tracers to facilitate measurements of 

blood flow and water diffusion. For example, MRSI also allows tissue energy metabolism 

to be monitored non-invasively.

2.5.1 MR Image Acquisition

Any atomic nucleus that consists o f an odd number of protons and neutrons may be 

characterised by its angular momentum, or spin, when subjected to a magnetic field. As such, 

the spin induces a circular current and an associated magnetic momentum.

Hence protons in a magnetic field have a microscopic magnetisation and act like tiny spinning 

gyroscopes. Subjected to an external field, they lose their alignment and ‘wobble’ as they spin. 

The rate and direction in which they wobble is determined by the strength o f the applied 

magnetic field. When this field is removed, the protons will return to their original alignment. 

During this relaxation process, the spin describes a movement having a characteristic 

frequency, the Lamor Frequency. This is itself dependent on the strength of the external field, 

that is then pulsed by the MR scanner.

The acquisition process obtains MR images as a function o f proton spin density and the two 

relaxation times (T1 and T2) that represent the return of the depolarized protons from their 

higher energy state to their state o f magnetised equilibrium (their lower energy state). This 

occurs in the direction of, and perpendicular to, the constant magnetic field, where the times 

taken to return to this alignment are described by the time constants T1 (longitudinal 

relaxation) and T2 (transversal relaxation) respectively.

The spin-echo sequence involves the initial application of a 90° pulse so as to tip the principle 

spinning axis into its processional frequency, followed by the application o f a 180° pulse to 

turn the magnetic momentum back to its equilibrium. The resulting echo - emitted in the form 

of radio photons - is a signal that represents either T1 or T2 (dependent on the frequency and 

repetition times) and characterises the spin density for each volume element captured in the 

scanning procedure.

Instead o f the effects o f a CT scan, which results in a map of electron density (related, in the 

main, to physical density), MR proton images provide information relating specifically to 

proton density. Additionally, it also gives the freedom to allow hydrogen-containing molecules 

to rotate, and registers the proportion of water contained in different body-fluid compartments. 

Thereby, the appropriate manipulation of the pulse sequence enables us to contrast the different
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anatomical structures, and to vary this contrast allowing measurements o f tissues relaxation 

times and water diffusion components to be obtained.

The acquisition o f a set o f image planes, which may or may not be contiguous, is again the 

most common method o f acquiring volume data in MR. A significant advantage that MR holds 

over x-ray CT measurements is that these sets o f slices can be obtained at any orientation 

through the body. Also to its advantage is the overall faster volume data acquisition time, as CT 

scanners are hindered by the necessary sequential ordering o f each individual scan.

It is worth noting that in both the SPECT and PET techniques, data are often gathered from the 

whole volume o f interest. Although in SPECT the planes o f interest are normally reconstructed 

in turn, in PET the whole volume is reassembled as a three-dimensional reconstruction. We 

make this comparison as in MR it is also possible to obtain three-dimensional information 

directly, and to perform a three-dimensional reconstruction using, say, the three-dimensional 

Fourier-transform method.

2.5.2 MR Image Artifacts

In projection reconstruction, for example, effects such as narrow-band noise results in bad data 

points in the individual projections. These will propagate into the final image, shown as streaks 

in the direction o f the projections. In addition, misalignment may result in central and ring 

artifacts. A common example is Gibb’s ringing occurring at - or at least near to - high contrast 

interfaces in the image; image regions that are, in fact, fundamental to later image processing 

successes.

In spin-warp or two-dimensional Fourier-transform imaging, major artifacts arise as a result o f  

blood flow and respiratory motion.

In the first instance, flowing blood is capable o f transporting excited magnetism out o f the 

image plane resulting in it showing too high a contrast with respect to any surrounding tissue. 

This, o f course, provides for the means o f assessing blood flow. However, the incorrect phase 

information that results from moving blood acquiring a different phaseshift in comparison to 

surrounding tissue, results in its signal being wrongly positioned.

Respiratory motion also results in misplaced signals in the phase-encoding direction. Methods 

such as signal averaging are used in an attempt to minimise the effect. Otherwise, if  fast 

imaging sequences can be used, it is possible to perform several acquisitions during a breath- 

holding period. Alternatively, respiratory triggering has been shown as an effective ‘in-step’ 

acquisition technique.
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We additionally have factors such as chemical-shift effects that give rise to blurring. Careful 

selection of the sampling frequency and bandwidth used in the analogue-to-digital converter 

(ADC) must be done so as to prevent information external to the projection aliasing itself into 

this projection. The chemical-shift artifact appears most commonly where fat and water occupy 

the same location. As their protons are in different chemical environments they resonate at 

slightly different frequencies. Hence, when a frequency is used to define position, these water 

and fat protons appear somewhat displaced from one another; an effect that is further 

pronounced in proportion to increased magnetic field strength. This particular phenomenon is 

common, for instance, around the bladder, or at interfaces between muscle and fat. And the 

artifact is itself only reducible through chemical-shift imaging to separate these water and fat 

components.

Finally we have local distortions, and a reduction in overall signal intensity that can result from 

metallic items and magnetisation in the body; or indeed, from static magnetic field 

inhomogeneity, arising from imperfections in the magnet. In the former, wrap-round and out- 

of-plane or out-of-image information can result in signals from outside o f the current region of 

interest being aliased back into the scene [79]. And in the latter, there is some multiplicative 

signal non-uniformity introduced by the head coils. Hence, the MR signal from, say, pure tissue 

is not a fixed value across or even within slices. Necessarily then, the measurement and 

uniformity o f such signals are essential elements for gauging signals from unknown voxels in, 

for example, segmentation schemes (see section 5.1).

To address this, machine dependent parameters are often determined to model and then account 

for this distortion. Desoto et al. [25] developed one such model capable o f minimising 

distortions due to machine imperfections, though their scheme fails to account for any 

magnetisation held by the patient. Although Chang and Fitzpatrick have addressed exactly this 

point [21].

Perhaps we are now convinced of how the numerous artifacts and sheer complexity o f the 

acquisition process requires that the physics o f MR imaging be understood before attempts are 

made at manipulating these images with any degree o f confidence.
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2.6 Electroencephalography (EEC) - Electrical Recordings of 

the Brain

We have seen how techniques like PET and MR can tell us about where activity is occurring in 

the brain. They are even able to do this while the brain performs various tasks. But we are 

unable to accurately decipher the duration of activity in the active areas and their exact 

sequence o f activation. We lack both qualitative and quantitative temporal information.

For example, neurons communicate in only milliseconds, but it requires about 40 seconds to 

obtain the data necessary to construct a PET image o f the blood flow in the brain. Hence, 

although o f extreme importance, this technique cannot capture the essence o f such fast 

neuronal activity. This is true also o f MR imaging, despite acquisition rates faster than those o f  

PET.

It is through the evasive study of animals that neuroscientists first measured the electrical 

activity o f neurons in efforts made at mapping the visual and other sensory systems. The 

researcher can do this by simply using an electrode to detect any cell that is firing rapidly in 

response to some visual or audible stimuli that has been presented to the animal. And so the 

technique provides the basis for accurate studies o f how different neurons are affected by a 

psychological condition.

Improved sensor technology made it also possible to record electrical activity from the scalps 

of human subjects at a (necessary) distance from the neurons generating the activity. This 

method has been commonly used in clinical practice for the last 50 years under the name 

electroencephalography, or EEG. Thereby, EEG can be used to track the course o f mental 

processing following a stimulus in much the same way as for the close probing o f individual 

cells. If many trials are averaged together, only the electrical activity that is produced by the 

stimulus remains, as random noise is, in effect, cancelled. This electrical activity produced by 

the stimulus is the so called, ‘event-related potential.’

However, efforts made at using this technique for mapping brain activity are seriously hindered 

by their inability to accurately isolate the ‘electrical generators’ - i.e., the multiple assemblies 

located in different parts o f the brain. This is the so-called ‘inverse’ reconstruction problem of  

deriving a brain source image from the surface map, a single 2D projection o f the source 

current density distribution in the interia o f the brain. Although some progress has been made 

in solving the technical aspects o f this problem, electrical techniques fall short o f the ability of 

PET and MR to describe the functional anatomy underlying the activity they record.
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Nonetheless, these event-related potentials are proving to be o f worth in efforts to link such 

mental operations as provided by stimuli to brain systems, in addition to the benefits gained 

with respect to the enhanced temporal picture. This because despite the poor spatial resolution 

(«10mm), the temporal resolution is excellent (<10mm). Furthermore, EEG is inexpensive and 

non-invasive.

It is the incorporation o f such temporal studies that may literally add a further dimension to our 

imaging capabilities. The functional information inherent in PET scans localised with respect to 

the spatial resolution available from MR imaging, may be included with this temporal 

information, and thus may offer the potential for real in vivo imaging of the ‘mind.’ PET and 

MR can be applied to show the functional anatomy of the brain in some detail, and the 

electrical techniques can be used to show the temporal sequence o f information processing 

within that anatomy. Together they may thus provide a picture o f the changing locations o f the 

brain activity as people perform psychological tasks such as reading or listening.

2.7 Magnetoencephalography (MEG) - Magnetic Recordings 

of the Brain

Magnetoencephalography is very similar to EEG. It differs in that MEG measures a magnetic 

field produced by the same brain events captured by MEG at the scalp. This is done instead 

using superconducting magnetometers as opposed to electrodes. By this means, the same 

source current density distribution is derived.

The advantage offered by MEG over EEG is its slight improvement in spatial resolution. Its 

main disadvantage is its large increase in cost. The temporal resolution remains approximately 

the same as EEG.

2.8 Concluding our Review of the Imaging Modalities

We have now seen that it is possible to produce medical images at various levels o f spatial 

resolution describing various anatomical and pathological entities. We see too, therefore, that 

built into the measured image are all the characteristics and imaging imperfections o f the 

specific modality in question. Such degradations introduced in the acquisition process are 

inherently subtle and, consequently, difficult to formulate and remove. For example, a SPECT 

tomogram taken through a small point source will produce an image whose width is much
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larger than the source. Thereby we can immediately acknowledge how degradations are all too 

synomonous with the eventual loss o f resolution.

Considerable theoretical and empirical effort has been invested in attempts to describe properly 

the physical processes o f image formation. Accordingly, techniques have evolved to counteract 

known deficiencies. As such, we look to address the various modalities, and their relative 

strengths and weaknesses, so that some fusion scheme may sensibly pick-and-match in a 

manner suitable to chosen applications.

As becomes apparent later in this report, it is not only the visualisation o f the images that is 

dependent on the notion o f image quality. Additionally, it is the quality o f the registration that 

strongly influences the final volume visualisation scheme. Precision becomes o f fundamental 

importance to diagnostic radiology, especially so o f the more specialist disciplines of 

stereotactic neurosurgery and stereotactic radiosurgery.
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3 Approaches to Image Registration

Image Registration, or simply stated, finding the correspondence between two (or more) 

images, underpins the initial problem o f fusing possibly disparate image data sets. Images from 

different modalities can be [profitably] combined only if they are well matched. The method 

employs a geometric transformation on an image to form a correspondence with another image 

o f the same scene that has been viewed - in the extreme - from another perspective.

Once the registration transformation has been determined, the coordinates o f all 

[corresponding] points in the objects seen in both images are mapped together, or at least 

approximately together, such that the mapping qualifies as a registration.

Additionally, the registration may be performed locally to enable the coordinates o f a part o f a 

common object seen in one image to be transformed into the coordinate system o f the other 

image.

We are in effect judging the disparity o f alignment between two images, and then transforming 

them until we judge them to be matched. It is the criteria for judging what is considered to be 

‘matched,’ and what is considered ‘unmatched,’ that determines the eventual transformation. 

Standard registration algorithms rely entirely on establishing corresponding tiepoints, or 

landmarks, in the two images. In many cases this can be a difficult task, as not every situation 

is nicely characterised by the availability o f controlled artifacts. Hence, these standard 

matching approaches can be divided into methods based on artificial marking devices 

positioned in the image {extrinsic properties), and those that use patient related image 

properties {intrinsic properties). In the latter case, where our landmarks are not known a priori, 

markers are usually established ‘by hand,’ where an ‘expert’ labels anatomy common to both 

image sets, or by using correlation techniques that may provide the basis for automating the 

registration process. Such methods look for and find corresponding features or objects in the 

images. For example, features used in image matching could be edges or ridges; objects could 

be made up of surface based definitions.

An additional category o f registration algorithms attempts to correlate voxel intensity values o f  

the entire image, such that the matching process involves some entirely global notion of ‘self- 

referencing.’ These ‘Voxel Based’ methods will be covered in detail later in this report.

As it is the approaches to image registration which will underpin and eventually determine the 

success o f our overall fusion and visualisation scheme, we will first review some of the 

standard techniques. For a more comprehensive discussion, the reader is referred to an
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excellent paper by Maurer and Fitzpatrick [85], that by van den Elsen et al. [28], and another by 

Brown [14].

3.1 A Definition of Image Registration

We define registration to be the determination o f a one-to-one mapping between the 

coordinates in one space and those in another, such that points in the two spaces that 

correspond to the same atomic point are mapped to each other [85].

We see, therefore, that its definition requires that the procedure initially knows some set o f  

corresponding points in the defined images o f some common object, or that after the 

registration these points do become apparent. Once established (we cover how later), a 

registration consists o f defining the n-dimensional relationship between two studies. Typically, 

however, the mappings, or transformations, are usually in two- or three-dimensions.

The simplest are the rigid body transformations, which are transformations in which the 

distances are preserved among all points. These forms of transformations are typically used for 

the straightforward registration tasks that compensate for different geometric imaging 

orientations o f objects that are rigid (to the resolution o f the imaging modalities, or to the 

precision required by the application). The geometric transformations, such as translation, 

rotation and scaling, are computed by minimising the differences between the related points, 

defined normally by a distance measure. Conversely, this corresponds to maximising the 

similarities between these points measured on the two sets o f images that have been recorded 

under different patient positioning and imaging conditions.

Rigid body transformations are a subset o f affine transformations. These map any straight line 

in the first image onto a straight line in the second image, whilst preserving parallelism. Such 

transformations may be derived from a rotation and a linear translation. General affine 

transformations, incorporating some geometric scaling, can correct for certain image device 

distortions. Examples include, shearing caused by a tilted gantry in x-ray CT, or distortion 

because o f coil imperfections in MR.

More contrived mappings are required to model and compensate for elastic motion of the

objects between the acquisition o f the two images. Such 'elastic mappings' use more complex

definitions, normally represented by higher order functions. They can be used to correct for

erroneous warping due to imperfections in the imaging process itself, although knowledge o f

the imager's characteristic is obviously requisite. (We see later how such knowledge can be

used, and then the extent to which this information constitutes the introduction o f ‘intelligence’
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in respect to our methods.) Normally such corrections are more appropriate to the topic of 

restoration, which covers the process o f degradation correction, and rectification; a technique 

that corrects for geometric distortion. These methods are frequently employed within MR, for 

example. The characteristics employed to allow for such correction may also require 

knowledge o f an imager’s exact specification, (for example, its Modulation Transfer Function 

(MTF)), and can include processes such as convolution to account for errors in this.

In general, the worth o f the elastic mappings came to the fore because actual clinical images are 

rarely delineated in a straightforward fashion. Of note, and as occurring in many clinical 

circumstances, some part o f some object may take part in non-rigid motion, while the 

remainder moves in a rigid fashion. An obvious example is the head. Parts o f the brain may 

move elastically; this is typical o f areas near a resection. Also, parts o f the brain move as a 

rigid, or approximately rigid, object and in conjunction with the most-defmitely rigid skull.

In such a case, only an elastic mapping will register both the components, whereas the rigid 

mapping would obviously be restricted to the structure characterised by its rigid motion. That is 

not to say that only elastic mappings can be used to register image sets o f the head. Indeed, 

rigid body transformations are more common; the trick being to keep the overall error in the 

registration process to a minimum.

The most common applications o f these mappings remains in the use o f image atlases as an aid 

to the interpretation of clinical images. Anatomical and functional regions are classifiable using 

an atlas due to the consistency o f topology shown in anatomical studies across individuals; 

though only after they have been correctly correlated. This may then involve deforming the 

atlas’s regions to fit to the current study’s regions o f interest.

3.1.1 The Terminology - A Brief word about Points, Markers and 

Landmarks

Throughout the literature, the terms ‘points,’ ‘markers,’ ‘landmarks,’ and others, are used 

interchangeably to refer to coordinate points that are corresponding, and should therefore be 

brought into alignment, thus enabling us to determine the registration solution. It is the 

derivation and use o f these points that is o f real interest, but it is important to be clear on 

terminology.

Firstly, we are able to distinguish registration methods as being based on extrinsic properties 

(artificially defined by the user), or as being based on intrinsic properties (features derived 

from characteristics o f the image alone). The exact distinction between the two approaches will
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become clearer as this discussion progresses. However, it is in this context that we refer to 

points and markers as being extrinsically defined, and landmarks as being intrinsic to an image.

Extrinsic markers are artificial landmarks that can be manually attached to the patient in 

advance o f the image acquisition process.

A wide variety o f extrinsic markers have been used to register CT, MR, PET and SPECT 

images, in addition to possible registration with physical space. A good marker therefore 

requires to be both detectable to within a high degree o f accuracy, and also across these 

different modalities. Markers are then designed with both these requirements in mind. For 

example, oil should not be used in MR images so as to avoid chemical shift, the result o f which 

being some transitional image displacement. The main advantage is their accuracy. And the 

main disadvantages include the fact that they cannot be used in retrospect, and that significant 

accuracy must often be traded for patient friendliness.

Besides their accuracy, these extrinsic point registration methods do have several other 

advantages. For one, any image modality can be registered if  a marker can be constructed that 

is detectable in its images. Hence, marker methods have the advantage that the devices used 

can be explicitly designed for ‘good’ visibility and ease o f anatomical detection in images. 

Extracting extrinsic marker’s positions from medical images is often easier than extracting 

patient related image properties because the design of the markers is optimised for automatic or 

semi-automatic detection. In comparison, the task o f determining intrinsic image points is 

difficult in different image modalities since the same points should be extracted in both images 

to be matched. Thereby difficulties arise if a marker is tagged to an anatomical structure that is 

not visible in the corresponding physiological image. This is often the case, as features 

outstanding in, say, a CT scan may be completely absent in images produced by any o f the 

other modalities. And further, registering an image to physical space can also be very difficult 

or impossible.

It was Mandava et al. [80] who originally coined the much used name ‘fiducial points’ as 

representative o f the extrinsic points used for registration, and only distinguished from ‘fiducial 

markers’ in the sense that the points are the geometric centers o f the markers [80,24]. 

Estimating the coordinates o f these centers, or ‘fiducial localization,’ can be manually 

performed or semi-automated.

Landmarks, or intrinsic features, are established from correlation measures on the two images, 

where the landmark being sought corresponds to part o f the same object in both image sets. 

These measures are affected by factors such as noise and image rotation, and thus generally
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yield less precise spatial correspondences between their markers. In addition to this, these 

feature based matching techniques have the further disadvantage in that their features must be 

defined first, which is a high-level image processing task; and one that may prove both difficult 

and erroneous. Hence the use o f low-level differential geometric features for image matching is 

attractive, but requires the careful choice o f feature measuring operators that produce 

sufficiently similar feature images when applied to multimodal images; a distinguished feature 

in one modality may be entirely absent in another. Alternatively, under the onus o f the user, 

such a ‘similarity’ may not always be immediately apparent by some visual comparison o f the 

images alone. The optimal similarity with respect to specific computer vision measures does 

not necessarily equal the ‘visual’ optimum.

The appropriateness o f certain markers above others is further discussed in respect to the 

registration techniques developed below. In fact, it can be said that these techniques have 

evolved relative to the marker schemes made available and subsequently adopted. This, of  

course, is a result o f the dependency all the registration techniques have on the identification of  

exactly corresponding points in each image; it is all very well accurately minimising some 

distance measure between two corresponding points, but only valid if these points are indeed 

corresponding. This apparently trivial statement in fact yields a quite non-trivial problem.

3.1.2 Classifying Methods of Registration

In their most general form, the current approaches to registration can be divided into two 

categories: equivalent feature registration; and voxel - or pixel; as is appropriate - based 

registration.

The reader familiar with general ‘imaging’ terms will already be able to make the distinction 

that enables this initial classification. We will however gradually become more specific, until 

we eventually describe actual implementations.

Firstly then, we outline what feature based registration entails, and how this differs to voxel 

based registration. In medical images, ‘features’ might correspond to anatomical structures, or 

they could be fiducial markers attached to the outside o f the patient prior to image acquisition. 

To give a formal definition to this seemingly all-encompassing term, features o f an image 

classically correspond to:

Some vector whose components are functions o f the initial measurement pattern 

variables or some subset o f the initial measurement pattern variables. These are
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designed so as to contain a high amount o f information relative to the discrimination 

between units o f the types o f categories in the given data set [47].

Indeed, as Bezdeck [9] points out with regard to the discriminating ability o f appropriately 

chosen features for classification purposes,

If we could chose ‘optimal’ features, clustering and classification would be trivial; on the 

other hand, we often attempt to discover the optimal features by clustering the feature 

variables! Conversely, if we could design an ‘optimal’ classifier, then the features selected 

would be immaterial.

It is worth noting here that optimal features, and indeed classifiers, are rarely derivable from 

sets o f real (i.e., natural) data.

The ‘goodness-of-fit’ measure, used as an indication of misalignment, is commonly the sum of  

square distances between the noted, corresponding features (for example, points or surfaces), 

for a given estimate o f the registration transformation. As we will learn more o f later, voxel 

values can correspond to this in the sense that their grey-scale variance is to be minimised, such 

that this, in turn, corresponds to some intuitive, yet crude, goodness-of-fit measure.

Once the individual approaches have been able to find some correspondence, they both must 

then determine the best registration transformation that relates these equivalencies. This 

registration transform may then be applied to the entire image.

The classification of the registration methods has been quite extensively defined in the 

literature. For example, Gerlot-Chiron and Bizais [41] proposed the following, somewhat 

intuitive, methodology for a generalised registration technique:

1. Extraction of features in each image.

2. Pairing o f these features.

3. Choice o f a geometric transformation and estimation of its parameters, and

4. Effectuation of this transformation.

They further classify registration methods into four categories, in which the above four steps 

are implemented differently:

1. Point methods.

2. Edge methods (i.e., curve based).

3. Moment methods (or principal axes methods), and
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4. Similarity criterion optimisation methods (or correlation methods).

Van den Elsen et al. [28] have likewise presented a classification scheme for registration 

methods:

1. Dimensionality (ID, 2D, 3D, or 4D),

2. Type of features used for registration (i.e., either intrinsic or extrinsic),

3. Domain o f the transformation (i.e., local or global),

4. Type o f transformation (rigid, affine, projective, or curved),

5. Parameter determination (search or closed form solutions), and

6. Interaction (be it wholly interactive, semi-automatic, or flilly-automatic).

Such classifications are indeed helpful. However, the distinctions are not always absolutely 

defined, which could hardly be expected given the common end-goal held by each technique. 

Some of the many techniques are discussed below after an initial introduction to some of the 

underlying mathematics.

3.2 Some of the Underlying Mathematics of Image 

Registration

We have seen our initial requirement o f the transformation; to constitute a registration that 

relates the objects in the coordinate systems o f the two images. This paper intends to 

concentrate on rigid objects. We work, therefore, with the rigid body transformation(s), which 

in 3D operates within six degrees o f freedom; corresponding to three translation parameters and 

three rotation parameters. (We must note, however, that we will ignore any additional set o f  

scaling parameters, that would correspond, therefore, to a transformation described by nine 

degrees o f freedom. These may be determined by the acquisition protocol.)

A rigid body is defined in classical mechanics as a system of mass points subject to the 

holonomie constraints that the distances between all pairs o f points remain constant throughout 

the motion. In 3D we are therefore limited to the six degrees o f freedom which are shown in 

figure 3.1 below.
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X

Figure 3.1 - The rigid body transformation, made up of three orthogonal translations (X, Y, Z), and three 
rotations about the orthogonal axes (x, y, z).

Occasions inappropriate to describing the registration transformation using the six degrees o f  

freedom o f a rigid body include:

• Using an atlas to reference an individual’s image by their registration, or

• Registering structure that does not behave ‘rigidly,’ which includes regions that may 

move periodically (e.g., the heart), and those that may change over a period o f time 

(e.g., before and after treatment).

Simply stated, generalised registration involves identifying the mapping f, such that,

f:(xi,yi,zi)->(x2,y2, Z2)

The mapping /  is generally chosen from a parametric family o f transforms. Thus, the central 

problem in registration, after extracting and pairing common features, is the choice o f this 

parametric transformation and the estimation o f its parameters. The advantage o f the 

parametric approach is that it avoids several well-known problems of interpolation, including 

occasional ‘overshoots’ due to smoothing and the arbitrary determination o f various ‘stiffness’ 

parameters.

A rigid transformation is simply made up of a translation and a rotation. A translation may be 

expressed in terms o f a three dimensional matrix. There exists many means o f expressing a 

rotation, for which it is the orthonormal matrices that are most commonly used [7]. Together 

these can be represented by,

f(x) = Ax + b equation 3.1

where jc = (x, y, z), A is the 3x3 rotation matrix, and b is the 3x1 translation vector.

As an orthogonal matrix, A is constrained by,

A^A = I, and.
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detA = 1.

where /  is the 3x3 identity matrix. (Without these constraints, equation 3.1 would represent an 

affine transformation.)

Registration techniques may also be required to match images o f different dimensions. For 

example, it may be necessary to register 2D projection images to 3D volume images. The 

projective transformations can be represented by a linear matrix transformation in the next 

higher dimension. These, by definition, act as affine transformations in that they map straight 

lines to straight lines, but they differ in the respect that they do not preserve parallelism.

It is not expected that projective transformations will be used in this work. Nor too will 

nonlinear transformations, but these are again only mentioned for completeness.

As their name suggests, nonlinear transformations map straight lines to curves. The best known 

of these are polynomial functions. Other transformations used for image matching have been 

exponential warping [12] and ‘thin-plate splines [13].’

It is some combination of nonlinear and rigid-body transformations that, at least potentially, 

enable the aforementioned registration of rigid bodies having some local deformations.

Finally, we note that in the majority o f computer graphics texts, the registration transformation 

is represented as a 4x4 matrix. This, despite both the rotation and translation being nicely 

represented in a 3x3 transform matrix T such that.

X 0̂0 5 ̂ 01 ’ ̂ 02
y - 1̂0 >̂ 11’ 1̂2 Ÿ
z _̂ 20 5 ̂ 21 ’ ̂ 22 _ z'_

where x \ y \  and z ’ are the coordinates in the original image.

The precise form of T depends on the ordering o f the translation and rotation, due to matrix 

multiplication being noncommunitive. By expressing points in homogeneous coordinates, both 

transformations may be combined into the one matrix form. As such, any arbitrary number of  

rotation, [scaling,] and translation matrices can be multiplied together. The result will always 

be o f the form:

2̂1 2̂2 2̂3^

'3l''32'330 

1
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Normally, the translation is done before the rotation, and this as represented by a 4x4 matrix, 

which, according to the literature, gives our definition for T as,

CosyCosz SinxSinyCosz + SinzCosx SinxSinz -  SinyCosxCosz 0
-S inzC osy CosxCosz -  SinxSinySinz SinxCosz + SinySinzCosx 0
Siny -  SinxCosy CosxCosy 0
T T, T 1

where x , y ,  and  z  are the rotations about the x, y, and z  axes, and Tx, Ty and Tz are the 

translations along the x, y, and z  axes respectively.

Thereby, the problem of finding T can be achieved by solving a set o f simultaneous equations 

to minimise the least squared distance, (often referred to as the T2norm’), between our defined 

point-pairs; the unknowns o f the simultaneous equations will be the parameters to the transform 

T. The problem, so defined, is one o f Singular Value Decomposition (SVD^),

The point landmarks used in a rigid body registration therefore formulate as a linear problem, 

which is then represented as a sequence o f linear equations. However, the surface fitting and 

correlation methods that are discussed below cannot be solved by such a direct technique, and 

instead require some ‘search’ to be performed throughout the potential result space until an 

optimal solution is found. These incur, therefore, the additional computational expenses 

required o f the search process, in addition to the original cost imposed on the feature extractor 

itself.

Such examples derived from registration viewed as an optimisation problem include both the 

Brent and Simplex methods. These are iterative techniques (as opposed to SVD) that seek a 

global minima in what are, effectively, the plots o f each distance against each o f the 

transformation parameters.

These approaches, among certain others, are discussed at length later in this report.

^SVD is based on a theorem of linear algebra, which states that any MxN matrix A (For M>N) can be 
written as the product of an MxN column orthogonal matrix U, the transpose of an NyJ^ diagonal matrix 
V, and an N \N  diagonal matrix W having non-negative elements. Such deformation of the transformation 
matrix reduces to a unique solution that will minimise the least squared distance [95].
This decomposition can always be done, and if the matrix A is square (as is the case here in our 
application), then U, V and W will all be square matrices of the same size. Their inverses are also trivial to 
compute: U and V are orthogonal, so their inverses are equal to their transposes; W is diagonal, so its 
inverse is simply the diagonal matrix whose elements are the reciprocals of the elements of Wj (i.e., of W). 
This approach to decoupling the translation and rotation components of the transformation matrix was 
developed by Arun et al. [3] who have used SVD for the least squares fitting of 3D point sets.

Page 112



Image Fusion

3.3 Reviewing the Approaches

3.3.1 Stereotactic Frame Systems

To some extent, the brute force approach to registration is the Stereotactic Frame System. This 

is a mechanical device commonly used for the accurate positioning o f instruments such as 

probes, electrodes, and biopsy cannulas in a three-dimensional space. This space is normally 

defined by a rigid frame screwed onto the patient’s skull, and as such, its inherent simplicity 

offers several advantages. For one, they are very accurate and reliable, being immune, for 

example, to several types o f image distortion, including geometric scaling and shearing due to 

gantry tilt.

Currently used example systems consist o f a stereotactic reference frame which provides rigid 

skull fixation using pins or screws to establish a coordinate system in physical space. In 

addition, we have some method for stereotactic image acquisition, and a system for the 

mechanical direction o f a probe or other surgical instrument to a defined intracranial target 

point. Because o f this, and in direct conjunction with the introduction o f MR imaging, 

multimodality image guided ‘stereotaxy’ has become possible [128].

In application, a base ring is attached to the patients skull, held rigid by screws. Thereby, the 

base ring is considered approximately rigid with respect to structures within the patient’s brain, 

and thereby defines the stereotactic frame coordinate system. The use o f fiducial markers 

attached to the base act as further reference points enabling the accurate location o f the vital 

structures o f interest visible in that particular modality.

However, in spite o f their apparent crudity, they are actually quite complex and remain difficult 

to master. Furthermore, it is not possible to incorporate scans acquired before the frame was 

originally applied. They are then inconvenient, and can even, on occasion, be impossible to use 

during image acquisition. They are also quite cumbersome, expensive, uncomfortable or 

painful even for the patient, and their uses limited to surgery since the fixation technique is 

invasive.

On the other hand, they work.

3.3.2 Point Methods using External Markers and Anatomical 

Landmarks

The reasons given above regarding the use o f markers defines by stereotactic frames 

appropriately restrict their use to situations where the frame itself is being used for treatment
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guidance; for example, where targets within the brain must be approached through a small hole 

in the skull or attacked by a narrow beam of radiation. In current application, it is less common 

for these techniques to be used with MR than with CT scans, and rarer still is the system’s 

support for nuclear medicine imaging, although examples are given in the literature [102,128]. 

This has all led to the development o f fiducial markers that can be attached in a less invasive 

fashion; usually directly to the patients skin, to a tight fitting mask [102], or even to a dental 

impression [54,48]. Again, this use o f external landmarks requires that scans are incorporated 

only after their application, requiring that the decision for the need o f registration be taken in 

advance o f image acquisition. Remaining too is the discomfort to the patient in the application 

of the mask or the dental impression.

Additionally, it is with the use o f extrinsic markers that can results in distortions due to 

movement o f the entire set o f markers with respect to the patient. For example, movement o f  

the impression in the patient’s mouth causes movement o f the markers relative only to the 

patient, but not relative to each other.

Ignoring the use o f the dental impression and instead looking at the cases where the markers 

must be located peripheral to the anatomy, we note also that a degree o f accuracy may be lost 

in MR scans as geometric distortion increases toward the periphery o f the field o f view.

For a detailed discussion of these techniques with regard to their application, the reader is 

referred to Hill [54], who has designed and implemented his own markers in accordance to the 

criteria cited in his work.

The careful selection of appropriate points is obviously a key factor in the success o f  

registration using intrinsic points. A main aim here being to locate equivalent anatomical 

markers in images from different modalities. Unfortunately, this then puts quite some onus 

onto an expert user.

The original motivation really stems from the inconvenience and inaccuracies associated to the 

techniques previously presented. But user precision is itself a problem when assigned the task 

of accurately identifying anatomical structure. Most modalities are only capable o f portraying 

approximate or rather smoothed edges, for example, such that structure is rather vague. This 

has instead resulted in the use o f many geometric features that constitute point coordinates. For 

example: the centroid o f a small symmetric structure can represent a cochlea; and the junction 

of two lines can be representative o f either a vessel or a confluence.

However, the identification of such points is made use o f only by methods that have yet to be 

automated. Further, if a user is to interactively identify the point landmarks as is therefore
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necessary, then s/he must be familiar with the anatomy of structure across modalities. 

Anatomic landmark selection is, therefore, a labour intensive, interactive process performed 

only by a knowledgeable user. Points must be bound to a three-dimensional set, and correspond 

to well-defined landmarks that are visible across images, and, therefore, across modalities.

Having established either the extrinsic or intrinsic markers, the methods using these may 

produce the necessary transformations. One of the most popular algorithmic approaches rests 

on the derivation o f the normal equations derived from least squares fitting o f an over-specified 

set o f matching points, having the necessary removal o f points outside o f some predefined error 

limits. A number of workers, particularly Hill et al. [55], have developed registration 

techniques based on these and other methods.

3.3.3 Curve and Surface Based Methods

As features o f an image, curve and surface methods obviously belong to the feature matching 

group o f registration techniques. Thereby, they involve the detection and the noting o f the 

corresponding features, or at least of a correspondence between different features. Then follows 

the subsequent determination of their coordinates, and consequently the estimation of the 

geometric transformation.

An example surface method could first involve the segmenting o f the objects to be matched. 

The objects, taken from single or multiple modalities, are equivalently scaled before the 

transformation optimisation process begins. One approach is shown in the block diagram of  

figure 3.2.

Cleaned
PET

PET
Surface

MR Image PET
Image

MR Surface

Edited MR

Registered PET

Registered PET and MR Image

Figure 3.2 - A typical surface matching scheme.

Page 115



Image Fusion

One leading approach to edge-based registration has been described by [27]. The following 

advantages to such intrinsic-based image registration are cited as justification for their 

proposed method:

1. Registration based on patient related image properties is fully retrospective.

2. Since no spatial measures are necessary in the imaging protocol, the methods are 

optimal in terms of patient friendliness.

3. In contrast to marker-based methods, no special provisions are necessary if  the studies 

to be registered are not done successively.

4. Patient related image properties may not only be used in rigid body transformations, 

but also in elastic matching methods.

Voxel based methods certainly honour the first three points, although the fourth point may be 

debated. Anyway, the method combines the use o f differential image operators with a 

multiscale approach. This leads to the derivation o f features using a group o f operators in scale 

space, which consist o f the Gaussian function and all o f its partial derivatives. The standard 

deviation of the Gaussian (ô )  determines the quality o f the features extracted, and also 

indicates the current level in scale space. Suitable values were determined experimentally. 

Features extracted are then geometric, and correspond to structures across the image sets. On 

the basis that these structures are similar, a match is determined by minimising some function 

of the given distances between their features; i.e., by minimising the difference in position o f 

the structures across the original images.

The matching transformation is determined using a hierarchical chamfer matching method. 

And as such, the evaluation of the goodness-of-fit function is the sum o f the squared distances 

between all features extracted from the dynamic image and closest features extracted from the 

static image. This is optimised by applying a distance threshold step to the static image.

Other general techniques have developed based on the classic approaches to interpolation and 

approximation; the background to the fitting o f some curve to a given set o f data points, that 

being in accordance to some predefined measure of goodness-of-fit. The discussion below 

concentrates only on the most common approach for registering brain image volumes, the 

‘Head-Hat’ algorithm.

3.3.3.1 The Head-Hat Algorithm

It was Chen et al. [22] who originally described an algorithm that fitted a ‘hat,’ (so called as

describing a discrete surface o f m data points), to a ‘head,’ (so called as to describe a surface

model in the other image), in accordance to some goodness-of-fit. Both the head and the hat
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data points were extracted from contours with the respective images superimposed. As such, a 

common center o f gravity can be derived. This point then forms the origin o f a series o f rays 

cast outward so as to intersect each surface in a manner shown in figure 3.3 below. This is done 

such that the [two] resulting intersections o f each ray define the data points to be matched from 

each surface. Their separation is the displaced distance that is to be minimised; it represents the 

goodness-of-fit, and thereby forms our objective function.

C e n t r o i d

Figure 3.3 - The centroid from which rays intersect surfaces so as to generate the necessary control 

points.

The registration task reduces to finding the transform that minimises the sum o f all the 

distances. In application., a commonly used search technique due to Powell [95] is used to 

locate a global minima that corresponds to the minimisation of our objective function. The 

technique is a prototype o f the so called direction set methods. This family o f methods is 

mostly used for function optimisation when it proves difficult, or just too computationally 

expensive, to calculate derivatives required by the usual gradient search methods. However, it 

is the algorithm’s reduction in complexity that must be played-off against its tendency to find a 

solution at local minima.

Aside from the efforts made at automating the extraction o f external contours and the like, 

using, say, edge detection algorithms, the main thrust o f attempts to improve the Head-Hat 

algorithm have tended to evolve around the search for algorithms which literally 

circumnavigate this problem of local minima. Possible solutions employing simplex methods, 

simulated annealing or the use o f multiresolution image representations, will repeatedly crop 

up in this paper, as indeed they do in the literature. We will review some of the more promising 

approaches made on related applications, before going through their actual implementation and 

consequent evaluationtpl 18

With the use o f an appropriate minimisation algorithm, as well as some judicial selection of 

surfaces, the head-hat algorithm is a very accurate registration technique. However, the 

algorithm has been known to fail as the measure o f goodness-of-fit is prone to error. This is 

because the distance metric used does not always measure the distance between a hat point and
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the closest point on the head surface, as the nearest point only lies in the direction o f the head 

centroid in idealised circumstances. So, for example, if the surface is convoluted, then this will 

not be the case.

It is then somewhat untidy to say that the data points chosen from these intersections o f the 

surfaces correspond exactly to the same anatomical points o f the same anatomical structure. 

Indeed, this is too idealised an assumption, and one that raises a number o f discrepancies when 

considering image sets from different modalities. For example, it may be that one set o f image 

contours corresponds to an object representative o f blood flow (physiological) and another to 

be an object representative of tissue (anatomical). Then it is only to be expected that these two 

images will have large surface variations, and this somewhat contradicts the initial assumption. 

Just one large discrepancy could lead to a complete overall misregistration. For example, figure 

3.4 shows how two registered contours should intuitively align, despite the one, quite obvious, 

discrepancy (shown by the dotted line). In attempting to minimise the overall least square 

distance (i.e., the error), the algorithm might therefore converge on the solution shown in figure 

3.5.

This would seem to be a flaw in the application o f the algorithm, and one that would render it 

as unsuitable to some multimodality registration-visualisation scheme. However, the solution 

offered below is quite simple; only its accuracy debatable.

Figure 3.4 - An intuitive alignment of the image sets. 
However, two points are of a large enough distance 
from each other to upset the entire algorithm.

Figure 3.5 - Using the basic algorithm, and its least 
square distance measure as our goodness-of-fit, the two 
points of obvious disagreement do upset the entire 
matching process.

^We note here then the use of the ‘chamfering’ method originally due to Barrow [13] as an additional 
attempt at improving the overall implementation. The improvement here was not aimed at improving the 
search algorithms, but at reducing the time required for the repeated [re-] evaluation of the goodness-of- 
fit metric. This was done by using a distance image that is referenced for the current displacement of the 
two image sets whilst alignment proceeds. The distance image is determined only once through the 
application of a distance transform to the ‘head’ image; in this case it is done using the chamfer distance 
metric, which is representative as a close, whole number, approximation of the Euclidean metric [11].
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We say that if  some measured distance is above some threshold, then this renders those points 

as bad data points, which are ignored forthwith. The choice o f threshold is aimed at discarding 

from the two data sets point pairs that obviously ‘protrude’ from what would be considered a 

reasonable misregistration between those points given common anatomical structure. This 

method is originally due to Jiang [63], who further improves the algorithm’s robustness by 

using a multiscale representation of the data to aid the optimisation process.

In the real world, it is safe to assume that our choice o f threshold value will include some error 

value that manifests itself in valid point pairs being discarded; this while bad point pairs remain 

to influence the resulting (mis-)registration. The thresholding scheme must itself minimise this 

error in what is most likely to result in a compromised solution.

Such effects further hinder, for one thing, efforts at automating the registration process as this 

had seemed a candidate algorithm. In addition to the need for user interaction so as to 

accurately define the surfaces o f interest, interaction may also be required to chose an 

appropriate thresholding value, as the automatic selection of its value remains a somewhat hit- 

and-miss affair. Furthermore, an overall reduction in the misregistration is most likely to occur 

in a manner inversely proportional to the number of identified point pairs. This increases the 

burden already placed on our ‘expert’ user who, if  the points are to be taken from different 

modality sets, must be experienced in the characteristics o f the imaging modalities as well as 

being familiar with anatomical structure. Again, we would wish to remove this onus from the 

user by providing all the tools necessary for [automated] registration-visualisation schemes.

Similar problems are recurrent in most o f the approaches to medical image registration. But, it 

is the numerous possible permutations to the exact implementation o f a scheme based on the 

head-hat algorithm that has made it a popular basis for a number of research programs. As we 

have seen, the variations on its implementation mostly revolve around the optimisation 

methods and efforts made at automating the scheme.

One interesting variation is to use Chamfer matching (covered in detail in 3.4.1.2) [63]. The 

distance transformation is convolved with one o f the surface images, and the matching 

process’s cost function is derived from the distance image; that is, from its offset. The surface 

features are extracted using semi-automated methods. In the cost function formulation, only the 

match surface points are transformed as the algorithm searches the parameter space. (This 

makes for a much more efficient algorithm than any o f the voxel based methods, as these 

necessitate transforming the entire image volume, and not just its feature set.)
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1 1 1  ”
The cost function is defined as: - l  —^  djmjm,km

3  ̂̂

where (ij^, jm, km) are the coordinates o f the m^h sample point after the geometric 

transformation, and n is the number o f points sampled from the match surface. The r.m.s. is 

normalised by dividing by three so as to compensate for the unit distance [of three] in the 

Chamfer {3-4-5} distance transform [12].

During the matching process (i.e., the parameter search), the problem o f local minima is 

addressed by using a large number of different starting points applied at each successive level 

of their multiresolution representation in a coarse-to-fme strategy. This constrains the range o f  

starting estimates at each new level, although whether this effects to the ‘blurring’ o f the local 

minima troughs - as is cited as justification to the approach by so many other authors - is not 

clear.

Their concluding discussion raises some interesting points. Firstly, they comment on a point 

that we must later address in reference to judging the accuracy o f the registrations. As is 

common to many papers, the lack of some established ‘ground truth’ is considered to be an 

immediate hindrance to any objective assessment. Their notion o f registration quality is 

subsequently given by the average r.m.s. distance attained^ for which they do forewarn its 

sufferance to noise and/or the distortion of the contours the measure is based on. This concedes 

that it is not perfect; and it cannot really be expected to be: for one thing, the [point-to-point] 

correspondence is not known, and the minimal distance surface point on the static surface is 

used as the corresponding point for the match surface point. That is, by aligning points on the 

basis that they are nearest to each other, does not mean that they correspond to the same 

anatomical landmark. Hence, the cost function cannot measure registration accuracy, and this is 

also why the method cannot be fully-automated; a good initial guess at the alignment that at 

least correlates corresponding landmarks is required as a starting point.

Their algorithm achieves ‘promising results’ on both model simulations and real data 

applications. Although this is qualified by mention o f the need for further evaluation before its 

usefulness in a clinical setting is established.

^Equivalently, we could simply interpret the magnitude of the mutual information method as a true 
reflectance of registration accuracy. As we shall see later, this would also not necessarily be true. 
Methods of ‘proper’ normalisation for this technique are unknown. Normalisation across registration 
goodness-of-fit measures are unheard of!
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3.3.4 Moment and Principal Axes Methods

It was Hu [61] who originally applied the theory o f moments to grey-scale pixel values, so as to 

develop a relation between moment invariants and the well-known algebraic invariants. It is an 

extension to the basic theory introduced in Hu’s paper that enables his principles to be applied 

to image registration.

The familiarity o f these concepts is due to the extensive use o f moments drawn from the studies 

o f classical mechanics and statistical theory. Moments are simply a descriptive technique with 

an intuitive basis in the study of the mechanics o f bodies; in that they are the moments o f  

inertia o f intensity based regions o f the image. They uniquely determine, and are uniquely 

determined by, the image function. Thereby, the sequence o f  moments constitute a complete 

description of the image.

It is shown that pattern recognition schemes based on these invariants could be position, size 

and orientation independent, whilst remaining flexible enough to learn, and therefore be 

representative o f any set o f patterns. And to be representative o f any set o f patterns implies 

deriving some unique definition, or signature, o f an object o f interest. In its application, this is 

given by the principal axes o f an object’s density distribution.

From the moments o f inertia, the principal axes o f an object may be derived. Thus they 

characterise each object, as any geometrical pattern can be represented by a density distribution 

function in respect o f these axes. Thereby, if in our application some rigid body rotates, its 

components o f inertia (the density distribution), relative to axes fixed in the body, remain 

constant.

In short then, if  two objects are representative o f the same structure in the different image sets, 

then they can be registered by bringing their principal axes into coincidence.

It therefore remains to find the principal axes o f some object. This corresponds, at least in the 

first instance, to finding the object itself. Intermediate edge and surface representations are 

followed by some thresholding scheme to form a binary representation of the original image. 

This image is then made up o f two component parts: object pixels; and background pixels. 

(Again, we have to employ some judicial selection of the threshold value, based on, for 

example, Bayes theorem.) In practice, however, it is normal that some user interaction is 

needed to extract the image properties.

Finding the axes within such a representation obviously depends on the nature o f the object 

itself. For some ellipsoidal object, this simply involves taking the longest length to be the first 

principal axis. Its corresponding orthogonals o f longest length about its center are then the 

second and third component axes. This is illustrated in figure 3.6 below.
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Figure 3.6 - The principal axes of an ellipsoidal 
object.

Otherwise, the centroid o f the points in the 

image space can be used as the object’s origins, from which we calculate its eigenvectors and 

eigenvalues o f its associated covariance matrix. The structure so described, may then be 

effectively ‘twisted’ into alignment with the principal axes corresponding to the same object in 

the different image set. This corresponds to 2D regression: the object is the set o f points in 2D 

space, therefore, finding the appropriate transform involves finding the line o f regression. 

Techniques for achieving this are given in [95].

This approach is commonly used, partially because it appears to bode well to the aim of  

automising the registration problem. It does, however, suffer from one major limitation: 

sensitivity to missing data. The accurate computation o f the principal axes depends on the 

equally accurate representation o f the object in both images. The entire object must therefore be 

represented as requisite to its exact registration.

It would be assumed that techniques to account for this have included those drawn from the 

standard image processing repertoire. These being such methods as hysteresis linking during 

the edge/curve detection phase, and, quite possibly, the use o f appropriately chosen 

morphological filters used to dilate the thresholded images in an effort to ‘fill out’ the missing 

data. The latter technique’s success being dependent on the judicial selection o f the structuring 

element, which must by definition be suited to the intended structure o f the [incomplete] object 

in the image.

Overall, these moment based methods are popular for finding only good first approximations to 

the registration process. In fact, the algorithm does not perform as well as the head-hat 

algorithm, although this does not o f course rule out its use in conjunction with this technique 

for intra-modality image registration.

It is the sensitivity to incomplete data that has proven to be the main hindrance to efforts made 

at finding some exact fit. Additionally, we must call into question its suitability to registering
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the [perhaps] complementary data sets associated with multimodality image registration. 

Principal axes methods assume reference objects common to each data set, without which 

registration is not possible. Such common objects are the exception rather than the rule across 

modalities, and coupled with its reliance on some degree o f user interaction, we must, 

therefore, seek alternative approaches.

3.3.5 Correlation Methods

Correlation refers to maximising the similarity between the images that differ primarily as a 

result o f any effects caused by the different image acquisition conditions that occur. The 

parameters o f the geometric transformation are selected in accordance to these differing 

conditions. A similarity criterion is formulated such that its optimisation corresponds to a 

registration, which in turn is achieved through the correct estimation of the parameter values. 

The similarity criterion is then responsible for the success o f the algorithm. As such, several 

representations o f similarity (or disparity) have been proposed. These include:

•  the correlation function and coefficient,

• the sum o f absolute values o f differences.

These methods are often referred to as ‘feature-less’ approaches as the entire image set is used 

to derive a registration (as opposed to using features of the image). Normally image processing 

tasks are not carried out at the pixel level as the information contained is considered too 

numerous and dilute. However, due to the complementary nature o f multimodal images, the 

presence o f corresponding features across the image sets cannot be relied upon. As such, these 

correlation methods (increasingly known as ‘Voxel-based’ methods) have attracted a lot o f  

research interest which in turn has resulted in a number of more sophisticated measures o f  

similarity being used [124,125,109].

The specific nature o f these similarity measures forms the background to the work done in this 

project. Because o f this, these registration methods are reviewed and discussed with a specific 

implementation in mind. As such, the report will return to our initial discussion to compare 

results and thus derive some conclusion to this report. The introduction to these methods is left 

to the next chapter, in which we will they will first be discussed in the context o f methods o f  

automating the registration process. The remainder o f this discussion covers the more general 

associated issues.

As an optimisation problem, the brute force solution that at least guarantees some success 

involves evaluating the criteria for every possible value o f the registration parameters.
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Obviously, such an exhaustive search of parameter space would be highly inefficient, finding a 

solution only in some quite unreasonable amount o f time. Instead, certain classical optimisation 

techniques are again incorporated, in addition to several more novel approaches.

Of interest have been: the use o f phase correlation Fourier methods to estimate transformation 

parameters [16]; and the use o f genetic algorithms^ and simulated annealing to reduce the 

search time whilst avoiding local optima [54].

Additionally, a multiresolution approach based on the work o f Dana [23] has been used to 

produce an algorithm that is considerably faster than those using the stochastic methods [68]. 

Kent^S uses an approximation o f the error function that’s accuracy is inversely proportional to 

the disparity o f the images. In this case, when two images are initially quite disparate, the 

resulting inaccuracy needs improving upon. Pixel disparity is then reduced by subsampling the 

images to decrease their high frequency content, which also increases the SNR. Hence, the 

estimation o f the parameter values are initially more accurate at low image resolution, and 

these are then used to estimate the parameter values with greater accuracy at progressively 

higher resolutions.

Original efforts to automate such processes have been formulated by Woods [124] among 

others, and such techniques will become o f increasing significance later in this paper. In 

Woods’ approach, and as common to many o f these algorithms, the images are correlated and a 

match determined when an objective function based on image similarity is minimised. Hill [54] 

describes success between and within modalities. Optimisation is achieved using the Newton 

Raphson Method, which does therefore rely on having to calculate a first derivative [95]. The 

algorithm is discussed in full, with a view to its implementation, later in this report.

The complementary information that characterises images o f different modalities has rendered 

the use o f some of the original correlation methods inappropriate to multimodality images. As 

mentioned, these measures have since evolved [54,124], where it is said that results as good as 

feature-based methods are possible between modalities, providing some global shape similarity 

exists [51]. Indeed, the exact nature o f the correlation functions used has so diversified that the

^Becoming of recent interest, and indeed of increasing frequency, have been the arguments from a 
variety of sources against the use of genetic algorithms in such an optimisation problem. The arguments 
follow the basis that genetic algorithms do not work as well as the existing, classical perhaps, techniques 
that
they would hope to replace. Indeed, it has been said that there is no optimisation problem from any field 
for which genetic algorithms offer any improvement over simulated annealing or conjugate gradient.
Such definitive statements cannot be ignored in choosing you optimisation process.
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derivation o f the measures have become a topic o f research in their own right [120],

3.3.6 Interactive Methods

Mentioned alone, although used in direct conjunction with many o f the techniques already 

covered, interactive methods are capable o f offering accurate registration results. Such results 

are, however, paid for in terms o f some user effort. In categorisation terms, they differ only to 

the degree of, and dependency on, the interaction involved.

As perhaps expected, an example of one fully interactive method is that o f 3D registration 

involving the simultaneous display o f each corresponding pair o f image slices for comparison 

o f positioning. In such a scheme, efforts are made to enhance edge contours and the like 

through appropriate filtering techniques, thereby making the superimposition o f reference 

images across modalities more easily associable to the operator. The rest is down to the skill o f 

the operator, who’s task is not to derive a registration solution, but instead to mentally correlate 

these images and then use this ‘imagined’ combination of the image information to aid clinical 

diagnosis or planning.

Such approaches are retrospective, and range from accurate to reasonably accurate, wholly 

dependent on the user’s abilities. The accurate use o f these techniques requires that the user be 

familiar with both the characteristics and limitations o f the applied imaging modalities. For 

example, inherent blurring in the image acquisition process can cause distorted object sizes. 

These in turn being dependent on the level o f object activity. The familiarity with anatomical 

structure is, as usual, also beneficial.

In addition to the element o f skill that is relied upon, the accuracy is ultimately limited to the 

spatial capacity o f the human visual system itself, and its ability to subjectively analyse shapes 

and to detect shifts in these shapes. The resulting accuracy is to within approximately one 1mm 

voxel with the method, which is o f course, making use o f the most powerful o f all imaging 

apparatus: the eye-brain combination. It is, however, the most tedious o f tasks.

3.3.7 Atlas Based Methods

Atlas methods have been developed through a natural extension to all the registration 

techniques covered thus far. Currently we have only considered the registration o f objects from 

the same patient. Atlas methods extend this concept, as they apply registration to images o f the 

brain, say, from studies on separate patients.
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Underlying the ability to do this is the consistency o f both shape and size shown in the anatomy 

of the brain across individuals. Provided then that the images are scaled and that their 

orientation is set relative to fixed internal structures, we have the basis for some notion of  

representative and correlating anatomical structure.

Hence, registration involving atlases shares the assumption that, at a certain level of 

representation, the topological structure o f the brain is invariant among patients. We say, 

‘certain level of,’ as any local shape differences influence the transformation used for 

registration purposes. Tackling this has involved establishing some ‘standard’ brain coordinate 

system. The system’s planes pass along anatomical features known to have the more consistent 

relationship to key structures. Correctly established coordinate systems require only the 

evaluation of a piecewise affine transformation on which to base the registration (i.e., taking 

parallel lines into parallel lines, thus preserving geometrical features). Thereby, the affine 

transformation in effect ignores any local deformities. As such, nonlinearities cannot be 

accounted for, and consequently nor will many aspects o f brain structure.

To avoid then the substantial limitations in its application, some atlas based registration 

techniques were developed using nonlinear transformations. For example, Bajcsy et al. [4] 

developed a technique to elastically deform a 3D brain atlas to match radiographic (CT and 

MR) brain volumes. The method involves using principal axis registration (see above) as the 

initial alignment estimate; thereby removing translational, rotational, and scale differences 

unaccounted for by the atlases. Then the 3D atlas is deformed, elastically, in an iterative 

fashion converging only when the local shape differences are within some error bounds. The 

method was further developed by adopting the coarse-to-fme strategy provided by the 

multiresolution approach, where initial matching results are used as first estimates to the finer 

matching stages [5]. The effect o f this was to increase registration accuracy and robustness 

whilst reducing computational complexity.

Atlas methods have enabled the production o f a standardised brain coordinate system that is 

becoming of increasing value as a reference to pathological images. Functional image studies 

o f sensory and cognitive activation are better interpreted and visualised because o f them; 

multimodality images are being extended to include these images now that the methods are 

becoming available to more accurately register them.

Atlas methods are also being increasingly used in diagnosis and stereotactic neurosurgical 

planning. And, finally, atlas techniques are being found to be o f increasing use in the automatic 

segmentation algorithms that are being applied to cerebral structures; in representing a model, 

they allow for the incorporation of some a priori information.
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3.4 Example Methods of Registration using Anatomical 

Markers

The use o f anatomical landmarks certainly simplify the image acquisition process, yet they 

complicate the registration process by shifting the onus to considerable user interaction by 

someone who is familiar with the anatomy of the region being registered. The success o f the 

algorithm is then dependent on the quality o f the anatomical landmarks that are established, 

which in turn reflects back onto the ability o f the user.

Typically, anatomical landmarks suffer from low contrasts and poorly defined grey scale 

characteristics. Hence their anatomic identification remains difficult. It is boundaries, or 

surfaces, in medical images that tend to be more apparent and classifiable [39]. Generalised 

surface fitting algorithms can then be used for the registration purposes if  equivalent surfaces 

can be automatically segmented. We return then to our consideration o f such methods in their 

actual application.

3.4.1 The Head-Hat Algorithm Revisited

Recall, the head-hat algorithm identifies two equivalent surfaces, and fits the ‘hat’ surface to 

the ‘head’ surface; the head usually being from the modality o f higher resolution. The 

registration transformation is determined by iteratively transforming the (rigid) hat surface with 

respect to the head surface until the best fit is found. The measure o f goodness-of-fit is the 

squared distance between a point on the hat and the nearest point on the head.

The iterative optimisation technique used to minimise the squared distance in the surface fitting 

algorithm is the Powell Method [95] from the family of direction set methods.

This algorithm has been used with considerable success for registering MR and PET images o f  

the head and has also been applied to the heart [77,93]. In the former, the head surface is 

derived from the MR data (being o f the higher resolution), and the hat surface from the PET 

data. Typical to such a case, the surfaces most commonly used are the skin surfaces - the 

boundary between tissue and air is usually o f high contrast in most imaging modalities, the 

exception being with certain tracers in ECT - delineated from both MR and PET images.

Improvements have been aimed at the technique’s supposed weakest link, which has involved 

questioning the suitability o f the Powell optimisation algorithm. The algorithm is 

computationally efficient, but is prone to converging on only a local solution. Indeed, 

extrapolating back to the problem as a whole, all methods based on some objective function
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suffer from the presence o f multiple local minima when minimisation algorithms are used to, 

say, reduce the distance between two edges, or surfaces.

Extensions to the existing algorithms have been proposed to address this. For example, 

Oghabian [92] developed a multiresolution approach in conjunction with a sequentially 

improved distance function in order to register sets o f MR, PET, and SPECT images. The 

scheme aims at 'smoothing’ out local minima in the parameter space by performing the search 

defined by the images from a coarse resolution. Thereby, images are registered using a series o f  

surfaces extracted from the original images at different levels o f resolution.

In the first instance, a global search is performed on the coarsest representation o f  the 3D 

surface images o f each modality. The procedure operates iteratively and the resolution is 

increased from coarse through to fine. At each stage the transformation matrix is estimated in 

respect o f the best estimate from the previous surface match. This duly leads to the generation 

o f a new correspondence point set; the algorithm only stepping to a higher resolution when an 

attempted match passes according to some appropriate threshold (i.e., is within some error 

bounds). It is the appropriate setting o f these threshold values that can eliminate too early a 

convergence. This, therefore, largely eliminates the need for human operator interaction 

required as à result o f local minima.

Later improvements were made specifically on the work o f Pelizzari [93]. Neiw et al. present a 

paper [90a] that they claim improves upon their surface fitting approach in the following ways:

1. The feature extraction phase is fully automated;

2. A cost function without involving interpolation between actual slices o f images is used 

to fine-tune the matching result;

3. The speed is improved by taking a large portion o f the computation out o f the iterative 

loop in the optimisation process;

4. The simulated annealing technique is used to avoid the problem of local minima.

In their addressal o f the first point, the feature extraction phase has been developed such that 

the, now, automated contour extraction algorithms employ ‘expert knowledge’ about the MR, 

CT, and PET images; the candidate image sets to be registered. This ‘expert knowledge’ entails 

the use o f the Marr-Hildreth edge-detector [81] for extracting contours from PET images, and a 

thresholding scheme for doing the same with CT images. For MR images it is more complex. 

In this case, border pixels are assigned a fuzzy likelihood of holding affinity to contours on the 

basis o f intensity variances.
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The use o f such a heuristic technique assigns degrees of confidence to each o f the regions. This 

allows the optimisation process to ignore any regions that imply false indications from 

irrelevant surfaces. For example, in the region of an ear, values o f low confidence would denote 

that its surfaces are unlikely to be present in its corresponding nuclear medicine image.

In effect, the paper presents a more efficient and robust implementation o f that originally due to 

Pelizzari [93].

3.4.1.1 Relative Cost of a Distance Metric

In all such curve and surface fitting methods, the accuracy and efficiency o f the distance metric 

used is fundamental to the registration process, and subsequently to the final visualisation. Its 

influence is further pronounced when we consider attempts at automating the registration 

techniques.

The review of registration methods given in this paper has seen the use o f the least squared 

distance (LSD) measure, which is the most popular o f the metrics. However, a common 

complaint o f this metric is that it is computationally too expensive. Indeed, the time required to 

evaluate the goodness-of-fit metric can be significantly reduced by applying, a . distance 

transform to fit edge points from two images. And this is an initial technique that we previously 

mentioned, and shall now investigate.

The method involves using a distance transform to pre-process one o f the images to be 

matched. In the head-hat algorithm, the head (non-moving) image is thresholded into a binary 

representation such that object voxels have the value 1, and background voxels the value 0. The 

distance transform is used to label all the voxels with their distance from the surface o f the 

object.

The information contained in the transformed image can be repeatedly used at each iteration of  

the matching algorithm, such that we have a substantial overall reduction in computation by 

referencing a distance value instead o f calculating it.

The obvious tuning o f this algorithm now becomes the choice o f an appropriate distance 

metric. The simple trade-off involved is computational cost (regarding both speed and storage) 

against accuracy. For example, the Euclidean distance defines our accuracy, but its evaluation 

is not straightforward, and the result must normally be stored in fioating\fixed point format.

We are, therefore, interested in some algorithm that is fast and returns some reasonable 

approximation o f the Euclidean distance; that is, in integer form. The background for this
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discussion would here be inaapropriate, so we will focus only on the one solution; the Chamfer 

filter [11].

3.4.1.2 Chamfer Filtering

The remainder o f this section will be organised as follows. We describe and give an example of  

the Chamfer filter’s operation. Then, the previous work, primarily o f Hill et al. [56] is shown as 

an example implementation. Our conclusions and discussions are given before, finally, we seek 

some modification and application with regard to our work.

Initially we pre-process the original image by thresholding in the manner mentioned above. 

The subsequent binary image shown below in figure 3.2, (with 1 representing object voxels, 

and 0 background voxels), is then operated on by what itself could be construed as a rather 

coarse distance transform. That is, we label voxels as 0 if they lie inside o f the object, and as 

infinity (oo) if  they are outside o f the object. This is shown in figure 3.3.

(Note, the images shown represent some 10x10 pixel slice through a volume.)

0 0 0 0 0 0 0 0 0 0
0 0 1 1 1 1 1 0 0 0
0 0 0 0 0 1 1 1 0 0
0 0 1 1 1 0 0 0 0 0
0 1 1 0 0 0 0 0 0 0
0 1 0 0 0 0 0 0 0 0
0 0 1 1 0 0 0 0 0 0
0 0 0 1 1 1 0 0 0 0
0 0 0 0 1 1 1 1 0 0
0 0 0 0 0 0 0 0 0 0

Figure 3.7 - The original thresholded image.

00 00 00 00 00 00 00 00 00 00
00 00 0 0 0 0 0 00 00 00
00 00 00 00 0 0 0 00 00 00
00 00 0 0 0 00 00 00 00 00
00 0 0 00 00 00 00 00 00 00
00 0 00 00 00 00 00 00 00 00
00 00 0 0 00 00 00 00 00 00
00 00 00 0 0 0 00 00 00 00
00 00 00 00 0 0 0 0 00 00
00 00 00 00 00 00 00 00 00 00
Figure 3.8 - The image ‘prepared’ for chamfering.
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The images are then ready to be operated on to produce the distance image. This is done using 

3D chamfer filters that operate in a forward and reverse direction. For the kernel used to the 3D 

case, we use the chamfer filters shown below in figure 3.9.

+5 +4 +5

+4 +3 +4

+5 +4 +5

+4

+3 +0

+4 +3 +4

+4

+0 +3

+4 +3 +4

+5 +4 +5

+4 +3 +4

+5 +4 +5

Figure 3.9 - The 3D chamfer filters used to process the images.

The filtering replaces each pixel value by the minimum value o f the sum o f the kernel value 

and the underlying image pixel value. The image is transformed in two passes by the filters 

shown.

The results below show an intermediate image produced after passing the forward kernel 

(figure 3.10), and the final distance image, formed having passed the reverse kernel (figure 

3.11).

00 4 3 3 3 3 3 4 7 10
00 00 0 0 0 0 0 3 6 9
00 4 3 3 0 0 0 3 6 9
4 3 0 0 0 3 4 4 7 10
4 0 0 3 4 4 7 8 8 11
00 0 3 3 4 7 8 11 12 13
00 00 0 0 3 3 4 7 10 13
00 00 00 0 0 0 3 3 4 7
00 00 00 00 0 0 0 0 3 6
00 00 00 00 00 4 4 4 4 7

Figure 3.10 - The ‘intermediate’ image (resulting fi-om running the forward filter pass).
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7 4 3 3 3 3 3 4 7 10
6 3 0 0 0 0 0 3 6 9
7 4 3 3 0 0 0 3 6 9
4 3 0 0 0 3 4 4 7 10
3 0 0 3 4 4 7 8 8 11
3 0 3 3 4 6 7 8 10 11
4 3 0 0 3 3 4 6 7 8
7 4 3 0 0 0 3 3 4 7
10 7 4 3 0 0 0 0 3 6
7 7 7 7 7 4 4 4 4 7

Figure 3.11- The final distance image (resulting from having run both the forward and reverse filters).

Hat points are then transformed according to the corresponding distance image o f the head. 

That is done using the labels assigned to the voxels that give the integer approximation to each 

one’s nearest surface point; the chamfering.

The problem then boils down to the six dimensional parameter space search. Again, therefore, 

it is one that is susceptible to local minima.

Hill et al. were motivated to propose a modification to these surface fitting approaches, while 

no known implementation had been demonstrated as both robust and automatic in clinical use 

[54]; this being mainly due to the difficulty in finding corresponding surfaces. It is their 

approach and its use o f chamfer matching that we now turn our focus to. It also involves a 

modification using anatomical knowledge as a form of prior to relate non-equivalent structure. 

For example, we can relate the outer surface o f the brain and the inner surface o f the skull 

solely by their relative positions. Such surfaces are said to be more apparent than exactly 

corresponding surfaces across modalities, and hence the need to exploit their inter

relationships.

In the first instance o f the overall scheme, the chamfer filter used is redesigned to account for 

various voxel aspect ratios. For example, in CT, slice spacing is frequently larger than ‘in

plane’ pixel dimensions, resulting in voxels being anything but cubic, and subsequently the 

original approximation to the Euclidean distance [12] is no longer appropriate. Rather 

conversely, in Jiang’s approach [63], they ensure that images have cubic voxels by using shape 

based interpolation. This can, however, produce images that are five or more times larger than 

the originals [54].
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Figure 3.12 - A typical MR image and its resulting chamfer image. The chamfer image, shown on the 
right, has its intensities defined by distance from the object o f interest. The object itself is shown in white 
for clarity, despite having a distance o f zero associated to it.

The vast majority of Hill’s work has been concerned with the fitting of the related but non

equivalent surfaces, which, as mentioned, bodes well to its multimodality implementation. In 

effect, as surface fitting algorithms demand high-contrast surfaces, and because such features 

occur as representative of different structures across imaging modalities, this is then a natural 

requirement; and one that then manifests itself in the form of ‘anatomical knowledge.’ For 

example, we know, ‘the brain sits inside of the skull’; the former object providing for high- 

contrast surfaces in MR images, whilst the latter can be accounted for in CT images. That is, it 

is not always possible to identify exactly equivalent high-contrast surfaces in images that are to 

be registered, but it may be possible to fit such non-equivalent structures if we know how they 

are related. Hence the said combination of both anatomical information and the knowledge of 

the imager’s characteristics.

We note here though that anatomical images have been established as priors for some time 

now, such that selected boundaries obtained from CT and MR have been used to aid the 

reconstruction of functional images obtained from nuclear medicine. However, the difference 

here is that an underlying assumption used in the reconstruction process requires an anatomical 

edge to correspond, to some degree, to a functional edge.

In both these and many other cases, the use of classification by means of an atlas (see above) 

does seem appropriate. And this, therefore, is a technique that will warrant further 

consideration later in this report.

Returning to the algorithm developed by Hill, to relate non-equivalent structures it incorporates 

the distribution of distances separating points between these structures as a priori information
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necessary for registration. This separation yields a distribution o f distances suitable for 

modifying the distance transform. However, the determination o f the initial separation 

reference requires the use o f pre-registered images, which could, in effect, be said as serving 

the same basis for registration as an atlas. Hill’s algorithm implies one further stringent 

requisite: to enable accurate registration, the a priori information is from images o f the same 

patient. Although this would appear to be extendible - in reference to the same assumption that 

enables each single atlas to map across many patients - inter-patient variation is overlooked. 

Ignoring for now the possible discussion this could invoke, we see that the distribution of  

distances between two points is modelled as a ID distribution. This is then used to modify the 

distance image, with a final stage producing a histogram o f distances between points on the 

non-equivalent surfaces so as to aid their later referencing. We are then returned to our familiar 

optimisation problem,

3.4.2 The Incorporation of Priors in Tomographic Reconstruction

Talk of Hill’s algorithm regarding the incorporation o f anatomical knowledge into the 

registration process, leads us into a discussion of what a successful prior constitutes, when they 

are o f use, and how exactly they can be o f benefit when registering images o f  different 

modalities.

Anatomical images, whose objects can be delineated, may serve as priors in a reconstruction. 

The idea is then that we can attempt to improve reconstructions using some probabilistic 

framework that incorporates such object priors [56,38,49,64,78],

Again, the need for the improved reconstruction schemes results from the different modality 

information being both complementary and of varying quality. We recall how, for example, 

PET images show physiology and are o f a lower resolution than MR images that display mostly 

anatomy. While, therefore, PET and MR produce images o f different parameters, the 

underlying anatomical structures and the boundaries between them are common to both images. 

In our review of the various registration techniques, we saw how the construction o f anatomic 

atlases were enabled on the basis o f consistency o f size and shape o f anatomic structures 

between individuals in the brain. Correspondingly, the extension that enables the incorporation 

of priors into reconstructions is that the occurrence o f functional activity distributes 

accordingly with the related underlying anatomical structure. Hence, high resolution structural 

information from MR images is often used as a priori information defining boundaries between 

structures in the PET image [76],
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Leahy et al. [76] exploit exactly this, developing a Bayesian algorithm for PET image 

reconstruction. An MR image provides the necessary a priori information to locate potential 

discontinuities in the PET image.

The approach models the statistical properties o f the PET image using Markov random fields 

(MRF). Traditionally, a problem using such a method lies in the selection of an appropriate 

prior. Leahy incorporates a ‘line process’ to model the presence o f discontinuities, so as to 

enable the incorporation of the a priori MR information regarding the boundaries between 

anatomical structures. These then give guidelines for the boundaries between the functional 

regions.

In a similar approach to the same problem, Gindi et al. [44] model the prior information 

obtained from the anatomical image again by an edge map reflecting the distribution o f  

anatomical edges and the confidence held in the occurrence o f these edges. Hence, the edge 

map and projection data are used to estimate a Bayesian model o f the reconstruction.

We continue our consideration of such techniques in the next section, where our discussion 

intends to add to its background.

3.5 Some Concluding Remarks

We have seen how necessary it is that all the processes involving registration to pay close 

attention to the use of some objective function and/or the adoption of some (physically 

realistic) model. Failure to do so renders the algorithms used for multimodality matching 

impractical, as they then, realistically, resemble attempts at matching too disparate a set o f  

objects.

We mentioned too how potentially non-trivial the task o f matching only slightly disparate sets 

o f objects could be. The difficulties inherent in this task become increasingly numerous when 

using many of the aforementioned registration techniques with respect to the multimodality 

image data. For example, multimodality image sets imply large surface variations across 

objects common to each modality; the head-hat algorithm requires the different image sets to 

share common contours or line segments. Perhaps entire sections o f particular objects are 

absent in one modality yet not in the other; principal axes methods are sensitive to incomplete 

data across the image sets, and hence the entire representation o f an object must be common 

across modalities. Indeed, objects may, in the extreme, be entirely absent from one data set; 

point-based methods using anatomical landmarks require that anatomical structure is common 

to the different modalities.
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The inherent simplicity and effectiveness o f the voxel based approach - coupled also to its 

applicability to an automated system - has left this as our method of choice. In concluding this 

section, I shall leave final justification to Studholme [110], whose group have been among the 

prime workers with this technology:

Registration using voxel similarity measures has the advantage that all overlapping (or 

corresponding) image data is used in the computation of the optimisation measure. They 

are, therefore, less prone to data truncation, image noise, image artifact and small tissue 

deformations than surface based methods.

Latterly, the focus o f their work has become one o f widening the employment o f the method to 

differing [non-head] registration applications, such as the pelvis [111].

Bearing all this in mind, we begin to consider the actual implementations that may form the 

basis o f our intended approach, and look at the use and derivation o f a similarity measure that 

will be relevant across modalities.

Page 136



Image Fusion

4 Automating the Registration Process - Voxel Based 

Methods

Anatomical information, in the form of image intensities, is frequently used as the basis for 

some alignment scheme. For example, it is normally possible to identify enough common 

landmarks in the two image sets being compared, and match the images in respect o f these 

landmarks. But this method is time consuming, and must be done interactively by a person 

familiar with the relevant anatomy. Additionally, in complex situations at least, where 

quantitative as well as qualitative results are required, a solely interactive process is likely to 

exceed practical time constraints. Obviously then, wherever possible the standard procedures 

should be supported by automated methods.

Recently, more input has been given to the use o f ‘Control Points,’ that are basically computer 

generated markers found from specific common features o f both sets o f images [92]. However, 

these automated techniques remain quite primitive in comparison to the expert's eye-hand 

combination. That they should have the same accuracy is highly desirable; as is the requirement 

that the process be feasible computationally. Currently, the automatic generation o f control 

points flounders on complex medical images in which the structures o f the images are 

dissimilar in the two studies. As such, similarity itself is presently a very restrictive requisite. 

Other frequently used registration methods are based on edge information obtained through an 

initial preprocessing stage [see, for example, 27]. Here, the standard algorithms available from 

the image processing repertoire can generate intermediate image sets more useful for input in 

automated registration processes. Again, however, we require that both image sets share, for 

example, a number o f commonly orientated gradients.

Further candidate efforts are to hand; for example, those by Mintun and Lee’s [89] and Hob et 

al. [58]. As automated methods the former offers the most originality to the method, which 

reports on a retrospective alignment algorithm that maximises the number o f crossover points 

in two image sets. And although the latter’s method is within-modality, it may well be the case 

that its extension to the automated registration o f multimodality image sets is a natural one.

Our attention, however, will concentrate on the significant advances made toward the goal o f  

automation by Woods [124]. Woods observed that although given tissues may have different 

intensities across modalities, the variance o f intensity ratios (VIR) between voxels o f the same 

tissue type can be small when the images are correctly registered. It was on this premise that he 

developed an algorithm that effectively exploits the visual similarity between images. And it is
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just such an approach that appears to be the most promising candidate for the development o f  

automated registration and visualisation schemes. These constitute the voxel based methods 

that were first mentioned in section 3.3.5.

4.1 Background on the Candidate Voxel Based Methods

In voxel based methods, it is ‘anatomical information’ that is to come into alignment. As 

phrased, rather grandiosely perhaps (given that it is not always a valid assumption), it may well 

prompt some false interpretation of what it actually signifies. Rather, its meaning is simply 

based on the correlation between corresponding pixel intensity values and a subsequent 

correspondence between anatomical structure. Maurer reassures us.

Within a given imaging modality, density images o f a given set o f objects are 

related through one-to-one geometrical transformations [85].

Thereby, the notion of anatomical information is directly addressed as being equivalent to pixel 

intensity information. ‘Objects’ in the above refer to anatomy, and a relation in density 

produces a relation in pixel intensity values. Maurer acknowledges this, showing how image 

registration is then accomplished through the post-processing o f the images. Woods was the 

first to exploit this; and fully.

We have begun this section by discussing the underlying assumption to the techniques about to 

be outlined. The remainder, therefore, covers in some detail the voxel based methods that have 

been developed to exploit this fundamental assumption in their varying measures and 

definitions o f ‘voxel similarity.’ Following on from these discussions should be a natural 

progression to the measures used in this project. These are described in detail, which then 

extends to a description o f their implementation in this project.

4.1.1 Registration of Multimodality Images using a Region of Overlap 

Criterion

At around the same time that Woods was publishing the results o f his work, agreement o f 

method could be found from other sources [41]. In this paper, Gerot-Chiron and Bizais 

classified a number of registration methods and decided it was voxel based methods (or, 

‘Similarity Criterion Optimisation Methods (SCOMs),’ in the classification given here to voxel 

based methods) that would be best extendible to the problem o f [automated] multimodal 

matching.
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The abstract o f this paper states: ‘Registration and comparison techniques depend on image 

content: thus no methodology for matching images has been proposed. ... we define a new 

criterion ... which maximises the overlap o f registerable regions in the image pair.’ The 

keyword, or rather phrase, to note here is, ‘registerable regions.’

Initially a generic model o f image information is proposed and applied to the registration 

problem. This allows the authors to formulate the issue in an intuitive manner. The model 

detailed is able to define two kinds o f regions: ‘registerable regions,’ and ‘unregisterable 

regions.’ It then follows that the criterion must be optimised in a registration region o f interest 

(KOI).

‘Unregisterable regions’ are defined simply as partitions exclusive to particular regions o f one 

of the images; the occurrence o f which are likely to be apparent in our applications given the 

complementary nature of images from across modalities, (And this point should not be 

forgotten when we discuss the conclusions o f this paper.)

So defined, the basis to their methodology is that only the registerable regions can be exactly 

superimposed. It is said therefore, that it is best to sélect arid label these regions in advance o f  

efforts made at finding any registration. For the SCOMs, it is enough to manually define a 

registration KOI, that mainly contains registerable points. This actually implies again the need 

for some initial segmentation o f the input images, although accuracy would not seem to be too 

necessary (I refer here to the given wording: mainly).

However, the segmentation thus requires the introduction of some a priori knowledge about 

image content, such that only scenes ‘similar enough’ may remain. But this notion o f scenes 

being ‘similar enough’ is by no means quantifiable. Certainly functional images, for example, 

will have regions that relate to anatomy, but in a manner that is ‘similar enough?’ Given the 

definition, I am unsure.

A later discussion offered on ‘Components o f Image Information’ goes some way to clarifying 

this point. It classifies the type o f information contained in an image into three parts. These are:

1. Information about the image source.

2. Information about the patient that has no diagnostic meaning, and so corresponds to 

stable image structures.

3. And information about the patient which contains potential diagnostic information, and 

is hence highly variable.
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It is only the first two types o f information that are cited by the authors as being o f use to 

registration process; being suitable, that is, for a priori labelling as a result o f their stability. 

Thus, it is only in these regions that ‘control structures,’ or measurements according to our 

goodness-of-fit, should be defined or taken\

The criterion and modélisation proposed enables us to define the general conditions that two 

images must satisfy to be registered (in terms of their overlapping registerable regions). It is 

then shown, again intuitively (always intuitively), that the condition can be reached by 

maximising the number o f pixels in regions which are registerable. It is with regard to the 

control structures that the authors put necessary emphasis on the need to use as much 

information as is possible in order to unearth registration solutions. This, they then conclude, 

favours the adoption o f the so-called SCOMs, if  ‘the images are not too dissimilar.’ That is, 

when the images meet their original criteria. Here, however, the definition o f ‘information’ 

becomes a poor one.

For example, when using all o f the image data (i.e., when using a SCOM method), much o f this 

information will be redundant. And, although an edge image, say, (in direct accordance to this 

notion of information) contains less information, we could perhaps prove this to be a falsehood, 

as the importance o f each item of information offers the greater degree o f significance. (Indeed, 

a measure o f entropy taken across these sets could well bear this out. Hence, perhaps, why our 

proposed SCOM intends to use only selected regions that may, or indeed may not, adhere to the 

Region of Overlap (RO) Criteria.)

The goodness-of fit’s formal definition is that the histogram o f a difference image (H(T„,d)), 

shows a peak that corresponds to registered pixels. Hence such regions o f the histogram away 

from the peak correspond to unregistered pixels. Thereby, the RO criteria aims to maximise the 

peak area in the histogram, which thus defines the optimisation process’s objective function.

To summarise, the author’s work has been based on the following assumption for image 

registration:

When a pair of images is registered, regions for which some common features are 

similar [enough] in the two images overlap at best.

Again the RO criteria shows its dependency on the notion o f being ‘similar enough’ such that a 

registration solution is derivable. In that case, we must ask whether functional and anatomical

În respect of this project, we would look, ultimately, to identify such regions though an initial 
segmentation based on the clustering of the scatterplot. This is no side issue: it will be constantly 
returned to throughout this document.
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images meet this criteria. Furthermore, the dependency o f their model rests on the images 

being, in essence at least, simple juxtapositions o f ‘roughly uniform regions.’ In many 

circumstances this will indeed be the case. But then again, there are many circumstances in 

which it will simply not be so.

Yes, it is quite intuitive to postulate that our ‘control structures’ should only operate on pixels 

known a priori as belonging to registerable regions; we effectively intend to do the same thing. 

O f course, in considering the model proposed to be unsuitable, we also rule out the use o f their 

control structure; that is, one o f maximising o f the peak area o f the histogram o f the difference 

image.

Their final conclusions states that their registration criterion, ‘can be used to register very 

dissimilar images,’ which seems to effect quite a leap from the previously assumed similarity. 

Throughout the paper, the RO criterion have been piecewise derived from model assumptions 

that were reliant on an ill-defined notion of similarity. If this conclusion refers instead to one o f 

the criteria derived from their general methodology classification, then perhaps it is sound. But 

it is this vagueness that makes it difficult to see how we can incorporate any o f the paper’s 

methodologies into our own.

4.1.2 Woods’ Registration by Minimisation of Feature Space 

Dispersion

It is the method due to Woods [124] that provides us with the main approach toward the 

perennial need-for-automation problem found in many aspects o f medical imaging. The voxel 

based methods, that now use different varieties o f similarity measures, can be fully automated 

and are independent o f specific anatomic structure. Moreover, further images may be registered 

retrospectively as no fiducial markers are required. As we shall see, the information processing 

environment used by Woods’ variance o f VIR measure is common to the remainder o f the 

voxel based methods discussed in this report. From this point on, common terminology will 

continually crop up in reference to this discussion given over to Woods’ algorithm.

Woods observed that although given tissue types may be represented by different intensities 

across modalities, the variance o f intensity ratios (and hence the name) between voxels o f the 

same tissue type can be small (indeed, minimal) when the images are correctly registered. In 

short, voxel based registration algorithms optimise a function that measures [in some manner] 

the correspondence o f all possible pairs o f voxel grey-values. As such, a particular 

correspondence implies an alignment.
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The monitoring o f such variances from the two, (or more; although for purposes o f explanation, 

we shall assume throughout that we are only registering pairs o f images. This notion being 

relatively simple to extend) requires the construction of a feature space whose axes are 

representative o f each image’s pixel intensities in correspondence with each image’s respective 

position. In 2d, that is, the coordinates o f the feature space are given by the pixel signal values 

along the x-axis o f one image, and along the y-axis for the other; the dimension o f the feature 

space thus being derived by the number of images to be brought into registration.

This feature space, frequently referred to as a scatterplot, is then a multidimensional extension 

o f a histogram, with each variable forming a coordinate axis. At each location we bin that 

particular observation such that ‘votes’ accumulate as we go through each slice o f the image 

volume. This is shown in figure 4.1 below.

0 i 0 i

0 12 w 0 8 w

j 5 j 2

1r A Slice of the First Im age 1r A Slice of the S econd  Im ag e

12

Th e ir  Resulting Scatterplot  

Figure 4.1 - The Formation of the Scatterplot.

As well as boding well to being automated, justification for the use o f the voxel based 

registration methods also arose because o f their use o f all the image information in finding the 

registration solution [41], and their combined effectiveness and simplicity. The main advantage 

being that a registration could be found that was not dependent on extracting features from the 

image sets; a quite non-trivial task in multimodality medical imaging.
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Their inherent simplicity is underlined when we look at the specifics o f Woods’ algorithm. It is 

dependent only on the one assumption: if two image sets are accurately aligned, then the value 

o f any voxel in one image set is related to the value o f the corresponding voxel in the other 

image set by a single multiplicative factor, (R )\

As such, any misalignment o f the image sets will manifest itself by a multiplicative factor that 

is no longer constant. Instead it varies from voxel to voxel throughout the images. Thereby the 

alignment algorithm moves the two image sets relative to one another in an automated effort at 

minimising this voxel-to-voxel variation.

The full algorithm is given in appendix I, and we shall end this initial discussion firstly with a 

word o f warning, and then by demonstrating the nature o f feature space dispersion.

We have only mentioned how the algorithm bodes well toward full-automation. This rightly 

implies that in solving the registration problem, there is additional necessary processing that is 

currently done with manual intervention. Non-brain structures must be excluded prior to the 

registration, such that we have an increased likelihood that that all pixels with a particular value 

in the MR study will represent similar tissue types. However, progress has been reported on 

efforts at automating this segmentation step (see, for example, [2]), and such efforts will 

become o f increasing relevance in section 5 o f this report.

Concluding then with a demonstration. To do this we used a reference image (figure 4.2) which 

was rotated and translated so as to form another image in misregistration with respect to the 

original image itself. From the two images we create the feature space as described by Woods.

^We note that this is somewhat idealised, as in reality, even perfectly aligned datasets will show 
residual variation due to: counting statistics; partial volume effects; and biological variation (e.g., due 
to atrophy). We have, however, looked at the possible approaches that may, partially at least, correct 
for these.
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Figure 4.2 - An MR image from which the feature space dispersion diagrams (a..h) were derived.

The scatterplots of figures (a), (b), (c), and (d) correspond to shifting the reference image by 

one, two, three and four pixels respectively. Figures (e), (f), (g) and (h) correspond to a rotation 

of the reference image by one, two, ten and twenty degrees respectively. We show just enough 

variation to highlight the fact that the dispersion reaches some limit at which its magnitude 

remains static regardless of any further translations and rotations. One feature of the voxel 

similarity approach to registration is that at any particular orientation the measure is only a 

function of the region of overlap of the two images (see appendix II). Indeed, this is often a 

problem with medical images, where one of the datasets covers a much more restricted volume 

than the other. Consequently, the measure is unlikely to continue to increase with continued 

misregistrations because there is little area of overlap of corresponding objects in the two 

datasets. This facet being likely to hinder the search for the optimal solution.

4.1.3 Grey Value Correlation Techniques used for Automatic 

Matching of CT and MR Brain and Spine Images

Of the voxel based methods, grey value correlation is not generally considered as applicable to 

the matching of different modality images. However, a paper by van den Elsen et al. [29] 

demonstrates a method sufficient to remedy this. In application to CT and MR registration, 

their method involves the intensity re-mapping of the original CT image set. Initial partitioning 

of the CT images into their bone and non-bone regions, (which simply involves appropriate 

thresholding), leaves regions that best characterise the aspect of the complementary 

information contained across the MR and CT sets (being bone and soft-tissue respectively). 

Hence, it is only necessary to remap their intensities such that grey level correlation can be 

used to find the registration solution.
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On this basis, two methodologies are reported. The first thresholds out the non-bone regions o f 

the original CT set such that the grey value correlation scheme must seek a minima. And the 

second approach reduces the intensity values o f the bone regions requiring that the correlation 

function be maximised.

Their results show that the grey value correlation method achieves higher visual accuracy than 

a method based on extrinsic skin markers. Further, these results were visually comparable to 

those achieved using their ‘ridgeness’ feature correlation scheme (see 3.3.3 above), and thus 

highlights, to some extent, the worth o f these so-called feature-less matching approaches. 

Further approaches to the use o f correlation matching methods are given in the next section.

4.1.4 Studholme’s Correlation Coefficient

In the same manner in which Woods developed his VIR measure, Studholme defined a 

correlation coefficient, y , developed for matching PET and MR images. Formally, this is given 

as:

Y =
m,p

Y,h[m,p)[p -
Lm,p m,p

equation 4.1.

where h(m,p) is the number of corresponding voxels (i.e., the scatterplot) with values m and p

taken from the MR and PET images respectively, having means o f m and p .  Again the 

measures are taken only from the overlapping section of the two images. At registration, this 

objective function should be maximised.

Their paper presents tests carries out using the above objective function in comparison to other 

similarity measures. These being: Woods’ VIR measure; the use o f the statistical moments 

taken about the histogram [53]; and the use o f a basic entropy measure taken on h(m,p).

Tests were performed on PET and MR image pairs o f the same patient and for different 

patients. To grade the results on some qualitative basis, all the image pairs were first manually 

registered by interactively locating corresponding point landmarks. Although these 

registrations may be influenced by the expert’s subjective views, this is arguably the only 

‘gold-standard’ available. Hence, registration accuracy is determined by displaying a 

transformed PET image, which has been resampled to MR resolution.
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In their implementation nearest neighbour interpolation was used on the grounds o f efficiency, 

although the authors acknowledge that this may introduce sampling artifacts that are less likely 

to occur during the use of, say, trilinear interpolation.

A discussion o f the optimisation methods used will be addressed in a different report. Instead, 

we mention here only the fact that the workers adopted a multiresolution approach that used a 

gradient descent algorithm at each resolution. The results from the coarser resolution are then 

being used as first estimates to the algorithm’s parameters at increasingly finer resolutions.

The conclusions drawn from the work are o f importance to this piece o f work as throughout the 

authors have put emphasis on the robustness o f the aforementioned voxel similarity measures. 

Comparisons are therefore run over a number of studies and in differing scenarios.

One early conclusion is that Woods’ PET variance measure [124] [using the multiresolution 

optimisation approach] produces reliable results close to those expected from point based 

registration. It was also said to be very robust. It is further acknowledged that being ‘close to’ 

the accuracy o f point based methods is not stringent enough a criteria for the acceptance o f  

Woods’ algorithm in day to day clinical diagnosis. Though certainly, it is an indicator o f the 

path to take, as these results are quite positive.

Following 1995’s Information Processing in Medical Imaging (IPMI) conference, at which this 

work was presented, continued efforts were reported at the British Machine Vision Conference 

(BMVC) o f the same year [108]. Here the authors were strongly in favour o f using the Mutual 

Information similarity measure. This, it was said, was the only measure to perform well in a 

number o f varying scenarios that included severely truncated data sets (i.e., it is robust).

4.2 The Information Theoretic Approach of Collignon

Unfortunately, the requisite intensity correspondencies o f the voxel similarity measures due to 

Woods and Studholme (above) mean that in common use, the algorithms are prone to failure 

[108]. The measure cited as most likely to address the common failings o f the existing voxel 

based measures came about from the work of Collignon [19].

As our empirical studies are mostly based on this measure - coupled also to its inherent 

complexity - we shall introduce the measure only by way o f reviewing the initial publication in 

which it was proposed. A detailed account o f the measure is the subject o f section 4.6.
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4.2.1 3D Multimodality Medical Image Registration using Feature 

Space Clustering

This paper [19] states intent to extend on the work proposed in [17] (see also appendix 

VI. 1.2.1), in that ‘3D voxel similarity-based registration algorithms that optimize a feature- 

space clustering measure are proposed to combine the segmentation and the registration 

process.’ This is misleading, as the paper only serves to present the proposal o f entropy as a 

possible matching criteria, the source o f which is likely to have been Paul Viola’s work at MIT 

(see appendix II); that said, this alone is a highly valid contribution.

The measure is evaluated across MR and CT images to demonstrate a good optima (in fact, a 

minimum), but no search technique was described, and experiments were not done in 

conjunction with the other voxel based methods that are defined and classified in the paper’s 

initial review.

In reference to voxel based methods in general, Collignon also introduces talk o f a ‘clustering 

measure’ to describe their operation. I interpret his meaning as follows.

Given the scattering effect o f the observations that occur in accordance to misregistrations, 

Collignon regards the voxel based matching schemes as akin to acting as clustering forces that 

attempt to restrict and minimise this dispersion. And it is in this context that Collignon wishes 

to classify them. The ‘clustering forces’ themselves are derived notionally by first considering 

them to be functions such that we may then use their first derivatives to determine the direction 

in which their forces are applied. Accordingly, Gerlot-Chiron’s RO criteria [41] acts only in the 

direction o f ‘minus unit slope lines’ in the scatterplot; The VIR [125] criterion apply vertical 

forces only; and van den Elsen’s methods [27,29,30] apply forces directed about the 

scatterplot’s ordinate axis only, and toward ‘the ridgeness feature’ in the other (see 2.1 above).

It is certainly noticeable how many of the similarity measures used by the voxel based 

algorithms effect to ignore the topology of the scatterplot’s structured In wishing to capture

^As an aside, a frequently used voxel based registration algorithm due to Friston [36] uses a least-square 
distance measure that operates across the diagonal axis of the scatterplot to minimise its feature space 
dispersion. Across modalities the algorithm is likely to operate with varying degrees of success, as this 
success relies on an exact one-to-one intensity mapping across the alignment of structure which may 
not exist in such cases. Another weakness of the algorithm is that it minimises the distances using only 
a one dimensional measurement. That is, it takes into account only the spread of the observation that 
forms the cluster and not its bulk. As observations accumulate, so too do peaks in the distribution. 
These observations thereby form a rather clumpy three dimensional structure, which should be treated 
as such when measurements are applied to it.
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this, our own justification for the use o f a different measure does then seem to tally, although I 

would excuse myself from the analogy to clustering forces from fear o f ambiguity alone.

Returning to the forces so defined, Collignon proposes that these should instead act in 

accordance to ‘the data alone.’ That is, a measure should have no obvious directional forces. To 

do this, they use an entropy measure as their similarity criteria. In effecting to measure 

disorder, it is offered, the entropy measure does not operate in any directional sense.

The credibility o f these notions are difficult to assess given the rather obscure nature o f the 

entropy measure itself, although a preliminary investigation is given in appendix II. The 

justification for adopting the use o f this measurement was not derived, despite Collignon’s 

efforts to do so through attempts at statistically modelling the data set. This, by using the 

standard mean and variance measures to define probability distributions o f aspects o f  anatomy 

as clusters in the scatterplot. In doing this they are able to derive a ‘photometric model,’ which 

is then ignored for the remainder o f the work, despite, it is said, the ability o f the entropy 

measure to derive this model itself.

The results given are not o f real interest for the reasons that we have already mentioned; being 

that no objective comparison was made with other methods, and no search techniques were 

described. However, the introductive use o f the relative entropy as a measure o f misregistration 

is what makes this paper significant.

4.3 Mutual Information as a Measure of Voxel Similarity

Collignon’s paper [18] proposes the use o f an information theoretic approach to the rigid body 

registration of three dimensional, multimodality, head images. It introduces us to the notion of  

using the Mutual Information - a derivation of the entropy measure - o f voxel pairs as a new 

similarity measure.

It’s name alone ( ‘mutual’) implies that the measure could be still-born given the often quite

complementary nature o f multimodal images. Semantic implications aside, however, as results

showed that subvoxel accuracy can be obtained automatically and without the pre-segmentation

that is required for Woods’ algorithm to be successfully initiated across modalities; obviously

then, certain relations among the image sets are more ‘mutual’ than others. Indeed, as our work

intends to incorporate some unsupervised [and, therefore, automatic] segmentation methods to

further improve the robustness and accuracy o f this algorithm, this will be returned to later. (As

appendix II shows, to all extents and purposes, mutual remains closely related to overlapped.)

We have seen how, in the first instance, progress has been made specifically at addressing

improvements to the similarity measures used for automatic image registration. Woods’ initial
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improvement on [124] came by taking the mapping to be a function such that each MR 

intensity value corresponds to at most one PET value [125]. (The credibility o f this notion is 

more understandable if  the reader considers each MR intensity value to be representative o f one 

tissue type.) And Collignon’s improvement was to suggest an information theoretic approach 

[19] to designing a matching criteria through the use o f an entropy measurement taken on the 

joint probability distribution of two image sets. We conclude this chapter in discussion o f its 

methodology.

4.3.1 Introducing the Methodology

In accordance to the other voxel based algorithms, Collignon’s algorithm remains based on the 

dispersion of the scatterplot being commensurable with the degree o f misregistration. However, 

the basis behind adopting the relative entropy (or mutual information) measure - which would 

not normally be associated as a direct model for dispersion - is to treat the images as two 

random variables. Thereby, the algorithm will effectively attempt to extremise the degree o f  

interdependence between the two variables, or images.

A brief discussion giving the background to the use o f mutual information follows before we 

go on to assess its merits. This begins with a digression into the development o f the measure o f  

mutual information. Its introduction into this problem domain is generally attributed to Viola 

[119]. However, we relegate a discussion of his work to appendix II. Here, its theoretical use is 

given before the implementation details are documented in a later chapter.

4.3.1.1 In the Realm of Information Theory

The notion of mutual information was developed within the realm of information theory, 

evolved so as to enable the capacity o f a channel to be accurately described. Its background, 

therefore, is given in this context [75].

It is a fundamental premise o f information theory that the generation o f information can be 

modelled as a probabilistic process. That is, a random event E that occurs with probability P(E) 

contains:

I (E )  =  l o g ^  =  - lo g P ( E )
P (E )

units o f information (where the base o f the logarithm determines the unit used to measure the 

information; a base two is binary, and so on). As such, information is thought o f as being 

synonymous with the amount o f surprise or uncertainty associated with an event.
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Hence, if  P(E) = 1 (that is the event always occurs), 1(E) = 0 and no information is attributed; it 

is wholly predictable and cannot, therefore, be considered as surprising. Information transfer 

from the information source to the user o f the information is done by way of an information 

channel. Here, the parameter o f interest becomes the communication system’s capacity. To 

qualify this, the average information per message o f a source in a communication system is 

called its entropy. The entropy o f a source is a function of the message probabilities, and is thus 

a measure o f uncertainty. It is, then, possible to find the message probability distribution that 

yields the maximum entropy: it is the probability that generates the maximum uncertainty.

It is denoted h(Y) and given as:

h(Y) = -XP(Ej)logP(Ej)
j=l

for all possible events Ej.

From studies o f conditional entropy as applied to information theory, we say that Mutual 

Information is defined as:

I{X \ Y) = h{Y) -  h{Y\ X )  equation 4.2.

for source X, and sink Y. Here, h(Y) is the uncertainty o f the received signal (i.e., the Source 

Entropy) and h(X|Y) is a measure o f unreliability of the information at the receiver (the 

conditional entropy of Y given X, which is characteristic for a given channel). So, in effect, I  

measures the amount o f uncertainty about Y that is removed by X. Or, /  is the ‘information 

about Y conveyed by X.’ (Note that as I  is symmetric, you can interchange X and Y in these 

formulae.) It is formally given as:

" p(.x,y)
p ix )p (y )

equation 4.3.

where p(x) and p(y) are the probability distributions of X and Y respectively, and p(x,y) is the 

joint probability distribution o f the two.

In terms o f our application, mutual information can be considered as a measure o f the 

information content o f the grey-scale values o f either image that is contained in the other. Here, 

entropy can be viewed as a function associated with a random variable, which returns us nicely 

to the notion o f relative entropy.
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4.3.1.2 Application of the M utual Information Measure

Collignon summarises his algorithm with the following definition:

f
a  =arg_m m „

\

where a  is the registration solution, s is the overlapping sample o f coordinates inside the 

volume o f the [static] input image f2 , f i(  7^) is also a subset o f overlapping coordinates having 

been transformed by a  (the current transformation estimate) o f the [dynamic] input image fj. 

We use these in accordance to the probability distributions, and joint probability distributions 

as outlined earlier.

The interpolation method originally used is the nearest neighbour method; adequate due to its 

simplicity and speed. However, in efforts to acquire subvoxel accuracy, at the closing stages o f 

the algorithm, a modified trilinear interpolation method is used. This operates in the same 

manner as the standard trilinear method, except their modification does not average intensities 

so as to produce new grey-scale values, but instead uses the same interpolation weights to 

redistribute the voxel volume o f existing grey-scales from f2 in the scatterplot over grey-scales 

of all nearest neighbours in f%. This, they call the ‘trilinear partial volume distribution’ method. 

The optimisation method used is that due to Powell.

In the paper’s discussion, Collignon is correct to point out what we have already mentioned: 

that Woods’ PET-MR algorithm [125] has an initial reliance on an original segmentation. This 

can imply that the algorithm hasn’t the robustness to handle multimodality image registration 

alone. It is in the regions that must be segmented out o f the image set that there exists a 

tendency for the data to lose its one-to-one mapping across the modalities; the algorithm, for 

example, is unable to differentiate between regions showing as active (e.g., due to the 

underlying anatomy being grey matter) and anatomy likely to show as inactive (e.g., from 

scalp) in the PET image.

Collignon’s approach determines to offer this robustness: ‘the scatterplot entropy as a measure 

o f multimodality information content or signal complexity has all the properties o f a data 

independent measure o f scatterplot dispersion.’

The results showed sub-voxel accuracy in registering CT and MR volumes. Indeed, by visual 

inspection the workers considered their automated registration algorithm to be better than the 

stereotactic one used as reference, which certainly implies clinical acceptability. However, such 

success is in part explained by inaccuracies occurring in the stereotactic registration process. 

This due to the localiser being attached to the patients head with a mask and not, therefore.

Page 151



Image Fusion

having the rigidity o f an attachment with screws. Additionally though, they showed PET and 

MR images that were registered to an accuracy of the same standard.

Agreement came also from Studholmes’s comparison of similarity measures that was presented 

at the BMVC 95 [110], although this was not originally implied in their IPMI paper [109]. 

They state:

Many clinical images have a limited field o f v ie w  the relative entropy algorithm was

the only measure that successfully registered all the datasets.

So it would indeed seem that the mutual information measurement is the candidate criteria for 

voxel based matching methods. It has been shown to be more robust, and additionally stable in 

the presence o f noise. Although just why this latter advantage should have arisen remains, for 

now at least, unclear. The author himself believed that noise was not a problem as there is, ‘no 

one-to-one correspondence given that the noise is inherently random.’ In fact at IPMI 95 where 

the paper was first presented, Collignon said: ‘As I maximise the match, I minimise the noise.’ 

This is perhaps the effect, but this does not reflect the nature o f the cause. This point is quite 

vague, although Viola notices a similar effect. Viola cites the improvement in the presence o f  

noise as due to it having a beneficial effect on the optimisation process [99]. His observation is

that, ‘the noise introduced by the sampling can effectively penetrate small local m inima and

we have found that [the] local minima can be overcome in this manner as well.’

We should, o f course, see this for ourselves rather than blindly adopting it.
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5 Localising within the Scatterplot the Extent of the 

Similarity Measure

This section aims to justify and describe how an initial segmentation of the image data into 

regions that are deemed appropriate to the registration process may be used to improve the 

robustness o f our voxel based methods.

The similarity measure o f choice is likely to be that outlined in section 4.3 above. But what o f  

its failings? Obviously these can’t objectively be judged until we return to discuss our results, 

but we can outline those cited by previous workers.

Briefly, Studholme [110] found that there were undesirable regions within the images that 

made negative contributions to the registration process. These were basically deformable 

objects, which, naturally, should not influence the rigid body registration. Studholme’s own 

solution was concluded with:

We have demonstrated that this problem can be overcome simply by excluding regions 

o f the image that are likely to deform (e.g., skin surface, the lower jaw bone) from the 

calculation of the measure. This process does not require accurate segmentation. A 

further advantage o f excluding some structures from the registration is that fewer voxels 

are used to calculate the measures, resulting in a reduced computational load.

Their ‘inaccurate’ segmentation is done manually, and given this lack o f stringency, it is 

something that is envisaged as being quite easily incorporated into the entire automated 

procedure.

As well as deformable regions, there is hoped to be other aspects o f the images that will prove 

to be pertinent to the process. For example, perhaps it is only matter present in each o f the 

image sets that should influence the registration. Perhaps also, observations relating to air in the 

original image should have little or no bearing at all on the process (images o f air being subject 

to random noise, and hence the criteria o f match is unlikely to vary a great deal when evaluated 

over these regions in the scatterplot).

This section then, briefly introduces clustering as a means for partitioning the data set, and 

discusses how these methods can be incorporated into the registration process. It is hoped that 

by partitioning the scatterplot in such a manner, we will be able to firstly find which image 

entities have the most influence over the registration process, and secondly decide which 

entities we will allow  to have an influence over this process.
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We begin with a discussion on how Woods’ PET-MR registration algorithm requires an initial 

[manual] segmentation before it may be initiated on the road to a successful registration,

5.1 A Partition Necessitated of the Woods VIR Algorithm

First, recall that for aligning two images o f the same modality, Woods’ original algorithm is 

based on the following assumption:

If two images are in registration, then the grey-scale value o f any voxel in one image is 

related to the value o f the corresponding voxel in the other image by a single 

multiplicative factor, R [124],

In the case where the algorithm is to be used to register images o f more than one modality, 

there might now be a different value o f R for each intensity value in either image. This is 

indeed what the extended algorithm expects [125], and the optimisation process seeks to find 

values for R that show, in total, the least variance. In this extension of the original algorithm to 

the multimodality case, the value o f R must be calculated across a range o f ‘tissue types,’ 

which simply corresponds to each intensity value present in one o f the images.

However, as presented, this algorithm is functional only for image data o f the same modality. It 

is obvious that, from such diverse modalities as say PET and MR, scans from a single subject 

will look quite dissimilar. They would also be unlikely to share some simple displacement in 

relative intensities, hence. Woods records there to be no single multiplicative factor that will 

adjust the images in order to make them comparable. Graphically, this effects to their being 

more than one distinct cluster in the scatterplot (see 5,2 below) formed using MR and PET data 

[54], Therefore, more than one application o f the measure o f similarity becomes necessary. 

Unmodified then, the original algorithm will not perform cross-modality registration o f the MR 

and PET images as the underlying assumption is no longer valid.

Woods’ major modifications to the within-modality algorithm are twofold:

1, The MR images are (necessarily) edited so as to omit non-brain structures. This is said to 

increase the likelihood that all pixels with a particular value in the MR study will represent 

similar tissue types,

2, In what appears to be a quite ‘brute-force’ approach, the algorithm divides the MR image 

into 256^ separate components based on the value o f the MR pixels. These partitions may be

^In accordance to the number of grey-scale values used to represent the MR image.
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thought o f as bins in the style o f a histogram. The algorithm then seeks to maximise the 

uniformity o f the PET pixel values within each o f these partitions.

Now all pixels with a particular MR pixel value represent the same tissue type, and 

subsequently, all the values o f corresponding PET pixels show also to be similar to each other. 

Alternatively, we can interpret this as there being a different multiplicative factor (R) for each 

intensity value in either image. (The assumption made need not be strictly true. However, the 

more nearly correct it is, the more robust and accurate the performance o f the algorithm.)

The uniformity o f the PET pixel values for each o f the 256 MR tissue types is then maximised 

by iteratively minimising the weighted average* o f the standard deviation o f the PET pixel 

values.

(The reader is referred to the first appendix for the more detailed description o f the algorithm.)

One first, perhaps obvious improvement, would be to accurately partition the image into 

regions o f the same tissue type so as to run the algorithm without using the assumption that

tissue type is defined by pixel intensity alone.

Typically, an MR image constitutes three component parts: GM, WM, and CSF. In an ideal 

situation, any approach would involve the initial segmentation o f the image into these 

component parts, so as to derive three separate pixel intensity adjustment factors. This would 

enable some possible mapping conversion to the characteristics (or functional information) o f  

the PET image set. However, accuracy is then dependent on the quality o f the MR 

segmentation, which will undoubtedly contain errors if  obtained using a single pulse sequence 

[124].

The accurate classification of the various tissue types would no doubt provide the scheme with 

sensible component regions that may have similar and characteristic pixel values. However, 

partial volume effects can yield a wide range o f mixed-tissue pixel intensities that hinder 

efforts at uniquely resolving the image data into its pure tissue components; a not unrelated

topic that shall be returned to in the discussion of appendix VI.

Of the modifications made by Woods, we have over-looked the need for the initial editing o f 

the images. The PET-MR registration algorithm requires that the scalp, skull, and meninges are 

all sectioned out o f the MR images prior to registration. Given the VIR functions wont o f  

assigning high cost values merely for overlapping regions, these regions potentially upset the

*Simply in accordance to the proportion of voxels having a particular tissue type.
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algorithm. In the first instance they are deformable, and in the second, they should not really be 

associated with the functional activity that makes up the PET data. In these algorithms, care 

must always be taken such that the measure being evaluated does not give optimal results when 

the images are correctly ‘registered’ merely because all the image voxels overlap. 

Unfortunately, without their thoughtful application, this will always be the case (see, for 

example, appendix II).

Currently, the segmentation process is done manually, for reasons o f accuracy, and so the 

algorithm cannot be used as a stand-alone, fully automated procedure. Help is, as ever, to hand. 

Ardekani et al. [2] present an automated algorithm to segment MR images into intra- and 

extradural regions, citing the algorithms applicability to the necessary pre-processing required 

by the Woods MR-PET algorithm. The crux o f the algorithm involves the segmenting o f the 

pixels internal to the head into known classes. Candidate pixels for the initial clustering stage 

are found after a head contour is derived using basic low-level image processing techniques. 

The resulting image, seen as a number of connected components belonging to the various 

classes, is then partitioned such that the extradural connected components are discarded. This 

final delineation is based on heuristics derived from, ‘anatomical knowledge, characteristics o f  

the images, and the clustering algorithm.’ Their resulting segmentations are certainly good 

enough to initiate an automated registration using the Woods algorithm, and thereby remove 

the need for some manual interaction.

But we should first note that their clustering algorithm is designed to operate on T l- and T2- 

weighted MR image sets. Hence, if we were simply to adopt this work to be a front-end to a 

registration process that used, say, the mutual information measure, then we do have the added 

restriction imposed on us by the required nature o f the input data. However, the enhanced tissue 

contrast across the dual-echo MR sequences would certainly be requisite to some o f the 

methods o f PET correction that we will later consider worthwhile in appendix VI.

Secondly, and for discussion only, we see that the success o f the algorithm is dependent on the 

use o f a priori knowledge regarding characteristics o f the images and anatomy, which is 

reflected in the initiation o f the k-means clustering algorithm with good  cluster prototypes. This 

is, then, slight confirmation that the level o f such a priori information in these image sets is 

high.

Next, in section 5.2, we will also see also that Hill’s key modification of Woods’ algorithm 

requires that voxels are labelled according to their classification o f their tissue type. In turn, 

their tissue type is derived using ‘knowledge’ o f the imager’s characteristics. This refers
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specifically to the classification of tissue simply in accordance with each one’s likely intensity 

ranges. The extension then to Woods’ algorithm, is then to use the VIR only between voxels of  

the same anatomical type, in a slightly more refined manner than Woods himself chooses to do 

the same thing.

We would intend to further refine this method through the incorporation o f the data correction 

and segmentation processes outlined throughout this report. This we offer in section 5.3.

5.2 Outlining Hill’s Original Partitioning Effort

In Hill’s implementation of Woods’ VIR algorithm [54], he further refines this notion to 

introduce methods aimed at increasing the algorithm’s flexibility and robustness; the range o f  

values used for the variance calculation may be varied. In effect then. Hill has localised, in 

some manner, the extent effected to by the similarity measure.

Hill uses knowledge o f the imager’s characteristics to partition the input data set. This by 

selecting intensity ranges that correspond to tissues or structures that are likely to be useful for 

registration. An example o f this is in a good CT image, where air, fat, soft tissue and bone will 

have characteristic intensity ranges. Out o f these, the intensity ranges found to be useful for 

registration may then be exploited in a method that would be applicable across studies.

In doing this. Hill is seeking to appropriately partition the ranges o f the similarity measures for 

the same reasons that we shall also consider. However, the manner in which this is done, as we 

will now describe, is quite different.

Of the images, the one chosen as the ‘denominator image’ (in reference to calculating our 

multiplicative factor R, and therefore its range of application) is that which is most classifiable 

into meaningful groups by intensity value alone. Intensity range bins are then defined in 

accordance to knowledge gained from the manual segmentation o f test images. Example bins 

include: air, brain, and bone.

Then, for every estimate of the six degrees o f freedom, each voxel in the denominator image

(i.e., across, and maybe outside of, all denominator ranges) is compared with the intensity

ranges defined by the a priori knowledge that relates structural characteristics. Only if  the

intensity value lies within the range o f one o f the bins (i.e., it is o f a meaningful image entity,

which is also considered to be useful to the registration process) may the voxel be transformed

by our current estimate o f the transformation parameters. For each o f these newly calculated

voxel values, if  they are valid (i.e., they lie within the numerator image) then the current

variance and mean of R is updated accordingly. The coefficient o f variation is calculated from
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these mean and variance values for each bin. The sum of these coefficients is then used as the 

similarity measure.

Hill’s approach is quite sensible and does bode well toward the aim o f improving the 

robustness o f the algorithm. However, its notion of partitioning the more classifiable image 

into meaningful modes such that only intensities lying within these regions may be influential 

to the registration process is akin only to an elaborate thresholding o f the input image data, 

similar to that which might be done so as to suppress or ignore the influence o f  noise. The all 

important extension to this procedure would be to weight each range’s influence over the 

registration process in proportion to each intensity bin’s [considered or derived] importance to 

a registration. Additionally, by determining such influential regions through an initial partition 

o f the scatterplot, it may be possible to highlight corresponding regions that are likely to be 

useful for registration (e.g., a tissue-to-activity correspondence). This may require an initial 

estimation of registration to proceed the clustering process so as to initially impose some 

structure on the data set, or a possible hybrid segmentation-registration approach [17]. These 

being done such that the information attained from the segmentation may be used as input to 

the latter stages o f registration. Hill’s method only seeks to find these regions from one o f the 

images, and it is not novel in the sense that it is not a hybrid method.

It is exactly the issues regarding the degrees o f influence that should be held by the different 

regions in the original images that remain unresolved. And it is, therefore, one o f the aims of  

this project to at least begin to answer them. Any developed algorithm’s success is likely to be 

highly dependent on the nature o f the data it operates on. As Hill so rightly states:

An insight into the performance o f voxel based registration algorithms can be gained by 

studying the way in which the similarity measure changes with misregistration [54].

This he has done for the registration process operating on MR and CT images using bins o f air, 

brain and bone. (Of course, currently it is only their summed value that is used as the similarity 

measure.)

Hill’s efforts led him to generate a number o f ‘feature space sequences,’ which are sets o f  

scatterplots showing different dispersions for different known misregistrations. It is only a 

visual attempt to study the change in appearance of these plots, and not a statistical attempt. 

The results are, therefore, inconclusive, although the efforts have resulted in the justification 

for further research into this entire concept. Indeed, under his supervision justification was soon 

to arise [110] with regard to the potential advantages that may be associated to some initial 

partition:
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The disadvantage o f using all overlapping image data for registrations is that the regions 

o f the patient that deform significantly (e.g., the ear) can contribute to the registration 

solution, leading to inaccurate registration of rigid structures o f interest.

So it can be said that certain aspects o f the image data are more pertinent to the registration 

procedure than others; Hill’s original conjecture being validated through later work.

But the earlier work that led to the development o f these hypotheses bore out many interesting 

features that remain relevant to our developing arguments.

In the study o f the scatterplot’s characteristic, several sets o f images were used to show that it 

was only the misregistration of PET and MR images that showed more than one distribution, or 

cluster, in the pattern space. Otherwise, Hill found the following common characteristics:

1. Diagonal features in the images at registration disperse when the images are 

misregistered.

2. Except at the origin, the highest intensity pixels get less bright with misregistration 

[could be said as akin o f dispersion].

3. The number of low intensity pixels increases with misregistration [likewise].

4. Horizontal and vertical lines appear in the feature spaces when the images are 

significantly misregistered.

From this study alone, it is not clear how the facets o f misregistration may be exploited. Hill’s 

own efforts to do so resulted in him using the third order moment o f the intensity histogram (its 

skew) o f the feature space as a new similarity measure. In tests, the results were not as good as 

those using the original Woods VIR measure.

In conclusion, Hill has shown how Woods’ algorithm is extendible to the task o f registering 

MR and CT images. This is done by altering the algorithm to use only voxel intensities within 

specific and meaningful ranges. However, the algorithm was at times unreliable, and this was 

cited as being because it only calculates the coefficient o f variation along the ordinate axis. 

This, then, is only a one dimensional measurement taken in the feature space, which is the same 

limitation that we mentioned originally as a limitation in Friston’s popular algorithm [36].

5.3 The Implied Need for Clustering

We have now seen how Woods, Ardekeni and Hill, all adopt some partitioning o f the data set 

prior to the application of voxel based methods. In this section we shall establish further this 

need, and in doing so formulate our own methods toward a robust voxel based registration 

implementation.
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Necessarily then, the main digression that follows our own justification will be toward 

automated image segmentation methods.

5.3.1 The Accurate Segmentation of MR Images

For the accurate segmentation of cerebrospinal fluid (CSF), grey-matter (GM), and white- 

matter (WM) proportions of the brain, thresholding has been the underpinning technique o f the 

most popular segmentation schemes. However, putting such reliance on the accuracy o f  

thresholding is quite undesirable; indeed, thresholding based methods all too often result in the 

incorrect assignment o f a potentially large number of GM and CSF voxels since volume 

averaging is not taken into account. This shortcoming in, and the general ambiguities o f all 

thresholding strategies has been addressed by a number o f workers. Of note is the work of  

Condon et al. [20], who uses an inversion recovery sequence to suppress brain tissue with 

respect to the CSF data, and that o f Rusinek et al. [100], who uses two inversion recovery 

sequences for the more accurate suppression of appropriate signals (i.e., those relating to 

enhance CSF-to-brain and WM-to-GM contrast).

Of particular interest is the approach due to Vannier et al. [115,116], whose segmentation 

process was a clustering o f the data set. Additionally, we can draw on the work o f Kohn et al. 

[72], who instead o f clustering the observations drew a linear classifier through the feature 

space so as to partition the data set. However, Kohn’s use o f a linear discriminator cannot 

account for the strictly non-uniform value o f pure tissue across, (or even within), slices o f an 

MR image, due for one thing to the static magnetic field inhomogeneity o f the head coils (see 

section 2.5.2). More recently, Gerig [39,40] checks the reliability o f such classification 

techniques, and himself applies clustering techniques to the segmentation of dual-echo MR 

data.

5.3.1.1 Vannier’s Approach to Clustering

The feature space approaches o f clustering draw motivation from the fact that pure tissue and 

pure CSF have [characteristic] signals that cannot be readily separated using thresholding 

alone. Vannier was to first to point out that the nature in which these signals manifest 

themselves in an intensity-based feature space had parallels in other fields o f research [116]. 

The following outlines what the parallels were, and how Vannier was able to exploit them.

Multiecho MR acquisition enables better discrimination of tissue types and anatomical

functional units because specific characteristics [of interest] are enhanced in multiple channels.

Here, two or more images o f an object in pixel-by-pixel registration obtained by different MR
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puise sequences give, in effect, multispectral data set o f two-dimensions. From this we may 

derive a feature-space; the scatterplot, as introduced in section 4.1.2. So defined, clustering 

techniques can then be used to classify the different tissues.

Obviously then, the discriminating ability o f the clustering algorithm is reliant on, as much as 

anything, how guaranteed it is that the use o f different spin echoes returns contrasting tissue 

types; for one thing there is the clustering’s reliance on the tuning o f the MR scanner for the 

later separability o f clusters in the scatterplot by minimising their spread and interference 

across classes. Thereby the underlying principle behind Vannier’s approach to the analysis o f 

MR images lies again with the characteristics o f the imaging process itself. In other words, 

these images constitute multispectral data; their spatial distribution estimates are o f proton 

density, relaxation times, and flow. As such, techniques used to analyse data o f this kind 

[97,8,60] are, according to Vannier, applicable to MR imaging. Hence, the parallel Vannier has 

applied is the application of a satellite imaging system to MR image analysis. This to determine 

the discriminating ability across different tissues and fluids [116].

Different MR pulse sequences were used to form three different images o f the same study. The 

histograms o f each image were used to form a three-dimensional feature space, here referred to 

as a ‘signature space.’ Natural groupings are apparent, and identify with components o f the 

scene. The components included, ‘CSF, brain parenchyma, tumor, flowing blood, and others in 

a typical MR head section.’ This is shown in figure 5.1, where we can additionally see how we 

are likely to know a priori the number of clusters that are likely to be present, and their 

approximate position. If true ,̂ we can then define good clustering prototypes before clustering 

proceeds, and we are therefore likely to be initiating a successful segmentation o f the data.

^In a clinical setting, we should acknowledge that each case should be treated individually [40].
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Figure 5.1 - Vannier’s [Idealised] Scatterplot.

As the diagram itself implies, Vatmier’s results showed that without any a priori information 

(they do not employ known prototypes), a classification algorithm operating on the MR scans 

was able to separate clusters that related to the separation of: brain parenchyma from 

hematoma; skin from cortical bone; fat from air; and CSF from its surroundings.

We must presume then that some judicial selection of the MR pulse sequences is taken so as to 

enable such a successful classification. The results conclude with only an indication that time 

characteristic signatures may be defined using the [satellite imaging] technology, showing the 

major problem to be one regarding the quality o f the data.

The two factors hindering such the clustering analysis were noise and MR’s susceptibility to 

signal non-uniformity, which is the source o f its characteristic variability among pixel 

intensities o f the same tissue type. This, it was found, may manifest itself in the feature space 

as elongations o f the cluster’s distribution toward the origin [40]. Any segmentation is thus 

impeded as the data sets forming in the scatterplot become increasingly sparse, scattering about 

their ideal means as a direct result o f the two aforementioned factors. Thereby, the resulting 

variable nature o f the cluster distributions can make precise object classification a difficult 

task; even using ‘good’ cluster prototypes. Efforts can expect to be frequently frustrated by 

cluster overlap and the loss o f natural structure to the data set. Such reliance on acquisition 

quality can, in the extreme, result in it being inappropriate to even attempt to segment the 

images using statistical classification methods [39].
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5.3.1.2 Incorporating these Methods into our Registration Problem

Although Vannier’s approach adopts no a priori information, it would seem fairly naive to 

keep with this. We have mentioned our knowledge with regard to the nature o f an idealised 

pattern space. Training regions should, really, be drawn, and we mention later how we believe 

that some notion o f some regional localisation should be adopted.

Ardekani’s [2] approach required there to be good prototypes, and this was considered to be 

unrestrictive. But it is Gerig’s approach [39,40] that really reassures us by actually using a 

candidate list o f cluster centers derived from previous unsupervised experiments.

Following the work o f Gerig, our only sensible approach must also involve doing enough 

experiments to justify the prototypes derived from the data sets made available to us. For 

example, we should be aware that many feature-less areas o f the original image are likely to 

manifest themselves as features in the scatterplot. Their identification, o f course, requires some 

cluster analysis to establish these regions such that they may be classified and ignored in later 

applications o f the registration algorithm.

For example, we have established that an MR image o f the type shown in figure 5.2 would 

require some preprocessing prior to its use in a registration algorithm. The images below show 

the results o f such preprocessing; a segmentation o f the image based on the clustering o f the 

scatterplots (formed as in 4.1.2 by having a two pixel misregistration with itself). In the third 

figure below, we see that the single cluster bears no obvious relation to features in the original 

image. Its previous division into three regions (in the first two sets o f images) shows, to some 

extent, where a relationship does exist. We can therefore see how even with the most simplistic 

o f distributions (our example) the appropriate choice o f cluster centers can influence an 

unsupervised segmentation.

To conclude then. Vannier’s representation of an example scatterplot (figure 5.1) may well be a 

highly idealised example, but the point is clear: in medical imaging we do have such a priori 

knowledge about the nature o f the data. The images are o f specific types, the acquisition 

processes are known and follow strict protocols for acquiring images o f various parts o f the 

body. Further, different patients do, naturally, have similar structures at similar locations. In 

short then, this information should be exploited wherever possible, and it is the aim o f this 

project to use this information to improve voxel based methods o f registration accordingly.
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Figures 5.2 - Variation in partitions due to variation in the initial cluster prototypes.

To do this, the considerations offered to localise the registration process will involve relating 

cluster affinities to our matching criteria. Other possibilities resulting from a known partition of 

a pattern space showing more than one cluster, includes the use of eigensystems to monitor the 

cluster’s orientations and size. In the latter approach, it may be possible to use simple distance 

measurements to minimise instances of variance about the principal axes of the individual 

clusters.
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6 Method

This section will briefly tie together the previous chapters by outlining the method that’s 

specifics will described only in terms o f its implementation (chapter 7). This first requires 

outlining the segmentation method that will proceed the registration techniques already 

discussed. We then go on to discussing how the voxel similarity measures are used in the 

registration process. But just how these are to be incorporated with the segmentation procedure 

is also left until the following chapter. As too are more o f the ‘house-keeping’ type procedures, 

and other additional tunings o f the methods made with the intention o f improving the routines.

6.1 An Introduction to Clustering

Normally in cluster analysis little is known about the structure o f the individual classes o f data. 

The classes that will ascertain to entities in the original images are simply a collection o f  

observations whose affinities are unknown. The problem is then one o f finding natural 

groupings from within the data set. The objective being to sort the observations into groups 

such that the degree o f natural association is maximised among members o f the same group 

and minimised between members o f different groups. The type o f algorithm to be used to do 

this can only depend on the expected distribution and geometry o f the pattern clusters in the 

feature space.

Gath and Geva [37] cite three major difficulties encountered during clustering o f real data. 

These are:

1. The number of clusters cannot always be defined a priori, and one has to find a cluster 

validity criterion [15], in order to determine the optimal number o f clusters present in 

the data.

2. The character and location of cluster centroids is not necessarily known a priori, and 

initial guesses will then have to be made.

3. The presence o f large variability in cluster shapes, variations in cluster densities, and 

the variability in the number of data points in each cluster.

Before addressing each o f these points in turn, we should first recall how a great deal o f a 

priori information is available in medical imaging. This because the images can be considered 

as being, by and large, quite similar. Standard procedures are used for each modality to acquire 

them, registration will involve only images o f a corresponding part o f the body, and structure is 

similar across patients.
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Addressing the first o f the three points then, we can cite the previous examples from Vannier 

[116], Gerig [39,40], and Ardekani [2] where we do know a priori the number o f clusters that 

are likely to appear in the pattern space. Using PET and MR data to form the pattern space we 

noted that we would require some effort spent in studying the nature o f the distributions likely 

to occur (and that this may vary again across scanners, etc.). However, we now trust that there 

should be some common form that will enable us to predict an appropriate number o f classes 

that we consider suitable for segmenting our data into regions apposite for registration. Given 

too the background work into studying the nature o f these distributions, we should then know 

the location o f the cluster centroids in advance o f most initiations o f the algorithm, which 

addresses the second point.

Finally, the third point remains unsolved, and the only chance o f overcoming this characteristic 

o f the problem is to use a robust and effective clustering algorithm.

6.1.2 Clustering Algorithms used in this Project

There are several techniques used to cluster data which utilise different criteria and different 

methodologies, but we shall use only the partitional, or non-hierarchical methods. These are 

based on the minimisation of a specified objective function and are used in the majority o f  

segmentation algorithms that use clustering techniques.

Partitional clustering can be further classified into two types. These are ‘crisp’ and ‘fuzzy’ 

algorithms, which are both used in a comparable manner in that their measures o f similarity are 

the same, but they then differ significantly in their assignment o f data points to a particular 

cluster. Crisp algorithms assign each data item to a single cluster, whilst fuzzy clustering 

allows data items to hold simultaneous affinities to several classes [9].

As for all clustering techniques, the concept o f partitional clustering is to generate a single 

partition o f the data to uncover the natural groupings o f the points. The partitional approach is 

given as follows:

Given n observations in a dimensional measurement space, find a partition o f the data 

into K  clusters such that the items in a cluster are less dissimilar to each other than to 

items in other clusters.

Before looking at the possible partitional algorithms, we must first consider how our classifier 

is to measure the ‘correctness’ o f our segmentation. For one thing, our measure o f similarity 

can be given by the Euclidean distance between two observations. But for our algorithm to 

work some criteria for determining the correctness o f the partition itself must be established.
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For example, an intuitive criteria could be that the clusters must form highly dense regions in 

the measurement space. But this, we have seen, relies more on the acquisition process than 

anything else.

Criteria are very data-dependent. That is, they must be complex enough to reflect the structure 

of the data, yet simple enough to make their computation a reasonably efficient process. A 

mathematically descriptive measure is used such that partitions may be compared to each o f its 

individual observations and their suitability o f membership may then be determined. Thereby, 

every observation may find its most suitable partition.

In a clustering algorithm the criterion may also be used to decipher when the algorithm should 

converge. For example, the algorithm should terminate when the criterion function has reached 

a minimum for all clusters. However, there is no guarantee that this minimum will ever be 

achieved, especially considering that initial configurations o f cluster centres can give rise to 

different final partitions (see section 5.3.1.2); although this detail should be losing its 

relevance. Therefore, a method o f determining the completion o f the algorithm may simply 

involve the assignment o f some threshold value which, when reached, allows for convergence. 

The general procedure is then, to search for a partition with either a small or large value o f our 

function by moving observations from one cluster to another. This search ends when no such 

movement either reduces or increases our functions value. The approach we take in seeking an 

optimal partition is that o f iterative optimisation. The basic method is to find some reasonable 

initial partition and to ‘move’ samples from one group to another such that the move has the 

effect o f improving the value for the criterion function. We may now define our general 

algorithm as;

1.Select initial cluster centres (on the basis o f previously known partitions).

While optimum value o f criterion function not found do:

2.Update the partition by re-assigning the samples to the closest cluster centre.

3.Calculate the new values o f the centre.

The algorithm to be used in this project is the adaptive distance dynamic clusters (ADDC) 

algorithm due to Diday [26]. This algorithm meets the points we have now outlined. Basically 

it is the following:

1.Initialise cluster centrest.

2.Initialise all covariance matrices to equal the identity matrix.

Loop:

Tor reasons already mentioned. Cluster centres will be initialised in accordance to the study to be carried 
out into the nature of the distributions of data resulting from a survey of the various test images.
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3.Assign observations to clusters with the nearest cluster centre.

4.Update the cluster centres.

5.If we are not using the Euclidean metric, calculate the new covariance matrices. 

Repeat until finished.

The covariance matrices that are used to describe each cluster are initially made equal to the 

identity matrix:

1,0'
0,1

forj = 1 ,..., K

where K is the number of clusters sought in the pattern set, and in future references, N  will 

represent the total number o f observations in the data set, Nj the number o f observations in the

/th  cluster. Cyi refers to cluster «, represents the covariance matrix o f cluster «, and is 

the centre o f cluster n. Individual observations will be referenced with the number i.

An observation is then assigned to a cluster if  the distance between the observations and the 

cluster centre is less than the distance between the point and all other centres.

Using the covariance matrices to define the nature of our distributions allows us firstly the 

flexibility to use the Mahalanobis distance measure (see below) as our similarity criteria, and 

secondly to allow for an eigensystems analysis o f the data set so as to enable another novel 

approach at localising the extent o f the registration process (see ‘Future Work’).

The Mahalanobis distance measure enables the algorithm to capture the relationships between 

different variables so as to describe the nature o f their distributions. Motivation for its adoption 

is derived from the inherent complexity o f real-world data which tends to contain groups that 

widely differ in size and shape. Ideally, clustering procedures that ‘adapted’ themselves to the 

type o f data they were required to analyse are preferred. A basic idea common to these 

procedures is that the measure of distance, (or variability), within a group o f objects, is 

dependent on the configuration of objects within the group. Thus for the y ’th group o f nj 

objects, the distance from point xj in the group to some other point jc/ could be defined as the

square root o f the Mahalanobis distance (equation 6.1 below), where is the sample

covariance matrix for that group.

d̂ j =  (%, -  Xj Y  Z (%, -  Xj ) equation 6.1.

The resulting metric can be considered as exponential in behaviour as it seeks optima only 

within narrow local regions. This sigmoidal nature is the concept o f local distance is illustrated 

in figure 6.1 below. In this figure, Wj is the appropriately selected clustering criterion for the
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y’th group of nj objects, points and X2 are the same Euclidean distance from point % but in 

terms of their [relative] Mahalanobis distance, as defined in accordance to the size and shape of 

they’th cluster, X2 is considerably further away from y  than

Figure 6.1 - The Mahalanobis Distance Measure.

The algorithm now defined seeks an optimal partition with an iterative relocation that 

constructs groups one at a time. However, some adaptive procedures based on measures of 

local distance only produce reasonable results if each cluster in the data set contains a 

sufficiently large number of objects for the appropriate distance to be represented accurately, 

and done so in a manner suited to the dimensionality of the data set. Furthermore, as our later 

studies showed, our data set typically formed only a single distribution. Subsequently, the 

relevance of this distance metric was lost, as its effectiveness can only be achieved given 

appropriate application.

In implementing the ADDC algorithm, the distance measure used is in fact a variation on the 

Mahalanobis distance, specified for application to three-dimensional range data [73] (it also 

retains the ability to effect to the Euclidean). In its operation, we look to minimise the sum of 

the variance of all the clusters with respect to their centres and the distance measure. It is given

as:

Td,=\Lr[x,-n) equation 6.2.

Page 169



Image Fusion

where n is the number of features in the image, which in the case o f the scatterplot, is two.

On the first iteration of the algorithm, the measure degenerates to being the Euclidean measure 

as the covariance matrices have been initialised as the identity matrices. After this iteration the 

vectors in the scatterplot have all been assigned (for the moment) to a particular cluster, and it 

is then that we must update the cluster centres to reflect this in preparation for the next 

iteration. This is done simply by calculating the properly normalised mean value o f all the 

observations in the cluster:

eQ_
A .

The next stage is to compute the covariance matrices for each cluster (or retain the identity 

matrix as is appropriate). The covariance matrix is, here, two dimensional:

^oiy
where cr̂  is the cluster variance between factors i and

J-

For example, (Jq̂ j is the variance around the cluster mean along the first intensity axis o f the 

feature space, and is defined as:

< ^ 0 0 ,= ^

where /j,jq is the mean about the first feature o f the j ’th cluster.

Details o f the features being used in respect o f the clustering o f the scatterplot are detailed in 

the next chapter.

6.2 Fuzzy Clustering and the Partial Volume Effect (PVE)

The Partial Volume Effect (PVE) is a considerable hindrance to the accurate segmentation of  

medical images, and their subsequent object classification. The addressal o f this problem has 

received significant attention, and its accountance has included its statistical modelling [see, for
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example, 101] and more recently, the use o f fuzzy segmentation methods in efforts at handling 

this uncertainty o f classification [62].

Its effect, however, on registration algorithms remains largely undocumented. This is largely 

due to the fact that registration methods invariably use regions and features o f the image data 

that aren’t adversely effected by this phenomenon. Surfaces and point landmarks are typical 

examples. Additionally, voxel based methods traditionally use all instances o f overlapping 

voxels, and irrespective o f anatomy or other features. But in proposing a new method o f voxel 

based registration - and furthermore, one that relies on an initial segmentation of the image data 

- are we not liable to the PVE’s influence?

I would suggest that in many ways we are. Despite the accuracy o f the initial segmentation 

being not exactly paramount, if  there exists large instances o f uncertainty across voxel types 

and we are to use our segmentation-registration hybrid, a misregistration may be the direct 

result. In the best case scenario a majority o f the effected voxels will be correctly labelled, and 

they will find affinity to corresponding tissue types [i.e., voxels] in the other image; and these, 

of course, may be effected voxels that have fortunately been classified correctly. In the worst 

case however, both sets o f uncertain voxels derive an incorrect classification, and go on to seek 

an incorrect affinity in the scatterplot.

6.2.1 Modelling Uncertainty with Fuzzy Clustering

We would wish to know therefore, in advance o f our registration process, which voxels have 

such divided affinities. Crisp clustering algorithms are totally inadequate in this respect. At 

each iteration o f the clustering procedure class membership is total, and cannot be defined as 

otherwise. It thus assumes well defined boundaries between the clusters, and under conditions 

of clean separation between object classes this is indeed highly effective. But, this assumed 

model fails to reflect our rather complex pattern set, where region boundaries are subject to the 

over caused by the PVE. In using crisp algorithms we are thus likely to be adopting a quite 

gross simplification of the data set’s structure, and a more complete and flexible description of  

each object’s [possibly divided] affinity is therefore required.

In fuzzy clustering, however, our model allows the each observation to hold simultaneous 

affinity to every object class. As clustering proceeds (and our knowledge o f the data set 

increases), multiple class affinities are discouraged where possible. We thereby attempt to 

maximise the information contained about the process being represented (the PVE), and 

consequently, can optimise our ability to utilise this model as a decision making aid.

Decision’s likely to be encountered will effect to voxel intensity correspondencies across the 

scatterplot. And as our best and worst case scenarios imply, we may respectively, be seeking a
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correct correspondence, or we may be comparing wrongly labelled pairs. By capturing this 

inherent uncertainty, we may allow our algorithms to gauge the classification o f each voxel, 

and only use that observation if we are fairly sure that it is not incorrectly labelled.

6.2.2 Methods of Fuzzy Clustering

Proposed initially by Zadeh [127], fuzzy clustering is an approach for presenting a more 

accurate summary of ill-defined structure in data. Its foundation is in fuzzy set theory, which 

Zadeh originally developed to deal with such imprecise classest. Zadeh’s idea was to allow the 

degree o f membership to lie anywhere within a continuum between 0 and 1; where 0 would 

represent no degree of affinity, 1 total class affinity, and values in between thereby assign 

values to the shared degree o f affinity.

Aside from this briefest o f introductions, I do not intend to become side-tracked into giving a 

full description o f this subject and will only here continue to outline just enough o f the basics to 

serve as an introduction to the implementation details o f the next chapter. Clustering per se 

underpins our approach, and we will consider its implementation to the fuzzy case to be a 

simple to the crisp algorithm. As such, we intend only that this section helps to make the details 

of the [Gustaffson-Kessel] algorithm used more understandable. The reader is referred instead 

to [127] for the background to this most interesting o f topics. To finish, we will only explain 

the set theory with an example, and then develop the notion of the fuzzy membership function.

Let Xjj (i=l,...,n; k=l,...,p) denote the k'th measurement recorded on the i'th object; and let y^^

(i=l,...,n; m =l,...,g) denote the membership function o f the i'th object for the m'th group. (Note 

that yjjĵ  is only analogous to P(Sni|Xi)î in the classic sense o f statistical theory o f maximum

likelihood.)

The number o f groups, g, is specified beforehand, and the elements o f the matrix Y=(yim) are 

subject to the constraints o f the following two equations,

1 > > 0 where (i = l,...,n; m = l,...,g), and

g
where (i = l,...,n).

m=\

Ît is important to point out that the notion of a fuzzy set is not a statistical one. Fuzziness in Zadeh's 
sense represents vagueness based on human intuition, and not probability. If we associate with each 
object its degree of membership in the fuzzy set we obtain the fuzzy membership function. 
fin aspects of multivariate models, where the probability density function p(x) is assumed known, 
P(Sm|Xi) denotes the ‘degree of belongingness’ of the vector xi to the class Sm. However, the approach 
sought to optimise a criterion derived intuitively with no appeal to relevant areas of statistical theory 
such as the method of maximum likelihood [9].
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The construction of fuzzy regions requires a working definition o f the membership function in 

order to be able to compute membership grades from actual data. Many authors view the 

membership grades as a reflection on the grey levels values. Such a definition (albeit a natural 

one) only accounts for a small part o f the available information which enables a proper 

discrimination among regions.

6.2.2A The Fuzzy Membership Function
The success o f fuzzy clustering algorithms rely on the function that determines the weight o f  

membership. Most o f these are based on the similarity or distance measure between a point and 

the cluster centre. One such membership function is given by:

Jfc=l

where d ÿ  is the distance measure between the fth sample and the y’th cluster centre. 

Normalisation is done by taking other cluster distance measures into account. It assumes an 

initial partition o f K  clusters, and is the relative size o f the cluster, defined as = N/f/N, 

where N/ç is the number of samples in cluster k and N  is the total number o f samples. Basically, 

the larger the value, the more similar sample / is to cluster j .

The classic [‘vanilla’] Bezdeck membership function is:

2/ ̂ ^ \  /m-\
ij

=1 \  ^ik
equation 6.3.

for data item i, having centrey, and where K  is the number o f clusters. The weighting exponent 

that controls the 'fuzziness’ o f the algorithm is m. Finally, in the Gustaffon-Kessel [46] 

algorithm used in this project for fuzzy clustering, the membership function is defined as:

equation 6.4.

*=1

where d ÿ  is the squared distance between sample i and the /th  cluster centre, and q is the 

parameter defining the ’fuzziness’ o f the algorithm using this membership function. As with the 

previous membership function, it assumes an initial partition o f K  clusters, and the value o f the 

membership function increases as the value returned by the distance measure decreases.
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Indeed, its resemblance to Bezdeck’s function of equation 6.3 is more than that: it has been 

shown to be functionally equivalent [91].

6.3 And Our Voxel Similarity Measures

The similarity measures that are used in voxel based algorithms determine the success o f the 

final registration solution. Traditionally, simple correlation techniques have been used, but their 

inability to account for the large variability in intensity distributions across what should be 

corresponding structure has rendered them ineffective for the majority o f multimodal 

applications.

As we shall see, the measures o f similarity have become more sophisticated to account for this 

known diversity across multimodal image sets, where the assumed linear [or near linear] 

relationship between the corresponding voxel values no longer holds.

6.3.1 Defining our Measure of Mutual Information

Collignon summarises his algorithm with the following definition [18]:

/

a  =arg_min„
V

equation 6.5.

where fj and f^ are the input images, a  is the registration solution, s is the overlapping 

sample o f coordinates inside the volume o f the [static] input image f2 , and f i(T ^ ) is also a 

subset o f overlapping coordinates having been transformed by a  (the current transformation 

estimate) o f the [dynamic] input image fj.

The equation’s probability density functions (pdf) are:

1. The joint probability distribution, p(fj, f2 ) = ----- —------ , where H (fj, f2 ) is the scatterplot,

and is thus dependent on the current estimate o f the transformation. This distribution must 

then be calculated at each iteration of the registration process.

2. The individual probability o f fj( 7^).

3. The individual probability o f f2(s).

As an approximation to the algorithm, the latter two distributions may be calculated only once, 

as these are descriptive o f the input image intensity distributions alone. However, in cases 

where objects pertinent to the registration are likely to be transformed outside o f the
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overlapping region, this approximation no longer holds, and these distributions must be 

recalculated for each estimate o f the transformation,

6.3.2 Defining our Cross-Correlation Measure

The correlation measure used in this project is that due to Studholme [109], Defined in terms of  

the scatterplot’s 2D distribution o f voxel values (given as h(m,p) below), Studholme described 

y , a correlation coefficient developed for matching PET and MR images, as:

y  =  I------------------------------------------------------ —ÿ  equation 6.6.

L/n,p m ,p

where h(m,p) is the number of corresponding voxels (in the positional sense) with values m and

p  taken from the MR and PET images respectively, having means o f m  and p .  Again the 

measures are taken only from the overlapping section of the two images. At registration, this 

objective function should be maximised.

This is an extension to their original use o f the correlation measure [108], that seeks to account 

for the different intensity ranges o f the MR and PET images.

6.3.3 Defining our Minimum Distance Measure

The Minimum distance measure used in this project effects to a simplified version o f Woods’ 

VIR measure [124]. This is achieved by representing similarity as the normalised sum-of- 

squares-of-differences across the ordinate axis o f the scatterplot.

It can be defined as:

equation 6.7.
n

where i is one o f the n observations in the scatterplot, and diff*2 is the squared difference 

between the coordinate values o f observation i.

Informally, the squared differences o f corresponding voxel intensity values are summed, 

properly normalised [in accordance to the number of summations], and then the square root o f  

this value returns the measure o f similarity. And hence the measure approximates to the 

scatterplot’s variance about the ordinate axis.
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6.4 Incorporating Additional Channels into a Measure of 

Mutual Information

Finally, we bring the subject area up to date with the methods for incorporating additional 

‘channels’ into our measure o f mutual information due to Studholme [111,112]. ‘Channels’ 

then, refer to the input data stream that was analogous to a communication system, and just 

how and why there is a need for more inputs is the subject o f this section. Finally, because o f 

the potential o f these methods, we will conclude by discussing the manner in which they may 

be incorporated into our own techniques.

6.4.1 Reviewing the Methods

Studholme’s companion papers describe work motivated by the remaining instability in the use 

o f voxel based methods across differing data sets. Specifically, across the ‘modality 

combinations for which mutual information derived from the occurrence o f image intensities 

alone does not provide a distinct optimum at true registration.’ This, it is added, being a 

problem when;

• the two images are truncated;

•  when corresponding structures pertinent to the registration process are significantly effected 

by noise;

• or simply in images acquired from differing regions o f the body.

Solutions to these problems are proposed the two papers [111,112]. The first cites this 

variability in the measure as occurring due to a ‘lack in the differentiation between spatially 

unconnected regions in one modality which are connected in the other modality.’ The second 

to account for MR intensity inhomogeneity. We shall review both o f these papers in turn, 

before discussing the implementation details and how we may use this method in our project.

6.4.1.1 The Incorporation of Connected Region Labelling

Optimisation of mutual information, it is said, embodies no information pertaining to the 

connectivity or spatial distribution of the individual imagê ***̂ .̂ The author’s instead 

encapsulate such information by incorporating connected region labelling into the measure o f  

mutual information. And this is the method in which the workers have sought to align the 

occurrence o f a distinct optimum to true registration.
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In using the mutual information measure, each image is treated as a ‘channel.’ The information 

content taken from each channel is coupled to derive the measure o f mutual information. In this 

context, further channels may be added^ Input to the additional channel is chosen in an effort 

to increase the coupling effect. In this case it is a region labelled image, derived from one o f the 

original input images. The labelled image effects to a coarse segmentation o f the original input 

data, and its inclusion as a separate channel to the registration process increases the coupling 

effect such that the point o f optima returns to the true registration.

Regarding just why this should happen, requires a detailing o f the effect that occurring as a 

result of the increased input information brought about by the additional channel. Firstly, so as 

to yield an actual increase the overall information, we must be judicial in our choice o f input. 

For example, the simple inclusion of a thresholded image would not increase the level o f  

information in the channels, as this data is a subset o f its original image. However, the region 

labelling o f connected regions o f an image is not (in most cases), and it does, therefore, 

constitute a real increase in the information

Obviously, the labelled image is in registration with the image from which it is derived. So the 

registration problem in unchanged. However, the region labelled image increases the level o f  

coupling between the images, which effects the position o f the optima by the need for good 

matches at the resolution of each partition. That is, one good match among any one o f your 

partitions will increase the likelihood of achieving:

• Tighter coupling;

• a greater value o f mutual information;

• and [fundamentally] a better registration.

In the case o f this example, this method allows your matching method to remove dependency 

of registration away from features being common across the different modality sets, yet 

effectively encourages any feature correspondencies occurring across individual partitions. 

This phenomenon is explained in their paper using a ID example, and we also show its effect 

with a 2D example o f our own (appendix II). It is explained in the paper as effecting the 

optimisation process in the following way:

În some sense, however, the calculation of the joint probability distribution does actually depend on 
some spatial structuring of the input images: it relates currently corresponding intensity pairs to each 
other, and these observations hold fixed spatial relationships with all other intensity values in that image 
set; given the rigid body assumption.
^Indeed, this implies that there is a good amount of flexibility in the type of information that may be 
associated to the additional channel; the process then becomes one of determining the nature of any 
hindrance to your registration process, and then addressing this point by encapsulating it within a 
channel.
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A possible interpretation of our technique is that the original intensity information is used for 

the accurate registration, and the labelling provides coarse scale information that removes 

unwanted optima far from the correct solution [111].

Studies were carried out on the registration of MR and PET images o f the pelvis. Here, the 

resultant global minima was not originally at the registration solution and instead was said to 

correspond to the alignment o f bone features in PET with inter-abdominal fat. This artifact 

defined the nature o f the region labelling (or segmentation), which was performed 

[interactively] on the MR image. Four categories were used: Air, fat, bone marrow, and non

fatty intra-abdominal tissue. The algorithm then effectively allows each region in the MR 

image to evolve its own measure o f correspondence with the PET image. The flexibility is then 

enough to allow for sensible variance in the MR tissue intensity across the same tissue type 

(labelling) or individual slices.

The results are very encouraging, as the acceptable solution was only found by incorporating 

this additional channel. Encouraging, as (implementation details aside) the workers have used a 

segmentation step to aid the registration process. However, the use o f the additional channel 

offers more elegance than my proposed method o f simply segmenting out the influence that 

various image entities and other statistical outliers might have on the procedure. But this has 

offered us the mathematical framework necessary to test for an improvement these methods (in 

the next chapter).

6.4.1.2 In Accounting for Intensity Distorted MR Images

Input to the additional channel is chosen in accordance to the problem. It is as an alternative to

the use o f a labelled image that its companion paper instead uses the spatial location o f one

input image along its z-axis. This was incorporated specifically to account for MR intensity

inhomogeneity that is prominent along this axis. The authors cite such distortion as being

responsible for another shift of the optima away from the registration solution.

Inhomogeneity in MR images can result from the limited extent o f the RF coil. In the images

under investigation (which are again images o f the pelvis), this effect occurred primarily along

the length o f the patient (the z-axis). Methods exist to describe and then account for such

inhomogeneity, but as the distortion is a function of both the position o f the coil within the

imaging volume and its [sensory] characteristics, such corrections cannot typically be

performed retrospectively. This then, is the author’s alternative method to account for this and

thus align a distinct optima with the registration solution. Here the additional channel acts to

encode the location of an intensity along the axis o f intensity distortion to, ‘enable registration
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without knowledge o f the functional form of the distortion other than it is primarily along one 

axis in the image.’

It is instructive to see how variable the input to the extra channel may be. It would seem to 

allow us to formulate all manner o f approaches for improving our registration algorithms.

6.5 The Need for Optimisation

Briefly, we shall here highlight the nature o f the optimisation problem faced by our application. 

Again we will leave the specific nature o f its implementation to the next chapter.

We require a transformation that relates objects in the coordinate systems o f the two images. In 

concentrating only on registering head images, we afford a significant assumption and treat 

these solely as rigid objects. We work, therefore, with the rigid body transformation(s), which 

in three dimensions operate with six degrees o f freedom; corresponding to three translation 

parameters and three rotation parameters^ (see section 3.2).

The similarity measures described in this section are evaluated at each o f the current estimates 

of the six degrees o f freedom parameters. Therefore, in order to find the registration solution, it 

is necessary to search this 6D parameter space for its global optimum. This optimum should 

correspond to the registration solution, although the previous discussion has shown that this 

may not always be the case.

The method of search involves an effective traversal o f the parameter space that can be 

considered as akin to descending a multi-dimensional valley. This task is complicated by the 

fact that the valley’s structure is unknown; we can only create discrete instances o f our current 

location by evaluating the function at each estimate o f the parameters. (In which case, an 

analogy can be to that o f sending a blindman into a valley with only a talking barometer to aid 

his search for its lowest point.) We must, therefore, either guess, reference previous 

evaluations, or derive additional information (such as the valley’s gradient; the first derivative 

of the function) in efforts to find the direction toward the valley’s floor. Thereby each current 

position is only known following the computational effort demanded by the cost o f evaluating 

our objective function (and perhaps its partial derivatives with respect to all variables). And 

this is the main cost that dominates the computational requirements o f the entire registration 

process, as at each o f these iterative steps an entire image volume must be transformed in order

^Noting, however, that we will not have an additional set of scaling parameters, that would correspond 
to a transformation described by nine degrees of freedom. Any necessary scaling of the images may be 
done before attempts are made to register them, as typically, the scaling parameters are determined 
from the acquisition protocol.
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to calculate the objective function. Only then do we know where in the valley we are, and only 

then do we have any idea o f how to proceed.

Unfortunately, any extremum encountered in our descendence o f the valley can be either global 

or local, and their distinction is difficult given the nature o f our rather ‘blind’ voyage. Indeed, 

this gives us a classic problem in optimisation, where, at least in undulating valleys, there is 

little guarantee o f finding our global solution. And this is the main reason why the subject 

attracts such interest within the context o f image registration, and why too it must be given 

careful consideration in this project. In general, there are two approaches that are used:

• The first is to find [a local] extrema having started from wildly varied starting points o f the 

six degrees o f freedom, and then pick the most successful (i.e, extreme) o f these. Examples 

include Multi-Start methods.

• Or, we may avoid any local extremum by taking a finite step away from it, and then see if  

we are better placed. For example, simplex methods or simulated annealing.

We are aware that there are no perfect optimisation methods, but given the nature o f the 

problem, our selection must focus on our practicalities: robustness, accuracy, and to a lesser 

extent, efficiency. This is reflected in our method of choice described in the following chapter.
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7 Implementation

7.1 General

The project was implemented on a Silicon Graphics Indy workstation. This workstation has a 

200Mhz 32-bit processor and 128Mbytes o f RAM. The programming language used was C, 

operating under a UNIX environment supporting X-windows.

7.1.1 Windows

The graphics library available on the IRIS workstations allow the programmer great flexibility 

in creating graphics windows in respect of their size and location on the screen, and the type o f 

graphics that they are to display. There are two possible types o f windows that may be created. 

These are the normal high resolution windows that have a restricted set o f colours, and the 

RGB windows, which allow colours to be specified in terms o f their red, blue and green 

components. Each of these RGB components is specified with an 8-bit integer (0-255 level), 

giving an effective range o f colours o f around 16.7 million.

7.1.2 Menu Options

The user o f the program is presented with a Graphical User Interface. Using menus the user 

may perform all o f the operations presented as results in this report. Aside from initiating the 

program's execution, the user need never use the standard command line interface o f the 

underlying UNIX operating system. Thereby, the voxel similarity measures to be used by the 

registration procedure may be selected from menus, which then allow the user to specify which 

clusters (if any) are to be used in the derivation of the registration measure. Such facilities have 

allowed for a good deal o f variation in the experiments, which has enabled results to be attained 

fairly quickly.

7.1.3 Images

Various image sets were used in this piece o f work, and were used initially to conduct the 

feasibility study that determined what approaches seemed suitable to what registration 

problems.

Getting appropriate data has, for various reasons, been a stumbling block. Initial tests used the 

same image; we registered it to its transformed self. This, at least, enabled us to objectively 

qualify the results (see 4.2.1, ‘Benchmarking the Results’), although the obvious limitation to
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our initial approach was that the tests were inter-modal. The second set o f tests addressed this 

limitation, but the registration solution was very approximate being one that I thought ‘looked 

about right.’ Here I used PET and MR, and MR and CT image volumes. These were, however, 

considered to be clinically realistic data sets.

Specific to our actual implementation, the data structure used to hold the images is a three- 

dimensional array, ‘threed image array’ :

t y p e d e f  s t r u c t  

{

s h o r t  i n t  a [ zm ax ][y m a x ][x m a x ]

}

th r e e d _ im a g e _ a r r a y

where zmax, ymax, and xmax are integer constants that set an upper bound on the size o f the 

images to be used in the project. The subscripts o f the data type are ordered to allow for the 

most efficient execution. In C, the run-time efficiency is greatly influenced by the ordering in 

which the code accesses the voxels (array elements). Such three-dimensional array types are 

stored as ‘arrays o f arrays o f arrays,’ which means that the last subscript should cycle fastest to 

access what are adjacent memory locations. It is then necessary to maintain this manner of 

ordering through to the initial subscript cycling slowest, and belonging therefore to the 

outermost loop of the code.

Almost all o f the algorithms used in the code cycle iteratively through the image array 

structures in exactly this manner. Hence, strict adherence to this practice is necessary. 

Furthermore, on the Silicon Graphics machine, which uses a virtual memory subsystem when 

necessary, failure to do this could lead to a large number o f page faults, which would 

substantially slow down the execution o f the code.

The intensity range o f the image pixels is scaled to within 0 and 255; a range that serves as 

being practical. This scaling is done when the images are loaded into the code’s data structure 

( s h o r t  i n t  a [ zmax] [ymax] [xmax] ). Also, a coarse thresholding scheme is applied to 

reduce the noise component in the images. Currently any intensity o f less than 22% of the 

image set’s maximum intensity value is thresholded out (set to 0).

7.2 Matrix Operations

As should be expected o f any software written to process and operate on image data, the data 

structures and their associated functions are largely matrix based. These operations are
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described in the following sections, the first o f which deals with the implementation o f the 

clustering routines.

The remainder deals with the matrix transformation routines that are used at each iteration of 

the registration process. These - given the rigid body assumption - are restricted to rotations 

and translations (again, we shall ignore scale). For ease o f explanation, we will begin with the 

2D case.

7.2.1 In the Implementation of the Clustering Routine

A major part o f the clustering routine is the computation of the distance between two vectors, 

which is detailed in section 7.8.1. As stated, the measure used is the variation on the 

Mahalanobis distance, which, in using the Identity matrix for cluster covariances, reduces to a 

straight Euclidean measure. Its calculation relies heavily on four matrix operations that were 

implemented in association to the dimensionality o f image features used. These were: 

subtraction; multiplication; inversion; and the calculation o f the determinant. (In the case where 

the additional third feature is not used in the clustering procedures, its value is assigned to zero, 

and thus has no influence on the operations.)

Matrix subtraction uses two (3x1) matrices, and produces a third (3x1) matrix. Each component 

of the result is simply the difference between the two corresponding components o f the original 

matrices.

Two multiplication routines were implemented. One takes a (3x1) matrix and a (1x3) matrix, 

and returns a second (3x1) matrix. The other multiplies a (1x3) matrix with a (3x1) matrix to 

return a scalar value.

Computing the inverse o f a matrix can be a complicated operation, although here it is relatively 

simple given our low dimensionality. To invert the matrix A, requires computing the adjoint 

matrix (adj A) and the determinant matrix |A|. The determinant can be found using the 

following formula (in the case o f a 3x3 matrix):

|A| = aiia22a33 + ai2a23&31 + ai3a21&32 +

&11^23^32 -&11^23^32- ai2&2ia33 -ai3% 2a31

The adjoint matrix o f A is the transpose of the matrix cofactors:

1̂1 2̂1 3̂1
adj A = 1̂2 2̂2 1̂3

_«13 2̂3 3̂3

Combining these results allows us to compute the inverse matrix as:
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ac(/A

7.2.2 Matrix Representation of 2D Transformations^

In 2D, the transformations are quite trivial: for each point P(x,y) which is to be moved by Dx 

units along the x-axis, and Dy units along the y-axis to the new position P’(x’,y’), gives: 

x ’ = X + Dx, and y ’ = y + Dy.

In expressing rotations, points (or endpoints o f vectors) that are to be rotated through an angle 

o f 0 ,  about the origin, we have:

x ’ = x.CosB - y.SinO, and y ’ = x.SinO + y.CosB

In matrix form, this is defined as:

C osû  SinO
[x’,y’] = [x,y]

-S in O  Cos 9

Thereby rotations are treated as a multiplications, and translations as additions. To treat them 

both in some consistent, or homogeneous manner, we are able to handle both o f these 

transformations as multiplications, such that they may be composed into the one matrix form. 

The basic purpose o f composing transformations in this manner is that it is more efficient to 

apply a single composed transformation than applying the corresponding series o f equivalent 

transformations. The most general composition o f a rotation and translation (and, in fact, this 

can include scaling) operation, produces a matrix o f the form:

'*12 B

M = '*21 '*22 B

4 1

where the upper 2x2 area is a [composite] rotation [and scale] matrix, while tx and ty are 

composite translations.

^Note the convention here being that the coordinate system used is right-handed. This practice states, 
that when looking from a positive axis toward the origin, a 90 degree counterclockwise rotation will 
transform one positive axis into the other.
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7.2.3 Matrix Representation of 3D Transformations

Our implementation of the 3D rotational matrix combines the following three rotations: 

•  The 2D rotation given above, which is just a rotation about the z-axis in 3D:

Cos6 SinO 0

R. = -S inO  CosO 0 
0 0 1

The 3D}/-axis rotation matrix is:

=

CosO 0 -S inO  
0 1 0 

SinO 0 CosO

And the 3D %-axis rotation matrix is:

=

0 0 
CosO SinO 
-S inO  CosO

Thus, composing an arbitrary sequence o f rotations about the x, y, and z axes, will create a 

matrix ̂  o f the form:

A =
''1 2 ''13

''21 '*22 '*23

'*31 '3 2 *̂33

which, in our implementation, becomes:

A =
CosyCosz (SinxSinyCosz + SinzCosx) (SinxSinz -  SinyCosxCosz)

-  SinzCosy {CosxCosz -  SinxSinySinz) {SinxCosz -y SinySinzCosx) 
Siny -  SinxCosy CosxCosy

The above 3D rotation is then used in the code as part o f the necessary transformation. The 

remaining part is the translation, which is done following the rotation.

To do this, we represent each point as a 3D vector; that is, as a 3D matrix, which is defined in C

as:

f l o a t  p o i n t [ 3 ] ;
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The vector’s end point is rotated about the origin by our rotational matrix, and then the 

necessary translations are added to each element of the matrix; as too are the original offsets 

that were taken from the input points to force the rotation to occur about the origin. These 

points then form the points of the [new] transformed image.

7.3 The Interpolation Method Used

All of the similarity measures used require - at each derivation of the measure’s value - that one 

of the image sets is transformed in accordance to the current estimate of the six degrees of 

freedom. All transformations of the image data require some interpolation of the image data, as 

transformed voxel values inevitably sit across the original voxel boundaries in the resulting 

image. It effects to deciding what PET value, say, corresponds to which particular MR voxel at 

each transformation required of each iteration of the procedure. Values returned from the 

transformation are floating point coordinate triples (we are working in 3D), which require the 

interpolation process to convert them into integer triples. The method used in this project’s 

implementation is nearest neighbour interpolation. This is the simplest method of interpolation, 

which Just rounds the floating point values off to their nearest integer equivalents. This 

technique is illustrated in figure 7.1 below.

Resulting 
Transformed Pixel

Nearest Neighbo,

I.e.,the floating-point coordinate pair, (0.45,0.25), 
simply becomes the integer coordinate pair (0,0).

Figure 7.1 - Nearest Neighbour Interpolation.

The method is computationally efficient, although the use of such an approximation removes 

the possibility of achieving sub-voxel accuracy (see section 9.2).
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7.4 Partitioning the Pattern Space

As equation 6.5 shows, H (fi, f2) is the scatterplot that is to be initially partitioned into what we 

hope will be regions that are meaningful to the registration process. We hope also that we have 

already resolved the reasons for doing this, and shall only here discuss how this is to be done. 

We have also covered how the scatterplot is constructed, although we should perhaps reiterate 

here that it is a dynamic structure as throughout the registration process it changes. Its level o f  

disorder, (or variance, or whatever), must therefore also change. Of course, these changes are in 

accordance to the level o f misregistration, thereby repeated measures taken on the scatterplot 

are aimed toward the derivation of the registration solution.

As a result o f this dynamism, one valid question that may arise is whether the initial 

segmentation really can be meaningful. That is, if  two image sets are out o f alignment, then the 

scatterplot dispersion is unlikely to correspond to pertinent regions in that image, and instead is 

more likely to be representative simply o f the volume of overlap o f the two sets. An assumption 

adopted then, is that the misregistrations are not at such a level, and it is indeed usually the case 

that the misregistrations encountered are not so substantial. Alternatively, o f course, we do 

have the option of segmenting only the one image, and then using those given affinities to 

influence the registration process to a lesser or greater degree, as is effected by [111]. For now 

though, we may leave this notion to the later discussion o f chapters 8 and 9.

At this stage at least, it is the initial segmentation that defines the cluster affinities that are to be 

held throughout the entire registration process. Once an observation is allocated membership o f  

a cluster then even if one of the pixels (whose intensity defined one o f the observation’s 

coordinate values) strays along the axis which ascertains to the dynamic image (i.e., it can only 

stray in one direction) and into another cluster, rightly or wrongly, this is o f no consequence to 

the partition.

These details will become more apparent as we go on. But we will first detail the individual 

elements o f the clustering routine that we will be using, and how exactly we incorporate these 

into the registration process.

7.4.1 Vector Assignment

An unsupervised segmentation using no known cluster prototypes is used to partition the 

scatterplot. Its class parameterisation phase iteratively determines the scatterplot’s vectors from 

the intensity values o f each image, and may also take a distance measure if  requested. 

Additionally, cluster affinities are labelled as ‘unclassified’ in preparation for the clustering 

procedure, and either as ‘valid’ if they are to be used in the crisp routine, or ‘invalid’ if  the
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fuzzy algorithm is being used. In the latter case, the validity o f an observation is assigned after 

checking it holds a high enough affinity to show that its corresponding voxel does not suffer 

from the partial volume effect. This, o f course, can only be done after the clustering has 

converged.

The distance function currently used to define the third feature o f each vector, is a medial one. 

It is calculated by deriving a 3x1 matrix whose elements each give distances from the centre 

pixel o f the entire volume (in each of the three planes). It then uses one o f the matrix 

multiplication routines to multiply this value by itself, which returns a single scalar value. 

Taking the square root o f this value returns our distance value. (Obviously the third value will 

be set to zero if the medial feature is not being used.)

Dependent on the size o f the image sets, the number o f observations may be very large. 

Typically we have o f the order o f 5 million observations, ascertaining to 2562x74x2 pixels, 

where 2562 is the number o f pixels in each o f the 74 slices for one o f the two image sets.

7.4.2 The Use of the Medial Feature

Values assigned to this third feature are not used in the voxel similarity measures outlined so 

far; it is only used in the partitioning o f the data. Therefore, the entropy measure still only 

operates on the 2D histogram (H(f%, f2)); the scatterplot. The purpose o f the additional feature 

is to enable a more meaningful partition, which, it is hoped, will influence the registration in a 

beneficial way. Collignon [17] was the first to imply how a segmentation o f such a feature 

space might be biologically meaningless, so in support o f our original premise, certain 

additional measures had to be taken. This was just one, and exactly how such a feature 

influences the process can only really be determined through the experiments that will be 

done. But in general, it was hoped that the medial feature will encapsulate the following:

• Given the generic nature o f brain images {their form), it would seem likely that at least one 

image would be ellipsoidal in nature, and also positioned quite central to the image’s field- 

of-view (ignoring, for now, the likelihood of truncated data). By making such an image our 

static image, our registration process should encourage the dynamic image toward a 

positioning similar to that o f the static image when, perhaps, some degree o f weighting is 

appropriately applied. Furthermore, it is possible that weighting would not be necessary 

were the static image to be chamfered. To follow this particular hypothesis I think it 

necessary to consider first the topology of the image sets. Basically, our algorithms work 

on the individual 2D slices (that is, we are really working in 2%D). The idea here is that 

the topology o f a 2D chamfered image could act as a funnel in attracting and then
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encouraging the final registration solution. Centrally located, and elipsoidal in nature, the 

funnel could enable good first estimates o f a registration solution to literally fall into place. 

Given the local nature o f brain images {their detail), complexity is said to increase toward 

their periphery. Complexity o f data implies a hindrance to processing tasks, which, o f  

course, includes our registration algorithm. It may be that a search for mutual information 

is obscured in the vagueness o f these regions. Better then to concentrate on the more 

straightforward, central regions o f the image.

We would wish to reduce the effects o f noise artifacts. Thresholding alone only manages to 

remove noise that manifests itself o f a magnitude less than the threshold value. And as 

such, it may also remove meaningful image data. Certainly, some noise will remain to 

influence the registration as the algorithms make no effort to distinguish such outliers from 

more relevant image components. Thereby, noise may hinder the search for a registration 

solution. The form o f the noise is likely to be characteristic o f any particular modality. For 

example, streaking effects occur toward the extremities o f MR scans, and these may 

influence an alignment with the random noise that is likely to occur in, say, the PET scans. 

The medial feature itself allows a partition o f the data set such that these peripheral noise 

intensities are drawn away from (in the pattern space, and hence the final segmentation) the 

pixel intensities that signify object structure in the original images. The clustering 

algorithm sees such a partition and should adopt it accordingly. That way, streaks (keeping 

with that example), which might normally bear influence as manifestations o f structure, are 

then classifiable simply as background or meaningless. Hence, in the registration process 

itself, this particular cluster may be removed in its entirety from the voxel similarity 

measures used.

We have mentioned the occurrence o f streaking artifacts in MR scans, but more significant 

in MR data sets are two types o f geometric distortions that again may prove to be a 

hindrance to the algorithm’s degree o f registration accuracy. These distortions arise from 

gradient field non-linearities (which are produced by gradient coils that lie over the main 

magnet), and from magnetic field inhomogeneities (which are concerned with the 

uniformity o f the main magnetic field). Although these distortions may be accounted for, 

they cannot be entirely ignored. Simply then, we can say with a good deal o f confidence, 

that the quality o f the MR scan improves toward its centre. Hence, it would seem 

appropriate to allow our degree o f registration influence to increase also as we approach the 

centre o f the image volume. (This, in fact, is the motivation behind [111].) The only way in 

which we can realise this is by using a medial feature in some way.
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7.5 Image Segmentation

The clustering process effects to being initiated in either a 2D or 3D pattern space. For practical 

purposes, we always initiate the clustering in a 3D space where the third feature may or may 

not be set to zero for all observations. In the case o f the partitioning o f the 2D feature space, the

■ 0 ’

Xcen,Ycen

Figure 7.2 - The Screen Structure of the Feature Space.

display o f the clustering procedure is trivial. In 3D, affinities are derived from within a cubic 

pattern space, which is shown using the screen structure o f figure 7.2 above. To compute the 

correct screen coordinates, the following transformation was used:

X  = Xcen + (intensity value o f the first image’s pixel) - (medial * 0.5) 

y = Ycen + (intensity value o f the second image’s pixel) - (medial * 0.5)

where (Xcen, Ycen) is the origin o f the cube, and relates to the minimum values o f each o f the 

three feature vectors (in practice, these are any integer value scaled to within our 0 to 255 

range).

Once the clustering procedure completes, the clusters are displayed in accordance to their 

affinity. This procedure simply involves plotting every observation using the above coordinate 

scheme, and in the colour associated to its cluster membership. The final positions o f the 

cluster centres are also shown. In the case of a fuzzy partition, we plot the observation 

according to the cluster to which it has the greatest affinity and only if  that affinity is large 

enough to indicate that the observation is not effected by the PVE.
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7.6 Classification Scheme

The classification scheme works only to assign observations to ‘natural groupings’, which 

cannot otherwise be assumed to contain meaningful information. That is, observations are 

‘classified’ to the class to which they are most similar in terms o f a distance measure, and not 

in terms of any higher level anatomical knowledge. A classification scheme o f that nature - 

requisite, for example, to a volume rendering program - would require a better quality 

supervised segmentation. As, therefore, no symbolic information is yet associated to the 

possible classes, our classification effects only to cluster the memberships that are described 

more formally below.

7.7 Clustering Procedures

To implement the clustering procedures, a number of data types were created to define image 

vectors, cluster centres and matrices (see above). All take the form of record structures. Cluster 

centres can be defined simply by three floating point values (the feature vector). An image 

vector needs additional information relating to the cluster it belongs to, and whether it is likely 

to be suffering from the PVE.

Both the fuzzy and crisp clustering algorithms have the following initialisation procedure:

1. Initialisation of the covariance matrices (to the Indentity matrix).

2. Selection o f initial cluster centres.

3. Assignment o f the image vectors.

The Identity matrix with which the covariance matrices are initialised, is a predefined constant 

which is continually used to model the cluster’s structures if  the Euclidean metric is to be the 

algorithm’s similarity measure. Otherwise, this three-dimensional matrix Z y , must be 

computed in respect o f its definition:

<̂ 007 ^01; ^ 0 2  J

^ n j ^ 1 2  J , where cr̂  is the cluster variance between factors I  and

jTzo j ^ 2 1 J ^ 2 2  j  _

j .  For example, cTqô  , is the variance about the cluster mean along the first axis o f the feature 

space. It is defined as:
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(̂̂ /O /̂ o) {̂ iO Mjo)
ieCJ_____________

0̂0,- -  ^

Additionally, all clusters have an associated boolean value, required to allow membership to 

fall to zero (i.e., no members). If this happens, the covariance matrix o f the cluster becomes 

singular (the determinant o f the matrix becomes zero), and the procedure will terminate in an 

irregular fashion unless measures are taken. In such instances, the boolean is set to indicate that 

the cluster no longer exists, and it may from then on be ignored by the clustering procedure. 

Vector assignment proceeds in simple accordance to its method (section 7.4.1). The data 

structure that is used to hold each image vector is defined as: 

t y p e d e f  s t r u c t  {

s h o r t  i n t  p [ 3 ] ;  / *  I t ' s  3D m e a s u r e m e n ts .  * /

s h o r t  i n t  c l u s t e r ;  /*  I t s  C l u s t e r  n u m b e r . * /

B o o le a n  v a l i d ;  /*  S u f f e r a n c e  o f  PVE? * /

}

im a g e _ v e c t o r ;

The initial cluster centres can currently be assigned in one o f three ways:

1. By assigning random values (x,y,z) within the range o f each o f the features;

2. By selecting random (x,y) screen coordinates in the image, and reading the feature values 

from the image data;

3. By calculating the (x,y,z) coordinates on the diagonal o f the feature space at intervals 

determined by the original number of clusters, and reading their respective values.

Different configurations o f centre values can give rise to different final segmentations o f the 

image (se figure 7.1). Of the three, only the third method gives deterministic centre values for 

both cluster procedures - a feature useful for accurate comparison of the two methods. And as 

such, this is the method we have used. However, it does then assume some advance knowledge 

of the appropriate number o f clusters required by the procedure. The importance o f this cannot 

be overstressed: clustering is not always optimal often because this number is an unknown. We 

would o f course, hope to use a priori information that in controlled circumstances can typify 

the images we are working with [54, 39,115].

Were the importance o f the segmentation not the priority o f our algorithms (recall that the 

segmentation need not be highly accurate), we would probably need to adopt some hierarchical 

methods to vary the number of final clusters, thereby finding the truest partition o f the data set.
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Automated methods for deriving the optimum number of clusters have been developed [73], 

although it would seem best that our prototypes should be derived through experimentation. It 

is likely that it is only in this way that they may be initiated to invoke some final delimitation 

o f a region that is more relevant to the registration than certain others.

7.7.1 Distance Computation

The distance measure between two points in the feature space is used to determine cluster 

membership. The distance must be calculated between every point and every cluster centre; if  

there are / image vectors and K  clusters, the distance measure must be calculated {i.K) times. 

Each image may consist o f anything up to 8,388,608 vectors (corresponding to 256^x128 

pixels), and with the typical number of clusters being four, means that the distance measure 

must be calculated over 32 million times for each iteration of the procedure. This is 

computationally very intense, and it is obviously necessary to make each calculation as 

efficient as possible.

The main calculations are the distances, which are found using the following equation:

(fiij = I Z | ( x i  - (xi - |ij)  equation 7.1.

The most difficult part o f this is the calculation of the inverse covariance matrix Z  % which 

involves using the method o f inversion described previously. However, this value, and also the

value o f need only be calculated K times, and the results stored before the cluster

membership routines are initiated. The distance measure simply becomes a (3x3)(3xl) matrix 

multiplication followed by a (lx3)(3xl) multiplication to give a single scalar value, which is

then multiplied by

7.7.2 Cluster Membership

Cluster membership for an image vector in the crisp clustering routine is determined by 

calculating the distance between the vector and all cluster centres (equation 6.2), and assigning 

the vector to the cluster which has the shortest distance:

xj G Cj if  d ĵj < djk for all k =  1,...,K j #  k

This is simply problem o f finding the smallest value from a set o f values. If an image vector's 

new cluster is different to its previous cluster then it has moved between clusters, and a variable 

keeping track of the number o f inter-cluster moves is incremented. The number o f image 

vectors in each cluster is stored in an array, and these totals are updated when cluster
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membership is assigned. This membership procedure assigns each observation to a cluster, and 

returns the percentage o f observations that have moved between clusters. This information is 

used at run-time to determine the algorithm’s convergence.

The fuzzy clustering algorithm is a generalisation of the Gustaffson-Kessel ADDC algorithm 

(section 6.1.2) to the fuzzy case; the F ADDC. Each vector has assigned to it a weight for each 

cluster, which defines strength o f the membership to a cluster. The weight o f vector i to cluster 

j  denoted wÿ, such that,

K

0 < Wÿ < 1, and ^  = 1

The general algorithm is similar to the ADDC algorithm, and is as follows:

1. Initialise the weights o f the vectors

2. Initialise fuzzy covariance matrices ( Z  ) to the Identity matrix

3. Initialise the cluster centres 

Loop

4. Update the membership by computing new vectors weights

5. Update the fuzzy cluster centres

6. Update fuzzy covariance matrices 

Repeat until finished

The vector weights are initialised by simply giving all the vectors equal membership to all

clusters {w ÿ  = K~^). The cluster centres are selected in a similar fashion to the ADDC

algorithm, and all covariance matrices are set initially to the identity matrix.

The first stage is then to determine the strength of membership each vector has with each 

cluster. The membership function is based on the distance between a vector and each cluster 

centre with respect to a variable q, which defines the 'fuzziness' o f the algorithm (equation 6.4). 

The cluster centres are computed on the basis of vector weights for all vectors in the feature 

space, and are defined as

N

Mj =  “Hv"

1=1

The individual components o f the covariance matrix for each cluster are computed in a similar 

fashion to the ADDC algorithm, with a modification for each o f the vector weights
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(1

To determine when the procedure has finished, the maximum difference between the old and new 

weights is computed, and is tlien compared with a pre-defined threshold value. If it falls below 

this threshold value, then the procedure may converge.

The procedure converges to a state of equilibrium, where affinities still remain divided. At this 

point, we may then gauge the certainty of each membership and no that basis decide if the 

observation is convinced of its association. That is, only decisive vectors are to be included in the 

registration process, which simply requires a thresholding of their maximum affinities. To explain 

its effect graphically, figure 7.3 shows a typical crisp partition of a scatterplot into five clusters 

However, figure 7.4 shows the same scatterplot partitioned using the F ADDC algorithm, where 

the observations shown are only those that have an affinity of greater than 0.6 to the cluster of its 

corresponding colour (initially, tlie affinities to each cluster are set to which here would be 

0 .2).

Figure 7.3 - A Crisp partition of the Scatterplot using five clusters.

Figure 7.4 - A Fuzzy partition of the same Scatterplot using five clusters, and a PVE threshold of 0.6.
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After each iteration o f the clustering procedures the new positions o f the cluster centres are 

plotted in the 2- or 3-D representation of the feature space. This is demonstrated in the figures 

above, where each centre is displayed by a colour circle, surrounded by a white border for 

clarity, and the appropriate cluster number is displayed alongside. Each cluster is assigned a 

different colour, and the observations displayed in the feature space may also be shown in the 

colour to which they belong. This is all done to show dynamically the o f the procedure’s 

progress.

Finally, in using the Mahalanobis distance metric we are effectively modelling the form of each 

cluster distribution (we can also, therefore quantitatively determine their orientation and size; 

appendix V). It was originally thought necessary to use this powerful metric because o f the 

expected multimodal distribution of the data set. In such situations, the distance measure 

should incorporate some model o f structure in the pattern space, for which purpose the 

Euclidean measure is inadequate. Instead, where we have just the one distribution, it is enough 

to let the Identity matrix describe the partitions o f that distribution, and subsequently it is 

enough to use the Euclidean measure. Unless specifically stated otherwise, this will be the case 

throughout the remainder o f this report.

7.8 The Use of Cluster Affinities in the Registration Process

Having assigned each object to a cluster, the integration o f this information into the registration 

process is straightforward.

Associated to every pixel pair is an image vector stored in an array o f t y p e  im a g e _ v e c t o r  

(section 7.7). The size o f the array is as large as the number of pixels in the largest o f the two 

image sets (typically, 256^x40). Associated to each image vector is the cluster number to 

which it is a member. It is then, simply a case o f using this information in the derivation o f the 

voxel similarity measure. And although the image vectors are stored in a ID array type 

structure, and hence they are numbered simply from zero upwards, the 3D coordinate to which 

they are assigned may simply be found from the current dimension’s values, and vice-versa.

So, for example, we check before we include pixel values in the calculation o f the joint 

probability distribution, p(fj, f2 ), whether or not they are in our chosen clusters. In the case o f 

the fuzzy algorithm, an additional check is made to see if  the observation is considered ‘valid’ 

in accordance to the Boolean element o f its record. The scatterplot is then formed on the basis 

of this information, and subsequently used to derive the measure o f mutual information in the 

normal manner. The look up tables that hold the individual p d fs o f the two images, are also
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calculated in accordance to the partition; although these values were also calculated 

irrespective o f the original partition in order to determine what influence this had.

7.9 Implementing the Additional Channels

The use o f the additional channel to extend the derivation o f the mutual information measure 

has opened up the procedures to allow the incorporation of additional pertinent information into 

the registration process. Likely to be o f significant impact, and certainly o f real benefit to the 

voxel based methods, is the fact that this information can potentially correspond to higher-level 

image information without losing the inherent simplicity and effectiveness o f the voxel based 

methods.

An initial advantage o f the voxel based methods arose from there being no dependency on the 

extraction o f features from the image sets in the quest for the registration solution; a quite non

trivial task in multimodality medical imaging. However, where these features exist in the 

individual [preferably, anatomical] image, then they may now be exploitable. The work, 

therefore, has forged the foundation for a registration procedure to be derived that can combine 

a lot o f the advantages from each o f these methods. Given, that is, a sensible implementation.

The source reference to the following comes from Reza [98], where the reader is referred to for 

an extensive background. In the first instance, our introduction (section 4.3.1.1) will suffice.

The method used to include an additional channel into the process itself must do so by 

extending input to three sources o f information: namely the input images M  (MR), N  (PET), 

and the additionally source Z, which is derived from one o f the input images. The mutual 

information across the three channels, M, A  and A  corresponds to:

I(M; Z; N) = H(M) + H(Z) - H(M, Z, N)

where H(...) is the information contained separately in the three channels (H(M), H(N), and 

H(Z)), or across the three channels (H(M, Z, N)). As in both o f Studholme’s papers [111,112], 

the relationship between the MR image Af and its associated channel Z, is not a function of the 

alignment between the two images sets. In the example cases it is derived as relating to either 

its spatial information or its labelled components. Therefore, in the derivation of the 

registration solution, Studholme is only interested in the information shared between the PET 

image and the combined MR intensity and its associated channel. This is written as:

I(M, Z; N) = H(M, Z) + H(N) - H(M, Z, N)
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which is rearranged to give (refer to the original papers for details): 

I(M ,Z ;N )=

where p{. .]  represents the probability and joint probability distributions of their respective 

functions.

The effect that the additional channel has is to increase the coupling that the registered and 

unregistered images have. This is explained graphically in the following figure.

I(M;P) I(M;Z;P) I(M,Z;P)
H(P)

H(Z) H(M,Z,P)H(M)

Figure 7.5 - The Set Theoretical Representation of the Measure o f  Mutual Information using an
Additional Channel.

Occasionally, when in registration, the image sets might not return an optimal value for the 

mutual information. As such, sensible partitions (be they along the axis, or as connected 

components) offer the better optimas to be found as a result of the more localised registration 

solutions:

In practice for an image with the addition of noise and other imaging artifacts there 

may well be an erroneous maximum of mutual information registering regions with 

similar intensities to those of the correct solution but corresponding to unrelated 

anatomical structures.

The method, so described, implements a highly original extension to the use of the mutual 

information measure.

7.9.1 Our Intended Use of the Extra Channels

We have seen how the framework for the incorporation of further, higher-level, image 

information into the existing [low-level] voxel based registration method has been established. 

Using these methods is straightforward, and its inclusion into the measure of registration 

should enable arbitrary higher-level image information to hold significant influence over the 

procedure.
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As we shall see, the natural comparisons that will be made are to compare the value o f various 

segmentation based registrations with and without the use o f these additional channels. An 

unsupervised partition may be used to localise the effects o f the similarity measure, and then as 

the additional source fed into the procedures as the third channel.

O f the segmentation methods that might be applicable for testing, we must additionally 

consider the value o f segmenting only the anatomical image. Historically, this was the method 

originally used by Woods [125], which was then extended to localised regions in the pattern 

space [54], which left Collingon to point out how this might be inappropriate [17]. But in-roads 

toward the common goal have been made, and the lessons learned may be applied in this study. 

As well as using the segmentation methods, other possible input to these channels is both the 

magnitude and orientation o f the MR gradient. These, it is thought, could also enhance the 

coupling effect and do so in a manner more appropriate to the final registration solution. Their 

implementation is straightforward, which would allow for large investigative studies. This is 

more fully described in appendix IV.

7.10 The Optimisation Process Used in this Project

The optimisation method that is required o f our registration algorithm is a fairly sophisticated 

one. This section describes how it is implemented, although an in-depth discussion is left to our 

source reference [95].

We need to calculate our goodness-of-fit measure in accordance to our method outlined in 

section 6.3. The associated problems incurred by the various optimisation procedures available 

proliferate (section 6.5), and a discussion o f how these might effect us is quite beyond the 

bounds o f this project. So in spite o f the many implementations that are available to us, we 

intend in the first instance to be practical and use Powell’s direction set method. And only if  

our results do appear to be adversely effected by this technique shall we begin to consider other 

implementations.

The Powell algorithm traverses a multi-dimensional search-space in the direction o f one 

dimension at a time, and this has a lot to do with its robustness. Given that our six degrees of 

freedom constitute the ordinates o f our space, then Powell will derive estimates for each o f  

these values one at a time, before moving on to efforts at minimising the next. To do this the 

algorithm uses Brent’s method of [ID] minimisation.
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7.11.1 Brent’s Method in One-Dimension

Brent’s algorithm is simply an extension to the braketing o f a root o f a function, which involves 

identifying the interval in which a function changes sign. Thereby, the repeated setting o f this 

constraint is done to converge to the root’s value.

In more formal terms, a root is simply said to be bracketed in the interval (a,b) iff(a) and f(b) 

have opposite signs. That is, given a root bracketed in the interval (a,b), we then evaluate the 

function at some point x to obtain a new bracketing interval: either (a,x) or (x,b). Hence, a root 

of a function is known to be bracketed by a pair o f points, a and 6, when the function has 

opposite sign at those two points. These bisection methods bracket a root until the interval is 

sufficiently small to allow convergence.

For a continuous function then, at least one root must lie in the interval. However, if  the 

function is discontinuous, though bounded, many other situations may be encountered that 

hinder the approaches given here. In our application, the function is unknown, in which case 

there is no sure way of braketing its roots, or o f even determining that roots do indeed exist.

In short, the algorithm becomes:

1. Begin descent, taking steps o f increasing size.

2. Stop when your functions begin to ascend.

Extending these principals, we see that a minimum is known to be bracketed only when there is 

a triple o f points, a<b<c, such that f(b) is less than both f(a) and f(c). In this case we know that 

the function (if it is non-singular) has a minimum in the interval (a,c). The analogue o f  

bisection is to choose a new point jc, either between a  and b, or between b and c. Suppose - to 

give an example - that we make the latter choice. Then we evaluate f(x). If f(b)<f(x), then the 

new bracketing triplet o f points is a<b<x; otherwise, the triplet is b<x<c. In all cases, the 

middle point o f the new triplet is the abscissa whose ordinate is the best minimum achieved so 

far. We continue the process o f bracketing until the distance between the two outer points o f  

the triplet is tolerably small.

Brent’s Method extends on these basic principles o f bracketing a minima. At any particular 

stage, it is keeping track o f six function points (not necessarily all distinct), a, 6, w, v, w, and x, 

defined as follows:

• the minimum is bracketed somewhere between a  and b\

•  w is the point at which the function was evaluated most recently;

•  V is the previous value o f w ;

• w is the point with the second least function value;
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• JC is the point with the very least function value found so far.

Parabolic interpolation is first attempted to fit the points j c ,  v ,  and w. This must fall to within the 

bracketed interval a  and b, as well as imply a movement from the best current value j c . This 

movement must be within a sensible step-size to ensure that the parabolic steps are actually 

converging toward a minima, instead of, perhaps, bouncing around in a non-convergent cycle. 

Conversely, setting the step-size to be too small may prevent convergence occurring within a 

reasonable time.

7.10.2 Direction Set (Poweil’s) Methods in Multidimensions

We know how to minimise a function o f one variable, and this is utilised in the following 

direction set method that is used in this project and taken directly from [95].

The algorithm starts at one particular point (P) in the search space, and then begins by 

minimising one o f the parameters. This corresponds to the search proceeding in one direction 

along one o f the ordinates (vector direction n) in accordance to the Brent’s ID minimisation 

method. Different methods will alter only in accordance to how they choose the next direction 

n. Powell uses the sub-algorithm LINMIN:

LINMIN: Given as input the vectors P and n , and the
function f ,  find the scaler X that minimises f (P + Xn) .

Replace P by (P + /I»). Replace n by X n . Done.

Finding the scaler value X involves the method previously outlined, although it is here that we 

are free to choose other methods. That is, LINMIN does not specify if it is to use gradient 

information or not. The choice is ours, and its optimisation depends on the nature o f the 

particular function to be optimised. Thereby, this latter option becomes one o f particular 

relevance. And so arises the question o f how we should begin to decide which methods to use? 

This is briefly discussed below and concludes this chapter.

7,10.2,1 The Use o f  Derivatives in the Parameter Search
It is likely that only empirical evidence will determine our most suitable method. This would 

involve implementing each candidate technique, which would seem inappropriate. It might 

instead be better to customise an established method with respect to our optimisation problem. 

For example, when profiling the tests that use the Powell minimisation method, we see that a 

majority o f the work done is irrelevant as the step sizes are too small. Often this is because the 

algorithm selects steps between zero and one, which forces transformations o f less than pixel
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resolution. Obviously this returns no new or useful information, and should be avoided 

whenever possible. This was achieved by scaling the search parameters appropriately.

We have also mentioned that some methods use derivatives, and that this additional 

information may be incorporated into the LINMIN routine. It is generally accepted that such 

methods are more powerful than those evaluating only the function’s current value, but this is 

not always enough of an advantage to outweigh the additional overheads in computation. It 

again depends on priorities and the nature o f the application.

But, if  these calculations can be computed, then the method is certainly worthy o f investigation. 

Furthermore, given relatively simple yet accurate approximations o f the derivations, then this 

could be the method o f choice. For example, calculating the value o f f(x) at iteration x^+i 

yields:

[^nti] equation7.2

df /Where V% is the gradient o f the function, i.e., is and [H \ is the Hessian matrix o f the

function, which evaluates to being:

6/V 6/Y
[H \ =

dx^ ’ d x d y 'd x d z

dydx  ’ dy^
,etc.

1 d ' /, where — ■ ■ = ———, and so on. 
dydx dxdy

Then, given our application, good approximations to the differential off(x,y,z) are:

d f  f { x  +  l , y , z )  -  f ( x  -  l , y , z )  

dx 2
equation 7.3. And,

dx^

f ( x  + l , y , z )  -  f { x , y , z )  f { x , y , z )  -  f ( x  -  l , y , z )

1 1 -, which reduces to:

dx^
f { x  + \ , y , z )  + f i x  -  l , y , z )  -  2 . f ( x , y , z ) equation 7.4

The optimisation methods to be used in this project will remain a side issue given the 

importance that is later to be assumed by the visualisation stage o f the project. We intend then.
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to be quite pragmatic in address o f this topic and only return to it given unsatisfactory results 

using the Powell routine.

Page 203



Image Fusion

8 Registration Results

The initial work done has effected to a feasibility study that aimed to answer whether or not the 

originally proposed methods were suitable to the registration problem posed. In this sense, as 

results were gained, the implementation was varied, aimed always at further improvements 

based on the latest knowledge acquired; or indeed, based on further exacting o f that knowledge. 

The report then, shows the path o f experimentation that eventually led to the best registrations 

and the better methods. The results documented therefore, are only those that either initiated a 

variation in the approach, or offered valid conclusions to be drawn from that approaches 

efficacy. Documented throughout then, is the immediate interpretation o f these results that 

allows us to forge the ensuing tests. An overall conclusion and summary of the work done is 

the subject o f the next chapter.

In our various discussions on the use of the voxel based methods o f image registration, we have 

cited instances where the measures have been used to great effect, but also the occasions where 

the algorithms showed certain weaknesses. A lack of robustness was one such weakness, and it 

is this characteristic that must prevent the method’s application in everyday clinical use. 

Additionally, my own suspicions were that the voxel based methods themselves would be 

unsuitable to the complementary nature o f multimodal image registration.

For one thing, the similarity measures have in essence a tendency to rely on the existence o f  

linear mappings between the grey-values o f each image set; that is, the dispersion o f the 

scatterplot must be considered commensurable with the degree o f misregistration. On this 

basis, my opinion erred toward caution, and I thought it unlikely that such assumptions would 

hold across multimodal images except in certain highly controlled conditions.

The measure offering the greatest potential in coping with these conditions is the entropy 

measure. This measure treats the images as random variables, and in doing so it effectively 

attempts to extremise whatever degree o f interdependence exists between two variables (or 

images). Given then, the known nature o f the image sets to be encountered, the entropy 

measure is required to allow for a greater degree o f generality than the Woods’ variance 

measure [125] or Studholme’s cross-correlation measure [109], in its efforts to order the 

observations o f the scatterplot. Such flexibility allows applicability to a wide range o f matching 

problems [119], and is demonstrated in the first test.
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8.1 The Worth of the Entropy Measure

For our own reassurance, we sought first to gauge the worth of the entropy measure operating 

on test images of a quite complementary nature. To test if the entropy measure could find a 

correlation between two such image sets, and to objectively qualify the accuracy of the results, 

we constructed a test image pair from a single image set. The input image was transformed to 

give a second image at a known misregistration. Then, to produce the complementary effect, 

this image was chamfered. In respect of the original image, this altered the intensity 

correspondences that had existed between the pair.

The images were from an MR volume, from which we used 16 slices. Each slice being 256 by 

256 pixels in size. Three tests on each voxel similarity measure were performed. They all had a 

known (x,y,z) translation of (-5, 0, 0) pixels, and a known rotation of (0, 0,-10) degrees. (These 

values were considered appropriate in consideration of actual real-world misregistrations that 

would be likely to occur across image volumes.)

So the tests involved registering one image with its [transformed] self. Three different methods 

were used to alter the transformed image. These were:

1. The original image, unfiltered, and only transformed by the above amounts.

2. The original image, chamfer filtered, and transformed by the above amounts.

3. The original image, chamfer filtered, inverted, and transformed by the above amounts.

At this stage, we were simply testing the similarity measures themselves. Therefore, no 

segmentation of the image was done, so the measures used all of the volume’s voxels. The 

results - given in degrees and pixel shifts - are shown in table 8.1 below, and one of the tests is 

shown graphically in the following figure.

Figure 8.1 - Verifying the Entrop>' Measure on a Chamfered Image (Test 2).
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Test

Number

Cross-

Correlation

Mutual

Information

Minimum

Distance

1 Translations (x,y,z): -4.51,-0.18, -4.48 -5.22, 0.0, -0.19 -5.0, 0.0, 0.04
1 Rotations (x,y,z): -12.6, -28.1,-13.2 0.0, 0.0, -10 0.0, 0.0,-10
1 Iterations and Time Taken 444, 22.8 mins 468, 29.5 mins 1197, 28.6 mins
1 Returned Result: -0.904947 -10722.871094 0.343942
2 Translations (x,y,z): 0.09, -0.1,0.0 -5.0, 0.0,0.01 678, -607, 82
2 Rotations (x,y,z): 0.00, 93.4,1.7 0.0,0.0, -10 1375, -166,166
2 Iterations and Time Taken 325,29.5 mins 624,63.8 mins 396,16.9 mins
2 Returned Result: -0.321585 -3808.275 0.0
3 Translations (x,y,z)l -4.97, 0.38, 0.02 -4.99, 0.0, -O.I -6.4, 172, 1897
3 Rotations (x,y,z): -10.9, -0.6, -9.9 0.0, 0.0, -10 39, 22, 11
3 Iterations and Time Taken 291, 35.5 mins 475, 68.7mins 253, 19.6 mins
3 Returned Result: -0.640776 -5837.244629 0.0

Table 8.1 - Verifying the worth of the entropy measure.

The table shows that the linear remappings o f the image intensity values (the chamfering - 

section 3.4.1.2) causes both the minimum distance measure and the cross-correlation measure 

to fail in their efforts to find the registration solution. The above figure shows the scatterplot 

due to the mis-registration, and one possible segmentation that in the next section we 

incorporate into the registration process itself. Also shown is the two currently displayed slices 

fused by the juxtapositioning o f alternate pixel regions (‘chessboarding’).

A conclusion can be drawn from the fact that the entropy measure is the only measure capable 

of deriving an accurate registration for the chamfered images and the original image. And with 

neither the cross-correlation measure or the minimum distance measure are able to return even 

a sensible result for test 2, it is alone in this ability. We have, therefore, at least one example of 

this measures ability to register complementary image data, and some initial justification for 

our decision to use this method.

To summarise, we used chamfer filtering to ‘disguise’ the original image in an effort at fooling 

the registration process. This served to make the image data appear quite complementary in 

nature. Only when the chamfered image was inverted was the cross-correlation measure able to 

find the registration, which was expected; the correlation measure effects to operate in direct 

proportion to related intensity values. That is, their magnitudes seek a positive and near linear 

relationship between the intensity values, whereas it is unable to deduce any negative linear 

relationship; which here associates magnitudes of ‘darkness’ to magnitudes o f brightness. The 

entropy measure has no such problem in discovering such an alliance, as this relationship is 

effectively ‘ordered^’

’̂Ordered’ being a potentially desirable state as discussed in respect of the more understandable test of 
the first appendix.
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8.2 Benchmarking the Results

Before we begin our in-earnest testing of any new method, it is worth an initial digression into 

the value o f all such tests. Ideally, we would like to perform an objective analysis o f the test 

results. However, the choice o f an approach to ‘benchmarking’ the results is still not a 

straightforward one. In its eventual application to real-world data, one adequate evaluation of  

the results would be to see if it is possible to detect an error through visual inspection, as 

human perception can itself be a benchmark for performance evaluation. And for the 

multimodal image sets that I later use, this is indeed what I’ve done.

But even the estimate of an ‘expert’ can be inaccurate. Certainly, visual assessment is quite 

subjective and therefore non-quantitative. It is also reliant on the quality o f a [3D] visualisation 

scheme. Because o f just this issue, I later based the majority o f my tests on the effects o f 

misregistrations about the z-axis, as this was the alignment I could best judge.

So what methods are to hand? And what are the potential pitfalls that each approach has to 

offer? In our case, the registration accuracy can simply be said to depend on our algorithm’s 

ability to find the global optima and then the faithfulness with which this optima represents an 

accurate registration. That said, it hardly clarifies our situation.

Initial indications to adopting a suitable approach may come from previous studies. Hence, the 

first place to find any such solution would be to look to the methods used by the workers whose 

papers we had been reviewing in the first place. For example, van den Elsen [30] uses a method 

of visual assessment, which of course necessitates the suitable visualisation scheme. Yet the 

aforementioned non-quantitative appraisal may render a comparison in respect o f other 

registration techniques inaccurate.

Another approach is adopted by Pelizzari [93], who acts objectively. Their registration process 

attempts to minimise a stated quantity, and properly normalised, the measure is valid. However, 

it is not clear how this can be done, as minimised quantities cannot always reflect the 

registration error with any degree o f accuracy across all of the possible registration techniques.

We immediately see that there are no standard techniques to qualitatively measure and, 

therefore, compare residual or registration error. Yet attempts to quantify and compare errors 

occurring as a result o f different modality registration schemes have been competently 

addressed [51]. In this paper. Hem 1er et al. develop procedures to measure the accuracy o f 

stereotactic frame-, correlation-, and surface-based registration methods. However, we are only 

able to conclude from this the worth o f the correlation measures in terms of accuracy (the
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maximum error being equivalent only to the voxel dimension), and robustness (in terms o f the 

methods relative insensitivity to MR spatial distortions; the authors suggest that this is because 

the method uses a global cost function, which may effect to average out the local MR 

distortion; which is interesting in respect o f [111]). But we are unable to emulate their 

procedures for such qualitative measures. For one thing, we have not the facilities (a cadaver 

etc.). Although we are further reassured by this acknowledged worth of a voxel based measure, 

we still have to define our own benchmark methods.

We accept then, that these must [inevitably] use a visual comparison. Being inaccurate (largely 

because I have only implemented a 2D scheme, but also because it is I who will judge these), 

our experimental studies retain the use o f a known transformation o f a single image set. This is 

would seem to be a fairly acceptable initial approach [see, for example, 63 and 92], but we 

must then concede the known artificiality of these tests.

But for now at least, we are guaranteed an objective return, whereas for proper inter-modality 

testing, a reliable estimation o f registration error is not always possible^ and the fair 

comparison o f other workers’ algorithms remains is only now being fully addressed [33].

8.3 Initial testing of a Segmentation Step

Reassured by the worth of the entropy measure, we then begun initial investigations into the 

use o f a segmentation step to aid the registration procedure.

Throughout the report we have attempted to build an argument for doing this, although this, its 

first application, we do not apply the proposed method to the letter. It is instead a rather ad hoc 

approach to the use of an initial segmentation; for example, we use no known cluster 

prototypes. And we make no excuses at this stage for such an approach. As aforementioned, 

this is a feasibility study, and we had always intended to implement the more refined and subtle 

aspects o f the registration method first envisaged on the strength o f empirical studies. Here is 

where these studies begin.

8.3.1 A Test of Feasibility

This test is mainly an effort at establishing some ground-truth for further work. For example, 

we mentioned that the clustering is not yet using any a priori knowledge; the exact nature of 

which should hopefully reveal itself through experimentation. Thereby the test remains, in 

essence, quite notional as we attempt to build a methodology that could be o f real benefit.

This first test compares registrations based on different segmented regions o f the input images. 

These were both the same MR image set of 74 slices, each of 256^ pixels. The transformation

Page 208



Image Fusion

used again rotated one volume by -10 degrees (0.1745 radians) in the z-axis, and shifted the 

volume by -5 pixels in the x-axis. The [crisp] segmentation used a medial feature, and five 

partitions were derived. The cluster prototypes were distributed evenly across the ordinate axis 

o f the [3D] pattern space.

The tests were done as follows, with the results given in table 8.2, and the input images and 

segmentation shown in figure 8.2 belowt;

1. The image transformed and registered using cluster 1 ’s 1,322,516 observations.

2. The image transformed and registered using cluster 2’s 1,827,111 observations.

3. The image transformed and registered using cluster 3 ’s 292,926 observations

4. The image transformed and registered using cluster 4 ’s 1,111,262 observations.

5. The image transformed and registered using cluster 5’s 295,849 observations.

6. The image transformed and registered using the clusters.

Test number Cross-Correlation Mutual
Information

Minimum Distance

1 Translations (x,y,z): 0.0, -0.63,5.18 0.0, 0.0, 0.0 0.0, 0.0, -0.05
1 Rotations (x,y,z): 45, 0.0, 0.0 0.0, 0.0, 0.0 0.0, 0.0, 0.0
1 Iterations: 423 257 214
1 Returned Result: -0.476 -195.5 26.1
2 Translations (x,y,z): 0, -0.22, 5.2 -1.12,-0.46, -0.99 0.0, 0.38, 0.38
2 Rotations (x,y,z): 5.7, 5.2, -1.1 1.7, 29.2, -10.9 32.7, 0.0, 0.0
2 Iterations: 361 644 402
2 Returned Result: -1.0 -690 12.7
3 Translations (x,y,z): 0.0, -2.11 0.03 0.0, 0.0, -0.05 -7.1,-10.6,39.0
3 Rotations (x,y,z): 3.4, 0.0, 0.0 0.0, 0.0, 0.0 117, 60, -39
3 Iterations: 343 211 285
3 Returned Result: -0.41 -18.6 48.3
4 Translations (x,y,z): 0.0, 0.0, 0.0 -5.07, 0.0, 0.0 0.0, 0.0, 0.0
4 Rotations (x,y,z): -0.6, 0.6, 0.0 0.0, 0.0, -10 0.0, 0.0, 0.0
4 Iterations: 164 691 235
4 Returned Result: -0.43 -60520 29.1
5 Translations (x,y,z): 0.24, -0.78, 4.86 0.0, 0.0, 0.0 -4779, -330,-1422
5 Rotations (x,y,z): -40, 22.3, -10.9 0.0, 0.0, 0.0 6073, 344, 143
5 Iterations: 421 243 409
5 Returned Result: -0.28 -18.5 0.0
6 Translations (x,y,z): -5.08, -0.11,72.4 -5.18, 0.0, 0.02 -4.99, 0.0, 0.0
6 Rotations (x,y,z): 0.0, 0.0, -10.1 0.0, 0.0, -10 0.0, 0.0,-10
6 Iterations: 382 803 1571
6 Returned Result: -0.99 -75099 0.017

Table 8.2 - Results from the initial registration tests incorporating the segmentations of figure 8.2 below.

fit should be noted, that throughout this report the segmentations follow a standard colour scheme. In this, 
the cluster is shown in red, the 2"“* in green, then blue, orange and finally yellow.
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Figure 8.2 - The segmentation on which the initial registration tests were based.

The above figure shows one slice of the volumes to be brought into registration, a fusion of these 

two images (by pixel juxtapositioning), the resulting segmentation of the images, and the pattern 

space partitioned according to the five clusters used in the crisp clustering algorithm.

8.3.2 Discussion

Avoiding for now performance issues, we are able to cite some immediate advantages to the use 

of applying our similarity criterion only to some subset of the original image data Comparing, 

for example, the use of individual clusters (tests 1 to 5) against the standard approach of using all 

the voxels (test 6), there does exist one situation where the use of only a selected partition results 

in the better registration solution. This is in test 4, where the fourth cluster is used alone. The 

improvement in the accuracy of registration may only be slight, but it does give an indication that 

it is not necessary to use the entire image volume to derive the registration solution This 

registration is derived using only 22% of all the observations, hence we do also have some 

improvement in terms of efficiency.

Furthermore, given that the Collignon algorithm performs its worst registration when using only 

the 5th cluster, is it then the case that these observations hinder the search for the solution? To 

test this theory, we carried out tests 7 to 10, where we used various permutations of clusters 3, 4 

and 5. Certain indications implied that, yes, there are regions of the image that do hinder the 

registration process. The following tests were carried out;

7. The original image, transformed by the above amounts, and registered using only the 

observations from clusters 3 and 4.

8. The original image, transformed by the above amounts, and registered using only the 

observations from clusters 4 and 5.

9. The original image, transformed by the above amounts, and registered using only the 

observations from clusters 3 and 5.
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10. The original image, transformed by the above amounts, and registered using only the 

observations from clusters 3, 4, and 5.

As the results o f test 7 show, the inclusion of the 3rd cluster (shown in blue above) actually 

worsens the registration otherwise derived from using the 4th cluster alone. This is actually a 

positive result; we have shown that there are indeed regions in an image that hinder the 

registration process. Also, and in this case at least, the region corresponds to some sections of  

the brain itself; that is, they are not wholly meaningless entities such as air or noise. We must 

now ask ourselves why this is the case so that we can then go on to develop some methodology 

that would allow us to automatically unearth these regions. A priori, we would hope to know of  

such regions so that in initiating a segmentation we could predict with some confidence which 

clusters we would later wish to exclude from the registration procedure.

Of course, any variation in the results is interesting and open to interpretation, so we went on to 

try some other variations o f partitions. To finish, test 10 was performed, as intuitively we might 

have thought that it would be clusters 3, 4 and 5 together which would give us out best 

registration. ‘Intuitive’ because we would normally expect that the more observations used in 

the algorithm, the better the result (although we have shown that this is not necessarily the 

case), and also because it is the orange, yellow and blue regions that correspond to entities in 

the brain itself. Indeed, all the algorithms are capable of performing a very accurate registration 

given this input data.

Test number Cross-Correlation Mutual
Information

Minimum Distance

7 Translations (x,y,z): -5.44, -0.03, 72.43 -4.99, 0.0, -0.12 -5.14, 0.0, -0.04
7 Rotations (x,y,z): 0.0, 0.6,-10 0.0, 0.0,-10 0.0, 0.0,-10
7 Iterations: 596 174 745
7 Returned Result: -0.99 -81042 9.4
8 Translations (x,y,z): -2.28, 2.59, 265.3 -5.12, 0.0, -0.46 -0.02, 0.0, -0.044
8 Rotations (x,y,z): 15.5,15.5, 5.2 0.0, 0.0,-10 0.0, 0.0, 0.0
8 Iterations: 391 931 184
8 Returned Result: 0.0 -48306 38.5
9 Translations (x,y,z): -6.24,-1.51,7.33 0.0, 0.0, 0.0 0.36,-17.25, -0.06
9 Rotations (x,y,z): 324, 15.5, -4.4 0.0, 0.0, 0.0 135, 83,-30
9 Iterations: 431 263 281
9 Returned Result: -0.32 -29.8 58.153
10 Translations (x,y,z): -5.01, 0.0, -1.28 -4.99, 0.0,-0.1 -5.0, 0.0, -0.02
10 Rotations (x,y,z): 0.0, 0.0,-10 0.0, 0.0, -10 0.0, 0.0, -10
10 Iterations: 467 621 1673
10 Returned Result: -0.99 -77901 0.0

Table 8.3 - Using various clusters to find the registration solution.
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8.3.3 In Terms of Efficiency

An important thing to note here is the number of iterations that the algorithms must take to find 

a registration solution. Obviously, this is the result of the Powell algorithm used, but this can 

mean that the program around an hour to converge. This is by no means fast, but nor is it 

unacceptable. We initially feel that the potential advantages offered from these methods - the 

high degree o f accuracy and the complete lack of user interaction - would wholly justify this 

expense.

Such computational overheads are common to all o f the voxel based algorithms. The advantage 

(in the statistical sense) o f using the entire data set in the derivation of the registration solution 

- as opposed to the use of only a subset of features - costs the algorithms dearly; they are 

condemned to a rather labourions and computationally expensive search for the solution.

Often workers have attempted to address the issue o f performance with the use o f sub-sampling 

[124], parzen windowing [17], or multiresolution approaches [110]. Given the evidence o f the 

computational expenses that we have already incurred, we too should consider which of these 

measures is worth adopting. But, some issue of efficiency has already been addressed by the 

work done thus far. And although the results that we have shown are only indicators o f future 

work, the implications are that the optimal results may be gained using only a subset o f the 

image set. So even if the later work did fail to show any significant increase in the accuracy or 

robustness o f the algorithms using this hybrid approach, we have at least demonstrated a 

method o f improving the algorithm’s efficiency.

The main issue relating to performance issues remains that o f the optimisation process used, 

which is most certainly responsible for the large number of iterations taken by the procedure. 

But as we have previously mentioned, we only intend to change this given adverse effects to 

the results. In many other respects, we consider it to be a sensible enough method to use, and its 

pros seem to outweigh the cons.

Returning again to the results, the best of these in terms of registration and optimisation 

accuracy are shown below in table 8.4. These are also shown for registrations based on a 

segmentation that did not use the medial feature (which is shown in figure 8.3; clusters 1 

through to 5 are shown in red, green, blue, orange, and yellow respectively).
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Figure 8.3 - The segmentation o f the image set w ithout using the medial feature.

Test Number Mutual
Information

Mutual
Information^

Mutual 
Information 
(Medial Feature 
not used)

4 Translations (x,y,z); -5.07, 0.0, 0.0 -5.16, 0.0,-0 01 -5.0, 0.0, -0.23
4 Rotations (x,y,z): 0.0, 0.0, -10 0.0, 0.0,-10 0.0, 0 0,-10
4 Iterations and Time 691, 1307 mills 632, 129 mins 473,88 mins
4 Returned Result; -60520 -84774 -63932
6 Translations -5.18, 0.0, 0.02 -5.18, 0.0, 0.02 -5.0, 0.0, 0.0
6 Rotations (x,y,z): 0.0, 0.0, -10 0.0, 0.0, -10 0.0, 0.0, -10
6 Iterations and 803, 1867 mins 803, 1867 mins 539, 164 mins
6 Returned Result: -75099 -75099 -109448
7 Translations (x,y,z): -4.99,0.0,-0.12 -5.24, 0.0, 0.02 -5.0, 0.0, 0.0
7 Rotations (x,y,z): 0.0, 0.0, -10 0 .0 ,06 ,-10 0.0, 0.0,-10
7 Iterations and l ime 745, 175 mins 622, 150 mins 382, 81 mins
7 Returned Result: -81042 -71256 -58921
10 Translations -4.99, 0.0, -0.1 -4.99, 0.0, -0.27 -5.0, 0.0, -0.24
10 Rotations (x,y,z): 0.0, 0.0, -10 0.0, 0.0, -10 0.0, 0.0, -10
10 Iterations and 621, 1292 mins 590, 159 rains 468, 106 mins
10 Returned Result: -77901 -112433 -62348

Table 8.4 - The better results.

8.4 The Worth of the Medial Feature?

Following this initial study, it seems now appropriate to question the purpose of including the 

medial feature in the segmentation process, and ask also whether it is worthwhile. To set the 

context of this discussion, we reiterate the main points of the original aims (section 7.4.2). The 

envisaged benefits to the use of the medial feature in clustering and, therefore, in finding the 

registration solution included the following:

• It would favour a registration of an object toward the centre of an image, which is often how

The tests shown for Mutual Information and Mutual Information' differ in that the former test creates 
the look-up pdf (p(fi) and p(f^) in section 6.2) only from the segmented regions, whereas the latter 
calculates these distributions regardless o f the initial segmentation. The worth of doing this remains 
inconclusive.___________________________________________________________________________________
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how many medical images are aligned.

• It would enable certain noise artifacts to be ignored.

The minimal effect that the measure has on the registration process may have been expected. 

For one thing, the measure only exists to ‘open up’ the initial partition to [hopefully] attract the 

more meaningfiil segmentations, after which it is no longer o f consequence. Its significance 

may become more apparent if it can be incorporated into the derivation o f the measures taken 

on the scatterplot. But as this is, by definition, a joint probability density fimction, it must 

remain to operate with a dimensionality determined by the number o f images that are to be 

registered.

However, extending the dimensionality o f the scatterplot has now effectively been described by 

Studholme et al. [111,112]. This, we have already mentioned, has provided us with the 

additional framework in which to test our methods. And from this point onward, any use of 

such spatial knowledge should be used only in conjunction with these methods.

8.5 A Rather Synthetic Multimodal Test

As the first extension to the test that used the same image misregistered, we then used a volume 

from a nuclear medicine scan and a pseudo-MR image derived from the original nuclear 

medicine data. Admittedly we are now simply using quite manufactured data, but we do at least 

know the registration solution.

Both images used for this test were two 64x64x64 pixel volumes, and the nature o f the 

registration problem is shown in the figures below.

Registration tests were not run for different clusters as the use o f any segmentations in this test 

were irrelevant; it makes no sense to segment out regions o f an image that do correspond to the 

other image from which they were originally generated. And because o f this total 

correspondence, in the majority o f cases, the registration solution could be found without 

difficulty.

Page 214



hnage I'usion

It

•■ ' i w

Figure 8.4 - The image on the left shows the segmentation from the two images in registration. The 
image on the right show s the effects o f a misregistration. In betw een, are the two input images. Note the 
use o f a colour overlay algorithm that shows the fused images in the bottom left-hand corned of the four. 
This m ethod of display pro\ ed to be very useful for estimating various unknow n registration solutions.

On this basis, the results are not all tliat meaningful. But, v/e did reach one interesting conclusion; 

the success of the algorithm depended on whether or not voxels pertaining to an intensity of zero 

(background observations) were used in the probability distributions. The results of table 8.5 

below show that they should not be included in the calculations, which to a large extent, confers 

with what we would expect: it makes good sense intuitively, as we would say that they 

unnecessarily distort the scatterplot; such observations manifest themselves only as statistical 

outliers. But on the other hand, it can also make sense to include them and thereby emphasise the 

notion OŸ overlapping^ ohjects in the algorithm.

Misregistration Not using Zero Voxels 
(Accuracy sought -83.9)

Using Zero Voxels 
(Accuracy sought -24321)

(0 ,0 ,0 ) Translations (x,y,z): -0.01,-0.05, 0.038 0.0,-0.15,-0.03
(0 ,0 ,15) Rotations (x,y,z); -0.19,0.04, 14.9 -0.5, -0.19,-0.03

lime Taken (secs): 624 713
Accuracy: -78.3 -20943

(10, 10, 0) Translations (x,y,z): 0, -10.2, 0 0, -1, -0.99
(0, 0, 0) Rotations (x,y,z): -0.25, -0.17, -0.1 0, 0 ,0

Time Taken (secs): 649 1535
Accuracy: -14.7 -9590

(10 ,0 ,0 ) Translations (x,y,z): 9.75, -2.7, 0 4.4, -0.99, -0.78
(0 ,0 ,-10) Rotations (x,y,z): -0.03, -0.33, -9.9 0, 3.6, 0

Time Taken (secs): 935 2055
Accuracy: -65.4 -15155

Table 8.5 - W ith and without zero voxel values.

Table 8.5 illustrates the hindrance that background observations would seem to have, but would 

it not be sensible to encourage background regions in one image to correspond with the 

background regions in the other image? To further investigate this, the measure of mutual 

information was plotted against [known] misregistrations about the x- and y-axes. These
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‘traces’ are shown below for the measure excluding background observations (on the right), 

and for the measure including these occurrences (shown on the right).

10 15 20

20

20000
10000

-10000
20000

-30000
10 15 20

Trace 8.1 - Example traces about shifts in the x- and y-axes that show the effect of excluding background 
voxels from the registration process (on the left), and the result of including background voxels (on the 
left). (Of course the true parameter space would be in six-dimensions.)

The results of these traces seem to go against intuition if taken in the context of the registration 

results of table 8.5 above; although it is intuitive to expect such a sudden peak at the point of 

registration (on the left) given the synthetic nature of the images. Obviously then, this result 

should have tremendous bearing on our choice of optimisation process, were it not for the fact 

that the two image sets effected to being one and the same. For example, the Newton-Raphson 

method is said to prefer an optimisation space showing the shallow curvature characteristic to 

that of the trace on the right. However, it does tell us a great deal about the Powell algorithm’s 

behaviour: our experience now tells us that of the two, it prefers the parameter space on the left. 

It may seem surprising at first, but the algorithm does seem to rather tentatively step from one 

point in the space to another before finding the solution; where suddenly, it falls down a hole! 

But it is disappointing to think that the Powell method is unable to find the minima in the 

second parameter space shown; a characteristic that should not be forgotten for the remainder 

of this report. The ability to find the registration solution in these conditioned circumstances 

allows us to keep faith in the Powell method, although it would be more than interesting to 

compare it with the Newton-Raphson technique operating in a search space such as the one on 

the right.

8.6 A First Multimodal Test - Patient 0

The nuclear medicine images of the above test did have a corresponding MR volume which 

was now used to form the basis of our first truly multimodal registration test. And being real
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clinical data, the images were not aligned. This registration problem is explained by figure 8.5 

below, where the images were again 64 slices each of 64  ̂pixels.

Mi

' f

fr -

Figure 8.5 - The registration problem of an unmatched MR and nuclear medicine pair. The image on the 
left shows the results of a crisp partition, that on the right shows a fuzzy partition.

Both scatterplots of the above figures are partitioned into 5 clusters. The observations are the 

result of the misregistration in the original images. I estimated that the MR image required a 

translation of (-3, -8, 0) about the (x, y, z) axes respectively, and that there appeared to be no 

significant rotational misregistration Any misregistration due to shifts in the z-axis was difficult 

to determine. I did, however, expect it to be significant, although this could instead correspond to 

a rotation in the x-axis.

However, if we ignore for now this issue of precision, the tests do give us good opportunity to 

validate our initial hypothesis. In tlie following then, we are seeking a solution close to the 

estimated misregistration outlined above. The tests performed are listed below, and their results 

are given in table 8.6. They are all based on a partition using 5 clusters. The fuzzy algorithm set 

a threshold of 0.5 for the PVE.

• Test 1. Using cluster 1 ’s observations that resulted from a crisp and fuzzy segmentation.

• Test 2. Using cluster 2’s observations that resulted from a crisp and fuzzy segmentation.

• Test 3. Using cluster 3’s observations that resulted from a crisp and fuzzy segmentation.

• Test 4. Using cluster 4’s observations that resulted from a crisp and fuzzy segmentation.

• Test 5. Using cluster 5’s observations that resulted from a crisp and fiizzy segmentation.

• Test 6. Using only valid  ̂observations that resulted from a crisp and fuzzy segmentation.

’’Valid’ observations are those that are considered to be satisfactorily classified fto any class]. That 
corresponds to all observ ations in the crisp segmentation, as each one is assigned to some class, but this is 
not necessarily the case with the fuzzy algorithm. Here, if an observation’s greatest affinity is less than 
some predefined threshold, then it is excluded from influence in the registration process. The reason for 
doing this is explained in section 6.2.
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Test Crisp Segmentation Fuzzy Segmentation
Using Cluster 1 (red) Translations (x,y,z): -0.35, -0.06, 0 -0.64, -0.1,-0.1

Rotations (x,y,z): -0.34, -0.2, -5.9 -0.5, -0.2, -3.4
Time Taken (secs): 433 528

Accuracy: -18.6 -21
Using Cluster 2 (green) Translations (x,y,z): -.38 ,0 ,0 0 ,0 , -0.1

Rotations (x,y,z): 0 ,0 ,0 -0.4, -0.5, -0.6
Time Taken (secs): 259 236

Accuracy: -9.2 -25
Using Cluster 3 (blue) Translations (x,y,z): 0, -0.05, 0 0, 0 ,0

Rotations (x,y,z): -0.3, -0.2, -0.7 -0.5, -0.34, -0.56
Time Taken (secs): 242 234

Accuracy: -1.7 -2.4
Using Cluster 4 (orange) Translations (x,y,z): 0 ,0 ,0 0 ,0 ,0

Rotations (x,y,z): -0.1,0, -0.1 0,0.3, -0.5
Time Taken (secs): 299 278

Accuracy: -1.7 -1.7
Using Cluster 5 (yellow) Translations (x,y,z): 0, 0.4, 0 0 ,0 ,0

Rotations (x,y,z): -0 .13,0 ,0 -0.4, -0.35, -0.14
Time Taken (secs): 290 272

Accuracy: -1.75 -1.7
Using All Valid* Observations Translations (x,y,z): -0.01,0, 0 0 .4 ,0 ,0

Rotations (x,y,z): 0, -0.2, -35 -0.1, -0.38, -0.38
Time Taken (secs): 263 296

Accuracy: -16 -18
Table 8.6 - Results for the MR and nuclear medicine image pair of Patient 0.

As the table shows, the results o f the tests were wholly disappointing in the light o f the 

estimated degree o f misregistration. So why is this? Our first task then becomes one of 

explaining and interpreting their significance.

Ignoring for now the likely errors in my own estimation of the registration solution, my initial 

conclusion was that the algorithm sought only a wholly overlapping pair. That is, the nuclear 

medicine image needed only to position itself to within the [larger] anatomical image to allow 

the Powell process to converge (an instance o f local minima?). Only misregistrations that were 

significant enough to produce a good degree o f overlap stimulated the algorithms into 

producing shifts toward a better registration, but these also converged when the nuclear 

medicine image was again contained to within the MR image. This was again not at the point o f  

registration.

Our first test o f a fuzzy partition was also disappointing. Additionally, the use o f an extra 

channel [111,112] incorporating the segmented image set gave similarly poor results, and on 

this basis they are not documented above, although we will return to this method later. All this 

meant that our efforts to register these two image sets had failed. Furthermore, Test 6 (to the 

crisp case), effects to being a faithful representation o f the original algorithm [18], and yet it 

also fails under our optimisation method. In this respect, it is o f no consolation that the original 

technique fails, as the different optimisation processes used renders our comparison inexact.
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Fundamentally then, we can question both this method o f optimisation and also the benefit of 

our segmentations. In the first instance, we have already seen the Powell algorithm’s 

ineffectiveness in what appeared to be a favourable parameter space (having one point of 

optima, central to well sloped banks). And as the registration implies, convergence was early. 

Secondly, how meaningful is it to segment a scatterplot formed from a misregistered set of 

images? Not at all, is the answer Collignon [17] gave, and used exactly this uncertainty o f 

segmentation as an objective function to be minimised in determining the registration solution. 

That is, given any estimate o f the transformation: first see how well a segmentation performs 

and then vary your estimations accordingly; repeat both processes iteratively (see section

10.2.2.1 for further details). It may be sensible to segment just the anatomical image, but this 

may simply effect to measures taken by other workers [2]. Nonetheless, it is to this question 

that we will return to in the light o f further studies.

8.6.1 Tracing out the Measure of Mutual Information

One extremely important issue that it now seems appropriate to fully address, is whether the 

mutual information measure really is effecting to a minimum at the registration solution and is 

our registration process arriving at this point? This is, o f course, fundamental to the problem 

that Studholme has recently been researching [111,112]. That is, we wish to know that our 

‘Returned Results’ do actually reflect the accuracy o f the registration solution. To achieve this 

would imply the need for their correct normalisation; although this would seem tricky given the 

nature o f the clustering (i.e., a varying number of observations being used at each stage), and 

the rather ambiguous nature o f the entropy measure itself. And that is just the point: we cannot 

in all cases trust its estimation of the registration.

When originally introduced to the world o f medical imaging, the effect o f the Mutual 

Information measure was shown as traces [19] o f the type given above (trace 8.1). With the 

first major modification o f this measure’s use, Studholme also presents results in the form of 

traces [111,112]. And all this is done for good reason: a measure is required that’s optima 

corresponds to the registration solution, and when this is no longer the case, adjustments to the 

measure must be made. And it is often the trace results that give the best indication o f the 

manner in which this should be done.

After the first tests o f this section, this method was used to trace various misregistrations in an 

effort to gain a better understanding of the algorithm’s behaviour. In all, application was 

deliberately limited to three types o f trace: the first was for displacements in the y-axis and 

rotations about the z-axis; the second was for displacements in the x-axis and rotations about
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the z-axis; and the third was done for displacements in both the x- and y-axes. This limitation 

was imposed for two reasons. Firstly, I found it very difficult to judge misregistrations for 

translations in the z-axis, and for rotations about the x- and y-axes. And secondly, by 

performing the variations on at most two variables the results could be easily visualised. 

Furthermore, as misregistrations about certain axes provided little insight to the problem, we 

subsequently restricted those shown to the axes pairings that showed the greater variation. And 

finally we have done these for each cluster.

For all of these tests, the registration solution should ideally be where there is no displacement 

or rotation about any of the three axes.

To return to the study, the traces below show that although shifts about the x- and y-axes 

registered enough variation in the measure to imply that a registration would be found, it was 

the trace on the right that highlighted the difficulties faced in actuating this; all rotational 

variations produced little change in the measure, and not just when studied for all observations 

(as is the case for Trace 8.2), but also in the case of individual clusters. Indeed, as well as not 

knowing what the registration solution should be, this is likely to hinder efforts at deriving it.

-2 -1 -8 -2 4 10 16 
0 4

pL 20 
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0-
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■  -15-10 -
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0 -1 0 -5  

-15-10  
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Trace 8.2 - Traces for the Mutual Information Measure about shifts in the x- and y-axes (on the left), and 
for shifts in the x-axis and rotations about the z-axis (shown on the right).

The lack of influence due to rotations is disconcerting, and so prompted a further registration 

test (below). In efforts to gauge the effect of the partition, the traces of appendix III do actually 

imply that influence over the registration process should be made to vary across these. They 

suggest, for example, that the 2"(̂  cluster should be more influential than the 5 ĥ (in respect of 

translations) But verification of this could only be derived from a further test that had a 

definitive and known aspect of misregistration.

Returning to question our optimisation process, we see that the trace on the left bears close 

resemblance to the right-hand trace of 8.1. This trace was associated to a failed parameter 

search, which thereby casts further doubt over the suitability of the Powell method.
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On the basis that the previous results were meaningless (what was the registration solution 

anyway?), that rotations about the z-axis produced insignificant variation in the traces, and that 

such a misregistration could be accurately judged (relatively), the final test on these image 

pairs attempted to address these points. Questions pending included the following two. Would a 

registration about the z-axis be corrected? And how influential would the second cluster be in 

respect of the others?

Obviously the segmentation would be slightly different so the notion o f ‘Cluster 2’ is 

meaningless; the 2^^ cluster would contain a different observation set (remember, the 

scatterplot is effectively a function of the images’ misregistration, and that the function’s form 

has now changed), and hence the second o f the above questions is somewhat flippant, although 

the principle is the samê ^̂ ^̂ .

Returning to the tests then, we [further?] misregistered the nuclear medicine image by 10 

degrees in the z-axis, and ran the tests in the manner described previously. At this 

misregistration, the value o f mutual information was -16.008*, -18.132*, -16.02*, and - 

18.132* for all observations in the four columns below. The results are given in the following 

table.

Test Crisp
Segmentation*

Fuzzy 
Segmentation ♦

Crisp 
Segmentation 

with extra 
channel^

Fuzzy 
Segmentation 

with extra 
channel*

Using Cluster 1 Translations -0.1, 0 ,0 0, 0 ,0 See below. See below.
Rotations -0.4, -0.3, -4.7 -0.4, -0.5, -0.15

Time Taken 193 303
Accuracy: -19.2 -19.2

Using Cluster 2 Translations 0 .4 ,0 .4 ,0 0, 0, -0.1 See below. See below.
Rotations 0, -0.4, -0.5 -0.4, -0.5, -0.5

Time Taken 248 237
Accuracy: -9 -23.7

Using Cluster 3 Translations 0, 0, 0.2 0, -0.1,0 See below. See below.
Rotations -0.3, -0.1, -0.5 -0.5, -0.3, -0.4

Time Taken 247 234
Accuracy: -1.7 -2.2

Using Cluster 4 Translations 0 ,0 ,0 0 ,0 ,0 See below. See below.
Rotations -0.1,0,0.3 0 ,0 .3 ,0

Time Taken 356 349
Accuracy: -1.6 -1.6

Using Cluster 5 Translations 0, 0 ,0 0, 0 ,0 See below. See below.
Rotations 0, 0.6, 0 -0.4, -0.3, -0.3

Time Taken 366 273
Accuracy: -1.6 -1.7

Using All Translations -2.3, -1.5,0 0 ,0 ,0 0 ,0 ,0 0.2,0, -0.05
‘valid’ Rotations 0 ,0 , -23.3 -0.1, -0.3, -0.3 -0.4, -0.4, -4.5 -0.4, -0.6, -0.15

Observations Time Taken 298 340 1156 1277
Accuracy: -17.4 -18.2 -17.7 -18.1

Table 8.7 - Second set of results for the MR and nuclear medicine image pair of Patient 0.
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Success is again rather limited. Against, for example, the main hypothesis, it was only the use 

of the l^t cluster (and not the as might have been expected from the trace results) that 

showed any advantage over using all the observations. The change in the misregistration has 

produced the change in the scatterplot's distribution, which in turn effects the final partition, so 

it would be unfair to expect this sort of consistency across the different tasks. And as the 

measure effected little variation about rotations in the z-axis, coupled with our knowledge of 

the Powell algorithm, it is not too surprising that the individual clusters, with the exception of 

the ist cluster, failed to find a solution.

This reasonable result from the l^t cluster was only matched by using the crisply segmented 

image as input to the additional channel. But, disappointingly, we are still to see any advantage 

arise from the use of the fuzzy segmentation. This, therefore, is an issue that must be resolved 

in later tests; if it is really unlikely to show any worth, we can then at least discard the method. 

These and other issues have only been touched upon so far, and as such they will continue to 

crop up until we finally summarise all of this information for the discussions of the next 

chapter.

8.7 Patient 1

The third set of tests used two image volumes having 27 slices of 2562 images. The first image 

was from a CT scan, and the second from an MR scan. The nature of the registration problem is 

given in figure 8.6 below.

‘A

Figure 8.6 - The different Modality Image Sets from Patient 1. The image on the left is from a CT scan, 
and the image on the right is from an MR scan.

8.7.1 Further Tracing of the Mutual Information Measure - Patient 1

On the basis that the previous set of tests had implied some merit to the a segmentation process,

Tt is worth mentioning how it is just this characteristic of the scatterplot that actually hinders efforts at 
deriving good a priori cluster prototypes as the degree of misregistration is not known in advance!
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we continued to extend our efforts with multimodal images. In the first instance we chose to 

use the trace results in accordance to the method we have already seen. The traces below are 

shown about my own estimate of what is the registration solution. That then, limits their 

accuracy, but as the studies show, it remains an informative exercise. Some of the more 

interesting trace results are given in the following, and it is clear to see how their effect (in 

struggling to resolve z-axis rotations) was later borne out in the registration results of 8.7.2.

-400-

10 16

20

■ - 100-0 
□ - 200-100  
□-300-200  
■-400-300  
B -500-400

Trace 8.2 - Translations about the [estimated] registration solution in the y-axis and rotations about the z- 
axis using all observations. Note how the use o f all the observations has a smoothing  effect on the 
parameter space.

The above trace, that uses all of the scatter plot observations, implies that we have made a 

reasonable estimate of the registration and that any optimisation method would encounter 

difficulties in finding a reasonable solution. Not only does the smooth curvature again give 

cause for c o n c e r n ^ ,  but the minima seems to extend away from our point of registration. And 

from experience we know that the Powell method may have difficulties in traversing a space of 

this nature; shallow banks are said instead to favour the [parabolic] Newton-Raphson method. 

Nonetheless, the traces involving shifts about the x- and y-axes are kinder; the parameter space 

has sharpened. This is shown in Trace 8.3 below.

^One possible solution for improving slopes o f such a shallow nature is offered with the use o f  our 
Gradient Waiting mechanism (appendix IV). 223
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Trace 8.3 - Translations about the [estimated] registration solution in the x- and y-axes plotted 
individually against the measure o f mutual information. The figure on the left is for the P' cluster, and 
that on the left is for observations from the 3"̂  cluster.

Rotations about any of the axes are often difficult to gauge especially if the image volume is 

spherical in nature. However, as the images are similarly sized (i.e., one is not self-contained to 

within the other), the z-rotations do at least effect some significant change in the measure (see 

Trace 8.2).

8.7.2 R egistration Results - Patient 1

The trace results have the one rather obvious fault: we do not know the registration solution. It 

is apparent that this would be in the region surmised, as the minima is indeed toward the centre 

of the graph. However, the need for searches in these parameter spaces, indicates again that 

there is a good likelihood of there being problems during the registration process; these traces 

do not appear as though they will suit our optimisation method.

Despite no proper ground truth, much can be learnt from running the tests, which is, after all, 

the only way of validating the hypothesis. The first tests look for variations in the results across 

the various clusters, and also to see if these configure with the trace results. It will then known 

which partitions are the more influential. This information may then be related to the original 

image data to check for any structural significance. The segmentation of figure 8.5 shows that 

there may well be certain image objects that would impose a greater significance on the 

registration process. It is objects present in one image set and absent in the other that may 

prove pertinent to the success of the algorithm itself. For example, there are obvious outliers in 

the green partition (cluster 2) as a result of the CT imaging apparatus.

So, with one task of these tests being to determine how each partition did effect the mutual 

information measure, they each was performed separately for every cluster, and then for all 

observations.
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Figure 8.7 - The Nature of the Segmented Image Sets for Patient 1.

The tests were run to find a registration solution estimated^ as a 10 pixel shift in the x-axis, and a 

-10 degree rotation about the z-axis. However, the results were bad except where the algorithm 

used all o f the observations, and even then this was not perfect: it returned a shift of 5 and 4 

pixels in the x- and y-axes respectively, and a rotation of only -8 degrees about the z-axis. Given 

though tlie inaccuracies of my estimates, this could be considered reasonable, we had, after all, a 

good value for the rotation in the z-axis, which, as we have previously seen, is usually of greatest 

importance.

The worth of using only segmented regions of the scatterplot is again thrown into question, and 

the doubt first expressed in section 8.7 thereby remains. The principle issue here is the relevance 

of the segmentation. But the original hypothesis must still be sound as there does exist regions in 

the image data that hinder the registration process. It thus becomes the task of the next section to 

begin finding them.

8.8 Refining the Segmentations Used - Patient 1

Having originally found that different partitions have varying influence on the quality of the 

registration solution [unearthed using the Powell method], and that in limited circumstances these 

can be beneficial, the logical next step was to continue testing the methods whilst concentrating 

on efforts at refining tlie segmentation process.

In particular, we are looking for regions in the image data that hinder the algorithm’s efforts at 

funding the registration solution. And as we have now mentioned, questions must be asked of the 

[segmented] scatterplot’s ability to show these. For one thing, this feature space is more

'The accurac> of my estimated registration solution is certainly debatable. And as 1 am only confident in 
judging z-axis rotations it is this parameter’s accuracy that should be of primary' interest.
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characteristic o f the degree of misregistration than o f the features contained in the original 

images. And for another, it may be possible that any segmentation o f this data may only 

confuse a correlation across activity (from the nuclear medicine images) and its associated 

anatomy (from either a CT or MR image), which is normally our principle aim. We refer here 

to how important it is to establish that any partition does not, at the resolution o f each partition, 

show only some distortion o f the original structure, such that further processing based on these 

segmentations may be misleading. (This is the same as the issue first raised in section 8.6.)

It is appropriate now to recall an initial aim: in attempting, for example, to relate function to its 

underlying structure, various regions o f the anatomical image are likely to be irrelevant (either 

biologically or otherwise; perhaps in the form of statistical outliers) in respect o f this goal. 

Therefore, if  an appropriate delineation o f grey matter returned the only regions to be used in 

the voxel similarity measure, then overlap [with the functional image] should be maximised. In 

various other scenarios, this is not to be the case. And as the similarity measure is itself tied to 

the notion o f overlapping regions (see appendix II), the accuracy o f the measure should 

improve accordingly; as, remaining with our previous example, it is grey matter regions in the 

functional image that predominantly show up as active.

It was thereby necessary to compare the method of using an initial segmentation o f the 

scatterplot to the use o f other segmentations performed on the anatomical image in isolation (or 

on just the one image in the case o f the CT and MR sets), which required running various 

registration tests on various segmentations. An additional purpose o f the test would be to gain 

some insight toward improving the cluster prototypes used at the initiation o f each algorithm as 

the current method is quite arbitrary. Here, five cluster prototypes were used, initiated evenly 

about the feature space’s ordinate axes. In the case o f a fuzzy partition, an additional 

comparison was made as the use o f all the clusters effects to using only ‘valid’ image 

observations.

For each test performed on a misregistration, we used four different initial methods, to both the 

crisp and fuzzy case. These were:

1. A segmentation based on the scatterplot (as previously used and without the medial feature).

2. One based on the CT image alone. Three features were used: its x- and y-coordinates and its 

intensity value.

3. Again based on the CT image and using three features. These being its z-coordinate value 

the medial measurement and its intensity values.

4. A further segmentation o f the CT image using just two features: the medial and intensity 

feature.
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This amounts to rather a large number o f tests, each having a significant amount o f data to be 

interpreted. Therefore, the following table summarises what was done and what was 

meaningful. This is presented according to the classification given above. For every test, the 

registration solution was estimated as: a Translation o f (10, 0, 0) and a rotation o f (0, 0, -10).

Segmentation Type (and 
Cluster Number)

Crisp Segmentation Fuzzy Segmentation (PVE 
threshold of 0.4)

I (All Observations) Translations (x,y,z); 5.2, 3.6, 0 0, 0 ,0
Rotations (x,y,z): 0, 0, -7.9 0, -0.17,0

Iterations and Time Taken 179, 39 mins 266, 56 mins
Returned Result: -465 -592

2 (Cluster 2) Translations (x,y,z): -0.2, -1.4, -0.2 Poor for all these tests.
Rotations (x,y,z): 0,-0.3, -15

Iterations and Time 320,53 mins
Returned Result: -56

2 (Cluster 5) Translations (x,y,z): 2.6, 3.6, 0 Poor for all these tests.
Rotations (x,y,z): 0, 0, -7.9

Iterations and Time Taken 379, 78 mins
Returned Result: -74

3 (Cluster 1) Translations (x,y,z): 0 ,0 .06 ,0 Poor Result
Rotations (x,y,z): -0.16,0, -7.2

Iterations and Time 205,41 mins
Returned Result: -138

3 (Cluster 2) Translations (x,y,z): -0.05, 0.05,0 6.6, 0.6, 0.4
Rotations (x,y,z): 0, 0, 5.91 -0.1,-0.15, 0.48

Iterations and Time Taken 203, 34 mins 327, 62 mins
Returned Result: -26 -83

3 (Cluster 3) Translations (x,y,z): -9.1,0.1,-0.1 8.3, 1, 0
Rotations (x,y,z): 0, -0.2,100.8 -0.2,0.18, -4.2

Iterations and Time 326,55 mins 312,64 mins
Returned Result: -6 -42

3 (All Observations) Translations (x,y,z): Using all observations 4.7, 2.6, 0.4
Rotations (x,y,z): is the same for each 0, -0.1, -6.7

Iterations and Time Taken of the crisp tests. 149, 32 mins
Returned Result: -465 -519

4 (Cluster 3) Translations (x,y,z): 8,0.9, -0.1 8.3, 1.1,0
(Having 308,992 Rotations (x,y,z): -0.3,0, -3.9 -0.2,0.2, -4.2

observations for the crisp Iterations and Time 295,55 mins 312,64 mins
partition.) Returned Result: -48 -41

4 (Cluster 4) Translations (x,y,z): -0.15, -0.3,0 Poor Result.
(Having only 67,905 Rotations (x,y,z): 0, -0.5, -10.8

observations for the crisp Iterations and Time Taken 152, 26 mins
partition.) Returned Result: -3

4 (All Observations) Translations (x,y,z): Using all observations 4.7,2 .6 ,0 .4
Rotations (x,y,z): is the same for each 0, -0.1, -6.7

Iterations and Time of the crisp tests. 149,32 mins
Returned Result: -465 -518

Table 8.7 - Testing different segmentation methods for Patient 1.

8.8.1 Interpreting the Results

The above table shows a number of interesting results, all o f which are open to interpretation. 

And that itself is an important point: I can cite many individual instances where a particular
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method of registration has shown an improvement over another. Alone then, these would be out of 

context as the methods might be as likely to fail in different circumstances as they are to have 

succeeded under those current. And unless I can explain exactly why the results show such 

variance, I cannot claim a contribution to existing knowledge.

Firstly, it is important to note that we could not (with our sample size of images), for example, 

isolate cluster ‘w’ from test ‘/r’ and then say that this cluster should be used with cluster ‘v’, but 

without V ’ to find the best registration solution across any PET-MR image pair. That is not 

quite the purpose of this study. Firstly, it would be naïve to end with such a formula for reasons 

too numerous to list here. And secondly, we have sought only to prove initial reasoning, which of 

course avoided such specifics.

Such proof involves highlighting the variability of registrations performed on different partitions 

of the image data. Be they good or bad, they are of influence, and tliis then is all that is of initial 

importance. To derive a specific registration methodology would require an explicit application, 

where tests would involve different image sets exhibiting similar, and therefore exploitable, 

characteristics. We would then be able to search for some consistency in our results and use this 

to tune the algorithms appropriately. It might even be possible to define established prototypes - 

whose derivation would of course require consistent data - and finish with some definitive 

statement similar to that which cited a method according to a specific cluster ‘‘k \  But in respect of 

our resources, that cannot be the nature of the methodology sought.

Nonetheless, I must try to interpret these results, so we return again to the data. The figure below 

shows the segmentations that were used in this test, and this will help us understand the results 

that are to be discussed. The discussion may be brief, but as the above digression implied, we 

seek to consult all of the results together in an effort to form a general conclusion. And this is 

really the responsibility of the next chapter.

Figure 8.8 - From left to right, we have the segmentations of the T‘, 2"'̂ , 3"̂  and 4* tests respectively. 
Cluster colours (1 to 5) are as before; red. green, blue, orange and yellow.
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Isolating some good results, we see that these are almost self-explanatory. The second test’s best 

result is for the 5‘** cluster, which is shown as the yellow partition central to the rather 

‘harlequinesque’ pattern. The third test, not surprisingly, made best use of the red partition 

belonging to the T‘ cluster, and the fourth test used its blue partition (cluster 3) to best effect.

The fuzzy segmentations effected to the roughly same thing, although the clusters became ordered 

differently, this is a result of the clustering process itself, where the fuzzy method begins with 

shared and distributed affinities that initially cause all the clusters to be drawn together. The 

slight difference in results could be argued as either better or worse than the results of the crisp 

segmentations, but it is the choice of features that is important; if we segment the scatterplot, the 

results are bad, whereas a segmentation of the single image produces good results. The reflects on 

the hypotheses of section 6.2, which had not considered how difficult it might be to account for 

the PVE in the scatterplot It had overlooked the fact that this distribution is more instructive of 

misregistration than anatomy. It would be unrealistic then, to expect a segmentation to delineate 

effected regions.

So the main premise of section 6.2 remains to be disproved, only its application has now been 

restricted as a result of tliis test.

Figure 8.9 - The fuzzy segmentation o f the 4*̂  test.

8.9 Tests for Patient 2

The tests of Patient 1 have shown the worth of a segmented scatterplot to be at best inconsistent. 

Final judgment is, however, postponed until our final suite of tests has been run on the images of 

Patient 2 (shown below in figure 8.10).

The images are from PET and MR scans of the same patient. Their dimensions were originally 

128  ̂by 31 slices and 256  ̂ by 55 slices respectively. As with tlie image set of patient 1, we had 

no further details about the data. How then should the slices be scaled and lined up? In not 

knowing the inter-slice spacing or any other of acquisition details, I was again left to my own
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estimates. So, on the estimate that the inter-slice spacing for the MR image was approximately 

half tliat of the PET data, the PET volume was increased to 54 slices by doubling up 27 of the 

original slices. An MR image of 128  ̂by 54 slices was produced by convolving the image with a 

Gaussian-like kernel and resampling. It was hoped that any inaccuracy introduced would not put 

any unnecessary demand on the registration process in attempting to resolve this.

Figure 8.10 - The MR and PET images o f Patient 2.

8.9.1 Registration Results - Patient 2

The tests performed were the same as those for patient 1. That is, we used both a crisp and fuzzy

segmentation four differently defined feature spaces:

1. A segmentation based on the scatterplot (as previously used and without the medial feature).

2. One based on the MR image alone Three features were used: its x- and y-coordinates and its 

intensity value.

3. Again based on the MR image and using three features. These being its z-coordinate value the 

medial measurement and its intensity values.

4. A further segmentation of the MR image using just two features: the medial and intensity 

feature.

Figure 8 . 1 1 -  The segmented images o f patient 2. From left to right, these correspond to the crisp 
partitions of Tests 1 to 4 respectively.
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The discussion that follows will then decide the worth o f the various methods across the 

various sets o f images, as the tests on these images were to be the last ones. For all o f the tests 

shown, the registration solution was estimated as: a Translation o f (-8, 0, 0) and a rotation o f (0, 

0, 10).

Segmentation 
Type (and 

Cluster 
Number)

Crisp
Segmentation

Fuzzy 
Segmentation 

(PVE 
threshold of 

0.4)

Crisp 
Segmentation 

as an 
additional 

channel

Fuzzy 
Segmentation 

as an 
additional 

channel
1 (All) Translations -5 .3 ,-7 .1 ,0 .1 0, 0 ,0 -0.5, 0, 0 -0.3, 0, 0

Rotations (x,y,z): -0.2, -0.45, 111.4 -0.4, -0.4, -0.3 0.0, -0.4, -0.1 -0.2, -0.4, 0
Iterations and 338, 41 mins 164, 19 mins 194, 113 mins 215,126 mins

Returned Result: -92 -98 -104 -100
2 (Cluster 3) Translations -11,-9.2,0 0, -0.4, -0.3

Rotations -0.4,0.2,0. -2.7, -2.6, -2.9
Iterations and 285,32 mins 291,27 mins

Returned -25 -2
2 (Cluster 4) Translations -14.5, -6.2, -0.2 -0.1,-0.5,0

Rotations (x,y,z): -0.2, -0.6, -77 -0.9, 0,13.4
Iterations and 121, 11 mins 382,35 mins

Returned Result: 0 -2
2 (All) Translations As above. -1.7, 0, -0.1 -4.1,1.1,-0.1 2 .6 ,2 .6 ,2.,6

Rotations -4,0.5, -0.4 -0.5, -0.2, -59.7 15,15,15
Iterations and 336,31 mins 332,194 mins 121,68 mins

Returned -3 -70 0
3 (Cluster 2) Translations -11.4, -8.9,0 -0.1,-1.6, 0.9

Rotations (x,y,z): -0.4, 02, 6 -0.2, 0.1,-46
Iterations and 359,41 mins 355, 33 mins

Returned Result: -25 -75
3 (Cluster 3) Translations -4.4, -4.3, -0.1 -1.7, 2.3, -0.2

Rotations -0.4, -0.2, -42.7 -0.3, 0.4, -3.3
Iterations and 294,28 mins 292,28 mins

Returned -10 -12
3 (All) Translations As above. 0.4, -2.9, 0 -0.6, 0.2, -0.2 1 ,0 ,0

Rotations (x,y,z): -0.3, 0, -68.3 0, -0.1,-53.6 -0.1,0, -0.6
Iterations and 360, 35 mins 347, 202 mins 153, 88 mins

Returned Result: -91 -71 -17
4 (Cluster 3) Translations -11.5,-3,0 -11,-2.3,-0.1

Rotations 0, -0.4,6.5 -0.3, -.2, -9.2
Iterations and 306,20 mins 300,29 mins

Returned -25 -16
4 (Cluster 5) Translations 2.6, 2.6,2.6 -12, -9.2, 0

Rotations (x,y,z): -15,-15,-15 -0.3, 0.7, 11.2
Iterations and 121,11 mins 312,33 mins

Returned Result: 0 -24
4 (All) Translations As above. -8, -8 ,0 -0.9, -8.4,0.3 -0.2,1.4,1.8

Rotations -0.5, -0.1,187 -0.7,0.4, -0.5 5 ,0 .3 ,0
Iterations and 476,56 mins 453,263 mins 536,311 mins

Returned -109 -89 -55
Table 8.8 - Testing different segmentation methods for Patient 2.
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The above tests again repeat the previously seen pattern of poor registration results scattered with 

instances of good results. Where a segmentation exhibited a good registration, this was usually 

because it related to the main body of the anatomical image. The clusters remaining would 

invariably fail to allow a sensible registration to be found.

This behaviour is, in part, to be expected as we are using a relatively high number of clusters. As 

such, each partition has relatively few observations with which it can derive a registration. Aside 

from the segmentation showing too fine a resolution, this fails to explain the poor results due to 

the additional channel method. Certainly, we would again question the relevance of the segmented 

scatterplot when using this approach, but the remaining three methods all segment just the 

anatomical image.

It is the fuzzy segmentation of test 4 that has given [arguably] the best result of this test. It is 

slightly out in deriving the x-axis translation, but I fear my own estimates were out there (in this 

respect, it was easier to judge the CT and MR scan of the previous test as the common features 

aided the correlation). Its potential, however, must remain ungauged as we turn to our 

conclusions. So in using a segmentation of the anatomical image, is it then better to first remove 

the uncertain voxels?

Figure 8.12 - The fuzzy segmentation o f test 4.
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9 Conclusions of the Registration Work

Throughout this report, I have constructed my own arguments to justify using a segmentation 

step as an inherent part o f  the registration process. To allow this, I have frequently had to cite 

the work of others. And given this context, I would not claim complete originality. For 

example. Woods [125, with, perhaps, 2] removes extradural regions o f the MR image before 

performing MR-PET registration; and Hill [54] has partitioned regions as a requisite step o f a 

registration algorithm. Additionally, a segmented image is used by Collignon [17] and more 

recently by Studholme [111,112], although in both o f these examples the methods do not effect 

to remove observations from the procedure, and nor do they increase the influence o f particular 

regions in accordance to their considered [biological or otherwise] significance.

So we are reminded that there exists, essentially, four methods o f basing a voxel based 

registration process on, or around, a segmentation. In this respect, refinements to these 

processes could only include the push for automation (of both the segmentation and 

registration), and perhaps a weighting scheme in an effort to improve robustness. And it is on 

this basis that perhaps there is now a fifth approach to a voxel based method that incorporates a 

segmentation; the method documented here.

Throughout the results section of the report, we have progressed through various tests that have 

each influenced our methods of further work. The original conjectures have been gradually 

refined on the basis o f both the good and the bad results. We begin, therefore, with a brief 

summary o f this progression.

9,1 Summary of the Work

In efforts to increase the robustness o f the voxel based algorithms described in this report, the 

influence o f the ‘goodness-of-fit’ measure was localised to select partitions in the pattern space. 

These partitions were sought on the basis that some would have more relevance to the accurate 

judgment o f an alignment than others. Using sensible segmentation methods, without even the 

need for a priori knowledge about the data set, entities could be unearthed that would typically 

correspond to anatomy, activity or air [54,110]. By initially locating these entities we have 

enough knowledge to allow different regions (and therefore, different substance) to hold 

different degrees o f influence over the registration process.

We have tested methods o f incorporating different segmentations into the registration process.

These have been based on two approaches: segmenting the scatterplot alone; and segmenting

just one o f the input images with some variation o f features. In both o f these cases, we have
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used crisp and fuzzy algorithms, with the latter technique being proposed as a coarse measure 

to see if  the PVE influenced the registration. We have also incorporated these methods into an 

additional channel [111].

The results o f these efforts have been variable to say the least, and the remainder o f this section 

is devoted to their discussion.

9.2 Validating the Various Efforts

Having seen what has been done, we can only draw fair conclusions if we have adhered to strict 

procedure. In any scientific undertaking the only test o f a hypothesis is its validation with 

experiment. Therefore, we must make every effort to make sure that the experiment itself is 

valid. Additionally then, we will have nothing worth saying unless we first repeat the 

experiments o f others such that we can properly gauge our own efforts. But it is in this respect 

that we do suffer the problems associated with repeatability that were first mentioned in section 

8.2.1. And furthermore, a direct comparison with other work (on a like-for-like basis) cannot be 

done unless we have access to the same image sets as those used in the relevant publications. 

Efforts are currently being made at addressing this last point [33], so there remains at least the 

hope that a satisfactory method o f quality control will one day be established. Just one o f the 

issues being addressed by [33] is the possible introduction o f a ‘standard’ suite o f test images 

that could be used to make various projects commensurate.

For now, however, I cannot even be sure that I have made correct use o f the image data that 

was available. For example, in section 8.9, I estimated the inter-slice spacing so that I could 

make two images comparable. And in section 8 .7 ,1 actually truncated one image set such that it 

had the same number of slices as the other, where again I had none o f the voxel’s physical 

dimensions to guide me; the alternative being to instead insert ‘blank’ slices either end o f the 

shorter volume. But in each of these scenarios I was putting additional emphasis on the 

registration procedure to make good what I myself might have made bad.

Nonetheless, the results are based on comparisons that make every effort to be fair and 

representative o f the existing technology. And these are performed in situations resembling the 

real-world problems that these algorithms would typically be asked to address.

9.3 Summarising the Results

A number of methodologies have been researched and implemented. Results have shown great 

variability across the varying implementations, which would imply that something was right
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somewhere, whilst also providing us with a timely reminder o f the inherent instability o f these 

algorithms. The results themselves are discussed in categories belonging to their method, and 

not to the specific test. This is because the emphasis o f the work was to seek a generalised 

refinement o f the existing methods, and the effort has not, therefore, been spent in a singular 

attempt at registering image A with image B.

Unfortunately, this meant that each time a new method was demonstrated the work invariably 

shifted its emphasis toward a new approach instead o f focusing on the failings and successes o f  

the methods last proposed. It is at these stages that the methods warrant [and require] 

application specific tuning, as each method typically has a great dependency on the nature o f  

data. And that is why so many open avenues o f research remain chartered although not 

explored.

9.4.1 The Worth of Different Segmentation Methods

9,4, L I  A Crisp Segmentation o f  the Scatterplot
It has been fairly well established that a segmentation of the scatterplot alone gives us no 

significantly meaningful information with which we can improve our registration procedures; 

either by incorporating it directly, or with the more indirect method of the additional channel. 

Regions o f the scatterplot that did appear to hinder the registration process were dependent 

mostly on the degree o f misregistration itself. Which clusters these were, and the degree o f  

misregistration were the two unknowns in our equation; and in this form it was insolvable. 

Obviously, we could have repeatedly estimated a solution, and then resegmented, going on to 

repeat the two procedures one after the other until some convergence criteria was met. But this 

still overlooks an important lesson that was learnt: it does not make statistical sense to remove 

data from our measures unless we are confident that it is done fo r reasons likely to be o f  

benefit.

Without the tuning of the methods toward a particular application, it would not be possible to 

gain that confidence. And how this should be done can only now be stockpiled to the category 

for ‘future work.’

9,4,1,2 The Effect o f  the Medial Feature
To return context to this discussion, we should look again at our original hypothesis. In respect 

of MR inhomogeneity, Hemler [51] showed that a voxel intensity correlation-based algorithm 

[due to 27] did not demonstrate a great deal o f sensitivity to MR [spatial] distortion in 

comparison to a frame-based technique. This, it is suggested, may be because the method uses a 

global cost function (the voxel similarity measure), which effects to average out the local MR 

distortion.
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This effectively says that the hindrance o f such distortion is negligible given the exhaustive 

nature o f the algorithm. On this basis, one element o f justification to the original hypothesis 

[that chose to incorporate such a feature (see 7.4.2)] should be removed.

On the other hand, Studholme’s work appears to suggest otherwise [112]. The paper describes 

how only by spatially encoding values o f MR intensity along the axis o f intensity distortion can 

the similarity measure’s optima reflect the registration solution. And we can at least draw some 

analogy to this method; although in doing this I will also readily concede that Studholme’s 

method [of integrating a spatial measure into the registration process] is by far the more 

sophisticated one.

So we acknowledge the approach, and in recognition o f its worth, would have liked to evolve it.

Returning to the method that was implemented (the medial feature), its efficacy remained only 

slight, and it was therefore prioritised, and left from the future tests; although it was also felt 

that we were ‘barking up the right tree’ despite the implementation being quite crude.

But in conclusion, which contribution is the more significant; Hemler’s or Studholme’s? And 

should such spatial information be incorporated via an additional channel or by using a 

modification o f our own method? Instead of attempting to answer this question, we should 

perhaps leave the final word to [40], who warns us against any such generalisations.

9.4.L3 A Fuzzy Segmentation o f  the Scatterplot
I initially proposed this method from assuming a close analogy to Bonar’s volume averaging 

corrections in MR [10]. An assumption that underlies Bonar’s process, is that the standard 

deviation in individual compartments (typically GM, WM and CSF) o f MR voxel values arise 

from tissue variability (inhomogeneity). Also by some initial ‘cleaning’ o f the image data 

(which effects to Bonar’s ‘compartmentalization’), a number o f other workers have sort to 

determine tissue type about regions suffering from the PVE. In a rather crude combination of  

these ideas, the fuzzy segmentation of the image data was used to remove uncertain or 

overlapping instances o f data. This corresponds to a removal o f the voxels that have the greater 

likelihood o f being influenced by the partial volume phenomena.

The premise here then, is that such regions may also hold an adverse influence over the 

registration process.

And this they did; the voxels removed from the scatterplot seemed to be central to the 

algorithm’s ability to find the registration solution.

A potential reason for the failings behind the use o f fuzzy partitions could be because the 

uncertain regions o f the scatterplot did not tally with uncertain regions o f anatomy. It was
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originally assumed that they would, hence the possible hindrance to the registration process 

(section 6.2).

In the case o f the fuzzy segmentation of the scatterplot, it is difficult to determine the nature o f  

the regions that were subsequently excluded. In cases o f complementary image data or large 

misregistrations, it would be difficult to justify that the uncertain regions congregated about, 

say, the image data’s edge regions. So what might they be representative of? We will return to 

this question in a moment.

In the case o f segmentations o f the anatomical image alone, it is likely that these observations, 

in pertaining to regions about edges, have a significant amount o f influence over the 

registration process (this is also shown in appendix IV). Indeed, on the one hand we have 

sought to remove these instances (with fuzzy clustering), and on the other, we would wish to 

increase their influence (with gradient weighting). And for both we have managed to justify the 

approach. But we have seen that a fuzzy segmentation o f the single image can, in certain 

instances, allow a good registration solution to be found, so there does remain some mileage in 

this approach.

Understanding the remaining poor results is all the more difficult the closer we examine them. 

Typically, fuzzy clustering labelled no more than 10% of the observations as ‘not valid’ such 

that they were excluded from the registration process. Yet this amount proved to be significant 

enough to completely throw the registration effort when segmenting the scatterplot. A 

subsequent experiment was, o f course, to use only the excluded observations in the registration 

process; that is, remove those considered to be ‘valid’ instead. This still yielded poor results, 

though mostly, I would suspect, because not enough observations remained to make the data 

statistically significant. I then tried ‘weighting’ the influence o f these ‘not valid’ voxels in 

conjunction with their ‘valid’ counterparts. Success, however, remained illusive, and the 

strange effect that this had was to exaggerate rotations about the x- and y-axes. So was it the 

case that certain observations had less or more influence concentrated on particular parameters 

o f [mis-]registration? Given that the distribution is a function o f the misregistration, then this is 

more plausible than it might first sound. And this is what each borderline observation might 

well be representative of.

In concluding I remain sure that there is more to this method (particularly this ‘negation’ o f the 

validity o f observations) than has thus far been determined. Future work, therefore, must now 

pay close attention Bonar’s methods, which we defer to a later discussion (appendix VI.2.2.2). 

And remaining answers will, for now, suffer postponement.
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9.4.2 Other Segmentations; Efforts Resembling Established Methods?

There have been a number o f instances where segmenting only the one input image has been 

the preferred option to the segmentation of the scatterplot. The reasons for doing this are 

sensible, and have been answered in the discussions that first questioned the relevance that the 

scatterplot’s partitions should hold over the registration process. But in effecting this 

alternative, are we not simply repeating established procedure?

In many respects, yes, we are. And the established methods have become particularly 

sophisticated and purposefully tuned to aid the registration process [see, for example, 2].

Our fall back can only be our sample size - three truly multimodal sets, with each exhibiting 

different characteristics and none exhibiting our expected characteristics - and until this is 

significantly increased, no specific development o f each process will occur, and our methods 

must remain raw and second rate in respect o f those in existence.

9.5 The Use of Additional Channels

As the results o f appendix II show, the use o f an additional channel can impose an element o f 

order on a registration. With an accurate segmentation [as the added input image], a registration 

may be derived that is qualified by both overlap and [fundamentally] coherence; that is, the 

overlap should be meaningful and the method seems able to enforce this. Meaning is thereby 

supplied with knowledge that delimits the extent o f each [approximately] homogeneous region 

of the image data; that is, the segmented image.

In application, however, we have only had limited success. Indeed, the one instance where the 

use o f the additional channel showed its true effectiveness was within the test o f appendix II. 

This substantiated the theory, but we should first heed warning from the artificiality o f the 

experiment; the image was perfectly segmented in respect o f both its data and that o f the other 

image. And in a similar manner, the [ID] example o f the original paper [111] showed two 

signals fitting ‘jigsaw-like’ to one-another at the point o f registration.

The implications here are that is applicability may require strict adherence to a number of 

assumptions. For example, I would now suspect that the successful employment o f this method 

to PET and MR registration, say, would require a significant amount o f preprocessing o f the 

input data. This would become a quite requisite step to the registration procedure: firstly, the 

nuclear medicine data should be ‘cleaned’; secondly, the MR image should be convolved with 

a filter approximating the LSF o f the gamma camera (which is typically similar to Gaussian

Page 238



Image Fusion

blurring) to reduce the resolution o f the anatomic image to being commensurate with that o f the 

PET data. Following its accurate segmentation, it (the blurred image) may then be registered 

using the third channel (the segmented image) with the [cleaned] PET data.

This, o f  course, is no guarantee o f success. Instead it serves only to highlight a number o f  

sensible pre-processing that should be carried out. And as a consequence o f not following my 

own advice, I am in no better position to judge what, on the surface at least, appears to be an 

excellent method.

So I can conclude only with a belief that stems from the impression gained through 

experimentation. This was that a meaningless or inaccurate segmentation (and recall, ours 

remained rather ad hoc) further confused the use o f the additional channel as the regions that 

were partitioned had not the autonomy expected of the algorithm. And as such, it was about 

regions where overlap would normally be total - and correspondence subsequently high - that 

the segmentation had made overlap partial however the dynamic image might rest. This 

effected significance hindrance to the optimisation process.

So although I do believe that this method is a good one, and perhaps the most significant 

extension to the use of the mutual information measure since its introduction, careful 

consideration must be given to what exactly should be used as input to the additional channels, 

and then adherence given to the assumptions on which the method is based.

9.5.1 With Gradient Weighting

In respect o f our Gradient Weighting method o f appendix IV, we have a potential input to the 

third channel. However, this method has been put into an appendix for good reason (its current 

ineffectiveness!), and it was originally evolved to sharpen the slopes o f the parameter space to 

suit our method o f optimisation. The motivation coming from the Powell algorithm’s 

preference for steep banks in the parameter space.

As the traces o f section 8.5 imply, the optimisation method used must be chosen in accordance 

to nature o f problem. And as appendix IV shows, once this choice is made, it may actually be 

possible to enhance the search space to further favour the method.

This technique obviously needs working on, and the further question that remains is to ask how 

better might an edge image be employed as the additional channel? Suddenly, it may have 

better purpose within Studholme’s framework.
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9.6 Limitations

One limitation of the work contained in this report refers, o f course, to the problem o f having 

no ground-truth data with which to work. In many respects though, it has only been a slight 

hindrance as it was possible to get the ‘gist’ o f each algorithm’s ability irrespective o f the final 

outcome. Obviously this would not be acceptable for clinical applications, but it is felt that 

most of our studies were sound.

However, without any multimodal sets where both the misregistration, and the voxel 

dimensions (with inter-slice spacing etc.) were known, accuracy could never really be 

achieved. There seemed little point, for example, in improving the method o f interpolation 

(nearest neighbour), which itself was a related issue. Nonetheless, on a like-for-like basis, the 

efforts were enough to make the tests relevant.

A further point - which also relates to the image data - was that the pattern space never 

clustered in the manner in which was first envisaged. It was with some (though not total) 

reliance on the distribution having this characteristic that the main hypothesis (to incorporate 

the use o f an unsupervised clustering algorithm) was developed. And it was by no means an 

unreasonable assumption to expect at least some formation o f isolated clusters [see, for 

example, 39,54,108,115,116]. As such, we became unsure o f the effective ability o f the 

clustering algorithm to segment regions that were more relevant to the registration process 

itself, and it became inappropriate to localise measurements to this finer scale (see appendix 

V). A many-modal clustering effect was only exhibited as a result o f using the fuzzy clustering 

algorithm, although its mixed ability to aid the registration process is documented above.

Finally, severe questions must be asked of the direction set optimisation process due to Powell. 

Often when presented with clear points o f optima the algorithm would frequently converge at a 

point away from this solution. As this became apparent, confidence drained from my choice 

direction of the project; would I not be better served researching a different method of  

optimisation?

Efforts at aiding the optimisation process have been made. For example, GW effects to steepen 

the banks o f the parameter space’s valley, but by no significant amount, and we were still not 

addressing the problem’s source. This was first cited in section 3.11, where we referenced the 

step size that the Powell algorithm uses to traverse the parameter space. This should be large 

enough to cope with occurrences o f local minima, yet sufficiently small to avoid overshooting 

the global solution. However, steps are often so small that not only does the traversal succumb
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to local minima, but alternatives are frequently too small to effect a transformation. This 

tendency resulted in transformations being performed that return the image to the exact same 

orientation; given the interpolation method. Furthermore, just the simple inclusion o f a check 

procedure that rejected parameter values unchanged from the previous iteration reduced the 

number of total iterations by around twenty per cent. (Although my additional attempts to scale 

the Powell parameters appropriately were unsuccessful)

To conclude, it would seem that the optimisation process is our weakest link. In respect of 

other implementations, I often wonder whether the results are wholly dependent on the ability 

of their particular mechanism.

9.7 Future Work - Registration Based

First and foremost, any remaining work should be based on clinical data o f known physical 

dimensions. This is essential, and along with the optimisation process, remains the main 

weakness o f the project. As a feasibility study, the work is otherwise sound.

In respect o f our method, it would seem that the selection of partitions is too much o f a hit-or- 

miss affair. Biological significance should play a role, as too should the characteristics o f the 

scanner [40]. This would require a large set o f sample images, each having similar 

characteristics. This would allow for the development o f a relevant knowledge base, and then 

the use o f a weighting mechanism could be tuned to influence the more pertinent partitions 

during the registration process.

In general, most aspects o f any further work have revealed themselves as a result o f the 

experiments. But more generally, to define what should constitute further work, we should 

focus again on what our end goal actually is. Based solely on this requisite, the future work is 

discussed not only in the context o f the registration problem, but also with emphasis on the 

anatomical localisation of nuclear medicine data. Obviously, the former is required o f the latter, 

which makes the extensions to the existing work appear to be quite naturally formulated.

9.8 Finally

This project can be considered to have been successful, despite the inability to develop a robust 

automated registration algorithm, against which it should not be merited. Instead, a claim can 

be made for a number of instances of success, that in isolation could be said to have advanced 

o f existing technology. But this high degree o f flexibility that results from the large number of
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permutations o f segmentation-registration couplings is not necessarily a good thing. The 

disadvantage being that each of the couplings has the potential to return the best registration 

solution, or indeed, the worst. Have we then only managed to highlight the typical instability o f  

these methods?

Maybe we have quite simply increased our chances o f finding the successful combination, 

which is not necessarily possible with the existing methods. In which case, the technique 

would, therefore, deserve (as well as need) to be refined in accordance to fixed and limited 

applications. This might correspond, for example, to a set acquisition pairing; and from a 

particularly tuned scanner having known characteristics, and so on.

So any claims o f technological advancement would for now be an unfair representation o f the 

work done, as instances o f success currently lack the support o f a deterministic method. If, for 

example, I could say that a particular cluster was best used to find the registration solution 

because its influence was weighted in accordance, say, to characteristics o f the image data; and 

if I could also say that it was known which cluster to choose because its covariance matrix 

exhibited certain properties, and that I had previously earmarked these properties through 

experimentation as illustrative o f the distribution’s greater degree o f pertinence to the 

registration solution than others, then I would claim resounding success!

But that might be expecting [and saying] too much. And such high expectations, as are oft 

associated to the voxel based algorithms, should also be associated with their instability, as the 

two are related. That is, a lot is asked of these algorithms across a variety o f applications, 

which has naturally led to the call for robustness. And this dependability can only be 

established given strict restrictions to the method’s applications, which has, in effect, been the 

goal o f this project.

In efforts toward a robust automated medical image registration algorithm, we have looked 

primarily at refining the established techniques. This has effected to establishing the necessary 

assumptions and conditions requisite to any registration success. And we have thereby had to 

limit the scope o f each application.

A resounding success, however, would require that, for example, given any pair o f images to 

register, it could be determined in advance whether or not they would be successfully 

registered. That would be sufficient to imply a deterministic method had been developed, 

which is not here the case.

In short then, there is no finished product; no little black box that may be installed at many sites 

o f work. But let us not also forget that this is also the case for the existing technology: no 

algorithm claims the robustness to deal with, say, all the truncated, noisy, multimodal image
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pairs that might be in existence. For each algorithm in use there are, bundled in with the 

methods, accompanying assumptions that underpin their right to exist.

Accepting certain limitations o f the voxel based methods might now be in order. Although 

judging by current interest, there remains a good likelihood that various workers will further 

resolve its applicability within an increasingly widening domain
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10 Future Work

The future work described in this the final section of the report, outlines what would’ve perhaps 

been necessary to convert this thesis into a Ph.D. thesis. The topics outlined, ‘Interpretation of 

Functional Images with the aid o f Anatomical Images’ and ‘Combining the Methods - An All- 

Singing, All-Dancing Scheme?’ both work toward the same end goal: that o f communicating a 

multitude o f image data to the end user. They differ in that the former aims to process the 

available data such that it is in the best o f possible conditions for input into some visualisation 

scheme, and the latter stakes claims as to how this might be done automatically and in 

conjunction with the registration method we have adopted. Both suggest methods for making 

best use of the data we are supplied with.

10.1 Further Work on our Registration Methods

This section follows its own introduction that arose from a discussion o f the results in section

9.2 It documents the efforts that are recommended to further improve our existing registration 

algorithm, and the work that would, in different circumstances, qualify as sufficient enough for 

a Ph.D. thesis.

10.1.1 In Respect of the Segmentation

Registration using specific clusters would have been a key part o f the Ph.D. work. The efforts 

must, however, be refined to more accurately model the data. Certainly, a segmentation o f a 

scatterplot that has resulted from widely misregistered image sets is irrational. Segmentations 

performed across two [or more] misregistered images are unlikely to delineate meaningful 

image entities, and it is just such a delineation that was o f fundamental importance to our 

original hypothesis. Can certain regions o f one image set be weighted to ‘grab,’ say, functional 

activity in the complementary image set? Again the segmentation need not be highly accurate, 

but the ability to distinguish intradural and extradural regions alone would allow for some 

coherency to pathology to be found. After all, its accuracy o f segmentation, for example, is 

unlikely to be beyond that due to the point spread function of a gamma camera.

Initial efforts aimed at addressing these points have been made^, whilst further approaches 

remain only proposed^:

1. We had begun to look at segmenting the anatomical image only. This on such basis that it is

likely that the anatomical image is the one to show regions undesirable to the registration
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(ears, lower jaw bone, etc.). These should be segmented out o f the process, and cannot 

accurately be done so from a clustering o f the scatterplot. Also, there is unlikely to be any 

regions o f a functional image that are not pertinent to the registration process. Hence, the 

anatomical image should be segmented for two reasons: accuracy o f the segmentation, and 

for the relevance o f the segmentation.

2. Alternatively, the scatterplot may be segmented, but only one that is a result o f a good initial 

estimate o f the registration solution. That would allow relevance to the segmentation, which 

then could be performed by assigning an affinity [of appropriateness to the registration 

process] to each cluster. It may be possible to determine these affinities automatically, as 

isolated clusters may be tested for their coupling effect [as an additional channel (see the 

next section)] in respect o f the original input images. This, on the basis that the more 

favourable the coupling, the more influential the cluster.

Certainly there is a need in both approaches for more sensible cluster prototypes. But these can 

only be unearthed using real image sets. Then further consideration must be given to 

segmentations based on only one o f the input image sets (the anatomical one) for the reasons o f  

accuracy and relevance. There are many potential methods o f segmentation resulting from the 

different possible features that may be used. For example, each o f the [three] coordinate axes, 

the intensity values, and the medial feature, are just the obvious ones. We can contrast and 

compare registrations based on these various segmentations. The more biologically relevant 

partition is likely to reveal the more accurate segmentation.

Finally, given an accurate model, an appropriate weighting scheme should be applied to the 

hybrid segmentation-registration approach. This will allow for greater flexibility in future tests, 

and greater accuracy in later results. A partition’s influence should be allowed to vary to 

greater and lesser extents.

10.2 Interpretation of Functional Images with the aid of 

Anatomical Images

Our look at the characteristics o f the various imaging modalities bore out, for one thing, the 

fact that PET and SPECT images contain poor quality anatomical information. Their low 

signal-to-noise ratios and the sometimes sparse sampling o f projections produces only 

relatively low resolution images o f the functional activity o f the object. Necessarily then, PET, 

for example, and anatomical images (such as MR) produce images o f different parameters.
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However, the underlying anatomical structures and the boundaries between them are common 

and constant in both image sets.

As already mentioned, the spatial distribution o f functional activity is dependent on the 

underlying anatomical structure in which the activity occurs. Hence, in order to confidently 

localise functional abnormalities seen in these images with respect to structure, it is necessary 

to relate individual PET or SPECT images with anatomical images. In most cases, the 

anatomical images are either MR images, or images from an atlas. Indeed, such techniques 

form the basis o f tackling the partial volume effect in PET data (see later).

So, for example, if  one could extract high resolution structural information from the MR image, 

then this could be used as important a priori information with regard to candidate boundaries 

between structures in the PET image. We have some useful consistency with which to work.

Such likelihood based methods play then an important role in the reconstruction o f medical 

images. Progress has, however, been limited by the poor performance o f the maximum 

likelihood estimate (MLE), and the excessive computation times associated with the estimation 

algorithms. The interest in this field remains strong, however, due to the widely held belief that 

a more faithful modelling o f the image data should produce truer reconstructions.

The quite natural extension to this research involves the use o f Bayesian reconstruction 

methods. These allow for the introduction of prior  information into the reconstruction problem 

thereby extending the MLE approaches to maximum a posteriori (MAP) approaches. Such an 

increase in knowledge producing the hoped for increase in accuracy.

A main theme of this section will involve a discussion relating to the evaluation o f PET data on 

the basis o f MR data. Eventual efforts to automise this evaluation will be a later consideration 

covered in the next section.

For now we will focus our attention on classifying the regions o f interest so as to build some 

initial knowledge base. Additionally a statistical classification o f the inherently multivariate 

data of medical images benefits medical image analysis by enabling an initial increase in the 

level of automation. This, whilst offering some insensitivity to noise and patient variations 

[39]. A typical approach here would involve the segmentation of the MR data into functional 

regions classified by an atlas. The PET data is then redistributed accordingly. Then, an 

additional factor to be taken into consideration is the need to correct the PET data for partial 

volume effects.

The following sections are then simply reviews that offer indicators to our future work, whilst 

highlighting correspondences to the research undertaken that may benefit our planned, all
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embracing, approach; this having particular emphasis on the feature space used as the 

environment for a majority o f the information processing to be undertaken.

10.2.1 The Further Intentions for the Scatterplot as our Information 

Processing Environment

In chapter 4 we introduced the so-called scatterplot. We then went on to show how the 

necessary parameters for inter-modality image registration (our original objective) may be 

unearthed. We will see too that within such a constructed feature space it is possible to begin 

PET data correction. Given, that is, its accordance to an effective MR segmentation [see, for 

example, 40,115]. Such segmentations may well be reliant on corrected MR data; yet 

processing techniques for MR volume averaging may also be performed in the scatterplot.

It is then expected that an algorithm could be developed that is not only robust in its 

[automated] registration of multimodality image data, but in registering, say, PET and MR data 

sets, can make corrections to the PET data using the anatomical information o f the MR data. 

We can already stake some claim to having made some in-roads into developing such a 

scheme, but the outstanding extensions necessary can only be left to this discussion.

We introduce the necessary background beginning with Bonar’s use o f his so-called, 

‘Multispectral MR feature space,’ for the graphical analysis o f CSF, GM and WM volumes 

[10]. We then go on to relate this to the efforts made by Meltzer et al. [88], for the anatomical 

localisation o f PET using MR data. Finally, we cover the effects o f radiotracer concentration in 

PET, again with regard to MR-based correction for the partial volume effect (with the 

additional emphasis being applied to the necessary correction o f activity in GM).

Throughout the remainder o f this report, there will be a heavy bias toward the appropriate use 

o f the scatterplot. Of course, just the sharing o f a similarly constructed image processing 

environment by the various algorithms reviewed does by no means fiilly justify the use o f these 

approaches in this piece o f work. Instead we do look to techniques that imply an accurate, 

robust, efficient, and fully automated system. Specifically, the scatterplot may only add 

elegance to the approach, and, perhaps, ease its implementation. It does though appear highly 

relevant as the techniques indicate quite a synergetic combination given their serial application.
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10.2.2.1 Collignon’s Original Hybrid Efforts

An original effort was made by Collignon at combining both the registration and segmentation 

phases of medical image analysis such that their merging produced some synergetic effect, 

which subsequently aided the aim of automating the registration process.

By citing matching criteria to be based on a very simple models o f the image data, Collignon 

strives to update and refine this model whenever possible, and thus reduce registration errors. 

Given the iterative nature o f the registration process (that is said to itself identify the model’s 

parameters), they propose that it is the ordering o f each sub-process that is o f critical 

importance to both the algorithm’s accuracy and to its degree o f automation. In short, it is 

ventured that it is best to re-evaluate the corresponding landmarks in the images that ‘model’ 

the data sets at each iteration of the registration process, and then allow for a registration to be 

unearthed on the basis o f this continually improving model. The registration solution is then 

found solely by allowing the algorithm to converge on its most certain model.

The notion of certainty captures the quality o f the segmentation across objects in the two 

images. As the algorithm proceeds, the affinities between object classes is suitably refined.

We quite easily draw some analogy to their proposal as we have already considered doing 

something o f this nature: initial efforts at a registration are performed, perhaps determined by 

the acquisition protocol; an initial segmentation is then performed to be fed into the final 

registration process. The paper is mentioned here to give context to the remaining discussion.

10.2.2.2 Volume Averaging - Bonar’s Graphical Analysis of the MR 

Feature Space

Bonar’s work [10] is aimed at the ‘compartmentalization’ o f the brain tissue fractions. 

Motivation is drawn again from the thresholding scheme’s failure to accurately account for 

volume averaging, after which, we may indeed simply threshold (i.e., given overlap is 

removed). The previously mentioned attempts at avoiding this shortcoming by Condon [20] 

and Rusinek [100] also have their limitations. The former’s inversion recovery sequence 

suppresses signal from brain tissue, but not CSF, while the latter’s highlights only CSF-to-brain 

and WM-to-GM contrast.

A further step along the path toward an accurate segmentation was taken by Vannier (above) 

who, using a multispectral approach, introduced the scatterplot feature space for MR analysis. 

(Multispectral here refers only to the use o f different MR pulse sequences.) And it is in this MR 

derived feature space that Bonar works to remove image non-uniformity by a technique that 

uses the brain itself to serve as a uniformity reference.
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Bonar developed three compartment equations, each o f which accurately incorporates a 

description of volume averaging in respect to CSF, GM and WM. To do this, model 

assumptions are established that lead to the determination o f brain tissue compartment 

fractions. The compartmentalization is achieved avoiding the ambiguities o f thresholding 

techniques, and without assuming that the underlying pixel probability distributions have a 

particular form. As such, compartmentalization is performed through the knowledge o f the fact 

that the standard deviation of MR voxel values arise from tissue variability in the pure 

compartments, and from the convolution of said tissue variability with (mostly thermal) noise 

in the MR measurement process. It is so assumed that characteristic signatures attain to their 

individual compartments; standard statistical features, such as the mean and variance, can be 

monitored, resulting in some signature being established for each group o f compartments. 

These then make up the reference compartment volumes that must be distributed such that a 

sufficient number of samples can be accurately taken to represent the distribution o f signal non- 

uniformity. Any variation dependency, which is often associated with size and position [of the 

subject], obviously warrants uniformity correction.

Bonar’s theoretical model adopts the following underlying assumptions (shown in italics):

1. Four \olumes are assumed to be available fo r separate evaluation within the brain: i) the 

test volume, which contains volume averaging o f  CSF, GM, WM and other compartments 

that are to be rejected; ii) a pure CSF volume; Hi) a pure GM  volume; iv) and a pure WM 

volume. (This assumption is really quite fair, as it is a [unresolved] perennial problem for 

unsupervised clustering algorithms to determine a suitable number o f cluster centers before 

converging on a solution. We also have the previous experience o f other workers (see 

above) on which to draw, which state how the pattern space can be so defined.)

2. The average signal from any volume can be represented by a point in a two-dimensional 

feature space, each dimension o f which represents the signal per unit volume from two 

different acquisitions. Points in this feature space from the three pure tissue volumes form a 

triangle enclosing a significantly non-zero area. (This, effectively, defines the notion o f a 

feature space and that we have only limited a priori knowledge o f its structure.)

3. The signal from each tissue compartment is: independent o f the compartment’s location; 

proportional to the amount o f  the compartment in a given test volume (its occurrence); and 

independent o f other tissue compartments. (Of course, by definition; hopefully. So the latter 

is an assumption that underpins the success o f the clustering approach. That is, we require 

some form o f natural groupings to present themselves in the pattern space, else [crisp] 

clustering algorithms are prone to failure.)
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Stemming from these assumptions, equations are derived that are applicable to any pair of 

different MR signals (i.e., applicable to the theoretical approach introduced by Vannier), which 

incorporates the description o f volume averaging. (The feature space representation graphically 

describes these equations, and thus enables the graphical derivation o f the compartmental 

fractions.) The feature space that is produced must discard data outside o f a region defined 

from the three pure tissue sample points, enabling an accurate estimation o f their standard 

deviation according to their probability distributions. This provides the basis for the rejection of 

invalid voxels. The CSF, GM and WM fractions are computed for each study slice, (we are 

strictly working in 2 -dimensions), and the compartments are formed. The images can then be 

averaged accordingly with the originally excluded [invalid] voxels, and with each 

compartmental slice fraction being weighted by the slice area for whole-brain fractions. This 

produces the final volume averaged brain functions, and in doing so has used the brain as the 

uniformity reference.

It is the appropriate selection (original estimate) and computation (resulting value) o f the pure 

tissue signals that has to be the key to obtaining reproducible compartment fractions. Of these, 

GM and CSF pure values are the most problematic, simply due to the difficulty associated with 

finding pure compartment voxels in the same MR volume. Hence the approach relies on the 

tracking of the WM signal throughout the imaged brain volume. How then does this help? 

Well, it is said to improve the uniformity of a skull-phantom, which is able to demonstrate at 

least part o f the expected axial drift in MR signal nonuniformity in real brains. This in turn will 

reflect positively on segmentations, which, by taking account o f volume averaging, can reduce 

the number of incorrect assignments occurring in the usual partitions (i.e., through 

thresholding) o f tissue matter. But how applicable this approach is given the widely varying 

quality o f MR data is not clear.

This work, that clearly is undertaken in our domain o f interest, accounts for volume averaging 

in the MR signal. Having then improved the quality o f the MR data, we would assume a better 

eventual registration. We now look at how to use this more accurately aligned anatomical 

information to make the necessary corrections to our PET data.

10.2.2 Anatomical Localisation for PET using MR

The anatomical information in PET images is limited by resolution, misrepresentation o f the 

size o f small structures (more so in cases o f atrophy), dependencies on the type o f tracer used, 

and variations in functional brain activity [94].
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Because o f the limited spatial resolution of PET, the accuracy o f quantitative measurements 

taken is influenced by partial volume averaging o f brain with CSF, bone, and scalp [88]. This 

effect is increased in the presence o f cortical atrophy, and without its correction, PET studies of 

patients with atrophy cannot be compared with those o f normal controls. This arises because of 

the difficulty in determining whether differences found by such a comparison are the result o f  

changes in tracer concentration, structural atrophy, or both. Hence, without co-registering PET 

to MR, say, interpretation o f the PET scans is restricted by the inability to effectively normalise 

metabolic conditions to structural volume and by the inability to attempt to correct for the 

volume-averaging artifacts.

One example is the difficulty found in attributing changes in physiologic measurements by PET 

entirely to a specific biochemical marker o f the disease process without accounting for the 

increased partial volume effect caused by the presence o f atrophy.

Original methods involved using x-ray CT to correct PET studies for the effects o f atrophy. 

However, it was the application of MR imaging that permitted the greater degree o f accuracy. 

The main reason for this being the improved delineation o f sulci by MR, and high contrast 

between brain and CSF with standard T2-weighted pulse sequences. This then providing the 

basis for a more accurate segmentation [123], which in turn permits greater accuracy in 

quantitative measures o f brain atrophy [20].

The planning of PET studies now necessarily requires the accurate localisation o f the PET 

imaging plane, as its centering on the structures o f interest is crucial to the interpretation of 

subtle physiological change. This is normally carried out with respect to a normal test case. 

Additionally, it is as a result o f partial volume effects in the imaging structures smaller than the 

axial resolution o f the scanner (or in structures smaller than twice the FWHM of the tomograph 

(see section 2.4.3)), that cause substantial signal attenuation from any slight displacement in the 

z-axis.

Due to the limited resolution of PET cameras («5mm in plane), tracer activity is then often 

underestimated in active regions such as GM, and shown as greater in non-active regions such 

as WM. Mueller-Gaertner et al. [90] describe distinct regions that cannot be resolved with 

respect to their tracer activity using PET instrumentation. Singled out for specific mention is 

the activity in the neocortex, where GM, WM and CSF spaces are convoluted; a cortical PET 

signal thus reflects only the average tracer concentration in all three compartments. Indeed, as 

the relative percentage o f CSF, GM and WM may vary regionally in the same subject and 

between subjects, particularly as a result o f aging or disease, any given change in the apparent
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tracer concentration in PET may reflect a change in morphology rather than physiology or 

biochemistry.

The approaches o f interest, that use what is effectively independent anatomic information in the 

analysis o f PET data, are the proportional scaling methods. These attempt to correct for such 

‘inter-individual’ variations as those we have referred to [1,67,105,117,122].

For example, Videen et al. [117] formulated a technique for correcting PET data on a pixel-by- 

pixel basis using high resolution CT or MR. The anatomic images are thresholded to create a 

binary brain tissue image, with brain pixels being set high, and pixels representing CSF set low. 

This image is then convolved with the 2D LSF of the PET scanner itself, so as to create a 

corrected tissue image on the basis that where there is function, there is tissue, and vice versa. 

The original PET image is divided by the corrected (convolved) tissue image so as to yield an 

image in which pixels represent activity per  actual tissue volume, rather than per  spatial 

volume; i.e., a ratio o f activity to structure, which represents our corrected PET image. (This is 

a good, albeit occasional, example o f different modalities providing attributes with different 

quantitative information from which a single, meaningful, quantitative value can be calculated, 

subsequently providing a meaningful image voxel to be displayed.)

Videen’s method of atrophy correction was only demonstrated to the 2D imaging case, leaving 

Meltzer [61] to describe its extension to the correction of PET data in 3D. Effectively, the 

technique is the same, with the exception being the obvious need to incorporate the 3D 

information inherent in the set o f anatomic image slices.

In the example presented, nine contiguous MR images were converted to nine binary images; 

again representing CSF and brain tissue. Those images were then summed and averaged, 

weighting each according to its position in the z-plane o f the gaussian-like LSF of the PET 

imager. It is then that Meltzer can, in effect, return to the approach documented to the 2D case. 

The summed MR image is convolved and resampled to correct for any variance between PET 

and MR pixel sizes, and thereby becomes representative o f some anatomic equivalent o f the 

PET image. Finally, after appropriate and necessary registration, the PET image is divided, 

pixel-by-pixel, by the convolved, summed brain tissue image. This creates the corrected image 

in which the original activity has been increased by the fractional CSF content o f each pixel.

To assess the effect o f regional atrophy correction due to some error in the brain tissue and CSF 

segmentation process, Meltzer experimented with the value used to threshold the original MR 

image into its representative histogram modes. By doing so, it is possible to include as brain all
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pixels o f intensity intermediate between that o f pure brain and pure CSF. By then repeating the 

procedure previously described, they simulate the maximum error o f misassignment o f mixed 

CSF-brain MR pixels.

Finally, the results o f the small errors in the registration of the PET and tissue images were 

evaluated by shifting the PET image in each direction, enough to constitute a misregistration, 

before dividing by the final MR tissue image. That is, judgment is made regarding the effect o f  

errors in the two major pre-processing steps. The result simply states that we do initially 

require an accurate Brain-CSF segmentation and, o f course, a good registration.

The correction of PET data showed an average increase in cortical activity. In fact, one 

phantom study showed that 79% o f the estimated theoretical loss o f signal due to partial 

volume averaging was recovered by the correction process. The further factors they cite as 

candidates for causing a correction of less than 100% are:

•  Partial pixel misregistration,

•  Nonuniformity o f the in-plane and axial PET LSF,

• Distortion due to the attenuation correction,

• Random coincidences, and

• Scatter coincidences.

In concluding, Meltzer reminds us o f the worth o f this work: it should prove helpful in 

assessing differences between Alzheimer disease patients and normal volunteers.

In a separate approach, it is the partial volume effects due to varying GM content that are 

sought. It is GM that is cited to be o f particular pathological importance due to it having the 

highest function of blood flow [65], receptor density [126], and glucose metabolism [65,106]; 

this reflects its paramount role played in normal signal processing. Additionally, degenerative 

diseases such as Alzheimer disease, are thought to originate in GM [89].

The approaches due to Videen et al., and Meltzer et al., address partial volume effects due to 

varying CSF content; no distinction between GM and WM is made. It is Mueller-Gaertner’s 

[90] paper that describes partial volume effects specifically in GM, presenting a method of 

detailing an image o f tracer concentration per unit volume o f GM, as opposed to per unit 

volume o f brain tissue.

To do this, [90] derives an expression that is an estimate o f the radioactivity concentration 

within GM given that the concentration in WM and CSF is known. It is shown in both
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simulation and phantom experiments to be very accurate in typical cortical PET imaging 

scenarios.

The method involves forming a MR-based correction map by blurring the segmented MR data 

to what is the effective resolution of the PET data. To do this, the 3D LSF o f the PET scanner is 

convolved with the modified MR image data. That is then further adjusted to reflect a 

distinction between GM and the remaining WM and CSF in a manner similar to Meltzer’s 

distinction o f  CSF above. The PET image is then divided on a pixel-by-pixel basis with this 

corrected tissue image to yield a corrected PET image in which pixels represent activity per 

unit spatial volume. It was shown that after partial volume correction, the mean apparent 

activity in the GM compartments was practically identical to actual values, demonstrating the 

accuracy o f  their algorithm. It implies too how the assumptions made in the theory and its 

implementation are appropriate, and available, therefore to other workers. It is only in the 

experiments using the brain phantom that accuracy was lost during attempts to replicate 

neocortical anatomy; a region highlighted as containing inherently convoluted GM, WM and 

CSF spaces.

In conclusion then, several workers offer us the ability to more accurately study the function o f  

brains with localised cerebral atrophy. Again, it is the robustness o f these techniques, (with 

respect to the highly variable quality o f MR data sets), that is a current cause for concern.

10.3 Combining the Methods - An All-Singing, All-Dancing 

Scheme?

We are aware that the success o f any multimodality visualisation scheme depends on the 

accuracy o f the registration, which in turn is dependent to a high degree on the quality o f the 

original image data (i.e., to the nature o f the acquisition process). In the first instance we have 

seen how we can correct for errors in both PET and MR data. We have also implemented a 

candidate approach to registration that may be fully automated. In common to all these 

techniques is the environment within which the various computations are performed.

Within this environment, the scatterplot, we have referenced: volume-averaging o f MR data; 

accurate segmentations o f (dual-echo) MR images; corrections for the partial volume effect and 

the anatomical localisation of PET data; and how it is possible to derive the necessary 

parameters for [multimodality] image registration. Further, these algorithms are not related 

solely through their functioning on the scatterplot, but more so because they are also share a 

great deal o f inter-dependence.
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Within the scatterplot, we must be aware o f the numerous measures that can be adopted so as to 

extremise, for one thing, the voxel similarity measures. Robustness has been one concern; we 

should, in future, be able to localise our measure such that some weighting scheme may be 

implemented so as to employ registration in accordance to influence. The initial thresholding 

stage used in Woods’ algorithm improves robustness by disregarding grey-scale information 

external to the actual body o f influence. This is a coarse localisation scheme, in an attempt at 

using only appropriate areas. The definition used in the selecting o f only influential regions, 

should, ideally, correspond only to areas within the scatterplot that are most variant with 

respect to image misalignment.

We have outlined and implemented a scheme designed to automatically locate these regions. 

We would thereby be capturing only the regions that would have the greatest influence in the 

determination of our registration parameters. And we would subsequently hope to remove all 

need for pre-segmentations o f the MR data, and the such.

Distance measures will remain the obvious candidates for capturing relevant structure in the 

clustering, and perhaps in possible extensions to the VIR algorithm; the Mahalanobis distance 

metric being o f particular relevance. Additionally, we, o f course, have the option of operating 

within a multiresolution feature space so as to aid the rather ragged optimisation process that is 

currently used.

The limitations seem endless, and the methods applicability across any modality pair remains 

questionable. Outlined in the final section is a methodology for applying suitable registration 

measures to the different sets, but when all is said and done, the high degree o f  data- 

dependency remains.

10.4 Closing remarks

It is the original work of Woods that has borne the greatest influence on our efforts at 

automising the registration scheme, and its final goal o f being able to automate the complete 

visualisation scheme. It has been most influential in the sense that it is the scatterplot that has 

become our main information processing environment.

We too are aware o f the relevance and bearing certain segmentation processes would seem to 

have had on registration processes performance. And also underpirming our strategies (in 

respect o f  localising the functional information) is the need for quality, or at least corrected, 

image data. This too has been discussed, and reference has been drawn to the possibility of 

incorporating certain correction techniques into any planned strategy.
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Ultimately, then we intended to make some progress toward aiding final image interpretation 

with any combination of multimodal image sets. To this end, and as a result o f our efforts, we 

intend to be bold by stating what such a methodology is envisaged as involving:

• A clustering algorithm is used so as to define and classify our regions o f interest 

from within the anatomical image data; typically, these will be CSF, GM and WM. 

Other regions will be segmented from the image.

• Volume averaging in the MR (if applicable) images is now possible.

• We perform the voxel based registration method within appropriate clusters; 

either by weighting^ their influence on the global optimisation o f the dispersion, or by 

simply excluding those clusters deemed to be irrelevant* (both o f these methods may 

be with or without a GW scheme). We thereby register the images. It may, however, 

be necessary to use hybrid algorithms, in the sense that the a segmentation may 

follow the initial efforts at determining a registration, before we return to the 

registration phase again. (This may be done iteratively, and any number of times).

• Account for partial volume effects in the PET image, and correct for these with 

anatomical localisation (if appropriate).

• Fuse and visualise the image data sets.

*For example, bone should possibly have a greater influence on global VIR as it is rigid. Alternatively, 
only matter present in each of the image sets should be of higher influence.
*These, and other possibilities should be determined through the results of experimentation; i.e., the 
‘Future Work.’
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Appendix I - The Woods Variance of Intensity 

Ratios (VIR) Algorithm
Woods’ algorithm is on the one assumption: if two image sets are accurately aligned, then the 

value o f any voxel in one image set is related to the value o f the corresponding voxel in the 

other image set by a single multiplicative factor, Rf. How then this is exploited to effect a 

registration solution is outlined below as we detail the algorithm.

In the following discussion:

aj is the value of the voxel i in the first study.

hi is the value o f the corresponding voxel in the second study.

And let t{ = which represents the voxel-to-voxel variation; the ratio volume.

Therefore, we base the registration technique on the assumption that rj is maximally uniform 

across all voxels in the event o f accurate alignment.

The standard deviation (ô) o f q, for all /, in conjunction with the mean value (rmean) o f for

all /, yields the measure o f how well the two image sets are registered: —
r

mean

Here then is the within-modality algorithm [20]:

1. One of the two studies is designated by the user as the reference study, the other as the 

reslice study.

2. Initial estimates o f the x-, y-, and z-axis rotations and translations needed to register the 

images are provided by the user (Woods sets them to zero). These six estimates, 

corresponding to three rotations and three translations, are the so called reslice parameters.

3. Simple linear interpolation in the z-axis is used to generate a 3D reference volume from the 

original image planes o f data in the reference image. This volume is composed o f cubic 

voxels and may have a different number of image planes.

4. A 3D reslice volume is generated from the original image planes o f data in the reslice image 

using trilinear interpolation [16] so that the initial reslice parameters may be used to rotate

Noting again how this is somewhat idealised, as in reality, even perfectly aligned datasets will show 
residual variation due to: counting statistics; partial volume effects; and biological variation (e.g., due to 
atrophy). We have, however, looked at the possible approaches that may, partially at least, correct for 
these.
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and translate the images during the interpolation process (i.e., if  the parameters are all zero, 

then we have simple linear interpolation in the z-axis). For nonzero reslice parameters, the 

rotations and/or translations cause some of the original data in the reslice image to be 

mapped outside o f the boundaries o f the interpolated reslice volume. Data points that map 

outside the interpolated reslice volume are ignored by the algorithm, and voxels for which 

no data are available are assigned a value o f zero and excluded from ftirther analysis.

5. Each voxel value in the reslice volume aj is divided by the corresponding bj value to 

determine r[, the value o f the voxel in the ratio volume.

6. The ratio volume (rj) is marked by assigning a value o f zero to voxels with values below a 

certain threshold value, chosen empirically as 21.5%t o f the maximum pixel value in the 

original reference data set.

7. Then r^ean is calculated from the remaining nonzero voxels. is also calculated and then 

normalised by dividing it by r^ean- A very small normalised standard deviation, ^^/rmean, 

indicates that the ratio image is very uniform.

8. The roles o f the standard file and the reslice file are reversed, and steps 1 through to 7 are 

repeated; the reslice parameters are simply inverted (*-1), and applied in reverse order. The 

resulting normalised standard deviation, S/ff^nean’ is averaged with the previous normal 

standard deviation, <̂ /̂rmean» to generate the final normalised standard deviation, 

^brain/nDrain- This additional step is included to make the algorithm unbiased with regard to 

which study is designated the reference study and which the reslice study (although when 

used across modalities, it may be appropriate to make the image o f higher resolution the 

reference study). In addition, it makes certain that all voxels above the masking threshold in 

either study contribute to the final normalised standard deviation.

9. We minimise by^ain/rbrain by adjusting the reslice parameters suitably and recalculating 

(iteratively). At each iteration, the first partial derivative o f byrain/fiirain with respect to 

each of the reslice parameters is calculated. The parameter with the largest first partial 

derivative is chosen for adjustment in the next iteration; i.e., that with the steepest gradient, 

and therefore o f greatest distance from a correct solution. Since derivatives with respect to 

rotations have different units from derivatives with respect to translations, a scaling factor is 

applied. The second partial derivative o f bbrain/%rain with respect to the selected parameter 

is then used to eliminate the value o f the parameter at which the first partial derivative will 

be zero, (in the Newton Raphson method, the 1st and 2nd derivatives are both true

^This generally excludes voxels outside the brain, whilst retaining both grey matter and white matter 
structures within the brain, and was the threshold used in this project.
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derivatives, not approximations based in numerical differences), and this value is used in the 

next iteration. Convergence is defined as the point at which all o f the first partial derivatives 

fall below some threshold; here it is given as 0.0057mm" 1 for translations, and O.OOOSrad"! 

for rotations.

The author’s comments on the algorithm noted the relatively large computational costs 

involved in calculating the ratios o f voxel intensity for each and every voxel in the two image 

sets and at iteration of the program. In practice then, it is recommended to streamline the 

process by calculating this figure only for every 81stt, say, voxel in the interpolated reference 

volume. On the convergence o f the algorithm, the reslice parameters are then used as the 

starting parameters with the algorithm, sampling every 27th voxel. This continues in the same 

fashion: we sample every 9th, then 3rd, and then before a final result is given, every single 

voxel is sampled.

^This choice of voxel should be appropriate in respect to the number of planes, and each image set’s 
resolution. This method effects a rather primitive multiresolution approach. A method that many workers 
have tended to adopt and further refine when using voxel-based methods.
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Appendix II - Toward an Understanding of the 

Measure of Mutual Information’s Behaviour

I I I  Viola’s Alignment by Maximization of Mutual 

Information

It is not only in traditional medical image registration that there is a need for finding and 

evaluating a method of alignment. Indeed, a number o f visual processing algorithms make use 

of this technology, including its suitability to projection image registration by Paul Viola [119]. 

Viola has presented an information theoretic approach that has produced algorithms that are not 

only applicable to our registration problem, but also address the applications suitability to a 

wide variety o f imaging situations.

In Viola’s approach, the registration problem is discussed in terms o f comparing a predicted 

image o f an object with an actual image. The transformed object, at any particular time in the 

course o f the alignment procedure, is said to be in a particular ‘pose’ (coordinate transform). 

Typically then, and to return to our established terminology, our dynamic image would be the 

predicted image o f an object, and the static image would be referred to as the actual image in 

each case.

The basis o f his work is then to do with determining if  a real image contains a particular model 

at a given transformation of that model. If the imaging model is a good representation o f the 

actual image, then the comparison governing the goodness-of-fit measure is simplified. In real- 

world applications, and particularly in our application (where the model may appear to be quite 

complementary to our actual image), the relationships between object model and the image is a 

complex one. Viola defines this relationship formally in terms o f a surface patch o f an object 

model u(x), where x are its coordinates thus defining its position. Given a model describing the 

imaging process (P), whose parameters denote such conditions as illumination, and as an 

imaging formation function (P), that generates the brightness o f our surface patch in the image, 

combining these, we have:

F{u(x),P)
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which describes the brightness image of the object. Placing this object in the scene at a 

particular coordinate transformation T, is thus denoted:

V{T{x)) = F {u (x ),P )

Detailed knowledge o f F  and P  would, therefore, enable us to make direct and accurate 

comparisons o f the object’s predicted appearance in the scene. But, due to the inherent 

complexity associated with visible light imaging, for given scenes it may prove difficult to 

attain this information (accept, o f course, in our registration application where we effectively 

have such knowledge). This, o f course, would mean that our surface patch could not always be 

accurately represented in the actual image, which would o f course hinder the task o f evaluating 

its appropriate position in a scene.

If, then, it is necessary to find a description of the imaging formation for a variety o f complex 

sources, what is to be used as a generic approach? On the basis that if  there were no mutual 

information between u and v, there would correspondingly be no meaningful F, as it is this 

function that relates the two. Viola proposes computing F  by dealing directly with what mutual 

information is in existence. Thereby, he has reduced the problem o f finding the alignment o f a 

model in a scene to one o f maximising the information that the model provides about the scene.

IL l.l Description of Method

Sought is the estimation of the transformation (7) that aligns the model u and the image v by 

maximising their mutual information (/):

f  = arg_maxy. l (u { x \  v (r(x )))

As we have previously seen, mutual information is defined in terms o f entropy. We thus have 

the same equation as before, although the notation is slightly different:

l ( u ( x \  v (r (x ))) = 7T(w(x)) 4- / /(v (r (x )) )  -  H (u(x), v (r (x )))  equation II. 1.

where H() is the entropy o f a random variable and is defined as:

H (x )  = -  j p (x )  In. /?(x). dx

while the joint entropy o f two random variables jc and y  is:
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H (x )  =  -  Jp (x , y )  In. p {x , y), dx. dy

Thereby, it is defined in terms o f the integrals over the probability densities associated with the 

random variables u and v.

In Viola’s terms, entropy can be interpreted as a measure o f uncertainty, variability, or 

complexity.

Equation ILl has three main components, and is effectively o f the same structure as equation 

7.1 from our original discussion on communication theory. The component parts here are:

i / ( u ( x ) )

is the entropy in the model. (Note, that this is not a function o f T, and may therefore be 

calculated only once in the execution o f the procedure.)

H [v{T {x)))

is the entropy of the part o f the image into which the model projects. It is said to encourage 

transformations that project u into complex parts o f v.

-//(u(x),v(r(x)))

is the (negative) joint entropy of u and v. It contributes when w and v are functionally related. It 

is said to encourage transformations where ‘w expresses v well.’

Viola associates the latter two expressions as being ‘enabling’ terms in the way that they 

identify transformations that find complexity and explain it well. This, he points out, as being 

the essence o f mutual information.

11.1.2 Stochastic Maximization of Mutual Information

It is the entropy function that is used to find the maximum value o f the mutual information 

between model and image. In order to do this, Viola takes derivatives o f the equation with 

respect to the transformation T. That is:

if =if 4 X ^ (4 )  -  ̂  v (r«))
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In its implementation, only an approximation to its derivative is calculated. By the nature o f the 

approximation used, the larger the sampling size, the better the estimate. Correspondingly, a 

good estimate is guaranteed by exhaustively sampling the data. This is, o f course, extremely 

inefficient, and our estimate would then serve as being our solution!

To find the extrema, a stochastic analog o f the gradient descent method is used. Steps are used 

that are proportional to the approximation of the derivative o f the mutual information (with 

respect to the transformation). Thus, stochastic approximation is a scheme that uses noisy (in 

the sparsely sampled sense) derivative estimates instead o f the true derivative for optimising a 

function.

Of note here is how Viola observed that local minima may be circumnavigated in some sense 

as a result o f the noisy data. Noise then, influences the gradient estimates (the differential) in a 

positive way: it effectively enables the descent path to escape local minima.

This positive effect o f noise is also noted in the work of Collignon, who too aligns images 

using this method, albeit with a different optimisation method. However, as we have already 

mentioned, Collignon does not cite its benefits to stem from the optimisation process, instead 

venturing only that noise improves the robustness of the algorithm in some unquantitative 

manner.

(Why noise has any beneficial effect could have then been an important question to be asked of 

the algorithm in this piece o f work, as these examples all indicate that the use o f the mutual 

information measure does benefit as a result o f it.)

IL1.3 MR Alignment due to Viola

We finish our look at Viola’s work with a brief mention of one o f his applications. O f course, 

we consider the one o f direct relevance.

Viola looked at aligning different MR images. The input images were components o f a dual

echo scan, which are, incidentally, usually in registration. Nonetheless, it is a worthwhile 

experiment, although it is registrations across modalities that are o f primary interest in this 

project.

Again, results show the benefit o f this measure, although we seek further justification in repsect 

of relevance. For one thing, we would wish the images to contain some complementary 

information, in showing, perhaps, different aspects of anatomy. Perhaps, also, these images 

should be at a different resolution. Finally, the experiments were performed only in two 

dimensions, (although the extension to three dimensions is done), thereby the problems 

associated with interpolation are avoided.
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II.2 A Preliminary Study and History of the Measure

II.2.1 [An] Introduction [to Entropy]

A notion o f entropy is quite simple to formally define. However, the informal description of  

what it actually means is not at all straightforward.

In the context o f thermodynamics, a formal definition says that it is a:

parameter representing the state o f disorder o f a system at the atomic, ionic, or 

molecular level; the greater the disorder, the higher the entropy. Thus the fast-moving 

disordered molecules o f water vapour have higher entropy than those o f more ordered 

liquid water, which in turn have more entropy than the molecules in solid crystalline 

ice.

In a closed system undergoing change, entropy is a measure o f the amount o f  energy 

unavailable for useful work. At absolute zero, when all molecular motion ceases and 

order is assumed to be complete, entropy is zero [74a].

The original formulation o f the mathematical proof came from the 19th century Viennese 

statistician Boltzmann who used Newton’s laws o f motion and derived from them the Second 

Law o f Thermodynamics.

Since its original definition, entropy measures have been adopted for a quite unwieldy list o f  

applications. At one extreme it has been described as the mathematical variant o f Sod’s Law, in 

that ‘things invariably get worse’ as the entropy increases. For worse, read uncertain, chaotic or 

less-ordered. Thereby, in an ordered (or low-entropy) world, there are well defined complex 

structures. On the other hand, in a chaotic world (that is, high-entropy), there is a arbitrary 

distribution o f matter and energy.

Given this context, which is actually quite in keeping with Boltzmann’s original work, it has 

also been used to model and describe the progression of any system from an ordered state to its 

chaotic alternative. In this sense, we can see that Entropy is a measure that [in our application] 

we would wish to minimise as we make sense (or as we order) our two image sets. But, an 

intuitive understanding remains illusive.
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11.2.2 What is there to learn?

‘Mutual Information’ is the entropy-based measure that is used as our goodness-of-fit’s 

objective function. Currently we lack an intuitive grasp of the nature o f this measure, and just 

how it is likely to behave for given misregistrations.

In many repects this is a hindrance to the development o f new algorithms based on this 

measure. This problem is confounded by the fact that the misregistrations are likely to occur 

between two images that may be similar in some intuitive fashions (eg., in size, basic shape) 

but quite different when similarity may be gauged from a distance metric taken Euclidean 

framed feature space.

We refer then to differences in intensities and the presence o f features inherent to one image 

and noticeable only in the other image because o f their absence. It may just be this absence 

that would enable some correspondence to be drawn, but this depends on intuition, and cannot 

therefore be formulated into an algorithm.

Given then that an initial inquiry posed here is aimed at determining the characteristics o f the 

entropy measure, then the next step should be more far-reaching and offer some insight into the 

mannerism o f the measure o f mutual information. Only with such insight are we likely to be 

able to get the most from the use o f this measure and go on to formulate better algorithms that 

incorporate it.

11.2.3 So what is the Formal Definition of these Entropy Measures?

Studholme [110] defines a simple entropy based voxel similarity measure as:

where p(x,y) is the joint probability distribution function o f the input images x  and y\ these have 

probability distributions o fp(x) and p(y) respectively.

The measure o f Mutual Information [18] extends upon this with a formal definition of:

11.2.4 So how are we going to Investigate these?

To be able to derive some insight to the use o f this potentially mysterious measure, it is 

necessary to trace out its behaviour for a series o f misregistrations. To stand any chance o f  

being able to glean some ‘feel’ for its variability it is considered sensible to keep the images to
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very simple test ones. However, these images should also reflect the nature of our real data: they 

should not be identical. Further, it would also be shrewd to use test images that would not 

necessarily be registered when the degree of overlap is at its maximum.

In respect of these points, traces were calculated for the two images shown together in the figures 

below. One image is shown as red, the otlier is in green. Tlie image in red is the static image (Ss), 

and is simply a solid square centred in the image frame. The dynamic image [as shown in green] 

is a larger square hollowed out in the centre, Ha.

Both have a black background. When regions in these images overlap (as is seen in later figures), 

this overlapping region is shown in yellow.

Figure la and b - The two images to be registered and the two images overlapping slightly.

Figure 2a and b - The two images at their most overlapped, and the two images in ‘registration’.

Only shifts in the x- and y-axes were performed. These was done iteratively over a range that 

would vary such that the images initially had no overlapping objects, to them being
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‘registered’. Due to symmetry, as the degree of registration decreased from its solution, the 

results would be the same as in its initial approach.

Here, ‘registration’ implies our intuitive alignment of figure 2b. This however, corresponds to a 

situation where the level of overlap is not at a maximum. Because of this, the registration 

solution would be obscured from correlation and least-squared measures.

Our hope of the entropy measure was that it would find the position of intuitive registration to 

be the most ordered alignment of the two sets, and that this would not necessarily correspond 

to the more traditional dependency that statistical measures on the magnitude of 

correspondencies.

II.2.5 So what happened?

As the graph below quite clearly shows, there is nothing mystical about the use of entropy in 

the Mutual Information measure. The points of optima do not correspond to the most ordered 

state of the overlapping images, and instead correspond to the registration solutions resulting 

from there being a greater degree of overlap (as shown in figure 2a).

TTT
10 20 30 40 50 60

60

□  0-200 
■-200-0 
□-400-200  
■-600-400  
□-800-600  
□-1000-800  
■-1200-1000  
□-1400-1200

The above figure shows the trace of mutual information for misregistrations about ±60 pixel 

shifts in the x-axis and -60 and +32 shifts in the y-axis (limited to show the figure as a cross- 

sectional view).
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11.2.6 Discussion - What Next?

We certainly are not using the magical registration measure that we thought might be to hand. 

For one thing, we must then be weary of what can be considered ‘ordered’ and ‘disordered.’ 

For example [and in keeping with our application], an ordered state is not necessarily a 

symmetrical one. In this respect, the algorithm concludes that figure 2a reflects the registration 

solution, whereas intuition would lament that this is clearly not the case.

The conclusion can only be that the mutual information measure operates in a sensible manner. 

This, therefore, owes little to intuition, and may be considered as statistically predictable. 

Consequently, additional measures will have to be incorporated into our chosen approach such 

that the optimisation o f mutual information processes do allow the point o f registration to 

reflect accurately the instance o f optima in the parameter space.

The ordered state implies the correspondency expected, which effects to some pixel intensity 

agreement that itself occurs as a result o f overlap. This alone does not guarentee a registration, 

although likelihoods will favour such an occurrence.

11.2.7 Using Additional Channels

The results are what we would have intuitively expected, and we are left to find a method of 

overcoming the influence that overlap holds. Timely, as ever, the workers at UMDS offered a 

solution to this problem by incorporating additional channels into the registration procedure.

We repeated the same test as is given above. However, image H j was segmented into three 

regions: background (pixels surrounding the outside o f the square), foreground (pixels that 

defined the object), and the background pixels inside the hollow region o f the object. This 

produced the region labelled image, Hj-. Our algorithm thus became one o f maximising I(Hj, 

Hj-; Sg).

As we have mentioned in our original discussion that introduced the use o f additional channels, 

a simple threshold o f foreground and background pixels would add not additional information 

to the registration process. Hence the need for the three labelled regions in this method.

The figure below shows the results o f running the tests using the region labelled information. 

We can now see how points o f minima do effect to the considered alignment.

Page 282



Image Fusion

-6 -5 -4 -3 -2 -1 0 10 20 30 40 50 60
0 0 0 0 0 0

60

■  800-1000 
□  600-800
□  400-600 
■  200-400
□ 0-200

It is d e fin ite ly  the  m ethod  o f  choice .
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Appendix III - Traces for the M ultim odal Test about 

Various Clusters - Patient 0

The following trace results are from the test given in section 8.6. They show the variations 

about shifts in the x- and y-axes (the only significant variation to be shown) for a crisp 

segmentation of five clusters.

0-5-0 0 -1 0 -5
0 - 15-100 - 10-5

-2 -1 -1 -5 0 5 10 15 20 
0 5 0

-20-15-15-10
0-20 -15 0 - 25-20

-2 -1 -8 -2 4 10 16 
0 4

Trace III.l - Cluster 1 (205065 Observations). Trace III.2 - Cluster 2 (33144 Observations).

O -5-0
0 - 10-0

□  -1 0 —5

- 20—10-2 -1 -1 -5 0 5 10 15 20 
0 5 0

-15-10
0 - 30-200 - 20-15

-2 -1 -8 -2 4 10 16 
0 4

Trace III.3 - Cluster 3 (13019 Observations). Trace III.4 - Cluster 4 (7609 Observations).

20 20

-2 -1 -1 -5 0 5 10 15 20 
0 5 0

0-5-0
-10.

0 -1 0 -5 -15. - ^ ^ 1 0 0-5-0

0-15-10 -20 O -10—5
0-20 -15 2 -1 -1 -5 0 5 10 15 20 0 -1 5 -1 0
O -25—20 0 5 0 0 -2 0 -1 5

Trace III.5 - Cluster 5 (3307 Observations). Trace III.6 - Using all Observations.
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The following trace results are from the test given in section 8.6. They show the variations 

about shifts in the y-axis and rotations about the z-axis for a crisp segmentation of five clusters.

0-5-0  
0 -1 0 -5  

-15-10 
0 -20-15

-2 -1 -8 -2 4 10 16 
0 4

Trace III.7 - Cluster 1 (205065 Observations).

-2 -1 -1 -5 0 5 10 15 20 
0 5 0

0 -1 0 -5
0 - 15-10

-20-15
E -25—20

Trace III.8 - Cluster 2 (33144 Observations).

-2 -1 -8 -2 4 10 16 
0 4

0-5-0 -20.
0 -1 0 -5 30 0-10-0
0 -15-10 2 -1 -8 -2 4 10 16 0 - 20-10
0 -20 -15 0 4 0 -3 0 -2 0

Trace III.9 - Cluster 3 (13019 Observations). Trace III. 10 - Cluster 4 (7609 Observations).

0 - 5-0 
0 - 10-5  

- 15-10  
0 - 20-15

0 - 10-0

- 2 0 -1 0
-2 -1 -8 -2 4 10 16

0 -30 -20
-2 -1 -8 -2 4 10 16 
0 4

Trace III. 11 - Cluster 5 (3307 Observations). Trace III. 12 - Using all Observations.
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Appendix IV - Gradient Weighting (GW)

IV. 1 Further Measures for the Additional Channel?

Useful information inherent to each image is ignored in the voxel based approaches to image 

registration. Normally this is a result o f the lack of correlation between ‘features’ o f an image 

across the various modalities. Edge features abound in image date, and as such feature based 

method frequently use edges (in 2D) or surfaces (in 3D) to derive the registration solution. The 

approaches to hand have evolved to the level o f sophistication that allows - albeit to a limited 

extent - inter-modality registration [see, for example, 22,93].

We have already gone to great lengths to justify the feature-less approach adopted in this paper, 

but justification has also been affored to the need for efforts at refining this method. Certain 

levels o f refinement can only be attained by certain increases in knowledge. And Studholme’s 

use o f an additional channel [111,112] has shown us exactly how this may be done in a quite 

elegant manner.

Typically in image analysis, an increase in knowledge can be traced to some recognition and 

exploitation o f features contained in the image. It would seem to be the same in image 

registration.

Ultimately then, we would wish to compromise our approach (in the positive sense), and glean 

the benefits that might be had from acknowledging the more pertinent image information 

(features) in our voxel based methods. In other words, some pixels are going to be more 

important than others from now on.

IV.2 Using the First Derivatives of the Image Data

Our orginally envisaged approach to the refinement o f our voxel based registrtation method 

invovled the partitioning o f the image data into meaningful image components. We will now go 

on to propose the incorporation o f edge information via a weighting scheme.

It is edge information that is o f primary importance to the human visual system [82]. This 

information would, therefore, be integral to an experts manual alignment o f two image sets. To 

do this, edges, among other things, should be brought into some coherent correspondence with 

the remainder o f the image data.

Although it would not necessarily be the case that the edges need be overlapping in their 

alignment (due to the nature o f the multimodal image sets), intensity correspondencies across 

image sets may well be delineated by these features, and as such the edges in one o f the image
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sets may be exploited as the outliers to consistent intesity regions in the other image. The exact 

nature o f this should be borne out through empirical tests. But whatever the case may be, we 

would consider it useful to use the outlines o f the image data in a meaningful way. In the 

optimisation o f mutual information, this would effect to improving the nature o f our parameter 

space. For one thing, the point o f registration should lie at the search space’s optima, and also 

the space itself should be automatically searchable; which implies neglible points o f local 

minima and well-banked surfaces.

The first derivatives o f image data may, it is felt, be used to improve the form of the parameter 

space. As it is the rate o f change o f grey-scale intensity that could have correspondencies 

across image sets. We can now sensibly verify this hypothesis using Studholme’s methods.

IV.3 Method - the Sobel Operator

Extracting edge features in an image first requires knowledge o f what actually constitutes an 

edge. Typically, in a [non-sampled] continuous image, an edge is any marked intensity 

transition between neighbouring pixels. In taking the first derivative o f an image function then, 

we are effectively filtering out the edge component itself. Approximations to these first 

derivatives, such as the equations below, are used to perform this task.

equation IV.l
dx  Ax

y) «  equation IV.2
dy  Ay

In one dimension, the operators o f equations IV correspond to the correlation o f a discretised 

image with elements o f the form:

■ r 
- 1

weight the correlation operator [103]. The masks may be naturally extended:

1
respectively.

[ -1  l ] ,  and respectively. As such, the quantities Ax and Ay are used to

[ -1  0 l] , and 0
-1

Ignoring for now the specifics o f weighting, the extension to 2D uses masks o f the following 

form:
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’-1 0 r " i l l "

-1 0 1 , and 0 0 0
-1 0 1 -1  -1  -1

For a weighting that emphasises the central pixel, we use the Sobel weighting masks given by;

- 1 0 1 ' ' 1 2 1 '

- 2 0 2 , and 0 0 0

- 1 0 1 — 1 — 2 — 1

And this is how we implement our Gradient Weighting (GW) mechanism: the above operators 

are convolved with just one o f the image sets in turn. Currently we do only use the 2D masks, 

which means that the convolution process is done slice by slice. The extension to 3D can be 

considéré as trivial, although its implementation will remain pending until this particular 

hypothesis shows some promise.

The result o f this pre-processing o f one o f the image sets yields its edge image set. The pixel 

values contained in this resultant image are then later applied to its original pixel intensity 

values when the measure o f mutual information is derived.

The exact manner in which this is to be done will have to be determined empirically. The 

description of the proposed method is therefore left to a later section.

IV.4

IV.4 Variations due to Gradient Weighting

In using this method, the Sobel image volume that results [from the processing o f the static 

image volume] has pixel values o f between 0 (no edge) and 256 (a definite edge). We used 

these values directly (1 ..256) or as a normalised version where depending on the intensity value 

we thresholded it as being either 1,4, 16 or 64. (We say that these values are ‘stepped’ versions 

o f the original edge image.) The values are then incorporated into the calculation of the joint 

probability distribution function (the scatterplot).

In calculating the scatterplot, instances o f corresponding intensity values are ‘binned’ as votes 

are accumulated for each element that makes up its 2D array (hence, ‘a [multi-] dimensional 

extension o f a histogram’). If the current observation [of the static image] corresponds also to 

an edge, we add additional votes. The number of votes added is the value o f the pixel in the 

edge volume (in the range 1..64 (stepped), or 1..256). Figure 8.5 below shows the effective
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images that are now to be registered when the GW scheme (1..256) is applied to the SPECT 

image shown on the right (compare these to those shown in figure 8.4).

Figure IV .l The Effective Edge Enhanced Image (on the right) due to GW (1..256).

The graphs (appendix IV - IV.l to IV.3) show variation in the nature of the parameter space 

due to shifts in the Y-axis and rotations about the Z-axis, the graphs (IV.4 to IV.6) show 

variation in the nature of the parameter space due to shifts in the X-axis and rotations about the 

Z-axis, and the graphs (IV.7 to IV.9) show variation in the nature of the parameter space due to 

shifts in the X- and Y-axes.

The results show enough variation to be encouraging. There is certainly an exaggeration in the 

gradient toward the registration solution, as a result of both gradient mechanisms; although 

more so for the stepped version. It would therefore seem beneficial to use [for now at least] the 

stepped GW scheme.

As could have been expected, rotations about the Z-axis are less significant to the resulting 

mutual information value than either of the shifts in the X- and Y-axes (we are, o f course, 

rotating a sphere).

IV.5 Variations across Clusters

The respective parameter spaces due to the different cluster partitions show enough variation to 

be of interest. Their interpretation, however, remains unclear, although some points can 

immediately be documented.

Certainly the distinctly levelled surface due to clusters 1 and 4 (see appendix IV, Traces IV.l 

and IV.4 respectively) away from transformations within a few pixels from the registration 

solution, would not bode at all well to our optimisation process. In this respect, cluster 2 (Trace
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IV.2) looks more useful. But it is impossible to ignore the sesible conclusion o f using all the 

observations. Trace IV.6 offers a parameter space void o f local minima, and also without the 

spurious occurences o f crests, characteristic o f the traces due to the individual clusters. In the 

use o f all scatterplot observations, there is clearly no sharp descent path to the registration 

solution.

It is too early to draw conslusive theories from these results. We must firstly begin to test for 

accuracy in finding the registration using our direction set method before basing judgements on 

trace results alone.

This implies the nature o f the remaining work. Test will be run for given misregistrations, for 

which the Powell algorithm will be used to search for the registration solution. We will later 

see how the registration solution is unearthed for different partitions o f the data sets, with and 

without GW, and in comparison to the established methods.

Although our ‘manufactured’ multimodal tests of this section served some purpose (in respect 

of monitoring the effect o f the mechanism), their results could be criticised as being irrelevant 

in respect o f clinical data. The inherent unstableness o f voxel based registration measures when 

applied across significantly differring data sets, has implied the need for the incorporation of  

such higher-level image information (or rather, features) into the registration process. This, it is 

hoped, could further address the unpredictability o f the results. And as we have seen in the case 

o f GW, its integration into the existing methods is straightforward.

Later focus intends therefore to return to the GW method, but the following tests further 

explore the use o f the methods originally proposed in this text on more realisitic multimodal 

data sets. It is in the conclusion o f the tests that we hope to incorporate all o f these methods.
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IV.6 Traces described in this Appendix

IV.6.1 R esults o f  traces for shifts about the Y -axis and rotations about 

the Z-axis

0-50-0  
□ -100-50  

-150-100 
□-200-150

10

■  -50-0 
0 -100-50  
0-150-100  
■-200-150  
°  260 200

Trace IV .l - Using no gradient weighting.

3

Trace IV.2 - Using gradient weighting ( I . .64).

A

0 - 100-0 
0 - 200-100 
■-300-200  
□-400-300

Trace IV.3 - Using gradient weighting ( I . .256).

IV .6.2 Results o f  traces for shifts about the X -axis and rotations about 

the Z-axis

0-50-0 -200. A
0-100-50 0-100-0

B -150-100
-300*

1 - 7 - 4 - 1 2 5 8 B -200-1 GO

□-200-150 0 0-300-200

Trace IV.4 - Using no gradient weighting. Trace IV.5 - Using gradient weighting ( I . .64).
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□ - 100-0 
□ -200-100 
■-300-200  
□-400-300

Trace IV.6 - Using gradient weighting (1..256).

IV.6.3 R esults o f  traces for shifts about the X- and Y-axes

0-50-0
O -100—50 -300 "^-10 0-100-0

■-150-100 - 1 - 7 - 4 - 1 2 5 8 ■-200-100
■-200-150 0 □-300-200

Trace IV.7 - Using no gradient weighting.

3

0 -100-0 
□ - 200-100  
■-300-200  
□-400-300

Trace IV.9 - Using gradient weighting ( I . .256).

Trace IV.8 - Using gradient weighting ( I . .64).
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Appendix V - Using the Eigenvalues and Eigenvectors

At various points hroughout this report we have argued in favour o f the partioning o f the 

scatterplot so as to localise, or restrict, the voxel similarity measures. An additional technique 

that may also be suitable - given that is, the requisite [to this current proposal] formation of  

well defined natural groupings in the pattern space - is to use the eigenvalues o f the covariance 

matrices that describe each cluster to define the basis about which we may establish a 

registration. The idea here being that once each eigenvector is determined we then have a 

representative axis for each cluster. This corresponds, o f course, to entities in the original 

image), about which we are then able to measure individual cluster dispersion, using, say, a 

simple least-squares distance measure.

Effectively then, we would be localising the original method of registration by feature space 

minimisation to that o f registration by minimising individual cluster dispersion.

V .l Some Context

To reinforce the feasibility o f this proposed approach, we briefly mention the importance o f the 

eigenvalue-eigenvector expansion o f the covariance matrix. The expansion enables 

determination o f the orientation of the class distribution within the measurement space. The 

nature o f this distribution is generally described as ellipsoidal in nature, with observations 

distributed about its mean vector. The direction o f each principal axis o f this ellipsoid is given 

by each of the eigenvectors (determined by its dimensionality). The length o f each ellipsoid’s 

principal axis is given by the square root o f the corresponding eigenvalue.

This last detail may, therefore, allow us a direct weighting o f the importance o f that particular 

cluster. This is o f importance because as one cluster’s dispersion is minimised [as we approach 

a registration solution], another’s dispersion may increase. Weighting schemes applied in 

accordance to cluster size and the appropriateness o f the cluster (the image entity) to the 

registration process seems applicable before the final dispersion effects are then summed to 

return our final objective value. And by simply minimising the dispersion about every cluster’s 

principal axis would effect to previously established methods [19].

Thereby, the mean vector and the covariance eigen-expansion provides us with information 

regarding the position, size, shape, and orientation of the class distribution in our pattern space. 

So, this too may be exploited in respect o f the registration process previously invisaged.

Page 293



Image Fusion

V.2 Calculation of the Eigenvalues and Eigenvectors

The complexity o f this problem is severely reduced as our covariance matrices will always be 

symmetric. With the use o f the Euclidean distance metric alone, we do not currently use the 

covariance matrices to model the cluster distributions, and this would necessitate the adoption 

o f the Mahalanobis metric instead,

A cluster has n eigenvalues (corresponding to the dimensioanlity o f the feature space), 

A-2,..., A-n, and n corresponding vectors, (|)i, (|)2, <|>n- To compute these values, I used the

Jacobi matrix method o f [16].

The vectors o f a cluster can be graphically displayed in relation to its centre coordinates. If a 

cluster has centre coordinates (x^en» Ycen, Zcen), then a point on the principal axis o f the 

cluster will have the coordinates

(xcen s-Cÿ, ycen s.cjj, Zcen "*■ s cy)

where cÿ is the i'th component o f the j'th vector, and s i s  a scaling factor which makes the 

graphical representation of the vectors lie properly on the cluster. A value o f s = 2(A.j)l/2 was 

found to give a good result. Coordinates for the other two axes can be found in a similar 

fashion. The screen configuration for displaying the cluster vectors is shown in the figure 

below. The principal axis can be displayed by drawing a line from,

( ên"*" ycen"*” y, z) to,

(^en“ ycen" y, ẑ en" z ) ,

wherex = 2(X,)1/2cjj^ y  = 2{X)^I^C2h and z=2 (A,)l/^C3 i.

Xcen, Ycen, Zcen

Figure V.l - Screen structure of the cluster axis.
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These values must be transformed into screen coordinates (Xs,ys) to be displayed in our three- 

dimensional feature space representation. This is done, as before, using the transformation give 

below,

Xs =  Xcen +  X - (0 .5 .z )  

ys = yccn + y - (0 .5 .Z )

where (xcen,ycen) is the origin of the cube. Figure VI.2 below shows how this looked for a trial data 

set.

Figure V.2 - How the Eigensystem is actually shown.

V.3 Its Use

Tlie need for an eigensystem analysis on any data set that exhibits tlie clustering effect as shown 

in figure VÏ.3 above is nomially of great importance of any statistical analysis of the data. To 

date however, our data set has not exhibited such distributions, as had actually been expected. 

And the use of the eigen vectors and values has been put on the shelved for now.
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Appendix VI Multimodality Image Fusion and 

Visualisation

The introduction to this report outlined the need for combining data derived from the different 

imaging modalities such that their [often complementary] information could support clinical 

diagnosis and treatment. For example, previously we mentioned the importance o f accurately 

localising a tumour from within an anatomical image (see section 2.3.3). The natural extension 

is to incorporate further information to provide detail regarding its pathology within the 

surrounding anatomy.

This work, and medical image analysis in general, must therefore somehow assist the 

clinician’s ability to identify, manipulate and quantify anatomical structures. It is the role o f the 

visualisation process to communicate information to the clinician.

The current predominant method o f analysing these multimodality image sets is by the 

sequential observation of individual 2D slices, and the viewer’s subsequent ‘mental 

reconstruction’ o f 3D relationships. The images o f each modality are often viewed as side-by- 

side displays on light boxes, which are then likely to be displayed as slices o f different sizes, 

thickness and orientation, dependent on the modalities. It can, therefore, be difficult to relate 

the various features and structures between the modalities. In fact, even experienced 

radiologists have a difficult task in recognising intricate details having integrated, say, separate 

2D images o f different modalities into one mental 3D picture. Indeed, the act o f ‘three- 

dimensional imagination’ out o f sectional information is a highly specialised human vision 

task, which may in fact require training. Hence the onus is placed on the observer’s ability to 

reconstruct this mental image, without which the interpretation of complex structures and their 

relationships may not be possible.

However, the obvious advantage o f such a method is its inherent simplicity; it is not necessary, 

for one thing, to devise a means o f displaying multiple voxel attributes on a single screen pixel.

But complexity cannot be considered reason enough for failure to improve upon this prevalent 

method o f ‘do-it-yourself visualisation. The combination, and subsequent visualisation, of 

different modality data is then a branch of scientific visualisation that must specifically deal 

with data o f many dimensions (in the sense that we are combining more than one image 

volume).

Page 296



Image Fusion

Ultimately our multiple-dimension data will be displayed on a two-dimensional screen. It is 

this notion o f volume visualisation that encompasses a series o f techniques that concerns itself 

primarily with the tasks o f representing and rendering the data in some meaningful manner. 

This implies that the representation may allow for a better understanding o f complex 

anatomical structures, their interrelationships and their activity.

We have already placed important emphasis on the first requisite for the integrated display of 

3D multimodality images; the availability o f a reliable registration process. Additionally, as we 

will see, the visualisation (or, perhaps more specifically, the rendering) process necessitates a 

reliable segmentation such that structure o f interest is classifiable. Then the integrated 

visualisation o f anatomical surfaces with functional information has to deal with the following 

two major problems:

1. How can we obtain the desired quantitative [functional] information at relevant points 

located on the anatomical surface?

2. How can we map the resulting quantitative values onto the anatomical surface in such a way 

that the fused image not only looks aesthetically pleasing, but notably also allows clinicians to 

easily correlate anatomical and quantitative information? [129]

Zuiderveldl29 proposes methods that address both o f these problems. But before entering into 

this discussion, we will first set the context by considering some example applications.

VII. 1 Some Example Applications

A good example o f the need for some combination of information from different modalities is 

in the staging o f malignant cancers, where unnecessary surgery can result if  a disease has not 

been correctly staged. To firmly establish the disease’s extent o f spread requires the use o f  

functional imaging modalities. These are sensitive to factors that are markers for cancer or 

tissue, whereas anatomical imaging modalities such as MR and CT are often insensitive to 

cancerous tissue. Hence, it is some combination of information from PET and anatomical 

information that may enable a more accurate staging o f cancers. That is, we incorporate 

information regarding the cancerous tissue relative to the anatomical information.

This example shows how the information contained in functional images may be given an 

anatomical frame of reference by integrating the functional modalities (PET, SPECT, EEG, 

MEG, MRSI) with such modalities as CT or MR [31,42,59,104,118]. For example, techniques 

such as averaging in PET image acquisition requires that the individual images are first 

matched to an atlas. Such a match is easier to do using an individual’s MR image, again
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because o f the pronounced anatomical information. Hence this averaging requires registration 

o f an individual’s PET and MR image. We shall detail this topic more fully in section 8.1.

A very recently developed usage o f multimodality fusion has been the development o f a system 

that tracks precisely where drugs used in the treatment o f respiratory diseases are deposited 

[71,63]. For diseases such as asthma, the patient uses an inhaler to deposit aerosols into the 

lungs. Nuclear medicine imaging techniques are used to tag the aerosols and build up a 3D 

image o f exactly where the droplets are deposited. However, as the imaging technique relies on 

the accurate detection o f the emitted gamma rays (see 2.4 above), the application in this 

instance is prone to distortion as the gamma rays are absorbed in proportion to the density of  

the body tissue. This has the effect o f belying the received doses in some areas o f the chest.

To compensate for the attenuating effects o f the tissue, researchers have used MR images that 

provide sufficient spatial information regarding tissue density, and therefore o f the likely 

degree o f attenuation. Such attenuation may then be accurately compensated for, and so 

improving the accuracy o f quantification and localisation of the deposition.

Another example is in skull based surgery, which, because o f the operation’s inherent delicacy, 

requires maximum knowledge o f the anatomy involved, and uses composite information 

through the integration o f CT (containing bone structure) and MR images (showing soft tissue 

contrast).

We see therefore, how the proper integration of the different imaging modalities greatly 

improves the accuracy o f clinical diagnosis and/or the effectiveness o f treatment. It provides a 

means o f retrieval o f the valuable information from the sum o f information that might 

otherwise have remain obscured.

The geometric matching methods used during the registration phase are only the first o f two 

steps in this integration process. The second step usually involves a segmentation o f the image 

data before the integration stage deals with the fusion or otherwise combined display o f the 

image data involved. It is this latter stage that will now be considered.

VII.2 Display and Visualisation

The essential challenge o f [multidimensional,] multisensor data visualisation is to fuse and 

present the data from the various sensors such that the whole would convey more information 

than the sum o f single sensor data - (i.e., to enable a synergetic effect) - and to make apparent 

the possible correlations that may otherwise be overlooked.
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We are now fully aware o f the increasing tendency to make use o f more than one imaging 

modality for clinical examinations. But this has given radiologists the difficult task of 

integrating the 2D images o f different modalities into a mental 3D picture; different intricate 

details must be recognised and conveyed to the clinician, who is, o f course, used to working 

with 3D structures.

Different visualisation techniques must then be developed to address these points, thereby 

assisting the radiologist's task; recent work in this direction includes that by Kikinis [70] and 

Hawkes [48]. The common goal in these and other techniques being to fuse, in some 

comprehensible and comprehensive manner, whatever valuable diagnostic information is 

contained within the images o f different modalities. (This process, o f course, taking place once 

the image sets have been transformed into a common coordinate frame.)

The task, ultimately, revolves around the problem of portraying maximum information to the 

clinician. However, a discussion o f specific perceptual features and o f how to exploit these and 

the development o f graphics and imaging methods, would here be inappropriate. It is suffice to 

say that the development o f multimodality visualisation techniques have already benefited from 

such exploitation, with computer graphics and imaging techniques being combined with 

psychophysical laws to satisfy these requirements [45]. The visual cues associated with medical 

image interpretation are fully discussed in [103].

VII.2.1 Accessing the Information

Before efforts are made at the display and visualisation o f the actual medical images, first 

consideration must be offered to the user interface that forms the environment; the need to 

evaluate, as well as combine vast amounts o f 3D image data has motivated the current appraisal 

o f  the available tools and methods.

Heffeman [50] compiled some additional needs o f an overall implementation by focusing on 

the interface design of a medical imaging package:

•  A need to visualise the full 3D volume prior to specific further detailed analysis o f  

that volume.

• The need for ‘natural’ interaction with the 3D data, such that users need not be 

computer specialists. The interactive capabilities should then include different 

viewing perspectives, including volume cross-sections, and the ability to selectively 

enhance or depress the relative bearing of various structures (operation, therefore, 

taking place above the feature-level o f representation). In addition, to be truly
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‘interactive,’ the final generation of each new display should be completed within a 

few seconds.

• The need for automated algorithms which can appropriately segment the volume, 

thereby removing the onus from the user regarding anatomical or functional object 

labelling.

• Finally, there is the need for some practical recording and/or transmitting 

mechanism for our 3D image sets.

Our 3D image data sets are actually stored as a series o f 2D images, the slices. As such, their 

direct presentation may not show the orientation of some features in the 3D structure, a 

problem addressed using rendering techniques such as those mentioned below. Hence it is 

useful to be able to change the orientation of the slices to look at any plane through the data. 

The change in orientation can easily be modelled so long as the orientation o f the slices is 

parallel to the x, y, or z  axes in the data set, and that the slices are o f an equal or known distance 

from one-another, which may in turn be solely dependent on the acquisition process.

The requirement for the accurate segmentation o f the image data is not only necessitated for 

automatic object labelling that may aid further processing steps, but as is common with most 

data, the volumetric image data sets with which we shall work, are represented as raw data, 

with no prior definition o f the objects to be visualised. A classification/segmentation step that 

identifies the unknown regions is, therefore, requisite to the visualisation process. And 

furthermore, we will later discuss the dependencies that our registration process places on this 

task.

A number o f subsequent display methodologies have resulted via attempts made at meeting the 

above requirements. H e f f e m a n ^ 9 continues by reviewing these, but the brace o f his paper is the 

design o f an algorithm that bears the above in mind, with an increase o f emphasis on speed 

with realistic shading; often a quite contentious play-off.

Their work aims mostly at providing an excellent interactive user environment for the 

manipulation and display o f rendered surfaces. As such, the points raised during their 

development efforts are o f relevance in advance o f ours.

VII.2.2 Rendering

We firstly define rendering to be the simulation o f  a photograph o f  a 3D opaque or translucent 

surface or surfaces defined within a volume image [85].
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There is no doubt that the computerised reconstructions o f CT scans have proved themselves to 

be clinically useful. This, despite the massive limitation imposed on these procedures that only 

predefined surfaces (mostly bone) can be visualised, such that any remaining information is 

either lost or ignored during processing.

This is a result o f the classical approach of visualising a volume by displaying only the surfaces 

contained in it. And the simplest way of determining the voxels representing a surface (a 

segmentation), is through thresholding. Using such information, it is volume rendering 

techniques that were developed to visualise information from some entire volume o f data rather 

than from an arbitrarily selected surface in the data. Their appropriateness to 3D medical 

imaging is therefore quite self-explanatory.

In existence are a number o f techniques for rendering 3D images directly from an image 

volume. Early approaches were based on rendering objects defined by polygonal surfaces; a 

binary image is obtained by thresholding each slice in the image volume, contours o f the object 

o f interest are extracted from the binary image, and the contours are connected to form the 

polygons which define the 3D object. Finally, viewing transformations and shading models, 

(i.e., depth shading), are used to calculate a 2D image o f the 3D object. The difficulty lies in the 

calculating o f the connectivity between adjacent contours.

Additionally, to achieve a visually realistic representation of the surface, the methods must 

solve the problem of removing hidden parts o f the surface and shading its visible parts. The 

information made apparent by the shading models stimulates important visual cues from which 

we intuitively derive shape information. Hence volume visualisation has a relinace on shading 

techniques to produce realistic images.

Aside from basing the shaded surface display on polygonal models, other techniques have been 

based on a cuberille model for the surface [52], a contour model for the surface [32,50], and an 

octree model o f the 3D object [52].

Perhaps the most common example in medical visualisation is the rendering o f the outer 

surface o f the skull in a CT volume image o f the head. The rendered surface, however, need not 

always be associated with a physical surface, as is the case with the skull example. Typically 

though, it will, and the surface is then defined in terms o f the patterns o f intensity present in the 

image. Hence, the skull's bone in a CT volume could be identified by thresholding alone, such 

that the definition o f its surface be given by the set of all voxels (identified by the thresholding 

process) visible from some specified vantage point.
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Specifying a particular vantage point is of importance to the shading models used, as the 

techniques mentioned below model the paths that simulated light would travel from the imaged 

object back to an observer whose eye is located at a particular point. The approach being to 

model the process of light absorption, reflection, and transmission along surfaces.

The basic 3D technique, ray tracing, has the one advantage over standard visualisation 

techniques, (i.e., as opposed to polygonal-surface rendering techniques), of using the entire 3D 

data set. Quite simply, rays from the chosen vantage point are traced through the region 

occupied by the object.

The general model consists of a source point (called eye), a focus point (where the eye is 

looking), and a matrix of pixels (called screen). The visible object to be displayed (the scene) is 

in front of the ‘camera.’ The purpose of this model is to define the geometry of the rays cast 

through the scene. That is, visibility is determined geometrically.

The idea is then a simple one: for each pixel, trace a ray from the eye position (in image space) 

through the pixel and find the intersections with all the objects in the scene. The intersection 

that occurs nearest to the vantage point for each plane traced is the one shown in the final 

images.

We show this in figure VII. 1 below, which has an example surface for some particular CT 

volume image. The first voxel labelled as 'bone' (again, through correct thresholding) on each 

ray would be part of the outer skull surface. This first voxel is given a position, 1. At position 2, 

the voxel is to be considered hidden, and it will not therefore be visible in the rendered image.

The Ray

Light
Source

Vantage "

Focus Point

Figure VII. 1 - The rendering of an image. The skull surface shown is being rendered by tracing 
rays from the vantage point. One ray is shown with respect to a light source.

The determination of what is hidden and what is to be visible simply involves questioning the 

length of the intersection for each ray's distance from the eye; only the shortest path referencing 

a point of intersection is considered to be visible. But this can in fact become quite complex;
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once the first intersection is found, the ray is reflected off the object surface and traced back 

further - and so on recursively - until it passes out o f the scene or is traced to one o f the original 

light sources. Similarly, if  the surface is transparent, then an additional ray is refracted through 

the surface and traced. In this way, ray tracing algorithms are capable o f producing some quite 

spectacular results; not only is the visibility problem solved (regarding the hidden voxels), but 

also shadows, the reflection o f objects on the scene and on each other, and transparency can be 

shown.

In essence then, ray tracing models the means by which interactions between light and objects 

are simulated with respect to a particular vantage point and light source.

Not surprisingly, ray tracing is computationally intensive. It is then a slow process, dogged 

mostly by the need to spend additional time on interactions; perhaps 90% o f total computation 

according to one estimate. Efforts have therefore been made to enhance the speed at which the 

intersection processing is done. Regardless, this will not address other problems that have been 

associated to using rendered images for visualisation.

For one, rendering reveals only qualitative information about the shape o f the surfaces and 

nothing about the anatomy behind them [85]. As such, it is said as only serving to provide the 

cues associated to recognising the 3D shape and orientation.

But, in combination with other, registered, modality images, its function is capable o f offering 

renderings that can immediately relate the information in its entirety. For example, it may be 

desirable to provide the neurosurgeon with a rendered skull image with a section removed to 

reveal the surface o f the brain. The brain too being rendered separately, perhaps from an MR 

volume.

It should be emphasised therefore, that rendering does not assist in the detection of such 

structures as lesions, but only in the depiction o f their surfaces after they have been detected 

(which may well be assistance enough).

It is the use o f rendering techniques in the 3D fusion of anatomy and physiology that is likely 

to provide further insight into the information conveyed from across modalities, and also to 

highlight the relationships between. The integration is used not only to portray some quite 

apparent abnormality, but also to expose the information that would otherwise be difficult to 

find in the individual scans. This is especially true where the localisation of, say, lesions (if  we 

return to our example cited in the introduction), or other important features o f the brain are 

critical. As such, it is the integration o f MR and ECT data that is likely to become an important 

tool for clinical diagnosis.
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VII.2.3 Multiresolution Image Fusion

Matsopulos [84] presents a hierarchical image fusion scheme to combine pre-registered 

medical images from CT and MR brain scans. A multiresolution image representation is 

produced using iteratively applied filters o f many scales but identical shape. The data pyramid 

used is described as adopting morphological filters to preserve structural details o f the input 

images regardless o f their scale. This scheme, adopted from [114], provides us with a 

morphologically simplified image, and the conditions for the reconstruction process. From the 

morphological pyramid, they produce a difference pyramid for each o f the images that contains 

only details within a restricted range o f scales, thereby containing only those image features 

lost from one filter step to the next - which, I believe, is exactly what will not work for nuclear 

medicine image data. A third, intermediate, pyramid is constructed combining information 

from the two (one for each image) difference pyramids at each level. Finally, reconstruction of 

the intermediate pyramid, via the simple summation approach, produces the required fused 

image.

The results presented showed, in their words, that the fused images provided a more complete 

representation of the anatomy and pathology than was available from either individual modality 

(i.e., the results showed a synergetic effect) or from simple pixel fusion by selection of 

maximum values. This may well be true in respect to the said latter alternative, but that 

alternative is such a coarse fiision method that the comparison is unjust and cannot therefore be 

conclusive. Their results, it is argued, would not be possible operating at a single resolution 

representation.

My main criticism is that given the arguments presented to justify the use o f nonlinear filters 

[83], it would seem that their approach would be unsuitable for any other medical imaging 

modalities than those presented here. Specifically, nuclear medicine methods produce images 

containing structure inappropriate to the methodology used in nonlinear filtering; that is, 

features are not defined in a structure suited to a hierarchical ‘feature clipping’ representation. 

This then, is a massive restriction in the techniques application to medical imaging.

VII.2.4 Colour and Pixel Overlay

I have found surprisingly few references to methods used for combining images o f equal 

dimensions into the one representative form. One is the use o f colour-encoding, and another 

possible lead comes from Remote Sensing applications, where it is often useful to display more 

than one sensing ‘band’ simultaneously within some image processing environment. For
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example, if  the satellite imagery uses three bands then the use o f colour composite images, 

where the three bands o f data are assigned to blue, green, and red, would seem appropriate. 

However, the analogy I have implied between the multimodality image sets o f medical imaging 

and the multi-band image sets o f satellite imaging is a tenuous one - despite our drawing of 

further parallels in section 5.1,1 with regard to the overlap between the theoretical principles o f  

multispectral imaging. In most satellite images the correlation between different bands o f the 

sensor is very high. A technique is used that minimises this correlation such that spectral 

differences can be emphasised, and the subsequent interpretability is increased. Original 

processing stages applied to clinical images also attempt to correlate the image data, although 

we are, in effect, looking to emphasise spectral differences so as to highlight these in their 

display.

A further development to satellite imaging’s colour composite methods came about due to the 

technique’s limited applicability to just three bands; data sets having more than three bands 

cannot be represented simultaneously, so some means of data reduction is then necessary. The 

arithmetic combination of different bands o f satellite data to produce new composite bands 

often involves simply the use o f ratios between bands. Hence, these new groups o f arithmetic 

combinations are collectively known as ratio images.

In medical imaging, appropriate ‘ratio sets,’ as suitable for visualisation, are, but for one 

exception, practically unheard of. The exception occurs during the procedural steps involved in 

PET data correction (section 5.3). Here, a correction is usually made with respect to an 

anatomical image that reduces the two image sets (PET and the anatomical image; be that MR 

or CT) to the one meaningful composite, showing a ratio o f activity to structure. This 

applicability to visualisation is, however, only a spin-off resulting from the necessary efforts 

made toward the anatomical localisation of the PET data. For one thing, such an approach to 

image combination loses the higher resolution information o f the anatomical image, which 

should be preserved to aid visualisation.

It is only in the shared use o f Colour Space (IHS) Transformations that some common ground 

is to be found. This involves describing the image in terms o f its intensity, hue and saturation, 

instead o f the normal red, green and blue primary colours. (Intensity is a measure o f the 

brightness o f each pixel, hue is a measure o f the colour, and saturation measures the depth or 

purity o f the colour.) The transformation is then the conversion o f a red-green-blue image to 

intensity-hue-saturation colour space (the three orthogonal axes o f perception in colour space). 

These colour space transforms were solely developed to combine different image sets. A 

maximum o f three totally disparate [but registered] data sets can be combined into a single
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image as an aid to visual interpretation. Here, eah image contributes its grey-scale intensity 

value to either the intensity, hue or saturation channel respectively. (This is the method I have 

used - after a little experimentation - for the pratical purposes o f displaying two image sets. 

Given one free variable, I chose to use only the hue and intensity values as representative o f the 

two [fused] input images. Saturation was fixed at a half o f its maximum possible value.)

As used within medical imaging, combined images are displayed using colour overlay of, say, 

equivalent slices. Its realisation involves displaying one voxel attribute as pixel intensity, and 

the other as a fully saturated hue. Each hue can then be displayed with many different 

intensities [63]. The hues and intensities used need to be carefully chosen so that equally 

perceived changes in colour correspond to equal changes in the image values. This type o f  

display can enable structures in the different modalities to be simultaneously apparent, whilst 

making it possible to fade one image in, and the other out. This does, however, imply that at no 

one time do we have an optimal representation or view o f either o f the images, as the process of  

fading one in and out with respect to the other makes apparent (at different times) the 

correlations sought by the display mechanism.

As a general guide [43], the data set with the highest spatial information content (linear 

features, texture; so characterising MR or CT scans) should be assigned to intensity, and the 

data set with the highest dynamic range to hue. Small variations in saturation are not 

perceivable to the human eye, so this may be used for a less important data set with a broad 

dynamic range, and preferably abrupt rather than vague boundaries.

An alternative to a true colour overlay is an alternate pixel overlay. In this form o f display, two 

images are displayed together, juxtaposed, such that the even screen pixels are assigned from 

one image, and the odd screen pixels from a second (think o f a chess board). The observer’s 

visual system fuses the adjacent pixels into a single representation, given, o f course, 

appropriate initial histogram alignments o f the input images.

This has the obvious advantage over a true colour overlay in its ability to produce resultant 

images in real-time. Although my experiments from a different project have shown up the 

presence o f unpredictable contrast artifacts, which can influence the fused image’s 

interpretation.

V ll.2.5 Colour Encoding

Assigning colours as being representative o f features o f interest so as to enhance said features 

for purposes o f display, involves adherence to the intrinsic complexities o f human colour 

perception. Often attempts to use some ‘pseudo-colour’ base to convey an additional dimension
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of information (typically functional activity) have been quite misguided as the direct result o f a 

lack o f understanding o f colour perception. This has frequently resulted in the ‘pretty, but 

ineffective’ criticisms being levelled at the resulting representation.

But properly applied, it is colour that will provide the means for improving the interpretation of  

future combinations o f medical image data using some visual encoding sensibly utilising 

variance.

The careless use o f colour must be avoided. Once a scheme has been agreed upon, it should be 

tested with the view to identifying and remedying any problems [54]. We list here some o f the 

basic rules from [35] that should be adhered to when using colour in computer graphics:

• Fundamental is the to select colours according to some method, typically by traversing a 

smooth path in a colour model or by restricting the colours to planes or hexcones in the 

colour space. This might mean using colours o f constant lightness or value.

•  Colours are best spaced at equal perceptual distances, which is not the same thing as being 

at equally spaced increments o f a coordinate, and can be difficult to implement. (The HSV 

model is not perceptually linear, hence other colour models have been developed in which 

measured and perceived distances are approximately equal [see, fo r example, 113].)

•  The eye cannont distinguish between the colours o f very small objects, so colour coding 

should not be applied to here (of less than approx. six pixels).

• The perceived colour o f a coloured area is affected by the colour o f the surrounding area; 

an effect that is problematic if  colours are used to encode information (i.e., here, although 

the effect is minimised when the surrounding axes are some shade o f grey or are o f  

relatively unsaturated colours).

• The colour o f an area can actually effect its perceived size. For example, a red square is 

perceived as larger than an equivalently sized green square.

•  The use o f large areas o f saturated colours is unwise; it can result in eye-strain and after 

images.

The methods of display to be considered here will be dependant for their success on the 

encoding scheme used. After consideration of the points outlined above, the fundamental issue 

o f the coding technique is one o f determining the number o f different catagroies that can be 

encoded. For the display o f functional activity in accordance to structure, the information to be 

encoded is a ratio, which requires then a representation that shows it to be varying within a 

continuum distinguishing full activity from values showing no activity.
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The encoding approach taken by Zuiderveld [129] in their rendering scheme is based on the 

HSV colour model. The ‘value’ component is calculated from the equation that their light 

model uses in the rendering scheme (see 4.2.2). The hue component is the actual quantitative 

[information] value derived using the normal projection techniquem and the saturation 

component is left free to indicate the importance o f the data: low saturations are used if  the data 

is irrelevant; high saturations are used in areas o f diagnostic relevance.

Their conclusions to the use o f this scheme justify their use o f the HSV colour model:

we conclude that perceptual linearity is not required for useful color mapping. Perceptually 

attractive color scales can be obtained by a simple piece-wise linear relationship between 

the quantitative data and the hue component.

Two clinical examples o f their proposed method are shown. The first proposed encoding 

scheme was applied to a clinical project concerned with bone growth disorders. In order to aid 

the assessment o f such disorders, the function colour mapping of bone thickness onto the skull 

surface o f a 3D rendering was used. In their example, thin bone regions were mapped to blue, 

whereas thick and diagnostically relevant regions o f the skull were mapped to red. Regions o f a 

thickness greater than a fixed range o f interest were assigned a low saturation value, and hence 

very thick regions are shown as white in the resulting image.

A comparison was made against displaying the skull using grey-scale values to depict the 

thickness o f the bone. These do clearly convey a sense o f thickness using the colour encoding 

method as soon as the user becomes familiar with the encoding scheme.

The necessity o f some familiarisation implies a the only drawback o f the scheme. The colours 

do not intuituvely allow the user to infer the information to be communicated to the user. For 

example, having looked at the gre-scale rendering first, my interpretation was that light regions 

of shading represented thin areas, and dark regions thick. The scheme in fact worked in the 

opposite manner. Perhaps the intuitive representation of depth could be given in accordance to 

a degree o f transparency? (On a cloudy day, do we not judge the depth o f cloud cover in 

accordance to its shade?)

The second clinical application presented integrated SPECT and MR data for the purposes o f  

visualisation. This refers then, to the fusion of functional information with anatomical 

information.

The method o f colour encoding Zuiderveld designed to denote activity was based on a 

‘reversed heated object scale,’ where regions o f low activity are assigned a low saturation.
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whilst regions denoting high activity are heavily saturated and assigned yellow, red and purple 

hues.

This approach shows immediately the approximate level o f activity occuring in accordance to 

the brain’s anatomy. However, the problem inherent to such display schemes is that the 

quantitative value encoded and subsequently rendered to the object surface corresponds not to 

activity at the surface, but to activity ‘somewhere’ internal to the surface. The value actually 

encoded is in fact the maximum value encountered along the inverse normal projection from 

the brain’s outer surface to its centre. Efforts made at addressing this problem are to the use of  

cross-sectional views [107]. Without these methods, the images can give no indication o f the 

depth within the brain where activity is occuring. Attempts can only use time as the additional 

dimension; for example, we could temporally reflect activity first at the brain’s surface, and 

then half-way towards its centre. Given that the choice o f colours encoded does seem in 

accordance with one rule o f colour aesthetics (specifically, the need to traverse a smooth path 

in the colour model for variations in the quantitative value to be represented [35]), our choice 

o f colours designed to denote activity internally could correspond to a different colour path or 

plane each representative o f a different depth.

The work o f Stokking and Zuiderveld [129,107] offers the best starting points for visualisation 

methods. And we will conlcude this section with Stokking’s interesting classification of  

approaches to integrated visualisation. Our considerations lie somewhere in the divide o f the 

two types:

• Non-Specific Integration", this uses simple arithmetical methods to combine the image data 

(such as add, subtract, multiply or divide), as well as methods like ‘checker board patterns’ 

[54] and colour scales [93].

These, according to Stokking, usually produce images with little additional [in the synergic 

sense] diagnostic information because, ‘the irrelevant data from a modality camouflaged 

corresponding relevant data from other modalities in the output image.’ The term 

‘camouflages’ is in the sense defined by Kundel [103]: ‘a good display is one that emphasizes 

the diagnostic features and minimizes the camouflaging effects o f the non-disagnostic anatomic 

features.’

• Specific Integration", charactersitic features are ‘specifically’ defined in one modality and 

then used as regions for the addition o f information from another modality. For example, 

brain tissue is defined in an MR image and to this is added the quantitative values 

according to function shown in a nuclear medicine image.

Page 309



Image Fusion

The authors preferred specfic integration, because ‘this type o f integration enables the 

extraction of more diagnostic information from the datasets than single modality presentation.’
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