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ABSTRACT

Protein-protein interactions provide a means for cells to communicate both internally
and externally, and they also enable the catabolic and anabolic reactions of
metabolism. To understand and predict these interactions is therefore a very important
area of research. The ability to predict how two proteins interact would prove an
extremely useful tool in terms of being able to block these interactions, but also as a
way of understanding biological pathways in general. However, prediction of these
interactions is not trivial, and there are many layers of complexity that must be
considered. This thesis highlights some of these complexities and attempts prediction
methods of different sorts with varying degrees of success.

This study is concerned with proteins that are able to exist in isolation prior to
forming a complex (non-obligatory complexes), as these are thought to form a distinct
sub-class of protein-protein interaction.

A representative set of protein structures is first taken for detailed analyses in terms of
amino acid types at the interface, interface rigidity, secondary stmcture, hydrogen
bonds, distances between contacting residues, etc.

Interaction residue potentials and hydrophobic burial potentials are then used
extensively for two separate methods. The first was a method that aimed to correlate
the binding free energy to a score derived from these parameter potentials. The second
method was a prediction method that involved a threading type approach in order to
predict binding partners from sequence profiles. This aim of this method was to find

novel binding partners or to determine binding specificity/affinity of their
interactions.

The final method used involves docking proteins in contact space using a simulated
annealing minimisation algorithm. Various scoring parameters were used to find an
energy minimum to represent the correct residue pair interactions at the interface.
These scoring parameters included conservation, interaction potentials, interface
potentials, surface complementarity.

Each of these studies has contributed to the understanding of these protein-protein
interactions and from the initial results obtained, in each case the methods show
potential.
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CHAPTER 1
INTRODUCTION

21

1.1.0 BACKGROUND
The first two complete drafts of the human genome sequence were published in
2001 (International Human Genome Sequencing Consortium, Venter et ah).
Although minor differences were noted between the two drafts, the overall
conclusions concerning gene numbers, repeated sequences and chromosomal
organization were remarkably similar. For example, both groups identified 30,00035.000 genes, far fewer than the 100,000 expected from an earlier (admittedly 'back
of the envelope') calculation (Hood & Galas 2003). One explanation for this is due
to different splicing of a single gene. On average a single gene is thought to code
for about 3 proteins due to these alternative splicing events. Another explanation
given was the complexity arises due to the multitude of interactions between these
proteins, and not due to the sheer number of proteins involved. It is these
interactions that are investigated in this thesis.

Many other genomes have now been fully sequenced as a result of various
sequencing projects, and the impact that all these projects have had on
bioinformatics research is enormous. The knowledge of these genome sequences is
necessary but alone insufficient for a complete understanding of these living
systems. The useful pieces of information of these genome sequences are the genes
embedded within the noise from the intervening repetitive, AT rich, DNA (‘junk
DNA’). As these genes have the potential to be transcribed and translated, it
follows that there is a vast amount of information on protein sequences that can be
potentially extracted.
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Now is undoubtedly the time to be making the most of the available information
and preparing for the future influx of these gene and protein sequences. In isolation
of other downstream information, gene sequences are of limited value, but they
provide the necessary starting point that paves the way for the next steps of the
research pathway. Thus, the next logical step is to determine the biochemical
functions of these proteins and their interactions (proteomics), two factors that are
often tightly linked.

1.1.1

THE

IMPORTANCE

AND

VARIETY

OF

PROTEIN-PROTEIN

INTERACTIONS
Most proteins within cells do not exist in isolation, but interact with other proteins
either directly or indirectly, via mechanisms that ultimately involves some form of
binding. A protein’s cellular function is its role within a living cell (in vivo). This
relies entirely on the repertoire of the other cellular components with which the
protein must interact. Most proteins in a cell function co-operatively in highly
ordered networks, in order for the cellular metabolism to run smoothly. They may
interact with a cells’ nucleic acids, such as DNA (transcription factors), in which
case the function may be to regulate gene transcription or control DNA replication.
Another example is the interaction of small non-protein ligands, as seen in the case
of inhibitors that bind to enzymes and prevent catalytic activity (such as peptide
drugs). An enzyme’s catalytic function may also be affected by binding of a highly
reactive metal ion to the active site, such as for electron transfer reactions.
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Finally, proteins may interact with other proteins. Such interactions may have a
variety of functions such as catalytic, structural, localization, cleavage, transferral,
or inhibitory functions. Protein localisation occurs to position a protein in a specific
cellular location. This allows the cellular contents to remain in their highly ordered
compartments, and prevents mixing that may produce potentially undesirable
reactions. Cleavage may convert a pro-enzyme into its catalytic form, and ligand
binding may put the partner protein in a desirable orientation for the cleavage site
to be exposed. Transferring a particular chemical group from one protein to another
may give the protein an added function, or enable it to propagate a cellular
pathway. As with small protein inhibitors, large proteins may also interact and
provide an inhibitory function by blocking undesirable reactions.

The presence of the highly ordered pathways and networks in cells illustrates the
importance of protein-protein interactions. The positive and negative feedback
mechanisms involved in all these interaction networks enables cells to regulate their
activities with immense accuracy. The rate of protein synthesis, translocation, and
degradation define the cellular concentration of a particular protein. It may be a
critical concentration of this protein that is needed as the trigger for a particular
interaction.

Alongside the repertoire of essential ‘house-keeping’ proteins, specialised cells
possess cell specific proteins that allows the cells to carry out their unique function
which results in tissue specificity. The ability to predict protein-protein interactions
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allows potential targeted regulation of the protein in these specialised cells. This in
turn, gives potential to regulate the cell’s activity within the organism. In addition,
prediction of these interactions may provide clues as to which gene to regulate at
the DNA level.

The ability to predict protein-protein interactions and develop certain rules or
hypotheses concerning such interactions has implications in elucidating biological
pathways. There is also the potential of this work for the design of therapeutic
drugs, which could be targeted against specific proteins if their interaction
‘mechanism’ was solved.

1.1.2 PROTEIN-PROTEIN INTERACTION PREDICTION USING KNOWN
STRUCTURES
Many methods of protein interaction prediction rely on having experimentally
determined protein structures to work with. The most detailed information about
the structure of a protein or complex comes as a result of its crystallization. The
protein structure can then be solved from the synthesized crystals using X-ray
diffraction and neutron diffraction analysis. NMR (nuclear magnetic resonance) is a
technique that is generally used for proteins in solution, usually used for proteins
that are unable to be crystallised. This NMR technique is restricted in its use for
solving many protein structures however, as is limited to small structures or
complexes (of about 30KDa). In order to generate the output, NMR spectra are
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generated by placing a sample in a magnetic field and applying radio-frequency
pulses.

Solved protein structures, as well as theoretical models, are deposited in a databank
of protein structures called the PDB (Pi'otein Data Bank) (Bernstein et al, 1977)
and this databank is freely accessible on the web (http://www.rsbc.org). It is a
redundant databank, populated mainly by crystallised protein structures. As of
December 23^ 2002 it contained 19595 deposited structures (Figure 1.1) but only a
very small percentage of these are protein-protein complexes. The reason for this is
that crystallization is a very difficult and time consuming procedure, involving a
great deal of trial and error experimental work in order to find the optimal
crystallization conditions. The challenge of crystallization is especially large when
looking to crystallize a protein complex rather than just a uncomplexed structure.
Indeed, it may be of value to find a method that may be able to somehow
standardize these conditions, or find some kind of correlation between the
conditions required for crystallization, and the nature of the protein structure.
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Figure 1.1. Data on the growth in the number of structures in the PDB

The crystallization procedure generates many individual structures bound in a
lattice formation of crystal contacts. Therefore, it is also important to be able to
distinguish these crystal contacts from biologically relevant contacts. The ability to
recognise the difference between these two kinds of interface using conservation
has been studied by Elcock & McCammon (2001) and Valdar & Thornton (2001).
The comparison of these interfaces and ability to distinguish them by size was
investigated by Jan in & Rodier (1995).

The protein-protein structures present in the PDB for which the monomeric
structures have been solved individually are of particular value for the development
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of protein-protein interaction prediction techniques. In these cases the final target
structure is available, but the native unbound proteins are also available to try to
predict this structure. These unbound structures may show subtle conformational
differences to the proteins present in their complexed form. The ultimate goal is to
find interactions of these unbound monomeric proteins. Docking is perhaps the
primary method used to predict interactions from these protein structures. Many
docking procedures have been created and are being continually refined to enable
accurate predictions (Halperin et al., 2002). These methods use protein structures
that have been solved to a high resolution, in order to enable interaction prediction
to use accurate atomic detail.

1.1.3 PREDICTION IN THE ABSENCE OF PROTEIN STRUCTURES
Having addressed the idea of using solved protein structures in the prediction of
protein-protein interactions, it should also be mentioned that there have also been
numerous methods designed to predict interactions without this structural data.
Such methods are sequence based, and include the use of interaction motifs and
evolutionary information that will be discussed in more detail later in this Chapter.
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1.2.0

REVIEW O F PREVIOUS RESEARCH ON PRO TEIN -PRO TEIN
INTERACTIONS

1.2.1 GLOBAL INTERFACE PROPERTIES
A study by Jones & Thornton (1996) characterised interfaces in terms of residue
propensities, conservation, interaction propensities, protrusion and planarity to
name a few, and found them distinguishable from the rest of the protein surface.
However, it could be possible in some cases that most of the protein surface
contributes to a protein-protein interaction with one or multiple interaction partners
(binding with distinct interfaces on the surface of the same protein). Thus, the
problem with defining the rest of the protein surface is that this surface may form
part of other interfaces which would invalidate a proper statistical comparison.

Establishing differences between the interface and the rest of the protein surface is
also useful in order to distinguish real biological interactions from crystal contacts
(artificial interfaces). As mentioned, the crystallisation of a protein complex or
monomer involves the association of individual biologically active units into a
lattice formation of these units, and the interfaces that contribute to the lattice
structure are the crystal contacts. Often in the PDB files the atomic co-ordinates of
the smallest asymmetric part of the crystal are documented, but this does not
necessarily represent the full biologically active structure. However, more of the
crystal structure can easily be generated by symmetry building operations in the
files, factors such as the size of the interface and the level of residue conservation
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have been used as a way to distinguish between these two different types of
interface (Valdar & Thornton, 2001) when the biologically active state is in
question. However, use has been made of these crystal contacts to derive proteinprotein interaction potentials - in order to rank docked solutions (Robert & Janin
1998) - relaxing the criteria that defines a protein-protein interface. However, there
seems to be little justification for the use of these contacts in terms of biological
reasoning that they should reflect functional interfaces however.

1.2.2 CLASSES OF INTERFACE
From an evolutionary perspective, protein-protein interfaces have evolved over
time to optimise the interface to suit their individual biological functions. This
function may have required the evolution of strong binding or weak binding. Thus,
an attempt to characterise or predict the interactions observed between proteins
should ideally be carried out in light of their biological function.

It is also important to distinguish between the different types of complexes, in
terms of their type of physical interaction, when analysing the intermolecular
interfaces. Non-obligatory complexes can be placed in a separate class to obligatory
complexes as, for molecules to exist as independent entities, additional constraints
are imposed on those structures (Lo Conte et a l, 1999). Thus, complexes can be
classified as being obligatory or non-obligatory, but also as being either transient or
permanent. All obligatory complexes must be permanent by definition, whereas
non-obligatory complexes can be either transient or permanent. The component
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proteins of an obligatory complex are unable to exist in isolation, whereas the
component proteins of non-obligatory complexes are able to exist as independent
entities prior to their association. The obligatory proteins form the subunits of
oligomeric proteins, such as haemoglobin that consists of two identical a subunits
and two identical p subunits and forms an azPi tetramer.

The difference between obligatory and non-obligatory complexes is qualitative and,
as such, obvious and definable differences can be seen between the two, such as
increased hydrophobicity (or decreased polarity) at the interface of obligatory
complexes (Jones et al, 2000). Indeed, obligatory interfaces were found by Jones et
a l (2000) to be similar to protein domain interfaces. On the other hand, the
transience of a non-obligatory complex is quantitative, and there is a sliding scale
(dependent on the value of the dissociation constant), that determines the degree of
transience. There is no energy dissociation cut-off that can define this value. The
transience of a complex may also be tightly linked to the environmental conditions
surrounding the interaction (such as the temperature, salt concentration, etc). For
example, the pH of a solution may affect the number of charged groups at the
interface and may greatly affect the dynamics of the interaction. Thus, the
surrounding environment of interacting proteins is also an important factor to
consider. Most serine protease-inhibitor complexes can be taken as examples of
non-obligatory permanent complexes. The component proteins of the complex are
able to exist in isolation, but upon association they are unable to dissociate (or do
so only under very high temperatures, which may in fact cause the protein to first
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denature). However, there are many other examples that show varying degrees of
transience.

Thus, it makes sense to separate non-obligate from obligate complexes in order to
investigate protein-protein interactions, but it is difficult (and perhaps less useful)
to separate transient complexes from permanent complexes. Nevertheless, it is of
interest to discover which are the important factors determining dissociation
constants, and how these factors are reflected by the nature of the protein
interactions themselves.

Different functional classes of protein-protein interaction may have very different
modes of binding that are specifically adapted to their specialised functions. For
example, a fundamental difference exists between serine protease-inhibitors and
anti body-anti gen complexes (Jackson, 1999). This study showed that proteaseinhibitors use 'main-chain main-chain' interactions, whereas antigen-antibody use
'side-chain side-chain' interaction. The difference can be explained by different
biological roles, and at the chemical level the differences may partly explain the
large difference in binding affinity of the two classes of complex. Serine protease
inhibitors must bind tightly to their target pro teases. This may be best achieved
using constrained 'main-chain main-chain' conformation, and means that the
inhibitor will be highly committed to the enzyme. However, for antibody-antigen to
be a general utility binding molecule, the antibody main-chain conformation cannot
be committed to any particular main-chain motif (as it must bind all protein motifs).
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Another example of different modes of interaction relating to different function is
given by Wang (2002) who compares recognition of cell surface receptors by other
physiological receptors, as compared to recognition by viral recognition proteins. It
was found that recognition between two cell surface molecules has several features
distinct from other homo and heterocomplexes. He demonstrates that cell
recognition between receptors is a multivalent, reversible and avidity driven
process.

It

seems

that

the

charge

complementarity

rather

than

shape

complementarity play an important role in this weak but specific binding. Evidence
suggests that viruses take advantage of this at the structural level by binding much
more strongly to these physiological receptors. This is further evidence of the wide
variety of interactions reflecting different functional roles

1.2.3 PATTERN OF THE INTERFACE
There is generally considered to be a relationship between size of the interface and
size of the proteins involved in the interaction, where the larger the protein, the
larger its interface (Janin & Chothia, 1990). Although, in most cases the interface
forms a single patch, there are also cases where the interaction site is dispersed over
the protein surface in multiple patches for a single interaction. This is especially
thought to be the case for large interfaces (Chakraborty & Janin 2002).

Distinction has also been made between interfaces in terms of interface size, based
on the nature of the residues present. Glaser et al. (2001) found that hydrophobic
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residues were more abundant in large interfaces and polar residues more abundant
in small interfaces.

1.2.4 HYDROPHOBICITY
The average hydrophobicity of the protein surface is low, while that of the core is
high. One avenue explored is whether the hydrophobic effect, established as a main
force that guides protein folding, is also the main driving force in protein-protein
association (Tsai et a i, 1997). Analysis indicates that although the hydrophobic
effect plays a dominant role in protein binding, it is not as strong as observed in
interior of protein monomers - especially for non-obligate interfaces.

Larsen (1998) conducted a visual survey of 136 homodimers. This study showed
that the pattern of hydrophobicity over the surface is quite variable and also showed
that most homodimers were stabilized by a number of hydrophobic patches and
bridging waters. However, the study did not find a correlation between the
presence/absence of a hydrophobic core (which was present in one third of the
homodimers), and specific function. This study also showed the importance of
improved energetic models for hydrophobic interaction.

One early study suggested that hydrophobicity is the major factor stabilizing
protein-protein association, while complementarity plays a selective role in
deciding which proteins associate (Chothia & Janin, 1975). However, averaging
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features over a diverse set of protein-protein interactions blurs the information on
how individual interfaces solve the problem of maintaining structural integrity.

Xu et al (1997) found that both hydrophobic and electrostatic/hydrogen bonding
interactions are important for stability. However, there tends to be a higher
proportion of hydrophobic residues in the protein interior than the interface, but a
higher proportion of charged and polar residues buried in the interface. This
suggests that hydrogen bonds and ion pairs contribute more to the stability of
protein binding than to protein folding. However, it has been found that for
obligatory interfaces there are more hydrophobic and less polar/charged residues at
the interface than on the rest of the protein surface (Jones et a l 2000). Nonobligatory interfaces appear on average to have a similar polar to non polar
distribution to the rest of the protein surface. They have been described by Janin
(1999) as having either a hydrophobic core or several small hydrophobic patches
distributed throughout the interface. From this observation, a model was developed
describing the nature of interface as being either ‘wet’ or ‘dry’ (Janin 1999). It has
also been documented that a single hydrophobic core yields the same stabilisation
as a collection of small hydrophobic patches of similar total surface area (Tsai et al.
1997).

Thus, the non-obligatory interface appears to constitute a compromise between the
stabilisation contributed by the hydrophobic effect on the one hand, and avoiding
large patches on the surface that would be too hydrophobic on the other. Such
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patches would be unfavourable to the monomers in solution, which is an issue not
addressed in the case of obligatory complexes, as by definition they cannot exist
alone.

Complex formation therefore usually results in the burial of a number of charged
and/or polar residues. This difference between protein folding and protein-protein
interaction can be explained in terms of energetics. Because the forces that drive
protein-protein association need not be as large as those that drive protein folding,
the relative contribution of hydrophobic residues can be reduced.

1.2.5 ELECTROSTATICS
McCoy et al. (1997) performed a quantitative study of the charge complementarity
(CC), and the electrostatic complementarity (EC) at protein-protein interfaces. They
found that all interfaces had significant EC but insignificantly small CC. The results
demonstrate the importance of long range effects of charges. It was shown that the
EC value was not related to the number of salt bridges, and it was shown that other
interactions contributed considerably to the EC value.

Lee and Tidor (2001) extensively studied the bamase-barstar complex and found
that the complex is electrostatically optimised and does in fact show charge
complementarity of the interface. The proteins of this complex have many polar
and charged groups at their interface so this is a particularly relevant system for this
type of study.
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In a review by Sheinerman et al (2000) it was demonstrated that interfacial
charged/polar residues may enhance complex stability, but that the total effects of
electrostatics is net destabilising. A later study by Sheinerman and Honig (2002)
used continuum electrostatics to investigate the contribution of electrostatics to the
binding free energy. In two cases it was found to oppose binding, in one case the
net effect was close to zero, and in the last case it provides a significant driving
force favouring binding. The extent to which the desolvation of buried charges is
compensated for by the formation of hydrogen bonds and ion pairs is an important
factor for these differences. The differences also suggest distinct interfaces can be
designed to exploit electrostatic and hydrophobic forces in very different ways.

1.2.6 INTERFACE BONDS
The type of interactions across protein-protein interfaces is largely determined by
the nature of the amino acids present. The nature of these interactions also
determines the strength of the protein-protein association. Xu et a l (1997) showed
that the geometry of hydrogen bonds across the interface is generally less optimal
and of wider distribution than that observed within chains. Whereas in folding
practically all degrees of freedom are available to the chain to attain its optimal
configuration, this is not the case for rigid binding. Here the protein molecules are
already folded, with only 6 degrees of translational and rotational freedom available
to the chains to achieve their most favourable configuration. These constraints
cause many polar residues buried in the interface, to form weak hydrogen bonds
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with amino acid residues of a protein, rather than strongly hydrogen bonding to the
solvent. Since interfacial hydrogen bonds are weaker than intra-chain ones, to
compete with binding water, more water molecules are involved in bridging
hydrogen bond networks across the protein interface than in the interior (ie.
interfacial water permits better hydrogen-bond geometries to be accepted). The
differences between interfacial hydrogen bonding patterns and the intra-chain ones
highlights that complexes formed by rigid binding may be far removed from the
global minimum conformations. From this it could also be speculated that rigid
body binding complexes should have a larger number of water molecules bridging
the interface.

Averages of interface bond composition have been investigated, though have
limited meaning given the large variation among individual interfaces. One study
(Lo Conte et al., 1999) showed the average interface size to be 1600±400A^ and
that it contributed about 10% of a typical monomer surface. The average interface
was also found to possess 10 intermolecular hydrogen bonds but this result showed
a high standard deviation. Every third hydrogen bond was found to involve at least
one charged residue, and 13% were formed between the uncharged groups of two
charged residues.

It is rarely the case that the number of charges at the interface cancels out
(Macdonald & Thornton, 1994). More often than not charge is shared across many
polar, uncharged residues on the partner interface. However, it has been proposed
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that it is these charges and the net dipole of the protein that actually steers the
proteins in the correct orientation as they approach prior to an interaction. This has
been extensively investigated for the barnase-barstar complex (Camacho et a l,
1999).

The importance of the CH-O main chain hydrogen bond at protein-protein
interfaces has recently been analysed (Jiang & Lai, 2002). These are weaker than
conventional hydrogen bonds, but their number cannot be neglected as they are
recognised to play an important role in the stabilisation and function of interactions.
However, the energy contribution of this type of interaction has not yet been fully
explored. This study showed that the average energy contribution of a conventional
hydrogen bond to the interface is 30%, that of a CH-O bond is 17%, and of
hydrophobic interactions is 50%. However, the CH-O bond contribution was shown
to reach as high as 40-50% in some cases.

1.2.7 INTERFACE WATER
Another study also showed the importance of interfacial water molecules: calculated to contribute to about 25% of the total calculated binding strength. Some
mutation studies result in released crystallographic water molecules near the
mutation site. These studies lend support to the notion that water molecules bound
to a crystallographic complex contribute significantly towards stabilisation, and are
major contributors to the energetics of protein-protein complexes (Covell &
Wallqvist, 1997). This is thought to be especially true of protease-inhibitor
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complexes. The importance of water at the interface can also be demonstrated by
the finding that the same number of hydrogen bonds form by bridging water
molecules as by direct hydrogen bonds across the interface.

Vaughan et a l, (1999) investigated the structural response to mutation at the
protein-protein interface. They crystallised 3 mutants of the barnase-barstar
complex where interactions across the interface were deleted by simultaneous
mutation of both residues involved in the interaction. In all double mutants they
found that water molecules fill the created pockets and cavities. These water
molecules mimic the deleted side-chains by occupying positions close to the non
carbon atoms of truncated side-chains and re-making many hydrogen bonds made
by the truncated side-chains in the wild-type. This suggests that water molecules
may account for the plasticity of binding. However, they found that the exact
response to mutation is context dependent and for the same mutant can vary
depending upon the environment within the crystal.

In another study, Fischer & Verma, (1999) found that the binding of buried
structural water increased the flexibility of binding. This was indicated by the
increase in vibrational entropy on binding an initial water molecule to a fully
dehydrated bovine trypsin inhibitor. This phenomenon of increased flexibility has
also been demonstrated for other larger ligands. A problem with this study is the
lack of numerous examples showing cases where binding of water causes this
increase in this proposed binding flexibility.
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Larsen, 1998, found that the inclusion of a large water repellent core is an
exception rather than the rule. In most interfaces it was found that the water is
scattered throughout the interface area. Hubbard & Argos (1994) performed a
survey of cavities formed within the interfaces and found that water-sized cavities
cover about 10% of a typical interface (over half of which correlated with
crystallographically observed waters).

1.2.8 SHAPE
Shape is a simple but nonetheless powerful tool that may be used in order to predict
protein-protein interactions, and is extensively used in docking studies (Norel et a i,
1995). Issues raised concern the most effective way one is able to measure the
shape complementarity between interacting proteins, and numerous methods exist
to measure this parameter (e.g. Connolly, 1983; Norel et al, 1999).

At a global level, interfaces have been shown to be rather flat, with shape
complementarity at the more local level of protrusions and cavities formed by
residue knobs and holes (Wodak & Janin, 2002). This is in contradiction to
traditional teachings that illustrate a convex surface fitting into a concave surface,
analogous to a key in a lock. However, in some cases there is a concave surface that
fits a convex surface, such as a serine protease inhibitor protruding into the concave
surface of the protease enzyme.
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An early docking study by Norel et al (1994) used a knob and hole representation
of the entire molecular surface with no additional information regarding the binding
sites. This surface description was done by using pairs of critical points along with
surface normals. They were able to successfully dock 15 of 16 complexes,
indicating the importance and distinguishing powers of surface complementarity.

A fast three-dimensional superposition procedure, using the interfaces of known
protein structures has been used to search for geometrically similar surface areas
relating to the protein interface (Prei^ner et al., 1999). Large numbers of
structurally similar interfaces were found on the surface of unrelated proteins.
Interestingly, even patches from different types of secondary structure were found
resembling each other. Thus, this indicates that there is convergent evolution of
these interfaces, and that there is a limited number of interface geometries used for
protein-protein interactions.

1.2.9 AMINO ACID PREFERENCES
It is obviously important to consider the amino acids involved in the interaction - to
investigate their type, the number involved in forming bonds, and their order of
occurrence in the interface (or footprint). However, as well as the amino acids
actually involved in the interaction, other residues lying outside the interface site
may play an important role in maintaining the 3D structure of the interface. It may
be that the surrounding environment has an important role in maintaining a specific
binding site shape for example.
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Thus, another area of research explores whether there are amino acid preferences
for the interaction site. Results indicate that some residues are substantially more
frequent at interaction sites as compared to their frequency in the protein generally
(Glaser et al., 2001; Viller & Kauver, 1994). It may be extrapolated that the
resemblance in residue utilisation at the binding sites in unrelated proteins leads to
an implicit similarity in the characterisation of the binding site. A limit to the
number of binding motifs results in limited specificity and this could account for
cross reactivity that is sometimes seen.

1.2.10 INTERACTION HOT SPOTS
Interaction hot spots are residues of the interface that contribute to a high
proportion of the interface binding energy, such that the free energy of binding is
not evenly distributed across the interface. A database of alanine mutants (for
which change in free energy of binding was measured) was scanned to show the
presence of these hot spots of protein-protein interactions (Bogan & Thorn, 1998).
These hot spots of binding energy represented a small subset of residues in the
dimer interface. This study also showed that there was little correlation between
surface accessibility and the contribution of a residue to the binding energy.
Kortemme & Baker (2002) have also recently presented a physical model for
binding energy hot spots in protein-protein complexes.

43

A

study involving

11 clustered interface families

and three-dimensional

superpositioning analysis was used to identify the occurrence of matched residues
within a family, by finding conserved residues at spatially similar environments
(Hu et a i, 2000). This study found these matched residues to be energetic hot spots
that were enriched in tyrosine, tryptophan and arginine, and were surrounded by
energetically less important residues - that most likely serve in the occlusion of
bulk solvent from the interface. Occlusion of this bulk solvent is thought to be
crucial for binding energetics. The enrichment of specific polar residues in the
largely hydrophobic binding site has been extended by other studies to cover other
polar residues.

It was found that the polar residues were generally conserved at the interface (Hu et
a i, 2000), indicating functional importance. However, it is unclear whether the
buried polar interactions are energetically net stabilising, or whether they merely
facilitate specificity (Hendsch & Tidor, 1994). Also, some residues that do not form
contacts across the interface contribute significantly to the free energy of binding
when analysed by alanine scanning mutagenesis (Delano, 2002), perhaps by
destabilising the unbound protein. It has also been shown that catalytic and other
functionally important residues in proteins can often be mutated to yield more
stable proteins (Elcock, 2001).

Due to these hot spots of interaction, intermolecular binding has been shown to be
relatively robust to mutational studies (Clackson & Wells, 1995). Mutation of these
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hot spot residues were shown to have a greater effect than others, and some of these
residues were also shown to be absolutely essential for preserving binding
specificity. These functionally more important residues form the binding epitope,
and contribute, as discussed, to a large fraction of the binding energy. Another
study investigating the structural response to mutation at the interface showed that
the interface structure is also relatively robust to mutation (Vaughan et al., 1999).
This again may highlight the importance of the interaction hot spots described.

Kortemme and Baker (2002) developed a simple physical model to account for the
whole range of experimentally measured free energy changes brought about by
alanine mutation at protein-protein interfaces. The model is able to predict the
results of alanine scanning experiments for 19 protein-protein interfaces with an
average

unsigned

error of

1.06

Kcal/mol.

It

included

terms

of shape

complementarity, polar interactions, and a penalty for desolvation of polar groups
in the interface.

1.2.11 INTERACTION ENERGETICS
There must be a fine energetic balance between attraction and repulsion that causes
two proteins to be temporarily bound before instability causes their dissociation.
There may be fundamental differences in the binding sites that can be used to
predict the energetics of these complexes. The timing of this dissociation may also
be critical to allow the impeccably accurate interaction networks that are observed
in living organisms to function. In many cases there is a trigger, such as binding of
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a metal ion, which disrupts the stability of a pair of bound proteins and causes their
dissociation. Discovering how this trigger alters the binding site may provide some
insight to the factors contributing to the transience of a complex. Factors such as
conformational change (which disrupts the energetic stability) could be envisaged
to trigger such dissociation.

The thermodynamic stability is given by the value of the dissociation constant

(K d)

or the Gibbs free energy of dissociation. This is a balance of several large terms
favouring or opposing complex formation. The major terms opposing protein
association are those losses it produces in the translational, rotational and internal
degrees of freedom. Major terms favouring complex formation are the hydrophobic
energy (gained from the hydrophobic surface burial), electrostatic energy and
hydrogen bond energy. Although energy terms roughly balance in protein-protein
interactions, there is not known to be any simple direct correlation of energies of
association with the general structural characteristics of interfaces. This is because
the geometry and environment of the protein modulate the real values for particular
interfaces.

Janin (1997) examined the kinetic model for protein association for rigid body
approximation. He proposed that association starts with random collisions at a
specific rate by translational diffusion. This creates an encounter pair which can
then evolve into a stable complex if the molecules are correctly orientated and
positioned. Here the surfaces become dehydrated and the internal degrees of
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freedom relax to optimise short range interactions. Long range interactions effect
both the random collision rate (effected by net molecular charge) and the rate of
complex evolution to the stable state. In addition, electric dipoles are proposed to
contribute to the steering effect which pre-orients the molecules before they collide
and affects the probability of evolution to form a stable complex. Janin explains
that rigid-body approximation is essential to the analysis of kinetics here, and that
this approximation makes recognition simple compared with folding. Without it,
protein-protein recognition becomes as complex as protein folding.

However, conformational change upon complex formation is an important energy
term that must often be considered. Wright & Dyson (1999) investigated
intrinsically

unstructured

proteins

and

re-assessed

the

structure-function

relationship. They found that many proteins are unstructured, forming unfolded or
non-globular structures in the cell. They argue that the intrinsic lack of structure
can confer a functional advantage on a protein in its ability to bind different targets.
They also argue that it allows precise control over the thermodynamics of the
binding process, and provides a simple mechanism for inducibility by interaction
with components of the cellular machinery. Numerous examples of domains that
are unstructured in solution but which become structured on binding to the target
have been noted in the areas of cell cycle control and transcriptional regulation.

Noskov and Lim (2001) developed a method to compute the absolute binding free
energies of experimental structures using a free energy decomposition scheme.
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They assumed additivity of three physical processes; desolvation of X-ray
structures, isomérisation of the X-ray structure to a local energy minimum and noncovalent complex formation. They found that the binding free energies were in
agreement with experimental data.

However, errors were

incurred when

considering proteins that underwent conformational changes upon complex
formation.

Ma et al (2002) also developed an empirical model, using 3 variables to describe
free energy of protein associations. These were the number of hydrophobic pairs,
the side-chain accessible number and the buried apolar solvent accessible areas. It
was found that the side chain accessible number characterised the loss of side chain
conformational entropy of protein interactions. They claim that the method could
be used in a rescoring cycle to find the true binding mode of protein-protein
docking simulations, as it is quick and simple. However the method does not take
into account atomic detail, and is limited to rigid body binding examples so is
relatively crude.

Xu et al (1997) found that the number of hydrophilic bridges across the interface
shows a strong positive correlation to binding free energy, and found that salt
bridges across the interface can significantly stabilise complexes in some cases.
There are differences in the contributions of hydrophilic bridges between folding
and binding due to the different environments to which the hydrophilic groups are
exposed before and after bridge formation. On binding these groups are buried in
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an environment whose residual composition can be much more hydrophilic than
one after folding.

1.2.12 CONSERVATION
Another issue is to find the extent and distribution of conservation of interacting
residues in relation to the rest of the protein sequence. It is interesting to examine
the pattern of conservation and analyse the distribution of the conserved residues
found to be present at the interface, and to find whether this can be related to the
protein function in some way. For example, the conserved residues may be
localised to a central patch or dispersed over the interface. The nature of the
conserved residues could also provide insight into the protein’s interaction
mechanism. There are several important factors to consider when quantifying the
conservation of residues of a protein sequence, and this is a topic that has been
extensively studied by Valdar (2002), (but there is no single best definition of how
to measure conservation).

Conserved residues are likely to fulfil some role such as structural stability,
catalysis or recognition, and may serve as fingerprints to characterize an interface
family. The various studies showing conservation of interface residues (Noreen &
Thornton 2003; Teichmann 2002; Hu et a i, 2000) suggest that during evolution,
the homodimers, the enzyme-inhibitors, and the heterocomplexes have evolved to
optimise their interface interactions. In contrast, antibody-antigen complexes tend
to be selected principally according to their binding affinity, without being subject
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to evolutionary optimisation (Decanniere et a l, 2001). It is difficult to differentiate
between residue conservation conferring binding specificity, and conservation
owing to the role of residues in energy hot spots. Conserved interface residues have
been largely located around the centre of the interfaces, protected from the bulk
solvent (Bogan & Thom,

1998). Other studies have pointed to different

conservation of specific residue types, such as an analysis of homodimer interfaces
(Valdar & Thornton 2002) that showed glycine to be the most invariant residue of
these interfaces.

As described previously, conservation has also been used to distinguish biologically
relevant interfaces from crystal contacts (Valdar & Thornton, 2001) on the basis
that biologically relevant interfaces will be more conserved than the interfaces of
crystal contacts.

1.2.13 INTERACTION MOTIFS
The examination of the possible recurrence of a specific binding motif is another
method used to study protein-protein interfaces. Such an interaction motif is a
conserved sequence or structure thought to have evolved for specific types of
interaction. This motif may become degenerate if the proteins evolve away from
one another to perform different functions. On the other hand, a motif may be
found in unrelated proteins as a consequence of convergent evolution. Examples of
such specialised motifs are the tetratricopeptide (TPR) motif, PDZ domain network
motif, and a class of zinc finger motif.
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The tetratricopeptide (TPR) motif is a protein-protein interaction module and is
found, in multiple copies, in a number of functionally different proteins that
facilitate specific interactions with a partner protein (Blatch & Lassie, 1999). The
TPR motif may represent an ancient protein-protein interaction module that has
been recruited by different proteins and adapted to specific functions.

The PDZ domain motif is an example of an 80-90 amino acid repeat motif present
in 50 unrelated proteins, and mediating a diverse set of interactions (Fanning &
Anderson, 1996). The existence of this particular example of motif raises the
possibility that competition between different interactions may occur during
formation of macromolecular complexes mediated by proteins containing these
domains. It was found that single amino acid substitutions alter the specificity and
affinity of PDZ domains for their ligands (Gee et a i, 2000).

Zinc fingers are extremely common protein domains associated with DNA binding
but only recently has a structurally distinct subclass of genuine zinc finger domains
been implicated for involvement in protein-protein interactions (Matthews et a i,
2001). Little is known about these domains, which have been identified on the basis
of sequence homology, rather than their ability to bind zinc. These findings have
implications for the prediction of protein function from protein sequences.
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Sprinzak and Margalit (2001) used motif combinations (sequence signatures) to
find interacting proteins. A statistical analysis performed on all possible
combinations of sequence-signature pairs identified those pairs that are over
represented in the database of yeast interacting proteins. The study demonstrated
how the use of the correlated sequence-signatures as identifiers of interacting
proteins can reduce significantly the search space, and enable directed experimental
interaction screens.

Tsai et al (1997) draws attention to different structural motifs at the interface
between two-state model (where the chains fold co-operatively), and three-state
model complexes (representing the binding of already folded monomers). The
origin of this difference can be understood in terms of the different nature of
folding and binding involved. This is one good reason to separate oligomers from
transient protein interactions when characterizing a protein-protein interface.

Tsai and Nussinov (1997) also show the two state complex formation is the
outcome of the hydrophobic effect, and analogous to the formation of a compact
hydrophobic nuclei in protein folding. This study shows that hydrophobicity is a
critical distinguishing feature between two state and three state complexes
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1.2.14 EVOLUTION

Evolutionary studies use sequence-based methods for the study of protein-protein
interactions, and several phylogenetic adaptations using this sequence information
have been implemented.

During evolution, functionally linked proteins tend to be preserved or eliminated in
a new species. This property of correlated evolution is used in one study (Pellegrini
et a l, 1999) to characterise each protein by its phylogenetic profile encoding the
presence or absence of a protein in every known genome. It is shown that proteins
having matching or similar profiles tend to be functionally linked. This method of
phylogenetic profiling allows prediction of the function of uncharacterised proteins.

Co-evolution of proteins with their interaction partners (Cohen & Goh 2002; Pazos
& Valencia 2001) has been another area of investigation, based on the theory that
interacting proteins co-evolve to preserve their function. Many proteins have
evolved as part of molecular complexes and the specificity of their interaction is
essential to function. The network of necessary inter-residue contacts must
consequently constrain the protein sequence to some extent. In other words, the
sequence of an interacting protein must reflect the consequence of this process of
adaptation. It is reasonable to assume that sequence changes accumulated during
evolution in one protein must be compensated for by changes in its interacting
partner protein. By building phylogenetic trees from the multiple sequence
alignments of proteins, a coiTelation coefficient between two proteins can be
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calculated which quantifies the co-evolution of a protein ligand with its receptor.
One application of this particular approach is when applied to orphan ligands and
receptors in search for orphan binding partners. Another method, using correlated
mutations, leads to the possibility of developing a method for predicting contacting
pairs of residues from sequence alone (Pazos et al., 1997).

The evolutionary trace method attempts to quantify the contribution of individual
binding residues to the overall free energy of binding (Lichtarge et at., 1996). Since
active sites are under evolutionary pressure to maintain their functional integrity,
they undergo fewer mutations than functionally less important amino acids. When a
functional difference is observed between evolutionarily related proteins, it is
assumed to arise from mutations at or near residues performing that function. These
mutations define new branches of the protein family, and are under selective
pressure not to mutate unless their critical roles are compromised. Thus, a protein
should conserve its functional site, which should have a distinctly lower mutation
rate, and be punctuated by events that causes its divergence.

Another example of an evolutionary approach makes use of phylogenetic trees of
full-length sequences (Johnson & Church, 2000), and then uses phylogenetic trees
of sequences lining the binding cleft of the ligands. It is then determined whether
sub-branches of the tree correlate with ligand binding preference. In theory, this can
be used to predict ligand-binding function for many uncharacterised database
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sequences, - to identify specific ligand contacts in proteins without solved
structures.

A final example of an evolutionary approach to protein-protein interaction
prediction is that of Marcotte at a l (1999). This study inferred protein interactions
from genome sequence based on the observation that some pairs of interacting
proteins have homologues in other organisms fused into a single protein chain. This
single protein chain was termed the “Rosetta Stone” sequence, and the method was
termed “domain fusion analysis”. Nearly seven thousand pairs of non-homologous
sequences were found where both sequences of the pair showed considerable
similarity to a single protein in another genome (the Rosetta Stone sequence). The
theory behind the presence of Rosetta Stone sequences is that the affinity between
two proteins is greatly enhanced when they are fused. Thus, some interacting pairs
of proteins may have evolved from evolutionarily distant proteins, where the two
proteins of the pair were fused in a single polypeptide. Tn further support of the
presence of Rosetta Stone sequences is the observation that protein-protein
interfaces have a strong similarity to inter-domain interfaces within a single protein
molecule. This method has the potential to predict protein pairs with related
biological function in addition to the prediction of potential protein-protein
interactions.
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1.2.15 SURFACE COMPLEMENTARITY

Complementarity between the interacting surfaces of a protein complex is a
fundamentally important parameter in most protein-protein recognition systems,
and is used as a parameter in many docking algorithms. Various methods have been
implemented to estimate the complementarity between the two surfaces in contact
in a complex. Geometric complementarity involves optimising the Van der Waals
contacts, and is a major element in the recognition process between two molecules.
Lawrence and Colman (1993) evaluate the correlation using a shape correlation
index, having described the molecular surface as a set of closely spaced points and
then evaluating a function for each point that reflects the complementaiity between
the points of a docked conformation. Jones and Thornton (1996) used a gap index
to assess the compactness of the interface. This gap index is found by dividing the
gap volume by the interface area. Laskowski (1995) uses a program called
SURFNET to estimate the gap volume between two protein surfaces, which is
based on summing the volumes of a set of spheres. Atomic packing analysis is an
alternative approach to assess complementarity. Packing density is estimated by
using Veronoi volumes for each atom, where a Veronoi polyhedron is drawn round
each atom according to its surrounding atoms. Calculations show that the interface
is as closely packed as the protein interior (V/Vo ~ 1), where Vo is the sum of the
reference volumes. However, water, which is not present in the core, makes an
important contribution to this packing at the protein interface.
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1.2.16 CONFORMATIONAL CHANGE

Conformational change may be a necessary step leading to the required shape
complementarity between interacting proteins. These conformational changes could
occur at the point of binding or prior to binding. Issues to consider include: what
causes the conformational change (such as a third binding factor for example), the
degree of the conformational change, and what the degree of the conformation
change is related to. These conformational changes are perhaps one of the greatest
challenges to the prediction of protein-protein interactions such as docking, and at
present they are difficult to predict. Methods exist to incorporate ‘softness’ into
prediction studies such that these conformational changes can somehow be
accounted for (Betts & Sternberg, 1999; Rosenfeld et a l, 1995).

Betts & Sternberg (1999) performed a study of 39 heterocomplexes which showed
that half underwent a large conformational change upon complex formation. The
study also showed that conformational change at the interface is greater than for the
non-interface surface.

Lo Conte at al (1999) performed a study on 75 heterocomplexes, and showed that
the size of the recognition site was related to conformational change upon complex
formation. This study also showed that of the atoms that lose accessibility on
complex formation, half make contacts across the interface, and a third become
fully inaccessible to solvent. In addition, it was found that the conformational
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changes allowed the buried atoms at the interface to be as tightly packed as the
interior.

Ma et a l (1999) describes the concept of the binding mechanism in terms of a
funnel model. The model explains that all proteins exist as a set of different
conformers (conformational isomers), and that binding occurs as a result of
conformer selection. They propose that rigid body binding indicates the presence of
fewer conformational isomers. Molecular flexibility is portrayed as a rugged energy
surface round the bottom of a folding funnel. They describe that the larger the
flexibility, the gieater is the population of diverse conformers, and the lower are the
barriers between them. On the other hand, they say rigid molecules have fewer
minima and higher energy barriers between them. Non-specific binding fits the
former model, and rigid binding fits the latter. This does not imply that specific
binding always requires rigidity. Extreme rigidity may interfere with biological
function and therefore be unfavourable to binding.

In a mini-review, Sundberg and Mariuzza (2000) describe how plasticity of the
interface allows for accommodation of mutations as interacting proteins co-evolve.
Secondly, it is pointed out that plasticity allows for a protein to bind multiple
partners. It is stated that proteins that bind multiple ligands at a single site have
high conformational flexibility compared to other interactions.
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1.3.0 METHODS USED TO PREDICT PROTEIN-PROTEIN
INTERFACES AND CONTACTS

1.3.1 DOCKING METHODS
There are now many docking algorithms that have been developed to predict
protein-protein interfaces and contacts. An overview of these methods is given by
Smith and Sternberg (2002), and Halperin et a l (2002). Docking is the major
method currently used as a means to predict a model of the best near native bound
complex from undocked proteins. There are basically two stages to docking. The
first stage involves developing a search method that will be able to find a nearcorrectly docked orientation with reasonable likelihood. The Fast Fourier
Transform (FFT) method is used for this first stage of docking, and has been used
in docking programs such as FTDock (Gabb et al 1997), GRAMM (Vakser et a l,
1999), DOT (Mandell JG et al., 2001), and ZDOCK (Chen & Weng, 2002). The
FFT method involves discretising molecules onto a voxel grid, and then an
exhaustive search of the 3D space of relative orientations is performed. The second
stage involves developing a scoring function that is able to discriminate correct or
nearly correctly docked orientations. This score function is based on measures such
as surface complementarity, electrostatic complementarity, and hydrophobic
potentials. Some softening of the electrostatic energy function in this stage is
needed
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complementarity that remains. However, this softening necessarily reduces the
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ability to discriminate correctly docked orientations, such that many false positives
are generated. These false positives are a major issue of the docking problem.

The next step is to introduce flexibility to allow for conformational changes.
Further filtering steps may then be used, where biological information is available
concerning residues known to be present in the interface. This may help to choose
the correctly docked solution amongst a number of false positives.

There is less value in re-docking proteins of a complex where the proteins have
been simply separated from the solved complex. This is because these proteins have
already been locked into place and undergone rearrangements to produce a perfect
fit. Instead, it is essential to incorporate ‘softness’ into the docking algorithm that
allows for side chain rotations and larger main chain rotations that occur upon
complex formation.

GRAMM is one example of a docking program, designed to study low-resolution
recognition (Vakser et al., 1999). The idea of this algorithm was to smooth out
atomic sized molecular detail, and then systematically dock resulting molecular
images. The results showed that 52% of the dataset (of 475 protein complexes)
showed existence of some degree of recognition.
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1.3.2 MACHINE LEARNING TECHNIQUES

An artificial neural network is a system loosely modelled on the human brain. It is a
machine learning technique that uses multiple layers of simple processing elements
called neurons. These neurons attempt to simulate real biological neurons. Each
neuron is linked to certain of its neighbours with varying coefficients of
connectivity (weights) that represent the strength of these connections. Learning is
accomplished by adjusting these weights to cause the overall network to output
appropriate results.

Neural networks have been used in order to predict the interface residues of
protein-protein interactions (Fariselli et al., 2002; Zhou & Shan, 2001) with a
degree of success. Using evolutionary conservation and surface disposition, a cross
validation test determined the correct detection of 73% of the residues involved in
protein interactions in a selected database of 226 heterodimers (Fariselli et al.,

2002).

Neural nets have also been used by Fariselli et al. (2001) in order to predict inter
residue contacts. A residue contact is defined here as Cp atoms of 2 proteins within
a distance threshold of 8 Â. The prediction used information from sequence profiles
(evolutionary information), sequence conservation, correlated mutations and
predicted secondary structures. They were able to assign protein contacts with an
accuracy of

0 .2 1

(2 1 % of correctly predicted interactions), which was an

improvement over random by a factor greater than six. However, it can be seen that
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the prediction of these interacting residue pairs is much less successful than just the
prediction of the interaction residues alone.

1.4.0. CONCLUSIONS
In this chapter a wide range of literature has been covered in terms of what has
been found out about the physiochemical properties of protein-protein interfaces
and their energetics. Various prediction methods that have been previously
developed are also described. It is evident that there are many factors used to
characterise these interfaces, as well as many approaches and levels to predict the
protein-protein interactions.

1.5.0 THESIS OBJECTIVES

The objectives of this thesis show a logical progression in the investigation of
protein-protein interactions. Chapter 2 provides a detailed analysis of many aspects
of the characteristics of the non-obligatory heterocomplexes, and highlights the
importance of these interactions. This leads to a more in depth study of the value of
pair potentials and hydrophobic burials in predicting protein-protein interactions in
Chapter 3. This is achieved by building sequence profiles to predict binding
partners. Chapter 4 makes use of similar methods as Chapter 3, in an attempt to
predict free energies of dissociation using these terms. This then leads to the final
chapter, which validates predictive values of, and then uses, many of the factors
found to be important in these non-obligatory interactions in a simulated annealing

62

algorithm, and which attempts to find the interface between two binding partners.
This is aimed for use as a pre-docking step.
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CHAPTER 2
ANALYSIS OF PROTEIN-PROTEIN
INTERFACES
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2.0.0. INTRODUCTION

In this chapter we perform various analytical studies of the non-obligatory proteinprotein interactions. This is done to give us a better characterisation of these
interactions to facilitate the prediction methods developed in the later chapters. The
chapter aims to solidify and build on previous interface characterisation studies. By
excluding the obligate complexes (the oligomers), this means we are left with only
a sub-population of all the possible protein-protein interactions.

2.1.0 PROTEIN INTERACTION DATA SETS USED

The pre-requisite for an analysis of protein-protein interactions is to have a
representative data set. Many experimentally determined protein interactions and
protein structures, as well as inferred interactions, are deposited in specialised
databanks and databases on the world wide web. These sources are used to derive
data sets for the analyses carried out in this chapter, where we look at various
different aspects of protein-protein interactions.

2.1.1 DIP AND YEAST INTERACTING DATABASE
DIP (Database of Interacting Proteins) is a database of experimentally determined
protein-protein interactions created in order to complement and extend existing
databases (Xenarios et a l, 1999). In addition to simply cataloguing details of
protein-protein interactions, DIP is useful for:
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1.

2

understanding protein function and protein-protein interaction relationships,

. studying the properties of networks of interacting proteins,

3. benchmarking predictions of protein-protein interactions,
4. and studying the evolution of protein-protein interactions.

DIP includes interactions from many organisms, which allows comparison of
observed interactions in one organism with observations in another (and provides
potential to draw inferences from these comparisons).

Over 30 different experimental techniques are represented in DIP. In April 2000
frequently used methods included affinity column (96 entries), in vitro binding (100
entries), immunoblotting (109 entries), co-immunoprecipitation (248 entries) and
immunoprécipitation (574 entries). However, by far the most popular technique in
DIP was the yeast two-hybrid test (1903 entries). Some of the interactions
documented are determined with many different experiments. As such, it is possible
to evaluate the confidence of an interaction being a true positive by the number and
the reliability of the particular experiments performed. Where determined, an
association constant for the interacting proteins is also included, but in February
2002 this totalled only 32 complexes.

The ‘Pathcalling Yeast Interaction Database’ was constructed as a result of two
large-scale yeast two-hybrid screens that resulted in the detection of 957 putative
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interactions involving 1004 S. cerevisiae proteins (Uetz et a l, 2000, Schwikowski
et ah, 2000). This data has revealed:
1.

interactions that place functionally unclassified proteins in a biological context,

2.

interactions between proteins involved in the same biological function,

3.

and interactions that link biological functions together into larger cellular
processes.

2.1.1.1 PARSING DIP/ YEAST INTERACTION DATABASE
The Database of Interacting Proteins (DIP) and the Yeast hiteraction Database were
pai'sed, to deteiTnine whether certain fold pairs are more likely to be seen in combination
between interacting proteins than other fold pair combinations, and whether particular
folds were more prevalent in proteins involved in protein-protein interactions than in
proteins in general.

The aim was to find folds that were prevalent in proteins central to the protein-protein
interaction networks in cells. This method may be an oversimplified approach however.
Firstly, it relies on the assumption that the recorded interactions are all between two
physically interacting proteins (A and B). However, protein complexes recorded as a
result of the yeast two hybrid methods could involve a third molecule (C) which bridges
the gap between the two proteins (i.e. a positive result from yeast 2 hybrid would be AB or A-C-B).
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Secondly, at some point in their existence most proteins will probably be involved in at
least one protein-protein interaction of some description. Thus, it becomes more
difficult to generate a control (a non-interacting data set) with which to compare the DIP
proteins. However DIP is by no means an exhaustive list and represents only a small
fraction of all interacting proteins. That is, although DIP contains a relatively small
number of documented interactions, a high proportion of all proteins could potentially
be included in this database if their interaction partners were found. Thirdly, just
because the interacting protein possesses a particular fold does not mean to say that it is
this fold that is involved in the interaction, as multi-domain proteins can possess more
than one fold. Lastly, the repertoire of recorded interactions in DIP and Yeast
Interaction Database may be biased to particular types of interaction. For example, the
interactions inferred by the recorded experiments may reflect the experimentalists’
interest in particular interactions, rather than reflect the cross section of all interactions
in a cell.
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Figure 2.1. DIP organism protein (a) and interaction (b) distribution (February
2002 and April 2000). Percentages are of total proteins and interactions present.

The DIP database was parsed to find the protein sources of the 2690 proteins of the
DIP database in April 2000 (Figure 2.1). This had risen to 6810 proteins from 115
organisms and included 17391 interactions by February 2002, but the organism
distribution remained the same.
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These DIP and yeast interaction data sets are useful for reference and verification
purposes. They could, for example, be used to verify a interaction prediction made
for a particular pair of proteins. The prediction method to be verified could be
designed from an investigation of the solved structures in the Brookhaven Protein
Data Bank (PDB).

2.1.2PDB ANALYSIS
PDB is a databank of protein structures including protein-protein complexes. These
structures are mostly solved using X-ray crystallography, though some are solved
using nuclear magnetic resonance (NMR). The PDB files of each protein structure
contain the atomic co-ordinates of the structure. From these atomic co-ordinates,
the distance between atoms in proteins of a protein-protein complex should show
which residues are making contact across the interface.

The PDB files lack an input standardisation and therefore possess many
inconsistencies and irregularities that must be taken into account. One of these is
the recording of multiple copies of a single complex in contact in the same PDB file
due to assembly of these individual units under the crystallisation process. Another
irregularity is that the atomic co-ordinates are often incomplete and do not
represent the full chain length (in cases where part of the structure could not be
solved). A third inconsistency is that the atomic co-ordinates for the whole
biologically active structure may not be recorded if this structural unit contains a
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plane of symmetry. In this case, the whole structure can be generated by referring
to the PQS (Protein Quarternary Structure) database (www.pqs.ebi.ac.uk). The files
of the PQS database are created from a program that generates the probable whole
structure representing the natural biological state of the complex. The program that
generates the PQS files uses the symmetry operations recorded in the PDB file to
build up more of the crystal structure from the asymmetric unit. The interfaces
generated are then assessed to be likely crystal contacts or biological interfaces.
This is achieved by using confidence levels based on the difference between these
two types of interface. Thus, these inconsistencies with the PDB files are all taken
into account when the files aie parsed to find and analyse those residues found in
contact.

2.1.3 METHODS IN SEARCHING PDB FILES: BUILDING A DATA SET
The starting point for a study on protein-protein interactions is to obtain a
substantially large enough data set to be able to carry out a meaningful analysis.
When a search engine was used to extract all protein-protein complexes with the
word ‘complex’ in the COMPND lines a total of 453 structures were found. The
files from this search included complexes between

2

or more interacting proteins,

where each protein possessed one or more chains. This initial data set was then
further filtered.

The main criterion for filtering the data set is to remove any sequence redundancy (by
evaluating the similarity between the protein sequences), and also to remove the NMR
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and theoretical structures. The FastA program (a local sequence ahgnment program)
was then used to find the sequences with the highest sequence similarity to the query.
For each hit, the database name and the first part of the sequence description is given,
and at the end of the line there is a score for the match (Z-opt) and a statistical measure,
E-value, which gives of the quality of the match. Simply put, E-value values represent
the number of sequences of the database having the given Z-opt score (or better) totally
at random. The smaller this number the less likely that a given alignment occurred by
chance, and the more likely the alignment represents some true relationship between the
query and database sequences. Generally, a value of 0.01 or below is considered
statistically very significant, and a value of between 0.01 and 0.05 is considered
borderline (but obviously the E-value depends on the size of the database). It is
important to remember that a statistically significant match is not necessarily
biologically significant, and conversely a match may be of biological significance
without passing the statistical test. Thus, biological information must also be taken into
account when analysing the outputs.

For each sequence of the data set (about 400 sequences), the first filtering step involved
using FastA to align the query sequence against the rest of the data set. If proteins of a
complex had hits to another protein with an E-value of less than 0.01, where the hits
were to proteins from an identically structured complex, then these two complexes were
classified as similar. The complex with the highest resolution was then taken for the
data set. This first filter step produced a partially redundant data set of 133 protein
complexes.
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The second filtering step was to do another FastA search against the SCOP database.
The SCOP database is a hierarchical classification and classifies each protein with a
SCOP ID that reflects the fold and evolutionary position of the protein.
The SCOP ID levels are: 1: Class
2: Fold
3: Superfamily
4: Family
5: Organism

This second search was carried out to ensure that there were no two complexes in the
data set with the same combination of interacting proteins at the SCOP Superfamily
level. Redundancy was declared if both proteins of the complex were both identical at
the Superfamily level of SCOP to two proteins within a second complex of the data set.
Only unique complexes following this definition were included in the non-redundant
data set. These complexes were also grouped according to the types of protein
Superfamily they possess as labelled by SCOP.

Another criterion for the generation of the non-redundant data set is that the proteins
forming the complexes are no smaller than 30 amino acids. In fact, most of the proteins
are of length 50 amino acids or more in the present data set. Thus, both components of
the complex can be clearly identified as protein molecules with specific tertiary
structures rather than just peptide chains. A final filtering criterion was the exclusion of
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complexes involving immunoglobulins (for evolutionary reasons that will become
clear). These filtering steps resulted in the 59 complexes of the non-redundant data set.

The filtering and selection methods above resulted in the formation of both a
partially redundant immunoglobulin including data set, as well as a non-redundant
immunoglobulin excluding data set. Mostly the non-redundant data set (or a subset
of this) is used in the analyses described in this chapter. However, there are
exceptions where the redundant data set is used in order to increase the amount of
data available for use. Also, the redundant data set was used for the initial
generation of amino acid interaction potentials (described in chapters 3 and 4). In
this case, the non-redundant data set did not provide a large enough number of
statistically significant residue-residue pair interactions to generate these pair
potentials. However, following the initial generation of the potentials, the nonredundant data set was then used to optimise these potentials (described in chapters
3 and 4). A non-redundant data set was used for the optimisation so as not to incur
bias towards a particular type of complex, and to reflect the applicability of the
potentials to many different classes of complex. The optimisation method will be
described in detail in chapters 3 and 4.
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2.1.4 STRUCTURE RESOLUTION

The distribution of the structure resolutions in the non-redundant data set (59
complexes) is shown in Figure 2.2. Obviously, the higher the resolution of the
structure, the more reliable is the atomic co-ordinate data. In general terms, >2.6 is
considered low resolution, 2 . 1 -2 . 6 Â inclusive is considered medium resolution,
and below 2.1 À is considered high resolution. The resolution is especially relevant
when considering the water molecules reported to be present in the structure. These
water molecules are small compared to whole amino acid residues and so their
position cannot be accurately identified in low-resolution structures. From Figure
2.2 it can be seen that there are 17 low-resolution structures, 24 medium-resolution
structures, and 18 high-resolution structures in the non-redundant data set.
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Figure 2.2. Resolution of the complexes of the complexes of the 59 heterodimer
data set
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2.1.5 PROTEIN DISTRIBUTION OF THE REDUNDANT DATA SET
From Figure 2.3 it can be seen that in the redundant data set with 133 proteins there
are a large number of immunoglobulin complexes, protease complexes, and kinase
complexes. The proportion of each different complex in the data set reflects the
proportion of solved structures of this particular type of complex in the PDB. This
in turn reflects either interest in their analysis, the ease of their crystallization, or a
combination of both of these factors.
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Figure 2.3. Classification of the redundant data set of protein complexes
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2.2.0 DEFINING THE INTERACTION SITE

A distance of 5 A was used as the threshold to define a contact. Any two atoms
present in different proteins, which were separated by a distance of less than 5Â
were said to be in contact. Thus, the residue interactions and contact sites of these
complexes can be found. The 5Â distance is roughly the distance that equates to the
sum of the Van der Waals radii of the atoms (2.4Â). A detailed analysis of the use
of Z-scores to determine the most favourable cut-off distance is described in
Chapter 4.

It must be remembered however, that on using a relatively crude distance criteria to
define the contacts, the generated interfaces do not necessarily reflect the true
interaction situation precisely. Thus, there may be longer-range interactions that are
being ignored in this definition, or indeed shorter-range interactions included that
are incorrect. A false-positive interaction can be defined as any two residues found
interacting (by the cut-off distance), but that exert no physical influence on each
other which would contribute to the binding process. True-positives can be defined
as all other predicted interactions. When one is finding the optimal distance, one is
effectively weighting the predictive information that can be obtained at a certain
distance (the maximum number of true-positive interactions) against the noise of
false positive interactions at this distance. Obviously as the distance is reduced, the
number of false positives assigned is reduced, but a number of true positives are
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simultaneously ignored. This issue should be remembered when using methods to
predict the interface interacting residues in methods described later.

The unique interaction sites cannot always be defined from the PDB files simply by
distances between all atoms in the “ATOM” records (comparing all chains in a first
protein against all chains in a second protein). Exceptions arise in the cases where
the co-ordinates recorded in the PDB file represent multiple copies of the single
complex. Similarly, another exception arises when a homodimer interacts with two
identical proteins, forming two copies of the interaction sites for each of the chains.
In these cases only one representative of the interaction site for that particular
complex is taken. On the other hand, where there are more than two proteins
forming the complex, there may arise the case where two proteins come together
(BC) to form the interaction site for a third protein (A). Such an example is in the
lalO complex (procapsid of bacteriophage Phixl74) between a tetramer of two
scaffolding chains, a viral capsid protein, and a viral spike protein, where a
scaffolding chain and capsid protein appear to form a single interaction site for the
capsid protein. In a case such as this, the two proteins (BC) are taken to contribute
to forming a single interaction site for the first protein (A). The first protein (A) is
then able to form interaction sites with both B and C.
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Another way of defining the interface residues is to measure the change in
accessible surface area of residues between the bound and unbound form of the
protein. An interface residue can be defined as any residue that loses accessibility
on complex formation

2.2.1 EXTRACTING INFORMATION FROM THE INTERACTION SITE DATA
The interaction site data can be used for analysis of the general properties of these
non-obligatory protein-protein interfaces. It should be easier to create a method to
predict these interactions armed with this information, by using factors found to be
important as parameters for the prediction. Although the non-redundant data set
used for many of these analyses does contain a number of proteins which show
homology at the Superfamily level of SCOP, these are present as part of
interactions with proteins that are non homologous at the Superfamily level. The
interfaces of these homologous proteins were treated as non-redundant, as their
interface residues are subtly different in different complexes, even in cases where
the similar interface regions are used.

2.3.0 RESIDUE ENRICHMENT AT THE INTERACTION SITE

The aim of this study is to find the enrichment pattern of amino acids at the
interaction site as compared to the rest of the protein surface. The comparison in
composition against the surface residues rather than all residues is perhaps most
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relevant, as the interface residues are a subset of this surface residue set. Using the
composition of amino acids in the whole protein is not so informative, since the
buried and surface residues show a fundamental distinction in their composition
and roles.

The non-interacting surface of the protein should be fairly hydrophilic as, unless
embedded in a lipid bilayer, it is in contact with the surrounding aqueous environment.
The more hydrophobic residues should appear less frequently on the protein surface, as
these residues tend to repel the solvent. Excessive hydrophobicity of the non-interacting
protein surface would result in the aggregation of protein hydrophobic surfaces in
solution (as this would be the more energetically favourable alternative). On the other
hand the core of the protein is highly hydrophobic, due to the fact that protein folding is
largely driven by hydrophobic forces. This is because there is a relatively large free
energy change when a hydrophobic residue moves from the aqueous surrounding to the
environment of the folded protein. Thus, overall free energy of a protein is much lower
when the hydrophobic residues are buried within a hydrophobic environment.

2.3.1 METHOD
Separate sub-files were created for the chains that formed the protein complex.
These sub-files were the PDB atomic co-ordinates of the separate protein chains.
DSSP files for these chains were then generated using the DSSP program. The
DSSP program generates information on the secondary structure, geometrical
features and solvent exposure of residues, given atomic coordinates in PDB format.
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The chain DSSP files were then parsed, to find which of the residues were defined
as being buried and which were surface residues. This was achieved by dividing
their accessibility to the solvent (recorded in a column of the DSSP file) by the area
of the residue, giving the percentage of the residue that is exposed to the solvent. If
more than 5% of the residue area was exposed to the solvent it was defined as being
a surface residue. The definition of a residue being surface rather than buried is
subjective however, and a surface residue could theoretically be defined as having
anything greater than 0% solvent exposure. However, the 5% cut-off used here
seems a reasonable cut-off at which a residue may form contacts with another
protein. The 5% cut-off is also a common definition used in other studies
distinguishing surface from buried residues (e.g. Valdar & Thornton, 2001).

Thus, the frequency of each type of residue in the non-interface surface residue set
was compared to the frequency of each type of residue in the interface (surface)
residue set. This can be used to find whether there is enrichment of particular amino
acids at the interface as compared to the rest of the protein surface. Using the
surface provides a more meaningful comparison than a comparison of the interface
residues to the residue content of the whole protein. This is because, as mentioned,
the core (interior) and surface of the protein possess fundamental differences in
amino acid composition, due to the amino acids being in very different
environments. Thus, comparing interface residues to the residues from both these
environments would not address the question of the interaction residue enrichment
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adequately, as these interaction residues are a specific subset of the surface
residues.

It should be pointed out that the non-interface surface residues defined in this
method may also include residues that form permanent interfaces in the complete
holoprotein, following subunit association (such as for oligomerisation). To assess
the extent of this problem, the contributions of obligate and non-obligate interfaces
to the non-redundant data set was calculated as a percentage of all surface residues
(Table 2.1). Again, the 5Â cut-off was used to define an interface residue for both
types of interface. The hydrogen bonding subset of the non-obligate interface
residues was found using Hbplus program (Mcdonald & Thornton 1994). The
Hbplus program documents all hydrogen bonds in a PDB file, including those
found across the interface.

Table 2.1. Percentage residue contributions to subsets of the protein interface
Category

%

Non-interface surface

80.7

Obligate interface

6.9

Non-obligate interface

12.4

hydrogen bonding subset of non-obligate

25

interface
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Since the overall proportion of residues contributing in these permanent (obligate)
interface sites is generally small (6.9%) compared to the total number of surface
residues, this factor is overlooked. In addition, these permanent interfaces are
largely different to the temporary interfaces being investigated (Jones & Thornton,
1995), so would not necessarily mask any enrichment pattern.

2.3.2 RESULTS AND DISCUSSION
Half of the residue types show enrichment at the interface as shown in Figure 2.4.
The results support previous studies that show that arginine, tryptophan and
tyrosine are enriched at non-obligatory protein-protein interfaces (Lo Conte et al.,
1999). These residues have been suggested as being the hot spots of protein
interfaces, and whose contacts are surrounded by energetically less favourable
residues that serve to block out the occluding solvent. The fact these results agree
with previous studies also indicates that inclusion of residues contributing to
permanent interfaces as the non-interface set does not mask the enrichment pattern.
The results also show that all aromatic residues are enriched at the interface by a
factor of 1.5 or more. Hydrophobic residues enriched at the interface include
isoleucine, leucine, methionine, valine and phenylalanine.
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C W F I M Y H V L R D N A G S T Q P E K
Amino Acid Residue

Figure 2.4. Amino acid enrichment at the interface as compared to the rest of the
protein surface

The substantial enrichment of cysteine residues at the interface may at first seem
unusual considering that these residues are highly reactive and so would not be
thought to be present in their unbound form at the interaction site. However, on
closer examination all cysteine residues appear to be present as disulphide bonds
within the protein rather than between proteins of the transient complex. (This was
found by looking at all the bonds within the chain interface region.) This makes
sense because the protein surface is fairly mobile, so rigid disulphide bonds at the
interface would keep the protein chain into a more rigid conformation at specific
points of the interface. This may provide local rigidity to enable the two proteins to
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lock into place at their sites of interaction as is the case in rigid body complex
formation.

When looking at the pattern of intra-chain disulphide bonds at the interface it seems
that the enrichment may be explained by the presence of serine proteases, which
have two ‘signature’ intra-chain disulphide bonds at the interface (C191-C220 and
C42-C48). As these proteins account for a large proportion of the protein data set,
this may explain the cysteine enrichment. The general rigidity of the interface may
be investigated by finding the average temperature factors of the contact residues
compared to the rest of the protein surface (as discussed later).

2.4.0 PERCENTAGE AMINO ACID TYPE AT THE INTERFACE AT
DIFFERENT CUT-OFF DISTANCES

2.4.1 METHOD
Unlike the chart showing enrichment of amino acids at the interface, the absolute
percentages of each different amino acid at the interface (relative to all other amino
acids at the interface) is analysed here. The percentage of different amino acid
types at the interface was examined at different cut-off distances ranging from 3 to
5 A. The residues were defined as being part of the interface if they contacted a
residue across the interface at a distance of

(3 to 5 A) or less.
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2.4.2 RESULTS A N D DISCUSSION

It can be seen from Figure 2.5 that at lower cut-off distances there is a high
percentage of polar/charged residues compared to hydrophobic residues. As the cut
off distance increases, this difference is diluted out as non-polar interactions
become more important and Van der Waals interactions are more prevalent.
However, there are still seen to be the same peaks and troughs at each different cut
off distance, especially for arginine, serine, tyrosine, and alanine. These peaks
indicate that their presence at the interface is not simply dictated by the degree of
hydrophobicity they show. For example, the enrichment of serine at the interface
could be due to its functional importance in the serine protease complexes, of
which there is a high proportion in the data set.
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Figure 2.5. Percentages of amino acids at the interface at different cut-off distances
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2.5.0 RIGIDITY OF THE INTERFACE

2.5.1 RIGIDITY OF THE INTERFACE OF PROTEINS IN THE COMPLEXED
STRUCTURE
As the residues at interfaces have been found to be as tightly packed as the protein
interior (Lo Conte et al, 1999; Janin & Chothia 1990), these atoms should be more
constrained and restricted in their motion than those on the rest of the protein
surface. The binding process involves loss of entropy, and is reflected by a more
constrained conformation of the interface atoms (being restricted by rigid bonds
and attractive forces with the protein to which it is bound). The PDB files record a
‘B value’ (temperature factor) for each atom present in the atomic co-ordinate data.
These values reflect the degree of motion of the atom, and may also indicate the
certainty of the atom position. It could then be expected that the temperature factors
of the bound a (alpha)-carbon atoms would have lower average B values than for
atoms over the rest of the protein surface. However, if the B value is very high (e.g.
>50Â^), the certainty of the atomic position is very low as it is exhibiting a large
degree of disorder.

2.5.1.1 METHOD
The rigidity of the protein interface was therefore investigated by looking at the ‘B
values’ of the residues in the PDB files of the non-redundant data set. The interface
residues a-carbon atom temperature factors were compared to those over the rest of
the protein surface. A surface residue was defined as before, using the DSSP files

(any residue that is more than 5% exposed to the solvent as shown from the files is
defined as a surface residue). Where an interface residue was classified as being
buried in the monomer (rarely), its alpha carbon temperature factor was not
included. The absolute temperature values are not comparable between different
protein structures (due to factors such as structure resolution), so comparisons are
limited between atoms of a single complex. However, the temperature factor
difference was compared between the interface and the rest of the surface for each
complex. For comparison, the random difference for each complex was calculated
by finding the average temperature factor of n (arbitrarily set to 20) randomly
picked residues, and the rest of the protein surface.

2.5.1.2 RESULTS
Of the redundant data set, 119 out of 133 of the interfaces were found to be less flexible
than the rest of the protein surface. The interface a-carbon atoms had a B value that was
on average 6.3A^ less than for the rest of the protein surface when an average difference
was taken for each complex. This is compared to the average random difference of
1.2A^. As such, there can be said to be a prominent difference in the flexibility of the
interface and surface, when interface atoms are participating in the protein complex. For
most complexes the interface residues are less flexible than the rest of the protein
surface. The redundant data set was used here to obtain a general trend. Not all
complexes of this data set could be used due to unreliable temperature factor data.

2.5.1.3 DISCUSSION

As expected, when comparing temperature factors between the interface and the
non-interface surface of the complexed proteins - in nearly all cases the protein
interfaces were found to be more restrained than in the complexed form. This is
obviously due to bonding and packing of the surface residues to atoms in the other
protein. That is, these surface residues effectively become buried, and reflect the
temperature factors that would be seen in the interior of the proteins. Again, as for
the interface propensities, the effect of oligomeric interface residues being part of
the non-interface data set did not mask these trends.

2.5.2

RIGIDITY

OF

THE

INTERFACE

OF

PROTEINS

IN

THEIR

UNCOMPLEXED FORM
It would be both interesting and useful if it was found that the interface of these
proteins was also more constrained or less constrained even in the uncomplexed
state. This would hold true if the residues needed to be held in fixed positions to
allow correct orientation of the complexes prior to binding (in the case of rigid
body binding). This could perhaps be imagined in the case of disulphide bridges
present at the interface with the function of maintaining the structure of the local
environment. However, it would also be interesting to find that the interfaces were
less constrained (more flexible), than the rest of the surface.
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2.5.2.1 METHOD
For each complex of the non-redundant data set, PDB was searched to find the
individual components, i.e. where the protein is solved in its monomeric form.
From these monomeric files, the equivalent interaction residues’ temperature
factors were found from equivalent residue positions in the complex. The average
temperature factors of the assigned interface residues were compared to the average
temperature factors for the rest of the monomer surface, as defined before (see
2.5.1.1). Random differences were also generated as before.

2.5.2.2 RESULTS

52
0
u

H interface
su rface
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complex:monomer PDB code

Figure 2.6. lemperature factor differences between the interface and surface of
proteins solved in their uncomplexed form.
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It can be seen from Figure 2.6 that there is a large amount of variation in interface
flexibility between the complexes studied. The average difference in flexibility for
all complexes was 0.6Â^, and the average random difference was 0.1 A^. However,
the average standard deviation for non-interface surface atoms was 2.3 Â^, and the
average standard deviation for interface residues was

2 .2

A^.

2.5.2.3 DISCUSSION
It would appear that when the protein is in its uncomplexed form there is no
obvious trend in the degree of flexibility. As such, it would be difficult to use this
information for predictive purposes. The results also provide evidence that there
are large standard deviations of the temperature factors. Thus, even when a
difference is seen between the two sets of data, this could be due to a random
fluctuation, rather than a true biological, reason. One way to test for significance
would be to take a random sample from all surface residues (including those at the
interface), to see if any mobility difference was detected. Results showed that
slightly lower magnitudes of mobility difference were detected using random
sampling (O.IA^).

These results are an indication of the flexibility involved in binding. Even if the
main-chain conformations do not alter significantly, as in rigid body binding, there
may still be substantial side-chain movements, as well as minor main-chain
movements. This suggests that the introduction of flexibility into any docking
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algorithm is of paramount importance (Camacho & Vajda, 2002; Betts &
Sternberg, 1999; Rosenfeld et a i, 1995). In general the results also show that the
degree of mobility varies widely between complexes. This makes sense, as different
interactions show different mechanisms of complex formation.

On the other hand, another interpretation of these results is that the “rest of the
protein surface” (all residues that are not part of the defined interface) may also
include other interface residues that form complexes with other proteins, but for
which there is no crystallised protein complex available. In addition, there is the
presence of the permanent interfaces discussed earlier. Thus, including these
residues as part of the non-interface set may prove important when trying to detect
subtle differences in average temperature factors. This factor could be especially
prominent when considering permanent interface residues, which are bound to have
lower temperature factors.

One thing that should be remembered is that the data set of non-interface surface
residues includes residues present at crystal packing interfaces that should be more
restricted in motion and so have lower B values. However, the effect of these
crystal contacts is neglected due to the fact that a significant difference can be
observed between the interface and non-interface surfaee in the majority of proteins
that are examined as part of a complexed structure.
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2.6.0 SECONDARY STRUCTURAL ELEMENTS AT THE INTERACTION
SITE AS COMPARED TO THE REST OF THE PROTEIN

The nature of secondary structural elements at the interface was investigated to see
whether any particular secondary structural element was more predominant at the
interface as compared to the rest of the protein or compared to the protein surface.
If this was the case this factor could also be used as a predictive tool.

2.6.1 METHOD
The method involved reading output files from the DSSP program, which list each
residue position as belonging to a particular secondary structural element. The main
secondary structural elements listed are the strand, helix, turn, bend, 3-10 helix,
isolated p bridge and coil. The percentages of each different secondary structural
element in the non-interface surface subset, interface surface subset, and whole
protein were compared.

2.6.2 RESULTS
It can be seen from Figure 2.7 that there is a slight distinction in the secondary
structure elements between the interface and non-interface regions. The interface
possesses a slightly greater percentage of coils and turns, but a smaller percentage
of strands and helices, than the non-interface surface. The non-interface surface
shows a similar pattern when compared to the protein as a whole (except that both
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residue sets have a similar percentage of helices). Thus, the non-interface set is
intermediate between the whole protein and the interface set.

whole protein
EHnon-interface set
interface set

Ç 20

Q- 1 0

secondary structural element

Figure 2.7. Percentage of different secondary structural elements at the interface,
as compared to the non-interface suiface, and to the whole protein.

2.6.3 DISCUSSION
It could be that the coils and turns are more exposed, and therefore more accessible
for interactions. It seems unlikely that these differences in secondary structural
elements could be used for predictive purposes to distinguish between the interface
and non-interface surface.
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2.7.0 HYDROGEN BONDS, SALT BRIDGES AND WATER MOLECULES IN
THE INTERFACE

2.7.1 GENERAL METHOD
Residue-residue and residue-water hydrogen-bonding interactions were found using
Hbplus.

The program categorizes the hydrogen-bonding atom as belonging to a

residue side-chain (S), main-chain (M), or water (H).The definition of an interface
water molecule used, was a water molecule found to be hydrogen bonding to
interface residues of both proteins of a complex. The non-redundant data set was
again used for these analyses.

2.7.2 HYDROGEN BONDS BETWEEN RESIDUES
Firstly, all ‘side-chain to side-chain’ hydrogen bonds were examined. The number
of ‘side-chain to side-chain’ hydrogen bonds was about the same as the number of
‘main-chain to main-chain’ hydrogen bonds (an average of 3.1 and 2.8 hydrogen
bonds/interface respectively), but there were a larger number of ‘main- chain to
side-chain’ hydrogen bonds (an average of 4.1 hydrogen bonds/interface). The
average number of all hydrogen bonds in the interface was found to be

10

(in the

non-redundant data set) with a standard deviation of 6.0. Thus, there is a large
variation in the number of hydrogen bonds present at the interface, and the large
standard deviation of the total number of hydrogen bonds suggests the difference in
numbers hydrogen bonding numbers between the side-chain and main-chain is not
statistically significant, but rather that it is complex dependent.
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Figure 2.8. Correlation between the number of hydrogen bonds across the
interface, and interface size (measured as the number of residue pair interactions)

Figure 2.8 correlates the number of hydrogen bonds across the interface with the
interface size, and shows that a correlation does exist between the number of
hydrogen bonds and the interface size (measured as the number of contacting
residues at the 5Â cut-off). This correlation value was calculated to be 0.6 using
Pearsons’ product moment coefficient.
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2.7.3 NUMBER OF HYDROGEN BONDS PER RESIDUE
The number of hydrogen bonds per residue was calculated as a total percentage of
all hydrogen bond forming residues (including both side-chain and main-chain
hydrogen bonds). From Table 2.2 it can be seen that, of the 25% of the interface
residues that form hydrogen bonds, most of these residues form a single hydrogen
bond. Only about one quarter of the residues form two hydrogen bonds, and less
than 4.3% of the residues are involved in more than two hydrogen bonds.

Table 2.2. Distribution showing the hydrogen bonding capacity of amino acids
Number of hydrogen
bonds/residue
1
2

3
4
5

Percentage of
residues
71.4
24.4
3.1
0 .8
0 .2

6

0 .1

7

<0 . 1

2.7.4.0 WATER AT THE INTERFACE
As mentioned previously, water molecules present in the interaction site often
contribute to the protein-protein interaction by forming bridging hydrogen bonds
between interacting proteins. In some cases these bridging water molecules may
allow for plasticity of binding of partner proteins. One example is where there is a
specific arginine - glutamic acid salt bridge interaction in the interface, the mutation
of arginine to lysine (which has a much smaller side chain), results in the insertion
of a water molecule which bridges the gap between the lysine and the glutamic acid

residue (Vaughan et a l, 1999).

Thus, a salt bridge can still be formed, and

specificity has not been lost.

The presence of water molecules at the interfaces adds another layer of complexity
to residue propensities at the interface. It is especially important to consider them
when dealing with the energetics on burial of hydrophobic residues. Burial of
hydrophobic residues within a protein interface is energetically favourable, due
what is known as the bulk water phenomenon. The water molecules surrounding an
exposed hydrophobic residue must be highly ordered, and upon burial of a
hydrophobic residue in the interface, these water molecules are released and so the
system becomes more disordered. Thus, it is generally assumed that burial of
hydrophobic residues at an interface would be favourable (Janin & Chothia 1975;
Janin & Chothia 1990; Young et al 1994), but one must also consider the presence
of water actually being incorporated into the interface itself interface. Burial of a
hydrophobic residue in the interface near water molecules may not be quite so
favourable. One difficult issue is the incorporation of water residues into any
sequenced based predictive method, which does not rely on the three-dimensional
protein structure.

2.7.4.1 METHOD
A water molecule forming a hydrogen bond with both proteins of the complex was
defined as an interface water molecule. The number of these water molecules was
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counted for each complex of the non-redundant data set, and their interface
propensities were calculated for forming hydrogen bonds to particular residues.

It should be mentioned that the reliability of the data containing information on
water molecules is reliant on the resolution of the structure. Often, at poor
resolution, water may be added to positions in the crystal structure at the
discrimination of the crystallographer, where water molecule occupancy seems
probable. The hydrogen bonds of the water molecules can only be resolved at
extremely high resolution (below 1 Â).

2.V.4.2 RESULTS - NUMBER OE WATERS AT THE INTEREACE

Table 2.3. Distribution of the number of water molecules across the non-redundant
data set.
Interface Water molecules
1

Number of complexes
27
7

2

10

3
4
5

2

0

>6

6

3
4

As can be seen from Table 2.3, the number of interfacial water molecules ranges
from 0 to greater than 6 , with an average of 2 water molecules per interface. The
number of water molecules per interface varies a great deal between complexes.
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Four complexes have over

6

molecules in a single interface, whereas, 27 complexes

do not possess any interfacial bridging water molecules. One possibility is that the
number of water molecules could reflect the complex dissociation constant or its
specificity. It can be imagined that water molecules increase the plasticity of
binding, and would enable a protein to bind multiple partners. Also, the fact that
water molecules constantly exchange within the interface (Janin, 1995) means
bonds are being continually broken and re-formed, which could a reduced affinity
due to the costs in free energy this would cause.

2.V.4.3 WATER-AMINO ACID PROPENSITIES
Contacts were considered at an atomic level. Considering the whole data set, the
number of observed (atomic) water contacts for a particular amino acid was divided
by the total number of observed (atomic) contacts for the amino acid, to form an
observed ratio. The total number of water contacts in the data set was divided by
the total number of contacts in the data set, to give an expected ratio. Propensities
were then found by dividing the observed ratio by the expected ratio, and taking its
natural log (equation 2 .0 ).

ohs

P = ln

Pa = propensity for amino acid type a (where a = Ala, Leu, etc)
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j^ohs _ Q|3 g£j-ye(j ratio for amino acid a (number of atomic residue-water contacts
for a in the whole data set divided by total number of atomic residue-residue
contacts for a in the whole data set)
= Expected ratio for any amino acid (total number of atomic residue-water
contacts in the whole data set divided by the total number of residue-residue atomic
contacts in the whole data set)

Table 2.4. Water-ami no acid propensities
s
HD
NGQ
PY
W
A
CE
KRT
L
I
F
V
M

0.29
0.24
0.13
0.11
0.05
0.03
0.00
-0.03
-0.12
-0.25
-0.29
-0.33
-0.54

Water-amino acid propensities at the interface show that charged and polar residues
have a higher propensity for hydrogen bonding to water than non-polar uncharged
residues (Table 2.4). This is because these residues can provide side chains for hydrogen
bonding, whereas hydrophobic residues can only hydrogen bond via their main chain
oxygen and nitrogen atoms. Glycine has quite a high propensity, but this is probably
because its main chain oxygen and nitrogen atoms are more readily exposed for
hydrogen bonding. It is interesting to note that aspartic acid has a higher propensity than
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the other charged amino acids. It could be the chemical/geometric property of a water
molecule means that it is preferable for it to act as a bridging hydrogen to aspartic acid
(D). Also aspartic acid is more hydrophobic than glutamic acid due to its longer
hydrophobic side chain.

These results also indicate that the waters present in the PDB files of the data set
used here are fairly reliable due to the fact that the water amino acid propensities
can be explained easily in chemical terms.

2.7.5 CORRELATION BETWEEN NUMBER OF RESIDUE HYDROGEN
BONDS AND COMPLEX TYPE
One question was whether the number of hydrogen bonds across the interface was
in some way linked to the nature of the interface. The categories into which the data
set was divided as follows:
1. protein-inhibitor (average of 10.3 hydrogen bonds),
2.

enzyme-effector (average of 9.7 hydrogen bonds),

3. transient structural complexes (average of 10.1 hydrogen
bonds),
4. regulatory/pathway/signalling (average of 9.9 hydrogen
bonds).
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However, the average hydrogen bonding numbers in the different interfaces show
that there was no such distinction in extent of hydrogen bonding in relation to the
nature of the protein complex,

2.7.6 COMPARISON OF THE NUMBER OF WATER MOLECULES AT THE
INTERFACE BETWEEN NON-INHIBITOR Y AND INHIBITORY
COMPLEXES
When the data set is divided into the broad categories of inhibitory and noninhibitory complexes, and the two categories are compared in terms of the number
of bridging water molecules at the interface, it would seem that the inhibitory
complexes possess a larger average number of bridging water molecules per
interface than the non-inhibitory complexes (Figure 2.9).

As mentioned in the literature previously (Polticelli et a/., 1999; Abul Qasim et
a/., 1995), water plays an important part in the interface of serine pro teases, and
there are many serine protease-inhibitor complexes contributing to the inhibitory
subset of the data set. However, the serine proteases do not account for the whole
distribution, which is quite marked between inhibitory complexes and noninhibitory complexes.

Therefore, it can be deduced that there is a difference between inhibitory and noninhibitory complexes in general, in terms of the number of interfacial waters. The
average number of water molecules in an inhibitory complex was 3.3, whereas in a
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non-inhibitory complex the average was only 0.6. A reason for could be the fact
that inhibitors often have multiple binding partners, and so require the interface to
be bridged by many waters in order to enable their promiscuity to many binding
partners.

□ in hib itory
B n o n -in h ib ito ry

0

1 or 2

3 or 4

5 or 6

>6

num bers of w ater molecules using hydrogen bonding to bridge the interface

Figure 2.9. Number of water molecules present at an interaction site when sub
dividing the non-redundant data set into non-inhibitory and inhibitory complexes

2.8.0 ANALYSIS OF INTERFACE RESIDUE CONSERVATION

Another interesting means by which to characterise the interaction site is by the residue
conservation. This may highlight the more important, functional, residues involved in
forming the interface. It would also be interesting to identify whether interface regions
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are generally more conserved than the rest of the protein surface for the transient
heterodimers. It has indeed been found that this is the case for the permanent
homodimers (Valdar, 2002), so could also hold tme for this non-obligatory data set.

2.8.1 METHOD
The conservation analysis was performed on complexes where two single chained
monomeric proteins combined to form a dimeric protein complex and there only
appeared to be a single interface. This criteria was used because the difference
between the interface and rest of the protein surface may only be slight, and
therefore easily masked if oligomeric interfaces formed part of the non-interface
set.

A BLAST search against the SCOP database was carried out on the chosen proteins
from the redundant data set to generate multiple sequence alignments against the
SCOP proteins. Complexes were used that had at least 10 homologous sequences,
and which had at least 40% sequence identity. The subset of complexes comprised
a data set of 41 non-redundant proteins from 28 complexes of the non-redundant
data set. The calculation of residue conservation used was the same as one used to
find homodimer interface residue conservation (Valdar, 2002). A normalised
version of the Dayhoff mutation matrix was used to assess the diversity of amino
acids at aligned positions.
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Each residue is assigned a value between 0 and 1 corresponding to its conservation
in the multiple sequence alignment. The higher the conserveration value the more
highly conserved the residue position. A weighted sum of all pairwise similarities
between all residues present at any position was generated. The conservation value
C(i), for position i of the multiple sequence alignment was defined as:

N

N

Ÿ,'Z^>W,Mut[sj(i),s,(i)]
C(i) =

jv J l ,
./'

(Equation 2.1.)

k>j

N = number o f sequences in the alignment
and

Sj(i),Sk(i)= amino acids at position i in sequences sj and Sk

Mut(a,b) measures the similarity between amino acids a and b as derived from the
mutation data matrix (m). The normalised Dayhoff mutation matrix was used to
find the values of m(a,b) (where a and b represent each represent one of the

20

amino acids or a gap), and these values were transformed to Mut(a,b) using a
simple transformation (equation 2 .2 ).

..

M u ty a ^ b ) —

m(a,b)-mm(m)
-

-

—

-

max(m) - min(m)

(Equation 2.2.)

If a or b is a gap for a particular position, then Mut(a,b) is taken as 0. As such
Mut(a,b) lies between 0 and 1, and all exchanges involving a gap score 0.
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Wjis the weight of sequence Sj (and lies between 0 and 1), and represents the
average evolutionary distance of sj to all other sequences in the alignment:

Ÿ \ D i s t { S j ( i ) ,S ; ^

W.

(O]

---------------------------------------------------

N-1

(Equation 2.3.)

The smaller the value of Wj, the more similar sj is to all the other sequences in the
alignment.

Dist(Sj(i),Sk{i))

is the evolutionary distance between Sj and

and is defined as:

where Alignedjk is the set of all non gap positions in sj or Sk and n(Alignedjk) is the
number of such positions.

2.8.2. RESULTS
Results showed that at a cut-off of 40% sequence identity, the interface residues are
more conserved on average than the rest of the protein surface (74% average
conservation compared to 69%), and that this percentage (74%) is the same as the
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average conservation of the protein as a whole - (including buried residues). This result
was significant at the 1 % level when a t-test was used to find the significance of the
difference between 2 means. From Figure 2.10 it can be seen that, individually, most of
the residues are more conserved at the interface than the rest of the protein surface.
Using a sequence identity cut-off of 30% did not improve the degree of conservation at
the interface as compared to the rest of the protein surface, but the average conservation
difference between the interface and exposed surface remained as 5%. Interestingly
however, there appeal's to be a difference in the residue conservation distribution at the
different sequence identity cut-offs as seen in Figure 2.11.
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Figure 2.10. Average conservation of residues at the interface as compared to the rest of
the protein surface.
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residue type

Figure 2.11. D iffe re n c e b e tw e e n re sid u e s in the in te rfa ce c o m p a r e d to the rest o f
the p ro te in s u rfa c e at s e q u e n c e ide n ity c u t - o f f v a lu e s o f 3 0 % a n d 4 0 %

2.8.3 D IS C U S S IO N
l o see if the d if fe re n c e in c o n s e r v a tio n b e tw e e n the in terface a n d surfac e is
a c e e n tu a te d u sin g a lo w e r overall s e q u e n c e iden tity this w as lo w e re d fro m 4 0 to
3 0 % . A lth o u g h the ov erall re sid u e c o n s e r v a tio n o f the b in d in g site re m a in e d the
s a m e , the re la tiv e re s id u e c o n s e rv a tio n s c h a n g e d .

It c o u ld be that the r e sid u e d iffe re n c e r e lle c ts the d istin c tio n b e tw e e n r e s id u e s
in v o lv e d in e ith e r s p e c ific ity or m a in ta in in g stru c tu re o f the interface. T h a t is, the
r e s id u e s th a t are m o r e c o n s e rv e d at 4 0 % th a n 3 0 % m a y be m o re im p o rta n t to
s p e c ific ity (w h ic h is m o re likely to be lost q u ic k ly as s e q u e n c e id e n tity d e c re a se s ).
C r e a t e r c o n s e r v a tio n at 3 0 % m ay be d u e to re sid u e s m a in ta in in g in te rfa c e structure,
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which is more consistent (and perhaps more important to remain constant than for
residues on the rest of the protein surface).

The reason that the average conservation of the binding site is only slightly more
conserved than the rest of the protein surface could be due to the fact that most
residues on the protein surface in a protein family contribute to some form of
binding. A recent study of the family of Ras binding proteins showed that in this
protein family nearly every single surface residue is involved in binding to a partner
protein at some point (Corbett & Alber, 2001). Also, just because the binding site
has been identified from the crystal structure of the PDB file, this does not mean
that there are not other protein binding sites on different positions over the protein
surface. There could also be metal ion binding sites distinct from the main proteinprotein interface, and these are often highly conseiwed.

2.9.0 NUMBER OF RESIDUES MAKING CONTACT PER RESIDUE

From the interaction footprints generated at 5Â, it is evident that a residue is often in
contact with more than one other residue. Therefore, we investigated whether the type
of residue influenced the number of contacts it made at the 5Â distance. It could be that
the number of contacts made is dependent on the accessible surface area of the residue,
i.e. the area available to make contact. Thus, the correlation between the accessible
surface aiea and the number of contacts was determined.

Ill

2.9.1 RESULTS

The results showed a conelation of 0.6 between the average number of contacts and
the accessible surface area of the residue i.e. there is a positive correlation between
the number of contacts for an amino acid, and its size. There was also a correlation
of 0.82 between the standard deviation of contacts and the average number of
contacts for each residue. This shows that the greater the average number of
contacts per residue, the higher the variability of contacts for that particular residue
type.
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Figure 2.12. Average and standard deviation of the number of contacts for each residue
at the 5Â cut-off.
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It can be noted that, in general, the aromatic residues have a large number of
contacts with varying numbers of contacts per residue (Figure 2.12). Also, an
interesting result is the large number of contacts per residue for methionine. This
suggests that it may form an important residue of the interface, which is also shown
by its enrichment (Figure 2.4) and conservation (Figure 2.10 and 2.11). The
average number of contacts for each residue ranged from 2.25 to over 3. There is
also a large standard deviation for each residue in the number of contacts (between
1.5 and 2.5).

2.9.2 DISCUSSION
The reason the coirelation is not higher between the number of contacts and residue
size (measured as accessible surface area) could be due to the fact that the
interactions do not take into account the number of individual atomic contacts
between two associated residues. For example, where there aie many atomic
contacts between two large residues, this is still counted as a single contact.
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2.10 DISEASE PHENOTYPES LINKED TO MUTATIONS IN THE PROTEIN
INTERFACE

2.10.1 BACKGROUND
Many disease phenotypes and cancers occur as a result of inherited gene mutations.
These mutations involve inversions, deletions, insertions, substitutions, and other
such alterations of the DNA bases. The expression of these mutations may be
dominant, co-dominant, or recessive, and largely depends on the nature of the
mutation. These mutations cause loss or alteration to protein function or expression,
and the implications of these changes to protein expression or function is usually
what causes the disease phenotype.

A DNA mutation may be upstream of the coding sequence in the enhancer,
promoter or repressor regions, which may cause a protein to be over or under
expressed, or not expressed at all. However, the mutation may also be part of the
coding region of the sequence that is transcribed to RNA and then translated to the
protein sequence.

If a mutation is present in the coding region of the DNA, it could cause a frame
shift mutation. This means that the codon reading sequence is disrupted by the
addition or deletion of a number of bases that are not divisible by three. In such
cases, the ribosome ‘reading frame’ is altered, and all codons downstream of the
mutation aie changed, which results in coding for a completely altered amino acid
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sequences. These substitution/deletion mutations are the most deleterious, and
usually result in loss of protein function. This is especially the case if the mutation
occurs at a fairly upstream position.

Substitution mutations to the DNA involve replacing one or more base pairs. This
event may or may not result in the coding of a different amino acid, due to the
redundancy of the genetic code. To illustrate, substitution of the third base of a
particular codon will result in a distinct codon, but this often codes for the same
amino acid. This redundancy is evidence that the genetic code shows a degree of
resistance to mutations. However, base substitutions may also generate codons that
code for different amino acids. Nonetheless, the genetic codon dictionary usually
ensures these amino acids are of a similar chemical nature. The position of these
substitution (point) mutations is critical in determining the outcome of the point
mutation. Mutations in some positions may be neutral and have no effect on the
overall protein structure or function. Secondly, a single substitution could
completely disrupt the protein folding, and so effectively result in loss of function.
Thirdly, the mutation could alter protein structure to such an extent to alter/prevent
function. Another possibility is the presence of the mutation in an interface region,
such that the interaction of this protein in a pathway is disrupted. The regularity that
this type of mutation contributes to known human disease phenotypes is the
investigation carried out in this section.
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2.10.2 METHOD
The OMIM database of human disease mutations (McKusick, VA, 1998;
http://www.ncbi.nlm.nih.gov/omim/) was parsed and matched against the variant
entries of the SWISS-PROT database, which possess both the gene name, and also
the PDB code, where available. As such, the SWISS-PROT database was used to
link the OMIM entry to the relevant PDB structure. The interface residues were
then found for these PDB structures using the 5Â distance cut-off.

The next step was to correlate the protein sequence labelling from SWISS-PROT
and PDB to be able to coiTectly label the mutated residue in the protein structure.
This was done by simply aligning both sequences. The final step was to identify the
proximity of the disease mutation to the interface of the protein complex.

2.10.3 RESULTS
Nineteen disease mutations were found for which PDB complexes were available
(Table 2.5). Six of the nineteen complexes could not be analysed. For three of these
cases no variants were available in the PDB atom file records. This was because the
mutations were in parts of the SWISS-PROT sequence not described in the PDB
files (because only part of its structure was recorded in PDB). For two of these
cases there were too many variants documented to decipher the importance of an
interface residue mutation in the disease phenotype. The final complex was of an
immunoglobulin-protein complex, which may not necessarily bind at a true
functional interface position. However, for the remaining thirteen mutant proteins.
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it would appear that many of these mutations are frequently associated with the
interface site.

All the proteins linked to particular disease phenotypes show point mutations,
except for SOMA which is a splice mutant gene, resulting in a spliced protein
product. It is difficult to assess whether the disease phenotype of this splice mutant
is caused by the loss of the 4 interface residues, or due to some other factor such as
an altered protein structure. For 7 of the 13 mutated genes, all reported mutations
resulting in a disease phenotype are present in the interface of the documented
complex. For the RASH mutant genotypes resulting in disease phenotypes (of
which there were 5), all but one mutation is found as being part of the interface.
The remaining cases show some, but not all, mutations involve interface residues.
As the average interface forms only 10% of the total protein surface (as discussed
in Chapter 1), the proportion of mutations found to be part of the interface is larger
than would be expected than for random occurrence.
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Table 2.5. Correlating mutations of genes linked to disease phenotypes to interface
residues. The first column gives the gene identifier and PDB code. The third and
fouth column give the number of total mutations found at or near the interface
found from the PDB complexes. The final column gives a summai-y of these results
Gene(pdb)

Type o f

Present at

Present near

Proportion o f

M utation

interface

interface (w ith

recorded

4 residues in

mutations at or

sequence)

near the interface

ELNE (IppfE )

Point

0/3

1/3

0.3

H F E (la 6 z A )

Point

0 /9

3/9

0.3

SOM A (Ih w h A )

Splice

4 /1 4

0 /14

0.3

GHR (Ih w hB )

Point

2/9

2/9

0 .4

FA7 (IdanH L)

Point

8/17

2/17

0.5

RASH (IbkdR )

Point

4/5

0/5

0.8

THRB (4htcH)

Point

4 /6

2/6

1

C Y P H (la k 4 A )

Point

2/2

-

1

C D K 2 (Iq m zA )

Point

3/3

-

1

IT P F (U fx C )

Point

1/1

-

1

TPST(lcgiT)

Point

1/1

-

1

RAC2 (ld s6 A )

Point

1/1

-

1

CYTB (I stfl)

Point

1/1

-

1

(see Appendix II for detailed result documentation, giving residue positions and
associated disease phenotypes)

118

2.10.4. DISCUSSION

From the results it can be seen that a high proportion of the mutations resulting in
the disease phenotypes documented here are caused by mutations in the interface of
the protein that has been deposited in the PDB database as part of a complex. For
the cases where the mutation was not part of the interface, there is still the
possibility that these mutations are part of an interface that is not documented in the
form of a PDB complex.

This study highlights the importance of interface mutations in disease phenotypes.
It can be deduced that these phenotypes may indeed alter the wild type ability of the
protein to bind a target protein, and this loss of binding, somehow results in the
disease phenotype (perhaps causing loss of protein function).

Although, in most cases, these disease mutations will have been investigated in
great detail and their positions identified, it will only have been done on a ‘case by
case’ basis. That is, it will not be evident from these individual cases as to the
proportion of the mutations being part of the interface. This study highlights the
extent of the disease mutation-interface linkage.
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2.10.5. CONCLUSION

This observation could be useful for the analysis of disease phenotypes. It could
narrow the search for the protein that causes the disease phenotype. The interaction
site residues can be examined first when looking for a disease causing mutation.
Thus, the interaction sites of proteins could be scanned first to see if any obvious
mutation is present in these sites that could cause the disease phenotype.

In general, this observation highlights the fundamental importance of protein
interactions. Mutations that may interfere with these interactions are implicated to
cause a wide variety of disease phenotypes in humans (and no doubt in other
organisms too) as has been shown.
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2.11.0. GENERAL CONCLUSIONS

This chapter has involved analyses of a variety of aspects of non-obligatory
protein-protein interfaces. It has produced results that are consistent with previous
studies on protein-protein interactions in general, but has also included some
unique observations regarding this type of interaction.

The importance of residue type, residue conservations, interface water molecules,
salt bridges, interaction propensities, and other such factors have been analysed and
discussed. Conformational changes have also been discussed as a major factor in
the interaction dynamics. Finally, the importance of the interface is put into
perspective by the analysis of the linkage to disease phenotypes.

The interface has been shown to be more conserved than the rest of the protein
surface. In addition, it has been shown that the interface residues are more rigid
when part of the protein complex, but not when exposed to solvent in the
uncomplexed form. The non-obligatory complexes can also be distinguished from
the rest of the protein surface in terms of type of residue, and by the proportions of
secondary structural elements. The number of water molecules at the interface has
also been shown to be linked to the nature of the interaction type, and inhibitory
complexes appeared to have a larger number of water molecules at the interface,
even though these inhibitory interfaces are generally smaller in size. Finally, a high
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proportion of disease phenotypes were also shown to linked to mutations of these
interface residues.

The only caution with these broad scale analyses of a diverse set of protein-protein
complexes is that one is attempting to standardise the recognition process.
However, although the chemical features discussed characterise every interface, the
contributions of each to the overall free energy of binding varies between
interfaces. These large statistical surveys can mask specific recognition strategies
used by particular protein pairs. However, averages can be used to build a general
picture of the forces and factors contributing to a typical protein-protein interaction,
but may need to be treated carefully when attempting to make specific predictions.
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CHAPTER 3

EVALUATING THE PERFORMANCE OF
PAIR POTENTIALS TO PREDICT PROTEINPROTEIN INTERACTIONS.
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3.1.0 INTRODUCTION

Interaction potentials are a means of measuring the binding preference between
different amino acids. Such potentials have been used in protein threading,
molecular dynamics, and more recently have been applied to finding the correct
interactions across protein-protein interfaces. For example, interaction potentials
have been used as a method of filtering a set of docked complexes (Sternberg et ai,
1999).

The method described in this chapter involves an investigation into the ability to
predict a broad range of non-obligatory protein-protein interactions from sequence
alone by using a set of interaction and burial potentials. An interface score is
developed which attempts to account for the solvation and interaction energy
parameters in the free energy of binding, and therefore show a correlation to the AG
values. Thus, an interface score is calculated for each protein interaction site as a
means to establish its affinity to its partner protein.

The accuracy of this method at predicting the interaction affinity is measured by
correlating the generated interaction scores with the experimental binding free
energies (AG values) for the protein. The use of these Z-scores to determine the best
cut-off is also validated.
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3.2.0 MATERIALS AND METHOD
3.2.1 METHOD OVERVIEW
A method is described for predicting the affmity/specificity in a non-redundant
data set of non-obligate protein-protein interactions. This is achieved by
generating a score for the interface using both pairwise interaction and burial
potentials. Using these potentials, scores are then generated for each interface in
a data set. Scoring matrices (score tables) are also generated for each interface
of the data set using these potentials, where each residue position of the
interface forms a line of the matrix and each line of the matrix has
(corresponding to potentials for the

20

20

scores

different amino acids).

Potentials calculated at various cut-off distances are used to generate score
tables for the residues found interacting at this distance. Each of the score tables
is given a score of significance (Z-score). This Z-score is based on scores
generated from

1000

random sequences (comparing the average random score

to its actual score). Random interface scores are generated from the score tables
using a sequence shuffling method. An average Z-score is then generated for all
score tables at this distance and compared to the average Z-score at other
distances. The distance with the “best” average Z-score was proposed to be the
best distance to use in order to predict the interaction affinities. The best
hydrophobicity scale to use (to measure burial potentials) was assessed in a
similar manner. Thus, the Z-scores are used in order to determine the distance
cut-off that contains the greatest amount of information about the interacting
proteins (i.e. the best distance at which to generate the interaction potentials).
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The ability of this method to determine binding affinities is measured by
correlating AG to the interface score. That the average Z-score is an effective
way to determine the best cut-off distance was tested by comparing the
correlation of interface score to AG for score tables at other cut-off distances.

A subset of 23 wild-type protease inhibitors bound to their wild-type enzymes,
where the binding is assumed approximately rigid body (limited conformational
change upon complex formation), was used to generate an overall correlation
between a score assigned to a complex, and the AG value associated with this
complex. The criterion for choosing this data set was the absence of large
conformational changes on complex formation. Examples of diverse types of
interacting proteins are compared in their wild type and mutant forms, including
examples of protease-inhibitors, a hormone-receptor complex, an antibodyantigen complex, and the barnase-barstar complex.

Comparisons are also made between rigid body protein interactions with
proteins that undergo substantial conformational changes upon complex
formation. These examples show the importance of considering conformational
change in the prediction of protein-protein interactions, and may explain why
the overall correlations, comparing ‘all against all’, are lower than they would
be if this factor were to be taken into account in some way. The limiting factor
in this study is the number of complexes solved to high resolution, for which the
experimental binding AG values are also available.
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3.2.2 THE DATA SET USED TO GENERATE INTERFACE POTENTIALS
The data set used to generate the interface potentials was the same as the nonredundant data set used in Chapter 2.

3.2.3 DEFINING A PROTEIN-PROTEIN INTERFACE
A protein interface was defined as the set of contacts formed when any two
atoms, in residues belonging to two different interacting protein chains are
found to be separated by a distance, d, or less. The range of values tested for d
in this study was between 3 and 8 A.

3.2.4 GENERATION OF INTERFACE POTENTIALS
Each of the interaction potentials was found by dividing the observed by the
expected interaction frequencies, taking the natural log, and then multiplying
this by the observed number of interactions (Equation 3.1). This last
multiplication step was carried out to weight the resulting potentials such that
potentials of small numbers of observed and expected pair interactions were
weighted down. Where there was seen to be no instances of the pairwise
interaction it was given an arbitrary observed value of

0 .0 1

(i.e. highly

unlikely). The number of expected interactions was calculated as the number of
interactions expected if the interface residues were to pair randomly with one
another. This was calculated by using the proportions

(reflecting the

probabilities) of the different residues at the interface as a sub set of the total
number of residues (equation 3.0).
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r obs

r obs

/

\

(Equation 3.0)

a,b

= amino acid type(Ala, Arg, etc)
= observed number of residues of type a at the interface
- observed number of residues of type b at the interface

' ^ f obs _
y

///^

/ "

of the total number of amino acids (%) at the interface
= total number of observed interactions between residues a and b

= expected number of interactions between residues a and b

The propensity of a residue pair was then found by taking the natural log of the
observed over the expected number of interactions, and was weighted by
multiplying this value by the number of observed interactions between this pair
(equation 3.1).
r obs

J (lb

(Equation 3.1)

f.ah

where:
= potential of residue pair a,b
f a t - observed number of interactions between a and b.

3.2.5 GENERATING A SCORE TABLE OF INTERACTION
The interaction score tables are generated using the following steps (Figure 3.1):
I.

A heterodimeric complex (A:B) is taken.
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2.

Each residue in protein A found to be part of the interface is identified.

3.

The residues in the partner protein (B) found to be interacting with a chosen
interface residue in A (within 5Â) are then identified.

4.

A score line is then generated for this residue position in A. This score line
comprises

20

scores (one for each of the

20

amino acids to replace the residue at

this position), and which depended on the residues found interacting at that
particular position, (based on the generated residue interaction potentials).

5.

Thus, the score for any amino acid replacing the chosen residue position in A
is calculated from its affinities for the contacting residues in B.

6

.

Generation of these score lines were repeated for each interface residue
position of protein A.

7.

A score table for protein B is generated in an identical manner, using the
interacting residues of A to generate score lines for the interacting positions in
protein B.

As an example, say residue

68

in protein A is defined as being an interface

residue. This residue was found to be interacting with an Ala, Leu and Pro in
protein B. If residue

68

was He its score at this position would be the sum of the
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interaction potentials o f Ile with Ala, Ile with Leu, and He with Pro. To replace
He with Arg would give a score (for Arg replacement) equal to the sum o f the
potentials o f Arg with Ala, Arg with Leu, Arg with Pro. Thus a score for each o f
the 20 amino acids to replace He at position

68

were generated in this way.
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X
X
X
X
X
X
X

---------- R
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------- -- G
---------- O
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Figure 3.1. Diagram to illustrate generation o f interaction site score tables for a
hypothetical pair of interacting proteins.

3.2.6

Z-SCORE

COMPARISONS TO ASSESS EFFECTIVENESS

OF

DIFFERENT CUT-OFF DISTANCES
Score tables for different cut-off distances (between 3-8Â) were generated
(using the interaction potentials calculated for the corresponding distance). The
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interface score is simply the sum of the interaction scores over all interacting
positions in a protein as shown in Equation 3.2. Randomly picked residues were
then used to generate random interface scores for the score table. These
randomly picked residues were taken from a list of all the protein sequences of
the test set (where each random selection would replace an ‘x ’ position in
Figure 3.1). The random scoring process was repeated 1000 times.

Lcore =

2

^ ^

(Equation 3.2)

a& I n ieifa re

Where Interface consists of all residue positions in one interface
and Efaj is a potential for an interface position, a ( ‘x ’ in Figure 3.1)

A Z-score was then generated by comparing the average random score against
the actual score, for all the score tables and then for those that had n or more
interacting residues (where n was arbitrarily set to

1 0 ).

Z = ———
o
where

(Equation 3.3)

x = real interface score
X

G

= average random score
= Standard deviation o f random scores

An average Z-score for the complexes at a particular cut-off distance was then
found and compared to the average Z-score at other cut-off distances.
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The average Z-score, and the percentage of complexes possessing 10 or more
interacting residues, was used to select the most favourable distance at which to
calculate the interaction potentials, where a large Z-score and high percentage
was favourable. The rationale is that a higher Z-score reflects an interaction
distance that carries more information. Also, using a larger number of
complexes possessing 10 or more interacting residues is desirable. This means
that a larger number of protein-protein interaction sites carry enough interacting
pairs to enable more accurate predictions. The interface scores derived from the
most favourable potentials were used to correlate against AG values in the final
analysis.

3.2.7 JACK-KNIFING
To avoid possible bias in the interaction potentials, a jack-knifing step was
carried out, using case exclusion. That is, at 5Â a different set of potentials was
generated for each of the complexes, using all other complexes apart from those
to which it was homologous. The score tables were then generated for each of
these complexes using their individual potentials. The average Z-score for the
data set of score tables derived in this way did not show any difference to the
average Z-score generated without the jack-knifing step and the difference in
average Z-scores was not significant when tested using the paired Students’ ttest, showing that any bias was negligible.

3.2.8 TREATMENT OF HYDROPHOBIC SCORE TABLE POSITIONS
In light of the hydrophobic contribution to stability, the energy involved in
burying a hydrophobic residue also needs to be taken into account in the
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scoring. Goto (1995) also performed a study that showed that hydrophobic
accessible areas were proportional to binding energies of serine protease-protein
inhibitor complexes. Although hydrophobic residues do not make specific
bonding interactions, they contribute significantly to complex stability, due to
burial upon complex formation. Thus, where a hydrophobic residue is present in
the interface, it is given a burial score based on amino acid hydrophobic
potentials, instead of scoring it according to the residues with which it interacts.

Hydrophobic residues were defined to be those unable to form side chain
hydrogen bonds (i.e. Gly, Leu, He, Phe, Pro, Ala, Met and Val). As described,
these hydrophobic residues were treated slightly differently, such that any
hydrophobic position in the interface formed a row of burial potentials in the
score table (rather than a row of interaction potentials). Two different
hydrophobic potentials were tested and the one that generated the best average
Z-score across all score tables was used. One of the two sets of potentials was
derived for protein-protein interactions (Eisenberg & McLachlan, 1986), but the
set of potentials

used was generated from experimental measures of

hydrophobicity generated using octanol/water partitioning (Radzicka et a l,
1988). These hydrophobicity values were then normalised in order to equalise
the weight with the interaction potentials (such that their minimum and
maximum values matched the minimum and maximum values for the
interaction potentials).

The normalisation of the hydrophobic potentials was achieved in the following
way. The range of hydrophobic potentials was first adjusted to start at zero. The
values of the adjusted hydrophobic potentials were then multiplied by the
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maximum difference in the interaction potential score values (where the
maximum difference is found by subtracting the maximum from the minimum
value), and then divided by the maximum difference in the hydrophobic
potential score range. To bring the adjusted values into the same range as the
interaction potentials, the minimum value of the interaction potentials was
added to each value (Equation 3.2).

PmcLK - F min
H m ax - H

where

H

+

(Equation 3.4)

min

= adjusted hydrophobic potential for residue x
= unadjusted hydrophobic potential for residue x

^min ’^max = miuimum and maximum hydrophobic potentials
^min ’ ^max

= mlnlmum and maximum interaction potentials

Initially, to generate the score tables these hydrophobic score lines are not
included in the score table. This is because all other variables must be kept
constant in order to assess the interaction potentials. The hydrophobic potentials
were then included in the score tables in order to increase their predictive power
(i.e. increase the Z-score). These adjusted hydrophobic potentials that were used
are shown in Table 3.1.
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Table 3.1. Normalised hydrophobic interaction potentials:

0 0 8 -1 5 0 -0 7 2 -0 9 1

038 -061

013

000 -061 -073 000 -053 038

019 000 -041 -033

0 1 3 -0 1 0 029

This inclusion of hydrophobic burial potentials attempts to take into account the
hydrophobic effect contributing to binding energetics of protein-protein
interactions. The side chains of these hydrophobic residues are thought to
contribute more to stability than specificity.

3.2.9 CORRELATION COEFFICIENT
Pearsons’ product moment correlation coefficient was used to correlate the AG
values of binding to interface score. The values were tested for at 95%
confidence with 21 degrees of freedom. Sensitivity to outliers was also checked
for by using Spearmans rank correlation co-efficient.

3.2.10 VERIFICATION OF Z-SCORES AS A METHOD TO DETERMINE
CUT-OFF DISTANCE
The aim was to verify that the use of Z-scores is an effective method to
determine the best cut-off distance at which to determine amino acid pair
potentials. This was done by correlating Z-score and experimental AG values at
cut-off distances other than 5Â. This correlation was calculated for 3Â, 3.25Â,
3.5Â, 3.75Â, 4Â, 5Â, 6 Â, 7Â, and 8 Â cut-offs. The correlation coefficient was
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first calculated using score tables with no hydrophobic burial potential. The
burial potentials were then included to incorporate the solvation energy term in
the interface score.

Where there were no hydrophobic residues in the score table, the binding
partners’ score was the same. However, on addition of the hydrophobic
residues, differences in the total scores arise due to scoring different numbers of
hydrophobic residues.

For example, the interface of protein A of a

heterodimeric complex AB may contribute 5 hydrophobic residues, whereas
protein B may contribute only 3 hydrophobic residues. To accommodate these
score discrepancies, an average score of the partners was taken to correlate
against the experimental AG values.

3.3.0 RESULTS

3.3.1 NUMBER OF PAIR INTERACTIONS AT DIFFERENT CUT-OFF
DISTANCES
It can be seen from Figure 3.2 that, as is to be expected, there is an increase in
the number of pair interactions as the cut-off distance is increased. It is useful to
look at the extent of this increase, as it shows how much more information is
available as the interaction distance cut-off is increased. It follows that the
larger the number of pair interactions to be compared, the more statistically
significant the pair potentials generated from the number of observed
interactions relative to the number of expected interactions (Figure 3.2.). There
are over 45 times more pair interactions to be compared at 8 A than at 3A.
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Figure 3.2. Number of pair interactions as defined from the different cut-off
distance values

3.3.2 AVERAGE Z-SCORES FOR THE DIFFERENT CUT-OFF DISTANCES
USED TO GENERATE SCORE TABLES
The number of complexes with n (set to 10) or more interacting residues also
increases in a steady fashion with increasing cut-off distance (Figure 3.3). The
average Z-scores for each interaction distance when considering this subset of
score tables is roughly similar at the cut-off distances between 3Â and 5Â, and
only noticeably decreases at distances over 5A (Figure 3.4). When considering
all complexes (i.e. when n is greater than or equal to

1 ),

there is a steady

increase in the average Z-score at each cut-off distance until Z = 2.3 (at a
distance of 3.75Â, 4Â and 5Â), after which point the score again begins to fall.
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Thus, 5Â shares the highest Z-score with lower cut-off distances. However,
these lower cut-off distances have the disadvantage that they have fewer score
tables with at least

10

or more residues.
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Figure 3.3. Percentage of the data set of proteins used to derive score tables,
that have

10

or more interacting residues using different cut-off distances
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Figure 3.4. Average Z-scores for protein subsets with 10 or more interacting
residues (grey bars) and for total data set (black bars).

3.3.3 CORRELATION BETWEEN Z-SCORE/INTERFACE SCORE AND AG
FOR

23

ASSUMED

RIGID

BODY

BINDING

SERINE

PROTEASE

INHIBITOR COMPLEXES
Using Pearsons’ product moment correlation coefficient, the overall correlation
of all 23 rigid body binding complexes of experimental AG values against the
average interface score (Table 3.2) was found to be -0.57 (Figure 3.5)
(significant at the 95% confidence level), and the correlation of experimental
AG values to the Z-score was found to be -0.62. There is little correlation
between AG and Z-score (-0.2) or interface score (-0.1) when including all
complexes. As there was one suspected outlier, Spearmans rank correlation was
also used. When the scores were ranked but the absolute binding energies kept.
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the correlation was 0.58 between score and binding energy. When both binding
energy and score were ranked however (athough a slightly crude measure), the
correlation dropped slightly but only by 0.05. Thus, it seems that the presence of
outliers is not a major factor influencing the observed correlation.
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Table 3.2. 23 assumed rigid body binding serine protease-inhibitor complexes.
Binding energy and associated interface scores

inhibitor
score

Binding
partner
score

-18.1"

704

913

Anhydrotrypsin

-17.8"

704

906

BPTI analogue

Trypsinogen

-17.7"

820

666

2kai

BPTI

Kallikren

-12.4"

635

767

Icbw

BPTI

Chymotrypsin

-1 0 .9 ”

556

847

1cho

OM TKY3

Chym olrypsin

-14.3"

480

576

3sgb

OM TKY3

Protease B

-I4 .P '

306

433

Ippl’

OM TKY3

HLE

-11.8"

47

267

Itec

Eglin C

Them iilase

-14"

609

635

Icsc

Eglin C

Sublilisin

-13.5"

555

672

lacb

Eglin C

«-Chym olrypsin

-13''

180

94

2 sec

N-acetyl
C

Sublilisin

-13.5"

555

670

lavg

Triabin

Thrombin

-15.5"

565

768

2sni

Cl-2

Sublilisin

-15.8"

462

528

Icgi

PSTI3, PSTI4

Chymolrypsin

-14.8”

683

815

Ippc

CM TI

Trypsin

-14.4'

610

695

leai

CEI

PPE

-14.P

301

475

Isfi

BBI

Trypsin

-12.4”

730

81 1

nie

Elailn

PPE

-12.2'

401

612

4sgb

PCI-I

Prolease B

-10"

232

272

4htc

Hirudin

Thrombin

-17.3'^

1535

1586

1561

4cpa

PCI

-11.7"

292

426

359

-13.3"

624

722

693

AG

PDB

Inhibitor

Binding partner

(kcai/
mot)

2plc

BPTl

Trypsin

Itpa

BPTI

4tpi

Imcl

MCTI-U

Eglin

Carboxypeplidase A
Trypsin

Average

809
805
743
701
702
528
370
157

622
614
137

613
667
495
749
653

388
771
507
253

Ref: a: C ovell & W allqvist, 1997; b: E ggers et a i , 20 0 1 ; c: Krystek et al., 1993; d: Baker &
Murphy, 1997;e: Janin, 1995; f: Faller & B ieth, 1991 g: G lusa et al, 1997; h: H echt et a i , 1991;
i: O tlew ski & Zbyryt, 1994; j: Huang et al (1 9 9 4 ); k: Luckett, 1999; 1: W ie d o w et a l , 1990; m:
Qui X et al.,]992-, n: Hornton & L ew is, 1992; o: C hakiaborty et al., 2000;p: Zhang et al 1997.
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It could be conceived that the higher the Z-score, the greater the contribution the
interaction potential and hydrophobic parameters play in binding energy. A low
correlation between AG and Z-score may indicate that other factors must be
important in determining AG, other than the terms described.
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Figure 3.5. Correlation o f the total unedited data set o f 23 serine-proteaseinhibitor complexes, excluding those that undergo significant conformational
change. A correlation o f -0.57 is observed. The red, yellow and purple points
are different serine protease enzymes bound to BPTI, 0MTKY3 and Eglin C
respectively.

These results show that a relationship exists between AG values and Zscore/interface score when comparing the rigid body binding states. The reasons
as to why the correlations are not higher may be rationalised. One likely reason
is the subtle variations o f induced fit between complexes, such as side chain
movements, which are not accounted for in the interface score. Another
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discrepancy is the differences in internal free energy changes, also not
accounted for in the scoring. However, when the data set is subdivided to target
particular inhibitors binding to different enzymes, a much stronger relationship
is seen when correlating their interface scores to AG.

The results show that for the 3 different serine protease inhibitors (BPTI,
0M TKY3, and Eglin C) that bind to 2 or more different binding partners, a
correlation exists between the AG and interface score (Figure 3.5). In the case of
BPTI, there are five structures that are correlated. These structures are BPTI
bound to trypsin, anhydrotrypsin, kallikren, trypsinogen and chymotrypsin.
0M TKY3 is bound to three different enzymes: chymotrypsin, protease B and
HLE. Eglin C is also bound to three different enzymes: subtilisin, thermitase
and chymotrypsin. If there are two complexes being compared the chance of the
AG having a random rank correlation with the interface score of -1 is 0.5, where
there are 3 complexes the probability of this correlation is 0.17 (3! =

6

possible

combinations, each with equal probability), etc. Thus, the combined probability
of a

-1

rank correlation occurring by chance in the three separate cases can be

found by multiplying the separate cases to give a probability of less than

0 .0 1

,

that is

Mi
There is no correlation, however, between a single protease bound to various
different inhibitors. The reason that the binding of one particular inhibitor to
different proteases can be compared is due to the fact that the different proteases
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share a degree of homology and will therefore use similar residues for binding.
However, the inhibitors have little sequence identity and so one is comparing
very different binding partners. This proves the point that the scores are not
comparable between unrelated complexes. This could be due to the relationship
of the score to the number of pairwise interactions (the size of the interface).

The Eglin C / chymotrypsin complex has an exceptionally low score. This can
be explained by the fact that Eglin C forms intramolecular hydrogen bonds and
polar interactions that stabilise the structure of the intact inhibitor (unique to the
known Eglin C binding complexes). Thus, there is a change in internal free
energy that favours the interaction, and this change in internal energy is not an
energy term accounted for in the interaction score. As the bonds make the
system more stable, this change in internal energy of Eglin C will contribute
favourably to AG, such that the other energy components may be reduced to
create a similar binding constant.

3.3.4

COMPARISON

BETWEEN

WILD

TYPE

AND

MUTANT

COMPLEXES
The first example is that of human growth hormone (HGH) bound to HGH
binding protein, and mutant HGH (mutated in 5 positions in the interface:
K168R, D171T, K172Y, E l 74A and F176Y) bound to a mutant HGH binding
protein with a critical point mutation in its interface. In this case, the lower
affinity of the mutant protein is reflected by its lower interface score (Table 3.3).
There are large structural rearrangements in the mutant protein however, but it
seems that the mutations themselves have caused changes to the protein
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structure prior to complex formation, rather than due to induced fit upon
binding. This example shows the plasticity of protein interactions in
evolutionary terms, where the structure of a protein alters upon mutation and is
compensated for by the altered shape of its mutated binding partner (an example
of correlated evolution).

Table 3.3. W ild type and mutant human growth hormone receptor/ binding
protein complexes: interface score and binding energy.
HGH

HGHbp

Ihwh

Experimental
AG
-13*

Wt

Wt

Interface
score
1252

laxi

- 1 2 . 1*

Mut

Mut

828

PDB

Ref: a: W ells, 1996

Secondly, the experimental AG values of three double mutants of the barnasebarstar complex (Table 3.4), as compared to the wild type also reflect this
correlation of affinity and interface score

Table 3.4.

Wild type and mutant barnase/barstar complexes: interface score

and binding energy.
PDB
lb27
lb3s
lb 2 s
lb 2 u

Experimental
AG
-19'’
-la .s ”
-13.3'’
-9.5 ”

Bamase
phenotype
Wt
HI 02 A
K27A
K27A

Barstar
phenotype
Wt
Y29A
T42A
D35A

Interface
score
1104
933
965
778

R ef: b: V aughan e /a /., 1999

This result shows a good correlation between AG and interface score, as a reasonable
number of mutant structures are compared to the wild type structure.
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A third example is that of a serine protease, subtilisin, bound to the serine
protease inhibitor, Eglin C, and bound to an Eglin C point mutant (Table 3.5).
There is rigid body rotation of 11.5 degrees compared to the wild-type in the
binding of the mutant Eglin C core to subtilisin (Marshall et al., 1996), probably
caused by the different intermolecular contacts formed. Again, reduced affinity
of the mutant Eglin C for subtilisin is also reflected in the lower value of the
generated interface score:

T able 3.5. Wild type and mutant subtilisin-inhibitor complexes: interface score
and binding energy.
PDB

Experimental
AG

Eglin C

Interface
score

1 sbn^

-14

Wt

887

Icse^

-13.5

L45R

613

Ref: c: M arshall et al., 1996
d: C ovell & W allqvist, 1995

Finally, the affinity of a wild type antigen antibody complex and two antibodyantigen mutants demonstrate both factors of binding affinity and motion on
complex formation (Table 3.6).
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Table 3.6. Wild type and mutant neuramidase-antibody complexes
Structural
rearragement
compared to
wild type

Immunoglobin

antigen

Average
Interface
score

-

Wt

Wt

1189

PDB

Experimental
AG

Inca

O ptim al

Incb

Less negative®

Equivalent

Wt

N329D

1117

Incc

Less negative®

Increase

Wt

I368R

1386

Ref: e: T ulip et al., 1992

Two mutant neuraminidase-N41 antibody-antigen point mutant complexes have
been crystallized in order to compare their interaction and binding energetics to
the wild type structure. Although the exact experimental binding energies were
not available, both the antigen point mutants were found to bind the antibody
with only slightly reduced affinity as compared to the wild type. However, the
Incc mutant was observed to undergo a large degree of induced fit upon
complex formation, as compared to the other two complexes. If conformational
change were not a factor involved in the binding energy one would expect a
similar, if not slightly lower interface score for this mutant as compared to the
wild type, to reflect the similar binding energy. However, the interface score is
considerably higher (1386, compared to 1189 for the wild type, and 1117 for the
other point mutant). As expected the Inch mutant, which did not undergo any
major structural change upon complex formation, shows a slightly reduced
interface score.

Another example using a serine protease - inhibitor complex can be seen for the wild
type and mutant BPTI bound to trypsinogen and trypsin (Table 3.7).

147

Table 3.7. Thrombin-BPTI complexes exemplifying the effect of gross
structural rearrangements on binding energy.
PDB

Protease

BPTI

2 tgp

Experimental
AG
-7.9'

Trypsinogen

WT

Interface
score
854

4tpi

-17.7®

Trypsinogen

Analogue

743

2 ptc

-18.1®

Trypsin

WT

809

Ref: f: Krystek et al, 1993;
g: Covell & Wallqvist, 1995

Although the complex formed between trypsinogen and BPTI is essentially
identical to the complex BPTI forms with trypsin, free trypsinogen is
structurally dissimilar to free trypsin, and the active site undergoes structural
rearrangements upon zymogen activation. In addition to the N terminal peptide
that is cleaved upon activation, the catalytically inactive precursor of trypsin
contains disordered loops of polypeptide chain. These are fully ordered in the
mature enzyme and also in trypsinogen-BPTl (2tgp). The BPTI binding causes a
disorder to order transition in trypsinogen that converts it to the conformation
normally found after activation. The entropie cost of the transition is reflected in
the binding constant, which is several orders of magnitude higher for
trypsinogen-BPTI than trypsin-BPTl. However this method uses sequence
information alone, and is insensitive to the disorder to order transitions. As
such, a similar interface score is accompanied by a much less negative AG
value. Also the complex of trypsinogen bound to the BPTI analogue has a high
interface score but also a larger experimental AG. From this it can be speculated
that this mutant form of BPTI does not induce the disorder to order transition in
trypsinogen.
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A summary of the results showing the positive correlations between mutant and
wild type complexes is illustrated in Figure 3.6. This clearly shows that the
interface score/AG relationship is not uniform between different complexes, and
that these relationships seen are confined to homologous complexes.

Binding free energy ^2
(-kcal/mol) and
10
score function

■ inverse binding
energy
□ score function

PDB codes of complexes

Figure 3.6. Correlation between AG and interface score for several complexes
in their wild type and mutant forms.

A further example to illustrate the importance of conformational change of
proteins on complex formation when considering AG is seen in the example of
thrombin complex bound to BPTI (Bode et a i, 1997). Unlike most serineprotease

inhibition

mechanisms,

thrombin

undergoes

large

structural

rearrangements upon complex formation with BPTI, and this is also reflected in
the high interface score of this complex as compared to the other serine protease
- inhibitor complexes (854), though the AG is only -10.9 Kcal/mol. This
indicates that there are many favourable interacting residues but they balance
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the large conformational change. As such the net AG is considerably less
negative than would be expected for a rigid body complex with a similar
interface score.

3.3.5 VALIDATION OF THE USE OF Z-SCORES.
The aim was to validate the use of Z-score to determine cut-off distance to
generate best set of residue potentials. The results show that without the
addition of the hydrophobic burial score lines the best correlation with AG is
achieved at a cut-off distance of 6 Â. However, when including the hydrophobic
burial potentials the best cut-off distance correlation appears to be 5Â, and using
these criteria also gave the best overall correlation (Figure 3.7). In general the
hydrophobic effect should be accounted for in the correlation to AG, as this is
one of the terms encompassed by AG.
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Figure 3.7. Negative correlation of AG to interface score at different cut-off
distances, both with and without the addition of hydrophobic burial potentials.

3.4.0 DISCUSSION

The results show that there is a degree of correlation between the AG and
derived interface score for protein-protein interactions, particularly in the cases
where rigid body binding is assumed. The correlation is strongest when the
same or similar residues of interaction are used to bind to different partner
proteins i.e. if the same binding site is used for the interaction with different
binding partners. However, the correlation is weak when comparing the AG
values

of all

the complexes

with

their interface

scores,

(i.e.

where

conformational change is ignored). This study is, in fact, in disagreement with a
previous study showing a correlation of 0.7 between score and AG, using a
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similar method to score complexes using amino acid interaction potentials, and
experimental AG values (Lai et al., 2002).

A significant number of

disagreements with the correct experimental AG values recorded in the paper
appear to account for the differences in results obtained.

The use of sequence based approaches as a means to find the best potential
function and distance to measure the residue interactions is a novel concept.
This study has gone much further than simply taken a distance that has seemed
logical according to residue biochemistry and has tested the information that can
be extracted from using these different cut-off values. The Z-score method was
used as a means to determine this best cut-off distance to use in generation of
the pair potentials used in this study for predictive means. The method, though
simple, has proved to be effective. It is interesting to note that information
seems to be lost at larger distances than 6 Â (presumably due to the number of
false positive pair interactions). At 5Â there appears to be the influence of both
hydrophobic interactions as well as polar interactions, whereas the hydrophobic
interactions are not present at the low cut-off distances (as seen in the potentials
in Chapter 2). This effect is also seen in the dramatic reduction in correlation of
interface score to AG, on addition of hydrophobic burial parameter at a distance
of 3Â. It would seem that at distances greater than 5Â, simply measuring the
distance between atoms to define pair interaction generates non-specificity. As
expected the degree of non-specificity appears to increase as the cut-off distance
increases. However, at distances of lower than 5A the number of residues in
contact across the interface is less and this reduces the predictive power of the
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method. Thus, 5Â is the best distance to use as this distance provides the largest
amount of information about specific pair interactions across the interface.

Binding affinity depends on both the polar interaction and burial interactions,
but also the degree of induced fit and the change in internal energy of the
individual proteins upon complex formation. This study has been carried out
using a simple method to score protein-protein interactions using only residue
interaction potentials and hydrophobic burial potentials. The scores given to the
protein-protein interactions have been compared to AG values for several
structures that have been solved to high resolution in the PDB (and for which
the experimental AG values had been documented). It would seem that although
a correlation does exist between binding affinity and the score given, this is
strongest where the induced fit of the complexes and change in internal energies
are comparable between the complexes being compared. This makes sense
according to Equation 3.5

A G bind — AGintcract

where

AG ,-„teract

“t" AG solvent “1“ AGintcrnal “I" AGmotion

( E q U a t io n

3.5)

= free energy change due to interactions between residues

AGsolvent = free energy change of desolvation
AGinternai = internal free energy changes upon complex formation
^Gmotion =free energy change due to side chain rotations, conformational
change

The results indicate that although this method may be simple, it shows a degree
of success in the prediction of the affinity of a particular ligand for its binding
partners, especially if the partners show a degree of homology. It could be that
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the more homologous the binding partners the better one would expect the
correlation.

A limiting parameter in this method is finding enough rigid body binding PDB
complexes solved to high resolution with single ligands bound to various
binding partners, and for which there is also information available on their
experimental AG values. Hopefully, as more experimental energies become
available and more structures are deposited in the PDB database, this study can
be extended to even more structures. However, there is a correlation of -0.57
seen between interface score and the AG value for all the rigid body binding
serine protease inhibitor complexes, but this correlation reduces substantially if
complexes are included that involve large structural rearrangements upon
complex formation.

The serine protease-inhibitor complexes have, on average, a relatively low
interface score as compared to other types of protein-protein interaction which
reflects their general nature of rigid body binding and relative steric hindrance
in general. It means that although they have relatively low interface scores, they
may still have large AG values. This rigidity of binding is important to the
specific nature of the protease-inhibitor interaction, and most of the hydrogen
bonds form between main chain atoms, which reduces flexibility of the
interaction.

Only the first two terms of Equation 3.5 are accounted for in the scoring method
described, which is based on sequence alone. As described, AGmoUon is the sum
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of the free energy changes due to both side chain rotation, and due to
conformational change. When two proteins come together to form a complex,
their side chain movements are more constrained than when free in solution.
This causes a decrease in entropy of the system, which in turn increases the free
energy (making AGmoiion less negative). In addition, any conformational changes
that may occur to enable complex formation will cause an increase in enthalpy
of the system and thus also increase the free energy

(A G m o iio n )-

This can be seen

from Equation 3.6.

AG =AU - TAS

(Equation 3.6)

where AU is the change in enthalpy, AS is the change in entropy, and T is the
temperature.

Therefore, the value of AGmoiion should change to make the overall AG.bind less
negative, and the larger the degree of movement upon complex formation, the
more positive the value of AGmoiion- It follows that the more positive the value of
AGmoiion the less negative the value of AGbind, if all other values remain constant.
This is reflected in the results of using this sequence only approach, that show a
tendency for higher scores for proteins that have a large conformational change,
but that these higher scoring complexes do not correlate with a more negative
value for AG. The high scores for the complexes that involve large
conformational changes probably reflect the compensating increased energy in
the other terms needed in order to make the interaction favourable. The
contribution of AGiniemai would be expected to also contribute to the
effectiveness of the method used. This term describes intra-molecular
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rearrangement, such as the making and breaking of hydrogen bonds. Formation
of hydrogen bonds makes the structure more stable, and this transition would be
a favourable energetic contribution to AGbind term (i.e. AGiniemai would be
negative).

3.5. CONCLUSION
In this chapter it has been shown that sequence shuffling can be used as a means
to optimise various parameters of the protein-protein interaction. It can be
concluded that the interaction distance that is most effective in the generation of
a scoring function to detect protein-protein interactions, with the amount of data
available is 5Â. Increasing the distance above this threshold to 6 Â decreases the
specificity of the pairwise interactions, and at distances below 5Â the limiting
factor is the number of complexes with a significant number of pair interactions
by which to define the interface.

It can also be concluded that prediction of the specificity or affinity of an
interaction relies on the degree of conformational change upon complex
formation, in addition to the electrostatic and hydrophobic effects of the
interaction. However, the simple scoring method described may be effective for
the prediction of affinities where there is comparable induced fit between the
complexes being compared, such that the AGmoUon can be ignored from the
equation.

Results show that there is a correlation between experimental AG values and
interface score. However, neglecting other important energy terms such as
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internal free energy change, and free energy change due to induced fit, reduced
this correlation. The results also show that pair potentials may give a clue to the
hierarchy in the affinity of association or binding preference for a particular
ligand to bind its different receptors. This study does illustrate the effectiveness
of this method in predicting the affinities between complexes where a ligand
binds different but homologous receptors (for which these neglected energy
terms are similar), such as different proteins belonging to the same SCOP
family. This study therefore highlights the importance of considering these
neglected contributions to the total binding free energy in protein-protein
interactions as a general rule.

This method has the potential for mutation studies, where a mutant homologue
structure exists and some mutant sequences are known, but where they have
unknown binding affinities. It may be used to at least rank the binding of these
mutant sequences relative to the wild type homologous structure.

Thus, a method has been successfully implementing for assessing the free
energy of binding. Where the model is inconsistent this can be explained in
terms of conformational changes involved in complex formation.
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CHAPTER 4
PREDICTION OF PROTEIN-PROTEIN
INTERACTIONS USING SEQUENCE
PROFILES
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4.1.0 BACKGROUND

Due to the fact that a protein’s function is primarily determined by the
repertoire of proteins with which it interacts, a method for the prediction of
protein-protein interactions may be used to infer the function for proteins where
this function is unknown. Although methods already exist to suggest functional
interactions such as the yeast two-hybrid studies, these methods do not provide
evidence of the actual physical interaction of two proteins (2.1.1). As described,
the most conclusive evidence of a physical interaction between two proteins is
from the structures and the co-ordinates of protein-protein complexes (2 . 1 .2 ).
However, compared to the number of protein sequences available there are
relatively few solved complexes. The docking methods that are used to predict
protein-protein interaction also rely on the individual protein components to
have been solved as well as the docked solution from which to draw the
comparison.

In light of the fact that many protein sequences are being deposited in databases
compared to only a relatively small number of protein structures, it would be
ideal to be able to predict protein-protein interactions ab initio (from sequence
alone). However, developing a method that only uses primary structure
information for prediction may still have initial dependence on these solved
complexes for its design. The interfaces and residue interactions of these
structures can be used for the characterisation of binding at the sequence level
(as in Chapter 2). Complexes can also form a test set, in order to verify any
prediction method developed as a result of the interface site analysis. The aim
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is, having characterised the interface, and

developed a method to locate the

binding site of the test proteins, that the method may be used to search the
interface of proteins using only their primary sequence. Although it does not
promise the sought after accuracy of a refined docking method, it could be used
as an initial filtering step. The idea would be to produce a semi accurate
description of the binding site that a docking method can use to refine.

This chapter uses a similar method to the work that used score tables to
correlate the interaction scores to free energy of binding in Chapter 3.

The

ultimate aim is to predict proteins with a similar interaction site to a template
protein for which a sequence interaction profile is generated. An interaction
profile is basically the interaction footprint of the protein, which is then placed
in context of the whole protein sequence. Firstly, score tables are generated as in
Chapter 3, which can be seen as a footprint (or motif) of interaction. The score
tables are then incorporated within an

‘interaction profile’, whereby, the

positions of the interacting residues are

aligned to their original positions

relative to the whole protein sequence. This profile is used for predictive
purposes by searching a database of protein sequences for other proteins with a
similar binding specificity.

Also in this Chapter, additional efforts are made to create the best method of
developing residue interaction potentials. This is achieved by using various
different criteria to calculate sets of potentials, and then assessing their
predictive power by considering the average Z-scores for the score tables
derived from these potentials (as described in Chapter 3). The data set is also
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extended, to include all of the non-redundant data set (64 complexes, extended
from the 59 protein non-redundant data set of Chapter 2) in order to generate the
score tables and assess these potentials (Table 4.1).

As described in Chapter 3, the method of using score tables to generate a cost of
replacing a particular residue with another, and generating an overall interaction
score, can be seen to be analogous to the protein threading approach used to
predict protein folding. The method developed here searches candidate protein
sequences using the sequence interaction profile to find the proteins likely to
interact in a similar manner. In theory, when searching with a particular profile,
a protein hit with a high score for the profile sequence should possess a high
affinity for interaction with the binding ligand. The binding ligand is the partner
for the protein for which the profile was created.

4.2.0 DATA SET OF COMPLEXES USED

The dataset was non-redundant, and generated as in Chapter 2 (2.1.3). Five
additional complexes were found, giving a data set of 64 protein-protein
complexes (Table 4.1).
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Table 4.1 Data set of 64 proteins of the non-redundant data set
(column 1 gives PDB code and SCOP numbering)
1

2

1

2

1

2

Ippc:
2 . 4 4 .1 . 2 .1

p ro tease/
in h ib ito r

Idan:

C oagulation facto r/
sol. tissu e facto r

I r ib :

tra n sth y retin /
retinol b in d in g p rotein

7.3.2.1.2
Isbw:
2. 4 4 .1 . 2 .1

protease/
in h ib ito r

7. 3 .1 3 . 1 .1
Icgi:
2.44.1.2.7

2.44.1.2.2
2.40.4.1.4

Idnl:
1.7.2.1.1

sub tilisin /
in h ib ito r

Ismp:
2. 5 7 .2 . 1 .1
4.76.1.4.2

p ro te ase/
in h ib ito r

Ispb:
3 . 3 5 .1 . 1 .7

subtilisin pro seg m en t/
subtilisin

lu d i:
3.14.1.1.2

4. 4 8 .3 .2 .1

p ro te ase/
in h ib ito r

IbiS:
1 .1 1 0 .2 . 1 .5
I n l l:
1 . 1 1 0 .2 . 1 .7

sy n tax in /
b in d in g p rotein
(exocytosis)
m etallo p ro tease/
in h ib ito r
hy d ro lase/
in h ib ito r

4.15.4.1.2

k in ase/
antio n eo g en e

4.123.1.1.2

p ro te ase/
in h ib ito r

ty ro sin e k in ase/
n eg ativ e facto r

4. 8 5 .1 . 1 .1

therm itase/
in h ib ito r com plex

2s ic:
3 . 3 5 .1 . 1 .7
4.69.1.1.2

4. 3 4 .1 . 1 .1
la v w :

2t ec :
3 . 3 5 .1 . 1 .4

lavz:
2.32.2.1.2

4 . 3 4 .1 .1 .1

2 .5 6 .1 . 3 .1
lacb:
2.44.1.2.7

horm one/
receptor

2 . 3 .3 .1 .1
2.56.1.1.4

protease/
in h ib ito r

7 .8 .1 . 1 .1
lavg:
2.44.1.2.12

Ihwh:
2.1. 2 .1 .1
1. 2 7 .1 .1 .6

protease/
in h ib ito r

7.15.1.1.4
Imtn:
2.44.1.2.7

2 .1 .2 .1 .1
2 . 44 .1 .2 .1

leay:
3. 1 6 .2 . 1 .1

C h eA /C h eY
sig n al tran d u ctio n

4 . 4 8 .2 1 . 1 .1

N F -k ap p a-B /
A nk repeat

2 . 2 .5 . 1 .6

Idhk:
3 . 1 .7 . 1 .8
2.28.1.1.16

am ylase/
in h ib ito r

protease/
in h ib ito r

Iqniz:
4 . 1 2 3 .1 . 1 .1
1.72.1.1.1

k in ase/
cyclin

R A S/
G T P activ atin g

lb6c:
4 . 1 2 3 .1 . 1 .1
4 .2 4 .1 .1 .1

isom erase/ k inase

nucletide b inding/
regulator

la in ;
3 . 5 0 .1 . 1 .4
4 .130.1.1.4

deoxy rib o n u cleas/
actin

I fs s :
3 . 6 4 .1 .1 .1
7 . 7 .1 . 1 .3

.serine esterase/
toxin

Igua:
3 .31.1.7.3
4 . 1 3 .3 . 1 .1

R A P/
GRAF

Idkg:
3 . 5 0 .1 . 1 .3
2. 68 .1. 1.1

la y ? :
3.8 .1 .1 .1
4.1 .1 .1 .1

rib o n u clease/
b arstar

Ia2k:
3.31.1.7.6
4 . 1 5 .3 . 2 .1

n u clear transport
factor/
RA S
nitrogenase protein
com plex

I g la :
3.5 0. 1. 3 .1
2.7 9. 3. 2 .1

nucleo tid e exchange
factor/
chaperone
k in ase/
glucose specific factor

Id fj:
3.9 .1 .1 .1
4 .5 .1 . 1 .1

rib o n u elease/
in h ib ito r

actin /
profilin
(acétylation)
metalloprolea.se/
in h ib ito r

Itco:
4 .138.1.3.3
4.24.1.1.2

S er-T hr
P h o sp h atase/
Isom erase
toxin/
grow th factor

la zz:
2.44.1.2.9
2 .1 5 .1 . 1 .1
Iw ql:
3 .3 1 .1 . 7 .1
1. 108 .1 .2 .1
lagr:
3 .31.1.7.13
1. 87.1.1.1

ln2c:
3 .31.1.9.3
3.81.1.1.2

Ihlu;
3 . 5 0 .1 . 1 .4
4 .9 1 .1 . 1 .1

lava:
3.1.7.1.16

am y lase/
in h ib ito r

2 . 4 0 .4 . 1 .5
Inoc:
3 . 6 4 .1 .1 .1

o x id o re d u ctase/
transferase

4 . 1 5 2 .1 . 1 .1

G T P b in d in g /effecto r

luea:
2.3 8. 3. 1 .1
4.76.1.9.4

la ip :
3 .31.1.7.15
4 .37.1.1.2

elongation factor
com plex

l aO r:
2 . 64 .3 .1 .1
3 . 4 2 .1 .6 .1

tran sd u cin /
p h o sducin

Is tf :
4.15.1.2.3
4.3.1.1.2

p ro tein ase/
in h ib ito r

lf60:
3.31.1.7.17
1 4 . 4 8 .1 2. 1 .1

elongation factor
com plex

lbh8:
1.2 3. 1. 3 .3
1. 2 3 .1 .3 .4

Ibnd:
7. 1 7 .1 .3 .1

g row th factor com plex

Icxz:

R hoA /R ho effector

tran scrip tio n
regulation hetero
com plex
O xidoreductase
/electron transpor t

lf3v:

tro p o n in C /
troponin 1

la lO
4.34.1.1.2

T N F l/
recep to r asso ciated
protein
P rotease/
in h ib ito r

Izbd:
3 .31.1.7.5
7.48.1.1.2

3.31.7.1.16
2.40.4.1.5
Ibkd:
3. 31 .1 . 7 .1

2pcc:
1 .3 .1 .1 .9
la2x:
1 . 41 .1 .5 .3

1. 10 9 .1 .1 .1
la k 4
2 . 5 8 .1 . 1 .1

3 . 3 5 .1 . 1 .3

C yclophilin A/
C ap sid protein

1. 71.1.1.1
lds6:
3.31.1.7.2

R ac /R h o regulation
com plex

2.1.1.5.18
Imkw
2. 44. 1

leb d
3 . 3 .1 . 5 .9
1.9.1.1.1

D ehydrogenase/
A cetyltransferase

Itn r
2.21.1.1.3
7 . 2 4 .1 .1 .1

TN F/
receptor

lavz;

tyrosine k in ase/
n egative factor

Ispp
2. 2 2 .1 . 1
2. 2 2 .1 . 1

S em inal plasm a
g lycoprotein
heterocom plex
N erve grow th factorreceptor

2.32.2.1.2
4 . 85 .1 .1 .1

Th rom hi n -preth rom bi n
com plex

2. 44. 1
Itb g
2. 6 4 .3 . 1 .1

2. 7. 1. 1 .1

?

1.8 9. 1. 1 .3

on co g e n e protein/
ex change factor

Ixdt:
4.144.1.1.3
7.3.11.1.14

Iddh
4. 17.1
2 . 1 .1 . 2

M H C IP -m icroglohulin

Iw w w
2.1.1.4.15
7.17.1.3.4

T ra n sd u cin Py:
receptor

1. 126
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4.3.0

GENERATION

OF

INTERACTION

POTENTIALS,

SCORES

TABLES, AND Z-SCORES.

The method used to generate interaction potentials, score tables and Z-scores
were the same as for Chapter 3. As in Chapter 3, a jack-knifing step was carried
out when generating the 5Â potentials for each complex. That is, for each
complex, interaction potentials were generated from the non-redundant data set
but the complex itself was excluded from this data set. The interaction score
tables for these complexes were then generated using these potentials. However,
as the Z-scores for these score tables were not statistically different when
compared using the pairwise Student t-test to those in the absence of the jackknifing step, this step was not included in analysis of other potentials.

4.4.0 ALTERNATIVE METHODS TESTED

Prior to deciding on the scoring scheme to use to generate the score tables,
various methods were tested in order to gain the most favourable recognition
potential. This was assessed by the generation, and comparison, of Z-scores, as
described in Chapter 3. However, in this Chapter the data set to assess these Zscores was extended and refined to encompass a data set of 64 non-redundant
protein-protein complexes. Similar to the method in Chapter 3, the higher the
average Z-score for all complexes of the non-redundant dataset, the better the
assumed predictive power of the method.
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The control scoring for interaction potentials was to take the average interaction
potential for each interacting position of the footprint, such that this could then
be compared to the additive potential scoring.

4.4.1 WEIGHTING OF INTERACTION POTENTIALS
A chi-squared can be used to find which of the individual pair interaction
potentials are statistically significant at 95% level confidence (see Appendix
III). If all the pair interactions were ignored which were not statistically
significant, this would mean ignoring many residue interactions and perhaps
mean eliminating weak signals. Instead, the residue propensities were weighted
according to the number of observed occurrences across the data set. That is, the
interaction propensity of a particular pair of residues was multiplied by the total
number of observed occurrences of this pair, to give the final, weighted,
interaction propensity (Table 4.2).

4.4.2 ADDITIVE INTERACTION POTENTIAL SCORING
It seems logical that a greater number of contacts made by a particular residue at
the interaction site reflect the importance of this residue to binding (as it could
be conceived that it may have a greater contribution to binding free energy).
Thus, if a particular residue is found interacting with multiple residues, the sum
of the pair-wise interactions was calculated. This step was found to improve the
average Z-score of the non-redundant data set (Table 4.2) compared to taking
the score average at these interacting positions (dividing the total additive score
by the number of residues contributing to the score at that position).
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4.4.3 HYDROPHOBIC INTERACTIONS

To reflect the contribution of hydrophobic burial to binding, solvation potentials
were again used. Two different scales (as in Chapter 3) were tested using the Zscore method described previously but the same set was used as before (Table
4.2). However, the most effective one found (which gave the highest average Zscore for the test-set score tables) was to weight the potentials in the same way
as Chapter 3 (Radzicka et aL, 1988).

Table 4.2. Weighting methods used for the interacting residue pairs as
measured by the 5Â cut-off, which showed a step-wise improvement in Z-score

Weighting method

Average Z-score for data set

None

3.0

1

By number of observed interactions

3.3

2

Using additive propensity scoring

3.5

3

Adding hydrophobic potentials

3.8

Step
0

^'

* average propensities at each position, no hydrophobic potentials & no observed interaction
w eighting

Table 4.3. Further weighting methods, used for interface pairs, as measured by
the 5Â cut-off.

Weighting method*

Average Z-score for data set

Volume adjusted

2.5

Atomic contact number adjusted

3.1

Using Specific functional groups

2.7

^com pared to propensities with the additive

w eighting adjustm ents docum ented in T able 4 .2

(Z -score = 3.5). A ll the propensities calculated here are additive
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4.4.4 WEIGHTING POTENTIALS USING AMINO ACID VOLUME
Another method that was tested was to take the volume of the amino acid into
account when generating the expected frequencies (Table 4.3). The hypothesis
is that the larger the amino acid, the greater the number of interactions made.
Taking the volume into account was achieved in the following stages:

1.

Multiplying the number of each amino acid type observed at the interface by
their respective sizes in order to generate the volume-adjusted frequency.

fx

~ f x ^ x

(Equation 4.1)

where:
= volume adjusted observed frequency of residue x
f ^ - observed frequency of residue %at interface {x = Ala, Leu, Lys, etc)
VX = volume of residue x

2. The expected frequency of an interaction between x, and Xj was then
calculated by
V

^ ex p _

rv

/:/

(Equation 4.2)

>exp

/ x-Xj is the expected frequency of the pair interaction between residues x,
and Xj (Ala, Leu, etc);
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and Xk is one of the

20

amino acids (the value of k between

1

and

20

denotes a

different amino acid)

This attempts to take into account all different modes of interaction, including
hydrophobic interactions of the main chain, as well as any specific interactions
of the functional groups.

This method did not appear to improve the predictive power of these potentials.
This could be due to the fact that the volume does not take into account the
distribution of polar groups or the polar groups available for interaction. For
example, glycine has a very small volume, but because it lacks a side chain, its
main chain atoms are readily exposed for bond formation. However, in other
amino acids the side chain atoms block access for binding to the main chain.
This can be extended to explain restrictions imposed on availability of groups as
a result of side chain branching. A similar argument holds for measuring the
accessible surface area (ASA), because, although side chains and branching
increase the ASA, they may be shielded from accessibility from other side chain
interactions.

4.4.5 WEIGHTING ACCORDING TO NUMBER OF ATOMIC CONTACTS
BETWEEN A RESIDUE PAIR
The number of atomic contacts observed between a particular amino acid pair
was then also taken into account in order to weight the importance of the
particular amino acid at the interaction site when generating potentials and score
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tables (Table 4.3). Thus, the total observed number of contacts between a
particular amino acid pair was made equal to the sum of all the atomic contacts
between this pair interaction in the whole data set. Similarly, the number of
expected interactions takes into account the total number of atomic contacts
made.

4.4.6 SELECTION OF SPECIFIC INTERACTIONS
Another approach to optimise the potentials was an attempt to eliminate the
seemingly non-specific or multiple interactions. The first idea was to use the
smallest interaction distance of one residue to another, suspecting that this
would be the most specific. However, this did not appear to reflect specificity
very well, as quite frequently the most specific interaction such as a hydrogen
bond (found using the Hbplus program described in Chapter 2) would not prove
to be the closest. Thus, a further method was then to only include interactions
between specific functional groups (Table 4.3) (represented by oxygen, nitrogen
or cysteine atoms) to generate score tables and potentials. Nonetheless, this
approach

ignores

a

fundamentally

important

aspect

of protein-protein

interactions, which are the hydrophobic residues that contribute to the stability
of a protein-protein interaction. In addition to the contribution to stability that
may result in burial of a hydrophobic residue, the residues may also contribute
to stability by participation in specific hydrogen bonds with their main-chain
oxygen and nitrogen atoms. Including these hydrophobic residues allows
negative scoring for their replacement with charged or polar residues. These
replacements would have high cost of desolvation and may, therefore,
destabilise the protein complex.
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4.4.7 ALTERNATIVE CUT-OFF DISTANCES
When the 5Â cut-off distance was used, as in Chapter 3 (3.2.6), the average Zscore was found to be 3.8. As before, a range of different cut off distances was
used for generation of the amino acid potentials and of the score tables, in
attempt to identify the best distance at which to generate these potentials and
score tables, in order to provide the maximum predictive power. Cut-off
distances of 3Â, 3.25Â, 3.5Â, 3.75Â, 4Â, 5Â,

6

Â, 7Â, and < 8 Â were used.

Again, a consensus was found (Table 4.4) by taking the average Z-score at each
distance (as described in Chapter 3). Careful analysis of the Z-scores showed
that changing distances increased the Z-score in some complexes but drastically
reduced the Z-score in others.

Table 4.4. Average Z-score for tables derived at increasing distance cut-offs
Score table cut-off

Average Z-score

3

3.2

3.25

2.9

3.5

3.1

3.75

3.2

4

3.0

5

3.8

6

3.0

7

2.9

8

1.7
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4.4.8 DIFFERENT CUT-OFF DISTANCES FOR DIFFERENT COMPLEXES
In some cases there were only few or no interactions in a complex when the
distance was reduced below a certain threshold (e.g. IbiS has no interactions of
less than 3Â), and the fewer the number of interactions, the lower the predictive
power. In order to overcome this distance discrepancy between complexes, an
optimal interaction distance was found for each complex, and a score table
derived at this distance (although still using amino acid potentials derived at
5A). The optimal interaction distance was defined by finding the minimum
distance for which there was at least n residues at the interaction site (in both
proteins participating in the interaction, and where n was arbitrarily set to 7).
The average Z-score for the score tables derived in this way was reduced from
3.8 (the maximum average so far) to 3.2.

By reducing the interaction distance threshold for deriving the pair-wise
potentials, one is also reducing the number of residue interactions with which to
derive the potentials. Thus, where there are only a small number of total pair
interactions from which to derive the potentials, the calculated potentials can
only have limited significance. For example at a distance of less than 3Â, chi
squared tests showed there were only 15 pair interactions that were found to be
statistically significant at the 95% level (Figure 4.1). This was the reason for
using the potentials derived for 5Â for the lower cut-off distances (but which
may not accurately reflect the interaction propensities at these distance). Thus,
5Â was used to derive the potentials because it provides more data, but then
case-specific distances were used when calculating the interactions present.
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From Figure 4.1 it can be seen that, apart from the Asparagine-Asparagine (NN) interaction, all the residue pair interactions found to be significant at 3Â
involve one potentially charged residue. Thus, the contribution of hydrophobic
and Van der Waals interactions (thought to be major contributors to
interactions) are negligible, and so totally neglected, at this distance. At 3.25Â
there were still only 28 statistically significant pair-wise potentials generated,
but at 5Â there were 63 significant pair-wise interactions. As described (3.3.2),
at distances above 5Â, the decrease in average Z-score for the data set of protein
complexes probably reflects the noise generated by false positive pair
interactions.

E

0 .6 -

R-N

E-Y

K-Y

E-S

N-N

H-Y

R-Y

D-S

D-Y

D-H

E-K

C-H

D-K

R-E

R-D

residue pair interaction

Figure 4.1. Chart to show statistically significant interactions of residues at less
than 3Â
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4.5.0 FINAL METHOD USED TO GENERATE SCORE TABLES

Thus, ultimately, despite attempts to further optimise the potentials the
redundant data set described was used to derive amino acid pair-wise potentials
at a 5Â cut-off distance (Figure 4.2). Score tables derived for the 5Â cut off
were then generated for all the protein complexes, using additive propensity
scores at each position. In addition, the hydrophobic effect was taken into
account by using solvation potentials.

As described, (3.2.7) a jack-knifing step was included in case the effect of
including homologous proteins in the derivation of the score biased the results.
No statistical difference was observed in the Z-scores, but these profiles were
maintained nonetheless.
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Figure 4.2. Residue pair-wise interaction potentials (including all complexes)
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4.6.0 SCORE TABLE RESULTS: DISTRIBUTION AND CORRELATION
OF Z-SCORES

Results show that the Z-score values vary in the optimised method used here,
from between 0.6 and 8.0, with an average score of 3.8 (Figure 4.3). There is
also the difference in Z-scores from when the ligand predicts the interactor as
opposed to when the interactor predicts the ligand. This is due to included
solvation potentials (4.4.3).

It is of interest to surmise why there is such a large distribution in the Z-scores
for the proteins in the database for which score tables where generated. In
theory, there should be a common factor, or common factors, as to why some Zscores are as low as

0 .6

while others are as large as 8 , when the scoring scheme

used is the same.

The first possible correlation factor examined to determine the large range of Zscores was the size of the interaction site in relation to the Z-score. There was
indeed a trend for the large protein interfaces to have larger Z-scores and the
Pearsons correlation was 0.7 (Figure 4.3). However, if the proteins’ interaction
site size is taken in 10 residue bins (e.g. 1-20, 20-30, etc) the Z-scores show a
fair amount of spread, and the variation is similar within each bin. As such it
could be concluded that there may be another factor, or other factors,
determining the strength of the Z-score.
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Figure 4.3. Correlation between average Z-score for both proteins of the
complex, and the smaller interface of the proteins (in terms of contributing
residue number).

The number of interactions between oppositely charged residues across the
interface was also considered in an attempt to correlate these values to the Zscores. A salt bridge is an electrostatic interaction between very close oppositely
charged groups in a protein or between proteins. However, the interactions
between oppositely charged residues which were scored here are not necessarily
salt bridge interactions, as they represent any atoms of the charged residues
being in contact at a distance of less than 5Â. The salt bridges most highly
represented in the scoring were those between Arginine, Glutamic acid.
Aspartic acid, and Lysine. However, in general, ion pairs involving Arginine
have been found to be energetically more favourable than those involving
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Lysine (Hu et a l, 2000). The Z-score of each complex was plotted against the
number of opposite charge contacts between different residue pairs in the
complex. This factor appeared to correlate more strongly with the Z-scores
(Table 4.5) and showed a correlation (using Pearsons correlation) of 0.73.
However, the correlation between the Z-score and the number of real salt
bridges was only 0.57. Nonetheless, it is evident that these oppositely charged
interactions are a major determinant of the Z-score, which should reflect
binding specificity.

Table 4.5. Correlation between the number of interactions between oppositely
charged residues in the interface, and the average Z-score for the complex.
Number of

Number of

oppositely charged

score-tables

Average Z-score

residue interactions
0 -1

45

2.62

2-3

34

3.31

4-5

18

4.29

6-7

27

4.94

>8

14

5.59

Conversely, the correlation between the number of interactions between any
functional groups of the side chains and the Z-score was much lower (0.5).
Likewise, the number of hydrophobic interactions has a weaker correlation with
the Z-score (r = 0.4). This suggests that there is perhaps a balance of both polar
and hydrophobic interactions that contributes to the Z-score.
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Thus, it can be inferred that protein-protein binding appears to involve a
complex array of hydrophobic and electrostatic interactions, in which the
oppositely charged residue interactions appear to greatly influence affinity or
specificity.

There are cases however, where complexes with the same number of salt
bridges and the same size interfaces have different Z-scores. This may be due to
the interference of water molecules that bridge the binding site, which are not
accounted for in this method.

The Z-score results may also improve once a larger amount of data is available
for a more accurate prediction of pair affinities at the interface. However, the
results so far looked promising enough to attempt a method to predict protein
interactions from sequence alone.

4.7.0 PR O FILE CREATION

The next step is to identify the interaction site of the target protein (for which
the profile was created) and other proteins with similar binding preference,
using a pairwise sequence alignment search. The difference here, when
comparing to a standard pairwise sequence alignment, is that the actual residues
are not known, but just their positions. However, each position is scored relative
to the insertion of a different amino acid at this position, which can be seen as
analogous to a typical sequence alignment.
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Secondly, the interaction footprint is usually a discontinuous sequence, so in
order to allow for discrepancies in the distances between the residues, some
kind of penalty for gap introduction and gap extension needs to be applied. This
may not be as simple as for a continuous sequence. Where there is a large
distance between residues in the footprint, introducing a few extra residues may
not make a difference to the interaction site. However, a substantial penalty may
need to be incurred when the residues are close in sequence.

Profiles were created for each of the protein score tables such that each score
profile follows a standard format. An example of the format used is
demonstrated in Figure 4.4.

> IaOrP_
A2B 000 000 000 000

000 000 000

000

000 000

000

000 000 000

000 000 000

000

000 000 000

C3B 000 000 000 000

000 000 000

000

000 000

000

000 000 000

000

000 000

000

000 000 000

100 0 0 6 - 0 8 9 - 0 0 3 - 0 6 7

009 058 067

S4B 008 045

023

0 0 0 - 0 9 0 -0 9 8

D5B 000 000 000 000

119 009 009 0 2 3 - 0 4 5 - 0 9 0 096
000 000 000

000

000 000

000

000 000 000

000

000 000

000

000 000 000

Y6B 000 000 000 000

000 000 000

000

000 000

000

000 000 000

000

000 000

000

000 000 000

Figure 4.4. Interaction profile format

All the residues presented in the PDB files were included in the chain profiles
with the residue letter code followed by their PDB residue number, and then by
their chain identification letter or number (“-num ber”). As can be seen in
Figure 4.4, 20 values of zeros were inserted were the residue did not appear as
part of the interaction site, whereas

20

scores were given in the positions that
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participated in the interaction site, representing the interacting residues. The
additive propensity scores were converted to integer values (via a multiplication
step of

10)

before being inserted into the profile.

Where a score table was comprised of 2 chains forming the interacting
molecule, these two chains were combined in the profile files, where one chain
was inserted directly after the other. This has potential complications in that
there would seem to be no obvious way to combine the two chains in the
profile, due to the fact that it is unknown as to how the two chains lie relative to
each other.

4.8.0. P R O FIL E M ETH O D

The profiles were then read by a program which aligned it to sequences of the
SWISS-PROT database (Bairoch & Apweiler 2000). Each sequence from
SWISS-PROT was given an alignment score that reflected how well the
sequence aligned to the profile. It is useful to consider the length of these
sequences when analysing the alignment scores against the profiles. It can be
seen from Figure 4.5, that there is a wide distribution in the sizes of the SWISSPROT sequence lengths, but most lie in the range between 150-175 residues.
The longer a sequence is, the more ways it has to align against the profile
sequence. Thus, longer sequences tend to have higher scores. One way to avoid
this bias would be to normalise the scores according to sequence length, or to
simply ignore sequences above a certain length threshold.
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^ 10

sequence length category (amino acids)

Figure 4.5. Distribution of sequence lengths in the SWISS-PROT database

The program written to align proteins against the profiles (profaln - see
Appendix ITT) induces a scoring penalty for gap extension [-X] and for gap
initiation [-0] in the aligned sequence. To successfully match a profile to its
own sequence these gap penalties may need to be in place. Their magnitude
depends on the size of the gaps, the number of scoring residues present relative
to the whole protein sequence, as well as the strength of the scores in the
scoring matrix. The default set for gap extension was 0, and for gap opening
was
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, but these can be altered on the command line to adjust the penalties for

the alignment. The size of the penalty reflects the sparseness of the profile or the
strength of the profile signal. That is, one can imagine that the larger the number
of positions and the higher the Z-score for the protein, the less of a gap penalty
that would need to be incurred to find align to its own protein sequence.
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The highest scoring sequences were listed (e.g. the top 100 scoring sequences),
and analysed as likely candidates for having similar binding function to the
protein for which the profile was created. This was done manually by picking
out proteins that appeared to involve a similar function, were homologous or
were implicated in a similar pathway from their name and description.

4.9.0 RESULTS OF THE PROFILE ALIGNMENTS

From the results (Table 4.5) it can be seen that most profiles do not align to
their own protein in the top 100 hits. No proteins align at the top hit, and only
about 1/3 of the total number of profiles align their own protein within the top
100

hits.

Table 4.5. Rank of profile hit for their own protein (i.e. the one for which the
profile was created)
Rank of profile protein hit

Number of proteins in category

1

0

2 -1 0

4

11-50

10

51-100

6

>100

44
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Proteins whose score tables showed a high Z-score of interaction were initially
taken to perform detailed profile result analysis, as these sequences are more
likely to find true positive hits rather than random noise. Thus, the results of
Id n lB (rat syntaxin lA), IqmzB (human cyclin A), and lavwB (trypsin
inhibitor) were analysed by looking at the top 100 hits from each SWISS-PROT
search to see if any likely or interesting hits could be seen.

Syntaxin lA , which had a Z-score of 7.2 showed a degree of success in finding
similar binding proteins (Table 4.6. and Figure 4.6) The syntaxin proteins from
mouse, rat and human were found in the top 100 hits. Rat and human had a
score of 2078, and mouse had a score of 2077. Other interesting hits for this
syntaxin lA protein include: a yeast hypothetical protein in SMC-Sec4
intergenic region (score of 2062), botulinum neurotoxin precursor known to
block seel A (score of 2070), and a secA preprotein translocase (score of 2200).
It is interesting that the preprotein translocase score was higher that for the
human syntaxin IA itself. The rest of the hits contained a lot of noise of obvious
false positives (such as polymerase proteins) which made it difficult to assign a
likely interaction to other tentative but possible candidates for interacting
proteins (such as hypothetical proteins).
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Table 4.6. Syntaxin hits in the top 100 alignments of SWISS-PROT database
against syntaxin 1 A profile
Protein

Alignment score

SecA preprotein translocase

2200

Human Syntaxin lA

2078

Rat Syntaxin lA

2078

Mouse Syntaxin lA

2077

Botulinum neurotoxin

2070

SMC-Sec4

2062
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Figure 4.6. Distribution of alignment scores for the database of SWISS-PROT
proteins, aligned against a profile of syntaxin 1 A (Id n lB )
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From, the distribution of alignment scores for syntaxin 1A (Figure 4.6) it can be
seen that most lie in the range between 1200 and 1400, but these scores seem to
show a skewed distribution. From the distribution of alignment scores for
syntaxins compared to their expected distribution in Figure 4.7 it can be seen
that there are more syntaxins in the higher score categories than would be
expected randomly.

The expected frequency was calculated as in Equation 4.3.
F 'F ‘
F ' = ■——

(Equation 4.3)

where: F ' = expected number of syntaxins in a particular score bin
F ' = total number of syntaxins in SWISS-PROT
F' = total number of proteins in score bin
F ' = total number of proteins in SWISS-PROT

The expected frequency is calculated assuming that the profile carries no signal
for the syntaxin proteins, and that the scores for these proteins show the same
distribution pattern as for the whole database of scores. Thus if 80% of the
SWISSPROT proteins were to have a score range between 200-350, it would be
assumed that 80% of syntaxin proteins had scores within this range too if they
carried no signal. If a high proportion of syntaxins have higher scores, it is
assumed that these syntaxin proteins are providing a signal which is better than
random.
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Figure 4.7. Observed and expected frequencies for the syntaxin proteins o f the
SWISS-PROT database in each o f the score categories for the syntaxin 1A
profile alignment.

For human cyclin A (IqmzB), within the top 13 hits there were 5 other cyclin
1A proteins from different organisms as well as a cyclin A2 (Table 4.7).
However the human cyclin A was not the top hit o f these. Perhaps these scores
may reflect these different proteins’ affinity for Cdk2 (Cyclin dependent kinase,
1qmzB). This also perhaps indicates that a protein interface may not necessarily
be totally optimised for its particular interaction.
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Table 4.7. Cyclin hits in the top 13 sequence alignments against SW ISS-PROT.
Protein

Score

CGA2_XENLA

1510

CG2A_DR0M E

1529

CGA2_BOVINE

1638

CGA2_HUMAN

1646

CGA2_MESAU

1654

CGA2_MOUSE

1673

CGA2_CH1CK

1696

A third protein profile, IqmzB (a trypsin inhibitor protein with a Z-score of 5.6)
was used to search the SWISS-PROT database, but found no obvious hits in the
top 100. The scores for the top 100 ranged from 870 to 767, so were relatively
low compared to the other two profile output scores, which may reflect the
increased sparseness of the profile. However, if such a protein with a
comparatively high Z-score fares so badly, there is far less likelihood of the
profiles for proteins with low Z-scores performing well. This is exemplified
quite clearly in Table 4.5.
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Figure 4.8. Correlation between sequence length and alignment score in
SWISS-PROT when aligned against a profile of syntaxin 1A (Id n lB )
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Figure 4.9. Correlation between sequence length and alignment score in
SWISS-PROT when aligned against a profile of cyclinA (IqmxB)
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Figure 4.10. Correlation between sequence length and alignment score in
SWISS-PROT when aligned against a profile of a trypsin inhibitor (lavwB)

Figures 4.8-4.10 confirm speculation and it can be seen that there is a definite
positive correlation between the length of the protein sequence and the average
alignment score. This is because, since the profile is sparse, a longer sequence
may enable a better chance of aligning with a region that would give a higher
score. To avoid this, one could reduce the sequence length allowed to the length
of the profile sequence ± 1 0 0 , though this may restrict the ability of the protein
to find sequences with similar binding function (as there is no reason why a
protein of similar function should be of similar size unless it shows sequence
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homology to the profile). As mentioned before, another way to take sequence
length into account would be to normalise the score by this length.

4.10.0 DISCUSSION OF PROTEIN PROFILE ALIGNMENTS

The aim was to find proteins that form interactions with a particular protein. In
theory these proteins need not necessarily be homologous to the first protein
known to interact and for which the profile was derived (and all other sequences
aligned against). From preliminary studies it would seem that in most cases this
method does not provide a strong enough signal to detect interacting proteins,
due to the low level of sequence information contained in the profiles. One is
effectively performing alignments with very little information - even though the
approach used to generate the profiles is entirely different. In addition, the
protein for which the score table was derived may not represent an optimal
binding sequence according to the scoring scheme. This is not surprising, as
often the interface between two proteins does not necessarily reflect the
energetically optimised solution in terms of pair potentials, as it has been shown
that residue interface mutations may act to increase complex stability (Schreiber
& Fersht, 1995). Basically a “weak” interaction may be what is required in a
particular case. This is reflected in the relatively low average values of the score
tables. The profiles were tested by seeing whether the correct profile could
recognise its own protein sequence when it was aligned (that is if the protein
sequence was aligned in the correct position against its own profile). This was
not always the case unless severe restrictions were placed on the gap and
initiation penalties. The lower the Z-score for the individual complex and the
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shorter the sequence the more frequently this occurred. Thus, the potential to
recognise other binding proteins with a similar binding m otif may be somewhat
compromised when relying on the binding sequence alone.

Additional issues include:
1. Scoring zero for all members of a non-binding sequence in the protein, which
makes the matrix extremely sparse as these residues account for most of the
profile sequence. One possibility would be to use geometric constraints, such as
scoring neighbour residues that would provide the surrounding environment for
the interface residues.

2. Not allowing the non-contiguous segments to occur in any order, but specifying
order as to how they appear in the profile sequence. The segments could be
arranged in the primary sequence in an alternative order in a different protein
but give rise to the same 3D binding motif, especially if the distance between
segments is large. Ideally the position of these segments should be know in the
3D structure to identify the order in which these segments appear in the primary
sequence. However, as there is a problem with false positives already, allowing
reordering in the profiles as they stand would simply make the profile more
flexible, thereby increasing the number of false positives.

It could be that this method, only taking into account a handful of residues
generally present as short sequence segments, is not powerful enough, and that
the profiles do not provide a strong enough signal when searching a sequence
database. In addition, the pairwise propensities were derived from a fairly small
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set of pairwise interactions and, as such, may not provide such a strong pairwise
signalling.

It would be better if there were a method of aligning the scoring residues
without being in context of the rest of the primary sequence. One method that
could be used would be to increase the size of the binding site fingerprint, by
increasing the distances between interacting residues. There could then be a
split-level scoring scheme, whereby the two interaction distances could be
overlayed.

The long-range interaction distance scores could be a dampened

score of the short-range scores. This method would effectively define and score
a larger interaction area, including longer-range interactions and hence more
residues.

This could prove more powerful than the minimum short-range

interactions that form the scoring residues of the profile. Another advantage to
this method would be the larger amount of pairwise interaction data, which
would provide a greater statistical significance of the pairwise potentials for
these long-range interactions, even if these potentials do possess a larger
amount of noise from false positives.

A second method could be to decrease the footprint to include only continuous
sequence segments (e.g. the longest continuous sequence stretch), and to use
this as a m otif to search a set of sequences, and then include a large gap penalty.
However, all these methods rely on sequence order dependence, and this does
not necessarily reflect the order in other proteins.

190

4.11.0 MODIFICATION OF THE PROFILES:

Thus, as described, one way that it would be possible to modify the profiles if
the method was to be carried further, would be to insert some sort of
background scoring into the positions that are currently scored as zeros in the
profiles, as these create a very sparse matrix. One method would be to score
according to sequence identity, and another method would be to use solvent
accessibility. In either case, the method may lend itself to finding homologous
proteins rather than distant relative candidates of interaction. Thus, the profile
could be used to distinguish specificities of ligand binding within a protein
family. An alternative to this would be to simply limit the search to the protein
family of the query protein. In such a case the profile could be left sparse. This
would be difficult to verify at the moment however, as there are few protein
families which have a list of their specificity for a particular binding partner
(and also have a score table showing a high Z-score).
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4.12.0 CONCLUSIONS

In this chapter a method has been implemented to test the predictive power of a
sequence profile to be able to find proteins that bind in a similar way, using both
interaction and burial potentials. These potentials were used to build score
tables that were incorporated into sequence profiles. Z-scores were also used in
this chapter to assess the predictive potential of a profile. This Z-score was used
to choose the best scoring profiles to search for binding patners. A few profiles
appear to successfully find potential proteins but it seems that the method has
limited success in many other cases. Both the Syntaxin (bound to seel A) and
the cyclin A (bound to cdk2) proteins showed promising results and they also
had very high Z-scores. However, profiles with lower Z-scores did not provide
obvious hits to potential targets in the top

100

searched.
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CHAPTER 5
USE OF STOCHASTIC SEARCH
ALGORITHMS TO PREDICT RESIDUE
PAIR INTERACTIONS AT THE INTERFACE
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5.1.0 BACKGROUND

The aim in this chapter is to develop a method to predict contacting residues
across a protein-protein interface. The most extensively used method for
predicting these interactions involves docking proteins in real space, and
ranking the docked solutions to find the solution that most closely models the
real interaction. The residue contacts can then be predicted from this docked
solution. Essentially the approach in this chapter has a similar aim in its search
for contacting residue pairs, but these pairs are sought by docking proteins in a
contact space. Two different stochastic search methods are used in this chapter
to search the many configurations in the search space. The aim of these
stochastic searches is to find the minimum of the energy function that represents
the correct configuration i.e. the real interacting residue pairs. This can be
viewed as a simplified approach to the docking problem.

5.1.1. USE OF STOCHASTIC SEARCHES TO FIND GLOBAL MINIMA
The difficultly of finding the global minimum, and the efficiency of the search
method that is used to find it depends entirely upon the landscape that is
searched. The landscape may be littered with many local minima as shown in
Figure 5.1. Therefore, stochastic searches are used to find a good approximation
to the global minimum of a particular function (such as energy), and they
introduce a random element that facilitates the effective search of the sample
space involved. The local minima described may be sampled along the way, but
should be bypassed on this journey to the global minimum.
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Energy Landscape
local minimum

global minimum

Energy

conflguration

Figure 5.1. Energy landscape to illustrate local and global minima.

5.2.0 AIM OF METHOD

In this chapter we try to find a simple stochastic search to find the correct
interacting residue pairs o f the interface. The theory used here is that the
interacting residue pairs o f the complex can be found by optimising an objective
function.

The aim o f the method is to find the interaction sites and correct interacting
pairs at the interface between protein A and protein B o f a complex AB. This is
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attempted by applying a stochastic search algorithm to the surface o f these
proteins, in order to find these residues. Effectively one is attempting to dock
proteins in a contact space (Figure 5.2). The idea is to find the matrix
configuration that represents the lowest possible energy by using the stochastic
search method.
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Figure 5.2. Docking proteins in contact space. The red dots present in the
matrix represent interacting residue pairs. Each red dot is given an energy value,
and this energy is the sum o f several parameters. The total energy for the
configuration is the total sum o f the energies o f all residue interactions (red
dots) in the matrix. The number and distribution o f dots in the matrix can then
be moved around the matrix, and the resulting configuration re-scored.
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The contact search space is potentially vast. If one considers two proteins, each
with

100

accessible residues, the number of cells in the matrix would be

and the number of possible configurations

10000,

(if one considers each cell can

be either occupied or not). The configurational space may be significantly
reduced however, by restricting the total number of residues allowed to be in
contact to be equal or less than x (Equation 5.1), and allowing the total number
of contacts per residue to be equal to or less than y. This reduces the space
considerably, and with the addition of various geometric constraints, the
conformational space will be reduced further. Thus, the configurational space
will still be very large, but hopefully small enough for a stochastic search to find
a minimum of the objective function.

Number of configurations =

V

—----(» -/)!(/)!

(Equation 5.1)

X = maximum number of residue interactions allowed
n = total number of possible interactions (number of squares in the grid of
Figure 5.2)
(y, the number of contacts allowed per residue, is not included in the equation as
this factor makes the calculation much more complex.)

However, another issue to consider is the complexity of the energy landscape. If
it is very “mffled”, with numerous local minima, where the global minimum is
only slightly lower than the other local minima, the landscape may require
searching so slowly that it would be unrealistic in normal time. This entirely
depends on the parameters that determine the energy landscape.
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One is also assuming that the real solution is given by the global minimum.
There are two potential problems with this assumption. Firstly, it is possible that
in the actual protein, the interacting residue pairings do not minimise the
interaction. It is also possible the energy function does not accurately represent
the real energy of the protein interaction (i.e. the parameters are not optimised).

5.3.0 M ETH O D

A stochastic search is used here in an attempt to predict interacting proteinprotein residue pairs, by using the structures of various interacting proteins. A
global minimum of an energy function is sought that represents these interacting
residue pairs. This energy function is based on various scoring parameters. The
stochastic search algorithm used resembles a steepest decent search but with a
degree of sampling on the decent to a minimum. This greedy stochastic search
method is initially used to rapidly evaluate the complexity of the energy
landscape and test the parameters used. In the case of a simple landscape the
idea is that this ‘greedy’ algorithm would quickly find a reasonable optimisation
to the global minimum and bypass the need of implementing a less greedy but
more time consuming search algorithm.
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5.3.1 SKELETON M ETHOD

n surface residues (defined as those more than 5% exposed to solvent) were
picked at random from protein A and from protein B and assigned to form
contacts. These contacts were scored and the scores summed to give an additive
score for the configuration. The contacts were then randomly changed and the
configuration rescored, constituting a rescoring cycle. The decision process of
whether this random change is accepted or rejected is summarised in figure 5.3.

The following rules were implemented in the algorithm:

1. No more than y residues in protein A can contact a single residue in protein
B, and no more than y residues in protein B can contact a single residue in
protein A.

2. If more than one residue in protein A contacts the same residue in protein B,
the residues in protein A must be separated by no more than a distance d (e.g.
10Â). Similarly, if more than one residue in protein B contacts the same residue
in protein A, the residues in protein B must also be separated by no more than
distance d.

3. The residue positions are scored such that the closer together the residues are
on the protein, the lower the energy. Also, if residue a contacts residue b, and on
a rescoring cycle a new pair interaction of residue a ' contacting residue b' is
randomly assigned (where the letters a and b represent residues from proteins A
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and B respectively), then if Equation 5.2 is true then the pair interaction
between a ’h ’

disallowed (Figure 5.3).

D(a 'a) - D ( 6 ’b) > 10Â

(Equation 5.2)

where D = distance.

■^d2
Protein B
Protein A
+

= amino acid
position
distance
between
residues
proposed contacts
between residues

Figure 5.3. Diagram to show how a new pair o f randomly picked contacts (a’b ’)
could be rejected. The pair ab is an accepted pair contact. The distance between
a and a’ is d l. The distance between b and b ’ is d2. If the difference in the
distance between dl and d 2 is greater than

1 0 A,

then the a’b ’ pair is rejected.

This criteria is tested for all the accepted ab contacts.

Where one residue is assigned to contact multiple residues on its partner protein
(e.g. if 1 residue in protein A is in contact with 3 residues in protein B), the pair
interaction scores are summed.
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A series of rescoring cycles are performed, and the scores assigned represent the
energy function to be minimised. For each re-scoring cycle, a random selection
of X contacts is altered (achieved by randomly removing and replacing the %
contacts). The contacts are then re-scored according to the scoring parameters
defined (such as distance, propensity, conservation scores, etc). The value of %
is reduced throughout the cooling process and is eventually reduced from the
number of residues picked at the start (n) to 1. There are m (e.g. 100000)
rescoring cycles. The cooling process involves accepting uphill energy
differences, but the magnitude of the allowed uphill energy difference decreases
over time. Here this is achieved by finding the largest difference in score
function after c cycles (e.g.

1 0 0 0 ),

and then dividing this by an increasing value.

In this way the energy difference allowed becomes smaller and smaller as the
system cools. This is illustrated as shown in

EC2 - EC\ <

F

(Equation 5.3)

MAX - largest observed energy difference after c cycles (e.g. 1000)
F = integer factor that increases throughout the cooling process
EC1= energy function assigned to current contacts
EC2 =energy function assigned to set of re-scored contacts, yet to be accepted

If the statement (Equation 5.3) is true, then the re-scored contacts are accepted.
Otherwise, the rescored residue set is rejected, and another re-scoring cycle
repeated. The rescoring cycles are repeated until the statement becomes true.
When true, the rescored residue set becomes the current residue set, EC2
becomes EC1, and the search process continues. As E increases over time, the
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probability o f the statement becoming true is reduced, due to the fact that the
MAX/F decreases. The flow diagram shown in Figure 5.4 shows the series o f
decision steps taken in this algorithm.

Accepted cc»ifigumtion (E l)

I

Randan move

Initial/Reference configuration(E2)
Leads to
anotlier

becomes

IsE 2 > E l?

yes

no

Back to

Is E2-E1> Max/F?

/\
yes

no

Figure 5.4. Flow diagram to show the decision steps in the stochastic search
method
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A number of parameters are scored, in an attempt to search for the global
energy minimum that should hopefully represent the interacting residues. These
criteria include:
1. Residue-residue interaction potentials (Figure 4.2),
2. Residue propensities (to be present at the interface as opposed to the rest of
the protein surface) (section 2.3.0),
3. Residue conservation (as calculated in Chapter 2, section 2.8.0)
4. Surface residue curvature - describing the local environment of the residue.
5. Distance between interacting residues. This is minimised to create a compact
surface patch on the protein surface.

To optimise the algorithm for finding the global minimum, several trial and
error experiments were performed, where the aim was to find the optimum
weights and values for each parameter such that the predicted patch showed
optimal overlap with the interaction patch. Trial and error was also used to find
the rate and time window needed for cooling, to try and reach the global energy
state consistently each time an annealing experiment was run. The number of
allowed interacting residue pairs {n) was adjusted for different annealing runs (a
single round of the stochastic search), and this value was varied between

10

and

25 residues. The number of contacts per residue {p) ranged from 1 to 4 and was
also adjusted between different runs of the annealing algorithm.

5.3.2 DATA SET USED
The criteria for choosing the data set is that it should be non-redundant, and that
both proteins of the complex have sufficient conservation data available for
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analysis. The structures were also excluded if they were thought to be part of
known multimeric complexes. That is, the components of the data set
complexes are thought to be monomeric. A training set of complexes was first
used to train the algorithm, where the components of a heterodimer were
separated from a bound complex (Table 5.1). However, upon optimisation of
the prediction of the training set interface pairs, the idea was to use the
prediction on a test set of proteins, where the protein components had also been
solved in the monomeric form.

Table 5.1. List of training set complexes.
COMPLEX

Protein 1(chain ID)

Protein 2 (chain ID)

lavw

Trypsin (A)

Soybean trypsin inhibitor (B)

Idnl

Syntax in (A)

Seel A (B)

sic

Subtilisin (B)

Streptomyces subtilisin inhibitor )I)

lak4

CyclophilinA (A)

HIV 1 capsid protein (D)

Inoc

Nitric oxide synthase (A)

Chloramphenicol acetyl transferase (B)

Istf

Papain (proteinase) (E)

Stefin B inhibitor (I)

Igua

Rap 1A (A)

c-Raf (B)

Ihwh

Growth Hormone (A)

Growth Hormone binding protein (B)

luea

Metalloproteinase (A)

Proteinase inhibitor (B)

Ifss

Acetylcholinesterase (A)

Fasculin II (B)

lf60

Elongation factor 1A (A)

Elongation Factor IB (B)

(PDB code)

2

It is useful to assess and compare the different parameters in each of the

204

complexes in order to test their effectiveness at predicting the interface between
the two proteins. This may perhaps also give some insight as to how each of
these parameters should be weighted, or whether the algorithm should be run in
a step-wise manner.

5.4.0 SURFACE RESIDUE CURVATURE ASSIGNMENTS FOR USE IN
THE STOCHASTIC SEARCH ALGORITHM

Most

of

the

docking

literature

points

to

the

evidence

that

shape

complementarity between protein surfaces is critical for protein-protein
recognition. This complementarity is more likely to be on a local (residue or
atom) level than a global surface level of a smoothed contour, as illustrated in
Figure 5.5. This may be concluded because it has been observed that proteinprotein interfaces are rather flat (Argos 1998; Goodsell 1993; Jones and
Thornton 1996) and curvature effects are minimal. However, some proteaseinhibitor complexes are the exceptions to this general rule, where the concave
enzyme active site binds the convex inhibitor binding site.

With this in mind, it makes sense to evaluate the surface complementarity at a
residue level. A local curvature for each residue is generated, such that the
difference in curvature between residue pairs can be found and this is then used
in the stochastic search. In theory, as the interface is very well packed, convex
knobs should fit into concave holes and, these values should be of equal
magnitude and opposite sign if a flat surface is given a curvature of zero. As
such, the algorithm can be used to generate a shape complementarity score
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between a set o f interacting residue pairs.

or

less likely
m ore likely

Figure 5.5. Illustration of the proposed surface complentarity at the protein
interface

To minimise the problem o f conformational change upon complex formation,
the curvature values may be assessed using the a-carb o n atoms, rather than the
side chain atoms. This is because local side chain atom movement accounts for
a large amount o f the conformational change upon complex formation, but the
main chain carbon atoms do not generally undergo significant movement. We
ignored the few exceptions to this general rule to keep the method relatively
simple at the beginning.

5.4.1 METHOD
A few different approaches were used to generate surface residue curvature
values. These were then assessed to find out which set o f residue protrusion
values were best for use in the stochastic search algorithm.
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5 A 1.1 M ETHOD 1

1. A residue (x) was picked, and its 9 nearest neighbours were found from the
PDB atomic co-ordinates.
2. A Perl module (Math::MatrixReal) was then used to fit a plane to the co
ordinates of these 9 nearest neighbours, but excluding the central residue.
3. The distance of the central residue to the plane was found by inserting its 3D
co-ordinates into the least squares regression equation representing the plane.
The normal distance to the plane was taken to represent the degree of concavity
or convexity of that residue.
4. The position of the residue relative to the protein surface was found by
inserting the co-ordinates of the nearest buried residue to the central residue in
question into the equation for the plane at this point.
5. The sign of the value of this buried residue relative to the residue in question
shows whether the residue is on the solvent or protein side of the plane, and
thus whether it is on a knob or in a hole.
6

. The sign (+ve or -ve) of the central residue was adjusted accordingly, such

that those above the plane, on the solvent side, were given a positive value, and
those below the plane were given a negative sign.

5.4.1.2 METHOD 2
Method 1 was modified such that the plane itself was generated using the
normal distance to the plane, and then again the residue curvature assigned by
finding the normal distance of the central residue to this plane. On the other
hand, in method

1,

the distance of the central residue was found using the

absolute distance and using the Z-coordinate axis as a reference axis. The
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normal distances

in method 2 were generated using MATLAB. The

directionality of the residue relative to the plane was then found in the same
way as the method 1 .

5.4.1.3 M ETHODS
A third method was also used to label the curvature of each surface atom. This
method involved using a program package called ‘sracer’, and using the
‘fastsurf’ subprogram of this program package (Tsodikov et a l, 2002). This
method is based on the Lee and Richard’s Accessible Surface and Richard’s
Molecular Surface (MS) and solvent excluded volume methods. The atomic
curvatures were generated using a radius probe of

1 .2

Â, and then using the

same Van der Waals radii set (Chothia 1976) as used in the paper describing
assessment of the interface curvatures. As the method gave curvatures on an
atomic level, the average curvature of a residue was calculated by averaging the
curvatures of its component atoms. Any buried atom (given a value of zero
curvature) was excluded from the residue averaging calculation, so that only
exposed atom curvature was taken into account.

5.4.1.4 METHOD 4
As a control, for both methods 1 and 3, a smoothing method was used to give
the curvature on a more global level. The average curvature of the nearest x
number of residues to the a-carbon atom of residue y was found (using the
method 3 above). This curvature value was assign to residue y. This was done
for each residue on the protein surface.
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5.4.1.5 M ETHOD 5

The final method was to take measurements of the accessible surface area
(ASA) of residues at the interface. The ASA of a residue was found to correlate
to its protrusion value with a correlation coefficient of 0.85 (Jones & Thornton,
1996). Thus, this relatively simple measure assigned a protrusion value to a
residue according to its percentage exposure to the solvent. This ASA was
calculated using DSSP (Kabsch & Sander, 1983).

5.5.0 ASSESSING THE BEST SET OF CURVATURE VALUES TO USE
FOR THE STOCHASTIC SEARCH ALGORITHM

To assess the best measure of surface complementarity, the five different
methods to measure this were compared. This was done by finding the
correlation of the curvature values of the residue pairs making contact across the
interface. This value was then compared to 1000 sets of randomly generated
residue pairs, where randomly chosen interface residues from protein A were
paired with randomly chosen interface residues from protein B. This was done
for each method to see how much better each method did as compared to
random.

5.5.1 RESULTS
Figures 5.6 to 5.9 show the correlation of the curvature values of pairs defined
as interacting across the interface, as compared to random correlation between
these pairs. It can be seen that a correlation does exist. Thus, these methods to
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measure the interface surface do indicate the complementary nature of the
interface surfaces in most of the test cases used.

It is interesting to note that the measurement of correlation using residue ASA is
no worse than the sracer method that uses detailed atomic curvatures, which are
then used to derive the average residue curvatures. Basically, although the
correlation is not strong, the results indicate that a highly accessible residue is
more likely to interact with a residue that is not very accessible. The reason the
correlation is not greater in some cases could be due to the presence of water
molecules within the interface, or due to the crude 5Â distance description of
the interface. From the results it can be seen that some complexes show a much
better correlation of interface surface curvature than others. The ones showing
poor correlation appear to be very small or very large.

It is also interesting to note the variation in correlation of the measured values
both between the sracer and ASA methods, but also between the different
complexes within these methods. For both methods Id n l, Inoc and Igua show
poor correlation. Both Inoc and Igua only have small interfaces (30 and 38
interacting pairs respectively), but Id n l, has the second largest interface (114
interacting residues), which suggests that the poor correlation is not due to
interface size.
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R e s u lts f r o m m e th o d I : C o r r e la tio n o f p r o t r u s i o n v a lu e s o f th e

in te r f a c e c o n ta c t in g r e s id u e p airs, c o m p a r e d to an a v e r a g e set o f r a n d o m
a s s o c i a t i o n s o f th e s e in te rfa c e re s id u e s . P r o tru sio n v a l u e s d e r i v e d u s in g a least
s q u a r e s r e g r e s s io n m e t h o d ( h o r iz o n ta l d ista n c e s).
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5.7 . R e s u lts f r o m m e th o d 2: C o r r e la tio n o f p r o tr u s io n v a lu e s o f the

in te r f a c e c o n t a c t i n g re s id u e p airs, c o m p a r e d to an a v e r a g e set o f r a n d o m
a s s o c ia tio n s o f th e s e in te rfa c e r e s id u e s . P r o tru sio n v a l u e s d e r i v e d u s in g a least
s q u a r e s re g r e s s io n m e th o d ( n o r m a l d ista n c e s ) .

0.3
interface pair correlation
« random pair correlation

0.2

0.1

i
%

11

0

1R -0.1
-

0.2

la v \N tak4

Idn 1

lue a

1Î6

a

2si :

Ifs

tnc

4

"

-0.3

-0.4
complex

Figure 5 .8 .

R e s u lt s fr o m m e th o d 3: C o iT e la tio n o f a v e r a g e r e s i d u e c u r v a tu r e as

m e a s u r e d u s in g th e ‘s r a c e r ’ p r o g r a m . T h e c o r r e la ti o n o f th e p a ir in te r a c t io n s at
th e in te r f a c e are c o m p a r e d a v e r a g e to c o r r e la ti o n b e t w e e n r a n d o m p a irs at th e
in te rfa c e .
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R e s u lts fro m m e t h o d 5; C o r r e l a t i o n o f r e s id u e a c c e s s ib le s u r f a c e

area. T h e c o r r e la tio n o f th e p a ir in t e r a c t io n s at the in te r f a c e is c o m p a r e d to
a v e r a g e c o r r e la tio n b e t w e e n r a n d o m p a irs at th e in te r f a c e .
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The average correlation of all the complexes using the ‘sracer’ program to
measure surface curvature is -0.14 with a random average of 0.02. The average
correlation of all complexes using the ASA term is -0.15 with a random average
of 0.01. These correlations were both found to be statistically different from
random when tested using a chi-squared significance test. In both cases the
random average correlation is close to zero, which would be expected from
random pairing across the interface.

It was also tested to see whether the average and standard deviation of the
‘sracer’ curvature values of the interface residues was different to the average
and standard deviation of the residues over the rest of the protein surface. From
Figure 5.10 it can be seen that there is generally no distinguishable difference
between interface and non-interface residues in terms of curvature, and the
curvature populations were not found to be statistically different in any
complex.
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Figure 5.10. A v e r a g e a n d s t a n d a r d d e v ia t io n o f th e s r a c e r d e r i v e d c u r v a t u r e fo r
the n o n - in te r f a c e a n d in te rfa c e r e g io n s o f th e p r o te in s o f th e t r a in in g set
co m p lex es.

T h e a v e r a g e o f all th e in te rf a c e s r a c e r d e r i v e d c u r v a t u r e s is 4 . 4 a n d the s ta n d a r d
d e v ia t io n is 0 .9 . T h e a v e r a g e o f all the n o n - i n t e r f a c e c u r v a t u r e s is 4 .5 a n d the
s t a n d a r d d e v i a tio n

is

1.1. A p a r t f r o m

In o cB , w hich

h a s a r e la tiv e ly lo w

c u r v a tu r e v a lu e , a n d I h w h B , w h ic h h a s a r e la tiv e ly h ig h c u r v a t u r e v a lu e , the
v a lu e s are r e la tiv e ly u n if o r m . T h is d e m o n s t r a t e s th a t the d i f f e r e n c e in c u r v a t u r e
v a lu e s b e t w e e n p a ir in t e r a c tio n s a c ro s s th e in te rf a c e is g r e a t e r th a n r a n d o m p a irs
o v e r th e re st o f th e p ro te in su rfa c e , is n o t s i m p ly d u e to a m o r e p r o n o u n c e d
p r o t r u s io n o f th e in te rf a c e r e s id u e s in g e n e r a l. T h i s is s o m e w h a t e n l i g h te n in g ,
e s p e c ia lly in v i e w o f th e fact that it h a s b e e n c la i m e d th at, as p a rt o f an in te rfa c e
in th e c o m p l e x e d stale, r e s id u e s e x p o s u r e b e c o m e s p r o n o u n c e d f o r in te r a c tio n
so th e k n o b s o n o n e p r o te in fit s n u g ly in to the h o le s o f th e p a r tn e r p r o te in su c h that the p r o te i n s b e c o m e lo c k e d to g e th e r . T h e h is t o g r a m in d i c a te s that th e
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effect is in fact minimal. Thus, although the side chains may indeed re-orient
themselves to accommodate the partner protein, the residues do not increase
their packing potential by changing the degree of their protrusions.

As can be from Figure 5.5 and 5.6, much better correlation values were found
using the least squares regression equation. The average correlation from the
regression method using non-normal distances to generate the regression
equations was -0.45. The average correlation from the regression method using
normal distances to generate the regression equations was -0.22. Thus, it was
found that the use of normal distances to generate the plane did not improve the
predictive value of the curvature values - perhaps because it is more sensitive to
outliers. It was also found that these methods work best for the medium sized
interfaces, with both the small and large interfaces doing less well. Thus, these
results show that the use of these surface curvature values may be of value at
predicting interacting interface residues in some cases. From the comparison of
each of the methods it was decided to use curvature values produced by the
horizontal distances of the least squares regression (method 1 ).
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5.6.0 ANALYSIS OF THE PREDICTION POTENTIAL OF OTHER
PARAMETERS TO SCORE THE INTERFACE

Random scores were generated in each of the following examples by replacing
the interface residues with randomly picked surface residues, and then
additively scoring the pair interaction scores in the same way as for the real
interface. As for the random curvature values, this process was repeated 1000
times to obtain an average random score.

5.6.1 CONSERVATION
5.6.1.1 VISUAL ANALYSIS METHOD
Initial stochastic search trials showed that the use of conservation in the
stochastic search algorithm worked very well for some complexes, but not at all
for other training cases. Thus, it seemed logical to look at the pattern of
conservation of the interfaces of these complexes. This was done visually, by
manipulation of the PDB files. The final column of the PDB file containing the
temperature factor values was replaced with the residue conservation values
derived as described previously (section

2 .8 . 1 )

and stored in the residue

conservation files. Rasmol was then used to visualise these conservation values,
where the conservation values were colour coded in place of the temperature
factors. There is a scale of colour coding, such that warmer colours depict
higher levels of conservation (that is, red depicts high levels of conservation,
whereas blue depicts low levels of conservation). This enables visualisation of
the conservation at the interface of each of the training set complexes.
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Ifss

B

Ihwh

luea

B

lak4

Figure 5.11. Conservation patterns at the interface o f the training set complexes
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2sic

lavw

Inoc

Istf
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Idnl

lf60

B

Igua

5.6.1.2 VISUAL ANALYSIS RESULTS
From the rasmol colour coded illustrations (Figure 5.11) o f the complexes used
for the training data set, it can be seen that there is no obvious pattern o f
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conservation at the interface. In general, the enzymes have a central conserved
core of residues (lueaA, lak4A, 2sicE, IstfE, lavw A) and the inhibitors tend to
be less conserved at the interface (e.g. lak4D, 2sicl, lavwB). This makes sense
because fairly closely related inhibitors tend to be hypervariable at the interface
site to allow for subtle differences in selectivity and affinity. This is especially
the case for the serine protease family of inhibitors that have a broad spectrum
of affinities and specificities. On the other hand, there is selective pressure for
enzymes to maintain their interface residues for the purpose of maintaining
function. Enzymes that are closely related in sequence usually have similar
functions/substrates, and as such it makes sense that they need to maintain
conserve residues to maintain their function.

It can be seen that there are obviously ‘hot spots’ of protein conservation and
that the interface is not all conserved to the same degree. It must again be
remembered, however, that the interface definition used throughout is a
relatively crude distance dependent one and does not necessarily indicate true
residue interactions. A better description would be to define the footprints as
interface the regions.

Figure 5.12 shows interface conservation of the training set, where the average
conservation for the total interface is compared to random values. In 14 of the
22

proteins, the interface is more conserved than the random assignments, but

only in 10 cases is this statistically significant at the 95% level using a chisquared significance test. In

6

of 22 cases the interface is less conserved than the

rest of the protein surface, and in

2

cases there is no difference from random.
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Thus, only aboul a half of the interaction sites are significantly more conserved
than the rest of the protein surface.
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Figure 5.12. Conservation at the interface compared to random for the test set
of complexes
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5.6.2

PROPENSITY OF RESIDUES TO BE PART OF THE INTERFACE
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Figure 5.13.

In te rfa c e p r o p e n s ity s c o re fo r in te r f a c e re s id u e s , c o m p a r e d to a

r a n d o m a v e r a g e s c o re

It c a n b e se e n that in g e n e r a l, th e in te r fa c e h a s a h ig h e r a v e r a g e p r o p e n s i t y sc o re
w h e n s c o r in g in te r m s o f r e s id u e p r o p e n s ity for the in te r f a c e th a n r a n d o m
( F ig u r e 5 .1 3 ). A r a n d o m s c o r e w a s f o u n d b y r a n d o m l y p i c k i n g a set o f n o n 
in te r f a c e r e s id u e s a n d s c o r in g th e set w ith th e r e s id u e i n te r f a c e p r o p e n s it y
s c o r e s . T h e a v e r a g e o f 1000 r a n d o m s c o r e s w a s ta k e n . O f th e 2 2 p r o te in s , 14
h a v e in te r fa c e p r o p e n s i t y s c o r e s that are s ig n if ic a n tly g r e a te r th a n r a n d o m (at
9 5 % s ig n if ic a n c e ) , a n d in s o m e o f t h e s e c a s e s th e d i f f e r e n c e is q u ite m a r k e d .
T h u s , u s in g r e s id u e p r o p e n s itie s to fin d th e in te r fa c e in th e s to c h a s t ic s e a r c h
a l g o r i t h m s h o u l d be o f v a lu e .

Ill

5.6.3

INTERACTION

COMPARED

TO

POTENTIAL

RANDOM

SCORE

RESIDUE

FOR

THE

INTERFACE

REPLACEMENT

OF

ALL

INTERFACE RESIDUES.
Both scaled and un-scaled interaction potential scores (see 3.2.4) for the
interface were compared to their counterpart random potential scores. The
interaction potential score is the sum of all potentials of the residue pairs of the
interface. The scaled interaction propensities were generated to create a more
even spread of propensity values. They were generated by subtracting the
smallest propensity value to each propensity and then dividing each by

8

(Equation 5.4). The propensity values were linearly re-scaled in this way so that
they lie in the range from 0-23.5, to ensure that they would not swamp other
scoring parameters. The charts showing interaction potential scores of the
interface compared to random (Figure 5.14 and Figure 5.15) show that the un
scaled propensity values show a more dramatic difference between the actual
and random values in most cases. Thus, it would seem that this scaling step
simply dampens any signal present at the interface.
p„dj ^ f’a -

(Equation 5.4)
8

where P.j'’-' = adjusted propensity between residues i and y ;
and
and

P.j = unadjusted propensity between residues i and j;
= minimum propensity of the set.
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Figure 5.14. Real interaction score compared to random, using un-scaled
propensities.
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Figure 5.15. Real interaction potential score compared to random, using scaled
propensities.
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Thus, it seems that these interaction propensities could help predict proteinprotein interactions in the stochastic search algorithm.

5.6.4 DISCUSSION
From the analysis of the importance in contribution of various parameters to use
in the

stochastic

search algorithm, it can be concluded that surface

complementarity, residue propensity, residue conservation and interaction
potentials may be of value as parameters for use in the energy function.
Although both

surface

complementarity and interaction propensity are

dependent on both proteins, residue propensity and conservation depend only on
the individual proteins. Thus, the propensity and conservation parameters will
help to find the interface residues, but only the interaction propensities and
surface complementarity can help find the correct interacting residue pairs.

5.7.0 SEARCH O PTIM ISA TIO N PR O C ED U R E

The overall minimised score of a stochastic search run is called the output score.
This output score can be compared to the score for the real interacting residues
of the interface when using the same weightings as for the simulated annealing
algorithm. The algorithm’s parameters were optimised by comparing their
output scores to the corresponding scores derived from real interface. The
individual parameters of conservation, residue interface propensity and
interaction potentials were scored for each interacting residue pair (as defined
by the 5Â cut off), and the total of these scores representing the total score for
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that residue pair. The sum of the top 20 scoring residues was taken to represent
the interface score. The individual parameters were then added for each of these
15 pair interactions, and taken as a reference to compare to the output from the
stochastic search. However, the correlation of surface curvatures relies on the
combination of all residues, and was therefore compared to the average
correlation score for all interface pairs.

The idea of this optimisation approach is to give some idea of whether a
particular parameter is over-optimised or under-optimised in the algorithm, and
to adjust its weights accordingly. Also, if the stochastic search algorithm finds a
better total score for all the parameters mentioned than for the real interface, this
would indicate that the parameters being used are not discriminative enough of
the interface. If the stochastic search algorithm produces a score that is worse
than the real score, then there is a problem with the minimisation in

the

algorithm itself.

5.7.1 CLASSIFICATION OF AN INTERFACE RESIDUE
As previously discussed, 5Â was considered the best cut-off distance by which
to measure residue-residue interactions, and thereby defining a residue as being
part of the interface. However, another method to define an interface residue is
to identify residues that lose accessible surface area on complex formation. Here
the two definitions are compared, to which definition was more generous in the
number of residues to which an interface residue label was attached.
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From Figure 5.16 it can be seen that there is little difference between the
residues defined as being part of the interface using the accessible surface area
criteria compared to the 5Â cut-off. In most cases (20 of the 23 proteins) the
accessible surface area definition includes a slightly larger number of interface
residues (only by I or 2 ).
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Figure 5.16. Number of residues included in the interface sets, measured as
change in ASA, and measured at the 5A cut-off.

5.8.0 RESULTS OF INITIAL TRIALS

From an initial implementation of the algorithm it was observed that it achieved
varying degrees of success depending on the protein, and that it was affected by
varying the weights given to each of the parameters (and varying these weights
affected the proteins differently).
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Istf: protease(stefain B)-inhibitor(papain)
15 residue patch

predicted interface

observed interface

Figure 5.17. Example outputs o f initial trials o f stochastic search method

lf60 (elongation factor complex)
10 residue patches

observed interface

predicted interface
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lavw:proteinase(trypsin) - inhibitor(STI)
10 residue patch

observed interface

predicted interface

Igua: R aplA -R as
10 residue patches

observed interface

predicted interface

229

Figure 5.18. A detailed example output prediction for lavwAB (trypsininhibitor complex). Space filled residues shows predicted interface. Pink and
orange represent the correctly predicted interface; blue and green represent the
rest o f the interface.
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Figure 5.19. Chart to show the percentage overlap with the interface when
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It would seem from the results of the initial stochastic search runs, that the
algorithm is able to find a large proportion of the interface residues in many
cases (Figures 5.17-5.19). However, these results do not show that algorithm is
able to distinguish the correct interacting residue pairs. Thus, the parameters
that are measuring the surface complementarity are able to find the interface
residues, but it could be the case that the surface complementarity and interface
propensity measurements are not powerful enough at present to be able to
distinguish the correct interacting pairs. However, one could also find the
interface residues by using a machine learning approach (such as a neural net or
SVM), or patch analysis, and these approaches may be more straightforward
than the stochastic search (Fariselli et al., 2001; Fariselli et a l, 2002). In fact, a
simple patch method was tested, where surface patches were scored in terms of
conservation and interface propensity, and showed that the top patch usually
showed significant overlap with the interface (Figures 5.20 and 5.21). However,
the predicted patch on one protein did not necessarily overlap with the predicted
patch on its binding partners.
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Figure 5.20. Chart to show the number of correctly predicted residues in the
highest scoring 16 residue patch, using scoring parameters of conservation and
interface propensity.
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Figures 5.20 and 5.21 show that using patches to find the interface is very
effective with the parameters of conservation and interface propensity.
However, patch analysis has been investigated before, although using different
parameters to find these residues (Jones & Thornton 1997). This demonstrates
that stochastic search to predict these interface residues is comparable to the
patch methods used before.

5.9.0 PA R A M ETER W E IG H T IN G ANALYSIS

The Figures 5.22-5.25 show the results for the optimisation of the weights of the
parameters used in the stochastic search algorithm. This was achieved by
looking at the individual parameter output score contributing to the score total.
Stochastic search outputs were compared to real interface scores for these
parameters. The interface scores were a sum of the top scoring 20 pair
interactions. These were found by taking the highest scores derived from the
average of conservation score, propensity score and interaction score for these
real interacting residue pairs. The correlation of curvatures for these residues
was then found and added to the total interface score.
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Figure 5.24. Stochastic search parameter outputs: weighting- propensity x2;
correlation/2 , conservation x 2 .
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In Figures 5.23 and 5.24 it can be seen that the optimised score is better than the
score for the real complex in almost every case. By comparing Figure 5.23 and
Figure 5.24 to Figure 5.22 it can be seen that conservation and interface
propensity are over-weighted, at the expense of the other parameters. In Figure
5.25, it can be seen that weighting these parameters has changed the parameter
scores such that the real score is sometimes, but not always, higher than the
stochastic search output parameters. Another thing that was noted was that
decreasing the weights for conservation and interface propensity led to different
solutions for different stochastic search runs using the same conditions, unlike
the cases which were over weighting conservation and interface propensity.
This indicates the algorithm is become trapped in local energy minima when
these parameters are changed.

5.10.0. SWAPPING THE SEARCH METHOD FOR SIMULATED
ANNEALING

Since the greedy stochastic search method seems to have difficulty finding the
global minimum, a simulated annealing search is now used here for a more
extensive search. Simulated annealing is another stochastic search method that
is less prone to finding local minima but more time consuming because it
samples more of the search space. If simulated annealing is not able to find the
global minimum with greater ease, then this is a possible indication of the
highly complex nature of the landscape being searched, and may suggest the
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landscape is littered with many local minima. Alternatively it could simply
reflect the sheer vastness of the search space.

Simulated annealing is used as a method to optimise problems with a very large
number of possible alternative outcomes. It is often used as a means of trying to
solve combinatorial problems, and has the advantage of being a relatively
simple algorithm to use. One important application is the ‘travelling salesman’
problem (finding the shortest distance to travel between a defined number of
points). This example shows simulated annealing being used for combinatorial
minimisation.

In problems which use simulated annealing, there is a function for which a
global minimum is sought, and the function is defined over a discrete but large
configurational

space.

Furthermore,

the

number

of

elements

in

this

configurational space cannot be explored exhaustively.

Simulated annealing can be seen as analogous to how liquids freeze and
crystallize. The molecules of a liquid move freely at high temperatures, and as a
result of slow cooling this mobility is gradually lost. As a result of this slow
cooling, the atoms are often able to arrange themselves in lines. Cooling more
slowly allows plenty of time for redistribution of the atoms as they lose mobility
in accordance with the temperature. If this order occurs in all directions, this can
lead to the formation of a crystal structure representing minimum energy. For
slowly cooled systems this minimum energy state is often reached. However, if
a liquid is rapidly cooled (quenching), it ends up in a polycrystalline state with a
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higher energy. As described, an energy minimum may be either local or global,
and an approach that involves rapid ‘cooling’ finds a local minima, but not
necessarily the global minimum. In terms of simulated annealing, slow
‘cooling’ of a system (where temperature may be replaced by some other
parameter to be reduced) is essential for ensuring that the lowest energy state is
achieved.

The Boltzmann probability distribution is used by this minimisation algorithm,
and this is the basis for simulated annealing:
P{ E ) ~ exp

-E
kT

(Equation 5.5)

where P(E) = probability of the system being in a state with energy E
T = temperature (Kelvin)
k=Boltzmann constant

In thermal equilibrium at temperature T the energy of a system is distributed
among all different energy states (E) with certain probabilities. The Boltzmann
constant, k, allows temperature to be related to the energy function in the
equation. Even at low temperature the system can still move to high energy
states. The system sometimes goes uphill as well as downhill and this means
that there is a chance for the system to move from a local energy minimum to a
more global one. However, the lower the temperature the lower the probability
there is for the system to move significantly uphill

When a new configuration is randomly chosen, a simulated thermodynamic
system changes from energy E l to energy E2 with a probability of:
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P = exp

'-{E2-E\)
kT

(Equation 5.6)

If E2<EJ, the probability is greater than 1, and so the system always accept the
move. However, if E2>E1, the configuration is only sometimes taken. This
combination of acceptance is called a Metropolis algorithm.

Certain elements are needed to be able to use the Metropolis algorithm for
systems other than thermodynamic ones:
1.

A described set of all possible system configurations,

2.

The generation of random options to be taken by the system

3.

An objective function to minimise (E),

4.

A control parameter, T, which is lowered at a specific pre-defined rate. This
includes how many random changes in configuration leads to a downward step
in T , and how large is that step.

The development of a schedule may require physical insight or trial and error
experiments.

Simulated annealing is a very popular minimization technique, specifically
because it is relatively easy to implement, and it does not fall into local minima
as easily as some other minimization methods, such as steepest decent. During
the minimization process the system wanders among local minima of a certain
depth (in terms of E). As T is lowered according to the annealing schedule, the
number of minima qualifying for these frequent visits is gradually reduced.
When T is large, changes causing greater energy differences are allowed. These
decisions become more permanent as T is lowered.
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exp

-{EC2-ECY)

> RAND

(Equation 5.7)

where:
RAND = random number between 0 and 1
F= arbitrary value that decreases throughout the cooling process
EC1= energy function assigned to current contacts
EC2 =energy function assigned to set of re-scored contacts, yet to be accepted

The annealing schedule used here was based on results of experiments carried
out by Jacobson & Instead (1996). In this study, various cooling algorithms
were tested to find their effectiveness at finding the global minimum, and it was
the one called “one/valid” which was found most effective for more
complicated models. This “one/valid” algorithm expends more effort at a given
iteration in carefully selecting the subsequent neighbours to investigate, thus
avoiding unnecessary iterations. Thus, the approach taken in our method is to
use fewer temperature changes, with a longer time at each temperature.

The comparison with the previous stochastic search involved finding the
average and standard deviation of the single complex used in the previous
method (lavw ) for various numbers of cooling iterations. The same parameter
weightings were used as before to make a fair comparison.
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From Figure 5.27, it can be seen that the average score shows a steady decrease
as the number of annealing rounds is decreased. However, there is still variation
in the final scores as shown in the standard deviations. In comparison with the
previous method (as shown in Figure 5.26), the average scores found are
generally lower (i.e. a lower minimum is found). However, although the
standard deviation is lower and there is seen to be a general consistency for the
residues found on protein lavw A, the residues of lavwB vary greatly between
different annealing runs. Thus, these lower scores are not necessarily bringing
us closer to a consistent solution, but perhaps just a more tightly packed
interface residue cluster.

5.11.0. SIMULATED ANNEALING RESULTS
Simulated annealing runs were performed on 9 of the 11 training set complexes.
Inoc and lak4 were not included in this analysis as their interfaces have been
shown lacking any strong signal in terms of the parameters used in the
algorithm, and have produced consistently bad results so far. However, the
ability of similuated annealing to predict the correct interacting pairs was tested
for all other cases, as shown in Table 5.2. Some of these outputs have been
recorded visually in Figures 5.28-5.34. These rasmol diagrams illustrate that
although the correct pair interactions are not always predicted, a large
proportion of interface residues of at least one of the proteins is usually found.
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score
lavw

predicted

Real contacts

-2.63

Figure 5.28 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for lavw. 800,000 re-scoring
cycles were performed.

243

score

predicted

-3.52

lf60
Real contacts

-

3.12

-3.11

Figure 5.29 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for 1160. 800,000 re-scoring
cycles were performed.
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luea
Real contacts

predicted

score

-3.33

-3.30

-3.11

Figure 5 3 0 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for luea. 800,000 re-scoring
cycles were performed.
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predicted

score

Igua

Real contacts

-3.04

-2.92

Figure 5.31 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for 1 gua. 800,000 re-scoring
cycles were performed.
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Ifss

predicted

score

-3.50

Real contacts
-3.46

-3.31

Figure 5.32 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for 1 fss. 800,000 re-scoring
cycles were performed.
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score
Istf

predicted

Real contacts
-

2.86

-2.84

Figure 5.33 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for 1 stf. 800,000 re-scoring
cycles were performed.
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predicted

score

2sic

Real contacts

-2.93

-

Figure 5.34 Real residue contacts and three outputs from the simulated
annealing run with the associated output scores for 2 sic. 800,000 re-scoring
cycles were performed.
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2.91

Thus, from visual analysis of the outputs in Figures 3.28-3.34, it can be seen
that many complexes predict correct interface residues and some produce better
results than others. However, in all different contacts are produced as outputs
from different annealing runs for the same complex. In addition, the lowest
average distance between contacting pairs does not always the lowest energy
value. However, as discussed in all cases except Ifss, one of the two proteins
consistently finds a large proportion of the correct interface residues.

The scores recorded in Figures 5.28-5.34 and Table 5.2 represent the average
score for a pair contact (or an average pair contact score). The average pair
contact score for the real interface was also found and compared to the average
pair contact score outputs from the simulated annealing runs. This is a
somewhat unequal comparison in that the real interface is often made up of
more than

20

contacting pairs (the patch sized used for the simulated annealing

algorithm) and so one would be averaging over a much larger number of
contacts. Thus, the top 20 pair scores were averaged for the real interface.
Nonetheless, this does not necessarily reflect a single patch as found from
simulated annealing, especially for large interfaces, where the high scoring
residue pairs may be scattered throughout the large interface.

The average distance score of a patch was found to be 0.4Â and this score was
used in the calculation of the average pair score for the real interface. If
anything, this should give a more generous score (lower value) for the real
interface average pair contact score. It can be seen that if there is a poor score
for the interface, it does not necessarily follow that there is a poor prediction of
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the contacting pairs. This could reflect the fact that only a fraction of the 20 real
interface scores are good and the rest are poor, which pulls down the resulting
average. However, the pairs with high scores could be a strong enough signal
for these contacting residues to be predicted, even though the remaining
contacts represent false positives.

It is difficult to assign how a contacting pair can be defined as a true positive.
The method used here was to find the average distance between contacting
residue pairs, and also to find the number of contacting pairs less than

1 0 Â, 1 2 Â

and 15Â apart (Table 5.2). From the table it can be seen that luea produces the
best result, and Istf is also quite promising. The complexes lf60, Igua and Ifss
find at least one contact pair below 12A in at least 1 or 2 simulated annealing
runs. However, the remaining complexes didn’t have any contacting residue
pair below 15Â.
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Table 5.2. Results of the simulated annealing outputs in terms of average score
for a contacting residue pair and number of contacting pairs below different
distance thresholds. Comparison is made to real contact pair scores

complex

Real

Score

interaction

(average

or simulated

for a

anneal run

contact

Number of

Number of

Number of

residues

residues

residues

separated

separated

separated

by less than

by less than

by less than

10 Â

?
12 A

15 A

Average
distance
between
residues (A )

pair)
lavw

If60

Istf

2sic

luea

Idn 1

Ihwh

Ifss

Igua

real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3
real
SA 1
SA 2
SA 3

-1.3
-2.9
-2.83
-2.63
-3.40
-3.52
-3.12
-3. il
-2.1
-2.98
-2.86
-2.84
-2.50
-2.97
-2.93
-2.91
-2.50
-3.33
-3.30
-3.11
-

-3.30
-3.46
-3.11
-3.34
-3.31
-3.56
-3.41
-1.4
-3.50
-3.46
-3.31
-2 .5 1
-3.09
-3.04
-2.92

-

-

-

-

35.9
36.4
21.1
3&9
23^
23J

0
0
0

0
0
0

0
0
3

-

-

-

0
0
0

0
1
1

0
2
1

-

-

-

-

18.7
16.1
24.5

1
2
0

1
4
0

5
9
0

-

-

-

-

50.4
36.1
50.3

0
0
0

0
0
0

0
0
0

-

10.6
10.2
32.0

-

11
12
0

-

-

11
14

17
16
0

-

-

-

-

60.4
54.7
55.57

0
0
0

0
0
0

0
0
0

-

-

-

-

32/2
3739
33/1

0
0
0

0
0
0

0
0
0

-

-

-

-

45.2
20.4
24.5

0
0
0

0
3
0

0
4
0

-

-

-

-

215
16.7
21.1

0
0
1

0
0
1

2
7
1
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5.11.1. DISCUSSION OF SIMULATED ANNEALING RESULTS
As seen from the varying success between complexes it is reasonable to assume
that interface pairs cannot be predicted in all complexes in this way. For
example, in one complex there may be low interface conservation but a very
strong signal for surface complementarity. In this case the weighting of
parameters in the algorithm may not be able to find the contacting pairs. Thus,
the mode and type of interaction may also influence the success of the method.
It could be envisaged that, with enough data, different weights could be devised
for different types of complexes, which could then be tested on blind trials.

Thus, it seems that the simulated annealing method shows a degree of success
for some complexes, but the results also show that the energy landscape often
has local minima of approximately equal depth, and the lowest of these minima
does not always represent the lowest average distance between the predicted
contacting pairs. However, improving the predictive power of some of the
parameters (such as obtaining a better representation of the surface
complementarity for example) could change the energy landscape such that the
global minimum reflects the correct interacting pairs.

Therefore the next stage to this method would be to focus on improving the
various predictive parameters. The aim of this is to improve the energy
landscape such that the energy function of the contacting residue pairs
represents the global energy minimum, and that this minimum is easily more
easily found among the local minima.
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5.12.0. FUTURE WORK

In summary, the results from both the pattern directed greedy stochastic search
algorithm and simulated annealing show that the landscape is highly complex.
However, of the two methods simulated annealing seems a slightly more
efficient approach to find the global minimum. However, even with this
approach, a simulation of 800000 cycles (14 hours) still produces a certain
amount of variation. In addition, it was shown in the weighting optimisation
step that the real score is not necessarily always the global minimum.

Thus, future work would be to perhaps narrow the search space by using a
larger number of constraints to reduce the complexity of the landscape, in
addition to optimising the parameter measurements such that the real solution
becomes the global minimum in most cases. This latter optimisation should also
narrow the search space.

One method that could be used to narrow the search space would be to use
interface residues predicted using a machine learning approach as input into the
simulated annealing algorithm (rather than using all surface residues). The
surface curvature and interaction potentials could then be used to score correctly
interacting pairs from this set, by using simulated annealing.

This study has shown that the nature of the problem being undertaken is
complex, but may be achievable with the right set of parameters and residue
restrictions.
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5.13.0. CONCLUSIONS
In this chapter it has been shown that, between the two stochastic search
methods, simulated annealing seems to be the superior algorithm to use. The
method has been shown to successfully predict a significant number of interface
residue pairs in at least a couple of cases, but is not so successful in the other
cases. The conservation, surface complementarity, residue propensity,
interaction propensity and residue distances parameters were found to give
significant signal to find the correct interaction set.

There is perhaps room for further optimisation of the parameters such as surface
complementarity (currently measured by finding distance of points from a plane
using equations of least squares regression). The other parameters used were
those developed in the previous chapters. Further optimisation of each of these
parameters may change the energy landscape in favour of finding a better set of
solutions.
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THESIS CONCLUSIONS

This thesis has included a comprehensive analysis of non-obligatory proteinprotein interactions. Some of these analyses have been performed in previous
studies for protein-protein interactions in general but these were often not
specifically looking at non-obligatory complexes as a sub-set of the proteinprotein interactions.

Armed with the findings of these analyses studies and by observing results from
previous general studies on protein-protein interactions, various prediction
methods were devised in order to predict these non-obligatory protein-protein
interactions.

These prediction studies, have shown various degrees of success in their ability
to predict these interactions - which may in many ways be restricted by the
number of complexes available in the data set of non obligatory structures that
were available. Certainly these prediction methods have scope to be extended
and improved for predictive purposes in the future. The prediction of interaction
partners using sequence profiles was limited due to the spareness of the profile
signal. The ability to predict affinities/specificities within a family may be
possible at a future point when information on these protein family binding is
more readily available. The ability to correlate the binding energy to a potential
derived score also showed a degree of success when including rigid body
binding complexes. The simulated annealing method especially has the potential
to provide more promising results in the future.
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However, it should be noted here the extreme complexity of the task in
predicting these protein-protein interfaces, as there are so many layers of
complexity to take into consideration with a single interaction in addition to
many unique modes and functions of each protein interactions.
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Peptides, polypeptides and proteins:
A peptide is defined as a short chain of amino acid residues in a defined sequence. A
peptide does not have a maximum number of residues and has no fixed threedimensional conformation. Its physical properties are those expected from the sum of
its amino acid residues. Proteins are polypeptides that occur naturally, and have
definite three-dimensional structure under physiological conditions.

The Amino Acid residues Discussed
The 20 different amino acid side chains possess a variety of different properties.
Each of the side chains will be discussed briefly, and their chemical properties
discussed.

residue

acronym

Letter
code

mass(Daltons)

Alanine
Arginine
Asparagine
Asparate
Cysteine
Glutamine
Glutamate
Glycine
Histidine
Isoleucine
Leucine
Lysine
Methioine
Phenylalanine
Proline
Serine
Threonine
Tryptophan
Tyrosine
Valine

ala
arg
asn
asp
cys
gin
glu

A
R
N
D
C

71.09
156.19
114.11
115.09
103.15
128.14
129.12
57.05
137.14
113.16
113.16
128.17
131.19
147.18
97.12
87.08

giy

his
ile
leu
lys
met
phe
pro
ser
thr
trp
tyr
val

Q

E
G
H
I
L
K
M
F
P
S
T
W
Y
V

101.11

186.21
163.18
99.14

Van Der
Waals
Volumes
67
148
96
91
86

114
109
48
118
124
124
135
124
135
90
73
93
163
141
105

Frequency in
protein (%)
8.3
5.7
4.4
5.3
1.7
4.0
6.2

7.2
2.2

5.2
9.0
5.7
2.4
3.9
5.1
6.9
5.8
1.3
3.2
6 .6
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a. gly;
This is the simplest amino acid, having only a hydrogen atom in the side chain
position. This symmetric amino acid has much greater conformational flexibility than
the other residues, due to this lack of a large side chain

b. The aliphatic residues: ala, val, leu, ile
These amino acids have no reactive groups on their side chains, only methylene and
methyl groups. These residues interact much more favourably with each other and
with Other non polar residues than with water. These residues are considered the
‘bricks’ around which the functional part of the protein can be assembled. The
variety in their shapes is important in this structural role.

c. Pro- the cyclic imino acid:
Proline has an aliphatic side chain with no functional groups. It is however bonded
covalently to the nitrogen of its backbone. Thus, the backbone of the pro residue has
no amide hydrogen available for hydrogen bonding or for resonance stabilisation of
the peptide bond. The cyclic five-member ring also imposes rigid constraints on
rotation about the N -C a bond of the backbone. Thus, pro residues have a significant
effect on the backbone conformation.

d. The hydroxyl residues: ser and thr
These amino acids have small aliphatic side chains except for the presence of a polar
hyroxyl group. As these groups are chemically no more reactive than ethanol, so
there are few chemical reactions in which they participate that are useful.
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e. The acid residues: asp and glu:
The side chains of aspartate and glutamate differ only by one methyl group. The
slight difference in length however causes them to have different tendencies in their
chemical interactions with the peptide backbone. Consequently, asp and glu residues
have markedly different effects on the conformation and chemical reactivity of the
peptide backbone. The carboxyl groups of asp and glu side chains ionise and are very
polar under physiological conditions.

f. The amide residues: asn and gin
The residues asparagine and glutamine are the amide form of asp and glu residues.
The side chains do not ionise, and are not very chemically reactive, but they are polarbeing both hydrogen donors and acceptors.

g. The basic residues: lys and arg:
Lysine has a hydrophobic side chain of four methyl groups capped by an amino
group that ionises under most physiological conditions and is highly reactive. The arg
side chain consists of three non polar methylene groups and the strongly basic ôguanido group. The positive charge of the ionised group is effectively distributed
over the entire group.

h. The aromatic residues: phe, tyr, trp, his:
All these amino acids possess a benzene ring
i) phe: possesses only a benzene ring as a side chain so is very un-reactive
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ii) tyr: possesses a hydroxyl group attached to the benzene ring which is able to
participate in hydrogen bonding
iii) trp: is a rare residue that possesses a pyrole N atom of an indole ring that is able to
act as a hydrogen bond donor
iii) his: acts as an effective nucleophilic catalyst

j. The sulphur containing residues: met and cys:
Met has a long non-polar side chain and is un-reactive. It is the only un-branched
non-polar side chain of all the amino acids, cys possesses a thiol group and as such is
the most reactive of any of the side chains. This residue is able to participate in
disulphide bond formation with other cys residues, which is also the strongest of the
amino acid bonds between amino acid side chains.

There are, of course, multiple ways to classify the amino acid residues, such as
polarity, size, hydrophobicity, reactivity, etc. Each of these factors influences how
the residue will effect the protein structure, where it is found most frequently and the
extent to which it contributes to the interaction site of interacting proteins.
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Amino acids with hydrophobic side groups
COO'

COO'

H n—c—H

— C— H

H ]N— C — H

CH

Cl-t

I

H^C^ ^CKj

H]N—C—H

ctt

H—C—CH3
Cht

Cht
CH3

COO'

I

H3N— C — H

CH

H3C

COO'

I

CH]

I
CH]

VaJine
(val)

Isole ucine
(ile)

Leucine

(leu)

Methionine
(met)

Phenylalanine
(phe)

Amino acids with hydrophilic side groups

'*'H]N—C—H ■^HsN—

"H]N - i - H

l-tN

Chb

Cl-t

/K

Cl-t

O

Chb

i - i f

II

hbNy K O

Glutamic acid

/

CH

HC— N
H

Glutamine
(&hi)

fell!)

COO'

-i-H
I

CHt
Cl-b

COO'

Asparagine
(asn)

I

— H

'^HjN—C—H
Cht
Cht
Clt
Cl-t

I

H]N—C—H
Cht
Cht
Cl-t

I

NH

I

NH]+

Histidine
(his)

^H]N—C—H

COO'

COO'

COO'

COO'

COO'

COO'

Nht

Lysine
(lys)

Arginine

ct-t

(aig)

COO'

Aspartic acid
(asp)
Amino acids that are in between

I

H]N— C — H

COO'

COO'

COO'

"KsN-

—H

^H ]N — C — H

I

H — C — OH

CK]

H

Glycine

Alanine

(gly)

(ala)

I

H

Serine
(ser)

SH

Cysteine
(cys)

'''HjNJ—i

—H

I

K ]N — C — H

COO'

■^K]N-

I

cht

H - i - OH
I
CK]

c—
KC.

Threonine
(thr)
COO'

COO'

^H]N—C—H
CKz

COO'

COO'

+^;N-

HeCv^
c
Ms
Proline
(pro)

I

OK

I

Tyrosine

-C — H

.Cl-t

Tryptophan
(tip)

(tyr)
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1. ELNE_HUMAN:
identity: leucocyte elastase precursor
disease: defects in ELA2 cause cyclic haematopoiesis. This autosomal dominant
disease causes oscillation of red blood cell production.
variants{3): point mutations; all cause CH
complex protein: IppfE (leucocyte elastase) complexed to tukey ovomucoid inhibitor
(3rd domain)

SW
32G->V
177V->F
191R->Q

PDB
18
163
186

nearest residue = 35: (17)
nearest residue =151: ( 1 2 )
nearest residue = 190: (4)

where SW = SWISSPROT residue numbering
PDB = PDB residue numbering

2. CYTB_HUMAN
identity: liver thiol protinase inhibitor(stefin B)
disease: defects in CSTB are a cause of progressive myoclonus epilepsy
variants{\): point mutation in reactive site, causes EPM l
complex protein: Istfl (stefin B)
interacting with papain
SW
PDB 5 Â contact site
4G->R
4
present (0)

3. SOMA_HUMAN
identity: growth hormone: somatotrophin precursor
disease: Defects in G H l are a cause of pituitary dwarfism I and IV
variant{\): splice mutant
58-72 missing
complex protein: lhwhA(soluble binding protein) complexed to GH mutant(G120R)
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SWS PDB
5 À _interaction site
58-72 32-46 includes 4 residues: 41,42,45 &46

4. HFE_HUM AN
identity: heretitary haemochromatosis protein precursor
disease:
(1) defects are a cause of hereditary hemochromatosis (HH), an autosomal
inborn disorder of iron metabolism: characterised by abnormal iron absorbtion and
progressive increase of total body iron.
(2) defects are a cause of porphyria cutanae tarda (PCT) - characterised by light
sensitive dermititis and large amounts of uroporyrin in urine. Iron overload often
present
(3) defects are a cause of varigate porphyria (VP)- an autosomal dominant
disease causing skin hyperpigmenmtation. Iron overload.
variants{\Qi): point mutations,various causes
53V->M
59V->M.
63H->D (HH,PCT,VP)
65S->C (MILD HH)
93G->R (HH)
105I->T (HH)
127Q->H (HH,VP).
277E->K (RARE POLYMORPHISM)
282C->Y (HH,PCT)
330R->M (HH)
complex protein: labzA: interacts with M HCl(beta microglobulin)
SW PD B _la 6 zA 5 À contact site
nearest residue = 30 ( 1 )
53V
31
59V
37
nearest residue = 38 ( 1 )
63H
41
nearest residue = 38 (3)
43
nearest residue = 38 (5)
65S
71
93G
nearest residue = 95 (24)
1051
nearest residue = 95 ( 1 2 )
83
127Q
105
nearest residue = 99 (6 )
277E
255
nearest residue = 245 (10)
282C
260
nearest residue = 245 (15)
NA
330

5. CYPH_HUM AN
identity: cyclosporin A binding protein (peptidyl-prolyl cis-trans isomerase A)
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mutagens{2):
120W->F: 75-fold decrease of sensitivity
120W->A: 200-fold decrease of sensitivity
complex

1ak4A(cyclosporin A)
complexed to HIV-1 capsid amino terminal domain
SW
PDB 5Â contact site
120W* 121
present (0)
*mutagen

. THRB_HUM AN
identity, prothrombin precursor

6

disease: defects in F2 are the cause of various forms of dysprothrombinemia
variants{9):dysprothrombimmia present in different regions
200E->K (TYPE 3; DYSPROTHROMBINEMIA)
314R->C (BARCELONA/MADRID)
314R->H (PADUA-1; DYSPROTHROMBINEMIA)
380M->T (HIMI-1; DYSPROTHROMBINEMIA)
425R->C (QUICK-1; DYSPROTHROMBINEMIA)
431R->H (HIMI-2; DYSPROTHROMBINEMIA)
461R->W (TOKUSHIMA)
509E->A (SALAKTA/FRANKFURT)
601G->V (QUICK-2; DYSPROTHROMBINEMIA)
complex proteins: IbthH: interacts with bovine pancreatic inhibitor
4htcH: interacts with recombinant hirudin
SW PDB_lbthH
380M
32
425R
66
431R
73
461R
101
509E
146
601G
226

5Â contact site
nearest residue = 35 (3)
nearest residue = 60 (6 )
nearest residue = 60 (13)
nearest residue = 99 (2)
nearest residue = 147 (1)
nearest residue = 2 2 0 (6 )

SW PDB_4htcH
380M
32
67
425R
4 3 IR
73
461R
101
509E
146
601G
226

5Â contact site
present
present
present
nearest residue = 99 (2)
present
nearest residue = 224 (2)
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7.RAC2_HUM AN
identity: RAS related C3 botulinum toxin substrate 2 (RAC2 gene)
variants{\)
D57->N (NEUTROPHIL IMMUNODEFICIENCY SYNDROME)
complex protein: ld s 6 A (RAS related C3 botulinum toxin substrate 2)
complexed to rho GDP-dissociation inhibitor 2
gene(OMIM) PDB 5Â contact site
57D
57D present

. FA7_HUM AN
identity: coagulation factor serum precursor

8

disease: defects can cause coagulopathy
variants{21>):
139R->K (FVII DEFICIENCY).
139R->Q (CHARLOTTE; FVH DEFICIENCY)
139R->W (FVII DEFICIENCY)
157G->S (FVII DEFICIENCY)
157G->C (FVH DEFICIENCY)
160Q->R (FVH DEFICIENCY)
194P->T (MALTA-I; FVH DEFICIENCY)
197K->E (FVH DEFICIENCY)
212R->Q (CHARLOTTE; FVH DEFICIENCY)
238C->Y (FVH DEFICIENCY)
283R->W (FVH DEFICIENCY)
304A->V (MALTA-H; FVH DEFICIENCY)
307R->H (MIE; FVH DEFICIENCY)
325E->K (FVH DEFICIENCY)
354A->V (FVH DEFICIENCY)
358M->I (FVH DEFICIENCY)
358M->V (FVH DEFICIENCY)
364R->Q (HARROW/PADUA; FVH
370C->F (FVH DEFICIENCY)
402G->R (FVH DEFICIENCY)
402G->E (FVH DEFICIENCY)
413R->Q.
419T->M (FVH DEFICIENCY)
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complex protein: IdanHL: complexed with recominbant soluble tissue factor
SWS
PDB 5 A contact site
present(LT)
139R
L79
(0 )
L97
present(intra HL)
157G
(0 )
LI GO present(intra HL)
160Q
(0 )
194P
L134 present(intra HL)
(0 )
197K
L137 present(intra HL)
(0 )
212R
238C
H42 nearest residue = 29(intra HL) (13)
283R
H83 nearest residue = 114
(31)
304A
H 104 nearest residue = 114
(10)
307R
H I07 nearest residue = 1 1 4
(7)
325E
H125 present(intra HL)
(0)
354A
H 152 nearest residue = 164(HT)
(12)
358M
H I56 nearest residue = 164(HT)
(8 )
364R
H162 present(HU)
(0)
370C
H 168 nearest residue = 167(HT,HU) (1)
402G
H 193 nearest residue = 203(intra HL) ( 10)
413R
H204 present(intra HL)
(0)
419T
H210 nearest residue = 208(intra HL) (2)

9. CDK2_HUM AN
identity: cell division protein kinase
mutagens(3):
14T->A (INCREASE ACTIVITY 2 FOLD)
15Y->F (INCREASE ACTIVITY 2 FOLD)
160T->A (ABOLISHES ACTIVITY)
complex protein: lqmzA(CDK2) complexed to mitotic specific cyclin A
SW
PDB
site
phosphorylation site
14T*
14
phosphorylation site
15Y*
15
160T* NA phosphorylation site
*mutagens

10. RASH_HUM AN
identity: transforming protein P21 (H-RAS)
disease: mutations which change amino acids 12, 13 or 61 activate the potential of CRAS to transform cultured cells and are implicated in a variety of human
tumours.Defects in H-Ras are also the cause of oral squamous cell carcinomas
varients(3) and mutagens'^{2):
12G->V (T24 & EJ BLADDER CARCINOMA)
13G->S (OSCC)
61Q->L (MELANOMA)

290

59A->T (LOSS OF GTPASE ACTIVITY)
164R->A (LOSS OF OTP-BINDING ACTIVITY)
complex proteins: 1w qlR - complexed with P120GAP
IbkdR- complexed with SON OF SEVENLESS-1 (SOS-1)

IbkdR
SW
PDB 5A contact site
12G 12
present (0 )
13G
13
present (0 )
61Q 61
present (0 )
59A* 59
present (0 )
164R* 164 nearest residue = 117
*mutagens

Iw q lR
5Â contact site
present
(0 )
present
(0 )
present
(0 )
nearest residue = 60 ( 1 )
nearest residue =105

11. IPST_HUM AN
identity: serine protease inhibitor (SPINK gene)
variants{\):
34N->S (CHRONIC PANCREATITIS)
complex protein: Icgil (human pancrwatic secretory trypsin inhibitor)
complexed to alpha-chemotrypsin
gene(OMIM) PDB 5Â contact site
34N
U N present

12. GHR_HUM AN
identity: growth hormone receptor
disease: Deficiency in GHR causes pituitary dwarfism II.
Also causes idiopathic short stature.
variants:
62E->K (IN IDIOPATHIC SHORT STATURE)
89R->K (IN LARON-DWARFISM)
14F->S (IN LARON-DWARFISM)
43V->A (IN LARON-DWARFISM)
62V->D (IN LARON-DWARFISM)
70D->H (IN LARON-DWARFISM; ABOLISH
79R->C (IN LARON-DWARFISM AND IDIOPATHIC
29R->G (IN LARON-DWARFISM)
42E->D (IN IDIOPATHIC SHORT STATURE)
complex pmfgm: IhwhBiGH mutant(G120R)
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complexed to soluble binding protein
5Â contact site
SWS PDB
44
present- salt bridge
(0 )
62E
present
(0 )
89R 71
nearest residue = 101 (5)
114F 96
143V 125
nearest residue = 1 2 4 (1)
162 V 144
nerarest residue = 127 (17)
nerarest residue = 164 (12)
170D
152
nerarest residue = 164 (3)
179R
161
nerarest residue = 216 (5)
229R 2 1 1
242E 224
nerarest residue = 220 (4)

13. TFPI_HUM AN
identity: tissue factor pathway inhibitor precursor
mutagens(3):
64K->I (ABOLISHES INHIBITION OF Vn(A)/TF)
135R->L (ABOLISHES INHIBITION OF X(A))
227R->L (ABOLISHES INHIBITION OF VH(A)/TF)
complex protein: ItfxC (tissue factor pathway inhibitor) complexed to trypsin
SW
PDB
5Â contact site
64K
NA
135R
15
present
227R NA
*mutagens

14. UNANALYSED EN TR IES
VWF_HUMAN loakA
TTHY_HUMAN lrlbA,B,C,D
CDN2_HUMAN lbi7B
TRKA_HUMAN IwwwY
A4_HUMAN IcaoD ItawB
GTPA_HUMAN Iw qlG

is complexed with immunoglobulin
too many variants to dicipher contact importance
too many variants to dicipher contact importance
no variants in the PDB atom files records
no variants in the PDB atom files records
no variants in the PDB atom files records
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Details o f statistical test and m ethods used

Pearsons Product Moment Correlation co efficient

/=i

r=
/=!

(=1

Assumes X and Y can be measured on a continuous scale and they are both normally
distributed. This correlation test is sensitive to outliers.

Spearmans rank correlation co efficient
The rank positions of one or both of the variables is used to generate the correlation
co-efficient. This test is used in circumstances where the variable cannot be measured
on a linear scale and/or is not normally distributed. This test is less sensitive to
outliers than the Pearsons coefficient because is depends on rank position within a list
of values rather than absolute numbers which can be of any magnitude.

Chi squared test
This is a test for a significant difference between observed and expected data, where
the null hypothesis states there is no difference and must be disproved to prove a
significant result.
( oU
„ - £ „U
X
a llc e lls

Xo states the null hypothesis
If

> Xo th^n the null hypothesis is rejected
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a.) Details o f Chi squared test on p i 60

ab* interaction

Calculated random (e)
Observed (o)
Expected observed
Expected random
(o+e)/2
(o+e)/2
where ab is a specific interaction between residues a and b

The tests were carried out using Yates correction factor and 1 degree of freedom.
Xo was tested at the 95% confidence level.

b.) Details of Chi squared test on p216

Real conservation (x)
Expected real (x+y/2)
Expected random (x+y/2)
Random conservation (y)
* where ab is a specific interaction between residues a and b
The tests were carried out using Yates correction factor and 1 degree of freedom.
Xo was tested at the 95% confidence level.
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