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Abstract

This thesis proposes a practical processing system for 3D underwater acoustic cam

era images which can assist underwater remotely operated vehicle (ROV) navigation 

in a semi-unstructured environment, i.e. an environment which includes man-made 

structures in an otherwise unstructured natural environment. For this research it 

is assumed that the ROV is moving around or within a rig structure composed of 

connected tubular elements.

In order to achieve the objective of assisting ROV navigation, a cylinder detection 

framework for 3D underwater acoustic images is suggested. Cylinders are extracted 

from the 3D acoustic camera image and are matched to an a priori known model 

of the rig structure and the estimated global position is visualised in a virtual 

environment display.

Methods for processing 3D acoustic camera images, from pre-processing to model 

matching, have been investigated and the integration of those in a formal description 

of a cylinder detection framework based on the theory of multilevel, hierarchical 

systems has been suggested. Conventional methods from intensity and range image 

processing and image understanding have been analysed for use with 3D acoustic 

camera images, and adaptations for use with this kind of data have been made 

where applicable.

The main contributions of this thesis include a novel 3D pre-processing filter, ad

ditions to line and line segment detection methods, the system description using 

concepts from the theory of multi-level, hierarchical systems, and extensive evalu

ation tests using synthetic and real data.
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D(S)  energy function (for MRF segmentation)
Bp(S) energy related to a-priori model (for MRF segmenta

tion)
Bobs{S) energy related to observation model (for MRF segmen

tation)
Eiocai local energy function (for MRF segmentation)
G evaluation function
G f feature graph
Cm model graph
H  mean curvature
Hihresh mean curvature threshold
i/(p , 0) Hough transform space
I (Pi)  intensity value of point Pi
t̂hresh intesnity difference threshold value

Jq(U, V) fuzzy clustering objective function
K  Gaussian curvature
K  number of clusters (for fuzzy k-means clustering)
Kthresh Gaussian curvature threshold
L  Butterfly filter parameter: length of line under detection
M  control object (in general system description)
N  number of data points (for fuzzy k-means clustering)
Ni node co-ordinate system

origin of the node co-ordinate system in camera co
ordinates 

P  outcome function
P  process (in general system description)
Pi subprocess (in general system description)
P{S)  Gibbs distribution (for MRF segmentation)
Rthresh range difference threshold value
S  Markov random field
S  a general system
T  temperature parameter (for MRF segmentation)
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u  partition matrix (for fuzzy k-means clustering)
U uncertainty set
Ui set of inputs for subprocess Pi (in general system de

scription)
V  cluster centers (for fuzzy k-means clustering)
V  weighting factor (for MRF segmentation)
^spherical cell volume of the spherical cell
W  world co-ordinate system
X j  the y-th feature vector (i.e. a point in feature space for

fuzzy k-means clustering)
X  and Y  set of inputs and outputs (in general system description)
Z  additional output object (in general system description)
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Upper case italic bold roman letters

Matrices and sets are generally displayed as italic bold upper case roman letters.

A
B
C  {Cxj Cyj Cz)

H
I
I gt
^ p rep ro cessed
J
M a

M a
M °
m '
N
Oobj
^outl
P
P i

P i i
p

in tersect

Pn,Pi
P s e a f lo o r  — %/a;

■Pi =  (a:i,yi) and P 2 = (2:2, 2/2) 
R
R on

R gt

R n o i s ys
^ p o s tp ro c e sse d
T
T\vc

T nc

T l
T r
X

matrix for calculation of the principal curvatures
morphological structuring element
point on the cylinder axis
2D Euclidian space
propagation operator matrix
intensity image matrix
ground truth mask
pre-processed intensity image
synthetic intensity image corrupted by noise
adjacency matrix
angle matrix
intermediate matrix for model matching 
permutation matrix for model matching 
diagonal square normalisation matrix 
binary ground truth object point mask 
binary mask of ground truth outlier points 
a point in three dimensional space 
visited point
intersection point of two cylinders with indices i and j 
approximate intersection point 
neighbouring point to a visited point P i 
seafloor point
intersection points of a line with the image borders 
range image matrix
rotation matrix to transform vectors given in node co
ordinates to vectors given in camera co-ordinates 
ground truth range image 
synthetic noisy range image 
segmented binary mask 
post-processed binary mask 
homogenous co-ordinates transformation matrix 
transformation matrix which transforms points in cam
era co-ordinates into points in world co-ordinates 
transformation matrix which transforms points in node 
co-ordinates into points in world co-ordinates 
translation matrix 
rotation matrix 
image point set
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Lower case italic bold roman letters

Vectors are generally displayed as italic bold lower case roman letters.

a = [ttx, ay, Œz] axis direction in the original co-ordinate frame
61 unity vector in x-direction
62 unity vector in y-direction
n  =  [nx,riy, n^] surface normal
u  wavefield of object source points (complex vector)
it reconstructed wavefield at object source point locations
V wavefield received at the aperture plane (complex vec

tor)
Xc point where the principal quadric is estimated
X  data point set in the rotated principal frame
Xdata data point set
Xr 3D data points associated with a cylinder hypothesis

patch
®m =  [ X m ,  V m ,  Zm] Spatial mean of
Xr,t Xr in rotated principal frame co-ordinates
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Greek letters

CXy

OLij

<
Pu
V
7
l i

S p

69
t
«1 and «2 
A
X , p , u , p

LJ
W
UJi

0
o

Os
Os

9
^ th resh

Ad

Ar(27ip6f/ij-es/i
A x  and Ay  
Q

viewing angle corresponding to column v  

angle between two cylinders with indices i and j 
“crisp” angle between two cylinders with indices i and j 
viewing angle corresponding to row u  

correction factor for radius estimate 
viewing volume angle
control outputs from the supremal controller (in general 
system description)
Hough space quantisation step size of p 
Hough space quantisation step size of 9 
termination criterion for fuzzy k-means clustering 
principal curvatures 
wavelength
coefficients of a plane description 
partition factor (for MRF segmentation) 
inputs (in general system description) 
inputs to the supremal controller (in general system de
scription) 
spherical cell angle 
standard deviation 
standard deviation of Gaussian noise 
standard deviation of multiplicative noise 
standard deviation of the sensor model (for MRF seg
mentation)
angle between a;-axis and the perpendicular of a line
maximum angle between two lines for which they are
considered almost parallel
phase relative to reference signal
difference between d2 and di
intensity difference threshold
range difference threshold
X  and y  interval for DDA algorithm
set of inputs (in general system description)
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Chapter 1

Introduction

In the offshore industries undersea work has been performed by human divers for 

many years, but increasingly divers are being replaced by remotely operated vehicles 

(ROV’s). The main underwater work tasks are inspection, maintenance and repair 

(IMR), such as weld inspection, crack repair, debris removal and cleaning.

Highly skilled operators of ROV’s are needed, as the guidance tasks and the IMR 

tasks are very complex operations. The handling of the ROY and especially the 

interpretation of the data presented to the operator by the ROY mounted sensors 

needs a lot of practice and experience.

Underwater imaging systems are used for the perception of the underwater environ

ment in which the ROY is moving. Commonly these systems are based on optical 

or acoustic sensors. The images provided by optical cameras are easy for the op

erator to interpret, but are limited in 3D information and the visible range is very 

short in underwater conditions. Images obtained by conventional acoustic sensors 

(sonar sensors) are rich in 3D information and can detect objects at a considerable 

distance from the sensor, but the data is very difficult to interpret by the operator 

and the resolution is commonly poor.
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Increasing ROV efficiency and reliability is one of the primary goals of industries 

performing underwater ROV work. A virtual environment derived from given sensor 

information would be of great use in making underwater operations more reliable 

and effective.

Todays computing power and advances in electronics make feasible very advanced 

and complex acoustic imaging systems, which provide 3D acoustic images in real

time. The acoustic images of such 3D acoustic cameras have lower angular resolu

tion compared to the optical sensor images and are corrupted by noise and special 

defects due to the physical limitations of the image formation process. In this thesis 

3D acoustic camera data processing, object recognition and location and pose de

termination in an a priori known structured environment are investigated to derive 

a virtual environment display of the underwater scene.

1.1 Problem definition

The problem to estimate the location and pose of an ROV in a semi-unstructured 

environment (an environment with man-made structures in an unstructured natural 

environment) is addressed in this thesis by recognising objects in 3D acoustic camera 

images and matching these to an a priori known model of the environment. An 

environment consisting of the seafloor and a rig structure composed of connected 

tubular elements is considered here. Intensity and range image processing, and 

object recognition techniques are investigated and integrated in a cylinder detection 

framework to achieve this goal. The final result, the location and pose of the ROV, 

is then displayed to the end-user in a virtual environment (figure 1.1).
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CHAPTER 1. INTRODUCTION

Figure 1.1: Virtual environment display

1.2 Scope of the thesis

The scope of the thesis can be summarised in the following three points:

• Investigation of 3D acoustic image processing methods (from pre-processing to 

model matching) by analysing the suitability of several conventional methods 

from intensity and range image processing and image understanding for use 

with 3D acoustic camera images, and suggesting adapations where applicable.

• Description of a cylinder detection framework for 3D acoustic images by in

troducing a formal general object recognition system description based on the 

theory of hierarchical, multilevel systems and description of the implementa

tion of the cylinder detection framework for 3D acoustic images in particular.

• Experimental performance evaluation using real and synthetic 3D acoustic 

images.
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1.3 Contributions of the thesis

The main contributions of this thesis include

• a novel 3D pre-processing filter,

•  additions to line and line segment detection methods,

• the system description using concepts from the theory of multi-level, hierar

chical systems, and

• extensive evaluation tests using synthetic and real data.

A novel 3D pre-processing filter for acoustic camera data has been developed which 

takes into account the range dependent positional uncertainty of the measured 

points. This filter eliminates outliers and smoothes the intensity image while pre

serving the range image (thus preserving range discontinuities).

The edge image is calculated from the segmented and post-processed image and 

the range image. Straight lines are found using a Hough accumulator on the edge 

image. As the main features of cylinders have been identified to be “almost parallel” 

straight line segments, a filter on the Hough space accumulator has been developed 

which removes any points in the Hough accumulator which does not have a cor

responding “almost parallel” straight line partner. Additionally “almost parallel” 

straight lines which do have a partner, but whose distance to the partner is too large 

are eliminated. This is useful as information on the maximum radius of the cylinder 

which is to be detected and the minimum expected range to the cylinder can be 

translated to a maximum distance in the image plane between parallel straight lines 

which are of interest.
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To find significant parallel straight line segments within the remaining parallel 

straight lines a modified glider approach is used which makes use of not only the 

intensity image information but also the range image information. Additionally to 

take into account the incomplete, low resolution nature of the given data, and to 

make the straight line segment detection process more robust to noise, instead of 

only comparing the immediate left and right neighbouring points for significant in

tensity or range value differences a 3x3 window of neighbouring points is considered.

The system description based on the theory of multi-level, hierarchical systems 

facilitates the understanding and analysis of the system. Furthermore, the modular 

approach with clearly defined interfaces makes the extension and modification of 

the existing system easier.

Tests using synthetic and real data have been performed to prove the feasibility of 

the proposed system for cylinder detection and position estimation, and to evaluate 

the performance, sensitivity and robustness of the individual processes and the 

combined system.

1.4 Structure of the thesis

Chapter 2 gives some background information and an overview of relevant literature 

in the fields of ROV self-positioning, 3D acoustic imaging, 3D object recognition 

and cylinder detection.

Chapter 3 describes a virtual environment user interface for aiding ROV navigation 

using 3D acoustic camera images.

Chapter 4 describes the 3D acoustic camera image formation principles, its image
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representation and the simulation of the 3D acoustic camera image formation.

Chapter 5 describes the implemented 3D acoustic image processing methods of the 

cylinder detection framework, from pre-processing to straight line detection.

Chapter 6 describes the implemented cylinder detection and model matching meth

ods.

Chapter 7 introduces the terminology and concepts of the theory of hierarchical, 

multilevel systems which is then used to describe a formal general object recognition 

system and the cylinder detection framework for 3D acoustic images in particular.

Chapter 8 shows the results of experimental performance evaluation tests for indi

vidual processes of the cylinder detection system using synthetic data.

Chapter 9 shows the results of experimental performance evaluation using real data.

Chapter 10 summarises and draws conclusions from the thesis work, and touches 

upon directions for future work.
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Chapter 2 

Background

This chapter gives some background information and an overview of relevant liter

ature in the fields of ROV self-positioning, 3D acoustic imaging, 3D object recog

nition and cylinder detection.

2.1 ROV self-positioning

The operator of an ROV traditionally uses a camera image, readings of other on

board sensors and the knowledge of the underwater environment from drawings or 

models to estimate the position of the ROV, This can be very difficult and requires 

well trained and experienced ROV operators. The navigation tasks are hindred 

by the limited range of underwater cameras, the complex nature of underwater 

structures and monocular vision [MK96].

To enhance the ease of navigation, stereoscopic measurement systems [MPZ94] are 

employed in some cases. Another option to overcome the limitations of traditional 

optical systems is the use of laser-radar systems [KBB94] or acoustic imaging sen

sors (as proposed in this thesis).
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Where quantitative positional information is needed, it is common practice to use 

acoustic positioning systems, which require a number of transponders to be placed 

around the worksite at known locations, to determine the local position of the ROV 

with respect to those transponders. To determine a global position estimate for 

systems which use acoustic positioning systems to calculate a local position with re

spect to a support ship or structure, the local position estimation is integrated with 

a global navigation system such as GPS (global positioning system). Techniques 

to increase the efficiency of the navigation system and to perform dead-reckoning 

when position estimates are not available are sometimes employed by using inertial 

navigation sensors, Doppler sensors or correlation sonar sensors [Lee94].

Automatic position estimation and navigation systems not requiring the installation 

of transponders are subject of ongoing research and are not yet commercially avail

able. This thesis contributes to this ongoing research by investigating processing 

methods for 3D acoustic cameras. Processing of sonar sensor or video information 

for position determination with respect to a local environment has been and is cur

rently being investigated by several researchers. Below short summaries of some 

efforts in this area which have been reported in the literature are given.

McLaren and Kuo [MK96] propose a navigation system for an ROV which provides 

the absolute position by matching data from an onboard sonar device with a com

puter model of an offshore installation. A forward looking sector-scan sonar is the 

primary navigation sensor. Gyros, inclinometers and depth sensors are used to as

sist the automatic position determination. The main aim of the described system is 

similar to that described in this thesis, in that it aims to provide a navigation system 

that does not require the installation of transponders along the worksite. Problems
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such as segmentation of sensor data, matching of sensor data to model data, and 

pose determination are discussed, but as the required inputs to the described system 

are different to those considered in this thesis, the methods proposed by McLaren 

and Kuo are not directly applicable to the problem considered in this thesis. With 

their method clusters of points which belong to a single member of the structure are 

found in the sonar data by thresholding range values of neighbouring sonar beam 

directions. These clusters are then matched to horizontal or inclined cylinders of 

the model. The procedure to determine the location and pose of the ROV for the 

found cluster-cylinder pairs incorporates the known pitch, roll and depth informa

tion from angular position and pressure sensors. The described method appears to 

be suitable for navigation of an ROV approaching a large structure. It requires that 

vertical or inclined cylinders can be detected within the sonar data. The method 

described in this thesis on the other hand is based on determining intersections of 

cylinders and is therefore suitable for navigation of an ROV closer to a structure 

assuming that intersecting cylindrical elements can be detected within the acoustic 

image.

Bono et al [BCV94] describe an approach for building a two-dimensional map of an 

underwater environment using a high-frequency pencil beam profiling sonar. An 

algorithm for the detection and fusion of segments detected from several points of 

view is described. The problem of disturbances and missing views is handled by 

computing a credibility value for each observed segment. The credibility value is 

increased each time a segment is observed and is decreased each time an expected 

segment is not seen. Other heuristic considerations, e.g. based on the number of 

points or the angle of incidence, are also used to change the credibility value of a 

segment. First experimental results of multiple scans taken in a laboratory tank are
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published in the paper by Bono et al [BCV94] where it is also mentioned that the 

algorithms are expected to be extendable to detect vertices and polygons or even 

curvilinear objects.

Rigaud and Mar ce [RM90] propose a system for absolute location of an ROV by 

fusing data from inertial navigation sensors such as the gyroscopes, compass, depth- 

meter and log data with data from an echosounder and CAD (computer aided de

sign) data to improve the ROV position estimate. The suggested system requires 

operator intervention for the matching procedure. Once a match is performed a 

new hypothesis for the undercurrent value is determined and the dead-reckoning 

module which uses the undercurrent estimate and the inertial navigation sensors to 

calculate the position is reset.

Trucco et al [TPR+00] describe methods for automatic tracking of targets in sector 

sonar scan and video images. Results of the system for 3D structure reconstruction, 

panoramic mosaic building from video sequences and path planning and obstacle 

avoidance are reported.

Fairweather et al [FGH97] have developed an underwater vision system based on 

an MRF (Markov random field) segmentation method and predictive feedback from 

image sequences and Kalman filtering of calculated successive camera viewpoints. 

In the application example cylinder objects are detected in noisy underwater images 

and the camera’s position is calculated assuming that the node in view is known.

Huster et al [HFR98] describe a dead-reckoning navigation system for underwater 

vehicles which operate close to the ocean floor. An underwater vision system is 

used to build a mosaic of the area of interest. The user specifies the desired vehi

cle locations in the mosaic, and the vision-based dead-reckoning system computes
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the underwater vehicle’s position in the mosaic. Similar systems are described by 

Negahdaripour et al [NXKA98], and Santos-Victor and Gracias et al [SVGvdZOl] 

[GvdZBSVOS], who developed vision-based systems to detect and estimate under

water vehicle motion by using a down-look camera for automatic station keeping, 

navigation and trajectory following.

Pipe detection and following using imaging sensors is an important application 

area. Surveys and inspections of pipelines have to be performed frequently on 

thousands of meters of pipeline at high costs. Currently a combination of sensors 

mounted on an ROV or a surface vessel are used to detect the pipeline and follow 

it to gather information on the pipe condition. Semi-automated side-scan sonar 

pipeline inspection systems are available that perform automatic data interpretation 

[MROO], but online detection and tracking of pipes is done with human intervention.

Petillot et al [PRB02] describe model-based techniques that use a priori information 

about the pipelines to automatically detect and track pipelines using multi-beam 

echosounders and side-scan sonar systems (AUTOTRACKER project sponsored by 

the European Union under Framework V).

Zanoli and Zingaretti [ZZ98] describe an underwater vision system to support ROV 

navigation for pipeline following applications. Image sequences are analysed to 

improve the precision in the computation of pipeline contours. Additionally distur

bances from motion are removed by a Kalman filter cascaded to the image processing 

module.

To improve ROV navigation the use of modern computer graphics technology and 

virtual reality techniques are suggested in this thesis and have been suggested by 

many other researchers. The main areas of those technologies in underwater robotics
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which have been reported are the following three areas:

•  ROV operator training [Agb95] [FH96] [Fle97] [PRZ97],

•  AUV/ROV design and development [KAFU95] [KAU96} [Bru94] [Bru95],

•  Telepresence user-interface [Bic95] [SBF"^96] [KSB96] [Lin97] [LK97].

2.2 3D acoustic imaging

Optical imaging in underwater environments is limited due to absorption and scat

tering of visible light. The visibility range of optical underwater imaging devices can 

sometimes extend to 30m-60m in very clear waters such as those of the Caribbean, 

but most continental shelf ocean waters are turbid and maximum visibility is com

monly 6m-15m in undisturbed deep ocean water, lm -6m in near-shore waters, and 

even only Om-lm within harbours, estuaries, and in general wherever man disturbs 

or impacts the environment [Sut79], and hence where imaging devices are needed 

most. Jaffe [Jaf90] describes a video imaging model which incorporates the inherent 

properties of the underwater medium, such as absorption and scattering, to sim

ulate underwater video imaging systems. Simulations based on this model allow 

the evaluation of different imaging system configurations and prediction of their 

performance.

Today’s computing power and advances in electronics make feasible very advanced 

and complex acoustical imaging systems, which provide 3D acoustic images in real

time. Acoustic images generally have lower angular resolution compared to optical 

camera images and are corrupted by noise and special defects due to the physical
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limitations of the image formation process, but are not affected by murky water 

conditions.

The operating principle of acoustic cameras, such as the EchoScope [HA96], is based 

on pulse-echo techniques and image formation is performed by using methods from 

acoustic holography [LWF80]. A single acoustic pulse is emitted and the returns are 

collected by an array of transducer receivers. Time-gating of the received returns 

allows the reconstruction of an acoustic intensity image for slices through a viewing 

volume at various range distances. Only the maximum intensity along each viewing 

direction is registered to reduce the amount of data. The acoustic camera data 

can thus be represented as points in 3D space where each point has an associated 

acoustic intensity.

In this thesis the 3D acoustic images for the real data tests stem from the EchoScope 

3D acoustic camera. It is the first commercial 3D real-time multibeam sonar, but 

developments of similar technologies have been reported in the literature. Alais et 

al [ACC095] describe an experimental 3D acoustic underwater imaging system de

veloped in a Eureka Euromar project which is based on similar operating principles 

as the EchoScope. The development of an ultrasonic camera consisting of multiple 

transmitters, an acoustic lens and a distributed receiver is described by Ashraf and 

Lucas [AL94]. The intended purpose of this camera is for ROV navigation and 

obstacle avoidance, and initial results obtained in a laboratory tank are described. 

Lygouras et al [LDT+94] report the design of a digital ultrasonic scanning system 

for ROV positioning which is based on the reconstruction of 3D images using ultra

sonic distance measurements by determining the time of flight, and Jones [Jon99] 

describes the development and testing of a high-resolution underwater imaging
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system using sparse array technology.

Sonar image processing usually deals with 2D images and generic range image pro

cessing techniques often assume high quality, dense range images, as for example 

provided by laser range imaging sensors, as their inputs. The processing of 3D 

acoustic camera data in itself has been the subject of study of only a small number 

of researchers. Auran et al[AS96] [AM96] [AM97] have suggested a 3D spheri

cal map data representation for sonar range data and have investigated 3D sonar 

data processing methods based on this 3D representation framework. Venugopal et 

al [VRRB91] [VRB92] describe two methods for determining the orientation and 

extent of objects from 3D high resolution sonar images, one by calculating the 3D 

dispersion matrix and its eigenvalues and another computationally more efficient 

one by solving two 2D line fitting problems. Methods for reconstruction and seg

mentation of 3D acoustic images using Markov Random Fields techniques have 

been investigated by Murino et al [Mur96] [MT97] [MTR98], and surface fitting 

techniques for segmentation of 3D acoustic data has been investigated by Sub- 

ramian and Bahl [SB93], and Murino and Trucco [MT99] [TPFM02]. Fusiello et 

al [FGIM99] [FMOO] have investigated a method for integration of 3D acoustic data 

and video data into one multisensorial image, which can be displayed as is or can be 

used to synthesise a 3D virtual environment. The problem of registering multiple 

3D acoustic camera images to build a mosaic has been addressed by Castellani, 

Fusiello and Murino [CFM02], who suggest a global registration technique which 

distributes registration errors evenly across all views.
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2.3 3D object recognition and cylinder detection

The goal of object recognition and scene interpretation is to find what is present and 

where [Mar82]. The recognition process can formally (in a mathematical sense) be 

viewed as a mapping process from one domain (the image domain) to another (the 

abstraction/model given by the representation/ description). Problems that arise 

when dealing with the “real world” are occlusion, clutter and other issues such as 

problems of choosing appropriate model representations of real world objects, or 

finding methods to deal with missing or spurious feature correspondences.

The recognition task can be either addressed by using feature-based models or 

appearance-based models of objects [TV98]. One or more images represent the 

appearance-based model of an object and to represent a 3D object satisfactorily a 

large number of images are required if the number of poses of the 3D object are not 

limited to a small number. The feature-based model is therefore commmonly used 

for 3D object recognition systems. Features can be

• numerical (e.g. elongation, length, perimeter),

• topological (e.g. connectivity),

• geometric (e.g. equations of surface patches).

The requirements that the features are stable with respect to partial occlusion and 

that they carry enough information to allow recovery of position and orientation 

are only fulfilled by the geometric feature [Kan87].

A common approach to recognition, the selection-indexing-correspondence ap

proach, is formulated by Crimson [Gri90]:
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• selection -  grouping of the features that are likely to have come from a single 

object in a scene,

•  indexing -  indexing into the model base by using image measurements,

•  correspondence -  checking of hypothesis of a match between an object and a 

number of image features.

Apart from the time it takes to perform a recognition task, the performance of an 

object recognition system can be measured by the number of errors made (Besl and 

Jain [BJ85]). The following types of errors can be distinguished:

•  miss error -  an object is not recognised,

• false alarm error -  an object is recognised which in reality is not present,

• classification error -  an object is recognised but misclassified,

• location error, and

• orientation error.

To be able to compare different object recognition systems, the same image with 

known ground truth has to be analysed. It is hard to compare the object recognition 

systems described in the literature in terms of their performance, as there are no 

standard test images like the range of standard 2D images for other image processing 

tasks (e.g. compression). Recently there have been advances by various research 

groups (Hoover et al [HJBJ'*'96]) to make a selection of range images with ground 

truth publicly available in order to be able to compare range image segmentation 

algorithms. These images though are dense range images produced by laser range
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finders in air, whereas the range images that are dealt with in this thesis are sparse 

and produced with an underwater acoustic camera. It should be noted that nearly 

all the techniques for 3D object recognition reviewed in this chapter are based on 

sensing modalities located in air and assume perfect visibility.

There are survey papers on three-dimensional object recognition, such as the papers 

by Besl and Jain [BJ85] or Pope [Pop94], which give an overview on relevant issues 

and describe necessary components of a successful object recognition system. In the 

survey paper by Besl and Jain [BJ85], to have an unambiguous formal description 

of the problem, a mathematical problem formulation is introduced by redefining 

the depth map object recognition as a generalised inverse mapping problem. In 

this paper also an extensive literature review of relevant literature is given and it 

has been found that in the range-image processing literature planar- and quadric- 

surface region segmentation and roof- and ramp-edge detection are emphasised.

Object recognition using range images has certain advantages over using passive re- 

fiectance images, as range images preserve the 3D information of the scene viewed 

from the sensor. The intrinsic properties of the scene such as depth, surface orienta

tion and physical edges are of fundamental importance for scene segmentation and 

object recognition [KD86]. Recognition of geometric primitives and especially the 

problem of detecting and localising cylinders in range sensor data has been recog

nised by several researchers as a problem which is worth investigating, because many 

man-made objects can be represented as structures composed of cylinders. Below 

are summaries of some object recognition systems and cylinder detection methods 

for range images reported in the literature.

Faugeras and Hebert [FH87] present and discuss a number of ideas and results
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related to 3D object recognition and pose determination using range images. A 

recognising-while positioning paradigm exploiting the basic constraint of rigidity 

is proposed and implemented as a prediction-verification scheme. Shape surfaces 

are described by curves and patches represented by linear primitives such as points, 

lines and planes. A region growing algorithm is implemented for segmentation of 

the range image and a tree search algorithm exploiting the rigidity constraints is 

implemented for the recognition and positioning task. Finally results proving the 

feasibility of the proposed system are presented for range images produced by a 

laser range finder.

Oshima and Shirai [OS87] give a detailed description of an object recognition system 

using range data. The aim is to recognise stacked objects with planar and curved 

surfaces using a light stripe range finder. The proposed system works in two phases, 

a learning phase and a recognition phase. In the learning phase object models are 

created by producing a range image of a scene containing only one object, grouping 

the data points into many surface elements, and merging those surface elements 

into regions which are classified into three classes (plane, curved, and undefined). 

The description which is stored as an object model is built in terms of properties 

of regions and relations between them. In the recognition phase exactly the same 

kind of description is built for an unknown complex scene, which is then matched 

to the object models, allowing a sequential recognition of the stacked objects. For 

the matching process a combination of data-driven and model-driven approaches 

is suggested. As is noted by Besl and Jain [BJ85] the downfall of this system is 

that it appears not to be able to handle arbitrary views due to the way the object 

models are described.
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Bolle and Califano [BC90] describe an object recognition framework which is in

tended to deal with recognition of objects from a large and cluttered visual world. 

Depth maps obtained from a laser range finder are used to validate the approach. 

The requirement of recognising a large number of objects poses many problems 

especially in the higher level processing stages, which are addressed by using paral

lel layered parameter transforms, long-distance correlation between different win

dows on the same feature, and multi-resolution approaches to object modelling 

and matching. “Hard” decisions are deferred until later stages of processing, which 

makes the suggested approach different from the classical “segmentation followed by 

interpretation” schemes. To achieve a consistent global interpretation of the scene 

a highly modular and parallel approach is anticipated. A hierarchy of layered and 

concurrent parameter transforms for feature extraction generate various hypothe

ses about primitive shapes for which evidence is produced by constraint satisfaction 

networks. With the constraint satisfaction networks a consistent interpretation of 

the scene is ensured. The introduction of a generalised feature concept which allows 

geometric knowledge to be treated uniformly at any level allows different feature 

types and potentially different input sources to be easily integrated.

Grimson and Lozano-Perez [GriQO] discuss a method for identification and locali

sation of objects from a set of known objects using sparse range or tactile data and 

give a short overview of previous work on visual range sensing and tactile sensing. 

The object models are given as polyhedra having six degrees of freedom. Three di

mensional positions, which are assumed to be fairly accurate, and surface normals 

are extracted from the tactile sensor data or the range sensor data. The object to 

be sensed is assumed to be a single, possibly nonconvex, polyhedral object which 

may have up to six degrees of freedom relative to the sensor. Local constraints on

44



CHAPTER 2. BACKGROUND

distances between faces, angles between face normals, and angles of vectors between 

sensed points are used to discard inconsistent hypotheses about pairings between 

sensed points and object surfaces. In the model matching phase the position and 

orientation estimation of an object relative to the sensor is performed using a least- 

square method solving for the rotation matrix and the translation vector. The 

proposed algorithm is shown to have low computational cost. Unfortunately the lo

cal constraint method requires all sensory data to be drawn from one object, which 

is not always easy to guarantee and is therefore limiting the performance of the 

proposed method.

Kuan and Drazovich [KD86] describe a model-based approach for recognising ob

jects by using 3D range data. The proposed system consists of four modules: ob

ject modeling, model driven prediction, feature to model matching, and 3D fea

ture extraction, A volumetric representation using generalised cylinders as volume 

primitives is chosen for the object models. A hierarchical representation with four 

representation levels (object level, cylinder level, surface level, and edge level) is 

implemented providing efficient mechanisms for prediction generation at multiple 

levels and object recognition with multiple level evidences. Processing steps for the 

modules at each hierarchical level and their interdependencies are described leading 

to a complete 3D object recognition system.

Lozano-Perez and Grimson describe the triple scan method, a method for localisa

tion of cylinders using line scan range data [LPGW87] [GLPNW93]. This method 

has been proposed for use with a light-stripe based range sensor, but can equally 

be used with sensors producing similar data such as a sonar sector scan system, as 

has been shown by Chesters et al [CCW94] who have investigated sonar scan data
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enhancement algorithms in conjunction with the triple scan method. The triple 

scan method finds the axis of a cylinder by using three range line scans. Two pairs 

of parallel line segments for two pairs of points on the first and second scan line have 

to be found first, then a third scan can be used to verify that the line segments that 

have been found are also parallel to the cylinder axis by checking whether a point 

on the third scan exists which lies on the extension of one of the previously found 

parallel line segments. The core algorithm of the triple scan method is based on 

straightforward geometric considerations. The line scans need to be pre-processed 

to identify points which belong to cylinders. Then by accumulating cylinder axis 

hypotheses cylinders with different axis directions can be identified. In this thesis 

the triple scan method has not been investigated further for the use in conjunction 

with 3D acoustic camera data. In order to use the triple scan method with the 3D 

acoustic camera data, each line of the range image could be treated as a range line 

scan and pairs of lines could be analysed. This would not be efficient as there are 

too many lines that would have to be analysed, therefore in this thesis, instead of 

using the triple scan method, a more straightforward approach which directly uses 

the 3D data of the 3D acoustic camera has been chosen to find the cylinder axes of 

cylinders visible in the 3D acoustic camera image.

Li [Li86] has investigated two methods to detect cylinders in range data which are 

assumed to be perpendicular to the ground. First the range image is segmented into 

regions of potential surfaces by a pre-processing step which identifies points in the 

range image which are vertical, followed by an edge removal process and a connected 

component labelling of the remaining range image points. The first method to 

detect cylinders is based on quadric surface fitting and the second method is based 

on a Hough transform method. A least squares fit is finally used to determine the
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sizes and locations of the cylinders. The Hough transform method described by 

Li assumes that only cylinders perpendicular to the ground shall be detected and 

that a rough estimate of their radius shall be known so that only a two dimensional 

Hough accumulator is required. This obviously limits the usefulness of the Hough 

approach because if one would consider cylinders in arbitrary positions or unknown 

cylinder radius a higher dimension of the Hough accumulator would be required. 

The general approach of the first method though is very similar to the approach 

adopted for the 3D acoustic camera data processing system described in this thesis. 

As described later, the main philosophy is also to find regions within the image 

which belong to distinct objects, and using surface fitting techniques to determine 

whether the object is a cylinder and finally matching a cylinder to the data using 

least squares method to determine the cylinders positions and orientations.

Yokoya and Levine [YL94] propose a method to determine solids of revolution in a 

single-view range image based on the fact that at least one of two focal surfaces for 

a surface of revolution degenerates into the axis of rotation. The surface normals 

and principal curvatures of each pixel in the dense range image are extracted and 

a Hough transform approach is then used to determine the axes of rotation. The 

described approach is of interest where not only one class of solids of revolution, 

for example only cylinders, need to be recognised, but also where complete 3D 

volumetric descriptions of solids of revolution are required. Common requirements 

of range image processing methods, such as requirements for single objects or pre

segmented images are not necessary, and the method is shown to handle partial 

occlusion. The only requirement which makes the suggested approach unsuitable 

for the problem at hand is the requirement of having dense range data as an input. 

This requirement is necessary as the method is based on being able to accurately
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estimate the principle curvatures and surface normals at each point of the range 

image.

Newman et al [NJ93] and Flynn and Jain [FJ88] discuss issues on surface classifica

tion of quadric surfaces. In the paper by Newman et al a model driven classification 

algorithm is outlined. The range image segmentation into distinct surface patches 

is assumed to be performed already. Spheres, cylinders, cones, and planar surface 

patches are considered and three-dimensional accumulator arrays are used to find 

best fitting cylinder and sphere surfaces. Lists of known model parameters, such as 

cylinder or sphere radii, are used to reduce the number of searches. The described 

algorithm returns the best-fitting surface and its parameters and an error in fit 

measure.

2.4 Conclusions

ROV navigation aided by imaging sensors is subject of current research. The main 

aim of the system described in this thesis is the automatic location of an ROV 

using 3D acoustic images. This chapter has given some background information 

and an overview of relevant literature in the fields of ROV self-location, 3D acoustic 

imaging, 3D object recognition and cylinder detection.

A virtual reality user interface which gives the ROV operator a clear picture about 

the location and pose of the ROV with reference to a known structure would greatly 

enhance the ease of navigation. In the following chapter the development of such a 

virtual reality user interface for the visualisation of the automatically determined 

ROV location and pose is described.
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Virtual environment

As a user interface for the visualisation of the ROV location and pose a virtual 

environment display is suggested. In this chapter the development and structure of 

the proposed virtual environment is described. The described virtual environment 

does not only serve the purpose of displaying the location estimation result of the 

cylinder detection and matching processes but can also be used in itself to determine 

the location and pose of the ROV by manually matching the camera data to the 

rig structure.

3.1 Implementation of the virtual environment

The visualisation of the virtual environment is developed using the C programming 

language with OpenGL. OpenGL is a platform-independent, low-level graphics pro

gramming interface which is widely used in the computer graphics community. This 

means the software can be easily ported between Microsoft and Unix operating sys

tems, and is not dependent on proprietary software.

Two types of data have to be visualised in the virtual environment described here.
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The first is the model of the a priori known environment, the rig structure and 

the ROV. The rig structure is constructed by a set of cylinders and the ROV is 

represented by a box. A lighting source is included and appropriate shading is 

generated using lighting equations, in order to make the images easier to interpret 

as three-dimensional objects. The second type of data are the real images for 

example from the optical and acoustic camera. The optical camera image can be 

displayed in a separate window. The 3D acoustic camera image is visualised as 

3D points of varying brightness according to the measured acoustic intensity in a 

co-ordinate system which is attached to the ROV. Additionally, the axes of the 

acoustic camera co-ordinate system and the viewing volume are visualised.

The viewpoint can be moved interactively in the main window, which shows the 

rig structure, the ROV, and the 3D acoustic data. Even small movements of the 

viewpoint give considerable insight into the three-dimensional structure of the scene 

due to the parallax cues. Other windows can be created which show the real camera 

image, and simulated optical and acoustic camera views. The simulated acoustic 

and optical camera views are generated by calculating the position and viewing 

direction of the cameras in a global co-ordinate frame, and rendering the scene 

from the corresponding viewpoints and directions. A global co-ordinate system is 

defined and the initial global ROV position is known and continuously updated 

whenever the ROV is moved within the virtual environment. The translational 

and rotational displacement of the cameras relative to the ROV are assumed to 

be known and therefore the global camera positions and viewing directions can be 

calculated. The parameters of the viewing volumes rendered are set according to 

the given camera specifications. The simulated optical camera view can therefore 

be viewed as an ideal virtual camera image for a virtual camera located on the
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ROV. An ideal range image which can be compared to the real acoustic camera 

range data can be extracted from the simulated acoustic camera view by extracting 

the values from the z-buflfer, which stores the depth information associated with 

each pixel in the rendered image.

3.2 Matching of the sensor data to the model

The initial position of the ROV in the virtual environment is arbitrary and does not 

correspond to the real position of the ROV with respect to the rig structure. In order 

to determine the actual position of the ROV, the ROV can be moved interactively 

within the virtual environment until a good match between the real optical and 

acoustic camera data and the rig structure is found or the global position coordinates 

which have been estimated from the cylinder detection and matching process can 

be entered manually. The link between the cylinder detection process and the 

virtual environment ROV position update has not been automated in this work 

but would be desirable for a practical system. The cylinder detection framework 

has been developed in Matlab and has not been ported to C which would have 

made an automatic link between the cylinder detection framework and the virtual 

environment generation possible. For the manual global position estimation the 3D 

data points of the acoustic camera serve as main clue for the matching procedure, 

but the simulated optical and acoustic camera views serve as valuable additional 

clues to find a good match.

It is easy to make mistakes in positioning the ROV in the manual matching pro

cedure and not correctly matching the 3D acoustic data points to the rig structure 

as the scene is displayed on a two-dimensional (fiat) screen. These positioning mis
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takes only become obvious when the viewpoint is changed. As a way of avoiding 

such problems, tests on a computer with hardware support for stereo viewing have 

been performed. Separate images for the left and for the right eye are written 

into two separate buffers and are displayed as alternating frames on the computer 

screen. The viewer wears a pair of glasses which are synchronised with the display 

of the frames in such a way, that the left eye of the viewer can only see the left eye 

viewpoint and the right eye of the viewer can only see the right eye viewpoint. Such 

stereoscopic viewing gives greater visual clues for the interpretation of the data and 

makes the matching procedure easier.

Once a match and thus the ROV location and pose have been determined, the 

operator can choose any viewpoint by rotating, translating and zooming into the 

scene to get a clear virtual picture of the ROV location and pose with respect to the 

known environment. This allows him to easily evaluate the situation and plan his 

actions accordingly. Figure 3.1 shows an example of a scene, including the virtual 

camera images, after the matching has been performed.
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Figure 3.1: Virtual environment display with virtual camera images
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3.3 Conclusions

The location and pose of the ROV within the a priori known environment can be 

visualised in a virtual environment user interface. The implementation of such a 

user interface for a particular model environment and 3D acoustic camera images 

has been described in this chapter.

The following chapter gives some background on the image formation principles 

of the 3D acoustic camera and describes a 3D acoustic camera simulation. The 

location and pose of the ROV can either be derived from the automatic cylinder 

detection and model matching process described in chapter 6 , or a manual matching 

can be achieved within the virtual environment user interface.
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3D acoustic camera

This chapter describes the basic principles of the image formation process of the 

3D acoustic camera and how the resulting 3D acoustic camera image can be repre

sented. Additionally the 3D acoustic camera simulation which has been developed 

to produce synthetic data for this thesis is presented.

4.1 3D acoustic camera image formation

3D acoustic images are formed by active acoustic imaging devices. An acoustic 

signal is transmitted and the returns from targets are collected and processed in 

such a way that acoustic intensities and range information can be retrieved for 

several viewing directions (beam-directions). The real images used here stem from 

the EchoScope (figure 4.1), a 3D real-time acoustic camera produced by OmniTech 

AS, Bergen, Norway. A description of an earlier prototype of the EchoScope is 

given by Hansen et al [HA93],[HA96] and Allen [A1196]. The camera has a 40x40 

array of receiver transducers and operates on the pulse-echo principle. Acoustic 

holography principles are then used to reconstruct the 3D image from the collected 

acoustic returns. The foundation of the image formation principle is a simplified
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Figure 4.1: EchoScope 1600B (courtesy of OmniTech AS)

discrete backward projection method [LWF80]. The 3D acoustic images reconstruct 

the image for an array of 64x64 beam-directions, and a minimum and maximum 

detection range, defining a viewing volume in the underwater scene.

Section 4.3 on the 3D acoustic camera simulation describes the image formation 

process in sufficient detail for modelling and simulation of the 3D acoustic camera. 

Additional information can also be found in appendix A, where some background 

information on acoustic imaging in general and the EchoScope acoustic camera is 

given.
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4.2 3D acoustic camera image representation

Two-dimensional acoustic intensity images corresponding to a number of frame dis

tances are formed (figure 4.2) and only the maximum intensity along each beam 

and the corresponding range is recorded, as it is assumed that the maximum inten

sity along a beam corresponds to the acoustic return from the closest object in this 

particular viewing direction. The data is therefore a set of sparse data points in 3D 

space with associated acoustic intensities rather than a packed volume. Recording 

of the points corresponding to the maximum intensities along each beam reduces 

the amount of data to be stored and processed but of course might have the effect 

that the acoustic returns from objects with weak acoustic refiectivity are overshad

owed by the sidelobes of nearby objects with strong acoustic returns. For debugging 

purposes the full data set of all intensities along each beam can be stored. The full 

data set from the debugging mode would for example only be required in case of 

hardware problems or when the reduced data set does not show the expected results 

so that potential problems with the image generation can be identified.
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Figure 4.2: EchoScope acoustic camera and two-dimensional acoustic intensity im
ages

The data of 3D acoustic images can be best represented as

• intensity and range images, or

• points in three-dimensional space (voxels)

Examples of acoustic images of a real underwater scene captured by the EchoScope 

3D acoustic camera in Fjord waters in Norway can be seen in figures 4.3 and 4.4. 

In these images the visible scene is composed of three cylinders and the seafioor 

as shown in the video image of the scene in figure 4.5. Figure 4.3 shows the voxel 

representation of the data. The grey level of each point is determined by the 

corresponding acoustic intensity and the viewing volume boundaries are represented 

by the solid lines. This representation of the data is the most useful for human 

interpretation and as such would already be very useful for ROV operators as an 

additional navigational tool. Figure 4.4 shows the intensity and range images of 

the same scene. Dark pixels in the intensity image correspond to returns with high
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acoustic intensity and dark pixels in the range image correspond to points in a 

closer distance. Each pixel of the 64x64 intensity and range image corresponds to 

a distinct beam-direction. Knowing the viewing angle corresponding to each pixel, 

the Cartesian co-ordinates of the image points can be calculated to arrive at the 

voxel representation. In the EchoScope case the voxel positions for a given range 

image R{u,v)  with u ,v  = 1 , . . .  ,64 and viewing volume angle 7  are defined as

Xuv =  R{u,v) sinOy, (4.1)

Vuv =  H(u,i;}sin/?u, (4.2)

Zyy =  - R ( u ,v )  COS ay COS Pu, (4.3)

where

(4.4)

A  =  +  (4 5)

The intensity and range representation scheme is not easy to interpret by a hu

man for navigational purposes, but allows a very useful representation for machine 

based processing of the images as it, although of a lower resolution, somewhat re

sembles the representation of conventional optical or range images. Computer vision 

methods such as segmentation and reconstruction techniques based on threshold

ing, Markov random fields [MTR98], clustering [GDM96], connected components 

[AM96], or surface fitting [SB93], can thus be implemented.
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Figure 4.3: Voxel representation of a real 3D acoustic image

a)

Figure 4.4: Real 3D acoustic image -  a) intensity image and b) range image

Figure 4.5: Underwater video image of scene imaged by the 3D acoustic camera
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To summarise, the 3D acoustic camera data can be generally characterised as a noisy 

range image with associated acoustic intensities. The data can also be represented 

as an ordered sparse 3D point set with associated confidence values (acoustic in

tensities) whereby it should be noted that the positional uncertainty increases from 

near to far as every data point is associated with a spherical cell in the viewing 

volume, the size of which is dependent on the range. The volume of the spherical 

cell as seen in figure 4.6 is given as

i2
^spherical cell ~  ^  [̂ 2 “  ^i] • (4-6)

Re-writing this equation using Ad =  c?2 ~  di and substituting di by d — Ad/2  and 

d2 by d -I- Ad/2 results in

^spherical cell (4,7)

where d is the distance to the center of the spherical cell. Ad is the distance reso

lution and (f) is the beam-to-beam angular resolution. The distance between two 

points with range distance d and angular separation 0  is given as

d^ =  2d sin ^  (4,8)

The distance resolution and beam-to-beam angular resolution are constant pa

rameters of the acoustic camera. Figure 4.7 shows the spherical cell volume, and 

figure 4.8 shows the lateral distance, as a function of the distance to the spheri

cal cell for a 64x64 EchoScope image with some typical viewing volume angle and 

distance resolution parameters.
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Figure 4.6: Spherical cell in the viewing volume for beam-to-beam angular resolu
tion 0 and bounding frame distances di and d2
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Figure 4.7: Volume of the spherical cell fgphencal cell range distance d for typical 
EchoScope parameters for the distance resolution Ad  and the viewing volume 7
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Figure 4.8: Distance of two neighbouring points dj, with same range distance d vs 
the range distance d for typical EchoScope parameters for the viewing volume 7

4.3 3D acoustic camera simulation

The 3D acoustic imaging simulation is based on the real 3D acoustic camera Echo

Scope described in appendix A.5. It simulates a 40x40 array of omnidirectional re

ceiver transducers and a 64x64 image matrix is calculated by a two-pass algorithm 

based on the simplified discrete backward-projection method (Lee et al [LWF80]) 

for each frame distance.

The aperture plane is the plane on which the receiver transducers (hydrophones) 

are located. Figure 4.9 shows the aperture plane with its 40x40 receiver array and 

one spherical frame (object 'plane') with 64x64 points giving the location of the 

image points in three dimensional space for this particular frame distance.

The point sources producing the wavefield which is received at the aperture array 

can be characterised by a 64x64 object-point matrix for each frame distance or by 

arbitrary object source points. Object source points are considered to be omnidirec
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Figure 4.9: Aperture elements and spherical frame

tional and all the points produce an acoustic field of same strength in all directions. 

Scattering characteristics of different surface materials are therefore not taken into 

account. The acoustic wavefield produced by the point sources is forward projected 

to the aperture plane where the wavefield (intensity and relative phase) is sampled. 

Loss of acoustic intensity and multiple reflections are not considered. The loss 

of acoustic intensity can be neglected as usually this effect is compensated for by 

time-varying gains in real systems. Gaussian and multiplicative noise can be added 

to produce a more realistic simulation result. A simulation system for 3D imaging 

sonars described in [BP90] and [GB91] makes similar simplifying assumptions.

Despite the simplifying assumptions made, the simulation system produces realistic 

acoustic camera images. To demonstrate this, a comparison of a synthetic acoustic 

image produced by the simulation with a real EchoScope acoustic camera image is 

shown later in this chapter.
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4.3.1 D iscrete backward projection m ethod

In this section a brief summary of the main equations of the discrete projection 

method is given. The discrete backward projection method is the basis of the 

image formation of the 3D acoustic camera. For a more detailed description of the 

theory on the backward-projection method please refer to the papers by Hua Lee 

et al [LWF80][Lee87][Lee84]. The point sources producing the wavefield (object 

source points) and the wavefield that is received at the aperture plane, where the 

hydrophones of the acoustic camera are located, are represented by the complex 

vectors u  and v  respectively. Each produced or received acoustic amplitude and 

phase signal can be represented by a complex number. Two numbers, A cos ^  and 

A  sin ip (often referred to as the quadrature or sine/cosine components of the signal), 

can be combined and interpreted as a complex value

s = A  cos p  +  j A  sin y? =  A exp(jV) (4.9)

where A is the acoustic amplitude and p  is the phase relative to a reference signal. 

The linear imaging relation is then given by

V =  H u ,  (4.10)

with H  being the propagation operator in matrix form. For the A:-th element of 

the vector v  equation (4.10) can be written as

Vk =  H l u ,  (4.11)

where H \  is the A:-th row vector of H .  From a single data sample Vk the back

ward projection vector is H\[H\H]^~^Vk  (minimum-norm estimate, see Luen-

berger [Lue69]), where is the adjoint operator which is the conjugate trans

pose of H .  The backward projection vector is the reconstruction of the wavefield at
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the object source point locations derived from only one single hydrophone measure

ment of acoustic intensity and phase. The overall backward projected image vector,

i.e. the reconstructed wavefield at the object source point locations, obtained by 

summing the backward projections from all data samples is given by

u  = (4.12)
k

With the normalisation factor defined as

nt = (4.13)

the obtained backward projected image vector given by equation (4.12) can be 

written as

û  = J 2  HlUkVt =  (4.14)
k

where N  is the normalisation matrix. It is a diagonal square matrix with the 

elements given by

N  =

rii
ri2

IT'k

(4.15)

Commonly [iT*]^JV is called the backward-projection operation in matrix form.

According to the Rayleigh-Sommerfeld diffraction formulation for plane waves with 

the receiver in the far-field (Goodman [Goo96]) the fci-th element of H  can be 

specified as

1
exp(j27rrti/A), (4.16)

with the wavelength A, and the distance Vki between the A:-th receiver and the z-th 

object position. With equation (4.16) the normalisation factor can be computed as

T —\2,
L t

-1
(4.17)
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For approximately constant normalisation factors equation (4.14) can be simplified 

to

Û =  n[H*]'^v (4.18)

with a scalar constant factor n.

In this section the discrete backward projection method, which allows the recon

struction of the backward projected image vector û  (reconstructed wavefield at the 

object source point locations) from a given wavefield vector at the aperture plane 

V  and the known propagation operator matrix H  (defined by the geometry of the 

aperture elements and the location of the object source points).

The following section describes the processing steps that are required for the simu

lation of the 3D acoustic camera based on the theory given in this section.

4.3.2 Simulation processing steps

The simulation can be broken down into the following steps:

1. Definition of object point sources.

2. Calculation of the acoustic field in the aperture plane for the object source 

points associated with the current frame distance.

3. Calculation of the 64x40 “inverse” matrix in equation (4.18) for a sam

pled line aperture (40 elements) lying on the x-axis with objects lying in the 

x-z plane at the current frame distance (64 object points) (see figure 4.10). 

Note that the wavelength A is known for the frequency, and the distance 

rjfci between the A:-th receiver and the i-th  object position is defined by the 

geometry of the aperture elements, the frame distance and the viewing angle.
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Figure 4.10: Sampled line aperture and object points

4. Reconstruction of object point wavefield of the current frame distance, result

ing in a 64x64 acoustic intensity image for each frame distance, by inverse 

filtering of the sampled aperture field data (two-pass algorithm based on the 

simplified discrete backward-projection method described below)

5. Visualisation of the simulation results.

6. Repeat steps 2-4 for each frame distance.

The two-pass algorithm consists of the following processing steps:

• PASS I (horizontal processing step): Each row of the sampled acoustic field 

in the aperture plane is processed with the 64x40 “inverse” matrix, resulting 

in a 40x64 matrix.

• PASS 11 (vertical processing step): Each column of the 40x64 matrix from 

PASS 1 is again processed with the “inverse” matrix which results in the final 

64x64 image of acoustic intensities for the given frame distance.
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A simulated acoustic intensity image for each frame distance is thus calculated. The 

standard (reduced) output of the 3D acoustic camera as described in section 4.2, 

consisting of a single two-dimensional acoustic intensity image and corresponding 

range image, is extracted by retaining only the maximum intensity for each 64x64 

element of the intensity images across all frame distances (acoustic intensity value of 

the intensity image) and recording the corresponding frame distance (corresponding 

range value for the range matrix).

4.3.3 Calculation of object point sources for sim ple objects

As input to the 3D acoustic imaging simulation, a set of object source points have to 

be specified. This can be done by manually selecting points on a 64x64 object-point 

matrix for each frame distance. This method is not very practical as it is not very 

easy to select points which correspond to a certain object, especially as the frames 

correspond to spherical slices of the viewing volume. Furthermore the limitation 

that the source points have to be on the frame and the number of source points is 

limited to 64x64 points for each frame, is not very satisfactory. Therefore a way of 

automatically producing the object point sources for simple objects, such as spheres, 

planes, cylinders, and combinations thereof has been developed. A graphical user 

interface (GUI) has been built, which lets the user construct a scene containing 

virtual objects (figure 4.11).

The virtual objects are then “scanned” by virtual beams originating at the origin 

at equally spaced angular steps, and the intersection points of the beams with the 

virtual objects are recorded (figures 4.12 and 4.13). These points can then be used 

as object source points for the 3D acoustic imaging simulation.
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Figure 4.11: Virtual objects - three cylinders and a plane
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4.3.4 Simulation user interface

To simplify the handling of the simulation software GUI’s have been built (figure 

4.14), which allow the user to define the object point sources in each frame by 

clicking with the mouse on a 64x64 grid. The object point sources are then stored 

as a three dimensional array (64x64x number of frames). Alternatively arbitrary 

object point sources which have been pre-calculated (see previous section 4.3.3) can 

be loaded.

All the relevant parameters can be set manually or predefined values, which are 

commonly used in the real acoustic camera, the EchoScope, can be set by using the 

Standard-Settings menu. The parameters to be set are:

• the wavelength A, which is linked to the operating frequency /  by the equation 

A =  c / / ,  where c is the speed of sound (c % 1500m/s in seawater),

• the aperture pitch, which is the distance between the aperture elements,

• the aperture size, which is the number of aperture elements in a row/column 

of the square aperture,

•  the object size, which is the number of object points in a row/column of the 

square object matrix that are to be reconstructed,

•  the viewing angle, the startframe distance, the interframe distance and the 

number of frames, which specify the viewing volume.

Proprietary aperture weights can be used (provided by OmniTech AS) which are 

designed to optimise sidelobe reduction taking into account the quantisation noise
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Figure 4.14: 3D acoustic imaging GUI

of a 8-bit quantisation. Figure 4.15 shows the simulated acoustic intensity image of 

one single point source at 5m distance using the standard settings for a 300kHz and 

25deg viewing angle operation. Figure 4.16 shows the same image with the difference 

that the aperture has been weighted using OmniTech’s proprietary aperture weights. 

Comparison of the two images clearly shows the effects of the aperture weighting -  

the reduction of the sidelobe levels and the bigger beamwidth of the mainlobe.
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Figure 4.15: Acoustic intensity image of one point at frame distance 5m without 
aperture weighting

Figure 4.16: Acoustic intensity image of one object source point at frame distance 
5m with aperture weighting
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The simulation results can then finally be visualised in three diflferent ways, as

•  frames (equidistant surface contours),

•  voxels,

•  range and intensity matrix.

The frames show the acoustic intensity images which have been calculated for each 

frame distance. If the object source points were defined on the 64x64 object point 

source frames, the resulting acoustic images for each frame can be easily compared 

to the input. To get an idea of where in space these intensities are located the 

spherical frames and their corresponding acoustic intensity images can be visualised 

in a three-dimensional coordinate system.

As discussed earlier in this chapter the other two representations only use the points 

associated with the maximum intensity along each beam. These are the most likely 

points representing returns from objects of interest.

The voxel representation of the data (figure 4.3) shows the image as points in three- 

dimensional space. The intensity of those points corresponds to the acoustical 

intensity associated with the point. Alternatively a threshold intensity value can 

be chosen, and only points having a higher intensity than the threshold intensity 

are visualised.

The range and intensity matrix representations (figure 4.4) explicitly show the range 

corresponding to the maximum acoustic intensity along each beam for each beam- 

direction and the maximum acoustic intensities. The indices (u, v) of the matrices
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correspond to certain beam-directions given by the two beam angles, and 

(see equation 4.4 and 4.5).

4.3.5 Comparison of sim ulation results to  real EchoScope 
data

The 3D acoustic image simulation results of a scene containing three cylinders as 

in figure 4.11 are compared to the acoustic images of the EchoScope looking at a 

similar scene. The parameters for the synthetic and the real images are:

•  frequency 300kHz,

• viewing angle 50deg,

• start frame distance 2m and end frame distance 12m, and

• distance resolution 10cm.

Figure 4.17 shows the voxel representation of the real data. The three cylinders and 

some reverberation of the seafloor can be seen quite easily. The synthetic images 

produced by the 3D acoustic imaging simulation in voxel representation can be seen 

in figure 4.18. Figures 4.19 and 4.20 show the corresponding range and intensity 

representation of the real and synthetic data respectively.

The typical defects of acoustical imaging such as highlights and dark areas as an 

effect of interference of the acoustic waves can be seen in the acoustic intensity 

image. Speckle noise (also an effect of interference, but due to random scattering 

of the surfaces, and therefore high frequency random noise) can be seen in the real 

acoustic intensity image. Multiplicative noise with a variance value of 0.02 (refer 

to section 8.1 for definition of multiplicative noise) has been added to the synthetic 

intensity image to simulate the speckle effects.
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4.4 Conclusions

The image formation principles, the representation of 3D acoustic camera images, 

and a 3D acoustic camera simulation which produces realistic synthetic 3D acoustic 

images, has been described in this chapter.

The data produced by a 3D acoustic camera is a set of sparse data points in 3D space 

with associated acoustic intensities. The 3D acoustic images can be represented as 

intensity and range images, or points in three-dimensional space with associated 

acoustic intensities.

Methods for processing 3D acoustic camera images, from pre-processing to feature 

extraction, are described in the following chapter.
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Chapter 5 

3D acoustic image processing

In this chapter image processing methods are described which can be used in con

junction with 3D acoustic images as described in the previous chapter. Meth

ods described are three-dimensional filters for pre-processing, various segmentation 

methods, post-processing methods, and edge and line detection methods.

5.1 Pre-processing

The aim of the pre-processing step is to obtain pre-processed data which enhances 

the chances of success and performance of the following processes. The main aim 

is to remove spurious noise and to smooth the acoustic intensity values. Smoothing 

of the intensity values is necessary because some 3D points which actually are 

associated with objects in the scene have low acoustic intensities due to specular 

reflections. To smooth the acoustic intensity image conventional 2D smoothing 

filters, such as averaging or median filters could be used. But considering the 

three-dimensional nature of the data a three-dimensional filter is better suited.

Two three-dimensional filters for sparse (incomplete) data points with associated
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intensities have been developed. They work by visiting every point in the 3D data 

set and determining the neighbours of the visited points. The two approaches differ 

in the definition of “neighbouring points” .

5.1.1 3D filter w ith fixed filter size

In the first filter with fixed filter size each point P  within a certain distance (given 

by the distance threshold parameter disUhresh) to the visited point P i  is considered 

to be a neighbouring point,

Pn,Pi G {P \d is t{P i,P ) < distthresh), (5.1)

where dist(P{, P )  =  \\Pi — P ||.

The 3D filter with fixed filter size thus searches for neighbouring points in a sphere 

centred on the voxel itself with fixed radius. The pre-processing applied to the 

neighbouring points is the same for the 3D filter with fixed and range dependent 

filter size and is described later in this chapter.

5.1.2 3D filter w ith range dependent filter size

In the second filter with range dependent filter size an angle and a range distance 

threshold, anglethresh and distthresh is used to define the neighbouring points

Pn,Pi G {P |( |d (P i) -  d (P )| < distthresh)H^(Pi, P ) < anglcthresh)} , (5.2)

where d(P%) and d (P ) is the range distance of the point P i  and P  respectively.

The filter with range dependent filter size thus searches for neighbouring points 

in a spherical cell of the same shape as shown in figure 4.6 (bounded by spherical
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Figure 5.1: Radius of a sphere which results in the same volume as the spherical 
cell for typical EchoScope parameters

segments where the sphere is centred on the optical centre of the camera) of a size 

dependent on the range to the visited point in contrast to the filter with fixed filter 

size which searches for neighbouring points in a sphere centred on the voxel itself 

with fixed radius. Figure 5.1 shows the radius of a sphere which would result in the 

same volume as a spherical cell as a function of the range distance to the point for 

some typical EchoScope parameters.

5.1.3 Pre-processing on neighbouring points

The pre-processing applied to the neighbouring points is the same for the 3D filter 

with fixed and range dependent filter size. In both cases, if less than a specified 

minimum number of neighbours are identified the intensity value of the output 

data point is set to zero and hence removes spurious noise, otherwise the intensity of 

the associated output point at the position of the visited point I  (Pi) is determined 

by the average intensity value of the intensity values of the visited point and its
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neighbours,

= { 1/nT.IiPn.p,), n > " z  • (5.3)

The output is a pre-processed intensity image. It should be noted that the associ

ated range values are not altered, but spurious points are removed by setting the 

associated intensity values to zero.

5.1.4 Conclusions

The described pre-processing method not only removes outlier points which are 

at a far distance from the expected structure by using the minimum number of 

neighbours threshold, but at the same time increases the intensity values of points 

which are likely to belong to the expected structure and which originally had low 

intensity values, for example due to speckle noise or other defects, by averaging 

the intensity values of the point and its neighbours. Simple averaging has been 

chosen in favour of other methods, such as median filtering, due to the speed of 

computation.

The approach described differs from conventional 3D convolution filters in that 

it does not require the 3D data to be given as a “packed” voxel space (volumetric 

images described by 3D arrays), which is the case for many medical image processing 

applications (e.g. data from MRI, CT). The described 3D filter can cope with 3D 

data of different nature including “packed” voxel space data, ordered and unordered 

2D arrays of 3D data points. The method described is therefore more fiexible and 

can be more efficient for incomplete 3D data as produced by the 3D acoustic camera.

Section 8.1 describes pre-processing tests that have been performed on synthetic
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data. These tests show the influence of the parameters on the pre-processing results 

and it is shown that the choice of the parameters requires a trade-off between 

minimising the number of false negatives and positives. In order to achieve a small 

number of false negatives a small number of minimum number of points threshold 

is required and in order to achieve a small number of false positives the opposite is 

true. The choice of the filter cell size is more critical with respect to the number 

of false negatives, where a large value is advisable, whereas the number of false 

positives is not aflfected very much as spurious points are likely to be removed 

already due to their low intensity values in the original acoustic data.

5.2 Image segm entation

The segmentation of an image is an essential step prior to any model-based ob

ject recognition process [PG98]. The main aim of the segmentation step in this 

thesis is to partition the image into regions representing objects and background. 

Often a simple thresholding segmentation of the acoustic intensity image is suffi

cient, but other more sophisticated segmentation methods could be employed at 

added computational cost. Segmentation methods which have been considered and 

tested include segmentation methods based on thresholding, fuzzy k-means cluster

ing, connected components and Markov random fields. These methods are briefly 

described here.

85



______________________ CHAPTER 5. 3D ACOUSTIC IMAGE PROCESSING

5.2.1 Thresholding segm entation

Simple thresholding segmentation transforms an intensity image I  into a binary 

segmented image S  by labelling every point which has an acoustic intensity above 

a certain threshold intthresh as an object point (1) and those below the threshold 

as a background point (0),

»'•••>-{?: î f c . l s i t r  ■ M

Figure 5.2 shows a two-dimensional slice of the 3D acoustic intensity image for a sin

gle point source at 5m distance using the standard settings for a 300kHz and 25deg 

viewing angle operation of the EchoScope acoustic camera (figure 4.15), which has 

been calculated using the processing steps for the 3D acoustic imaging simulation 

described in chapter 4.3.2. This figure represents the two-dimensional directional 

sensitivity of an acoustic imaging device. It can be seen that the sensitivity is 

largest in the beam direction (main lobe), and several smaller peaks (side lobes) 

can be seen off the beam direction. An indication for a minimum threshold level 

is given by the sidelobe level which is generally known for a particular imaging 

system. Also the threshold selection can be guided by inspecting the intensity level 

histogram. Section 8 .2.1 describes synthetic data tests for the thresholding seg

mentation and from the quantitative and qualitative results it can be seen that for 

increasing threshold values the number of object points decreases, resulting in an 

increase of false negatives and a decrease of false positives. Segmentation tests on 

real data are demonstrated in section 9.

The simple thresholding segmentation which has only one control parameter, 

intthresh, is used on the pre-processed intensity image. Removing all the points
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Figure 5.2: Directional sensitivity of an acoustic imaging device

which have low pre-processed acoustic intensity values further reduces the amount 

of spurious noise and unreliable data points. Simple thresholding has been chosen 

here as it is the least computationally expensive segmentation procedure and judg

ing from qualitative visual inspection produces acceptable results for the following 

post-processing and edge detection process. The output of the segmentation pro

cess is a binary mask, where ones are associated with points which are likely to 

correspond to acoustic returns from objects or the seafloor.

5.2.2 Fuzzy k-m eans clustering segm entation

A fuzzy k-means clustering algorithm has been implemented for segmentation of 3D 

acoustic camera images. Clustering algorithms partition a group of data points into 

a number of subgroups. The number of subgroups in this case is known to be two, 

as a binary segmentation of the image is anticipated. An iterative optimisation min

imising an objective function is performed. The feature vector in the segmentation 

test consists of the intensity and variance of intensity as proposed by Guillaudeux
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et al [GDM96]. Other features such as the variance of range have also been tested, 

but the segmentation results did not improve. The degree of membership to the 

two subgroups is calculated for each data point according to an Euclidian distance 

measure and the pixel is classified according to the higher degree of membership.

The objective of the fuzzy k-means clustering algorithm is to minimise the following 

objective function with respect to the partition matrix U = U{j,i = 1, . . .  , K , j  = 

1, . . .  ,N ,  and the list of cluster centers V  = Vi,i = 1 ,. . .  [GG89]:

N  K

w  n  =  E  ^ ) :  ^  ^  (5.5)
j = l  1=1

where

• q -  any real number greater than 1 which will control the “fuzziness” of the 

resulting clusters,

•  X j -  the j - ih  m-dimensional feature vector (i.e. a point in feature space),

• Vi -  the centroid of the i-th  cluster,

• Uij -  the degree of membership of X j  in the z-th cluster,

•  ( f(X j ,  Vi) -  the Euclidean distance between X j  and %,

•  N  -  number of data points,

•  K  -  number of clusters.

This is achieved by an iterative optimisation:

1. Choose initial centroid locations.
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2. Compute the degree of membership of all features in all clusters

1 l/(9-l)

“ « =  — ;--------- nÿhzn- (5 6)
[— 1— 1 

2 ^ k = i  [d2(Xj-,Vi)J

3. Compute new centroids

and update the degree of membership to ûÿ.

4. Check termination criterion

m&x[\uij -  UijW < e, (5.8)
u

with the termination criterion e between 0 and 1. This value is usually set to 

a small value, e.g. 0.01, so that it is ensured that the clustering result in the 

final iteration has not changed much from the previous iteration based on the 

degree of membership changes from one iteration to the next. A larger value 

of e will result in less iterations but worse clustering results.

Applications reported in literature

Guillaudeux et al [GDM96] present an improvement of a sonar image processing 

chain using the thresholding segmentation approach by replacing thresholding by 

an unsupervised fuzzy clustering strategy. A fuzzy k-means clustering approach 

with a two-dimensional feature vector for each pixel is implemented. The first 

feature is the grey level, which can discriminate between shadow pixels with low 

greylevels and echo pixels with high grey levels. The second feature is the variance, 

calculated from a 5x5 window, which helps partitioning the reverberation from the
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echo and shadow groups. This approach improves the robustness, but the method 

is still based on the image histogram. In order to tackle the problem of changing 

greylevel distributions, it is proposed to adapt the clustering rules by employing 

learning rules. In the clustering method cluster centroids instead of threshold levels 

are the crucial parameters influencing segmentation quality. The positions of the 

centroids calculated for one particular image depend on the image histogram and 

are therefore only optimal (according to the k-means criterion) for this particular 

image. When looking for example at image sequences, the best solution would be 

to calculate the k-means optimal positions of the centroids for each image in the 

sequence. This is unfortunately not feasible as the k-means algorithm is too time 

consuming. The initial positions of the centroids are therefore calculated for a ref

erence image and an oflfset estimation is performed using a simple expert system. 

In the example the offset is calculated for greylevel changes, which are detected 

by the difference of the maximum value position in the greylevel distribution be

tween the reference and the actual image. An empirical “expert” transfer function 

gives the relation between detected difference and the corresponding centroid offset. 

As the classiflcation of patterns by determining the maximal value of their degree 

of membership in all clusters does not fully take advantage of the fuzzy aspect, a 

modified version of the Nagao filter [NM79] is used to carry out a context based seg

mentation. This post-processing ensures that isolated pixels are eliminated while 

edges separating two homogenous regions are preserved. The post-processed seg

mented image of the dune sea-bottom image shows that a further improvement in 

the regions homogeneity and boundaries accuracy is achieved.
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5.2.3 Connected components segmentation

A segmentation of the 3D acoustic image based on connected component analysis, 

a procedure also known as “blob colouring”, is presented here. Conventionally this 

procedure is used on intensity images and an extension of the procedure described 

in [BB95] to include the range image is suggested in this section. For the connected 

component analysis approach a 64x64 connectivity matrix is first calculated for 

the 3D acoustic image by applying an L-shaped mask on the intensity and range 

image. The L-shaped mask (figure 5.3) looks at three pixels, the centre pixel (C), 

and the neighbouring pixels on the right to the centre (R) and below the centre {D). 

The L-shaped mask has been chosen due to its simplicity. It is a common mask 

for connected component analysis. Other common mask shapes for connectivity 

analysis include for example the cross shaped mask and could equally be used, but 

have not been investigated here. The centre beam-direction (centre pixel) is said 

to be connected to its neighbour beam direction (pixel on right or below) if the 

following two conditions are fulfilled:

1. the centre pixel intensity value is above a certain intensity threshold, and

2. the absolute difference of the range between the centre range and the neigh

bour range value is below a certain threshold.

s
Figure 5.3: L-shaped mask
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The elements of the connectivity matrix can have four different label values, de

pending on the connected pixels:

•  0 -  none of the elements connected,

•  1 -  C  and D  are connected,

•  2 -  C  and R  are connected, and

• 3 -  C, R  and D  are connected.

The connectivity matrix is then used to create the segmented image by systemat

ically visiting each image pixel and classifying the visited pixel and its neighbours 

in the L-shaped mask according to the connectivity matrix.

Applications reported in literature

After thresholding and prefiltering of the raw sonar data Auran and Malvig [AM96] 

[AM97] organise the returns of the sonar in a dynamical 3D occupancy frame

work. A 3D spherical map is used as it represents the sonar data given for the 

various beamdirections in a more natural way. This map represents a cluster map 

corresponding to the target objects. Segmentation in this case is understood as 

separating the echo clusters of individual objects. This is done by a connected 

component algorithm based on the connectivity between spherical segments in a 

8-neighbourhood of the sonar beams. The concept of ray runs taken from intensity 

image processing literature is adapted to this case by defining a ray run as a con

tinuous segment of spherical cells given in a beam direction. A concept for checking 

the 8-adjacency ray neighbourhood is devised to find connectivity between various 

ray runs.
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5.2.4 M R F-based segm entation

An MRF-based segmentation method for 3D acoustic images is introduced here. 

The MRF-based approach is attractive because contextual information that speci

fies local properties of image regions can be included a priori. It is assumed that the 

“true” image consists of a few homogeneous regions and that this “true” image can 

be recovered from a noisy image by labeling individual pixels according to region 

type [DJNC90]. The image can be modelled as a random field S  where the joint 

probability density function can be modelled using a Gibbs distribution [GG84] if 

the value of a given position only depends on the current neighbours. The Markov- 

Gibbs equivalence is established by the Hammersley-Clifford theorem for the Gibbs 

distribution [HC68],

P(S) = le-E(^)/T (5.9)
U)

with the Energy function E{S), a realisation of the Markov Random Field S, a 

parameter referred to as temperature T, and the partition factor w (normalisation 

factor). Many problems of image processing can be reformulated in terms of the 

maximisation of P{S) or alternatively, according to equation 5.9, as a minimisation 

of E(S). The a-posteriori energy function for S, with a given observation field ys 

is

observation model

E{S\ys) = E ^  +  Eots(ys\S) (5.10)

a-priori model

The implemented MRF-based segmentation produces a binary label image based on 

the intensity image. Energy functions for the sensor model and the a-priori model 

have to be chosen. Here it is assumed that the errors of the sensor are normally
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distributed with a standard deviation of as and a zero mean value (Gaussian sensor 

error model), and apart from a multiplicative constant the same energy term related 

to the prior-model is chosen as in Murino et al [Mur97] [MTR98] [MT97] [Mur96] 

for the restoration of the intensity image. The energy functions are

• Energy related to a-priori model:

EX'S) =  (5.11)
ies

with constant weighting factor V, the pixel value s,- of the Markov random

field 5, and the pixel value of the Markov random field confidence map Sj,*

which is calculated by a simple majority rule with reference to a confidence 

threshold 5 ,̂

{ 1 if more than Sî Hhresh labels in the neighbourhood of s* equal 1 
0 otherwise

(5.12)

• Energy related to observation model based on Gaussian sensor error model:

Eobs{ys\S) =  %—2 ^(^%  — Vsi)^ (5.13)

with standard deviation of the sensor model as-

For fast minimisation of the energy function an Iterated Conditional Mode (ICM) 

algorithm [DJNC90] is used. In each iteration the pixel s* of the random field 

realisation S  is updated to the value which minimises the local energy function

E lo c a l  =  2 ^ ^ ® *  ~  +  l ^ ( S i  — . ( 5  1 4 )
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Applications reported in literature

Murino et al [Mur97] [MTR98] [MT97] [Mur96] describe probabilistic techniques 

for restoration and reconstruction of underwater acoustic images based on Markov 

Random Field (MRF) methodology. Range and intensity images are modelled as 

MRF’s whose associated probability distributions are specified by energy functions 

designed to embed the physics of the acoustic image formation process. A priori 

knowledge of the acoustic system, the considered scene and the noise affecting 

the measures is thereby considered. Modulating mixing terms are included in the 

energy functions making it possible to include the reliability information provided 

by the image formation process to improve the final reconstruction and restoration 

results. Both types of data, range and intensity data, are exploited in an integrated 

manner for the restoration and reconstruction of 3D acoustic images. Two basic 

approaches are described, one using a single energy function and the other using 

separate MRF’s for the range and the intensity image. For the minimisation of 

the energy functions leading to the in the maximum a-posteriori (MAP) sense 

optimal reconstructed and restored estimates a simulated annealing procedure is 

suggested. In Murino [Mur97] both approaches are tested and compared. In Murino 

[Mur96] and Murino et al [MTR98] range and confidence images are modelled as 

MRF’s whose associated probability distributions are specified by a single energy 

function and in Murino and Trucco [MT97] the range and the confidence images 

are modelled as separate MRF’s. The attention in the latter is focussed on the 

restoration of the acoustical confidence image and the usefulness of this restored 

image in reconstructing the associated range image is then shown. The result of 

both approaches is a reconstructed 3-D map and a restored acoustic confidence
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image, representing a binary segmentation of the objects contained in the scene.

Collet et al [CTPB96] [CMPB96] describe an approach on sonar image segmentation 

based on hierarchical Markovian modelling. The output of the processing chain is a 

two-class segmentation of the sonar image in shadow and sea-bottom reverberation 

areas. The Markov Random Field model takes into account the phenomenon of 

speckle noise through Rayleigh’s law as well as notions of a priori information 

about the geometry corresponding to geometric object shadows. Parameters of 

the Markovian model are the noise parameters and the a priori model parameters. 

The first step in the processing chain is therefore an estimation step where the 

parameters of the Markovian model are estimated. The parameter estimation step 

uses an iterative method of estimation called Iterated Conditional Estimation (ICE) 

to simultaneously estimate the noise model parameters with a Maximum Likelihood 

estimator and the a priori model parameters wit a Least Square estimator. The 

parameter estimation step is then proceeded by the segmentation step using the 

estimated parameters. A multigrid method is applied and in order to minimise 

the energy functions associated with the MRF model at each scale the Iterated 

Conditional Modes (ICM) algorithm is used.

5.3 Post-processing

The aim post-processing is the detection and removal of the seafloor and segmenta

tion mask post-processing. The segmentation process has produced a binary mask 

where the ones are likely to either correspond to objects in the scene or the seafloor. 

From a-priori model knowledge it is known that the scene under observation con

sists of a structure which is mounted on the seafloor.
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It is possible to remove most of the points in the binary mask produced by the 

segmentation process which are associated with the seafloor, and hence produce a 

binary mask where all the ones are associated mainly with cylinders. Two methods 

of doing this have been investigated, one user-guided approach and an automatic 

approach. It should be noted that for a practical system user interaction has to 

be minimised and could not be performed for every image in a sequnece of images. 

The automatic approach therefore is the only feasible method for a practical real

time system, but the user-guided approach could be useful for offline analysis, or 

to initialise or reset the system.

5.3.1 U ser-guided seafloor removal

The user-guided seafloor removal approach requires the user to identify a number 

of points Pseafloor =  (^g, 1/a, z,) which he or she believes belong to the seafloor. A 

plane

Xx -h fiy uz + p = 0, 

is then fitted to those points by solving a set of linear equations [OS87]

E  Vs^s E  VaZs
,J2ZsXs 'ZZsVs E^a

The coefficients of the fitted plane can then be normalised as:

-̂ 1

■ Al ■ [ E ^ .  1

Pi = J2Va
_  _ . E Z s .

A =

fi = 

V =

P =

y / X I P I  -h I'l 
Pi

y / X l p I uf
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1
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97

(5.15)

(5.16)

(5.17)

(5.18)

(5.19)

(5.20)



_______________________CHAPTER 5. 3D ACOUSTIC IMAGE PROCESSING

The distance of each object point given by the binary mask from the segmentation 

process to this plane is calculated. Based on the assumption that the seafloor is 

more or less flat, points within a certain distance range are assumed to be seafloor 

points, and are removed. The selection of the distance threshold could take into 

account any a priori knowledge of the type of the sea surface.

5.3.2 A utom atic seafloor removal

The automatic seafloor removal approach assumes that the surface normals of the 

seafloor are distinctly different from the surface normals of the cylinders. This is a 

valid assumption if the cylinders are perpendicular or not too close to the seafloor 

and the camera plane is approximately perpendicular to the seafloor, as then most 

of the surface normals of the seafloor will be approximately perpendicular to the 

surface normals of the cylinders. The surface normals for each data point associated 

with the ones in the binary mask S  from the segmentation process are calculated 

by fitting a plane to the point and its neighbours which are within a certain range 

distance distthresh- The 3D surface normal space can then be divided into two cluster 

regions by a clustering algorithm such as the fuzzy clustering algorithm [GG89].

In many cases the ROV will be well above the seafloor so that a priori knowledge 

about the depth and inclination, which can be easily obtained from the onboard 

ROV sensors such as pressure sensors and inclonometers, and the distance to the 

seafloor can be used to indicate where the seafloor is to be expected or whether the 

seafloor will be visible in the viewing volume of the acoustic camera at all (which 

in many cases it will not be).
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5.3.3 M ask post-processing

Finally a morphological “close” operation is performed on the binary mask to get 

rid of holes in the mask, as those holes are unlikely to correspond to real holes in 

the structure, but are more likely to correspond to spurious noise in the intensity or 

range values of the acoustic image. The “close” operation is defined as the “dilation” 

operation followed by the “erosion” operation. Morphological transformations are 

applied to the image point set X  (the pixels in the image equal to one, given as 

2D points in Euclidean space J5^), by moving the structuring element B  across the 

entire image [SHB93]. J3 is a small point set expressed with respect to a local origin 

and a typical structuring element consists of a 3x3 element with the origin at the 

centre. The dilated point set is defined as all possible vector additions of pairs of 

elements, one from each of the sets X  and B ,

X  ® B  = { d  e  : d  =  X  b  ÎOT every x  e  X  and b  G B }, (5.21)

and the eroded point set is defined as the points d  for which all possible d - \ - b  are 

in X ,

X  Q B  = [ d  e  : d - { - b  G X  for every b  G B } .  (5.22)

A closed mask (without holes) is a better input for the edge detection as it will 

result in less spurious edges.

The output of the post-processing process consists of a binary mask where the ones 

are likely to be associated with cylinder points.
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5.4 Edge and line detection

5.4.1 Edge detection

The aim of the edge detection process is to find edges which are likely to be asso

ciated with edges of cylinders present in the viewing volume of the imaged scene.

The outer contours of the regions of the binary mask of the post-processing process 

can be easily found by using the morphological dilation operation on the binary 

mask and subtracting the original mask from the dilated binary mask. Another 

morphological “clean” operation which removes isolated pixels can be used to get 

rid of spurious edge points. The remaing points are likely to be associated with edges 

of cylinders. But there might be additional edges which are not detected by the 

morphological procedure. These are edges corresponding to cylinders which cannot 

be detected because one is occluding the other: their images overlap and therefore 

cannot be distinguished by looking at the intensity image alone. To detect those 

edges the range image is inspected for significant range step edges using a Canny 

edge detection operator [Can86]. The Canny edge detection operator works in a 

multi-stage process where the image is first smoothed by a Gaussian convolution 

with standard deviation a, then a 2D first derivative operator is applied to calculate 

the gradient of the smoothed image. Edges are found by looking for local maxima 

of the gradient. The method uses two thresholds, threshhigh and threshiow, to 

detect strong and weak edges. The weak edges are only included in the output if 

they are connected to strong edges. The hysteresis controlled by the two thresholds 

helps to ensure that noisy edges are not broken into multiple edge fragments. The 

Canny edge operator is commonly applied to intensity images, but can equally be

100



_______________________CHAPTER 5. 3D ACOUSTIC IMAGE PROCESSING

applied to range images. An example and a discussion of Canny edge detection 

with different parameters applied to a real 3D acoustic camera range image can be 

found in section 9.2.

The range edges found using the Canny edge detector and the contour of the binary 

mask from the post-processing process are combined to a binary edge image. This 

is done by combining the range edges which are present in the dilated binary mask 

of the post-processing process and the binary contour image using the logical OR 

operator. The range edges of the whole image are found using the Canny edge 

detection operation, but only the range edges present within or at the borders of 

the binary segmentation mask are of interest. Therefore the segmentation mask is 

dilated, and only the range edges within this dilated mask are considered for fusion 

with the edges found from the contour of the segmentation mask.

5.4.2 Parallel straight line segm ent detection

Parallel straight line segments in the acoustic image are considered to be the main 

features associated with cylinders in the image scene. Straight lines are extracted 

by a Hough based method. The Hough transform (HT) was first introduced by 

P.V.C. Hough in 1962 and is a powerful tool in computer vision for detecting shapes 

in binary images. It is often exploited to detect collinear points. The idea is to 

convert the detection problem in image space into an easier peak detection problem 

in parameter space [IK88].

Each object point in the edge image is voting for all the possible lines that might 

pass through it. A line in two-dimensional space can be described by the two 

parameters p and 9, where p corresponds to the distance of the line from the origin
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and d to the angle between the x-axis (horizontal line) and the perpendicular of 

the line, thus describing the line in the normal representation

p = xcos9  + y sin 6. (5.23)

The HT is basically an integral transform of the form [Lea92]
oo oo

H{p,6)= J  J  I{x,y)6{p -  xcos9 -  ysin9)dxdy (5.24)
- 00-00

where #(#) is the Dirac delta and which in practice translates into a simple pixel 

count for each {p, 9).

Figure 5.4: Original image, Hough transform image, and corresponding edge image 
with detected straight lines

Summing the votes in an accumulator with discrete values of p and 9 gives a discrete 

representation of the Hough parameter space where local maxima give evidence for 

possible groupings of points belonging to a straight line (figure 5.4).

5.4.3 Peak detection in the Hough space accumulator

The detection of the maxima in the Hough space accumulator is not an entirely 

straightforward task as simple thresholding may yield many spurious maxima which 

are not indicative of continuous straight lines. The butterfly filter (a convolution
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filter designed to locate the maxima in transform space) is used to improve the peak 

detection process. Leavers [Lea92] describes the design of such a filter which leads 

to the following convolution filter kernel:

0 0
I I
0 0

(5.25)

where L is the length of the line under detection and

Sp
I =

60' (5.26)

Here the parameters 6p and 60 are the quantisation step sizes of p and 0. Using the 

butterfly filter followed by thresholding (with the threshold parameter houghthresh) 

is known to improve the results of maximum detection in comparison to the simple 

thresholding approach.
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5.4.4 P ost-processing o f peaks in Hough space

The butterfly filtered and thresholded Hough space accumulator usually still con

sists of many points corresponding to similar lines. To reduce the number of such 

points, connected points forming a cluster are detected using a connected com

ponent algorithm which labels 8-connected components. Only the point in each 

cluster with the maximum number of votes is recorded. A-priori knowledge about 

the shape of the target objects can be used to further reduce the number of points 

of interest in the Hough space. For example, as the objects to be detected here 

are cylinders, pairs of parallel, or “almost parallel” lines, are of particular interest. 

As parallel lines of an object can result in a set of converging lines in the image 

plane due to the projection transformation, and also to take into account noise, 

converging lines with small intersection angles have to be considered. For this pur

pose a procedure has been developed here. A column fllter is applied to the Hough 

space, as points in the same column in Hough space correspond to lines with the 

same angle 9 and therefore to parallel lines. A threshold angle Othresh, which is the 

maximum angle between two lines for which they are considered almost parallel has 

to be specified. This threshold angle determines the width k of the column fllter

k = 2round +  1, (5.27)

where round () denotes a rounding operation which rounds the argument to the 

closest integer. The column fllter works by finding points in k columns of the 

Hough accumulator. If only one single point is found it is eliminated because it 

does not have a corresponding “almost parallel” partner line. The column fllter is 

applied to every column of the Hough accumulator and care has to be taken at the 

borders as the first column and the last column are connected. The flrst column
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corresponds to a line with 6 = 0®, and the last column corresponds to a line with 

0 = 180®. Those two lines are clearly parallel. The Hough accumulator on which 

the column filter is applied therefore needs to be “padded” appropriately, in this 

case this means that the last ceil{k/2) columns are copied and inserted before the 

first column of the Hough accumulator and the first ceil{k/2) columns are copied 

and inserted after the last column of the Hough accumulator, where ceilQ denotes 

the rounding operation towards the nearest integers towards plus infinity.

A restriction on the maximum distance dmax (in pixels), for a given image size s (in 

pixels), between two parallel lines using a-priori knowledge about the maximum 

radius rmax, the viewing angle 7 and the minimum detection range or expected 

distance to the closest cylinder Dmin can be used to reduce the number of parallel 

lines even further (figure 5.5).

Figure 5.5: Restriction on maximum distance between two parallel lines 

The maximum distance can be calculated as

Dmin sin(7 / 2)'
(5.28)
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5.4.5 Calculation of the pixel positions of the detected  lines 
in image space

The analytical description of the detected lines of interest given by the points in 

the Hough parameter space are transformed into pixel positions by employing the 

digital differential analyser (DDA) algorithm commonly used in computer graphics 

to calculate pixel positions along a line segment specified by the starting point

■Pi =  and the end point P 2 =  (a:2, 2/2)[HB86]. For a given x  interval Arc

along a line the corresponding y interval is

A 2/ =  mArc, (5.29)

where

m =  (5.30)
I 2 -

The DDA algorithm is based on the above equation and calculates the pixel posi

tions along the line segment by taking unit steps with one coordinate and calculat

ing the corresponding value for the other coordinate. The points P i  and P 2 are 

calculated by intersecting the detected lines with the image borders.

5.4.6 Extraction of line segm ents

A line tracking procedure is used to extract the significant line segments in the image 

which belong to object contours. A “glider” realisation which “scans” the line and 

uses significant grey level differences between the left and the right-hand side of 

the line as indication for the presence of on object contour is described in [BB95]. 

An adapted version of this “glider” approach is developed here because the original 

implementation is intended for use with optical intensity images of high resolution
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cr

IV

Figure 5.6: Glider concept

Section Line inclination
I 0°-22‘’ and 157°-180''
II 22''-67°
III 67'’-112‘’
IV 112‘’-157‘'

Table 5.1: Glider line inclinations

and would not work well with the incomplete and noisy 3D acoustic camera data, 

and also the range image information would not be used at all. Therefore, instead 

of looking only to the immediate left and right neighbouring pixels, left and right 

3x3 averaging windows are compared. The averaging windows calculate an average 

intensity value and the averages of range values. The glider is realised for four cases 

of different line directions as indicated in figure 5.6 and table 5.1. The intensity 

and range differences are considered to be significant if they are above the specified 

threshold values Aintensitythresh and Arangethresh- If the number of significant left 

and right average intensity and range differences along the glider of length Iguder is 

below a specified minimum evidcountthresh^ the points on the glider are removed. 

Short line segments are removed by specifying a minimum length Imin-
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The output of the edge and line detection process is a set of detected “almost 

parallel” line segments which are found within the acoustic image.

5.5 Conclusions

In this chapter image processing methods have been described which can be used 

in conjunction with 3D acoustic images.

A novel 3D pre-processing filter for acoustic camera data has been developed which 

takes into account the range dependent positional uncertainty of the measured 

points. This filter eliminates outliers and smoothes the intensity image while pre

serving the range image (thus preserving range discontinuities).

Different segmentation methods which can be used with the 3D acoustic camera 

data are introduced. These are a simple thresholding, a fuzzy clustering, a con

nected components, and an MRF based segmentation method. Post-processing 

comprises seafloor removal methods and mask post-processing.

The edge image is calculated from the segmented and post-processed image and 

the range image. Straight lines are found using a Hough accumulator on the edge 

image. As the main features of cylinders have been identified to be “almost parallel” 

straight line segments, a filter on the Hough space accumulator has been developed 

which removes any points in the Hough accumulator which does not have a cor

responding “almost parallel” straight line partner. Additionally “almost parallel” 

straight lines which do have a partner, but whose distance to the partner is too large 

are eliminated. This is useful as information on the maximum radius of the cylinder 

which is to be detected and the minimum expected range to the cylinder can be
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translated to a maximum distance in the image plane between parallel straight lines 

which are of interest.

To find significant parallel straight line segments within the remaining parallel 

straight lines a modified glider approach is used which makes use of not only the 

intensity image information but also the range image information. Additionally to 

take into account the incomplete, low resolution nature of the given data, and to 

make the straight line segment detection process more robust to noise, instead of 

only comparing the immediate left and right neighbouring points for significant in

tensity or range value differences a 3x3 window of neighbouring points is considered.

The parallel straight line segments serve as the main input for generating cylinder 

patch hypotheses. The cylinder detection and model matching methods to derive 

the location and pose of the ROV/camera from 3D acoustic camera image informa

tion is described in the following chapter.
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Chapter 6 

Cylinder detection and model 
matching

Methods which estimate the ROV/camera location and pose from the 3D acoustic 

image by detecting and matching cylinders to a given CAD model are described in 

this chapter.

6.1 Cylinder feature extraction

6.1.1 Cylinder patch hypotheses

The aim is to determine points within the acoustic image which belong to a single 

cylinder. The suggested approach creates binary masks. The elements of the binary 

mask are 0 or 1. Regions of binary mask elements with value 1 are assumed to be 

associated with points in the 3D acoustic image that belong to one single cylinder. 

The approach uses the straight line segments that have been found previously by 

the methods described in section 5.4.

First all “almost parallel” line segments are paired up, and then the polygons de

scribed by each of the line segment pairs are filled. The term “almost parallel” line
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segments is defined as

D efinition 1 Line segments whose angle between the direction vectors is below a 

given threshold are called “almost parallel”.

The DDA algorithm is used to find the points that connect the two line segments to 

form a closed polygon which is then filled by using the scan-line algorithm. Both 

algorithms are well known from computer graphics [HB86]. The filled polygons 

finally serve as the binary masks for points which might belong to a single cylinder 

surface and are consecutively referred to as cylinder patch hypotheses.

6.1.2 Initial estim ates o f cylinder param eters

Initial estimates of cylinder parameters are extracted using a method based on 

quadric surface fitting. These initial estimates are then used in the direct cylinder 

fitting process which improves the accuracy of the initial estimates.

A general quadratic surface can be written as

h{x, y, z) =  aiix^ +  0 2 2 ?/̂  +  0 3 3 %̂ +  

2ai2xy + 2o2zyz + 2az\zx + 

2a\^x +  2ü24y +  2 0 3 4  ̂+

U44 =  0 . (6.1)

A best fit, in the minimum least squares sense, of n points {(xi,yi,Zi)\i =  1 .. .n} 

to a quadratic surface can be calculated by minimising

n

^  h‘̂ {xi, yi, Zi). (6.2)
i = l
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Setting 044 =  1 this optimisation problem can be solved by solving a set of linear 

equations [OS87]. The parameters found can be used to classify the type of surface. 

A simpler approximation is a two dimensional second order polynomial quadric 

surface description

z =  ax^ +  hy^ +  cxy dx ey f .  (6.3)

The full implicit quadric described by equation 6.1 is thus simplified to the second 

order polynomial quadric surface description (equation 6.3) by assuming that some 

parameters are set to zero. Although an elliptic cylinder can not be fitted using this 

approximation, often the parabolic cylinder approximation to an actually elliptic 

cylinder is still very practical and has therefore been adopted here. The number of 

unknowns is smaller and therefore the processing complexity decreases so that, for 

example, rapid screening for non-cylindrical patches, which can be discarded at an 

early processing stage, can be achieved.

In order to be able to estimate the parameters of a cylinder from a data point set 

^data which is assumed to belong to the cylinder surface the following method can 

be used [MV96]:

1. Estimate a rotated principal frame and map the data points into the rotated 

frame;

2. Fit a quadric to the mapped data and calculate the parameters of the principal 

quadric (the quadric in the principal frame) from the fitted quadric;

3. Estimate the cylinder parameters (radius, axis direction and axis location) 

using estimates of the principal curvatures and direction,
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The details of this general procedure are desribed below.

First the surface normal n of the point Xc where the principal quadric is to be

estimated has to be found. The surface normal of the plane fitted to the data set

can serve as an estimate for the surface normal n. Alternatively the surface normal

n  =  [ria;, riy, n ]̂ of any point (x, y, z) on the second order polynomial quadric surface

given by equation 6.3 can be calculated analytically as

Tlx — 7— — +  cy +  d (6.4)ox

riy =  — =  2by -\-cx + e (6.5)

riz =  - 1  (6.6)

Then the transformation of Xdata to data x  in the co-ordinate frame which has its 

third co-ordinate axis (z-co-ordinate) aligned with the surface normal, the rotated 

principal frame, can be found as

X =  Tj^ {Xdata ~ Xc), (6.7)

where

T r =  [ri T2 r s f ,  (6.8)

=  | | ( / - n n i | | ’ (6 9)

V2 = n x  r i,  (6.10)

V3 =  n, (6.11)

and where I  is the identity matrix and ei =  [1 0 0]^.

The rotated principal quadric has the form

2 =  ax"̂  +  +  cxy, (6.12)
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and the principal curvatures ki and «2 of the surface at the point Xc can be estimated 

from the coefficients of the rotated principal quadric surface by calculating the 

eigenvalues of the matrix

A = a c/2 
c/2 b (6.13)

Hence

(6.14)

Other parameters characterising the type of surface at the point Xc are the Gaussian 

curvature

K  =  K\K2, (6.15)

and the mean curvature

-ff =  ^(«i +  «2) (6.16)

A cylindrical surface is characterised by AT =  0 and H  ^  0, oi in other words, by 

a zero and a non-zero principal curvature «i, «2- Assuming a cylinder surface, the 

radius of the cylinder can be estimated by

=  W \ '

and the axis direction of the cylinder corresponds to the principal direction in which 

K =  0. The principal quadric co-ordinate frame is defined as the co-ordinate frame 

which has the z-axis aligned to the surface normal and the other two axes aligned 

to the principal directions, and the principal quadric can be expressed as

^ - (6.18)
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The rotation matrix to transform the rotated principal quadric frame to the princi

pal quadric frame where the principal direction with the smaller principal curvature 

is aligned with the y-axis and the one with the bigger principal curvature is aligned 

with the x-axis is given by

T n  =
COS 9 sin 0 0

— sin 9 cos 9 0
0 0 1

(6.19)

where

1 c9 = -  arc tan    (6.20)
2 CL — b

The axis-direction a  =  [ax,Oy,a^] in the original co-ordinate frame can therefore 

be calculated as

o = TflT'fiej, (6.21)

where 62 =  [0, 1, 0]^.

A point C  = (cx,Cy,Cz) lying on the cylinder axis can be calculated by shifting Xc 

towards the cylinder centre along the normal direction n  by the estimated radius 

distance r . In this way the values of the main parameters describing a cylinder 

and its pose and position in 3D space are given.

As we are dealing with incomplete, noisy 3D data, the estimation of the principal 

curvatures for each data point is difficult. Therefore, in contrast to traditional meth

ods for dense range images where a principal curvature can be estimated for each 

data point, the following approach is implemented here: Only one set of principal 

curvatures is estimated for each cylinder hypothesis patch and the initial cylinder 

parameters are estimated from there. A large number of cylinder patch hypotheses 

is generated, many of which are in fact not associated to cylinders. Therefore an
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Figure 6.1: Second order quadric surface fit

approach which would estimate the cylinder directly from the cylinder surface patch 

is not used. The quadric surface fitting allows to rapidly screen cylinder patch hy

potheses which are not likely to be associated with cylinders. The algorithm for 

each cylinder patch hypothesis is thus:

1. Calculate a best fit second order quadric surface using all the 3D data points 

Xr associated with the cylinder hypothesis patch (figure 6.1).

2. Calculate the spatial mean — [xm, Vm, ^m] of and estimate the sur

face normal of the fitted second order quadric surface in the point Xc — 

[ X m ,  + b y l ^  +  c x m y m  + d x m  +  e?/m +  /]  or use the surface normal 

estimate from a best fit plane to Xr-

3. Transform Xr to the rotated principle frame (equation 6.7), with the origin in 

Xc, resulting in the points Xr,(.

4. Estimate principal curvatures and extract the cylinder parameters from coeffi

cients of the best fit second order quadric surface to the points Xr,t (equations 

6.14 to 6.21).

A good reference book on the theory of differential geometry of curves and surfaces
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is the book by do Carmo [dC76], and additional background information on the 

application of quadric fitting procedures for estimation of object features can be 

found in the publications by Ferrie et al [FLW90] [FLW93].

The output of the surface fitting procedure is a cylinder parameter hypothesis for 

each of the cylinder patch hypotheses. For a first reduction of the number of 

hypotheses the following criteria are employed:

• The number of 3D points associated to the cylinder patch hypothesis is below 

a minimum number of points. Note that for the real 3D acoustic camera data 

tests described in chapter 9 a minimum number of 50 points has been used 

successfully. The choice of the minimum number of points value of course 

depends on the quality (the amount of noise) of the 3D data points. The 

better the quality of the 3D data points, the fewer data points would be 

required for a good quadric surface fit.

•  \K\ > Kthresh -  the absolute value of the Gaussian curvature K  is greater 

than a specified threshold,

•  \H\ < Hthresh ~ the absolute value of the mean curvature is smaller than a 

specified threshold,

•  r > Tmax or r < Tmin ~ the estimated cylinder radius is not within the given 

range of the specified minimum and maximum expected radius.

6.1.3 D irect cylinder fitting and feature extraction

The aim of the direct cylinder fitting is to fit cylinders directly to the cylinder 

patch hypotheses which have survived the first hypothesis reduction after the initial
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cylinder hypothesis generation based on surface fitting.

The position and pose of a cylinder is defined by a point on the cylinder axis 

C  =  (cx,Cy,c^), the unit direction of the cylinder axis a  =  [ax,ay,az] and the 

radius r  of the cylinder. Any point P  = {x, y, z)  on a cylinder surface has to fulfil 

the vector equation

r = \ a x  ( P - C ) \ .  (6.22)

The equation can also be written as

=  [ay{z -  Cx) -  -  Cy)]‘̂

- \ - [ az {x  — Cx) — Clx(z  — Cz)]^

+[®x(î/ — Cy) — ay{x — Cx)Y; (6.23)

assuming that a  is normalised such that |a | =  1 then we have

=  1 -  — a,y. (6 24)

The independent parameters C x , C y , C z , ü x , a y  are hence sufficient to describe the 

position and pose of a cylinder in 3D space. It should also be noticed that this form 

allows the simultaneous calculation of a vector of values for a set of points by 

using vectors of the x, y and z values of the points instead of scalars. The reduction 

of the number of independent parameters from six to five by using the constraint 

equation 6.24 requires a sign convention for the axis direction vector a, for example 

ensuring that > 0 by multiplying a by —1 if < 0 .

As described in [Gre94] a direct fitting of a cylinder surface to the data points 

by estimating the parameters C x ,C y ,C z , t t x , a y  can not be performed by solving a 

set of linear equations and therefore a numerical minimisation method has to be

118



CHAPTER 6. CYLINDER DETECTION AND MODEL MATCHING

employed. The corresponding minimisation function is the sum of squared distance 

error

(6.25)
1 = 1

where

“  ^z) ~  ^z{y  — Cy)Ÿ +  [^z(^ ~  — o,x[z — Cz)]'^

+[^^i(y — Cy) — ~  ̂ ~  (6.26)

is the squared distance between the point {x, y, z) from the cylinder and n is the 

number of 3D data points. As suggested in [Gre94] a Nelder-Mead simplex min

imisation method is chosen. The initial values are taken from the cylinder approx

imations found previously from the surface fitting approach. As the radii r of the 

cylinders to be recognised are assumed to be known a priori, the radii can be fixed 

to these values. The appropriate radius is chosen automatically depending on the 

initial radius estimation from the surface fitting approach.

A second round of hypothesis reduction is employed after the direct cylinder fitting 

by discarding all cylinder hypotheses for which,

E"=i
n ^  dthreshj (6.27)

i.e. discarding all cylinder hypotheses whose mean sum squared error is above a 

given threshold.

The cylinder axis-direction a, a point on the axis C  and the radius r are thus esti

mated for the remaining hypothesised cylinders. To estimate the relative position 

of an ROV towards a tubular underwater steel structure the recognition of inter

secting cylinders is of particular interest. Therefore the main feature to be detected
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is the angle between intersecting cylinders. To determine whether the hypothe

sised cylinders intersect, a proximity measure is calculated for each combination of 

the hypothesised cylinders. The proximity measure used corresponds to the mini

mum distance of the given cylinder axes. If this is below a certain threshold, the 

corresponding angle between the cylinders is calculated. An intersection point is 

estimated by calculating the point lying in the centre of the shortest connection 

between the two cylinder axes.

The features extracted can be represented as an attributed relational graph with the 

vertices representing the cylinders and the edges defining the connection between the 

cylinders. Each node is associated with the corresponding cylinder axis-direction 

a, point on the axis C , the radius r  and the length of the recognised cylinder 

segment. Each edge is associated with the angle the proximity measure dij and 

an intersection point Pij of the two corresponding cylinders with cylinder indices i 

and j.  The angle aij is the angle between the cylinder axis directions of the cylinder 

hypotheses i and j ,  and the proximity measure d{j is the distance between the two 

cylinder axes. As the cylinder axis hypotheses are derived from measurements 

they are not likely to intersect. Therefore an approximated intersection is used to 

calculate the point P ÿ  (figure 6.2).

D efin ition 2 The approximate intersection of two skew lines g and h in 3D space 

is defined as the equidistant point P ij on the line section \RQ\, where |P Q | is the 

minimum distance between the two lines (figure 6.2). Note that the vector (Q — R ) 

will be mutually perpendicular to the lines g and h.

Finally, “similar” cylinder hypotheses are identified and fused to a single cylinder 

hypothesis.
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Figure 6.2: Definition of an approximate intersection of two lines in 3D space

D efinition 3 Cylinder hypotheses are called “similar” if

• the radius is the same

• the angle between the cylinder axis directions is below a given threshold 

a/nglCifireah

• the minimum distance between the cylinders is below a given threshold

dis t i f i rggf i .

The output of the direct cylinder fitting process is a reduced set of cylinder param

eter hypotheses and features describing the relationships between the recognised 

cylinders.

6.2 M odel matching

The aim of the model matching procedure is to match the extracted features to a 

priori known model features, and thus in this particular case, to find model cylin

ders corresponding to the extracted cylinder hypotheses. The model information

121



_________CHAPTER 6. CYLINDER DETECTION AND MODEL MATCHING

is best stored in a graph similar to the one used for the extracted features. The 

extracted feature graph G/  has to be found in the model graph Gm as a sub-graph. 

This problem is generally known in graph theory as the subgraph isomorphism prob

lem and is known to be NP (nondeterministic polynomial time) complete, i.e. the 

solution can only be found in time proportional to an exponential function of the 

length of the input [SHB93]. The word “graph isomorphism” is used in graph the

ory to describe an exact match of graphs. Algorithms for subgraph isomorphism 

are described in [AW83] and [U1176].

Our implemented algorithm is based on the simple enumeration subgraph isomor

phism algorithm described by Ullmann [U1176]. The inputs are the adjacency matrix 

and the angle matrix derived from the model and cylinder hypotheses graph. The 

adjacency matrix M a  and angle matrix M q a rep x p  matrices wherep is the num

ber of graph vertices (i.e. number of cylinders). Two cylinders i and j  are said to 

be connected if the proximity measure dij is below a given threshold value dthresh, 

and the entries of the adjacency matrix M a (i,j)  { i,j =  1 . . .  ,p) are either ones or 

zeros, depending on whether the cylinders i and j  are connected, thus resulting in

Note that the proximity measure of the model cylinders will be zero if they are con

nected and the above equation can thus be used for extracting the adjacency matrix 

for both, the model and feature graphs. Prom a priori model knowledge the expected 

discrete values of angles between the cylinders are known a  G {«o? • •• > <̂ n}- In or

der to be able to find the subgraph isomorphisms between the feature and model 

graph the angle values in the feature graph need to be mapped into the known set
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of angle values by selecting the angle which is closest to the measured angle,

a%=  min loti, —a|. (6.29)
 ̂ Qe{Qo,...,an}

The angle matrix is then constructed in a similar way to the adjacency matrix, with 

the difference that the ones in the adjacency matrix are replaced by the angle

The algorithm to find subgraph isomorphisms starts by generating a matrix of size

P f  X Pm,  where P f  is the number of vertices of the feature graph G f  and Pm  is the

number of vertices of the model graph Cm,

1, if the degree of the j th  vertex of Gm is greater than or equal 
M ^ {i,j)  = < to the degree of the üh  vertex of G / ,

0, otherwise
(6.31)

where the degree of a vertex of a graph is defined as the number of edges connected 

to that vertex. Additionally any element of can be set to zero if there

is any a priori reason that the vertex of Gm could not correspond to the

vertex of Gf, e.g. if the associated information to the vertices such as the estimated 

cylinder radius and the model cylinder radius does not match. Then the algorithm 

continues by generating all possible matrices M ' of same size as Af ° such that every 

element of M '( i ,j )  =  1 => =  1, and where each row contains exactly one

1 and no column contains more than a single 1. The M ' matrix can thus be used 

to permute the rows and columns of the adjacency matrix of the model Ma,m to 

produce

Ma,perm =  M '{M 'M a ,m V , (6.32)
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where T  denotes transposition of the matrix. For each of the matrices the isomor

phism condition

j)  =  1 => Ma,permihj) =  l,fo r all i , j  =  1, . . .  , P f  (6.33)

is used to systematically reduce the number of possible subgraph isomorphisms. 

Additionally the edge labels, in our case represented by the angle matrices, can be 

used to further reduce the number of subgraph isomorphisms by using

M a,perm =  M  (M  M a,m V, (6.34)

and the condition

Af a,/(b j)  — ATa; pgrm(b j); for all i , j  1, . . . ,P/. (6.35)

For all subgraph isomorphisms given by the surviving M ' matrices that have been 

found using the above described procedure, lists of corresponding vertices, i.e. cylin

ders, in the feature and model graph can be extracted. The j th  cylinder of the model 

corresponds to the %th hypothesised cylinder for every 1 in the the matrix 

The appropriate subgraph isomorphism has to be selected if there is more than 

one remaining subgraph isomorphism (AT ). Automatic approaches which would 

select a subgraph isomorphism that is consistent with a priori knowledge, for ex

ample using interpretation trees, have been described and implemented by several 

researchers such as Crimson and Lozano-Perez [GLP84] and Fisher et al [FTF93]. 

For this research an automatic approach has not been implemented, therefore the 

user selects the appropriate subgraph isomorphism for proceeding with the location 

and pose calculation described in the next section.
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6.3 Location and pose estim ation

For the location and pose estimation process the following Cartesian co-ordinate 

systems are defined (figure 6.3),

1. camera co-ordinate system C,

2. world co-ordinates system W , and

3. node co-ordinate systems Ni.

The problem is to determine the location and pose of the ROV within the world 

co-ordinate system W . The location and pose of a node (hypothesis of intersecting 

cylinders) is estimated in the camera co-ordinate system C directly from the 3D 

acoustic camera data. With the a priori known information about the node co

ordinate systems Ni (given in the world co-ordinate system W ), and the matching 

of a hypothesis node with a model node, the location and pose of the ROV can be 

calculated using the procedure described in this section.

The concept of homogeneous co-ordinates [Sta95] is used to represent the rotation 

and translation matrices T r and Tx, by a single transformation matrix

T  = Tfl(3x3) T t(3 x l) j
Perspective transformation Scale factor (6.36)

As we are dealing with transformations from one Cartesian co-ordinate system to 

another Cartesian co-ordinate system with equal units, the perspective transfor

mation is set to [0,0,0] and the scale factor is set to 1.

The location and pose of the ROV within the world co-ordinate system W  is defined 

by the homogeneous transformation matrix T w c  which transforms points given in
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Y'".-X

Figure 6.3: Co-ordinate systems (Note: y-axis in is vertical)
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the camera co-ordinate system C  into points in the world co-ordinate system W . 

This transformation matrix is not readily available but can be calculated by

T wc = T w nT nc-, (6.37)

where T wn  is known a priori (model data) and T ^ c  is estimated from the 3D 

acoustic camera data.

From the model data

•  the origin of the node co-ordinate system Oyy is known in the global co

ordinate system W  and is assumed to correspond to the intersection point of 

the cylinder axes of the node,

•  the rotation matrix T r ŵ n which defines the orientation of the node co

ordinate system N  with respect to the global co-ordinate system W  is known.

Thus the homogenous transformation matrix T wn is given by the model data.

As the origin of the node co-ordinate system is assumed to be at the intersec

tion of the cylinder axes, the origin of the node co-ordinate system in camera co

ordinates (O^), and thus the translational part of the transformation matrix T c n , 

T l ,c n  =  —0 % ,  can be estimated by calculating the intersection of the cylinder axis 

hypotheses derived from the 3D acoustic image.

The previously generated cylinder axis hypotheses are given in the camera co

ordinate system. The approximate intersection of each combination of cylinder axis 

hypotheses is calculated {Pij) and aggregated to one single approximate intersection 

point Pintersect by calculating the centre of gravity

(6.38)_ ^ ij= l
rir
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where Uc is the number of combinations of cylinders. The point Pjntersect is used 

to approximate the origin of the node co-ordinate system in camera coordintaes 

{0% =  Pintersect)- As confidence measures the mean and standard deviation of 

distances between the approximate intersection points of each combination of the 

cylinder axis hypotheses P ÿ  to the aggregated single approximate intersection point 

Pintersect &re calculatcd.

For the estimation of the rotational component it is assumed that each of the 

cylinder axis hypotheses has been assigned to a cylinder in the model, where the 

cylinder axis directions are known in the node co-ordinate system N . Therefore 

the problem is to find the rotation matrix T r ĉn which transforms the a priori 

known set of cylinder axis direction vectors in the node co-ordinate system n* to 

the measured set of cylinder axis direction vectors given in the camera co-ordinate 

system

A method which allows the use of a reliability measure for the measured axis di

rections as a set of positive weights W{ is described by Trucco and Verri [TV98] 

(chapter 11, section 11.3.1). If no reliability information is available the weights are 

set to one. First the correlation matrix

n

K  =  ^  WiniinJ (6.39)
1=1

is computed, then the singular value decomposition

K  = V M J'^  (6.40)
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is performed, where A is the diagonal matrix of singular values. The output of the 

algorithm is a best least-squares estimate of the rotation matrix given by

R c n  = V U ^, (6.41)

where 5 is set to 1 or —1 depending on whether det(V[T^) is closer to 1 or —1.

The homogenous transformation matrix transforming points given in the node co

ordinate system N  to points in the camera co-ordinate system C  can thus be 

reconstructed by

T cn = R c n L c n

[  [ 0 , 0 , 0 ] 1
(6.42)

and the transformation matrix T w c  which defines the location and pose of the 

ROV in the global world co-ordinate system can be estimated by equation 6.37 for

T nc = T -1
ON'

It should be noted that the pose which is determined by the rotation matrix T r ŵc 

can for example be written as

T r^WC — (6.43)

where Ra is the rotation around the camera co-ordinate system x-axis by the 

angle a

Ra =
1 0 0
0 cos a  — sin a  
0 sin a  cos a

(6.44)

Rp is the rotation around the camera co-ordinate system y-axis by the angle /?

Ra =
cos 0 sin /?

0 1 0
-  sin 0 cos ^

(6.45)
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Ry is the rotation around the camera co-ordinate system z-axis by the angle 7

Ry =

This results in the overall rotation matrix 

T r ŵc =

cos 7  — sin 7  0 
sin 7 cos 7 0

0 0 1
(6.46)

cos p  COS 7  — cos (3 sin 7  sin ̂
sin CK sin /? cos 7  +  cos a  sin 7  — sin a sin ^ sin 7  +  cos a  cos 7  — sin a; cos /?

— cos a  sin /3 cos 7  +  sin a  sin 7  cos a  sin /? sin 7  +  sin a  cos 7  cos a cos ̂
(6.47)

The angles a, (3 and 7  can thus be extracted from the estimated transformation 

matrix T w c  by comparing the elements of the rotation matrix T r ŵc with the 

corresponding entries within Tw c- Three comparisons are sufficient to calculate a, 

(3 and 7 , for example using the entries Twc(^^ 1), Twc{^^ 3), and T w c(3 ,3) results 

in

a  =  a rc c o s Î2 ^ £ % ^  (6.48)
cos/)

(3 =  arcsinT;yc(lj3) (6.49)

7  =  arccos . (6.50)
cos p

Those angles can then be used to present the pose information to the user in a for 

humans more accessible way than the rotation matrix itself.

6.4 Conclusions

To generate a first set of cylinder patch hypotheses a simple combinatorial approach 

using the detected parallel straight line segments has been suggested. Because of 

the noisy and incomplete nature of the data the conventional method of estimating

curvature information for each point is not possible and therefore for each of those
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cylinder patch hypotheses a cylinder estimate is calculated using a method based 

on quadric surface fitting and estimation of the principal curvatures. On the basis 

of the estimated principal curvatures an initial reduction of the number of cylinder 

hypotheses can be performed by eliminating all hypotheses which are not likely to 

be cylinders.

The surviving cylinder hypotheses of the previous step are then used as a starting 

point for a direct cylinder fitting procedure based on minimising a mean squared 

distance measure of the data points associated with the cylinder patch hypothesis to 

the estimated cylinder hypothesis. A second round of cylinder hypothesis reduction 

is performed on the basis of the success, measured by the mean squared distance 

measure, of this process. For the remaining cylinder hypotheses a model feature 

graph is extracted which can be used for the model matching process. This graph 

contains information about the relative position and orientation of the cylinders 

and their position and orientation in the camera coordinate system.

In order to estimate the location and pose of the camera in the global coordinate 

frame the homogeneous transformation matrix which transforms points in the cam

era coordinate frame into points in the global coordinate frame is estimated. This 

involves estimating an approximate intersection point of the recognised cylinders 

and estimating the rotation matrix using the correspondences between the cylin

der axis directions of the recognised and known model cylinders by a least-squares 

estimate.

The global location and pose information is visualised in a virtual environment 

user interface (see chapter 3) which shows the model of the rig structure and the 

estimated location of the camera including the original 3D acoustic image. This
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clear picture of the environment can then be used by the operator for navigation 

purposes.

The individual processing methods have to be integrated into a framework which 

combines the individual processes. The next chapter introduces descriptions and 

concepts from hierarchical, multilevel systems theory and applies those to describe 

the interaction between the individual processes and control and feedback mecha

nisms of a cylinder-based model matching process for 3D acoustic camera images.
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Chapter 7 

Cylinder detection framework

A formal framework to describe an object recognition system as a hierarchical, 

multilevel system is suggested. The use of such a framework has been inspired by 

the classical work on the theory of hierarchical, multilevel systems presented by 

Mesarovic, Macko and Takahara [MMT70], which can be used to represent large- 

scale (complex) systems. Describing an object recognition system in a coherent 

formal (mathematical) way facilitates the understanding and analysis of the sys

tem. Furthermore, the modular approach with clearly defined interfaces makes the 

extension and modification of an existing system easier.

Often object recognition frameworks are described using block diagrams, flowcharts 

or similar general visual system descriptions. Here a description based on the theory 

of multilevel, hierarchical systems is suggested. The theory of multilevel, hierarchi

cal systems has been developed by Mesarovic et al [MMT70] for the study of large 

scale systems. Large scale systems (also often referred to as complex systems) are 

characterised by hierarchically arranged, interrelated decision-making subsystems. 

The formalisation of the various notions of systems, subsystems and their interre

lationships is provided in a set-theoretic way, as in the framework of mathematical
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systems theory. The aim of Mesarovic et al is to provide a mathematical theory of 

hierarchies which is structural, formal and independent of the field of application.

Hierarchical system descriptions are used in various fields ranging from social sci

ences through biology to technology. The holarchical concept has been termed by 

Koestler [Koe67], who recognised the importance of hierarchical, multilevel systems 

and identified several general properties of such systems, although not with the 

intention of providing a mathematical theory. Holons are defined as entities which 

are to an extent self-sufficient and simultaneously parts of an overall hierarchical 

structure (holarchy). Hierarchical object representations play an important part 

in classical works on object recognition. For example Marr [Mar82] describes hu

man object recognition by a process from edge detection to 3-D model via the so 

called “2 1/2-D sketch” (a crude segmentation of surfaces) or Biederman [Bie87] 

proposes to describe 3D objects by a number of connected “geons” (a set of qualita

tive invariant descriptions of primitive shapes) derived from an edge image. Several 

other researchers used hierarchical descriptions for describing and building auto

matic recognition systems. For example Vernon [Ver85] describes a holarchical ap

proach to robot vision, a hierarchical approach for speech recognition is described by 

Dixon and Tappert [DT71], Salem El-Sheikh [SES90] describes the development of 

a hierarchical system for recognition of on-line Arabic mathematical formulas, and 

Vlontzos and Kung [VK89] present a hierarchical system for character recognition 

with Hidden Markov Model knowledge.

134



___________________ CHAPTER 7. CYLINDER DETECTION FRAMEWORK

7.1 Concepts and formalisations

In this section a brief outline of the main concepts and formalisations of hierarchical, 

multilevel systems as described by Mesarovic et al [MMT70] is given.

Mesarovic et al agree that it is not easy to define the concept of a multilevel, 

hierarchical structure in a succinct way but note that any hierarchical structure 

comprises the following characteristics: vertical arrangement of subsystems, priority 

of action or right of intervention of the higher level subsystems, and the dependence 

of the higher level subsystems upon the actual performance of the lower levels.

The terms “system” and “subsystem” simply denote a transformation of input 

data to the outputs. It should be noted that inputs and outputs of the total 

system can be distributed to all levels, although most often the exchange with the 

environment takes place in the lower level. Also, the interaction between levels does 

not necessarily have to involve only adjacent levels.

The higher-level subsystems are referred to as supremal units and the subsystems 

on the lower level are referred to as infimal units. Intervention usually comes in the 

form of changing parameters in the lower-level subsystems. Often the problem on 

the lower level is only well defined after a higher level problem is solved where 

intervention implies a sequential procedure in arriving at solutions on different 

levels.

As mentioned earlier, one of the main characteristics of hierarchical, multilevel 

systems is the interdependence of the higher and lower level units upon the perfor

mance of the system. Although the priority of action is oriented downwards, the 

performance feedback is upward and can be viewed as a response to the intervention.
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Three basic structures describing and classifying hierarchical, multilevel systems 

are introduced by Mesarovic et al:

Strata -  levels of description or abstraction, which are introduced for modeling 

purposes.

Layers -  levels of decision complexity, which are introduced in reference to the 

vertical decomposition of a decision problem into subproblems.

Echelons -  levels of organisational hierarchies, which refer to the mutual relationship 

between decision-units comprising a system.

It should be noted that in an actual hierarchical system all three notions might be 

involved, and the case where only one describes the system is the exception and not 

the rule.

7.1.1 Strata concept

The strata concept simplifies a hierarchical system by breaking it down in numerous 

levels, where each level is viewed as a different level of abstraction. A different set of 

relevant features and variables, laws and principles in which the systems behaviour 

is described can be identified for each level. The functioning on any level should be 

as independent from the other levels as possible in order to arrive at an effective 

hierarchical system description. However a complete decoupling cannot be justified 

as it will generally lead to an incomplete understanding of the system as a whole. 

A hierarchical system described in such a way is referred to as a “stratified system” 

where the levels of abstraction are the strata. An example of the strata concept 

applied to an object recognition system is given in section 7.2,1.
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7.1.2 Layers concept

The layers concept breaks the solution of a complex decision problem up into a 

family of sequentially arranged, simpler subproblems, so that the solution of all 

the subproblems implies the solution of the original problem. The solution of any 

problem in the sequence determines and fixes some parameters in subsequent prob

lems so that they are completely specified and a solution can be found. The entire 

decision making system which is built up by a hierarchy of decision layers is referred 

to as a multilayer (decision) system. An example of the layers concept applied to 

an object recognition system is given in section 7.2.2.

7.1.3 Echelon concept

The echelon concept of hierarchies requires the system to consist of a family of 

subsystems which are recognised explicitly where some are defined as decision

making units. The decision units are arranged hierarchically, such that some are 

influenced or controlled by other decision units. A level in such a system is referred 

to as an echelon. These systems comprise decision units which often have conflicting 

goals. Therefore they are also referred to as multilevel, multigoal systems. It is in 

the very nature of these systems that the higher-level units condition, but do not 

completely control, the goal-seeking activities of the lower-level units. An example 

of the echelon concept applied to an object recognition system is given in section 

7.2.3.
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7.1.4 System  description

A good starting-point for understanding the system and building a multilevel, hier

archical system (multiechelon) is the “total system viewpoint” and using the strata 

and layer concepts of hierarchies. The main question to be asked is what tasks the 

whole system is supposed to perform. A stratified model of the entire system and 

decomposition of the overall system tasks into layers leads to a better understanding 

of the system.

In general, the decision problem of the infimal unit depends on the action of the 

supremal unit as represented by a parameter. Conversely the decision problem of 

the supremal unit depends on the action or response of the infimal unit. Two time 

instants when the supremal unit can attempt to coordinate the infimal units can 

be identified:

pre-decision -  before the infimal units arrive at their own decisions, or

post-decision -  after the infimal units arrive at their own decisions.

Pre-decision intervention is based on prediction of the behaviour of the overall sys

tem and the environment. The supremal unit specifies the infimal performance 

functions and in this way indicates how the infimal units share in the success of the 

overall goal. Post-decision assumes that the supremal unit corrects the preceding 

instructions sent to the infimal units if the assumptions on which these instructions 

were based turn out to be incorrect. Also the intervention plans for sharing the 

success of the overall system are either confirmed or changed. The post-decision 

intervention actions are also referred to as correction intervention or reward in

tervention. The supremal unit needs to instruct the infimal units how to proceed
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and influence them to change their actions if needed. This involves the selection 

of rules and procedures, which is referred to as “selection of a coordination mode” 

or “control-in-the-large” , and adjusting rules so as to improve the performance by 

selection of the actual intervention or coordination variable, referred to as “coordi

nation” or “control-in-the-small” .

The introduced concepts of hierarchies can be formalised in the framework of math

ematical systems theory. This results in the notions of systems, subsystems and 

their interrelationships being represented in a set-theoretic framework. A (general) 

system 5  is a relation on abstract sets X  and y ,

S C X x Y .  (7.1)

If S' is a function, S : A  ^  y , it will be called a functional system, which is 

a mapping between the abstract sets X  and Y  representing the set of inputs x 

and the set of outputs y. When a functional system S  : X  Y  is defined in 

such a way that the pair {x, y) belongs to S  only if ^ is a solution of the decision 

problem specified by T, the system is referred to as decision-making. Concrete 

notions of a decision problem are the general optimisation problem and the general 

satisfaction problem [MMT70]. It is required, for any decision system, that there 

is a well-defined decision problem, but there is no requirement for a constructive 

specification in terms of some equations. In fact, any input-output system can be 

described as a decision system and vice versa, as in the example of classical physics, 

where a phenomenon can be described either on the basis of a law (constructive 

specification) or a variational principle (decision problem).
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7.2 Hierarchical, multilevel object recognition 
system

In this section the general concepts and formalisations of hierarchical, multilevel 

systems introduced in the previous section are applied to the design of an object 

recognition system in general, whereby the focus is based on the design of an object 

recognition system based on imaging information.

7.2.1 Stratified system

Analysis of the object recognition system by identifying a stratified system, where 

each stratum corresponds to a different level of abstraction, helps the understanding 

and further development of a functional object recognition system. Here an example 

of a stratified system of an object recognition system based on imaging information 

is given.

The different strata, the set of methods and principles operating on each stra

tum, and the couplings between the strata have to be recognised. In classic image 

processing and image understanding three levels of abstraction are distinguished, 

according to different object representations. These are:

Stratal: low level, for pixel level descriptions;

Strata2: intermediate level, for feature level descriptions;

StrataS: high level, for abstract model representations.

The low-level stratum represents the part of the system concerning the imaging 

sensors and contains all the information that can be collected from the environment
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under given circumstances (lighting, camera specifications, etc.). The low-level 

description allows low level image processing operations such as segmentation and 

edge extraction to arrive at the intermediate strata description. The intermediate- 

level stratum links the low-level stratum to the high-level stratum by describing 

the scene using features such as regions, edges or straight lines. By using feature 

extraction and pattern recognition methods the intermediate-level description can 

be transformed into a description on the high-level stratum. The top-level stratum 

is obviously the one the end-user of the object recognition system is most interested 

in, as it provides the best understanding of the viewed scene and, for example, allows 

the generation of a virtual environment. It should be noted that each stratum 

represents the same item, although viewed from a different level of abstraction.

7.2.2 Layers

The general layered functional hierarchy in decision making or control can be used 

for developing an object recognition system. It consists of three layers,

Layerl: selection,

Layer2: learning and adaption.

Layer3: self-organisation.

The selection layer selects the action m which is performed on the process under 

uncertainty, specified by the uncertainty set U, and a given outcome function P  

and an evaluation function G. If there are no uncertainties regarding the outcome 

for a given m  the selection can be based on optimisation such that the result of the 

evaluation function is minimised. To define the selection problem the uncertainty
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set U and necessary relationships P  and G need to be provided by the higher 

layers. The learning and adaptation layer specifies the uncertainty set U, modelling 

incomplete knowledge about the behaviour of the system, such that the uncertainty 

is reduced subsequently. The self-organising layer selects the structure, functions 

and strategies which are used on the lower layers, so that the overall goal is achieved 

as well as possible. In practice the assignment of proper functions to the different 

layers, especially the higher-level layers are not easily found. Human interaction 

can replace the layered functional hierarchies in the design stages of an automatic 

system.

7.2.3 Echelons

The multilevel, multigoal concept is the most general concept to describe an organ

isational type (multiechelon) hierarchy. To design such a system the total systems 

viewpoint is a good starting point. A stratified system has been derived earlier 

and a general layered hierarchy in decision making or control has been suggested. 

The task of the overall system needs to be identified and broken down into sub

tasks comprising the multiechelon system. In the case of an object recognition 

system the total system task is to transform sensor inputs and a priori knowledge 

into symbolic scene descriptions which, for example, allows the reconstruction of 

a virtual environment displaying the recognised objects and their position. The 

process from sensor input to recognition output can be broken down according to 

the stratified system model. Each subprocess requires a controller and/or selection 

layer. Higher-level layers such as the learning and self-organisation layer can be 

introduced. The number of the decision layers of the overall task can be three as 

for the suggested layered system, but for simplicity a two-level hierarchical system
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with one supremal and one infimal decision layer often suffices. It should be noted 

that multilayer hierarchies could be embedded in the decision making units which 

solve the local sub-problems.

7.2.4 Formalisation and im plem entation

For a general object recognition system, the process P , transforming the sensor 

inputs to the recognition output, can be viewed as a mapping P  \ M  x Q Y , 

where the control object M  is the set of the control inputs m, the environment 

object is the set of inputs w, and Y  is the set of outputs y. The set of control 

inputs M  consist of all control parameters and control interventions from the infimal 

decision making/controller units, which are needed by the algorithms of the object 

recognition process. Figure 7.1 shows the general system description of a two- 

level system as a blockdiagram. The additional output object Z  of the process 

P  consists of feedbacks z from P  to the infimal coordinators Q  {i =  1, . . .  ,n). 

P  can be broken down into n subprocesses Pi (z =  1, . . .  ,n) with well-defined 

interfaces. Each of the subprocesses is assumed to be represented by the mapping 

Pi : Mi X U{ X Q Yi, where the set Ui is the set of inputs Ui through which the 

subprocess Pj is coupled to the other subprocesses. A separate controller Q  on 

the infimal level of the two-level system is responsible for controlling each of the 

subprocesses. The supremal controller Cq receives feedback Ui (z =  1, . . .  ,n), and 

sends the control outputs 7i (z =  1, . . .  , n) to the infimal control units. It should 

be noted that the environment Q or parts of it are accessible by each subprocess 

if required and that any necessary feedback from higher level processes can be 

made available to lower level processes via the supremal controller Cq. Similarly 

information can be exchanged between infimal control units where necessary. The
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Supremal Control 
Level

Infimal Control 
Level

m,

Un.

Figure 7.1: Two-level system

role of the supremal controller is discussed in more detail in subsection 7.2.7.

For many simple object recognition processes, a simple cascaded model can be as

sumed, where the output of one subprocess forms the input to another subprocess 

[Ui — Vi-i), whereby the level of abstraction increases from low (pixel) level to 

higher (feature) level. Sequential algorithms can then be used to implement the 

object recognition framework in a computer. A general template for the implemen

tation of a two-level object recognition system with n subprocesses Pj [i = 1 , . . .  ,n)  

is given in figure 7.2 in the form of a program in pseudocode. Each subprocess and 

a corresponding infimal controller, and the supremal controller is implemented as a 

separate procedure. To start the iteration initial infimal controller outputs must be 

provided. These could be provided from a prediction of the system behaviour ac

cording to the pre-decision notion mentioned in section 7.1. The infimal controller
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P ro g ram  7.2.1: twolevelO R system(o;)

procedure  S ub p ro cess  Pi{mi,Ui,uj) 
com m ent: Subprocess Algorithm

re tu rn  (yi,Zi)

procedure  In f im a lC tr l  Cilji^Zi) 
com m ent: Infimal Control Algorithm

re tu rn  {rrii,uji)

procedure  SupremalCtrl C'o(o;(t=i...„)) 
com m ent: Supremal Control Algorithm

re tu rn  ( 7 ( t = i . . . n ) )  

m ain
com m ent: initialise the infimal contr. outputs

( ^ ( i = l . . . n ) )  ^  ( ^ ( i = l . . . n ) ( 0 ) )

rep ea t
( 7 ( t = i . . .n ) )  S u p r e m a lC tr l  C 7 o (o ;( i= i . . .„ ) )  

for i <— 1  to  n 
do I ^  I n f im a lC tr l  Q (7<, z*) 

°  \{yi,Zi) <r- S ubprocess Pi{mi,Ui,u) 
u n til RecognitionSuccess 
o u tp u t {y)

Figure 7.2: Pseudocode for a two-level object recognition system with n subpro
cesses Pi (i = 1 , . . .  , n)

outputs are then refined iteratively until recognition success is achieved. Recog

nition failure is not taken into account here but needs to be dealt with in a real 

system to avoid that the system gets stuck in an infinate loop. Recognition success, 

or in general terms, the overall goal is achieved, when the a priori set goal function 

is fulfilled or reaches an optimal value.
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7.2.5 Low level processes

The control inputs at the low level will mainly consist of tuning parameters of 

the various algorithms. According to the success or failure of the subprocesses the 

infimal controller can select better tuning parameters. The main problem at this 

stage is to find appropriate measures of success. The infimal controller feeds the 

success measure and other relevant information to the supremal control. Choice of 

alternative algorithms and thus the structure of the corresponding infimal control 

subsystem is performed by the supremal control. Guidance in the choice of param

eters or regions-of interest (focus of attention) can be achieved by indirect feedback 

from the higher level processes through the supremal control.

7.2.6 Interm ediate and high level processes

The intermediate processes are mainly concerned with extracting features which are 

of interest. Features can for example be lines, surfaces, regions, shapes and angles. 

The choice of appropriate features depend on the overall recognition task. A priori 

knowledge of the scene which is under observation and models of the objects to be 

recognised guide the choice of appropriate features for the model matching process 

in the higher processing level. Often the role of the high-level processes is not only 

to match objects, but also to find the position and pose of these objects. In on-line 

systems the objects can be tracked and predictions can be used to guide the other 

processes to produce better results. Confidence values for recognised objects should 

be introduced and increased or decreased according to the evidence found in the 

feature extraction processes.
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7.2.7 Role of the suprem al controller

The supremal control system is also often referred to as the coordinator, which 

is exactly its role. Generally the supremal controller has to make choices on a 

“higher”, more strategic, level than the infimal controllers, such that the overall 

goal is achieved. The infimal control systems should be able to operate more or 

less independently, trying to achieve their own objectives. Any conflicts which 

might arise have to be dealt with by the supremal control system by selecting an 

appropriate coordination input 7  which solves the supremal decision problem. It 

should also be noted that generally the supremal decision problem depends on the 

infimal decisions.

For the object recognition system the supremal controller can be used to keep and 

update the world model where selected information can be made accessible to the 

infimal controllers. With this concept any relevant information from any subprocess 

can be made available to any infimal controller which could use this information 

to increase the performance of the corresponding subprocess. Thus active vision 

and multiresolution techniques can be employed where the attention is focussed to 

certain regions and lower-level processes are guided by the results from higher- 

level ones. This concept can also be used for image sequence processing, where 

previous results can be stored in the updated world model managed by the supremal 

controller.
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7.3 Cylinder-based m odel matching

An iterative cylinder-based model matching process which extracts cylinders from 

a 3D acoustic image and matches them to an a priori known model to extract the 

camera/ROV location and pose is presented in this section, using the formal de

scription introduced earlier in this chapter. The subprocesses of the cylinder-based 

model matching process are based on the 3D acoustic image processing methods 

described in chapter 5 and the cylinder detection and model matching methods 

described in chapter 6.

For the cylinder-based model matching process the set of inputs Q consists of

•  the 3D acoustic image,

•  the acoustic camera parameters, and

• the a-priori known model information.

The set of outputs Y  consists of the camera/ROV location and pose from matching 

the recognised cylinders and their associated features to the a priori known model. 

The information about the recognised cylinders and associated features are best 

represented by a labelled graph where the nodes represent the recognised cylinders 

and the arcs represent the interrelationship between the cylinders. The ROV loca

tion and pose can be visualised in a virtual environment user interface as described 

in chapter 3.
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7.3.1 Im plem entation and control strategy

The cylinder-based model matching process can be broken down into the subpro

cesses

P\ Pre-processing,

P2 Image segmentation,

P3 Post-processing,

P4 Edge and straight line detection,

P5 Hypothesis of cylinder surface patches,

Pq Surface fitting and hypothesis reduction,

P7 Direct cylinder fitting and feature extraction,

Pg Model matching, location and pose determination.

Figure 7.3 shows an overview of the system architecture as a block-diagram (note 

that for the sake of simplicity the control inputs for each sub-process are not shown). 

The sub-processes of the cylinder-based model matching process are implemented 

within a computer program (Figure 7.2 in section 7.2.1). It should be noted that 

for the system tests described in chapter 8 the user specifies the basic control pa

rameters.
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As shown in the block diagram in figure 7.3 a first pass consisting of sequentially 

going through the subprocesses P\ through P7 is performed. After the first pass the 

resulting list of detected cylinders and its associated features is fed back into the 

subprocess P5 which generates an updated list of cylinder patch hypotheses. This 

is done by calculating the distance of each 3D acoustic image point for each of the 

detected cylinders. All 3D acoustic image points within a given distance threshold 

d i s t t h r e s h  are then labelled as belonging to the associated cylinder, thus resulting in 

a new set of cylinder patch hypotheses which are then used for the surface fitting 

and hypothesis reduction subprocess Pq.

Additionally points in the 3D acoustic image which have not been classified in 

the first pass of the iteration are extracted by subtracting the binary mask of the 

updated cylinder patch hypotheses from the post-processed segmentation mask. 

This results in a binary mask of not yet classified points in the acoustic image. 

This mask is analysed for any significant regions where additional previously missed 

cylinders are located. This is done by extracting connected regions from the binary 

mask. Any connected regions with a size above a given threshold n^m are considered 

to be significant and potentially regions where cylinders are present. These regions 

are also fed back to the surface fitting and hypothesis reduction subprocess Pq to 

be considered for the direct cylinder fitting and feature extraction subprocess P7.

The termination criteria of the iterative cylinder-based model matching process are 

that either no more significant unclassified regions are left or the number of detected 

cylinders does not change from one iteration to the next.
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A summary of the individual subprocesses detailing the inputs itj, outputs j/j, and 

control parameters rrii of each subprocess Pi is given here. The particular implemen

tation as used for the cylinder-based model matching tests on real data (chapter 

9) is described, i.e. where mutliple methods are available for a certain sub-process, 

only the one that has been used for the real data tests is shown.

Pi Pre-processing

Section 5.1 describes two three-dimensional filters (filter with range dependent filter 

size and with fixed filter size) for pre-processing 3D acoustic camera images. The 

filter with range dependent filter size is used here.

Inputs Uii is the only input to this subprocess.

Control parameters mi:

•  distance threshold mp^^i =  distthresh',

• angle threshold mp ,̂2 =  o,nglethresk, and

• minimum number of neighbouring points =  Umm for which the given

pre-processing method is to be applied.

Outputs yi'. pre-processed intensity image I  preprocessed

P2 Image Segm entation

Section 5.2 describes a number of different segmentation methods. Here the simple 

thresholding segmentation method is used.

Inputs U2 = Vi
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Control parameters m2: mp^= intthresh 

Outputs y 2 ’. segmented binary mask S .

Ps P ost-processing

Section 5.3 describes methods for the detection and removal of areas in the acoustic 

camera data that can be associated with the seafloor, and a mask post-processing 

procedure to close holes in the segmented image. It should be noted that only the 

mask post-processing is used in the real data tests. The mask post-processing does 

not require any control parameters and the seafloor removal control parameters that 

are available are given here.

Inputs U3 =  Î/2

Control parameters m3:

• postprocessing method mp^^i G {“User-guided”, “Automatic”}, and

• method speciflc parameters: mp3,2 =  Pseafioon =  distthresh for

mp3,i ={User-guided}, or mp3,2 =  distthresh for mp3,i ={Automatic}.

Outputs 2/3: post-processed binary mask Spostprocessed-

Edge and straight line detection

Seciion 5.4 describes the edge and line detection methods that can be used with 3D 

acoistic images. The edge detection method combines the contours of the post

processed binary mask and range edges detected by a Canny edge detector in a 

dilated mask of interesting regions in the image. Straight “almost parallel” line
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segments are then detected using an extended Hough based method combined with 

a modified glider approach.

Inputs U4 = 2/3

Control parameters 7714:

Canny edge detection operator parameters, which are the two sensitivity thresholds 

=  threshiow, ^ P 4,2 =  threshhigh and the standard deviation value 3 =  a.

Straight line segment parameters

• the Hough space parameters mp4,4 =  ôp and mp4,5 =  69,

• the Butterfiy filter parameter mp4,6 =  L,

• the maximum detection threshold mp^j = houghthresh,

•  the threshold angle mp4,g =  Othresh, and

• the line segment detection parameters mf^,g =  IgUder̂  mp ,̂io =

thvcsh îjifg'P^g.ity, nip4,ii — thvcsh^j-djig^, mp4,12 — G-vidcouTitiiu-gshi and mp4,13 — 

/ .

Outputs y4 . straight line segments.

P5  H ypothesis o f cylinder surface patches

The hypotheses of regions where cylinders are expected are initially generated by 

pairing up “almost parallel” line segments as described in section 6.1.1. After the 

first iteration the list of hypotheses are updated using the results that are fed back
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from the direct cylinder fitting and feature extraction process Pj as described earlier 

in this section.

Inputs Us =  7/4 and 7/7

Control parameters m^:

For first iteration; mp^^i =  anglethresh for definition of “almost parallel” line seg

ments.

For subsequent iterations: ?7ip5,2 =  distthresh for updating cylinder surface patche 

masks with points that are associated to points that are within a certain distance 

of the previously detected cylinders, and =  rimin which determines the min

imum size of connected regions that have been previously unclassified and should 

be considered as potential cylinder surface patche masks.

Outputs 7/5: cylinder surface patch masks.

Pq Surface fitting and hypothesis reduction

For each cylinder patch hypothesis a quadric surface is fitted as described in section 

6.1.2. By applying thresholds on the parameters that describe the type of surface, 

the size of the cylinder surface patch hypothesis, and the error of fit, cylinder surface 

patch hypotheses which are not likely to be be associated with cylinder surfaces can 

be eliminated. Additionally, for the remaining cylinder surface patch hypotheses 

cylinder feature estimates for the cylinder radius, axis direction, and point on the 

cylinder axis, can be extracted. These are used in the subsequent direct cylinder 

fitting process as initial values.

I n p u t s  776 =  2/5-

155



___________________ CHAPTER 7. CYLINDER DETECTION FRAMEWORK

Control parameters mg:

Thresholds for cylinder patch hypotheses reduction: =  Kthresh, ?^P6,2 =

t^ th re sh y  ^ P ô ,3  — '^m in i  ^ P e ,4  — f 'm a x ’

Also minimum number of points threshold mpg ŝ =  rimin and mean squared error 

distance measure threshold mpĝ e =  dthresh-

Outputs ye', reduced set of cylinder patch hypotheses and cylinder features for each 

remaining cylinder patch hypothesis.

P7  D irect cylinder fitting and feature extraction

The aim of the direct cylinder fitting is to fit cylinders directly to the cylinder 

patch hypotheses which have survived the first hypothesis reduction after the initial 

cylinder hypothesis generation based on surface fitting. Also “similar” cylinder 

hypotheses are identified and fused to a single cylinder hypothesis.

Inputs U7 = ye'.

Control parameters my: mp^ î =  anglethresh and mp ,̂2 =  distthresh for merging 

“similar” cylinders.

Outputs y7 '. cylinder features from direct fitting for the final remaining cylinder 

patch hypotheses.

Ps M odel m atching, location and pose determ ination

After the termination criteria for the iteration (described earlier in this section) are 

fulfilled the detected cylinders can be matched to the model and the location and 

pose of the camera/ROV is calculated. Section 6.2 describes the model matching
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procedure based on graph matching. Once a match between the features extracted 

from the 3D acoustic image and the features of the a priori known model has been 

found the location and pose of the camera/ROV can be calculated as described 

in section 6.3, The location and pose can then also be visualised in a virtual 

environment user interface as described in chapter 3.

Inputs u^ = y7 :

Control parameters mg: model graph and selection of the appropriate subgraph 

isomorphism (which is currently done interactively by the user).

Outputs ygi location and pose of the acoustic camera/ROV given by the transfor

mation matrix Twc-

7.4 Conclusions

Descriptions and concepts from hierarchical, multilevel systems theory have been 

introduced and interpreted for an object recognition system. This description facil

itates the understanding of the system and allows for easy modifications and exten

sions of the system, not only of the object recognition system but also considering 

the whole vehicle system. Using this concept, a cylinder-based model matching 

process for 3D acoustic camera images is described.

The following chapter describes tests of the individual processes of the cylinder- 

based model matching process using synthetic data. The chapter after that evalu

ates the whole process using real data.
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Chapter 8 

Synthetic data tests

Synthetic data tests with known ground truth and controlled noise parameters are 

performed for the individual processes and the influence of the key parameters on 

the performance is investigated.

8.1 Pre-processing

Synthetic data tests for the pre-processing methods described in chapter 5.1 are 

described here.

8 .1 . 1  Synthetic data for the pre-processing tests

To test the pre-processing methods synthetic data of a scene with three cylinders is 

used. The 64x64 3D data points in a viewing volume with a viewing angle of 50deg 

and a range resolution of 5cm have been produced by calculating the intersection 

of lines representing the beam directions with the cylinders. Figure 8.1 shows the 

synthetic data in voxel representation. The ground truth mask can be extracted 

from this image and is shown in flgure 8.2, where the dark points correspond to the 

cylinder object points.
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Figure 8.1: Synthetic data in voxel representation of a scene with three cylinders

Figure 8.2: Ground truth mask (position of cylinder object points in the image)
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The synthetic intensity image is corrupted by zero-mean Gaussian noise with vari

ance (Tg =  0.02, and multiplicative noise (to simulate speckle noise)

J  =  J  +  n l ,  (8.1)

where I  is the intensity image corrupted by Gaussian noise, J  is the image addi

tionally corrupted by multiplicative noise, and rimuit is normal distributed random 

noise with mean 0 and variance cr, =  0.02. Finally also “salt-and-pepper” noise 

is introduced. The severity of the “salt-and-pepper” noise is defined by the noise 

parameter Di which means that times the number of image pixels are affected. 

A value of Di =  0.05 is used which therefore results in 5 percent of the image pixels 

being affected.

The synthetic range image is corrupted by Gaussian noise with mean value 0 and 

variance (Tg =  1.0, and with a uniformly distributed random range distance within 

the viewing volume with the noise parameter Dr =  0.05 (so that 5 percent of the 

range values are affected).

The noise model and values of the noise parameters as given above are chosen to 

allow the tests to be performed on synthetic data that is corrupted by noise to a 

degree which is, judging qualitatively by visual inspection, more severe than in real 

3D acoustic camera data. Conservative quantitative results can thus be obtained. 

This approach is chosen because it has been impossible to determine realistic noise 

characteristics of the 3D acoustic camera due to the limitations of the real data 

available at the time when these tests were performed. It was attempted to analyse 

real data of the EchoScope acoustic camera to establish the noise parameters, but 

unfortunately this proved to be difficult as the available real 3D acoustic images 

were taken by divers holding the camera. This resulted in inter-frame movement of

160



CHAPTER 8. SYNTHETIC DATA TESTS

a)

^ .

b)

Figure 8.3: Synthetic noisy 3D acoustic image -  a) intensity and b) range image
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Figure 8.4: Synthetic noisy 3D acoustic image -  voxel representation

the camera which was too large to assume that images taken at different instances in 

time were viewing exactly the same scene, as would have been necessary to establish 

the statistics representing the noise characteristics more accurately.

Ten instances of synthetic noisy 3D acoustic images with the same random noise 

parameters are produced as an input for the testing of the pre-processing process. 

Figure 8.3 and 8.4 show one instance of the noisy acoustic image in intensity and 

range, and voxel representation. All ten instances of the synthetic noisy 3D acoustic 

images are shown in appendix B.
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For quantitative evaluation of the pre-processing tests performance statistics are 

calculated. The performance measures that are used consist of the number of false 

positives and false negatives and the number of outliers that have been detected. 

For this purpose the pre-processed data needs to be binarised. This is done by 

thresholding the pre-processed intensity image with a constant threshold value.

Object point and outlier ground truth has to be established in order to be able to 

perform the quantitative evaluation. The definitions for object points and outlier 

point ground truth used here is given below.

3D image data points which are considered to be outliers are characterised by 

a significant error in the range value and a high acoustic intensity value or by 

a significant range error of the points that are object points in the uncorrupted 

ground truth mask shown in figure 8.2. Points that are not object points in the 

uncorrupted ground truth mask with significant range errors but low intensity values 

are not considered to be outliers.

3D image data points which are considered to be object points are characterised 

by object points in the uncorrupted ground truth mask shown in figure 8.2 whose 

range values do not have a significant range error.

The definitions of object point and outlier ground truth data as described above 

allow quantitative measurement of the performance of the pre-processing and seg

mentation process taking due account of the importance of removal of outliers. 

This is especially important as outliers can seriously affect the other processes of 

the cylinder recognition framework, in particular the surface fitting and cylinder 

hypothesis generation process.
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A binary ground truth object point mask is defined by the pixel-wise logic operation

Oobj = /gtA N D (N O TB ), (8.2)

where I g t  is the ground truth mask (figure 8.2) and

B  =  \R qj'{u^v) Bnoisy{u^V^\ Vu, 27. (83)

is the binary mask where ones mark the pixels which have a significant range dif

ference defined by the threshold value R th r e s h -  R g t  is the ideal ground truth range 

image and R n o i s y  is the noisy range image. For the evaluation of the tests described 

here a threshold value of Im has been chosen.

A binary mask Oouti that labels the ground truth outlier points in the 3D acoustic 

image is defined by the pixel-wise logical operation

Oouti(u,v) =  (AANDB)0R(7gtANDB),Vu,i;. (8.4)

where

A{u^v) — 7noiay(u, t̂ ) > Tt/ires/i? Vu, U. (8.5)

is the binary mask where ones mark the pixels in the noisy intensity image I n o is y  

with high intensity values defined by the intensity threshold I  th resh -  For the evalua

tion of the tests described here an intensity threshold value of 0.4 has been chosen.

Figure 8.5 shows the number of ground truth object and outlier points for each 

instance of the noisy 3D acoustic camera data.
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Figure 8.5: Number of object/outlier points 

8 .1 . 2  Results of the pre-processing tests

The results of the syntetic data tests for the following pre-processing methods are 

shown and discussed here:

• 3D filter with fixed sphere size followed by intensity thresholding (figures 8.6, 

8.7, and 8.8).

• 3D filter with range dependent spherical cell size followed by intensity thresh

olding (figures 8.9, 8.10, and 8.11).

• 2D averaging filter on intensity image followed by intensity thresholding (fig

ure 8.12).

• Intensity thresholding without pre-processing (figure 8.13).
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The mean percentage of false positives, false negatives and undetected outliers is 

plotted against pre-processing parameters. In the 3D filter cases these are the size 

of the filter and the minimum number of points threshold. For the 2D averaging 

filter it is the cell size of the filter window, and for the intensity thresholding it is 

the threshold value. Apart from the intensity thresholding without pre-processing 

the intensity threshold is constant for comparison of the different approaches. The 

threshold value chosen for this purpose is 0.4, a value which is deemed to be a 

typical threshold value for segmentation of the acoustic intensity image into object 

and background points. A more detailed investigation of the threshold value for 

acoustic image segmentation and other segmentation methods is given in section 

8 .2 .

For the range dependent 3D filter the qualitative results for different parameters 

are displayed in figures 8.14 and 8.15.

The quantitative results from the tests with the 2D filter (figure 8.12) and segmen

tation without pre-processing (figure 8.13) clearly demonstrate that outliers can 

not be successfully removed without a 3D approach. The percentage of undetected 

outliers is always above 90 percent for the 2D filter (figure 8.12) whereas in both 

the 3D approaches the percentage of outliers is always below 90 percent as can be 

seen in figures 8.8 and 8.11. The segmentation without pre-processing (figure 8.13) 

shows that the percentage of undetected outliers drops for large intensity threshold 

values, but at the cost of rapidly increasing number of false negatives.

The results for the 3D filter based on the range dependent spherical cell (figures 8.9, 

8.10, and 8.11) indicate slightly lower false positives, false negatives and undetected 

outlier percentages compared to the results for the 3D filter based on the range
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independent sphere (figures 8.6, 8.7, and 8.8). Considering the nature of the data, 

where points in closer distance to the camera are more accurate and neighbouring 

points will be closer than points in a further distance from the camera, the need for 

a range dependent size of the filter becomes obvious, especially when dealing with 

a scene where object points are located in the whole viewing volume.

As can be seen from the quantitative results and also from the qualitative results for 

the 3D pre-processing methods (figures 8.14 and 8.15) the choice of the parameters 

requires a trade-off between minimising the number of false negatives and positives. 

In order to achieve a small number of false negatives a small number of minimum 

number of points threshold is required and in order to achieve a small number of 

false positives the opposite is true. The choice of the filter cell size is more critical 

with respect to the number of false negatives, where a large value is advisable, 

whereas the number of false positives is not aflFected very much as spurious points 

are likely to be removed already due to their low intensity values in the original 

acoustic data. The number of false positives are always very low (under 5 percent) 

whereas the number of false negatives can reach 100 percent in the worst case.

A morphological closing post-processing step is suggested to further improve the 

performance (closing holes on object areas and removing some more spurious noise 

points). This is a reasonable idea for the subsequent input to the edge and line 

detection for cylinder patch hypothesis generation processes. But it should be noted 

that the pre-processed and thresholded image without the morphological post

processing should be used for the later surface fitting because it will successfully 

have identified unreliable range measurements, which would introduce a high level 

of error in the surface fitting results.
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Figure 8.6: False negatives for range independent filter
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Figure 8.7: False positives for range independent filter
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Figure 8.8: Undetected outliers for range independent filter
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Figure 8.9: False negatives for range dependent filter
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Figure 8.10: False positives for range dependent filter
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Figure 8.11: Undetected outliers for range dependent filter
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Figure 8.12: Pre-processing results for 2D averaging filter
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Figure 8.13: Results for intensity thresholding without pre-processing
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Figure 8.14: Qualitative pre-processing results for range dependent filter (without 
thresholding)
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Figure 8.15: Qualitative pre-processing and segmentation results for range depen
dent filter
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8.2 Segmentation

To test the different segmentation methods described in section 5.2 tests using 

synthetic acoustic images produced by the acoustic imaging simulation described 

in section 4.3 are used. The synthetic data stems from the same scene with three 

intersecting cylinders as used earlier for the pre-processing tests in 8.1. The 3D data 

points as shown in figure 8.1 serve as the point sources input for the acoustic imaging 

simulation. The resulting intensity and range image without any additional noise 

is shown in figure 8.16. The same noise model and noise parameter as described in 

section 8.1 are then used on these images. Ten instances of noisy synthetic acoustic 

image data with the same noise parameters are used for the segmentation tests. An 

example of one instance is shown in figure 8.17.

The main parameters for the different segmentation methods are varied and per

formance measures for the segmentation result are calculated. The performance 

measures are false positives and false negative values (expressed in percentages) 

which are based on the ground truth mask as shown in figure 8.2.
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a)

Figure 8.16: Simulated 3D acoustic image -  a) intensity and b) range image

Figure 8.17: Simulated 3D acoustic image with added noise -  a) intensity and b) 
range image
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8.2.1 Thresholding segm entation

The only parameter for the thresholding segmentation is the intensity threshold 

level. Figure 8.18 shows the results of the synthetic data test by plotting the 

resulting average false positives and false negatives values against the intensity 

threshold value. As could be expected a trade-off for the choice of a threshold 

value has to be made. False negatives increase and false positives decrease with 

increasing threshold values.

The intensity histogram of one instance of the noisy acoustic intensity image is 

shown in figure 8.19. Peaks on both ends, close to zero and close to one, can be 

seen. The threshold values divides the image into background and object points. 

The line in the intensity histogram shows intensity threshold that results in the 

segmentation that is shown in figure 8.20.

For qualitative evaluation thresholding segmentation results for a number of differ

ent threshold values are shown in figure 8.21. It can be seen that for increasing 

threshold values the number of object points decreases, resulting in an increase 

of false negatives and a decrease of false positives, as shown in the quantitative 

evaluation results in figure 8.18.
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Figure 8.18: Thresholding segmentation
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Figure 8.19: Intensity histogram of one instance of a synthetic acoustic image
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Figure 8.20: Thresholding segmentation result for synthetic image (threshold value 
0.3)

b) i c ) ----- d) e) —
/IT

Figure 8.21: Thresholding segmentation results for synthetic image with threshold 
value a) 0.1 b) 0.3 c) 0.5 d) 0.7 e) 0.9
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8 .2.2 Connected com ponents segm entation

The connected componenent segmentation requires two parameters, an intensity 

threshold intthresh and a range threshold dthresh- Figures 8.22 and 8.23 show the 

influence of these parameters on the resulting performance indicated by the per

centage of false negatives and false positives. From these figures it can be seen that 

for increasing intensity threshold values the number of false negatives increases and 

the number of false positives decreases. The influence of the distance threshold is 

not as prominent but a trend can be seen that the number of false negatives in

creases with decreasing distance threshold values and the number of false positives 

increases with increasing distance threshold values.

For qualitative evaluation figure 8.24 shows an example of a result of the con

nected component segmentation for one instance of the synthetic acoustic image 

for intthresh = 0.4 and dthresh =  30. Figure 8.25 shows some more results using 

parameter combinations corresponding to the parameter combinations of the four 

corners shown in the qualitative evaluation results in figures 8.22 and 8.23. From 

this figure it can be seen that the number of object points increases for increasing 

distance threshold values and therefore the number of false positives increases, and 

that the number of object points decreases for increasing intensity threshold val

ues, resulting in increasing number of false negatives as indicated by the qualitative 

evaluation results shown in figures 8.22 and 8.23.
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Figure 8.22: Connected components segmentation -  false negatives
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Figure 8.23: Connected components segmentation -  false positives
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Figure 8.24: Example of connected components segmentation result for synthetic 
image with parameters intthresh = 0 4 and dthresh = 30

Figure 8.25: Connected components segmentation result for synthetic image with 
parameters a) i n t t h r e s h  = 0.1 and d t h r e s h  = 10, b) i n t t h r e s h  = 0.1 and d t h r e s h  = 60,
c) i n t t h r e s h  — 0.8 and d t h r e s h  — 10, d) i n t t h r e s h  — 0.8 and d t h r e s h  — 60
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8.2.3 Fuzzy clustering segm entation

The fuzzification factor is the main parameter of the fuzzy clustering segmentation 

approach. Figure 8.26 shows the performance of the fuzzy clustering segmentation 

for different fuzzification factors. It can be seen that the effect of different fuzzifica

tion factors on the number of false positives and negatives is small. For the range 

of values that have been investigated both, the false positives and false negatives, 

are between 12.5 and 17.5 percent. This suggests that the result of the fuzzy clus

tering segmentation is quite stable and the influence of the fuzzification factor on 

the segmentation result is very small.

Figure 8.27 shows the clustering feature space for one instance of the noisy syn

thetic acoustic image and the resulting segmentation result in feature space for a 

fuzzification factor of 2. The corresponding segmentation result in image space is 

shown in figure 8.28.

Figure 8.29 shows the segmentation results for different fuzzification factors. It can 

be seen, as already suggested by the quantitative evaluation results (figure 8.26), 

that the influence of the fuzzification factor on the segmentation result is almost 

negligible.
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Figure 8.26: Fuzzy clustering segmentation
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Figure 8.27: Clustering feature space for one instance of a synthetic acoustic image 
with segmentation result in feature space for fuzzification factor 2
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Figure 8.28: Fuzzy clustering segmentation result for synthetic image with fuzzifi
cation factor 2

Î  !  i

i i
Figure 8.29: Fuzzy clustering segmentation result for synthetic image with fuzzifi
cation factor a) 2, b) 6, c) 10
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8.2.4 M RF segm entation

There are two parameters, the sensor model parameter as and the threshold value 

ĥUhresĥ  which mainly influence the result of the MRF based segmentation. Figures 

8.30 and 8.31 show the efiFect of these two parameters on the segmentation per

formance. The trend that can be derived from these results is that for increasing 

Sî tthreah number of false negatives increases and the number of false positives 

decreases. For the parameter as there are two diflFerent trends depending on the 

Sî tthraah parameter. For Sî Hhreah 2 to 5 the number of false negatives increases 

and the number of false positives decrease for decreasing values of as- For Sî HhTeah 

from 6 to 8 the reverse trend can be seen.

Figure 8.32 shows the MRF energy development for the MRF segmentation of one 

instance of the noisy synthetic acoustic image for the parameters Sî tthreah — ^ and 

as =  0.4. It can be seen that the MRF energy converges rapidly to a stable value. 

Figure 8.33 shows the corresponding segmentation result.

Figure 8.34 shows the segmentation results for various different segmentation pa

rameter combinations. It can be seen that the number of object points decreases 

with increasing value. Therefore the number of false negatives increases

and the number of false positives decreases with increasing Sî tthreah value, as shown 

in the quantitative evaluation results in figures 8.30 and 8.31.
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Figure 8.30: MRF segmentation -  false negatives
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Figure 8.31: MRF segmentation -  false positives
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Figure 8.32: MRF energy values development for synthetic data with segmentation 
parameters Sî tthresh = 4 and as = 0.4

Figure 8.33: MRF segmentation result for synthetic image with segmentation pa
rameters Sî tthresh — 4 and as = 0.4
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Figure 8.34: MRF segmentation results for synthetic image with segmentation pa
rameters a) = 2 and erg =  0.1, b) =  8 and cjg =  0.1, c) =  2
and as = 0.4, d) Sî tt̂ resk = 4 and as = 0.4, e) Sî ttHresk = 5 and erg =  0.25
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8.3 Edge and straight line detection

The input to the edge and straight line detection process is a binary image produced 

by the previous pre-processing and segmentation step. As suggested a morphologi

cal closing post-processing step is used to close holes in the binary image and remove 

spurious points. To test this process ten noisy synthetic images of the same scene as 

described earlier are produced and pre-processed, segmented and post-processed. 

The pre-processing, segmentation parameters are kept constant and only the rele

vant parameters of the edge and straight line detection process are varied. The edge 

detection process here does not require any parameters as the input is a binary im

age, but the straight line detection process based on the Hough transform requires 

several parameters. The key parameters which are varied in the synthetic data tests 

are the Hough space threshold value, above which the points in the Hough space 

are assumed to belong to significant straight lines, and the gliderlength of the glider 

which determines significant straight line segments. All the other parameters are 

kept constant for the tests performed.

Figure 8.35 shows the average number of straight parallel lines detected for dif

ferent values of the Hough space threshold. As expected the number of detected 

lines falls with increasing threshold value. In this case it is known that four lines 

should be found, thus indicating that a threshold value of 0.6 would result in the 

desired straight line output. Figure 8.36 shows the average number of straight line 

segments depending on the threshold and gliderlength. This figure indicates that 

the number of line segments which are detected increases with decreasing threshold 

and gliderlength.
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Figure 8.35: Average number of straight lines for different Hough space thresholds

threshold
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Figure 8.36: Average number of straight line segments for different Hough space 
thresholds and gliderlengths
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Figure 8.37 shows the resulting straight line segments of the edge and straight line 

detection process on one particular instance of the noisy synthetic input image for a 

selection of Hough space thresholds and gliderlengths. Again it can be seen that the 

number of detected straight line segments decreases with increasing Hough space 

threshold and increasing gliderlength. It is interesting to see that the results for 

gliderlength 6 to 8 are exactly the same as well as are the results for the Hough 

space thresholds 0.4 to 0.6, and 0.7 to 0.8. This suggests that this approach is not 

particularly sensitive to those two parameters as long as they are in a reasonable 

region. This fact makes the choice of parameters easier for the designer of the 

system. For the first pass of the cylinder patch hypothesis process which follows 

the straight line detection process it is important that a suflBcient number of straight 

lines are detected. Therefore it is advisable to choose parameters which result in 

more rather than less straight lines, but keeping in mind that too many straight lines 

will affect the cylinder detection processing speed as more cylinder patch hypotheses 

will be generated.
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Figure 8.37: Straight line segments of one particular instance of the noisy synthetic 
input image for different Hough space thresholds (thr) and gliderlengths (Igth)
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8.4 Surface fitting and cylinder detection

The surface fitting and cylinder detection process has been tested on several syn

thetic images to analyse its performance and limitations. The following scenarios 

have been chosen for the synthetic test images:

•  A cylinder with 50cm radius, perpendicular to the viewing direction, at vary

ing stand-off distances ranging from 3.5m to 12.5m.

• A cylinder at 6.5m stand-off distance perpendicular to the viewing direction 

with varying radii ranging from 10cm to 100cm.

• A cylinder with 50cm radius at a distance of 6.5m to the centre of the cylinder 

with varying slant angles ranging from lOdeg to 70deg.

The synthetic images are 64 x 64 range images where the range values can be 

discretised to multiples of 10cm in order to simulate the characteristic data of 

the real acoustic camera. For the first part of the experiments “perfect” data is 

used. That means no noise, neither in the range nor in the intensity image is 

introduced and the range value discretisation is quasicontinuous (i.e. only limited 

by the accuracy of the computer). Later experiments with noisy synthetic images 

with discretised range values are described to analyse the robustness of the surface 

fitting and cylinder detection process.
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8.4.1 Experim ents w ith “perfect” data

Figure 8.38 shows the second-order polynomial surface fit to 3D data points of 

a “perfect” synthetic image of a cylinder with 50cm radius, perpendicular to the 

viewing direction at 3.5m stand-off distance.

The estimates of the radii using the mean curvature H  from the surface fitting pro

cedure (as described in chapter 6.1.2, equation 6.17) for varying stand-off distances, 

slant angles and cylinder radii are summarised in figures 8.39, 8.40, and 8.41. It 

can be seen that the estimated radius in all the cases is larger than the actual 

known radius. The only exception, as can be seen in figure 8.41, is the case where 

the actual radius is 10cm and the estimated radius is close to zero. This can be 

explained by the fact that the range image resolution is too small to allow a proper 

reconstruction of the cylinder by surface fitting. Otherwise the larger estimated 

radius results from the use of a second order polynomial fit which can at best only 

represent an elliptic cylinder. For the radius estimation a generic correction factor rj 

is thus introduced which corrects the radius estimate r (using the mean curvature 

value) in such a way that a better, corrected cylinder radius estimate is achieved

r'corr =  ( 8 . 6 )

Figure 8.42 shows the ratio of the actual known cylinder radius to the estimated 

radius for varying radii starting from 20cm. The mean value of the ratio is 0.68. 

For the varying stand-off distances the mean estimated radius is 72.28cm, and for 

the varying slant angles it is 71.50cm. The known actual radius for those cases is 

50cm, thus resulting in a mean ratio of actual to estimated radius of 0.69 and 0.70. 

Considering the results of all three experiments with “perfect” data, a value of 0.7 

is adopted for 77.
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Figure 8.38: Second order polynomial surface fit (mesh surface) to the 3D data 
points (dark points)
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Figure 8.39: Radius estimated from surface fitting for varying stand-off distance
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Figure 8.40: Radius estimated from surface fitting for varying slant angle
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Figure 8.41: Radius estimated from surface fitting for varying radii
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Figure 8.42: Ratio of actual to estimated radius for varying radii
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The direct cylinder fitting based on numerical least-squares optimisation requires 

initialisation with an initial estimate of the cylinder position and direction. For 

this purpose the cylinder position and direction derived from the polynomial sur

face fitting procedure is used. Figure 8.43 shows the mean squared error of fit of the 

estimated cylinder using the results from the surface fitting and after employing the 

direct cylinder fitting procedure, and figure 8.44 shows the corresponding difference 

between estimated and known stand-off distance. It should be noted that in order 

to be able to compare the results and see what effect the direct cylinder fitting 

procedure has on the accuracy of the cylinder estimation, the radius for both mea

surements is assumed to be known and fixed (in this particular case it is assumed 

to be 50cm). This assumes that possible radii are known a priori and that the 

corrected estimated radius can be used to guide the selection of the radius of the 

detected cylinder. It is interesting to see that the direct cylinder fitting does not 

always result in an improvement in the mean squared error of fit or the estimated 

stand-off distance. This suggests that the minimisation algorithm gets stuck in a 

local minimum. To prove this point the experiment has been performed again for 

the stand-off distance of 450cm and the z-value of the initially estimated point 

on the cylinder axis has been perturbed by less than one cm (from —448.73cm to 

448.0cm). This resulted in 0.0013cm^ mean squared error of fit after the direct 

cylinder fitting as opposed to an initial value of 2.8682cm^. The periodic behaviour 

seen in the figures 8.43 and 8.44 is assumed to be an effect of the discrete pixelisation 

of the 3D data points.
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Figure 8.43: Mean squared error of cylinder fit for varying stand-off distance
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Figure 8.44: Difference of actual to estimated stand-off distance for varying stand
off distance
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Figures 8.45 and 8.46 show the mean squared error of fit for varying slant angles 

before and after the direct cylinder fitting, and figures 8.47 and 8.48 show the corre

sponding difference between estimated and actual slant angle. Here the initial error 

of fit can be seen to be quite large (in the 10'̂  region) and can be improved consider

ably by the direct cylinder fitting procedure (to the 10“'* region). Correspondingly 

the slant angle error is also improved considerably.

197



CHAPTER 8. SYNTHETIC DATA TESTS

30 40 50
slant angle [deg]

Figure 8.45: Mean squared error of cylinder fit for varying slant angle
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Figure 8.46: Mean squared error of cylinder fit for varying slant angle after direct 
fitting
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Figure 8.47: Difference of actual to estimated slant angle for varying slant angle
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Figure 8.48: Difference of actual to estimated slant angle for varying slant angle 
after direct fitting
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Figures 8.49 and 8.50 show the input data (3D points) and the fitted cylinders 

after the direct cylinder fitting procedure for varying stand-off distances and slant 

angles.
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Figure 8.49: Cylinder fitting results for varying stand-off distances
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Figure 8.50: Cylinder fitting results for varying slant angles
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8.4.2 Experim ents w ith noisy and discrete data

Experiments to analyse the (theoretical) performance and limitations of the cylin

der approximation by quadric surface fitting and direct cylinder fitting have been 

performed on the following synthetic images:

• sparse range image with discrete range values and increasing distance to the

cylinders which are perpendicular to the viewing direction,

• sparse range image with discrete range values and increasing slant angles,

•  sparse range image with discrete range values and increasing radius,

• sparse range image with discrete range values and increasing range measure

ment noise.

Figures 8.51, 8.52 and 8.53 show the estimated radius using the results from surface 

fitting for varying stand-off distance, slant angle and cylinder radius. It can be seen 

that the discretisation of the range data does not have a big effect on the radius 

estimation as the results are very similar to the quasi continuous case.

The mean squared error of fit and the diflference between the estimate and actual 

stand-off distance before and after direct cylinder fitting for varying stand-off dis

tance can be seen in figures 8.54 and 8.55. As in the quasicontinuous case the direct 

cylinder fitting procedure does not improve the result in all the cases suggesting 

that the minimisation method gets stuck in a local minimum.
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Figure 8.51: Radius estimated from surface fitting for varying stand-off distance
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Figure 8.52: Radius estimated from surface fitting for varying slant angle
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Figure 8.53; Radius estimated from surface fitting for varying radii
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Figure 8.54: Mean squared error of cylinder fit for varying stand-off distance
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Figure 8.55: Difference of actual to estimated stand-off distance for varying stand
off distance (discrete range data)
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The mean squared error of fit before and after direct cylinder fitting for varying slant 

angle is shown in figures 8.56 and 8.57. In this case, as in the previous experiment 

with “perfect” range data a considerable improvement of the mean squared error 

of fit is achieved by the direct cylinder fitting procedure.
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Figure 8.56: Mean squared error of cylinder fit for varying slant angle (discrete 
range data)
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Figure 8.57: Mean squared error of cylinder fit for varying slant angle after direct
fitting (discrete range data)
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Figure 8.58: Difference of actual to estimated slant angle for varying slant angle 
(discrete range data)

The difference of the actual to estimated slant angle is shown in figure 8.58 for the 

initial estimate and after direct cylinder fitting. It can be seen that the slant angle 

estimate does not considerably improve after direct cylinder fitting, suggesting that 

the initial estimate is already reasonably good and the improvement of the mean 

squared error of fit is mainly due to the point on the cylinder axis estimate.

Figure 8.59 shows the ratio of the actual to the estimated radius for the varying 

cylinder radius experiment. It can be seen that the results for the discrete range 

data are very similar to the results from using “perfect” range data.

For the experiments with range measurement noise an average of the results for 

several noisy images is taken. The range measurement noise is zero mean Gaussian 

noise.

Figure 8.60 shows the average radius estimated from the results of the surface fitting 

process for a cylinder at stand-off distance 950cm and and a cylinder with slant
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Figure 8.59: Ratio of actual to estimated radius for varying radii
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Figure 8.60: Average radius estimated from surface fitting for varying range mea
surement noise

angle 40deg with varying range measurement noise. The averages are taken for 20 

instances of noisy images for each variance value. The actual cylinder radius in 

both instances is 50cm. It can be seen that the estimated radius tends to decrease 

for higher range error variance values.
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Figure 8.61 shows the mean squared error of fit for the cylinder at stand-off distance 

950cm with increasing range measurement noise. As can be expected the error of fit 

increases with increasing measurement noise and direct cylinder fitting can improve 

the error in some cases, especially for the higher noise variance values.

Figures 8.62 and 8.63 show the mean squared error of fit for the cylinder with slant 

angle 40deg for increasing range measurement noise. The direct cylinder fitting 

improves the error of fit and as expected the trend of increasing error of fit for 

increasing measurement noise is visible.
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Figure 8.61: Mean squared error of cylinder fit for cylinder stand-off distance 950cm
and varying range measurement noise
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Figure 8.62: Mean squared error of cylinder fit for slant angle 40deg and varying 
range measurement noise
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Figure 8.63: Mean squared error of cylinder fit for slant angle 40deg and varying
range measurement noise after direct fitting
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8.5 Model matching, location and pose estim a
tion

The model matching and location and pose estimation procedure described in chap

ter 6.2 is tested using synthetic data as shown in figure 8.1. This single test using 

synthetic data demonstrates the feasibility of the model matching, location and 

pose estimation method. Tests to further validate the feasibility of the methods 

using real data are described in chapter 9.3.

Figure 8.64 shows the three cylinders in the camera co-ordinate system which have 

been detected from synthetic acoustic camera data. The sphere displayed centers 

at the intersection between the three cylinder axes which has been calculated and 

the labels 1 to 3 have been assigned to the cylinders. The model node which is to 

be matched to the given detected cylinders in order to calculate the global location 

and orientation of the camera is displayed in figure 8.65, where the model cylinders 

are also labelled with numbers from 1 to 3.

The model matching procedure, as described in chapter 6.2, on the feature and 

model graph shown in figure 8.66 will produce two subgraph isomorphisms with 

the following two correspondance lists: [(3,1), (2,2), (1,3)] and [(3,1), (1,2), (2,3)], 

where the first element of the correspondance pair relates to the cylinder index 

number in the model graph and the second to the one in the feature graph. Using 

the correspondance list the rotation matrix R cn can be calculated. With the known 

transformation matrix which transforms points in the node co-ordinate system into 

points in the global co-ordinate system the transformation matrix which transforms 

points in the camera co-ordinate system to points in the global co-ordinate system 

can be calculated as described in chapter 6.3, thus defining the location and pose
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Figure 8.64: Detected cylinders in camera co-ordinate system

of the camera. Figure 8.67 shows the calculated location and pose of the camera 

co-ordinate system and the corresponding acoustic camera data matched to the 

cylinders of the model node in the global co-ordinate system.
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Figure 8.65: Cylinders of a model node in the global co-ordinate system
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Figure 8.66: Feature and model graph
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Camera OS

Global OS

Figure 8.67: Acoustic camera data matched to the cylinders of the model node in 
the global co-ordinate system and resulting camera location and pose
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8.6 Conclusions

Synthetic data tests with known ground truth and controlled noise parameters have 

been performed for the individual processes and the influence of the key parameters 

on the performance has been investigated.

The performance of the 3D pre-processing filters have been compared to 2D ap

proaches. It has been shown that a 3D approach is required to deal efficiently with 

outliers. The results for the 3D filter based on the range dependent spherical cell 

indicate slightly lower false positives, false negatives and undetected outlier per

centages compared to the results for the 3D filter based on the range independent 

sphere. The choice of the 3D filter parameter values requires a trade-oflf between 

minimising the number of false negatives and positives. The choice of the filter cell 

size is more critical with respect to the number of false negatives, where a large 

value is advisable, whereas the number of false positives is not affected very much 

as spurious points are likely to be removed already due to their low intensity values 

in the original acoustic data.

The performance of the investigated segmentation methods strongly depends on 

the choice of the parameters. In terms of simplicity and speed the intensity thresh

olding has clear advantages. The fuzzy clustering segmentation approach has the 

advantage that the results are not influenced much by the choice of parameters but 

has the disadvantage of slow processing time. The connected components segmen

tation method has the advantage of taking into account the 3D information but 

this can also be done by combining the 3D pre-processing filter with the intensity 

thresholding segmentation. The MRF based segmentation method described here
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has the major disadvantages that the parameters are difficult to choose to make the 

method work well or at all and that the processing time is slow.

It has been shown that the performance of the straight line detection process is 

robust with regards to the parameters, and therefore simplifies the choice of param

eters. It should be noted however that a sufficient number of straight lines should 

be detected so that enough first pass cylinder patch hypotheses are generated, but 

also keeping in mind that the overall cylinder detection processing speed decreases 

with the number of hypotheses that need to be processed.

The quadric surface fitting experiments have shown that the radius of a cylinder is 

systematically estimated as being larger than it actually is, therefore a correction 

factor has to be introduced for estimating the radius of cylinders using the second 

order polynomial fitting approach. It also has been shown that the direct cylinder 

fitting which uses the initial cylinder estimates from the polynomial fitting generally 

improves the cylinder fit in a least squares sense but can also deteriorate in some 

cases where the numerical minimisation method gets stuck in local minima for the 

given initial cylinder parameter estimates.

The model matching, and location and pose estimation procedure is demonstrated 

by a simple example of matching a three cylinder node to synthetic data.

In the following chapter real data test results of the different segmentation methods 

and the range edge detection using the Canny edge detector are shown, and the 

feasibility of the cylinder-based model matching procedure for real data is demon

strated.
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Real data tests

To prove the feasibility of the cylinder-based model matching procedure with real 

acoustic camera data, tests have been performed and the results are summarised 

here. In the first part the different segmentation methods which have been tested 

on synthetic acoustic images are applied to real acoustic camera data. The second 

part demonstrates the feasibility of the Canny edge detector for use with acoustic 

camera data. Finally all cylinder detection processes are applied to real acoustic 

camera data for different scenes.

9.1 Results for different segm entation m ethods

A scene with three cylinders is used and the intensity and range image of the 

real acoustic data used for the segmentation processes is shown in figure 9.1. The 

following segmentation methods described in chapter 5.2 are applied:

•  intensity thresholding

• connected components segmentation

• fuzzy clustering segmentation

•  Markov random field (MRF) segmentation
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a)

Figure 9.1: Input for segmentation on real acoustic a) intensity image and b) range 
image

Results for different parameter settings of the segmentation methods are shown but 

not discussed. For a discussion of the influence of the parameters on the performance 

of the individual segmentation methods refer to the synthetic data tests in chapter 

8 and the theory section in chapter 5.2.

The intensity histogram of the acoustic intensity image is shown in figure 9.2. The 

line in the intensity histogram shows intensity threshold that results in the seg

mentation that can be seen in figure 9.3. Results for other thresholding values are 

shown in figure 9.4.

The results for connected component segmentation for different parameters are 

shown in figure 9.5.

The Clustering feature space for the real acoustic image is shown in figure 9.6. The 

corresponding segmentation result is shown in figure 9.7.

Figure 9.8 shows the MRF energy development for the MRF segmentation on the 

real image and figure 9.9 shows the corresponding segmentation result.
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Figure 9.2; Intensity histogram for real acoustic image

Figure 9.3: Thresholding segmentation result for real image
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Figure 9.4: Thresholding segmentation results for real acoustic image with threshold 
value a) 0.1 b) 0.3 c) 0.5 d) 0.7
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Figure 9.5: Connected components segmentation result for real acoustic image with 
parameters a) intthresh = 0.1 and dthresh = 10, b) intthresh =  0.1 and dthresh =  60, 
c) = 0.8 and d̂ /ires/i — 10, d) — 0.8 and =  60

1
0.9

0.8

%06

§
.g 0.5
5
I  0.4 

I  0.3 

O.Z 
0.1

o object feature points 
o background feature points

norfb _ V..
cP ° °

o°  o5_ °  o%
o” o  @ O q°  °  O

'UJ O O o n  O
CD »  0 ^ 0  O Oo

O c%
(^0^0 o

% o

0.3 0.4 0.5 0.6 0.7 0.8
normalised intensity

Figure 9.6: Clustering feature space for real acoustic image

Figure 9.7: Example of fuzzy clustering segmentation result for real image
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Figure 9.8: MRF energy values development

Figure 9.9: MRF segmentation result for real image
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For the following cylinder detection framework tests on real acoustic camera data 

the intensity thresholding approach is used. The intensity thresholding approach is 

the simplest and fastest of the investigated methods and can yield adequate results 

compared to the other methods. The fuzzy clustering approach is slower but has the 

major advantage that the influence of the parameters of this method does not change 

the results much. The connected components approach has the advantage that it 

also takes the range information into account. Using the thresholding method, 

the range information can be taken into account be using the 3D pre-processing 

step prior to intensity thresholding. The MRF approach as implemented here is 

not recommended for this application as it is slow and it is not straightforward to 

determine parameters which result in a good segmentation of the acoustic image.

9.2 Range edge detection tests

In section 5.4 an edge detection process for 3D acoustic camera images is described 

which combines edges from the contours of the segmentation masks and range edges. 

The range edges are found using the Canny edge detection method. The results 

of the Canny edge detection method applied to a real range image from the 3D 

acoustic camera are presented here to demonstrate the feasibility of the Canny 

edge detection method for 3D acoustic images and to demonstrate the effects of 

different parameters on the range edge detection results. To visualise the range 

data in a way that highlights the range edges, a 3D representation of the the range 

image as shown in figure 9.1 can be seen in figure 9.10.

Results of the Canny edge detector applied to the real 3D acoustic range image 

(figure 9.1 and 9.10) for different parameters are shown in figure 9.11. The pa-
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O) 600

^  400 ̂

Figure 9.10: 3D representation of the range image

rameters for the Canny edge detector are the standard deviation a of the Gaussian 

convolution and the hysteresis thresholds tlireshhigh and threshiow-

It can be seen that for higher hysteresis thresholds less edges are detected and 

that smoothing with different standard deviation values results in slightly different 

edges. For higher standard deviation values there are more discontinuous edges.
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a)
I
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Figure 9.11: Range edges from using Canny edge detection with parameters a)cr =  1, 
threshhigh = 0.2 and threshiow = 0.08 b)cr =  1, thresh^igh = 0.4 and threshiow = 
0.16 c)cr =  2, threshhigh = 0.2 and threshiow = 0.08 d)a = 2, threshhigh = 0.4 and 
threshiow = 0.16
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9.3 Cylinder detection framework tests

The cylinder-based model matching process described in chapter 7.3 integrates the 

individual processes and a number of real data tests have been performed to validate 

the feasibility of this procedure. Three representative test examples are described 

here. In the first two real data tests a corner of the rig structure consisting of three 

cylinders and the seafloor is visible in the viewing volume of the acoustic camera 

and each test consists of three different input 3D acoustic images of the same scene 

taken at different instances in time. In the third real data test a node of the rig 

structure consisting of five cylinders and the seafioor can be seen in the acoustic 

image.

9.3.1 Real data test 1 and 2

Figure 9.12 shows a sketch and figure 9.13 shows an underwater camera picture of 

the scene viewed by the 3D acoustic camera in the real data test 1 and 2.

Figures 9.14 and 9.16 show the intermediate results of the cylinder detection frame

work from the original acoustic image to the extracted parallel straight lines. The 

final results of the detected cylinder segments can be seen in figures 9.15 and 9.17.

The real data test 1 highlights the difficulty of correctly estimating the radius of 

the detected cylinder in real data. In two of the three instances one of the 25cm 

radius cylinders is falsely identified as a 50cm radius cylinder. Real data test 2 does 

not have this problem, but in one of the instances a spurious cylinder segment has 

been falsely recognised.

224



CHAPTER 9. REAL DATA TESTS

Figure 9.12: Sketch of scene for real data test 1 and 2

Figure 9.13: Underwater camera image of scene for real data test 1 and 2
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Figure 9.14: Real data test 1 - from acoustic image to parallel straight line segment 
extraction
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Figure 9.15: Real data test 1 - recognised cylinder segments
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Figure 9.16: Real data test 2 - from acoustic image to parallel straight line segment 
extraction
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Figure 9.17: Real data test 2 - recognised cylinder segments
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Test camera position {x, y, z) in cm camera pose (a, /?, 7 ) in degrees
Real data test 1-1 [-408.57,181.41,605.04] [179.55,54.11,2.43]
Real data test 1-2 [-405.48,168.91,602.35] [179.15,51.31,4.46]
Real data test 1-3 [-412.97,168.59,599.89] [178.03,51.97,1.11]
Real data test 2-1 [-305.91,138.24,306.50] [177.99,50.20,1.14]
Real data test 2-2 [-302.67,155.27,307.05] [175.85,51.02,2.26]
Real data test 2-3 [-320.13,173.74,305.48] [173.54,50.26,3.90]

Table 9.1: Position and pose estimation results for real data tests

Using the extracted features that are summarised in Appendix C, and a model cylin

der node as in figure 8.65, the global position and orientation of the ROV/camera 

can be calculated. The model matching procedure produces a number of possible 

subgraph isomorphisms and the appropriate subgraph isomorphism has in this case 

been selected by the user. The resulting position and pose information which has 

been extracted is summarised in table 9.1. This information can then be used to 

visualise the ROV position and pose within a virtual environment as described in 

the appendix 3 to give the operator a clear picture of the scene.
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9.3.2 Real data test 3

Figure 9.18 shows a sketch and figure 9.19 shows an underwater camera picture of 

the scene viewed by the 3D acoustic camera in the real data test 3.

Figure 9.20 show the intermediate results of the cylinder detection framework from 

the original acoustic image to the extracted parallel straight lines for the real data 

test 3, and figure 9.21 shows the detected cylinder segments. Table 9.2 summarises 

the features extracted before and after the direct cylinder fitting. It can be seen 

that in the real data test 3 the system has trouble finding all five cylinders in 

the first pass and only three of the cylinders have been detected. This is a result 

of the straight line segment extraction which fails to extract straight line segments 

which would produce cylinder hypotheses masks corresponding to the not identified 

cylinder segments.
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Figure 9.18: Sketch of scene for real data test 3

Figure 9.19: Underwater camera image of scene for real data test 3

The iterative cylinder detection procedure was not necessary in the real data tests 1 

and 2 as the termination criteria has been reached after the first pass of the iterative 

procedure already. The real data test 3 however makes use of the subsequent 

iterations to find the remaining cylinders that have been missed in the first pass of 

the procedure.

In the second pass, for each of the detected cylinders, the distance of each 3D 

acoustic image point to the detected cylinder is calculated, then all points within 

a certain distance to the cylinder are labelled as belonging to that cylinder, thus 

resulting in a new set of cylinder patch hypotheses.
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Original acoustic intensity images Pre-processed  acoustic intensity images
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Edge images Parallel straigtit line segm ent images

Figure 9.20: Real data test 3 - from acoustic image to parallel straight line segment 
extraction
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Figure 9.21: Real data test 3 - recognised cylinder segments
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Cyl.nr. initial best fit
point on axis [1,  m, n) 1 (-273.54,-44.94,-969.67) (-272.30,-43.82,-963.48)

[cm] 2 (43.84,-224.06,-1048.1) (45.31,-545.11,-1066.9)
3 (309.41,-46.40,-920.42) (307.56,-46.64,-917.38)

axis direction { v x , V y , V z ) 1 (-0.97,-0.02,0.24) (-0.97,-0.08,0.21)
2 (0.06,-0.99,0.00) (0.01,-0.99,0.01)
3 (0.85,0.07,0.52) (0.85,-0.01,0.52)

radius R 1 295 25
[cm] 2 345 50

3 255 25
mean squared error of fit 1 88.72 25.62

[cm2] 2 431.64 23.36
3 1020.9 28.76

proximity measure dij (1.2) 1.69 41.95
[cm] ( 1,3) 26.01 29.74

(2,3) 32.94 5.73
intersection angle cnj (1,2) 92.51 85.93

[deg] (1,3) 45.21 136.33
(2,3) 89.38 88.53

intersection point Pij (1,2) (32.08,-38.99,-1047.3) (44.53,-18.45,-1052.9)
[cm] (1,3) (82.09,-50.98,-1058.0) (95.83,-29.22,-1044.0)

(2,3) (42.18,-66.97,-1062.2) (41.88,-43.29,-1075.6)

Table 9.2: Real data test 3: Direct cylinder fitting results compared to initial 
estimates
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Figure 9.22 shows all three new cylinder patch hypotheses combined in one for a 

distance of 10cm within the cylinders.

The new cylinder patch hypotheses can then be used in a second direct cylinder 

fitting procedure to further increase the accuracy of the detected cylinder features. 

As the previous cylinder feature results can be used as initial values for the iterative 

direct cylinder fitting proceduere, the surface fitting procedure to produce initial 

values is not required in this second iteration of the cylinder detection procedure. 

Also the points in the 3D acoustic image which have not been classified yet are 

extracted by subtracting the mask in figure 9.22 from the post processed segmen

tation mask, in this case resulting in the mask seen in figure 9.23. Removing all 

connected regions which have less than a certain minimum number of points will 

result in significant regions of points where not yet detected cylinders might be, 

thus specifying additional cylinder patch hypotheses. Figure 9.24 shows the two 

resulting regions after removing all connected regions with less than 20 points.

Figure 9.22: Real data test 3: New cylinder patch hypotheses
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Figure 9.23: Real data test 3: Not classified points

Figure 9.24: Real data test 3: Additional cylinder patch hypotheses
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Figure 9.25: Real data test 3: Final cylinder detection result

Using the surface fitting and direct cylinder fitting procedures the cylinders for the 

additional cylinder patch hypotheses are extracted. Figure 9.25 shows the final 

cylinder detection result of real data test 3 including the cylinders that have been 

detected by the second iteration using feedback from the previous cylinder detection 

results.

The termination criteria for the real data test is fulfilled after the second pass of 

the iterative cylinder detection process.
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9.4 Conclusions

Real acoustic camera data for the real data tests has been gathered by divers using 

the EchoScope acoustic camera at an underwater site in Norway where a 20m 

wide and 16m high rig from Det Norske Veritas is located. The real data tests 

demonstrate the results of the different segmentation methods on real 3D acoustic 

camera data and demonstrate the integrated cylinder detection framework. Also 

the feasibility of using the Canny edge detection method on 3D acoustic camera 

data has been demonstrated.

It can be seen that in the first two real data tests all cylinders are detected in the first 

pass of the cylinder detection processing chain, and therefore the iterative cylinder 

detection procedure was not initiated. The third test demonstrates a case where 

the iterative cylinder detection procedure is initiated and recognises the remaining 

cylinders which have been missed by the first pass. This demonstates that the cylin

der detection framework has successfully integrated the individual processes into a 

processing system which can transform the 3D acoustic camera data into a format 

that can be easily used for interpretation by an operator for easier ROV navigation 

in a semi-unstructured environment where cylindrical objects are present.

The matching of the detected cylinders to the model structure for calculation of the 

global position estimate which allows the generation of a virtual environment has 

not been automated and still requires some user interaction. The main difficulty 

of the integrated system lies in the selection of adequate parameters for each of 

the individual processes. A bad choice of parameters could result in a substantial 

increase of the overall processing time, cylinders not being recognised, or cylinders
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being detected where there are none present. With synthetic data tests the influence 

of key parameters on the performance of the individual processes has been analysed 

and the results can be used qualitatively to tune the parameters of the integrated 

system to achieve good results for the application on real data.
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Chapter 10 

Conclusions and future work

A cylinder detection framework for 3D underwater acoustic images has been devel

oped. In this chapter a brief summary of the main achievements, contributions and 

conclusions are given and some topics for further research are suggested.

10.1 Summary of achievements and contributions

The main contributions of this thesis include

• a novel 3D pre-processing filter,

• additions to line and line segment detection methods,

• the system description using concepts from the theory of multi-level, hierar

chical systems, and

• extensive evaluation tests using synthetic and real data.

Methods for processing 3D acoustic camera images from pre-processing to model 

matching have been investigated and the integration of those in a formal description 

of a cylinder detection framework based on the theory of multilevel, hierarchical
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systems has been suggested. This description facilitates the understanding and 

analysis of the system. Furthermore, the modular approach with clearly defined 

interfaces makes the extension and modification of the existing system easier.

A 3D pre-processing filter for acoustic camera data has been developed which takes 

into account the range dependent positional uncertainty of the measured points. 

This filter eliminates outliers and smoothes the intensity image while preserving 

the range image (thus preserving range discontinuities).

Different segmentation methods which segment the 3D acoustic image into regions 

of object points and background points have been investigated. It has been found 

that the simple intensity image thresholding approach is sufficient, and as it is a 

very fast method it has been chosen for the integrated system,

A post-processing step is suggested which can eliminate the object points which 

are associated with the seafioor. This step is not absolutely necessary because 

object points associated with the seafioor would be rejected anyway in later stages 

of the hypothesis reduction processes. Rejecting some object points that are not 

associated with the rig structure at an early stage simplifies and increases the speed 

of the following processes as only edges and straight line segments likely to be 

associated with the rig structure will be detected, and the number of cylinder patch 

hypotheses can reduce drastically.

The edge image is calculated from the segmented and post-processed image and 

the range image. Straight lines are found using a Hough accumulator on the edge 

image. As the main features of cylinders have been identified to be “almost parallel” 

straight line segments, a filter on the Hough space accumulator has been developed 

which removes any points in the Hough accumulator which does not have a cor
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responding “almost parallel” straight line partner. Additionally “almost parallel” 

straight lines which do have a partner, but whose distance to the partner is too large 

are eliminated. This is useful as information on the maximum radius of the cylinder 

which is to be detected and the minimum expected range to the cylinder can be 

translated to a maximum distance in the image plane between parallel straight lines 

which are of interest.

To find significant parallel straight line segments within the remaining parallel 

straight lines a modified glider approach is used which makes use of not only the 

intensity image information but also the range image information. Additionally to 

take into account the incomplete, low resolution nature of the given data, and to 

make the straight line segment detection process more robust to noise, instead of 

only comparing the immediate left and right neighbouring points for significant in

tensity or range value differences a 3x3 window of neighbouring points is considered.

To generate a first set of cylinder patch hypotheses a simple combinatorial approach 

using the detected parallel straight line segments is suggested. Because of the 

noisy and incomplete nature of the data the conventional method of estimating 

curvature information for each point is not possible and therefore for each of those 

cylinder patch hypotheses a cylinder estimate is calculated using a method based 

on quadric surface fitting and estimation of the principal curvatures. On the basis 

of the estimated principal curvatures an initial reduction of the number of cylinder 

hypotheses can be performed by eliminating all hypotheses which are not likely to 

be cylinders.

The surviving cylinder hypotheses of the previous step are then used as a starting 

point for a direct cylinder fitting procedure based on minimising a mean squared
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distance measure of the data points associated with the cylinder patch hypothesis to 

the estimated cylinder hypothesis. A second round of cylinder hypothesis reduction 

is performed on the basis of the success, measured by the mean squared distance 

measure, of this process. For the remaining cylinder hypotheses a model feature 

graph is extracted which can be used for the model matching process. This graph 

contains information about the relative position and orientation of the cylinders 

and their position and orientation in the camera coordinate system.

In order to estimate the position and orientation of the camera in the global coordi

nate frame the homogeneous transformation matrix which transforms points in the 

camera coordinate frame into points in the global coordinate frame is estimated. 

This involves estimating an approximate intersection point of the recognised cylin

ders and estimating the rotation matrix using the correspondences between the 

cylinder axis directions of the recognised and known model cylinders by a least- 

squares estimate.

The global position and orientation information is visualised in a virtual environ

ment user interface which shows the model of the rig structure and the estimated 

location of the ROV/camera including the original 3D acoustic image. This clear 

picture of the environment can then be used by the operator for navigation pur

poses. The operator can choose any viewpoint by rotating, translating and zooming 

into the scene to get a clear virtual picture of the ROV location and pose with re

spect to the known environment. This allows him to easily evaluate the situation 

and plan his actions accordingly. It should be noted that the methods and the inte

grated framework described in this thesis allow the calculation of the ROV location 

and pose from a single 3D acoustic camera image, but are too slow for real-time
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navigation purposes. There is scope for improving the speed of the existing calcula

tion for example by optimising the code, using a compiler instead of an interpreter 

programming language, or using parallel computing methods.

Experimental performance evaluation tests have been performed on synthetic and 

real data. The influence of parameters of the individual processes on the perfor

mance has been investigated and the feasibility and limitations of the suggested 

cylinder detection framework have been shown.

10.2 Conclusions

The navigation of an ROV is a complex task and ways to make this task more 

efficient and reliable are subject of ongoing research. Such navigational aids com

monly involve computer aided interpretation of sensor data such as underwater 

camera data. 3D acoustic cameras are not standard equipment of ROV’s but the 

three-dimensional data in itself already gives useful information which can be inter

preted by a human operator for navigational tasks. Processing of the 3D acoustic 

camera data can further facilitate the ease of interpretation for the operator. In this 

thesis automated ways to interpret 3D acoustic camera data to detect cylinders have 

been investigated. Cylinders are common elements of man-made subsea structures 

and therefore detection of cylinders is a practical approach for a navigational aid 

of an ROV in a semi-unstructured environment with man-made subsea structures.

Methods to process 3D acoustic camera data have been derived from conventional 

intensity and range image processing methods. However the incomplete and noisy 

3D acoustic data requires some adaptations of the conventional methods so that 

they can be applied successfully.
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The individual processing methods have to be integrated into a framework which 

combines the individual processes. A framework as implemented here describes the 

interaction between the individual processes and control and feedback mechanisms 

in a formal manner. This is important for the understanding of the system and 

allows for easy modifications and extensions of the system.

The synthetic data tests have shown the influence of key parameters of the individ

ual processes on their respective performance.

It has been demonstrated that the 3D pre-processing filter is able to remove out

lier points more efficiently than conventional 2D pre-processing filters. The range 

dependent filter size as opposed to the fixed filter size has the advantage of taking 

into account that the data points closer to the camera are more accurate and that 

neighbouring points are closer than points in a further distance from the camera.

It is difficult to decide which of the segmentation methods that have been investi

gated here is better suited for the 3D acoustic camera data. The performance of 

each method strongly depends on the choice of the parameters. In terms of sim

plicity and speed the intensity thresholding has clear advantages and is therefore 

chosen as the preferred method in the cylinder detection framework. The fuzzy 

clustering segmentation approach has the advantage that the results are not influ

enced much by the choice of parameters but has the disadvantage of slow processing 

time. The connected components segmentation method has the advantage of tak

ing into account the 3D information but this can also be done by combining the 

3D pre-processing filter with the intensity thresholding segmentation. The MRF 

based segmentation method described here has the major disadvantages that the 

parameters are difficult to choose to make the method work well or at all and that
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the processing time is slow, therefore the MRF based segmentation method is not 

recommeded for the cylinder detection framework.

The edge and straight line detection process is important for generating the first 

pass cylinder patch hypotheses. It has been shown that the performance of the 

straight line detection process is robust with regards to the parameters, and there

fore simplifies the choice of parameters. It should be noted however that a sufficient 

number of straight lines should be detected so that enough first pass cylinder patch 

hypotheses are generated, but also keeping in mind that the overall cylinder de

tection processing speed decreases with the number of hypotheses that need to be 

processed.

The quadric surface fitting experiments have shown that the radius of a cylinder is 

systematically estimated as being larger than it actually is, therefore a correction 

factor has to be introduced for estimating the radius of cylinders using the sec

ond order polynomial fitting approach. With the second order polynomial fitting 

approach an elliptic cylinder can not be fitted and fitting a parabolic cylinder to 

elliptic cylinder data results in the systematic error in the radius estimation. Al

though an elliptic cylinder can not be fitted using this approximation, often the 

parabolic cylinder approximation to an actually elliptic cylinder is still very practi

cal and has therefore been adopted here. For example, this description allows rapid 

screening for non-cylindrical patches which can be discarded at an early processing 

stage.

It also has been shown that the direct cylinder fitting which uses the initial cylinder 

estimates from the polynomial fitting generally improves the cylinder fit in a least 

squares sense but can also deteriorate in some cases where the numerical minimi
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sation method gets stuck in local minima for the given initial cylinder parameter 

estimates.

Real acoustic camera data for the real data tests has been gathered by divers using 

the EchoScope acoustic camera at an underwater site in Norway where a 20m wide 

and 16m high rig from Det Norske Veritas is located. The real data tests demon

strate the results of the different segmentation methods on real 3D acoustic camera 

data and demonstrate the integrated cylinder detection framework. Also the feasi

bility of using the Canny edge detection method on 3D acoustic camera data has 

been demonstrated. It can be seen that in the first two real data tests all cylin

ders are detected in the first pass of the cylinder detection processing chain, and 

therefore the iterative cylinder detection procedure was not initiated. The third test 

demonstrates a case where the iterative cylinder detection procedure is initiated and 

recognises the remaining cylinders which have been missed by the first pass. This 

demonstates that the cylinder detection framework has successfully integrated the 

individual processes into a processing system which can transform the 3D acoustic 

camera data into a format that can be easily used for interpretation by an operator 

for easier ROV navigation in a semi-unstructured environment where cylindrical 

objects are present. The matching of the detected cylinders to the model structure 

for calculation of the global position estimate which allows the generation of a vir

tual environment has not been automated and still requires some user interaction. 

The main difficulty of the integrated system lies in the selection of adequate param

eters for each of the individual processes. A bad choice of parameters could result in 

a substantial increase of the overall processing time, cylinders not being recognised, 

or cylinders being detected where there are none present. With synthetic data tests 

the influence of key parameters on the performance of the individual processes has
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been analysed and the results can be used qualitatively to tune the parameters of 

the integrated system to achieve good results for the application on real data.

10.3 Future work

In this thesis the work has concentrated on the interpretation of single 3D acoustic 

camera images for the detection of cylindrical objects. In this section propositions 

for further research, to include optical imaging sensors and processing of image 

sequences and introducing feedback from the virtual environment, are made. Some 

initial tests have been performed already and other researchers have published work 

in those areas.

10.3.1 Optical image processing and im age fusion

Efforts in image understanding using a single sensor often reach a point where 

the limitations of the sensor make it very difficult or even impossible to achieve 

satisfactory results. Multi-sensor fusion approaches can be employed to resolve 

this problem. Generally multi-sensor fusion can take place at different levels of 

data representation [AG92], which are the signal level, pixel level, feature level, and 

symbol level.

A framework for a co-operative approach using the acoustic and optical camera data 

could be very beneficial especially considering the complementary characteristics of 

those two sensors (far visible range and low resolution of the acoustic sensor vs 

short visible range and high resolution of the optical sensor). For fusion of a 3D 

acoustic camera image with an optical camera image it is suggested to consider 

pixel and feature level fusion. For pixel level and feature level fusion of the optical

246



____________________ CHAPTER 10. CONCLUSIONS AND FUTURE WORK

and acoustic data the optical and acoustic data needs to be registered. Using a 

pinhole camera model the intensity pixels of the acoustic camera can be mapped 

onto the optical camera image data grid. The relative position of the cameras and 

the focal length of the optical camera have to be known for this purpose. The 

mapping of the acoustic image onto the optical image can then be used to produce 

an optical image with the same spatial resolution as the acoustic intensity image 

by calculating averages or median intensity values in the vicinity of acoustic data 

points.

The registered images can be fused into a single fused image on the pixel level. 

The calculation of the fused image can be performed in the spatial domain or they 

are transformed into another domain (for example the wavelet transformation) and 

their transforms are fused there.

Straight lines can be extracted from the fused image in the same way as described 

for the acoustic and optical images, by detecting edges and using a straight line de

tection algorithm. The straight lines detected from the acoustic, optical, and fused 

image could be combined in the feature level data integration step, to determine 

regions where cylinders are hypothised. This could be done by a combinatorial 

approach as suggested for the 3D acoustic images in this thesis, i.e. by finding pairs 

of parallel and almost parallel lines and considering the region between them as a 

cylinder patch hypothesis.

The methods described here have concentrated on the detection of cylinders in the 

viewed scene but future work should also include the extension of the system to 

detect noncylindrical objects.
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10.3.2 Image sequence processing and feedback from the  
VE

Image sequence processing methods could be investigated to achieve a more robust 

system and a system that can be used as a real-time navigation aid. For example 

confidence values for detected cylinders can be decreased or increased depending 

on whether the cylinders have been detected in subsequent images or not. The 

global position estimation and the estimated cylinder feature parameters could be 

estimated by a Kalman filter approach to ensure smooth transition of those values 

between subsequent images. A model of the ROV hydrodynamic behaviour and 

additional sensor information (for example inertial navigation sensors and control 

inputs) could be used to estimate a future position of the ROV.

By feeding back information from the rendered scene to the cylinder detection 

process the performance of the system could be improved by guiding lower level 

subprocesses, for example the segmentation of the 3D acoustic image, feature ex

traction or even the generation of cylinder patch hypotheses. The choice of the 

appropriate node for the model-matching phase can be guided extensively if feed

back and the a-priori information is used as the expected node and cylinders can be 

determined from the previously estimated position, pose, and viewing parameters 

and a prediction of the vehicle movement from one frame to the next.

Morrow and Hossain [MH94] and Mirmehdi et al [MPKD96] [MPKD99] have pro

posed the view of an object-recognition process as a feedback system. In the 

suggested cylinder detection framework the control parameters have been set by 

the user, but the framework allows the introduction of feedback from the various 

processes controlled by the infimal controllers which are controlled by a supremal
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controller. By replacing the user as a controller with an automatic decision maker 

the parameter selection could thus be automated. This could result in an iterative 

procedure where the parameters are optimised from one iteration to the next or 

from one frame to the next in a real-time system. The difficulty here is finding ap

propriate success measures for the various processes which can automatically guide 

the selection of the parameters of infimal controllers. Also an automatic supremal 

controller strategy which ensures that all the infimal control units work together to 

achieve the overall aim of “optimal” cylinder recognition needs to be found. Ad

vances in “intelligent” control methods could be investigated for the suitability for 

this purpose.

A practical real-time navigation aid would require extensions described in this sec

tion as the methods and framework for single 3D acoustic image interpretation 

described in this thesis would probably be too slow, even if efforts to increase the 

processing speed were undertaken, for example by optimising the code, using a com

piler instead of an interpreter programming language or using parallel computing 

methods. The framework described in this thesis however can be easily extended 

and is useful for example for offline analysis or initialisation of the system at the 

start of a mission or after a reset.
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Appendix A  

Underwater acoustic imaging

A .l Comparison of acoustic and optical imaging

Acoustic imaging differs extensively from optical imaging. In fact the characteristics 

can be regarded as complementary. Acoustical images usually have poor angular 

resolution capabilities and good range in water, whereas optical images have a 

very high angular resolution but have very poor range, especially in underwater 

conditions. According to Sutton [Sut79] the visibility ranges of optical underwater 

imaging devices can sometimes extend to 30-60m in very clear waters such as those 

of the Caribbean, but most ocean waters are turbid and maximum visibility is 

commonly only 6-15m in undisturbed deep ocean water, l-6m  in near-shore waters, 

and even only 0-lm  within harbours, estuaries and in general wherever man disturbs 

or impacts the environment and hence where imaging devices are needed most. 

Underwater acoustic imaging systems on the other hand are not affected by murky 

water conditions and typically the range is 1-lOOm. The worse angular resolution of 

the acoustical imaging systems compared to the optical systems (typically between

0.1® and 2®) is due to the much longer wavelengths that are useful for underwater 

acoustic imaging.
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Apart from the far range, another major advantage of acoustic imaging is the possi

bility to directly provide 3D information in form of range information. In addition 

to the poor angular resolution further disadvantages of acoustic imaging are that, 

in contrast to optical images, it does not provide any colour or texture cues, and the 

obtained image data is usually sparse and highly specular, especially when imag

ing man-made objects which usually exhibit smooth surfaces that cause specular 

reflections of the incident acoustic waves.

A .2 History of acoustic imaging

SONAR is the acronym for SOund NAvigation and Ranging and is the acoustic 

form of RADAR (RAdio Detecion And Ranging). A definition of the expression 

sonar is given by Winder [Win75] as ”a method or equipment for determining by 

underwater sound the presence, location or nature of objects in the sea”. Although 

most applications of sonar systems can be found for underwater environments, sonar 

systems which are used in air exist too.

There are two types of sonar systems, passive and active. The passive sonar systems 

just ’’listen” to sounds, e.g. in order to detect and localise a noise emitting target. 

In contrast to passive sonar systems, active sonar systems transmit as well as receive 

acoustical signals. This allows to actively detect even ” noiseless” targets in a certain 

range, from the reflection of the transmitted acoustical signal from a target.

“Seeing” with sound is not a human invention; in fact, certain animals, e.g. bats 

and dolphins, eflfectively use sound waves for the perception of their environment. 

Humans lack this natural ability, but have overcome this deficiency by developing 

appropriate technology. Already since the day of the Phoenicians, sailors often
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used a kind of active sonar approach to detect and estimate the distance of objects, 

e.g. rocks or the cliff in dark or foggy conditions, by clapping in the hands or 

shouting loudly and counting the seconds before an echo returns (Wade [Wad87]). 

In the end of the 15th century Leonardo da Vinci described something that could 

be recognised as being a primitive form of a passive sonar system (Burdic [Bur84]):

”If you cause your ship to stop, and place the head of a long tube in the 

water and place the outer extremity to your ear, you will hear ships at 

a great distance from you.”

The development of sonar as we know it today was initiated during the World War 

I for the purpose of detecting submarines under the name of ASDIC (Allied Subma

rine Detection Investigation Committee) with Paul Langevin, a French physicist, 

succeeding in developing an active sonar system for analysing returned acoustic 

echoes (Minkoff [Min92], Wade [Wad87][Wad89]), A British patent on an under

water acoustic ranging device was filed by L.F. Richardson in 1912 just five days 

after the sinking of the Titanic, but apparently R.A. Fessanden, who filed a similar 

US patent application in early 1913, was the first to realise the idea into practice 

and successfully detected an iceberg at two kilometres distance (Burdic [Bur84], 

Wade [Wad87]).

In this project underwater acoustic imaging is used to detect, recognise and localise 

objects. A distinction should be made between conventional sonar and acoustic 

imaging systems, even if both share many techniques, hardware implementations, 

physical properties and produce similar kinds of data. The distinction lies in the 

different intended purpose: conventional sonar systems are usually only used to indi

cate w here something is located, whereas acoustic imaging systems (also) indicate
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w hat it looks like (Sutton [Sut79]).

Activities in the direction of imaging objects of relatively small size using ultra

sonics started with the work of Sokolov (Jones [Jon95]), who invented the image 

converter tube in 1935. Many parts of modern optical theory and antenna theory 

form the basis for the theory of acoustic imaging. The field of acoustic imaging, 

especially ultrasonic imaging, has been growing steadily since Sokolov’s invention 

and found many applications in medicine, non-destructive testing, and underwater 

and undersea applications (Keating [KSZ79]).

The books by Kock [Koc73] and Cox [Cox74] give some further information about 

historical aspects on sonar and radar. .

A .3 Acoustic imaging system s

Acoustic imaging systems can be divided into three fundamental categories 

(Schueler et al [SLW84]):

• Intensity mapping orthographic systems,

• pulse-echo-systems, and

• phase-amplitude approaches,

whereby systems exist that combine the approaches in such a way that it makes it 

difficult to classify a particular system.

Intensity mapping orthographic systems take advantage of the acoustical trans

parency of many objects and operate by transmitting sound through an object to
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produce a two-dimensional image by measuring the intensity of the sound on the 

other side of the object. This technique forms the basis of a very successful modern 

acoustical microscope developed at Stanford University (Lemons and Quate [LQ73]) 

that compares favourable to optical microscopes, and is generally referred to as the 

SAM (scanning acoustic microscope).

Pulse-echo systems are widely used in clinical and nondestructive evaluation (NDE) 

applications. Within the category of pulse-echo systems various subcategories can 

be found, traditionally these are the three categories A-scan, B-scan, and C-scan. 

With the A-scan a short transmit pulse is reflected by an object and the echoes 

are recorded as a function of time. This one-dimensional spatial information is 

not traditionally thought of as an image, however, two-dimensional information 

can be generated by combining the A-scan method with synchronised scanning 

of a transducer -  this idea is called B-scan. The C-scan is not really a pulse- 

echo technique but is actually an intensity mapping method. Two transducers 

are physically aligned in a horizontal fashion with the object lying between them. 

One transducer transmits a pulse and the second transducer measures the received 

energy. To form a two dimensional image the two transducers are then translated 

laterally. C-scan gives images comparable in quality with the B-scan, but the B- 

scan is favoured in clinical applications because cross-sectional imagery is a more 

useful diagnostic utility than is orthographic imagery. The C-scan method though 

still flnds applications in microscopy and other nonclinical applications.

The phase-amplitude approach is by far the most complicated. Phase as well as am

plitude and time-of-flight information is used. However, the same data acquisition 

hardware is used as in the other methods. The complex amplitude of an acoustic
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signal as a function of spatial location and time can be directly measured by an 

acoustical transducer due to the linear electrical-acoustical input-output relation

ship. This is the basis of wavefront reconstruction, or better known as holography. It 

is interesting to note that acoustical holography was actually performed by Sokolov’s 

tube already many years before optical holography was described by Gabor in 1948. 

However, acoustical holography was first consciously and purposefully reported in 

1965 by Paul Greguss [Gre65].

A 4 Acoustical holography and image recon
struction

As in optical holography coherence is a critical requirement and coherent acous

tical beams are easily generated (Wade [WadS9]). Therefore holographic acoustic 

imaging generally is a narrow-bandwidth, phase-sensitive technique that usually 

processes all the “beams” simultaneously (Sutton [Sut79]). The sound field of a 

narrow band signal is spatially sampled by an array of hydrophones and is con

verted to a set of dc values, called a hologram, by mixing the signal present at each 

point in the receiving array with a reference signal of the same frequency. This sig

nal represents the term A cos y» of equation (A.l) where A  is the acoustic amplitude 

and (p is the phase relative to the reference signal. In most cases the two numbers, 

A co sp  and A s in p  (often referred to as the quadrature or sine/cosine components 

of the signal), are saved, which can be combined and interpreted as a complex field 

value at the aperture position n, m:

s{n,m) =  A cosy) jAsincp = Aexp{jp)  (A.l)
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where A  is now a complex amplitude. In this way a representation of the acoustic 

field that is present at the face of the array can be captured.

The main characteristics of holographic acoustic imaging are:

• No lens is used, and

• image reconstruction can be separated from data collection.

Image reconstruction in acoustic imaging can be accomplished in one of at least 

three ways (Sutton [Sut79]):

1. O ptical dififraction, where a coherent light beam is bounced off as it exists 

on the surface of the water or is refracted through the hologram that has 

been copied onto some form of transparent surface (as in the reconstruction 

of optical holograms).

2. F ou rier/F resnel tran sfo rm atio n , where use is made of the Fresnel approx

imation to the propagation equations.

3. B ackw ard propagation , which consists of solving the inverse integral equa

tion to the acoustic propagation equation for a specific range.

The latter is the type of method which is used in the EchoScope, the acoustic imag

ing system used in this project. The optical diffraction methods and Fourier/Fresnel 

transformation methods are obviously not suitable for a 3D real-time underwater 

acoustic imaging system for ROV navigation support. Optical diffraction meth

ods can not be used for ocean-like environments or in real-time applications, and
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Fourier/Fresnel transformation methods assume that the objects to be imaged are 

in the moderately near field (the Fresnel-region),

Backward propagation methods (BPM’s) are inverse filtering techniques which are 

generally accurate in the near- and the far-field and can be mathematically for

mulated based on the concept of matched filtering. They are often used because of 

their simplicity in terms of algorithm structure and their stability in the presence 

of noise (Lee [Lee87],Lee et al [LWF80]). BPM’s that are reported in the literature 

often operate in the spatial frequency domain and require the taking of two discrete 

Fourier Transforms (DFT’s) (Schueler et al [SLW84], Sutton [Sut79]). To calculate 

the ’’backward propagated” wave field in the object plane from the measurement of 

the wave field in the aperture plane, the following three steps have to be taken:

1. Spatial Fourier transformation of the measured complex wave field.

2. Multiplication of the result by a factor resulting in a phase change necessary 

to move each plane-wave component back to the object location.

3. Inverse Fourier transformation of the result.

A two-dimensional plot of the absolute values of the backward propagated wave 

field forms an image of the object at the given distance.

Lee et al [LWF80] propose an alternative reconstruction technique which operates 

in the vector space domain and reconstructs acoustical images without any DFT’s. 

It is said that the proposed method is computationally as fast as a single DFT and 

also accurate in both the near- and the far field. The method is called ’’backward- 

projection” method in order to differentiate this vector space method from the ’’clas

sical” frequency domain methods {the ’’backward-propagation” methods).
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Figure A.l: EchoScope 1600B (courtesy of OmniTech AS)

A .5 The 3D acoustic camera -  EchoScope

Today’s computing power makes very advanced and complex acoustical imaging 

systems as the one used in this project feasible. A 3D realtime acoustic camera, 

the EchoScope 1600B (figure A.l), has been developed and built by OmniTech AS, 

Bergen, Norway. A description of an earlier prototype, the EchoScopelfiOOA, is 

given by Hansen et al [HA96] [HA93] and Allen [A1196].

The main specifications and performance characteristics of the EchoScope 1600B 

according to a specification sheet provided by OmniTech AS are given in table A.l.

The nominal frequency denotes the frequency of the sound pulse at which the area 

to be imaged is “insonified”. The maximum viewing angles that can be chosen 

make sure that no grating lobes causing “phantom images” occur. The distance 

resolution gives the distance between the frames (the spherical slices of the viewing 

volume). The angular resolution has to be understood in the ”Rayleigh” sense, 

which gives the minimum angular separation between two sources at which they can

277



APPENDIX A. UNDERWATER ACOUSTIC IMAGING

Table A.l: EchoScope 1600B specifications

Nominal Viewing Distance Angular Beam Detection
frequency angle resolution resolution to beam range

(kHz) (deg) (cm) (deg) (deg) (m)
150 90 by 90 10 2.8 1.4 1 -  100

50 by 50 0.8
300 50 by 50 5/10 1.4 0.8 1 -  100

25 by 25 0.4
600 25 by 25 5/10 0.7 0.4 1 -  100

12.5 by 12.5 0.2

be separately distinguished. The beam-to-beam angle gives the angular separation 

of the main response axis of each beam that is formed. The detection range gives 

the minimum and the maximum distance of the viewing volume at which objects 

can be identified.

The receiver of the EchoScope consists of a square array of 40 x 40 detector ele

ments. The image formation in the EchoScope uses a discrete form of the earlier 

described backward projection method and produces a 64 x 64 acoustic image for 

each framedistance. As the number of detectors and the number of image pixels are 

large and the distance between the object plane and the aperture is large compared 

to the aperture size, the normalisation factor can be approximated by a constant, 

so that the image generation simply is the inverse filtering of the aperture vector 

(Hansen [Han92]).

The image data stored contains information about the maximum intensity value 

along each beam and the appropriate coordinates as well as connect data and surface 

normals. A graphical user interface (see figure A.2) allows the acoustic data to be 

presented as pixels, lines, a grid, surface shaded, or surface shaded with ISO-lines.
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APPENDIX A. UNDERWATER ACOUSTIC IMAGING

Figure A.2: EchoScope 1600B GUI (courtesy of OmniTech AS)

For diagnostic purposes rather than for an operator the raw data with information 

about the individual frames and hydrophone channels can be obtained too.
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Appendix B

Test data

Figures B.l to B.IO show the ten instances of synthetic noisy 3D acoustic images 

used in chapter 8 for the synthetic data tests.

The synthetic intensity image is corrupted by zero mean Gaussian noise with vari

ance Og = 0.02, multiplicative noise with zero mean and variance cr, =  0.02, and 

“salt-and-pepper” noise with A  = 0.05.

The synthetic range image is corrupted by Gaussian noise with mean value 0 and 

variance a g = 1.0, and with a uniformly distributed random range distance within 

the viewing volume with the noise parameter D̂ . = 0.05.

■ .

.
la

■a

Figure B.l: Synthetic noisy 3D acoustic image 1
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Figure B.2: Synthetic noisy 3D acoustic image 2

Figure B.3: Synthetic noisy 3D acoustic image 3

Figure B.4: Synthetic noisy 3D acoustic image 4
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Figure B.5: Synthetic noisy 3D acoustic image 5

Figure B.6: Synthetic noisy 3D acoustic image 6

Figure B.7: Synthetic noisy 3D acoustic image 7
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APPENDIX B. TEST DATA

Figure B.8: Synthetic noisy 3D acoustic image 8

. 1.
■ 4 "

Figure B.9: Synthetic noisy 3D acoustic image 9

Figure B.IO: Synthetic noisy 3D acoustic image 10
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Appendix C 

Real data tests — extracted  
features

The features extracted from the cylinder detection framework test described in 

section 9.3 are summarised here.

Figure C.l shows a feature graph for three cylinders. The feature extraction results 

for the real data test 1 and 2 are summarised in the tables C.l to 0.6. Those 

tables also show the features which have been extracted before the direct cylinder 

fitting procedure, and the improvement of the results from initial estimates of the 

features to the best fit by direct cylinder fitting can be clearly seen, especially 

when comparing the mean squared error of fit, as well as the proximity measure, 

which ideally is zero, and the intersection angles, which are known to be roughly 

90 degrees.
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APPENDIX C. REAL DATA TESTS -  EXTRACTED FEATURES

Cyl Nr. t Cyl Nr. 2

Cyl.Nr.3

Figure C.l: Real data test 1 and 2 - Feature graph

Cyl.nr. initial best fit
p o i n t  o n  a x is  (/, m, n) 1 (-158.66,-17.65,-614.24) (-157.68,-18.20,-615.91)

[cm] 2 (-33.01,-157.12,-707.22) (-32.69,-157.07,-705.21)
3 (126.49.-21.46,-499.90) (125.72,-22.02,499.38)

a x is  d i r e c t i o n  { v x , Vy , Vz ) 1 (-0.80,0.16,0.58) (-0.81,0.02,0.59)
2 (0.02,-0.99,0.03) (-0.03,-0.99,0.03)
3 (0.59,0.36,0.73) (0.58, -0.05, 0.81)

r a d iu s  R 1 158 25
[cm] 2 106 50

3 192 25
m e a n  s q u a r e d  e r r o r  o f  f i t 1 751.30 22.20

[cm ]̂ 2 28.83 24.23
3 928.10 9J4

p r o x i m i t y  m e a s u r e  d i j (1,2) 3J& 1.71
[cm] (1,3) 73.42 12.70

(2,3) 6.96 4.58
i n t e r s e c t i o n  an g le (1,2) 81.02 8&74

[deg] (1,3) 8&98 8&03
(2,3) 70.94 86.70

i n t e r s e c t i o n  p o i n t  P i j (1,2) (-33.88,-42.43,-708.76) (-29.37,-20.66,-709.32)
[cm] (1,3) (-25.21,-77.06,-696.60) (-25.67,-14.40,-712.68)

(2,3) (-36.30,-121.20,-705.95) (-26.63,-8.03,-710.28)

Table C.l: Real data test 1 - 1 :  Direct cylinder fitting results compared to initial 
estimates
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APPENDIX C. REAL DATA TESTS -  EXTRACTED FEATURES

Cyl.nr. initial best fit
point on axis {I, m, n) 1 (-174.96,-43.16,-639.40) (-175.29,-43.30,-639.83)

[cm] 2 (-46.26,-149.93,-700.77) (-44.12,-149.84,-700.43)
3 (127.79,-33.96,-484.53) (127.14,-32.74,-484.09)

axis direction (vx,Vy,Vz) 1 (-0.79,0.31,0.52) (-0.79,0.07,0.61)
2 (-0.05,-0.99,-0.04) (-0.04,-0.99,0.02)
3 (0.63,0.30,0.71) (0.63, 0.06, 0.77)

radius R 1 102 50
[cm] 2 89 50

3 174 25
mean squared error of fit 1 432.44 13.94

[cm ]̂ 2 25.15 16.88
3 896.10 11.78

proximity measure dij (1-2) 19.00 28.66
[cm] (1.3) 39.36 17.85

(2,3) 15.21 2.88
intersection angle (1,2) 75.68 87.10

[deg] (1,3) 92.06 91.63
(2,3) 72.45 91.32

intersection point Pij (1,2) (-48.41,-90.82,-711,28) (-57.55,-32.83,-713.64)
[cm] (1,3) (-60.58,-106.34,-706.92) (-69.10,-42.57,-722.13)

(2,3) (-50.61,-121.91,-697.06) (-49.19,-49.70,-701.14)

Table C.2: Real data test 1 - 2 :  Direct cylinder fitting results compared to initial 
estimates
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APPENDIX C. REAL DATA TESTS -  EXTRACTED FEATURES

Cyl.nr. initial best fit
point on axis {l ,m,n) 1 (-178.12,-39.06,-608.64) (-177.05,-39.29,-607.30)

[cm] 2 (-55.84,-168.58,-698.29) (-54.18,-168.53,-696.61)
3 (114.33,-40.32,-533.90) (104.88,-52.06,-526.56)

axis direction {vx,Vy,Vz) 1 (-0.78,0.18,0.60) (-0.78,0.005,0.62)
2 (-0.01,-0.99,0.05) (-0.01,-0.99,0.04)
3 (0.62,0.78,0.002) (0.61, 0.001, 0.79)

radius R 1 182 25
[cm] 2 97 50

3 115 50
mean squared error of fit 1 414.18 10.45

[cm2] 2 25.94 22.53
3 2118.8 13.71

proximity measure dij (1.2) 0.05 3.13
[cm] (1.3) 204.04 12.23

(2.3) 159.07 17.75
intersection angle aij (1.2) 81.93 88.33

[deg] (1.3) 110.34 89.45
(2.3) 38.20 88.74

intersection point Pij (1.2) (-55.02,-66.82,-703.23) (-53.55,-39.98,-702.83)
[cm] (1.3) (-20.03,-104.07,-612.55) (-40.86,-46.21,-714.83)

(2.3) (-61.86,-271.74,-613.80) (-45.71,-52.02,-706.57)

Table C.3: Real data test 1 - 3 :  Direct cylinder fitting results compared to initial 
estimates
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Cyl.nr. initial best fit
point on axis (/, m, n) 1 (-122.66,-80.79,-804.78) (-120.44,-80.78,-803.13)

[cm] 2 (84.56,-153.78,-947.97) (85.63,-155.03,-968.82)
3 (240.38,-91.79,-800.66) (237.92,-93.43,-798.62)
4 (83.17,-155.49,-976.81) (83.16,-149.32,-911.46)

axis direction (vx,Vy,Vz) 1 (-0.79,0.10,0.60) (-0.77,-0.02,0.64)
2 (0.04,-0.99,0.07) (-0.02,-0.99,0.06)
3 (0.64,0.16,0.75) (0.64,-0.004,0.77)
4 (0.96,-0.28,0.01) (0.26,-0.96,0.09)

radius R 1 172 25
[cm] 2 164 50

3 361 25
4 109 25

mean squared error of fit 1 1851.6 48.14
[cm ]̂ 2 339.60 52.26

3 1630.2 32.04
4 6348.5 88.52

proximity measure dij (1,2) 7.28 2.65
[cm] (1,3) 20.48 16.21

(1,4) 49.09 29.08
(2,3) 21.28 4.91
(2,4) 28.90 57.56
(3,4) 22.94 54.56

intersection angle aij (1,2) 84.87 85.83
[deg] (1,3) 92.78 89.82

(1,4) 38.40 96.99
(2,3) 85.06 88.06
(2,4) 71.36 16.31
(3,4) 125.49 76.28

intersection point Pij (1,2) (80.43,-105.82,-954.26) (86.69,-76.23,-974.47)
[cm] (1,3) (96.68,-118.45,-968.86) (88.79,-84.37,-978.00)

(1,4) (84.33,-130.80,-971.83) (53.20,-73.80,-929.80)
(2,3) (91.58,-127.63,-956.76) (89.03,-92.35,-974.08)
(2,4) (84.43,-154.80,-962.38) (82.55,-135.54,-941.39)
(3,4) (76.99,-142.82,-981.70) (90.96,-96.51,-933.32)

Table 0.4: Real data test 2 - 1 :  Direct cylinder fitting results compared to initial 
estimates
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Cyl.nr. initial best fit
point on axis (/, m, n) 1 (-129.53,-79.60,-795.22) (-127.29,-81.46,-792.42)

[cm] 2 (94.67,-176.01,-945.30) (95.86,-177.49,-967.77)
3 (-131.93,-79.27,-793.65) (242.48,-91.15,-799.92)

axis direction (vx,Vy,Vz) 1 (-0.79,-0.07,0.61) (-0.78,0.01,0.63)
2 (0.07,-0.99,0.08) (-0.04,-0.99,0.06)
3 (-0.79,-0.10,0.60) (0.63,0.03,0.78)

radius R 1 125 25
[cm] 2 139 50

3 126 25
mean squared error of fit 1 51.54 29.77

2 415.04 28.50
3 57.89 24.00

proximity measure dij (1.2) 5.75 1.79
[cm] (1.3) 0.33 12.01

(2.3) 3.23 2.83
intersection angle (1.2) 86.76 86.58

[deg] (1.3) 1.83 89.94
(2.3) 85.02 90.11

intersection point Pij (1.2) (84.67,-61.32,-956.42) (99.07,-84.93,-974.36)
[cm] (1,3) (-143.40,-80.73,-784.75) (100.19,-90.98,-976.22)

(2,3) (84.81,-52.40,-956.11) (100.25,-96.84,-973.80)

Table C.5: Real data test 2 - 2 :  Direct cylinder fitting results compared to initial 
estimates
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Cyl.nr. initial best fit
point on axis {l ,m,n) 1 (-132.17,-73.41,-795.03) (-127.73,-73.64,-788.96)

[cm] 2 (98.93,-184.79,-945.01) (98.98,-185.67,-965.49)
3 (207.40,-90.87,-850.38) (201.68,-91.37,-845.00)

axis direction (%%, Vy,Vz) 1 (-0.80,0.24,0.55) (-0.80,0.06,0.59)
2 (-0.03,-0.99,0.04) (-0.04,-0.99,0.04)
3 (0.65,0.02,0.76) (0.68,0.07,0.73)

radius R 1 265 25
[cm] 2 180 50

3 301 25
mean squared error of fit 1 1124.6 37.60

[cm2] 2 307.48 42.49
3 103.92 39.22

proximity measure dij (1.2) 8.30 9.17
[cm] (1.3) 52.52 10.81

(2.3) 17.51 11.47
intersection angle aij (1.2) 78.57 90.58

[deg] (1.3) 85.04 96.33
(2,3) 90.15 93.78

intersection point Pij (1.2) (97.70,-142.48,-950.08) (104.98,-92.35,-965.77)
[cm] (1,3) (105.11,-118.66,-961.50) (99.38,-97.01,-955.42)

(2.3) (108.13,-92.67,-954.31) (97.66,-103.33,-965.09)

Table C.6: Real data test 2 - 3 :  Direct cylinder fitting results compared to initial 
estimates
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