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Abstract

Human motor behaviour is remarkably accurate and appropriate even though the
properties of our own bodies as well as the objects we interact with vary over time.
To adjust appropriately, the motor system has to estimate the context, th at is the
properties of objects in the world and the prevailing environmental conditions. This
thesis examines how we estimate the context given that the context is nonstationary,
it can change both deterministically and stochastically over time, and that infor
m ation about the context, such as prior information and sensory feedback, may be
incomplete or noisy.
Psychophysical and brain imaging studies are described, showing that to determine
the current context the central nervous system uses information from both prior
knowledge of how the context might evolve over time and from the comparison
of predicted and actual sensory feedback. A computational model is presented of
how these two sources of information are modelled and combined within the central
nervous system to derive an accurate estimate of the context that is then used to
appropriately adjust the motor command selection.
A modelling study explores how context estimation may be used to learn and se
lect appropriate controllers within a modular architecture.

The model suggests

that prediction should precede control during motor learning and this is confirmed
psychophysically. The experimental findings are discussed with regard to their com
putational significance and their possible neural representation.
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1 Introduction

Humans easily generate skilled and accurate movements that are far more
com plex than the most advanced robots of today. The task that is being
solved in doing this is to generate appropriate motor commands in order
to achieve desired consequences. The main them e of this thesis is that
appropriate m otor commands are adjusted according to the prevailing
m ovem ent context^ which embodies parameters of both our own m otor
system and the outside world. Using psychophysical, m odelling and func
tional brain imaging approaches this thesis explores how the CNS may
estim ate the context and subsequently use it for control.

1.1

Problems of context estimation

Our ability to generate accurate and appropriate motor behaviour is based on ad
justing our motor commands to the prevailing movement context. This context
embodies parameters of both our own motor system, such as the level of muscle
fatigue, and the outside world, such as the weight of a bottle to be lifted. As the
consequence of a given motor command depends on the current context, the central
nervous system (CNS) has to take the context into account to achieve accurate con
trol. However, in general, the CNS does not have direct access to the true context.
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it can only gain information about it through sensory feedback. Sensory feedback
is not equivalent to the true context, but it can be processed in order to obtain an
estim ate of the true context. This estimation process is non-trivial because of four
main issues:

1. coordinate transformations
2. sensory feedback delays
3. sensory noise
4. nonstationarity

I will now describe these problems in turn.

1.1.1

Coordinate transformations

Receiving visual sensory feedback about a target, does not immediately tell our
motor system how to reach the target. The visually (or otherwise) defined target
location has to be transformed into coordinates appropriate for movement. Coordi
nate transformations are not just necessary from visual to motor coordinates, but
also from auditory and tactile sensory inputs. Further, sensory information from
multiple modalities often has to be integrated. Chapter 2 investigates the represen
tation of the visuomotor transformation. The m athematical tools used to describe
coordinate transformations as well as some neurophysiological findings pertaining
to the visuomotor transformation are introduced in Section 1.2.

1.1.2

Sensory feedback delays

The feedback from our sensors has time delays that are significant compared to the
duration of a movement. The requirement and ability of our motor system to com
pensate for such time-delays has been the subject of intensive research. The context
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estimate might become quite inaccurate if the estimation process does not compen
sate for the feedback delays. For instance, visuomotor delays are on the order of a
quarter of a second — a sprinter covers 2.5 m in that time. Such long sensory feed
back delays may be overcome by a mechanism that continually predicts one quarter
of a second into the future, to provide an estimate of the current context. There
is ample experimental evidence for the existence of such predictive mechanisms,
for instance when one body part acts on another (Massion 1992; Lacquaniti 1992;
Nashner 1982; Gahery and Massion 1981), during self-produced removal of a load
in the other hand (Dufosse et al. 1985; Lum et al. 1992), ball catching (Lacquaniti
1996; Lacquaniti and Maioli 1987; Lacquaniti and Maioli 1989) and other postural
adjustments (Bouisset and Zattara 1987; Gordo and Nasher 1982; Lee et al. 1987).
One idea that has been very im portant in this research is the notion of internal
forward models. Internal models are neural systems that simulate the behaviour
of natural processes and in so doing transform sensory signals to motor commands
and vice-versa. There are two types of internal models, known as forward and in
verse models (Jordan 1995; Miall and Wolpert 1996; Wolpert 1997; Wolpert and
Ghahramani 2000). The forward model is a causal representation of the motor ap
paratus th at represents the behaviour of the motor system in response to outgoing
motor commands (Kawato et al.

1987; Jordan and Rumelhart 1992; Miall and

Wolpert 1996; Wolpert et al. 1995). That is, forward models capture the causal
relationship between actions and outcome. Forward models are also known as pre
dictors. Inverse models capture the transformation from desired consequences to
motor outputs. Unlike forward models, the inverse model is not necessarily unique
as the transformation can be one-to-many. Fast feedforward control can be achieved
through an inverse model of the controlled object, and therefore, an accurate inverse
model could act as an ideal feedforward controller. For this reason, inverse models
are sometimes called (feedforward) controllers.
One of the uses of forward models in motor control is to compensate for time delays
— while it may take time physically, for a motor command to lead to sensory
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feedback, simulating the system dynamics in neural hardware could eliminate this
time delay (Miall et al. 1993; Miall and Wolpert 1995). The use of forward models
to compensate for feedback delays has been studied intensively, and does not form
a focus in this thesis.

1.1.3

Sensory noise

Even though forward models may compensate for feedback delays, the sensors from
which sensory feedback originated are noisy, and often provide incomplete informa
tion about the context. We have no visual feedback for instance, if we close our
eyes, or perform a task outside our visual field.
In order to generate accurate movements, the CNS has to deal with both sensory
and motor noise. By noise I mean th at our sensors do not provide us with infinitely
accurate information, and our muscles do not generate forces with infinite precision.
Sensory variability can be split into a bias component, which is the difference be
tween the actual value and the average sensor-measured value of a parameter, and a
variance component describing the spread of the measurements around the average.
In this thesis I focus on the variance (or the related standard deviation), th at is the
noise.
Visual direction acuity has a standard deviation of 0.2-0.6° (Hansen and Skavenski
1977). The standard deviation of proprioceptive accuracy has been estimated at
0.5-0.7° at a joint based on physiological data (Scott and Loeb 1994), similar to
psychophysical measurements of 0.6-1.1° in position matching experiments (van
Beers et al. 1998). Interestingly though, if the task is to explicitly assume particular
joint angles, the measured accuracy decreases to 1.3-3° (Clark et al. 1995). Our
motor output is noisy too, with the standard deviation for a constant force at about
1% of the required force level (Slifkin and Newell 1999) and around 10% for a force
pulse (Schmidt et al. 1979).
Section 1.3 provides some background information about how noisy signals can be
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estim ated mathematically. Chapter 3 applies one of these frameworks to sensori
motor context estimation, in order to explain results obtained from psychophysical
pointing experiments.

1.1.4

Nonstationarity

Finally, the context is not static but tends to evolve in a structured, but often
uncertain way. For example the weight of a bottle tends to decrease as we pour
from it, and muscles fatigue with use. More dramatically, the dynamics of our body
change abruptly, as soon as we pick up an object and manipulate it, such as when
using a tennis racket. The property th at the context can change — smoothly or
discretely — over time is referred to as nonstationarity. Section 1.3 provides a com
putational perspective on how to characterise this nonstationarity, while Chapters 3
& 4 explore, in psychophysical pointing paradigms, how the movement context is
estim ated under nonstationarity.
As the context changes, the associated control problem changes too. There are two
distinct strategies to solving this control problem. One is to use a single, sophis
ticated controller, th at will rapidly adapt to the current context. However, such
a controller would be enormously complex to allow for all possible scenarios. If
this controller were unable to encapsulate all the possible contexts, it would need
to adapt every time the context of the movement changed before it could produce
appropriate motor commands — this would produce transient and possibly large
performance errors. Alternatively, a modular approach (reviewed in Section 1.4)
can be used in which multiple controllers co-exist, with each controller suitable for a
small set of contexts. Using this approach, there is an additional need for a process
which selects the appropriate controllers at the right time.
Studies of motor adaptation have suggested that we are able to learn multiple con
trollers and switch between them based on context. Adaptation to visuomotor or
dynamic perturbations (Welch 1986; Shadmehr and Mussa-Ivaldi 1994) is gradual
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and on a time scale th at can extend to hours. However, on removal of the per
turbation, de-adaptation is usually very rapid. These results can be interpreted as
representing learning of a new controller in the former case, and switching back to
a stably learned module in the other. In support of this notion, subjects adapt
increasingly rapidly to repeated presentations of kinematic (McGonigle and Flook
1978; Welch et al. 1993) or dynamic perturbations (Brashers-Krug et al. 1996).
Beyond the experimental evidence for modularity in motor control, there are also
computational benefits to using a modular approach. First, the world itself is mod
ular, in the sense th at we interact with many different objects and environments.
A modular approach could take advantage of this structural feature of the world.
Secondly, modular learning implies th at learning one module need not interfere with
other modules. The lack of cross-talk could result in faster learning and better re
tention of previously learned modules. Finally, since many novel contexts are in
fact combinations of previously experienced elements of the context, it should be
easy with a modular approach to generate appropriate behaviour for new combina
tions of previously learned contexts. Chapter 6 examines a novel modular control
architecture, MOSAIC, in particular, whether it is able to partition dynamics.

1.1.5

A computational framework

Figure 1.1.5 shows a computational framework within which all experiments in this
thesis can be related to each other. This figure will be referred to throughout the
thesis. For any goal-directed movement, such as picking up an apple, the goal may
initially be defined visually in retinal coordinates S*, where the * denotes a desired
state. This then has to be transformed or mapped (feed-forward mapping) into
coordinates appropriate for moving the arm X*. Chapter 2 looks at the learning and
representation of this transformation, while its neurophysiological and mathematical
basis is introduced in Section 1.2. This transformation depends on a good estimate
of where the arm is at present, it’s context estimate X , where ^ means estimate. I
define the context operationally as the set of parameters describing the body and the
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Figure 1.1: A highly simplified scheme of context estimation. Context estimation
takes sensory feedback S and an effere^e copy of the motor command
u to derive an estimate of the context X.
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environment that are required to perform the task. Context estimation is non-trivial,
because sensory information, may be noisy or missing. Chapter 3 introduces a model
of the relationship between sensory feedback and the true context, and explores
how sensory feedback may be used to update the current estimate (5 —>-context
estimation). Chapter 4 examines how the estimate is updated in the absence of
sensory information.
Accurate context estimation is a prerequisite for accurate movement. The final step,
movement generation, is achieved through a controller, which takes information of
the desired configuration, and the current context estimate X to generate a motor
command u. As outlined in the previous section, it may be a powerful strategy to
solve the control problem arising from the nonstationarity of the context using a
modular approach, th at is using many different controllers. W ith regard to this.
Chapter 6 examines MOSAIC, a novel modular architecture. Section 1.4 reviews
properties of different modular control architectures.

1.2

Coordinate transformations

1.2.1

Visuomotor map

The human CNS receives sensory inputs from different modalities which are initially
represented in disparate coordinate systems. In action, coordinate transformations
are used to convert sensory information into coordinates appropriate for movement.
For example, when reaching to a visually perceived target in space, the target loca
tion in visual coordinates must be converted into a representation appropriate for
movement, such as the target posture of the arm. The coordinate transformation
between the visual location of the arm to the configuration required to place the
hand at th at location is known as the visuomotor map. The visuomotor map can
adapt to changes of the relationship between visual and motor coordinates, as they
occur during growth or injury (Held 1965; Howard 1982). Von Helmholtz (1867)
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and Stratton (1897,1897a) first studied this relationship systematically, by examin
ing the change in visuomotor coordination under prismatically induced displacement
and rotation. Subsequently, many studies have further demonstrated the ability of
the visuomotor map to adapt, at least partially, to a wide variety of alterations in
the relationship between visual and motor system (Welch 1986).

1.2.2

Function approximation perspective

The problem of learning the relationship between visual coordinates (input) and co
ordinates appropriate for movement (output), can be regarded as a function approx
imation problem (Pouget and Snyder 2000). The mathematical theory of function
approximation is concerned with estimating a function from samples of input-output
pairs. At one extreme, a function approximator can be represented as a look-up ta 
ble in which corresponding input-output pairs are stored (Atkeson 1989; Rosenbaum
et al. 1993). Thus, the visuomotor coordinate transformation could be represented
as a set of pairs of visual and motor coordinates. At the other extreme of the spec
trum , a coordinate transformation can be represented as a model parameterised by
the physical attributes of the transformation. Thus, the motor coordinates can be
represented as function of the visual coordinates parameterised by the felt configu
ration of the eyes, head and arm.
Intermediate between local and global models are (radial) basis function networks
(Broomhead and Lowe 1988). These networks approximate the function via a su
perposition of bases, for instance Gaussian receptive fields, and can be derived by
assuming that the function approximator trades off the closeness of fit to the inputoutput data and the smoothness of the resulting function. (A lookup table is less
smooth than a global parameterisation.) The number of parameters required in this
representation is intermediate between local and global. The representation of the
visuomotor map is explored in Chapter 2.
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1.2.3

Neurophysiology

The process of relating a visual target location as it appears on the retina to the
sequence of muscle activations to reach it is known as the visuomotor map.

A

key effect of altering this process, is th at the correspondence between visual and
proprioceptive input has to be modified or recalibrated. In looking for a neural
substrate for this correspondence region, it is interesting to note that posterior
parietal cortex shows an increase in regional cerebral blood flow in position emission
tomography (PET) when participants adapt while wearing prism glasses (Glower
et al. 1996).
This fits well with single cell recordings in the ventral intraparietal area of the
monkey parietal cortex, where cells have bimodal receptive fields. This means that
they respond to proprioceptive input at a certain location on the body (for instance
the hand) with the same firing pattern as when a visual stimulus is close to that
location (Colby et al. 1993; Baizer et al. 1991; Colby and Duhamel 1996). These
receptive fields are highly plastic. For instance, when holding a tool, the bimodal
receptive field of the hand may transfer to the end of the tool (Iriki et al. 1996).
Very similarly — mirrored across the principal sulcus — premotor neurons in area
F4 also have bimodal receptive fields (Fogassi et al. 1996; K urata and Tanji 1986).
The visual-proprioceptive congruence is not the only target when modifying the
relationship between target position and sequence of muscle activations to get there.
Many other brain areas involved in the parietofrontal network are involved (for a
review see Battaglia-Mayer et al. 1998; Wise et al. 1997). This greater network
processes additional information about eye position, gaze orientation and retinal
information. As it is highly interconnected, it is unsurprising that many areas are
modulated by proprioceptive and visual signals.
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1.3

Noise and estimation

1.3.1

Estimating static signals

Sensory psychophysics

In classical psychophysics sensory noise is not measured directly, but inferred from
the subject’s ability to discriminate two stimuli. In the simplest case, the stimulus
is static. Weber’s law states th at the just noticeable difference A S between two
stimuli (and thus also the noise) scales with the magnitude of the stimulus 5, such
th at ^

is constant (Weber 1846). For most sensory systems the noise is assumed to

be Gaussian. Under this noise distribution and for a static stimulus, the temporal
average of the sensor measurements is an optimal estimate of the stimulus assuming
a squared error cost function (Bishop 1995).

Bayes’ rule

There is no principled way to improve on the temporal average if no additional
information about the signal is available. However, if we have a prior expectation
or model M of what the signal S should be, then the estimate can be improved
on (provided the prior expectation is not completely useless). The reverend and
mathematician Thomas Bayes (1702-1761) formalised how to update P{M), the
probability distribution of the prior expectation M, in the face of sensory feedback
S. Bayes’ rule states th at the posterior probability distribution of the signal, in
other words the improved model of the true sensory feedback P{M \S ) =
where P{S\M ) is the likelihood, the probability distribution of the sensory feedback
S given the true signal is M; P{M) is the probability distribution of the prior
expectation M and P (5 ), a normalising term known as evidence, is the probability
distribution of the sensory feedback S (Bishop 1995).
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As an example, we may know a priori th at when wearing a particular pair of goggles
we are either going to receive right-rotated feedback P [ M r ) = 0.9 or left-rotated
feedback P { M l ) = 0.1 and after initiating an arm movement towards a target,
visual sensory feedback S is obtained. It may be the case that the likelihood of
S under right-rotated feedback M r , P {S \ M r ), is 0.3, while the likelihood of leftrotated feedback M l is P {S \M l ) = 0.2. Using Bayes’ rule, the posterior probability
of the context being right-rotated feedback is

If we have no prior expectation, in other words the distribution P{M ) is flat, then the
calculated posterior P{M\S) is proportional to the likelihood distribution P{S\M).
Since sensory noise is assumed to be white, the likelihood distribution is Gaussian.
Thus the best single estimate is then the maximum likelihood value. If, however,
there is a prior expectation, then the posterior distribution may differ from the
likelihood distribution, and Bayes’ rule cannot be short-cut. In practise, only the
maximum of the posterior distribution is usually calculated.

1.3.2

Estimating time-varying signals

Often the signal we are interested in, for instance a moving target, changes over time.
One option is to simply apply Bayes’ rule iteratively at each time step. However, this
approach intrinsically biases the results to remain similar. A better time-varying
estimate can be made if we can formalise our knowledge about the temporal structure
in the system, for instance by using a hidden Markov process or a Kalman Filter.

Hidden Markov processes

In the simplest case of a hidden Markov process, the system is only in one of two
states, on and off. At each point in time, the system either stays in the old state, or
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it switches. Furthermore, the probability of switching only depends on the current
state. In the general case, the system may be in one of n discrete states, where the
probability distributions of transitioning from one of the n states to any of the n
states, describe the dynamics of the system over time. This is known as a Markov
process, which is first order, because the transitions only depend on the current
state, not on previous states. However, in many cases the state cannot be measured
directly, but has to be inferred from noisy sensory feedback, which is termed a hidden
Markov process (Rabiner and Juang 1986; Baum et al. 1970). Assuming th at the
system dynamics are Markovian, two problems have to be solved. First, the number
of states and the transition probabilities have to be determined, which is also known
as system identification or learning. Second, given the model parameters and a time
series of sensory feedback we have to determine the underlying states, in a process
called inference (for a review see Roweis and Ghahramani 1999). Interestingly, the
state sequence formed by taking the most probable state of the posterior distribution
at each time is not necessarily the single state sequence most likely to have produced
the observed data.

Kalman filter

Instead of assuming a discrete state, the Kalman filter has continuous states th at
are updating deterministically but with process noise, for example Xt+\ = A X t + Wt
where Xt is the state of the system (a vector), A is the state transition matrix
and w is white process noise. In analogy to hidden Markov processes, the state
is only observable indirectly through noisy sensory feedback Yt = C X t + Vt where
Y is the sensory feedback, C the output matrix and v white sensory noise. The
process takes its name from Kalman, who derived an efficient recursive optimal
solution to the inference problem (Kalman 1960; Kalman and Bucy 1961). This
recursive formulation uses a so-called Kalman gain which weighs the state estimated
based on sensory feedback, with the state estimate based on the previous state.
Initially, the Kalman gain changes, but it asymptotes relatively quickly to a value
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th at is determined by the relative magnitudes of the process and sensory noise. For
instance, in an arm movement study, subject’s arm position estimates were modelled
as a Kalman filter whose Kalman gain asymptotes after about one second (Wolpert
et al. 1995).

Extended Kalman filter

The classic Kalman filter assumes the dynamics of the system to be linear. However,
the dependence on the previous state may be nonlinear, such th at Xt+i = f(Xt)+Wt.
To make this system tractable, the trick is to calculate the current state m atrix At
by linearising / around the current state Xt, At = - ^ \ x f This powerful extension
to the Kalman filter is widely used in engineering.

Comparisons

The power of the Kalman filter is that it works with continuous states, while the state
transitions are limited by the linear state matrix A. The hidden Markov process,
in contrast can implement nonlinear dynamics through appropriate state transition
matrices, but it is limited by the fact th at there are only a limited number of discrete
states. The mathematical tools of system dynamics just reviewed may serve as useful
descriptions of how the true context evolves, and also of how the CNS estimates the
context. Chapter 3 uses a hidden Markov model of how the CNS estimates the
current context to quantitatively fit psychophysical pointing data.

1.3.3

Neurophysiology of estimation

State estimates can be generated by integrating the result of multisensory integra
tion (e.g. visuo-proprioceptive congruence) with the output of a sensory prediction
model. As discussed in Section 1.1.5, the operational definition of the context en
compasses parameters of the body and the environment. Many processes in the
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periphery, such as desensitisation, can be interpreted as operations towards esti
m ating the context. However, here the focus is on higher-level brain areas th at are
responsible for providing other brain areas with the information of where the hand
or an object it is controlling is.
A recent study described a patient whose context estimation was impaired after
damage to the superior parietal lobule (Wolpert et al. 1998). Dramatically, this
patient would ‘forget’ th at she was holding a cup if she did not attend to it, leading
to her dropping it. Pisella et al. found evidence for an ‘automatic pilot’ relying
on spatial vision which drives fast corrective arm movements th at can escape inten
tional control (Pisella et al. 2000). This phenomenon was absent in a patient with a
bilateral lesion of posterior parietal cortex. Desmurget et al. derived similar conclu
sions from an experiment in which subjects made fast corrective arm movements to
target jum ps th at were suppressed when the posterior parietal cortex was subjected
to transcranial magnetic stimulation (TMS) at movement onset (Desmurget et al.
1999).
These findings have analogues in the primate literature, where Eskandar and As
sad (1999) found cells in the lateral intraparietal area that could be interpreted as
predictive signals of where visual feedback should be. Other studies have found
cells in areas V6a / 7m (Obayashi et al. 2000) and — homologously in premotor
area 6 (Graziano 1999) — th at ‘predict’ hand location by being active during hand
movement, regardless of whether the hand is visible.

1.4

Modularity for control

M odularity can be explored experimentally through learning paradigms, since once
performance asymptotes it is difficult to assess how this performance comes about.
Alternatively, modularity can be explored theoretically by analysing the behaviour
of different modular architectures. In general there are two critical issues: first,
whether multiple solutions for the same task can be learned, and secondly, whether
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a single task solution is itself represented modularly, in the form of smaller building
blocks or primitives. Chapter 6 examines in simulations, whether multiple solutions
for the same task under different contexts can be learned by a particular modular
control architecture. Learning multiple solutions for the same task is an extreme
form of nonstationarity, in which the context can change abruptly.

1.4.1

Multiple task learning

In multiple task learning experiments, it is useful to distinguish between two types of
tasks, ones in which new relationships between perceived and actual spatial locations
are learned (kinematic mappings), and tasks in which new relationships between a
given movement and the forces necessary to generate it have to be learned (dynamic
mappings).
Modular learning explores whether it is possible to learn two different mappings in
parallel. If this is the case, then the next question is, how easy it is to switch from
one to another mapping. Finally, it would be interesting if the appropriate mapping
could be pre-cued. Interestingly, in perception a neural analogue for such statedependent learning has been demonstrated. When rat whiskers were stimulated
together with the application of acetylcholine, this resulted in long-lasting response
modifications, the recall of such altered responses depended on the presence of ex
ogenous acetylcholine (Shulz et al. 2000).
Kinematic learning is classically explored by wearing prism glasses which alter the
relationship between a viewed location and the associated arm posture to reach it.
The question is, whether one can be pre-cued to ‘know’ which mapping is needed
for the different prisms worn. Most learning paradigms involve two mappings such
as from left-displacing and right-displacing prisms. Learning can be measured by
analysing the extent to which subjects adapt to the new mapping. A more direct
measure is to remove the new mapping and observe the after-effect of having been
in the new mapping.
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Previous studies have shown that the motor system can, at least partially, adapt to
multiple prisms (Kravitz and Yaffe 1972; Welch et al. 1993) and is able to select the
appropriate behaviour when the context is cued by gaze direction (Kohler 1950; Hay
and Pick 1966; Shelhamer et al. 1991), body orientation (Baker et al. 1987), arm
configuration (Gandolfo et al. 1996) or an auditory tone (Kravitz and YafFe 1972).
The contextual cue can also be given through a visual scene which creates illusory
self-rotation (Cohn et al. 2000). When the cue given is intermediate between two
cues each associated with a different context, the behaviour seen is consistent with
mixing of the learned behaviours (Ghahramani and Wolpert 1997).
C hapter 3 explores an area that has received less attention, namely how withinmovement information can be used to select the appropriate mapping. Most previous
within-movement studies have focused on how sensory feedback is used within a
single context to improve accuracy (Elliott et al. 1995).
Dynamic learning experiments have shown that subjects can learn to compensate
for force fields th at are deterministic functions of the velocity and/or position of the
hand (Shadmehr and Mussa-Ivaldi 1994), but not explicitly functions of time (Cond itt and Mussa-Ivaldi 1999). These experiments typically involve making planar 10
cm reaches in several directions from a starting location. There is still some debate
as to how these force fields are learned (Shadmehr and Mussa-Ivaldi 1994; Cond itt et al. 1997; Thoroughman and Shadmehr 2000). Chapter 4 examines whether
explicitly time-varying kinematic perturbations can be learned.
Brashers-Krug et al.

(1996) showed th at learning a clockwise viscous curl field

interfered dramatically with the learning of an anti-clockwise curl field immediately
afterwards. This interference disappeared if the learning periods were separated by
more than 6 hours. Functional brain imaging revealed a shift in activation from
prefrontal regions of the cortex to the premotor, posterior parietal and cerebellar
cortex structures during the consolidation period (Shadmehr and Holcomb 1997). It
is possible to cue two opposite curl fields by using different hand postures to hold the
manipulandum, but not different thumb postures or flooding the room in different
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coloured light (Gandolfo et al. 1996).
Recently, Krakauer et al. (1999) found that learning novel kinematics is indepen
dent of learning novel dynamics, by showing th at there is no interference between
learning novel kinematics K and dynamics D. Flanagan et al. (1999) used a slightly
different approach to come to a similar conclusion: they showed th at performance on
the combination K+D was improved by learning K and D separately. Conversely,
learning the combination K+D improved subsequent performance of K alone (but
not D).

1.4.2

Modular control architectures

Our ability to coordinate movement testifies to the quality of control we have over
our nonlinear and nonstationary dynamics. This task might be solved by using a
divide and conquer strategy in which a complex problem is somehow partitioned
into a number of simpler sub-problems that can be solved independently, and whose
individual solutions yield the solution of the original complex problem.
The divide and conquer strategy raises several questions. How is the problem de
composed? How many sub-problems are there? How does each model know which
sub-problem it is responsible for? W hat and when does each model learn? Is each
model exclusively responsible for one sub-problem? How complex is an individual
model? Are all models structurally equivalent?
Interestingly, the answers to these questions in control theory, neural networks,
statistics, artificial intelligence and fuzzy logic are similar, although the nomen
clature is diverse, calling them local model networks (Johansen and Foss 1992; Jo
hansen and Foss 1993), operating regime-based models (Johansen and Murray-Smith
1997), multiple model estimation and adaptive control (Saridis and Dao 1972; Sten
gel 1986), gain scheduled controllers (Rugh 1991), heterogeneous control (B. and
Astrom 1994), mixtures of experts (Jacobs et al. 1991), piecewise models (Opoit-
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sev 1970; Kasavin 1972), local regression techniques (Schaal and Atkeson 1998) or
Takagi-Sugeno fuzzy models (Takagi and Sugeno 1985).

Decom position

Several approaches to the problem of decomposition have been proposed. One way
in which to do this is to partition the problem according to the physical components,
such as the hand, arm and trunk. This partitioning has the advantage of locally
decreasing the degrees of freedom of each controller. However, control will be poor
if there are strong interactions between components (interaction torques are nonnegligible (Bastian et al. 1996; Gribble and Ostry 1999)). Alternatively, the task
may be decomposed according to phenomena, for instance by asking whether the
movement in question is rhythmic or not.

A further possibility is to divide up

complexity according to different goals. For instance, there may be one module for
playing tennis, and another for writing (Wolpert and Kawato 1998). Finally, the
complexity may be partitioned according to the nonlinearity of the system dynamics.
For instance, there might be one model for the arm, when the interaction torques
are negligible, and a different one for an operating range in which the nonlinear
interaction torques do become significant.

This last approach is widely used in

engineering. Research has recently focused on finding implementations of such an
architecture which learn to self-partition.
The answer to the identification problem of how many sub-problems there are is
either to fix the number of modules, or, using a constructive approach (Narendra
et al. 1995; Narendra and Balakrishnan 1997; Schaal et al. 2000), to add a new
model, every time system performance drops below a threshold. Since neurons are
post-mitotic (with a few exceptions, see for instance Horner and Gage 2000), having
a pre-set number of modules is often assumed to have greater biological plausibility.
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Selection

Modular approaches invariably require a gating mechanism to select the right model.
The gating mechanism is the feature which differs most strongly between architec
tures. One option is to formulate a set of rules (‘if holding a tennis racket then use
the tennis model’) and to base selection on that. If such rules encompass a number
of conditional statements like in a flowchart, then this procedure can be formulated
as a hierarchical decision tree (Breiman et al. 1984; Friedman and Roosen 1995).
Taking decisions based on a decision tree is very easy. Learning the optimal decision
tree in the first place, however, is more difficult. Given a decision question such as
‘is the object in my hand heavier than x g?’ there are in general two criteria to
find the optimal value of x. In classification trees such as CART [Classification
And Regression Trees] the criterion is to minimise the probability of choosing the
wrong model, hence ‘classification’. Alternatively, regression trees such as MARS
[Multiple Adaptive Regression Splines], use a squared error criterion between desired
and actual output to minimise the output error of the tree. In other words, it is not
the identity of the model selected that is important, but the output of the selected
model. In MARS, the output of each model is a particular linear regression of the
input vector.
One problem with standard decision trees is that decisions are discrete, and when
switching from one model to the next there may be discontinuities in control.
Smooth transitions between models occur naturally, however, if decisions in a deci
sion tree are made according to fuzzy logic.^
Alternatively, smoothness can be achieved using probabilistic models such as Jor
dan and Jacobs’ (hierarchical) mixture of experts (Jacobs et al. 1991; Jordan and
Jacobs 1994)^. Here, each model i ‘answers’ the decision tree questions separately.
^The basic idea in fuzzy logic is that the answer to a question is not discretely yes (1) or no (0)
but varies smoothly from 0 to 1. For instance, when asked, whether it is dark in the middle of
sunset, fuzzy logic will answer 0.5, while the probabilistic approach will say 0 50% of the time
and 1 50% of the time. The theory of fuzzy logic describes how to manipulate fuzzy statements.
2The relationship between probabilistic and fuzzy methods is interesting, as in some ways, fuzzy
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while a gating network then combines these answers to an overall answer. For each
model a gating value n* can be calculated, which is a linear regression of the input^.
The probabilistic element in the architecture is to not simply select the model with
the biggest gating value u, which would be a winner-takes-all situation. Rather, the
overall answer is the responsibility-weighted sum of all answers, where the respon
sibility of each model is the softmax-normalised gating value
MOSAIC is another architecture which also uses the softmax transform as a proba
bilistic element. In contrast with the mixture of experts, however, the gating value is
not calculated by an input-dependent gating network. Instead, the mixture of (con
trol) models is augmented with their own predictors, which try to predict the sensory
consequences of control (Wolpert and Kawato 1998). The softmax-normalised pre
diction errors — which depend on the output of the system — are used as gating
values to select the appropriate control models.

Learning

In neuroscience, it is not clear how prior knowledge may be available to partition the
models, and thus current modelling methods concentrate on automatic partitioning
procedures. Automatic partitioning procedures assign a given model responsibility
during control. To learn the right responsibilities, one could let each model give its
output in turn and then pick the one that is best. However, this would provide the
information too late. One option in this case is to store when each model is most
appropriate. Classically, what one can do is to take im portant regions in the state
space, train one model there and then go to the next region. Here the time when
each model has to learn is given from the outside. To self-supervise learning a trick
is to associate each controller with a predictor th at predicts what is going to happen.
logic is deemed ’orthogonal to probability theory as it focuses on ambiguities in describing
events, rather than uncertainty of occurrence or non-occurrence’(Pearl 1988), but it is possible
to describe fuzzy logic in terms of uncertainty of which label to use. In the multiple model
case a fuzzy representation of model selection would amount to uncertainty about which local
model was the correct one for a given non-fuzzy operating point.
^This linear network permits division of task space that are oblique with respect to the axes of
the input, unlike CART or MARS.
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The controller associated with the predictor that generates the best prediction, then
receives the biggest share in controlling (Wolpert and Kawato 1998).

Model complexity

Modular architectures can be made arbitrarily accurate either by increasing the
number of models, or by making the local models sufficiently complex.

In the

upper limit of single model complexity, there is one global model, at the other end
the architecture is a lookup table.

A classical multilayer perceptron network is

intermediate on this scale, while decision trees generally have simple models.
How complex, therefore, should an individual model be? In engineering, by default
models are assumed to be linear. Both simpler, locally constant models as well
as more complex polynomial models have been explored (Pottm ann et al. 1993).
Even more powerful multilayer perceptron models can learn any smooth relationship
(Rumelhart et al. 1986). In general, a model can be constructed as the weighted
sum of a set of basis functions. Gaussian radial basis functions are often used in
theoretical neuroscience.
The structure of individual models in movement neuroscience is unclear. However,
since the basic computational units of brains are nonlinear neurons, it would be
unsurprising if the individual models reflected some of that complexity.

1.4.3

Cerebellum and modular control

The cerebellum contains 70% of the brain’s neurons, it has grown overproportionally
in evolutionary terms and its architecture is both relatively simple and massively
parallel. This and the fact th at cerebellum has been implicated in accurate control
as well as in tool use make it a very attractive target for modelling studies. The
cerebellum has a repeated crystalline basic circuitry (Figure 1.2) even though it
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Figure 1.2: The basic circuitry of the ccrebelluni. Excitatory synapses are depicted
as triangles, inhibitory ones as bars. For clarity, the climbing-fibre and
the rnossy-fibre pathway are shown in black, while the other parts of the
wiring diagram are shaded in grey.
has three sagittal divisions and three main transverse divisions, each of which is
pntatively involved in slightly different tasks (Voogd and Glickstein 1998).
Adult patients with cerebellar tumours make movements which tend to be jerky,
tremulous, weak, and inaccurate. Further, multijoint movements disintegrate into
a series of separate responses and there are difficulties in forming normal muscle
synergies. Similarly, humans born without a cerebellum have very severe move
ment deficits, although they can still generate simple, albeit inaccurate movements
(Glickstein 1994).

Classification

Given its apparent importance for controlling movement, the question is how the
cerebellum interacts with the core motor system. Ito (1984) suggested that the
cerebellum could interact with the core motor system by forming part of a loop with
cortical structures, or as a side path that runs parallel to the core motor system.
Whatever the mode of cerebellar interaction with the motor system, it is useful
to classify the nature of the contribution of the cerebellum. More directly: what
computation does the cerebellum add untegrate into the motor system? While there
is wide agreement on the idea that the powerful climbing fibre input to the Purkinje
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cell serves as a teaching signal, there is no consensus as to the nature or ‘currency’
of the signal. While some believe the climbing fibre error signal to be in sensory
coordinates (Parsons et al. 1997), other have proposed that they are motor (Kawato
and Gomi 1992b).

Proposed roles

Early on it was proposed th at during coordinated movements th at require precise
timing, the cerebellum might provide a common internal clock (Braitenberg and
Atwood 1958; Braitenberg 1961; Ivry 1996). The elegance of this notion arises
due to the large communication delays in the motor system. Note that the timing
function need not be implemented as a clock in the conventional sense.
Holmes, in a detailed study of visually guided movements, ascribed to the cerebel
lum the role of a comparator. A comparator compares desired and actual levels
of a reference parameter, the difference forming an error signal th at could be used
for negative feedback control. Thus the cerebellum would detect errors in motor
performance and issue corrective motor commands (Holmes 1917; Holmes 1939). In
the com parator hypothesis, the reference parameter is pre-specified, a condition that
is somewhat restrictive. In the late 1960s, a more general scheme was proposed in
which the nature of the reference parameter can be learned. Marr (1969), and later
in a modified version Albus (1971), proposed that the cerebellum functioned as a
context-driven pattern recognition system, in which the Purkinje cells act as single
learning devices or perceptrons.
Kawato and colleagues suggested th at the cerebellum could function as a purely
motor organ (Kawato and Gomi 1992a; Atkeson 1989; Schweighofer et al. 1998).
They observed that a small area of cerebellar cortex receives input from the same
climbing fibres and in turn sends its output to one deep nuclear neuron.

They

interpreted this as an integrated system, a microzone, which could act as a motor
command generator, in which case the climbing fibre would carry purely motor error
information.
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Paulin (1989), by contrast argued th at the cerebellum may in fact be a sensory
organ: a predictive and adaptive sophisticated motion tracking system which has
the actual function of modelling internal and external dynamics. He likened the role
of the cerebellum to a Kalman predictor — a mechanism which tracks, encodes, and
predicts the states of dynamic systems (see also 1.3).
A subtly different idea is that of a Smith predictor (Miall et al. 1993). In a Smith
Predictor the current state is estimated via an internal forward model. Implemented
with a high gain and together with a feedback controller, this loop is functionally
equivalent to an inverse model. To correct for discrepancies with the actual state,
the actual sensory feedback is compared —in a second loop — with an appropriately
time-delayed state estimate. A potential problem with both the Kalman and the
Smith predictor idea is th at such control schemes may become unstable if the feed
forward gain is set too high — for instance if the dynamics of the controlled object are
unstable. This problem could be alleviated, by decreasing the gain to a suboptimal
value.
Recently, a modular architecture called MOSAIC — MOdular Selection And Iden
tification for Control — has been proposed for the cerebellum, which allows pre
diction and control for multiple objects and environments (Wolpert and Kawato
1998; Wolpert et al. 1998). Its building blocks are paired inverse and forward mod
els, functionally reminiscent of a Smith predictor. However, since the architecture
is modular, there is the additional problem of selecting the models appropriately.
This is solved by selecting the inverse models based on the prediction errors of their
associated forward models.
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1.5

Summary of experimental chapters

2. Generalisation of the visuomo-

How is a visually defined target transformed into
coordinates appropriate for movement? The rep

tor transformation

resentation of this transformation is explored in a
virtual reality pointing experiment.
3. Context

estimation with feed- This chapter addresses how brief instances of feed
back during a movement can be used to estimate

back

the sensorimotor context. A general framework is
presented based on a hidden Markov process.
4. Context

estimation

without

feedback

How is the context estimate updated when feedback
is withheld? This question is explored both when
the context changes smoothly as well as when it
switches between discrete states over time.

5. Imaginguncertainty and incon- This chapters examines brain activity when con
sistency in context estimation

text estimation is based on visual feedback in a
joystick paradigm. Specifically, we looked at brain
activity when the context — the joystick gain —
was unknown before a trial (uncertainty), and when
the context was unexpectedly inconsistent with the
prior contextual cue.

6. Context estimation for modular control

Simulations are used to explore, whether a linear modular control architecture, MOSAIC, can be
used to solve nonlinear and nonstationary control
problems. It is shown that MOSAIC can learn to
control the dynamics of a two-link arm.

7. Motor learning of prediction
versus control

This chapter examines the relative rates of adaptation of prediction and control when learning to
manipulate a novel, unstable load in a grip-force
paradigm.
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2 Generalisation of the visuomotor
transformation

2.1

Abstract

During visually guided movement, visual coordinates of target location
must be transformed into coordinates appropriate for m ovem ent. The
representation of this visuomotor coordinate transformation was studied
by examining changes in pointing behaviour induced by a local visuom o
tor remapping. The visual feedback of finger position was lim ited to one
location w ithin the workspace, at which a discrepancy was introduced be
tween the actual and visually perceived finger position. This remapping
induced a change in pointing which extended over the entire workspace
and was best captured by a spherical coordinate system centred near the
eyes.
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2.2

Introduction

To reach a visually perceived target, the central nervous system (CNS) must trans
form visual information into appropriate motor commands (Andersen et al. 1985;
Soechting and Flanders 1989; Flanders et al. 1992; Kalaska and Crammond 1992;
Ghilardi et al. 1995). This transformation from visual to motor coordinates is known
as the visuomotor map. Plasticity of the visuomotor map is essential, as sensorimo
tor discrepancies inevitably arise throughout life, for instance due to body growth
(Held 1965; Howard 1982). This plasticity has been studied extensively, demon
strating the remarkable ability of the visuomotor map to adapt, at least partially,
to a wide variety of stable remappings (for a review see Welch 1986).
To assess the natural coordinate system of the visuomotor map a paradigm was used,
in which subjects were exposed to a single novel visuomotor (visuo-proprioceptive)
pairing. Such a single point remapping can be captured by a shift in almost any coor
dinate system. However, the pattern of generalisation, th at is the change in pointing
at other points in the workspace, will be determined by the particular coordinate
system in which the visuomotor map is represented. In contrast, previous studies of
visuomotor adaptation have generally used prisms to alter the visuomotor map over
a large region of the workspace. This is equivalent to providing a set of training
data in the form of many visuo-proprioceptive pairs. From such studies it is difficult
to infer the natural coordinate system of the map as the set of visuo-proprioceptive
pairs experienced may be in conflict with the visuomotor m ap’s natural coordinate
system, leading to an ambiguous adaptation.
Predicted and actual changes in pointing after such a single-point remapping were
compared based on flve a priori hypotheses of the coordinate system of the visuomo
tor map: Cartesian coordinates based at the shoulder and eye. Spherical coordinates
based on both shoulder and eye and joint-based coordinates. This work builds on
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previous studies of spatial generalisation in one-dimension (Bedford 1989; Bedford
1993a) and two-dimensions (Ghahramani et al. 1996) which suggested a Cartesian
coordinate system, and generalisation in the velocity domain suggesting a decay
of adaptation at novel velocities (Kitazawa et al. 1997). The present study used
pointing in three-dimensional space which allowed natural pointing movements and
joint angles measurements.

2.3

Methods

Subjects
Eight right-handed subjects (5 men; 3 women; ages 21-33) gave their informed
consent and participated in the study. Subjects were naïve to the purpose of the
experiment. They participated in a remapping and a control session on separate
days in a balanced order. Control sessions were identical to the remapping session
except th at no visuomotor remapping was introduced.

Apparatus
A schematic of the setup is shown in Figure 2.1. The subject’s arm position was
monitored with infrared emitting diodes (IREDs) whose positions were detected by
an Optotrak 3020 motion analysis system (Northern Digital, Waterloo, Ontario) at
90 Hz. 18 IREDs were mounted on three rigid bodies (RB) placed on the subject’s
fingertip (8 ), forearm (6 ) and upper arm (4). The position and orientation of the
RBs was calculated from the IREDs using Procrustes analysis, which has been used
previously to compare arm trajectories (Haggard and Richardson 1996). To measure
joint angles, the centre of the shoulder rotation (shoulder position) was determined
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by pivoting the elbow around a fixed shoulder and calculating the point relative
to the upper arm RB whose positional variance in Cartesian space was minimal.
The elbow position was determined by rotating the upper arm and forearm and
calculating the point relative to the upper arm RB whose positional variance relative
to the forearm RB was minimal, th at is the elbow’s centre of rotation. Joint angles
were calculated from the two 4x4 homogeneous transformation matrices which define
the position and orientation of the upper arm and forearm RBs. From the orientation
of the upper RB, the joint angles 7 , /?, a, which represent successive rotations of
the upper arm about fixed Cartesian x, y and z axes, respectively were calculated
(Figure 2.1). The zero angular position for the upper arm was taken as the upper
arm pointing downward aligned with the vertical z axis and the forearm pointing
along the positive y axis when the elbow was bent to 90 degrees. The elbow angle
4> was the angle between the forearm and the upper arm and was calculated form
the relative orientations of the upper arm and forearm RBs.
The three-dimensional virtual visual feedback setup was used to overlay images
on to the arm ’s workspace. The images were generated using the OpenGL graphics
package which uses projective geometry to adjust the size of the image appropriately
with its distance and angle from the eye. Therefore the subject sees a perspective
view in which the size of the object on the retina reduces as the object moves further
away.
Prior to each session the position of the IREDs relative to the projected image
position was calibrated for each subject as the perspective algorithm depends on
the subject’s inter-ocular distance (Goodbody and Wolpert 1998). By illuminating
the semi-silvered mirror from below, the virtual image and the IRED could be
lined up by eye. Each subject calibrated on 24 points on a three-dimensional grid
covering the workspace. A linear regression fit of image position to IRED position
was performed and this was then used on-line to position the targets and hand
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Figure 2.1: Apparatus for measuring unconstrained three-dimensional arm move
ments under three-dimensional virtual visual feedback. Looking down
at the mirror through field sequential glasses, the subject sees the vir
tual image of the finger and targets which are projected onto the rear
projection screen from the computer. The shuttered glasses alternately
blanked the view from each eye in synchrony with the display allowing
each eye to be presented with the appropriate planar view—subjects
therefore perceived a three dimensional scene. The shaded area shows
the workspace in which the targets appeared (See methods). The expo
sure target, at which a visuomotor remapping was introduced, is shown.
feedback images. Cross-validation sets gave an mean calibration error of less than
1.0 cm.

During the experiments an opaque sheet was fixed beneath the semi-silvered mirror
thereby preventing any direct view of the arm. Subjects could not see their arm
but were shown their finger location as a 1 cm green cube. A computer controlled
discrepancy between the finger and cube position could be introduced. Targets were
displayed as red, 4 rnm radius spheres.

Procedure
Each session had four phases—familiarisation, pre-exposure, exposure and post
exposure—interspersed with rest periods every 50 movements. Pointing movements
were made to 36 targets in the three-dimensional workspace. One of these targets
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was the exposure target, at which the visuomotor remapping was introduced (Fig
ure 2 . 1). A trapezoidal workspace was chosen in order to maximise the volume of
the workspace, given the constraint of subjects having to be able to see all tar
gets binocularly. This was achieved by moving the first seven targets in the lowest
horizontal plane forward (see Figure 2 .2 )
Each trial consisted of a pointing movement to one of the targets. The trial started
when the finger moved behind a notional fronto-parallel plane 12.2 cm in front of
the eyes, at which time a target appeared. Subjects were asked to assume a similar
starting position, with the finger close to their midline.
In the familiarisation phase, subjects pointed to targets with continuous veridi
cal feedback of their finger position. The exposure target was presented 12 times
and all the other targets were presented twice in a pseudo-random order. In the
pre-exposure phase subjects’ pointing errors were assessed prior to the remapping.
Subjects pointed to targets without visual feedback of their finger location. The
exposure target was presented 18 times and all other targets 3 times in a pseudo
random order. Each trial ended when the subject’s finger velocity dropped below
1 cm/s.

In the exposure phase, subjects repeatedly pointed to the exposure target (x = 8.1
cm, y = 36.2 cm, z = -27.6 cm; origin between the eyes) 50 times. During this phase
a visuomotor remapping was introduced, tailored for each subject based on their
average pre-exposure pointing position at the exposure target. This ensured a similar
remapping for all subjects independent of their pre-exposure pointing biases. The
remapping required subjects to point 6 cm to the right (positive x) of this average
position in order to perceive their finger on target. The location and direction of
the remapping were chosen so as to maximise the differences in the predictions of
the hypotheses tested. To limit the visuo-proprioceptive exposure, visual feedback
of finger position (green cube) was only displayed when the subjects were within
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3 cm of the target. The trial ended when the subject had held their finger on target
continuously for 2 seconds. The remapping was introduced gradually in the exposure
phase, incrementing on each trial so th at the full perturbation was present on trial
17. In the control condition visual feedback was altered so th at subjects had to
point to their average pre-exposure position to see their finger on target. Taking the
average pre-exposure position as a baseline, ensured that constant pointing errors
were factored out.
In the post-exposure phase the changes in pointing due to the exposure phase was
assessed. As in the pre-exposure phase subjects pointed to the targets without visual
feedback. The exposure target was presented 18 times and all other targets 3 times
in a pseudo-random order. To prevent any decay of learning, an exposure trial was
presented after every three trials.

Analysis
For each subject and target, average pre- and post-exposure pointing positions were
calculated. The difference between pre- and post-exposure represented the gener
alisation of the remapping over the workspace. These changes were compared to
predictions based on the five hypotheses about the natural coordinate system of the
visuomotor map. The first was a Cartesian coordinate system with a fixed origin
between the eyes. Second, a Cartesian coordinate system with origin at the shoul
der was considered. This coordinate system differs from the eye-centred system, as
the eye is fixed in external space whereas the shoulder is free to move by several
cm. Thus, the Cartesian shoulder coordinate system represents the finger position
relative to the shoulder. Third, a spherical coordinate system centred about the
eyes (r,

6) was tested, in which r, (f> and 6 represent distance, azimuth and ele

vation respectively. Fourth, a spherical coordinate system with the origin at the
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average shoulder position was considered. Finally a joint-based coordinate system
was examined (see Apparatus for joint-angle definition).
For each point a vector u was calculated representing the location of the finger in
a particular coordinate system. For each hypothesis the observed change at the
exposure target is duj = ojpost-exposure ~ ^pre-exposure- For each hypothesis and non
exposure target, predictions were made by adding du to the pre-exposure pointing
coordinates: UpredicUon = ^pre-exposure + w and then transforming all the predictions
into Cartesian space. Thus, the change in pointing at the exposure target created
a single, global offset in the coordinate system (e.g. du = {dr, dcf), d6) in spherical
coordinates). In other words, to predict the change in pointing, the offset calculated
from the exposure target was added to all pre-exposure pointing coordinates. For
spherical coordinates, the possibility was examined that the distance r was altered
by a gain {k) change mechanism, such that Vprediction = k x Vpre-exposureThe prediction error for each target was calculated as the magnitude of the vector dif
ference between the predicted and actual changes in pointing. Average pre-exposure
and post-exposure positions were used to calculate the actual change in pointing.
Prediction errors, averaged over targets, were calculated for each subject and hy
pothesis. The best hypothesis post-hoc was compared to the other hypotheses using
a paired one-tailed t-test. Significance levels were Bonferroni-corrected for multiple
comparisons.

2.4

Results

Changes in pointing between the pre- and post-exposure phases in the control con
dition were not significant along any of the Cartesian coordinate axes (Figure 2.2a).
However, remapping of a single point in space induced significant changes in pointing
over the whole workspace (Figure 2.2b). The changes were significant along x and
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Figure 2.2: Change in pointing behaviour between pre- and post-exposure phases in
the a) control and b) remapping conditions (pooled data from all sub
jects). The plots are two-dimensional slices through the workspace with
the orientation of each row indicated by the schematic of the subject.
Arrows depict the change in pointing, with the arrow pointing from the
pre-exposure to the post-exposure position. Error ellipses show 95% con
fidence limits for the change in pointing at each target. The veridical
target positions are shown as black dots in the control condition. The
exposure target is highlighted by a square. Coronal slices (upper plots
at fixed y) and horizontal slices (lower plots at fixed z) are shown. Note
that for the y values which are split (e.g. 22.2/16.2) the larger value
is for the bottom row of targets, due to the trapezoidal shape of the
workspace (see Methods).
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the y, but not the z axis (two-tailed t-test with 7 degrees of freedom; x: p < 0.001
{t = 12.49), y: p < 0.005 (t = 4.05), z\ p = 0.89 [t = 0.13). On questioning, only
one subject suspected a remapping during the experimental condition. The pattern
of generalisation resembled a co-linear shift in the coronal plane (xz), whereas in the
horizontal plane (xy) changes looked rotational. The average magnitude of change
in pointing was 4.544:0.32 cm (m eanis.e.) and did not decay significantly with
distance from the exposure point (Figure 2.3a).
The actual changes in pointing were best predicted by spherical coordinates centred
around the eyes (Figure 2.3b). Theses predictions were significantly better than
spherical coordinates about the shoulder (p < 0.05, t{7) = 3.047 ), joint angles
(p < 0.05 t{7) = 3.014), Cartesian coordinates (p < 0.0011{7) = 10.280) as well as
the hypothesis th at there is no generalisation (p < 0.051(7) = 3.055). The absolute
prediction errors for each subject and hypothesis are summarised in Table 2.1. This
shows th at spherical coordinate about the eye produced the best prediction for 5
out of the 8 subjects and produced the second best prediction for the 3 remaining
subjects. As shown in Figure 2.3c, spherical coordinates about the eyes captured
the pattern of changes in the pointing observed. An analysis of the prediction errors
for the spherical coordinate system about the eyes (that is the vector differences
between the black and red arrows of Figure 2.3c showed no obvious trends and in
particular showed no correlation along any of the Cartesian axes (p > 0.05). The
predictions made by the hypothesis of a scaling of the distance (r) component of the
spherical coordinate, as opposed to a single offset, were systematically worse than
for the single offset hypothesis (data not shown).
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Figure 2.3: a The magnitude of change in pointing with distance from the exposure
target, b Mean prediction errors (±s.e.) for each hypothesis, c Com
parison of predicted changes in pointing based on spherical coordinates
around the eyes (red) with actual changes (black) in the same format
as Figure 2 .2 . Predictions are based on the change in pointing at the
exposure target (highlighted by a square). Pooled data from all subjects
are shown.
Hypothesis
Spherical eye
Spherical shoulder
Joint

Subject
SI
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S3

S4

S5

S6

S7

3.69 (1)
3.97 (2)
4.27 (3)

2.79 (1)
2.90 (2)

3.02 (1)
3.15 (2)
3.30 (3)

2.09 (1)
2.53 (2)
3.31 (5)

3.47 (1)
3.59 (3)
3.56 (2)

3.63 (2)
3.84 (3)
4.34 (5)

2.87 (2)
2.99 (3)
2.85 (1)

Cartesian shoulder

4.66 (4)
4.67 (5)

3.19 (3)
3.73 (6)
3.37 (4)

3 8 6 (5)
3.51 (4)

2.93 (3)
3.06 (4)

4.11 (6)
3.74 (4)

4.82 (6)
4.19 (4)

3.37 (4)
3.47 (5)

No change

4.84 (6)

3.55 (5)

3 97 (6)

4.28 (6)

4.06 (5)

2.93 (1)

5.89 (6)

Cartesian eye

S8
2.32 (2)
2.23 (1)
2.35 (3)
3.53 (5)
2.45 (4)
4.06 (6)

Table 2.1: Average prediction errors for individual subjects and hypotheses in cm.
The ranking of the hypotheses for each subject is given in brackets.
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2.5

Discussion

In this study a three-dimensional virtual reality setup was used to expose subjects
to a highly localised remapping between actual and displayed finger position. This
induced significant changes in subjects’ pointing behaviour over the entire workspace
which did not decay significantly with distance from the remapped location. Several
hypotheses as to the natural coordinate system of the visuomotor map were tested,
by comparing predicted changes in pointing with actual changes. The hypothesis of
spherical coordinates with the origin at the eyes best captured the observed changes.
These predictions were significantly better than those based on spherical coordinates
about the shoulder, joint angle coordinates or Cartesian coordinates.
Our results are consistent with Bedford’s findings (Bedford 1989; Bedford 1993b;
Bedford 1993a) that changes in pointing did not decay with distance from the remap
ping, and were approximately linear along a fixed radius of arc. Ghahramani et al.
(1996) found a decaying pattern of generalisation in their planar two-dimensional
study. Their study was limited in two im portant respects which could account for
these differences. First they had no control over the starting position of the hand, a
factor th at is thought to exert an influence over the visuomotor remapping. In our
study, subjects were confined to executing movements from a limited region of space
in front of their body. Second, the nature of their apparatus constrained the subject
to make unnatural pointing movements, forcing subjects to point at the height of
their shoulder.
Previous generalisation studies focusing on movement dynamics have found jointbased generalisation (Shadmehr and Mussa-Ivaldi 1994). However, this study shows
that for the visuomotor map the natural coordinate system is not joint-based.
Imamizu et al.

(1995) examined pointing behaviour with a 75 degree rotatory

remapping and, consistent with our data, showed that subjects learned the rota
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tion for movements in one direction and generalised this to movements in other
directions (Imamizu et al. 1995).
Flanders et al. (1992) had subjects perform targeted arm movements to remem
bered positions of virtual targets in three-dimensional space. They suggested that
retinocentric coordinates gradually evolve through head-centred to become shoulder
centred coordinates (Soechting et al. 1990; Flanders et al. 1992). McIntyre et al.
(1997) found evidence for an eye-centred frame of reference by analysing variable
errors and constant errors in a three-dimensional pointing task to remembered posi
tions with visual feedback of the finger position. This finding was independent of the
hand used, its starting position and head orientation. In a pointing task without
visual feedback of finger position, Baud-Bovy and Viviani (1998) found evidence
for a representation in spherical coordinates by analysing the variable errors. Our
results show th at the process of visuomotor learning also has a natural coordinate
system based on spherical coordinates centred near the eyes.
A neurophysiological study in monkey by Lacquaniti et al. (1995) suggests th at the
superior parietal lobule (Brodmann area 5) might represent a neural substrate for
an ego-centric spherical representation of reaching to a visual target. Analysis of
electrical discharge of parietal neurons during 3D reaching revealed a specific neural
tuning along the distance, azimuth and elevation axes. Both shoulder-centred and
eye-centred spherical frames fit the neural data, but the eye-centred frame fitted
slightly better.
In conclusion, by studying a highly limited visuomotor remapping I have been able to
examine the natural coordinate system of the visuomotor map under natural point
ing movements in three-dimensional space. Based on a comparison of the prediction
of several a priori hypotheses it was determined that the pattern of generalisation
seen is best captured by a spherical coordinate system centered near the eyes.
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3 Context estimation with
feedback

3.1

Abstract

Human motor behaviour is remarkably accurate and appropriate even
though the properties of our own bodies as well as the objects we interact
w ith vary over tim e. To adjust appropriately, the motor system has to
estim ate the context, that is the properties of objects in the world and
the prevailing environmental conditions.
Here I show that to determine the current context the central nervous
system uses information from both prior knowledge of how the context
might evolve over tim e and from the comparison of predicted and actual
sensory feedback. Further, it is shown that these two sources of informa
tion may be modelled within the central nervous system and combined to
derive an accurate estim ate of the context which adjusts motor command
selection. This provides a novel probabilistic framework for sensorim otor
control.
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3.2

Introduction

The previous chapter has examined the structure and plasticity of the visuomo
tor mapping. The following chapters explore how the context is estimated in the
presence of multiple visuomotor mappings. Our ability to generate accurate and ap
propriate motor behaviour relies on tailoring our motor commands to the prevailing
movement context. This context embodies parameters of both our own motor sys
tem, such as the level of muscle fatigue, and the outside world, such as the weight of
a bottle to be lifted. As the consequence of a given motor command depends on the
current context, the central nervous system (CNS) has to estimate this context so
th a t the motor commands can be appropriately adjusted to achieve accurate control.
In general, the CNS does not have direct access to the true context, but can gain
information about it through sensory feedback. The estimation problem arises be
cause our sensors are noisy, time-delayed and often provide incomplete information
about the context. Also, the context is not static but tends to evolve in a structured,
but often uncertain way. For example the weight of a bottle tends to decrease as we
pour from it, and muscles fatigue with use. Thus as the context evolves over time,
sensory feedback can provide information about the current context. In the presence
of an unknown and possible changing context the CNS can continuously estimate
the current context using two types of processes. First, the CNS could compare
the actual sensory feedback with the feedback predicted for each possible context.
This allows the CNS to estimate the likelihood of each context being present given
a particular sensory feedback signal. Second, the CNS could model how the context
is likely to evolve over time. Given these two types of processes the CNS can then
estim ate the probability of being in a particular context (see Methods for details).
I have sought to study how sensory information is used online to estimate the current
context and thereby control movement. To achieve this, subjects received visual
feedback under one of two contexts during pointing. The contexts were two different
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relationships between perceived and actual finger position. This relationship was
generated experimentally using virtual reality.
First, I explored how visual feedback limited to brief instances during a pointing
movement affected pointing behaviour (Rotation & Translation experiments), after
learning to point under two different contexts. The timing of feedback and which
context the feedback was generated by was systematically varied. I assessed the
how such feedback affected pointing. In the first. Rotation experiment the two con
texts were chosen so th at the difference between them increased into the movement,
while in the second. Translation experiment it remained fixed. The results of both
experiments are then placed within a probabilistic framework of context estimation.

3.3

Methods

Apparatus
Subjects made unconstrained movements to visual targets under stereoscopic visual
feedback (Figure 3.1a) as described in the Methods of Chapter 2 . Subjects sat with
their head in a chin rest and had infrared emitting diodes (IREDs) mounted on their
finger. Marker positions were recorded at 100 Hz using an Optotrak 3020 (Northern
Digital, Waterloo, Ontario). The O ptotrak was driven from a Silicon Graphics (SGi)
Indigo 2 XZ workstation (Silicon Graphics, Mountain View CA) where the position
data was stored for later analysis. The markers allowed the position of the finger to
be used online in the virtual visual feedback display on the SGi.
Finger feedback was provided as a 4 mm green wire cube in the virtual scene and ta r
gets were presented as 4 mm diameter coloured spheres. A static grid was displayed
in the horizontal plane underneath the targets. By extinguishing the cube, which
represented the finger position, movements in the absence of visual finger feedback
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could be examined.

Computer-controlled discrepancies could also be introduced

between the actual finger position and the displayed finger position.

Subjects
All subjects in the Rotation (n=9) and Translation (n = 8 ) experiments were righthanded, gave their informed consent and were naive to the purpose of the experi
ment. Three subjects who had participated in the Rotation experiment also partic
ipated in the Translation experiment after an interval of at least three weeks.

Rotation experiment
The aim of the experiment was to adapt subjects to two different contexts, th a t is
visuomotor mappings, in order to examine how sensory feedback during a movement
is used to estimate the current movement context. Trials were initiated by a move
ment to the start target (8 cm right of, 21 cm in front of and 28 cm below subjects’
eyes) with visual feedback of finger position only given within 4 cm of the start.
The actual trial was a pointing movement to a continuously displayed target 25 cm
ahead (mean duration 1.15s; Figure 3.1a). Finger feedback was either withheld for
the entire movement (no feedback), provided for the entire movement (full) or only
provided for one (single) or two (double) brief instances of 50 ms. When provided,
the visual feedback of the finger location was either veridical or rotated 7° to the
right about the starting target in the horizontal plane (see Figure 3.1b: note for
clarity the angle is exaggerated). Note th at the two contexts are indistinguishable
at the start of the movement.
To assess subjects pointing behaviour before any learning, subjects initially per
formed 18 trials with full veridical feedback followed by 18 trials with a brief in
stance of either veridical (9) or rotated (9) feedback 10 cm into the movement, in a
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Figure 3.1: a, Apparatus for measuring unconstrained 3-dimensional arm move
ments under 3-dimensional virtual visual feedback. Looking down at the
mirror, the subject sees virtual images of the finger and targets, which
are projected onto the rear projection screen from the computer. Shut
tered glasses alternately blanked the view from each eye in synchrony
with the display, such that each eye was presented with the appropriate
planar view—subjects therefore perceived a 3-dimensional scene, b -d .
Rotation experiment paradigm. The solid arrows represent a straightline finger path and the dotted line is where the finger would be dis
played under rotated feedback. The ovals show example locations where
the finger feedback was briefly dis])layed. Single visual feedback condi
tion: the finger is briefly displayed either at the veridical location (top)
or rotated location (bottom). Double consistent visual feedback condi
tion: the finger is displayed twice either both veridically (top) or both
rotated (bottom). Double inconsistent visual feedback condition: the fin
ger is displayed twice as an inconsistent pair, veridicahrotated (top) or
rotated:veridical (bottom). Note that under right-rotated feedback, sub
jects have to point to the left in order to perceive their finger on target,
e g. Translation experiment paradigm. Panels e g are analogous to b
d except that visual feedback is either left-translated or right-translated
as opposed to veridical/rotated.
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pseudo-random order that was different for each subject. To adapt subjects to the
two visuomotor contexts, subjects then performed full-feedback trials under veridical
(18 trials) or rotated (18 trials) feedback in pseudo-random order.
To examine how sensory feedback during the movement affects the context estimate
I then examined (post-learning) subjects’ pointing when they received either no, one
or two brief instances of visual feedback during the movement. Single instances of
feedback (Figure 3.1b) were given 4, 6 , 8 , 10, 12, 14 or 16 cm into the movement,
and the feedback presented was either veridical or rotated. In double feedback trials
an additional instance of feedback was given at 10 cm. The two instances of visual
feedback were either consistent, that is veridicahveridical or rotated notated (Fig
ure 3.1c), or inconsistent, that is veridicahrotated or rotated:veridical (Figure 3.Id).
Each of the 39 trial types — 1 no feedback -f 7 (positions) x2 (contexts) single feed
back 4- 6 (positions excluding 10 cm) x 2 (contexts for first instance) x 2 (contexts for
second instance) for double feedback—was presented nine times in a pseudo-random
order, interspersed with full feedback trials every five trials to prevent decay of learn
ing. Movements with no or only brief visual feedback ended when finger velocity
dropped below 3 cm/s, while movements with full visual feedback terminated when
the finger was within 0.8 cm of the target.

Translation experiment

The Translation experiment differed from the Rotation experiment in one main
respect—the two contexts were a 0.75 cm leftward and a 0.75 cm rightward trans
lation, which were introduced gradually over the first 4 cm of the movement (Fig
ure 3.1e-g). Trials were initiated by moving the finger within 4 mm of the start
target. Subjects were familiarised with 32 full veridical feedback trials followed by 8
trials with no visual feedback. To assess pre-learning pointing, subjects performed
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16 trials with either left-translated (8 ) or right-translated (8 ) feedback 10 cm into
the movement. During learning, subjects received either full left-translated (36 tri
als) or full right-translated (36 trials) feedback on each trial in a pseudo-random
order. In the post-learning trials, single instances of feedback were given at 5, 8 ,
10, 12 or 15 cm, while in double feedback trials, as in the rotation experiment, an
additional instance of feedback was given at 10 cm. Each of the 27 conditions was
presented eight times, interspersed with full feedback trials every three trials.

Context estimation model
The Rotation and Translation experiments were quantitatively fitted with the con
text estimation model (for a qualitative description of the model see Discussion)
shown in Figure 3.2. Here, the context at time t, Ct, is an n dimensional vector of
indicator variables, which specifies which out of n possible discrete contexts we are
acting in, for example rotated or visual feedback. At each time step a single element
is one, reflecting the current context, while all others are zero. The context can
change over time, and this can be represented by an n x n transition m atrix whose
elements determine the probability of transitioning from one context to another,
P(Ct\Ct-i).
I assume that the CNS starts with estimates of the context at time 0 given by the
prior probability of each context being present Co, where ^ denotes an estimate.
If at time t — 1 our context estimate is Q _ i, then at time t our best estimate
before considering sensory feedback is determined by the transition probability, Q =
P{Ct\Ct-i). If no sensory feedback is available, then modelling how the context
evolves is the best the CNS can do, th at is Q = Q . However, sensory feedback
provides additional information. As different contexts lead to differing predictions
of what the sensory feedback should be, the context estimate can be improved by
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Figure 3.2; Context evolution with sensory feedback as a hidden Markov process.
The top row shows the evolution of the true context C, for example the
weight of a bottle as we pour from it, which is hidden from the CNS, but
must be estimated for accurate control. The bottom row, the sensory
feedback 5 observed by the CNS enables it to infer the context. At each
time t the current context is determined by the previous context with a
fixed transition probability given hyP(Ct\Ct-i). As sensory transduction
is a noisy process the sensory feedback has a probability distribution that
depends on the current context P(St\Ct).
determining how likely the observed sensory feedback is for each possible context.
Using Bayes’ rule
Cf =

P{St\c,vct

where O is element-wise multiplication and ^ denotes transpose.
Transverse endpoints on individual trials, x, were taken as an index of the CNS’s final
context estimate (Ghahramani and Wolpert 1997). These were considered a mixture
of the learned endpoints under the two contexts, for example e = {xrotated^ -^veridical)
weighted by the CNS’s recursively derived estimate of the context, x = C j e. To
reduce the number of free parameters, the learned endpoints e were parameterised
as deviations drot and dfr from the observed no-visual feedback pointing positions in
the rotation and translation experiments, reflecting the degree of adaptation to the
contexts, which in general is not complete (Welch 1986). Visual sensory feedback,
when present, was assumed to represent the spatial location of the finger corrupted
l)y Gaussian noise with fixed variance
finger position given context 1 is

Therefore the likelihood of a particular
expj-^^^^^^}, where S is the predicted
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finger position given context 1 . The transition probability matrix P{Ct\Ct-i) was
parameterised by a single parameter q of the context changing at each time step
(and thus a probability of 1 —g of staying the same).
The four free parameters of the model, the transition probability ç, the variance
of the noise in visual feedback cr^, and the maximum endpoint deviations from the
no-feedback condition in each experiment drot and dtr, were fit to the 64 data points
from both experiments simultaneously. Each trial was simulated by starting with
Co = (0.5,0.5) and using the parameters to simulate context estimation throughout
a trial incorporating any instances of feedback, if present. The final context estimate
at the end of the movement was used to predict the position the subject would point
to, and the four parameters were adjusted using the Simplex algorithm to minimise
the squared error between the predicted and actual pointing location. The results
of the model simulations are shown as solid and dotted lines in Figures 3.6, 3.7 and
3.9.

3.4

Results

Rotation experiment
Before learning, when only a single instance of veridical feedback was given 10 cm
into the movement, the finger path was roughly straight (Figure 3.3 thin solid line).
When instead a single instance of right-rotated feedback was given 10 cm into the
movement this resulted in subjects compensating by pointing more to the left of
the target (thin dotted line). As visual feedback was only given 10 cm into the
movement, the paths for both the veridical and rotated feedback were, as expected,
not significantly different before 10 cm. After learning, a single brief instance of
finger position feedback affected ongoing pointing movement differently than before
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- - rotated post-learning
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target

Figure 3.3: Rotation experiment: Finger paths before (dotted lines) and after learn
ing (solid lines), averaged over all subjects’ paths. Endpoints are shown
with 95% confidence limits.
learning (compare dotted and solid lines Figure 3.3). Specifically, there was an
increased difference in endpoints between trials with single veridical (thick solid
line) or rotated feedback (thick dotted line) at 10 cm. Also, movements started
with an initial bias slightly to the left of the true target.
I examined how the distance at which feedback was given affected pointing and
found systematic changes in the movement paths (Figure 3.4). When no visual
feedback was given during the movement (black line Figure 3.4) subjects pointed to
a place intermediate between the endpoints under either of the two contexts. When
a single instance of visual feedback was given, this biased pointing in a manner which
depended both on the type of feedback and when it was given. A single instance
of veridical feedback given during the movement biased pointing away from the no
feedback condition towards the true veridical endpoint (Figure 3.4a). The amount
of bias was smaller for feedback given early in the movement (red lines) than for
feedback given later (yellow lines). Similarly, when a single instance of right-rotated
feedback was given (Figure 3.4b), subjects compensated by pointing further to the
left than in the absence of feedback. Again this effect was greater for feedback given
later in the movement (blue lines) than for earlier feedback (purple lines).
When in addition to this single instance of visual feedback a second consistent in
stance of feedback was given at 10 cm, the bias seen was enhanced for both the
veridicahveridical (Figure 3.4c) and rotatechrotated condition (Figure 3.4d). How
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ever, when two inconsistent instances of feedback were given, a different pattern
was observed. Figure 3.4e shows the pattern of trajectories seen when rotated vi
sual feedback is given at 10 cm and a single instance of veridical feedback is given
at a different location during the movement. When the single instance of veridi
cal feedback is given before 10 cm, and the rotated feedback is experienced second
(orange lines), pointing is biased towards the left, appropriate for rotated feedback.
When this single instance of veridical feedback is given after 10 cm, and the rotated
feedback is therefore experienced first (yellow lines) the pointing is biased towards
the veridical location of the target. Therefore, when inconsistent instances of visual
feedback are given, the context of the second instance of visual feedback dominated
pointing behaviour. An analogous pattern was observed when veridical feedback
was given at 10 cm and a single instance of rotated feedback at other locations
(Figure 3.4f).
When limited information as to the prevailing context is available (only brief feed
back), two different strategies could be used. First, subjects could estimate how
likely each context is, and then mix the behaviours appropriate for each context
weighted by the probability of being in that context. This strategy mathematically
minimises the expected mean squared pointing error (Abidi and Gonzalez 1992). Al
ternatively, subjects could simply estimate which context was more likely and then
switch to the behaviour appropriate for that context. While both strategies lead to
the same mean endpoints, individual endpoints should cover the spectrum for mix
ing, while being bimodally distributed for switching. The histogram of transverse
finger endpoints in brief feedback trials (Figure 3.5a) is clearly not bimodal, even
though the full feedback trials during learning show th at training was on a bimodal
data set (Figure 3.5b). Subjects show a range of pointing locations, suggesting that
they are not simply choosing one of the contexts.
While the full trajectories contain information about the context, they can only
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Figure 3.6: Rotation experiment: Transverse endpoints ±3 s.e as a function of where
and what kind of visual feedback was given, averaged over subjects for
each condition, a, The endpoint in the absence of visual feedback is
shown as >, while trials with a single instance of feedback are shown
as circles. • show trials in which feedback was veridical, o represent
rotated feedback trials. The effect of an additional consistent instance
of feedback at 10 cm is indicated by □ . b. Pointing endpoints when
feedback is veridical, but at 10 cm an instance of inconsistent rotated
feedback is given. Conversely, in c feedback at the distance indicated
was rotated, while an instance of veridical feedback was given at 10 cm.
Solid lines show the fit of the context estimation model.
be interpreted if a model of the controller and time-delays are known. However, as
subjects could choose to end the movement anywhere, the finger endpoint represents
an estimate of the context subjects estimated they were moving in at the end of the
movement (Ghahramani and Wolpert 1997). Figure 3.6 shows how the transverse
endpoint varied as a function of the type of feedback and where it was given. The
endpoint in the no feedback condition is shown as >. When a single instance of visual
feedback was given (#/o), the endpoint deviated from the no-feedback condition.
The deviation was in the direction appropriate for the context presented, that is to
the right for veridical feedback (•) and in the opposite direction for rotated feedback
(o). The deviation from the no feedback condition increased the further into the
movement feedback was given. When an additional instance of □ consistent feedback
was given 10 cm into the movement (□), this led to an equal or greater deviation
than a single instance alone.
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When two inconsistent instances of visual feedback were given, the context of the
second instance had a greater influence on the pointing endpoints (Figure 3.6 Dou
ble inconsistent). However, the first instance of visual feedback still influenced the
pointing, especially when the two instances were close together (compare the 3rd
point in Figure 3.6 Double inconsistent with the other points). This ordering effect
could arise from two possible processes. First, more recent visual feedback may be
regarded as more ‘up-to-date’, and thus more salient when estimating the current
context. Second, since the difference between rotated and veridical feedback in
creases linearly with distance, distinguishing the contexts from the second instance
of feedback is easier and thus more informative. To examine these two possibilities
an additional experiment was performed in which the difference between the two
contexts was constant over the movement — the contexts were a fixed rightward
and a fixed leftward translation.

Translation experiment
Transverse endpoints for the translation experiment are shown in Figure 3.7 in the
same format as for the rotation experiment. When no visual feedback was given
during the movement (>) pointing was approximately straight.

Single instances

of feedback produced constant deviations from the no-feedback condition, regard
less of when visual feedback was given (Figure 3.7). To examine the time-course
of the change in pointing behaviour induced by a single instance of feedback the
feedback-triggered average of the transverse finger position was calculated for both
left-translated (Figure 3.8 dark grey) and right-translated (light grey) feedback.
This shows the average position aligned to the time feedback was given. The paths
under left-and right-translated feedback diverged significantly 300 ms after a single
brief instance of visual feedback {p < 0 .01 ).
The constant pointing deviations contrast with the rotation experiment, where later
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Figure 3.8: Translation experiment: Transverse pointing positions relative to the
time of feedback on single feedback trials. Pooled data from all subjects
are shown with 95% confidence intervals. Right-translated feedback is
shown in light grey and left-translated in dark grey.
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single instances had a greater effect on pointing. This suggests th at the difference
between the two contexts, which is greater for the translations than the rotations
early in the movement, affects the way the context is estimated. If the difference
between contexts was the only determinant of pointing behaviour, then one would
predict th at in the inconsistent trials pointing endpoints should be identical to the
no-feedback condition, since averaging a leftward and a rightward translation would
result in pointing straight ahead. However, the second instance of feedback again
had a greater influence on the pointing endpoint (Figure 3.6 Double inconsistent),
indicating th at there is also a temporal component influencing context estimation.
This suggests that both temporal and spatial attributes of the feedback influence
context estimation.
The data in the Rotation and Translation experiments were fitted assuming that
that the CNS uses such a transition strategy to update its context estimate in the
absence of sensory feedback, and that sensory feedback, when available, is noisy
(see Methods/Discussion) for details). The former ensures th at recent feedback is
more salient than older feedback, while the latter ensures th at contexts are easier to
distinguish the larger the discrepancy between them. The fit of this model captures
the features of the single, double consistent and inconsistent feedback in both the
Rotation and Translation experiments (solid lines in Figures 3.6 and 3.7,
p < 0.001, parameters are q = 0.45

= 0.95

cr^ = 0.22 cm^, drot = 1.3 cm and dtr =

1.3 cm; see methods for details). Fitting each subjects’ data individually gave a
mean

= 0.86 (range 0.74-0.95) Comparison of the full model to reduced models

which either had no intra-movement context transitions {q = 0 ) or no noise in sensory
feedback {a^ = 0 ) showed th at these fits were significantly worse than the full model,
even when taking into account the reduced number of parameters {p < 0 .001 ).
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3.5

Discussion

I have investigated how subjects use sensory information to determine the context
of their movement, th at is the properties of objects in the world and the prevailing
environmental conditions. Subjects learned to point to a single target under two
different contexts, for example rotated and veridical visual feedback, which were
chosen to be indistinguishable at the start of the movement. After learning, the
majority of the movement was made without visual feedback. When no feedback
was given, subjects pointed to a location intermediate to those appropriate for each
context. A single instance of feedback biased the endpoint towards the location
appropriate for the context presented. When the difference between the finger’s
visual location under the two contexts increased with distance into the movement
(rotated vs. veridical feedback), later feedback caused a greater deviation from the
no feedback condition, but not when it remained constant (leftward Vs rightward
translation). Two instances of consistent visual feedback had a greater effect than
one alone. However, when the two instances of inconsistent visual feedback were
inconsistent the second had a far greater influence.
Both experiments can be parsimoniously captured in a general probabilistic frame
work of how the context evolves over time. Figure 3.2 shows a model of how the
context evolves (time increasing to the right), with the true context at time t given
by Ct- The context can change over time, which is represented by a transition
m atrix P{Ct\Ct-i) whose elements determine the probability of transitioning from
one context to another. This transition m atrix can capture both deterministic and
probabilistic transitions reflecting uncertainty in the way the world evolves. At each
time step the context will influence the sensory feedback. As our sensors are noisy,
sensory feedback is generated from a distribution th at is related probabilistically to
the current context.
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Given this structure of the world, the task of the CNS is to estimate the current
context. Two special cases of estimation in the framework of Figure 3.2 can be
considered. If the CNS assumes the context to remain constant over time, estimation
reduces to a discrimination task often studied in sensory psychophysics in which
some underlying parameter to be estimated is corrupted by Gaussian noise (Boff
et al. 1986). However, such a discrimination model would be unable to capture
the time-dependency of the context estimation in our experiment when feedback is
inconsistent (Figure 3.6e & f). Alternatively, if sensory feedback is effectively noise
free (Falmagne et al. 1975; Kowler et al. 1984), then the CNS should only use the
most recent instance of sensory feedback to estimate the context and would predict
a switching type of behaviour between contexts—a pattern inconsistent with the
smooth endpoint variations in our data (Figure 3.6 & 3.7).
By simulating context estimation which assumes both a time-varying context and
noisy feedback, it was possible fit the data set with few free parameters (Figure 3.6).
This implies that the CNS internally models both how the context is likely to evolve
over time and the expected sensory feedback given each possible context. During
a movement, in the absence of visual information the context estimate is updated
solely using knowledge about how the context evolves over time. Any instances of
visual feedback are compared with the sensory feedback predicted for each of the
possible contexts. Contexts that lead to small prediction errors are judged more
likely. This context estimation model captures the key features of all three exper
iments both qualitatively and quantitatively (Figure 3.6 & 3.7). First, the model
suggests th at the probability of each context is estimated, and th at therefore the
optimal behaviour is to mix the behaviours appropriate for each of the visuomo
tor contexts in proportion to their probability. Second, the model assumes sensory
feedback to be noisy, thereby making contexts which have large sensory differences
easier to distinguish then those with similar sensory feedback, in agreement with
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our finding th at the size of the difference between contexts influences the context
estimate. Third, the context estimate is continuously updated, even in the absence
of feedback. This is achieved by modelling the likely transitions between contexts
and effectively makes newer feedback more salient than old, as observed. Finally,
the model predicts that in the absence of visual feedback, the context estim ate will
gradually change towards the prior probability of the contexts. This is because after
extended periods without visual feedback, knowing what the context was when you
last had feedback provides little information.
To visualise the estimation process, the evolution of the context estim ate during
three simulated movements is shown in Figure 3.9. Initially, the probability of con
text one (rotated feedback) is 0.5, reflecting the experimentally imposed probability
of each context. On presentation of a single instance of rotated feedback (Figure 3.5c
top), the probability of this context increases and subsequently decays slowly. This
decay is a result of the continual updating of the context estimate in the absence of
feedback and ensures that more recent feedback is deemed more reliable than older
feedback. A second consistent instance of rotated feedback (Figure 3.5c middle)
further increases the probability estimate, which is reflected in the greater bias for
two consistent instances of feedback compared to a single instance in Figure 3.6a
and d (□ vs. o). Conversely, a second instance of inconsistent feedback decreases
the probability estimate.
The estimation model proposed requires the CNS to construct and use two types of
internal model — brain processes which simulate the behaviour of both the body
and the outside world (Ito 1984; Kawato et al. 1987; Wolpert et al. 1995; Miall
and Wolpert 1995; Wolpert 1997; Merfeld et al. 1999). First it must model how the
context evolves and second the likely sensory feedback given each possible context.
This is consistent with recent neurophysiological studies in primates showing that
the CNS represents the expected visual feedback for a particular context (Eskandar
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Figure 3.9: Simulation of context estimation during a movement. Simulations are
taken from the rotation experiment when feedback (arrows) was given
after having moved 10 and 16 cm. Parameters as in Figure 3.6. At
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(bottom trace) with the first instance.
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and Assad 1999), as well as the likelihood of the observed visual feedback given
th at context (Kim and Shadlen 1999). Previous studies have shown th at internal
models play a role in maintaining accurate control in the presence of sensory feedback
delays (Ito 1984; Miall et al. 1993), generating anticipatory responses (Forssberg
et al. 1992; Gordon et al. 1993; Jenmalm and Johansson 1997) and in distinguishing
our own actions from externally produced stimuli (Jeannerod 1997; Blakemore et al.
1998; Blakemore et al. 1999). The necessity for multiple internal models in context
estimation comes from the need to predict the sensory consequences of actions for
each possible context (Wolpert and Kawato 1998; Wolpert et al. 1998).
Various investigators have looked at how interm ittent visual feedback affects accu
racy during pointing movements (Spijkers and Spellerberg 1995) and ball-catching
(Elliott et al. 1994). In general, movements with interm ittent feedback were similar
to movements with full visual feedback, with accuracy improving, the more and the
later visual feedback was given. Similarly, a number of studies have addressed how
rapidly visual feedback is available to correct ongoing movements, for instance if the
target position changes at movement onset (Castiello et al. 1991; Paillard 1996).
While both types of study provide information about how visual feedback is used to
refine movement, they were all performed under a single context and therefore do
not address how the visual information is used to estimate the context.
Several studies have examined adaptation to multiple contexts, but have focussed
on whether multiple contexts can be learned or cued prior to movement. Welch
found th at alternating prism exposure causes dual adaptation (Welch et al. 1993).
In terms of our framework, subjects learned two different visuomotor contexts and
were able to switch between them rapidly when given full visual feedback. While
Welch kept the context constant within trials, this study explored whether switching
could also occur within trials. Ghahramani and Wolpert (1997) had subjects point to
a single target under two different visuomotor contexts. In their experiment, each
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visuomotor context was linked to a particular starting position. When pointing
from starting locations intermediate between the two learned, subjects output was a
mixture of that observed from either starting point. W ithin the model, the starting
position determines the prior expectation of each mapping, and since no feedback is
given during the movement, this estimate does not change (see Context Estimation
Model in the Methods section).
I have shown th at human pointing behaviour is consistent with the CNS estimating
the movement context using two distinct processes. The first captures the way in
which contexts change over time — parametrised by the transition probability q
in the model (see Methods) — and the second the likely sensory feedback given
each context — parametrised by the variance of sensory noise cr^ in the model.
Using either process in isolation is insufficient to reproduce the data. This provides
a novel framework for sensorimotor control in which internal models must learn
the probabilistic structure of both the world and their own sensors and combine
these two sources of information to estimate the current context, thereby achieving
accurate control.
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4 Context estimation w ithout
feedback

4.1

Abstract

To achieve its accurate performance the motor system has to tailor the
motor commands to the current context, that is the properties of objects
in the world and the prevailing environmental conditions. The current
context can be estim ated be integrating two sources of information, sen
sory feedback and knowledge about how the context is likely to have
changed from the previous estim ate. Here I show that in the absence of
sensory feedback about the context, the second process is able to extrap
olate the likely evolution of the context without requiring awareness that
the context is changing.

4.2

Introduction

The previous chapter introduced a general framework within which context estima
tion takes place (Figure 3.2). This model posits that the CNS updates its context
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estimate in the absence of feedback in the absence of sensory feedback, the CNS
should update its current estimate of the context based on the likely evolution of
the context. An alternative mechanism would be that feedback is simply weighted
according to its recency. In this chapter I explicitly test the model assumption,
under conditions in which the context either changes stochastically between two
discrete states (stochastic experiment), or deterministically and smoothly between
states (deterministic experiment).
The difference between the contrasting hypotheses is illustrated in Figure 4.2. First,
in a weighting strategy context estimates are only updated when sensory informa
tion is available. So when a new piece of visual information is received it is deemed
more im portant than older information and therefore contributes more to the esti
mate. However, such a weighting strategy ignores information about how the context
evolves over time, which could be used to update the context estimate even in the
absence of visual feedback. Such a transition strategy uses knowledge of the way
the context evolves to update the estimate at all times. For example, consider a
situation in which two contexts are presented with equal probability and th at tran 
sitions occur randomly between them (Figure 4.2a). In the presence of continuous
visual feedback the context estimate is likely to track the true context. If visual
feedback is removed, the weighting strategy maintains the current context estimate
until new information is provided (Figure 4.2b). However, in the transition strategy
the context estimate can change in the absence of visual feedback (Figure 4.2c). If at
some point in time we are certain that we are in context 1 , and then visual feedback
is turned off, then at the next point in time the context may have transitioned to
context 2, and therefore our estimate of context 1 should decrease. This process
continues so that, whatever the initial probability of each context, the probability
of either contexts converges towards the overall probability of each context being
present, th at is 0.5 in this case.

77

a

paradigm

b static

c decay

d extrapolate

e

towards mean

actual finger position

target

perceived finger position

rate of change

extrapolate rate of change and
higher order derivative and/or
decay towards mean

time

time

time

Figure 4.1: a Paradigm. The task is to track the target moving around the circle,
while the relationship between the perceived and actual finger position is
altered sinusoidally over time. Note that the sinusoidal frequency is ex
aggerated for clarity, b e different hypotheses about tracking behaviour
when feedback is withheld. Solid lines show the ideal behaviour in the
presence of feedback, while the dashed lines indicate the performance ex
pected when feedback is suddenly at four points of the cycle. The grey
bars indicate the duration of each quarter cycle, b In the simple static
case, the CNS expects the context to remain constant as what it what
last experienced as. c Here the CNS is sensitive to the mean context, to
which it converges gradually, d The CNS extracts and extrapolates the
rate of change of the context e The CNS extracts the rate of change of
context as well as higher order derivatives thereof and/or decays towards
the mean.
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In the first experiment, subjects made pointing movements when the context switched
randomly between two discrete states. Pointing behaviour when visual finger feed
back was withheld for several movements was analysed.
The second experiment addressed if and how the CNS models the likely evolution
of the context, when the relationship between perceived and actual finger position,
that is the context, changes continuously and deterministically over time. Subjects
tracked a target which moved in a horizontal circle (Figure 4.1a). Using virtual
reality a time-varying sinusoidal discrepancy between the actual and displayed height
of the finger was introduced. At various times during tracking the visual display of
the finger was extinguished in order to assess how the actual height of the finger
changed, as a measure of the subjects’ estimate of the current context. Figure 4.1be shows four a priori hypotheses which were considered. The solid line shows the
time-varying context and the dotted line shows the predicted finger height when the
feedback was extinguished at four possible points in the cycle. First, subjects may
just stick with the context they experienced last (Figure 4.1b). Another possibility, is
that subjects tend towards the average context (Figure 4.1c). A more sophisticated
mechanism would involve extrapolating the rate of change of the context when visual
feedback is withheld (Figure 4.Id). Finally, the CNS may be able to extract the rate
of change of context and its higher order derivatives and/or decay towards the mean
context (Figure 4.le).

4.3

Methods

Apparatus

Subjects made unconstrained movements to visual targets under stereoscopic visual
feedback, as described in the Methods section in Chapter 2. The three-dimensional
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virtual visual feedback setup allows visual feedback of the finger location to be
overlaid onto the actual finger location while preventing subjects from seeing their
arm. The target was displayed as a red 3.5 mm radius sphere and finger location
as a blue 5 mm sphere whose position was updated at 50 Hz. Computer-controlled
discrepancies could be introduced between the actual finger position, sampled with
an Optotrak 3020 at 50 Hz, and the displayed finger position. The virtual visual
feedback system also allows the timing of visual feedback to be controlled by either
displaying or hiding the virtual finger.

Discrete paradigm
The aim of the Transition experiment was to adapt subjects to two different visuomotor contexts in order to examine pointing behaviour when feedback is withheld
for several movements. Subjects started trials by moving their finger behind a no
tional fronto-parallel plane 18 cm in front of the eyes without visual feedback. A
trial consisted of a variable number of pointing movements to successively neigh
bouring targets in the corners and centre of an 11 cm vertex horizontal hexagon
(centre 6 cm right of, 28 cm in front of and 35 cm below subjects’ eyes). Target
order was pseudo-random, although the first movement was to one of the three most
distal targets.
To factor out subjects’ pointing errors in the absence of visual feedback, the first trial
consisted of 5 movements with visual feedback followed by 30 movements without.
The average height over the last 15 movements was taken as the subject’s estimate
of the correct target height and all subsequent visual feedback was corrected by
the discrepancy between this height and the veridical height. Before learning, I
examined the effects on pointing of exposing subjects to a novel context, under which
subjects had to point 4 cm higher than usual to be on target. Subjects performed
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seven trials consisting of 3 movements with feedback followed by 4 without. During
learning, subjects made movements alternately with and without feedback. Each
time feedback was turned on again, they had to point either 4 or 8 cm too high in a
pseudo-random order with equal probability. Therefore, when feedback re-appeared
there was a 0.5 chance th at the context was the same, and 0.5 th a t it had changed.
The 12 learning trials consisted of 8 blocks of 3 movements with feedback followed
by 4 movements without.
For analysis, trials were split into movements on the basis of velocity profiles smoothed
with a 5th order, zero phase lag, low pass filter with a 5 Hz cutoff. Movements started
when the velocity exceeded 0.3 cm/s.

Continuous paradigm
16 right-handed subjects who participated in experiment 1 (n = 8 ) and experiment 2
(n = 8 ), gave their informed consent and were naive to the purpose of the experiment.
Subjects initiated trials by moving their finger to the target. As soon as the finger
had come within 1 cm and had slowed to below 1.5 cm /s, the target started moving
around a circle in the horizontal plane (8 cm radius, centre 24 cm in front of and
41 cm below subject’s eyes) at a velocity of 8 cm/s. To improve accuracy, this
circle was displayed throughout the experiment. The starting position of the target
was pseudo-randomly chosen at one of six equally spaced locations on the circle.
Subjects were asked to track the target, regardless of whether or not they received
visual finger position feedback.
Subjects’ finger feedback was offset vertically by h s in (^ ), where h is the maximum
perturbation and t is the time in seconds. The duration of a perturbation cycle
is thus 8 seconds which differs from the 6.3 seconds taken to go around the circle.
The perturbation cycle was divided into four 2 second bins, at phases 0 , | , 7t and
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Subjects always received full visual finger feedback for at least 5 bins and then
feedback was withheld for the duration of one bin. On each trial, feedback was
withheld during each of the bins twice in a pseudo-random order, which differed
across trials and subjects. Note th at the spatial location at which feedback was
removed provided no information about the phase of the perturbation cycle.
The experiment consisted of 6 trials with h = 1.5 cm and 6 trials without a per
turbation h = 0 cm, in a counter-balanced order across subjects. A rest period was
interspersed after 6 trials. The subject’s finger height was taken as a measure of
the subject’s current context estimate (Ghahramani and Wolpert 1997). Raw finger
height data from each subject was split into quarter cycles and separarate averages
obtained for each of the four conditions (finger seen/hidden x perturbation on/off).
Statistical analyses were performed on the resulting sixteen data sets from each
subject.
Based on the results of the first continuous experiment, I conducted a second continous experiment that was identical, except that the cycle was divided into two 4 s
bins, starting at phases 0 or tt, respectively.

Questioning
After all experiments, subjects were asked three questions sequentially: ‘W hat do
you think the experiment was about?’, ‘Did you notice anything funny during the
experiment?’ and ‘Did you notice th at your finger was sometimes not displayed
at the height it really was?’. None of the subjects guessed what the experiments
were about, nor did anyone report noticing ’anything funny’ or th at there had been
discrepancies between actual and displayed finger position.
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4.4

Results

Discrete experiment
To distinguish between weighting and transition strategies of context estimation over
time, I conducted an experiment in which I could monitor explicitly the development
of the context estimate in the absence of visual feedback. Before learning, when
subjects had to point 4 cm too high, the finger drifted downwards towards the
veridical height upon removal of visual finger feedback. Subjects were then trained
on two contexts (unnoticed) in which subjects had to point either 4 or 8 cm too high
in a pseudo-random order with equal probability, interspersed by movements without
visual finger feedback. Having learned these two new contexts, the prediction is that
in the absence of visual feedback the context estimate should converge to between 4
and 8 cm. Specifically, before learning the finger should drop from 4 cm, while after
learning it should rise when feedback is eliminated. As predicted, the finger rose
significantly from 4 cm after learning compared to before learning (one tailed paired
t-test, p < 0.002, lower red and black lines Figure 4.2d). This result lends strong
support to the transition strategy for context estimation, in which the estimates are
updated even in the absence of visual feedback.

Continuous experiment
All subjects found the task easy and none noticed anything unusual on questioning.
On further questioning they did not realise th at a discrepancy had been introduced
between their actual and displayed finger position. In the absence of a perturbation,
subjects’ tracking was accurate (Figure 4.3a), and when feedback was withheld, there
was a small, but significant tendency for the finger height to increase (Figure 4.3b).
In the presence of the sinusoidal perturbation, subjects tracked the target with a
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Figure 4.2: a -c , Schematic model prediction of the relationship between the true
evolving context and two strategies for estimating it. a, The true context
switches between two states. In the presence of visual feedback this evo
lution is closely tracked by two different context estimation strategies
(b /c). Time delays are ignored for simplicity. However, when visual
feedback is not available (pink shading) a weighting strategy (b) will
leave the context estimate unchanged, while a transition strategy (c),
which takes into account the likely evolution of the context, will gradu
ally make the context estimate converge to a value between 0 and 1. d .
Transition experiment: Finger height, first averaged over trials and then
subjects (with inter-subject ± se). Movements 2 and 3 are made with
visual feedback and movements 4-7 are made without. Pointing prior to
learning with visual feedback 4 cm too low is shown in black. Pointing
after training on contexts of 4 cm and 8 cm too low are shown in red.
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Figure 4.3: Tracking performance (grey) and ideal tracking performance (heavy
black). The data are averaged over subjects ± 95% confidence limits
for each of the four conditions and each quarter of the perturbation cy
cle. The duration of each quarter cycle is indicated by the grey bars.
Note that the discontinuities between quarter cycles in the Finger hid
den conditions (b d) are due to the fact that the immediately preceding
cpiarter cycle in the experiment was always a Finger seen condition, not
a Finger hidden condition.
small lag (Figure 4.3c) 460 ins (gain 0.80).

When feedback was withheld for a

quarter of a cycle (Figure 4.3d) subjects performance was similar, albeit more noisy,
than with feedback (lag 660 ms; gain 0.76).

Comparing this with the a priori

hypotheses, it is clear that subjects can at least extrapolate the rate of change of
context (compare Figure 4.1b-e with Figure 4.3d). This can be concluded because
when feedback was turned off at the beginning or halfway through the cycle, when
there was no net perturbation, subjects continued to point downward or upward,
respectively. Since feedback decay towards the mean when feedback is withheld f or
I through the cycle, this suggests that the CNS is also sensitive to the mean context
and or higher derivatives of the rate of change in the context.
This result suggests that subjects can continue to compensate for a time-varying
sinusoidal perturbation. Two cues could drive such learning. First, the CNS may
extract information from the continuously varying context to learn how to ext rap o-
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late from this estimate, when feedback is withheld. However, a different cue could
also drive learning in our experiment, since there was always a difference of 1.5 cm
between the perturbation at the time when feedback was extinguished and when
feedback was turned back on again. This difference could potentially serve as a cue
to drive learning. To examine which of these cues was more salient, I conducted a
second experiment th at was identical to the first, except th at visual finger feedback
was only turned off and back on again when there was no net perturbation, th at
is at the beginning or halfway through the cycle. Therefore, if the CNS’s default
strategy is not to extrapolate the context (Figure 4.1b) or to simply decay towards
the mean (Figure 4.1c), then there is no visual error between expected and perceived
finger feedback to induce a change of strategy.
As in the first experiment, subjects’ performance was accurate in the condition
when there was no perturbation (Figure 4.4c & d), while compensating for the si
nusoidal perturbation in the presence of feedback (Figure 4.4a). More interestingly.
Figure 4.4b shows that even when there is no visual error signal, subjects still ex
trapolate the rate of change of context. This suggests th at their learning was based
on the continuous feedback rather than the possible discrepancy in perturbation be
tween the removal and reappearance of feedback. Note th at Figure 4.4b also shows
how the initial direction taken when feedback is turned off reverses, similar to when
feedback is available.

4.5

Discussion

Discrete experiment

To examine whether this ordering effect was due to weighting of information by its
recency or due to the CNS modelling how the context evolves over time, I explored
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Figure 4.4: Tracking performance (grey) and ideal tracking performance (heavy
black). The data are averaged over subjects ± 95% confidence limits
for each of the four conditions and each half of the perturbation cycle.
The grey bar indicates the duration of a half cycle. Note that the discon
tinuities between half cycles in the Finger hidden conditions (b /d ), are
due to the fact that the immediately preceding half cycle in the experi
ment was always a Finger seen condition, not a Finger hidden condition.
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the way in which the context estimate evolved in the absence of visual feedback.
Subjects pointed in a situation where the context varied with equal likelihood back
and forth between two possibilities. When feedback had been turned off, subjects
gradually adopted a behaviour intermediate to th at for either context. This be
haviour is consistent with the CNS modelling how the context is likely to evolve,
but cannot be explained by just weighting visual feedback according to its recency
(Figure 4.2a-c).

Continuous experiment

My results show that subjects actively compensate for a time-varying sinusoidal
perturbation in the absence of visual feedback without being aware of the pertur
bation. The compensation strategy used suggests that the CNS is able to extract
the rate of change of the context. Furthermore, the CNS may be able to estimate
higher order derivatives of the rate of change in context or be sensitive to the mean
context. To investigate whether this behaviour is due to extrapolation of the current
context estimate or due to learning driven by the difference in perturbation ampli
tude between when feedback is extinguished and when it is turned back on again, I
conducted a second continuous experiment, in which the perturbation at feedback
removal and reappearance were identical. Since subjects still updated their context
estimate similarly, this indicates th at performance is based on extrapolation rather
than error-driven learning.
In both the discrete and the continuous experiments, subjects were not aware of
(and did not guess) either the purpose of the experiment or the fact th a t discrep
ancies between their actual and displayed finger position had been introduced (see
Methods).

Relation to model

Our results can be interpreted in terms of the context estimation framework of Fig
ure 3.2. The CNS uses feedback to generate its own estimate of the context Q . It
also generates an estimate of how the context is likely to evolve over time P{Ct\Ct-i).
Our experiments suggest that the CNS’ model of this transition probability incor
porates the rate of change of the context. Additionally it may be sensitive to higher
order derivatives of the context and/or the average context. The statem ent that
the CNS has an a estimate of how the context evolves over time implies th at it can
construct and use an internal model— a brain process simulating the behaviour of
both the body and the outside world (Ito 1984; Kawato et al. 1987; Wolpert et al.
1995; Wolpert 1997; Merfeld et al. 1999). Previous studies have shown th at inter
nal models play a role in maintaining accurate control in the presence of sensory
feedback delays (Ito 1984), generating anticipatory responses (Forssberg et al. 1992;
Gordon et al. 1993; Jenmalm and Johansson 1997) and in distinguishing our own
actions from externally produced stimuli (Jeannerod 1997; Blakemore et al. 1998).
Here I propose that an internal model exists to predict how the context is likely to
evolve over time.
Conditt and Mussa-Ivaldi (1999) exposed subjects to time-dependent force fields.
From the lack of generalisation, they concluded th at the CNS has no explicit repre
sentation of time. These findings are not necessarily incompatible with ours. First,
their experiment manipulated dynamic aspects of the context, while I used kinematic
perturbations. It has been shown th at internal models for dynamics and kinematics
can be learned independently (Krakauer J.W. and Chez 1999). Secondly, Conditt
et al. used bell-shaped force perturbations that lasted 333 ms, while an equivalent
half-cycle perturbation in our experiments was roughly twelve times slower.
Our results can also be seen on the background of a large tracking literature. It
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emerges th at compensatory tracking (as in our experiment) is more difficult than
pursuit tracking, and is also more difficult to extrapolate in the absence of visual
feedback (for a review, see Poulton 1974). It is therefore quite surprising th at sub
ject’s performance was so good, given that they were unaware of the perturbation,
and tracking was in three dimensions.
Extrapolation of context estimates has also been explored in smooth pursuit eye
movements, which interestingly cannot be elicited voluntarily. Barnes et al. (1995)
showed th at subjects can sustain sinusoidal smooth pursuit eye movements in the
absence of target motion, by stabilising the target on the fovea and giving subjects
appropriate attentional cues. While the authors interpret this as evidence for an
short term memory trace of eye movements, the results are equally compatible with
the framework of Figure 3.2.
I have shown that the CNS may explicitly represent time — in the sense that
extrapolation requires time estimation — in order to actively update its context
estimate. This process does not require awareness, suggesting th at the CNS may
be continuously adapting motor behaviour to changing contexts without tapping
attentional resources.
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5 Imaging uncertainty and
inconsistency in context
estimation

5.1

Abstract

Selecting the right movement to achieve a task requires the central ner
vous system to estim ate the context, that is the properties of objects
in the world and the prevailing environmental conditions. Two sources
of information can be used to select the appropriate m ovem ent. First,
prior knowledge can be used to initially select a candidate movement and
then, during the movement, sensory feedback can be used to adjust the
movement if it is inconsistent with the prior expectation. Event-related
function magnetic resonance imaging (fMRI) was used to exam ine con
text estim ation in which prior and online information were independently
manipulated. The first experiment examined how uncertainty is resolved
during movement. A second experiment examined how inconsistency is
resolved when the perceived feedback is in conflict w ith the prior infor
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m ation.
The intraparietal sulcus was activated both under uncertainty and in
consistency. The contralateral som atosensory cortex was selectively ac
tivated under uncertainty, whereas the right frontal operculum was only
active under inconsistency. These results suggest that intraparietal sul
cus is involved in the comparison between predicted and actual sensory
feedback.

5.2

Introduction

The two previous chapters have explored context estimation psychophysically. This
chapter examines brain activity that is related to online context estimation. Hu
mans are remarkably adept at making accurate movements despite changes in the
environment and the wide range of objects with which they interact. Continuously
estimating the parameters of the environment - the context - is critical for generat
ing appropriate behaviour (Grafton et al. 1998). The importance of prior sensory
cues in the context estimation process has been demonstrated in a number of studies
(Halsband and Passingham 1985; Passingham 1993; Wise et al. 1997). However,
less attention has focussed on context estimation, when this estimate relies upon the
sensory feedback available during movement execution. This can occur if the prior
sensory cue is ambiguous (uncertainty) or if the prior sensory cue is incongruous
with the movement context (inconsistency). In online context estimation, a move
ment plan can be changed upon the basis of a comparison between predicted with
actual sensory feedback from the evolving movement (Wolpert and Kawato 1998).
This requires, as suggested by current theories of motor control, that the central
nervous system generates predictions about what the feedback will be.
Several studies have examined behaviour when a target is either uncertain or changes
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during a movement. Uncertainty about which target will appear can affects reaction
times. For instance, when making a saccade to a target th at appears with unequal
probability on the right or the left, the reaction time is shorter to the more likely
target (Carpenter and Williams 1995). When the target position changes during
a movement a smooth correction can be initiated (Goodale et al. 1986). Several
studies have established the role of posterior parietal cortex (PPG) in such online
movement correction to changes in target position. Pisella et al. found evidence
for an ‘automatic pilot’ relying on spatial vision which drives fast, corrective arm
movements which are absent in a patient with a bilateral PPG lesion (Pisella et al.
2000). Similarly, fast corrective arm movements are suppressed when the PPG is
subject to transcranial magnetic stimulation (TMS) at movement onset (Desmurget
et al. 1999).
These studies have not addressed two im portant issues. First, how do prior uncer
tainty and online control interact. Second, how is the context estimated when it is
not the target which changes but the consequences of action. Here I examine con
text estimation by manipulating the consequence of a hand movement and the prior
information available. Specifically, I used event-related fMRI in a joystick paradigm
to examine online-based context estimation under conditions of uncertainty as well
as inconsistency. In the first experiment subjects were required to use a joystick to
move a cursor to a target . For each movement there were two possible gains, repre
senting two contexts, between joystick movement and cursor movement: + 1 (upward
hand movement caused upward cursor movement) or -1 (upward hand movement
caused downward cursor movement). The colour of the cursor (factor 1 : prior infor
mation) either fully determined the gain of the joystick or provided no information.
During the movement the cursor could either be present, thereby allowing online
corrections for an incorrect movement selection, or extinguished (factor 2 : online
feedback ). This allowed independent manipulation of prior information and on
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line information. In particular only one of the four conditions, no prior with online
feedback is expected to lead to online corrections when an incorrect movement is
initially selected.
In a second experiment I examined inconsistency in which the prior, rather than
being either predictive or ambiguous, was in conflict with the context.

In this

task the colour of the cursor determined the gain of the joystick and feedback was
provided throughout. Occasionally an incorrect pairing of colour/gain was presented
thereby putting the prior knowledge and online feedback in conflict.

5.3

Methods

Subjects and Apparatus

7 healthy normal right-handed subjects (3 male, 4 female, aged 21-34) gave informed
consent before participating in both studies. The studies were approved by the joint
research ethics committee of University College London and its Hospitals. Each
subject did the inconsistency experiment followed by the uncertainty experiment.
Subjects lay supine inside the scanner with arms outstretched at their sides and
viewed the image of a computer screen projected directly in front of them. The tip
of a lightly-sprung, fMRI-compatible joystick was held between thumb and index
finger of the right hand, and was used to control the vertical position of a cursor on
the screen (Figure 5.1a). Trials required displacing the joystick by roughly 1.5 cm.
MRI scanning was performed using a 2 Tesla Siemens Magnetom Vision machine
with a repetition time of 4.19 s, matrix 64x64, voxel size 2x2 x 3 . In total 346 and
546 48-slice images of whole brain were acquired in the uncertainty and inconsistency
experiments, respectively.
Trials consisted of a 2 s hold-phase, in which the cursor was restricted by two white
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bars on the screen. In the 2 s move-phase, the restricting bars disappeared, and
subjects were required to move the cursor to the target cross. The end of a trial
was signalled by the target turning green. Trials were presented with an inter-trial
interval of 2 . 1± 2 .1s.

Uncertainty Task

A 2x2 factorial design was used (Figure 5.1b). The first factor was the presence
or absence of prior information. Prior information that fully determined the gain
could be provided by the colour of the cursor, red cursor indicated a joystick gain of
+1 and a blue cursor indicated a joystick gain of -1. To prevent prior information
a mixed colour cursor was used and associated with equal probability with gains of
-f 1 or - 1 . The second factor, online feedback, determined whether feedback of the
cursor position was provided once movement had been initiated. For trials in which
online feedback was not provided the cursor, but not the target, was extinguished
at movement onset. There were 40 trials in each condition interspersed in a pseudo
random order. For conditions in which two colours or gains could be used they were
balanced for number of trials. In order to obtain a non-movement baseline, 10 sets of
2 consecutive null trials were pseudo-randomly interspersed, during which subjects

were required not to move and saw only the green target. Subjects were familiarised
with the task for five minutes prior to scanning (80 trials).

Inconsistency Task

In this task the cursor was either blue or red at the start of the trial and online
feedback was provided on every trial (Figure 5.1c). There were two type of trials.
The majority of trials were the “normal gain” trials in which a red cursor indicated
a joystick gain of +1 and a blue cursor indicated a joystick gain of - 1 . On the
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Figure 5.1: a The context estimation paradigm. After a 2 s hold-phase subjects
have 2 s to move the cursor to the target, after which the target changes
colour and the cursor, if visible, disappears, b Design of the uncertainty
experiment showing raw data from a single subject. The traces show the
position of the joystick as a function of time. The colour-code indicates
the joystick gain on the particular trial c Design of the inconsistency
experiment showing raw data from a single subject.
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"inconsistent gain" trials, which occurred randomly on 1 /8 of all trials, the normal
colour-gain relationship was reversed. 280 normal gain trials were interspersed with
40 inconsistent gain trials (with equal numbers of blue and red cursors trials). In
order to obtain a non-movement baseline, 10 sets of 2 consecutive null trials were
pseudo-randomly interspersed, during which subjects were required not to move
and saw only the green target. Subjects were familiarised with only the normal gain
trials for several minutes prior to scanning (110 trials).

Analysis

Spatial pre-processing and data analysis were performed with SPM99b (software
available from www.fil.ion.ucl.ac.uk/spm). A 6 mm Gaussian smoothing kernel was
applied prior to analysis. A first-order autoregressive model was used to remove
temporal autocorrelation. Low-frequency effects in the data were removed using
high-pass filter set to twice the interval between the most frequently occurring events
of interest. The data were analysed in a 7-subject fixed effects model considering
subject-specific effects separately.
The event-related analysis was time-locked to the psychophysically determined on
set of each movement. Responses were modelled using the standard haemodynamic
response function. Results were considered significant if activations exceeded a sta
tistical threshold of p < 0.05 after correcting for multiple whole-brain comparisons.
In both studies I analysed brain activity due to movement by contrasting movement
trials with null trials. In the uncertainty experiment brain activity related to each
factor was calculated by contrasting movement trials with feedback to those without
(effect of online feedback), and by contrasting movement trials with colour cue to
those without (effect of prior information). Movement selection under uncertainty
only occurred in the absence of a cue and in the presence of sensory feedback. Brain
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activity relating to this interaction was calculated as ([C- D]-[A-B]). In the second
experiment I examined the brain activity related to inconsistency by contrasting
movement trials with the normal colour-associated gain to movements made when
this gain was reversed (F-E). The location of activations was determined with respect
to the pattern of the sulci.

5.4

Results

In both experiments typical movement-related activations were seen in the hand
areas of both left primary motor and primary somatosensory cortex (Table 5.1).
Further, bilateral activity was observed in the inferior parietal lobule, in the middle
and superior frontal gyrus, the supplementary motor area as well as in the middle
and inferior occipital gyrus. Finally, activity was also observed in the ipsilateral
inferior paravermal cerebellum.

Uncertainty experiment

For the three conditions (Figure 5.1b: A, B & C) in which the final position of the
joystick can be objectively determined as correct or incorrect, subjects produced the
correct movement on 95% of all trials. In movements with uncertainty, all subjects
initiated movements in either direction with roughly equal frequency, changing the
movement plan online if necessary ( Figure 5.1 conditions C & D).
The main effect of online visual feedback ([A+C]-[B+D]) was seen bilaterally in the
occipital cortex, specifically in lateral pre-striate areas (Table 5.2). There was no
significant main effect of prior information ([A+B]-[C+D]).
Context estimation under uncertainty is only required in one of our conditions,
absence of prior information and presence of online-feedback (C). The interaction of
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Region

BA

Uncertainty experiment
L postcentral gyrus
R middle occipital gyrus

2
18

R inferior parietal lobule
L middle occipital gyrus

18

L supplementary motor area
L middle occipital gyrus
L middle frontal gyrus

6

R middle temporal gyrus
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9.93
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8.09
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-48

54

7.67
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46

2

54

5.55
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8
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L inferior frontal gyrus
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8
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5.31

6

-18

2
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5.28
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L superior frontal gyrus
L superior parietal lobule
L insula

7
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-44
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4

5.24

R superior frontal gyrus

6

6

6

58

5.22

L postcentral gyrus

2

-64
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32

5.03

18

-52

-24
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40

56

-36

36

4.98

7

-28

-56

62

4.95

L postcentral gyrus

40

-52

-28

52

8.41

R middle occipital gyrus

18

30

-94

6

8.13

L inferior occipital gyrus

18

-36

-94

-2

7.17

R cerebellum: dentate
R supramarginal gyrus
L superior parietal lobule

Inconsistency experiment

-4

0

50

6.05

36

-70

-16

5.98

R inferior temporal gyrus

58

-64

-4

5.94

R inferior occipital gyrus

34

-88

-14

5.77

L thalamus

-10

-18

4

5.49

L cerebellum: declive

-26

-74

-22

5.42

-12

-102

-8

5.40

34

-60

-22

5.38

-26

-92

-16

5.34

12

-66

-46

5.31

L medial frontal gyrus

6

R cerebellum: declive

R cerebellum: declive
L fusiform gyrus

L middle frontal gyrus
R cerebellum, posterior lobe: tuber

L middle occipital gyrus

18

-54

2

38

5.25

44

-64

-24

5.24

-16

-98

-16

5.06

-46

-74

-16

5.02

-54

-72

4

5.01

Table 5.1: Significant activations (p<0.05 corrected for multiple comparisons) in
conditions with movement compare to the no-movement condition, for
both experiments.
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BA

X

y

z

t

L middle occipital gyrus

18

-28

R middle occipital gyrus

18

32

-96

8

11.41

-92

12

10.67

L precuneus

19

-20

-78
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5.92

28

-50

56

5.92
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-26

-82
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L middle occipital gyrus

-50

-74

6

5.24

-20

-62

62

4.96

R superior parietal lobule

L superior parietal lobule

7

7

Table 5.2: Significant activations (p<0.05 corrected for multiple comparisons) in
conditions with feedback during movement minus those without, for the
uncertainty experiment.
Region
L inferior parietal lobule
L postcentral gyrus
L inferior parietal lobule

BA

y

z

t

40

-50

-26

48

6.32

2

-34

-38

68

5.42

40

-40

-42

-44

-40

32

-48

L inferior parietal lobule
R inferior parietal lobule

x

40

50
58
54

5.07
4.99
4.88

Table 5.3: Significant activations (p<0.05 corrected for multiple comparisons) re
lated to the interaction between no prior information and feedback during
movement in the uncertainty experiment.
no prior information and online feedback ([C-D]-[A-B]), activated left intraparietal
sulcus (p<0.001; t=6.32 at MNI coordinates [-50 -26 48]) and to a lesser spatial
extent, the left somatosensory cortex (p < 0 .01 ; t=5.42 at MNI coordinates [-34 -38
68 ]) as shown in Figure 5.2 (see also Table 5.3). In this condition, subjects either

correctly guessed the joystick gain or had to change the movement once initiated
(Figure 5.1c). When I compared these two conditions

C correct g u e s s - C i n c o r r e c t guess

and

Cincorrect guess —Ccorrect guess, I found no significant difference in brain activity (p>0.59
in both cases). This indicates th at activity related to the interaction contrast is not
due to error-correction or different movement kinematics.

Inconsistency experiment

Subjects performed the task both accurately and in accordance with the task on
average 91.5% of all trials. Errors were not more frequent at the beginning of the
experiment, suggesting that the errors are not a function of learning.

100

Figure 5.2: Brain activation in interaction between no prior information (uncer
tainty) and online-feedback during movement showing a left somatosen
sory cortex and b left intraparietal sulcus activations. Functional imag
ing data thresholded at p<0.05 are superimposed on a Tl-weighted im
age of a single subject in standardised space.
The comparison between inconsistent gain and normal gain trials (F-E) revealed a
strong activation (p<0.001; t=6.47 at MNI coordinates |44, 22,-10]) in right frontal
cortex and in the left lateral intraparietal lobe (p<0.02; t —4.97 at MNI coordinates
|-46 -34 4|) as shown in Figure 5.3 (see also Table 5.4). These effects were significant
both for the subset of trials with a red cursor as well as the trials with a blue cursor.
There was no significant difference between red and blue cursor trials.
BA

X

y

z

t

R inferior frontal gyrus

47

44

22

-10

6.47

R cingulate gyrus

Region

32

4

20

42

5.28

L superior parietal lobule

7

-34

-50

50

5.19

R inferior frontal gyrus

9

44

10

30

5.08

R middle frontal gyrus

9

48

22

34

5.07

R middle frontal gyrus

10

46

52

-6

5.00

L inferior parietal lobule

40

-46

-34

4

4.97

Table 5.4: Significant activations (p<0.05 corrected for multiple comparisons) of in
consistent minus consistent movment trials in the inconsistency experi
ment (F-E).
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Figure 5.3: Brain activation in inconsistent gain trials compared to normal gain trials
showing a right frontal opercular and b left intraparietal sulcus activa
tions. The functional imaging data thresholded at p<0.05 corrected are
superimposed on a Tl-weighted image of a single subject in standardised
space.

5.5

Discussion

Our studies aimed to identify brain areas specifically related to sensorimotor context
estimation. I studied two types of online context estimation: when then was no prior
information as to the context (uncertainty), and when prior information conflicted
with the context (inconsistency). The common element is that the current context
estimate has to be updated upon the basis of sensory feedback. This update can
only meaningfully be achieved, if the CNS predicts sensory feedback to compare it
to the actual sensory feedback. 7 subjects were examined with a fixed effects model
and the results therefore pertain to this group of subjects only.
In both experiments movement-related activations were seen in motor cortex and the
cerebellum - in keeping with previous functional brain imaging studies (Colebatch
et al.

1991).

In the uncertainty experiment, visual feedback during movement

activated vision-related areas of brain, specifically the occipital visual areas VI and
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V2 and the lateral pre-striate regions, which are taken to be the human equivalent
of visual area V5 (Zeki et al. 1991). These activations accord with those reported
by Weeks et al. in a PET study of visually guided movement (Weeks et al. 1999).
When there was uncertainty about the movement context and online feedback was
provided, contralateral somatosensory cortex and the contralateral intraparietal sul
cus were activated. In the second experiment, when the unexpectedly inconsistent
trial was experienced, there was strong activation of the right frontal operculum.
Also, as in context estimation under uncertainty in the first experiment, there was
activation of left contralateral intraparietal sulcus. I first discuss the common area
activated between the experiments and then discuss in turn the unique areas for
each experiment.
As only one common brain activation area between uncertainty and inconsistency
was found - the contralateral intraparietal sulcus (IPS) - I propose th at IPS is
involved in the comparison between predicted and actual sensory feedback. This
proposed function is compatible with reports in the literature. The IPS is part of
the dorsal visual pathway (Milner and Goodale 1995) and is thought to be involved
in the visual control of object-oriented actions. It also fits in with the reports th at
large-scale PPG lesions which include the intraparietal sulcus (Pisella et al. 2000), or
TMS over PPG at movement onset (Desmurget et al. 1999) prevent online-correction
of visually guided movement to target displacements.
Moreover, Nishitani et al. (1999) showed with MEG th at the anterior inferior pari
etal lobe was activated when a moving target dot changed direction during eye-finger
pursuit. Similarly, in paradigms in which the relationships between movement of a
limb and the direction of a cursor are varied, neurons in the lateral intraparietal area
were found to relate to the movement of the cursor rather than the hand (Eskandar
and Assad 1999).
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The connectivity of the intraparietal sulcus is well-suited to perform the postulated
sensorimotor comparisons, as it has reciprocal connections with the visual cortices,
the cerebellum (Glickstein 2000 ) and with motor areas of the frontal lobes (Sakata
et al. 1997). In keeping with the connectivity, neuronal activity within posterior
parietal cortex has been associated with specific motor (Johnson et al. 1996) and
visual (Colby et al. 1996) elements of visuomotor tasks. The literature suggests that
the lateral intraparietal area is involved in the representation of external space and
bodily space in both the motor and the sensory domain (Pouget and Driver 2000).
In addition to the area common between the two experiments, left somatosensory
cortex was activated only in context estimation in the uncertainty task. This ef
fect was significant both in trials in which subjects made an initial movement in the
right direction as well as those in which a correction was required. There was no sig
nificant difference between correct and incorrect guesses, indicating that a change
in the movement plan per se did not account for this activation. In these trials,
as opposed to the inconsistent trials of the second experiment, subjects know th at
they must monitor sensory information to estimate whether their initial estimate of
context is correct. They can attend specifically to the incoming sensory feedback,
on which they rely to update their context estimate and subsequently their move
ment. I propose th at this heightened attention to sensory feedback may explain the
brain activity in somatosensory cortex. In line with this proposal, activity in pri
mary somatosensory cortex has been reported in spatially directed tasks involving
somatosensory attention (Macaluso et al. 2000).
In the inconsistency experiment I found, in addition to the common area between
the tasks, a unique area of activation in the right frontal operculum. One salient fea
ture of inconsistent trials is the unexpected mismatch between predicted and actual
visual feedback. I suggest th at the frontal operculum may be involved in detect
ing surprising mismatches between predicted and actual sensory feedback related to

104

movement. The orbitofrontal portion of the frontal lobe is thought to play a role in
the formation and modulation of sensory-behavioural associations and in particular
the modification of such associations in the face of changing environmental require
ments (Rolls 1996). Inferior portions of the frontal lobe have activated upon the
breach of sensory expectation in an attentional task (Nobre et al. 1999).
The frontal opercular activation is also distinct from the right dorsolateral prefrontal
cortex activation found when subjects made out of phase bi-manual movements but
through a mirror system saw their hands as moving in phase (Fink et al. 1999).
Fink et al. concluded th at this frontal area acted in supervising the sensorimotor
context. The key difference of their experiment with ours is th at in our study in
addition to the detection of discrepancy subjects must alter their movement based
on detection.
A number of studies have implicated the cerebellum in visuomotor behaviour (Miall
et al. 2001), specifically in complex learning tasks (Robertson and Miall 1999). For
instance, Flament et al. asked subjects to use a joystick to move a cursor to one of
eight targets in a centre out task (Flament et al. 1996). As subjects learned to con
trol the cursor after the gain had been reversed, they found cerebellar activity that
decreased with learning. In a separate experiment they found consistent cerebellar
activation when the cursor movement direction was made unpredictable (Flament
et al. 1996). In this study I found cerebellar activations for movement conditions
compared to rest, but not between different movement conditions. Unlike the above
studies, subjects had already learned the two movements they were required to make.
Our experiment therefore examined selection of movements rather than learning of
movements. Previous imaging studies have suggested that the cerebellum may gen
erate predictions of the sensory consequences of our action (Blakemore et al. 2001;
Blakemore et al. 1998). The absence of differential cerebellar activation is consistent
with the notion that the cerebellum generates multiple sensorimotor predictions and

105

th at these are used to determine the movement context (Wolpert et al. 1998). In
this framework the cerebellum would generate predictions of a number of learned
relationship between hand movement and the subsequent cursor movement.

By

comparing each predicted consequence with the actual sensory feedback, the CNS
can estimate how likely each context is. Our task would involve two predictors,
one predicting a positive gain, the other a negative gain. Whichever the gain, one
of the predictors will be correct, the other incorrect and this information used to
appropriately adjust the ongoing movement. One would expect to see differential
cerebellar activity only if these two predictors were spatially separate.
In summary, I have studied two tasks involving online context estimation and sug
gest th at the intraparietal sulcus compares expected and actual sensorimotor conse
quences. In addition, I propose th at when sensory feedback is vital to determining
the context the greater activation of somatosensory cortex reflects a heightened use
of this modality. Finally I suggest th at the frontal opercular system determines
when a surprising sensorimotor discrepancy is encountered.
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6 Context estimation for modular
control

6.1

Abstract

Humans move accurately even though the dynamics of their motor sys
tem is highly nonlinear and changes when interacting w ith different ob
jects. It has been suggested that such control is solved using a modular
architecture.
Here I describe a modular architecture, M OSAIC, which is particularly
suited to multiple-task learning. Its key features are

• Individual controllers, each of which become specialised for a small
region of state space and dynamic parameters, are low-dim ensional
and linear for fast learning
• Control outputs are scalar — each controller is responsible for a
single degree of freedom
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• The architecture can simultaneously learn the m ultiple controllers
as well as how to select appropriate combinations of these controllers
for different parts of state-space and different tasks
We show how MOSAIC learns multiple linear and nonlinear dynam ics.
Further, I show in simulations how MOSAIC can learn to control a two
degrees-of-freedom arm. Finally, I compare M OSAIC w ith existing m od
ular architectures.

6.2

Introduction

The last three chapters have dealt with context estimation. This chapter focuses
on the downstream element (in the flow of Figure 1.1) to such context estima
tion, namely control. Humans generate remarkably accurate and appropriate move
ments even though the dynamics of our motor system is strongly nonlinear and
non-stationary. For example, nonlinearity can arise from the complex interactions
between limb segments. Nonstationarity may arise from the changes in the dynamics
which occur when we handle different objects under changing task demands.
There are two distinct strategies to solve this control problem. One is to use a single,
sophisticated controller, that will rapidly adapt to the prevailing dynamics. How
ever, such a controller would demand enormous complexity to allow for all possible
scenarios. If this controller were unable to encapsulate all the possible contexts,
it would need to adapt every time the context of the movement changed before it
could produce appropriate motor commands — this would produce transient and
possibly large performance errors. Alternatively, a modular approach (reviewed in
Section 1.4) can be used in which multiple controllers co-exist, with each controller
suitable for a small set of contexts. Using this approach, there is an additional need
for a process which selects the appropriate controllers at the right time.
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Here I review again briefly the evidence for modularity in the motor system and the
benefits it confers (see also Section 1.1.4). Motor adaptation studies have suggested
th at we are able to learn multiple controllers and switch between them based on
the prevailing context. Visuomotor or dynamic perturbations are learned gradually
(Welch 1986; Shadmehr and Mussa-Ivaldi 1994) and on a time scale th at can extend
to hours. However, after removing the perturbation, de-adaptation is usually very
rapid. These results can be interpreted as representing learning of a new controller
in the former case, and switching back to a stably learned module in the other. This
is supported by the finding th at subjects adapt increasingly rapidly to repeated pre
sentations of kinematic (McGonigle and Flook 1978; Welch et al. 1993) or dynamic
perturbations (Brashers-Krug et al. 1996).
Beyond the experimental evidence for modularity in motor control, using a modular
approach also brings computational advantages. First, the world itself is modular,
in the sense that we interact with many different objects in varying environments. A
modular approach could make use of this structural feature of the world. Secondly,
modular learning implies that learning one module need not interfere with other
modules. The absence of cross-talk could allow faster learning and subsequently
better retention of previously learned modules. Third, since many new contexts are
in fact novel combinations of previously experienced context elements, it should be
easy to generate appropriate behaviour for novel combinations of previously learned
contexts with a modular approach.
A critical issue in the implementation of modular architectures is the module se
lection problem — how are the different controllers activated at appropriate times?
This chapter investigates MOSAIC (MOdular Selection and Identification for Con
trol), a novel modular architecture which efficiently solves this selection problem
(Wolpert and Kawato 1998).
In MOSAIC multiple controllers co-exist, each of which becomes activated for a par
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ticular dynamics. Appropriate controllers are activated based on the identification
of the current dynamics. Haruno et al. (2001) showed recently in simulations th at
MOSAIC can learn multiple linear dynamics in this way. Here I investigate, whether
MOSAIC can, in the same way, learn multiple nonlinear dynamics, if its controllers
are also nonlinear. Further, I explore, whether MOSAIC can learn nonlinear dynam
ics if it’s controllers are only linear. This would necessitate activating controllers
not based on the current dynamics, but on the current state of the system. This
last question is explored both in illustrative toy problems, as well as in simulations
of a two-joint arm.
Assuming that all the controller have already become specialised and are performing
accurately, how do we know which ones to activate at a given time? One might
envisage trying out each controller, and then picking the one which is best. This
is impractical, because we cannot test multiple controllers in parallel, and in a
given situation we can only execute one movement. Alternatively, we may have
prior contextual knowledge, about which controller to use.

This does not solve

the problem of how to select controllers initially, or when there is no such prior
contextual cue. In this case, one option is to make use of the fact, th at depending
on the context, the system will behave differently. This trick is a key feature of
MOSAIC. In order to make use of the fact th at different dynamics will respond
differently to the same input, we can have multiple predictors, th at try to predict
the behaviour of the system given its input. These predictors are each specialised for
different contexts, in which their predictions are accurate. In essence, we can identify
the current context, by determining which predictor has the lowest prediction error.
How can the prediction errors be used to select the appropriate controllers? In
MOSAIC, individual predictors and controllers are paired and a controller is acti
vated if it ’s partner predictor is predicting well. One way in which to implement
this is to simply select the module (predictor-controller pair) which makes the best
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prediction. However, we want the modules to share control, and for there to be no
discontinuities in control when moving from one context to another (see also Section
1.4). To enable such sharing, the predictor’s prediction errors are transformed into
responsibility signals. These responsibilities, which sum to one, have the property
of ranging from 0 to 1 , such th at modules with lower prediction errors have greater
responsibility.
This architecture is shown schematically in Figure 6.1 for controlling an arm. Every
module consists of a controller and an associated predictor. Each controller gen
erates a scalar output torque r. Its associated predictors predicts, denoted by a
the acceleration of the arm q. By comparing the prediction with the actual accel
eration Ç, a prediction error can be calculated. The responsibility estim ator then
transforms the prediction error into a responsibility signal, such th at the resulting
responsibilities over all modules sum to 1 and each individual module has a respon
sibility between 0 and 1 . The final output of MOSAIC is the responsibility-weighted
sum of all controller torques.
The responsibility signal has two further uses, beyond selecting the appropriate
controllers. First, it can gate learning of the predictors. Predictors are sensibly
trained on the basis of their prediction errors. However, if all predictors are trained
with their full prediction errors, then predictors with huge prediction errors will learn
most, while the best predictors will learn least. In the end, all predictors would end
up predicting in the same way. Instead of this, we need predictors to learn only in
the contexts for which they are specialised, in other words contexts in which they are
responsible. By multiplying the prediction error with the responsibility we obtain a
training signal, that optimises the trade-off between learning according to the size
of the prediction error, and learning according to how responsible the module is in
that context.
Second, the responsibility signal can also be used to train the controllers. Analogous
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to predictors, controllers should learn proportionally to the control error they have
caused. However, at a given point, not all controllers are contributing to the output.
So it makes sense to train controllers according to how responsible they were for the
output. Also, this ensures that predictors and controllers are learned together.
Originally, learning in MOSAIC was by gradient descent (Wolpert and Kawato
1998). Here, however, I use an online version of the EM-learning algorithm (Demp
ster et al. 1977), which has no free parameters, and exhibits rapid learning.
As shown in the schematic of Figure 6.1 the predictor and controller outputs are
scalar. This property is biologically plausible, since individual neurons also have
scalar outputs.

However, if we want to apply MOSAIC to a multi-dimensional

control problem, such as a 2-degrees of freedom arm, then several outputs have to
be generated — a shoulder and an elbow torque in the case of the arm. MOSAIC can
be applied to generate multiple outputs by assigning independent sets of modules
for each output (degree of freedom).
Section 6.3 describes MOSAIC formally. Section 6.4 examines how MOSAIC learns
to perform on a range of one-dimensional toy problems, highlighting the power
and limitations of using scalar, linear predictors and controllers. Further it shows
th at MOSAIC can learn the motor control task of controlling a two degrees-offreedom arm.

Finally, section 6.5 will relate MOSAIC to other modular motor

control architects with particular reference to the well-known ‘mixture of experts’
(Jordan and Jacobs 1994) and discuss the biological plausibility of this architecture.
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Figure 6 . 1 : A schematic of MOSAIC. Each controller receives input Xt from which
it generates an output rh Every controller is associated with a predictor
that predicts the arm acceleration at the next time step
from its
input yt. The responsibility estimator transforms the prediction error
into a responsibility signal r \ The control output, applied to the arm,
is the responsibility-weighted sum of all controller outputs r.

6.3

Model

Here I consider a situation, applied to the control of a single joint arm, in which
true control is of the fornd

= T(

( 6 . 1)

where Tt is the required controller output — a scalar torque - in order to achieve
the desired acceleration at the next time step given the present state of the system.
Xt encompasses the present state of the system as well as the desired acceleration at
the next time step. In MOSAIC, each module i approximates the possibly nonlinear
function g using a linear controller c'

( 6 .2)

Mhis formulation is most convenient for the purposes of this chapter. A more general fonnulation
of dynamics would take the form x< = g{xt,Tt)
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Analogously, we can consider true prediction of the form

/(y<) = 9(+i

where

(6.3)

is the actual scalar acceleration of the system, given the present state of

the system and the torque applied — both of which are encompassed by y^. to each
predictor. MOSAIC approximates the possibly nonlinear function / using linear
predictors p* in order to derive a prediction, denoted by a

of the acceleration at

the next time step

It+i = p'yi

(6.4)

The prediction error of predictor is simply Ag] = q] — qt . The prediction error
now has to be transformed into a responsibility signal, with the property of ranging
from
way in

0 to 1, and with the sum of all responsibilities equalling one.
which

to create

Astandard

smooth transitions betweenmodules,isto use the softmax

normalisation to obtain responsibilities

(G.5)

where n is the number of modules. The exponential squared error criterion makes
good predictors more — not solely — responsible, whilst the denominator ensures
that responsibilities sum to one. The final torque applied to the elbow joint is the
responsibility-weighted sum of all the controller torques
n

T
2=1

So far the architecture can control dynamics. However, the dynamics have to be
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learned first, which entails updating the parameters of MOSAIC — the weights of
the controllers c* and predictors p* as well as the variance

Learning was imple

mented as an online-version of the expectation-maximisation algorithm for learning
(Dempster et al. 1977). The EM algorithm requires th at we think about MOSAIC
and the data in a probabilistic way. The idea behind this iterative, two-step algo
rithm is as follows: Given some training data, the iterative two-step algorithm first
evaluates the likelihood of the data (Expectation), that is the probability of the data
assuming th at the model is perfect p{data\model). It turns out th at the Expectation
step is the same as calculating the responsibilities of each module: the likelihood
is proportional to the responsibility-weighted sum of the squared prediction errors.
During learning, the model is obviously not perfect, so in the Maximisation step, the
parameters of the model (MOSAIC) are modified in order to maximise the posterior
probability of the model given the datai p(model\data). This process is iterated until
some performance criterion is reached.
The E-step is the same for both the predictors and controllers. In the M-step, the
predictor weights are modified on the basis of responsibility-weighted prediction er
rors, while controller weights are modified on the basis of responsibility-weighted
control errors. Prediction errors are obtained by comparing the output of the pre
dictors with the actual behaviour of the system. Control errors were obtained by
comparing the control output with the analytically determined desired control out
put.
Taking the example of an individual predictor — we can calculate its responsibility
at each time step, and we also know from sensory feedback what its output should
have been. In the maximisation step then, the weights of this predictor will be
changed, to decrease the prediction error on the training data, but weighting more
heavily the training data for which the predictor had higher responsibility. As the
predictors (as well as the controllers) are linear, the maximisation step takes the
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form of a responsibility-weighted linear regression.
Because we are using an online version of the algorithm, this linear regression has
to be brought into a recursive least squares form. The corresponding update equa
tions are taken from the literature (Schaal and Atkeson 1998; Ljung 1992), and the
formulae are given in the appendix.

6.4

Results

Toy problems
To understand how MOSAIC breaks down a control problem, I first examined mul
tiple linear one-dimensional dynamics of the form

T+l

(6.7)

^+ i

Here, the predictor’s task is to predict

q

from its input y =

[t

1]^. The bias term (1)

is included to allow each model to have an offset, in addition to its slope obtained
from

T.

Conversely, the controller generates r from its input x = [ij* 1]^. Figure 6.2

shows how three modules — predictor/controller-pairs — perform on multiple linear
mappings, after training on 1000 random samples in the interval r G [0,1]. The
top row shows the predictor output q (in red) as a function of the input r for three
different mappings. Because prediction is almost perfect, the actual output (in black)
is not visible. The middle panel shows colour-coded responsibility plots of which
model was responsible for each input. As can be seen, each model has specialised for
one of the mappings. Finally, the bottom panel shows the responsibility-weighted
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Figure 6.2: MOSAIC performance on multiple linear mappings. The top row shows
the MOSAIC prediction (in red) for 3 different mappings (left, mid
dle and right panel). Because the prediction is so good, the actual q
(in black) is not visible. The middle panel shows colour-coded plots of
which models were responsible for generating the MOSAIC predictions.
The bottom row then, shows the responsibility-weighted output of all
controllers (in blue). Because control is almost perfect, the desired con
trol output (in black) is not visible. Note that the controller output r
is shown on the x-axis, to facilitate comparison with the top and middle
panels.
control output in blue (on the x-axis) given a desired q. Because control is virtually
perfect the desired control output in black is not visible. As can be seen clearly,
MOSAIC is proficient at learning multiple linear mappings. At each time only one
model is active, and the corresponding prediction and control are accurate.
In the above toy problem, linear models could learn multiple linear mappings. Next,
I explored the learning of multiple nonlinear mappings with nonlinear models. There
are many different ways of making individual predictors and controllers nonlinear.
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At the most complex end, each model can be instantiated as a multilayer percep
tion. This, however, greatly increases the number of free parameters and leads to
slow learning. To limit the number of free parameters, I chose a nonlinear model of
intermediate complexity. I simply expanded each input dimension i by evenly spac
ing the centres /x of n sigmoidal basis functions over its range of values, as shown
schematically in Figure 6.3. Each input yi is turned into n new inputs

For

a single basis function j along input dimension i, the input yi is transformed into
y[ j as follows

( 6 .8 )

where s is simply a scaling factor. The nonlinear expansion is applied to all input
dimensions^, which can be written in more vector notation as

y' = p(y)

(6.9)

The effect of this nonlinear expansion is th at it allows individual models to respond in
a nonlinear way to linear changes along one input dimension, by giving the different
basis functions along that dimension different weights. It falls short of the power of
a multilayer perception, because it cannot represent nonlinear responses along one
input dimension th at depend on another dimension.
The dynamics of the system were chosen as

a ip (r)
a2p(r)

(6.10)

asp(T)
^The bias term is not expanded, as it is by definition constant. Thus, if y is d-dimensional
including the bias term, and there are n sigmoidal basis functions per input dimension, then y'
will have (d — 1) ♦ n + 1 dimensions.
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Figure 6.3: Schematic of how an input yi is nonlinearly expanded into three novel
inputs
Sigmoidal basis functions with centres /i{i,2,3} are evenly
spaced over the input dimension, shown on the x-axis. A particular input
yi will then activate the sigmoidal basis functions to different degrees,
resulting in three novel inputs y'i^i^2 ,3 } shown on the y-axis.
where a%, &2 and 83 are random positive 1 x 5 vectors.
Figure 6.4 shows that such multiple nonlinear dynamics are well learned by a non
linear extension of MOSAIC. Note that the functions have to be monotonie in the
1-dimensional case, in order to keep the output of the predictor uniquely invertible.

In non-monotonic functions there are |control| inputs for which there are multiple
outputs. This task is impossible to solve for the controller, as it has only one scalar
output. In a 2-dimensional problem, however, it should be possible to have non
monotonic relationships along one dimension, as long as the other dimension keeps
the relationship invertible.
Next I addressed the problem of nonlinearity with linear predictors and controllers —
how would linear MOSAIC be able to learn a single nonlinear mapping? Figure 6.5
shows typical results of learning the following nonlinear mapping

q = c o s {37 t t )

(6 .1 1)
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Figure 6.4: Nonlinear MOSAIC performance on multiple nonlinear mappings. Anal
ogous to Figure 6.2 the panels show performance of MOSAIC on three
distinct mappings.
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Figure 6.5: MOSAIC performance on a nonlinear mapping. The left panels show
performance after standard learning, while the right panel shows perfor
mance after learning with a mixed error signal and temporally smoothed
variance. Otherwise, panels are analogous to Figure 6.2
Here, the predictors perform locally constant fitting, where visual inspection shows
that actually locally linear fitting would be desirable. In this case locally linear
fitting of this problem actually represents the global optimum as measured by the
likelihood, whereas locally constant fitting represents a local minimum.
The intuition why this is the case, is as follows: each of the three models has to
learn a bias and a slope. The steeper the slope, the greater tlie potential for a large
prediction error -- thus the tendency will be to have shallow slopes. Also, if one
model is active in two disparate parts of the input space, this may also bias the
slope towards zero, again leading to shallow slopes.
To avoid local minima, I explored the use of a novel error signal. Ordinarily, MO
SAIC selects models based upon prediction errors Aç. Because each model’s respon
sibility is discontinuous in the input space, the control task becomes equally discon
tinuous, indeed impossibly difficult for linear controllers. An error signal therefore.
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th at would combine prediction and control errors could bias learning against par
celling of the input space, thus simplifying the controllers’ task

Aq' = (1 —z/)Aq 4- /tf/Ar

(6.12)

where v is set to 0 during control, and to a value between [0,1] during learning, and
« is a conversion factor, turning torque units into acceleration units.
One way in which to dampen the effect of large prediction errors on diminishing
slopes is to adapt the variances more slowly, akin to simulated annealing (Kirkpatrick
et al. 1983). If e is the speed of adaptation, then

(7

=

t r y o ld +

(1 -

t)a ^ o w

(6

13)

The idea is that the models carve up the input space with high variances, and
when the positions are found, then the variances can be shrunk. The high variances
facilitate the finding of global minima.
Implementing both the mixed error signal and the slower adaptation of the variance
markedly improved the probability of finding the global learning minimum, as shown
on the right side of Figure 6.5.

Two-link arm

Having established the power and limitations of MOSAIC on one-dimensional prob
lems, I examined how MOSAIC would perform on a 2-dimensional m otor control
task — controlling a second-order linear two degrees of freedom arm. The corre
sponding dynamics equations are provided in Section 6.7. Not only are the arm
dynamics nonlinear, this system now requires two outputs, a shoulder and an elbow
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torque. I applied a set of modules on the shoulder joint and another set of modules
on the elbow joint. Here, the current state comprises the joint positions q =

[qsh, Qei]

and velocities q of the shoulder and elbow as well as a bias term. The desired state is
the desired accelerations of the shoulder and elbow q* . The input to each controller
is then
Xt =

q(.q(>qi+i,T

(614)

Note th at each predictor and controller generates only a scalar acceleration or torque,
respectively. For instance a shoulder controller generates a shoulder torque

'^sh = c^/tX

(6.15)

The input to each predictor is

Yt = q t,q t,T t,i

T

(6.16)

We simulated a centre-out pointing task in eight directions (Georgopoulos et al.
1982), each 25 cm movement lasting half a second with a time step of 5 ms. Desired
trajectories were derived from minimum jerk profiles (Hogan 1984). MOSAIC was
trained for 100 cycles in each movement direction, and within each cycle the order
of the movements was randomised. Figure 6.6 shows how performance of MOSAIC
improves with the number of modules used. Improvements are dram atic from up to
about 5 modules per joint, after which improvements are less visibly pronounced.
Figure 6.7 shows a more sensitive measure of performance, the velocity profiles in
the eight movement directions using 10 modules for each joint. The velocity profiles
are smooth and closely follow a bell-shaped profile.
How do the modules cooperate to achieve this level of performance? Figure 6.8 shows
the responsibility (colour-coded) of each module within a movement. As can be
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Figure 6.6: Performance of MOSAIC with different numbers of models. Paths are
shown in red, the desired targets are shown as black dots.
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Figure 6.7: Velocity profiles (red) in eight movement directions with 10 models. The
desired velocity profiles, derived from the minimum jerk trajectories, are
shown in black for comparison.
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Figure 6.8; Responsibilities for the shoulder and elbow models in eight movement
directions with 10 models. Each row in the subpanels shows the colourcoded responsibility of an individual model as a function of time.
seen clearly, different sets of modules are active in varying directions. Furthermore,
responsibilities change dramatically within an individual movement. Modules also
have the tendency to be responsible for certain parts of the movement. Shoulder
module 2 for instance is often responsible at the beginning of a movement. These
results suggest that MOSAIC can in principle learn to approximate and thus control
the nonlinear dynamics of a two-link arm. However, the high frequency of switching
between models within a movement is unphysiological and undesirable from a control
stability perspective. It is unclear whether this phenomenon is an inherent property
of MOSAIC, a feature of using linear models, or simply
simulations

as suggested by the toy

- a result of learning becoming stuck in a local minimum. Note that

local learning minima are primarily due to the learning algorithm used, not the
structure of the modular architecture.
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6.5

Discussion

I have described a modular control architecture, MOSAIC, which efficiently solves
the module selection problem, th at is how to activate the appropriate controllers
in a particular context. As demonstrated by Haruno et ah (2001) and replicated
in Figure 6.2, linear MOSAIC can learn multiple linear mappings. These findings
were extended, by showing that a nonlinear version of MOSAIC can learn multiple
nonlinear dynamics, suggesting th at MOSAIC is well-suited to learning and con
trolling multiple dynamics (Figure 6.4). In both these cases MOSAIC selects the
appropriate controller by identifying the prevailing dynamics.
Next, I explored whether MOSAIC could also learn to select appropriate controllers,
not on the basis of different dynamics, but on the basis of the state. This is the
case if the prevailing dynamics are too complex for a single model — for instance if
the dynamics are nonlinear, whereas the individual controllers are linear. In a toy
problem linear MOSAIC could learn nonlinear mappings. However, learning often
got stuck in local minima. The failure to find the global minimum is due to the fact
th at the current context is established solely on the basis of prediction errors. It is
easily possible for a predictor to have small prediction errors in disparate parts of
state space. The corresponding controller then has to control in two disparate parts
of state space — a task which may be nonlinear, discontinuous, or even impossible
to solve.

Figure 6.5 on the left shows an example of predictors responsible for

disparate parts of state space, resulting in an impossible task for their associated
controllers. It should be noted th at this situation is not intrinsic to MOSAIC but
a feature of how learning is implemented in simulations. Learning was improved
substantially by basing module selection during learning not on prediction errors
alone but on a hybrid error signal which included the control error. The hybrid
error signal constitutes a feedback mechanism, by which the controller can ensure
th at the module of which it is part will not become responsible if the controller
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cannot learn the task.
Even with the standard error signal, linear MOSAIC could learn to control of a
second-order linear two joint arm. This model of the arm dynamics (described in
Section 6.7) preserves im portant nonlinear features of arm dynamics — interaction
torques, for instance — while substantially reducing simulation times. MOSAIC
was applied by assigning two separate sets of modules the control of the shoulder
and elbow, ensuring th at each module only has a scalar output.
MOSAIC preserves two biologically plausible properties — scalarity and single-layer
learning. First, the output of individual neurons in the brain is a positive real-valued
scalar, and therefore computations involving neurons are more easily implemented if
they use scalar comparisons rather than using vectors. Second, biologically plausible
learning rules, such as the Hebb rule, have been proposed for single-layer neural net
works, not, however, for multilayered networks, such as the multilayer perceptron.
Here, learning algorithms such as backpropagation require the retrograde backpropagation of error signals through a layer of neurons (Rumelhart et al. 1986) which is
unphysiological.
The cerebellum with its simple, massively parallel architecture, seems structurally
well-suited to the type of operations required by MOSAIC. Additionally, its connec
tivity — the cerebellum forms a loop with almost all motor structures of the brain
— would be suited to performing the calculations postulated by MOSAIC. The
notion th at multiple controllers could be implemented in the cerebellum has been
elaborated by Wolpert and colleagues (Wolpert et al. 1998). They suggest th a t the
feedforward pathway from the mossy fibres input onto the granule cells and from
there to the Purkinje cells could represent a neural equivalent of such controllers
(see Figure 1.2 for a wiring diagram of the cerebellum). The divergent input of the
mossy fibres onto the granule cells would allow a wide variety of different inputs
to be generated, while the granule cell-Purkinje cell synapse would be the locus of
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learning. Analogously, one could suggest that predictors might make use of this
feedforward pathway, albeit using separate output channels.
MOSAIC can be compared to other modular architectures. In the engineering lit
erature Narendra proposed a control architecture that is very similar to MOSAIC
(Narendra et al.

1995; Narendra and Balakrishnan 1997). The main difference

in their implementation is that only the model with the lowest prediction error is
activated and learned, instead of sharing the responsibility between models. Also,
unlike MOSAIC, the number of models is not prespecified. Instead, a new model is
created every time the prediction error exceeds a certain threshold.
A salient feature of MOSAIC is that responsibilities are distributed based on pre
diction errors. This contrasts with the distribution scheme used in the well-known
Mixture of Experts architecture (Jacobs et al. 1991). Here, controllers (the experts)
are not selected on the basis of prediction errors. Instead, they are each associated
with an input-dependent gating network — this gating network has a similar struc
ture to a predictor, but no comparison is made of its output with sensory feedback.
Rather, selection is then based not on a prediction error, but on the value of the
output of the gating network (the smaller the output, the greater the responsibility).
Since feedforward responsibility assignment depends only on the input to the gating
network, it is not possible in this architecture to have separate models compete for
the same input — one of them will win. In other words, it is not possible to represent
multiple mappings simultaneously. Two identical inputs with different underlying
dynamics can of course be differentiated, by including a signal indicative of that
context (Jacobs and Jordan 1991).
More recently, locally weighted learning has been advocated as a modular machine
learning algorithm to solve problems in motor control (Schaal and Atkeson 1998;
Schaal et al. 2000). It is similar to the Mixture of Experts architecture in that
selection is effected through an input-dependent gating network associated with the

128

controllers. However, in contrast to the Mixture of Experts, there is no learning
in the gating network once its weights have been set. Also, the responsibility of a
module is not calculated by distributing the responsibility over all controllers, but
only over the nearest, that is; most responsible modules. This means the algorithm
is purely local. If no module is close to the input, then a new module is created.
Schaal et al. demonstrate how variants of this architecture can solve complex-high
dimensional motor control problems, but they make no claims as to the biological
plausibility of their architecture.
In summary, this chapter has shown that MOSAIC can learn to control multiple
linear and nonlinear dynamics, by identifying the current dynamics. Further, MO
SAIC was shown to be able to select controllers based on the state of the system,
in situations, where the system dynamics were more complex than th at of the in
dividual controllers. It will be interesting to explore, whether these features can
be combined. In other words, can MOSAIC simultaneously break down multiple
nonlinear dynamics on the basis of the prevailing dynamics as well as the current
state?

6.6

Appendix: Learning

The parameters of MOSAIC — the weights of the controllers and predictors as
well as the variance

— were updated using an online version of the expectation-

maximisation algorithm (Dempster et al. 1977).
The formulae for the online implementation are taken from (Schaal and Atkeson
1998; Ljung 1992). Beyond predictors p \ controllers c* and the variance

this

involves introducing, a cumulative responsibility w and two intermediate matrices

M and N for each predictor and controller, respectively, w is initialised at 10~^^
(and not zero) in order to avoid divisions by zero in the update of the variance. For
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the same reason, M and N are initialised to the identity matrix times 10^®. During
learning the parameters change, so old data points have been created with outdated
parameters. To make old data points less important, a forgetting factor A G [0.98,1]
is introduced.

In the arm simulations A = 0.995 in order to ensure th a t little

learning would occur within movements, while in the toy problem A = 0.98. Given
the prediction errors

and control errors Ar* for each model, the parameters are

updated as follows

(6.17)

— r^ A q

w

=

w+r

M*

(6.18)
A + r*y^M*y

p' + M 'yr'Aÿ

P'

N '-

N*

( 6 . 20 )

A + r*x^N*x

c* + N*xr*Ar*

6.7

(6.19)

( 6 . 21 )
( 6 . 22 )

Appendix: Arm dynamics

Arm dynamics are described by the following differential equation

M(q)q =

T

- Fq + Q(q, q)q

where M is the inertia matrix of the arm, r =

(6.23)

rg/]^is the vector of muscle

torques, F is the viscosity m atrix and Q is the matrix of the interaction torques. In
the case of a two-joint arm, assuming identical friction / = 0.4, the expressions of
the matrices above are
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a

=

lil 2 C2 m 2 Cos{qei)

(3

=

lil2C2m2sin{qei)

A

0.02

kgm^

inertia upper arm

I2

0.0453

kgm^

inertia forearm

h

0.25

m

length upper arm

I2

0.35

m

length forearm

Cl

0.13

centre of mass upper arm

C2

0.15

centre of mass forearm
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7 Motor learning of prediction
versus control

7.1

Abstract

In order to manipulate objects skilfully the brain has to sim ultaneously
control the object dynamics and predict the sensory consequences of this
control.

Here I examine, which of these two processes — control or

prediction — is learned faster. I used a grip force m odulation paradigm
to exam ine learning of a novel object w ith unstable dynam ics. The gripforce paradigm allows independent estim ation of the learning rates of
the load force controller and the grip force predictor. I found that the
predictor adapts nearly ten tim es faster than the controller.

In early

learning, subjects could predict the consequences of their actions before
they could precisely control these same actions. This result is consistent
w ith predictions of several current theories o f motor control, and provides
a powerful constraint for their future developm ent.
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7.2

Introduction

The previous chapter examined a modular architecture MOSAIC which uses both
predictors and controllers (Wolpert and Kawato 1998; Haruno et al. 2001). MO
SAIC suggests that predictors to learn more rapidly than controllers. This chapter
tests this hypothesis experimentally. Given a physical system, such as the human
body, we can ask two fundamental questions. First, how can we influence the system
so as to control its behaviour? Second how can we estimate the future behaviour of
the system given its inputs? In human motor control these problems map onto sen
sorimotor control and prediction. These two fundamental processes underlie skilled
motor performance. For example, to pick up a glass of water we have to determine
the motor commands which will bring the glass to our mouth. Moreover, because
of sensory feedback delays we also need to predict the consequences of our motor
commands to anticipate the grip force required to prevent the glass slipping from our
grasp while avoiding excessive forces. Indeed, prediction and control are two sides
of the same coin. Prediction turns motor commands into expected consequences,
whereas control turns desired consequences into motor commands. To reflect this
symmetry, the neural processes underlying prediction and control are termed the
forward and inverse model respectively (Jordan 1995; Wolpert 1997; Wolpert and
Ghahramani 2000).
As the dynamics of our body change during development and as we experience tools
we need to acquire new internal models and update existing models (Shadmehr and
Brashers-Krug 1997). Most studies of internal motor learning have focussed on how
kinematic quantities, such as the trajectory of the hand, adapt to novel dynamics
or visuomotor perturbations (Shadmehr and Mussa-Ivaldi 1994; Bhushan and Shad
mehr 1999; Welch 1986; Krakauer J.W. and Chez 1999). These provide measures
of control and reflect learning of the inverse model. Recently, a powerful new ap
proach to study motor prediction has been developed. When moving an object held
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in a precision grip, the grip force must be sufficient to counteract the load of the
object (Johansson and Westling 1984; Johansson et ai. 1992; Johansson and Cole
1992; Johansson and Cole 1994; Johansson 1996). This grip force has been shown
to anticipate the load arising from self-generated movements, a process th a t relies
on prediction of the consequences of the motor command (Johansson and West
ling 1984; Johansson et al. 1992). Predictive adjustments of grip force have been
demonstrated for a variety of dynamics including position, velocity and acceleration
dependent loads (Flanagan and Wing 1993; Flanagan et al. 1993; Flanagan and
Wing 1995). The modulation of grip force is a robust marker of prediction.
An im portant issue is whether control and prediction rely on the same neural mech
anisms or whether they are independent processes. The answer to this question
provides powerful constraints to current models of sensorimotor control (Bhushan
and Shadmehr 1999). I have examined kinematic and grip force learning when sub
jects lifted a physical object with novel and unusual dynamics. By measuring the
adaptation of the kinematics over time, I assessed inverse model learning. One ap
proach to measure prediction is to correlate grip force and load force. However, the
load force depends on the perturbed kinematics which changes over initial trials with
a novel object. Therefore, to assess the acquisition of prediction I included trials at
the end of learning in which subjects were required to match the kinematics, and
hence load force profiles, from their initial learning trials. By directly comparing
grip force functions in trials matched for load force at the beginning and after adap
tation I assessed the time course of predictive learning. This allowed us to examine
whether the processes of prediction and control are independent.
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7.3

Methods

Apparatus

Two six-axis cylindrical force transducers (Nano, ATI) were embedded in a custombuilt cylindrical object with two parallel grip surfaces 3 cm in diameter and 6.4 cm
apart. The two grip surfaces were covered with grade M2 sandpaper. Each force
transducer measured translational forces in 3 dimensions with an accuracy of 0.05 N
at 500 Hz.
This object was attached to a light-weight robotic m anipulator (Phantom Haptic
Surfaces, SensAble devices) which could generate forces in three dimensions. Forces
of up to 8 N in any direction were actuated at 500 Hz. Three optical encoders,
placed on the three motors of the robot, measured the position of the object in
space at 500 Hz.
In order to simulate the object dynamics, velocity signals were obtained by differen
tiating raw position data and acceleration signals were obtained by differentiating
raw velocity data. These raw signals were then filtered online with second order Butterworth filters with cutoff frequencies of 42.5 Hz and 12.5 Hz, respectively. These
values represent a trade-off between signal smoothing and incurring a time delay.
The load forces generated by the robot, as measured by the force transducers, were
not perfectly consistent with the desired forces calculated from the simulated object
dynamics. To minimise the discrepancy d between the desired load force and the
actual load force produced by the robot, a PD feedback controller was implemented
whose output was

kpdt

+

kd(dt — dt-^t^
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where

= 0.45, kd = 0.22 and A t = 0.002s. These parameters were obtained by

manual tuning in order to prevent instability, decrease response oscillations and to
minimise artefacts at object lift-off.

Paradigm
8 right-handed subjects who were naive as to the purpose of this experiment gave
their informed consent. The beginning of each trial was signalled by a tone, upon
which subjects were required to grasp the object between their thumb and index
finger and lift it to a height of 5 cm. Lift-off was determined as the time when
the object velocity increased above 3 m m /s for more than 6 ms. A second tone
750 ms after lift-off cued subjects to put the object down and let it go. The object’s
height as well as the desired end height of 5 cm were displayed as a scrolling trace
on a computer monitor. To obtain reproducible kinematics, subjects were required
to reach a target height of at least 4.8 cm within 2404:26 ms of lift-off. Timing
feedback (too fast, just right, too slow) was provided by auditory and visual cues.
The visual cue was a grey bar (width 52 ms) displayed at the desired target height
and time, which turned red, green or yellow, depending on whether the movement
had been too fast, just right or too slow.
Subjects were familiarised with the setup for 20 trials in which the simulated object
dynamics were th at of a 132 g mass. During learning subjects performed 120 trials
with novel unstable dynamics. This novel object had a mass of 70 g and a viscosity
of +5 Nm /s. The positive viscosity generates forces in the direction of movement
which are proportional to velocity, thereby accelerating the object in the direction
of movement. In the replication phase, subjects were presented with a position trace
of one of their eight first learning trials, with the task of replicating the movement
as accurately as possible. Each of the eight traces was presented 20 times in a
block-fashion, with the block order randomised.
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Analysis

Raw position, grip and load force data were filtered offline with a 5th order, zero
phase lag, 12.5 Hz low-pass Butterworth filter. Kinematic learning was assessed
by analysing both position and velocity data in the learning phase. The average
kinematics of the last ten learning trials were calculated for each subject and used as
a reference. Learning was assessed calculating the root mean squared error between
each learning trial and the reference trial and secondly, by correlating each learning
trial with the reference trial.
Learning of prediction was assessed by comparing each of the eight first learning
trials with its best corresponding playback trial. Goodness of correspondence was
assessed by finding the playback trial whose load force rate correlated best with the
learning trial. In this way I was able to obtain trials with similar kinematics and
load force profiles so that grip force records could be fairly compared. Learning rates
were derived from the correlation data by fitting exponential functions with a least
squares criterion. First, the exponential 1 - Ae~^^ was fit, where A and k are free
parameters, while t is the trial number —1. This function has a half-life ti /2 =
and it asymptotes to 1. To accommodate for the possibility th at correlations may
asymptote to a values < 1, the correlation data were also fitted with the function
1—c -

7.4

where the constant c allows the function to converge to 1—c.

Results

When subjects first experienced a novel, unstable load, they made large amplitude
lifts with oscillatory behaviour (Figure 7.1a-b) around the target height of 5cm. Over
the course of the 120 learning trials, movements became more accurate, smoother
and less oscillatory.
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Figure 7.1: Kinematic learning. The top row shows the a position and b velocity
profiles of the first and twentieth learning trial for a single subject. The
average ± standard error profiles of the last ten learning trials are shown
as a reference, c - f show different measures of learning compared against
this reference, averaged across subjects d:standard error. The middle
panel shows the root mean squared error in c position and d velocity
during movement. The bottom row shows the e position and f velocity
correlation of each learning trial with the reference kinematics.
To quantify learning across trials, I compared the kinematics of each trial against
reference kinematics. The reference kinematics were taken as the average kinematics
over the last ten learning trials for each subject. Figure 7.1c & e shows the rms
position error and correlation coefficient compared to reference across learning trials.
Velocity is the derivative of position, and thus a sensitive measure of kinematics.
Figure 7.Id & f shows the rms velocity error and correlation coefficient compared to
reference across learning trials.
Analysis of kinematics gives us an indication of how well subjects were able to control
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the novel object. They give little information as to what the control task — the load
force profile experienced — is, and how accurate prediction is. This information is
shown in Figure 7.2 for three trials from a single subject, at the beginning, during
and at the end of learning. Figure 7.2a shows the kinematics for the three different
trials, while Figure 7.2b shows the grip force exerted (red) and the absolute, unsigned
load force experienced (black) during the trials. As grip force far exceeds the load
force, especially at the beginning of learning. Figure 7.2b is replotted in Figure 7.2c
with normalised axes, so that the modulation of grip and load force can be better
compared. During the first trial there is no apparent co-modulation between grip
and load force, as the peaks in each trace do not show any strong correlation. By
the 20th trial (middle panel), grip force is anticipating the load force experienced,
as seen by the grip force profile enveloping the load force profile. The increasing
co-modulation can be quantified by correlating grip force and load force for each
learning trial, as shown in Figure 7.2d.
It is difficult to obtain a reliable measure of learning of grip force prediction from the
learning trials, because the kinematics, and with it the load force profiles, change
during learning too. This confound was eliminated in the replication phase of the
experiment, in which subjects tried to replicate the kinematics of movements they
had made at the beginning of learning (see Methods). Replication requires visuomo
tor tracking, which differs from the simple lifting requirement during learning trials
— it is more difficult. As long as subjects can replicate the kinematics this task
difference is not a confound, much rather it would be further evidence th a t subjects
have learned to control the novel object, even under more difficult conditions.
Figure 7.3a shows position data from the first eight learning trials (black) and the
corresponding eight best replication trials (red) for a single subject. Figure 7.3b
shows the corresponding grip rates. As can be seen in trials 1, 2 and 4 there are large
reactive peaks in the learning trial but not in the corresponding replication trial. A
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shows the same data as in b but the scales are normalised to facilitate
comparison, d shows the grip-load correlation across learning trials,
averaged over subjects ±standard errror.
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more quantitative measure of how prediction is learned during the first few learning
trials can be obtained by correlating the grip rates in the learning and replication
trials. This correlation as a function of the learning trial is shown in Figure 7.3c,
averaged across subjects ± standard error. The data from the single subject shown
in Figure 7.3a & b is indicated by the bullets. This correlation increases rapidly
over the first three trials, as can be seen in the summary data and also in the
single subject traces. As a control, the correlation between the position data in the
learning and replication trials is shown in green in the same way in Figure 7.3a. It
can be seen th at trial kinematics can be reproduced roughly equally well, regardless
of where in learning they were. This suggests that the increased grip rate correlation
cannot be explained by differences in kinematics.
We can now compare learning rates of prediction and control by contrasting kine
matic learning, an index of control, with grip force modulation, an index of pre
diction. As there are only eight data points for each subject on grip force modu
lation, for a fair comparison, learning rates for kinematic learning should similarly
be derived using only the first eight trials. Figure 7.4 directly compares kinematic
learning over the first eight learning trials and the corresponding grip force learning.
Figure 7.4a shows the grip and position correlations, while Figure 7.4b shows cor
relations obtained for their respective derivatives. As derivatives tend to be more
sensitive measures, the resulting correlations are generally lower. The grip correla
tion in Figure 7.4a seems to have asymptoted after about three trials — this can
be safely said even with only eight data points, because correlations cannot ex
ceed r = 1. By contrast, the position correlation has not yet asymptoted, judging
from the first eight trials (and which can be verified in Figure 7.le). A similar pic
ture emerges from Figure 7.4b, in which the grip rate correlation asymptotes after
around four trials, while the velocity correlation actually decreases over the first few
trials. The grip rate correlation is surprisingly high compared to the velocity corre-

141

C om parison o f learning tria ls w ith rep licatio n tria ls (sin g le s u b je c t)

2 0 0 ms

10
c
o

5 E

wu
O
CL

b

learn in g tria l

"(U_ 2 0 0
2 V) 100

rep licatio n tria l

0.2

0»

0

C o rrelatio n b etw e en
learn ing and rep licatio n tria ls
position
g rip ra te

«- 0.5

1

2

3

4

5

6

7

8

tria l
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object and the replication trials (red) for a typical subject, c Position
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trials, averaged over subjects (±se). The dots are the values for the
single subject shown in a and b.
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Figure 7.4: Comparison of kinematic and grip learning, showing averages across sub
jects ± standard error, a shows the grip correlation between learning
and replication trials (red) and the position correlation between learning
trials and the average position profile over the last ten learning trials
(black), b shows the corresponding correlations for the derivatives of
these measures: grip rate (red) and velocity (black).
lation given the higher complexity of grip rate profiles compared to velocity profiles
compare Figure 7.3b with Figure 7.1b. Quantitative measures of the learning
rate were obtained by fitting single exponentials to the correlation learning curves,
summarised in Table 7.1. Correlations were either forced to asymptote to 1 (when
fitting 1 -

see Analysis for details) or allowed to converge to a correlation

< 1 (when fitting 1 —c —Ae~^^). The grip correlation adapts roughly ten times
faster than the corresponding position correlation, regardless of whether the fit is
constrained to asymptote to 1 (ti/% 1.01 vs. 11.44 trials) or not (ti /2 0.55 vs. 11.18
trials). The adaptation rate of the position correlation is of similar order, whether
fitting only the first eight trials (t,/% 11.44/11.18 trials) or all 120 learning trials
(C /2 25.68/15.19 trials). Comparison of the derivatives, grip rate and velocity, is
hindered by the fact that the fitting the first eight velocity trials result in a negative
half-life (C /2 -19.82/-13.78 trials). However, using the learning rate derived from
fitting all velocity correlation trials, grip rate modulation adapts far more rapidly
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m easure fitte d

Z1/2 w ith

I — Ae~^^

ti

/2 w ith

l — c — Ae~^^

grip

1...8

1.01

0.55

grip rate

1...8

2.56

0.75

position

1...8

11.44

11.18

position

all

23.91

13.00

velocity

1...8

-19.82

-13.78

velocity

all

74.39

117.88

Table 7.1: Half lives t i / 2 of controller and predictor adaptation measures, obtained
by fitting averages over subjects with two different exponential functions.
than the velocity correlation {ti / 2 2.56 vs. 74.39 trials for learning asymptoting to
r = 1; ti / 2 0.75 vs. 117.88 trials for learning that is not forced to converge to 1).

7.5

Discussion

To evaluate prediction and control mechanisms in motor learning, I employed an
object manipulation task in which subjects were asked to move a hand-held object
with unusual dynamic properties. I found that subjects learn to control the trajec
tory of the object gradually over some 120 learning trials. During initial learning,
subjects failed to adequately control the load force acting on the object and pro
duced movements th at overshot the target and oscillated about the final position.
However, despite this inability to control load force, subjects rapidly learned to pre
dict modulations in load force. In particular, after only a few trials, they generated
predictive grip force adjustments similar to those observed at the end of training in
trials matched for movement kinematics. These results indicate th at people rapidly
learn to predict the consequences of their actions even when unable to control their
actions so as to achieve a desired movement trajectory.
Quantitative assessment of learning rates revealed that the load force control adap
tation, as assessed through kinematic learning, was roughly an order of magnitude
slower than predictor learning, as assessed through grip force learning.
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This factor ten is roughly twice the estimate obtained by Bhushan and Shadmehr
(1999). They compared experimental adaptation of hand trajectories during reach
ing movements in a novel force field to simulations using both a forward and an
inverse model. They optimised the fit of the model by varying the learning rates
of the forward and inverse model, finding th at the forward model learned roughly
five times faster than the inverse model. They caution, however, th at “this can only
be taken as preliminary evidence because the ability to estimate the rate of adap
tation of the inverse model was hampered by the relative insensitivity of movement
parameters to changes in this part of the adaptive controller”. It is encouraging
to see that this indirect model-dependent estimate of the relative learning rates is
relatively similar to our direct findings.
Our results have im portant bearing in light of several motor control architectures
proposed in the literature.

First, not all models of motor control have explicit

representations of separate forward and inverse models. The present results clearly
demonstrate that these two processes are dissociable and thus favour dual models.
For dual models, our results provide constraints on how these models might be
implemented.
Jordan and Rumelhart (1992) proposed a motor learning scheme th at incorporates
both a forward model th at predicts sensory feedback and a controller or inverse
model th at generates motor commands based on desired sensory feedback. Learning
of the forward model is based on the prediction error — the difference between the
actual and predicted sensory feedback whereas learning of the controller is based on
the performance error — the difference between actual and desired sensory feedback.
The forward model can be used to determine how to train the inverse model given
the performance error — a process known as distal supervised learning (Jordan and
Rumelhart 1992).
Jordan and Rumelhart implemented distal supervised learning either by first train
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ing the forward model and then, holding the forward model constant, training the
controller or by training the predictor and controller in parallel. Our results indi
cate th at the predictor and controller are learned in parallel, although the former is
learned far more quickly. The rapid learning of the forward model, used for predic
tion, sets the conditions under which central commands can be successfully modified.
It is clear that an accurate forward model will provide an improved training signal
for the inverse model. Conversely, the forward model does not need good control
to learn. In fact, poor control may even be helpful in training the forward model,
because it can then explore a wider range of the state-space. In this case, it might
be advantageous in teaching motor skills to encourage students to sample the state
space in order to train prediction mechanisms before then focusing on the task to
be controlled.
More recently a modular control architecture, MOSAIC, involving several predictors
and controllers has been proposed (Wolpert and Kawato 1998; Haruno et al. 2001).
One of its key features is that the output of the predictors is used to select the
controller(s) appropriate for the current task.

This architecture too, makes the

prediction that control should not precede control. (It makes no sense to learn a
controller, if it will not be used at the appropriate time). However, the learning
advantage of prediction is not inherently specified. Our results thus provide an
experimental constraint to this framework, showing th at in this task prediction is
learned roughly ten times faster than control. The advantage of this arrangement
is stability - subjects do not let go of the object, because they learn to modulate
their grip force rapidly. This advantage of fast predictive learning could also be
interpreted in the sense th at in our task it was adaptive to learn prediction quicker
than control. It is therefore conceivable, th at in other tasks, where fast prediction
confers no such advantage, prediction may be relatively slower.
In summary, I have shown in a motor learning task that prediction precedes control.
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thus providing a powerful constraint on theories of motor learning.
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8 General discussion and
conclusions

8.1

Abstract

This chapter summarises the experimental results (Figure 8.1) and re
lates them to each other. Computational im plications and experim ental
questions arising from the context estim ation framework are discussed.
Finally, context estim ation is reviewed w ith regard to neural structures.

8.2

Summary

Figure 8.1 provides an overview of the experimental findings of this thesis, over
laid onto the outline presented in the introduction. The experiment in Chapter 1
showed large-scale generalisation of the visuomotor transformation, after a single
visuomotor mapping had been relearned. The scope of generalisation is indicative
of a parametric representation of the visuomotor map. In particular, a parameterisation in spherical coordinates centred around the eyes best predicted the pattern of
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generalisation. The visuomotor transformation can be seen as part of a controller,
in th at it transforms sensory information into dimensions th at are motor. These
motor coordinates can be used by the controller to exert control.
The subsequent three chapters examined the process of context estimation, which
influences the visuomotor map as shown in Figure 8.1. Chapter 3 examined the con
tribution of visual feedback to the context estimation process. This was done by pro
viding only brief instances of feedback, and the effects were assessed behaviourally.
The results showed th at more recent feedback was given greater importance than
older feedback. Secondly, the greater the spatial difference between two contexts,
the greater the behavioural differences in pointing.
Based on these data, a context estimation framework — a hidden Markov process
— was proposed (Figure 3.2) which provided a good fit to the data. The model as
sumes th at two sources of information are available in order to estimate the context:
sensory feedback, and knowledge about how the context is likely to evolve. These
two sources then have to be combined to derive an estimate of the current context.
Chapter 4 tested explicitly the model assumption, th at the CNS models how the
context is likely to evolve. This was achieved by removing visual feedback during
a task and assessing subsequent changes in pointing behaviour. When the context
switched pseudo-randomly between two states, subject’s context estimate converged
to a value intermediate between the two states. If the context changed smoothly
and deterministically over time, subjects extrapolated at least the rate of change
of the context when feedback was withheld. Performance in both experiments was
achieved without subjects being aware of a changing context. The results of these
two experiments thus support the model prediction th at the CNS is able to model
how the context is likely to evolve.
The aim of Chapter 5 was to investigate the neural basis of context estimation.

149

Two event-related functional brain imaging studies examined neural activity when
relying on visual feedback to estimate the context. The first study examined online
context estimation when there was no prior information as to the prevailing context
(uncertainty), while the second study investigated online context estimation when
the prevailing context was unexpectedly inconsistent with the cued context.
Both studies showed activations in the intraparietal sulcus, a brain area hypothe
sised to be comparing expected and actual sensory feedback. Under uncertainty,
somatosensory cortex was also activated, indicating th at uncertainty may increase
sensory processing to obtain a better context estimate. Under inconsistency, by
contrast, the right frontal operculum was activated, which might be related to the
detection of a surprising sensorimotor mismatch.
The preceding chapters have examined processes related to context estimation, a
pre-processing step to control. Through simulations Chapter 6 explored control
itself. The proposed modular control architecture MOSAIC has many controllers
each of which is associated with a predictor. The predictors are required to select
the controllers. Simulations showed th at MOSAIC is able to control a nonlinear
two-link arm.
Finally, Chapter 7 examines a key prediction made by MOSAIC, namely that pre
dictors should adapt faster than controllers. In a task of learning to control a novel
dynamically unstable load in a precision grip, subjects adapted their predictions at
a much faster rate than their control. This result is predicted by MOSAIC, but it
also provides an experimental constraint on control architectures in general.
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Figure 8.1; Summary of experimental results overlaid onto the thesis outline.
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8.3

Emerging questions

8.3.1

Benefits and limitations of computational approaches

Loosely following Marr (1982) and Dayan (1994), one can define computational
models as models th at impute functions. Computational models are distinct from
— depending on the terminology — descriptive, phenomenological, algorithmic or
mathematical models, which provide descriptions of a process (Mauk 2000; McCol
lum 2000). In the dynamical systems perspective the brain can be characterised by a
series of coupled differential equations (Chiel and Beer 1997). Meaningful behaviour
emerges naturally through the interaction with the environment (Jirsa et al. 1998).
These mathematically descriptive models are fundamentally different from compu
tational studies in th at they explicitly omit ascribing functions to what the motor
system is doing (i.e. there is no ‘planning’ and ‘execution’ stage — everything is a
state described within the equations). This approach therefore avoids the cognitive
constructs th at computational motor control uses to define the issues.
The distinction may become somewhat tricky when there are hierarchies of com
putational models (Churchland and Sejnowski 1992), and the lower level computa
tional model can be also be viewed as descriptions or implementations of the higher
level. For instance, the context estimation framework introduced in Chapter 3 is
computational in the sense th at it makes context estimation a brain function. I t’s
implementation, a hidden Markov process, is descriptive and not computational per
se.
It is clear a priori th at drawing whatever box diagram of what motor system does
will be a simplification and thus to a certain degree wrong. However, it is not
the purpose of diagrams to be exhaustively accurate. Rather computational mod
els provide integrative interpretations of phenomena within a coherent framework.
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identifying functions associated with the phenomena. Computational models can
provide benefits in two qualitatively distinct ways

• First, disparate experiments can be described intuitively, using the same ter
minology, more compactly, or comparisons between them may be facilitated.
Further insight is added, if previously unrelated facts suddenly have a con
nection, as in the absence of a general explicit framework, the default mode
of thinking is to keep information separate. This may also take the form of
making clear inconsistencies in interpretations between different experiments.
Going further still, the links proposed may guide reflection and provide inspi
ration for new experiments.
For example, neurophysiologists often specialise in a certain brain area — the
cerebellum, the basal ganglia, premotor areas — to name a few. A computa
tional model can provide a bridge to understanding these areas together. In
practise, it is virtually impossible to link such information mentally without
being guided by a framework.
• Predictions of hypotheses derived from an implementation of a computational
model can be tested. This is the classic case of falsifiable hypothesis-driven
science (Popper 1935).

From these uses, limitations are easily apparent

• Computational models do not necessarily say how a function is accomplished.
• Imputed functions cannot easily be disproved.
• Insight gained through a computational model cannot be objectively assessed.

These limitations have to be seen in perspective, though. It is difficult if not impos
sible to examine experimental data without interpreting it. For example, Todorov
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(2000) showed th at applying different routine filtering of neuronal discharge data sig
nificantly and differentially influenced the results obtained. Here, the justification
for using a particular filter is based on a model — assumptions on how the sys
tem works. Explicit models in general can thus serve to make implicit assumptions
apparent.
From a pragmatic perspective, frameworks should be neither too complex nor too
simple, otherwise they will not be used as aids in thinking. For instance, although
complex wiring diagrams of the organisation of the visual system have been mapped
out (such as the classic figure in Van Essen et al.

1992 ), it is surprising how

much more readily even experts in the field use the comparatively coarse distinc
tion between the ‘w hat’ and the ‘where’ pathway (Ungerleider and Mishkin 1984)
in practise, even though this distinction has been shown to have conceptual flaws
(Milner and Goodale 1995). The upper limit on complexity is often relatively low
— in the social sciences where computational modelling has a longer tradition, box
diagrams tend to remain uncluttered.

8.3.2

Relating context estimation and forward-inverse
models

The terminology used in Figure 1.1 may obscure the structural similarity with a
different perspective th at is often put on motor control, namely th at of forward
and inverse models. Figure 1.1 would translate roughly as follows: the controller
would correspond to the inverse dynamics, the feedforward mapping to the inverse
kinematics. Further, the predictor would correspond to the forward dynamics model,
while the context estimation element would be the forward kinematics (Wolpert
1997).
These terminologies cannot be fully equated, however, because the context is unlikely
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to be the same as kinematics. The similarity holds in as much as the kinematics
(or the context) are intermediate representations between sensory coordinates of
sensory feedback and the motor coordinates of motor commands^

The context

estimation framework merely posits an intermediate representation, which does not
restrict it to be a purely kinematic representation. Given our incomplete knowledge,
the context estimation view may be a more accurate representation of our current
understanding.
This difference aside, the forward-inverse model perspective and the context esti
mation perspective use structurally similar box diagrams but place the emphasis
elsewhere. The forward/inverse perspective stresses the reciprocity of the opera
tions performed by predictors and controllers. In contrast to robotics, where the
forward/inverse model terminology originates, in the human motor system the in
verse models are not necessarily analytical inverses of forward models.
The forward/inverse model approach has been useful in directing attention towards
the nature of the forward model and its many uses for behaviour, such as compen
sating for time delays. The context estimation framework shifts this emphasis to
representational issues. The basic control task is to derive a motor command from
desired sensory feedback via an intermediate representation which is the context.
This highlights the fact th at the controller’s task is a function of the context. This
raises questions for the future, such as: what is the output of forward models, and
how is this used by inverse models.

8.3.3

Context estimation beyond motor control

Placing the context at the heart of motor control is particularly fruitful, when re
lating motor control to other brain functions. In the motor chauvinist’s view the
^Lacking an explicit representation of the context, for convenience it was assumed to be a repre
sentation in joint angles (kinematics) for the simulations in Chapter 7.
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sole purpose of the human brain is to produce movement, since it is our only way
of interacting with the world (Sherrington 1924). If we want to relate motor con
trol to other brain processes, links may be easier to forge, when focussing not on
what a brain area is doing, but on how it is doing it. Context estimation is such a
how, in th at it focuses on a process, estimation, as opposed to an outcome, such as
controlling an arm, or perceiving an object.
One evolutionary account of the frontal lobes is th at they were originally devoted
to planning and generating movement, and that over time, more cognitive functions
have joined them. Frontal cortex has expanded more than any other brain area
between monkeys and humans. Processes such as thinking and judgement as well
as general supervisory processes are thought to be carried out in the frontal lobes,
as inferred from lesion studies (Dolan 1999) and functional brain imaging . These
tasks are quite different from those in motor control. However, it is not unreason
able to construe similarities in how these tasks are achieved. Judgements can be
viewed as context estimation tasks in the sense th at evidence (sensory feedback or
more abstract) is evaluated in the light of a hypothesis, th at is a predicted out
come. So, whereas the goals of these operations are different, it is possible to distil
commonalties in their mode of operation.
The parietal lobes have also been implicated as an area where context estimation
takes place (see for instance Chapter 5). Interestingly, the same neural circuitry
has also been related to more cognitive aspects of behaviour. In hemineglect, which
generally results from lesions to the right parietal lobe, patients lose awareness of
the side contralateral to the lesion (Kerkhoff 2001). Patients fail to dress this side or
shave th at side of their face; they also fail to register objects in th at hemifield. This
remarkable condition cannot be put down to simple loss of sensory afference, because
the loss of awareness persists in imagination. To use the terminology of context
estimation, we could construe this as a situation in which our context estimate —
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the internal representation of our own body and our environment — that is used for
cognitive tasks is half-missing.
The context estimation perspective may also be useful in linking the putative mo
tor and cognitive functions of the cerebellum. Even though there is no consensus
as to its exact role in motor control (see also Section 8.4), the cerebellum’s neuroanatomical placement — neither direct input from sensory receptors, nor direct
output to motoneurons — suits it ideally for context estimation operations. The
highly regular architecture of cerebellar cortex forms distinct parallel loops with
most cortical areas (Middleton and Strick 2000). It is particularly the more lateral
parts of cerebellar cortex th at have been implicated in higher cognitive functions
such as language (Leiner et al. 1991). Further, neuropsychological abnormalities in
patients with cerebellar cortical atrophy have included impaired executive function
demonstrated by increased planning time when performing the Tower of Hanoi test
and poor performance on tests of fluency. Cerebellar patients also have difficulty
on tasks th at require shifts of attention between different modalities (Schmahmann
1998). For all of these tasks it is possible to conceive how the lack of an estimation
like operation might lead to the observed deficits. In the case of verbal fluency, for
example, the task might be formulated as th at of estimating the semantic context,
on the basis of which appropriate, candidate words could be chosen.
Even though the ideas may be oversimplifications, these last speculative paragraphs
should serve to illustrate th at the context estimation framework may be useful in
generating or strengthening interdisciplinary links.

8.3.4

Time scales of estimation

In the context estimation experiments without vision, visual feedback was withheld
for the duration of several seconds.

In contrast the time scale at which visual
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feedback was integrated in the experiments with vision was in the subsecond range.
It is unclear, whether feedback-based context estimation and extrapolation of the
likely evolution of the context naturally work at such differing time scales.
It seems clear th at the ability to process sensory feedback rapidly is evolutionarily
advantageous. Im portant situations, such as fighting or fleeing a predator, in which
the context may change at a sub-second time scale are not entirely predictable. It
would thus seem highly adaptive, to be able to process sensory information as quickly
as possible. This strategy seems to have been implemented, given our remarkable
ability to compensate for sensory feedback delays.
Predictability in such extreme situations is often inherently poor, and with it the
accuracy of the estimate of the likely next context. It is thus not clear th at there
would be any selective pressure to estimate the likely evolution of the context (be
yond compensating for sensory feedback delays) so rapidly. Rather, the utility of
context extrapolation may lie in the fact, that it compensates for low frequency
changes in the context, thus simplifying the control task. For example, it useful to
adapt to a rocking boat, without having to consciously compensate for the continu
ally changing environment (and perhaps without becoming sea-sick). As the likely
evolution of the context can be extrapolated without conscious awareness, it will
also free attentional resources. It is difficult to establish experimentally the speed
of context extrapolation. First, for short trial durations it is difficult to discern this
process from the hypothesis th at the CNS simply gives more weight to more recent
sensory feedback (which eliminates the requirement for modelling how the context
is likely to evolve), because the behavioural effects are so small. Second, if the dif
ferences between contexts are made too large, the results may be confounded by the
conscious awareness of the context having changed.
Given the differences in computation and adaptive value between online context
estimation and extrapolation, it would be unsurprising if extrapolation were not
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located in the same place as where sensory feedback is integrated. This could be
tested by replicating the psychophysical experiments on context estimation without
vision (Chapter 4) using fMRI.

8.3.5

Granularity of modular architectures

An im portant issue th at hampers theoretical progress on modular control architec
tures such as MOSAIC is the lack of data on the nature of an individual controller.
For instance, it is unclear to which extent an individual controller controls multiple
joints given the existence of multi-articular muscles. Do controllers act in concert
with each other or are the transitions between them simply smoothed? Or indeed
are there not multiple controllers?
W ithout experimental data, definitive progress is unlikely, since there are not enough
external constraints to narrow the options on possible control architectures. Experi
mental evidence is difficult to come by, since in principle a nonmodular architecture
can do anything a modular architecture can (Kolmogorov 1957; Bishop 1995). The
situation becomes even more difficult to interpret if testing the hypothesis th at there
is a crude controller (instantiated by the motor cortical areas and the spinal cord),
which is augmented by a modular set of ‘modifying’ controllers, th at optimise perfor
mance to the current task. Motor learning tasks probing for interference can provide
insight as to the granularity of individual models (see also Section 1.4). The idea
here is th at if separate controllers are responsible for two tasks (or two sub-tasks),
then learning the second task after the first task should not affect learning of the
first task.
Alternatively, these computational ideas can be tested by comparing predictions of
different neural instantiations of these models. For instance, reversibly inactivating
out brain areas th at are hypothesised to carry out one function could be assessed in

159

learning complex tasks. Instead of mapping neural circuitry, as in neurophysiology,
this approach aims to map the task space, examining how many components a
complex task can be decomposed into. The main problems with this approach are
th at, like the real lesions studied in neuropsychology, the area of interest may have
not be selectively inactivated and may in addition have multiple functions. Further,
as researchers of ‘face cells’ in inferotemporal cortex know to their chagrin, there
is no way to conclusively demonstrate th at a neuron’s task is to recognise faces (or
anything else) (Tanaka 1996).

8.4

Context estimation and neural structures

The context estimation framework can be probed by discussing issues of its imple
m entation in brain hardware. A caveat is in order here; it should be clear th at a box
in a scheme will not necessarily correspond to a unique brain area. Likewise, one
brain area need not be restricted to a single box or function of the computational
model.
Beyond these issues of topology, I would like to highlight two particular problems
arising in the interpretation of neurophysiological, lesion and brain imaging data.
Before a movement has started, it is unclear how to distinguish movement-related
neural activity arising from planning th at movement and activity arising from pre
dicting the consequences of th at movement. This ambiguity persists into the move
ment: is the movement-related activity related to computing the ongoing motor
command, or is it rather predicting the next state of the system?

Given these

limitations, we can still ask the question of which brain areas are involved in repre
senting the context — leaving unspecified which task of computation, estimation or
planning, they are carrying out.
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8.4.1

What is the context?

Throughout this thesis, I have operationally defined the context as state of the
body and the environment. In general, the context can refer to any intermediate
representation between the sensory stimulation and the motor commands issued.
This definition was usefully broad, but needs to be defined more closely, if we want
to attem pt to relate these functions to neural structures. One basic division can
be made according to whether the variable in question concerns an internal, bodily
state or rather a state related to the outside world or task at hand. For instance,
representing the arm posture during arm movement would be considered internal,
but the storage of the association between which target to aim for and a colour
cue, would not. The former is closely related to what is referred to as the state in
the engineering literature. The latter can perhaps be characterised as goal-relevant
variables — they modify how we use the state.

8.4.2

Representation of internal state

The possibilities of representing the state range from a representation in purely
sensory coordinates, over multisensory coordinates and sensorimotor coordinates to
motor coordinates. It has been proposed that the brain uses composite variables —
signals representing mixtures of more obvious physical quantities such as position
or velocity (Berthoz 1999). This might be adaptive, as it has been demonstrated
th at using the right combination of variables can significantly reduce the complexity
of estimation and control problems (Slotine and Li 1990). A number of different
kinematic and dynamic variables are highly correlated (Todorov 2000). It is clearly
very difficult to disambiguate different representations on the basis of correlation (or
regression) analysis of neuronal discharge. However, carefully designed experiments
can still provide insight into the nature of the representations, for instance by ex
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eluding certain possibilities (e.g. Kalaska et al. 1990 clearly demonstrated th at area
5 did not encode dynamics).
The anterior portion of the parietal cortex has been implicated in the representation
of a wide range of different state variables. Neuronal activity in the most anterior
part of parietal cortex, primary somatosensory cortex, has been shown to correlate
with arm kinematics (Gardner and Costanzo 1981; Tillery et al. 1996). Similar
variables have been found coded in the activity of area 5 neurons in the superior
parietal lobe (Georgopoulos et al. 1984; Kalaska et al. 1990). Multimodal represen
tation of position with respect to peripersonal environment has been also found in
the intraparietal sulcus (Colby and Duhamel 1991; Duhamel et al. 1998; Obayashi
et al. 2000). A neurophysiological study in monkey by Lacquaniti et al. (1995)
suggested that the superior parietal lobule might represent a neural substrate for
an ego-centric spherical representation of reaching to a visual target. Analysis of
electrical discharge of parietal neurons during 3D reaching revealed a specific neu
ral tuning along the distance, azimuth and elevation axes. The neuronal activity
observed in the superior parietal lobe may thus represent a substrate for the visuomotor transformation studied in Chapter 2. In this regard it is interesting to
note that the learning of visuomotor perturbations induced by prisms seems to be
dependent on the cerebellum in monkey (Weiner et al. 1983) and man (Baizer et al.
1999).
Ferraina and colleagues pointed out th at there exists a symmetry across the central
sulcus, whereby a range of operations associated with a parietal area could also
be found in the analogous area mirrored across the central sulcus (Johnson et al.
1996). For instance, primary motor cortex as well as premotor cortex neurons in
monkey have been reported to have activity consistent with the representation of
state variables — either in relation to kinematic variables such as movement direction
(Georgopoulos et al.

1982; Schwartz et al.

1988), hand position, velocity and
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acceleration (Flament and Here 1988; Burbaud et al. 1991; Kalaska et al. 1992;
Fromm et al. 1984) or in relation to dynamic variables such as force (Evarts 1968;
Thach 1978; Kalaska et al. 1989).
Internal state representations are not restricted to cortical areas. Midbrain areas
have also been implicated in context estimation. For instance, it has been hypoth
esised th at the CNS switches between using the corticospinal and the rubrospinal
tract depending on the movement context (Kennedy 1990). Even closer to the mo
tor output, the spinal cord too, has been shown to perform at least rudimentary
context estimation in vertebrates. In a series of fascinating studies, spinalized frogs
have been shown to modify the wiping reflex of their hindlimb, based on the pos
ture of the hind limb at the time of cutaneous stimulation (Fukson et al. 1980;
Kargo and Giszter 2000; Giszter et al. 1989). This ability implies th at some level
of sensorimotor transformation can be realised even at the level of the spinal cord.
As is becoming clear from this non-exhaustive list, internal state representations can
be found in numerous areas of the GNS, and thus the application of context estima
tion to neural structures is a one-to-many mapping. Furthermore, the heterogeneity
of areas putatively involved is so rich, th at it is perhaps not unreasonable to assume
th at it is not always the same context th at is being represented. This naturally leads
to the question as to whether there is a hierarchy of such representations, or if the
representations rather exist independently and in parallel. The context estimation
framework may be useful here in providing a theoretical common ground for relating
experiments as disparate as the frog-wipe reflex and visuomotor adaptations induced
under virtual reality, to address just this question.
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8.4.3

Representation of goal-relevant variables

In order to achieve a task, it is not generally sufficient to represent the state of our
body. In addition, our sensory input has to be analysed to identify goals of our
actions — such as picking up an object. In its simplest form, this involves trans
forming visual or auditory signals relating to a target into coordinates for action.
Posterior parietal cortex is involved in representing the movement goal (Andersen
et al. 1997). The spatial goal location has been found to be encoded in the neuronal
activity of areas 7a, lateral intraparietal area (Snyder et al. 1998), PEc (Ferraina
et al. 2001), the parietal reach region (Batista et al. 1999; Cohen and Andersen
2000) and parieto-occipital cortex (V6A) (Battaglia-Mayer et al. 2000). Sakata
and colleagues reported neurons in the anterior intraparietal area th a t encode the
orientation plane of the object to be manipulated (Sakata et al. 1995; Sakata et al.
1997). This type of activity could provide the basis for the online context estimation
studied in Chapter 3, where the actual finger location may be distinct from the per
ceived finger location. Interestingly, neuronal activity in the internal segment of the
globus pallidus was recently reported to be modulated by the behavioural context
— whether an arm movement is spatially cued or not (Gdowski et al. 2001).
Sometimes, the sensory stimulus is not the goal of the action, but merely provides a
cue as to what or where the target is. It is this type of stimulus-response association
that was studied in Chapter 5. Dorsal premotor cortex has been prominently impli
cated in the representation of such goal-relevant variables. Wise et al. for, instance
showed so-called set-related activity specific to dorsal premotor cortex. Set-related
activity refers to activity arising from transforming a non-spatial goal-relevant cue,
such as a colour th at indicates where to reach, into the spatial goal (di Pellegrino
and Wise 1993; Wise et al. 1996). Consistent with these results, activity in pre
motor areas was observed in movement-related conditions compared to rest in both
experiments of Chapter 5. Interestingly, evidence of the same transformation from
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visual information into goal-relevant activity has also been reported in primary mo
tor cortex. For instance, M l population vector activity rotated from the target
stimulus to the actual movement goal (rotated with respect to the stimulus) during
a mental rotation task (Georgopoulos et al. 1989). Moreover, neurons were found
that fired according to either the seen, the actual or the seen and then the actual
hand movement under a visuomotor rotation (Shen and Alexander 1997; Zhang
et al. 1997).
Goal-relevant variables are not restricted to associations between external stimuli
and the spatially appropriate motor behaviour, but may also represent temporal
specifications of a task. Tanji and colleagues pioneered the use of sequential move
ment paradigms to investigate such representations (Tanji and Hoshi 2001).

In

single-unit recordings from monkey the (pre)-supplementary motor area has been
found to represent the relative order of a movement within a sequence (Tanji and
Shima 1994; Shima et al. 1996; Mushiake et al. 1990). These results are consistent
with rhythm generation deficits observed in lesion patients (Halsband et al. 1993).
Here again, it is interesting to note th at neurons in primary motor cortex too, far
from being considered as upper motor neurons, have been found to represent such
complex representations for sequence generation (Pellizzer 1996). The representa
tion of temporal relationships is related to the updating of context estimates in the
absence of feedback explored in Chapter 4. It would be interesting to test, whether
(pre)-supplementary area activity can also be observed in the sequential pointing
task of Chapter 4, where the individual discrete movements are much more alike
than Tanji’s push, pull or turn movements.
More complex variables, encoding arbitrary and abstract associations between stim 
uli and actions, have been suggested to be represented in dorsolateral prefrontal
cortex (Murray et al. 2000; Watanabe 1998; Miller 2000a; Miller 2000b). There is
an abundant literature on how dorsolateral prefrontal cortex is involved in creat
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ing and maintaining associations which may be used for action (Asaad et al. 2000;
Asaad et al. 1998; Frith and Frith 1999). Precise evaluation of the role in motor con
trol for such variables may quickly become difficult, because abstract associations,
perhaps taking the form of rules, do not necessarily always lead to a particular
movement anymore. The sensorimotor content of the representation may become
unclear under such circumstances. The context estimation perspective, as suggested
in Section 8.3.3, may not necessarily be helpful in making the distinction between
sensorimotor goal-relevant variables and more abstract representations. However,
it can provide the perspective — by focusing on the process of context estimation
— from which sensorimotor and more abstract variables are generated from analo
gous computations, although their further use differs; motor behaviour in one case,
internal processing in the latter.

8.5

Conclusions

This thesis has added to our understanding of how the context is estimated in sen
sorimotor control. Beyond providing experimental results using approaches ranging
from psychophysics to simulations and functional brain imaging, a formal frame
work for context estimation — a hidden Markov process — was proposed. Specific
predictions arising from the framework were generated. One key prediction, that
the CNS models how the context is likely to evolve, was tested psychophysically,
while for other predictions possible experimental approaches were outlined. The
context estimation framework can be used to relate disparate experiments in motor
control to each other and can provide links with areas of cognitive and perceptual
neuroscience beyond motor control.
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