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Abstract

Radar range profiles can be used to classify ships at long range, in all weathers, day 

and night. Pattern recognition techniques have been used to automatically classify ship 

range profiles with varying degrees of success. An emerging theme in this area is the 

issues associated with realising the performance that is achievable in a benign lab 

environment when using an automatic classifier in an operational environment. A 

number of these issues are selected and techniques to combat them are developed and 

tested on measured data.

A classifier trained on range profiles recorded under benign high signal-to-noise 

ratio conditions will drop rapidly in performance when forced to classify range profiles 

collected under more demanding low signal-to-noise ratio conditions. It is suggested 

and then shown that a higher probability of correct classification can be achieved by 

temporarily adjusting the parameters of the database to match the lower signal-to-noise 

ratio signal rather than by adjusting the signal to match the database.

A technique to make the maximum likelihood classifier robust to changes in the 

configuration of the target is proposed and investigated.

The techniques of combining multiple looks at a target and using a confidence 

threshold are applied to the output of three classifiers and then combined to suggest that 

in multiple target scenarios it may be better to repeatedly scan over all targets rather 

than staring at each one in turn.

Finally, the potential to ease the data collection task by using range profiles at one 

aspect angle to classify profiles from a different aspect angle is assessed.
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Chapter 1 Introduction

1.0 Historical background

Radar is an acronym for RAdio Detection And Ranging. Akin to many complex 

technologies, many different individuals and groups contributed to the development of 

radar over several decades. A number of books written by those involved and other 

historians trace the history of radar. The emphasis that each book places on the 

contributions from the different engineers and scientists around the world varies 

according to the author’s individual perspective. This thesis is concerned with new 

developments in radar signal processing and hence is not concerned with providing an 

unbiased or comprehensive history of the origin and development of radar. However, it 

is useful to briefly describe a few of the key events in the development of radar to set 

the thesis as a whole in context.

In 1904 Htilsmeyer filed a radio detection patent that described how the detection 

of reflected radio waves could be used as an early warning system for ships. In 1925 

radio ranging was used to measure the height of the ionosphere. Radar research 

continued in America at a slow rate throughout the 1930s funded by the Naval Research 

Lab. However, the rapid development of radar dates from 1935 when the British 

government recognised the application of radar as an early warning system against 

bombers and hence provided funds for Watson-Watt and his team to conduct radar 

research. This funding allowed a key early milestone to be reached when the British 

Broadcasting Corporation’s short-wave radio transmitter at Daventry was used to detect
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a Handley-Page Heyford as it flew past. The development of the cavity magnetron by 

Randall and Boot and the Tizard mission to the United States were two other key events 

that led to further rapid development and implementation of radar in military systems 

during the second world war [Bowen],

Because radar can be used both day and night and in all weathers, it has been used 

for surveillance of vehicles on land, sea and in the air by both the military and civil 

sector for many years. To assist in the surveillance of small targets, which are often 

masked by returns from the surrounding clutter, higher range resolutions have been 

demanded. Because of this demand, radar range resolutions of one metre and even finer 

are now increasingly common. These high range resolutions also allow the spatially 

separated scatterers that compose a large target to be resolved from one another and 

plotted as a range profile of the radar reflectivity of a target. These range profiles are 

thought to be characteristic of target type and hence may be used to classify large 

targets from their radar return.

Classification of targets is useful in a military context to distinguish between allied, 

neutral and enemy forces. It also provides further information on the type of target 

being classified that is useful in terms of setting targeting priorities and selecting a 

suitable response, whether offensive or defensive to the presence of such a target. Civil 

applications include law enforcement, fisheries protection, immigration, customs and 

excise and maritime traffic control.

The ability to test the latest radar signal processing theory has often lagged a 

number of years behind the theory itself. This has been because the radar technology 

has not yet reached the required performance criteria or the processing power has not 

been available. The development of digital computing and its rapid performance
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increases, approximately in line with Moore’s Law, where computational power doubles 

every 18 months, now means that processing power is catching up with sensor 

processing requirements. Now virtually all papers that describe a new radar signal 

processing technique test that technique on measured or synthetic data. Because of this 

historic lack of computational power, classification was previously done manually by 

trained radar operators, but now because of the explosion in processing power automatic 

target recognition techniques are becoming more widespread.

There are a large number of pattern recognition techniques that can be used to 

perform range profile classification of maritime targets and the most popular approaches 

are described in chapter 3. A large number of authors have used this wide range of 

techniques to automatically classify air, land and sea-surface targets using high 

resolution radar range profiles. Range profiles have been a popular mechanism for 

automatic target recognition because they can be collected while maintaining 

surveillance of the surrounding area and do not require sophisticated radar hardware. 

They are also a very mature technology because of the relatively simple hardware 

requirements and their history of use in manual classification.

Historically, range profile automatic target recognition papers have focused on 

describing a new or improved way to discriminate between different targets using their 

range profiles and then demonstrating that this technique can correctly classify a set of 

targets typically 70-95% of the time. However, probability of correct classification is 

dependent on the overlap between target signatures as much as it is dependent on the 

discrimination algorithm. Thus papers began to compare their new or improved 

technique to a previously published technique to show that their technique was better. 

However, because there are so many different techniques and no technique is clearly the
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correct technique no benchmark technique was established against which all classifiers 

were compared.

Bayes error could be used as a benchmark but this is often difficult to calculate so 

upper bounds on the Bayes error are sometimes used, such as the Chemoff and 

Bhattacharyya bounds [Fukunaga]. Other upper bounds also exist.

Over the last few years it has been realised that the classification performance 

reported by many authors is not representative of that achievable in most operational 

scenarios. The independence between the data sets used to test and train a classifier 

being the biggest area of concern. As target data is expensive to obtain, many authors 

are limited to training and test data sets that are collected during the same recording run 

and often using the same target set. This means that the lab-based classifier will not be 

subjected to a number of factors that are encountered in any operational use of a 

classifier that cause variability in the range profiles. These factors include target 

configuration, intra-class variability, imaging geometry, radar variability and 

environmental effects.

Tough and Ward showed that if the test and training profiles were recorded under 

near-identical circumstances then the resulting classifier performance may be 

significantly higher than would be experienced under operational circumstances [Tough 

and Ward]. They examined the distribution of correlation coefficients produced by a 

correlation classifier when the test profiles were recorded on the same day and target as 

those used to train the classifier. They then examined the distribution when the test 

profiles were recorded on another member of the same class or even the same ship 

recorded on a different day. While they found that the ‘same ship/same day’ profile 

coefficients were significantly higher than the coefficients produced by incorrect classes
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the ‘different ship/different day’ profile coefficients were not. This suggests that while a 

correlation classifier would achieve a high probability of correct classification 

performance on ‘same ship/same day’ profiles it would have very much lower 

performance on profiles recorded under more operationally realistic circumstances. This 

finding is unlikely to be limited to just the correlation classifier and hence care must be 

taken when drawing conclusions from experiments where the test and training data sets 

are not sufficiently independent.

Jolly and Tough and Ward noted that data used to train and test classifiers is 

usually recorded under fairly benign high signal-to-noise ratio conditions but that in 

operational circumstances signal-to-noise ratios may be significantly lower [Jolly, 

Tough & Ward]. Jolly examined the performance of a number of classifiers at both high 

and low signal-to-noise ratios by modifying range profiles recorded at high signal-to- 

noise ratios. He found that the performance of the classifiers dropped by different 

amounts and that the classifier that had the highest probability of correct classification 

at the high signal-to-noise ratio did not have the highest performance at the low signal- 

to-noise ratio. Tough and Ward built upon Jolly’s work by modelling how the radar 

range profiles are processed in a typical radar system and relating signal-to-noise ratio 

to radar, target and imaging scenario parameters.

The speed of classification algorithms is a third topic that is important to using an 

automatic classifier in most applications and that has received more attention in recent 

years. Van der Heiden examined the classification error versus classification speed 

trade-off for a number of classifiers by varying the number of range profiles used to 

train the classifier [Van der Heiden]. He showed that as the required classification speed 

varied so did the classifier that achieved the lowest error rate.
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Due to errors in aspect angle estimation test profiles are often compared to training 

profiles or templates from a variety of aspect angles. Leonard showed that while the 

speed of a correlation classifier was nearly linearly proportional to the range of aspects 

from which training templates were chosen, the probability of correct classification 

peaked and then fell [Leonard].

The purpose of discussing these works by other authors at this point is merely to 

explain the motivation and foundation upon which this thesis is built. It is not intended 

that all readers should be able to understand the technical merits of these works by other 

authors at this juncture, rather that chapters 2 to 4 provide the necessary foundations in 

the field of automatic target recognition of high-resolution radar range profiles before 

chapters 5 to 9 revisit the relevant work of all authors in detail.

This thesis builds upon this emerging theme of examining the practical difficulties 

that will be encountered when using an automatic classifier in a real scenario, by 

examining a number of these difficulties, developing possible solutions and testing these 

solutions on measured radar data.

1.1 Aim of this thesis

A number of radar range profile classification algorithms have already been 

developed by other authors and used to classify ships. The aim of this thesis is to 

investigate techniques that can improve the operational performance of these existing 

algorithms.

This thesis examines the problems that occur when applying existing automatic 

target recognition algorithms to realistic scenarios. It then selects a number of these 

problems and develops and tests a number of techniques to combat them. In particular.
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this thesis develops techniques to combat: variable signal-to-noise ratios, changing 

target configuration, insufficient probability of correct classification and the problem of 

collecting a comprehensive database.

1.2 The layout of the thesis

This introductory chapter provides a brief history of radar and range profile 

classification and describes the aim and layout of the thesis together with the original 

work contained within. The second chapter describes the history, capabilities and 

limitations of radar in the context of range profile classification of ships. Chapter three 

introduces the topic of automatic target recognition and describes the applicability of the 

most commonly used techniques to this study. The most common signal processing 

tasks that are performed prior to range profile classification are described in chapter 4. 

Chapter 5 describes the data set used to generate the results in chapters 6 to 9. The 

technique is then tested on the maximum likelihood classifier. Chapter 6 shows that the 

probability of correct classification of the maximum likelihood classifier falls as the 

range profile signal-to-noise ratio decreases. It then describes and demonstrates a 

technique to reduce the rate of fall. A technique to reduce the susceptibility of classifiers 

to changes in the target and imaging configuration is described and tested on the 

maximum likelihood classifier in chapter 7. Chapter 8 shows a number of things: that 

the classifier matching score is related to the likelihood of a classification decision 

being correct, that multiple looks at the target can be combined to improve the 

probability of correct classification and that in certain scenarios it is better to scan the 

radar over multiple targets rather than point the radar and stare at each target in turn. 

The ninth chapter examines whether it is necessary to collect range profiles of a target
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from all aspect angles in order to be able to classify it from any aspect angle. The drop 

in probability of correct classification of the maximum likelihood, correlation and 

Euclidean classifiers as they use templates generated at one aspect to classify range 

profiles from another related aspect, is given. The distance reject and multilook 

techniques described in chapter 8 are used to attempt to raise the classifiers’ 

performance back up to operationally useful levels. A summary of all the original work 

contained in this thesis is given in chapter 10 together with opportunities for further 

work.

1.3 Original work in this thesis

The novel aspects of this thesis are contained in chapters 6 to 9 and are summarised 

here. It is already known that a classifier trained on range profiles recorded under 

benign high signal-to-noise ratio conditions will drop rapidly in performance when 

forced to classify range profiles collected under more demanding low signal-to-noise 

ratio conditions. In chapter 6 the author suggests and then shows that it is better to 

temporarily adjust the parameters of the database to match the lower signal-to-noise 

ratio signal rather than to adjust the signal to match the database.

In chapter 7 a technique to make the maximum likelihood classifier robust to 

changes in the configuration of the target is proposed and investigated by the author. 

This technique, dubbed the ‘minimum likelihood technique’, sets a minimum value that 

can be assigned to the likelihood of a class generating the observed value in any range

cell. This prevents an unexpected value in one range-cell from dominating the matching 

score obtained from the entire profile. The minimum likelihood technique is then 

extended to a binary decision process whereby a measured range-cell value is either
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marked as within expectation or not. Classifiers based on this minimum likelihood 

technique and binary decision process are then tested on measured data using both 

gamma and Gaussian distributions to model the range-cell probability density functions.

In chapter 8 the well-known technique of combining multiple looks at the target to 

improve the probability of correct classification is applied to measured data of ship 

targets by using thirteen different combination methods on the output of three 

classifiers. The well-known distance reject technique is applied to classifying ship range 

profiles using the maximum likelihood, correlation and Euclidean classifiers. High 

confidence classification decisions are then shown to be temporally correlated and that 

this leads to significantly longer waiting times for a high confidence classification 

decision than might initially be expected. The multilook and waiting time concepts are 

then combined to suggest that in multiple target scenarios it may be better to repeatedly 

scan over all targets rather than staring at each one in turn. This work then investigates 

whether the dominant cause of temporal decorrelation of classification results is change 

in aspect angle.

Finally, chapter 9 assesses the drop in performance caused by using a template 

created from range profiles recorded at one aspect angle to classify range profiles 

recorded at another angle and applies the multilook and distance reject techniques to 

attempt to improve the classification performance back up to operationally useful levels.
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Chapter 2 Radar

2.0 Introduction

There are a number of factors that limit the methods of achieving practicable 

automatic ship recognition by radar range profile. These factors include radar 

performance and role, radar-platform performance and role, non-co-operative targets, 

diversity of environmental conditions, diversity of geometric configurations and the 

diversity of targets. Each of these factors is investigated in turn after the next section 

which describes some of the key principles of radar.

2.1 Radar Basics

2.1.1 Range to target

For a given homogeneous transmission medium, a radar pulse travels at a fixed 

speed, the speed of light. Hence the time between the transmission of the energy and its 

return can be used to calculate the distance the scatterer is from the radar, using 

equation 2-1.

c X r
Range to target = —— (2-1 )

Here c is the speed of propagation of light in a vacuum, t is the time from 

transmission to reception of the pulse and rj is the refractive index of the medium in 

which the pulse is travelling. As the medium is usually air, which has a permittivity 

very close to one for many radar frequencies and weather conditions, the rj is often
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ignored. Note that the 2 occurs in the denominator because the pulse must travel the 

distance to the scatterer twice, there and back.

The range described above is sometimes referred to as slant-range or down-range to 

distinguish it from cross-range. Cross-range is the distance between two objects 

projected onto the plane that is normal to down-range. However, since this thesis is 

primarily concerned with classification of one-dimensional down-range range profiles, 

cross-range is rarely mentioned. Thus down-range is referred to as just ‘range’ in this 

thesis for convenience.

2.7.2 Radar bandwidth

A complex target, like a ship, is made up of many scatterers, each of which will 

reflect part of the radar pulse. As the scatterers are spatially separated the reflections 

will reach the receiver at slightly different times. If the radar pulse has sufficient 

bandwidth these slightly different arrival times will cause several different peaks in the 

magnitude of the electric field at the receiver. Whether the receiver electronics can 

distinguish between two temporally close peaks is a function of the bandwidth of the 

receiver, as described by equation 2-2.

c
Range resolution = —  (2-2)

Here P  is the receiver bandwidth. Thus the electric field strength encountered at the 

receiver modulated by the receiver bandwidth can be displayed or recorded as a 

function of time: this display or recording is called a range profile. Because of the 

advances in digital technology the range profile is usually converted from an analogue 

signal to a digital one by sampling the analogue signal using an analogue-to-digital
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converter. If the sampling is performed at a rate equal to twice the bandwidth, the 

Nyquist rate, then each range-cell represents an element of range equal to the range 

resolution of the radar. Sampling at a higher rate increases the number of range-cells 

within any given swath but introduces a correlation between adjacent range-cells and 

provides no more information. Sampling at a lower rate reduces the number of range- 

cells and the effective range resolution of the radar.

2.1.3 Radar range equation

The signal strength collected by a radar antenna is governed by a number of factors 

related to the radar itself, the target and the imaging scenario. A simple form of the 

radar range equation is:

s  _ (2-3).

Here S is the signal power received in the radar receiver, N  is the power of the 

thermal noise generated in the receiver, Pt is the power of the transmitter, Gt is the gain 

of the transmit antenna. Or is the gain of the receive antenna, À is the wavelength of the 

radiation, o} is the radar cross-section of the target, ks is Boltzmann’s constant, T  is the 

receiver temperature, P  is the receiver bandwidth and R is the range to the target from 

the radar.

As stated above, equation 2-3 is a very simple form of the radar range equation: 

there are a number of other contributing factors and many of the parameters can be 

defined more rigorously. However, detailed definition of the radar range equation is 

beyond the scope of this work and can be found in most radar textbooks such as Skolnik 

[Skolnik].
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2.1.4 Radar beam shape

The radar beamshape determines the proportion of radar power that is transmitted 

and received from each direction. Anisotropic beams are used to increase the power 

density transmitted in the direction of the beam to increase the effective range of the 

radar. All round coverage can still be maintained using an anisotropic beam by scanning 

the beam using either mechanical or electronic beam steering. Narrow beams also allow 

the azimuth and elevation of a radar target to be determined more accurately but reduce 

the area illuminated by each pulse, hence decreasing coverage rate or requiring an 

increased pulse repetition frequency. Like many factors in radar design, radar 

beamshape is a trade-off between a number of factors and should be selected to give the 

best compromise for the required application.

2.2 Operational constraints

2.2.1 Radar performance and role

A typical maritime radar has a pulse repetition frequency of the order of 1000 Hz 

and a horizontal beamwidth of approximately 2°. The primary role of maritime radar is 

usually surveillance; thus the radar scans the beam in a full circle every few seconds. 

Hence a radar will collect a few tens of range profiles of a target over a few tens of 

milli-seconds, every few seconds. This, of course, assumes that the radar has only one 

beam and that the beam rotates at a constant sweep rate. This is a reasonable 

representation of many maritime radars in use today but may not be the case in future 

years, as phased arrays become more common.

Phased arrays provide rapid beam steering and non-linear scan rates allowing 

longer illumination of the target whilst still providing all-round surveillance. In
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addition, phased arrays may also have multiple beams, allowing constant illumination of 

the target together with continuous surveillance. Phased arrays are at present less 

common than mechanically steered antennas and hence this work is focused on the 

latter.

Higher pulse repetition frequencies can be achieved but there is the risk that 

another pulse is sent out before the reflection from a large radar scatterer that is a long 

way from the radar arrives back, thus causing range ambiguity.

The frequency, power, noise factor, bandwidth, antenna gain, analogue-to-digital 

converter precision and many other radar parameters affect the range profiles that are 

recorded. Although some of these parameters can be tuned within certain ranges there 

are limits to the values that can be achieved both for a certain radar once it has been 

built and also in the procurement of a new radar. The performance and flexibility of new 

systems are always increasing as radar systems engineering, although mature, is still an 

area of active research.

Frequency, amplitude, phase and polarisation completely describe any 

electromagnetic wave. To generate a range profile of a target it is only necessary to 

record the amplitude as a function of time. However, some radars are capable of 

recording the frequency, phase and polarisation of the reflected information. This extra 

information may be of use in classifying a target.

2.2.2 Radar-platform performance and role

The radar horizon is limited to the visual horizon for the frequencies required for 

high range resolution: hence for long range surveillance the radar must be airborne. The
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platform carrying the radar is restricted in both the locations it can position the radar 

and in the rate in which it can move between these positions. Fuel capacity, sovereignty 

of airspace, the need to be undetected and the minimum safe distance from enemy 

weapon systems all affect the locations reachable by the platform. Platform descent rate, 

climb rate and speed all affect the time taken to move between the locations. In 

addition, the platform may also be performing some other role that constrains its 

movements.

2.2.3 Computational requirements

The automatic target recognition process is usually performed by digital signal 

processing, rather than, for example, optical correlators. In some production systems the 

radar shares computational facilities with other on-board systems such as the flight 

controls. As classification decisions are usually required within a few seconds of 

collecting the target data and the computational power available is often severely 

limited, there is a requirement to keep automatic target recognition algorithms as simple 

and efficient as possible. This often means accepting a lower probability of correct 

classification in exchange for higher speed as shown by Leonard for ships and Van der 

Heiden for range profiles of aircraft [Leonard, Van der Heiden].

2.2.4 Non-co-operative targets

Sometimes the target will actively try to prevent being classified. This causes two 

problems: firstly, it will be more difficult to obtain accurate information about the target 

to put into the database of reference targets; secondly, the target may deploy radar 

countermeasures, for example, decoys or jamming. Non-co-operative targets may also
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use other countermeasures such as manoeuvring to present a restricted set of aspects to 

the radar.

2.2.5 Diversity o f targets

Many targets, for example fishing boats, exhibit great diversity in their shape and 

size yet could all be considered to be in the same class. Hence a good description of one 

type of fishing boat may be a poor description of another. This complicates the 

classification process. A further complication is introduced because some targets are 

free to change the configuration of their component scatterers. This may be as simple as 

opening or closing a door or a change in above-deck cargo. In this way a target viewed 

in exactly the same environmental and geometric configuration can appear different on 

different days due to changes in the target itself.

2.2.6 Environmental factors

An electromagnetic wave is affected by the medium through which it travels; the 

radar pulse will be travelling through the lower atmosphere to almost sea level. This 

medium is inhomogeneous both in time and space. For this reason the frequency of the 

radar is chosen so the wave is as unattenuated as possible by the atmosphere, hence H2O 

absorption frequencies are avoided. However, reflection of the wave may occur at 

boundary layers in the atmosphere leading to ducting.

A more severe problem comes from the number of paths that can be taken to target 

and back: via the sea surface is a common alternative to straight there and back. This 

phenomenon is called multipath. The multiple waves caused by the different paths that 

can be taken can combine either constructively or destructively. Thus small changes, of
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the order of the pulse wavelength, in the absolute path difference may greatly influence 

the apparent radar cross section of a scatterer.

2.2.7 Geometrical factors

Neglecting multipath effects, a range profile gives the coherent sum of the returns 

from the numerous scatterers that compose a target, as a function of distance from radar, 

sampled at equal intervals. Hence, if several scatterers exist in the same range-cell then 

their returns will interfere with each other. The absolute path difference between the 

scatterers will determine the amplitude and phase of the return from that range-cell. 

Thus a change in imaging geometry may lead to a change in path difference, which may 

change constructive interference into destructive interference. Whether this will result in 

a large relative change in the net amplitude of returns from a range-cell will depend on 

the number of dominant scatterers. If there is just one dominant scatterer, little change 

will be seen. A few dominant scatterers are likely to yield large changes. Many 

dominant scatterers will yield less variation due to the law of large numbers. This 

variation in the strength of the signal received due to changes in geometry of the order 

of a wavelength is called speckle.

Any shape scatterer, save a sphere, will scatter incident radiation differently if 

illuminated from a different angle. For example, a flat plate will reflect a much larger 

amount of radiation back into the receiver if illuminated at an angle normal to the 

surface than it will at other angles, a phenomenon known as ‘glint’. In addition, 

scatterers can eclipse each other from certain aspect angles, a process known as 

shadowing, and some scatterers will move towards the radar whilst others move away as
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the target rotates, a process known as rotational range migration. All these effects mean 

that the range profile will be greatly affected by radar-target geometry.

When range profiles are recorded an estimate of the target’s aspect angle can often 

be made from estimates of the target’s track. This aspect angle information is often used 

to match the profile from an unknown target to range profiles in the classifier’s database 

that are nominally at the same aspect angle to minimise these geometrical differences.

2.2.8 Signal-to-noise ratio

A  target viewed at different ranges by the same radar will have different signal-to- 

noise ratios and hence the range profile will change as range increases, signal strength 

falls and the noise corruption becomes an increasingly large part of the profile. To be 

useful operationally a classifier must be able to classify targets at a variety of ranges and 

hence, if the radar parameters cannot be adjusted to compensate, it must be robust to 

changes in the signal-to-noise ratio.

2.3 Alternative sensor technologies

There are many other sensor technologies that may be used to perform ship 

classification, these include radar signal modulation and SAR/ISAR using radar as well 

as many other techniques using electro-optic sensors.

2.3.1 Radar signal modulation

Radar signal modulation (RSM) includes jet engine modulation (JEM) and 

helicopter rotor modulation (HERM) and can be used to identify targets by the Doppler 

frequency modulation of the radar pulse caused by rotating or oscillating parts of the 

target. However, it has not been established that all vessels have a rotating or oscillating

35



part active at all times hence rendering RSM techniques inoperable in some situations. 

In addition the radar cross-section of these components may be significantly lower than 

other parts of the target hence requiring the radar-target distance to be much shorter to 

achieve the same signal-to-noise ratio as a range profile.

2.3.2 SAR/ISAR

Synthetic aperture radar (SAR) and inverse synthetic aperture radar (ISAR) 

techniques form images of the target using extended dwell to create an artificially large 

aperture and thus higher cross-range resolution. However, these extended dwells may 

alert the target to the interest of the radar platform as well as causing the radar to have a 

much lower area coverage rate than it would have in scanning mode. Additionally, the 

pitch, roll and yaw of a ship cause the projection angle of the target to change in an 

ISAR image. This introduces a number of further complications including further 

degrees of freedom that increases the size of the required database.

2.3.3 Electro-optic sensors

Electro-optic (EO) sensors cover a number of different frequency bands and have 

both active and passive implementations. Although a number of different EO sensors 

are being successfully used to detect and classify ships, they are all significantly 

affected by weather conditions. This weather dependency often limits the EO sensors to 

much shorter ranges than are routinely achieved using typical airborne maritime radar 

surveillance systems.
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2.3.4 Radar range profiling V5 other sensors

There are also a host of other sensor technologies that could be used to classify 

ships but none have the same all weather, long range, short dwell and high area 

coverage capability of radar range profiling that are also able to sense a passive target.
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Chapter 3 Automatic target recognition

3.0 Pattern recognition

Automatic target recognition falls within the wider subject area of pattern 

recognition. In this context the pattern is the measured range profile of the as yet 

unidentified target. There are a large number of pattern recognition techniques that have 

already been developed. Of these myriad of techniques some can easily be recognised as 

being inappropriate, whilst the rest have strengths and weaknesses that will make them 

more or less appropriate depending on the specific situation. The applicability, strengths 

and weaknesses of the principal methods are described in sections 3.2 to 3.6. For each 

principal method an example of its use is also given.

It should be noted that the following breakdown of pattern recognition techniques 

is the author’s own, that other authors may provide different breakdowns and that the 

techniques described are neither distinct nor exhaustive, indeed almost any hybrid 

combination is possible.

3.1 Automatic target recognition basics

3.1.1 Training and test stages

There are two stages to classifier implementation: training and testing. The training 

stage involves ‘teaching’ the classifier to recognise a class of target based on what is 

known about the class, the sensor and the scenarios in which classification is to take
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place. This usually involves collecting range profiles of one or more targets that belong 

to the class and feeding the information contained in these range profiles into the 

classifier database. Since this must be done before the classifier is able to classify that 

class of target this stage is usually performed well in advance of any operational use and 

hence is not time critical. Because this stage is not time-critical it is useful to perform as 

many of the necessary calculations at this stage as possible.

The test stage is the name given to the part of the classification process where the 

classification decision is made. The trained classifier is now given a range profile that it 

must compare to its database and decide which class the target belongs to. In most 

operational scenarios it is desirable for the time between receipt of a range profile and 

declaration of the target class to be as short as possible and hence time is usually a 

critical factor during the test stage. The test stage is so called because when a classifier 

has been set-up ready to classify targets, it is usually tested to ensure that it works. The 

best way of testing a classifier is to allow it to classify previously unseen range profiles 

to determine whether it gives the required performance both in terms of classification 

accuracy and speed. If the classifier fails to reach either of the classification criteria it 

must be re-designed and re-tested. Hence the test stage is used to test whether the 

classifier will perform as required and is the same process that is used operationally to 

perform the classification.

3.1.2 Supervised and unsupervised learning

Supervised learning is the training of a classifier database so that it will classify 

patterns into a number of predetermined classes. Unsupervised learning is the training 

of a classifier so that it will classify alike patterns in the same class, but with no
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restriction put on which class individual patterns are placed in. Supervised learning 

should be used when the class of each pattern is already known and the data can be 

separated into a finite number of classes with little overlap. Unsupervised learning 

should be used to suggest classes into which the data could be divided. Unsupervised 

learning is particularly useful when intra-class variability is high. For example, if cars 

are classified by make, then each class is made up of a number of sub-classes 

representing the different models. Hence if the models of each class were not known it 

would be best to perform unsupervised learning to find all the distinct groups into which 

the data from each make would cluster, each cluster would represent one model of car. 

A mapping could then be constructed that would combine all the groups into one class.

3.2 Bayes classifier

3.2.1 Bayes rule fo r  minimum error

A Bayes classifier uses Bayes theorem as the core of the classification process. 

Bayes theorem states that:

f (g , I A) = I (3-1)
' '  P{A)

where A and Bi are events and P (A )^0 .  When applied to automatic target recognition Bi 

is the event that the target is class i and A  is the event that a certain set of range-cell 

values have been recorded. P(Bi) is often called the prior probability, P(Bi\A) is called 

the posteriori probability and P(A\Bi) is called the likelihood. The Bayes rule for 

minimum error states that to minimise the probability of error when classifying which 

class generated event A, class i should be selected when P(Bi\A) is greater than or equal 

to P(Bk\A) for all values of k. When comparing P(Bi\A) to P(Bk\A), P(A) is a common
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factor so can be ignored. Thus a Bayes classifier calculates the probability of a class 

generating observation A and multiplies it by the (prior) probability of encountering that 

class, for each class. The Bayes classifier then selects the class with the highest value.

3.2.2 Application o f Bayes rule

The Bayes rule for minimum error can be changed into the Bayes rule for 

minimum cost by weighting the P(Bk\A) by a cost function. However, for purposes of 

getting the classifier to work in the laboratory the costs of misclassification and prior 

probabilities are often set to be the same for all classes. Thus the P(Bi) and P(Bk) terms 

can also be ignored. When the costs and prior probabilities are removed from the 

classification process the likelihood of a class generating the observed result is the only 

calculation required: such classifiers are called maximum likelihood classifiers.

The maximum likelihood classifier will give minimum error classification 

performance if, and only if, the joint probability density function used to evaluate the 

likelihood of each class generating the observed range profile is the same as the real 

distribution that governs the process. In practise this means that the physical process is 

fully understood and all the governing parameters must be known. There may be a few 

instances where the process that produces the observations is well understood and can 

be modelled accurately, in these cases the Bayes classifier cannot be surpassed. In 

practise however, they are not known and thus must be estimated from the samples used 

to train the classifier, leading to somewhat poorer performance.

For radar range profile classification of ship targets the true distributions that 

govern the range-cell fluctuations are not known and must be estimated from the 

training data set. Hence for range profile classification of ships and many other
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automatic target recognition applications, the terms ‘maximum likelihood classifier’ or 

‘Bayes classifier’ are used to describe classifiers that use some estimate of the true 

probability density function to evaluate the likelihood of a class generating the 

measured data.

3.2.3 Templates in maximum likelihood classifiers

For most targets the probability density functions that describe the range-cells 

vary as a function of imaging geometry, as described earlier. Hence a different joint 

probability density function is required for each aspect angle. Thus each probability 

density function that describes an aspect can be considered to be a template. The 

likelihood calculated describes how closely the template matches the range profile and 

hence is sometimes called a matching score or distance metric. In addition to the 

likelihood distance metric there are a large variety of other ways of measuring the 

distance between a template and the range profile. If the probability density functions 

that describe the range-cell fluctuations were known exactly then these other metrics 

would not perform as well as the likelihood metric but because the probability density 

functions are estimated these other metrics may actually have probabilities of correct 

classification that are superior. A selection of these other distance metrics are described 

in the following sections.

3.2.4 An example o f using a Bayes classifier to perform ATR on ship HRRPs

Webb uses a Bayes classifier to classify the same data set that has been used in 

this thesis [Webb]. He incorporates a limited number of operational uncertainties such 

as position of the target within the range profile, amplitude scaling and imaging
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geometry as part of the Bayes process. Although Webb does test the classifier on a set 

of recorded data, his treatment is mostly theoretical in motivation and hence he does not 

consider the possibility of the data set not being completely representative of the 

possible target set under all conditions. His discussion of implementing the classifier as 

an operational system is limited to noting that the class posteriori probabilities could be 

fused together with information from other systems.

3.3 Other template matching classifiers

3.3.1 Structure and function

Template matching is a well-established technique that involves comparing the 

pattern to a template of what the pattern should look like if it was a member of that 

class. The template that represents a class is usually formed from data collected from 

one or more members of a class, although it can also come from physical scale models 

and computer simulations. The formation of a template will be domain specific and will 

be dependent on the matching criteria used. The principal difference between the 

different types of template matching classifier is in how the distance between a template 

and pattern is calculated. A selection of distance metrics are described in sub-sections 

3.3.2-3.3.5. Sub-section 3.3.6 describes how templates are constructed.

In automatic target recognition the patterns obtained are usually in digital form as 

the analogue signal has been sampled to allow the data to be handled by digital 

electronics. Hence for all of these common techniques the pattern is represented as a 

point in n-dimensional space, where n is the number of values into which the signal has 

been decomposed. Each distance metric emphasises certain types of differences. Thus 

the distance metric chosen should be based on the mechanism that causes a range profile

43



to be different from the template of the correct class. For example, if a mechanism, such 

as receiver noise, causes lots of small changes, then small changes should be de

emphasised but if the mechanism causes a few large changes, then the magnitude of 

changes should be ignored and only the number of changes considered.

3.3.2 Euclidean distance

The Euclidean distance between two points is defined as:

^E(2L.D = Æ ( y , - ^ < y  (3-2)

Here X  and V are the Cartesian vector representations of the points in n-dimensional 

space. In ATR terms X  is the array of values of the target and Y is the array of values of 

the training template, y/ is the î  ̂value of the template and Xi is the value of the target 

pattern. The Euclidean distance is the normal measure of distance used in everyday life. 

The effect of squaring the bracket, in equation 3-2, is to increase the effect of the parts 

in the pattern which are significantly different to those in the template and hence reduce 

the effect of small differences. Thus a pattern will appear closer to a template that has 

lots of little differences than to a template that has one large difference. The Euclidean 

classifier is a special case of the potential difference classifier, which has the same 

definition, save that the bracket can be raised to any power. In addition the maximum 

likelihood classifier can be made equivalent to the Euclidean classifier by normalising 

the template and pattern and by using a Gaussian distribution that has the same standard 

deviation for each range-cell and class to model the intra-class variability.

44



3.3.3 City-block distance

The city-block distance between two points is defined as:

dcB^XZ) = \Y-X\ -  (3-3)

X  and Y  are the same as in equation 3-2. This represents the distance travelled between 

two points if travel is allowed only in directions parallel to the axes. It gets its name 

because this is the distance walked when between points in a city laid out in a grid 

pattern; for example, central Manhattan. The city-block distance is also sometimes 

called the absolute difference metric. The city-block distance is linear and does not 

apply emphasis on any type of difference. However, it is not invariant to any change 

and hence not very robust.

3.3.4 Cross-correlation

The linear Pearson correlation coefficient is defined as:

p ( X , Y ) =  I (3-4)

[IDL, Freund] with X  and Y the same as in equation 3-3. fix is the mean value of all the 

elements of X  and fly is the mean value of all the elements of Y. Note that in this 

correlation coefficient, fix and fly have been deducted from X  and Y  respectively. 

However, the correlation coefficient is sometimes defined in a similar way but without 

subtracting the means, this can cause confusion. Hence, the linear Pearson correlation 

coefficient will be referred to as the relative correlation coefficient as it compares the 

shape of the patterns X  and Y relative to their respective mean value, whereas when the 

means are not subtracted it is only the absolute shape of X  and Y that is compared. For 

example, if X=[0,l,2] and Y=[2,3,4] then the relative correlation coefficient of X  and Y
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is 1, indicating perfect correlation whereas the absolute correlation coefficient is 0.91 

indicating high but not perfect correlation.

If X  and Y are normalised then the absolute correlation and Euclidean classifiers are 

equivalent. Hence, in this work the relative correlation coefficient is always used in the 

correlation classifier in order to provide different results from the Euclidean classifier.

Both the absolute and relative correlation coefficient can be calculated using the 

Fourier transform. To calculate both statistics, the input patterns and templates must be 

normalised. For the relative correlation coefficient, either the inputs must be made to 

have zero mean or the DC components of the Fourier transforms of the pattern and 

template should be zeroed. Once this pre-processing has been achieved the Fourier 

transform of the correlation coefficient can found by multiplying the Fourier transform 

of the pattern by the complex conjugate of the Fourier transform of the template.

3.3.5 Mahalanobis distance

The Mahalanobis distance measures the number of standard deviations that a point is 

from the mean of the values used to form the corresponding point in the template. This 

is shown in equation 3-5 for uncorrelated data, n-points long. Here ^  and o; are the 

mean and standard deviation of the samples used to form the data point in the 

template:

(=1

~ A

V y
(3-5)

When the data points are uncorrelated this distance metric is equivalent to the maximum 

likelihood distance metric for Gaussian distributed data.
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3.3.6 Template construction

Distance metrics measure how closely an unclassified pattern matches a class template. 

However, if a class template is not representative of a class then the result is 

meaningless. Thus it is important to construct class templates in a representative 

manner. A selection of methods for deciding which data should be used to construct a 

template are described below.

a. Clustering

The probability density functions that describe the fluctuations in range-cell 

values change as a function of imaging geometry, as described earlier. Hence multiple 

templates are often formed for each class such that different templates are used for 

different imaging geometries. These templates are usually formed by collecting together 

range profiles that were recorded under nominally the same conditions, such as at the 

same aspect angle for example, and finding the parameters which describe the 

variability within the collection. If there is no obvious independent variable against 

which to decide that range profiles are nominally the same then clustering algorithms 

can be used.

Clustering algorithms break the training data set down by some means into small 

clusters of range profiles, so that a template can be formed for each cluster. 

Unsupervised learning is a form of clustering.

b. Nearest neighbour

The nearest-neighbour classifier uses each of the patterns in the training set as a

template. This is the same as having a cluster size of one, thus giving a highly complex 

division of pattern space. Any of the previously mentioned distance metrics can be used 

with this classifier although the Euclidean distance metric is nearly always used in
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practice. Performance is often very high if the test and training data sets are recorded 

under near-identical circumstances, but performance usually drops rapidly if any of the 

recording conditions are different.

c. K-nearest neighbours

This classifier is identical to the nearest neighbour save that the pattern is classed

as the most popular identity of the nearest K  neighbours to the unclassified pattern. This 

voting procedure is similar to averaging a few of the templates, thus providing smoother 

decision boundaries and more robust performance at the sacrifice of lower performance 

on identical data.

3.3.7 Examples o f using a template-matching classifier to perform ATR on ship 

HRRPs

Leonard uses the correlation coefficient metric to measure the distances between 

an unknown range profile and the set of templates for each potential class [Leonard]. He 

notes that the correlation and maximum likelihood classifiers are equivalent under 

certain assumptions. One of these assumptions is that the data is normally distributed, 

hence, Leonard uses two transforms to make the non-normally distributed data more 

normal thus yielding lower error rates. However he does not address the other necessary 

assumption for the correlation and maximum likelihood classifiers to be equivalent: that 

the variability in each range-cell must be the same. However, he does examine the 

operational uncertainty of imaging geometry and the trade-off between classification 

speed and accuracy.

Tough & Ward also use a correlation classifier to classify the data set that is used 

in this thesis [Tough & Ward]. Amongst other things they examine the performance of
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the classifier as a function of signal-to-noise ratio by modifying high signal-to-noise 

ratio profiles according to a typical set of environmental, target and radar system 

parameters. They note that correlation classifier performance drops with decreasing 

signal-to-noise ratio and suggest that an autocorrelation classifier may be more robust. 

However, they report that when tested on the available data the performance of the 

autocorrelation classifier is even poorer than the correlation classifier. Tough & Ward 

also use the correlation coefficient to show that if the test data set is recorded under near 

identical circumstances to the training data set then the classifier performance is likely 

to be much higher than that achievable in practice.

3.4 Neural Nets

3.4.1 Biological comparison

Neural nets are often described as electronic analogues of the neurones and 

dendrites in an organic brain. However, the biology of the brain is not fully understood 

and is thought to be much more complicated than the neural net model. For example, 

the chemical composition of the bath surrounding the neurones changes over relatively 

short timescales and is thought to affect the probability of a neurone firing. Hence it is 

unknown whether a neural net can exactly model human thought processes. However, 

because of this biological comparison neural nets have become very popular and hence 

are sometimes used for applications where the applicability is questionable.
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3.4.2 Structure and function

Neural Network

output

h ^ n  '"y"
layer

input
layerexternal  

s y s t e m  1

direction of signal  flow

external  
s y s t e m  2

Figure 3-1: Typical feed-forward neural network.

As shown in figure 3-1, a neural net is composed of layers of nodes and their 

interconnections. Information is provided to the neural network from external system 1, 

such as a sensor or database, for example. The neural network itself has three layers of 

node: input, hidden and output. Each input node takes in a scalar value from the external 

system outside the neural net and sends the value via the connections to all the 

‘downstream’ neurones to which it is connected. Each hidden node takes in this value 

from the upstream neurone, multiplies it by some weight and adds it to the weighted 

value from each other ‘upstream’ connection. The hidden node may then perform some 

calculation on the summed value before passing this new value to the next downstream 

layer of neurones via the downstream connections. The output nodes reveal the 

classification decision to the outside world via external system 2. A node may be 

connected to one, many or all upstream and downstream nodes. If information is passed
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in one direction only, from input to output this is called a feed-forward network but 

loops and time delays may also be used. In addition, the functions and weights may be 

temporally dynamic, although this is rare in practice.

For most applications the function performed at each node is identical and 

relatively simple. In addition, the neural net structure is usually composed of a small 

number of layers of nodes with each node in a layer connected to each node in the 

previous layer. The effect of the multiple connections and layers of nodes is to perform 

matrix multiplications on the data as they flow through the neural net. In this way very 

complex functions can be closely approximated using simple functions.

Neural nets are equivalent to a function fitter, in that by careful manipulation of 

the weights any function can be approximated for a finite data set. Their principal 

advantage is that when implemented in hardware, their layout is highly structured and 

can be implemented relatively cheaply with minimal hardware requirements. Their 

principal disadvantage is that it is often extremely difficult to understand the function 

being calculated, hence neural net solutions are often opaque, over-complex and 

training-data dependent. Hence users of neural nets can rarely justify the weights used 

in a neural net by physical models or other means, save ‘because it works on the data we 

have tried’.

3.4.3 Validation data sets

A  useful technique that has emerged from the use of neural nets is the use of a 

validation data set in addition to the training and test data sets. The parameters that 

govern how a neural net ‘learns’ the training data set are usually gradually adjusted 

based on feedback from the performance of the neural net on the test data set. However,
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this tinkering often results in over-fitting of the neural net to the data sets used rather 

than fitting to the underlying process. This over-fitting can be compared to using a 5* 

order polynomial to describe a series of 6 points, when the points are really governed by 

a linear process plus a small amount of noise. Hence the performance of the neural net 

on a validation data set is monitored as the parameters are adjusted. The performance of 

the neural net on the test data set is used to suggest which parameters to adjust and by 

how much: the performance of the neural net on the validation data set is used to 

prevent over-fitting by stopping the adjustment of the parameters when the performance 

on the validation data set falls. It is important that the validation data set is independent 

of the test and training data sets and that the validation data set performance is only used 

to prevent parameter tinkering after a certain point. In this way the validation data set 

represents the general data generation process which has had no direct influence on the 

neural net parameter selection and will not be represented by the over-fitted parameters.

The use of the validation data set to prevent a neural net being over-fitted to the 

training and test data sets can be extended to many classifiers. Many classifiers are 

designed, trained on the training data set and then given the test data set to assess their 

performance. The classifier is usually then adjusted in some way to improve its 

performance on the test data set. If the adjustment is performed in a reasoned way based 

upon some model of the data generation process, for example finding the ends of the 

target and not including non-target range-cells in the decision making process, then 

over-fitting is less likely to occur. However, if the adjustment is of a ‘try it and see’ 

nature then over-fitting is more likely to occur and a validation data set should be used. 

A disadvantage of using a validation data set is that obtaining a third independent data 

set may be difficult and is often at the cost of smaller training and test data sets.

52



3.4.4 Examples o f using neural net classifiers to perform ATR on ship range profiles

Inggs and Robinson use a neural net known as Kohonen’s self-organising map to 

classify a set of range profiles [Inggs & Robinson]. The range resolution of the radar 

system that collected the range profiles was 12m, which is relatively low. However, 

many of the same principles apply to the classification of these relatively low resolution 

range profiles as apply to the higher resolution range profiles studied in this thesis.

Inggs and Robinson admit that the primary reason that they use Kohonen’s self- 

organising map as the classification tool is because the software had recently become 

available and that more careful investigation of classification schemes should be 

considered. Despite this ad-hoc approach they achieve a reasonable classification 

performance though it may be significantly lower than might have been achieved if 

more care was taken in classifier selection.

Luttrell also uses Kohonen’s self-organising map to classify range profiles 

[Luttrell]. Luttrell’s data set is the same as used in this thesis and thus the range profiles 

are recorded to a higher resolution than those used by Inggs and Robinson. However, 

the principal difference between the two works is that Luttrell actually derives the form 

of the neural net based upon a statistical model of the application, a rare approach in the 

neural net community. However, Luttrell models the variability in range profiles using 

the same standard deviation for each range-cell hence implying that although he has not 

treated the neural-net like a ‘black-box’, as do so many authors, he has done so for the 

data set.
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3.4.5 Conclusion

Neural nets are a useful tool for complex function fitting in two circumstances. 

Firstly, when the input data set is fully representative of the range of targets and 

conditions and secondly, when the hardware used for the classification decision must be 

minimised. In most other circumstances neural nets provide an opaque, sub-optimal 

function-fitting solution.

3.5 Genetic algorithms

3.5.1 Biological comparison

Genetic algorithms have also enjoyed high popularity because of their link with a 

biological process. They are free to vary certain components of a non-optimised 

algorithm using computational analogues of the following biological processes: 

mutation, cross-breeding and ‘survival of the fittest’, to find a solution to a problem. 

These computational analogues are described in more detail below.

3.5.2 Search limitations

The algorithm designer must decide how much freedom to give the genetic 

algorithm, whether to let the genetic algorithm search the entire solution space or just a 

small part of it. For example, a genetic algorithm could either: optimise the value of a 

single parameter in a procedure or generate the entire procedure itself. The algorithm 

designer decides what the requirements of the procedure are and forms these into a 

fitness function together with the parts of the procedure that have already been decided. 

The genetic algorithm then performs a supervised random walk through the solution
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sub-space until a walk termination condition is encountered. In this way, by not fixing 

any part of the procedure and generating an appropriate fitness function a genetic 

algorithm could be written to find the best procedure for automatically classifying range 

profiles. The genetic algorithm would search the solution space, for as long as was 

required, to find the algorithm that best fitted the fitness function. However, the search 

would probably take a colossal and possibly infinite amount of time, making this 

approach impractical. Further, the solution generated would be critically dependent on 

the solution requirements encoded into the fitness function. This fitness function is often 

difficult to design to ensure the genetic algorithm does not merely fit itself to the test 

and training data sets and hence cause the problem of over-fitting described in the 

neural net section.

A more practicable approach is to decide on the structure of the procedure and 

allow the genetic algorithm to determine the parameter values. This more practicable 

approach is what is usually meant when genetic algorithms are referred to and hence 

will be the meaning used in the following paragraphs.

3.5.3 Implementation

A generic genetic algorithm generates an initial population of parameter sets. 

Each parameter set will contain values for the series of parameters that the genetic 

algorithm is attempting to optimise. These initial values are often uniformly distributed 

or randomly assigned, but this does not have to be the case. Some fitness test is then 

performed on each member of the population to ascertain how well the values in the 

parameter set perform the required task. Once the fitness of each member has been 

determined the parameter sets are combined to create the next generation of members.
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The higher the fitness score of a member, the higher the influence the member’s values 

have on the next generation. This represents the breeding and propagation of the most 

successful genes.

As successive generations are formed from the fittest parameter sets of the 

previous generations they will tend towards a local maximum in the fitness function. To 

prevent the population becoming trapped in a local maximum, a random mutation 

process is used. The mutation process changes some of the values in some members of 

the new generation. This mutation process allows the genetic algorithm to jump away 

from a local maximum and eventually locate the global maximum. In general, the 

number of generations taken to reach a global maximum cannot be pre-determined for 

complex fitness functions and there is no upper bound. However, the initial population, 

breeding sub-algorithm and mutation rate heavily influence the rate at which the 

population converges on the global maximum, allowing rough estimates of the expected 

number of generations to be calculated.

3.5.4 An example o f using a genetic algorithm classifier to perform ATR

The author has not found any examples in the open literature of genetic algorithms 

being used to classify range profiles of ships. However, Singh et al use a genetic 

algorithm classifier to classify a number of synthetic shapes into different classes [Singh 

et al] and the same techniques could be used on radar range profiles of ships.
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3.5.5 Conclusion

Genetic algorithms are usually used to find the best values for a series of 

parameters in a pre-determined algorithm or function when analytical techniques are not 

appropriate. The purpose of this research is to develop the techniques for automatic 

target recognition and hence genetic algorithms are not applicable at this stage. 

However, once the techniques have been developed genetic algorithms could be used to 

optimise performance.

3.6 Feature-based classifiers

3.6.1 General description

This technique bears the closest resemblance to the conscious reasoning process 

used by humans when performing pattern matching. However, that does not mean it is 

the best method.

The dictionary [Oxford] defines ‘feature’ as a ‘noticeable quality’. In manual 

pattern recognition noticeable qualities usually refer to colour, shape, scale, position or 

orientation and are usually fairly simple. Simple features, which depend on only one or 

two variables, have two advantages: they are easier to calculate and hence require less 

time to search for, and secondly, they are more robust. Humans perform pattern 

recognition by looking for similarities and differences in the features. Feature-based 

classifiers simulate this.
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3.6.2 Feature selection

Feature-based classification is composed of several stages: feature selection, 

feature extraction and feature comparison. Feature selection, is the most important 

stage, for it defines what the features are. Feature selection is sometimes a rather 

arbitrary process: algorithm designers will select some simple statistics of the data and 

combine them to create features. The feature set will then be refined until good 

classification performance is achieved. However, as these features are selected just to fit 

the database rather than being based upon some model they tend to be highly tuned to 

the training and test data sets and often perform badly on new data sets. However, a 

number of classifiers have been developed using expert knowledge of the sensor and 

target. The expert knowledge has allowed the algorithm designer to select physically- 

based features that should be both robust and characteristic of a class.

3.6.3 Feature extraction

Feature extraction is the detection and calculation of features in a pattern. Feature 

extraction is effectively a transformation of a sub-set of the original data to a different, 

usually smaller, domain. Thus some of the information contained in the original data, 

that may have helped classify the patterns, has been lost. However, the remaining data 

in the new domain can often be processed more quickly due to the reduction in 

dimensionality and if feature selection has been performed carefully then the remaining 

data will contain the information that is most useful in discriminating between the 

classes.
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3.6.4 Feature comparison

Feature comparison can be performed using either soft or hard decisions. Hard 

decisions have a finite number of answers, are performed in a certain order and can be 

written as a flow chart. Biological keys are an example of this method of classification. 

This type of classifier is often referred to as a rule-based classifier as the decisions can 

be written as a series of rules: “is the ‘length feature’ greater than jc?” Hence, for a 

pattern to belong to a certain class it must obey a series of rules. This type of feature- 

based classifier is equivalent to a binary-tree classifier in which form all hard-decision 

feature based classifiers can be written. Soft decisions assign a value to each possible 

feature match. These values are then combined into an overall score for each class. The 

class with the highest overall score is considered the best match. Hard decisions should 

be used when intra-class feature values show little variability compared to inter-class 

variability. If this is not the case, for example, if the feature values of different classes 

overlap then soft decisions should be used instead.

3.6.5 Application to radar range profiles o f ships

Range profiles are highly variable with aspect angle and are often quite different 

from a photo of the target. Hence, to construct a physically-based feature set rather than 

an arbitrary data-based feature set that was capable of classifying ships into fine classes 

would require an observer to visually study the data set to be able to suggest features 

which could be used to discriminate between classes. For sizeable databases this would 

be a difficult and tedious task and hence has not yet been pursued. However, 

classification into broad classes, based primarily on length and target behaviour may be 

possible and is currently being pursued.
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3.6.6 Examples o f using feature based classifiers to perform ATR on ship range 

profiles

Guo et al calculate a number of features from the low resolution radar range 

profiles of six ship targets [Guo et al]. These features are based upon the frequency of 

occurrence of binary words that are unrelated to physical attributes of the target. Good 

classification performance is reported but it is unclear whether the features that have 

been selected encapsulate the characteristic nature of the range profiles of each class or 

merely encapsulate the data values recorded for this particular data set.

Gibbins et al also use low resolution range profiles to classify ship targets but they 

state that all their features are based on physical properties, such as size, shape and 

dynamic behaviour [Gibbins et al]. These physically based features are then directly 

related to the expected feature values for each class. For example, bulk carriers often 

have a large return at the rear of the ship corresponding to the bridge. In this way, 

reasonable confidence can be gained that the classifier has a chance at classifying 

previously unseen targets belonging to one of the classifier’s classes, since to belong to 

the same class a target should have similar physical features.
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Chapter 4 Pre-processing

4.0 Introduction

There are a number of processes that can be performed before calculating the 

distance metric that will improve classification performance. The selection of which 

pre-processing techniques to use and the details of implementation are dependent on the 

classifier distance metric, but it is useful to discuss the general principles together with a 

number of examples at this stage. These processes are described in sections 4.1-4.6

4.1 Length determination

4.1.1 The procedure

Improved results can be achieved if the ship profile can be extracted from the range 

profile as a whole because the whole range profile contains much data that is 

independent of the target. Also, if the target is extracted from the background fewer 

range-cells have to be considered, thus improving classification speed. In addition, if the 

irrelevant data in the discarded range-cells is not removed it can influence the 

classification decision and lead to misclassification, as has been experienced by this and 

other authors. In addition, from an ideological standpoint, it is best to only consider 

information that is class dependent, any other information is of no use in separating 

classes in pattern space and will only cloud the true class boundaries.
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Figure 4-1: Typical high signai-to-noise ratio range profile o f maritime target

Figure 4-1 shows a typical high signal-to-noise ratio range profile. It is easy to 

locate the target and to select the range-cells that contain scatterers that are part of the 

target. However, if the signal-to-noise ratio is lower, then the energy reflected back into 

the receiver from the range-cells at the ends of the target may be approximately the 

same as the noise level. This can be seen in figure 4-2, which shows the same range 

profile as in figure 4-1 but corrupted by synthetic noise to reduce the signal-to-noise 

ratio. Hence in some instances it is difficult to ascertain whether some of the range-cells 

contain parts of the target or not.
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Figure 4-2: Typical medium signai-to-noise ratio range profile o f maritime target

The difficulty in determining the ends of the target is a function of the signal-to- 

noise ratio. Hence, if the signal-to-noise ratio can be improved the extraction of the 

target from the background becomes much easier. A simple technique to improve the 

signal-to-noise ratio is to sum together several consecutive pulse-to-pulse range profiles. 

Coherent summation of n amplitude profiles gives an improvement in the signal-to- 

noise ratio of approximately n^'^, non-coherent summation gives an approximate 

improvement of assuming that the target has not moved during the integration 

period [Griffiths].

4.1.2 Thresholding technique

The most obvious technique to locate the ends of the target is to apply some sort of 

amplitude threshold to the range profile. For example, the first range-cell that exceeds 

this threshold is considered the start of the target and the final range-cell to exceed the 

threshold is considered the end. The ideal threshold value will be a function of the
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probability density functions of the range-cells that do contain the target compared to 

the probability density function of the range-cells that do not. As the probability density 

functions of the target-containing range-cells are unknown a more simple function just 

using the estimated probability density function of the thermal noise is normally used. 

The thermal noise can be modelled as a Rayleigh distribution, as described in chapter 6. 

The parameter of this noise distribution can be estimated in two ways. The first 

technique would be to use the known parameters and temperature of the receiver, 

however these may not be available. Hence, the noise parameter is usually estimated 

from the values of the noise that occur in the range profile itself. However, to evaluate 

the parameters of the noise from the range profile, it is necessary to know which of the 

range-cells contain only thermal noise and which contain target. Hence, an iterative 

approach is called for. An approximate threshold is set and the target ends estimated, 

then a new threshold value is calculated from the statistics of the range-cells outside the 

estimated target ends and the process is repeated until a satisfactory answer is reached.

4.1.3 Multiple threshold-crossing technique

Thermal noise can be described by a Rayleigh distribution; hence there is a small 

but finite probability that a range-cell will take a large value. The range-cells that 

contain only thermal noise are uncorrelated in time and space, hence the probability that 

two such consecutive range-cells would both exceed a threshold is equal to the square of 

the probability that one range-cell would. The range-cells which compose the target are 

usually positively correlated, thus the probability that two such consecutive range-cells 

would both exceed a threshold is greater than the square of the probability that one 

range-cell would. In addition, if a is greater than b then a^/b^ is greater than a/b. This
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means that the ratio of true target range-cells to false target (noise) range-cells that are 

selected can be increased by requiring both the test range-cell and its neighbour to 

exceed a threshold. Qualitatively this means that high noise spikes can be distinguished 

from target scatterers because noise spikes are unlikely to be neighbours with another 

large value whereas the opposite is true for target range-cells.

4.1.4 Temporal correlation technique

The same argument that is described in section 4.1.3 for requiring spatial 

neighbours of a test range-cell to have high values applies equally well to temporal 

neighbours. This means that because noise range-cells are uncorrelated from pulse to 

pulse it is unlikely that a noise range-cell will exceed a threshold in two consecutive 

pulses, whereas there is a high likelihood that a target range-cell will.

4 .1 .5  Further comments on target end detection

As is often the case, an algorithm that uses a mixture of the above techniques 

will be best, the actual mixture depending on the radar parameters and computational 

power available. However, while algorithms have been developed that appear to 

perform well on the data sets tested in that they agree with manual target end detection, 

the measured length of target is usually only about 80% of its true length [Gagnon]. It is 

thought that this may be due to the absence of high radar cross section scatterers at the 

extremes of many maritime targets and hence the ends of the target become lost in the 

thermal noise. It is for this reason that the problem of target end location is not 

considered fully solved. In addition, these methods sometimes produce errors when
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multiple targets are in close proximity. ISAR imaging may help to overcome this 

problem.

Despite the imperfect performance of target end location algorithms, most of the 

target range-cells can be extracted from the range profile most of the time. Thus the 

developed target end location algorithms are being used until such time as they are 

thought to be the greatest cause of misclassification, at which point further work on 

them will be performed.

4.2 Normalisation

A target’s radar cross-section can be used as a discriminant in the classification 

decision as different targets have different cross-sections. Hence, ideally, range profiles 

should not be normalised as the amplitude recorded by the radar is related to the target’s 

radar cross-section by the radar’s parameters and multipath and atmospheric effects. 

However, since the actual values of multipath and atmospheric effects and sometimes 

even the radar parameters, are not accurately known it is difficult to accurately calculate 

the target’s radar cross-section. Thus a target may appear to have a lower overall radar 

cross section on one illumination than on a different occasion due to changes in 

environmental factors or radar parameters. Hence range profiles are usually normalised 

in some manner to allow for this lack of calibration. This normalisation allows range 

profiles to be compared to each other by using the relative amplitudes of different 

range-cells rather than potentially inaccurate absolute values.
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4.3 Alignment

4.3.1 Introduction

It is possible to calculate the distance metric for each possible range offset

between the template and test range profile and select the highest value as the matching

score. However, it is nearly always more computationally efficient to align the template 

and profile and calculate the distance metric just once. In addition, when a database 

entry for a class is created from several range profiles the range profiles must be aligned 

with each other so that the details taken from a specified range-cell refer to the same set 

of scatterers in each range profile.

An alignment algorithm performs almost the same task as a classification 

algorithm in that it compares a pattern with a set of other patterns and decides which is 

the best fit, except that the set of other patterns are all equivalent save for a range offset. 

Since both alignment and classification are attempting to find the best fit for a pattern 

from a range of possibilities the algorithms to perform these two processes should be 

based on similar principles and hence they should have similar algorithms. Hence, any 

of the algorithms that can be used for classification can also be used for alignment. Thus 

the alignment and classification processes can take place at the same time by calculating 

the distance metric between the test pattern and the database entry for each possible 

alignment. The alignment that gives the minimum distance is deemed to be the correct 

one and also provides the matching score for that class.

However, in practise there are a number of reasons why the classification and 

alignment algorithms may be different. For example, as alluded to above, some 

classification algorithms are much faster than others, hence it may take too long to use a
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complex algorithm for each possible alignment so a simpler algorithm is used for the 

alignment process than is used for the classification process. Additionally, there is less 

information available during the template construction stage than there is at the 

classification stage. For example, the maximum likelihood classifier uses probability 

density functions to evaluate the distance metric between template and profile but these 

probability density functions are not available until the profiles used in template 

construction have been aligned.

A number of alignment algorithms that require no knowledge of the pattern 

properties have been developed to assist in alignment for template construction. A 

selection of these are described below.

4.3.2 Centroid

The centroid of a range profile is analogous to its centre of gravity and is 

calculated as in equation 4-1.

Centroid = ^  x^i (4-1 )
j = i

Here, there are n range-cells in the range profile and i denotes the range-cell number. 

The range profiles are aligned by shifting them so that their centroids all lie in the same 

range-cell.

As noticed by Holden this technique is not robust to the random noise observed in 

range-cells beyond the extent of the target [Holden]. However, this can be remedied by 

extracting the target from the background before alignment takes place.
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4.3.3 Correlation

The correlation coefficients of the two range profiles can be calculated for all 

possible shifts and the range profiles moved to the position where the coefficient is 

highest. Calculation of the correlation coefficient for all shifts can be performed 

efficiently using the Fourier shift theorem. The Fourier shift theorem states that a shift 

of the origin is equal to a multiplication by a complex exponential coefficient in the 

Fourier domain. This is shown in equation 4-2.

F {f{x -x^}}= ~ \f{x -x ^y ‘ ’̂ ‘̂“dx = e-‘^ F ( x )  (4-2)

Here F  represents the Fourier transform and /  is equal to -1 . Thus two patterns 

can be aligned to a fraction of a range-cell using a multiplication in the Fourier domain.

The correlation coefficient is commonly used for range profile alignment and it is 

identical to that described in section 3.3.4. Hence it also has the same strengths and 

weaknesses.

4.3.4 City-block

The city-block method is also commonly used for range profile alignment and it is 

identical to that described in section 3.3.3. Hence it too has the same strengths and 

weaknesses. It is used in a similar way as the correlation coefficient by calculating the 

city block distance for all possible shifts and selecting the shift that has the lowest 

distance.
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4.3.5 Running-average alignment template

Sometimes a range profile is corrupted. This corruption may be due to: external 

influences, the radar, the recording, storage or replay media but whatever the source the 

corrupted range profile may severely influence the alignment of a batch of range 

profiles with each other.

The effect of a single corrupted range profile can be reduced if unaligned range 

profiles are aligned with an average of the already aligned range profiles. However, 

since the range profile of a target changes with time due to target rotation, range profiles 

should not be aligned with range profiles collected significantly earlier. Thus best 

alignment usually occurs when range profiles are aligned with a weighted running 

average of recently collected range profiles. The weights and number of profiles that are 

used to construct the alignment template will be a function of the radar parameters and 

computational power available.

4.3.6 Straightening

If a target moves much less than half a range-cell from pulse to pulse then an 

alignment algorithm will decide that no shift is required to align each range profile with 

the running-average alignment template. However, over many pulses these small 

movements of the target will combine so that a slow shift of the target in the direction 

that it is moving relative to the radar will be noticed. A similar effect will also be 

noticed for targets moving at just over or under an integer number of range-cells per 

pulse. The removal of this gradual ‘creep’ of the target one way or the other is called 

straightening or focusing.
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To perform straightening this gradual creep must be detected and measured. If 

phase information has also been recorded the residual relative velocity of the target can 

be measured and corrected for explicitly. If phase information was not recorded then 

most approaches involve assessing the degree to which the sum of the ‘aligned’ range 

profiles is focused. Focusing techniques include contrast maximisation and entropy 

minimisation. This author has developed a technique that maximises the sum of the 

absolute difference in values between consecutive range-cells. This sum is equal to the 

total vertical distance travelled by a pen when drawing the pattern. This focus metric 

has been compared to two entropy metrics and always equals or exceeds their results, 

hence it has been used when generating the results of chapters 6 to 9. Further 

development of a definitive and physically based focus metric could be considered as a 

topic for future work.

Once the focus of a set of aligned patterns has been calculated for a variety of 

different alignments the best focused alignment is selected.

4.3.7 Detecting rogue profiles

A more complex and computationally expensive algorithm which can be 

combined with any of the above to provide a further degree of robustness, is given in 

[Kosir et al]. Kosir’s algorithm works by comparing every range profile with each other 

one and determining the relative shift required to align them. Rogue profiles can be 

easily spotted, as the shifts required to align them with other range profiles are 

inconsistent with the majority of other shifts.

4.4 Distribution fitting

The amplitude of the radar return from a range-cell fluctuates from pulse to pulse.
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Figure 4-3:Structural & statistical fluctuations

Figure 4-3 plots the amplitude recorded in a single range-cell over more than 2000  

range profiles. Figure 4-4 is a similar plot for a different range-cell. As can be seen in 

figures 4-3 & 4-4, there are thought to be two main scales o f fluctuation, structural and 

statistical. The statistical fluctuations operate over a pulse to pulse tim escale, varying 

the range-cell amplitude around som e central value. The structural fluctuations vary this 

central value over tens, hundreds or thousands o f  pulses. In figure 4-3 significant 

structural variation can be seen as the range-cell amplitude gradually fluctuates 

downwards until at about the 1000^  ̂ range profile the range-cell amplitude is only a 

fraction o f its initial value. After the 1000^  ̂range profile the range-cell amplitude can be 

seen to gradually rise again.

Structural fluctuations are longer tim escale fluctuations caused by changes in the 

radar-target geom etry o f the order o f a range-cell that cause the number and
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configuration of scatterers in each range-cell to change. The structural fluctuations 

change the parameters of the probability density functions that describe the statistical 

fluctuations of a range-cell, hence making the statistics non-stationary. Performing 

accurate range-profile alignment and dividing the training data into very small aspect 

angle bins reduces the effect of structural fluctuations. This effectively leaves only 

statistical fluctuations and allows the statistics to be treated as stationary over a narrow 

aspect angle bin. The statistical fluctuations are due to speckle and thermal noise in the 

receiver.

These two types of fluctuation are not really separate as the number and 

configuration of radar scatterers in a range-cell will change by a small amount even over 

the tiny changes in imaging geometry that cause speckle. However, the concept of 

splitting the timescales and types of fluctuations in this way has been helpful in 

understanding and handling the data.
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Figure 4-4: Statistical fluctuations only

The statistical fluctuations can be described by a distribution and associated  

parameters. These distributions and parameters can be used to characterise a target type.

4.4.1 Distribution type

The exact parameters o f the physical processes that produce these fluctuations are 

unknown and hence so are the probability density functions that describe them. Thus it 

is necessary to select and use som e distribution that closely  describes the frequency  

distribution o f the recorded data. There are a many different types o f  probability density  

functions that could be used to model these characteristic fluctuations but due to the 

lim ited amount o f data available it is not possible to discriminate between similar 

distributions with any degree o f confidence.
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The author used the method of maximum likelihood & method of normalised 

moments to compare the Gaussian, Weibull and Gamma distributions to the fluctuations 

encountered in a number of different range profiles from a number of different targets 

[Ballard]. Both the data set used in this thesis, described in chapter 5, and a data set that 

consisted of range profiles that had not been integrated over multiple pulses were 

examined. It was concluded that of the distributions considered, the non-integrated 

range profile fluctuations are best described by a Weibull distribution and the integrated 

range-profile fluctuations are best described by a gamma distribution. However, there 

may be a distribution that is an even better description of the fluctuations, for example, 

the K-distribution, which was not considered. Despite this limited investigation the 

author has found that the gamma and Weibull distributions are good models of the 

fluctuations and any resultant improvement in the probability of correct classification 

due to using a different distribution is likely to be small.

4.4.2 Range-cell independence

The amplitude of the recorded backscatter from a range-cell is not independent of 

that recorded from all other range-cells. This is due to multipath, pulse-compression 

sidelobes and similarities in scatterers: for example, scatterers that have parallel 

surfaces. Hence the range profile as a whole must be described by a multivariate 

probability density function rather than a number of univariate probability density 

functions. When designing a distance metric to evaluate how well an unknown target 

range profile fits a database class this correlation should be taken into account. If 

likelihood is used as a distance metric, correlation can be accurately taken into account 

using the joint probability density function. If the range-cells are independent then the

75



joint probability density function is merely the product of each individual range-cell’s 

probability density function. However, as the range-cells are not independent the true 

likelihood cannot be evaluated without finding the nature of this correlation and 

adjusting the joint probability density function accordingly.

The analytic form for a multi-variate normal distribution is well known, but this is 

not so for the gamma and Weibull distributions. Thus it is difficult to account for the 

range-cell cross-correlation and evaluate the likelihood function. Hence, it has been 

assumed that the range-cells are independent and the joint probability density function is 

evaluated by multiplying the univariate probability density functions of each range-cell 

together. Accounting for the correlation between range-cells is a topic for further work.

4.4.3 Parameter estimators

Once the distribution type has been determined, the parameters of this distribution 

must be calculated. The n parameters of the probability density function are usually 

evaluated in terms of functions of the first n moments of the data set, as this leads to 

accurate models of the high amplitude tail of the distribution that is important for small 

target detection. However, this method, known as the method of moments, does not 

necessarily lead to the ‘best’ estimates of the parameters, in terms of being unbiased and 

minimum variance estimators. The method of finding the ‘best’ estimates is to use the 

method of maximum likelihood. Maximum likelihood estimators are always unbiased 

and asymptotically minimum variance estimators [Freund]. However, they are 

sometimes difficult to evaluate and so have not been used here. Instead the method of 

moments has been used with Tough’s correction for finite sample numbers [Tough].
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4.5 Aspect angle binning

Aspect angle is defined as the number of degrees the target would have to turn to 

starboard to present the bow of the ship to the observer. Thus zero degrees aspect is 

head-on, ninety degrees is starboard broadside and at one hundred and eighty degrees 

the observer is currently viewing the stem of the ship.

As the target moves through different aspect angles, the component scatterers will 

be illuminated differently yielding different statistics, hence the data values will come 

from non-stationary statistics, as described in section 4.4. Non-stationary statistics are 

slightly more complex to deal with than stationary statistics, so range profile data is 

usually treated as coming from stationary statistics and data from each aspect angle is 

dealt with separately. However, as aspect angle is a continuous variable it is not possible 

to have an independent database entry for each aspect angle, thus each database entry 

covers a range of aspect angles called an aspect angle bin. To reduce storage 

requirements, processing time, noise and the effect of rapidly fluctuating targets, the 

aspect angle bin covers a number of degrees of aspect angle to form an average 

template. These benefits are offset by the loss of accuracy of the tme value of a range

cell at a particular aspect angle within the bin. A compromise has to be stmck between 

the various benefits of averaging and the inaccuracies caused by modelling non- 

stationary statistics as stationary.

It has been found that an aspect angle bin of a few degrees is practicable. Ideally 

the non-stationary nature of the target statistics should be addressed and hence is a 

subject for future work.

The elevation angle from which a target is viewed has a similar effect to the 

aspect angle and should be treated in the same way. However, elevation angle is not
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mentioned very much in this thesis as the data set was collected using a cliff-top radar 

illuminating targets a few kilometres away. Hence, ignoring any effects due to the 

targets’ pitch and roll, the elevation angle varies by only a few degrees over the data set. 

Thus, the effects of pitch and roll of the targets have been considered to be part of the 

statistical variability in the range profiles and slight variations in range and therefore 

elevation angle as the targets turn have been ignored.
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Chapter 5 Implementation of the classifiers

5.0 Programming language

The maximum likelihood, linear Pearson (relative) correlation and Euclidean 

classifiers have been designed and tested on measured radar data. The algorithms were 

written in Interactive Data Language (IDL) [IDL], which can be run under both 

Windows and UNIX operating systems with little modification. As IDL is an interpreter 

rather than a compiler language and hence is not optimised for speed, the operational 

issue of speed of classification has not been addressed here and is considered a 

worthwhile topic for further work.

The classifiers were implemented according to the general principles already 

discussed in chapters 3 and 4.

5.1 The data set

The data set was collected by the Maritime Clifftop Radar (MCR) owned by 

QinetiQ. MCR was placed on top of a cliff overlooking various trials sites. Data were 

recorded from a number of ship targets as they circled in front of the radar, so that each 

target was recorded at all aspect angles. At least two circles of data were collected for 

each of the targets bar one.

The data were recorded at I-band with a ten-frequency, frequency-agile cycle and 

a 50MHz bandwidth. The different frequencies were integrated over 25 of the 

frequency-agi le cycles, giving heavily integrated range profiles that had a range-cell
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size of 3m and a very high signal-to-noise ratio. The amplitude data were recorded as 

byte values, 130 range-cells long centred on the target. Approximate aspect angles were 

recorded in the headers of the integrated range profiles thus allowing range profiles 

recorded at aspect angles near broadside to be removed as will be described in section 

5.3. The data set is known as the Lda data set, each file in the set having id a ’ as part of 

the filename. The Lda data set has also been used by several other authors [Tough and 

Ward, Luttrell, Webb].

A few of the targets belonged to the same class of ship, these have been labelled 

with the same letter but a different number. Targets B and D1 were both recorded for 

three circles. One circle from each has been used for testing and one for training. The 

third circle from these targets was recorded on a different day and has been marked 

“dd” to denote this.

The 19 data files each containing range profiles from one target as it performs one 

circle have been divided into 3 sets. The first set has been used to train the classifiers by 

forming templates from the range profiles. This set is called the training set or the ‘same 

file’ when it is sometimes used as a test data set to indicate that the same data files have 

been used to both train and test the classifier. Details of the training/‘same file’ set is 

given in table 5-1.

The second data set is called the ‘same day/ship’ data set as the data in the files 

were recorded on the same day and on the same ships under virtually identical 

conditions as the data used to train the classifier. Details of the ‘same day/ship’ set is 

given in table 5-2.

The third data set is called the ‘different’ data set as the data in the files were 

recorded on either: the same targets as the data used to train the classifier but on a
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different day; or on a different target that belongs to the same class as a target in the 

training data set. Thus the data in the different data set were recorded under 

circumstances that were in some way different to the data used to train the classifier. 

Details of the ‘different’ set is given in table 5-3.

Target details File name
A LdalOf3.dat
B Lda26f2.dat
C Lda22f3.dat

D1 Ldal9f9.dat
E l Lda9f6.dat
F Lda8fll.dat
G Lda27f5.dat

Table 5-1: Files o f the ‘same file’ data set used to train the classifiers.

Target details File name
A LdalOf5.dat
B Lda26f3.dat

D1 Ldal9fl0.dat
E l Lda9f7.dat
F Lda8fl2.dat
G Lda27f3.dat

Table 5-2: Files of the ‘same day/ship’ data set used to test the classifiers.

Target details File name
Bdd Lda24f2.dat

D ldd Lda29fll.dat
D2 Ldal0f9.dat
D2 Ldal0fl0.dat
E2 Ldal0f7.dat
E2 LdalOf8.dat

Table 5-3: Files o f the ‘different’ data set used to test the classifiers.
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One of the principle reasons for breaking the data set down into these three groups 

is that it has been found that there can be significant variability in the radar signature 

between different members of the same class and also between members of the same 

class recorded at different times. Nixon et al showed that there was significant 

variability between the signatures of eleven T-72 tanks and that the recorded signature 

of a single tank varied over a number of days [Nixon et al].

5.2 Training the classifiers

To simplify the task of training the maximum likelihood classifier each range-cell 

was considered to be independent. Hence the range profile multi-variate probability 

density function could be modelled as the product of the univariate probability density 

function of each range-cell.

The data set had already undergone a degree of analysis to determine which of the 

gamma, Weibull and Gaussian distributions best characterised the fluctuations in range

cell amplitudes [Ballard]. As described in section 4.4.1 the gamma distribution provided 

the best fit to the integrated data and so was used here. The probability density function 

for a univariate gamma distribution is given by:

P(x)= ioT x , a , P > 0 .  (5-1)
F (a )p

For each of the training data files, the data was divided up into aspect angle bins. 

In each bin there were 50 range profiles, representing an aspect angle range of 

approximately 6 degrees. Ideally each aspect angle bin would have been smaller but 

then the expected estimation error on the parameters of the gamma distribution would 

have been too large. The number of range profiles collected for each target was different 

because the time required for each ship to turn a circle was not constant. Thus the
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number of aspect angle bins and hence the aspect angle range represented by each bin 

also varied. For the smallest file, each aspect angle bin represented 11 degrees.

Each of the range profiles was normalised to remove the need for calibration. The 

training range profiles were aligned with a weighted running-average template using the 

city block alignment technique as described in section 4.3. This alignment technique 

was selected because of the range profiles high signal-to-noise ratio. The range profiles 

were then straightened using the vertical focus metric and fractional range-cell shifts, 

also detailed in section 4.3.

The ends of the target were then located using an iterative multiple-threshold 

crossing algorithm, as described in section 4.1.

The method of moments was used to determine the parameters of the best-fit 

gamma distribution to each range-cell. Finite sample number effects were taken into 

account [Tough]. This training stage took approximately one hour per file on a 300MHz 

Pentium 2.

The templates for the correlation and Euclidean classifiers consist of an array of 

values equal to the mean value of each range-cell. As the mean of a gamma distribution 

is equal to the sum of its alpha and beta parameters the templates for the correlation & 

Euclidean can be calculated from the templates for the maximum likelihood classifier. 

Thus all three classifiers use the same templates to ensure that when the classifiers were 

compared the only cause of difference was in the distance metric itself. Using the same 

templates for all three classifiers also had the advantage that the task of aligning the 

template and test range profile only needed to be performed once rather than three times 

per test profile.
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5.3 Testing the classifiers

It was noted that near broadside most targets’ range profiles consisted of a single 

peak, thus making classification near impossible at this range resolution. Hence, range 

profiles within 40 degrees of broadside were not used for classification. This removal of 

near-broadside aspect angles was not performed in previous studies by other authors on 

this data set. Hence absolute classification performance should not be used when 

comparing results from this study to those of other authors. It is hoped that the aspect 

angles considered may be able to be extended somewhat, especially if higher range 

resolution data is used.

Each test profile was compared to a number of templates at slightly different 

aspect angles in each class. As described above in sections 4.5 and 5.2 each template is 

created from a number of range profiles within some aspect bin. Thus in ideal 

circumstances a test range profile should just be compared with the template which 

represents an aspect bin that includes the test profile’s aspect angle. However, 

inaccuracies in estimating a target’s aspect from its track may mean that the selected 

template’s true aspect bin does not include the test profiles real aspect angle. Leonard 

showed that the probability of correct classification could be improved by using not just 

the template that covered the test profile’s nominal aspect but a number of others as 

well [Leonard]. However, he also showed that if too many other templates were used 

classification performance fell again and that classification speed is nearly linearly 

proportional to the number of templates used. He suggested that all templates within an 

aspect window of similar order to the tracking accuracy should be used. Thus an aspect 

window of 20 degrees either side of a test profile’s estimated aspect was used to select 

the templates that would be used to classify that test profile. This window size of 20
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degrees was selected due to a mixture of trial and error and an assessment of the error in 

the recorded aspect-angles.

Each test range profile was normalised and its length found using the same 

procedures as had been used in training the classifiers. The test profile was then aligned 

to each of the templates using the correlation coefficient, as described in section 4.3.

The maximum likelihood classifier calculates the likelihood of each test range-cell 

value being generated by the corresponding template probability density function for 

that range-cell. It then combines these individual range-cell likelihoods into a product 

likelihood. If the test target is longer than the database target, the product likelihood is 

multiplied by a short length ‘fine’ for each range-cell difference and the result is 

denoted the combined likelihood. Thus although a very short database target may 

consist of just one peak which will match well with some part of all test range profiles, 

mis-classification is prevented because the extra information in the test range profile, 

the extra length, is taken into account. The normalised likelihood is then calculated by 

finding the nth root of the combined likelihood. Here n is the maximum number of 

range-cells of the test and training targets, because this is the number of range-cells used 

to construct the combined likelihood. The maximum likelihood classifier then classifies 

the target as the class with the highest normalised likelihood.

The short length ‘fine’ and length normalisation may not be the optimal method of 

accounting for differences in length between the training and test profiles and so will be 

the subject of future work.

The (relative) correlation coefficient and Euclidean distance between the template 

and test profile is calculated according to chapter 3. Each classifier selects the class that 

has the smallest distance between the templates and the as yet unclassified range profile.
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For the correlation classifier this means selecting the class that has the highest 

correlation coefficient. For the Euclidean classifier this means selecting the class that 

differs from the test range profile by the smallest Euclidean distance.
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Chapter 6 Robustness to a falling signal-to-noise 

ratio

6.0 Chapter summary

This chapter proposes and demonstrates a new technique to improve the 

performance of the maximum likelihood classifier against range profiles that have lower 

signal-to-noise ratios than the range profiles used to train the classifier. The principle of 

the new technique is that the parameters in the database are temporarily changed to 

represent the signal rather than the traditional method of changing the signal to 

represent the database. Although the technique does not stop the probability of correct 

classification falling with signal-to-noise ratio it does give significantly higher 

probabilities of correct classification than standard techniques. This effectively 

increases the range at which operationally acceptable classification performance can be 

achieved.

The rest of this chapter is set out as follows. Section 6.1 gives a detailed 

introduction to the previous work and motivation behind this chapter. Section 6.2 

discusses the signal-to-noise ratio as a function of range to the target. Sections 6.3 and

6.4 describe the models used for the target and the combined signal and noise 

respectively. The concept behind the new noise robustness method is discussed in 

section 6.5 and section 6.6 describes its implementation. Sections 6.7 through to 6.9 

give results, analysis and conclusions to this investigation.
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6.1 Introduction

Hermiston investigated the probability of correct classification of a number of 

template matching and neural network classifiers on the Lda data set that is described in 

chapter 5 of this thesis [Hermiston]. He found that very high probability of correct 

classification could be achieved. However, it was suspected that many of the classifiers 

may not be robust to a deterioration in the signal-to-noise ratio of the range profile. This 

lack of robustness is important because most classifiers are trained on high signal-to- 

noise ratio range profiles and then used to classify targets at long range where the signal 

strengths returned are much lower.

This potential lack of robustness was investigated by Jolly [Jolly]. He trained 

severa] of the classifiers examined by Hermiston on the Lda data. As described earlier, 

since these range profiles are the sum of 250 pulse-to-pulse range profiles recorded 

from a range of just a few kilometres the signal-to-noise ratio is very high, as can be 

seen in figure 6-2. Jolly then added a Rayleigh distributed variable to each of the range- 

cells with a uniformly distributed phase angle. Although this does not give the correct 

distribution of range-cell amplitude it was considered sufficiently close to find out 

which classifiers were robust. Examples of noise-corrupted range profiles can be seen in 

figures 6-3 and 6-4. These noise-corrupted range profiles were then classified. Results 

were only reported for one signal-to-noise ratio but at this level Jolly found that the 

performance of 3 out of the 4 classifiers examined dropped markedly. However, the 

fourth classifier, the correlation classifier, only showed a slight drop in performance.

Tough & Ward built upon Jolly’s work by modelling the physical processes in the 

radar and the resulting statistics to a higher degree of accuracy [Tough & Ward]. They 

also related the signal-to-noise ratios to those that would be encountered by a typical
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airborne maritime surveillance radar and calculated the drop in performance of the 

correlation classifier at 3 different signal-to-noise ratios. Their results agreed with 

Jolly’s but they were able to interpret their results in terms of expected classifier 

performance as a function of radar-to-target range.

This work builds upon that described above by using a similar target and radar 

model to that used by Tough and Ward and by examining the performance of a number 

of variations of the maximum likelihood classifier and the correlation classifier at a 

variety of different signal-to-noise ratios. Most importantly however, it describes and 

demonstrates a new method by which the drop in classification performance caused by a 

falling signal-to-noise ratio can be reduced and hence the range at which a target can be 

identified can be increased.

6.2 Signal-to-noise ratio as a function of range

As the range to the target increases, the reflected signal received by the radar falls 

as a function of range to the fourth power, due to the spreading of the electromagnetic 

wave on both the outward and inbound routes. Absorption by the propagation media 

will also reduce the received power and will be a function of range, radar frequency and 

weather. Absorption is not considered here however, as the frequency of airborne 

maritime radars is selected to avoid the frequency bands that have high absorption 

coefficients. Figure 6-1 shows the signal-to-noise ratio that would be recorded by a 

fictional but typical airborne maritime surface surveillance radar. The parameters of the 

radar have been chosen to be in-line with those of Tough & Ward so that comparisons 

with their work can be made [Tough & Ward].
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Figure 6-1: Signal-to-noise ratio vs range to target.

The parameters used for the radar were: 50 kW peak transmitter power, 5 |lis 

uncompressed pulse length, 50 MHz bandwidth using pulse compression, 33dB antenna 

gain, 3.08 cm wavelength, 4dB noise figure. The beam was assumed to have a 5° 

beamwidth cosec-squared shape in elevation and a 2° beamwidth with a Hamming 

(k=0.643) weighted azimuthal aperture. The radar had a pulse repetition frequency of 

1500 Hz and a scan rate of 45 rpm. The radar was assumed to be flying at 10000 ft 

illuminating a ship of 1000 m^ radar cross-section.

Figure 6-2 shows the range profile of a typical target that was used to train the 

classifier. It can be seen that the signal-to-noise ratio was sufficiently high that the noise 

contribution was below the quantisation error of the data.
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Figure 6-2: Very high signal-to-noise ratio range profile used to train the 

classifier.

The range profile data used for this study were recorded in terms of the amplitude 

of the voltage induced by the reflected signal as a function of time. This voltage is 

proportional to the square root of the power received by the radar as a function of time. 

Range profiles are usually plotted as a function of this amplitude but signal-to-noise 

ratios are usually quoted in terms of power and thus care must be taken when using 

both. In this thesis, the signal power is defined as the sum over the whole target of the 

power recorded in each range-cell minus the mean of the noise. Thus,

target end

S = ~ P n ) '
I= target start

(6-1)

Whereas the noise power is defined as the average power recorded in each range

cell outside of the target. Thus,
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target start-1 profile end

1=0 i= ta rge tend+ l r % \

N  — ~i \  y(target start + profile end - target end j -  2 

Note that the signal power is calculated as the total over a number of range-cells 

whereas the noise power is the average over a number of range-cells. Thus if the signal- 

to-noise ratio is n and the target is n range-cells long then the signal power and noise 

power within an individual range-cell will be approximately the same. This definition of 

the signal-to-noise ratio was chosen so that the signal-to-noise ratio would be the same 

for two targets that had the same radar cross-section, imaged under identical 

circumstances even when one target was longer and hence spread over more range-cells. 

Note that this definition of signal to noise ratio leads to much higher signal to noise 

ratio values than might be expected upon initial inspection of the figures below.

Figures 6-3 and 6-4 show the same range profile as in figure 2 but with synthetic 

noise added to reduce the signal-to-noise ratio to 400 and 40 respectively. Note that 

figure 6-2 has an extremely high signal-to-noise ratio due to the integration of 250 

single pulse range profiles of a large target at close range. The signal-to-noise ratio of 

figure 6-3 might be typical of a single pulse range profile for a very large ship at very 

close range. The signal-to-noise ratio of figure 6-4 may be encountered for a large ship 

at 20 nm illuminated with a single pulse or at greater ranges if several range profiles are 

integrated together.
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6.3 Target model

The variability of the signal received from a target has often been characterised by 

one of the Swerling models [Marcum & Swerling], In Tough & W ard’s work there is an 

implicit assumption that the target signal was a constant amplitude sine wave which 

does not vary from pulse-to-pulse or scan-to-scan. This represents the Swerling 0 case 

and gives rise to the Ricean distribution when corrupted by thermal noise [Middleton], 

When integrated range profiles are formed from the sum of multiple single-pulse range 

profiles the variability of each range-cell over an aspect-bin of a few degrees can be 

described by a gamma distribution, see chapter 4 for details. Earlier work has also 

shown that the Weibull distribution describes the pulse-to-pulse variability of a range

cell better than the gamma distribution. Hence it has been suggested that the compound 

K-distribution may provide a better description of the pulse-to-pulse and scan-to-scan 

variability [Watts].

However, the aim of this chapter is to demonstrate a new technique that can be 

applied to many different models including all those already described. Hence, it is most 

appropriate to use a target model that fits the data set being used, as long as the data is 

reasonably representative of reality. Thus the Lda data set of integrated range profiles 

will be used to represent high signal-to-noise ratio, single-pulse range profiles collected 

from consecutive scans and the gamma distribution will be used to model each range- 

cell’s variability over an aspect-bin. It will be assumed that the target signal will be 

fixed over the pulse-to-pulse time period although it will be corrupted by varying 

thermal noise.
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6.4 Signal plus noise

Thermal noise can be modelled as a narrowband Gaussian process where the real 

and imaginary parts of the complex envelope of this process are independent and 

identically distributed [Galati]. Thus their joint density function is:

f x . r A x , y ) d x d y  =
1

271(7 ‘
■exp

2(7^
dxdy . (6-3)

A change to polar co-ordinates, calculation of the Jacobi an and integrating over the

phase give the probability density function of the envelope R = + Y^ which is a

Rayleigh distribution:

exp
a

0,r <0
V

, r > 0
(6-4)

The envelope of a deterministic signal corrupted by noise gives a Ricean 

distribution:

fA r )  =
0, r < 0

V

-h  V  f Ar^
2(7"

,r> 0
(6-5)

Fuller descriptions of the derivation of the Rayleigh and Ricean distributions can be 

found in many textbooks including [Davenport & Root, Galati, Middleton, Whalen].

Note that this process is the same as adding a Rayleigh distribution with random 

phase to a constant value. Jolly modelled different signal-to-noise ratio range profiles by 

adding random phase Rayleigh distributions to each of the range-cells within the range 

profile. Tough and Ward pointed out that many radars record integrated range profiles 

that are the sum of a number of single-pulse profiles that have each individually been 

corrupted by independent noise. They then derived a close approximation to the correct
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method for changing the signal-to-noise ratio on an integrated range profile under the 

assumption that the target’s signal (disregarding noise) did not change from one pulse to 

the next over the time that the integrated profile was being formed. This assumption is 

valid for Swerling target types 0, 1 & 3 and the model assumed here but not for 

Swerling target types 2 & 4.

As the range profiles used here are meant to represent single-pulse range profiles 

rather than integrated range profiles, it is not appropriate to use Tough & Ward’s 

algorithm and the process used to add synthetic noise to a random single-pulse signal is 

the same as that used by Jolly. The signal is decomposed into real and imaginary parts, 

with random phase if phase information has already been lost, and then independent 

Gaussians of the correct size are added to both components and the sums recombined in 

quadrature.

6.5 Concept

If a deterministic signal is corrupted by noise, the noise modulation on the signal 

can be modelled and accounted for in the classification process using statistical means 

in a similar manner to that described above. For example, Sipe and Casasent model the 

variability in the images collected for computer vision classification by using a 

Gaussian distribution [Sipe and Casasent]. However, this approach of modelling the 

noise using probability density functions has not yet been extended to the classification 

of noise corrupted non-deterministic signals.

There are a number of methods for classifying a noise-corrupted non-determini stic 

signal, however, they tend to fall into one of three categories. The first approach is to 

adjust or filter the signal-under-test to try to remove the influence of the corruption.
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However, it is often impossible to wholly remove the effects of the noise, whilst leaving 

the original signal untouched. The second category of methods involve constructing 

classifiers which only use features of the signal which are more robust to noise than the 

signal as a whole [Mooney et al]. There are two related disadvantages with the second 

method. Firstly, in using only part of the signal for classification some useful 

information that might have helped to separate two classes is not used and secondly, if 

noise robust features are more heavily weighted then this bias will reduce classifier 

performance at higher signal-to-noise ratios.

This work uses a third type of technique that adapts the algorithm or its parameters 

depending on the signal-to-noise ratio encountered. An example of this third approach is 

found in [Glendinning]. Glendinning trains an auto-regressive shape classifier at a 

variety of signal-to-noise ratios, then estimates the signal-to-noise ratio of the current 

image and uses the closest set of templates for classification. Glendinning’s approach 

must compromise between large storage space requirements or a higher than necessary 

error rate. If the classifier is to be trained on many signal-to-noise ratios then extended 

training time and memory storage space will be required. Whereas if the classifier is 

only trained on a few signal-to-noise ratios there is more opportunity for mis- 

classification as a dissimilar signal-to-noise ratio must be used.

This chapter presents an alternative method of implementing the third type of 

technique by temporarily adjusting the classifier’s trained database to represent the 

noise-corrupted signal. In this way the models against which the classifier is comparing 

the signal-under-test remain as good models of the corrupted signal as they are of noise- 

free signals. This assumes that the probability density function of the noise is known: a 

valid assumption for this and many other applications.
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Figures 6-5 and 6-6 show how this technique works. Figure 6-5 shows a typical 

gamma distribution before and after noise corruption. A gamma distributed random 

variable with an alpha parameter of 2 has been sampled 40,000 times and the resulting 

frequency distribution has been plotted as the rougher of the two solid lines in figure 6- 

5. This represents the distribution that might be encountered from a range-cell at very 

high signal-to-noise ratios. From these 40,000 samples estimates of the gamma 

distribution’s parameters, alpha and beta, were made and used to plot a gamma 

distribution with these estimated parameters as the smoother of the two solid lines. This 

gamma distribution could be used in a maximum likelihood classifier to estimate the 

probability that the appropriate class would have generated a given range-cell value. 

The agreement between the two solid lines is very high, as expected. These 40,000 

samples were then corrupted by synthetic thermal noise and the frequency distribution 

of the corrupted samples was plotted as the dotted curve. This dotted curve represents 

the distribution that could be encountered at lower signal-to-noise ratios (after 

appropriate scaling). It can be seen that the corruption of the gamma variables by 

synthetic noise has made significant changes to the frequency distribution. The 

differences are such that the gamma distribution curve could no longer be used to 

estimate the likelihood that a corrupted variable could have been generated by this class 

without significant inaccuracies.
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Figure 6-5: Original (rough solid line) & corrupt (dotted) signal distributions, 

original (smooth solid line) and modified (dashed) gamma distributions.

The noise corruption process was then applied to 100,000 zero valued range-cells to 

generate data representative of pure thermal noise. These noise samples were then used 

together with the corrupted ‘signal’ samples to estimate the signal-to-noise ratio. The 

signal-to-noise ratio was used to adjust the parameters of the gamma distribution.

The dashed line in figure 6-5 shows a gamma distribution with the adjusted 

parameters. It can be seen that the dashed ‘modified gamma distribution’ line is much 

closer to the dotted ‘corrupt data’ line than the solid ‘original gamma distribution’ line. 

As the ‘modified gamma distribution’ line is quite close to the ‘corrupt data’ line it 

could be used to estimate the likelihood that a corrupted variable could have been 

generated by this class.

A standard technique in signal processing is to remove the mean of the noise from a 

signal. While this approach may return the mean of the signal to that expected it does

99



not do the same for the standard deviation or distribution of the signal. This is 

demonstrated in figure 6-6. The solid line in figure 6-6 is the ‘original gamma 

distribution’ line of figure 6-5. The dotted line is the frequency distribution when the 

mean of the noise is deducted from the corrupted gamma variables in the power domain 

whilst preventing the power in a range-cell from falling below zero. As can be seen in 

figure 6-6, after this deduction many of the signal values now fall below zero and so are 

given the value zero to prevent the physical impossibility of negative power. There are 

two reasons that many values fall below zero. The first is that if a lower than average 

value is generated by the gamma distribution and this is then corrupted by lower than 

average noise the resultant may be less than the noise mean. The other possibility is that 

the signal and noise may have near-opposite phases and hence combine destructively. 

This large proportion of signal values that would have been reduced to zero or below 

can be seen as the almost vertical dotted line next to the y-axis of figure 6-6. It can also 

be seen that the distribution of the signal values remaining above zero does not match 

the gamma distribution that modelled the noise-free signals. Hence it can be seen that 

the traditional technique of removing the mean of the noise from the signal is not 

appropriate if the likelihood of a signal value is required in a subsequent calculation 

such as target classification.
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Figure 6-6: Original gamma distribution (solid line) and ’corrupt signal minus

mean’ distribution (dotted line).

Figures 6-5 and 6-6 summarise the concept behind the noise robustness technique: 

that it is better to adjust the database to the signal, than it is to adjust the signal to fit the 

database. This conjecture is even more applicable when the database has more 

parameters that can be adjusted to give a better fit, than the signal has.

6.6 Implementation

6.6.0 Overview

The concept of adjusting the database to match the signal has been tested using a 

maximum likelihood classifier on real radar data of ship targets corrupted by synthetic 

thermal noise and the results compared to the conventional approach of adjusting the 

signal to match the database. These methods are denoted the database and traditional 

methods respectively. As a control, the likelihood that the unadjusted test profile would
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have been generated by the original template parameters is also calculated. This 

classification method is denoted the basic method as it does not use knowledge of the 

noise level to alter either the signal or the database except at the normalisation stage.

The classifier was trained on the unmodified range profiles of the training sub-set 

of the Lda data set as described in chapter 5. Noise was added to each range profile in 

the same ship/same day test data set using the technique described in the signal plus 

noise section of this chapter. Thus the signal is decomposed into real and imaginary 

components with random phase, independent Gaussians of the correct amplitude are 

added to each and the resultants recombined in quadrature. The ‘different’ data sub-set 

was not used.

The following steps, which will be described in detail later, were then performed 

for each test profile.

1) The templates and target range profiles are aligned.

2) The signal and noise components are estimated.

3) The test range profile is then normalised.

4) The parameters of the probability density functions are modified.

5) Differences in target length between classes are taken into account.

These sub-tasks are now described in detail:

6.6.1 The templates and target range profiles are aligned.

Each of the database templates in turn was aligned to the test profile using the

correlation technique described in chapter 4.
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6.6.2 The signal and noise components are estimated.

The values of the range-cells outside the target can be used to estimate the noise 

power in the modified profiles. The values of the range-cells inside the target can be 

used to calculate the signal plus noise power. However, as can be seen in figure 6-4, at 

low signal-to-noise ratios it is very difficult to locate the ends of the target without prior 

knowledge. Several algorithms were used to attempt to locate the ends of the target but 

without success. Finally, it was decided to use the database templates to determine 

which range-cells were located within and outside the target. As the database had been 

constructed on unmodified range profiles that had high signal-to-noise ratios 

determining the ends of the targets within the templates was not difficult. The test 

profile range-cells that were aligned with a target range-cell in the template were 

considered target range-cells. Those test range-cells that were aligned with template 

range-cells outside the target were considered noise.

The range-cells denoted noise were used to estimate the noise power that was 

corrupting the range profile. Initially, the whole of the range profile minus the mean of 

the noise was used to estimate the signal power but the variability in the noise of the 

range-cells outside the target corrupted the estimate of the signal power of the target. 

Thus, just the range-cells deemed inside the target were used to estimate the signal 

power. The mean of the noise was deducted from the target range-cells and the total was 

considered the target/signal power.

As described in chapter 5, each class has a different length template, this means that 

a different number of range-cells are used to calculate the signal power. Further, 

because each class template is aligned with the test profile independently the range-cells 

used to calculate the signal strength may be completely different from one database

103



class to another. Because each class uses different range-cells to estimate the signal-to- 

noise ratio a different estimated signal-to-noise ratio is used in subsequent processing 

for each database class when classifying the same corrupted test profile.

6.6.3 The test range profile is then normalised.

Normalisation is performed to prevent any problems with calibrating the radar. 

Normalisation must be performed after the noise has been added so that no knowledge 

of the target signal strength is used in selecting the normalisation factor. Normalisation 

of the corrupted range profile is performed by ensuring the power recorded in the range- 

cells that match the target in the database template is equal to n/s times the estimated 

noise power plus unity. Thus,

(6-6)
i= target start

Here n is the number of range-cells in the calculation, S is the estimated signal-to- 

noise ratio and y, is equal to xi scaled by the normalisation constant. This scaling has the 

effect of preserving the signal-to-noise ratio whilst scaling the range-cell values so that 

the power of the estimated signal is unity.

A similar normalisation process is performed on a copied version of the noise 

corrupted range profile so that it may be classified according to the traditional method 

of deducting the mean of the noise from the signal. The noise corrupted range profile is 

copied after the alignment stage then the class template is used in the same way to 

estimate the range-cells that are within the test profile target and those that are just 

noise. The mean noise power is then deducted from each range-cell in the power 

domain and any range-cell that now has negative power is assigned a value of zero. The
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range-cells that match those within the target of the template are then used to estimate 

the signal power. From the signal power a normalisation factor will be assigned to the 

whole profile to scale the signal and noise so that the power of the estimated signal is 

unity.

6.6.4 The parameters o f the probability density functions are modified.

The database method adjusts the parameters of the database’s gamma distribution 

in each of the range-cells so that the mean of the modified distribution in the power 

domain was equal to the sum of the mean noise power plus the mean power of the 

unmodified distribution. Experimentally, this new template mean is found to be within a 

couple of per cent of the mean of the corrupted signal. The standard deviation is 

modified in a similar manner and found to be within a couple of per cent of that found 

experimentally.

The basic and traditional methods used the unadjusted parameters to calculate the 

likelihood for each range-cell.

6.6.5 Differences in target length between classes is taken into account.

As some targets were shorter than others as described in section 5.3, a ‘short length 

fine factor’ was used if a test profile target was found to be longer than a class template. 

It was decided that if a range-cell outside the target was above a certain threshold then it 

could not be noise and so must be part of a target and thus constituted evidence against 

the current template. The current template was then multiplied by a low valued 'fine 

factor' whenever the threshold was exceeded. This had the effect of reducing the overall 

likelihood assigned to the class which in turn reduced the probability that this class

105



would be selected as the ’correct’ class. The threshold was set as the greater of: the 

estimated mean of the noise plus four standard deviations or one twentieth of the peak 

value in the profile. It was decided to evaluate the effect on performance of this fine 

factor on the database method and hence two different versions of the database method 

maximum likelihood classifier were tested on the corrupted data. The version that did 

not use the fine factor was denoted database 1 method and the method that did use the 

fine factor was denoted database2. The fine factor was not used for the basic and 

traditional methods.

Additionally, the correlation classifier was also run on the dataset to provide a 

comparison with a classifier that is known to be robust to changes in signal-to-noise 

ratio [Casasent & Ashizawa] and so that these results can be compared to earlier work 

[Hermiston, Jolly, Tough & Ward].

6.6.6 Integrated data

In many maritime surveillance radars the radar beam is swept in a circle around the 

radar platform. As the beam sweeps over a target many returns from that target may be 

received but the returns from the target at boresight will be greater than the returns from 

the target when it is at the edge of the beam due to the varying radiation pattern across 

the beam. If a number of the returns from a target as the beam sweeps across it are to be 

integrated then this beamweighting will lead to different signal-to-noise ratios for the 

different hits on the target. However, if the antenna had been stopped and caused to 

point at a target then the returns would be of equal strength save for the random pulse- 

to-pulse fluctuation. Tough & Ward have already examined the starring case by 

summing the 10 pulses together with no beamweighting. However, the scanning case is
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also of interest as it allows for continued surveillance of the domain and hence is 

examined here.

Since the data available were recorded by a staring radar as the target circled in 

front of the radar there are a number of differences that need to be accounted for if the 

data are to be used to represent data collected by a scanning system at various different 

signal-to-noise ratios. To examine the scanning scenario the 2-way beamweighting must 

be calculated and applied to the signals received off boresight before synthetic thermal 

noise of equal power is added to all the pulses. From the ‘typical’ radar parameters 

described in section 6-2 it was calculated that 11 pulses would be received as the 3dB 

beam width scanned across the target. The relative power received from the off boresight 

pulses was calculated and used to weight the off boresight pulses appropriately before 

the synthetic thermal noise was added.

The data has already been integrated over 250 pulse-to-pulse range profiles so that 

each of the profiles in the database is collected over one quarter of a second. Thus if sets 

of eleven of these integrated range profiles were to be used as the eleven consecutive 

pulse-to-pulse range profiles from a scanning radar then the decorrelation between the 

range profiles would be too high as they had been recorded over a much longer time 

period than the 11 pulse-to-pulse range profiles. Thus in line with the target model of 

section 6.3 the pulse-to-pulse amplitude of a range-cell is considered not to vary across 

the eleven consecutive pulses save for the corruption by thermal noise. Thus one 

integrated range profile from the database was copied 10 more times so that 11 pseudo- 

pulse-to-pulse range profiles could have the appropriate beamweighting placed upon 

them and then each be independently corrupted by synthetic thermal noise.
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These 11 profiles were then summed non-coherently to give one synthetic range 

profile that would have the correct statistics and behaviour for a range profile formed 

from the 11 pulses received as the 3dB beamwidth swept over a target. In a real system 

the phase of the range-cells would vary from pulse-to-pulse due to the unknown motion 

of the target being corrupted by noise. Autofocusing techniques are unlikely to be 

successful due to the low signal-to-noise ratio and very small time sampling interval. 

Thus the profiles were summed non-coherently because of the limitations that would be 

imposed in real system.

6.7 Results

As the signal-to-noise ratio had to be estimated from the data the value of the 

signal-to-noise ratio used in the adjustment of the database parameters was never quite 

the same as the signal-to-noise ratio used to generate the synthetic noise. One of the 

main sources of error in the estimation of the signal-to-noise ratio was in estimating the 

signal strength when it was heavily corrupted by noise. Thus as the signal-to-noise ratio 

fell so did the relative accuracy with which the signal-to-noise ratio could be estimated. 

This is demonstrated in figure 6-7 below. The two graphs in figure 6-7 show the spread 

of relative estimates at signal-to-noise ratios of 10000 and 22. The x-axis of the graphs 

is the estimate of the signal-to-noise ratio divided by the actual signal-to-noise ratio 

used to generate the synthetic noise. The y-axis shows how often an estimate value 

occurred in 30000 estimates of the signal-to-noise ratio. Estimates also occurred outside 

the x-axis values used in the graphs but were of decreasing frequency the further the 

estimates were away from the generating value. Indeed, one estimate for a signal-to- 

noise ratio of 10000 was infinity and a negative estimate was once achieved when the
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generating signal-to-noise ratio was 22. Note that the upper and lower graphs in figure 

6-7 have different ranges on their x-axes.
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Figure 6-7: Relative estimates of 10000 (top) and 22 (bottom) signal-to-noise 

ratios.

Figure 6-8 shows the performance of all five classifiers when the signal-to-noise 

ratios are estimated, as they are likely to be in a real system, when the classifiers attempt
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to classify the pseudo single pulse range profiles. The x-axis o f figure 6-8 is given in 

terms o f signal-to-noise ratio but this can be related to the radar-target separation using 

figure 6-1. The range o f signal-to-noise ratios for which classification performance is 

plotted in figure 6-8 are from 10000 which is unlikely to be achieved for a single pulse 

in a real scenario, down to 12 that would be encountered if  the target and radar 

described in section 6-2 were separated by 50 nm.

Database 1 
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Traditional 
Basic
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Signal-to-noise ratio

Figure 6-8: Performance of all 5 methods on single profiles with estimated

signal-to-nolse ratios.

Figure 6-9 show s the performances o f all five classifiers as they attempt to classify  

the pseudo integrated range profiles methods by estim ating the signal to noise ratio. 

Note that to help relate the performance o f the classifiers in figure 6-9 to the radar-target 

distances o f 6-1 via the signal-to-noise ratio, values on the x-axis are the signal-to-noise  

ratios o f the single pulses and hence are not the signal-to-noise ratios o f the integrated  

profiles. The signal-to-noise ratios o f  the integrated range profiles are on average 7.1 

times larger than the corresponding x-axis value.
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Figure 6-9: Performance of all 5 methods on Integrated profiles with estimated

signal-to-nolse ratios.

To show how much o f the classification error is caused by m is-estim ation o f the 

signal-to-noise ratio, the performance o f the classifiers were calculated for a number o f  

signal-to-noise ratios when the classifiers were given the exact signal-to-noise ratio 

rather than being required to estim ate it. Figure 6-10  show s the performance o f the five  

classifiers when the real signal-to-noise ratio are given to the classifiers and the 

classifiers attempt to classify  the pseudo single pulse range profiles.
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Figure 6-10: Performance of the 5 classifiers on single profiles with known

signal-to-noise ratios.

6.8 Analysis

The two graphs in figure 6-7 show that the relative variability in the estim ate o f the 

signal-to-noise ratio is higher at the lower o f the two signal-to-noise ratios. Examination  

o f the relative variability at other signal-to-noise ratios show ed that this was indeed a 

trend. This observation is in accordance with expectation. The estim ate o f the noise  

pow er outside the target is performed on several hundred range-cells and hence w ill be 

close  to the noise power selected to generate the synthetic noise. H ow ever, the signal 

pow er is estim ated from the ten to one hundred range-cells com prising the target and 

hence w ill be subject to greater variability and inaccuracy. A s the signal-to-noise ratio 

falls the noise part o f the range-cells that are deem ed part o f the target increases. Thus
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the variability in the noise power added to these range-cells as a part of the total power 

in these range-cells also increases. Thus the estimate of the signal power, which is taken 

to be the power in the range-cells after the mean of the range-cells outside the target is 

deducted, will also vary more. It can be seen that at both signal to noise ratios there is a 

tendency to overestimate the signal to noise ratio.

As expected, figures 6-8 to 6-10 all show a drop in the performance of all five 

classifiers as range to target increases and hence signal-to-noise ratio falls. It can be 

seen from figures 6-8 and 6-9 that both of the database methods significantly out 

performed both the basic and traditional methods. This difference falls in absolute terms 

as the signal-to-noise ratio decreases. The difference is even greater for the integrated 

data than the pseudo single pulse data. However, this larger difference can be explained 

by noting that the signal-to-noise ratio marked on the x-axis of figure 6-9 is the signal- 

to-noise ratio for a single pulse range profile, but the profile being classified is the sum 

of eleven of these plus beamweighting which is on average over seven times larger. 

Hence, the difference between the basic/traditional methods and the database methods 

for integrated range profiles should be compared to the difference between the methods 

on the pulse-to-pulse range profiles at a seventh of the signal-to-noise ratio. If this is 

done then the difference between the basic/traditional and database methods is 

approximately the same for both pulse-to-pulse and integrated range profiles. For 

example, the difference between the basic/traditional methods and the database methods 

on 12 signal-to-noise ratio integrated range profiles is about 15% which is 

approximately the same as the difference between the pair of methods at 72 signal-to- 

noise ratio on single-pulse range profiles.
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It can also be seen from figures 6-8 and 6-9 that the database2 method has equal or 

better performance than the databasel method except at a signal-to-noise ratio of 10000. 

The principle of using information in the test range profile from range-cells outside 

those that correspond to the candidate template is thus supported by this observation. 

However, as noted earlier, the manner in which information outside the candidate 

template target was used was restricted to declaring whether a non-noise event had 

occurred, no information was used if the range-cells outside the template target were 

below the selected threshold and thus deemed to be noise. Further, it might be possible 

to improve the performance of the databaseZ method by selecting the threshold in a 

different manner or using a different or even varying fine factor as both the threshold 

and fine factor were selected in a fairly ad-hoc manner.

The poor performance of the databasel method at the very high signal-to-noise 

ratio is thought to be due to a problem with setting the threshold too low. Thus some 

low scatterers that are actually part of the target in the training data, but were not 

included in the template because they were so low, are still higher than the threshold. 

This problem could be avoided by setting a greater minimum threshold or by ensuring 

that the templates include all of the target scatterers including the low valued ones.

As stated in the implementation section the correlation classifier is known to be 

somewhat robust to changes in signal-to-noise ratio and that is confirmed by the results 

on this data set. The correlation classifier outperforms all the other classifiers except for 

the database2 method on the integrated data at signal-to-noise ratios between 100 and 

33.

It can be seen from figure 6-8 that the traditional method of removing the noise 

mean gives even worse performance than the basic method of doing nothing in response
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to changes in the signal-to-noise ratio on pulse-to-pulse range profiles. This is because 

the probability density functions of the corrupted signal following subtraction of the 

mean are even further away from the template probability density function than the 

corrupted signal distribution. This can be seen by examining figures 6-5 and 6-6. When 

classifying single-pulse range profiles, the large number of range-cells that will have a 

zero value following the subtraction is shown by the large spike against the y-axis in 

figure 6-6. All of these values will generate a zero likelihood for most of the range-cell 

templates in the database and hence be of no use in the classification decision. However, 

once the data have been integrated over the eleven pulses the standard deviation of the 

integrated noise will be a much smaller fraction of the average signal plus noise. Thus 

there is a lower probability that the signal plus noise is less than the noise mean, thus 

fewer zero valued range-cells will occur and the probability density function of the 

corrupted signal minus the noise mean will be closer to the template probability density 

function for that range-cell.

Random performance is calculated by dividing one hundred per cent by the number 

of training classes which in this case gives 14.3%. Although the performance of all the 

classifiers drops by a large amount at low signal-to-noise ratios, none of the classifiers 

drops to random performance. Hence, there is the possibility that overall performance 

could be increased by using confidence thresholds and unknown classes or by taking 

multiple looks at the target at different aspect angles and times. Confidence thresholds, 

unknown classes and multiple looks will be examined in detail in chapter 8.

By comparing figure 6-8 with 6-10 the effect of having to estimate the signal-to- 

noise ratio of the corrupted profile can be assessed. It can be seen that the database 

classifiers perform significantly better than the basic classifier at very low signal-to-
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noise ratios if the signal-to-noise ratio is known but only comparably when the signal- 

to-noise ratio must be estimated. Additionally, when the signal to noise ratio is known, 

the database classifiers even outperform the correlation classifier at these low signal-to- 

noise ratios. Although, this difference in performance between the correlation and 

database classifiers at low signal to noise ratios may not be statistically significant, it 

can be seen that the estimation of the signal-to-noise ratio is a crucial part of the 

process.

For a calibrated radar it may be possible to more accurately estimate the signal-to- 

noise ratio by knowing the noise value from calibration tests and having recorded the 

target radar cross-section in the template. If this could be done the higher level of 

classification that is demonstrated in figure 6-10 could be achieved. Further, if the radar 

cross-section of the target were known this could be used as information to aid the 

discrimination between the targets and push the probability of correct classification 

even higher.

6.9 Conclusions

The thermal noise process has been modelled and used to add synthetic noise to real 

radar range profiles in the correct manner to generate realistic single-pulse and 

integrated range profiles as would be recorded by a typical maritime surveillance 

system. A novel algorithm has been developed to give a level of robustness to the 

maximum likelihood classifier when encountering low signal-to-noise ratio range 

profiles. The algorithm adjusts the database to match the signal rather than the other 

more traditional way around. Two versions of this algorithm have been tested on range 

profiles at a wide variety of signal-to-noise ratios and their performance compared to
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the correlation classifier, the basic maximum likelihood classifier and the maximum 

likelihood classifier operating on range profiles adjusted to match the database. The new 

algorithm was found to improve classification performance at intermediate signal to 

noise ratios significantly and could improve performance at lower signal-to-noise ratios 

if the signal-to-noise ratio was known.

6.10 Future work

The new technique described in this chapter modelled the signal plus noise 

distribution by modifying the parameters of the signal distribution. However, this is 

based upon the assumption that the distribution does not change due to the noise 

corruption. If the new signal plus noise distribution could be calculated by following the 

Ricean derivation process but using the target model distribution rather than a constant 

signal then the noise corruption process could be accounted for even more accurately 

and an even higher probability of correct classification may be achieved.

Another area that would be of interest would be to compare the results here to the 

performance that could be achieved using Glendinning’s method of training the 

classifier at a variety of signal-to-noise ratios by corrupting the training data set with 

synthetic noise. Comparison of these results with those achievable using methods that 

classify the more noise-resistant features of a range profile, as described in the concept 

section, would also be of interest.
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Chapter 7 Minimum likelihood

7.0 Chapter summary

Most classifiers are designed around some models of the targets’ radar signatures. 

However, many of these classifiers are not robust to small errors in these models. These 

errors can come from a variety of sources including intra-class variability and target 

configuration. A technique that puts a lower bound on the likelihood that can be 

assigned to a single range-cell observation is used to try and provide this robustness for 

a maximum likelihood classifier. This minimum likelihood threshold provides a 

marginal improvement in performance.

This minimum likelihood technique is then extended to making a simple binary 

decision for each range-cell. The simple binary decision classifier gives similar 

performance to the modified maximum likelihood classifier: an unexpected result.

The rest of this chapter is set out as follows. Section 7.1 describes the motivations 

for using a minimum likelihood threshold. Section 7.2 provides details of the data set 

used in this chapter. Section 7.3 describes the minimum likelihood concept in detail and 

section 7.4 describes how it can be extended into a binary valued metric. Section 7.5 

describes how the minimum likelihood threshold and binary classifier were 

implemented. Section 7.6 gives results for both the binary and minimum likelihood 

classifiers using both Gaussian and gamma distributions to model the range-cell 

fluctuations. It also presents results as a function of the three data sub-sets: ‘same file’,
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‘same-day’ and ‘different’. Sections 7.7 & 7.8 provide an in depth analysis of these 

results and conclusions.

7.1 Introduction

Automatic radar range profile classification of targets shares many similarities with 

other pattern matching tasks. One similarity is that algorithms designed to match an 

unknown pattern (the radar range profile of a target) into one of several classes often 

fail when just one or two components of the pattern differ from expectation even if all 

the other components match exactly. These differences from expectation can occur for a 

number of reasons including: statistical outliers; mis-registration between the database 

and unknown pattern; and actual differences between the unknown target and the target 

or model used to train the database. This last reason is common in automatic target 

recognition where targets are often classified into certain classes depending on a set of 

criteria. Usually members of a class are physically similar but not identical: there are 

often slight differences between cars of the same make but different marques, for 

example. Further differences occur between identical targets due to their configuration. 

A car with a door open would give a different radar return to one with all its doors shut, 

however, the differences would be confined to only part of the reflected signal. Nixon et 

al showed that there was significant variability between the signatures of eleven T-72 

tanks and that the recorded signature of a single tank varied over a number of days 

[Nixon et al].

This target variability often means that database entries are not perfectly 

representative of all the configurations of all the members of a class. One approach to 

solving this problem is to collect sufficient data to ensure that the database is fully
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representative but this is usually too costly, complex and difficult. Keeping the database 

up to date would be a mandatory requirement too.

Another approach is to consider how these differences would affect the 

classification decision and then to find a technique that limits the effect of any single 

component mis-match. A technique that uses this second approach has been 

implemented using a maximum likelihood classifier. A variety of ship targets recorded 

under a variety of conditions have then been given to the classifier to test whether this 

new technique provides robustness to target variability.

7.2 The data set

The Lda data set described in chapter 5 has been used again in this chapter. It has 

previously been shown [Tough & Ward] that it is easy to classify range profiles 

recorded on the same day and from the same target and thus under the same conditions 

as those used to train the classifier. This same report also showed that the performance 

of a classifier drops dramatically when given a range profile from a different target of 

the same class or from the same target on a different day: this is known as the ‘same 

day/same ship’ effect. As described in chapter 5, this data set contains range profiles 

recorded on the same and different days and organised into three groups: the files used 

to train the classifier, denoted the ‘same file’ data sub-set; the files recorded on the same 

ship and on the same day as the training data files, denoted the ‘same day’ data sub-set; 

and the files that contain targets not used in the training data sub-set or that were 

recorded on a different day, denoted the ‘different’ data sub-set.
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7.3 Minimum likelihood modified maximum likelihood classifier

As described above, if one of the range-cells is significantly different from the 

modal value of the conditional density function used to model the range-cell it may 

yield a very low likelihood. This likelihood may be so low that it reduces the whole 

range profile likelihood to below that generated by a wrong class. However, if a 

minimum likelihood is set so that once a range-cell is deemed not to match it does not 

matter how different it is, the effect of this one mis-match is limited. A maximum 

likelihood classifier has been modified to include this minimum likelihood threshold, 

tested on the three data sub-sets and is referred to as the modified maximum likelihood 

classifier hereafter.

If the minimum likelihood threshold were set too high then all discrimination 

between two classes would be lost as all likelihoods would fall below the threshold. If 

the threshold were set too low then the effect of single mis-matches may still lower the 

overall likelihood of the correct class below the likelihood of an incorrect class. Thus a 

variety of thresholds were used to determine at which level robustness to single outliers 

was achieved while discrimination information was not compromised. Note that if the 

minimum likelihood threshold is set to zero then the modified maximum likelihood 

classifier is the same as a standard maximum likelihood classifier.

The conditional density functions for each range-cell of each class as a function of 

aspect angle were assumed to be independent of each other and were determined from 

range profiles of each of the classes, in the training sub-set. From previous work 

[Ballard] it was decided to use the gamma distribution to model the fluctuations in the 

values of a range-cell over the aspect window. The parameters of the gamma
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distributions were determined using the moments of the range-cell data and corrected 

for finite sample number [Tough].

Figure 7-1 shows how the minimum likelihood principle works. The conditional 

density function that models the fluctuations of the amplitude in a typical range-cell for 

a single class and aspect bin has been plotted as a solid line. A minimum likelihood 

threshold of 2 has been plotted as a dashed line. In a standard maximum likelihood 

classifier the conditional probability associated with the x-axis variable is used as the 

distance metric for that range-cell. Hence if the range-cell had an amplitude of 0.3 then 

the value 0.95 would be recorded as the ‘distance’ between the template and the 

unknown target at this range-cell as shown by the blue line in figure 7-1 below. 

However, for the modified maximum likelihood classifier any value of the range-cell 

amplitude that has a conditional probability below the threshold is given a distance 

equal to the value of the threshold. Hence the modified maximum likelihood classifier 

would measure a ‘distance’ of 2 if the range-cell had amplitude of 0.3.
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Figure 7-1: Minimum iikeiihood principle

122



In figure 7-2, two conditional density functions are shown together with a minimum 

likelihood of 0.3. When weighted by the mixture density function, the area marked A 

gives the probability that the likelihood generated from the leftmost conditional density 

function will not be increased by the minimum likelihood threshold given that the 

range-cell amplitude is generated from any one of the classes according to their relative 

prior probabilities. Thus if the mixture density function was flat over the range shown 

the leftmost conditional density function would have a higher probability of having its 

likelihood increased by the minimum likelihood threshold than the rightmost 

conditional density function. Thus the minimum likelihood increases the likelihood 

generated by some conditional density functions more than others.

A second effect shown by figure 7-2 is that if the leftmost conditional density 

function generates a conditional density greater than the minimum likelihood threshold, 

it is likely to be of higher value than a conditional density that exceeds the minimum 

likelihood threshold generated by the rightmost conditional density function. As the 

minimum likelihood ensures that all classes will give a likelihood of at least 0.3 for any 

range-cell amplitude, it is the area under the conditional density function but above the 

minimum likelihood threshold that gives the potential discrimination between the 

classes.
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Figure 7-2: Different conditional density functions have different probabilities of 

generating a likelihood above the threshold

7.4 Binary decision classifier

For com parison with the maximum likelihood and m odified m aximum likelihood  

classifiers a binary classifier was also tested on the data. The binary classifier matches 

each com ponent o f a pattern to a database template and produces a binary result: either 

the com ponents match or they do not. The proportion o f com ponents that match can 

then be calculated for each template and the template with the highest proportion of 

matches selected  as the chosen class. If two classes have the same (highest) proportion 

of matches then the first class exam ined is selected. Although this w ill lead to a slight
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bias towards earlier classes, it is not thought that this will have any significant effect on 

the all-classes aggregate probability of correct classification examined here.

Different algorithms can be used to determine whether a component matches the 

expectation of that component. In this work the conditional probability or likelihood has 

been selected for this task. Thus this binary classifier is an extension of the minimum 

likelihood principle. This is demonstrated in figure 7-3 below. Between the x-axis 

values of 0.001 and 0.22 the conditional density is higher than the binary threshold thus 

the value ‘1’ is returned to the binary classifier for this range cell and class. At all other 

positions along the x-axis the opposite is true and hence the value ‘0 ’ is returned.

(/)
c
0)

OJ
c
g

-o
c
O
Ü

5
L i k e l i h o o d

4

3

B i n a r y  t h r e s h o l d
2

B i n a r y

v a l u e
q l
0.0 0.80.2 0.4 0.6

R a n g e  c e l l  a m p l i t u d e

Figure 7-3: Binary classifier with gamma distributed likelihood metric
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7.5 Implementation

The idea behind using a minimum likelihood threshold is that the degree of fit 

represents the belief that the component does belong to the class, unless it falls below a 

certain threshold and thus is deemed to be definitely not from the class in which case 

there is no value in measuring how different it is. The binary classifier used here 

stipulates that if a component matches sufficiently to generate a likelihood above the 

same threshold, then it is believed to belong to the class, and so there is no value in 

discriminating between whether the result happens to be at the modal value of members 

of this class, or slightly further away. The same choice of threshold is needed here as for 

the minimum likelihood modified maximum likelihood classifier and is even more 

important, thus the binary classifier was also evaluated for a range of thresholds. The 

same thresholds were used here as were used for the modified maximum likelihood 

classifier for ease of computation and comparison.

The threshold values for the modified maximum likelihood and binary classifiers 

were set as the natural exponential of: 5, 4, 3, 2, 1, 0.1, 0, -1, -2, -4, -10, -20, -40, -100, - 

200, -300, -400, -500, -1000 and -  infinity. These thresholds were selected to cover the 

range of likelihoods that were generated by individual range-cells. The thresholds were 

formulated in terms of natural exponentials for computer program coding simplicity and 

efficiency.

As stated above, earlier work found that the gamma distribution provided a better 

fit to the variability in each range-cell than a number of other distributions [Ballard], 

However, this earlier work only attempted to describe the variability over small aspect 

angle bins within individual files. No attempt was made to model the variability of a 

range-cell of a range profile at a certain aspect angle for the same target across multiple
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files and recording conditions. Further, no attempt was made to evaluate whether this 

knowledge of the best fit distribution could be applied successfully via Bayes rule for 

minimum error to the classification process or whether other factors may alter the best 

distribution for highest probability of correct classification. Hence it was decided to 

validate the assumption that the gamma distribution is a good model to use to describe 

range-cell variability in a maximum likelihood classifier both for the training data and 

also independent test data. Thus the classifier was tested on the data sub-sets once using 

the gamma distribution and then again using the Gaussian distribution to model the 

variability in each range-cell.

7.6 Results

Figure 7-4 shows the performance of the modified maximum likelihood classifier 

when tested on all three of the data sub-sets under both the gamma and Gaussian 

distribution models. Note that it is the natural logarithm of the minimum likelihood 

threshold that has been plotted along the x-axis. Hence the ‘-Infinity’ x-position refers 

to a zero-valued minimum likelihood threshold which is equivalent to a maximum 

likelihood classifier with no minimum likelihood modification. Thus the change in 

performance caused by the minimum likelihood modification and the selection of 

threshold level can be assessed against the data points plotted at this position.
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Figure 7-5 shows the performance o f the binary classifier using the gamma 

distribution likelihood metric on the three data sub-sets. As it is tested on the same data 

used to produce figure 7-4 results can be compared directly.
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Figure 7-5: Performance of binary classifier vs minimum likelihood threshold.
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7.7 Analysis

7.7.1 Minimum likelihood threshold - Quantisation errors

From figure 7-4 it can be seen that even on the ‘same file’ data sub-set, none of the 

classifiers achieve 100% correct classification. This shows that the different classes are 

not well separated. Figures 7-4 and 7-5 also demonstrate the ‘same ship/same day’ 

effect as discussed earlier. For each classifier, classification performance is highest on 

the ‘same file’ data, lower on the ‘same ship/same day’ data and lowest on the ‘different 

ship/different day’ data. Thus classification performance is inversely related to the 

independence of the training and test data sub-sets. This is in agreement with work by 

other authors [Tough & Ward].

Figure 7-4 shows that when the Gaussian distribution is used to model range cell 

fluctuations in a standard maximum likelihood classifier classification performance is 

higher than when the gamma distribution is used for both the ‘same file’ and ‘same day’ 

data sub-sets but for the ‘different’ data sub-set the converse is true. However, when 

even the lowest non-zero minimum likelihood threshold is introduced the classification 

performance of the gamma-based classifier rises above the performance of the 

Gaussian-based classifier. The data has been quantised to only a finite precision by the 

radar’s analogue-to-digital converter before being converted into a floating point 

number and rescaled by a CPU. Hence, even when contaminated by noise, very small 

signal values may be digitised to the value zero. It is thought that this difference in 

performance between the gamma and Gaussian forms of the maximum likelihood 

classifier is caused by the zero likelihood that is given to the occurrence of the event, 

X = 0 by any gamma distribution that has a shape parameter greater than one. Note that
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because the Gaussian distribution has infinitely long tails it gives a non-zero value to the 

event, x = 0. As the multivariate distributions are modelled as the product of multiple 

independent univariate distributions, if any of the univariate distributions give an event 

zero likelihood of happening then the whole range profile will have a zero likelihood of 

being generated by that class and hence the class will not be selected by the classifier. 

However, if a minimum likelihood is used this situation does not occur and classes are 

not completely ruled out because of one single zero value. This explains the jump in 

classification performance between a zero minimum likelihood threshold and a very 

small threshold.

Although the use of a non-zero minimum likelihood prevents a class from having 

zero overall likelihood, its overall likelihood will be a lot less if it has had to make use 

of the minimum likelihood than if it has not. Hence, the correct class may still have a 

lower likelihood than an incorrect class because one range-cell is very different to 

expectation. As the minimum likelihood threshold is raised the probability of one range

cell generating a likelihood sufficiently low so as to cause mis-classification is reduced. 

This results in a higher probability of correct classification: as the minimum likelihood 

threshold is increased the classification performance of the gamma-based classifier 

gradually rises for all three data sub-sets, however, this rise is very small and is difficult 

to see in figure 7-4.

As range-cell amplitudes cannot be negative the furthest a range-cell amplitude can 

be below the mean is to have a value zero. In addition, the standard deviation of the 

amplitude in a range-cell over a few degrees aspect tends to be of a size that is of the 

same order as the mean amplitude. Thus when a Gaussian distribution is being used, 

even if a range-cell has an amplitude that is as far below the mean as possible, it will
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still be within a few standard deviations of the range-cell mean. Hence, it must have a 

likelihood that is at least within a few orders of magnitude of the likelihood of the mean 

amplitude. Thus low valued minimum likelihood thresholds will have no effect on the 

performance of the Gaussian-based maximum likelihood classifier. In contrast to the 

Gaussian distribution many forms of the gamma distribution would assign a zero 

likelihood to the possibility of generating a zero value even though zero is within a few 

standard deviations of the mean. Although this effect is difficult to see in figure 7-4, the 

classification performance of the Gaussian-based classifier is constant from minimum 

likelihood thresholds of up to e'^^ in contrast to the steadily increasing

performance of the gamma-based classifier.

Since the ‘different’ data sub-set can be used to gauge how a classifier may perform 

in a more realistic scenario, and the performance of the garruna-based classifier is 10% 

higher than the Gaussian-based classifier on this data sub-set, the gamma distribution 

will be used to model range-cells fluctuations throughout this thesis.

7.7.2 Minimum likelihood threshold — Longest/first class misclassification

As the minimum likelihood threshold is increased beyond e'̂ ® classification 

performance falls for both classifiers on all three data sub-sets. This drop in 

performance occurs because as the number of range-cells below the minimum 

likelihood threshold increases, the differences between the classes reduce to a level 

where there are not enough differences to allow discrimination between the classes. As 

the minimum likelihood is increased to e^ most of the range-cells fall below the 

minimum likelihood threshold and hence most range-cells for each class have their 

likelihood replaced by e .̂ However, as described earlier in section 5.3, test range profile
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range-cells outside the target template that are judged to be of a size consistent with a 

ship scatterer being present are assigned a short length fine likelihood of e'^^. Hence, for 

long target templates most of the test range profile range-cells examined will have a 

likelihood of e  ̂or greater. In comparison shorter target templates will have a number of 

test range-cells outside the template target and these will be assigned likelihoods of e'̂ ®. 

Thus at these high minimum likelihood values a higher proportion of targets are 

classified as the longest target class, which is class ‘A ’.

In addition, at higher threshold levels the proportion of test profiles that do not 

generate any range cell likelihoods that exceed the threshold for any class increases and 

thus all candidate classes have the same proportion of range cells below the threshold. 

When all classes have the same proportion of range cells below the threshold the first 

class examined is selected and this happens to be class ‘A ’ also. This means that as the 

threshold is increased an increasing proportion of test profiles will be classified as class 

‘A ’.

As one of the seven ‘same file’ test files belongs to class ‘A ’, one seventh of the 

‘same file’ data sub-set are classified correctly giving the 14.3% correct as shown in 

figure 7-4. Similarly, the one in six of the ‘same day’ files that is of the A class and the 

zero in six of the ‘different’ files give 16.7% and 0% respectively.

7.7.3 Minimum likelihood threshold - Setting the correct threshold

Figure 7-4 shows that the minimum likelihood technique can slightly improve 

classification performance if the minimum likelihood threshold is set at the correct 

level. In a real scenario it is not possible to vary the threshold until the best 

classification performance is reached because at the time the target is not known so
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classification performance cannot be assessed. Thus it may appear that it is difficult to 

know how to select the best minimum likelihood level for a real scenario. However, 

figure 7-4 shows that the training data can be used to assess the best minimum 

likelihood threshold. It was suspected that the threshold level that gave the best 

classification performance on the ‘same file’ data sub-set would be very near the 

threshold level that gave the best performance on the other data sub-sets as the 

classification process is identical and the input data very similar. It was for this reason 

that the classifiers were tested on the ‘same file’ and ‘same day’ data sub-sets even 

though their classification performance would not be as accurate a guide to the 

performance achievable in a realistic scenario as the ‘different’ data sub-set. Figure 7-4 

shows that the training data sub-set can be used to predict a minimum likelihood 

threshold that will give high classification performance for the gamma-based classifier 

since the maxima of the three data sub-sets all occur close to e'^°. Note, however, that 

for a different radar and training classes the ‘best’ threshold value of the minimum 

likelihood threshold may be different but it could still be calculated in the same way.

The motivation for performing this study was to attempt to overcome the low 

probability of correct classification achieved when classifying range profiles recorded 

under sufficiently independent conditions to represent realistic conditions, such as the 

‘different’ data sub-set, compared to the high classification performance on the ‘same 

day’ data sub-set. If the minimum likelihood technique did make the classifier robust to 

the changes in target configuration between test and training data sub-sets, then the 

classification performance on the ‘different’ data sub-set could be expected to rise by a 

larger amount than the improvement on the ‘same file’ and ‘same day’ data sub-sets. 

However, figure 7-4 shows that this is not the case. Hence it can be concluded that the
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minimum likelihood technique has not achieved its original aims of making a target 

robust to configuration changes but that it is useful for making a classifier robust to the 

problems caused by statistical outliers and poor modelling of the probability density 

functions for zero and near-zero amplitudes.

The final point to note from figure 7-4 is that the minimum likelihood technique 

can be used to increase classification performance but that the gain is only modest and 

below the level expected when the concept was devised by the author.

7.7.4 Analysis o f binary classifier results

Similar to figure 7-4, figure 7-5 shows the large difference in the classification 

performance achievable on same ship/same day data compared to the performance 

achieved on the data that were recorded with a more realistic degree of independence 

from the training data, the ‘different’ data sub-set.

In the binary classifier, the likelihood threshold acts as a decision boundary 

between whether a range-cell value is within the expected range of values and hence 

considered a match, or whether it lies outside and hence is rejected. Hence as the 

likelihood threshold decreases from e  ̂ more range-cells will have a likelihood that 

exceeds the falling threshold and so will be considered a good fit to the class. The 

probability that a number of the range-cells will have likelihoods that exceed the 

threshold of being generated by the correct class can be modelled using a binomial 

distribution. Thus the probability that the correct class will have x  matching range-cells

is:

b{x\n,6) =
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Here n is the number of range-cells in the range profile and 6 is the probability that 

the likelihood (that the correct class will generate the observed amplitude) will exceed 

the likelihood threshold. Similarly the probability that a particular incorrect class will 

have X matching range-cells is:

b(x;n,p) = p - ( l - p y - ‘ , x e  {0,l,2,...,n) (7-2)

Here p  is the probability that the likelihood (that a particular incorrect class will 

generate the observed amplitude) will exceed the likelihood threshold.

As the database entry for the correct class should be more characteristic of the 

correct class than the other database entries are, 6 should be higher than p. As the 

likelihood threshold drops 0 Sep both rise thus so does the expected number of range- 

cells that exceed the threshold for both the correct and incorrect classes.

At high likelihood thresholds, 6 will be low and the probability that no range-cells 

will exceed the threshold will be high leading to mis-classification. As the threshold 

drops the probability that a few of the range-cells exceed the threshold becomes quite 

likely whilst the probability, p  that any particular incorrect class range-cell exceeds the 

threshold remains low and thus classification performance rises. As the threshold drops 

further still and both 0and p  tend to 1 equations (7-1) and (7-2) also tend to 1, hence the 

difference between the correct and incorrect classes disappear leading again to random 

classification. This rise and fall in classification performance with a decreasing 

likelihood threshold can be seen in figure 7-5.

The binary threshold value of ê  gives the highest classification performance for all 

three data sub-sets. Thus, as for the minimum likelihood case above, it appears the level 

at which to set the binary threshold for the test data can be determined using the training
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data. Note, however, that the thresholds required by the minimum likelihood technique 

and binary classifier are different despite being trained and tested on the same data sub

sets.

7.7.5 Comparison o f minimum likelihood modified maximum likelihood classifier

and binary classifier

As stated above figures 7-4 and 7-5 were produced from the same data set so can be 

directly compared. It can be seen that the best performance of the gamma-based binary 

classifier exceeds the best performance of the gamma-based maximum likelihood 

classifier using the minimum likelihood technique on the ‘same file’ data sub-set; equals 

it on the ‘same day’ data sub-set; and performs less well on the ‘different’ data sub-set. 

This high level of classification performance achievable using the binary classifier was 

unexpected and suggests that the principle of just determining whether a range-cell 

amplitude falls within expectation has significant merit. The binary classification 

process could be simplified by using a simpler distance metric for the thresholding 

process with resulting decreases in complexity and increases in speed and storage 

efficiency. A further possibility is to implement the binary classifier using a binary non

electronic process to improve speed and as an alternative to the need for a computer 

chip: examples of suitable binary decision making processes can be found in optical and 

quantum computing.

7.8 Conclusions & further work

The minimum likelihood technique was devised to overcome the ‘same ship/same

day effect’. It has been unsuccessful in doing so although it has been shown to be able
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to improve classification performance slightly by overcoming the problem of poor 

modelling of the probability density of zero and near-zero amplitude range-cells.

The binary classifier was constructed for interest and completeness by extending 

the minimum likelihood concept to its extreme. Performance is surprisingly high and 

comparable to the maximum likelihood classifier. This suggests its continued 

investigation and possible use in simple processing algorithms.
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Chapter 8 Confidence levels and temporally 

correlated multiple looks

8.0 Chapter summary

A key consideration that is sometimes ignored in radar range profile ATR papers is 

that a radar will often be able to collect multiple range profiles of a target in a short 

space of time. The information from these profiles can be selected or fused in some way 

to achieve more robust classification than decisions based on a single profile. This 

chapter analyses the two related topics of multilook and confidence thresholds in the 

context of how they could be used in a real airborne radar system that collects and 

classifies range profiles of ship targets. The effect of viewing a target from multiple 

aspects is also examined as an aside. Techniques are discussed and applied to measured 

radar range profiles from seven different ship classes. Based on these findings a new 

strategy for the collection and classification of ship range profiles is suggested and 

tested on the measured data.

The rest of this chapter is set out as follows. Section 8.1 briefly describes the 

classifiers and data set used. In section 8.2 a number of different techniques to combine 

the classifier output from multiple range profiles are applied to the data and results 

discussed. In section 8.3 the effect of using a distance reject class also known as a 

confidence threshold is examined and the results are discussed. Section 8.4 investigates 

the temporal correlation of classification results. It then goes on to suggest and
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demonstrate the surveillance strategy of scanning over multiple targets rather than 

staring and classifying each target in turn. Section 8.5 compares the rate of decorrelation 

of the classifier output with the rate of change in aspect angle. Finally, Sections 8.6 and

8.7 offer some conclusions and propose further work.

8.1 Classifiers & data set

The correlation and Euclidean classifiers described in chapter 3 have been used in 

this chapter. The maximum likelihood classifier has also been used but has been 

modified to use a minimum likelihood of e'̂ ® as described in chapter 7.

High outputs from the maximum likelihood and correlation classifiers correspond 

to good matches between the profile and template but the opposite is true for the 

Euclidean classifier. Thus when referring to a high value or increase in the value of the 

(generic) classifier output this should be read as a low value or decrease when 

considering the Euclidean classifier in particular.

In this chapter the ‘training/same file’ data set is used to train the classifiers as 

before, and the ‘same day/same ship’ data set is used to test the classification schemes. 

The ‘different’ data set is not used except in section 8.5 on decorrelation.

8.2 Fusion of time-varying classification results.

A radar operator is often required to classify radar contacts from their radar range 

profiles. This is achieved by comparing a characteristic radar range profile from a target 

with a database of possible classes. The database may be the operator’s memory, a book 

or in electronic form. Classification can also be automated. Misclassifications often 

occur in both manual and automatic classification due to a range profile being 

uncharacteristic of the information stored on the target class in the database. The range
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profile may be uncharacteristic for a number of reasons including: radar noise, target 

configuration, unusual imaging geometry, multipath and interference effects. However, 

it is believed that the target configuration and imaging geometry are the dominant 

reasons for mis-classification. However, if the first range profile collected is 

uncharacteristic of the target’s class the operator/classifier can collect more range 

profiles and hope that one of these is more characteristic.

A typical airborne maritime radar has a pulse repetition frequency of the order of 

1000 Hz. Hence if the radar stares at a target it will collect 1000 range profiles of the 

target per second. Often tens or hundreds of these range profiles are summed together to 

produce integrated range profiles with higher signal-to-noise ratios. These integrated 

range profiles are then classified individually and their results acted upon. Guo uses a 

similar approach by averaging the multiple range profiles that would be available in a 

real system to improve the signal-to-noise ratio and obtain more stable range profiles of 

the ship target [Guo et al]. Musman extracts robust features for classification by using 

multiple ISAR images of ship targets to reject statistical outliers and physical anomalies 

[Musman]. Inggs and Robinson suggest classifying each range profile in isolation and 

then using a voting procedure to arrive at a final classification but do not perform the 

experiment [Inggs and Robinson]. Menon et al and Botha et al use such a voting 

procedure for ISAR images of ships & aircraft, respectively [Menon et al, Botha et al] 

and Yu and Azimi use a voting procedure to classify ships based upon the target’s 

velocity and acceleration [Yu and Azimi]. Zhou et al go one step further and exploit the 

temporal evolution of the single range profile classifier output via hidden Markov 

models of air targets [Zhou et al].
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This chapter examines classifying the integrated range profiles as a set, thus giving 

the classifier more information to work with before any hard decisions are made than is 

available when using one of the other voting approaches. For most scenarios, a delay of 

a few seconds in the output of a classification decision is a price well worth paying in 

return for an increased probability of a correct result.

One way of classifying a set of m integrated range profiles is now described. The 

maximum likelihood classifier is used to determine the likelihood that a certain class 

would have generated each range profile. Thus there are m likelihoods for each database 

class, one per profile. The m likelihoods are then multiplied together under the 

assumption that each range profile is independent of each other profile. The process is 

then repeated for each other class. The class that has the highest product likelihood is 

selected as the class most likely to have generated the set of integrated range profiles.

Figure 8-1 shows how this process leads to a higher probability of correct 

classification. The percentage of classifications that are correct is plotted versus the 

number of profiles, m, used to form the product likelihood as described in the preceding 

paragraph. It can be seen that as the quantity of information used in the classification 

decision increases so does the probability of correct classification.
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Figure 8-1: Probability o f correct classification versus number o f profiles used

There are several different methods for combining the classification decisions on a 

set of range profiles but they can be broken into three broad categories based on 

whether the classifier outputs information at the abstract, rank or measurement level 

[Xu et al]. If information is output at the abstract level, then only the correct class is 

known. If information is output at the rank level, the order of how well the classes 

match the target is also available. However, many classifiers give not only the rank 

order in which the classes fit the observed data but the actual values generated by the 

matching metrics for each class as well. If these values generated by the metric are 

available for post-processing then this is referred to as the classifier outputting 

information at the measurement level.

Thirteen simple measurement-based methods were examined by applying them to 

the matching scores generated by the correlation. Euclidean and maximum likelihood 

classifiers. The test data set was fed into each classifier and the matching scores were 

recorded for each individual integrated range profile against each database class. For a
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single test file and database class, a sliding window of size m was used to select the w* 

to (n+m-lf^  matching scores that would be combined. For each n the combination 

method would make use of the information provided by the m profiles by forming a 

single combination value from all of the m matching scores and then selecting the class 

that generated the highest combination value. This sliding window and combination 

process was performed on each test file so that overall probabilities of correct 

classification could be determined, m was set to 1, 2, 5, 10 & 50 and the experiment 

repeated for each m, method and classifier. The thirteen methods are given below 

followed by the motivation for their selection:

In the definitions below, jc, is the f  matching score in the set of m matching scores 

being combined, y, is the highest x, in the same set.

i) Maximum individual value (min for Euclidean metric) = max , i=l to m}

ii) Arithmetic mean (AM) =
m

iii) Geometric mean (GM) = .
f=]

iv) Sum of Squares (SS) = .
1=1

v) AM of all results above a minimum value (AM>) = —— , Xi > T.
m

vi) GM of all results above a minimum value (GM>) = J  x̂  , Xi > T.
i = \

143



vii) SS of all results above a minimum value (SS>) , Xi > T.
1=1

± y >
viii) AM of best n results (n small) (AM best) = 1=1

n

ix) GM of best n results (n small) (GM best) = 1 y .
f = l

2x) SS of best n results (n small) (SS best) = ^  y,
/=1

E ) ' .
xi) AM of all results bar worst n (n small) (AM worst) = /=!

m - n

xii) GM of all results bar worst n (n small) (GM worst) = "«-J y,
1=1

2xiii) SS of all results bar worst n (n small) (SS worst) = ^  y.
/=1

The first combination method selects the class that has the highest individual value 

within the set. This method was chosen because it had been found that the higher the 

value generated by the matching metric (or lower in the case of the Euclidean classifier) 

the higher the probability that the classifier had put the range profile in the correct class. 

This finding is well known and is called the distance reject technique. The distance 

reject technique is covered in detail in the next section.

The arithmetic mean of m correlation coefficients, each calculated on one profile 

and template, is proportional to the single correlation coefficient of m  target profiles and 

m templates, on the assumption that the profiles and templates are normalised. Thus the 

second method was chosen to be the arithmetic mean of the m values generated by each 

class.
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For the purpose of determining the best fit class, a comparison of the geometric 

mean of m classifier outputs is equivalent to a comparison of their products. If each of 

the classifier outputs were independent of each other, then the likelihood of generating 

the m observed profiles would be the product of the likelihood of generating each 

profile individually. Hence the geometric mean was selected as being the equivalent to 

the correct method for combining the output of the maximum likelihood classifier under 

the assumption of independent profiles.

If m of the profiles were butted end-to-end then the Euclidean distance between the 

composite profile and a similar composite of the appropriate templates can be calculated 

as the square root of the sum of the squares of the Euclidean distances between the 

individual profiles and templates.

Combination values were also constructed from subsets of the m matching scores. 

Three different subsets were used. The first subset consisted of all those matching 

scores that exceeded some threshold. The second subset was the best n of the m 

matching scores. The third subset was all of the m  profiles bar the worst n. Here n is 

small and best and worst are determined by the magnitude of the matching scores. For 

example, high values are indicative of a good match when using the maximum 

likelihood classifier. These subsets were chosen for the same reason that the maximum 

value was selected as the first combination metric, that lower valued classifier outputs 

had been found to be more unreliable.
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Figure 8-2: Comparison of fusion techniques on multiple range profiles

Figure 8-2 show s the probability o f  correct classification o f all three classifiers and 

thirteen methods when m = 50 and n=5.

The performance o f the maximum likelihood, correlation and Euclidean classifiers 

on individual profiles were 87%, 89% and 90% respectively. H ence, it can be seen that 

all o f the com bination techniques increase the probability o f  correct classification by a 

much greater amount than the difference between the techniques. A  difference in 

performance o f approximately 1% is required to reject a hypothesis, at the 95% 

confidence interval, that two classification techniques have the sam e probability o f  

correct classification. Hence, as the difference between the different methods o f  

com bining results from the correlation and Euclidean classifiers is less than 1% it would  

be wrong to draw conclusions about which com bination technique is best for these 

classifiers. H owever, all o f  the combination techniques improve the probability o f  

correct classification by significantly more than 1% compared to classify ing the range 

profiles individually. H ence it can be concluded that com bining results by any o f the
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methods proposed does improve performance. These results show that it is more 

important to use any sensible combination technique than it is to determine which 

combination technique is best.

The geometric mean technique performs less well on the likelihood results than the 

arithmetic mean and sum of squares technique, both when all n profiles are used and 

when only a subset are considered. This result is particularly interesting given that the 

geometric mean is equivalent to the correct method for calculating the likelihood of n 

profiles from the individual profile likelihoods, under the assumption that the range 

profiles are independent.

A similar effect is seen for the various sum of squares techniques and the Euclidean 

classifier. The various sum of squares techniques had been expected to perform better 

than the arithmetic and geometric mean techniques on the output of the Euclidean 

classifier. However, figure 8-2 shows that the sum of squares techniques achieve lower 

performance than the other techniques on the Euclidean classifier output, whether all n 

matching scores are used or not. Although this result is less statistically significant than

the previous result, these two unexpected results suggest that a mixture of classification

algorithms may give the best overall performance.

A similar pattern of results was observed for other values of m.

8.3 Distance reject technique

8.3.1 Background

If the highest matching score generated by any class was very close to that of the 

second most closely matching class then there is a higher probability that the target 

actually belongs to the second most closely matching class than if there were a large
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difference. Hence Chow devised the ambiguity reject option for use in printed character 

recognition for instances when two classes were nearly equally likely [Chow]. When 

two or more classes generated likelihoods that were sufficiently close, the classification 

decision was put into a special ambiguity reject class for further investigation. In later 

work he derived the error versus ambiguity reject trade-off. Dubuisson and Masson then 

devised the distance reject option for instances where the unclassified pattern resembles 

none of the classes [Dubuisson and Masson]. Maselli et al successfully applied the 

distance reject option to land use classification in remote sensing [Maselli et al]. Fumera 

et al modified Chow’s ambiguity reject to have different reject thresholds for different 

classes and applied it to land use classification [Fumera et al]. Muzzolini et al modified 

the distance reject rule in the same way and applied it to medical imaging [Muzzolini et 

al]. Menon et al applied the ambiguity reject rule in combination with multiple look 

voting on ISAR images of ships [Menon et al]. These reject techniques have now 

become widely accepted in the pattern recognition community and results are often 

given in terms of a combination of substitution (reject) rate and error rate.

8.3.2 Distance reject and confidence thresholds

The relative values generated by the classification distance metrics can be used to 

determine which class gives the best fit and whether the target should be put into the 

ambiguity reject class. The absolute values can be used to determine if any of the 

classes gave a close fit or whether none of the classes gave a good fit, and thus the 

target should be put into the distance reject class. Thus the absolute value is akin to the 

confidence that a human analyst would have when making the same decision. For 

example, if the test range profile bears little resemblance to any of the training classes
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an analyst would choose the best fit class but may refer to the class as the least worst fit’ 

class and would have little confidence in the decision. The situation is the same for the 

automatic classifiers as they would still select a class but the absolute values generated 

by the metrics would be low (or high for the Euclidean classifier). Thus a classifier 

output threshold can be selected, below which a target classification decision is 

considered too ‘far from’ any class and the target is put into an unknown class. This 

unknown class is called the distance reject class [Dubuisson and Masson].

The distance reject process is demonstrated in figures 8-3a to 8-3c which show that 

as the confidence threshold is increased the probability of correct classification of those 

range profiles exceeding the confidence threshold also increases. Figures 8-3a to 8-3c 

show the results from the maximum likelihood, correlation and Euclidean respectively. 

Classification performance is plotted versus confidence threshold. As profiles put into 

the distance reject class are not re-examined in this instance, they are labelled as 

‘unknown’. The confidence thresholds were selected to cover a range of possible 

strategies, from putting very few profiles into the unknown class to leaving most of 

them unclassified. The actual values of the confidence thresholds that were selected to 

achieve this range varies according to the matching scores generated by the different 

classifiers. Hence, it should be noted that the x-axes are on different scales for each 

figure due to the different range of matching scores outputted by the three classifiers. 

The maximum likelihood and Euclidean classifiers output positive values. The 

correlation classifier outputs values between -1 and +1. It should also be noted that for 

both the maximum likelihood and correlation classifiers a higher value shows a better fit 

but for the Euclidean the opposite is true.
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The drawback of only classifying range profiles that exceed the confidence 

threshold is that the range profiles that do not exceed the threshold are put into the 

distance reject class and classified as unknown. Thus if a high confidence threshold is 

selected most of the range profiles will be classified as unknown but of the few that are 

classified the probability of correct classification will be high. This is a well known 

result and classification results are sometimes quoted as a probability of correct 

classification given that some proportion of samples are left unclassified, typically 5%. 

For simplicity the same confidence threshold is used here for each class rather than one 

threshold per class as has been demonstrated by some other authors [Fumera et al, 

Muzzolini et al].
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confidence threshold a) Likelihood, b) Correlation, c) Euclidean

8.3.3 Waiting time

Operationally, selecting which value of the confidence threshold to use will involve 

a choice between a higher probability of correct classification and thus fewer mistakes 

versus the greater time needed to obtain a higher confidence classification decision. In
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many ATR situations the cost of initiating a response to a misclassification is high 

compared to waiting and collecting more information. Hence once a target has been 

classified with sufficient confidence a response is made to that classification decision, 

but not before. Thus the time between beginning to observe a target and classifying that 

target with sufficient confidence is the time that the observer must wait until a response 

can be made and is dubbed the waiting time or wait time [Freund],

Let the arithmetic mean time between sufficiently high confidence classifications 

be referred to as the mean interval and be denoted by Q. If an observer starts to wait at a 

random time within a particular interval of length L, then the expected wait time can be 

found by summing the product of the likelihood of starting to wait at time x  from the 

start of the interval with the wait encountered from that point. This can be calculated to 

be:

J — (L-x)dx = — (8-1)
0 ^  ^

as expected.

Hence initial expectations might be that the mean of the waiting time from any 

given point, is simply half the mean interval, Q/2. However, upon closer inspection or 

experimentation it can be found that if there is any variation in the interval lengths then 

the mean wait time will be greater than Q/2. The mean wait time can be calculated by 

multiplying the probability of starting to wait in an interval of length L  and the mean 

wait time given that the observer has begun to wait in an interval of length L, It can be 

seen that if the observer begins to wait at a random time, the probability of an observer 

beginning to wait in a particular interval is linearly proportional to the interval’s length. 

Thus the contribution of each interval to the mean wait time is proportional to the length
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of the interval squared. For example, if the length of intervals is exponentially 

distributed the probability of starting to wait in an interval is and the mean wait

time given that this has occurred is L/2, as above. Thus as Q can be calculated to be J/À, 

the mean wait time can be calculated to be,

? ^ ^ — - d L  = Q (8-2)
i C 2

Hence, the mean wait time is equal to the mean interval time. This equality is a 

well-known result that occurs when events are governed by a Poisson process 

[Lindgren]. For comparison, if the interval lengths were uniformly distributed over 

some range, then the mean wait time would equal 2Q/3. Thus the relationship between 

the mean interval and the mean wait time will depend on the frequency distribution of 

the interval lengths.

Figures 8-4a to 8-4c show that the mean waiting time is not linearly related to the 

mean interval and hence it is not linearly related to the proportion of classification 

decisions that fall into the unknown class. The black dots show the mean interval at 

each confidence threshold and the hollow, white dots show the mean wait time. The 

upper error bars on the mean interval represent one standard deviation. The lower error 

bars are not shown because they extend off the bottom of the graph and have very little 

effect compared to the upper error bars.

Note that results are given for fewer confidence thresholds than in previous figures. 

As the confidence threshold increases the mean wait time is dominated by a few long 

wait times such that the results become unreliable as they are no longer statistically 

significant and thus these results are not presented.
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This difference between the mean interval and mean wait time only occurs while 

waiting for the first classification decision to exceed a threshold, and is diluted if 

multiple classification decisions exceeding a threshold are required.
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Figure 8-4: Mean interval & wait time vs confidence threshold: a) Likelihood b)
Correlation c) Euclidean
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8.4 The effect of temporal correlation on surveillance strategy

Figure 8-1 showed the benefit of using multiple range profiles in the classification 

decision. To collect more range profiles the operator can either point the radar and stare 

at the target or continue to scan the radar back and forth over the scene. If the radar is 

used in staring mode the range profile display, known as the A-scope, is updated at the 

pulse repetition frequency of the radar but surveillance of the sea surface, known as the 

surface picture, is not maintained. If the radar is used in scanning mode the surface 

picture is continually updated but the range profile of the target in the A-scope is only 

updated at the scan rate of the radar.

8.4.1 Temporal correlation o f consecutive range profiles

Figure 8-5, shows the variation in the classifier matching score of 1600 integrated 

range profiles. For each of the 1600 range profiles plotted along the x-axis the 

likelihood that it was generated by database class ‘A ’ has been calculated and plotted as 

the y-axis value. For example, the likelihood that the first range profile in figure 8-5 was 

generated by database class ‘A ’ is 7.4. Note that these likelihoods are not normalised, 

take no account of prior probabilities and represent probability densities rather than 

actual probabilities. The likelihood indicates how characteristic the range profile is of 

the database class in question.
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output.

It can be seen that each range profile has a different likelihood. However, there are 

regions where the likelihood remains high or low for a number of consecutive profiles. 

These clumps of characteristic or uncharacteristic range profiles suggest that there is 

some correlation between the range profiles. Therefore, if the first range profile 

collected is uncharacteristic then the next few are likely to be uncharacteristic too. Thus 

there is relatively little new information supplied by each consecutive range profile 

compared to that provided by a range profile collected a few seconds later. Since there 

is little gain by staring at a target and at the cost of not maintaining surveillance of all 

the other targets, scanning may be preferred. Although, no information is collected on
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this target while the radar is performing the rest of the scan, information can be 

collected on other targets for use in classification decisions later. Careful use of the 

information on other targets can benefit both manual & automatic classification.

It should be re-iterated that all of the range profiles in this thesis are integrated 

range profiles, each formed from the sum of 250 single-pulse range profiles, and thus 

their signal-to-noise ratio is very high. It is well known, and confirmed in chapter 6, that 

if a signal has a low signal-to-noise ratio then it is more difficult to classify than a signal 

with high signal-to-noise ratio. Thus in instances when the signal-to-noise ratio is low 

there is significant benefit in continuing to stare at the same target and forming the 

integrated profile from a larger number of single-pulse range profiles. Hence, it is 

assumed that in all circumstances the radar will stare at a target for sufficiently long to 

ensure that any integrated range profiles have high signal-to-noise ratios.

8.4.2 Data collection strategy

For manual classification an operator would have difficulty concentrating on 

attempting to classify more than one target at a time. Thus during the few scans that he 

is analysing one target the radar computer could record the range profiles and aspect 

angles of the other targets on each scan. Then when the operator has finished classifying 

the first target he can immediately call-up from the radar computer several range 

profiles of the second target and each of these range profiles will be time separated and 

so yield new useful information which may include a characteristic range profile. 

Similarly, while he is analysing the second target even more information can be 

collected on the rest of the targets.
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A similar process can be used in automatic classification. Figure 8-6 shows the 

difference in probability of correct classification between a staring and scanning 

scheme. The data is from a staring radar but can be used to demonstrate the principle for 

different update/scan rates by skipping through the correct number of profiles to 

represent the scan period. Ten temporally consecutive range profiles were taken, their 

matching score to each class calculated individually and then these sub-classification 

results were combined into an overall matching score for the ten range profiles by 

calculating the arithmetic mean for each class. This is the same method of combination 

as technique number ii) in section 8.2 but with m equal to 10. An overall classification 

decision was then made by selecting the class with the best overall matching score. This 

process was then repeated for each set of 10 temporally consecutive range profiles in the 

target file. This process represents a radar staring at each target in turn for 10 range 

profiles at a time. The overall probability of correct classification was just less than 93% 

for the maximum likelihood classifier. The results for each classifier are plotted as the 

first point on each of the lines of figure 8-6 as staring at each target in turn is the same 

as multiple instances of scanning in a scenario with only one target. It should be noted 

however, that no time has been allowed for the radar to move between the different 

targets and that during this time no ATR information is collected. The assumption that 

the radar can jump from one target to another is realistic for some phased arrays but not 

for a mechanically steered antenna.

To represent a radar scanning over two targets the first range profile of target 1 was 

taken and its matching score calculated to each class. Then the matching score of the 

second range profile of target 2 was calculated followed by the matching score of the 

third range profile of target 1 and so on back and forth until the matching score of 10
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range profiles per target had been calculated. These matching scores for each target 

were then combined in the same way as for the staring case. This process was repeated 

for all of the targets and the average result for each classifier over different sets of two 

targets was plotted as the 2°^ points on each of the lines. The process was then repeated 

for different numbers of targets. Note that when there is only one target the scanning 

and staring cases are equivalent, the calculation is the same and hence they share the 

same data point.
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Figure 8-6: Comparison of scanning and staring strategies

As the number of targets observed in a scan increases so does the time to complete 

a scan and hence so does the independent information content of the set of ten range 

profiles used in the classification of each target. In figure 8-6 a 0.65% difference in 

performance from the staring case (one target) is considered statistically significant 

using a 95% confidence level hypothesis test. Figure 8-7 shows that the increase in 

classification performance between the staring case (one target) and the scanning cases
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(multiple targets) is statistically significant. Further, it can be seen that as the number of 

targets observed in a scan increases so does the probability of correct classification, 

although the rate of increase falls. Hence classification performance improves as more 

independent information is used in the overall classification decision. Thus, the antenna 

scan rate, target density and importance of the surface picture will determine which 

technique is used in which scenario.

An obvious extension to the preceding work is to combine the multiple looks, 

confidence thresholding and scanning techniques. For example, the radar scans over all 

the targets integrating the results of the matching scores from multiple range profiles for 

each target until a target can be classified with sufficient confidence. At this point the 

radar no longer collects range profiles from the classified target and spends more time 

on the remaining targets.

8.5 Decorrelation time versus rate of change of aspect angle

If the decorrelation effects could be understood then the correct time interval for 

obtaining the most independent data could be calculated and a modified version of 

Wald’s sequential test [Wald & Wolfowitz] could be used to set the confidence 

threshold to achieve the desired classification performance.

The variable nature of consecutive radar range profiles of targets is well known. 

Swerling proposed a number of standard target types that had different temporal 

correlations [Swerling]. Inggs and Robinson discuss the problem of rapid variation of 

ship range profiles with aspect angle when attempting to classify ships [Inggs and 

Robinson].
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There are a number of causes for the variability in range profiles experienced from 

one pulse to the next, many of which are due to changes in viewing angle of the target. 

These viewing angle dependent effects include glint, speckle, shadowing, anisotropic 

scatterers and rotational range migration. These effects are briefly discussed in chapters 

2 and 4 and covered in more depth elsewhere including Inggs and Robinson and Zhou et 

al as well as many radar textbooks. However, these viewing angle effects do not 

necessarily make a range profile completely unrecognisable if the change is small. For 

example, Li et al have shown that it is possible to classify range profiles from a scale- 

model of an air target using a classifier trained on range profiles recorded from a 

nearby, but different viewing-angle [Li et al].

For this data set recorded by a static clifftop radar variation in viewing angle was 

caused by the motion of the targets as they turned in front of the radar so that their 

signatures could be recorded at all aspect angles. An assessment of the aspect angle 

presented to the radar was made and encoded into the data but no attempt was made to 

record pitch and roll. If it were found that changes in aspect angle were the main cause 

of decorrelation in classifier output it would suggest that when a classifier was yielding 

low confidence results the radar platform should move so as to view the target from a 

different aspect. Therefore, it was decided to test whether changes in aspect angle were 

the main cause of decorrelation in classifier output.

Decorrelation was modelled using a negative exponential decay in the 

autocorrelation of the likelihood generated by the correct class. Figure 8-5 shows the 

likelihood that the recorded range profile from a target would have been generated by 

the matching database class for 1600 profiles as the target turns a circle in front of the 

radar. This output from the maximum likelihood classifier was broken up into groups of
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five hundred profiles and the scaling factor needed to fit the autocorrelation curve to an 

exponential decay was calculated. The mean scaling factor for each file was calculated 

and is plotted against the y-axis and denoted the decorrelation rate. On the x-axis of 

figure 8-7 is the rate of aspect angle change in degrees per profile for the target file. If 

changes in aspect angle were the dominant cause of decorrelation then the points in 

figure 8-7 would lie along a positive gradient line. As can be seen from figure 8-7 

although it would be possible to draw such a line, the line would not be a good fit to the 

data points. This finding suggests that there are other significant factors, such as pitch 

and roll, in addition to changes in aspect angle that cause the decorrelation.

There are only seven data files in the ‘same ship/same day’ test data set and the 

spread of these seven points did not demonstrate a clear relationship between 

decorrelation rate and rate of aspect change. Hence, the ‘training/same file’ and 

‘different day/different ship’ data sets were also used as test files to increase the number 

of data points plotted on figure 8-7.

R ate of a s p e c t  c h a n g e

Figure 8-7: Rate o f decorrelation versus rate o f aspect angle change.
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8.6 Conclusions

The two basic techniques of fusing classifier output over multiple observations of 

the same target and rejecting classification decisions that do not exceed a confidence 

threshold have been applied to three template-matching classifiers working on measured 

radar data of maritime targets. Results have shown there is a trade off between the time 

required to collect and classify observations and the ratio of correct classifications to 

mis-classifications and that these techniques are applicable to more than one classifier.

Temporal correlation in target observations generates temporal correlation in the 

classifier output. If this knowledge is combined with the multiple observation technique 

in a multiple target environment then the probability of correct classification of the 

targets may be improved by scanning over all targets continuously rather than staring at 

each one in turn. This new technique has been applied to the same set of maritime 

targets and shown to improve the probability of correct classification under certain 

conditions.

Finally, the hypothesis that the dominant cause of decorrelation of classifier output 

was changes in aspect angle was tested by plotting these two variables on a graph and 

visually assessing their fit to a straight line. A poor fit to a straight line was found and 

hence the hypothesis was rejected.

8.7 Further work

Usually, more than one range profile of a target is available for classification. When 

multiple range profiles are available the standard procedure is to find their average and 

classify this. Averaging is performed to improve the signal-to-noise ratio and reduce the 

effect of multipath and scatterer fluctuations. However, this may not be the best use of
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these multiple range profiles. Classification of individual single-pulse range profiles and 

then combination of the classification decisions, possibly using confidence levels, may 

give better overall performance. As part of this study it would be worth conducting 

further investigations into what form the multilook combination metric should take and 

how multilook and confidence levels can be combined as a function of signal to noise 

ratio.

Finally, stepped-frequency waveforms can be used to synthesise wide bandwidths 

that would be expensive to achieve in a single pulse, however, there are certain 

complications and trade-offs involved. It would be worthwhile to compare the 

classification performance of equivalent stepped frequency and instantaneous 

bandwidth systems, in a number of different scenarios, to quantify the performance loss 

incurred when using a cheaper system
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Chapter 9 Database extrapolation

9.0 Chapter summary

As it is often difficult and expensive to collect a representative range profile 

database of a target at all aspect angles this chapter examines the change in 

classification performance when templates from one aspect angle are used to classify 

test profiles from another aspect angle.

The drop in performance of the maximum likelihood, correlation and Euclidean 

classifiers are assessed when templates from the bow/stem and port/starboard mirror 

aspects are used. The classifiers’ performance is also examined when the aspect angle of 

the templates differs from the aspect angle of the test profile by between 5 and 25 

degrees. These drops in performance are examined as a function of the aspect angle of 

the templates and the confidence and multilook techniques described in chapter 8 are 

applied to attempt to counter the drop in performance.

The drop in performance varies from a few per cent to approximately 50 per cent as 

a function of both the relative aspect angle difference between the profiles and 

templates and the absolute aspect angle of the templates. Although the confidence and 

multilook techniques do improve the probability of correct classification when using 

these aspect-offset templates they are not always able to offset the drop completely.

Section 9.1 discusses the problem of collecting a representative data set and the 

routes by which this may be attempted. Section 9.2 discusses the method by which 

templates from one aspect angle are used to classify test profiles from another aspect.
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Section 9.3 presents the results and performs some analysis. Sections 9.4 & 9.5 

conclude and suggest further work respectively.

9.1 Introduction

9.1.1 The problem

As described in chapter 3 there are a large number of ways of classifying a radar 

range profile but most of these techniques require data representative of the target 

classes to train the classifier. Once trained, the classifier will be required to classify a 

target from whichever aspect angle the target is encountered in. Hence, the database 

used to train the classifier must contain information about a target’s signature at all 

aspect angles. This data may be collected in two different ways, either by illuminating 

actual targets with a radar or by using some model of the target.

9.1.2 The data collection solution

Recording radar range profiles of an actual target at all aspects can be difficult, as 

non-co-operative targets may be unwilling to allow their radar signature to be recorded. 

In such instances, illumination of a target for a prolonged period may be seen as a 

hostile act and result in the target trying to change its signature. A non-co-operative 

target may alter its course so as to present just one aspect-angle or even jam  the radar.

9.1.3 The modelling solution

The second approach to data collection is to use a model that predicts the target’s 

radar signature for all aspects. This model may take the form of either: a physical scale
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model of the target and suitable radar, or a software model of the target and the 

scattering processes.

If a scale model is used then it must be built of the correct material and a scaled 

frequency radar used, otherwise different scattering mechanisms will dominate and the 

target signature will not be the same as for the real target. In addition, sea surface 

scattering elements from the multipath via the sea surface would need to be scaled and 

this process is not completely understood.

If a software model is used the scattering mechanisms must be accurately modelled 

including multiple reflections of the radar pulse from different surfaces before the pulse 

is reflected back into the radar. For both types of model multipath via the sea surface 

should also be taken into account. Examples of using a software model include [Li et 

al.] and [Van der Heiden], although there are many more examples in the open 

literature. Li et al. simulate the radar range profiles of targets by simply summing the 

theoretical returns from a number of point scatterers randomly distributed across the 

surface of an aircraft. The derived range profiles are then used to investigate 

performance as a function of bandwidth and carrier frequency. However, their results 

must be treated with caution, as these simple models may be unrepresentative of 

measured data. Van der Heiden uses a much more sophisticated model by combining 

physical optics and ray tracing to model the radar range profile, then validating it 

against measured range profiles of aircraft. As there is reasonable agreement between 

Van der Heiden’s simulated and measured data, results derived from his simulated data 

are more likely to be observed in the real world than results derived from Li et al.’s 

data.
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To construct either physical or software models accurately, the detailed physical 

structure of the target must be known and included in the model. The models will also 

benefit from validation by comparing the modelled range profiles with measured range 

profiles of the target. However, ensuring the measured and modelled range profiles are 

from the same aspect and elevation angles may prove difficult.

9.1.4 A hybrid solution

Hybrid approaches that use modified measured data are also possible. Sharma & 

Subotic recorded ISAR images of a number of tanks as they rotated on a turntable 

[Sharma & Subotic]. They found that the ISAR image of a tank varied significantly if 

the turret was turned by a number of degrees even if the body remained fixed. As a 

target could be encountered at any aspect and with the turret at any articulation, the 

classifier needs to be able to compare an unknown target to each database class at each 

aspect and articulation angle, thus making the data collection problem more difficult by 

another degree of freedom.

However, Sharma & Subotic noticed that only the image pixels that covered the 

turret and gun changed. Hence, they recorded each target from all aspects with both the 

turret and body fixed and then at one aspect as the turret turned. The ISAR images were 

decomposed into body and turret segments which could be recombined to create a mock 

ISAR image of the body at any aspect plus the turret at any articulation. Although 

multipath and interference effects were not catered for, good classification performance 

was still achieved. This hybrid approach could be extended to cover any configuration 

change.
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Sharma & Subotic’s hybrid approach was designed to reduce the problem of 

collecting data for each target configuration at each aspect angle. However, the problem 

of collecting data from the target at each aspect angle remains.

9.1.5 The implemented solution

A different type of hybrid approach has been used here. Templates from one aspect 

angle are used to classify range profiles from another, following suitable manipulation. 

Ward suggested that a range profile could be resampled to extend over a greater or 

lesser number of range-cells to represent the same target at a slightly different aspect 

angle [Ward]. Thus a classifier only trained on targets at k degrees aspect angle could be 

used to classify a target at (k+a) degrees aspect by resampling the unknown range 

profile in the correct manner and comparing it to the database range profiles. This 

technique takes no account of a number of factors, such as: many scatterers are non

isotropic; scatterers may move in or out of each others’ radar shadow; glint; speckle; 

and the fact that the effective range resolution varies if a range profile is resampled to 

represent a different length target. However, including such factors accurately would be 

impossible without a detailed knowledge of the target. Lack of detailed knowledge of 

the target is an implicit assumption, otherwise there would be little need for using this 

data extrapolation technique.

Li et al have also investigated the change in the performance of a radar range 

profile classifier as a function of aspect angle. They examined the performance of an 

absolute correlation coefficient classifier as a function of aspect variation for a two-class 

problem using simulated data of aircraft. However, their model of the range profiles did 

not account for any of the factors described in the preceding paragraph and hence is of
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limited use in application to defining necessary database size in any real-world 

application.

Horey independently suggested that a range profile recorded at k degrees aspect 

could be reversed to represent the signature of the same target at an aspect angle of 

(180-k) degrees [Horey]. The symmetry between port and starboard observed in many 

maritime targets can also be used so that a range profile at k degrees aspect can be 

classified by a classifier trained on range profiles recorded at (360-k) degrees aspect. 

Glint, speckle, shadowing and anisotropic scatterers are as applicable here as for the 

(k+a) transformation but were similarly ignored for the same reasons. Indeed, the (180- 

k) and (360-k) transformations can be considered special cases of the (k+a) 

transformation suggested by Ward.

The (180-k) and (360-k) transformations were readily implemented and hence tested 

first. As can be seen in figures 9-6 and 9-9 classification performances were low but 

better than random. Hence it was decided to find the drop in performance from each of 

the transformations to aid in decisions regarding data collection requirements.

The three transforms described above were examined individually: bow/stem 

aspects were swapped as were port/starboard aspects and finally templates from aspects 

at 5,10 and 25 degrees greater aspect than the unknown profile were used. In this way a 

few range profiles recorded at k degrees aspect can be used to classify similar targets in 

the same class at many different aspects. In effect this is the same as populating empty 

parts of the database with data modified from the populated parts. Thus these 

transformations can either be seen as modifying the test profile to fit the database or 

vice versa.
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Figure 9-1 below, shows the aspect angles that can be populated in the target 

database with suitable manipulation of a range profile recorded at k degrees aspect. The 

five comments describe how the original range profile is manipulated to represent a 

range profile at the new aspect.

( 3 6 0 - k + a )

3. S q u a s h  o r  s t r e tc h  
o r ig i n a l  p r o f i le

(360-k-a)

2 7 0

(1 8 0 + k + a ]

5 . R e v e r s e  o r ig in a l  
p r o f i l e  t h e n  s q u a s h  
o r  s t r e tc h

( 1 8 0 + k - a )
1 8 0 - k + a

1 _ 0 r ig i n a l  r a n g e  pro f i le  
r e c o r d e d  a t  k 
d e g r e e s  a s p e c t

( k + a )

R a n g e  p r o f i l e s  
within a  d e g r e e s  
o f  k d e g r e e s  
a s p e c t :
s q u a s h  o r  s t r e tc h  
o r i g i n a l  p ro f i le

4 R e v e r s e  o r i g in a l  
p r o f i le  t h e n  s q u a s h  
o r  s t r e tc h

( 1 8 0 - k - a )

Figure 9-1: Aspect angles that can be represented by manipulation of a range 

profile at aspect k.

The multilook and confidence threshold techniques described in chapter 8 were 

then used to assess whether the drop in performance could be remedied to bring 

classification performance back up to an operationally useful level. If these techniques 

were successful, then the few easily obtained range profiles could be used to classify 

targets at all aspects while still achieving a sufficiently high probability of correct
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classification. Thus the problem of acquiring sufficient data to populate the database 

and hence train the classifiers would be significantly reduced.

The data set used for this chapter is the Lda data set described in chapter 5.

9.2 Method

9.2.1 Classifiers

The maximum likelihood, relative correlation and Euclidean classifiers, as 

described in chapter 3, were used to classify range profiles using templates generated by 

range profiles recorded at different aspect angles. The maximum likelihood classifier 

used a minimum likelihood of e’̂ °, as described in chapter 7. The distance reject and 

multilook techniques described in chapter 8 were then applied to all the classification 

results. The distance reject thresholds used were the same as those used in chapter 8. 1, 

10, 50 and 240 looks were used to assess the increase in classification performance 

generated by using multilook. Only single looks were considered for the confidence 

threshold results. A confidence threshold of zero was used for the multilook results, 

which is the same as not using a threshold. In this way the change in performance due to 

using these techniques could be assessed independently. Combination of the multilook 

and confidence threshold techniques is an area for future work.

It was suspected that classification performance under different transformations 

may have been heavily dependent on target symmetry and hence as many different 

types of target as possible should be assessed. Thus since the ‘different’ data set 

contained only 3 classes of target and the ‘same day/same ship’ data set contained 6 

classes it was decided to use the latter data set as the test data set in this chapter.
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Virtually all the range profiles in the ‘same day/ship’ data set were classified to 

give statistical significance to the results and to assess the classification performance 

that would be achieved in an operational scenario when the aspect angle encountered 

varies. However, range profiles from aspects near broadside were not used for the 

reasons already described in section 5.3. Additionally, for some of the experiments 

other aspects were not used for the reasons described in the relevant sections below.

9.2.2 Same-aspect

To assess any change in performance caused by using templates from one aspect to 

classify profiles of a different aspect, classification performance must first be 

determined when the correct aspect is used. Hence classification performance was 

determined for the three classifiers classifying range profiles using templates that were 

generated from range profiles recorded within 10 degrees of the test range profile. The 

window either side of the test range profile aspect was used for the reasons already 

discussed in section 4.5, that the aspects recorded for the test and training profiles are 

estimated and hence subject to error. In earlier chapters a total window size of 40 

degrees was used, but here the total window size was reduced to 20 degrees. The reason 

that the window size was reduced is most easily explained in the next section.

As the template aspects used in the classification process are the same as the test 

profiles' aspects, this experiment is denoted ‘same-aspect’ and acts as a benchmark. The 

templates and test profiles used in the performance calculations are different for each 

benchmark and transformation. The sections below describe why and how they are 

different and the aspects used are summarised in table 9-1.
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9.2.3 Port/Starboard

Classification performance was expected to drop when templates at (360-k) degrees 

aspect were used to classify a target at k degrees aspect due to differences in the 

port/starboard symmetry of many targets. To assess the performance drop the classifiers 

were restricted to using templates created by range profiles that were within 10 degrees 

of (360-k) degrees aspect. Note that when k is less than 5 or greater than 355 degrees the 

10 degrees error margin allows templates created by range profiles at k degrees to be 

used. The same effect occurs when k is near 180°. Hence, unknown range profiles 

within 10 degrees of end-on were not classified to allow for this fact and the errors in 

the estimation of aspect angle. Thus fewer range profiles were classified than for the 

same-aspect case above. If a total window size of 40 degrees aspect had been used as in 

earlier chapters then the number of test range profiles that were classified would be even 

less.

As the set of range profiles left unclassified were all close to end-on aspect, they 

may have a different probability of being correctly classified than the average range 

profile that was classified in the same-aspect case. Thus even if range profiles exhibited 

perfect port/starboard symmetry, it would be expected that the calculated probability of 

correct classification might be slightly different for this ’port/starboard’ case than for the 

same-aspect case as a number of range profiles that share a common feature have been 

excluded. However, the effect on classification performance is believed to be small. 

Figures 9-5 and 9-8, that show classification performance as a function of aspect angle, 

can be used to estimate this change in performance.
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9.2.4 Bow/Stem

To assess the drop in classification performance caused by using templates from the 

bow/stem mirror aspect, templates within 10 degrees of (180-k) were used to classify 

range profiles recorded at k degrees. Negative value aspects denote the aspect angle 

obtained by adding the negative aspect to 360 degrees. As described above, profiles 

within forty degrees of broadside were not used, hence there was no problem with test 

and training aspects overlapping as there was for the port/starboard experiment above.

The test range profile was range reversed so that the relative position of the 

scatterers reflected the imaging geometry used to record the database profiles.

9.2.5 Minor Angle

To assess the change in classification performance of using templates at (k+a) 

degrees to classify range profiles at k degrees aspect, templates that were between (k+a- 

10) and (k+a+10) degrees were used to account for aspect estimation errors. To ensure 

that the templates used in the classification process were from aspects closer to (k+a) 

than k, the templates used to classify the unknown profiles were further restricted to 

being at least a/2 degrees from the test profiles’ aspect. Thus, templates that were within 

both 10 degrees of (k+a) and a/2 degrees of k were not used. For example, when a=lCf* 

then (k+a-10) = k, thus without the > (k+a/2)' restriction templates from the same 

aspect as the test profile could be used.

For some range profiles, the uncertainties in the estimation of aspect-angles would 

mean that the template that was generated from the same aspect as the range profile, i.e. 

k degrees aspect, is labelled as coming from the (k-10) to k range. As templates were 

restricted to the (k+a/2) to (k+a+10) range, this means that even when a is zero.
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classification performance will be lower than the same-aspect case above. As ‘a ’ 

increases this effect is reduced. For example, when a= (f, templates can only be selected 

from the aspect window (k, k+10), whereas when a = l( f  templates can be selected from 

the aspect window (k-5, k+10). Thus the benchmark for these minor angle 

transformations lies somewhere between the ‘same aspect’ benchmark and a minor 

angle aspect change of zero degrees.

The test range profile was resampled to account for the change in the target's 

projected length along the radar line of sight. Resampling of a target range profile was 

achieved by interpolating or smoothing along the original range profile, as appropriate.

As discussed previously, targets at near broadside aspects exhibit a single-peak 

range profile at this range resolution, meaning there is little difference between the 

classes and hence classification performance is extremely poor. Thus there are no 

templates created from range profiles at aspects within forty degrees of broadside. 

Hence it was decided not to classify range profiles at k degrees aspect if (k+a) degrees 

aspect is within forty degrees of broadside. Similarly, if k is within forty degrees of 

broadside the profile is likely to consist of a single peak and hence is not classified. As 

‘a ’ increases so does the proportion of range profiles that are not classified. As the set of 

range profiles left unclassified are closer to broadside than to end-on aspect, they might 

be expected to have a lower probability of being correctly classified than the average 

range profile that was classified in the a= (f case. Thus their removal is likely to raise 

classification performance slightly. However, this effect is believed to be small and can 

be estimated from figures 9-5 and 9-14.
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9 .2 .6  Resampling o f range profile

Figure 9-2 shows how the unknown range profile can be manipulated so that it can 

be compared to templates at different aspects. Within figure 9-2: top left is the original 

profile, top right is the reversed profile, bottom left shows a stretched profile and bottom 

right shows a squashed profile. Alignment of the test and training templates and profiles 

occurs after this manipulation. Hence, the position of the profile within the range swath 

does not matter at this point in the process. Stretching and squashing the profiles were 

achieved by interpolation and averaging respectively.
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Figure 9-2: One range profile: (i) O riginal, (ii) Reversed , (Hi) Stretched & (iv) 

Squashed.
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Table 9-1 shows the aspects of the test profiles and templates used according to the 

transformation under examination. The first column shows the transformation 

technique. The second column shows the relationships between the aspect angles of the 

test profiles (k) and the nominal angle of the templates used to classify them (j). As 

stated above test profiles from all aspects were used in each classification run except 

near broadside and as listed in the section for each individual transformation. The third 

column shows the aspect angles from which test profiles (k) were not classified.

As described above, due to inaccuracies in aspect estimation, templates are actually 

selected from a window of aspects encompassing j  in addition to templates from j  

degrees aspect itself. Thus the fourth column of table 9-1 shows the window of aspect 

angle from which templates used to classify the test profile are selected in relationship 

to the test profile aspect.
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Database
extension
technique

Transformation
(k = test profile 

aspect, j = 
nominal 

database 
aspect)

Aspect angles of test 
profiles not used
(k = test profile 

aspect, ke (0,360) 
unless stated)

Aspect angles of 
templates (i = aspect 
of templates used to 
classify test profile, k 
= test profile aspect)

Same-aspect k = j kg (50,130), 
kg (230,310)

ie (k-10,k+10)

Port/Starboard k = 360-j
kg (0,10) 

kg (50,130), 
kg (230,310), 
kg (170,190), 
kg (350,360)

ie((360-k)-10, (360- 
k)+10)

Bow/Stern k =  180-j kg (50,130), 
kg (230,310)

ie((180-k)-10,(180-
k)+10)

Minor Angie k = j-a kg (50,130), 
kg (230,310).

le ((k+a)- 
10,(k+a)+10), 

l>k+a/2.

Table 9-1: Aspect angles relationships & windows o f different techniques.
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9.3 Results & Analysis

Table 9-2 shows the performance of all three classifiers using the various different 

techniques above to extend the database.

Database extension 
technique

Ciassification performance (%)

Maximum
likelihood
classifier

Correlation
classifier

Euclidean
classifier

Same-aspect 81 87 88

Port/Starboard 53 56 58

Bow/Stern 28 30 34

Minor Angle, a=0 72 77 78

Minor Angle, a=5 70 74 75

Minor Angle, a=10 66 68 70

Minor Angle, a=25 51 56 58

Table 9-2: Probability o f correct classification o f different techniques.

Analysis of the results within table 9-2 is performed by transformation type in the 

following sections.

9.3.1 Same-aspect range profiles

To provide a benchmark against which the drop in performance could be measured, 

the classification performance of all three classifiers was evaluated on the original range 

profiles using templates from the same and nearby aspects as the test profile aspect.
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M axim um  likelihood : % Correct 
Correlation : % Correct 
Euclidean ; % Correct 
M aximum likelihood : % C lassified 

B— Correlation : % Classified 
A— Euclidean : % Classified

2 3 4 5 6 7 8 9  
Confidence threshold number

Figure 9-3: Classification performance on same-aspect data versus confidence
threshold.

Figure 9-3 show s the performance o f all three classifiers using templates from the 

sam e-aspect as the test range profiles, at a range o f  confidence thresholds. As the three 

different classifiers all output different ranges o f  m atching-score values the actual 

numerical values o f  the confidence thresholds vary between classifiers, thus results are 

plotted versus confidence threshold number rather than confidence threshold value so 

that the same x-axis can be used for all three classifiers. The actual values to which each 

confidence threshold number refers can be found by exam ining figure 8-3. Only the first 

ten confidence threshold numbers have been used here rather than all 13 values in figure 

8-3 due to the poor statistical significance caused by the low  numbers o f samples 

exceed ing the more demanding thresholds.

N o attempt has been made to ensure that the same percentage o f  profiles are left 

unclassified for all three classifiers when using the same confidence threshold number. 

Rather, a range o f values has been selected for each classifier that covers the entire
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range of that classifier’s output values and these values have been numbered in 

ascending order. The same confidence thresholds have been used here as in chapter 8. 

Note that confidence threshold number 1 is a confidence threshold of zero for all three 

classifiers, which is equivalent to not using a confidence threshold at all for this specific 

implementation of the three classifiers.

Figure 9-3 shows that although classification performance is high at confidence 

threshold number 1, it is not perfect, even though the templates used were created from 

range profiles recorded at nominally the same aspect angle as the test profile. As the 

confidence threshold increases, so does the performance for the correlation and 

Euclidean classifiers. However, after initially rising, the performance of the maximum 

likelihood classifier falls. The performance of the correlation classifier also dips at the 

highest confidence threshold. These drops in performance are due to the effect of the 

small number of samples that exceed the confidence threshold at higher confidence 

threshold. At high confidence thresholds, most profiles are left unclassified: thus the 

effect of individual anomalous results on the percentage of correct classification is 

higher. Hence, all probabilities of correct classification obtained at very high confidence 

thresholds should be treated with caution, and the number of profiles classified checked 

to ensure statistical significance. At very high confidence thresholds no profiles exceed 

the confidence threshold for some classes, and so these classes are removed from the 

calculation. Note that the ‘percentage of profiles classified’ plotted in figure 9-3 is the 

mean percentage across all classes. This use of mean values hides the fact that some 

classes have very few profiles classified, while others have many. Examination of the 

maximum likelihood classifier confusion matrices shows that sample number falls to a 

very low level in some classes at confidence threshold number 6. Thus the estimate of
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the probability of correct classification at confidence threshold numbers 6 and above 

becomes increasingly inaccurate.
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Euclidean
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Figure 9-4: Classification performance on same-aspect data versus number of

looks.

Figure 9-4 shows the performance of all three classifiers on the same-aspect range 

profiles against the number of looks at the target. As was seen in chapter 8 the multilook 

technique improves the performance of all three classifiers. The performances of the 

correlation and Euclidean classifiers are raised to near 100 % and the performance of 

the maximum likelihood classifier is raised to 87%.
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Figure 9-5: Classification performance on same-aspect data versus template 

aspect angle.

As described in a number of preceding sections the test profile aspect defines the 

aspect window from which templates are selected to compare to the test profile. The 

size of this window varies, as does its position with respect to the test profile, for the 

reasons already described in the method section of this chapter. Thus the term ‘window 

key aspect’ will now be used to denote the key or principal aspect used to define the 

window for a set of results. For example, the window key aspect for the bow/stem 

experiment is (180-k), where k is the test profile aspect: similarly, the window key 

aspect for the minor angle change of 5 degrees experiment is (k->r5).

Figure 9-5 shows the performance of all three classifiers on the same-aspect range 

profiles as a function of window key aspect. The purpose of this chapter is to determine 

the change in classifier performance when the window key aspect is not the same as the 

test profile aspect. Hence, for most of the other results in this chapter, window key
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aspect and test profile aspect are different, but as this is the same-angle benchmark 

experiment, they are the same. Window key aspect rather than test profile aspect is 

plotted along the x-axis so that it is easier to see what classification performance can be 

achieved using a small number of templates built from range profiles obtained over a 

limited aspect. Thus to determine what can be achieved by range profiles recorded over 

a given range, say, 20-40 degrees aspect, the classifiers’ performance can be read off the 

performance versus aspect graphs over the range 20-40 degrees aspect on the x-axis. If 

the test aspect had been plotted on the x-axis instead, then the performance achievable 

using templates created from profiles recorded at 20-40 degrees aspect would be 

represented at different points on the x-axis for each graph depending on the 

transformation used.

The data has been grouped into bins of 10 degrees width. Thus a data point at 0 

degrees aspect represents the mean performance of the classifier using window key 

aspects between 0 and 9.9 degrees. No points are plotted in figure 9-5 for window key 

aspects in the ranges 50° - 129.9° and 230° - 309.9° as those aspects are too close to 

broadside where most of the range profiles consist of a single spike.

Figure 9-5 shows that the performance on the same-aspect data varies with window 

key aspect. It also shows that classification performance is not highest at end-on 

aspects. This latter finding was unexpected. It was expected that as end-on aspects give 

the highest projected length and thus highest effective within-target range resolution, 

they would also give the highest probability of correct classification. Instead, 

classification performance is highest at near end-on aspects. The lower performance at 

end-on, rather than near end-on, aspects could be attributed to errors in estimation of the 

aspect angle of either the training or test data. However, except for the maximum
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likelihood classifier at 180°, all three classifiers have a local minima, and symmetry 

about the minima, at both end-on aspects. Since many targets are physically symmetric 

about end-on, the physical processes will be similar, suggesting the points of symmetry 

and thus minima are indeed at end-on aspects. Thus the mis-estimation of aspect angle 

hypothesis can be rejected. A more likely explanation is that glint or shadowing has 

caused the misclassification at end-on aspects as these two phenomena are more 

probable at end-on aspects than elsewhere.

9.3.2 Port/starboard

Maximum likelihood: % Correct 
Correlation: % Correct 
Euclidean: % Correct 
Maximum likelihood: % Classified 
Correlation: % Classified 
Euclidean: % Classified

3 4 5 6 7 8
Confidence threshold number

Figure 9-6: Classification performance on port/starboard data versus confidence

threshold.

Figure 9-6 shows the performance of all three classifiers using templates from the 

port/starboard mirror image of the test profile aspect at a range of confidence thresholds. 

By comparison with figure 9-3, it can be seen from figure 9-6 that all three classifiers 

have suffered a drop in performance, at confidence threshold number 1, of
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approximately 30% compared to their performance using templates from the same 

aspect angle as shown in figure 9-3. However, examination of the confusion matrix 

shows that this drop in performance is not evenly spread across the 6 test classes. Three 

classes have dropped by significantly larger amounts than the other three classes. By 

comparing the results with 'Jane’s Fighting Ships’ii can be seen that the greatest drop in 

performance is observed for the target that has the least port/starboard symmetry 

[Jane’s]. However, all of the classes yielded a classification performance at least twice 

that expected by chance. From this it can be concluded that it is possible to use a port 

aspect template to classify a mirror-image starboard aspect profile and vice-versa. 

Further, loss in classification performance will vary from class to class but it may be 

possible to estimate the drop in a particular class from examination of a class's 

port/starboard symmetry.

Figure 9-6 is similar to figure 9-3 in that the correlation and Euclidean classifiers 

benefit from using high confidence thresholds but the maximum likelihood classifier 

does not. As in figure 9-3, strange behaviour is seen as confidence threshold 10 is 

approached due to small sample numbers. Figure 9-6 could be interpreted to suggest 

that confidence thresholds can be used to improve the performance of the Euclidean and 

correlation classifiers back up to their original levels. However, this interpretation 

should be validated on more data to ensure that small sample numbers have not given 

misleading results.
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Figure 9-7: Classification performance on port/starboard data versus number of

looks.

Figure 9-7 shows the performance of all three classifiers using templates from the 

port/starboard miiTor image of the test profile aspect against the number of looks at the 

target. With 240 looks the performance of all three classifiers has increased by different 

amounts, halving the number of errors of the Euclidean classifier. However, the 

multilook technique is not capable of achieving the near 100% perfonnance achieved by 

the correlation and Euclidean classifiers on the same-aspect data even using 240 looks, 

as was seen in figure 9-4. 100% probability of correct classification may be achievable 

using an even greater number of looks, but this must be traded off against the greater 

time required to collect the looks and the difficulty in acquiring them.
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Figure 9-8: Classification performance on port/starboard data versus template 

aspect angle.

Figure 9-8 shows the performance of all three classifiers using templates from the 

port/starboard minor image of the test profile aspect as a function of aspect angle. Note 

that there are no results between aspect angles 0 to 10, 170 to 190 and 350-360 degrees 

to prevent overlap of the training templates with the test profile, as described in the 

method section of this chapter. Figure 9-5 showed that the performance of the three 

classifiers at end-on aspects is similar to the performance of the three classifiers across 

all aspects as given in table 9-1. Hence it is expected that leaving end-on aspect profiles 

unclassified will have little effect on the performance calculated for this port/starboard 

transformadon.

Examination of the maximum likelihood classifier confusion matrices found that 

there was a bias in classification toward a certain class. This bias caused a large fraction 

of the mis-classifications to incorrectly declare the target to be of the shortest class. This
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same bias also applied when classifying profiles that did belong to the shortest class. 

Thus the shortest class achieved artificially high classification performance. This 

artificially high performance on shortest class profiles cancels out some of the drop in 

performance caused by the bias on the other classes. However, there were no shortest 

class profiles at 140-150 degrees aspect, either due to mis-estimation of test profile 

aspect angles or an incomplete circle of data. Thus the full effect of the bias contributes 

to the low percentage correct at 140-150 degrees aspect in figure 9-8 where 

performance of the maximum likelihood classifier is particularly low.

9.3.3 Bow/stern mirrored range profiles
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Figure 9-9: Classification performance on bow/stern data versus confidence

threshold.

Figure 9-9 shows the performance of all three classifiers using templates from the 

bow/stem mirror image of the test profile aspect at a range of confidence thresholds. By
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com parison with figure 9-3, it can be seen that all three classifiers have suffered a drop 

in performance, at confidence threshold number 1, o f  approxim ately 55% compared to 

their performance when the templates were selected from the sam e-aspect as the test 

range profiles. H owever, this drop in performance is not even ly  spread across the 

classes. At confidence threshold number 1, three o f  the classes have probabilities o f  

correct classification better than 40% and the other three have probabilities o f correct 

classification that are less than or equal to random (14% ). It is difficult to assess the 

relative bow /stem  symmetry o f the six targets to determine if  this is the main cause of 

the very different classification performance on different classes. H ow ever, it was noted 

that the three classes that retained som e classification performance were the targets most 

easily  separated from the other targets using length. This suggests that the performance 

o f the three higher performance classes may drop significantly if  other targets o f  similar 

length were added to the training classes.
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Figure 9-10: Classification performance on bow/stern data versus number of

looks.

191



Figure 9-10 shows the performance of all three classifiers using templates from the 

bow/stem mirror image of the test profile aspect, against the number of looks at the 

target. Using 240 looks the performance of all three classifiers has increased by 5 per 

cent. This increase in performance is much less than when the multilook technique is 

used for the same-aspect and port/starboard data. This smaller increase is probably due 

to the lower classification performance achieved using a single look, upon which the 

multilook technique builds.
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Figure 9-11: Classification performance on bow/stern data versus template 

aspect angle.

Figure 9-11 shows the performance of all three classifiers using templates from the 

bow/stem mirror image of the test profile aspect as a function of aspect angle. It can be 

seen that classification performance is worse than random (14%) over the template 

aspect range 20-30 degrees. This is because a number of the higher performance classes 

do not have range profiles in this range and thus performance is dominated by the three 

classes that have very poor performance.
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It can be seen in figure 9-11 that the three classifiers sometimes follow the same 

pattern as each other, as they do over the 0 to 50 degree range in figure 9-11. However, 

at other times they are almost in anti-phase, for example, over the 130 to 230 degree 

range. This suggests that some form of fusion between the classifiers may give a higher 

overall probability of correct classification if they can be combined in the correct 

manner. A significant amount of work by other authors has gone into developing and 

testing techniques to combine classifiers. For example, Xu et al describe a number of 

voting methods together with Bayesian and Dempster-Shafer combination methods [Xu 

et al]. Woods et al use dynamic classifier selection rather than fusion in that they use the 

classifier that has the highest number of nearest neighbours correct [Woods et al]. Wang 

et al present a hierarchical classification fusion process whereby the primary classifier 

effectively asks other classifiers for a second opinion in situations where it is not 

confident about the result [Wang et al]. Classifier fusion appears to be a promising area 

of work, albeit at a cost of higher computational complexity.

9.3.4 Minor angle transformations

The limitations on the range of aspect angles from which templates can be selected 

has already been discussed in detail in section 9.2.5. The need for a zero degrees, minor 

angle transformation to act as a second benchmark to account for window size, was also 

discussed. Depending on the magnitude of the minor angle transformation, the most 

appropriate benchmark will lie somewhere between the two control values.

The difference in performance between the two controls shows that limiting the 

window size does have a significant effect on performance, in agreement with other 

work. For example, as discussed in section 5.3, Leonard showed that the probability of
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correct classification initially increases with window size then decreases [Leonard]. As 

the zero degree transformation case has the most limited window, 10 degrees only, it 

will show the greatest difference in performance due to this effect. The limitation on the 

25 degree transformation case is such that it has the same window size and window 

positioning as the same-aspect data case. Hence, the difference in performance between 

the 25 degree aspect change and the same-aspect case is entirely due to the change in 

aspect and the window size has no effect. For the difference between the 0 degree aspect 

change and the same-aspect case it is the other way around. The 5 and 10 degree aspect 

change cases lie between these two extremes, as the performance difference is a 

function of both effects.

9.3.5 0 degree transformation
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Figure 9-12: Classification performance on 0 degrees angle change data versus

confidence threshold.
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Figure 9-12 shows the performance of all three classifiers at a range of confidence 

thresholds using an artificially limited window size. It can be seen that all three 

classifiers have suffered a drop in performance, at confidence threshold number 1, of 

approximately 10% compared to their performance using the 20 degree window size. 

This drop is caused by the mis-estimation of aspect angle in either the training or test 

data. As the window of aspect angles from which to select templates is limited to being 

at an aspect angle greater than the test profile, if the aspect angle of the training profiles 

is underestimated by a larger amount than the test profiles are underestimated, then the 

nearest aspect template available will be different from the test profile aspect by at least 

this many degrees.
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Figure 9-13: Classifcation performance on 0 degrees angle change data versus 

number of looks.
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Figure 9-13 shows the performance of all three classifiers against the number of 

looks at the target using an artificially limited window size. It can be seen that the 

performance of the maximum likelihood classifier is less using 240 looks than 50 looks. 

Examination of the confusion matrix shows that this drop in performance occurs only in 

a couple of classes and is caused by sequences of high confidence mis-classifications 

that exert influence over a larger number of results due to the multi look process. This 

may suggest that either a more sophisticated multilook process is required or that there 

should be a limit on the number of classification results combined. Further analysis, 

using other data sets would be needed to determine which was the best strategy.

In comparison to the performance of the correlation and Euclidean classifiers 

shown in figure 9-3, classification performance does not reach 100% even at 240 looks 

when using this limited template aspect window. This failure to reach 100% correct 

cannot be attributed to a subset of the aspects, as can be seen in figure 9-14.
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Figure 9-14: Classification performance on 0 degrees angle change data versus 

template aspect angle.
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Figure 9-14 shows the performance of all three classifiers as a function of aspect 

angle using an artificially limited window size. As the template aspect angle window is 

limited to selecting templates estimated to have aspects above the test profile aspect and 

there are no templates formed for the 50 to 130 and 230 to 310 degree regions, the test 

profiles in the 40 to 50 and 220 to 230 degree regions have an even smaller size window 

from which to select templates that match. This effect is most extreme for test profiles 

with an estimated aspect of 49 or 229 degrees which have a window size of less than 

one degree from which to select matching templates. This effect can be seen in figure 9- 

14 where the points corresponding to the 40 to 50 and 220 to 230 degree results are 

much lower than the corresponding points in figure 9-5 even after the general 10% 

difference between figures 5 and 14 is accounted for. Note that this effect is much 

reduced in the 5, 10 and 25 degree change cases because some templates in the range 

k+a/2 and k+a can be used.
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9.3.6 5 degree transfonnation
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Figure 9-15: Classification performance on 5 degrees angle change data versus

confidence threshold.

Figure 9-15 shows the performance of all three classifiers using templates from 5 

degrees greater aspect than the test profile at a range of confidence thresholds. A 

performance drop of approximately 3 % compared to the 0 degrees case can be seen at 

confidence threshold 1. However, the real drop may be more than this, as the effect of 

window size described above is less here and the benchmark against which to compare 

figure 9-15 lies somewhere between figures 3 and 12. Figure 9-15 also exhibits a drop 

in the classification performance of the Euclidean classifier at higher confidence 

thresholds. However, this is an artefact due to some of the high performance classes 

having no range profiles that generate confidence values that exceed the threshold. 

Hence the same comments made in section 9.3.1 regarding taking care when using high
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confidence thresholds and checking that all classes still classify a statistically significant 

number of profiles apply here too.
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Figure 9-16\ Classification performance on 5 degrees angle change data versus

number of looks.

Figure 9-16 shows the performance of all three classifiers using templates from 5 

degrees greater aspect than the test profile against the number of looks at the target. 

Using multiple looks has increased the performance of all three classifiers, although the 

performance increase is much more significant for the Euclidean classifier than for the 

maximum likelihood classifier.
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Figure 9-17: Classification performance on 5 degrees angle change data versus 

template aspect angle.

Figure 9-17 show s the performance o f all three classifiers using templates from 5 

degrees greater aspect than the test profile as a function o f aspect angle.
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9.3.7 10 degree transformation
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Figure 9-18: Classification performance on 10 degrees angle change data

versus confidence threshold

Figure 9-18 shows the performance of all three classifiers using templates from 10 

degrees greater aspect than the test profile at a range of confidence thresholds. The drop 

in performance at confidence threshold number 1 is approximately 8 % compared to the 

0 degree transformation benchmark and 17 % when compared to the same-aspect data 

benchmark. The correct reference point from which to measure the drop in performance, 

due to using templates that are from 10 degrees higher aspect than the test profile, lies 

somewhere between these two points for the reasons already described.
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Figure 9-19: Classification performance on 10 degrees angle change data

versus number of looks

Figure 9-19 shows the performance of ail three classifiers using templates from 10 

degrees greater aspect than the test profile against the number of looks at the target. 

Using multiple looks has increased the performance of all three classifiers, although the 

perfoiTnance increase is much more significant for the correlation and Euclidean 

classifiers than for the maximum likelihood classifier.
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Figure 9-20: Classification performance on 10 degrees angle change data 

versus template aspect angle.

Figure 9-20 show s the performance o f all three classifiers using templates from 10 

degrees greater aspect than the test profile as a function o f aspect angle. In figure 9-20  a 

local minimum for all three classifiers can be seen for the 10 degrees data point. It is 

thought that this minimum may be due to the same effect that caused a minimum at the 

0 degrees data point in figures 5 and 14. The reason that the m inimum has m oved by 10 

degrees along the x-axis is due to the 10 degrees angle change, such that the minima at 0 

degrees in figures 5 and 14 and at 10 degrees in figure 9-20  all show  the performance on 

test range profiles from the same range: 0 to 9.9 degrees aspect. Further evidence to 

support this theory can be found in figure 9-23 below , where a m inim um  at 20 degrees 

aspect can be found after an angle change o f 25 degrees. This sam e shifting to the right 

can be seen in the local maximum at 320 degrees in figure 9 -14  after a 0 degrees 

change, 330 degrees in figure 9-20 after a 10 degrees change, and at 340 in figure 9-23  

after a 25 degrees change. A similar case could be made for the m inim a near 140 and
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180 degrees in the figures. As these characteristic points m ove with the test profile 

aspect and not the template aspect this suggests that it is som ething in the test data 

rather than the templates that has caused aspect angle dependent classification  

performance.

There are few er data points in figure 9-20  than figures 14 and 17. Data points at 

130 and 310 degrees would give the mean performance o f templates in the ranges 130 

to 140 and 310  to 320 degrees on test range profiles in the ranges 120 to 130 and 300 to 

310 respectively. H owever, as described above, test range profiles in those two ranges 

are not classified  because nearly all targets exhibit a single point at near broadside 

aspect. H ence, there are no results for the 130 and 310 positions.

9.3.8 25 degree transformation
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Figure 9-21: Classification performance on 25 degrees angle change data

versus confidence threshold
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Figure 9-21 show s the performance o f all three classifiers using templates from 25 

degrees greater aspect than the test profile at a range o f  confidence thresholds. The drop 

in performance at confidence threshold number 1 is approxim ately 30% compared to the 

sam e-aspect data benchmark. In this case, the 25 degree aspect change is large enough  

that the w indow  size from which templates are selected is unaffected by the requirement 

that the templates should have aspects that differ from the test profile by at least half the 

angle change. Thus the effects described in the 0 degree transformation section do not 

apply here and the results o f this section can be compared directly to the sam e-aspect 

benchmark.
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Figure 9-22: Classification performance on 25 degrees angle change data

versus number of looks.

Figure 9-22 show s the performance o f all three classifiers using templates from 25 

degrees greater aspect than the test profile against the number o f looks at the target. The 

drop in classification performance o f the m aximum likelihood classifier at 250 looks 

occurs in the same manner and for the same reason as the drop in figure 9-13.
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Figure 9-23: Classification performance on 25 degrees angle change data 

versus template aspect angle.

Figure 9-23 show s the perfoiTnance o f all three classifiers using templates from 25 

degrees greater aspect than the test profile as a function o f aspect angle. The same shift 

to the right o f  characteristic points can be seen in figure 9-23 as was observed in figure 

9-20.

There are few er data points in figure 9-23 than figures 14, 17 and 20. The templates 

in the 130 to 155 and 310 to 335 degree ranges w ould classify  test profiles in the 105 to 

130 and 185 to 310 degree ranges respectively, and these are considered too close to 

broadside. H ence, there are no results for the 130, 140, 310 and 320 positions.
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9.3.9 Performance versus minor angle change
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Figure 9-24: Classification performance versus aspect change.

Figure 9-24 show s the performance o f  the three classifiers as a function o f the 

difference between the aspect angle o f the test profiles and the aspect angle o f the 

templates used to classify them. As described above, it is d ifficult to calculate the 

benchmark against which to compare som e o f these results. The correct benchmarks for 

the 5 and 10 degree changes lie between the sam e-aspect benchmark and the 0 degree 

transformation benchmark, hence both benchmarks have been plotted in figure 9-24. It 

can be seen that the drop in performance o f all three classifiers is approximately linear 

with aspect change. Hence, it is probably safe to assum e that the drop in performance 

that would be expected for aspect changes o f  between 0 and 25 degrees could be read 

o ff this graph. To estim ate the performance o f a classifier for aspect changes greater 

than 25 degrees, extrapolation o f the points in figure 9-24  could be performed. 

H owever, the estim ate would becom e increasingly inaccurate, as performance is highly  

variable with template aspect as shown by figures 17, 20 and 23. In addition, more
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complex non-linear effects may come into play as the templates and test profiles 

become separated by more than 90 degrees.

9.3.10 General results and analysis

Table 9-1 and figure 9-24 show that, for a given transformation type when only a 

single look and no confidence threshold are used, the drop in performance is similar for 

all three classifiers. Thus it is probable that the average drop in performance of one 

classifier over a range of aspect angles could be predicted from the drop in performance 

of another classifier for a given transformation. However, figures 5, 8, 11, 14, 17, 20 

and 23 show that it is not possible to predict the performance of one classifier from 

another at a given aspect angle.

9.4 Conclusions

The results show that it is possible to use a training template from one aspect to 

classify a test profile from a related aspect, but that the probability of correct 

classification is much lower than if a template from the same aspect is used. The drop in 

performance is similar for all three classifiers though other classifiers not examined here 

may be either more or less robust.

The drop in performance depends on the relationship between the test and training 

aspects. Using templates from the port/starboard or bow/stem mirror image aspects 

cause probability of correct classification to fall by 30% and 55% respectively. Using 

templates from nearby aspects causes performance to fall by an amount that is 

approximately proportional to the difference in aspect angle, rising to 30% at 25 degrees 

difference.
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The distance reject and multilook techniques have been successful in raising the 

probability of correct classification in each instance. However, they have not been able 

to raise classification performance up to the near 100% that they achieve for two of the 

classifiers on same-aspect benchmark results. Thus the drop in performance cannot be 

fully remedied and the requirement to collect data from all aspects remains if near 100% 

performance is required. Whether 100% correct classification is required will depend on 

the reason for the classification process. It is likely that different minimum levels of 

classification performance are needed for the different applications in search and rescue, 

counter-smuggling, intelligence, surveillance, weapon targeting and policing.

The graphs that plot classification performance versus template aspect-angle show 

that the drop in performance is not even across aspects. This information could be used 

to devise a data collection strategy. For example, if one set of aspects suffered a larger 

drop in classification performance than most when templates from a different aspect 

was used, more effort could be spent on obtaining target data at those aspects than was 

spent elsewhere.

9.5 Further work

The results presented in this chapter are all from the same data set, hence it would 

be useful to gain further confidence in the results by performing the same experiments 

on a number of other data sets to check that the results are not data set specific.

This chapter has examined using data from one aspect angle to classify targets at a 

number of other aspects. All of these other aspects have been related to the template 

aspect by some simple transformation. No work has been done to combine these 

transformations to assess whether it is possible to calculate the drop in performance
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expected when the aspect of the template used is reflected both in the bow/stem and 

port/starboard axes, for example. Further, it would be useful to know what performance 

would be achievable if only one template were available and what aspect this template 

should be to achieve the highest overall performance. If these results were known then 

they could be used to determine a data collection strategy to collect the minimum 

necessary information on the targets of interest.

As discussed in chapter 5, the test and training data sets were both recorded on the 

same target set, on the same day, under exactly the same conditions. Hence, they are 

more highly correlated than a database would be to a set of targets encountered under 

operational circumstances. Thus the classification performances achieved on this data 

set are significantly higher than would be achieved in practice. Hence, it would be 

useful to collect a data set that had a more realistic independence between the test and 

training sets. Experimentation on this new data set would then show if the relative drop 

in performance were more or less than found on the data set used here and a more 

informed conclusion about the feasibility of this approach could be drawn. The 

‘different’ data set could be used as this more independent data set but, as noted before, 

it only contains three target classes and due to the strong suspected dependence of 

results on target symmetry a larger range of targets classes should be considered to 

obtain a meaningful result.

The three template based classifiers that were used in this study were found not to 

be robust to using a template from a different aspect. However, as described in chapter 3 

there are a wide range of classifiers and some of these may be more robust. It would be 

useful to repeat this study using a wider range of classifiers to determine if data 

collection problems could be overcome by using a different classifier.
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Chapter 10 Conclusions and Further Work

The sections below provide a summary of the work described in each chapter and 

the options for further work arising from that chapter. In the final section of this chapter 

an overall conclusion for the thesis as a whole is presented.

10.1 Summary of chapter 1: Background and aims of thesis

Radar can be used both day and night and in all weathers and has been used for 

surveillance of vehicles on land, sea and in the air by both the military and civil sector 

for many years. Improvements in technology mean that radar range resolutions of one 

metre and even finer are now increasingly common. These high range resolutions allow 

the spatially separated scatterers that compose a large, complex target to be resolved 

from one another and plotted as a range profile of the radar reflectivity of a target. 

These range profiles are thought to be characteristic of target type and hence may be 

used to classify large targets either manually by a trained operator or automatically by a 

computer.

Range profiles have been a popular mechanism for automatic target recognition 

because they can be collected while maintaining surveillance of the surrounding area 

and do not require sophisticated radar hardware. They are also a very mature technology 

because of the relatively simple hardware requirements and their history of use in 

manual classification. Hence, a large number of authors have used a wide range of 

techniques to automatically classify air, land and sea-surface targets using high 

resolution radar range profiles.

211



Historically, range profile automatic target recognition papers have focused on 

describing a new or improved way to discriminate between different targets using their 

range profiles and then demonstrating that this technique can correctly classify a set of 

targets a high proportion of the time. The aim of this thesis has been to investigate 

techniques that can improve the operational performance of these existing algorithms. 

Thus this thesis has examined the problems that occur when applying existing automatic 

target recognition algorithms to realistic scenarios. A number of these problems have 

been selected and techniques to combat them have been developed and tested. In 

particular, this thesis has developed techniques to combat: variable signal-to-noise 

ratios, variable target configuration, range profile collection strategy in a multiple target 

environment and extending a database to cover aspect angles of a target that have not 

been recorded.

10.2 Summary and further work from chapter 2: Radar

The target, the imaging scenario, the radar platform and the radar itself define the 

amount of information available to a radar range profile classifier in a given scenario. 

Thus, together with the processing power available to the classifier, these four factors 

define the limits of the solution space to the problem of using high-resolution radar 

range profiles to classify ship targets. These factors are discussed and used to highlight 

a number of difficulties that arise when attempting to classify real ship targets under 

operational circumstances. Several of these difficulties are selected for more detailed 

examination and techniques developed to overcome them in the later chapters.

The techniques developed in later chapters to overcome some of the operational 

difficulties highlighted may also be applicable to similar problems. For example, radar
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range profiles of ground and air targets, Doppler signatures, SAR and ISAR images 

collected by coherent radars and information from acoustic, seismic, sonar, magnetic 

and electro-optic sensors may all be classified using similar techniques and will be 

subject to many of the same problems. Hence application of the techniques developed in 

this thesis to these other domains may well achieve improvements in classification 

performance with little extra effort.

This study has been limited to considering the operational performance achievable 

using a single radar system. However in many scenarios co-operation with other sensor 

systems and platforms for example multi-static radar and the fusion of data with other 

sensors may be possible. The latter concept of sensor fusion has been examined 

elsewhere by other authors in a number of studies but it is unlikely that resources have 

allowed for much algorithm research to be conducted on the combined information. To 

gain a complete picture of the performance achievable using high-resolution radar range 

profiles, algorithm research in the area of sensor fusion should be considered as an area 

for further work.

One of the operational issues that was described in chapter 2 but not examined in 

detail later in the thesis was the issue of supplying sufficient computational power to 

provide classification decisions within the required reaction times. Hence an important 

issue for further work is to assess the additional computational burden imposed by the 

techniques developed in this thesis.

10.3 Summary and further work from chapter 3: Automatic target recognition

Automatic target recognition is the application of pattern recognition techniques to 

target signatures. There are a large number of pattern recognition techniques and these
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can be broken down in a number of ways. The author has broken down the most popular 

types of techniques into template matching, feature-based, genetic algorithms and neural 

nets. Each of these types of techniques is described together with their strengths and 

weaknesses.

All of the techniques developed in later chapters have been applied to the 

maximum likelihood classifier and some of the techniques have also been applied to the 

correlation and Euclidean classifiers. The confidence levels, multilook and database 

extrapolation techniques could be applied to many of the other pattern recognition 

techniques with little modification. The noise robustness and minimum likelihood 

techniques could be applied to a few of the other pattern recognition techniques but 

some further work may be required for interpretation and implementation. Hence if one 

of the other pattern recognition techniques was deemed more suitable for an application 

than a Bayesian classifier it may be possible to apply one or more of the techniques 

developed in the later chapters of this thesis.

10.4 Summary and further work from chapter 4: Pre-processing

Normalisation and alignment are pre-processing stages that are common to the 

application of many of the pattern recognition techniques to radar range profile 

classification of ships. In addition, target length and aspect angle determination and 

distribution-fitting processes can be used by a number of classifiers to improve their 

probability of correct classification. All of these pre-processing techniques are described 

in detail together with the different ways they can be implemented.

The maximum likelihood classifier used in this study assumes that the fluctuations 

of range-cell amplitude within an aspect angle bin can be described by stationary
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statistics, however it can easily be shown that they are non-stationary. Modelling the 

statistics as non-stationary may yield higher performance. This may involve re

assessing the best-fit distribution to the statistical fluctuations, now that the structural 

fluctuations have been removed. The assumption that the variability of range-cell values 

can be accurately modelled by independent gamma distributions appears to be invalid 

given that the correlation and Euclidean classifiers achieve a higher probability of 

correct classification than the maximum likelihood classifier on the data set. Therefore, 

the distribution fitting process in particular is worthy of further investigation.

10.5 Summary and further work from chapter 5: Classifier implementation

The data set used in this study is the ‘Lda’ data set that has been used by a number 

of other authors. The data set consists of integrated range profiles, where each 

integrated range profile is formed from the sum of 250 single-pulse profiles. This data 

set has been broken down into three sub-sets and one sub-set used to train the 

correlation. Euclidean and maximum likelihood classifiers. A selection of the pre

processing techniques described in chapter 4 was used to condition the data.

A short-length fine was used to overcome the differences in length between 

templates and test profiles. Both the selection of the value of the short-length fine and 

its implementation were approached in a fairly ad-hoc manner but produced worthwhile 

results. Hence a more careful examination of this issue would be likely to be fruitful.

This data set of integrated range profiles recorded by a ground-based radar has been 

used in both chapters 6 and 8 to represent single-pulse profiles and in all chapters to 

represent range profiles recorded by an airborne system. While it is believed that the 

data set is sufficiently representative for the purposes for which it has been used, this
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cannot be known for certain unless actual airborne pulse by pulse data is collected and 

tested. In addition, the techniques developed in this thesis have only been tested on this 

single data set, hence collection of a second data set would allow confidence to be 

gained that the results achieved are representative of the general case and not just the 

data set used.

Due to the range-resolution of the Lda data set it was decided not to attempt 

classification of range profiles within 40° of broadside. With careful examination of the 

Lda data set or if a new higher resolution data set were collected it might prove possible 

to increase the range of aspect-angles that were classified.

10.6 Summary and further work from chapter 6: Robustness to a falling signal- 

to-noise ratio

The thermal noise process has been modelled and used to add synthetic noise to real 

radar range profiles to generate realistic pulse-to-pulse and integrated range profiles as 

would be recorded by a typical maritime surveillance system. A novel algorithm has 

been developed to give a level of robustness to the maximum likelihood classifier when 

encountering low signal-to-noise ratio range profiles. The algorithm adjusts the database 

to match the signal rather than the other more traditional way around. Two versions of 

this algorithm have been tested on range profiles at a wide variety of signal-to-noise 

ratios and their performance compared to the correlation classifier, the basic maximum 

likelihood classifier and the maximum likelihood classifier operating on range profiles 

adjusted to match the database. The new algorithm was found to improve classification 

performance at intermediate signal to noise ratios significantly and could improve 

performance at lower signal-to-noise ratios if the signal-to-noise ratio was known.
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The new technique described in this chapter modelled the signal plus noise 

distribution by modifying the parameters of the signal distribution. However, this is 

based upon the assumption that the distribution does not change due to the noise 

corruption. If the new signal plus noise distribution could be calculated by following the 

Ricean derivation process but using the target model distribution rather than a constant 

signal then the noise corruption process could be accounted for even more accurately 

and an even higher probability of correct classification may be achieved.

Another area that would be of interest would be to compare the results here to the 

performance that could be achieved using Glendinning’s method of training the 

classifier at a variety of signal-to-noise ratios by corrupting the training data set with 

synthetic noise. Comparison of these results with those achievable using methods that 

classify the more noise-resistant features of a range profile would also be of interest.

10.7 Summary and further work from chapter 7: Minimum likelihood

The minimum likelihood technique was devised to overcome the ‘same ship/same 

day effect’. It has been unsuccessful in doing so although it has been shown to be able 

to improve classification performance slightly by overcoming the problem of poor 

modelling of the probability density of zero and near-zero amplitude range-cells.

The binary classifier was constructed for interest and completeness by extending 

the minimum likelihood concept to its extreme. Performance is surprisingly high and 

comparable to the maximum likelihood classifier. This suggests its continued 

investigation and possible use in simple processing algorithms. A further possibility is 

to implement the binary classifier using a binary non-electronic process as an alternative
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to the need for a computer chip to improve speed: examples of this can be found in 

optical and quantum computing.

10.8 Summary and further work from chapter 8: Confidence levels and 

temporally correlated multiple looks

The two basic techniques of fusing classifier output over multiple observations of 

the same target and rejecting classification decisions that do not exceed a confidence 

threshold have been applied to three template-matching classifiers working on measured 

radar data of maritime targets. Results have shown there is a trade off between the time 

required to collect and classify observations and the ratio of correct classifications to 

mis-classifications and that these techniques are applicable to more than one classifier.

Temporal correlation in target observations generates temporal correlation in the 

classifier output. If this knowledge is combined with the multiple observation technique 

in a multiple target environment then the probability of correct classification of the 

targets may be improved by scanning over all targets continuously rather than staring at 

each one in turn. This technique has been applied to the same set of maritime targets 

and shown to improve the probability of correct classification under certain conditions.

Finally, the hypothesis that the dominant cause of decorrelation of classifier output 

was changes in aspect angle was tested by plotting these two variables on a graph and 

visually assessing their fit to a straight line. A poor fit to a straight line was found and 

hence the hypothesis was rejected.

Usually, more than one range profile of a target is available for classification. When 

multiple range profiles are available the standard procedure is to find their average and 

classify this. Averaging is performed to improve the signal-to-noise ratio and reduce the
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effect of multipath and scatterer fluctuations. However, this may not be the best use of 

these multiple range profiles. Classification of individual single-pulse range profiles and 

then combination of the classification decisions, possibly using confidence levels, may 

give better overall performance. As part of this study it would be worth conducting 

further investigations into what form the multilook combination metric should take and 

how multilook and confidence levels can be combined as a function of signal to noise 

ratio.

Finally, stepped-frequency waveforms can be used to synthesise wide bandwidths 

that would be expensive to achieve in a single pulse, however, there are certain 

complications and trade-offs involved. It would be worthwhile to compare the 

classification performance of equivalent stepped frequency and instantaneous 

bandwidth systems, in a number of different scenarios, to quantify the performance loss 

incurred when using a cheaper system.

10.9 Summary and further work from chapter 9: Database extrapolation

The results generated in chapter 9 show that it is possible to use a training template 

from one aspect to classify a test profile from a related aspect but that the probability of 

correct classification is much lower than if a template from the same aspect is used. The 

drop in performance is similar for all three classifiers though other classifiers not 

examined here may be either more or less robust.

The drop in performance depends on the relationship between the test and training 

aspects. Using templates from the port/starboard or bow/stem mirror image aspects 

cause probability of correct classification to fall by 30% and 55% respectively. Using 

templates from nearby aspects causes performance to fall by an amount that is
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approximately proportional to the difference in aspect angle, rising to 30% at 25 degrees 

difference.

The distance reject and multilook techniques, investigated in chapter 8, have been 

successful in raising the probability of correct classification in each instance. However, 

they have not been able to raise classification performance up to the near 100% that 

they achieve for two of the classifiers when templates from the same aspect as the test 

profile are used. Thus the drop in performance cannot be fully remedied and the 

requirement to collect data from all aspects remains if near 100% performance is 

required. Whether 100% correct classification is required will depend on the reason for 

the classification process. It is likely that a different minimum level of classification 

performance is needed for the different applications in search and rescue, counter

smuggling, intelligence, surveillance, weapon targeting and policing.

The graphs that show classification performance versus aspect show that the drop in 

performance is not even across aspects. This information could be used to devise a data 

collection strategy. For example, a strategy to focus data collection on aspects where not 

having the correct data leads to the largest drops in performance, could be envisaged.

The results presented in this chapter are all from the same data set, hence it would 

be useful to gain further confidence in the results by performing the same experiments 

on a number of other data sets to check that the results are not data set specific.

This chapter has examined using data from one aspect angle to classify targets at a 

number of other aspects. All of these other aspects have been related to the template 

aspect by some simple transformation. No work has been done to combine these 

transformations to assess whether it is possible to calculate the drop in performance 

expected when the aspect of the template used is reflected both in the bow/stem and
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port/starboard axes, for example. Further, it would be useful to know what performance 

would be achievable if only one template were available and what aspect this template 

should be to achieve the highest overall performance. If these results were known then 

they could be used to determine a data collection strategy to collect the minimum 

necessary information on the targets of interest.

As discussed in chapter 5, the test and training data sets were both recorded on the 

same target set, on the same day, under exactly the same conditions. Hence, they are 

more highly correlated than a database would be to a set of targets encountered under 

operational circumstances. Thus the classification performances achieved on this data 

set are significantly higher than would be achieved in practice. Hence, it would be 

useful to collect a data set that had a more realistic independence between the test and 

training sets. Experimentation on this new data set would then show if the relative drop 

in performance were more or less than found on the data set used here and a more 

informed conclusion about the feasibility of this approach could be drawn.

The three template based classifiers that were used in this study were found not to 

be robust to using a template from a different aspect. However, as described in chapter 3 

there are a wide range of classifiers and some of these may be more robust. It would be 

useful to repeat this study using a wider range of classifiers to determine if data 

collection problems could be overcome by using a different classifier.

10.10 Overall conclusion of thesis

There are a number of reasons why the operational performance of automatic 

classifiers is not as good as can be achieved in the laboratory. Through an understanding 

of how these operational factors influence the data and classification algorithm several
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techniques have been developed to combat this drop in performance. These techniques 

have been tested on a measured data set of ship range profiles and several of the 

techniques have been successful in raising classification performance. Consideration 

should be given to validating these algorithms on other data sets and following up a 

number of suggestions given for future work. It may then be possible to incorporate a 

selection of these algorithms into operational radar systems to improve the classification 

performance that they realise.
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