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A bstract

This thesis compares the performance of machine learning techniques and statistics in 
the analysis of food design data. The goal of the analysis is to understand what makes 
people like (or dislike) a product, by building models relating sensory features (such as 
flavour or texture) to consumer preferences. One difficulty in analysing these data sets 
is that they are extremely small, due to “taste-fatigue” of consumer preference panels.

Feature selection is essential because food sensory data sets typically have many 
features and few records. Several feature selection algorithms are compared, and the 
results highlight the need to limit the number of features used. We therefore apply 
model order selection to feature selection. A semi-supervised feature selection method 
is introduced and compared with more traditional methods.

After the selection of a suitable set of features, the relationship between those 
features and consumers’ preferences must be modelled. Two regression techniques are 
compared, focussing on their relative performance on very small data sets. A semi
supervised ensemble learning algorithm is introduced, and analysed.

Consumers have individual preferences, so rather than producing a single generic 
product, food designers must first discover homogeneous groups of consumers, and then 
target each group with a different product. Several clustering techniques are compared, 
and consideration of their inherent biases reveals further information regarding the 
structure of the data. A combination of regression and clustering is proposed, which 
allows evaluation of clustering results using the predictive power of the resultant models.

Preference data sets contain a significant number of misleading outliers owing to the 
way they are collected. An algorithm that combines clustering and outlier detection 
is introduced, which aims to produce an outlier-free cluster model, and also provides 
heuristic estimates of the number of outliers present.

Overall, machine learning techniques show performance similar to traditional statis
tical techniques, with small improvements in accuracy in some cases. Machine learning 
brings the benefit of typically being dependent on fewer assumptions: where these as
sumptions are invalid, results may be improved. Furthermore, machine learning makes 
use of considerable computational power, which is now cheaply available, in the search 
for improved solutions. In this thesis, we examine the efficacy of machine learning 
techniques when analysing food design data sets.

In summary, the main contributions of this thesis are:

• A semi-supervised feature selection algorithm

• A semi-supervised ensemble for regression

• A clustering evaluation technique

• An outlier detection technique for clustering
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Chapter 1

Intelligent Food D esign

1.1 W hy design food?

Computers have transformed the design of everything from cars to coffee cups. Now 
the food industry faces the same revolution, with intelligent computer models being 
used ill the design, production and marketing of food products. The combined market 
capitalisation of the world’s biggest food, cosmetics, tobacco, clothing and consumer 
electronics companies is $2,000 million [45]. This market includes 16% of the world’s 
500 richest companies. Many of these “fast-moving consumer goods” companies^ now 
apply intelligent computer models to the design, production and marketing of their 
products. Manufacturers aim to develop and produce high-volumes of these commodi
ties with minimum costs, maximum consumer appeal, and of course, maximum profits. 
Most products have limited lifetimes following the fashions of the consumer-driven 
marketplace, requiring continual design and innovation. With food and drink, little is 
known about many of the underlying characteristics and processes: why do some apples 
taste better than others? How “crunchy” is the perfect apple? Product development 
and marketing must therefore be rapid, flexible and use raw data alongside existing 
expert knowledge.

1.2 Intelligent system s, product design, and th e  food in
dustry

In order to define our area of interest more precisely, we now consider intelligent food 
design as the overlap between three fields: intelligent data analysis; the food industry; 
and product design. These are each substantial research domains in their own right, 
and time does not allow us to give more than a cursory survey of each. Figure 1.1

^Here, “fast-moving” refers to items that are purchased by large numbers of retail customers on an 
every day basis.
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afcty and 
legal issues

Food and Diink

Fift;iii(' 1.1: ll ir c x ' rc'sca.rcli (luii iaii is

shows oxaiiiples of each doiJiain and each ovcalap of (loiiiaiiis, to act as a map for tlut 
remainder of this section. Note that we hav(' published parts of Section 1.2 in a revit'w 
paper [20].

1.2.1 P rod u ct design

In (his tlu'sis. we art' trt'ating customer satisfaction as th(' jtrincijtle Ixdiind good food 
design. However, the custoiiu'r has not always been the concern of designers and 
mannfactnrers. At the lu'ight of his ] )ow (m  s . I hairy Ford famously said:

"People can have the Model T in any colour so long as it’s black”

13y the mid 1920’s, Ford’s insistence that one model was snhicient for all consumers had 
contributed to the end of the total dominance of tlu' US car market that his company 
had ('iijoyc'd [47]. C’ompetitors such as Geniaal Motors olfered an increasingly wide 
vari('ty of models, attracting custonu'rs who waiiti'd glamour and style, rather than an 
old-fashioned workhorsi'.

Since then, industry has put the customer at the heart of product design, aiming 
to manufacture and market products that meid custonu'rs’ demands. However, tlu're
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is a continuing debate about how best to satisfy customers while keeping cost to a 
minimum. One influential approach is “quality engineering”, proposed by Dr. Genichi 
Taguchi. Taguchi revolutionised product design in the 1980’s, by changing the way 
quality is perceived. He said:

The quality of a product is the (minimum) loss imparted by the product to 
society from the time the product is shipped. [123]

In this context, “society” refers to both the manufacturing company and their cus
tomers. The aim is to measure not only the direct cost to the manufacturer of produc
tion, but also the hidden costs of replacing or repairing faulty goods, warranty costs, 
customer dissatisfaction, resultant loss of market share and so on. The total cost is 
therefore the manufacturing cost plus the quality loss [96]. Minimising this total cost 
should result in satisfied customers and profitable manufacturers.

Taguchi defines the “quality loss function” (QLF) as a mathematical expression 
of the financial loss to a company due to the variability of its products. The QLF is 
defined as a quadratic, with a minimum cost corresponding to the ideal product and 
costs rising as the product characteristics move away from those of the ideal.

Note that there are no absolute specification limits, within which the product is 
deemed perfect and outside of which it is rejected. The goal in design and manufactur
ing then becomes to minimise the variability of the items produced.

Closely related to Taguchi’s quality engineering is the principal of “robust design” . 
Random errors are inevitable in any measurement and in any production process. It is 
therefore advisable to design products and processes robustly, so that the random errors 
have little effect [96]. Two of the main aims in robust design are to measure the effect of 
noise (e.g. using the signal-to-noise ratio), and to design experiments containing many 
factors (e.g. using orthogonal arrays).

Belavendram [10] describes an analysis of differences between Japanese and US 
Sony television sets, which inspired much of Taguchi’s work. In the late 1970’s, Sony 
ran two factories producing colour TV sets to the same specification: one in Japan 
and one in America. A study revealed that American consumers preferred the sets 
built in Japan to the ones built in America. One component was to blame: the colour 
density circuit. Although both factories produced circuits within the same specification 
limits, the distribution of the Japanese circuits was peaked, with most of them near the 
(optimal) mean. The distribution of the American circuits was almost fiat, although 
still within the design specifications. By shifting the emphasis from specified bounds 
to a quadratic loss function, the perceived colour quality of the TV sets was increased.

Implicit in all of the work described above is the existence of a gold standard against 
which every item can be measured. Quality (high or low) is defined as how far from
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optimal a particular item is. But in the food industry, a key difficulty is identifying 
just what a “perfect” item is.

1 .2 .2  F ood and drink

The food and drink industry could be stretched to include everyone from a subsistence 
farmer to a TV chef; this section is limited to discussing the history of the large-scale 
production of processed foods, including agriculture, ingredient selection, manufactur
ing and marketing. This historical background provides a context for our later discus
sions of the current food industry (Section 1.2.6), and food design in particular (Section 
1.2.5).

Agriculture originated in many places at many times. One of the earliest steps was 
when animals, such as deer, were first domesticated around 20,000 years ago in the 
Middle East [41]. Oxen and sheep were soon added. Gradually, farmers changed from 
harvesting wild crops to planting and irrigating selected crops. Although the Egyptians 
ground grain to produce flour from around 8000 BC, it wasn’t until 1776 that the first 
steam-driven mill was built in London, making flour milling one of the first modern 
industrial food process.

The combined effects of mass-production, greater urbanisation and a greater variety 
of readily available foodstuffs motivated research into food preservation. After noting 
that “an army marches on its stomach” , Napoleon offered a large prize to the inventor of 
a practical food preserving method. In 1810. Nicolas Appert won the prize by showing 
that food could be preserved by placing it in a glass container, heating it, and then 
sealing the container. In England, a year later, John Hall replaced fragile glass with 
the more robust tin, producing the first commercial canned food [57].

In 1861 Louis Pasteur developed his eponymous sterilisation technique, which pro
tects food by heating it to kill dangerous microbes, then removing the air and sealing 
the food in a container. More recently, flash-pasteurisation has been developed, which 
uses a short burst of high temperature, which not only sterilises liquids but also inhibits 
damaging enzyme action in beverages such as orange juice [57].

Modern freeze-drying techniques were developed in the early 20*  ̂ century, shortly 
followed by the invention of the domestic refrigerator and freezer [31]. Birds Eye (a 
subsidiary of Unilever) drove the industry forward, moving from freezing fish and green 
vegetables to manufacturing value-added frozen foods^. such as beefburgers, fish fingers 
and frozen ready meals. By expanding production through the 1950’s, Unilever also 
found it necessary to create demand for these novel products through substantially 
increased advertising [31]. By 2001, ready meals were the fastest growing area of frozen 
food in the UK, with emphasis on high quality, (so called) authentic ethnic products.

h.e. foods with increased economic value to the customer, due to processing, distribution etc.
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with good value for money [22].
Cox et al. [31] also describe the innovation of chilled ready-meals in the 1980’s. The 

process of freezing and de-frosting causes disintegration of the food, leading to poor 
flavour and texture. But chilling (rather than freezing) leads to very short shelf-lives, so 
chilled ready-meals require far more sophisticated supply chain management systems. 
With the introduction of electronic point of sale (EPOS) systems, and purpose-built 
computerised stock control systems, stock levels could be much more tightly controlled, 
minimising wastage. Furthermore, chilled ready-meals require microwave cooking, and 
so could only survive in the market once microwave ovens became widespread. This also 
required novel package design, including active packaging, which controls the amount of 
microwave radiation that reaches and heats the food. Thus many technological factors 
had to be in place before chilled ready-meals could attain the high-selling levels now 
enjoyed by the food industry.

1.2 .3  In te lligen t sy stem s

Having considered a brief history of food production, we now turn to intelligent com
puter systems, before we combine these two themes in Section 1.2.6. Intelligent systems 
such as neural networks, fuzzy logic and genetic algorithms, mimic human skills such as 
the ability to learn from incomplete information, to adapt to changing circumstances, 
to explain their decisions and to cope with novel situations. These systems are being 
used to tackle a growing range of problems, from credit card fraud detection and stock 
market prediction to medical diagnosis and weather prediction [54].

Many advantages arc commonly cited for intelligent systems, and the main theme 
of this thesis is to test whether or not these advantages apply to analysing food design 
data. The following list is adapted from Goonatilake and Khebbal [53]:

A bility to learn Intelligent systems can learn directly from data, without detailed 
prior knowledge.

Flexibility Intelligent systems can be applied to a wide range of problems.

Explanatory power Many intelligent systems are designed to produce human-readable 
outputs, such as fuzzy rule systems.

High- and low- level reasoning Some intelligent systems combine high-level strate
gies and goal-planning with low-level pattern recognition to solve complex prob
lems.

A daptability Many intelligent systems can respond to changes in a problem without 
having to start again from scratch.
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A bility to deal w ith com plexity Intelligent systems can work with high-dimensional 
problems, very large data sets and very complicated models.

No one claims that all of these characteristics apply to all intelligent systems. For 
example, many intelligent systems techniques are often regarded as black boxes, with 
little explanatory power (e.g. neural networks [85, p. 85]); others scale very badly as the 
number of features increase (e.g. rule induction [85, p. 280]). However, the ability to 
build models directly from data, when there is no known underlying process, is common 
to all intelligent systems, and gives them their power.

Many of the characteristics listed above make intelligent systems particularly ap
plicable to the problems of food design. Every foodstuff has its own attributes, so 
no one model could ever encompass all food design issues, making flexibility benefi
cial. Many of the underlying aspects of food preferences are not fully understood, so 
learning directly from data with few preconceptions is an advantage. It is vital that 
the predictions of an intelligent system are understood, in order to justify changes to 
products or processes. Ideally, this understanding can be acquired with the help of a 
self-explaining system.

Recently, the emphasis of intelligent data analysis research has been on analysing 
very large data sets, driven by applications such as the human genome project, credit 
card transactions and stock market trading (e.g. Fayyad et al. [43]). However, food 
design research is often forced to use very small data sets. Past work on small data 
sets includes:

Space shuttle O-ring failure Just 23 records with five features were available from 
which to learn. The fatal failure in 1986 was not predicted largely because the 
analysis required a large degree of extrapolation, and failed to include corre
spondingly large error bounds. Later analysis, including Draper’s [36], used more 
sophisticated Bayesian modelling which revealed very large error bounds at the 
point where the prediction had to be made.

W age disputes Bergadano et al. [12] used information such as past pay rise levels, 
pension contributions and length of paid holidays to predict whether a proposed 
contract would be accepted or not. Concise rules were induced from the 57 records 
with 16 features that were available.

Classifying odours Baldwin et al. [4] used fuzzy logic to extract rules from an elec
tronic nose. Rather than aiming purely for model accuracy, they developed a 
system to characterise odours using terms that people naturally use, such as 
“fruity” and “nutty” .
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M achine diagnostics Skurichina [119] compared the performance of several classi
fiers on a range of small data sets, including the prediction of mechanical faults 
and of maintenance requirements. The small training sets lead to unstable classi
fiers, and Skurichina described several stabilising methods, such as noise injection 
and boosting.

Note that although these examples describe analysis of small data sets, in most cases 
larger sets would be available if required. For example, the fuzzy odour describer [4] is 
currently being applied to a far larger data set, with the cited work being a prototype.

1.2 .4  In te lligen t sy stem s for p rod u ct design

Having outlined the three domains, it is time to consider the various ways they overlap, 
as shown in Figure 1.1. We start with the combination of product design and intelligent 
systems.

Bates and Wynn [7] stress the need for a good understanding of the underlying 
system when developing products or processes. They demonstrate how adaptive radial 
basis function networks^ can be used to model complex engineering systems in a com
putationally efficient manner. This speed, combined with sufficient accuracy, allows 
the designer to explore options and tradeoffs in the design.

Bentley’s book [11] includes many examples of design tools based on artificial evo
lution. For example, Funcs and Pollack [50] describe a system which learns through 
evolution to design simple structures made from Lego. Examples include a bridge, a 
crane capable of supporting a load, and a table. With no prior information about forces, 
the system learnt how to produce novel designs within the given constraints. While 
the examples could be dismissed as being trivial, the principle of producing original 
designs, perhaps to be used as inspiration for a human designer, is attractive.

O’Reilly and Testa describe several “smart tools” to aid architectural designers [95]. 
Their work uses genetic programming, agent-based systems, and artificial life. These 
are applied to surface design; to assigning functions to different parts of a building; and 
to producing novel town-planning models. The aim behind all the work was to provide 
tools to aid a designer, rather than to automatically design everything from scratch.

Even the best designed and produced commodity will not sell if customers choose 
not to buy it. It is therefore vital to consider the marketplace throughout the design 
and production process. Greene and Smith [56] describe a system which models how 
and why consumers make purchasing decisions, by using genetic algorithms to derive 
decision rules. This works by evolving a set of rules describing the decision processes 
of individual consumers, or groups of similar consumers. These rules will initially be

^Radial basis function (RBF) networks are described in Section 2.2.2.
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random, and therefore very poor, but the genetic algorithm will gradually improve 
their quality, through natural selection. The system takes into account the individ
ual consumer’s historic purchase decisions as well as the current situation. Greene and 
Smith give the example of deciding whether or not to rent a particular residential prop
erty. The same modelling process could be used to model food purchasing decisions, 
producing rules such as:

If (Price < c£1.50) AND (Icing Colour is White) THEN (Purchase Cake)

The essential benefit that intelligent systems bring to product design is the possibil
ity of developing accurate predictive models rapidly, allowing the designers to explore 
effectively a range of new product designs. This is particularly important when de
signing consumer goods such as food, when the characteristics of an optimum'^ product 
are often far from obvious. The emphasis is on combining the creativity of (human) 
designers with the speed and power of (computer) models.

1.2 .5  D esign in g  food  p rod u cts

Having discussed product design in general, we must ask how designing food is different 
from designing any other product. At one level, there is no distinction: we specify the 
optimum product through experimentatio]i, and then design a manufacturing process. 
But what is an “optimum” food product? At the lowest level, let us consider the 
optimum apple for a Mr John Doe. Suppose we find that he prefers a particular shade 
of green, with a certain degree of crunchiness, a hint of bitterness and a touch of 
sweetness. But of course, Mrs Doe might prefer a redder apple with more sweetness. 
In principle, we could continue until we had designed six billion apples, one for every 
man, woman and child — but this seems unreasonable. Instead, we might try to group 
people according to their preferences, and then produce one optimal apple for each 
group.

But how do we optimise preference? Consider the problem of designing an aeroplane 
wing: we want to maximise lift while minimising the cost, the drag, the weight and so 
on. This produces a complex multi-objective optimisation problem, but all the relevant 
factors can be measured relatively easily. With food, we want to maximise preference 
(while minimising cost etc.), but measuring preferences reliably is difficult (see Section 
1.4). The fact that there is no clearly defined, easy-to-measure goal makes a direct 
application of such function optimisation impossible.

Furthermore, there is a more complex interaction between ingredients and food 
products, compared to non-food components and products. For example, if a (non
food) product designer decides that a larger widget is required, then a larger widget

Where “optimum” could be with respect to an individual’s preferences, a groups preferences, health 
benefits etc.
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can, in all likelihood, be built. But if a food designer decides that sweeter tomatoes are 
required, how is this to be achieved? Can sweeter tomatoes be bred reliably? Would 
they still taste satisfactory? Or is it acceptable just to add sugar to ordinary tomatoes?

Moreover, personal differences go beyond sensory attributes of foods. For example, 
the health benefits of an apple may be important to one consumer but irrelevant to 
another. Consumers may choose products based on nutritional properties, hygiene or 
toxicological status, functional properties, familiarity, brand or product image, as well 
as cost (in terms of money or time or effort). Of course, all of these extra factors are 
based on the consumers perception of nutrition, function etc., which may be different 
from the true values.

Customers’ decisions to buy products are based largely on their personal prefer
ences^. It seems logical then, to analyse these preferences and manufacture foods that 
match them more closely. Van Gennert et al. [131] describe a generic three-stage plan 
to develop more appealing, and hence more profitable, food:

1. discover which food attributes affect consumer preferences and to what degree;

2. find the chemical and physical properties of the product related to these at
tributes;

3. adjust these properties to develop more appealing products.

Van Gennert et al. report only on the first of these thi(% stages, leaving the others 
for future work. However, it is this first stage that we are most interested in this work. 
In common with many food design experiments, two complementary panels were used. 
The first was a trained sensory panel, who were given various tomatoes, and asked to 
define and use a series of sensory attributes (such as colour, flavour, texture, etc.). The 
second was an untrained preference panel, who simply express a preference for each 
tomato. These panels are described in more detail in Section 1.4. Both groups tend to 
suffer from ‘4aste-fatigue” if presented with too many products, so such experiments 
are very limited.

The results were then analysed using principal component analysis (PGA) to rank 
the sensory attributes in order of importance when predicting preferences. This stage 
of the work is relatively straightforward. Although training a descriptive sensory panel 
can be expensive, it is a widely used process, as is analysing panel results (e.g. Stone 
and Sidel [121]).

The second and third stages of food design present more of a problem, which is 
largely unsolved to date. One attempt at tackling stage two (matching physical and 
chemical properties to product attributes) is outlined by Schonkopf et al. [114], who

^Or on the perceived personal preferences of the end consumer, if the customer is making the 
purchase for someone else.
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analysed the design of cheese and other dairy products. They used analysis of variance 
(ANOVA) to design a series of experiments in which several factors in the production 
of cheese were varied. Then both ANOVA and PC A were used to analyse these results, 
with the aim of discovering which factors had the maximum influence on various key 
attributes of the food, such as taste, texture, juiciness and graininess.

Recent advances in genomics open a fourth possible stage to food design: genetic 
modification of crops (or animals) to produce ingredients with the desired physical 
and chemical properties. This is obviously at a very early stage: most CM trials 
concern disease resistance or greater resilience to drought, but in principle, and given 
public acceptance, one could conceive of plants being modified to make their fruit 
or leaves taste nicer. Perhaps the ultimate model of food preferences would be a 
mapping from food DNA profiles to food sales levels. As a further fantasy, one could 
sample consumers’ own DNA, use this to predict their preferences®, and build a model 
predicting ideal food DNA profiles from human DNA profiles. Needless to say, these 
issues arc beyond the scope of this current work.

Currently, one widely used approach to food design is “preference mapping” .̂ It is 
used to compare a range of products to identify the most important attributes, and to 
identify gaps or overlaps in the existing market. By including new product formulations, 
preference mapping can also help optimise product design.

McEwan [78] describes two versions of preference mapping: internal and external. 
Internal preference mapping uses PCA to project consumer preferences onto a low 
dimensional space, to aid interpretation. Each consumer is then represented as a vector 
in this space, and these vectors can then be chist(;red to identify market segments. It 
is possible then to place the products into the same space, by correlating the PCA 
dimensions with the sensory attributes, but the usefulness of this is open to debate [27, 
78]. The problem is that trained sensory panellists may perceive products differently 
to untrained preference panellists. Further, the optimum projection found by PCA is 
optimal with respect to the preferences, and there is no theoretical guarantee that the 
same projection is ideal for the products.

External preference mapping uses both preference and sensory data to build a linear 
model which predicts preferences from sensory attribute values. First, PCA is used to 
project the sensory data into a low dimensional space. Then regression analysis is used 
to predict preferences from the product attributes in this low dimensional space. This 
produces an explanation of why each consumer prefers the products they do, in terms 
of the sensory features identified by the sensory panel. We discuss preference mapping 
in more detail in Section 3.4.1.

^insofar as these are genetically influenced
^also known as perce%)tnal mapping, brand mapping or product mapping
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1.2 .6  In te llig en t sy stem s in  th e  food  in d u stry

Briefly moving away from design issues, we turn to the rest of the food industry, and 
consider how it has exploited recent advances in intelligent systems.

During the fermentation of beer, numerous chemical compounds are formed and 
broken down, their levels varying over time. Stopping the process too early or too late 
wastes time and money, as the beer must be discarded. Traditional approaches to this 
type of monitoring and control problem are discussed by Bimbenet and Trystram [14]. 
They include time-based process control (where each stage is of flxed duration) and 
off-line monitoring, where samples from the ongoing process are repeatedly removed 
and analysed, to provide feedback to determine when a process is complete. A third 
option is on-line monitoring, where sensors are placed within the production line, and 
must therefore be sterile.

Gardner ct al. [51] describe an on-line system which monitors the concentration of 
certain chemicals found in beer during fermentation. An array of chemoresistive sensors 
was used, each designed to produce a distinct response to a range of chemicals. The 
outputs from the sensor array were then fed into a neural network. The array was placed 
in a beer-fermenting tank, and a variety of gases were passed over it. The neural network 
was then trained to detect trace quantities of diacetyl (a key indicator of fermentation) 
in the presence of other chemicals, such as ethanol. After training on a number of 
samples, the system was tested with some novel samples. Overall, the new system 
was found to significantly outperform the traditional chemometric fingerprinting. This 
allows fine control over the fermentation process, minimising wastage.

Although a broken biscuit may taste the same as a whole one, customers are re
luctant to buy such damaged goods. It is therefore in the interest of the manufacturer 
to ensure that the goods leave the plant at as high a standard as possible, even at the 
cosmetic level. Using people to visually inspect large numbers of items on a production 
line is very expensive as well as unreliable, due to finite attention spans and limited 
visual acuity. Non-visual inspection, such feeling the edge of the product, may damage 
delicate foodstuffs, as well as introducing bacteria. A non-intrusive camera is, of course, 
completely aseptic.

Gunasekaran and Ding [59] describe an automated product inspection system, based 
on a camera connected to a neural network. The system was initially trained to distin
guish between whole and broken crackers, and performed very well. However, this task 
is relatively easy, because all the crackers on the production line were (supposed to be) 
the same size and shape, so that a simple template-matching operation was all that 
was required. A more challenging task was also described, which involved detecting 
damaged almonds, again on a continuous production line. Because even undamaged 
almonds vary considerably in size and shape, the new neural network had to perform a
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more sophisticated task. Nevertheless, the system still performed well, demonstrating 
the flexibility of these models. Such systems can detect features invisible to the human 
eye, and although these features may not be apparent to customers, they may still af
fect the taste of the product, or its shelf life. Similar systems are used widely to detect 
flaws in glass, wood veneer, and silicon wafer production (e.g. [107]).

Many foods are heat-treated to kill bacteria, but the varying attributes of the 
food make controlling the temperature of sterilisation units very difficult. Singh and 
On-Yang [118] describe a process plant where a simple PID (proportional-integrative- 
derivative) controller had been used to control the sterilisation unit. They developed a 
fuzzy logic controller that out-performed the PID controller. The fuzzy rules used were 
derived from the (human) operator’s intuition, with membership functions derived by 
trial and error. A typical fuzzy rule used by the system was: “If the holding tube 
inlet temperature is slightly above the set point temperature and the holding tube inlet 
temperature is rising slowly then slightly close the steam valve.” Fuzzy logic (unlike the 
inherently linear PIDs) can deal successfully with complex, non-linear systems. The 
fuzzy controller consisted of a relatively small number of simple rules, and this simplicity 
led to faster response times. Zhang and Litchfleld [137] provide further discussion of 
fuzzy control in food production.

A key aim of forecasting food sales by supermarkets is to predict trends in customers’ 
purchases, which then guides stock control, marketing decisions, staffing levels, etc. 
Thiesing and Vornberger [127] describe a study to analyse and predict weekly sales of 
a range of products sold in a German supermarket. They used a neural network, with 
inputs such as the previous few weeks’ sales levels, national holidays during the week, 
product promotions and price changes. The predictions made by the network were 
better than several alternative models, such as moving averages or a static model. One 
advantage of neural networks over conventional statistics is their ability to cope with 
chaotic time series predictions. Conventional time-series models, such as ARMA and 
ARIMA^, are effective with non-chaotic series, but fail on more complex, non-stationary 
series.

1 .2 .7  In te lligen t sy stem s for food  design

Finally, we reach the centre of Figure 1.1 (and of this thesis): using intelligent systems 
to aid the design of food. Specific tools can be developed which tackle particular prob
lems within this area: modelling with small data sets; performing both regression and 
segmentation; selecting important features; detecting outliers; and optimising product 
designs. These are all examples of intelligent data analysis, discussed throughout this 
work.

^Autoregressive (integrated) moving average
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One example of this is using Bayesian belief networks to model the relationships 
between sensory and preference values as described in our paper [29]. Bayesian models 
have the useful feature that they can easily be inverted; having learnt how to predict 
preferences from sensory scores, we can then use the model to predict sensory scores 
for a hypothetically perfect preference score. In the rest of this thesis, outlined at the 
end of this chapter, we analyse further approaches to intelligent food design.

1.3 D ata  analysis

Having placed intelligent food design in context, it is time to consider the issues of 
data gathering, and first, of data analysis. Hand defines data analysis as the extraction 
of information from data in order to answer a given question [61]. Such data analysis 
includes attempts either to summarise data or to make predictions from data, and to 
do so with or without an underlying theory. In this thesis, we concentrate on building 
predictive models without a pre-specihed underlying theory. This allows us to ask 
questions such as “How can we improve product X  to please consumer F ? ”, without 
first having to produce a complete theory of food preferences, in terms of psychology, 
physiology, biochemistry, and so on. Furthermore, we aim to build models that are easy 
to interpret, to aid our understanding of the processes that underlie food preferences.

Food manufacturers are principally concerned with maximising their profits. It is 
assumed that people buy the food that they (or their family) prefer, although other 
factors such as price do have a large influence. This raises the question: which foods do 
people prefer, and why? A first attempt at answering this question might be to build 
a model to predict sales levels from food properties, both intrinsic (e.g. ingredients, 
chemical properties etc.) and extrinsic (e.g. packaging, price and advertising). How
ever. acquiring detailed sales records is often impossible for food manufacturers. When 
food retailers such as supermarkets also produce their own brands, they become com
petitors to non-retail manufacturers, such as Unilever, Nestlé and Proctor and Gamble, 
and so may be unwilling to share such information. If we assume that preferences and 
sales levels are correlated, then a second attempt at answering the question is to predict 
preferences from food properties. However, preferences can only depend on properties 
that are discernible to the consumers, so we can, and indeed must, ignore other proper
ties, such as ultraviolet absorbency or chemical composition. These may be correlated 
with pi-eference, but cannot directly explain it, and our goal is both modelling and 
explanation. Thus our final answer to the question “which foods do people prefer and 
why?” is to build a model to predict consumer preferences from sensory properties of 
foods. We must therefore measure both of these.

There are many modelling techniques available, both “old statistical” methods (lin

23



ear regression, PCA etc.) and “new machine learning” methods (support vector ma
chines, neural networks etc.), with more techniques being published all the time. There 
can be a tendency to treat statistics and machine learning® as opposing camps, using 
different methods to achieve different goals. This work focuses on data analysis. If 
one were to be cynical, one could say that statistics is data analysis taught in statis
tics departments, while machine learning is data analysis taught in computer science 
departments. The difference is one of emphasis (theoretical, rigorous and conservative, 
vs. experimental, heuristic and often ad hoc) rather than of goals, and it has been 
suggested that statistics and artificial intelligence either form [13], or should form [46], 
a complementary combination. Instead of ineffectually trying to prove that the two 
approaches are distinct, and that one approach is better than the other, we use tools 
from both fields in this work, to better understand the process of modelling very small 
data sets.

1.4 D a ta  gathering

Most of the data being used in this work comes from two sources: sensory panels and 
preference panels. Stone and SidePs book [121] covers many aspects of preference and 
sensory evaluation, some of which are now discussed.

1.4.1 S en sory  panels

Many years ago, when there were limited product ranges, limited competition, and 
limited technology, food companies relied on individual experts to describe the sensory 
attributes of their products. More recently, the emphasis has shifted towards using 
sensory panels. These consist of ordinary consumers, who are then trained in sensory 
analysis for one particular product. A sensory panel is a group of typically 10-20 
people, who are initially selected based on discriminatory ability. Typically, 30% of 
initial candidates are found to have very poor discrimination between the products 
under consideration.

The panel derives their own descriptors of product attributes, such as “nutty odour” 
or “chewy texture”, which can then be systematically used to describe different varieties 
of the product. The panel typically develops between 30 and 50 descriptors after 
discussion and analysis [121, p.209]. In some studies, panellists have been forbidden 
from using some range of attributes (e.g. odour). However, subsequent analysis then 
showed that the same information tended to appear in other attributes derived by 
the panel. In most cases therefore, there are no restrictions placed on the nature or 
number of descriptors used, allowing the panellists to use whichever attributes seem

’and pattern recognition, artificial intelligence, and so on.
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most appropriate to them. Morrot, Brochet and Dubourdieu [87] recently showed that 
the perceived odour of wine depended to a large extent on the perceived colour: white 
wine that had been dyed red smelled the same as red wine, according to most subjects. 
While this highlights the difficulties of sensory analysis, it also suggests that the panel 
must be free to choose its own descriptors.

Having derived these product descriptors, members of the sensory panel are then 
presented with a variety of different products, selected to represent a wide range of 
flavours, colours, etc. They then measure each sample by scoring it for each attribute, 
again with discussion between the panel members. The ideal sensory panel should 
produce absolutely consistent and uniform results, allowing the panel to be treated 
as an instrument. The advantage of using a “human instrument” is clear: the target 
customers are (of course) human, so characterising food based on attributes that are 
discernible by humans and regarded as important by humans, is more direct than using 
non-human instruments. However:

. . .  humans are poor judges of absolutes but very good judges of relative
differences [121, p.219].

We are attempting to find a relationship between sensory and preference scores, 
and so we need absolute scores for each product, independent of other products that 
we may or may not have measured. For our purposes therefore, humans are unreliable 
instruments.

This emphasises the importance of carrying out multi-product trials: the sensory 
panel can compare products, rather than attempting to describe one product in iso
lation. Using multiple products with absolute scores also provides clearer information 
about the product space. The products a panel are presented with typically include the 
manufacturer’s own brand(s), the main competitors’ brand(s), and a number of exper
imental products that have been designed to cover the space of products. Subsequent 
analysis should then reveal where in this space the ideal product lies, where “ideal” 
refers to a product that (at least some) consumers are most likely to buy.

1.4 .2  P referen ce panels

There are two approaches to measuring people’s preferences: direct and indirect mea
surement. Direct measurement relies on asking consumers to express their preferences 
explicitly. This is often done using preference panels, explained below, or via focus 
groups, home tests and so on. Indirect methods measure consumer behaviour, such as 
facial expressions while eating, speed of consumption, or detailed retail sales records. 
Indirect methods are generally regarded as being more valid, because they do not rely
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on introspection, but the information is harder to get^®. The data used in this work 
comes from direct methods.

The preference panel is a large group of untrained people, typically 100-500 poten
tial consumers, who are brought in “off the street” specifically for a trial. They are 
individually presented with a few samples and are then asked to score each one on a 
simple preference scale. The most common scale used is the “9-point hedonic scale”, 
which ranges from one (dislike extremely) to nine (like extremely) with the middle at 
five (neither like nor dislike). Unlike the sensory panel, no training is given and no dis
cussion between panellists is allowed, so the results will be entirely subjective and vary 
from panellist to panellist. The relatively large panel size should accurately reflect the 
diverse tastes of consumers, allowing market segments to be identified while smoothing 
out individual discrepancies.

The products presented to the preference panel are typically those presented to the 
sensory panel, or a subset of them. This allows sensory and preference scores of the 
same products to be measured. In typical studies, each preference panellist considers 
the products, four or five at a sitting, over a total of two days. Any more testing might 
lead to taste-fatigue and so limits the total number of products in studies. The first 
sample given is a dummy — preference panellists tend to give disproportionately high 
scores to first sample tasted. One sample is repeated (unbeknownst to the panellists) 
to allow consistency checks within each panellist’s scoring. This can be used in later 
analysis to (for example) remove preference panellists who gave widely different scores 
to the same product on different occasions.

1.4 .3  O ther issues

There are some known limitations with these direct panel approaches. Typically, the 
panels meet in controlled sensory laboratories, so their behaviour is likely to be different 
from the table, the kitchen or the supermarket. In the supermarket, packaging and 
pricing are likely to be important influences; in the kitchen, preparation time and 
pre-cooked appearance may be important; and at the table, taste and post-cooked 
appearance may be important. It is only the last of these that is typically measured 
in preference panels, and even this is still not “natural” . For example, when eating 
at home, the product in question is likely to be eaten with other foods, possibly with 
added sauces, salt and pepper, and maybe over- or under-cooked. All of these will 
greatly affect the eating experience.

Furthermore, preference panellists are forced to express opinions for every product, 
even when they have no clear preferences to express. A median preference response 
(e.g. “neither like nor dislike”) is not the same as having no preference (“don’t care”).

’As noted earlier, detailed sales records are often impossible for food manufacturers to obtain.
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Forcing preference panellists to express an opinion may therefore lead to a bias towards 
the median.

Three main factors influence most choices related to food products;

1. the product;

2. the consumer; and

3. the situation.

When designing experiments, the investigators must always balance the ease of mea
suring preferences and sensory scores against the invalidity of an artificial situation.

Once both sensory and preference data has been obtained, it is analysed to deter
mine which sensory attributes best distinguish the different preferences. For example, 
suppose the preference panel gave two samples significantly different scores. If the sen
sory panel gave both of them the same grade for some attribute, e.g. texture, then this 
attribute is a poor predictor of quality as it fails to discriminate between products with 
different preference scores. A further complication is that the preference panellists are 
individuals with their own tastes. Thus a sensory attribute may distinguish between 
one subset of panellists’ preferences but not another. Therefore, in Section 3.9 we select 
attributes for different subsets of preference panellists independently. If a correlation 
can be found between one or more of the sensory panel attributes and the (subset 
of) preference panel scores, then this can be used to guide future product design and 
marketing.

Besides the two panels, a third source of data may sometimes be acquired: instru
mental data. The nature of instrumental data is product-specific, but may include 
digital images, acoustic imaging or chemical fingerprinting. Instrumental data is typi
cally cheaper, but by definition, it is further removed from human tastes than the two 
panels. This means that the data will be harder to use when predicting preferences. 
For example, suppose that ultrasonic resonance is perfectly correlated with preference. 
Given that people cannot detect ultrasonic resonance, this cannot explain the prefer
ences: the correlation is most likely to be coincidental, or related to some other sensory 
feature.

Moreover, it is likely that preferences are influence by a large number of features that 
may be weakly correlated, such as “minty odour” and “minty appearance”. To measure 
such a wide range of features using instruments may well prove to be considerably harder 
than using a single device that can measure them all at once: a human.

The entire data-gathering process is very expensive and very time-consuming, and 
depends on human perception, which lead to the most striking and important features 
of the data sets: they are small, sparse and noisy.
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1.4 .4  D escr ip tion  o f data  se ts

Unilever Research^ ̂  has provided three sets of data for this work. For reasons of 
commercial confidentiality, the exact nature of the foods cannot be revealed, but a 
brief description of each data set is given below. In common with Unilever’s global 
strategy, all three product ranges are mass produced, and aimed at a mass market. 
The “meat” and “beverage” data sets were used to investigate and develop the various 
techniques used; the resultant methods were then applied to the “vegetable” set as a 
blind trial. The preference data sets used here have been pre-processed by Unilever; 
the raw scores were adjusted according to the results from a repeated presentation of 
a single product, which can help correct “drift” in expressed preferences during an 
experiment lasting two days.

Prem ium  meat product

The sensory panel was presented with 42 products, and derived 65 sensory features, 
covering appearance, flavour, aroma and texture, both before and during eating. The 
preference panel of 240 consumers was then presented with 16 of these products.

Sm. is the meat sensory data, a 42 x 65 array.
Prn is the meat preference data, a 16 x 240 array.
The sensory data Sm can be broken into two parts: first, a labelled set of 16 x 65 

values (with known preferences), and second, an unlabelled set of 26 x 65 values (with 
unknown preferences). This combination of labelkîd and unlabelled data allows us to 
use semi-supervised learning methods, which we discuss further in Chapter 2.

Processed vegetable sauce

The sensory panel was presented with 17 products, and derived 35 sensory features 
covering appearance, aroma and fiavour. All 17 products were then presented to a 
preference panel of 211 consumers. One consumer failed to complete the task, and 
measured only 16 of the products. Rather than try to fill in this piece of missing data, 
that consumer’s entire record was removed, leaving 210 consumers.

Sy is the vegetable sensory data, a 17 x 35 array.
Py is the vegetable preference data, a 17 x 210 array.

H ot beverage

The sensory panel was presented with 20 products, and derived 8 sensory features, 
covering the appearance of the ingredients of a hot drink. The preference panel of 450 
consumers was then presented with all of these products.

The research division of Unilever pic
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Sb is the beverage sensory data, a 2 0 x 8  array.
Pb is the beverage preference data, a 20 x 450 array.

Other data

In some experiments, further data sets from the UCI data repository [16] or artificial 
data sets arc used. Hand ct al. [62] warn that creating artificial data can be misleading, 
because it is hard to create realistic distributions. However, during exploratory data 
analysis, it is often instructive to create data which is “easy” to analyse (e.g. low noise, 
low dimensionality) for proof-of-concept experiments. By then increasing the realism 
of the data (adding noise, increasing the dimensionality) we can move towards the real 
data. While accepting that it will always be a poor approximation, this shift towards 
reality may give insight into how the algorithm under investigation will perform on real 
data. The aim is not to create a copy of the real data, but to provide total control over 
the number of records and features. These are key issues in much of the current work: 
how do algorithms perform given few records? Or many features? Or noisy data?

1.5 T hesis outline

This thesis contains three technical chapters on data analysis techniques, all motivated 
by the analysis of small data sets. In line with the aims of this work, each chapter 
compares statistical techniques with machine learning techniques, often using compu
tationally intensive methods. Particular emphasis is given to model complexity, because 
the smallness of the data sets makes it easy to produce models with greater complexity 
than the data actually support (although it is perfectly possible for this to occur with 
large data sets as well).

The process of modelling consumer preferences can be approached in many fashions. 
One possible sequence is:

1. Select a set of sensory features;

2. Divide consumers into groups with similar preferences;

3. Identify and remove consumers with inconsistent preferences;

4. Build regression models predicting preference scores from sensory scores.

However, this list is an oversimplification, as it suggests that these stages are in
dependent, when they are not. For example, when selecting a set of sensory features 
for regression, the quality of the set depends on the regression model chosen, and vice 
versa. The optimum feature set for a linear regression model may be different to the 
optimum set for a non-linear model. Similarly, the result of grouping the consumers
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depends on which consumers we remove from the data set as being outliers. Therefore, 
the order in which the ideas are presented in the thesis (and the sections below) is just 
one path through the modelling process. Alternative paths are discussed in Chapter 5.

1.5.1 Feature se lec tio n  and regression

All three data sets have very few records (i.e. < 20 products), and two of them have 
many more features than records. To build predictive and interpretable models, we 
need to reduce the number of features. We can either select a subset of the available 
features, or select some combination of features to reduce the dimensionality. In food 
design, it is important to understand which features drive consumer preferences, so we 
argue that feature subset selection is essential.

In Chapter 2, we discuss several common statistical approaches for feature selection, 
such as forward sequential selection. Machine learning approaches discussed include 
stochastic searches such as simulated annealing. The emphasis in published work in the 
field is on detecting relevant features, all of which are then used in building predictive 
models. One problem with small data sets is the risk of selecting too many features, 
even if they are all apparently relevant. This can lead to building models that are too 
complex, and fail to capture the underlying relationship between sensory attributes and 
preference scores. This is especially true if the features are weakly correlated.

Chapter 2 also includes a discussion of regression methods, focussing on a compar
ison between linear and non-linear approaches. Given that we are selecting features in 
order to perform regression, and that the performance of a regression model depends 
on the features selected, feature selection and model building arc inseparable.

The principal question at the core of this chapter is:

How can we avoid building models that are too complex, when we only 
have a very small data set?

Two solutions are suggested that depend on the type of data available. In general, 
a stochastic search combined with suitable complexity penalty is shown to be effective. 
If extra unlabelled^^ data is available, then a semi-supervised approach may be more 
suitable. We propose and analyse two new algorithms using semi-supervised learning, 
one for feature selection, and one for creating regression ensembles.

In some cases, and given a sufficiently good set of features, non-linear regression 
models are shown to outperform linear models, although at considerably greater com
putational expense. In other cases, linear models are more accurate than non-linear 
models, according to leave one out cross validation.

^^Unlabelled records correspond to products with known sensory attribute scores, but unknown 
preference scores.
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Note that there are two forms of complexity under investigation. Firstly, introduc
ing more raw features increases the model complexity; and secondly, allowing more 
parameters per feature (such as moving from a quadratic to a cubic polynomial) also 
increases the model complexity. The latter introduces more features but these are 
functionally related to the raw, measured features from which they are derived.

1.5 .2  C lu ster analysis

Given that consumers have distinct preferences, we cannot select just one set of features 
and build just one regression model. Instead, we must identify market segments and 
target appropriate products to appropriate consumers. We can then build a separate 
regression model for each cluster of preference panellists. In Chapter 3, we discuss sev
eral clustering methods, focussing on Gaussian mixture models and fc-means clustering. 
An approach specific to product design — preference mapping — is also described, and 
a non-linear variant is introduced.

A universal problem in cluster analysis is to determine how many clusters are present 
in the data. Several traditional approaches to this are discussed, such as those derived 
from information theory and a novel consistency-based approach.

Two research questions are raised. Firstly we repeat the question from Chapter 2:

How can we avoid building models that are too complex, when we only 
have a very small data set?

In this context, “complex” refers to the number of clusters, which determines the 
number of free parameters that we must estimate. Secondly, we observe that stochastic 
clustering methods produce difierent models each time, leading to the question:

How can we choose between or combine different cluster models, gener
ated from the same data?

The first question is answered using two approaches, namely those derived from in
formation theory and a measure of solution consistency. These give similar results, 
although it is impossible to determine the true number of clusters present. “True” 
in this context refers to how many distinct groups of consumers exist in the popula
tion, but this is unknown and immeasurable. Moreover, it could be argued that any 
such grouping of people is artificial and therefore there is no “true” number of clus
ters. Instead, we must aim to find clusters that allow us to make useful predictions of 
preferences and to predict the corresponding sensory properties.

In answer to our second question, we describe new algorithms to distinguish between 
cluster models. One approach measures the consistency with which a particular solution 
is found, and chooses the cluster model with greatest consistency. Another approach
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combines clustering with regression, and uses the regression error to select a clustering 
solution. These provide new ways to choose between two models that are distinct, but 
as good as each other purely in terms of cluster analysis.

1.5.3 O utlier d etectio n

It is known that many preference panellists produce inconsistent and inaccurate results. 
Some people are not skilled at (or are incapable of) distinguishing between widely 
differing products, so will find it impossible to give well-founded preference scores. 
Furthermore, we have no knowledge of the distribution of these scores, and so we have 
no noise model. Therefore, we need to remove or accommodate these scores, or else 
the models we build will be distorted and misleading. In Chapter 4, we discuss several 
current approaches, including discordancy tests, a support vector approach, classifier 
stability, and layered removal. Many of these require the use of parameters selected by 
the analyst.

Two questions are raised:

Can we use the fact that we are performing clustering to aid the detection 
of outliers?

and

Can we reduce the number of arbitrary parameters to be selected, such 
as decision thresholds?

We present a novel outlier detection approach, which answers both questions by 
combining cluster analysis with outlier detection, without the need for any extra ar
bitrary parameters. We highlight the flexibility of this approach by using it to reject 
outliers from a combination of clustering and regression models.

1.6 C onclusions

Throughout this thesis, we argue that the analysis of small data sets leads to different 
issues than the analysis of the more common, larger data sets. Overfitting is always a 
risk, but becomes exaggerated by the lack of data. Effective feature selection is always 
difficult, but becomes almost impossible when only a few records are available. We 
address the issues by combining computationally intensive machine learning methods 
with more conservative statistical approaches, and we propose several novel algorithms 
to solve these unusual problems.

This chapter has highlighted current trends in the food industry, and how intelligent 
systems can be used to aid the designers. One common feature is that technology is
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often a driving force, whether it is domestic freezers and microwaves or computerised 
stock control systems. The application of intelligent systems to the design of food is 
one further step down the same road.
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C hapter 2

Feature Selection and R egression

2.1 Introduction

In food design, models explain the relationship between the sensory features and con
sumer preferences of a product. Model building is an essential part of this data analysis. 
Feature selection is an essential part of model building; by reducing the number of fea
tures, we also reduce the number of model parameters. This makes estimating the 
parameters easier, and hence allows more accurate models to be built. Being smaller, 
the models may also gain clarity. In the absence of sufficient domain knowledge, the 
data itself must be used for feature selection. However, very small data sets contain 
very little information, making feature selection problematic.

Finding a useful set of features is a form of search, where the space we are search
ing grows factorially with the number of features, so that even an apparently modest 
number of features creates an intractable problem. This forces us to use heuristic 
search methods. The problems are exacerbated by the lack of data, giving us very little 
information for evaluating decisions.

In this chapter, we describe several widely used feature selection techniques from 
the fields of statistics and machine learning. However, these are shown to overfit the 
data, i.e. to select too many features and therefore build too complex a model. This 
motivates a discussion of several methods which limit the complexity of the models, 
and hence the number of features. It is argued that many of these techniques are 
inappropriate when dealing with very small data sets. This leads us to the conclusion 
that cross model validation (which is used to limit the number of features selected — 
see Section 2.5.1), combined with heuristic feature selection, provides the best solution 
to feature selection problems.

It is argued that a better approach would be to create and analyse data sets with 
far fewer features than is currently the norm. This would require a change in the way 
data is gathered, and would allow exhaustive search techniques to be used, which would

34



guarantee finding the optimum set of features with respect to the data, something which 
is currently impossible.

This chapter interleaves work on regression and on feature selection, rather than 
treating them as two separate fields. Kohavi and John [75] argue that the two should 
be combined because

the optimal features depend on the specific biases and heuristics of the 
learning algorithm [75, Section 10].

Therefore, in this work, feature sets are regarded as good or bad only with respect to 
the particular regression model being used.

In some food studies, the sensory panel is presented with more products than the 
preference panel. This has the effect of generating some extra unlabelled data (i.e. 
records with no known preference scores) at no extra cost. This data can be used to 
generate improved models, both for feature selection and for regression. In this chapter, 
we present two new algorithms: a semi-supervised feature selection algorithm (Section 
2.8), and a semi-supervised ensemble regression algorithm (Section 2.11).

In Section 2.2, we describe the two regression algorithms used in this work, and 
discuss whether nor not consumer preference scores are linear with respect to sensory 
attribute scores. In Sections 2.3-2.4, we discuss several approaches to feature selection. 
In Section 2.5, we discuss approaches to avoiding overfitting, especially the dangers of 
selecting too many features from a small data set. In Section 2.7, we describe the results 
of several feature selection methods applied to the food data sets. In Section 2.8, we 
describe a novel approach to feature selection, using semi-supervised learning. In the 
remainder of the chapter, we discuss other aspects of regression: using the Minimum 
Description Length to avoid overfitting (Section 2.9); using the EM algorithm (Section 
2.10); a novel method for building semi-supervised ensembles (Section 2.11); and the 
affect on feature selection of the initial number of features (Section 2.12).

2.1 .1  S electin g  sensory  features

As we described earlier (Section 1.4, page 24), when a sensory panel is formed, its 
members are charged with the task of defining a set of attributes of the food under 
examination, such that a) the panellists can measure reliably each product on each 
scale, and b) the attributes are sufficient to distinguish reliably between all the sample 
products. The tendency is to measure everything that can be measured, and therefore 
to produce a set of attributes that is larger than strictly necessary.

In sharp contrast, the consumers forming a preference panel are only presented 
with a very limited number of products, typically between 12 and 20. This is due to 
taste exhaustion: if a consumer tastes too many products over a limited time-period.
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the responses will become close to random. Note that the sensory panel may formally 
measure only a similar small range of products, but will usually have analysed many 
more during the sensory panel’s training period. The data we use in this work, and 
described in Section 1.4.4, consists only of measurements of the final product sets.

One of the main tasks in analysing food data is to build models relating sensory 
scores to preference scores, and it is on this that we now focus. When building models, 
we need more records than there are free parameters; otherwise an infinite series of 
models will fit the data equally well (such as drawing a regression line through just one 
point). Note that having more records than free parameters does not guarantee that 
we can find a useful model: the records may be correlated, and so not provide sufficient 
distinct information to guide the model building process. Given the relative sizes of 
the sensory and preference data sets, we want to reduce the number of features.

Rather than build a model that only fits the small data sample we have, we want to 
build models that fit the underlying distribution. This will allow us to make predictions 
about novel products, and so optimise their design. As with any science, there is 
inevitably a degree of noise in all of the measurements. A model which is very complex 
may fit the given data sample very well, but will fail to generalize well. I.e. the model 
will tend to make very poor predictions on future, unseen examples.

This is particularly problematic when modelling small data sets, owing to the short
age of information about the underlying distribution. Therefore we must be careful to 
avoid overfitting the data. If we use models of a single class (e.g. linear regression mod
els) then the complexity depends only on the number of features. We must therefore 
determine the number of features to use as well as selecting the features themselves.

In consumer science, a driver is a product feature that strongly influences con
sumers’ preferences, either positively or negatively. The identification of drivers is an 
end in itself when analysing consumer preference data: if we can identify the few fea
tures that are particularly important, then it is much easier to design the “perfect” 
product that matches the consumers’ preferences.

If we were working with large data sets (i.e. with many products), then a further mo
tivation behind feature selection would be speed. Using millions of records to estimate 
parameters, or using a model to make millions of predictions, takes a long time, and 
gets slower as we increase the number of features. With very small data sets however, 
we have the opposite effect: computationally intensive methods may become feasible 
owing to the small number of records.

In summary, we must select features to:

• understand consumers preferences;

• avoid overfitting; and
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• allow model building to proceed with a small data set.

2.1 .2  R elevant features

Most of the literature on feature selection concentrates on identifying and selecting all 
of the relevant features, while discarding all of the irrelevant ones (e.g. [2, 75, 70]). 
While appealing, this may be inappropriate when working with very small data sets, 
as discussed in Section 2.5 below.

John et al. [70] define three aspects of feature relevancy. All three definitions are 
based on considering the removal of a feature from a current set of features. A feature 
is strongly relevant if removing it from the current set necessarily leads to a worse 
performance of the regression or classification model. A feature is lueakly relevant if 
removing it from the current set sometimes leads to a worse performance, but not 
always (depending on the other members of the feature set). A feature is irrelevant if 
removing it never degrades performance. Equivalent descriptions can be given in terms 
of adding features and improving performance. The overall aim of feature selection is 
usually defined as selecting all the strongly relevant features; as many weakly relevant 
features as are necessary; and no irrelevant features. Later work by Kohavi and John 
[75] shows that the optimum feature set^ is not necessarily identical to the set of relevant 
features. In fact, relevance does not imply optimality, and optimality does not imply 
relevance [75, Section 2.3]. Certainly, selecting only relevant features is unlikely to be 
optimal when given a small data set: there may be insufficient evidence to support 
choosing all the strongly relevant features, let alone the weakly relevant ones. Again, 
we must be careful to control the number of features selected.

It is worth stressing that a feature set can only be considered “ideal” with respect 
to a particular problem. If we want to show that apples and oranges are similar, we 
might use the “shape” feature, as they are both sphericai. If we want to highlight their 
difference, we might measure their colour. The Ugly Ducking theorem [39, p.458-461] 
shows that the quality of a set of features is always problem-dependent. Our problem 
is to predict product preferences from a set of sensory features, so we now turn to 
consider predictive models, and regression in particular.

2.2 R egression

Our aim here is to build predictive models of consumer preferences. Two options 
present themselves: classification and regression. We could in principle split food pref
erences into two opposing classes, such as “like” and “dislike”. However, this division 
is too crude to guide food design, because it fails to capture consumers’ responses to

'Optimal with respect to the estimated prediction accuracy of the final model.
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food. Susmaga [122] describes using rough sets to form multi-class discretizations of 
continuous data, and compares this with other methods of discretization based on the 
number of partitions, the fraction of these that are redundant, and so on. Susmaga 
arugues in favour of discretization by pointing out that discrete data is often faster to 
analyse, allows smaller models to be built, and is required by some algorithms (such as 
ID3, a common decision tree algorithm [100]). These advantages don’t apply to very 
small data set analysis: the models will be fast to build, they will be small, and we can 
easily choose suitable algorithms that work with continuous data.

Torgo and Gama [129] describe a generic pre-processing step, to convert regression 
problems into classification problems. They combine several discretization methods 
with several classification algorithms, and compare the results to several regression 
methods, using a number of “real-world” data sets. Overall, they show that regression 
tends to produce more accurate results than discretized classification methods. Sus
maga [122] does not provide any such comparison to regression methods. Even though 
classification is studied more widely in the machine learning community than is re
gression [129], there is no guarantee that classification models are more accurate than 
regression models, shown both by Torgo and Gama’s results, and more generally by 
the No Free Lunch theorems (e.g. [135]).

The overheads of choosing a suitable method of discretization and a suitable cost 
function, coupled with the sparseness that such methods would produce from a small 
data set, strongly suggest that regression of continuous data is more appropriate. This 
decision also follows Marr’s “Principle of Least Commitment” [77], which states that we 
should retain as much information as possible in our data, during all stages of process
ing. Given that our original (continuous) data is noisy, any attempt at discretization 
may lead to some values being assigned to the “wrong” bin, which would be an irrecov
erable mistake. We therefore choose to use regression models rather than classification 
models in the remainder of this work. We now discuss two regression algorithms that 
we will use in later experiments, and consider why feature selection is vital for each of 
them.

2.2 .1  Linear regression

A linear regression model defines a straight line passing through the data sample. 
The output is a simple weighted sum of the inputs, with an extra bias term. Given m  
variables and n records, this becomes: y =  Au, where y is a vector of target values A is 
an X (m-f 1) matrix of the input data, with an extra column of ones corresponding with 
the bias term; and u is the vector of parameters we need to estimate, with m  elements 
defining the gradient of the line and one element defining the vertical offset (bias). There 
are thus m -f 1 free parameters for a model of a data set containing m  independent
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variables. The optimum value of these free parameters is usually defined as the least 
squares solution, i.e. the parameters that minimise the error =  (y —Au)^. This least 
squares problem can be solved through matrix algebra, by estimating û  =  A^y,
where û is the vector that minimises the errors e [58]. This is straightforward and fast 
to calculate, assuming that A is small enough to allow easy inversion. If there are 
fewer records than features, then calculating the weights û becomes impossible: A^A 
becomes singular^, which makes the inversion numerically unstable. Thus, we may have 
to perform feature selection before building a linear regression model.

Once a regression model has been built, the results are easy to interpret: a large 
element of ü  corresponds to a variable that is an important driver (assuming that 
the data matrix A has normalised rows and columns). If the weight is negative, the 
consumer dislikes that feature; if the weight is positive, the consumer likes that feature; 
if the weight is close to zero, that feature is irrelevant. Further analysis is also possible, 
such as using singular value decomposition of A, and examining any dominant values.

If the underlying distribution from which the training data is sampled is not ap
proximately linear in the area of interest, then the linear regression model will fail to 
capture this non-linearity, and so perform badly.

2 .2 .2  R adia l basis fu n ction  netw orks

Radial basis function (RBF) networks are one of the most common varieties of feed
forward networks, although their original purpose was to perform exact interpolation 
of a set of data [98]. RBF networks use a linear combination of non-linear local kernel 
functions, which allows them to find good approximations to complex functions. A 
typical RBF network consists of a number of Gaussian basis functions, which map the 
input data into some other space, with a bias term to allow non-zero offset. The output 
is the weighted sum of the Gaussian activations and the bias. The output y of an RBF 
network with h basis functions 0^, and weight terms given input vector x is:

h
2/(x) =  ^ W i ( j ) , { - x )  -H w q .

2 =  ]

The kernel (or basis) function cj) used in this work is exponential:

0j(x) =  exp
,

where is the centre of the basis function, which has variance (width) cr|.

singular matrix is a square matrix whose determinant is equal to zero, and which therefore 
cannot be inverted.
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The training algorithm used in this work has two stages; first, the expectation- 
maximisation (EM) algorithm^ is used to estimate the means and variances of the 
Gaussian components; then the weight and bias parameters are calculated by matrix 
inversion, similar to that used in linear regression, described above. This two stage 
approach is described by Bishop [15, p .170]. Other forms of RBF networks use different 
basis functions, or introduce further constraints, such as having a fixed width for all 
the basis functions. There are many other training algorithms used for estimating 
the parameters; we use the two-stage process described above principally for reasons 
of speed (e.g. [15, p .183]). Recent authors, such as Scholkopf et al. [113], treat RBF 
networks as a special case of support vector machines (SVMs). SVMs use kernels to 
project data into a different space, where classification (or regression) becomes easier. 
Using Gaussian kernel produces a system equivalent to an RBF network, but using 
other kernels (such as polynomials) gives SVMs greater flexibility. However, SVMs 
have extra parameters to be selected (such as the choice of the kernel function, and the 
value of ‘C’), arc typically slower to use than RBF networks, and have no guarantee of 
being more accurate. We will not consider them further.

Unlike linear regression, RBF networks can approximate any function to an arbi
trarily small error, given enough basis functions, and therefore enough data to estimate 
the corresponding parameters (Hartman et al. [63]). Unlike linear regression, we can 
build RBF networks even if we have fewer records than features. The second stage 
of building the network only requires that we hav(î h'wer Gaussian components than 
records to allow matrix inversion, and not necessarily fewer features. However, the 
estimation of the parameters is likely to be poor, owing to the lack of information, so 
feature selection is still essential.

2.3 A pproaches to  feature selection

One traditional approach to feature selection is to use correlation analysis to estimate 
whether a feature is likely to be useful (e.g. a sensory feature correlated with the 
preference) or redundant (e.g. two sensory features that are strongly correlated). This 
technique is an example of a filter: we take a set of data, filter out the unwanted 
features, and then build a model from the remainder (see Figure 2.1).

The main alternative to feature selection is feature extraction, where new features 
are created by transforming the original set, typically incorporating dimension reduc
tion. In both cases, we reduce the number of parameters required by the model, but 
feature extraction achieves this by transforming the data before simplifying it. One 
of the most widely used techniques is principal components analysis, or PCA (e.g.

^The EM algorithm is described further in Section 3.4.5. The appendix gives further implementation 
details in Section A. 1.1.
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Figure 2.1; Filter methods for feature selection

Gnanadesikan [52]). This creates new features by forming orthogonal, uncorrelated 
linear combinations of the original features, and then selecting a few of the most im
portant derived features. The aim is to find a low-dimensional representation of the 
data that accounts for most of the variance in the original features. Factor analysis 
[52] is a closely related method which aims to account for the correlations (rather than 
variance) between the original features.

However, in the case of food design, dimension reduction by itself is not our only 
goal: we also want to understand why consumers have their preferences, described in 
terms of food properties i.e. using the same measures that the sensory panel derived. 
This suggests that feature extraction by itself is not useful, unless it also allows us to 
identify and select features from the sensory panel. Another potential problem with 
PCA and related methods, is that by selecting a subset of the derived components, we 
may be throwing away information that is discriminatory, even if only weakly so. This 
goes against M arr’s “Principle of Least Commitment” [77] mentioned earlier (Section 
2 .2 ).

Duda and Hart give a simple hierarchical dimension reduction algorithm [38, p.247], 
which works by iteratively merging pairs of features that are most highly correlated. 
As we want to retain the original features to aid interpretability, this merging is un
acceptable, but we can adapt Duda and Hart’s algorithm to perform feature selection 
rather than feature extraction. Figure 2.2 shows a form of backwards elimination, 
where the two features which are most highly correlated with each other are selected, 
and whichever one is least correlated with the target is removed. This process continues 
until no features are left. At each stage, a model can be built and its generalization 
error estimated (e.g. using cross validation, as described in Section 2.5.1). We can then 
terminate the algorithm when the error starts rising. The results presented in Section 
2.7 include this “correlation based feature elimination” (CBFE) technique.

One alternative to filtering out unwanted features is embedded feature selection, 
which describes induction algorithms that perform feature selection as a side effect. 
For example, when building a decision tree, the most informative variable is selected as 
the root, with less informative variables appearing lowei- down the tree or being entirely 
absent. Breiman et al. [20, p.217ff] discuss the Boston housing data (which we analyse 
in Section 2.11 below), and build a regression tree. When predicting house prices, the 
first variable selected by the algorithm is the number of rooms. Other key indicators
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Given data (X, y ) , repeat until termination;

1. Find a and b, the most correlated pair of features in X

2. Calculate correlations Ca and between these features and Y

3. If Cfl < then
X X \X ^ 

else 
X  X\X(,

End if

Figure 2.2: Correlation based feature elimination
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Figure 2.3: Wrapper methods for feature selection

appearing near the top of the tree include crime rate and the percent of “lower-status 
population” in each area; the original variable of interest (air pollution) was not used 
at all. Thus, certain regression algorithms intrinsically perform feature selection.

Unlike filters and embedded methods, wrapper approaches use the regression model 
(or some other inductive algorithm) to evaluate many possible sets of features, and then 
choose one set that generalizes well to build the final model (Figure 2.3). We wrap 
a feature selection algorithm around the regression model, with the aim of selecting 
features that minimise the generalization error. In order to use a wrapper, we must 
define a space of models, and a method for searching it. This is the subject of Section
2.4. Note that filter methods can still be thought of as searching through the space 
of feature subsets, albeit a deterministic search that only covers a very small part of 
the space. W ith wrappers, there is greater freedom in exactly how the model space is 
defined, and how it is then searched.

We want to find a set of features that will allow us to build a good model. Wrapper 
methods explicitly define a good set of features as a set which produces an accurate 
predictive model, rather than using a more abstract definition based on (for example) 
correlation or variance, which may or may not produce a useful regression model.
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Figure 2.4: Space of feature subsets (based on Kohavi and John [75]). Not all of the 
possible paths through the model space are explicitly shown.

2.4 Searching w ith  w rappers

We now focus on wrapper approaches to feature selection, discussing the feature space, 
its size, and how to search it effectively. Figure 2.4 shows one representation of a feature 
subset space, with a total of four features. At the top, we have the single model that 
contains no features at all (represented by four zeros), and at the bottom the single 
model containing all features (represented by four ones). The lines linking pairs of 
models represent the addition (moving down the graph) or removal (moving up) of a 
single feature. There are many ways to explore this space, not all of which directly 
follow these lines.

Two general problems with the search for feature subsets should be highlighted. 
Firstly, in common with many search problems, the value of the optimal solution is 
unknown; we don’t know in advance the regression error associated with the best pos
sible feature set. We are looking for a needle in a haystack — and we don’t know what 
needles look like. Secondly, unlike many search problems, feature selection provides 
no gradient information. Each feature is cither used in the model or not. creating a 
search landscape consisting of horizontal terraces and vertical cliffs. This means that 
the direction of the search is random; we have to take a step, evaluate the results, and 
then either move on or move back.

2.4 .1  E x h a u stiv e  search

As the name suggests, we could “simply” try out every possible combination of features. 
However, there are 2 ^  possible subsets drawn from N  features; with the 65 features 
of the meat sensory data set, this gives ~  4 x combinations, which would take
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thousands of years to evaluate. Such exhaustive searching is computationally infeasible 
if the data set has more than about 20 -  25 features (and hence ~ 3 x  10  ̂combinations)^. 
One option is to use some other technique to remove the least likely features (e.g. one of 
a pair of strongly correlated features), and then exhaustively search across the “best” 
25 features (or fewer). However, this amounts to exhaustively searching just one small 
part of the original space, and unless we are certain that the optimum answer is within 
this subspace, it will ultimately be misleading.

This assumes that we do not know the error associate with the most accurate model. 
If such an optimal solution is known, then we can use efficient methods to search for it, 
such as “depth-first branch-and-bound” or the A* algorithms [138]. When the optimum 
solution is unknown, as in our case, we are forced to use heuristic search methods. This 
is because if we do not know the minimum error, then we will not know when we 
have found the optimal model until we have evaluated every possible model. We need 
some approximation to allow an early termination of the search to make it feasible. 
Historically, early attempts at developing such heuristic methods lead to approximate 
versions of the previous exhaustive search methods, such as beam search, which is an 
approximate version of brach-and-bound [138, p. 25]. These approaches were designed 
for moderate-si/ed problem spaces, where they are very effective. However, even these 
approximations cease to be useful as the problem space grows. Rayward-Smith et al. 
[103] argue that these methods perform no better than exhaustive enumeration, in the 
sense that the time (or memory) complexity grows too rapidly to be useful. While it is 
possible that some form of beam search would improve on the results we present here, 
such alternatives are left to future work. In the remainder of this section, we discuss 
heuristic approaches to early stopping, such as sequential and stochastic algorithms.

2 .4 .2  S eq u en tia l m eth o d s

The most widely used sequential method is forward sequential selection, as described by 
Theodoridis and Koutroumbas [126, p .160]. Here, we build a feature subset by greedily 
adding one feature at a time to an initially empty set. To add feature n-|-l to an existing 
subset of n features from a total of N  features, we build {N — n) models, each consisting 
of the current n features and one extra. We then select the single feature that reduces 
the model’s error the most, and add that to our current feature set. We continue to 
add features in this way until some pre-specified stopping condition is reached, such as 
when the addition of a new feature does not reduce the error of the model. In Figure
2.4, this can be shown as starting at the top, testing each available link in turn, and 
then following a single link down through each level, while never moving sideways or

"^Suppose it takes one day for a computer to exhaustively search a space of 25 features; then adding 
one extra feature will take almost a month, and two extra will take almost two years.
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upwards. The model error is typically defined as the generalization error, as estimated 
using a hold-out set (Section 2.5.1).

The complementary method is backwards elimination selection, which starts with 
a model using all the features, and greedily removes the single feature that lowers the 
generalization error by the greatest amount. This is equivalent to traversing Figure
2.4 from bottom to top. One drawback is that because we want more records than 
features, it may be impossible or undesirable to build the first model required (i.e. one 
containing all features).

One open problem with forward sequential selection is selecting a stopping criterion, 
i.e. a criterion for determining when to stop adding features. Given sufficient data, one 
can happily continue to add features until the error stops dropping, but with a very 
small data set this often leads to overfitting. A more formal statistical approach is based 
on observing the distribution of how the error changes when adding a single feature to 
the current set. At the start, we evaluate the “no feature” model^, and then build N  
models, each containing exactly one of the N  features. Each of these models will have 
an error associated with it, which we can compare with the error of the “no feature” 
model. We can then produce a histogram showing how often the error decreases or 
increases as we add features. The best and worst features will be at the extremes. In 
order to justify including the best feature in the model, we need to verify not only 
that the error is reduced by its inclusion, but also that this reduction is significant. In 
the simplest case, we could fit a normal distribution to the error changes (taking the 
empirical mean and standard deviation from the histogram), and test to see if the best 
feature is in the 5% tail of the distribution. A t-test may be more robust, given that 
the histogram would be formed from a very small sample. In the results section below, 
we describe this as a “Monte Carlo significance test” (Section 2.7, p. 61).

All sequential techniques tend to suffer owing to their greediness. Once forward 
sequential selection has added a feature, that feature will remain in all subsequent 
models, and its removal will never be considered. One attempt to offset this is to com
bine forwards and backwards sequential techniques, into floating sequential selection 
(e.g. Theodoridis and Koutroumbas [126, p .161]). There are many forms of this, but 
the general idea is to perform forward selection, followed by backwards elimination, 
then forward again, and so on. This adds a modest and controllable amount of com
putational expense, and introduces further parameters to be estimated, but brings the 
advantage that it selects combinations of features that work well together, rather than 
selecting one feature at a time.

Floating methods by no means guarantee finding high quality solutions, as any 
sequential technique will tend to become stuck in local optima (e.g. [126, p .160]). At

'A model with no features will produce a constant output; e.g. y  =  5.6.
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some point in our search, we will find that any single change we can make (i.e. adding 
or removing a single feature) leads to a worse model. This does not mean, however, 
that we have found the optimum solution: it might just be that we need to change 
the model more substantially to improve it. Various attempts to avoid the solution 
becoming trapped in such local optima have inspired a number of heuristic techniques 
and other methods, such as simulated annealing, which we describe next.

2.4 .3  S im u la ted  annealing

Simulated annealing (SA) consists of a random walk through the search space, each 
step consisting of the addition or removal of a single feature (e.g. Rayward-Smith et al. 
[103]). It is inspired by annealing: when a piece of metal is heated and then allowed to 
cool, its atoms vibrate rapidly at first, but gradually slow down, settling into a regular 
lattice arrangement with (locally) minimum energy. At early stages of the simulation, 
the “temperature’’ is high, allowing steps to be taken at random, even if they make the 
model worse. As the temperature drops however, only steps that improve the model 
tend to be allowed. Thus, SA is a minimisation technique.

Potential steps (i.e. the addition or removal of a feature) are selected randomly 
and evaluated. If the step lowers the error, it is always accepted. Otherwise, the 
probability of taking a locally worse step® is directly proportional to the change in 
error, and inversely proportional to the temperature. The probability of moving at 
any one step from feature set .s, with error to feature set sj with error ej, while the 
temperature is T, is given by:

, , ) exp(-(ej -  6ï)/T), if
P(a% -4 Sj) = <

I 1 otherwise.

Thus, steps which make the model worse are taken occasionally, but mostly at high 
temperatures (i.e. early in the algorithm). This enables the algorithm to overcome 
local optima, but still allows a more delicate, localised search in the later stages. Un
fortunately, the algorithm is still not guaranteed to find the global optimum, unless an 
unrealistically slow temperature schedule is used.

Implementation details are given in the appendix, Section A. 1.2.

2 .4 .4  H ybrid  m eth o d s

Each feature selection method has its own advantages and disadvantages. By combining 
complementary methods, we may be able to enhance the advantages and reduce the 
disadvantages.

d.e. a change that increases the error of the model
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Sequential forward selection is deterministic, and will rapidly perform a greedy 
search, but owing to its failure to reliably find combinations of features, it is often sub- 
optimal. Stochastic alternatives, such as simulated annealing, perform a wider search, 
but still, in practice, provide no guarantee of finding the global optimum, or even of 
finding a local optimum.

If we perform a single forward-backward sequential sweep (i.e. floating sequential se
lection) periodically during a stochastic search process, we can take advantage of greedy 
optimisation as well as stochastic optimisation. One approach is to combine simulated 
annealing with a floating sequential search, so that regularly during the search, a local 
greedy hill climber is applied to the current estimate. Reeves and Hohn [104] describe a 
hybrid system combining a genetic algorithm^ with a local neighbourhood search, and 
show good results when applied to graph-partitioning and job-shop scheduling. How
ever, given that we are using a simple binary representation, with each feature being 
either present or absent, such local hill climbing may have less effect owing to the lack 
of gradient information. In fact, we must be careful not to place too strong an emphasis 
on the greedy stage. If we were to perform a greedy step after every stochastic step, the 
effect would be to negate the stochastic search almost entirely, and to return repeatedly 
to the locally optimal model found by greedy search.

Another option would be to use a genetic algorithm to identify good regions, and 
then perform an exhaustive search within this region. But as noted earlier, the benefits 
of an exhaustive search are lost if the global optimum is not in the region being searched.

2.4 .5  D egree  o f search exh au stion

Having discussed several search methods, we now turn to the question of how effective 
they are. Given N  features from which to choose a subset, there are N  single-feature 
models, N  x {N — 1) two-feature models, and so on. As noted earlier, this gives 
2^ solutions, making an exhaustive search impossible. The question is what is the 
probability of finding the optimal solution? Given that we don’t know this solution 
in advance (obviously), we can start by considering the probability of evaluating any 
given solution. The probability of not selecting some particular feature, at least once, 
if we build m single-feature models is: . For example, the probability of never
selecting feature 1 out of 65 within 1000 iterations® is (64/65)^^^® =  1.85 x 10“ .̂ This 
is so small that we can be reasonably certain that we will evaluate every single-feature 
model, even with a random search.

More generally, the probability of not selecting some particular combination of I

^Genetic algorithms are population-based searches inspired by Darwin’s theory of evolution.
®Here, one iteration refers to the evaluation of one feature subset, however it is generated.
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features from TV, after M  iterations, is:

1\{N - l ) \
1 -

N\

Thus, the probability of never selecting one particular combination of 5 features from 
65, after 10,000 iterations is 0.9988. So even with a modest number of features and a 
large number of iterations, we are still extremely unlikely to evaluate every model.

The nature of this coverage means that we need only concern ourselves with search
ing for feature subsets containing several features, safe in the knowledge that very 
small subsets will be searched near-exhaustively. The corollary is that the results from 
single-feature search are likely to show the best possible single-feature model, whereas 
the multiple-feature models are likely to be sub-optimal. This could introduce an un
wanted bias towards simple models. Note that the symmetric argument applies to 
models containing all (or nearly all) the features, where there may be an unwanted 
bias towards very large models. It is the “middle” of the search space, with mod
els containing approximately half of the available features, that may not be searched 
effectively.

The figures given above represent completely random feature selection, and the 
search methods used here are not completely random. Thus, for example, forward 
sequential selection will only cover a minuscule fraction of the space, but is biased 
towards locally good models; if this bias is suitable for the given search space, it will 
perform well despite its partial coverage. The same applies to any heuristic search 
method: the percentage covered is unimportant, if  the best areas are searched. One 
advantage of simulated annealing is that it attempts “importance sampling” — features 
that seem to be useful to the current model, tend to be incorporated within future 
models. Thus, more important areas of the search space tend to be sampled more 
frequently than unimportant areas.

2.5 A voiding overfitting

Intuitively, when we fit a model to a sample of data, we want to minimise the residual 
error. This can, in fact, always be reduced to zero if we use a sufficiently complex model 
(e.g. an RBF network with a sufficient number of kernels [63][15, p .167-169]). But this 
is only justified if we can guarantee that the data arc noise-free. Any data set based 
on measurement will inevitably have some degree of noise, but we are interested in the 
underlying distribution, and not the noise itself. Overfitting can be defined as producing 
a mode] that fits the training sample but which fails to fit the underlying distribution 
of data, because the model is too complex. This leads to poor generalization to novel 
examples. Overfitting is often caused when the training data sample is distorted by
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Figure 2.5: Two stages of overfitting with wrappers

noise: when a model fits the given noisy sample too closely, it will not fit the underlying 
distribution. Any error value associated with a model can only be an estimate of the 
true error. By selecting the model with the lowest estimated error, we may not be 
selecting the model with the lowest true error.

If we overfit during feature selection, we will select too many features and produce 
a poor regression model. If we produce a poor regression model, we will make spuri
ous predictions regarding consumer preferences, claiming more than the data actually 
supports.

In many cases, overfitting can be avoided by applying cross validation methods (e.g. 
Ripley [105, p.69-70]), where we estimate the generalization performance of the model 
by using some extra data that was not used in estimating the model parameters. We 
build a model using the training data set, use this model to estimate the target values 
on the extra data, and compare these estimates with the true values. By minimising the 
generalization error, we can be more certain that we are fitting the underlying function 
and not the random noise. In fact, the more we overfit, the greater the generalization 
error will become, even if the training error continues to decrease.

However, wrapper techniques used in feature selection introduce a second source of 
overfitting, owing to their two-stage process. Firstly, many models are built. Secondly, 
one of these is chosen as the “best” model. Figure 2.5 shows these two stages. Even 
if cross validation is used during the first “parameter estimation” stage to give an 
good estimate of each model’s generalization performance, simply selecting the model 
with the lowest cross validation error (the “model selection” stage) will tend to cause 
overfitting. It will select a model that happens to fit the sample most closely, rather than 
one that fits the underlying distribution. This problem can be avoided by introducing 
a second, outer loop of cross validation into the algorithm^. This risk of overfitting 
applies to any search method, including feature selection using filters. But as these 
typically generate far fewer models from which to select, the bias is less likely to be 
important.

A third source of overfit ting is because of “algorithm selection”. Suppose we avoid 
both parameter estimation and model selection overfitting (for example, using the tech-

^Logically, one could attem pt to a,void “selection” overfitting without attem pting to avoid “model” 
overfitting, but this seems rather pointless.
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niques described below in Sections 2.5.1-2.11), but then repeat this for many classes of 
models (RBF networks, support vector machines, decision trees and so on). If we then 
choose the model with the lowest error, there is a risk that this will overfit the training 
data. In this work, we reduce this risk^° by limiting ourselves to just two classes of 
regression models, one linear and one non-linear.

A further source of overfitting is described by Salzberg [110] as being caused by 
“community experiments”, based on shared data sets, such as the UCI repository [16]. 
If many people use the same sets of data to compare the same algorithms, then even 
if there is no difference between the algorithms, one would still expect 5% of the re
searchers to find results significant at the 5% level — leading to a Type I error^ ’ . 
Although we do use UCI data in some experiments, most of the work presented here 
uses food data sets that are not in the public domain, and have therefore not been 
“overanalysed” by the machine learning and statistics communities.

The problem of selecting a model that is complex enough to model the data, without 
being so complex as to overfit, is the problem of model order selection [15, p.371]. 
Common examples of this are selecting the order of a polynomial (quadratic, cubic 
etc.) during curve-fitting or selecting the number of kernels in an RBF network. A 
number of techniques have been developed over many years; we show several in Figure 
2.6 and discuss them in Sections 2.5.1-2.11.

without entirely eliminating it
’  ̂A type I error occurs when we reject the null hypotheses incorrectly. A type II error occurs when 

we accept the null hypothesis incorrectly.
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Figure 2.7: Bias when splitting data set 

2.5 .1  H old ou t m ethods

Hold out nuttiiods use S('parai,e sets of data to esl,iniat(' the model parameters and to 
estimate the generalization error (e.g. Hjorth [Gh, Cli.G]). The simplest ap])ioaeh is to 
split th(̂  data onee, using the lirst part (the “training .set’’) to build the model(s) and 
t he remaining j)art (the' “test se't” ) to measure' the' ge'iier alization erre)r. This e an cause' 
pre)l)l('iiis if the' two sets are' not iele'ntically (list ribnte'd, be'e anse the e'rreer e'stimate; will 
be inaccurate'. This proble'in be'come's progie'ssively worse' with smaller data se'ts.

To de'monstrate' t his, we' can cre'ate' some' artificial data, alleewing us to vary the' size' 
of the training se't. We define' X ~  A (̂0, 1), so that X is an ii x in. matrix, consisting 
of ?/, re'cords wit h 'in. fe'atnre;s. Ix't w be' a random we'ight ve'ctor, of size in. x 1. Let 
Y =  X'tn + f, where e ~iV((),().l) is a Gaussian noise te'rm. We then split X into two 
e'epial halve's, e'ach with ii/2 re'cords and in. feature's. We' build two linexir re'gre'ssion 
mode'ls, e'ach with in, + 1 ])arame'te'rs, and ele'fine' the distmice' bedwee'U tinsse' moeh'ls 
as the root ineriii sepiare deviation betwe'en the' paramete'r vea:te)rs. Figure 2.7 she)ws 
how the distance betwe'en pairs of moeh'ls drops as we increase ?/,, the size of the initial 
data set'-. Thus, even though the two halve's of the data sed, are drawn from the same 
nndenlying population, they h'ael to very different re'gre'ssion models, showing that the 
•samples sngge'st snbslautially different elistribiitious. The' large variance' betwe'en small 
samples causes e'lrors when using a hold out sample to estimate a model's accuracy.

A closely related method splits the data into three' sets, training and test as before, 
and with an e^xtra valielatieen set (e.g. Bishop [fo, ]).37G]. During iterative training 
algenithms (snefi as backpropagatioii, commonly nse'd for neural netwe)rk training), the 
valielath)!! se't is nse'd to ste>p training befiore ewe'rfitting oe-.cnrs. Again, with a small 
data set this is of little' nsey be'e anse' all thre'ê  sets will have' epiite different distributions.

Anotlu'r widely nse'd hold out me'thoel is /,:-fold cross validatieen (e.g. Hjorth [GG,

n varic's troiii 30 to 200. w ith in =  15 fhaturevs.
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p.27]). Here the data is split into training and test sets as before, and the sample gen
eralization error is calculated. Then the data is re-split into different training and test 
sets, and used to produce a second estimate of the generalization error. By repeating 
this k times, and placing every record in a test set exactly once, then we can obtain 
the average of the sample generalization errors. This gives an unbiased estimate of the 
model’s true generalization error. The most extreme version of this is leave-one-out 
cross validation, where each data point in turn is used as a test set (of size one), with 
the bulk of the data used for training. Thus, with N  records, N  models are built, each 
using N  — 1 training records.

By calling cross validation an “unbiased” estimate of the generalization error, we 
mean that on average it produces the best possible estimate, given the training data. 
In some cases, it will overestimate the error: in other cases it will underestimate the 
error. It is unbiased with respect to the training data, but not necessarily unbiased 
with respect to the underlying distribution. Therefore, if we build a large (but finite) 
number of models, each with its own cross validation error, and choose the model with 
the lowest estimate, we are likely to choose the model whose error was underestimated 
the most, and not the model with the lowest generalization error. This is likely to 
cause overfitting. We can avoid this effect using cross rnndd validation, to which we 
now turn.

Hjorth [66, p.42] describes cross model validation, an algorithm which performs 
two nested cross validation loops. The gcmeralization error of the best model of each 
possible model size is estimated. This is used to select the optimal model size. Then 
a separate cross validation loop is performed to optimise the parameters in a model 
of the given size, and to estimate the generalization error. In feature selection, this 
means first selecting the number of features, and then, as a separate stage, selecting 
which feature subset of the given size is optimal. This avoids both stages of overfitting 
labelled in Figure 2.5. Hjorth’s description includes a loop over all models of a given 
size, which in the current work is infeasible. Instead, we can replace this exhaustive 
search with a stochastic search, such as simulated annealing, outlined in Section 2.4.3. 
Figure 2.8 shows the cross model validation algorithm.

Ng [91] describes a broadly similar approach, namely cross validated cross valida
tion. He describes how overfit ting may be caused by either building too complex a 
model, or else by building too many models. These correspond with the two stages of 
Figure 2.5. He argues that if we select a hypothesis that fits a sample of noisy data 
perfectly, it will necessarily fail to fit the underlying distribution; if a hypothesis fits the 
noisy sample less than perfectly, there is a greater chance that it will fit the underlying 
distribution optimally. He then describes a novel way to estimate how many hypotheses 
can be built, such that the model with the lowest error is best, without it overfitting
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Given n x m  data set, D,  with n  records and m features, and a feature 
selection routine FS, do:

1 Initialise CMV^  a m-dimensional vector of zeros

2 For 2 = 1 to n

2.1 For j  = 1 to rn
2.1.1 hs =  FS{Di, j )
2.1.2 C M F  (j) =  C M y O ) +  err(hg,

2 . 2  next j

3 next i

4 Q M S  =  min C M V
j

5 ho = FS{D ,O M S)  

where:

• Di = D\di ,  i.e. the data set with record removed;

• O M S  is the estimated optimum model size;

• FS(D. S) is a function that performs feature selection using data 
D  constrained to use exactly S  features, and returns a single 
regression model;

• err{h,d) is the error for model h estimated from test set d; and

• ho is the final model selected.

Figure 2.8: Cross model validation algorithm, from Hjorth [6 6 , p.42]
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(the “best of n ” approach). From this, the percentage of models that are unlikely to 
overfit can be calculated; we can then build a very large number of models, sort them 
into descending order of estimated errors, and choose from the appropriate percentile.

One assumption behind Ng’s work is that the hypotheses are generated i.i.d. (inde
pendently and identically distributed). If we use the same sample of data to estimate 
the parameters of each model, then the resultant models will not be independent, so 
Ng suggests randomly sampling the hypothesis space. Any use of data to estimate 
parameters will introduce correlations between models, and hence destroy the required 
independence assumption. Given that even a directed search across the feature space 
is unlikely to find the optimum, a purely random search across both feature space and 
parameter space will not be productive.

2 .5 .2  C om p lex ity  p en a lisa tion

Rather than use extra data to estimate generalization errors, we can use régularisation 
to limit the complexity of the original model with respect to the size of the training 
set. Instead of minimising error (training or testing), we now minimise the sum of 
error and complexity, where “complexity” is typically a function of the number of 
free parameters being optimised by the model and the number of records being used 
to estimate these parameters. Examples of this include information criteria, such as 
Minimum Description Length (MDL) and Akaike’s Information Criteria (AIC). and 
structural risk minimisation (SRM, derived from statistical learning theory).

Historically, one of the first such complexity penalties was defined by Akaike and 
named “An Information Criteria” or AIC [1]. This defines the complexity term as 
twice the number of free parameters. While this gives an unbiased measure for the 
correct model, it gives a biased score if one model is selected from many (as discussed 
by Hjorth [GG, p.4G]). This is related to the “selection stage” of overfitting in Figure
2.5. In the current work, AIC will therefore tend to select models with the wrong 
number of features. Given sufficient data, the “Bayesian Information Criteria” or BIC 
described by Schwarz [117] gives an unbiased estimate and will therefore produce the 
“correct” model. However, this is an asymptotic result, and with very small data sets, 
the technique is unreliable. Rissanen’s Minimum Description Length (MDL) principle 
[lOG] was developed independently, but produces exactly the same result as BIC (except 
that it is negated). We use the MDL principle in Section 3.6 to estimate the number of 
clusters present in preference data. In Section 2.9 we use it to estimate the optimum 
number of features for a linear regression model, but with little success due to the lack 
of records.

Vapnik [132] describes structural risk minimisation (SRM), which is a principle 
derived in statistical learning theory, and, among other things, specifically deals with

54



small data sets. A complexity penalty in terms of the number of records and the 
complexity of the model (as defined using the Vapnik-Chervonenkis or VC dimension) 
is added to the empirical error (or “risk”) to avoid overfitting. Quadratic (or sometimes 
linear) programming is then used to solve an approximation to the resultant problem. 
This is the principal motivation behind support vector machines.

Much of the work in the SRM field provides bounds on probable errors. In principle, 
a bound could be defined which specifies the minimum number of records required to 
build a model of a given complexity, to a given accuracy and with a given probability. 
This is an example of “probably approximately correct” or PAG learning, as defined by 
Valiant [130]. Such bounds have been published for the classification case, the focus of 
much current research, but not for regression. For example, Christianini and Shawe- 
Taylor [33, pp.70-74] define an upper bound on linear regression error using (among 
other terms) the number of records, the radius of a sphere containing the data, and the 
degree of acceptable error, but crucially, not the number of features nor any equivalent 
measure. Furthermore, many of the published bounds are very loose, and therefore of 
limited value when trying to estimate the optimal number of features in practice.

Bradley and Mangasarian [17] describe the use of a particular type of support 
vector machine to perform feature selection while building a classifier. Rather than 
just minimising the weighted sum of error and complexity, they introduce a third term 
corresponding to the number of features, and a corresponding new weight parameter. 
They estimate the value of this new parameter using a validation hold out set. As 
argued above, hold out validation is unlikcdy to be successful when only a small data 
set is available.

Schuurmans [115] proposes metric based model selection (MBMS) an alternative 
approach to model order selection. This requires access to a small set of labelled data 
and a separate set of unlabelled data^^. A sequence of models of increasing complexity 
is built using the labelled data. The distance between each successive pair of models is 
then estimated using the unlabelled data. This is calculated by presenting both models 
with the unlabelled data, and calculating their predictions. Assuming each model has 
one output, then each set of predictions is a vector, and the distance between the two 
vectors (and hence models) is calculated using the Euclidean distance metric. The 
distance between a model and the underlying distribution is simply the root mean 
squared error, which is also a Euclidean distance measure. If the triangle formed 
between two models and the true distribution is invalid (i.e. if one length is greater 
than the sum of the two other lengths) then the more complex of the two models is

this context, the preference of a product is the label that we are trying to predict from the 
sensory data. Unlabelled data therefore describes products that the sensory panel has analysed, but 
which were never presented to a preference panel. This data is often available, such as the premium 
meat data sets.
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assumed to be overfitting. The estimated distances suggest that the more complex 
model appears closer to the underlying distribution than it actually is -  i.e. the error is 
underestimated and the model is overfitting. The last model in the sequence that does 
not violate this triangulation is considered the most complex model allowed without 
overfitting.

Although Schuurmans paper is based on selecting the order of a polynomial, we 
believe that the same approach can be taken to calculating the number of features that 
can safely be used. We therefore propose a semi-supervised feature selection algorithm 
in Section 2.8, p. 62.

The benefits of semi-supervised learning are felt most strongly when only a very 
limited set of labelled data is available. Given a “sufhciently large” set of labelled data, 
the extra information contained in any unlabelled data is unlikely to lead to models that 
are significantly more accurate. There are many instances when assigning a label to a 
record is the most expensive aspect of data gathering, such as labelling the objects in a 
picture [5]; rating the “intercstingness” of a news article [92]; or describing preferences 
of different foods.

Besides semi-supervised feature selection (Section 2.8), we will also discuss two 
other forms of semi-supervised learning later: EM regression (Section 2.9), and a novel 
semi-supervised ensemble algorithm (Section 2.11). The meat sensory data contains 
26 records with no corresponding preference scores, allowing the application of semi
supervised methods. In principle, the sensory panel could be presented with many more 
products, which would probably improve semi-supervised learning results. However, the 
data used here was not expressly gathered for such analysis. Results shown in Section 
2 .1 1 . 6  suggest that this relatively small extra unlabelled sample may not be sufficient to 
improve significantly the supervised learning results achieved without the extra records.

2.5 .3  M o d el com b in ation

A further method to reduce the risk of overfitting is model combination. This works 
by forming committees of several models, rather than selecting only one. A committee 
tends to achieve a lower error than the mean error of its constituent members, if the 
errors of each of the models are sufficiently uncorrelated (e.g. [97], [15, p.364]). This 
will be true if the members have been trained using different (possibly overlapping) sets 
of training data. The members of the committees should be uncorrelated so that each 
is accurate in a different section of the underlying distribution effectively, and taken 
together, they accurately model the whole distribution. Furthermore, if each member 
makes different mistakes, then taking the average should smooth out the errors and 
produce estimates closer to the underlying distribution.

Perrone and Cooper [97] show that a committee with M  members can theoretically
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have an error M  times smaller than the average error of the members. However, 
this dramatic result only holds if the errors associated with committee members are 
completely uncorrelated. In naïve supervised ensemble learning, the ensemble members 
will tend to be highly correlated because each member is trained using the same data. 
Therefore, many ensemble methods are designed to minimise the error correlations, 
including bagging and boosting which are now described.

Breirnan’s bagging algorithm [19] is a popular ensemble training method, where 
repeated bootstrap sampling from the training data is used to build a committee of 
learners. A new training set is created for each model, by randomly sampling with 
replacement N  examples from the given data set of size N.  Thus, in each training 
sample used, some records may be missing and others duplicated. This tends to produce 
distinct data sets, and hence different models, which between them cover the entire 
problem space. Bagging has been shown to be effective on weak, unstable learners^ 
including decision trees [19] and neural networks [94]. We use a form of bagging in our 
new semi-supervised ensemble learning, presented in Section 2 .1 1 .

Freund and Schapire [49] describe a boosting algorithm, which creates a series of 
weak learners and combines them to form a committee. Each learner is trained on 
the entire training data set, and each point in tlie set is assigned an individual weight. 
Each model is then penalised according to the weights associated with the points that 
it models inaccurately. During learning, data points that are modelled inaccurately 
are given increasingly large weights, which forces future learners to model them more 
accurately. Thus, when the committee of learners is formed, all of the data points should 
be modelled accurately by at least one weak learner, and therefore the committee’s final 
vote should be accurate over the entire problem space.

Krogh and Vedelsby [76] describe combining different neural network architectures 
into an ensemble. They derive a bias-variance trade off̂  ̂ for ensembles in terms of 
generalization errors of the ensemble members and the ambiguity of the members. 
Ambiguity is a measure of the disagreement of the members, and they show that higher 
ambiguity tends to produce lower generalization errors. The paper also demonstrates 
how unlabelled data can be used to estimate ambiguity, by measuring the correlations 
between ensemble members. This can improve the estimate of the generalization error.

Opitz [93] describes building an ensemble classifier, where each member is allowed 
to use a different set of features. A genetic algorithm is used to search the feature

 ̂ "Weak" refers to models with a high generalization erroj-. “Unstable’’ refers to models that are 
very sensitive to small changes in the training data, which is particularly a problem with very small 
data sets [119].

^^Bias is a measure of how well a model fits the underlying distribution, averaged over all samples 
from that distribution. Variance is a measure of how the accuracy of a model varies as the samples 
from the distribution vary. The expected error of a model is: (bias)" 4- (variance). See Bishop [15, 
p.333-337].
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sets of all the models simultaneously, and is designed to maximise both accuracy and 
diversity. This allows several useful feature sets to emerge at the same time. The results 
compare favourably with other ensemble methods (specifically bagging and AdaBoost, 
a common form of boosting). In the current work, we are trying to identify important 
drivers, as well as build accurate models. Allowing each member of an ensemble to 
select features independently may mask the importance of drivers. It may be possible 
to analyse further the ensembles produced in this way, and perform post hoc feature 
selection on the final ensemble, but this has not been attempted to date.

2.6 E valuation  of feature sets

We consider two possible methods of evaluating the effect of model order selection on 
choosing the number of features: cross model validation and resampling. Cross model 
validation was discussed earlier in Section 2.5.1, so here we discuss resampling.

To evaluate feature selection methods for small data sets, we can (perhaps coun
terintuitively) start with a large data set (artificially generated, or gathered from some 
other source), and repeatedly sample from it. Suppose we want to investigate the ef
ficacy of feature selection given n (e.g. 16) records. We start with a large set of data 
with N  ^  n  records, from which we randomly select n records^®. We perform feature 
selection on this sub-sample as if that were all that was available, estimating the re
quired model size as well as selecting the features. We can then use the remainder of 
the large data set to evaluate the model, by measuring its generalization error. This 
result can be compared with feature selection results based on the entire data set, or 
on alternative methods using the same sub-sample. This form of resampling is inspired 
by the bootstrap (described by Efron and Tibshirani [40]), a computationally intensive 
method for estimating parameters. In bootstraps, a series of training sets are created 
by sampling with replacement from the original set, so that records may occur more 
than once^^. These training sets can then be used to estimate statistical parameters of 
the underlying distribution.

Unfortunately, this is extremely unstable for feature selection: the main contribu
tion to the generalization error estimate is the sample of data selected, rather than the 
feature selection (or regression) algorithm used (see Section 2.5.1). This leads to two 
alternatives. Firstly, we could accept the high variance, and simply compare the differ
ence in generalization errors for each sample, and assume that repeated sampling will 
remove any bias to one model or another inherent in any given sample. Or secondly.

choose a large N  to allow us to build models which generalize well, and a small n  because the 
food data sets we are modelling have very few records. We are trying to estim ate the generalization 
performance of models when we only have very few records available.

^^As with bagging: the word “bagging” is a contraction of “bootstrap aggregating” [19]
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we could choose the samples in some non-random fashion, such as choosing the n most 
widely separated points [73], after testing that they are reasonable estimates of the 
entire distribution. This instability is especially a problem when N  is much larger than 
n, because then the smaller data set will tend to represent a different distribution than 
the larger, making generalization hard to estimate. (See Section 2.5.1 and particularly 
Figure 2.7.)

2.7 R esu lts on food data sets

Having discussed the problems of regression, feature selection and overfitting, we now 
apply several of the techniques described, and compare and contrast the results. Table
2 . 1  compares a number of feature selection routines when applied to the meat sensory 
data set, Sm- The data set used consists of 65 sensory features, which are used to 
predict the mean consumer preference of each of 16 products. Each experiment used 
a different feature selection technique, wrapped around a regression algorithm. The 
errors quoted are the root mean square errors. Table 2.3 defines the abbreviations used 
and in which section each technique is described. Table 2.2 shows the same feature 
selection methods applied to the vegetable data, Sy, excluding those techniques that 
require an unlabelled data set.

Table 2.1 is ordered from the smallest to greatest degree of validation and avoidance 
of overfitting. Each pair of rows compares linciar regression with RBF regression. The 
top pair shows simple forward feature selection with no attempt to avoid overfit ting. 
All 16 records are used to greedily select the best featurcîs to build a model. The best 
models found have many features and extremely low errors. These results are suspicious 
on two counts. Firstly, the regression models require estimation of many parameters 
from only a few records, because they have selected so many features. Secondly, the 
errors are extremely small, and we have every reason to believe that the data set is 
noisy. The source data set contains consumer preferences expressed on a scale of one 
to nine; estimating these values with a claimed accuracy in the region of 1 0 “  ̂  ̂ seems 
over precise.

The next six rows in the results table (labelled “M”) show a first attempt at model 
validation, namely using cross validation on parameter estimation, to avoid the “model” 
overfitting shown earlier in Figure 2.5. Most of these results also have low estimated 
errors and many features. The errors are all calculated using leave-one-out cross val
idation, known to give an unbiased estimate (e.g. Hjorth [6 6 ]). However, as noted in 
Section 2.5, selecting one model from amongst many introduces its own bias, and it 
is this which suggests that these estimated error scores are gross underestimates. As 
before, these models are suspiciously large and “accurate”, although less so than before.
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Feature
selection
technique

Regression
model

Num. of 
features

Num. of 
parame
ters

Test error Overfitting
stages
avoided

FSS Linear 14 15 5.77 X 10-^ -
FSS RBF G 42 1.34 X 10-^^ -
FSS + CV Linear 8 9 0.0600 M
FSS +  CV RBF 4 30 0.0339 M
SA +  CV Linear 14 15 1.07 X lO-'^ M
SA +  CV RBF 11 72 0.166 M
CBFE + CV Linear 9 1 0 0.415 M
CBFE + CV RBF 8 54 0.396 M
FSS +  CV + 
MCST

Linear 0 1 0.914 M, S

FSS +  CV + 
MCST

RBF 0 1 0.914 M, S

ADJ Linear 3-6 4-7 0.435 M, S
ADJ RBF 1 12 0.909 M, S
SA +  CMV Linear 3 4 0.158 M, S
SA + CMV RBF 2 18 0.117 M, S
Exhaustive
CMV

Any N/A N/A N/A M, S

Table 2.1: Feature selection results meat data. Key in Table 2.3.

Feature
selection
technique

Regression
model

Num. of 
features

Num. of 
parame
ters

Test error Overfitting
stages
avoided

FSS Linear 15 16 0.00646 -
FSS RBF 14 90 1.18 X 10-“ -
FSS +  CV Linear 5 6 0.536 M
FSS +  CV RBF 2 18 0 . 8 8 6 M
SA +  CV Linear 14 15 0.0311 M
SA -K CV RBF 5 36 0.147 M
CBFE +  CV Linear 2 3 1 . 0 2 M
CBFE + CV RBF 7 48 1.18 M
FSS +  CV + 
MCST

Linear 1 2 0.325 M, S

FSS +  CV + 
MCST

RBF 0 1 1 . 1 0 M, S

SA -F CMV Linear 3 4 0.115 M, S
SA -F CMV RBF 7 48 0.231 M, S
Exhaustive
CMV

Any N/A N/A N/A M, S

Table 2.2: Feature selection results — vegetable data. Key in Table 2.3
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Abbreviation Method Section
FSS Forward sequential selection 2.4.2
CV Cross validation (for parameter estimation) 2.5
SA Simulated annealing 2.4.3
CBFE Correlation-based feature elimination 2.3
MCST Monte Carlo significance test 2.4.2
ADJ Metric-based model selection — adjusted “ADJ” 

test
2.5.2

CMV Cross model validation (for size estimation and pa
rameter estimation)

2.5.1

M Model building (parameter estimation) overfitting 
avoided

2.5

S Model selection (size estimation) overfit ting 
avoided

2.5

N/A Not available owing to computational complexity. 
These results would take millennia to calculate on 
a typical Pentium III PC.

2.4.1

Table 2.3: Key to Tables 2.1-2.2

The next six rows (labelled “M, S'’) show methods that avoid both stages of over
fitting, by incorporating cross model validation or alternatives, described earlier. The 
estimated errors here are higher, but are less likely to be underestimates of the true gen
eralization error. Similarly, the estimated number of features is usually much smaller, 
often suggesting that we can safely use a very small number of features when building 
models.

The Monte Carlo significance test (MCST) is a stopping criteria for forward sequen
tial selection (Section 2.4.2, p. 44). For each feature addition being tested, the change 
in error is calculated with respect to the previous model, i.e. a model with one less fea
ture. For each possible number of features, a normal curve is fitted to the distribution 
error changes. If the addition of a feature is found to decrease the error of the model 
by a significant amount, then the feature is added, and the feature selection process 
continues. If at any stage the biggest decrease in error is not significant, then no further 
features are added to the model, and the feature selection process terminates.

MCST suggests that even adding in one feature produces an insignificant reduction 
in error (at the 5% level), resulting in a model with zero features. One explanation for 
this extreme result is that the errors may not follow a normal distribution sufficiently 
closely to use this test reliably. Nevertheless, the corresponding error scores are useful 
as an indication of how accurate all the other models are.

The final row, included for the sake of completeness, shows the computationally 
infeasible exhaustive search. This, with cross model validation, is the only method
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guaranteed to find the optimal r e s u l t w h i c h  is not given for obvious reasons (see 
Section 2.4.1). The “guarantee” that such an exhaustive search would produce optimal 
results assumes that cross model validation perfectly avoids overfitting.

Table 2.2 gives corresponding results for the vegetable data, and follows a similar 
pattern. As we move down the table, we avoid overfitting more carefully, and the es
timated errors rise as the number of features used falls. Again, a simple application 
of forward sequential selection produces complex models which appear to overfit. The 
use of cross validation by itself may not be sufficient: the simulated annealing results 
still select many features, although the RBF variant seems plausible. The cross model 
validation results show reasonable error scores and the method selects only three fea
tures with linear regression, suggesting that the models are not overfitting, although 
the RBF version does select many more features. The ADJ test is not possible with 
this data set, because unlike the meat data set, there is no extra unlabelled data.

Overall, stochastic search methods (simulated annealing) with cross model valida
tion seem to produce the best results. The cross model validation avoids overhtting, 
while the search algorithms seem to allow useful combinations of features to emerge. 
Note that the data sets are all scaled in the range 1-10, so a generalization error of 
around 0 . 1  is perfectly acceptable, while an error around 1 0  x 1 0 “ ^̂  is extremely small. 
In most of the meat data set results, the non-linear RBF networks produce slightly 
lower error scores than the linear regression models, although the opposite is true with 
the vegetable data set.

The actual feature sets selected by the various search algorithms are not reported 
here, for reasons of commercial confidentiality. In general, different sets were found each 
time the stochastic algorithms were used, even if the final regression errors were (almost) 
identical. This suggests that there is no single optimum set of features, but rather that 
several sets exist that are all, effectively, optimal. Many of these sets differ only be a 
feature or two, and in most cases, these differing features are clearly related, perhaps 
measuring some particular flavour and the corresponding odour, or measuring the “first 
bite” texture to the “chewiness” . Nevertheless, a brief examination of several alternate 
sets of features by an expert can reveal similarities, allowing a concise description of 
the key descriptors to be derived.

2.8 Sem i-supervised  feature selection

We now describe a novel semi-supervised approach to feature selection, extending Schu
urmans’ work on model order selection [115] described earlier (Section 2.5.2). In our 
new method, we use the labelled data to perform conventional forward sequential selec-

^Optimal with respect to the available data.
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True
distribution

HI (n features) H 2 (n+1 features)

Figure 2.9: Semi-supervised feature selection

tion (Section 2.4.2) and build a series of models with an increasing number of features. 
We then use the unlabelled data to estimate the distances between each adjacent pair 
of models. When the triangulation rule (explained below) is broken, we know that too 
many features have been selected, so we can limit the model size accordingly.

2.8 .1  M eth od

Given n features, we build a sequence of -t-1 models, with between 0 and n  features, 
using forward sequential selection. Each model is then presented with the m  unlabelled 
sensory records, and the corresponding predictions are recorded. The Euclidean dis
tance between these successive m-diniension vectors is then calculated to estimate the 
distance between each adjacent pair of models (a in Figure 2.9). The lengths of the 
other two sides of the triangle {h and c in Figure 2.9) arc simply the estimated errors 
of the two models, H\  and H 2 - If c > a -|- 6 , then, following Schuurmans argument, the 
more complex model, IT2 , is assumed to be overfitting.

This basic triangulation test is extended by Schuurmans into an “adjusted distance 
estimate” , or ADJ. As well as using the unlabelled data to measure the distance be
tween the two models, we can use the labelled data. This gives us a ratio between the 
two estimates in the local area, which can then be used to adjust the estimated dis
tances between the models and the underlying distribution. Further details are given 
in the appendix. Section A. 1.3. Although Schuurmans recognises this to be a “naïve 
assumption” [116], he also demonstrates that it outperforms the triangulation test, and 
many widely-used régularisation methods when learning from small labelled data set.

2.8 .2  R esu lts  on m eat data

We now compare forward sequential selection to the proposed semi-supervised feature 
selection. Figures 2.10-2.11 show the results when a linear regression model is used. 
The meat data used here has 16 labelled records and 26 unlabelled records in the
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sensory set. We use one labelled record as a test set, giving 16 experiments. In each 
case, we use forward sequential selection (FSS) with cross validation and a maximum of 
12 features, shown as white bars labelled “FSS” in Figure 2.10. For the semi-supervised 
version, we built a series of models, with between 0  and 1 2  features, again selected using 
FSS. The ADJ test was used to decide when too many features were being used. The 
error of the resultant model is shown as dark bars. The average errors were 0.435 
for ADJ, and 0.347 for FSS. These are not significantly different according to a t-test 
{p — 0.184). Note that although FSS is marginally better on average, it does appear 
to fail substantially on at least one occasion (sample 7), although this is a very small 
sample of results.

Figure 2.11 shows the number of features used in each case. Clearly, ADJ always 
selects fewer features than FSS, even when cross-validation is being used to restrict 
the number of features, and therefore to avoid overhtting. On average, ADJ uses 4.0 
features; FSS uses 9.1. A t-test gives p % 0.

Note that the FSS errors quoted here are larger than those quoted in Table 2.1 
earlier. This is because we are now carrying out 16 separate experiments, each one 
using cross validation on the training set of 15 records, with the error measured using 
the remaining one. Previously, we used all 16 records to build a single model, with 
ADJ to avoid overhtting.

Figures 2.12 2.13 make the equivalent comparison using RBF networks in place of 
linear regression models. The RBF networks tend to select fewer features than linear 
regression models, although the errors are higher. Figure 2 . 1 2  shows that across the 
16 samples, ADJ tends to have a slightly higher error than FSS. The average errors 
were 0.909 for ADJ, and 0.723 for FSS. As with the linear models. Figure 2.13 shows 
that ADJ tends to select fewer features than FSS, in this case choosing just one feature 
every time.

These results suggest that when Schuurmans" adjusted distance metric is applied 
to feature selection, it tends to select too few features, leading to poor generalization. 
This could be due to the size of the data sets: perhaps 26 unlabelled records are not 
enough to reliably measure the distances between models. Alternatively, it could be that 
using forward sequential selection to build a series of models leads to highly correlated 
outputs, making the ADJ test unreliable. Models that vary only in the number of 
features used may produce highly correlated outputs. For example, if we build a model 
using four features, and then build a second model with those same features plus one 
extra, then the two sets of outputs from these models are likely to be very similar. If 
this happens, then the triangulation test may fail to distinguish between the models, 
and so fail to recognise when one model is overhtting. We will then produce models 
with too many features, and these may overht the data sample. Future work could
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include using alternative feature selection routines with ADJ (Section 5.3.1).

2.9 M inim um  description length  for regression

The likelihood of a data set < Y , X >  given a regression model with parameters 9 is 
given by Baxter [8 , p. 129]:

where n  is the number of records, each with an associated error {yi — f{xi))^,  and a 
is the standard deviation of the errors. This assumes that the errors are independent 
and have a Gaussian distribution. In fact, this formula is a simplification; Baxter 
follows Wallace and Boulton [133] and introduces extra values defining the accuracy of 
measurement both of the variables and of the model parameters. However, we can safely 
assume that these are constant across all models under consideration, and as we aim to 
maximise the likelihood (or, equivalently, to minimise the negative log likelihood), we 
can ignore these constant factors. The number of free parameters of a linear regression 
model with m  features is m  + 2 : one for each feature, plus the bias term and the 
standard deviation estimate for the errors. The description length is the sum of the 
likelihood and the model complexity, the latter given by \ [ m  +  2 ) log n, with m + 2  

free parameters.
As a simple study, we build 10,000 linear regression models, each with a uniform 

random selection of between 0 and 14 features. Figure 2.14 shows the description length 
for linear regression models, as the number of features used varies. The minimum 
clearly corresponds to using the maximum 14 features. To understand why. Figure 
2.15 separates the two components of e r r o r a n d  complexity. The error (solid line) 
drops sharply as we use more features, presumably due to substantial overfitting. The 
complexity penalty (dashed line) is too small to compensate for this, partly due to the 
lack of records. Given more records, the description length would increase, because of 
the logn factor. If the models are overfitting, then increasing the number of records 
would probably lead to simpler models, and therefore a lower description length. Using 
a harsher penalty complexity could produce more useful results, but this is a subject 
for future work.

^negative log likelihood in this case
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elue:tioii in te'xt e lassifie a tiou  erre)r.

T h is  is similar t,o I he' se'ini-sujie'rvise'd ('iisembh's diseaisse'd e'a.rlier (Se'cl iou 2.11), 

e'xc:e])t th a t  th is  time, no e:e)iiimitte'e's are fbrme'el but ra t  he'r a  siiiglei moelel is iteratively 

imprewe'el. Alse), the' labels are re'-e'stimateel, rathe'r than  raiielomly ])e'rmuteel. This  

versiem e)f the  EM  alge)rithm is sheiwii in Figure' 2.1h.

F igure 2.17 sheiws the  e'rror as we' re'pe'ate'el apply the EM a lgori thm  te) the  m eat 

se'iisory elata, and  thus  eeuubiiie' the' labelle'el and imlabe'lle'd da ta .  An R B F  ne'twe)rk w ith  

e'ight basis fune:tions was use'el, anel the  geme'ralizatioii error was eistimateel using leiave 

e)iie euit e:re>ss valielatie>ii. The' six feature's use'el we're' se'le'e'ting by forwarel seiepiential 

se'lex tie)n. The) e^xpe'riment was re'pe'ate'd 100 time's, anel thei reisults aver age'el. The'

leftnie)st po in t e)ii the  g raph  shows the  e'rror be'fore' any EM iteuatie)ns, anel as the

n um ber  e>f ite'ratieuis increase's, the’ e'rreir dro])s. The' initial roe)t ine'aii sepiare'd erre>r 

is 9.58: the' final erreir is 1.48. The' e'rror drop is far from meinotemie-: afte'r abemt live' 

ite'ratie)iis. the' syste'in be'e e)me's unstable' as we e einf inue to eiiange' the  e'stimate'el labels.
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Given laholled d a ta  (./•■/.?//) and  unlabellod d a ta  (z,,):

1. Build regression model /o ; xi i-> ?//

2. Use this model to es t im a te  labels y[̂  <— f[){xu) 

lb Iterate:

(a) Build new model / ,  : (.7;/,;r„) M- (;(//,

(b) Re-('stimate labels

Figiin ' 2.16: RM regression algorithm

2 5

o

0 5

Ite ra tio n s

13,5
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20 40
Ite ra tio n s

I 'ignre 2.17: KM algorilhni on R BF net- Figure 2.18: KM a lgorithm  on R B F lu't- 
works for m eat d a ta  works for small Boston sam ple

A sim pler model (e.g. a smaller RB F network) would be mon ' s table , b u t  ])ot('ntially 

less accura te . Note that, the  vertical axis shows the log of the (uror for clarity. For 

coni))arison, F igure 2.18 shows th(î etphvalent n 'su lts  using the Boston f lonsing da ta .  

T h is  shows tlu ' root itK'an s(|uare error, which drojis (almost) monotonically, a lbeit 

slowly. T h is  d a t a  is us('d in S('ction 2.11.1 to t('st semi-snperviscxl ensemble learning.

2.11 Sem i-supervised ensem bles

We now describe a novel form of com m ittee, which uses a com bina tion  of labelk'd 

an d  nnlabelled  d a ta  to build models th a t  are bo th  accurate an d  varied. To build  a 

com m ittee . \vc, want to select a groii]) of models th a t  /) make accura te  predictions for 

labelled records: b u t  ii) disagree in the ir  predictions for nnlabelled records. Th is  forces 

the  errors to be less correlated , which allows more accurate  com m ittees  to be fornu'd, 

as we discussed in Section 2.5.1b Then , when tlu' (ms(unble m em bers make predictions, 

w(! can regard tlu ' d isagreem ents between modc'ls as a form of nois(\ to  be sm oothed  by
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Given a set of labelled data (X l,Y l), with each Yi being the label 
corresponding to the descriptors and Xjj  a set of nnlabelled data, 
drawn from the same distribution as Xr,, build a committee of size 
5  + 1 as follows:

1. Estimate fo : X l ^  Yl

2. Use fo to predict labels Yu  for Xu-  i.e. Yu =  fo{Xu)

3. For each model, /j, z =  1. . .  s do:

(a) Modify Yu to form Y^  by permuting the labels
(b) Estimate model: fi  : {Xu, X u )  -4- [Yl ,Y{j )

Figure 2.19: Semi-supervised ensemble learning (SSEL) algorithm

averaging. Past approaches have either combined different types of model (e.g. Krogh 
and Vedelsby [76]) or used different (possibly overlapping) data sets for each model 
(e.g. boosting and bagging, described above).

The proposed approach explicitly forces the models to be distinct, by using data sets 
that are contradictory, rather than just different subsets of a larger set, or differently 
weighted examples. The approach is to build the first member of the committee using 
the labelled data, as in a standard supervised learning method. This model is then used 
to estimate labels on the unlabelled data. These labels are then randomly changed, as 
discussed below. Subsequent models are trained using both the original labelled data 
and the randomly re-labelled data. The algorithm is outlined in Figure 2.19. This is a 
variation on the EM algorithm for regression, described in Section 2.10.

By changing the estimated labels of the nnlabelled data in step 3a of the algorithm, 
we are maintaining the marginal distributions (i.e. the independent distribution of each 
X  variable) while disrupting the joint distribution (i.e. the distribution of X  and Y  
together). This strange action requires some justification. Firstly, the joint distribution 
we are disrupting is only over the records that were originally unlabelled. Thus, we are 
altering (possibly poor) estimates rather than (more reliable) observations. Secondly, 
if the joint distribution is unchanged, the models will tend to be correlated, and that 
is exactly what we are trying to avoid. Thirdly, if we are going to re-label the data, 
the most sensible distribution from which to draw new labels is our best estimate of 
the underlying distribution, i.e. the predictions of a model that we have already built 
from the data. The approach used here is to permute the estimated labels with respect 
to the unlabelled X u  descriptors, so that each estimated label is no longer associated 
with the record from which it was derived.

In Figure 2.9 and the accompanying discussion, we described how Schuurmans 
distance metric [115] measures the distance between pairs of models using unlabelled
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data. Our proposal changes the labels to maximise this distance, and hence produce 
a diverse committee. By forcing two models to make different predictions for each 
nnlabelled record, the distance metric will tend to increase.

W ith reference to the algorithm of Figure 2.19, let us compare fo and /j, î > 0. 
They should be approximately equally good at predicting W — the labelled data, which 
is the basic performance measure — because they have both been presented with this 
data set during training. But when presented with X/7 , one will attempt to predict Yjj, 
the other will attempt to predict and Yu /  Yÿ  by definition. Thus, fo and fi  are 
different (in the region of X u )  but accurate (over Xu) .  The same is true for any pair 
of models in the ensemble, if each Y'  is a distinct permutation. Our motivation then, 
is to build a committee of diverse yet accurate models. The analysis of correlations 
between models in Section 2.11.3 contradict our expectations, although this technique 
is still shown to be effective.

This approach to semi-supervised ensemble building can be applied to bagging. In 
step 3b of the SSEL algorithm, we form a temporary data set by concatenating the 
labelled data with the randomly re-labelled data, and then uniformly select from this, 
with replacement, to form the actual training set. The resultant regression models are 
combined by taking the average of their pi edictions, as described by Breiman [19].

We now describe a series of experiments, initially using a public-domain data set 
as a benchmark, and then turning to the food data sets. In the following sections, 
we consider correlations between members of a committee (Section 2.11.3), the effect 
of committee size (Section 2.11.4), and the gains achieved using a committee (Section 
2.11.5). In Section 2.11.6 we vary the sizes of both the labelled and nnlabelled data 
set, to gain a clearer understanding of when the SSEL approach is useful. In Section 
2.11.7, we describe equivalent results for the meat data set.

2.11.1  S em i-su p erv ised  bagging for B oston  H ousing d ata

We now describe experiments performed using semi-supervised bagging on a public 
domain data set. The Boston Housing data set (available from the UCI repository [16]) 
consists of 506 records describing properties in the Boston area. This larger data set 
allows us to investigate how the SSEL algorithm performs with different numbers of 
records, something that we cannot do using the food data alone. The target feature 
here is price, to be predicted from 13 other features. We randomly sample nu  records 
(20, 50 or 100 in the experiments below) from the 506 available to use as a labelled 
training set. We select a further nu  records (80 in these experiments) from which we 
discard the labels and treat them as nnlabelled records. A further 100 records are used 
as a final test set. For each data set, we build three predictive models, each consisting 
of one or more RBF networks:
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1. A single RBF network ('‘single” in the results sections).

2. A coininittee of 50 RBF networks, each trained by conventional (i.e. supervised) 
bagging (“bagging”).

3. A committee of 50 RBF networks, using semi-supervised ensemble learning, as 
described above (“SSEL”).

In all the committees, the first member was trained using all the labelled data. This 
eases comparisons between techniques by ensuring that all committees start from the 
same point. Note that this is just a special case of bagging with uniform selection. 
The ensemble output is the (uniformly weighted) mean of the members’ outputs. The 
number of basis functions in each RBF network was set at [2^/nL\, when trained with 
riL labelled records. This simple heuristic was selected to avoid the extra computational 
expense of using cross validation to determine the optimum model size, and also to 
reduce the risk of overhtting that this might cause. We discuss this heuristic further in 
Section 2.11.2.

For the small labelled set, we use ~  20 labelled training records. Each RBF 
network had 8  basis functions. Table 2.4 shows the root mean square error scores 
for the three methods, averaged over 150 experiments. The standard deviations of 
these errors are also shown, as is the single largest error of the experiments. This 
clearly shows that SSEL outperforms both supervised bagging and a single network. 
A sign test [120] shows that the mean SSEL error is significantly lower than the mean 
bagging error {p — 1.96 x 10~^) and significantly lower than the single model error 
(p =  3.99 X 10-^).^°

Some further points should be noted. Firstly, we are using a very small sample of 
data for training, so the error scores are appreciably higher than those typically pub
lished for this data set. For example, Drucker et al. [37] use support vector regression 
on a large sample from the Boston Housing set, and achieve a mean squared error of 7.2, 
as opposed to the root mean squared error of 9.3 quoted in the table. Secondly, each 
experiment uses a different sample of training data, so the standard deviation scores are 
large. Thirdly, both the single model and the supervised bagging model show very high 
“maximum error” scores (i.e. the worst performance across the experiments) compared 
with the semi-supervised version. This is reflected in the higher mean and standard 
deviation scores. Finally, the supervised bagging errors were higher than the single 
model errors.

For the medium labelled set, we use n/, = 50 labelled training records. Each RBF 
network had 14 basis functions. Table 2.5 shows the average error scores for the three

■̂ T̂he sign test is used here because the distributions of error scores are not normal or symmetric, 
making more powerful tests such as the f-test inappropriate.
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Single Bagging SSEL
Mean Erroi 12.622 20.535 9.303
Standard Deviation 16.562 29.650 2.759
Maximum Error 177.701 210.197 35.668

Table 2.4: Semi-supervised ensemble results — small Boston sample

Single Bagging SSEL
Mean Error 7.375 7.132 7.424
Standard Deviation 1.117 1.554 0.486
Maximum Error 13.652 13.989 9.797

Table 2.5: Semi-supervised ensemble results — medium Boston sample

methods over 150 experiments. A sign test shows that the supervised bagging errors are 
significantly lower than both the SSEL errors {p =  9.58 x 1 0 “ ®̂) and the single model 
errors {p =  1.78 x 10“^). The single model is also better than SSEL {p =  0.0081). The 
standard deviation of the errors is much lower for SSEL than for supervised bagging, 
and as before, the worst-case errors are also lower.

For the large labelled set, we use u l  = 100 labelled training records. Each RBF 
network had 20 basis functions. Table 2.6 shows the average error scores for the three 
methods over 150 experiments. A sign test shows that the mean SSEL error is signifi
cantly worse than both the bagging error (p = 1.55 x 10“^ )̂ and the single model error 
(p  =  3.70 X 10'^).

After these three sets of experiments, we can see that SSEL outperforms both 
conventional bagging and a single RBF network on these data sets, where the labelled 
set is very small. We consider this further in Section 2.11.6.

2.11 .2  R B F  netw ork  size heu ristic

When using RBF networks, the literature typically advises us to perform cross vali
dation to select the optimum number of basis functions (e.g. [15, p.371]). With such 
limited data as we have available, this may not be appropriate, as we discussed in Sec
tion 2.5.1. Furthermore, in the experiments we have described above, we are varying

Single Bagging SSEL
Mean Error 6.230 5.807 6.441
Standard Deviation 0.559 0.449 0.416
Maximum Error 5.248 4.984 5.592

Table 2.6: Semi-supervised ensemble results — large Boston sample
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the number of records forming the training set, which is a relatively unusual action. 
Instead, we designed and used a simple heuristic, specifying the number of basis func
tions as a function of the number of records in the training set. Hindsight suggests that 
this heuristic may select too many basis functions, especially with the small data sets 
being used. In light of the results in Tables 2.4-2.6 , could we obtain lower error scores 
by using a more sensible heuristic? No doubt we could, but would these be accurate 
estimates of the errors? To avoid overhtting, we must use separate data sets to build 
the model and to estimate the error. If we use the results to guide the design of a better 
heuristic (and hence to build better RBF networks), then we should subsequently use 
a separate data set to test the new models. But of course, this extra data set is not 
available.

One solution to this problem would be to introduce another stage of the cross model 
validation algorithm. The standard version outlined in Figure 2.8 contains two nested 
loops: the inner loop selects the features for different sized models, while the outer 
loop uses the hold-out data to choose between these models. A third loop could be 
introduced, inside the current innermost loop, to vary the number of nodes in the RBF 
networks independently of the number of features being used. We discuss this further 
in Section 5.3.2.

2 .11 .3  C orrelation s and d istan ces

By defining a Euclidean metric over the test data set, we can measure the distance 
between committee members, in the way proposed by Schuurmans [115] and described 
in Section 2 .1 1 . The test set is presented to the models, each of which predict a vector 
of outputs. The Euclidean distance between each pair of vectors is then calculated. 
Table 2.7 shows the average distance between each regression model and its nearest 
neighbour. Compared to supervised committees, the semi-supervised committee mem
bers are closer to their nearest neighbours. As the number of labelled training records 
increases, the bagging inter-model distances are reduced, tending towards the corre
sponding semi-supervised distances.

Similarly, we can measure the correlations between the test errors within each com
mittee. Table 2.8 shows the average correlations between each pair of RBF networks 
in the committee, for the two ensemble methods and for the three sizes of labelled 
data set. Overall, the members of semi-supervised committees are much more highly 
correlated than their supervised counterparts. As the size of the labelled training set 
increases, the supervised models tend to become more highly correlated.

Note that these distance and correlation results contradict our original intentions, 
explained in Section 2.11. The SSEL algorithm was designed to produce ensembles 
whose members were further apart and less correlated than would be the case in con-
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Labelled set size Bagging SSEL
2 0 11.7 (22.0) 4.60 (1.75)
50 4.90 ( 3.12) 3.79 (0.847)
1 0 0 3.64 ( 1.46) 3.48 (0.706)

Table 2.7: Semi-supervised ensemble distances — Boston data. Standard deviations 
are shown in parentheses.

Labelled set size Bagging SSEL
2 0 0.363 (0.164) 0.750 (0.204)
50 0.563 (0.128) 0.755 (0.110)
1 0 0 0.671 (0.0878) 0.754 (0.0822)

Table 2.8: Semi-supervised ensemble correlations 
are shown in parentheses.

Boston data. Standard deviations

ventional, supervised bagging ensembles. Despite this, our SSEL approach does out
perform supervised bagging in some cases.

Ensembles are used because their errors tend to be lower than the mean error of 
their members. Analysis of the committees built here shows that in all cases, the 
committee error is lower than the mean meuil^er error, a,s expected. However, the 
errors of individual members for the semi-supervised case are far lower than for the 
supervised case, as we will show in Section 2.11.5.

2 .11 .4  C o m m itte e  sizes

Figures 2.20 -  2.22 shows the test error of the two types of committee as members 
are added. In each case, the first member of the committee was trained using all the 
available labelled data, i.e. 20, 50 or 100 records. All results shown are the average of 
150 experiments, each with random samples from the Boston data set.

Figure 2.20 shows that with a very small labelled set, semi-supervised bagging 
consistently outperforms conventional bagging. After just five members are included, 
the semi-supervised error rate (solid line) levels off. In contrast, the supervised bagging 
(dotted line) performs badly, with the second and subsequent members increasing the 
error, before it drops, and levels off after about 35 members. The initial rise is because 
the first model uses all the labelled data, while the second and subsequent models use 
a bootstrap sample.

Figure 2.21 shows that with a moderate sized labelled set, and a sufficiently large 
committee, then supervised bagging outperforms semi-supervised. The increasing error 
of semi-supervised bagging, when three or more members are included, is presumably 
an effect of the random labels. This is discussed further in Section 2.11.8. Figure
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2.22 shows th a t  w ith  a largt' htlx'llt'd s('t, snjxnwist'd htigging always ont])erforms semi- 

snperv ised , as to he expected. Fnrtliermore, the  semi-snpervised errors  rise (apiproxi- 

m at(’ly) moiiotoiiieally, similar to tlu ' errors corresponding to largt'r com m ittee  sizes in 

Figure 2.21.

2 .11.5  C om m ittee  effectiveness

As we discussed in Section 2.5.2, enstmihles are used because the ir  e rrors tend  to he 

lower th a n  the  mean of the  errors of the ir  members [97]. Table 2.9 shows the  com m ittee  

('rror and  the  mean error of individual nu'inlx'rs. for the  tlirc'c experim enta l settings 

w ith  the  Boston housing d a ta .  As Ix'foK', the  ix'snlts are avc'iaged over 150 experim ents. 

In all cases, the  committc'e error is lower than  the iiu'an m em ber  error, as expecti'd . 

However, the  nu'inber c'rrors for tin ' semi-snp('rvis('d case are far lower th a n  for the 

sn])('rvised case, wln'ii fc'w tra in ing  rc'cords are available.
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The SSEL algorithm had access to a larger set of training data, although the extra 
records were unlabelled. This goes some way to explain why the SSEL members have 
lower errors than the supervised bagging members, and hence why SSEL outperforms 
supervised bagging when the labelled set is very small.

Labelled 
set size

Bagging SSEL
Committee
Error

Member
Error

Committee
Error

Member
Error

20 16.27 34.78 9.88 11.98
50 6.96 10.45 7.10 8.51

100 5J3 7.15 6j # 7.61

Table 2.9; Committee effectiveness — Boston data. The table compares the error of a 
committee with the average error of the members of that committee.

An alternative explanation for the superior performance of the SSEL algorithm is 
ridge regression, a form of shrinkage. The idea is to shrink the parameters of a regression 
model towards zero, in order to reduce the variance of the model, and hence improve 
the generalisation performance. The risk with shrinkage is that it increases the bias of 
the model, which can lead to larger errors. Given a finite sample of noisy data, ridge 
regression can lead to better generalisation if a suitable level of shrinkage is chosen. 
This choice is usually made using cross-validation, e.g. [105, p. 107]. With our small 
data sets, such cross-validation is difficult, but randomly re-labelling the unlabelled 
records may have a similar effect, as we now discuss.

Consider a simple linear regression model: y = ax + h, used to generate some 
samples of x  and y. If we estimate the parameters a and b from such a sample, then 
a estimates the correlation between x and y. If we randoinly permute the sampled y 
values, then we destroy any correlation that the sample may have indicated. If there is 
effectively no correlation, then our estimate of a will tend towards zero, and we have 
a constant model in the form y = b, with zero variance (but a high bias). Thus if 
our initial regression model overfits the sample, then subsequent SSEL models will be 
shrunk, leading to the improved performance we witness.

Noise injection usually refers to the addition of noise to the input values of a neural 
network, which has a similar effect to weight decay. As with ridge regression, the aim is 
to reduce the variance of the model, to avoid overfitting. Skurichina [119, p. 46] shows 
that noise injection is a form of ridge regression for linear discriminant classifiers. In 
our work with SSEL, we are adding noise to the labels of the records, rather than the 
input features, but with the same result: a reduction in the variance of the model, and 
an increase in the accuracy.
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Labelled set size
Unlabelled 
set size

10 20 30 40 50 60 70 80

0 9R63 14.83 10.36 7.495 7.032 6.172 6.193 6.165
20 21.84+ 10.76+ &458+ 7.415 6^W9 6.624- 6.434 6.200
40 20.85+ 8.857+ 8.375+ 7.630 7.051 6.846- 6.736“ 6.294
60 11.50+ 9.401+ 8.477+ 7.696 7.355 7.148- 6.756“ 6.657“
80 12.84+ 9.610+ 8.953 8.187- 7.342 7.117“ 7.228“ 6.909“
100 14.46+ 9.761+ 8.293+ 7.855 7.820- 7.342- 7.263“ 7.020“
Single
model

39.62 15.19 1&68 8.759 7.732 7.544 6.655 6.388

Correlation -0.721 -0.689 -0.592 0.802 0.889 0.957 0.977 0.969

Table 2.10: Comparison of SSEL errors; single RBF model errors; and correlation be
tween SSEL error and size of unlabelled data set, when using Boston Housing data with 
varying labelled and unlabelled record set sizes. ‘+ ’ indicates a significant improvement 
compared with 0 unlabelled records; indicates a significant worsening compared with 
0 unlabelled records; both according to a one-tailed t-test with p < 0.05.

2.11 .6  V arying th e  am ount o f un labelled  data

The results shown so far have used 80 unlabelled records, along with various sizes of 
labelled record sets. We now consider the effects of varying the number of records in 
both the labelled set and the unlabelled set. We take the 506 records of the Boston 
Housing data set, and randomly select ul records for the labelled set. We then select 
riu of the remaining records for the unlabelled set, and a further 100 records for the 
independent test set. In each case, we used semi-supervised ensemble learning (SSEL) 
to build a committee of 50 RBF networks, each with [2y/nZ\ Gaussian nodes, as before.

Table 2.10 shows the resultant SSEL error scores, averaged over 50 runs, each with 
independent samples from the Boston Housing data set. The first column shows that 
with a very small labelled set (10 records), the effect of the unlabelled data is dra
matic: even the addition of just 20 unlabelled records leads to a very large reduction 
in error. Subsequent extra unlabelled records continue to reduce the error. The table 
also shows the results of a t-test comparing the errors to the case when no unlabelled 
data is available. The leftmost three columns (with 10-30 labelled records) show signif
icant reductions in error in most cases. The rightmost three columns show significant 
increases in error in most cases.

As we increase the size of the labelled set, moving from left to right across the table, 
the effect of using 20-30 labelled records is less dramatic, but continues to show that 
the use of unlabelled data allows more accurate models to be built. With 40 or more 
labelled records, the addition of unlabelled records has the opposite effect: the errors
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start rising as we increase the unlabelled set size. These errors are often significantly 
worse than when no unlabelled data is used.

The penultimate row shows the corresponding error scores obtained by a single 
RBF network model, estimated using leave one out cross validation. Compared with 
supervised bagging (i.e. the top row, when no unlabelled data is available), we can 
see that a single model is more accurate only when a very small labelled set is used. 
Given 20 or more records, supervised bagging is consistently better than a single model, 
reflecting the results shown earlier (Tables 2.4-2.6).

The last row of Table 2.10 shows the correlation between the SSEL error scores and 
the size of the unlabelled data set, for each size of labelled data set studied. The first 
three values are negative, reflecting the fact that the errors are reduced as the size of the 
unlabelled set is increased. The remaining correlation scores are positive, showing that 
for the larger labelled sets, the error increases as we increase the size of the unlabelled 
set. All the correlation scores are significant according to a t-test {p < 0.01). Note that 
for a correlation coefficient r with N  samples, the test statistic used here, namely

' - ' S .
is distributed according to Student’s t distribution [86].

These results shows that semi-supervised learning is effective when given a very 
small labelled set and a second unlabelled set of any size — at least for samples of 
the Boston Housing data. The appendix includes results on two further public domain 
data sets (Section A.3). In one case, the results show the same trends as with the 
Boston Housing data set; in the other case, the results show that SSEL outperforms 
supervised bagging, even with relatively large labelled set sizes. Both of these sets 
of results further indicate the potential usefulness of the SSEL technique. The next 
section applies this semi-supervised ensemble learning to one of the food data sets.

2 .11 .7  F ood  d a ta  resu lts

We now repeat the above experiments using the meat data sets. Here, we have a labelled 
set of 16 records, and an unlabelled set of 26 records, rather fewer than were used in 
the initial experiments. Two features were used, as selected earlier by the “simulated 
annealing cross model validation” method.

Table 2.11 shows the average errors for the three methods. As in the earlier ex
periments with small labelled data sets, the semi-supervised approach outperforms 
supervised bagging, and, according to a sign test, this result is statistically significant 
{p =  8.10 X 10"'"’). Unlike the previous experiments, the single RBF network signif
icantly outperforms both semi-supervised bagging {p =  9.15 x 10“ ^ )̂ and supervised
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Single Bagging SSEL
Mean error 0.215 0.645 0.511
Standard deviation 0.191 1.419 0.609
Maximum error 1.134 139.077 2.752

Table 2.11: Semi-supervised ensemble results — meat data

bagging {p = 4.62 x 10“^^). As before, the maximum error score shows that semi
supervised bagging is more consistent than supervised (with a much lower worst-case 
error and lower standard deviation score).

Figure 2.23 shows the error for bagging and for semi-supervised bagging as the 
committee size increases. Again, SSEL outperforms supervised bagging for all but 
the smallest committees. Unlike the Boston Housing experiments, both SSEL and 
supervised bagging show an initial increase in error as we increase the committee size, 
confirming that a single model outperforms both committees in this case.

The shape of this graph is quite different to Figures 2.20 -  2.22. In those experi
ments, at least one of the two committees showed improvement over the initial single
network model. With a small labelled set, SSEL showed considerable improvement; 
with a large labelled set, supervised bagging showed an equally marked improvement. 
W ith the meat data, both get worse. This could imply that both the labelled set 
and the unlabelled set contain too little information for any committee, supervised or 
semi-supervised, to perform well.

2 .11 .8  SSEL resu lts sum m ary

Given a small set of labelled data and some further unlabelled data, semi-supervised en
semble learning outperforms bagging for a benchmark regression problem. The results 
for the meat data set are disappointing. Figures 2.20 - 2.22 show that semi-supervised 
bagging produces the best results with small committees, whereas supervised bagging 
requires larger committees before the errors level off.

The earlier EM regression results (Section 2.10) show that if the estimated labels 
are not altered in any way, but are simply used to enlarge the training set, then the 
resultant models are worse than the semi-supervised approach, with the small labelled 
data sets. For the meat data set. Figure 2.17 shows an error of 1.48, while Table 2.11 
shows SSEL has an error of 0.511. Figure 2.18 shows the EM regression algorithm for 
a small sample (20 records) from the Boston data. Although the error does decrease, 
the final model has an error of 12.1, which is larger than the SSEL error of 9.3 (Table 
2.4). Thus, it is not just the size of the data set which matters, but the re-labelling 
itself is critical.
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The semi-supervised models are closer in output space compared to the supervised 
bagging models. Their members have errors that are lower but more highly correlated 
compared to the supervised member errors. This is presumably because they have been 
trained with a larger data set. The supervised models show very low correlations, and 
large inter-model distances, when trained with very small data sets. They also had 
large errors, suggesting that the low correlations here are caused by almost random 
models, arising from the very small training sets.

Bagging (whether supervised or semi-supervised) works best when we have a weak 
learner: we start with poor models and improve them through bagging. If the original 
learner is (close to) perfect, then bagging will have little effect [19]. Similarly, unla
belled data only provides significant extra information if the labelled data set is small. 
We might call such data a “weak data set” with respect to a given class of learning 
algorithms (c.f. a “weak learner” with respect to a given data set [49]).

With the larger data set (e.g. with 40 or more labelled records in the Boston data 
experiments according to Table 2.10), the semi-supervised approach produces worse 
results, compared to the supervised bagged ensemble. If the labelled set is sufficiently 
large to represent accurately the underlying distribution, then the random labellings 
applied to the unlabelled records will be misleading, and will decrease the performance. 
If the first model built is very accurate, it will give accurate estimates of the labels, 
and so changing the labels will then produce a very misleading training set. We are, in 
effect, weakening a strong data set, rather than strengthening a weak one.

2.12 T he effect o f the initial number of features

This chapter has highlighted the difficulties of performing feature selection and regres
sion given a large number of features and a small number of records. Selecting from so 
many features has proved problematic, owing to the vast search space involved. But 
even if we use an efficient search technique, how accurate will the resultant models be? 
In particular, what would be the effect of having fewer features to start with?

Given that we are working with given food data sets of a fixed size, we can best 
approach these questions using synthetic data. This way, we have complete control 
over the number of features in the data sets. To investigate this, we:

1. Generate a training data set D  with size n x m;

2. Generate a testing data set T  with size t x m  from the same distribution as D;

3. Use D  to perform feature selection, and produce a regression model h; and

4. Measure the performance of h against test data set T.
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the bottom line (solid) shows the FSS error estimated from the small training set. As 
the number of available features increases, the estimated error drops. At the same time, 
Figure 2.25 shows that the number of features used increases (solid line). However, in 
Figure 2.24, the top line (daslied) shows that the true error, calculated from the large 
test set, increases monotonically. The correlation between the estimated and true errors 
for FSS is -0.785. Thus, given more features from which to choose, FSS chooses more 
features and gives a lower estimated error, even though the true error is rising.

Turning to the SA (simulated annealing) with cross model validation results. Figure 
2.24 shows that both the estimated error (dotted line) and true error (dash-dot line) 
rise monotonically. Figure 2.25 shows that the number of features used (dotted line) 
drops. The correlation between the estimated and true generalization errors for SA 
is 0.958. Thus, given more features from which to choose, SA chooses fewer to build 
models, and gives a better estimate of the generalization error, although this is still an 
under-estimate.

This approach uses synthetic data, and so the results arc not directly applicable 
to the sensory data sets. Nevertheless, the implications are clear: by selecting from a 
large set of features, the risk of overfitting is greater than if we start with a small set. 
If we return to the food data set results in Tables 2.1-2.2, this provides some support 
to our earlier conclusions that the SA cross model validation results are trustworthy, 
in that they select very few features and give relatively high estimated errors.

2.13 C onclusions

In this chapter, we have argued that there are two distinct aspects of feature selection: 
selecting the number of features to use; and then selecting which features to use. The 
cross model validation method used here separates these two aspects, solving them each 
in turn.

The small data sets used in this work fail to provide sufficient information to esti
mate more than a very small number of parameters in a regression model. Given that 
the linear models have fewer parameters than the non-linear models, this suggests that 
wc should limit ourselves to linear models. This is vexing, given that we arc trying 
to model nothing less than human taste, which is certainly not linear. For example, 
suppose a relationship is found between sweetness and preference, showing that peo
ple like sweet apples. A linear model suggests that the sweeter the apple, the more 
it will be liked, without limit. But who would sit down to eat a plate of sugar?^^ 
The results shown in Section 2.7 show that the non-linear RBF networks often achieve 
lower generalization errors than the linear regression models, while using slightly fewer

‘Such excessive extrapolations should always be avoided, whatever the nature of the model.
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features. By using fewer features but more parameters, the non-linear models perform 
best. However, this is by no means true in all eases. In general, we run the risk of 
overfitting the sample while underfitting the population.

One saving grace of small data sets is that a large number of models can be built and 
tested rapidly. This allows us to use computationally intensive techniques to search for 
a good feature set, to an extent that would be impossible if we had many more records 
in our data set. Of course, with a large data set, we would have sufficient information 
to ease the feature selection process. Given the currently available data, the results 
strongly suggest that very few features should be used in model building.

Stochastic searches are computationally expensive, but give good results providing 
care is taken to avoid overfitting (such as using cross model validation). The semi
supervised “metric-based feature selection’" (ADJ, Section 2.8) selects a similar number 
of features, although with a slightly higher error, compared to the supervised regression 
and feature selection methods.

The limited volume of labelled data should encourage us to use whatever unlabelled 
data may be available. Although the information contained therein may be regarded as 
second rate — in that we are building predictive models, and do not know the values 
of the labels that we are trying to predict — the novel semi-supervised ensembles and 
semi-supervised feature selection methods, and the EM regression method all show that 
this information can still be useful, if the lack of labelled data hinders our attempts to 
build accurate models.

Feature selection is distinctly non-trivial owing to the combinatorial explosion. In 
this work, we are further hampered by having a large; number of features in the original 
data set relative to the number of records. With so many fe;atures to choose between, 
no search method can hope to be exhaustive. Instead we must aim to find “quite 
a good” set of features, with no way of determining if they are in fact optimal, or 
how much worse than optimal they are. There are two possible solutions to building 
more accurate models. We could create more records, by using a larger set of food 
samples. Although the combinatorial explosion would still force us to use heuristic or 
stochastic feature selection methods, each step of the search could be taken with greater 
confidence, because the larger data set would allow us to evaluate the intermediate 
models with greater accuracy. However, the limiting factor here is taste fatigue amongst 
the preference panellists, restricting how many samples can be used. A more practical 
solution therefore, is to measure far fewer sensory features, by using expert knowledge 
at an early stage of the investigation to choose what to measure.

This chapter has concentrated on selecting features from the meat and vegetable 
data set, because the beverage set St, only has eight features to start with. This is 
because the beverage sensory panel was encouraged to select as few features as possible.
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which is unusual.
On the subject of sensory panels and sensory analysis, Stone and Sidel [1 2 1 , p.209] 

state that:

It is better to have too many attributes and rely on the analysis to establish 
which ones were used to differentiate the products.

This is in stark contrast to the results presented here, which show that selecting from 
an initially large number of features doesn’t merely make the analysis more difficult: it 
makes the final results less accurate.

We must always select which features to use when building models. This can be 
done using either expert knowledge, or data, or a combination of both. The available 
data sets are insufficient for this purpose. Therefore, we suggest that the sensory panel 
should select a small number of features before using them to characterise the food.
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C hapter 3

Cluster A nalysis

3.1 In troduction

In this work, we are attempting to model consumer preferences and product attributes. 
To build models of individual consumers is of little value if one wants to generalize to 
new customers; conversely, to treat an entire population as a homogeneous collection is 
to assume that everyone has the same tastes, which is patently untrue. Cluster analysis 
can be seen as a compromise between these extremes, and an attempt to discover 
groups of people with similar tastes across a range of products. The principal purpose 
of clustering data is to find groups of consumers who can be successfully targeted with 
the same product.

More generally, clustering is an attempt to find groups of similar points within a 
set of data, such that members of the same group are similar to each other, while 
members of different groups are dissimilar. This requires definitions of similarity and 
dissimilarity, as well as a choice of the number of groups for which to search.

Cluster analysis is an example of unsupervised pattern recognition: before the study 
begins, the analyst does not know to which cluster each object belongs, doesn’t know 
how many clusters there are, or even if there are any clusters at all. In supervised 
learning, the training data consists of pairs of records, with inputs matched to desired 
outputs. Such learning typically takes place by iteratively minimising the error, i.e. 
the deviation between the predictions that the model produces, and the true, target 
values. In unsupervised learning, there are no pre-specified outputs, and so no such 
error-minimisation can be defined. We can regard the data as being incomplete, with 
the target values (i.e. the class labels) missing. This is the assumption behind the EM 
algorithm, described later.

In the next section, we discuss some particular issues when clustering preference 
data, and list several stages of cluster analysis. In order to distinguish between sim
ilar and dissimilar points, we need some definition of distance, the subject of Section
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3.3. We follow this with a discussion of several techniques for actually segmenting the 
data, focussing on A>means clustering and Gaussian mixture modelling, and compare 
linear and non-linear preference mapping techniques. In Section 3.6, we discuss sev
eral methods to discover the number of clusters present. The results of exploratory 
experiments highlight several issues, leading to novel approaches based on analysing 
the consistency of the results, and how two models that appear equally good can be 
usefully distinguished (Sections 3.8-3.9).

3.2 C lustering preference data

The beverage preference data set, Pf, consists of the responses of 450 subjects to each of 
20 samples of beverages. The subjects were asked to express a preference on a discrete 
scale of 1-9 for each sample, one being a low preference.

For this analysis, the data set defines a 20-dimensional space, with each dimension 
being the preference score for a different product; each point in this space represents 
a unique combination of scores. Any cluster found within this space would represent 
a group of subjects with a similar set of preferences over the samples. Each person is 
therefore represented as a vector in this feature space. Equivalent spaces can be defined 
for the meat preference data {Pm has 16 features, defining a 16-dimensional space) and 
the vegetable preference data {Py has 17 features, defining a 17-dimensional space).

In order to carry out any cluster analysis, a number of choices must be made. 
Milligan [82] describes seven stages to cluster analysis, summarised here:

C lustering elem ents Choose representative data to analyse.

Clustering variables Choose attributes which will define the clusters.

Variable standardisation Normalise or standardise data, if required.

M easure of association Choose a similarity measure.

Clustering m ethod Choose a clustering algorithm.

Num ber of clusters Determine the number of clusters for which to search.

Interpretation, testing and replication Interpret the results in context, test their 
significance and repeat the analysis with new data.

Not all of these choices are relevant to the current study. For example, the data 
sets have already been collected by Unilever, so there is no need to select which data to 
analyse. Similarly, all the data are on the same scale, so no standardisation is required. 
The most interesting areas are therefore feature selection; the measure of similarity; the
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clustering method; determining the number of clusters; and interpreting and validating 
the results.

As mentioned, the data is discrete, which potentially leads to a considerable overlap 
between observations. For example, the beverage preference data shows that of the 450 
responses to one particular sample, 315 people rated it just one out of nine. Similarly, 
313 people rated another sample as a maximum 9 out of 9. Although every possi
ble score was given at least once for every product, in several cases, only one person 
rated certain samples with certain scores. All in all, this means that the data is very 
sparse, with very uneven distributions across each dimension. This makes estimating 
covariance matrices (for example) very hard, as discussed in Section 3.4.5.

3.3 S im ilarity and d istance measures

To find clusters of similar objects, one must first define the term “similar.” Within the 
data space of food preferences, similarity can be defined with a distance metric: similar 
objects are closer than dissimilar objects. We therefore require a definition of distance, 
of which there are many [8 8 ]. By far the most common way to measure distances is 
the Euclidean definition, where the distance between points a and h in m-dimensional 
space is given by:

d(a, b) — 211

This is a special case of the Minkowski distances:

d(a, b) -
\ i= l

(from Murtagh, [8 8 , p.4].)
Although p  can take on any value of one or more, only three values are used in prac

tice: 1,2 and oo. These are known respectively as the “city-block” (or “M anhattan”) 
distance^, the Euclidean distance, and the Chebyshev (or “maximum coordinate”) dis
tance. A further alternative is the Mahalanobis distance:

d{a, b) = {a — b)'T>~^{a ~ b) ,

where S is the covariance matrix of a and b. This matrix is difficult to estimate 
accurately given very few records, so we will not consider this metric further.

Given that the Euclidean distance is so widely used, and that many standard tech-

M his is known as the Hamming distance, if the variables are binary.
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niques rely on it, one must carefully justify the use of any alternative measure. While 
it may be sensible to measure the every day objects using Euclidean distances, there 
is less reason to suppose that a 2 0 -dimensional space of beverage preferences should be 
treated so.

In the case of food preference data, the vectors are all integers, bounded between 
one and nine, which is clearly not typical of continuous measurements in other fields. 
However, it is reasonable to assume that a preference score of 7.5 would be half way 
between scores of 7 and 8 , even if no consumer actually gives such a fractional score. 
Stone and Sidel describe several studies using the standard nine-point hedonic scale, and 
conclude that the data “should not be assumed to violate the normality assumption” 
[121. p.85]. Bishop [15, p.208] derives the sum-of-squares error function (equal to the 
square of the Euclidean distance) by assuming a Gaussian distribution. Thus with the 
lack of any clear motivation to break with tradition, this work uses Euclidean distances.

3.4 C lustering m ethods

We now consider several approaches to clustering, starting with preference mapping, 
widely used in product design analysis, and introduce a non-linear variation. We then 
turn to &-means clustering and Gaussian mixture models, both widely used in data 
analysis.

3.4 .1  P re feren ce  m apping

As we mentioned in Chapter 1 (Section 1.2.5), there are two forms of the widely used 
preference mapping technique, namely internal and external mapping [78]. We now 
describe these, and give several examples on both real and synthetic data sets.

Internal preference mapping projects the consumers' preference scores into a low 
dimensional space, using principal components analysis (PGA) [52]. This dimension 
reduction can help group consumers, to show who likes which products. This is be
cause with a fixed amount of data, fewer parameters are needed to specify a cluster 
model as the dimension is reduced. Dimension reduction also allows the data to be 
visualised more easily. The same PGA dimensions can then be correlated with the 
sensory attributes to determine why people like the products. In contrast, external 
preference mapping combines the two data sets from the outset. First, the sensory 
data is projected onto a lower dimensional space, typically using the first two or three 
principal components. Then for each consumer, a least-squares model is built and used 
to predict preferences from the projected sensory scores. The least-squares model is 
usually a linear or quadratic multivariate model. In the studies described below, a 
simple linear model is used. The regression analysis identifies each consumer’s drivers.
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i.e. the features that make the consumer like or dislike each product. Thus we find 
f i  ■ S p c  ^  P i ,  given sensory data S  ti ansformed to the first few principal components 
to give Spc,  and preference pi for each consumer i .

If two principal components are used, then a simple plot shows where each consumer 
lies in terms of which combination of sensory features affect their preferences. A single 
vector is drawn for each consumer, with the direction determined by the parameters of 
the least-squares model. (The co-ordinates of the vector are the two parameters of the 
linear regression model, with zero-offset.) The lengths can be normalised (so that every 
vector is of length one) or scaled according to accuracy (so that long vectors correspond 
to well-modelled consumers). The scale used in this case is the correlation between the 
individual consumer’s preferences and the predictions made by the corresponding linear 
model [27].

Figure 3.1 shows a normalised external preference map for some artificial data^. 
Each vector has been normalised to unit length. This shows three groups of consumers, 
with vectors pointing roughly north-west, cast, and south-west. The vectors were then 
clustered by applying fc-medians clustering to their angles; the centre of each resultant 
cluster is shown as a dotted line ending in a circle. The A;-medians algorithm uses data 
points as cluster centres, and iteratively assigns each data point to the nearest centre, 
and then re-selects the centres as being the points nearest the median of each cluster 
[26]. This is closely related to fc-means clustering, described in Section 3.4.4, but does 
not require a definition of the mean of a set of points, which is difficult to define in the 
discontinuous space formed by measuring angles around a circle^.

Figure 3.2 shows a preference map for the same data, with each vector scaled using 
the correlation described above. Note that the only difference between these two maps 
is the length of each vector. The longer vectors in the south-west group show that these 
consumers are better modelled than the other two groups.

Figures 3.3-3.4 show the corresponding normalised and scaled plots for the meat 
data. The normalised map shows the vectors are spread almost uniformly around 
the unit circle, suggesting no clear clusters exist in this two-dimensional transformed 
space. The scaled map (Figure 3.4) also shows that most consumers preferences are 
not accurately predicted by the regression models used, indicated by the fact that most 
of the lines are very short compared to the longest.

^The artificial sensory data is uniformly distributed, of size p  x  f  with p  =  15  products and /  =  60 
features. The preference data consisted of three groups of 50 points each, giving 150 consumers. Each 
group was di awn from a Gaussian distribution in a 15-dimensional space, each with a standard deviation 
of 10. The Gaussian component centres were 5 units apart in each dimension. This sample is multiplied 
by the sensory data to simulate the eflFect of sensory values on preferences, and it is this product which 
is used to create the preference map.

^The difficulty is caused by the periodicity of moving around a circle. For example, the distance 
between o; and 2 n  — a  is |2« |, and not |27t — 2o;|.
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Given high dimension data X, construct a low dimensional approxi
mation Y  :

1. Find the neighbours X j of each point X,;.

2 . Compute weights Wij that best reconstruct each point X^ from 
its neighbours, minimising a quadratic error term.

3. Compute vectors Y% that are best reconstructed by weights Wij. 

Figure 3.5: Locally linear embedding algorithm, from Saul and Roweis [112]

3 .4 .2  L oca lly  linear preference m apping

Traditional preference maps combine PCA to reduce dimensionality, regression to iden
tify drivers, and clustering to group people with similar drivers together. PCA is linear 
in the sense that the derived features are linear combinations of the original features, 
which raises the question as to whether a non-linear combination would be more use
ful. Roweis and Saul [1Ü9] describe “locally linear embedding” (LLE), which combines 
local linearity with global non-linearity, and performs feature extraction and dimension 
reduction. The algorithm is in three stages, as shown in Figure 3.5. LLE preserves the 
distances between points within each local neighbourhood, rather than preserving the 
distances between all points, as attempted by (for example) multidimensional scaling 
(111].

The assumption behind LLE is that the data lies on or close to a smooth, non
linear and low dimensional manifold embedded within a high dimensional space. In 
food design, this high dimensional space is the sensory feature space. A low dimensional 
manifold here assumes that not all combinations of sensory feature values are plausible. 
(Perhaps no apple could be both very sweet and very crunchy.) Modelling this manifold 
using a locally linear (but globally non-linear) model suggests that in any small region 
of the sensory feature space, the relationship between these features is linear. Thus 
even if there is no global correlation between sweetness and crunchiness of apples, in 
one narrow range of sweetness values, the relationship to crunchiness could be linear.

We can use LLE to produce a low dimensional approximation to the sensory data, 
and then perform regression for each preference panellist, in the same way as the 
external preference mapping described above. This will allow us to produce a non-linear 
preference map, which is constrained to be locally linear. This limits the complexity 
of the model, and therefore reduces the risk of overfitting present when more general 
non-linear models are used in the high dimensional sensory space.

Two factors can be varied in LLE: the size of the neighbourhood used in calculating 
the weights, and the number of dimensions into which the data are projected. Given 
that the algorithm is deterministic, we need not repeat the experiments for each setting.
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D ata source
Locally linear embedding 

Dimensions Neighbours Error
Principal components analysis 
Dimensions Error

Meat
Vegetable
Beverage

2.47
2.56
1.73

2.61
2.21
1.79

Table 3.1: Feature extraction results: LLE vs. PCA

For each type of food, we use LLE to project the sensory data onto I dimensions, with 
1 <  ̂ < 10. In each case, we vary the neighbourhood size, with 1 < A: < 15. For each 
setting, the leave one out cross validation error (Section 2.5.1) is calculated for every 
preference panellist, and the mean is calculated. Table 3.1 shows the results, comparing 
LLE preference mapping with conventional PCA preference mapping, and picking the 
model with the lowest test error in each case. Although LLE tends to use slightly more 
derived features (dimensions), the error scores are very similar, with LLE achieving 
marginally lower errors on two out of the three data sets. This suggests that any non- 
linearity in the data that LLE is successfully modelling is insufficient to significantly 
improve the final error scores. This could mean that the underlying distribution is 
linear; or that there is insufficient data to accurately account for the non-linearity; or 
that LLE is not powerful enough to exploit the non-linearity present. In both cases, the 
number of dimensions selected increases as the number of preference records available 
increases, suggesting that the smaller data sets may not provide enough evidence to 
justify building complex models.

3.4 .3  P referen ce m app ing sum m ary

McEwan describes preference maps and offers the caveat that they tend to be “used 
for understanding and direction, not prediction” [78, p.79]. In this work, we are using- 
predictive accuracy as our prime measure of model quality, limiting the usefulness of 
preference maps generally.

Scaled (i.e. non-normalised) preference maps can also be used to detect outliers: we 
could choose to remove consumers who are not well modelled by the preference map,
i.e. those with short vectors in Figure 3.4. The question of how short is short is left to 
Chapter 4, which considers outlier detection.

A preference map is one type of biplot [55] — an attempt to display multivariate data 
to show relationships between samples and between measurements of those samples. 
This usually defines some form of dimension reduction, along with a graphical display. 
Besides a standard scatterplot, the most common examples of biplots are PCA and 
multidimensional scaling (MDS), both of which have linear and non-linear variants. 
Many variations of MDS are in common use [32] such as KruskaLs “stress” minimisation
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Given n  data points and a integer k, do:

1. Randomly assign all n points into k groups;

2 . Assign the centre of each group to the mean position of its mem
bers;

3. Reassign each point to its nearest group centre;

4. Repeat steps 2-3 until convergence.

Figure 3.6: /c-means clustering algorithm

function and Procrustes analysis.
Non-linear biplot methods are inevitably harder to interpret than their linear coun

terparts, and as interpretability is one of our desired criteria, non-linear methods should 
be treated with caution. Kaski [71, p. 19] describes how principal curves (a common 
form of non-linear PCA) are, in practice, equivalent to self-organizing maps (SOMs), 
themselves very similar to the fe-means clustering algorithm that we will discuss in the 
next section. The results presented in the previous section showed no clear benefit 
for either linear or non-linear preference mapping. Whether alternative biplot or MDS 
methods would in fact show consistently better results is a possible subject for future 
work.

As the name suggests, preference mapping (whether based on PCA or LLE) and 
biplots generally, emphasise visualisation of the data, by producing two- (or possibly 
three-) dimensional maps. However, if the intrinsic dimensionality of the data is — for 
example — four, then vital information will be lost from the map. In Chapter 2, we 
described many ways to perform feature selection, and we argue that it is preferable to 
other forms of dimension reduction due to ease of interpretation and the identification 
of drivers.

3 .4 .4  A:-means clu sterin g

The A:-means clustering method assigns the data into k clusters, using the iterative 
algorithm shown in Figure 3.6. Duda and Hart describe this under the name “basic 
Isodata” [38, p.201], and it is also known as the Lloyd-Max algorithm [72].

Each iteration reduces the sum of the squared within-groups distances until conver
gence to a local — but not necessarily global — optimum. If the original random group 
assignment is very poor, then the final clustering solution will also tend to be poor. 
Because of this, A:-means clustering is sometimes used in conjunction with another tech
nique. For example, Fayyad et al. [44] describe repeatedly drawing samples from a data 
set, perform clustering on these samples, and then initialise the main clustering routine
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to the average of the cluster centres of the samples. However, Meila and Heckerman 
[80] compare several such initialisation techniques empirically, and show that none of 
them consistently showed improvements compared to random initialisation. In this 
work, we initialise the centres by randomly selecting k data points as our centres, and 
assign each point to the nearest centre.

The clusters found by A;-means analysis are spherical, and can only be found in 
continuous spaces. This is because we are minimising the sum-squared error, which is 
the Euclidean distance and only defined for continuous spaces^. Having estimated the 
cluster centres, we can classify a new data point as belonging to the cluster with the 
nearest centre.

Variations of the technique include: fc-medians, which as the name suggests uses the 
median instead of the mean when estimating group centres, and was used in Section 
3.4.1; fuzzy c-means, which uses fuzzy logic to allow each point to belong to more 
than one group; and adaptive resonance theory (ART), in which a neural network 
dynamically creates “prototype vectors” (similar to A;-means centres) to represent the 
data [24].

A related but more fiexible method is mixture modelling, described in the next 
section. A;-means clustering is sometimes described as a “simple approximate” version 
of Gaussian mixture models (Duda and Hart [38, p.201]). As Kearns et al. show, this is 
not necessarily true [72]. Bishop shows that as the component widths (defined by the 
covariance matrices) tend towards zero, then the mixture model solution tends towards 
the A:-means solution [15, p. 190]. We shall return to this issue later in Section 3.4.6.

3 .4 .5  G aussian  m ix tu re  m od els and th e  EM  a lgorith m

A Gaussian mixture model (GMM) is, as the name implies, a weighted sum of functions 
with normal distributions. Each component is defined by three sets of parameters: 
the means, the covariance matrices and the mixing proportions. They can be used 
to describe data, with the assumption that the data have arisen from populations 
mixed in certain proportions. McLachlan and Basford [79] describe their application 
to clustering.

Usually, the parameters of a mixture model are estimated using the Expectation- 
Maximisation (EM) algorithm, defined by Dempster, Laird and Rubin [35] and outlined 
in Figure 3.7. We are assuming that each data set is generated from a mixture of 
Gaussians, but that the information specifying which data point came from which 
component is missing. It is this cluster membership that the EM algorithm aims to 
discover.

^Other distance measures can be defined for A;-means, which would lead to different shaped clusters.
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1 . Initialise model parameters, producing the first model;

2 . Compute posterior probabilities of the data assuming the cur
rent model;

3. Re-estimate model parameters using the posterior probabilities;

4. If model is unchanged then terminate, else go to step 2.

Figure 3.7: General EM algorithm

Fraley and Raftery [48] describe a number of different ways of defining Gaussian 
clusters. They define the cluster density of a single component thus:

fk{x\iJ,k,^k) =  (27r)“ t e x p  | - i ( x  - - / / ^) |

This is equation gives the density of the component at position x  with centre 
fj,k and covariance matrix in p-dimensions. Fraley and Raftery go on to describe 
different forms that the covariance matrix can take, and a geometric interpretation of 
these paramcterisations. Each Gaussian component can be spherical or elliptical, of 
fixed or variable volume, and if elliptical, may be of fixcM or variable shape and fixed or 
variable orientation. According to Fialey and Raftery [48], this gives six forms of GMM, 
determined by the nature of the covariance matrix. Having estimated the parameters 
associated with the mixture model, we can classify a new data point as belonging to the 
component that has the maximum likelihood score for that data point. I.e. the class c
of point X given k mixture components defined by density functions f i  is c = maixfi{x).

i
During the EM algorithm, there is a danger that one or more covariance matrices 

may “collapse"’, leading to the rank deficient case. The elements on the leading di
agonal tend towards zero as fewer points are modelled closely by the component, so 
the likelihood scores of the points remaining within the cluster tend towards infinity. 
The implementation used here checks for this, and adds a small value to the leading 
diagonal if required. This forces a small Gaussian component to be slightly rounder 
and larger, and is a form of ridge regression [105, p. 108].

Identifying very small elements on the leading diagonal could guide further analysis. 
Such points mean that the consumers assigned to this Gaussian component have a very 
low variance in their preferences for one product, and this consistency of opinion could 
be used to weight regression errors. If everyone agrees on one preference score for one 
product, then it is important to predict that score accurately, where as if everyone 
disagrees then it is less important to predict their mean preference. This approach is 
the subject of future work (Section 5.3.4).

Let us consider what effect the shape of such Gaussian components has on modelling
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preferences for some hypothetical apples. The variance in one dimension is a measure 
of how much in agreement all the subjects in one cluster are regarding that apple. 
For example, members of one cluster may all agree that a Granny Smith apple is 
delicious, but may have a wider range of opinions regarding Cox’s Orange Pippins. An 
alternative approach is to view each cluster as representing a prototypical apple eater, 
so the variance in each dimension represents how strongly the subject feels about the 
corresponding apple. A narrow variance represents a very strong opinion (regardless of 
the cluster mean, which is the actual preference), whereas a wide variance represents a 
less firm opinion.

A spherical cluster implies that the variance in preference scores across all apples 
is identical, for members of that cluster. This is a very strong assumption, suggesting 
that all preferences are of equal conviction.

A hxed-orientation ellipse allows the width of the cluster to vary across the range of 
apples, because a separate parameter is used to define the variance in each dimension. 
However, the variance is constrained to be parallel to each axis (the fixed orientation), 
with no correlation between dimensions. The alternative variable-orientation ellipse is 
free to form any angle with any axis. In order to choose between these options, we 
must ask if preference scores for each apple are independent of preferences for other 
apples.

Suppose Mr Doe comes to like Granny Smith’s more than he used to. Then his point 
in the apple-space will move slightly along the “Gianny Smith’s” dimension, towards 
the high preference end. Gan this cluster be parallel to the Granny Smith’s axis, or 
must he move in other dimensions as well? In other words, if he increases his preference 
for Granny Smith’s, is he likely to also increase (or decrease) his preference for, say, 
Cox’s Orange Pippins? If so, then the cluster definitions must measure the covariance 
between the apple preferences. Thus a full covariance matrix must be defined, allowing 
each cluster to be orientated at any angle relative to each axis. If on the other hand 
we assume that the preferences are independent, then the points (and clusters) can 
move parallel with each axis without iufluencing other apple preferences. In this case, 
the covariance matrix for the cluster will be zero for all elements not on the leading 
diagonal, with the leading diagonal defining the variance parallel to each axis, i.e. the 
variance of each set of product preference scores for that cluster.

It is assumed that product preferences are related to sensory properties. If Mr Doe’s 
preference for Granny Smith’s increases because he likes their bitterness, then presum
ably his preference for any other bitter (or sweet) apples will increase (or decrease) 
accordingly. This effect can be captured using variable-orientation components.

The other factor when choosing the shape of Gaussian components is the number of 
parameters required to define them, and the difficulty in estimating these parameters
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from a finite data set. A spherical Gaussian of fixed radius needs only its mean and 
mixing proportions specified. Ind-dimensions, this is d +  1 parameters per component. 
For example, in 20 dimensions, to define four such constrained clusters requires 4 x 
(20 +  1) — 1 = 83 parameters^. At the other extreme, a fully variable ellipse requires 
^{d + l ){d + 2) per cluster. Thus in 20 dimensions, to fully specify four clusters would 
require 4 x 0.5 x (20 +  1) x (20 +  2) — 1 =  923 parameters. To find this many parameters 
from only a few hundred records is troublesome. Further consideration is given to this 
in Section 3.6.3. For comparison, A;-means requires d parameters per cluster to define 
the mean, giving 4 x 20 — 80 parameters in this example. As we noted earlier, /c-means 
is implicitly constrained to find spherical clusters.

3 .4 .6  B iases in c lu ster in g  a lgorith m s

Kearns et al. [72] use information theory to demonstrate that in some simple but 
pathological cases, the /c-means algorithm actually moves away from an initially cor
rect solution. This problem occurs when two clusters overlap; A;-means has no way 
of representing overlapping clusters, unlike GMMs, because each point is assigned to 
exactly one cluster. Thus when presented with overlapping samples from two Gaus
sian distributions, the GMM finds the “correct” model (i.e. it tends to find the means 
and standard deviations of the distribution from which the samples are drawn) while 
/c-means estimates centres that are shifted away from the overlap. Thus compared to 
Gaussian mixture models. A;-means finds clusters with less overlap, which raises the 
question: do clusters in preference data have overlaps? Does it make sense to talk 
about groups of consumers overlapping, or should wc only consider non-overlapping, 
contiguous groups? This depends on how we regard the data and the nature of cluster
ing. One interpretation regards the consumers’ preferences as being generated by some 
underlying process. For example, one consumer might have a sweet tooth and so prefer 
sugary foods. This consumer might belong to a distinct cluster of sweet-toothed people, 
as opposed to a cluster of “sour-toothed” people, perhaps. However, each individual 
will still have individual tastes, and so may like some products that most sweet toothed 
people do not like. In this model, clusters of consumers may overlap when mapped ac
cording to the preferences of a range of products. Thus consumers who actually belong 
to some intrinsic sweet-tooth cluster may appear closer to the “sour-toothed” cluster 
centre in some dimensions.

An alternative interpretation is to consider the data as being the only truth, and 
to consider any underlying generating process as either non-existent or unknowable. 
In this view, our aim is simply to split up the data into groups of consumers who

^The mixing proportions are constrained to sum to one. Hence having estimated A: — 1 of them, the 
last one needs no further calculation, and so we have one less free parameter to estimate.
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expressed similar preferences over the range of test products. In this case, there can 
be no overlap of clusters. The clusters that we are attempting to discover will still 
(we hope) be useful for describing consumers, but they are not “real” divisions, in the 
sense that, for example, gender and species are. We are not attempting to discover 
pre-existing, underlying groups of consumers (which could in principle be generated 
from overlapping generating components), but merely to divide consumers into groups 
to enable us to design foodstuffs that more closely match their preferences.

One way to compare these two interpretations is to compare the results of clustering 
data using &-means clustering and GMMs. In general. A;-means clustering tends to 
find equal-sized (hyper-)spheres, and can be misled by overlapping clusters. GMM 
algorithms can find overlapping, unequal-sized, non-spherical shapes, but require more 
free parameters to do so. Section 3.9 shows that these biases have a modest, though 
statistically significant effect when segmenting the preference data. The results we 
present there suggest that consumers should be divided into overlapping clusters of 
differing sizes, and that in at least some cases, these should be non-spherical.

A further point to note when comparing /c-means with GMM is that /c-means is 
typically much faster to converge. Typical timings on the spinach preference data, 
using a standard desktop PC, are 0.057s for /c-means convergence, and 1.07s for EM 
convergence with a GMM, almost 20 times slower.

3.5 Com paring and validating segm entations

Stochastic clustering algorithms, such as /c-means and Gaussian mixture models, tend to 
produce different solutions each time they are applied to a data set, due to the initially 
random values of their parameters. It is therefore important to compare solutions to 
see how much they differ, and to see whether these differences are significant. It is also 
interesting to see whether different algorithms consistently find different solutions to the 
same segmentation problems. Finally, if we know the true segmentation values (if we 
use synthetic data, for example), then we can compare these labels with the estimates 
provided by the clustering algorithms, and measure the accuracy of the algorithms.

Clustering algorithms explicitly or implicitly attempt to optimise some criterion 
function. For /c-means, this is minimising the sum-of-squares-error (SSE) of the dis
tance between data points and their cluster centre; for GMMs, this is maximising the 
likelihood, p{Do.ta\Model). When comparing two clustering techniques, it is inappro
priate to use such a score. It would not be surprising if /c-means minimised SSE better 
than GMMs or hierarchical clustering, because the A;-means algorithm is designed to 
minimise SSE. We therefore require a measure of the accuracy of a solution that is not 
explicitly optimised by any of the algorithms that we are using. We discuss a number
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Partition V

Partition
U

1 2 3 4
(65) (60) (71) (44)

1 (50) 39 2 0 9
2 (85) 3 57 13 1 2

3 (54) 23 1 7 23
4 (51) 0 0 51 0

Table 3.2; Contingency table comparing two GMM partitions of the beverage preference 
data

of possibilities in Sections 3.5.1-3.5.6 .

3.5 .1  T he R and  in d ex

The Rand index [101, 6 8 ] is a way of measuring the similarity of two partitions of the 
same set of data. To calculate it, we require two partitions of the data, where a partition 
consists of a list that associates every data point with exactly one cluster. One way to 
achieve these two partitions is to perform clustering twice, using different algorithms 
or different random initialisations. Consider each pair of data points that are being 
clustered, and how they are grouped in two clustering solutions. If every data point is 
assigned to exactly one cluster, then each pair of points must be assigned either to the 
same cluster or to two different clusters, in each solution. By counting the number of 
these agreements and disagreements between the two solutions, we can derive an index 
of consistency. The index we use in this work is the adjusted Rand index proposed by 
Hubert and Arabie [6 8 ]. This gives a score of one for a perfect match, and zero for a 
match that is no better than random. In Section 5.3.3, we discuss a possible extension 
to the Rand index, that allows points to be assigned to more than one cluster, such 
as fuzzy clustering models, and GMMs. In this work, we assume that each point is 
assigned to exactly one cluster, and accordingly, use the maximum-likelihood estimate 
for GMM models.

Consider two partitions, U and V.  With H, for each cluster label 1 < z < /c, we 
count how many members of the cluster, Ui, belong to each of the clusters in V. 
These counts can then be used to estimate the similarity of two solutions. Table 3.2 
is the result of two GMM partitions of the beverage preference data. The bracketed 
numbers show the total number of members assigned to each cluster. Although Brennan 
[2 1 ], notes that the number of clusters need not be the same in each partition, they are 
in this example.

Table 3.2 shows, for example, that IJ2 corresponds quite closely with V2 , with 57 
out of the 85 members of U2 assigned to V2 . The remaining members of U2 were
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mostly assigned to V3 and V4 . Similarly, U4 and V3 are a good match. In contrast, the 
54 members of f/3  were mostly divided equally between Vi and I/4 , suggesting a poor 
match between t /3 and any one of the V  clusters. The adjusted Rand index for Table
3.2 is 0.441.

Calculating the Rand index

Let us consider each pair of data points being clustered, Xi and rcj, and how they are 
grouped in two clustering solutions, U and V. Assuming that every entity is assigned 
to exactly one cluster, then each pair must be assigned to either the same cluster or to 
two different clusters. This gives four possible outcomes:

a) Both U and V  assign Xi and xj to the same cluster

b) U assigns x-i and xj  to the same cluster, but V  assigns them to different clusters

c) U assigns Xi and Xj to different clusters, but V  assigns them to the same cluster

d) Both U and V  assign Xi and xj to different clusters.

Exactly one of these four options holds for every possible pair of points. If we count 
how many times each option holds, wo obtain four values, a, 6 , c and d, depending on 
which of the above four conditions holds. Then a and d represent consistent solutions 
and b and c represent conflicting solutions. Therefore a simple measure of consistency 
is:

R =  “ +
tt + 5 + c + d

This score is the (unadjusted) Rand index, proposed by William Rand [101], among 
others. Note that (a + 6 +  c + d) =  Q) — ^n{n  -  1), i.e. the number of pairs that can 
be drawn from the n  entities being clustered. We can define the total number of 
agreements as A =  a + d, and the number of disagreements as Z) =  5 +  c.

Several alternatives to the Rand index have been proposed. These are summarised 
by Hubert and Arabie [6 8 , p .195 196]. While Rand proposed using the “probability 
of agreement” . Mirkin (and others) have suggested using the “probability of disagree
ment” [84]. Hubert and Arabie suggest using the difference between the probabilities 
of agreement and of disagreement.

A djusted Rand index

One drawback with the Rand index as described above, is that it is not “corrected for 
chance.” This means that it does not produce a suitable constant value (zero) in a
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null case, when the two partitions are random. Hubert and Arabie [6 8 ] suggest such 
a correction, which theoretically gives a score of zero in the null case. This calculates 
the expected number of matching pairs of entities, assuming a random distribution in 
the contingency table. Milligan [83] empirically demonstrates that this corrected Rand 
index does indeed score (close to) zero on random data. This correction means that it 
becomes feasible to compare the actual magnitude of the index across different studies, 
irrespective of the number of clusters, the algorithm used, etc.

The Hubert and Arabie “corrected Rand index” is defined thus:

P _  a d — Tie Hr —
G T 6 T c T d — tlq

where the correction for chance, rzc, is a function of the values in the contingency table. 
Note that if only one cluster is defined, then the adjusted Rand simplifies to 0/0 because 
6 , c and d will all equal zero, and a will equal Uc- It seems sensible to define this as 
one, i.e. to assume that even two random partitions would cluster the data the same 
way.

3 .5 .2  E xtern a l criterion

In discussing the Rand index, we considered one method of comparing two cluster 
partitions, assuming that we do not know the true classification. However, if we do 
know the true class labels of the data points, then we can use this “external” information 
to measure the quality of a partition. Essentially, we replace partition V  with the true 
class labels, and measure how similar U is to it. This can then be interpreted as the 
probability that our partition U is correct. Although this can only work with artificial 
data (or any other data set where we know the true cluster membership), it is a useful 
way to measure the effectiveness of clustering algorithms.

One drawback of this approach is that the accuracy with which each data vector is 
modelled is taken as a crisp true or false. In other words, a partition that “only just” 
misclassifies a vector is penalised just as much as one that substantially misclassifies 
it. Future work therefore includes the development of a non-crisp variant of the Rand 
index, interpreting the assignment of data points to clusters probabilistically, which is 
more appropriate for clustering algorithms such as fuzzy c-means and GMMs. This is 
discussed further in Section 5.3.3.

3.5 .3  Train and te s t

If the same data is used both in the training and the testing of any model, there is a 
strong risk that the resultant measure of accuracy will be an overestimate. If we split 
the data into two distinct sets, using one set to build the model and the remainder to
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test it, any random noise in the data is unlikely to have the same pattern in both sets 
(see Section 2.5.1 and particularly Figure 2.7; also see Mitchell [85, p.69]). Therefore if 
the model overfits the training data, the accuracy over the test set will tend to be lower. 
In general, the error over the test set provides an unbiased estimate of model accuracy 
(assuming the two data sets are independently drawn from the same distribution).

This approach can be applied to cluster analysis by using some of the data to build 
the model (i.e. to find the clusters) and then using this model to label the remaining 
(test) data. The model’s estimated labels can then be compared with the known labels. 
The accuracy can then be calculated (e.g. the percentage of correct predictions). Before 
any predictions can be made however, the cluster labels may need to be permuted. 
(We don’t require the clustering algorithm to assign all fish to a cluster labelled “fish” , 
merely that it should assign all fish to the same, arbitrarily labelled cluster. We can 
provide labels by hand later.) Although this is an appealing approach, it once again 
requires labelled data and so can only be applied to artificial data sets (as we will 
describe in Section 3.6.1).

3 .5 .4  R ep lica tio n  analysis

Instead of relying on pre-existing labels, we can use one clustering model to estimate the 
labels, and then use a second to “re-discover” these same labels. Replication analysis 
can be used to validate the results of clustering and is reviewed by Milligan [82]. This 
is a form of cross validation (Section 2.5.1), where the data is divided into training and 
testing sets. The training data is used to find clusters, which are then used to classify 
the test data. The test data is then independently clustered to form a separate model. 
This gives two partitions of the test data, which can be compared using the Rand index 
(or some similar technique). If the two partitions of the test set are very similar, then 
the same structure has been found in both, suggesting that this structure is actually 
in the data, and not some artefact of the algorithm or noise. If this “real” structure 
has been found, then the original model (built from the training set) will generalize 
well. Milligan only covers hierarchical clustering, which is deterministic. For non- 
deterministic algorithms (e.g. A;-means and GMM), multiple runs would be required to 
estimate the consistency.

This approach has the goal of rejecting models that overfit (or underfit) the data. 
It has the advantage that it does not require a labelled data set (i.e. one where the true 
class labels are known in advance), unlike the external criterion and “train and test” 
methods we described above. We use replication analysis in Section 3.6.1 to consider 
the possible existence of clusters.
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3 .5 .5  H yp o th esis  testin g

Milligan [82] distinguishes between external criterion analysis and internal criterion 
analysis. External analysis uses extra variables that are not used to build the cluster 
model. For example, we could remove one feature from a data set, and then clustering it 
using the remaining variables. Given this cluster model, we could measure the within- 
group and between-group distances for the feature that we held out. We can then 
perform a parametric statistical test to determine whether the clusters that we found 
also cluster the extra feature. An alternative external method uses different sample of 
data drawn from same distribution as the training set, which is equivalent to what we 
described in Section 3.5.3, above.

However, withholding a feature thought to be useful in discovering and describing 
the clusters will tend to produce less accurate models. If the feature is not related to 
the clusters, the statistical test will bo meaningless. At the other extreme, we must 
consider correlated features. If two features are highly correlated, and we use one 
feature to build a model and the other to test it, then we are really only measuring the 
correlation between the features, and not the accuracy of the model’s predictions.

Internal analysis re-uses the same data (with all the features) to measure the good
ness of fit between the model and the data. One approach is to analyse consistent and 
inconsistent pairings. This measures whether entities assigned to the same cluster are 
more or less similar than entities assigned to different clusters. The null hypothesis is 
typically that the cluster labels are randomly assigned; the test measures the likelihood 
of the alternative hypothesis, namely that structure exists within the data. This gives 
a clear statistical result, interpretable as confidence in the model. The main difficulty 
with this approach, as noted by Milligan [82], is the choice of a null sample distribu
tion for the test statistic. In this work, there is no obvious choice, so this approach is 
inappropriate.

3.5 .6  R ob u stn ess

Rather than attempting to measure how accurate a clustering model is, it may be more 
profitable to measure how consistently the algorithm discovers the clusters. This is 
particularly important if the data points are unlabelled (such as the Unilever preference 
data sets) and, therefore, the underlying clusters® are unknown, in terms of position, 
size, number etc. If multiple runs of a clustering algorithm are performed, the models 
can then be compared. This could be done using the Rand index to compare the 
segmentations, or else by directly comparing the partitions in a model-specific fashion 
(e.g. the total distance between pairs of centres in two A;-means clustering models).

’Assuming that underlying clusters exist see Section 3.4.6

103



Similar analysis could be carried out as a method to estimate the number of clusters. 
We could partition the data into k clusters a number of times, where k varies (e.g. 2- 
20). If the algorithm discovers the underlying model, it should re-discover it repeatedly, 
giving high Rand index scores between solutions with the true k value, but lower Rand 
scores between solutions with the wrong k value.

Unlike some of the methods outlined above, this technique does not require labelled 
data. We discuss robustness further in Section 3.8, where we experimentally measure 
the robustness of both artificial data and preference data sets, in an attempt to ascertain 
the true number of clusters.

3 .5 .7  Sum m ary o f  c lu ster  va lidation  m eth od s

In this section, we have discussed a number of methods for comparing and validating 
the results of cluster analysis. We now consider which of these methods is appropriate 
for the current work.

The (adjusted) Rand index has the advantage that it does not require labelled 
data, although it can be used with labelled data to measure accuracy. The external 
criterion (Section 3.5.2) and “train and test” (Section 3.5.3) approaches require labelled 
data, which is not available for the preference data sets, and these techniques will not 
be considered further. Formal hypothesis testing with internal criteria (Section 3.5.5) 
requires a null sample distribution which is unavailable; this will also not be considered 
further.

Replication analysis is essentially a method to avoid overfitting [82, p. 368], and is a 
form of cross validation (c.f. Section 2.5.1, p. 51). An alternative to cross validation is 
the minimum description length method (Section 2.5.2 p. 54), which is used in Sections 
3.6 .2-3.6 .4, without replication analysis.

Replication analysis splits the available data set in two, using only half to build the 
cluster model. In Section 3.6.3 (particularly Figure 3.14), we will show that using a 
small data set can lead to an underestimation of the number of clusters. Therefore, we 
do not use replication analysis in Section 3.9. We do use a form of replication analysis in 
Section 3.6.1 below when considering the very existence of clusters, rather than trying 
to estimate the number of clusters present.

We use robustness analysis (Section 3.5.6) in Section 3.8 as an alternative method 
to estimate the number of clusters present in a sample.

3.6 How m any clusters?

Like most clustering algorithms, both ^-means and Gaussian mixture models require 
the analyst to specify in advance how many clusters for which to search. In Section
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3.6.2, we consider how to estimate the intrinsic number of clusters by using information 
criteria, but first we need to consider whether any clusters exist at all.

3.6 .1  E x isten ce  o f  clusters

Before attempting to estimate how many clusters exist, we shall consider whether there 
are any clusters at all. In particular, if we compare the consistency of repeated cluster
ing of a preference data set with the consistency of clustering an artificial, unstructured 
data set, we can discover if there may be some structure in the preference data. The 
assumption is that if clusters do exist in the preference data, then the clustering algo
rithms should find them with a “greater than random” frequency, as compared with 
an unstructured random data set.

To do this, we perform a form of replication analysis (Section 3.5.4). First, we 
randomly split the data set into two halves, d\ and dg. Then we cluster each data 
set independently, producing cluster models c\ and C2 . We use each cluster model to 
classify the other half of the original data set, producing a second clustering of the 
data, c\ and c ,̂ where c\ — C2 (di). I.e. the classification of the first half of the data, 
using the classifier trained on the second half of the data. Similarly, c'2 — 0 1 (^2 ). If onr 
cluster model is correct, then c\ % c\ and cf, % C2 - We can then use the Rand index 
(Section 3.5.1) to measure the similarity. Over a number of repeated experiments, we 
can produce a distribution of similarity measures. If we repeat the whole process with 
a second data set, we can then test to see if the two distributions are the same, and 
hence whether one data set has more structure than the other one does.

We use four data sets here; the three food preference sets, and an artificial set. 
The latter consists of 300 points in a 15 dimensional space, normally distributed with 
a standard deviation of 10. This can be thought of as a null preference data set, with 
300 consumers measuring 15 products, but with no structure (i.e. clusters) present in 
the responses.

We take each data set in turn, split it into two, and cluster each half as described 
above, using the /j-means clustering algorithm, with fc = 4 in all cases^. After clustering, 
we calculate the Rand index to measure the similarity between the two cluster models. 
For the three preference data sets, this value is in the range 0.30-0.35 This shows 
for example, that there is an approximately 30% chance that two points assigned to 
the same cluster in one model will also be assigned to the same cluster in the other 
model. For comparison, the unstructured random data gives a consistency score of

^The arbitrary choice of four clusters is not necessarily an optimal value of fc; the aim here is not 
to identify the exact number of clusters, merely to see if they exist.

®The mean adjusted Rand index scores were: 0.307 for the beverage data; 0.342 for the meat data; 
and 0.337 for the vegetable data. Each figure is the average result from 100 random splits of each data 
set.

105



0.061 (averaged over 100 random splits). This shows that each pair of points drawn 
from an unstructured distribution are unlikely to be consistently assigned to clusters 
in two different models, consistent with the definition of the adjusted Rand index.

We now test whether or not the preference data contains significantly more structure 
than random data, with the assumption that any structure present will tend to lead to 
greater consistency in each pair of clustering results. By repeating the above clustering 
and comparison 100 times for each data set, we generate a distribution of the Rand 
index scores. We can then use a standard statistical hypothesis test to see if the 
scores are significantly different. Comparing the unstructured data set to each of the 
preference sets in turn, a non-parametric Wilcoxon rank sum test gives p % 0 in all 
three cases, strongly suggesting that there is structure in these sets. Having established 
that clusters are likely to exist, we need to determine how many (while accepting that 
the answer may still be zero).

3 .6 .2  In form ation  criteria

In Section 2.5.2 (p.54), we gave some background to complexity penalisation and in
formation criteria. As we described there, the Minimum Description Length (MDL) 
requires a “large” data set to produce reliable results. The feature selection work was 
using data sets with dozens of sensory records, whereas the segmentation work now be
ing discussed has hundreds of preference records. Therefore, we can sensibly consider 
using MDL to estimate the number of clusters present in the data.

The description length is the sum of the model likelihood, L, and the model com
plexity, C  (e.g. Bishop [15, p.429]). For a Gaussian mixture model, the likelihood is 
taken as the negative log likelihood that each data point was generated by the model. 
Thus:

n

L =  -  ^ I n p  {xi\M)
1=1

where M  is the mixture model, and X{ is the i^^ record from n records.
The complexity C  depends on the nature of the model; it is a function of the number 

of records and the number of free parameters. The general case gives complexity C  as:

C = i  ln(n) X p

given n  records and p  free parameters.
The simplest model uses spherical clusters, with the covariance matrix being a scalar 

multiple of an identity matrix. This requires us to estimate the mean and radius of
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Figure 3.8: Description length for m eat Figure 3.9: Complexity  and  liDdiliood for 
preference d a ta ,  s])h(îrical GM M  m eat preference' d a ta

('acli comj)oii( 'nt, and  tlu ' mixing ])roportions. Tims:

1
:) =  -(In // ,)  X  {k{(I +  2) -  1)

with 71. records, // diiiK'nsioiis (variables) an d  k cliist('rs (c.f. the c'lid of Section 3.4.5).

Figure 3.8 shows tlu' description h'ligth for a sphc'iical G aussian  m ix tn re  modc'l, 

with between on«' and  15 clusters, appli( 'd to tlu' iiKvit d a ta  S('t, P,,,. Tluî m in im nm  

corres])onds to assnm ing  three clusters, a lthough  the d('Scri])tion length  score is ban 'ly  

gie'ater wlu'ii fom' clusters  ar/' assum ed, or even two. Fignie' 3.9 shows tlu^ two compo- 

iK'iits of th(' (U'scription length for tlu ' sanu ' d a ta  set. T lu ' dashed liiu' (left axis) shows 

the likelihood, while the solid liru' (right axis) shows ( I k - compk'xity, a linear function 

of th(' nm nber  of clusters. T he  sum  of these' two lines gives I he (h'scription h'ligth curve 

of Figure 3.8. Ch'arly, the  likelihood error score dro])S m onotonically  as we increase' 

the iinniber of clusters. In the  limit, if ewery d a ta  point is assigned to its own Gaussian  

com])()n(mt, then  the  com ponen ts  would te'iid to have; a e'ewarianex' e/f zere), anel each 

el a t  a po in t  we/nlel have' a ne'gative' le/g likelihe/e/el appre/ae hing ze're).

Figure' 3.10 shows the  ele;scriptie)ii length  fe/r a splmrie:al Gaussian  m ix tu re  moelel, 

appliexl te> the ve;getable elata set, P„. T h e  minim um  ele'se:riptiem length  e-orre;sponels 

with fe/nr e lnsters. F igure 3.11 she/ws the  twe) e:ompe)iie'nts e/f the  ele;se:riptie)u length for 

the same elata.

Figure 3.12 shows the  ele;se riptie/n length  fen a sphe'rie:al Gaussian  m ix tu re  me/ele'l, 

applie'el to the' be've'rage' elata se't,, Pj,. The' m inimnm de'se riptietn le'tigth corre'sponels with 

se'vc'ii clnste;rs, a l though  eight e/r nine are  e/nly slightly le'ss likely. F igure  3.13 she/ws the 

twe) ce/mpe/nents e>f the; ele'se:riptie>n length for the' same' elata.

The' m in im nm  ele'se riptie/n lengths have' give'ii ns e'stimatie/ns e/f the  nnmbe'r e/f e:lns- 

ters pre;se'iit in e/nr thre'e' j/re'ferenex' d a ta  se'ts. l in t  he/w ix'liable; are' the'se' e'stimate's?
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Figure 3.14: Description length for artifi- Figure 3.15: Description length for artifi
cial (lata; varions data set sizes. Each line eial data; non-s|)herieal components. Each 
is n'seah’d to hav(' a zero niinimiini. line is rc'sealed to have a zc'ro niiniinnin.

Hjorth [()(), p. 46] suggests that evcm 500 la'cords may not be enough to allow informa
tion erit('i'ia stall as MDL to bt' used safely. In the next section, we examine the t'ffeets 
of small data sets on MDL pix'dictions, and similarly, the choice of mod(4 complexity. 
In Section 3.8, we pn'sent an alternative mt'thod for estimating the nnnibc'r of clusters 
l)r('S('nt that dot's not exjilicitly recpiirt' a large' data s('t.

3.6.3 T he effect o f sm all data sets

We now consider the ('fleet of the siz(' of tlu' data sc'ts on the' estimation of the' nmnber 
of clusters jiresent, when using th(' minimum d('scri])tion f'ligtli. To do this, we will 
(h'fiiie an artificial data distribution, so that, we know the trnc' number of clusters, and 
we can control the numlx'r of sanpih's drawn. The data set consists of n records, ('(pially 
drawn from four Gaussian compoiK'nts in two dinu'nsions. 1 h(' standard deviation of 
('ach component is two. We select n = 15 or 50 ])oints jier compom'nt, giving a total of 
()0 or 2 0 0  points.

Figure' 3.14 shows t he elh'ct of t 1h' number of ix'coids on how a,ccnrat('ly MDL selects 
the correct number of e lusters'^ Ideally, the lowest jioint of each line should be at 
four (Ousters, corn^spoiiding to the sourc(' of th(' data. The dott(xl line corr('sponding 
to the larger data set does iiid('('d show a dij) at four (Ousters; howewew, when few(;r 
H'cords are present, tin; (h'scription h'ligth line (solid) has a minimum corresponding 
to a singh' (Onst('r. Thus with a small data s('t. tlu' intrinsic number of clusters may be 
und('r(^stimated, due to a lack of information.

A similar effe(0 , can be s('eri if rather than r('du( ing tOi(' nunilx'r of records, we in-

'Tor clarity, ('acli iiiu' lia.s ix'cii rescaled to have a minimum at xero. The results are the av('rag(' of 
50 experim ents with independent data  sets.
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crease the number of parameters to be estimated. If we reduce the spherical constraint 
on the Gaussian mixture model, allowing it to find elliptical components, many more 
parameters must be estimated (Section 3.4.5). The data are 100 points sampled from 
each of four spherical Gaussian components in 16 dimensions. Two types of Gaussian 
mixture models are used, one with spherical components, and one with fully elliptical 
components. Figure 3.15 shows the effect of searching for these mixture models with a 
limited data set^^. The spherical GMM description length (solid line) has a minimum 
at four, correctly estimating the number of clusters present. The elliptical GMM de
scription length (dashed line) has a minimum at one, underestimating the number of 
clusters. If we had used more data, no doubt both methods would have produced the 
same, accurate estimate, and given even less data, both would have underestimated the 
value. Nonetheless, these results demonstrate a potential bias whereby using complex 
models (such as elliptical GMMs) can lead the MDL principle to underestimate the 
intrinsic complexity of a finite sample of data.

Given this effect, and that we are constrained to using very small data sets, can we 
reduce the number of parameters further? Several variations of GMMs were introduced 
in Section 3.4.5; we now consider these in more detail, and examine the effect of choosing 
the “wrong” model.

3 .6 .4  C lu ster shapes

We can not only constrain the Gaussian components to be spherical, we can also con
strain them to be equally likely, by forcing the mixing proportion to be constant and 
equal to 1/fc This reduces the number of parameters by A; — 1, leaving k{d I) 
parameters to estimate, if we have k clusters in d dimensions. Of course, if the clusters 
are of significantly different sizes, then the likelihood score will worsen, because the 
model can no longer represent them.

An alternative constraint we could impose on the Gaussian mixture model would be 
to force all the components to be the same size, by forcing all the covariance matrices to 
be equal. Assuming we are using spherical clusters, this means that all the covariance 
matrices will equal AI, with a single value of A being used across all components, and 
where I is a suitable identity matrix. This model also has k { d+  1) free parameters.

If we fix the mixing proportion and force the GMM components to have equal 
covariance matrices, we have k d +  1 free parameters.

We can begin to investigate these differences using artificial data, and the Rand 
index. We described the Rand index in Section 3.5.1: in this context, we can use it as

before, the lines are rescaled to have a minimum at zero. The results are the average of 50 
experiments with independent data sets.

^Tn principal, other priors could be used, but a uniform prior is appropriate as no other information 
is available.
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Data source
GMM Version Vary priors Vary size Vary neither
No constraint 0.662 0.560 0.624
Equal covariance 0.698 0.362 0.660
Equal prior 0.431 0.608 0.690

Table 3.3; Biases in Gaussian mixture models: Rand index showing correlation with 
tru th

a measure of accuracy scaled from zero (no better than random) to one (perfect).
By changing the number of free parameters, we are changing the complexity penalty 

function used in the MDL calculations, and hence the gradient of the solid straight line 
in Figures 3.9, 3.11 and 3.13. Assuming the negative log likelihood drops monotonically 
as we increase the number of clusters (as it does in the experiments described in Section
3.6.2), then as we reduce the gradient or intercept of this line, the estimated number 
of clusters will increase. Of course, by making the Gaussian components less complex, 
we would expect the likelihood score to increase, as the simpler model will tend fit the 
data less closely.

We now consider the effect of using different Gaussian components in a GMM, given 
different sets of data. We use three different forms of GMM to estimate the true cluster 
memberships of three different sets of artificial data. The three data sets all consist of 
points drawn from four Gaussian components in two dimensions. The first set had a 
different number of points drawn from each component (n, G {35,75,150,300}), and 
all components had the same standard deviation (a = 2). The second set used the 
same number of points in each cluster (n  ̂ =  50), but with various standard deviations 
(a G (1,2, 3,4}). The final set used the same number of points in each cluster (?ii =  50) 
and a constant standard deviation (a = 2). These three sets are shown in Table 3.3 as 
“vary priors” , “vary size” and “vary neither” respectively.

The three Gaussian mixture models all consisted of four spherical components (cor
responding to the four clusters). The first model allowed different priors and different 
covariance matrices for each comiponent. The second was constrained to use a single 
covariance matrix for all components, but allowed differing priors. The third model 
could use different covariance matrices, but all components had the same prior. These 
three models are shown in Table :3.3 as “no constraint” , “equal covariance” and “equal 
prior” respectively.

The results in Table 3.3 show that when the constraints contradict the data, the 
accuracy measured with the Ra.nd index is low. For example, when the model is 
constrained to use equal covariamce matrices, but the data is drawn from different 
sized clusters, the Rand index was only 0.362 (the centre cell in Table 3.3). The last
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column shows that when the data set is at its simplest (equal sizes, equal priors), 
then the more constrained models outperform the more general model. By introducing 
more constraints, we have fewer free parameters to estimate, allowing the remaining 
parameters (such as the means of the components) to be estimated more accurately. 
But this is data dependent: if we choose a model which is too heavily constrained, then 
we will underfit the data, and produce a poor model.

As with any data modelling problem, this shows a problem-specific trade-off between 
accuracy and complexity. There is some optimal level of model complexity required to 
maximise the accuracy of the model’s predictions. However, with unlabelled data, we 
have no way to measure the accuracy. In Section 3.8, we consider one possible solution.

3.7 W hich algorithm ?

Having discussed clustering algorithms and how to validate them, it is now time to 
consider which algorithm is appropriate to use for these data sets. We use the Rand 
index here to compare A:-means models with spherical GMMs on an artificial data set. 
We use artificial data here so that we can measure the accuracy of each method, and 
know in advance the true number of clusters. The data consisted of 300 points, sampled 
from four Gaussian components in 16 dimensions. Each Gaussian had a standard 
deviation of cr =  10, with a mean inter-centre distance of three. Both algorithms were 
used twice, to create a total of four partitions of the data. The Rand index between each 
pair of partitions was then calculated, as was the Rand index between each partition 
and the true classification, according to which of the four clusters actually generated 
each data point. Table 3.4 shows the resulting Rand index scores. The third row of the 
table shows the case when four clusters were sought, corresponding to the underlying 
distribution.

Several trends are apparent. Firstly, as we increase the number of clusters being 
sought (moving down the table), both A:-means and GMMs become less consistent, as 
shown by the decreasing Rand indices in the first two columns. With more clusters, 
there are more possible models, so the chance of correspondence is reduced. Secondly, 
GMMs tend to be much more consistent than A;-means: the values in the second column 
are always larger than those in the first. The artificial data used is created from a 
mixture of Gaussians, with some overlap, and so the GMM is more appropriate than 
A:-means, as discussed in Section 3.4.0.

Thirdly, both methods are far less accurate than they are consistent, shown by the 
fact that columns four and five (the “tru th” columns) have lower scores than columns 
one and two, respectively. If an algorithm fails to find a very good solution when run 
once, it is reasonable to suppose that a second execution is more likely to find the
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Clusters A:-means vs. 
/c-means

GMM vs. 
GMM

A:-means vs. 
GMM

A:-means 
truth

GMM truth

2 0.943 0.476 0.152 0.134
3 0.406 0.878 R428 0.180 0.183
4 0.296 0.662 0.333 0.162 0.177
5 0.239 0.491 0.269 0.138 0.160
6 0.203 0.453 0.224 0 .1 2 1 0.143
7 0.205 0.404 0.206 0.114 0.134
8 0.194 0.395 0 .2 0 1 0.097 0.131
9 0.191 0.380 0 .2 0 0 0.094 0.117
1 0 0.185 0.363 0.186 0.088 0.119

Table 3.4: Rand index scores within and between algorithms, for an artificial data set, 
generated from a mixture of four Gaussian components

same poor solution as before (and so be consistent) than it is to find a different, better 
solution (and so be accurate).

The middle column shows the similarity of the two classes of clustering models. 
Again, as we increase the number of clusters being sought, the solutions become less 
similar, because there are more possible solutions to choose from. These figures are very 
close to the first column, suggesting that the inconsistencies between the two algorithms 
are caused mostly by the larger variation in the solutions found by A;-means clustering.

Finally, if we compare the last two columns, we can see that when seeking just two 
clusters, &-means is more accurate than a GMM (a sign test gives p % 0). With more 
than 4 clusters, GMMs are significantly more accurate than means {p «C 0.01 in each 
case). With three or four clusters, the differences are not significant.

Overall, we can say that GMMs tend to be more consistent in their solutions than 
A;-means models, but that they are not necessarily more accurate. In Section 3.8, we 
discuss whether these consistency measures can be used in estimating the intrinsic 
number of clusters, when this is not known a priori. In Section 3.9, we present an 
alternative view of accuracy, namely regression accuracy, which is more applicable to 
food data, because the class labels are unknown.

3.8 C onsistency versus accuracy

In the previous sections, we used artificial data, because we needed labelled data to 
estimate the model accuracies. The food preference data is unlabelled, so we need 
to consider some alternative methods. Even when we can't measure the accuracy of 
clustering, we can measure consistency. If we repeat the same algorithm on the same 
data set, we can measure whether or not we get the same answer.
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As Tahle 3.4 shows, consistency does not iK'cessarily imply accuracy; accuracy do(;s 

not ii('C('ssarily imply consistency. It is not hard  to imagine a  pathological d a ta  set 

which tends to mislead the  model hnild ing process, and consistently produces the same 

inaccura te  result: Figure' 3.16 shows such a landscape. Many iterative mode'l-hnilding 

a lgorithm s such as the  EM algorithm  for a (IMM will tend  to converge to the 

large dom e on tlu ' left of the  graph, rat,her than  finding the op t im n m  solution towards 

I he right. C\)iivers('ly, a d a t a  set may have' multiple' e)))t imal se)hitie)us, whie h althe)Ugh 

elisi ine I, are' e'epially aecm ale'. Figure' 3.17 slieews a mull i-meeelal laiielse:ape', with live' 

e'epially ge)e)el se)hitie)iis. In this e:ase'. a  me)elel with high ae e urae y e:e)ulel hê  ein any e)f 

the' pe'aks. whie h sugge'sts th a t  a se't e>f seelntieens e e)uld have' ve'ry le)w e e)nsistene y, while 

still be'ing ae e:urate'.

In the' e:ase' e)f e luste'ring, as we' ine re'ase' the' meeele'i e:e)inple'xity (anel in partie:ular, 

the' nnmhe'i eef cluste'rs seeiight), we' e'xpe'e t:

1. T h e  eluster e r r o r w i l l  eleH-rexi.se. This is heH-au.se with meae e:hister e:entre's, 

tlie elata ;)eunts will he' e le)se'r te) the' ueHue'st, e e'lil re' (auel I he'relore' have gre'ate'r 

likelihe)e)el in a G aussian  me)elel).

2. T he  e:e)nsistene:y w ith  whie:h se)hitie)iis are fomiel will alse> teiiel te> elentrease. This  

is heetause w ith  me>re' pe)ssihle meielels te) ehe)e)se fre)ni. any p a r t icu la r  nie)elel will 

he' f e e u u e l  l e ' SS  e e f t e ' U .

An exe-e'])tie>n te) the' de'e re'ase) in e e)nsiste'ne:y eee e urs if we seare-fi for exae-fly as m any 

chisteas as are intrinsie:ally pre'se'ut in the' elata. In this e:ase\ we wendel e'xpend the  same 

(e-e)rre'e:t) solutie)ii te) he founel ahne)st e'very time', le'aeling te) greate'r e:e)nsistene:y.

We' pre)pose: an alte'rnative' me'thoel te) e'stimate' the' numhe'r e)f e:luste'rs prese'iit, hase'el 

e)ii th is ine-rc'aseel e:e)iisistene-y. We) pre'elie t th a t  whe'ii we' se'are h ce)rreH:tly for the) intrinsie-

dll /.•-nie’aiis, tliis is the' sinii-seiiiHre'd-e'iror; in CtMMs, it is tlic ne'gative' log like'liliooel.
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number of clusters, then we will find the same answer consistently, whereas when we 
search for the wrong number, we will tend to get different answers every time. To exam
ine this, we measure both the error and the consistency of A;-means algorithm solutions 
as we vary k. We define consistency here as the average Rand index score between 
pairs of segmentations found by independent applications of the /c-means algorithm.

We start with a set of artificial data, where we know the intrinsic number of clus
ters, and we can choose a distribution that should be relatively easy for the A;-means 
algorithm to model. Figure 3.18 shows both the sum-squared-error and the Rand index 
calculated across 50 runs of the A;-means algorithm, with different random initialisa
tions. The data consists of 75 points drawn from each of four Gaussian components in 
two dimensions; each Gaussian has a standard deviation of 2, with the centres being 
on the corners of a square of length 3. This graph shows monotonically decreasing 
error (dashed line), as expected. However, the consistency (dotted line) measured by 
the Rand index shows a clear peak at the four-cluster mark, corresponding to the true 
number of clusters.

Thus although more complex models (with five or more clusters) appear to be more 
accurate, they are also less consistent than the four-cluster models. The simpler models, 
(with two or three clusters) are less consistent, contrary to what would otherwise be 
expected. Trivially, when searching for just one cluster, the same model will always be 
found by A:-means clustering, corresponding to the mean of the entire sample, so the 
Rand index is always one.

Figure 3.19 shows the same graph but using the vegetable preference data instead 
of artificial data. The Rand score shows a clear peak at four clusters, with an ap
proximately identical segmentation being found more consistently than is the case with 
either three or five clusters. This corresponds with the MDL estimates given earlier 
(Section 3.6.2 and Figure 3.10).

Figure 3.20 shows the results using the beverage preference data. The small peak 
at six clusters is close to the MDL estimate in Figure 3.12, which suggested around 
seven clusters.

With both the vegetable and beverage data sets, seeking very few clusters (e.g. two 
or three) gives very consistent results. As noted earlier, there are fewer such models, and 
so there will be greater consistency. However, both the graphs show consistency scores 
that do not decrease monotonically, which is what we would expect from unstructured 
data. The deviations from a monotonie decrease correspond (approximately) to the 
solutions found using MDL earlier, but with several advantages. Firstly, we do not 
need to calculate a likelihood score, so we can use any clustering algorithm. (Here, 
we used A;-means, for example.) This gives us greater flexibility, and can save time. 
Secondly, the MDL method requires a large data set, with no clear definition of “large”
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in this context, whereas our consistency approach makes no such demands. Of course, 
with a larger sample of data to estimate models from, we would get more confident 
results in both cases.

Figure 3.21 shows the consistency results using the meat data. This is less clear 
than the other results: the error drops monotonically, as does the consistency. This 
consistency suggests that only one or two clusters exist, or else that this consistency 
test is not powerful enough, in this case, to indicate the true number of clusters. One 
problem is that models with few clusters tend to be consistent whether or not their 
size reflects the inherent structure in the data. This is why Figures 3.19-3.21 all show 
a Rand index very close to one when we search for /c =  2 clusters. Thus, when there 
are very few clusters present in the data, the local maximum that we hope to find 
may get swamped by the high Rand index scores, leaving a monotonically decreasing 
consistency score. Note that the MDL approach gave an estimate of just three clusters 
for the meat data (Figure 3.8), where as the graph shows a sharp drop in consistency 
when using more than four clusters.

As part of a review of cluster validation techniques, Halkidi et al. [60] mention a 
similar process where they search for a “knee” in the cluster error, as the number of 
clusters sought is varied. However, they only present results on a very simple data set, 
consisting of six points in two dimensions, whereas in this work, we have analysed the 
technique in more detail, and applied it to real-world data sets.

3.9 U sefu lness of predictions

As well as asking how many clusters exist, we should also ask how many clusters is 
it useful to find? Would it be useful for food manufacturers to identify hundreds of 
clusters of consumers? Probably not: the extra overheads associated with producing, 
distributing and marketing hundreds of brands that are only marginally different would 
outweigh the benefits of satisfying each consumer only marginally more.

Sainsbury’s home-shopping web site '̂  ̂ lists approximately 60 different instant cof
fees, 42 different loaves of white bread, 21 different beef burgers and 9 croissants^'^. A 
cynic might suggest that segmentation and even product design arc hardly necessary: 
someone will buy almost anything put on a supermarket shelf. However, this assumes 
that each of these products is distinct, and aimed at a distinct market segment. Factors 
such as advertising, packaging and price will allow very similar products to survive in 
the same market. Even a marginal difference in sensory qualities will tend to make 
consumers prefer one product to another, even if neither is actually very close to each 
consumer’s optimum product profile.

W W W .,sainsburys.co.uk
Ignoring different sized packs, different thickness of sliced bread etc.
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When considering the accuracy or consistency of clustering solutions, we must not 
lose sight of the reasons for attempting segmentation in the first place. We are trying 
to put consumers into groups in order to understand why each group likes the foods 
they like. Thus we can define a useful clustering solution as being one that allows us 
to model the preferences of the resultant clusters, and hence predict the preferences of 
groups of consumers.

If we cluster the data, and then build a regression model for each cluster to predict 
preferences from the sensory scores, then we want ultimately to minimise the regression 
error. We can therefore use regression as a wrapper (see Section 2.3, p. 40) around the 
clustering algorithm, to select between clustering solutions generated by one algorithm, 
and also to select between clustering algorithms.

Several options present themselves. Firstly, we could use regression accuracy as a 
way of selecting one clustering solution from many. We could, for example, use the 
A;-means algorithm to build 1 0 0  segmentations, then calculate the regression accuracy 
for each segmentation, and select the segmentation with the lowest error as being the 
most useful.

Secondly, we could perform a stochastic search across cluster solutions, with a fitness 
function based on both cluster dispersion error and regression error. Genetic algorithms 
have been used as an alternative to more conventional clustering methods. Murthy and 
Chowdhury [89] used a simple binary representation, with each bit indicating whether 
a data point belonged to a given cluster or not. They show that their genetic clustering 
algorithm could equal or better standard A:-means. However, their method requires 
considerably greater computational effort, and they use extremely simple data sets in 
the experiments described, making it difficult to come to general conclusions. Demiriz 
et al. [34] use a similar method combined with an “impurity measure” to form a semi
supervised genetic clustering algorithm. The fitness function is a weighted sum of the 
two sources of error, namely the total cluster dispersion and the cluster purity, measured 
using a subset of labelled data. In our work, we could define a fitness function as a 
weighted sum of dispersion error and regression error. The question of how to determine 
a suitable weight for the error term is left unanswered (by Demiriz et al. and by us).

Thirdly, we could analytically combine clustering and regression into a single hy
brid algorithm. However, this is likely to produce an unstable algorithm, because the 
clustering component will re-estimate the centres of each cluster, and it is these centres 
which form the target of the regression component.

These approaches all suffer from the same flaw: the more clusters we use, the fewer 
members each cluster will contain, and so each individual will be better represented 
within the cluster by the regression model. Thus as with conventional clustering, the 
more clusters (and hence regression models) we use, the lower the apparent error will
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be. For this approach to be useful, we need some complexity penalisation method, 
such as MDL, or a more reliable error estimate, such as cross validation error. We now 
propose one such approach.

3.9 .1  W eighted  cluster-regression

We now compare A;-means and Gaussian mixture models (GMMs), with either spherical 
or full (i.e. variable-orientation elliptical) components, and use a weighted regression 
error to distinguish between them. We segment the preference data using one of these 
algorithms, and calculate the mean vector (i.e. the centre) of each cluster. This vector 
represents the preference scores of a “virtual consumer” , and approximates the prefer
ences of every member of the cluster. We then use the sensory data to predict these 
mean preference scores for each cluster, estimating the generalization performance us
ing leave one out cross validation (Section 2.5.1) for a simple linear regression model 
(Section 2 .2 .1 ). We select the sensory features for the model using forward sequential 
selection (Section 2.4.2). The final error of each model is the regression error for each 
cluster, weighted by the proportion of the data assigned to the cluster, summed over 
all the clusters. Thus the final model error mg is given by:

k
n i g  —  ^  ^  1

? : = i

where tti is the proportion of data assigned to the cluster, is the cross validation 
error of the regression model, and there are k clusters in the model. This weighting 
is used to avoid being biased towards models that are very accurate, but account for 
very few consumers.

Note that the feature selection is performed independently for each cluster model. 
Although some features were used more often than others, we found that different 
feature sets tended to be selected for each cluster.

Figure 3.22 shows the resultant weighted error, when segmenting the beverage data 
into between one and 15 clusters. The results shown are the average of 50 experiments. 
Whether we use A;-means or GMM, the error clearly rises as we increase the number 
of clusters. Both versions of the GMM are at least as good as the A:-means (solid 
line) on this data set. According to independent t-tests, the spherical GMM (dashed 
line) is significantly better (at the 1% level) than A:-means on 10 out of 15 values of k. 
The fully elliptical GMM (dotted line) is significantly better than A:-means in 14 cases. 
The elliptical GMM is significantly better than the spherical GMM 9 times. These 
A-test results (and those below) have been confirmed as significant by the equivalent 
Wilcoxon signed ranks tests, which makes weaker assumptions about the distribution 
of the samples.

119



0.9
■«- k - m e a n s  
-  G M M -sp h e re  
n GM M -full0.85

0.8

0.75

t  0.7

0 65

0 6

0 55

0 5,
C lu s te rs

0.8
- e -  k - m e a n s  
-  »- G M M -sp h e re  

o GM M -tull0.7

0.6

0 5

0 4

0 3

0 2

C lu s te rs

Figure 3.22: CliisU'riiig with regression: Figure 3.23: Clustering with regression:
beverage data iiK'at data

0 75
k - m e a n s
G M M -sp h e re
GM M -full

0.7

0 65

0 6

0.55

t  0 5

0 4 5

0 4

0.35

0 3

0 2 5 ,

C lu s te rs

Figure 3.24: Clustering with regrc'ssion:
v('g('tal)l(> data

Figure 3.23 shows the ecjuivaleut n'sults foi- the meat data set, where the s])herieal 
GMM i)roduees sigiiiheaiitly more accurate regression models than both A:-meaus and 
non-spherieal GMM in 13 out of tlie 15 cases. The uoii-sph('rieal GMM is siguifieaiitly 
better than A:-meaus in just two cases.

Figure 3.24 shows (he e(}uival<'ut graph for the vegetable data, where (he spheri
cal GMM produces siguihcautly more accurate n'grc'ssioii models 14 out of 15 times, 
com])ar(xl with both elliptical GMM and A-meaiis. Tlu' elli])tical GMM is siguihcautly 
bid.ter that A:-means just ouc(\

To summarise these results, Tabh' 3.5 shows the ratio betwecm each the regression 
error of the three < lusteriug methods, and the lowest regression error found, averaged 
across the 15 cases. A value of exactly one shows that the method was never beaten by 
the others. Thus we can see that for th(' Ixwerage data, the fully elliptical GMM was
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Beverage Meat Vegetable
/c-means 
GMM sphere 
GMM full

1.076
1.035
1.007

1.178
1 .0 0 0

1.167

1.135
1.003
1.117

Table 3.5: Accuracy of weighted cluster regression with respect to best result found

best, although the other two methods were not much worse. For the other two food 
data sets, the spherical GMM was better than the two alternatives.

From these results, GMMs appear to produce more useful cluster models than k- 
means, irrespective of the value of k used, or the inherent number of clusters present. 
Unfortunately, all three clustering methods produce regression errors that rise as we 
increase the number of clusters. This suggests that just one cluster is present, which 
contradicts both the minimum description length results (Section 3.6.2) and the con
sistency results (Section 3.8), and provides little useful information. By dividing the 
consumers into groups before attempting regression, the data we are using to estimate 
the regression parameters contain less information, as the moan preference is the mean 
of a smaller set of consumers. This could explain why the error increases as we increase 
the number of clusters.

The poorer performance of the full elliptical GMMs on two of the data sets is 
presumably due to poor parameter estimation during clustering, owing to a lack of 
data. For example, when splitting the vegetable preference data into 15 clusters, each 
cluster contained between one and 27 consumers, so each regression model is based on 
very few consumers’ preferences. For the beverage data set, the non-spherical GMMs 
were best, suggesting that the clusters present are indeed non-spherical. However, this 
data also has more records (450, compared with 240 and 210 for the meat and vegetable 
sets respectively), and it could be that given more consumers, the non-spherical GMM 
would have produced more accurate regression models from the other sets as well.

3.10 C onclusions

We can never determine with absolute certainty the intrinsic number of clusters in a 
distribution given a finite sample of data. Moreover, the degree of confidence we have in 
the results depends largely on the number of records: given a small amount of data, as 
we have here, any decision about the number of clusters should be made with caution.

As with regression, the limited amount of information available in a small sample 
biases solutions towards simpler models, whether or not this is true in the population 
as a whole. For example, there appear to be three or four clusters in meat preferences, 
if we assume spherical clusters — with more complex models, there may appear to be
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fewer clusters (Section 3.6.3).
We have shown that our proposed use of consistency to estimate the number of 

clusters present in a sample is useful — but only when several clusters exist. This 
method assumes that the data is not pathological, in the sense of having a solution 
that is locally optimal and easy to find, but globally sub-optimal. By relying on fewer 
assumptions, this technique is more widely applicable than the minimum description 
length principle for estimating the number of clusters present.

The results of weighted clustering regression suggest that Gaussian mixture models 
produce more accurate models than A;-means clustering (Section 3.9.1), with the costs of 
extra computational expense and of requiring more parameters to be estimated (Section 
3.4.6). The principal differences between A;-means and spherical GMMs are 1) that the 
GMM allows clusters to vary in size, in terms of both their radius and their prior 
probability; and 2) that GMM allows clusters to overlap. The relative performance of 
spherical and non-spherical GMMs gives some indication of the shape of the intrinsic 
clusters, and hence of the nature of sensory experience. A non-spherical model means 
that preferences expressed for one product are not independent of those expressed for 
other related products, and points to the existence of factors shared between products.

We can conclude that the clusters of consumers are different sizes, because GMMs 
tend to out-perform A;-means clustering. Furthermore, we can conclude that the clus
ters are spherical, given that spherical GMMs tend to outperform elliptical GMMs. 
However, this last result could be a result of using small data sets: for the largest pref
erence set, elliptical GMMs outperform spherical GMMs, and we have shown that using 
complex models with small data sets can produce misleading results (Section 3.4.6). 
Finally, we can conclude that the clusters of consumers overlap to some extent, be
cause GMMs tend to outperform A;-means models. Following Section 3.4.6, we suggest 
that we should regard consumers’ preferences as being generated by some underlying 
processes, common to the population.
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Chapter 4

O utlier D etection

4.1 Introduction

Outliers are data points that are particularly inconsistent with the rest of the data 
(e.g. Barnett and Lewis [6 ]). While concise, this statement is hardly concrete: how 
inconsistent is an outlier, and how can we measure this inconsistency? Furthermore, 
how many points might we regard as outliers, and how many as “the rest of the data”? 
Suppose we have a tight group of 100 points, and a second group of 5 points, much 
further away. We might reasonably treat the latter as outliers. But if the second group 
had 50 points, should we be so cavalier? What if it had 500 points? At what point 
should we say that the first group consists of outliers, or that neither group consists of 
outliers?

Outliers are often defined as surprising points in relation to the rest of a data 
set (e.g. Ripley [105, p. 24]). This subjective definition is in contrast to areas such 
as feature selection, regression and segmentation, where we are attempting to find 
objective truths, even if we have insufficient data to succeed. This makes validation 
of outlier detection routines particularly troublesome: if we can’t objectively specify 
which points are outliers, then how can we measure how effectively our approach is 
finding them?

Outliers cause problems in both regression and clustering because in each case, we 
estimate model parameters from the data, with the goal of modelling the underlying 
system. Outliers are not from this underlying distribution, and so will cause us to 
mis-estimate the parameters. In this chapter, we focus on detecting outliers in cluster 
models of preference panel data. This is because we are more concerned about remov
ing outlying consumers from the preference panels, rather than removing any products. 
We have very few products to start with, and these were chosen carefully by the ex
perimenters, whereas the preference panellists were chosen at random, and there are 
many more of them.
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Below, we discuss some sources of outliers in preference data sets, and consider 
what can be done about outliers in general. In Section 4.2, we discuss how various 
data analysis techniques deal (or fail to deal) with extreme points. We followed this 
in Section 4.3 with a discussion of how the accuracy of outlier detecting routines can 
be measured; in Section 4.4, we give a comparison of accommodation and discordancy. 
In Section 4.5, we turn to the specifics of detecting outliers in multivariate, structured 
data, and how we can combine clustering with outlier detection in preference data. We 
then present a novel outlier rejection approach in Section 4.6, with an experimental 
comparison to other methods, and include discussion of how to determine the number 
of outliers present in a data set. We show that this non-parametric method is more 
effective than several standard parametric approaches.

4 .1 .1  O utliers in food  preference data

Gathering consumer preference data has several particular problems that are inevitable 
consequences of using people as instruments, including:

Taste blindness. Sensory abilities vary between individuals, according to the density 
of taste buds on the tongue [81]. Any randomly selected group is likely to contain 
some people who are poor judges of quality.

M is-understanding the nature of the task. Although the taste tests are relatively 
simple, and the requirements are clearly explaim^d, it is likely that at least some 
panellists will not understand what is required of them, and so will give poor 
responses.

Personal inconsistency. Preference tests typically take place over two days, and peo
ple’s preferences are influenced by boredom, tiredness, and so on. So even an 
individual who has reflned sensory abilities and understands the test may still 
give inconsistent responses.

N um erical biases. When answering scale questions, some people tend to give extreme 
answers (e.g. all ones or nines), while others tend to give moderate answers (e.g. 
all fours or fives).

Product variation. However carefully each sample is prepared and presented, there 
will inevitably be some variation, which could lead to different responses.

D ata recording. Preference panellists are asked typically to fill in forms expressing 
their opinions. Depending on the design of the form, panellists may inadvertently 
tick the wrong box, or mark a line incorrectly. Further, when these forms are being 
collated, data-entry errors may occur.
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Moving from the specifically food-oriented to a more general view of outliers, Bar
nett and Lewis [6 , p.7] describe two sources of outliers: contam,ination and extrem.e 
values. The first of these occurs when the data set has been generated from not one 
but two distributions, one of which produces outliers. The second source is data that 
are drawn from a single distribution, but with some points at an extreme. These points 
are unlikely to occur (by definition), but they will appear occasionally. This suggests 
that the concept of an outlier depends partly on the model that we assume generated 
the data, and partly on our own expectations and requirements.

4 .1 .2  A ctio n s on  ou tliers

The utility of any action depends on what is planned next. When performing outlier 
detection, we must decide on the best course of action in light of how we plan to 
analyse the data further. Barnett and Lewis define four broad approaches to dealing 
with outliers [6 , p.28]:

R eject. Remove outliers from the data set entirely. This has the advantage that we 
reduce the misleading effect of outliers, but we may be throwing away useful 
information. This is typically done using a discordancy test, described in Section 
4.4.2.

Include. Keep all the data, including any outliers. This way, we guarantee that we 
will not lose any useful information, but we may be misled by outliers.

A ccom m odate. Keep all the data, but use robust mt^thods to avoid being led astray 
by outliers, such as using estimates of the median or the truncated mean, rather 
than the global mean, of a sample.

Identify. The outliers may be “phenomena of interest” (Wu et al. [136]) in their own 
right, such as an exceptionally popular food, or an exceptionally active chemical. 
We might then wish to separate noisy outliers from interesting outliers.

In Section 4.4, we return to these options, and discuss which are most appropriate 
when modelling food preference data.

4.2 Influential points

It may be instructive to regard outliers as influential points, i.e. some subset of data 
that has a disproportionate effect on any model built from the data. The nature of this 
emphasis may vary, according to the techniques we are applying.
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Least squares modelling. Many regression and clustering models are built by min
imising the sum of the squares of the residual error of each data point (e.g. linear 
regression, Section 2.2.1 and A:-means clustering, Section 3.4.4). Because the error 
is squared, greater influence is given to extreme points, especially when only a 
small sample is available.

B oosting. Boosting builds an ensemble of models using weighted data points (Section
2.5.3). In each iteration, the most erroneous points are given greater influence in 
subsequent models. Without extra checks, outliers can seriously distort boosted 
ensembles, as shown by Ratsch et al. [1 0 2 ].

Support vector machines. A (typically small) subset of data is used to define the 
decision hyperplanes or regression lines [132]. These “support vectors” are the 
only points to have direct influence over the model produced. The remaining data 
is only used indirectly, to determine which points are support vectors. In clas
sification models, the support vectors are those points closest to the boundaries 
between classes. Because they are on the edge of a class, the very points that 
define the model are potential outliers.

Outlier detection. The most extreme points are labelled as outliers, and removed, 
accommodated, or otherwise dealt with.

Given univariate data, the notion of an extreme point is easy to define: it is the point 
with the greatest magnitude. In the multivariate case, there is no such clear definition: 
a point need not be extreme in any particular dimension to be an outlier. Sub-ordering 
is the name given to techniques that map multivariate data onto univariate scale, so 
that extreme points can be identified easily [6 , p.270]. The most obvious example of 
a sub-ordering function is a distance measure, such as the Euclidean distance to the 
origin or the sample mean.

4.3 M easuring the accuracy of outlier d etectors

As noted in Section 4.1, there is a degree of subjectivity in deciding whether a particular 
point is an outlier or not. Therefore, measuring the accuracy of an outlier detecting 
algorithm is problematic, as is comparing the accuracy of two such algorithms. As with 
most empirical data sets, preference data undoubtedly contains outliers but we have 
no objective means of identifying them.

One possibility to guide research is to create artificial data sets, so we can control 
the distribution of the data and the distribution of the outliers. But by doing so, 
we are shifting the subjectivity from identifying the outliers to creating them. For
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example, suppose we create a set of inliers^ by sampling from a Gaussian distribution, 
and then we add some outliers sampled from a uniform distribution within a similar 
range. Some of the “outliers” will probably appear in the middle of the Gaussian 
inliers, so would never be recognised as outliers. Conversely, some of the points from 
the Gaussian could be arbitrarily far away. The former are contamination, and the 
latter are extreme values. We cannot expect any algorithm to correctly classify each 
point according to the distribution which generated it, nor should we necessarily try 
to do so. There is simply insufficient information in such data sets to allow automatic 
identification of outliers.

An alternative method of creating an artificial data set is to draw the entire sample 
from a single Gaussian distribution, and then label everything with a likelihood less 
than some threshold as being an outlier. The outlier-detecting algorithm must then 
estimate this threshold, which we have arbitrarily chosen, without being given any 
labels on the data identifying the outliers, which is clearly a difficult test.

Given that both of these methods arc far from ideal, should we use artificial data 
sets at all? We want to be able measure the accuracy with which outliers are detected, 
and we have no objective means to identify outliers within the preference data sets, so 
we must use artificial data sets. In subsequent sections, we will describe experiments 
using each of these techniques for generating data, but we should not expect any outlier 
detection method to achieve anything approaching 1 0 0 % accuracy, for the reasons given 
above. More precisely, we would expect the outlier det(;ction systems to underestimate 
the number of outliers present, as many outliers will be close to the centre(s) of the 
inlier distribution.

4.4 A ccom m odation  and rejection

Four actions on outliers were listed earlier: rejection, inclusion, accommodation and 
identification. In the current work, identification is of little interest: the outliers are 
consumers on the preference panel who gave results inconsistent with the rest of the 
panel, so either gave faulty data or have unique tastes. In either case, we need not 
try to model their preferences nor to design food to satisfy them. Similarly, we don’t 
want to simply include the outliers and distort the model, because we want models 
that will generalise accurately to predict (most of the) consumers’ preferences. Thus 
there are two approaches to be considered further: we can either build a model which is 
“outlier-aware” and accommodates them, or identify and reject outliers. We consider 
these two approaches next.

 ̂An inlier is any data point that is not an outlier.
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4 .4 .1  A ccom m od ation

Conventional regression and classification approaches assume that the data are i.i.d. 
(independently and identically distributed). If this assumption holds, we can use a 
sample of the data to build a model, and the remainder of the data set (drawn from 
the same distribution) should fit the model reasonably well, as should fut me, as yet 
unseen, samples (c.f. cross validation. Section 2.5.1, p. 51).

For data sets containing outliers, it is often more useful to assume that the data 
are sampled from two distinct distributions, the inliers Din and the outliers Dout- 
I.e. the data set is drawn from Din U Dout- Initially, both these distributions are 
unknown, including their prior probabilities. We can then recast the problem as a 
binary classification task, where a classifier is trained to label each point as an inlier 
or an outlier. Unfortunately, all the records are unlabelled, because we don’t know in 
advance which points belong to which class. As a separate and subsequent task, we 
may attempt to estimate Din as the model of interest, and ignore both the nature of 
Dout and the data points that were generated by Dout-

Several suggestions have been made for relating Din and Dout including:

M ean Slippage. This assumes that the outlier distribution is identical to the inlier 
distribution, but with a shifted mean. E.g. if Din = +c, then Dout =  1^^+^+e,
with 5 7  ̂ 0 being the degree of slippage [67].

Variance Inflation. This assumes that the variance of the outliers is greater than 
the variance of the inliers. E.g. if Din = +  €%, with ~  V(0, o"̂ ), then
DoiLt — P X  +  6o, with Co ~  AT(0, A^cr^), and K  > I. Here, K  defines the amount 
of variance inflation [67].^

M ixed Alternative. This assumes that the data are drawn from a combination of 
two distributions, with a fixed probability: x G (1 — t:)Din+ 'kDout- Here, tt is the 
probability that a point is an outlier [23]. Of course, this requires some method 
to estimate tt , as well as the two distriubtions.

Exchangeable A lternative. This assumes a family of models, each of which identifies 
a distinct subset of data points as being from an outlier distribution. A likelihood 
score can then be calculated for each alternative, and the maximum likelihood 
used to select the correct interpretation. This can be regarded as a Bayesian 
analysis of the “mean slippage” alternative described above [6 , p.51].

D eterm inistic A lternative. In some cases, an outlier may have a clear external 
cause, such as measurement error, recording error, etc. In these cases, no statisti-

One could image outliers caused by variance d e f la tio n , where A < 1, but we will ignore this unlikely 
situation.
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cal testing is required, and the faulty data points can be removed without further 
analysis [6 , p.45].

These can all be regarded as alternatives to the null hypothesis that all the data is 
drawn from a single distribution. “Mean Slippage” and “Variance Inflation” are special 
cases of “Mixed Alternative”.

Hoeting et al. [67] use the “variance-inflation” model to characterise outliers. The 
probability that each data point is drawn from the first (inlier) distribution is 1 —tt , with 
a probability of tt of being an outlier. They then use a Bayesian approach to calculate 
the posterior model probability of a variety of models, each generated using a different 
combination of features and data points. The different sets of features and data points 
are generated using a Markov Chain Monte Carlo Model Composition ( MC^)  approach. 
M C ^  performs a random walk through the model space, and is similar to simulated 
annealing (Section 2.4.3). Rather than choosing the best single model, Bayesian model 
averaging is then performed. Although the paper shows positive results on a number 
of small data sets, this approach is inappropriate for food design: we have too many 
preference records to rely on M C ^  to find the outliers^. Also, we want a single set of 
drivers (product features), rather than using an average model, to ease interpretation.

Figure 4.1 shows two hypothetical distributions based on the variance inflation 
assumption, with K  = 3 defining the degree of inflation. Many points generated from 
the outlier distribution (dotted line) will lie near the mean of both distributions, and so 
would appear to be generated by the inlier distribution (solid line). Conversely, many 
points from the inlier distribution will appear arbitrarily far from the distribution mean. 
Given that we don’t know which distribution generated which data point, it makes little 
sense to describe points within these strongly overlapping regions as outliers, even if 
they are “contamination”.

In preference data sets, we have no a priori reason for assuming that the outliers are 
drawn from any particular distribution, and no way of determining what such a distri
bution would be. We cannot model any form of data contamination, and instead, we are 
forced to consider points as outliers only if they are extreme points. Accommodation 
methods are therefore unsuitable for our purposes, and we now turn to discordancy 
methods.

4.4 .2  D iscord an cy

Rather than accommodating outliers within the model, we would rather identify and 
remove the outliers, before building a final model. A discordant data point is one that 
is statistically unlikely to have been generated from the same distribution as the rest

"’Hoeting et al. describe results with 21 and 54 records; the beverage preference set R, used here as 
450 records.
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I'igure 4.1: Variance iiifiatioii: inlier 
and onllie:! disliihiitaons

of the data. Niinierons tests have been ])r()])OS('d (e.g. [(>, p.94 108]), but many take 
th(' I’orni / =  N / D ,  wher(' N  ineasuK's I.Ik' se{)arat ion of I he t(\sl, point, from I,he n̂ sl, 
of tlu  ̂ data, and D  nn'asnres the sj)r('ad of tlu' sainpk'. For example, to test if Xj, is 
a, discordant outlier, w(! might test t  = (;r„ — x ) / r r ,  wlnna' x  and rr are the mean and 
st andard di^viation of the sam|)l(^ r(’spectiv{4y. All of thes(' t('chni(pies implicitly assmm; 
that th(' training data has no outliers', whih' the test data may inchuh' sonu'.

We nerd to know the distribut ion of such a t,esl in order t,o calcnlate significance 
l('V(4s. Distributions commonly used in discordam y analysis are normal or gamma 
distributions: othms have Ix'en calcnlatc'd analytically or ('stimated (mipirically (e.g. 
using Monti' (kirlo methods) [(>].

Discordancy tests are typically applied by first ly, idi'iitifying possibh' out lii'rs, and 
then secondly, calculating the test statistic and its significance. This leads to problems 
wit h lu.askimj^ whmi? two ontlii'is an' ( lose to (îacli other, making ('ach one a]>p(^ar to be 
an inlier; and suuniipiiui, where w(' avoid masking by ti'sting for two (or more) outliers 
sinmltaiK'onsly, but in nvdity, only one is an ontlic'r [24]. In either cas(g discordancy 
ti'sts may bc' mish'd.

Many approachi's to out lii'r detiîction use' all of the available data to build a model, 
and th('n ns(' t hat model to detc'ct (and oftc'ii to reject) outliers. For ('xanipk'. Tax and 
Diiiii [125] (Dscribe fitting a mixture of Gaussians to some data, and them rejecting as 
outliers all points whose probability of Ix'ing geni'rated by the model is less than some 
threshold. One drawback with this approai h is that if the nnrnbm' of ontlk'rs in the data 
s('t is significant, then the niodi'l prodnci'd by the data may wi'll support the outliers at 
k'ast nio(k'rat('ly well, k'ading to tlu'in n o t  being deti'cti'd at all. Extrenu' outliers will 
k'ad to an ovi'r-c'stimation of the standard dc'viation of tlu' distribution. Hawkins [(14]

'Or at least that the models are not sif!,nifieandv aliected by any outliers ])i('sent in the training 
data.
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Figure 4.2: Artificial regression data
without outli(M's. Figiir(' iiiodificxl from 
[15, i).210].

Figure 4.4: Artificial regression data 
with one outlier. Figure uiodifi('d from 
[15, p.210]. Same data set 4.2, with 
outli(;r h' added. Point ‘a’ now has the 
larg('st residual error.

])oints out that although a normal distribution accurately approximatifs many other 
distributions across most of the values, tlu' tails are shorter than (for (fxampl(') the 
Student t distribution. We are interested in outlims that occur in the tails, so:

Normal a;)proxima.tion which is excidlent for most purposes can . .. be very 
poor for ]))irpos('s of outlier ti'sting. [fi l, p.40]

b ish o p  [15. i).2()y] givi's an exam p le  o f how a few outliers w ith  large errors can  

d om in ate  a so lu tion , k'ading to an in accurate m odel. Figuri' 4.2 show s a linear modi'l 

fittin g  s('V('ii d ata  p o in ts ipiiti' wi'll, according t,o li'ast-sipiares op tim isa tion . Th(' ad d i

tion o f  an ou tly in g  eighth  ])oint (labelled  4 )’) in Figurif 4.4 kfads to a different m odel. 

4 he d a ta  p oint fitted  least well by tlu' new  m odi'l is ‘a \  even thou gh  th is p o in t is puite  

well m odelk'd by tluf orig inal liiKf. If we tri'at ‘a ’ as an outlier, rem ove it, and then  

re-estim at(' the m odel, the line w ill mov(' furth('r towards 4)', m aking us even less likely  

1,0 regal'd it as an outlic'r. T h is sort o f 'kk'ceptivi'" data  set will ti'iid to m islead many  

outlier deti'ction  routines.

4a,X and D uin [125] propose a nufthod basixl on the in stab ility  o f  a sim p le linear 

( lassifier to d etect outliers, and com pare th is w ith  several other techni(|U(fS. T h e ap 

proach is to repifatedly draw bootstra}) sam p les from the d ata , build  a linear classifier, 

and ca lcu late tin' ])r('dict('d class for ('ach d a ta  p oint in tin' t('st S('t. A large variation  in 

the classes pred icted  by the classifiers for a p oint suggc'sts that that p oin t is an outlier, 

in th at its (4ass cannot be consist('iitly  pn'dictc'd from the tra in in g  set. T h e resu lts re- 

portcfd in the paj)('r show th at th is in sta b ility  t('chni(|U(' ontpc'iform s other t(fchni(|U(fs 

only  if  the train ing d a ta  set is (p iite sm all. For largc'r sets, the b o o tstra p  sam ples show
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less variance, so the linear classifiers are more similar, and the variance on the test set 
is reduced.

Such a classifier instability test is likely to identify as outliers points that are close 
to the decision boundary between two classes. It is these points that will switch from 
one side to the other even if the estimated boundary moves only slightly. Points that 
are a long way from the decision boundary will always be classified the same way, and 
so never be detected as outliers, however far away they are from the rest of the data. 
Furthermore, as the current work is focussed on clustering rather than classification, 
this technique is inappropriate. Robust regression is discussed comprehensively by 
Rousseeuw [108].

In a separate study. Tax and Duin [124] describe an outlier detection method based 
on Vapnik’s support vector theory [132]. In the simplest case, a hypersphere is placed 
around the data, and reduced in radius until some points lie outside the sphere. These 
are labelled as outliers. The trade off between a small radius and a small number of 
outliers is controlled by a user-defined constant, C. The function F  is minimised:

F  = +

where R  is the radius of the sphere, and is the distance that the data point 
lies outside the sphere, {^i = 0 for points inside the sphere.) A more sophisticated 
version also discussed in the paper replaces the sphere with a kernel function, allowing 
more complex decision boundaries to be formed by projecting the data into a higher 
dimensional space. Although the approach is appealing, and mathematically well- 
founded, Tax and Duin do not suggest a method for choosing C, a perennial problem 
in support vector applications. If C  is given a high value, the model will predict no 
outliers exist; if C  is given a low value, the model will predict many outliers exist.

Titterington [128] and Bebbington [9] separately published work in 1978, based 
on stripping convex hulls (or ellipsoids) of bivariate data. The idea is that the most 
outlying points in multivariate data will lie on the convex hull; these points can be 
“peeled” away repeatedly, to leave only the inliers. Both papers use efficient techniques 
to find the convex hull of a data set, but these techniques are constrained to work in 
two dimensions. More recent work in computational convexity efficiently solves higher 
dimensional problems by testing a single point for inclusion within a convex hull, which 
is faster than actually building the convex hull [3]. One problem with using convex hulls 
is that as the number of dimensions of a space increases, a higher proportion of the 
points sampled from that space will tend to be on the convex hull. We would need 
a sample growing exponentially with the dimension. In Section 4.6.4 we present the 
results of using the convex hull inclusion test for the three preference data sets. The
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idea of repeated peeling off extreme points is related to the idea of sequential outlier 
rejection introduced in Section 4.6.

4 .4 .3  Sum m ary: accom m od ation  vs. d iscordancy

Having rejected both inclusion and identification at the start of Section 4.4, we have 
now discussed accommodation and discordancy. Accommodation is less than ideal, 
because it requires us to estimate the distribution of the outliers, and there is no reason 
to believe that outlying consumer preferences follow any meaningful pattern. On the 
other hand, discordancy tests require us to define some test statistic, and again, there 
is no clear solution. The choice of outlier detection method, as with other aspects of 
data analysis, is largely problem specific. We now turn to consider the specific problem 
of detecting outliers in cluster models.

4.5 C lustering and outliers

At the start of this chapter, we stated that “outliers are data points that are particularly 
inconsistent with the rest of the data” (p. 123). This means that if we choose to build 
some particular model from the data, then any outliers are only outliers in relation 
to that models rather than in an absolute sense. For example, consider two clusters of 
univariate data, centred at +2 and —2, with a single extra point Xq at 0. This point 
is very unlikely to be from the same distribution as the rest of the data, even if it is 
located close to the mean of the entire sample. If we chose to model the entire data 
sample using a single Gaussian, then xq would be in the centre of this model, and would 
not be regarded as an outlier.

Figures 4.4 and 4.5 show the same set of one-dimensional data. In the centre, is a 
test point xq (ringed). Above the data are Gaussian density functions, with parame
ters estimated from the given sample. If we assume the data are generated from two 
Gaussians, then Figure 4.4 shows the test point does not fit the modeP: it is probably 
an outlier. If we assume the data are generated from a single Gaussian, then Figure
4.5 shows the test point does fit the model; it is probably not an outlier.

We assume that the preference data sets contain clusters of similar consumers, as 
well as outliers. It is therefore appropriate to combine these two issues, and simultane
ously cluster the data while finding outliers, in an attempt to avoid being misled.

One approach to finding outliers in clustered data is to fit a cluster model to the 
data, and then treat each cluster as a separate data set. Within each of these sets, 
we can test each suspect outlier for discordancy against the nearest cluster, and reject 
accordingly. However, an apparent outlier from one cluster may actually be an inlier

d.e. it has a very low likelihood score according to the model
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Figiiio 4.4; Two-( luster iiiodol. Sec tex t  Figure 4.5: One-( luster model. See text 
for details .  for details.

from a  different cluster. By cliangiiig the  ( luster tha t  a single point is assigiu'd to, we 

hav(' to r('-('stiniat(' the  p a ram eters  of b o th  (4usters, which may lead us to change our 

opinion ab o u t  whet her the point in (juestion is an outlier or not.

VVii ('I, al. [b‘Ui] (h'scribe using s(4f-organisiiig maps to chisi.er d a ta  and l,o produce 

a graphical re])r('s('ntation. A dom ain  ex])('rt was t hen abh^ to use t.lu' m aps to label 

poin ts  as being noisy outliers, "intc 'n 'sting” outli('rs. or inliers. Tln^ best jued ic tion  

score's were ob ta ined  wlu'ii the  noisy outli('rs W('re r('niov('d. bu t  the' in ten 's t ing  outliers 

w('r(' re ta ined. In the  dom ain  in (pu'stion (glaucoma dc'tc'ct ion), int.c'ia'sting outliers were' 

disease'd patie'iits, whe'ieas noisy outliers were' typically due' to d is trac t ion  or fatigue' of 

the  subjects . T he  m ajo ri ty  of points  we're  ̂ inlie'is. re'pre'se'uting ])e^ople w ith  he'althy 

e'ye's. The' curre'iit work eloe's not allow such a distinct ion to be made, due to the lack 

of knowk'dge ab o u t  the  prefere'iice? pane'llists. Idie're'fore' all ou tlk 'is  m ust be regarek'd 

as "unintere'sting" noise.

Ferha])s the  s im pk 'st  ap{)roae h to outlic'r ek'te'ction in e lustering was sugge'ste'd by 

Weiss and Indurkhya  [144], who re'commenek'd se'arching for enough e lusters to model 

bo th  the' m ain  sed, of d a ta  and  the' outlie'rs. The'y reasone'd th a t  outliers  would be 

s ingletons or in small clusters, d is tan t  from the' re'st of the d a ta ,  and  would therefore' be 

found as d is tinc t e lusteas by any s ta n d a rd  e luste'ring algorithm. Howewe'i , the num ber 

of clusters we se'arch for will de te rm ine  the  num ber of outlie'rs ek'te'ctc'd. Afte'r the  model 

has be'e'ii built,, we' still have' t,o decide' how small a chiste'r must be' before we' conclude' 

th a t  it contains only outlie'rs. T h is  raises more' problems th a n  it solves, par t icu larly  

w hen the  e hoice of chiste'ring a lgorithm  is like'ly to affect the  ou tliers  detectedl^b

‘T or  ('xaniple', A--ui('atis ciusn'riug tends to find e(jnai-si/,e clusters se'e Se'ction 3.4,6, ]>. 97.
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4 .5 .1  F ind ing  ou tliers in preference data

Some techniques described above require us to identify points that may be outliers 
before testing them. Testing each point independently of the others may fail due to 
masking or swamping (Section 4.4.2). Exhaustively searching though all subsets of data 
is conibinatorially impossible^. There is of course a danger that if the first identification 
stage misses out a point, the second test stage will never test that point, and therefore 
never reject it as an outlier.

We listed several sources of outliers in preference data in Section 4.1.2. Due to these 
many sources, it is likely that a large number of the consumer preference records are 
outliers, perhaps as much as 20-30% [27]. Many approaches described above assume 
that a relatively small proportion of the data sample is contamination (e.g. Hoeting et 
al. [67] use a prior estimate of 2 %). Any model built directly from the data will therefore 
be corrupted by the outliers. Given the resultant complexity, it seems improbable 
that all the outliers belong to one easily identifiable distribution. This suggests that 
identifying and rejecting outliers is more useful than accommodating them.

We can now summarise our goals and assumptions. We wish to identify and remove 
outliers before building a final cluster model. We must assume that a large number of 
outliers may be present. Further, we assume that the data set is structured, i.e. that 
it contains clusters.

4 .5 .2  D iscord an cy  exp erim en ts

Suppose we use a mixture of Gaussians to model the data. We can calculate the max
imum likelihood estimates of the parameters of the model by using the EM algorithm 
(Section 3.4.5). We then choose a threshold, 0, and calculate the likelihood li of every 
point in the sample with respect to the model parameters. Any point with li < 9 is 
rejected as an outlier. After we have removed these outliers, we can re-estimate the 
model parameters, using the “clean” sample.

This is a valid approach only if the training set from which we estimate the model 
parameters has no outliers. If there are extreme points that are outliers, then the 
standard deviation of each Gaussian component will be substantially over-estimated. 
(This is an example of variance inflation, defined in Section 4.4.1.) So after we remove 
these points, and re-estimate the parameters, we would expect the standard deviation 
of the model to be reduced. If we use this new estimate to test further points for 
discordancy, it is likely that further points will be rejected. This in turn leads to an even 
lower estimate of the standard deviation, even more outliers, and ultimately, a model 
that may contain almost no data. The process converges when no remaining data points

^For example, the 450 records of the beverage preference set, Pt, contains 2'^^  ̂ % 3 x subsets.
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have a likelihood threshold less than 6. We call this an “iterative discordancy test” . If 
the original distribution is Gaussian, then by removing points in the tails we will create 
a non-Gaussian distribution. Within reason, this needn’t cause problems, because 
Gaussian models are very robust at modelling approximately-Gaussian distributions
[64].

Figure 4.6 shows data drawn from a single Gaussian distribution, with no added 
outliers. The discordancy test used is defined by Tax and Duin [125] to classify the test 
point point G x as an outlier with respect to model M if:

\og{p{xi\M)) < F;[log(p(x|M))j -  3 X  var(log(p(x|M)))

The constant multiplier “3” corresponds to rejecting less than 1% of data in a one
dimensional distribution. As we note later (Section 4.6.6), this factor is dimension 
dependent.

The dots in the centre of Figure 4.6 represent inliers; each number n  represents 
a point removed in the iteration of this discordancy test. Clearly, the technique 
identifies the most outlying points as outliers, which are extreme values rather than 
contaminants.

The question is whether we should regards points labelled two or more as outliers. 
By removing the first layer, we produce a subset of data that should have no outliers 
in it (because we have removed them). However, if we were presented with this subset 
alone, with no prior knowledge, then by applying the same technique, we would still 
find outliers. These second-level outliers may either be “true” outliers masked by the 
first-level outliers, or they may be inliers.

Figure 4.7 shows the results of the same iterative discordancy test with a data 
sample drawn from two Gaussian components. This classifies more points as outliers, 
and takes more iterations to do so. The presence of the second cluster masks some 
outliers in both clusters, so more iterations are required before convergence.

Both these graphs show the results of single experiments; this technique is very 
sensitive to the exact distribution of the data, because the covariance of the data 
determines the width of the Gaussian components. A set of 25Ü experiments, each 
based on a different sample of 150 data points from the same two-cluster distribution 
as Figure 4.7, gave the mean number of outliers as 30.8, with a standard deviation of 
24.0; rejecting between 1.3% and 89.3% of the points.

This iterative discordancy is closely related to the convex hull stripping methods 
outlined in Section 4.4.2. The sequential outlier rejection method we introduce below 
(Section 4.6) uses a broadly similar technique, but without requiring the analyst to 
choose the threshold 0.
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Fiftiire l.(): Il,('iativ(', Gaussian  disconlaiicy, one clnst('r. Each nnm lx 'r  indicates the 
i teration  in which th a t  point was lalx'lh'd as an outlier.

4.6 Sequential outlier rejection in clustering

We now |)resent a ix'w a[)|)r<)ach, naineiy sc(nt.(’v.Ual oiillicr rc.jccf.ioji. (SOR), where' I,he 

d a ta  are  iisexl to build a clusti'r  iiiodeh and exactly oiio da ta  point is re jected as being a 

]x)tent ial outlie'r, and  renxwed from the d a ta  s('t. 'Fix' model is repea ted ly  rebu ilt  using 

the  rem ain ing  d a ta  to find further outliers. Effectively, we are i teratively  using 7i, — 1 

poin ts  to reject the rem aining point, in contrast to conventional d iscordancy  analysis, 

which uses a one-]>ass m ethod , wlx'rc' Ji — t points a n '  us('d to discovc'r t outliers, w ith  

/ initially unknown. Tlx ' secjuence in which the d a ta  points  are  renxwed, and  tfxi 

corres])onding cluster error scon's, pnw ide  us with ex tra  information, tl ia t  we can then  

use to estimates tlx' num ber  of outliers.

In the  following analysis of the  SOR algorithm. w(' first describe the  a lgorithm  in 

n xue  (h'tail, befoix' nxwing on to consider the n'j('ction si'cpx'iices generatcxl in more 

detail. In Sc'ction 4.().;i, we describe' s('V('ral nx 'thods of using the  rejection seejuences 

to identify outlie'rs, giving re'siilts in Se'e4 ie)ii d.G.G for se)ine artifie ial elata se'ts. and  

in Se'e:tie)ii 4.G.7 for the' fde)el prefere'ix-e d a ta  se'ts. In See:tie)ii 4.G.8, we extenel SOR 

to ine e)rpe)rate regre'ssie)ii, in an attemi))t te) preeelue e' a  meuee useful eeutlier ele t̂ee:tie>n 

algeerithm.
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Figiin ' 4.7: I te ra tive  G aussian  discordancy, two clusters. Ejich iiuiiiher indicates tli(' 
i te ra tion  in which th a t  point was lalx'lled as an outlier.

4 . 6 .1  T h e  S O R  a l g o r i t h m

W ith  our pro])osed alKorithni, we first cluster the entire d a ta  s('t, and  then  find the  d a ta  

point, th a t  is least a,ccurat('ly niod('ll('(l hy our current c luster solution, i.e. the  point 

w ith  the  grea tes t  residual. We nunove this jioiiit hom  tlu' d a ta  set, and  th en  repeat 

this c lustering and  Kunoval until (almost) all of the d a ta  points have IxHui nnnoved. 

Figure 4.8 outliiK's this SOR algorithm. T h e  end result is a  secpieuce of rejections for 

the ('iitire data, s('t, listing which point was r('j('cted first, which was rejectc'd second, 

and  so on. T he  d a ta  points  a t the  s ta r t  of the se(|umice are trea ted  as outli(U's; those 

a t  the  end as inliers. We leave the (pu'stion of how many jxiints should  be labelled as 

out liers until S('ction 4.6.4.

Not(' t h a t  we are not restric ted  to using any ))articular c lustering a lgorithm : the 

teclmi<ine works w ith  any clustering algorithm  th a t  optimises an  error  (or likelihood) 

term , ,J(, (c\g. snm-S(|uared-error for A:-moans, or negative log likelihood for Gaussian  

m ix tu re  mod('ls). In these' expe'iiments, we use' A-ine'ans. Each applicatiem e)f the' 

e luste'ring algeirithm is init ialisexl to the' e e'litre's foimel by the prewiems applie atiein, 

whie h is faster and  leaels te) more stable) re)sults.

Figure 4.9 she)ws the  eereler in whie h a set e>f elata was re'je)e:teel using the SOR alge)- 

r i thm . T h e  d a ta  was elrawn fre>m twe> Gaussian  e e)mponents, eae h w ith  30 samples, phis 

anotlu 'r  20 euitliers freini a uniform elistributiem. Figure 4.10 sheiws the  e-orreis])e)neling 

e'lreir seepie'iie-e. T he  e luste'ring algeirithm use'el was Amne'ans e lustering w ith  A: =  2, so 

the  e'rrer is the  sum  sejuare'el elewiatiein e>f e'aeT ))e)int te) its neareist e luster  ceritre. Ne)te
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Given data s('t X, the estimated iiuml)er of ehisters k and the ol)j(xd.ive 
fnnetion Ĵ ,, while |X| > repeat:

1. Perform ehistering, minimising caror term, .1̂  over data set X

2. Find ‘most outlying’ point, Xo =  max J e { x )
X

3. Remove it: X X\.xVj

Figure 4.8: Secpiential ontlic'r rejeetion (SOR) algorithm
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Figure 4.9: SOR se(|nene('. Nnmhers 
indicate' it('ration in which points w('i(' 
lalx'lled as ontli('rs. Figure 4.10 shows 
th(' corn'sponding error rat('.
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Fignr<'4.10: SOR error rate. Fignn'4.9 
shows t h(' order in which points wen' 
r('inov('d.

that the data points round tlx' ('dg('s hav(' small nmnlx'rs, indicating that tlx'y w('re 
n'lnoved first. Tlu' c('iitral points hav(' much larger nnmhers. as they were the last to 
he r('nioved hy SOR.

The assumption is (hat tlu' hrst few points r('j('ct('d are outliers, while tlx' n'st are 
inli('rs. 'I'he most outlying point is the one that, contrihntes tlxî most to the cluster 
niod('l ('rror, For tlx  ̂ A'-means algorithm dividing data into clusters C\ . . .  C’/,-, this 
('nor is given hy:

4  = II-''-
/=i| (' ,’,■

wlx'ie X-, is th(' mean of the clnstc'r. For an outlier, x  — Xj  will he large: when an 
outlier is removt'd. the error will drop sharply: wlu'ii an inlier is reniov('d, the error will 
only drop slightly. We are therefoia' inter('st('d in f ix' ])oint where tlx; rate of change 
of tlx' error slows. Tlx' sharp spike at the ('ixl of the sc'cjuence (the right-hand side of 
the Figure' 4.10) occurs wlx'ii tlx'rc' are almost as h'w data points as there are' chiste'rs,
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so that removing one point will completely change the model, and the error measure 
becomes unstable. This tail can be ignored safely, as we can assume that all the outliers 
will have been removed before we reach this extreme.

4 .6 .2  Sequence con sisten cy

The rejection sequences generated by SOR depend on the clustering algorithm, which 
in turn depends on random initialisations. We now investigate how much effect this has 
on the sequences. We can use Spearman’s Rank correlation to compare two rejection 
sequences, and see how consistently the same points are rejected as outliers in each 
application of SOR. By repeatedly applying these algorithms to these data sets with 
different initialisations, we can analyse the sequence correlations in relation to the data. 
If approximately the same sequence is found repeatedly, we can have greater confidence 
that our results may be finding useful information from the data, despite the initial 
randomisation of the clustering algorithm parameters.

We repeat the SOR algorithm on each data set 50 times. We calculate the corre
lation between every pair of SOR sequences, and test these for significance. Table 4.1 
shows the correlation scores for five data sets, the beverage preference data (A ), the 
meat preference data (Tbi), the vegetable preference data (Py), an artificial data set 
consisting of four Gaussian clusters in 16 dimensions, with some added outliers and fi
nally a second artificial set consisting of uniformly select(;d points from a 16-dimensional 
space. Both artificial sets had 350 data points, similar in scale to the preference data 
sets. The columns show the minimum and maximum correlations found between 50 
runs of the SOR algorithm on each data set, with the final column showing the cor
relation score required to be significantly different from zero at the p  =  0 . 0 1  level, 
according to a Clearly, even the minimum correlations found are significant,
demonstrating that the SOR sequences are not random, and showing that the random 
initialisation of the clustering algorithms is not important here. Note that by definition, 
the expected correlation between two random sequences is zero.

The first four rows of Table 4.1 have higher correlations than the last row. This 
suggests that treating the data set as a combination of outliers and clusters of inliers 
makes more sense for the preference data than for random uniform data. This further 
supports our assumptions that the preference data sets do contain outliers.

We choose 16 dimensions to ease comparison with the 16-dimensional meat preference data. The 
standard deviation of each artificial cluster was set to 9, chosen to be similar to the standard deviation 
of clusters found in the meat preference data.

’̂ For a correlation coefficient r  with N  samples, the test statistic is t =  r  . See Morrison [86].
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Data set Minimum cor
relation

Maximum cor
relation

Critical value for p — 
0 . 0 1

Beverage 0.944 1 . 0 0 0 . 1 2 1

Meat 0.916 0.999 0.168
Vegetable 0.875 1 . 0 0 0.179
Gaussian clusters 0.907 0.999 0.138
Uniform 0.722 0.912 0.138

Table 4.1: Correlations of repeated SOR sequences

4 .6 .3  H ow  m any outliers?

The work above has concentrated on estimating how consistently data points are re
jected. Now we discuss several approaches to estimating the number of outliers present. 
In Section 4.6.6, we compare these approaches experimentally.

Figure 4.11 shows how the error drops as wo remove data from an artificial data 
set. This consisted of a single Gaussian cluster of 300 points, with 80 outliers added 
from a uniform distribution. Given the shape of this error curve, is there a way to 
estimate how many outliers exist? One approach is the “scree test” proposed by Catell 
[25]. This is often used to estimate the desirable number of factors to retain during 
factor analysis, or the number of principal components to retain during PCA. Despite 
the name however, it is not a formal statistical test, but rather a plot that can visually 
guide the analyst in estimating the required values. For example, when plotting the 
number of eigenvalues against the cumulative variance explained by PCA, after the first 
few components are used, the increase in variance explained slows. It is then up to the 
analyst to determine when the benefit of explaining more variance is outweighed by the 
cost of adding further components. It would be preferable to have a more objective, 
numerical approach, and we discuss several possibilities now.

Assuming that when all outliers have been removed, the rate of error drop decreases, 
then one approach would be to analyse the second derivative of the curve. When the 
rate of error drop changes, the second derivative should be at a local maximum. The 
simplest approximation to the second derivative is the second difference. The first 
difference, is calculated from the raw error sequence e thus: d] — Ci — e^+i. The 
second difference, d^ is then calculated from this: df =  dj — Figure 4.12 shows
the same error curve as Figure 4.11, with the second difference (dotted line). Although 
the second difference is clearly higher in the area of interest (towards the left side of 
the graph), it is very noisy with approximately five distinct peaks. This does not give 
a clear indication of the number of outliers present.

A more sophisticated alternative is to use a Savitsky-Golay smoothing filter, using 
the algorithm presented by Press et al. [99] This was originally designed to preserve
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data^^. The straight line first crosses the error curve after 39 points have been removed. 
This is less than the number of outliers created (50), but some of these points will occur 
within the Gaussian clusters, as noted earlier, so this heuristic seems at least worthy 
of further investigation.

4 .6 .4  C onvex hull in clusion  te s t

In Section 4.4.2, we mentioned past work using convex hulls to “strip away” outlying 
data points. A convex hull of a finite set of points is the smallest convex set that 
includes all the points. The motivation for outlier detection is that points on the hull 
are most extreme, and therefore likely candidates for removal.

We use the convex hull inclusion test of Bailey et al. [3] to identify which points 
lie on the convex hull. For each of the three preference data sets, we test each point 
in turn. Given n  points, we test whether each point is within the remaining n — 1, by 
forming a linear programming problem. This formulation attempts to define the test 
point as a weighted sum of the remaining points, constrained so that the weights are 
non-negative and sum to unity. This programme only has a solution if the test point 
is within the convex hull of the remaining points.

The results in Table 4.2 clearly show the weakness of this method when applied to 
preference data sets. The problem is that in a high-dimensional space, at least most of 
the data points from a modest-sized sample will lie on the convex hull. Indeed, for two 
of the three data sets, every point lies on the convex hull. We gain nothing by treating 
these points as outliers.

Data set Points inside convex hull
Meat preference. Pm, 5
Vegetable preference, 0

Beverage preference, P^ 0

Table 4.2: Convex hull inclusion test results

4 .6 .5  V a lid ation  m eth od s

Having presented several alternative methods of estimating the number of outliers based 
on the SOR technique, we need some way of determiuing how effective these methods 
are. If we work with an artificially generated data set, we know in advance the approx
imate number of outliers. We can then measure the accuracy of the detection process 
using a simple classification accuracy measure.

'^100 points drawn from each of four Gaussian components, in two dimensions, with a standard 
deviation of 2, plus 50 outliers from a uniform distribution
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We take an outlier rejection sequence, with its corresponding error sequence. The 
linear-intercept and the Savitsky-Golay second derivative provide two methods to esti
mate how far down the sequence we should go before we stop labelling points as outliers. 
As an alternative, we use a mixture of Gaussians with a threshold on the likelihood, 
to be used as a discordancy test. By varying the parameters (the number of outliers 
in the SOR sequence, or the value of the likelihood threshold) we can calculate various 
classification error rates. More precisely, we can measure the true-positive rate (i.e. 
the proportion of correctly identified outliers), the false-positive rate (the proportion 
of non-outliers incorrectly identified as outliers) and so on. In principle, we could then 
apply some particular cost function to penalise one sort of error more than another. 
Without suitable knowledge, we define the error to be the (equally weighted) sum of 
false-positives and false-negatives in the following results.

4 .6 .6  O utlier d e tec tio n  resu lts

We now compare the accuracy of the various techniques discussed. Two artificial data 
sets and the three preference data sets are used. The first two allow us to estimate 
the outlier classification errors, while the latter give some indication of the usefulness 
of these techniques when applied to real data. In the SOR experiments, the clustering 
algorithm used is A;-means. Five techniques are compared:

Exhaustive SOR. SOR is applied to the data, removing one point at a time. At each 
stage, the total classification error is calculated, and the minimum error possible 
is taken.

Exhaustive GM M. A Gaussian mixture model is fitted to the data, and the likeli
hood threshold is varied to vary the number of outliers identified. The optimum 
value is taken.

Linear intercept. SOR is applied to the data, and a straight line is fitted to the error 
curve. The number of outliers is estimated corresponding to where the line first 
crosses the curve.

Second derivative. SOR is applied to the data, and the second derivative of the error 
curve is estimated using the Savitzky-Golay smoothing filter. The location of the 
largest peak is used to estimate the number of outliers.

n standard deviations (na).  A Gaussian mixture model is fitted to the data, and 
the standard deviation of each component is calculated. All points greater than 
na^ away from the centre of the maxinium-likelihood component are identified as 
outliers, n is a function of the number of dimensions; in one dimension, n = 1.96.
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Further values were estimated empirically, as described in the Appendix, Section 
A.2 .

The first artificial data set used is drawn from a low dimensional distribution. The 
inliers consist of 1ÜÜ points drawn from each of four two-dimensional Gaussians, which 
each had a standard deviation of two. The centres of the Gaussians were on the corners 
of a square of length 6 . A further 80 outliers were added uniformly in the same region. 
Table 4.3 shows the number of outliers that each approach detected, and what the 
resultant error was. The error is defined as the number of outliers classified as inliers, 
plus the number of inliers classified as outliers, expressed as a percentage of the whole 
data set. The table shows the average of 250 experiments with this data set.

The lowest errors are associated with the two exhaustive methods, which is to be 
expected; heuristically choosing a threshold will never outperform choosing the best 
possible threshold. With the preference data sets, we don’t know the outliers in advance, 
which is why we are developing these heuristics. Note that both the exhaustive methods 
underestimate the number of outliers, choosing only around half thc correct number, 
which is 80. As stated earlier, some outliers will actually coincide with the dense regions 
of inlier points, so this is an acceptable estimate. The two heuristics based on the SOR 
curve (“linear intercept” and “second derivative”) both give results only slightly worse 
than the best found. The na  results are marginally better, but still not as good as the 
exhaustive methods.

Technique Estimated number of outliers % Error (standard deviation)
Exhaustive SOR, 39.55 11.89 (1.529)
Exhaustive GMM 38.73 11.93 (1.334)
Linear intercept 66.73 15.76 (0.251)
Second derivative 18.64 16.38 (0.105)
na 16.00 14.05 (0.505)

Table 4.3: Estimated number of outliers (low dimensional artificial data, contaminated 
with 80 outliers)

Table 4.4 shows the results for a higher dimensional data set. The inliers consist of 
100 points drawn from each of four Gaussians, each with a standard deviation of 15, in 
a 16-dimensional space. The outliers were 80 points randomly selected from a uniform 
distribution covering the same space. The table shows the average of 250 experiments 
with this data set.

As with the lower dimensional experiments, the two exhaustive methods give the 
best results, both with errors around 1%. These results show far lower error scores than 
with the previous artificial data set (Table 4.3). By increasing the dimensionality, we 
move the cluster centres further away, leading to less overlap between clusters in our
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partition, and therefore ease the identification of outliers. This highlights the difficulties 
of designing artificial data sets that we discussed in Section 4.3.

Technique Estimated number of outliers % Error (standard deviation)
Exhaustive SOR 77.94 1.11 (0.484)
Exhaustive GMM 76.82 1.30 (0.663)
Linear intercept 62.59 16.67 (0.000)
Second derivative 75.80 16.66 (0.046)
na 18.20 20.38 (1.306)

Table 4.4: Estimated number of outliers (high dimensional artificial data, contaminated 
with 80 outliers)

We can see from the results in Tables 4.3-4.4 that the “linear intercept” and “second 
derivative” SOR methods are not consistently better than each other. We can also see 
that the na  method tends to grossly underestimate the number of outliers present, even 
though both data sets were sampled from a mixture of Gaussians.

We now turn to apply SOR to the food preference data sets. This brings the 
advantage that our goal is to model these data sets, and as part of that, to remove 
outliers from them. The drawback is that we do not know in advance which points 
(consumers) are outliers, nor how many outliers there are. Thus, we cannot produce 
accuracy estimates.

4 .6 .7  SO R  for food  data

Table 4.5 compares the number of outliers classified by each technique for the three food 
data sets available. Because the true number and identity of the outliers is unknown, 
no error scores can be given. The number of clusters sought by SOR in each case 
corresponded to the minimum description length results given earlier (Figures 3.8-3.12, 
page 107). i.e. 3, 4 and 7 clusters for the meat, vegetable and beverage sets respectively. 
The figures are the average of 100 experiments, with the standard deviations shown in 
parentheses.

Clearly, using the second derivative of the SOR error curve gives an inconsistent 
estimate of the number of outliers, shown by the very large standard deviation scores. 
Of the other two methods, the linear intercept of the SOR curve tends to estimate many 
more outliers than the na  approach. The na  approach assumes the inlier and outliers 
come from a Gaussian distribution. As we found in the previous section, even when 
the data is drawn from a Gaussian distribution, the na  method still underestimated 
the number of outliers. We might therefore assume that more outliers exist in the 
preference data than the values shown in the last row of Table 4.5. For all three data 
sets, the estimated number of outliers is in the range of 1 0 - 2 0 % of the data.
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Technique Meat Pm Vegetable Py Beverage Pb
Linear intercept 
Second derivative 
na

36.0 ( 2.23)
22.0 (23.23)
22.9 ( 0.20)

29.8 ( 3.21 )
21.5 (25.23 )
14.6 ( 1.02 )

63.5 ( 4.31)
32.3 (45.06)
42.3 ( 2.50)

Table 4.5: Estimated number of outliers in preference data sets. Standard deviations 
are shown in parentheses.

The linear intercept SOR estimation produces the most consistent results, shown 
by the low standard deviation scores in Tables 4.3, 4.4 and 4.5. Where the true iden
tity of the outliers is known, this method also produces reasonable accuracy. This is 
further supported by the observation that na  seems to underestimate the number of 
outliers, and Table 4.5 shows that the linear intercept estimates are greater than the 
na  estimates. In comparison, the second derivative estimates are sometimes below the 
na  estimates, and have a very high standard deviation between repeated experiments.

4 .6 .8  SO R  w ith  w eigh ted  c lu ster-regression

In Section 3.9 (p. 117), we considered some difficulties in estimating the number of 
clusters present in the preference data sets. We argued that it was important to consider 
how useful the predictions were in reaching our longer term goal of understanding 
consumer preferences and designing food products accordingly. In the current case of 
outlier detection, we face a similar problem. It is impossible to objectively identify every 
outlier in the preference sets, making it impossible to definitively choose between the 
various heuristic methods that we have used so far. In Section 3.9, we attempted to aid 
the decision making by considering the predictive accuracy of models based on different 
partitions of the data. We now consider the predictive accuracy of models based on 
different outlier detection estimates, before returning to this question in Section 4.7.

We can use the weighted cluster-regression error score defined in Section 3.9.1, 
instead of the simple cluster dispersion score, as the error within the SOR algorithm. 
Figure 4.17 shows such an algorithm. As with the previous version of SOR, we remove 
the single point furthest from its corresponding cluster centre at each iteration. At each 
iteration, we record the cluster-regression error, whereas we had previously recorded 
the total cluster dispersion error.

Figure 4.18 shows how the weighted cluster-regression error score changes as we 
remove outliers from the meat data. We use A:-means clustering with three clusters 
(as we predicted in Section 3.6.2), forward sequential selection (as described in Section 
2.4.2), and linear regression (as described in Section 2.2.1).

At the left of the graph, we are using all the data, and so the error score corresponds 
to the previous results (Figure 3.23, p. 120). As we remove badly fitted points, the error
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Given data set X, the assumed number of clusters k and the objective 
function Jg, while |X| > k, repeat:

1. Perform clustering, minimising error term, Jg, over data set X

2. For each cluster c% with |g*| members, for i= l .. .k:

(a) Calculate mean
(b) Select features
(c) Build regression model
(d) Estimate mean error of regression model, ei

3. Calculate model error, I'̂ il '

4. Find ‘most outlying’ point, Xo = max Je(.'c)

5. Remove it: X f -  X \zo

Figure 4.17: SOR algorithm for weighted cluster-regression

tends to drop, until at the right-hand end of the graph, we have a model that has close to 
zero error, but is only capturing very few consumers preferences. Figures 4.19 and 4.20 
show the corresponding graphs for the vegetable and beverage data sets respectively.

These graphs could be useful to an analyst to help decide where to set the balance 
between modelling everyone with limited accuracy, or modelling a few people very 
accurately. For example, the meat results of Figure 4.18 show that if we remove between 
about 70 and 100 people, then the weighted regression error across the three clusters 
remains constant, at just above 0.2. The results from the other food data sets are less 
clear, without a plateau, but still enable the analyst to choose a particular trade off 
between building an accurate model and modelling many consumers. Note that this 
plateau is an artefact of this particular data set, rather than a feature of the SOR 
algorithm used. However, highlighting these features of the data could still be useful 
to the analyst.

4.7 C onclusions

Outliers can occur in any data set, but preference sets are particularly susceptible 
due to the vagaries of human taste. Rather than attempt to model these, we wish to 
identify and remove the misleading responses, to avoid distorting the models that we 
finally build. As with many other data analysis problems, we start with a single set of 
data, which may or may not contain outliers. Any outliers present will influence any 
model we build using this data set. Using this same model to predict which points are
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outliers may be misleading. A less risky alternative is to iteratively use a model to 
detect a single outlier, and then to remove this point from the data set.

We have applied our novel sequential outlier rejection (SOR) algorithm to A;-means 
clustering on several data sets, both artificial sets with known outliers and the pref
erence sets with unknown outliers. In both cases, as each data point is removed, the 
cluster error drops monotonically. After a number of points have been rejected, the 
rate at which the cluster error drops is reduced, and remains at this lower level until 
very few data points are left.

The interpretation is that the points rejected at the start are outliers that were 
poorly modelled by the /c-means clustering solution, and therefore caused a large error. 
As each of these points is removed, the error drops greatly. After a certain point has 
been reached, the points being removed are accurately modelled, and only contribute 
a small error. Therefore, removing these causes the cluster error to drop more slowly. 
SOR provides a non-parametric approach to outlier detection, which does not require 
the analyst to pre-specify thresholds or other such parameters. The SOR method 
should not be regarded as a panacea. It is not hard to conceive of a data set where 
sequential rejection could lead to the rejection of the wrong number of outliers, due to 
the original model being distorted by these outliers.

The regression error scores in Section 4.6.8 show that the presence of outliers in 
the preference data set makes regression models less accurate, and makes predicting 
preferences (and hence designing food) more difficult. We therefore suggest that iter
atively removing outliers from a cluster-regression model until the regression error is 
“sufficiently small” is the best way to proceed, incorporating as it does the analysts’ 
judgement.

The flexibility of the SOR approach is such that we can replace the clustering, the 
regression and the feature selection algorithms used with alternatives, depending on the 
nature of the data we are analysing. For example, we might choose to use non-linear 
regression algorithms or fuzzy clustering techniques.

Given the difficulties of objectively identifying outliers, we should also ask the ques
tion, how many outliers is it useful to remove? At one extreme, we could remove no 
outliers at all (the “include” option mentioned in Section 4.1.2). This assumes that 
every preference panellist gives accurate and consistent scores; it assumes that every 
consumer is consistent with some real and identifiable group of consumers; it also as
sumes that we want to model every consumer’s tastes with equal accuracy. This is 
clearly unrealistic: preference panellists will make mistakes; some consumers have ec
centric tastes at odd with the rest of the market; and some niche markets are so small 
that it is not profitable to design products to fill them.

The other extreme is to remove a very large number of outliers, as suggested by the
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convex hull results (Section 4.6.4). This risks ignoring entire groups of consumers, and 
also risks over-simplifying the variety of preferences that exist within a market, leading 
to a bland, average product that satisfies no one.

If we treat a preference panel as a sample from the population, then we should 
consider what proportion of the population is represented. For example, the population 
of the UK is currently 60 million, and the population of the world is approximately 6,000 
million. One preference panellist could therefore represent 300,000 UK consumers, or 
3 million worldwide consumers. Each apparent outlier that we remove from the data 
set could be seen as ignoring a potentially vast market.

We must clearly compromise between these extremes by retaining enough data to 
allow us to understand the complexities of the consumer marketplace, while removing 
as much erroneous data as possible.
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Chapter 5

Future work

5.1 Introduction

The complexities of analysing food design data raise many questions, of which we have 
attempted to answer only a few. In this chapter, we describe four areas of potential 
future work. In Section 5.2, we discuss several ways in which the same data sets that 
we have been using could be analysed using the same techniques discussed in previous 
chapters, but applied in different combinations. In Section 5.3, we discuss alternative 
methods, broadly classified as intelligent data analysis, which could be applied to the 
same class of data sets. In Section 5.4, we briefly outline alternative sources of data, 
which could benefit from similar approaches to data analysis. Finally in Section 5.5, 
we propose changes to the current data gathering process, which would aid analysts 
and improve analysis. Each of these proposals would lead to alternative models, new 
results, and potentially, to increased consumer satisfaction.

5.2 A lternative routes to  intelligent food design

Given the tools that we have introduced in the previous chapters, we can now consider 
different ways of analysing the data. Below, we summarise seven possible routes towards 
food design, starting with one introduced earlier.

5.2 .1  V irtu a l consum ers

• Cluster preference scores

• Treat centre of each cluster as a “virtual consumer”

• Perform feature selection and regression to predict preferences of novel products
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This allows us to understand what drives each market segment, and to design near- 
optimal products for each group. We consider the mean of a group of consumers as a 
sensible summary of individual preferences. This approach assumes that all consumers 
who express similar preferences are driven by the same sensory features. This informa
tion is not provable with the type of data currently available, because we have no data 
about the preference panellists except for their preference scores. In particular, we do 
not have access to their sensory experiences when tasting the foods.

If we perform regression (including feature selection) separately for each cluster, we 
can produce a combined performance estimate by weighting the errors of each regression 
model according to the size of the cluster (i.e. the number of consumers modelled). This 
is the subject of Sections 3.9 and 4.6.8.

Alternatively, we could use a model with multiple outputs, such as an RBF network. 
In this case, the input to the model would be the sensory features of a product, and 
the output would be a vector of preferences, such that each element is associated with 
a different consumer cluster. The hidden nodes of such a network model would contain 
information shared across several (separately identified) clusters, and it has been argued 
that such distributed representations lead to improved generalization (e.g. Hinton et al. 
[65]), and therefore to better predictions of consumer behaviour than has been achieved 
in this work.

5.2 .2  C onsum er co m m ittees

• Cluster preference scores

• Treat each cluster as a committee of voters

• Perform feature selection and regression to predict preferences of novel products

This is similar to the approach in section 5.2.1, but with a more natural interpretation 
of treating preference panellists as focus groups instead of as “virtual consumers” . We 
treat each preference record as an committee member who votes on the importance of 
each feature and on the optimum values of each feature. If every consumer is given 
an equal vote, the results will be identical to those of section 5.2.1. However, if we 
allow each consumer to have a different weight, then we would have a more flexible 
model. For example, if we used weights inversely proportion to the distance to their 
nearest neighbour, then we could bias the models towards consumers that are more 
representative, and reduce the influence of outlying consumers within each cluster. 
This would lead to predictions that match target consumers more closely, rather than 
trying to model all (potential) consumers with equal accuracy. Coupled with marketing- 
information, this could lead to increase satisfaction amongst key consumers.
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5.2 .3  G rouping consum ers drivers

• Treat each preference panellist individually

• Perform feature selection to identify each individual’s drivers

• Cluster the drivers

• Find “virtual consumers” in terms of shared drivers

To design food, we need to identify drivers, which is made explicit with this approach. 
Selecting features for a single panellist is difficult in the sense that with such a small 
sample (one record), the results will be unverifiable. However, the data sets each have 
several hundred panellists; if most feature sets are approximately correct, then the 
clustering should be robust to a few outliers, especially if we incorporate an outlier 
detection routine into the analysis. Ideally, the “virtual consumers” found via this 
approach should tally with those found by other methods outlined here, giving a further 
check on model validity. This gives us an alternative method for performing dimension 
reduction, while retaining interpretability about key drivers.

5 .2 .4  G rouping prod u ct drivers

• Treat each product individually

• For each product, perform feature selection to identify drivers

• Compare drivers across products

This treats all consumers identically, without any attempt at clustering. We could 
enhance it further, by clustering consumers at the second step, and identifying different 
drivers for each group. The key here is to discover why consumers like or dislike each 
product individually, rather than assume that the same drivers apply across the entire 
product range. If very different drivers are found to be important for each product, 
this calls into question attempts at finding a single group of drivers for all the products 
(e.g. section 5.2.1).

5.2 .5  V irtu a l p rod u cts

• Cluster products in sensory feature space

• Treat the centre of each cluster as a “virtual product”

• Cluster consumers, perform feature selection and regression as in section 5.2.1
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By replacing a group of similar products with a single “virtual product” , we are can 
reduce the number of dimensions in the preference data set. Given the sparseness of the 
preference data, reducing the dimension is very appealing. However, we are starting 
with a small set of products, so each cluster will contain very few, making the centre 
of each cluster rather ill defined. Further, it assumes that the mean of two (or more) 
products is a sensible concept, which may or may not be the case. Note that the mean 
is in feature space rather than ingredient space.

5.2 .6  Separate p rod u cts

• Treat each product individually

• For each product, cluster the consumers in a univariate preference space

• Compare consumer clusters found for each product

Because the clustering takes place in a one-dimensional space, the data is much more 
dense than the clustering described in Chapter 3 (in a m-dimensional space, with m  
products). This gives greater confidence in the results, and allows us to use information 
criteria, such as MDL, to estimate the number of clusters more reliably.

However, there is likely to be little or no correlation between each cluster. If we 
project a set of clusters in a high dimensional space onto a space with far fewer dimen
sions, the clusters are unlikely to remain clearly defined. A more standard approach to 
dimension reduction (snch as feature selection or PCA) may be more effective.

5 .2 .7  Separate p rod u cts and v ir tu a l consum ers

• Treat each product individually

• Cluster preferences in univariate preference space

• Define “virtual consumers” at centre of each cluster

• Perform sensory feature selection and regression to predict preferences

• Compare drivers and models for each product and for each virtual consumer

This combines ideas from Sections 5.2.1 and 5.2.6, and therefore combines their weak
nesses as well as their strengths. The aim is to increase our confidence in clustering 
consumers, by using a one-dimensional space, while recognising that each segmentation 
is likely to be different for the different products.
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5.3 A lternative m ethods for data analysis

In this section, we discuss several machine learning methods that we have yet to in
vestigate. Some are extensions to methods that we have described already; others are 
introduced here for the first time.

5.3 .1  S em i-su p erv ised  feature se lec tion

In Section 2.5.2, we introduced a semi-supervised feature selection algorirthm based 
on Schuurmans’ ADJ test [115]. We used this approach to improve forward sequential 
feature selection in Section 2.8, and demonstrated that it produces models with fewer 
features and the same error as standard FSS. The same semi-supervised feature selection 
could be used to enhance other feature selection methods, such as simulated annealing 
(Section 2.4.3), which may be more robust than FSS. The only requirement for ADJ 
is a sequence of models of increasing complexity, and this can easily be achieved if we 
constrain SA to use a specified number of features.

5.3 .2  E x ten d in g  cross m od el va lidation

The cross model validation algorithm was presented in Section 2.5.1, p. 51, as a means 
to simultaneously control the number of features to be used, to select the feature subset. 
In Section 2.11.2 p. 72, we noted difficulties in selecting other model parameters, such 
as the number of nodes in a RBF network.

Figure 5.1 shows an extended version of cross modcd validation, which allows three 
sets of parameters to be chosen simultaneously, namely the number of features, the 
feature subset, and the number of RBF nodes. In principle, this algorithm could be 
extended to optimise any number of parameters, while still avoiding overfitting. One 
weakness of this approach is that for each extra parameter set we wish to optimise, 
the central model-building loop of the algorithm will use one fewer record. With a 
small data set, and a large number of parameter sets, we may have very few records 
to estimate each model’s parameters, and so end up choosing very carefully between 
a large number of very poor models. Conversely, with a large data set, this approach 
could become very slow, due to the nesting of the loops.

5 .3 .3  Fuzzy R and  in d ex

We described the Rand index in Section 3.5.1 as a method to measure the similarity of 
two segmentations of a data set. The Rand index is calculated by counting the number 
of agreements and disagreements between two segmentations. We noted earlier (p. 
101) that one drawback of the Rand index is that each point is regarded as belonging 
to exactly one cluster, which makes counting agreements straightforward. However,
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Given n x m  data set, D, a feature selection routine FS, and a maxi
mum number of basis functions r, do:

1 Initialise CMV, a m-dimensional vector of zeros

2 For i =  1 to n

2.1 For j  = 1 to m
2.1.1 Initialise CMV'^  a r-dimensional vector of zeros
2.1.2 For A; =  1 to r

2.1.2.1 h,  ̂ = FS{Dij ,j^k)
2 .1 .2 .2  C M y'(A ;) =  C M y'(A ;) -I- d j)

2.1.3 O B F S  ^ m m C M V
k

2.1.4 h s ^ F S { D ^ J , O B F S )
2.1 .5  C M y (;)  =  C M y (;)  -H

2 . 2  next j

3 next i

4 O M S  - mill C M V
j

5 ho = F S { D ,O M S ,O B F S )  

where:

• Di — D\di^ i.e. data set with record removed;

• Dij = D\{di ,dj) ,  i.e. data set with and records removed;

• Q M S  is the estimated optimum model size;

• D B F S  is the estimated optimum number of basis functions;

• FS{D, S) is a function that performs feature selection using data 
D  constrained to use exactly S  features, and returns a single 
regression model;

• FS{D. S ,R )  is a function that performs feature selection using 
data D  constrained to use exactly S  features, and returns a sin
gle RBF regression model which contains exactly R  basis func
tion;

• err(h, d) is the error for model h estimated from test set d; and

• hn is the final model selected.

Figure 5.1: Modified cross model validation algorithm, including RBF network size 
selection and feature selection
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clustering algorithms such as GMMs and fuzzy c-means assign points fractionally to 
several clusters at once. If the sum of the assignments is constrained to be one, then 
it would be straightforward to extend the Rand index to allow fractional assignments. 
This would give a more accurate indication of the similarity between two segmentations.

Consider a point fractionally assigned to two different clusters in one segmenta
tion, with weights (0.3. 0.7). In the second segmentation, this point is given weights 
(0.4,0.6). We can define the disagreement between these as the absolute difference in 
these values, giving a score of |0.3 — 0.4| =  |0.7 -  0.6| — 0.1 in this case. Subtracting 
this disagreement score from one gives us the agreement score: 0.9, in this case. If 
we sum these agreement scores, and then divide by the total number of records, we 
get a normalised score between zero and one. A score of one corresponds to perfect 
agreement, and zero corresponds to no agreement, as with the conventional “crisp” 
Rand index. The standard “crisp” version forces us to discard information from cluster 
models when points are fractionally-assigned. The proposed fuzzy Rand index retains 
this information, as recommended by Marr’s “Principle of Least Commitment” [77].

5 .3 .4  A n alysis  o f  G M M  com p on en ts

We discussed Caussian mixture models in Section 3.4.5, and noted there that analysis 
of the elements of the covariance matrices could provide useful information. A small 
variance score on leading diagonal of a CMM cornpommt’s covariance matrix suggests 
that the members of the corresponding cluster show consistent preferences. It is more 
important to model these preferences accurately than it is to model other, more in
consistent, preferences. Thus we could introduce a cost term into regression, where 
the accuracy with which the preferences of different products are predicted is penalised 
according to the importance of modelling that product. This cost term could vary be
tween clusters or between products, providing us with greater control over the analysis, 
and leading to predictions of greater precision.

5 .3 .5  C ata logue design

Kleinberg et al. [74] argue that the aim of data mining is to product actionable results, 
rather than just finding patterns, an idea which extends data mining into decision anal
ysis. One standard problem in decision analysis is the “Knapsack Problem” . Suppose 
a thief has a knapsack of a certain capacity. He can steal items of various sizes and 
various values. He would like to choose items that have the greatest possible value yet 
still fit in his knapsack.

A related problem is also defined by Kleinberg et al. [74], namely the “catalogue 
segmentation” problem. Here, we must choose r/j items to put into each of k catalogues. 
Each consumer is then sent one catalogue, from which they select their preferred item,
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thus leading to a high consumer satisfaction. There is a cost associated with producing 
each catalogue. The goal is to maximise the total satisfaction of the consumers, while 
minimising the number of catalogues produced.

In the case of food design, each catalogue corresponds to a distinct market segment, 
which is to be targeted through marketing and advertising with a particular group of 
products. Consumers are free to choose any product within the catalogue. Realistically 
(and perhaps unfortunately), competitors’ products would also appear in the same 
catalogues.

This formulation allows us to move beyond simply producing one product for each 
market segment. We would want to minimise the number of catalogues and the number 
of products in each catalogue, while still maximising total customer satisfaction. We 
would no longer be attempting to produce a perfect product, but rather to produce a 
range of sufficiently good products with which to satisfy our customers.

5.3 .6  S equentia l ou tlier  rejection  for classification  and regression

The sequential outlier rejection algorithm was introduced in Section 4.6 for detecting 
outliers while clustering. The same approach could be applied to classification and 
regression (c.f. Section 4.6.8, where we stored the regression error, but rejected points 
according to the cluster model error).

As we outlined in Section 4.4.2, Tax and Duin [125] use a linear classifier to produce 
a decision boundary, and via bootstrap sampling, measure the stability of classification 
to detect outliers. Instead, we could build a classifier using all the available data, then 
locate the data point that is least well modelled, and remove that data point. By 
iterating this process, a sequence of rejections can be produced similar to the clustering 
rejection sequences described earlier.

Consider a single row from our data, Xi G X.  In clustering, we treat this as a point 
in the data space, and minimise some error criterion as a function of Xi. In regression 
(or classification), we split the vector Xi into two components, to be treated as “input” 
and “target”, respectively:

input _  _  

output __

This takes advantage of the fact that we can separate the problems of outlier detec
tion and data modelling, so we can use regression (or classification) techniques for the 
former, and clustering techniques for the latter. It also gives us a wide range of fur
ther algorithms that can be applied, such as support vector machines, RBF networks, 
decision trees, etc.

However, an extreme point may lie exactly on a regression line, or be a long way
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on the correct side of a classification boundary, but in either case, be so far removed 
from the rest of the data that it should be regarded as an outlier. The SOR algorithm 
would not reject these points, and neither would Tax and Duin’s classifier instability 
method [125]. Combining one of these techniques with a nearest-neighbour method 
might improve the results.

5 .3 .7  S equentia l ou tlier  rejection  for feature se lec tio n

Rather then iteratively removing the least well modelled data point, we could remove 
the least well modelled feature. Consider the algorithm shown in Figure 5.2. We 
start with a data set, X ,  which is an n  x m matrix, with n  records and m features. 
We temporarily remove one data point, and use the remaining data to estimate the 
“missing” value. By repeating this for every data point in %, we can produce an n x m 
matrix of errors, E. This measures how consistent each point is with the rest of the 
data. If we sum these values along each row, giving n scores, and choose the largest, 
we can reject outlying data points as before, i.e. the point that is least consistent with 
the others. But if we sum each column, given m scores, we can measure how consistent 
each feature is, with respect to the rest of the data. Columns with large sum error 
scores correspond to features that are poorly modelled by the remaining features. This 
provides us with an alternative wrapper method for evaluating features (Section 2.3).

If one feature cannot be predicted by the remaining features, it does not necessarily 
follow that the feature is useless. In fact, given that strongly correlated features are 
redundant, we might want to remove those features that given the lowest errors, i.e. 
those features that can be predicted from the others.

W ith a linear regression model, this feature selection would be equivalent to the 
correlated based feature selection method, described in Section 2.3. However, a non
linear regression model, such as an RBF network, may reveal more complex feature 
redundancies. When we build a non-linear regression model, it makes sense to combine 
it with a non-linear feature selection method. Chapter 4 showed promised results using 
SOR, suggesting that further analysis is justified.

5 .3 .8  R ep lacem en t m achine learn ing m eth od s

Chapter 2 considered linear regression and RBF regression models. We could use many 
other regression techniques, such as support vector machines (Vapnik [132]), decision 
trees (Breiman [20]) or multi-layer perception neural networks (Bishop [15]). Given 
that the main problem with food design is the lack of data, it seems unlikely that these 
would produce substantially better results than the two approaches examined. These 
alternative methods all have many parameters to estimate, and that may require more
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Given data X, an n x m matrix, consisting of n records with m  fea
tures, repeat:

1 . for % = 1 . . .  n

2 . for j  =  1 . . .  m 

Define X ' = X  \  Xij 

Build model f ij  : X  -> Xij

3.

4.

5.

6 .

7. end

Calculate error, e{j =  {f {X' )  — Xij)"^

end

8 . Rejection feature j  =  max Se ,

Se.j is the sum of the column of e

Figure 5.2: Sequential Feature Rejection Algorithm

data than we have available. However, some methods provide alternative means of 
performing feature selection, such as decision trees, as we mentioned in Section 2.3.

Similarly, Chapter 3 compared two clustering techni(pies (A;-nieans and Caussian 
mixture models); these could be further compared with hierarchical models, fuzzy c- 
means clustering, graphical methods and so on (e.g. Everitt [42]). The different perfor
mances of these methods may reveal further information about the nature of clusters, 
following the discussion in Section 3.9.1. For example, many hierarchical clustering 
methods are know to be very sensitive to noise, although they may be otherwise useful 
for detecting outliers [42].

5.4 A lternative applications

In this section, we consider some alternative approaches to improving customer satis
faction, and therefore one hopes, sales of consumer goods. The intelligent systems used 
to aid food design could equally be applied to perfume design, clothes design and any 
other fast-moving consumer goods. Consumers’ preferences of these products could 
still be measured with the same sort of preference panel used in food studies. Sensory 
panels could also be retained, albeit in different forms (e.g. replacing flavour and odour 
for food, with material and cut, for clothing). In the following sections, we move away 
from preference panels and sensory panels, to discuss alternative forms of consumer 
goods design.
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5.4 .1  M ass cu sto m isa tio n  o f consum er goods

“Mass customisation” refers to the mass production of a product (with the beneficial 
economies of scale) combined with some level of customisation (to maximise customer 
satisfaction). One example is buying a new car: having chosen the make and model, 
customers then choose whether to have air-conditioning, a sunroof, alloy wheels, and 
so on, in sharp contrast to Ford’s maxim quoted in the introduction (Section 1.2.1),

Suppose that with the packaging of a processed food product there was a brief ques
tionnaire with questions such as “was the product too salty?” or “was the product sweet 
enough?” The consumer ticks the relevant boxes and returns it to the manufacturer. 
A batch of the product is then produced which more closely matches this consumer’s 
preferences. One box is then delivered to the consumer’s local food retail outlet, ready 
for them to collect next time they go shopping.

Of course, the profit margins on new cars arc rather larger than those on foods; 
consumers will “happily” pay an extra few hundred pounds for a customised car, but 
would balk at paying that much for a tin of baked beans. But given that mass customi
sation has been applied to children’s toys (customers can choose doll’s hair colour and 
skin tones from www.Barbie.com) and clothing (such as personalised Nike trainers), 
perhaps food is the next area. In fact, simple examples of customised food are already 
available. Customers can choose the colour of “M&M” chocolates, and Hershey’s of
fer chocolates with personalised messages. The next logical step is surely customised 
recipes.

5.4 .2  C o llab ora tive  filterin g  for food

One aspect of data mining that has grown with tin*, iïiternet is collaborative filtering, 
also known as recommender systems. Service providers, such as Amazon.com, maintain 
a database of the preferences of a number of people using the system, and use this to 
make predictions for new (or existing) users. The preferences are usually stored as votes, 
which can be either implicit (e.g. frequency of purchases) or explicit (e.g. expressed a 
like or dislike of the product), equivalent to the direct and indirect measurement of 
preferences outlined in Section 1.4.2.

Breese at al. [18] give an empirical comparison of several such methods, applied to 
television, film, and web site preferences, which are typical applications of collaborative 
filtering. The same idea could be applied to food recommendations. Suppose Mr. John 
Doe likes both Granny Smith’s and Cox’s Orange Pippins apples. A second consumer 
is known to like Granny Smith’s, so (lacking further information) we may predict that 
this person will also like Cox’s Orange Pippins. One danger of this approach is making 
too many false-positive predictions, leading to customer dis-satisfaction. Nonetheless, 
this approach has been applied by retailers with some success, so application to man
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ufacturer’s seems sensible.

5.5 D ata  gathering

In this section, we propose improvements to the data gathering process. Preference 
panels are composed of untrained consumers, who will suffer from taste-fatigue if pre
sented with too many samples. The resultant data set will always be limited in size 
therefore.

Sensory panels are trained and used over a period of time, and so don’t tend to suffer 
from taste-fatigue. This means that they can be presented with many more product 
samples than the preference panels. This would provide us with many more unlabelled 
records, which would improve the semi-supervised learning models, as discussed in 
Section 2.11.5 and in the Appendix A.3. The results in these sections show the potential 
benefits of using unlabelled data, although further research is required to estimate how 
much extra is useful.

As we discussed in Section 2 .1 2 , accurate models can be built more easily when 
only a small set of features are available. We therefore suggest that sensory panels are 
encouraged to select fewer features than is currently the norm. This would ease feature 
selection, and allow more accurate regression models to be built. It would also make 
better use of the expertise present in these panels.

5.6 C onclusions

In Chapter 1 , we noted that there are many paths through the food design process 
(Section 1.5). In this chapter, wo have considered several alternative paths by treating 
products, consumers and drivers in different ways, while using the same statistical and 
machine learning methods described in Chapters 2-4. We have now also been considered 
several further approaches, and further related applications. Given the complexities 
of food data, and of the food industry, the possibilities are endless. Several of the 
techniques proposed in this chapter are also applicable to more general data analysis, 
such as applying SOR to regression (Section 5.3.6), and the alternative “fuzzy” Rand 
index (Section 5.3.3). People will always want food, and manufacturers will always 
face strong competition, so it is vital that manufacturers continue to improve design 
methods. The results presented in Chapters 2-4 merit the further analyses proposed 
in this chapter.
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Chapter 6

Conclusions

6.1 C hapter sum m ary

In chapter one, we defined the context of this work as being the overlap between 
intelligent systems, product design, and the food industry. The goal was stated as the 
development of intelligent systems appropriate for food design, and a comparison of 
such systems with more conventional statistical approaches.

In chapter two, we argued that feature selection and regression should not be sep
arated. The linear and non-linear regression models were found to be very similar in 
performance, with the best feature selection being a stochastic search combined with 
cross model validation. We introduced novel semi-supervised approaches for feature 
selection and to build regression committees. We showed that selecting features from 
a large initial set can lead to overfitting and very poor generalization.

In chapter three, we described why clustering preference data was necessary, and 
compared two common algorithms: A:-means clustering and Gaussian mixture models. 
We described two approaches to estimating the number of clusters present, namely 
information criteria — and the minimum description length principle, in particular 
— and cluster consistency. We argued that the former depends heavily on our pre
suppositions about the data, such as what shape Gaussian components we should use. 
The latter is more robust, in the sense of making fewer assumptions about the data, 
but may not be useful in cases where very few clusters exist. A non-linear preference 
map was introduced, and shown to perform at least as well as the more common linear 
preference map, which is based on (linear) PGA. A combination of clustering and 
regression was used to compare clustering algorithms, and solutions, with respect to 
their ultimate usefulness. A novel use of the consistency of clustering solutions was 
shown to be effective at estimating the number of clusters present.

In chapter four, we described several sources of outliers in preference data, and 
argued that these records should be removed before clustering is performed. We intro
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duced a sequential outlier rejection algorithm, and compared this with existing tech
niques. A further study applied sequential outlier rejection to regression, and showed 
a trade off between modelling a few consumers very accurately, and modelling many 
consumers less accurately.

In chapter five, we discussed several potential areas of work, including alternative 
approaches to intelligent food design, and alternative applications of the methods de
scribed in this thesis. We also proposed improvements to the data gathering process 
that would enable better use to be made of the expertise of the trained sensory panel.

6.2 C onclusions

Overall, we have argued that the very small data sets that typify food design studies 
create special problems for the analyst in several areas:

1. Selecting too many features, and so building too complex a regression function;

2 . Selecting too many or too few, clusters, and so failing to capture a broad range 
of preferences; and

3. Identifying too many or too few outliers, by making false parametric assumptions. 

With varying degrees of success, these can be overcome with, respectively:

1 . Cross model validation, semi-supervised feature selection, or semi-supervised en
semble regression ;

2. Information criteria, cluster consistency analysis or predictive accuracy; and

3. A stepwise non-parametric outlier detector (SOR).

Although the regression results are inconclusive, the fact that non-linear models 
often outperformed linear models reinforces our assumption that consumer preferences 
are non-linear. The lack of sufficient data may explain why linear models sometimes 
outperform the non-linear ones. The use of additional unlabelled data has been shown 
to be a useful enhancement to the small labelled sets, both for regression and for feature 
selection. At most 3-4 features were found to be useful in each regression model, and 
often as few as 1 - 2  features.

Cluster analysis suggests that preference data consists of overlapping clusters. This 
indicates that there is an underlying model of consumer preferences expressed in terms 
of latent variables, which is partially revealed through the preference data. Depending 
on the product in question, typically around 3-8 clusters were found.
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Outlier detection within preference data does not yield definitive answers, but the 
results suggest that we should treat around 1 0 -2 0 % of the preference records as outliers. 
These panellists should be ignored in subsequent analysis.

Combining these data analysis techniques allows us to develop simple models that 
capture most consumers’ tastes with reasonable accuracy across a range of products. 
Future data gathering should encourage the sensory panel to consider as many products 
as possible, which would improve semi-supervised modelling, and to select as few sen
sory features as possible, which would ease feature selection and increase the accuracy 
of the regression models.

6.3 C ontributions

Sem i-supervised feature selection A method to combine unlabelled and labelled 
data during feature selection, to prevent too many features being selected (Section 
2 .8 .1).

Sem i-supervised ensem ble learning A method to combine unlabelled and labelled 
data to build regression ensembles, shown to be superior both to supervised en
semble methods and to semi-supervised non-ensemble methods, when very limited 
labelled data is available (Section 2 .1 1 ).

C onsistency in clustering A method which uses the consistency of solutions to es
timate when the correct number of clusters has been identified (Section 3.8).

Sequential outlier rejection A method for identifying outliers in clustering solu
tions, which allows estimation of the number of outliers, as well as identifying the 
outliers themselves (Section 4.6).
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A ppendix A

Experim ental details

This appendix gives technical and implementation details about the experiments de
scribed above. All code was implemented in Matlab (version 5) and executed on a 
standard Pentium II PC.

A .l  Feature selection  and regression  

A . 1.1 R adia l basis fu n ction s

We describe RBF networks used for regression in Section 2.2.2. The implementation 
used is based on the Netlab software [90], a Matlab toolbox. The algorithm combines 
the EM algorithm to place Gaussian basis functions, and linear regression to calculate 
the output weights. The basis functions are spherical, with a variance equal to the 
square of the largest distance between the centres. Thus all the basis functions are the 
same size and shape. The EM algorithm was limited to 50 iterations. In most cases, 
convergence happened well before this time, and even when the EM algorithm had not 
converged, the continuing changes were extremely small.

Unless otherwise stated, the RBF networks had five hidden nodes. In some feature 
selection experiments, an RBF network with zero inputs (features) was required. In 
this case, the results quoted are actually from a linear regression model with no inputs, 
producing a constant output value. This is equivalent to an RBF network with zero 
inputs and zero hidden nodes.

A .1.2 S im u lated  annealing

We described simulated annealing for feature selection in Section 2.4.3. The represen
tation used is a simple binary representation, with one bit for each possible feature, set 
to T ’ if the feature is present, and ‘0’ if absent. The temperature schedule used is a
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simple geometric decay, such that T„+i =  aTn (Rayward-Smith et al. [103, p.9]). In 
this work, n  =  0.995 and Tq =  1.

Each (potential) step is defined by a selecting a bit to flip from a uniform random 
distribution. This corresponds to adding or removing a single feature. The change in 
error and the current temperature are then to decide whether to actually take the step 
or not, as described in Section 2.4.3. When constrained to using a fixed number of 
features (during cross model validation, for example), two bits with opposite values are 
randomly selected and both are flipped. This corresponds to replacing one feature with 
another.

A . 1.3 S em i-su p erv ised  featu re se lec tio n

We described semi-supervised feature selection is described in Section 2.5.2. The “ADJ” 
procedure is defined by Schuurmans and Southey [116], and we summarise it here: 
Define d{hk^hi) as the distance between two hypothesis and hi estimated using the 
imlabelled data. Define d{hk-,hi) as the same distance estimated using the labelled data. 
Define d{hi,PY\x) the estimated distance between hypothesis hi and the underlying 
distribution P y\x: using the labelled datah

1 . Given a sequence of increasingly complex hypothesis (regression models), ho, h i ,

2. For each hypothesis hi, find the worst ratio of labelled and unlabelled distance 
estimates to some predecessor h^ {k < I) and multiply the estimated distance to 
the target by this

d{hk,hi)
d { h i , P Y \ x )  —  d { h i , P Y \ x ) ------ .— -

d{hk,hi)

3. Choose the hypothesis hn with the smallest adjusted distance d{hi,PY\x)

A .2 O utliers in n-dim ensional G aussians

It is well known that on average, 95% of the data drawn from a one dimensional 
Gaussian lies within 1.96 standard deviations from the mean e.g. [28, p.123]. As we 
increase the number of dimensions, this constant term rises. In principle, the exact 
function relating the number of dimensions to this width factor could be derived by 
integrating to find the area under the Gaussian curve. In practice, given that we only 
need the scores for a few values, we can estimate these empirically, by sampling from 
an n-dirnensional Gaussian and calculating how close to the mean 95% of the data lies.

'Note that we cannot estimate the error without knowing the labels.
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Table A.l lists the estimated values for up to 30 dimensions. Each value was estimated 
from each of 50 samples of 100,000 points, and the mean estimate taken. These values 
are used in Section 4.6.6. These empirical values are not perfectly accurate: the first 
value should be 1.960, and is estimated as 1.961, but this is close enough for our 
application of outlier detection.

Dimension Width factor Dimension Width factor
1 1.961 16 5.131
2 2.447 17 5.246
3 2.793 18 5.372
4 3.081 19 5.481
5 3.326 2 0 5.608
6 3.550 2 1 5.713
7 3.750 2 2 5.817
8 3.936 23 5.933
9 4.118 24 6.039
1 0 4.276 25 6.134
11 4.430 26 6.237
1 2 4.584 27 6.328
13 4.738 28 6.425
14 4.862 29 6.519
15 5.001 30 6.614

Table A.l: Estimated Gaussian width factors

A .3 Further SSEL results

In Section 2.11.5, we considered the effect of varying the number of labelled and unla
belled records on the accuracy of semi-supervised ensemble learning, using the Boston 
Housing data.

Table A.2 shows the results when using the “auto-mpg” data set also available from 
the UCI repository [16]. This shows a similar pattern to the Boston Housing data 
results, with SSEL outperforming supervised bagging, only when limited labelled data 
is available. Given 80 labelled records, SSEL performs worse than supervised bagging; 
SSEL is reliably better only when less than about 50 labelled records are available.

Table A.3 shows the results of the same experiments using the “Abalone” data set, 
also available from the UCI repository [16]. The goal is to predict the age of abalone 
(a marine snail) given information about the shell diameter, weight, length etc. The 
results show that SSEL outperforms supervised bagging, even when a relatively large 
labelled set is available (up to and including 80 records).
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Labelled set size
Unlabelled 
set size

1 0 2 0 30 40 50 60 70 80

0 177.075 1.452 0.877 0.781 0.678 0.680 0.653 0.620
2 0 1.467+ 0.715+ 0.710+ 0.664+ 0.652+ 0.651 0.619+ 0.618
40 2.269+ 1.297 0.679+ 0.670+ 0.651+ 0.642+ 0.641 0.620
60 2.256+ 0.759+ 0.713+ 0 .6 8 8 + 0.651+ 0.651 0.644 0.637-
80 3.155+ 0.753+ 0.722+ 0.700+ 0.685 0 .6 6 8 0.648 0.639-
1 0 0 1.126+ 0.762+ 0.730+ 0.712+ 0.692 0.673 0.667 0.661-

Table A.2: Comparison of SSEL errors; single RBF model errors; and correlation 
between SSEL error and size of unlabelled data set, when using Auto-mpg data with 
varying labelled and unlabelled record set sizes, ‘-f’ indicates a significant improvement 
compared with 0  unlabelled records; indicates a significant worsening compared with 
0 unlabelled records; both according to a one-tailed i-test with p < 0.05.

Labelled set size
Unlabelled 
set size

1 0 2 0 30 40 50 60 70 80

0 19.146 5.294 3.231 3.770 3.102 2.975 3.066 3.099
2 0 4.773+ 2.993+ 3.087 3.018 3.017 2.698+ 2.682 2.628+
40 5.440 2.930+ 3.006 2.752+ 2.705 2.733+ 2.765 2.695+
60 4.584+ 3.088 2 .8 6 8 2.779+ 2.770 2.742+ 2.590+ 2.706+
80 5.303+ 3.088+ 2.859 2.863+ 2.705 2.676+ 2.676 2.687+
1 0 0 4.795+ 3.448 3.004 2.850+ 2.931 2.720+ 2.762 2.601+

Table A.3: Comparison of SSEL errors; single RBF model errors; and correlation 
between SSEL error and size of unlabelled data set, when using Abalone data with 
varying labelled and unlabelled record set sizes. ‘-I-’ indicates a significant improvement 
compared with 0  unlabelled records; indicates a significant worsening compared with 
0 unlabelled records; both according to a one-tailed t-test with p < 0.05.
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