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Abstract

The theme of this thesis is the design and the analysis of control mechanisms that allow the 

bandwidth sharing properties of the best effort Internet to be changed in a well-defined and 

predictable manner. We focus on end-to-end mechanisms, where the end-points are user agent 

processes running on the hosts. In a conscious attempt to minimise the dependencies on routers 

and opt for simplicity and scalability the routers maintain the traditional First Come First Serve 

(FCFS) service discipline. Meanwhile, the end-points are allowed to select from a predefined 

range of classes with certain control parameters, which carry specific weights and are known to 

have proportional bandwidth sharing capabilities.

Using a deterministic, discrete-time model, we first study the feasibility of such a dis

tributed control scheme, derive the parameter relationships necessary for optimal control and 

prove system stability. Then we provide an analysis of system efficiency and weighted fairness 

for a range of control parameters and class populations. Furthermore, packet level simulations 

and real network experiments with appropriately modified congestion control in the Transmis

sion Control Protocol (TCP), showed that strict weighted fair bandwidth sharing is possible in 

practice between connections competing simultaneously for bandwidth in the same end-to-end 

network path but for a limited range of proportional weights and only under modest congestion 

conditions.
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Chapter 1

Introduction

The demand for Internet services is essentially demand for information transmission. Internet 

users generate streams of traffic (flows of data packets) that run across the network between a 

source and a destination (end-points) sharing the transmission capacity of the links they traverse 

with flows generated by other active users.

This thesis is about the rules o f interaction between these flows and the mechanisms which 

operate either at the end-points (hosts) or inside the network (routers), determining how the 

transmission capacity (bandwidth) is being shared. It studies how and to what extent these rules 

and mechanisms (algorithms and protocols) can be modified to generalise the established forms 

of equitable bandwidth sharing, enabling service and ultimately price discrimination. However, 

beneath the details of the mechanistic proposals, there is usually a fundamental disagreement as 

to what the network design philosophy should be [1]. The goal of this Chapter is to clarify the 

architectural principles and describe the context in which the work in the following Chapters is 

relevant.

1.1 Internet Architecture Goals and Design Decisions

The Internet is a global interconnection of networks using packet switching technology based 

on the Internet Protocol (IP) which (in conjunction with the routing protocols) provides end- 

to-end connectivity without offering reliability or performance guarantees and by making no 

assumptions about the underlying transmission technologies of the interconnected networks 

[2]. Although the Internet became widely known in the 1990s, the technology was built in the 

late 1960s  ̂ while the major design decisions were made in the early 1970s and remain largely 

unchanged to this day.

The Internet design philosophy [3] was based on the assumption of an unreliable network

'Then known as the ARPANET project, funded by the U.S Department o f Defence Advanced Research Project 

Agency.
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layer, the adoption of the best effort service model, the decentralisation of control for efficient, 

flexible and robust operation and implicitly the lack of discrimination and the equitable band

width sharing achieved by end-point cooperation,

1.1.1 Bandwidth Sharing

The term bandwidth is one of these terms in communications engineering that is used in many 

different contexts. In computer networks, bandwidth is used with respect to a link, as a measure 

of its information-carrying capacity, synonymously to the term bit-rate or the capacity of the 

link. At the application level, bandwidth or throughput is the bit-rate of the virtual end-to-end 

network pipe, connecting two communicating end-points (processes running on hosts). Using 

the plumbing analogy, bandwidth is commonly understood as the “width of the information 

pipe” [4] where the “ends” of the pipe may be the ends of a physical link or the points of 

attachment to the network, of two communicating end-points.

Indeed, one of the major goals of the Internet architecture, that is central to this thesis, 

was to allow the sharing of the bandwidth and hence the cost, of expensive long-distance com

munication lines used for remote access to expensive computing resources The other important 

design goal was the survivability of the routing between the connected sites and the mainte

nance of connectivity in the event of link or gateway failures in the case of a nuclear attack by 

the former Soviet Union. The only case for disruption of the network service would be the a 

total network partitioning and a mesh-like interconnection of networks was considerably less 

susceptible to nuclear annihilation than the star or tree-shaped topologies of the telephone net

work. In a way this requirement re-enforced the requirement for flexible bandwidth sharing on 

long-distance links between different sites.

1.1.2 Best Effort Service Model

The Internet operates on what is known as the best effort service model. The service model is 

the description of the service offered by the network and documents the commitments that the 

network makes to the users that request service. It describes a set of end-to-end services and 

it is up to the network to ensure that the services offered by the links along a path combine 

meaningfully to support the end-to-end service.

The best effort Internet delivers the packets injected into it without committing to any 

quantitative (or absolute) Quality of Service (QoS) bounds. These QoS or performance bounds 

can be the number of packets delivered per second {throughput), how long it will take for 

a packet to be delivered {end-to-end delay), how many packets out of 100 will be delivered 

{packet loss rate) or the variance in the end-to-end delay between subsequent packets {jitter).
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In fact it can be a combination of any or all of these metrics.

The best effort service has no formal specification and it is rather specified operationally; 

packet delivery should be the expectation rather than the exception. This loose definition of 

packet delivery service incorporates extremely different traffic conditions and service qualities. 

Moreover the original Internet architecture made the assumption that all packets are treated 

without discrimination  ̂ and that the bandwidth is shared equitably among the currently active 

users.

From this loose definition of Internet’s packet delivery service it follows that the qual

ity of service delivered to a user is determined not only by the network itself but also by the 

transmission behaviours and the number of the other users that are simultaneously active in the 

network, resulting in complete lack of isolation and protection In principle this is due to the 

lack of methods for regulating access and usage of network resources (admission control and 

accounting), except from the limitations of the access link bandwidth. Consequently packets 

can be delayed waiting in queues because the network is busy serving other packets or even lost 

because buffer space in a router has been exhausted. The network tries to forward all packets 

as soon as possible but does not make any quantitative assurances about the delivered quality of 

service.

1.1.3 Decentralisation of Control

Another key aspect of the Internet design philosophy was the decentralisation of control. This 

can be thought as a natural consequence of the assumption of an unreliable network service; 

all the intelligence required for reliable data transfer, bandwidth sharing or application specific 

tasks is concentrated at the end-points while the network is unaware of application-specific 

details. This design allows flexibility and innovation without tying the network to any specific 

applications. It is exactly the opposite philosophy of that of the telephone network where all 

the intelligence is built in the telephone company’s equipment. This design principle is widely 

known as the “end-to-end argument" which states that application level functions, should not 

be implemented inside the network because

“the function in question can completely and correctly be implemented only with 

the knowledge and help o f  the application standing at the end-points o f the com

munication system” [5]

^The Type O f Service (TOS) field in the IP header which allows hosts to state preferences o f maximise through

put, minimise delay or minimise loss on a per packet basis has been almost universally ignored in operation.

^What the economists call negative externalities.
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The argument was articulated in the early 1980s and has largely shaped the Internet architecture 

by assuming cooperative endpoint behaviour, in other words the end-points are both capable 

and willing to coordinate (control) their actions in order to achieve (among other things) desir

able resource allocation outcomes.

1.2 Challenging the Original Design Decisions

Despite the undeniable success of the Internet, its original design principles are now challenged 

by the changing requirements. The Internet has become more commercial, more oriented to

wards the consumer and used for a wider range of purposes [6]. As a result there has been 

criticism of

• the best effort service model, due to the lack of service guarantees and the potentially 

disruptive degradation of service,

•  the notion of non-discrimination and equitable bandwidth sharing, due to the intrinsically 

different valuation of Internet service that different users may have and

• the end-to-end argument, due to the lack of trust to the end-point behaviour and the grow

ing importance of third parties (Internet Service Providers, governments) which interpose 

themselves between the communicating end-points.

The QoS requirements of the emerging real-time multimedia applications, generally could 

not be met in the best effort service model [7]. Thus, enhancing the Internet architecture to 

provide QoS has dominated network research and standardisation efforts in the 1990s.

The Internet Engineering Task Force (IETF), undertook two major efforts in order to en

hance the services offered by the Internet. The first attempt was to develop a new service model 

called the Integrated Services Architecture (IntServ) [8] which provides end-to-end QoS capa

bilities on a per flow basis. The model involves two traffic classes; the controlled load class 

for applications that are able to adapt to whatever service is available from the network and the 

guaranteed service class for real-time applications which require firm QoS guarantees in order 

to be usable. The IntServ model suffers from scalability and manage-ability problems and it has 

not been widely adopted by the Internet Service Providers (ISPs) despite the fact that several 

router vendors implemented IntServ in their products.

The most recent IETF attempt is the Differentiated Services Architecture (DiffServ) [9] 

which standardises the Per Hop Behaviours (PHBs) (router mechanisms) as functional blocks 

from which end-to-end services can be built, without describing though how these services can 

actually be constructed. DiffServ’s objective is to provide statistical QoS guarantees for traffic
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aggregates, as opposed to individual flows, and it makes the fundamental assumption that the 

Internet will continue to be dominated by best effort traffic.

Ideally, there would be a number of end-to-end QoS options with the highest possible 

guarantees that exactly match individual application requirements at any given time, between 

any two end-points across the network without any deterioration in the perceived QoS and at a 

price that almost everyone would be willing to pay.

However, the heterogeneity of the interconnected networks, the bursty nature of data traf

fic, the diversity of user and application requirements and all experiences from the Internet so 

far, suggest that such an ideal network might not be feasible or in fact not even required. This is 

re-enforced by the fact that even guaranteed QoS is not a panacea. Resources have always been 

finite and it is well known that even reservation capable networks which offer guaranteed QoS 

to admitted users can have high blocking rates, when the demand grows beyond certain limits 

for a given level of provisioning. Thus providing guaranteed QoS in the Internet has proven to 

be not only an extremely complex task but quite a controversial one too.

1.3 The Future of Best Effort Internet

It has been realised that the service of a best effort network is as good as its provisioning. 

Indeed, one of the most important reasons behind the Internet success has been the fact that 

the network has generally been well-provisioned so that the service has not deteriorated as the 

demand has been growing. Despite the fact that the level of service can be significantly variable 

and degradation is always a possibility, the best effort service proved tremendously successful 

for data traffic. Data traffic is very important, today it accounts for the vast majority of the 

Internet traffic and there are no indications that this will stop being the case anytime in the near 

future. It has also been demonstrated in practice that many popular applications (including voice 

and video) are able to adapt ^ to different network conditions by changing their transmission 

rate, using different coding techniques.

There is no doubt that the existing IP technology can provide satisfactory service at the 

expense of higher levels of provisioning which imply lower network utilisation. Thus, the 

problem of QoS provision far from a technical one is to a great extent an economic one this 

reality will certainly shape future Internet developments.

Clearly, overhauling the Internet’s architecture in a way that balances engineering 

and commercial concerns is a thorny problem, and one that even the Internet’s most

"^Within limits ultimately imposed by the human perception capabilities.

^Complexity and scalability o f  router mechanisms vs. the feasibility o f over-provisioning.
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gifted wizards have so far been unable to solve. But nothing less than the Internet’s 

ability to support and promote innovation is at stake. The demise of the end-to-end 

principles that have served the Internet so well would be a tragedy: users might 

find themselves fenced off within “walled gardens” of content, and the emergence 

of hitherto unimagined new applications might be stifled. Were that to happen, the 

last decade of the 20th century might come to be seen as an all-too-brief golden 

age of openness and innovation that was fatally undermined by short-termism and 

greed. ’’What worries me more than anything is: are there business models that can 

ensure that the net can support itself?” says Dr Cerf. “If it can’t sustain itself, it 

will go away. And I don’t want it to go away, because it’s so much fun.” [10]

One of the assumptions made in this thesis is that what is today known as “the Internet” will 

continue to exist as a global best effort network suitable for the majority of the so called elastic 

applications, which can tolerate service variation due to changes in the levels of competing 

network traffic. This development will further increase the value of the best effort Internet 

service and will limit the applicability of guaranteed QoS service models to corporate intranets 

and virtual private networks (VPNs). This thesis explores the possibility to provide service 

differentiation without compromising the original Internet architecture of which essential part 

is the best effort service model.

1.4 Differentiation and Price Discrimination in the Best Effort Ser

vice Model
Despite the formally unspecified quality of the existing best effort Internet service, it is undis

puted that there are network users (customers or end-points) with a higher valuation of the ser

vice. These network users demand higher end-to-end throughput and are willing to pay higher 

prices than others. This trend has been observed in the market for broadband access; for higher 

access link bandwidth which eliminate the first (or last) hop bottleneck. Nevertheless, broad

band access is only a partial answer to the problem of differentiated Internet services because it 

is not a network-wide or end-to-end solution. There are many cases, even for residential users, 

in which the bandwidth o f  the access link is not the bottleneck. Hence there is space in the 

market for offering “accelerated” data transfer or differentiated services to those users willing 

to pay higher prices. There are plenty of economic arguments in support of price discrimination 

induced by differentiated services, in brief differentiated services are important to

1. the customers because they give them the freedom to tailor their individual service re

quirements to their particular time and budget constraints and
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2. to service providers (ISPs) because then they can use differential pricing (or price dis

crimination). This is a very common business practice, which, according to leading 

economists, serves a useful social purpose by making the economy more efficient (see 

[11] and references therein).

Thus differentiated services are seen as desirable in any commercial network; however they are 

still not sold in the marketplace for reasons that are both economic and technical. The Internet 

offers limited service (and therefore price) differentiation only in the scope of different access 

link bandwidths.

“To offer differentiated quality requires the design and testing of economically 

viable alternatives to the flat-rate pricing model adopted by virtually all Internet 

Service Providers (ISPs). It also requires to package such a service in forms that 

users can purchase, provide the means for users to express their demand, signal 

the network to provision the requested quality, and generate accounting and billing 

records.” [12]

Service differentiation has almost exclusively been treated in a network-centric, quantitative 

QoS context which would offer different service classes with guaranteed levels of the QoS pa

rameters (bandwidth, delay or loss). The network-centric approaches (see Figure 1.1(b)) have 

been motivated mainly by the dominant trend in network research during the 1990s accord

ing to which the end-points can no longer be trusted [1] [13] and borrows heavily from the 

telecommunications model. It requires router mechanisms that partition network capacity in 

classes and overlooks the fact that network-wide, end-to-end scalable bandwidth sharing in the 

Internet has been achieved through the adaptive transmission algorithms which operate at the 

end-points.

As a result the spatial scope of such network-centric DiffServ models is likely to be limited 

due to the requirements for extensive traffic engineering, coordination between the routers and 

maintenance of compatible policies across different administrative domains.

Differentiation by special packet treatment inside the network seems to be rather uneco

nomic because the end-points have access to cheaper processing technology than the network. 

Thus endpoint-based solutions are not only worthy of investigation but they are more likely to 

provide viable business cases for the future.

An apparent limitation of a pure endpoint approach is that guaranteed QoS is not possible 

without support from the network simply because a user cannot mandate other users’ behaviour. 

On the other hand nothing in principle prevents differentiation in a best effort service network
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and this is very important given the potential of a well-provisioned best effort network. Despite 

the fact that non-discrimination in packet treatment and equitable bandwidth sharing among dif

ferent users were implicitly assumed in the original Internet architecture, service differentiation 

and best effort service are conceptually orthogonal.

Beyond the quantitative (or absolute) differentiated services an alternative model for dif

ferentiated services is the qualitative or relative differentiated services [14], According to this 

model there is a well-known order of classes and the network simply guarantees that higher 

classes will provide deterministically better QoS than lower classes; users with specific QoS 

requirements dynamically search for the minimum class that meets their requirements.

1.5 Class-based vs. Flow-based Differentiation

Both in the relative service differentiation model and the IETF DiffServ architecture the gran

ularity of the network user is intentionally coarse. The IntServ architecture attempted to define 

the user at the lowest possible granularity as the flow between a sender and a receiver. In the 

IntServ model, service coordination is the responsibility of the end-points, accounting is centred 

around the flow while the DiffServ model distinguishes only between flow aggregates belonging 

to classes ignoring the total number of flows in each class. On the other hand IntServ requires 

per flow state in the routers while this was intentionally avoided in DiffServ. These considera

tions are mainly due to the fact that router modifications may be complex to implement and they 

may also suffer from scalability problems and therefore will almost certainly have deployment 

problems. The goal is to achieve per flow relative bandwidth differentiation without per flow 

state in the routers. Although the mainstream approach is to define the classes using different 

queues in the routers as in Figure 1.1(b), in this thesis we examine class-based, relative band

width differentiation between flows and define the classes on the basis of different transmission 

control parameters as shown in Figure 1.1(a). The classes should provide consistent or at least 

predictable, relative bandwidth shares, regardless from the traffic and user population dynam

ics. Also the number of classes (available transmission control behaviours or number of queues 

depending on the approach) should be sufficiently large to satisfy the widest possible range of 

requirements.
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Figure 1.1: Two approaches to Service Differentiation.

1.6 Thesis Outline

This thesis is organised as follows; in Chapter 2 we provide an overview of the problem of 

Internet congestion control, we focus on the m echanism s used in the Transmission Control 

Protocol (TCP), discuss the requirement for cooperation and the issue of fairness on the premise 

that fairness should not necessarily imply non-discrim ination and equal bandwidth sharing, 

arguing for weighted max-min fairness.

In Chapter 3 we use the single resource, determ inistic, dynamical system model sim ilar 

to that in [15], in order to study the appropriate param etrisation of the Additive Increase M ul

tiplicative Decrease (AIM D) distributed control strategy so that the optimal operating point of 

the system is efficient and weighted fair. We analyse the basic properties of the system based on 

heterogeneous A IM D  controls, the role of class population diversity and population dynamics 

to system convergence properties.

In Chapter 4 we use the results o f the AIM D model and explore by simulation the 

param etrisation of T C P congestion avoidance so that its bandwidth sharing properties can be 

generalised in a weighted fair manner. Using sim ulations we provide a detailed performance 

analysis o f T C P { a ,  b) over a wide range of traffic conditions.

Chapter 5 is devoted to the experimental analysis o f the M ulTCP algorithm [16], which 

modifies both TC P slow-start and congestion avoidance in an attempt to multiply by a given 

factor the average throughput compared to the throughput achieved using the standard conges

tion control m echanism s. In Chapter 6 we summarise the contributions of the thesis and suggest 

possible directions for future research.
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Finally in the Appendix A we discuss the idea of centralised class-based control (CCB) 

using a dynamical system model similar to the distributed control model in Chapter 3 in which 

the controller responsible for the weighted fair sharing operates at the resource itself. Cen

tralised control implies router mechanisms therefore not only is likely to suffer from scalability 

and spatial limitation problems but also in most cases the distributed control scheme performs 

better. We also briefly discuss how router mechanisms can be extended in order to provide per 

flow weighted fair bandwidth sharing without the requirement for per flow sate.



Chapter 2

Internet Congestion Control Mechanisms

The performance perceived by an Internet user is determined not only by the network resources 

but also from other users’ “consumption” of these resources. The Internet is an inherently 

congestion-prone system due to the uncoordinated resource sharing and the lack of isolation 

and protection between its users. Congestion may have detrimental effect on the overall system 

operation thus the goal of this Chapter is to provide an overview of the problem, the preventive 

mechanisms and their underlying principles as well as a discussion of the cooperation and 

fairness issues that arise in distributed resource allocation problems.

2.1 The Problem of Congestion

The state of sustained network overload where the demand for network resources is close to or 

exceeds capacity is called congestion. Network resources, namely link bandwidth and buffer 

space in the routers, are both finite and in many cases can be still expensive. Sources that 

are transmitting simultaneously can create a demand (arrival rate) for network resources that is 

higher than the network can handle at a certain link. It is possible that several packets arrive 

at a router simultaneously and need to be forwarded on the same output link. Clearly, not all 

of them can be forwarded at the same time; there must be a service order and in the interim 

adequate buffer space (memory) must be available to provide temporary storage for the packets 

still awaiting transmission. Traditionally Internet routers have used the First Come First Served 

(FCFS) service order, typically implemented by a First In First Out (FIFO) queue, and drop 

from tail at buffer overflow as their queue management strategy. The buffer space in the routers 

offers a first level of protection against the increase in the traffic arrival rate. However if the 

situation persists, then the buffer space is exhausted and the router has to start dropping packets.

Nagle [17], first pointed out that the problem of congestion cannot be solved by introducing 

“infinite buffer space” inside the network; the queues would then grow without bound, and the 

end-to-end delay would increase. Moreover when packet lifetime is finite, then the packets
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coming out of the router would have timed out already and been retransmitted by the transport 

protocols. In fact, too much buffer space in the routers can be more harmful than too little, 

because the packets will have to be dropped only after they have consumed valuable network 

resources.

Network congestion has several undesirable consequences; it can cause high packet loss 

rates, increased delays, it can even break the whole system by bringing it to a state known as 

congestion collapse. This is a state where any increase in the offered load leads to a decrease 

in the useful work done by the network (the area beyond the “cliff” in Figure 2.1) The threat 

of congestion collapse dates back to the early days of the Internet (then ARPANET) and it can 

take several forms.

In 1984 Nagle [18] also reported on congestion collapse due to TCP connections unnec

essarily retransmitting packets that were either in transit or had already been received at the 

receiver. This form of congestion collapse (also known as “classical congestion collapse”) is 

a stable condition that results in throughput that is only a small fraction of the normal. As 

predicted, this phenomenon occurred several times in 1986-87 with a large number of sites 

experiencing simultaneous slowdown of their network services for prolonged periods. At that 

time BBN, the firm maintaining the Internet backbone, responded to the collapse by providing 

additional link capacity but this can only be a short term fix.

Another form of congestion collapse is the one from undelivered packets', in this case 

bandwidth is wasted by delivering packets that will be dropped before they reach their final 

destinations. Compared to the “classical” congestion collapse, this form of congestion collapse 

is not a stable condition but one that can be reversed if the offered load is reduced. Other forms 

of congestion collapse reported by Floyd [13] include fragmentation-based congestion collapse 

in which the network transmits fragments of packets that will be discarded at the receiver since 

they cannot be re-assembled into a valid packet, and congestion collapse from stale packets in 

which the network carries packets that are no longer wanted by the user (because the transfer 

took so long for instance).

2.2 Congestion Control Concepts

Congestion can be avoided at the expense of lower resource utilisation, but on the other hand 

having underutilised resources is often undesirable. However, congestion and under-utilisation 

are the two extremes of the operating spectrum for a shared resource (link, network). Clearly a 

regulating procedure is required that is defined with respect to the level of resource utilisation 

(efficiency or throughput). Congestion control is the process of maintaining the resource at an
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Figure 2.1: Congestion Control phases; throughput as a function of the offered load on a single 

resource.

operating region close to its capacity (circled area, “knee" in Figure 2.1) while allowing it to 

recover from a potential congestion incident. Thus congestion control has two phases

•  congestion avoidance when the system operates about the “knee" , where a further in

crease in the offered load does not lead to a notable increase in throughput,

•  congestion recovery when the state of the system is between the “knee" and the “cliff” ; 

congestion has already occurred and the load on the resource should be decreased to avoid 

collapse (from which recovery might be impossible)

Feedback Congestion Control

A controller is responsible for changing the input to a system and observe the corresponding 

output in order to change the input to the system again if that is necessary. The goal is to 

choose the input as a function of the observed output so that the system state conform s to 

some desired objective, provided of course that the system state can be observed. The entire 

Internet architecture was founded on the concept that all flow related state should be kept on the 

hosts [3J and therefore the congestion control functions were implemented mainly there. The 

basic principle is that upon detection of congestion the sources should inject more slowly their 

packets into the network. The end-host flow adjustm ent is the response to a control loop which 

attem pts to match the source’s sending rate to the rate that corresponds to the appropriate share 

o f the bottleneck link bandwidth. However, congestion is a state of the network and therefore 

the routers must be able to indicate that the network is (or is about to become) overloaded, this 

constitutes the feedhack  in the control loop. The feedback mechanism is used for notifying 

the sources about network congestion or the appropriate sending rate is and involves both the
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routers that generate the congestion signals and the receiver host(s) that propagate the signal to 

the source.

The feedback from the network and the response from the source are the foundations of 

Internet congestion control. Given the infeasibility of a centralised authority for rate allocation, 

they are very important because they not only maintain system operation in the high throughput 

low delay area but they also facilitate decentralised bandwidth sharing. Due to the elastic nature 

of data traffic, bandwidth sharing in the Internet is achieved by accepting traffic from all sources 

and degrading throughput upon detection of congestion instead of using admission control as 

the telephone network.

2.3 Feedback

Closed-loop congestion control schemes and overall network performance rely heavily on feed

back. In a environment where bandwidth is shared a source in the absence of feedback would be 

clueless as to what to do with its sending rate and the network would become unstable, unfair 

and either congested or under-utilised. Feedback involves information about the state of the 

network so in principle it should originate from the network and ultimately be delivered to the 

sender. The sender receives feedback either directly from the network or from the network via 

the receiver. There are two types of feedback: explicit and implicit.

2.3.1 Implicit Feedback

Implicit feedback requires the hosts to be responsible for monitoring the performance of their 

own transmissions (delay, loss) for indications that will let them infer the state of the network 

and determine their appropriate sending rate, although it is debatable how accurately this can 

be derived. The most common form of implicit feedback signal is packet drop and has been 

traditionally used by Internet routers. However, packet drop is not necessarily an indication 

of congestion, for instance in error prone wireless links. Other methods of implicit feedback 

involve the observation of the rate at which packets emerge from the bottleneck [19] or the 

measurement of the change in end-to-end delay as the transmission rate changes [20].

The advantage of implicit feedback is simplicity in the routers; routers are left to focus only 

on packet forwarding and do not have to calculate and produce an appropriate feedback signal. 

However, the scheduling mechanisms must be known to the end-hosts for implicit feedback to 

be useful, otherwise the observed performance may be misleading and not accurately describe 

the actual congestion state of the network. For instance with FIFO scheduling an increase in 

the rate may lead to an increase in the observed throughput although queues may have already 

started building up and the total delay has increased.
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2.3.2 Explicit Feedback

In principle explicit feedback can be in the form of congestion notification or rate indication. 

Due to the limitations in the information that can be carried in protocol headers explicit feedback 

can be binary (in its lowest granularity : “congestion experienced”) or multi-valued (usually 

limited to a small number of values: “how much congestion has been experienced”). In the 

case of binary feedback the appropriate operating point for the transmission rate is discovered 

through an iteration process of network feedback and host adjustments. The explicit feedback 

methods proposed for TCP/IP networks are the ICMP Source Quench messages and Explicit 

Congestion Notification (ECN) [21] an idea that first appeared in the DECbit scheme [22].

The ICMP Source Quench message is sent by the IP layer of a host or router to throttle 

back a sender in case the host/router runs out of buffers or throws datagrams away [23]. ICMP 

Source Quench is very rarely used in the Internet and the current feeling is to deprecate this 

message because it consumes bandwidth at times of congestion and is generally an ineffective 

and unfair fix to congestion [24] [25].

In the ECN feedback scheme the router uses an active queue management mechanism 

(described in a later Section) in order to set a bit {Congestion Experienced bit) in the IP header 

of a packet when it detects incipient congestion. The receiver copies this bit into the header of 

the acknowledgement packet and the flow control mechanism at the sender is responsible for 

adjusting its transmission rate based on a certain algorithm.

Explicit rate indication [26] is another method of explicit feedback in which the switches 

perform rate allocation and the calculated rates are explicitly communicated back to the sources 

(via the receiver) as information in the packet headers; this method has been used in ATM 

networks but not in the Internet.

Explicit feedback implies extra mechanisms in the routers but on the other hand provides 

more quantitative control information that can be valuable for the adjustment process and it is a 

proactive rather than reactive approach to congestion control since it is based on packet marks 

as opposed to packet drops.

The algorithms used for detecting congestion and for triggering the generation of feedback 

are part of the buffer and queue management in the routers. They are discussed in the following 

Section before discussing the actual end-to-end congestion control procedures.

2.4 Buffer and Queue Management Mechanisms

An IP router has a number of ports (network interface cards) connected to transmission links 

and a mechanism to route and forward packets; transfer a packet from the port it arrives to the
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appropriate output port and transmit it on the link. Due to uncoordinated bandwidth sharing 

Internet traffic can be quite bursty, thus routers require buffer space (memory) on their ports to 

absorb these packet bursts and transmit them in subsequent silence intervals.

Nevertheless since buffer space is finite it can be exhausted causing packet loss when the 

arrival rate of the traffic exceeds link bandwidth for sufficiently long time. Even if the buffer 

space were infinite, that would not have solved the problem; Nagle [17] observes that a datagram 

network with infinite storage, FCFS scheduling and finite packet lifetimes (based on the TTL 

field in the IP header) under overload conditions will drop all packets.

The role of buffer management is to determine how the buffer space is shared between the 

different flows that traverse the gateway and in particular those flows that use the same output 

interface. There is a wide variety of possible strategies for buffer allocation, static or dynamic 

and based on different criteria, number of flows, current or past bandwidth allocation and buffer 

occupancy. The two most popular buffer management schemes are shared buffer pool and per

il ow buffer allocation. There are more sophisticated ways for allocating buffer space and are 

mostly influenced by router design and implementation issues.

With shared buffer pool buffers are used in a first come first use basis and there is clearly 

no protection between the flows since one flow can occupy all the buffers and starve all other 

flows by simply sending fast enough. Due to its simplicity and implementation efficiency this 

scheme is found in most Internet routers today.

On the other hand per flow buffer allocation protects the flows from each other by keeping 

track of buffer utilisation and dropping packets based on the buffer occupancy level of each 

flow. This is considered expensive and it cannot scale in terms of processing power to meet the 

requirements of large number of flows in the backbone routers.

The larger the maximum allowed queue length is, the larger is the size of burst that can 

be absorbed without dropping packets. However it is obvious that long queues in the routers 

increase end-to-end delay. Delay is a very important performance measure for many applica

tions therefore maintaining in steady state short queues results in higher throughput and lower 

end-to-end delay while a high maximum queue limit can be useful for absorbing occasional 

large bursts of packets.

The role of queue management is to control the length of the queue and potentially which 

flows occupy it, by selecting which packets to drop after deciding when this is appropriate. 

Queue management mechanisms are orthogonal and complementary to buffer management 

(which determines the number of queues per output interface; aggregate/class based or per-flow 

queues). Since a packet drop has traditionally been interpreted by TCP as congestion indica
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tion, thus the queue management mechanism is also the place where the feedback to the source 

originates by either dropping (or marking in the case of ECN) packets. In a congestion situ

ation where the offered load persistently exceeds link bandwidth and the sources do not react 

uniformly to congestion the queue management discipline has a stronger impact on bandwidth 

sharing than the scheduling discipline itself [27]. There are generally two options for managing 

a queue at a router that correspond roughly to congestion recovery and congestion avoidance.

2.4.1 Queue Management for congestion recovery

Traditionally Internet routers have managed the queues at their links (almost always one queue 

per output interface) by setting a maximum length for each queue, accepting packets until the 

maximum length is reached and then dropping subsequent incoming packets until space be

comes available in the queue. This method is known as tail drop because packets arriving at the 

end of the queue (the tail) are dropped when the queue is full. Tail drop has served the Internet 

well for years but has two serious disadvantages; it sustains full queues and it can cause lock-out 

due to traffic phase effects, we describe these two problems in turn. Tail-drop by nature sig

nals congestion via packet drops very late (only when the queue overflows) and this allows the 

queue to maintain a full (or almost full) status most of the time. With tail-drop routers it is also 

possible to introduce global synchronisation in the network because when a queue overflows 

packets from several sources are often dropped and all these sources reduce their transmission 

rate simultaneously and their control actions become synchronised. This can lead to reduced 

link utilisation (if there are intervals when the queue is empty) or lock out phenomena (flow 

segregation) where a few sources monopolise queue space preventing others from getting in 

[28].

Discrimination against some of the flows is exacerbated by the fact that traffic sources 

in datagram networks can be periodic in nature (from flow control protocols based on round 

trip times like TCP, to real time audio and video applications). Control theory suggests that 

periodicity can have strong non-linear interaction with deterministic control mechanisms in the 

gateways.

Besides tail-drop another deterministic queue management mechanism that gets triggered 

on buffer overflow is drop-from-front. The gateway drops the packet from the front of the queue 

upon arrival of a new packet. Lakshman et al. [29] have shown that this method improves the 

performance of TCP by allowing the congestion indication signal to reach the sender faster than 

waiting for the full queue to be transmitted first. It also prevents lock out and improves fairness 

because dropping a packet from the front of the queue leads to a loss distribution that follows 

the buffer occupancy among connections at the instances when the queue is full.
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It has been realised that global synchronisation and lock out phenomena can be avoided by 

introducing randomisation in the network. One such discipline is the random drop where the 

gateway randomly selects a packet to drop from the queue when a new packet arrives at a full 

queue. The intention of this discipline is to notify those users whose traffic contributes more to 

the congestion of the router. The intuition behind this is that a packet randomly and uniformly 

selected from all incoming traffic will belong to a particular flow with a probability proportional 

to the bandwidth share of that flow on that gateway. Random drop gateways are reported [30] 

to achieve improved fairness for the late starting connections and slightly improved throughput 

for connections with longer RTTs. However, the operation of randomly selecting a packet to 

drop can be computationally expensive.

2.4.2 Active Queue Management for congestion avoidance

The last two strategies described above solve the problem of lock out but they do nothing to 

solve the problem of full queues. This happens because they do not react to congestion fast 

enough but only after congestion has occurred. In other words they are congestion recovery 

mechanisms rather than congestion avoidance.

The solution to the full-queues problem can come only if routers take measures to prevent 

congestion before it happens and this can be achieved by dropping packets proactively rather 

than reactively. This proactive approach is called active queue management and allows routers 

to control which packets to drop and when this should happen in order to avoid congestion. 

Moreover, this approach need not necessarily use packet drops (the traditional method for con

gestion notification) but can also mark a packet and notify the source to reduce its rate. The 

mark can consist of setting a bit in the packet header or some other method understood by the 

transport protocol.

The primary goal of active queue management is congestion avoidance but there are other 

goals; avoid global synchronisation, eliminate the bias against bursty traffic, maintain upper 

bounds on router queue sizes even in the presence of non-cooperating flows, penalise aggressive 

flows, reduce the number of packet drops and provide lower-delay interactive service [31]. 

It was also hoped that it would be able to eliminate the bias against long RTT connections, 

although this bias proved to be an artifact of the TCP window increase and decrease algorithm 

rather than due to the gateway queue management discipline.

Random-Drop although originally conceived as a congestion recovery mechanism, is also 

proposed for congestion avoidance by initiating the dropping of packets when congestion is 

anticipated instead of only when the queue becomes full. This enhanced version is called Early 

Random Drop (ERD) The intention is that the drop rate (rate at which randomly and uniformly
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selected packets get dropped) is derived from the level of congestion at the gateway that is 

inferred from the number of packet arrivals between drops. A requirement for any congestion 

avoidance scheme is congestion detection. This was implemented in the simplest form by a 

static threshold in queue length although more elaborate measures like exponentially weighted 

moving averages or link utilisation have been proposed. The control interval is chosen in terms 

of packet arrivals and the drop probability is fixed. An appropriate number of random variables 

are drawn in the packet range corresponding to the control interval and these random numbers 

(uniformly distributed) are used to drop packets as they arrive by counting. Early Random Drop 

gateways are certainly an improvement over Drop-Tail because they alleviate to a great extent 

the problem of flow segregation. However they are not sufficient for providing fair bandwidth 

allocation and cannot successfully contain aggressive sources [32]. ERD gateways are also 

biased against bursty traffic (like Drop Tail) and this bias occurs because the contents of the 

queue do not necessarily reflect the average traffic.

Given the shortcomings of ERD gateways a new mechanism was proposed by Floyd and 

Jacobson called Random Early Detection (RED) [33]. RED gateways attempt to drop (or mark) 

packets sufficiently frequently to control the average queue length and avoid the biases de

scribed above. The RED mechanism works as follows; the router detects incipient conges

tion by computing the average queue length (qavg) and always enqueues packets as long as 

Qavg < m inth  where m inth  is a preset minimum threshold. When mirith < Qavg < rnaxih the 

average queue length exceeds mintfi but is below another preset maximum threshold maxth, 

then arriving packets are dropped (or marked) with a certain probability (pdrop) proportional to 

the average queue length. When qavg > maxth  then the router always drops the packet.

The mechanism allows the average queue length to be kept low but occasional bursts can 

pass through unharmed. Furthermore during congestion the probability of marking a packet 

from a particular flow is roughly proportional to the bandwidth share of that flow. There are 

two distinct algorithms operating in a RED gateway:

• the average queue size qavg computation which uses a low pass filter (exponentially 

weighted moving average) of the instantaneous queue size q each time a packet arrives

Qavg ~  (1 ~  '^q)Qavg “h "̂ qQ

where Wq is 0.002 (averages the queue length over about 500 packet arrival times) and 

determines the degree of burstiness that will be allowed.

•  the algorithm for calculating the packet marking probability which determines how fre-
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where jhnax is the maximum dropping probability.

RED is the most prominent and widely studied active queue management mechanism and 

addresses successfully the problems found in its predecessors. However, it is very difficult 

to parametrise RED in order to perform well under different traffic conditions. In almost all 

studies the parameter settings are based on heuristics and the proposed configuration is suitable 

only for the particular traffic conditions studied. It is possible that the performance of a RED 

gateway to approach that of drop-tail gateway for a given set o f  configuration parameters and 

traffic conditions. Feng [34] proposes a self configuring (adaptive) active queue management 

mechanism which effectively reduces packet loss rates and maintains high network utilisation 

across a wide range of tr affic conditions.

Selecting which packets will be dropped is a very powerful mechanism that enables the 

gateway to implement sped  he resource management policies, making active queue manage

ment a key mechanism for the differentiated services Internet, as it has been proposed by Clark 

[35]. This is aiso backed by the widespread behef that mechanisms like W FQ scheduling or any 

form of per-flow queueing does not scale with the number of flows, the bandwidth o f  the links 

and the processing power and memory requirements of the routers in the core of the network, 

although this requires further investigation.

2.5 End-point Response
The host response requires a decision function  that decides how the feedback information is 

being interpreted, a cerXmn frequency o f  control; how often the source decides to adjust the rate 

at which injects packet into the network and a control function  determines how the transmis

sion rate is adjusted. Moreover the end-to-end network path properties (available bandwidth.
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delay, loss) must be considered as well as on the nature of the feedback signal which has to 

be predictable and have well-defined semantics, otherwise end-host flow adjustments would be 

meaningless. A problem is that the appropriate bottleneck service rate becomes known to the 

source after a delay and the new rate takes effect at the bottleneck only after another delay. 

The precision of the control loop determines performance; if the queue at the bottleneck link is 

empty, then throughput will be less than the maximum. If there are always packets in the queue 

then the link will never be idle, but if the queue size grows beyond a limit then packets will start 

being discarded. Also the output of the system (the rate of the flow as seen at the receiver) does 

not depend only on the actions of that particular flow but also on the actions of all other flows 

sharing the same path.

Closed-loop congestion control schemes can track the changes in system state by observing 

the output of the system, thus they are adaptive and suitable for dynamic network environments 

where the target sending rate fluctuates. Closed-loop schemes can be window-based in which 

the source indirectly controls the transmission rate by modifying the number of packets sent but 

not yet been acknowledged (the “window”) or rate-based in which the source every time it sends 

a packet it sets a timer with a timeout value equal to the inverse of the appropriate transmission 

rate and transmits the next packet when the timer expires. In the two schemes the potential 

damage to the network is constrained in different ways but window-based schemes are easier to 

implement because they do not require a fine-grained timer which is hard to implement in non- 

real time operating systems. Moreover window-based schemes are more robust to estimation 

errors because not only they control the transmission rate but also the number of packets in the 

network which is important for stability. Therefore window-based schemes are viewed as more 

desirable than rate-based schemes, although this may be controversial.

2.6 TCP Congestion Control

The Transmission Control Protocol (TCP) [36] is the de facto standard reliable transport proto

col in the Internet today accounting for almost 90% of all packets according to measurements. It 

provides reliable, in-order, byte-stream delivery between two communicating end-points (pro

cesses) that access the transport protocol through the Sockets interface. TCP uses byte-sequence 

numbers and cumulative acknowledgements (ACKs) for reliability; it transmits in segments that 

are contiguous sequences of bytes delimited by the start and end sequence numbers and their 

maximum length, the maximum segment size (MSS), is negotiated during the connection setup 

phase. An ACK from the receiver carries a certain sequence number and indicates that all bytes 

up to, but not including, that sequence number have been successfully received.
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2.6.1 Error Control

TCP recovers from lost packets by retransmitting the corresponding missing segments, it infers 

packet loss using :

A timeout mechanism', the TCP sender maintains a retransmission timer and if it does not 

receive an ACK for new data within a certain timeout interval it retransmits the missing data. 

The timeout interval is referred to as rto (retransmission timeout) and is computed as rto  — 

s r t t  + 4:*rttvar where s r tt  is the smoothed round-trip time, an exponentially weighted moving 

average filter (EWMA) of the connection’s round-trip time (RTT) and r ttv a r  is the mean linear 

deviation of the the RTT computed using a similar EWMA filter. The maintenance of the timer 

can have serious performance implications; small values for the timeout interval may cause 

unnecessary retransmissions, duplicate packets in the network and unnecessary throttling of 

the sending rate. On the other hand remaining idle for too long waiting for the retransmission 

timer to expire may unnecessarily slow down the flow of data. The round-trip time calculations 

and the management of the retransmission timer are discussed in [37] [38] and the current 

specification for computing the rto  is given in RFC 2988.

The reception o f three duplicate ACKs', a single packet loss causes the TCP receiver to send 

duplicate ACKs to the sender as segments after the lost one are received. The sender waits for 

three duplicate ACKs (to account for possible packet reordering inside the network) and then 

retransmits the missing segment without waiting for the retransmission timer to expire. This 

algorithm is called Fast Retransmit and enhances performance compared to simple timeout- 

based loss recovery.

2.6.2 Flow Control

TCP uses adaptive, window-based flow control for controlling demand on the receiver’s bot

tleneck resources (memory and processing power). The receiver advertises to the sender the 

available buffer space and the sender can transmit up this amount of data before having to wait 

for a further window update from the receiver. This amount of data is called the send window 

(snd-wnd) and it is calculated as the minimum of the sender’s buffer size and the receiver’s ad

vertised window. Since the minimum time between successive receiver window updates is one 

RTT it turns out that the send window is the maximum amount of data that can be transferred 

in one round-trip time. Thus in order to achieve maximum efficiency by completely utilising 

the bandwidth B  (bytes I  sec) that is available in a network path with average round trip time 

R T T  (sec), TCP should have a send window that is no smaller than the bandwidth-delay prod

uct of the network path; snd jw nd  > B  x r t t  , otherwise the connection is window-limted', 

its throughput is restricted by the end-points and not because of network congestion. How
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ever, if TCP were allowed to inject into the network a full snd-w nd  amount of data there is a 

high probability (especially for large snd jw nd  values) that many packets from the initial burst 

would be dropped due to transient congestion that caused the queue(s) to overflow in the routers. 

Therefore TCP required enhancements in its flow control in order to cope with the problem of 

network congestion. These enhancements are known as TCP congestion control and its basic 

principles are summarised below.

2.6.3 Congestion Control

TCP starts conservatively by sending a modest amount of data that have a higher probability 

of reaching the receiver successfully and continues by probing the network for additional ca

pacity by injecting more data as long as there are no signs of congestion; upon detection of 

congestion the sending rate is dropped so that the network can recover and then the probing for 

additional capacity is resumed. TCP has made the assumption that all packet losses are due to 

network congestion and that is the reason why congestion control is closely coupled with error 

control. Since there is no predetermined data transfer rate the adaptive process described above 

is essential because it allows TCP to sense an increase or decrease in the available bandwidth 

for as long as the flow is active. Eventually TCP throughput (the sending rate) will oscillate 

around the true value of the available bandwidth, this is called the equilibrium or steady state 

throughput.

Congestion control is implemented using an overriding modifier of the flow control, send 

window (snd-wnd), called the congestion window (cwnd) that is the limit on the amount of data 

the sender can transmit into the network before receiving an acknowledgement, and a combina

tion of cwnd adjustment and retransmission algorithms. At any given time the TCP sender must 

ensure that the number of unacknowledged bytes does not exceed mm{cwnd, sndjw nd) (the 

minimum of flow control and the congestion windows). Therefore since theoretically there is 

no upper limit on the cwnd value, the maximum number of bytes that can be outstanding in the 

network is ultimately limited by the value of sndjwnd which in turn limits maximum average 

throughput to ^ . The 16-bit field of the window size in the TCP header imposes an upper 

limit of approximately Q4: K bytes  per RTT despite the fact that the communicating end-points 

may have arbitrarily large send and receive buffers. The window scaling option, introduced in 

RFC 1323 [39], effectively increases the size of the window field to 30-bits while transmitting 

the 16 most significant bits. This option permits TCP to operate over high speed networks with 

large bandwidth delay products.

In our study we assume that the transfers are not limited by the receiver side advertised 

window, i.e the sndjwnd is sufficiently high, so that the number of unacknowledged bytes is
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Figure 2.3: The TCP congestion window adjustment algorithm.

determined exclusively by cwnd. Therefore when comparing the (instantaneous or long term 

average) throughput of connections with approximately similar RTTs, the ratio of their (instan

taneous or long term average) cwnd values equals the ratio of their corresponding throughputs.

2.6.4 Slow Start, Congestion Avoidance, Fast Retransmit and Fast Recovery

The foundations of TCP congestion control are the four intertwined algorithms developed by 

Jacobson the Slow Start, Congestion Avoidance, Fast Retransmit and Fast Recovery [38], [40]. 

These algorithms are mandatory requirements for all Internet hosts [41] and they are currently 

specified in RFC 2581 [42].

When a connection starts (or re-starts after being idle for a period of time longer than the 

retransmission timeout interval) it performs the slow start algorithm. The cwnd is initialised to 

one segment and it is opened by one M S S  per received ACK that acknowledges new data (new 

ACK in Figure 2.3). TCP does not use a timer to pace its transmissions, instead it uses incoming 

ACKs as a clocking signal for the transmission of new data segments, this is the so called TCP’s 

self-clocking property. Assuming that the receiver acknowledges every packet, slow start leads 

to an exponential growth of the cwnd since two segments are sent for every received ACK; 

one segment is sent because the ACK denotes that a packet has been successfully received 

(principle of conservation of packets) and one more in order to open the congestion window by
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one segment in an attempt to quickly discover and utilise all the available bandwidth.

The exponential growth of the cwnd cannot be sustained indefinitely; either losses will 

occur from which the connection must recover using one of the error control mechanisms de

scribed above or a certain threshold called the slow start threshold (ssthresh) is exceeded. This 

threshold serves as a memory of the point where network congestion may be anticipated and 

is initially set to an arbitrarily large value. After cwnd exceeds ssthresh, the connection enters 

the congestion avoidance phase in which cwnd increases linearly by one segment for each suc

cessfully transmitted window of data (each RTT) or by (bytes) per received ACK.

In case packet loss is detected through the reception of three duplicate ACKs the Fast Retrans

mit algorithm is used followed by Fast Recovery, ssthresh is set to half the value of the current 

cwnd and cwnd is inflated and set to three segments greater than the value of ssthresh to account 

for the segments already buffered at the receiver and each additional duplicate ACK inflates the 

cwnd by one M S S .  When an ACK that acknowledges new data (new ACK) is received then 

cwnd is set back to the value of ssthresh and TCP enters the congestion avoidance phase. If the 

retransmission timer expires the ssthresh is set to half the value of cwnd at the time of loss, cwnd 

is set to one M S S  and the connection performs slow start. The event-based cwnd adjustment 

algorithm is shown in Figure 2.3.

2.6.5 Congestion control and application types

TCP is used for reliable data transfer mainly in two application areas; i) in interactive appli

cations like telnet and rlogin which require small packets to be sent on demand, ii) in reliable 

bulk data transfers (e.g. Mail, Web, FTP). The congestion control algorithms described above 

are relevant in the case of bulk data transfers. Although the interactive, low volume, small 

packet traffic from applications in the first category can also cause congestion, especially when 

the network delay increases (WAN case), this small packet congestion is addressed by the com

monly referred to as the Nagle Algorithm described in RFC 896 [18]. This congestion control 

mechanism inhibits the TCP sender from transmitting additional small segments while there are 

outstanding unacknowledged small segments. This algorithm can dramatically reduce network 

congestion at the cost of increased jitter (inter-arrival time variation).

This thesis concentrates on large volume data transfers, resulting in long lived packet 

streams (flows) between two communicating end-points (unicast) and the long term (or steady 

state) throughput.
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2.7 Game Theoretic Aspects of Internet Congestion

Historically the problem of congestion has been approached from different viewpoints; using 

queueing theory, control theory and recently by applying economic principles, game theory in 

particular. These practices started gaining in popularity recently. The Internet can be viewed as 

a “free public resource” since there are no explicit admission control and bandwidth allocation 

procedures. In principle a source can transmit as fast as the capacity of its access line permits, 

consuming bandwidth that would otherwise be available to other sources. Free public goods 

are known to shift towards a state where demand grows beyond supply; in the network case 

this translates into sustained congestion and service degradation. In economics this paradigm is 

known as the tragedy o f  the commons. Solutions to the tragedy of the commons problem fall in 

three categories [17] :

Cooperative solutions in which the players agree to be well-behaved. They are adequate for 

small numbers of players where “cheating” on behalf of a player is usually obvious to 

the others, but they tend to break as the number of players increases making mutual 

agreement and monitoring impractical.

Authoritarian solutions require enforcement of rules and penalty in case one of the players 

breaks the rules. They are effective when behaviour of other players can be monitored 

but tend to fail when the definition of good behaviour is subtle something that also applies 

to cooperative solutions.

Market solutions are applicable in certain cases when the rules of the game can be changed (e.g 

price changes) and are known to be quite effective in situations where the players have 

different valuations for the resources involved. The problem with market-type solutions 

is the scope of the market {locality). Particularly for end-users the scope of interaction 

is not well defined, since they do not know whom they are competing against in order to 

engage in some form of trade. Market solutions are a relatively new direction in dealing 

with Internet congestion and requires further investigation.

The Internet architecture addressed the problem of bandwidth sharing by adopting a cooperative 

solution; the use o f  homogeneous end-to-end congestion control and its incarnation was TCP’s 

congestion control.

Although few would argue that the actual TCP congestion control mechanisms served the 

Internet remarkably well and formed the basis for its survival and success, it should not be 

overlooked the fact that TCP congestion control owes a great part of its success to its universal
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deployment, in other words to cooperation. The methods used for detecting and responding to 

congestion signals in addition to being efficient (in throughput terms) they were also invariant 

throughout the network. The resulting homogeneity in congestion responses from the end-hosts 

was sustainable because the Internet used to be a small interconnection of networks, operated 

by a technically knowledgeable community which agreed to be cooperative (or well-behaved) 

by adhering to informal rules about congestion control and the use of Internet services. Also 

the host operating systems were mainly UNIX variants and this allowed the “standard” TCP 

congestion control algorithms to be universally deployed.

Recently, the network research community has informally codified what constitutes coop

erative congestion control behaviour in the definition of TCP friendliness. Flows or transport 

protocols generating flows are considered to be TCP-friendly if “their long-term throughput 

does not exceed the throughput of a conformant TCP (flow or protocol implementation) under 

the same conditions” [13].

There have been several efforts in the direction of analytically describing TCP throughput 

with the standard congestion control mechanisms as a function of the loss rate and the average 

round trip time [43] [44] [45] . At the day of this writing the most widely used TCP model 

is the model by Padhye et al. [46] which offers the possibility of defining a “fair share" or 

a “TCP-friendly throughput” for a flow interacting with a TCP connection without using the 

standard TCP congestion control procedures, by incorporating the effects of the timeout mech

anism in TCP throughput as an improvement over previous models. In the Padhye model, TCP 

throughput is computed by the formula

Throughput = min(  j = ------------- ------ t = ------------------ ) (2.1)
R T T  j i T T y J ^  +  To m in (l, ^ ^ ) p ( l  +  32p2)

where Wmax is the maximum flow control window size (snd-wnd), Tq is the retransmission 

timer interval (RTO ), b is the number of packets acknowledged by each ACK and p  is the 

packet loss probability given that the previous packet is not lost. The model makes several 

simplifying assumptions in order to make the problem mathematically tractable. The packet 

losses within a round are assumed to be correlated while losses in different rounds are assumed 

independent. The RTT is independent from the current window size, the fast retransmit is not 

being modelled and the duration of slow start phase is considered negligible compared to the 

overall duration of the connection.

Although the TCP throughput, as predicted by Equation 2.1, is the de facto metric for com

paring the bandwidth acquisition properties of other congestion control schemes, the definition 

of TCP friendliness remains weak. This happens not only because there are already several
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TCP variants with widely different performance characteristics (e.g. SACK TCP [47]) but also 

because the same average loss rate can affect throughput in different ways depending on the 

actual distribution of packet losses and as a result TCP can exhibit quite complex behaviour not 

necessarily captured by the model.

Recent studies have proved that the interaction even between cooperative TCP congestion 

control processes can produce in certain configurations simple and in others very complex be

haviour. TCP congestion control is potentially chaotic, exhibiting nonlinearity, determinism, 

sensitivity to initial conditions and unpredictability all of which are properties of chaos [48].

Furthermore even when protocol implementations are well behaved, applications can still 

use them in a socially sub-optimal manner. For instance applications may open multiple con

nections to the same destination, as it has been the case in the past with some popular web 

browsers. Thus the granularity of a “user” for fairness and congestion control purposes is an 

important issue which has not been addressed in the IETF although the general consensus seems 

to be towards that of a source/destination host pair being the most appropriate grouping for the 

definition of a network user from the router perspective.

Nevertheless, non-cooperative {ox misbehaving) users (i.e. users transmitting more aggres

sively than the standard TCP rules prescribe) can capture more bandwidth, degrade the service 

delivered to cooperative users and in general threaten the stability and operation of the entire 

system. The Internet architecture provided neither prevention mechanisms nor incentives for 

adopting cooperative congestion control behaviour. Moreover, users do not have information 

about the behaviour of other users against whom they are competing for their bandwidth share 

at the bottleneck link(s), therefore building the right incentives is not an easy task. With First 

Come First Serve (FCFS) scheduling and shared buffer pool in traditional Internet routers, the 

output link bandwidth is allocated according to the queue occupancy distribution. There are 

no incentives for users to decrease their transmission rates; the more packets they manage to 

get in the queue the higher their perceived throughput will be. Non-cooperative users are even 

implicitly rewarded by receiving a larger fraction of bandwidth than they would have received 

by being cooperative.

Despite these shortcomings the Internet survived and flourished, mainly because there 

were only a few TCP implementations available and because the traffic was dominated by TCP 

and therefore was subject to the built-in congestion control. However there are signs that this 

is now changing with the proliferation of real time and streaming traffic from multimedia ap

plications. This type of traffic unlike the elastic data traffic cares less for reliability and more 

for constant sending rate and low jitter thus it uses the User Datagram Protocol (UDP) a light
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weight transport protocol without built-in congestion control procedures.

Nagle [17] first realises the game theoretic implications of the router scheduling disciplines 

and proposed a separate queue for each flow at the router and round-robin scheduling between 

the queues. In this fashion the flows that send at their fair share or less are rewarded by low 

delay and flows that send faster are penalised by increased delay. Shenker [1] assumes that users 

are greedy and that it is impossible to centrally mandate their behaviour. Scheduling disciplines 

in the routers in the form of Fair Queueing [49], would ensure that users always receive their 

fair share of bandwidth regardless from what other users are doing. In principle Fair Sharing in 

the routers is very effective because it provides isolation and builds the right incentives, ensures 

fairness and efflciency. However Fair Queueing mechanisms are rarely used in practice because 

they require the router to keep a separate queue for every flow passing through, including short

lived and flows that are idle for long time periods.

Floyd [13] proposes the use of penalty boxes which use queue management techniques 

in order to detect and penalise (restrict the bandwidth share) of unresponsive and “dispropor

tionately high-bandwidth flows” at times of congestion. It is also argued that the incentives for 

cooperative user behaviour can only come from the network itself making router mechanisms 

an inescapable necessity.

The solution of detecting and penalising non-cooperative users was realised from the early 

days of the Internet. Nagle in RFC 896 [18] suggests that the first hop router detects and 

disconnects a misbehaving host although it is acknowledged that such detection is a non trivial 

task because the definition of a well behaved host in terms of its externally observed behaviour 

is subtle.

From game theory it is well known that non-cooperative actions usually lead to suboptimal 

outcomes; a situation that is often referred to as the prisoner’s dilemma ’. In allocation problems 

specifficaly, when a subset of the users {players) adopts non-cooperative behaviour, creating a 

disadvantage for the others, the resulting allocation is unfair to the rest. On the other hand 

universal cooperation in an allocation problem results in what is often called a fair allocation. 

The following Section discusses the notion of fairness and argues that it is indeed an important 

property of any allocation mechanism.

2.8 The Concept of Fairness in Networking

The notion of fairness according to which “like cases require like treatment” is part of the 

mentality present in most cultures. In social philosophy this principle is called “Aristotelian” 

'Axelrod [50] discusses the necessary conditions for maintaining cooperation in a system as a stable state.
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or “Formal Principle” of Distributive Justice;

“Equals should be treated equally, and unequals unequally, in proportion to rele

vant similarities and differences” [51 ]

However there are no standard criteria for determining equality, inequality, relative similarities 

and differences, thus one can argue that fairness is rather an arbitrary concept based on personal 

opinion or according to some economists fairness is simply a “smoke screen of self interest”. 

Even under this criticism the concept of fairness cannot be dismissed and the reason is that 

fairness is important for policy  ̂making, and to this the evidence is overwhelming [53]. Policy 

makers must take decisions based on widely accepted {“fa ir”) principles although there is 

usually a range of legitimate principles and probably a lot of disagreement about the particular 

principle that is chosen.

Fairness issues typically arise in allocation problems when there are unsatisfied demands 

on behalf of the parties involved. When the demands of all the parties can be satisfied, then there 

is no problem for the policy maker, no need for trade off and no considerations for decisions 

that lead to a “fair” allocation of resources. These concerns apply to the case of Internet band

width sharing under congestion conditions, making fairness particularly relevant to congestion 

control.

The last few years there has been a lot of discussion in the network research community 

about the appropriate notion of fairness for bandwidth sharing. The debate is mainly centred 

around two issues; the notion of TCP friendliness and alternative notions of fairness derived 

from the application of economic models  ̂ to the problem of distributed bandwidth sharing. 

Distributed bandwidth sharing is facilitated by adaptive, end-to-end, transmission control pro

cedures. Due to the adaptive nature of these procedures, often there is no such thing as available 

bandwidth', the capacity of a certain link is almost fully utilised by the currently active flows and 

the newly arriving flows have to compete for what is perceived to be their “fair share” following 

well-specified (pre-programmed) transmission control strategies. The goal of these procedures, 

in addition to fully utilising link bandwidth, is to produce (at least in the medium to long term) 

fair resource allocations.

Despite the fact that there can be several definitions of fairness the networking community 

(both the IETF and the ATM Forum) considers as the most desirable notion of fairness that of 

max-min fairness (also known as the classical notion of fairness).

^Policy in the networking context is defined as the regulation o f access to network resources or services based

on administrative criteria [52]

'^Mainly proportional fairness through congestion pricing.
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Max-Min Fairness

The max-min rule is a widely used technique for resource allocation in cases where some users’ 

demand is smaller than others. Jaffe [54] informally defines a max-min fair allocation as one 

in which “each user’s throughput is at least as large as that o f all other users which have the 

same bottleneck”. A max-min fair allocation results as follows i) resources are allocated in 

increasing order of demand, ii) a user is never allocated a share higher than its demand, in )  all 

users with unsatisfied demands are allocated equal shares. It follows that from those users with 

unsatisfied demands no one can increase its share without decreasing the share of a user with 

an already smaller or equal one.

Formally, let I  be the set of users sharing a resource of capacity C  and x  =  >

0 and i e  I)  the vector of the allocations to each user. The vector x  is called feasible if the sum 

of the allocations does not exceed the capacity of the resource Yliei ^  G.

Definition 2.1 A vector o f allocations x  is max-min fa ir i f  fo r  any other feasible vector y  there 

exists a user j  such that yj > X j  implies that there exists user i such that yi < xi < X j .

The importance of max-min fairness is not arbitrary but it is a result of an optimisation 

under uncertainty argument; rational individuals that have to take decisions under uncertainty 

(having limited knowledge of their fate) tend to adopt what is called the max-min rule; “the 

greatest benefit for the least advantaged” simply because any individual may end up in the least 

advantaged position. This is also known as the “Rawls Difference Principle” [55].

The max-min fairness of bandwidth allocations can be examined macroscopically along a 

path (global view) or on a per link basis (local view). To translate from a locally max-min fair 

allocation to one that is globally fair, each flow should limit its bandwidth share to the smallest 

locally max-min fair allocation along its path, this is known to result in a globally fair allocation 

[56].

Proportional Fairness and other utility-based approaches

In networking research the notion of a utility curve is often used in investigations of the optimal

ity of resource allocation schemes. A utility curve is function, mapping the allocated resource 

(bandwidth) to the satisfaction that this offers (usually modelled with a real number in [0,1]). 

Let U{.) be a utility function, then \i x  < y (i.e. the allocation y is preferred to allocation x), 

then U{x) < U{y),  which means that f/ is an increasing function.

Kelly [57] formulates the bandwidth sharing problem as an optimisation problem where 

the objective is to maximise the sum of the utility functions of the active flows, using all the 

available bandwidth and maintaining a certain notion of “fairness” in the resulting allocation.
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Figure 2.4: Bandwidth sharing in a simple topology.

Using logarithmic utility functions for each How (the satisfaction of a user with a bandwidth 

share x  increases in proportion to log;/: ) the resulting solution tends to favour shorter flows 

(those that traverse smaller number of  links) over longer ones and is called proportional fa ir 

ness. Certain variables in Kelly’s model can be inteipreted in economic terms as shadow prices 

and loosely the network bandwidth is shared in proportion to how much the users are willing to 

pay.

Definition 2.2 A vector o f  allocations x  is proportionally fa ir  i f  it is feasib le  and i f  fo r  any other 

feasib le vector y  the aggregate o f  proportional changes is zero or negative J^ ie l

Massoulie and Roberts |58 | consider utility functions which maximise other objective functions 

such as the sum of the throughputs o f  all flows, or the sum of the inverse of the throughputs (po

tential delay minimisation) and demonstrate that there is a whole range of distributed bandwidth 

sharing policies.

M ax-M in and Proportionally Fair Allocations : an example

The allocations resulting from the two types of fairness described above are better illustrated 

with an example. In Figure 2.4 three flows share two links o f  unit capacity. Let the notation for 

the allocations to flows I, 2 and 3 be { x \ , X 2 XX:i), then the max-min fair allocations would be 

(^ ,  ^, ^) while the proportionally fair allocations would be (^ , | ,  ^). Assuming a logarithmic 

utility function for each flow, proportional fairness requires that the “ longer” flow 3 sacrifices its 

own utility (thus receiving a smaller share) for a greater sum of the utilities of all flows. However 

max-min and proportionally fair allocations are identical in the case of a single resource or in 

the case where each flow has a single bottleneck link.

Weighted G eneralisations

Fairness should not necessarily imply equitable allocation of the resource to all users with un

satisfied demands. Under a certain policy it is often legitimate not to consider all user demands
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as equally important and thus it may be justifiable to allocate more resources to some users than 

to others. Formally user i G I  is associated with a certain weight which reflects the relative 

right of the user to resource allocation.

Weighted Max-Min Fairness generalises the concept of max-min fairness for the case 

where users have different rights to resource allocation. The weighted max-min fair alloca

tions result as follows i) resources are allocated in increasing order of demand normalised by 

weight, ii) a user is never allocated a share higher than its demand, in )  users with unsatisfied 

demands are allocated shares in proportion to their weights. The definition is similar to the one 

used for max-min fairness but the allocations are replaced by the ratio Xi/wi.

Definition 2.3 A feasible vector o f allocations x  is weighted max-min fair for a given vector o f  

weights w  i f  for any other feasible vector y  there exists a user j  such that ^  ^  implies that

there exists user i such that ^
Wi  Wj  W j

Weighted Proportional Fairness generalises the notion of proportional fairness for the case 

where user allocations are influenced by the price per unit share a user is willing to pay (wi).

Definition 2.4 A feasible vector o f allocations x  is weighted proportionally fair i f  for any 

other allocations vector y  the weighted sum o f the proportional changes is zero or negative

Discussion

The primary goal of current congestion pricing proposals and the resulting proportional fair 

sharing is to make the end-points aware of the social costs of their actions. These costs are 

“internalised” in the prices the user is asked to pay but it is still hard for the end-points to infer 

and for the network to calculate these prices and communicate them to the end-points.

Often one of the arguments in support of proportional fair bandwidth sharing is the well- 

known TCP bias towards “short” flows; flows that traverse a smaller number of links (thus being 

exposed to potentially fewer losses) or flows with smaller round-trip times (because they update 

their window faster). However, the fact that proportional fairness results in allocations that 

favour such “short” flows, does not necessarily mean that TCP is proportionally fair. Moreover, 

due to the widely different propagation delays of the various links, the round-trip time cannot 

be used as an estimate of the number of links traversed by a flow.

Moreover proportionally fair shares depend not only on the number but also on the capacity 

of the links traversed by a flow. The reason why this approach might not be appropriate for the 

Internet is that the end user is usually unaware of the number of links traversed and the precise



2.8. The Concept o f  Fairness in Networking 48

congestion levels on those links, also it is rather uneconomic to enhance the routers to provide 

such information.

With proportional fairness a flow that passes through multiple bottlenecks sacrifices its 

own utility (receiving smaller bandwidth share) for a greater return in social welfare (the utility 

of all flows as a sum). The notion of the sacrifice of individual utility for the social welfare 

is also used to criticise utility based approaches because that very notion of social welfare is 

usually ill defined.

We argue that the end-points often prefer a monolithic view of “the network” if only for 

its simplicity. Also from an architectural viepoint, the transparency of the network and the 

minimum of assumptions about its functionality are fundamental to Internet scalability.



Chapter 3

Distributed AIMD Control and Weighted 

Fairness

Congestion avoidance and control in computer networks is essentially a dynamic resource man

agement problem that can be formulated as a system control problem in which the resource (the 

network; system under control) senses its state and provides feedback to its users (the end

points; controller) who in turn adjust their demands on the resource accordingly '.

In their key paper Chiu and Jain [15], use a model in which the resource observes the total 

offered load and provides binary feedback based on the current total load and its capacity. The 

feedback and control loop for all users is synchronous; at any given time the feedback is the 

same for all users so that they know when to increase and when to decrease their demand and 

only after the control on behalf of the users has taken place is new feedback generated. All 

users operate the same linear control algorithm in order to adjust the offered load depending on 

the received feedback. The control algorithm has an increase and a decrease function which are 

linear functions of the feedback which in turn depends on the total offered load. Although the 

control functions are linear the system uses binary feedback (discontinuous feedback function) 

and therefore the control system is non-linear. The resource is stateless and memoryless (like 

the Internet routers) and cannot sense the load individually offered by each user but only the 

total load. The users are assumed to be cooperative, they all operate the same control algorithm 

and are not aware of other users’ individual demands, the number of users in the system or 

the capacity of the resource. The only information users have about system state is the binary 

feedback  ̂ they receive; the feedback is the same for all and it is received simultaneously 

by everyone. The above assumptions constitute the so called distributedness criterion in a 

decentralised decision making algorithm.

'The terms “demand”, “offered load” will be used interchangeably.

^In principle notification upon overload and lack thereof is equivalent to binary feedback.
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Using this model they prove that among all linear control strategies the Additive Increase 

and Multiplicative Decrease (AIMD)  ̂ strategy leads the system to a fair and efficient operating 

point regardless of the initial state, the resource capacity and the number of users in the system. 

AIMD has been used in the TCP window adjustment algorithm [38] and has served the Internet 

remarkably well for many years.

Kunniyur and Srikant [59] showed that in environments where the users may suffer from 

independent random losses (due to a phenomenon other than congestion e.g. corruption loss in 

wireless links) AIMD does not always guarantee fairness. They derive the conditions on the in

crease/decrease parameters that guarantee fairness based on the estimated values of the random 

loss probabilities, assuming that the loss probability is independent of the AIMD parameters. It 

turns out that these conditions are satisfied by a wide range of values for the additive increase 

and the multiplicative decrease factors.

However, the assumptions upon which the optimality of the AIMD strategy was based are 

now challenged by the Internet’s growth and the new application and economic requirements. 

Distributedness is still considered desirable but the assumptions of a single universally deployed 

congestion control algorithm and that of non-discriminative fairness which implies equal rights 

to resource allocation are now challenged.

3.1 System Model and Performance Metrics

In our model the users of the network are not humans but software agents (e.g applications 

processes running at the hosts using certain transport protocols to communicate) which have 

associated with them a certain control behaviour that determines their response to the feedback 

received from the network. The agents acquire resource (bandwidth) shares and when the rules 

of interaction are appropriately defined the collective actions of all the agents constitute what 

is often called distributed intelligence which can achieve resource allocation outcomes more 

efficient and scalable than those achieved by many centralised control schemes. This property is 

very important in a distributed environment like the Internet where centralised control is almost 

impossible because resources are owned and managed by different administrative authorities.

The main objective is to discover exactly which are the appropriate rules o f interaction for 

efficient and fair utilisation of the resource. The issue of enforcing these rules to the interacting 

parties is outside the scope of the work presented here.

Consider a resource of capacity Xgoai and a population of n users I  =  {^i, • • • In}  that 

at time t place demands on the resource described by the vector x(f) =  {a:i(f),. . .  x„(i)},

^Linear Increase, Exponential Decrease is probably a more appropriate name, however the AIMD term stuck.
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with 0 < Xi{t) < Xmax for % =  1. . . n .  Thus the n  users create a total offered load

— Ya =1

Let also v(f) =  {i’i ( f ) , . . .  Vn{t)}, with Vi{t) > 0  Vz be the vector of actual resource 

allocations to the n  users. Generally the elements of these vectors satisfy Vi{t) < Xi{t) and 

V{t)  =  Vi{t) is the total resource allocated to the n  users. From a user point of view 

the resource is considered a bottleneck when allocation is limited only by the capacity of the 

resource and not by individual demand (i.e when X{t )  > V{t)).  When the total offered load 

is less than the resource capacity (X{t )  < Xgoai) then all demands can be satisfied and user 

demand corresponds to actual allocation v(f) =  x(f) and V{t)  = X{t ) \  such an allocation is 

called feasible allocation.

Assuming discrete time operation of the system, time is divided into intervals of a certain 

duration. At a certain time interval t the state of the system can be described by the vector

of user demands x (i) =  .. .Xn{t)} and can thus be thought of as a point in the n-

dimensional space. The resource during a time interval t determines total load X  {t) and sends 

a binary feedback signal y{t) to all the users. The users are aware of the semantics of the binary 

feedback signal (e.g 1 = overload, decrease demand and 0 = underload, increase demand) so 

they can determine the status of the resource and react accordingly. The feedback function is

y { t +  1) =  <
1 , if X (f) > Xgoai

0 , i f j f f f )  <

All users adjust their demands in the next step x f t  +  1) based on a linear function of their 

current demand Xi { t ) ,  for i =  1 , . . .  ,n  using appropriate coefficient values for increase and 

decrease

1) — T" ^iXi{f) — <
t^iincr "b ^ i in c r ^ i{ t )  » if  y { l )  — 0  (3  2 )

t^idecr “b decr^iil') » if  ï/(^) “  f

The values of anncr, aidecr, hincr and 6% deer determine the system performance properties; ef

ficiency, fairness, stability and convergence properties; speed o f  convergence (responsiveness) 

and size o f  oscillations (smoothness). The system of recurrence Equations (3.1) and (3.2) can

not be analysed using standard control theory techniques because of the discontinuity of the 

feedback signal.

We examine the simplest case of two users I =  ( f i ,  F2} because it has an intuitive two- 

dimensional geometric representation. The horizontal axis corresponds to / I ’s demand (%i) 

^The actual upper limit on individual user demand is not important, and can be set arbitrarily high. This is simply 

to emphasise that demand is necessarily finite.
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Figure 3.1: The representation of Resource Allocation in the two-dimensional space.

and the vertical axis to l- is  demand (.X2 ) as shown in Figure 3.1. The optimal load level of the 

resource is considered to be its capacity Xf^ai  and is used to determine the type of feedback 

that will be generated when compared with the total load X { t )  offered by the users. The users 

are not aware of the resource capacity or the number of users in the system n. Next we

present the perform ance m etrics which will be used to characterise the system.

3.1.1 Efficiency

Efficiency {S) or Utilisation is the performance metric that describes how close to capacity is 

the usage of the resource. Efficiency may vary with time and at time t it is calculated as the 

ratio of the current total allocation to the target system load (capacity) £{t )  =  ^ , when■'goa/
the total offered load does not exceed the resource capacity ( V{ t )  < Xgoai)- When the total 

offered load exceeds the resource capacity then the allocations vector v ( / .)  depends on the 

resource allocation policy  (or service discipline in the Internet router terminology) and in such 

cases it is usually set to 1 (full utilisation). Such allocations are also called Pareto-efficient; no 

resource capacity is “wasted”, there is no allocation that can be increased without decreasing the 

allocation of an other user. Thus, given an allocation policy for unsatisfied demands Efficiency 

is computed as

^  [ I ] / ^ ( j o a l  , if -A(f) < X g o a i

1 ,\f X{t) > Xgoai

In Eigure 3.1 all the points on the line .7,-] 4- X2  =  Xgoai are called efficient allocations

8{t) =
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because the resource is then fully utilised. In the n-dimensional space these points are on the 

hyper-plane defined by X]?=i — ^goai- All system states (points) between the origin of the

axes and the efficiency line correspond to feasible allocations (all demands can be satisfied), 

while the points in the area beyond the efficiency line correspond to overload or congestion 

states where clearly not all user demands can be satisfied.

Congestion states raise the issue of allocating the resource without satisfying all the de

mands. There are several options on how the resource could tradeoff user demands and make 

allocations when the total offered load exceeds resource capacity (X{t)  > Xgoai) •

1. no allocations are made until feasible demands are placed upon the resource

X{t )  > Xgoai => v(f) =  0

This is suboptimal with regards to resource utilisation and can also lead to lock out of 

users with moderate demands due to others placing excessively high demands. This 

policy of “fate sharing” can be effective if users have approximately equal demands, 

value their allocations the same and they are able to monitor the behaviour of others 

(so that they are sure they are not losing out). When these conditions hold, this policy 

creates incentives for cooperation otherwise the system is vulnerable to anti-social or 

uncooperative behaviour.

2. max-minfair allocation maximises the minimum share of a user with unsatisfied demand. 

With this policy no individual allocation can be increased without decreasing an alloca

tion of a user with an equal or smaller demand. Thus the allocation made to a user f  with 

unsatisfied demand Xi is

Vi =  m a x Xgoai -

where I j  are the users with demands smaller than I f s  (xj < X{). Max-min fair allo

cation requires knowledge of individual user demands in order to be implemented in a 

centralised manner [56].

3. allocation proportional to demand. According to this allocation policy

M X ( t ) < X , o a l

^ ^ X g o a l  , if X{t )  > Xgoai

This how First In First Out (FIFO) queueing systems work and has the potential advan

tage that the resource is not required to have knowledge of individual user demands or
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even distinguish between individual users. Although it does not offer the right incentives 

for sensible use of the resource, by implicitly rewarding greed [1], it leads to an elegant 

and simple design for the control of resource allocation; provided that the demand (or the 

arrival process in queueing theory terms) o f  individual users can be regulated.

3.1.2 Fairness

Generally in a resource allocation system not all user demands are equally important; some of 

them may be considered more important than others, carry a weight which implies greater rights 

to resource usage.

Let w  =  { w \ , lün} be a vector of weights so that each user f  has associated a weight Wi 

that reflects the relative importance of I f s  demand X{. The weights can always be normalised 

so that the lowest (or the highest) weight is one. The relative importance should be reflected as 

accurately as possible in the resulting resource allocation.

Fairness is the metric that reflects how close is the ratio of user allocations p- to the ratioVj

of their respective weights It is measured by an appropriate function called the fairness 

index presented in [60] for the case where all users have unsatisfied demands.

When all users have the same weight (w i = I'Sfi) then the fairness index of an allocation 

v{t)  = {ui(i),..,U n(t}} is given by

F a irn e ss  = (3.5)

However when different users have different weights associated with them, then the weighted 

allocations {v\{t ) /w\ , . . . ,Vn{t ) lwn}  should be used instead

W eigh ted  F a irn ess  = F {t) — (3.6)

Equation (3.6) can be easily validated for instance when W2 = 2 and w\ = \  and I 2 receives 

2/3 of the resource while Ii  receives 1/3 then the weighted fairness index is maximised F  =  

1. When the weighted allocations are equal then the weighted fairness index is one and the 

allocation vector v  is weighted fa ir  to highlight the significance of the different weights.

—  =  -F  => F( t )  = 1 Vz,j (3.7)
W i  W j

From the definition of the proportional to demand allocation policy (Equation 3.4) and the fact 

that at any time t, X  (t) and Xgoai are global quantities of the system, follows that the actual 

allocation Vi{t) can be replaced by the corresponding demand Xi{t) in the above definition of 

the weighted fairness index without changing the value of the index. This happens because the
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fairness index does not change if all allocations are multiplied by the same factor Therefore 

we can safely write

W eighted  F a irn ess  = T{ t )  = (3.8)

From Equation 3.8 it is obvious that the Weighted Fairness Index depends on the time-varying 

user demands and it is therefore a time-varying index. In order to implement weighted fair 

resource allocation in a distributed fashion, an appropriate user-to-weight association procedure 

is clearly required. The weights can either be assigned by a central authority according to a 

policy, or the users may be responsible for acquiring their own weights, which will normally 

have certain prices associated with them. The actual methods used for the association of users 

with weights and the weight prices are policy issues which are outside the scope of this work. 

The same holds for the methods required for monitoring the legitimate use of the weights (i.e. 

whether users cheat by using higher weights than they have paid for). This is naturally a task 

that needs to be performed by some central trusted authority. Here we concentrate on the 

appropriate distributed control methods for scaling user demands (x(i)) (and for that matter 

allocations v{t)  ) according to a given a vector of relative weights (w).

In the two-dimensional space representation, in Figure 3.1, all the points on the 45-degree 

line passing through the origin x \  =  X2 are fair  allocations when wi = W2 and we call this 

line, the fairness (or equi-faimess) line. Different weights change the slope of the fairness line 

so that X2 =  is then referred as weighted fairness line with a gradient of ia.n~^{w2 /w\ ) .

Without loss of generality we assume that the smallest weight is w \, then since the weights are 

normalised, in the two-user case the relative importance of user demands can be described by a 

single number which we call weighted fairness factor N , defined as

N  = —  (3.9)
Wi

The point where the weighted fairness line and the efficiency line intersect is the optimal op

erating point of the system. The goal o f  a successful distributed control scheme should be to 

drive the system to the optimal point and keep it there.

3.1.3 Distance from Optimality

The notion of optimality with respect to any of the performance metrics described above (fair

ness or efficiency) corresponds to an area in the state space and the intersection of these areas 

determine whether all the performance metrics can be simultaneously optimised. In Figure 3.1 

^This property will be used later to derive the relationship between the parameters o f two types o f AIM D control 

so that the system converges to weighted fairness.
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the intersection of the efficiency line with the weighted fairness line (given a factor N )  in the 

two-dimensional space is the optimal point of the system and the “proximity” to that point from 

any other point can be measured by the Euclidean distance. Assuming that the coordinates of 

the optimal point are {xi^opt^ T2,ox), then when the system at time t is at state {x\ ( t ) ,X2 {t)) the 

Distance from Optimality is given by

V{t)  = y{xi^opt -  -f {x2,opt -  X2 {t )Y (3.10)

The distance from the target is a useful performance metric for a tracking problem  ̂ because 

sometimes trajectories may hit a target state but they do not remain in the vicinity of the target 

afterwards.

The distance from optimality can be a useful metric because the states (points) in a certain 

area of the state space may not be strictly optimal with respect to either Efficiency or Fairness 

but they may bring the system “closer” to the target state. As such the distance from optimality 

could be considered as an indicator of how desirable is a trade-ojf between Efficiency and 

Fairness.

3.2 Homogeneous Linear Controls
Chiu and Jain [15] treat the case where all users implement the same linear control algorithm. 

The Increase/Decrease functions are the same therefore for z =  1 , . . . ,  n

Xi{t  -I- 1) =  a  4- Pxi { t )  =  <
ai  +  bfXi{t) , i f y { t )  =  0 i i)

a o L b n X i i t )  ,ifz/(<) =  l

They proved that among all possible linear controls the Additive IncreaselMultiplicative De

crease (AIMD) causes the system to converge to the optimal point with respect to efficiency and 

(equi) fairness regardless of its initial state. In order to satisfy the requirements for distributed 

convergence to efficiency and fairness they observe:

'’'the linear decrease policy should be multiplicative and the linear increase policy 

should have an additive component and optionally it may have a multiplicative 

component {bj) with the coefficient no less than one”

Also for optimal convergence to fairness, smaller bj results in quicker convergence, so the 

optimal value of 6/ is its minimum value; one, and the constraints on the coefficients finally 

become

a / > 0 , 6/ =  1 and ao  =  0 , 0 < < 1 (3.12)

tracking problem is a control problem with an objective to bring and maintain a system at a target state.
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Xi{t +  1) =  a  +  pXi{t) = < (3.13)
boxi i t )  , i f y { t )  =  l

Equation 3.12 states the requirements that the parameters should satisfy in the case of users 

with homogeneous linear controls, and the actual form of the control is given by Equation 3.13.

3.3 Heterogeneous Linear Controls

Decentralised, end-to-end congestion control has been the only means of resource management 

in the Internet and the economic policy of bandwidth sharing has been its side-effect. However 

due to the diversity of application requirements there is no single congestion control behaviour 

that is appropriate for all. This became apparent from the early days of the Internet when 

appropriate modifications in the sending policy of the Transmission Control Protocol were used 

to address the requirements of delay-sensitive remote terminal access applications which were 

quite different from the requirements of the elastic applications used for file transfer [18].

Allowing heterogeneity in end-point control behaviours will have a profound impact on the 

resource allocation properties of the entire network. This thesis claims that with the regulated 

use of appropriate end-point control behaviours the resource allocation properties of the Internet 

could be changed in a well-defined and predictable manner.

Regulation can be achieved, for instance, through pricing', by charging higher rates for the 

use of control behaviours which are known to be relatively more rewarding than others with 

regards to their resource allocation properties. These control behaviours could be made avail

able to the end-users in a manner that facilitates easy accounting and billing for the control 

method they are using. This distributed approach to bandwidth allocation does not require from 

the routers inside the network to implement sophisticated resource allocation methods and thus 

avoid the scalability problems of router-based architectures in large networks. The interdomain 

issues could be resolved in the same fashion as they are today by simply considering an ad

ditional dimension in the exchanged traffic; the type o f  end-point transport!congestion control 

behaviour. In the current Internet architecture (routers with single FIFO, drop-tail queueing) it 

is sufficient to allow scaling of user demands in a controlled manner and expect that this will 

manifest itself in the resulting bandwidth allocations.

This work does not describe incentive-building or regulation mechanisms but researches 

into which linear controls constitute “appropriate” behaviours for providing weighted fair band

width allocations.
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3.3.1 System Model Extensions and Requirements

Instead of assuming that users are either cooperative (everyone is using the same control algo

rithm) or non-cooperative (they pursue their self-interest paying no attention to rules), the users 

are required to abide with certain rules and use only specific control behaviours from a range 

of options provided by the local administrative authority. The local authority should be able to 

ensure that the users are not cheating by enforcing or at least by monitoring their behaviour. 

This is feasible within a well specified scope, close to the network edges, and the incentives 

for the local authorities to control the behaviour of the local users will inevitably come from 

the neighbouring domains. This work assumes that end-users select the control strategy that 

best suits their individual allocation versus cost objectives Only linear control strategies are 

considered and the game theoretic aspects of strategic user behaviour are not modelled.

Let K  be the number of different linear control strategies available to the n  users in the 

system. The K  control strategies essentially create K  different classes of users ( C i , .., 

with populations { n i , u k ] respectivelly, such that the total number of users in the system is 

12iLi Ui = n  For the purposes of this discussion, the class populations are constant but in the 

general case they may vary over time as users arrive or leave the system or decide to change 

their strategies.

Also let l i j  be the user of the rii users of class C*. Users in class C* use the same 

linear control to adjust their demands, thus for j  =  1,.., and i =  1,.., FT

T 1) — Xi{t -|- 1) — Oii -f- — <

The feedback (Equation 3.1) is the same for all users regardless of the type of control they are 

using.

Nevertheless, obtaining predictable resource allocation results in the case of non-uniform 

controls is not straightforward. The system should be (i) efficient, (ii) weighted fair, (Hi) 

stable and (iv) satisfy the distributedness criterion. The above requirements restrict the form 

of the permissible linear controls and the goal is to determine the appropriate parameter values 

{cLij, bi j )  and (uî,d, in the control algorithms, that satisfy the above criteria.

3.3.2 Requirement for Individual Convergence

The key observation is that each linear control strategy must individually satisfy the require

ments for optimal linear control in the homogeneous case (Equation 3.12). This is important

^With the current service discipline in the routers, scaling user demands results in proportional scaling of the 

resulting allocations this is why the term “allocation” is sometimes used interchangeably with “demand”.
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when all n  users to implement only one of the K  available controls, in this case the system 

should still be able to converge to the optimal state. Thus the linear controls in the heteroge

neous case should be of the AIMD type and Equation 3.14 now becomes

1) — 1) — ^
ai-\-Xi{t)  a, >  0, , i f^ ( f )  =  0

biXi{t) 0 < b i < l ,  , \ f y { t )  = l

3.3.3 Distributedness Criterion and Intra-Class Fairness

According to the distributedness criterion [15] system convergence should not depend on any 

other system information except the binary feedback signal. AIMD controls satisfy this criterion 

so that a set of users with the same AIMD controls (in the same class) that receive the same 

feedback will have their individual demands asymptotically converge to each other, unaffected 

by the potential presence of other users exercising different types of controls. Within each class 

Ci of AIMD users, individual demands Xi^j{t) will asymptotically tend to equalise. Let Xi be 

the asymptotic user demand in class Ci ior i = \, . . , K  and j  =  1,

Xi = lim Xi At )  (3.16)

then the asymptotic total demand will be

n K  Hi

lim X{ t )  = lim Xr{t) = lim Y^ Xim{t)
r=l 2=1 j  — \

K  Tii K  Tii K

— n,iXi (3.17)
2=1J=1 2=1J=1 2=1

3.3.4 Requirements for Efficiency and Weighted Fairness

Let Wi be the weight associated with the class of users Q  exercising the linear control strategy 

Xi (Equation 3.15 for z =  1, . . ,K).  Without loss of generality, the weights can be sorted in 

increasing order and, since they represent relative rights to resource usage, they can be nor

malised so that the minimum weight is always one. The users are aware of the association 

between weights and linear control strategies and they select the one that best meets their par

ticular allocation versus cost objectives.

For convergence to efficiency, the total demand should asymptotically converge to the 

resource capacity. For convergence to weighted fairness the weighted fairness index of Equa

tion 3.8 should asymptotically approach one.

k
rii.Xi — Xfinal and

Z->oo
Y^riiX i = Xgoai and lim X{t)  = I (3.18)
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Figure 3.2: A distributed AIM D control system with two classes of control parameters. 

3.3.5 Convergence to Efficiency

The system should satisfy the principle o f  negative feedback-,

"whenever the system asks the users to decrease their load, then the total load  

should not increase and whenever the system asks the users to increase (their load) 

the total load should not decrease" [15].

From the fact that all K  AIMD strategies (Equation 3.15) individually satisfy the principle o f  

negative feedback and since all n  users receive the same feedback signal regardless of the class 

they belong to, it is trivial to show that the sum of these parts (the total demand on the resource), 

satisfy the negative feedback principle.

P roposition  3.1 The system with heterogeneous AIM D  controls (Equation 3.15) converges to 

efficiency.

Proof: Let the X f t )  be the total demand offered by the n, users of of class Q  at time t. Then 

for I — 1 ,. . ,  K  we have

X, { t  +  1) ^  ^  Xi mi t  +  1) ^
+ Xi{t) a.i > 0 , , if :(/(() =  0

m —1
(3.19)

When the feedback signal requires that in the next step the users decrease their load {y{t) — 1) 

then it should be .Y (/ +  1) <  X{ t ) .  For 7 =  1 , . . . ,  77 we have

S( 1  + 1) =  E?=I 'r ( f  + 1) =  E i l
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Figure 3.3; Convergence region and system transitions.

Since A'(/,) =  and 0 <  <  1 Vz we have X ( f  +  1) <  % (/) .

When the feedback signal requires that in the next step the users increase their load { y { t )  — 0) 

then it should be X { t  +  1) >  A"(^). For r  =  l , . . , n  we have

X { i  +  1) =  J2r=\  +  1 )  =  Z L i  =  Z L i  +  Z L i  =

Z L i  ‘fLd'i X  X { t )

Since >  0 and zz, >  0 Vz we have >  d and therefore X ( t  +  1) >  A"(^). o

We observe that in a system of users with heterogeneous AIMD controls, (Equation 3.15), 

the requirement for convergence to efficiency does not impose any additional parameter con

straints. In Section 3.5 we show that the system does not converge to a single point but oscillates 

in an interval about the efficiency line due to the non-linearity o f  the feedback function.

3.3.6 Convergence Time

The system is considered to have converged when the total demand does not overshoot (exceed) 

the resource capacity by more than and the minimum total demand does not under

shoot below Ihnin^goai where bmin =  {/>,}, is the minimum of the multiplicative

decrease parameters from all classes. Thus the convergence area is the area between the two 

equi-efficiency lines, regions A  and B  in Figure 3.3 (in a two dimensional state space represen

tation the lines are parallel to the capacity line / )- The lines Xajnax  and are defined



3.3. Heterogeneous Linear Controls 62

as
K

^o,max — ^goal ^   ̂rijCli and 2Cxi,min ~  ^min^goal (3.20)
i= l

The convergence properties are expressed in terms of the convergence time', the time it takes 

the total load % (f) to approach the target area {[Xu^min-, Xo^max]) from any initial state of total 

demand X (0). However the binary nature of the feedback signal (discontinuous function y{t) 

in Equation 3,1) does not generally converge to a single steady state. More often the system 

reaches an equilibrium and oscillates in the convergence area around the optimal state.

The convergence time determines the responsiveness and the amplitude of the oscillations 

determines the smoothness of the control. Ideally the system should be both responsive and 

smooth; responsive in order to be able to adapt quickly to changing conditions (number of users, 

available capacity) and smooth in order to be more predictable However, responsiveness and 

smoothness are mutually contradictory objectives. Next we derive an expression for the system 

convergence time, which can be used as a measure of system responsiveness.

Proposition 3.2 The system convergence time is given by

, ifx(0) < X„.,
2—<1=1 m a ,

K̂

0 5 i f  Xu^uiin ^  X  (0 ) < X q̂yuüx

Proof : If X  {t) <  Xu,min ( region C  ) then 3 v  integer u >  I such that after u consecutive 

additive increase steps the total demand X { t  +  ly) =  2C(i) +  exceeds Xu^min

moving from region C  to either region A  or region B

bminXgoal — X { t  + //')< Xgoai Or Xgoai — X ( t  Xgoai

Therefore when t = Q and %(0) is in region C  we have

  -L_________ ___ f b m i n ^ g o a l ~ ^  j t ) )  -|
^ — ^conv — I I

Li=]

If X  [t) >  Xo^max ( region D  ) then 3 v  integer z/ > 1 such that after u consecutive multi

plicative decrease steps the total demand X { t  + i') =  -^%(0) < Xgoab The total load is

then in region A  because X { t  A  v) > bminXgoai = Xu,min (otherwise the total load would be 

still decreasing even when it was below Xgoai)^

If Xu,min < X{ t )  < Xgoai ( region A  ) then 3 u integer o > 1 such that after consecutive

additive increase steps the total demand moves in region B

Xgoai X  A u) < Xo^max 

*For instance there are certain multimedia applications for which a smooth transmission rate is very important
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however X  {t+iy) cannot be in region D  since this region is defined so that it can be reached with 

additive increase steps only from region B  and that would imply that the total load increases 

even when the resource capacity has been exceeded. Thus the system always moves from region 

A  to region B ,  remaining in the convergence area.

If Xgoai < ^ { t )  <  ^o,max ( region B  ) then 3 integer z/ > 1 such that after consecutive 

multiplicative decrease steps (X{t)  is finite) the total demand becomes

X { t  + l ^ ] = E l l b ^ X , ( 0 )  < X ,oa l

However, X { t  + v) > Xu,min so that the system necessarily moves into region A  since being 

in region C  requires that the users multiplicatively decrease their load even when the total load 

is below the resource capacity, o

From the definition of convergence time it follows that larger additive increase steps 

(ZliLi niUi) decrease tconv but cause larger oscillations, which may be undesirable because 

it may lead to periods of high utilisation followed by periods of underutilisation.

3.3.7 Convergence to W eighted Fairness

Let user Ir (r =  1 , n)  with weight Wy e  { w i,.., w k } belong to class Ci (i =  1 , K )  and 

Xr{t) be the demand of C  at time t. Let 6r be the asymptotic weighted demand of user C , then 

from Equation 3.16 and the fact that Ur = Wi follows

=  lim ^  (3.22)
t^oo Ur Wi

and the asymptotic value of the weighted fairness index (Equation 3.8) is

(E ?= l'5 r) '

From the properties of the weighted fairness index (Equation 3.7) follows that the asymptotic 

value of J^{t) is one i f  and only i f  the asymptotic weighted user demands equalise

lim T{t )  =  1 Vr, mt^oo

Next we derive the conditions that the AIMD parameters for a class should satisfy for this to 

happen.

Let Im {m — 1, ...,n)be  another user with weight Um G { w \ , w k }  that belongs to class 

C j  j  =  1,.., then Wm = Wj  and in order to have ôr =  6m Vr, m  we must have

—  =  ^  (3.23)
Wi  W i
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because the system is synchronous (all users either increase or decrease simultaneously) we can 

write

ai +  Xi(t) =  ^ ( a j  +  Xj(t))  , increaseWj

biXi{t) =  ^ h j X j i t )  , decrease

which is equivalent to

— =  —- and bi = bj (3.24)

Thus we have proved the following

Theorem  3.1 A system with K  classes [Ci] o f  AIMD control parameters {{ai,bi)}, popula

tions {nj} and weights {wi},  where all users o f  class Q  have weight Wi, with i = I , ...., K  

and j  — 1 , . . .  ,rii converges to the optimal state o f Efficiency, Fairness i f  and only i f  Vz, j  

f ,  = ^  and h  = b,.

It is important to note the requirement for equal multiplicative decrease factors for con

vergence in the synchronous case.

3.4 Simulation Studies

The analytical result has been verified by simulation for various classes {K),  weights and ini

tial states. Figure 3.2 shows a diagram of a system with two classes of AIMD control with 

parameters ( a i ,6i) and (02 ,^2), populations n i, ri2 and weights wi , W 2 respectively.

For convenience and mainly due to the fact that only K  = 2 can provide intuitive geometric 

representations in two dimensions the simulations presented here are for two classes, a resource 

capacity Xgoai =  100, weights ^  = N  = 2. The initial state (vector of user demands a tt = 0) 

is (j;i(0), rr2(0)) =  (25,2) was deliberately biased against the user with larger weight in order 

to highlight the convergence properties of the system.

First we examine the case of classes with one user, concentrating on the effects of different 

AIMD parameters on system trajectories and on the performance metrics. Then we explore 

the (02,^ 2) parameter space using the mean values of the performance metrics to summarise 

system performance in each simulation, we report the standard deviation only when this is 

appropriate. Finally we consider the effects that different combinations of class populations 

have on the performance of a system optimally parametrised for weighted fairness with N  = 

2. In all simulations the AIMD parameters of the base class (minimum weight) are constant 

( a i ,6i) -  (1,0.5).
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3.4.1 Single-user Classes: typical trajectories and performance

As we consider only relative differentiation, user always implements a TCP-like AIMD con

trol with parameters ( a i ,6i) =  (1,0.5) while h  uses different (02, 62) parameters each time. 

Here we show system trajectories and the corresponding evolution of the performance metrics 

for selected (02, 62) control parameters.

Topical System Trajectories

In what follows we attempt to approach the optimal operating point using three different strate

gies. In each of the three graphs in Figure 3.4 the Additive Increase (AI) and Multiplicative 

Decrease (MD) parameters of user I 2 (^2, ^2) were selected relative to (ai, 61) so that user I 2 

implemented

• uniform AI and non-uniform MD: 0 2  = a\ and 62 =  (1 — ^ )

The goal is to approach the target operating point by less drastic reduction upon detection

of overload on behalf of I 2 .

•  proportional AI and uniform MD: <22 =  N a \  and 62 =

The operating point is approached by having I 2 ’s demand increased in a proportionally 

more aggressive manner.

•  proportional AI and non-uniform MD: 0 2  =  N a \  and b2 = {I — ^ )

The goal is to influence the allocation towards I 2 by biasing both in the AI and the MD

phase.

In Figure 3.4 we use the two-dimensional space representation described in Figure 3.1 

to show the system trajectories for each case. The trajectories are sequences of states which 

correspond only to feasible allocations { x f t )  =  v f t ) ) .  Convergence to a strictly weighted 

fair state is achieved only when (02,^2) =  [Nai^hi )  — (2,0.5) as the analysis suggested. In 

the other two cases the system diverges from the weighted fairness line and for the particular 

parameter choices the allocations were more biased towards I 2 than the weight proportional 

factor N  = 2 suggested.

The graphs in Figure 3.5 show the evolution over time of the performance metrics; ejfi- 

ciency, fairness and distance from the optimal operating point. There are three curves in each 

graph, corresponding to the three cases shown in Figure 3.4.

In Figure 3.5(a) system efficiency exhibits a “saw-tooth” behaviour; in all cases it ap

proaches 100% utilisation linearly and once it reaches that point in the next round it deviates
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user! (a l,b1) vs. user2 (a1, l-b l/N ) : (a l,b1) = (1.0.5) N=2
100
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userl (a i .b l)  vs. user2 (N al. 1-b1/N) : (a l .b l)  = (1.0.5) N=2
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(c) proportional AI, non-uniform MD

Figure 3.4: System trajectories for different combinations of AIMD controls.
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Figure 3.5: System performance metrics.
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Table 3.1: Performance Metrics (mean/stddev).

68

system (&2, 62) Efficiency Fairness Distance

1 (ai, 1 — hi l N) 0.836/0.118 0.976/0.065 13.07/10.4

2 ( Nai , b i ) 0.76/0.158 0.992/0.047 18.40/12.0

3 ( N a u l - b i / N ) 0.844/0.107 0.861/0.050 20.01/4.66

from it (depending on 62) and repeats the cycle. The convergence to efficiency is faster for 

larger values of the additive increase factor 02.

Figure 3.5(b) shows that the system converges to weighted fairness and never deviates 

from it only when (02, ^2) =  ( Na i , b i )  = (2,0.5) as the analysis suggested. In the other two 

cases, when (02,^2) =  (1,0.75) the system either reaches weighted fairness and periodically 

keeps slightly deviating from it or when (02 , 62) — (2,0.75) first reaches the weighted fairness 

line and then considerably diverges from it.

The performance metrics may vary considerably depending on the AIMD control param

eters used by I 2 ( / i ’s are assumed constant). Some combinations of control parameters may 

optimise system efficiency while others may provide better fairness properties. In Figure 3.5(c) 

we shows how the distance from optimality evolves over time. The distance from optimality is a 

composite metric that accounts for both efficiency and fairness since it is calculated with respect 

to the optimal operating point of the system. There are parameter combinations which bring 

the system closer to the target on average (smaller distance) and although trajectories may not 

be strictly optimal with respect to either efficiency or fairness a certain choice of parameters 

may be considered as a desirable trade off providing optimisation across several performance 

aspects.

Table 3.1 shows the mean and the standard deviation of the performance metrics for the 

systems shown in Figure 3.4. The second system is optimal for fairness; after initial conver

gence time allocations are always weighted fair. However it has the lowest mean efficiency from 

all three. The first system is best with respect to the mean distance, which means that it stays 

on average “closer” to the optimal operating point, deviates slightly less than the second and 

keeps the mean resource utilisation higher at the price of a slight decrease in the mean fairness 

value. The third system is more predictable in terms of performance as the deviation from the 

optimal operating point suggests, and gives the highest efficiency of all at the expense of the 

lowest average weighted fairness index.
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3.4.2 Performance across a range of AIMD control parameters

The combination of different AIMD control parameters apparently results in systems with quite 

different convergence and performance characteristics. Thus the question '‘what is the best 

choice o f  control parameters” does not have a straightforward answer.

In order to investigate the interactions between two pairs of AIMD controls a four

dimensional parameter space is required. However, such a parameter space does not have a 

two-dimensional geometric representation so we kept as constant reference point h ’s param

eter pair ( a i ,6i) =  (1,0.5) (since this AIMD paradigm has successfully been used in TCP), 

and varied / 2’s control parameters (02 , 62) sampling across the whole range of permitted 62 

values and for the 02 values up to 4% of the resource capacity (Xgoai)- Using sufficiently small 

granularity we ran one simulation for every point in the 02 x 62 plane and calculated the mean 

and the standard deviation for each of the performance metrics. The standard deviation is in the 

same unit as the average which allows us to compare them in order to determine whether there 

is significant spread or not. Normally smaller standard deviation means that the system is more 

stable and thus more predictable.

The results are shown in Figure 3.6. Efficiency is higher for higher values of the multi

plicative decrease parameter 62. The closer 62 gets to 1, the more unresponsive user I 2 becomes, 

essentially refuses to reduce demand effectively upon request, causing the resource to be almost 

fully utilised at all times. Average efficiency remains relatively unchanged for a given multi

plicative decrease parameter (62) regardless of the choice of the additive increase parameter 

(02). However this is true only for values that are only a small fraction of the resource capac

ity (maximum 02 is 4 when Xgoai =  100 in our simulations). The standard deviation follows 

a similar trend for a given 62 when moving along the axis. Lower standard deviation for ef

ficiency means that the load on the resource is less variable. Obviously the more unresponsive 

I 2 is, the lower the standard deviation, because the load effectively remains unchanged and the 

resource operates close to capacity.

Although large values of 62 lead to higher efficiency and smaller variability, they have 

a detrimental effect on fairness. Figure 3.6(b) shows that large 62 values result in the lowest 

average fairness index values (0.5), in other words Î 2 is essentially monopolising the resource. 

The standard deviation of fairness is relatively small, ranging from a minimum of around 2% to 

maximum of around 14% with most of the values being around 10%, so that mean is a sufficient 

criterion for evaluating fairness.

Moving on the (02, 62) space from a point of high fairness and maintaining high average 

weighted fairness index values, requires that an increase in 62 should be compensated by a
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Figure 3.6: Mean values o f  the performance metrics in the («2 , >̂2 ) parameter space.
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Figure 3.7: Standard deviation of the performance metrics in the («2,/>2) parameter space.
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Figure 3.8: Directions to the optimal parameter region.

decrease in « 2  vice versa. This results in an area of high weighted fairness on the diagonal 

o f  the [a-zJi-i) plane. However, small (12 values make the system unresponsive and slow in 

converging to the optimal operating point.

Figure 3.6(c) shows that the distance from the optimal operating point follows the same 

trend as fairness; it is minimised on the diagonal. Finally Figure 3.8 summarises the trends 

from the graphs in Figure 3.6. The arrows point towards the increase direction o f  a given 

performance metric and the shaded area is the acceptable region in the (12 x 62 parameter space 

by considering the extra requirement for a minimum acceptable additive increase parameter 

(speed o f  convergence requirement) which considerably restricts the parameter space.

In a distributed environment where users have lim ited m formation  about the available ca

pacity, the number of other users in the system, and rely only on the binary feedback signal in 

order to discover their legitimate resource share, the degree of optimisation that can be achieved 

is limited.

3.4.3 Classes with Heterogeneous Populations

Here we examine the case of classes with more than one user and the optimal AIM D parameters 

for weighted fair resource allocation (Equation 3.24). The class populations are statiotmry, they 

remain constant for the duration of the simulation. Although the simulations involved only two 

classes (rz-t >  1 and 7 12 > 1) the results apply in the general case of K  classes, which does not 

provide an intuitive geometric representation.

Figure 3.9 shows the evolution of individual user and aggregate, class demands in a sim

ulation with ten users ((?/ ], 7 2̂ ) - (b ,4))  with randomly chosen initial individual demands.
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Figure 3.9: Total class and individual user demands in a system with heterogeneous populations.

The curves at the lower part of the graph show that after an initial convergence period, individ

ual user demands in each class equalise (intra-class fairness) while they become weighted fair 

between the classes (inter-class fairness). The weighted fair dilTerentiation between the two 

classes becomes obvious after time t — 15 when the lines of the individual user demands in 

each class coincide and evolve in synchrony.

Figure 3.10 shows typical system trajectories for three different class population pairs 

i't>\,n-2 ) =  {(17,5), (9 ,23), (10, 10)}, when the state variables (axes) are the total class allo

cations ( X\ { t )  and A'‘2 (/)) as opposed to the individual user allocations (zi (f) and X‘2 {t)) as 

in the case of classes with one user (Figure 3.4). In these simulations we have assumed intra

class fairness; the initial user allocations in each class are equal .t,(0) =  for i =  1,2.

The convergence area in the state space depends not only on the weights but also on the class 

populations and is defined by intersection of the line X 2  =  with the Efficiency line

X 1 "F A 2 =  Xgoai •

It is important that a distributed system with the optimal AIMD control parameters (Equa

tion 3.24) converges in a distributed manner to a weighted fair state regardless o f  the actual 

class populations. Nevertheless class populations can affect not only individual user allocations 

but also overall system performance.

Figure 3.11 plots the averages of  the performance metrics in a series o f  simulations with 

different combinations of  class populations ((7? 1, 7/ 2 ) space). Although the fairness is unaffected 

by the class populations (Figure 3 .1 1(b)), there are certain combinations of (7/ 1, 7/,2 ) which lead
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Figure 3.10: System trajectories for heterogeneous, static class populations (same initial state).

to higher average efficiency than others (Figure 3 .1 1(a)). Next we examine which are exactly 

these class population combinations.

We have shown in Section 3.3.5 that the system converges and the total demand A"(^) 

oscillates in an area around the resource capacity Xu,iuin <  <  X„^j„ax (Figure 3.3). After

an initial convergence time any given system will have a highest possible undershoot point 

Xu.niax and a lowest possible overshoot point for the total demand X  (/) defined as

Xu,mas — - b{Xgo(ii +

=  Xi i ^ j j i i - i i  +  n. 1 7l j 'U!j  - +  0 , Y ^ j — ] t l i ' Ul j

since there are tij, users in class Cj { i — I , . . . ,  K  ) with AIMD parameters (a,, hj) =  {wja,  b) 

where [ai J) \ )  =  (a, 6) and weights normalised, in increasing order so that the minimum 

weight is w\ =  1.

By assuming class populations with additive increase parameters such that the system can 

only have one overload state per cycle, we have that system efficiency is maximised when the 

system state oscillates between overload and underload. More specifically:

•  the average efficiency is maxitnised  when the system undershoots as little as possible;

Xu,max is maximised or Xu,max Xgoai or

{h - 0

•  the average efficiency is m inim ised  for large system undershoots or when Xu,mm  is m in

imised or equivalently the lowest overshoot point is minimised (since we have assumed
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Figure 3 .1 Performance Metrics for different combinations of static class populations.
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Figure 3.12: System operating regions and possible transitions.

that the lowest undershoot point will be at the next step) or -4- Xfjaai or

(I) — 4- a Xl/Li rii'iVi  - 4  0

For the simulations in Figure 3.1 I with (a.h)  =  (1 ,0 .5), =  100 and {y’\,W 2 ) =

(1 ,2) the class populations that maximise average efficiency satisfy, n j  +  2ri2 =  25 and those 

combinations that minimise average efficiency satisfy ri] +  2ti2 =  50.

3.5 System Stability and Periodicity

3.5.1 Proof of Stability

For the existence of  a periodic solution to the system of non-linear Equations (3.1 ) and (3.19) 

we follow the methodology proposed in [61] and construct a region out o f  which no system  

trajectory can ever leave thus simultaneously proving stability and periodicity. We derive the 

conditions that the AIMD parameters (a, , 5%) and the stationary class populations for i =  

1 , . . . ,  X  should satisfy so that such a region exists and the system has exactly one overload  

state per cycle. First we present the case of  two classes which has an intuitive two-dimensional 

space representation and then generalise for K .

In order to simplify the algebra we assume a resource of  unit capacity' (Xg^at =  D and 

the additive increase parameters a f s  norm alised to the resource capacity. Without loss of
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generality we assume that 62 >  1̂ or

^max ~  ^2 bjjiin ~  ^1

thus bmax Specifies the least responsive user upon reception of feedback signalling congestion 

{I2 in our case). Also let

a = YlfLi ^itti = n iü i  +  n 2û2 and a < 1

this means that the total per step increase in the system is less than the resource capacity. Oth

erwise the system will still be periodic but with only one underload state per cycle. Clearly in 

such a case the system will be heavily congested and such an operating state of the resource 

should be avoided. Given the above definitions

integer p > 1 : p <  ^

where is the number of discrete increase steps required from the initial state of zero class 

demands (A (0) =  (0 , 0 )) before capacity is exceeded.

Let x(f) =  { X i { t ) , X 2 {t)) be a point in the state space in Figure 3.12, then the following 

regions can be defined

region A  : x ( f )  ^  A  ^  I — pa < Xi { t )  + X 2 {t) < 1

region B  : x ( ( )  e  B  I < Xi { t )  + X 2 {t) < ^

region C  : x{t) E C  0 < Xi { t )  + X 2 {t) <  1 — per

region D  : x ( i )  E D ^ < X\ { t )  + X 2 {t)

All regions, except region D,  are convex but if we assume that there is an upper limit on indi

vidual user demands {xi{t) < Xmax^'i)  ̂ then the total class demand {XA  is also bounded and

region D  is convex too. In order to prove that the system alternates between regions A  and B

we prove the following propositions :

Proposition 3.3 For x(f) E A, i f  a  <  ^  — 1 then 3/j, integer 0 < p < p such that x(f-t-p) E A  

and x (f p  - t - 1) G  S .

Proof: If x(f) G  A or 1 — per <  X(f)  < 1 then 3p integer 0 < p  < p such that

X { t  -\- g?) = X  (f) “H per < 1 and X  [t g 1) = X  (f) -I- per -|- er > 1 

^The upper limit in user demand can be set arbitrarily high, what matters is to be finite.
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there is a number of /i +  1 consecutive additive increase steps such that x (t +  /i 4- 1) is an 

overload state, “beyond” the efficiency line while the previous state x (t +  p) was an underload 

state in region A. For x (i +  /i +  1) 6 .B it is necessary that

l < X ( i  +  /i +  l ) < ^  or 1 < X{ t )  + p a  -\- a < ^

Since X{ t )  p a  <  1 it follows that X{t )  p a  + a < I + a  or X { t  p  + I) < 1 +  cr.

Therefore it is sufficient 1 4- cr < ^  or

from A t o  B  : a  <  1 (3.25)
bmax

Otherwise x (f + p + 1) £ D. o

Proposition 3.4 For-x.{t) G B  i f  p > then x { t  +  1) G A.

Proof: If x(f) G B  then 1 < X{ t )  < ^  or 1 < Xi { t )  + X 2 {t) < ^  and all users will

multiplicatively decrease their demand in the next step, +  1) =  biXi{t )  +  b2X 2 {t). By 

multiplying the initial condition first with b] and then with 62 we obtain:

61 < biXi{t )  +  b i X 2 {t) < ^  and 62 ^  ^2^1  (^) +  < 1

From our assumptions 62 — bmax and b\ — bmin follows

61 < biXi{t )  +  biX2{t)  < biXi{t )  +  b2X2{t) <  b2Xi{t)  +  62^ 2(^) < 1

or bi < biXi{ t )  +  62X 2(f) < 1 or

b\ < X  {̂ t +  1) < 1.

this means that after the system has reached region B  the next state will necessarily be an 

underload state and in order x{t 4-1) G A it is sufficient that 61 > 1 — per or

from B  to A  : p >  -— (3. 26) 
a

otherwise x (f +  1) G C. o

Proposition 3.5 Forx{t)  G C i fp > ^  then 3k integer 0 < k <  p such thatx{t-\- n) G A. 

Proof: If x(f) G C  then 0 < % (f) <  1 — per and 3k integer k  > 0 such that

na < X{ t )  + na < 1 — pa na  or na  < X { t  -\- n) < 1 — pa na  

For x(f +  k )  G a  it is sufficient that

n.a > 1 — pa  and 1 — per +  Kcr < 1 

K > ^ -  p and K < p

or
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the above can be simultaneously satisfied only for p > ^  thus

C  to A  '.p ^  —— (3,27)
2(7

after k additive increase steps (k < p) we have 1 — per <  X { t  k ) < 1 and therefore

x (f +  K) G v4, o

Proposition 3.6 For x(f) G  D  there 3k integer such that x(f +  k) G  B,

Proof: Forx{t)  G  D we have ^  < Xi{ t )  +  X 2 {t) = X{ t )  and 3A : A > 1 such that

where A =  logi/^^ X{t )

Let K = [A] -  1 then after k decease steps (multiplication with 62'̂  =  we have

1 < X { t  + k) < -^

because 0 < A — « < 1 and ^  > 1 and thus x (f k ) e  B.  o

The results can be generalised for the case of K  classes because the inequalities only in

volved the total load X{t )  = ' ^ f ^ i X i { t ) .  We have used two classes simply because they 

provide an intuitive two-dimensional geometric representation. Thus we have proved the fol

lowing:

Theorem 3.2 In a system with K  classes o f AIMD controls (a*, 6%), stationary class popula

tions rii, resource capacity Xgoai =  1, additive increase parameters a fs  normalised to the 

capacity, hmax > bmin maximum, minimum multiplicative decrease parameters respectively 

and a step additive increase

^  1
(7 =  ^  riiOi so that a < m in ( -  1,1) (3,28)

i = l  bmax

i f  there is integer p satisfying

m ax(-— ^ ^ , ^ ) < p < -  (3,29)
a 2a a

then the system is periodic with period T  = p  2 where p  integer 0 < p < p and has exactly 

one overload state per cycle.

'^otherwise if  ^  >  1.5 the system moves in region B  and otherwise it moves in region D .
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Table 3.2: Results on periodic behaviour.

80

CL2 62 0 P T Over

0.01 0.75 0.02 [25,50] 18 1

0.02 0.5 0.03 [17,34] 18 1

0.02 0.75 0.03 [17,34] 10 1

3.5.2 The Effect of the Total Step Increase

We investigate how the total step additive increase a  = Y^fLi restricts the permissible 

values of the additive increase parameters {ai’s) and the class populations (n^ ’s) for the system 

to have exactly one overload state per cycle. Figure 3.13 is a plot of Equation 3.28 the maximum 

a  decreases as the maximum of the multiplicative decrease factors in the system increases.

The permissible combinations of class populations for three different values of the base 

additive increase parameter (ai) for the case of two classes ( K  =  2) of users with weighted fair 

AIMD controls (Equation 3.24), multiplicative decrease factor b = 0.5 and a weight propor

tional factor W =  2, are shown in Figure 3.14 as the projection of the surface on the n i x U2 

plane. From Equation 3.28 the equations are

n itti -f 2n 2a i < 1 for a\ = {0.05,0.1,0.15}

It is obvious that a less aggressive additive increase parameter allows for more users while the 

system has only a single overload state per cycle.

Figure 3.15 shows the maximum permissible values of the base additive increase parameter 

(ui) for different combinations of class populations (points in the ni x ri2 - plane) in order to 

maintain one overload state per cycle. Since b = 0.5 from Equation 3.28 we have

ai < 1
m +2u2

Table 3.2 has simulation results regarding the periodic behaviour of systems with the 

AIMD parameters combinations examined in Section 3.4. Because Xgoai =  1 and the addi

tive increase parameters are normalised to this capacity we assume ( a i , 6i) =  (0.01,0.5) and 

vary the AIMD parameters of the second class accordingly. When (ai ,6i) =  (0.36,0.5) and 

(02, 62) =  (0.29,0.5) then p G [0.769,1.538] and a  =  0.65 < 1 satisfy Equations 3.29 and 

3.28, and the only integer value for p is 1 thus p = 0 and the system is periodic with period 

T  = 2.
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n ia i  + n2a2 <=  1 and n ia l  + n2a2 <  1/b2 -1

1.75

Î , . s
s

I 0.75

0.5 n ia l  + n2a2
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Figure 3.13; Permissible values of the total additive increase step ) as a function of

the least aggressive multiplicative decrease parameter for a system with one overload state 

per cycle.

n ia l  + n2a2 <= 1/b - 1 : a i ,  a2=2*a1, b=0.5, capacity = 1

a i = 0 .0 5  
a i = 0.1 *

0.6
0.4
0.2

>-

Figure 3.14: Permissible class population combinations for different values of the base additive 

increase parameter (a i )  in a weighted fair system for operation with one overload state per 

cycle.
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a i <= (1/b - 1) / (n i + N*n2) : a i ,  a2 = 2 'a 1 , b=0.5, capacity = 1

0.4
0.35

0.3
0.25
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0 ' x : .X'

1 10

Figure 3.15: Permissible values of the base additive increase parameter {a\ ) for different class 

population combinations in a weighted fair system for operation with one overload state per 

cycle.

3.5.3 The Maximum Oscillation Frequency

The maximum oscillation frequency corresponds to the minimum period T  =  2, it is sufficient 

f) G (0,1] so that the only possible value for // is //, =  0 and therefore T  =  // +  2 =  2. Let the 

system at time / -  0 be in region A , then all users in the next step will increase their current 

demands and the system will be in region B  at t y  I with total demand

+  1) - iiid'i T  Xj { t )

The demands subsequently decrease and the system returns in region A  at time f +  2 with total 

demand

Aj( f  +  2) =  6, A ; ( f T 1 ) =  Tijdibi T 6, A ̂  f )

Since 0 <  6, <  1 the last recurrence relationship converges to at even time instants, while 

at odd time instants it will converge to T

Thus in the two dimensional case the system converges to a limit cycle with two points

d,,io,X2.„.) = ( % .  T % ) = ( = i ^ -

the indices lo and In indicate the total resource usage. The oscillation amplitude of the demand 

is computed as the distance (Euclidean norm) between these two points
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If 1-b1 <  a i  + a2 <= 1/b2 - 1 then T=2, initial sta te  (0.0)
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g> 40

40 60
dem and user-1

la.b) .  {(36.0.5) (29.0.5) ) 

(a.b) = {(36.0.6) (29.0.4)}

Efficiency Line

Figure 3.16: Demand, Allocation and Oscillation Amplitude for three AIMD parameter pairs, 

in a system with period T  =  2.

However because at every other step the total demand cannot be satisHed the maximum allo

cation according to the proportional allocation policy (;/:] rnax^-i^-z.max) =  ( ) •  

When b\ = 1)2 the maximum allocation point is the intersection point of the lines X2  =  

and X2  =  1 -  2 'i with coordinates ( ).

Figure 3.16 shows the variation in user demands and their actual allocations with three 

AIM D parameter pairs, i) ( « i , b \) =  (29, 0.4) and (u -j, 6 2 ) =  (36, 0.6), ii) ( a i , b\ ) =  (29, 0.5) 

and {(xzJh) =  (36,0.5) and zri) (u,| , 5, ) =  (29,0.6) and (0 .2 , 6 2 ) =  (36,0.4). The resource 

capacity is X^oaZ =  160, the class populations ni =  n. 2 =  1 , the initial state (z ;  (0 ), ^ 2 (0 ) =  

( 0 , 0 ).

In all three cases the system is periodic with T  = 2 and the oscillation amplitude of the 

actual allocations is limited by the resource capacity. When 5] =  62 =  0.5 the maximum 

feasible allocation point lies on the line segment dehned by {x i j „ , X 2 jo)  and 

The low demand point is (;ci,/o, a.-2 ,/o) =  (29,36), and the maximum feasible allocation point 

{'■J'\,max^X2,max) =  (0.553,0.446) with an amplitude 24.8.

3.6 Dynamic Class Populations

Until now our models involved only stationary class populations; the number of users in each 

class was determined prior to the simulation and there were no arrivals or departures of  users
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during the course of the simulation. Although this assumption permitted an investigation of 

the fundamental properties of the system, in “real life” class populations are dynamic, as users 

arrive and leave the system (flows start and finish) or even decide to dynamically change their 

control behaviour thus migrating to other classes. In this case class populations are modelled 

as random variables and the optimal operating point of the system becomes a moving target. 

In the two dimensional space (Figure 3.1) the changes in the class populations correspond to 

changes in the gradient of the fairness line and the convergence process essentially becomes a 

tracking problem for moving optimal operating point. The statistical properties of the random 

variables as well as their rate of change determine the performance as well as the convergence 

properties of the system (the convergence time depends on the class populations, see Equa

tion 3.21). The statistical properties and the rate of change of the class populations as random 

variables depend on the distributions of i) the user arrival process, ii) the time individual users 

spent in the system. The latter depends on how long it takes the users to satisfy their indi

vidual service requirements, which in turn depends on their intrinsic service requirements, the 

actual number of users in each class and the resource capacity. Consequently the distributed 

AIMD controls should be fast enough to track the motion of the optimal operating point. When 

the class populations change at timescales shorter than the system convergence time then the 

distributed AIMD controls are unable to track the changes and reach the optimal operating 

point before the class populations change once again. As a result the system will always be in 

the process of converging without ever managing to converge, we next demonstrate this with a 

simple example.

Example

We simulated a two-class system where the class populations change simultaneously twice 

at times t \  and t 2 by independent, arbitrarily chosen amounts as shown in Figure 3.17-(a). 

Initialy the populations were (ni(0),  n2(0)) =  (17,5), then after the first change at t = ti  

they become (ni(f i) ,  722(^1)) =  (10,10) and after the second change a i t  = t2 they become 

{ni{t2 ),ri2 {t2 )) =  (9,23) and remain unchanged until the end of the simulation. The fact 

that n i { t ) , n 2 {t) change simultaneously is not limiting and in fact either of them could have 

changed at any given time. Also we have assumed that the initial demand for a new user 

entering the system is zero, and the individual user demands in each class Q  at time / =  0 

are equal Xij{0) = T%(0) Vj. These assumptions were made primarily for facilitating the 

discussion and they are not limiting the generality of our results. The actual points in time t\ ,  t 2 

determine how fast (or slow) the class population changes occur. For the slow case we choose 

ti = 100 and t2 = 200 and for fast case we have the same changes in n i, ri2 occur four times
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Figure 3.17: Example system trajectories when the class populations change at different rates.
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Figure 3.18: Weighted Fairness index when the class populations change at different rates.

faster at f | — 25 and f 2  =  50. In Figure 3.17-(b) we plot the system trajectory when the class 

populations change fast and the population changes become obvious by the discontinuity (spike) 

in the current trajectory. We notice that the system sufficiently approaches the corresponding 

weighted fairness line only after the second (final) change in the class populations because the 

changes occur so fast that the given AI MD controls cannot adapt in time. On the contrary Figure 

3.17-(c) shows that when the same changes occur at longer time scales the system is able to 

converge and stay considerably longer close to each optimal operating point. This also obvious 

from Figure 3.18 which plots the evolution of the weighted fairness index in the two cases, 

the deep drops in the two curves occur when the system is perturbed due to class populations 

changes.

3.6.1 A Queueing Model

We model each class as queueing facility with immediate service or infinite nuniher o f servers. 

Let the arrival process o f  users in class Q  be Poisson with average arrival rate A, (number of 

users per unit time) and independent identically distributed (i.i.d) service times with average 

(time units) " .  Thus we have an M \G \o c  queueing system for which the following Proposition 

is proved in [62].

Proposition 3.7 The number o f users n, (/) in the Af|G|oc queueing system is Poisson dis

tributed with

'Pi.k = P ro b [n fit)  = h] = e (3.30)

"/n is the average departure rate in number of users per unit time
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where the parameter Qi = ^  is the traffic intensity.

The rii{t) is a discrete random variable therefore Equation 3.30 is the probability density

function (pdf) and Figure 3.19 plots the pdf for three different traffic intensity factors qi =

{0.7,2,8}. For the rii{i) the average value is

  oo oo
ni[t) = E[ni{t)] =  ' ^ P i ,k k  = ^  k - ^  =  g (3.31)

A:=0 k^o

and the variance

=  £[n?] -  E \ m \  = e  (3.32)

Moreover from Little’s law [63] we have that the average number o f  users in a queueing system 

is equal to the average arrival rate, times the average time spent in the system regardless o f the 

distribution o f the arrival and departure processes :

ni(f)  =  \ iW i  (3.33)

where Wi is the average time a user stays in the system (class Q )  receiving service. Thus we 

have

W i = | i  =  -  (3.34)
Pi

This should be obvious from the fact that there is no queueing time in the system so the average

time a user spends in the system is the average service time which was initialy assumed to be

^  for class C*.

So if rii{t) and A* are known then the average time spent by a user in class Q  can be 

calculated and compared against the average of the estimated system convergence time from 

Equation 3.21 where the class populations have been replaced by the average class populations.

In order to calculate the average number of users in each of the two classes in our example 

let us assume that the simulation finishes at time t = T  — 300, thus

— p  'Ï2t=0

and for the case of fast change we obtain n f  =  10 and rÏ2 =  20 (rounded up to the next greater 

integer). Substituting the values n f  and rÏ2 in Equation 3.21 we obtain an average value for the

system convergence time tconv = 5.

According to this criterion the system converges in 5 time units so the rate of the class pop

ulation changes in our example should be acceptable. However this criterion is based entirely 

on the Efficiency aspects of the system (resource usage) and does not capture the requirement 

for timely convergence to fairness. From the trajectories and the evolution of the weighted fair

ness index in Figure 3.17 it is obvious that it takes longer for the Weighted Fairness Index to get
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Figure 3.19: Probability Density Function of class population.

sufficiently close to one than it takes the Efficiency metric to move into the convergence area 

defined as X uj,nu  <  A^(/,) <  hi Equation 3.21.

3.6.2 General Convergence Criterion

Given the number of  users in each class and an initial state (user demand vector) we introduce 

a new “tighter” convergence criterion which takes into account both the Efficiency and the 

Eairness requirements. We saw that after a finite number of steps, which we call /p, the system 

moves from any initial state x(0) of total demand X (0) to a state x(^p) in the Efficiency area. 

Nevertheless the value of the overall system Weighted Eairness Index (Equation 3.8) could still 

be unacceptably low. From the properties o f  the weighted fairness index we have that “(the 

index) is dirnensionless and independent o f  scale, it is hounded between 0 and 1, and it is 

continuous so that any slight change in an allocation changes the index". Moreover a resource 

allocation with a weighted fairness index of 0.99 implies that the resource has been allocated in 

a weighted fair manner to the 99% of the total population. We use this property of the index for 

selecting a satisfactory value for deciding whether convergence has been accomplished.

In what follows we present an algorithmic solution to the problem of determining the sys

tem convergence time for a given sufficiently high value of the weighted fairness index (Fgoai), 

when the AIMD control parameters satisfy Equation 3.24 (long term allocation is guaranteed 

to be weighted fair) and the system has one overload state in its cycle (satisfies Equation 3.29).

Starting from state x(/.p) the first state that satisfies the convergence to efficiency criterion 

at time /.p we assume that the fairness index for the cuiTent demand vector is F{tf . ) <



n  = r  ̂ 1 (3.35)
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Fgoai- Let Ti be the number of consecutive additive increase steps required for the total demand 

to exceed the resource capacity. Then at time t = te + ri the total demand is

X{te 3- Ti) = Yli—l >  Xgoai

solving for r i  and rounding up to the immediately greater integer we obtain

Xgoai ~  Z^i=l
i=i riitti

In the next step f =  fg +  Ti +  1 all users decrease their demands by the same multiplicative 

decrease parameter b, thus the fairness does not change

F{te +  Ti +  1) =  F{te +  Ti)

Assuming that the current value of the fairness index is not sufficiently high compared to the 

target value of the Weighted Fairness Index

F  {te +  T] + 1 )  < Fgoai

it follows that the additive increase cycle will be repeated for another t 2 consecutive additive 

increase steps starting from the state

x ( ( g  +  T i  +  1 )  =  6  x ( f g  +  T i )

Let the additive increase phase occur times before the Weighted Fairness Index exceeds its 

target value for the first time

F { t e  +  ' ^ T i  +  iy) >  Fgoai ( 3 . 3 6 )

i=l

where the r / s  for % =  1 , . . . ,  are the number of additive increase steps required at the 

additive increase phase. They are computed as in Equation 3 . 3 5 ,  using the demand vector that 

resulted after the multiplicative decrease of x(ig +  r i  + . . .  +  i — 1). For the convergence 

time then we have
!/—1 U

te  +  ^ 2  ^  ~  1  ^  tconv ^  te +  ^  Ti +  I' ( 3 . 3 7 )

i=l i=l
Although the method requires the computation of all intermediate demand vectors at the over

load states (and the states after the multiplicative decrease), it is computationally less expensive 

compared to running the actual simulation especially when the per step total demand increase 

riiai is relatively small compared to the resource capacity. The convergence time is a 

decreasing function of this per step total demand increase.

Returning to our example and using the estimation method outlined above with the average 

class populations n f  =  10 and fi2 =  20 we obtain an estimate of the average convergence time
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46 < tconv < 66. It is now obvious that changes in the class populations happening in shorter 

timescales than those suggested by the tconv range will not allow sufficient time for the system to 

converge. This is also obvious from the evolution of the weighted fairness index in Figure 3.18 

where essentially a perturbation may occur any time after time t = 50 when the system has 

actually managed to converge.

3.7 Summary

The stability and the bandwidth sharing policy in the Internet has been built into the end-point 

congestion control mechanisms of its dominant transport protocol, TCP. The congestion avoid

ance part of these mechanisms is based on the principle of Additive Increase and Multiplicative 

Decrease (AIMD) that brings a system to a fair and efficient (optimal) operating point [15] 

when all the end-points use the same parameters (homogeneous case).

In this Chapter we studied a deterministic, synchronous, single resource system similar to 

that in [15] with the exception that the end-points use heterogeneous AIMD control parameters. 

We used a generalised form of the Jain’s Fairness Index [60] to measure the weighted max-min 

fairness of the resulting allocations.

We studied system performance across a range of AIMD control parameters and derived 

the conditions for convergence to a weighted fair and efficient state generalising by induction 

in the number of control strategies and the number of users that implement each strategy (class 

populations). We proved that in the heterogeneous control case, when different weights are 

associated with different classes, a necessary and sufficient condition for convergence to 

weighted fairness (and for that matter to the optimal point) is that all the users in the system 

have the same multiplicative decrease parameter and weight proportional additive increase pa

rameters. It is important that the result does not depend on the number of users that implement 

each strategy. We proved system stability and periodicity and investigated the role of system 

parameters in the oscillating behaviour and the performance of the system. We also studied the 

effects of different combinations of class populations on system performance and the effect that 

dynamic class populations might have on the system convergence properties.

The dynamic system studied in this Chapter is a powerful abstraction and provides useful 

insights to the properties of a resource allocation system based on distributed controls. Nev

ertheless, it masks important complexities of packet networks and protocols, which may affect 

drastically bandwidth sharing between different users. These complexities are addressed in the 

following Chapter.

'^Convergence in this context means no deviation from the weighted fairness line or plane.



Chapter 4

Scaling the Bandwidth Sharing Properties of 

TCP

In this Chapter we present a performance evaluation of T C P  {a, 6); a TCP with parametrised 

AIMD controller in the congestion avoidance phase. We examine bandwidth sharing on a sin

gle bottleneck link when the objective is T C P {a , b) to achieve a 100% increase in average 

throughput (two times the bandwidth share) compared to a standard TCP. A set of “eligible” 

AIMD parameters is tested under different congestion conditions produced by realistic back

ground traffic.

4.1 Introduction

From a network engineering perspective the most common Internet user entity is the flow. At 

the lowest granularity a flow is a temporal association of packets with the same following five 

fields in their IP header, source/destination address, source/destination port number and proto

col number. According to measurements on large U.S. backbones, TCP flows or connections 

generate almost 90% of all packets in the Internet, and therefore rightly constitute the basis of 

this work.

Moreover, recent studies of Internet traffic reveal heavy-tailed distributions [64] in which 

the population of flows, depending on the amount of transferred data, is a mixture of many 

short flows (called “mice”) and fewer long ones (called “elephants”). There are more “mice” 

than “elephants” ' the majority o f  the packets belong to “elephants”. These TCP connections 

interact with the network over much longer time-scales than their end-to-end delay so that 

the queues in the routers mainly contain packets from such long-lived flows when examined 

over long time periods. Obviously the bandwidth sharing properties of the “elephants” are

‘This is a result o f file size distribution (the common object usually transferred with TCP) rather, than an artifice 

o f current applications or user behaviour, and as such it is regarded as a long term feature.
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particularly important to system performance. TCP “elephants” are by nature elastic flows; only 

the delivery time of the last byte of the transfer is important and they can tolerate fluctuations 

in their short-term transmission rate (throughput) without the user perceiving degradation in the 

quality of the transport service. Only the average throughput is important to elephants and it is 

computed as the the ratio of the total amount of transferred data (Kbytes) over the time required 

for the transfer (seconds). The average throughput can be thought as the long-term, end-to-end 

bandwidth allocation to the flow.

4.1.1 Prerequisites for comparing Fairness

A TCP connection is bandwidth limited when an increase in the network bandwidth leads to an 

increase in its bandwidth share; in other words the connection is neither limited by the capabil

ities of its end-points nor by end-to-end delay. Comparing the throughput of two bandwidth- 

limited TCP connections, with the same error!congestion control procedures is meaningful only 

when both connections are simultaneously active and they have at least one common link in their 

paths, traversed in the same direction. The performance of connections traversing disjoint paths 

cannot be compared due to the different path characteristics (link capacities, levels of compet

ing traffic, end-to-end delay). However, even on a certain network path the conditions (packet 

loss, delay) may vary substantially over time, thus comparisons between connections that are 

separated in time are generally not meaningful.

Moreover concentrating on a single link the bandwidth shares of different flows may vary 

substantially despite the fact that these flows have in principle the same rights to bandwidth 

allocation. Here we argue that unequal bandwidth shares do not necessarily imply unfairness 

for the purposes of the weight fairness examined in this thesis. There are several well-known 

factors which may affect bandwidth sharing on a link beyond its capacity and the number of 

other connections simultaneously competing for bandwidth on the link, these factors are

• the actual bottleneck link of each of the connections,

•  the number of other congested links traversed by each connection,

• the round-trip times of the connections.

These factors being equal for two connections their bandwidth shares observed on a common 

link along their paths should be equal without their paths necessarily coinciding. This condi

tionally equitable bandwidth sharing is the type of fairness achieved by TCP in the Internet 

today, as it is discussed later in this Chapter, under certain assumptions regarding what consti

tutes the “demand” of a flow at a given link, the resulting allocations are max-min fair.
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4.1.2 RTT Heterogeneity

Among the factors responsible for unequal bandwidth sharing, RTT heterogeneity has ties with 

the closed-loop AIMD congestion avoidance mechanism used in TCP. The exact timing for the 

opening of TCP’s cwnd depends on the returning ACK packets (self-clocking) and therefore on 

the connection’s R T T .  Thus the rate o f  increase of cwnd over time is per received ACK 

or 1 segment per R T T  (full window of data acknowledged). A side effect of the elegant TCP 

self clocking mechanism is that connections with long RTTs open their congestion windows 

more slowly in the unit time than connections with shorter RTTs, while connections with ap

proximately the same RTT open their windows at about the same rate. This results in unequal 

bandwidth sharing between connections.

In order to alleviate this type of unfairness Henderson et al. [65] proposed the use of a 

compensating additive increase factor in the congestion avoidance phase for TCP connections 

with long RTTs. However, there is no generally accepted solution since the wide range of 

RTT values (from a few to several hundred milliseconds), the diversity of network topologies 

and traffic conditions make it hard (if not impossible) to determine in a distributed manner, 

globally correct values for the compensating factor. This long-standing problem is essentially 

a side-effect of the feedback delay in the closed-loop congestion control and this thesis does 

not attempt to correct it. The objective is not to provide absolute fairness between any two 

connections that have at least one common link in their paths but a weighted generalisation o f  

the currently established notion o f  fair bandwidth sharing.

In the following Section we formally describe the equilibrium bandwidth allocations in a 

network as they result from homogeneous, adaptive, congestion control and a stationary popu

lation of long-lived connections.

4.1.3 Bandwidth Allocation in a Network

Let connection f i  traverse a network path of M  links Pi =  for m  =  1 , . . . ,  M . For any

given link i  ^  Pi with bandwidth B i and a stationary number of long-lived connections ri£ there 

is an (unweighted) fair bandwidth share per connection for the case in which all connections 

have unsatisfied demand for bandwidth on that particular link. This is the nominal bandwidth 

share ^  for that link and it can be computed based on information that is locally available 

to the router (provided that the router has knowledge of the number of active flows). However 

there are cases where this metric is of limited use in judging the fairness of bandwidth allocation 

on a link.

There are two subsets of flows on link a subset $  with connections which are bot

tlenecked at links other than £ (which do not necessarily belong to Pi) so that an increase in
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the local bandwidth (B i) would not increase their individual end-to-end bandwidth share, and 

a subset F  of the remaining = ne — connections which are bottlenecked (or bandwidth- 

limited) on link which means that an increase in the local link bandwidth would lead to 

an increase in their individual end-to-end bandwidth allocations.

Because adaptive protocols probe the network for more bandwidth, a connection 6 $  

may have a bandwidth share jdi greater than the local nominal bandwidth share since other 

connections in $  may be able to use only a fraction of it. Let = S 2 i  A  be the sum 

of bandwidth shares of the connections in 0 ; then all other things been equal (factors listed 

above), the remaining bandwidth is equally shared among the connections which are locally 

bottlenecked and each of them receives

B i ~  B ^
0 = ------------

Til —

and by definition b is greater than the maximum bandwidth share of any connection in 0  .

The described allocation results from the so called algorithm of progressive filling [56], a 

practical method for obtaining a max-min fair allocation in a network with a set of links and a 

number of flows traversing subsets of these links. The bandwidth shares of all the connections 

are initially set to zero, and they start increasing progressively at the same rate until one or sev

eral links run out of bandwidth. The bandwidth shares of the connections using the saturated 

links cannot be increased further in any of the links they traverse and the saturated links are the 

bottleneck for these connections. The fairness properties of the congestion avoidance mecha

nisms ensure that all the connections receive the same share of bandwidth in those links that 

saturated first. The rest of the connections carry on increasing their bandwidth shares on the 

links until one or several links saturate again and the connections passing through these links 

stop increasing further. The algorithm can carry on for several rounds leading to links where the 

actual bandwidth shares may vary substantially between different connections, as they stopped 

increasing their shares at different rounds. The overall allocation on any given link is max- 

min fair since the local demand for some of the connections is determined by their bottleneck 

bandwidth shares on links elsewhere.

4.2 Simulating Unequal Bandwidth Sharing

The above concepts are better illustrated with an example simulation, using the ns-2 [66] net

work simulator with the topology shown in Figure 4.1(a) in which four TCP connections si

multaneously share the bandwidth of the link between routers R \ and R 2 . The goal of the 

simulation is to demonstrate first the scope in which bandwidth sharing is considered fair and 

second that unequal bandwidth sharing does not always imply unfairness as it can be caused by
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Table 4.1: Simulation parameters for unequal sharing.

95

link bandwidth s^-R ^ 10 Mbit/s

link delay 2 msec

queue limit R 1-R 2 60 packets

queue limit R 2 -tq 10 packets

B 1.5 Mbit/s

D 50 msec

B i 10 Mbit/s

B 2 128 Kbit/s

Di 2 msec

D 2 50 msec

differences in the path characteristics and not due to the aggressiveness of other connections. 

The simulated time is 60 seconds and the parameters of the topology are given in Table 4.1.

All TCP connections f i  from sender Si to receiver (z =  0,.., 3) use the link between R \ 

and There are also three UDF senders (denoted as Sudp in Figure 4.1(a)), sending through 

the router R 2 to three UDF receivers (Vudp) running on the same node as TCP receiver tq. The 

UDF senders are ON/OFF sources with exponentially distributed on/off times with a mean of 

200 msec for the active period, 900 msec for the idle period and a peak rate of 0.1 Mbit/s. 

The purpose of the UDF traffic and the limited queue size of 10 packets between router R 2 and 

receiver ro is to create additional packet loss (on top of that incurred on the link between R \  and 

R 2 ) for the connection /o on a link with otherwise sufficient amount of bandwidth (lOMbit/s). 

Figures 4.1(c) and 4.1(d) show the instantaneous queue size variation at the links where flow /o 

suffers packet losses; both links have a packet loss rate of approximately 1%.

Each TCP connection is used to highlight a special case since the four paths from Si to 

were deliberately chosen with different bandwidth, delay and loss characteristics. After the end 

of the simulation the average throughput (bandwidth share on the R 1-R 2 link), were 60 =  0.493 

, &i =  0.741 , 62 =  0.129 and 63 =  0.103 in Mbit/s; the performance difference is also obvious 

from the byte-over-time traces obtained at the receivers shown in Figure 4.1(b).

All three connections /o through /2  are bottlenecked on the link between R i and R 2 . Con

nection f i  is constrained only by the bandwidth on the this link and no other factor. However /2 

has longer RTT  than / i  and as a result achieves considerably lower throughput than bi. More

over /o is experiencing packet loss on the link between R 2 and ro due to the background
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Figure 4.1: Unequal bandwidth sharing.
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traffic from the UDP sources despite the fact that the additional loss probability on the receiver 

link is only 1% the burst losses have considerable impact on throughput. Finally connection 

/s  is unsuitable for comparisons with the other three, because it is bottlenecked on the link 

between router R 2 and the receiver rg; the 128 Kbit/s link limits /s  bandwidth to less than its 

nominal bandwidth share on the link between R \ and R 2 (which is a quarter of the 1.5Mb/s, 

approximately 400 Kbit/s).

Although the allocation may at first look grossly unfair no connection can be blamed 

fo r  the performance o f the others and the fact that / I ’s bandwidth share {b\) is greater than 

its nominal bandwidth share is in fact desirable because otherwise this bandwidth would be 

wasted.

In this thesis we accept the fact of unequal bandwidth sharing due to path heterogeneity and 

the AIMD parametrisation of TCP congestion avoidance, studied in the rest of the Chapter, does 

not attempt to compensate for such phenomena, the goal is to achieve weighted fair bandwidth 

sharing in this well-defined context.

4.3 Parametrisation of TCP Congestion Avoidance

A TCP connection with a sufficiently large amount of data to transfer over a network path with 

rather uniform distribution of packet losses at rate less than 10%, operates in the congestion 

avoidance phase [43], and the cwnd is updated using the AIMD control law shown in Figure 2.3. 

The cwnd is the number of packets  ̂ transmitted by a TCP sender in an R T T  (the time it takes 

an ACK of a previously sent packet to be received back at the sender) thus for a given RTT the 

average cwnd reflects the average bandwidth of the connection. A TCP connection probes the 

network for more bandwidth by increasing its cwnd linearly in time and responds to congestion 

by multiplicatively decreasing it upon reception of a congestion signal which means detection 

of packet loss.

In the general case cwnd can be increased by a packets (or a x M S S  bytes) per R T T  

in the absence of packet loss and it is decreased by a multiplicative factor 0 < 6 <  1 upon 

detection of congestion. The values of the AIMD parameters used for cwnd control in the 

congestion avoidance phase potentially determine the bandwidth sharing properties of a TCP 

connection. Thus we refer to a TCP connection with parametrised congestion avoidance phase 

as T C P  {a, b). Standard TCP connections [42] use additive increase by one packet, a  =  1 and 

multiplicative decrease by half b — 0.5 thus they correspond to T C P (1 ,0.5).

TCP’s cwnd can be thought as logically equivalent to user demand (x{t)) in the determin- 

^Only for the purposes o f the discussion here, since actual implementations the congestion window is in bytes.
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Figure 4.2: Deterministic sawtooth model for cwnd in congestion avoidance.

istic discrete-time model. It follows that the case in which several TCP connections update their 

cwnd  at different rates due to different additive increase parameters, corresponds to the hetero

geneous linear controls case where users update their demand at the unit time using different 

additive increase parameters (o , ’s). Thus for a TCP connection in the congestion avoidance 

phase Equation 3.15 we can write

c.w ndi[t -f R T T )  =  <
a, -f cw n d ,{ t)  n, >  0, no congestion signal

bj cw iid iit)  0 <  6, <  1, single congestion signal
(4.

Lack of congestion signal implies a normal flow of ACKs, in the case of single packet loss the 

congestion signal is three duplicate acknowledgements. However, with TCP SACK multiple 

packet losses in the same RTT are normally treated as a single congestion signal causing one 

multiplicative decrease event.

4.4 Analytical Model
We extend the model for the macroscopic behaviour of TCP congestion avoidance by Mathis et 

al (45] to incorporate the AIMD parameters. Based on this model we assume that a T C P { a , b) 

connection has a constant RTT {R  sec) and a random packet loss at constant probability p. This 

means that approximately l / p  consecutive packets are delivered followed by one drop. Loss
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recovery is completed within approximately one RTT and cwnd is multiplicatively decreased 

by a factor of b.

Under these assumptions cwnd evolves in a series of rounds exhibiting a periodic "saw

tooth” behaviour shown in Figure 4.2. It takes its maximum value W  at the end of each round

and its minimum value bW  at the beginning of the next round after loss recovery and the mul

tiplicative decrease by a factor b.

Assuming that the receiver acknowledges every packet the cwnd opens by a packets per 

RTT. Let k  be the number of additive increase steps required for increasing cwnd from its 

minimum to its maximum value in each round then bW  ka = W  or k = The mean

value of cwnd in packets is

W  = ( L t Æ  (4.2)

and the total number of packets transmitted per round  ̂ is Also from the assumption

(1 _  ^ 2 )^ 2

2a

of constant loss rate p we have

P = 2a

and therefore the maximum cwnd is

where the valid range for the additive increase parameter is

1 < a < W  and W  > 4

to allow for loss recovery using the fast-retransmit mechanism which requires the reception of 

three duplicate ACKs. From Equations (4.3) and (4.2) follows

Assuming that the loss probability p  is independent from the AIMD parameters (a, b), we can 

plot W  (Equation 4.4) as a function of a. In Figures 4.3(a) and 4.3(b) we see the graphs for 

p  € {0.05,0.1,0.15} and two values of 6; 6 =  0.5 and b =  0.75 respectively. According to 

the deterministic model the ratio of VF’s of two TCP connections should be equal to the ratio of 

their a ’s, thus for a given p  and 6, the goal is

= ^  , V a i , a 2 < W  (4.5)
W{a2) 0L2

Obviously (4.5) is not generally true, in the Figures we use arrows to denote that a values

on the right side are not of interest. Nevertheless, there are certain ranges, [amin-,dmax] in which 

^The area under a line segment \ { h W  +  W ) k
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(a) b = 0 .5  (b) b =  0 .75

Figure 4.3: Mean cwnd (HO as a function of a.

the relationship (4.5) holds approximately. These ranges conespond to those parts of the curve 

which are almost linear in a and parallel to the 45 degrees line H ' =  a, thus

1 , dW
4 n.jiiii,, (i,,ia,r : (I E ~  0 anda-(I (1.(1

1 (4.6)

These ranges are better shown in Figures 4.4(a) and 4.4(b) which plot ^  for the values of h 

and p given above. The width o f  the range for given h and p  depends on the desired accuracy; 

for instance when ^  =  1 ±  0.2 the angle of the tangent at each point of the curve varies from 

42 to 47 degrees. We also observe that

•  for the same p, larger h values produce ranges which are “wider” (larger -  a„,,„) 

and cause them to “shift” towards higher values of «,

•  for the same b, large y> values produce ranges which are “narrower” and cause them to 

“shift” towards smaller values o f  a.

It follows that for sujficiently sm all p  values the ranges can become so wide that

3 U ^  2, . ^  ^hnax — T  f) '̂7/;7n (4.7)

Because only the relative differences in the H " are of interest the values o f  a do not have absolute 

significance either; they can be a few bytes or Kbytes. Therefore for a given small value of p 

we can scale the base additive increase parameter to be (instead of 1 ) and assume unit

increments in terms of a,,,,;,. Thus 3 k < a such that a =  and

W i a ]  a

W{ a ,
(4.8)
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Figure 4.4: The derivative of the mean cwnd ( ^ )  as a function of  a

In practice however, and h are fixed; thus the range of loss probabilities for which weight 

proportional differentiation is feasible is necessarily limited.

Moreover the independence assumption holds only when the packet size is infinitesimal 

compared to the capacity of the network path. In any realistic configuration the increase of the 

additive increase step is certain to cause an increase in the loss probability.

4.5 Simulation Study

In this Section we focus on two  TC P connections that compete for bandwidth at a common 

bottleneck link. The first connection is a standard T C P (  1,0.5) with weight , and it will 

be used as reference for the comparisons, while the second is an intentionally weighted fair 

sharing TCP{a,h)  with an intended weight uh2 =  2 a ; , . Our goal is to study by simulation how 

effective different AIM D parameter pairs are in providing weighted fair bandwidth sharing.

Although the deterministic model in Chapter 3 required weight proportional « ’s and equal 

6 ’s it did not prescribe their actual values. The a values in particular were fractions of the 

resource capacity which in this case corresponds to the bandwidth delay product (in packets 

or bytes) of the end-to-end path. Given that standard TCP uses an additive increase factor of 

1 packet (or MSS bytes) per RTT (n.| =  1) there is an area of eligible points in the («2 1 ^2 ) 

parameter space (as shown in Figures 3.6 and 3.8).

In order to compare TCP{aJ) )  against standard T(^7P(1,0.5) we select a set of seven 

points in the («2 , hz) parameter space. The points are

{(1 ,0 .75) (1 .5 ,0 .7) (2 ,0 .5 )  (2,0.(i) (2 ,0 .05) (2 ,0 .7) (2 ,0 .75)} 

shown in Figure 4.5. They include the optimal (according to the deterministic model) parameter
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Figure 4.5: AIM D parameter pairs («, h) compared against standard TCP( 1,0.5).

pair (2,0.5) and the other two pairs (( 1,0.75), (2 ,0 .75))  used in the simulations in Section 3.4. 

For the additive increase parameter « we prefer mostly integer values in order to keep simple 

the arithmetic involved in real protocol implementations.

4.5.1 M ethodology

We use the "ns-2"  [66] network simulator with the topology shown in Figure 4.6. The band

width of the links connecting the sender hosts to router R \ as well as the links connecting 

router /? 2  to the receiver hosts are 10 Mbit/s and the delay 2 msec. The bandwidth of the link 

connecting R \ and /?2  is 1.5 Mbit/s, the delay 50 msec and the queue size 60 packets. Router 

R  \ is over-provisioned with buffer space; assuming 1000-byte packets, a maximum queue size 

of 60 packets is approximately six times the bandwidth delay product o f  the bottleneck link. 

The trafhc from the senders converges to router R \ making the link between 7?i and /?2  the 

bottleneck link.

The packet size used by the two TCP connections is 1000 bytes; tbey also have sufficiently 

high values for the maximum allowed window size and an unlimited amount of data to send 

(FTP sources) so that they can potentially reach steady state. They also have the same RTT in 

the order of 100 msec, dominated by the delay of the bottleneck link The simulated time is 

80 sec and the start times of the two connections are uniformly distributed in the first 4 sec in 

order to avoid traffic phase effects [28].

■*The two TCP connections are sim ultaneously active so their packets experience the same queueing delay, thus 

since we consider only relative throughput differentiation it can be assumed that their RTTs are the same.
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Figure 4.6: Simulation topology for the TCP(a,b) vs. TCP( 1,0.5) comparisons.

In all simulations TCP uses the Selective Acknowledgements (SACK) mechanism [47] 

because (as it will be discussed in the protocol implementation details in Chapter 5) it is more 

resilient to packet losses than TCP Reno.

We simulate two basic scenaria, in

.scenario 1 the two TCP connections compete against each other for bandwidth at the bottle

neck link without background traffic, while in

scenario  2 a number of 10 exponential on!off’UDP sources are used for emulating reasonably 

realistic background trafhc conditions.

An on/off UDP source sends hxed-size packets at a fixed rate during the on periods and 

no packets at all during the off period. Both the on and off periods are drawn from exponential 

distributions with pre-configured means. The UDP packet size is hxed at 500 bytes, also in the 

same simulation all UDP sources have the same peak rate.

In order to experiment with different levels o f  background traffic for a given T C P { a , b )  

case; we perform a series of simulations in which the peak rate o f  the UDP sources ranges 

uniformly from 25 Kbit/s to 250 Kbit/s, in discrete steps of 25 Kbit/s (25*.s7cp; .step =  1, ..10). 

Different peak rates are used in order to emulate realistic patterns of background trafhc and 

create different packet loss rates at the bottleneck link. We run 20 simulations for each of the 

10 distinct peak rates used for the on/off UDP sources, that is 200 simulations for each of the 7 

parameter pairs examined.

In 10 out of the 20 simulations the on/off intervals were chosen from exponential distribu

tions with means 800 msec and 600 msec for the on and off intervals respectively (800:600). 

In the remaining 10 simulations we used exponential distributions with means 500 msec for 

both the on and off intervals (500:500). Our intention was to create diversity in the background
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Figure 4.7; Typical background traffic patterns.

traffic patterns for the same maximum aggregate peak rate. Figure 4.7 shows typical patterns 

of aggregate background traffic, generated by the 10 UDP sources with peak rates of 5()Kbits/s, 

100 Kbits/s and 250Kbits/s, for the two configurations of on/off intervals. A longer on interval 

causes longer lasting traffic bursts and the maximum aggregate peak rate is around 50Kbytes/s 

(or 400Kbit/s).

4.5.2 P erfo rm ance  M etrics and  A nalysis

At the end of each simulation involving T CP[ aJ >)  against T C P { \..  ().h) we record the values 

of the following simulation-specific perform ance metrics

c.vnid] , cw ndz  the mean cw ndper-flow  for T C P { l , i ) . b )  and T C P { a ,  h) respectively (along 

with the standard deviation, the minimum and the maximum values)

p  the mean packet loss rate at the bottleneck link, computed as the ratio of the packets dropped 

over the total number of packets received at the bottleneck router 7?i (from all flows)

P\  , p 2 the mean packet loss rate per-fiow  for T C 7 ^ (1 ,0.5) and T C P { a ,  b) respectively, com 

puted as the total packets received over the total packets transmitted,

cimi.d the mean cw nd ratio  computed as the ratio of the means cnm dj

r to i , r t o -2 the mean retransmission timeout (RTO) ratio per-fiow  for T C P (  1,0 .5) and 

T C P { a ,  b) respectively, computed as the ratio of the multiplicative decrease (MD) events 

leading to a retransmission timeout (RTO) over the total number of MD events.

Where appropriate we compute a 90% confidence interval for the meatr, that is two values 

such that the probability of the mean being between these two values is 90%. So for a sample
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size n, a mean x  and standard deviation s the 90% confidence interval is

r -  5  _  S
[X — Zo.9 5~l=,X  +  ^0.95-7=)y/n y/n

where 2:0.95 =  1.645 is the 95-quantile  ̂ of a unit normal variate [67].

In the computation of the mean cwnd per-flow {cwnd\ , cwnd2 ) the data before simulation 

time t = 10 sec were removed (transient removal) since we are interested only in the properties 

of bandwidth sharing at the steady state and the initial transient (surge of packets due to first 

slow start) could bias the result.

For some of the TCP pair tests and some (typically one or two) of the tests performed at a 

given peak rate of the UDP sources, there was small number from the 20 simulations (typically 

one or two) where either cwnd\ or cw nd2 appeared dramatically small compared to typical 

values observed in the other simulations. This caused the mean cwnd ratio (cwnd)  to take an 

extremely large or extremely small value depending on whether the “problematic” flow was 

the standard T C P (  1,0.5) or T C P  (a, b) (usually was the standard TCP). In fact by examining 

closer the data (after the transient removal) in these simulations the “problematic” TCP had 

managed to send only a few tenths of packets (while the other had sent several thousands) 

and had a retransmission timeout ratio of 100%, this was the unfortunate effect of successive 

timeout events. Such atypical observations were considered outliers and were removed; for any 

particular TCP pair test we discarded between 3 and 8 (out of 200) simulations.

Our goal was to analyse the data from each TCP pair test in separate bins defined on the 

basis of the peak rate used by the 10 UDP sources for the background traffic generation. Hence 

in a set of 20 simulations an extreme cwnd  value (outlier) observed in one or two of these sim

ulations, would considerably bias the result and lead to misleading conclusions. Nevertheless 

outlier removal was not required in the scenario without background traffic where the timeout 

events were extremely rare.

The analysis focuses mainly on (p, cwnd) data points; how the cwnd ratio varies with the 

link loss rate and describe the data points with a linear model since ideally cwnd = f (p)  = 2. 

For the scenario 2 simulations we also plot (pi, cwndi) and (p%, rtoi) for z =  1,2.

4.5.3 Results without background traffic

We run 40 simulations for each of the seven TC 'P(1,0.5) vs. TCP(a , b )  test pairs. In all 

cases the average link utilisation (throughput) was high; around ISO packets/s (or 1.44 Mbit/s). 

The data points in Figure 4.9(a) show the cwnd ratios (cwnd)  observed at different packet 

loss rates (p) when there is no background traffic on the bottleneck link. Clearly T C P ( 2 , 0.5) 

100(1 — a )%  confidence interval uses 2 i_ a / 2  ; the (1 — a/2)-quantile o f the unit normal variate.
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Figure 4.9: Mean cwnd ratio without background traffic; data points and linear regression.
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Table 4.2: Link loss rate cwnd ratio, no background traffic.

108

TCP Link Loss cwnd ratio

(a,b) mean 90% confid. mean 90% confid.

(1,0.75) 0.010 [0.009, 0.011 ] 2.278 [2.214, 2.342]

(1.5,0.7) 0.010 [0.010, 0.011 ] 2.793 [2.736, 2.851 ]

0.010 [0.009, 0.011 ] 2.052 [ 2.028, 2.075 ]

0.012 [0.011,0 .013] 2.676 [2.641,2.711 ]

(2,0.65) 0.012 [0.011,0 .012] 3.122 [3.061,3.183 ]

G%&7) 0.011 [0.011,0 .012] 3.628 [3.531,3 .724]

(2,0.75) 0.013 [0.012, 0.014] 4.685 [ 4.595, 4.774 ]

Table 4.3 RTO ratio, no background traffic.

TCP RTO ratio TCP( 1,0.5) RTO ratio TCP(a,b)

(a,b) mean 90% confid. mean 90% confid.

(1,0.75) 0.047 [ 0.035, 0.059 ] 0.026 [0.016, 0.037]

(1.5,0.7) 0.055 [ 0.045, 0.064 ] 0.027 [0.017, 0.036]

(2, 0.5 ) 0.051 [0.040, 0.061 ] 0.039 [ 0.028, 0.049 ]

(2, 0.6 ) 0.058 [ 0.050, 0.067 1 0.043 [ 0.033, 0.053 ]

(2, 0.65) 0.048 [ 0.039, 0.057 ] 0.030 [0.021,0 .040]

(2, 0.7 ) 0.032 [ 0.024, 0.041 ] 0.018 [0.011,0 .026]

(2, 0.75) 0.031 [ 0.023, 0.039 ] 0.009 [0.004, 0.015]

approximates better than the other TCP{a ,  b) the target cwnd ratio when competing against 

the standard T C P (1,0.5). The packet loss rates (pi, p 2 and p) in all these simulations were 

very low; they ranged from a minimum of 0.7% to a maximum of 2.4% and therefore the RTO 

ratios (rtoi^i, rto 2 ,i) ranged from an absolute minimum of 0% (no timeouts) to rare maximum 

of 8.3% observed across all TCP pair cases (40 x  7 — 280 simulations).

Table 4.2 has the mean and the 90% confidence interval of the mean for p  and cwnd  for 

each TCP{ a ,  b) case, computed from the 40 samples. It is obvious that T C P { 2 , 0.5) in practice 

achieves the target cwnd ratio {cwnd = 2) for as long as the link packet loss rate is around 1 %

(p % 0.01).

Also Table 4.3 shows the mean and 90% confidence interval of the mean for the RTO ratios
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( rtoi ,  r to2 )\ the probability for a timeout is low for both T C P (  1,0.5) and T C P  {a, b) without 

background traffic. However TC 'P( 1,0.5) is slightly more susceptible to timeouts compared to 

its more aggressive competitor, this is a trend that appears in all TCP{a ,  b) cases.

In Figure 4.9(b) the data points are further described by a linear model using the method 

of least-squares fitting. According to the Least Squares Criterion the line that minimises the 

Sum of the Squares of the Errors (SSE) defines the best linear model for describing the data. 

Apparently the ideal line for weighted fair bandwidth sharing would be cwnd = f{p)  = ^  = 

2, we see that the line describing the T C P (2 ,0.5) data points almost coincides with the “ideal 

line” for loss probabilities up to 2%.

At this point we should also highlight the similarity between the demand trajectories 

{xi{t)) of the dynamical system (Figure 3.4) and the cwnd trajectories obtained from sample 

simulation traces (Figure 4.8), for the corresponding AIMD pairs (1,0.75) (2,0.5) (2,0.75). 

Thus the simulations confirm that at least for low packet loss rates the dynamical system model 

and the bottleneck sharing topology commonly used for TCP simulations are conceptually 

equivalent. This is re-enforced by the fact that the optimal AIMD parameters derived for the 

dynamical system (Equation 3.24) provide weighted fair bandwidth sharing as long as the link 

loss rate remains below 2% (p < 0.02).

4.5.4 Results with different levels of background traffic

In the scenario with background traffic the (p, cwnd) data points for the seven TCP pair cases 

are shown in Figures 4.10 - 4.16. We use linear regression (least-squares fitting) to derive a 

model for describing the data; the model is of the form y = fio ~  l^ix, where the coefficients 

are random variables from unknown distributions and the least squares fitting simply gives the 

mean of these distributions. Using the methodology outlined in [67] we also compute the 90% 

confidence intervals for the derived regression parameters (the means) and the values are given 

in Table 4.4.

In Figures 4.10 - 4.16 we plot three lines; the coefficients of the lower line assume the 

minimum values of their corresponding confidence intervals, while the coefficients of the upper 

line assume the maximum values, finally the line in-between uses the coefficients that result 

from least squares fitting. With 90% probability any line describing cwnd ratio data in this p 

range (p is called the predictor variable) will lie in the area between the upper and the lower 

lines.

Both the visual test and the coefficient o f  determination (R^),  in Table 4.4, suggest that a 

linear model should not be used for describing the data. The values of R? denote the percentage 

of variation that can be explained using the linear model. When R^ is close to 0 this implies
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Table 4.4: Linear Regression Coefficients, (p, cw) with background traffic.
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TCP

(a,b) mean

/3o

90% confid. mean

Pi

90% confid. coef.determ.

(1,0.75) 1.88 [ 1.83, 1.94] -5.10 [ -5.98, -4.23 ] 0.32

(1.5,0.7) 2.22 [2.15, 2.29] -4.82 [ -5.95, -3.69 ] 0.20

(2,0.5 ) 1.59 [ 1.54, 1.63] 0.53 [-0.21, 1.28] 0.00

(2,0.6 ) 1.98 [ 1.91,2.04] -1.66 [ -2.69, -0.64 ] 0.03

(2, 0.65) 2.19 [2.12, 2.26] -2.13 [-3.22,-1.03 ] 0.05

(2,0.7 ) 2.59 [ 2.50, 2.68 ] -6.28 [ -7.66, -4.89 ] 0.22

(2, 0.75) 3.03 [2 .93 ,3 .14] -8.20 [ -9.62, -6.77 ] 0.31

that the linear model cannot explain the amount of variation observed any better than the single 

mean value of the observed cwnd ratios.

Following the failure of the regression analysis we examine the (p, cwnd) data points in 

sub-ranges of the predictor variable p. The data are clustered in bins which are defined on the 

basis of the peak rate used for the UDP on/off sources in different simulations. The peak rate of 

the UDP sources largely determines the level of background traffic and therefore the range of p  

values.

The 10 distinct peak rates define 10 bins, each bin containing 20 sample simulations 

The results for (p, cwnd), {pi, cwndi)  and (p%, rtOi) for z =  1,2, are shown in Figures 4.19 - 

4.24. Each curve has one point per bin corresponding to the mean value of the performance 

metric plotted in the particular graph and the error-bars indicate the 90% confidence interval for 

the mean (considering the appropriate number of samples in each bin). The loss rates observed 

by the two flows and the loss rate at the bottleneck link are all different it follows that in the 

(pi, cwndi)  and (p%, rtOi) graphs the data points from the two curves that belong in the same 

bin can be found by the order in which they appear from the lower to the higher values of pi.

In order to calibrate the cwnd ratio results from the TCP{a ,  b) vs. T C P (1 ,0.5) simula

tions (Figures 4.19(a) - 4.24(a)) we should first refer to Figure 4.17, which shows the a priori 

fair bandwidth sharing achieved between flows with homogeneous controls, in particular be

tween T C P (1,0.5) and T C 'P(1,0.5); the target cwnd ratio in this case is 1. We note that 

all the 90% confidence intervals of the cwnd ratio (vertical bars) for different bins fall within

^In certain cases the number of sample simulations could 19 or 18 but no less, due to the removal o f  outliers 

from the original data set.
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±10%  of the target ratio. Moreover all confidence intervals overlap and include the target cwnd 

ratio regardless from the value of p.

Ideally these properties would hold for weighted fair bandwidth sharing between the opti

mal TCP{a ,  b) and T C P { 1 , 0.5). However, from Figures 4.19(a) - 4.24(a) it becomes obvious 

that there is no single TCP{a ,  b) which performs better than the others across the entire range 

of p  values ([0.02,0.14]). Nevertheless, certain T C 'P (a , b) appear to be better than others over 

wider ranges of p  values, for instance T C P { 2 , 0.65) appears to have better weighted fair shar

ing properties than T C P (2 ,0.75).

From the (p, cwnd) graphs with confidence intervals we can predict, fairly accurately, the 

relative gain of a particular TCP{a., b) across different ranges of the packet loss rate p. Assum

ing that for TCP{a ,  b) a ±10%  deviation from the target congestion window is acceptable and 

using those 90% confidence intervals of cwnd  that fall within that range, we construct Table 4.5 

which shows those T C P  [a., b) that meet the criterion and the range of p  for which this happens 

(union of individual 90% confidence intervals).

T C P (2 ,0.65) approximately achieves the target ratio for the wider range of packet loss 

rates. Moreover from Figure 4.22(c) it is obvious that in these regions where the target ratio 

is reached the retransmission timeout ratio (rtOi) is below 20% for both flows, this means that 

less than 2 out of 10 multiplicative decrease events lead to a retransmission timeout in the worst 

case.

As the packet loss rate (p) increases, more packets are lost and TCP starts losing its self

clocking more frequently, falling into retransmission timeouts followed by slow-start in order 

to recover the lost packets. We see that in those bins which correspond to high peak rates for the 

UDP sources, p  approaches 10% and approximately 30% of the multiplicative decrease events 

of all TCP((z, b) lead to timeout while the percentage is higher (around 40%) for standard 

T C P (1 ,0 .5 ). Hence as p  increases beyond the 10-11% range TCP is moving out from the 

congestion avoidance phase and cwnd is no longer subject to the AIMD control, retransmission 

timeouts prevail instead and the slow-start algorithm starts playing an increasingly important 

role in TCP performance.

4.6 Summary

In this Chapter first we argued about the difference between unequal bandwidth sharing due 

to differences in network path characteristics (RTT, number of congested gateways) and un

fairness', reduced throughput due to the more aggressive behaviour of other flows. Then we 

presented an analytical model of an AIMD parametrised TCP which we call TCP{a ,  b), and
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Table 4.5: Successful TCP(a,b) derived from the means’ 90% confidence intervals.
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TCP (a,b) P cwnd

(1.5,0.7) [0.015, 0.067] [ 1.807, 2.197 ]

G%&6) [0.021,0 .067] [ 1.817, 2.081 ]

(2,0.65) [0.016, 0.084] [ 1.894, 2.172]

(2,0.7 ) [0.066, 0.109] [ 1.819, 2.166]

an extensive simulation study of the effects of the AIMD parameters on TCP performance dif

ferentiation.

In the analytical model we assumed periodic, deterministic packet losses and derived a 

formula for the mean value of the congestion window {cwnd) as a function of the AIMD pa

rameters (a, h) and the packet loss rate p  (Equation 4.4). Using this formula and the results from 

Chapter 3 (Equation 3.24), we showed that there are limits in the range of packet loss rates and 

the range of relative weights for which weighted fair bandwidth sharing between TCP flows can 

be achieved.

We examined by simulations seven cases of TCP{a ,  b) against the standard T C P (1 ,0.5) 

in different traffic conditions for a relative weight of 2. Our findings validate the results of 

the dynamical system model of Chapter 3 (Equation 3.24) but only for low packet loss rates 

(p less than 2%). As the packet loss rate increases (from 2% to around 8-9%) the cwnd ratio 

for the “optimal” parameter pair (2,0.5) is consistently below the target level (Figure 4.20(a)). 

However, the less responsive T (7 P (2 ,0.65) appears to be more effective in maintaining the 

throughput ratio at the target level of 2 with high confidence (Figure 4.22(a)). We generally ob

serve that as the packet loss rate starts exceeding 10%, TCP performance is largely determined 

by the timeout periods and the slow start mechanism while the parametrised AIMD congestion 

avoidance becomes increasingly irrelevant.

In the following Chapter we study an algorithm called MulTCP; a weighted fair sharing 

TCP which modifies both the congestion avoidance and the slow start behaviour of TCP in an 

attempt to capture, in a single control loop, the bandwidth share that N  standard TCP connec

tions would have captured in aggregate.
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Figure 4.17: TCP(I,0 .5) vs. TCP(I,0.5) cwnd ratio, used for calibrating TCP(a,b) vs. 

TCP(1,0.5).
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Figure 4.19: TCP(I,0.5) vs. TCP(1.5,0.7)
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Chapter 5

Implementation and Performance Evaluation 

ofMulTCP

Crowcroft and Oecshlin [16] were the first to propose a method for transport-level differentiated 

services for the Internet based on a weighted fair sharing TCP. Their algorithm is called MulTCP 

and it modifies both the start-up and the steady state behaviour of a TCP connection aiming at a 

bandwidth share equal to that N  standard TCP connections would have obtained in aggregate.

In fact the work presented in this Chapter pre-dated that of Chapters 3 and 4. However 

the work in Chapters 3 and 4 is mainly analytical in nature and involves simulations, while that 

of this Chapter is purely experimental; for this reason we considered it more logical to present 

the material in its current order, although this does not reflect the temporal order in which the 

research was carried out.

MulTCP is parametrised using a single number N; the number of virtual TCP connec

tions. Although the rationale behind the parametrisation of the congestion control behaviour 

in MulTCP is different from that of TC P {a , b) described in Chapter 4, MulTCP essentially 

corresponds to T C P {2 ,0.75) with additional slow start modifications.

The Chapter is organised as follows; Sections 5.1 and 5.2 provide a brief overview of the 

MulTCP congestion control algorithm and its implementation details. Section 5.3 describes the 

configuration and the methodology used in the network experiments. Section 5.4 examines the 

quality of differentiation achieved with different TCP variants; TCP Reno and TCP SACK. Sec

tion 5.5 presents a comparative analysis of throughput differentiation results with Drop-Tail and 

Random Early Detection (RED) routers. The limitations of the approach are discussed in Sec

tion 5.6 and finally Section 5.7 suggests environments where the mechanism could potentially 

be deployed.
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5.1 The MulTCP Congestion Control Algorithm

Emulating the behaviour of an aggregate of N  virtual TCP connections in the same control loop 

requires the connection to start by sending N  packets, N  acknowledgements being received 

and 2 N  packets being sent out after only one round trip time. This clearly results in large 

bursts which lead to losses and prevent the connection from rapidly reaching steady state. In 

order to deal with this problem, MulTCP sends 3 packets (instead of N )  for each received 

ACK until it opens its congestion window (cwnd) as far as N  TCP connections would have 

done cumulatively, assuming that the N  TCPs perform slow start for the first time (i.e. not 

after a timeout), so that the exponential increase phase is not limited by the s s t h r e s h  value. 

Assuming that this happens after kN RTTs, MulTCP will have a congestion window of 3^^ and 

N  TCPs will have (in total) a congestion window of N  • 2^^, thus

MulTCP introduces a new threshold value during the slow start phase that is 3^^. Below this 

value MulTCP’s congestion window is in rapid exponential increase (3 packets sent for each 

ACK received); above this value it increases exponentially as standard TCP does during the 

slow start phase (2 packets sent for each ACK received) until it reaches s s t h r e s h .  Above 

s s t h r e s h  the congestion window increases by one packet per window o f data (or per 

acknowledged packet) probing the network for more bandwidth. MulTCP on the other hand 

attempts to emulate N  TCPs during its linear increase phase by opening its cwnd by per 

packet (Figure 5.1).

A packet drop in a window of data is interpreted by any conformant TCP as congestion 

indication and it normally halves its congestion window and sets s s t h r e s h  to the new cwnd 

value. In the N  TCP connections case, only one of the connections will halve its congestion 

window when a packet is lost, so MulTCP will set cwnd and s s t h r e s h  to 1 — ^  of the initial 

cwnd value. When there are multiple losses in the same window of data and a timeout occurs, 

standard TCP sets s s t h r e s h  to half the value of the cwnd and then reduces cwnd to one 

segment and goes in slow start. A single MulTCP connection is more prone to timeout when 

compared with N  distinct TCP connections because with the same number of losses distributed 

over N  connections, the probability that one of them will experience enough losses to cause a 

timeout is smaller. After a timeout MulTCP sets s s t h r e s h  to of cwnd value instead 

of half, cwnd is set to 1 segment and performs its own version of slow start.
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{

register u_int cw = tp->snd_cwnd; 
register u_int N = tp->mult;
register u_int wN = multcp_cwthresh[N] * tp->t_maxseg; 
register u_int incr = tp->t_maxseg;

if (cw >= tp->snd_ssthresh)
/* linear increase, N maxseg per window */ 
incr = N * incr * incr / cw; 

else
/* congestion window < ss_thresh, slow start */ 
if (cw < wN)

incr = 2 * incr; 
tp->snd_cwnd = min(cw + incr, TCP_MAXWIN<<tp->snd_scale);

}

Figure 5.1: Modified TCP slow start/congestion avoidance, from the BSD TCP code.

5.2 Implementation issues

The TCP code ( n e t i n e t / t c p *  files) in the FreeBSD kernel ’ was modified to allow the 

assignment of a multiplicative factor to a TCP connection from the user space. Since the ab

straction of the TCP connection offered by the kernel to the application layer is a s o c k e t  

of type SOCK_STREAM, that required the definition of a new socket option in the sockets API 

called TCP_MULT A process can select the multiplicative factor {N) from the supported range 

of values and use the s e t s o c k o p t  ( ) system call to set it in the kernel. When the factor N  

is not explicitly specified, it defaults to one which provides the standard TCP behaviour. The 

multiplicative factor (the unsigned integer variable m u lt )  becomes an important individual at

tribute of a TCP connection and is therefore kept in the TCP control block. The instantiation of 

a TCP connection in the kernel defined in t c p _ v a r  . h as s t r u c t  t c p c b  which also holds 

all the information related to the connection state, the associated local process and transmission- 

related parameters like cwnd and s s t h r e s h .

There are also two arrays used as look-up tables to hold the precomputed values required 

'FreeBSD-2.2.5-RELEASE, a 4.4 B SD  derived Unix http://www.freebsd.org/

^Implemented in the file tcp.usrreq. c along with the two other IPPRGTG.TCP socket options; namely the 

TCP_MAXSEG (get only) and TCP-NGDELAY.

http://www.freebsd.org/
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Figure 5.2: The MulTCP parameters for different multiplicative factors.

for the MulTCP operation. The arrays are indexed by the multiplicative factor N  and the values 

(see Figure 5.2) have been previously calculated to avoid expensive arithmetic in the kernel.

m u l t c p _ c w t h r e s h  [ N ]  h o ld s  the n u m b er  o f  s e g m e n ts  up to w h ic h  the c o n g e s t io n  w in d o w  

ca n  g ro w  in c r e a s in g  by 3 se g m e n ts  ea ch  tim e  an ACK is r e c e iv e d  (v a r ia b le  A:/v for a g iv e n  

N ).

m u l t c p _ c w d e c r  [N] holds the ratio by which the congestion window is decreased each time 

loss occurs, which can be viewed as a measure o f responsiveness to congestion.

5.3 Experiment Configuration

The experiments were done both in a controlled network environment and over the wide area 

public Internet. The controlled environment experiments used a dedicated transatlantic link 

(long fa t  pipe  ATM PVC) connecting UCL and the NASA Goddard Space Flight Center in the 

U.S. East Coast. The link and the routers were part of the C AIRN  [68] network, but during the 

experiments it was dedicated to carry only related traffic. The public Internet experiments were 

done between UCL and the University of Pisa over the European academic IP network.

The objective was to determine to what extent a differentiation approach based on modified 

TCP congestion control can provide weighted proportional throughput differentiation between 

TCP flows. In the evaluation different TCP implementations were used (Reno and SACK) and 

routers that implemented drop-tail and Random Early Detection (RED) queue management (in 

the controlled environment only).
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Figure 5.3; Topology used in the experiments between UCL and NASA GSFC.

5.3.1 Topologies

The topology used in the controlled experiments is shown in Figure 5.3. Both the hosts and the 

routers were PCs running the FreeBSD operating system. The hosts had modified kernels in 

order to support the MulTCP extensions (required only at the senders) and Selective Acknowl

edgements (SACK) (required both at the senders and receivers). For the SACK implementation 

details see 1691. The routers had ALTQ 1701 kernels thus except for the classic Drop-Tail they 

were capable of Class Based Queueing (CBQ), Weighted Fair Queueing (WFQ) or Random 

Early Detection (RED) on their network interfaces. All the links were ATM PVCs, appropri

ately rate-limited to the bandwidth values shown in Figure 5.3. The link MTU on the senders 

was set to 1500 bytes for several reasons; first to avoid influencing TCP performance by using 

large MSS size, because we wanted the results to be applicable to usual Internet paths where 

MSS is dominated by the Ethernet MTU size (1500 bytes) and in order to make the window 

behaviour more obvious than with the 9180 bytes MTU of the ATM links (since the window 

in segments will grow larger for the same size o f  the end-to-end pipe when the segments are 

smaller).

In the Internet experiments the aim was to evaluate the robustness of the end-to-end dif

ferentiation mechanism under real world congestion conditions and to see how it compared to 

standard TCP flows [71 ]. The routers in the experiments between UCL and University of Pisa 

implemented drop-tail queue management and the maximum segment size was 1460 bytes; we 

had no control over the 16 hops path which was verified to be symmetric.

5.3.2 M ethodology

The experiments involved the initiation of a number of TCP connections between the senders 

and the receiver using t t c p  program [72]. Its advantage over using f t p  for data transfers, is
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that t t c p  achieves high performance by filling a memory buffer with data and then repeatedly 

transmitting this data, thus transferring data from disk cannot be a bottleneck. The program was 

slightly modified to support the TCP JMULT socket option used to pass the multiplicative factor 

in the kernel.

A typical experiment involved simultaneously starting a number of TCP connections with 

different multiplicative factors and examining differentiation in the achieved throughput of the 

individual TCP connections after all of them had terminated. The number of connections was 

sufficiently large for creating contention for buffer space and packet drops at the bottleneck 

(UCL) router. In the controlled environment case usually there were twelve flows; in the In

ternet experiments the number of connections was typically smaller (usually two to five), since 

creating packet drops in the wide area Internet path was not really an issue.

The traffic was captured using tcp d u m p  [73] near the receiver and the traces were anal

ysed off-line to obtain the sequence number over time plots for each TCP connection. The TCP 

senders were also instrumented in order to keep a log of internal congestion control parame

ters (snd_cw nd and s n d _ s s t h r e s h )  for each connection. A logger function was called at 

appropriate places in the TCP code; at initialisation, each time an ACK was received, in the 

fast-retransmit/fast-recovery and upon expiration of the retransmission timer (timeout).

Each of the Internet experiments was repeated several times, at different times of day to 

establish reasonable confidence in the characteristics of the outcomes. Each connection had 

sufficient amount of data to transfer; 1000 segments of 1460 bytes each were transmitted by 

disabling the Nagle algorithm at the sender. The duration of an experiment usually was in the 

order of several seconds so that it is safe to assume that network conditions on the Internet path 

remained relatively constant for the whole duration of the experiment. However, traffic con

ditions could be substantially different in different experiments and that was obvious from the 

throughput values observed. Hence only qualitative comparisons of weighted fair bandwidth 

sharing can be made across different experiments. However in the controlled environment the 

behaviour was almost identical across different experiments. Network experiments require a 

fair amount of preparation and can be extremely time consuming thus the number of times an 

experiment was repeated had to be limited to five in order to obtain reasonable statistics.

5.3.3 Differentiation criteria

The weight assigned to a TCP flow (multiplicative factor N )  ranges from 1 to 10 however for 

reasons we discuss in Section 5.6 the main focus was on N  = 2 targeting a TCP with 100% 

gain in throughput; one which performs as the aggregate of two TCPs. In what follows a 

multiplicative factor of 2 is assumed for a MulTCP connection unless otherwise stated.
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For a controlled environment experiment in particular, differentiation between TCP and 

MulTCP connections is examined when all the connections are simultaneously active. The 

reason for this is that after the first connection terminates the rest of the flows compete for 

the bandwidth that became available and eventually manage to increase their throughputs. This 

consideration is not so important in the Internet experiments where the large degree of statistical 

multiplexing (link bandwidth shared between a much larger number of flows) make the effects 

of re-distributing freed up bandwidth are unnoticeable.

5.4 TCP implementation issues

Although MulTCP requires only sender-side modifications, its effectiveness in throughput dif

ferentiation is strongly influenced by both sender and receiver TCP implementations. Two cases 

of TCP senders are examined; TCP Reno and TCP with Selective Acknowledgements (TCP 

SACK), since they use quite different error control mechanisms for detecting and responding 

to packet loss. Finally, the effectiveness of MulTCP differentiation is evaluated with different 

receiver-side TCP implementations; FreeBSD and Windows’95.

5.4.1 TCP Reno

TCP Reno, the de facto TCP standard, is known to have performance problems during its re

covery phase when multiple losses occur in the same window of data. This happens because 

a sender can only learn about a single packet loss per round trip time due to the limited in

formation carried by the cumulative acknowledgements. An aggressive sender might decide 

to retransmit packets early, but such retransmitted segments may have already been received 

successfully. There is a trade off between unnecessary retransmissions of segments that have 

already being received and unnecessary delays in useful retransmissions of segments that were 

actually lost. When multiple losses occur in the same window of data they cannot be recovered 

with fast retransmits; Reno TCP often has to wait for the retransmit timer to expire and then go 

into slow start. The idle periods of the timeouts have severe impact on TCP throughput.

The problem is exacerbated with large windows such as these that the MulTCP algorithm 

tries to achieve. Assuming intuitively the same loss probability for each packet, Reno is more 

likely to experience irrecoverable losses when the window becomes larger. It has long been 

realised that the performance of TCP with large windows will remain handicapped until the 

SACK option is added to TCP [39]. Indeed the simulations in [16] showed a clear difference 

when SACK is used with MulTCP.

Figure 5.4(a) is a typical trace from the experiments over the Internet path and shows two 

competing Reno TCP senders (one standard TCP N  = 1 and one MulTCP with a multiplicative
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Figure 5.4: TCP traces from an Internet experiment.



5.4. TCP implementation issues 133

2 0
cwnd N=1 
cwnd N=2

18

16

14

12

10

8

6

4

2

0
0 50 100 150 200 250

updates

(a) Reno

cw nd N=1 
cw nd N=220

0 50 100 150 200
updates

(b ) SA C K

Figure 5.5: Sender cwnd traces from an Internet experiment.
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factor N  — 2). Despite the fact that in this trace MulTCP finishes first (it takes less time to 

transmit the same amount of data, 1Mbyte), the differentiation is not proportional by a factor of 

two. Both TCPs experience a number of timeouts evident from the breaks in the continuity of 

the curves (pipe breaks).

5.4.2 TCP Selective Acknowledgements (SACK)

TCP with Selective Acknowledgements (SACK) has become a Proposed Internet Standard Pro

tocol [47]; it overcomes TCP Reno’s problems with large windows. TCP SACK requires both 

sender and receiver modifications; the receiver sends SACK packets to the sender reporting 

all segments that have arrived successfully and are currently present in its receive queue. The 

sender implements a selective retransmission strategy based on receiver’s SACK information 

[69]. SACK information is carried in OPTIONS field of the TCP header and the 40 bytes 

available there allow for a maximum of 4 SACK blocks, each block is comprised by two 32- 

bit sequence numbers denoting the Left and Right Edge of a contiguous Block of sequence 

numbers respectively.

The same experiments performed with TCP Reno were repeated when all the TCP con

nections were using SACK and the results are shown in Figure 5.4(b). The number of timeouts 

has been significantly reduced and MulTCP throughput (intuitively the gradient of the curve) is 

almost twice as that of the standard TCP.

Both Reno and SACK TCP traces shown above were obtained sufficiently close in time 

(within minutes), so that one can assume that traffic conditions in the Internet path had not 

changed dramatically. The experiment was repeated several times and although there were 

quantitative differences across the experiments the qualitative results were the same; MulTCP 

with SACK was achieving approximately twice the throughput o f the standard TCP flow in the 

same experiment.

Although SACK improves things considerably it is still not a panacea because of the lim

ited number of SACK blocks that can be carried in each segment. According to RFC 2018 [47] 

when a retransmitted packet is lost again then even TCP SACK will have to time out. The same 

happens when many acknowledgements are lost. The congestion control decisions concerning 

error recovery with Selective Acknowledgements is still an open research issue.

Figure 5.5(a) shows the evolution of sn d .c w n d  for two connections with multiplicative 

factors N  = 1 and N  = 2 with the Reno TCP implementation and Figure 5.5(b) with TCP 

SACK. The traces are obtained from the Internet experiments and the horizontal axis corre

sponds to discrete cwnd update events. Normally the connection with N  — 2 increases its 

cwnd more aggressively than the connection with N  = 1 but soon it experiences losses which
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Figure 5.6: MulTCP traces with Windows’95 and FreeBSD TCP receivers.

in the Reno case are followed by an unsuccessful attempt of  fast retransmit / fast recovery of 

the missing segment and eventually to a timeout since there are more than one segments lost. 

As a result the connection with N  = 2 never reaches steady state (congestion avoidance) and 

alternates between slow-start and timeout. The timeouts are evident from the following slow 

start; the deep drops of the cw nd  (to one segment) and the gradual increase, while the pattern 

in fast retransmit / fast recovery is different in that the cw nd  becomes one only to retransmit 

the missing segment and continues from the value it had before. In Figure 5.5(a) the deep drop 

before the 50th update is a timeout while the next deep drop is fast-retransmit. Figure 5.5(b) 

clearly shows the stabilising effect that the SACK mechanism has on cwnd\ the connection with 

N  =  2 is able to reach and remain most of the time in steady state maintaining proportionally 

higher cwnd  values compared to the connection with N  = I.

The result from the experiments with Reno and SACK is that transmission aggressiveness 

in TCP is not rewarding unless it coe.xists with an appropriate error control mechanism.

5.4.3 H eterogeneous Receivers

M ulTCP has the advantage of requiring sender-only modifications. However a connection’s 

performance is determined to a great extent by receiver behaviour. Therefore we experimented 

with two receivers: a FreeBSD with SACK and a W indows’95 one. Our results showed that the 

multiplicative factor by itself is not sufficient for providing consistent weighted proportional 

throughput differentiation with different types of receivers, because there are other aspects of a
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TCP implementation which affect the performance drastically.

In the experiments shown in Figure 5.6 each client received two TCP flows; a standard 

TCP and a MulTCP with weight N  = 5. The FreeBSD receiver has a large socket buffer size 

which allows larger windows but it also means that it has to wait until the socket buffer is filled 

up to a certain point before sending an ACK back to the sender or the Delayed Acknowledgement 

timer expires. For Windows’95 TCP though this is not an issue; initially it performs better but 

in the long run (not shown in Figure 5.6) FreeBSD outperforms it.

5.5 RED and flows with heterogeneous congestion control

RED [33] queue management is meaningful in environments where the flows use some sort of 

end-to-end congestion control based on feedback (congestion signals) provided by the routers. 

In the controlled environment topology (Figure 5.3) the bottleneck router was configured with 

RED in order to evaluate the effects of the mechanism when standard TCP and MulTCP 

flows were sharing the bandwidth of bottleneck link. The RED configuration parameters were; 

m inth  =  5, maxth  =  15 and the maximum queue length g/en - 60 packets. The maximum 

drop probability Pmax =  0.1 and the weighting average Wq =  1/512. The experiments reveal 

that RED helped considerably towards consistent weight proportional differentiation between 

the two TCP families.

Figure 5.7 presents the results from the experiments performed with Drop-Tail as well as 

with RED queue management in the bottleneck router. The results from a series of 10 experi

ments were used in order to obtain a reasonable sample size upon which the statistical validity 

of the results could be based. There were twelve flows in total; eight TCP flows (TC Pi for 

flows i = 1 . . .  8 and four MulTCP flows {M ulT C P j for flows j  =  1 . . .  4 indexed in in

creasing order of achieved throughput (or in inverse finish order). Thus in each experiment 

M u lT C P i  is the best MulTCP performer and T C P s  is the best performing from the standard 

TCPs. Since these experiments were done in the controlled environment with the same router 

parameters, link bandwidths, traffic mix and amount of transfer data for each flow; quantitative 

throughput comparisons are meaningful across different experiments, in contrast with the In

ternet experiments where the actual throughput was determined by factors which could not be 

controlled.

The minimum, maximum and the mean values of the throughput (in K B y te s /s )  for the 

competing flows of the same family that finished in the same position in each of the 10 experi

ments are shown in Figure 5.7, with the line connecting the mean values of the throughputs.

A MulTCP flow transmits in larger bursts compared to a standard TCP and therefore it
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is more likely to suffer multiple, consecutive packet drops in the same window of data, with 

conventional drop-tail routers and this leads to timeouts which dramatically reduce the effec

tiveness of MulTCP differentiation. On the other hand, routers with RED queue management 

inflict scattered random drops long before congestion (queue size close to its limit) occurs. This 

eliminates the bias against bursty flows because it provides early congestion signals and gives 

them a chance to adapt faster and avoid expensive retransmission timeouts which have the same 

duration and therefore the same effect on the performance of both TCP and MulTCP flows 

Thus all the flows can operate in their congestion avoidance phase where packet losses can 

be recovered using either the fast retransmit/fast recovery or the selective acknowledgements 

mechanism.

With drop-tail bottleneck router it was common the phenomenon of a TCP connection 

performing better than some of its MulTCP competitors; this is denoted in Figure 5.7-a by the 

overlapping projections of the achieved throughput ranges on the throughput (vertical) axis. 

However, the range of throughput values achieved by the TCP and MulTCP connections, with 

respect to the multiplicative factor N  = 2, was better bounded when RED was enabled at 

the bottleneck router. In statistical terms a MulTCP connection achieved weight-proportional 

throughput compared to standard TCP connections and phenomena in which the latter outper

formed the former were completely avoided (no overlap in throughput ranges in Figure 5.7-b).

However even for the same total number of flows (twelve in the experiments presented 

here) the actual number o f flows ratio (the relative populations of the MulTCP and TCP 

flows), can drastically affect the performance gains of MulTCP. Table 5.1 summarises the mean 

throughput value for each class of flows and the average gain of MulTCP over standard TCP 

(calculated as the ratio of the mean throughput values) for different traffic mixes, with a RED or 

Drop-Tail bottleneck router. From the results becomes obvious that even when only one third 

of the total number of flows are MulTCP (i.e. the 4:8 case) the average gain is around 90% 

with RED routers and only 50% with Drop-Tail. As the ratio of the number of MulTCP to the 

number of TCP flows increases and there is one MulTCP flow for every TCP (i.e the 6:6 case) 

the total gain falls to 65% even with RED routers, while it is expected to be less than 50% with 

Drop Tail. Thus with respect to the number of flows ratio, clearly RED extends the operating 

region in which MulTCP can differentiate effectively from standard TCP.

^The appropriate modification o f the timeout interval has not been part o f this study and it is left as a topic for 

future research.
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Figure 5.7; Throughput Statistics (min,max,average) when four MulTCP connections with N  
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Table 5.1: Mean throng iput (KBytes/s) for different populations (MulTCP:TCP)

Drop-Tail (4:8) RED (4:8) RED (6:6)

TCP 15.952 14.278 13.922

MulTCP 23.959 27.259 23.039

Gain 50.1% 90.9% 65.5%

5.6 MulTCP Limitations
MulTCP performance is more sensitive to TCP implementation aspects and to router mecha

nisms than the standard TCP because it has to address the additional goal of weighted fairness. 

This section discusses the factors that mitigate MulTCP’s performance.

MSS and window sizes

The modified slow start phase of MulTCP can be ineffective when the receiver window (in 

segments) is not sufficiently large given the negotiated maximum segment size (MSS) of the 

connection. Assuming a connection with 8 Kbytes MSS and 16 KBytes receive window (typical 

maximum window size), the sender will not be able to send more than two packets without 

receiving an ACK rendering the modified slow start (three packets for each ACK) useless. 

Large MSS reduces MulTCP’s effectiveness because the algorithm operates in segments and 

the window will not be able to grow enough to ensure throughput differentiation.

The maximum window size can also be a problem since there are TCP stacks that do 

not implement the TCP Window Scaling Option [39] limiting the maximum window size to 

64 KBytes; however this is a general problem affecting the performance of standard TCP.

Small Transfers

Despite differences in the multiplicative factors, MulTCP connections may exhibit the same 

start-up behaviour so that short transfers finish long before any differentiation is possible. Ta

ble 5.2 shows the number bytes that MulTCP connections with different multiplicative factors 

can send before entering the standard slow start phase. The actual number depends on the MSS 

because cwnd, although measured in bytes, it is increased by MSS. It can be seen, for example, 

that there is no difference between MulTCPs of weights 2 and above when there are less than 

23 Kbytes to be transfered with the most commonly used MSS of 1460 bytes.

Also the fixed three-way handshake overhead required by TCP to establish a connection 

is still present with MulTCP. This can be a considerable fraction of the overall transfer time, 

particularly for short connections and diminishes the effectiveness of MulTCP in short transfers. 

It is common to criticise end-to-end congestion control on the basis that most TCP connec-
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Table 5.2: Bytes sent before entering normal slow start.

MulTCP

factor

Default 

MSS = 536

Ethernet 

MSS = 1460

ATM 

MSS = 9140

1.5 2144 5840 36560

2 8576 23360 146240

2.5 19296 52560 329040

3 53600 146000 914000

tions are short and therefore the existing congestion control mechanisms are ineffective. Most 

flows only transfer a small number of packets (“mice” that are delay sensitive) while the major

ity of the packets belongs to relatively fewer long flows (“elephants” which care mostly about 

bandwidth). Nevertheless end-to-end congestion control correctly targets long flows instead 

of short ones because the delay experienced by the short flows is not because of their use of 

congestion control but because the long flows create long queues in the routers. Therefore it 

appears that end-to-end congestion control assisted by appropriate active queue management is 

more appropriate measure for reducing the delay experienced by short flows, by maintaining 

short queues in the routers.

Transmitting in Bursts

A MulTCP connection is more bursty than a standard TCP one because the same number of 

returning ACKs releases more back-to-back packets. Transmitting in bursts is harmful because 

it creates high instantaneous demand for buffer space in the routers The demand must be 

satisfied immediately and this can cause packets to be dropped and overall service degradation. 

The more bursty the traffic becomes the higher the packet loss rate on a link for the same level 

of link utilisation. In order to avoid burstiness a sender can pace out packets at certain rate, 

but this requires extra mechanism and cannot be implemented using the existing window based 

mechanism which depends on self-clocking. Bursty sources may cause packets to be dropped 

from other flows which share the same queue with the bursty flow, these flows will unnecessarily 

decrease their sending rate.

The range of usable multiplicative factors

The simulation results reported in [16] showed that for N  between one and two the MulTCP

flows get about N  times the throughput of standard TCP but this does not hold for values above

also increases jitter; variance in end-to-end delay. Jitter affects all the connections sharing the same queue in 

the router, it is more important for real-time flows and has smaller effects on elastic TCP traffic.
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Figure 5.8: Traces of MulTCP/SACK for (Jifferent multiplicative factors.

2.5. In the Internet experiments MulTCP Reno was generally problematic and could not achieve 

consistent throughput differentiation for any multiplicative factor. Moreover MulTCP/SACK in 

the simulations showed that throughput could be increased proportionally to the multiplicative 

factor N  for values up to 10; again in practice the maximum usable weight proved to be much 

lower. However the maximum effective value of N  for MulTCP/SACK depends on the band

width delay product of the end-to-end path. Normally network paths with higher bandwidth 

delay products will have higher maximum values for the multiplicative factor.

It is not suiprising the fact that in all the experiments the general rule was for MulTCP 

connections to achieve higher throughput than standard TC P ones. However, the actual gain  

did not always reflect the assigned multiplicative factor. The results were increasingly unpre

dictable for large number of flows and higher N  values and especially in the Internet case where 

connection performance was mainly determined by the timeouts as opposed to the actual trans

mission strategy. The inconsistency is obvious in Figure 5.8, where the MulTCP connection 

with =  4 performs better than the MulTCP with N  = (i.

Figure 5.2 shows the values of m u l t c p _ c w t h r e s h  (in segments) and m u l t c p _ c w d e c r  

ratio for different values of N .  As the multiplicative factor N  increases the MulTCP con

nections become in practice equally aggressive in their congestion window opening strategy 

( m u l t c p - c w t h r e s h  [ N ] ) and almost equally unresponsive to congestion given the ratio by 

which the congestion window is decreased upon loss ( m u l t c p _ c w d e c r  [ N] ).

The difference in m u i t c p _ c w t h r e s h  for high values of N  cannot provide proportional
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throughput differentiation because the resulting snd_cw nd values (in bytes) are unrealistic 

even for network paths with large bandwidth-delay products. Losses occur long before this 

threshold is reached and this makes it practically useless.

Exploring the multiplicative parameter space proved that N  must be less than four (N  < 4 

), even with MulTCP/SACK for consistent, weight-proportional, throughput differentiation. 

Fractional values of N  in this range can also be used; although a MulTCP connection with 

N  = 1.5 does not have a natural equivalent in terms of number of virtual TCPs it implies a TCP 

with 50% increase in throughput compared to the standard TCP.

5.7 Applications

Internet traffic is dominated by data transfers that originate from large servers that are few 

compared to the Internet client population. This makes transport level differentiated services a 

rather appealing concept; they are easier to deploy, manage and they make minimal assumptions 

about the underlying network infrastructure. From a commercial point of view, providers can 

offer different levels of TCP service in exactly the same fashion as they provide different access 

line speeds. MulTCP can provide throughput differentiation in several popular environments 

such as WWW caches and other transport level proxies.

Moreover it is easy to deploy because it requires sender-only modifications and all the 

clients need is a contract (service level agreement) with the network provider. SACK proved 

to be essential and although this needs both sender and receiver modifications, it is already an 

Internet Standard protocol and many popular operating systems (Windows 2000, Linux, Solaris 

8) have the SACK option enabled by default.

Web caches

When a cache receives an HTTP request for an object from a client, it sends the requested object 

back immediately if the object is locally available, otherwise the cache requests the page from 

another cache higher up in the hierarchy or directly from the server itself.

The cache server will be able to associate a client with a certain profile  ̂ and determine 

whether the client is eligible for MulTCP or standard TCP service and which multiplicative 

factor to apply (in case there are several differentiation levels available). In this fashion the 

clients need only a contract with the provider of the cache service, and the provider guarantees 

that within statistical limits they enjoy faster downloads than with standard TCP when their 

throughput is limited at shared bottlenecks. In the case of hierarchical caches, the proxy server 

may open a new connection to a cache higher in the hierarchy and the new connection ideally 

^Using the client’s IP address or other authentication mechanism.
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would be able to convey the profile semantics of the original client which could be honoured (or 

not) by the higher level cache. Conveying profile semantics could be done either by introducing 

a new TCP option that negotiates the MulTCP factor or by having the parent cache listening on 

well-known reserved ports that correspond to certain service levels.

WWW caches could generally benefit from transport level differentiation mechanisms and 

leverage their service. Moreover the caches are usually located close to their clients which 

makes MulTCP behaviour more predictable and the providers able to guarantee more accurately 

the TCP throughput levels they provide to their clients. A potential drawback is that Web traffic 

involves short-lived flows although this is expected to change with the deployment of HTTP 1.1 

with persistent connections.

Satellite links and other proxies

Other application environments include satellite or wireless links which have various types of 

proxies operating at their ends. The satellite links with the large bandwidth delay product are 

particularly suitable for differentiation based on larger windows.

Also split connection proxies that are used as security firewalls, encryption servers, mobile 

proxies for addressing network heterogeneity, are places that are expected to gain in importance 

in future IP networks and are also key points for dealing with quality of service and deploying 

transport level differentiation.

5.8 Summary

We implemented the MulTCP congestion control mechanism both with Reno and SACK TCP 

and performed experiments both in a controlled environment using a transatlantic link and over 

commodity Internet paths. In these experiments MulTCP proved to be generally less resilient 

to packet loss compared the simulations in the original paper [16]. The network conditions are 

much more restrictive when MulTCP is implemented in TCP Reno, to the extent that make Reno 

unsuitable for implementing MulTCP given the typical packet loss rates observed in the Internet 

today (around 5%). When implemented in TCP SACK, the MulTCP algorithm can provide 

weighted fair bandwidth sharing (compared to standard TCP connections with similar RTTs 

and the same bottleneck), but only for a limited range of multiplicative factors and moderate 

congestion levels. We have also presented evidence that RED can help significantly to maintain 

weight proportional differentiation compared to Drop Tail with the same number of TCP and 

MulTCP flows.

Our conclusion from the extensive experimentation is that for typical Internet packet loss 

rates, SACK MulTCP can be consistently more rewarding in terms o f throughput than standard
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TCP, without threatening the stability of the system, since MulTCP behaviour is ultimately 

controlled by the timeout mechanism under heavy congestion. Moreover in a differential pricing 

architecture, MulTCP can be a valuable mechanism for network users whose performance is 

limited at bottlenecks beyond their access line or the provider network, a situation that will not 

be uncommon in the emerging broadband era.



Chapter 6

Contributions and Future Work

Weighted, max-min fair sharing is both an intuitive and a general approach to resource allo

cation problems. The central question in this thesis is the feasibility of relative weighted fair  

bandwidth sharing between flows in a best effort network without per flow isolation in the 

routers. The differentiated services proposals that appear in the literature, are usually based on 

a combination of end-to-end and router level mechanisms. In the greatest part of this thesis 

we focused on the principles and the mechanisms required for a pure end-to-end approach to 

service differentiation.

In what follows we summarise the contributions of this work and discuss how it relates to 

other research in the area. Finally we suggest directions for future research,

6.1 End-point Control

In the first part of this dissertation (Chapters 3,4 and 5) we concentrated on end-to-end mech

anisms, First we showed that, at least in principle, the regulated use of appropriate end-point 

control behaviours can change the resource allocation properties of the Internet in a well-defined 

and predictable manner. Regulation of use can be achieved through pricing.

The end-points are user agent processes running on the hosts and communicating over 

the network. In a conscious attempt to minimise the dependencies on routers and opt for 

simplicity and scalability the routers maintain the traditional First Come First Serve (FCFS) 

service discipline. The end-points on the other hand are allowed to select from a pre-defined 

range of adaptive transmission control behaviours, with parameters which are known to have 

weight-proportional bandwidth sharing capabilities. These control behaviours conceptually de

fine classes of users. The FCFS service discipline is simple and provides bandwidth sharing 

proportional to the demand (flow arrival rate) thus by controlling the demand (transmission 

rate) of the end-points ultimately we control bandwidth allocation.

Our contributions can be summarised as follows
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•  We generalised the Chiu and Jain model[15], for user populations with heterogeneous 

control parameters. Using simulations and analytical methods (where appropriate) we 

studied the performance (efficiency, fairness) and the convergence properties of the sys

tem (stability, periodicity, convergence time).

• We derived the optimal parameters of a distributed linear control system for convergence 

to weighted fairness and efficiency. Not surprisingly, the form of control law is still re

quired to be AIMD for ensuring convergence among users with the same linear control 

parameters. Most notably, strict convergence to weighted fairness and efficiency requires 

weight proportional additive increase parameters {wa) and the same multiplicative de

crease parameter (6) for all users in the system.

• We studied the effects of different AIMD parameters on system performance. We demon

strated that it is possible to relax the requirement for a globally homogeneous 6 by con

sidering trade-offs between absolute weighted fairness and efficiency using the distance 

from optimality metric. We proposed distance as a useful metric because the points at a 

certain area of the state space may not be strictly optimal with respect to either efficiency 

or fairness but may bring the system “closer” to a target state and thus may be considered 

as a desirable trade-off.

•  Also for a system that is optimally parametrised for weighted fairness, we studied the 

effects of different combinations of class populations on performance. A nice property 

of distributed AIMD control is that the convergence to weighted fairness of an optimally 

parametrised system is independent from the number of users that implement each type 

of control. Provided that the class populations are static or that they change at slower 

time-scales compared to the system convergence times.

6.1.1 Relation to Other Research

There has been considerable research interest in models for distributed resource management 

for the Internet in the late 1990s. Almost all of the research work in this area follows a paradigm 

known as congestion pricing [74, 75, 57], which attempts to induce user cooperation and at the 

same time provide service differentiation by hypothetically charging users. According to this 

paradigm, the routers provide signals (feedback) to the users (end-points) in the form of ECN 

marks which reflect the shadow prices, the marginal cost of congestion. The users are free to 

respond as they see fit, but it is assumed that there are mechanisms (yet to be defined) which 

ensure that the users incur “charges” when the resources are congested. In a sense the users are
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playing a distributed game against each other; when there is no congestion the price is zero, but 

the price increases with congestion. This provides incentives to the users to limit the usage of 

resources when the network is congested, and allows those users who are willing to pay more 

to get more.

6.1.2 Pricing based on Discrete Transport Options

We envisage a novel distributed bandwidth sharing model in which there are discrete levels 

of adaptation available to the users (end-points). There are predefined options for adaptive 

transmission control behaviours (Transport Options) embedded either in the existing congestion 

control mechanisms (as was the case in this work) or in new ones. Each option has a relative 

weight and a price associated with it. The prices reflect the relative importance of the weights, 

i.e. greater weights are more expensive. The prices are used for regulating user demand and 

they should be chosen in a way that creates the necessary incentives for the users to reveal their 

true preferences.

Network users (humans or software agents) can optimise their behaviours according to 

their individual service requirements and the perceived performance for the price paid. This 

model is different from congestion pricing in several aspects;

•  the possible user behaviours (transport options) are discrete, well-defined and therefore 

predictable,

• no modifications required in the routers, the minimum of assumptions are made about 

their functionality.

• the prices are known prior to network usage, the users may select the frequency of in

teraction with the network provider (seller), as customers purchasing transport options. 

Thus an option can be purchased either on the spot just before its use or it may have been 

purchased in advance.

However, the reward of using a certain option (not only in absolute bandwidth terms but 

also in relative) is not guaranteed, there is certain risk associated with the purchase and use of 

an option. Normally the higher the risk the cheaper the price of the option .̂ A certain option 

potentially provides weighted fair differentiation, but the network conditions may be such that 

the differentiation mechanism in question turns out to be ineffective. There are no guarantees

‘This is not unlike current business practices; customers buy Internet service usually from one ISP, although 

the ISP does not guarantee the performance of their transfers from their favourite WWW site at any given time, 

especially when the site in question is outside the ISP’s administrative domain. Although this is not a rule, it happen 

quite often that ISPs with worse connectivity tend to be cheaper compared to other better connected competitors.
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as to whether adopting a certain behaviour at a given time instant will be rewarding or not; the 

outcome depends heavily upon other users’ behaviour.

Of course there is a requirement for an accounting mechanism based on the usage of the 

specific option probably with parameters of time and/or volume. Also it will be necessary to 

deploy technology on behalf of the ISP for enforcing or at least monitoring that the behaviour 

implied by the purchase of a certain option is actually being used and whether a customer has 

the right to use a certain option, for how long or what volume of data.

6.2 Parametrisation of TCP Congestion Control

The majority of the newly proposed congestion control schemes adopt the AIMD strategy for 

controlling packet transmission. These schemes address the requirements of streaming mul

timedia applications, which prefer a smooth sending rate [76]. Therefore they almost always 

have more persistent (less drastic) multiplicative decrease parameter (b > 0.5) combined with 

less aggressive additive increase parameter (a < 1). This balances the smoothing of the sending 

rate (lack of responsiveness to congestion signals) with a less aggressive probing for available 

bandwidth.

For a certain range of loss probabilities the modified AIMD flows receive the same long

term average bandwidth share as standard TCP would have in the same conditions (TCP- 

friendliness). Nevertheless the fairness properties in heavily congested environments (packet 

loss rates exceeding 10%) are usually silenced in the literature. Thus the properties of conges

tion control schemes that are TCP-friendly over a wide range of traffic conditions (packet loss 

rates and number of flows with heterogeneous congestion control behaviours) and the over

all system performance (stability, fairness, efficiency) are still open research issues. More

over there has been no systematic examination of the AIMD control parameter space (a, b) for 

weighted fair bandwidth sharing over a wide range of congestion conditions. Here lies the main 

contribution of Chapters 4 and 5.

Chapter 4 focuses on the optimal parametrisation of TCP congestion avoidance in order 

to make possible the weighted fair bandwidth sharing between TCP flows. Using an analytical 

model and packet level simulations we demonstrated that there are limitations both to the range 

o f packet loss rates and to the range o f relative weights for which the goal can be achieved. This 

is mainly due to the nature of the packet loss (congestion signal) in the router queues inside the 

network and the self-clocking mechanism of TCP. As the packet loss rate increases (8-9% and 

above) a differentiation method based only on modifications of the AIMD congestion avoidance 

phase becomes increasingly ineffective.
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In Chapter 5 we described the implementation of MulTCP [16] algorithm which modifies 

both the slow start and the congestion avoidance phase of TCP. Our conclusion from extensive 

experimentation in real network testbeds was that MulTCP requires Selective Acknowledge

ments (SACK) in order to be twice as fast compared to standard TCP. We also presented ev

idence that the Random Early Detection [33], active queue management mechanism, helps to 

maintain the weight proportional differentiation where the classic Drop Tail fails.

6.3 Future work

There are several issues raised which have not been addressed in this thesis, some of these issues 

are research areas in their own right.

One direction for future work, immediately following from Chapters 4 and 5 is the modifi

cation o f  the retransmission timeout (RTO) mechanism in TCP, so that T C P {a , b) remains idle 

for shorter periods of time compared to standard TCP. The goal is to extend weighted fair band

width sharing in the range of packet loss rates in which TCP behaviour is largely determined by 

the timeout mechanism.

Central to any distributed resource management scheme based on end-point mechanisms is 

the problem of defining an architecture for accounting and pricing, and providing the means of 

policing the use o f specific control behaviours by the end-points. It is also necessary to resolve 

the inter-domain traffic exchange issues when there are more than one types of traffic.

Another exciting new area is the game theoretic aspects of dynamic selection o f  congestion 

control behaviour (e.g modelled as a multi-period game) and the design of a meta-controller 

which selects the appropriate strategy (transport option) each time so that the overall reward 

is maximised. The goal is to define the winning strategy in a tournament (series of games) 

where the players have the same budget, the same amount of data to transfer, through the same 

bottleneck and the same congestion control options available to all, without price discrimination 

of options among players.

In a variation of the game the players may have different budget constraints (willingness 

to pay) and the optimisation goal would be to set the prices so that the provider revenue is max

imised. The work is regarded as an extension to Chapters 3 or 4 depending on the underlying 

model used. The AIMD model would certainly offer useful insights to the problem while the 

TCP simulation model would be more interesting due to the non-linear effects of the timeout 

mechanism which are not addressed by the differentiation methods presented here.

One of the limitations of this work is that the nice AIMD properties involve the asymptotic 

system behaviour. AIMD assumes long term interactions between users and the resource (i.e
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large number of feedback cycles or RTTs in TCP terminology), in order to discover the optimal 

operating point. Therefore when interactions are short, there is a fundamental problem due to 

the lack o f  information and the AIMD control does not help because it is unable to discover 

fast enough the necessary information. In this case the demand upon entry to the system of the 

individual users becomes very important. Future research should investigate possible solutions 

to this optimisation problem with a limited horizon. Non-linear control algorithms (e.g [77]) 

may prove helpful in addressing this problem.

Moreover since almost all the differentiated services proposals require a combination of 

mechanisms that control the allocation of resources on a per hop as well as on an end-to-end 

basis. Thus another interesting area of research is that of adaptive link sharing, we refer to this 

network-centric approach as Centralised Class Based control (CCB) (see Figure 1.1(b)) and 

cover it partially in the Appendix A. The goal is to provide service differentiation to aggregate 

traffic classes as opposed to individual flows because per flow  differentiation is thought to be 

too expensive to implement in the routers. We have focused on a single link sharing scheme 

and defined the QoS difference between the classes in relative terms. The classes have relative 

weights and provide per flow, weighted fair bandwidth sharing but without the requirement for  

per flow queueing. We demonstrated how this can be done using existing class based queueing 

mechanisms and information about the number o f flows in each class in order to pre-configure 

the mechanism, we also suggested methods by which this information can be obtained (flow 

counting). The design and implementation of a flow-adaptive controller for link sharing in the 

face of dynamic flow populations is left for future work.

6.4 Discussion

Our starting point has been that service differentiation is a desirable yet unresolved issue in the 

Internet today. We are clearly in favour of an end-point approach to service differentiation since 

it is more in line with the Internet design philosophy. Service differentiation is essentially a re

source allocation problem and in these cases where the implementation of an allocation policy 

relies on the {selfish) end-points, there must be mechanisms for identification or enforcement 

of end-point behaviour in order to ensure cooperation and optimal outcome. System identifi

cation problems based on the externally observed behaviour are fundamentally hard problems. 

Therefore we believe that the enforcement o f end-point behaviour might be a more suitable ap

proach to this problem. However, we have not proposed mechanisms for doing so, as this is a 

different research area in its own right. The main contribution of this thesis was to demon

strate how a careful, departure from the traditional homogeneous end-point response to
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congestion signals, can be used to change the resource allocation properties of the system 

in a weighted fair manner.

We are particularly concerned with the Internet architectural issues giving emphasis on 

simplicity and making the minimum of assumptions about the capabilities of the underlying 

network. Other approaches in the same spirit attempt to compute congestion costs in search for 

an optimal solution and require some sort of support from the routers. It has been argued that 

these costs only capture second-order dynamics and may not even be accessible.

We demonstrated that, with appropriate parametrisation, the distributed AIMD control 

with binary feedback is sufficient, at least in principle, for weighted fair bandwidth sharing, 

regardless from the number of flows that use each type of control, as long as the packet loss rate 

remains sufficiently low.

It can be argued that the goal of global conformance to the already established congestion 

control rules; RFC2581 [42] and TCP-friendliness, is more feasible than the vision of a net

work with a few discrete and appropriately regulated (e.g. through pricing) congestion control 

options. If this is the case, then router mechanisms will be the only way to provide differen

tiated services and experience has shown that this might be both uneconomic and suffer from 

scalability problems. Moreover, because router mechanisms will, most likely, operate on flow 

aggregates, a considerable amount of end-point cooperation will still be necessary.

If the end-points could be trusted then the problem of service differentiation would be 

easily solved in a distributed manner. Therefore we believe that the major unresolved issue is 

that of trust in end-point behaviour; this should be the next major item in the network research 

agenda.



Appendix A

Centralised Class Based Control and Weighted 

Fairness

One of the most widely known differentiated services and pricing proposals is the Paris Metro 

Pricing (PMP) ' [78] proposal. The idea is to statically partition the network into several 

logically separate “channels” or classes which would treat all flows (regardless of their number) 

on a best effort basis without offering quantitative QoS guarantees. Best effort service is able 

to satisfy all requirements as long as the network is not congested. The classes would only 

differ in the prices paid for using them and the expectation is that classes with higher prices 

would attract less traffic, would be less congested and thus provide a better service. In PMP 

differential pricing would be used to influence user demand thus becoming the primary tool for 

congestion control. However with the static partitioning of network capacity it is possible under 

certain circumstances  ̂ the more expensive, higher capacity classes to become more congested 

than the lower capacity ones so that users who pay less actually receive better service. Inspired 

by the PMP proposal we propose the adaptive subdivision of network capacity so that the more 

expensive classes provide better (in fact weighted fair) service in all circumstances.

In Section A .l we use a discrete-time, dynamical system model similar to that of Chapter 3 

in order to show how the information about the number of users with certain weights, can be 

used for resource partitioning into classes so that the long term resource shares of users in dif

ferent classes are weighted fair, provided that the users have homogeneous AIMD controls and 

the populations are stationary. In Section A.2 we use simulations to compare the performance 

(Efficiency and Fairness) ofthe CCB control system with the distributed AIMD control system,

'The PMP proposal was inspired by the Paris Metro system which used to be operated in a simple fashion; the 

first and second class carriages were identical in the number and quality o f  seats, the only difference was that price 

for first class tickets was twice the price o f the second class. As a result the first class carriages were less congested

than those o f the second class since only people who cared about being able to get a seat paid for first class tickets.

^For instance, when the price for the better provisioned classes is reasonably low for everyone to use it.
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from different initial states and for different combinations of class populations. Section A.3 

discusses implementation of CCB control; in particular the flow counting mechanism, the fre

quency of weight control and scheduler issues. Finally in Section A.4 we use an experiment 

with static flow populations to demonstrate the difference between per flow and class based re

source sharing showing that the average bandwidth shares in the second case can be weighted 

fair.

A.l The Centralised Class Based Control Model

The model for the CCB control system is identical to that described in Section 3.1 with the 

only difference that in the CCB model the capacity of the resource is partitioned by a resource 

controller into logically separate, capacity pools, called classes. Each user is assigned to a 

certain class according to classification rules and is entitled to the same fraction of the class 

capacity like any other user classified in the same class. Users in a certain class do not interfere 

with the capacity allocated to other classes.

The resource controller is responsible for allocating the fair share to each class of users, 

not to individual users, after considering the population of each class.

In the CCB control system there is still a certain amount of control that needs to be exer

cised in a distributed manner mainly for the purposes of resource sharing among users in the 

same class. It is a requirement that the end-points use homogeneous AIMD control parameters 

(a, h) regardless of their rights to resource allocation. Thus the intra-class fairness is left to the 

properties of the homogeneous distributed AIMD control.

A. 1.1 Resource Partitioning with Static Class Populations

In the centralised control model the resource controller needs to be both policy and population 

aware; it must have

• information about the number o f users (rii) in each class (either by direct observation or 

other means),

• different feedback function (yi{t)) computed individually for each class,

• appropriate weight (wi) pre-configured for each class by the administrator of the resource

• ability to partition the total resource capacity (Xgoai) to class capacities (i = 

1 , . . . ,  FC) based on the known class weights (wi) and class populations (n^)

^The class capacities have been determined taking into account both the weights and number of flows.

"The policy could be similar to that used for assigning the appropriate AIMD control parameters to users in

different classes o f distributed control and it is outside the scope o f the discussion here.
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In order to describe the model we use the notation of Section 3.1; when a, b, Wi and rii are 

known, with a > 0 and 0 < 6 < 1 , then for % =  1 , K ,  and j  = 1, rii the system model 

becomes

a +  Xij{t) , i f y i { t ) = 0  

b x ij{ t)  , i fy i{ t )  = l
“I" 1) — ^

yi{t) — ^
1

0
(A.2)

X  Xn ^
= ------   for i  ̂  z and =  ^goai (A.3)riiWi rijWj g

The system of K  Equations (A.3) states that individual user allocations in different classes 

should be weighted fair  ̂ and that the total capacity of the resource should be allocated. The 

system can be solved for the class capacities and the computation is relatively cheap for a 

small number of classes K . The ’s are subsequently used to determine the feedback to the 

users of the different class (Equation A.2) and the users will in turn adjust their demands ac

cordingly (Equation A .l). It should be obvious that at any point the feedback is not necessarily 

the same for all classes.

Assuming n^, > 0 Vz, the system of Equations (A.3) has always a solution So there

are X c i ’s that satisfy Equations (A.3). Because of the properties of the homogeneous AIMD 

controls, the individual user allocations tend to equalise for users in the same class, therefore 

is the equilibrium resource allocation of any user in class Q . Thus we proved the following

Proposition A .l A system with centralised class based control assisted by homogeneous dis

tributed AIMD control provides individual users with weighted fair resource shares, for given 

class weights (w i ) ,  arbitrary class populations (r i i )  citid infinitesimally divisible resource ca

pacity (Xgoal)-

The solution described above assumes that the class populations (rii’s) are static, when the 

populations dynamically change then the resource controller should re-partition the resource 

based on the new class populations in order to preserve weighted fairness in the system. Before 

performing any re-partitioning the resource controller must have information about the class 

populations, before (or shortly after) the demands of the new populations take effect in order to 

minimise unfairness effects due to the disproportionate class allocations.

^Assuming that the fair share o f a user in class Ci  is since all users have the same right to the allocation of

the class capacity.

^If 3 * : ni =  0 then X c i  — 0 .
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Figure A .l:  A centralised, class based (CCB) control system with two classes.

Also the individual user demands should be able to converge fast enough to the new class 

capacities that resulted from the re-partitioning before any further population changes occur; 

the discussion in Section 3.6 applies also in this case.

The distributed AIMD control system did not require information about the number of 

users (n ,)  with AIM D control parameters (//;,«,/>) it simply required time in order to converge 

automatically to the new optimal operating point (see Figure 3.17). The CCB control system 

not only requires time for intra-class convergence but also the resource controller requires in

formation about the actual class populations ) in order to achieve weighted fairness and

this requirement adds an extra level of complexity as the information is not readily available.

A. 1.2 The case o f two classes

Figure A. 1 shows a diagram of the CCB control system with K  = 2 classes because the analysis 

is then notationally and graphically simpler. It is trivial to generalise the results by induction 

for K  > 2 classes.

Let 0 be the fraction of there resource capacity allocated to class C \,  when C\ is the base 

class o f  the system (w \ =  1 and W2  > w i)

Xc^  =  OXyani (A.4)

Let A  =  ^  be the weight proportional factor which determines the quality spacing  between

the two classes, and ^  the ratio o f  the class populations. Then from Equation A.3 we have

AV. +  AV, =  and ^ AV..
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Figure A.2: The fraction of resource capacity allocated to the base class.

solving for 0 we obtain

n \/u 2
(A.5)

n \/'ti2  T  N

The computation is relatively cheap for two classes, it can also be performed prior to the actual 

operation for selected values of population ratios, the values will be stored in a look-up table and 

the observed population ratio will correspond to the closest match used for the pre-computed 

values o f  0, of course this will provide an approximate solution. In any case 0 is used in the 

partitioning of the resource capacity X,jaai according to Equation A.5 and X(\^ =  (1 -0 )X g a a i.

However, in practice the resource capacity is not inhnitesimally divisible. For given X,joai 

and N  it may not be possible in practice to design a control mechanism that accurately partitions 

the resource for any population ratio and particularly for those ratios that result in values 

of 6 close to zero or to one. Figure A.2 plots 0 across a wide range of  class population ratios 

^  G [10“ ^  10' ]̂ and weight proportional factors N  =  { 2 ,4 ,8 ,1 6 ,3 2 } .  For instance when 

=  0.1 and iV =  32 we have 0 =  0.00312, thus depending on the value of such a 

fraction may be difficult to implement in practice. In general when most of the users are in the 

base class C i ( ^  > 1 ) ,  that leaves more operating space for the system because it makes it 

easier to partition the resource capacity in classes for a wider range of  proportionality factors 

and population ratios.

A.2 Performance comparison with distributed control

We used simulations in order to compare the performance of the CCB control system described 

by Equations (A .l)  - (A.3) against that of the distributed AIMD control system described by



A.2. Performance comparison with distributed control 157

X1<0»-0an(jX?(0)-0 X 1(0).0and X 2(0 |.0

/ /  / r
r  ' / ' / /

0 25 50 75 100 125 150 175 200

(a) efficiency, init. state (0,0) (b) fairness, init. state (0,0)

X l«0)-0anaX2(0)-X goaJ XHO)-0andX2<O)-X goal

(c) efficiency, init. state (0, Xyaai ] (d) fairness, init. state (0,

X 1(0).x goal and X2(0) .  0 XKOf.X goal and X?<0| .  0

0 25 50 75 too 125 150 175 200

(e) efficiency, init. state (A g o u / ,0 ) (f) fairness, init. state {Xyoai,0)

Figure A.3: The performance metrics in the CCB and the corresponding distributed AIM D 

control systems from three different initial states.
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Table A .l: Performance comparison from different initial states.
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Initial State Efficiency Fairness

(X i(0),X 2(0)) Distrib. Centr. Distrib. Centr.

(0,0) 0.753 0.742 0.999 0.976

(0, Xgoal) 0.761 0.753 0.992 0.976

{Xgoah^) 0.761 0.745 0.988 0.973

Equations (3.1) and (3.15). The two systems were compared first from three different initial 

states with one user per classes and then from the same initial state for different combinations 

of class populations. In both cases the two systems had the same weights, resource capacity 

and base AIMD parameters, modified by weight in the distributed control case.

A.2.1 Different initial states

The initial states were chosen to be extreme points in the two-dimensional state space represen

tation used for describing resource allocation (Figure 3.1). We have

(Xi(0),%2(0)) G {(0,0),(Xgw,0),(0,Xg^^f)}

The additive increase factor was set in both systems to be 1% of the resource capacity; a i =  

a = O.OlXgoai where a\ is the additive increase factor of the base class in the distributed control 

system, while the multiplicative decrease factor was b = 0.5. For i =  1 ,.., K  and j  = 1,.., ni 

the system of Equations for the distributed control scheme is given below for ease of reference

(A.6)

2/(0 =  ^ (A.7)
1 , i f X { t ) >  Xgoal 

0 , i f  X{ t )  < Xgoal

The evolution of Efficiency and Fairness for the two control systems are shown in Fig

ure A.3 and their average values are summarised in Table A .l. Although the differences in the 

averages are not significant the distributed control system appears to be marginally better with 

respect to both metrics. Also the weighted fairness index in the distributed control system after 

the initial convergence period, never deviates from its maximum value (1), while the centralised 

control system exhibits periodic deviations from the maximum value as the users in different 

classes multiplicatively decrease their demands simultaneously in the same class but at different 

times for different classes.
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With respect to the convergence time, in the distributed control system we see faster con

vergence to efficiency since the resource is not partitioned and the whole capacity is available 

to the users in both classes. Nevertheless, the convergence to fairness is faster in the centralised 

control system for exactly the opposite reason; the resource capacity is partitioned and the users 

are limited by the capacities of the classes which by being smaller than the resource capacity 

reduce the convergence time.

A.2.2 Different class populations

The centralised and distributed control systems were also simulated for different combinations 

of class populations ( n i , n 2) for an initial state (%i(0) , %2 (0 )) =  (XgoahO) and the average 

Efficiency and Fairness were comapred in each case.

The differences of the average Efficiency and the average Fairness (distributed minus cen

tralised) for different combinations of class populations are shown in Figure A.4(a) and A.4(b) 

respectively.

In general the distributed control system performs better with respect to both metrics and 

for certain combinations of class populations the difference in Efficiency is significant; approx

imately 20% higher. On the other hand there are only a few combinations that give higher 

average efficiency to the centralised control system and the difference is less than 5%. The 

maximum difference in average efficiency occurs approximately for those combinations of class 

populations that maximise average efficiency in the distributed control case (see Figure 3.11). 

With respect to fairness the distributed control appears to be always better although the differ

ence does not exceed 4% for any combination.

A.3 Flow-Adaptive Modification of Weighted Round Robin

The centralised control scheme is typically implemented on an output link interface using K  

queues, one for each class, and a scheduler that provides service to class Q  in proportion to its 

bandwidth allocation computed from Equations A.3.

For given link bandwidth Xgoai, the class bandwidth allocations Xc^ depend on the num

ber of flows rii in the queue for class Q  and the class weights wi. However, it is important to 

highlight the distinction between the class weights [wi] and the scheduler weights (̂ %) used 

by the scheduler for serving the different queues. The class weights [wi) are constant, pre

configured by the router administrator and reflect the intended relative bandwidth shares of 

flows that belong to different classes regardless of the class populations. On the other hand the 

scheduler weights (</>i) ) depend both on the actual class populations [rii) and the class weights

(Wi).
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Figure A.4: Performance differences between the distributed AIMD and CCB control systems.
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WRR
Class-1

flow number estimator weight controller

Figure A.5; The components of a flow adaptive link-sharing mechanism.

In a scenario with dynamic class populations the class allocations and thus the

scheduler weights (0 ,) should be adapted based on the number of flows in each queue in order 

to ensure weighted fairness in the system.

Figure A.5 shows a component diagram of a flow adaptive, bandwidth sharing mechanism 

with two classes as implemented at the output link in a router. The estimator is responsible for 

computing an approximation of the //ow count (number of active flows) and it can be configured 

to operate at any desirable flow granularity; either five-tuple flows or flow aggregates. The 

scheduler  is responsible for dequeuing packets from the different classes and transmit them 

on the output link and it is discussed below along with the weight controller which essentially 

implements the adaptation.

A.3.1 T he C lassifier

A necessary component (not shown in Figure A.5) is the classifier which implements the as

sociation between flows and classes. It enqueues incoming packets to the appropriate queue 

using information from their IP header  ̂ for identifying a flow and matching rules from a policy 

database. It is important that the classification rules are static; packets belonging to the same 

flow are always enqueued in the same queue. Given static classification rules and well-known 

relative QoS difference between the classes the users can select the class that is appropriate for 

their service requirements. The classification rules can define a flow at the appropriate granular

ity; the five-tuple may be appropriate for an edge router while a subset of the fields identifying 

“host-to-host” or “network-to-network” flow aggregates may be a more appropriate policy for 

■'core” routers.

^Source, destination address, port and protocol numbers, TOS byte or flow label in IPv6.
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A.3.2 Detecting and Counting Flows

The flows define a temporal association between packets however the exact duration of each 

flow is not always well defined. For TCP flows the duration is marked by the connection open 

and close (SYN/FIN packets) but it is generally hard to describe the duration of connection

less (e.g UDP) flows except by delimiting their duration by sufficiently long and appropriately 

chosen idle time intervals. A router has several options for counting flows, however the critical 

factor for flow detection and counting is the amount of state required.

One option would be to count SYN/FIN packets but these packets can get lost and the 

connection may remain open for long time periods without sending any packets, or the path 

between the end-points of communication may change as a result of a routing change and 

the router may not be able to delimit properly the duration of a flow. Moreover the control 

mechanisms in the router are only interested in active flows.

Another option is to record the last time the router saw a packet from a particular flow 

and use an appropriate time interval to count all those flows which sent a packet in that interval. 

The choice of the interval is important and not a single choice is perfect. Intervals shorter than 

one or two seconds may miss the TCP retransmission timeout while longer intervals may count 

flows which actually never overlapped in time so that the technique will end-up over-estimating 

the number of active flows.

Morris [79] argues that a flow counting mechanism should not provide perfect precision 

and should not remember the identity of each flow as in many cases only the flow count matters 

and describes an algorithm for flow counting that uses one bit of state per flow. The algorithm 

uses hash functions to hash each incoming packet to an entry of an one-bit flow vector possibly 

under-counting flows due to hash collisions and suggests a uniform hash function to correct 

hash collisions. McKenney [80] presents a popular hash function for operating on IP header 

fields,

hash  =  ROL{src^ seq) 4- dst

where ROL is the rotate-left function implemented as a simple instruction in many architectures, 

src is the source, dst the destination address of the packet and seq is a sequence number between 

zero and 31 used for perturbing the hash function. The hash function performs well when the 

number of entries in the hash-table is not a power of two. Depending on the desirable flow 

granularity the hash function can operate on a subset or on all fields of the IP header used to 

define a flow. For example it could operate only in the network part of the src  and dst fields 

in the case of a core router that handles a large number of TCP flows or it could use the port 

numbers for finer flow granularity.
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A.3.3 Scheduler Weight Controller

The scheduler weight controller although it is shown as a separate block in Figure A.5 it is 

really part of the scheduler. Its task is to make the scheduler adaptive by modifying the weights 

{4>i) used to serve each queue based on information about the per queue, flow count provided 

by the estimator.

The frequency o f  control is directly influenced by the frequency of weight adaptation which 

in turn depends on the frequency of flow estimation. The weight update interval should not be 

faster than the scheduler round-time, the time it takes the scheduler to serve one packet from 

each queue. The scheduler round-time depends on the maximum packet size and the number of 

queues in the system. Also the maximum round-trip time ( RTTmax ) which normally exceeds 

the scheduler round time defines the time-scale in which a flow can react to the adjustments in 

total class allocations. Small changes in the flow counts may not always trigger an update of 

the scheduler weights. The design of a robust weight controller under the above assumptions is 

a non trivial task and the discussion is far from complete at this point.

A.3.4 The Scheduler

The Generalised Processor Sharing [81] proposed by Parekh and Gallager is a theoretical model 

for bandwidth sharing on a single link. The simplest emulation of GPS is Round-Robin (RR) 

which serves a packet from each queue instead of an infinitesimal amount of data in the GPS 

model. Round-Robin is a good approximation of GPS behaviour when all queues always have 

the same scheduler weight (</>) and the same packet sizes. If the queues have different weights 

then Weighted Round-Robin (WRR) serves each queue in proportion to its weight f i .  The f f s  

are normalised by their sum (J2iLi 4>i) and the normalised weight is multiplied by the total 

output link bandwidth Xgoai and the product provides a minimum long-term bandwidth share 

to the queue of class Q
(f)

XCi — Xgoal (A.8)
X j = i

In our case the appropriate values of are known by the solution to the system of Equa

tions A.3 therefore the can be computed by the weight controller. WRR has been used as a 

scheduler in the Class Based Queueing [82] link sharing framework discussed in Chapter ??.

There are concerns about the fairness of WRR with different packet sizes, short lived 

flows and when there is a large relative difference in the ’s. The time scales of fair bandwidth 

sharing is an important characteristic of a scheduler; it can be packet-oriented so that for each 

packet served by one queue, f  packets are served from another queue with a relative weight 

of (f), regardless from packet size, when both queues currently have the same number of flows.
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Alternatively bit or byte-oriented fairness granularity could be used for allocating bandwidth 

more fairly in the presence of different packet sizes, the price to be paid is an increase in the 

implementation complexity of the scheduler.

For queues with high degrees of statistical multiplexing it is safe to assume the same packet 

size distribution for all so that the above considerations will not be so important. Also the small 

number of queues and the high degree of statistical multiplexing are likely to mask the effects 

of inexact bandwidth sharing between the classes, at the granularity of a flow.

Therefore we argue that any scheduler that emulates GPS reasonably well will be appro

priate for a flow adaptive bandwidth sharing scheme. For a discussion of how well a scheduler 

approximates GPS two metrics have been proposed for non-adaptive schedulers; the Absolute 

Fairness Bound (AFB) and Relative Fairness Bound (RFB) see Golestani’s Self Clocked Fair 

Queueing [83]. Generally it is hard to obtain an AFB while in the weighted fair sharing case 

the RFB is more important.

A.4 WFQ and CBQ Experiment

Router congestion control mechanisms such as Weighted Fair Queueing (WFQ) [49] and Class 

Based Queueing (CBQ) [82], can be configured so that they provide flow based, weighted 

fair bandwidth sharing of a link but only in the static case where the number of flows and 

their weights are known in advance. For dynamic flow populations these mechanisms must be 

complemented by an adaptive weight controller and the implementation of such controller is 

not part of the thesis.

For a given link with bandwidth Xgoai, WFQ can be configured by defining a number 

of queues  ̂ and assigning relative scheduler weights (</>i) to each one them. The procedure 

is similar in CBQ; the queues are now called “classes” Ci and their allocations (%Q) are in 

measures of bandwidth (e.g Kbit/s).

Both WFQ and CBQ can be statically configured so that they allocate one queue (or class) 

per flow  and the scheduler-weight ( f i )  of the queue (or the bandwidth allocation of the 

class) is configured according to the weight (wi) of the flow.

However, configuring a router so that it allocates one queue per flow is usually very expen

sive as buffer space is tied down while a flow may not be actually using it. A solution to this is 

to modify the filters in the classifier so that one queue is used for an aggregate o f  flows with the 

same weight (w). The configuration parameters ( f i  or Xc^) in this case depend on the number 

of flows (rii) in each queue and their relative weights (wi) according to Equation A.3.

^Using filters in the classifier so that packets that belong to certain flows are enqueued appropriately.
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In Figures A.6(a) and A.6(b) the traces (byte sequence numbers over time in seconds) of 

the twelve TCP flows demonstrate weighted fair bandwidth sharing on a common bottleneck 

link, with per flow  and with class based (or one queue per flow aggregate) queueing respectively. 

The environment of the experiment is described in Section 5.3 and each flow transfers 1 Mbyte 

of data. There are six TCP flows with weight wi and other six TCP flows with weight W2 =  

2w\.

In Figure A.6(a), we use WFQ and the flows with weight W2 achieve strictly twice the 

throughput of the flows with w\ since their queues are served with appropriate scheduler 

weights {(pi) and there is no sharing between flows in the same queue. When the W2 TCPs 

finish (at 37 sec) the wi TCPs increase their throughput (knee in the curve) as the output link 

bandwidth that becomes available is distributed fairly among the rest.

In Figure A.6(b), we use CBQ and flows with the same weight use the same queue sharing 

its bandwidth approximately equally between them. The bandwidth allocated to each queue 

according to Equation A.3 is ^Xgoai to the class with w\ TCPs and \Xgoai to the class with W2 

TCPs. As a result the average bandwidth shares of the flows in the two classes are proportional 

to the class weights. For this type of sharing, CBQ is more suitable than WFQ because it pro

vides a more flexible framework which allows hierarchical link sharing and borrowing between 

classes.

A.5 Summary

We presented a deterministic model called Centralised Class Based (CCB) control, an alterna

tive, class based, approach to weighted fair resource sharing, which focuses on the allocations 

to individual users with relative weights. In this model the controller is implemented at the 

resource and requires information about the number of users and their weights. The resource is 

partitioned into logical capacity pools (classes) for users with the same relative weight taking 

into account their populations (Equation A.3). The users are still required to implement homo

geneous distributed AIMD control. For static class populations and an infinitesimally divisible 

resource the CCB control can provide weighted fair shares to users in different classes.

We then compared the Efficiency and Fairness of the CCB control model with that of the 

distributed AIMD control model, from different initial states and for different combinations of 

the class populations. For most combinations of static class populations, the distributed AIMD 

control provides higher efficiency and marginally higher fairness, on average. However, from 

certain initial states, convegence to fairness is faster for the CCB control system.

We then discussed how the model can be implemented with existing scheculing mecha-
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Figure A.6: Flow-based and class-based link sharing with TCP flows.
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nisms. For dynamic flow populations the frequency of bandwidth control and the accuracy of 

the flow estimation algorithm, depend on the assumptions about the flow arrival process. The 

design and implementation of a robust, flow-adaptive controller goes beyond the scope of this 

work.

Moreover the distributed AIMD control system did not require information about the num

ber of users with different weights. It simply required time in order to converge automatically 

to the new optimal operating point when the populations changed (see Figure 3.17). This is a 

nice property of a system in which resource allocation is proportional to demand. As long as 

system convergence occurs at smaller time scales compared to the rate of change of the classs 

populations, the system mostly stays in the optimal state. On the other hand the CCB control 

system requires both time for intra-class convergence and extra information about the actual 

class populations and their weights.

Finally we demonstrated that in practice, aggregating flows in classes (lack of isolation) 

may provide per flow weighted fair sharing only in the average case.



Appendix B

Simulation Code

The code for the simulations was written in the AWK language because it allows fast proto

typing, intuitive algorithmic expressiveness, and portability as AWK programs are likely to run 

without modifications on virtually every platform. The names of the variables are the same as 

those discussed in Chapter 3, the core of the computation is given below.



/69

* o p t i m a l  p o i n t  c o o r d i n a t e s  

Xl o p t  -  n2*Xgoal  /  (n2 < N*nl )

X2opt  •  N*nl*Xgoal  /  (n2 « N*nl )

« t o t a l  demand

XI11 = XI I t ]  + X 2 | t ]

# a c t u a l  a l l o c a t i o n s  

i f  ( X11I < Xgoal  ) I

t u n d e r - l o a d :  a l l o c a t i o n  *= demand 

X l _ a l l o c | t ]  = X I | t |

X 2 _ a l l o c | t ]  -  X 2 | t |

# n e x t  i n c r e a s e

XI It U  ] -  n l * a l  t XI It 1 

X 2 | t t l ]  .  n2*a2 • X 2 | t ]

) e l s e  i t  ( X | t I  >= Xgoal  ) I

» o v e r - l o a d :  a l l o c a t i o n  • demand 

X l _ a l l o c | t ]  -  ( X l | t ) / X | t l )  * Xgoal

X 2 _ a l l o c | t ]  - ( X 2 | t ] / X | t l )  ‘ xgoal

# next  d e c r e a s e

XI It  « 1 I - 1)1 * XI11J 

X2| t  t 1) ' b2 * X 2 | t 1

I

# t o t a l  a l l o c a t i o n

X _ a l l o c i t I  •  X l _ a l l o c | t |  • X 2 _ a l l o c | t ]

# E f f i c i e n c y  (E)

E | t )  = X _ a l l o c | t )  /  Xgoal

* F a i r n e s s  (F)

i f  ( X | t )  > 0 ) 1

# c a l c u l a t e  F | t )  f o r  f e a s i b l e  a l l o c a t i o n s ,  X | t ] o k  

F [ t )  = f a i r r i e s s ( X l _ a l l o c l t  ) , X 2 _ a l l o c | t ) ,  n l ,  ri2, N)

I e l s e  i f  ( X | t ]  = = 0  ) I

# f o r  i n i t i a l  s t a t e  ( 0 , 0 )

F i t ]  = 1

I

* D i s t a n c e  (D) from o p t i ma l  p o i n t  ( f o r  a c t u a l  a l l o c a t i o n s )  

D | t ]  = d i s t a n c e ( X l o p t , X2opt ,  X l _ a l l o c | t | ,  X 2 _ a l l o c | t | )

Figure B.l: Code fragment for simulating the distribted control model.
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