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Abstract

Mobility support is an emerging design consideration that poses challenging problems for all
protocol layers of computer and communications networks. Naming systems gain a special
importance in a dynamic environment, because a network resource unique identifier has to be
dissociated from its address. This dissertation investigates the consequences and implications of
designing a distributed naming system and its ability to support a dynamic and evolving
environment. The objective is to adopt a distributed approach so that scalability is introduced but
the extra complexity due to the distribution of the data is minimized by the use of simple state-
independent transactions, where the atomicity property is relaxed, making the system naturally
robust and capable of self-management. The idea is to test the level of distribution such a system
can support by imposing complete independence among the system’s nodes. This thesis presents a
general name resolution protocol, called REMUS (Routing Enquiry Mechanisms Utilizing
Strategy), designed according to the described strategy. Its applicability has been immediately
recognized by industry and the system is now patented [1]. REMUS is capable of resolving any
name scheme reliably and efficiently. It does not assume any special organization to the name
syntax or the encoding of any information into the name. Hence. REMUS provides the general
service of resolving a unique identifier into its associated data independently of how the unique
identifier has been assigned to the network resources. A general name resolution protocol such as
REMUS is required in heterogeneous distributed environments like the Internet. The Internet is an
ever evolving and expanding computing environment with local independent administrative
control, hence it needs systems that arc flexible and general enough to accommodate changes.
REMUS can be tuned to resolve specific name schemes according to the associated applications so
that its performance is optimized, or it can be used as a unifying resolution protocol. encompassing

existing and future naming systems.
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Chapter 1

Introduction

Mobility support has become an emerging design consideration for all protocol layers of computer
and communications networks due to recent advances in the wireless communication technology
and due to the expanding area of personal communication. Both factors are fuelling the
development of new control mechanisms capable of supporting highly dynamic environments, in
which the bindings between terminal and location and between user and terminal are no longer
constant in time. Previous studies [1][2][3] have shown that a dynamic environment represents a
significant load increase upon the signalling network and network databases, and that this increase

in load is dependent upon the data management strategies adopted.

The growing popularity of the Internet as a communications medium and of the World Wide Web
as an on-line distributed database means that a vast amount of resources (files, objects, services,
pieces of equipment, etc.) can be made available to an ever-expanding number of users. In such an
environment, not only can the users and terminals become mobile, but also the network resources
can migrate to different parts of the network. This represents a highly dynamic environment, in
which resources are accessed, added, updated and moved constantly according to variations in
demand. Mobility support is a major consideration in the design of applications and services for

the Internet, so that the protocols are able to support this evolving environment.

In computer and communication networks, in order to make the network resources available, or to
use the resources that have been made available, it is necessary to be able to identifv and locate the
resource in question. This task is performed by the naming systems, which define how names are
assigned and resolved. In static environments, the definitions of name, address, location and route
tend to merge with each other according to the way the systems and protocols are designed. A
more extensive discussion of the issue is given in [4][5]. The classical definitions [6]:

» name indicates what we seek,

» address indicates where it is, and

> route tells how to get there,

are ambiguous in various points. In a static environment, in which the location of the network
resources does not change, the naming function is often merged with the addressing and routing
functions. For example, in the addressing system of the Internet, the address does two things, first
it identifies the addressed object (destination host or network attachment point). i.e. the classical
naming function, secondly it indicates the destination and aides in routing the packet to it, i.e. the

classical addressing and routing functions. In fixed networks, as the location is static, the address is
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often encoded into the name, as in arca dialling codes (for fixed tclephony) and network address
parts (e.g. network.subnethost, in the Internet). Although the name is the entire list, cach
component contains information about location. Furthermore, the route to a particular location,
though many routes may exist between two points, is just another way of viewing the address of
that location. When the objects within a network become mobile, naming systems gain a special
importance because the naming function has to be dissociated from the addressing and routing

functions since the location of the named resource is no longer constant in time.

With increasing demands for mobility support in today’s computing environments, tracking the
location of mobile users and system’s entities (hosts, network resources, etc.) is a problem of
considerable research and commercial interest. The reason for this interest is because, in dynamic
distributed networks, the real-time use of remote resources is essential. This means that the
network performance is dependent on the adopted name resolution system as it determines the
delays in locating the required resources. In computing environments such as the Internet, there is
a vast amount of services being offered with different characteristics to satisfy different
requirements and specifications. There is the need for a mechanism for the advertising and
discovery of services given the required attributes. Such a mechanism should be able to support a
highly dynamic environment in which the service attributes and the server properties are frequently

being changed and updated.

With respect to naming systems, there are two main approaches to the problem, centralized and
distributed. The centralized approach, in which the information for name resolution is kept at fixed
central locations, although simple to implement and maintain, suffers from two serious problems:
scalability and robustness. Centralized solutions inevitably create potential points of congestion
since the position of central look-up tables is hard to optimize and, being fixed, cannot be adapted
to variations in signalling traffic. As the network is expanded, the fact that the signalling has to be
re-directed to a fixed point in the network means that the signalling across the system is
proportional to the system size and hence is not scaleable. From the reliability point of view.
congestions and hardware failures can cause central databases to become isolated with serious

consequences to the operation of the network.

In order to make the system scaleable, some level of distribution has to be introduced. A
distributed strategy allows the sharing of signalling load across the network. The placement of the
databases can be optimized so that the signalling traffic due to database transactions is minimized.
With respect to robustness, the distribution of the data makes the network more reliable, as the
nodes fail independently affecting only parts of the system, which can be bypassed by well-
designed protocols. However, the cost of introducing scalability and robustness is the need for a
more complex protocol capable of managing the communication and guaranteeing data

consistency among the database nodes.
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In this disscrtation the benefits and conscquences of the distributed strategy are studied in detail. It
demonstrates the feasibility of a completely distributed protocol in which a high lcvel of
concurrency is allowed. And how such characteristics can be explored to render a robust, flexible

and cvolvable system.

1.1 Contribution

This thesis investigates the consequences and implications of designing a distributed naming
system and its ability to support a dynamic and evolving environment. The objective is to adopt a
distributed approach so that scalability is introduced but the extra complexity due to the
distribution of the data is minimized by the use of simple state-independent transactions that make
the system naturally robust and capable of self-management. The idea is to test the level of
distribution such a system can support by imposing complete independence among the system’s

nodes.

This dissertation presents a general name resolution protocol, called REMUS (Routing Enquiry
Mechanisms Utilizing Strategy), designed according to the described strategy. Its applicability has
been immediately recognized by industry and the system is now patented [7]. REMUS is capable
of resolving any name scheme reliably and efficiently. It does not assume any special organization
to the name syntax or the encoding of any information into the name. Hence, REMUS provides the
general service of resolving a unique identifier into its associated data independently of how the
unique identifier has been assigned to the network resources. A general name resolution protocol
such as REMUS is required in heterogeneous distributed environments like the Internet. The
Internet is an ever evolving and expanding computing environment with local independent
administrative control, hence it needs systems that are flexible and general enough to
accommodate changes. REMUS can be tuned to resolve specific name schemes according to the
associated applications so that its performance is optimized, or it can be used as a unifying

resolution protocol, encompassing existing and future naming systems.

REMUS main characteristics are listed below:

Y

Distributed system, adopting a completely distributed strategy.
Hierarchical organization of the data.

State-independent transactions.

Asynchronous node operation.

Nodes have limited knowledge on system’s topology and size.

Robustness.

YV ¥V V V VY VY

Manximization of switch throughput.
Scalability.
Maintainability.

v Y Y

Availability.
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» Legacy support and integration.
»  Mobility support.
» Flexibility (evolvable system).

The design strategy is that by making the nodes follow a simple set of instructions and operate
independently from each other, the system can be made to behave in an apparently intelligent way.
This means the system is able to detect inconsistencies, restore its database and re-configure its
topology to bypass congestions and node/link failures. If, on top of that, the system is able to
monitor its own status and take decisions based on that, it becomes capable of managing itself
without the need for external intervention. In order to preserve the system’s distributed nature, the
transactions were made state-independent, /.e. no information is kept by ongoing transactions and
transaction atomicity is not imposed. Simple consistency checks are introduced to the basic node
functionality so that reliability is provided without the need to introduce complex monitoring
mechanisms. The objective is to maximize throughput, thereby improving performance. A system
that is scaleable, robust and that can be easily re-configured and expanded with limited effect to its

operation is simple to manage and maintain and is capable of adapting to evolving requirements.

1.2 Outline

This dissertation is organized as follows. Chapter 2 presents formal definitions for naming
systems, discusses the main design strategies and presents some examples of applications that
require some level of mobility support. This chapter also summarizes recent proposals for the
described applications and for the introduction of mobility support into existing well-established
naming systems. The general mechanisms of REMUS are outlined in Chapter 3. The system's main
characteristics are discussed in detail, together with the system’s design strategy and basic control
mechanism. Chapter 3 also gives a brief description of the personal mobility service, as this service
has been used as the underlying application for testing the feasibility and performance of the

system’s mechanisms.

The recovery mechanisms are discussed in Chapter 4, it explains how the system's basic control
mechanisms can be expanded in order to detect data inconsistencies and re-configure its topology
to bypass overloaded parts of the network or hardware failures, and then be able to restore and
rebuild the network databases. The full protocol is described and the reasons for cach design
decision are discussed in detail. Chapter 5 discusses how the system can be given the ability to
monitor its own signalling load in order to decide when and how to reconfigure so that the network
topology is optimized according to the current usage pattern. The objective is to introduce
monitoring and decision-making mechanisms able to modify the network topology dynamically in
response to changes in signalling traffic. This chapter also discusses methods for finding the
optimum placement of databases in a signalling tree so as to minimize the transactions average

end-to-end delay, given the usage pattern and subject to database capacity constraint.
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In order to evaluate the system's performance and to study the introduction of the recovery
mcchanisms, the system was simulated for the particular application of the personal mobility
scrvice. A brief description of the simulation model and design and the obtained rcsults and
relevant discussions are presented in Chapter 6. The first set of results demonstrates the system's
scalability. The second set shows the feasibility of the adopted recovery mechanisms and how the
system responds to different error rates. The third and final set of results demonstrates the
feasibility of the re-configuration procedure and how the system supports re-configuration under
different loading conditions. Chapter 7 presents a summary of the project’s findings and outlines a

direction for future research.

16



Chapter 2

Naming Systems

Naming is one of the most important and probably one of the most frequently overlooked areas of
computer science and communications. The remarkable growth in the telecommunications
industry, from telegraphs to telephones to computer networks, has alleviated the problem of being
able to communicate with another person or of retrieving remote resources, provided that you
know how to reach them. The system and the users have to be able to identify and locate the
necessary resources (i.e. information, users, computer, objects, methods, services) in order to
perform the required operations. The naming service provides the principal mechanism through
which users and objects within the system locate other objects that they intend to use and make

requests of.

In a static environment, in which the location of the network resources does not change, the
naming function is often merged with the addressing and routing functions. For example, in the
addressing system of the Internet, the address does two things, first it identifies the addressed
object (destination host or network attachment point), i.e. the classical naming function, secondly it
indicates the destination and aides in routing the packet to it, i.e. the classical addressing and
routing functions. In fixed networks, as the location is static, the address is often encoded into the
name, as in area dialling codes (for fixed telephony) and network address parts (e.g.
network.subnet.host, in the Internet). Although the name is the entire list, each component contains
information about location. Besides, the route to a particular location, though many routes may

exist between two points, is just another way of viewing the address of that location.

As mobility is introduced into the system, the relationship between network resource name and
location becomes dynamic and hence the naming function has to be separated from the addressing
and routing functions. The impact of mobility in computer and communications networks is
subject to extensive research mainly on the areas of mobile computing and mobile telephony.
Many different naming systems and standards exist and are being independently developed or
expanded to cope with mobile network resources. The introduction of mobility support into
existing naming systems means the existing infrastructure has to be used, imposing extra
constraints and requirements. In a large-scale distributed system, applications often have to deal
with a variety of name schemes. The integration of legacy naming systems to the wide range of
existing systems is also an important area of study. As the network grows, so do its

interconnectivity and dynamism, and hence, the real-time use of remote resources becomes
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essential. This means that the network performance is strongly depcndent on the adopted naming

system as it determines the delays in locating the required resources.

The first four sections define what a naming system is and discuss the main design strategies.
Section 2.5 then presents the main applications for naming system together with the specific
requirements for each application, focusing on those that require some level of mobility support.
The existing solutions for the described applications and recent proposals for the introduction of
mobility into existing well-established naming systems are then discussed in Section 2.6. A

summary of the chapter is presented in Section 2.7.

2.1 Definitions

This section summarizes the basic naming concepts, it defines each component out of which a
naming system is built. The terminology adopted is the one used in the ANSA Architecture Report
APM.1003.01 [8]. For a full description of the naming concepts and definitions, the reader is

referred to the mentioned document.

A name is a linguistic entity that singles out a particular entity from among a group of entities (an

entity is defined as anything that may be of interest). It consists of a string of symbols (bits or

characters) that identifies an object [9]. There are two types of names (although the distinction is

rarely made):

» attributive name is a name whose resolution returns the entity in question. or provides a name
for the entity in a different naming context (defined below). If this new name can be used to
access the entity, this new name is an address,

» invocation name is a name whose resolution causes an action to be performed.

A naming system consists of

» anaming domain, which defines the set of distinguishable entities that can be named,

> one or more name sets (set of names that are considered valid in a particular naming system).
each associated with a naming convention (that defines the acceptable forms of names) used in
a part of the naming system,

> aset of naming contexts, that determine what actual names have been chosen for the entities in
the naming domain, i.e. it defines a set of bindings of names to entities.

» a naming network, that places restrictions on the extent to which entities can be named from
each of the naming contexts. The naming network can be seen as a directed graph, where each
vertex denotes a naming context and each edge denotes a binding with a context.

» One or more name resolution protocols, that determine the entity associated with the name in

a given context.
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The naming system is said to be composed of the name assignment strategy or name scheme and
the name resolution protocol [10]. The name scheme is generally defined as the procedure for
creating and assigning unique identifiers (i.e. unique names) to the network resources. Name
resolution is defined as the action of isolating a particular entity from amongst a group of entities,
given a name and an entity (and by implication a naming context and naming conventions).
Therefore, to resolve a name is to determine the entity associated with the name in a given context.
The resolution protocol is the network service that resolves the name into the associated piece of
data (usually resource physical location, description of resource characteristics, authentication

information, etc.).

The name assignment strategy and the resolution profocol can be made independent from one
another. However, by encoding some information (e.g. name server at which search should start),
the resolution mechanism can be speeded up. The name assignment strategy and how much
information (if any at all) should be encoded into the name are very much dependent on the

application, as each application imposes its own requirements and restrictions on the system.

A name binding (name-to-entity association) is always defined relative to a naming context. In the
naming context each name is unique. Different names can be bound to an object in the same
naming context (in which case they are called aliases) or different naming contexts (in which case
they are called synonyms) at the same time. Not all names in a name set have to be bound to an
entity. Names that are unbound but nevertheless used are unresolveable. A name space is that part
of a naming network within which a single naming convention is used. Within a particular name

space, all names are drawn from one name set.

A naming system provides location transparency if the name is independent of the entity current
location. When the path name reflects the physical structure of the system, location transparency is
not present. Location transparency implies that the entity can migrate to different locations without

having its name modified.

2.2 Name Resolution

The general techniques identified for name resolution [9] are listed below.

» Algorithm clustering. Names are clustered onto name servers depending on the value that
results from applying a hash function to them. The resulting name server is independent of
name structure or current object location. This means this technique can result in a very
inefficient system in which an object might have its current location stored by a name server
located at the other extreme of the network. This is the technique used by the Handle System
[11], described in Section 2.6.4.
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Svntactic clustering. This is the most common form of clustering and is based around the
structure of the name itself. For example, hierarchical name systems as in the Internet or the
telephone numbering plan for the fixed telephone network.

Attribute clustering. A more generalized form of syntactic clustering, where the grouping of
names is based on the attributes those names possess. For example, for the current mobile
telephone systems, the names are assigned a HLR according to their home base location (HLR
identifier is encoded in the terminal’s directory number — MSISDN). In this case, the attribute
used for determining the way names are grouped is static. However, the attribute can be
dynamic as in the case of REMUS (Routing Enquiry Mechanism Utilizing Strategy), the name
resolution system developed in this thesis (see Chapter 3). In the REMUS case, the grouping
is determined according to the objects current location. Hence, as the object’s current location

changes, so does the set of name servers containing information about it.

Name servers can cooperate in three different ways to resolve names [9].

>

Recursive. The request migrates from server to server so that names are constantly being
resolved in new contexts. The migration process is carried out until a name server containing
the required information is found. The request response follows the same chain of name
servers as it is returned to the enquiring client (see figure 2.1). Hence the servers are forced to
store return addresses for each ongoing lookup. The consequence is that the service degrades
rapidly as the number of concurrent transactions increases. This is one of the two strategies
used by the Domain Name System (DNS), see Section 2.6.3 (the other one is the iterative

strategy, see below). However, this strategy tends to be avoided due to the incurred overhead.

Name | ——— | Name —Pp| Name | —Jp-| Name
agent V‘ server < server ¢ server

Figure 2.1: Recursive name resolution.

lterative. The enquiring client retains control of the name resolution process. Each name
server contacted returns the current state of the resolution together with the address of the next
server to be contacted (a referral, as in the main strategy used in DNS - Domain Name
System, see Section 2.6.3). A lot of the work in this case is performed by the enquiring client,

as shown in figure 2.2.

Name Name
server server

Name Name
server server

Name
agent

Figure 2.2: Iterative name resolution.
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»  Transitive. This procedurc is similar to the recursive procedure, in which the request migrates
from name server to name server until the name can be resolved. However, unlike the
recursive procedure, the request response is returned straight to the client (refer to figure 2.3)
without the need to follow the same chain of servers on the way back. This is the adopted
procedure for REMUS (see Chapter 3).

Name

Name |
agent

Name
server

Figure 2.3: Transitive name resolution.

2.3 Naming Systems Design Strategies

There are two main approaches for the design of name schemes [8]:

» global name scheme — in which an entity name is the same no matter who uses the name,
when and from where,

> context relative name scheme — in which each name is bound to an entity in a particular

naming context.

The global name scheme can present elegant technical solutions in systems under the control of a

single authority. It is simple to use and implement, the names can be used from anywhere in the

system, implying that the context in which names are resolved is invariant. However, global

naming does not provide a general solution to the naming problem in a large evolving distributed

system that may span many organizations. The problems encountered are:

» the difficulty in administrative authorities reaching an agreement for a unique absolute naming
system and in committing themselves to adhere to it,

> the need for a single centralized name allocation authority,

> the difficulty in enforcing the global name scheme,

» as the system evolves, the maintenance of a single system-wide context becomes

unmanageable.

Global naming can only work in some specialized circumstances, in closed systems or in systems
that are strictly controlled by a single administration. The alternative to global naming is a context
relative name scheme. It allows the existence of independent administrative domains in a
decentralized management structure, in which each administrative domain can coincide with a
naming context. This renders a flexible, adaptable and scaleable naming organization that can
respond to an evolving distributed network. Context relative naming permits the co-existence of

many different name schemes and, consequently, corresponding resolution protocols. There is also
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the need for translation and integration of the different name schemes. This task can be performed
by a resolution protocol capable of mapping the different name sets. REMUS, the name resolution
protocol presented in this thesis, is a general system capable of integrating and resolving different

name schemes. This issue is further discussed in Chapter 3.

With respect to the name resolution service, there are also two main approaches centralized and
distributed. In a centralized system, the information is kept in central look-up tables and all updates
and enquiries need to be referred back to them. Whereas, for the distributed approach, the
information and data location knowledge are distributed across the whole network. Due to the
conflicting requirements of any existing system, the naming implementations often adopt one
policy but incorporate characteristics of the other to try and improve performance'. A centralized
strategy does not require the overhead of a complex resolution protocol, the processes of updating
and retrieving information are straightforward and no data inconsistencies arise. However, for
large, highly interconnected, dynamic networks the centralized approach can impose prohibitive
delays within the system. The central databases can represent serious bottlenecks and it is very
difficult to optimize their position to suit demand, incurring unnecessary communication
overheads. With respect to security, centralized systems are less vulnerable to non-authorized
access. However, robustness is a problem. If the central databases are cut off from the system due
to node or link failures, the consequences are serious. In order to avoid the network coming to a
halt, back-up copies of the central databases have to be kept at different sites. To keep the back-up
copies consistent, all updates must be transmitted to the back-up sites. It is necessary to find the
optimum rate at which updates should be forwarded to the back-up sites so that the back-up copies
are kept reasonably up-to-date without compromising the systems performance, this means extra

complexity and signalling overhead to the system.

Opposed to that, in a distributed approach the name resolution protocol ceases to be a simple table
look-up to become more of a searching mechanism. By distributing the data location knowledge
across the network, the signalling load generated due to attempts to retrieve and update the
recorded data is automatically shared over the system. The usage pattern can determine the way
the data records are distributed across the network so that the system can be optimized and
bottlenecks avoided. With respect to robustness, it is a much more reliable system, as nodes fail
independently, affecting only parts of the network that can be bypassed by well-designed protocols
[12]. However, a management mechanism becomes an essential part of the system, adding extra
complexity. A distributed system allows incremental growth with minimum degree of impact on
the operation of the system. The name resolution protocol has to be able to keep the data consistent
and up-to-date across the network, while allowing efficient data retrieval. Consistency is

particularly problematic if congestions or link/node failures occur, isolating parts of the network

! Note that it has been assumed that the resources are distributed across the network, i.e. the problem we are interested in is
how to reference distributed network resources and retrieve information about them efficiently and transparently to the
network user. [f resources are kept centrally, the naming problem becomes straightforward, there is no need for a name
resolution protocol as the location of the objects is previously known.
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for some indefinite period of time. Name resolution protocols should be ablc to cope with such
problems. By distributing the data we are trading the simplicity of the centralized approach with

the efficiency and low delays of the distributed strategy.

REMUS, the name resolution protocol presented in this thesis adopts a completely distributed
strategy and represents a testbed for investigating the consequences and implications of designing
a distributed naming system and its ability to support a dynamic and evolving environment. The
objective is to adopt a distributed approach so that scalability is introduced but the extra
complexity due to the distribution of the data is minimized by the use of simple state-independent
transactions that make the system naturally robust and capable of self-management. The idea is to
test the level of distribution such a system can support by imposing complete independence among

the system’s nodes. This issue is further discussed in Chapter 3.

2.4 Dynamic Naming Systems

When the name binding (name-to-entity association) is not static, the resolution protocol has to be
able to update its records dynamically. If the named entities (e.g. users, terminals, objects, services,
etc.) are mobile, then the resolution system has to be able to keep track of the entities current

location.

The basic characteristic of mobility is to allow network resources to change location and a
subscriber to be connected to the network via an access and a terminal that can change along the
time, without any impact on the services provided to this subscriber or to any other subscriber
registered in the network [5]. This means that regardless of the terminal he uses, his location and
the location of the network resources he wishes to access, the subscriber is able to make use of the
network as if he were using his own terminal from home and as if the network resources were

static.

Mobility imposes some extra requirements on top of the application-specific ones. The name
scheme and the resolution protocol have to be designed so that the resources can be updated,
moved and replicated transparently to the users, i.e. without having to modify the resource name
and without any significant impact on the network performance. For this to be achieved, the
naming system has to be scaleable (i.e. the network can be reduced or expanded without
significantly affecting its performance), robust (i.e. congestions or hardware failures in parts of the
network should not prevent the naming system from operating) and capable of dealing with a high
rate of queries and updates (in order to support resource and user mobility as well as high network

access rate).

The impact of mobility in computer and communications network is subject to extensive research

[13][14][15] mainly on the areas of mobile computing and mobile telephony. This dissertation

23



focuses on the impact of mobility on naming systems and how mobility support can be introduced.
The following sections present the main applications that require dynamic naming systems and

some recently proposed solutions to the described applications.

2.5 Applications

Naming systems are necessary in many services, each application has its own characteristics and
requirements. Some of the factors that determine which approach should be adopted for the name
scheme and resolution protocol are given below:
» network size,
» number of network resources,
» network usage pattern:
= rate of requests for data retrieval,
= rate of updates of resources associated data (e.g. resources location changes),
» percentage of local and inter-domain requests,
> required performance — QoS (Quality of Service) requirements,

» administrative control strategy (centralized or distributed).

This section discusses some naming system applications and their specific requirements. It
concentrates on applications that require the design of dynamic naming systems or the introduction

of mobility support into existing systems.

2.5.1 Terminal and Personal Mobility Services

Terminal mobility represents the ability to change the routing address attached to the terminal, it is
defined as [16].

“The ability of a terminal to access telecommunication services from different
locations and while in motion, and the capability of the network to identify and

locate that terminal.”

Personal mobility refers to the ability to change the relationship between a subscriber and the

terminal he uses to access the network services, again [16] defines it as

“The ability of a user to access telecommunication services at any terminal on the
basis of a personal identifier, and the capability of the network to provide those

services according to the user's service profile.”

Further comparison of these two kinds of mobility can be found in [16]. Figure 2.4 shows the
relationships between user, terminal and network for the terminal and personal mobility services.

The provision of mobility services involves the maintenance of a database system for the location
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information as well as subscriber profile or terminal profile information. It relies on two key

procedures:

> registration of the current location in the database system (i.e. registration of the association of
a tcrminal identity with a routing address or association of a subscriber identity with tcrminal
identity),

> retrieval of routing information from the database system using the subscriber identification or

the terminal identification.

These procedures may in turn require other procedures such as authentication, profile checking,
etc. and optionally the transfer of profile subsets to the visited area so that handling of outgoing
requests are simplified. This is part of the service profile management defined in [16] as the ability
to access and manipulate the user’s service profile. A user’s service profile consists of the
information required to provide service to the user, including list of specific services the user may

invoke and how incoming and outgoing calls should be handled.

static K static no
user terminal network mobility

static ' dynamic terminal
user terminal | €———| network mobility

dynamic static personal

user | | terminal | €——P>| network mobility

d ) i ) personal
amic amic :
user <—y—n——> terminal Lala network & terminal
mobility

Figure 2.4: Terminal and personal mobility definitions [17].

The adopted name scheme for the terminal mobility service in current mobile systems (GSM/IS-41
standards) is briefly outlined in Section 2.6.1. The personal mobility service has not yet been
implemented in large-scale systems. It is assumed that it will be provided on top of the terminal
mobility service as part of UMTS (Universal Mobile Telecommunications System), the third
generation for mobile networks [18]. Therefore two accesses to a naming system are necessary:
one to retrieve the identifier of the terminal the subscriber is currently attached to, and a second
look-up to retrieve the current location of this terminal. Proposals for enhancements and extensions
to the GSM/IS-41 systems [19] in order to improve their current performance so that personal

mobility can be supported are briefly discussed in Section 2.6.1.

The main requirements for the personal and terminal mobility services are listed below.
» scalability — the system design has to allow for an ever-increasing number of subscribers

(mobile telephony has proven to be very popular, experiencing a remarkable growth since its
introduction [20]{21]),

> robustness — in an expanding network, with a high amount of data and services distributed

over the system, and high usage and update rates, it is clear that the required naming system
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cannot exist without mechanisms for detecting inconsistencies and recovering from
congestions and hardware failures,

> maintainability — due to the reasons listed in the previous items, the adopted naming system
has to be easy to maintain and manage,

» performance — this application requires very high switch throughput and low end-to-end
delays, customers are not prepared to face long delays, and competition in this area is fierce,
efficiency is a major requirement.

> provision of service profile management — the data management aspects of the problem (size
of user profile, optimum file location, replication strategy, signalling load generated due to file

transfers, etc.).

2.5.2 Internet Protocol (IP) Addresses

Because IP addresses encode both a network and a host on that network, they do not specify a host
but a connection to a host [22]. The main disadvantage is that if a host moves from one network to
another, its network address must change. However the Internet suite of protocols refers to the
hosts addresses and hence if the mobile host changes its address when it moves, the TCP
(Transmission Control Protocol) connection breaks. However, if the old address is retained by the
mobile host, then the routing system fails to forward packets to its new location, unless host-

specific routes are propagated throughout most of the Internet routing fabric.

In order to make this operation transparent to the user, another level of abstraction is needed in
which the host IP address is made independent from the network access point [23][24]. This level
of abstraction can be provided:
1) by the introduction of a naming system that is made responsible for resolving the host IP
address into its current network attachment point. There are two main disadvantages to this
approach:
> When the Internet suite of protocols was initially developed, it was implicitly assumed
that the name to address binding remained static. Thus, instead of referring to hosts
through names, protocols were developed that referred to hosts through their addresses.
Hence in order to use a naming system to introduce this level of abstraction, the Internet
protocols would have to be changed, particularly the transport layer protocol, TCP.

» The currently adopted Internet naming system, the Domain Name System (DNS). was
designed to work in a static environment and hence does not naturally support mobility.
Further discussions on DNS are presented in Section 2.6.3.

2) at the network layer, by the enhancement of the current IP protocol. Mobile IP, a protocol
intended for TCP/IP networks in general and the Internet in particular, has received a great
deal of attention. The IETF (Internet Engineering Task Force) has been working towards a
specification for Mobile IP. The strategy adopted by this proposed system is described in
Section 2.6.2.
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The essential requirements are:
»> scalability — given the huge size of the Internet, its potential for further growth and the

popularity of mobile data terminals, this is an important requirement,

A%

robustness — if the capability to deal with failures and congestions is not present, then if
problems occur packets will be lost and the transport layer connection (TCP connection)

might break.

2.5.3 Internet Hosts High-level Names and Host-to-IP Address Resolution
Users find names easier to use and remember than cumbersome network addresses. Hence a
naming system is needed to assign high-level names to Internet hosts, and store, maintain and
translate the name to address mapping. The naming system has to take into account the Internet
characteristics [22]:

virtual network interconnecting a high number of disparate, independent physical networks,
local independent administrative control,

large number of hosts and an exponential network growing rate,

distributed system,

requests for data retrieval are mainly local,

vV V.V V V VY

low update rate (however, with the development of mobile computing, the update rate has the

potential to become high).

The minimum set of requirements should include:

> scalability — for the same reasons as in Section 2.5.2,

> robustness — the naming system should continue operating even when faced with
congestions or hardware failures in parts of the network,

> sub-networks should have autonomy to manage their own name space.

The DNS (Domain Name System) is the current adopted implementation. A brief overview of
DNS characteristics and recent proposals to introduce some level of mobility support into it are

given in Section 2.6.3.

2.5.4 Library

Information stored in a library very often is kept at different geographical sites. If it is a static
environment (i.e. the data sources are kept at fixed locations) the data retrieval is trivial. However,
popular pieces of information frequently have to be copied and moved to different locations to
avoid overloading parts of the network (due to multiple simultaneous requests to access and
retrieve them). Further, the popularity of pieces of information varies with time. and hence the
environment is dynamic, having to be constantly adapted to the demand pattern. Therefore, a data
management mechanism is needed over this distributed dynamic environment to update and find

the current location of any piece of data without having to inform the end users. This same
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mechanism can be uscd to integrate in a transparent way different databases where information can

be shared, copied and transferred without affecting the way the users access the system.

Naming systems are an essential part of data management strategies over distributed networks.
Dynamic networks require location transparent naming. Therefore the name scheme and the
resolution protocol have to be designed so that the resources can be updated, moved and replicated

transparently to the user (i.e. without having to modify the resource name).

Naming systems can be used to collect data about system usage (i.e. data demand according to
network access points). This information can be fed to a resource management mechanism
responsible for deciding number and location of network resource copies, so that the resources can
be distributed across the network according to user demand [25][26]. As the network resources are
replicated at different locations, a naming mechanism is needed to keep track of the copies so that
updates to the primary object copy or to any of the existing copies can be propagated to all of the
replicated objects, keeping them consistent. This mechanism avoids the need for the primary object
to keep a record of all existing copies and their current location. If such mechanism is not
implemented, as the copies are relocated or modified, updates need to be propagated to the primary
object that in turn has to inform the rest of the replicated objects. Not only may this centralized
mechanism incur unnecessary communication overhead but also the node holding the primary

copy becomes a potential point of congestion.

The World Wide Web is an example of a distributed database where data files and network
resources are shared, copied and transferred among remote distributed sites. A data management
system is needed to decide how many copies of each resource are needed, where they should be
kept, for how long, how to update and retrieve them, etc., so that the database organization is
transparent to the users and the network works efficiently. An essential part of this data
management system is the naming service, which is able to keep track of the network resources
location and resolve the resource name into the nearest location holding an up-to-date copy of the

resource.

The current name scheme in the World Wide Web is the URL (Uniform Resource Locator) system
[27]. URLs have the serious drawback of not providing location transparency. URLs typically
identify a particular path to a file on a particular host and the protocol to use. There is no graceful
way of changing the path or host once the URL has been assigned. Neither is there an elegant way
of replicating the resource located by the URL to achieve better network utilization and fault
tolerance. URN (Uniform Resource Name) has been proposed to overcome URLSs problems, it is
the term adopted by the Internet community for a persistent name that identifies a resource or unit
of information independently of its location. URNs and URLSs are both instances of a broader class
of identifiers known as Uniform Resource Identifiers (URIs). The functional requirements for
URNSs are given in Internet RFC 1737 [28] and are listed below.
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» Global scope — a URN is a name with global scope that does not imply a location and it has
the same¢ meaning everywhere.
Global uniqueness — the same name will never be assigned to two different resources.
Persistence — it is intended that the lifetime of a URN be permanent, that is, the URN will be
globally unique forever.

> Scalability — URNSs can be assigned to any resource that might conceivably be available on
the network, for hundreds of years.
Legacy support — the scheme must permit the support of existing legacy naming systems.
Extensibility — any scheme for URNs must permit future extensions.
Independence — it is solely the responsibility of a name issuing authority to determine the

conditions under which it will issue a name.

The work currently in progress by the Internet URN Working Group is briefly summarized in
Section 2.6.4.

2.5.5 Naming and Trading Services in Distributed Heterogeneous
Environments

Within an open distributed processing environment such as CORBA (Common Object Request
Broker Architecture) from OMG (Object Management Group) [29], DCE (Distributed Computing
Environment) from OSF (Open Software Foundation) and ODP (Open Distributed Processing)
from ISO (International Standards Organization) [30], the system and the users have to be able to
locate the necessary network resources independently of the resources current location within the
system. Such functionality should be provided by the naming service. There is also the need for a
mechanisim capable of selecting the most appropriate network resources according to the client’s
needs and of resolving the resources unique identifier into a network location so that the client can
interact with it [31]. This is defined as the frading service, capable of matching service consumers
and service providers in real time. If the environment is dynamic and services and resources are
frequently migrating to different locations, then the naming and trading services have to be able to
support mobility. The combined use of the naming and trading services allows clients to

dynamically discover, locate and access servers with the required characteristics.

Trading is a mechanism that facilitates the advertising and discovery of services in an open
distributed system [32][33][34]. Client support for discovering, locating, accessing and using
arbitrary services in open system environments emerges as one of the most interesting and relevant
tasks of realizing open distributed system applications. When a server wishes to advertise its
service, it registers a service offer with a trader. A service offer contains a service type, a service
interface identifier, service property values (e.g. the speed of a printer, the location of a fax
machine) and service offer property values (e.g. the expiry date of the offer). The process of

advertising a service is called exporting. Service offers are stored by a trader in its service offer
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(local HLR managing customer's current position), causing the signalling to travel to the old HLR
and back to the new HLLR unnccessarily. This incurs a necdless occupation of network resources,
and in a large scale it would not be a feasible solution. Although the mentioned transactions do not

occur frequently, still this represents a management problem.

The transaction load on the HLR caused by the centralization concept makes the HLR a potential
bottleneck and compromises the system’s scalability [46][47]. Previous studies indicate that the
signalling traffic and database queries associated with PCS (Personal Communications Services)
due to user mobility are likely to grow to levels in excess of that associated with the conventional
call [48]. Methods for reducing the signalling traffic are therefore needed. There has been
extensive research in this area, which can be classified into two categories. The first category
represents extensions to GSM and IS-41 basic protocols, which aim to improve the system
performance while keeping the basic network architecture unchanged. This type of solution takes
advantage of easy adaptation to the current PCS networks without the need for major
modifications. However, these proposals inherit the disadvantages of the original centralized
approach and hence their effect on signalling load reduction is limited. The second category of
research represents new database architectures, most of which adopting a distributed approach [49]
and hence departing from the basic location management strategy for the GSM and IS-41

protocols.

Extensions to basic GSM/IS-41 approach

In [50][51] a per-user forwarding strategy is proposed. In this strategy, the basic idea is that, in
many cases, it should be possible to avoid reporting all location changes to the HLR, by setting up
a forwarding pointer from the previous VLR to the new VLR. The location procedure involves
querying the HLR to determine the first VLR the user has been registered to and then follow a
chain of pointers to the current serving VLR. The length of the chain of pointers is limited to a
maximum value K. When the chain length reaches this value, additional forwarding is not allowed
and the following location change has to be reported back to the HLR, resetting K and causing the
chain of pointers to be deleted. Several techniques can be used to avoid the formation of loops that
cause needless traffic propagation. Most location changes cause modifications only to the
information at the end of the route and much less traffic needs to be propagated. The price paid for
this advantage is a large overhead in memory requirements and increased CPU processing within
the network. It is demonstrated that, depending on the mobility and call arrival parameters (call-to-
mobility ratio - CMR) and the value of K, this strategy may not always result in a reduction in cost
from the original GSM/IS-41 approach. Basically, this strategy reduces the total network costs of
supporting users who travel frequently but do not receive calls frequently (low CMR). The authors
determine the conditions under which the proposed strategy improves the system’s overall

performance.
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A per-user location caching strategy is suggested in [52]. The basic idea behind this strategy is
that the volume of SS7 message (raffic and database accesses required in locating a called
subscriber can be reduced by maintaining local storage, or cache, of user location information at a
switch. When a mobile terminal is first requested through a certain switch, an entry is added to its
cache, mapping the terminal identity to the VLR where the terminal is currently registered. Hence,
whenever a call is initiated for a mobile terminal, the switch first checks if a cache entry exists for
that mobile terminal. If it does, the switch inquires the VLR pointed to by the cache entry. If the
terminal is still being served by that VLR, a #it occurs, and the call can be connected. If the
terminal has moved to another VLR, a miss occurs, the original GSM/IS-41 protocol is then used
to locate the mobile terminal, and a new cache entry is created. If a Ait occurs, the HLR does not
need to be inquired and hence there is significant reduction in signalling load. However, if a miss
occurs, the signalling cost is higher than the basic GSM/IS-41 strategy. The authors define the
parameter LCMR (local call-to-mobility ratio) as the average number of calls to a user from a
given originating switch per unit time, divided by the average number of times the user changes
VLR per unit time and determine the minimum LCMR for caching to be worthwhile. In order to
reduce the number of misses, it is suggested in [53] that cache entries should be invalidated after a
certain time interval. Based on the mobility and call arrival parameters, a 7-threshold scheme is
introduced which determines the time when a particular cached location information should be
cleared such that the cost for call delivery can be reduced. When the incoming call frequency
changes, this scheme adaptively modifies the threshold to yield the best performance. The author
also showed that by integrating the 7-threshold scheme with one-step location forwarding, the

performance could be further improved.

In [54] a user profile replication scheme is proposed, in which the user profiles (containing
location information) are replicated at selected local databases. When a call is initiated for a
remote mobile terminal, before the HLR is inquired, the network checks if there is a local copy of
the user profile. If the copy is present at the local database, the mobile terminal can be located with
this local information, if not, the ordinary GSM/IS-41 location procedure is followed. If the
information is found locally, the signalling load on the HRL and across the network due to the
retrieval of location information can be significantly reduced. However, location changes need to
be propagated to all user profile replicated copies, resulting in a costly increase of the signalling
involved in the location updating procedure. The authors discuss the threshold between mobility
and call rates so that this method can represent a saving in signalling load across the system. The
replication scheme is also discussed in [54]. This scheme is based on a centralized approach that
collects the mobility and calling parameters of the whole user population at a certain frequency so
that it can take decisions about the number and location of the replicated user profiles. This
replication scheme may not represent a feasible solution due to its scalability problems and costly

requirements on network resources.
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In [55] another user profile replication scheme is proposed. In this scheme. a list of location areas
in which the user is most likely to be found, called Frequency Location Table (FLT), is kept for
cach mobile terminal. This set of frequency location areas is regarded effectively as one location
arca for the associated mobile terminal and hence movements within these frequent location areas
are not tracked, i.e. do not generate location updates. For this scheme to be efficient and not to
incur too much paging cost, the number of entries at the FLT has to be kept small and the
probability, a, of finding the user at any of the {requent location areas has to be sufficiently high
(the author finds that value to be a > 0.65). A selective replication scheme is proposed, in which
the set of mobile terminals most frequently called by the user is maintained in a Frequent Number
Table (FNT). A copy of the FLT of each of the listed terminals is then kept locally. The author has
showed that for highly localized movements a considerable reduction in HLR accesses and
signalling cost can be achieved. Mobile terminals that do not follow a regular movement pattern
would not benefit from this scheme. The cost of maintaining the FLTs and FNTs up-to-date and of

replicating the user profiles needs to be evaluated.

An alternative strategy (AS) for location tracking, proposed in [56][57][58], also tries to take
advantage of the user’s highly predictable movement pattern. The system keeps a record at the
HLR of the location areas the user is mostly likely to be at (a probability is associated to each
listed location area). The objective is to reduce the traffic generated due to location updates. The
basic algorithm constructs the user’s record after a long observation period (several weeks). The
author also presents a new version of AS in which medium- and short-term effects are taken into
consideration in constructing the user’s records. The paper concludes, as in [55], that this strategy
can represent a significant saving in signalling traffic due to location updates for users with
predictable movement patterns. The author also points out the need for studying the users’ mobility

habits in order to test and improve the proposed algorithm.

Reference [59] studies a special case of the alternative strategy (AS) (studied in [56][57][58])
called the two-location algorithm (TLA). In this scheme, the mobile terminal and the HLR store
the addresses of the two most recently visited location areas. The mobile terminal always has the
correct view of the latest visited location area. However, if the terminal returns to the previously
visited location area, the HLR record is not updated, hence the HLR may hold records inconsistent
with the records at the terminal. When a call arrives, the two location areas are checked. If the
terminal is located at the first try, then the algorithm outperforms the GSM/IS-41 approach.
Otherwise, extra penalty is incurred as a second attempt is made. The author studies how the
incoming call rate and the terminal mobility pattern affect the performance of TLA, indicating that
TLA outperforms the GSM/IS-41 approach when the call-to-mobility ratio is low or when the

registration cost is large.

In {60] a local anchoring scheme is presented. In this scheme the need to report location changes

to the HLR is eliminated. A VLR close to the mobile terminal’s current location is selected as its
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local anchor. Location changes are transmitted to the local anchor rather than to the HLR, reducing
the signalling cost of the updating operation. The HLR keeps a pointer to the current local anchor
of each mobile terminal. When a call request arrives at the HLR, it is forwarded to the local anchor
that in turn forwards it to the VLR currently serving the mobile terminal. The authors suggest two
schemes for selecting a local anchor for a mobile terminal, static and dynamic local anchoring. In
the static approach, the VLR serving the mobile terminal during its last call arrival becomes its
local anchor. When the next call arrives, if the serving VLR has changed it becomes the new local
anchor. Static local anchoring completely eliminates the need to report location changes to the
HLR. Changes to the local anchor that have to be reported to the HLR are determined by the call
arrival frequency and hence are dissociated from the rate of location changes. However, similar to
the other discussed strategies, static local anchoring may not always result in performance
improvement. Dynamic local anchoring, like the static scheme, changes the local anchor whenever
a call arrives for the mobile terminal. In addition to that, based on the mobility and call patterns, a
decision is taken if the local anchor should be moved after each location change or not. The
authors demonstrate that dynamic local anchoring always results in a signalling load lower than or

equal to that of the original GSM/IS-41 protocol.

Another effort to reduce signalling for mobility management functions is described in [14][61][62]
and is called the Wireless Distributed Call Processing Architecture (WDCPA). WDCPA
distributes call-processing functions from switching entities, reducing the hierarchy of location
databases to a single level for the majority of mobile terminals. WDCPA supports mutti-
connection calls with a single location procedure. By reducing the two-tiered database hierarchy
present in the GSM/IS-41 protocol to a single level hierarchy, only a single database update is
required when a mobile device registers or moves, and only a single query is required to locate a
mobile device. As a result, under specific assumptions related to network size and user density,
WDCPA reduces signalling for mobility management by 25% — 40% over standard procedures.
depending on call configuration.

A dynamic anticipatory algorithm is presented in [63]. The design strategy is that by using a set of
Mobile Motion Prediction algorithms, the “future” location of a mobile terminal can be predicted
according to the user’s movement history patterns or some input information from the users
themselves. The location databases located at the predicted future location are then informed in
advance of the imminent arrival of a given terminal through the wired network, allowing a
reduction in the signalling traffic due to registrations. If the prediction turns out to be false, the
conventional registration is performed. The authors suggest a flexible strategy in which only the
mobile terminals keep a record of their own movement history and perform the prediction
algorithms. The performance evaluation indicates that the proposed algorithm significantly reduces
signalling traffic due to location changes, saving wireless network capacity. It remains to be
analysed the extra signalling load due to false predictions and the efficiency of the algorithm in

predicting the mobile’s future locations.

36



In [64], the authors propose the removal of all the VLRs in order o reduce the system to a single
layer database thereby simplifying the signalling procedure. Hence, only the HLRs, distributed
across the network, remain. Each HLR is responsible for storing location information for a fixed
set of users, independently of their current location. The scheme reduces the number of database
operations when compared to hierarchical algorithms. However, the signalling traffic across the
network is increased due to the fact that call and location change requests have to be forwarded to
a fixed HLR even if they represent simple local requests. The authors argue that with the advances
in fiber optic technology, the signalling network capacity will be largely increased so that
signalling load across the network will not be a major design consideration. The danger of this
argument is that, given the exponential growth rate of mobile systems for the past years, it is
expected that the signalling load will reach prohibitive levels [43][44][45], before the network

operators are willing to deploy an all-optical network.

All the discussed proposals above represent extensions to the basic GSM/IS-41 database structure.
Hence, it is assumed that the HLR associated with a given terminal can be found by resolving the
first digits of the terminal directory number. The next generation of wireless access service will
introduce non-geographic phone numbers (NGPN) that do not have any information encoded in
them, such as the associated HLR or the service provider. For the above proposals, this means an
extra table look-up to find out the mobile terminal’s associated HLR. This represents another

disadvantage to the centralized GSM/IS-41 approach and the proposed extensions discussed above.

Reference [65] discusses the requirements for NGPN translation into the associated HLR and
some alternative schemes for providing this service. The service requirements are identified: the
translation is to be performed by entities widely distributed throughout the network, the scheme
has to be scalable due to the ever-increasing number of subscribers and flexible enough to
accommodate changes to the NGPN-to-database mapping dynamically. In the first scheme
discussed by the author, the translating information is stored at every VLR. When a switch is
presented with an NGPN, it inquires the local VLR that is then able to perform the translation of
the NGPN to a HLR identity. This is a simple and potentially fast scheme. The disadvantage is the
cost in maintaining a complete and up-to-date translation table at every single VLR. Changes to
this table have to be propagated to all VLRs presenting concurrency problems in performing the
updating transactions at all the databases as well as representing a significant overhead. In order to
alleviate the drawbacks involved in storing the mapping information at all VLRs. a pointer to a
translation server (TS) can be stored instead. This is the second approach discussed by the authors.
TS is a dedicated database that stores the NGPN-to-HLR mapping. They should be fewer than the
VLRs and not as widely spread. TS’s can be implemented as a central database so that consistency
and concurrency problems are eliminated. However, this would not represent a scalable solution

and could incur a prohibitive signalling load across the system.
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The authors then present their own translation schemes. In the two presented schemes, a hashing
function is performed by the VLRs in order to determine which TS holds the mapping for a
specific terminal identity. A cache may be maintained at the VLR to avoid repeated hashes and
queries to a TS for the same NGPN. A technique called extensible hashing can be used to increase
the number of TS’s as they run out of capacity. The extensible hashing technique entails modifying
all the VLRs when the number of TS’s is increased, compromising the system’s scalability. The
second proposed scheme permits a TS which has reached capacity to apply another hash function
to the NGPN and route the query to one of a second layer of TS databases, allowing the number of

TS’s to be gradually increased as the individual first level TS databases become exhausted.

New Database Architectures

A hierarchical distributed database architecture for location registration is proposed in {66][67].
Location databases are organized in a tree-structured topology, in which the mobile terminals are
associated with the nodes at the lowest hierarchical level (leaf nodes) and the higher level nodes
contain location information for the mobile terminals currently residing in their respective sub-
trees. This scheme follows the same strategy as REMUS (Routing Enquiry Mechanism Utilizing
Strategy) described in this thesis (Chapter 3). The two strategies have been independently
proposed. REMUS novelty lies on the proposed recovery and re-configuration mechanisms
described in detail in Chapter 4. The idea behind this strategy is to explore the locality of the
requests so that local calls and location changes can be dealt with locally, minimizing the distance
travelled by the signalling messages. This approach makes the system scaleable. The price paid is
that the number of database updates and queries can become higher than for the centralized
HLR/VLR approach if the network topology does not match the call and mobility patterns. The
dynamic adaptation of the network topology according to call and mobility patterns is discussed in
Chapter 5.

A partitioning scheme is presented in [15] in which the system does not keep accurate information
about the user location but simply guarantees that the actual location is within the same partition.
Partition boundaries are defined according to the call and mobility patterns so that the number of
searches and location updates are minimized. Three different strategies are considered within the
partition scheme: broadcast (broadcasting is used to locate the user within the partition), list (a list
of the most likely locations where the user should be found within the partition is maintained) and
pointer (forwarding strategy where a pointer is maintained from previous to new locations within
the partition, techniques are used to prevent loops). The same authors propose another partitioning
scheme in [68] for the fully distributed database hierarchy. Partitions are generated as before, i.e.
by grouping location databases among which the mobile terminal moves more frequently. Location
updates are only performed when the partition boundaries are crossed and updates are only
propagated up to the least common ancestor node. Simulation results show that the partitioning
scheme is effective in reducing the signalling load due to location changes when the mobility rate

is high and localized. The performance, however, is dependent on the searching procedures and on
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the call and mobility patterns. Further study is nceded in testing the system performance under

different parameters.

Reference [69] presents a distributed hierarchy for mobility tracking based on graph partitioning.
Using the concept of Regional Directories (a type of cache) the authors proposed a distributed
directory layout which guarantees that the communication overhead of find and update operations
is within a poly-logarithmic factor of the lower bound. The find operation involves the location of
a regional address of the user and possibly the following of a chain of forwarding pointers in case
the regional address is pointing to one of the user previous locations. The updating algorithm is
required to update regional addresses frequently enough so as to avoid long forwarding chains.
Techniques to introduce full concurrency between the find and update operations are also

discussed.

In [70] a hybrid scheme combining aspects of the hierarchically distributed and the centralized
HLR strategies is presented. A location change causes two updates to be performed. First the chain
of pointers in the hierarchical structure is changed to point to the terminal new location. Then the
home base database located at the lowest hierarchical level is given the address of the least
common ancestor (LCA) node between itself and the node (at the lowest hierarchical level)
currently serving the terminal. The call delivery procedure consists of first inquiring the home base
database that forwards the request to LCA, from there the request travels down the network tree
following the chain of pointers towards the node currently serving the called terminal. A
performance evaluation shows that this scheme can reduce the signalling load but that the

performance is dependent on the probability of the terminal staying close to its home location area.

A set of location strategies based on a hierarchical distributed structure has been proposed as part
of the RACE 2066 project [71][72]{73][74]. The hierarchical structure is composed of data nodes
(lowest hierarchical level) holding users profile and location information. the directory nodes
holding pointers that lead to the users associated to their sub-tree and the root node that is a
directory node with the extra function of communicating with other database domains. Three basic
schemes are discussed: the R, V and R-V strategies. In the R strategy, the location changes are
reported to the resident data node, called R data node (equivalent to HLR). Queries are first
directed to the R data node through the directory structure (hence the user identifier does not need
to encode the R data node address), the R data node then forwards the query to the data node the
terminal is currently associated with. The V strategy is completely distributed. in this strategy the
directory structure points to the visited data node (called V data node) rather than to the R data
node as in the previous strategy. Queries are directed straight to the V data node. Location changes
have to be propagated through the directory structure building a new chain of pointers pointing to
the new V data node and deleting the previous chain. This is the basic strategy adopted by REMUS
(discussed in this thesis, chapter 3) and also independently proposed in [66][67]. As discussed

before, REMUS uses a novel approach to introduce robustness in the system not discussed by any
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of the other two proposals. The R-V strategy attempts to combine the R and V strategies by
introducing partial chains of pointers in the directory structure. According to this strategy the query
is forwarded to the R data node, however, if a reference to the current V data node is found on the
way to the R data node, then this reference is used instead. The idea is that requcsts local to the R
data node are forwarded to it first and then re-directed to the V data node. If however the request is
submitted close to the V data node, then a reference to it is encountered and the request is directed
straight there. Although the querying procedure is optimized, the updating procedure is made more
complex since both the chain of pointers to the V data node and the record at the R data node have

to be changed.

The list of discussed strategies is not meant to be exhaustive, but to demonstrate that this is an area
of considerable research and commercial interest. The fierce competition in this area means that
the different network operators need to offer new and more efficient services in order to maintain
and expand the customer‘s base. The provision of an efficient location strategy represents a crucial

requirement in achieving these goals.

2.6.2 Mobile IP

IETF (Internet Engineering Task Force) has created a Mobile IP Working Group to design
enhancements to the IP protocol to support host mobility. In this design [75], each mobile node
(MN) retains its home address regardless of the mobile node’s location. When the mobile node
visits a foreign network, it is associated with a care-of-address, which is an Internet address
associated with the mobile node’s current point of attachment. The care-of-address either identifies
the mobile node directly (if the address is acquired through Dynamic Host Configuration Protocol
- DHCP) or identifies a foreign agent (FA) that is responsible for providing access to visiting
mobile nodes. When away from home, the mobile node registers its care-of-address with its home
agent (HA). The home agent is responsible for intercepting datagrams addressed to the mobile

node’s home address and tunneling (encapsulating) them to the associated care-of-address.

The foreign agent maintains a list (visitor list) of all currently registered mobile nodes that are
visiting its network. Each visitor list entry has an associated lifetime, which is negotiated during
the registration process. In order to ensure uninterrupted service, the mobile node must re-register
before this period expires. The same is true for the registration with the home agent, if the mobile
node does not re-register within a certain period, the home agent assumes the mobile node is back

at the home network.

In this scheme all datagrams addressed to a mobile node are always routed via the home agent. The
packets in reverse direction, i.e. those originating from the mobile node and addressed to a
stationary host are relayed along the shortest path by the Internet routing system. Datagrams to the
mobile node, however, are often routed along paths that are significantly longer than optimal. For

example, if a mobile node is visiting some sub-network, even datagrams from a correspondent
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refreshes its zones from master files storcd locally or in another name server. The second kind of
data is the cached data acquired by the local resolver in order to improve performance of requests
for non-local information. Cached data is eventually discarded by a timeout mechanism. Updates

to zones master files are performed as external edits by the local administrator.

The difficulty in introducing mobility support into DNS is mainly due to the following points

[23][24]:

» The DNS was originally designed to provide name storage and resolution service in a static
environment. The frequency of updates was expected to be fairly low.

» The DNS design attempts to optimize the retrieval cost and not the update cost. Server
replication and client caching provide significant performance gains for access-only systems,
but results in very poor performance when updates are made. In a dynamic environment, both
the rates of updates and retrievals are significant, hence a compromise has to be found
between the optimization of these two conflicting parameters.

» DNS clients cache DNS records to reduce latency for future accesses and to reduce load on the
name servers. There is no call back mechanism generally available from servers to clients in

case cache entries become invalid.

Recent modifications to DNS protocol that try to make it a more dynamic system are described in

the three documents listed below.

» A Mechanism for Prompt Notification of Zone Changes (DNS NOTIFY) — RFC 1996 [82] —
instead of waiting for the periodical refreshes, the master server instructs the slave servers to
initiate a query to discover new data.

» Incremental Zone Transfer (IXFR) in DNS — RFC 1995 [83] - for rapid propagation of
changes in DNS, IXFR transfers only the changed portion of a zone instead of the entire zone
file.

» Dynamic Updates in the Domain Name System (DNS UPDATE) — RFC 2136 [84] — it creates
mechanisms for adding and deleting RRs or RRsets from a specified zone. Currently all
updates are made as external edits to a zone’s master files. The UPDATE transaction is

atomic, i.e. all pre-requisites must be satisfied or else no update operations are performed.

Although the above modifications do add some flexibility to the system, it remains mainly a static
naming system that cannot cope with a high update rate. In addition to that, given the DNS size
and the fact that the administrative control is distributed among the different local authorities.

changes to the system to incorporate the recent proposals cannot be expected to be immediate.
2.6.4 Uniform Resource Names (URNs)

During the lifetime of the IETF (Internet Engineering Task Force) Uniform Resource Identifiers

Working Group, a number of URN proposals were generated. The developers of several of those
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proposals met in a series of meetings, resulting in a compromise known as the Knoxville

framework [10]. The major principles behind the Knoxville framework are listed below.

>

the distinction between name schemes and resolution systems — name scheines are defined as
the procedure for creating and assigning unique URNs conform a specified syntax, and
resolution system is a network-accessible service that stores URNs and resolves them,
independence between name schemes and resolution systems — a name scheme is not tied to a
specific resolution system, any resolution system is potentially capable of resolving a URN
from any given name scheme,

URN registries — mechanism through which the user and the system can discover what

resolution systems are able to resolve a specific URN.

The main proposals that participated in the formulation of the Knoxville framework are

summarized below. The proposed resolution mechanisms involve at least two steps. First the URN

is resolved into a list of servers capable of resolving the URN. The client then contacts a chosen

server that returns a list of URLs or some information about the resource (Uniform Resource

Characteristic — URC). The proposals achieve this in slightly different ways. Most of them use the

Domain Name System (DNS) at some point of the process.

>

Resource Cataloging and Distribution Service (RCDS) [85] — it aims to provide transparent
replication along with integrity/authenticity assurances, and alleviate the problem of huge
demand for some random network resource. It makes use of the Domain Name System (DNS)
to resolve the URN to find resource catalog servers containing the identification (LIFN —
Location Independent File Name) and information about all instances of the resource. The
LIFNs are then resolved into URLSs, by contacting a location server. The enquiring client then
asks SONAR (a service that estimates the distance to different servers) to determine the

nearest file server and finally obtains the file from the referred server.

The Handle System [11]{86] — it is based on the ideas from [87] that describes a framework
for distributed digital object services. It consists of local handle servers and a single global
handle server. Handles (resource names) are assigned to handle servers based upon hash
values computed on the handles. The set of all hash values is partitioned among all handle
servers. A handle server directory holds a table that associates hash ranges with the domain
names of the handle servers. In order to determine the handle server containing the required
handle, the client has either to have the hash algorithm or to send the request to a ocal handle

SErver.

x-dns-2 [88] — as the name implies, it is based on the Domain Name System (DNS). The host
capable of resolving a specific URN is found with the help of DNS. The resolving host is then
contacted by the client in order to resolve the URN into either a list of URLs or some

information about the resource (URC).
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» URN Services [89] — it focuses on the syntax and functions of URNs. It is based on a
hierarchical name space that describes a unique path down a tree to a Name Authority
Resolver. Different authorities can be responsible for different levels of the trec. The address
of resolvers and registries at different levels of the tree can be cached so that resolution can
start at the most specific known resolver for a name. At each step of the resolution, either a list
of resolution hosts or a re-direct to another sub-authority down the hierarchy is returned. The
resolution host can then be contacted and the URN resolved into either a list of URLs or some

information about the resource (URC).

» Path URN [90] - it defines a uniformly hierarchical name space. It supports dynamic
relocation and replication of resources. DNS is used to resolve a path into sets of equivalent
URLs and then one URL is resolved into the named resource. The names are assigned by
naming authorities responsible for a sub-tree of the name space. Each naming authority

corresponds to a name resolution service that may be shared by several naming authorities.

> Whoist++ [91] — several groups are working towards using Whois++ as an Internet Directory
Service. This proposal focuses on the distribution of URN resolution data and maintenance
responsibility in a global publishing environment. The resolution process consists in resolving
the URN into a list of Resolution Services (by the Collection Authority Identification Service)
and then in contacting the chosen Resolution Service in order to obtain either a list of URLs or
some information about the resource (URC). The Collection Authority Identification Service
is responsible for maintaining the mapping information of URNs to Resolution Service. The
DNS is proposed as a practical implementation for the Collection Authority Identification

Service.

Towards the end of 1996, the IETF organized a Uniform Resource Name (URN) Working Group
with the objective of defining a URN framework complying with RFC 1737 [28], at least one
resolution registry system and at least one namespace. So far the following RFCs and Internet
Drafts have been published by the Working Group.

Current Internet Drafts:

»  Architectural Principles of Uniform Resource Name — [92]. Specification and requirements for
the Resolver Discovery Service (RDS) that performs the task of discovering local URN
resolver services that in turn directly translate URNs into URLs and URCs.

» Namespace Identifier Requirements for URN Services ~ [93]. Outline of the requirements for
entities that wish to act as Namespace Identifiers (NIDs) [94] within the URN system.

» URN Resolution Services — [95]. Specification of an initial set of operations that can be
supported by a URN resolver and the requirements that must be met when those operations are

encoded in a protocol.
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» A URN Namespace for IETF Documents — [96]. Specification of a naming system bascd on
the RFC family of documents to exemplify the sort of information that necds to be supplicd
when proposing new name spaces

» Using Existing Bibliographic Identifiers as Uniform Resource Names — [97]. Discussion of
how three major bibliographic identifiers (ISBN, ISSN and SICI) can be supported within the
URN framework and the currently proposed syntax for URNS.

» URI Resolution Services Necessary for URN Resolution — [98]. Specification of an initial set
of operations that can be supported by a resolver and the requirements that must be met when

those operations are encoded in a protocol.

Requests for Comments (RFCs):

> Functional Requirements for Uniform Resource Names — RFC 1737 [28]. Specification of a
minimum set of requirements for Uniform Resource Names and their implications.

» URN Syntax — RFC 2141 [94]. Description of the adopted syntax for Uniform Resource
Names.

> Resolution of Uniform Resource Identifiers using the Domain Name System — RFC 2168 [99].
Description of the first experimental Resolver Discovery Service (RDS) as specified in [92].

» A Trivial Convention for using HTTP in URN Resolution — RFC 2169 [100]. Specification of
the “THTTP” resolution protocol, a trivial convention for encoding resolution service requests

and responses as HTTP 1.0 or 1.1 requests and responses.

RFC 2141 [94] defines the URN syntax that the proposed URN schemes should conform to, so
that URNs can be used in places where URLs are expected, but be cleared identified and tagged as
URNs. The assumed syntax is:

URN:<NID>:<NSS>

Where “URN:” is a case-insensitive prefix for all URNs, “NID” is the namespace identifier and
“NSS” is the namespace specific string. URNs should be able to support identifiers from existing
naming systems. Internet draft [97] discusses how three major bibliographic identifiers (ISBN,
ISSN and SICI) can be supported within the URN framework. URN resolvers (or URL resolvers
with added functionality) are databases that can provide information about the resource identified
by the URN, such as the resource’s location (URN to URL translation), a bibliographic description
(URN to URC translation) or even the resource itself. It is expected that there will be a number of
URN resolvers competing to provide the resolution service within the different Internet domains.
The URN resolvers can be specialized resolution services for specific URN schemes or they can
represent general-purpose resolution services capable of translating all existing URN schemes.
General-purpose resolvers are flexible but might not be as efficient as specialized services that can

optimize their performance according to specific name schemes. A Resolver Discovery Service
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For the short term, DNS is the obvious candidate for the resolution framework, since it is widely
deployed and understood. However, it is not appropriate to use DNS to maintain information on a
per-resource basis. It has not been designed to handle such a huge number of records. Also. the
limited record size is inappropriate for catalog information and domain names are not appropriate
URNs. RFC 2168 [99] proposes an approach to use DNS not as a URN resolver but to locate
resolvers, i.e. as a Resolver Discovery Service (RDS). The proposed implementation is based on a
new DNS Resource Record, NAPTR (Naming Authority PoinTeR), that provides ruling for
mapping parts of URIs to domain names. By changing the mapping rules, the host that is contacted
to resolve a URI is changed. No RFCs or Internet drafts have been issued so far specifying URN

resolvers.

The protocol used for the client to communicate with the resolver is not specified in the NAPTR
proposal. Instead the NAPTR resource record provides a field that indicates the “resolution
protocol” and the “resolution service requests” offered by the resolvers. RFC 2169 [100] specifies
the “THTTP” resolution protocol, a trivial convention for encoding resolution service requests and
responses as HTTP 1.0 or 1.1 requests and responses. The primary goal of THTTP is to be simple

to implement so that existing HT TP servers may easily add support for URN resolution.

There are a number of operations that can be performed on a URI — e.g. URN to URL translation,
URN to URC translation, the fetching of the resource itself, etc. It is important then to indicate
which services are and are not supported by a given resolver. The Internet draft [95] gives an
initial set of those operations and the requirements that must be met when those operations are
encoded in a protocol. The main operations are: N2L (URN to URL), N2Ls (URN to URLs), N2R
(URN to Resource), N2Rs (URN to Resources), N2C (URN to URC), N2Ns (URN to URNs),

L2Ns (URL to URNs), L2Ls (URL to URLs), L2C (URL to URC), I2I (URI to URI), N2I (URN to
URI), I=I (Is URI equal to URI).

The URN framework has been specified so that URN schemes, Resolver Discovery Systems and
URN resolvers can be developed and maintained independently and so that they conform to the
longevity requirement, i.e. capable of evolving according to the needs of an ever-expanding and
mutating Internet. Guidelines, requirements and specifications are currently being formulated for

the different mechanisms that compose the URN system.

2.7 Summary

This chapter presents formal definitions for naming systems and discusses the main design
strategies. A naming system consists of the name assignment strategy and the resolution protocol.
The name assignment strategy is the procedure for creating and assigning unique identifiers to the

network resources. The resolution protocol is the network service that resolves the name into the
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associated piece of data (usually thc resource physical location, description of rcsource
characteristics, authentication information, etc.). The resolution protocol can adopt a centralized or
distributed approach. This should be determined according to the applications requirements and
characteristics. Some examples of applications that demand some level of mobility support and
their specific requirements are presented in Section 2.5. The discussed applications are listed
below.

» Terminal and personal mobility services.

Internet Protocol (IP) Addresses.

Assignment of high-level names to Internet hosts and host-to-1P address resolution.

Dynamic library.

vV V V V

Naming and trading service in distributed heterogeneous environments.

Section 2.6 then discusses the existing and recently proposed solutions for some of the described

applications and for the introduction of mobility support into existing well-established naming

systems. The discussed proposals are as follows.

> Naming in mobile telephone systems (currently adopted HLR/VLR protocol and recent
proposals to improve performance).

» Mobile IP

» Domain Name System (DNS)

»  Uniform Resource Names (URN).

The number and variety of the proposed solutions demonstrate the increasing research and
commercial interest in this area. It also becomes clear the need for a general naming system
capable of integrating this wide range of co-existing proposals. Another important point is the
realization that as the communications and computer networks grow, so do their interconnectivity
and dynamism and hence the real-time use of remote resources becomes essential. This means that
the network performance is dependent on the adopted name resolution system as it determines the
delays in locating the required resources. This dissertation investigates the consequences and
implications of designing a distributed naming system and its ability to support a dynamic and
evolving environment. The next chapter presents a general name resolution protocol, named
REMUS (Routing Enquiry Mechanism Utilizing Strategy), designed to be a scaleable, robust and

efficient system that is easy to manage and capable of adapting to evolving network requirements.
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Chapter 3

REMUS

REMUS (Routing Enquiry Mechanism Utilizing Strategy) is a name resolution protocol capable of
resolving any name scheme reliably and efficiently. It does not assume any special organization to
the name syntax or the encoding of any information into the name. Hence REMUS provides the
general service of resolving a unique identifier into its associated data independently of how the
unique identifier has been assigned to the network resources. REMUS can be tuned to resolve
specific name schemes according to the associated applications so that its performance is
optimized, or it can be used as a unifying resolution protocol, encompassing existing and future

naming systems.

REMUS fundamental characteristic is its robustness. It also meets the requirements for scalability,
location transparency and mobility support. REMUS relies on a completely distributed approach.
where the resource name is associated to a route (forwarding pointers) leading to the resource’s
current location(s). The system follows the strategy of placing the information on resource name
resolution near the resource’s actual location so that the locality of the transactions can be explored
and the retrieval process can be optimized, /e the system can immediately initiate the
establishment of a connection between the enquiring node and the resource current location. In
order to reduce the cost of a dynamic environment, REMUS is based on a hierarchical
organization, so that only a limited amount of information needs to be kept by each node, reducing
the cost of nodal storage space and database access time. In addition to that. the hierarchical
structure allows local queries to be handled at a local level and global queries to be handied within

a finite amount of steps, making the system scaleable [101].

Hence REMUS offers access and location transparency as both local and remote network resources
can be accessed in the same manner and the user does not need to know where resources are kept.
Also, replication and migration transparencies are built into the system. meaning resource
instances can be replicated and the copies migrated to different locations without affecting the user
and the way he accesses the system. It is a scaleable system, with built-in robustness in which the
network can be expanded or re-configured to match the usage pattern closely and the system is

able to detect database inconsistencies and restore the database paths accordingly.
Design Strategy

The basis of the design is a logical separation of the information management task from that of the

network infrastructure and is implemented in a signalling network that can handle the control of a
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distributed database. Once the system has located the object, it hands control back to the carrier
network. Signalling and carrier networks are best considered scparate entitics, with REMUS
viewed as an information layer. One of the advantages of the division is that it facilitates the
incorporation of the end user control systems and networks, such as mobile communications,
internal business networks, computer networks, etc. Generally, because it is a separate conceptual
structure, it can be treated physically as one and be built directly over existing systems. Therefore,
it augments the functionality of existing systems rather than tries to replace them. This feature

makes it possible for the system to span several disparate networks, unifying them.

System’s Characteristics
REMUS main characteristics are listed below. It is worth noting that there is some degree of
overlap in the list of characteristics. Issues may appear in more than one of the listed

characteristics.

> Completely distributed system. This defines the system design strategy of strictly imposing
complete independence among the nodes. The nodes have only minimum information about
the network topology and the processing of transactions is performed asynchronously, i.e. no
information is kept about ongoing transactions, they are state-independent. All the different
mechanisms that compose REMUS protocol were designed trying to keep within this strategy.
The question we are trying to answer is how far we can go in designing a completely
distributed system. The objective is to find out the points at which compromises are needed so
that some degree of centralization needs to be introduced. The idea is that by making the
nodes follow a simple set of instructions and operate independently from each other. the
system can be made to behave in an apparently intelligent way. This means the system is able
to detect inconsistencies, restore its database and re-configure its topology to bypass
congestions and node/link failures. If, on top of that, the system is able to monitor its own
status and take decisions based on that, it becomes capable of managing itself without the need

for external intervention.

> Hierarchical organization of data. This characteristic makes REMUS scalable. It allows the
locality of the transactions to be explored. By adapting the network topology to the current
usage pattern, most transactions can be made local, minimizing signalling load propagation

across the network.

> State-independent transactions. In order to preserve the distributed nature of the system the
transactions were made state-independent, i.e. no information is kept by the nodes about
ongoing transactions and transaction atomicity is not imposed. This characteristic makes
REMUS naturally robust. Simple consistency checks are introduced to the basic node

functionality so that reliability is provided without the need to introduce complex monitoring
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mechanisms. The objective is to maximize the switch throughput, thereby improving

performance.

Nodcs operate independently (asynchronously). So that the distributed nature of the system
is not violated. All the mechanisms that compose REMUS protocol follow a strict distributed
strategy. No one node has special functions or holds special information that in any way could

represent a centralization in the system.

Nodes have limited knowledge on system’s topology and size. By limiting the amount of
information kept by each node and their knowledge of the topology, a highly dynamic system
can be built in which updates and network re-configurations have limited consequences since
only a restricted number of nodes have to be informed about the changes. This characteristic

introduces flexibility and scalability into the system.

Robustness. The characteristics described above make the system naturally robust, cancelling
the need for complex and costly reliability protocols and, consequently, avoiding management
and software overheads. The simple organization of the data allows the introduction of
consistency checks performed by the nodes when a piece of information is required. The
corrupted information can then be recovered there and then (see Chapter 4). The system’s
distributed nature, its state-independent transactions, the independent node operation and the
limited node knowledge allow the system to re-configure its topology to bypass network
congestions or link/node failures, guaranteeing its continuous operation. Robustness is further

discussed in Section 3.4.

Maximization of switch throughput. As robustness is achieved through the adoption of a
strict distributed strategy, there is no need for costly reliability protocols and hence the switch

throughput is maximized, reducing delays and improving network performance.

Scalability. The hierarchical organization of the data introduces scalability into the system. Its
distributed nature, together with its state-independent transactions and independent node
operation, allows the system to be reduced or expanded without significantly affecting the

system’s normal operation. Scalability is further discussed in Section 3.3.

Maintainability. A system that is scaleable, robust and can be easily re-configured and
expanded is simple to manage and maintain. The objective is to introduce enough intelligence
and flexibility into the system to make it capable of managing itself, with minimum or no need
for external operator intervention. The mechanisms for dynamic network re-configuration.
inconsistency detection and database restoration are the building blocks for constructing such
a system. On top of that the system has to be able to monitor its own status and take decisions

based on that. This issue is discussed in Chapter 5.
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> Availability. There arc two aspects of availability: data and system availability. As it is
discussed in Scction 3.4, classical mechanisms for concurrency control in distributed
databases restrict the availability of data for simultaneous transactions so that the database
consistency is always maintained. In REMUS, the priority is given to switch throughput, the
use of state-independent transactions allows high concurrency and data availability. The
consistency is maintained by exploring the system distributed nature and simple organization
of the data. In addition to that, the mechanisms for network configuration do not allow nodes
to become isolated due to congestions or hardware failures for any significant period of time.

Therefore, users experience high system availability.

> Legacy support and integration. Because REMUS does not assume any specific name
syntax or the encoding of any information into the name, it can be used as a unifying

resolution protocol, integrating existing and future naming systems.

» Mobility support. REMUS has been specially designed to support a highly dynamic
environment. Its ability to check data consistency and recover from errors in real time, as well
as its capacity to adapt its topology to the current usage pattern, bypassing congestions and

hardware failures, makes the system capable of supporting high update and retrieval rates.

» Flexibility (evolvable system). The system flexibility is derived mostly from the independent
node operation and the nodes limited knowledge on system’s topology and size. Those two
characteristics allow the system to be re-configured or expanded with limited effect to the
system operation. This flexibility makes the system easy to manage and capable of adapting to

evolving requirements.

These characteristics are discussed in detail in the sections below and in Chapters 4 and 5, that

discuss REMUS recovery mechanisms and dynamic management re-configuration. respectively.

3.1 System’s Basic Organization

The system is based on a hierarchical structure, all nodes have at least one parent. except for the
single node that forms the root of the tree. A structure that consists of nodes with only one parent
has some advantages in the simplicity of the control logic, multiple parents require extra decisions
to be made [102]. In general, nodes have more than one child, except the lowest hierarchical level
nodes that are childless. These are the nodes that hold the information associated to each network
resource (they are called data nodes). The data nodes are also the interface through which the

requests enter the system and they are the ones that return the answer to the enquiring node.
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The novelty lies in the fact that the node that initiates the enquiry does not necd to take part in the
search for the information. Unlike existing naming systems, the enquiring nodc simply waits for
the answer. In existing systems (e.g. DNS, X.500 [38][80][81][103][104]), if the enquired name
server does not have the required information it returns a referral to other name servers that might
be able to solve the query, the enquiring node has then to pursue the search by contacting the
referred servers. In REMUS, the nodes operate independently by following a simple set of steps
(the control mechanisms specified above), no information is kept about ongoing transactions (they
are state-independent), the nodes simply re-direct the request packets to the appropriate nodes.
When the data node capable of resolving the query is reached, the answer is sent to the enquiring
node. This state independence is the major component in making the system naturally robust.
allowing for the introduction of simple detection and recovery mechanisms. The system robustness

is discussed in Section 3.4.

3.3 Scalability

A system is considered scaleable if it allows for size variability by introducing expansion
capability into the architecture and protocol. By expansion capability it is meant that the system’s
control logic has to accommodate the addition of new nodes and the switch throughput and end-to-
end delay parameters have to be independent of, or have a weak dependence on, system size. If a
parameter is weakly dependent on system size it means that it is kept under control as the system’s
size is varied. REMUS scalability is due to its hierarchical organization of the data [5] and due to
the fact that the nodes operate in a completely distributed fashion, independently from each other
(there are no state-dependent transactions). The end-to-end delay is proportional to the average
path length the packets have to travel in order to respond to a request. The longest path a packet
can follow is proportional to log, N, where a is the number of child nodes per parent (assuming a
symmetric tree) and N the total number of data nodes in the system. The rate at which the function

log, N grows is proportional to 1/N and hence decreases as N becomes larger. Therefore the end-

to-end delay is kept under control as the system is expanded. A node’s throughput is mainly
dependent on the number of network resources currently under its domain. If, as the number of
network resources increases, new nodes are introduced to handle the increased traffic load, then

the average switch throughput at each node is kept approximately the same.

Another point to be noted is that the system’s control network can be easily expanded as the
processing units have limited information about the network topology and size. The control
mechanism on a node is the same as the one on a node several layers below or above, they all
follow the same routing strategy of redirecting requests for service to neighbouring nodes
according to the mechanism described in Section 3.2. Hence, in addition to the reasons discussed
in the previous paragraph, REMUS can be considered a scaleable system in that the network can

be expanded or reduced without having to modify the control mechanisms within the nodes i.e.
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without scrious costs in software and management overheads. Further discussions on the system's
scalability are given in Section 6.2.1. Appendix A demonstrates the system’s scalability by
calculating the signalling load distribution throughout the network hierarchy and its independence
from the network size. Appendix A also shows the scalability problem gencrated by the centralized
approach in which the source of information is fixed. It concludes that by distributing the
signalling load across the network scalability is achieved, the price paid is a higher number of
database operations and a more complex management protocol. Matching the network hierarchy to
the usage pattern so that the higher level nodes are rarely involved in the transactions can minimize
the number of database operations. The network topology and its implications are further discussed

in Chapter 5.

3.4 Robustness

As REMUS consists of a collection of databases distributed among different nodes, it can be
regarded as a distributed database system. The distribution of data in different physical locations
adds complexities to transaction processing and the issues of integrity, recovery and concurrency
control. In REMUS, there is a large number of interdependent operations (due to the organization
of the data) and it is designed to support high retrieval and update rates (mobility support in highly
dynamic environments). Therefore, such a system cannot operate without mechanisms for
monitoring database integrity and consistency among database sites and mechanisms for database
restoration in case of errors, congestions or hardware failures. The way REMUS provides these

reliability mechanisms is where its novelty lies.

A transaction is considered a logical unit of work. It is not necessarily just a single database
operation, rather, it is a sequence of several such operations, in general that transforms a consistent
state of the database into another consistent state, without necessarily preserving consistency at all
intermediate points [105][106]. Transaction management is the task of supervising the execution of
transactions in such a way that they can be guaranteed to possess the following main properties:

atomicity, consistency, isolation and durability — the “ACID properties” [107}:

1. Atomicity: the transaction is treated as a unitary operation. If a failure occurs before the
transaction executes its planned termination, then those updates are undone (all-or-nothing).

2. Consistency: transformations preserve database consistency. That is, a transaction transforms
a consistent state of the database into another consistent state, without necessarily preserving
consistency at all intermediate points.

3. Isolation: transactions are isolated from one another. That is, even though in general there will
be many transactions running concurrently, any given transaction’s updates are concealed
from the rest, until that transaction commits.

4. Durability: Once a transaction commits, its updates survive, cven if there is a subsequent

system crash.
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The above properties have high costs to the database system, causing performance degradation.

They introduce: A

o Extra signalling load across the network due to the increased need for communication among
nodes in order to ensure the atomicity of transactions (messages exchanged among nodes
involved in the transaction: prepare, ready or refuse, commit or rollback and acknowledge).

e Extra delays due to concurrency control mechanisms (some transactions are made to wait in
case a piece of data is being used in another transaction) and the extra computation time spent
in processing the transactions.

e Extra storage space, nodes have to keep a log of all update operations so that they can be
undone in case of fatlure.

e Extra complexity and processing load at nodes, as extra functionality has to be introduced.

REMUS departs from this classical approach and introduces full concurrency among transactions.
The design strategy is to make the nodes operate completely independently from each other, in a
fully distributed fashion. The atomicity property is eliminated. The nodes are allowed to operate
asynchronously, and the transactions are made state-independent. That means the system does not
maintain a log of the details of update operations and there is no monitoring of ongoing
transactions. Because the atomicity property is not provided, consistency after a transaction cannot
be guaranteed, e.g. in case it fails to complete the update operation in all related databases. Instead
of constantly monitoring ongoing transactions, REMUS protocol incorporates simple consistency

checks that are performed if and when a piece of data is required.

Isolation level is the degree of interference that a given transaction is prepared to tolerate on the
part of concurrent transactions [108]. Generally speaking, the higher the isolation level, the less the
interference (and the lower the concurrency), the lower the isolation level, the more the
interference (and the higher the concurrency). Current database systems introduce different levels
of concurrency control to ensure that parallel transactions do not interfere with each other’s
operation [109]. Serializability is the generally accepted criterion for correctness in concurrency
control. A given interleaved execution of a set of transactions is considered to be correct if it is
serializable, i.e. if it produces the same results as some serial execution of the same transactions,
running them one at a time [110]. REMUS provides some level of concurrency control where it
does not compromise the independence of the nodes operation and when the probability of
interference is high enough to justify the added computation load. It can then be said that REMUS
has very low isolation level and high concurrency. This approach maximizes node throughput by
reducing contention among concurrent transactions and thereby improving performance. The
increased potential for interference among transactions is dealt with by introducing simple
consistency and integrity tests so that inconsistency between database sites can be detected when a

piece of data is requested and can be corrected there and then.
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The basic control mechanism described in Section 3.2 can be easily expanded to incorporate
rccovery mechanisms capable of detecting inconsistencies in the network databases and of
restoring them. The detection mechanism consists of a simple set of tests incorporated to the nodes

basic functionality, these tests make usc of the simple organization of the data within the system.

REMUS is based on a hierarchical structure embedded in the physical network, it is a logical
construct in which the node unit deals with a set of addresses representing its outgoing links, the
database within each node relates the resource name to one of the outgoing links or addresses.
Consequently the network topology can be easily re-configured by changing the set of addresses at
cach node. This characteristic provides flexibility and resilience to the system as it can re-
configure itself to bypass node or link failures and/or overloaded parts of the network. This means
the network topology can be dynamically adapted to the signalling load, closely matching itself to

the usage pattern and avoiding the existence of bottlenecks.

The ability of the network of re-configuring its own topology means that although there is only one
parent for each child at any one time, if access to that parent fails, or is removed for network
management reasons, then a link to a new parent can be established. After a re-configuration, the
network database is re-built according to the new topology, through the use of the same
mechanism as for location change requests (described in Section 3.2). Two networks can be joined
together and new nodes can be introduced anywhere in the network hierarchy and the system is
able to re-build its databases by using mechanisms based on the same database restoration

procedures as for the re-configuration case.

The network topology has to be such that the computation and communication loads on each
processing unit are minimized. That means building a hierarchical structure [101], in which the
physical distribution of the network resources and the way they are interconnected allow for the
efficient location of data and changes in the resources sites have limited consequences. We want
the location and update of database information to be dealt with by the minimum number of node
units and involving the minimum number of transactions. The dynamic adaptation of the network
topology to the signalling load on the various parts of the network should help in achieving these
goals. This issue is further discussed in Chapter 5.

The detection and recovery mechanisms were designed with the objective of producing simple.
general, state-independent (i.e. the nodes do not need to keep any information about ongoing
transactions) mechanisms that do not require synchronization among node clocks. This was done
so that the complete independence among the node units could be preserved. It is important to
emphasize the difference between this approach and the one generally adopted by existing
systems. Instead of monitoring the status of every single transaction to avoid the occurrence of
inconsistencies at the cost of a high management overhead [111], REMUS offers reliability by

incorporating simple inconsistency checks to the basic mechanisms, so that there is no monitoring
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of ongoing transactions and the nodes are allowed to operated independenty. The inconsistency
checks are designed both to avoid some types of errors from occurring and to detect errors already
in place. Note that the consequence is that errors are only detected when the information is
required. This follows the strategy of utilizing the network resources only when and where needed,
maximizing the nodes switch throughput. The detection and recovery mechanisms are discussed in
Chapter 4.

On top of the essential requirements of scalability, robustness, location transparency and mobility
support, REMUS design objective is to introduce enough intelligence and flexibility into the
system to make it capable of managing itself with the minimum need for intervention from the
network operator. The mechanisms for dynamic network re-configuration, error detection and

database restoration are the building blocks for constructing such a system.

3.5 Parallel Hierarchical Trees

As discussed in Section 3.3, the packets average path length determines the requests average end-
to-end delay. Therefore, an important point when working with hierarchical structures is to control
the depth of the network tree in order to keep the packets average path as short as possible.
Increasing the number of child nodes per parent can reduce the depth of the network tree.
However, this number is limited by the parent node processing capacity, if the network is not well
dimensioned, bottlenecks might be created causing congestions and consequently longer delays.
Another approach to reduce the depth of the network is the use of parallel hierarchical trees. The
resources can be classified into well-defined categories and an independent parallel tree created for
each category. At the bottom of the parallel trees, joining the corresponding data nodes, special
nodes are introduced with the sole purpose of re-directing the requests to the appropriate network
tree according to the pre-established resource classification. Figure 3.5 illustrates the concept. Note
that this separation in independent trees is simply organizational, the same nodes, containing all

the functionality, can be used for all trees.

Let’s take as an example the personal mobility service, explained in Section 3.7. If the number of
users attached to the network becomes too large, it can be broken into smaller groups and an
independent tree created for each one of the groups. The selecting nodes would be able to identify
the different groups according, for example, the first three digits of the user’s personal number.
allowing them to re-direct the requests to the appropriate data nodes. It is important to note that
this approach does not introduce any limitations to the way the personal numbers are assigned to
the users. It is simply an organizational separation that does not impose any centralization of
information or geographical restrictions. The first three digits simply identify which tree structure
holds information about each user. Each of the parallel trees can span the same geographical areas.
The classification into trees aims at speeding up the searching procedure by reducing the size of

the databases of the individual nodes and the depth of the network tree. As another example. each
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mobile objects, in which the location changes and requests for data retrieval are mainly localized
so that the network hierarchy can be matched to the usage pattern. The applications described in
Section 2.5 fall in this category and hence are possible applications for a system such as REMUS.
As mentioned above, for REMUS to represent a full solution to any of the described applications,

it would have to be modified according to their specific requirements.

The terminal and personal mobility services (described in Section 2.5.1) require the provision of
two distinct services: a strategy for user location and the management of the user profile data.
Those two aspects of the terminal and personal mobility services cannot be tackled separately as
they have conflicting requirements and hence a compromising solution has to be found. REMUS
can provide a strategy for user location. The strategy for profile management should then follow a
distributed approach so that the necessary information for handling incoming and outgoing calls

can be found locally. A brief discussion on user profile management is given in Section 3.7.1.

REMUS is suitable for an environment such as the Internet, which is based on a highly distributed
physical structure, interconnecting disparate independent networks. The Internet has been growing
at an exponential rate and hence requires scaleable systems, able to adapt to an ever-evolving
environment. For such a large expanding network, the amount of data and services distributed over
the system is huge. Adding to that the Internet high usage and update rates and it is clear that in
such a network, robustness is an essential characteristic. Therefore, the scope for a system such as
REMUS is immense. It can be used as a general name resolution system, integrating legacy and
newly introduced naming systems over heterogeneous networks or it can be optimized to resolve
particular name schemes, serving specific applications. For example, REMUS is a potential
candidate to act as a RDS (Resolver Discovery Service) or as a URN resolver [92], as specified in
Section 2.6.4. REMUS could be used as a general URN resolver able to resolve any name scheme
or in order to improve performance it can be tuned to particular name schemes. The concept of
parallel hierarchical trees, as defined in Section 3.5, could be used so that each tree is designed to

resolve one particular name scheme.

Within an open distributed processing environment such as CORBA [29], the naming system plays
a very important role, particularly if mobility support is introduced. As for the case of the Internet
discussed above, REMUS is highly suitable for distributed environments and hence represents a
candidate for the implementation of the Naming Service for the CORBA system. This application

is discussed in Section 2.5.5.

Also discussed in Section 2.5.5 is the trading service that offers mechanisms for arranging and
categorizing various service types, and then supports potential service clients with specific service
selection strategies. This functionality can be compared to, for example, a yellow pages service,
which categorize service kinds and provides service selection based on different service properties.

This service includes, on top of the basic operations performed by a naming system, the operation
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to sclect the best service with regard to a given attribute of the service. A protocol such as REMUS
can provide the basis for building the trading service. The basic idca would be to partition the
name spacc and generate the name structure so that the name incorporates the service main
attributes. The offered services are then hierarchically categorized according to the name structure.
The same algorithin, used to generate the names at the time a reference to the service is first
inserted, is used to generate a name according to the attributes included in a query. REMUS would
then resolve the name to determine which database sub-domain should be searched. The objective
of using the functionality of a protocol such as REMUS, besides its capability of resolving any
name scheme, is to take advantage of its built-in mobility support and robustness and its capacity

of dynamically and continuously adapting to an evolving environment.

3.7 Personal Mobility Service

In order to design REMUS recovery mechanisms (described in Chapter 4) and then be able to test
their feasibility and performance in a simulation (see Chapter 6), the personal mobility service was
used as the underlying application. This application requires the basic transactions of data
retrievals (call requests) and updates (location change requests), and involves a highly dynamic
environment, appropriate for a name resolution protocol like REMUS. This application is defined
in Chapter 2. It is important to note, however, that this section does not try to present a solution to
the personal mobility problem. As discussed in Section 3.6, this application requires the provision
of two distinct services: a strategy for user location and the management of the user profile data.
Those two aspects of the personal mobility service cannot be tackled separately as they have
conflicting requirements and hence a compromising solution has to be found. This section
describes REMUS implementation for the user location strategy. It is assumed that the user profile
file is moved along with the customer and is kept at the data node the user is currently attached to.
Security issues and the data management aspects of the problem (size of user profile, optimum file
location, replication strategy, signalling load generated due to file transfers. etc...) are not
considered here (a brief discussion is included in Section 3.7.1) and are left as the project proposed
future work. It is expected that a hybrid solution that lies between the two extreme approaches.
centralized and distributed, might represent the compromise among the various conflicting

requirements.

In this application the factors that determine the physical distribution of the sources of data are the

population distribution, the way the population moves and how often. There are three basic

services that have to be supported by the name resolution protocol:

1. it has to allow a customer to re-program any telephone set to be the destination apparatus for
his personalized telephone number,

2. it has to be able to return control to a fixed point apparatus (i.e. the home telephone).
according to customer demand, or in case the information about the user’s current location is

irretrievably lost,
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3. it has to be able to locate the current customer-programmed destination of any tclephone

number.

This implies that the system has to be capable of updating its own records and locating the
telephone numbers reliably and efficiently. The system will require a base address (i.e. the home
telephone) for every telephone number registered in the network, where calls can be redirected to

in order to provide voice-mailing services or in case of errors or loss of information.

3.7.1 Database Structure

As explained previously in this chapter, REMUS is based on a hierarchical structure, in which data
nodes (called local exchanges for this particular application) keep the “real” data (in this case, the
user's current location). The higher level nodes keep only pointers to the nodes at which further
information can be found (this is shown in figure 3.1). It was also briefly mentioned in this section
the necessity for a home base address (i.e. home telephone number), where calls can be redirected
to in case of customer demand, errors or loss of information. Hence, the database should be able to
provide the current customer location as well as their home base address. Note that these represent
two independent operations, the customer's current location is constantly changing, whereas his
home base address should rarely change, if at all. Having said that, the storage of the home base
address information is a crucial point because the home base address is the natural place to keep

the master copy of the customer's profile file, and therefore should be readily accessible.

The customer's profile management mechanism has not been defined and is part of the project’s
proposed future work. The current assumption for the implementation of the system is that the
customer's profile file is transferred to the customer's current location from the customer's previous
location as soon as the location change request is completed. This is a simple approach but it
incurs an unnecessary occupation of network resources, as the whole file is transferred at each
location change request, when only a subset of it should be needed for most transactions. Ideally
only the necessary subset of the profile file should be transferred according to the customer's
requirements. Hence the natural approach would be to keep the profile file at a fixed location (e.g.
home base address), move only the necessary subset along with the customer and, when required.

retrieve from the home base address any extra information that is not part of this subset.

REMUS mechanism can be used for the retrieval of the customer's profile files although this might
represent an unnecessary delay in dealing with the call request. REMUS mechanism would have to
be used first to find the customer's current location and then, if extra information is required from
the customer’s profile, REMUS would have to be used a second time to find the customer's home
base location. One alternative is to encode the home base address into the personal number, so that
information about the home base location can be extracted straight from it. If it is assumed that the
customer profile file is kept at the home base address, then the control mechanism for call requests

can be slightly modified so that these requests are first re-directed to the home base location
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allowing the customer profile file to be accessed at that time (e.g. if different scrvices are 1o be re-
dirccted to diffcrent terminals, cte.). If the customer is not present at the home basc address, then
REMUS is used to find the customer's current location. This mechanism is based on the
assumption that there is a greater probability of finding a customer at his home base location or in
its vicinity than anywhere else, hence call requests can be dealt with more quickly. Besides, the
usage of REMUS can be reduced if customers are found at their home base location or nearby it,
representing a decrease in signalling load across the network. On the other hand, this alternative
incurs an increase in the local exchange's packet throughput and an increase in the management
load. Another point to note is that this proposed mechanism introduces a centralization in the
system, as all call requests have to re-directed first to a fixed point (the home base address) before
searching for the customer’s current location. This is a serious drawback as it compromises the
scalability of the system. The main disadvantage of this alternative, however, is the lack of
flexibility of the personal number. The encoding of the home base address into it means that if the
customer's home base location changes then the personal number has to be modified. This goes
directly against the idea behind personal numbering in that they should be unique and never

change.

A way around this serious drawback is to “partially” encode the home base address into the
personal number so that the partial information can be used to make big jumps in the network tree
(e.g. if the personal number indicates that the chances of finding a customer are higher at far away
nodes, then the call request is directly sent to higher level nodes instead of the parent node).
“Partially encoded” means that enough information is present in the personal number to make the
search faster but not too much to make it loose its flexibility and immutability. It is not clear,
however, exactly what information should be encoded in the personal number to allow significant
savings in signalling load and end-to-end delay while still keeping the personal number sufficiently
flexible. The exact balance among the different conflicting techniques is hard to define. This
alternative represents a reduction in signalling load although the management mechanism becomes
more complex. The customer's profile management mechanism greatly affects the system's
performance and, therefore, should represent a major point in defining the control mechanisms for
the personal mobility service. As mentioned before, this issue is part of the project's proposed

future work.

In the current REMUS implementation, the following basic database organization is adopted.
» Local exchanges:
= database listing users currently registered at that local exchange, each entry is associated
with the terminal address the respective user is registered at,
= home base database listing users whose home base location is under that local exchange,

each entry is associated with the address of the home base terminal of the respective user.
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3.8 Summary

This chapter describes the main characteristics and the basic control mechanisms of REMUS. a
general name resolution protocol capable of resolving any name scheme reliably and efficiently. [t
is a scaleable system, with built-in robustness in which the network can be expanded or re-
configured to match the usage pattern closely and the system is able to detect database
inconsistencies and restore the database paths accordingly. REMUS has been designed to support a

highly dynamic distributed environment.

REMUS is based on a hierarchical structure in which the nodes at the lowest hierarchical level
hold the real data and for this reason are called data nodes. The nodes at higher levels keep
references (pointers) to the child nodes that are either data nodes or lead, through further
forwarding pointers, to the data nodes currently holding information about the required identifier.
The control mechanism consists of redirecting the request to the parent node if the information is
not present or to the appropriate child node in case the information is present. It is a scaleable
system in that the system’s size can be varied with limited effect on its parameters. REMUS is
naturally robust, relying on state-independent transactions and independent node operation to
provide high concurrency among database transactions, thereby maximizing throughput and
consequently improving performance. In order to reduce the depth of the network tree, parallel
hierarchical trees can be used in which an independent tree is created for each resource category.
This is simply an organizational separation and hence does not introduce any limitation on the way

the identifiers are assigned to the network resources.

REMUS does not represent in its present form a solution to any particular application. The system
has been developed as a testbed to experiment with a completely distributed approach.
Nevertheless, REMUS can be adapted to specific applications such as the ones described in
Section 2.5, being particularly suitable for distributed dynamic environments. The personal
mobility service is used as the underlying application for testing REMUS mechanisms in a

simulation (see Chapter 6).
Next chapter describes how the system's basic control mechanisms can be expanded in order to

detect data inconsistencies and re-configure its topology to bypass overloaded parts of the network

or hardware failures, and then be able to restore and rebuild the network databases.
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Chapter 4

REMUS Recovery Mechanisms

Recovery in a database system means, primarily, recovering the database itself — that is restoring
the database to a state that is known to be correct (or at least assumed to be correct after some
failure has rendered the current state incorrect, or at least suspect). Due to the distributed nature
of the system and its logical structure, partial failure of the network can be dealt with and
recovered from. This implies the network is able to re-configure itself and reconstruct lost
information. The system organization also allows the system to be easily expanded, thus networks
can be joined together and if a node is found to be overloaded, more processing units can be
added to share the load. After a re-configuration or the introduction or removal of a node, the
network is able to rebuild its database. In order to introduce mechanisms to allow the network to
detect and recover from hardware failures and loss of information, an extra degree of
functionality has to be added to the nodes. The node units have to perform a series of new tests, as
an error free network is no longer assumed. In this chapter, the mechanisms for the
reconstruction of lost information and for the re-configuration and expansion of the network are

described in detail.

Distributed Nature of Failure

The network structure is, by its very nature, distributed. In the event of a disruption only nodes
that are directly involved in the failure need concern themselves with it. The nodes that have no
direct contact with a failed unit continue to operate in exactly the same way as they would if the
network was working perfectly. Due to the structure of the system, the nodes we need to consider
are: the old parent (i.e. the node that looses a child node), the child (i.e. the node that looses a
parent) and the new parent (i.e. the node that the disconnected child re-connects to). Depending
upon the magnitude of the failure, there can be several nodes of each type. The only nodes that
will have to change the mode of their operation to perform the relevant restoration processes are
the old parent and the reconnected child. The new parent does not need to perform special
procedures. It is important to emphasize that it is only these nodes that need to be involved and

perform any tasks different to those specified by normal operation.
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4.1 Reconstruction of Corrupted Information

On the occasions where information is lost or corrupted by some means, the network is capable of
reconstructing it. The corruption of database information occurs basically due to hardware
failures that might prevent location change requests from completing the database update or due
to multiple re-configurations involving the same portion of the network, that might cause
inconsistencies within the data paths being simultaneously restored. These issues will be
addressed explicitly later in this chapter. To demonstrate how data loss is dealt with, the problem
is divided into two parts: the detection of an error and the recovery process that reconstructs the

system's database.

The detection and recovery mechanisms were designed with the objective of producing simple,
general mechanisms that are capable of detecting and recovering from all errors that can possibly
occur in such a system and over which we do not have control. These mechanisms are supposed
to be state-independent (i.e. do not require the nodes to keep any information about ongoing
transactions) and not to require synchronization among node clocks. They should use only a
simple set of tests and a limited number of additional flags to the packet header so that they do
not incur too much extra computation load on each node. Each new addition to the set of tests and
checks performed by the node on the receipt of each packet represents extra computation time
that will be translated into extra delays and reduced quality of service. Errors and inconsistencies

are exceptions, they rarely occur, and should be treated within that frame of mind.

4.1.1 Detection

From the description of the control mechanisms in Chapter 3, it can be seen that the user is

always registered at a local exchange. When the customer moves, his previous registration is only

erased when a new one is made. Even if the customer performs a de-registration, he is

automatically registered at his home base location. Based on this fact, the detection mechanisms

were designed. The node assumes that the information about a user's current location has been

corrupted if one of the following cases occur:

1. if the required information is not present at the node's database but the request has come
from a parent node,

2. if the required information is present at the node's database and the packet is a location
change request but it is to be sent to where it came from,

3. if the information is not present and the node is the root of the tree.

As was described in Section 3.2, the basic mechanism followed by the node unit consists of
checking its database for the required information, either the information is present, in which
case the request is sent to the child node at which further information will be found or the

information is not present, in which case the request is sent to the parent node. Hence, a request
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is only sent to a child node when this child node is listed in its parent's databasc as having the
required information. This can be used to detect loss of information. If the request is reccived
from the parent node, the node is supposed to have the information, if it does not, it assumes an

error has occurred.

Referring again to Section 3.2, when either searching for or updating information, the packet
follows its way up the network tree until a node containing the required information is found at
which point the packets starts descending the required data path. If a packet is to be sent back to
the node it came from, it means inconsistencies are present in the database and hence the node
assumes an error has occurred. This test is restricted to location change requests because while for
data updates this test is essential, since if a packet is sent back through the data path it has just
built it will delete it, for data searches it is a redundant test. This is so because if a packet is sent
back to the child node it has been through, this child node will signal the error by using the first
test above, the detection is simply delayed, hence there is no reason to add to the processing load
of the system by introducing an extra test. If the node is the root of the tree, it is not supposed to
have all the information in the network listed in its database. For example, in case two networks
are joined together (this mechanism is explained in detail in Section 4.3.3), the new root builds
its database slowly according to demand, if a piece of information is never required across the two
newly joined networks then the new root does not need to keep the information. However, when
the information is first required, the root adds it to its database, and in order to do so it uses the
general mechanism for detection and recovery of lost information. This is so because the root
cannot distinguish between lost information and new information being added to its database as it
does not have a parent node and it cannot, therefore, perform the first test listed above. We want
simple general mechanisms for the detection and recovery of lost information so that all cases are

covered and no special solutions are required.

4.1.2 Recovery Mechanism

The inconsistency in database information can be found while the node is processing either a
location change request or a call request. The procedure followed by the node is different in each

of these two cases. We first discuss the recovery procedure for location change requests.

4.1.2.1 Recovery Procedure Initiated by Location Change Requests

In case the original transaction is a location change request, the recovery procedure is the same
for both local exchange and higher level nodes. This is because if the error is detected while
processing a location change request, it means a new registration has already been made and
there is no need to recover the lost information, hence its nature is not important. It is necessary,
though, to clear the inconsistencies in the network and to re-build the new data path, this

procedure is described next. The node that has detected the error initiates a flood fill mechanism
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nced to be compared against one another) have been generated by the same source. Hence there is

no need to keep synchronization among node counters or such.

Once the local exchange containing the correct piece of information is found, the location change
request is re-issued rebuilding the database path up to the root node. This flood fill mechanism in
conjunction with the unique-stamp scheme allows all spurious database paths to be cleared and a

new up-to-date one to be re-built. Figure 4.1 exemplifies the procedure discussed above.

The recovery mechanism described above and exemplified in figure 4.1 assumes that all the
database information related to the corrupted piece of data is deleted from the network. Ideally,
this should be the case because the node that detects the inconsistency cannot evaluate the extent
of the damage. However, this can incur a heavy signalling load as flood fill packets are made to
propagate throughout the network, compromising the system’s scalability (i.e. one flood fill
packet is generated for each node in the system, hence the number of flood fill packets created per
recovery mechanism is proportional to the size of the network). Section 4.4 discusses possible
modifications to the current protocol that could restrict the depth of the spread of flood fill

packets, making the recovery mechanism scaleable.

4.1.2.2 Recovery Procedure Initiated by Call Requests

In case the original transaction is a call request, a similar procedure as for the location change

requests is followed but without the unique stamp. The unique-stamp scheme is used when

information is introduced or modified, and hence is particular to location change requests. The

node that detects the inconsistency initiates a flood fill mechanism in which the original call

request is flagged as a flood fill packet and replicated at each node deleting on its way all the

information related to the corrupted piece of data. Once any spurious data have been removed

from the system, a new data path needs to be built and the call completed. There are three

alternatives for the database restoration and call completion procedures:

1. the data path is restored and the call is connected using the current incomplete database
records;

2. the data path is restored using the home base address information and the call is connected
using the current database records;

3. both data path restoration and call connection use home base address information.

In case the inconsistency is detected by a higher level node the three alternatives listed above are
possible, the flood fill mechanism can be used to search for both the local exchange containing
the current database record and the home base local exchange. However. in case of loss of
information from a local exchange, only option three can be used, since the current database

records about the relevant data path have been lost by the local exchange.
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The recovery procedure followed by local cxchanges and higher level nodes has to be same
because when an inconsistency is detected by a higher level node, it cannot assume that the same
data path is not corrupted at the local exchange level as well. In procedures 1 and 2 above, the
flood fill mechanism searches for the information about the user's current location in the local
exchanges so that the call can be completed. If the information has been corrupted at the local
exchange, then this search will fail and the call will be lost. In procedure 1 even the restoration of
the database will fail to be performed, leaving the network with no records about this user. It is
safer then to use the third option for both local exchanges and higher level nodes, as it provides
the clearing of spurious information from the network databases and the reconstruction of a data
path that allows the provision of voice-mailing services. In addition to that, there is a high
probability of the user actually being located at his home base, cancelling the need for re-

registration.

As in the case for location changes requests, described in the previous section, the protocol
assumes that the flood fill packets are replicated throughout the network. Ways of limiting the

flood fill packet replication and its effect on network performance, are discussed in Section 4.4.

Therefore, in the current implementation of the system, the recovery procedure depends on the
type of request that causes a node to detect the error. If the original request is a location change, a
flood fill mechanism is used to delete all spurious information related to the corrupted piece of
data from the network nodes and a unique-stamp scheme helps to identify the local exchange
containing the most up-to-date piece of data so that another location change request can be issued
rebuilding the database path up to the root node. In case of a call request the same flood fill
mechanism is used to clear the database inconsistencies and search for the local exchange
containing the user home base address so that the call can be connected and a location change

request issued in order to restore the database path.

According to the procedures described in this section, errors and inconsistencies are only detected
and corrected when the information is needed, i.e. updated by a location change request or
required by a call request. It follows the original system strategy of updating information only
when it is needed, so that the network resources can be used to maximize the signalling
throughput and consequently minimize delays. The consequence is that if a user rarely moves or
receives calls, his records once corrupted might remain inconsistent for a considerable amount of
time. However, this is not a problem because the system can guarantee the record will be restored

as soon as the information is required.

It has to be noted that when an error occurs it is no longer possible to follow the customer profile
management procedure of transferring the customer profile file from the previous local exchange

to the new local exchange. In case of error, after the local exchange containing the most up-to-
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datc information re-issucs the location change request, it has to retricve the customer profile file

from the home base location. The home base address can be found through REMUS mechanism.

4.1.3 Corruption of Data needed for Path Restoration

As described in Section 4.1.2, both recovery procedures rely on flood fill mechanisms to perform
two tasks:

» clear the network of any inconsistent data,

» look for the database entry at the local exchange to be used for the reconstruction of the data

path.

In the case of the recovery procedure initiated by location change requests (Section 4.1.2.1), the
data path is rebuilt pointing to the database entry with the matching unique stamp. For the
recovery procedure initiated by call requests (Section 4.1.2.2), the data path is reconstructed with
the home base information. In both cases, if during the time interval for which the flood fill
mechanism is clearing the network, the data to be used in the path reconstruction gets corrupted,
then no data path is rebuilt. The three detection tests listed in Section 4.1.1 cannot detect that

such an error has occurred. Hence an extra mechanism needs to be introduced.

The flood fill packet, instead of deleting the database entry related to the corrupted data path from
the root node, marks it as “void”, and a record is kept of the current time. When a request arrives
at the root node for a database entry marked as void, the time interval associated with it is
checked. If it is greater than a certain value (determined by the average time interval between
error detection and correction according to the current status of the network), it is assumed that
the problem described above has occurred and hence no data path is rebuilt. If the time interval is
less than this certain value, it means there is a recovery procedure currently being performed for

that data path, this case is discussed in Section 4.1.4, below.

For the case where the time interval is greater than a certain value. different procedures are
followed for location change and call requests. If the request is a location change, then it is
assumed that the network is already clear of any spurious data and that the location change
request has built a consistent data path up to the root node. Hence, the database entry is marked
as non-void, and the location change request packet is deleted. In the case of a call request,
because no data path exists, another recovery procedure is initiated in order to rebuild it with the
home base information'. This is a simple and effective procedure that preserves the system’s

distribution and nodes independence.

' Because the update rate for the home database is much lower than for the current location database, it is assumed that any lost

information is restored through periodical refreshes from a back-up system.
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4.1.4 Requests for Data being restored
There is the possibility that a piece of data is required while its corresponding data path is being
restored (the probability calculations are shown in Appendix B). If an inconsistency is detected

and the recovery mechanism is put in place, there is a time interval A7, between detection time

and end of correction mechanism (i.e. when rebuilding packet reaches the root node) during
which the corresponding data path is being restored. If another request is issued for the same
piece of data during this time interval and hits the corrupted portion of the network while
restoration is still in place, then this request might clash with the recovery mechanism being
performed. This might cause further inconsistencies and consequently further recovery
mechanisms. The different cases that might arise are dependent on the type of requests generated
for that piece of data (either call or location change requests), and on exactly when and where the
second request is issued. Complex situations might arise in which the rebuilding packet from the
first recovery mechanism overlaps with the flood fill packets of the second recovery mechanism
causing the data path to become partly deleted requiring a third recovery procedure to be put in

place.

There are three main approaches to the problem

1. Take no action. Allow full concurrency among transactions and if a clash occurs between two
or more transactions, deal with the consequences.

2. Extension of the procedure described in Section 4.1.3 (of marking root database entries as
“void” instead of deleting it during the flood fill mechanism) to all nodes in the system.

3. Introduction of a simple set of tests capable of detecting if two or more transactions have

clashed or are about to clash, so that further inconsistencies can be avoided.

The first approach relies on the fact that the system is capable of dealing with the consequences of
clashes. However, the extra cost of further recovery mechanisms having to be performed might
load the system unnecessarily. In addition to that, the subsequent recovery procedures might
cause clashes themselves, risking a series of recovery mechanisms having to be performed for the

same data path, a wasteful use of network resources.

The second approach presents a way of monitoring the transactions so that clashes can be
avoided. In this approach, all information that would have been deleted as part of the flood fill
mechanism and the information that should have been present and hence caused an inconsistency
to be detected are marked as “void”. The time at which the entry is marked as void is recorded.
When a request arrives for an entry marked as void, the recorded time is used to calculate for how
long it has been marked. If this time interval is greater than a certain value (calculated according
to the current delays within the network). then the procedure followed is the same as if the

information was not present. If the time interval is less than this value, then it is assumed that
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there is a recovery procedure being performed for that data path and appropriate steps are taken

to avoid the two transactions from clashing with each other.

Although the described solution does prevent clashes from occurring, it is a pre-emptive approach
that restricts the system’s concurrency. That means, if there is a possibility of two interleaved
transactions clashing with each other, one of them is dropped to avoid inconsistencies from
arising. However, there is a possibility that they will not clash although they are being processed
in parallel. The overhead of marking the database entries as void and consequently making the
databases larger might mean longer delays in database operations. In addition to that, restrictions
on the concurrency of transactions are reflected on the system throughput and transactions end-

to-end delay.

The third approach listed above is a compromise between the two other proposed solutions. This
approach uses a simple set of tests to detect if two or more procedures have clashed or are about to
clash. Therefore, these tests allow the system to prevent some clashes from happening and, for the
clashes that are detected after they have occurred, the consequences are minimized. It introduces
an extra flag to the location change request so that the nodes can differentiate between ordinary
and rebuilding packets. This rebuilding flag is added to the location change requests issued as
part of a recovery procedure in order to rebuild the corrupted data path after the flood fill
mechanism has cleared any spurious data. This approach makes use of this rebuilding flag
together with the mechanism explained in Section 4.1.3, of marking root database entries as
“void” instead of deleting it during the flood fill mechanism. The list below presents the different

tests, together with the procedure that is followed in case they are positive.

Clash 1

If the information is present, the node is either a high level node or the root and the packet is a
location change request with the rebuilding flag on, then it is assumed that another location
change request was issued while the flood fill mechanism was in place. Assuming that the flood
fill mechanism that was just performed cleared the network of all spurious information and did
not delete part of the data path built by the location change request’. then it can be assumed that
the data path hit by the rebuilding packet is correct and more up-to-date. For that reason, the
rebuilding flag is removed and the packet is sent to the node it has come from so that it deletes

the path it has just built.

Clash 2
If the information is not present, the node is the root of the network and the packet is a location

change request with rebuilding flag on, then it is assumed that the information has been lost or

% and also that the order of packets is guaranteed by the transport protocol.
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that the flood fill mechanisin failed to complete (a rcbuilding packet expects to find the
information marked as void at the root node — see Section 4.1.3). In this case, another recovery

procedure is initiated to guarantee the inconsistency has been cleared.

Clash 3

If the information is marked as void, the node is the root of the network and the packet is a
location change request with the rebuilding flag off, then it is assumed that there is a recovery
procedure being currently performed or that the recovery procedure is over but the path failed to
be rebuilt (see Section 4.1.3). For both cases the root marks the database entry as non-void and
deletes the packet. This procedure assumes that any rebuilding packet issued as part of the
recovery mechanism that is already in place will eventually hit the newly built data path causing
clash 1 (above) to occur. The procedure followed in case clash 1 occurs assumes that the data path
built by the concurrent location change request is correct, that is why the information is marked
as non-void. The packet is deleted because it is assumed the flood fill mechanism that is part of
the recovery procedure in place has already deleted all information related to the data path. Note
that this procedure as well as the procedure for clash 1 assumes that the flood fill mechanism has
not deleted part of the data path built by the location change request issued while the recovery
procedure was in place. However, if that is the case, then a partial data path will remain after the
procedures for clashes 1 and 3 are performed. In this case, the data path will only be corrected

when another request is issued for that database entry.

Clash 4

If the information is marked as void, the node is the root of the network and the packet is a call
request, then the time interval associated with the entry is checked. If the time interval is greater
than a certain value (determined according to the current status of the network), then it is
assumed that the data path failed to be rebuilt, but that the other recovery procedure is already
over. Because no data path exists, another recovery procedure is initiated in order to rebuild it
with the home base information (the time interval associated with the database entry is reset). If
the time interval is less than this certain value, then it is assumed that there is a recovery
mechanism currently being performed and the packet is deleted, i.e. the call request is dropped
and the call is not completed. It is assumed the calling user will try again in a few seconds (a

recorded message can be played to the caller asking him to try again in a few seconds).

Clash §

If the information is marked as void, the node is the root of the network and the packet is a
location change request with the flood fill flag on, then, as for clash 4, the time interval
associated with the entry is checked. If the time interval is greater than a certain value
(determined according to the current status of the network), then it is assumed that the data path

failed to be rebuilt, but that the other recovery procedure is already over. The node resets the time
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If a location changc request fails to completc the updating procedure, then the database will
become inconsistent. This will occur mainly due to hardware failures but it can also occur in casc
parts of the network get temporarily congested so that location change requests are rejected due (o
buffer or link unavailability. The consequence is that the user will be registered at two different
local exchanges (related to the new and the old locations). Also, just part of the new data path
will have been built, leaving part of the old one intact. Therefore, transactions confined to the
parts of the network linked to the old path will cause requests to be re-directed to the old location,
while transactions confined to the parts of the network linked to the new path will cause requests
to be re-directed to the new location. This situation is exemplified in figure 4.2. This means that
the data inconsistency will never be detected and the user will remain registered at two local
exchanges. Because this type of data inconsistency cannot be detected through the detection tests
listed in Section 4.1.1, a procedure is needed that automatically clears and re-builds data paths at

random so that multiple registrations can be eliminated.

The recovery mechanism for this type of problem is controlled by the local exchanges. It consists
of each local exchange starting, at random time intervals, a recovery procedure in which a flood
fill mechanism is used to delete all information related to a randomly selected piece of data from
the network database. This flood fill mechanism is followed by an ordinary location change
request that re-builds the path up to the root node. The flood fill packets are flagged as being part
of the random deletion process so that if the same piece of information is found at another local
exchange (this will only be true if user is registered at more than one local exchange) it is deleted.
As in the recovery procedures explained in Sections 4.1.2.1 and 4.1.2.2, the protocol assumes that
the flood fill packets are replicated throughout the network. Ways of limiting the flood fill packet

replication and hence, its effect on network performance, are discussed in Section 4.4.

Hence, the data path that will remain is the one pointing to the local exchange that initiated the
random deletion process. This might or might not be the most up-to-date information, but it must
be noted that it is not possible to identify which local exchange holds the most up-to-date
information without the introduction of a complex management mechanisin. Local exchanges
would have to talk to each other and compare time-stamps, this implies state-dependent
transactions and synchronization among node clocks. However, the main objective of the
procedure is to eliminate the multiple-registration problem, rather than to find the user's current

location. Therefore, three distinct situations can be identified here:

e If the data path for the randomly selected database entry is correct, then the random deletion

process will have no effect. It will simply delete and re-build the existing path.
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e If therc arc inconsistencies in the information held by the nctwork about the randomly
selected database entry, then the random deletion process will have the effcct of clearing the

network databases of any spurious information, leaving the data path re-built correctly.

e If the user is registered in more than one local exchange, then the random deletion process
will clear the network data paths and only one data path for that user will remain, solving the

multiple-registration problem.

Because hardware failures and congestions are the main causes for this type of inconsistency, the
frequency of the random-deletion process should be higher following such events but not too high
as to aggravate the network problems. The local exchanges initiate such procedure only when
they are not processing other packets. It is assumed that the load on the local exchanges reflects
the load on the correspondent part of the network. Hence, when the reconnected child does not
have the spare capacity to process packets generated due to the random deletion process, it is
assumed that that part of the network cannot cope with them as well. The consequence of this
algorithm is that the random deletion rate is dynamically determined by the current load on that

part of the network.

4.3 Network Re-configuration

The network structure presented is simply a logical construct. The node unit deals with a set of
addresses representing its outgoing links, the database within each node relates the object name to
one of the outgoing links or addresses. Consequently the network topology can be easily re-
configured by changing the set of addresses at each node. This means that although there is only
one parent for each child at any one time, if access to that parent fails, or is removed for network
management reasons, then a new parent can be chosen and a link between the two can be

established.

When the network is re-configured (i.e. the addresses that define a node's outgoing links are
modified), the databases have to be restored and requests that occur during the re-configuration
and re-construction processes have to be re-directed to the right nodes. The basic mechanisms for
management re-configuration and database restoration are described below in Section 4.3.1. The
consequences of node and link failures are then discussed in Section 4.3.2 as hardware failures
add new complicating factors to the re-configuration problem. These complicating factors consist
basically of: the delay between failure occurrence and detection by the system, time it takes to find
a new parent and establish a link to it, and in case of node failure it might be necessary to have

multiple re-configurations as all the children of the failed node will have to re-connect to new
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