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Abstract
A series of experiments was conducted to determine the relative weights of 
motion and texture cues in the perception of surface slant, together with the 
properties which effect this weighting.

The stimuli used were ray-traced image sequences of surfaces oriented in 
depth, in which texture and motion properties could be varied 
independently.

It has previously been established that motion parallax or shearing (Rogers 
& Graham 1979) and motion about an axis normal to the line of sight 
(Young, Landy & Maloney 1993) both produce strong impressions of 
depth. Since texture gradients and motion parallax provide the same 
information about surface slant, it was this latter type of motion that was 
used throughout the experimental programme.

When texture and motion cues were consistent, depicting the same surface 
slant, it was determined that the addition of a 2D shearing and compressive 
motion cue increased perceived slant by only 3°, leaving slant discrimination 
thresholds unchanged. The most significant determinant of perceived slant 
was the nature of the texture cue. A ID texture pattern gave higher 
thresholds and lower perceived slant angle than a 2D texture pattern.

Further studies on the properties of texture determined that texture spatial 
frequency had little effect on perceived slant for a given field of view, as did 
using a combination of frequencies to create a more complex texture pattern. 
It was shown that slant discrimination threshold was a function of surface 
slant, with lower thresholds the higher the slant. It was found, 
furthermore, that while ID horizontal textures generally gave higher 
thresholds and lower perceived slant angle than ID vertical textures, this 
disparity was itself a function of slant angle, with higher disparities at 
smaller slant angles.

When the slant depicted by texture and that by motion were slightly 
different, texture was the more highly weighted cue. When texture slant 
was constant and motion slant varied by up to 12°, perceived slant varied by 
8% of the change in motion slant, while when motion slant was constant 
and texture slant varied, perceived slant varied by 85% of the change in 
texture slant. The regularity of the texture pattern had no significant effect 
on this weighting. In a further study, it was demonstrated that thresholds 
for perceiving changes in ID and 2D velocity gradients were only 30% 
higher than thresholds for changes in ID and 2D spatial frequency 
gradients.

It is concluded that when texture and motion cues provide the same 
information about surface slant, it is the texture cue which dominates in 
slant perception. This contrasts with results found when the motion cue 
consists of a rotation about and axis normal to the line of sight (Young etal.
1993), where texture and motion cues can be found to have approximately 
equal weights.
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Chapter 1 
Overview of Texture and Motion in Slant Perception

1.1 Introduction
Texture is a strong pictorial cue to depth. Figure 1 on page 4 shows three globes. 
Most observers report that the uppermost globe appears larger than the lower most 
globe, even though the two images are precisely the same size. The difference in 
apparent size is due entirely to the background pattern indicating that the uppermost 
globe is further away than the lowermost, and hence it being much larger in space if 
it is to subtend the same optic angle at the eye of an observer. This is a simple size 
constancy effect.

Motion can also be a very striking cue to depth. Rogers and Graham (1979) 
demonstrated this with a random dot stimulus on an oscilloscope which was yoked 
to an observer’s head movement. When the observer’s head moved laterally the 
dots in the display moved in a manner concordant with strips lying at different 
depths in space. That is, those strips ‘further away’ from the observer moved more 
slowly than those which where ‘nearer’. The effect was akin to that produced by 
binocular viewing of random dot stereograms: a stable and convincing impression 
of three-dimensional structure.

The rationale for this experimental programme is therefore as follows. Advances in 
computer generated displays have allowed many different kinds of pictorial 
information to be presented in synthetic moving images to improve the realism of 
these displays. Besides generating many moving surfaces, it is now possible, for 
example, to apply texture patterns to these surfaces, to adjust lighting to give 
appropriate shading patterns, and to add atmospheric haze, such that distant objects 
appear less clear than near ones. Figures 1.1 and 1.2 show the difference such 
additional cues can make. In figure 1.1 surfaces at different orientations in space 
are shown by wire-frame outlines alone. Figure 1.2 is a snapshot from a flight 
simulator program. Here the improvement over figure 1.1 is apparent. The only 
difference is that a realistic texture pattern has been applied to the ground surface 
(with a slight haze effect). Additional pictorial cues, then, add realism to a scene, 
but the relevant concern here is how this affects our perception of the layout of 
these scenes. An intricately detailed surface that is carefully shaded may look very
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Figure 1.1. An image o f a landscape depicted by wire frame outline. Black lines indicate coarse 
changes in luminance. This image was generated artificially by processing figure 1.2.
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#

Figure 1.2. A snapshot of a moving sequence generated in real-time by the flight simulator R ight 
Unlimited™, published by Looking Glass Technologies™  Inc, Houston, Texas, 1996. The image 
was drawn at a resolution of 1024 x 768 pixels with a specific 8-bit colour palette. Figure 1.1 was 
generated by extracting the edges from this image with a Sobel filter (using Adobe Photoshop™).
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realistic, but it is not necessarily the case that a property of its geometry, such as its 
slant, is any more accurately perceived than with a simple wire frame outline of the 
same surface.

It is necessary to determine, therefore, which are the most appropriate perceptual 
cues to include in a synthetic image. Despite continual increases in computing 
power and increasing software complexity, it is still the case that when it comes to 
generating moving sequences in real-time (in order for an operator to interact with 
such a sequence), there must be some compromise in what can be included in an 
image. The most sophisticated (for which read ‘realistic’) ray-tracing image 
generation techniques with intricate lighting models are sufficiently complex that 
they can require many hours of calculation on powerful systems to generate a single 
image (Glassner 1989), so any sequence generated in real-time must involve a great 
deal of simplification.

Two factors must be considered in determining which cues to include in a computer 
generated image generated. The first is the algorithmic complexity of the cue to be 
implemented (texture-mapping, for example, requires more computing resources 
than distance-haze), and the second is the benefit gained in terms of improved 
perceptual performance due to the inclusion of a particular pictorial cue. The 
concern of this experimental programme is with the second of these factors. More 
specifically, it concerns the use of texture patterns on surfaces in moving 
sequences, and how this affects our perception of the structure in three-dimensions 
of these surfaces.

A texture can be thought of as a pattern on a surface. The different parts of the 
pattern over the surface are fairly similar. When a textured surface is slanted, the 
texture on the parts of the surface which are now further away from the observer 
subtend a smaller angle at the eye, and the texture on the parts of the surface which 
are closer to the observer subtend a larger angle at the eye (though due to size 
constancy they might appear to be the same size). It is this change in the texture 
from the observer’s point of view which is the basis of slant and depth perception. 
This is a simplification, however. When a surface is slanted, the texture, from the 
observer’s point of view, changes in two distinct ways. Firstly, when a surface is 
slanted the whole surface is still visible but it subtends a smaller angle at the eye -
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hence the surface and all the elements of texture on it are compressed. All the 
information is still present; it is merely distorted in a regular fashion. The degree to 
which the surface and its texture elements are compressed is a function of the slant 
of the surface. As mentioned above, when a surface is slanted some parts of it lie 
further from the observer and some nearer. The further an object is from an 
observer the smaller is its projection on the retina. This is called perspective 
scaling. When a textured surface is slanted, in addition to its compression, 
different parts of the surface are scaled in the retinal image according to their 
distance from the observer.

While there are many different texture gradients, and many different approaches in 
the computer vision literature to texture processing, all the properties of a textured 
surface oriented in three-dimensional space are ultimately based on surface 
compression and perspective scaling, which are functions of surface slant and 
distance.

When a surface oriented in space moves, the motion information can be of a similar 
nature to the texture information. If the motion is in the plane of the surface, which 
is the case, for instance, when one flies over a ground surface or looks at a 
conveyor belt, the retinal velocities change in the same way as the static spatial 
texture information.

This research programme is primarily concerned with the visual system’s use of 
texture and motion cues when they convey similar information, and for reasons 
which will be explained later, this will involve primarily investigating the perception 
of slant of planar surfaces.

1.1.2 Outline of Overview
This overview is divided into a number of sections which are concerned firstly with 
texture alone (sections 1.2 to 1.4), then with motion alone (section 1.5), and finally 
with texture and motion in combination (sections 1.6 to 1.8).

Section 1.2 is concerned primarily with definitions of common and ambiguous 
terms that will be used in the remainder of the review, considering what is meant by 
the term texture and what of its definitions is relevant to the study of slant
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perception. Texture as used in tactile perception will be contrasted with texture in 
visual perception, and the difference between optical texture and ‘genuine’ texture 
will be explained, as will the nature of texels. The different kinds of projection 
used to generate stimuli also require clarification, as does the use of the term 
‘distortion’.

In section 13 the various types of texture gradient will be considered. A brief 
explanation of the types of gradients employed in texture perception is followed by 
an historical analysis of research in slant perception that revolved around the relative 
importance of ‘texture perspective’ and ‘outline perspective’. Consideration of the 
factors influencing slant underestimation precedes a review of more recent research 
in texture perception involving more careful analysis of the geometry of projected 
texture. The section is concluded with criticisms and counter-criticisms of theories 
of texture perception that rely exclusively on density gradients.

Models of texture perception are reviewed in section 1.4. Most models can be 
considered to fall into one of two categories, those which adopt perspective 
projection and use gradients of texture, and those which adopt orthographic 
projection and rely on deviations from isotropy. Models that belong to neither of 
the categories are considered subsequently.

Motion perception is the subject of section 1.5. A brief consideration of 2D motion 
and its relevance to depth perception is followed by a review of different 
approaches to the extraction of depth information from motion. The section is 
concluded with an analysis of work in optic flow, and the information derivable 
from an observer’s motion in the perceptual world.

Motion and texture are brought together in section 1.6, which covers cue 
combination. This starts with a general review of different models of and 
approaches to cue combination, focusing mainly on Modified Weak Fusion. Then 
research investigating the combination of texture with other cues such as stereopsis 
and shading is considered, and is followed by a look at the small body of empirical 
work that explicitly concerns both motion and texture.

Finally the conclusion (section 1.7) incorporates an appraisal of how the
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information thus far discussed might be applied in the use of computer generated 
displays. This leads on to an overview of the rational for the experimental 
programmed adopted (section 1.8).

1.2 Defining Texture
1.2.1 Visual versus Tactile
The term ‘texture’ has a variety of meanings both in tactile and visual perception. 
In tactile perception it is associated more with a general understanding of the term 
which relates predominantly to the nature of a surface and its qualities rather than to 
the spatial layout of a surface or form of an object. The visual equivalent of tactile 
perception of surface qualities, namely perceiving such factors as a surface’s 
smoothness or roughness and hardness or softness via solely visual cues is a 
process that will not be discussed.

In visual perception, texture is usually considered an isolated cue that can be 
investigated independently of other cues such as motion parallax, shading or 
stereopsis. It shall be demonstrated, however, that texture is not quite so easily 
defined or readily assigned to a given perceptual module as processes such as 
motion which can be isolated not only phenomenally and computationally, but also 
(to a certain extent) anatomically (Zeki 1993).

It should be stressed here that our concern is exclusively with visual perception, 
and furthermore the visual perception of three-dimensional structure with an 
emphasis on the slant of planar surfaces.

1.2.2 Optical texture versus surface relief
A definition of texture will be adopted which encompasses any surface pattern that 
can be used as a source of information regarding surface layout (slant or curvature 
and depth relative to the observer or to other surfaces) and yet could not be 
classified as belonging to another category of visual information such as shading 
(although overlaps with other classes of visual cue will later be considered). This 
definition is utterly and unbreakably circular, but encompasses what is generally 
known as optical texture (e.g., Todd & Akerstrom 1987) as well as the more 
ecologically valid notion of texture which is not entirely two-dimensional, and is
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sometimes referred to as surface relief (Koenderink 1990). Optical texture includes 
any two-dimensional pattern on a surface in three-dimensional space, such as wood 
grain, marble or newsprint (Gibson & Bridgeman 1987), while surface relief 
includes surfaces whose texture incorporates variations orthogonal to the plane of a 
surface which give rise to slant and depth information without the necessity for 
surface pattern variation, found on surfaces such as a pebbled beach, a lawn or a 
brick wall. It should be noted that in the latter case such surfaces are typically 
treated as flat for the purposes of perceptual experiments, a point which will be 
considered when scale is later discussed.

It is also important to note that the concepts of super-texture and sub-texture are 
valid with both optical texture and surface relief. For a given textured surface 
slanted in depth, a differing amount of detail in the elements that make up the 
textured surface will be visible depending on distance from the observer. 
Super-texture refers to the blurring together of distant textural elements, while 
sub-texture refers to the increased detail that can be seen in proximate texture 
elements. This is similar to the processes of magnification and minification in 
computer texture mapping, and has been addressed both in the computational 
literature (Blostein & Ahuja 1989) and in the psychophysical literature (Detavemier, 
Weiler, & d’Ydewalle 1996).

1.2.3 Texture elements
A contraction of ‘texture element,’ the term ‘texel’ is used to denote the elements of 
a surface which constitute its texture. Its use in the field of computer vision is 
generally more restricted, since it carries an implication of explicit extraction prior 
to depth/slant derivation (Stone 1991), where this is not necessarily the case. 
Many models of slant from texture do not rely on extracting elements from the 
image, though those which do generally support this assumption with evidence 
from Voorhees & Poggio (1988) and Blostein & Ahuja (1989) that the shapes of 
individual texel can be extracted from the image.

A texel is normally considered to be a small, two-dimensional luminance defined 
element. However, a one-dimensional stimulus, such as a continuous unbroken 
straight line, can also provide depth information when slanted. Most of the 
experiments to be reported later use one-dimensional stimuli (slanted luminance sine
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gratings). These are sometimes considered ‘special cases’ (Cutting & Millard 
1984), like linear perspective or contour information, but it will be shown that the 
differences between ID and 2D stimuli are purely quantitative.

1.2.4 Projection
The way a surface maps onto the image plane depends on the type of projection 
used. Perspective (or polar) projection is the default in psychophysical 
experiments, and is the ‘standard model’ of image projection. Orthographic (or 
parallel) projection is more common in computer vision, because it is 
mathematically simpler, and has traditionally been applied to slant from texture 
models based on isotropy (e.g., Witkin 1981). Orthographic projection can only 
approximate to the real world over small angles and distances, although 
justifications for its employment as an acceptable substitute for perspective 
projection are frequently made (e.g., Witkin 1981; Johnston, Gumming & Landy
1994), and it is often considered to be acceptable for surfaces distant from the 
viewpoint. The differences between and the relative merits of these two methods of 
projection will be further considered in Section 1.4 (and are illustrated in figure 2.6) 
when their use in computational models for extracting surface orientation and tilt is 
discussed.

Alternative methods of projection, which aim for the simplicity of orthographic 
projection with the validity of perspective projection, include spherical projection 
(Ikeuchi 1984) and para-perspective projection (Ohta, Maenabu & Sakai 1981), 
though they have not gained wide acceptance, and will be considered only in 
passing.

1.2.5 Distortion
The term distortion should be defined carefully since it is used in three separate 
senses, usually without clarification. First, distortion as used by Witkin (1981) 
refers to projective distortion, the transformation of a surface slanted in depth that 
is projected onto the image plane. The surface itself is not distorted: it is the image 
formed from its projection that is a distortion of the original (see figure 1.3). 
Second, distortion can refer to the bending of a two-dimensional surface in a single 
dimension; for example, wrapping a 2D texture around a cylinder (figure 1.4). 
This does not require the surface to be stretched and might more appropriately be
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Figure 1.3 Projective distortion. When the 2D textured surface on the left is slanted in depth 
and projected, an image such as that on the right is produced, which is a distortion of the 
original surface. The surface itself does not change. It is only its projection onto an image 
plane which is distorted.
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Figure 1.4. Surface Distortion. The surface 
from fig. 1.3 above has here been curved 
around a cylinder, so that the surface itself is 
now curved and no longer flat. The inter-texel 
spacing, however, remains constant. All 
distances on the surface are preserved. 
(Apparent distance differences are due to 
projective distortion, not surface distortion.)
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Figure 1.5. 3D Distortion. The flat surface from 
fig. 1.3 has been distorted in two dimensions to 
form this spherical shape. To do this, the surface 
itself has been stretched, and inter texel distances 
along the surface have not been preserved. (This 
surface has also been shaded.)
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referred to as bending, since it involves distortion only in the sense of changing 
shape: the fundamental properties of the surface are invariant and only the extrinsic 
curvature of the surface changes. Finally, there is distortion of a surface which is 
mapped onto a surface which curves in two dimensions; for example, mapping a 
2D texture onto a sphere (Ikeuchi 1984). This requires that the 2D surface be 
stretched in some manner (i.e., the intrinsic curvature changes), in order to map 
onto the 3D surface (figure 1.5). A common mapping technique for surfaces so 
distorted is equidistant azimuthal mapping, which preserves radial distances (Horn 
& Brooks 1989).

1.3 Texture Gradients
1.3.1 Gradients
Gibson (1950b) introduced the notion of gradients in order to explain how a surface 
receding in depth (and hence generating a varying retinal image) could be perceived 
directly as a consistent, flat surface at a given slant. A gradient can be considered 
as any source of visual information that grades or changes with visual angle 
(Cutting & Millard 1984), but Gibson initially considered only one kind of visual 
information to be appropriate for the perception of slanted surfaces, namely the 
increase in density of texels on a projected surface as it recedes in depth. Gibson 
labelled this ‘texture perspective’, though in accordance with the subsequent 
research detailing a proliferation of types of visual information that change with 
depth that all fall under the banner of texture, texture perspective is now more 
appropriately known as a density gradient.

Contrasting with Gibson’s emphasis on density was Freeman’s conviction that 
outline perspective was the primary factor responsible for texture perception 
(Freeman 1965). Outline perspective - the diminution of the separation between a 
surface’s boundaries with depth - can be considered as a kind of perspective 
gradient. The perspective gradient usually refers to the narrowing of texels with 
depth, assuming two-dimensional texels spread about the surface. If the texels are 
one dimensional, however, and lie orthogonal to the horizon, there can be no 
qualitative distinction between ID texels and Freeman’s notion of outline 
perspective, especially if the texels are few in number.
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Freeman also suggested, though with little empirical support, that the visual angle 
difference between near and far elements of a surface could be used in determining 
the surface’s slant (Freeman 1966b). This is a simplification of what are now 
incorporated in the perspective and compression gradients. Perspective covers 
scaling in an image, an object’s or texel’s diminution with distance, but when a 
texel is slanted in depth there is also a foreshortening of the texel in the image plane 
beyond that induced by scaling. This is known as the compression gradient. A 
point to note is that all the early research on texture perception relied on surfaces 
that were slanted in depth but which did not vary in tilt - the display was always of 
an observer standing on a surface; in these cases we can use Cutting & Millard’s 
terminology of perspective gradients as the x-axis narrowing of texels and the 
compression gradient as the y-axis-related foreshortening of texels. Changes in 
the x-axis of a texel, then, are due to perspective (i.e., distance, though the rate at 
which this changes in the image plane is a function of slant, or compression), while 
changes in the y-axis are due to both perspective and compression.

Most research on gradients has focused on these three gradients: compression, 
density and perspective (see figure 1.6). It should be noted, though, that these are 
not the only valid gradients, nor are they distinct, since all depend on measures of 
either (a) observer eye height, distance to texel and size or separation of texels 
(e.g.. Cutting & Millard 1984) or (b) surface slant and the distance from the 
observer to the surface along the line of sight. Other measures of information 
varying with depth include the area gradient, intensity gradient, orientation gradient, 
aspect ratio gradient (Blostein & Ahuja 1989), length gradient (Aloimonos 1988), 
and the tangent distribution gradient (Stone 1991).

Also to be bom in mind are the assumptions upon which the mathematical 
descriptions of textures are based. It is assumed that texels lie flat on the surface 
(that is, the texture is a two-dimensional pattern on the surface), that they are evenly 
distributed, and that they are the same size. It is not remarkable that it is difficult to 
identify natural surfaces which conform absolutely to any of these assumptions and 
furthermore, it should come as no surprise that the visual system is immune to 
irregularities in these assumptions, if not necessarily to contradictions of them. We 
shall see in section 1.4 that some computational models have no difficulty with 
slight irregularities, and can even sometimes ‘see’ slant from texture where human
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observers cannot.

It is also necessary to consider gradients that arise when texel properties are not 
consistent with the above assumptions. Very few natural surfaces are absolutely 
flat at a scale which is ecologically valid to the observer. On a surface where texels 
vary not only in two dimensions on the surface itself, but also vary in a dimension 
orthogonal to the plane of the surface - for example, the blades of grass on a lawn - 
from any given viewing angle (with the possible exception of the case of a 
fronto-parallel surface) the texels will occlude each other in a manner that grades in 
a regular fashion with depth. Gibson considered occlusion only as an indicator of 
the ordering of objects or surfaces in depth - an object occluding another is likely to 
be located nearer to the point of observation (Gibson 1966). It can be 
demonstrated, however, that, by adopting the simplifying method of description of 
Cutting & Millard (1984), an occlusion gradient can be described as.

0 =  atan e -  h -  atan
f d - n
i e - h ,

(1)

where e is the observer’s eye height, d is the distance from observer to texel, h is 
the height of the texel , and n is the texel spacing. Comparisons between this 
gradient and others will be shown in chapter 2. It has yet to be determined 
psychophysically whether discriminations of depth or slant can be made using only 
the occlusion gradient, and it is possible that occlusion may confound slant 
extraction with other cues such as density (Stevens 1984).

There are other surfaces which cannot be considered to be composed of texels in the 
normal sense, but which do generate texel-like gradients when considered in 
conjunction with light and shading. A surface which is textured in the tactile sense 
of surface relief and which has no texels in the sense of optical texture, such as a 
pure white plastered wall textured with dimples, or the pattern of sand humps on a 
homogeneously coloured beach, will generate patterns of light and dark texels that 
behave broadly in the manner of conventional texels when the surface is illuminated 
from any angle not orthogonal to the surface. The geometry is complicated by the 
occlusion gradient and the possibility of multiple light sources or surface reflection. 
Again, there has been no explicit research on the use of such a shading-induced

- 28 -



gradient to indicate its utility.

This last case highlights the fact that textures need not necessarily be determined by 
texels on a surface. Surfaces in which texture information is generated or added by 
illusory contours, texture segmentation, or kinetic boundaries can be envisaged. 
These will be considered when the extent to which computational models can be 
generalised is later discussed.

1.3.2 Texture Perspective versus Outline Perspective 
Gibson (1950a) investigated texture perception with the intention of finding support 
for the hypothesis of psychophysical correspondence: that there is a 1:1
equivalence between perception and the geometric properties of the optical stimulus 
that is perceived. From this it was assumed to follow that perception of slanted 
surfaces whose only cue to the observer was texture should nevertheless produce 
veridical perception. It was found, however, - and this result is contradicted only 
very rarely (for examples see Zimmerman, Legge & Cavanagh 1995) - that when a 
static textured surface (real or pictorial) is viewed monocularly, with no head 
movement, observer’s tend to see the surface as less slanted than it actually is. 
Faced with this evidence, Gibson subsequently altered his hypothesis, and 
considered slant to be more a relative than an absolute quantity (Gibson 1979).

Within this general trend of slant underestimation there were many variations in 
experimental results which pointed to possible confounding factors and alternative 
explanations. From his own results, Gibson found that irregular textures gave less 
underestimation than regular texture patterns, and considered underestimation to be 
part of a ‘frontal tendency’, observers seeing the slanted surface as in fact part of 
the aperture through which they were viewing. Further factors which might lead an 
observer to see a surface depiction as fronto-parallel rather than slanted include 
top-down knowledge that the surface was in fact flat or any head movement not 
eliminated by a chin rest. When a genuine surface is used (instead of a picture), 
however, results are little different: Gruber & Clark (1956) found that a real surface 
gave rise to a large mean slant underestimation of nearly 25° (see also Perrone 
1982).

The determination of the precise nature of slant underestimation is hindered by the
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use of different methods of testing slant perception, whose contribution to 
observers' performance was not always entirely clear. Initially, observers’ 
estimates of a surface’s slant were determined with a kinaesthetic palm board (e.g., 
Gibson 1950a), with a pivoting board set visually (Gruber & Clark 1956; Gillam 
1968, 1970), or an unmarked rotating dial (Smith 1956, 1959). Other methods 
involved simply asking subjects which kind of stimulus looked most convincing as 
a surface receding in depth (Vickers 1971; Cutting & Millard 1984). An experiment 
by Vickers (1971) involved observers slowly uncovering textured patterns until 
they developed an impression of depth, and then covering them up until the 
impression disappeared. More conventional procedures include adjustment of a 
test stimulus to a control (e.g., Epstein, Bontrager & Park 1962) and multiple 
choice of diagrammatic representations (Todd & Akerstrom 1987). More recent 
experimental work has involved observers matching a monocular view of a textured 
slanted surface to a binocular view of a non-textured slanted surface (Cumming, 
Johnston, & Parker 1993), or viewing binocularly a real surface (a table) onto 
which textures are projected (Buckley, Frisby & Blake 1996), and giving a verbal 
estimate of slant.

The use of different kinds of stimuli also caused wide variations in slant perception. 
Clark, Smith & Rabe (1956b) used slanted stimuli consisting of white circular dots, 
regularly spaced, on a dark field, and found a mean underestimate of over 30°. 
This was, however, a lesser underestimate than was found with rectangular texels 
(Clark, Smith & Rabe 1956a). Other results concur, with Smith finding that 
circular texels gave less underestimation than rectangular texels, at least for slants 
greater than 30° from the horizontal (Smith 1956; Sedgwick, Flagg & Meng 1997). 
Braunstein (1968) found, when investigating motion and texture, using tiny dots as 
stimuli, that for texture alone, slant underestimates could vary from 0° to nearly 
50°. Flock & Moscatelli (1964), achieved no clear pattern of results other then 
general underestimation, when using six different surface textures with various 
degrees of irregularity and nine different slant angles.

Clark, Smith & Rabe (1956a) also investigated density and outline, only to find 
that the two together were no more veridical than outline alone. When binocular 
viewing was added to this experiment, results were very similar, with binocular 
viewing improving accuracy slightly, but still giving significant slant
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underestimation.

When texel size and separation where systematically varied, it was found that 
accuracy could be significantly affected (Eriksson 1964; Gruber & Clark 1956), 
with intermediate levels of density giving the more accurate judgements. There was 
some disagreement with these results, aimed at the wide and unrealistic variation in 
spacing and density used, which disguised the possibility that density alone would 
give rise to veridical perception, in accordance with Gibson’s hypothesis (Flock 
1964a, 1964b, 1964c).

Gruber & Clark (1956) also varied the distance between observer and aperture, 
finding that the closer the observer to the aperture, the significantly more accurate 
the slant judgement. There are a number of possible explanations for this, which 
Gruber & Clark fail to isolate and test, including being better able to differentiate 
aperture from surface and hence reduce the fronto-parallel tendency, increasing the 
visual angle subtended by the stimulus, increasing the clarity of individual texels, 
or increasing the perspective gradient in the image.

Some research was also explicitly directed at Koffka’s shape constancy hypothesis, 
that perceived shape varies as a strict function of variations in perceived slant. 
Experiments typically involved a rectangle slanted against a featureless 
background, and in accordance with texture density experiments, exhibited slant 
underestimation, thus failing to support the shape constancy hypothesis (Beck & 
Gibson 1955; Epstein etaL 1962; Clark etal. 1956a, 1956b; Smith 1964, 1966).

There is also a body of contradictory data. In almost all experiments, an increase in 
surface slant led to an increase in slant underestimate. Smith (1956), however, 
found the complete opposite, with smaller slants giving larger errors. Braunstein 
(1968) used a stimulus condition almost identical to one used previously by 
Bergman & Gibson (1959), yet the slant underestimates he found were greater. 
The crucial difference here appears to be the difference in the nature of the texels 
used. Of all the early research, only two studies (Braunstein 1968; Flock 1964a) 
used arrays of tiny dots whose size was invariant with depth. Other research used 
texels which varied in width and compression with depth, in the manner of true 
perspective, thereby providing normal compression and perspective information.
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In Braunstein’s and Rock’s experiments, however, compression and perspective 
cues (from the dots) conflicted with the density gradient. It could be that had 
Gibson used only what he thought to be responsible for texture perception, namely 
density alone, even greater errors and biases might have been found. The 
problems with density gradients (Stevens 1981, 1984) and with cue conflict (Stone 
1991) will be considered later when gradient approaches in general are criticised.

Further contradictions arose in the debate over the relative influences of perspective 
(‘outline’) and density (‘texture perspective’) cues. Freeman (1966a) replicated 
an effect discovered previously by Stavrianos, that when viewing the outlines of 
rectangles slanted in depth, observers consistently saw the slant of larger rectangles 
as greater than that of smaller ones. Freeman’s replication led to his concluding that 
variables of surface texture were ineffectual and unnecessary for slant perception; 
and that all perceived slants are in fact a function of linear outline perspective - the 
greater the linear perspective change, the greater the perceived slant. Supporting a 
viewpoint opposing that of Freeman, Rock (1964c) argued that the use of smaller 
rectangles by both Epstein (1962) and Freeman (1966b) demonstrated the opposite 
effect. Rock’s position was an elaboration of Gibson’s gradient notion, that 
texture information is an accurate cue to slant despite irregularities in texel size, 
shape and spacing (Rock 1964c).

Freeman considered outline perspective to be the primary factor in slant perception, 
but went onto list a series of texture cues that could, under certain circumstances, be 
used in the perception of slanted surfaces (Freeman 1966b). These included the 
difference in visual angle of near and far elements (the above mentioned 
convolution of compression and perspective information), accommodation, image 
clarity, total number of elements visible, and average angular separation of 
elements. It was argued that texture theory as described by Rock was inadequate, 
because it did not predict changing results with changing field of view or aperture 
size (Freeman 1965). There are some data indicating that a larger field of view 
gives more veridical judgements (Freeman 1966b; Gibson 1950a; Flock & 
Moscatelli 1964); while other data suggest that an increasing field of view causes a 
decrease in perceived slant (Eriksson 1964). More recent computational work 
suggesting that the reliance on particular cues is a function of aperture size (Blake, 
Biilthoff & Sheinberg 1993; Buckley, Frisby & Blake 1996) is considered later.
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There are a number of issues which are raised by the question of the effect of 
changing the size of the field of view. To avoid showing the edges of a slanted 
surface - and hence giving linear ‘outline’ perspective cues - most experiments 
required that the slanted surface be viewed through a circular or rectangular 
aperture. With either kind of aperture there can be a tendency for the surface to 
appear part of the aperture, and hence give a slant underestimate (Gibson 1979). 
An alternative, one which has yet to be addressed, is neither to use an aperture, nor 
to show the edges of a slanted surface, but to use a very large surface which 
extends far into the periphery of an observer’s vision. This could be used to 
address further issues. It has been demonstrated, for example, that objects viewed 
in the periphery appear smaller than when they are foveated (Newsome 1972). It is 
uncertain what the effect would be on slant perception if a surface were observed 
only in the periphery of vision.

1.3.3 Explaining Slant Underestimation
The fact that slant is underestimated was accepted for a long time, and even led 
Gibson to modify his original ideas about texture perception. There are a variety of 
possibilities as to why the slant of a textured surface should be underestimated. 
Despite the crudity of many of the methods of assessing slant perception, it is 
probably possible to dismiss methodological errors as the major source of slant 
underestimation, since so many experiments using so many different procedures 
have produced similar results. The problem of interference with the aperture 
through which the stimulus was viewed, causing recession to the frontal plane, is a 
further worry that the data on field of view fail satisfactorily to resolve, but again 
the robustness of the findings across paradigms suggests that this is a more minor 
source of error.

Perrone (1980, 1982) has put forward a systematic model of surface slant 
underestimation based on the notion that in the type of experiment thus far 
discussed, the observer mistakenly considers the perceived straight ahead direction 
to lie in the direction of the nearest part of the surface. Perrone believes that greater 
correspondence will be found between shape and slant if perceived slant is adjusted 
according to the predictions of the model. This model, despite fitting the data it 
claims to accommodate, has been criticised on a number of counts. It does not
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explain why the misinterpretation over the line of sight should occur in the first 
place, and it implies that were the line of sight correctly perceived, there would be 
no slant underestimation at all, that perception would be veridical (Zimmerman et al. 
1995). Indeed, it has been demonstrated that visually perceived eye-level is not 
misperceived in the manner Perrone requires (Hudson, Li & Matin 1997). 
Furthermore, it has been pointed out, that for such a model to work effectively, 
there has to be reliability in observers’ underestimation of surface slant in terms of 
test-retest reliability (Todd & Reichel 1989). Todd and Reichel claim, however, 
that observers can show a 10° variation in surface slope estimate when viewing a 
surface for a second time. What most researchers, from Gibson (1950b) to Marr 
(1982) have implied is a point-by-point depth map for each local surface region in 
the field of view. Todd & Reichel argue that since judgements based on this are so 
poor, such a map simply cannot be presumed to be generated. An alternative to 
point-by-point mapping is a nonmetric description of surface shape (Koenderink 
1990), in which each local regions is assigned not a value estimate (which would in 
any case be changing continuously with observer or object motion) but is assigned 
to one of three nominal categories - positive (elliptic), negative (hyperbolic) or zero 
(parabolic). This is a completely different kind of surface representation which 
does not encode slant or tilt, and runs contrary to the assumptions generally made 
in slant perception. It has the benefit of being invariant with change in viewing 
position, but does suffer from a lack of precision, and is also considered 
inappropriate by Todd & Reichel. They propose instead an ordinal description of 
what they term ‘egocentric depth’, in which each pair of neighbouring surface 
regions is labelled in terms of which is the nearer to the point of observation. This 
still, however, does not encode slant or tilt, which is perhaps counter-intuitive, 
since observers are quite willing to make judgements of slant, and subjective 
impressions of slant can be strong.

Zimmerman er al. (1995) go further than Todd & Reichel by proposing a 
speculative model to accommodate differences in findings concerning spatial 
perception, based on the idea that there are (at least) two functional representations 
of space: a depth representation and a surface orientation representation. Different 
types of cues from the image of a given scene are employed in different ways. 
Binocular disparity and motion parallax cues are dominant in generating the depth 
representation, which is used for navigation, while what are termed ‘pictorial cues’
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(shading, texture, occlusion, etc.) are used predominantly in the surface orientation 
representation which is used for 3D recognition. Zimmerman et al. do not make 
explicit, however, what results when disparity or parallax generate similar 
information about the same properties of the optic array as pictorial cues. This will 
be considered further in chapter 5 when stimuli are used in which texture and 
motion cues provide similar information about surface slant.

1.3.4 Contrasting Gradient Cues
Most of the early research, as discussed above, concentrated on either texel density 
gradients or outline perspective. These are quite general terms, however. Stimuli 
such as those employed by Gibson (1950) consisting of ‘density gradients’ 
contained a number of properties which graded with depth, including texel size, line 
orientation and line length. Cutting & Millard (1984) were more explicit in their 
definitions of texture gradients. They defined the perspective, compression and 
density gradients in much the same manner as the occlusion gradient was described 
earlier, their purpose being to discover the extent to which each contributed to the 
perception of slanted (and curved) surfaces. Surfaces (either flat or slightly curved) 
were generated with both regular (circular) and irregular texels. Eight types of 
stimuli were shown, which contained either no appropriate gradients, or 
combinations using the three gradients of compression, density and perspective. 
Observers were shown two stimuli at a time, asked which showed a better depiction 
of a surface receding in depth, and rated the degree to which their chosen surface 
was better on a nine point scale. It was found that the regularity of the texels had 
no effect on the perceived effectiveness as indicators of slanted surfaces. The 
variance accounted for by the three gradients differed between the flat surfaces and 
the curved surfaces. For flat surfaces, the perspective gradient was responsible for 
between 50% and 75% of the variance in responses, with density contributing 25% 
to 33% and compression almost nothing. For curved surfaces, on the other hand, 
compression accounted for nearly 100% of variance, with perspective and density 
contributing very little.

These results concord with the little previous research to which they are relevant 
(Rosinski 1974; Vickers 1971), and to a certain extent are received as valid findings 
(Young, Landy & Maloney 1993; Todd & Akerstrom 1987; Weiler & d’Ydewalle 
1993). There are a number of methodological aspects to the experiment, however.
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which while not invalidating the trend of the results per se, do raise questions 
concerning their unequivocal nature, and more importantly highlight more general 
issues regarding geometric analysis of textured surfaces and how to determine 
perception of them psychophysically.

The first point to be considered is the nature of the perceptual task performed by the 
observers in the experiment. Instead of making a judgement based fairly directly on 
their perception of the slant of the surface, such as a 2AFC task or 
method-of-adjustment (see, e.g., Johnston, Cumming & Parker 1993), observers 
made a judgement more on the phenomenal impression given by the stimuli. 
Whether or not this biased observers’ judgements is unclear, since no other 
research has directly compared such different methods of testing. Vickers (1971), 
in a preliminary study, asked subjects to judge which of his stimuli generated with 
differing numbers of contour lines looked more three-dimensional. When he 
adopted a method-of-adjustment task in a subsequent experiment when testing 
similar, but broken contours (that is, regularly spaced texels), the results were 
similar. The stimuli were so simple, however, that it could be argued that it would 
be difficult not to get similar results, no matter what the method of testing.

The second issue of broad concern to texture perception in general which is raised 
by Cutting & Millard’s experimental procedure is that of cue conflict. Their 
experiment was an attempt to isolate the properties of compression, density and 
perspective gradients, in order to assess the contribution of each. It is perhaps not 
surprising, however, that since these three gradients, in Cutting and Millard’s 
terminology, are functions of the variables distance, d, eye height, e, texel spacing 
n and texel radius, r mentioned earlier, they should not be readily isolated. In the 
conditions of the experiment in which certain gradients were supposedly absent, 
they were in fact simply not changing in a manner consistent with the slope of the 
surface (70° from the vertical) and instead graded in accordance with a 
fronto-parallel surface (i.e., at 0°, vertical). It may be that some gradients are more 
susceptible to conflict than others. It was earlier mentioned that Braunstein (1968) 
found slant underestimates greater than previously detected with similar 
experiments, and this was possibly due to his use of arrays of tiny dots. In these 
cases, while dot density increased with depth (i.e., the density gradient showed the 
slant of the surface), the fact that these texels altered neither in scale nor
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foreshortening indicates that the perspective and compression cues implied a 
fronto-parallel surface.

Criticism thus far has revolved around the notions of compression, density and 
perspective, and how they have been confused or ignored in the literature. Cutting 
& Millard justify the employment of these three gradients on the grounds that each 
follows logically from the assumptions made about texellated surfaces - that texture 
elements lie flat or nearly flat on the plane, that they have roughly uniform spacing, 
and that they are roughly the same absolute size, respectively. But it has been 
pointed out that Cutting and Millard did not consider the corresponding changes in 
vertical and horizontal distances between texels that are the corollary of 
compression, density and perspective changes (Stone 1991). In the stimulus 
conditions in which the compression cue is ‘absent’, for example, there is still a 
grading of vertical inter-texel distance which is usually proportional to the texel 
aspect ratio. There is clearly a failure to account for figure-ground considerations 
here. The texture illustrated in figures 1.3 to 1.6 serves as a good example. 
Whether the surface consists of a white background textured with small black 
pinched-comer squares, or consists of a black background which has been textured 
with overlapping white circles, is really quite irrelevant as long as any analysis of 
the surface’s properties takes into account the whole surface.

There is more information still that grades with depth which is beyond the scope of 
compression, density and perspective information, some of which will be discussed 
further in conjunction with consideration of models of slant perception based on 
isotropy. A few examples include the orientation gradient, which as its name 
implies, refers to the manner in which the orientation of texels grades with slant; the 
length gradient, which is based on Aloimonos’ definition of texture by line length; 
the tangent distribution gradient; and the intensity gradient, which results from the 
effect of light from surface to image and the effect of differential mapping of area 
elements (Stone 1991).

This proliferation of gradients demonstrates just how difficult it is to define texture 
in any geometrically satisfying manner, and suggests that it is necessary to go 
beyond psychological or psychophysical assumptions and consider not just how the 
visual system might process texture information, but also how shape or slant from
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texture can be achieved in principle. While computational analysis does not 
necessarily relate directly to human psychophysics (and often, as will be 
demonstrated, clearly contradicts what is known about human vision), it can 
provide invaluable information regarding the mechanisms which are algorithmically 
plausible and constrain the scope of psychophysical theories accordingly. Such 
analyses will be considered later.

A third issue arises from Cutting & Millard’s work, one which relates to their 
description of gradients in terms of the optic angle which is subtended at the eye by 
the texels of the surface. From the measurement of texel density, for example, a 
curve can be derived, plotted with texel position on the x-axis and texel density (or 
compression or perspective) on the y-axis (see the related figure 1.7, adapted from 
Cutting & Millard). The process of perceiving the slant of the surface using density 
cues can be considered akin to estimating the slope or shape of this curve. There 
are a number of factors which affect the ease with which this estimate can be made. 
Cutting & Millard express surprise that irregular texels make a surface’s slant no 
more difficult to estimate than regular texels, but if we consider the effect this has 
on the gradient curve, it can be seen that irregularity in texels, causing measures 
which do not grade smoothly, will simply make the gradient curve more noisy. In 
addition to noise (irregularity) affecting the shape of the curve, the number of 
points defining the curve, that is the number of visible texels on the surface, will 
also influence the accuracy with which curve shape can be gauged. As will the 
extent of the surface which is visible. Thus the task of estimating surface 
orientation from a given cue is like applying a curve of best fit to a series of points 
which vary in number, vertical spread and horizontal spread. In support of this 
way of considering texture perception is evidence that the number of visible texels, 
the extent of the surface visible (e.g., Vickers 1971), and even the regularity of 
texels (within wide limits) all influence slant perception. Furthermore, any estimate 
of best fit would also include an error measure indicating the reliability of the cue. 
This could be used to assign weights to or veto cues when they differ or are in 
conflict. A slanted surface will only be perceived if sufficient of these cues match 
sufficiently closely a valid curve.
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Arbitrary
Units

Density
Perspective

Compression

0 90Optic Angle (degrees)
Figure 1.7. Adapted from Cutting & Millard (1984, p. 203, Fig. 3). This shows how the 
three gradients defined by Cutting and Millard change over the visual field. With an observer 
standing e eye-heights above the ground, optic angle 0° represents the location o f the observ er's 
feet, and 9 0 “ the horizon. If the orientation of the surface changes, then so too do the three 
gradients illustrated here: the slope of the curves will change. For a given surface slant, the 
slope o f  these curves is fixed. Calcul ting slant is therefore analagous to calculating the slope 
of one o f these curves. The data sample depends on the number o f  texels present in the image. 
Any irregularity in texel shape will manifest itself here as a deviation from a given line.
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1.3.5 Criticisms of Gradient Approaches
A criticism of the assumptions adopted in gradient approaches is made by Stevens 
(1981, 1984). He claims that although depth information is normally described in 
terms of mathematical relationships involving gradients of image properties, it is not 
necessarily the case that there are perceptual processes which derive this 
information explicitly. He suggests that it is not gradient relationships per se which 
are responsible for perceiving slant or curvature. According to Stevens’ analysis of 
the geometry of textured surfaces, a texture gradient is the composition of scale and 
foreshortening. He states that these are orthogonal measures, though they are often 
correlated. This is not actually the case, as will be demonstrated in the next chapter. 
Distance information is derivable from the scale factor, and surface orientation from 
foreshortening. Since the density gradient is a nonpredictable function of both scale 
and foreshortening, it is not an effective measure of either. As evidence of the 
ineffectiveness of density alone, Stevens presents a figure composed of a dot array 
in a circular aperture whose density increases along the y-axis (Stevens 1981, p. 
97, Fig. 2b), which gives no impression of a surface receding in depth. Figures 
1.8 and 1.9 illustrate this.

Most of Stevens’ claims, however, have been systematically refuted (Stone 1991). 
Error arises in Stevens’ analysis due to a confusion between orthographic and 
perspective projection, in the latter of which foreshortening is produced by 
projection as well as by the slant of the surface itself. Further assumptions 
complicate his critique, namely that tilt is extracted independently of slant and is 
therefore a known quantity in the process of slant perception; and that since he 
defines slant with respect to the line of sight, its value is only invariant under 
orthographic projection.

As will be discussed in the next section, surface slant can be determined using only 
density cues. Stevens’ example textured surface is mistakenly assumed to contain 
only density information because it is generated by varying only the density of its 
texels. The use of texels of fixed size implies a conflict in gradients, with texel 
x-axis and y-axis measures suggesting a fronto-parallel surface, while the 
inter-texel spacing in this type of figure provides the same kind of scaling and 
foreshortening information as would be present if the texels themselves scaled 
correctly. In the figure there is therefore the normal scaling and foreshortening

- 40 -



Figure 1.8. Adapted f rom Stevens (1981, p.97. Fig. 2a). Stevens suggests that depth is perceived 
here not because of the density gradient of the dot array but because o f the horizon.

Figure 1.9. Adapted from Stevens (1981, p.97. Fig. 
2b). Stevens claims that once the horizon is deleted 
by using a circular aperture, the impression o f  depth 
disappears.
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information that Stevens claims is absent.

1.4 Models of Slant from texture
1.4.1 Perspective Projection & Gradient-Based Approaches 
Models for the extraction of surface orientation from an image can generally be 
considered to comprise three components. Firstly, a measure of texture must be 
defined, such as density or compression, one which is associated with an assumed 
invariant, e.g., texel homogeneity. Secondly, a mapping function relating the 
image plane to the surface needs to be defined. Finally, the model must establish 
the parameters which will generate the invariant of the surface from the projected 
texture on the image plane (Stone 1991).

An early model, although not a full model in Stone’s definition, did demonstrate 
that reliable measurement of certain aspects of texture could be made in images 
generated under perspective projection using Fourier analysis to extract the 
‘principle wavelengths’ of the image (Bajcsy & Lieberman 1976). The assumption 
here was that pairs of these ‘principle wavelengths’ from two image regions were 
derived from similar frequency components on the surface. There is, however, no 
subsequent implementation to calculate surface slant.

Ohta, Maenobu & Sakai (1981) use the area of texels as the basis for calculating 
surface orientation. They rely on the fact that texel area is a cubic function of the 
distance from observer to surface, and they generate orientation estimates from texel 
area pairs. Their model suffers from its reliance on texture elements having closed 
contours, an assumption with little ecological validity. Later models use measures 
which are more readily extracted, such as axis orientation and length, to estimate 
similar quantities (Ikeuchi 1984; Garding 1993; Blake & Marinos 1990).

Blostein & Ahuja (1989) also base their approach on surface texel area, but since 
they use images of real textured surfaces instead of the artificial stimuli of Ohta et 
al. they cannot expect all surface texels to have precisely the same area. This 
requires that they use a least squares estimate of slant based on calculations 
covering many image texel pairs. They claim impressive results, but provide no 
numerical measure of the accuracy of their model, even though their approach of
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extracting texture information across a range of scales would appear to make it more 
robust in the face of real images than most other models.

Aloimonos (1988) uses line length as a measure of texture, with the assumption that 
there is approximately uniform line length per unit surface area. He starts with a 
perspective image of a surface containing a texture gradient. The image is divided 
into regions of equal size, and the texture density in each region is measured. The 
estimate of surface slant is that which minimises the variability in the estimates of 
texture density in all the image regions. For the real images on which this model 
was tested, estimated surface slants were within 5° of actual surface slants.

Kanatani & Chou (1989) also use line length, but their definition of homogeneity is 
more general, since it is related to a set of what they call ‘test functions’, instead of 
relying exclusively on surface texel uniformity. Their method assigns a relatively 
high weighting to texel data in the periphery of the image, even though this is where 
in real images and human perception data is likely to be less reliable. The model 
was tested on synthetic images and worked well on random dot textures, regularly 
aligned dot textures, and regularly aligned segment textures (contours). It failed on 
stimuli comprising randomly oriented line elements. Interestingly, some of the 
synthetic images whose surface orientation the model did estimate quite accurately 
convey no impression of slant or depth to a human observer.

More recently, Weiler & d’Ydewalle (1993) have developed a model called TEXAS 
for TEXture Analysis of Shape (although currently the model does not analyse 
shape, only the slant and tilt of planar surfaces). Its importance lies in the fact that 
it is claimed to be an accurate model of human performance in slant-from-texture 
tasks. The assumptions required for the model to work effectively are firstly that 
individual texels can be extracted from the image and secondly that all texels have 
roughly similar shape - this is the weak form of the uniform shape assumption. 
The model can be thought of as working in two stages, first calculating tilt, and 
then calculating slant. TEXAS uses what Weiler & d’Ydewalle call a ‘generalised 
compression gradient’, G, where

^ l , -h (2)

/j and I2 are the lengths of two texels in the image. G is maximal in the tilt
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direction. The slant 0 of the surface can then be found by solving

n

where n' is the approximation of the distance between the two texels (as a function

of the radius of the texels) and 0 ' is the estimation of the real slant 0. The model

can give a reliable slant estimate over a small number of texels (typically between 10 
and 15), which provides a computational advantage in terms of low slant estimation 
time, and an advantage in generalisation, in that it could be extended to estimate the 
shape of non-planar surfaces, by estimating slant and tilt over a number of small 
regions.

To test the model, the authors generated 250 images of surfaces at each of 9 
different slant angles from 0° to 80°, where each surface was composed of 49 
texels. The model worked on the 15 texels nearest the centre of the image. The 
texels were irregular octagons, generated by varying the radius of the eight ‘spokes’ 
of a wheel and joining their endpoints.

The mean estimate (n=250) of slant angle was within one standard deviation of the 
actual slant of the surface for all but one of the slant angles tested (0°). This was 
achieved with the model tuned to its optimum performance in terms of a confidence 
criterion. A measure of confidence was made for each slant estimate, based on the 
difference between the overall slant estimate and the slant estimate contributed by 
each texel pair. The model would give a non-zero slant estimate for all surfaces, 
even fronto-parallel (0°) ones. Since the confidence measure was lower the smaller 
the slant angle, a confidence threshold was introduced, below which all estimates 
would be considered as 0°. Setting this confidence threshold at 3.9 gave the most 
accurate mean slant estimates.

The authors then tested a number of observers on the stimuli used by their model, 
and while slant underestimation was much greater for the human observers than the 
model, the output of the model could be tuned (i.e., degraded) to match very 
closely the observers’ results, by setting the confidence threshold to 12.2.

There are some limitations to the model, however. It takes as its input not a raw
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image, but a description of the texel shapes. Precise texel extraction is assumed, 
therefore, and the model has been tested only on virtual surfaces composed of 
jittered or irregular texels. It cannot cope with violations of the shape homogenei ty 
assumption.

All these methods rely on the measurement of texture at different point in the im^grg, 
and depend on the gradient in the image giving different quantities that can be us^d 
to calculate slant. None estimates image texture gradients directly.

1.4.2 Orthographic Projection & Isotropy-Based Approaches 
Models to extract slant from texture using orthographic projection mal^g 
assumptions about texture orientation distribution, such as directional isotropy. ^  
surface is directionally isotropic when the tangents to the edge orientations in the 
texellated surface are distributed equally between 0° and 180° (or -90° and +90“ ). 
Examples include texels which are randomly oriented line segments and texeJs 
which are circular. When a surface is slanted, the orientation distribution of the 
edges in the surface’s projection will change. The slant of the surface can he 
calculated from this change, as long as the surface was originally directionally 
isotropic. This is illustrated in Figure 1.10.

Models based on the isotropy assumption follow the same general method. Fi^gt, 
the algorithm must find the orientation in the image to which line elements tejid. 
This gives the tilt of the surface. In the example in Figure 1.8, the tilt is 0°, so 
elements tend towards ±90°. If the tilt were 45°, the elements would tend tow aid*. 
-45°/+135°. The second stage is to calculate the degree to which line elements tenq 
towards this orientation. This gives the surface’s slant angle.

The influential model of Witkin (1981) uses as texture primitives image edge  ̂
which are simply the output of DOG filtering (Marr 1982), the implicit assumpti<>n 
here being that texture perception is based on information extracted at a very kw 
perceptual level. Witkin used a probability density function to estimate tie 
likelihood that a given surface slant is responsible for the distribution of edxe 
orientations in the image. A search is then employed to find the surface slant whi(h 
maximises this probability density function. It should be noted that the estimate is 
subject to ambiguity in the sign of the direction of tilt. This means that it cannot tel
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Figure 1.10. Isotropy and Orthographic Projection. The square (top 
left) is an unslanted surface, tettired with regularly spaced circles. This 
is slanted by 65°, and the im age generated under orthographic 
projection contains ellipses (top right). The texture complies with the 
isotropy assumption, that tangents to the circle line segments lie at 
every orientation between -90° and -(-90°. The bottom part o f  the 
figure shows how the orientation o f  image segment changes w hen a 
surface is slanted. In the image o f  the unslanted surface, tangent 
oricnations lie at every angle between -90° and +90°. (The left hand 
side of the lower figure shows a sample of these).When the surface is 
slanted, the resultant image (under orthographic projection, in which 
there is no perspective scaling) has different line orientation properties 
(as shown in the right hand side of the lower figure). Since the surt'ace 
has been compressed in the image plane, line orientations now tend 
tow ards +/-90°. The low er half o f the figure show s how a given image 
line segment changes its orienation when the surface is slanted; line 
segements at 0° or ±90° clearly do not change at all, but all those in 
betw een increase in angle.
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if a surface slopes away from or towards the point of observation. For example, it 
could not differentiate between a ground plane and a ceiling plane.

Extending the principle Witkin established, Blake & Marinos ( 1990) define an exact 
solution for the ‘maximum likelihood estimate’ of surface slant, and show that this 
strategy can be extended to texture primitives other than edges. They further 
provide some quantification of the stability of their algorithm, and provide evidence 
for its physiological plausibility. Nonetheless, this model is still based on the 
assumption that surface texture statistics are known, an assumption which is not 
required for models which are based on perspective projection. Davis, Janos & 
Dunn (1983) also extend the work of Witkin, this time by developing iterative 
algorithms to estimate surface slant more efficiently, but still only apply to edge 
primitives with random orientation, a point they tackle when considering the 
limitations of this approach.

Kube (1986) uses Fourier transforms based directly on the grey-level image, 
requiring an assumption of textural isotropy, this time expressed in terms of the 
circular symmetry of the power spectrum of the Fourier transform of the surface 
texture. Similarly, Brown & Shvayster (1990) adopt an auto correlation function 
based on the grey-level values of the image pixels, and derive estimates of surface 
slant from this. The crux of their model is that the auto correlation function of a 
texture is foreshortened in exactly the same way as the texture itself is 
foreshortened.

The adoption of orthographic projection in computational models for the sake of 
simplicity rests on the presupposition that orthographic projection is a good 
approximation of perspective projection when the image data covers only a small 
optic angle. There is a further restriction, however, that with planar surfaces the 
small angle is only valid near the image origin (with spherical surfaces, there is no 
difference). The further away from the origin the analysed region lies, the more the 
estimate of surface orientation will be confused by the effects of perspective 
projection. These are effects are twofold. First, perspective scaling leads to a 
reduction in scale of an image segment as an inverse tangential function of distance 
- if the distance is doubled, the angle subtended is halved. This has no immediate 
effect per se on the line orientation distribution, however. Second, the perspective
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compression effect does have an immediate effect on the line orientation distribution 
- the height in the image plane of a texture element

These models are therefore limited in their applicability to real images. For 
example, Davis et al. (1983) implemented Witkin’s algorithm on some digitised 
photographs, with quite poor results. They explain this failure as due to the model 
being insufficiently general, but do not concede that this lack of generality will 
apply to any algorithm acting directly on the image or image primitives. Isotropy- 
based models also do not provide a means for calculating the sign of the direction of 
tilt. This could be considered a fundamental flaw, since this is readily perceived by 
any observer, and prevents such a model providing a convincing account of human 
slant perception.

1.4.3 Alternative Models
The work of Gârding (1990) does not fit into either of the preceding sections 
because while it is based on deriving surface slant from assumptions of isotropy (or 
weak isotropy) it does so using surfaces under perspective projection. It is 
essentially an extension of Witkin’s (1981) principle to images generated with 
perspective instead of orthographic projection, but suffers from the same drawback, 
that all estimates are ambiguous in the sign of the direction of tilt. Nevertheless, for 
synthetic surfaces composed of line drawings, slant estimate was generally very 
good, and for natural images the model’s estimate was typically within 5° of actual 
slant (the optic angle covered by the natural images was only 25°, however, so the 
effects of perspective projection were quite limited).

Blostein & Ahuja (1989) extend their previous work in order to process more 
effectively natural textures, in which texels maybe difficult to identify due to partial 
occlusion or finer scale texturing. Conventional slant-from-texture algorithms do 
not deal with the problem of scale, which involves the issues of sub- and 
super-texture. A natural texel changes its appearance as a camera (or the eye) 
approaches - more sub-texture (or detail) in the texel becomes apparent. 
Conversely, regions of super-texture arise when small image texels (that is texels 
on the more distant parts of the real surface) blur into bigger areas of more 
homogenous brightness. In the projection of a natural surface, then, the texels 
nearer the viewpoint will exhibit more sub-texture, and those further away, more

- 48 -



super-texture.

They therefore suggest a method which identifies texels while simultaneously 
recovering the slant and tilt of the textured surfaces. This is based on a ‘multi-scale

region detector’ which utilises measurements in a V^G scale-space to construct a set

of possible texels. The true texels are selected from the universe of possible texels 
by finding the surface which predicts most accurately the observed areas of these 
possible texels. The model was tested on a variety of natural images. Estimated 
slant was typically between 0° and 20° of true, and estimated tilt varied over a 
slightly smaller range. Both slant and tilt estimates were occasionally very 
inaccurate (e.g., up to 50° awry).

Stone (1993) combines gradient- and isotropy- based models in a series of five 
algorithms which become progressively more sophisticated and estimate slant more 
accurately despite relying on successively weaker assumptions. Stone describes 
methods based on assumed invariances in surface texture (such as density) as 
‘invariance-seeking’ methods, while those that require a specific property of the 
surface to be known (such as isotropy) are described as ‘value-seeking’ methods. 
The algorithms employed by Stone are initially value-seeking but later incorporate 
invariance-seeking elements, which become increasingly powerful in relation to the 
kinds of texel from which they can derive slant estimates.

Stone concludes that value-seeking methods will inevitably prove less generalizable 
than invariance-seeking methods. Moreover, he stresses that the extent to which 
different methods fail gracefully when their assumptions are violated cannot be 
predicted merely by their type-characterisation.

More intriguing, yet still quite speculative results concern homotropy. A texture is 
homotropic if the distributions of edge tangents associated with a set of surface 
regions all have the same shape and share a common principal orientation.

The definitions of ‘tangent distribution shape’ and ‘principal orientation’ are 
themselves quite protracted. With isotropic textures, a histogram can be drawn 
with edge orientation on the x-axis and the number of texel line segments for a 
given orientation plotted on the y-axis. When the line is horizontal, the surface is
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isotropic (that is, there is an equal number of texel line segments for each different 
orientation). Deviations from this line, however, cannot easily be indexed to give a 
measure of anisotropy. It is more appropriate to plot the tangent set in polar 
coordinates. With an isotropic surface, the plot is a semicircle, representing the 
180 degrees covered by the orientations. If this is rescaled and plotted as a 360° 
diagram, then an isotropic surface will give a circular plot, and the degree of 
anisotropy in any surface’s texels can be measured as the area of its corresponding 
polar plot. The shape of the tangent distributions is a function of this area as 
defined by the polar plot, and the principal orientation is the orientation of 
maximum variation in this function of the polar plot.

Stone suggests, and his is a purely computational paper with no psychophysical 
data, that when the local tangent distribution varies over the surface, it appears 
curved, even if other surface statistics suggest otherwise (figure 1.11). Thus he 
implies that homotropy is assumed by the visual system.

More recent work concentrates on neither isotropy nor gradients, but on affine 
transformation. Malik & Rosenholtz (1994) consider the best approach for 
computing surface slant and curvature to be to consider a two stage process 
analogous to structure from motion or stereopsis. The first stage is to calculate the 
texture distortion from the image, and the second is to derive orientation and shape 
through interpretation of the texture distortion. The texture distortion is modeled as 
an affine transformation, estimated by solving a system of linear constraints derived 
from differential analysis. Surface slant, tilt and curvature are derived from 
estimated affine transforms in different directions. With this approach (which 
works under perspective projection), individual texels need not be explicitly 
identified, and the surface need not conform to any given restriction such as 
isotropy. With this algorithm, good estimates have been demonstrated for both 
slanted and curved surfaces, regardless of whether they are computer generated or 
are photographs of real scenes.

This approach certainly seems robust, but does not necessarily meet the 
requirements for a satisfactory model of human slant from texture. It might be 
possible to find fault with any model if, for example, it is found that there is a fairly 
direct correlate in texture-slant perception of motion transparency. Were it to be
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Figure 1.11. Adapted from Stone (1993, p.58. Fig. 7). The surface is 
anisotropic and homogenous and ‘weakly’ homotropic. An impression of 
curvature is generated by the changing orientation of the local surface 
tangent distribution.
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established psychophysically that two separate transparent surfaces of differing 
slant could be perceived simultaneously, current models of slant perception using 
texture cues would be inadequate. Even if this were not the case (as figure 1.12 
suggests), the effect of transparency covering texels that varied in differing respects 
would reveal much about the extent to which texture perception is a high level 
process, and how much it is based on relatively well understood low level 
phenomena. Conjecture could be made as to whether the addition of motion cues to 
transparent displays would increase surface salience, but such deliberation belongs 
to a later section.

1.5 Motion
1.5.1 Introduction to Motion
It was shown in the previous section that although stimuli depicting slant in depth 
are compelling, and attempts to devise algorithms to calculate slant are many and 
varied, there is not yet a consensus as to how the visual system deals with slanted 
texture surfaces, nor if there is a better way of dealing with them. Motion is a much 
more varied field however. Motion can be considered to have seven functional 
aspects: encoding of the third dimension; image segmentation; time to collision; a 
proprioceptive sense; a stimulus to drive eye movements; a requirement for pattern 
vision; and perceiving real moving objects (Nakayama 1985). Only the first of 
these need be considered in their relation to texture perception.

It is generally assumed that speed and direction of motion are calculated for every 
point in the visual field, although the manner in which this is achieved is a matter of 
some debate (see, e.g.. Smith 1994). From this kind of velocity vector map higher 
order properties of the motion field can be calculated which encode such properties 
as heading, or slant. It is sometimes argued, however, that certain relevant 
properties of motion are calculated directly, without recourse to an intermediate 
speed and direction map (Perrone 1997).

1.5.2 Depth and Structure from Motion
The process of extracting information relating to three-dimensional structure from 
motion can be considered in two parts. First, the extraction of depth in isolation
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Figure 1.12. Texture Transparency. The slanted surface of tilt 0° in a is multiplied 
by the slanted surface of tilt 180° in h to give c. Schematic cross sections are 
shown below. The question is whether combined image c looks like two 
transparent surfaces {cl), a convex surface (c2) or a confused image of uncertain 
depth in the centre, but discernable slant above and below (c3).
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will be considered, to be followed in the next section by a review of work regarding 
optic flow, and the information that can be derived from the motion of the entire 
visual field.

One of the first studies of depth from motion involved the Kinetic Depth Effect 
(Wallach & O’Connell 1953). It was discovered that objects whose 
two-dimensional projection gave no impression of depth (such as the silhouette of a 
twisted paper clip), would generate a vivid sensation of depth once the object was 
rotated. Early research concentrated on identifying the precise requirements for 
such perceptions, with Wallach & O ’Connell concluding, for example, that the 
moving contours of the object must show changes in length and direction. If length 
changes were obscured by viewing the rotating object through an aperture smaller 
than the object’s silhouette, the changes in orientation of the components of the 
object caused impressions of two-dimensional distortion, rather than rotation.

Braunstein (1976) reports investigations concerning KDE, but like Wallach & 
O’Connell before him, Braunstein relies heavily on observers’ impressions of 
depth, rather than on performance in a perceptually related task. For example, in 
reporting one of his earlier experiments, Braunstein notes that when observers 
viewed both 2D and 3D textured surfaces rotating about the z-axis, nearly half 
reported an impression of depth.

The illusions arising from misperception of simple or deliberately obtuse moving 
stimuli (such as the Ames window illusion) have been intensively studied and for 
the most part constitute a separate body of research of little direct relevance to the 
consideration of depth from motion (Braunstein & Stem 1980; Mingolla & Todd 
1981).

There have been a number of attempts at developing algorithms for the extraction of 
local orientation from motion (e.g., Hoffman 1982), but instead of considering 
local orientation, Harris, Freeman & Hughes (1992) investigated global surface 
slant perception. Working from previous data which suggested that observers 
display different levels of sensitivity to compressive and shearing speed gradients, 
Harris et al. tested the possibility that the ease with which surface slant could be 
determined might depend on the surface’s tilt. They found no such variance.
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however, and concluded that slant estimation from motion depends more on 
deformation than compression or shear.

Saidpour, Braunstein & Hoffman (1992) investigated surface interpolation using 
only motion cues. Stimuli consisted of random dot elements whose motion 
depicted three-dimensional surfaces. Observer’s demonstrated their perception of 
the surface by means of a Structure From Motion probe (SFM probe), a small dot 
which was moved back and forth in depth (in a gap in the stimulus display) until it 
appeared to lie on the surface defined by the moving dots. Increasing the density of 
dots in the stimulus surface decreased response variance, but increased the bias to 
place the probe dot nearer the point of observation (away from the surface). This 
bias is not accounted for by and disagrees with many models of SFM (e.g., 
Hoffman 1982).

The effect on estimating structure and motion in the presence of optical 
deformations affecting shadows, texture and occlusion has been analysed by 
Norman & Todd (1994). This is used as a springboard for a critique of models of 
depth and/or structure from motion, which are based on assumptions found to be 
false.

1.5.3 Optic Flow
The term optic flow was introduced by Gibson (1966), to refer to what previously 
had been known as ‘motion perspective’ or ‘flow’ (Gibson 1950; Gibson, Olum & 
Rosenblatt 1955), the pattern of angular velocities that varies systematically as an 
observer moves in a rigid environment.

Computational analyses of optic flow include those of Clocksin (1980; with 
subsequent alterations by Prazdny 1981), Verri, Girosi & Torre (1990) and 
Simoncelli, Adelson & Heeger ( 1991).

Optic flow is best described around a viewer-centred coordinate frame, with the 
z-axis being the depth axis, with z-values increasing with distance from the 
observer. Rotation is relative to these viewer-centered axes, so an object in the 
visual field rotating about one of its own axes is not pure rotation in terms of the 
viewer-centered axes. It can be shown that any optic flow described in terms of

- 55 -



retinal flow comprises both a translational and a rotational component, but that it is 
only the translational component that can give any depth information. When there 
is a perfect rotation about the point of observation, all parts of the image move with 
identical angular velocity regardless of depth.

Most early analyses of optic flow ignored the rotational component altogether 
(Gibson et al. 1955; Clocksin 1980). This requires that optic flow be constituted 
only of pure translation and that the eye is fixed. In many situations, however, it 
can be shown that the eye tracks components of the image and this introduces 
rotation to the retinal flow.

The computation of relative depth, then, involves using the translational component 
and filtering out the rotational component. If the points in the flow are part of a 
smooth surface, then additional information can be extracted, enabling the 
estimation of slant and tilt. These can be recovered from optic flow by using the 
spatial derivatives of retinal velocity vectors. Four spatial derivatives describe the 
rate of change of the retinal vectors in the x- and y- directions, and can be used to 
recover surface gradient. By adding or subtracting these four derivatives, div 
(dilation), curl (vorticity), and the two types of def (shear) are generated. It is 
unlikely, however, that such spatial derivatives are implemented directly in the 
visual system (Simpson 1993).

It seems certain that it is retinal velocities which are used as the input to the process 
which derives depth from motion. Psychophysical evidence would seem to 
suggest, however, that the visual system is not well suited to separating 
translational and rotational components, since the veridicality of depth perception 
decreases as the rotational component increases (Simpson, 1993).

Optic Flow is considered in greater detail in chapter 7.

1.6 Cue Combination
1.6.1 Models of Cue Combination
Much of the early research on the effect of different visual cues on the perception of 
depth (e.g., Braunstein 1968) relied on a relatively simple comparison of usually no
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more than two cues to determine which was the more salient for a given perceptual 
task. More recently, research has been focused on more general models of cue 
combination, which can account for the interaction of a more diverse array of cues 
in a more complex manner (Clark & Yuille 1990; Maloney & Landy 1989).

Four separate, though not necessarily exclusive, possible types of cue interaction 
can be considered. These are cooperation, disambiguation, veto and accumulation 
(Clark & Yuille 1990). Cooperation involves information from one cue or source 
expediting the extraction of information from another. An example of this would be 
monocular texture boundaries facilitating the perception of discontinuities in 3D 
surfaces defined by stereo cues (Buckley, Frisby & Mayhew 1989). 
Disambiguation is the use of a second cue to determine the nature of a first cue 
which can be interpreted in more than one way. Where a limited texture cue such as 
density has been argued to be insufficient per se for the perception of slant, for 
example, (Stevens 1981, 1984), the addition of a single cue such as motion or a 
horizon can ensure the correct depth impression. Veto occurs when strong or 
reliable information from one cue overrides discrepant information from another. 
Youngs (1976) found, for example, that stereo cues can under certain 
circumstances be completely ignored when they conflict directly with certain 
texture perspective cues. Accumulation is the apparently simple process of cues 
combining in an additive manner, and has formed the basis of several models of cue 
integration (Bruno & Cutting 1988).

Bruno & Cutting (1988) develop a relatively restricted model to account for the 
relationship between motion parallax and the comparatively weak pictorial cues of 
relative size, height in the projection plane and occlusion. The rules of combination 
considered are selection (akin to veto) in which the single most effective source of 
information is adopted while others are disregarded; addition, where a weighted 
additive combination of all cues is used; and multiplication, which allows for more 
complex interactions such as disambiguation, than does addition alone. It is found 
that a system of weighted addition best fits that data from a series of experiments 
involving the above mentioned cues, and this leads Bruno & Cutting to propose that 
the process of ‘directed perception’ utilises independent, additive ‘minimodules.’

A distinction has been made between those models which are described as
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employing weak fusion, and those which use strong fusion (Clark & Yuille 1990). 
Weak fusion relies on independent estimates of depth (or whatever is the 
appropriate measure) from each cue which are then combined, whereas with strong 
fusion, the estimation of depth processes are interdependent - essentially, there is 
inter-cue interaction at a much earlier stage.

More encompassing than Bruno & Cutting’s minimodularity is the Modified Weak 
Fusion Model, which is germane here for it has been tested on a variety of cues 
including both texture and motion (Maloney & Landy 1989; Landy, Maloney & 
Young 1991; Landy et al. 1995). The Modified Weak Fusion Model is weak 
because it relies on combination of independent estimates, but is modified because 
cues have to interact at an early stage in order that they be promoted to the common 
format required for integration. Cue promotion is necessary because different cues 
provide different types of information. KDE, for example, only provides an 
absolute estimate of depth once fixation distance and perceived rotation direction 
have been established, while depth from stereo requires that interocular separation 
and gaze angles are known. It simply is not meaningful to combine different cues 
until they provide measures of the same thing.

The modified weak fusion model relies on a system of weighted linear combination. 
The model furthermore assumes that any depth combination rule is dynamic, that is 
it changes in accordance with the reliability of the information from each type of 
cue; and the rule of combination is robust: lower weights are assigned to a cue 
whose depth estimate differs significantly from those of others. The effectiveness 
of such a strategy will be considered when cue combination involving texture and 
motion is considered in the following sections.

1.6.2 Cue Combination Involving Texture
An early investigation of texture and stereopsis involved the use of an aniseikonic 
lens to distort stereoscopic cues to slant while leaving perspective cues more or less 
intact (Gillam 1968). Reliable compromise responses between the conflicting cues 
were obtained although some subjects suppressed perspective cues almost 
completely. Response to stereoscopic cues was greatest for perspective patterns 
which were found to provide ineffective slant cues in monocular vision.
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Youngs (1976) used a Wheatstone style stereoscope to display stimuli with which 
binocular and outline perspective could be varied independently. For a surface 
slanted at 45% correct disparity and perspective cues resulted in a mean slant 
estimate from observers of 25% With perspective correct but disparity absent, this 
estimate dropped only as far as 20% but when slant was depicted with disparity 
only, the mean estimate was 12% little better than when there were neither disparity 
nor perspective cues (9°).

Shape perception tasks using stereopsis and patterns of optical texture has also been 
investigated (Buckley & Frisby 1993). Observers made curvature amplitude 
judgements by comparing the test stimulus (a ridge profile) to dimensional 
drawings depicting ridges of different height. The test stimuli were generated using 
conflicting stereo and texture cues. Cue integration was investigated with vertically 
and horizontally oriented ridges and with real ridges and stereograms of ridges. 
The main findings were that stereo strongly dominated all horizontal ridge 
stereograms; texture and outline cues strongly dominated low but not high 
amplitude vertical ridge stimuli; and stereo strongly dominated all real ridge stimuli.

The use of stereopsis and texture has also been adopted by Gumming, Johnston & 
Parker (1993), except that in the first instance their adoption of surfaces defined 
stereoscopically and viewed through a Wheatstone style stereoscope was as a 
means of better determining depth perception based on texture cues, rather than to 
measure the interaction between the two. Manipulating the gradients of area, 
compression and density independently, using texture generated volumetrically to 
avoid distortion (in the third sense discussed in section 2.5), it was found that for 
the curved surfaces used as stimuli, 97% of the variance in results could be 
accounted for by the compression gradient. This concurs with the work mentioned 
earlier of Cutting & Millard ( 1984) and Todd & Akerstrom (1987).

Similar methodology was employed, furthermore, by the same researchers 
(Johnston, Gumming & Parker 1993) to investigate the relative weights of both 
stereo and texture information in depth integration. It was found that a weighted 
linear combination rule described that data most accurately, with (in most cases) a 
small weight assigned to texture, though one which increased with viewing 
distance. At a 200 cm viewing distance, adding the appropriate texture to the
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curved surface gave a mean change of 17% in apparent depth, while at a distance of 
50 cm the change was only 8%. It is concluded that stereopsis and 
shape-from-texture are initially independent processes and that it may be because of 
their inherent inaccuracies that whatever the nature of the stimulus the two seem to 
integrate by means of weighted linear combination.

Weighted linear combination has also been tested with regard to the integration of 
texture and shading cues (Curran & Johnston 1994). Stimuli were curved surfaces 
in which texture and shading cues were inconsistent. Perceived curvature was 
measured as a function of texture-shading disparity. Only mixed support was found 
for linear combination. In support of linear combination, the weight assigned to the 
shading cue did not vary as a function of its curvature value, but the weight 
assigned to the texture cue did vary systematically as a function of the curvature 
values of both cues. A nonlinear model was found to fit the data better, but 
moreover it was determined that depth descriptions of the stimuli produced inferior 
goodness of fit for all types of models than curvature descriptions. This suggests 
the locus of cue integration to be the curvature map, and that for the cues tested, 
integration occurs at some point after the determination of curvature.

It seems, then, that the weight assigned to texture cues depends on the perceptual 
task (slant perception, depth perception, curvature perception), the measure used 
(depth probe, forced choice discrimination), and the comparison cue (stereo, etc.).

1.6.3 Combining Texture and Motion
Reviewed thus far has been a large body of research concerning texture perception, 
relevant aspects of motion perception, and recent developments in cue combination. 
There has been very little research, however, explicitly directed at both texture and 
motion, and the manner in which they interact. Early experiments, such as those of 
Braunstein (1968) have been mentioned previously in respect of their texture 
content. Braunstein generated sequences of random dot arrays at various slant 
angles. Using Gibson’s notion of ‘texture perspective’ (density) and velocity 
gradients, sequences were displayed in which texture and velocity conflicted. 
Observers estimated the slant of the displayed image by adjusting a palm board, in 
the manner of the methodological precedent set by Gibson (1950a). The results 
obtained when the dot stimuli were stationary have been summarised in section 3.
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The addition of a velocity gradient of the same slant generated more veridical 
judgements (slant underestimates reduced from a mean of 26° for texture alone to 
103° with appropriate velocity). When velocity and texture were in conflict, it was 
velocity that was allocated the higher perceptual weight. As noted earlier, 
however, the texture cue was quite weak, because only the density of the dots was 
consistent with a slanted surface. The perspective scaling and compression 
suggested an unslanted surface.

For further corroboration of modified weak fusion, texture and motion cues have 
been investigated with perturbation analysis, the analysis of changes in depth 
perception from two consonant cues as a function of a small difference between the 
cues (Young, Landy & Maloney 1993). Observers viewed vertically oriented 
elliptic cylinders which rotated about the horizontal axis. The depth suggested by 
the motion of the cylinder and by the texture of its surface were systematically 
varied. Results suggested that depth was determined by a linear combination of 
motion and depth cues, and moreover that the weights assigned to each were 
dependent on the reliability of the information from each cue. In general the 
weights assigned to the texture and motion cues were similar, but there was 
considerable inter-observer variation. The textures used were volumetrically 
defined and hence irregular, so texture slant or depth could only be built up over a 
large local region, whereas the motion information was consistent across the 
display. More importantly, since the motion was defined by a rotation about an 
axis normal to the line of sight, the texture and motion cues did not provide the 
same information, as is the case with motion parallax and a texture gradient.

1.7 Conclusions
By considering the conclusions that can be derived from each section of this 
review, a clearer idea might be developed of not only the current state of 
understanding in the relevant fields, but also a possible direction or focus for future 
research.

It was suggested that the concept of texture is more poorly defined than other 
isolated perceptual cues such as shading or stereopsis, and that both psychophysical 
experiments and computational models involving texture perception necessarily 
make simplifying assumptions about textured surfaces. We have thus yet to learn 
of the relative effects (if any) of three-dimensional (‘surface relief’) versus 
two-dimensional (‘optical’) texture, or the effects of transparent textured surfaces of
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differing orientation; or the true validity of the homotropy assumption.

It has also been shown that many investigations have been based on inadequate 
understanding of the texture gradients under scrutiny. Even work that has set out 
explicitly to identify the salience of factors affecting texture has ignored important 
aspects, such as inter-texel spacing (Cutting & Millard 1984).

The confusion between psychophysical measures and geometric measures has not 
been eliminated by computational models of texture perception, which initially at 
least, were based on entirely different principles to those thought to underlie human 
texture perception. And even those models which do not rely on restrictive 
assumptions or the direct output of very low level processes (DOG filtering or 
Fourier analysis) may not be able to account for possible higher level 
slant-from-texture perception where texels are defined kinetically, or by shading.

The explanations for slant underestimation are still many and varied, with some 
maintaining that it is due to misperceiving the straight ahead direction (Perrone 
1982), others seeing at as methodological flaw (Stevens & Brookes 1987), and still 
others dismissing it as a product of a visual process not intended for accurate slant 
perception (Todd & Reichel 1989). None of these possibilities is resolved by 
computational models which generally fail themselves to demonstrate bias in any 
particular direction, and can furthermore sometimes generate accurate orientation 
estimates in certain conditions where human observers cannot.

Perception of the third dimension from motion has been argued as best considered 
when subsumed by the study of optic flow, from which depth information, even 
that of objects moving within the visual field, can be extracted from the translational 
component of the optic flow field. Surface slant tilt and curvature can be extracted 
through using first and second spatial derivatives of retinal velocities, but 
psychophysical data suggests that the human visual system is unlikely to compute 
such derivatives directly (Simpson 1993). Surface slant can be perceived from a 
motion parallax consisting of a translation and deformation of a moving surface 
(Rogers & Graham 1979) as well as from a rotation of a surface about an axis 
normal to the line of sight (Young etal. 1993)

Of the models of cue combination, it is Modified Weak Fusion that is thus far most 
applicable to motion and texture perception. It seems from the little data available 
that motion and texture can be made to fit a model of linear weighted combination,
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and that when the texture cue is irregular, motion may be assigned a similar or even 
slightly higher weight.

It has also been suggested that slant-from-texture might not be readily applicable to 
tasks involving observer motion, it is the case the pictorial cues are used primarily 
for identification, and not for navigation, as has been claimed (Zimmerman et al. 
1995).

If the integration of the textural and motion components of visual stimuli are to be 
better understood, then emphasis must be placed on varying the types of motion 
and texture along with the perceptual factors being tested, such as a slant, tilt and 
curvature. Deserving of special attention are cases where texture alone provides 
ambiguous data (especially if the texture is impoverished) and the possibility of 
information reduction when motion cue velocity is sufficiently high to blur the 
available textural information.

1.8 Overview of Experimental Programme
It has been shown that the geometry of planar surfaces slanted in depth is poorly 
understood, such that the true nature of the properties of texture have not 
satisfactorily been defined. Confusion between orthographic and perspective 
projection is common, as is that between cue absence and cue conflict. It is 
therefore necessaiy to specify precisely the nature of surface geometry so that 
texture and motion properties can be calculated accurately and so that stimuli can be 
generated in which texture and motion cues can be precisely controlled. This is 
considered in chapter 2.

Experimental methodology for measuring observers’ perception of surface slant has 
been shown to be problematical. It is difficult to measure perception of slant, since 
the comparison must either be abstract, in a different modality, or a visual 
comparison which will provide the same kind of information. A way of measuring 
the relative contributions of texture and motion information in stimuli must also be 
specified. This is covered in chapter 3.

The experimental programme is divided into five phases, reported in chapters 4 to 8 
inclusive. The first of these concerns static texture, and resolves a number of
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methodological issues. The second (chapter 5) uses motion and texture cues, and 
indicates that greater variance in perceived slant is found within texture than 
between texture and motion. The third phase (chapter 6) is therefore concerned 
with properties of static texture. The fourth phase (chapter 7) is an attempt to 
investigate more fully the nature of the motion cue, so that in the final phase 
(chapter 8) a perturbation analysis of motion and texture cues can be applied to 
determine the relative weights of motion and texture cues in planar slant perception.

The experimental programme reported in chapter 4 concerns the use of static slanted 
textures, in which texture information in the stimuli is controlled by adjusting the 
transverse phase modulation of slanted line patterns, which enables the properties 
of scaling and compression to be independently assessed. It is found that the 
introduction of compression information with sinusoidal phase modulation has a 
statistically significant effect, but that the implications of this are difficult to educe, 
since a number of methodological factors are found to affect slant discrimination 
thresholds and biases. More salient is the effect of aperture size - the smaller the 
aperture through which a stimulus is viewed the more difficult is the slant 
discrimination task, but the stimuli do not necessarily appear less slanted.

In subsequent experiments, the phase-modulated gratings (‘wavy’ parallel line 
patterns) of chapter 4 are replaced by a different approach involving one 
dimensional gratings (parallel line patterns) of different orientations, the better to 
control the texture gradients in the stimulus. For the experiments described, three 
kinds of texture are used: vertical (0°) sine wave gratings are slanted and projected 
by ray tracing to give surfaces with compelling impressions of depth generated only 
by scaling or texture perspective; horizontal (90”) sine wave gratings, similarly 
slanted, also give compelling depth impressions, where here the gradient of spatial 
frequency in the image plane is cause by both perspective scaling and compression 
of the texture on the image plane; also used are surfaces composed of these two 
surfaces added together to give a checkerboard or ‘plaid’ pattern.

The experiments in chapter 5 involve the use of texture gradient and motion parallax 
cues in combination (i.e., the texture and motion cues provide the same information 
about surface slant; this contrasts with the motion rotation employed by Young et 
al., 1993). Slanted surfaces are generated with moving textures. Experiment 3 
concerns the effect of viewing distance on the perception pf slant from motion and 
texture. This is regarded as a variable of importance for a number of reasons, most
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specifically in its potential for disambiguating the notions explicit in the Ideal 
Observer Model of Blake, Biilthoff and Sheinberg (1993) which implies that the 
different texture cues will have different effects depending on the Field of View 
(FOV). More specifically, it has been suggested (Buckley, Frisby & Blake 1996) 
that at FOV <20° compression should be more effective than density (where density 
is effectively compression and perspective scaling combined); at FOV%20° 
compression and density should be equally effective, and at FOV>20° compression 
should be less effective than density. Psychophysical evidence presented by 
Buckley etal.., however, suggests that compression is the dominant cue irrespective 
of FOV.

The only significant effect of viewing distance is to raise the reliability of weak cues 
(ie the horizontal gratings) to nearer the level of the stronger cues (ie the vertical 
gratings or both gratings together), though without discrimination thresholds 
reducing to equivalent levels. Implications in terms of the Ideal Observer Model 
are discussed, and it is considered appropriate to use longer viewing distances for 
further studies.

Experiment 4 considers the effect on accuracy and subjectively perceived slant in a 
perceptual slant discrimination task of the two texture types (alone and in 
combination) and their allied motion types, as a preliminary investigation of the 
relative effects of texture and motion on slant perception. It is found that there is a 
significant yet very small effect of motion, that is adding motion cues to the 
stimulus causes a slight (2°) increase in perceived slant, but no change in slant 
discrimination threshold (i.e., no improvement in accuracy). The largest effect is of 
texture type: surfaces with the 2D plaid texture appear more slanted than those with 
a ID texture. Slant discrimination thresholds are also much lower for the 2D 
textured surfaces.

These results are supported by experiment 5 in which a different stimulus type is 
used. In the experiment 4, surfaces are planar, and when for example horizontal 
gratings are used, and are displayed at only small angles of slant (i.e., nearly 
vertical) only poor impressions of depth are generated, even if the discrimination 
thresholds are still measurable. Surfaces in experiment three, therefore, are 
identical except that the stimuli are composed of four identical surfaces whose tilt
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increases by 90“ in each segment of the stimulus to give a tunnel effect. Especially 
in the case of slanted horizontal gratings, these give better impressions of depth, but 
in a replication of experiment 4 they yield similar biases (i.e., similar perceived 
slant), and counter-intuitively, much higher slant discrimination thresholds (lower 
accuracy).

It is concluded from chapter 5 that viewing distance has little effect on either 
perceived slant or accuracy of slant discrimination within the range tested, and that 
motion of the surface plane also has little effect. Subsequent research, therefore, 
should focus on the significant effects of texture found in experiments 4 and 5, and 
then on different types of motion (i.e., changes in slant, tilt and twist of the surface, 
rather than just a change in phase of the grating on the surface).

The experimental phase reported in chapter 6 is designed for the further 
investigation of textural properties - more specifically the use of different spatial 
frequencies and different spatial frequency combinations at different angles of slant 
to determine their effect on the perceived slant and the accuracy with which slant 
discriminations could be made. Experiment 6 concerns only spatial frequency. 
Five spatial frequencies are adopted. These are logarithmically spaced and are 
neither so low as to give no satisfactory impression of slant, nor so high as to 
require the blurring of distant parts of the stimulus at high slant angles. The modest 
trend for slant discrimination bias to increase with spatial frequency is not found to 
be statistically significant. There are clear and significant differences, however, 
between texture types. Slant discrimination thresholds are higher for ID horizontal 
than for ID vertical textures, and for vertical textures than for 2D plaids. A similar 
order is found with biases, where 2D plaids appear more slanted than ID gratings. 
Once base levels are established for spatial frequency in experiment 6, the use of 
different frequencies combined can be addressed in experiment 7. The use of 
fractal stimuli and the notions of sub-texture and super-texture (Blostein & Ahuja
1989) are addressed here. Since experiment 6 establishes that even within a very 
limited range, different spatial frequencies might give slightly different impressions 
of slant, it is important to establish when combined, which frequency carries the 
higher weight, especially when they vary in contrast. Results are equivocal, but it 
appears that there are two effects of multiple frequencies over single frequencies, 
namely a reduction in threshold and bias for vertical and plaid textures, contrasting
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with an increase in threshold and bias for horizontal textures

In experiment 8, slant discrimination thresholds and biases are established for 
surfaces at slants between -45“ and +45“. It is found that discrimination thresholds 
are an inverse function of surface slant, with the thresholds for horizontal grating 
textures getting closer to those for vertical and plaid textures the greater the slant. 
This means that the more slanted a surface, the easier it is to perceive a slight 
change in its slant. Higher thresholds for negative slants are considered to be due 
to experimental procedure.

Experiment 9 brings together the stimuli of experiments 7 and 8. It might be 
assumed that super- and sub-texture would be of greater importance the higher the 
slant of the plane, and it is demonstrated that multiple frequency textures cause 
higher thresholds than single frequency textures at low slants, with equal thresholds 
at higher slants, with the indication of lower thresholds still at untested higher 
slant.

The final experiment concerning static texture, experiment 10, is an investigation of 
texture twist (the orientation of the texture pattern on the surface). The use of ID 
gratings lying orthogonal or parallel to the line of sight permits the independent 
control of perspective scaling and slant compression information. When a ID 
grating has a twist other than 0“ perspective scaling and slant compression are 
present and not readily extricable. Experiment 10 shows a trend for slant 
discrimination thresholds for ID textures to be high at twists other than 0“. When a 
texture pattern is 2D, however, the orientation makes no difference.

The three experiments reported in chapter 5 use motion in the plane of the texture 
slant. This has been demonstrated elsewhere to be adequate for the derivation of 
surface slant and tilt, but in Experiment 11 different types of motion are used. 
Surface slant, tilt, twist and distance are jittered. It is shown that the visual system 
is largely immune to irrelevant motion information, but slant discrimination 
thresholds are not reduced in the presence of motion information that might 
disambiguate ID texture information.

The final phase of the experimental programme (experiments 12 to 14 inclusive) is
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concerned with assessing the weight assigned to motion and texture cues in slant 
perception. This is measured by generating stimuli in which the motion slant and 
texture slant can vary independently, and measuring perceived slant as a function of 
motion texture disparity. Texture is found to be much more highly weighted than 
motion (experiment 12), so discrimination thresholds for changes in spatial 
frequency gradients and changes in velocity gradients are measured in experiment 
13 to determine how much more sensitive the visual system is to this kind of spatial 
information than it is to velocity gradient information. It is found that thresholds 
for changes in velocity gradients are about 30% higher than thresholds for changes 
in spatial frequency gradients. Experiment 14 is an attempt to increase the weight 
assigned to the motion cue by using a degraded texture cue. With a highly irregular 
texture pattern, there is evidence only from a single observer in one condition that 
the weight assigned to the motion cue can increase from about 10% to as much as 
30%. The mean effect, across observers and across conditions, is zero. That is to 
say, the weight assigned to the texture cue remains the same, even when the texture 
is irregular.

This contrasts with the results reported by Young et al. (1993). They used a 
motion consisting of a rotation about the horizontal axis, coupled with irregular 
volumetrically-defined texture. The weights apportioned to the texture and to the 
motion cues varied between observers, but were roughly equal. Both types of 
motion cues are common. A rotation occurs whenever an observer rotates or an 
object rotates in the visual field. A deformation of the kind reported above occurs 
whenever an observer or object translates along any axis in the visual field — the 
differential rate of translation created by the different depths causing the 
deformation. (Classic examples of this are given by Gibson, 1979, and by Rogers 
& Graham, 1979.)
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Chapter 2: Surface Geometry & Stimulus Generation

2.1 Introduction
Exploration of algorithms for the extraction of shape from texture (e.g.. Stone 
1991) has brought rigour to the description of the information content of textured 
surfaces in a way that was not possible with early experiments (e.g., Gibson 
1950a). It is important then that the approaches of computer vision and visual 
psychophysics are aligned, so that experimental procedures and stimulus generation 
which contravene what is already known about surface properties are not 
employed, and algorithms in computer vision do not ignore constraints of the visual 
system.

In section 2.2, previous methods of stimulus generation are discussed, and it will 
be shown that precise understanding of a visual scene is necessary in order 
accurately to generate valid stimuli. In section 2.3, previous analyses of texture 
gradients will be considered. It will be demonstrated that the type of texture used is 
linked with the understanding of the underlying surface geometry, since it is 
generally the case that an experimenter wishes to control some aspect of the surface 
geometry. This section will conclude with a justification and explanation of the 
texture types used in the experiments reported in the following chapter. In section 
2.4, the generation of slanted textured surfaces for display on a screen is explained, 
with emphasis on the methods adopted in the experiments reported in subsequent 
chapters. Section 2.5 summarises stimulus generation for the experiments reported 
in (i) chapter 4, (ii) chapters 5 to 7 inclusive; and (iii) chapter 8.

2.2 Review of previous generation methods
It was quite common in early research for experiments to be conducted, quite 
literally, in the field, as advocated by Gibson (1950a, 1979). Truly ecologically 
valid stimuli are rarely used today, however (but see Gibson & Bridgeman 1987). 
Such stimuli may have the advantage of ecological validity, but are difficult to 
control and their information content is not necessarily explicit or easy to make 
explicit. More common than real stimuli were images generated on flat (unslanted) 
surfaces that depicted slanted surfaces (e.g., Gibson 1950 to Vickers 1971; see 
chapter 1 for more details). With these it was easy to vary stimulus properties such 
as slant simply by redrawing the surface. Disadvantages included difficulty of
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generating images accurately and rapidly. An example of early computer-based 
stimulus generation is that of Braunstein (1976), although to generate motion 
sequences, individual frames still had to be shot separately by a conventional 
camera. More recently computer generated images have been used almost 
exclusively, although this does not preclude the generation of surfaces of uncertain 
information content. For example. Stone (1991) criticises the work of Cutting & 
Millard (1984) on the grounds that they controlled only the properties of the texture 
elements, not the inter-texel spacing.

The phenomenon of slant underestimation has led to partial use of real stimuli. 
Buckley, Frisby & Blake (1996) for example, use a real surface (a table) which is 
viewed binocularly and onto which is projected a texture pattern. For motion 
sequences, computer generated images are the only appropriate tool, especially 
when a large number of stimulus levels and experimental variables have to be 
manipulated. The validity of using computer-generated stimuli is generally accepted 
without question. In practice, generating images of three-dimensional scenes is 
well-documented, and achieving the appropriate projection is usually quite 
straightforward (Glassner 1989). It is the use of complex lighting models and haze 
effects, where the physical properties of the environment being simulated are not 
fully understood or implemented that can cause problems. This issue has been 
discussed by Johnston & Curran (1996), who found similar performance in shape- 
from-shading tasks with real and with computer-generated stimuli.

In order satisfactorily to generate two dimensional representations of three 
dimensional surfaces that are sufficiently accurate to be used as substitutes in slant 
discrimination tasks, the geometry of surfaces needs to be understood, and it is 
towards this that attention is now turned.

2.3 Surface Geometry
A surface whose normal is parallel to the line of an observer’s sight is defined as

unslanted, that is 0=0°. When a surface is unslanted the texture properties and

inter-texel relationships in the image plane are identical to those in the surface plane 
- they simply scale with viewing distance. The slant of a surface is the angle of the 
surface normal relative to the observer’s line of sight. The distance of different 
parts of a surface relative to an observer is a function of this angle. A surface’s
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orientation in three-dimensions has an additional component, the direction of a 
surface’s slant. This is generally termed tilt. As far as texture gradients are 
concerned, it is slant which determines the way in which texture properties of a 
surface grade with depth in the image plane or retinal image. Tilt is best described 
as the rotation of the projection of a surface in the image plane once it has been 
slanted. Slant and tilt, then are the components of the vector which describes the 
direction in which a surface normal is ‘pointing’ in three-dimensional space. There 
is a third variable in addition to these two which describes the orientation of the 
pattern on the plane. Twist is defined here as the orientation of the texture pattern 
within the plane. The term ‘twist’ is used in computer graphics, where what is here 
defined as slant and tilt are generally referred to by the terms elevation and azimuth. 
The terms slant, tilt and orientation are also equivalent to the engineering terms 
pitch, roll and yaw. Figure 2.1 shows these independent values. Figure 2.2 
shows the result of different perspective transformations to show the effects of 
slant, tilt and twist changes. An unslanted square is textured with a luminance sine 
wave grating. In figure 2.2a this is applied at a twist of 0°, that is the grating is 
vertical. In figure 2.2b, the twist is 45% and in figure 2.2c, 90“ (or horizontal). 
The surfaces are then slanted, to give the images on the y-axis, and then tilted, to 
give the changes shown on the x-axes. Note that since tilt and twist are operations 
on the image plane, when the slant angle is 0“, tilt and twist operations have the 
same effect on the image plane. Hence a surface with a vertical grating (twist 0“), 
and slant and tilt both set at 0“ is the same as a surface with a horizontal grating 
(twist 90“) with slant 0“ and tilt 90“.

An image of a planar textured surface oriented in three-dimensions can be generated 
in three stages, by taking a planar surface and performing a twist transformation, a 
slant projection transformation and a tilt transformation. The properties of this 
image are many, however, and they can be described in a number of ways.

When a surface is slanted, the further a texture element is from the observer, the 
smaller is the visual angle it subtends at the eye, or equivalently, the smaller is its 
projection in the image plane. Considering for the moment a texel or surface patch 
on a surface with tilt 0“, we can talk of the patch’s height and width in the visual 
field. These are the vertical angle subtended at the eye and the horizontal angle 
subtended at the eye, but these terms will be avoided in order to prevent confusion
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Slant

Twist

Figure 2.1. The orientation o f a sine wave grating in space can be 
described in terms o f  three com ponents. Twist  describes the 
orientation o f the grating in the plane. Slatit is the angle o f the plane 
relative to the normal to the observer’s line of sight. The surface can 
also vary in the ‘direction of slant’ or Tilt.
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Figure 2.2a. Twist 0°. Tilt angles 
on the x-axis are 0°, 45°, 90°, 135° 
and 180°. Slant angles on the y- 
axis are 0°, 41°, 60° and 74° 
(approximately).
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Figure 2.2b. T w ist 45°. T ilt 
angles on the x-axis are 0°, 45°, 
90°, 135° and 180°. Slant angles 
on the y-axis are 0°, 41°, 60° and 
74° (approximately).

Figure 2 .2c. T w ist 90°. T ilt 
angles on the x-axis are 0°, 45°, 
90°, 135° and 180°. Slant angles 
on the y-axis are 0°, 41°, 60° and 
74° (approximately).
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with the vertical and horizontal sine gratings used throughout the research 
programme. The width of the texel is due to perspective scaling. This is a simple 
function of height and distance (as illustrated in figures 2.3 and 2.4).

Where h is the height of the object, and d its distance from the observer, the angle 
subtended at the eye by the object can be expressed as

0 = 2arctan 2d
(1)

If an element is slanted then the way this changes the angle it subtends at the eye is 
most simply described in terms of orthographic projection. Under orthographic (or 
parallel) projection distance has no effect on image size. This is the approach taken 
in most of the early computational literature (e.g., Witkin 1981; Blake & Marinos
1990), because it is more easily implemented than perspective projection, in which 
distance information is preserved. Orthographic projection is considered 
appropriate only over small angles and distances, even though it is used exclusively 
in Structure From Motion, where it is not considered relevant (Braunstein 1990 
1994). If a flat object is slanted, even though the whole of its surface is still 
visible, its height in the visual field is reduced, hence it is compressed. If we 
consider not the optic angle subtended under polar or perspective projection, but the 
vertical extent of the surface as found in orthographic projection and shown in 
figure 2.5, the degree of compression is readily computed.

For a given surface the extent e of the surface relative to the observer O is a function 

of the surface’s length h and the angle of it slant 0, giving

e = h ' cos 0

Under perspective projection, however, matters are slightly more complicated, 
because as the surface slopes, parts of it tend towards the observer, and other parts 
away, and the angle subtended at the eye of a slanted element is a function both of 
compression and scaling. This is illustrated in figure 2.6. The difference between 
orthographic and perspective projection is shown in figure 2.7.
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Figure 2.3 The visual angle subtended by an object is a function of its height and
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point o f observ ation, O, the angle subtended at the eye, y , can be expressed as:

Y = 2 atan (t/d)
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Figure 2.4 The grating viewed through a square aperture (left-hand figure) is slanted with respect 
to the viewer and re displayed (right-hand figure). The increase in spatial frequency in the image 
plane from bottom to top due to the increase in distance o f the texture plane from the im age plane 
is a function of the surface’s slant and distance, as described in the text.
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cose

Figure 2.5. Under orthographic projection, the vertical extent o f a slanted 
surface is a cosine function o f the slant angle, 0, multiplied by surface 
length, 1.
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Figure 2.6 Under perspective projection, the compression o f a surface texel is a function
of distance from the observer as well as the surface slant and texel radius.
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viewpoint

orthographic viewing volume orthographic projection

viewpoint

perspective viewing frustrum perspective projection

Figure 2.7 A schematic showing the difference in images o f the same scene with orthographic and 
with perspective projection. In the upper figure the projection (on the right) is o f an orthographic 
viewing volume (on the left), in which the projected image is sim ply a compression o f  the z-axis 
onto the image plane. The faces of all non-occluded surfaces are visible in full at the same scale. 
In the lower figure, the projection (on the right) is o f a perspective viewing frustrum (on the left). 
Here, each point in the im age can be thought o f as the result o f  projecting a ray from the 
viewpoint, through the imagepoint, until it hits an object or surface in the frustrum.
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Here the angle subtended at the eye (y) by the surface of length 2 t  slanted 0° from

the vertical about its centre point is a function of both 0 and distance d (as shown in 

figure 2.8). This is again readily computable, given the following:

Y = atan
 ̂ t'cos0 ^

+ atan
d+  (t sin0 ) d -  (t sin0 )

t  COS0
(3)

In general, tilt will be assumed to be 0°. So reference to a slanted horizontal grating 
such as that in figure 2.9, indicates a grating whose twist is orthogonal to the 
direction of slant, while a slanted vertical grating is one in which the grating’s twist 
is parallel to the direction of slant. These convenient labels clearly hold only when 
tilt is 0°. Furthermore, reference to texels’ height and width will be understood in 
terms of a surface of zero tilt.

Given, then that we can calculate a surface’s or texel’s height or width at a given 
slant angle and distance, it is important to determine what this means in terms of 
traditional texture gradients. The analyses of both Cutting & Millard (1984) and 
Buckley etal. (1996) use a different means of describing an observer’s relation to a 
surface. Instead of using distance and slant angle, they assumed an observer 
standing on a flat surface and describe points on the surface in terms of an 
observer’s eye-height, e, and the distance from the observer’s feet, d. This is 
shown in figure 2.10. The height of a texel in the visual field (its Compression, C) 
is readily calculated (figure 2.11) as:

d + t ( d - t )
atan -  atani e J I e J

(4)

The width, P, in degrees of optic angle, is a function of the distance to the texel, 
and its size. Cutting & Millard express it thus:

P = 2 • atan (5)
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Figure 2.8. Under perspective projection, the angle subtended by a slanted surface or a
texel on the surface can be calculated in two parts, as described in the text.
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(a) (b) (c)

Figure 2 .9  The sine grating (a) is slanted under orthographic projection to give the compression in 
(b) and under polar projection to give (c). (Transformations are approximate, and do not portray 
accurate projections.)
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Figure 2 .10 An observer stands with eye-height, e, above a surface, at a distance, d, from the 
centre o f  particular texel (upper figure). The projection from the observer’s point o f  view is 
shown below.
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Figure 2.11 Given the distances d, e and t, it is possible to calculate the compression angle, y , 
as described in the text.
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This can also be expressed as a sinusoidal function, with a different distance 
component (see figure 2.12):

(6)
P = 2 asin Vd̂  + eSt^

Cutting & Millard also calculate a density function, D. This is expressed as the 
reciprocal of the product of C and P. That is to say, the product of C and P is the 
area of the rectangle around the texel, and an extension of this across the surface 
would give an area gradient. Instead, Cutting & Millard use the inverse of this, the 
density gradient.

The expression for C in equation 4 above is quite different to that expressed for y in

equation 3, though in fact they are a measure of the same angle. This is shown in 
figure 2.13. Where Cutting & Millard use the observer’s eye height e, and distance 
on the plane, d, these are quite easily related to a measure of slant angle and

distance from viewpoint to pivot point. The slant angle, 0 can be expressed as

0 = atan
(d (7)

and distance from viewpoint to surface pivot point D, can be expressed as

(8)

Similarly, given 0 and D, eye height e can be expressed as

e = D cos (0 ) (9)

and the distance from the observer’s feet to the surface patch, d, can be expressed
as

d = D - sin (0 ) (10)

The equations for the compression angle imply that:

atan
d + t

-  atan
d - t

= atan
t •COS0

+ atan
 ̂ t ' COS0 (11)

 ̂d + (t • sin0 ) j d -  (t ' sin0 ) ^
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Figure 2 .12  For a texel at distance, d, and with radius, t, v iew ed from eye-height, e, the 
horizontal angle subtended at the eye, requires the extension o f Pj or P 2 to the ground plane. 

The distance, P, and the angle, y, can be calculated as described in the text.
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Figure 2.13 A surface and its texture elements can be described in terms of observer eye- 
height e, and distance d. This is the type o f analysis used in Cutting & Millard (1984), 
and Buckley et al. 1996) . This is the same as describing in terms o f surface pivot 
distance, D, and slant angle, y .
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By substituting the appropriate functions from equations 7 to 10 in to equation 11, 
we can show that this is in fact the case.

The most important point to be taken from this exercise is not that there are two 
ways of expressing a surface’s slant with respect to an observer, but there are an 
infinite number of ways. We have conveniently taken the distance d to be the 
distance along the ‘line of sight’ from the observer to the surface. Given this fixed 
distance, a single static slant value corresponds to this for a given observer/surface 
relationship. But the distance need not be specified in this direction. Any number 
of distance and slant values can specify the orientation of a surface relative to an 
observer.

A more pressing concern with distance and slant angle, however, is the fact that 
gradients in the image plane are a function of both slant angle and distance.

An explicit and unequivocal definition of compression is difficult to specify. 
Cutting and Millard (1984) define compression as the reduction in the texel 
width/height ratio with increased slant. Buckley etal. (1996) define compression 
as the tendency for the orientation of image segments (whether explicit in the image, 
as with random lines, or implicit in circular elements) to tend towards 90° (ie flat) 
with increased slant. Neither definition is quite satisfactory. Figure 2.9c shows a 
compression gradient in which there is no texel height/width ratio, and hence no 
gradient. And all the line orientations are already at 90°. But the surface does 
convey a convincing impression of depth and slant.

That slant is observed in the case of the slanted one dimensional texture might be 
considered counter-intuitive, since the image of a slanted ID grating does not 
specify the slant of the surface which projects onto the image plane. Of course, an 
image can be a projection of any number of planar surfaces, but if various 
assumptions are made, such as those mentioned above, surface slant can be 
derived. If a ID grating is slanted, however, the spatial frequencies in the image 
plane are a function of the distance of the plane from the point of observation. A 
given spatial frequency gradient in the image plane can correspond to any number 
of slant angles of a textured planar surface, depending on the distance from which 
the surface projects. Correspondingly, a surface at a given slant angle can be used
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to generate any number of spatial frequency gradients in the image plane, again 
depending on the distance from which a surface projects. In general, the greater the 
distance from which a surface projects, the shallower the spatial frequency gradient. 
That is, the closer the perspective projection will approximate to an orthographic 
projction. With a ID grating, then, slant can only be calculated from the spatial 
frequency gradient in the image if distance is known. If a vertical grating is added 
to a horizontal grating, however, slant can be calculated. Since the spatial 
frequency gradient of the projection of the horizontal grating is a function of slant 
and distance, the compression due to slant can be calculated by assigning the same 
scaling as is found in the vertical component. This relies on the assumption that the 
spatial frequencies of the component gratings are identical.

2.4 Vector approach to stimulus generation
The ray-tracing of a three dimensional scene on a computer screen is akin to placing 
a window between a fixed observer and a real scene, and at every point on the 
window, plotting the intensity of light passing through the window at that point in 
the direction of the observer (figure 2.14).

An observer is positioned at the origin of a 3D Cartesian coordinate system. In this 
space are two planes, the image plane, and the texture plane, each with its own 
frame of reference. There are therefore three coordinate systems. The first of these

is the global 3D coordinate: The point of observation is [0 ,0 ,0] , the centre of the

image plane is [0,0,vd], and the centre of the texture plane, about which the

texture plane pivots, is [0,0,sd], where vd is the viewing distance from observer

to screen, and sd is the distance from observer to texture plane ( vd plus the image- 

plane distance)

The second frame of reference is the image plane. The 2D image plane coordinates

[ix,ly] describe a point on the image plane, which has centre [0,0,vd]. Since the

image plane is fixed and normal to the line of sight, all image plane coordinates map 
directly to global coordinates.

- 89 -



Figure 2 .14  In cross-section (top o f the figure) the observer views the infinite texture plane 
through the aperture o f  the image plane. At every point on the image plane, the intensity o f light 
is calculated from the point on the texture plane surface corresponding to that point on the image 
plane from the observer’s viewpoint. The centre o f  the texture plane (bottom o f the figure) is the 
point about which the surface slants and tilts. This point remains fixed with respect to the 
observer.
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im age plane sd-vd

0

texture plane

Figure 2 .15 The point o f observation 0, the centre of the image plane and the centre o f  the
texture plane lie on the line o f sight. The observer-image plane distance is vd, the observer- 
texture plane distance is sd, hence the image plane - texture plane distance is sd-vd. The 
shortest distance from O to the texture plane is pd. The texture plane has slant 0 and tilt (j).
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The final frame of reference is the texture plane. The 2D texture plane coordinates 

[tx,ty] describe a point on the texture plane, which has centre [0,0,vd]. The 

relationship between 2D texture plane coordinates and 3D global coordinates is a 

function of the surface’s slant, 0 and tilt, (j). This is illustrated in figure 2.15.

The function of the image generation algorithm is to calculate for every point 

[ix,iy] on the image plane, the corresponding point on the texture plane [tx,ty] 

with respect to the observer 0. The appropriate intensity is then assigned to [ix,ly] 

according to the surface function defined for [tx,ty].

This process can be broken down into two phases, the first being to calculate the 
global coordinates of the point of intersection of the texture plane and the ray from 0 

through [ iXjiy] .  The second is to calculate the coordinate on the texture surface,

[ tX , ty ] ,  corresponding to this point in 3D space.

The first part, calculating the point of intersection between ray and plane, can be 
broken down into five steps. These calculate the direction vector from the point of 
observation through a pixel on the image plane (step 1), and the distance from the 
point of observation to the texture plane in this direction (steps 2 to 4). From these, 
the coordinates of intersection can be calculated (step 5).

1. A direction vector D is calculated from 0  (the point of observation) to a point on 

the image plane [ix,ly], given a specified viewing distance, vd:

D =

ix-0

i y - 0

vd

_ J __
I x-0
iy-O

vd

(12)
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2. The vector describing the normal to the plane, N, is defined in relation to the 

slant 0 and tilt (j) of the surface.

N = -

sin ({) sin 0 

cos (j) • sin 0 

cos 0

(13)

3. The shortest distance, or plane-distance pd, from 0  to the plane is calculated 

from the slant of the texture plane, 0, and the distance sd from O to the texture 

plane’s origin [0,0,sd]:

pd = cos(0) sd (14)

4. The distance S, from 0  through [ix,iy] on the image plane to the texture plane is 

calculated using the direction vector D , the normal to the plane, N and the shortest 

distance to the plane, pd:

S = —
pd (15)

N .D

5. The intersection I between the ray through [ix,iy] and the plane is calculated in 

global coordinates from S and D. This simply extends the unit vector D by the

appropriate scale factor, S, to reach the texture plane:

l = S D (16)

The second part of the algorithm calculates the texture plane coordinates, given 
global coordinates calculated in the first part.

This is a 4 stage process which requires the calculation of the orthogonal vectors on 
the surface of the texture plane which correspond to the ty (part 1) and tx (part 2)
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axes. These are both orthogonal to the plane’s normal vector, calculated in part 

one. The coordinates [tx,ty] can then be specified (part 3), and the intensity for 

this point assigned the appropriate value given a luminance function for the surface 
(part 4).

1. The tilt vector, T is calculated as the partial derivative of the normal to the plane, 

N, with respect to 0. T is orthogonal to N and corresponds to the texture plane’s 

ty axis.

T=
aN
ae

sin (j) cos 0 

cos (() cos 0 

-s in  0

(17)

2. The vector for the axis tX , S, is orthogonal to both the plane normal vector N 

and the plane tilt vector T, and can therefore be calculated as their cross-product:

sin (|) sin 0 sin (|) cos 0 -  cos <|)

s = cos (|) • sin0 X cos (j) ' cos 0 = sin (|)

cos 0 -sin  0 0

(18)

3. The vector in the plane joing the intersection point, I , and the texture plane origin 

[0,0,pd] is given by

0
0

pd
(19)

The tx  and ty coordinates on the texture plane of this intersection point can be
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calculated by taking the dot product of this vector with the unit vector in the 

coordinate directions, S and T, respectively:

tx=

0
0

sd
(20)

^y=

0
0

sd
(21)

4. The intensity, I, of the point [ ix , ly ]  is then assigned that of [ tX , ty ] .  The 

texture plane is mapped with a sine wave grating of orientation p, and spatial 

frequency r. The texture plane is also animated, by shifting the phase of the grating 

by C radians, where C is 2jt divided by the number of frames used in the animation 

sequence. This gives

I = sin (r cos (p) - tX+ r -sin (p) -ty+ c) (22)

The intensity is calculated for every point in the image plane, and for every image in 
the animated sequence.

2.5 Stimulus Generation
2.5.1 Coplanar ‘hinged’ surfaces (experiments 1 & 2)
In the first two experiments, reported in chapter four, the stimuli consist of two 
hinged surfaces. Examples are shown in chapter four. The upper half of the field 
contains the slanted standard stimulus, a luminance sinewave grating of the form 
I=sin(x). The lower half of the field contains the test stimulus, a sinewave grating 
in which the phase of the grating could be shifted sinusoidally along the y axis, 
hence I=sin(x+fsin(y)), where f is the amplitude of the modulation (and f i s  a
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function of the spatial frequency of the carrier grating). These stimuli are all static. 
The largest aperture size used is 412 pixels in diameter. Images were generated and 
the experiment run on a Sun Sparcstation 330 with a 19-inch Trinitron monitor with 
a dot pitch of 0.30 mm, and vertical scan rate of 66 Hz.

2.5.2 Full field animated surfaces (experiments 3 to 10)
The stimuli used in experiment 3 to 10 are planar surfaces which cover the whole of 
the circular aperture used (up to 35°). The approach described in the previous 
section (2.5) can be used to generate images of surfaces at any slant, tilt or twist, 
with any observer-image and image-surface distance combination. The experiments 
in the experiments 3 to 10, however, are generated in a more restricted way. The 
image-surface distance is fixed at 250 mm, while the observer-image distance is 
either 250 mm (experiment 3) or 500 mm (all other experiments). Surface slants 
used are between -65° and +65°, while tilt is always set to 0°. Surfaces are either 
vertical sine wave gratings (i.e., twist 0°), horizontal sine gratings (twist 90°) or a 
summation of the two (apart from experiment 10). This plaid texture is created by 
generating two surfaces, one of each grating type, and summing them. In all cases 
contrast is set to 100%, and the display was linear in this range. Moving textures 
(as used in experiments 3 to 6 in chapter 5) are generated by shifting the phase of 
the gratings by one cycle over 33 frames. The display used was a 512 by 512 pixel 
window, with images generated in 8-bit gamma corrected greyscale. When the 
stimuli were animated, they were replayed at 16.5 frames per second, using the 
hardware frame synchronising timing signal to prevent flicker. A square-wave 
temporal presentation envelope was always used, and the phase of the grating 
stimuli was always constant. Images were generated and the experiment run on a 
Sun Sparcstation 10 with a 19-inch Trinitron monitor with a dot pitch of 0.30mm, 
and vertical scan rate of 66 Hz. The mean luminance of the display was 30.5 
cd/m^. In all trials, observers maintained fixation on the centre of the display by 
means of the small mouse ‘pointer’ which was kept on the central point of the 
stimulus.

2.5.3 Independent motion and texture slants (experiments 11 to 14) 
The stimulus generation algorithm used for experiments 12 and 13 is similar to that 
described in the previous section, except that the animation sequences generated are 
of textured surfaces in which the texture slant angle and the motion slant angle can 
differ. This is achieved, in effect, by projecting the texture surface slanted in depth 
onto an intermediate animation plane which is then itself slanted and projected onto 
the image plane. This is discussed in greater detail in chapter 8.
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Experiment 14 required the generation of stimuli with the same geometric 
properties, namely texture slants and motion slants of different angles, but because 
the texture was a photographic image, a different process was implemented. The 
texture surface was a ‘natural’ image, retouched to ensure that when tiled no 
discontinuities would occur across edges. The ‘cloud’ texture (Adobe Systems 
Inc., 1994) was a 512 pixel square 8-bit grey level image. Here the process of 
generating an animated surface is much the same as for Experiment 12, except that 
the texture to be mapped is not a function, but an image. This presents no problems 
initially, for where the previous algorithm simply determines the point tx,ty on the 
texture plane for a given image plane coordinate, and a function is calculated for 
(x,y), for an image texture, the appropriate scaled coordinates can be looked up. In 
the previous experiments, however, care is taken not to exceed the Nyquist limit, 
that is to sample beyond the resolvable spatial frequency, in order to avoid artifacts. 
This could quite easily be achieved, since there was only one, two or a few spatial 
frequency gradients in the image, and it was a simple operation to avoid spatial 
frequency and slant combinations which would have required sampling at a 
frequency higher than half a cycle per pixel in the image plane. With a natural 
image, however, the spatial frequency components are far more complex, and it is 
not possible to generate projection of such a slanted surface at an appropriate scale 
and slant angle without requiring a more sophisticated sampling operation. There 
are a number of ways of sampling a texture surface to avoid artifacts (Glassner, 
1989). The most convenient for the purposes of experiment 14 was the technique 
of MIP-mapping. This involves generating samples of an image at a number of 

scales; that is, images are generated of size 2" x 2" pixels, (0<n<9, for a 512 pixel 

square image). When the surface is slanted, the pixel intensity for a given point in 
the image plane is taken from a weighted linear combination of the intensities of 
pixels in the two MIP-MAPs of the nearest appropriate size, and the nearest pixels 
on each surface to the sampled point. Further details are given in Chapter 8. 
Images were generated on a Silicon Graphics Indy workstation using Silicon 
Graphics OpenGL rendering routines. The experiments were still run on a SUN 
Sparcstation 10 with a 19-inch Trinitron monitor with a dot pitch of 0.30mm, and 
vertical scan rate of 66 Hz.

- 97 -



Chapter 3: Experimental Methodology

3.1 Introduction
For a stimulus that can convey such a remarkably convincing impression of depth 
(see the figure on page 4), it is perhaps surprising that no consensus has been 
reached as to the most appropriate means of measuring an observer’s perception of 
the slant of a planar surface. It is necessary to implement a means of measuring 
slant perception which satisfies two constraints. Firstly, the accuracy with which 
slant is perceived and the degree of slant perceived must both be measured. 
Secondly, it must be ensured that what is measured is the perception of the slant of 
the surface, not a stimulus artifact. It will be argued that the most effective means 
of achieving these ends is to use a method of constants binary choice procedure, in 
which the stimuli are presented according to the method of single stimuli. A review 
and evaluation of previous experimental methodology (section 3.2) is used to 
determine the most appropriate methodology, and how this applied to the 
experiments reported subsequently is detailed in section 3.3.

3.2 Experimental methodology in slant perception
Experimental methodology in visual slant perception has been considered in chapter 
one, but a brief recapitulation is required here to explain why a precise 
psychophysical procedure involving the method of single stimuli is adopted.

A wide variety of methods were applied in early experiments to measure an 
observer’s perception of the slant of a textured surface. Initially, observers’ 
estimates of a surface’s slant were determined with a kinaesthetic palm board (e.g., 
Gibson 1950a), with a pivoting board set visually (Gruber & Clark 1956), or an 
unmarked rotating dial (Smith 1956; 1959). Other methods involved simply asking 
subjects which kind of stimulus looked most convincing as a surface receding in 
depth (Vickers 1971; Cutting & Millard 1984). One experiment by Vickers (1971) 
involved observers slowly uncovering textured patterns until they developed an 
impression of depth, and then covering them until the impression disappeared. 
More conventional procedures include adjusting of a test stimulus to a control (e.g., 
Epstein, Bontrager & Park 1962; Freeman, Harris & Meese 1996).

It should be noted that a number of experiments concerning depth from texture,
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particularly those involving cue combination, do not make an explicit measure of 
slant, but instead measured depth. Todd & Akerstrom (1987), for example, 
showed curved surfaces whose depth varied, and observers made a choice of semi
ellipses of differing depths which represented the cross-sections of the curved 
surfaces being viewed head-on. It has been demonstrated, however, that depths 
measured in this manner are inconsistent with local shape judgements of the same 
surfaces generated using gauge figures. Gauge figures are circles with central 
normal shafts adjusted in slant and tilt by the observer to match the perceived 
orientation of a local surface patch (Kappers 1997; Mamassian, Landy & Maloney 
1997). Cross-sections have also been used in slant measurement. Saidpour, 
Andersen & Braunstein (1997) used a pair of lines, the angle between which was 
adjustable, which observers set to match the slant of the test surface relative to the 
vertical.

The persistent difficulty with using a visual matching task is measuring the absolute 
slant angle perceived, because the same visual processes must be used by the 
observer to assess the slant of the test surface, and to adjust the slant of the standard 
surface. The approach of Weiler & d’Ydewalle (1993) exemplifies this. Test 
stimuli were slanted planar surfaces textured with irregular octagons. The standard 
surface was a regular grid of 49 squares with a shaft in the centre indicating the 
normal to the surface. Observers adjusted the slant of the grid to match that of the 
textured test surface, only the latter of which was viewed through a circular 
aperture. In this case, the experimental procedure will not reveal any biases in 
observers’ perception of slant perse, since any bias will apply to both the adjusted 
and the test surface. Moreover, there is a further consideration which confounds 
the validity of using matching visual stimuli, namely the relative projected distances 
of the test and adjusted surfaces. Since the spatial frequency gradient in the image 
is a function of the independent parameters of slant and distance, a matching 
paradigm must involve standard and test surfaces projected from the same depth. 
An observer can then match the perspective gradients of the two surfaces. If the 
two surfaces are at different distances, however, the matching perspective gradients 
will produce incorrect slant estimates.

There are further problems associated with measuring absolute perceived slant, 
however. Even when observers are asked to make judgements without recourse to
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any comparative surface, the response still depends on practice and feedback to 
earlier attempts. Since a surface slanted at x° will generate a different projection on 
the image plane depending on its distance from the image plane, observers make a 
different estimate of its slant (in the absence of other cues to scale the depth). Thus, 
slant can only be measured over similar distances or in a relative manner.

The palmboard (set visually) favoured by some early researchers (Gruber & Clark 
1956; Gillam 1968, 1970) could produce errors in slant estimation since the board 
is at a different distance from the observer than the test surface, and an observer 
could instead of matching the slants of the surfaces, match the gradients of 
perspective convergence.

Given that the absolute slant of a surface is at best difficult to measure, and since 
the concern of this experimental programme is the relative effects of motion and 
texture cues, it would seem apparent that the most appropriate methodology is one 
in which slant judgements are made relative to some standard. At least then it is 
clear what observers are basing their judgements on.

A further concern is the procedure used. The method of constants is an appropriate 
procedure which involves an observer making a forced choice between test and 
standard stimuli, the test stimulus being selected at random from a predetermined 
set of stimulus levels. A psychometric function is fitted as a cumulative normal 
sigmoid curve to the data obtained from each experimental run (figure 3.1). By 
calculating the standard deviation and mean of the underlying error distribution, the 
observer’s discrimination threshold and PSE for the perceptual task can be 
estimated. The discrimination threshold and the FSE correspond to the 84% and 
50% points on the psychometric function, respectively (figure 3.2). The 
discrimination threshold is given as the standard deviation of the cumulative 
gaussian sigmoidal psychometric function. This is a measure of the difficulty of 
the perceptual task: the higher the standard deviation, the flatter the function and the 
greater the observer’s uncertainty even at slants some distance from that of the 
mean.
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Figure 3.1 A sigmoidal function is fitted to an observer’s response profile.
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Figure 3.2  The Point o f  Subjective Equality is the slant angle corresponding to the 50% point of 
the function calculated. The bias is calculated as the mean slant angle (standard slant, here set at 
50°) subtracted from the PSE. The slant discrimination threshold is the difference between the 
slant angle corresponding to the 84% point and that corresponding to the 50% point.
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The PSE is the bias in degrees of the perceived slant of the test stimulus relative to 
that of the standard stimulus. It is a measure of how far the test psychometric 
function is translated from the standard psychometric function. For example, the 
standard stimulus may be set at 45°. The test stimulus, say a static horizontal 
texture of the same slant, may appear to slant at 25°. In this instance, for slants 
above 25°, and observer would tend to press the button indicating an appearance of 
greater slant than the standard, and only at slants of less than 25° would the button 
to indicate and appearance of lesser slant be pressed. Probit analysis would 
therefore estimate the 50% point of the function to be at 25°, and hence for there to 
be a bias of -20°.

This does not mean that such a stimulus actually appears to slant at 25°. It means 
that the surface appears to slant 20° less than the standard stimulus, which happens 
to be set at 45°. These experiments do not measure absolute slant. It is certainly 
the case that the control stimuli of 45° do not appear to slant at 45°, even when 
viewed under experimental conditions, that is, monocularly , through the blurring 
aperture. What is being considered is the perception of slant in conditions in which 
different stimulus motion and texture information is present. This approach is 
adopted because measuring absolute slant is problematical and in the case of solely 
considering texture against motion, it is for the most part irrelevant.

In the experimental reports in subsequent chapters, biases are not quoted as 
absolute values, merely as values relative to the standard. A negative value 
indicates that a stimulus type appears less slanted (that, is, nearer the vertical) than 
the feedback; while a positive value indicates that a stimulus type appears more 
slanted (further from the vertical) than the feedback.

3.3 Experimental psychophysical procedure
3.3.1 Composite Stimuli (experiments 1 & 2)
In the first part of the experimental programme, the test and standard stimuli are 
presented simultaneously as the lower and upper half respectively of the circular 
field. The observers's task is a 2AFC discrimination as to whether the surface in 
the lower half of the field is less slanted or more slanted than the surface in the 
upper half. This is equivalent to determining whether the two surfaces form a
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convex or concave edge.

3.3.2 Single Stimuli (experiments 3 to 14)
For reasons discussed in chapter four, the simultaneous presentation of test and 
standard stimuli used in experiments 1 and 2 is replaced in favour of the Method of 
Single Stimuli (McKee 1990). MOSS is used because it avoids possible problems 
of observers basing judgements on basic stimulus display differences rather than 
on perceived depth or slant. It involves temporal as opposed to spatial separation of 
comparison stimuli in a forced choice (2AFC) discrimination task. In the first 
phase of an experiment, an initial standard stimulus is displayed a number of times, 
from which the observer derives an impression of and remembers the perceptual 
property under investigation, in this case slant. In the second phase of the 
experiment stimuli of different levels (e.g., different slants) are displayed, with an 
observer making a judgement based on comparison with the standard stimulus 
shown in the first phase. In order that the observer maintain an accurate model of 
the percept of the standard stimulus, feedback is given on a preset number of trials 
during the second - test - phase of the experiment. On a feedback trial, a stimulus 
of the same type as the original standard stimulus is displayed, although it is shown 
at a random slant level. The observer is given auditory feedback to indicate whether 
or not they have made the correct discrimination. A psychometric function is 
generated from the observer’s response at different stimulus levels. Probit analysis 
is used to calculate the slope of this function, and hence the discrimination 
thresholds and PSE.

In experiments 3-13, the standard stimulus is a planar surface textured with one or 
more luminance sinewave gratings. In most cases it is slanted at 45°. This is 
displayed five times, for I.O seconds each, with a 1.5 second gap between 
presentations. Within the experiment each stimulus type has nine levels. For 
example, for a given texture type (say a horizontal grating of a particular spatial 
frequency), nine slant levels are used with gain set at 5°. These levels are therefore 
25°, 30°, 35°, 45°, 50°, 55°, 60° and 65°. Each of these is presented eight times. 
This is a sufficient number of trials to generate a satisfactory psychometric function. 
In order to prevent perseveration and stimulus bias, different trial types are mixed 
within one experimental trial. This ensures that slant judgements are made relative 
to the perceived slant of the standard stimulus.
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An experimental trial therefore consists of several stimulus types each at nine preset 
slant levels, each presented eight times. The order of these is randomised. On a 
given trial either the next stimulus in the randomised list is presented, or a feedback 
stimulus is presented with a probability of 0.2. Thus, approximately 20% of trials 
are feedback trials. These ensure that the observer maintains an accurate 
representation of the standard stimulus. The number of feedback trials is set as a 
compromise between the number of feedback trials observers would prefer (usually 
quite high) and the number of feedback trials which are strictly necessary for 
maintenance of an accurate representation (usually quite low).

A given stimulus is presented for 1.0 seconds. This length permits the cycling of 
one phase of the grating when animated. The duration is long enough to permit 
saccades, but observers were instructed to maintain a constant fixation, and none 
reported any difficulty in doing so. The stimulus is replaced by a field of random 
grey level noise. The observer then presses one of three buttons - one to indicate 
that the surface appears less slanted than the standard, another to indicate that it 
appears more slanted, or a third button to view the stimulus again. There is then a 
delay of between 0.5 and 1.5 seconds before the next stimulus is shown (the longer 
delays are caused by the extra time required to retrieve motion sequences from 
disk). If the trial is a feedback trial, the observer is informed with an audible signal 
whether their discrimination was correct or incorrect. If the observer requests 
another presentation of the current stimulus, this is displayed again for 1.0 seconds. 
There is no limit to the number of times an observer can view a given stimulus, 
though it is not possible to view previous stimuli, nor to alter a response once it has 
been made.

Because the ray-tracing stimulus generation procedure is computationally very 
intensive, especially for moving stimuli, for which 33 separate frames are 
generated, the stimulus levels have to be predetermined. Two constraints need to 
be satisfied in order satisfactorily to set appropriate levels. Firstly, the levels must 
be wide enough that the observer can easily perceive a difference in slant at the 
extremes of the stimulus levels. Secondly, there must be sufficient levels around 
the point of greatest uncertainty that a psychometric function can accurately be 
generated.
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In the experiments which are reported subsequently, the stimulus levels are 
determined in preliminary trials. For the most part, stimulus gap is 5°. This gives 
a wide enough spread, such that even for quite inexperienced observers, there are 
levels at the extremes whose relative slant is readily apparent; yet there are enough 
levels near the mean to generate a reliable discrimination threshold.
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Chapter 4: Compression by phase modulation

4.1 Overview
In a pair of related experiments a novel way of controlling texture properties was 
tested. Phase-modulated slanted sine wave gratings were used, which permitted 
independent control of compression and perspective cues. Slant discrimination 
thresholds and biases were measured for two different slant settings, three different 
aperture sizes and seven levels of sinusoidal phase modulation. In the first 
experiment, significant effects on slant discrimination bias of sinusoidal phase 
modulation, aperture-by-slant and aperture by phase modulation were found. There 
was also a significant effect on discrimination thresholds of aperture. No great 
change in the results was found when a pinhole was used to compensate for 
accommodation problems that might occur with a 25 cm viewing distance. 
Experiment two was a replication of experiment one with a different grouping of 
stimuli to avoid spurious pictorial cues and memory effects. Significant effects on 
slant discrimination bias of sinusoidal phase modulation, aperture by phase 
modulation and aperture by slant were found, as were significant effects on slant 
discrimination threshold of aperture, slant and the interaction between aperture, 
phase modulation and slant. Results are discussed in terms of perspective versus 
compression gradients, field of view, and the methodological implications for the 
independent control of texture gradients.

4.1.1 General Introduction
In chapter one, previous experiments involving assessing the relative contributions 
of different properties of texture were reviewed. The experiments of Cutting & 
Millard (1984) suggested that for planar textured surfaces slanted in depth, the 
perspective gradient is responsible for between 50% and 75% of the variance in 
subjects impressions of slant, the density gradient for between 25% and 33%, and 
the compression gradient for almost none at all. It was shown, however, that in the 
reported experiments, the texture properties were not adequately controlled. The 
paradigm employed, however, involved cue conflict, which would exaggerate any 
difference in relative texture property weighting. The authors also failed to take into 
account the inter-texel spacing on the surface, controlling only the properties of the

■106-



texels themselves.

Furthermore, in an analysis of algorithms for calculating slant from texture, Stone 
(1991) noted that previous attempts to explain texture gradient properties (e.g., 
Stevens 1982) had failed to take into account the difference between orthographic 
and perspective projection, and also failed the figure-ground distinction, assuming 
that slant judgements were based on the properties of the texels, not the equally 
salient inter-texel spacing.

It might seem that since properties such as perspective scaling, slant compression, 
and texel density are all derived from the same measures of slant, distance and texel 
size/spacing, it is not possible to control them independently. It was shown in 
chapter two, however, that by using one-dimensional textures slanted in depth, 
some measure of control could be established. If a vertically oriented grating were 
slanted in depth, the resultant spatial frequency gradient in the image plane would 
contain no compression information, only perspective scaling. Compression 
information could be added in one of two ways. Either the contours could be 
broken up into 2D texels, or the phase of the grating could be modulated along the 
y-axis to generate a ‘wavy’ two-dimensional pattern. The two experiments reported 
in this section adopt the latter method, on the grounds that phase modulation is a 
continuous and quantifiable measure. Phase-modulated patterns also produce 
impressions of slant and depth which are as strong as those produced with 
conventional 2D texels.

Another issue involved in slant-from-texture is that of aperture size, or the angle 
subtended by the surface visible. When the field of view is small the information 
available to determine slant is reduced: there are fewer texels over which to 
measure changes; or there are only small regions in which to measure surface 
statistics. For a given slant, there is also less change in any particular gradient over 
the smaller distance. It would be assumed, then, that the larger the field of view the 
more veridical the perception of slant, and there are some data supporting this 
(Freeman 1966; Flock & Moscatelli 1964). There is, however, some 
counter-evidence (Erikkson 1964). The degree to which the size of aperture affects 
slant under estimation therefore remains unresolved. The Ideal Observer Model of 
Blake, Biilthoff and Sheinberg (1993) predicts that at aperture sizes of about 20°,
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sensitivity switches from compression to density information, although Buckley, 
Frisby and Blake (1996) failed to demonstrated this effect in human observers. If 
there is an effect of cue weight and field of view, then this should result in an 
interaction between aperture size and amplitude of sinusoidal phase modulation.

A number of methodological factors are also controlled. Preliminary trials 
demonstrated that for inexperienced observers, discrimination thresholds could 
increase with long experiment durations. This provides a reason to keep 
experimental blocks short. However, a short block can only be used to test a 
limited number of conditions. Within a condition, where only one parameter 
varies, stimulus differences are minimal, and with fixed preset levels, observers 
could base their judgements less on differences in perceived slant, and more on 
artifacts. This provides a reason to mix as many conditions as possible within one 
experimental block. Experiment one therefore consists of short blocks, and 
experiment two is a replication of this with longer blocks.

4.2 Experiment I: Separate stimuli
4.2.1 Introduction
The experiment involves the manipulation of aperture, sinusoidal phase modulation 
and slant. Previous experimental data (Freeman 1966b; Flock & Moscatelli 1964) 
has suggested that the larger the field of view (the larger the aperture), the more 
veridical is slant perception, so it should be expected that decreasing the aperture in 
this experiment should increase discrimination thresholds, though the nature of this 
relationship (i.e., whether slant discrimination threshold is a simple function of 
aperture area) is uncertain. The larger the slant angle of the standard (comparison) 
surface, the lower the predicted threshold, since the change in a texture gradient is 
greater per degree of slant the greater the slant of the surface. The effect of 
introducing sinusoidal phase modulation is less easy to predict. Previous research 
has suggested the perspective cues are more important than compression cues in the 
perception of slanted, flat surfaces (Cutting & Millard 1984) so it might be expected 
that with no phase modulation the lowest thresholds will be derived, or at least that 
phase modulation does not decrease them. If increasing phase modulation 
generates surfaces with which compression is predominant, then thresholds should 
increase, and the use of surfaces with compression and perspective equally salient
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should produce thresholds no lower than those for perspective alone. Alternatively, 
since phase modulation generates a two dimensional as opposed to a one 
dimensional texture, a density gradient emerges, and if this is an important property 
in determining surface slant, simply introducing a small phase modulation should 
decrease slant discrimination thresholds. The effect on slant discrimination bias 
also requires consideration. It might generally be assumed that the fewer cues to 
depth or slant are present in a textured surface, the smaller the perceived slant angle 
or depth. Hence a correlation between bias and threshold is expected.

4.2.2 Method
4.2.2.1 Subjects
Two observers participated in all conditions: the experimenter JO and a paid 
volunteer, SW, who was unaware of the experimental purpose and predictions. 
Both had corrected vision.

4.2.2.2 Apparatus
Stimuli were slanted sine grating patterns displayed on a CRT screen, with the 
observer viewing the display monocularly at a fixed distance of 250 mm, using a 
chin rest (figure 4.1). A 19” Trinitron RGB computer monitor was used, with a 
vertical scan rate of 66Hz and a dot pitch of 0.30 mm. Observers used two buttons 
on a computer mouse to indicate their response. Images were generated and 
displayed by a Sun Sparcstation 330, with a graphics card supporting 256 grey 
levels. The experiment was conducted in a darkened environment in which the only 
light source was the monitor itself.

4.2.2.S Stimuli
The stimuli were slanted sine wave gratings. Each stimulus comprised a standard 
comparison grating (the upper hemifield) against which the observer was to 
compare the test grating (the lower hemifield). The images were generated by 
means of ray-tracing, using polar projection. The projection on the image plane 
was of two surfaces, the intersection of which was at a distance of 250 mm from 
the image plane. The graphics card supported 256 luminance levels, but was 
gamma corrected for the monitor to give a linear index.
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Chin rest

Mouse

Screen

Figure 4.1 Layout of apparatus. Observers viewed the screen from a distance of 25()mm. A 
chin rest was employed to prevent head movement. Observers fixated the centre o f the stimulus 
and indicated their response by pressing the appropriate button o f the mouse.
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The standard grating was slanted at one of two settings, either 40° or 25° from the 
vertical. It had a spatial frequency, at the centre of the display, of 1.33 cycles per 
degree.

The test grating was slanted at one of nine settings relative to the comparison 
grating at 5° intervals: -20°, -15°, -10°, -5°, 0°, +5°, +10°, +15° or +20°. These 
levels were determined in preliminary trials, in order to ensure that a satisfactory 
psychometric function could be estimated. The test grating had a spatial frequency, 
at the centre of the display, of 0.88 cycles per degree. The comparison and test 
gratings had different spatial frequencies so that perceptual judgement could not be 
made on the basis of contour matching. Both hemifields had zero tilt.

When the comparison grating was slanted at 40° and the test grating at -20°, the test 
grating was slanted at 20° from the vertical. When the test grating was slanted at 
+20°, its absolute slant was 60° from the vertical. For a comparison grating slant of 
25°, the corresponding maximum and minimum for the test grating were 45° and 5° 
respectively. Figure 4.2 shows the layout of these stimuli in cross-sections, 
including all three aperture sizes, both standard slants, and their respective 
maximum and minimum test slants.

The test gratings had compression information introduced by altering the phase of 
the grating on the y-axis in a sinusoidal fashion. Thus, instead of appearing as a 
pattern of parallel straight lines, they were ‘wavy’ lines. The amplitude of the 
phase modulation was specified as a fraction of the spatial frequency of the carrier 
grating. There were seven levels of sinusoidal phase modulation from 0 to 1.5 in 
steps of 0.25. Figure 4.3 gives an example of phase modulation 0.0 (with slants 
40° and +20°), figure 4.4 shows phase modulation 0.75 (with slants 40° and +/-0°) 
and figure 4.5 shows phase modulation 1.5 (with slants 25° and -20°).

The stimuli were viewed through circular apertures. There were three different 
aperture diameters: 128,212 and 412 pixels. They measured 38.5,64 and 124 mm 
across the screen, which corresponded to angles subtended at the eye of 8.8°, 14.6° 
and 27.9° respectively. Figure 4.6 shows a stimulus with comparison slant 25°, 
test slant -20°, and sinusoidal phase modulation 1.5. In figure 4.6a the aperture is 
412 pixels, in 4.6b it is 212 and in 4.6c 128.
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<412
1 2 1 2
1128

aperture

<

250 mm

40°
± 20 °

25°
± 20°

250 mm

Figure 4.2 This shows all three aperture sizes (128, 212 & 412 pixels), with both standard slants 
(40" in red and 25° in green) superimposed. The maximum and minimum test slants for each 
comparison slant can also be seen.
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Figure 4.3 Stim ulus in which sinusoidal 
phase m odulation amplitude is zero, and 
hence contains no compression information. 
In this instance aperture is 412  p ixels , 
standard slant 40°, and test slant +20°.

Figure 4 .4  Sinusoidal phase m odulation  
amplitude is set to 0 .75 . Aperture is 412  
pixels, standard slant 40°, test slant +/-0°.

Figure 4 .5  Sinusoidal phase modulation  
amplitude set to 1.5. Aperture is 412 pixels, 
standard slant 25°, test slant -20°.
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or 27.9°); in (b - bottom left) it is 212 pixels (64mm or 14.6°) and in (c - bottom right) 128 pixels 
(38.5mm or 8.8°).

- 114-



4.2.2A Design
The stimuli were arranged in blocks. Each block contained nine stimuli, 
corresponding to the nine relative slant settings of the test grating. There were 14 
blocks, one for each combination of comparison slant and sinusoidal phase 
modulation setting. The aperture was generated by the display program once the 
stimulus images were loaded. There were therefore 378 different stimulus 
conditions (9 relative slants by 2 comparison slants by 7 sinusoidal phase 
modulation settings by 3 apertures). A single experimental session involved a 
given aperture, phase modulation and comparison slant. Each of these 42 sessions 
was completed 3 times by each observer.

4.2.2.S Procedure
An observer sat 250 mm from the monitor and fixated the centre of the screen 
monocularly with head movement inhibited by a chin rest. When a stimulus was 
displayed the observer’s task was to determine whether the test grating was more or 
less slanted than the comparison grating. If it was less slanted (that is, more 
horizontal, with the two surfaces forming a concave shape), the left mouse button 
was pressed. Otherwise, the right button was pressed. The stimulus was erased 
when a button was pressed, and after the screen had been blanked to the mid grey 
of the aperture surround for up to five seconds, the next stimulus appeared.

Each experimental session involved the 9 relative slant conditions of a given setting 
of aperture, phase modulation and comparison slant being displayed 8 times each. 
These 72 stimuli were displayed in random order. The order of the sessions was 
pseudo-random There was no time limit to an observer’s decision making, and 
each session lasted a minimum of about five minutes. Sessions were grouped in 
periods lasting a minimum of an hour. The entire experiment, spread over more 
than a week, involved about eighteen hours of each observer’s time.

In summary, there were 3 aperture sizes, 7 sinusoidal phase modulation settings, 
and 2 comparison grating slants. 9 levels of slant, presented 8 times each were 
used to generate a psychometric function from an observer’s responses. Each 
session was completed three times. Each observer, therefore, made 9072 separate 
responses.
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4.2.3 Results
In this experiment, a bias figure is calculated as the PSE subtracted from the mean 
slant angle (either 25° or 40°). A negative bias indicates a surface appearing less 
slanted (nearer to the vertical), corresponding to the two surfaces in the aperture 
forming a convex shape, while a positive bias indicates a surface appearing more 
slanted, corresponding to the two surfaces forming a concave shape. The 
discrimination threshold is a measure of the accuracy with which slant 
discrimination can be made.

In summary, for each experimental condition (a given comparison slant, aperture 
and sinusoidal phase modulation) a PSE and a threshold were estimated. Since 
each condition was completed three times by each observer, three PSEs and 
thresholds for a given condition and observer were generated. The mean and 
standard errors of these are plotted in figures 4.7 to 4.18 inclusive. The threshold 
data are displayed in figures 4.7 to 4.12 inclusive and the bias data in figures 4.13 
to 4.18. For all graphs, sinusoidal phase modulation is plotted on the x-axis, with 
bias or threshold (always measured in degrees) on the y-axis. Results for each 
observer are plotted separately.

Figure 4.7 shows the thresholds for aperture 412 and comparison slant 40°. Here 
there is no apparent change with sinusoidal phase modulation or difference between 
observers. Figure 4.8 shows aperture 412 and slant 25°. Again there is little 
apparent trend. Figures 4.9 and 4.10 show threshold data for aperture 212, with 
comparison slants of 40° and 25° respectively. Here the thresholds are greater than 
they were in the aperture 412 cases, and vary more across sinusoidal phase 
modulation, though in no predictable fashion. Again, there seems to be little 
difference between comparison slants. Figures 4.11 and 4.12 show the same data 
for the smallest aperture. Here again we see an overall increase in thresholds, but 
there does not appear to be a consistent pattern of differences with sinusoidal phase 
modulation, observer or comparison slant.

These data were analysed with a three way repeated measures ANOVA. The only 
significant effect was that of aperture, for which F(2,l)=24.73, p=0.039.
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Slant Discrimination Threshold / Sinusoidal Phase Modulation 
Aperture 412, Slant 40

■♦—JO

Slant 
Discrimination 

Threshold 
(SD, degrees)

0.5
Sinusoidal Phase Modulation (cycles)

0.75 1.50.25 1.25

Figure 4 .7  For the largest aperture setting, slant discrimination thresholds are consistent across
sinusoidal phase modulation and across observers.

Slant 
Discrimination 

Threshold 
(SD, degrees)

Slant Discrimination Threshold / Sinusoidal Phase Modulation 
Aperture 412, Slant 25

12 -

10 -

4 -

2 -

1.5025 0.5 0.75 1.250 1
Sinusoidal Phase Modulation (cycles)

Figure 4 .8  For standard slant 25", the slant discrimination thresholds across sinusoidal phast 
modulation and across observers are as low and as consistent as for the 40° slant.

- 117-



Slant Discrimination Threshold / Sinusoidal Phase Modulation 
Aperture 212, Slant 40

22

20

18

16

14
Slant 

Discrimination 
Threshold 

(SD, degrees)
8

12

6

4

2

0
1,5025 0.5 0.75 1.2510

Sinusoidal Phase Modulation (cycles)

Figure 4 .9  With the aperture set at the intermediate size (212), slant discrimination thresholds are 
higher than for the larger aperture setting (figs 4 ,7  and 4.8), but there is no pattern across sinusoidal 
phase modulation or across observ ers.

Slant Discrimination Threshold / Sinusoidal Phase Modulation 
Aperture 212, Slant 25

JO
swv

Slant 
Discrimination 

Threshold 
(SD, degrees)

1.51.250.25 0.5
Sinusoidal Phase Modulation (cycles)

0.75

Figure 4 .10 A s fœ  standard slant 40°, so  for slant 25°. Higher slant discrimination thresholds than
for the equivalent 412  aperture condition. N o effect o f sinusoidal phase modulation or observer. 
Note the lower threshold for 0 .25 wav than either 0  or 0.5.
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Slant Discrimination Threshold / Sinusoidal Phase Modulation

22

20

18
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14
Slant 

Discrimination 
Threshold 

(SD, degrees)
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12

6

4

2

0
075 1.50.25 0.5 1 1.250

Sinusoidal Phase Modulation (cycles)

Figure 4.11 Slant discrimination thresholds for the smallest aperture setting are elevated in relation 
to the equivalent conditions with either of the larger apertures. Note the apparent negative correlation 
between threshold and phase modulation where Oiphase modulations 1.25.

Slant Discrimination Threshold / Sinusoidal Phase Modulation 
Aperture 128, Slant 25

Slant 
Discrimination 

Threshold 
(SD, degrees)
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20 ■JO
■SW18

16

14
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0
1.50.5 0.75 1 1.250 025

Sinusoidal Phase Modulation (cycles)

Figure 4.12 Slant discrimination thresholds with the lowest aperture setting for standard slant 25°. 
The trend for thresholds to decrease as sinusoidal phase modulation increases is noiser than for 
standard slant 40°, but still readily apparent.
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Slant Discrimination Bias / Sinusoidal Phase Modulation
Aperture 412, Slant 40

Slant
Discrimination

Bias
(degrees)

-10
■JO
SW

-15

-20
1.50.5 075 1 1250 025

Sinusoidal Phase Modulation (cycles)

Figure 4.13 The slant discrimination bias for aperture 412 and standard slant 4 0 “ increases slightly 
with pAiase modulation amplitude.

Slant Discrimination Bias I  Sinusoidal Phase Modulation 
_____________ Aperture 412. Slant 25____________

Slant
Discrimination

Bias
(degrees)

-10

-15

-20
1.25 1.50.5 075 1

Sinusoidal Phase Modulation (cycles)
0.25

Figure 4 .14  The slant discrimination bias for aperture 412 and standard slant 25“ shows no effect of
observer or o f  sinusoidal phase modulation.
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Slant Discrimination Bias / Sinusoidal Phase Modulation
Aperture 212, Slant 40

Slant
Discrimination

Bias
(degrees)

-10
JO
SW-15

-20
1.50.75 1.250 0.5 1025

Sinusoidal Ptiase Modulation (cycles)

Figure 4 .15  With the intermediate aperture setting, the slant discriminatio bias for standard slant 40 ' 
shows a slight positive correlation with sinusoidal phase modulation.

Slant Discrimination Bias / Sinusoidal Phase Modulation 
_____________ Aperture 212. Slant 25____________

Slant
Discrimination

Bias
(degrees)

-10
JO
SW-15

-20 H
1250.25 0.750.5

Sinusoidal Phase Modulation (cycles)

Figure 4 .16  The correlation between sinusoidal phase modulation and slant discrimination bias for
standard slant 25 ' is similar to that for slant 40 ' in fig 4.15
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Slant Discrimination Bias / Sinusoidal Phase Modulation 
Aperture 128, Slant 40

Slant
Discrimination

Bias
(degrees)

-10
-JO
-SW

-15

-20 A
0.750.25 0.5

Sinusoidal Phase Modulation (cycles)

Figure 4.17 The trend that emerged for slant discrimination bias with the intermediate aperture size is 
more readily apparent here with the sm allest aperture size. Bias in this slant 40° condition is 
positively correlated with sinusoidal phase modulation for both observers.

Slant Discrimination Bias / Sinusoidal Phase Modulation 
_____________ Aperture 128, Slant 25____________

Slant
Discrimination

Bias
(degrees)

-10
-JO
-SW

-15

-20
1.51.250.25 0.5 0.75 1

Sinusoidal Phase Modulation (cycles)

Figure 4 .18  The data here for slant discrimination bias at aperture 128 with standard slant 25° are
noiseier than for slant 40°. It is still apparent however, that there is a positive correlation between  
and sinusoidal phase modulation.
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Figures 4.13 to 4.18 inclusive show the bias data. Figures 4.13 and 4.14 show 
that with aperture 412 biases are quite small, and there is no particular pattern with 
sinusoidal phase modulation, observer or comparison slant. When the aperture is 
reduced to 212, a pattern appears to emerge as bias changes with sinusoidal phase 
modulation (in both figures 4.15 and 4.16). There is little or no bias with zero 
sinusoidal phase modulation, but for sinusoidal phase modulation settings between 
0.25 and 1.5, bias increases from about -10° to nearly 4-5°. This effect is more 
pronounced with aperture 128 (see figures 4.17 and 4.18), although there are 
greater inter-observer differences.

These data were analysed with a three way repeated measures ANOVA. There are 
significant effects of sinusoidal phase modulation, for which F(6,l)=5.37, p=0.03; 
aperture by phase modulation, where F(12,l)=3.81, p=0.014; and aperture by 
slant, for which F(2,l)=23.47, p=0.041. The effect of aperture alone approached 
significance: F(2,l)= 18.32, p=0.052

4.2.4 Discussion
The experiment involved the assessment of aperture size, sinusoidal phase 
modulation and comparison grating slant. The most salient effect is that of aperture 
size. The graphs in figures 4.7 to 4.12 show that as aperture decreases, threshold 
increases. The effect is significant, and concurs with the observers’ subjective 
impressions that the smallest aperture gave almost no impression of depth 
whatsoever, except with the most extreme relative slant settings, and that even with 
aperture 212 the stimulus sometimes appeared to be no more than a flat image. 
Discriminations were consequently harder to make. The effect of aperture on bias 
is less clear. There is little or no bias with the largest aperture size, but as the 
aperture diameter decreases, a pattern emerges in which bias increases from 
negative towards zero with increases in sinusoidal phase modulation. A negative 
bias indicates that the surface appears more horizontal than it actually is. There is 
an anomaly, however, when the phase modulation depth is 0.25, where surfaces 
appear less slanted than with phase modulations at either 0.0 or 0.5.

It might be assumed that since previous studies, as mentioned in the introduction, 
have shown perspective cues to be better for perceiving the slant of flat surfaces 
than compression cues that the use of zero sinusoidal phase modulation would lead
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to near veridical perception, and indeed there is no bias here. Introducing 
sinusoidal phase modulation disrupts the pattern of perspective convergence, but 
when the sinusoidal phase modulation setting is small, the compression information 
now introduced is also difficult to detect. It might be that it is only with an increase 
in sinusoidal phase modulation that the compression information is sufficiently clear 
to give slant information equal to that of the perspective gradient alone.

There are reasons, however, to discount such a convenient explanation. Since the 
smallest aperture size gave no impression of depth, observers reported using 
strategies other than apparent slant to make discrimination decisions. It might be 
that it is the cues other than those pertaining to slant which are responsible for the 
pattern of bias found with smaller apertures. Figure 4.19 shows the nine different 
relative test grating slants with an aperture of 128 and sinusoidal phase modulation 
of 1.25. There is less impression of depth for the test slant than for the standard 
comparison grating. In the latter, perspective convergence is apparent, but in the 
test slant neither compression nor perspective convergence can readily be 
identified. It is possible to detect a difference between the positively and negatively 
slanted test gratings however. The positively slanted test gratings (those belonging 
to the first four stimuli of figure 4.19) show a detectable wavy pattern in the y-axis 
phase modulation of the grating. The negatively slanted test gratings show no such 
pattern. The grating is compressed to the extent that it appears to be composed of 
alternating lines of grey blur and black and white patches. It is therefore possible to 
make a relatively reliable discrimination of relative slant without perceiving depth in 
the test slant at all.

It is also the case that increasing sinusoidal phase modulation in slanted gratings 
does not increase compression and make perspective convergence information less 
explicit in a linear manner. Figure 4.20 illustrates the difference between five 
sinusoidal phase modulation settings. The comparison grating slant is 25°, with 
relative slant +-0°, and the aperture is 212. It can be seen that when the sinusoidal 
phase modulation is set to 0.5, the peaks of one part of the grating’s modulation are 
aligned with the troughs of the next part of the grating’s modulation. This gives an 
impression of a test slant of zero sinusoidal phase modulation. Adding sinusoidal 
phase modulation to a slanted grating introduces compression information at the 
expense of making perspective convergence more difficult to identify. In the case
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Figure 4 .19  All stimuli are shown with aperture 128, comparison slant 40° and waviness 1.25. 
Reading in rows from top left to bottom right, the relative test slants are -20°, -15°, -10°, -5°, + -0 \  
4-5°, 4-10°, 4-15° and 4-20°. Although there is little or no impression of slant in any of these stimuli, 
those with positive and those with negative relative slant can be distinguished by the presence or 
absence of lines of blurred grey in the test hemifields.
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Figure 4.20 Aperture 212, slant 25°, relative slant 0°, waviness 0, 0.25, 0.5, 0.75, 1.0.



Figure 4.21 Aperture 212, slant 25°, relative slant 0°, waviness 0.5. The enlarged central part of 
the stimulus (outlined in red on the original) seem s on it own to suggest two surfaces at right 
angles.
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of sinusoidal phase modulation 0.5, however, the perspective convergence is 
almost as easily identifiable as the compression. It might be anticipated that this 
would generate more accurate discriminations, but this does not appear to be bom 
out by the results. There is a lesser effect at a sinusoidal phase modulation setting 
of 1.0, and this too sees no improvement in discrimination.

A false impression of concavity leading to a negative bias might also be given by 
the boundary between the comparison and test slants. Observers fixated this central 
part of the stimulus, and when sinusoidal phase modulation is introduced, the 
central strip here gives an impression of two surfaces almost at right angles (figure 
4.21).

Another consideration is the use of a very short viewing distance (250 mm) for an 
image depicting a surface at twice the distance. Apart from possible extra fatigue 
due to focusing on such a near stimulus for extended periods, it was felt that the 
high degree of accommodation required to focus at such a short distance might 
affect results.

Although the viewing distance was 250 mm, the centre of the slanted gratings were 
generated to appear to be 500 mm from the viewer, that is, 250 mm behind the 
aperture. It could be that with the eye accommodating to focus an image only 250 
mm distant, any propensity towards a fronto-parallel tendency might be increased.

A limited replication of Experiment 1 was conducted by one observer, in which the 
stimuli were viewed through a pinhole of 2 mm diameter. Fewer conditions were 
employed, however. The aperture 412 was used in conjunction with the 
comparison slant 40°, and the aperture 128 was used with comparison slant 25°. 
There was no systematic pattern of differences in results, but the use of a pinhole 
did in some conditions generate very slightly lower thresholds, while also giving 
slightly higher biases. There was, however, no difference in the pattern of either 
with sinusoidal phase modulation.

A number of methodological restrictions prevented further investigation with the 
pinhole. The first of these is the fact that the pinhole used measured 2 mm in 
diameter. Ward and Charman (1987, cited by Frisby, Buckley and Horsman 1995) 
concluded that a pupillary diameter of 0.5 mm or less is required to produce open-
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loop accommodation over the stimulus range 0 - 4.5D. The same effect may be 
produced over a more limited range in some subjects with pupil diameters up to 1 
mm. This indicates that the pinhole used may have been ineffective. A further 
drawback is that the pinhole was aligned by hand by the observer, where an array 
of pinholes mounted on spectacle frames as used by Frisby etal, would have been 
more appropriate.

4.3 Experiment 2: Grouped stimuli
4.3.1 Introduction
In the discussion of experiment 1, it was suggested that, especially with the smaller 
apertures, there was too small a difference between certain stimuli for accurate 
perception of relative slant to be made, and that as a consequence, observers were 
basing their slant discrimination decisions on other factors. One such factor was a 
memory effect made possible by the use of only nine different stimuli in an 
experimental session.

Experiment 2 was conducted to measure this effect. If the stimuli are randomised in 
larger groups, so that the differences between them depend not only on relative 
slant, but also on sinusoidal phase modulation, then ‘guesses’ of slant based on 
blur would not be so easy. This is because differences in blur will be caused both 
by changes in slant and sinusoidal phase modulation.

It is predicted that with relative slant and sinusoidal phase modulation varying 
randomly together, perception will be based only on the apparent slant of the 
surfaces, and that as a result, more errors will be made. An increase in slant 
discrimination thresholds over those of experiment I is to be expected. The likely 
effect on bias is less clear, but it might be considered that this experimental 
rectification will generate biases which are nearer the ‘true’ biases induced by these 
stimuli. Specific effects for each of the three factors (aperture, phase modulation 
and slant) are as predicted for experiment 1.

4.3.2 Method
4.3.2.1 Subjects
Observers JO (the experimenter) and SW (paid volunteer) participated in experiment
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2. Both had corrected vision; only the experimenter was aware of the experimental 
design and hypotheses.

4.3.2.2 Stimulus generation and display
The stimuli were identical to those employed in Experiment 1. They were, 
however, presented in a different manner. In Experiment 1, a stimulus block 
contained nine stimuli, corresponding to the nine relative slant settings of the test 
grating, and there were 14 stimulus blocks, one for each combination of 
comparison slant and sinusoidal phase modulation setting. For Experiment 2 all the 
stimulus blocks for a given comparison slant were concatenated, giving just two 
stimulus blocks, one for 40°, the other for 25° comparison slants. There were still 
the same 378 different stimulus conditions (9 relative test slants, 2 comparison 
slants, 7 sinusoidal phase modulation settings and 3 apertures), but now a single 
experimental session involved a given aperture and comparison slant, with 
sinusoidal phase modulation randomised within the session.

4.3.2.3 Procedure
The procedure was the same as that of Experiment 1, other than for the nature of 
each experimental session. Each session involved the 9 relative slant setting of each 
of the 7 sinusoidal phase modulation settings. Only comparison slant and aperture 
were fixed for a given session. Each of the 63 stimuli (9 x 7) were displayed eight 
times each, in random order, giving a total of 504 stimuli presented per session 
(compared to the 72 of experiment I). Each session lasted up to forty minutes. The 
order of the sessions was pseudorandom. As with experiment 1, the sessions were 
spread over a period of more than a week, and involved about eighteen hours of 
each observer’s time.

To summarise the experiment, there were 3 aperture sizes, 2 comparison grating 
slants, 7 sinusoidal phase modulation settings, and 9 relative test slants. Each 
condition was shown 8 times within the relevant session. Every session was 
undertaken 3 times. Each observer, therefore, made 9072 separate discriminations. 
The one difference between Experiment 1 and Experiment 2 was that in the latter the 
stimuli were grouped in larger randomised sessions, so that an observer could not 
make slant decisions based on factors not directly relating to slant.
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Slant Discrimination Threshold I  Sinusoidal Phase Modulation
Aperture 412, Slant 40
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Figure 4.22 Slant discrimination thresholds for the largest aperture and standard slant 40  are similar 
fcM’ grouped and for separate data blocks.
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Figure 4.23 As with standard slant 40°, slant discrimination thresholds for standard slant 25° with the 
largest sqxrture are consistent and low regardless o f stimulus grouping, observer or sinusoidal phase 
modulation setting.
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Figure 4.24 Slant discrimination thresholds in the grouped condition show greater inter-observer 
effects for aperture 212 and standard slant 40° than the separate condition.
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Figure 4.25 No difference between grouped and separate conditions is evident in the slant 
discrimination thresholds for aperture 212 and standard slant 25°.
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Figure 4 .26  Slant discrimination thresholds for standard slant 40° with the smallest aperture size 
exhibit large variance, which drowns the trend for thresholds in the grouped condition to be slightly 
higher than in the separate condition.
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Figure 4 .27 Slant discrimination thresholds with standard slant 25° and aperture 128. The downward 
trend in threshold with increasing sinusoidal phase modulation evident in the separate stimuli is 
masked somewhat in the grouped condition.
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Slant Discrimination Bias / Sinusoidal Phase Modulation 
Aperture 412, Slant 40

Slant
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Figure 4 .28  The slant discrimination bias for aperture 412 with standard slant 4 0 “ shows no reliable
trend with observ er or grouping, but a slight tendency to increase with sinusoidal phase modulation.
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Figure 4 .29  A greater interobserver disparity is the only apparent effect for slant discrimination bias
with standard slant 25“ and aperture 412.
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Slant Discrimination Bias / Sinusoidal Phase Modulation 
Aperture 212, Slant 40
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Figure 4 .30  Inter-observer differences in the grouped condition are the salient feature o f  the slant
discriminaticMi biases for aperture 212 and standard slant40“.
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Figure 4.31 As with slant 40, the slant discrimination bias for aperture 212 and standard slant 25“ 
show a pattern o f  one observer showing an effect o f grouping, and the other not.
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Slant Discrimination Bias / Sinusoidal Phase Modulation 
_____________ Aperture 128, Slant 40____________
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Figure 4.32 Slant discrimination biases for aperture 128 and standard slant 4 0 “. Observer JO shows
in general increased biases in the grouped over the separate condition, while observer SW shows 
decreased biases.
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Figure 4.33 The trend highlighted for aperture 128 and standard slant 4 0 “ is more apparent here with
slant 25*. Observer JO shows increased biases when the stimuli are grouped, while observer SW  
shows decreased biases.
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4.3.3 Results
Observers’ responses were recorded and analysed as in experiment 1. The means 
and standard errors of the threshold and bias data for each observer and condition 
are plotted in the graphs in figures 4.22 to 4.33 inclusive. The results from 
experiment 2 are plotted with open triangles (the ‘grouped’ data in the legend), and 
are superimposed on the results of Experiment 1 (plotted with closed circles - the 
‘separate’ data in the legend) for comparison purposes.

The thresholds are presented in figures 4.22 to 4.27 inclusive. Figures 4.22 and 
4.23 show that for the largest aperture, there was little difference in error between 
the grouped and separate stimuli., though figure 4.23 does suggest perhaps a 
slightly greater inter-observer difference for grouped stimuli. There therefore does 
not appear to be a particular pattern of changes with sinusoidal phase modulation or 
comparison slant. Greater effects are apparent with the smaller aperture, 212. 
Figure 4.24 seems to show that for a comparison grating slant of 25°, there is little 
difference between the separate stimuli of Experiment 1 and the grouped stimuli of 
Experiment 2, but figure 4.25 shows a slightly different pattern for the comparison 
grating slant 40°. Both observers seem to show greater thresholds in the sinusoidal 
phase modulation range around 1, but no distinct pattern emerges. The results are 
even less coherent with aperture 128, as shown in figures 4.26 and 4.27.

A three way repeated measures ANOVA was used to analyse the threshold data. 
The three way interaction between aperture, phase modulation and slant is 
statistically significant; F(12,l)=2.96, p=0.036. Two other effects approach 
significance. For aperture, F(2,l)= 10.75, p=0.0851 and for slant, F(l,l)=61.03,
p=0.081.

While the pattern of slant discrimination thresholds demonstrates little coherence, 
the biases are more readily interpreted. Figures 4.28 to 4.33 inclusive show the 
data plots. For aperture 412 and comparison slant 40° (figure 4.28) there seems to 
be no clear pattern for the grouped data, which seem very similar to the separate 
data from experiment 1. With a comparison slant of 25°, however, there is a clear 
difference for one observer only (figure 4.29). When the aperture is reduced to 
212, this effect can be seen more clearly (figures 4.30 & 4.31), with observer JO 
showing an increasing positive bias with the grouped data (Experiment 2) but not
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the separate data (Experiment 1). Observer SW shows no such effect. With an 
aperture of 128, the two observers show different effects with grouped stimuli 
compared to separate stimuli. Both figures 4.32 and 4.33 show that observer JO 
demonstrates a bias which is greater than that for separate stimuli above sinusoidal 
phase modulation 0.5, but less for sinusoidal phase modulations below 0.5. 
Observer SW, on the other hand, demonstrates a greater negative bias across all 
sinusoidal phase modulation settings for grouped as opposed to separate stimuli.

A three way repeated measures ANOVA was used to analyse the bias data. The 
effect of sinusoidal phase modulation approaches significance: F(6,l)=4.09, 
p=0.055. The interaction between aperture and slant also approaches significance: 
F(2,l)=9.39, p=0.096. The interaction between aperture and waviness is highly 
significant: F(12,l)=9.82, p=0.0005.

The effect of grouping was also analysed. A four way repeated measures ANOVA 
was used on the data from experiments one and two, to test for the effect of 
stimulus grouping. For the slant discrimination thresholds, the one effect that 
approached significance was the four way interaction between grouping, aperture, 
phase modulation and slant: F(12,l)=2.25, p=0.88. For the slant discrimination 
biases, the interaction between grouping, aperture and sinusoidal phase modulation 
was highly significant: F(12,l)=6.51, p=0.001.

4.3.4 Discussion
There is a tendency for thresholds and biases to increase in the ‘grouped’ 
experiment (2) compared to the ‘separate’ experiment (1), especially for the smaller 
apertures. There were, however, certain inter-observer differences in the direction 
of the increase of bias.

The similarity in results (both threshold and PSE) for aperture 412 suggests that in 
both cases perception is based on slant, and that the resultant biases are genuine 
perceptual effects. It was possible that experiment 2 disguised biases in the 
aperture 412 conditions, for the reasons mentioned earlier. In the slant 25° 
condition with aperture 412, observer JO shows an increase in PSE with grouped 
stimuli, and this observer’s bias difference is also present with aperture 212, in 
both slant conditions. The reason for this inter-observer difference is not clear.
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Were there a greater threshold for the other observer (SW) in these conditions, it 
might be concluded that observer SW, failing to perceive accurately the differences 
in slant was simply guessing more, and that observer JO was picking up on a cue 
that enabled regular decisions to be made but which caused a reliable bias.

With the smallest aperture (128), neither observer derived an impression of depth. 
Observer JO found discrimination most difficult when sinusoidal phase modulation 
was zero (and generated greater thresholds for comparison grating slants of both 
40° and 25°). Observer SW, however, found a sinusoidal phase modulation of 
0.25 the most difficult, though this is only demonstrated clearly with slant 25°. It is 
difficult to make any other firm conclusions from the aperture 128 data. There is no 
clear pattern of increased thresholds over Experiment I, which is what might be 
expected if grouping actually made the task more difficult.

The difference in biases for aperture 128 between experiments 1 and 2 is unusual. 
Experiment 1 showed a greater trend for bias to increase with sinusoidal phase 
modulation, that is, the greater the sinusoidal phase modulation, the more vertical 
the stimulus appeared. But while observer SW showed large (as much as -27°) 
negative biases for small sinusoidal phase modulation settings which increased to 
near zero biases for large sinusoidal phase modulation settings, observer JO 
showed biases which started only a few degrees below zero and increased to +18°.

There are two possible explanations for this pattern of bias. The first is that the 
greater the sinusoidal phase modulation, the less the stimulus looks like a surface 
slanted in depth at all, so the test grating always looks vertical and hence more 
positively slanted than the comparison grating (which always had sinusoidal phase 
modulation zero). The second is that the introduction of sinusoidal phase 
modulation impaired the perspective gradient, but did not produce a readily 
perceivable compression gradient.

4.4 General Discussion
The discussion sections relating to each experiment have focused on methodological 
issues. It is important, however, to consider what conclusions can be drawn and 
what directions for future research can be established from the data generated in
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experiments 1 and 2 once methodologically induced biases have been discounted.

The variable which appears to have had least impact on slant discrimination 
thresholds and biases is the comparison slant. This had only two values, 40“ and 
25°, which are quite close together. Certainly, impressions from examples of these 
stimuli (see, e.g., figs. 4.4 to 4.7) suggest that the two are fairly indistinguishable. 
The range of comparison slants could not be extended, however, without 
narrowing the range of relative test slants which were used to generate the 
psychometric functions.

That the use of a smaller aperture caused an increase in thresholds is obvious, and 
concords with previous research mentioned above. The data do not disambiguate, 
however, the two possible causes of aperture or FOV effects. An increased 
aperture could reduce discrimination thresholds, either because it provides a greater 
number of points to sample, or because there is greater variation over the texture 
gradients present. The results cannot support either interpretation (or an interaction 
between them). The effect of FOV is relevant for models of slant estimation. For a 
gradient based model, a larger FOV gives greater variation in texel properties over 
the visible surface, and will therefore reduce slant estimate error. For an isotropy- 
based model, however, the gradient in the image is irrelevant. It is the fact that 
there is a greater area over which to measure image edge tangent orientations which 
can reduce slant estimation error.

The effect of aperture size on bias requires more careful interpretation. Because 
discrimination was tested by a 2AFC method, slant underestimates were not 
generated. It might be the case that using a smaller aperture increases the frontal 
tendency simply because there is so much more fronto-parallel surface in the field 
of view than slanted surface behind it. There are further considerations regarding 
aperture size that are relevant. Work in the field of texture segmentation has 
established that segmentation fails not far into the periphery of the field of view 
because of falling acuity, and that the process does in fact scale with the cortical 
magnification factor (Saarinen, Rovamo & Virsu, 1987). The difficulty of 
generating stimuli of sufficient size and resolution has precluded study of full field 
texture perception thus far, and this would permit the use of stimuli with no 
aperture at all. (It should be noted that few surfaces in the real world occupy large
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visual angles, and that other cues which can disambiguate depth and define the 
aperture as separated in depth from the slanted surface may be invaluable.) Neither 
is there research detailing the effect of viewing surface eccentrically. We might 
expect this to generate effects similar to those found for texture segmentation, but it 
might in addition permit the separation of the effects of aperture size (and tendency 
to perceive the surface as part of the aperture) and the amount of detail present in the 
slanted stimulus.

The use of y-axis phase modulation of the slanted test gratings has generated 
equivocal data. Some of the uncertainty in the results can be attributed to 
methodological considerations previously mentioned, such as the loss of depth 
impression with small apertures and the impression of right-angled surfaces at the 
point of fixation. This suggests the using hemifields might be inappropriate with 
textured surfaces, and that surfaces separated temporally rather than spatially might 
be better suited for comparison purposes. It would also allow the use of surfaces 
textured with sine gratings set at a twist angle of 0° (i.e., slanted vertical gratings). 
These were not used in experiments 1 and 2 because pilot data indicated that they 
appeared as occluding surfaces rather than surfaces joined to the slanted comparison 
surfaces. Tilted surfaces were excluded for the same reason.

The use of phase-modulated gratings to generate surfaces in which the perspective 
and compression information is controlled independently has yielded results 
indicating the compression might be a stronger cue than has previously been 
considered. However, a number of methodological considerations mentioned 
above suggest that stimuli of this sort do not generate unequivocal data.

Furthermore, since the object of the experimental programme is to determine the 
relative weights of motion and texture cues in slant perception, it is necessary to 
employ stimuli in which the motion and texture cues are similar in nature. If a 
phase modulated grating is used, then the compression information which is 
introduced spatially has a surface y-axis jitter as its logical motion corollary.
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Chapter 5: Identical Motion & Texture Cues

5.1 Introduction
It was shown in chapter one that both motion and texture can be strong cues to 
depth. There has been a considerable body of psychophysical and computational 
literature concerning slant from texture and much work has been conducted on 
depth from motion in general, although very little has been directed explicitly at 
slant from motion.

Lately, however, attention has turned to the way in which measures of a scene 
extracted through different modules or cues are subsequently combined (e.g., Clark 
& Yuille 1990), and this has revealed the paucity of data (other than Braunstein, 
1976, and Young et al. 1993) relevant to motion and texture, even though any 
stimulus containing a motion cue to depth must in some sense also have a texture or 
pattern which moves. Some studies (e.g., Braunstein 1976) have tried to exclude 
or eliminate texture cues in such stimuli through the use of random dot patterns, 
though the results of such studies are not unequivocal (as was argued in chapter 
one).

In order satisfactorily to investigate texture and motion cues, the information 
content of stimuli must be explicit. As far as the motion content of a stimulus is 
concerned, this is quite straightforward. Koenderink & van Doom (1975, 1976) 
showed that in a region of an optic flow field, the flow can be completely described 
as the sum of a translation {tram) and three differential invariants, div, curl and def. 
Two of these are vector quantities and two scalar: tram is a vector, as is def, the 
shear or expansion along one axis with contraction on the other which maintains a 
constant area. The two scalars are div, an isotropic expansion; and curl, a 
component describing local rotation. Freeman et al. (1996) have shown that 
surface slant and tilt should be extricable from the magnitude and direction 
respectively of the def vector. They develop a model of slant estimation that is 
based on which predicts perceived slant accurately in random dot displays, even 
when perceived slant is distorted by changing the deformation in the random dot 
displays.
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The information content of texture surfaces is more problematical, but the use of 
one-dimensional texture gradients, whose generation was described in chapter two, 
permits independent control of different aspects of texture parameters to the extent 
that the relative contribution of the two determinants of a texture’s projected 
distortion onto the image plane, namely perspective scaling and compression, can 
be assessed.

The image of a slanted vertical grating, as demonstrated in chapter 2, contains only 
perspective scaling information. The image of a slanted horizontal grating contains 
compression and scaling information. When the two are present together as a plaid 
the compression component (which codes surface slant) can be extracted from the 
horizontal grating. By analogy, if y  is known, then x  can be calculated from xy.

It should be noted that both horizontal gratings and vertical gratings alone when 
slanted convey strong impressions of depth, sufficient for a convincing 
size-constancy illusion such as that shown in figures 5.1 to 5.3. That this presents 
difficulties for certain slant from texture algorithms, such as Witkin (1981), was 
discussed in chapters one and two.

Textured surfaces such as these (horizontal and vertical slanted gratings) when set 
in motion (through a cycling of their phase) generate motion patterns with similar 
information to the static texture. That is, where spatial frequency (in cycles per 
degree) in the image is high, velocity (in degrees per second) is low, and vice 
versa.

It is argued by Malik & Rosenholtz (1994) that the process of extracting depth from 
texture is precisely analogous to the process of extracting depth from motion or 
stereopsis. All cues to depth from motion and stereopsis are based on information 
present in multiple perspective views of a given surface layout in a scene. In 
stereopsis, the eyes receive slightly different view of the same surface layout; in 
depth from motion, it is the relative motion between the scene and the observer 
which generates different perspective views. Shape from texture can be considered 
in the same framework if one considers two local regions on a surface in a scene 
which has a consistent texture pattern. The appearance of the two regions in a 
single monocular image will be slightly different due to the slightly different
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Figure 5.1. S ize constancy illusion with 
slanted horizontal grating texture. The 
distant globe (in the top right-hand corner 
of the image) appears to be larger than the 
near globe (in the bottom left-hand corner 
of the im age), though they are o f course 
identical in size. This demonstrates that 
dep th  is p erc e iv ed  ev e n  w ith  a 
one-dim ensional texture whose projection 
onto the image plane gives a confounding 
of scaling and compression. The angle o f  
slant here is approximately 75° from the 
vertical.

Figure 5.2. S ize constancy illusion with 
slanted \ ertical grating texture. The distant 
globe (in the top right-hand corner o f the 
image) appears to be larger than the near 
globe (in the bottom left-hand corner of the 
image), though they are o f course identical 
in s iz e . T h is dem onstrates that a 
convincing im pression o f depth can be 
d er iv ed  from  p e r sp e c t iv e  sc a lin g  
information alone. The angle of slant here 
is approximately 75°.

Figure 5.3. S ize constancy illusion with 
slanted vertical and slanted horizontal 
grating textures summed. The distant globe 
appears to be larger then the near globe, 
though they are of course identical in size. 
In this case, where both sca lin g  and 
compression information are extricable, the 
illusion is stronger than in Figures 5.1 and 
5 .2 . T h e a n g le  o f  slan t here is 
approximately 75°. It should also be noted 
that it is not readily apparent that the 
texture here is composed of a summation of 
the horizontal and vertical gratings in the 
previous two figures, though this is in fact 
the case.

Wllir
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geometrical relationships that they have with respect to the observer or camera. 
There are therefore multiple views in a single image.

In the case of the stimuli to be used in the experiments in this section, the analogy is 
much closer since the spatial frequencies in the images due to projective texture 
distortion are directly related to the inverse of the velocities of the local motion of 
the surface. In fact, since the moving stimuli are set to have a temporal frequency 
of one cycle per second, inverse velocity measured in seconds per degree is 
identical to spatial frequency as measured in cycles per degree. This type of motion 
does convey strong impressions of depth (Rogers & Graham 1979), but is not the 
only type of motion which can convey such impressions (see earlier discussion of 
the work of Young eta i, 1993). No other types of motion from which slant can be 
calculated have received such attention, however, in terms of their computation 
from optic flow (as considered for motion parallax by Freeman etal., 1996).

As reported earlier, most investigations of texture have used two-dimensional 
texture patterns. Attneave & Olson (1966), however, while still using two- 
dimensional patterns, used stimuli composed of vertical lines and horizontal lines 
added together, to give a surface similar to the plaids used in the experiments 
reported here. Their two test surfaces consisted of lines parallel to the direction of 
tilt (equivalent to the vertical gratings used in these experiments) set at a high 
positive slant, with lines orthogonal to the direction of tilt (equivalent to the 
horizontal gratings used in these experiments) set at a high negative slant. In almost 
all cases, observers reported an apparent slant concordant with that depicted by the 
perspective lines, rather than the compression lines. Gillam (1970) has also 
reported data which suggest that observers rely more on perspective lines than on 
compression lines.

Flach, Hagen & Larish (1992) also used stimuli composed of parallel line elements, 
except that they used a simplified flight simulation task to measure observers’ 
sensitivity to ID texture and motion gradients. Three stimulus types were adopted: 
(i) equally spaced lines parallel to the direction of tilt (similar to the vertical gratings 
of the following experiments); (ii) equally spaced lines orthogonal to the direction 
of tilt (similar to the horizontal gratings of the following experiments); and (iii) both 
line-types added together (similar to the plaid gratings of the following 
experiments). These were simulations of ‘ground textures’ as the observer flew 
over a simulated flat terrain, i.e., there was optic flow deformation in the display. 
The observer controlled altitude with a joystick, while disturbance was added to the 
stimulus on three axes: vertical, lateral and fore-aft. These disturbances were 
introduced at different frequencies, and by measuring the frequency response in the

- 145-



observers’ joystick inputs, it was possible to calculate how effectively the observer 
maintained altitude with disturbances in each of the three axes. The results 
indicated that texture parallel to the direction of motion (i.e., like the vertical 
gratings in the following experiments) had ‘a clear advantage’ over texture 
orthogonal to it.

Mention should also be made of the density gradient. Blake, Biilthoff & Sheinberg 
(1993) demonstrate an Ideal Observer Model of texture perception, in which it is 
implied that around the critical Field of View of 20°, emphasis shifts from 
compression cues to density cues, although further empirical work (Buckley, 
Frisby and Blake, 1996) has shown an emphasis on compression relative to density 
whatever the FOV. In the case of one-dimensional stimuli, however, the nature of 
the density gradient is unclear. With a slanted grating, for example, the one
dimensional density is identical to the spatial frequency, with a measure of two- 
dimensional density simply reflecting the spatial frequency gradient presented by 
perspective information. In these cases it presents no further information. If, 
however, the density gradient is calculated in the manner adopted by Cutting & 
Millard (1984), where the perspective scale is multiplied by the compression, a null 
gradient emerges in the one-dimensional case.

Three experiments are reported in this chapter. Experiment 3 is designed to 
determine the effect of viewing distance (and correspondingly, image size) on the 
perception of slant with texture and motion cues. This has implications for Field of 
View (Blake, Biilthoff & Sheinberg, 1993), in which information content as well as 
image size increases. The purpose of the experiment, however, is mainly to 
determine appropriate methodological constraints.

Experiment 4 uses the same stimulus design as experiment 3, except here the 
relative effects of the two types of texture (and their combination) and the two 
types of motion (and their combination) are investigated. Experiment 5 is a 
replication of experiment 4 with slightly different stimuli from which greater 
impressions of slant are derived.

The information to be extracted here is the relative effects of the different texture 
and motion cues. Since texture and motion are not independent in these
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experiments, insufficient data will be forthcoming to derive a potential model of the 
combination of texture and motion cues along the lines, for example, of Young, 
Landy & Maloney (1993). Rather, the aim is to determine the relative strengths of 
motion and texture when the information these cues contain is similar.

Once it has been determined in this preliminary study how effective motion and 
texture are in combination as cues to slant, an outline for further experiments can be 
established which will refine the motion and texture content with the aim of 
constructing a test of models of motion and texture information combination.

5.2 Stimuli and Design in experiments 3 to 5
The stimuli in experiments 3, 4 and 5 consist of three texture types: a horizontal 
sine wave grating (fig 5.4a) and a vertical sine wave grating (fig 5.4b); these could 
be summed to give an orthogonal plaid texture, as shown in figure 5.4c.

Each of these grating components could also be animated; that is, its phase could 
shift one cycle during the presentation of the stimulus, with the direction of the 
phase shift randomised. There are thus two types of texture and two types of 
motion. These give eight different combinations of texture and motion, as 
illustrated in figures 5.5 to 5.7 inclusive. Figure 5.5 shows that motion which can 
be present in the stimulus when both gratings are summed. Figure 5.6 shows the 
motion with only one grating. Figure 5.7 shows texture alone: the two gratings and 
their combination. Clearly the four information ‘sources’ are not independent, 
since motion cannot be present without the texture which moves also being present. 
It is only the texture types which are independent. Hence there are only eight 
possible combinations rather than sixteen.

The spatial frequency is set at 0.75 cycles per degree. This means that for a grating 
of 0° slant (normal to the line of sight), the spatial frequency would be 0.75 cycles 
per degree throughout the image, but for the slanted gratings used in the 
experiment, this value clearly holds only for the centre row of the display 
containing a vertical grating (or centre point in the case of a surface which tilts as 
well as slants) about which the surface pivots. In the case of the horizontal grating, 
spatial frequency for the 45° stimulus varies from 4.36 cycles per degree at the top
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Figure 5.4a Example o f  a vertical grating 
slanted to approximately 50”. The effect o f an 
aperture midway between observer and image 
is simulated.

Figure 5.4b Example o f a horizontal grating 
slanted to approximately 50”. The effect o f an 
aperture midway between observer and image 
is simulated.
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Figure 5.4c Example of a 2D  plaid grating 
slanted to approximately 50”. The effect o f an 
aperture midw ay between observer and image 
is simulated.
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Figure 5.5 When both gratings are present, m otion is either 
left/right parallax (c), approaching/recessing parallax (b), or a 
combination of the two — a diagonal motion (a).
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Figure 5.6 When only a single grating is present, motion is either 
approaching or recessing in the y-axis (a), or left-right parallax on 
the x-axis (b).
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Figure 5.7 Static texture is either a slanted vertical grating (c), a 
slanted horizontal grating (b), or a summation of the two (a).
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of the stimulus to 1.09 cycles per degree at the bottom of the stimulus. For the 
vertical gratings, spatial frequency for the 45° stimulus varies from 0.45 cycles per 
degree at the bottom of the stimulus to 1.11 cycles per degree at the top of the 
stimulus. Local speed is determined by the spatial frequency.

As described in chapter three, the Method of Single Stimuli is used, with preset 
levels. For all stimuli the mean slant is set at 45°, with nine levels at 5° intervals 
(determined in preliminary trials), giving a range of slant settings from 25° to 65°.

5.3 Experiment 3: Viewing Distance
5.3.1 Introduction
The three parameters of viewing distance, surface spatial frequency, and aperture 
size are interrelated in determining how much of a surface (in terms of cycles of a 
given frequency) is visible.

The number of cycles visible can be increased in a number of ways. Firstly, the 
aperture size or Field Of View (FOV) can be altered. It was demonstrated in 
experiments 1 and 2 that decreasing FOV increased slant discrimination thresholds 
significantly, though there was no evidence to indicate a particular emphasis change 
on cue type, as predicted by the Ideal Observer Model of Blake, Biilthoff and 
Sheinberg (1993). Secondly the spatial frequency can be increased, so that for a 
given viewing angle, more cycles are visible.

If the viewing distance is increased, then the spatial frequency (in cycles per degree) 
is reduced, but if the surface frequency is decreased at the same rate, visual angle 
subtended at the eye (and number of visible cycles) remains constant. In this case 
the information content is identical, but the angle subtended at the eye is different. 
Of course, as distance changes, so do the spatial frequency gradients in the image, 
but this is controlled by using separate standard (comparison) stimuli in the method 
of single stimuli for different viewing distances. Most ‘real world’ or ecologically 
valid textures (Gibson, 1979) subtend large visual angles, so it is pertinent to 
investigate whether it is larger visual angles per se that are important for perception 
of slant from texture, or merely the greater information content this makes 
available.
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There are also methodological considerations to be taken into account, in that a 
longer viewing distance permits longer experimental duration without causing 
observer fatigue to increase discrimination thresholds. It may also be the case that 
accommodation problems at shorter viewing distance might lead to perceived slant 
tending more towards the fronto-parallel.

5.3.2 Method
5.3.2.1 Design
The experiment consisted of two factors: viewing distance and stimulus type. 
There were two viewing distances, 250 mm and 500 mm, and eight stimulus types, 
as described in section 5.2. The general design and methodology was as described 
in chapter three. The standard stimulus was the stimulus with all four information 
sources, set at 45° slant.

Discrimination thresholds and biases were measured for the eight stimuli at the two 
viewing distance, but as far as this experiment is concerned, only viewing distance 
and the interaction between viewing distance and stimulus type are of interest.

5.3.2.2 Subjects
Two observers, JO and WC, participated in the experiment. Both had corrected 
vision; both were experienced psychophysical observers; WC was an unpaid 
volunteer, unaware of the purpose of the experiment. Both had previously 
undertaken a number of preliminary pilot trials.

5.3.2.3 Apparatus & Materials
The experimental arrangement was as described in chapter three. Observers viewed 
at either 25 cm with aperture diameter 12.5 cm, or at 50 cm with aperture diameter 
25 cm.

5.3.2.4 Procedure
One experimental block consisted of eight presentations of nine slant levels of each 
of the eight stimulus types in random order, coupled with a 20% probability of a 
feedback trial on any given presentation, preceded by a five presentations of the 
standard stimulus. Stimulus duration was 1.0 seconds, with a 1.5 s gap after
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observer response before presentation of the next stimulus. Each block consisted 
therefore of 696 stimulus presentations. These were completed three times by each 
of the observers at both 25 cm and 50 cm viewing distances, i.e., there were 6 
experimental sessions for each observer. Slant discrimination thresholds and biases 
were calculated for each of the eight stimulus types and two viewing distances in 
each of the three experimental runs, and the mean of these recorded

5.3.3 Results
Figures 5.8 to 5.15 inclusive illustrate the results. In each case the x-axis is divided 
by stimulus category, represented by icon, as described above and illustrated in 
figures 5.5 to 5.7. The 2D textures are shown on the left half of the graph and the 
ID on the right. The top half of each iconic representation shows which texture 
components are present and the bottom half which motion components. The left 
hand side of each shows which vertical component is present, and the right hand 
side which horizontal component.

The mean slant discrimination threshold for observer JO, across all stimulus types, 
was at 50 cm 2.8“ and at 25 cm 3.2°. The respective figures for observer WC are 
2.4° and 3.5°. A 2-way repeated measures ANOVA was used to analyse the data. 
There was no significant effect of viewing distance alone, but the interaction 
between viewing distance and stimulus type was highly significant: F(7,l)=8.52, 
p=0.006. While there was considerable variation in threshold across conditions, it 
was generally the case for both observers that thresholds at 50 cm were lower than 
those for 25 cm, as figures 5.8 and 5.9 show, although this difference is small and 
differs in magnitude between observers, and fails to reach statistical significance. 
That there is a pattern in differences with stimulus type is shown more clearly in 
figures 5.10 and 5.11, in which the differences in thresholds between 25 cm and 50 
cm conditions are plotted. The interaction between viewing distance and stimulus 
type is clear here, with larger differences in thresholds between distances found in 
conditions with large absolute thresholds. These are mainly the ID cases.

The mean slant discrimination bias for observer JO, across all stimulus types, was 
at 50 cm -3.1° and at 25 cm -3.0°. The respective figures for observer WC are- 
2.0° and -1.7°. The data are plotted in full in figures 5.12 and 5.13.
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Slant Discrimination Threshold / Viewing Distance
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Slant 5 
Discrimination 

Threshold 4 
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re HE
Figure 5.8. The mean discrimination thresholds for observer JO at the two viewing 
distances of 25cm and 50cm across the eight stimulus condition. The discrimination 
thresholds for different stimulus conditions show a consistent pattern here. In six of the 
eight conditions, thresholds are higher at 25cm than at 50cm, though differences are small.

Slant Discrimination Threshold / Viewing Distance 
Observer WC
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Threshold 4 
(SD, Degrees) 

3
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Figure 5.9. The mean discrimination thresholds for observer WC at the two viewing 
distances of 25cm and 50cm across the eight stimulus condition. The discrimination 
thresholds for different stimulus conditions show a consistent pattern here. In six of the 
eight conditions, thresholds are higher at 25cm than at 50cm, though differences are small.
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Slant Discrimination Threshold Difference, Observer JO 
(threshold at 25cm - threshold at 50 cm)
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Figure 5.10. The Slant discrimination thresholds at the 50cm viewing distance subtracted 
from those at the 25cm viewing distance for observer JO. This shows how much easier the 
50cm viewing condition was. With the exception of static horizontal and static plaid 
textures, the difference is greater the fewer cues there are in the stimulus.
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Figure 5.11. The Slant discrimination thresholds at the 50cm viewing distance subtracted 
from those at the 25cm viewing distance for observer WC. This shows how much easier the 
50cm viewing condition was. With the exception of static horizontal and static plaid 
textures, there is a trend for the difference to be greater the fewer cues there are in the 
stimulus.
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Slant Discrimination Bias /  Viewing Distance
Observer JO

Discrimination

(degrees) -5

B25 cm 
B50 cm

Figure 5.12. The bias is calculated as mean stimulus slant (45°) minus the PSE in degrees. 
A negative bias indicates that a surface appears less slanted than the standard. It can be seen 
here that in five of the eight conditions, bias was greater, that is, less slant was perceived, 
with the 25cm viewing distance than with the 50cm viewing distance.

Slant Discrimination Bias / Viewing Distance 
Observer WC
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Slant -3
Discnmination

(degrees) -5

□ 25 cm 
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Figure 5.13. It can be seen here that in half of the eight conditions, bias was greater, that 
is, less slant was perceived, with the 25cm viewing distance than with the 50cm viewing 
distance.
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Slant Discrimination Bias Difference, Observer JO 
(Bias at 25cm - Bias at 50 cm)
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Figure 5.14. The bias for the 50cm viewing condition subtracted from that for the 25cm 
viewing distance shows no real trend for Observer JO, other than a possible effect when a 
moving vertical component is present, ie that it appears more slanted at the 25cm viewing 
distance than at 50cm.

Slant Discrimination Bias Difference, Observer WC 
(Bias at 25cm - Bias at 50 cm)
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Figure 5.15. The bias for the 50cm viewing condition subtracted from that for the 25cm 
viewing distance shows no real trend for Oljserver WC, other than a possible effect when a 
single grating is present in the stimulus, irrespective of its motion status. In this case, a 
single grating appearing more slanted at 25 cm rather than 50cm.
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The differences between conditions are shown more clearly in figures 5.14 and 
5.15. No particular trend is evident, although individual differences are considered 
in the captions accompanying each figure. A 2-way repeated measures ANOVA 
revealed no significant effect of viewing distance on slant discrimination bias, nor 
an interaction between viewing distance and stimulus type.

5.3.4 Discussion
This experiment was intended mainly as a preliminary study to determine whether 
or not it would be acceptable to increase the viewing distance to 500 mm (thereby 
reducing the visual angle subtended by the aperture to 17.46") from the originally 
intended 250 mm (giving 34.91° visual angle). In fact, slant discrimination 
thresholds at the higher viewing distance were slightly lower, though not 
significantly so. A number of post hoc methodological considerations present 
themselves, including the very real problem of observer fatigue and difficulty in 
focussing on a stimulus at 250 mm for extended periods (up to 40 minutes).

This does not, however, resolve why the threshold difference is greater the fewer 
cues are present in the stimulus, with the exception of static horizontal and static 
plaid textures.

Buckley, Frisby and Blake (1996) found that compression was equally weighted 
across the three FOVs of 10°, 20° and 30° and here it is found that there is no 
difference in threshold for the two viewing distances with the static horizontal 
texture.

It should be noted that this experiment does not provide evidence that lack of 
differential blur causes a greater tendency to slant underestimation at shorter 
viewing distances, nor can it provide any evidence that perceived slant varies as a 
function of viewing distance due to perspective changes in the spatial frequency 
gradient of the stimuli. This is because the standard (comparison) stimulus in each 
condition (25 and 50 cm) was itself projected correctly for the appropriate distance. 
Observers were therefore making slant comparisons with like stimuli.

That the two observers’ results were discrepant in the case of both thresholds and 
biases for the ID stimuli indicates that any further study should involve a greater
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number of observers to determine the pattern of this effect.

5.4 Experiment 4: Texture and Motion of Planar Surfaces
5.4.1 Introduction
Experiment one determined that slant discrimination thresholds are a function of the 
interaction between viewing distance and stimulus type, with higher thresholds at 
the shorter distance for the weaker ID cues. It was therefore considered 
appropriate to adopt the 50 cm viewing distance for future experiments, since this 
was most comfortable for observers, especially with experimental durations of 40 
minutes or more, where fatigue could play a crucial role.

The first experiment also highlighted potential inter-observer differences which 
implied that for satisfactory investigation of the texture and motion cues, a larger 
number of observers might need to be tested.

Experiment 4 is therefore a replication of experiment 3, with six new observers (the 
50 cm results from the observers from experiment 3 are carried over for comparison 
in the results section here).

Here concern is with the influence of the eight stimulus types, that is the possible 
combinations of the two types of texture and the two types of motion.

5.4.2 Method
5.4.2.1 Design
The general experimental design is as described in section three and specifically it is 
identical to that of experiment one except that in this case there is one fixed viewing 
distance of 50 cm.

It is predicted that the more cues are present in the stimulus, the lower the 
discrimination threshold and the lower the bias. More specifically, previous 
evidence cited in chapter one leads to the prediction that surfaces will appear more 
slanted with vertical as opposed to horizontal textures; that a motion cue will reduce 
thresholds and increased perceived slant; and that in general, 2D information will 
result in lower thresholds and lower biases (relative to the 2D standard) than ID
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information.

5A.2.2 Subjects
Six observers participated in the experiment. All were unaware of the experimental 
hypothesis. All had normal or corrected vision and were paid for participation.

5.4.2.3 Apparatus & Materials
Stimulus generation and display were as described in section three, and identical to 
experiment 3, except that the use of a fixed aperture between the observer and the 
screen meant that no chin rest was required, since the observer had to align his view 
precisely for each trial in order to see the stimulus, yet could move his/her head 
freely, albeit briefly, between trials.

5.4.2.4 Procedure
The standard stimulus included of all four cues, that is both types of texture and 
motion were present to give a diagonally moving plaid. An experimental block 
consisted of the initial standard stimulus presentations followed in random order by 
the 8 stimulus types, each displayed 8 times at each of their 9 levels (mean 45°, at 
5° intervals), with a 0.2 probability of a given trial being a feedback trial. This gave 
an experiment with approximately 621 test stimulus presentations, each of 1 second 
duration, with a 2 second gap between stimuli, which with observer response time 
(including repeats) of up to two seconds, gave an experiment duration of about 40 
minutes. This experiment was repeated twice, to give three runs from which to take 
a mean bias and threshold.

5.4.3 Results
Figures 5.16 and 5.17 show the threshold and bias data respectively. The depicted 
measure is the mean of the observers’ median responses (including the data for the 
50 cm condition from experiment 3). A clear trend is evident for both measures. 
Since the texture and motion cues are not independent, they are treated as a single 
factor in the experimental design. In testing the effects of motion and texture, it is 
therefore appropriate to use a T-test for the relevant comparisons (e.g., moving 
versus static, or ID versus 2D) and adjust the critical p-values according to the 
number of comparisons made. The stimuli in which the texture is one dimensional 
generate slant discrimination thresholds which are higher than those for two
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Figure 5.16. Mean of the slant discrimination thresholds for 8 observers, in degrees. The 
difference in threshold between 2D textures (the four conditions on the left-hand half of the graph) 
and ID textures (the right half) is evident
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Figure 5.17. The mean slant discrimination bias in degrees. The conditions in which the texture is ID show a 
greater tendency to slant underestimation relative to the 2D standard than all the 2D conditions. Note that the 
relative bias fw the full condition (left most bar) is just under 1“ . This would tie 0° if observer’s matching were 
perfect Note that there is very little evidence of any great effect adding a motion component.
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dimensional textures (paired samples T-test, t=4.06, df=7, p=0.005), and appear 
much less slanted (larger negative bias) than the two dimensional case (paired 
samples T-test, t=2.36, df=7, p=0.051). This does not of course mean that the 
perception of slant with 2D figures is veridical. The standard stimulus was the 2D 
texture with both types of motion, so all slant discriminations are relative to this. 
Thus we would expect the bias in the full cases condition to be 0°. In fact, it is 
0.94", indicating that observers can match surface slants to within a degree.

A number of further points are salient. With respect to the threshold data, there is 
no consistent or large effect of adding a motion cue to a given texture pattern (a 
series of pairwise comparisons showed no significant effects). There is no mean 
difference between the ID textures, nor between types of motion. Similar effects 
are found in the bias data. The bias for the 2D motion- 2D texture is slightly lower 
than that for the static 2D texture (paired samples T-test, t=-5.3I, df=7, p=0.001), 
but the difference is small (<2") compared to that between the ID and 2D cases. 
Otherwise there is no significant or sizable effect of adding a motion cue to a static 
texture. Given that the reported biases are the mean of the observer’s median 
responses, and that there were 8 observers, the standard errors for the bias data are 
quite high, illustrating that as was noted in experiment 4, there were inter-observer 
differences for the ID textures.

5.4.4 Discussion
There is a considerable effect of texture-type, yet very little of motion. Thresholds 
and biases are high for one-dimensional gratings, and low for a plaid consisting of 
the sum of the two orthogonal one-dimensional gradients. There is insufficient data 
to distinguish the effects of the horizontal versus the vertical gratings.

The modest influence of motion cues on slant perception in these stimuli implies 
that the visual system is less sensitive to velocity gradients than it is to spatial 
frequency gradients, at least over the range used in these experiments, and despite 
the fact that they contained the same information. As mentioned above, here the 
spatial frequency was inversely proportional to image velocity at every point in the 
image. It should also be noted that motion can be an effective cue to slant, as 
Freeman et al. (1996) have demonstrated.
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It might be the case that at higher levels of slant in which the gradients of both 
temporal and spatial frequencies are accordingly steeper, motion information might 
have more influence. Alternatively, it might not be the gradient of motion velocity, 
but the type of motion which is important. Here motion was generated by 
animating the phase of the gratings and cycling them at 16.5 Hz. This gave a 
motion of the surface, as if, for example, one were flying over a ground plane. It 
might be that an animated jittering of the surface’s slant, tilt or orientation would 
have a greater influence, since these would provide differing measure of dilation, 
and vorticity. This would, however, run counter to the notion of Freeman, Harris, 
and Meese ( 1996), that slant is specified precisely by the magnitude of def, as 
explained earlier.

Here the addition of motion of course adds no extra information, it simply contains 
quantitatively the same information as the texture, but carried by a different channel. 
It might have been expected that this could reduce thresholds, if not biases.

As far as the texture is concerned, it can be concluded that when the two grating 
types are combined, it is not the case that slant estimates are generated from both 
surfaces and the two in some way combined (e.g., by linear weighted combination) 
to give an estimate from both sources, since this would yield a PSE somewhere in 
between that for the vertical and that for the horizontal, depending on the weighting 
given to the two. It might have been expected that since the vertical grating gave 
lower thresholds than the horizontal grating, it would be assigned a higher 
weighting, such that when the two are combined the FSE for the plaid would be 
nearer to that of the vertical than that of the horizontal. The results indicate, 
however, that the visual system is sensitive to a property of the two textures 
combined. It is suggested that this is the disambiguation of the compression and 
scaling information in the horizontal component by using the exclusive scaling 
information in the vertical component, though of course there are many alternative 
description of the information contained in 2D textures, such as density or area.

The data for one dimensional textures conflict with previous work. Here, inter
observer differences have emerged, but the mean threshold and bias show no 
difference between the horizontal and vertical textures. Previously, however, 
Gillam (1970), amongst others, has found that a horizontal (compression) texture
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generates only very poor impressions of slant compared to the vertical (perspective 
scaling) texture. This would suggest that there should be greater negative biases 
here for horizontal than for vertical textures. More importantly, it might suggest 
that, since the discrimination thresholds for the horizontal textures are as low as 
those for verticals (at between 5° and 6°), observers are not basing their 
discriminations on perceived slant, but on some other spurious cue which enables 
accurate responses to be made, but which is irrelevant to the slant.

That observers are basing their judgements on perceived slant, and on no other cue, 
must be justified. There are four grounds on which this can be achieved. Firstly, it 
might be the case that since spatial frequency is fixed, the image of each slant for a 
given condition is identical, and observers might be responding to a cue such as the 
number of visible bars (or peaks in the grating), or to the thickness of each bar. 
Preliminary trials on frequency combination (which led to the experiments reported 
in the following chapter) suggest, however, that this is not the case. When spatial 
frequency is randomised within a condition, there is no difference in bias or 
threshold whatsoever. If observers discriminated on the basis of bar widths or 
numbers, there would be confusion between low slants with high frequencies and 
high slants with low frequencies. That this is not the case suggests that it is more 
likely to be the gradient in frequency which is the perceived cue. Secondly, 
preliminary trials on grating twist (which led to experiment 10, reported in the next 
chapter) indicate that if the standard stimulus has a horizontal grating texture and the 
test stimuli have vertical grating textures, no bias effect is found, which would be 
the case if vertical textures did appear much more slanted than the horizontal 
gratings. Thirdly, these experiments involved long trials in which all stimulus 
conditions were randomised. It is not possible, as might have been the case in 
experiment one, for biases to be reduced by observers avoiding prolonged response 
in a single direction. Fourthly, the possibility of the aperture through which the 
surface is viewed interfering or causing a ‘frontal tendency’ is reduced by using an 
intermediate aperture that is so blurred it appears to all observers as separated in 
depth.

It would seem far easier, then, for observers to base their discriminations on 
perceived slant than on any other cue that might be related to artifactual stimulus 
differences. The problem remains, however, of the disparity between these results
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and those of, for example Gillam (1970). The probable cause of this disparity is a 
difference in methodology, and it is likely to be the case that the type of matching 
task used by Gillam is responsible for her finding of greater perspective effects than 
should be expected. Gillam reports no details of the real slanted surface which 
observers adjusted to match that of the monocularly viewed test surface, other than 
that it was made of Meccano and was viewed binocularly. The latter of these two 
facts is probably the more significant. For if a subject has a reasonable knowledge 
of the distance to the surface, this disambiguates the perspective cue (since it was 
demonstrated in chapter two that a given vertical texture at a particular slant can 
generate any number of spatial frequency gradients in the image plane, depending 
on its distance from that plane), and hence lower thresholds and greater perceived 
slant will be found in the vertical as opposed to the horizontal case.

It is argued, then, that what is measured here is perceived slant, not a stimulus 
artifact, but it is nevertheless the case that in the reduced cues conditions, 
impressions of slant at small slant angles are very poor indeed. To measure slant 
perception at small slant angles, it would be preferable to use a stimulus which 
generates an adequate impression of slant. This is the subject of the next 
experiment.

5.5 Experiment 5:4-tilt ‘Tunnel’ Surfaces
5.5.1 Introduction
The phenomenon of slant underestimation is well documented (Perrone 1980), and 
as discussed in chapter one, there are three general approaches to its explanation: 
firstly, that it involves misperception of the straight-ahead (Perrone 1982); secondly 
that it is due to unsatisfactory methodology (Stevens & Brookes 1987); and thirdly 
there is a misunderstanding of the representation generated from texture perception 
(Todd & Reichel 1987) in that a point-by-point depth map simply isn’t generated by 
the visual system from textured surfaces. Whatever the explanation, it would be 
useful to generate stimuli witii greater impressions of slant without exceeding the 
nyquist limit (which would entail stimulus blurring, ie adding an additional 
gradient) even though these experiments are not designed to measure absolute slant, 
only the relative contributions of different information cues. Certainly, to some 
observers the ID textures slanted at 45“ gave very weak impressions of slant, even
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Figure 5.18. A planar surface (of slant 45°) with an orthogonal plaid texture whose tilt 
is increased by 90° in the image segments (y<x,y<-x), (y<x ,y> -x),(y> x ,y>-x) and 
(y>x,y<-x) where at the centre of the im age x=y=0. The intersection of these image 
segments gives a cross with the impression o f a tunnel receding into the distance. A 
blurring cross on the aperture was used to disguise this in the experiment, as explained 
in the next section.
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Figure 5.19. A simulation of the appearance of a 4  tilt stimulus (here the orthogonal 
plaid texture, slanted at 45°), through the aperture. The stimulus was viewed at a 
distance o f 500mm with the aperture, including a crosspiece to obscure the tilt-segment 
intersections, at a distance o f 250mm. The observer was instructed to focus on the 
surface, not the aperture, hence the latter appeared slightly blurred.
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if they could perceive differences in slant in such surfaces of the order of 5“.

One type of stimulus which in preliminary trials appeared to give improved 
impressions of slant was a tunnel-like image, composed of four surfaces of 
identical slant, but whose tilts were set at 90° intervals, as shown for a plaid texture 
in figure 5.18.

The information content of a ‘4-tilt’ surface such as this is slightly different from 
that of a planar surface such as those used in the previous two experiments. Here 
the spatial frequency gradients are not as long, so there is a narrower range of 
gradients in the image. It is merely repeated four times at four different tilts. When 
the surface moves, the motion information changes similarly, although with a 
horizontal component present in the stimulus there is an expansion or contraction 
(div) effect which makes the stimulus look more plausibly subjectively slanted than 
is the case with a single planar surface. And with a vertical component present, 
there is a rotational element (curl). Clearly, the terms ‘horizontal’ and ‘vertical’ are 
confusing for this stimulus, since they refer correctly only to the ‘floor’ and 
‘ceiling’ sections of the tunnel, but are maintained for consistency.

5.5.2 Method
5.5.2.1 Design
Experiment design was in general as described in chapter three, and identical to that 
for experiment two, consisting of eight stimulus types composed of combinations 
of two texture and two motion cues.

5.5.2.2 Subjects
Seven observers participated in the experiment. All had participated in either 
experiment 3 or 4. Apart from the experimenter, all observers were unaware of the 
experimental hypotheses and were paid for participation. All had normal or 
corrected vision.

5.5.2.S Apparatus and Materials
Stimulus generation was in general as described in chapter two and in section 5.2. 
More specifically apparatus and materials were identical to those for experiment 
two, but for the nature of the stimulus and the aperture through which it was
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viewed. The intersection of image segments in the 4-tilt surface could be construed 
as an additional cue to depth (to heighten the ‘tunnel’ effect), so the aperture 
through which the stimulus was viewed had a crosspiece added to it which 
obscured the segment intersections. The effect of this is simulated in figure 5.19.

5.5.2 5 Procedure
The experimental procedure was identical to that for experiment two. In summary, 
an experimental session consisted of the initial standard stimulus presentations 
followed in random order by the 8 stimulus types, each displayed 8 times at each of 
their 9 levels (mean 45°, at 5° intervals), with a 0.2 probability of a trial being a 
feedback trial. This gave an experiment with approximately 621 test stimulus 
presentations, each of duration Is, with a 2s gap between stimuli, which with 
observer response time (including repeats) of up to two seconds, gave an 
experiment duration of about 40 minutes. This experiment was repeated twice, to 
give three runs from which to take a mean bias and threshold.

5.5.3 Results
The results are plotted in figures 5.20 and 5.21. The format is the same as that for 
experiment two, but note that the y-axis scales are different. It is immediately 
apparent that thresholds are higher and biases greater than for the planar surfaces 
(figures 5.16 and 5.17).

Figure 5.20 shows the discrimination thresholds for the seven subjects in each of 
the eight conditions. A consistent pattern across conditions emerges which is 
similar to that for the planar surfaces of experiment for, but for one key difference. 
Where a single grating is present, thresholds are high; when both gratings are 
summed, thresholds are low. There is little evident effect of motion information. 
Only when a single texture is present do thresholds rise above about 6°. There is 
no difference between a static condition and its motion equivalent. The key 
difference is the elevated thresholds for horizontal over vertical ID textures. The 
data are quite noisy, however, and the difference between ID and 2D stimuli is not 
statistically significant.
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Figure 5.20. The mean slant discrimination thresholds for the tunnel like surface. Note the 
overall elevated level of thresholds compared to those for the planar surface, shown in figure 5.15. 
The same trend is evident, however, for 2D thresholds to be lower than ID thresholds, but there is 
a clear difference here in the ID textures: the mean threshold for horizontal textures is much higher 
than that for vertical textures.

Slant Discrimination Bias / Tunnel Surface, 
Texture-Motion Combinations
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Figure 5.21. The bias data for the tunnel-like surface. Each bar is the mean of the median bias for 
the 7 observers. The bias for the full cues case is -3.5° (it should be 0°).
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Figure 5.21 shows the biases in perceived slant relative to the standard. Negative 
values indicate that a surface type appears less slanted than the standard. The trend 
is similar to that for planar surfaces. The control bias (that of the four cues surface) 
is about -3.75° (with ‘ideal observers’ it would be 0°), and is little different in the 
other conditions in which both texture types are present, but there is an increase in 
bias when only one surface is present. Adding motion appears to have little if any 
effect. There are no statistically significant effects of stimulus type on slant 
discrimination bias.

5.5.4 Discussion
The results for experiment three are very similar to those for experiment two, apart 
from a couple of aberrant observer responses, and higher threshold levels. That is 
to say, these stimuli also show the same pattern that motion has little effect (though 
perhaps more here than in the previous experiment) while the plaid grating has 
lower biases and thresholds than its one-dimensional components. Although here, 
a difference between horizontal and vertical textures emerged, with the horizontal 
texture, whether moving or static, giving higher thresholds than the vertical. Due to 
greater noise, however, none of the effects in experiment 5 reached statistical 
significance.

The use of the 4-tilt surface, despite its subjective appeal, tended to make the 
discrimination task harder than the planar equivalent. This could be due to the 
methodological variations that had to be imposed, particularly the use of the 
crosspiece to obscure the intersections between tilt segments. The observer was 
instructed to focus on the stimulus, rather than the aperture, which led to fixation on 
a particular segment rather than the stimulus as a whole. It could also be the case 
that much of the 4-tilt surface’s subjective slant comes directly from the segment 
intersections, rather than the 4-tilts themselves.

It could also be the case that the subjective appeal of the tunnel surface was due to 
the divergent motion pattern when the stimulus contained a horizontal texture 
component. This might be a strong indicator of depth is present in the stimulus, but 
as reported earlier. Freeman et al. (1996), have shown that the div component 
cannot be used to recover surface slant.
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It has furthermore been suggested that the subjective appeal of this type of stimulus, 
especially in the case of the horizontal grating, could be due to its appearance as a 
tunnel-like stimulus with higher order perceptual organization taking over from the 
low level cues of scaling and compression. When it comes to thresholds in a 
forced-choice slant discrimination task, the higher order perceptual organization can 
only determine qualitatively that the surface is a tunnel, not quantitatively how 
slanted it is, and therefore the 4-tilt surface gives higher thresholds than the planar 
surface due to its shorter spatial frequency gradients.

5.6 General Discussion
A number of conclusions can be drawn from experiments three, four and five. 
First, that viewing distance has little effect on either perceived slant or accuracy of 
slant discrimination within the range tested, and that motion of the surface plane 
also has little effect, indicating that subjective impressions of motion being a 
stronger cue to depth than texture rely on it providing different information to that 
available from texture. This is the case in the experiments of Young etal. (1993), 
where the motion cue consisted of a rotation about an axis normal to the line of 
sight. Here the weight assigned to the motion cue was similar to that assigned to 
the texture cue.

The main finding of experiments two to four was the differences found with the 
three texture patterns used. The first texture was a pattern of vertical lines, which 
when slanted contained only perspective scaling information. The second was a 
pattern of horizontal lines, which when slanted contained both perspective scaling 
and compression information. The third texture was a checkerboard pattern 
constructed by adding together the vertical and horizontal textures. It was 
consistently found that slants of surfaces with one dimensional texture patterns 
were more difficult to discriminate than those for surfaces with the plaid 
‘checkerboard’ texture. The same effect was found with the bias in relative slant 
perceived, with the one dimensional textured surfaces appearing less slanted than 
surfaces with the checkerboard texture. It is suggested that this is because the 
horizontal textures contain two (confounded) measures, and the vertical only one 
measure, so that when both are present, the two measures can be extracted 
unequivocally. It is clearly not the case that when horizontal and vertical textures 
are added together, the visual system computes a slant from each and combines 
them in some way.
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Chapter 6: Properties of Static Texture
6.1 Introduction

In experiment four it was demonstrated that increasing the viewing distance, while 
decreasing the stimulus spatial frequency to maintain consistent stimulus 
information content, reduced discrimination thresholds, the effect being greater the 
fewer cues there were in the stimulus. It has also been argued by Blake, Biilthoff 
& Sheinberg (1993) that there may be a shift in cue weighting with increased field 
of view. That is, maintaining viewing distance and spatial frequency, but 
increasing the information content of the stimulus by increasing the area of visible 
surface should also decrease discrimination thresholds. It is therefore important to 
determine what the effect is of maintaining viewing distance and field of view, and 
varying the spatial frequency of the grating(s) in the image. If the process of 
estimating slant of a planar surface from a given number of texels can be considered 
akin to estimating the slope of a function given a certain number of points, it would 
be expected that the higher the spatial frequency (i.e., the greater the number of 
texels on the surface) the lower the slant discrimination threshold.

If such an effect of texture spatial frequency is established, then it is important to 
consider the effect of combining a number of frequencies in a single stimulus. Here 
there are a variety of plausible outcomes. Firstly, that adding frequencies simply 
adds to the information content of the stimulus and aids discrimination. Secondly, 
that multiple frequencies cause a confusion as to the nature of the component 
frequencies, increasing thresholds. And thirdly, that a single frequency will 
dominate (such as the one with the highest contrast), giving a threshold for the 
multiple frequency stimulus similar to that of one of its components.

The use of complex textures composed of a number of gratings is related to the 
notion of super-texture and sub-texture, as described by Blostein & Ahuja (1989). 
A natural texel changes its appearance as a camera (or the eye) approaches: more 
sub-texture (or detail) in the texel becomes apparent. Conversely, regions of super
texture arise when small image texels (those on the more distant parts of the texture 
surface) blur into bigger areas of more homogenous brightness. In the projection 
of a natural surface, the texels nearer the viewpoint will exhibit more sub-texture 
and those further away, more super-texture. In terms of multiple frequencies or
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information at different scales it could be the case that when a surface is slanted, the 
high frequency information (in the texture plane) is most useful for the nearer parts 
of the surface, and the low frequency information in the texture plane is most useful 
for the more distant parts of the surface. That is, there is an optimum frequency (in 
the image plane) for slant discrimination, and this optimum can be maintained over 
the whole surface by having information at different scales which projects onto the 
image plane to give information in all regions at the appropriate scale.

Blostein & Ahuja are among the few to have considered information at different 
scales in natural images , and it is certainly the case the use of complex textures 
could have implications which need to be considered in terms of other models of 
slant from texture. In simple models (e.g., Witkin 1981) in which analysis is based 
on surface statistics of texture segments, the more segments, the more accurate the 
surface orientation estimate, but where analysis is based on determining the spatial 
scale in different parts of the image, such as Stone (1993), the model could be 
confused by information at different scales in the texture.

In order to consider these effects psychophysically, Blostein & Ahuja's notions of 
sub- and super-texture need to be further refined. With respect to experiments five 
and seven, the concept of super-texture must be considered to comprise two 
components. As Blostein and Ahuja conceive it, super-texture arises due to image 
blurring of distant texels. The more distant a surface patch the greater the blurring 
in the image. This constitutes a separate gradient in its own right which can be 
considered separately from the presence of spatial information at different 
frequencies throughout the image. Blurring will not be considered in these 
experiments. Instead, surface slants and spatial frequencies will be restricted to 
prevent any frequency in the image exceeding that which is displayable within the 
pixel resolution of the monitor (i.e., the highest displayable frequency is one cycle 
every two pixels).

Linked to the explicit change in spatial frequency in the texture plane is the resultant 
spatial frequency gradient in the image plane. It has already been shown in chapter 
two that at low slants there is less change in the spatial frequency gradient in an 
image than at high slant, therefore there should be differences in discrimination 
thresholds not only with spatial frequency in the texture plane, but also in spatial
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frequency range in the image plane. This is considered in experiments eight and 
nine. In experiment eight a single spatial frequency is tested at slants from -45“ to 
+45“, while in experiment nine, multiple frequencies are tested at slants from 0“ to 
45“.

The twist of the textures used in the experiments thus far have been either vertical 
(0“), horizontal (90“) or the plaid combination of the two. It is necessary to 
determine, however, whether a texture twist at an angle between 0“ and 90“ will 
result in slant discrimination thresholds and biases similar to that for the 90“ 
horizontal grating (because in any non-vertical texture both perspective scaling and 
slant compression are combined), or if thresholds and biases vary because of a 
confusion as to the tilt of the surface (twist being similar to tilt, as explained in 
chapter two). If the tilt is incorrectly perceived, then the slant will be measured in 
the wrong direction, and its value will be incorrect. Experiment 10 concerns the 
use of varying the twist of ID and 2D textures.

6.2 Experiment 6: Spatial Frequency
6.2.1 Introduction
The three parameters of viewing distance, aperture size (Field of View) and spatial 
frequency are interrelated in terms of the information content available to an 
observer, and it is therefore necessary to determine whether the effect of increased 
field of view can be mimicked by increasing the spatial frequency within a given 
field of view.

When spatial frequency in the image plane exceeds that which can be displayed, an 
image must be blurred in order to avoid artifacts. When the stimulus is a sine wave 
grating, applying a blur or anti-aliasing effect leads to a reduction in contrast. This 
could be construed as a gradient and cue in its own right. An example of this effect 
is shown in figure 6.1. The simplest way to control for this effect is to avoid it 
altogether. This is achieved in the following experiments by ensuring the 
combinations of texture spatial frequency and surface slant do not lead to spatial 
frequencies in the image plane which exceed 0.5 cycles per pixel.
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Figure 6.1. A vertical grating o f high spatial frequency, when slanted to a sufficient degree 
blurs in the image plane once the spatial resolution o f the display is exceeded. A gradient of 
blur is evident here as the contrast o f the grating reduces to from 1 to 0 with depth. (With sine 
gratings blurring is equivalent to reducing contrast.)
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Figure 6.2. A slanted vertical grating, o f  which only one cycle is visible. The scaling 
information in the image is the same as that in a slanted vertical grating of higher frequency, 
except that here there is only scaling of the grey-level gradient, not the repetition o f intensity 
patterns that is necessary for the perception o f  slant. The surface can be imagined to be 
slanted, but it seems plausible that such intensity changes are more readily interpreted as 
shading rather than texture information to give the planar surface a curved appearance._________
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Conversely, at very low spatial frequencies, there is insufficient repetition of 
information to get any impression of slant at all. For example, if the extent of the 
aperture covers only one cycle of the slanted surface texture, then the image 
consists of a grey-level gradient. It is implausible to expect the visual system to be 
able accurately to extract depth information from the slanting of a single wave, even 
if changes in intensity themselves can be a useful cue to depth. Figure 6.2 shows a 
slanted vertical grating in which only 1 cycle is visible, and no depth is evident

Clearly, there are two possible opposing effects of increasing spatial frequency. 
The first is that greater spatial frequency gives more points from which to calculate 
surface slant and will therefore decrease discrimination thresholds. Conversely, 
increasing spatial frequency, by decreasing texel size, might make local spatial 
frequency measures less accurate, thereby rendering the spatial frequency gradient 
in the image plane less reliable, increasing discrimination thresholds. The effect on 
bias in perceived slant is likely to be similar, that is if the cue is more reliable 
(through increased information content) the perceived slant is likely to be greater, 
while a less reliable cue (smaller texel area) would reduce perceived slant.

6.2.2 Method
6.2.2.1 Design
The general design is as described in chapter three. In this experiment 5 different 
spatial frequencies are used: the 0.75 c/deg of the previous experiments, two 
higher frequencies (1.29 c/deg and 2.26 c/deg); and two lower frequencies (0.23 
c/deg and 0.42 c/deg). These are equally spaced on a logarithmic scale. 2.26 c/deg 
is the highest practicable spatial frequency, since at the 65° slant level, with 500 mm 
viewing distance, at the top of the image the spatial frequency is very little above 
half a cycle per pixel. Similarly 0.23 c/deg is the lowest useable spatial frequency 
if a reliable psychometric function is to be generated with preset slant levels across 
a number of observers.

The standard stimulus is a static plaid textured grating of slant 45° and spatial 
frequency 0.75 c/deg. Nine levels of slant are used with 5° intervals, giving a 
range of 25° to 65° in surface slant. The three texture types used are the horizontal, 
vertical and plaid gratings. The experimental design therefore consists of five 
frequencies by three texture types, presented eight times at each of nine slant levels.
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With feedback set at p=0.2, this gives each experiment run a total of 
(approximately) 12% trials.

6.2.2 2 Subjects
Five observers participated. JE & JW were inexperienced psychophysical 
observers, while GP and TD had participated in previous experiments of this type, 
and only JO was aware of the experimental hypotheses. All had normal or 
corrected vision. All but the experimenter, JO, were paid for participation.

6.2.2.3 Apparatus and Materials
The viewing apparatus was as described for experiment 3. Stimulus presentation 
timing was adjusted so that even though the stimuli consisted of a single frame 
(since they were static) instead of the 33 of the moving stimuli in experiments 3 to 
5, stimulus presentation time and inter-stimulus interval duration were consistent.

62.2.4 Procedure
The general procedure was as described in chapter 3. Each block consisted of 
approximately 12% stimulus presentations. This was split into two sessions, each 
of which was completed three times. Each session lasted about thirty minutes.

6.2.3 Results
The results of the experiment are plotted in figures 6.3 and 6.14. Figure 6.3 shows 
the slant discrimination thresholds, measured as the mean of the median of each 
observer’s results.

A general finding of experiments 4 and 5 was that discrimination thresholds are 
highest for slanted horizontal textures (in which scaling and compression are 
combined); lower for slanted vertical textures (in which scaling information alone is 
present); and lowest for these two gratings summed (from which both scaling and 
compression information can be extracted unequivocally). This finding is clearly 
supported in these data, even for inexperienced observers. The two way repeated 
measures ANOVA used to analyse the data revealed a highly significant effect of 
texture type (F[2,4]=9.11, p=0.009).

A second trend is that, although there is some noise in the data, discrimination
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thresholds tend to rise with spatial frequency. That is, the higher the spatial 
frequency, the more difficult is the slant discrimination task. This trend fails, 
however, to reach statistical significance.

There is an interaction between texture type and spatial frequency, in that the 
orthogonal plaid texture is little affected by spatial frequency, while the horizontal 
grating texture is most affected, i.e., thresholds rise faster, with the vertical texture 
nearly as little affected as the orthogonal plaid. Again, however, this trend fails to 
meet the criterion for statistical significance.

Biases are plotted in figure 6.4. It should be noted that a negative bias indicates that 
a surface appears less slanted (nearer to the vertical) than the standard stimulus (of 
spatial frequency 0.75 c/deg), while a positive bias value indicates a surface 
seeming more slanted.

The effect of texture type is clear. Horizontal gratings give less impression of slant 
than vertical gratings. The orthogonal plaid texture has near veridical bias. This is 
to be expected in the case of the stimulus with spatial frequency 0.75, since this 
was the standard stimulus. The vertical gratings give a bias almost midway 
between those of the horizontal and the plaid textures. The effect of texture is 
statistically significant (2-way repeated measures ANOVA, F[2,4]=7.59, 
p=0.014).

It might appear from the graphs that mean slant discrimination thresholds and mean 
slant discrimination biases increase with spatial frequency, but this effect is not 
statistically significant. There is also no statistically significant interaction between 
texture type and spatial frequency for slant discrimination bias.
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Figure 6.3 Mean slant discrimination thresholds for the five observers. The y-axis shows slant 
discrimination threshold in degrees. Along the x axis are the five frequencies used in the experiment. 
The three data series plotted are for the ID horizontal texture (in blue), the ID vertical texture (in red) 
and the 2D plaid (in magenta). Although the graphs shows a trend for threshold to increase with spatial 
frequency, this trend fails to reach statististical significance. There is a clear and significant difference 
in threshold between the texture types, however.
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Figure 6.4 Mean bias for the five observers. The five spatial frequency categories on the x-axis are as 
described in section 6.2.2. The bias on the y-axis is measured in degrees. The texture categories are as 
described for the slant discrimination thresholds. The familiar distinction between texture types is 
quite apparent -  (H) has a higher bias (i.e. appears less slanted) than (V) and in turn (V) has a higher 
bias than (B). The bias for spatial frequency 0.75 with (B) is about zero showing that this texture is 
accurately matched to the identical feedback stimulus.
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6.2.4 Discussion
The purpose of this experiment was to test the hypothesis that slant discrimination 
thresholds and biases would be positively correlated with texture spatial frequency. 
The results are not statistically significant, however. The significant influence of 
texture type has been considered already (in section 4). No significant interaction 
between texture and spatial frequency was established.

A number of post hoc explanations as to why an effect of spatial frequency has not 
been demonstrated. Firstly, the effect would undoubtedly have been greater had the 
spatial frequency range been extended. Unfortunately, spatial frequency could not 
practically have been extended upwards. A higher spatial frequency would have 
required a blurring of the image (or reduction of contrast). As explained in the 
introduction, this is effectively a new gradient in the image, and hence can be 
considered a cue to depth, so there would have to be a control condition, in order to 
assess its effects next those of spatial frequency alone. Unfortunately, in order to 
do that, similar blurred (i.e., lower contrast) spatial frequencies would have to be 
compared with similar unblurred spatial frequencies, and since the only valid 
blurred spatial frequencies are those at a resolution greater than that supported by 
the display, such a control condition could not be conducted.

Implications for shape-from-texture algorithms are probably less far reaching here 
than with the complex textures to be discussed later. Most models adapt for scale 
(e.g.. Stone 1993), and can cope with wide variety of texel sizes. What problems 
arise when information at a variety of scales is present in the image will be 
considered with relation to the next experiment.

Since no significant evidence has been found for an effect of spatial frequency on 
slant discrimination threshold, the indication is that any reduction in threshold with 
an increased in Field of View is due to the texture gradients being longer. In other 
words, the greater change in texel properties between nearest and farthest visible 
points of the surface enables slant to be estimated more accurately. This provides 
evidence against an isotropy-based system, in which absolute FOV is less crucial 
than the total number of edge tangents which can be sampled.
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6.3 Experiment?: Complex Texture
6.3.1 Introduction
Despite the fact that no significant relationship was established in experiment four 
between texture spatial frequency and perceived slant, it is nevertheless appropriate 
now to consider the effect of a surface with texture at a number of frequencies, that 
is, containing information at different scales. This is because, while it now appears 
unlikely that adding information at a different scales could reduce slant 
discrimination thresholds (since thresholds are consistent across frequency), the 
reverse effect is possible.

A number of hypotheses present themselves in this instance. It is possible, though 
highly unlikely following experiment 4, for example, that adding frequencies 
lowers discrimination thresholds because there is simply more information in the 
stimulus on which to base a judgement. Alternatively and more plausibly, 
combining frequencies could raise thresholds, if it were the case that with a 
complex texture, no single frequency component were salient. If differences in 
spatial frequency in the image plane due to projection cannot be distinguished from 
spatial frequency differences in the surface texture, then slant cannot be calculated 
accurately. A third possibility is that a particular spatial frequency or range of 
frequencies is dominant, such as that of highest contrast.

When the stimuli employed in an experiment are sine gratings, the combination of 
frequencies requires some care. Steps must be taken to ensure that the phases of 
the frequencies do not coincide to reduce rather than increase the information 
content of the stimulus. This experiment used combinations of three frequencies: 
0.23, 0.74 and 2.26 c/deg. Figures 6.5 to 6.9 inclusive show what happens when 
frequencies in these ratios are combined. Figure 6.5 shows a sinusoidal function, 
and four cycles of the concomitant sine wave modulated luminance grating. Figure 
6.6 illustrates a grating with a component of three times the frequency and one third 
of the amplitude added to it, with the accompanying grating’s contrast scaled to that 
of figure 6.5. In figure 6.7 a grating of nine times the frequency and a ninth of the 
amplitude is then added to this. This of course is tending towards a square wave, 
so some kind of phase adjustment is needed in order to maintain the salience of all 
components. In figure 6.8 are the same components, but the grating at three times
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Figure 6.5 
y -  sin  X

Figure 6.6
y = sin X + (sin Sx)/3

I

Figure 6.7
y = sin X  + (sin Sx)!3 + (sin 9x)/9

Figure 6.8
y = sin X + (sin S(x-^n))IS + (sin 9x)!9

Figure 6.9
y = sin X  + (sin 3(x+tiI2))I3 + (sin 9x)/9
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Category Frequency Amplitude Frequency Amplitude Frequency Amplitude
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0.23 1
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0.75 1 

0.75 0.33

2.26 0.33

2.26 0.11
Figure 6.10. The frequency and amplitude o f each com ponent o f the stimuli presented in the 
graphs. The single frequency data from experim ent 6  shown for comparison purposes is 
highlighted in grey.
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the frequency has its phase shifted by half a cycle (jt radians). This results in a

luminance profile that tends towards a triangular wave. There are therefore in this 
instance two phases that need to be avoided in generating the stimuli. Phase 
coincidence is avoided by randomising the phase shift of the middle frequency at 
between 0.25jt and 0.75jt. Figure 6.9 illustrates an offset of 0.5jt. Unlike 
experiment six, then, in which a single image was generated for each stimulus level 
and slant, in this experiment each stimulus consists of a set of ten images, identical 
in slant and components, except that each of the ten has the phase of its central 
component randomised in the manner here described.

6.3.2 Method
6.3.2.1 Design
The general design is as described in chapter three. The two factors under 
investigation are frequency combination and texture type. The three types of texture 
are horizontal, vertical and orthogonal plaid gratings as described previously. The 
frequencies combinations are 0.23 and 0.75 c/deg (‘low and medium’) with the 
0.75 c/deg frequency at one third the contrast; 0.75 and 2.26 c/deg (‘medium and 
high’) with the 2.26 c/deg component at one third the frequency; and 0.23, 0.75 
and 2.26 c/deg (‘low, medium and high’) with the 0.75 c/deg component at one

third the contrast (with phase offset randomised between 0.25jr and 0.75jr radians)

and the 2.25 c/deg component at one ninth the contrast. The frequency 
combinations are tabulated in figure 6.10. The mean slant is set at 45° with 5° 
intervals and nine preset levels from 25° to 65°. The standard stimulus is the static 
plaid texture of 0.75 c/deg. Contrast is always set to 1.

6.3.2.2 Subjects
Two observers participated, the experimenter JO, and GP, who had participated in 
a number of previous experiments and was remunerated financially for his 
participation.

6.3.2.3 Materials and Apparatus
The experimental set up is in general as described in chapter three and for previous 
experiments. Stimulus generation was slightly different, however. For every 
stimulus setting involving 3 frequencies, 10 static stimuli were generated, which
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were identical but for the phase of the central component, whose phase was set

randomly at an offset between jr/2 and 3jt/2. In order to preserve stimulus

presentation timing, all stimuli were generated in 10 frame batches, but were all 
identical except for the combined frequency stimuli.

6.3.2.4 Procedure
The general procedure is as described in chapter three. An experimental session 
consisted of 3 texture types, 3 frequency combinations, 9 slant levels, each shown 
8 times, giving 648 experimental stimulus presentations plus, with feedback set at 
p=0.2, approximately another 130 feedback trials, or about 778 stimulus 
presentations in total. Both of the observers completed the experiment three times.

6.3.3 Results
The results are plotted in figures 6.11 to 6.14 inclusive. The first two graphs show 
the threshold data for observers GP and JO respectively; while the last two show 
the bias data. Individual differences are discussed in the caption for each graph.

Along the x-axis are plotted the data for the three texture types at the different 
frequency combinations, along with the same data for the single equivalent 
frequencies from experiment seven, for comparison purposes.

It can be seen that for discrimination thresholds, the usual clear distinction between 
texture types is blurred but still present, although the 2 way repeated measures 
ANOVA used to analyse the date revealed no significant effect of texture type. The 
textures with two frequency components have thresholds which tend towards that 
of the higher frequency on its own, even though the higher frequency has the lower 
contrast in the two frequency textures. The effect of three frequencies combined is 
to lower thresholds to at or below that of the component frequency which alone 
generates the lowest threshold. The effect of frequency combination fails to reach 
significance, however: F(5,l)=3.82, p=0.084. The interaction between texture 
type and frequency combination is highly significant: F(10,l)=6.26, p=0.004. 
Thresholds are much higher for the horizontal texture at high spatial frequencies 
(this is a trend that was evident, but not significant, in the previous experiment).
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Figure 6.11 Discrimination thresholds for Observer GP. The two-frequency stimuli give  
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Any pattern in the bias results is less salient than the thresholds. Observer JO gives 
lower overall biases than observer GP, but a less clear trend. For observer GP, 
combining frequencies raises the bias for horizontal texture (i.e., they appear less 
slanted), while the multiple frequency vertical and plaid textures gives lower biases 
(they appear more slanted) than their single frequency counterparts. For observer 
JO this trend is also present but somewhat more noisy. None of these effects is 
statistically significant. The effect of frequency approaches significance: 
F(5,l)=3.51, p=0.097.

For the ‘low and medium’ combination, bias is higher for the horizontal texture 
than with the low and medium frequencies alone, while bias is much the same for 
the two other texture types. For the ‘medium and high’ combination, bias is much 
lower for the vertical and plaid textures than either of the medium or high 
frequencies alone, while for the horizontal texture it is much the same. For the 
‘low, medium and high’ combination, the horizontal texture gives a higher bias 
than any condition when one of its components are presented individually. The 
multiple frequency plaid and vertical textures, however, make a surface appear 
more slanted (less bias) than their single frequency counterparts.

6.3.4 Discussion
There appear to be two effects of multiple frequencies over single frequencies, 
namely a reduction in threshold and bias for vertical and plaid textures, contrasting 
with an increase in threshold and bias for horizontal textures.

It can be concluded that by adding frequencies, that is, increasing the information 
content of the surface image, improved perceptual performance results except when 
the only information is fragile, as is the case with horizontal textures, as discussed 
previously, and the increase in the number of separate spatial frequency gradient 
components makes the local measurement of any one particularly problematical.

The problems these results pose for models of slant from texture are varied. 
Although Fourier analysis of the stimuli used in this experiment would have 
extracted the frequency components, the implications of the experiment reach 
beyond sine wave combination to the issue of information at multiple scales within 
an image. Blostein & Ahuja (1989) deal with this by using a method which
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identifies texels while simultaneously recovering slant and tilt. This is achieved by

using a ‘multi-scale region detector’ which utilises measurements in a V^G

scale-space to construct a set of possible texels. The true texels are selected from 
the universe of possible texels by finding the surface which predicts most accurately 
the observed areas of these possible texels. The utility of this method is difficult to 
evaluate, because Blostein & Ahuja give mostly qualitative statements about its 
efficacy. Tested on a variety of textures including occluded gradients such as a 
rock pile and a field of sunflowers, a single best estimate was arrived at in each 
case. Estimated slant was usually accurate within +/- 20°, and estimated tilt within 
an even smaller range, but both could occasionally be over 50° awry.

Few other researchers have considered explicitly the use of texture at a variety of 
scales, though it is possible to infer in some cases the effectiveness of different 
models in this regard through the type of images used to test their models. Stone 
(1991), for example, demonstrates an algorithm based on multi-scale adaptive 
filtering. Here the term ‘multi-scale’ refers to the differences in scale in the image 
plane due to the slant of a surface of a single frequency as opposed to different 
scales on the surface, but it can be seen that his model works well on real textures 
of consistent patterns, such as a ‘rafia-work’ stimulus (Stone 1991, figs. 34 & 35, 
p. 140) in which there are clearly two very different scales of spatial frequency, 
although it is likely that the slant and tilt estimate is based more on the lower rather 
than the higher frequency information.

As far as simpler, earlier, isotropy-based models are concerned (eg, Witkin 1981) 
the frequency content is unimportant as long as the image statistics satisfy the 
constraints of the model (such as image segments at all orientations in all image 
regions, unlike the stimuli used in these experiments).
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6.4 Experiment 8: Slant
6.4.1 Introduction
A general finding of much of the research on texture and slant cited in chapter 1 is 
that surfaces with textures with properties such as those of the ID vertical grating 
used in experiments 3 to 7 appear more slanted than those with textures like the ID 
horizontal grating. Data from experiments 4 and 5 failed to provide evidence for 
this distinction, but experiments 6 and 7 have demonstrated this disparity. There is 
recent evidence, however, to suggest that there is an interaction in bias in perceived 
slant between slant angle and texture type (Saidpour, Andersen and Braun stein 
1997). Saidpour et al, make the case that in most slant experiments, perceived slant 
is measured at only moderate slant angles (usually 45°), yet their investigation of 
texture at much higher slant angles (up to 80°) indicates that horizontal 
(compression) cues lead to a greater angle of perceived slant than vertical 
(perspective) cues.

This evidence, and the fact that compression and perspective are independent 
functions (see chapter 1, figure 1.7), suggests that the relative strength of different 
types of texture cue may vary as a function of slant angle. Saidpour et al. have 
demonstrated that between 45“ and 80°, dominance switches from perspective 
scaling to compression cues. It is therefore necessary to determine the relative 
strengths of texture types at angles between 0 and 45°.

6.4.2 Method
6.4.2.1 Design
The general experimental design is as described in chapter three. In this experiment 
the two factors are texture type and surface slant. There are the usual three types of 
texture: horizontal, vertical and plaid grating textures. There are four levels of 
surface slant: -45°, -22°, 0° and +22°. The results will be comparable with those in 
the appropriate conditions of experiment 4 with slant of +45°. The standard 
stimulus in each case is static plaid texture of spatial frequency 0.75, of the 
appropriate slant. All stimuli are of spatial frequency 0.75 c/deg, as described in 
section 4. Because the slant of the standard stimulus varies with the experimental 
condition, there are four separate components to the experiment. In all cases nine 
levels of relative slant at 5° intervals are used.
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6A.2.2 Subjects
Three observers participated in the experiment, all of whom had normal or corrected 
vision. They were the experimenter JO, and paid volunteers GP and TD who had 
both participated in number of previous experiments, but were both unaware of the 
experimental hypotheses.

6.4.2.S Materials and Apparatus
The stimuli and apparatus are as described for experiment seven.

6.4.2.4 Procedure
The experiment is divided into four parts because of the varying standard stimulus 
slant. The first part consists of the -45° stimuli. The three texture types are each 
displayed 8 times at the nine levels from -65° to -25° at 5° intervals. The second 
part has mean slant -22° with the nine levels from -42° to -2° inclusive, and the third 
part has mean slant 0° with nine levels from -20° to +20° inclusive. Finally, the 
fourth part has mean slant +22° with 9 levels from +2° to +42° inclusive. Each part 
consists therefore of 3 textures by 9 slants by 8 presentations (216 presentations) 
with feedback set at p=0.2 giving approximately 259 stimulus presentations. Each 
session lasts up to fifteen minutes, and is conducted three times, so there are 12 (4 
mean slants by 3 presentations) sessions in all. Observer response is made as 
previously, with a left button press to indicate a surface appearing less slanted, a 
middle button press to indicate a surface appearing more slanted, and a right button 
press to view a stimulus again. This is slightly more troublesome for the stimulus 
with negative slant however, since there were two possible interpretations to the 
meaning of ‘more slanted’. It could be that the left button was pressed if the 
stimulus presented was slanted more away from the vertical, irrespective of sign, or 
if the absolute slant was greater than the presented stimulus (i.e., -35° > -45°). 
Observers were instructed to make their response on the absolute slant angle ̂  not 
slant relative to the vertical.
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6.4.3 Results
The results are charted in figures 6.15 and 6.16. The first shows the mean slant 
discrimination thresholds for the three observers. These data have three salient 
feature: the effect of texture-type, the effect of slant, and the interaction between the 
two. The previously commented upon texture difference is very much apparent, 
with horizontal textures giving much higher thresholds than vertical or plaid 
textures, and vertical textures giving slightly higher thresholds than plaid textures. 
The effect of texture type is significant (2-way repeated measures ANOVA; 
F[2,2]=7.82; p=0.042). The effect of slant is also clear: slant discrimination 
threshold is an inverse function (though there is too little data to be certain that it is 
quadratic rather than linear) of slant relative to the vertical: the greater the slant angle 
irrespective of sign the lower the threshold. The effect of slant is also statistically 
significant: F(4,2)=5.76, p=0.016. The interaction between texture-type and slant 
shows that at lower slants the ID horizontal texture is much weaker than either the 
vertical or plaid, but as slant increases, this difference decreases. This interaction is 
not significant.

Slant discrimination biases are illustrated in figure 6.16. Each point is the mean of 
each observer’s median result. The bias is calculated as the mean slant minus the 
PSE for a given experimental condition, measured in degrees. That is to say, a 
negative bias indicates a surface whose slant angle is a lower figure than the slant 
angle of the corresponding standard. For each slant the plaid stimulus is the 
standard, so in each case we should expect 0° bias for the plaid condition (the 
yellow series on each graph). Since there is no expected effect on bias of the plaid 
stimulus, this is omitted from the statistical analysis. The effect of slant was 
therefore a 2 way repeated measures ANOVA on two levels of texture and five of 
slant. The effect of slant approached significance: F(4,2)=3.41, p=0.066. With 
the plaid texture included in the analysis, there was an interaction between texture 
and slant: F(8,2)=2.74, p=0.041. This indicates that slant (as predicted) has no 
effect on the bias with the plaid texture, but does with the ID textures.

It can be seen in the plot of mean bias, that the vertical and horizontal textures tend 
to appear less slanted (nearer the vertical) than the plaid control (ie, below the 
yellow line for positive slants and above the yellow line for negative slants). Note 
that the results for negative slants are not merely a reflection of those for positive
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slants.

6.4.4 Discussion
The results demonstrate that discrimination thresholds are an inverse function of 
surface slant, with the thresholds for horizontal grating textures getting closer to 
those for vertical and plaid textures the greater the slant (relative to the vertical, 
irrespective of sign). This confirms the hypothesis that the larger the spatial 
frequency gradient in the image plane, the easier the discrimination, and this is 
particularly the case for the horizontal texture, in which, as was explained in chapter 
two, perspective scaling and slant compression information are combined.

One other methodological consideration is worthy of mention here. In some cases 
the thresholds for negative slants were higher than those for positive slants. There 
is no clear a priori reason why this should theoretically be the case, and this 
difference might be attributable to increased task difficulty with negative slants, on 
account of the ambiguity of the nature of the discrimination task to be made, as was 
described in section 6.4.2.4. Indeed, one observer consistently made incorrect 
responses in a preliminary trial, despite auditory feedback telling him that almost 
every response on the feedback trials was incorrect.

Now that effects of slant on threshold have been determined, explained in terms of 
the spatial frequency gradient in an image, it is important to ascertain the effect of 
complex textures at different slants, to consider whether the importance of multiple 
frequency information varies with slant. It could be the case that at high angles of 
slant, the high frequency data is used in the near part of the surface, and the low 
frequency in the more distant parts; in which case, it would be anticipated that 
complex textures would give lower thresholds the higher the slant.

6.5 Experiment 9: Slant & Complex Texture Interaction
6.5.1 Introduction
Experiment 9 is effectively a combination of experiments 7 and 8, since it is 
concerned with complex texture at different slants. In experiment 7 it was 
established that there was no tendency for multiple frequencies to reduce thresholds 
and increase the impression of slant for any of the three types of texture employed
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in the experiment. In experiment 8 it was found that threshold is an inverse function 
of slant, with a greater effect of slant on horizontal textures than on vertical and 
plaid textures.

It is plausible that there is an interaction between slant and complex textures. 
Blostein & Ahuja (1989) described sub-texture and super-texture in terms of fine 
detail on a texel becoming visible when an element is near the observer, and many 
texels blurring to homogenous brightness when distant from the observer. 
Similarly with a three frequency grating, such as the ‘low, medium and high’ 
stimulus of experiment 7, the high frequency component can be considered akin to 
sub-texture, whose utility is greatest when near to the point of view, and the low 
frequency component similar to super texture, of most use at some distance from 
the observer.

The interaction with slant is therefore clear. At a slant angle of 0° all parts of the 
surface are equidistant from the observer, but as angle increases, relative distances 
between the observer and different parts of the surface vary as described in chapter 
two, so that the higher the slant, the more useful are multiple frequencies likely to 
be, with low frequency information in the texture plane assigned the highest 
weighting at the more distant parts of the surface, and high frequency information 
in the texture plane assigned the highest weighting at the more proximate parts. 
Essentially, the higher weight will be assigned to the component of the most 
appropriate spatial frequency in the image plane. That is, low frequency data in the 
texture plane will give appropriate frequencies in the parts of the image plane to 
which the distant part of the texture project, while they will result in frequencies in 
the image plane far too low to be of any use in areas projected to by near parts of 
the texture plane (see figure 6.2). The converse is true for high spatial frequency 
information (see figure 6.1).

This has implications for shape-from-texture algorithms, for it suggests that 
different filter scales are required in different parts of the image plane depending on 
the slant, but slant cannot be known until the appropriate filter scales have been 
applied.
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6.5.2 Method
6.5.2.1 Design
The general design was as described in chapter three. The three factors were slant, 
texture type and frequency combination. The previously described textures of 
horizontal, vertical and plaid gratings were used. Slant had two levels, 0° and 22°. 
The design was similar to that of experiment 7 so that the 0° and 22° data here could 
be compared with the 45° data from experiment 7. The frequencies used were 
therefore 0.23 c/deg, 0.75 c/deg and 2.26 c/deg. The frequency combinations 
employed were all those including the ‘medium’ spatial frequency: 0.23 and 0.75 
c/deg (‘low and medium’) with the 0.75 c/deg frequency at one third the contrast, 
0.75 and 2.26 c/deg (‘medium and high’) with the 2.26 c/deg component at one 
third the frequency, and 0.23, 0.75 and 2.26 c/deg (‘low, medium and high’) with 
the 0.75 c/deg component at one third the contrast (with phase offset randomised

between 0.25jr and 0.75jr radians) and the 2.25 c/deg component at one ninth the

contrast. The slant was set at either 0° or 22° with 5° intervals and nine preset 
levels from -20° to +20° (0° slant) or +2° to +42° (22° slant). The standard 
stimulus was the static plaid texture of 0.75 c/deg.

6.5.2 2 Subjects
Two observers, the experimenter JO and paid volunteer GP, completed the 
experiment.

6.5.2 3 Apparatus and Materials
The stimulus generation and experimental display systems were as described in 
chapter 3. The complex textures were generated in 10 frame batches as described 
for experiment 7.

6.5.2.4 Procedure
An experimental session consisted of the 3 texture types with each of the 3 
frequency combinations at the 9 slant levels, each presented 8 times, giving 648 test 
stimulus presentations, which together with feedback trials set at p=0.2, gave a trial 
with approximately 778 stimulus presentations. Each session was completed three 
times at each of the two slant settings.
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and spatial frequency combination with horizontal 
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as a function of surface slant (degrees) and spatial 
frequency combination with horizontal textures for 
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a function of surface slant (degrees) and spatial 
frequency combination with vertical textures for 
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Figure 6 18d Slant discrimination bias (degrees) as 
a function of surface slant (degrees) and spatial 
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observer JO.

Sknt DncrMnition Bias / Slant / Complex Texture, 
Ptakl. ObaerverGP0

2
0

4
•12W

22 «
Figure 6 18e Slant discrimination bias (degrees) as 
a function of surface slant (degrees) and spatial 
frequency combination with plaid textures for 
observer GP.

Slant Dtemnmnition Bias / Slant / Complex Texture. 
Plaid, Observer JO

0

4
-10

>w
460 22

Figure 6 18f Slant discrimination bias (degrees) as 
a function o f surface slant (degrees) and spatial 
frequency combination with plaid textures for 
observer JO.

199 -



6.5.3 Results
The slant discrimination threshold data are plotted in figure 6.17 and the bias data in 
figure 6.18. The data for the Medium texture spatial frequency alone are from 
experiment 6 and for the frequency combinations at 45° from experiment 7. A 3- 
way repeated measures ANOVA was used to analyse all data.

The thresholds for the horizontal textures are shown in figure 6.17a for observer 
GP and in figure 6.17b for observer JO. The respective figures for vertical textures 
and plaid textures are 6.17c and 6.17d, and 6.18e and 6.18f. The trend for 
decreasing threshold with increasing slant is evident: F(2,l)=41.87, p=0.023, but 
there is no significant effect of spatial frequency combination, nor in fact of texture 
type itself. There is a near-significant effect of the interaction between texture and 
frequency combination: F(6,l)=3.93, p=0.06. The three way interaction between 
texture type, frequency combination and slant is significant: F(6,l)=2.77, p=0.045.

The bias data are plotted in figure 6.18. No single effects and no interactions reach 
the .05 level of statistical significance. Figures 6.18a and 6.18b show the slant 
discrimination biases for the horizontal texture as a function of surface slant and 
spatial frequency combination. There is neither evidence of slant/frequency 
combination interaction, nor particular concordance between observers. For 
vertical textures (figures 6.18c and 6.18d) there is similarly little accord between 
observers. The data for plaid textures (figures 6.18e and 6.18f) show a certain 
reliability in that observers could roughly match the slant of the test medium 
frequency with that of the standard (which was identical) giving biases at or near 
0°, but no evidence of frequency and slant interaction emerges.

6.5.4 Discussion
Over the range of slants tested, the spatial frequency content of the surface has no 
significant effect on perceived slant. There is no effect either, of texture spatial 
frequency combination on slant discrimination thresholds per se, but there is an 
interaction between frequency combination and texture type. This is due to 
combined frequencies generating higher thresholds for the horizontal texture than 
for the vertical or plaid textures. There is also a significant interaction between the 
three factors of slant, texture type, and frequency combination.
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It would appear that it is difficult to establish the effect of frequency over a small 
range of frequencies and slants. This in itself is informative, for it suggests that the 
visual system is generally immune to irregularities in texture surfaces. But to 
determine true effects of frequency content, stimuli would have to be generated at 
much greater slants and with a higher frequency spatial content. This would require 
more elaborate stimulus generation and a number of control conditions, since the 
effect of blurring and contrast reduction would have to addressed. This would also 
entail a display of very high resolution, or very large size (to permit distant 
viewing) so that blurred and unblurred distant textures could be compared. This is 
not feasible with the apparatus used in this experimental programme. In experiment 
15, however, stimuli are generated in which blurring is used, because the natural 
pattern used contains high frequency components. The effects of this are not, 
however, investigated.

6.6 Experiment 10: Twist
6.6.1 Introduction
The ID textures used in the experiments reported thus far have had their twist set so 
that the luminance modulated sine grating is either aligned with the direction of tilt 
(the vertical texture), or parallel to the direction of tilt (the horizontal texture). The 
reason for the adoption of such textures, explained in detail in chapters one and 
two, is that they enable the independent investigation of perspective scaling and 
slant compression information. Slant discrimination thresholds for ID textures 
have been found to be in general higher than those for 2D textures, and although 
there is a considerable degree of inter-observer variation, and an interaction with 
slant angle, it is often the case, as reported elsewhere, that thresholds are higher for 
horizontal than for vertical gratings. It is also the case that surfaces textured with 
ID patterns appear less slanted than those with 2D patterns, and again the ID 
horizontal texture appears less slanted than the vertical texture (for most observers, 
most of the time).

It has been suggested that the visual system’s willingness to attribute a slant to a ID 
textured surface requires an assumption to be made about the distance of the surface 
from the point of observation.
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Given that a 0° vertical grating, when slanted, produces only perspective scaling 
information, while with a 90° horizontal grating perspective scaling and slant 
compression are combined, it is relevant to consider the properties of surfaces in 
which the twist of the ID texture pattern is set at an angle between 0° and 90°.

Clearly, when texture twist is not 0°, there is some slant compression information 
in the projection of the slanted surface. It is important to determine, therefore, if all 
such surfaces have properties similar to that of the 90° horizontal texture, or if there 
is a gradation of slant discrimination bias and threshold between that of the vertical 
and that of the horizontal texture.

In chapter 2, it was explained that in generating projections of planar surfaces 
slanted in depth, tilt and twist transformations are identical. The result of these 
transformations is different, however, since twist is applied before a surface is 
slanted, and tilt after. There is nevertheless a relationship between the two, which 
is a function of the slant angle. When surface slant is 0°, tilt and twist produce 
identical effects in the image plane. When surface slant is 90° (i.e., no surface is 
visible) there is clearly no relation between tilt and twist. A change in surface twist 
can therefore provide misleading information about surface tilt. Consequently, it is 
necessary to determine whether the twist of a surface texture pattern could alter or 
introduce some error into an observer’s perception of the tilt of the surface. If this 
were the case then it follows that an error will also be introduced into the calculation 
of the slant angle, since if tilt is incorrectly estimated, slant will be calculated in the 
wrong direction.

6.6.2 Method
6.6.2.1 Design
Slant discrimination thresholds and biases were measured as a function of ID 
texture twist for ID static textures at 45°. The standard stimulus in the MOSS 
procedure was a static conventional plaid grating of 45° Slant. General 
experimental design was as described in chapter three. Seven levels of twist were 
used and the data will be comparable with the 0° (vertical) and 90° (horizontal) data 
of experiment 6. Three levels of texture twist of 2D plaid textures were used, and 
the data will be comparable with that for the 2D plaid texture used in experiment 6.
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6.Ô.2.2 Subjects
The experiment’s two participants were the experimenter JO and paid volunteer,
GP, who had participated in a number of previous studies and was unaware of the 
experimental hypotheses.

6.6.2.3 Apparatus and Materials
The same experimental layout was used as for previous experiments, and as 
described in chapter 3.

6.6.2.4 Procedure
The general procedure was as described in chapter three. An experimental session 
consisted of six ID texture types (with twists set at 23°, 45°, 68°, 113°, 135°, 158°) 
and three 2D plaids (with twist pairs set at 23° and 113°; 45° and 135°; and 68° and 
158°). Each was displayed eight times at nine preset levels (mean 45°, with 5° 
intervals), with the standard stimulus set as the 45° static plaid textured surface. 
Feedback trials were set at 1 in 5. Each observer completed all conditions three 
times.

6.6.3 Results
A repeated measures ANOVA was used to analyse the bias data and to analyse the 
threshold data. No significant effects were found. Figure 6.19 shows the bias data 
for the ID textures, and figure 6.20 the bias data for the 2D textures. The most 
notable feature of the ID data is the difference in results between the two observers, 
as found in experiments 3 to 5. Observer GP shows no pattern in bias across 
texture twist, but biases for JO peak at 90° and are at a minimum at 0°/180°. The 
bias data for 2D textures in figure 6.20 show no evidence of an effect of texture 
twist on slant discrimination bias.

The threshold data are plotted in figures 6.21 and 6.22 respectively. The data for 
ID textures in figure 6.21 show that for both observers thresholds are at their 
lowest at or near 0° (or 180°), and are consistent at other angles. There is no 
evidence to suggest that thresholds for the 90° (horizontal) texture are different to 
those for any other non zero angle. Thresholds for 2D plaid textures (figure 6.39) 
are consistent (between 3° and 6°), and independent of texture twist.
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Slant Discrimination Bias /1 D Texture Twist

Slant
Discrimination

Bias
(degrees)

-10

13568
Twist (degrees)

90 15845

Figure 6 .19 The bias (in degrees) for ID textures as a function of texture orientation (in degrees).
The pattern for JO is quite consistent, although the positive bias for the 90' (horizontal) texture is 
quite unusual: Bias increases from -9" for 0" almost linearly to 5 ' for 90', and then decreases 
linearly as orientation approaches 1 ^ ' .  No such trend is apparent in the data of GP. The big 
difference between the data o f GP and JO is at 90' (the horizontal texture), where previous 
experiments (particular 4) have shown inter-observer differences.

Slant 1 
Dlacriminabon 

Bias
(degrees) 0

-1

-4

Slant Discrimination Bias / 2D Texture Twist

GP

0-90 23-113 45-135
Twist pairs (degrees)

68-158

Figure 6 .20 Slant discrimination bias (in degrees) as a function of 2D texture orientation (also in 
degrees). The range o f biases is low (from 1' to 4 ' for JO, and from -1.5' to 3 .5' for GP and there 
is no pattern across orientations.
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Slant Discrimination Threshold /1 D Texture Twist

Slant 8  - 
Diacnmination 

Threahold 
(SD, degree# g  _

1 3 5 1 5 868 9 0

Twist (degrees)
4 5

Figure 6.21 Slant discrimination threshold (in degrees) as a function o f  ID  texture twist
(also in degrees). For both observers, thresholds are at their lowest at or near 07180*.

Slant 4  
Dlecrimlnatjon 

Ttireehold 
(SD, degree# 3

Slant Discrimination Threshold / 2D Texture Twist

-JO
-GP

0 - 9 0  2 3 - 1 1 3  4 5 - 1 3 5

Twist pairs (degrees)
68-158

Figure 6 .22 Slant discrimination threshold (in degrees) as a function o f  2D  texture twist 
(also in degrees). Thresholds are low (range 3° - <6“) and no particular trend is evident for 
either observer across texture twist.
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6.6.4 Discussion
The twist of a 2D texture pattern has no effect on slant discrimination threshold or 
bias. No significant effect is found on thresholds or bias of ID textures, either. 
This contradicts results reported earlier, which found considerable differences both 
in threshold and bias between texture twists of 0“ and of 90°. It should be noted, 
however, that only two observers participated in the experiment, and that the same 
two observers produced discrepant data in experiment 5, which when combined 
with that of 6 other observers, did lead to significant differences between horizontal 
and vertical textures. There is thus insufficient data to determine whether slant 
discrimination thresholds grade with texture twist between 0° and 90°, or whether 
all non zero twists generate similar thresholds, since perspective scaling and slant 
compression are combined.

Furthermore, there is no evidence to suggest that changing the twist of the texture 
pattern causing errors in tilt perception, resulting in errors or biases in slant 
perception. If such an effect were to be established, it would be inversely 
proportional to slant angle, and since this experiment found no evidence for it at 
slants of 45°, slants nearer to 0° would have to be used.

6.7 General Discussion
The series of experiments reported in this chapter has examined static texture cues, 
where the textures consist of sine wave modulated luminance gratings. In 
experiment 6, no significant effects of texture spatial frequency were found, either 
on slant discrimination threshold or on slant discrimination bias. Experiment 7 
showed that when two spatial frequencies are present in a texture, slant 
discrimination thresholds tend towards that of the higher frequency alone, even 
when it is has a lower contrast; and when three frequencies are combined, 
thresholds are at or below that of the component frequency which alone generates 
the lowest threshold. It was established in experiment 8 that discrimination 
thresholds are an inverse function of surface slant, with thresholds for horizontal 
grating textures showing a steeper function. No evidence for an interaction 
between slant and multiple frequencies was found, however, when the two were 
i nves t iga t ed  in e x pe r im en t  9. F ina l ly ,  e x pe r im en t  10
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concerned texture twist, where some evidence emerged in favour of the view that 
for ID textures the vertical (0°) texture is a special case, and that there is no 
evidence of confusion between tilt and twist.

The main finding across experiments 6 to 9 was the differences found with the three 
texture patterns used. The first texture was a pattern of vertical lines, which when 
slanted contained only perspective scaling information. The second was a pattern 
of horizontal lines, which when slanted contained both perspective scaling and 
compression information. The third texture was a checkerboard pattern constructed 
by adding together the vertical and horizontal textures. It was consistently found 
that slants of surfaces with horizontal textures were more difficult to discriminate 
than those for surfaces with vertical textures, which in turn were more difficult than 
those with the checkerboard texture. The same effect was found with the actual 
slant perceived, with the horizontally textured surfaces appearing less slanted than 
the vertically textured surfaces which in turn appeared less slanted than surfaces 
with the checkerboard texture. It is suggested that this is because the horizontal 
textures contain two combined cues, the vertical only one, while when both are 
present, the two cues can be extracted unequivocally. It is not the case that when 
horizontal and vertical textures are added together, the visual system computes a 
slant from each and combines them in some way.

It has been noted already that the impressions of slant generated by ID gratings 
(especially at higher slant angles) are striking, given that it is not possible to 
calculate the slant of a planar surface from a one-dimensional grating without 
distance being known. As discussed in chapter one, it is not possible for an 
algorithm based on the isotropy assumption to calculate slant in such a case, since 
ID textures cannot be isotropic (though they must be homotropic). For algorithms 
that make calculations based on prior extraction of texels, the problem lies in the 
fact that any texel on a surface with ID texture will extend infinitely (to the edge of 
the display).

The effect of ID textures on the algorithm developed by Malik & Rosenholtz 
(1994), however, is more relevant, since it has a direct bearing on slant from 
motion. In the field of computer graphics, it has been established that any image 
can be described as a composition of image primitives to which an affine transform
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is applied. This transform is an expansion, a rotation, or an area preserving 
deformation. Since most natural or photographic images have some quality of 
repetition, this method is used as the basis of so-called ‘fractal’ image compression. 
Such a compression algorithm seeks to establish for a given image the most 
appropriate primitives with which to describe the entire picture. Malik & 
Rosenholtz utilise the fact that natural images contain repetitive elements or regions 
as the basis for the assumption that any change in the shape of a local region (affine 
transform of it) relative to another local region is due to its being part of a three- 
dimensional structure, which generates different projections on the image plane 
depending on the slant, tilt, curvature or distance of local regions relative to the 
point of observation.

This method as implemented by Malik and Rosenholtz (see chapter 1) shows 
impressive results for slant and shape judgements of natural scenes.

The notable aspect of this algorithm is that it calculates slant in precisely the same 
way Freeman, Harris and Meese (1996) calculate slant from motion. It is 
demonstrated in the next chapter, however, that slant from motion can be 
ambiguous when the motion is one-dimensional, and Malik and Rosenholtz’s 
algorithm exhibits the same properties. When a texture area varies in only one 
direction, the affine transform of the region cannot be calculated unequivocally. 
There can be confusion between an expansion and a deformation, for example. The 
next chapter considers the effects of all optic flow components with both ID and 2D 
motion.
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Chapter 7: Optic Flow 

7.1 Experiment 11 Introduction
The motion cue used in experiments 3 to 5 was a velocity gradient. In the case of 
the animated vertical grating texture, the motion component consisted of a speed 
gradient or shear. With a positive slant, image motion was higher at the bottom of 
the aperture which corresponded to a nearer part of the texture plane than at the top 
of the aperture, which corresponded to more distant parts of the texture plane. In 
the case of the slanted horizontal grating, the motion component was also a speed 
gradient, except that in this case the orientation of image motion and the orientation 
of the speed gradient were the same. Thus there was a compressive-expanding 
motion rather than a shear.

This type of cue was employed because it provided a logical analogue of the texture 
cue, and it could be considered in the traditional context of motion depth cues. It 
has often been noted (for example, by Rogers & Graham 1979) that of the 
remarkable number of cues in the visual field that the human visual system can 
utilise in judgements of structure, layout or depth, one of the most striking and 
important of these is motion parallax. Rogers and Graham demonstrated this with a 
random dot stimulus on an oscilloscope, which was yoked to an observer’s head 
movement. When the observer’s head moved from side to side, the display 
distorted in a fashion concordant with strips at different depths. That is, those 
strips ‘further away’ moved slowly, and those strips ‘nearer’ the observer moved 
more rapidly. The effect was akin to that produced by random-dot stereograms: a 
stable and convincing impression of three-dimensional structure. Depth was still 
perceived, though not in quite such a striking manner, when the motion was not 
self-produced. The authors make the case that motion parallax can be used in 
judgements about the degree to which a surface slants in depth. This claim they 
base on their experimental finding that when observers matched depth perceived by 
parallax with depth perceived binocularly, depth from parallax was in close accord 
with the actual image displacement. Rogers & Graham see the depth judgement as 
qualitatively similar in nature to slant judgement, yet this is at odds with some of the 
earlier research mentioned in chapter one, such as Gibson & Comsweet (1952) or 
Epstein & Park (1964), who concluded that such properties as slant, depth or 
occlusion of surfaces could not be established unequivocally by ‘motion
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perspective’. Rogers and Graham suggest that previous attempts to find strong 
motion parallax may have been hampered by the use of passive static observers 
viewing moving displays. Rogers & Graham produce data which demonstrates that 
the depth perceived under conditions of self-produced movement is greater than that 
perceived under externally produced parallax conditions, and this difference reaches 
statistical significance. The magnitude of the difference is quite small, however.

More importantly, the motion parallax used in chapter five was of two types: 
shearing and compressive, but as was reported in chapter five, however, results 
with sine wave gratings do not agree with those found for the depth analogue of the 
Craik-O’Brien-Comsweet luminance illusion, as reported by Rogers & Graham 
(1983). They generated depth effects with oscilloscope-based random dot displays. 
The relative dot velocities were set to give a depth map identical to the luminance 
function of the Craik-O’Brien-Comsweet effect (figure 7.1). When the stimulus 
was presented with the Craik-O’Brien-Comsweet function orthogonal to the 
random dot’s movement direction, depth was depicted by a motion shear, and little 
or no depth was reported. If the orientations were identical however, and depth 
was depicted by an expansive-compressive deformation (figure 7.2), the same 
degree of depth was perceived as with stereopsis.

Harris et al. (1992) have found no difference, however, between compressive 
shearing motions in slant judgement tasks. They make that case that the precise 
nature of the motion information available in depth from motion can be better 
described in the form of optic flow components than in terms of cues such as 
parallax or shearing or compression gradients.

While Helmholtz recognised that objects at different distances from an observer had 
angular velocities which were a function of their distance (see e.g., Rogers & 
Graham 1979), Gibson (1950) was the first to recognise the utility of the motion of 
the whole visual field. His concem was with how an organism calculates (or 
rather, perceives directly) its orientation and position relative to its environment, 
and hence how it could plan a course through or interact with this environment. 
‘Motion perspective’ depends not at all on the nature of the objects or surfaces in 
the environment which are moving relative to the observer, merely on their distance 
and speed. The moving images are merely carriers which enable the extraction of
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Vertical Horizontal

Depth profile
Figure 7.1 The depth analogue of the Craik-O’Brien-Com sweet illusion. (Adapted from 
Rogers & Graham, 1983, p.220)

Expansion Shear
Figure 7.2. The two types o f motion parallax used by Rogers & Graham. See text for details. 
(Adapted from Rogers & Graham, 1983, p.221)
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the optic flow. Hence information about the structure of the environment can be 
perceived independently of its contents. Important for Gibson, (and a theme later 
tested experimentally by Rogers & Graham) is the fact that an observer can actively 
control the motion flow by self-movement.

While Gibson recognised the importance of optic flow, it wasn’t until Koenderink 
(e.g., 1986) analysed flow in terms of the differential invariants describing it that it 
became possible to determine exactly what features of optic flow permit different 
aspects of the structure of the environment to be calculated.

It is important to contrast local and global aspects of flow. One global feature is a 
rotation of the whole field around the axis through the point of view. This gives no 
information about depth. Another global feature is the translation of the viewpoint: 
flow from one pole to another (figure 7.3). Generally the global flow is smooth 
and smoothly varying. Within the global flow there are two types of local feature, 
the average flow velocity at a local region, and the structure of the velocity variation 
in the vicinity of the local region.

A change in the flow about a local region (over a short period of time or over a 
small region of space) leads to an affine transformation of the flow in that region. 
Koenderink & van Doome (1976) demonstrated that this could be decomposed into 
four basic components. That is, the complex flow at and about a small region could 
be described in terms of four simpler terms whose sum was the complex flow 
pattern. The first of these is translation. This involves no deformation of the 
surface at all, and is simply the vector quantity describing the speed and direction of 
motion. The second is an isotropic expansion which merely reduces or enlarges an 
image patch, and does not deform the visual field locally. This is a scalar quantity 
known as div, which is a measure of the change in area (or solid angle) of a piece 
of the optic array over a given time. The third is a rigid rotation of the field. Again 
a scalar quantity, curl specifies the rate of rotation of a small area of the optic array. 
The final element is a pure shear of the visual field. This is a contraction in one 
direction with a corresponding expansion in the orthogonal direction, such that the 
patch does not change in area. This is a vector quantity called def, which can be 
specified in terms of the degree of shear and the orientation of this shearing, or in 
terms of the degree of shear in one orientation and the degree of shear in the
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Figure 7.3. Oplic flow during m ovem enl parallel to the ground. Adapted I'rom Gibson (p. 123, 
1979). Gibson was the first to consider, for the sake of intuition and mathematical simplicity, the 
optic array as a sphere centred on the viewpoint. This is the naked flow ; no projection or 
calculation has yet taken place (see Koenderink 1986).
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orthogonal orientation. These last three are differential invariants. It is the way 
div,curl and def change or grade over the visual field that is important in terms of 
cues to depth or structure. The derivation of these invariants is not necessary for 
the discussion here, but is summarised by Koenderink (1986) and Harris (1994) 
amongst others. The differential invariants div, curl and def are illustrated in figure 
7.4. A schematic of the type of receptors that could detect these invariants is 
illustrated in figure 7.5.

It is necessary, then, to be able to describe the motion content of a stimulus in terms 
of its optic flow components. Consider the case of a planar surface, textured with 
a plaid pattern, as used in previous experiments. If this is oriented in 3D space and 
moves in 3D space, it is clear what information is conveyed by each component of 
the resultant optic flow field. Div records the degree to which the surface is moving 
towards the point of observation. This would appear in the image plane as a 
decrease in spatial frequency of the components of the plaid pattern. If the tilt of 
the surface changes, the result is a rigid rotation of the optic flow field. As 
mentioned above, this is a global property which contains no depth information. If 
the whole field rotates, however, then about every local region in the field a 
measure of curl will be present. Def records the change in shape of the pattern in 
the image plane due to a translation of the surface which is parallel to neither the line 
of sight nor the fronto-parallel plane (see Harris et al. 1992 and Freeman et ai. 
1996). This is what encodes the slant of the planar surface.

A mechanism composed of receptors such as those described in figure 7.5, attuned 
to the appropriate receptive field sizes and motion velocities could quite conceivably 
calculate unequivocally the appropriate optic flow components for the above- 
mentioned plaid-texture moving plane. Matters are not quite so simple for the ID 
stimuli of the previous experiments, however. Freeman etal. (1996) have shown 
that div, curl and def can be described as the sum of two orthogonal ID shearing 
gradients, as illustrated in figure 7.6. Def is usually specified as the degree of shear 
in one orientation and the degree of shear in the orthogonal orientation; these two 
components will be referred to as def; and def2 . Curl and def j can be described as 

the sum of the same two orthogonal shearing gradients (figure 7.6a and 7.6b), the 
only difference being that the polarity of one of the gradients reverses. Similarly, 
div and def2  (of the orientation complementary to def j) can be described by two 1D
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Figure 7.4. The motion around a local region in the optic How field can be divided into four 
components. Trans is not shown. The scalar div, is an expansion, the scalar curl a rotation, and 
the vector def is a deformation with area preservation. This has two components, which can be 
thought of as either degree and direction, or the degree in two different directions as shown above.

- 215 -



Fig. 7.5a Hypothetical mechanism 
for calculating divergence, or div. 
C ells respond to m otion 
orthogonal to a (circular) local 
region.

Fig. 7.5b Hypothetical mechanism 
for calculating cwW. Cells respond 
to motion tangential to a local 
region, (i.e., orthogonal to that 
detected by the equivalent cell in 
(a)).

Fig. 7.5c Hypothetical mechanism 
for calculating deformation , or 
def{ïor a given orientation). Here 
some cells respond to outward 
flow, others to inward.

Fig. 7.5d Hypothetical mechanism 
for calculating deformation, or def 
(for the complementary orientation 
to (c)). Note that each cell 
responds to motion in a direction 
orthogonal to that detected by the 
equivalent cell in (c). Adapted 
from Harris (1994, p.317).
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Figure 7.6a curl can be described as the sum of two 
orthogonal ID shearing gradients.

Figure 7.6b def(i) can be described by the sum of the same 
two orthogonal ID shearing gradients as for curl (above), 
except that here the polarity of the first has been reversed.

Figure 7.6c div can be described as the sum of two 
orthogonal ID shearing gradients. This is a pair with the 
other kind of def.

Figure 7.6d def(ii) can be described as the sum of the same 
two orthogonal ID shearing gradients as for div (above), 
except that here the polarity of the second has been reversed.
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shearing gradients, the sign of one of which marks the only difference between 
them.

This clearly illustrates the fact that if the information in the optic flow field is one 
dimensional (it varies only in one direction), then it is not possible to distinguish 
between optic flow components. Suppose that the projection of a ID grating is 
displayed on an image plane, and that the spatial frequency of this image plane 
projection decreases. Whether the optic flow pattern in a region is deforming or 
expanding is unclear. (It is readily explained thus: def is defined as an expansion in 
one direction with a corresponding contraction in the orthogonal direction which 
preserves area; but if the motion is ID, only the contraction (or expansion) will be 
detected.)

The experiments reported in chapter five showed only limited evidence for a 
motion deformation altering the slant perceived from the underlying texture, as is 
suggested by Harris, Meese and Freeman (1996). The first type of motion used in 
the following experiment, is therefore a change in this deformation information, 
namely a jitter in the slant of the surface (figure 7.7).

In experiment 5, the tunnel like surface used as the experimental surface could 
contain a div element, when the texture was 2D or contained a ID ‘horizontal’ 
component. Here a div is applied to the whole field as a jitter along the z-axis: a 
zooming in and out, and no other motion is present. This should provide no slant 
information, but in the ID case there might be a confusion between def and div, and 
it is necessary to determine how the visual system interprets such information. Z 
axis jitter is illustrated in figure 7.8.

It is also necessary to determine whether the deformation and curl introduced by 
altering the twist of the texture pattern is correctly decomposed for both ID and 2D 
textures. Hence the third type of motion jitter used is a twist jitter, as shown in 
figure 7.9 The fourth type of motion used is a tilt jitter. This is simply a rigid 
rotation of the optic flow which contains no depth information whatsoever. It is 
used as a control condition, and is illustrated in figure 7.10.

The type of motion used by Young etal. (1993), as reported in chapter 1, produced 
convincing results and it is consequently not appropriate to replicate this motion 
type, especially as it has not been analysed in terms of its optic flow components.
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Figure 7.7a Slant jitter. The slant of the surface is increased from 65° to 80° (approximately).
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Figure 7.7b Slant jitter aperture simulation. The equivalent of the first and last frames in a moving 
stimulus presentation
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Figure 7.8a Distance jitter. Note that a decrease in observer - stimulus distance is equivalent in the 
image to an increase in surface size (or decrease in spatial frequency).
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Figure 7.9a Twist jitter. Slant is approximately 80°. Twist of the surface pattern changes from 0° to 
25°. Twist is a rotation of the image plane before it is slanted.
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Figure 7.9b Twist jitter aperture simulation
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Figure 7.10a Tilt jitter Slant is approximately 80° Tilt changes from 0° to 25°. A Tilt in the stimulus is 
equivalent to a rotation in the image plane, once the surface has been slanted.
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Figure 7.10b Tilt jitter aperture simulation.
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7.2 Method
7.2.1 Design
The design of the experiment was in general as described in chapter 3. Here there 
were two factors under consideration, texture type and motion type. The texture 
was either ID or 2D. The two ID textures were the vertical and horizontal gratings, 
as used in previous experiments. The 2D texture was the plaid composed of the 
summation of horizontal and vertical grating components. There were four types of 
motion, as follows:

7.2.1.1 Distancejitter. There were three levels of distance jitter: 1 cm, 2 cm and 5 
cm. These were determined with preliminary trials conducted by the author. The 
scene layout projected onto the image plane involved a point of observation at a 
distance of 50 cm from the centre of the display, with the centre of the texture 
plane a further 25 cm along this line of sight. In the distance jitter conditions, 
therefore, the stimulus was projected to jitter over a period of 1 second between 75 
cm and 74 cm; 75 cm and 73 cm; or 75 cm and 70 cm from the viewer.

7.2.1.2 Slant jitter. The three levels of slant jitter were set at 2°, 5° and 10°. These 
were determined in preliminary trials conducted by the experimenter. A surface of 
45°, therefore, jittered by 10°, would oscillate between 50° and 40° during 
presentation. (The direction of jitter was randomised). An observer was asked to 
judge the median or mean slant during presentation, and none reported any 
difficulty in achieving this.

7.2.1.3 Tilt jitter. In the tilt jitter condition, surfaces jittered at 2°, 5° or 10°. These 
level were determined in preliminary trials conducted by the experimenter. Tilt 
jittered about 0°. That is for the 2° jitter, tilt varied from -1° to 1°, for the 5° 
conditions from -2.5° to 2.5° and for 10° tilt, from -5° to 5°. Jitter direction was 
randomised.

7.2.1.4 Twist jitter. Twist was jittered by 5°, 10° or 20°. These levels were 
determined in preliminary trials conducted by the experimenter. With a twist jitter 
of 5°, for example, the twist of a vertical (0°) grating would vary from -2.5° to 
+2.5° (or vice versa) during presentation.
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7.2.2 Subjects
Three observers participated. GP had participated in a number of previous 
experiments. JS had not participated in any previous experiments, and therefore 
completed a number of preliminary trials before starting the experiment; these trials 
were a subset of the stimuli used in experiments 7 and 8. Only the experimenter, 
JO, was aware of the experimental hypotheses. All had normal or corrected vision 
in the experiment. GP and JS were paid for participation. Only JO and JS 
completed the tilt jitter control condition.

7.2.3 Apparatus & Materials
Viewing apparatus were set up as described in chapter 3.

7.2.4 Procedure
Experimental procedure was in general as described in chapter 3. Specifically, with 
3 texture types and four types of motion at three levels of jitter, there were 36 
stimulus conditions. Each condition was displayed eight times at each of nine 
levels (mean 45°, interval 5°), and the whole experiment completed 3 times by each 
observer. Stimulus presentation time was 1 second. The standard stimulus was a 
static plaid textured surface, slanted at 45°. Experimental sessions were broken 
down into 8 parts. Each part consisted of either 4 or 5 combinations of texture and 
jitter for a given motion type. A session with 4 combinations lasted about 20 
minutes, and one with 5 about 25 minutes. Total experimental duration was 
therefore approximately nine hours, spread over a period of about a week. (For 
observer GP, without the tilt jitter control condition, the total was less than seven 
hours). Feedback was set at a probability of 0.2.

7.3 Results
The slant discrimination bias data are illustrated in figure 7.11, and the thresholds 
data in figure 7.12.

Figure 7.11 shows slant discrimination bias as a function of four different types of 
motion jitter (the four separate graphs) and three texture types (ID horizontal, ID 
vertical, and 2D plaid, plotted in red, blue and magenta respectively on each graph). 
A two-way repeated measures ANOVA was used to analyse the data from each 
motion condition. In the slant jitter condition, bias increases with jitter, and this
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effect is significant: F(2,2)=16.10, p=0.012. The effect of texture is also highly 
significant: F(2,2)=72.72, p=0.001. Plaid textures surfaces appear more slanted 
than ID horizontal texture surfaces, which in turn appear more slanted than ID 
vertical texture surfaces. Note that this difference is the reverse of what has been 
established in some previous experiments. The effect of slant jitter is strong 
enough, that despite the large difference between texture types, a plaid texture that 
jitters by only 2° in slant appears less slanted than a horizontal texture surface that 
jitters by 10° in slant. Both however, appear more slanted than a plaid surface 
whose slant is fixed (the standard stimulus). The bias with a vertical texture does 
not change as much as the other two texture types with slant jitter, but the 
interaction between texture type and slant jitter fails to reach significance: 
F(4,2)=2.97, p=0.089.

Distance jitter has no significant effect on slant discrimination bias, and in the 
distance jitter condition, the effect of texture type only approaches significance: 
F(2,2)=6.43, p=0.056. Bias varies less as a function of distance jitter for the plaid 
texture than for either of the ID textures, but this interaction fail to reach 
significance: F(4,2)=3.14, p=0.079.

In the twist jitter condition, the graph indicates that surfaces appear less slanted, the 
greater the jitter, but this effect is small, and fails to reach statistical significance. 
The difference between texture types is significant, however: F(2,2)=17.91, 
p=0.010, although there is no interaction between twist jitter and texture type.

The tilt jitter control condition shows no effect of jitter on slant discrimination bias, 
and no interaction between tilt jitter and texture type. The effect of texture type is 
significant: F(2,l)= 106.5, p=0.009.

Figure 7.12 illustrates slant discrimination threshold as a function of four different 
types of motion jitter (the four separate graphs) and three texture types (ID 
horizontal, ID vertical, and 2D plaid, plotted in red, blue and magenta respectively 
on each graph). A two-way repeated measures ANOVA was used to analyse the 
data from each motion condition. In the slant jitter condition alone, threshold 
increases significantly with jitter: F(2,2)=7.19, p=0.047. Although this trend is 
evident for distance jitter, it fails to meet the criterion for statistical significance.

- 225 -



And only in the slant and distance jitter conditions does the difference between 
texture types approach or reach significance: for slant jitter, F(2,2)=5.45, p=0.072; 
and for distance jitter, F(2,2)=13.92, p=0.016.

7.4 Discussion
The effect of texture on bias is similar here to the effect found in previous 
experiments. In general, surfaces textured with the 2D plaid pattern appear more 
slanted than those textured with a ID pattern. Where previously, however, it has 
generally been found that of the ID patterns, the vertical texture generates greater 
perceived slant, here, when different types of motion are jittered, it is the horizontal 
texture which gives greater perceived slant. Slant discrimination thresholds, 
however, show a consistent pattern of higher threshold for horizontal over vertical 
texture and for vertical over plaid texture. The effect of texture in the tilt and twist 
jitter conditions is not statistically significant, however. It can be seen in figure 
7.12 that in these cases the thresholds for the ID textures are nearly as low as for 
the 2D plaid. This suggests that the motion information might be responsible for 
reducing thresholds. In the case of twist jitter, there is both def and curl 
information in the stimulus, but in the tilt jitter condition, the global image rotation 
provides no depth information.

Jittering the slant tended to increase perceived slant. Two explanations present 
themselves to explain this phenomenon. The first is that slant jitter is a strong 
motion cue to slant, and makes the surface appear more slanted than the static 
standard. The second, more prosaic explanation, is that slant discriminations were 
not based on the intermediate slant presented during the jitter, but on the 
intermediate spatial frequency gradient. Since the spatial frequency gradient 
changes more rapidly the greater the slant the intermediate spatial frequency gradient 
would always correspond to a slant greater than the intermediate slant displayed. 
This would also explain why the horizontal texture gave higher biases than the 
vertical texture. As explained in chapter two, the higher the slant the larger the 
change in slant compression (carried by the horizontal texture) relative to the change 
in perspective scaling (carried by the vertical texture).

Information about surface slant can be extracted equally efficiently from texture in 
the presence of spurious motion information as when the texture is static. It has
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also been demonstrated (experiments 4 and 5) that adding a consistent motion cue to 
a slanted textured surface has only a modest effect on slant discrimination biases. 
The one remaining case in which to look for an effect of motion which might 
approach that found by Young etal. (1993) for rotation about an axis normal to the 
line of sight, is therefore to consider whether perceived slant can be altered for a 
texture surface in the presence of motion information which is not consistent with 
that of the texture, but which instead indicates a surface of a different slant. This is 
the subject of the next chapter.
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Chapter 8: Perturbation of Texture & Motion Cues

8.1 Introduction
When motion and texture cues convey the same information about the slant of a 
planar surface it seems that the motion component of the stimulus is largely 
redundant. Experiment 4 in chapter 5 demonstrated that introducing a motion 
component to a horizontal, vertical or plaid textured surface had no significant effect 
on the slant discrimination threshold and could alter slant discrimination bias by 
only 2“ at most. It has previously been shown, however, in a number of different 
paradigms, that slant is readily perceived from motion cues alone. Harris et al. 
(1992) and Freeman etal. (1996) used random dot stimuli in which the speeds of 
the dots in different parts of an oscilloscope display were concordant with those of 
slanted planar surfaces. Perceived slant was measured by an observer adjusting a 
separate line or cube to match the slant of the test stimulus. Although slant 
estimates were less than as displayed, observers did produce a pattern of results 
consistent with observing slanted surfaces. Rogers & Graham (1979, 1983) have 
shown depth effects from motion akin to those found with stereoscopic stimuli. 
These experiments were discussed in greater detail in chapters one and seven.

There is considerable evidence, then, that the visual system is sensitive to both the 
shearing and compressive speed gradients that can define slanted surfaces, although 
in experiment 4 it was found that a change in perceived slant only occurred when 
both these velocity gradients were present. It has been demonstrated, furthermore, 
that observers demonstrate sensitivity to changes in these gradients (the slant jitter 
condition of experiment 11 in chapter 7), and even when the effect of the motion 
cue is ambiguous (for example when there is no distinction between divergent and 
shearing elements with ID textures), slant can still be perceived.

The texture and motion cues used in the experiment reported in chapter 5 were not 
independent. The motion consisted of a shifting of the phase of the luminance 
grating which was used as the surface texture. A shearing motion could only be 
used if a vertical grating was present, and a compressive/expansive motion could 
only be produced by cycling the phase of a slanted horizontal grating. The slants 
depicted by the texture and by the motion cues were therefore identical. In order to 
construct a satisfactory model of cue combination, however, it has been argued that
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perturbation analysis is required (see e.g., Young, Landy and Maloney 1993). 
This requires that the dependent variable (e.g., perceived slant or depth) is 
measured as a function of the disparity between the depicted cues.

What is important here is that all the properties of the motion and texture cues are 
known and controlled. It is desirable to avoid a cue conflict paradigm, in which a 
gradient or cue is discarded and discounted, yet in fact is still present and indicating 
a slant of 0°. This was the case with the paradigm employed by Cutting & Millard 
( 1984), as described in chapter 1.

Cue combination has previously been investigated using perturbation analysis for a 
number of different cues, including shading, stereo, motion and texture (see chapter 
one). For example. Young etal. (1993) established the relative weights of motion 
and texture cues, for subjects observing rotating cylinders, composed of a 
volumetrically defined texture. They found considerable inter-observer differences, 
but approximately equal weights for both cues.

In order to implement perturbation analysis it must be possible to vary cues 
independently. This can be achieved in a quite straightforward manner with texture 
and motion, despite the fact that a (‘first order’) motion cue requires some temporal 
luminance variation, which could be construed as a texture cue. Varying texture 
and motion cues independently is realised by generating a stimulus in which the 
slant depicted by the spatial frequency gradient is different to that depicted by the 
velocity gradient. If, for example, an image projection is generated of a textured 
surface of slant 5° and this image is then moved vertically up or down (i.e., at a 
slant angle of 0°), then two separate slants are indicated by the texture and motion 
cues. Of course, the orientation of the motion information need not be 0°. The 
direction of the linear motion of an object in space can be described by two angular 
quantities equivalent to slant and tilt. But if the object is a textured planar surface, 
and the motion slant is similar to that depicted by the projection of the texture 
pattern of the surface, it appears that texture and motion information are concordant. 
If this is the case, then an observer can make a single valid slant judgement based 
on the motion and texture information, and perceived slant can be measured as a 
function of the disparity between the slants depicted by texture and motion. Hence, 
the weights applied to texture and motion cues can be calculated.
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Generating surfaces in which motion and texture slants vary independently is 
described separately for experiment 12 and for experiment 14, because different 
methods were used, but the principle is the same. Suppose that the stimulus to be 
generated has a texture slant of 55° and a motion slant of 45°, then for each frame in 
the animation sequence, stimulus generation follows three steps. Firstly, an image 
is generated of a surface whose texture slant is set at 10°. Secondly, a motion 
offset is applied to this image, appropriate for the frame of the animation. The 
image of the texture surface is transformed (offset) by [a*x,a*y], where x and y are 
the motion offsets and a is the frame number (from 0 to the number of frames in the 
animation sequence). Thirdly, an image is generated of a surface whose texture 
slant is set at 45°, but whose texture pattern is the transformed image of the 10° 
texture slant.

In general, to generate a surface of texture slant x° and motion slant y°, the surface 
is oriented to a slant angle of (x-y)°, a motion offset applied, and the image is 
reoriented to a slant angle of y°.

The purpose of experiment 12, then, is to determine which cue has the higher 
weighting when both motion and texture present similar information in their 
different modalities. That is, to determine when the texture slant is x° and motion 
slant is y°, whether perceived slant tends towards x° or towards y°.

Whatever the result of this, it is necessary to determine why the visual system 
should show a preference for one or other cue. It could be that observers are 
simply more sensitive to velocity gradients than they are to spatial frequency 
gradients, or vice versa. In which case, it is necessary to determine discrimination 
thresholds for changes in velocity and spatial frequency gradients. This is the 
purpose of experiment 13, which will also show whether the weight assigned to 
texture and motion cues can be balanced if they are scaled in terms of perceptual 
units rather than degrees.

Once the nature of cue combination has been determined when the motion and 
texture cues convey similar information, the weights will be remeasured in 
experiment 14 with an irregular texture. This will determine whether the weights
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assigned to the texture cue are a function of the reliability or regularity of the texture 
information.

8.2 Experiment 12: Motion-Texture Disparity

8.2.1 Introduction
Results from experiments four and five would suggest that the motion cue is weak 
in comparison to the texture cue in slant perception, and thus that when there is a 
disparity between motion slant and texture slant, perceived slant would tend 
towards the slant depicted by the texture cue. Results from experiments using 
different paradigms suggest, however, that motion can be a stronger cue than has 
been evident thus far in the experimental programme. In experiment four it was 
shown that the addition of a 2D velocity gradient to a 2D plaid texture could 
increase perceived slant by 2°. There was no difference in slant discrimination 
threshold. There were no differences in either threshold or bias when ID velocity 
gradients were added to ID and 2D texture patterns. Young et al. (1993), 
however, determined that texture and motion cues could have roughly equal 
weights, as reported in chapter 1. There is no clear difference in methodology that 
might suggest why motion was stronger in this case. All that can be noted about 
the perturbation analysis of Young etal. (1993) is that the texture was irregular. 
There is no clear way to index texture irregularity, however, for any such index 
would depend on the way the texture was generated. The volumetrically defined 
texture of Young et al. would have texture regularity measured in a different manner 
to a projected surface. For the volumetric surface, an appropriate index of 
irregularity would be the standard deviation of the voxel radii, while for a projected 
surface, irregularity would be measured in terms of texel size, shape and spacing. 
Furthermore, there can be no consistent perceptual metric to determine the 
‘regularity’ of a texture, since this would depend on the algorithm underlying the 
perception of slant, and as was demonstrated in chapters 1 and 2, there are three 
broad approaches to slant from texture algorithms, none of which models human 
performance very accurately, and for each of which a different measure of texture 
irregularity is appropriate.

In section 8.1 it was reported that stimuli in which texture and slant information 
were independent could be generated by rotating in depth to a slant angle of y° the
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image of a surface which is already oriented at a slant angle (x-y)“ and shifted by a 
motion offset, where the motion slant is y° and the texture slant x°. That the stimuli 
in experiment 12 are not generated in precisely this manner is a function of the 
stimulus generation algorithm described in chapter two. This calculates the point of 
intersection between a texture plane and a ray from the point of observation through 
a pixel on the image plane, and then calculates the intensity function for this point of 
intersection on the texture plane. Care was taken in earlier experiments to avoid 
very high spatial frequencies or slants, in order not to exceed the Nyquist limit. No 
provision in the algorithm was made for substituting the sinusoidal surface function 
with a pre-generated image (such as the image of a slanted surface). In experiments 
12 and 13, stimuli were generated without recourse to an intermediate image which 
was then re-projected. Instead, an additional intermediate stage was inserted into 
the generation algorithm. This is illustrated in figure 8.1. The point of intersection 
is first calculated between the ray from the observer in direction D and the motion 
plane. A motion offset is applied to this for each frame of the animation (the offset 
in the x and y directions along the motion plane are multiplied by the frame 
number). The ray then continues from the offset point on the motion plane in the 
original direction D, (note that this might sometimes be ‘backwards’) until it 
intercepts the texture plane. In other words, the ray travels from the observation 
point O, in direction D until it intercepts the texture plane. The only difference 
between the consistent cues generation algorithm and the independent motion and 
texture cues algorithm is that in the latter, the ray travelling in direction D is 
displaced in space to an extent determined by the orientation of the motion plane, 
before it continues (but still with the same direction vector) to the texture plane.

8.2.2 Method
8.2.2.1 Design
There were two perturbation conditions. In the first texture slant was held constant, 
at 45% while the motion slant was varied as a function of the texture slant at four set 
levels. These levels were established in pilot trials. Clearly, a very high disparity 
between motion slant and texture slant produces an unsatisfactory stimulus, because 
it is important that while the motion slants and texture slants are different, the 
observer nevertheless perceives the stimulus as coherent. In the extreme example, 
say, of a motion slant of 0° and a texture slant of 45°, the appearance to the 
observer is of a slanted surface which is moving vertically up or down. To make a
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image plane texture
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Figure 8.1 To generate an animated stimulus on an image plane in which motion slant and
texture slant are independent, the motion plane and texture plane are set at different orientations 
in space. A ray from the point of observation, O, through a pixel on the image plane in a 
direction, D, intercepts the motion plane. It is then offset along the motion plane by a distance 
appropriate for the frame of the animation, and then the ray projects in the same direction D, 
from this different point on the motion plane until it intercepts the texture plane, from which the 
appropriate intensity value is calculated.
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judgement of the slant based on the two cues would be meaningless. It was 
established that a texture/motion disparity of ±12° appeared coherent, even at high 
slant angles (up to 77°). The four levels of relative slant were set at -12°, -5°, +5° 
and +12°. The highest slant angle used was therefore 77° (65° for the fixed slant, 
with +12° on the relative), and the lowest 13° (25° -12°).

The texture used in all conditions was the plaid grating. There were three motion 
conditions: compressive/expansive motion (associated with the horizontal 
component of the plaid); shearing motion (associated with the vertical component of 
the plaid); and the two motions combined.

In summary, there were two perturbation conditions: motion varying (texture static) 
and texture varying (motion static). For each of these there were four levels of 
relative slant: -12°, -5°, +5° and +12°. And for each perturbation/level there were 
three types of motion: compressive, shearing or both.

8.2.2.2 Subjects
Two observers completed the experiment. The experimenter JO had corrected 
vision. Participant CB had normal uncorrected vision and had considerable 
experience of experiments in visual psychophysics, but was not aware of the 
experimental hypotheses, nor the nature of the stimuli. CB was not paid for 
participation.

5.2.2.3 Apparatus & Materials
The apparatus were as described in chapter 3, and as implemented previously in 
experiments three to eleven. Stimuli were generated as described in the introduction 
(8 .2 .1).

8 2.2.4 Procedure
The general procedure was as described in chapter 3. The standard stimulus was a 
plaid grating, for which texture slant and motion slant were both set at 45°. Test 
stimuli were presented eight times at each of nine levels (from 25° to 65°, in steps 
of 5°) The four levels of the two disparity types, coupled with the three motion 
types, and feedback set for 20% of trials, gave an experiment with approximately 
2074 stimulus presentations, each of duration 1 second, separated by a gap of up to
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2 seconds. Each observer completed this three times, so that a mean slant 
discrimination threshold and bias could be calculated.

8.2.3 Results
Figures 8.2 and 8.3 show the slant discrimination biases for observers JO and CB 
respectively. Note that the x-axis is not linear. The lighter hues (cyan, yellow and 
green) show the bias when texture slant is held constant and motion slant varies. 
For both observers, perceived slant changes very little for changes in compressive 
motion slant (cyan), shearing motion slant (green) or compressive and shearing 
motion slant (yellow). The darker hues (red, blue, magenta) show the bias for the 
conditions in which motion slant is held constant, and texture slant varies. The 
trend here is for bias to follow very closely the change in the texture slant.

The effect sizes are as follows: for both observers it is the case that with motion 
slant fixed, and texture slant varying by n° (-12<n<+12), perceived slant varies by 
an average 0.87n. When texture slant is fixed and motion slant varies by n% 
perceived slant varies by 0.07n. For observer JO alone the figures are 0.84 and 
0.10 respectively. For observer CB they are 0.90 and 0.04.

Across observers, the figures for compressive motion are 0.94 and 0.09, for 
shearing motion 0.84 and 0.10 and for the two together, 0.80 and 0.07. That is to 
say, there is no apparent or consistent effect of motion type.

A repeated measures ANOVA revealed no significant effect of motion type, in either 
disparity condition. The data for the three motion types were therefore combined in 
a linear regression analysis to calculate the slope of the bias function in each 
disparity condition. When motion slant is constant and texture varies, slant 
discrimination bias = 0.85-disparity-0.46. For disparity, t=30.187, p<0.0001; and 

for the intercept constant, t=-1.740, p=0.09; r^adj.=0.97535. When texture slant is 

constant and motion slant varies, slant discrimination bias=0.08 disparity+1.57, 
where for disparity, t=2.614, p=0.0158 and for the intercept constant, t= 1.913 and 

p=0.07; r^adj.=0.20235
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Figure 8.2 Slant discrimination biases for Observer JO. The lighter hues (cyan, yellow and green) 
show the bias when texture slant is held constant and motion slant varies. Perceived slant changes 
very little for changes in compressive motion slant (cyan), shearing motion slant (green) or 
compressive and shearing motion slant (yellow). The darker hues (red, blue, magenta) show the 
bias for the conditions in which motion slant is held constant, and textiue slant varies. The trend 
here is for bias to follow very closely the change in the texture slant. There is no apparent effect of 
motion type.
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Figure 8.3 Slant discrimination biases for Observer CB. The lighter hues (cyan, yellow and green) 
show the bias when texture slant is held constant and motion slant varies. Perceived slant changes 
very little for changes in compressive motion slant (cyan), shearing motion slant (green) or 
compressive and shearing motion slant (yellow). The darker hues (red, blue, magenta) show the 
bias for the conditions in which motion slant is held constant, and textiue slant varies. The trend 
here is for bias to follow very closely the change in the texture slant. There is no apparent effect of 
motion type.
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Figure 8 .4  Slant discrimination thresholds for observer JO. There is no effect o f disparity 
type or motion type on the level o f slant discrimination thresholds.
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The slant discrimination thresholds are shown in figures 8.4 and 8.5 for JO and CB 
respectively. While there is a difference between the observers (CB had no 
previous experience of slant discrimination tasks, prior to a pilot trial to determine 
appropriate disparity levels), diere is no effect of motion type or disparity level. No 
further analysis was performed on the threshold data.

8.2.4 Discussion
That texture is so much stronger a cue to slant than motion runs counter to 
previously mentioned research, such as that of Young e? a/. (1993), as discussed in 
chapter 1, but is consistent with what was found in experiments four and five. It 
would appear that despite the findings of Rogers & Graham (1979), that motion 
parallax/shearing is per se a strong cue to depth, in the presence of a contrasting 
texture cue, the type of rotational motion used by Young etal. is a stronger cue.

There are three points that require consideration. The first of these is whether 
texture is assigned a higher weighting because discrimination thresholds for spatial 
frequency gradients are much lower than those for velocity gradients. If this were 
the case, it might be expected that if the results were recalibrated in terms of 
perceptual units, weightings might equalise. This question is the subject of 
experiment thirteen. The second point of consideration is whether it is possible to 
alter the weightings assigned to texture and motion cues, by changing some aspect 
of each cue. Regular texture and motion cues have been used in the preceding 
experiments because they provide the same information. In experiment 14 it is 
determined whether the weighting assigned to the texture cue is a function of the 
regularity of the information it provides. Finally, whether or not thresholds for 
detecting changes in velocity gradients are higher than those for spatial frequency 
gradients, it is appropriate to consider why the visual system assigns a higher 
weighting to texture information.

A possible post hoc explanation for the results observed is that spatial information 
such as that found with spatial frequency gradients is much more easily analysed 
than motion information, since all the appropriate spatial information is present in a 
single frame, while the motion information is salient only over a number of frames. 
In other words, spatial frequency gradient analysis is two dimensional, while 
velocity gradient analysis is three dimensional (two dimensions of space and one of 
time).
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8.3 Experiment 13: Discrimination thresholds for velocity 
gradients and for spatial frequency gradients

8.3.1 Introduction
Since texture clearly holds a much higher weight than motion, it is appropriate to 
consider why this should be the case. Since the texture and motion cues are 
quantitatively identical, it might be assumed that the visual system is more sensitive 
to spatial frequency gradients in the image than it is to speed gradients that are more 
time dependent. To test this notion it is necessary to determine the thresholds for 
spatial frequency gradients and speed gradients independently.

8.3.2 Method
8.3.2.1 Design
The experiment consisted of two parts, spatial frequency gradient discrimination 
and velocity gradient discrimination. Each consisted of three stimulus types. For 
the texture, the ID horizontal, ID vertical and 2D plaid textures were used. The 
m otion stimuli consisted of com pressive, shearing and diagonal 
shearing/compressive motions of the plaid texture. Static textures were generated 
of mean slant 0°. Motion stimuli were generated in which texture slant was set at 
0°. Levels were established during pilot trials. Nine levels at 10° intervals were 
used. That is, the mean slant was 0°, and the maximum and minimum were 
+40° and -40° respectively (recall from experiment 8 that thresholds at 0° are much 
higher than for other slant angles).

8.3.2.2 Subjects
The experiment was completed by two observers, the experimenter, JO, and a paid 
volunteer, JS, who was unaware of the experimental hypotheses. Both observers 
had corrected vision.

8.3.2.3 Apparatus & Materials
The static texture stimuli were generated as described in Chapter 2 and as used in 
experiments 3 onwards. The motion stimuli were generated as described for 
Experiment 12. A motion stimulus was effectively a surface of texture slant 0°, and
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motion slant n ,  where -40<n<40. Apparatus set up was as described in chapter 
three.

8.3.2.4 Procedure
The general procedure was as described in chapter three, except that slant 
discrimination bias was not measured. It was only the ability to discriminate 
between stimuli which was of concern. Accordingly, observers were instructed to 
use whatever cues were available to make their discriminations, and that it didn’t 
matter if they were unsure of the absolute slant of a surface, since their 
discrimination concerned only the polarity of this slant.

8.3.3 Results
The results for Observer JO are plotted in Figure 8.6, and for Observer JS in figure 
8.7. Plotted in blue are the thresholds for the motion stimuli, and in red the 
thresholds for the texture stimuli. The three groups on the x-axes are horizontal, 
vertical and plaid texture/motion. The effect here across observers and across 
texture/motion type is evident: the thresholds for motion are greater than the 
thresholds for texture. The mean difference between texture threshold and motion 
threshold, across stimulus type and observers is 6.44 degrees. Motion thresholds 
are 31.3% higher than texture thresholds in the equivalent condition. This 
difference is not statistically significant, however, since there are data from only 
two observers which vary slightly in magnitude (thresholds for observer JS are 
higher than those for JO). Note also that thresholds for vertical textures (and 
shearing motion) are less than those for horizontal textures (and compressive 
motion) for both observers, but that the usual effect for the 2D plaid (lower 
thresholds than either of the ID stimuli) is absent.

8.3.4 Discussion
Changes in velocity gradients are more difficult to perceive than changes in spatial 
frequency gradients, but the difference is not as large as the weightings found in 
experiment 12 might lead one to believe. Motion thresholds are only 30% higher 
than texture thresholds, yet in combination, motion gets less than 10% of the
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weight. It is not the case, then, that if the results from experiment 12 are re-scaled 
in terms of perceptual units instead of degrees, weights equalise. That is, if a 1 
degree change in texture slant is as readily discriminated as a 1.3 degree change in 
motion slant, then motion would have to be changed very little to equalise weights. 
In fact, since the texture weight is at least eight times higher than the motion weight, 
motion would have to vary by eight times the angle to equalise weights.

In natural environments which are richly textured, texture patterns are often quite 
irregular. Identifiable texels vary in size and spacing, for example, and might not 
lie flat on the plane. Motion information, however, is consistent across the visual 
field (because it does not rely on texture properties, merely luminance differences). 
If this is the case, then it might be anticipated that the texture weight and motion 
weight will be more equal when texture is degraded. This is the concern of 
experiment 14.

8.4 Experiment 14: ‘Natural’ Textures
8.4.1 Introduction
Since there is no obvious metric for texture irregularity, a number of texture images 
were rated on a subjective scale by the author. The texture which was ranked most 
irregular was the cloud-like texture shown in figure 8.8. A texture which was 
ranked at an intermediate grade (half way between the regular plaid of previous 
experiments and the cloud texture illustrated) was also used in pilot trials.

Pilot trials showed evidence for a change in texture weight over the regular gratings 
only for the cloud texture, and therefore this was the only texture employed in the 
experiment.

8.4.2 Method
8.4.2.1 Design
Experimental design was similar to that for Experiment 12. Two disparity 
conditions were employed, one in which texture slant was held constant and motion 
slant varied, and another in which motion slant was held constant and texture slant 
varied. The same four levels of slant disparity as used in experiment 12 were 
employed.
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Figure 8 .8  The ‘cloud’ texture used in experiment 14. Copyright Adobe Systems Inc (1994). 
This was chosen from a collection of 50 textures as the most irregular. Pilot trials with more 
regular natural surfaces showed no difference in slant discrimination bias than was found with 
the regular plaid texture of expenment 12.
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8.4.2 2 Subjects
Two observers participated in the experiment: the author JO, and a paid volunteer, 
JS, who had previously participated in a number of experiments, but was unaware 
of the experimental hypotheses. Both had corrected vision.

5.4.2.3 Apparatus & Materials
Experimental apparatus was the same as for experiment 12. Stimuli were generated 
in a different manner, however. Using Silicon Graphics OpenGL rendering 
routines, surfaces slanted in depth were generated by defining a texture MIP map 
using the cloud texture (as described in chapter 2) and applying three-dimensional 
transformations to the surface to which the texture was applied. Where the texture 
slant was x° and the motion slant y% the surface was oriented to a slant angle of (x- 
y)°. This image was translated by a motion offset appropriate for a given frame of 
the animation. The transformed image was then oriented to a slant angle of y°. 
Because the texture was mapped after the transformations took place, there was no 
loss of image quality. (Effectively, the transformations merely specified the way in 
which the texture was distorted.)

5.4.2.4 Procedure
The general procedure was as described in chapter 3. The standard stimulus was a 
plaid grating, for which texture slant and motion slant were both set at 45°. Test 
stimuli were presented eight times at each of nine levels (from 25° to 65°, in steps 
of 5°) The four levels of the two disparity types (all the same as in experiment 12), 
coupled with the three motion types, and feedback set for 20% of trials, gave an 
experiment with approximately 2074 stimulus presentations, each of duration 1 
second, separated by a gap of up to 2 seconds. Each observer completed this three 
times, so that a mean slant discrimination threshold and bias could be calculated.

8.4.3 Results
Figure 8.9 shows the slant discrimination bias data. The data for plaid textures 
(indicated with filled triangles) are taken from experiment 12, and are the means of 
the results for observers JO and CB. The data for cloud textures (indicated with 
filled circles) are the means of the results from experiment 14 for observers JS and 
JO. Data for the texture varying condition are plotted in red, and for the motion 
varying condition in blue. Biases for the cloud textures are in all cases less than for
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the equivalent plaid conditions, indicating that surfaces with the cloud texture 
appeared less slanted than the plaid standard.

When texture slant is held constant, and motion slant varies (the two data series 
plotted in blue) the slope of the function for the cloud texture is almost identical to 
that for the plaid texture. The slope for the plaid texture is .08 (see section 8.2.3) 
and for the cloud texture it is 0.11. (Linear regression: slant discrimination bias = 

0. IT  disparity-5.58; neither t-value is significant; r2adj.=0.20.) When motion slant 

is held constant and texture slant varies (the red series), the slopes of the functions 
for cloud and plaid textures are again almost identical. The slope for the plaid 
textures is 0.85 (see section 8.2.3) and for the cloud texture it is 0.98. (Linear 
regression: slant discrimination bias=0.98 disparity-4.42; for disparity, t= 15.88, 

p<0.0001 and for the intercept, t=-7.76, p=0.0002; r^adj.=0.97.)

Figure 8.10 shows the slant discrimination threshold data. As with the biases 
(figure 8.9), the data for plaid textures (indicated with filled triangles) are taken 
from experiment 12, and are the means of the results for observers JO and CB. 
The data for cloud textures (indicated with filled circles) are the means of the results 
from experiment 14 for observers JS and JO. Slant discrimination thresholds for 
the cloud textures are higher than in the equivalent condition for plaid textures. No 
further analysis was performed on the slant discrimination threshold data.

8.4.4 Discussion
This experiment produced no evidence that the weighting attributed to the texture 
cue is reduced when the texture is irregular. It might be the case that an even more 
irregular texture would lend itself to lower weights on the texture cue, but as 
mentioned previously, there is no clear metric of texture irregularity, given that 
there are three different algorithmic approaches to slant from texture (each of which 
would suggest a different irregularity index), none of which is entirely satisfactory 
as a model of human slant-from-texture performance. Furthermore, it should be 
noted that the cloud texture used in the experiment was selected as the most 
irregular of a series of thirty natural textures. However textures are measured, it 
w o u l d  s e e m  c e r t a i n  t h a t  f e w  a r e  m o r e
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irregular than the cloud texture used in this experiment, and certainly not the 
frequently cited examples of pebbled beaches and greenswards (Gibson & 
Bridgeman 1987). Indeed, images supplied by British Aerospace Military Flight 
Simulators Ltd. which were retouched photographs of landscapes (forest textures, 
sand textures, mountain terrain textures, etc.), were rejected on the grounds of their 
being far too regular.

Since it has been established that motion has a much lower weighting than texture 
when the two cues are present in slant perception, and that firstly this result 
contradicts to a certain extent some previous research, and secondly that no 
significant evidence has been found to suggest a decrease in texture weighting with 
increased texture irregularity, it is important to be able to discount any other 
spurious pictorial cue or other non-slant related effect that might have determined or 
biased observers’ responses. The discussion concerning experiment 5 (section 
5.4.4) contained an assertion that of all the cues that might be found in the image of 
a slanted grating, it was the spatial frequency gradient or slant itself that was the 
most useful and easy cue upon which for an observer to base a forced choice 
discrimination. This assertion can be reinforced for experiment 14 above. For 
experiment 14, the standard texture was the plaid texture. This was used so that 
some measure could be made of the efficacy of the cloud texture as a cue to slant 
perception, but it also had another benefit. Since the standard and test stimuli were 
based on entirely different images, it would not have been possible for an observer 
to base a comparison on a spurious cue. If for example, the cloud texture contained 
a distinctive small patch in the upper half of the image, then discriminations could 
have been based on the location in the image plane of this path (the higher the slant 
the lower the patch). No such distinctive region was evident, but even if there were 
such a distinctive region, it could not have been used as a cue to slant 
discrimination, since an observer wouldn’t know where the region was supposed to 
be on the standard stimulus.

A further concern with respect to the use of the cloud texture is that of high spatial 
frequency blurring. It was argued in earlier chapters (see e.g., chapter 6) that high 
slants and high spatial frequencies should be avoided, since when spatial frequency 
in the image plane exceeds 0.5 cycles/pixel, blurring must be used to avoid aliasing 
effects. This constitutes a cue to depth in its own right. If one were to use
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blurring, control conditions would have to be employed in which blurred high 
frequency gratings were compared with unblurred gratings. This would only be 
possible if the display used had a very small dot pitch, or very long viewing 
distances were used. No such control was used with the cloud texture, which did 
contain a number of high frequency elements, which were blurred at high frequency 
by the implementation using OpenGL software of the MIP mapping technique for 
texture mapping (described in chapter 3). It is possible that the lack of evidence for 
a decrease in the weight of the texture cue in the irregular case could have been 
because instead of relying on the irregular spatial frequency gradient, observers 
were basing their discriminations instead on the blur gradient. This might be 
considered implausible, however, since the high frequency components of the 
irregular texture (see figure 8.8) were disparate and in the slanted image, even less 
regular than the texture pattern itself. Their contrast was also very low.

8.5 General Discussion
Measuring the perception of surface slant as a function of the disparity between the 
motion and texture cues has proved effective in determining a reliable weighting of 
the two cues for both regular and irregular textures. Since the effect of cue 
weighting was so pronounced, the high weighting on texture was evident with only 
a small disparity between the slant portrayed by texture cues and that portrayed by 
motion cues. The limitation of perturbation analysis is that cues can be only slightly 
disparate, otherwise the fact that the cues indicate different slants becomes salient. 
This limitation did not hinder the experiments reported above.

The process of slanting an image of a slanted surface in order to generate stimuli 
with independent texture and motion information also proved reliable. The fact that 
applying a motion shear to an image changes the spatial information in the image, if 
not the spatial frequency gradient, did not reduce slant discrimination thresholds or 
alter biases.

The main finding of experiments 12 and 14 is that texture is much more highly 
weighted than motion in slant perception. That this contradicts with what Young et 
al. (1993) report requires consideration. The stimuli used in the experiments of 
Young et al. where vertically oriented hemi-cylinders which rotated about a 
horizontal axis. In some ways, then, the motion was similar to that of the slant
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jitter condition of experiment 11, except that the surface was curved and not planar. 
However, it is the def component of a motion stimulus which determines slant, and 
it is implausible that the difference in the optic flow components of a rotating hemi- 
cylinder and a planar surface translating in depth could cause such a difference in 
relative weights to be established. It is perhaps more unlikely, however, that a 
difference in the way texture was applied played a vital role in determining the 
texture weighting, since the irregular texture of experiment 14 was (subjectively) far 
less regular than any of those used by Young et al., who used a volumetrically 
defined texture. This is conceptually quite straightforward, and gives a texture 
pattern with similar properties to a surface cut from a solid such as marble. A 
volume is filled with spheroids of random radius, position and contrast (the 
background volume is a mid-grey). A planar surface is generated by taking a slice 
through this volume. The projection of this slice contains a texture gradient with 
properties similar to those described in chapter two.

Although texture is much more highly weighted than motion, discrimination 
thresholds for spatial frequency gradients are only slightly lower than those for 
velocity gradients. It might be expected that if the texture cue is assigned a weight 
eight times greater than that on the motion cue, that discrimination thresholds for 
changes in velocity gradient would be higher than those for spatial frequency 
gradients by a similar magnitude. In fact, as experiment 13 demonstrated, they are 
only 30% higher.

It must be stressed that only the cues of motion and texture have been examined 
here, so the weightings apply only when these two cues are present and not 
necessarily to any others. Li, Maloney & Landy (1997), for example, have recently 
shown data indicating that when binocular stereo cues are also present, weights in a 
depth perception task are very different from those described here. Li etal. found 
that the weight assigned to the stereo cue was much higher than that assigned to 
either the motion or texture cue. Of course, the stereo cue would become weaker 
the larger are the distances involved in the depth perception task, and it might be 
expected that the strength of the stereo cue would be an inverse function of the 
distance of the surface or object from the observer.

It appears to be the case that however irregular the texture surface, as long as it does
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convey reliable depth information, the weight assigned to the texture cue will be 
higher than that assigned to the motion cue.
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Chapter 9: Conclusions

9.1 Summary
The two strongest effects which have been demonstrated in the experiments 
reported in the preceding chapters are firstly that motion is a weak cue to planar 
surface slant when compared to texture, and secondly that 2D textures provide 
stronger cues to slant than their ID counterparts. There are a number of further 
findings across experiments which are recapitulated here. In Section 9.3, findings 
concerning texture alone are summarised. These include the relative effects or 
perspective scaling and slant compression; implications from results for models of 
slant from texture; the effect of sub- and super- texture and information present at a 
number of scales within an image; the effect of changing slant on different aspects 
of texture; and the effect of different sizes of field of view. Section 9.4 summarises 
findings concerning motion cues, including the effects of shearing and compression 
gradients, as well as their relation to the deformation component of an optic flow 
field. The effects of texture and motion in combination are discussed in section 
9.5.

9.2 Methodology
All but the first two experiments were conducted using the Method of Single 
Stimuli. This was adopted in order to ensure that observers’ responses were based 
on remembered slant properties and not on temporally coincident spurious spatial 
properties.

The final experiments, concerned with the relative effects of texture and motion 
information, were based on perturbation analysis, in which perceived depth is 
measures as a function of a number of disparate cues. Perturbation analysis can 
only be used over a small range, since a single depth or slant estimate is to be 
determined, but proved effective in determining motion and texture weights, where 
other methods (see chapters 1 and 3) have proved flawed. Furthermore, motion 
and texture cues were chosen because they could provide similar information about 
slant and depth, requiring no promotion or calibration, as other cues might.
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9.3 Texture
9.3.1 Perspective Scaling and Slant Compression
In experiments 1 and 2 (reported in chapter 4) sinusoidal phase modulation was 
used to add compression to a slanted vertical sine grating. It was generally found 
that with a modest amplitude of phase modulation (and consequently the more 
salient the compression gradient) perceived slant was greater than with a vertical 
grating with no phase modulation. It was suggested that this was because the 
addition of a compression gradient to a perspective scaling gradient enabled slant 
more accurately to be estimated. This was reinforced in experiments 4 and 5 
(reported in chapter 5) in which horizontal and vertical gratings were used. Slant 
discrimination thresholds for the 2D sum of these gratings were much lower than 
either of the component gratings alone. The difference between the ID gratings 
was obscured by inter-observer differences, but became clearer with further 
experiments. A number of experiments on static texture reported in chapter 6 
showed that thresholds for horizontal gratings were higher than those for vertical 
gratings. For example, experiment 6, in which perceived slant was measured as a 
function of grating spatial frequency, showed a significant trend for horizontal 
gratings to appear less slanted than vertical gratings, as did experiment 7 (when 
multiple frequencies were combined). The slant discrimination threshold for 
horizontal and vertical gratings was shown in experiment 8 to be a function of 
surface slant, with higher thresholds at lower slants, with horizontal gratings 
showing much higher thresholds at or near slants of 0°. In experiment 10, surfaces 
with texture twist set at angles other than vertical (0°) and horizontal (90°) were 
employed, and it was demonstrated that thresholds and biases for any non vertical 
grating tended towards that of the horizontal grating, although this result was not 
statistically significant. This concords with previous analysis (chapters one and 
five) in which it was explained that a slanted surface consisting of a texture which 
was a vertical grating contained perspective scaling information only, while a 
grating at any other twist angle contained both perspective scaling and slant 
compression. It was also clear that there was no perceptual confusion between 
twist and tilt.
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9.3.2 Implications for models of slant from texture 
None of the experiments reported was directed explicitly at testing models of slant 
from texture, but the use of varying ID and 2D stimuli has shown that a number of 
relevant points can be made concerning such algorithms. As explained in chapter 1, 
models for the extraction of slant from texture can be divided into three categories. 
Early models tended to be based on the isotropy assumption (e.g., Witkin 1981). 
These models tend to show reasonable results for surfaces which contain image 
segments or tangents at every orientation at every local region in the image, and 
which are tested only under orthographic projection. Clearly such an algorithm will 
not work with the ID gradients used, because they are not isotropic. The algorithm 
would work with the 2D plaids used, because they were very nearly isotropic. But 
that such an algorithm could not work with a plaid composed of square wave 
instead of sine waves indicates that such a model degrades in a quite unpredictable 
and implausible fashion when its underlying assumptions are contravened. 
Gradient based models are more plausible, in that they work under perspective 
projection. They work on texels extracted from the image, however, and there has 
been some debate as to whether this is plausible. Such models also fail in the case 
of ID textures, because individual texels cannot be extracted. That ID textures 
present difficulties for the recent model of Malik & Rosenholtz (1993) which 
calculates slant and shape from affine transforms, shows that a human observer’s 
tendency to ascribe slants to ID textures is in some ways quite surprising. As 
explained in chapter 7, the Malik & Rosenholtz model calculates surface orientation 
by calculating the affine transform which has to be applied to match one surface 
patch with another. A div operation (expansion), is required for example to match 
patches at different distances from the observer, and a curl (rotation) is required to 
match two patches at different rotations. Slant is calculated by matching the 
deformation between patches, in much the same manner as Freeman et ah (1995) 
use def to calculate slant from motion. The Malik & Rosenholtz model therefore 
suffers from the same drawback: it fails in the same way as slant from ID shearing 
gradients fails, because of ambiguity in the optic flow field, where there is no 
difference between div and def or between curl and def.
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9.3.3 Texture at different spatial scales
The effect of image scale is important for slant from texture algorithms, especially 
for those which calculate gradients based on texel dimensions in different parts of 
the image. This is because a difference in texel size in the image plane can be due 
either to perspective projection of a slanted surface, or to different texels being of 
different sizes on the surface. Results from experiment 7, however, show that 
multiple frequencies at varying contrasts have little or no effect on slant 
discrimination thresholds or biases when the texture pattern is two dimensional. 
Slant discrimination thresholds were higher for complex textures only with the ID 
horizontal texture. The significant three-way interaction between texture type, 
frequency combination and slant angle in experiment 9, also indicated that the lower 
the slant the greater the threshold for ID horizontal textures.

As reported in chapter 1, there are other data to suggest that the visual system can 
accommodate texels at different scales, irrespective of contrast (e.g., Detavemier et 
al. 1996) and that this is not too complex an algorithmic problem (Blostein & 
Ahuja, 1989).

9.3.4 Slant
Slant discrimination thresholds for surfaces at different slants (experiment 8) show 
a consistent pattern: thresholds are higher for lower slant angles, and this is a 
function of the change in gradient for a given degree change in slant angle. If 
thresholds are rescaled by change in gradient, thresholds are consistent across slant 
angle. Of course, since compression and perspective vary differently according to 
slant, their thresholds also vary. Hence at low slants, horizontal gratings give 
much higher thresholds than verticals. This is because at low slants the horizontal 
spatial frequency gradient varies less than the vertical spatial frequency gradient for 
a given change in slant angle. The higher the slant angle, the smaller this 
difference. (And it has been reported that at very high slants thresholds and biases 
are lower with horizontal gratings.) That thresholds for plaids scale with slant in 
the same manner as for the ID vertical gratings does not indicate that the vertical 
component is dominant over the horizontal; rather, it is because the thresholds for 
vertical gratings are lower than that for horizontal gratings.
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9.3.5 Field of View
Field of View (FOV) is often considered an important factor in slant from texture. 
Most experiments have been conducted using small FOVs, while many natural 
textures subtend large visual angles. Some models of slant from texture suggest a 
reliance on different aspects of texture depending on the FOV. It was demonstrated 
in experiments 1 and 2 that thresholds are lower the larger the FOV, but it was 
necessary to determine whether this was because the gradients were longer (and so 
easier to discriminate) or simply because there were more texels to sample (and so 
reduce noise error in the slant estimation). The use of higher frequencies in 
experiment 7 showed no significant change in thresholds, indicating that it is the 
increase in gradient that reduces thresholds at higher FOVs. This is reinforced by 
comparison of the results of experiments 4 and 5, which contained similar stimuli, 
which subtended identical visual angles, except that the tunnel surfaces of 
experiment 5 looked more slanted, but contained shorter gradients, and gave higher 
thresholds as a result.

9.4 Motion
9.4.1 Shearing versus Compressive Motion
Previous research has indicated that there might be a difference in sensitivity to 
motion parallax depicted by shearing gradients (e.g., the animated vertical gratings 
used in experiments 3, 4 and 5) and compressive gradients (e.g., the animated 
horizontal gratings used in experiments 3, 4 and 5) in depth perception tasks 
(Rogers and Graham 1983). This is contested by Meese etaL{\992), who found 
no such difference. In the slant discrimination tasks used in experiments 4 and 5, 
the data show no difference between the two types of one dimensional motion. 
And in experiment 12, when three types of motion were used, no such difference 
emerged either. There was no significant evidence even in experiment 13, 
furthermore, where the measure was not explicitly surface slant, but the perceived 
polarity of the gradient.
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9.4.2 Optic Flow
The analyses of Meese etal. (1992) and Freeman etal. (1996) indicate that the def 
component of an optic flow field can specify surface slant. Other components of an 
optic flow field can suggest a three-dimensional scene, however, and Young et al. 
(1993) have demonstrated that rotational motion is a strong cue to depth, but do not 
analysie their stimuli in terms of optic flow components. It was suggested 
following experiment 5, that using a tunnel like stimulus in which div and curl 
components were present might have alleviated a ‘frontal tendency’, but since 
texture gradients were shorter, thresholds were higher.

In experiment 11, a number of optic flow components were implemented, and 
while none other than those affecting def could alter slant discrimination thresholds 
or biases, there was little indication that they adversely affected (e.g., by raising 
slant discrimination thresholds) the perception of the underlying texture pattern.

9.5 Texture and Motion
9.5.1 Independent Texture and Motion Slants
It was demonstrated in experiment 12 that when there is a small disparity in the 
slants depicted by motion cues and by texture cues, perceived slant tends towards 
that depicted by the texture cue. When texture slant is held constant and motion 
slant varies, the change in perceived slant is less than 10% of the change in motion 
slant. Conversely, when motion slant is held constant and texture slant varies, the 
change in perceived slant is greater than 80% of the change in texture slant. This 
weighting was established with regular motion and texture cues. When a highly 
irregular texture was used (in experiment 14), there was no significant evidence of a 
decrease in the weight of the texture cue. This suggests either a weighted 
combination in which texture dominates motion, or that the motion cue effectively 
succumbs to veto. It is stressed that this effect is true only in the case of motion 
parallax/shearing, where texture and motion provide similar information about 
surface slant. It is not true for rotational motion, as reported by Young et al. 
(1993), where motion is found to be at least as strong a cue to depth as texture.

9.5.2 Spatial Frequency Gradients versus Velocity Gradients
Since the disparity in motion and texture weights was so marked, an investigation 
of the sensitivity of the visual system to spatial frequency gradient and velocity 
gradient changes was conducted. It was determined (in experiment 13) that 
thresholds for changes in velocity gradients are only 30% higher than those for 
spatial frequency gradients. Furthermore, the difference in threshold between ID
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and 2D stimuli was not as marked as in previous studies, the difference here being 
that observers were judging only the polarity of surface slant.
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