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A bstract

There are two parts to this thesis: the first analyses the joint determination 

of saving and labour supply under uncertainty, using numerical dynamic 

programming to model life-cycle behaviour. The second uses simulation to 

analyse the problem of equilibrium selection when individuals are myopic 

and interaction between individuals is predominantly local. The value of 

using simulation methods is that this enables the analysis of more complex 

and realistic models than is analytically feasible.

In the first part, individuals choose consumption and labour supply in 

each period of their lives, without knowing what their future wage rate 

will be. Existing literature treats these choices separately: for example, 

modelling consumption choices holding labour supply fixed. The uncertainty 

over wages leads individuals to reduce their consumption and to work longer 

hours when young in order to accumulate assets to use in case of a low wage 

in the future. However, consumption is smoother than in models with an 

exogenous labour supply. Further, since labour supply is fiexible, individuals 

can increase their leisure when the realised wage rate is low, and this reduces 

the welfare cost of uncertainty. The model is extended in two ways: first, 

household choice rather than individual choice is modelled, thus giving two 

sources of income and providing a degree of insurance to the household 

(the extent of this depends on the correlation between the wages of the 

primary and secondary earners); and second, social security is introduced 

and this provides explicit insurance, but also discourages participation. The



simulations show how labour supply and participation choices change across 

the life-cycle and how these choices interact with the savings decision.

In the first part of this thesis, individuals are assumed to be rational, 

in the sense of using information optimally, but the second part models be

haviour in a more general setting if the high cost of computing the optimal 

strategy leads individuals to follow rules of thumb. There is a wide literature 

showing that rule-of-thumb behaviour can lead to the selection of particular 

equilibria, but in these models the expected waiting times to reach these 

equilibria are sometimes fantastically large, particularly as population size 

increases. This part of the thesis shows the reduction in this expected wait

ing time caused by making interaction local and by making strategy payoffs 

stochastic. The first innovation here is to combine these two effects, and the 

second innovation is to show the extent of skewness and variance in waiting 

times.
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Chapter 1

Introduction

There are two parts to this thesis: the first combines dynamic models of 

saving under uncertainty with models of labour supply. This is to address 

three main questions, not currently addressed in the literature: what are 

the implications for consumption smoothing and precautionary saving of 

allowing individuals to vary their labour supply; what are the effects of 

social security on asset accumulation and participation across the life-cycle; 

and finally, in a household setting, at what stages in their lifetimes will 

secondary earners participate in the labour force and how does this affect 

household saving?

The second part of this thesis addresses the problem of equilibrium se

lection when individuals are myopic. One of the key issues here is how long 

it takes for a particular equilibrium to be reached. The aim of this part of 

the thesis is to show the impact on this length of time both of the type of in

teraction between individuals and of the extent of mistakes that individuals 

make in updating their strategies.

I use simulation methods throughout because this enables the analysis 

of more complex models than is analytically feasible: both sets of problems 

are analytically intractable. The aim here is to analyse the different models 

by varying parameter values, rather than to estimate particular parameter
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values. However, estimation of parameters in the first part of the thesis 

would require the numerical solution of the stochastic dynamic programming 

problem as a step within any estimation routine.

Life-Cycle Saving and Labour Supply under Uncertainty

Chapter 2 discusses the numerical methods used in this part of the thesis for 

solving finite horizon dynamic models. The purpose of this is to justify the 

methodology and to show when alternative methods would be appropriate.

Models of optimal saving under uncertainty (e.g. Deaton, 1992) show 

that individuals save today to provide extra resources for periods when wages 

are lower than expected. This precautionary saving is provided by sacrific

ing consumption because labour supply is assumed to be fixed. Chapter 

3 relaxes this assumption and so precautionary accumulation occurs partly 

through increased labour supply when young. Further, the flexibility in 

labour supply means individuals can react to negative shocks to wages by 

increasing leisure. This ability to adjust labour supply means uncertainty 

is less costly to individuals, and consumption paths will be smoother. The 

effect on precautionary saving is ambiguous, however: the benefit of pre

cautionary balances is lower when labour is flexible because of the ability 

to react to low wage realisations, but the cost of providing balances is also 

lower because saving occurs through increased labour as well as decreased 

consumption.

Non-participation is not often observed in this basic model because there 

is no source of income other than the wage rate and because there is no unem

ployment benefit. Chapter 4 addresses the issue of how participation changes 

across the life-cycle, firstly by modelling secondary earner behaviour, taking 

primary earner income to be exogenous, and secondly by introducing social 

security. In both extensions, the models show how the participation decision 

interacts with the saving decision.
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Modelling household rather than individual choice, means there are two 

sources of income and thus some insurance against uncertainty. However, 

primary earner labour supply is assumed to be fixed and this reduces the 

ability of households to react to uncertainty by varying leisure. The net 

effect depends on the correlation between the secondary and primary earner 

wages. As this becomes increasingly negative, secondary earner labour offers 

increasingly effective insurance. This means that secondary earners either 

work a large number of hours or not at all, depending on the income of their 

partners. In this model, participation falls with age because the revelation 

of uncertainty reduces the need to work for precautionary reasons.

Social security is introduced in the form of a benefit that is paid if the in

dividual is not working. Social security thus provides insurance against the 

uncertainty of future wages and this reduces asset accumulation. However, 

individuals know they might have periods when they do not work at all, and 

this encourages asset accumulation in order to smooth consumption. The 

level of participation decreases with the generosity of benefits, but partici

pation is greatest at the start and at the end of the life-cycle. This increase 

in participation with age is in contrast to the earlier result for secondary 

earners, and is also in contrast to the results of Eckstein and Wolpin (1989). 

Non-participation here is driven by the intertemporal substitution of labour, 

and as the number of remaining periods of life falls, such substitution possi

bilities are limited; whereas in Eckstein and Wolpin participation falls with 

age because there are fewer remaining periods for experience to impact on 

the expected wage.

W aiting Times for Equilibrium Selection

The aim of chapters 3 and 4 is to show how optimising individuals would 

behave in particular settings and it is possible to test whether individuals 

actually behave as if they have maximised such dynamic programs. There
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are many tests in the literature of whether individual behaviour conforms to 

the solution of particular dynamic problems, (surveyed in Rust, 1994), but in 

cases where behaviour does not conform to the solution of a particular opti

misation problem, there are two broad strategies: first, to treat the failure as 

a failure of the particular model and then to make the optimisation problem 

more sophisticated; or second, to treat the failure as a failure of behaviour 

to conform to optimisation and to model methods of imperfect optimisa

tion. Part of the motivation for the first part of this thesis, in chapters 3 

and 4, was to develop a more sophisticated model of individual choice which 

may explain apparent failures in observed consumer behaviour to conform 

to the optimal paths described by models with an exogenous labour supply 

(as discussed by Deaton, 1992). By contrast, part of the motivation for the 

second part of this thesis (chapter 5) is to model how observed behaviour 

would evolve if individuals were behaving as imperfect optimisers.

The model analysed in chapter 5 is not a single-person decision problem 

of the type modelled in chapters 3 and 4,  ̂ but a strategic problem where 

the best strategy of each player depends on the types of the other players. 

There has been much research into analysing which strategies will become 

more common in such a setting when individuals follow rules of thumb rather 

than solve the particular optimisation problem. In particular, there has been 

much research into what sort of equilibrium will be selected when individ

uals are not fully rational (for example, Kandori et al, 1993; and Young, 

1993). One criticism of this approach (discussed by Ellison (1993) and oth

ers) is that the expected waiting times to reach the selected equilibrium are 

sometimes fantastically large, particularly as population size increases. This 

reduces the value of such selection results for applied settings. Chapter 5

^For single-decision problems, Lettau and Uhlig (1995) discuss learning processes that 

lead to non-optimal behaviour. However, in the non-strategic framework most learning 

processes appear to lead to optimal decision making, if the environment is sufHciently 

stationary (Borgers, 1996).
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has two main aims, therefore: first, to discuss when expected waiting times 

will be lower; second, to question the focus solely on expected waiting times; 

and third, to discuss when such models are relevant in an economic context. 

These questions are addressed by combining a model in which interaction 

is predominantly between neighbours with a model with significant noise in 

the payoffs to different strategies. Simulation is used to address these ques

tions because the combination of the form of interaction and the uncertainty 

in the payoffs means analytic solutions are intractable.

The first part of the results show that expected waiting times are much 

lower and secondly, expected waiting times can decrease as the population 

size increases. This is important for prediction in economics: if waiting 

times are very large, the observed state and history of a system will be very 

important in predicting future states relative to the actual selection process. 

The second part of the results show that the variance of waiting times varies 

with the form of interaction and that the distribution is highly skewed.
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C hapter 2

N um erical M ethods for 

Solving F in ite H orizon  

D ynam ic M odels

2.1 Introduction

This chapter surveys the alternative methods of solving finite horizon dy

namic models, and discusses the implementation of such methods. The aim 

of this is to justify the methodology used in subsequent chapters and to 

discuss when alternative methodologies would be appropriate.^

A wide range of dynamic models can be solved by dynamic programming 

and hence they can be solved through a recursive set of functional equations. 

Each of these functional equations has the general form:

g{y{x) ,x )  = {) (2.1)

where g (•, •) is known, and x  is the vector of state variables. The function 

y{x)  is the unknown policy function that solves (2.1). The difficulty with

^This description draws on Judd (1998), McGrattan (1996), Rust (1996), Christiano 

and Fisher (1996), Attanasio et al. (1995) and Deaton (1991).
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solving this equation arises if the state variables are continuous and so solv

ing (2.1) is analogous to solving a continuum of equations for a continuum of 

unknowns (one unknown for each element of the state space).^ The following 

standard example highlights the issues involved in solving such functional 

equations.

Example: Optimal Saving

This example is the simple partial equilibrium, optimal saving problem fac

ing consumers:
T

max Et (cg) (2.2)
s= t

subject to

and

As+i =  (1 +  r) [As +  -  Cs] (2.3)

■̂ «+1 >  —A  (2.4)

where T  is the horizon length which is assumed to be finite, although some 

comparisons are made with the infinite horizon case. /3 is the discount factor, 

r  the deterministic interest rate. At the asset stock at the start of period t, 

and Wt is stochastic income received in t which follows some known Markov 

process, which can be discrete or continuous. The constraint (2.4) is the 

constraint on borrowing,^ which must be less than A  . The state of the 

world in each period is given by {̂ 4*, wt] , which in special cases reduces to 

a single state variable, cash-in-hand.

* There can also be a problem if the state space is discrete when there are many possible 

states, but this chapter focuses on problems with a continuous state space and continuous 

controls.
^Strictly, the constraint is on the amount of borrowing in t, rather than the asset 

stock at the start of t -|- 1. However, there is a trivial equivalence if the interest rate is 

deterministic.. If the interest rate is stochastic, maximum borrowing is determined by the 

worst (i.e. highest) realisation of the interest rate.
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The problem can be solved by setting up the Lagrangian or by using 

Bellman’s equation. The first order conditions of the Lagrangian reduce to

p
a c . . .  J ^  "  (2. 5)

Af+1 > —A  (2.6)

If the borrowing constraint never binds, the problem reduces to solving (2.5) 

as an equality. When T  is finite, the problem is non-stationary and the 

solution proceeds by backward induction, solving for ct (At,it;*), given the 

solution to ct+i (At+i,it;t4 . i ) . When T =  oo and the problem is stationary, 

the solution is for c (A, w) .

The problem can also be written recursively using Bellman’s equation,

Vt (At,wt) =  max {u (c*) +  /3Et [Vt+i (A*+i, wt+i)]} (2.7)
ct

This also gives rise to the first order conditions (2.5) and (2.6).

Equation (2.7) highlights the difference between the finite and infinite 

horizon models. When T  is finite, equation (2.7) explicitly defines the 

maximum value function, V* { A ^ w t ) , that the individual can achieve when 

Ct (At, Wt)  is chosen optimally, given the value function for the following pe

riod. This solution Vt{AtyWt) is then used in the solution to 

Vt-i {At-iyWt-i) . When T  is infinite, equation (2.7) only implicitly defines 

the value function, because the same function is used for period t and for 

t + 1 (assuming stationarity). The optimal value function is found through 

iterating from an initial guess of V (•, •), using the right hand side of equa

tion (2.7) as a contraction mapping, r[V]. In practice, the strategies for 

solving the finite and infinite problems look somewhat similar: both start 

with an initial value function (this is a guess at the solution for the infi

nite case, and the value function at death for the finite case). Given this 

value function, the first order conditions to (2.7) are solved to give the pol

icy function, c t - i  ( A t - i ^ w t - i ) ,  and this is used to calculate the new value
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function. This new value function is the next guess at the stationary solu

tion for the infinite horizon model, but is the value function specific to T  — 1 

for the finite horizon model. Iteration or backward induction continues until 

V «  r  [V] or t =  1, respectively for the infinite and finite horizon cases.^

The most time consuming element of backward induction, and indeed 

value function iteration, is the solution of the maximisation problem on the 

right hand side of (2.7). The function is maximised by solving the first order 

conditions (2.5) and (2.6) for the policy function, ct{At,wt).  This chapter 

is a discussion of methods of solving such functional equations.

The example highfights the main issues involved. The solution to (2.5) is 

a function which maps from the state space {At, wt} into consumption, ct. It 

is not possible to solve this functional equation analytically when marginal 

utility is non-linear, and it is not possible to solve numerically for consump

tion at all possible states of the world, given a constraint on computing 

time. This means it is necessary to use some numerical approximation to 

the solution. The first issue is that the expectations operator in (2.5) in

volves integration with no tractable analytic solution. The integral must 

therefore also be approximated numerically, using either Monte-Carlo or 

Gaussian Quadrature. The best method of approximation depends crucially 

on the number of dimensions of the state space that the integration is over. 

Gaussian quadrature tends to be faster for a given degree of accuracy when 

the dimension is low (e.g. less than 3), but quickly becomes subject to the 

“curse of dimensionality” as the dimension increases. This issue is analysed 

first in this chapter in order to introduce the ideas of orthogonal polynomials 

and approximation. The second issue is how to approximate the function

^For infinite horizon models, there is much debate in the literature (e.g. Rust, 1996; 

Judd, 1998) about whether the solution method should iterate over the value function, 

or over the policy function giving the optimal action, or use some other acceleration 

technique. This debate is not relevant to finite horizon models where it is always necessary 

to solve T  problems and so the debate is not reviewed here.
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giving the solution across the whole state space: this can either be through 

fitting an interpolating function to specific points in the state space; or it 

can be through approximating the solution directly by some function which 

is parameterised by a vector of values. Both methods either explicitly or 

implicitly involve discretising the state space, and this raises the issue of 

the optimal discretisation. This issue is clearly related to the method of 

numerical integration. The third issue is how to incorporate the inequality 

constraint: this can be done either by approximating the Lagrange multiplier 

function directly or incorporating the inequality through a penalty function 

in utility. Introducing inequality constraints changes the desirability of dif

ferent approximation methods. Underlying each of these issues is the desire 

to minimise the error involved in using a numerical solution rather than 

an analytic solution. Before discussing these issues in detail, however, it is 

necessary to discuss when the use of such numerical methods is unnecessary.

The reason why it is necessary to use numerical methods to solve equa

tion (2.5) is that n' (•) is non-linear (or, more generally, g{y{x) ,x)  is non

linear in y{x)).  If g{y{x) ,x)  were linear in y(x )  (in particular, if the ob

jective of the underlying problem is quadratic and the constraints linear), 

then the certainty equivalence principle can be used: this principle states 

that the solution for the policy function using the expected value of the 

stochastic variable is identical to the solution allowing for the distribution 

of the stochastic variable, and so the policy function can be found ignor

ing the uncertainty and replacing the error with the expected value of the 

error. For example, this arises when utility is quadratic because the ex

pected marginal utility of consumption is identical to the marginal utility 

of expected consumption. Increasing the variance of consumption while 

keeping the mean constant does not, therefore, change expected marginal 

utility and so changes neither the extent to which individuals defer util

ity nor the solution to the optimal policy function. This makes problems
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which are linear-quadratic particularly easy to solve, but often uninteresting 

in their implications.^ Further, using a linear-quadratic approximation to 

more general models may be very inaccurate, and in particular, making such 

an approximation involves ruling out a substantive role for uncertainty.

2.2 Numerical Integration

The idea underlying numerical integration is to approximate the true inte

grand by some polynomial or function that is easy to integrate, and then 

to integrate that polynomial. There are three broad approaches to this: 

the first approach is to discretise the domain of the integrand into subdo

mains and then, within each subdomain, to fit a low order polynomial to the 

solution at the selected points of the domain, i.e. giving a piecewise polyno

mial approximation to the true integrand. For example, the domain can be 

discretised uniformly and linear functions fitted between the values of the 

integrand at the discrete points. This piecewise polynomial approximation 

is then integrated. This is known as Newton-Cotes integration, and for a 

given set of discretised points, chooses the weights to put on the value of 

the integrand at each particular point. Thus,

N

h {x)dx^  ^ 2  ̂  ( ^ n )  W n  ( 2 . 8 )

n=l

where N  is the number of discrete points.

The second method, called Gaussian Quadrature, is to approximate the 

integrand using one polynomial of degree N  across the whole domain, where 

the integrand is evaluated at N  points. Both the N  abscissae and the cor

responding weights are chosen optimally and the approximation is exact for 

any polynomial of degree (2N — 1) or less. The choice of weights and points

/

® However, Hansen and Sargent (1998) use a linear-quadratic framework throughout 

their book because the ease of solution means much more complex problems can be 

analysed.

20



/

depends on the underlying form of the integrand. If integration is over a 

random variable which has a density /  (x), the integral can be approximated 

as follows

(2.9)

where the are the appropriate abscissae, and are the corresponding 

weights to be used. W  (xn) is the weighting function underlying the choice of 

abscissae. The function h (x) is called the kernel of the integration process.

The discrete approximation is the integral of a polynomial which approx

imates the true integrand, and so the closer the fitting polynomial is to the 

true integrand, the better the approximation. The discrete approximation 

will therefore be better when W  (x) = f ( x ) .  This observation also suggests 

the optimal abscissae to use in the discretisation: the abscissae should be 

chosen to make integration of the approximating polynomial as accurate as 

possible. Given the form of W  (x) is suggested by /  (x) , the abscissae are 

chosen as the roots of the polynomial (^) where pjv (x) is chosen so that

PN (x) Pj (^) W  (x) dx = 0, N  (2.10)I
In other words, (z) is orthogonal to pj (x) for the weighting function 

W  (x) in the interval [o, b] where pj (x) is a polynomial of different order to 

PN (x) but of the same family.®

For example, if expectations are over a random variable which is nor

mally distributed, (/x, , then the integral can be well approximated by

Gaussian Hermite quadrature. The density of the normal is given by /  (x) = 

exp ^  (x — , and the underlying weighting function of Gauss

®A function f ( x )  is said to be orthogonal to g( x)  in the interval [o,6] for a given 

weighting function W  (z) if

rb
/: /  (x) g (z) W  (z) dx =  0

The left hand side of this expression gives the scalar product of /  (z) and g ( z ) , { f \ g ) .  

Functions /  (z) and g  (z) are said to be orthonormal if { f \ g )  =  1.
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Hermite is W  (x) =  exp (x ^ ) . By transforming the random variable into a 

standard normal, the approximation will be “close”. In other words, the 

integral can be approximated as follows

vk J1 ̂ ^  5 (^)
(2.11)

where the are the abscissae given by the roots of the N  degree Hermite 

polynomial, and a;„ are the corresponding weights to be used. Similarly, 

if the random variable, y, is log-normally distributed, Gaussian Hermite 

quadrature can be used by using the change of variable, x  = \n y .

For low dimensional problems, Gaussian quadrature can be very accu

rate and fast, but it is subject to the “curse of dimensionality” in multi

dimensions because the number of node points increases by a factor of 

N  with each additional state variable. This leads to the third method, 

Monte-Carlo integration. The procedure for the basic Monte-Carlo strategy 

is straightforward: N  draws are made from the distribution /  (x) and the 

unknown integral is then approximated by.

/.
b I ^

h ( x ) f ( x ) d x s s — Y ^ h ( x „ ) .  (2.12)

The law of large numbers means the approximation will tend to the true 

value as N  increases. The accuracy of this approach is determined by the 

number of draws made, and this means that in multi-dimensions we can 

settle for lower accuracy in order to make the problem computable in a 

feasible amount of time. More sophisticated Monte-Carlo methods involve, 

for example, over-sampling areas where the value of the integrand is likely to 

be large. In the applications that follow Gaussian routines are used because 

the problems axe of low dimension and accuracy in the integrals is important.
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2.3 Approxim ation M ethods

There are two conceptually distinct approaches to approximating the solu

tion to equation (2.1). The first method, known as discrete approximation, 

solves a discrete problem which is an approximation to the continuous prob

lem. This gives the solution to the optimal policy at a discrete set of points. 

The second method is to approximate the policy function itself. In practice, 

this involves either explicitly or implicitly using the values from a discrete 

problem as data in a least squares or other approximation method. There is 

clearly a large overlap between the two approaches, and this section begins 

with a discussion of optimal methods of discretisation. The section then 

analyses the way the solution at discrete points can be used to approximate 

the solution function. There is a distinction here between methods which 

solve for the discrete values independently of the approximation method 

and weighted residual methods which only implicitly solve the solution at a 

discrete set of points.^

2.3 .1  D iscretisa tion

The first method discretises the state space into a grid of N  points and then 

solves equation (2.1) or (2.5) at each discrete node on the grid. Solving the 

equation becomes easy when each node is considered separately because the 

equation is being solved for a particular value rather than a function. The 

idea is that the solution is evaluated at all points that will be needed in 

solving equation (2.7) for the previous period, and all points that will be 

needed in subsequent simulations. This means that from any point in the 

(continuous) state space in t, the system can only move to a finite number of 

points in t-bl. Thus, the density /  {xt+i \xt) is approximated by /  {xk,t+i k t )  

where Xk,t+i is the point in the state space that approximates any point in 

a given subset of the state space in f +  1, labelled k. If it is also assumed

^This section draws in particular on Judd (1998) and Rust (1996).
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that xt can only take a finite number of values, the conditional probability 

becomes f  {xk^t+i k i.t) » where Xj t̂ is defined analogously to Xk̂ t+i-> and the 

continuous Markov process is approximated by a discrete Markov process.

Discretising the exogenous state variable means that the integral for the 

expectation operator across the continuous state space in 14-1 in equation 

(2.7) or (2.5) is replaced by a summation across a finite number of points, 

indexed n 6 . ,iV}. Tauchen and Hussey (1991) suggest that the dis

crete points in the state space should be chosen according to the appropriate 

method for numerical integration. This normally means using the abscissae 

for the appropriate Gaussian rule (for example, using the N  abscissae of N  

degree Gaussian Hermite integration when the exogenous state variable is 

normally distributed).

There is a complication to this which arises because the probability in 

the discrete approximation to the integral of equation (2.9) is unconditional, 

whereas persistence in shocks means the relevant probability for the expec

tations operator is conditional. Therefore, the expectations integral is of 

the form / h (xt+i) f  (xt+i \xt)dxt+i, and so has to be transformed into the 

form (2.9) as follows:

/
The kernel function is redefined to be h (xt+i) flxt+i\xtà]i) tke weighting 

function is /  (xt+i \xt = fj>). This means that the weighting function is inde

pendent of the state variable, xt. Tauchen and Hussey (1991) argue that the 

density conditional on xt taking its mean value is a better weighting func

tion to use than the unconditional density because the conditional density 

puts greater weight close to the centre of the distribution. When /  (x*) is 

normally distributed, the unconditional density is equivalent to the density 

conditional on xt =  fi. This continuous integral is approximated by a finite 

sum using the Gaussian rule with a weighting function that corresponds to

24



/  {xt+\ \ x t -  ^i). Hence,

N

[  h{xt+i)f{xt+i \xt)(tct+i w ^ h  (xk,t+i) ( 7  /  \ I
V L /  ( ^ M + 1  F i . t  ~ J

(2.14)

The term in {•} can be converted into the probability of moving from state 

j  to state k  by normalising to make the terms sum to 1. In other words,

P (»k,(+i \H t) == i,

Each value, xj^t is a discrete point in the state space of period t for which 

the integral for t +  1 must be evaluated. These points are chosen to be 

the abscissae of the integration that will be carried out in t — 1. When the 

stochastic process is stationary, this means the abscissae will be constant 

across time.

Thus, the continuous Markov process has been replaced by a discrete 

process with a transition matrix and the grid across xt  has been defined for 

all t. The choice of abscissae and weights for this transformation do not 

have to correspond to a particular Gaussian rule, but the appropriate Gauss 

rule provides the closest discrete approximation to the continuous process.

For the endogenous state variable (e.g. the asset stock. At), the choice 

of grid points is less clear cut. As discussed below, the optimal choice will 

depend on any method of interpolation or approximation that may be used, 

but the aim of grid point selection is to put more points where the derivative 

of the function is changing. This is often where the asset stock is close to 

zero, prompting the use of a uniform grid across the log of the asset stock 

(if A =  0). In any case, as the mesh of the grid becomes increasingly fine, 

the solution becomes increasingly accurate.

However, any method which selects grid points in a deterministic way 

is subject to the curse of dimensionality as the size of the state space in

creases. By contrast. Rust (1997) shows that selecting grid points randomly
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can break the curse of dimensionality if the set of possible actions is finite. 

This is because randomisation can break the curse of dimensionality involved 

in the evaluation of the conditional expectation. The restriction to discrete 

action sets is necessary because solving the general multivariate optimisa

tion problem associated with a continuous action set is itself subject to the 

curse of dimensionality. Again, the issue of the curse of dimensionality is 

particularly important when these methods are used as subroutines in an 

estimation procedure.

2.3 .2  In terpolation  Eind A pp roxim ation

When the solution vector to the discrete problem is used as data in an in

terpolating routine, the underlying idea is to approximate the actual policy 

function rather than just to provide the optimal action at a set of points. 

This is known as smooth approximation. There are two classes of smooth 

approximation methods: the first takes the data from the discrete problem 

as given and fits an interpolating function to the data; the second class of 

methods, known as projection methods, explicitly tries to fit a known func

tion to the actual policy function. In practice, the difference is small because 

the grid nodes will be chosen optimally whichever method, and because the 

projection method works by approximately fitting a known function to the 

values of the actual policy function at a number of discrete points. The 

different approaches to smooth approximation are discussed below, but first 

it is necessary to compare smooth approximation methods with the discrete 

method described above.

The issue of which approach to take, and further, which version of a 

particular approach to use depends on the application. There are, however, 

several issues that are important: first, both discrete and smooth approx

imation methods are subject to the curse of dimensionality, but for low to 

medium dimension problems smooth approximation methods can provide
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relatively good approximations within a reasonable time because, relative 

to discrete approximation, fewer node points are needed to obtain a given 

accuracy, if the true solution is sufficiently smooth. Second, the stability or 

sensitivity of the solution is important. In other words, is the approximated 

policy function robust to the addition of extra nodes, or the removal of 

nodes from the state space? This is a problem especially when using global 

approximation methods with few degrees of freedom. The intuitive reason 

for using smooth approximation methods is that they exploit the imposed 

smoothness of the solution in solving for the node values and this makes the 

method more time efficient. The key problem with these methods is that 

they need the underlying function to have a degree of smoothness.

The vector describing the solution at a set of discrete points can be used 

as the data in fitting an interpolating function or carrying out a least squares 

regression to give an approximation to the policy function at points that are 

not nodes on the grid.® Least squares regression chooses a function parame- 

terised by M  values to fit a set of N  data points, where M  < N.  This means 

that the function will not fit the N  values exactly. Interpolation chooses a 

function which fits all N  points exactly. In other words, a function para- 

meterised by M  values, where M  = N  (i.e. leaving no degrees of freedom). 

This interpolating function may be a spline or any polynomial (up to the 

jVth degree, where N  is the number of nodes).

Judd (1998) surveys the alternative ways of approximating a function 

when the solution values, j/n, are known at a set of abscissae, Xn. If we first 

consider methods that leave no degrees of freedom, the main distinction to 

draw is between local and global approximation methods. Local methods 

include Taylor and Padé approximation, but more generally, local methods 

determine the approximate value of y (x) by the values of the solution at 

points in the state space close to x. This includes all piecewise polynomial

*This is the method used by Deaton (1991) and Attanasio et al.(1995).
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interpolation schemes. For example, a cubic spline is a piecewise polyno

mial where the individual polynomials are smooth and, further, the different 

polynomials connect in a smooth way. This is a local approximation method 

because the approximated value of y (x) depends only on values of y (x) and 

y' (x) at neighbouring nodes. Because these methods are local, they pro

vide no indication of the optimal choice of grid points, but they do have 

the strength that the behaviour of the solution at the edges of the grid will 

not affect the interior solution. Finite element methods are another type 

of piecewise polynomial approximation. These are methods which split the 

state space into subdomains and then fit low order polynomials to the solu

tion within each subdomain. The global approximation to y (x) is obtained 

by piecing together these local approximations. As discussed in section 2.4 

below, local approximation methods and finite element methods in particu

lar can be very useful when there are kinks in the policy function.

The most basic global method of approximation given N  data points 

(xn,yn) is Lagrange interpolation. This involves approximating y  (x) by the 

degree N  — 1 polynomial,

N

= (^) (2.16) 
n = l

where Ln {x) =  When x  = Xn, Ln(x)  = 1 and Lm^n (a:) =  0.

Thus, y{x)  fits y{x)  exactly at the actual nodes. The drawback to this 

method is that as with most interpolation methods, it is possible to con

struct examples where the interpolation does very badly. This is especially 

true for Lagrange interpolation, however, and the interpolated values are 

very sensitive to the addition of extra nodes or changes in the domain or 

solution far from the points of interest. This is shown by Atkinson (1989), 

who shows that it is not possible to rule out the possibility of the upper 

bound on the error exploding. This is the same for Hermite interpolation 

which uses derivative information at the nodes in addition to level infor-
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mation. One classic example of Lagrange interpolation producing a poor 

approximation to the underlying theory is where f  (x) = (l 4- and

interpolation is between equally spaced nodes on [—5,5], as shown in figure 

2.1. When N  = 50, the approximation becomes even worse, with values of 

/  (x) ranging between 5 and -100, and so increasing N  does not improve the 

approximation.

F igure 2.1: Lagrange In terpo la tion

2 2 •2 2

The figure shows Lagrange interpolation of f  (x) =  \ j y j (1 4- x^) with the true solution 
given by the solid lines. The left-hand graph uses 10 interpolation nodes, and the right- 
hand graph 11 nodes.

The point about this failure is that it arises partly because of the choice 

of uniform spacing of grid points. A different choice of grid points would 

produce a better approximation. This motivates the issue of optimal grid 

choice. For example, if the nodes were the zeros of a Chebyshev polynomial, 

as discussed below, the approximation becomes much more reasonable, and 

is very similar to the Chebyshev approximation. However, the underlying 

problem in the above example is that, although the interpolation fits the true 

function exactly at the nodes, there is no guarantee that the approximation 

will be good elsewhere. In particular, it is possible that the approximation 

will be good for almost all x  and then very poor for some x. Thus much 

of what follows is a discussion of methods which can bound the maximum 

error.
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Projection M ethods

Equation (2.16) is one particular method of linear polynomial approximation 

to y (x) In general, the approximation is assumed to be a finite linear com

bination of known functions, called basis functions, which are usually some 

simple function (e.g. spline, piecewise linear or Chebyshev polynomials):

M

y<p (^) =  (a:) (2.17)
m = l

where M  < N.  The basis functions, Çîm {x) for m e  {1,..., M}  , are a family 

of polynomials, each of diflferent degree, m. The solution is parameterised by 

the values and the idea is that the are chosen to make (x) close 

to y ( x ) . One simple choice of basis function is the polynomial Clm (x) =  

x'^. However, this performs very badly because the terms of (2.17) become 

increasingly collinear as m increases and so estimates of y  using (2.17) are 

likely to be poor.

Projection methods are a particular class of methods for choosing 

which aim to make the residual of equation (2.1) “small” . This “smallness” 

is weaker than requiring the equation to be zero across the whole state space: 

the requirement is that the weighted residual of the equation be zero. This 

requirement can be expressed as:

{R{x;y^)  ,(l>(x)) = J  (f>(x) R ( x ; y ^ )  dx = 0 (2.18)

where R { ‘, •) is the residual of equation (2.1) or (2.5), and <j) is an arbitrary 

weighting function. This weighting function is chosen to give M  independent 

equations of the form (2.18) for the M  unknowns.

^Methods of nonlinear polynomial approximation include, for example, neural net

works, and are not surveyed here.
These methods are also referred to as “minimum weighted residual methods”. How

ever, Rust (1996) uses the term “minimum weighted residual methods” to refer to projec

tion methods where the projection is determined by the first order condition of the general 

least squares problem (i.e. <f>{x) =  d R { x \ y ^ )  /d(p).
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The advantage of projection methods is that, if the policy function is 

itself smooth, then it can be parameterised by a number of values, M, which 

is less than the number of distinct nodes that would be needed for a good 

discrete approximation. With finite horizon models, the advantage of this 

is that the particular value of the value function or policy function at ar

bitrary points in the state space can be found quickly and with little stor

age requirements. This speeds up each iteration in the backward induction 

process. With infinite horizon models, projection methods can be used in a 

similar way to speed up each iteration of the contraction, but the methods 

can also be used to solve the implicit function that defines the value function 

directly, thus replacing value function ite ra tio n .V ario u s  versions of these 

methods have been advocated by McGrattan (1996), Judd (1992), Marcet 

and Marshall (1994).

Applications of projection methods differ in the basis functions that are 

used in the approximation. The important difference is between spectral 

methods (used by Judd, 1992) and finite element methods (used by Mc

Grattan, 1996). When approximating the solution at an arbitrary point x  

in the state space, spectral methods use basis functions that are non-zero 

for all 2/n values. In other words, an approximation to the solution at a par

ticular point uses the values of all nodes in the state space. This is because 

a very smooth polynomial is being used as the basis function. By contrast, 

finite element methods use basis functions that are non-zero only on specific 

regions of the state space. In particular, the basis function for a specific 

value is zero except when the point x  being approximated is “close” 

to the point in the state space corresponding to the node. In practice, 

this means that the state space is divided up into non-overlapping elements. 

The solution is approximated within each element and the approximation to

However, solving for the system of non-linear equations determining the coefficients 

of the smooth approximation will involve some form of iteration (e.g. Newton-Raphson 

iteration).
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the whole solution is then given by piecing together the specific element ap

proximations. This idea refiects the fact that the basis functions are mostly 

zero. In fact, only nodes which are either on the border or within the specific 

element will be used in approximations across that element. This approach 

is returned to below.

The approximation y is parameterised by M  unknown coefficients and 

so M  equations are needed to solve for the unknowns. These independent 

equations are given by the different weights, (f>(x), in equation (2.18). Pro

jection methods can differ according to the set of weights chosen. The three 

most common examples are: collocation, least squares and galerkin.

Collocation is the simplest method because the weights are based on 

the dirac delta function, i.e. (j)m (x) = S(x — Xm) , which equals zero if 

X ^  Xm- This means that the residual will be set equal to zero at M  points 

and so it is not necessary to carry out any integration in equation (2.18). 

The M  nonlinear equations in the M  unknown y?’s can then be solved by 

standard nonlinear equation solving techniques. The choice of the Xm points 

is very important. Judd (1998) distinguishes between uniform collocation 

and orthogonal collocation. The latter is where the Xm are the zeros of some 

M  degree orthogonal polynomial, ideally from the family of polynomials 

used in determining the approximation (2.17). Orthogonal collocation for 

Chebyshev polynomials is used in parts of chapter 4 and so it is described 

in more detail below. It is possible for the number of nodes to be greater 

than the number of parameters. This creates N  equations in M  unknowns 

giving rise to overidentifying restrictions.

The second form for <f> derives from the general nonfinear least squares 

approach. The M  values of ^  are chosen from,

N

(fi = aig min . V {R{xn,y^ {^n))Ÿ (2.19)
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This generates a weighting function in (2.18) of the form

<t>m (x) =  OR (x; ) /d(p^ (2.20)

The N  data points in (2.19) should be the N  abscissae to be used in the 

Gaussian approximation to the integral in (2.18) when the integral cannot 

be analytically solved. However, it is not clear what is the best Gaussian 

rule to use in this case. One option is to map the state space from x  G [x, x] 

to x' G [—1,1] and to use Gauss Legendre, which has W (x) =  1.

The third approach, called galerkin, is where the basis functions used 

in the approximation (2.17) are used as the weights, i.e. <f>m (x) =  Qm (x) . 

The idea behind this choice is to make the error, R{x] y^ ) , orthogonal to 

each of the basis functions. As with the least squares approach, it is also 

necessary to choose a method to evaluate the integral in equation (2.18). 

Both of these last two methods generate M  equations in the M  unknowns.

The system of non-linear equations defined by the M  equations of the 

form (2.18) is solved to find the constants (p^, and these constants are then 

used to approximate the policy function y  (x ) . The solution of this system 

of equations requires the inverse of the Jacobian matrix, in order to use an 

algorithm analogous to the Newton-Raphson iterating equation. Inverting 

the Jacobian can be problematic as the state spaoe increases. However, this 

problem is reduced if the finite element method is used because the Jacobian 

is sparse. This sparseness arises because each equation of the form (2.18) is 

a function of only a small number of unknown This is because the basis 

function evaluated at non-neighbouring nodes will be zero, and hence the 

derivative of a given equation will be zero for most of the unknowns. The 

implementation of these methods in subsequent chapters uses NAG routines 

to solve the system of equations. Sparseness means that calculating the 

derivatives for each of these equations is relatively quick and this is one 

of the main advantages of the finite element method. In contrast, spectral 

methods requires that approximations use all values of nodes on the grid and
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so each basis function is non-zero almost everywhere making the amount of 

computation significantly greater.

It is also possible to use the projection methods already discussed to pa- 

rameterise expectations instead of parameterising the policy function. This 

can be particularly useful when the policy function is kinked. Marcet (1994) 

adopts this approach and also uses Monte-Carlo integration to determine the 

points at which the solution is needed. Using this approach, it is possible to 

select areas of the state space to over-sample to generate good approxima

tions in those areas. However, the solution provided by this method maybe 

less good in other areas of the state space.

The key point to draw from the above discussion is that there are a wide 

range of possible approaches to solving functional equations. The best ap

proach is inevitably problem specific. However, the remainder of this section 

describes two approaches in more detail. The first, orthogonal collocation 

using Chebyshev polynomials, is very efiicient when the solution is a smooth 

function. Further, it is possible to test ex-post whether the true function is 

sufiiciently smooth. The second method is a particular implementation of 

the finite element method. This method is a form of local approximation 

and is much better at fitting functions with gradients that change quickly; 

and in particular, it is much better at fitting kinked functions, and yet it 

retains many of the efi&ciency gains of smooth approximation methods over 

discrete approximation.

Before turning to two particular methods, it is necessary to discuss test

ing the errors generated in any approximation method. This is particularly 

important in backward induction because errors in any given period will be 

carried back into the solutions for all earher periods. It is, however, possi

ble to check the accuracy of a given approximation by evaluating the Euler 

conditions at random points in the state space. This check is performed on 

all solutions reported in chapter 3 and the first half of chapter 4. However,
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this check is not valid for the second half of chapter 4.

Chebyshev Approximation

Atkinson (1989) suggests using a family of orthogonal polynomials as the 

bases in the approximation (2.17), i.e. polynomials which will generate terms 

in (2.17) which are in different dimensions and so not at all collinear. This is 

the motivation for the use of Chebyshev approximation, suggested by Judd 

(1992, 1996, 1998). Chebyshev bases have the form

Om (<̂ ) =  Tm (z) =  cos (mcos“  ̂(z)) (2.21)

where z € [—1,1]. The bases all lie between —1 and 1, and they can also be 

determined recursively: Tm {z) =  2zTm-i (z) — Tm- 2  ( z ) . The point about 

Chebyshev polynomials is that the polynomials of different degree are or

thogonal on [—1,1] for the weighting function l / y / { l  — z^). In other words,

"  Tr^ ( z )T l ( z )

L •dz =  0, I (2.22)
\ / ( i ^

Further, as shown by Atkinson (1989), Chebyshev polynomials satisfy dis

crete orthogonality

N

E  K )  K )  =  0. m f Z  (2.23)
n = l

if the z ^  are chosen as the zeros of the Tn  polynomial

z^  =  cos ^  (2.24)

If z  G [—1,1] the approximation to y (x) is then given by

1 ^
y 9^^)  = - g ÿ l  +  E w  (2.25)

n = l

X €  [o, 6] rather than [—1,1], x has to be mapped into x' €  [—1,1] by the transform 

x' =  2 (x — a) /  (& — a) — 1. The reverse transform is x =  (x' (6 — o) +  (6 +  a)) /2 .
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If these are used as the points in an orthogonal collocation scheme, the 

coefficients of the solution, (p = {^i, , can be found through solving

the N  independent equations R  i ^n) )  =  0. The coefficients can also

be calculated from the simple formula:

2 ^
= M  Tn-l (Xk)  (2.26)

k=l

where y (xk) is the solution to R  {z^ , y^  i ^k ) )  ~  0-

The practical implementation of this method proceeds in three steps: 

first, the N  abscissae are found as the zeros of the N  dimensional Chebyshev 

polynomial using equation (2.24); second, the residual equation 

72 {zf^,y^ i ^ k ) )  =  0 is solved for the value of y at each node; and third, 

the coefficients used in the approximation (2.25) are found using (2.26).

If y (x) is a sufficiently smooth function, then the residual function (2.1) 

will be close to zero everywhere. In particular, Atkinson (1989) shows that 

the maximum errors are close to the minimax error (where the minimax 

error is defined as the lowest worst error for a given approximation).

In this description of Chebyshev approximation, the degree of the ap

proximating polynomial has been assumed equal to the number of data 

points, N.  One of the key benefits of Chebyshev approximation, however, 

is that if the approximation (2.25) is truncated with M  < N  but with the 

coefficients still calculated as in (2.26), the accuracy of the new approxima

tion can be determined by the behaviour of the coefficients. In particular, 

because the value of T„ (x) is bounded by {—1,1}, then the maximum error 

caused by the truncation is given by Y^n=M+i fke (p's are decreasing 

sufficiently fast in absolute value, the truncation is unimportant and the 

error will be spread out evenly across the domain. The (p's will decrease 

sufficiently fast when the true function is smooth and this acts as a test 

of whether the underlying function is sufficiently smooth to make degree
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M  Chebyshev approximation a c c u ra te .T h is  is regression, where the M  

coefficients are fitted to the N  data points.

In multi-dimensions, the method can be implemented by using the Ten

sor products of one dimensional polynomials. This is subject to the curse of 

dimensionality, but the seriousness of this depends on the degree of underly

ing smoothness, which can be tested using the coefficients, <p. In practice, the 

function y (rc) may not be sufficiently smooth, but it is sometimes possible 

to approximate some transform of this function and the transform may be 

sufficiently smooth. For example, in solving for optimal consumption today, 

it is possible to approximate consumption as a function of the state space 

directly, but it is alternatively possible to approximate a function giving the 

fraction of remaining income which is consumed today. A further problem 

with this approach is that minimising the error at particular points in the 

state space may be more important than minimising the maximum error. In 

other words, it may be less important to achieve accuracy at points which 

occur rarely.

Finite Element M ethod

This is a type of projection method which is local rather than global, which 

means that it does not require the same degree of underlying smoothness in 

the true function. This makes the method particularly useful for functions 

with gradients which change quickly across the state space, and in particular 

for kinked functions.

The finite element approach proceeds in three steps: first, the state 

space of the policy function, x  =  {At ,wt } , is divided into sub-domains, 

called elements, which are not necessarily of equal size. For example:

^^This does imply choosing a value of N  sufficiently large to allow an optimal M  to be 

found. In practice, if an N  of 30 does not lead to the coefficients decreasing in absolute 

value suflSciently fast, then it suggests the true function is not sufficiently smooth.
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R 6 7

1 2 8

12
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4

Wt

The numbers refer to the node to the bottom left of each number. The non

overlapping elements are the individual squares. In this example, there are 

4 values for wt and 3 values for Atj giving 12 nodes and 6 e le m e n ts .T h e  

point of the finite element method is that the solution for the dependent 

variable when the state of the system is, for example, in the bottom-left 

element depends only on the values of the nodes at positions 1,2,5,6.

In the second step, approximating functions, Qrn, are chosen for the 

solutions on each element. These do not have to have the same form for 

all elements, and higher order polynomials may be used on selected parts 

of the grid only. Close to kinks in the function, elements will be small 

and the local approximating function of low-order. At areas of the state 

space where the function is continuously derivable, large elements and high- 

order polynomials will be used. This suggests an adaptive form of the finite 

element method, which exploits revealed information about curvature, is 

optimal.

One simple example of Qm is piecewise linear approximation. The overall 

solution is given by piecing together the local solutions, as in equation (2.17), 

to give Vipix) =  For example, in this two dimensional

example, the solution for an arbitrary position in the state space can be 

determined by the values of the solution at neighbouring nodes (i.e.(^^ =

actual solutions in chapters 3 and 4, the wage grid is determined by the abscissae of 

the particular 12 or 16 point Gaussian rule which is appropriate to the distribution of the 

random shock to wages. Extra nodes can be added at particular values to try to capture 

any kinks in the pohcy function that may arise. The asset grid usually has 64 points, with 

more points close to the minimum value of At.  Again, additional points are added ex-post 

at areas of high curvature.
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y {x„i))‘ Thus, the basis function determining the weight on node m for the 

solution at {A, w} is zero unless {A, w} is in the immediate neighbourhood 

of node m.

A m -i < A < A m  and Wm-l < w  <Wn 

Am -l < A <  Am and W m < W  < Wm+l 

." " ti-T l <  ^  <  ^m + 1  and «>„ <  W < W„+l

A m < A <  Am+1 and Wm-l < w  <Wm 

0 otherwise

A—Am—l W -W m -1
Am—Afn—l W m —‘WTTi~l

A—Am—l W m + l—'W
Am—Am—1

Am-\-\—A W m + l—'UJ
Am-\-\—Am ^ m + l —Wm

Am+1—A W -W m -1
Am+\~Am tUm—VJm—l

One advantage of piecewise-linear approximation is that it preserves monot

onicity in multi-dimensions. It is not strictly shape-preserving beyond one- 

dimension, but monotonicity avoids oscillations in the approximation and 

this makes piecewise-linear a safe approximation method.

The unknowns in the approximation are the constants tpm- In the third 

step, these unknowns are found by setting up a system of M  non-linear 

equations in the M  unknowns, and solving the system using NAG routines. 

The weights, 0m, in equation (2.18) are here set equal to Qm (a galerkin 

implementation of a projection method). Again this is not necessary, and 

any of the alternative 0m discussed above could be used. The equation for 

node m  is given by a special case of equation (2.18),

f  Clm{x) R (x ; y^  (x))dx = 0 m =  { l,...,M } (2.27)
e=l

where E  is the number of elements in the domain, and x^ is the state space 

of a particular element. The equation is simply the sum across all elements 

of the weighted residual form of the problem, with the weight given by the 

basis function for node m.  The integral is only over a small area of the 

state space so numerical integration is hkely to be accurate and so Gauss 

Legendre is used. The key point here is that each equation has relatively few
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terms in it because the basis functions for elements that do not neighbour 

node m are zero.

The only complication introduced by increasing the dimension of the 

state space is that the state space must be approximated by a set of well

shaped elements (i.e. elements that are squares, rectangles or triangles). 

The basis functions vary according to the shape of the elements, but in most 

economic applications the state space is already well-shaped. However, the 

method is again subject to the curse of dimensionality.

2.4 Inequality Constraints

When inequality constraints are introduced to a model, the choice of approx

imation method can change. In particular, methods that rely on smoothness 

of the policy function can become unreliable. It is necessary, however, to 

distinguish two types of constraint that can be introduced. An example of 

the first type is the borrowing constraint of the example in the introduc

tion. This type of constraint causes the policy function to kink, but does 

not introduce any discontinuity. The second type of constraint is where the 

policy function becomes discontinuous. This would happen, for example, 

if the policy function described labour supply behaviour and if there were 

fixed costs of work. Workers would never choose to work for an arbitrarily 

small amount of time because they would not earn enough to cover the fixed 

cost. This type of constraint implies the value function is not concave.

Constraints of the first type are the less problematic, and there are two 

approaches: either to introduce a penalty function to the objective func

tion,^® or to parameterise the Kuhn-Tucker function in addition to parame

terising the policy function.

Using the example of the introduction where the constraint is At+i > 

—A, the penalty function approach to incorporating the constraint involves

Discussed in Fletcher (1987) and McGrattan (1996).
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rewriting the objective function as:
T

max Et * |u (c s )  + — min (^  +  A t+i,0)^1
S=t  ̂ /

subject to equation (2.3).

If the constraint on borrowing is not violated, the second term equals zero 

and there is no penalty. However, if the constraint is violated and desired 

borrowing is greater than A, the consumer pays a penalty on her utility 

determined by the value of If ^  =  oo, the consumer will never choose to 

violate the constraint, and the penalty function has the same effect as solving 

the problem with Kuhn-Tucker conditions. In practice, since the model has 

to be solved numerically, it is not possible to use a value of ^  =  oo because 

this would introduce a discontinuity in the utihty function at Ag+i = —A. 

The theoretical alternative is to use a sequence of values for

$ '  =  {1,10,10^10^...}

and to solve the model for each value in the sequence until the constraint is 

satisfied to within some tolerance. The problem with this approach, high

lighted by Christiano and Fisher (1996), is that the model needs to be solved 

repeatedly and this makes the method highly inefficient. The practical ap

proach, therefore, is to choose two large values of to solve the model 

for each and to compare the extent that the constraint is violated. In the 

solutions in chapters 3 and 4, ^  was set to 100 and 10000. The extent to 

which the constraint is violated is inversely proportional to

Christiano and Fisher (1996) discusses the alternative of parameterising 

directly the function giving the value of the Lagrangian multiplier across the 

state space. This can be more efficient than introducing penalty functions 

if restrictions can be imposed apriori on the areas of the state space where 

the multiplier will equal zero.

Kinks in the policy function tend to make local approximation methods 

more attractive. In particular, the finite element method becomes more
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attractive because the approximation away from the kink is not aiFected by 

the solution around the kink. It is not necessary to fit a single polynomial 

to the whole function, which is very difficult if the underlying function is 

not smooth, and extra elements can be added near the kink. Even with 

finite element methods, however, the introduction of such kinks will require 

more nodes and parameters in the solution. This makes the method more 

susceptible to the curse of dimensionality. It is still desirable to use Gaussian 

quadrature to evaluate the integral of the expectation operator, assuming 

the integration is of low order. This is because expectations are across 

marginal utility, which is smooth, and not across the policy function itself. 

This raises the possibility of approximating the value function directly rather 

than approximating the policy function. With this type of constraint, the 

value function is still concave and so could be approximated by a global 

approximation method.

Constraints of the second type make the policy function discontinuous 

and the value function non-concave. There are two classes of problems of 

this type distinguished by whether or not the policy function has a known 

number of discontinuities.^® The discussion here only addresses problems 

where the number of discontinuities is known. For example, if there is a 

fixed cost of work, we can define a value function conditional on working 

and a value function conditional on not-working. If these value functions 

only cross once (or a known number of times), the problem is numerically 

solvable. The first step is to solve for the points in the state space where the 

discontinuity occurs; and the second step is to approximate the value func

tion (or policy function) on either side of the discontinuity by some, possibly

With a multi-dimensional state-space, the distinction is whether or not the state-space 

can be split into a known number of continuous subsets (ideally, each of these subsets will 

be convex).
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smooth, approximation.^^ This leads to a conditional value function:

V'j"*»'* (x,) i f  Xt  >  Xt
Vt (xt) =  < (2.28)

V t^ ^ ix t)  i f x t < x t

where the vector x  describes the state space.

This in turn leads to a Bellman equation of the form,

y  High ^ u (ct) +  (3Et
(xt+i) if xt+i > xt+i

\ i x t+i<x t+i
(2.29)

This implies that the conditional value function will itself be kinked due to 

the t+ 1  kink, and by kinks in periods (4-2 onwards. These further kinks are 

smoothed by the expectations operator, but this means that iteration back

wards in time should use the value function directly rather than the Euler 

equation which relies on the derivatives of the value function.^® This also 

suggests that approximation methods requiring a large degree of smoothness 

may be imprecise.

2.5 Conclusion

The models studied in chapters 3 and 4 do not exceed computing time lim

its because of the small number of state variables and because the solution 

method is not nested within a maximum likelihood estimation routine. The 

choice of numerical method was therefore driven by the need to incorporate 

the inequality constraint as precisely as possible. As discussed in this chap

ter, the appropriate method depends on the type of inequality constraint 

and this explains the use of alternative methods at different points in chap

ters 3 and 4. By contrast, if speed were more important and the solution

^^This is the approach that is adopted in the second part of chapter 4, in modelling the

dynamic effects of various benefit policies which lead to budget sets which are not convex. 
Further, it is important that the approximation to the value function be accuarate

close to the kink, requiring extra nodes.
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method were nested within an estimation routine, precision in incorporat

ing the constraint may be less important, particularly for the first iterations. 

One alternative approach, if computation time is important, is to assume 

the choice set of individuals is discrete.
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C hapter 3

Self-Insur£ince, Life-Cycle 

Labour Supply and Savings 

Behaviour

3.1 Introduction

Increases in job insecurity and in wage rate uncertainty are often cited as 

reasons for the increases in hours that individuals work (e.g. Bell and Free

man, 1994). Further, general income uncertainty may explain the increased 

participation in the labour force of married women. To explore these is

sues, it is clearly necessary to establish whether uncertainty has increased in 

recent years. More fundamentally, however, it is necessary to explain why 

such an increase may affect labour supply behaviour. The aim of this chap

ter is to provide such a theoretical explanation and to explore the effects of 

uncertainty on life-cycle labour supply and saving.

Uncertainty about future wage rates may induce more work today for at 

least two reasons: first, to accumulate precautionary assets that can be used 

if the individual faces a low wage in the future; second, if the wage tomor
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row depends on hours of work today, individuals may work longer hours to 

increase the expected value of future wages (e.g. Rogerson, 1988). Both rea

sons are driven by the same rationale: individuals react to the uncertainty by 

deferring utility in order to equalise expected marginal utility across time. 

In the first explanation, individuals defer utility through increased saving, 

and in the second, through accumulating human capital. The key difference 

between the two reasons, in a partial equilibrium framework, is that saving 

has no impact on the future wage.^ The emphasis in this paper is on the 

accumulation of savings.

It is well known that uncertainty over future wages causes precautionary 

saving, but these results are generated in models with an exogenous labour 

supply.^ Since labour supply is fixed, individuals accumulate precautionary 

reserves by cutting consumption when young. Further, the assumption of 

a fixed labour supply means that individuals cannot respond to a low wage 

realisation by adjusting labour supply and so the low wage has a significant 

impact on welfare. By contrast, this chapter makes the opposite assumption 

of complete fiexibility in labour supply and so individuals choose consump

tion and labour supply in each period of their life while facing an uncertain 

future wage rate. This involves three conceptually distinct changes to the 

standard model.

The first change is that utility is non-separable between two goods (here, 

consumption and leisure): when the consumption of both goods can vary, 

this introduces the possibility of within-period substitution in addition to 

intertemporal substitution. The degree of substitution between consump

tion and leisure within period relative to the degree of substitution between 

periods turns out to be crucial: as the degree of intertemporal substitution

^In a general model, this suggests there would be over-investment in physical capital,

because the return to investment in human capital will be positively correlated with future

wage shocks, thus increasing the variance of future wages.
^For example, Zeldes (1989), Deaton (1991), Carroll (1992) and Attanasio et al. (1995).
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decreases, consumption and leisure within periods become closer substitutes 

relative to consumption and leisure in other periods and so the split be

tween leisure and consumption in any given period becomes less important 

to lifetime utility than the level of total within period spending. The second 

change is that uncertainty is not only over income, but also over the rela

tive price of the goods in the utility function. This means that the income 

loss associated with a low realisation of the wage is offset by leisure being 

cheaper. This reduces the cost of uncertainty and the extent of this reduc

tion increases as the degree of within period substitutability increases. The 

final change to the model with a fixed labour supply is that the additional 

good, leisure, is constrained by the number of hours available.

The main results using this alternative assumption are as follows: A flex

ible labour supply means that individuals can work longer hours when young 

to provide precautionary savings, rather than providing all precautionary 

savings through sacrificing consumption. Further, when old, accumulated 

wealth will mean greater spending on both consumption and leisure, causing 

the old to work fewer hours. This means that consumption is smoother than 

it would be if the labour supply were fixed because the sacriflce of utility 

occurs through leisure as well as through consumption. Further, asset accu

mulation is greater when labour supply is flexible. A flexible labour supply 

means that individuals can vary their labour supply according to the realised 

wage, taking more leisure when the wage is low, and this reduces the ben

efit of holding precautionary balances. However, the cost of accumulating 

precautionary balances is less because balances can be accumulated through 

either cutting consumption or increasing labour supply. For a wide range of 

parameter values considered, this second effect dominates and precautionary 

saving is greater.

The addition of labour supply to models of precautionary saving mean 

that several important policy questions can be addressed. For example.
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Hubbard et al. (1995) show that asset testing for retirement benefits re

duces saving, both by decreasing uncertainty and by penalising the holding 

of assets. However, it is not clear whether this reduced saving is due to in

creased consumption or decreased labour supply. Further, if individuals can 

self-insure through varying their labour supply, it is not clear how important 

the insurance aspects of social security benefits are to welfare. It is possible 

to address these questions using the model in this chapter, but the explicit 

modelling of social security benefits is left until chapter 4. The relevant 

point made by this chapter is that the amount people smooth consumption, 

and thus the impact of any policy change, depends on the degree of labour 

market fiexibility.

The model incorporates a constraint on time that individuals face in 

each period and this allows modelhng of the way uncertainty affects par

ticipation. When an individual’s income comes only from wages and from 

savings out of these wages, it is rare for an individual to choose not to par

ticipate in any period for reasonable wage growth processes. The probability 

of non-participation at later stages in life increases with uncertainty, how

ever, because of the increased asset accumulation that uncertainty induces. 

Non-participation increases still further if we allow for partner income. In 

particular, if the income of an individual’s partner is assumed to be exoge

nous, then the higher income discourages work by the individual; but the 

increased uncertainty means that work is reduced predominantly at later 

stages in life. Further, individuals may use their own labour supply to insure 

against shocks to the income of their partner. Partner income is modelled 

explicitly in chapter 4.

Section 3.2 surveys the literature on labour supply and savings. Sec

tion 3.3 describes the model and section 3.4 discusses the solution method. 

Section 3.5.1 shows life-cycle profiles of consumption, labour supply and 

asset holdings under certainty and uncertainty. In section 3.5.2, the life-
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cycle profiles with exogenous and endogenous labour supply are compared 

to show differences in consumption smoothing and precautionary saving. 

Section 3.6 carries out welfare calculations to show the welfare cost of a 

fixed labour supply relative to a flexible under different assumptions about 

the utility value of leisure. In particular, lifetime expected cost functions 

are compared. Section 3.7 concludes.

3.2 Literature

The initial life-cycle model of Brumberg and Modigliani (1955) assumes that 

income is certain, and the key insight of the model is that individuals save 

while working and dissave while retired, with the time of retirement taken as 

given. The results do not change with the introduction of uncertainty if we 

assume that preferences can be represented by a quadratic utihty function, 

because the expected marginal utility of consumption is equal to the mar

ginal utility of expected consumption, and so an increase in the variance of 

consumption does not change expected marginal utility. With an isoelastic 

or exponential utihty function, the variance of future income becomes im

portant, as discussed extensively in the literature (e.g. Zeldes, 1989; Deaton, 

1992 ). In these models, labour supply is assumed to be fixed, and individu

als smooth utility across their life-cycle only by adjusting their consumption. 

This assumption can be justified if two conditions hold: if non-participation 

is unimportant, then the solution to the utility maximising problem can be 

reduced to solving for a composite consumption good (comprising consump

tion and leisure); and if leisure and consumption are additively separable, 

then the solution for actual consumption is independent of the solution for 

leisure, and leisure only affects the decision through the budget constraint. 

If either of these conditions does not hold, analysing Euler equations for con

sumption while ignoring labour supply will be misleading and predictions 

about consumption smoothing and precautionary saving may be wrong.
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The need to model labour supply explicitly arises, therefore, if these two 

conditions are empirically invalid. The evidence from both the UK and the 

US shows that the participation issue is crucial, with significant changes 

over time in the participation rates, and in particular, large increases for 

women with high education levels (Blundell and MaCurdy, 1998). There 

has also been a decline over the past 30 years in the participation rates of 

older men. The evidence on the nonseparability of leisure and consumption 

is less investigated, but Browning and Meghir (1991) find that leisure in 

a given period is non-separable from consumption within the same period. 

Similarly, Blundell, Browning and Meghir (1994) show that it is necessary to 

condition on labour market status to obtain estimates from Euler equations 

which identify the true parameters.

The underlying idea of smoothing utility across the life-cycle has been 

used in models of life-cycle labour supply, and implies that labour will re

spond differently to permanent and transitory shocks. Heckman (1974) ex

plores such a life-cycle model of labour supply and consumption assuming 

perfect foresight, no corner solutions for labour supply and no retirement. 

He showed that consumption can track income even if individuals are un

constrained by capital markets. This effect can be shown by writing down 

the Euler equation for leisure under certainty, assuming /? (1 +  rt) =  1,^

d u ( c t , k )  ^  wt d u ( c t + i j t + i )
dit  wt+ i  d l t+i   ̂ ^

The marginal utility of leisure will be higher in the period which has the 

higher wage. If the marginal utifity of leisure is independent of consumption 

then equation (3.1) must be satisfied by changing leisure alone; in other 

words, making leisure greater when the wage rate is low. However, when

^This follows from taking the first order conditions of the problem: max (ct,Zt)

subject to At+i  =  (1 +  rt) [At +  lût (1 — /t) — Ct], where /3 is the discount factor, ct con

sumption, It leisure, rt the interest rate. At  the start of period asset stock and wt  the 

wage rate.
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consumption is not additively separable from leisure, the path of consump

tion depends on whether leisure and consumption are substitutes or com

plements: if they are complements then the high marginal utility of leisure 

when wages are high must reflect low leisure and low consumption. If leisure 

and consumption are substitutes, then the high marginal utihty of leisure 

will reflect low leisure, but high consumption. In other words, consumption 

will be high when wages are high. As discussed in the introduction and re

turned to below, this issue of the substitutability of leisure and consumption 

within periods depends on the intertemporal elasticity of substitution.

This highlights the need for the assumption of additive separability be

tween leisure and consumption in econometric tests of the life-cycle model 

for consumption. Traditionally, the usual test for the existence of liquidity 

constraints is through testing whether or not consumption tracks income. 

However, as discussed, this is only valid when leisure and consumption are 

additively separable in the utility function because otherwise the observa

tion that consumption tracks income may be due to leisure and consumption 

being substitutes.

There have been a number of tests of this model, but with problems 

somewhat analogous to the problems with using Euler equations for con

sumption. A number of papers have assumed perfect foresight and this allows 

the use of PVisch demands (e.g. Heckman and MaCurdy, 1980; MaCurdy, 

1981; Browning et ai, 1985); more generally, Frisch demands can be used if 

the marginal utility of wealth,** /x, is a suflicient statistic for prices in other 

periods. The underlying assumption is that in evaluating the relationship 

between labour supply and the wage rate in any given period, there is no 

effect of a different wage rate on (j l . This holds when the wage profile is 

deterministic because fi depends only on the interest rate and the discount

^These are more commonly known as A-constant demands. The use of fj, is to keep 

notation consistent with subsequent chapters.
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rate. Intuitively, /i plays a role analogous to the role of permanent income 

in determining consumption. However, when wages are stochastic, the op

timal path for /Li will be updated following the resolution of uncertainty 

in each period. Thus, in the presence of uncertainty, the optimal labour 

and consumption functions for each t must be solved by stochastic dynamic 

programming with a full specification of the wage process.

In discussing /Li-constant demand functions, MaCurdy (1981) ignores cor

ner solutions and shows that when within-period utility is additively sep

arable, demand for a particular good in a particular period depends only 

on the price of the good in that period and on the value of /i,® and this 

means labour supply equations can be estimated without data on total con

sumption. Heckman and MaCurdy (1980) extend this to allow for corner 

solutions, but maintain within-period additive separability. Browning et al 

(1985) ignore corner solutions and show that additive separability is not nec

essary, but that the most fiexible functional form that leaves labour supply 

additive in fj, is quasi-homotheticity.

Other papers have taken saving to be a sufficient statistic for intertem

poral behaviour and used two-stage budgeting (Blundell and Walker, 1986; 

Blundell et al, 1993). This involves using the Euler equation to deter

mine the allocation of wealth between periods and then to solve the within 

period problem as a static optimisation problem, using the within-period 

marginal rate of substitution (MaCurdy, 1983). With perfect foresight, the 

intertemporal allocation can be solved completely at the start of the life

cycle, but with stochastic wages, a complete specification of the stochastic 

dynamic programming model is necessary. The need to use stochastic dy

namic programming to identify labour supply functions is the same as given 

for the constant marginal-utility-of-wealth approach: unanticipated changes

®The value of fi is latent, but it can be differenced out as a fixed effect if the Frisch 

demands are additive in fi.
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in wages shift the wage profile and such shifts change the intertemporal 

allocation of resources and can alter the timing of participation.

This leads to the conclusion that in the presence of uncertainty and 

non-participation, the evaluation of any policy reform or the estimation of 

preference parameters requires the complete solution of life-cycle behaviour.

This conclusion holds even more strongly when the wage rate today, 

or indeed the marginal utility of leisure today, is affected by employment 

history. For example, previous work experience implies an investment in 

human capital which will mean wages are higher for individuals with more 

work experience. This implies that there is a rent to being in employment, 

which affects both the participation decision and consumption smoothing 

behaviour. Eckstein and Wolpin (1989) examine a discrete choice model 

of labour supply, ignoring saving, but allowing experience and schooling 

to enter the wage equation. They find that participation declines with age 

because the return to experience declines as the number of remaining periods 

of life falls. Altug and Miller (1998) also analyse a dynamic model of labour 

supply choice, allowing for intertemporal non-separabilities. They find that 

past labour supply decisions have a large impact on current wages.

There is, however, a problem with analysing models which allow for hu

man capital accumulation without allowing for savings and an analogous 

problem for models which allow physical capital accumulation but ignore 

human capital and labour supply. Both imply choice sets are constrained, 

and so naturally, individuals will over-invest in the asset which is uncon

strained. This is problematic because physical and human capital differ 

since the return to human capital is correlated with wage shocks. Blundell, 

Magnac and Meghir (1997) do, however, discuss the joint determination of 

labour supply and savings when there is a rent to participation. The rent 

to participation arises because there is an exogenous job-offer arrival rate 

which is greater if the individual is employed. This is a particular example of

53



a dynamic model which does not require solution of the stochastic dynamic 

programming problem: this arises because the probability of participating 

in a given period can be obtained from the participation decision in the 

previous period and so it is not necessary to know when a person plans to 

work in the future.

The model in this chapter solves the dynamic program when both labour 

supply and consumption are chosen. Thus, it combines the Heckman (1974) 

model, allowing for corners, with the large number of papers on optimal sav

ing under uncertainty (e.g. Zeldes, 1989). Within period consumption and 

leisure are non-separable, but there are no intertemporal non-separabilities 

and the model abstracts from the accumulation of human capital. Further, 

the aim is not to estimate the underlying preference parameters, but to show 

the implications for life-cycle behaviour of different assumptions about pref

erences and the flexibility of labour supply.

3.3 M odel

The problem faced by the individual is to choose consumption and leisure 

for each period of her life in order to maximise utility. Her future wage rate 

is uncertain and uninsurable, but the interest rate is assumed to be known 

and constant.

It is assumed that utility is additively separable across time periods, 

but that utility from consumption is not separable from utility from leisure 

within a period. The difference between spending on consumption and 

spending on leisure is that leisure in each period is constrained to be be

low the maximum number of hours available. Without this constraint, the 

individual would, in effect, be solving for an aggregate consumption good 

for each period, and the inter-period decision would be separate from the 

intra-period decision.

The model can be summarised by the following maximisation problem:
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maxÆ7t
Ca,la (3.2)

subject to,

Ag+I — (1 +  Ta) [As +  tüa (1 — Is) — Ca] (3.3)

1 > (a > 0 (3.4)
^  A # ; ,

and a terminal condition, ] V l M y /

r  A.t +1 =  0 ' (3.5)

where total time available in each^periedis normalised to 1. Time in period 

t is spent on leisure, It, or work. At is the amount of assets held at the 

start of period t, and wt is the real wage. Because time within a period is 

normalised to 1, the wage gives earnings if the individual takes no leisure. 

The terminal condition (3.5) is not at all innocuous in the presence of un

certainty. The individual knows the length of her life, but she cannot die in 

debt. This imposes a severe constraint on the borrowing that she may incur

through her life. In particular, she will not borrow more than the discounted

sum of the minimum income she will receive in each remaining period of her 

life (Hakansson, 1970). This restriction on non-collateral borrowing sug

gests there may be over-investment in goods that can be used as collateral, 

especially housing. This is not considered here, and the assumption that 

individuals must have a probability of zero of dying in debt is not relaxed. 

However, the assumption that an individual knows the precise date of death 

can be relaxed by introducing some probabihty of death in each period and 

adjusting the discount factor appropriately.

The real wage is assumed to be determined by the process:

^ f  <7̂
iw t- i A  at + 0t , 9 t ^ i . i .d .N { —;

where 6t is the period t shock to wages, and at captures the determinis

tic drift of the wage equation with the wage rate increasing with age. It
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is assumed that past labour market participation does not affect the cur

rent wage, thus the model abstracts from human capital accumulation. One 

implication of this is that the wage rate grows with age whether or not indi

viduals participate. The log of wages follows a random walk and the variance 

of the shocks is assumed to be independent of age. However, since the shocks 

are multiplicative in the level of wages, shocks have a bigger impact in ab

solute terms when the wage is high. This formulation of the wage equation 

implies that all shocks to income are permanent, thus ignoring transitory 

income shocks. When T  is large, this is not likely to be a serious simpli

fication because i.i.d. transitory shocks will average out across the lifetime 

and have little impact on precautionary saving. However, transitory shocks 

may have an impact on participation because intertemporal substitution is 

greater when shocks are transitory.

The remaining assumptions are as follows:

(A l)  No fixed costs of work 

(A2) r  constant 

(A3) No demographics affecting preferences or labour supply.

(A4) Infinite demand for labour at a wage equal to the marginal product of 

labour. In other words, shocks to the wage are shocks to productivity.

Ruling out fixed costs is plausible for some fixed costs (for example, 

distance from the workplace), because these fixed costs are choice variables 

in a life-time context, but other fixed costs, such as childcare, would create 

problems. The main criticism associated with assumption (A l) , however, 

is that these choices are not explicitly modelled. Assumption (A2) is to 

simpUfy the problem, and in addition the effects of interest rate uncertainty 

have been extensively analysed elsewhere (e.g., Skinner, 1988). Similarly, 

assumption (A3) has been discussed in Attanasio et al. (1995). Assumption
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{AA) rules out “involuntary unemployment”, i.e. a wage of zero. Until 

chapter 4, it is also assumed that there is no partner income.

The first order conditions of the problem are

(3 7)

> 0 (3.8)

' N  ‘ m  <  1

-IH  +  Et [ ^ + 1  (1 +  r)] (3.9)

—At+ 1  +  (1 +  r) [At +  iz7f (1 — It) — Cf] =  0 (3.10)

where /Ltt is the Lagrange multiplier on constraint (3.3) for period t. The 

utility function is concave so the solution to these first-order conditions is a 

maximum.

3.4 Solution M ethod

The aim is to solve equations (3.7), (3.8), (3.9) and (3.10) for the two policy 

functions which give leisure and consumption as functions of the wage and 

the initial asset level for that age, conditional on the assumed wage process:

ct = ct [wt.At \(T )̂

It — It ( w t , A t  I (T )

As in Deaton (1991), this is done through backward induction, starting with 

the terminal constraint (3.5): in the final period, T, all income is spent, and 

so it is easy to solve for the policy functions for consumption and leisure 

using equations (3.7) and (3.8). In T  — 1, these policy functions can be used 

to calculate expected marginal utihty in T  for a given choice of consumption 

and leisure in T —1. Hence, the policy functions for consumption and leisure
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in T  — 1 are chosen to equalise marginal utility in T  — 1 with expected 

marginal utility in T. The policy functions for T  — 1 are then used in T  — 2 

to calculate expected marginal utility, and hence this continues back to the 

beginning of the lifetime. Once the policy functions for every age have been 

found, the model is then simulated starting from the initial period. In other 

words, the initial wage is found through a random draw from the lognormal 

distribution and this is used to predict period one consumption and leisure. 

This gives saving at the end of period one, and so period two behaviour can 

be simulated by taking this level of assets and a second random draw to 

give the wage rate in period two. This continues until the final period, thus 

giving a profile of how consumption and leisure evolve across the lifetime.

As discussed in chapter 2, the expectations operator in equation (3.9) 

and the non-linear form of marginal utihty mean that it is not possible 

to find analytic solutions to the poUcy functions and so numerical solution 

methods are necessary to obtain the pohcy functions. There are two state 

variables, the asset level. At, and the wage rate. The need for two state 

variables instead of simply using cash-in-hand (as in Deaton, 1991) arises 

because the wage rate has two eflFects on the optimal decision: a higher wage 

rate in period t means more income in period t, but it also means leisure 

is relatively more expensive; further, the size of the substitution effect of a 

given wage rate depends on the amount of assets held and so both the wage 

and the asset stock are needed to calculates the optimal action. Each pohcy 

function which solves the problem is a function of two continuous variables, 

and these continuous variables will be have to be discretised in some way.®

^The wage rate is assumed here to be a continuous random variable, but an alternative 

specification with the error following some discrete Markov process approximating the 

continuous process (as in Tauchen and Hussey, 1991) would make the problem easier to 

solve by reducing the state space. In fact, if there were J  discrete Markov states, the 

problem would be to solve for J  different policy functions, each in one dimension, as 

opposed to solving for one two-dimensional policy function.
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The general strategy for solving functional equations is discussed in chap

ter 2. The aim of this section is to describe how those methods are used 

in this problem. The first step is to incorporate the constraint on leisure 

through a penalty function. The second step is to make the problem station

ary, The third step redefines the problem so that we have only one functional 

equation to solve for one function, which is solved using the finite element 

method. The method of approximating expectations and other implementa

tion issues are discussed in the fourth step; and the section concludes with 

examples of the actual solutions found.

P en a lty  Functions

There seem two potential approaches to incorporating the constraint on 

leisure: the first approach is to exploit two stage budgeting and solve the in

direct utility problem, first for the policy function giving total within period 

spending and second for spending on consumption and leisure given total 

within period spending. The alternative approach is to solve the model us

ing the direct utility function, but adding a penalty to the objective function 

to account for the constraint on leisure. It is also possible to parameterise 

the Lagrange multiplier function of the Kuhn-Tucker condition, as discussed 

in chapter 2.

Two stage budgeting means that the within period problem is separable 

from the between period problem. It is then possible to solve for total within 

period spending and subsequently for the division between consumption and 

leisure. The problem with this is that the constraint on leisure means the 

problem is not separable: a given solution for total within period spending 

may lead to a violation of the constraint on leisure when the within period 

allocation is determined. This means that the solution for total within period 

spending is not valid and needs to be re-solved with the reservation wage 

(to prevent the violation of the constraint). However, the reservation wage
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is itself a function of total within period spending, and so it is necessary 

to solve simultaneously for total within period spending and the reservation 

wage. In other words, there is no separability between the within period 

and between period problems.

The direct approach to incorporating the constraint used here involves 

rewriting the objective function (3.2) as:

T
m ax E t
C»,le

'£  |u  (c„ I.) +  I  min (1 -  0 )" | I (3.11)

If the constraint on leisure is not violated, the second term equals zero and 

there is no penalty. However, if the constraint is violated and desired leisure 

is greater than one, the consumer pays a penalty on her utility determined 

by the value of As ^   ̂ oo, the consumer will never choose to violate

the constraint, and the penalty function has the same effect as solving the 

problem with Kuhn-Tucker conditions. In practice, since the model has to 

be solved numerically, it is not possible to use values of ^  close to oo because 

of numerical limitations and because this would introduce a discontinuity in 

the utihty function at Z =  1.

By including the constraint in this way, the objective remains concave. 

In particular, the value function remains concave even at the point where 

individuals decide to enter the labour market. This is because there are no 

fixed costs of going to work: the participation decision is determined by the 

same factors that determine hours of work. The point is that the individual 

can work for an arbitrarily small length of time so continuity in the utility 

function guarantees concavity in the value function.

The first order condition for consumption, ct remains the same, but the 

condition for leisure becomes

(! +  ’■ )- ( y  h, 0)' =  0 (3.12)

;
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Substituting condition (3.7) into (3.12) and the Euler equation (3.9) gives

(3.13)

.du

0)̂  =  0
dit 

du{ct,lt)

dct

dct = Et ( 1  +  r)/).
dct+i

From equation (3.13), if the marginal utility of leisure is greater than the 

marginal utility of consumption when all time is allocated to leisure, the 

individual does not desire greater leisure because this incurs the penalty,^ 

assuming ^ is sufficiently large.^

The within period utility function is assumed to be isoelastic and Cobb- 

Douglas between consumption and leisure in t,®

1-1/

^ (cf, h) —
1 —  1/

(3.15)

This imposes the restriction that shares of expenditure on the two goods in 

t remain constant as total spending in t increases, and this is exploited in 

the solution below.

It is necessary to discuss the implications of this utility function for 

substitutability between consumption and leisure. In an intertemporal con

text, the relevant notion of substitutability when wages are deterministic is

r

Frisch substitutability, ^ . As discussed in section 3.2, this should be

interpreted as the effect on consumption growth of wages increasing across 

time. The dependence of the value and sign of Frisch substitutability on rj
vA

^Values of 100 and 10000 were used. The extent to which the constraint is violated is

inversely related to the size of In practice, there was little difference to the solution

from using the two different values.
*When utility is isoelastic, the coefficient of relative risk aversion determines both the

extent of intertemporal substitution and also prudence which affects the degree to which

substitution is reduced by uncertainty. This implies that the amount individuals care

about future uncertainty cannot be separated from the degree of intertemporal substitution

desired under certainty. However, I do not try using alternative forms for utility (e.g.

Epstein and Zin, 1989). A

\  v v  ; ^
k
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and V can be shown as follows: taking the total derivative of equations (3.7) 

and (3.8), and putting into matrix form, gives

 ̂ 0 \ (3.16)
)

Inverting the first term on the left hand side and rearranging gives the 

expression for Frisch substitutability:

U rl Un

dct
dwt

< 0  if Ucf >  0 ^
2'^dfH  ̂ (3.17)

U ccU i i -u ^ >0 i i u c i < 0

The denominator is positive because utility is strictly concave and the de

nominator is therefore the determinant of a negative-definite matrix. Using 

(3.15),

Ud (c, /) =  (1 -  I/) 7/ (1 -  7j) (3.18)

which is negative i i i />  1, indicating within period consumption and leisure 

are Frisch substitutes. When < 1, consumption and leisure are Frisch com

plements. This dependence on the value of i/ arises because i/ determines 

the extent of utility smoothing that the individual desires: a higher i/ means \ 

increased utility smoothing, and less exploitation of possibilities of intertem- \ 

poral substitution. The desire for intertemporal substitution arises because ] 

wage growth means utihty tomorrow becomes more expensive. When i/ >  1, [ 

the income effect of a higher wage tomorrow dominates the intertemporal 

substitution effect: in other words, utility will remain smooth, but will be 

higher in all periods. This means either consumption or leisure will be high 

in each period. By contrast, when i/ < 1, the intertemporal substitution of 

utility dominates the income effect and so utility will be increased in periods 

of low wages by higher consumption and higher leisure.®

®This dependence is exactly analogous to the conflicting substitution and income ef

fects on consumption following an interest rate decrease. When u >  1, consumption in 

the current period decreases, because the income effect dominates; but when u <  1, con-

62



/ /



However, when wages are uncertain, Frisch substitutability is no longer 

valid because the marginal utility of wealth depends on the realised wage 

rate. This is the reason why recourse to full stochastic dynamic programing

is necessary to establish how consumption and labour supply respond to

anticipated and unanticipated changes in wages. However, the intuition 

behind Frisch substitutes can be used to explain the stochastic results: a 

higher value of v increases desired utility smoothing under uncertainty, and 

this again increases the effective substitutability of within period leisure and 

consumption. Similarly, when z/ < 1 , within period leisure and consumption 

are effectively complements.

Substituting the utility function, (3.15), into the first-order conditions 

(3.13) and (3.14) gives

( l -r;)C('  - $ m i n ( l - / ( , 0 ) ^  =  0 (3.19)

4 - '  It =  /? (1 +  r) £  [4 ; }  (3.20)

where, for notational simplicity, e = rj{l -  i>) and 6 = {1 — rj) {1 — i/).

Persistence and S ta tionarity

Since the wage rate is non-stationary, the solution for total within period 

spending is non-stationary. However, as in Deaton (1991), it is possible 

to transform the variables in equations (3.19) and (3.20) to make them 

stationary. This is done by dividing both equations by Wt, and substituting 

ct/wt'm place of actual consumption.^® Solving for ct/wt gives the same

sumption in the current period increases because the substitution effect dominates. The

increase in the wage rate in the next period is analogous to an interest rate fall because

the price of utility in the next period increases relative to today.
Consumption relative to the current wage (ct /wt)  is a stationary variable, as is leisure.

The non-stationary variables are actual consumption and spending on leisure.

'^1 -
C

. f  ■LA.I & ^

v(0 ; r )
I

i
X"



solution as solving for q as utility is homothetic.^^

f i

=  0 (3-21)

(3.22)l ^ = 0 { l  + r ) E ct+l W t+ iY  ̂ j6 
I t- Wt+l Wt J

R educing th e  Problem  to  One Functional E quation

The problem has been reduced to a system of two functional equations in two 

stationary functions. These can be solved through backward induction as 

described above. Since consumption is implicitly defined by equation (3.10), 

the two policy functions to be solved for are for within period total spending 

and for leisure. However, this can be reduced to a problem of solving one 

functional equation for one policy function in the following way: a given 

value for within period spending can be used to determine leisure by solving 

equation (3.19) numerically. Hence, a guess is made for the solution for the 

within period policy function and since leisure is a static function of this 

policy function, this guess also ties down the policy function determining 

leisure. It is then possible to calculate whether the guess at the policy 

function for within period spending satisfies the Euler equation (3.20), and 

to update the guess if it does not.

The solution to each age-specific functional equation is found by using 

the finite element method. The type of method used depends on the aim of 

the model. For example, the basic version of the method of parameterised 

expectations proposed by Marcet (1994) gives a very good approximation to 

the solution in the area most likely to be visited by the system. However, in

 ̂̂  The only problem this causes is that the penalty ^  is now divided by Wt . This again 

makes the problem non-stationary, but is solved by making the original penalty non- 

stationary, i.e. ^  is replaced by ^  to/ . Since the value of the term involving the penalty 

will be approximately zero in the final solution, this non-stationarity in the penalty is not 

a problem, provided ^  is sufficiently large, as wt is always positive.

u)

a
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the model in this paper, part of the motivation is to find the values of wages 

and saving that lead to non-participation in the labour force. These values 

may be highly unlikely and so the finite element method, which approximates 

the solution well across a wide range of values, was used. The general 

implementation of this method is described in chapter 2 .

Im plem entation Issues

There remain several implementation issues: the expectations operator in 

the Euler equation is approximated using Gauss Hermite quadrature. The 

lognormal structure of the errors and the smoothness of the solution to the 

policy function suggest that Gauss Hermite quadrature will be relatively ac

curate, particularly as the integral is only in one dimension. Some checks on 

this were run using an adaptive quadrature routine. To impose a minimum 

value on the wage rate, it was assumed that the shock to log wages, is 

within five standard deviations of the mean. Shocks are multiplicative, so 

this is a restriction on the proportion by which wages can change between t 

and <4 - 1 .

Since the wage is non-stationary, the state space is defined across A t/w t-i 

and w t/w t-i, where the division by Wt~\ is to remove the non-stationarity. / 

The grid values for w t/w t-i are determined primarily by the abscissae for 

the Gaussian quadrature and the deterministic wage growth term, given by 

at. The grid spacing for A tjw t-i needs to be more dense in areas where 

the gradient of the policy function changes quickly. In other words, it needs 

to be more dense close to At = ^  (where ^  is the minimum feasible asset 

stock in <) and at points where the constraint is likely to first bind. Points 

where the constraint is likely to bind are where the wage is low and the asset 

stock high. In practice, this meant solving the model twice, using the first, 

crude solution to determine where nodes should be more dense. In addition, 

extra nodes were always added at low values of the wage rate shock. When
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the constraint was found not to bind within the grid bounds for a given 

the Atjw t-x  nodes were geometrically dispersed from The number of 

nodes varied according to how binding the constraint proved to be. For the 

wage shock, 12 or 16 nodes were used, whereas for the asset stock, either 64 

or 128 nodes were used.

The lifetime budget constraint imposes a restriction on the extent of 

spending in any one period. As discussed in Attanasio ei a l (1995), this 

is information available to the individual and so should be exploited in the 

solution method. To be specific, the individual cannot spend more than the 

minimum income she will receive for the remainder of her life, where this 

minimum income is determined by the minimum wage that she will receive 

in each period. This is because the marginal utility of having zero within 

period income to spend is infinite and the individual is constrained not to 

die in debt. Hence, the solution for within period spending lies between 

0 and minimum income. The numerical solution finds the parameter that 

determines the proportion of minimum income that the individual spends, 

i.e. solves for which can be mapped as follows to give within period 

spending:

yt {wu At) =  -\-wt-\- mint+i (wt)) (3.23)
1 4- exp {Ot̂ w,A)

where mint+i (wt) is minimum income from all subsequent periods condi

tional on Wt discounted to period t.^^ The benefit of solving for a function 

that defines 6 rather than yt explicitly is that the lifetime budget constraint 

will be satisfied even if the state space were to move outside the grid. Fur

ther, 6 is defined on the whole real line, and this makes finding a solution

written, the solution is for actual total spending. When wages are non-stationary, 

this becomes,

m. (  ̂ + 1 + min.+4
Wt \  W t - i j  1 + exp{6t,u,,A) \ w t - i  exp {9t) J

Note that future minimum income term is now independent of the current wage.
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easier.

The value mm^+i (wt) is also used in determining ^  and so setting the 

lower grid bound. In the numerical solution, a problem arises if At 

mirit+i (wt) is too low because, even if all this is spent, marginal utility 

today can still be greater than expected marginal utility tomorrow. Hence, 

for a given mint+i (wt), ^  is set such that ^  ^  +  mint+i (wt) =  e,

where e is set close to zero. If the probabihty that the set of worst future 

outcomes occurs is sufficiently great, e can be set to zero. In other words, 

the probability, p, that the individual receives the minimum wage must 

be sufficiently l a r g e . A  further constraint on the lower grid bound is 

that the reahsed asset stock in t +  1 must not be less than A^+i, even if 

the individual spends the maximum possible. This constraint becomes a 

constraint on mint+i (wt) because if the individual spends the maximum 

possible, At+\ =  — (1 +  r) mmt+i {wt) . Hence, given Af+i it is possible to 

obtain {wt) and then Since — 0, the lower bound on the

asset stock can be determined recursively and so in the subsequent solution 

of the dynamic program, it is never necessary to extrapolate below The 

upper bound on At+\ is less problematic, primarily because the gradient of 

the policy function is unlikely to be changing quickly, though it is equally 

possible to determine the At such that no extrapolation is needed.

Exam ple of Solution

The following parameters are fixed: T  =  40, r  =  0.02, ,9 =  1 /  (1 +  r ) . The 

value of /? is chosen so that the path of consumption would be flat under 

certainty if labour supply is flxed. This provides a benchmark for the subse

quent simulations. T  represents a lifetime, so each period can be thought of

Carrol (1992), Gourinchas and Parker (1997) and others, the worst outcome in a 

given period is an income of zero, and this occurs with probability p, which both papers 

set equal to 0.005. This means individuals never borrow because the probability of the 

worst outcome occurring is set at a significant level.
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as approximately one year from age 25. The size of T  has implications for 

the variance of lifetime wages: a given variance within each period implies a 

greater variance in lifetime earnings when there are more periods. Fewer pe

riods mean shocks persist into fewer future wages, which reduces the utility 

loss associated with a negative shock. However, there are fewer shocks across 

the lifetime and so there can be less averaging of errors, thus increasing the 

utility loss associated with a negative shock today. This means that as t 

tends to T, any shock will be like a permanent shock because there is less 

time for shocks to average out. Further, there is a difficulty of knowing how 

large the variance in wages faced by a given individual actually is: a large 

variance in observed wages between individuals (conditional on observed 

characteristics) may be due either to the variance of wages being large or 

to unobserved heterogeneity. For the model here, it is necessary to know 

the variance of the wage rate next period conditional on the wage rate this 

period and conditional on the individual’s characteristics. This variance is 

assumed to be independent of t. Further, the variance in the wage is distinct 

from the variance in earnings, which are endogenous. The following graphs 

show a particular example of the solution with a = 0.1, rj = 0.3, (/ =  1.5 

and no wage growth.

Figure 3.1: Solution for Leisure

t=2
1 1

. ^ w  = 4 . 8
Q) 0.8 (D 0.8
M AiW = 0 . 7 1 U
3  0 . 6 3  0.6
CO A: w = - 0 . 6 7 0)

0 . 4 0 . 4
0 0)

0.2 ^  0.2

0 . 6  0 . 8  1 1 . 2  1 . 4  1 . 6  l . (

t=39
0 . 7 1

A : w  = - 0 . 6 7

0 . 6  0 . 8  1 1 . 2  1 . 4  1 . 6  l . f

For each value of At/wt-i, the lines plot the values of leisure as wt/wt-i increases. The 
solution uses piecewise linear interpolation, with 64 nodes for the asset stock and 12 for 
the wage process.
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Figure 3.2: Solution for Total W ith in  Period Spending

t=2

A:w = - 0 . 6 7
0 . 6  0 . 8  1 1 . 2  1 . 4  1 . 6

t=39

A:w = 0 . 71

0 . 6  0 . 8 1 1 . 2  1 . 4  1 . 6

For each value of A i jw i - x ,  the lines plot the values of total within period spending (cf +  
Wt * It ) SiS w t / w t - i  increases. The solution uses piecewise linear interpolation, with 64 
nodes for the asset stock and 12 for the wage process

Differences in the shock to the wage makes little difference to either 

leisure or spending at the start of life. Similarly, differences in the ratio 

of assets to wages have little effect on leisure or spending. Further, the 

constraint on leisure never binds. However, at the end of life, spending and 

leisure are very sensitive to assets held, and vary significantly with the wage 

rate. The constraint on leisure binds when assets are large and the wage 

low and also when assets are very large for values of the shock to wages. 

The constraint on leisure to be positive never binds because marginal utility 

goes to infinity at =  0. The final point to make here is that leisure may 

increase or decrease as the wage rate rises depending on the size of asset 

holdings. When asset holdings are large, the substitution effect of a higher 

wage leads to less leisure, but when asset holdings are small or negative, 

the income effect of the higher wage dominates this substitution effect, and 

leisure increases.

The following two general propositions show that the constraint on leisure 

binds in a systematic way for all policy functions for all ages. These two

'̂‘Looking at the solutions for intermediate ages shows that there is little difference 

between policy functions when t is small, but that policy functions change quickly when 

t is close to T.  _

6 '  '

69

4 - ^



properties act both as a check on the solution, and also as an indication that 

the policy function should be well-behaved.

Proposition 1 The age of an individual and her asset level at the start 

of the period define a unique wage at which the constraint on leisure binds 

exactly. That is, there is a unique reservation wage.

Proof: The reservation wage is unique if, for any wage greater than the 

reservation wage, desired hours of leisure are less than the maximum, and 

if, for any wage less than the reservation wage, desired hours of work are 

greater than the maximum (for a given initial level of assets). In other 

words,
i

(i) ifw  > w r , I < 1 

(ii) if w < wr^ I > 1

rhere I is desired hours of leisure and w r  is the reservation wage.

Given the marginal utility of leisure is positive, the necessary and suffi

cient condition for these two conditions to be met is that desired hours of 

leisure decrease with the wage rate at / =  1. This relationship can be seen 

to hold from the Slutsky equation for hours of work, h = 1 — I

dh
dw dw

dh^

>
where y is within period spending. At / =  1 , /i =  0 and so the last term in 

this equation drops out. Thus, the sign of dh/dw at Z = 1 is determined only 

by the substitution effect. When the wage rate increases, the substitution 

effect always leads to a fall in leisure and so < O.B

This is shown in the right-hand side of figure 3.1, where leisure is de

creasing with the wage rate at the point where the constraint binds. (



vD
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Proposition 2  The reservatmn wage is nondecreasing in the level of asset 

holdings, assuming that leisvke is a normal good.

Proof: The reservation wage is implicitly defined by

I (w r , A )  =  1 a

Taking the total derivative of this gives,

dw ÔA

Rearranging gives,
dwR dl { - , ' ) / dA

The numerator is positive if leisure is normal. The denominator is the 

Hicksian substitution effect which is negative. Hence, > 0.

0 ^  0

3.5 Life-Cycle Behaviour

The first aim of this section is to show the life-cycle profiles of consumpti 

and labour supply when labour supply is endogenous. These profiles sh 

how consumption and leisure vary with the wage rate under uncertainty, t|he 

extent to which precautionary balances are accumulated through increas 

labour supply and the effect of varying the utility value of leisure and the 

coefficient of relative risk aversion. The second aim is to compare the extmt 

of consumption smoothing when labour supply is endogenous with smootn- 

ing when labour supply is exogenous. This shows that a flexible labour 

supply leads to greater precautionary saving, and also to greater consum 

tion smoothing. Under certainty, results are analytic derivations, but unde 

uncertainty, the results are based on average profiles for 50,000 simulation 

using the relevant numerical solution. j

&  
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3 .5 .1  L ife-C ycle P rofiles

Consum ption and Leisure Paths under Certainty

When labour supply is exogenous and constant, it is well known that the 

path of consumption is independent of the path of income, with growth in 

consumption determined by the interest rate and discount factor. However, 

when labour is endogenous, this is no longer the case and, as shown by 

Heckman (1974), consumption can track income even when the income path 

is deterministic if consumption and leisure are substitutes. This result comes 

directly from the Frisch measure of substitutability discussed above. As 

discussed, the degree of substitutability depends on the sign and value of u. 

This dependence is clarified here to give some intuition for the effects under 

uncertainty discussed subsequently.

Taking the log of (3.20) and assuming certainty over future wages gives 

the equation for growth in log consumption.

Further, assuming an interior solution for leisure. It =  and so

Aln/t+i =  Alnct+i — gt+i, where gt+i = Alniwt+i. Putting this into equa

tion (3.24),

A ln c+ i =  +  (3.25)

Setting p { l- \-r )  = 1, consumption growth will be zero if there is no wage 

growth. Similarly if rj were equal to 1, leisure would not confer any utility 

and consumption growth would depend only on (3 and r, as in the standard 

life-cycle literature.

Result 3.1(a) / /  i/ >  1, œnsumption will be high when the wage is high. 

I f  V < 1, consumption will be low when the wage is high.
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R esu lt 3.2(a) I f  rj > 0.5, leisure will be low when the wage is high for all 

V. I f  T) < 0.5, leisure will be low when the wage is high i f  u <v* {rj), 

where

in )  = > 0- (3.27)

The first result is just a reexpression of the Frisch substitutability, equation

(3.17). It can also be taken from the second term on the right hand side of 

(3.25). Thus, it arises because leisure and consumption are Frisch comple

ments when y < l ,  whereas they are substitutes when i/ >  1. By contrast, 

leisure moves inversely to the wage rate, unless the utility value of leisure is 

very high and individuals are very averse to any intertemporal substitution 

of utility.

R esu lt 3.1(b) Effect of changing rj on consumption:

/ > 0  (3.28)
^   ̂ I < 0  i f f / >  1

A higher rj means consumption will react less to changes in the wage 

across time}^

R esu lt 3.2(b) Effect of changing rj on leisure:

^(AlnZf+i)  ______ [/(% /-!)______
dr) “  (2 (1 - 2 ,7))2 * '^ '

> 0  if z/ >  1

< 0  if <  1

(3.29)

I f  ly > 1, a higher rj means leisure will react more to changes in the 

wage rate. I f  u < 1, a higher value of t] means leisure will react less.

A higher utility valuation of consumption means consumption will react 

by less to changes in the wage rate, for a given desired smoothness in to

tal utility. Whether leisure is smoother depends on whether consumption

higher r] means more leisure is needed to compensate for a given reduction in 

consumption.
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and leisure are complements or substitutes: when they are substitutes, the 

greater consumption smoothing must be offset by leisure being less smooth. 

The point is that increasing the utility associated with one “good” relative 

to the other, leads to the first good being smoothed more at the expense of 

the second if they are substitutes.

R esu lt 3.1(c) Effect of changing u on consumption:

(3.30)

A higher coefficient of relative risk aversion increases consumption in 

periods of high wages.

R esu lt 3.2(c) Effect of changing u on leisure: 

d{A lnlt+ i) 0 - - V )
dv  ( 2  ( 1  ( 1  _

A higher coefficient of relative risk aversion, v, means leisure will 

react less to wage growth.

A higher u means greater smoothing of utility between periods, and this 

means an increase in utility in periods of high wages despite utility being 

relatively more expensive. This means both consumption and leisure will 

have to be higher in periods when the wage is high.

These results are all illustrated in figure 3.3.

C onsum ption  P a th s  under U n certa in ty

This section presents results analogous to those under certainty. The in

tertemporal behaviour of consumption and labour supply now comprises 

three effects: first, planned intertemporal substitution due to the determin

istic trend in the wage rate; second, planned intertemporal substitution due 

to prudence leading to the deferral of utifity; and finally, the effect of par

ticular wage realisations. These effects cannot be separated, and the aim of
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Figure 3.3: Life-Cycle P a th s for Consum ption and Leisure under 

C erta in ty
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The first graph shows consumption, the second shows leisure. The lines in both graphs 
are normalised around a value of 1 by dividing actual values by their means. Mean 
consumption and leisure depend on rj. The figure shows paths for two values of t] (0.3 and 
0.7) and two values of u (0.75 and 1.5). The kinks in the ‘V =  0.75, t) =  0.3 ” lines are 
due to leisure being constrained by the number of hours available, and so consumption 
will also be constrained as they are complementary.
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this section and the next is to show the combined effect on intertemporal 

consumption and labour supply.

R esult 3.3(a) Consumption growth under uncertainty is greater than un

der certainty.

R esult 3.3(b) For i/ > I, the consumption path is more concave when 

T] = 0.3 than when 77 =  0.7. In other words, consumption tracks the 

wage more closely with a lower rj.

These results are illustrated in figure 3.4.

Figure 3.4: Life-Cycle P a ths for C onsum ption
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The figure shows consumption paths under certainty (labelled cr =  0.0) and under uncer
tainty (labelled cr =  0.1). The paths are shown for two diflFerent values of r] (0.3 and 0.7), 
holding 1/ =  1.5.

The similarity in the paths under uncertainty for a given value of 1/  arises 

because the paths are determined by the maximum amount of borrowing al

lowed. This, in turn, is determined by the worst possible scenario (the lowest 

wage) that the individual faces for the rest of her life. The implication for
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consumption behaviour is that uncertainty has a greater effect on consump

tion when 7] is large. This occurs even in situations where individuals do 

not want to borrow at all, as discussed in section 3.5.2 below. The intuition 

for this is as follows: the variance in the wage has two implications, first it 

implies that income varies and second it implies that the price of leisure rel

ative to consumption varies. If individuals care mainly about leisure, then a 

high wage means more income, but this is partly negated by the higher price 

of leisure. Similarly, the negative effect of a low wage reducing income is 

partly negated by the fall in the price of leisure. However, if individuals care 

mainly about consumption, then the high wage means more income and a 

lower price of consumption relative to leisure. Thus, the more individuals 

care about leisure relative to consumption, the less important is uncertainty 

in the wage.

It is possible to vary u to show the effect on consumption smoothing 

of increased risk aversion, and also increased prudence. However, changes 

in 1/ when there is wage growth have two distinct effects: first, as shown 

in result 3 .1 (c), a change in changes the planned extent of intertemporal 

substitution of utility: a higher u means utility must be smoother and so 

consumption is higher in periods of high wages. Second, changes in i/ change 

the amount individuals care about uncertainty, independent of wage growth. 

This latter effect is discussed in section 3.5.2 where the absence of wage 

growth makes the analysis clearer.

Leisure Paths under Uncertainty

R esult 3.4(a) Uncertainty over the wage rate means individuals work more 
hours early in the life-cycle and fewer hours when old.

This is shown in figure 3.5. Precautionary balances are accumulated by 

sacrificing leisure when young as well as by sacrificing consumption. To

ward the end of the life-cycle, asset stocks will be greater because of this
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accumulation and this leads to more leisure and more consumption due to 

a straightforward wealth effect.

Figure 3.5: Life-Cycle Paths for Leisure

1 . 5

1 . 1

20 30Period
The figure shows leisure under certainty (labelled <r =  0.0) and under uncertainty (labelled 
cr =  0.1). The paths are shown for two different values of 77 (0.3 and 0.7), u =  1.5.

Result 3.4(b) The size of the effect of uncertainty depends on t] with the 

effect being proportionally larger for a larger rj.

This reiterates the point that uncertainty is less important for the individuals 

who care most about leisure because the variance in income is offset by the 

variance in the price of leisure.

Figure 3.5 also highlights the assumption that wages grow whether or not 

the individual works. This allows the possibility of extensive intertemporal 

substitution of labour without any impact on expected wages. Despite this 

possibility, the extent of intertemporal substitution is greatly reduced once 

uncertainty is introduced.

In these simulations it is very rare for individuals to choose not to par

ticipate. In the simulations reported above, all individuals participate in
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all periods. There are two effects here which negate each other: on the 

one hand, individuals will not-participate when the wage is low, which in 

the simulations above means when individuals are young; on the other hand, 

uncertainty makes individuals defer leisure and so makes them more likely to 

participate when young. However, even with no deterministic wage growth, 

non-participation still only reaches about 1.5% when 77 =  0.3 and is still 

not observed when rf =  0.7. The underlying reason is that wages are the 

only primary source of income, and non-participation would require a large 

difference in wages between different periods.

A sset Accumulation

Figures 3.4 and 3.5 show that the effect of uncertainty on both consumption 

and leisure is greater the larger the size of 77. However, it is not possible to 

see the differences in asset accumulation because both graphs are normalised 

to give lines centered on a value of one to allow comparability. Figure 3.6 

therefore shows the extent of asset accumulation for the different scenarios.

When the wage rate is certain, the growth in wages means that individ

uals want to borrow against their future earnings. This is shown in figure 

3.6 by the two lines labelled a  =  0.0. A larger value of 77 implies greater 

borrowing because the average value of labour supply is greater and so the 

individual will have greater earnings to borrow against. Uncertainty reduces 

the extent of borrowing because of the possibility of a series of negative 

shocks to wages. Such a very bad outcome could leave an individual with 

zero consumption if she has borrowed too much, and so she chooses to con

strain borrowing. Indeed, in periods when the wage is high, the individual 

pays off all borrowing and saves against remaining shocks. As implied by 

figures 3.4 and 3.5, the effect on borrowing is greater when 77 is larger.
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Figure 3.6: A sset A ccum ulation across the Life-Cycle

Period
Individuals begin and end their lives with no asset hol<Jhngs. The figure shows the ratio 
of the end-of-period asset stock to mean wage, under certainty (labelled a  =  0 .0 ) and 
under uncertainty (labelled a  =  0.1) and for two different values of tj. The mean wage is 
the average across periods and across individuals of maxiniium income in each period (i.e. 
when It = 0). This denominator is chosen rather than me^n earnings because the mean 
wage is independent of preferences, i/ = 1.5.
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3.5.2 C om paring M odels w ith  E xogenous and Endogenous 

Labour Supply

The aim of this section is to show the difference to consumption smoothing 

and precautionary saving caused by endogenising labour supply. Assuming 

labour supply is exogenous and constant is somewhat analogous to assuming 

77 =  1 . In comparing the model with exogenous labour supply to one where 

labour supply is endogenous, we might therefore expect from figure 3.6 that 

precautionary saving will be lower when labour supply is flexible because a 

higher 7]  increases precautionary saving. However, it is not valid to draw 

conclusions about the comparison of a fixed and flexible labour supply from 

the comparison of the model with different values of 77 because a different 

value of 77 implies different preferences. In this section, therefore, the effect 

of a fixed versus a flexible labour supply is analysed for given values of 77.

For the model with an exogenous labour supply, an assumption has to be 

made about the path and level at which labour supply which is set. Labour 

supply is fixed at the optimal value for labour supply under certainty. It 

is assumed that there is no wage growth, that the initial asset stock is zero 

and that (3 {I + r) = 1. For any 77, therefore, the exogenous value of leisure 

is set equal to ( 1  — 77) which would be optimal under the given assumptions 

if wages were certain. This means that any difference between the models 

in the degree of consumption smoothing and precautionary saving is due to 

the use of labour supply to reduce the effect of uncertainty.

^®One alternative to this is to assume that exogenous labour supply is set equal to the 

average path of labour supply under uncertainty. There would still be a difference in 

the two models because the exogenous labour supply leaves no scope to vary labour in 

response to a given wage realisation.

s
vJ J[
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C onsum ption and Leisure Sm oothing

This section addresses the question of whether consumption is more smooth 

with an endogenous or an exogenous labour supply. The answer to this 

involves a number of steps.

R esult 3.5(a) When labour supply is exogenous, increases in the coefficient 

of relative risk aversion v lead to decreased consumption smoothing.

This is shown in the first graph of figure 3.7 and is a standard result in pre

cautionary saving models: increases in v increase prudence and this means 

individuals care more about uncertainty, and so individuals will defer more 

consumption to the future in order to accumulate precautionary balances, 

and this decreases consumption smoothing.
Y

R esult 3.5(b) When labour supply is endogenous, increases in the coeffi

cient of relative risk aversion u lead to increased consumption smooth

ing if y < v. I f y > î>, increases in y lead to decreased consumption 

smoothing. The value V varies with 77 : when 77 =  0.3, P %5 ;  when 

77 =  0.7, ÿ % 1.5

The first part of this result is shown in the second graph of figure 3.7. Values 

of y above 3.0 are not shown on the graph because the lines are very close 

to the y = 3.0 line. Instead, average per period growth rates are given in 

table 3.1, which shows the second part of the result.

A higher y increases prudence, but this is offset by the increase in sub

stitutability between leisure and consumption with a higher y. When leisure 

and consumption are closer substitutes, variation in the wage has less of an 

effect on utility: the effect of a low wage can be offset by increasing leisure 

and lowering consumption, and when leisure and consumption are close sub

stitutes, this reduces the variation in utility. When leisure and consumption

These are approximations to u based on the evidence of simulations around v. Simu

lations suggest that P is unique, but this cannot be shown analytically.
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Figure 3.7: Consum ption: Exogenous and Endogenous Labour

1 . 2 v=  3 . 0

1 . 1
v =  0 . 7 5

1
0  =  0

0.9

0 . 8

0.7
10 20Period 30 40

G
O

■ H

4J
A
B
0
M
G
O
U

v =  0 . 5

V = 0 . 7 5

V = 1.  5

0 “  
• H  

4J
Q* 1
B
G
CO
g  0.9

O
U

0 = 0

20Period10 30 40

The first graph shows consumption with an exogenous labour supply; the second graph 
shows consumption with an endogenous labour supply. The consumption paths under 
certainty (labelled a =  0) are identical for all cases. Four values of i/ (0.5, 0.75,1.5 and 3) 
are used; r] =  0.3. and cr =  0.1. The u =  0.5 line for exogenous labour supply is marginally 
smoother than the u =  0.75 line.

83



%



Table 3.1: A verage C onsum ption  G rowth, V arying v

Coefficient of Relative Risk Aversion, v

Model 0.5 0.75 1.5 3.0 5.0 1 0 15 25

Endog, 77 =  0.3 1.24 0.97 0 . 6 6 0.53 0.52 0.57 0.63 0.74

Exog, 77 =  0.3 0.77 0.80 0.87 1 . 0 1 . 2 0 1.60 1.93 2.48

Endog, 77 =  0.7 0.91 0.84 0.82 1 . 0 1 . 2 1 1.64 1.96 2.44

Exog, 77 =  0.7 0.70 0.76 0.92 1.26 1.62 2.33 2.87 3.66

The table gives the average per period consumption growth using the average 
simulated profiles.

are complements, variation in the wage rate has a big impact on utility: when 

wages are low, leisure will be high, but this means consumption should also 

be high. This leads to the increased consumption smoothing as the degree of 

complementarity is reduced. As u becomes very large, however, the effect of 

increased prudence decreasing smoothing comes to dominate the increased 

substitutabihty of leisure and consumption.

R esu lt 3.5(c) Both when labour supply is endogenous and when it is ex

ogenous, increases in 77 holding v fixed at u > 1 leads to decreased 

consumption smoothing.

This is shown in the first graph oHigT^Ts^. A larger value of 77 means the 

utility value of leisure is less relative to consumption. Hence, the cost of the 

fall in consumption due to a low wage is not offset as much by higher leisure 

as when leisure is highly valued.

R esu lt 3 .5 (d) Both when labour supply is endogenous and when it is ex

ogenous, increases in 77 holding u fixed at 1/  < 1 leads to increased 

consumption smoothing
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Figure 3.8: Consumption: Varying r) and i/
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The first graph shows v =  l.b and the second show v =  0.75. The consumption paths 
under certainty (labelled cr =  0) are identical for all models. The lines marked “End” show 
the results when labour is endogenous and those marked “Ex” when labour is exogenous. 
Two values of r] (0.3 and 0.7) are used and cr =  0.1.
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This is shown in the second graph of figure 3.8. These results lead to the 

following conclusion:

Result 3.5(e) When labour supply is endogenous, consumption is more 

smooth than when labour is exogenous if y > \\ but is less smooth 

if y <1.

If y > 1 , the non-separability of leisure and consumption in the utility 

function means that when the realised wage rate is low, utility can be in

creased by substituting leisure for consumption. This ability to use leisure 

to equalise marginal utility across time means that the consumption path is 

smoother when labour supply is endogenous. This occurs even for very large 

y. By contrast, when y < 1, consumption is less smooth when labour supply 

is endogenous, because leisure and consumption are complements, and this 

means that when leisure is low consumption will also be low.

These effects arise only when within period utility is non-separable, be

cause additive separability implies that the marginal utility of consumption 

is independent of leisure and so the Euler equation (3.14) must be satisfied 

by sacrificing consumption today. Intuitively, the increased smoothing when 

y > I arises because precautionary balances can be provided partly through 

increased labour and so reducing the amount of consumption that has to 

be sacrificed. Further, in old age, accumulated wealth is used not just to 

increase consumption, but also to increase the amount of leisure taken. This 

sacrifice of leisure when young and subsequent increase in leisure when old 

is shown in figure 3.9. Figure 3.9 shows that this sacrifice of leisure also 

happens when y < 1, but in this case, decreased leisure when young must 

be associated with further decreases in consumption and this leads to the 

decreases in consumption smoothing discussed above.
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Figure 3.9: Leisure Smoothing: Varying r] and
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When (7 = 0, the optimal value for leisure is (1 —77) and this is constant across time, hence 
the line cr =  0 is identical for all scenarios. Two values of 77 (0.3 and 0.7) and two values 
of K (1.5 and 0.75) are used. There is no line shown for “ 77 =  0.7, u = 0.75”, but it would 
lie between the upper two lines.

P recau tionary  Saving

This section addresses the question of whether precautionary saving is greater 

when labour is endogenous or when it is exogenous. When the labour supply 

is flexible, individuals can ex-post adjust their labour supply depending on 

the realised wage. This reduces the welfare loss of uncertainty in the wage 

and means that holding precautionary balances is less beneficial. However, 

ex-ante precautionary balances can be accumulated by sacrificing leisure as 

well as by sacrificing consumption. This means that the utility cost of accu

mulating a given amount of precautionary balances is less. In other words, 

an increased asset stock tomorrow does not decrease the marginal utility 

of consumption tomorrow by as much as when labour is exogenous; but 

increasing savings today does not increase the marginal utility of consump

tion today by as much. To equalise a given difference between marginal
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utility today with expected marginal utility tomorrow, this means that sav

ings have to be greater when labour is endogenous. This leaves the question 

of whether the difference between marginal utility today and expected mar

ginal utility tomorrow is greater in the absence of precautionary saving when 

labour supply is endogenous or when it is exogenous. This depends on the 

degree of convexity of the marginal utility of consumption as the wage rate 

varies in the two models. A more convex marginal utility curve would mean 

a greater difiFerence between marginal utility today and expected marginal 

utility tomorrow. This depends on both 77 and u.

R esu lt 3.6(a) When labour is exogenous, increases in v lead to increases 

in precautionary saving.

R esu lt 3.6(b) When labour is endogenous and v <î>, increases in v  lead 

to decreases in precautionary saving. When 77 =  0.3, P w 5; when 

77 =  0.7, P w 1.5.̂ ®

The first graph in figure 3.10 shows how precautionary saving varies with 

ly if labour is exogenous and the second graph how it varies if labour is 

endogenous. The scales on the two graphs are different: the scale of the first 

graph is twice that of the second because there is a level difference between 

the pictures: precautionary saving is greater for all t/ shown when labour is 

endogenous.

The reversal of the effect of higher 1/  between results 3.6(a) and 3.6(b) 

arises because, when labour is endogenous, the higher ly implies leisure and 

consumption are closer substitutes and this lessens the negative impact of 

uncertainty, as discussed in the explanation of result 3.5(b). When 1/ > P, the 

benefit of increased substitutability is dominated by the increased prudence 

caused by an increase in ly.

These û are the same P as in result 3.5(b); when consumption smoothing is at a 

maximum, precautionary saving appears to be at its minimum.



Figure 3.10: P recau tionary  Saving: Exogenous and Endogenous 
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Individuals begin and end their lives with no asset holdings. The graphs show the ratio 
of the end-of-period asset stock to mean wage. The first graph keeps labour fixed supply; 
the second graph allows labour supply to vary. Five values of u (0.5,0.75,1.5,3 and 10) 
are used; rj =  0.3. and <r =  0.1. No values of i/ between 3 and 10 are shown on the graph 
because the lines lie very close together.
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R esu lt 3.6(c) When labour supply is exogenous, a higher rf means more 

precautionary saving.

R esu lt 3.6(d) When labour supply is endogenous and i/ > 1, a higher rj 

means more precautionary saving. When v < 1, a higher rj means less 

precautionary saving.

These results are shown in the graphs of figure 3.11. In the first graph, when 

u = 1.5, the more individuals care about leisure relative to consumption, 

the lower precautionary saving. When rj =  0.3 and labour is exogenous, the 

maximum asset stock never exceeds half the mean of maximum earnings 

(i.e. when w = w). When 77 =  0.7 and labour is endogenous, the maximum 

asset stock rises to twice the mean wage, for 1/ =  1.5. The mean wage is 

defined as the mean income from working the maximum proportion of time 

{k =  0 ) ,  so the amount of precautionary saving shown seems to be large. 

The second graph of figure 3.11 shows the case when 1/ =  0.75. In this case, 

an increase in 77 reduces precautionary saving when labour is endogenous. 

This is analogous to the effect on consumption.

These results lead to the conclusion:

R esu lt 3.6(e) Precautionary saving is greater when the labour supply is 

endogenous i f  v  <î>. When 77 =  0.3, î> «  25; when 77 =  0.7, î> «  10.̂ ®

This is true even when consumption is more smooth with an endogenous 

labour supply. The reason is that labour supply is greater and the net effect 

on saving is positive. As 1/ becomes very large, however, precautionary 

savings increase faster with 1/  when labour is exogenous than the increase 

when labour is endogneous. Thus precautionary saving will be greater with 

an exogenous labour supply if 1/ >  £>.

^^The values ü are different from the ü in result 3.5(b) and 3.6(b). The values of û are 

approximations; with an exogenous labour supply, savings are accumulated until later in 

the life-cycle, so the extent of precautionary saving is hard to compare.
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Figure 3.11; Precautionary Saving: Varying t] and i/
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The first graph has u =  1.5, the second u =  0.75. With no uncertainty, there would be 
no asset accumulation. The lines show the ratio of the end-of-period asset stock to mean 
wage when <r =  0.1. The mean wage is the average across periods and across individuals 
of the income from working for the maximum proportion of time in each period (i.e. when 
It =  0 ). The lines marked “End” show the results when labour is endogenous and those 
marked “Ex” when labour is exogenous. Two values of t] (0.3 and 0.7) are used.
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In addition to these simulations, it is possible to illustrate the result 

through the special case where individuals only live for two periods. Ignoring 

the participation constraint, optimal consumption and leisure in T  is given 

by,

=  .q{AT + WT) =  +  1^ (3.32)
\ w t J

4 ^  = AT + t]tVT = (3.33)

These policy functions can be used to calculate the convexity of the marginal 

utility of consumption as the wage rate varies. Fixed leisure, is at 

the optimal value when A t  = 0 , and optimal leisure, does not vary

with the wage rate when A t  =  0. This means that the convexity of the 

marginal utility of consumption as the wage varies is the same when labour 

is exogenous as when labour is endogenous. In this case, precautionary 

saving must be greater when labour is endogenous because the difference 

between marginal utility and expected marginal utility is the same for the 

exogenous and endogenous models. When the initial asset stock is not zero, 

and so even under certainty A t  will not equal zero, it is not sufficient to 

look at the convexity of marginal utility because the level of marginal utility 

also differs between models.

The point of analysing the extent of precautionary saving is to show 

the extent to which individuals defer utility because of uncertainty. The 

accumulation of physical capital is sufficient to show this only under the 

following assumptions: first, the wage today is independent of past employ

ment status, ruling out returns to tenure and on-the-job learning; second, 

there is no explicit human capital accumulation; and third, there are no in

tertemporal nonseparabilities in utility. Models analysing these three issues, 

but ignoring savings, are discussed in Blundell and MaCurdy (1998).
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3.6 W elfare C ost o f  U ncerta in ty

The aim of this section is to derive the expected monetary cost of achiev

ing a given amount of expected utility both when labour is exogenous and 

endogenous and for different utility valuations of leisure. However, the ex

pected consumption profile is not sufficient for determining welfare because 

of the non-separability of consumption and leisure. The welfare cost of un

certainty is calculated against the benchmark of a certain wage profile. As 

in section 3.5.2, it is assumed that there is no wage growth so the exogenous 

and endogenous labour supply models coincide when wages are certain.^^ 

The difference in the expected cost of achieving a given amount of expected 

utility must therefore be due to the use of leisure for precautionary reasons 

alone.

In the calculations below, for a given variance and mean of the shock to 

wages, the size of the initial asset stock is computed so that expected utility 

is equal to Ü. This gives the expected cost needed to compensate for the 

uncertainty of cr :

T mE[c{w,Ü\a)]  = A i + E EU  (1

This expected cost can be compared to the cost when Further,

this expected cost can be compared to the cost when labour is exogenous. 

The advantage of solving for expected cost by varying A\  is that the model

(3.34)

^°The value of the exogenous amount of labour that is supplied is clearly very important

in determining the size of the welfare benefit of a flexible labour supply. Any choice will be

arbitrary, and the choice in the text suggests labour supply is set optimally for certainty,

despite the uncertain state of nature. The important point about this though, is that

labour supply is assumed constant throughout life.
Since the expected wage is tD in each period and since r is certain.

wt 1 +  ( T T ^ T c r
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only has to be solved once for each set of parameter values. Once the model 

has been solved, the value of A \ that gives Ü is found by choosing the A \ 

that solves the equation [C7 =  Î7 , where £7 [C7 |cr^] is computed by

calculating the average utility of a large number of simulated life-cycles, 

where the simulations use the earlier solution.

The cost ratios are reported in table 3.2 as the percentage markups over 

the cost of achieving Ü when wages are certain. For example, column 1 in 

table 3.2 shows,

c (w, Ü\cT = 0 .1 , iV* endog)
c (w, Î7 1<7 =  O)

- 1 * 100 (3.35)

Three alternative values of Ü were chosen to compare the way uncertainty 

affects individuals at different welfare levels.

It is clear that the welfare cost of uncertainty will be lower when labour 

is endogenous because individuals have an additional choice variable, but 

table 3.2 shows the extent of the difference for different values of 77. When 

rj =  0.7, the cost of uncertainty dominates the issue of whether or not labour 

is endogenous.^^ However, when 77 =  0.3, the cost of uncertainty is greatly 

reduced by making labour flexible. It is, however, difficult to compare the 

model with 77 =  0.3 with the model 77 =  0.7 because the utility functions are 

different. The difference in the cost of achieving Ü is solely attributable to 

the use of leisure to protect against uncertainty. With a growth in wages, 

the difference in the two columns would be greater because leisure would 

also be substituted intertemporally. The table also shows that the effect of 

uncertainty on the expected cost of achieving Ü depends on the level of Ü: 

uncertainty has a greater impact on expected cost when lifetime welfare is 

lower both for 77 =  0.3 and 77 =  0.7.

judge the importance of the reduced cost associated with an endogenous labour 

supply, it would be necessary to calculate the reduction in (t for the exogenous labour 

supply case that would give a similar mark-up.
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Table 3.2: E xpected  C ost o f achieving E xpected  U tility , U

<7 =  0.1, Endog (T = 0.1, Exog

U =  -42.75 6.13 6.61

(2.43) (11.12) (11.81)

Ü =  -43.5 6.75 7.11

7} = 0.7 (-2.42) (6.75) (7.33)

Ü =  -44.25 741 7.71

(-7.03) (2.78) (3.18)

Ü =  -5 8 1.35 2.33

(7.28) (9.26) (10.70)

Ü =  -58.75 1.73 2.38

TJ =  0.3 (3.56) (6.03) (6.97)

Ü =  -59.5 2.13

(-0.026) (2.95) (3.48)

The first column gives the value of Ü for each row. Underneath the value of Ü is the value 
of the initial asset stock, A i,  needed to achieve Ü when the wage is certain (and equal to 
5 in each period). The main numbers in the second and third columns are the percentage 
mark-ups of the expected cost of achieving Ü when wages are uncertain over the cost when 
wages are certain. This mark-up is found by varying the initial asset stock, and the values 
of A i  necessary to achieve 0  are given in brackets. The second column shows the mark
up when leisure is endogenous, the thrid column when leisure is exogenous and set to the 
optimal value for leisure under certainty. The value of i/ is held constant at »/ =  1.5
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The extent of the expected cost mark-up, and the difference between the 

two models depends on the degree of persistence in the wage process. If 

wages followed an i.i.d. process instead of the random walk in logs, then the 

uncertainty over the wage rate would have a very small cost as the shock in 

any one period would have little impact on lifetime wealth.

3.7 Conclusion

The main prediction of the model in this chapter is that individuals do vary 

labour supply for precautionary reasons, working longer hours when young. 

This leads to greater consumption smoothing than standard precautionary 

saving models predict if within period consumption and leisure are substi

tutes. The intuition is as follows: first, if individuals are going to sacrifice 

utility today to equalise marginal utilities across time, then part of this sac

rifice will be through giving up leisure; and second, when old, accumulated 

wealth is used to increase leisure rather than all extra wealth being spent 

on consumption. However, the amount of precautionary saving increases if 

the labour supply is flexible for reasonable values of the coefficient of rel

ative risk aversion. This arises because a flexible labour supply means the 

cost of accumulating extra precautionary balances is lower, as the extra bal

ances can be accumulated through extra labour supply as well as by lower 

consumption. In the future, the value of precautionary balances will also 

be less because individuals can adjust their labour supply according to the 

realised wage, but this effect is dominated by the lower cost for a wide range 

of parameters.

The comparison between exogenous and endogenous labour is made for 

given utihty valuations on leisure. The simulations also show that as this 

utility valuation of leisure increases, the impact of uncertainty on behaviour 

lessens, with consumption and leisure both being smoother for a higher val

uation, assuming consumption and leisure are substitutes. Further, welfare
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calculations show that a higher valuation on leisure means the expected cost 

of achieving a given expected utility is less affected by uncertainty.

The paper also describes the methodology used to solve the model. So

lution is by using the finite element method, incorporating the constraint on 

hours of leisure through a penalty function. Using such a smooth approxi

mation method allows the problem to be solved despite the large number of 

periods and size of the state space.

The results have several implications for policy decisions. Social security 

programs can reduce the variance of post-tax income by providing a min

imum level of income and taxing high incomes. This reduces the variance 

of marginal utility in the future and so reduces the extent to which utility 

today is sacrificed. When labour is endogenous, this induces individuals to 

work less when young, but with the corollary that they will work more when 

old. An implication of this self-insurance through the labour supply, how

ever, is that the benefit of social insurance against wage rate uncertainty is 

lower.
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C hapter 4

Participation  Across th e  

Life-cycle

4.1 Introduction

The aim of this chapter is to model how individuals change their partici

pation in the labour market across their life-cycles, and to show how the 

participation decision interacts with the savings decision. This analysis is 

carried out in two separate scenarios: the first scenario aims to capture the 

behaviour of secondary earners, by modelling household choice assuming the 

labour supply of the primary earner is fixed and that the wages of both the 

primary and secondary earners are stochastic. The second scenario aims to 

capture the effect of social security on participation and saving, by mod

elling individual choice when the government pays benefits conditional on 

labour market status. Both scenarios introduce some insurance to the in

dividual problem analysed in chapter 3: when partner income is included,^ 

the insurance depends on the degree of correlation between the wages of the 

primary and secondary earners; when social security is included, insurance is 

through unemployment benefit funded by a wage tax. However, the effects

^By partner income, I mean the income of the primary earner in the household.
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of these two types of insurance are very different.

The motivation for studying secondary earner labour supply comes from 

several stylised facts about recent labour market behaviour (discussed in 

Blundell and MaCurdy, 1998): female participation in the labour force has 

greatly increased over recent decades, particularly for women with high ed

ucation levels; and further, the age at which women take career breaks to 

have children appears to be rising. This change can be explained in terms 

of cultural dianges, but this raises the question of why the cultural norm 

has changed, and the question is whether economic changes, and in partic

ular increases in uncertainty, can help explain the change. Further, many 

women appear to enter the labour force because their partners have be

come unemployed, suggesting secondary earner labour supply is being used 

y households as a form of insurance against primary earner income uncer- 

inty.

Eckstein and Wolpin (1989) model the dynamic participation decisions of 

women, taking the income of partners to be exogenous. Participation in each 

period is the only control variable, and there is no saving or borrowing and 

no choice of hours conditional on participation. The key dynamic element in 

this model is that wages today depend on past labour market experience, and 

there is no role for uncertainty in changing participation. More generally, 

when the wage is dependent on experience, uncertainty may induce greater 

participation in the current period in order to increase utility tomorrow 

through a higher wage.

The simulations in this chapter show that uncertainty leads to greater 

participation (and asset accumulation) when young in order to defer utility, 

with utility being higher in old age due to households running down accu

mulated assets and due to reduced participation by secondary earners. The 

extent of non-participation depends on the correlation of secondary earner 

wages with partner income: when these are negatively correlated secondary
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earners will either work a significant number of hours or not participate 

at all. The negative correlation reduces the cost of uncertainty, leading 

to greater household consumption smoothing and lower precautionary sav

ing. However, simulation shows that precautionary saving for the household 

model is greater than precautionary saving for the individual model set up 

in chapter 3, holding lifetime wealth constant: the two sources of income 

in the household model means there is some automatic insurance, but the 

exogeneity of the labour supply of the primary earner restricts the ability 

of households to react to shocks. This second effect dominates unless the 

correlation between shocks is very negative.

This model of secondary earner labour supply seems to capture part of 

the reason for variations in participation across life-cycle. However, one 

widely cited reason for non-participation is the social security system.^ In 

particular, the fast (or indeed, immediate) withdrawal of benefits when in

dividuals start work acts as a serious disincentive to begin work unless plan

ning to work for a significant number of hours at a reasonable wage. This 

non-convexity in the budget set that individuals face is ignored in life-cycle 

analysis of taxation and labour supply. Social security also impacts on the 

participation decision through the timing of retirement: Rust and Phelan 

(1997) show that the timing of retirement is driven by the age of eligibility 

for social security and medicare benefits. Further, Hubbard et al. (1995) 

suggest that social security is a reason for reduced asset accumulation, be

cause of asset-testing for retirement benefits, but they take participation 

and labour supply to be exogenous.

^Atkinson et al. (1984) find significant effects of changes in the generosity of unemploy

ment benefit on participation in the UK. However, there are relatively few explicit tests of 

the effect of benefits on participation, compared to the wide number of papers testing the 

effect on the choice of hours. This is because of the particular selection problem: take-up 

of unemployment benefit is closely related to expected length of time on benefits, and 

many who are eligible for only a short length of time do not claim.
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The aim of the model in the second half of this chapter, therefore, is to 

show the effect of introducing unemployment benefit on the participation 

and savings decisions of individuals. Simulations show that unemployment 

benefit leads to individuals either working a large number of hours or not 

at all. Social security gives the individual insurance against negative wage 

shocks and this reduces the need for precautionary balances (as discussed 

by Varian, 1980). However, in periods of non-participation, individuals use 

up their savings in addition to receiving unemployment benefit (which is 

not asset-tested), and this increases asset holdings. In this way, a m o re ^ \ 

generous benefit program can lead to increased asset accumulation because 

the decreased participation means individuals need greater saving in order 

to smooth consumption.

Section 4.2 models household choice when primary earner labour supply 

is exogenous. Simulations show that non-participation by secondary earners 

becomes significant, particularly later in the fife-cycle. Section 4.3 then 

introduces unemployment benefit to the individual’s budget constraint. This 

shows the role that benefits play in discouraging asset accumulation and 

the effect that this has on labour supply. Before turning to these sections, 

however, it is necessary to discuss what sort of non-participation this chapter 

is concerned with.

Clearly one very important form of non-participation across the life

cycle is the time individuals spend retired. The timing of retirement is very 

important in determining the extent of asset accumulation, and if individuals 

were free to choose their age of retirement, this would be a joint decision 

with the decision of how much to save across the lifetime. The extent of 

high asset accumulation and early retirement would depend on the form of 

preferences. If leisure and consumption were complements, early retirement 

with large asset stocks would be more prevalent.

One way to generate retirement endogenously is to introduce an expected
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age-dependent productivity downturn,^ with individuals anticipating that 

their wages will fall after a certain age, although the extent of the decrease 

is stochastic. The problem with this is that the wages of people who have 

chosen to retire are not observed in the data. When modelling the wage 

process for simulations, this means that the extent of the realised produc

tivity downturn built into the wage process is somewhat arbitrary. A further 

problem here is that in reality retirement is fairly irreversible, which gener

ates an option value of continued working, as discussed by Stock and Wise 

(1990). Similarly, the uncertainty over the time of death and the lack of a 

full annuity market will change the timing of retirement.

The underlying point about retirement behaviour is that the timing of 

retirement is a very different decision from the decision about participa

tion at any other stage. In particular, although uncertainty about wages 

will affect the timing of retirement, modelHng retirement assuming wages 

pre-retirement are deterministic should capture much of reality, with the 

important uncertainty being over the time of death and future health care 

expenditures. By contrast, both uncertainty about future wages and realised 

wage rates that are lower than expected can have big effects on participation 

early in the life-cycle and these effects are not captured by the deterministic 

trend in wages. The emphasis in this chapter, therefore, is on how partici

pation changes across the whole life-cycle, ignoring the problems associated 

with explicit modelling of retirement and treating the labour supply prob

lem as being similar throughout Ufe.  ̂ This enables the model to capture the

^An alternative way to generate retirement is to make the utility function time depen

dent. In particular, if leisure and consumption become less close substitutes with age, 

then as individuals become older, they will choose to take more leisure for a given wage 

and asset stock.
^It is possible to add an exogenous retirement age, with individuals receiving pension 

income beyond that age. However, this would add little to the intuition about the ef

fects of uncertainty on participation, and would lead only to increased accumulation for 

retirement. Alternatively, the age at which retirement benefits begin could be a choice
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joint determination of participation, hours of work and savings.

4.2 Secondary Earner Participation

This section models intertemporal household choice taking as fixed the 

labour supply of the primary earner.  ̂ Households therefore choose house

hold consumption and secondary earner labour supply. The aim of this is 

firstly, to show how household behaviour changes as uncertainty changes; 

and secondly, to compare behaviour of secondary earners with behaviour 

of individuals in the model of chapter 3 where individuals are independent, 

but completely flexible over their labour supply. The underlying idea is 

to examine the effect of the insurance introduced by having two sources of 

income. Cv

The purpose of this analysis is neither to model household sharing nor to ^

enter the debate about household equivalence scales. These issues are clearly 

important, but the assumptions that I adopt here are selected primarily '"J

to enable clear comparisons between the household and individual models.

The key assumption is that comparisons are made holding expected lifetime 

wealth constant.^ Further, the value of household consumption to household ^  

variable.
® Evidence on male labour supply suggests intertemporal elasticities of substitution are •

low, whereas elasticities on female labour supply are often significantly higher (Blundell,

Meghir and Neves, 1993; Mulligan, 1995). This is not a good reason to assume primary 

earner labour supply is fixed, however, because the cost to the household of holding 

primary earner labour supply fixed will vary with the correlation between wages and also 

with secondary earner behaviour. The reason for the assumption in this chapter is to

focus on the use of secondary earner labour supply as insurance.
® Increases in lifetime wealth would reduce the cost of uncertainty when utility is isoe

lastic simply because prudence depends on the level of wealth. If lifetime wealth were 

different between the household and individual models, it would not be possible to sepa

rate out the effect on precautionary saving of this difference in wealth from the effect on 

precautionary saving of having two sources of income.
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utility is the same as the value of individual consumption to individual util

ity; and similarly, the value of secondary earner leisure to household utility 

is identical to the value of individual leisure to individual utility. This im

plicitly assumes that there are no economies of scale in household utility, but 

these assumptions make the interpretation of results much clearer. Finally, 

these assumptions mean it is possible to leave the decision at the household 

level when making comparisons with the individual model and so it is not 

necessary to discuss intra-household sharing rules.

Partner income, a;*, is assumed to be exogenous (as in Eckstein and 

Wolpin, 1989) and determined by the non-stationary process:

Inxt =  lnxt_i +  dt +  Ct, Ct ~  id .d .N  ( — ) (4.1)

where dt gives the deterministic trend in income. Secondary earner wages 

follow the process (3.6), reproduced below:

In lût =  \nw t-i + at + 9t , 6 t ^  i.i.d .N  (4.2)

The shock to partner income, (̂ t, is correlated with the shock to individual 

wages, ^t,and the coefficient of correlation is given by p.

The individual maximises utility as in chapter 3,

* T
max Et (4.3)

,8=t

subject to,

Ag+I =  (1 +  r) {Aa +  Xa +  (1 — Ig) Ws — Ca) (4.4)

1 >  z, >  0 (4.5)

where It is leisure of the secondary earner in t, ct is household consumption 

and At is the start of period asset stock. It is assumed that partner leisure

does not enter u(-, •) or, equivalently, that partner leisure is additively sep

arable to consumption and the individual’s leisure. Since partner leisure is
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not a choice variable, including it in a non-additive way would add little to 

the analysis and it would be harder to make comparisons with the model 

without partner income/

As in chapter 3, equation (3.15), the within period utility function is as

sumed to be isoelastic and Cobb-Douglas between consumption and leisure,

U (Ca, la) =   ---:----    (4.6)

with rj the elasticity of substitution between leisure and consumption and i/ 

the coefficient of relative risk aversion.

The first order conditions for this problem are the same as equations (3.19) 

and (3.20) on page 63 in chapter 3:

{ l~ n )c t  -  wtt] -  $ min (1 -  i(,0)^ =  0 (4.7)

h‘ = { I +  r) Et [ 4 ; :  (4.8)

where e = rj{l — i/) and 6  =  ( 1  — 77) ( 1  — z/).

4 .2 .1  S o lu tion  M eth od

The two first order conditions (4.7) and (4.8) are solved numerically for the 

two policy functions using the techniques described in chapter 2. The first 

extension here is that partner income is an additional state variable. Since 

partner income is non-stationary, the additional state variable is x t/w t- i  and 

the problem is solved for the ratio of consumption to wages. This means 

that the budget constraint (4.4) becomes.

^If partner's leisure were a choice variable and entered the individual’s utility function 

in a non-separable way, the Euler equation for household consumption could be satisfied 

by varying the individual’s own leisure, household consumption or her partner’s leisure. 

Perhaps this is the more realistic set-up; an individual’s own leisure is probably com

plementary to partner’s leisure. I assume the simpler framework here to focus on the 

importance of having a second source of income.
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^  =  ( l + r ) f : î ^  +  ^  +  ( l - « ( ) - - ^ ' )  (4.9)
Wt \ W t  Wt W t J

Since Inx^ and Iniüf are both random walks, the range of values for the 

state variable x t l w t - i  can be large, depending on the covariance matrix. In 

practice, this imposes a constraint on the feasibility of solving the problem 

for many periods because the range of values of X tfw i-i increases with the 

number of previous periods. This becomes even more problematic as p tends 

to —1.

The second extension is simply that expectations are now over two vari

ables. Gaussian quadrature is still accurate for two dimensions especially 

in examples such as this, when the weighting function in each integral is 

the normal density function and so maps into the weighting function for 

Gaussian Hermite quadrature.

Neither of these extensions is conceptually difficult. However, they sub

stantially increase computing time. The extra state variable is discretised 

into 16 points, the asset stock restricted to 32 points and the wage shock 12 

points. This generates a grid of 6144 nodes for each i, and this grid is still 

fairly coarse since there exists a kink in the policy function. Further, with 

12 point quadrature in each dimension, each calculation of the conditional 

expectation in the Euler equation requires 144 evaluations of consumption 

and leisure in the next period.

4 .2 .2  S im u lated  L ife-C ycle P rofiles

The aim of this section is to show how optimal consumption, savings, labour 

supply and participation vary across the Ufe-cycle when households have 

two sources of income. Life-time wealth is held constant and the household 

model is compared to the individual model of chapter 3. Further, different 

values of the correlation coefficient between the shock to wages and the 

shock to partner income are used. Results in this section are the results
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of simulations, and so it is not possible to make general statements about 

behaviour.

For simplicity, the simulations assume that there is no deterministic 

growth in wages or in partner income; the unconditional expected value 

of the wage equals the unconditional expectation of partner income; the 

initial asset stock equals zero and /? (1 +  r) =  1. The superscript ^ on Wt 

indicates this is the wage of the secondary earner in the household model. 

The wage in the individual model is given by

These assumptions mean that with no uncertainty,

Ct = r] {At ■¥ xt ■¥ wf) and /( =  ( ! -  rj) Vt

(4.10)

Since Aq =  0, leisure in the individual model is half the value of secondary 

earner leisure in the household model (respectively, {I —rj) and 2 (1 — r/)). 

This is simply a price effect due to the lower wage necessary to keep lifetime 

wealth constant; alternatively, this can be explained by the increased propor

tion of unearned income leading to increased leisure (proposition 2, chapter 

3). Consumption depends only on the sum of xt and iv’l  and so is identical 

in the two models. Similarly, total within period spending (c* 4- wtk) is the 

same in both models.

The variance of the wage, ( j | is assumed to equal the variance of partner 

income, cr^, and both are constant across time. Both the shock to wages and 

the shock to partner income are multiplicative, and the standard deviation is 

set equal to 0.1. The variance of secondary earner wages is the same whether 

partner income is included or excluded, this means that the variance of total 

income {wt +  oît) will differ according to the value of p and according to 

whether partner income is included.®

The standard deviation of income without partner income is,

^income — ^  ^ 6  (411)
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P recautionary Saving®

Uncertainty over primary and secondary earner wages means that individu

als defer utility through reducing consumption and leisure today and accu

mulating precautionary balances.

The graphs in figure 4.1 show the extent of asset accumulation for var

ious scenarios. Since ( 1  4 - r) =  1  and A q =  0, there would be no asset 

accumulation without uncertainty. Thus, the accumulation shown is purely 

for precautionary motives. Precautionary balances rise to at least one and a 

half times mean income. This level of accumulation partly refiects the size 

of the variance, but it also refiects the value of rj (set to 0.7). As shown in 

chapter 3, a smaller value of 77 (implying greater utility from leisure relative 

to consumption), means the level of precautionary balances is lower because 

the cost of variation in the wage is less.

R esu lt 4.1(a) Precautionary saving is greater, the greater p, the coefficient 

of correlation between partner income and wages.

R esu lt 4 .1(b) I f  p is sufficiently negative, precautionary saving is lower 

with uncertainty over partner income than with certainty over partner 

income.

These results are shown for 1/ =  1.5 in the first graph in figure 4.1. When 

wages and partner income are positively correlated, a given shock implies a

With partner income, this becomes,

iP ^ in c o m e f  =  W^x2pCX »

Since iv^ =  x =

rP
income =  (4.12)

The difference between the standard deviation in (4.11) and in (4.12) depends on the value

of p. If p <  1, <  ( încome given <7  ̂ =  <7  ̂.
® As in chapter 3, the graphs throughout this section show the average life-cycle profiles

of 50,000 simulations.
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Figure 4.1: H ousehold A sset Accum ulation

P =  0 . 3 P =  0 . 0

0 = 0.0

Period

v =  1 . 5 v  = 0 . 7 5

I n d  ,  v  = 0 . 7 5

Period

The y-axis of both graphs shows the ratio of the end-of-period asset stock to mean income 
(il)f 4- X t ) .  The first graph shows the asset stock varying p,  holding w =  1.5. Four values 
of p  (—0.8,—0.3, 0.0 and 0.3) are used. The line labelled “<t =  0.0” shows the case when 
primary earner income is certain, but the secondary earner’s wage is uncertain. The 
second graph shows household asset accumulation for two values of u (0.75 and 1.5) and 
individual asset accumulation, labelled “Ind,v =  0.75”, when w[ =  +  xt. The line for
the individual model when u =  1.5 is marginally below the line for u =  0.75. In both 
graphs, (T( =  0-0 = 0 .1  and 77 =  0.7. If both primary and secondary earner wages are 
certain. At =  0, Vt.
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greater variance in marginal utility and so greater precautionary balances 

will be accumulated. The converse of this is that when the correlation is 

negative some insurance is provided by partner income and so less balances 

are held. The benefit of this insurance can outweigh the cost of the un

certainty in partner income, leading to result 4.1(b). A further issue that 

this raises, however, is that marriage and choice of partner seems to become 

endogenous.

R esu lt 4.1(c) Household precautionary saving increases with v.

This result is shown in the second graph in figure 4.1 for v  =  0.75 and 

V = 1.5. By contrast, result 3.6(b) on page 8 8  shows that without partner 

income, precautionary saving decreases with v  for the range of v  shown. An 

increase in v  has two effects in both models: first, it increases the desired 

degree of smoothing in utility and this has the effect of making consumption 

and leisure within each period closer substitutes; and second, it increases 

prudence. When consumption and leisure are closer substitutes, uncertainty 

is less important because leisure can be increased with a low wage or con

sumption increased with a high wage. However, when only half of income 

is due to wages, the benefit of this increased substitution is less, and the 

effect is dominated by the increased prudence associated with increased risk 

aversion, i/.

R esu lt 4 .1(d) Precautionary saving in the individual model is less than 

precautionary saving in the household model, unless p is sufficiently 

negative.

This result is shown in the second graph of figure 4.1 for v  =  0.75. It also 

holds for =  1 .5 , but the differenc^betWeen precautionary savings is less 

when V =  0.75. This result holds eyenmougn the variance of total income 

when partner income is included is \less the variance of total income
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without partner income. Increased balances tomorrow have less of a benefit 

when partner income is included because having two random variables offers 

some insurance. However, this reduced benefit of balances in the future is 

offset by the reduced scope to react to shocks in the future because only the 

labour supply of the secondary earner can be varied. When the latter ef

fect dominates, precautionary saving will be greater when partner income is 

included. Wdien p = —0 .8 , the insurance from having the two random vari

ables outweighs the reduced scope to react to shocks, and so precautionary 

saving is greater in the individual model without partner income.

Consum ption Smoothing

This section shows the effect on consumption smoothing of introducing part

ner income.

Result 4.2(a) Consumption growth is greater, the larger the value of p.

This result is shown in table 4.1, it is simply the corollary of result 4.1(a). It 

arises because a negative correlation between shocks gives a lower variance 

of income.

Table 4.1; Average Household Consumption Growth

Uncertain Partner Income =  0 . 0 Individual

p = —0.8 p =  —0.3 p =  0.0 p =  0.3

1/ =  1.5 0.83 0.97 1.03 1.09 0.785 0.82

1/ =  0.75 0.85 0.94 0.95 1.01 0.79 0.84

The table gives the average per period consumption growth using the average simu
lated profiles, r] =  0.7 and (T( = 0 .1  when the primary earner’s income is uncertain.

Result 4.2(b) Household consumption smoothing decreases as v  increases
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This result is shown for v =  0.75 and 1.5 in table 4.1. It is the corollary 

of result 4.1(c) and is in contrast to result 3.5(b) on page 82 which showed 

that consumption smoothing increases with v  when labour is endogenous if 

V is below some threshold value. The point is that there are two effects of a 

higher u : first, prudence is greater and this makes consumption less smooth, 

but also the substitutability of leisure and consumption is greater and this 

makes more consumption more smooth. The second effect is less important 

if only a part of earnings is flexible and this means the first effect dominates 

with partner income included.

R esu lt 4.2(c) Household consumption growth is greater than consumption 

growth in the individual model.

This result is shown in table 4.1 for i/ =  1.5 and v  =  0.75. If p were 

sufficiently negative, this result is reversed. As with result 4.1(d) there are 

two effects here: the second random variable provides some insurance, but 

partner leisure is fixed reducing the ability to react to shocks. Therefore, a 

low shock to partner income means income falls without any corresponding 

change to the relative price of leisure that the individual faces. This fall in 

income translates into lower consumption, but this can be partly offset by 

varying the labour supply of the secondary earner. This holds even when 

p =  —0.8 and i/ =  1.5 and precautionary saving is lower with partner income: 

the point is that more of the precautionary saving has to be provided by 

sacrificing consumption when partner leisure is fixed.

This explanation is analogous to the explanation of result 3.5(a) of the 

lack of consumption smoothing when labour is exogenous: if labour supply 

is fixed, marginal utility must be equalised by giving up consumption today 

and shocks to wages cannot be offset by substitution of leisure for consump

tion. The model in this chapter differs because the shock to partner income 

does not change the price of a good which cannot be varied.
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P articipation  and Labour Supply

Figure 4.2 shows the life-cycle profiles of leisure for the household and in

dividual models. In both cases, leisure is less when young and then greater 

when old. Leisure is lower when young because uncertainty induces indi

viduals to defer utility. Leisure increases with age because individuals ac

cumulate asset balances for precautionary reasons and this increased wealth 

when old means greater leisure. 1

R esu lt 4.3(a) Growth in leisure is flatter the g ^ ^ e r  p.

R esu lt 4.3(b) The path of leisure is more concave, the lower p.

These results are shown in figure 4.2. The first result arises because a neg

ative coefficient of correlation means uncertainty causes less variation in 

income and so, as shown above, there is less need for precautionary balances 

and this means less leisure has to be sacrificed when young. The time paths 

of leisure are concave because the participation constraint is being hit. This 

means leisure cannot rise by as much in old age as would be the case if un

constrained. This leads to result 4.3(b) because leisure varies by more when 

shocks are negatively correlated. A positive shock to partner income means 

income is greater and this increases leisure. Similarly, a negative shock to 

wages tends to increase leisure by reducing the price of leisure (this substi

tution effect tends to dominate the income effect because the importance 

of wages to income is less when partner income is included). Thus, when 

wages and partner income are negatively correlated, the variance in leisure 

will be greater. This can be seen in the Xt/wt term in equation (4.10). When 

p =  —0 .8 , for example, individuals will either work a large number of hours 

or very few hours, whereas when p =  0.3, the variance of leisure is less. This 

translates into greater concavity because the participation constraint binds 

more frequently.
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Figure 4.2: Individual and Household Leisure Sm oothing

p =  0 . 0  
3 = - 0 . 3

Ind

Period
Actual leisure is divided by mean leisure to give lines centred on a value of 1. This is 
because leisure in the individual solutior^^MTEpproximately half the value for the household 
solution. Paths under certainty are K^izonatM lines through a value of 1. The line labelled 
“Ind” shows leisure in the individukl^mod^l/The remaining lines show secondary earner 
leisure in the household model for différent values of the correlation coefficient, p. The 
lack of smoothness in the p =  —0 .8  line arises partly because of the high variance in leisure 
in the simulations. In all cases, =  ag =  0.1, t] =  0.7 and i/ =  1.5. When =0.0, the 
path for leisure lies between p =  —0.8 and p =  —0.3.

R esult 4.3(c) Non-participation increases as p decreases.

This result is shown in figure 4.3. The decreased participation in the labour 

market with age is the corollary of the increase in leisure with age shown in 

figure 4.2.

R esult 4.3(d) Non-participation by secondary earners in the household 

model is greater than non-participation in the individual model.

This is shown by figure 4.3: there is full participation in every period in 

the absence of partner income. This full participation arises because of 

the relatively high value of 77. The difference in the level of leisure and 

hence of participation between the models with and without partner income 

arises because income from the primary earner is unearned and this leads 

to increased leisure (proposition 2, page 71). For the household model,
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Figure 4.3: N on-Participation across the Life-Cycle
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The y-axis shows the percentage of individuals who choose not to participate in each 
period. In the individual model, there is full participation in all periods. The lines show 
the extent of non-participation for different values of the correlation coefficient, p. In 
all cases, =  ae =  0.1, r] =  0.7 and u =  1.5. When there is no uncertainty over 
partner income, the path of non-participation lies marginally below the p -  0.3 line. Since 
T] =  0.7, leisure when both wages and partner income are certain equals 0.6 and so everyone 
participates in all periods.

non-participation by secondary earners increases with age to around 28% of 

individuals.

The effect on participation is highly dependent on two factors: the ratio 

of partner income to wages, and the elasticity of substitution between con-

sumption and leisure^These two points can be made in a simple one-period 

model, and this gives some justification for the simulations discussed above.

Since It < 1, using equation (4.10), (1 -  ?;) and this

implies that the secondary earner will not participate in the final period 

when
XT ^ T)>
Wt  1 —7/ Wt

(4.13)

If At  = 0, this implies that the secondary earner will not participate if 

partner income is more than times wages. When r/ is close to 1 , im

plying that the individual does not gain much utility from leisure relative 

to consumption, this constraint is less important. However, if 77 = 0.5,
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non-participation becomes much more important, with individuals not par

ticipating when partner income is more than their own wage. The constraint 

binds even more frequently if A t  > 0. The intuition for these results is clear: 

the greater unearned income, the less likely the individual is to work (anal

ogous to proposition 2, page 71); and the higher the utihty valuation on 

leisure, the less likely the individual is to work. The dynamic nature of the 

problem adds the possibility of intertemporal substitution. The participa

tion decision today depends on the expected change in wages, with greater 

labour supply in periods of high wages and an increase in non-participation 

with low wages. The uncertainty in the problem means that utility, and 

therefore non-participation, is deferred until later in the life-cycle.

One important limitation of the model in this section, however, is that 

there is no fixed cost or loss of benefits associated with working. This is 

as in the basic model of chapter 3 and means that a marginal increase in 

the proportion of time worked yields an increase in the amount of income 

available for consumption today or tomorrow irrespective of the level of 

labour supply. Thus, individuals may choose to work an arbitrarily small 

fraction of time, and there is no discontinuity in the policy function for 

leisure. It is this continuity which makes the assumption attractive, but it 

abstracts from an important part of the participation decision.

4.3

One often discussed reason for non-participation in the labour force is social 

security. Individuals choose not to participate because they would have to 

work a large number of hours just to compensate themselves for the loss 

of unemployment benefit. This section introduces social security to the 

problem facing the individual, but ignores partner income. The variance 

of net income is reduced by the benefit and this reduces expected marginal 

utility, thus reducing the need to defer utility.
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The problem with introducing unemployment benefit, or indeed any ben

efit conditional on labour market status, is that it makes the budget set fac

ing the individual non-convex. This in turn implies that the value function 

is non-concave and the policy functions for leisure and consumption will be 

discontinuous. The extra wage income from working is less than the benefit 

lost if hours of work are very low and this means that the individual will 

choose either to work a significant number of hours or not to work at all.

Individuals maximise utility as in equation (4.3) and (4.6). The budget 

constraint is given by

f (1 +  r) [At +  (1 -  It) (1 - r ) w t -  ct] if working 
At+i =  < (4.14)

y {\ + r)[At B  — if not working

where B  is the benefit level, assumed to be independent of age,^° and r  is 

the tax rate on wages.

It is necessary to raise sufficient tax revenue to cover any benefit pay

ments that are actually made. If this revenue is raised at the margin by 

charging a lump-sum tax, then the model only has to be solved once for 

each set of parameters. This solution can then be used in simulations to 

find the level of the initial asset stock which sets realised benefit payments 

(to all individuals) equal to realised tax payments. This is possible because 

there is no substitution effect caused by the lump-sum tax and so it is much 

easier to solve the problem. However, this approach to funding social secu

rity is fairly implausible, and further, since the timing of income matters, 

adjusting the initial asset stock through a lump-sum tax can have distorting 

effects. By contrast, if the revenue is raised through a wage tax, then this 

will have distortions on labour market behaviour in addition to the distor

tion of the benefit payment. For any given level of benefit payment, the tax

Making the benefit level age-dependent in a deterministic way is straightforward; 

making the benefit conditional on the asset stock is somewhat harder because the value 

function conditional on labour market status will not be monotonie in the asset stock.
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rate which balances the budget must be found by repeatedly resolving and 

simulating the model until the realised tax revenue equals the realised bene

fit payments. However, paying for social security through a tax on wages is 

the most plausible story and so, in the simulations that follow, it is assumed 

that revenue is raised through a wage tax. The model is still only a partial 

equilibrium story, however, because the pre-tax wage rate and interest rate 

are exogenous, and in particular the wage is independent of labour supply 

and the interest rate is independent of the asset stock. The “revenue neu

trality” of any change in benefits is therefore only an approximation, but it 

means that changes in behaviour following changes in the level of benefits 

are not due to an arbitrary change in income.

Unemployment benefit in this model is paid if individuals choose to leave 

work, and underlying the model is the idea that there is no distinction be

tween voluntary and involuntary unemployment. In reality, unemployment 

benefit in the UK is only paid if the individual is made redundant. The as

sumption here reflects the rationale for the simulations: the aim is to explore 

optimal choice if individuals have a large amount of flexibility.

4 .3 .1  S o lu tio n  M e th o d

Before turning to the simulations, it is necessary to discuss some aspects 

of the solution method. Constraint (4.14) is written in levels, rather than 

ratios to current wages as in equation (4.9) above. This is because dividing 

through the constraint by the current wage rate would generate a stochastic 

variable B Iw t. This would require an additional state variable, and the state 

space would be described by wEl} Leaving the constraint

is assumed that B  is independent of the wage rate. This means that the replace

ment ratio, B /iut, is stochastic whether the size of benefits is stochastic or not. If B is  

deterministic, there would be no need to use an additional state variable for B /w t  if wt 

is known in t  when the policy function in t is being solved. However, one implication, 

and indeed the underlying purpose, of solving the model in ratios is that the particular
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and the solution in levels means the state space is only in two dimensions, 

but the cost is that the range of values for wages and the asset stock is 

greater.

In effect, this means that the wage process must be stationary, and this 

process is given by.

In Wt =  CKf +  g\nw t-i +  6t, ~  i.i.d.N  (4.15)

The term, a*, captures the deterministic trend in wages. If g =  1, this 

process can be mSîpped precisely into the wage process of chapter 3, (3.6). 

In the so lu ti^m ethod , the wage process is simplified further by assuming 

that Wt can only take a discrete range of values. This range of values is inde

pendent of w t-i, but the transition probability of observing wt depends on 

w t-i and the value g. In other words, the wage process follows a first order 

Markov process, which mimics the continuous process described by (4.15) 

(as discussed in chapter 2). As g tends to 1, however, the discrete approx

imation differs increasingly from the continuous process. The advantage of 

this discretisation is that the solution is for a number of one dimensional 

policy functions, with the number of policy functions determined by the 

number of discrete points used in the quadrature process, rather than for 

one two dimensional policy function.

The main problem in the solution is dealing with the discontinuity in the 

policy functions. As discussed in chapter 2, interpolation across a discontin

uous policy function will be very imprecise. To avoid this, it is necessary to 

solve first for the point at which the poficy function becomes discontinuous 

and then to approximate separately the solution at either side of the dis

continuity. In this model, this means solving for the states of the world in 

which the individual is indifferent between working and not-working. More

value of Wt in t is not known and is not important for the solution, hence an extra state 

variable for B /w t  (or B / w t- i )  would be needed. The alternative is to assume that the 

replacement ratio is constant.
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specifically, the value of working can be written as

V f  {At, Wt) =  {u {ct, It) + pEt \Vt+\ {At+i,wt+i)]} (4.16)
Ct, l t

where At+i =  {1 + r)\A t + {1 — k) {I — r)w t — Ct]  ̂ Similarly, the value of 

not working can be written as

{At, Wt) = niax {u (q , 1) +  ^E t [Vt+i (v4(+i,W(+i)]} (4.17)

where At+i = {1 A r) [ A t B t  -  ct].

P ro p o sitio n  3 For any given wage rate, wt, there is a unique level of the 

asset stock, A ^ '^ , such that

Wt) =  Wt) (4.18)

In other words, A ^ '^  is the level of the asset stock where the individual is in

different between working and not working given the wage, w. I f  At > 

then the individual will not participate. I f  At < then the individual

will participate.

Proof: It is necessary to prove the following:

> 0 (4.19)
d {V ^  {At,wt) -  (At,wt)) 

dAt
A .=A f’”

If this holds for any candidate then at the value of not partici

pating is increasing faster than the value of participating, and so, since the 

value functions are equal at A f t h i s  means that {At, wt) < {At, wt) 

if At < A f a n d  {At, wt) > {At, wt) if At > A f . If (4.19) holds the

value functions can only cross once, because the value functions conditional 

on labour market status are continuous, and so A ^'^  is unique. The proof 

of (4.19) requires showing that

d < f ^  acf  ̂  ̂ ^
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where is the solution to (4.17) and c f , It is the solution to (4.16).^^ At

A ^’'“ + ( l - l , ) ( l - T ) i u , > A f ’'“ + B  (4.21)

If this did not hold, equation (4,18) could not hold because the value of not 

participating would have to be greater than the value of participating since 

leisure confers utility. This implies that consumption in t is higher when 

employed than when not-participating because consumption in every period 

is a normal good. If within period utility were additively separable between 

leisure and consumption, this would be sufficient to prove (4.20), but the 

lower leisure when participating raises the marginal utility of consumption 

when participating.

Therefore, the final step uses the fact that indirect utility is concave in 

total within period spending, so increases in income have a diminishing effect 

on indirect utility. Since equation (4.21) shows that income is greater when 

the individual is participating, the marginal effect of income on indirect 

utility, dv (w,y) /5y, will be greater when individuals are not participating. 

Further,

dv^ {w,y) _  du{cP ,l)dc^ d u { ( ^ j )  dl
dy dc^ dy dl dy

-  « D
-  ^  <-■“ >

12 Using the envelope theorem,

dA t [dA t+ i

and so, using the first order condition,

dVt+i
d A t+ i\

it is possible to generate the left-hand side of the inequality (4.20) in the text. An analo

gous derivation can be made for
However, this would not necessarily be true if the utility from leisure were not in-

tertemporally additvely separable.

121



where the first step uses the fact that there is an interior solution for leisure, 

and the second step comes from the definition oî y  =  c + wl. Further, 

d v ^  (w,y) /d y  is similarly related to 5 u (c^ , l) fd c ^  and this proves the 

inequality (4.20).■

Given proposition 3, it is now possible to write down the Bellman equa

tion conditional on labour market status for each t, as discussed in chapter 

2 :

=  max
Ct

(4.25)

%  ( A w , i f A w > < ; T
. [ V tfi (At+uwt+i) if At+i <  A %

Vf{At,Wt)

= max
ctih

A 13Et

(4.26)

%  (A w , w t+ i)  if At+i >  Af̂ ”

d  %(A,+i,«,w) ifAw<^Y .

The model can then be solved recursively from period T  with the solution 

in each t  found in two steps. First, for each wage rate on the grid, the 

value is found by solving equation (4.18) using equations (4.25) and

(4.26). Second, the value functions conditional on labour market status are 

solved using the Bellman equations. This is done for values above 

for the value function when not working (equation (4.25)) and for values 

below A ^ '^  for the value function when working (equation (4.26)). The 

value function is not discontinuous at A ^'^  but it is non-concave, and a 

more precise solution is given by solving first for In addition to

storing the value functions in t, it is also possible to store the conditional

^^One additional problem is that it is not possible to use the Euler equation to solve 

the maximisation sub-problem in (4.25) and (4.26) because of the non-diSerentiability of 

the value function at Instead, a simple optimisation method is used.
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policy functions, and this speeds up the subsequent simulations. If the wage 

rate could take a continuous range of values, there would have to be an 

intermediate step in approximating consumption and leisure in t +  1 : the 

value of A ^ i  would have to be approximated for wage rates that are not on 

the grid.

The value functions above and below are approximated using

Chebyshev polynomials, as discussed in chapter 2. The value functions 

conditional on labour market status were found to be sufficiently smooth 

to allow Chebyshev approximation. This was not clear ex-ante because the 

value function conditional on labour market status in t is kinked at values 

of the state space where labour market status in future periods changes, 

but these kinks are sufficiently smoothed by the expectations operator over 

future uncertainty. The results were checked using a piecewise linear approx

imation, which is a reliable alternative, particularly when the approximation 

is of a one-dimensional function. The piecewise linear method requires more 

nodes and so takes longer, and the results of various test cases were very 

close using 16 point Chebyshev approximation and 128 node piecewise linear 

approximation for each function.

4 .3 .2  S im ulated  L ife-cycle Profiles

The aim of this section is to show how social security affects the life-cycle be

haviour of individuals when individuals choose consumption, labour supply 

and participation in each period. The results given are the implications of 

simulations varying the generosity of unemployment benefit and for different 

values of g, the autoregression coefficient in the wage equation. Increases in 

unemployment benefit are paid for by a wage tax, and the first subsection 

shows how the tax rate changes with the generosity of benefits. The second 

shows how planned participation (the reservation wage) changes across the 

life-cycle. The third shows participation across the life-cycle. The fourth
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shows how asset accumulation varies with the generosity of benefits, and 

finally the section concludes by discussing leisure and consumption condi

tional on participation.

Tax R equirem ent

One problem with carrying out simulations for different benefit levels in 

this partial equilibrium framework is that total spending on the benefit may 

differ from total revenue. Without changing the tax rate to reflect the change 

in benefits, it is possible to show spurious effects on precautionary saving 

and on participation; an uncompensated increase in benefits will reduce 

both precautionary saving and participation because income is higher and 

the degree of prudence decreases with income. If the change in benefits is 

uncompensated it is not possible to separate this effect from the effect on 

the variance of income.

Benefits are assumed here to be paid for through a wage tax, and t 

rate of the wage tax necessary to make benefit changes revenue neutral is 

found by simple iteration; for a given value of B, an initial guess is made at 

T  and the dynamic program is solved and simulated to give the realised cost 

of the benefit program and the realised revenue raised by r, both discounted 

to period 1. Depending on whether there is a deficit or surplus, a new value 

of T  is tried, and this process continues until there is budget b a l a n c e . A t  

the solution, r*, it is necessary to check (numerically) that d R jd r  > 0 to 

ensure that r* is the minimum tax rate that balances the budget. It is 

also necessary to check that r  =  0 is not a solution; increases in r  increase 

non-participation, hence increasing required revenue and leading to spurious 

solutions.
is not necessary for the budget to balance, but it is necessary for the deficit (or 

surplus) to be the same for all scenarios to keep revenue neutrality. A balanced budget is 

simplest as it allows comparison with the model with no benefits.
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Table 4.2 shows the necessary tax rates for different values of the gen

erosity of benefits. Unsurprisingly, more generous benefits require higher 

taxes. Further, a greater value of g, meaning shocks to wages are more 

persistent, means a higher tax rate is required for any given benefit level.

Table 4.2; Tax Rates to Pay for Social Security

Autoregression Coefficient g
B
w 0.0 0.7 0.8 0.95

0.2 0.032 0.23 0.42 0.81

0.22 0.22 0.77 1.01 1.59

0.24 0.49 1.44 2.07 3.23

0.26 2.01 4.08 5.21 6.72

0.27 2.30 5.48 7.27 11.70

0.28 9.86 16.01* — —

The table gives the percentage tax rate on wages necessary to equate revenue 
with the cost of the given benefit. The value of the benefit is given as the 
ratio of the benefit to the mean value of maximum earnings in one period 
(i.e. earnings if ft =  0 and wt — w). When ^  >  0.29 for p =  0.0 and 
4  >  0.28 for p =  0.7,0.8 and 0.95, it is not possible to balance the budget. 
The value in the table superscripted with a * minimises the deficit.

Reservation A sset Stock

For any given age and any given asset stock, individuals will not participate 

if the wage is below the reservation wage. The corollary of this is that for any 

given age and any given wage rate, there is a reservation level of the asset 

stock such that if assets are above that level, individuals will not participate, 

and if assets are below that level, they will participate.

R esult 4.4(a) For a given At > 0, the reservation wage increases with age, 

making participation less likely. Equivalently, the reservation asset 

stock, for a given wage rate, falls with age.
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Result 4.4(b) For a given At < 0, the reservation wage decreases with age, 

making participation more likely. Equivalently, the reservation asset 

stock for a given wage rate increases with age.

Figure 4.4 shows these results for a particular set of parameters.^®

Figure 4.4; Reservation Asset Levels across the Life-cycle

W= 1 . 3 1

W = 1 . 0 3

W = 0 . 7 5 6

Period

The y-axis shows the ratio of the reservation asset stock to the mean of maximum earnings 
in any one period (i.e. w). Similarly, the values of w given are divided by iv. When the 
asset stock is greater than the reservation asset stock for any given wage rate and period, 
the individual will choose not to participate. 4  =  0.27, g =  0.7, erg =  0.1, y =  0.7 and 
u =  1.5.

These results arise because a given wage realisation in a particular pe

riod has two effects: first, it leads to intertemporal substitution of labour, 

with a high wage leading to increased labour supply now in the expectation 

of a low wage in the future when labour supply will be less. The extent of 

intertemporal substitution depends on the number of periods remaining and 

the degree of persistence in shocks: the fewer the number of periods remain

ing, the lower the probability of a reversal in the wage rate, and this reduces 

the intended intertemporal substitution; further, the greater the persistence

^®The results also hold for different benefit levels, and for values of the auotregression 

coefficient g G {0 .0 ,0 .7 ,0 .8 ,0 .95}.
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in shocks to the wage, the lower the probability of a reversal in the wage 

rate and this again reduces the intended intertemporal substitution. The 

second effect is the effect of a given wage realisation on lifetime wealth: a 

high wage increases lifetime wealth and this reduces labour supply in all pe

riods. The extent of the effect of a given wage realisation on lifetime wealth 

also depends on the number of remaining periods and the degree of persis

tence: the greater the number of periods remaining, the less the effect on 

lifetime wealth of a given wage realisation; whereas the greater the degree 

of persistence in wages, the greater the effect on lifetime wealth.

These effects explain results 4.4(a) and 4.4(b): when individuals are 

young, the intertemporal substitution effect dominates because the effect of 

the wage on lifetime wealth is small. Thus, when the wage is above the mean, 

individuals will exploit this intertemporal substitution and participate, un

less their asset stock is very high, with the intention of not participating at 

some later age. Similarly, unless they are heavily in debt, individuals will 

not participate when the wage is below the mean, but with the intention 

of participating in the future when the wage is higher. As the individuals 

become older, however, the possibilities for intertemporal substitution of 

labour are less and the wealth effect comes to dominate. This means that if 

the wage is above the mean, individuals are less likely to participate in any 

of the remaining periods, whereas if the wage is below the mean, individuals 

are more likely to participate in all the remaining periods.

This raises two further questions: first, what happens to the reservation 

asset stock as the generosity of benefits changes? Increasing the generosity 

of benefits has a straight income effect: in any period and for any wage, 

the reservation asset level is lower and the reservation wage higher. Second, 

what happens as the degree of persistence changes? As discussed, a reduc

tion in persistence increases the possibilities for intertemporal substitution 

and reduces the wealth effect of a given wage realisation. This makes the
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dispersion of the lines in figure 4.4 even greater. The dispersion of reserva

tion asset levels still reduces with age, but the reduction occurs later in the 

life-cycle as the effect of deviations from the mean wage have little impact 

on remaining life-time wealth until close to the final period. By contrast, 

when wages are more persistent, a deviation of the wage today from the 

mean would lead to less intertemporal substitution than shown in figure 4.4 

because the expectation of the wage rate tomorrow changes correspondingly.

P a rtic ip a tio n

R esu lt 4.5(a) Increased generosity of benefits increases the average level 

of non-participation at all ages.

R esu lt 4.5(b) For a given generosity of benefits, the average level of non

participation is greater when shocks are more persistent.

R esu lt 4.5(c) When q =  0.7,0.8 or 0.95 the average level of non

participation increases with t when young, and then falls with t when 

old. When g = 0.0, the average level of non-participation falls with 

t when old, and there is mild evidence that it increases with t when 

young.

These results are shown in the graphs in figure 4.5 for g =  0.7 and g = 0.0.

The first result is very intuitive, but the path of the average level of 

non-participation hides the behaviour of particular individuals. The key 

point about the behaviour of particular individuals is that the probability 

of participation in the next period is higher if the individual has not partic

ipated in the current period. This is because non-participation involves the 

intertemporal substitution of labour supply and the use of savings to main

tain consumption in periods of non-participation. Thus, following a period 

of non-participation, savings will be lower and the individual is more likely 

to participate. An increase in the generosity of benefits increases the num-
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Figure 4.5: N on-Participation w ith Unem ploym ent Benefit
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The first graph shows the extent of non-participation when g =  0.7 and the second graph 
when g =  0.0. The graphs show the percentage of individuals who choose not to participate 
in each period for different values of 4. ae = 0.1, rj =  0.7 and u =  1.5.
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ber of periods of non-participation, but as discussed below, it also increases 

hours of work in periods of participation.

The second and third results arise because the variance between individ

uals in realised wage profiles and hence in lifetime wealth is greater if the 

persistence of wage shocks is greater. At the start of the life-cycle, everyone 

has the same asset stock, but individuals who receive a positive wage shock 

increase their assets, and so persistence in wage shocks means asset stocks 

will diverge quickly. The accumulation of assets increases the probability 

of non-participation in subsequent periods, and thus non-participation in

creases with age early in the life-cycle because individuals who have had 

positive wage shocks have been able to accumulate assets before receiving 

negative shocks. When there is little persistence, there is not the same 

opportunity for asset accumulation. Towards the end of the life-cycle, non

participation falls with t  because there is not the same opportunity for in

tertemporal substitution of labour. This effect occurs later in the life-cycle 

when there is no persistence because there is a higher probability that the 

wage shock will be reversed in subsequent periods if there is no positive 

correlation in shocks across time.

This increase in participation when old is in contrast to the results of the 

first half of this chapter and to the results of Eckstein and Wolpin (1989). 

These latter two sets of results are driven by a similar rationale: towards the 

end of the life-cycle the benefit of participation falls. In the first half of this 

chapter, this occurs because uncertainty has been resolved and so there is 

less need to accumulate savings; in the model of Eckstein and Wolpin, the 

benefit of participation falls as the number of remaining periods declines 

because the return to accumulating experience and hence increasing the 

wage in subsequent periods is less. The key difference with the current 

model is that periods of non-participation are the result of intertemporal 

substitution interacting with the benefit system.

130



A sset A ccum ulation

The profiles of asset accumulation across the life-cycle provide further expla

nation of the behaviour of participation. When shocks are idiosyncratic and 

there is unemployment benefit, there is neghgible asset accumulation. This 

is because the uncertainty over the wage averages out across the life-cycle 

and so there is Httle need for precautionary balances. Even with g =  0.7, the 

level of asset accumulation is still low, but when g =  0.95, the average level 

of asset balances reaches the average of maximum earnings in one period 

(i.e. w).

R esu lt 4.6 Asset accumulation increases with the generosity of benefits 

when g = 0.7,0.8 or 0.95.

This result is shown in figure 4.6 for g =  0.7 and g =  0.95. An increase in 

the generosity of benefits has two effects: first, it increases insurance against 

shocks to the wage rate, thus reducing the cost of uncertainty and the need 

for precautionary balances; second, it increases the number of periods of 

non-participation, and this means increased saving in order to maintain 

consumption levels in periods of non-participation. In the particular exam

ples shown in figure 4.6, the insurance aspect is dominated by the desire to 

smooth consumption.

L abour Supply and  C onsum ption  C onditional on P a rtic ip a tio n

As the generosity of benefits increases, labour supply when individuals ac

tually work is greater. This, in turn, leads to greater saving as shown in 

figure 4.6. Similarly, consumption conditional on participation is lower if the 

benefit system is more generous because lifetime wealth will be lower due to 

the lower lifetime labour supply. Both consumption and leisure conditional 

on participation increase with t but the paths are fairly fiat.
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Figure 4.6; A sset A ccum ulation w ith  U nem ploym ent Benefit
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The figure shows the ratio of the end-of-period asset stock to the mean of maximum 
earnings (i.e. iv ) for different values of The first graph shows g =  0.7, and the second 
shows g =  0.95. In both cases, ae =  0.1, tj =  0.7 and u =  1.5.
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These results raise the question of which benefit level is optimal. It is 

possible to carry out explicit welfare calculations of the expected cost of 

achieving a given expected utility, as in section 3.6; however, between the 

revenue neutral benefit changes considered above, lifetime utility is increas

ing in the benefit level. ^

4.4 Conclusion

The first aim of this chapter was to address the question of whether par

ticipation increases or decreases across the life-cycle. Two simplified mod

els were used to show which assumptions give increasing participation and 

which give decreasing participation. The first of these modeled secondary 

earner behaviour, when both primary and secondary wages are uncertain, 

and shows that participation decreases across the life-cycle. This result is

driven by the resolution of uncertainty: early in lif̂ e, secondary earners face 

considerable uncertainty about their future wages and the future income of 

their partners. This leads to high levels of labour supply and participation 

in order to accumulate assets that can be used in the event of low wage or 

income realisations. As individuals grow old, however, the uncertainty is 

resolved and individuals are left with positive asset holdings, which leads 

to decreased labour supply and decreased participation. The underlying 

idea is that the benefit of labour supply falls as individuals age; and this 

is similar to the Eckstein and Wolpin conchisionJhjLt-participation falls as 

the return to participation falls, where this return is the effect of experience

on future wages. The second model in this chapter introduces ^cial s&u- 

rity and shows that participation increases toward the end of the life-cycle.

This result is driven by the decline in the opportunity for intertemporal 

substitution of labour as the number of remaining periods falls.

The second aim of the chapter was to address the question of how asset 

accumulation interacts with participation, in the presence of social security.
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„ M
In particular, increased generosity of social security provides increased insur- 

ance against uncertainty, thus reducing the need for precautionary saving, 

,as shown by Hubbard et al (1995). However, the increased generosity leads 

to decreases in participation and this encourages asset accumulation. This 

latter effect was shown to dominate the first within the range of parameter 

values considered.

There are no costs of childcare in the model, and these fixed costs clearly 

impact on the participation decision. However, the effect of childcare is in

distinguishable from the effect of unemployment benefit since unemployment 

benefit is paid even if unemployment is “voluntary”. There are several fur

ther possible extensions to this model: first, it is not clear what the net 

effect on participation would be if both partner income and unemployment 

benefit were included. Second, benefits are paid independent of asset hold

ings: if there is an asset test, this would discourage saving relative to the 

case presented. Third, there are no in-work benefits, and these would lead to 

increased labour smoothing. Fourth, there are no capital market imperfec

tions apart from the lack of insurance markets. If individuals are prevented 

from borrowing, they will be unable to follow the unconstrained spending 

path and will work harder when young. This extra accumulation will lead 

to more non-participation when in old age due to a wealth effect.
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C hapter 5

Long R un Equilibria: 

E xpected  W aiting Tim es 

w ith  N oisy Selection and  

Local Interaction

5.1 Introduction

Chapters 3 and 4 show how individuals would behave in particular set

tings if they act as if they are solving particular dynamic problems. When 

observed behaviour does not conform to the solution of a particular op

timisation problem, it is possible to make the optimisation problem more 

sophisticated. However, the failure may be due to a failure of behaviour to 

conform to optimisation more generally. This possibility has led to much 

research analysing behaviour when individuals follow rules of thumb rather 

than solve the particular optimisation problem. Part of this research has 

looked at how individuals learn in single-person decision problems (e.g. Let- 

tau and Uhlig, 1995; Borgers and Sarin, 1995), but much of the research has
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looked at strategic choice where the best strategy of each player depends 

the types of the other players (e.g. Kandori et al, 1993; Young, 1993; 

Samuelson, 1997; Fudenberg and Levine, 1998).

In many situations, strategic interaction leads to a multiplicity of Nash 

equilibria and this raises the question of which equilibrium will be selected 

by particular rules of thumb. One criticism of this approach (discussed by 

Ellison, 1993; Binmore et al, 1995) is that the expected waiting times to 

reach the selected equilibrium can be fantastically large, particularly as pop

ulation size increases. When such waiting times are large, the initial state 

of the system is important in determining the state at any later stage. This 

makes it difficult to explain a change of equilibrium or the emergence of 

new equilibria through social evolution. One possible reason for the slow 

evolution is the assumption that interaction between individuals is global. 

Even if two individuals adopt a new strategy, it is unlikely to be univer

sally adopted because the payoff to adopting the new strategy will be small 

(assuming payoffs are higher when interacting with someone with the same 

strategy). In reality, however, individuals interact predominantly with their 

“neighbours” ,̂  and so the payoff to adopting a new strategy for a third 

person will be higher if the two individuals are neighbours of that person. 

The first aim of this chapter is to explore this idea in a particular type of 

evolutionary model, focusing on the time selection takes to determine which 

equihbrium is selected. The second aim is to discuss when it is relevant to 

look at the expected waiting time for a particular equilibrium to be selected.

This chapter considers the simplified case of two competing strategies. 

The choice of equilibrium is characterised by a version of the following sim

ple, 2 x 2  coordination game, called the Stag-Hunt Game:

^More generally, individuals interact predominantly within a sub-group of the 

population.
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Player 2 

Dove Hawk

Flayer 1 Dove 

Hawk

5,5 0,4

4,0 2 , 2

The strategy of playing Dove requires cooperation. The classic explanation 

of this, due to Rousseau, is where two hunters are deciding on whether to 

hunt a hare or a stag. Hunting a stag (choosing Dove) yields a larger payoff, 

but requires the hunters to cooperate. If only one of the hunters chooses to 

hunt stag, that hunter will be unsuccessful and receive zero payoff; whereas 

hunting a hare (choosing Hawk) requires only one person and so will be 

successful whatever the second hunter does. The higher payoff that both 

hunters receive from cooperating and hunting stag means that the Nash 

equilibrium (Done, Dove) is payoff-dominant, as described by Harsanyi and 

Selten (1988). However, the alternative Nash equilibrium of hunting hare, 

{Hawk, H aw k) , is risk-dominant: if both players predict that the other 

randomises (0.5,0.5) over the two strategies, then both will choose to play 

{Hawk, Hawk) because it yields the higher expected payoff. In the example 

above, the players will only choose to play Dove if they believe the other 

will play Dove with probability greater than 2/3. Convergence to the risk- 

dominant equilibrium can be thought of as a coordination failure because 

it is a Pareto-dominated outcome. There are therefore two key issues here: 

Which equilibria is “selected” by a particular selection process? How long 

does convergence to a particular equilibrium take?

This chapter follows Binmore (1987) and a large number of recent papers 

which have addressed these questions using evolutionary methods. This in

volves identifying updating rules for the strategies followed by individuals, 

and using these to define the Markov process which describes the evolution 

of the state of the system, where the state is defined as the number of players
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playing each strategy. The emphasis on research in this area^ has been on 

deriving the stationary distribution of this Markov process. An equilibrium 

is said to be selected if the stationary distribution attaches all probability 

mass to that equilibrium as the noise level becomes vanishingly small (i.e. 

as the probability of making a mistake in updating goes to zero). The sta

tionary distribution thus provides information on ultralong-run equilibrium 

selection.^ For example, in Kandori et al. (1993) the stag-hunt game is 

played repeatedly by two randomly matched players from a population of 

fixed size; every player updates her strategy after each period by choosing 

the strategy which would have brought the higher payoff in the previous 

period. This updating is subject to noise (or mutation**), which means that 

the system will not remain at either equilibrium indefinitely, but will bounce 

between the equilibria when a large number of simultaneous mutations oc

cur.

The key result of Kandori et al. is that, as the probability of mutation 

becomes arbitrarily small, the stationary distribution of the system places 

.all probability on the risk-dominant equilibrium. This is because fewer si

multaneous mutations are required for the shift toward risk-dominance than 

toward payoff-dominance. As the probability of being in one equilibrium 

tends to one, the probability of being in a different state tends to zero. 

Therefore, the expected waiting time to reach the ultralong-run equilibrium 

from another equilibrium that may be visited early in the process goes to 

infinity. There are two main problems with this result when applied to se-

^For example: Kandori, Mailath and Rob (1993), Young (1993, 1998), Ellison (1993),

Binmore, Samuelson and Vaughan (1995).
®The “ultralong-run” is the length of time for the stationary distribution of the Markov

process to be identified. The “long run” is the time taken to reach the first equilibrium

that the system visits from a given initial state. Kandori et al. (1993) uses long run in

the sense in which I use ultralong-run.
 ̂A mutation arises when the best response of player 1 is to adopt strategy A, but player

1 actually adopts strategy B.
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lection in an economic context: first, the selection result implies transitions 

between equilibria will not be observed within a reasonable time horizon. 

Second, different strategies never coexist because every player follows the 

same strategy.

The importance of the size of expected waiting times was highlighted by 

Ellison (1993), who analyses a model of repeated play in which each agent 

is matched only with her immediate neighbours. Ellison shows that restrict

ing interaction to be local (as compared to the uniform, random matching 

of Kandori et al.) does not change the ultralong-run equilibrium selection 

result, but it does reduce the expected waiting time for convergence. This re

sult implies that the ultralong-run equilibrium result can be obtained within 

a reasonably short time horizon and that the selection process always dom

inates the initial conditions in determining the state of the system. Young 

(1998) generalises this result to show that in certain models of local interac

tion the ultralong-run equilibrium selection result is identical to the uniform 

matching model, but expected waiting times are bounded regardless of the 

population size. However, the bound on the expected waiting time may be 

very large if the mutation rate is very small or if the size of the local group 

is large. This result depends on the pattern of local interaction and the 

j  type of updating. In particular, interaction must be “sufficiently” local and 

updating must be based on the best response (i.e. updating of the form in 

Kandori et al, 1993, or in Young, 1993).

An alternative approach is suggested by Binmore, Samuelson and Vaugh

an (1995), who model equilibrium selection as a biological process. Each 

player is programmed to play either the risk-dominant or the payoff- 

dominant strategy and updating is sequential. The more successful pro

gramme in the current period becomes more common in the next period. 

Success enhances survival, which results from a coordination game of the 

stag-hunt form played between two players randomly selected from the en-
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tire population. However, survival is stochastic in this model because the 

programme which has the higher expected payoff (hence has the higher fit

ness®) may not survive when its rival does, even though, by definition, it 

is more successful on average. Thus, even if there is only one player who 

follows a strategy which has a lower expected payoff than the strategy of 

the other players, this weaker strategy has positive probability of surviving 

and being adopted by the other players, eventhpugh it is less likely to sur

vive on average. By contrast, if survival is detefWnistic as in Kandori et a/., 

switches between equilibria require large numbers of simultaneous mutations 

to give the alternative strategy a higher payoff than the existing strategy.® 

( i n  Binmore et al, for a sufficiently small and given mutation rate, expected 

\ waiting times for convergence to risk-dominance from the payoff-dominant 

equilibrium are faster than in Kandori et al because of the possibility of 

convergence with only one mutation. However, waiting times are still very 

long, and prediction is still very history dependent. Further, the sharp equi

librium selection result is lost: the probability mass on risk-dominance in 

the stationary distribution does not equal one. This highlights a general 

point about this class of models: reducing expected waiting times weakens 

'l^the ultralong-run selection result.

This chapter combines the innovation in Ellison with the innovation in 

Binmore et al by introducing local interaction into a model where the sur

vival of strategies is stochastic. A fixed population of players is subdivided 

into separate groups. Interaction occurs predominantly with other members 

of a player’s group, but players may migrate to a new group and interact 

there. This form of local interaction is in contrast to the local interaction 

considered by Ellison (1993) and by Young (1998), where interaction is only

® “Fitness” is the probability of survival given the underlying population mix.
®The updating process is still stochastic in Kandori et al. despite survival being deter

ministic because players may make mistakes in copying the strategy known to have the 

higher payoff.
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among immediate neighbours. The first aim of the chapter, therefore, is to 

identify the effect of local interaction on the waiting times for convergence 

to a particular equilibrium by varying the population size and sub-group 

size. Introducing local interaction in this way means that the state of the 

system can no longer be described completely by the number of players 

playing each strategy. Instead, the location of each player is also impor

tant, and this makes analytic solutions to the Markov process describing 

evolution intractable partly because of the difficulty of writing down all the 

transition probabilities and partly because the size of the state space be

comes very large even when the population is relatively small because of the 

importance of location.^

A secondary aim of the chapter is to question concentrating attention 

only on expected waiting times for predicting equilibria. The expected wait

ing time is less relevant if the distributions of waiting times have high vari

ances and are highly skewed. Further, the focus of the first part of the chap

ter is on the waiting time for the system to move from payoff-dominance 

to risk-dominance, but the final part of the chapter considers the circum

stances in which convergence to risk-dominance is irrelevant for predicting 

the state of the system. This may arise because the payoff-dominant equi

librium has a larger probabihty mass than the risk-dominant equilibrium or 

because significant probabihty mass is attached to the interim states.

The main results of the chapter are that expected waiting times for con

vergence to the risk-dominant equilibrium from the payoff-dominant equi

librium can fall significantly when matching is predominantly local and sur

vival is stochastic. Further, increasing the total population size does not 

necessarily increase waiting times. When waiting times do increase with 

population size, the rate of increase is considerably slower than in previous

^It is worth noting that the description of the state space is anonymous, in the sense 

that it is not the location of a particular individual that matters, but the number of each 

type at each location.
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studies which have shown that waiting times always increase with popu

lation size, and indeed increase exponentially in the models of Binmore et 

al. and Kandori et al. Alternative forms of local interaction have differ

ent effects on both the mean and the variance of waiting times: locating 

sub-groups on a circle does not unambiguously reduce the expected waiting 

times compared with random migration between sub-groups, but location 

on a circle induces more steady movement toward risk-dominance. Further, 

the distributions of waiting times are highly skewed. These simulation re

sults show the scenarios where the asymptotics of the selection process are 

more important than the initial conditions. Finally, when the mutation rate 

is significant, only a small probability mass is attached to the two equilibria, 

hence the time for convergence to risk-dominance is irrelevant. Similarly, 

risk-dominance is irrelevant when there is a large probability mass attached 

to payoff-dominance, which means the system spends the bulk of the time
^  V p /" \  at payoff-dominance. However, in the latter case, the expected waiting time

to reach this equilibrium is fantastically long even in the local interaction 

model.

Section 5.2 describes the model and selection process. Section 5.3 com

pares waiting times under uniform matching with waiting times under local 

interaction both when there is random migration between groups and when 

groups are located on a circle. Section 5.4 focuses on the distribution rather 

than the mean of waiting times. Section 5.5 discusses the robustness of the 

ultralong-run selection results and section 5.6 concludes.

5.2 Selection Process

The selection process by which individuals update the strategy that they 

follow is based on a biological model of evolution.® The population is made

*This selection process is an extension of the model in Binmore et al. (1995), which 

would be identical to the current model if there were only one island.
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up of N  players divided onto M  islands of equal size, n  =  N /M . Each player 

has a genetic programme which determines whether she is cooperative (a 

dove) or not (a hawk). At the start of each round, one of the N  players is 

randomly selected to give birth to an instantly mature player. Each player 

is selected with probability, 1/N, but only one player is required as a parent 

and the parent always survives the birth. The new born player has the same 

genetic programme as her parent unless a mutation occurs, which happens 

with probability A. A birth is a rare event and I ignore the possibility of 

simultaneous births. However, each island can sustain only n  players so 

the birth leads to overpopulation. This over-population may be resolved 

by one of the players on the over-populated island emigrating, in which 

case the player moves to a new island which then becomes over-populated. 

The probability that emigration occurs, 7 , is exogenously given and each 

player on the overpopulated island has the same probability of migrating, 

7 /  (n-f-1).® I consider two patterns of emigration. The first case, referred 

to as the “random island model” is where the destination of the emigrant 

is random, with each of the remaining M  — 1  islands being selected with 

probability 1 / (M — 1). The second case, referred to as the “circle model”, 

assumes that the M  islands form a circle and the player can emigrate only 

to one of the two neighbouring islands. Now, either the original island or 

the island which received the emigrant is over-populated, and this over

population is resolved by one of the players on the over-populated island 

dying. The choice of player to die depends on the relative fitness of the 

two types, which in turn depends on the population mix on the island. The 

type with the lower fitness is more likely to die, but the choice is stochastic 

and so it is possible that the player with the higher fitness dies. Once one 

of the players has died, the next round begins with a new birth. In this

®The probability of migrating and the probability of giving birth are the same for hawks 

and for doves. This is a strong assumption as one strategy may be more aggressive than 

the other.
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way, the population mix evolves. Time is normalised by setting 1 period 

equal to N  rounds. A period is therefore analogous to a period in Kandori 

et a l (1993) and Young (1993) where all N  players update their strategies 

simultaneously in each period.

The probabilities of death for each type are derived from the following 

death game, taken from Binmore et al (1995):

Player 2 

Dove Hawk

Player 1 Dove

Hawk

a{b — b) ,a{b — 6) ab, a ( 6  — 4)

a{b — 4) ,ab a{b — 2), a {b — 2 )

In contrast to the Stag-Hunt game where a higher number represents a 

higher payoff, a higher number in this game represents a greater probability 

of death and hence, a worse payoff. Parameters a and 6  are chosen such 

that these probabilities are strictly positive for all players in all situations, 

and such that the sum of the probabilities in each period is always less than 

one. The parameter a measures the underlying difficulty of survival for both 

types: a higher a means all types have a greater probabihty of death. The 

combination {Dove, Dove) gives the highest probability that both players 

survive, but a {Dove, Hawk) combination means the dove has relatively 

little chance of survival. In this way, the population may evolve toward 

either all players being doves (payoff-dominance) or ah players being hawks 

(risk-dominance). Death probabilities are calculated using this matrix, as 

described in Binmore et al and reproduced below.

The fraction of doves on the over-populated island is denoted by z. Two 

players are drawn from this island to play the game. The probabihty of 

drawing a hawk and a dove is 2z{l — z) + 0 {k), the probabihty of drawing 

two hawks is ( 1  — z)^ + 0 { k) and the probabihty of drawing two doves is
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+  0 { k). Hence, using the payoffs from the death game,^®

^ ( z )  =  2z(l — z)o ( 6  — 4) +  2(1 — z)^a( 6  — 2) +  0(/c) (5.1)

Fd{z) = 2z(l -  z)a6  +  2z^a{b -  5) +  0(«)

where Fh{z) and Fd{z) are the probabilities that each type dies at the first 

draw given the population mix.

The probability that the player who eventually dies will be a hawk, given 

the population mix, is denoted Gh{z) (and Gd{z) is defined analogously). 

These probabilities can be represented by the probabilities that each type 

dies at the first draw

-  s f & i  <“ >
Simple substitution of equation (5.1) into equation (5.2) leads to 

G ,(.)  = m{z)  +  (1 -  z)gh{z) 

where Qh(z) =  a(h — 2 — 2z) and gd[z) =  a{b — 5z) represent, respectively, 

the probabilities that a particular hawk and a particular dove die given the 

population mix. This is in contrast to Gh{z) and Gd{z) which measure the 

death probabilities for each type. The population mix here is the population 

mix after a birth, and so, if there were only one island, the unconditional 

probability that the number of hawks in the population increases would be 

the probability that a hawk is bom multiplied by the probability that a 

dove dies given the resulting population mix. The need to use simulation 

to analyse how the population evolves with many islands is that the loca

tion of the birth and the probability of migration affect the unconditional 

probability of a dove dying. Hence, the type of player that is bom and the

^°This is an approximation because drawing one player reduces the number for the 

second draw. The bias is of order k =  1/n .
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island where death occurs are chosen using random number generation and 

then the formulae (5.3) and random number generation are used to select 

the type of the player to die. This means that in every round precisely one 

player is born and then one player dies.^^

Some intuition for this process can be obtained by ignoring mutations 

and assuming there is only one island. In this case, the unconditional prob

ability that the number of hawks in the population decreases in a given 

round is given by G l(z) =  z  • Gh(z) and similarly the probability that the 

number of doves decreases is G^(z) = (1 — (z ) . In hfer^words, mul:_

tiplying the probability of death conditioifal on the oth^r type being born 

by the probability that the other type us born.^^ If/z  is close to 0  then a Jr
Çj—

< CrJ(z), whereas if z  is close to 1 , so when the pop-

ulation is predominantly doves, a hawk is more likely to die. The value i ,  

where G \{z) = G\{z)^ determines the size of the basins of attraction of the 

two equilibrium with [0 , z) being the size of the basin of attraction of the 

all-hawk equilibrium, and (z, 1 ] the basin of attraction of the all-dove equi

librium.^^ The risk-dominant equilibrium is the one with the larger basin of 

attraction. In this chapter, z =  2/3 and all-hawks is risk dominant.

Models with “best-response” updating such as Kandori et al (1993) 

and Young (1993) select the player to die solely according to the basin of

use the formulae rather than simulating the death game directly for simplicity:

if the death game were simulated directly, it would be possible to choose a such that

the probability of multiple deaths becomes arbitrarily small, but this would increase the

probability of zero deaths occurring in one play of the death game. The approximation

allows me to ignore the complication of reducing the probability of zero players dying and

of both players dying to arbitrary levels.
^^This ignores the probability of mutation, so the probability that a dove is born is z

and the probability that a hawk is born in (1 — z ) . Thus, the formulae G\{z)  and Gi(z)

are approximations to the true formulae.
^^The basin of attraction of an equilibrium includes all states from which the system

will move toward that equilibrium on average.
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attraction that the system is in (i.e. which of G l(z) and Gj(z)  is larger). 

Thus the system will spend more time in the ultralong-run at the equilib

rium with the larger basin of attraction. In this chapter, as in Binmore 

et a l, G l(z) and G j (z) are probabilities, so it is possible for a Hawk to 

survive and for the system to move toward the all-hawk equilibrium even 

if G l(z) > Gj(z)  and the system is within the basin of attraction of the 

all-dove equilibrium. This means that the ultralong-run selection depends 

not just on whether z  > 0.5 (i.e. which equilibrium has the largest basin of 

attraction), but also on the difference between G \(z) and G^(z) within each 

basin (i.e. which basin of attraction exerts the strongest pull on the system). 

If \ G \ { z ) — G \ { z )\ in the basin of attraction of payoff-dominance is much 

larger than \G\(z) —G\{z)\ in the basin of attraction of risk-dominance, 

then it may be easier to escape the risk-dominant equilibrium than to es

cape the payoff-dominant equilibrium. This may outweigh the difference in 

the size of the basins of attraction and lead to payoff dominance being se

lected in the ultralong-run.^^ The value of 6  is crucial to determining which 

equilibrium will have a greater probability mass in the ultralong-run. As b in

creases, \ G \ { z ) — G^{z)\ tends to zero for all and so the size of the basin 

of attraction becomes more important. In the model with no local interac

tion, Binmore et al show that there is a value of 6 , b* =  5.08, above which 

the probability mass on the risk-dominant equilibrium is greater than the 

probability mass on payoff-dominance and this determines the ultralong-run 

selection result. This means that the equihbrium selection result depends

^^The relevance of this stochastic selection process relative to best response-type learning

depends on the context. In particular, when the absolute value of the fitness difference

between two strategies \Gh{z) — Ga{z)\ is large, best response-type learning is reasonable,

but when the system approaches the mixed strategy “mix” in the population the fitness

difference becomes very small and best response requires high precision computation. 
^®The sign of the derivative d G \ /d h  is the same as the sign of (2 — 3 z ) . Thus, the

probability that a hawk dies increases with h in the basin of attraction of risk-dominance,

but decreases with h outside this basin. Thus, increases in h flatten the profile of G \  ( z ) .
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on the parameter values used and, further, the time to observe movement 

to a given equilibrium depends on the parameter values.

The selection process modelled here is a variant of stochastic replica

tor dynamics: the strategy which performs better than the average becomes 

more frequent and the strategy that does worse than average becomes less 

frequent. More specifically, each player follows a certain strategy, but aban

dons this strategy when the actual payoff from this strategy is smaller than 

the (arbitrary) aspiration level. The payoff is stochastic in the sense that 

the ex-ante better strategy may yield an ex-post lower payoff. Hence, the 

player may reject the strategy that yields the higher expected payoff. Re

jection of a strategy corresponds to “death” in the death game.^® When the 

player abandons her strategy she picks up one of the other players in the 

same sub-group randomly and imitates this player. This imitation process 

corresponds to birth and is subject to mutation. Therefore, the player may 

make three types of “mistake”. First, she may discard a strategy which 

has a higher expected payoff. Second, once she has discarded her strategy, 

she may imitate a wrong player (as the player to be imitated is picked up 

randomly, the strategy copied may not be the one which yields a higher 

expected payoff). The third type of mistake is in the copying process, where 

a mistake corresponds to mutation. This means that the updating process 

corresponds to very noisy replicator dynamics, and implies that rationality 

among individuals is low. However, as Borgers (1996) argues, there is no 

empirical evidence to justify focusing on stochastic replicator dynamics and 

this lack of empirical evidence makes the choice of any updating process 

somewhat arbitrary.

Except for the mean, the moments of the distribution of the payoffs of the stag-hunt 

game are unrestricted. The point is that the probability that the payoff falls below the 

aspiration level corresponds to the death probability.
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5 .3  S im u la ted  W aitin g  T im es

It is well known that the speed of convergence in coordination problems is 

very dependent on parameter values and model specification (as discussed, 

for example, in Marimon and McGrattan, 1995). The model in this chapter 

also displays some of this sensitivity but it is this sensitivity which allows the 

identification of the effects of varying the parameters, in particular varying 

the rate of migration and the structure of local interaction. The focus is 

on the behaviour of waiting times as the population size and the pattern of 

local interaction vary. Other parameters are held constant and it is necessary 

to justify parameter values in these cases. The underlying survival fitness, 

measured by 6 , is fixed at 1 0  for the calculations of the waiting time until 

the risk-dominant equilibrium. The larger the value of h the greater the 

underlying fitness of the risk-dominant strategy. The value of a, determining 

the absolute probability of death, does not affect waiting times and is set to 

0.1. This is because the simulations use an approximation to the solution of 

the death game, and only the relative probabilities of death are relevant.

The choice of the mutation rate. A, is clearly very important. This is 

the probability that a mistake occurs in imitating strategies or, analogously, 

that a gene fails to replicate itself correctly. The size of A depends on 

the application of the model, with higher values of A more relevant to an 

interpretation of updating as learning or convention selection, and with lower 

values of A being relevant to a biological interpretation of updating. In 

analytic results, the value of expected waiting times is calculated at the 

hmit A ^  0. Ellison, however, considers significant values of A, ranging from 

0.025 to 0.1 in his simulations. With simultaneous updating, the obvious 

benefit of a larger value of A is that there is a greater probability of having 

enough simultaneous mutations to move out of the basin of attraction of 

the payoff-dominant equilibrium. The problem with such high values of 

A is that they contradict the analytic results, which are valid only at the
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limit A —> 0. In particular, as the value of A increases, the probability 

that players coordinate on the risk-dominant equilibrium decreases from 1  

because of the increased probability of moving away from risk-dominance. 

Hence, the sharp equilibrium result of Kandori et al becomes blurred. This 

means that although waiting times to reach risk-dominance will be shorter, 

this convergence will be less relevant because the system will oscillate with 

some frequency between equihbria. In the simulations below, the mutation 

rate is set to 0.001. Whether or not this is low enough to avoid excess 

noise clearly depends on the number of players. However, using lower values 

significantly increases computation time. Higher values of A are discussed 

in section 5.5.

In this model, simulation results appear more accurate than approxima

tion of the evolutionary process by a stochastic differential equation. The 

poor performance of stochastic differential equations was highlighted by Bin- 

more et al, with the approximation giving an expected waiting time of 4400 

for a test case of 100 players and A =  0.001, where the true result was 5029. 

The corresponding value from our simulation results is 5049 as the mean of 

1 0 0 0  observations.

The focus of this section is on average waiting times, with the distribution 

of waiting times discussed in section 5.4. The main results are presented 

in three parts: first, average waiting times are shown, varying the rate of 

migration changes for different fixed sizes of island. These results are for the 

random island model in which the migrant selects her new island from the 

whole group with equal probability. Second, the waiting time from payoff- 

dominance to risk-dominance is broken down into the waiting times for each 

island to move to risk-dominance. The proportion of time spent waiting 

for the first risk-dominant island dominates, though the importance of this 

effect decreases with the number of islands. Finally, comparable results are 

given for the model when islands are arranged on a circle.
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Random Island Model: W aiting Times to Risk-Dominance

Table 5.1 and figure 5.1 show the simulated waiting times for the transi

tion from payoff-dominance to risk-dominance. The most startling results 

in these results are the much lower waiting times observed in the local in

teraction model relative to the model with no local interaction. Introducing 

local interaction seems to prevent the exponential growth in waiting times 

as the number of players increases.

This result holds for all values of 7  (the probability of migration) and 

with both fixed sizes of island considered. However, the way in which waiting 

times changes as the number of players increases varies greatly with the size 

of 7  and is different for the two sizes of island considered. For low migration 

rates, waiting times fall as the number of players increase. This result does 

not hold as 7  is increased to values of 0.3 or 0.4, but waiting times are still 

growing more slowly than in the global interaction model. For a given 7 , 

the difference in the size of waiting times between the two cases and the 

difference in the rate of change of waiting times as the population increases 

is explained more carefully below by showing the proportions of time spent 

waiting for the first island to converge to risk-dominance.

Disaggregation o f W aiting Times

The importance of the time until the first island is converted to risk- 

dominance is shown clearly in figure 5.2.^^ It is clearly possible for the 

number of risk-dominant islands to decrease as well as increase with time. 

Therefore, the graph shows the total percentage of time spent with each 

number of islands inhabited solely by players who are hawks.

The results suggest that the time taken for one island to have every 

player playing hawk is important in explaining the declining waiting times

^^The importance of the time for the first island to switch is also discussed in Boorman 

and Levitt (1980).
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Table 5.1: Sim ulated W aiting T im es

Number of Players

7 1 0 0 2 0 0 300 400 500 1 0 0 0

0 . 1 595 483 446 443 424 448

Island 0.15 691 566 481 473 475 462

Size 0 . 2 721 660 643 631 607 590

10 0.3 918 955 1013 1054 1132 1816

0.4 1034 1144 1438 1809 2163 5905*

0 . 1 988 874 821 816 796 883

Island 0.15 1187 1342 1455 1644 1982 4013*

Size 0 . 2 1407 1852 2415 3480 - -

20 0.3 1763 3036 5406 - - -

0.4 1975 4060 8458 - - -

One Island 5029 44980 444208 - -

The table gives the average for 1000 simulations of the number of periods for 
the transition from payoff-dominance to risk-dominance. Data points super
scripted by * are the means for 200 observations. For some cases, computation 
time became very large and so no waiting time was calculated. These are in
dicated by
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Figure 5.1: W aiting T im es for Island Size 10 and 20
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The first graph shows island size 10 and the second shows island size 20, corresponding to 
table 5.1. Except for the results with only one island (labelled “One Island”), the graphs 
show waiting times with local interaction for different values of 7 .
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Figure 5.2: Transition to  R isk-D om inance
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Island size equals 10 for each plot, and 7  =  0.15. The denominator for the percentages is 
the average time taken for convergence of all islands to risk dominance. The numerator 
is the average amount of time spent with up to a given number of islands converged. The 
plots are truncated with only the times for the first 10 islands to converge being shown.

observed for low values of 7 . The underlying rationale comes from two 

factors: first, the greater the number of players (and hence of islands), the 

faster a risk-dominant island will emerge. This is because the greater number 

of islands means that there is a higher probability of one island becoming 

risk-dominant within any fixed time limit. The second factor concerns the 

migration rate. The time for the first all-hawk island to appear increases 

as 7  increases. This is because net migration will yield a dove with higher 

probability than a hawk for the island that has the highest proportion of 

hawks. Thus, migration has an averaging effect on the number of hawks on 

each island.

These two effects are shown by simulating the waiting time for one island 

to become risk-dominant for different values of 7 . The results of this are 

shown in table 5.2. Increasing 7  increases the time until the first all-hawk 

island. When the island size is small, increasing the number of islands
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decreases the time until the first all-hawk island. However, when islands are 

large and 7  is high, the averaging effect caused by a larger 7  dominates the 

direct effect of a greater number of islands.

Table 5.2: Tim e for First Island Convergence

Number of Islands

Island

Size

5 1 0 15 2 0 30 40 50 1 0 0

7  =  0.15 1 0 400 213 153 118 82 67 54 32

2 0 945 690 576 470 365 297 253 153

7  =  0.3 1 0 581 364 271 218 156 128 107 6 6

2 0 1661 2507 3918 6008 8823 -

The table shows the average across 1000 simulations of the time for the first island to be 
occupied solely by hawks. This ignores the possibility of that island reverting to having 
some doves.

The above discussion highlights the negative effect of migration on the 

time it takes for the first all-hawk island to emerge. This negative effect is in 

contrast to the positive effect that migration has on moving to overall risk- 

dominance once the first island has converged. Such a positive effect arises 

because the first risk-dominant island is a relatively secure source of “hawks” 

for every other island, and increasing the migration rate increases the rate at 

which this island supplies hawks. Hence I obtain the trade-off that generates 

the waiting times in figure 5.1 where waiting times can increase or decrease 

with N  depending on 7 . This conclusion is analogous to Young (1998), who 

argues that the expected waiting time is bounded because the first island 

to converge remains a secure supplier of hawks to the remaining islands. In 

Young’s model the first island is secure because the probability of returning
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to payoff-dominance is negligible due to the assumption of best response 

updating. In the model in this paper, it is not possible to assume that the 

probability of the first island returning to payoff-dominance is negligible 

because of the possibility of mistakes in the selection process (i.e. that the 

strategy with the lower expected payoff does better ex-post). Hence Young’s 

analytical result does not necessarily go through, but our simulations offer 

support for an analogous result about waiting times due to the importance 

of convergence of the first island.

Circle Structure

The form of local interaction considered until now was of a particular type. 

On leaving an island, a player would reach each of the other islands with 

the same probability. An alternative to this would make the probability of 

reaching an island conditional on its distance from the original island. This 

notion is captured by placing the islands on a circle. This is somewhat anal

ogous to the interaction considered by Ellison, but the important difference 

is that in this paper, islands are on a circle, not players.

With the islands arranged on a circle, an island only receives migrants 

from its neighbours. Similarly, an island can only provide emigrants to its 

neighbours. This leads to a slower but more steady dispersion of hawks. 

The net effect of this depends on the size of the basin of attraction of 

payoff-dominance of each island. When the basin of attraction is small, 

the increased waiting times due to the slower dispersion dominates the ef

fect of the more steady dispersion. However, when the basin of attraction 

is larger, the more steady dispersion makes convergence to risk-dominance 

on one island more likely.

The two effects can be explained more clearly by considering the speed 

of convergence to risk-dominance once the first island has become risk- 

dominant. Once one island has moved to risk-dominance, it is then a supplier
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of hawks to its neighbouring islands which will quickly become risk-dominant 

also. The whole circle of islands will move to risk-dominance outwards from 

the initial island, which is insulated from immigration by doves through its 

neighbouring islands becoming risk-dominant. However, the only islands 

which can cause risk-dominance to spread are those located on the edge of 

the group of risk-dominant islands. Thus dispersion may be slower because 

only some of the islands are “invaders” , but dispersion is more steady be

cause the inner islands are insulated from immigration. This fact is reflected 

in the variance of the waiting times which is discussed in the next section: 

variance in the circle model is lower than in the random island model.

Table 5.3 shows average waiting times from imposing a circle on island 

configuration. This shows, first, that arranging the islands on a circle does 

not always reduce waiting times relative to the random island model; and 

second, waiting times do not decrease monotonically as the number of islands 

increases, for both island sizes. As argued above, the main explanation for 

this is that the circle structure slows down the rate of dispersion, but makes 

dispersion more steady.

Table 5.3: Average W aiting Times, Islands on a Circle

Number of Islands

Island Size 1 0 2 0 30 40 50 1 0 0

1 0 551 532 580 643 681 845

(691) (566) (481) (473) (475) (462)

2 0 700 567 575 624 648 795

(1342) (1644) (2283) (3209) (4013)" (21208)"

All results are for 7  =  0.15. Numbers in brackets indicate the times for the random 
island model (from table 5.1) which are comparable with the times shown here for 
the circle model. Data points superscripted by * are the means for 200 observations.

Analogously to figure 5.2, figure 5.3 shows the disaggregated movement
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Figure 5.3: Transition for Circle M odel

0
O'
(d

ti
(DU
U
0
(U

100 P la y e r s

80
200 P la y e r s

60

300 P l a y e r s

40

2

Number of Islands
Island size equals 10 for each plot, and 7  =  0.15. The denominator for the percentages is 
the average time taken for convergence of all islands to risk dominance. The numerator is 
the average amount of time spent with up to a given number of islands converged. This 
figure is comparable to figure 5.2.

to the risk-dominant equilibrium when the islands are located on a circle. 

The insulation provided by the circle structure means that the proportion of 

time spent waiting for the first risk-dominant island is much smaller. This is 

because insulation means that the first risk-dominant island occurs sooner 

because of limited immigration, but dispersion is much slower. However, this 

smaller proportion of time does not mean that the first island to convert is 

not important because the first island to convert is necessary for the steady 

dispersion.

5.4 Simulated Distributions

The previous section discussed the mean values of actual waiting times. 

However, the relevance of the equilibrium selection result depends on the 

probability that a shift between equilibria is observed within a reasonable 

time scale. If the distribution of waiting times were highly skewed with
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a relatively large mass attached to the lower range of waiting times, the 

shift between equilibria may occur within a reasonably short time span even 

though the mean value may be large. One of the main advantages of using 

simulation is that I am able to observe distributions. In this section, there

fore, the focus is on the distributions of waiting times using both analytic 

results and the simulation results of the previous section. There are three 

parts to the results in this section: first, the distribution of waiting times for 

a fixed island size is compared to the distribution for a model with uniform 

matching. Second, the probability that the shift between equilibria occurs 

within a fixed time is calculated for the various models. Finally, the vari

ances when islands are on a circle are compared to those when islands are 

randomly matched.

It is however, worth discussing what the variance represents in this 

model. An approximation to the death game is used to calculate waiting 

times, and this means that the variance will be underestimated because the 

variance that would arise from the game actually being played is ignored.

In the case of Kandori et al, actual waiting times are approximated with 

high precision by geometric distributions when A is small. This approxima

tion becomes exact at the limit A ^  0. Therefore, from whatever state the 

system is first observed, the probability that the system escapes from the 

basin of attraction of that state within a fixed period is calculated only us

ing the mutation rate and the length of time from the current period. This 

arises because the system shows a jump between equilibria only if there are 

a number of simultaneous mutations. This stationarity in the distribution 

implies that the expected waiting time is not very informative as to how long 

the system will actually take for a movement between equilibria. Station

arity implies that the expected waiting time is independent of the history 

of the system. In Binmore et al and in the current paper, the state of the 

system contains information about the expected waiting time because the

159



the system can be in a large number of different states.

When there is uniform interaction, interaction is with a wider pool of 

players and this makes the distribution of waiting times flatter. This is 

shown in the barcharts in figure 5.4. The main point made by figure 5.4, 

however, is that the distribution of waiting times in both cases is highly 

skewed.

Figure 5.4; Sim ulated D istributions of W aiting Tim es
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Figure (a) shows the simulated distribution when there is only one island, figure (b) when 
island size is 10 and 7  =  0.15. In both figures, N  =  100. The intervals on each chart are 
15% of the mean of that distribution.

Figure 5.4 shows that the expected waiting time gives only limited in

formation about when transitions will actually be observed. Therefore, to 

give some idea of when transitions will actually occur table 5.4 reports the 

empirical probability that the shift occurs within a fixed time for the various 

models.

Finally, I compare coefficients of variation from the random island model 

with the coefficients of variation from the circle model. Higher moments are 

not reported here because the difference in variances is more important.

The most important point made in table 5.5 is that the coefincients of 

variation of the circle model are consistently lower than the coefficients of 

variation of the random island model. This result was mentioned in section

5 . 3  above: it arises because of the more steady, but slower dispersion in the 

circle model due to the insulation provided by the circle structure. Further, 

the coefficients of variation are greater when the island size is larger. This
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Table 5.4; Probability  o f a  Shift to  R isk-D om inance

Time

Model 1 0 0 0 2 0 0 0 3000 4000

Island Size 10 (595) 0.77 0.95 0.99 1 . 0

Island Size 20 (988) 0.58 0.82 0.93 0.970

Binmore et al (5029) 0.18 0.32 0.42 0.54

Kandori et ai 0 . 0 0 0 . 0 0 0 . 0 0 0 . 0 0

In all cases, N  =  100, and for the island model, 7  =  0.15. Waiting times 
are given in brackets. Probabilities are simulated for the values for the island 
model, but the other probabilities are calculated analytically.

Table 5.5: Coefficients of Variation of W aiting Times

Number of Players

Model 1 0 0 2 0 0 400

Random: size 10 0.86 (691) 0.72 (566) 0.59 (473)

Circle: size 10 0.70 (551) 0.46 (532) 0.33 (643)

Random: size 20 0.97 (1187) 0.90 (1342) 0.89 (1644)

Circle: size 20 0.95 (1089) 0.80 (700) 0.68(662)

In all cases, 7  =  0.15 and N  =  100. Waiting times are given in brackets.
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is because the difficulty of escaping the basin of attraction increases with 

island size and this increases the variance in times for the islands to convert.

5.5 Robustness o f the Selection Result

This section raises the question of whether it is relevant to discuss waiting 

times until convergence to risk-dominance. Underlying the results of sections

5.3 and 5.4 is the assumption that risk-dominance will be selected in the 

ultralong-run, but this may be wrong for a number of reasons. First, the 

stationary distribution underlying the island model may be flat, meaning 

that only small probability mass is attached to risk-dominance. Second, the 

stationary distribution for values of A relevant to a learning interpretation 

may be very different to the stationary distribution when A is very low. 

Third, the probability mass on payoff-dominance may be signiflcant, making 

convergence to payoff-dominance important. This section discusses these 

possibilities in turn.

Stationary Distribution

In the uniform matching model, lower expected waiting times occur when 

the stationary distribution is flatter. A flatter distribution means that the 

probability mass attached to risk dominance is less and that the probability 

mass attached to other, interim states is greater. A higher probability mass 

on a particular state means it is easier for the system to move to that state, 

hence a flatter distribution means it is easier for the system to make the 

transition to risk dominance. As a consequence, however, the system moves 

between risk-dominance and payoff-dominance with a higher frequency. This 

suggests that the lower expected waiting times in the island model may be 

due to a flatter stationary distribution, with the corollary that the probabil

ity mass attached to the risk-dominant equilibrium is less. In other words.
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there is a trade-off between the sharpness of the selection result and the 

expected waiting time for this selection result to be realised. If this is the 

explanation of the lower waiting times, risk-dominance is a less good pre

diction of the state of the system, although this is because relatively little 

time is spent at the risk-dominant equilibrium rather than because of the 

time taken to reach risk-dominance.

To address this, it is necessary to know the stationary distribution for 

the island model. However, with the island model, the state of the system 

cannot be determined solely from the proportion of hawks in the popula

tion because a given number of hawks may be distributed in a number of 

ways across the islands, and the particular distribution affects the transition 

probabihty to a state with a different number of hawks. This means that the 

probability mass attached to all states in which there are a certain number 

of hawks in total does not provide sufficient information to calculate the 

stationary distribution. However, the simulations allow us to make some 

conjectures about the stationary distribution, and hence the ultralong-run 

selection result. In particular, I argue that risk-dominance is selected with 

high probability, although with a marginally lower probability than in the 

uniform matching model. To support this argument, the stationary distrib

ution when there is only one island is calculated and the simulation results 

are used to discuss similarities with the many island model. The probability 

mass ratio of the states with only one dove to the state with all hawks can 

also be calculated analytically.

It is necessary to calculate the stationary distributions for the various 

models using the finite values of parameters used above rather than the 

results in Binmore et al. and in Kandori et al which are obtained at the 

limit iV —> oo and A —► 0 and at the limit A —► 0 (respectively). However, 

the stationary distribution can be calculated only when there is one island.

Figure 5.5(a) shows that over 80% of the probability mass is attached
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Figure 5.5: Stationary Distributions: Varying the Num ber o f

Players
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Figure (a) shows the stationary distribution when N  =  100 and figure (b) when N  =  10. 
Both figures show the analytic stationary distributions for the model with one island.

to the risk dominant equilibrium, and over 95% is attached to the states in 

which more than 95% of the entire population plays the risk dominant strat

egy, and negligible mass is attached to payoff dominance.Figure  5.5(6) 

suggests, on the other hand, that if there is a large number of indepen

dent islands each with a stationary distribution given by figure 5.5(6), 60% 

of islands will be at the risk-dominant equilibrium and 40% at the payoff- 

dominant equilibrium in the ultralong-run. Therefore, the probability that 

all islands are simultaneously at the risk-dominant equilibrium tends to zero 

as the number of islands increases because of the law of large numbers. How

ever, in the model with positive values of 7  the convergence of all islands 

to risk-dominance was observed even for a relatively large total number 

of islands within reasonably short time per iods .Fur ther ,  and more con-

Therefore, even for a relatively small population of 1 0 0 , the system spends almost all

time at the risk dominant equilibrium, as proved by Binmore et al. for the limiting case. 
^®For example, from table 5.1, with 100 islands with 10 players on each, and 7  =  0.1,
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clusively, the simulations showed that the expected waiting times for such 

convergence do not increase as the number of islands increases (table 5 . 1  

and figure 5.1). These results strongly suggest that the stationary distribu

tion for islands with migration is very different from the independent island 

model and is similar to the uniform matching model.

This argument can be further supported by calculating the probability 

mass ratio of the states with only one dove to the state with all hawks.

Table 5.6: P robab ility  M ass R atios

Model 

Uniform  M atching 

Local (Island Size 10), 7  =  0.1

Number of Players

1 0 0 500 1 0 0 0

0.081 0.401 0.801

0.087 0.435 0.870

The table reports the ratio of the probability of being in the state 
with one dove to the probability of being in the state with all hawks.

Table 5.6 suggests that the stationary distributions have the following two 

properties. First, in both models, the probability mass attached to the all

hawk equilibrium decreases as the total population increases. This is due 

to bouncing away from equilibria as N  increases for a fixed A (See lemma 

1 in the appendix). This confirms that as N  increases, the risk-dominant 

equilibrium becomes a less good predictor of the state of the system. Second, 

the table suggests that the one-dove state has a higher probabihty mass in 

the local interaction model than in the uniform matching model. In fact, 

the state has a higher probability mass at the limit A —► 0, iV —> 0 0  (See 

proposition 1 in the appendix). However, the difference in the stationary 

distribution between the two models appears to be small, and in particular 

the difference between the models is insignificant compared to the difference

convergence took 448 periods.
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in the stationary distribution caused by increasing N. This is important 

because the change in waiting times as N  increases is very different for the 

two models, as shown in table 5.1. For the uniform matching model, the 

falling probability mass on risk dominance is associated with waiting times 

increasing exponentially. By contrast, waiting times in the island model fall 

as N  increases within the range of table 5.6.

The conclusion from this discussion is that the equilibrium selection re

sult does become less sharp in the islands model with local interaction, 

because the probability mass attached to interim states is higher than when 

there is only one island, but that risk dominance is still selected with high 

probability in the ultralong-run.

L earn ing  In te rp re ta tio n  (H igher Values of A)

Related to the above discussion is the issue of how the stationary distribution 

changes as the value of A changes. The value of A captures the probability of 

making a mistake in imitating another strategy. When imitation is genetic 

replication, this probability is small and indeed the value of A =  0.001 

is high for a biological interpretation. However, when imitation involves 

human computation, the probability of error is potentially much greater. 

Increasing A to more realistic values may reduce the probabihty mass on 

risk-dominance, and this means a small value of A may be necessary to 

obtain sharp selection results. Further, the analytic results in Binmore et al, 

on the stationary distribution for the uniform matching model are derived 

at the limit A -+ 0. It is, therefore, necessary to discuss the implications of 

a higher value of A. It is only possible to show the effect of increasing A on 

the stationary distribution when there is uniform matching, but this gives 

an idea of the effects in a model of local interaction.

In figure 5.6(a), where A =  0.1, it is clear that calculating the time 

for convergence to risk-dominance is irrelevant for predicting the state of
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Figure 5.6: Stationary Distributions: Varying A
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Figure (a) shows the stationary distribution when A =  0.1 and figure (b) when A =  0.01. 
In both figures, N  = 100. Both figures show analytic stationary distributions for the 
model with one island.

the system. This irrelevance arises because the distribution is very flat, 

with a negligible probability of being at the risk dominant equilibrium in 

the ultralong-run. This suggests that when there is signiflcant noise in the 

model, learning is very muddled, with strong bouncing effects making it very 

difficult for the system to reach either equilibrium.

This is in contrast to figure 5.6(6) in which A = 0.01. In this case, there is 

significant probability mass attached to risk-dominance and so convergence 

to risk-dominance should be relatively quick. The high value of A means it 

is easy to escape the basin of attraction of payoff dominance, and yet A is 

not so high that the system cannot reach risk-dominance.

This is reinforced by the times shown in table 5.7 for convergence to risk- 

dominance with local interaction. The waiting times start at a lower level 

than when A =  0.001, but increase very fast as the population size rises. This 

fast increase is caused by bouncing effects as the system approaches risk-
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dominance. For example, when N  =  300, there are on average 3 mutations 

per period if A =  0.01. The initial lower level for A =  0.01 is caused by 

the flatter stationary distribution, which means that when the population is 

small, evolutionary pressure dominates the bouncing effect and the system 

is able to move to risk-dominance.

Table 5.7; W aiting Tim es, Increasing  A

Number of Players

A 1 0 0 200 300 400 500

0 . 0 1 169 326 1273 8465 -

0 . 0 0 1 691 566 481 473 475

Average waiting times for convergence to risk-dominance from payoff- 
dominance when 7  =  0.15. The second row reproduces the second row 
in table 5.1.

The conclusion to draw from these results is that the prediction that all 

players will adopt risk-dominant strategies is a poor indication of the actual 

strategies of players when mutation is signiflcant. This is because the high 

number of mutations makes movement away from risk-dominance easy.^^

Selection of PayofF-Dominance

Until now, this chapter has concentrated on the transition from the payoff- 

dominant equilibrium to the risk-dominant equilibrium when the latter is 

“selected” in the ultralong-run. However, as discussed in section 5.3, one of 

the main results of Binmore et al. is that payoff-dominance will be selected 

in the ultralong-run at the limit iV —► 0 0 , A ^  0, if 6  is small enough. This 

section address two questions about this selection result.

^°The simulations reported in Ellison (1993) are for values of A ranging between 0.1 

and 0.025. However, as discussed, these values seem inconsistent with the sharp analytic 

conclusion that risk dominance will be selected with probability one in the ultra long run.
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First, is this ultralong-run selection result (of payoff-dominance) valid 

for the finite parameter values used in the simulations? In other words, 

how quickly does the stationary distribution converge to the limiting distri

bution. If this speed of convergence in distribution is slow, the stationary 

distribution will not place a large mass on the payoff-dominant state for 

reasonable parameter values, and this means that the limiting case is not 

relevant for predictions of the state in the ultralong-run.

Second, does convergence to the payoff-dominant equilibrium happen 

within a reasonable time horizon when payoff-dominance is selected in the 

ultralong-run? Even if payoff-dominance is selected in the ultralong-run, ex

pected waiting times may be very large, meaning that the selection process is 

irrelevant for predicting the state of the system. This is clearly analogous to 

the debate about expected waiting times for convergence to risk-dominance 

above. What is of interest in this case, therefore, is whether local interaction 

makes the selection process more relevant.

Figure 5.7: S ta tionary  D istribution: Payoff Dom inance
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The figure shows the stationary distribution of the uniform matching model with 6 =  5.01 
and N  =  100.
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Figure 5.7 shows the stationary distribution of the uniform matching 

model. For the given value of 6 , the payoff-dominant equilibrium is selected 

at the limit A ^  0, N  oo. However, for the given values of A and N , 

the figure shows that the risk-dominant equilibrium has a significant mass, 

which is much greater than the mass attached to payoff-dominance when 

6  =  10 (figure 5.5(a)). This implies that convergence in distribution to 

payoff-dominance when 6  =  5.01 happens more slowly than convergence in 

distribution to risk-dominance when b = 1 0 .

In order to increases the speed of this convergence in distribution, the 

following matrix is used. This maintains the same structure as the death 

game in section 5.2 with the underlying fitness given by 6 ,̂  ̂but the new 

matrix changes the values determining the relative fitness of the two types.

Player 2 

Dove Hawk

Player 1 Dove

Hawk

a ( 6  — 9), a ( 6  — 9) ab, a ( 6  — 6 )

a ( 6  — 6 ) , a6 o ( 6  — 4), a ( 6  — 4)

With this matrix it is possible to choose h so that significant probability 

mass is attached to payoff-dominance and negligible mass to risk-dominance. 

However, changing h so that risk-dominance is selected still leaves the payoff- 

dominant equilibrium with a non-negfigible mass.^^ In fact, calculations of 

the stationary distributions for several matrices strongly suggest that there 

is a trade-off between increasing the speed of convergence in distribution for 

the selection of one equilibrium and increasing the speed of convergence in 

distribution for the selection of the other equilibrium.

must be greater than 9 in this matrix.
^^When b = 10, 97% of the probability mass is attached to the payoff-dominant equilib

rium. When b = 20, risk-dominance has 70% probability mass, but payoff-dominance has 

15%. Increasing 6 further leads to a fall in the probability mass attached to risk-dominance 

because significant mass is attached to interim states.
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There remains the question of the size of expected waiting times when the 

payoff-dominant equilibrium is selected in the ultralong-run. The key result 

is that expected waiting times remain fantastically l a r g e . T h e  stationary 

distribution for the uniform matching model has the smallest mass at the 

state which corresponds to the mixed strategy equilibrium. Hence the path 

connecting the two equilibria is narrowest at this point and this width affects 

the waiting times. When payoff-dominance is selected in the ultralong-run, 

the narrowest point is significantly narrower (of the order 1 0 “^) than when 

risk-dominance is selected in the ultralong-run. This means that even in the 

case that the payoff-dominant equilibrium is selected the transition will take 

longer than the corresponding transition when the risk-dominant equilibrium 

is selected.

5.6 Conclusion

The first aim of this chapter was to identify the importance of history rela

tive to the asymptotics of the selection process in predicting actual equilib

ria. A longer waiting time for the given equilibrium to be reached indicates 

that history is more important for predictions. When risk-dominance is 

selected in the ultralong-run, introducing local interaction significantly re

duced expected waiting times, relative to the uniform matching case, to a 

level that may be observed in laboratories. This contrasts with Kandori et 

al. (1993), where expected waiting times remain fantastically large even-

compare the expected waiting times to payoff-dominance with the results of section 

5.3, b is set equal to 11 as this places 83% of the probabihty mass on the payoff dominant 

equilibrium, which is approximately the mass placed on the risk-dominant equiribrium 

shown in figure 5.5(a). Simulations showed that, even for the island model, the expected 

waiting time for the transition from risk-dominant equilibrium to the payoff-dominant 

equilibrium is much longer than the corresponding expected waiting times shown in table 

5.1. For example, when N  =  100, A =  0.001, 7  =  0.1, M  =  10, the mean waiting time of 

100  simulations was 81,000.
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though expected waiting times are bounded as N  increases.

For a given population size, AT, the waiting time is shown to depend 

on two variables: the size of sub-groups and the probability of migration 

between sub-groups. Waiting times are longer, the larger the sub-group 

size and the greater the probability of migration for the range of 7  simu

lated.^^ The main reason for both of these effects is that the waiting time 

is determined primarily by the time taken for the first group to evolve to 

risk-dominance. This explanation is supported by figure 5.2. The time for 

the first group to evolve is greater when migration occurs more frequently 

because the net effect of migration is emigration of hawks from the island 

with the most hawks. The time is greater when island size is larger because 

the basin of attraction of payoff-dominance is larger.

The relative importance of the selection process changes as the popu

lation size increases. With uniform interaction, the expected waiting time 

increases exponentially as the population size increases and hence history be

comes more important. However, in the local interaction model, the change 

in waiting times as population size increases depends on the size of sub

groups and the probability of migration. When sub-groups are small and 

the probability of migration is small, waiting times initially fall as the pop

ulation increases. The explanation for this is again the effect on the time 

taken for the first island to evolve to risk-dominance. As the population 

rises, the time taken for the first island to become risk-dominant falls, and 

this first island then causes risk-dominance to spread throughout the other 

islands.
‘̂‘For example, if JV =  100, A =  0.001, island size is 10, 3 simultaneous mutations on 

one of the islands are needed for the first island to become risk-dominant. This gives a 

lower bound on the expected waiting time, in this case the bound approximately equals 

80,000.
However, continuity in the stationary distribution indicates the existence of 7  such 

that for 7  <  7  the waiting time increases as 7  decreases.
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This leads to the conclusion that history is less important in predict

ing equilibrium with local interaction due to quick migration of “mutant” 

strategies through the population. However, the relative importance of his

tory depends on the type of local interaction. This is in contrast to the 

results of Ellison, who found that history was not at all important once 

local interaction had been introduced.

Further, the importance of history depends on which equilibrium is cho

sen by the asymptotics of the selection process. When payoff-dominance is 

selected in the ultralong-run, history is still highly important because the 

expected waiting times are very large. In this case, local interaction reduces 

the expected waiting times but not to levels that may ever be observed in 

laboratory settings.

The second aim of the chapter was to discuss when convergence to a 

particular equilibrium is relevant. For the island model, the simulations 

indicate that the selection of risk-dominance in the ultralong-run depends 

crucially on the value of A. When A is too large, the probability mass attached 

to any equilibrium is small. If a realistic model of learning requires a high 

A, this result can be interpreted as saying either that the model cannot 

describe learning in a realistic way, or that noisy learning does not lead to 

the convergence of strategies.

A ppendix

The aim of this appendix is to show that the probability mass on the “one dove” state is 

greater in the model with local interaction than in the uniform matching model. Notation 

is as in the main text. In addition, BIqi and i2oi denote the probability mass ratios between 

the one dove state and the all hawk state for the uniform matching and local interaction 

models, respectively.

Lemma 4 For any given N, limx-»o i2oi = 0 and for any given A, lim̂ v-̂ oo = oo. 
Similarly, for any given M , UmA-+o i2oi =  0 ond for any given A and n, limM-»oo Hoi =  oo.
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P ro o f. In the uniform matching model, the transition probability from the all hawk state 

to the one dove state is

The transition probability from one dove to all hawk is

Taking the ratio of the two and using equations (5.1) and (5.2)^® gives,

u  _  A-AT
A +  ( l - A ) ( i V - l ) F . ( ^ )

Further substitution leads to

V  A .JV [( ( i . -4 )  +  ( 6 - 2 ) ( W - l ) ) l
i, [A+  ( 1 - A) (AT- 1 )1  )

Taking the limit of this ratio as A —» 0, and the limit as AT —» oo gives the first result in 

the lemma.

For the many island model, the transition probability from all hawk to one dove is

( d - 7 )  +  7 ; ^ ) ]

■Roi =

The transition probability from one dove to all hawk is 

M

The ratio of these two probabilities is

\  - M  'U  j {̂(n +  1) (1 -  7 ) 4- 7 } Gh ( ; i ^ )  +  7  • ”•]

(;riï) ( 
where

 ̂=  [7  • n (n +  1) (1 -  A) +  {(n  +  1) (1 -  7 ) +  7 } {A +  (1 -  A) (n -  1)}] 

Substitution leads to

^  A • M • n • {(n +  1) [n (6 -  2) -  2] +  7  • ^ 5̂ 5̂
b-^

The result in the second half of the lemma follows by taking the limits of the expression 

ab ove.!

L em m a 5 There exist M  and X such that for all M  >  M  and A <  A, ilo i <  .Roi-

26 Correcting for the bias that arises when the dove ratio is small.
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Proof. As N  = M  • n, and Hqi share the common factor, A • To prove the 

lemma, it is necessary to show only that the remaining factors of equations (5.4) and (5.5) 

satisfy
(6 — 4) +  (5 — 2) (M • n — 1) (n +  1) [n (fr — 2) — 2] +  7 • n • 6 

A +  ( l - A ) ( M - n - l )  ^ i
The left hand side converges to 6 — 2 as A —» 0 and M —» 00. Further,  ̂ +  27a — 1,

hence the right hand side converges to a constant:

(n +  1) [n (b -  2) — 2] +  7 • n • 6 
+  2771 — 1

Subtracting 6 — 2 from this constant gives sign [iloi — .Roi] :

n (6 — 4) (1 — 7) +  6 — 1 
+  2771 — 1

This term is positive for 6 ^ 4. ■

P roposition  6 There exists A =  A* such that for all A which satisfy 0 <  A < A*, the 

stationary distribution in the local interaction model attaches a higher probability mass to 

the state in which only one dove exists than the stationary distribution for the uniform  

matching model.

Proof. Denote probability mass attached to the all hawk state in the two models by Pq 

and Pq respectively and the mass attached to the one dove state by Pi and P i .  From 

lemma 1, it is possible to take a small A* such that M in  [Po^,Po'] ^ 1 — €. Then,

(1 — e) P^i ^  Pi <  ilo i 

( l - e ) B ^ i  ^  P t < B k i

From lemma 2, for sufficiently small c, iîoi < (1 — c) Pqi Hence, Pi < Pi .M
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