
A Real-Time Implementation of a Neuromorphic 

Optic Flow Algorithm

by

Jason Lee Dale

M Phys., U niversity of K ent a t C an terbury  (1996)

Subm itted  to  th e  Center of A dvanced Instrum en tation  Systems 

U niversity College London 

in  partia l fulfillm ent of the  requirem ents for the  Degree of

D octorate of Philosophy

M arch 2002



ProQuest Number: U 642270

All rights reserved

INFORMATION TO ALL USERS  
The quality of this reproduction is dependent upon the quality of the copy submitted.

In the unlikely event that the author did not send a com plete manuscript 
and there are missing pages, th ese  will be noted. Also, if material had to be removed,

a note will indicate the deletion.

uest.

ProQuest U 642270

Published by ProQuest LLC(2015). Copyright of the Dissertation is held by the Author.

All rights reserved.
This work is protected against unauthorized copying under Title 17, United States Code.

Microform Edition © ProQuest LLC.

ProQuest LLC 
789 East Eisenhower Parkway 

P.O. Box 1346 
Ann Arbor, Ml 48106-1346



Abstract

This thesis describes the development of a real-time vision system for computing 

optic flow.

The computation of optic flow involves processing the vast quantities of 

information contained within image sequences. If machine vision systems are to interact 

with a dynamic real-world environment then these computations must be carried out in 

real-time. Currently, due to the prohibitive computational demands, only a small 

proportion of optic flow algorithms operate quickly enough. Those that do are often based 

on simplified models of insect vision that are only suited to a limited number of tasks. 

Advances in computer vision hardware now permit us to implement more sophisticated 

and versatile algorithms that can be applied to a much broader range of scenarios.

The algorithm described in this thesis is based on a model of human motion 

perception called the Multi-channel Gradient Model. This model has been proven 

successful in a psychophysical context and is able to compute optic flow in a number of 

realistic scenarios in a robust manner. This “neuromorphic” process of copying 

neurobiological systems and transferring them into computer architectures allows us to 

capitalise on nature’s robust solutions to difficult problems such as vision.

The architecture of the original algorithm has been highly optimised using 

computer vision techniques such as filter steering and recursive methods, which have been 

developed, implemented and evaluated. Commercial image processing hardware has been 

exploited for maximum efficiency and real-time execution on low-resolution images.

Also presented is an extension to the original algorithm that adds an additional 

scale dimension to the image representation. The industrial relevance of such a system 

ranges from robot navigation to scene analysis, tracking and surveillance.
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Chapter 1 - Introduction

Chapter 1

Introduction

For normal sighted individuals, vision is typically considered the primary and most 

important of all the human senses. Vision, being a non-contact sense, allows us to extract 

vast quantities of information about our environment remotely and safely. We 

competently navigate through an infinite number of possible environments, recognising 

objects from their shape, colour and motion. We perceive depth and distance robustly 

using shade, colour, texture and stereopsis. We observe the motion of the contents of the 

world and make accurate judgments on intent, predict future events and foresee possible 

danger.

However, such a useful sensory modality comes at a cost. W ith 40% of the cortical 

area of the brain given over to processing visual information and 70% of the information 

input to the brain originating from the eyes, the importance and the incredible difficultly 

in processing visual information is highlighted - even the brain has to work hard for 

vision. The sheer volume and complexity of the information involved in performing visual 

tasks has kept vision researchers occupied for decades. Whilst significant progress has 

been made on vision problems such as depth from stereo, object recognition, tracking and 

navigation, few attempts come close to the robustness and efficiency of biological systems. 

Real-time vision systems are improving as fast as technology allows, although the 

fundamental complexity of vision demands a solution more sophisticated and subtle than 

just brute force computation. For a typical greyscale image consisting of a two- 

dimensional array of about 1 Million numbers ranging from 0 to 255, there exist an 

overwhelming 255’’°°°’°°° images that could be encountered, even though the vast majority 

are unlikely in natural environments [Hateren98]. If we are to build a vision system 

working at 25Hz (the typical frame rate of a video camera) we need to process 25million
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Chapter 1 - Introduction

image pixels per second. If we could do this in just a thousand elementary arithmetic 

operations then we would have to complete 25 billion computations per second. In order 

to see, we must deal with such overwhelming quantities of data and numbers of 

computations. Despite these difficulties we, as humans, perform this enormous task 

continuously, robustly, efficiently and effortlessly. There is obviously a great deal we can 

learn about the processing of visual information by studying our own visual system.

The world presents a dynamically changing environment. The motion of the scene 

and the objects it contains implies intent, purpose and the possible outcome of future 

events. By actively exploring and interacting with our environment, through movements 

of the eye, head and body, we use visual motion to yield yet more information such as 

depth and shape. Since our visual system is so important to us, it is not surprising that 

we should wish to simulate and model its abilities in order to put synthetic vision systems 

to work in the real world. And since the world presents a dynamically changing 

environment, we will need synthetic systems that can process and respond to motion if 

they are to be successful.

The main motivation of the research presented in this thesis is the efficient 

implementation of a biologically inspired motion algorithm. We will introduce the notion 

of “Neuromorphic” engineering - borrowing natures templates as inspiration in the design 

of algorithms and architectures - and examine a specific example based on a model of 

human visual motion perception called The Multi-channel Gradient Model (McGM) 

[Johnston94]. We will seek to optimise the existing model through a process of 

mathematical and architectural modifications. We will then design efficient 

implementations for the algorithm sub-units before a hardware specific implementation is 

made. We will show at the end of the research, a real-time system functioning on 

commercial image processing hardware. Additionally, we will demonstrate the 

architecture and algorithm and suggest future enhancements and show that a dedicated 

hardware implementation will be possible as a next stage in the research.
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1.1 Optical Flow and Image Motion

When an object moves relative to an imaging device, its two-dimensional 

projection usually moves within the projected image (figurel.l). The projection of the 

three-dimensional relative motion vectors onto the two-dimensional detector yields a 

projected motion field often called the “velocity field” or “image flow”. We do not have 

access to the velocity field directly, since optical sensors image luminance distributions, 

not velocities. However, we can compute the motion of local regions of the luminance 

distribution, and it is this motion field that is referred to as optical flow. The optic flow 

provides an approximation to the velocity field, but is rarely equal [Verri89]. An example

2D  Image 3D  World

Optics

ObjectS en sor
Figure 1.1 T he projection of m otion from the  three-dim ensional world onto 

the  two-dim ensional detector surface. The projected m otion vectors m ay be 

very different from the  m otion of the  projected lum inance d istribution.

that illustrates how different the optical flow can be from the velocity field is that of the 

uniform brightness rotating sphere, which does not produce any change in image 

luminance. The optic flow is then null everywhere in contradiction to the velocity field. 

The inverse situation is that of a static scene with a moving light source, the velocity field 

is then zero everywhere even though the changing luminance induces non-zero optical 

flow.
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There are a number of problems to be overcome in order to compute the optical 

flow from the changes in the luminance distribution. Firstly, we can only recognise and 

compute the motion of patterns in the luminance distribution, not isolated points. This 

means that the luminance information must be combined in some way over a finite spatial 

neighborhood around each point at which we want to measure motion. The so-called 

aperture problem arises when we try and measure the two components of image velocity 

using a neighborhood that does not contain sufficient luminance structure 

[Wallach76][Horn81][Adelson82]. In such situations, we are unable to constrain the 

measurement to a single solution (figure 1.2). Increasing the size of the neighborhood can 

permit us to constrain the measurement, but pooling information over a large region 

increases the likelihood of pooling over motion boundaries and over-smoothing the results, 

this has been referred to as the general aperture problem [Ong99].

F igure 1.2 T he apertu re  problem. Local m easurem ents of velocity can be under

constrained by the  lum inance pa tte rn . In th is exam ple, only the  com ponent of m otion 

norm al to the edge is observed (V„). T he com ponent of m otion parallel to  the  grad ien t 

is unknown. All the velocities lying on the  do tted  line are possible solutions.

The motion algorithms described in this thesis seek to recover the optical flow field 

that is the best approximation to the projected velocity field. However, using this 

information to draw conclusions about the 3-dimensional environment is a difficult
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process. Firstly, the estimation of the velocity field using optical flow is an ill-posed 

problem since there are an infinite number of velocity fields that can cause the observed 

changes in the luminance distribution. Secondly, there are an infinite number of 3- 

dimensional motions in the real world that could yield a particular velocity field. 

External knowledge about the behavior of objects in the real world, such as rigid body 

motion constraints, are required in order to make use of optical flow. Despite the 

problems, the optical flow information is a rich array of vectors tha t has both local and 

global properties [Koenderink86]. The optic flow field can thus be subjected to many 

higher-level interpretations [Nakayama85][Mitiche96][Campani92], the uses of which 

include:

• Image Segmentation Motion boundaries between different parts of a visual scene can 

lead to discontinuities in the optic flow, which can provide cues for image 

segmentation [Campani92] [Smith95].

• Tracking The pursuit of a moving target requires information on its dynamical 

behavior [Daniilidis98] [Smith95] [Buxton95].

• Shape from Motion The fact that image motion provides depth cues was observed 

over a century ago by Helmholtz [Helmholtz62]. Since then numerous experiments 

that highlight the ability of the human visual system to gain depth cues from motion 

have been carried out [Koenderink86] [Mitiche94] [Gupta95].

• Navigation Motion information can be used in the navigation of autonomous robots 

[Marino01][Higgins01][Weber97], provide time-to-impact measurements [Scassellati99] 

and allow obstacle detection [Enkelmann91].

• Video Compression The temporal redundancy in image sequences can be exploited 

using motion compensation coding schemes [Accame98] [Defaux95].

Image sequences used in computer vision consist of a series of still images or “frames” 

such as in figure 1.3. Frames are typically acquired using a CCD camera that exposes its 

sensor for a short period of time and at regular intervals. When imaging scenes that
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contain movement, the temporal sampling rate of 25Hz used in most cameras often results 

in inter-frame displacements of many pixels. As discussed in Chapter 2, this causes 

difficulties when measuring temporal derivatives in gradient schemes and requires larger 

search areas for matching algorithms.

In practice, for both biological and computer vision systems, the computation of 

image motion is complicated by the use both spatially and temporally sampled images, the 

limited dynamic range of sensors and processing elements, the precision of measurements 

and computations, environmental difficulties such as shadows and reflections and the 

various sources of internal and external noise.

F igure  1.3 Six frames from an image sequence. T he frames were taken over a 

period of one second. T he woman moves from left to  righ t w hilst the  cam era pans 

slightly to  the  left.

11
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1.2 The Neuromorphic Approach

Nature has evolved many solutions for vision processing, each of which is superbly 

adapted to the needs of the specific organism involved. Insects perform visual homing, 

interception, navigation, obstacle avoidance and recognition in a way highly sought-after 

for our robotic systems and furthermore, frequently perform robustly using less than a 

million neurons [IndiveriOOb]. They must have evolved dedicated visual algorithms or 

“software” and neuronal architectures “hardware” tha t are highly efficient in terms of 

speed, space, energy usage and robustness. These properties are desirable in an 

automated robot and have driven researchers to try  and emulate the robustness and 

efficiency of nature’s solutions in both software and hardware [HigginsOl] 

[Liu00][Indiveri99][Harrison98][Franceschini92]. Recently, the hardware architectures have 

become increasingly important. This is because transistors are becoming smaller and 

noisier and their inter-connections are becoming far more complicated. There is an 

increasing problem with synchronising entire chips and current energy efficiency is many 

orders of magnitude worse than the brain* [Mead90]. The difficulties that the visual 

cortex and brain have already overcome are now emerging as future design problems for 

computer chip manufacturers.

Nature has provided us with a source of algorithmic solutions and novel hardware 

architectures to draw upon and copy. It is hoped that these “neuromorphic” systems 

[Mead90] make good primitives for the construction of more complicated systems. For 

example, autonomous robots can navigate highly successfully using neuromorphic systems 

based on models of insect vision [Collett02][Weber97][Franceschini92].

As technology becomes more advanced, it is reasonable to turn our attention to 

more sophisticated and versatile biological systems than those of insects in order to try 

and solve more demanding visual tasks. Fortunately, there are many interesting

* Consider that the brain contains roughly lO" neurons, produces some lO'* synaptic signals a second and

consumes about 20 W atts of power. A state-of-the-art processor might have 10  ̂ transistors, perform 10  ̂

operations per second and consumes about 100 W atts of power [MeadOO] [Williams88].

12
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biological vision systems that we can draw inspiration from, particularly the one we are 

most familiar with, that of a human. It is difficult not to be impressed by the capabilities 

of the human visual system, its robustness and its versatility. Many of us take for 

granted the reliable performance of our visual system in everyday visual tasks, which 

under analysis prove to be of staggering complexity. Although we do not have direct

access to the methods used by the brain in recovering image motion, a number of tools

have been brought to bear in revealing its secrets:

• Physics - Explains to us the nature of light, optics, and image formation. It 

provides a model of the real world in which vision operates. We can use physics to 

constrain our interpretations of an image to those that are possible.

• Anatomy -  Nature has evolved the physical structures required for vision that 

have provided us with design templates for optics, sensors and computational 

architectures [Marr82] [Bolduc97].

• Physiology -  The functional behavior of the computational structures in biological 

visual systems can be investigated and copied [Young01][Young93] 

[ReichardtGl] [Hubel65].

• Visual Psychophysics -  Allows us to probe the performance of a complete visual 

system by presenting a stimulus and measuring the response or perception.

• Computational Models -  Allow us to test our theories regarding the architecture of 

biological visual systems from which we can compare performances and make 

predictions.

• Neuropsychology -  Investigations of what happens to the brain after injury can be 

very revealing. For example, people can become specifically motion-blind 

suggesting a specialised neuronal system [Zihl83].

• Brain Imaging -  Techniques such as PET and fMRI allow us to directly measure 

the activity of areas in a living brain in response to visual stimulation. This can 

reveal the location and interaction of separate visual subsystems in the brain 

[Wandell99].

13
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The algorithm discussed in this thesis -  the Multi channel Gradient Model -  has 

been developed as part of a research effort aimed at improving our understanding of the 

human visual system. The model also allows us to make predictions that can be tested 

through psychophysical experimentation; for example, the Multi-channel Gradient Model 

(McGM) predicts three separate motion illusions that are observed by humans in 

experiments [Johnston94]. The goal of the work described in this thesis is to engineer a 

real-time version of the McGM that can be used in real world applications.

It is useful to compare the two vision systems of human and machine using the 

language of computer vision. The front-end human visual system starts with a stereo pair 

of 10 megapixel variable resolution colour sensors coupled to a real-time auto-iris and 

variable focus lens, achieving diffraction-limited imaging. The sensor achieves arc-minute 

resolution in a central region with lower resolution at the periphery thus permitting high- 

resolution inspection in the direction of gaze whilst maintaining a large field of view 

without excessively high bandwidth. The non-ordered distribution of pixels also 

eliminates spatial aliasing problems, whilst the continuous capture sensor eliminates 

temporal aliasing. The real-time auto-iris and auto-gain control permits a working 

intensity range of some eight orders of magnitude (although the auto-gain is somewhat 

slow and can take several minutes to fully adjust). Auto-focus ranges from 3cm to 

infinity. There exist image pre-processing hardware on the sensor array capable of edge 

enhancement and data compression in real-time and the detector system is steerable 

through two axes at rates of up to 900degrees/sec. The main processor can process every 

pixel in parallel and employs in a course-to-fme strategy for grouping visual information. 

Image processing routines involve high order spatio-temporal filtering with filters tuned 

to orientation, velocity, size and other local image structures. Full 3-D scene 

reconstruction is standard, as are advanced segmentation and pattern recognition routines. 

The system works in real-time with a varying but small latency no longer than 100ms.

The typical machine vision system starts with a monochrome GGD camera of 

about 1 Megapixel resolution arranged in a regular Cartesian grid. Luminance 

measurements are quantised to 8-bit accuracy (256 greylevels) with noise usually

14



Chapter 1 -  Introduction

dominating the least significant bit. Focus and iris settings are often manual and working 

intensity range is small. Image processing functionality is rarely on-chip except for 

experimental systems that implement very basic functionality at low resolution. Image 

processing hardware is capable of performing a single vision task such as filtering or 

segmentation typically in a serial processing architecture.

It is perhaps unsurprising that the majority of machine vision systems are not 

robust or versatile enough to operate in real-world situations when we consider the 

poverty of computer vision systems compared to the human visual system.

There are several directions for neuromorphic vision engineering to improve upon 

traditional vision algorithms and architectures [Mead90]. Smart sensors or “silicon 

retinas” implement specialised processing on the sensor itself [Bolduc97] [Arias96]. 

Alternatively, vision chips implement models of early biological vision in specialized 

hardware at a later stage [Collett02][Indiveri00][Liu00][Harrison98].

Neuromorphic sensors functionally correspond to imagers coupled to dedicated 

hardware implementations of simple machine vision algorithms. The sensors process the 

luminance values directly, using analogue electronic circuits coupled to the image sensor 

itself. Since they are analogue and massively parallel, they work in real-time to turn 

images directly into voltage or current signal outputs that could be used as useful inputs 

into more complicated systems. Sensors have been described which are involved in 

measuring motion or motion derived properties. Neuromorphic sensors have been 

described that are capable of reporting velocity [Harrison98] [Deutschmann98] [Arias96] 

[Franceschini92], tracking [Indiveri99], driving visual attention [IndiveriOO] and non-linear 

spatial sampling [Bolduc97]. They are extremely useful for data reduction and are 

excellent building blocks for simple robots capable of insect-like behavior [LiuOO] [Mead90]. 

In order to improve the algorithms more circuitry must be implemented on chip. This 

introduces (since circuit components are of a finite size) a trade off between sensor 

resolution and complexity. At present, sensors are typically very low resolution, e.g 20x10 

[Arias96] and 16xl[Indiveri99] and have still proven useful but we would like to improve 

on this resolution. Harrison [Harrison98] describes a neuromorphic sensor that implements

15
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the fly’s elementary motion detector directly into a CMOS sensor using a VLSI process. 

The parallel architecture of the sensor allows it to operate in real time and provide 

qualitative motion signals that could be used as input to a higher level of processing. A 

ID neuromorphic sensor system that uses adaptive photoreceptors, spatial derivatives and 

motion detection is capable of tracking high-contrast stimuli has also been described 

[Indiveri99]. This silicon sensor is based on the structure of a biological retina (figure 1.4) 

and although the computations are very different to those in biology, it performs focal 

plane processing in a layered structure in order to build a real-time motion detector into 

the sensor itself.

Another important advantage of biological visual systems over most machine 

vision systems is that they are active. An active vision system is able to change its data 

acquisition parameters based on the interpretation of the scene, a passive system cannot. 

For instance, an active system can track objects by moving its sensors, navigate around 

the environment and fixate on regions of interest [Sonka99] [Scassellati99]. The ability of 

the active system to attem pt to acquire more and better data in difficult situations 

enables systems to solve many vision problems (e.g. shape from X, structure from motion) 

that a passive system is unable to. For an active system to interact with the environment 

it must operate in real time, otherwise the interaction is limited.
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Figure 1.4 T he N eurom orphic retina. T he layered s tru c tu re  of the  hum an re tina  (left) inspires 

neurom orphic sensor designs (right) th a t use analogue circuitry  to  im plem ent low level 

processing on the  sensor itself. The VLSI sensor on the  right is a  ID  motion detector 

[IndiveriOO]. (re tina  d iagram  adap ted  from [D ow lingS?])

1.3 The Multi-channel Gradient Model

The neuromorphic algorithm discussed in this thesis is the Multi-channel Gradient 

model of human motion perception [Johnston99][Johnston94]. Although the mathematics 

of the algorithm are discussed in detail in Chapter 3, it is useful to have an overview of 

the algorithm here.

The first stage in the algorithm consists of measuring the responses from multiple 

spatio-temporal filters. Three different temporal band-pass filters are used, with the 

spatial filters corresponding to the so-called “simple” cells in the visual cortex. The 

spatial filters in the visual cortex are modeled as derivatives of a Gaussian [YoungOl] and 

the temporal filters are modeled as derivatives of a Gaussian in log-time [Johnston94j. 

Spatial derivatives of up to seventh order in one direction and second order in an 

orthogonal direction are used (figurel.5). In addition, the filters are rotated through the
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complete range of 360 degrees at 15 degree intervals, simulating the orientation columns 

found in VI (figurel.6). The strategy of making multiple measurements improves the 

robustness of the algorithm.

The responses to filters can be used in pairs to compute velocity, although 

combining the filter responses in a less trivial manner enables a more robust measurement 

to be made. Several later stages in the model are used to make robust velocity 

measurements that are immune to static noise. Direction is extracted by observing how 

the magnitude of velocity varies with the filter orientation, a mechanism that allows the 

translational component of motion to be separated from the rotational and divergence 

components [Koenderink86].

Prior to this research, the model had been developed with little thought to 

optimisation and efficiency. The complete version of the model was time consuming to 

operate and use, with typical execution times measured in minutes.

• 1 1 : 1.».,. 1

' # ■ * « • 1 X* MM# ■ 1 • 1 Ci  ̂ 1

m * 4 ■ 'm m , e , « $ 4* ■f *

F igure 1.5 R epresenting the filters used in the  M ulti-channel G rad ien t model. The filters 

are tw o-dim ensional derivatives of G aussians of up to  6*̂ '' order in the  x-direction and 

second order in th e  y-direction. They are shown norm alised to  fill the  range of greyscales 

available, areas brigh ter than  th e  m ean level are positive values and darker areas are 

negative values.
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%

*

F igure 1.6 The spatial derivative filters are ro ta ted  th rough 360degrees in steps of 

ISdegrees in order to  model the  orientation  column found in the  visual cortex. Only 

the  first th ree orientations are shown. The to ta l num ber of filters employed 

num bers in the hundreds.

1.4 Real Time Implementation

The computation of optical flow adds a temporal dimension to visual processing. 

The additional data that this generates and which must be processed is what elevates 

optical flow measurement to a position of extreme difficulty with respect to the already 

challenging problems encountered in spatial vision. Real-time algorithms have tended to 

be optimised to the point whereby the results are fairly sparse and noisy compared to the 

off-line state-of-the-art algorithms [Marino01][Acceme98][Smith95]. This is not always a 

problem, since if the measurements are made fast enough then some corrective feedback 

(e.g. Kalman filtering) can be used, especially in active systems [Daniilidis98] 

[Scassellati99]. It is expected that there will be a trade-off between accuracy and speed 

when considering a real-time implementation, but the original algorithm will be preserved
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as much as possible. The implementation of a model as complicated as the McGM in real 

time is a goal that is barely achievable using current technology. Using the overview of 

the algorithm the problems in implementation are seen to be:

• Real-time image acquisition

• Temporal filtering using three derivatives of the Gaussian of log time as 

temporal filters

• Spatial filtering using derivative-of-Gaussian filters at multiple orientations

• Large numbers of image arithmetic operations

• Extracting multiple velocity measures

The main computational bottlenecks are in the spatial filtering operations. The 

full model uses many (up to 50+) large two-dimensional spatial filters implemented via 

convolutions, taken at multiple (24) orientations using floating point arithmetic. The 

higher levels of processing to remove the effects of static noise and non-translational 

motion components involve a great many arithmetic operations such as matrix 

determinants. Commercial image processing hardware is most efficient at fixed-point 

integer arithmetic, therefore the effects of reducing the algorithm to use 8-bit or 16-bit 

precision during both the temporal and spatial convolution stages, as well as the later 

stages of the algorithm, are examined.

This full version of the model is thus beyond the capabilities of any currently 

available image processing hardware to execute in real-time and so a reduced version will 

be designed which does not compromise the original model results. This reduced version 

will be implemented, whilst still maintaining the neuromorphic architecture of the original 

algorithm. Even with a reduced version the model is highly demanding. However, the 

pace of progression in technology is fast and the emergence of a new class of more 

complicated real-time neuromorphic systems based on new hardware (e.g. reconfigurable 

processors & GHz general purpose processors) is realistic. This thesis is a first step

20
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towards migrating the algorithm from the realms of psychophysical model to real-time 

implementation and application.

1.5 Thesis Overview

This Chapter has introduced optical flow e l s  an estimation of visual motion, its 

importance for visual systems in a dynamical and changing world, and the difficulties 

encountered its computation. In Chapter 2 we look at some of the existing methods and 

algorithms for extracting optic flow from image sequences. The Multi-channel Gradient 

Model of human motion perception is discussed in detail in Chapter 3 and has been shown 

to be a robust optic flow algorithm on both synthetic and real image sequences. Although 

it is a mathematically complicated algorithm, optimisations in the mathematics and 

efficient implementation are possible and are discussed in Chapter 4. The architectural 

and implementation issues involved in the migration from software to commercial image 

processing hardware are discussed in Chapter 5, with the results, performance issues and 

further suggestions in Chapter 6. Chapter 7 discusses an extension to the algorithm itself, 

specifically the use of multiple spatial scales that can improve results from the optical flow 

algorithm.

21
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Chapter 2

Computation of Optical Flow
r » wu«mu%*w(

In this chapter we will examine some of the optical flow algorithms described in 

the computer vision literature, their biological plausibility and their computational 

efficiency. Many diverse algorithms for computing optical flow have been proposed. The 

designs and solutions draw from many fields of research with artificial intelligence, 

psychology, image processing, robotics and biological modeling probably the most prolific 

sources of algorithms. Each field brings its own particular constraints and motivations to 

the problem, resulting in a plethora of diverse algorithms, but despite this diversity most 

algorithms for computing optical flow can be placed into one of three categories:

• Pattern Matching Methods. These operate by comparing the positions of image 

structure between adjacent frames and inferring velocity from change in location. 

These are probably the most intuitive methods.

• Differential or “Gradient” Techniques work using derivatives of image intensity in 

space and time. Combinations and ratios of these derivatives yield explicit 

measures of velocity.

• Motion Energy Methods use space-time oriented filters tuned to respond optimally 

to specific image velocities. Banks of such filters are used to respond to a range of 

possible visual motions.

The different approaches to motion computation are suited to different 

applications. It has been suggested that the pattern matching approach is more suited 

to motions with large inter-frame displacements whereas gradient methods are more
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suitable to small inter-frame displacements, where ‘small’ and ‘large’ are relative to the 

size of the local filters being used [Yacoob99]. In a biological sensor there is no uniform, 

clocked temporal exposure or “frame rate” as there is in a camera. Instead, the sensor 

(retina) is exposed continuously over time, allowing it to sample temporal information 

much more effectively. This suggests gradient or energy methods are suitable for motion 

estimation in biological systems. In machine vision applications we use CCD cameras 

with a discreet sample rate, implying that varying image velocities will result in varying 

inter-frame displacements -  if these displacements are too high then a gradient method 

will fail as the smooth continuity of the space-time image breaks down. Although we can 

use strong spatial anti-aliasing (blurring) to remove temporal aliasing [Christmas98] it has 

the side-effect of degrading spatial information. Thus for a given spatial resolution, we are 

forced to sample at a minimum frame rate. This implies that in a real-time system we 

must also compute optical flow at the same minimum frame rate. In effect, measuring 

optical flow with a gradient technique becomes more robust the faster the frame rate at 

which we can compute the gradients (up to a limit where the temporal differences are 

immeasurably small [Yacoob99]).

Many algorithms follow a similar functional architecture (figure 2.1). Firstly, the 

image sequence or temporal buffer is somehow filtered to extract basic measurements. 

This may be through filter convolutions, Fourier transforms, pattern extraction, 

arithmetic operation etc. The measurements are then recombined using a diverse range of 

methods to achieve a basic (usually flawed) velocity measurement. The final flow 

estimation is made possible by enforcing a set of constraints on the measurements and 

results. The constraints are generated through hypotheses on the nature of the flow or 

motion (such as rigid body motion constraints), but even with constraints the information 

recovered is not usually complete enough to compute a unique solution to the optic flow 

field. It was shown in Chapter 1 tha t optic flow is the motion estimated from the 

observable changes in the luminance pattern over time and tha t an example of an 

unobservable motion situation was the uniform albedo rotating sphere. In this situation 

the computed optical flow will be zero everywhere even though actual velocities are non
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zero. Another complication is that there exists no unique image motion to explain an 

observed image brightness change. Thus the measurement of visual motion is frequently 

impossible and always has an infinite number of physical interpretations.

Image Sequence Bufifer

Velocity Measure

Constraints

Filtering /  Measurement

Figure 2.1 Basic functional architecture for computation of optical flow 
found in many algorithms

2.1 Elementary Visual Motion Models

Despite the difficulties in the recovery of optical flow, biological vision systems are 

remarkably good at recovering visual motion. This is because, in the same manner that 

biological systems have specialised mechanisms to perceive colour and stereopsis, they 

have also evolved dedicated mechanisms to detect visual motion [Albright93]. As in other 

areas of computational vision, it is beneficial to build models of these natural systems to 

provide inspiration in overcoming the problems. From psychophysical and 

neurophysiological studies of biological vision systems it has been possible to build 

computational models to extract motion from image sequences. The new models give 

engineers access to sophisticated algorithms for solving vision problems. One major
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obstacle for the engineers however, is that the computational models of biological vision 

systems are often very complicated and have not been optimised for speed.

One of the earliest biologically plausible visual motion sensors was proposed by 

Reichardt [Reichardtbl]. The detector consists of a pair of receptive fields, the signal 

from one of which is delayed with respect to the other before combining in a non-linear

AS

AT AT

Figure 2.2 The Reichardt elementary motion detector. Receptors 1 and 2 (shown as 
edge detectors) are separated in space by a distance AS. A delay is imposed on each 
signal and the result combined at location C through a multiplication. Finally, the 
result from one half of the detector is subtracted from the other to increase directional 
selectivity.

(e.g. multiplicative) way. The two halves are then subtracted at the summing junction to 

increase directional selectivity. The sensors in shown in figure 2.2 are Laplacian edge 

detectors although they could be any spatial filter or feature detector. One of the 

drawbacks of the detector is tha t a strong signal can results from a high contrast input, 

even if the correlation is not particularly good. Additionally, the detector is not able to 

recover velocity directly. Banks of detectors tuned to many speeds and orientations are 

required, the interpretation of which can be ambiguous.

However, despite its drawbacks, the Reichardt detector could be easily constructed 

by biological systems and has been successfully used to explain the visual behavior of 

many insects. The detector continues to be employed as a starting point for more
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sophisticated models of biological vision [Beare99] [Zanker96] and current VLSI technology 

is now able to implement low resolution detectors on the CCD sensor dye itself [Arias96].

2.2 Change Detection

Consider the relatively simple case of segmenting moving regions from static 

regions in an image sequence. A binary image indicating moving/non-moving regions is 

sought, from which further analysis (e.g. blob analysis) can be made (figure 2.3). The 

process would seem intuitively easy -  we are simply looking for changes in image intensity 

above some threshold tha t we presume to be caused by a moving object in the visual field. 

However, the number of false alarms that arise from sources such as sensor noise, camera 

motion, shadows, environmental effects (e.g rain or reflections) and illumination changes 

cause great difficult in robust motion detection. Again, there is opportunity to learn from 

biological systems, which, despite being very sensitive to motion are very robust to noise 

and “uninteresting” visual events.

This technique is now employed in surveillance situations in which detection of 

movement is an interesting event that should be brought to the attention of an operator 

for further investigation. However, due to the problems dealing with a complicated real- 

world environment, the robust detection of genuine movement a difficult task that has 

attracted attention from researchers [Rosin98] [Stuart99].

Fortunately the computing requirements are fairly minimal for these algorithms, 

with little more than a frame buffer, image arithmetic and some robust statistics required. 

Since surveillance systems are usually highly cost sensitive and expensive computing 

power is not available, these algorithms have proved popular in these situations.
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Figure 2.3 Le/f;Com posite of 5 frames from an image sequence of a  person walking 

across a  car park. Hz^/i^/Difference image between first and second frame. [Rosin98]

2.3 Correlation Methods

Correlation or “Pattern Matching” methods are perhaps the most intuitive method 

for computing optical flow and recovering speed and direction of movement. They work

by selecting features in one frame of an image sequence and then searching for these

features in a subsequent frame (figure 2.4). Changes in position indicate movement over 

time, which is velocity. The problem of matching features in temporally separated frames 

is similar (although less constrained) to the spatially based “correspondence” problem 

encountered in stereo vision -  feature pairs are difficult to find and match robustly and 

accurately.

These algorithms are usually characterized by slow execution times due to their 

iterative and exhaustive searches. A brute force search algorithm that attempts to match 

via correlation requires a prohibitive amount of computation. If the image size is M  * M  

the search templates are N * N , and the search window is L *L  then the total

computation required would be For a 512x512 image, 10x10 pixel block

templates, and 10x10 region windows this equates to over 2.6 billion operations. An
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attempt is usually made to narrow down the search domain [OhOO] [Anandan93] [Accame98] 

but it stills remains a computationally expensive design.

Template

Search Window

—i *

F igure 2.4 M otion estim ation via inter fram e correspondence, (left) A tem plate  is selected in 

an early frame. In a  subsequent fram e the tem plate  is m atched to  the transla ted  feature in the 

new image.

One of the most common uses of block-based correlation motion computation is for 

real-time video encoding [Accame98][Defaux95]. The enormous growth of multimedia and 

digital video coding in recent years has increased the amount of effort being directed into 

video compression technologies. One of the key redundancies exploited in video 

compression is the similarity between temporally adjacent images in a sequence. Less 

bandwidth is required to transmit the differences between subsequent images than the 

entire images themselves, even less image data is necessary if the motion and deformations 

needed to warp from one frame to the next is known. The algorithms that enable this 

motion-compensated compression are usually based upon block-based matching due to 

their computational simplicity. Consequently, many optimisations and implementations 

have been developed in order to reduce the search space [OhOO] and increase the speed of 

these algorithms [Accame98j.

Adelson and Bergen [Adelson85] also argue against the biological plausibility of 

correlation approaches. This is due to their inability to make predictions about complex 

stimuli such as randomly positioned vertical bars, for which observers see varying motions
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in different positions. However, correlation techniques are simple and mature and are 

dominant in many industrial inspection situations. One of their main advantages is their 

ability to cope with motions in which inter-frame displacements are large (> few pixels), 

although this requires the processing of larger search spaces.
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2.4 Spatio-temporal Methods

Motion can be regarded as orientation in space-time. Consider the example of a 

vertical bar moving continuously from right to left, sampled at three points in time (figure 

2.5). If we examine a space-time slice then the motion of the bar is apparent from its 

orientation relative to the temporal axis. A stationary bar is parallel to the temporal axis, 

motion results in an angle a  relative to the axis (figure 2.6).

Space

(/)
■o
%(D

V Time
X

Figure 2.5 An three-fram e image sequence of a  grey bar m oving to  th e  right as 

viewed in space-tim e.

Space

o

Figure 2.6 M otion as orien tation  in space-tim e. If we take a  slice th rough space

tim e in the  x-t plane we can see th a t  th e  s tru c tu re  is oriented. T he angle 

increases w ith  velocity. Space tim e orien tation  indicates motion.
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Figure 2.7 shows the space-time brightness changes of the central horizontal line of 

pixels from two image sequences. In the left image is a single frame from the sequence, in 

the right image, the horizontal axis is the central line from each frame and the vertical 

axis becomes time. In the case of a simple camera pan shown in figure 2.7(A) it is 

possible to interpret the space-time diagram (figure2.7(B)) by observing the slope of the 

lines. This structure is indicative of velocity and designing a motion detector based on 

the measurment of spatio-temporal orientation is an apparent possibility. However, when 

observing the entire three-dimensional space-time cube of an image sequence consisting of 

multiple motions, occlusions, uncoverings, illumination changes, shadows and noise, the 

sheer complexity of the spatio-temporal brightness pattern is an indication of the difficulty 

in recovering optical flow.

s i

F igure 2.7 Spatio-tem poral brightness pattern s. (A )F irs t F ram e in image sequence of 

cam era panning  right-left. (B)Space-Tim e image of m iddle line of (A). (C)Single fram e from 

sequence w ith  person walking left to  right. (D)Space tim e image of m iddle line of (C).

The orientation of the space-time structure can be recovered from low level fdters, 

of which two main strategies are dominant - the gradient model and the motion energy
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model (figure 2.8). In the gradient model the ratio of a spatial and temporal filter pair is 

used as a velocity measure. In the motion energy model many filters of tuned spatio- 

temporal orientation are employed in order to determine the velocity. Both schemes use 

filters of a type that is known to be abundant in the human visual 

system[AdelsonS5][Young93]. Although there is debate over which scheme is used in the 

human visual system, it is possible to synthesize the oriented filters in the motion energy 

model from space-time separable filters [Fleet89][Huang95]. It is also interesting to note 

that spatial filters of similar types have been shown to dominate the components of image 

structure found by performing an independent component analysis [Hateren98].

Space

H
3(D
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►

H
3o

Orientation
F igure 2.8 Low level spatio-tem poral filter models. The ellipses represent the  

positive and negative lobes on a spatio-tem poral filter. T he filters on the left 

would form p a rt of a  g rad ien t m ethod, those on th e  righ t would be from a  motion 

energ)' m ethod.

We will first examine the gradient model, the formulation of which relies on the 

assumption of intensity conservation over time [Horn81]. The assumption is that over 

short periods of time changes in intensity are only due to translation and not changes in 

illumination, reflectance etc. The assumption asserts that the total derivative of image 

intensity of time is zero at every point in space-time. Thus if the image is parameterised 

as

d l(x ,y , t)
dt

= 0 (2 .1)
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Differentiating by parts leads us to the Motion Constraint Equation, the fundamental 

tenet of the gradient method:

dl dx d l dy d l dt 
dx dt dy dt dt dt

( 2 .2)

6 / a /  a /  ^

 U H V  +  = 0
dx dy dt

(2.3)

Where w = and v = . The parameters (x ,y ,t)  have been omitted for clarity of

notation. Since there is only one equation with two unknown velocity components, we 

can only recover the component of velocity v,, , which is in the direction of the luminance 

gradient:

-SO

% )
(2.4)

Figure2.9 (A) F irs t fram e from  image sequence in which the  cam era pans tow ads the left. 

(B )The space-tim e image of th e  center line from (A). (C )The spatia l derivative, (D )The 

tem poral derivative. Note when the cam era was initially  sta tionary , the  tem poral 

derivative is zero everywhere (m iddle grey) except for in the  vicinity of the  moving fan.
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There are a number of problems with the Motion Constraint Equation. Firstly, it 

is a single equation with two unknowns {u and v) and is thus under-constrained and 

insufficient to compute optical flow. Using (2.3) alone will only yield a linear combination 

of the velocity components -  it is a mathematical statement of the aperture effect 

mentioned in chapter 1. W ith the basic motion constraint equation the aperture effect is 

caused by the single measurement, rather than being a product of degenerate image 

structure.

A second problem becomes apparent if both the spatial gradients or I  y become 

small or zero, in which case the equation becomes ill conditioned and computed velocity 

approaches infinity. These regions can be seen in figure 2.9 (C) and (D) where some areas 

have become a uniform mid-grey which corresponds to no gradient information. 

Additionally, the intensity derivatives themselves are problematic to perform in a stable 

manner. The implementation of the partial derivatives is achieved through convolution 

with differentiating filter functions, such as the Sobel, Prewitt or Differential of Gaussian. 

Since we are utilising numerical derivatives of a non-continuous (sampled) “image 

function” , the accuracy of the derivatives is better for smaller spatio-temporal intervals. 

If we undersample space-time, the problem of aliasing in the image, especially in temporal 

domain when frame rates are usually low, needs to be taken into consideration. For fast 

image motions the sequence is usually highly temporally undersampled making the 

temporal gradient measurement poor. Ideally, the sample rate should be high enough to 

reduce all motions to less than one pixel per frame, so that the numerical temporal 

derivative is well conditioned.

The spatio-temporal derivative filters required to implement gradient algorithms 

resemble those found in the visual cortex, although the best functional form is still 

controversial [YoungOl]. An advantage of the gradient scheme over motion-energy 

schemes is that they report velocity explicitly from the combinations of filter responses, 

rather than through a population code.
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An anomaly in the gradient scheme is its ability to extract velocity of a moving

linear luminance ramp -  something that is poorly sensed by biological systems 

[Nakayama85]. A translating linear luminance ramp produces the same stimulus as a 

luminance ramp undergoing a global change in brightness. It is interesting that a 

biological system would benefit from being insensitive to such changes since global 

illumination changes occur regularly with natural lighting. A solution to this problem 

might be achieved through appropriate pre-filtering. Since the local spatio-temporal 

structure of a luminance ramp is the same at all locations, it would elicit a uniform 

response from temporal and spatial band-pass filters. If such filters were to be used as a 

preprocessing stage, their output image would be without structure, rendering the motion 

of the ramp invisible to a subsequent motion detector.

2.5 Improving the Motion Constraint Equation

It has been shown in the previous sections that the basic Motion Constraint Equation 

(MCE) has several shortcomings that need to be overcome in order to compute optical 

flow. Many methods have been adopted in order to improve upon the basic MCE, most of 

which apply additional constraints in order to solve for the two velocity components u and 

V.  The methods involve measuring more information to gain extra images, extracting

more information from a single image, or applying physical constraints in order to

generate additional MCE's.

Although the image intensity function has been used in the gradient equation there 

is no reason why other functions cannot be used as MCEs, provided they are invariant to 

motion. The additional functions can easily be generated from the intensity pattern 

through some filtering mechanism, although there is no reason to restrict the method to 

using intensity at all. Provided more than one function relating to the scene that also 

satisfies the MCE is available, optical flow can be computed. W ith two such functions the

35



Chapter 2 -  Computation of Optical Flow

gradient equation can be solved analytically. W ith additional functions an over

constrained set of equations can be constructed:

dx dy dt

dL dL d l
u-\— -v+ - 2 _

dx dy dt
0

(2.5)

^ M + ^ V  + ̂  = 0
dx dy dt

which can be re-written as a matrix to be solved via a mechanism such as linear least 

squares [Simoncelli91] or total least squares [WeberQl]

where:

A»v = b

A =

v = A - 'b

<
dx dy dt

5 . 5 .
dl.

dx dy b = — dt

K E u

dx dy_ _  dt _

(2 .6)

(2.7)

This method relies on the Matrix A being invertible (non-singular), which it will not be 

in many regions of the image if there is a lack of image structure, such as a purely 1- 

dimensional grating.

This section will examine some of the general methods for constraining the MCE 

and improving the optical flow measurements, specifically:
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• Performing global optimisations (e.g, smoothness) [Horn81][Nagel83][Heitz93]

• Constraining the flow to a specific (e.g affine) model [Liu97] [Ong99] [FleetOO]

• Using multiple spatial and temporal scales [Anandan89][Weber94][Yacoob99]

• Exploiting temporal consistency [Giaccone97] [Giaccone98]

The MCE of equation (2.7) can also be solved by making more measurements or obtaining 

more information from the image by:

• Applying multiple filters [Mitiche87][Sobey91][Arnspang93][Ghosal97]

• Using neighbourhood integration [Lucas81][Uras88][Simoncelli91]

• Using multi-spectral images [Golland97]

Global Optimisation

The estimation of a dense velocity field is usually made difficult due to the lack of 

information and spatial structure in an image. In order to “fill-in” the gaps in the 

velocity field several global constraints have been applied, the general idea of the global 

optimisation is that the original optical flow field, once computed, is then iteratively 

regularised with respect to some smoothness constraint.

The first global constraint was proposed by Horn and Schunk [Horn81], with the 

velocity smoothness term being given as:

^Smoothness I Idx )
du

+ — +
y d x )  ydyy

(2 .8)

The error £ in the MCE was then minimized with the addition of this smoothness 

constraint:

2
smoothness dxdy (2.9)
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where X dictates the relative importance of the smoothness term, is the spatial 

derivative in the x-direction, in the y-direction and is the temporal derivative. The 

algorithm is able to fill in regions with small gradients and produces smooth, noise free 

results, however, the degree of blurring over motion discontinuities is a major drawback. 

In order to overcome this problem Nagel [Nagel83] introduced second order derivatives 

and an oriented smoothness constraint that attenuated the smoothing term in the 

direction for which the gradient was well conditioned [Nagel83]. This mechanism meant 

that smoothness was not imposed across steep intensity gradients (edges) in an attem pt to 

handle occlusions, and tha t smoothness was applied where it was needed, i.e in the 

direction tangential to the gradient.

The psychophysical theory of edge detection in static images has been developed 

extensively and the extension of edge theories to the time domain can be used in the 

measurement of optic flow. The method of Hildreth [Hildreth84] is based on the 

Laplacian of the Gaussian, previously used in determining the location of edges and 

contours of significant intensity change. Hildreth computes motion vectors on the edges 

produced from the Laplacian filtering operation and then minimizes the variation in 

velocity along the contours to solve for the aperture effect.

The optical flow resulting from global constraints are often more robust due to the 

pooling of results, as well as being more pleasing to the eye. Two major drawbacks are 

that their iterative nature often requires prohibitive amounts of computation time, and 

motion discontinuities are not handled correctly so that erroneous results are produced in 

the regions around motion boundaries. In order to alleviate the problems other techniques 

have been proposed using global statistics such as Markov Random Fields [Heitz93], which 

are able to preserve motion boundaries.

Neighourhood Integration

It is possible to use information pooled over a local region Q in order to generate 

extra motion constraint equations [Lucas81][Simoncelli91]. This usually assumes that the
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motion is consists of a pure translation within the local region. The constraints are 

usually weighted using a matrix W (x,y)  such as to bias the results from nearer the center 

of the local region, for example, the weight matrix can be a Gaussian. The MCE is then 

written a minimization problem:

x,yeCl

where error term £ is then minimized, or the set of equations solved through a variety of 

numerical techniques.

Motion Models

The neighourhood integration techniques, when attempting to solve the MCE, 

assume that the image motion in local regions is purely translational. More advanced 

motion models (such as the affine model) are able to cope with a greater range of image 

motions as well as provide additional constraints.

The method usually involves restating the MCE with an error function £ tha t can 

be solved or minimized in a least squares manner [Campani92] [Bergen92] [Cupta97] 

[Ciaccone97] :

+  V  + (211)
x,yeCl

Here the MCE is not assumed to be zero but is a function to be minimized over some local 

region Q . This local region can have more than just translational components to its flow. 

The velocity components are thus modeled using parameters from a local or global motion 

model of varying complexity, from the 2-parameter uniform translation to the 6 parameter 

affine transform. A simple motion model taking into account rotation, scaling and 

translation can be stated as [Bergen92]:
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( 2 .12)

The error in the MCE in equation 2.14 is then minimized by solving for the parameters a, 

b and c. These parameters express the local flow in terms of translation, rotation and 

divergent motion.

Giaccone [Giaccone97] develop an algorithm motivated by segmenting foreground 

and background (e.g. actors from scenes) and the segmentation of regions in image 

sequences, using a rigid motion model to constrain the system of equations. The 

displacement in a small region is modeled by an eight parameter transform of the form:

u = + â xy + â x + a ŷ + â )
V =  {a^xy +  â ŷ  +  a x̂ + a^y + a )̂

(2.13)

which is derived from a global motion model, with the assumption that the changes in 

world coordinates position between frames are small.

G upta and Kanal [Gupta97] start by integrating the MCE over a space-time volume V :

[ (< + v / ,+ / , )d F  = 0 (2.14)

They then utilize Gauss’s divergence theorem to reduce this expression to a surface 

integral. The MCE then becomes:

uidydt + vidxdt -  I{û  + )dxdydt + Idxdt = 0 (2.15)

This is followed by a constraint that the flow is linear in a small space-time neighborhood:

u{x, y ,  t )  =  UyX -\- a ^ y  +  a^t +  

v(%, T» 0  = ^1^  + h^y -V b-ft +
(2.16)
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the problem is then reduced to determining the flow coefficients and . They

substitute these equations for u and v into their integrated MCE and solve using a least 

squares method. The robustness of this algorithm lies in the integration stage that 

obviates the need for taking spatial dérivâtes thus avoiding the associated problems. 

However, despite the lack of filtering, the integrals are still time consuming to compute - 

the execution time is stated as approx 1 minute for a 512x512 image on a Sparc station.

The 2D affine flow model can be expanded upon further by employing a complete 

motion model to parameterise any arbitrary 3-D steady motion under perspective 

projection, thus recovering optical flow as well as other useful real world motion 

parameters [Liu97].

Multiscale Methods

Large inter-frame displacements cause standard gradient methods to behave 

poorly. This is because the image sequences are usually temporally under-sampled causing 

the temporal derivative measurements to break down, the only solution to which is to use 

very large spatial filters [Christmas98]. The utilization of a Gaussian pyramid architecture 

has the benefit of coping with larger inter-frame motions and filling in the gaps left in

large regions of uniform texture. If the gradient method is to be used when large spatial

motions are present then a course-to-fine pyramid estimation scheme is usually employed 

[Zhang01][Mahzoun99]. In this scheme, coarse scale motion estimations are used to seed 

progressively finer scale measurements.

A temporal multiscale approach [Yacoob 99] also allows for a large range of image 

motions to be computed accurately, although this method requires using a frame rate high 

enough to reduce the fastest motions to approx 1 pixel/frame.

Temporal Consistancy

The frameworks discussed so far treat each optical flow calculation in an image 

sequence as an independent problem in which motion results from one frame do not 

inform the analysis of subsequent frames. Giaccone and Jones [Giaccone97] build a feed
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forward architecture which is able to address the important issues of multiple motions, 

large scale motion and segmentation of consistently moving regions. They use a least 

squares solution to an affine model, with the error function given by;

s  = Y ,e ( x ,u , ( x ) f
(2.17)

e(x,u,  ( % ) )  =  / ,  ( T )  -  /,_!(x -  M ,  ( % ) )

Where x  = ( % ,  y )  and the term (x — m, (%)) is the previous image at time  ̂— 1

projected forward to the current image at time t using the velocity information w,(x) . 

The algorithm is shown to be highly robust to a range of velocities and performs well 

compared to simple affine models. The computational overhead is somewhat burdened by 

the generation of the projected image, for PAL sized images a computation time of 34 

seconds per frame is quoted.

Unexpectedly, the constraint of temporal consistency is rarely used. Objects in the 

real world have to obey physical laws of motion governed by inertia and gravity, and as 

such behave in well defined and predictable ways. It is surprising that the vast bulk of 

optical flow algorithms treat each frame of computed optical flow as an isolated result in 

space-time, without any relation to the optical flow at a previous time. To this end, one 

experiment undertaken which utilised the fact that it is possible to generate an additional 

constraint equation from the velocity field itself for use in the next iteration of 

computation, thus implicitly treating optical flow as an evolutionary phenomenon. The 

use of probabilistic Bayesian models which use priors [Simoncelli91] may proved a route 

for using real world information and the results from previous optical flow field 

calculations in order to continually update the priors, and thus integrate previous 

information into subsequent calculations.
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Multiple Filters

A single MCE is not in itself sufficient to compute optical flow. The under

constrained MCE can be easily improved upon by noticing that its differentials ^  (where

X; = — y )  provide additional solutions to the optic flow vectors v :

( - )

This method was first used by Nagel [Nagel83] using second order derivatives. In fact, the 

differentiating operator is just one of an infinite number of operators which can be applied 

in order to generate multiple MCE’s. Usually the operators are applied numerically via 

convolution with a suitable filter, and since convolution is a linear operator we can write:

_ ^ . d l  , dl  , dl]

(90, ^

=  0

V 4- dt

(2.19)
7 1 =  0

where O, is an arbitrary convolution filter (e.g. Gaussian, Differential of Gaussian, 

averaging, Laplacian etc) and 0  denotes the convolution operator. This process works 

because convolution does not change the orientation of the space-time structure. It is 

important to employ filters that are linearly independent otherwise the additional MCE’s 

produced will be degenerate and nothing will have been gained. The filters and their 

differentials can be pre-computed for efficiency, and a massively parallel implementation is 

possible since the operators are local.

Again, using two such filters to generate two equations then gives enough 

information to solve for the velocity components analytically (provided the measurements 

are not degenerate), unless the image itself is degenerate as in the case of a ID grating.

Sobey and Srinivasan [Sobey91] present a simple generalised gradient scheme based 

on this architecture, although they point out that the operator O, can be different for 

each term in equation 2.11. They solve the MCE by using two spatial filters in order to

43



Chapter 2 -  Computation of Optical Flow

make two MCE equations that they then solve analytically. However, a problem with 

using just two MCE’s is that the derived analytical solution is of quotient form for which 

the denominator can become zero in regions of low spatial structure. Although they also 

estimate the condition number of the matrix to test if the solution is well conditioned, it 

does not solve the problem.

Usually, more than two such equations are generated providing an over

constrained system of linear equations [Nagel83][Weber94]. Weber et al [Weber94] 

convolve the input image sequence with a set of Gaussian derivatives of first and second 

order at a number of orientations and scales to provide a system of linear equations. Each 

pre-filtered image /. is differentiated with respect to x, y and t to provide the set of 

MCE’s. They then use a total least squares method to determine the velocity components, 

rejecting the results from filter scales for which the model has failed. This model uses a 

similar filtering stage to the McGM and similar processing demands are required. The 

computation time was stated at 4 minutes per frame on a Sparc 1 workstation, although a 

massively parallel implementation using a CM5 Thinking Machine with 128 processors 

was able to cut this to lOseconds per frame.

Most of the existing optical flow techniques depend on the conservation of 

intensity or intensity-derived values. Ghosal and Mehrotra [Ghosal97] present an 

algorithm based on the orthogonal Zernike moments (usually used to describe optical 

aberrations) of image intensity. Zernike moments are rotation and virtually scale 

invariant, resulting in features which are well conserved during motion. Additionally, 

since the moments are integral based they are robust to uncorrelated noise. The M CE's 

generated are thus based on the moments M 'o f the image:

=  0  (2.20)
dx dy dt

A number of moments m are taken in addition to local neighborhood information over an 

area rd , yielding an over constrained ( mrd ) system of linear equations. An affine flow 

model is assumed and the system is solved using singular value decomposition (SVD) for
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the velocity components. The algorithm is relatively slow due to the integration required 

in extracting the Zernike moments and the overhead of the SVD routine -  71 seconds were 

quoted as required for a 233x256 image.

The approach of using multiple filters is certainly biologically plausible. Biological 

vision systems are known to be massively parallel and are highly suited to filtering 

operations, with many of the filters used being of the type found in the human visual 

system. The multiple projections from the LGN and the layers of cells in the visual cortex 

are known to act as local filters. Applying these filters is simply a m atter of replication, 

an efficient architecture to implement in the connection rich visual cortex. How these 

responses are re-combined to give us such a robust motion perception is still very much an 

area of active research. The task of matrix inversion for solutions of multiple equations is 

rather less plausible (although not impossible) and other models are usually considered, 

which we will discuss in the next chapter.

Multispectral Methods

If multi-spectral images are available then they can be used to generate several 

different brightness functions. For instance, the separate red, green and blue colour planes 

from a standard colour camera can be treated as three independent images, yielding three 

motion constraint equations that can be solved. A problem with this simple method is 

that the colour planes are usually highly correlated, a fact which is exploited in most 

colour image compression algorithms. In these situations the linear system of equations 

can often be degenerate. The improvement in the quality and robustness of optical flow 

measurement does not warrant the extra expense in computation.

The colour invariant method uses colour properties that have been shown to be 

invariant under small inter-frame displacement and small changes of illumination 

[Golland97]. These measurements are based on the ratio of different colour planes 

(spectral sensitivity functions) such as the commonly used normalized RGB or HSV.
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Using these measures it is possible to improve greatly upon the simple RGB method 

[Golland97].

2.6 M otion Energy Methods

We have already seen (section2.4) that motion can be regarded as orientation in 

space-time and that the gradient method extracts this orientation through the ratio of 

spatially and temporally tuned filters. The “motion energy” , or “frequency-based” models 

are in many ways similar to gradient models in tha t both schemes employ banks of filters 

to extract this space-time orientation and hence signal motion. The main difference is 

that the filters used in motion energy schemes are designed to respond to specific spatio- 

temporal orientations rather than using the ratio of spatial and temporal filters.

The design of spatio-temporally oriented filter is usually carried out in frequency 

space due to the following relationship between a translating 2-Dpattern and its Fourier 

transform:

I { k  ,(D) =  I q( k)S(CD +  V» k )

where is the Fourier transform of the static pattern, x = ( x , y )  is image position,

k ={ k^ , k 2 ) is spatial frequency, t is time, Ct) is temporal frequency and v = ( m , v )  is 

image velocity. The presence of the Dirac delta function S{(0 + v k )  enforces all non-zero 

values to lie in a plane about the origin. Thus, by designing banks of filters tuned to 

respond optimally to specific planes of frequency space, a motion algorithm can be 

devised. The design criteria for such filter banks is one of the main differences between 

algorithms. A simple example for a ID translating edge and its Fourier transform is 

shown in figure 2.10, with the Fourier components being constrained to a line in frequency 

space. From this diagram it can be seen that designing a filter that responds optimally to 

frequencies along a line in frequency space would be to build a motion filter sensitive to
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one particular velocity. This process of designing the filters in the Fourier domain has 

led to these schemes being labelled as “Frequency Based”. Additional complications are 

that the filters are phase and polarity dependant and so their output depends on how a 

pattern lines up with the receptive field at any one time, and the polarity of the stimulus. 

For example, a moving bar would elicit a response that oscillates over time, and inverting 

the polarity of the bars contrast would invert the response. To overcome these problems, 

the filters required are usually designed as quadrature pairs [Adelson85], the response from 

which is squared (or passes through some other non-linearity [Simoncelli98]) and summed 

to produce the so called “motion-energy” measure that is phase independent.

S p ace
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o

Figure 2.10 A space tim e oriented filter responding to  a  m oving edge. In the 

frequency dom ain, the  m oving edge has its com ponents constrained to  a  line. The 

space-tim e oriented  filter has a  frequency response centered on this line.

A quadrature pair responds maximally to only one pair of points along the line in 

frequency space. Banks of filters are required because a quadrature pair will be optimally 

tuned for one velocity whilst still having a (reduced) response to a range of non-optimal 

ones (figure 2.11). Designing the filters to be more tightly tuned to a narrower range of 

velocities implies that more filters are required to span velocity space, this is the velocity 

specificity problem. In addition, filters must remain sensitive to a range of spatial 

orientations and scales, thus many extra filters are usually required and the filtering 

requirements quickly become computationally demanding. Another problem is that 

stimulus contrast and velocity are confused since a detector will respond weakly if the
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contrast is low or the velocity is not near the detectors peak sensitivity. Additional 

confusion arises between velocity and spatial and temporal frequency. In order to 

disambiguate velocity from other parameters, some comparison of all the different 

responses (normalisation) is required [Simoncelli98],

SpaceSpace ^
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Space ^
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3
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0%50%100%

F igure 2.11 Left: A space-tim e oriented  filter responds optim ally  to  a  narrow  

range of velocities/space-tim e orien tations bu t will still partially  respond to  non- 

optim al velocities (center). In order to  determ ine th e  velocity some

norm alization/ com parison scheme is usually required

Adelson and Bergen [Adelson85] present an overview of such a motion-energy 

scheme for determining optical flow. In their scheme, in an effort to increase 

computational efficiency, they show that a crude space-time oriented filter can be 

synthesised from as few as two space-time separable filters. In order to build a crude 

left/right motion energy unit, four space-time separable filters are required. These are 

used to synthesise the two (phase independent) quadrature pairs of oriented filters. In 

order to normalize the responses and disambiguate contrast from velocity, they take a 

ratio of responses from the motion sensitive filters and statically sensitive filters. 

Although the absolute values of responses will change proportionally with contrast, their 

ratios should not. This can of course be problematic when the denominator of the ratios 

become small, in which case the measure is assigned a low reliability for a higher level 

system to interpret. They also show that motion energy schemes can account for the 

results from psychophysical experiments and several illusions reported by humans, using 

filters that are biologically plausible.
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However, the added complication of producing a space-time oriented filter from 

separable space-time filters is not required for gradient methods which use the space-time 

separable filters themselves to compute motion explicitly.

Fleet and Jepson measure spatial and spatio-temporal orientation [Fleet89]. In 

this algorithm filters are designed in Fourier space using the design criteria of localisation 

in space-time and orientation/velocity specificity. The filters they then design are 

Gaussian’s that are separated by at least one standard deviation. They show that the 

number of orientation channels required grows linearly with the frequency space covered. 

They also show that energy methods still suffer from the aperture problem, when motion 

energy lies in a plane in Fourier-space. Again, the separability of filter banks is exploited 

for an efficient implementation and the subtraction of neighboring difference-of-Gaussian 

filters is used to obtain oriented filters. However, because the aperture problem is still 

evident in energy methods, they have to assume locally planar image regions to constrain 

the flow. The flow is assumed constant in a small space-time volume so that FFT can be 

performed in a block-wise manner.

Simoncelli and Heeger [Simoncelli98] present a two-stage model of MT physiology 

based on space-time tuned filters that fits a wide range of physiological data. The two 

stages correspond to cortical areas VI and MT and mimic the response of simple and 

complex cells. In order to simulate the response of simple cells, their algorithm measures 

local contrast and adds a small value to emulate neuronal background rate firing, this 

local contrast image is then fed into “simple cells” with space-time oriented (velocity 

tuned) receptive fields. The complex cell response is a weighted average over a small 

spatial region. The response from an MT neuron is produced from a weighted average 

over all orientations and scales from complex cells with the same velocity tuning. 

Interestingly, the simple cell receptive fields used are third order derivatives of Gaussian 

filters as opposed to the more commonly employed Gabor functions, mainly to gain the 

computational benefits of the separability of the Gaussian. They synthesize the space-time 

oriented filters from linear combinations of space-time separable filters, which means they 

pass through a stage that could be regarded as a gradient method. A single MT neuron
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cannot encode velocity alone, since its response will be contrast dependant and respond 

equally to a family of velocities. Their model thus reports velocity as a distribution of 

responses from the MT cells, in which velocity is encoded implicitly via a population code. 

Their model can also signal transparent motion by producing a bi-modal distribution, 

provided the motions of the two components differ by significant amount.

The motion energy methods are highly biologically plausible although the basic 

implementations are more computationally demanding due to the increased number of 

filtering operations required. The resulting velocity from energy methods is reported 

implicitly via a population code, rather than explicitly as in the gradient models. This 

means that an additional layer of interpretation is required for the population code. A 

benefit is that bimodal velocity measurements such as those that occur in transparent 

motion can be dealt with [Simoncelli91], a drawback is that the correct interpretation is 

not always easy to arrive at.

There is a formal relationship between the Reichardt detector and the energy 

methods [Emerson92] and optimisations have been developed to increase the speed of 

energy methods by using a Reichardt detector implementation [Franceschini92].

2.7 Hardware for Real-Time Machine Vision

We have seen that a large number of different algorithms have been developed to 

compute optical flow. Some have been developed to solve a specific vision task, others as 

an attem pt to model biology and yet others as novel solutions to a difficult problem. 

However, there are few algorithms that have been designed with a real-time 

implementation in mind during development. The motivation in developing more efficient 

ways to compute motion has often been in an attem pt to cut down the computation time 

from minutes to seconds for the sake of convenience. Until recently, the cost of real-time 

machine vision systems had been prohibitive in terms of the price of hardware, required 

development times and required expertise. Fortunately, the computer vision industry is
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now at the point where relatively inexpensive image processing hardware is readily 

available along with a large number of software development tools. In fact, there are

now a great many hardware options available on which to implement computer vision 

algorithms. Since the choice of hardware will influence the implementation strategy used 

in this thesis, it is important to examine the possibilities. The options considered and 

discussed in the following sections are:

VLSI Chip Development 

DSP’s for Image Processing 

FPGA ’s

General Purpose Image Processors 

Personal Computers

VLSI Chip Development

Neuromorphic engineering has focused on the exploitation of the properties of 

miniature analogue circuitry in VLSI chips for some time now [Marino01][Indiveri99] 

[Arias96] [Mead90]. There are many advantages to designing a dedicated processor for a 

custom algorithm and the hardware yields the fastest throughput possible. The physics of 

the analogue devices can be exploited to achieve robustness and low energy consumption 

[Mead90]. However, VLSI is only suitable for simple algorithms that can be implemented 

without many stages of computation, otherwise the algorithm becomes too complicated to 

fit onto one chip. Unfortunately, the VLSI route is expensive in terms of design time and 

fabrication costs and the finished hardware is difficult or impossible to modify.

Commercial DSP’s

There are a number of products on the market which use Digital Signal Processing 

chips (DSPs) such as the Texus Instruments TMS320C40 or custom ASICs for image 

processing. The systems have a high throughput for many commonly used image
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processing operations such as convolution, and often come as parallel processing modules. 

The disadvantage is that in order to write custom algorithms an in depth knowledge of 

the workings of the DSP and programming software is usually required in order to make 

the most of the functionality of the chip. There is usually a limit to the size and 

complexity of the program that can be executed by general purpose DSPs.

Field Programmable Gate Arrays

Field Programmable Gate Arrays (FPGA) are a relatively recent technology -  

Xilinx produced the first FPGA just over ten years ago and are still the dominant 

supplier. FPGAs are VLSI chips that are re-programmable at run time and are able to 

offer comparable speed to dedicated VLSI with much more flexibility. The main 

limitation is that there are a limited number of logic units (gates) on the chip that in turn 

limits the maximum complexity of an algorithm. The number of gates in early models 

was fairly low (typically 300K) and only very simple algorithms could be implemented e.g. 

analogue to digital conversion and video synchronisation signal stripping (where the 

majority of FPGAs are still employed). W ith the number of gates now approaching 

lOmillion and running at clock speeds of SOOMhz it has become possible to implement 

algorithms such as convolution, Fourier transforms and basic optic flow algorithms in real 

time [Zuloaga98]. The main drawback is that multiple FPGAs are required in order to 

implement complex algorithms, which can become expensive. However, useful image- 

processing boards based upon FPGA technology are becoming more mature and widely 

available and the programming tools are improving. At present, the hardware and 

software needed to program an FPGA from scratch is still very expensive compared to 

machine vision systems, but precompiled software for performing basic image processing 

routines (convolution, averaging, FFT etc) is available for significantly less expenditure. 

It could be that in the near future FPGA based image processing boards become the 

hardware of choice for development, obviating the need for complicated VLSI chip design.
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Embedded General Purpose Image Processors

General purpose image processing boards are available with a wide range of 

abilities. Although not usually as fast as dedicated D SP 's, their general purpose 

architecture permits implementation of more complicated algorithms. The advantage of 

these image processing boards usually comes from a custom high bandwidth bus with fast 

image memory that passes acquired images to the processor engine far quicker than a PC. 

Two of particular interest are the “Genesis” board from Matrox and the “Mamba” board 

from Goreco. The Genesis board consists of a general purpose DSP (the Texas 

Instruments G80 or G4Power PG) supported by accelerator chips capable of speeding up 

many image processing functions. The Genesis can be programmed easily using a set of 

software libraries and is very flexible and a custom 400MB/sec bandwidth bus improves 

speed for bandwidth limited algorithms. The Mamba uses an Intel Pentium ll processor 

running embedded NT, as such it appears in every way the same as a conventional PG. 

W ith the Mamba, software can be written for Microsoft Windows operating systems and 

copied to the M am ba's disk-on-chip to be executed as any normal program. The 

drawback is that the M am ba's processor is not as fast as a dedicated DSP (currently 

Pentium lll 750Mhz), there is no dedicated data bus to the GPU and the board is 

relatively expensive compared to a standard PG.

Desktop PC

W ith companies such as Intel and AMD producing ever faster general purpose 

processors, real-time image processing using relatively cheap and readily available 

hardware has become commonplace. Until recently, a major drawback of PG 

architectures was that image data could not be accessed as faat as required using the main 

memory bus and most image processing algorithms were limited by this factor. Recent 

introduction of high-bandwidth buses to main memory (e.g. RAMBUS) and processors 

with dedicated instructions for fast image processing operations (e.g. MMX, SSIMD) have 

improved the viability of PCs in real time image processing applications immensely. Real
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time image acquisition hardware is now available for a few hundred pounds that is capable 

of passing image data directly to main memory without any CPU loading, and since the 

clock speed of the general-purpose processors are often an order of magnitude faster than 

those in DSP’s, they can fulfil many of the tasks previously only possible on specialised 

hardware. The major drawbacks are their size and power consumption, which prohibits 

their use in many situations.

2.8 Real-Time Machine Vision Systems

We have shown how computationally expensive optical flow calculations are and 

tha t fast image processing hardware is required for real-time implementations. Several 

systems exist based on the algorithms discussed in this chapter using the hardware 

described above. The algorithms share many things in common, they are all of low 

resolution compared to the acquired image, they often report sparse results and the 

quality of results is more qualitatively useful than quantitatively precise. This is due to 

the harsh processing constraints that lead to over-optimisation and subsequent 

unreliability issues. The algorithms employed are of the matching or gradient type, it 

would appear that the motion energy method is simply too demanding at this time. A 

gradient scheme based on the algorithm of Horn and Schunck [HornSl] has been designed 

for an FPGA implementation to achieve real-time optical flow measurement [Zuloaga98]. 

The design uses very basic pre-filters and a novel, recursive implementation of the 

smoothness constraint that applies a single iteration every frame. They simulate the 

system using a test bench but do not publish any results.

The ASSET-2 algorithm is feature based and has been implemented for real-time 

execution using custom hardware [Smith95]. The simplistic algorithm determines the 

position of edges and corners in an image frame and then attem pts to solve the 

correspondence problem in order to match corners between neighbouring frames. In order 

to aid solving the correspondence problem, three additional features were stored for each
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corner, the brightness and the two coordinates of the centre of gravity. Using this 

information it was possible to match corners between frames with approximately 85% 

accuracy. In order to reduce the search space and improve speed and robustness, a 

motion model was applied to the position of each corner in order to predict the position in 

subsequent frames. The system was implemented using two SOMhz PowerPC systems 

with custom hardware to extract the corner features in real-time. The system provided 

sparse data but is able to cluster groups of similar velocities in order to segment objects 

via their motion.

A system which uses the Texas Instruments '0 4 0  DSP chips to extract real time 

normal flow from log-polar images has been presented by Dias et al [Dias97]. They use a 

simple gradient approach that utilises first order differences in order to calculate normal 

flow in real time. They calculate the velocity from the ratio , where the derivatives are 

stored as Sbit numbers and the ratios are stored in a look up table. In order to reduce the 

size of the look-up table, the gradients are reduced to 6 or 7-bit numbers. The system is 

used to enable target fixation using a stereo pair of active cameras in real time.

It is interesting that many of the real-time implementations produce results of 

fairly low quality relative to more sophisticated off-line algorithms. However, this does 

not prevent these systems from successfully controlling active vision systems and mobile 

robots. It could be argued that even though the results from a single frame are not of 

great accuracy, when there are 25 frames of results per second arriving in real-time some 

of the reduction in quality could be recouped through averaging or feedback mechanisms. 

Indeed, when feedback is introduced into the system then even poor quality estimates 

become robust enough to perform navigation [Weber94b] and gaze control tasks 

[Scasselati99] [Daniilidis98].

2.9 Summary

This chapter has presented an overview of methods and algorithms used to extract 

optic flow. The gradient and motion energy methods have been shown conceptually to
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extract motion through orientation in space-time, although they use different filtering 

strategies. Both strategies make plausible biological models, although the gradient 

method lends itself more readily to fast implementations.

A review of current image processing hardware and some real-time vision systems 

has been made. It can be seen that application specific algorithms (e.g. Vehicle 

navigation [Smith95]) have been made to work in real time but general purpose optic flow 

systems are based on simplistic algorithms that often fail.

Optical flow algorithm’s that combine results over time are more robust than those 

which treats each frame of computation as an unrelated exercise. The requirements for 

such algorithm’s are a high frame rate in order for there to be temporal coherence of optic 

flow. The faster we make real-time systems, the easier this will become and the better the 

results we should expect.
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Chapter 3

The Multi-channel Gradient Model
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This chapter describes the mathematical and computational structure of the Multi

channel Gradient Model (McGM) [Johnston99][Johnston98]. The basic implementation of 

the algorithm is discussed and some results presented.

3.1 Overview of the McGM

The Multi-channel Gradient Model (McGM) computes optic flow using an 

enhanced gradient technique that makes use of many spatio-temporal derivative filters. 

The model extends the basic motion constraint equation by expressing the image sequence 

as a Taylor expansion, thus introducing higher order derivatives into the image 

description. Use of higher order derivatives in a Taylor expansion framework has been 

shown to add robustness to optical flow calculations [Gtte95] and provides a convenient 

method for analysing image structure contained within a small region of an image 

[Bainbridge97]. The ratio of the spatial to temporal derivative of any one of the terms in 

the Taylor expansion can be used to compute image speed, although each individual ratio 

will be ill conditioned by itself. The McGM combines multiple terms and pools over 

space-time to arrive at a much more robust measurement. In addition, the Taylor 

expansion is extracted at a number of spatial orientations that correspond to the 

orientation columns found in the primate visual cortex. Speed is then measured as a 

function of spatial orientation. This speed function allows the translational component to 

be separated from differential components of optic flow.
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3.2 The Image as a Taylor Expansion

We express an image sequence I{x,y,t) as a Taylor expansion. This expansion 

yields a vector of gradient measures up to order l,m,n in the three dimensions:

I m  n  i  j  k

I{x + p,y + q,t + r) = J 2  (3-1)
1 =  0 j  =  Q k  =  0

where is the derivative operator • In order to form the Taylor

expansion and extract the image structure, the image must be differentiated in space and 

time. A derivative of a function can be obtained in a well-posed way by convolving it 

with the derivative of a smooth test function [Shwartz50] [Florack96]. The Multi-channel 

Gradient model uses convolution with the Gaussian and its derivatives to differentiate the 

image in space. The Gaussian is a unique function in many ways 

[Koenderink87] [Koenderink88] and is of particular importance to biology since the 

derivatives of a Gaussian are considered to approximate the sensitivity profiles of simple 

cell receptive fields in the visual cortex [Young93][Koenderink87]. The Gaussian function 

is given by equation (3.2)

Go(a;,(7) — 2̂ 2 (3.2)

where a is the standard deviation of the Gaussian and the scale factor ensures the 

function integrates to unity. This function is plotted in figure 3.1. The derivative the 

Gaussian can be expressed as a polynomial multiplied by the original Gaussian:

G n M  = = i f k T  (3 3)

the multiplying polynomial function H^(x)  is the Hermite polynomial which can be 

calculated through the relation:
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Figure 3.1 The normalised Gaussian blur filter from equation (3 .2 ) with 

standard deviation a  of 2.5 pixels. The function is sym metric about zero.

First Derivative of Gaussian G1(x,sigma) 
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Figure 3.2 The first derivative of a Gaussian generated using equation (3 .3 ). 

This first order function has one zero crossing, splitting the curve into a positive 

and a negative region.

Second Derivative of Gaussian G2(x,sigma) 
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Figure 3.3 The second derivative of a Gaussian generated using equation (3 .3 ). 

This second order function has two zero crossings, splitting the curve into three 

regions and is symmetric about zero.
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The first two derivatives are plotted in figures 3.2 and 3.3. The functions have a 

number of zero crossings equal to their order of differentiation, splitting each curve into 

regions of positive and negative values. Images are 2-dimensional, thus in the McGM, 2- 

dimensional spatial filters are required. The 2-dimensional Gaussian is unique among all 

other circularly symmetric (rotation invariant) kernels in that it can be generated using 

two separate one-dimensional convolutions [KoenderinkSS]. These 2-dimensional Gaussian 

filters are generated through multiplication of two orthogonal 1-dimensional Gaussian 

derivatives:

(^5 (2/5 (3.4)

The separability of the 2-dimensional Gaussian derivatives will prove invaluable 

for the implementation and optimisations detailed in Chapter 4. Gaussian filters can be 

convolved together such tha t higher order derivatives and/or lower resolution kernels can 

be generated:

Gn{x,(j{) (8) G^{x,a^) = (3-5)

Where ® indicates the convolution operator. Also, although it is of less 

importance to us directly, the Gaussian is a solution of the diffusion equation and is 

unique in scale-space theory [Florack96][Koenderink87]. The diffusion equation (3.8) 

follows from the observations that:

^Gr^{x,a) = G^^^{x,a) (3.6)

and thus:

-^Gn{x,a) = G^+2(z,(7) (3.7)

-^^Gn{x,a) — — Gn{x,a) (3.8)
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The utilisation of the diffusion equation for computation at multiple scales will be 

explored in Chapter 7.

For the temporal dimension, Gaussian derivatives of log-time are used 

[Johnston94]. The temporal blur function is given by:

GLTAt, T,a) =  k exp (3.9)

where

k =
V̂ TCK exp(^)

The value of r dictates the width of the function (similar to cr in the Gaussian) and the 

value of a  sets the position at which the function reaches its maximum. The first two 

derivatives of (3.9) are:

GLT^{t,r,a) =

and

t A

(3.10)

These functions are plotted in figures 3.4, 3.5 and 3.6. The functions resemble 

asymmetrical Gaussian derivatives and have a steep initial response followed by a longer 

tail. Evidence for these filters in the visual cortex is given in [Johnston94].
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Time t

Figure 3.4 The impulse response of the Gaussian of log-time given in equation 

(3 .9 ). The function resembles a Gaussian that is asymmetrical in time. The 

function peaks at a value given by alpha and the overall size if governed by tau. 

The function is undefined for t< 0 .

First Derivative of Gaussian of iog-time 
GLT1(t,alpha,tau) 
aipha=8 tau=0.5
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Figure 3.5 The impulse response of the first derivative of the Gaussian of log-time 

given in equation (3 .10)

Second Derivative of Gaussian of iog-time 
GLT2(t,aipha,tau) 
aipha=8 tau=0.5
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Figure 3.6 The impulse response of the second derivative of the Gaussian of log

tim e given in equation (3 .1 0 ).
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Higher Order Differentiation

Although we could use derivatives of arbitrarily high order, there is little to be 

gained by increasing the order of the derivatives indefinitely, since the Gaussian 

derivatives do not form an orthogonal set and the responses of higher orders become 

increasingly correlated [KoenderinkSS]. In addition, an objection to using high order 

differentiating filters is their increasing sensitivity to noise. This is objection is valid 

because the derivatives act as high pass filters that are tuned to progressively higher 

frequencies as the order of differentiation increases. If we add white noise (all frequency 

components possessing equal amplitude) to natural image frequency content (approx ) 

then we can expect to reduce the signal to noise ratio after applying these filters. Using 

a Gaussian with a large standard deviation will reduce the effect of random noise due to 

the increased spatial averaging. There is thus a trade-off between resolution and signal- 

to-noise ratio in making these measurements. However, when considering optic flow, we 

also filter over time. When we consider the effect of a temporal blur, which is a weighted 

temporal average, we reduce the noise content considerably and can correspondingly 

reduce the size of the spatial blur. It should be considered however, that if we are to 

implement a spatio-temporal averaging routine in real-time then we will face constraints 

on the size of the blur kernels we can realistically use due to limitations on computing 

power.

An analysis of the noise response of various Gaussian derivatives has been made 

[Blom93] and the results are summarised in Table 1 (from [Romany94]). The data shows 

that as the derivative order is increased, the variance of the noise in the output increases 

rapidly. However, we see that even the high order filters can be of practical use on noisy 

images provided we use the appropriate filter size <7, to reduce the effect of the noise. 

When we consider that a temporal averaging filter will additionally enhance the signal-to- 

noise ratio, we can justify the use of higher order derivatives in order to solve the motion 

constraint equation.
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Derivative ( ̂ output )
{ ‘̂ ipul)

G o
k

G, A1
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n l o s t
16a^°

Table 1 The ratio of output to input variance of pixel-uncorrelated Gaussian 

noise images after applying a Gaussian derivative filter. A: is a constant relating 

to the inter-pixel sampling. The variance of the output noise increases rapidly 

with derivative order, yet it can be attenuated very efficiently by increasing the 

filter size cr. Summarised from [Romeny94]

3.3 Multiple Velocity Measures

The ratio of the spatial and temporal derivative of any term in the Taylor 

expansion given in equation (3.1) yields a measure of image speed. However, the ratio will 

be ill-conditioned since the denominator can approach zero. The first term of the Taylor 

expansion is simply I{x,y,t) and we have already seen that i t ’s spatial and temporal 

derivatives ( and ) are used in the basic Motion Constraint Equation

[Horn85].

d i ^ d i  _  _+ — - 0

An measure of velocity is then given by the ratio of the temporal derivative and the 

magnitude of the spatial derivatives:

- 3 7 /
V = (3.12)

although this velocity measure is ill-conditioned since the denominator is zero when the 

magnitude of the spatial gradient is zero. We can use any term in the Taylor expansion
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to form an additional constraint equation.. For example, if we were to choose the first 

order term from the we could form the equation:

This could be referred to as the image-gradient constraint equation, which assumes 

tha t the first derivative with respect to x is conserved over time. From this constraint 

we could make an additional velocity measurement similar to equation (3.12), although 

this measurement would also be ill-conditioned when the denominator approaches zero. In 

fact, any one measure using a single term in the Taylor expansion will be ill-conditioned 

since any of the derivative values can be close to zero.

The Taylor expansion provides a rationale for a number of derivative terms to be 

summed, with mathematically defined weights. The entire Taylor expansion can then be 

differentiated with respect to space and time and the ratio of the Taylor expansion 

derivatives is well-conditioned unless all the terms in the denominator are zero 

simultaneously, which is much less likely than any individual term. Another advantage of 

the Taylor expansion approach is that an estimation of the brightness around a point can 

be predicted from the expansion, the implications are that sparse image sampling with 

interpolation between samples is possible. It is not clear that the receptors in the retina 

or receptive fields in the visual cortex support sufficient overlap and density to perform 

convolution, but the Taylor expansion approach with a sparse sampling regime could solve 

this. In addition, having taken more measurements of the spatio-temporal structure of the 

image sequence, more information is available for solving the aperture problem without 

resorting to constraining the motion flow itself. Each term in the Taylor expansion can be 

treated as a piece of information, which when taken together as a truncated Taylor 

expansion form the “je t” representation of the local image geometry [KoenderinkSS]. 

Different order jets encode different types of information such as “edginess”, curvature 

and “elongation” [KoenderinkST] [Griffm95]. Altogether, the truncated Taylor
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expansion/]et representation provides a rich description of the image structure from local 

operations.

We then choose to group the terms of same derivative order together as a vector 

k (x ,y , t )  , which represents the image structure.

k(x,y, t ) = {k„{x,y, t ) ,k^{x,y, t ) ,k^{x,y, t ) , . . . ,k^{x,y, t ) f (3.14)

for example, the first few terms are:

Zeroth Order term:

k o { x , y , t )  =  I ( x , y , t )

First Order terms: 

k^{x,y,t) =  pl^{x,y, t)  +  qly{x,y, t) +  rl^{x,y,t)

Second Order terms:

k^{x,y,t) =  p^I^{x,y , t )  +  f l ^ y ( x ,y , t )  +  T^I^^{x,y,t) +  pql:^{x,y, t )  +  qrly^{x,y,t) +  rp l^(x ,y , t )

After producing the Taylor expansion, each term of k (x ,y , t )  is then differentiated 

with respect to space and time, yielding terms which expressed as a matrix are:

J =  Dk{x,y, t) ={k^{x,y, t ),kJx,y, t ),k^{x,y, t)) =

0̂,x \ y

(3.15)

Each column of (3.15) represents the Taylor expansion, differentiated with respect 

to X ,  y or t and each row contains differentials of the same order. In practice, each 

derivative of the image given by the terms in (3.15) must be pre-computed by convolution 

with the appropriate Gaussian derivative. It is not the case that the original Taylor 

expansion terms are first formed (via convolution), then subjected to an extra x, y or t 

differentiating convolution, although in principle this would give exactly the same result.
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In practice it is more efficient to separate the convolution stage from the Taylor expansion 

stage since many differential terms are re-used.

From these measurements, we compute a matrix product:

r j  =

k j . kx - k y t^ X -K
k y k y • k y k y -K

K t^ X K k y K K

(3.16)

This matrix is then integrated over a spatio-temporal region:

t2 2/2 x2

^  ~  J*  J '  J '  J d p d ^ d r  =

t \  2/1 x l

X  • X  X  ' y X  • t 

y ^ x  y - y  y - t  

t ' X  t  ■ y t ■ t
(3.17)

From the elements of this matrix, image speed can be calculated in two orthogonal 

spatial directions by computing the well-conditioned ratios:

=
X  • t

X  • X
V y  —

y - t

y  - y

We now consider computing these speed measures for a range of orientations in order to 

simulate the orientation columns found in the striate cortex (Figure 3.7). We do this by 

rotating our coordinate system (and Gaussian derivative filters) to a number of primary 

directions. We then take the speed measurements parallel and orthogonal to the primary 

directions to yield a vector of speed measures v = (v |̂,Vj )̂, whose components are speed 

and orthogonal speed.

The raw measures of speed are also conditioned by including the measures of the image

. The final conditioned speed vectors are given by:structure ^ and ^ X - X y -y

X t

X X
1 +

2
-  . /I y  • t

y • y
i-k X • y

y  • y )
(3.18)
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where m is the number of orientations at which speed is evaluated. These measures are 

sinusoidal for ID stimuli, the amplitude of which is directly related to speed. Inverse 

speed is also calculated from the terms in (3.17),

X  ■ t

t  • t

y ■ t
t  • t

(3.19)

These inverse speed measures are sinusoidal for ID stimuli with amplitude directly 

related to the inverse of speed. However, inverse speed is evaluated using different terms 

from those used to compute speed, and so constitutes an additional independent 

measurement.

Figure 3.7 Two orthogonal velocity measurements ii|| and are extracted in a

coordinate system  at an orientation 0  relative to the x-y image axis. In the 

McGM, 24 primary orientations are used. The measurements of any purely 

translational component of velocity (light grey arrows) varies sinosoidally with 

theta.

Koenderink showed that optical flow can be decomposed into translational and 

differential components [Koenderink86]. For translational components of flow, the 

measured speed is modulated by a sine wave, the phase of which gives a direction measure 

tha t can be determined by extracting the fundamental Fourier coefficients, the amplitude
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of which gives the magnitude of the translation. For a pure translation, the integral of 

velocity in the primary direction v̂| over 2ti radians will be zero. Any local divergence 

will result in a non-zero integral of v̂ |, since divergent flow is radial and hence always 

parallel to the primary direction (Figure3.8). The purely translational component of 

velocity can be isolated by extracting the fundamental Fourier components without 

resorting to models of affine distortions. At this time, it is not clear how the 

measurement of divergence could be used to aid in the optic flow measurement but an 

opportunity exists to utilize this additional information.

Speed

D irec tion

Translation
Translation +  Divergence

Figure 3.8 For a pure translation the measured velocity components vary 

sinusoidally with orientation 6 . An additional local divergence moves the 

sinusoid such that its integral becomes non-zero. The Fundam ental Fourier 

component of both curves is identical.

The vectors of velocity measurements v̂ | and are projected onto normalized Sine and 

Cosine functions F {9) . This operation extracts the fundamental Fourier coefficients and 

isolates the translational component of flow. The vector F {6^ is given by:

(3.20)
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Speed is then computed as a ratio of determinants:

S ^  =
V x-^I V x-^x

Vm • Vm Vm • V (3.21)

The orientation of the flow is then encoded as the phase of the velocity functions 

(figures.9) and can be extracted explicitly using equation (3.22). Since speed and inverse 

speed are in phase, they can be summed to improve the robustness of the measurement. 

The orthogonal measurements can also be summed after the relative phase difference has 

been taken into account, giving the directional measure as:

direction  =  t a n
-1 (n+V||)'-Fx+(vx+Vx)-P;i (3.22)

Speed

Direction

Translation 
Translation n+n/6

Figure 3.9 For a pure translation the measured velocity components Vy and Vĵ  vary 

sinusoidally with orientation 0 . The phase of the measured speed as a function of 

orientation encodes the direction of the flow. By projecting Vy and Vĵ  onto sin and 

cosine functions, the fundamental fourier component can be extracted and the phase 

measured.
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3.4 Model Parameters

Although the algorithm is relatively complex, just six parameters are required, 

three of which are required to simply map the models spatio-temporal filters into physical 

space-time. The fourth parameter is the number of derivatives used in the Taylor 

expansion, a value which is highly constrained by the resolution of the sensor and the size 

of the usable spatio-temporal filter kernel. Another parameter is the number of 

orientations used to compute velocity, with just two orientations (not-necessarily 

orthogonal) being the minimum to span the space. The maximum number of orientations 

is unlimited although there is no point in sampling orientation beyond the maximum 

angular frequency of the spatial blur kernel (a fact which is considered when steering the 

filters later in this thesis). The final parameter is the size of the integration zones over 

which the Taylor expansion is integrated. These zones should be at maximum the size of 

the spatial filters, beyond which the Taylor expansion may prove unreliable. The choice 

of zone size also has the effect of altering the relative importance of the derivative 

measures in the model.

71



Chapter 3 -  The Multi-channel Gradient Model

3.5 Results

The model computes optical flow robustly on simple synthetic scenes such as 

translating sine waves (figure 3.10) and checkerboards as well as real image sequences 

(figures 3.11-3.13).

Figure 3.10 R esult from the  M c G j M  on transla ting  sine wave. Top Right: Single frame 

from sequence, Top Left: Tem porally  B lurred  Image, B ottom  Left: Velocity encoded as 

grey scale w ith ligh ter= faste r. B otto m  Rtght: D irection encoded by colour wheel.

F igure 3.11 R esult from the  IMcGM on real image sequence of people walking. Top  

Right: Single frame from sequence. Top Left: Tem porally  B lurred Image, B o tto m  Left: 

Velocity encoded as grey scale. B o ttom  Right: D irection encoded by colour wheel.
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F igure 3.12 R esult from th e  M cGM  on synthetic  sequence of a diverging scene. Top 

R ig h t  Single frame from sequence. Top Left: T em porally  B lurred  Image, B ottom  

Left: Velocity encoded as grey scale, B o tto m  Right: D irection encoded by colour 

wheel.

F igure 3.13 R esult from th e  M cGM  on syn thetic  “Yosem ite" sequence. The observer is 

traveling  in to  the  scene and the  clouds are m oving to  th e  right. Left: Single frame 

from sequence. Centre: Velocity encoded as grey scale, Right: D irection encoded by 

colour wheel.

73



Chapter 3 -  The Multi-channel Gradient Model

3.6 Summary and Discussion

The robustness of the human visual system in recovering optical flow in almost 

any visual situation is enviable. It is through the modeling of this natural system that the 

Multi-channel Gradient Model has attempted to achieve several key benefits over other 

algorithms. The model has been developed within the context of psychophysics research 

and much of the architecture (e.g. fuzzy derivative filters, orientation columns, velocity 

and direction specific cells) has been observed in the visual cortex. The unique aspects of 

the McGM have permitted some common psychophysical phenomena to be explained 

using a gradient-based approach. For instance, the ability to separate moving from static 

patterns [Johnston99] has been found to be largely due to the use of inverse speed 

measures. Invariance to a static pattern can be useful in removing optical and sensor 

artifacts, and useful in observing motion through transparent media. In experiments 

using real image sequences the robustness of the inverse speed measure has been observed. 

It is a well-conditioned measure that is most sensitive to the slower speeds for which the 

gradient approach is most accurate. Second-order motion (such as a contrast modulated 

pattern) is also recovered by the model [Johnston99b][Johnston95] and several motion 

illusions perceived by humans are explained [Johnston94].

Although the psychophysical results demonstrate the biological plausibility of the 

model and its usefulness as a model of the human visual cortex, its robustness also lends 

itself to be more generally useful. The philosophy of making multiple measurements 

throughout the model increases its robustness against noise, both internal (quantisation 

and rounding errors) and external (image noise). Every stage in the model can be 

implemented using simple neural mechanisms for which fast software/hardware 

implementations could be devised. The solution of large, biologically implausible matrices 

required by many optic flow algorithms are not required and overall, since velocity is 

computed from purely local measurements, the architecture permits a massively parallel 

implementation. The model thus scales almost linearly with image size and the 

complexity can be tailored to the available computing power.
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By developing simplifications of many of the McGM's stages and by designing 

implementations that are more efficient, real time execution may achieved.
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Chapter 4

Optimisation
 ,2!&Aaa9&

The calculation of optical flow is a computationally demanding process. The case 

for optimisation is demonstrated when we consider the quantities of data involved in an 

image sequence. For 8-bit greyscale images of 512x512 pixels at 25 frames per second we 

would need to process 6.25Mbytes of data per second. If it were possible to calculate 

optical flow with a hundred operations per pixel then a processor capable of 6 billion 

operations a second would be required. Despite the processing requirements, it is possible 

to implement simplified optical flow algorithms using small number of operations in real

time using standard PC hardware [Ben-EzraOO] [Chhabra97] [Smith95]. However, these 

highly optimized algorithms do not recover dense flow fields, are not very robust and 

exploit current computer architectures rather than emulating biologic ones. VLSI 

implementations of simple algorithms have proven more of a success 

[Indiveri99] [Deutschmann98] [Arias96] [Franceschini92], although due to the tradeoff 

between resolution vs. complexity, these sensors are typically very low-resolution (e.g. 

16x16 pixels) and implement simple (e.g. Reichardt detectors) motion detection 

algorithms [Indiveri99] [Franceschini92]. The real-time implementation of a complicated 

multi-stage algorithm such as the Multi-channel Gradient Model pushes current hardware 

to its limits.

This chapter addresses the mathematical and algorithmic optimisations that have 

been developed in order to reduce the number of computations required by the Multi

channel gradient Model, thus making it feasible to implement in real-time using 

commercial image processing hardware.
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4.1 Optimisation constraints

The McGM has a number of highly computationally intensive stages that, without 

optimisation, cannot be executed at frame-rates on the current generation of processors. 

The aim of the optimisation process is to reduce the execution time of the algorithm 

whilst having the smallest impact on the results that it produces. It is understood that 

many changes to the structure will have to be made in order to achieve the goals of real

time operation, but wherever possible the changes will try to adhere faithfully to the 

original algorithm. The key algorithm elements are in the filtering stage. Multiple filter 

orientations, high order spatial and temporal filters are fundamental. It is expected that 

some of the higher order filtering operations may be sacrificed for speed and that the full 

24 orientations may not be computed within the available time, but our goal is to retain 

as much of the structure as possible.

It is useful at this stage to obtain an idea of the size of the optimisation problem, 

with some quantitative measures of the number of operations required to execute the 

algorithm directly. An estimate of the bottlenecks in the algorithm will allow us to target 

our effort to reduce computational load. Table 4.1 shows an estimate of the 

computational order of the stages in the model in terms of the basic model parameters. 

The computational order gives an estimate of the number of fundamental operations (e.g 

multiplication of two pixel values) required in performing the image processing.
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Algorithm Stage Computational Order

Temporal Filtering M ^N,0,

Spatial Filtering N lM ^ O ,O p ,A

Multiply Taylor Expansions M ^O ,O fi ,A

Apply Taylor Weights M ^ O f i p , A

Sum Taylor Terms M ^ 0 f i , 0 ,A

Compute Quotients M'^A
Extract Velocity & Direction M'^A

Table 4.1. The relationship between the com putational order of the different stages in 

the algorithm and the model parameters is shown. All terms are proportional to the 

image size and all stages after the temporal filtering have to be performed for

every orientation A . These expressions can be used to estim ate the number of 

operations required to com pute a single output from the model. Model parameters are 

described in Table 4.2 along with example values.

Parameter Original Minimal

M  Image Size 256 64

Spatial Filter Kernel Size 23 11

V, Temporal Filter Kernel Size 23 15

A Orientation Columns Used 24 8

0^ Maximum X-Derivative Order 7 4

Oy Maximum Y-Derivative Order 3 3

Of Maximum T-Derivative Order 3 3

Table 4.2. Parameter values in original algorithm and a set of parameters for a 

m inimal implementation. The filter support sizes an d  are the number of 

samples used in the spatial and temporal filters respectively. The number of 

primary orientations at which velocity is extracted is given by 4̂ . 0 ^ , 0 ^  and

are the order of derivative at which Taylor expansion is truncated.
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The number of computations carried out by a CPU to perform these tasks is dependent on 

the architecture, but Table 4.1 is a good indicator of where the bottlenecks are. The 

limitations of the current DSP hardware is discussed further in Chapter 5, but it is worth 

noting that in addition to the computation speed, a critical issue is the memory 

bandwidth. The speed at which image data can be transferred around the computational 

architecture can limit the throughput. Every computation requires that the relevant 

image data be fetched from RAM into the CPU and the result be written back. For one 

computation operation at least two bytes of RAM are required to be transferred. In many 

situations it is the data bandwidth that limits the number of computations that can be 

performed. Table 4.2 shows the values of the parameters used in the original model and a 

minimal model and Table 4.3 shows the estimated number of pixel operations required for 

each section. From Table 4.3 we note that the majority of the processing required is in 

the spatial filtering stage, which is fortunately the most readily optimised part of the 

algorithm and will benefit most from DSP hardware. We also note that the original

Algorithm Stage Original Load Minimum Load

Temporal Filtering 4.5M 0.2M

Spatial Filtering 52.4B 142M

Multiply Taylor Expansion 99M I.IM

Apply Taylor Weights 99M I.IM

Sum Taylor Terms 99M I.IM

Compute Quotients 1.5M 32K

Extract Velocity & Direction 1.5M 32K

Total 52.7B 145M

Table 4.3. The number of basic computational operations required in calculating a 
single frame of optic flow using the parameters for a full and a minimal 
implementation of the model given in Table 4.2. The bottleneck is clearly in the 
Spatial filtering stage which requires orders of magnitude more operations than 
other stages.

model requires of the order of 10̂  ̂ operations at 10 frames per second, whereas the cut 

down model requires a hundred times less computation. Clearly, with even the minimal
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version requiring 10  ̂ operations per second some method of reducing the computational 

load is necessary.

4.2 Recursive Filtering

One of the most common optimisations employed by many algorithms that require 

fast filtering operations is the use of recursive, rather than conventional convolution-based 

filters. A 1-D Finite Impulse Response (FIR) filter, such as would be used in convolution 

is characterised by the following equation:

N - l

y{n) = ^  h{k)x{n -  k) (4.1)
t=o

where x(n) is the input signal, h(k) is the filter and y(n) is the output signal. In this 

filtering regime, the output y(n) only depends upon present and past values of the input 

x(n). Although FIR filters are very simple to implement and are very well supported by 

dedicated DSP convolution hardware, they are not always the fastest method of filtering. 

In order to speed up filtering operations, recursive implementations of many filters have 

been developed, many of which are pertinent to the McGM. 

[Fleet89][Vliet98][Jin97][Deriche87][Farrari87]. Many of these implementations require a 

fixed number of multiplication’s per pixel, far fewer than would be required for normal 

convolution, regardless of the spatial extent of the filters used. If we can construct 

recursive forms of our spatial Gaussian derivatives and the Gaussian of log time temporal 

filters then our filtering throughput should be significantly increased.

Recursive filters are characterised by the Infinite Impulse Response (HR) function 

in equation (4.2):

N  M

%/(») = ^  a^x(n -  A:) -  b, ŷ{n -  k) (4.2)
fc=0 f c=l

where and are the filter coefficients, x(n) and y(n) are the input and output 

respectively and M  is the order of the recursion. The equation for the IIR filter contains
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terms including the previous outputs as well as the current input, the new output 

responses thus depend on previous output responses which are “fed back” into the system. 

The IIR filter is therefore a feedback system with a theoretically infinite duration 

response. The feedback arrangement can usually be implemented with fewer filter 

coefficients (and therefore fewer multiplication’s) than used in convolution, enhancing 

throughput of the filtering system. The difficulty is in designing the filters, by careful 

choice of the and coefficients, to meet target filter specifications. An additional 

problem with any feedback system is stability [Ifeachor93], an example of unstable 

feedback is the screeching of a loud-speaker when connected to a microphone in close 

proximity.

In the McGM there is the possibility of recursively implementing both the 

derivative of Gaussian spatial filters and the Gaussian of log-time temporal filters.

Gaussian filtering is a very commonly used operation in image processing, and it is 

not surprising tha t we find a relatively large number of implementations of the Gaussian 

and its low order derivatives in recursive form [Deriche93][Jin97][Vliet98]. There are also 

several different design approaches with various benefits and drawbacks. Recursive 

implementations of up to second order Gaussian derivatives have been designed by Lucas 

et al [Vliet98] which require just 2K  multiplication’s per pixel for Kth  order recursion, 

regardless of the spatial extent cr of the Gaussian. Their design method yields high 

accuracy Gaussians and provides filter coefficients in closed-form. Deriche [Deriche93] 

used applied analysis to numerically approximate the Laplacian of a Gaussian in the 

spatial domain, achieving very high accuracy, although this method is difficult to extend 

to other filters. Jin and Gao [Jin97] implement the Laplacian of a Gaussian (LoG) filter 

using a 2:-transform, it is this technique which we will develop in the next sections to 

formulate recursive higher order derivatives for the spatial Gaussian filters. It will also be 

shown that the temporal Gaussian of log-time filters can be approximated by a function 

with a simple z-transform and recursive form.
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Recursive form of Spatial Filters

The z transform is a technique for representing, analysing and designing discreet 

signals and sequences. It is often used as a first step in designing recursive filters. A 

thorough introduction to the z-transform is given in [Ifeachor93]. The z-transform for 

practical (causal) filter x{n) is given by:

X{z) =  (4.3)

Thus the z-transform is a power series that may not converge for all values of z. 

Values of z for which the transform X(z) becomes infinity are referred to as poles of X(z). 

The region for which X(z) does converge is known as the region of convergence (ROC). 

Taking the 2^-transform of both the FIR and IIR filters in equations (4.1) and (4.2) gives 

us the z-transfer functions for each type of filter respectively:

H(z)=^h{k)z- ‘̂ (4.4)
A:=0

(4-5)
l + \ z  +b^z + . . . +b^z- l + '^bi^z-'^M

k = l

where H(z) is the transfer function, h(i), and are the filter coefficients, M  is 

the order of the recursive approximation and z is a complex variable. For a Gaussian 

derivative G„{x) , equation (4.4) becomes an expansion in terms of z“* :

H(z) = G, (0) + G„ (l)z-' + G„ (2)z-  ̂+...G„ (N)z-" (4.6)

the coefficients of which we can easily evaluate. The coefficients of the powers of z  ̂ in 

equation (4.5) are more difficult to compute and require a design stage. Jin et al [Jin97] 

express the IIR transfer function (4.5) as:

N

k = 0

{ i -p z - ^ y^ (4  = (4-7)
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where p, for stable systems, is expected to lie in the range 0<p<l [Jin97]. This is useful 

since the denominator becomes function of a single variable, simplifying the analysis. We 

also split the derivative of Gaussian filter into two causal sequences, <S^(z)and 5'~(z) , 

where one sequence is applied in the positive direction, and the other is applied in the 

negative direction;

S{z) =  S^{z) +  S-{z)

q+( \ -  _  L. 1 + flp + â z~'̂  + a^z-^ + ■ ■ ■ +a^z-^
%(z) '  i  +

: : ::::
where: K =

'27ra

If we equate (4.8) and (4.7) then compare powers of z~^ we can express the denominators 

in terms of p . For example, if we choose a third order recursive approximation then the 

denominator of equation (4.7) becomes {1 —p z '^ f  =^l-3pz~^+Sp‘̂z~‘̂ — p^z~^ and by 

comparing powers of z in the denominators of (4.8) we observe = —3p , = 3p  ̂ and

b , = - p \

We then perform the polynomial division in (4.8) to arrive at an expansion in 

terms of powers of z~^ that can be directly compared to equation (4.6) allowing us to 

solve for the coefficients and (see Appendix C). The numerical value of p  can be 

determined through a simple best-fit iteration, and will be different for each filter order 

and filter size a  . The result is a recursive filter that can be implemented as:

0*(x) =  [a„7 W  + a,/(jc -1 )  + a j ( x  -  2)] -  [bfl* (jc -1 )  + bfi* {x -  2 )]

0 '(x )  = [a,I(,x +1) + a j { x  + 2)] -  \bf l ' (x  + \ )+bf i- (x  + 2)] (4.9)

/ ( x )  = r(A :) + r ( ^ )

83



Chapter 4 - Optimisation

where and are the filter coefficients, l{x)  is the input image, 0^{x)  is the 

intermediate output from the derivative filter being applied in the positive x direction, 

O (%) is the intermediate output from the filter being applied in the negative x direction 

and I^{x) is the final output Gaussian derivative response. This filter requires only nine 

multiplication operations per pixel, regardless of the filter size a  , compared to the 

original 23 multiplications per pixel for the convolution approach.

Recursive forms of the derivatives of Gaussian filters of up to fifth order have been 

calculated. It was found that every additional order of filter differentiation required at 

least one additional order of recursion to keep the errors tolerable. Thus for every 

additional order of differentiation, two additional multiplication operations are required. 

The errors in the recursive filters steadily increased for higher order DoG's and the 

highest order derivatives became computationally inefficient compared with direct 

convolution.

Commercial DSP image processing hardware is highly optimised for spatial 

convolution. The benefit in recursively computing the derivative of Gaussian filters could 

be gained if dedicated hardware could be manufactured to do this. For high orders of 

differentiation, recursive filtering becomes more computationally expensive than direct 

convolution.

Recursive form of Temporal Filters

The temporal filters are of lower order and are not supported by the majority of 

commercially available hardware. They benefit from using recursion and are discussed 

here. Temporal filtering can be accomplished by employing a frame buffer and performing 

a 1-D convolution over the buffered frames. The number of operations per pixel is then 

directly proportional to the temporal extent of the filter. Images are usually stored in 

continuous blocks of memory which can be made to work efficiently for simple image 

arithmetic and spatial image processing, but a temporal blur process operates on pixels 

from different images which are not adjacent in memory. It is relatively rare to find a 

temporal blur process implemented in hardware on commercial image processing boards. 

In practice, the temporal convolution could be implemented by multiplying each frame in
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the input sequence by the filter coefficients, and then summing all the resulting weighted 

images. This is a relatively slow process, one that can be very much speeded up by 

implementing a recursive form of the filter that requires relatively few image 

multiply/accumulate operations. Many DSP boards do offer a recursive filter of some sort 

for this type of temporal filtering, although most do not use dedicated hardware and those 

tha t do seem to only offer very simple first order recursion.

We have designed a recursive form of the temporal blur by approximating it to a 

function with a simple z-transform, with correspondingly simple recursive form. The 

approximating functions are given by:

pt
— 6 a (4.10)

where a  is the temporal scaling parameter used in the Gaussian of Log-Time (GoLT), and 

n and P are parameters which can be chosen to optimise the fit between the two 

functions. It will be shown tha t this function has a simple z-transform and can be easily 

implemented in a recursive form. We can force this function to peak at the same time as 

the GoLT by choosing the parameters such that both first derivatives cross zero at the 

same value of t. For the GoLT this occurs when ^  = 1, the approximation function 

F„(<) peaks when t = . Thus, the functions can be made to peak at the same time by

setting (5 = n . The value of n takes a similar role to that of r  in the GoLT. It is possible 

to choose n such tha t peaks at the same position and amplitude as the GoLT 

function. This occurs when:

(4.11)
Inj

Thus for each value of r  we can choose n such that the approximation is of optimal fit 

regardless of the value of a. This is very convenient, since altering the parameter a  

affects the size of the blur as well as its peak position, without requiring a design step. 

Equation (4.11) is transcendental and has no analytical solution but one can be found via 

simple numerical methods or software tools. The recursive form of (t) requires n to be
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an integer. This limits the values of t  for which we can generate an optimal 

approximation to the values shown in table 4.1.1. However, as mentioned previously, we 

can still change the size of the blur by altering the value of a, without requiring a design 

step. We will show that the recursive form of F„(t) is of order n +  2 , and so for 

maximum efficiency we would like to use a low value of n. If we choose n =  1, then we 

can find that this function best fits the GoLT with r  = 1.12, which yields a blur of width 

between 4 to 10 frames (FWHM) depending on the choice of a. A comparison of the 

Gaussian of Log time and the approximating function Fj,{t) for two different values of a  

are shown in figure 4.1

0.2
Gaussian of Log Time 
F1(t)0.15

0.05

<0
T im e

Gaussian of Log Time 

F1(t)
0.08 -

g 0.06 - 

> 0.04 -

0.02

^  Ip' I?"%<b
Tim e

F igure 4.1 A pproxim ating the  Gaussian of Log T im e using th e  approxim ating 

t - -
function F.{t) =  — e a T he top  figure is for a = 2 , the  bo ttom  figure a = 4 . 

a
T he approxim ating function F^{t) is optim al for a  value of t= 1 .1  in the  

G aussian of Log-Time.

We have shown that the approximating function T„(f) fits the GoLT curve for a 

useful range of blur sizes. We can now attempt to implement this function in a recursive
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form. This is performed in three stages; firstly we take the z-transform of the FIR 

function {t) , secondly we equate this transform to that of a recursive IIR filter and 

determine the and 6̂  coefficients by comparing powers of z. Finally, we take the 

inverse transform to obtain the recursive IIR filter. Taking the z-transform of F„(<) using 

equation (4.4) yields:

. (4.12)
= —  + 2z"^e"“ + 3z"^e"“ -h... -f

a  a

The summation of this series (which can be shown to be the so-called 'Gabriels Staircase' 

series) for an infinite number of terms has a closed form solution, which is derived in 

Appendix B along with solutions to the higher order approximations. The z-transform of 

F„(^)in closed form is:

= YF^{k)z  ̂ \  (4.13)
Oi [ z - e  )

Where 7  = 14 . We can now equate z^transform in (4.13) to the general z^transform of a 

recursive IIR filter given by equation (4.5):

H( )̂ = - T  = -T7----- ^  (4.14)

A;=l
Y

Comparing coefficients of the powers of z we can determine the recursion coefficients a

and \  :

thus.

%+a^z . . . +a^z ^  _ _J _______ e z ^ . r\
l  +  \z~^ ^h^z-‘̂ + . . . + 6 ^ z " ^  “  l - 2 e - ^ z " ^ - f

ÜQ =  0 =  - ^ e  =  —2e =  e
a
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Using equation (4.2) the recursive implementation oi F (t) is obtained:

y{n) = x{n -  \)e~^ + 2e~'^y{n -1 ) -  e~‘̂' ŷ{n -  2) (4.16)
OL

This recursive form means tha t the approximate Gaussian of log-time temporal 

filter can be generated using only the current input frame and two previous output 

frames. Three image multiplications and two image additions are required. Compared to 

the temporal convolution method that requires the same number of multiplications and 

additions as the size of the temporal kernel, previously 23 frames, this recursive method is 

■y -  7 times faster.

4.3 Steering Algorithms

Steering algorithms can synthesize filters at arbitrary orientations from a linear 

combination of other filters in a small “basis” set. If the number of filters in the basis set 

is relatively small then the computation can be highly efficient compared to direct 

convolution with many oriented filters. The McGM employs many 2-dimensional, 

spatially oriented Gaussian derivative filters. This section describes how we are able to 

take advantage of a steering algorithm to synthesize the oriented filter responses from a 

small, efficiently implemented basis set. Oriented filtering is typically avoided in real-time 

systems due the computational expense of performing multiple convolutions with a bank 

of oriented filters. Faster implementations for oriented filtering have been examined that 

make use of steering algorithms and have been shown to improve the efficiency 

considerably [Kubota95][Freeman91][Koenderink88][Manduchi98]. These methods vary 

principally in their method for creating the basis set. A further benefit of the steering 

algorithm can be gained from the linearity of the convolution operation (4.17). Thus, if 

we can synthesize the oriented filter from its basis set, we can synthesize the response 

to an oriented filter from a basis set of responses
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= ® I

= (k^F^+k^F^+..\F^)^I ^̂ 27)
-  k̂ F̂ ®1 + k̂ F̂  (8) F-K^n ®  I

where I  is the input image and k^.-.k^ are the weights for the linear combination of 

basis Alters/ responses. Thus, we can interchangeably discuss the synthesis of an oriented 

filter from a basis set of filters, and the synthesis of oriented filter responses from a basis 

set of responses. Furthermore, forming a weighted sum of the spatially sampled basis 

functions is equivalent to spatially sampling the weighted sum of continuous basis 

functions. Thus, even after spatial sampling, all steerable functions steer perfectly 

[FreemanQl]. The fastest method of synthesising all of the oriented Gaussian filters is from 

a basis set comprised of purely separable filters, since separable filters require fewer 

operations to implement, which we will briefly demonstrate in the next section before 

moving on to the steering algorithm itself.

4.4 Gaussian Separability

The Gaussian filter is separable, that is, it can be decomposed into two separate 

one-dimensional convolutions [Appendix A]. For example, an image can be convolved 

with a one-dimensional Gaussian in the vertical direction to produce a temporary, 

vertically blurred image. This temporary image can then be convolved with the one

dimensional Gaussian in the horizontal direction, yielding a blurred image equivalent to 

convolution with the two-dimensional function. Since convolution is associative and 

commutative, the order of the convolutions can be reversed without changing the result. 

It can be shown that all derivatives of the Gaussian filter are also separable [Appendix A].

This separability is useful for speeding up spatial filtering, since separable filtering 

requires less computational overhead. In order to convolve with a square kernel of side 

length n, the number of computations required is of order 0{n^ ) whereas convolution with 

a separable filter requires computation of order 0(2n), Thus, if we can achieve all of the
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spatial filtering operations using separable filters, we can potentially increase our 

execution speed by a factor of In our case, with large kernel support of n=23, this

gives over an order of magnitude reduction in computations.

An additional benefit for real-time implementations is that the separable filter 

kernels require less storag and can often be stored in the processor data cache or even in 

the processor data registers. This can speed up computation enormously since the filter 

kernel values do not have to be constantly fetched from main memory during convolution.

4.5 Steering using a Separable Basis Set

The previous section showed that separable filtering has significant computational 

advantages. This section demonstrates that it is possible to construct the oriented 

derivative of a filter from a basis set of purely separable filters (and again, from equation 

(4.17) this is also true for the responses). Additionally, some new expressions are derived 

for the weights and the separable filters required, without using singular value 

decomposition or matrix methods [FreemanQl]. Instead, in order to determine which 

separable basis filter responses are required to construct an oriented derivative filter, we 

use the directional derivative [Barr96]:

Df{p)ü^'7f{p)-ü  (4.18)

where D is the derivative operator acting on the circularly symmetric function f{p) , at a 

location p  , in the direction given by the unit vector ïï and V is the gradient operator. 

It is important that f{p) is circularly symmetric since we are rotating the derivatives of 

this function, not the function itself. The unit vector ücan be expressed in terms of an 

orientation 6 with respect to the x-axis of the Cartesian coordinate system:

i { 6 )  —  i  C O S Ô  + jsin9 (4.19)
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where i and j  are unit vectors in the x and y coordinate axes directions. It is also useful 

at this point to define a unit vector orthogonal to ü {6) :

u^{9) = —i sind + j  cos 6 (4.20)

We now have the mathematical apparatus to determine the first order derivative of a 

function in any direction, expressed purely as a scalar sum of derivatives in the i and j  

directions. For example, the first order derivative of the Gaussian 0{x,y) in the direction 

u{6) is given by:

DG{x,y)u{e) =WG{x,y)-u{6)
i \  \

(i cos6 + jsm6^ (4.21)dG{x,y) Ç , dG{x,y) V
* “r J

dx dy

dx dy

This shows tha t the first order x-derivative, rotated clockwise by an amount 6 , can be 

expressed as a weighted sum of the first order x and y derivatives, i.e:

DG(x,y)u =Gl(x,y)

= kfi^{x,v) + k^G^(x,y) (4.22)

where = cos 6 and = sin 9. An example of steering this derivative through 

45degrees is shown in figure 4.2. For higher order filters the situation is more complicated 

and the benefits of using a separable basis set become clearer.
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F igure  4.2 From  a linear com bination of the  two, first order, separable G aussian derivatives 

and {left+center) the first order derivative of a  G aussian taken  a t any orien tation  can be

synthesised, {right)

Steering Higher Order Derivatives

We can substitute the directional derivative back into equation (4.18) to obtain 

higher order directional derivatives, that is, we can define a new function/'(p) = V/(p) • ü 

thus:

D J ( p ) u  = V ( / \ p ) ) - ü

=  V ( V / ( p ) - 5 ) - û (4.23)

We can continue in this manner for arbitrarily high orders of differentiation by successive 

substitution. This enables us to calculate an oriented derivative of any order. For

example, the second order derivative of Gaussian G{x,y) in the direction u{9) is given by:

%/)ü =  V  (V G(z, %/). ü (^ )). Ü

substituting our result from (4.22) for the term in brackets and staying in simplified 

derivative notation gives:

Dg G(z, y)ü =  V  cos g +  Gy sin g ) . E

=  (Gg^ cos 0 +  sin 6>) + j  ( g ^  c o s  9 + G^^ sin 6>jj • (z cos 6> + j  sin (9)

= Gg  ̂ cos^ 9 + Gyj. sin 0 cos 0 cos 9 sin 9 + Ĝ  ̂sin^ 9

92



Chapter  ̂ - Optimisation

since the order of performing partial differentiation does not matter, i.e. , we can

write:

= G.2x

^\^2x +^2^2y (4.24)

where — cos 9 and = sin 0 . This expresses the second derivative of a Gaussian 

rotated though an arbitrary angle in terms of a linear superposition of three separable 

Gaussian derivatives (figure 4.3). A complete set of steering functions for the separable 

basis filters of up to third order is given in Appendix D.

F igure 4.3 From  a  linear com bination of th e  th ree , separable G aussian derivatives and

{top row) the  second order derivative of a  G aussian Gj^ taken  a t any orien tation  can be 

synthesised (bo ttom ).  Any of the  filters in th e  top  row can be synthesized a t any orien tation  using a 

com bination of itself and its neighbors.
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Crossed Derivatives

Crossed derivatives such as G^{x,y) contain derivatives in both orthogonal 

directions and so require the use of both orthogonal directional derivatives u{6) and 

u^{9). The calculation proceeds similarly to that of higher order derivatives, although 

now the correct directional vector must be used. For example, if we wish to calculate the 

oriented version of Gj^{x,y) we use:

D {DG{x, y)ü) = V ( V G{x, y) • ü{9)) ■

Again, we can substitute for the term in brackets on the right hand side with the result 

obtained in equation (4.22), thus:

D  [D G {x , y)u)u^ =  V (cos{9)Gj. +  sin{9)Gy ) • u_̂

=  {G^^ c o s  9 +  Gyj. sin 0 j +  j  (g ^  c o s  9 +  G^  ̂ sin 0 jj • z sin 9 +  j  cos 9^

=  —G^  ̂ sin 9 cos 9 — Gy^ sin^ 9 +  (7^ cos^ 9 +  G^  ̂ sin 9 cos 9

again, since G ^  = Gy^ , we can write:

D(DG(x,y)ü)ü^ = Gl

-  + (*1 “  *̂ 2 )® !0  + (4.25)

where = cos 9 and = sin 9 .

We notice that the same second-order basis derivatives are required to generate

the oriented responses to both G^{x,y) and G^^{x,y)  ̂ with only a change in the relative 

weightings of the basis elements. It is easy to observe that for a derivative of total order 

D, all of the separable derivatives of that order are required to generate an oriented 

response, tha t is:

(4.26)
1= 0
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For example, steering the third order Gaussian derivative G^^{x,y) requires a 

weighted addition of all the separable filters , Ĝ.̂  ̂(x, y) and (x, y) . These

separable basis filters and an oriented filter synthesised from them are shown in figure 4.4. 

A complete set of steering functions for the separable basis filters is given in Appendix D.

G.i x

■10

G 2xy

■2yx

F igure  4.4 From  a linear com bination of the  four, th ird  order, separable G aussian derivatives {top 

2 rows) the th ird  order derivative of a  G uassian (e.g. G.^  ̂) taken  a t any orien tation  can be

synthesised {bottom). Any of the  filters in the  top  rows can be synthesized a t any orientation  using 

a com bination of itself and its neighbours.
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We are now able to generate any of the oriented spatial filters used by the model from a 

weighted sum of filters in the basis set. From the linearity of the convolution operation 

shown in equation (4.17) we can also synthesise the responses to these filters. We can 

calculate the reduction in the number of operations by employing this separable basis set 

filtering scheme. By using separable convolution to generate the basis set of responses we 

decrease the number of operations considerably, from using multiplication’s to 2n , 

where n is the filter size.

Filter Order Normal

Convolution

Basis

Generation

Separable

Basis

Generation

Steering

1 6656 277 24 13

2 9985 416 36 19

3 13313 555 48 25

4 16641 693 60 31

5 19969 832 72 38

6 23297 971 84 44

Total 89861 3744 326 170

Percentage 

of Normal

100.00 4.17 0.36 0.19

T able  4.4 Millions of operations required to  generate  th e  responses for 24 orien tations 

on a  512x512 image using filters of size 23x23. T he steering  (linear recom bination  of 

basis filters) operations m ust be added to  th e  basis se t generation  operations. T hus th e  

to ta l num ber of operations for separable basis generation  & steering  is 326+170=496 

(0.55% ), alm ost 200 tim es faster th a n  norm al convolution.

We can estimate the increased efficiency of using the steering algorithm in the 

McGM. Table 4.4 shows the number of operations required by the standard convolution 

method, the two basis set generation methods and the steering algorithm. These results 

show that the separable steering method devised here can produce all the filters required 

by the McGM and will cut down the processing by at least a two orders of magnitude. 

The implementation of this scheme is explored in Chapter 5.
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4.6 Exploiting Symmetry

There are two more simple, yet significant savings that can be exploited with the 

steering algorithm, using the symmetry of the filtering operations. All of the filters are 

either symmetric or anti-symmetric, meaning that we only need to filter in the orientation 

range from 0-180° before repeating the results. The velocity measures are projected onto a 

sine wave to extract direction, but by using symmetry we can use half of the orientations 

and project onto half a sine wave with exactly the same results. This would require us to 

generate only half the number of oriented responses.

A second simplification involves carrying out the integration from equation (3.13) 

over a symmetric integration zone, this has a crucial side effect in simplifying the 

calculation of the product terms. Let us consider the first order terms of the Taylor 

expansion differentiated w.r.t x and y, which correspond to the grouped terms and 

. W ritten out in full these terms are:

(4.27)

\ y  = + ^hy + ' ĥy (̂ > (4.28)

The next stage of the algorithm requires that the vectors k̂ . and ky are multiplied 

together via an inner product. For first order terms, this would generate nine cross 

products. However, if the integration zones for p,q and r are symmetric about zero, then 

all crossed terms (e.g pqlïx^iy) integrate to zero and we are left with just three non-zero 

terms:

\xK,y ~ P^hx^xy + (l^Iyx^y + hxhy (4.29)

where the {x,y, t )  coordinates have been omitted for clarity. Thus, by selecting 

symmetric integration zones, it becomes possible to pre-calculate the squared weights and 

reduce the number of terms in the Taylor expansion products.
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4.7 The Taylor Expansion and Steering

The steering algorithm developed in the previous sections allows us to synthesize 

the response from an oriented filter using a weighted combination of separable filter 

responses. The McGM then goes on to use these oriented filter responses to construct a 

Taylor expansion, a process that again involves weighting and combining terms. This 

section describes how the two weighting processes can be combined into a single process, 

saving computation. Let us compare the first few terms of the 2D Taylor expansion to 

the steering terms for the first few orders of derivatives:

Taylor Expansion:

I{x + p,y + q)= Io{x,y) +

2 \ { p ^ ^ 2x (:F, y )  + I 2y (a;, y ) )  +  -

Steering:

fo(â >2/)=

f f {x,  y )  =  (a;, y )  + k^iy (z, y )

{x, y) = y )  "h y )  d" ^2 ̂ 2y

It is clear that there is a great deal of similarity between the two sets of equations and 

tha t there exists a possibility of constructing the Taylor expansion and performing the 

steering simultaneously. In the McGM, the Taylor expansion is constructed using 

oriented filter terms, thus the expansion becomes:

C{x + p,y + q) ^  /q +

(4.30)

2\{p^^L + +

98



Chapter  ̂ - Optimisation

where p  and q are the spatial offsets from the location (%,};) and where we have 

dropped the coordinate notation on the right hand side for clarity. Each of the oriented 

differential terms in equation (4.30) can be replaced by its separable steering term to give:

^(x + p,y + q)= /q+ +

pq  + {ĵ \ -  ̂ 2 ) ̂ ;ty + KKhy  ) +

^ ( f ^ l h x  ~  '^ K K ^ x y  +  ^ \ h y  )  +  • • •

A mathematical tool such as Maple™ proves useful in the evaluation of higher order term 

and after grouping derivatives of the same order the oriented Taylor expansion becomes:

I{x + P,y ^q) = [k Î  ̂+ K^Iy\ + + K J ^  + + ••• (4.32)

where: = {̂ pk̂  -  qk̂  )

=[qk^ +pk^)

^ 3 =  (p^^i - “̂pqk^k  ̂ +9^^2 )

A4 = {2k^k^p̂  + 2pq{k^ —k^) — 2k̂ k^q̂  ) 

=  {p^kl -\-2pqk^k  ̂ +q^kl)

and: k̂  = cos9 and k̂  =sin(

This equation shows that the Taylor expansion can be constructed using oriented 

filters in a single weighted addition of separable filter terms, bypassing the filter steering 

stage and performing the steering implicitly. It is also observed tha t there are exactly the 

same derivative terms in (4.32) as in the non-steered expansion, only the weights have 

changed. Thus the steering algorithm introduces no extra filtering overheads into the
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Taylor Expansion. This is more efficient that the two-stage process of first constructing 

all of the required oriented filters then weighting the same terms again to form the Taylor 

expansion. A similar analysis can be made of the full spatio-temporal Taylor expansion 

and its derivatives tha t are used in the McGM. Although the situation is slightly more 

complicated, combining the steering into the Taylor expansion derivatives is still more 

efficient than the two stage process. The full analysis is performed in Appendix E.

It is worth noting that, in the limit, as the number of terms in the expansion 

(4.32) tends to infinity, the effect of using oriented filters would be expected to vanish. 

This is because in the limit, the approximation becomes an identity regardless of the 

orientation of the coordinate frame. However, in reality we do not have access to an 

infinite number of perfect derivatives but instead must use spatially sampled 

approximations, thus differences would be expected between the responses of filters of 

different orientations. The oriented Taylor expansion of equation (4.32) also allows us to 

arrive at the same representation regardless of the orientation of the filters employed. It 

also allows us to predict the image luminance at a point from measurements taken at 

different locations and with different orientations of filters. This could be used to estimate 

image luminance at a single location from a large number of separated, differently 

oriented, filter responses. It would also allow sparse sampling, since not every image 

position would require a filter at every orientation. These properties of the Taylor 

expansion and filter steering are interesting but will be investigated in future research 

since they are not part of the optimisation process.

4.8 S te e rin g  th e  V elocity  M easures

The next stage in the algorithm uses the product of expansion terms in order to 

extract basic velocity measures (Chapter 3). It has been shown (section 4.6) that the 

product of two Taylor expansion vectors (e.g. x • t )  consists of many terms that can be 

simplified by integrating over a spatial zone symmetrical about zero. This simplification 

is a useful optimisation to the algorithm because of the elimination of many derivative 

terms. A further simplification investigated in this section is steering the Taylor
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expansion products themselves to arrive directly at a Taylor expansion product at an 

arbitrary orientation (e.g. %* (*). These products are a crucial step in recovering 

velocity in the McGM.

The similarities between the terms in the Taylor expansion and the terms in the 

steering mathematics have been demonstrated in the previous section. These similarities 

manifest themselves further when we consider the dot product of two oriented Taylor 

expansion vectors. The basic velocity measure used in the McGM is:

X  • t  
V = ------------

X  • X

where the terms x and t are the derivatives of the Taylor expansion integrated over a 

symmetrical region. Gonsider the zeroth order term of the Taylor expansion lQ{x,y,t)\ in 

the Taylor expansion derivative vectors x and y the zeroth order terms becomes Ij.{x,y,t) 

and Iy{x,y,t) respectively. In the oriented vectors x^ and y  ̂ , these two terms become:

^ d" 2̂ '̂ !/ and lyix^y^t') —

where = cos 6 and = sin 6. These terms are multiplied together in the vector 

product x^ ■ y^. It can be seen that when the product is between two oriented Taylor 

expansion vectors (e.g. x^ -y^) many cross terms are generated in the resulting product 

expansion:

x^ • y^ =  [ l^ { x ,y , t ) I y { x , y , t ) \  + higher order terms 

x^ ■ = [{kjx + )(^i4  “  )] + higher order terms

= + ^ l y h  + \h^^y ~ ] + higher order terms

In order to avoid having to evaluate all these additional terms, we could try and 

integrate over a region for which many terms vanish. However, in order to make these 

new cross terms integrate to zero, the rotational integration zone should be performed 

over a period which causes many of the coefficients (e.g. kj^^)  to vanish. Unfortunately, 

this period could be as high as tt for low order coefficients, for example = sin(0 )cos(0 )
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only integrates to zero over such a period. If we were to integrate over angles as high as 

7T, we would be ignoring the directional selectivity of the algorithm. The conclusion is 

that in order to steer the products of the Taylor expansion vectors, addition derivative 

terms are inevitably introduced, making an implementation less efficient. Thus, in order 

to optimise the algorithm using steering, the steering process must be completed before 

taking the Taylor products.

4.9 D ig ita l F ilte rin g

The Gaussian derivative filters used to create the basis set are computed to 

floating point precision in the software version of the model, requiring floating point 

precision multiplications. In order to optimise the filtering process and to become 

compatible with most image processing hardware, these filters should be implemented 

using integer precision arithmetic. Most computer and image processing hardware 

(e.g.Intel, Texas Instruments, Motorola) is designed to process data in units of 8 -bit bytes, 

which can only represent 2* = 2 5 6  different values. A larger range of values can be 

represented when using two-byte (16-bit) “words” or four-byte (32-bit) “double-words” , 

although these double and quadruple the amount of data that must be transferred and 

manipulated. It is more efficient to use the smallest data type possible, although this is at 

the cost of range and/or precision.

The Gaussian blur function is of infinite extent, requiring a filter of infinite size 

and accuracy to implement perfectly. However, at some point the value of the Gaussian 

becomes smaller than that which can be digitally represented and we can truncate the 

filter kernel size without further loss of accuracy. An analysis of the bit depth required to 

implement the second derivative of the Gaussian by various efficient methods has been 

made [ForshawST] although higher order derivatives were not discussed. If the filters are 

to be eventually implemented on standard DSP hardware, it is first necessary to examine 

how these filters will behave when represented using integers of only 8 -bit precision. 

Table 4.5 shows how the size of the filter required to represent a normalized Gaussian blur
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changes with the standard deviation. Values of the Gaussian function outside of this 

region would be zero when represented with 8 -bit numbers. The original algorithm uses a 

standard deviation of 1.5 pixels and so would only require between 7 to 13 pixel support 

in 8 -bit precision, whereas it was originally implemented with a support of 23 pixels with 

floating point numbers.

Gaussian

(J

Min Filter 

Size

1 7

3 13

1 0 23

30 37

1 0 0 67

Table 4.5 Filter size in pixels required to represent a Gaussian Blur 

of standard deviation CT pixels using 8-bit precision numbers.

Since the spatial extent of the derivatives of the Gaussian increase slightly with 

higher orders of differentiation, the figures in Table 4.5 only indicate a minimum filter 

size. Since the spatial extent of the Gaussian derivatives increases with order, as do the 

number of zero crossings, there is the additional problem that for small scales the function 

simply does not “fit” into the Gaussian envelope [Romeny94]. For a given scale and order 

of differentiation, it is possible to calculate the minimum support size required to keep 

within a given error tolerance [Romeny94]. An alternative process to convolving with the 

Gaussian derivative kernels is numerically differentiating the Gaussian blur kernel, a 

process discussed in the next section.

Numerical Differentiating Filters

In order to reduce the spatial filtering requirements used to create the separable 

basis set, it is possible to use simple numerical differentiating filters. The numerical
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differentiating filters are smaller than the Gaussian derivative filters, making convolution 

faster, although at the expense of accuracy. We can use numerical derivatives after 

performing a Gaussian blur since:

I  ^  = I  (S> (Gg (g) D^) =  ( /  (g) G^j 0  (4.33)

where Gq is the Gaussian blur, 0  is the convolution operator and Z)̂  is the 

derivative operator. Unfortunately, the derivative operator B^ is only an approximation 

to the true analytical derivative since it operates on sampled data. The most basic 

differentiating filter is the forward difference filter Z)q= [ —l , l ],  which is derived from 

Newton’s calculus:

where, since S x > \  for discretely sampled images this becomes an approximation:

P X x ) = F ( x  + l ) - F { x )
^ F ( x ) ® D ,

A significant improvement on the approximation (4.35) is the first order central 

difference filter Z), [ - 1,0 ,1] which when iterated will yield approximations to the higher

derivatives. Since this filter requires only one subtraction operation to implement, it is 

exceedingly fast to execute in convolution operations. The drawback is that the 

approximation introduces cumulative errors into the derivative measures during successive 

iterations. An additional consequence is that this filter performs well at low spatial 

frequencies but under estimates the gradient of higher frequency components 

[Christmas98].

The original optical flow algorithm of Horn and Schunck [Horn85] employed the 

crude first order difference filter of B^ = [ - l , l ] ,  but it has been shown that their results 

can be improved by using more accurate differentiating filters with pre-blur [Barron94].
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The size of the pre-blur is important since it can attenuate the higher frequencies for 

which the numerical derivatives are inaccurate. For the McGM, both spatial and 

temporal blurring is present which serves to reduce the high frequency components, this 

has been shown to improve results in gradient based optical flow measurements 

[Christmas98]. To help overcome the accuracy problems with the low order central 

difference filters and Z)j, several higher order numerical differentiating filters can be 

generated [SpiegelTl]. The most frequently used are the second and third order central 

difference filters, Dg = j^[l,—8,0,8,-1] and = ^[1,-9,45,0,—45,9,—1] which require only four 

and six multiplications respectively to implement. The error in using these numerical differentiating 

filters has been calculated for sine waves over range of spatial frequencies using the error metric:

2)1
€{co) = 27X  ® sin(û?A:)) 4- co cos(fyx)] (4.36)

%=0

Figure 4.5 shows the error £{co) in computing the derivative of a sine wave of unit 

amplitude, using the three orders of central difference filters and . The graph

shows that the first order difference filter Z)j is only accurate for low frequency image 

structure with a significant improvement for . In spatio-temporally blurred images low 

frequencies should dominate and the first or second order differentiating filters would be 

good candidates for implementation. These filters can be also be stored as 8 -bit integers 

without any modification. Using the differentiating filter only requires two

multiplications and four additions to implement, making the filtering process required to 

generate the separable basis set much faster.
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Error D ifferen tia ting  a S ine W ave  
using N u m erica l D erivative Filters

0.25

0.2

5
I  0 15

i

0.05

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75 80 85 90

S p a t i a l  F r e q u e n c y  ( D e g r e e s / P i x e l )

Figure 4.5 The error £‘(<2>) (equation (4.36)) computed using th ree  num erical derivative 

filters to d ifferentiate a  sine wave. T he d ifferentiating filters used were D, = ^ [ “

^2 ^  i2 [ li" 8 ,0 ,8 , —1] and D.̂  =  9 ,45 ,0 ,—45,9, —1].

4.10 Sum m ary

In this chapter we have closely examined the workings of the mathematics of the 

Multi-channel Gradient Model and indicated elements that can be implemented more 

efficiently.

An approximating function for the temporal filters has been developed which has 

been shown to possess a fast recursive implementation. This recursive HR filter has been 

shown to require fewer operations than the conventional frame-buffer convolution 

operation.

A steering algorithm for the Gaussian derivative spatial filters has been developed 

that is simple and complete for all orders of Gaussian derivatives used in the McGM. 

The algorithm permits us to synthesize the response to Gaussian derivatives of arbitrary 

spatial orientation using a small “basis set” of filter responses. Since the basis set can be 

generated using entirely x-y separable filters, it can be generated very efficiently. Overall, 

the steering algorithm makes the spatial filtering operations many times (theoretically two 

orders of magnitude) faster than standard convolution and should in itself go a long way 

achieving real-time operation. The steering mathematics have also been integrated into 

the Taylor expansion and some conclusions drawn.
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Additionally, it has been shown how using numerical derivative filters with a small 

number of filter coefficients can increase the throughput of the convolution operations 

needed to generate the separable Gaussian basis set.

Almost all of the processing in the original algorithm took place in the spatial 

filtering stage (Table 4.3). Since the amount of computation in this stage has been 

reduced significantly, we should expect to see a proportional improvement in the complete 

algorithm. However, the final result will depend greatly on the implementation of the 

image processing routines on the image processing hardware. This is discussed in the next 

Chapter.
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Chapter 5

DSP Implementation
r-^ss0gzma®!ii^ii:^.S95afa#$^aBsesaB&kx»'^ -» # * * *  w ak-v tv

This chapter describes a hardware specific implementation of the McGM using the 

optimisations discussed in Chapter 4.

5.1 Implementation Description

A minimal version of the Multi-channel Gradient Model has been implemented 

using current image processing hardware. The Matrox “Genesis” general purpose image 

processor has been selected as the best system currently available for real-time image 

capture and fast processing. The processing architecture is built around a Texas 

Instruments G80 parallel master processor which is supplemented with a “Neighborhood 

Operation Accelerator” (NOA) chip that accelerates operations such as convolution. This 

yields an overall processing power of 2.2BOPS (Billion Operations Per Second). The 

Genesis also has an image capture module that contains dedicated hardware capable of 

performing image scaling and subsampling without using any of the master processor’s 

computing time. Since we cannot run even the minimal algorithm on full sized images 

(768x576) we will need to use the sub-sampling functionality tha t this board offers. The 

Genesis has 64Mbytes of lOOMhz processing memory and 8 Mbytes of display memory. An 

on-board display module enables the results to be viewed without any overhead incurred 

by the host processor transferring data to a separate video display device. The available 

processing memory is significantly more than required since the images used in this 

implementation are not larger than a quarter of the standard PAL format (% 768x576), of
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which nearly 1300 16-bit images can be stored into the available 64Mbytes. This leads us 

to state the first of our implementation criteria;

• Execution speed should take priority over memory usage.

Instructions are issued to the Genesis board from the host PC (SSSMhz Pentiumll

with 128MB of memory), which are then executed asynchronously. Although the Master

processor contains a relatively fast lOOMhz floating-point arithmetic unit (FPU), it is 

highly optimised for processing 8 -bit, 16-bit or 32-bit integer values. Additionally, the 

data bandwidth from the on board memory to the processor is 400Mbytes/ second, which 

although fast, is not always able to keep up with the processor and therefore limits 

execution speed. Since it is possible to transfer twice as many 8 -bit pixels per second than 

16-bit pixels, and twice as many 16-bit pixels per second than 32-bit pixels we can set 

another implementation criterion:

• The image data should be reduced to the smallest possible integer size to 

enhance throughput.

Perhaps the most critical implementation issue is tha t an overhead of 0.5ms is 

incurred when calling a Genesis processing function, this time penalty is incurred during 

every image processing function call made to the Genesis. This overhead is due to the

time required to re-configure the master processor and/or the NOA chip, which is a

typical problem encountered with re-programmable hardware. This overhead effectively 

limits the hardware to performing a maximum of 2 0 0 0  image processing operations per 

second, even if the operations could hypothetically take zero time to execute. This equates 

to only 80 image processing operations per frame at 25 frames per second. The overhead 

becomes more im portant as image size decreases, so although the Genesis is very efficient 

for large images, its efficiency is degraded when using small ones. One of the most 

im portant efforts will therefore be to structure the image data such that image processing
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operations can be performed on large groups of smaller images in one function call. Thus 

we form two further implementation criteria:

• The number of image processing operations should be kept to an absolute 

minimum.

• Images that require the same processing operation should be grouped into 

larger parent images.

In this implementation, two parallel threads of execution are created on the host 

PC, with a further two command threads on the Genesis board. The first host thread 

services the user interface, which in turn can alter variables in the model. The second 

thread, which has priority, is responsible for both issuing image processing commands to 

the Genesis board and processing data on the host. Commands can be issued by the host 

to one of the two threads on the Genesis, the first is used for asynchronous camera frame 

grabs while the other used to execute the image processing instructions (figure 5.1).

The processing has been broken into separate blocks of image processing functions, 

called sequentially from a master processing loop running on the host. The individual 

subroutines in the processing box in figure 5.1 are shown in figure 5.2 and this chapter 

explains how each subroutine is implemented, according to the implementation criteria set 

out above.
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Interface Thread Processing Thread

Genesis Genesis Grab Thread Genesis Process Thread

ProcessingImage Grab

User Interface The Model

Host Application

F igu re  5.1 P arallel processing th read s on th e  host P C  and  th e  Genesis image 

processing board. Im age acquisition and processing occur sim ultaneously  on the  

Genesis. T he Processing box is exapanded in figure 5.2.

Create Basis Set

Display

Steering

Taylor Construct

Taylor Products

Quotients

Temporal Filter

Weights

Velocity

F igu re  5.2 Processing subroutines executed on th e  Genesis in th e  processing 

th read . T he final subroutines (Q uotien ts and  V elocity) can  be executed on 

th e  H ost if required. These rou tines can execute independen tly  to  the  image 

cap tu re  process.
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5.2 Image Acquisition

Image sequences were captured from a Hitachi KP-Ml machine vision CCD 

camera, which outputs a video stream in a standard analogue format at 768x576 

resolution. The KP-Ml uses an interlaced scan CCD sensor that images two separate 

vertically interleaved “fields” at 50Hz in order to make up a full image frame (figure 5.3). 

In a standard interlaced camera, the image is usually read out from one field whilst the 

other is being exposed, then the situation is reverse, at a rate of 50Hz. A problem with 

interlaced cameras for motion measurement (as well as many other vision applications) is 

that the two fields are exposed at different times before being recombined into the final 

frame. The resulting image is thus composed of two components such as figure 5.4, where 

the moving person is exposed in alternate lines in two different places.

-40
-40

40

40

40

-T-<-

40
-41

■ Readout Odd

■ Readout Even

Odd 
-40 Even

□ Exposed 
CCD

>Serial
Readout

Horizontal Shift Register

F igure 5.3 Diagram  showing the  arch itecture of an in terlaced transfer CCD sensor.

T he vertical shift register for both  odd and even fields is shared. A full resolution

fram e is m ade up from tw o fields acquired and read-out a t separate  times.

It is possible to design filters to overcome this effect [Gtte95], but since we have 

spent considerable time designing our filters we will opt for a simpler solution. Since we 

cannot process the entire frame in real-time, we will inevitably have to reduce the input 

image to a smaller size via a sub-sampling operation. We could decompose the input 

frame back into its two fields and treat each field as a separate image in time, effectively 

yielding an image sequence of 50Hz temporal resolution but at half the vertical spatial
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resolution. Unfortunately, this also introduces a potentially problematic single pixel 

vertical offset between alternate images in the sequence, since they are imaged from 

different pixels on the sensor. To avoid the pixel shift problem completely, one field can 

be discarded and the image sequence used at half the spatial resolution and half of the 

field rate of the camera, i.e 768x288 @ 25Hz. Some machine vision cameras also allow a 

“Field Accumulation” mode, in which both fields are exposed simultaneously and the 

charge summed upon readout, yielding a half vertical resolution image at 50Hz without 

the pixel shift problem. Field accumulation mode is ideal for optical flow estimation at a 

high frame rate.

F igure  5.4 The effects of interlaced cam era acquisition w ith a  m oving target. A full 

fram e is com posed of tw o interlaced fields exposed a t different times.

The Genesis will permit any of the above configurations but the implementation 

we use allows the user to select between grabbing fields or frames, with a user-defined 

image reduction factor. A better solution is to use a progressive scan CCD camera (such 

as the Sony XC-55), in which no interlacing is used and a full resolution frame is acquired 

in one pass. At present these cameras are more expensive than their interlaced 

counterparts (a situation which will surely change as technology progresses) and by far the 

majority of cameras in use today operate in interlaced mode.

113



Chapter 5 - DSP Implementation

There are two possible ways to reduce the size of the images grabbed from the 

camera, firstly, the entire image frame could be transferred to the processor memory, 

blurred using an appropriate smoothing filter, then subsampled using the C80 processor. 

This process would be relatively time consuming, since it requires the transfer of a large, 

full sized image into processing RAM, a convolution on this large image, and a sub

sampling process, all of which would be executed by the master processor. An alternative 

method would be to scale down the image in-situ on the acquisition hardware using a 

simple sub-sampling routine, the drawback being that this operation could lead to aliasing 

if the image is not pre-blurred. However, subsampling using the capture hardware is 

attractive since it requires no computation by the master processor. It is therefore the 

method used in this implementation, where as an anti-aliasing measure, the camera should 

be slightly defocused. Furthermore, an even scaling factor implies that one of the 

interlaced fields is automatically discarded. We have already noted that reducing the size 

of the image reduces the magnitude of the velocity, this can reduce the temporal aliasing 

effects, which is an added bonus if it is not possible to process at a high enough frame rate 

[Christmas98] [Anandan93].

The grab instruction is sent to its dedicated processing thread on the Genesis 

{Thread2) so that the operation does not halt processing during the acquisition. This 

instruction starts an asynchronous grab into the buffer on the next available field or 

frame. The grab is double buffered to allow processing in one buffer whilst grabbing 

concurrently to the alternate buffer. If processing is slower than the grab rate then a field 

or frame (depending on the capture mode selected) is discarded without image corruption.

5.3 Temporal Filtering

The method for recursively blurring a sequence of images that was developed in 

Chapter 4 is straight forward to implement. The equation for the recursive blur is:

y{n) - a^x{n -  1) -  b̂ y{n -  1) -  b^y{n -  2 )

114



Chapter 5 - DSP Implementation

where x{n) and y{n)a,ie the input and output images respectively and are

coefficients which multiply the images. Essentially, the implementation requires the 

weighted addition of three images. The coefficients are all pre-multiplied by a large 

number (typically 2 ^ 1 0 ) so that they fill the complete range of a 16-bit integer without 

significant loss of accuracy. The images are then multiplied by the appropriate weight, 

added together, and then normalized back into a 16-bit range. The output images are 

stored in a triple-buffer, which can be re-indexed for the next frame without requiring any 

copying of data. The unwanted image y(n-3) is simply over-written to become the new 

output y(n). Figure 5.5 shows the arrangement of a three frame cycle.

Each frame of temporal blur can be implemented in just two instructions, since it 

is possible to multiply two images by two coefficients, add the results and store the result 

as a 16-bit number in just one operation. Thus any of the operations to the right of the 

output in figure 5.5 can be performed in one function call, the remaining operations 

require one extra function call to complete the blur.
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Input Triple Buffered 
Output

Frame 1

Frame 2

Frame 3

X(n-1)

X (n-l)
Y(n-2)

Y(n-3)
Y(n-1)

Y(n-2)

Y(n-3)

Y(n-1)

Y (n-l)
Y(n-2)

Y(n)

F ig u re  5.5 A th ree  fram e cycle of recursive tem poral filtering in to  a  tr ip le  buffer. Tw o 

arrow s going to  th e  sam e buffer signifies th a t  th e  inpu ts are sum m ed and  over-w rite th e  old 

buffer contents.

The first temporal derivative is computed from the triple buffer by taking first 

order differences, implemented as image subtraction. The second order derivative is 

computed in one function call using triple image arithmetic, using the second derivative 

filter = [—1,2,-1] to weight the images in the triple buffer. Figure 5.6 shows the 

operations on the triple buffer and the output buffer, which contains the three temporally 

filtered images. The output buffer is reserved as a single image in memory, with a width 

three times the size of the input images. This “temporal triplet” image buffer can then be 

passed onto the next stage of the algorithm as a single input image for spatial filtering 

operations.
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F ig u re  5.6 T he tem poral tr ip le t o u tp u t buffer is form ed using w eighted differences of the  

recursive tr ip le  buffer. F irs t o rder differences are used for th e  derivatives.

Figure 5.7 shows the execution time of the temporal filtering routine using various 

image sizes subsampled from captured 768x576 images. The captured images are sub

sampled in both X and y directions meaning that a reduction in image dimensions by a 

factor of four reduces the number of pixels by a factor of 16. The maximum sub-sampled 

image dimensions used were % of the original (192x144). The image dimensions and 

number of pixels after each sub-sampling operation are given in Table 5.1.

Sub-sampling 4 6 8 1 0 1 2 14 16

Dimensions 192x144 128x96 96x72 76x57 64x48 54x40 48x36

Pixels 27648 12288 6912 4332 3072 2160 1728

T ab le  5.1 Im age dim ensions after sub-sam pling a  cap tu red  768x576 im age by a  scale factor.

Reduction of the image size increases the throughput until the total execution 

time becomes dominated by the function call overheads. At this point the total time 

converges to a constant given by the number of 0.5ms overheads from image processing 

operations. The total time converges to approximately 5.5ms, slightly higher than 

expected since there are some extra function calls required to convert between the 

different data types used and copy the three output images into an output temporal 

triplet buffer.
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Temporal Filtering Time

10  '

i
I

164 6 8 10 12 14

Image Sub-sample Factor

F igu re  5.7 P rocessing tim e to  perform  th e  T em poral F ilte ring  operations in 

isolation using sub-sam pled 768x576 images.
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5.4 C reating the  Basis Responses

The basis responses are the set of results from filtering the input image using 

separable Gaussian derivative filters of up to 3rd order. It is from this set of responses 

that the oriented responses will be synthesised and the Taylor expansion constructed.

The temporal triplet constructed during the temporal filtering stage is used as an 

input for the spatial filtering routine. As the same operations are required on all three 

temporal derivatives in the temporal triplet, it would be inefficient to call the same 

routine many times and incur multiple 0.5ms function call overheads. Instead, the basis 

set of responses is computed efficiently by organising the image memory as in figure 5.8.

TO

1st
O rder

2nd
O rder

3rd
O rder

1st
Order

2nd
O rder

3rd
O rder

T1 1 2

YO

YO

T em poral T rip le t

Increasing Y  derivatives

Y1 Y2

Not used Not used

Not used

12x Im ag e  xsize

Increasing Y  derivatives

Y1 Y2

Not used

TO T1

Y3

T2

- * -
/

f f t
s s

0 °
45'

90°
135°

F igure 5.8 The Basis set image d a ta  layout. One large image is used to  store the  entire basis 

set. Each basis set derivative is split horizontally  into th ree  tem poral derivatives (a “tem poral 

tr ip le t” ) and four rows corresponding to  four o rientations (an “o rien ta tion  q u ad ” ). Each 

order, tem poral trip le t and orien tation  quad can be m anipulated  as separate  images.
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In this arrangement, a large basis image is reserved of dimensions 12 times the width and 

12 times the height of the original image. This area is arranged as three rows of 

derivatives broken into four orientations in what we will term an “orientation quad The 

12 rows are allocated as 12 “child” images, these child images can be treated as separate 

images in their own right for processing operations, although they actually share the same 

data as the large “parent” basis image. Each of the three blocks of orientation quads will 

correspond to a different order of differentiation and is further subdivided into temporal 

triplet child images, each of which is subdivided into individual images of unique x,y and t 

differential order. After the basis set has been fully generated, the top row of each 

orientation quad will have been completed, the other 3 rows in each quad will be 

synthesised from the top rows.

In this arrangement, the temporal triplet is treated as a single image and 

differentiated w.r.t x or y through convolution with the appropriate filter. The resulting x

1st
Order

2nd
Order

3rd
Order

T em p o ra l T rip le t

dx

dx

1 g

d
d y

g Ï.

Figure 5.9 C reating  the  Basis set. Each x-differential is applied to  th e  en tire  

previous row of results. T he entire basis (27 images) set is created  in six filtering 

operations.
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and y differentiated triplets are stored in the 1st order row of the basis set. The entire 

first line of the 1st order row (two temporal triplets, six images) can then be differentiated 

as one image to produce the first two triplets in the second row (figure 5.9).

In total, only six filtering operations are required to produce the basis set with 

every spatial and temporal filter response for the primary orientation. Figure 5.10 shows

Basis Set Creation Time

Normal Cached Setup

14 ! 
«T 12 * 

&  10 -

Image Sub-sample Factor

F igure  5.10 Execution tim e required  creating  th e  basis se t on sub

sam pled 768x576 inpu t images.

the execution time for this operation, from which we notice the effect of the fixed 

overhead in function calls. As image size is reduced the execution time converges to a 

constant of approximately 6ms, which equates to an overhead of 1ms per function call. 

This overhead is larger than the usual 0.5ms because for convolution operations, the NOA 

(Neighborhood Operation Accelerator) chip has to be initialised for each different filter. 

However, the NOA configuration can be cached to a special buffer in order to reduce this 

overhead. The first time the convolution operation is called, the NOA is initialised and its 

setup cached, subsequent convolution operations are then sped up by using the cached 

setup data. This can only be performed since none of convolution parameters change for 

each new frame (i.e input and output buffer addresses and filter data are the same every 

time). The lower curve in figure 5.10 shows tha t by using the cached setup data for the 

NOA, the execution time converges to 0.5ms per image processing call and the total 

execution time converges to 3ms.
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5.5 Steering the Responses

After completing the basis set (which corresponds to the 0 degree orientation, the 

top row of each orientation quad in figure 5.8) the other three orientations are generated 

through a combination of steering and symmetry. The 45degree oriented filter responses 

are made through a linear combination of weighted basis responses as detailed in chapter 

4. The results from this steering operation are put into the second row of each orientation 

quad in the basis set image (figure 5.8). Table 5.2 shows the steering functions for all the 

filters. Table 5.3 shows the functions evaluated at 0=45 degrees.

Differential Steering function terms

h k̂ Ix 4" 2̂"̂ !/

h \^y ^^x

I ^ ^llxx + "^K^Ixy + ^lyy

Ixy -k^k^Ixx + {ki -  f^)Ixy +

ŷy 2̂ ̂ 3% ~ 4“ k̂ ^yy

IXX X
k̂ Ixxx 4~ k̂-̂ k̂ Ixxy 4~ “̂k̂ k-̂ Ixyy 4“ k^Iyyy

x̂xy —k^k Îxxx 4“ {k̂  ~ ~ (^  ~  ^ )̂ zM/ ^^i^yyy

x̂yy ^ 2 4 -  (̂ 2 ~ "̂ k-̂ k̂ Îxxy 4" {k̂  ~ ‘̂k2k )̂Ixyy 4" ^ 2̂"̂ w!/

ŷyy —k l̂xxx +  ^k^k Îxxy — Sk' k̂̂ Ixyy 4- k̂ Iyyy
T able  5.2 T h e  S teering functions used to  steer th e  separab le derivatives in th e  th ird  

order basis set. =  cosO , =  sin  ̂ . T he generating  equation  is given in

A ppendix  D.

The multiplication of the basis responses by a floating-point precision weight 

would add significant computational overhead to the steering routine. In order to 

implement the steering efficiently on the Genesis, the weights given in Table 5.3 must be 

achieved using 16-bit precision. It is possible to make effective use of the hardware 

multiply-accumulate (MAC) functions to perform this task. The MAC functions are 

capable of multiplying two images by two different integer constants, summing the result 

to a 32-bit accumulation buffer and then bit-shifting (dividing by a power of 2) back into
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a valid 16-bit range, all in a single function call i.e. Output = + K^Source2)

Bit shifting is a very fast operation to perform and simply moves all the bits in a binary 

number higher or lower by n bits, which is equivalent to multiplying or dividing 

respectively by a factor of 2” .

Differential Weight Terms

Term #1 # 2 # 3 # 4

h V2 42
2 2

h V2 42
2 2

T 1 1 1
^ X X 2 2
Ixy 1 0 1

2 2

ŷy 1 -1 1
2 2

j V2 3V2 3V2 42
X XX 4 4 4 4

Ixxy 42 42 42 42
4 4 4 4

J 42 42 42 42
4 4 4 4

J 42 3V2 -3V2 42
4 4 4 4

Table 5.3 Steering w eights 

equations in tab le  5.1.

eva lua ted  for th e  te rm s in  th e

It is possible to approximate the weights by multiplying the basis responses by a 

large 16-bit signed integer then bit shifting the result down by n bits. The choice of 

integer and shift n can be found by minimising equation 5.1:

(5.1)

where e is the difference between the floating point value Xj and the integer 

approximation. The maximum value that can assume is less than the maximum of
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2̂  ̂ -  1 , s in ce  n e i th e r  th e  a c c u m u la t io n  b u ffe rs  u sed  in  th e  M A C  fu n c tio n  n o r  th e  o v e ra ll 

lin e a r  a d d i t io n  m u s t  b e  a llo w ed  to  overflow . T a b le  5 .4  sh o w s th e  w e ig h ts  u se d  a n d  t h a t  

th e  a c c u ra c y  is h ig h  e n o u g h  to  s te e r  w ith  co n fid en ce .

W e ig h t V a lu e  Xj. I n te g e r S h ift n % E r r o r  e

V2
2

0 .70710 11585 14 0.70709 - 1 .4 5 -  IQ-^

1
2

0.5 1 1 0.5 0.0

72
4

0 .35355 181 9 0 .35352 -3 .7 7  • 10-^

372 1.06066 543 9 1.06054 -1 .1 3  • 1Q-"

Table 5.4 A pproxim ation of the  evaluated  steering weights from T able 5.3 by an integer 

m ultiplication followed by a  b it-sh ift. T he accuracy is very good for 16-bit precision.

A fte r  g e n e ra tin g  th e  45 d e g re e  o r ie n ta t io n  re sp o n se s  i t  b ec o m e s p o ssib le  to  

c o n s tru c t  th e  90 a n d  135 d e g re e  re sp o n se s  d ire c tly  u s in g  s y m m e tr y  a lo n e . T h e  

c o n s tru c t io n  of th e se  tw o  s e ts  o f re sp o n se s  o r th o g o n a l to  th e  o r ig in a ls  re q u ire s  th e  

in te rc h a n g in g  o f x  a n d  y  d e r iv a tiv e s  su c h  t h a t  x —> y a n d  y  c—z ) . T h e s e  o r th o g o n a l 

re sp o n se s  a re  co p ied  in to  th e  b o t to m  tw o  row s o f th e  b as is  s e t  u s in g  c o p y  o p e ra tio n s  a n d  

n e g a te  o p e ra tio n s . F ig u re  5.11 sh o w s th e  tim e  ta k e n  fo r s te e r in g  th e  45 d e g re e  o r ie n ta t io n  

re sp o n se s  a n d  g e n e ra tin g  th e  o r th o g o n a l 90 a n d  135 d e g re e  re sp o n se s .

F ilte  r S te  e r in  g T im e

8  t e e r i n O rth o g o n  a

40
35
30
25

Figure 5.11 E xecution tim e required to  create the  basis set from

768x576 in p u t images subsam pled by a  reduction factor.
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5.6 Constructing the Taylor Expansion

The three Taylor expansion derivatives are constructed in one large image using 

the completed set of basis filter responses. In this minimal implementation, the 

expansions are truncated after 3rd order in the primary direction and second order in the 

orthogonal and temporal directions. This “Taylor Expansion” image (figure 5.12) will 

contain all three Taylor expansion derivatives evaluated at all four orientations, with each 

expansion containing eight terms given by equation (5.2).

I{x,t,y) = Iq + +Qly + r l t+  pql^^ + + rpI^  ̂ + p^I^^

-§^I{x,t,y) = 4  + + P^^2xy +

-§^I{x,t,y) = Iy+  ply^ + ql^y + + qrl^^ + rpI^^ + p^/g^

w l ( x , t , y )  =  I t +  p i t x  +  ^hy  +  +  P^^xyt +  +  ^ ^ 2tx +  P ^ h x t

(5.2)

Since the four orientations of each filter response in equation (5.2) are grouped in 

quads, each of the eight terms in the three Taylor expansion derivative can be copied as a 

single unit -  a total of 24 copy operations. Since almost all of the images required for the 

Taylor expansions are located in the basis image (with the exception of the non-oriented 

filters which are not replicated there), this stage can executed in far fewer function calls. 

This is made possible by making use of the undocumented function, imBufCopyROI(), 

which is able to copy multiple regions of one image into multiple regions of another image 

in one function call. Despite this shortcut, this stage has to copy the data equivalent of 

96 images from one memory location to another and is bandwidth limited. The timings 

are given in figure 5.13.

X

Y

T

' 53

I
0 ”

45°
90°
135°

8 X Image Xaize

Figure 5.12 Taylor expansion image. This image contains the three derivatives of the 

Taylor expansion, at four orientations. Each Taylor expansion derivative is made from 

eight terms corresponding to the columns in the image.
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Taylor Construction

5 0  
4 5  I

4 0  - 
3 5  -

20  -

1 4

Image Sub-sam ple factor

Figure 5.13 Execution tim e to create the Taylor expansion image

from 768x576 input images subsampled by a reduction factor.

5.7 Forming the Taylor Products

This stage involves the computation of the six products of expansions. Each of the 

three expansions in figure 5.12 is reserved as a child image (8x4 images) and can thus be 

manipulated independently of the parent image. The six products are then generated via 

simple image multiplication, with the output going to a new Taylor product buffer (figure 

5.14). The timings are shown in figure 5.15.

X-X

X-Y

X T

y .y

y-T

T-T

8 X  Im age Xaize

Figure 5.14 The Taylor products image layout. Each of the eight columns 

corresponds to each of the eight terms in the Taylor expansion derivatives (equation

(5.2)). Each of the six rows represents one product and is further subdivided into 

four orientations.
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Taylor Products

120 

100 ! 

80 - 
60 - 
40 - 
20 -

Image sub^ample factor

F igu re  5.15 T he execution tim e required  to  calculate th e  T aylor derivative products

using 768x576 in p u t images sub-sam pled by a  reduction  factor.

W eig h tin g  th e  T ay lo r E xpansion

This stage weights the expansion products by the appropriate Taylor expansion 

value and sums the results to return a single image per expansion. This process requires 

the weighting of 192 images and the addition of the 192 results, a process which is 

potentially very time consuming. However, the structure of the Taylor product image 

(figure 5.14) has been engineered to permit several speedups. Firstly, every image in a 

single column has to be weighted by the same value, thus each column can be weighted in 

a single function call. Secondly, we can use the hardware multiply-accumulate (MAC) 

functions to weight two columns in one operation. Thirdly, since we need to sum all 

columns, we can use the MAC function to start the summation. The remaining 

summation can be performed using just two additional function calls, a triadic addition 

and a dyadic addition (figure 5.16).

For efficiency, the Taylor expansion weights are pre-computed during an 

initialisation stage. The weights are all multiplied by a power of 2 (typically 2^°) such 

that they are accurately represented in 16-bit values but can be bit-shifted back to the 

true values during the MAC operation. Pairs of adjacent columns are multiplied by the
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appropriate weight, summed, then bit shifted back into a column of a 16-bit intermediate 

buffer (called “Taylor partial sums” , figure 5.16). This operation requires just four MAC 

function calls to complete.

The triadic and dyadic addition functions (figure 5.16) sum two or three images in 

one function call and result in a single column of images representing the inner product of 

two derivatives of Taylor expansions, evaluated at four orientations. Figure 5.17 shows 

the time taken to perform this stage.

X X

X-Y

X-T
Products Image

Y-Y

Y-T

T-T

uct fACi

X-X

X-Y

X-T
Partial Sums Image

Y-Y

Y-T

T-T

Triadic

Dyadic

X-X

X-Y

X-T
Total Sums Image

Y-Y

Y-T

T-T

Figure 5.16 A pplying th e  T aylor w eights and  sum m ing th e  T aylor 

expansion  p roduct te rm s using a  com bination of M ultip ly -A C C um ulate 

(M A C) w eighting operations and  tr ia d ic /d y a d ic  additions.
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Taylor Weights and Summation

100

80 -

i
I
I-

20 - 

10 -

4 6 8 10 12 14 16
Image Sub-sample Factor

Figure 5.17 Execution time required to apply the Taylor weights to the Taylor 
expansion products as compute the sum of the weighted terms.

5.8 Extracting Velocity

The velocity measures are derived from six quotients as shown in chapter 3, 

equations 3.18 and 3.19. The quotients require a floating-point division operation to 

compute, a process which is slow on the Genesis. However, the host P C 's  Intel™ 

architecture has significantly higher performance floating point precision division 

instructions and it was therefore decided to use the host PC for this processing stage. In 

order to make the data available to the host the “Taylor total sums” buffer created in the 

last stage is copied to a buffer reserved in host RAM. The quotients are then calculated 

using the host processing power resulting in another image containing all six quotients 

evaluated at all four directions, grouped in orientation quads. This floating point 

precision image remains resident in host RAM since the following stage of computation 

also requires floating-point operations. All calculations in this stage are carried out to 

floating point precision in host RAM, the results are then copied to a pre-display buffer on 

the Genesis prior to being converted to an image format tha t may be rendered to the 

display. Timings for these operations are given in figure 5.18 and 5.19.
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Computing the Quotients

Genesis Host

30

20

Image Sub-sample Factor

F igu re  5.18 C om puting th e  velocity  quotien ts using th e  Genesis (16-bit) and  host 

(floating poin t) processors. T he host can perform  floating-point division faster th a n  th e  

Genesis can  perform  16-bit division.

Speed and Direction Computation

DirectionSpeed

40 -

20 -

Image Sub-sample Factor

F igu re  5.19 C om puting th e  speed and  direction m easures. Perform ed on th e  host using 

floating po in t precision arithm etic .

5.9 Generating the Output Display

Although the output display is not part of the motion algorithm, it is obviously an 

important part of the overall implementation. The current implementation allows many 

of the intermediate processing buffers to be rendered to the display as an 8-bit greyscale 

image. This process often requires reducing the 16-bit signed processing data to 8-bit 

unsigned data, enlargement of the image for easier viewing, gain and offset calculations 

and image composition, all of which require image processing operations which add to
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computational overheads. The ability to view many of the intermediate results in real

time enhances our understanding of the algorithm and allows us to interact with the 

system in a way which was not possible within the software. Of course, the most 

important output display is the computed optical flow field, which is coded as a greyscale 

speed image and a direction image encoded as a colour map with a colour wheel key.

The transform from floating point velocity and direction measures to an RGB 

display image is accomplished using a pre-computed RGB look-up table (LUT), taking 

advantage of the fast hardware LUT functions available on the Genesis board.

Figure 5.20 shows the total time for executing the algorithm on a range of image 

sizes. It can be seen that a visually acceptable frame rate can be achieved with images 

sumsampled by a factor of 10 (76x56).

Total Time

■Time ■FPS

■j 14 
U 12 
- -  10 «

600 j
500 - 

I* 400 - 

% 300 -
j |  2 0 0  - 

100 ,

1612 148 104 6
Image Sub-sample Factor

F igu re  5.20 T he to ta l execution tim e required  to  execute th e  com plete algorithm  on 

a  single fram e using in p u t images of 768x576 subsam pled by  a  reduction  factor.

Although the subsampled images are small, they still permit many observations 

and the optical flow still contains a great deal of information about the dynamics within 

the scene. It would be easy to envisage a system with this low-resolution optical flow 

measurement fused with a high-resolution image of a scene being very useful.

131



Chapter 5 - DSP Implementation

5.10 Summary and Conclusions

This chapter has shown how a minimal implementation of the Multi-channel 

Gradient Model can be implemented efficiently using current DSP hardware technology. 

The mathematical optimisations elaborated during the previous chapter have been taken 

full advantage of and used to increase performance. A physical implementation on the 

Matrox Genesis DSP has been realised that makes extensive use of the fast DSP 

functionality available, including fast convolution, multiply-accumulate operations and 

look-up tables. This implementation has shown significant performance enhancements 

over the PG-based software version of the model, being able to process dense optical flow 

at ~ lOHz rather than <lHz. Although the optic flow results are of lower resolution than 

the captured images, the motion information is still very rich in information. The system 

is currently being developed as part of a face-tracking system and is also being evaluated 

in a traffic-monitoring scenario.

In addition to the image processing, other implementation features in the software 

include:

Real-time output of current display to JPEG or RAW sequence

Save still images to TIFF, JPEG or RAW

A selection of built-in synthetic test sequences

Variable output zoom and contrast

Most model parameters can be changed on-line

Live function timings

GUI for easy demonstrations

Additionally, during the course of developing the implementation, many 

subroutines were prototyped as separate programs, which enable them to run much faster 

and/or on larger images. These additional pieces of software form a suite of tools that 

provide further insight into the algorithm subroutines as well as making excellent
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demonstration and visualisation tools for real-time interaction, experimentation and public 

presentation.

The availability of an implementation which can be interacted with in real-time, 

and which allows the results from intermediate processing operations can be viewed and 

analysed is a useful tool in this research. As a proof of concept, the implementation shows 

that an algorithm as complex as the Multi-channel Gradient Model can still take 

advantage of current DSP technology and that a biological model can be transformed into 

a potentially useful piece of technology. This work also provides a template for 

transferring the model onto custom hardware such as an FGPA.

W ith both PC and DSP processing hardware continuing to double in processing 

power every «18 months, future implementations of the McGM will be able to process 

larger images at higher frame rates. Already during the course of this research the 

Genesis has been evolved from using a TIC80 into a faster “Power PC” version that is up 

to four times faster. However, optical flow algorithms will continue to be refined and 

expanded and as our knowledge of the primate visual system improves, more complex 

models will emerge, demanding yet more processing power.
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Chapter 6

Results
.<“.• (4eMdfaww'i»m<Wrtf\S';ykmr@tW*a«̂

There now exist two distinct versions of the McGM -  the full version of the 

software model and the optimised hardware implementation. The original software 

implementation consistently used floating-point precision arithmetic and the cut-down 

hardware implementation that uses between 8-bit and 16-bit integer precision arithmetic. 

There has been a trade-off between accuracy and efficiency that we would like to measure.

In this chapter we will examine the output from the implementation, the accuracy 

of the results obtained and directions for future implementations. The DSP 

implementation of the model can be used to display any of the different stages in the 

processing algorithm. We will also show some of the images acquired from the system.

There are also suggestions for further optimisations of the model that may 

facilitate future hardware implementations.

6.1 Temporal Filtering

The very first processing stage is arguably the most important. It is from the 

three temporally filtered images that all other measurements are made. It is important 

that the temporal filtering stage works robustly and that the recursive filtering and 

numerical derivatives are accurate. Figure 6.1 shows an example temporal triplet output 

from the real-time model on a 64x48 pixel resolution image.
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Figure 6.1 Tem poral T rip le t produced after applying recursive tem poral filtering a t initial 

stage of algorithm . Left: S patio-T em porally  blurred image. C entre:F irst Tem poral 

derivative Righ tSecond  Tem poral D erivative.

The frequency response of the temporal blur for both the 8-bit and 16-bit 

implementations has been calculated and shown in figure 6.2, the low-pass nature of the 

filter is evident. It can be seen that the 8-bit implementation performs very well 

considering how poorly quantised the responses are, although the response for DC signals 

is not 100% in the 8-bit case. Figures 6.3-6.5 show the responses of the recursive filters to 

different synthetic stimuli. The 8-bit implementation works accurately for most 

situations, although its impulse response function is diminished compared to the ideal. 

However, temporal impulses (flashes) do not occur often and in any case do not 

correspond to real motion.

Recursive Filter Frequency Response

 16Bit

 8Bit
0.4

0.2

Temporal Frequency (Cycles/Frame)

Figure 6.2 T he frequency response of the  recursive tem poral filter im plem ented 

using 8-bit and 16-bit arithm etic . T he differences are fairly small.
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Recursive Filter Step Response
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F igure 6.3 Response of recursive filter to  step  edge. B oth 8 and 16-bit versions have 

alm ost identical responses.

Recursive Filter Noise Response
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®  100 -

50 -

CO in O) CO in O) 1-  CO in cj)
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Figure 6.4 Response of recursive filter to  random  noise. B oth 8 and 16-bit versions 

have sim ilar responses although the  8-bit version is slightly attenua ted .

Recursive Filter Impulse Response

16-Bit 
 8-Bit

m O)

Time (Frames)

F igure 6.5 Im pulse response of recursive filter. T he 8-bit version is a ttenua ted

com pared to  the  16-bit version. Im pulses (flashes) do not occur often in reality.
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6.2 Spatial Filtering

The responses to all the spatial derivative filters are created by iterating finite 

difference filters over the blurred input image. This means that both quantisation and 

numerical derivative errors are cumulative when forming the basis set.

A problem encountered is that the magnitude of the filter values decreases with 

each additional differentiation step until the values are only using a few bits of the full 

possible range. In order to maintain the maximum possible accuracy of the filters, they 

are re-scaled via a multiplication such that the integral of the filter (the maximum 

possible response) uses the full dynamic range available. It is efficient to scale the result 

from each filter during the convolution operation on the Genesis, since this can be 

achieved by multiplying each filter value by a fixed weight and then bit-shifting (dividing 

by 2” ) the result without any additional processing overhead.

The basis set filters have been calculated to 8-bit and 16-bit accuracy, using the 

first order central difference filter = ÿ [—1,0 , l ] , based on a Gaussian blur with standard 

deviation 2 pixels. The normalized percentage error £ between the true, quantised, 

Gaussian derivative impulse response function and that arrived at through numerically 

differentiating a Gaussian blur has been calculated. The percentage error £ is calculated 

from equation (6.1), using three levels of filter re-scaling (x l, x2 and x3), and the results 

are shown in table 6.1.

I  [ i  (G,-i (* - 1) -  ( t  + l ) ) -G . ( t ) ] '

 W M --------------------

The errors can be seen to increase with each order of differentiation, which is 

expected since the numerical derivative filter is applied iteratively. W hat is unexpected is 

tha t the 8-bit and 16-bit numerical derivatives have similar percentage errors. This shows 

tha t the increased precision available in the 16-bit representation does not significantly 

improve the derivative measurements. It is observed that re-scaling the 8-bit filters to fill
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the dynamic range does slightly improve their accuracy, but the 16-bit filters do not 

benefit from this at all (figure 6.7).

Gaussian Derivative Order

Filtering Accuracy First Second Third Fourth

16-Bit 0.76 2.13 3.76 5.38

16-Bit x2 0.76 2.13 3.76 5.38

16-Bit x3 0.76 2.13 3.76 5.14

8-Bit 0.96 2.28 3.72 5.74

8-Bit x2 0.47 1.73 3.33 4.77

8-bit x3 0.58 1.91 2.10 3.84

T able  6.1 T he percentage error betw een th e  G aussian derivative filters com puted from 

th e  quan tised  ana ly tica l function, and ite ra tive  d ifferentiation  of a  G aussian  b lu r using 

th e  num erical derivative filter Z)j = - j  [—1 ,0 ,1 ] .

This can be partially explained by 8-bit filters being artificially good, since the 

harsh quantising actually forces many values of the numerical derivatives to be closer to 

the quantised analytical derivatives. The main explanation is that our accuracy in 

computing the derivatives of the image (or any other signal) depends on the spatial 

frequency content of the image [Christmas98] more than the quantisation of the 

measurment. We could improve the accuracy of our derivative measures by either 

increasing the spatial blur or increasing the sampling rate by using larger images, neither 

of which is desirable from a computational point of view. In our situation, there is no 

point measuring the derivatives to a higher precision when the spatial blurring and 

numerical derivatives do not permit high accuracy.

The impulse responses of the quantised analytical filters and those computed 

through numerical differentiation are shown in figures 6.8-6.13.
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Iterative Filter Scale vs Quantisation Error 
for 8-Bit Filters

4

c
§
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Figure 6.6 T h e  percentage error in com puting the  first th ree derivatives of a  G aussian to 

8-bit precision by iteratively  applying th e  num erical difference filter D^ 1 ,0 , l]  to  a

Gaussian blur. Accuracy is slightly im proved by scaling th e  derivative filter values by an 

integer factor to  fill the dynam ic range.

Iterative Filter Scale vs Quantisation Error 
for 16-Bit Filters
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F igure 6.7 T he percentage error in com puting the  first th ree  derivatives of a  Gaussian to  

16-bit precision by iteratively  applying the  num erical difference filter D^ = y [ —1,0, l]  to  

a  G aussian blur. A ccuracy is not im proved by  scaling the  derivative filter values to  fill the 

dynam ic range.
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1st Order Numerical Derivative 
8-Bit: Error = 0.009

 Analytic
Numerical

-10  - 

-15 - 
-20 J

Filter Position

F igure 6.8 Com parison between th e  first order derivative of a  G aussian and the first 

order num erical derivative of a  G aussian blur oî ( J  =  2 pixels.

2nd Order Numerical Derivative 
8-Bit: Error = 0.052
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F igure 6.9 Com parison between second order derivative of a  G aussian and first order 

num erical derivative filter applied twice to  a  G aussian blur of cr = 2 pixels.

3rd Order Numerical Derivative 
8-Bit: Error = 0.14
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F igure 6.10 Com parison between th ird  order derivative of a  G aussian and first order 

num erical derivative filter applied th ree  tim es to  a  G aussian b lu r o( (7  =  2 pixels.
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1st Order Numerical Derivative 
16-Bit : Error = 0.006
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Figure 6.11 Com parison between th e  first order derivative of a  G aussian and the  

first order num erical derivative of a  G aussian blur of cr = 2 pixels.

2nd Order Numerical Derivative 
16-Bit:Error=0.045
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F igure 6.12 Gomparison between second order derivative of a  G aussian and first 

order num erical derivative filter applied twice to  a  G aussian blur of cr =  2 pixels.

3rd Order Numerical Derivative 
16-Bit:Error = 0.14
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F igure 6.13 Com parison between th ird  order derivative of a  G aussian and first 

order num erical derivative filter applied th ree tim es to  a  G aussian blur of <T =  2 
pixels.
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6.3 Image Dumps from Real-Time Model

The following sections show images generated in real-time by the algorithm 

arranged in the data structures detailed in the previous chapter.

Basis Set Generation

Figure 6.14 shows a basis set of images generated in real time using the system. 

This complete set of spatio-temporal responses is calculated in real-time and any 

individual response can be displayed on screen in real-time. The temporal triplet from 

which the basis image is derived is shown superimposed at the top right. The images are 

grouped into three blocks of four filter orientations as detailed in Chapter 5. The original 

image (leftmost in the temporal triplet) is of a person facing to the right of the image and 

moving towards the left.

1st Order

2nd Order

3rd Order

# DUMP BASIS IBbil.iaw

# DUMP TEMPTRIP 1 BHD

F igure  6.14 Spatio-tem poral F ilter bank produced in early stage of real tim e algorithm . Each order of 

spa tia l differentiaion is repeated a t four orien tations a t 45degree intervals. T he images are grouped in to  

“tem poral tr ip le ts” which are the  ou tpu ts from the  th ree tem poral filters. A schem atic s tru c tu re  is shown 

in figure 5.7
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Taylor Expansion derivatives

Figure 6.15 shows the Taylor expansion terms (top) differentiated with respect to 

X, y and t. Each derivative is computed in four orientations. Top four rows are x- 

derivatives, middle four rows are y-derivatives, bottom four rows are t-derivatives.

l o  I y  I I t  I x y  I v t  Iy t  - i- tx  A 2 xI
m DUMP TAYLOR IGbil .raw BEIQ

I

I t

111 1.

F igure  6.15 T aylor expansion derivatives. T he images from the  basis set are used to  construct 

th ree  Taylor expansion derivatives a t four orientations. A schem atic s tru c tu re  is shown in 

figure 5.11.
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Taylor Products

Each Taylor derivative is multiplied by every other derivative to form the 

products x.x, x.y, x.t, y.y, y.t, t.t. In total we obtain 24 products from the six vectors 

each computed at four orientations. The image is split over two pages, the image below 

shows x.x, x.y and x.t. The image overleaf shows y.y, y.t and t.t.

X.X

X.Y

X.T

I. ■ i

m m m

.'TX *

Figure 6,16 T aylor expansion Products. The Taylor expansion derivatives are m ultiplied 

together to  form six products, th e  first th ree shown in th is image. A schem atic s tru c tu re  is 

shown in figure 5.13
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Y.Y

Y.T

T.T

l o  I x  I y  I t  I x y  l y t  I t x  I

F igure 6.17 Taylor expansion Products. T he Taylor expansion derivatives are m ultiplied 

together to  form six products, the  last th ree  shown in th is  image. A schem atic s tru c tu re  is 

shown in figure 5.13
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6.4 Computation of Optic Flow

Some images output from the system are shown here. The first example in figure 

6.18 shows the model rimning on a synthetic sequence of sine waves translating in several 

orientations. Several synthetic test sequences including translating squares, impulses, 

noise and this translating sine wave have been built into the software to test its operation. 

It can be seen that the algorithm recovers a uniform velocity and direction measurement 

from the translating sine sequence. Figure 6.19 shows a selection of frames from a camera 

panning around an office. The presence of dark areas in this sequence shows that the local 

image structure in some areas is too small to be measured and no optic flow can be 

recovered from these regions. Figure 6.20 shows a person moving and the velocity field 

segments the moving limbs from the background as well as giving an indication of the 

gestures.

F igure 6.18 Synthetic sequence of a  sine wave transla ting  in different directions a t 1 pixel per frame 

{left). Com puted velocity [Middle)  . C om puted direction given by colour wheel [Right )
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4

F igure 6.19 Four (non-sequential) frames from  a  sequence consisting of a  cam era perform ing a 

panning action in different directions. Im age (Left,), com puted velocity {Middle)  , com puted 

d irection eiven bv colour wheel ( Rtahi )

' 1

F igure 6.20 F our (non-sequential) frames from  a sequence of a  subject waving arm s up and down. 

T he velocity can be seen to  be fastest a t th e  hands and th e  gesture d irection can be recognised. 

Image (Left),  com puted velocity (Middle)  , com puted direction given by colour wheel { Right)
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6.5 Performance

In order to measure the relative performances of the software and hardware 

models, it is necessary to define an error metric. The measurement usually used is the 

deviation from the correct space-time orientation, where velocity is a 3-D unit direction 

vector [Barron94]:

(6 .2)

A 3D vector is used to try and reduce the over-emphasis of directional errors for 

small velocities whilst encapsulating speed and direction in a single measure. The angular 

error between correct velocity and the measured estimate velocity is given by

\j/̂  = arccos(v^ v j  (6.3)

This error measure is calculated for every pixel for which a velocity measure was 

recovered, and the average error computed.

The hardware implementation ha.s been tested with synthetically generated stimuli 

in order to compare it to the software version. Three test scenes were used (figure 6.21), a 

translating sine wave moving in the x-direction with a velocity v = (—1,0), a translating 

plaid with velocity v = ( - l , —1) and a translating image moving at three different 

velocities; Vj = (0 .5 ,0 ), V2=(l,0) and Vg = (1,1). The results of evaluation for the

hardware and software versions of the model are shown in Tabled. 1.

148



Chapter 6 - Results

Sinel Synthetic translating sine wave Sine2 Synthetic translating plaid

wi t h v  = (- l ,0 )  V = (-1 ,-1 )

T ra n s i ,2,3 Three frames from th e  realistic tran sla tin g  image sequences.

F igure 6.21 S tim uli used in evaluating the  two versions of the  model. T he T ra n s i ,2+3 

sequences te s t th e  model using a realistic scene. All images were were low resolution 64x48 

images.

The software version of the model used parameters of <7 =  1.5, ct =  10 and 

r  =  0.25 with an integration zone of 11x11x11. It is observed that the errors are 

considerably higher for the hardware version compared to the software version. This can 

be explained by the quantisation problems at low spatial or temporal frequencies when the 

numerical values become small. For higher speeds the difference between the two

Stimulus Software Hardware

Sinel v = (- l,0 ) 0.6 1.7

Sine2 v = (-1 ,-1 ) 0.35 14.2

Transi v, = (0.5,0) 7.5 10.0

Trans2 = (1,0) 7.0 20.5

TransS Vj = (1,1) 17.5 23.2

T able 6.2 Average errors in optical flow calculation for softw are and 

hardw are version of model. E rrors are in degrees and are calculated 

using B arrons m etric (equation (6 .3 )).
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algorithms is smaller. Figure 6.22 shows the response of the system to various speeds of 

motion. For the highest speeds the uncertainty becomes larger but overall the response is 

well behaved.

Measured Velocity of Sine Wave 
Spatial Frequency 20 Degs/pixel

Correct

Measured
■D

Actual Speed

Figure 6.22 The velocity m easured from by the  model is robust for a  wide range of actual 

speeds.

M ultiple M easurem ents

If the second order temporal derivative is removed from the optic flow calculation 

then the response to high speeds is greatly diminished (figure 6.23). This is because at 

high speeds, the values in the first order derivative become very small. If we could make 

extremely accurate and precise measurements, this would not be a problem, but in a 

quantised system with a finite dynamic range it is clearly important. Analogous 

situations can occur when individual spatial filters do not respond strongly to an input. 

Similar effects would be expected in biological neural systems that can only encode a finite 

dynamic range -  multiple measurements are required.

Making multiple measurements using banks of similar sensors reduces noise 

through averaging and is widely used. Here it is seen that it is of equal importance, when 

considering noisy sensors of limited dynamic range, to make multiple different
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measurements. It is always of benefit to have at least one filter tuned for every 

eventuality (in spatial or temporal frequency, orientation, scale, colour etc.) to give at 

least one robust measurement.

Figure 6.24 shows the response to multiple orientations of sine wave. It is seens 

that in general the velocity is under-estimated due to the under estimation of derivatives 

in numerical differentiation.

Measured Velocity of Sine Wave 
With and without second order temporal derivatives

7

^  4

0
0 2 3 4 5 61 7

Correct

• Full Model

■No 2nd 
Order

Actual Speed

F igure 6.23 The second order derivative is im portan t when m easuring high velocities. W hen it 

is rem oved, th e  m easured velocity is progressively under estim ated  above about 4 pixels/fram e.

Measured Speed for Sine Wave Translating in Different 
Directions. Correct Velocity=1.0

1.5
1.4
1.3
1.2
1.1

1
0.9
0.8
0.7
0.6
0.5

■Vel

0 60 120 180 240 300 360

F igure 6.24 M easured speed as a  function of o rientation . M easured speed is slightly under

estim ated  due to  the  errors in num erical differentiation.

151



Chapter 6 - Results

6.6 Optimisation Conclusions

The ability to compute optical flow in quickly has many benefits. Firstly, the fast 

computation of the optical flow improves the accuracy of the measurement by reducing 

the inter-frame velocity, better conditioning the derivative measures. For active cameras 

and mobile robotics real-time computation is essential in order to interact with the 

environment with minimum latency. The issues associated with temporal aliasing and the 

accuracy of the temporal derivatives are also directly improved by increasing the frame 

rate. Additionally, the ability to gain more optical flow information per unit time can be 

used to improve the estimates themselves, through averaging, feedback (e.g. Kalman 

filtering [Smith95]) or some other scheme [Giaccone97]. It is expected that in the future, 

as more computing power becomes available, that the output flow fields from the model 

can be processed by a higher level.

It has been shown that the responses from the spatio-temporal filters used in the 

model can be quantised to 16-bit depth without loss of accuracy, with 8-bit filters 

providing adequate results in most situations. Processing of integer values is generally 

faster than with floating point and the 16-bit numbers require only two bytes of storage 

compared to a minimum of four bytes for floating point. Neuronal systems must be 

robust to the limited precision of firing rates, noisy signal propagation and the effects of a 

limited dynamic range. In our hardware implementation the 16-bit data depth permits 

the representation of over 65000 values, this is almost certainly better than neuronal 

precision. Additionally, we are also able to store and manipulate these numbers without 

any errors or noise. The main problem encountered in the implementation was our 

limited dynamic range, for which biology has evolved adaptive strategies tha t we have not 

emulated.

During the implementation, we showed that combining as many image processing 

operations as possible into a single task speeds up the throughput of a system. In general, 

for re-programmable hardware, there are often overheads in switching between processing 

tasks and so grouping operations is a good strategy. Also, most image processing 

architectures are data bandwidth limited when it comes to simple 8 or 16-bit arithmetic
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operations. The SIMD architecture (Single Instruction Multiple Data) used in many 

C PU 's (Intel, AMD, Texus Instruments) is often starved of data when performing simple 

integer arithmetic of the type used often in image processing algorithms. This means that 

the CPU cannot read data from the memory bus as fast as it can execute the computation 

leading to processing cycles being wasted waiting for data. It is more efficient to keep the 

CPU busy at all times by performing multiple operations on each piece of data.

As an example, comparing the computation time of image addition versus image 

multiply-accumulate (MAC) operations shows that there is little difference in execution 

time despite the extra two multiplications and one addition involved in the MAC.

Computation (512x512) PC 233Mhz PII (ms) Matrox Genesis C80 (ms)

8-bit ImA-|-ImB 15.4 3.0

8-Bit ImA*a-f-ImB*b-|-c 16.4 3.1

One of the main problems to date with using a desktop PC for image processing is that 

the system memory bus can be an order of magnitude slower than the CPU clock speed, 

this has only recently started to become addressed with technology such as 400Mhz dual 

channel “Rambus” main memory bus.

6.7 F u r th e r  O p tim isations

The throughput of the final system falls short of typical CCD frame rates. If we 

were to allow ourselves to move away from the original structure of the model, towards a 

more basic gradient scheme then we should be able to improve upon the frame rate. The 

degrading of the model would be expected to have a detrimental effect of the quality of 

the results, however, this could be offset against the improvements tha t increased 

computation rate brings such as improved temporal derivatives. This section examines 

some suggestions for further optimisations.
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Using Orthogonal Velocity Measures with no Oriented Filtering

The benefits of using multiple filter orientations must be weighed against the 

drawback of the added computational load. Theoretically, a minimum of only two 

orthogonal filter orientations are required to compute velocity, additional orientations are 

redundant. However, the multiple measurements strategy improves the results in real 

world situations. If removing the oriented filtering stage improves the frame rate then we 

might also expect improved results from the improved temporal resolution and/or 

increased spatial resolution. Taking multiple measurements not only improves the signal 

to noise ratio in noisy, imprecise systems, but also allows us to combine the results in 

different ways and utilise more filter responses than would be used in a purely orthogonal 

system. We have a digital system that allows us to perfectly synthesize the responses to 

oriented filters from our orthogonal measurements, thus noise from the oriented responses 

is limited to purely numerical quantisation noise in the orthogonal responses and the 

steering weights. It was shown in chapter 4 that the filters utilised in the Taylor 

expansion and those used in the synthesizing of oriented filters are the same. It was also 

shown that the two stages can be performed simultaneously through appropriate 

modification to the Taylor expansion weights. This result tells us that oriented filters do 

not provided us with any extra information than a Taylor expansion, and vice-versa. The 

use of oriented filters allows us to make extra measurements of the image structure in the 

same manner as the human visual system. However, this additional image structure is 

almost the same (bar a constant) as that measured when taking a Taylor expansion. 

There is therefore an argument that using oriented filters is not necessary, since we are 

already utilising the same image structure in a normal Taylor expansion. A question 

then, is why does biology implement multiple orientations of spatial filtering when 

theoretically two would suffice? One answer is tha t in biological systems, it is very 

sensible to make multiple measurements of orientation -  the filtering neurons are noisy 

and multiple measurements (which are cheap to implement in the cortex) improves the 

signal to noise ratio. Making orthogonal measurements with noisy neurons and then 

synthesizing the oriented responses using weights stored by noisy neurons would result in
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a much noisier result for the cortex. The dynamic range and accuracy of filter responses 

needed to implement filter steering is also more demanding than taking multiple 

measurements. A second answer is that oriented filtering makes other image information 

more explicit. For instance, oriented filtering re-casts the image structure into a different 

form from which certain image properties (rotation, divergence etc) can be more easily 

measured. There may be other structures made more explicit in the polar form of image 

filters that are not obvious from purely orthogonal measurements.

At present, the model does not attem pt to do anything very sophisticated with the 

oriented filtering results and so we could consider removing this stage entirely. Many of 

the later stages of the algorithm also simplify when using just the two orthogonal axes, 

especially if we use the same integration zone for the primary x direction as the y 

direction. Investigating th

Using only First-Order Temporal Derivatives

The benefit of using three orders of temporal derivatives is that more information 

is available in the Taylor expansion and the model is sensitive to higher temporal 

frequencies (higher speeds). The degradation has been shown earlier (figure 6.24) after 

removing the second order derivative in the hardware implementation. One of the filters 

could be omitted to improve throughput, although which one to remove is not clear. 

There is an argument for just using derivatives of order>0, since we are primarily 

interested in change when measuring motion. This could be implemented by applying a 

temporal derivative as a pre-filtering stage, the algorithm would continue as normal from 

then on. The second order temporal derivative is susceptible to noise unless a large blur 

filter is used, which in turn requires a high frame rate to maintain resolution. In either 

case, omitting one of the derivatives reduces the overall filtering requirements by 

approximately a third, which would improve the frame rate. Unfortunately, this step 

would require the Taylor expansion representation be truncated before any temporal
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derivatives were introduced (equation (6.4)), so our initial representation would include 

purely spatial derivatives.

I (x  + p ,y  + q , t ) ^ I  + p I ^ + q I y + p q I ^ + ^ ^  (6.4)

This expansion would then be differentiated to introduce the extra, first order, temporal 

derivative terms (equation (6.5)).

K = I, + P L  + (6.5)

If we truncated to second order spatial terms then we would reduce our Taylor 

expansion to just five terms, as opposed to the currently used eight (as shown in equation 

5.2). This would represent a fairly minor computational saving of 33% in the temporal 

filtering stage, but a considerable 38% saving when forming, weighting and collapsing the 

Taylor expansions. The main disadvantage would be that if the first temporal derivative 

were to become small, as it does in many regions, no velocity could be calculated at that 

point because there is no second temporal derivative to rely on.

The Image as a Taylor Expansion

The weights used in the Taylor expansion are integrated over a region before being 

multiplied by the relevant filter result. These weights can take on a large dynamic range 

of values, typically spanning 5 orders of magnitude, which cannot be stored in a 16-bit 

number even after normalization (table 6.3). The Taylor weights were altered so that 

they spanned a uniform x,y,t space during the integration, which was able to bring the 

dynamic range into that of a 16 bit number.

The weights used in the Taylor expansion are mathematically well defined in order 

to accurately represent image structure. Despite this constraint, the numerical values of
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the weights in the expansion can still be manipulated through the choice of integration 

zone. If a weight of unity were used for every filter response, which could be done 

through suitable choice of integration zone, then all filter responses would contribute 

equally to the motion constraint equation. Using weights of all unity would also provide 

great computational savings, since the images that are the filter responses would not have 

to be multiplied by a constant. However, filter responses are expected to be smaller in 

magnitude for higher orders (for natural images) so perhaps there should be some 

weighting to offset this fact.

Fortunately, we don’t even have to adhere to the Taylor expansion weights - any 

arbitrary set of weights could be used and the algorithm would still function. In real 

image sequences, it may be that the weights dictated by the Taylor expansion are not the 

optimal values. An alternative would be to set them according to the quality of the result 

from the filter, or match them to suit the statistics of natural images.

Log (Weight)

Weight Normal Model m, = mj = m3 = 1

Z W '
11

4.2 4.3

mï
11

5.0 5.2

Z f e )  (-^)
11

5.2 5.2

Z f e )  (%)
11

7.0 5.2

Z ( i )  ( t )  ( t )
11

8.0 6.2

Table 6.3 Taylor expansion weights after integration span four orders of 
magnitude. The integration zone can be rescaled through appropriate choice 

of Wj , m2 and m3 .

In the current version of the model, the weights are applied after the Taylor 

expansion derivative terms are formed. It would be more efficient if we were to weight
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the filter responses themselves during the convolution operation. Unfortunately, the exact 

weights dictated by the Taylor expansion cannot then be reached. The weight for a given 

Taylor expansion filter term of spatial derivative order iy j,k  is given by;

=  (6,6) 
i \ j \ k \

When the Taylor expansion is differentiated the order of the terms increases but the 

weight term does not, thus the weights become:

/!y!(A:-l)!

This means that the weighting attached to each specific spatial filter in the three 

differentiated Taylor expansions is different and the weighting cannot be performed during 

the convolution. However, there still remain a number of logical schemes in which to 

weight the filter responses

• Use the Taylor expansion weights. This is the current method that has been 

implemented, the weights are mathematically well defined and have proven to 

work well. However, it is probably the most computationally intensive method 

due to the demanding accuracy and dynamic range required.

• Equal weights. This rational has been tried and found to be fairly unsuccessful 

since the higher order derivatives do not usually contribute greatly to the overall 

result due to their smaller responses.
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• Chose weights to utilise full dynamic range. It has been observed in the hardware 

implementation that the full range of the buffers is rarely used unless hand tuned 

weights are applied.

• Adaptively learn weights. The weights could be treated as filter “sensitivities” . 

These sensitivities could be learnt adaptively over time depending on image 

structure. Some optimisation principle would be required, such as maximizing the 

output without saturation. This is a very interesting topic, as it is not unusual for 

the visual system to adapt to the stimuli presented, it is also related to the 

statistics of natural images. Taking this further, the size <7 of the Gaussian filters 

could be adapted, as well as their weights.

It has been shown [Johnston95] that if the Taylor weights are ignored then the robustness 

to static noise is greatly reduced. Any changes to the weights would mean that we are no 

longer using a Taylor expansions but instead some other representation. The unique 

properties of the Taylor expansion may be lost if we do not maintain the values that it 

dictates.

6.8 Suimnary

This chapter has shown some of the results output from the implementation of the 

model discussed in Chapter 5. Some example outputs from the real-time system are

shown. The model has been evaluated using synthetic sequences with known motions and 

the degradation from the full version to the hardware implementation measured. 

Although the accuracy and density of the results are reduced, it has been shown tha t the 

system is capable of recovering optic flow over a wide range inputs for a large dynamic 

range of velocities. The use of higher order derivatives has been shown to improve the 

robustness of the model. The use of multiple measurements is important for the 

robustness of biological systems and the hardware implementation has benefited from 

copying this architecture.
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The reduced accuracy of the numerical filters introduces errors into the algorithm 

that degrade the results when compared to the full version of the model. It has been 

shown that 16-bit depth filters are of sufficient accuracy for the spatio-temporal 

derivatives and tha t again, the use multiple measurements permits lower bit-depth and 

smaller dynamic range to be used.

Some future improvements have been suggested tha t would further increase 

throughput at the possible expense of accuracy. The chosen architecture and 

optimizations have now been proven, facilitating the implementation on the next 

generation of hardware.
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Chapter 7

Multi-Scale Extension to the McGM

The Multi-channel Gradient model uses a hierarchy of Gaussian derivative filters in 

order to extract image structure. We have shown that these measurements are combined 

to form a truncated Taylor expansion representation of the image. This representation is 

also referred to as a local “je t” vector [Koenderink87]. The filters used in obtaining the 

derivative measurements are evaluated at a single Gaussian blur scale cr chosen to fit 

psychophysical evidence [Johnston94]. However, there is no single “correct” value of cr at 

which to measure image structure [Lindeberg94]. Instead, images should be analysed using 

multiple filters with different scales in order to be understood properly. There has long 

been abundant electrophysical evidence that the receptive fields in the retina appear in 

more than one size [Hubel62] and those of the visual cortex and LGN also vary.

In this chapter we show that the McGM has a limited range of spatial scales and 

frequencies over which it is effective and that by employing more than a single blur scale 

this range can be extended. We show that rather than employing a multi-grid scheme 

[Accame98] we can draw on scale-space theories to design a new multi-scale filter.

7.1 Multiple Scale Motion Measurement

The evolution of two-dimensional images over time generates a three-dimensional 

space-time volume. The extra dimensionality means tha t there exist more possible regimes 

for multiple scale methods in measuring optical flow than in static image processing.

Multiple scales of spatial measurements. [Anandan93] [Weber94] [Mahzoun99] use a bank of 

spatially scaled image in a so-called “Gaussian pyramid” to allow successful motion
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extraction for a greater range of spatial scales. The routines use a coarse-to-fine strategy 

and various global optimisations in order to achieve the optical flow measurements.

Multiple scales of temporal measurements. Given a high enough temporal sampling rate 

the use of multiple temporal scales would allow successful motion extraction for a greater 

range of temporal frequencies. [Yacoob99] has used a high frame rate camera and a 

temporal multi-scale approach to successfully recover optical flow in images sequences 

containing a wide range of velocities.

A combination of both of the above would enable us to extract motion from a 

significantly larger range of spatio-temporal scales. A problem with this filtering scheme 

is the computational overhead of making measurements over the complete range of scales 

and the choice of method for recombining the results. We now address how the Multi

scale local jet can be employed to overcome both of these problems.

7.2 Limitiations of the McGM and the Use of M ultiple Scales

In theory, it should always be possible to recover the normal component of velocity 

at any spatio-temporal frequency, provided the gradient measures can be made accurately 

enough. In practice, any system is limited by noise such as to restrict the sensitivity of the 

filter responses (the noise arise from many sources e.g. undersampling, sensor noise, system 

precision etc). For low spatial frequency patterns the gradients are small and noise 

becomes dominant, a situation that could be helped by employing more spatial averaging 

to reduce noise. For high frequency patterns we must sample at above the Nyquist 

frequency, any averaging we perform will reduce the contrast of the signal and increase 

noise sensitivity. By using only one scale of filter, we cannot make accurate measurements 

at both limits of spatial frequency. The sine waves in the top row of figure 7.1 are frames 

from a sequence of translating sine waves of various spatial frequencies tha t have been 

corrupted with noise. The noise is additive, Gaussian distributed luminance noise with a
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standard deviation of 12.8 pixels and an average value of zero. The images in the bottom 

row of figure 7.1 illustrate that whilst the blurring operation improves the low frequency 

sine wave, the high frequency sine wave is lost in noise. The graph in Figure 7.2 shows the 

errors in computing velocity for translating sine waves with additive dynamic Gaussian 

noise. Figure 7.2 shows that at low frequencies, the noise dominates the gradient measures 

on the sine wave and the uncertainty becomes large, at the highest frequencies the blurring 

of the sine wave reduces contrast to the point where the noise is again dominant.

Figure 7.1 T hree sine waves of low, in term ediate and high spatial frequency, w ith 

additive, G aussianly d istibu ted  noise ( top)  and the  results afte r spatio-tem poral 

b lurring  {bot tom).

McGM - Sine with Noise 
(Filter Std Dev 1.5)

Spatial Frequency (Cycles/Pixel)

TJ
I(/)
I

I
1 .5 ------

0.5

0.250.1 0.15 0.20 0.05

F igure7.2 Response of M cGM  to  a  sine wave w ith additive G aussian noise. Model uses 

G aussian filters w ith sigm a=1.5. C orrect speed is Ip ixel/fram e. E rror bars show standard  

deviation  of m easurem ents over en tire  image.
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We can improve the result for the lower frequencies by using a larger blurring kernel, 

which averages over a larger area and reduces the effect of random noise. Since the 

underlying image does not vary quickly in low frequency spatial signals, blurring enhances 

the signal. The graph in figure 7.3 shows the results from the McGM using a Gaussian 

filter of standard deviation of 4.0 pixels. As expected, the results are more accurate for the 

lowest spatial frequencies, with small error bars. Unfortunately, using the large blur filter 

has the effect of suppressing high frequency signals, and the velocity results are badly 

affected. In real image sequences, using a large blur size would also reduce the resolution, 

smooth over motion boundaries and discontinuities, and blur other features.

McGM - Sine with Noise 
(Filter Std Dev 4.0)

0.250.20.1

Spatial Frequency (Cycles/Pixel)

0.150.05

F igure7.3  T h e  velocity  com puted  by th e  M cGM  on a  sine w ave of vary ing  frequency w ith 

add itive  G aussian  noise. M odel uses G aussian  filters w ith  sigm a=4.0 . C orrect speed is 

Ip ixe l/fram e. E rro r b ars  show s ta n d a rd  dev iation  of m easurem ents over en tire  area.

We can attem pt to improve the situation by combining the results from two 

different scales of filtering operations. To do this we add the responses from two Gaussian 

blur functions of different scales to form a new filter, then use this new filter when forming 

our basis set. Figure 7.4 shows that we can improve the results for the low frequency

components without greatly affecting those at the high frequency, by adding two filters

with <T = 0.5 and cr = 4.0. The problem in this scheme is making the choice of the two

filter scales to use for a given stimulus.
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McGM - Sine with Noise 
(Filter Std Dev 0.5 and 4.0)
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Figure?.4 T he velocity com puted by th e  M cGM  on a  sine w ave of vary ing  frequency w ith 

additive G aussian noise. P re-filter is construc ted  from  th e  add ition  of tw o filters of scales 

sigm a=0.5  and  4.0. C orrect speed is Ip ixel/fram e. E rro r bars show s ta n d a rd  deviation of 

m easurem ents over en tire  image.

7.3 The Multi-Scale Local Jet

A problem encountered when processing images at multiple scales is identifying a 

method for recombining the multiple results. A wide variety of techniques for combining 

information from multiple scales have been presented in the computer vision literature, 

although proper scale-space theory is a relatively new field [Florack96] [Lindeberg94] 

[Romany94] [Perona90]. Course-to-fine strategies are usually employed as the simplest 

solution [LucasSl], whereby lower scale measurements progressively seed finer scale 

measurements.

The truncated Taylor expansion or “Je t” represents local spatial structure in an 

image at a given location [Koenderink87]. In Chapter 3 we showed that the Multi-channel 

Gradient Model is based on such a truncated Taylor expansion, in which each derivative 

term is measured through convolution with a blurred Gaussian derivative of a particular 

scale. The Multi-scale local Jet [Florack96] additionally represents the local behavior of an
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image as a function of the measuring filter scale. The image measured using a Gaussian at 

a particular variance r  is written as:

r{x,y,T) = I(x,y)®G„(x, y, r) (7.1)

where the Gaussian blur GQ{x,y,r) is written in terms of its variance / :

Go ( x , y , T )  =  - — e  
A m

(7.2)

and the standard deviation <7 is related to the variance r  by the relation cr = -J lr  . We 

can construct a Multi-scale local Jet by using the linear diffusion equation [Koenderink87], 

the generating equation of a linear scale space:

(7.3)

where x is the spatial coordinate and r is the variance of the Gaussian used to make the 

measurements. In physics we would usually see this equation written with the evolution 

parameter as time, in which case we would have intensity diffusing over time. Figure 7.5 

shows a single row from an image progressively blurred to produce a linear scale-space.

Figure 7.5 Left Greyscale Image of Office. Right: Centre horizontal row of left image 
blurred at increasingly larger scale (bottom to top) to produce a linear scale space.
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From equation (7.4) it can be seen that all scale derivatives can be expressed 

purely as spatial derivatives:

■^I(x,v,T) =  V^I(x,y,T)= 7(x,y,r) (7.4)

In two dimensions, the spatial Laplacian operator generates the scale derivatives.

The Multi-scale Taylor expansion of an image, truncated at second order is simply:

I { x , y , r ) =  +

P^x +  ç7y +

P^hx + +
2 p q l ^  +  2 q s ly ^  +  2 s p lr x

} Zeroth 

} First

Second (7.5)

We can then substitute (7.4) for the scale derivatives /«^in (7.5) yielding:

I { x  + p , y  +  q,T +  s) = Iq } Zeroth

p l x + q l y +  } First (7.6)

^ ( h x +  hy ) + P^hx + 9^4, + 2pql^ } Second

where the first order scale derivative becomes a second order spatial derivative. Higher 

order scale derivatives are omitted in order to retain compatibility with the diffusion 

equation [Florack95]. Equation (7.6) is simply the Taylor expansion truncated to second 

order, with an additional Laplacian operator included in the second order terms. The use 

of the Laplacian as a rescaling operator used in sharpening images is familiar in the image 

processing community, but the opportunity to perform a rescaling to Nth order is now 

available [Florack95].
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7.4 Extrapolation through Scale space

The one-dimensional multi-scale Taylor expansion of a function F (x p,r s) 

evaluated at p = 0  is given in equation (7.7) below:

F{x,t -f a) =  F{x,t) + sF̂ {̂x,t) +  ̂ (7.7)

Each of the differential terms in (7.7) is in practice evaluated through 

convolution with a Gaussian derivative filter of variance r  . In the same manner tha t a 

Taylor expansion can be used to predict the value of the function at a different spatial 

location, this expansion permits us to predict the function at a different blur scale r  + .s. 

In order to demonstrate the scale extrapolation we can re-write equation (7.7) as:

F{x, T -H s) = F{x) G{x,t) +  aCg (æ,T) +
s^G^^{x,t) s^ G ^ ^ ix . r )  

2 ! "■ n!
(7.8)

where we have grouped all of the derivative filter terms in brackets. When summed, the 

grouped terms in the brackets in equation 7.6 are equivalent to a new filter that 

approximates a Gaussian at a different scale. For example, we can take a Gaussian with 

a standard deviation of a  = 1.5 and use its weighted even order derivatives as dictated by 

equation (7.8) to produce a new Gaussian with a smaller or larger blur (figure 7.6).
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O.OQ-

/  0.06-
\  6th Order Appro K. ds=-2D

Zeroth Order. Sigma=7.5

\  \ \ ^ t h  Order Approx. ds=-f20

-30 -20 ' -10 0 10  ̂ 20 30

F igu re  7 .6  G aussian derivative filter ( a  =  7.5 ) used w ith  th e  ex trapo la tion  schem e to

produce approxim ations to  a  G aussian of a  d ifferen t scale.

Higher derivatives can be constructed by increasing the order of the derivative terms in 

equation (7.8). In general, derivatives of order z , at a scale t  + s  , can be constructed by:

F . { x ,t  +  s )  =  F{x) (7.9)

Thus, a scheme to alter the effective scale of any of the filter responses in the basis 

set could be efficiently implemented through a re-weighting procedure. Although this 

scheme requires more higher order derivatives to be evaluated in the first instance, it can 

be more efficient that constructing the basis set at multiple scales, and has the added 

advantage of being adaptable by changing the weights.

7.5 Scale-space Integration

We have shown (figure 7.4) tha t by combining two spatial scales, the range of 

spatial frequencies for which the McGM can accurately extract motion is improved. If we 

were to incorporate a greater number of scales we might expect to further improve the 

results. Taking the limit of an infinite number of scales we would be performing a
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numerical integration over scale-space. However, the computational load of filtering over a 

large number of scales is prohibitive. Using measurements taken at a single scale and 

integrating the excursion parameter in equation (7.7) would allow us to sum the responses 

from multiple scales without using multiple scales of filters. For example, applying this 

concept to the one-dimensional case expansion:

J F { x , t  -\- s ) d s  ^  J F ( x )  <g) I^G(x , t ) -h s G2^(x , t ) +
(7.10)

where:

^ 0  “  ^2 ~'®i = J'sds ^ 2  =  y  da ... = J 's ” ds (7.11)

We are still limited by the accuracy of the expansion, constraining us to use a small 

range of spatial scales (for finite order N) and the extrapolation is only an approximation 

to the correct filter. Figure 7.7 shows the one-dimensional Gaussian integrated over a 

range of scales using spatial derivatives of a = 7.5 and an excursion parameter of 

= —10,52 — + 1 0  . The function produced has the sharp peak of the small width Gaussian 

but also the larger spatial extent of the lower resolution Gaussian.
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Figure 7.7 A Gaussian filter with (J = 1.5 , compared to the same Gaussian 
integrated over scale (cr = 7 . 5 , =  — lO,̂  ̂ = +10 ) using the scale-space integration

of equation (7.10). The result is a filter similar to a Gaussian with a smaller 
standard deviation near the origin but with significantly larger tail.

We can implement the scale integration into the McGM, either by forming the new 

prefilter given in equation (7.10) or by re-scaling the derivative terms in the basis set. 

Using a Gaussian blur filter with O' = 1.5 and a scale excursion parameter of 

5, = 0 ,^ 2  =1-8, which integrates larger Gaussians into the basic filter, we get the response 

in figure 7.8. Although the response to low spatial frequencies is improved compared to 

the original filter response for O '= 1.5 (figure 7.2), the effect is not dramatic and is not as 

good as actually performing filtering at multiple scales (figure 7.4). This is due to the 

narrow range over which the extrapolation, and hence integration, can be reliably made.
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As a better example, consider the results from the model when using the large 

Gaussian of (7 = 4.0 (figure 7.3), which shows deterioration for high spatial frequencies. 

We can improve the results for this filter by performing the integration in equation (7.10) 

over the range 5, = —1 0 ,0 ,5 2  = 15.0, including both narrower and much larger

Gaussians into the filter. For this filter, the process improves the results for the high 

spatial frequencies without adversely affecting the low spatial frequencies (figure7.9). 

Again, although this result is not as good as actually performing multiple filtering 

operations (such as in figure 7.4), this method can be implemented in an adaptive 

procedure, through modifications to the weights.

Sine with Noise 
Scale Space Integration Filter Std Dev 1.5

2.5

® 1.5 
</) 1

0.5

T T-

0.05 0.1 0.15

Spatial Frequency (cycles/pixel)

0.2 0.25

Figure 7.8 Integration over scale using scale-space extrapolation for a filter of 

O' = 1.5 , using scale extrapolation parameters of 5j = 0,52 = 1.8. results are a 
small improvement compared to those achieved with the original filter.
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Sine with Noise 
Scale Space Integration Filter Std Dev 4.0
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Figure 7.9 Integration over scale using scale-space extrapolation for a filter of 
standard deviation (J = 4 .0 , using scale extrapolation parameters of 
S', = —\0,S 2 = 15 . The results are an improvement compared to those achieved with 
the original filter.

7.5 Summary and Outlook

It has been shown in this Chapter that using filters of multiple scales improves the 

results from the McGM. However, filtering at multiple scales becomes computationally 

expensive. An alternative method has been devised in which the Taylor expansion has 

been modified to include a scale excursion parameter. This modified expansion could be 

used to adaptively change the scale of the filter responses used in the McGM.

Integration over the scale excursion parameter (and hence over scale) can be 

performed using the spatial derivative information available in the basis set used in the 

McGM. Although only an approximation, this technique computes motion over a range 

of spatial scales using the original bank of Gaussian derivative filters measured at a single 

scale. Again, this technique could be enhanced using adaptive weights.

An optimisation technique for the filtering stage would be to employ a multi-scale 

extension to the steering algorithm tha t is able to use a basis set of separable filters to 

synthesize both orientation and scaled responses. Such a technique has been shown to be
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successful in other work [Manduchl98] and could be readily applied to extend the real-time 

version of the algorithm.
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Conclusions

This thesis has described the implementation of a neuromorphic optical flow 

algorithm using image processing hardware. A number of related fields have been brought 

together during the project. Firstly, the psychophysics of the Multi-channel Gradient 

Model and the knowledge of biological vision have been used in the development of the 

algorithm and were described in Chapter 3. Several computer and machine vision 

techniques have been developed in Chapters 4 for the image processing software and 

algorithm optimisations. In Chapter 5, an efficient hardware implementation architecture 

was used to implement the algorithm. These developments have resulted in;

• A recursive implementation of the Gaussian of Log time filters tha t use less 

computing power and memory than the convolution based versions, and permit 

real-time temporal filtering.

• The design and implementation of a steering algorithm for Gaussian derivatives of 

arbitrary order that makes use of a highly efficient separable basis set.

• The routines for the fast generation of Gaussian derivative basis sets using 

numerical derivatives of low bit-depth.

The final result is a real-time implementation of the Multi-channel Gradient model 

on the Matrox Genesis, running at lOHz on 76x56 pixel images. The system produces 

dense optical flow measurements in real time using images acquired from a CCD camera.

In the final chapter, a method for integrating the results from multiple scales was 

developed, without the use of multiple scale filtering.

Future work will focus on writing extensions to the Multi-channel Gradient Model. 

The introduction of new dimensions to the Taylor expansion such as scale and colour are
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expected to improve results further. The unique properties of the Taylor expansion and 

the image representation it permits will also be explored further. The interaction between 

oriented filters and non-local measurements has been looked at in this thesis and the 

addition of scale extrapolation into the Taylor expansion means that our image 

representation is very rich.

Research will be conducted into making an implementation using custom built 

hardware in the near future. It is hoped that such a system would be versatile enough to 

be used in numerous different scenarios, rather than having to keep re-engineering 

drastically different task-specific versions. However, in order to gain the robustness and 

versatility required, the development of a multi-scale implementation, or the introduction 

of adaptable filters will be necessary.
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Glossary

ASIC Application Specific Integrated Circuit. A chip designed for a specific task,

e.g. extracting the images from composite video signal.

BIT A single digit of a binary number that is either a ‘1’ or a ‘O’.

BYTE 8 -bit binary number.

CCD Charge Couple Device. A common type of imaging sensor in which the

incoming photons excite electrons in a silicon wafer, where they are trapped 

until they are read-out. The charge associated with the electrons is output 

serially as an analogue signal.

CPU Central Processing Unit. The heart of a computer in which all

computation is performed.

DoG Derivative of Gaussian. A derivative of a Gaussian blur function.

DSP Digital Signal Processor/Processing.

DWORD 32-bit binary number, or Double-Word.

FPGA Field Programmable Gate Array. An integrated circuit made from many

(usually millions) similar processing elements tha t can reconfigure their 

connections to perform a specific task.

FPU Floating Point Arithmetic Unit. Part of a CPU responsible for performing

arithmetic on floating point precision numbers.

GoLT Gaussian of Log-Time. Gaussian function with a log-time parameter.

MAC Multiply ACcumulate image processing operation of the form, y  = y  + mx

McGM Multi-channel Gradient Model.

MMX™ Multi-Media extensions for Intel processors capable of performing a single

arithmetic operation on 8  bytes simultaneously.
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NO A Neighborhood Operation Accelerator. Processor for performing very fast

convolution operations on the Matrox Genesis board.

PC Personal Computer.

RAM Random Access Memory.

RAMBUS™ Proprietary design of fast Random Access Memory.

RISC Reduced Instruction Set Computer. A processor tha t can perform only a

small number of different computations, from which more complex 

computation must be built.

ROM Read Only Memory. Memory that data cannot be written to.

SDRAM Synchronous Dynamic Random Access Memory. A faster type of RAM

capable of reading data at up to 133Mhz.

SIMD Single Instruction Multiple Data processing architecture. Processor

architecture in which a single computations can be performed on multiple 

data elements simultaneously.

SSIMD Streaming SIMD. Intel Pentium4 processing architecture in which data can

be continuously fed from RAM into the CPU.

THREAD An independent processing routine running on a parallel processing system.

WORD 16-bit binary number. Equivalent to two Bytes.

VLSI Very Large Scale Integration. The process of making physically small

processors from millions of microscopic elementary circuits.
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Appendix A

Separability of the Gaussian and its Derivatives

We can prove the separability of the Gaussian by relying on the fact that convolution 

works very much like multiplication in that it is distributive, associative and 

commutative. The 2-Dimensional Gaussian is given by:

Go(r, %/,(;) = (A.l)

which can be separated into orthogonal x and y components:

= (A.2)

A convolution with the 2D Gaussian blur filter yields a blurred image:

1= ^ ^ 6  J  0  I{x,y) (A.3)

Which can be expressed as two 1-dimensional convolutions by substituting (A.2):

1 =£ 1 el? ® I{x, y)

The 2-D Gaussian derivatives are given by:

Gn,m (a;, %/,(;) = ( ^ )  ^ { ^ ) ^ m  ( ̂  ) ̂ 0
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where n, m are the x and y derivative order. is a Hermite polynomial of order k and

is calculated using the relation:

The first six Hermite polynomials are:

^ 0  W  — 1

H^(x)  =  2x 

H^{x^) = 4%̂  - 2  

H^{x) = ^x^ - 1 2 x  

^ /% )  = 1 6 /-4 8 % " + 1 2  

^ 5 (%) = 32%^-160%'+120%

Since Hermite polynomials are x-y separable the derivatives of the Gaussian are also 

separable and are given by

I(x,y) 0  G„^^(x,p,a) = I(x,y) \
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Closed Form Solution of Recursive Filter Series
  '

The temporal filter used in the implementation is given by:

f ( t )  — —  te 
a

The z-transform of the temporal filter is given by:

oo -,

■ (̂ )̂ —  ̂ -  ~2
k=oÔ

z-^e~^ +  2z-^e~^ +  32"^e"“ +  ... +  A;z“^e"“

This series is both a geometric and arithmetic series of the form:

S „ = 'Z k x "  (B.l)
A=1

where x  = z ° and « = oo .

We would like a closed form of the z transform, since it is of little use as an infinite series. 

We write the original series to n terms and the same series multiplied by x:

6'̂  = % + 2x̂  + 3x .̂.. nx” 
xS„ =x  ̂+ 2x̂  + 3x"̂ ... nx"̂ ^

subtracting the two series yields:

(l — = X + . x” — wx”̂ * (B.2 )

multiplying series B.2 by x gives:
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(B.3)

and subtracting series B.3 from B.2 gives:

(l — — .X + jc” — (w + + nxn+2 (B.4)

If U < 1 then as n —> CO the expression becomes:

=
( 1 - 4

(B.5)

Substituting back x  = z “ we arrive at our closed form of the z-transform:

H (z) =
ze  “

(B.6 )
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Polynomial Division for Recursive Filter Design

The z-transform of an Infinite Impulse Response (HR) filter can be written as the division 

of two polynomials in z:

a, + a ,z- '+ a ,z -^+ ... + a ,z-'‘ 
Bq +  b ^z  ' 4-  ̂+ . . .  +  b ^ z  "'

The z-transform of a Finite Impulse Response (FIR) filter can be written as a polynomial 

in z:

X {z) = C q + c , z ~ ‘ + c ^ z ~^ +  . . .  +  c „ z “" (C.2 )

In order to determine the coefficients and of the HR filter from the coefficients 

of the FIR filter, it is necessary to perform the polynomial division in (C.l). The 

polynomial division, and hence the coefficients, can be determined using the formula 

[Ifeachor93] :

1

i=\ (C.3)

The first few terms are then:

<=2- ^ { “ 2 - f  *2 - f * . ) )
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C î  - ^ ( « 3  - - ^ * 3  - ^ ( « 1  ~ ^ h - t ( " l  “ t * l ) ) )

Example

Let us illustrate the method by calculating the second order recursive filter for a Gaussian 

derivative. The coefficients are calculated by taking the z-transform of a Gaussian 

derivative G„(x) to yield a causal sequence, the positive half of which is:

z-trans

G , { x ) ^  r ( 2) = G„(0) + G,(l)z-'+G„(2)z-^ (C.4)

Which upon comparison to (C.2 ) gives us =G^(k) . The coefficients are calculated 

by expressing the denominator of (G.l) as ( l- /? z " ') '” , which for a second order {m = 2 )  

implementations yields = 1, b^= —2p  and bj=  • Substituting these expressions for 

6  ̂ and into the polynomial division yields:

Ci=ûf,-h 2/7 0̂ =G„(1) (C.5)

^ 2=^ 2-  p'flo + 2/7 {a, + 2pa^ ) = G„ (2)

We can then solve for the coefficients in terms of c„ with /7  as an optimisation 

parameter:

^ 0  ~ G„ (0 )
a, = G ,( \ ) - 2 p G M  (C.6)

a,=G ,(2)-2/3G „(l) + /G „ (0 )

Which gives us our second order recursive filter:

0 \ x )  = [aJ{x) + a , n x - \ )  + a J { x - 2 ) ] - [ - 2 p 0 \ x - \ ) ^  /0 + (% -2 )]  (C.7)

Where I{x) is the input image and (%) is the output image. The value of /? that 

yields the best fit to the required filter is then found through an iterative method. A 

similar analysis can be performed for the negative half of the sequence 0~ .
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Steering Functions for Separable Gaussian Derivatives

Using the full analysis described in the text, it can be found tha t the Gaussian 

derivatives can be steered using the relation:

(^, y) = {^x COS 0 + Dy sin O j  [-D^ sin O + D̂  cos O j  {x, y)  (D. 1)

where G ^^(x ,y )  is the oriented filter, denotes an x-derivative operation, 

denotes a y-derivative operation, (x, )/) is the Gaussian blur and G is the (clockwise) 

angle to steer through. We can expand the terms in the brackets of (D.l) using the 

binomial expansion:

( « + * ) ” = E , .
k=0\^y/

k u n - ka 'b (D.2)

where the binomial coefficient is:

^n\ n\
yk) {n-k)\k\

(D.3)

to  yield an  expression for th e  steering equation  for any G aussian  derivative:

Z  . (D ^cosoy(D osing)
it=o

n -k ( YY\\

1=0
Z  . (-D.sine)'{D^cosO) G„ (D.4)

Equation (D.4) has been computed for the separable Gaussian derivatives of up to third 

order:
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First Order

Second Order

Third Order

G„“ =G„

G ;= -k ,G ,+ k fi^  

Gf, =kfG^^ +2k^k.fi^-¥klG2y

Gly = -kfk^G^y + [kf -  k l ) + k^kfi.2>
G t= k!G ,,-2 k ,k ,G „ + k ,^G ,■2y

-,e
hx = + 3A:i kfi^xy + K  ̂ lyx + K  ̂ 2y

= - k l K  G ,y  + ( & : -  2 k l k ,  )  G ,y y  + (* ’ -  2 k ] k ,  ) G , y ,  +  k l k f i ,  

G l .  = G y y  + ( k l -  2 k ^ k ,  )  G yyy  + { k = -  2 k l k ,  ) G ,,, + k ^ k f i ,  

^ ty  = -^2^3x  + ̂ ^iK ^lxy  ~  K  ̂ 2yx + ^3y

3>’

Where k̂  = cos 6  and — sin 0  and coordinate notation (%, y) has been omitted for 

clarity.
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Steering the Taylor Expansion

Here we consider the steering equations applied to the 3D space-time Taylor 

expansion used in the Multi-Channel Gradient Model. Purely temporal derivatives in the 

full expansion do not have an orientation in space and so are not affected by using 

spatially oriented filters, although the cross terms involving both spatial and temporal 

filters require modification.

The Taylor expansion used in the McGM is differentiated with respect to space 

and time and so consists of different derivative terms to the original expansion. Let us 

first write out the expansion to second order terms, substituting the filtering terms with 

their oriented counterparts:

I{x + p,y + q̂ t + r) = Iq + [pix + qly + rI^j +

+ + r ^ l 2t ) + v q l%  + p r i l t  + '"

where is an image derivative taken at an orientation 0  and p ,q ^r  are the excursion 

parameters in tha t oriented reference frame. and I 2, do not require steering since

they are not directional. Substituting the separable steering terms (Appendix D) for the 

oriented derivative terms and grouping derivatives yields:

I{x + p^y + q,t + r) = /q -t- [

+
(E.2)
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W here: - {pk̂

^ 2  = + pK)

= {p^l^ -  2pqkyk  ̂ 4- 

^4 = {p^kl + 2pqk^k  ̂ + ĝ A:̂ )

=  ip.\k^p^ +  2pq{l^ - ^ l ) -  ‘̂ .k̂ k̂ q'̂ )

K q = {rpk̂  -  rqk )̂

Kj  =  {rqk̂  +  rpk^)

=  COS 0 

^2 = s in ^

There are exactly the same derivative terms in (E.2 ) as in the non-steered

expansion (E.l), only the weights have changed. Thus the steering algorithm introduces

no extra filter terms into the Taylor Expansion.

Steering the  Derivatives of the  Taylor Expansion

Since the convolution operator is linear, differentiating the Taylor expansion is 

equivalent to differentiating the original image from which the expansion is constructed.

This has the effect of increasing the derivative order of every term by one. For example,

the Taylor expansions x-derivative is:

+  P,y +  q,t +  r) =  /j. -f [p/gz +  +

(E.3)

Again, we can substitute the derivative terms (E.3) with their oriented versions

^Lmy • Expressing the oriented filters using the separable steering terms then yields:
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+ p,y + q,t + r) ^  + k Îy ] +

[-^l^l-^2x (-^1^2 ^ 2 ^ ) ^ r ÿ  +  ^2^2^2y

V.^sKhx + + ^bK)hxy + (2!-̂ 4̂ 1 + ^bh)hyx + 21^4%!,

+  (K ^2 tx  ^2^2ty) “*” ^ b \ ^ 2 x t  (“̂ 6^2 ^ 7 ^ \ ) ^ x y t  ^ 7 ^ 2 ^ 2 y t
+  • • •  

(E.4)

This expansion provides us with all the terms required in generating an oriented Taylor 

expansion derivative /f  using separable filters. A similar expansion can be generated for 

the y-derivative of the Taylor expansion using the same method. The addition of an extra 

temporal derivative simply requires increasing the order of temporal differentiation in all 

the filters terms of equation (E.2) by one.

For the second-order example used above, it is observed tha t six extra derivative 

terms (16 in all) are required in equation (E.4) compared to the ten used in the non

oriented version (equation (E.3)). However, this is still more efficient than performing the 

two-stage process of generating the oriented filters (which would have taken 16 weighted 

derivative terms), then forming the Taylor expansion (which would take another 10 

weighted derivative terms).
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Appendix F

CD-ROM Media

Additional results have been placed on a CD-ROM in the back of this thesis. 

Results take the form of stills and animations. These can be viewed using an Internet 

browser (Internet Explorer v5.0 or later recommended) capable of showing Microsoft AVI 

movies.
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