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A b s t r a c t

Maximum likelihood (ML) is a well established method for general parameter estimation. How

ever in its original formulation, ML applied to the image reconstruction problem in Optical To

mography has two serious inadequacies. One is that ML is incapable of distinguishing noise 

in the data, leading to spurious artifact in the image. The other drawback is that ML does not 

provide a way to include any prior information about the object that might be available. Noise 

régularisation is a major concern in imaging and ill-posed inverse problems in general.

The aim of this research is to improve the existing imaging algorithm for Optical Tomography. 

In this thesis we have taken two approaches to the problem. In the first approach we introduce a 

full maximum likelihood (FML) method which estimates the noise level concurrently. We show 

that FML in combination with a proposed method of hold-out validation is able to determine a 

nearly optimal estimate without overfitting to the noise in the data.

In the second approach, we will propose a Bayesian method that uses the so-called normal- 

Wishart density as a parametric prior. We will show that for low degrees of freedom this choice of 

prior has robust imaging properties and that in some cases the prior can even increase the image 

resolution (compared to the ML image) but still retain good suppression of noise. We show how 

graphical modelling can assist in building complex probabilistic models and give examples for 

the implementation using a developed C4-+ library.

Throughout the thesis, methods are validated by reconstruction examples using simulated 

data. In the final chapter, we will also present images from real experimental data.



A c k n o w l e d g e m e n t s

I am particularly indebted to my supervisors, Prof. David Delpy and Dr. Simon Arridge. They 

both have guided and encouraged me throughout this work in their own ways.

The Department is truly a first class institute and I must thank all the people who have helped 

me directly or indirectly. In particular I thank Dr. Martin Schweiger for sharing his knowledge 

on the FEM and TOAST, Elizabeth Hillman who provided the experimental data and Florian 

Schmidt for his advice on the instrumentation.

I am very grateful to Dr. Yukio Yamada who introduced me to this field, for enabling my stay 

in Japan, for his personal guidance and patience.

Thanks also go to Prof. A. P. Dawid without whose lecture and helpful discussions I would 

not have gained my current level of understanding of Bayesian methods.

Many thanks to Dave and Simon who have taken time to read the drafts and make comments. 

Thanks to Tharshan for his help on proofreading.



C o n t e n t s

Acknowledgements 4

Preface 9

Symbols 15

1 Introduction to Optical Tomography 33

1.1 Introduction.................................................................................................................  33

1.2 Optical Tomography: Imaging with lig h t..................................................................  34

1.3 Target Applications of Optical Tom ography............................................................ 38

1.4 Other Functional Imaging T echniques.....................................................................  40

1.5 Optical Tomography as a Nonlinear Ill-posed Inverse P ro b le m ............................  42

1.6 Additional References ..............................................................................................  44

2 Photon Migration in Tissues 46

2.1 Theory of Absorption and Scattering........................................................................  47

2.2 Absorption and Scattering of Light in Tissue............................................................ 53

2.3 Photon Transport Models in Highly Scattering M e d ia ............................................  56

2.4 Boundary and source cond itions..............................................................................  60

2.5 Summary and References...........................................................................................  63

3 Computations Using FEM 65

3.1 Introduction to the Finite-Elements M e th o d ............................................................ 65

3.2 Forward Data Computation Using F E M .................................................................. 68

3.3 Jacobian and PMDF Computations Using F E M .....................................................  75

3.4 Direct Computation of the Gradient Using F E M .....................................................  80

3.5 Other Solution Methods..............................................................................................  84

5



CONTENTS 6

3.5.1 Analytic solutions using Green’s functions ................................................. 84

3.5.2 Numerical solution using the Monte Carlo m e th o d ....................................  86

3.5.3 Numerical solution using the finite-differences m e th o d .............................. 87

3.6 Summary and References............................................................................................  87

4 Least Squares Estimation 89

4.1 The Least Squares M e th o d .........................................................................................  89

4.2 About the Test Reconstructions...................................................................................  93

4.3 Test R esu lts ..................................................................................................................  97

4.3.1 Sensitivity to mesh resolution..........................................................................  97

4.3.2 Inverse crime examples........................................................................................ 102

4.3.3 Influence of error norm and parameter scaling...................................................103

4.3.4 Sensitivity to source-detector positions...............................................................107

4.3.5 Sensitivity to initial guess.................................................................................... 109

4.3.6 Dependence on the number of measurements.................................................... I l l

4.3.7 Uncertainty in the geometry.................................................................................113

4.3.8 Effects of the skin/skull la y e r . .......................................................................... 118

4.3.9 Dependence on data noise....................................................................................120

4.3.10 Dependence on iterations..................................................................................... 124

4.4 Discussion and Additional R e m a rk s .............................................................................129

4.5 Summary and References................................................................................................ 133

5 Full Maximum Likelihood 136

5.1 A Full Maximum Likelihood M o d e l............................................................................. 136

5.2 Optimisation Using I C M ................................................................................................141

5.3 Convergence Analysis of D a t a ...................................................................................... 145

5.4 Convergence Analysis of S o lu tio n ................................................................................ 147

5.5 On the log-determinant t e r m ..........................................................................................151

5.6 Chapter Summary............................................................................................................ 152

6 A Generalised Hold-Out Validation Scheme 153

6.1 Introduction......................................................................................................................153

6.2 Generalised Hold-Out Validation................................................................................... 155



CONTENTS 1

6.3 Implementation in Gradient-Based Optimisation............................................................157

6.4 Analysis of Data Convergence.......................................................................................160

6.5 Analysis of Image Convergence ................................................................................... 162

6.6 Discussion and Additional R em ark s ............................................................................. 171

6.7 Chapter Summary.............................................................................................................174

7 Bayesian Regularised Imaging 176

7.1 Introduction......................................................................................................................176

7.2 A Bayesian Framework for Optical Tomography.......................................................... 183

7.3 Finding Posterior Modes................................................................................................... 194

7.4 Characterisation of the Normal-Wishart P r i o r ............................................................. 195

7.5 Régularisation Using Zeroth-Order Priors (Type I ) .......................................................202

7.6 Régularisation Using First-Order Priors (Type I I ) .......................................................208

7.7 Discussion and Additional R em ark s .............................................................................219

7.8 Summary and References............................................................................................... 221

8 A Hierarchical Mixed Prior Model 223

8.1 Hierarchical Modelling of the M e a n ............................................................................ 223

8.2 Mixed Type-I/Type-II P r io r s ......................................................................................... 226

8.3 Probability M odel............................................................................................................226

8.4 Graphical Model and C-n- Implementation................................................................... 228

8.5 Example I: Reconstructions of the Head-Shaped Phantom ..........................................229

8.6 Example II: Reconstructions from Experimental D a ta ................................................233

8.7 General Discussion and Rem arks...................................................................................241

8.8 S u m m a ry ........................................................................................................................ 248

A Derivation of the Boltzmann Transport Equation 250

B Derivation of the Diffusion Equation 254

C Some Algebra and Probabihty Theory 257

C.l Fundam entals..................................................................................................................257

C.2 Some Matrix A lgebra..................................................................................................... 257



CONTENTS 8

C.3 Some Standard Functions and D istributions.............................................................. 266

D Graphical Modelling in C++ 275

D.l Building Graphical M odels.......................................................................................... 275

D.2 Optimisation of Parameters.......................................................................................... 278

D.3 C++ Code Examples Using BeTOAST....................................................................... 279

D.4 Summary of classes in the BeTOAST library..............................................................284

Afterword 288

Bibliography 289

Index 303



PREFACE

Introduction to this Thesis

Background. Premature babies have an increased risk of brain damage and it is highly desirable 

to have an instrument that can continuously monitor the sufficiency of oxygenation in the baby 

brain. Here at University College London, we have developed an imaging system that uses near- 

infrared light to probe the neonatal head and visualises the distribution of oxygenated blood in 

the interior.

Light travelling through biological tissue is strongly attenuated and suffers heavily from scat

tering which severly hampers the image reconstruction. The image reconstruction problem in 

Optical Tomography is mathematically said to be severely ill-posed, which generally leads to a 

highly blurred or noisy image. It is known that additional prior information may greatly enhance 

the image.

Aims. The work described in this thesis is aimed at improving the imaging reconstruction algo

rithm. The approach taken comprised two steps,

• Investigation of the limiting factors of the current imaging methods,

• Development of an improved algorithm.

A further aim of this study is to explore the ways in which Bayesian methods can be used 

in Optical Tomography and the ill-posed problem in general. Inevitably, in taking such a broad 

approach this has in some circumstances led to a trade off between depth and generality.

Methods. In this thesis, we have (re)formulated the image reconstruction as a parameter esti

mation problem using a Bayesian model. We focus on noise régularisation and inclusion of prior 

knowledge. To our knowledge it is the first time that the imaging problem of Optical Tomography 

is viewed in a Bayesian framework to this extent.
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To the reader

The ‘classical’ and ‘Bayesian’ method. When I will refer to the ‘Bayesian method’, I do not 

mean merely the use of priors, but with the ‘Bayesian method’ I mean the whole framework 

of parameter estimation that is based on probability densities including prior densities. I would 

rather prefer to use a more descriptive name for the method, such as probabilistic inference, 

density estimation or probabilistic inverse methods. However, the use of the ‘Bayesian method’ 

is more common.

Also, when I speak about ‘classical methods’, I do not mean to say that these methods are ‘out

dated’ in any way. It is common in Bayesian literature to refer to methods that use point-estimates 

and are based on the maximum likelihood principle as ‘classical’. Neither I am suggesting that the 

Bayesian method is ‘modem’; maybe the recent computational methods are but Bayes’s theorem 

dates back to 1763.

To classicists. I hope that this thesis may show you the limitations of maximum likelihood (ML) 

estimation applied to the imaging problem in Optical Tomography. We do not claim that maxi

mum likelihood is wrong in any way but hope to point out how Bayesian methods can elegantly 

provide ways to cope with the inadeqacies of ML. In a way the thesis is written from a classical 

point of view in that we introduce the Bayesian methods not as alternative but as a natural gener

alisation of classical methods. I will always point out the similarities of our Bayesian models to 

classical models.

To Bayesians. For Bayesian readers, this thesis describes an interesting application of Bayesian 

inference to the image reconstruction problem. The inference task in Optical Tomography is 

special because we are dealing with a problem of high dimensionality, typically involving several 

10,000’s of continuous random variables. All densities are multivariate and the diffusion equation 

renders the problem highly nonlinear so that standard analytic techniques are not applicable; 

computations have to be done numerically.

A major point is the use of the normal-Wishart as prior density. We show the generality and 

robustness of such a prior and we show that correct choice of the degrees o f freedom parameter is 

crucial to obtain the desired behaviour of the prior for imaging purposes.

Last but not least, we will introduce a method of graphical modelling for continuous variables.
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We will show that conventional gradient-based optimisation may be used for propagation of the 

graph to retrieve the modal estimates. We give implementations in C++ of our Bayesian models.

To both. The field of Optical Tomography is an intriguing one, because in my view it is neither 

well solved by classical methods nor it can be easily tackled by standard Bayesian methods. What 

I mean to say is that the ill-posed problem (which can be seen as a kind of noisy missing data 

problem) causes problems when estimating using maximum likelihood, and on the other hand 

the nonlinearity, the huge problem dimensions, the scarcity of the data and the lack of any clear 

priors make the Bayesian inference problem still not trivial. I find that Optical Tomography is in 

a unique position to combine both methods.

This work is by no means suggesting that the Bayesian method is ‘better’. In fact our final 

conclusion will be to always present both classical and Bayesian solutions together. However, in 

our opinion we think that the Bayesian way provides a more satisfactory framework for parameter 

estimation and that to our knowledge it is the only framework that is able to include subjective 

information in a systematic way.

Overview of Chapters

The order of the chapters follows grossly the course of steps during this research that have taken 

me from classical estimation to using Bayesian methods. Neither a comparison nor a full appreci

ation of the Bayesian method could have been done without the chapters on maximum likelihood 

(ML) estimation. The latters chapters have become rather lengthier than intended, but we needed 

to investigate what ML estimation can achieve at its best. For the same reason the chapters on 

Bayesian methods have probably become shorter than we originally intended to cover in all our 

early ambitions.

The first few chapters should be fairly familiar to those working in the field of Optical To- 

mograpy. They cover the necessary theoretical and mathematical background and present recon

structions based on (what we believe is) the current state-of-art of image reconstruction in Optical 

Tomography. Our contribution, starts with the chapter on generalised maximum likelihood where 

we deviate from the strict ML principle and gradually (dis)course towards Bayesian modelling.
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Chapter 1, 2 and 3. In Chapter 1 we give an introduction to Optical Tomography, near-infrared 

spectroscopy, other functional imaging modalities. Chapter 2 presents the physical theory of 

light propagation in highly scattering media. We discuss general scattering theory, and derive the 

Boltzmann Transport Equation and the Diffusion Equation. In Chapter 3 we give a mathematical 

formulation of the so-called forward problem and derive the necessary imaging operators. This 

chapter introduces the finite element method (FEM) as the basis for our computations. The adjoint 

operator necessary for gradient calculation of error functions is also derived.

Chapter 4 introduces maximum likelihood (ML) estimation applied to the imaging problem in 

Optical Tomograhpy. We give an extensive investigation of the sources of random imaging errors 

including Gaussian noise, source and detector position errors, uncertainties in geometry, FEM 

mesh resolution and sensitivity of the ML estimate to the initial guess. The conclusion will be 

that the ML image is too sensitive to these random errors and naive estimation fails due to the 

noise if no régularisation or early stopping is applied to the iterative scheme.

In Chapter 5 and 6 we propose so-called full maximum likelihood (FML) and a hold-out vali

dation technique. These methods extend the ML framework in two ways. First, we show that by 

including the covariance matrix in the estimation FML shows improved convergence as compared 

to naive ML, and moreover FML can succesfully estimate the level of noise in the data. We use 

an iterative-conditional-mode (ICM) method for the optimisation.

Secondly, we propose an online validation method by validating the GML estimates during 

the reconstruction using a random selection of half of the original data. By monitoring the solution 

norms we show that validated GML is able to (almost) optimally stop the iterative reconstruction 

before noise contaminates the image.

In Chapter 7 we investigate noise régularisation from a Bayesian perspective. We introduce 

the normal-Wishart prior that encompasses a parametric class of densities with the standard nor

mal density in the limit. Essentially, this density generalises the scalar régularisation parameter 

in classical methods, such as in Tikhonov régularisation, from a scalar to possibly a full ma

trix. We show that this class of priors can effectively suppress noise while affecting the image 

resolution much less than conventional methods. We investigate Bayesian régularisation on zero- 

order (Tikhonov-type) and first-order (Markov-type) image statistics using test reconstructions
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from simulated data. We also introduce graphical modelling and our C++ library that can easily 

implement the probabilistic models that are described.

Chapter 8 is the final chapter in which we extend the basic Bayesian model as described in the 

previous chapter with an additional level of priors (hyperpriors) and allow mixed Tikhonov-type 

and Markov-type priors at a single level. We demonstrate this model using both simulated and 

real data obtained from experiments.

Finally, we give a general discussion and some points of advice with regard to using Bayesian 

models.



L i s t  o f  S y m b o l s

General Notation

Vectors are written in lower case bold typeface, e.g. x . Matrices are written in upper case bold 

typeface, e.g. A . Operators are written using calligraphic style, e.g. T . Units of length are in 

millimetres, if not specified otherwise.

Below is a list of symbols summarised for each Chapter. Some symbols may have been rede

fined in different Chapters. The symbols are approximately ordered in order of first appearance.

Chapter 1: Introduction

symbol definition name

NIR near-infrared

OT Optical Tomography

y  general data vector

6 general image vector

V  general projection operator

Chapter 2: Photon Migration in Tissues

symbol definition name

DE diffusion equation

NIR near-infrared

FEM finite elements method

TE transport equation

TPSF temporal point spread function

E  electrical field

14



CONTENTS 15

Jfl Bessel function of order n

Hn Hankel function of first kind of order n

A wave length

e polar angle

CTa absorption cross section

o-g scatter cross section

Mo absorption coefficient

Ms scattering coefficient

Ms (1 ~ m) ms reduced scattering coefficient

Mt linear attenuation coefficient

$ radiant intensity

fi angular direction variable

(t> photon density (or fluence)

p ( f i , f i ' ) scatter phase function from direction fi into direction f i '

Q photon source

J — photon flux

I intensity

9 anisotropy parameter

K (photon) diffusion coefficient

S surface

fi solid angle

A reflection parameter

( measurement position

r exitance

fi outward normal vector

G Green’s function

w frequency

Chapter 3: Computation Using the Finite-EIement Method

symbol definition name
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FEM

PMDF

TPSF

y
e
V  

y

<t>

<t>i

n

r

t

c

K

ya
a

w

E

F

(i">

m„

L{s)

G

G*

J

9

Q

V  

M  

Q

v e

1/2A

finite-element method

photon measurement density function

temporal point spread function

general data vector

general image vector

projection operator

calculated projection vector

photon density

2 th nodal solution coefficient

domain

position

time

speed of light 

diffusion coefficient 

absorption coefficient 

boundary parameter 

frequency 

integrated intensity 

exitance

nth temporal moment 

nth Melllin factor 

nth central moment

Normalised Laplace transform with parameter s

Green’s function

adjoint Green’s function

Jacobian

gradient vector

objective function

diffusion operator

measurement operator

error operator
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M  measurement matrix

Qj partial gradient of the jth  source

Chapter 4: Maximum Likelihood Reconstructions

symbol definition name

fi{r) absorption image (function)

n (r) scattering image (function)

N  dimension of a single image

/J, absorption image

K scattering image

0 { ^ ,k } combined absorption and scattering image

y data vector

y VO calculated projection vector

yj jth  data element

V  projection operator

Vj  projection operator at jth  data point

M j  measurement operator at jth  data point

V  diffusion operator

M  total dimension of data

Q error function

Qk error component for kth data type

ak normalisation factor for kth. data type

Mk subdimension of kth data type

ml mean time data type

cm2 variance data type

cm3 skew data type

s 0 01 Laplace data type with 5 =  0.001
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Chapter 5: Full Maximum Likelihood 

Chapter 6: A Generalised Hold-Out Validation Scheme

symbol definition name

ML maximum likelihood

FML full maximum likelihood

ICM iterative conditional mode

Q error function

6 {a*? combined absorption and scattering image

y  data vector

S  data covariance matrix

V  projection operator

S  sample covariance matrix

S  sample variance (scalar)

M  dimension of full data

K  number of data types

(7 standard deviation

ak covariance scaling factor kth data type

Ck fixed covariance A:tb data type

r  split ratio

Chapter 7: Bayesian Regularised Imaging 

Chapter 8: A Hierarchical Mixed Prior Model

symbol definition name

GPU great prior uncertainty

p general probability density

7T prior density

fif normal (or Gaussian) density

W Wishart density

AfyV Wishart density
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Q Gamma density

V degrees of freedom

\ number of measurement parameter

$ precision matrix

K Wishart inverse scale

S covariance matrix

y data vector

absorption image (vector)

K, scattering image (vector)

V projection operator

E hypothesis

data precision

Q error function

K number of data types

M dimension of a single data type

19
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Human consciousness is just about the last surviv
ing mystery. (Daniel Dennett)

CH A PTER  1

In t r o d u c t i o n  t o  O p t i c a l  

T o m o g r a p h y

This chapter introduces Optical Tomography as a new medical imaging technique. As background 

we give a short review of other functional imaging modalities and provide a short introduction to 

oxygen monitoring using near-infrared light.

1.1 Introduction

The discovery of x-rays by Rontgen in 1895 has revolutionised medical diagnosis by providing a 

means of truly non-invasive diagnosis. By transillumination of x-rays he was able to see a “col

lapsed” 2D view of body parts. Later in 1972, based on these principles, Hounsfield developed 

the first x-ray computer tomographic (CT) scanner that was able to construct 3D images using the 

2D projections with the help of a computer algorithm. This has been hailed as the greatest step 

forward in radiology after Rontgen’s discovery and since then many other imaging modalities 

have been developed.

Here at University College London and other research groups in the world, current efforts are 

in progress to develop an imaging modality using near-infrared (NIR) light that can image the 

metabolic state of interior tissue non-invasively. This technique is named Optical Tomography.^

 ̂Other names for Optical Tomography have been suggested, including near-infrared imaging, near-infrared spec
troscopy imaging and optical computed-tomography.

30
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N iR S CT Imaging

F i g u r e  1.1; Artist’s impression of Optical Tomography (reproduced from Hoshi and 
Tamura [69]).

1.2 Optical Tomography: Imaging with light

To perform Optical Tomography we measure the transmittance of NIR light at different optode^ 

positions surrounding a part of the human body, e.g. an arm, a breast or the brain. The collected 

data is processed and an image is computed using a computer algorithm. Figure 1.1 shows an 

artist’s impression of an Optical Tomography system for monitoring the baby brain.

Advantages of Optical Tomography

Optical Tomography offers several potential advantages over existing radiological techniques [64],

• optical radiation is non-ionising, so harmless in small doses and thus can be used for regular 

screening and continuous monitoring,

• it offers the potential to differentiate between soft tissues that differ in optical properties 

such as their absorption and scatter coefficient,

• specific absorption by natural chromophores, such as haemoglobin or cytochrome-c-oxidase 

(cytochrome aag), allows functional information to be obtained.

optode = opto-electronic detector
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Furthermore, Optical Tomography should be inexpensive and portable compared to x-ray 

computed tomography (CT) and magnetic resonance imaging (MRI) and therefore could be used 

at the bedside in intensive care units.

Oxygen as metabolism indicator

More than 95% of the energy expended in the body is derived from reactions of oxygen with 

different foodstuffs, such as glucose, starches, fat and proteins. The amount of energy liberated 

per liter of oxygen is about 5 Calories and differs only slightly with the type of food that is being 

metabolised.

Haemoglobin (Hb) is the main carrier of oxygen in blood; more than 97% of the transported 

oxygen is delivered by oxyhaemoglobin (Hb02). The amount of oxygen transported to the tissues 

in the dissolved state is normally only as little as 3%.

Optical Tomography provides information about the metabolic state of the organ by measuring 

the concentrations of Hb and HbOg in the tissue using near-infrared light.

Measuring oxygen with NIR light

The technique of measuring the oxygenation state of tissue by means of near-infrared light was 

first described by Jobsis [73] in 1977 and depends on the difference in light absorption between 

three main chromophores in the blood: haemoglobin, deoxyhaemoglobin and cytochrome aag.

In tissue, light is strongly attenuated in the visible region of the spectrum (with wavelength 

between 450 and 700 nm) and can penetrate less than one centimeter, but at near-infrared wave

lengths (700 to 1000 nm) the absorption is significantly lower and with sensitive instrumentation 

it is possible to detect light that has traversed up to 8 centimeters of tissue. The attenuation is 

considerable and only about 1 photon of every 100 million photons that are injected in the tissue 

will emerge but is detectable with current ultra-sensitive photonic sensors.

Near-infrared spectroscopy

For a NIR spectroscopic measurement two optodes are placed on the skin surface with a certain 

distance between them. One optode delivers the light emitted from a light source (most commonly 

a laser-diode) and one optode collects the light for detection. Light is carried to and from the
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optodes by fiber optic bundles. The heart of the detecting unit is the photo-multiplier tube (PMT) 

that is able to detect light intensities at single photon levels^.

A typical measurement consist of two intensity readings once with the light source on and 

once off. The difference in intensity is measured in units of optical density (OD) and the concen

tration changes of Hb, Hb02 and cyt-uug is then calculated by multi-linear regression.

NIRS algorithm.
The NIRO-500 (Hamamatsu Photonics KK, Japan) uses an algorithm developed at the Uni
versity College London with four wavelength readings which in matrix notation has the form

/ AHb ' 1.58 -1 .3 5 -0 .5 7 0.68 ^

AHb02 = - 0.66 -0 .8 5 0.56 1.5

V ACyt  ̂ -0 .2 6 1.17 0.12 -0 .9 2  y

^ AOD775nm ^

AODgionm 

AOD870nm 

y AODgo4nm J

( 1.1)

The matrix is derived from the absorption spectra of pure Hb and HbOg then corrected by 

a differential path length factor which corrects for the increased optical pathlength due to 

scatter. The concentration changes are obtained by solving the linear system. If the concen
trations of three chromophore constituents are to be resolved, then a minimum number of 

three wavelengths are required. The number of wavelengths are often increased for better ac
curacy. Other research groups use different algorithms with less or more wavelengths or dif

ferent matrix values. For an extensive comparison of different algorithms see Matcher [86].

UCL Optical Tomography system — MONSTIR

Our prototype currently being built at the University College London is a fully time-resolved sys

tem that uses pico-second light pulses to interrogate the neonatal head. The system collects the 

full time-dependent profile of the transmitted light that will be processed and used for image re

construction. Light from 32 time-multiplexed sources is simultaneously detected at 32 detecting 

fiber locations relaying them to ultra-sensitive photo multiplier tubes (PMT). The overall instru

ment response function is about 100 ps, with a temporal drift of less than 5 ps per hour. The 

prototype is near to completion. For a reference on the Optical Tomography system of University 

College London (UK) see e.g. the Ph.D. thesis of Schmidt [114] or Schmidt et al [115].

Similar systems have been built by several other research groups in the world. For a recent 

reference on the Optical Tomography system of Stanford University (USA), see e.g. Hintz et

Some instruments use avalanche photodiode detectors or ordinary photodiodes.
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al [68], University of Pennsylvania (USA) see Ntziachristos et al [95], the 64-channel instrument 

of the Japanese research group see Eda et al [43].

1.3 Target Applications of Optical Tomography

The following areas have been suggested for application of Optical Tomography.

Monitoring the neonatal brain using OT

Between the third and fifth months of the development, neuronal production in the fetal brain is 

massive which is apparent in the rapid growth of the cortex. The biparietal diameter, d (in cm), 

can be approximated as function of the age, a (in weeks), by the following equation'^

d = 0.3 a — 1.65 (for 12 < a < 20)

d =  0.21 a +  0.15 (for 20 < a). (1.2)

Due to the high growth rate, the rate of oxygen consumption in the fetus increases exponen

tially and doubles about every 40 days, reaching about 15 ml/min for the average-sized fetus at 

term. A relatively high proportion of the total body oxygen consumption is allocated to the fetal 

brain. Immaturity of the vascular system leads to a higher risk of haemorrhages especially for the 

neonate between 26 and 32 weeks of gestation.

One of the primary aims of Optical Tomography is to provide an instrument that can continu

ously monitor the oxygenation state and can early detect lesions in the baby’s brain.

Functional brain imaging using OT

The average neural density in the human brain is about 20,000 neurons per cubic millimiter and 

reaches a maximum density of 100,000 per cubic millimeter in the visual cortex [1]. In total there 

are between about 10^  ̂ and 10^  ̂ neurons in the entire human nervous system [41]. All neurons 

have a cell body with cytoplasm that contains many mitochondria that provide the energy required

În the period between 12 to 20 weeks the rate in growth of the biparietal diameter is quite accurately about 0.3 
cm/week. After the 20th week the mean slope is about 0.21 cm/week but the variability is considerably greater with a 
standard deviation of about 0.8 cm. The equation is deduced from Falkner [45].
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for the cell function. It is in the mitochondria where oxygen is needed for the generation of ATP 

from ADP in the respiratory cycle.

Although the brain represents only 2% of body weight^, it actually utilises 15% of blood 

flow (about 700 ml/min) and some 25% of the overall oxygen consumption (about 60 ml/min). 

While in need, muscles may derive supplemental energy from anaerobic processes, our brains are 

absolutely dependent on continuous supply of well-oxygenated blood.^

The amount of oxygen delivery to the tissue depends both on the blood flow and blood volume. 

Regional changes in cerebral blood flow (CBF) and cerebral blood volume (CBV) are mainly due 

to dilation of cerebral vessels in response to an increase in CO2 tension. Changes in local cerebral 

blood volume and cortical oxygenation are believed to be related with local brain activity and its 

measurement is one of the application objectives for Optical Tomography.^

For functional studies using near-infrared techniques see for example Hoshi and Tamura [69], 

or for REM sleep associated brain studies on monkeys Onoe <2/ [101].

Breast cancer detection using OT

Optical detection of cancerous lesions depends on the fact that most cancers show an increased 

vascularity around the lesion and therefore have a locally increased blood volume that in turn 

adds to the total attenuation. A prototype system for the optical screening of breast has been build 

and used for clinical trials at Philips, Netherlands.^ The system irradiates the breast that is placed 

inside a conical shaped cup with low power continuous-wave (CW) laser light from a combination 

of 255 surrounding sources and 255 surrounding detectors.

^Our brain weighs about 400 g at birth and triples in the first three years of life (due to addition of myelin and 
growth of neurons rather than addition of new neurons) and reaches its maximum weight at the age of 18. Adult brains 
weigh between 1100 g to 1700 g roughly proportional to body weight. The average adult female brain weighs less than 
the male brain, but accounts for a greater percentage of body weight than do adult male brains.

^After only 10 seconds deprivation we lose consciousness. After 20 second electrical activity stops; and after 
just a few minutes irreversible damage begins (mainly due to lactic acidosis and other consequences of anaerobic 
metabolism).

^The use of optical tomography for functional imaging of brain functions is also referred to as Optical Topograhpy. 
See for example h t tp  : /  /k o ig a k u b u . h i  t a c h i . c o . jp  (Hitachi, Japan).

®See h t tp  : / / WWW. r e s e a r c h .p h i l i p s . com

http://WWW.research.philips.com
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modality spatial resolution temporal resolution costs

fMRl 1-2 cm 0.1-2 sec low/high
PET 0.5-2 cm 5-10 sec high
SPECT 1-4 cm 5-10 sec medium/high
MEG 5 mm <  ms very high
EIT ~  5 cm <  sec low
OT 1-2 cm 10-30 sec low/high

Table  1.1: Comparison of different modalities for functional imaging (compiled from various 
sources).

1.4 Other Functional Imaging Techniques

Of course Optical Tomography is not the only modality for functional imaging. For comparison 

we shortly review other medical imaging techniques.

Structural versus functional imaging

In medical imaging we can make a distinction between,

• Structural imaging, where we are mainly interested in imaging anatomical structures.

• Functional imaging, where we are mainly interested in imaging physiological changes in 

the body.

Structural imaging modalities include x-ray imaging, magnetic resonance imaging and ultra

sound that visualise for instance bone structure or different tissue types. Functional imaging 

modalities include for example PET, SPECT and Optical Tomography that for instance visualise 

the local glucose consumption or oxygenation state.

Overview of functional imaging modalities

Table 1.1 summarises current functional imaging modalities with their approximate spatial and 

temporal resolution. Currently, PET and fMRl are most popular for functional studies; in partic

ular for brain studies. Below, we shortly describe the main modalities that are currently used for 

functional imaging.

SPECT. In single photon emission computed tomography a gamma emitting isotope, such as 

^^^Xe gas, is injected into the blood circulation. A ring of gamma-ray sensitive detectors record
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the gamma photons, after which the data is used for tomographic imaging. The resolution is low, 

but SPECT has shown to be a useful clinical method to image regional changes in blood flow.

PET. Positron emission tomography is related to SPECT but here a compound is labeled 

with a positron emitting isotope. For example, labeled glucose, ^^F-fluorodeoxyglucose, is used 

to map out glucose metabolism and labeled water, H^^O, to map the blood flow. The positron 

quickly recombines with a nearby electron and during the annihilation process, two gamma rays 

are emitted, travelling in exactly opposite directions. The two gamma photons are simultaneously 

detected by a ring of ganuna-detectors, similar to PET, and used for tomographic imaging.

BOLD-fMRL The technique of blood oxygen level dependent{BOLD) imaging uses the prop

erty that that the deoxyhaemoglobin molecule is slightly more paramagnetic than oxyhaemoglobin 

and thus give rise to small intensity changes in the MRI image. A problem is that these changes 

in contrast are generally very small; less than 15% at a magnetic field of 2 Tesla even when the 

haemoglobin oxygen saturation drops to 20% at acute hypoxia.

AST-JMRI. A different method using MRI that bears resemblance to tracer methods as in 

PET is known as arterial spin tagging (AST). However, in contrast to PET, no external tracer is 

needed but a preparatory radio-frequency pulse is applied which tags the protons in arterial blood 

that flows into the region of interest. AST selectively shows the increased flow in the capillaries, 

whereas BOLD primarily shows flow changes in the venules overlying the activated cortical area.

MEG. A  magneto-encephalography (MEG) system typically consists of an array of super

conducting quantum interference detector (SQUID) sensors. The SQUID sensors transcranially 

detect the tiny neuro-magnetic fields that arise from intracellular currents with a typical temporal 

resolution of milliseconds. The gravitational center of neuronal activity is determined by an in

verse solution with accuracy of about 5 mm but the active region is mostly much larger. Currently, 

there are about 10-20 MEG systems in the US, and about 5-10 in Japan. The largest system to 

date has 512 magnetic sensors. The use of MEG is still only at experimental level, partly due to 

its very high costs.

EIT. In electrical impedance tomography (EIT) electrodes at the surface of the skin apply a 

small current. The current induces a potential field which is a function the interior conductivity. 

By measuring the induced potential around the limb, an image of the tissue conductivity is com

puted. The use of EIT is still at experimental level. Typical uses are cardiac imaging through the 

chest, pulmonary ventilation and gastric emptying. While EIT and Optical Tomography rely both
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on very different physical phenomena, mathematically the imaging problem in EIT is very closely 

related with that in Optical Tomography. For some literature refer to, for example, Metherall et 

al [87].

1.5 Optical Tomography as a Nonlinear Ill-posed Inverse Problem

The general task of image reconstruction is to compute an image from the measured data. Imaging 

can be regarded as a parameter estimation problem or so called inverse problem.

The forward problem and inverse problem

A more rigorous treatment of the mathematics will be given in the next chapter. Here we shall be 

satisfied with a rather general treatment.

Suppose the data is described by a general vector y  and that the image can be described by a 

general vector 0. Suppose that we also have a physical model that describes the relation between 

0 and y , then we may write

y  = V e  (1.3)

where 7̂  is a general operator that represents our physical model. Th& forward problem is then 

defined as to find the values of data y  given image $.

In the image reconstruction problem, we are interested in the inverse problem. That is, to find 

the image 9, given the data y . Or we could write

e  = V ~ ^y  (1.4)

where denotes the inverse or a pseudo-inverse operator.

In x-ray imaging 9 represents an absorption map of object, y  will correspond to the measured 

attenuation projection, and the (linear) operator P  is a so called Radon transform performing 

simple line integrals on the image (see for instance Barrett [18]). The inverse operator can be 

performed analytically using inverse Fourier transformation or using filter backprojection. See 

for example Brooks and DiChiro [29] for an introduction.

In Optical Tomography the forward problem is to be able to compute the transmitted light
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intensities through, for example, the head when the optical properties of that head is given. How

ever, the reconstruction problem is the inverse, we like to know what the optical parameters are 

given the measured intensities around the interrogated the organ. The model operator V  will 

be derived in the next chapter and we will see that it is based on the diffusion equation of heat 

transfer. An analytical form for the inverse operator does not exist in Optical Tomography 

because the problem is nonlinear.

Characterics of the OT inverse problem

To summarise, we may say that the inverse problem in Optical Tomography can be characterised 

by the following points:

• Ill-posedness. The diffusive nature of the photons is cause for the ill-posedness of problem. 

In practice this means that the obtained images have low resolution and are very sensitive 

to noise. ^

• Large-scale. The inverse problem typically deals with 1000 to several 10,000 parameters.

• Non-linear. The inverse problem in Optical Tomography is highly nonlinear. This pre

cludes the use of analytic methods such as back-projection methods.

• Dual-parameter. The optical property tissue is characterised by two parameters. Simulta

neous reconstruction of both parameters complicates the inversion and may induce cross

talk between the images.

Despite these mathematical and other practical difficulties, the promised advantages of a non- 

invasive oxygen monitor are huge and considerable efforts are still in progress.

1.6 Additional References

For a good introduction into the various aspects in Optical Tomography see for example a recent 

review by Yamada [138]. For a review more specific to measiu'ement techniques see Hebden et 

al [64] and for a review of mathematical modelling see for example Arridge et al [5]. For an

’An inverse problem is called ‘well-posed’ if it satisfies all Hadamard conditions [127]: (i) a solution exist, (ii) is 
unique, and (iii) is stable. If any of these three conditions are not satisfied then the problem is called ill-posed.
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overview of aspects in the early developments in Optical Tomography see a collection of papers 

in [92].

The book edited by Webb [135] is a good general reference for medical imaging techniques. 

A paper by Brooks and DiChiro [29] provides a gentle and clear introduction to the mathematics 

of reconstruction techniques, but might be slightly outdated. For an overview of mathematical 

models for the different imaging modalities, see for instance Natterer [93]. More references on 

image reconstruction techniques will be given in Chapter 4.

Most of the material on physiology in this chapter was based on Guyton [61]. Sections on the 

brain were based on the books of Nolte [94] and Herschkowitz [66]. For details on near-infrared 

spectroscopy see Elwell [44], or the Ph.D. theses of Cope [34] and van der Zee [131]. For a 

review of near-infrared spectroscopy from a clinical point of view see Wahr [133].



Having a public, keeping a public in mind, means 
living in lies. (Milan Kundera)

C H A PTER 2

P h o t o n  M i g r a t i o n  i n  T i s s u e s

Our final objective is to be able to image the oxygenation state of interior tissue by interrogating 

an organ with near-infrared light. Before we can solve the imaging task, we need to understand 

how light travels through tissue or more generally in a scattering medium. This chapter discusses 

the theory of light propagation in highly scattering media. We derive the mathematical formulas 

of the governing equations and introduce analytical and numerical methods for solving these.

Figure 2.1 illustrates how a picosecond pulse is transmitted after propagation through a highly 

scattering medium. The pulse is generally delayed with delay time A i and the original pulse 

is now broadened. In Optical Tomography we call this time profile the temporal point spread 

function or TPSF.

sample

~ps

-— At

TPSF

t

F igure 2.1: Graphical representation of broadening of a picosecond pulse propagating through 
a highly scattering medium.
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Chapter Outline

This chapter is a summary of general theory that will be needed in the subsequent chapters. Our 

goal in this chapter is to derive a partial differential equation (PDE) that describes the propagation 

of light in highly scattering media. All the presented material in this chapter is based on results 

from existing literature.

1. First, we need to determine which quantities parameterise the absorption and scattering 

properties of a medium. From electro-magnetic scattering theory we will derive the ab

sorption coefficient, //&, and reduced scattering coefficient, //g.

2. Using iJ,a and jj.'g we formulate the transport equation (TE) that is the governing PDE for 

the distribution of photon density. Then we show that the diffusion equation (DE) is a 

sufficiently good approximation to the TE but much easier to calculate.

3. Then we introduce the hnite-elements method (FEM) as the preferred numerical method 

for solving the DE. We also derive an adjoint method for direct calculation of the gradient 

based on the FEM method.

2.1 Theory of Absorption and Scattering

This section reviews the general theory of electro-magnetic scattering and absorption. We dis

cuss Mie and Rayleigh scattering and derive expressions for the absorption coefficient pa and 

scattering coefficient ps-

Physical origins of absorption

One of the material equations derived from Maxwell’s equation for electromagnetic theory states:

j  = (jE , (2.1)

where j  is the electric current density, a  the specific conductivity and E  is the vector representing 

the electrical field. This equation is strongly related with energy dissipation by the medium. When 

(T =  0 in the case of electrical non-conducting media such as air there is no energy dissipation.
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while when cr ^  0 the medium is said to be an electrical conductor. Metals have a very high value 

of (J so that light cannot cannot penetrate and gets mostly reflected.

Mathematically, a non-zero value of the specific conductivity will yield solution of the wave 

equation with exponentially decaying solutions with complex wave number k

where w is the angular frequency, c is the speed of light, p  is the permeability and e is the permit

tivity of the medium.

The absorption of light is due to interaction of electromagnetic waves with free electrons that 

are not bound to atoms. If energy is not dissipated, the electromagnetic waves will be re-emitted 

resulting in reflection of the light. In dissipating media, this energy is converted to heat.

Physical origins of scattering

By scattering we mean a change in the propagation distribution of incident light. At an atomic 

level scattering is closely related to absorption: a photon gets absorbed, but is almost instanta

neously re-emitted. We do not consider inelastic scattering such as Raman scattering and fluores

cence^ that change the frequency of the incident light.

Mie scattering theory

The previous paragraphs have explained the physical phenomena underlying absorption and scat

tering at the atomic level. By using a complex wave number, k, we are able to fully characterise 

the propagation of waves in a medium. For instance, ignoring polarisation and assuming unit am

plitude, a plane wave travelling in the z direction with given wave number k is simply described 

by,

E  = exp{—ikz). (2.3)

'Raman scattering is an instantaneous coherent process where photon energy also excites the whole molecule in a 
vibrational state; whereas fluorescence is a relative slow process where electrons fall back from an excited state to their 
ground state without coherence. A laser (=light amplification by stimulation of emitted radiation) is a special case that 
exhibits coherent emission when excited electrons fall back to the ground state stimulated by a incident photon.
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Rather than the plane wave solution, scattering theory is interested in how the field changes 

in presence of a scattering object. The analytical solution of the scattered field from a spherical 

object was obtained by Mie in 1908 and is referred to as the Mie theory. The derivation is quite 

straightforward but tedious; for a full account see, for example, Ishimaru [70]. We suffice by giv

ing a general outline and greatly simplify the case by ignoring polarisation effects and considering 

only the two-dimensional case; the following is based of Bezuska [23].

Assume an incoming plane wave propagating in the z direction, as in Eq. 2.3, impinging on 

a spherical object with radius a. Now, we introduce a polar coordinate system centered at the 

sphere with spherical coordinates (r, 6) and write the expansion of the plane wave using Bessel^ 

functions, J„, which form the radial basis functions and Legendre polynomials^, P„(cos0) =  

cos nO, which form the angular basis functions

Ei = exp ik z
oo

=  ^ 2  i^Jn{kr) cos nO (2.4)
n=0

This expansion uniquely defines the plane wave. Now, we introduce a scattered wave inside, Er, 

and a wave. Eg, outside the sphere both also in polar coordinates using a similar expansion,

oo

Er = ^ 2  CLnJn i^'r) COS nO
n=0  
oo

Eg = ^2 ^n IIn {kr) cos nO (2.5)
n=0

where are Hankel functions of the first kind, k' is the wave number inside the sphere and 

and bn are coefficients yet to be determined.

The unknown coefficients and bn can be determined by imposing boundary conditions'^ 

that require continuity of electric vector E  and magnetic vector H  across the boundary r = a.

After determination of On and bn the scattered wave is completely described. While the

^Bessel functions are special functions that form an orthonormal basis for the radial coordinate in a polar coordinate 
system. It is helpful to think of Bessel and Hankel functions as cousins of “sine” and “cosine” but for the radial 
coordinate in 2D. In 3D, the Bessel functions generalise to spherical Bessel functions.

^Legendre polynomials, Pn{x), form an orthogonal basis for —1 < x <  1. It is helpful to think them as “cousins” 
of the power terms x^. The first few Legendre polynomials are: Po(x) =  1, Pi(x) =  x, and P2{x) =  |(3x^ — 1). 
But simplify for x =  cos 6 to: Pn (cos 9) =  cos n9.

^Rigorously we should have kept the polarisation direction and matched the boundary conditions for both polarisa
tion components, see for instance Ishimaru [70]
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Figure 2.2: Example of a density plot of the total scattered field computed by Mie theory. 
The wave is incident from below. The size of the object is less than but about the size of the 
wavelength. The light-and-dark bands are due to interference of the scattered wave.

incoming wave Ei is just a plane wave and while the scattered wave Eg is just radially symmetric, 

the total scattered field shows interesting light-and-dark features due to inference of the two fields. 

Figure 2.2 shows the total scattered field as derived by the Mie theory for a particle that is about 

the same size as the wavelength.

Because the basis functions are orthonormal, integration is easy. Integration of the squared 

field inside the sphere (relative to the incident field over the volume) yields the absorption cross- 

section, which indicates the total amount of absorbed energy by the (single) particle (just for our 

simple 2D case).

On =
_ f  \Er

\E:.12 = ^ \ a r (2.6)

Integration of the squared scattered field (relative to the incident field over the volume) yields 

the scatter cross-section, which indicates the total amount of scatter induced by the (single) par

ticle (just for our simple 2D case).

o-.c =
l& f

(2.7)

This is the importance of Mie theory: we can analytically calculate the absorption and scat
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tering cross-sections of a particle given its size and electro-magnetic properties.

Rayleigh scattering

The Rayleigh approximation to Mie scattering occurs in the limit of very small spheres typically 

with radii less than 0.05A where A is the wavelength of the electro-magnetic wave. In this case 

the expressions for as and ctq are very simple,

(Ja 4kae-\ 
“ 2 “  0“7ra €o +  2

(2.8)

and where k = 27t/X; eo and e\ are the dielectric constants for the medium and for the sphere, 

respectively. The scattering cross-section is given by

as S{kaY 
~  ~na

Co — 1

c q  + 2 (2.9)

Why is the sky blue ?
Equation 2.9 for scattering in the Rayleigh limit explains why our sky is blue in the daytime 

and red in the evening. The dependency of the scatter on A"'̂  (see Eq. 2.9) means that blue 

light (with smaller wavelength) gets more scattered than red light. So in the daytime when 

looking at the sky (not in the direction of the sun), it will appear blue. However, in the 

evenings if you will look in the direction of the sun the sky will look red because blue light 

has scattered away from the line of sight.

Absorption and scattering coefficient

Both Mie and Rayleigh scattering are theories for single scatter events. For practical purposes we

need to characterise the scattering and absorption of bulk media rather than of single spheres. The

way to proceed is simple. We define a quantity for total scattering or absorption that is just the 

sum of the cross sections. So we define the absorption coefficient by

fJ>a =  Pa< â  ̂ (2 .10)

where pa is the number density of absorbing particles. Similarly, the scattering coefficient is

Ps — Ps ^S' (2.11)
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where ps is the number density of scattering particles. Notice that when the dimensions of the 

cross section were [mm^], the dimensions of pa and ps are now [mm“ ^]. The molar absorption 

cross-section is also referred to as the specific absorption coefficient measured in [mm^/mole].

With the definitions of the absorption and scattering coefficient, we can describe the light 

intensity through bulk media. For example, the light intensity in a homogeneous non-scattering 

medium appears to decay exponentially with distance 2  through the absorption coefficient, which 

is known as the Lambert-Beer law,

7 (2?) = /oexp(-/ia-z). (2.12)

where Iq is the intensity of the incident light.

In the presence of both absorption and (only single) scatter, we can also define the linear 

attenuation coefficient

Pt — Pa "F Ps" (2.13)

2.2 Absorption and Scattering of Light in Tissue

In this section we discuss the mechanisms of absorption and scattering in biological tissue. We 

summarise literature values of optical properties of the brain.

Light absorbers in tissue

Compounds in the tissue that absorb the light are referred to as chromophores. Absorption of 

light in tissue is characterised by a high absorption due to protein in the ultraviolet and by high 

absorption due to water in the far-infrared. In the visible and near-infra-red (NIR) region is a

region of relatively low absorption where photons can penetrate into tissue for diagnostic and

therapeutic purposes, also referred to as the optical window.

Water constitutes 80% of the adult brain tissue and is therefore the main limiting factor of 

detectability. However, its concentration is fairly constant and thus it does not contribute to any 

changes in signal.

Surface tissue (skin) contains a variety of chromophores such as melanin in the epidermis 

whose function is to shield the body from the hazardous effects of ultraviolet light. Dark skin
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F ig u r e  2.3: Absorption spectrum of oxyhaemoglobin and deoxyhaemoglobin (from: Ishi
maru [70]). The vertical axis denote the specific absorption coefficient K  in cm ?/m ole.

types contain higher levels of melanin and therefore are more difficult for spectroscopic measure

ments^. Also lipids, which have a similar absorption spectrum to water, can comprise 10-40% of 

tissue but contain few other absorbers.

For monitoring oxygen we are especially interested in those chromophores in the optical 

window whose absorption is oxygenation status dependent, which are

• haemoglobin (Hb) and deoxyhaemoglobin (Hb02). Each has a very distinct absorption 

spectrum in the visible and near-infrared region. This difference in absorption is shown 

in Fig.2.3 and explains why arterial blood has a bright red appearance while venous blood 

appears more purple or bluish red. Myoglobin supplements the effects of haemoglobin in 

the muscles but is absent in the brain. The NIR absorption spectra of myoglobin is almost 

identical to that of haemoglobin although the spectra are different in the visible and UV 

region.

• cytochrome-c oxidase (cyt-aa3) is the terminal enzyme in the cellular respiratory chain. Its 

specific absorption coefficient is similar to that of haemoglobin but it contributes less to the

Melanin absorption peaks in the UV region and drops quite a lot at NIR wavelengths.
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total attenuation since the concentration of cytochrome oxidase is usually at least an order 

of magnitude below that of haemoglobin.

Light scattering in tissue

Scattering of light in tissue at a physical level is complex because biological tissue is a mixture of 

a vast amount of microscopic constituents that differ in size and material. We briefly review the 

main scattering constituents in tissue.

Organelles covering a range of sizes from about 0.1 to lO/zm, such as mitochondria, fat glob

ules, glycogen, secretory globules within the cell, and the cell itself contribute to the total scatter

ing. Scattering is probably mainly due to difference in the refractive index between the cellular 

cytoplasm (of about 1.35) and the lipid membranes (of about 1.46). The importance of the con

tribution to total scattering by red blood cells specifically is small because of the generally low 

concentration of blood in tissues (typically about 3% by volume, of which approximately half is 

red cells). The scattering of particles in this range of sizes can be described by Mie scattering 

theory.

Larger structures such as collagen fibers, ranging from 0.1//m fibrils to 8/^m fiber bundles, are 

a major source of scattering such as in the dermis of the skin and the scelera of the eye. Modelling 

of scattering by fibres can be done using Mie theory on cylindrical bodies.

The contribution of Rayleigh scattering in tissue is small in the NIR range but dominates at 

lower wavelengths as it varies as 1/A^. Rayleigh scattering is predominantly isotropic so that 

Rayleigh scattering lowers the effective anisotropy.

Optical properties of the brain

The optical properties of human brain tissue have been determined by van der Zee [131]. We will 

use these values in subsequent chapters in the design of numerical models. Table 2.1 summarises 

the measured optical parameters at 800 nm for different tissue types of the neonatal brain (28 and 

40 weeks of gestation) and of the adult brain. Van der Zee notices that “in the brain samples of 

the 24 and 28 weeks gestation neonates, very little differentiation could be seen between grey and 

white matter, [...] and looked almost translucent. The full term 40 gestation neonate shows much 

more differentiation between white and grey matter.”
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Tissue type l̂ 'a sdi sd2 Pa sdi sd2 n

neonatal (28 weeks) white and grey 0.60 - 15% 0.040 - 10% 1 X 8

neonatal (40 weeks) white 0.85 20% - 0.040 25% - 2 X 1
„ grey 0.50 10% - 0.050 40% - 2 X 1

adult white 8.50 - 10% 0.006 60% - 2 X 8/9
» grey 2.20 - 35% 0.035 - 60% 2 X 8/9

Table 2.1: Optical properties of human brain tissue at 800nm (compiled from
van der Zee [131]), Dimensions are in mm“ ;̂ the standard deviation refer respectively to the 
whole sample group (sdi) and to the individual (sd2) where available; a ‘dash’ means that this 
data was not available. The last columns denotes the sample size where the first number referred 
is the number of individuals in the group and the second is the number of samples per individual.

2.3 Photon Transport Models in Highly Scattering Media 

The Boltzmann Transport Equation

We have seen in the previous paragraphs that absorption and scatter are the main mechanisms 

that occur during photon migration in turbid media. Our aim is to determine the distribution of 

photons in a given medium that absorbs and scatters.

Light propagation is rigorously described by Maxwell’s equations that describe the relation 

of electric and magnetic waves in space and time. However, we contemplate that we do not 

need Maxwell’s equations because we expect polarisation effects and interference to be virtually 

absent as the light will quickly lose its coherence because of strong multiple scattering. Instead 

of treating light as a “wave” phenomena we can suffice by treating photons as “particles”.

An exact equation for the radiant intensity (i.e. the angular dependent intensity) is obtained 

by balancing the absorption and scatter mechanisms by which the photons can be gained or lost 

from an arbitrary volume V. This will lead to formulation of the Boltzmann transport equation, 

or shortly the transport equation (TE).

For the interested reader, a derivation of the TE is given in Appendix A. Here we will suffice 

to explain its individual terms. Disregarding changes in energy and applied to photon transport, 

the TE equation is given by the following integro-differential equation

= —17 • V^>(r, 17,f) — r2,f)

+ (  da 'p(a '^U)^( r ,U, t )  + Q(r,n,t).  (2.14)
Ji-K
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We recognise the left hand side of Eq. 2.14 as the change of the radiant intensity in time. The 

equation says that this change should equal to the sum of the right hand terms.

The first term on the right hand side in Eq. 2.14 is negative so it decreases the number of pho

tons. This term represents the out-flowing photons due to a local gradient (i.e. “true” diffusion). 

The second term is also negative and also decreases the photon density. This term featuring fit 

of Eq. 2.13 represents the loss of photons in direction f t  either due to absorption or scattering. 

The remaining terms add to the total number of photons. The third terms represents the photons 

that are scattered into the volume at direction f t  and the fourth term represents a light source that 

creates new photons. So the Transport Equation simply states that the sum of these terms equals 

to the change in time of the radiant intensity.

Approximations to the Transport Equation
Can we solve the transport equation‘s Let’s blindly try it. The method of discrete ordinates 

discretises for space and time. For example, consider a “typical” three-dimensional mesh of 
100 X 100 X 100 nodes and 10 discrete angle points. Then for each time step we would need 

to solve 10  ̂coupled equations —  still not an easy for present day computers. At the moment 
of writing we are aware of at least one package D a n ts y s  that is capable of solving the full 
transport equation and which was originally developed for a Cray supercomputer for nuclear 
reactor design at Los Alamos (USA).

In order to obtain a solution in reasonable time we are forced to find assumptions that reduce 

the computational complexity. There are several methods that we can consider:

1. Eliminate the angular variable ft-, leading to the famous diffusion approximation.

2. Solve for the time-independent problem or use a method of moment matching.

3. Restrict computations to one or two dimensions.

The remainder of this chapter discusses each of these methods. In fact our final computational 
approach incorporates all these three simplifications to find an approximation to the solution 

of the transport equation.

Besides the diffusion approximation, which we will introduce in the next section, there have 

been other methods that have been used in the past, such as the Kubelka-Munk two-flux theory 

and four-flux theory (see for example in Ishimaru [70]). Historically these theories were not 

derived from the transport equation but using heuristic arguments. They can be regarded 

as a simple discrete ordinate method with only a few restricted directions. Currently, the 
diffusion approximation is more popular due to recent advances in numerical methods and 

computational techniques.
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The Diffusion Approximation

The derivation of the transport equation (TE) was not difficult from a physical point of view but 

generally is too much demanding to be able to be solved. The diffusion equation (DE) is the most 

popular and most useful approximation to the TE. A derivation of the DE is given in Appendix B.

The DE is based upon an approximation of the radiant intensity, 0 , using an expansion in 

spherical harmonics upon the solid angle Cl. In the so-called P\ approximation the radiant inten

sity is approximated by

$ ( r ,  f, Cl) % i(/)(r, f) 4- ' V</)(r, t) (2.15)

First, we define the photon diffusion coefficient ,k, by ^

Using the definition of k we may derive the diffusion approximation to the transport equation, or 

shortly the diffusion equation, as

\w t ~  ^  ' 4 r)V -|- / /o (r) ^{r, t )  = Qo{r,t).  (2.17)

which plays a very important role in (optical) diffusion problems and will be the main partial 

differential equation (PDE) in the rest of this thesis.

Notice the similarity of the terms in the diffusion equation with the original transport equa

tion. But also notice that radiant intensity $  which was a vector quantity through the dependency 

on Cl is approximated by the isotropic photon density </>. The photon density is a scalar quantity 

and is not angular dependent anymore and is also referred to as the average diffuse intensity.

Relationship to other PDE
It is instructive to see the relationship of the diffusion equation with other differential equa
tions. For the lossless case (pa = 0), the diffusion equation simplifies to the heat equation

"̂ Fumtsu and Yamada [52] showed that in fact the diffusion coefficient k (or D  in their notation) rigorously is 
independent of pa and they derive a diffusion equation with a modified diffusion coefficient

 ̂ 3/i'

rather than the diffusion coefficient k used in Eq. 2.16
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or

(2.18)

where 7  is the thermal dijfusivity. The equation degenerates further in the time-independent 

case to the Laplace equation

V • c7-(r)V(  ̂ =  0, (2.19)

which also is the governing equation used in electrical impedance tomography (EIT).

In the “lossy” case {pa 0) and for homogeneous the Fourier transformed diffusion
equation is similar to the complex wave equation or Helmholtz equation,

V^0-l-fcV = O (2.20)

with a complex “wave number” =  K~^{pa +  iuj). Intensity-modulated light will exhibit 

wave-like behaviour, not in the electro-magnetic sense, but as a spatial- and time-varying 
change in photon density. The Helmholtz equation can be regarded as a generalisation of the 

Laplace equation.

2.4 Boundary and source conditions

Transport boundary condition. Both transport equation and diffusion equation involve deriva

tives in space and time and to be solvable we need to specify appropriate initial conditions and 

boundary conditions that depend on the specific geometry. Without initial and boundary condi

tions solutions of the PDE are non-unique. Boundary conditions can be regarded as additional 

constraints on the global solution in the form of prior knowledge of the known local behaviour of 

the solution at the boundaries.

The initial conditions in optical diffusion are conveniently formulated as source conditions, 

i.e. the specification of the position and the time of incidence of the laser pulse. If we have 

positioned a laser source at vq emitting a pulse at to with unit intensity then the equivalent source 

condition is

Qo{r,t) = 6{r -  ro )6{ t - to ) .  (2.21)

The boundary conditions follow from the assumption that there can be no incoming photons at
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a free or vacuum boundary. We have to start from the transport theory to be exact. Mathematically 

the statement is equivalent to

=  0 for all r  e S  and f2 • d 5  < 0. (2.22)

where S  is the enclosing surface and Q is the solid angle in which the photon travels.

Diffusion approximation to the boundary condition. Easy as the condition may seem, the diffu

sion equation can only approximate this boundary condition partly because the boundary condi

tion still contains “directionality” of the photons in the formulation. Hence we seek an approxima

tion in the “integral” sense by demanding the integral over half of the solid angle corresponding 

to the incoming photons to vanish; we call this quantity the inward partial current, J_ . Using the 

Pi approximation we can derive an expression for J _ ,

J_ = f  n  • n $ ( r , r î , f ) d r 2  «  -h • V ^ (r ,f)  for all r  e S. (2.23)
J2-ÏÏ 4 2

which must vanish. Hence the diffusion approximation to the transport equation boundary condi

tion is

^ ^ ( r ,  t) -t- ^ A n n  • V 0(r, t) = 0  for all r  e  S.  (2.24)

This boundary condition is classified as a Robin boundary condition  that constrains a linear com

bination of zero-th and first order derivatives. The reflection param eter. A, is added to account 

for internal reflection that occurs when a refractive index mismatch exists with the surrounding 

medium. If no reflection is present then A  = 1, otherwise its value is larger than one. For a 

review on boundary and source conditions see Schweiger [123] who also compares methods for 

calculating A.

Extrapolated boundary condition. The boundary condition implies that the intensity vanishes at 

an extrapolated distance 2Ak from the real boundary. This is easily seen by rewriting the the 

boundary condition to the one dimensional case,

—— 0  =  — T—— (f) for all X Ç: S . (2.25)
ox 2A k
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For this reason one can either choose to use the Robin boundary condition or the extrapolated 

Dirichlet boundary condition

(f){x +  dext) =  0, (2.26)

where dext is the extrapolation distance from the boundary at x. The Robin boundary condition 

in Eq. 2.24 would suggest dext =  for the extrapolation distance (see, for example, Farrell 

and Patterson [47]), but more rigorous calculation based on the transport equation have shown 

slightly different optimal values (see Duderstadt [42]).

Either the extrapolated Dirichlet or the Robin boundary condition are easily incorporated in 

the FEM formulation. In practice, the problem of applying boundary conditions lies in deter

mining the correct value of A  in Eq. 2.24 or similarly dext in Eq. 2.26. See Schweiger [123] for 

formulas for A  and dext for specific cases. Another interesting approach would be to incorporate 

A  in the estimation process.

Measurement defined as exitance

The actual measurement at a position ^ at the boundary dO. is not the value of the photon density

but is the exitance that is defined as the gradient of 4> to the outer normal n , i.e.

=  -KM - V(^(r,^)|^_^ . (2.27)

However, using the definition of the modified Robin boundary condition we have

m , t )  = (2,28)

where A is a parameter depending on internal reflections occurring at the boundary. Thus, at the 

boundary, the flux is proportional to the photon density at
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2.5 Summary and References 

Chapter summary

In this chapter we have discussed the theory to describe light propagation in scattering media. 

We have seen that a random medium can be characterized by two parameters: the scattering 

coefficient fia and the reduced scattering coefficient fi'g.

We have derived the transport equation  (TE) that describes the propagation of light in a scat

tering media. We have argued that the TE generally is too computationally demanding and we 

have presented the diffusion equation  that approximates the original transport equation  under 

certain conditions.

Additional references

Scattering theory. For books on general scattering theory we recommend Bohren and Huff

man [26] or Ishimaru [70]. See Ishimaru [71] for a short review paper on transport, diffusion and 

scattering theory. For further literature on multiple scattering theory see Twersky [129, 130]. For 

models of light transport in biological tissue see Parrel and Patterson [47], or Patterson et al [105].

Transport and diffusion equation. For an elegant framework of Pn approximations to the trans

p o rt equation  (TF) see Kaltenbach and Kashke [74]. The diffusion equation  (DF) is pleasantly 

derived in Duderstadt [42] but in the context of neutron transport. For a theoretical account and a 

different derivation of the TF see Furutsu [50], for a different derivation of the diffusion approxi

mation see Furutsu [51], and Furutsu and Yamada [52]. For a comparison of alternative diffusion 

approximations to the transport theory, see e.g. Kim and Ishimaru [76]. Yoo et al describe the 

limits of the diffusion approximation [140].

Photon density waves. For literature on photon density w aves  (PDW) see for example Tromberg 

e t a l [128]. Knüttel et a l discusses interference phenomena of PDW [77, 78]. For experimental 

studies on PDW’s see O’Leary et al [99], Patterson et a l [106], Gratton and Maier [59], or Fishkin 

and Gratton [49]. For analytical solutions for scattering of PDW see Boas et a l [25].



...nature’s unpredictable; how do you expect to 
predict it with a computer? (Feynman)

CHAPTER 3

C o m p u t a t i o n s  U s i n g  F E M

This chapter is intended as brief summary of computation methods that will be used in the rest of 

the thesis. In particular we will focus on the finite-elements-method (FEM) as an efficient means 

to solve the forward problem and to perform derivative computations that will be needed for the 

imaging problem.

3.1 Introduction to the Finite-Elements Method

The finite-elements method (FEM) is a numerical method to solve partial differential equations. 

The FEM has been originally developed in engineering problems for the computation of mechan

ical stress. The FEM has shown to be accurate, fast and versatile to model complex geometries in 

Optical Tomography (see Schweiger and Arridge [122, 16]) and will be the method of choice in 

the rest of this thesis.

Derivation of the FEM equations

In the FEM method the photon density, (j), is approximated by a piecewise linear and continuous 

function, 0^, using a set of N  piecewise linear^ basis functions Ui for which the nodal values at 

nodes are defined as Ui{rij) = 6ij {i , j = 1,..., iV):

N

t) =  ^  Ui{r) (3.1)
i=l

'More sophisticated FEM method are not restricted to use linear basis function but may use higher order polyno
mials. For the moment we only consider the piecewise linear approximation

57
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The sought nodal solutions 4>i may be interpolated to find a solution anywhere in the support of 

the domain Ü.

Generally, the approximation (fA will not satisfy the diffusion equation 2.17 precisely leading 

to residual errors Ri{r,t).  The best we can do is to minimise the sum of residuals

(f)iUi{r) -  qo{r,t). (3.2)

The weak formulation using the Galerkin method requires the integral of iimer-products of the 

residuals with the same basis functions to vanish over the domain Q.,

(3.3)

or equivalently,

4 ) iU i { r ) u j { r ) 6 T t - ' ^  /  qo{r,t)uj{r) dlî = 0. 
A Jn

(3.4)

The solution must satisfy the equation above together with the boundary condition in Eq. 2.24. 

Together they form one linear system of coupled equations and can be written in matrix notation 

as [16,12],

+  K{n)  +  C{pa) +  OiA (f) = q (3.5)

where

Kij —

Cij —

Bij — 

Aij =

9; =  

0  =

/ n {r )V u i{ r )V u j (r )d r  
Jn

/ pa{ r ) u i { r ) u j { r ) dr
Jo.

/  Ui{r)uj(r)dr  
Jn

f  Ui { r )u j { r )d {dÜ)
Jdn

/  qo{r,t)uj{r)dr  
Jn
[0 1 (f), 0 2 (f),...,0N (f)]^ (3.6)
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The term a A  imposes the required boundary conditions of the geometry, and is non-zero for the 

Robin boundary condition but vanishes for the simple (extrapolated) Dirichlet boundary condition 

(see 2.4). Here, a  =  1 /2 A  with A  as defined in Eq. 2.24.

For the sake of convenience we will just write K  and C  instead of K ( k)  and C(/^g), but we 

must remind that each are strictly a function of K and fia respectively.

Solving the linear system

The FEM has reduced the original problem of solving a PDE into a problem of solving a simple 

linear system. This is easily demonstrated by taking the time-independent case as example in 

which B  =  0 in Eq. 3.5. We obtain the linear system S(f> = q with

S  = K  C  -\- oiA iu)B. (3.7)

This linear system can be solved using standard methods by inverting the system matrix S  or by 

using iterative methods. The N  x N  matrix S  can be very large but is fortunately very sparse 

because matrices K , C , A  and B  will only have non-zero entries when vertices rii and rij belong 

to the same element. Also S  is symmetric and positive definite. The preferred methods for nu

merical solving will therefore be a sparse Cholesky decomposition followed by back-substitution, 

or a preconditioned conjugate gradient method (see Numerical Recipes [111]).

On modelling in 3D
While optical diffusion is a 3D problem in reality, almost all numerical investigations have 

only been performed in 2D because 3D computation is currently not feasible in reasonable 

times. Until full 3D modelling becomes realistically achievable, 2D modelling must be con

sidered as an alternative due to computational advantages (see Arridge [5]).

Schweiger has shown that the mismatch for 2D and 3D simulations is large for integrated- 

intensity data, but that temporal moments are much less sensitive to the dimensional mis
match [119]. Using a heuristically obtained correction factor he shows that 2D modelling 

and 2D image reconstruction from absolute 3D data is possible. Others have pointed out that 

using difference data considerably alleviates the 2D/3D problem.

3.2 Forward Data Computation Using FEM

In the previous section we have introduced the finite-element method (FEM). In this section we 

show some typical application of the FEM for computation of forward data. We are especially
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F i g u r e  3.1; Examples of FEM solutions for, from left to right, integrated-intensity (log-scale), 
mean time, variance, skew and Laplace (s=0.001) data types.

interested in methods that can directly compute temporal moments of the TPSF.

Figure 3.1 shows examples of forward calculated solutions for some data types that will be 

discussed in this section. A single source is assumed incident on the left of the head-shaped 

phantom. White regions denote high values of the specific data type.

Computation of the full TPSF using finite differences

The diffusion equation in its original full form accounts directly for time-dependency. Delivering 

a light pulse of finite duration into a scattering medium will in generally produce a time-dependent 

photon flux distribution. The full time-dependent solution can be obtained by approximating the 

time-dependent equation by finite differences,

[K + C  + a A ] +  (1 ~ [^n+\ ~  ~  /^9n+l +  (1 ~ (3-8)

where ^  is a parameter to control the finite difference method that averages the values of and 

to a value in between. For the (preferred) Crank-Nicholson scheme the recommended value 

h  ^  = 0.5. The matrices FC, C , A, B  do not depend on time and are constant throughout the 

finite-difference procedure. The source vector q generally represents a delta-source in time and 

therefore will be zero fo rn  > 0 .

Computation of the integrated intensity

The (time) integrated intensity.

E{ r )  =  / (p{rU)àt ,  
Jo

(3.9)
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is obtained by solving the FEM equation for the time-independent diffusion equation,

\K  C  OiÂ  <p = q. (3.10)

The exitance is obtained by subsequently using Eq. 2.27 or Eq. 2.28.

Frequency domain computations

We can also regard the diffusion equation in Fourier space. Separation of time and space variables 

and taking the Fourier transform of Eq. 3.5 yields the FEM equation for the Fourier domain,

K  + C  + a A  + — B  
c

(f) = q. (3.11)

This Fourier form of the FEM equation will turn out to be important for computation of temporal 

moments later.

Direct computation of time integral transforms

The computation of the full temporal point spread function (TPSF) would be time consuming 

requiring computation the full FEM solution for every time step. Instead of calculating the full 

TPSF, we are interested in parameters that may sufficiently sununarise the TPSF, e.g. the inte

grated intensity, the mean time-of-flight, or the width of the intensity profiles. Mathematically 

these parameters correspond to the zero-th moment, the first moment, and the second central 

moment of the TPSF.

The general equation to calculate a moment q from a general function f ( t )  is of the form

q = J  K { t ) f ( t ) d t ,  (3.12)

where K{t)  is a kernel function. In our case f {t )  is the TPSF and K{t)  acts as a temporal filter 

or a time-dependent weighting function.

Considerations for choosing data types. One can devise many other moment parameters by 

defining an appropriate kernel functions. However, there are several practical considerations for 

choosing data types (Schweiger and Arridge [120]),
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Mellin moments

central momentsTPSF

■ <t>

Laplace

t

Figure 3.2: Graphical representation of time-integral transformations of the TPSF. Mellin mo
ments compute statistics from time zero. Central moments compute statistics relative to mean 
time (t). The Laplace transform uses an exponential time weighting.

1. The data type should be robust. That is, the data type should be measurable with high 

signal-to-noise ratio and with good repeatability.

2. The data type must contain as much information as possible about the time-prohle,

3. The data type must be directly computable for efficient computation.

Important for practical purposes is that all of the transforms here are normalised by the total 

intensity (of course with exception of E  itself); this means that the data types are independent of 

the absolute intensity of the source.

We list several temporal transforms that have been proposed in tissue spectroscopy and optical 

tomography (see for more details Arridge and Schweiger [11] or Schweiger and Arridge [120]). 

Fig. 3.2 represents graphically the different computable moments from the “raw” temporal point 

spread function (TPSF). In the following we have used (f) rather than the exitance F in the time 

integrals; however, the two are proportional according to Eq. 2.28. Furthermore, values of the 

data types are implicitly conditioned on a particular choice of source and detector pair.

Mellin transform. The normalised Mellin transform uses integral powers as the kernel and de

fines the (non-central) temporal moments

P O O

(*’> ) = £ ' - ' /  t ’'4>(t)dt.
Jo

(3.13)
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In terms of the FEM formulation, Mellin moments can be efficiently computed using a recur

sion formula (see Schweiger [117] or Arridge [12]), We recognise the Fourier identity

then

f  (f){t) dt = y / ^  (f){u)
J —oo

/ C X 3

t' (̂f){t) exp{—iut)dt  =
-oo

=  m.n

SO that

(t") =
TTlr
mo

Differentiation of Eq. 3.11 with respect to w yields

lU
K  C  a A  H B

on

d(jj

QU

(3.14)

(3.15)

(3.16)

(3.17)

If Q is a (5-function in time then its Fourier transform is a constant and the right hand side of 

Eq. 3.17 is zero. Evaluating at w =  0, and using 3.15 we find

[K -\-C a  A] TTin = —inBm n-i> (3.18)

By solving Eq. 3.18 recursively and using 3.16 repeatedly we can find the moments of the forward 

data.

Central moments. The central moment transform is a generalisation of the Mellin transform 

with a time shift to the mean delay-time. The transform is only defined fo rn  > 2.

Ctj, --
PO O

E~^ {t -  {t))^ (f){t) dt 
Jo

(3.19)

Central moments represent the shape of the TPSF around the mean delay time. The second central 

moment equals the variance. The third moment measures the asymmetry and is also referred to 

as skew.

The computation using FEM is analoguous to the computation of the temporal moments as
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the central moments are merely a linear combination of the latter:

Cn = ^  ^  mn-lTYli +  ^  ^  771^-2^1 +  ' • ’ +  ( — (3.20)

Laplace transfonn. The Laplace transform has a kernel of exponential form with a “decay con

stant” s. The Laplace transform can be regarded as a time-dependent weighting that favours “early 

times”. The normalised Laplace transform is defined as

roo
L{(j ) , s)=E~^ (f){t)exp{-st) dt (3.21)

Jo

Direct computation follows by Laplace transform of the FEM equation of Eq. 3.5 (see Schweiger [118]),

[K -\- C  -\- olA -\- sB] L (0, s )  =  L(q, 5 )  (3.22)

Notice that the Mellin moments could also have been derived using differentiation of the Laplace 

transform rather than using the Fourier transform.

Noise modelling

Although the FEM is deterministic, Arridge has shown that it can be also be used for the compu

tation of noise properties [9]. Below is a summary of the main results of the paper.

Statistics o f integrated intensity. If E  is the integrated intensity corresponding to a source at s 

and a infinitesimal detector at d  then the variance for Np number of photons is

a% = Nppo{l -  /3q) % Nppo = E  (3.23)

where /3q 1 is the value of the integrated intensity Green’s function G{d, s) that will be defined

in Eq. 3.53. The variance of the integrated intensity is therefore approximately equal to the mean.
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Statistics o f mean time. If (t) is the mean delay time corresponding to a source at s and an 

infinitesimal detector at d  then its statistics for Np number of photons are

4 " )  = = ] &  =  #  (3.24)

where is the conditional variance for a single photon arriving at time T, given by

(3.25)
/5o \ P o J

and pk is

01,= f  ê G ( d , s , t ) d t  (3.26)

where G{d, s, t) is the time-dependent intensity Green’s function for a source at 3 and detector at 

d  (see Eq. 3.51).

3.3 Jacobian and PMDF Computations Using FEM 

Jacobian or sensitivity matrix

Let 9 represent a vector containing image parameters and let rj represent a vector containing its 

implied forward calculated data. The so-called problem Jacobian or the sensitivity matrix

J  =  g ,  (3.27)

defines the sensitivity of the impliead data 77 to perturbations in 0. A single scalar value of element

Jij equals the rate of change of data point rji with a perturbation in parameter 6j. We may define

separate sensitivity matrices for the absorption and scattering images.

Photon measurement density function

In Optical Tomography, a particular row J* of the Jacobian is also referred to as a photon measure

ment density function (PMDF) and maps the sensitivity of the «th measurement as a function of the 

optical parameters. PMDF’s for different data-types can differ remarkably in shape. Figure 3.3
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F i g u r e  3 .3 : Exam ple o f  an absorption PM DF for integrated intensity through a layered head- 
m odel. The inward arrow denotes the source position and the outward arrow the detector posi
tion.

shows an example of a typical absorption PM DF through a layered head-model for integrated 

intensity data. The inward arrow denotes the source position and the outward arrow the detector 

position. A large value (white) o f the PMDF means that the element has a large probability to 

have contributed to a change in the measurement signal.

Linear Perturbation of the Diffusion Equation

Although the diffusion equation  is nonlinear in the optical parameters q,a and K, for small per

turbations we can assume linearity. Arridge states the perturbation problem specific for Optical 

Tomography [6 ] or see additional references at the end of this chapter.

In the follow ing we use a shorthand notation 0 , fia and k for the field functions ^ ( r , f |s ) ,  

/ia (r )  and K.{r). To derive the perturbation d0 we substitute Ha =  HaO +  d/ia and k =  aîq +  d^ 

in the original diffusion equation, Eq. 2.17. After collecting terms and subtracting Eq. 2.17 we 

obtain an equation for the perturbation field d</>,

d<p — — [V • d/<V — d/ifl] (f)Q 4- C7(|d0|‘ (3.28)

Notice that this equation has the same structure as the original diffusion equation  except that the 

primary source term on the right hand side is now replaced by “secondary sources” which are a 

function o f  the perturbations d/Ua and dn and  the original field strength (f). In fact, the perturbation 

o f  the field due to an absorber d(j,a may be thought as caused by a “sink” term (pod^a- The field 

perturbation corresponding to a scattering inhomogeneity (the first term on the right hand side o f
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Eq. 3.28) is more difficult to interpret [8].

Computation using Green’s functions

We are not interested in the perturbed field itself (if we were, then we could have inserted the 

perturbed values fia +  d//o and k +  d/t) directly into the diffusion equationl). What we are 

interested in is the rate o f change of the solution with changing the parameters (defined by J ) .

We define a measurement as the time-dependent exitance T{t\d, s) measured at detector po

sition d  due to a source at s  (see also Eq. 2.28). We are interested in the derivative

^ " - ' " ' ' ' 1 - % ^  »■»>

for the fields 9 =  k}.

Any field perturbation dF also must satisfy Eq. 3.28 and is easily obtained by convolution of 

Green’s function over the finite size of the absorption and/or scattering perturbation,

dF(^|d, s) =  ^  y* G{d, t \r , t ' )  f {r , t ' \ s )  dr dt' (3.30)

where f { r , t ' \ s )  is the right hand side of equation Eq. 3.28.

We define G* as the adjoint field of the Green’s function G. By substituting this right hand 

side and using the reciprocity principle^,

G{r, t \r ' , t ' )  = G*{r', - t ' \ r ,  - t ) ,  (3.31)

and time-shift invariance^,

G{r,  f|ro, to) = G{r, t  -  toko, t = 0), (3.32)

we find that the sensitivity field for absorption is given by

=  [  G‘ { r , t - t ' \ d ) G ( r , t ' \ s ) d V M ' .  (3.33)
Jf

^Conceptually, the reciprocity principle says that going from a to & is the same as going from 6 to a but backwards in 
time. Using complex numbers, this means that a function must be conjugated (in time) when reversing space variables 

^Time-shift invariance (as the term already suggests) says that the Green’s function is independent to a shift in time.
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We see that the sensitivity field (or PMDF) for absorption is simply the product of two Greens 

functions. Its computation simply is an element-wise product of two photon densities: one field, 

G, from a source at the actual source position, and one field, G*, from an adjoint source placed 

at the detector position.

Similarly we derive the time-dependent sensitivity field for scattering and find

= [  VG*(r,f-«'|<i) VG(r,t'|â)dFdi'. (3.34)
OK[r) Jf/

The sensitivity functions (or PMDF’s) (r) and J« (r) determine the rows of the Jacobian 

matrix J .  Without proof we state that for time-independent measurement types, their specific 

Jacobian function are easily obtained by replacing the time-dependent Green’s functions with 

their particular time-independent Green’s functions.

Computation using the adjoint method

In the adjoint method we simply use the same machinery as we have used in the FEM method. 

As an example we use the Fourier transformed system equation of Eq. 3.11 which was

[JiT(/{) +  C{pa)  4" OiA -j- (f) = q, (3.35)

and refer to this equation as

S(f) = q. (3.36)

We define a general data vector

rf =  M(f) (3.37)

implied by a forward solution <f) through a linear measurement mapping defined by M .  Our goal 

is to retrieve an expression for the Jacobian matrix J  =  dq/dO.  We differentiate the left and 

right hand side of Eq. 3.36 with regard to 6 = k } and obtain:

% - » - '
dq d S  ,
d ë ~ d ê ' ^

(3.38)
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We assume that the source is independent of the optical parameters'^, so that the source derivative 

term vanishes. Then, using Eq. 3.37 we obtain:

J  -  I f  -  ']
d S
de

(3.39)

The last formula gives a direct way to compute the Jacobian matrix J .  If M  denotes the 

number of measurements, K  the number of elements of the forward solution 0 , and N  the number 

of elements in vector 0, then M  is an M x K  matrix, S  is a K x K  matrix, dS/dO is an K x K x N  

tensor^ and J  is an M  x W matrix. The elements of the mth row of M  are all zero except for 

the elements that are associated with the mth detector position. Similarly, g is a vector of which 

all elements are zero except for the elements that coincides with the source position. We notice 

that M S ~ ^  and S~^q  denote forward computations at M  adjoint measurement positions and one 

source position, respectively.

What are still needed, are the expressions for the derivative of the system matrix, dS/dO.  

From Eq. 3.6 we derive

du
= / Vui(r)Vuj(r) dr 

J n
(3.40)

and

a s / Ui(r)uj{r)
Jn

dr (3.41)

where u denote basis vectors of 0 and (f> in the domain

3.4 Direct Computation of the Gradient Using FEM

When we will actually perform image reconstructions we will need to calculate the gradient of 

a particular objective function with respect to the optical parameters n and fia- This section 

discusses the computational method calculating the gradient using the finite-elements method 

(FEM).

'‘This may not be rigorously true, as often the real light source is modelled as a virtual isotropic source at \/n'a 
below the surface boundary. As n changes, the virtual source may shift.

^The derivative of a scalar with respect to a vector is a vector. The derivative of a vector with respect to a vector is 
a matrix. The derivative of a matrix with respect to a vector is a tensor.
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Forward operators

Let Q(y,  0) be an objective function of the measured data y  and image parameters 9 that are 

defined in domain Ü. The computation of data error (i.e. the scalar value of objective function) 

can be regarded as a series of transformations from the vector entity 0 to a scalar value Q,

e Æ

with definitions

0  A  77 3 ^  g (3.42)

0  =  DO

77 =  A44>

Q ~  Qy'n (3.43)

where we have used the notation VO to denote operation of V  on vector 9. Using concatenation 

of operators the above is equivalent to

Q = Q y M V 9  (3.44)

The associated mappings (all discrete) are

V  : H

A4 : ->  R ^

Qy : - ^ R , (3.45)

where T> is the difusion operator that projects the A^-dimensional space of optical parameters 

9 =  {/t,/x^} to the i^-dimensional space of the forward solution <f>. A4 is the measurement 

operator that projects the space of the forward solution 0  to the M-dimensional boundary data rj 

(including any data transformation as discussed in Section 3.2). Operator Qy is the error operator 

associated with a set of measured data y  that projects the M-dimensional implied data 77 to a 

scalar error value Q.
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Gradient

In imaging (using gradient-based iterative methods) we will be primarily interested in back prop

agating an error dQ to determine an update dO. In particular, we are interested in an update in the 

direction of largest increase in Q, or along the gradient of the objective function Q. ^

We define the gradient g as the transpose of the derivative dQ/dO.  We had earlier defined 

(see Eq. 3,27) that the derivative drj/dO has {i.j) entry dpi/dOj — and so is a M  x W matrix if 

77 has M  elements and 0 has N  elements. In particular, this means that the derivative dQ/dO is 

a 1 X AT row vector, so that using our definition g  yields a column vector.

This gradient, g, is obtained by virtue of the chain rule of partial differentiation.

9 =
T dQ dr) d(j) T

drj d(f) d o

( \

N  X K

V

=  G ^ M ^ u  

\

K x M

/  V /

/  \

M  ^ N

X = X (3.46)

1 J 1

I  /

We have symbolically shown the dimensionalities of the matrices. Measurement matrix M  has 

been defined earlier in Eq. 3.37. In Optical Tomography, the typical number of discretised param

eter values is about AT ~  AT ~  10"̂  (or even larger in 3D modelling) and a number of measure

ments is about M  ~  10  ̂ (for 32 sources and 32 detectors). The matrix G  (the so-called “Green’s 

function matrix”) is a huge K  x N  matrix that should never be computed explicitly.

With regard to the previous section, we note that J  = M G ,  with J  defined as in Eq. 3.27. 

We define A 77 = g -  y. Then, for the quadratic error function, Q = ^ ||A t7 |P, the gradient is 

simply

(3.47)

®How exactly the gradient is used to determine an update ûO depends on the algorithm used: steepest descend uses 
a step proportional to the gradient, conjugated gradients uses a linear combination of the gradient with previous steps.
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The equation above already suggests the two ways to obtain the gradient. One method would 

be to calculate J  and transpose-multiply this with Ar) (for the quadratic error function). Compu

tation of J  requires one PMDF computation, which requires two forward computations for each 

source-detector pair. Inversion or gradient-based optimisation methods that will use the matrix 

J  explicitly are prone to be too computationally demanding, because first, they require computa

tion of the huge M  x N  matrix J  and secondly, they will additionally need costly matrix-vector 

multiplications. However, the computation of J  is still of interest for sensitivity analysis of the 

imaging problem.

While J  is huge M x N  matrix with typically 10  ̂entries (using the same numbers as earlier), 

the gradient g is just a W-dimensional vector with only 10'̂  entries. It would be much more 

efficient if we would somehow be able to compute g directly. The following subsection discusses 

a way to calculate g directly.

Direct computation of the gradient using FEM

We introduce the index j  that denotes the j th source, {j = 1,..., J). Using Eq. 3.46 and Eq. 3.39 

we can write the (transpose of the) partial gradient for source Qj as

where

(3.48)

Wj = (3.49)
dVj

where we have used Qj and r)j to denote the partial error and implied data due to source qj,

respectively. Compare the terms M  and Wj in Eqs. 3.39 and 3.48; while M  is a matrix, Wj is a

single vector of detector positions weighted by their error gradients. Thus, instead of calculating 

J  and using Eq. 3.47, we can calculate g j  by only two forward computations: one at the source 

Qj and one for the weighted measurement vector Wj.

The total gradient is simply the sum of the gradients of all J  sources,

J

9 = ^ 9 j -  (3.50)
j= i
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Notice that the computational cost to calculate the (total) gradient is dependent only on the number 

of sources, and not on the number of detectors.

Compare the two methods: gradient computation using J ,  for 32 sources and 32 detectors, 

would require 32 x 32 x 2 =  2048 forward computations, while using the direct method above 

would require only 32 x 2 =  64 forward computations.

3.5 Other Solution Methods

This section discusses some other methods that can be used to solve the diffusion equation. 

These methods include the use of analytical Green’s function, the Monte Carlo method and finite- 

difference methods. We do not use any of these methods in the remaining of the thesis, but we 

summarise them here for completeness.

3.5.1 Analytic solutions using Green’s functions

An analytical solution is mostly given in the form of Green’s function that correspond to the solu

tion arising from a point source in space and time 6 {r,t).  Green’s function solutions are available 

for simple geometries such as infinite bulk media, homogeneous cylinders or semi-infinite slabs. 

Although useful for theoretical investigations. Green’s function methods are not much used in 

practical situations where we have to deal with real-life geometries and inhomogeneous media.

One approach to obtain the analytical Green’s functions for the diffusion equation without 

having to derive them from first principles is to adapt the Green’s function from the heat equa

tion. The heat equation has been investigated extensively in the scientific community and we can 

capitalise on that. The derivation of the diffusion Green’s functions from the Green’s function of 

the heat equation is based upon the following lemma (Arridge [8 ]):

If G (r, t) is a Green’s function of the heat equation (or lossless diffusion equation) 

then exp(—/LiaCf) G (r, t) is a Green’s function of the (lossy) diffusion equation.

By using this lemma we can directly obtain Green’s functions for our diffusion equation. We 

summarise some Green’s functions for case of an infinite medium.
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The Green’s function for time-dependent intensity in an infinite medium is given by

“  1 7T — 7 -^  ) , (3.51)

where r  is the distance measured from the source, and t the the time difference from incidence of 

the pulse.

The Fourier coefficient of complex intensity signal in an infinite medium is given by the 

Green’s function in the frequency domain

Amplitude and phase can be derived from complex analysis.

The Green’s function for integrated intensity, E , in an infinite medium is obtained by simply 

setting w =  0 in Eq. 3.52,

The mean time delay due to a point source in an infinite medium is given by the Green’s 

function

See Arridge [8 ] for a summary of Green’s functions for other geometries: semi-infinite half

space, infinite slab, 2D circle, finite and infinite cylinders and spheres. The derivation of Green’s 

functions for slab geometries follows the method of mirror images where a virtual point source 

with equal but negative strength is placed mirror-wise opposite to the real source [47]. The mirror 

source will ensure that the boundary conditions are satisfied (see Section 2.4).

3.5.2 Numerical solution using the Monte Carlo method

Monte Carlo (MC) simulations are powerful in that they are easy to implement and can deal with 

very complex geometries. For example they can easily solve the full Transport Equation, or can 

easily deal with clear layers such as the cerebrospinal fluid (CSF) that fills the space between the
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cortex and the skull. A major drawback is their huge computational requirements; typical MC 

simulations of optical diffusion can take several days or weeks of computation.

The Monte Carlo method tracks a single photon and simulates its random path from a source.

For the particular analogue Monte Carlo (AMC) we draw four random numbers for each propa

gation step for each photon: one random number, R i, determines the (random) free path length I 

of the travel distance of a photon without getting scattered or absorbed,

I =  (3.55)
fit

where fit is the mean transport coefficient.^

A second random number R 2 determines the absorption probability of the photon according

to

i f  R 2 < —  
l t̂

t h e n  continue random walk

e l s e  stop random walk (3.56)

Two other random numbers {Rs, R 4 ) determine the directional change over polar azimuthal 

angles {6 , (/)) with a probability density function defined by a phase function.

3.5.3 Numerical solution using the finite-differences method

The diffusion equation may also be solved by using the finite differences method (FDM) instead 

of the FEM (in Optical Tomography see e.g. Pogue et al [109]). FDM can be regarded as a 

degeneration of the FEM method where regular rectangular elements are used instead of general 

elements. Special numerical techniques exist for the FDM because the finite difference operator 

can be split into the separate spatial dimensions x  and y (and z in 3D) which greatly enhances 

the computational speed. However, a drawback to the FDM is that complex geometries are more 

difficult to model because the grid must be uniform and smooth boundaries are difficult to incor

porate.

^Under the assumption that the velocity c of the particle is constant (so that I =  ct) the formulation of the 
Monte Carlo is equivalent to the assumption that the time until the next collision is exponentially distributed as, 
t oc exp(/itcf).
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3.6 Summary and References 

Chapter summary

In this chapter we have introduced the finite-elements method (FEM) for solving the diffusion 

equation (DE). The FEM method discretises the DE and reduces the forward problem to solving 

a simple linear system.

We have shown how FEM can be used for forward computation of different data types such as 

integrated intensity, Mellin moments, central moments or Laplace data. Using perturbation theory 

we derived the sensitivity relations between the parameters and the data. We have introduced the 

photon measurement density function (PMDF) that determines a sensitivity map for a particular 

measurement.

For gradient computations (that will be used in the remaining chapters) we have argued that 

methods that use the Jacobian explicitly are computationally too costly and we have introduced an 

alternative method that calculates the gradient directly using the method of adjoint differentation.

Addtional references

For a textbook on general FEM see for example Zienkiewicz [142]. For general perturbation 

theory we refer to the graduate text of Morse and Feshbach [90]. For the perturbation theory 

specifically applied to Optical Tomography see Graber et al [58], Ostermeyer and Jacques [103], 

or Arridge [6]. For references on photon measurement density functions (PMDF) see Arridge [7, 

12]. For the derivation of Green’s functions for Optical Tomography see Arridge et al [8].

For application of the FEM in Optical Tomography see the Ph.D. thesis of Schweiger [117] 

or Schweiger et al [122]. For comparison of the diffusion theory and Monte Carlo methods see 

Patterson et al [105], Farrel et al [47] or Hasegawa et al [63]. For a study on light propagation 

through non-scattering regions using a hybrid diffusion-radiosity method, see Firbank et al [48].

We defer giving references on image reconstruction methods in Optical Tomography until the 

next chapter.



...we can only have inexact conceptions o f things 
we perceive with our senses. But we can have true 
knowledge o f things we understand with our rea
son. (Plato)

C H A PTER  4

L e a s t  S q u a r e s  E s t i m a t i o n

Least squares (LS), a special case of maximum likelihood, is probably the most widely used 

framework for parameter estimation. We apply LS estimation to the image reconstruction problem 

in Optical Tomography. We will investigate the possible sources of error that affect the estimate 

and we discuss the limitations of the LS method.

4.1 The Least Squares Method 

Image representation

We describe an image by a general density function f {r) .  Because we have two parameters that 

describe the optical properties in tissue, each of them are described by separate functions p{r)

and Ac(r) for the absorption and scattering image respectively. We assume that p{r)  and K{r)

are zero outside some finite region Q and are approximated in the region using basis vectors bn, 

n =  1,.., N,  by the series

N

p{v) — ^   ̂Pn ^n(^) (4.1)
n—1

and

N

k(v ) = ^   ̂Kn bn{v). (4.2)
71=1

11
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While in general any basis function may be used, we will use the same nodal basis functions that 

are used in the finite-element-method (FEM) to compute the forward solutions. We also adopt 

only one set of basis functions for /j,{r) and « (r), but also these may in general be chosen differ

ently. The coefficients fj,n Kn represent, respectively, the amount of absorption and scattering 

for the nth basis vector bn{r). We define the iV-dimensional vectors /x =  (/xi,/U2 , ...,/x^) and 

K = (ki, «2 , kat) as respectively the absorption image vector and the scattering image vector. 

We will sometimes denote 6 = (/x, k ) to mean the combined vector of both images.^

Data representation

The discrete data that are obtained from the images are assumed to consist of M  (implied) mea

surements T}i,i = 1,..., M,  each of which is a random variable. The mean of each of the mea

surements is related to the images through a nonlinear projection operator Vi, so we can write

'ni = Vi{p{r),n{r)) ,  (4.3)

or for the discretised image vectors

r]i=Vi{pL,K).  (4.4)

Notice that we have not used different symbols to refer to the operator for the continuous or

discrete images. The difference should be clear from the arguments and this should bring no

confusion. The operator Vi is a concatenation of two transforms

Vi = M i V  (4.5)

where T> : Çp \— > is the diffusion operator defined as

0 (r, t) = V{p(r) ,  n{r)) (4.6)

^Note that we omit the subscript ‘a’ for the image vector representing the absorption image. We will still denote 
the absorption coefficient by pa but omit the subscript if we refer to the image or image vector to avoid prohferation 
of subscripts.
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and solves the diffusion equation

(f)(r,t) = QQ{r,t) (4.7)

for the photon density 0 (r ,f) . Operator M.i : (7 — E is a general measurement operator that 

extracts a single scalar value for the i measurement, so that

Pi = Mi(f){r,t).  (4.8)

These operators have been introduced and derived for the discrete case in Section 3.4.

Error function

Given measured data y  and implied data (i.e. forward calculated data) rj =  V{p,^ k ), each of 

dimension N,  their difference can be measured using a weighted least squares error function

M  M

Q{y^̂ ) = -  mŸ =  -  PiOf, (4 .9)
i i

where i indexes the zth datum and wi are pre-defined weighting coefficients. This particular form 

is a very special case of maximum likelihood (ML), arising when the assumed statistical model 

models the observations yi as having mean Vid  and variance 1/wi.  The ML method proceeds 

with finding those “optimal” parameters 0 =  {/i, «} that minimise this objective function Q and 

therefore fit the data best.

Normalised error function. If wi is taken equal to the inverse variance then the error function 

reduces to the error function. However the true variance is mostly not known in advance or at 

least not precisely.^ An alternative is to set Wi = 1 /y f, i.e. the weights are equal to the inverse of 

the squared value of the data itself. We obtain the normalised error junction

M  /  \ 2
Q(6)  =  ^  , (4.10)

^One can argue that the variance can be measured in advance. In the next chapter we will address this question 
within the framework of full maximum likelihood where we show that indeed the variance can be estimated.
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where the norm measures the sum of squares of relative residuals. This error function is closely 

related to a logarithmic reparameterisation of the data because

\nyi -  Inrji = \ n — ^  1 -  — = —— (4.11) 
m Vi Vi

Additional error norm rescaling. When using multiple data types relative errors may still differ 

between different data types. We may choose to additionally scale each data type such that the 

initial error component for that data type is unity. That is for each error component for the A;th 

data type we determine such that, for 6 = 6q,

= ^ 1 ,  (4,12)
è ï  V 2/i y

where Mk is the dimension of the subset of the data corresponding to the A:th data type. We will 

refer to this error function as the rescaled error function. A drawback of the method may be that 

the value of ak depends on the initial guess Oq and that the error function is undefined if the 

intial solution happens to be the true solution. Notice that the rescaled error function also uses 

normalisation of errors.

Normalised vs. rescaled. We stress that error normalising and error rescaling are two differ

ent techniques: the first normalises each single error, while the latter normalises a set of errors 

belonging to a particular data type. Obviously, error rescaling is only meaningful when using mul

tiple data types. In the subsequent reconstruction examples we include a numerical comparison 

between reconstructions using normalised and rescaled error functions.

Optimisation

The error function can be minimised using standard optimisation algorithms. Without much fur

ther ado we will state that the conjugate gradient (CG) method is an efficient algorithm for large 

scale, nonlinear problems and our method of choice. Other optimisation algorithms are briefly 

mentioned at the end of this chapter.

The CG algorithm requires calculation of the gradient. We have shown in the Section 3.4 of 

the previous chapter how the gradient can be efficiently computed using an adjoint scheme.
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4.2 About the Test Reconstructions

In this section we show reconstructions from simulated data while inducing certain errors in the 

model. The test reconstructions are essential to quantify the errors of the forward model and to 

investigate the qualitative effects of the errors on the image. Most of the examples assume no 

noise in the data to be able to quantify the influence of the different errors in isolation.

Importance to later chapters. In the later chapters we will refer back to the error values that 

are estimated here, for example, when we determine upper bounds for the precision or want to 

determine the hyperparameters of the Bayesian models.

Reconstruction software.

All reconstructions in this chapter are performed using the T O A S T  software (version 14) that 

has been developed at the University College London for the purpose of numerical modelling 

of photon migration in biological media and for performing the inverse calculations for image 

reconstruction in Optical Tomography.

For the optimisation we used the conjugate gradients solver and reconstructed on the nodal 

FEM basis. In this chapter, we have limited the maximum iteration number to 60 iterations, which 

required about 1 hour of computation on a SPARC-based workstation. Heuristically we found that 

after this number most images show little further improvement.^ If not otherwise mentioned, the 

reconstructions are obtained using the rescaled error function of Eq. 4.12 as a default.

Test object

Our test object is the head-shaped 2D geometry as depicted in Figure 4.1. The skin and skull 

outlines are extracted from real MRI data from an adult head but are scaled down to match the 

size of a neonate. The diameter along the minor axis is about 6.0 cm and about 8.0 cm along the 

major axis. The size of object corresponds to that of a neonate of about 28 weeks (see Eq. 1.2). A 

neonate of that age has still little differentiation between white and grey matter (see Section 2.2), 

so we have used homogeneous values of pa = 0.040 mm“  ̂ and n = 0.6 mm (which correspond 

to a scattering coefficient of about =  0.54 mm“ )̂ for the optical parameters of the interior

În the next chapter we will propose a method to determine the optimal number of iterations.
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F ig u r e  4 . 1:  Head phantom with outlines o f  the defined regions.

tissue. The thickness of the skin/skull layer is modelled to be about 5 mm with optical values of 

fia = 0.015 mm~^ and k = 0.2 mm, which correspond to n'g =  1.65 mm~^. However, in most 

of the simulations we have omitted modelling of the skull due to difficulties that will be described 

later.

The phantom does not claim to simulate a real neonate head accurately although we have 

chosen the size of the mesh and values of the optical parameters close to actual values. A realistic 

simulation would need a full 3D model and we did not attempt to model the CSF^ layer in this 

study. Furthermore, the values and shape of the inhomogeneities do not necessarily reflect real 

lesions. Another defect of our model is that we have not been able to succesfully include the 

skin/skull layer in our reconstructions. In Section 4.3.8 we will show the effect of the skin/skull 

on the image reconstruction.

Details
We explain the phantom in more detail. Table 4.1 shows the values of the inhomogeneities of 
our test object. The small inhomogeneities around the border of the mesh are chosen to reflect 
the different {Afia, A/c} combinations that are possible. The two centre inhomogeneities in 
both the absorption and scattering object are chosen to test the resolution of deeper-lying 
objects. The large upper left region is chosen to test the recovery of larger non-circular 
inhomogeneities and may represent a large lesion in the brain. The original mesh is created 
using the outlines of the inhomogeneities thus the triangulation of the mesh respects the inner 
region boundaries.

^Cerebral spinal fluid is the watery substance that floats the brain in the head. It mainly acts as a mechanical buffer 
but also has physiological functions.
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nr. Pa K nr. Pa K

0 background 0.04 0.6 7 0.02 1.2
1 large blob 0.05 0.5 8 0.08 1.2
2 small blob 0.08 0.6 9 0.02 0.3
3 0.04 1.2 10 0.12 0.6
4 0.02 0.6 11 0.04 1.8
5 0.04 0.3 12“ skin/skull 0.015 0.015
6 0.08 0.3 12'' 0.04 0.6

Table 4.1: Values of optical properties of the inhomogeneties in the head-shaped phantom.

Data types

The reconstructions in this chapter are performed using a pair of data types: either a combination 

of the mean delay time (ml) and the second central moment (cm2), or a combination of the third 

central moment (cm3) and a Laplace coefficient with a decay parameter of s =  0.001 (sOOl). 

The first three data-types correspond respectively to the mean, variance and the skewness of the 

temporal point spread function.

The skew-Laplace (cm34-s001) combination of the data-types have been suggested for opti

mality because their “orthogonal behaviour” in the simultaneous reconstruction of absorption and 

scattering coefficient (see Schweiger [120]). We add the mean-variance (m l4-cm2) in this chap

ter because recent experimental measurements have shown difficulties in reliably extracting skew 

and Laplace, while the best measurement precisions were obtained for ml and cm2 data-types. 

For description and definitions of the data types please refer back to Section 3.2 of the previous 

chapter.

In the following we denote cm 3+s001 to refer to the skew-Laplace combination of data 

types, and m l+cm2 to refer to the mean-variance combination of data types. We do this to avoid 

confusion when we want to use “mean” and “variance” in their statistical meaning. We also use 

the notation “(l4-3)% noise” to mean a combined noise of 1% noise for the first data type and 3% 

for the second data type.
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Figure 4.2; Enlarged view of meshes with different resolution. Left to right: meshO, m e sh l, 
m esh2 and m esh3.

mesh res nodes ctime

ml+cm2 cm 3+ s001

meshO 1.0 5230 36.6 67.2
m e sh l 1.0 5324 38.8 72.2
m esh2 2.0 1374 4.4 6.63
m esh3 3.0 622 1.6 2.38

T a b l e  4.2: Meshes, resolution (in mm), number of nodes and computation time (in seconds) 
for 32 X 32 source-detector pairs.

4.3 Test Results

Each of the subsections in this section investigates a particular source of error. We show the 

effects on the image estimate and quantify data errors and solution errors.

4.3.1 Sensitivity to mesh resolution.

The accuracy of the FEM forward model depends on the resolution of the mesh. For sufficiently 

high resolution the FEM is believed to yield the correct solution. The latter has been verified for 

a circular geometry by comparision with analytical Green’s functions (Schweiger [122]).

We have compared the forward generated solution for 4 different meshes that are shown in 

Figure 4.2. The first mesh is the original mesh that has been used to create the forward data. The 

three other meshes are used for reconstruction and are regular meshes of increasing coarseness 

created from only the outermost outline.

Table 4.2 summarises the properties of each of the meshes used. Ideally it would be best 

to use a mesh as fine as possible, however a trade-off exist between the numerical accuracy and 

computation time. The table also shows the computation times of a single forward calculation of a
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mesh cm2 cm3 e m l sOOl

meshO — — — — —

m e sh l 0.2 0.2 0.9 0.4 0.08
m esh 2 3.1 1.4 7.1 2.6 1.3
m eshS 12.1 8.5 17.4 6.4 3.7

T a b le  4.3: Relative difference of FEM forward data for homogeneous mesh. The values are %- 
errors (L2-norm) measured relative to the data created using meshO for a 32 x 32 source-detector 
configuration for homogeneous mesh parameters fia =  0.04 and k =  0.6.

set of two data-types (either ml 4-cm2 or cm3+s 0 01) for a 32x32 source-detector configuration.^ 

The gradient-based algorithm that we use typically requires the evaluation of several hundreds of 

forward calculations for a full reconstruction cycle. Computational resources therefore limit the 

practically viable mesh resolution.

Table 4.3 summarises the relative differences of the forward data for each of the meshes. We 

notice that even though meshO and m e sh l have about the same mesh resolution their forward 

data still differ about 0.3% to 1% depending on the measurement type. Furthermore we notice 

that the large deviation of mesh3 was due to instability of the FEM; most probably because the 

mesh was too coarse.

Homogeneous object. To show the possible influence of mesh discretisation errors to estimation 

of the image we performed reconstructions with data created from meshO on the other meshes. 

We trivially have used a homogeneous object and started from the “true” solution so that any 

artefacts in the image must be due to the meshing differences. Figures 4.3 and 4.4 show the 

obtained absorption and scattering images for respectively the cm3 + s001  and m l+cm2 combi

nation of data types. Table 4.4 and 4.5 summarise the computed global mean and relative standard 

deviations of the reconstructed images using respectively cm3-ks001 and m l+cm2 data types.

Head-shaped phantom. We have repeated the reconstructions as describe above but now for the 

head-shaped phantom. Figure 4.5 and Figure 4.7 show the reconstructed absorption images and 

scattering images for cm 3+s001 data. Figure 4.6 and Figure 4.8 show the images for ml+cm2 

data.

^The computation time for forward data only depends on the number of sources and is independent of the number 
of detectors. The computations were done on a SPARC-based workstation with 143.MHz CPU clock rate.



CHAPTER 4. L E A S T  SQ U ARES ESTIM ATIO N 86

i t t .

F ig u re  4.3: Reconstructed images of a homogeneous object using cm3 + s 0 0 1  data created 
from meshO but reconstructed on the other meshes. Artifacts are thus solely due to mesh dis
cretisation differences. Left three images: absorption images for respectively m e sh l, m esh2  
and m eshS. Right three images: corresponding scattering images.

F igure 4.4: Same as Figure 4.3 but for ml+cm2 data.

mesh ib 'a ) a ( k ) (7

meshO 0.0400 - 0.600 —

m e sh l 0.0400 0.03 0.599 1.1
m esh2 0.0395 0.10 0.627 4.8
m esh3 0.0387 0.31 0.673 12.7

T a b le  4.4: Statistics of estimate of a homogeneous object. Results are obtained after 60 CG 
iterations using cm3 + s 0 0 1  data types. The columns denote, respectively, meshname, mean 
(mm“ )̂ and relative standard deviation(%) of absorption coefficient pa, and mean (mm) and 
relative standard deviation(%) scattering coefficient k . All standard deviations and errors are 
mean %-values relative to the true solution. We used an L2-norm for relative values defined as 
||0 -  0011/11̂ 0II where 9 is the image and Oq is the true homogeneous object.

mesh ib-a) a < 4 a

meshO 0.0400 - 0.600 —

m e sh l 0.0401 0.05 0.598 1.9
m esh2 0.0384 0.42 0.639 12.5
m esh3 0.0357 0.78 0.704 19.0

T a b l e  4.5: Same as Fig. 4.4 but for m l+cm2 data types.
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mesh cm2 cm3 e ml sOOl

meshO - - — —

m e sh l 0.4 0.5 1.7 0.4 0.08
m esh2 3.6 1.8 7.9 2.6 1.3
m esh3 12.8 9.9 18.6 6.9 4.1

T a b le  4.6: Relative difference of FEM forward data for head mesh. The %-errors are measured 
relative to the data created on the original mesh for a 32 x 32 source-detector configuration. We 
used a L2-norm for calculating relative values defined as ||?/ — t/oll/||2/oll where y  is the data and 
î/o is the data from meshO.

F i g u r e  4.5: Absorption images of the head-shaped phantom for different mesh resolutions 
using simulated cm3 + s 0 0 1  data created from meshO. Artifacts thus must be solely due to 
differences in mesh discretisation. Left to right: original object, reconstructions on meshO, 
iu esh l,m esh 2  and m esh3.

Table 4.6 summarises the relative differences of the forward data compared to data created 

from meshO. The table shows that forward calculated data can show differences ranging from 

about 0.1% up to about 20%. Technically this is because the mesh resolution becomes too coarse 

and the accuracy of FEM model becomes worse.

Conclusions. From the results we conclude with the following observations with regard to dif

ferences in mesh discretisation:

• The reconstruction seems to underestimate the true image (negative bias) for pa and over

estim ate  (posivitive bias) k, for increasing coarseness.

F i g u r e  4.6: Same as Figure 4.5 but for ml+cm2 data.
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F i g u r e  4.7: Scattering images of the head-shaped phantom for different mesh resolutions using 
simulated cm3 + s 0 0 1  data created from meshO. Artifacts thus must hQ solely due to differences 
in mesh discretisation. Left to right: original object, reconstructions on meshO, m esh l,m esh 2  
and m eshS.

F i g u r e  4.8: Same as Figure 4.7 for m l+ c m 2  data.

• Both Ha and k images show artifacts predominantly near the boundary. The scattering 

image is more sensitive to mesh discretisation differences than the absorption image. The 

mean variance of errors for the medium mesh m esh2 are less than 1% for Ha and about 5% 

for K for cm3 + s001  (see Table 4.4). For ml4-cm2 these value are about a factor of three 

times higher (see Table 4.5). We will use mesh2 in the rest of the thesis.

• Forward calculated data using the different meshes can differ up to 20% (see Table 4.6), 

but even for meshes with equal mesh resolution (i.e. meshO and m e sh l)  the forward 

data exhibits a difference up to 1%, slightly depending on the data type. We notice that 

differences in forward data for the different meshes may be due to the accuracy of the 

FEM, but also due to errors in positioning of the sources and detectors.

4.3.2 Inverse crime examples.

While in the previous example we used data created from a different mesh, we may be curious to 

know what the reconstructions would be like using data created from the same mesh. The latter 

is also known as an “inverse crime” —using the same model (here: mesh) for the forward as for 

the inverse problem. Figures 4.9 and 4.11 show inverse crime reconstructions using cm3 + s001 

data, that was generated from the same mesh that was used for the reconstruction. Figures 4.10 

and 4.12 show similar images using m l+cm2 data types.
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F i g u r e  4.9: “Inverse crime” images of absorption coefficient for different mesh resolutions 
using cm3 + s0 0 1  data. Left to right: original; reconstructions on meshO, m e sh l, m esh2 and 
m esh3.

F i g u r e  4.10: Same as Figure 4.9 but for ml+cm2 data.

We must be careful not to draw any precarious conclusions from inverse crime examples 

because even serious modelling errors may still not show up. For example, we have seen that 

while data from m esh2 is inaccurate (by comparing this to the data from meshO), but the inverse 

crime example may suggest a very accurate reconstruction possible.

4.3.3 Influence of error norm and parameter scaling.

We show the influence of data error and parameter scaling to the reconstruction. We consider the 

following scaling options:

1. Rescaling o f  error norm components. The error norm component of each data type is 

normalised using the rescaled error norm  in Eq. 4.12. Error norm rescaling is expected 

to balance differences of magnitude of data errors between data types. Eor the case of 

non-scaled errors we used the norm alised error defined in Eq. 4.10.

F i g u r e  4 .1 1 :  “Inverse crime” images of scattering coefficient for different mesh resolutions 
using s001+cm 3 data. Left to right: original; reconstructions on meshO, m e sh l, m esh2 and 
m esh3.
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F i g u r e  4 .1 2 : Sam e as Figure 4.11 but for m l+cm 2 data.

id e n o r m p a r a m c m 3 + s 0 0 1 m l+ c m 2

^iha) c(k ) e{ pa)  e (« )

n n l — — 10.8 12.6 12.3 12.2
n n 2 - * 8.3 8.0 8.1 7.4
n n 3 * - 20.6 10.7 18.3 10.9
n n 4 * * 8.1 7.5 8.1 7.4

T a b l e  4 .7  : Solution norms for different com binations o f  scale options.

2. Rescaling o f  the param eter components. Similarly, we can rescale each parameter com po

nent to unity. Parameter scaling is expected to balance differences in magnitude between 

the solution parameters.

Test examples. Figures 4.15 and 4.17 show the absorption and scattering images from recon

structions with different combinations o f error norm and parameter rescaling for c m 3 + s0  01  

data. Figures 4.16 and 4.18 show the images using m l+ cm 2 .

As can be seen from the reconstruction examples scaling can improve the final image quite 

dramatically. Table 4.7 summarises the convergence o f data residuals and solution norms depend

ing on the choice o f scaling.

Figure 4.13 shows the trajectories o f the residual norms during the reconstructions. Fig

ures 4 .14 shows the trajectories o f the solution norms.

Conclusions. From the reconstruction examples we conclude the follow ing with regard to error 

norm and parameter scaling,

•  Rescaling o f param eters is critical to obtain correct convergence,

•  Rescaling of error norm  in combination with parameter scaling may provide marginally 

better results, although the initial rate o f convergence seem s a little lower (see residual
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F i g u r e  4 .1 3 :  Solution errors for ( / i a ,  k ) for different com binations o f  error norm and parameter 
rescaling. Initial solution errors were 12.6 and 12.9 for respectively /ia and k . Left: error 
trajectories using cm3 + s 0 0 1  data types. Right: error trajectories using m l+ cm 2  data types.
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F i g u r e  4 .1 4 :  Residual data error trajectories for different com binations o f  error norm and pa
rameter rescaling. Left: error trajectories using cmB + sO O l data types. Right: error trajectories 
using m l+ cm 2  data types.
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F i g u r e  4 .1 5 :  Reconstructed absorption  im ages using cm3 + s 0 0 1  data types for different com 
binations o f  error norm and parameter rescaling. Left to right: target, n n l ,  n n 2 ,  n n 3  and n n 4 .  
For explanation o f  the keys refer to Table 4.7

F i g u r e  4 .1 6 :  Sam e as Figure 4 .15 but for m l +cm2 data.

F i g u r e  4 .1 7 :  Reconstructed scattering  im ages for different com binations o f  error norm and 
parameter rescaling using cm3 + s 0 0 1  data types. Left to right: target, n n l ,  n n 2 ,  n n 3  and n n 4 .  
For explanation o f  the keys see Table 4.7.

F ig u r e  4 .1 8 :  Sam e as Figure 4 .17  but for m l+cm 2 data.



CHAPTER 4. L E A S T  SQ U ARES ESTIM ATIO N 93

F i g u r e  4.19: Absorption reconstructions with perturbed source-detector positions from 
cm3 + s 0 0 1  data on m esh2 . Positions are perturbed with a uniform random deviate [ -r , -t-r]. 
Left to right: target, images for r =  0.0, r  =  0.05, r =  0.15 and r =  0.5 mm.

F i g u r e  4.20: Same as Figure 4.19 but for m l+cm2 data types.

plots).

4.3.4 Sensitivity to source-detector positions.

Next, we show the sensitivity o f the reconstructed image to errors in the source and detector po

sitions. For clarity o f analysis we deliberately perform an inverse crim e  using simulated data cre

ated from homogeneous m e s h 2 , while reconstructed on the same mesh from the known correct 

values. Then, all the artifacts that appear must be due to errors in the source-detector positions.

Tests. We added a random deviate, parallel to the boundary, drawn from a uniform distribution 

with increasing radii, to the positions o f the sources and detectors. Figures 4.19 and 4.21 show 

the reconstructed images for different amounts o f random error. Table 4.8 shows the quantitative 

values for the mean relative error in the data compared to the data using unperturbed source and 

detector positions.

Conclusions. From the example reconstructions we conclude the follow ing with regard to errors 

in source and detector position:

•  Positioning errors lead to undulating artifacts predominantly near the boundary.

•  Forward calculated data differs about 1% for the medium resolution mesh (m e sh 2 ) and 

about 3% for coarsest mesh (m e sh 3 ) compared to forward data calculated from m eshO .
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F i g u r e  4 .2 1 :  Scattering reconstruction with perturbed source-detector positions from
cm 3 + s 0 0 1  data on m e s h 2 . Positions are perturbed with a uniform random deviate [ - r ,  -hr]. 
Left to right: target, im ages for r =  0 .0 , r  =  0 .05 , r =  0 .15  and r — 0 .5  mm.

F i g u r e  4 .2 2 :  Same as Figure 4.21 but for m l +cm 2 data.

r cm2 cm3 e m l sO O l

0.00 — — — —

0.05 0.29 0.29 1.3 0.29 0.05
0.15 0.79 0.81 3.5 0.79 0.14
0 .50 2.9 2.9 13.0 2.9 0.47

T a b l e  4 .8 :  M ean relative difference (in %) o f  the forward sim ulated data for different values 
for random errors in source/detector positions. A  random deviate from a uniform distribution 
[ - r ,  +r ]  (in mm) is added to source and detector positions. We used a L2-norm  for calculating  
relative values defined as \\y — 2/oll/llî/oll where y  is the data and yg  is the data from m eshO .
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These difference are considerably higher for the integrated intensity data type; see Ta

ble 4.8.

4.3.5 Sensitivity to initial guess.

It is known that the ML soluton can be critically dependent upon the initial guess. A good initial 

guess limits artifacts in the final estimate. Choice of an initial guess can be seen as a form of prior 

knowledge about the object (Arridge [13]).

Tests. Figure 4.23 shows the absorption and scattering images from reconstructions using cm3 + s 0 01 

data started from different initial values. Figure 4.24 shows the images for ml+cm2 data. The 

initial values were set to twice or half of the nominal values, {na, k) = (0.04,0.6), of the homo

geneous background.

Global optimisation. A  good initial guess may be obtained by restricting the search space. The 

T O A S T  reconstruction program includes an option to probe for the best homogeneous solution 

that fits the provided data best. That is, as a pre-optimisation step T O A S T  minimises the error 

function

= \ \y-P{fIai ,Ki ) \ \  (4.13)

where y  is the data, pa and R, are respectively the values for the global mean absorption and 

scattering coefficient, || - || denotes a suitable norm and i  is the uniform vector with unit value.

The uniform solution can be used as initial guess for subsequent reconstructions. The center 

images in the Figures show the reconstructions from these probed values. In this case T O A S T  found 

the optimal homogeneous values = (0.0419,0.596), while the true values of the back

ground were (0.0400,0.600). The small discrepancy is probably due to asymmetry of the inho

mogeneities to the mean image values.

Conclusions. From the images we may conclude with the following with regard to sensitivity of 

the reconstruction to the initial guess,

• The reconstruction seems to be more sensitive to relative errors in initial values for the 

scattering coefficient than for the absorption coefficient.
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0.02 0.04 0.08 0.02 0.04 0.08

F ig u re  4.23: Reconstructed absorption images (left) and scattering images (right) for differ
ent initial values. Images obtained after 60 CG iterations using cm3 + s 001  data types. The 
background values were pa — 0.04 mm“  ̂ and ac =  0.6 mm. From top to bottom, left to 
right: {pa.K)  = (0.02,1.2), (0.04,1.2), (0.08,1.2); (0.02,0.6), (0.0410,0.607), (0.08,0.6); 
(0.02,0.3), (0.04,0.3), (0.08,0.3). The initial values of center image were obtained after global 
optimisation. Note that reconstructions from (0.08,0.3) failed to converge.

0 .0 2 0.04 0.08

â

F ig u r e  4 .2 4 :  Sam e as Figure 4 .23 , but for m l+ cm 2  data.
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Q M  c m 3 + s 0 0 1  m l +cm 2

e(/^a) e(«) e(/^a) e(«)

8 X 8 9.24 9.22 9.35 9.32
16 X 16 8.34 8.10 8.48 7.99
4 :X64 8.82 7.95 8.88 8.16

32 X 32 8.12 7.51 8.11 7.45
64 X64 8.14 7.45 8.13 7.39

Table  4.9: Solution norms for the head-shaped object for different number of source/detectors. 
Images were obtained after 60 iterations using data from the same mesh (“inverse crime”) started 
from the correct background values.

• Nodes near the boundary appear to be more biased towards the initial guess. This is proba

bly due to a decreased sensitivity near the boundary.

• Global optimisation for homogeneous values provides a good initial estimate,

4.3.6 Dependence on the number of measurements.

The reconstruction will depend on the number of measurements. Generally, we expect a better 

image using a larger number of measurements. Classically, we would need an equal number of 

measurements as the number of unknowns that we want to solve. However in practice, limited 

resources, such as acquisition time, limit the maximum number of measurements.

Tests. Figures 4.25 (absorption image) and 4.27 (scattering image) illustrate the dependence of 

the estimate on the number of measurements by showing reconstuctions from cm3-i-s001 with 

different number of source and detector pairs. Figures 4.26 and 4.28 show the corresponding 

images using m l+cm2 data.

The 4 X 64 combination of sources/detectors is chosen to have an equal number of measure

ment as the 16 x 16 configuration, but has higher sampling density of detectors at the boundary. 

In practice this would enable higher parallelism data acquisition. Furthermore, less sources and a 

higher number of detectors would be preferable because the gradient calculations for the inverse 

problem only depend on the number of sources (see Section 3.4).

Conclusions. From the test examples we conclude the following with respect to the number of 

source/detector pairs:
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F i g u r e  4 .2 5 :  Reconstructed absorption images using c m 3 + s 0 0 1  data types for different 
number of measurements. For the initial guess we used the correct homogeneous values of 
{pai  /() =  (0 .0 4 ,0 .6 ) .  From left to right: target, images using 8 x  8, 16 x  16, 4 x  64, 32 x  32, 
and 64 x  64  source/detectors.

F i g u r e  4.26: Same as Figure 4.25 but for m l  + cm2 data.

F i g u r e  4.27: Reconstructed scattering images using cm3 + s 0 0 1  data types for different 
number of measurements. For the initial guess we used the correct homogeneous values of 
{pa,  k) =  (0.04,0.6). From left to right: target, images using 8 x 8, 16 x 16, 4 x 64, 32 x 32, 
and 64 x 64 source/detectors.

F i g u r e  4 .2 8 :  Sam e as Figure 4 .27  but for m l+ cm 2  data types.
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• There is little difference between the images from 32 x 32 and 64 x 64 source detector 

pairs. Notice that the total number of unknowns is 2748 (twice the number of nodes) in 

this example that would naively classify the latter to be overdeterm ined, but clearly the 

ill-posedness makes it still impossible to obtain ideal reconstruction.

• With an equal number of measurement, Table 4.9 suggests that a combination of 16 x 16 

source/detectors is marginally better than a 4 x 64 combination, but from the images we 

observe that the latter is less prone to boundary artifacts.

4.3.7 Uncertainty in the geometry.

In practical situations, uncertainty in the boundary may exist. In this subsection we examine the 

effects of geometry errors by scaling the reconstruction mesh separately in x  and y  dimensions.

Tests. Figure 4.29 shows absorption and scattering images from simulated data created from 

the mesh corresponding to (unsealed) m esh2 but using differently scaled meshes. Reconstruc

tion meshes were scaled in steps of -3%, -1%, +1%  and +3% seperately in x  and y  directions. 

Iterations were terminated after 60 iterations. Figure 4.31 show the images using ml+cm2 data 

types.

Earlier iterations showed less degraded images. Thus the optimal image may be obtained by 

stopping the iterations earlier or selecting the best image a posteriori. Figures 4.30 and 4.32 show 

these “optimal” images for respectively cm3 + s001  and ml+cin2. The “best” images were se

lected a posteriori among recorded solutions of iterations {1,2,3,4,5,10,20,30,40,50,60} by 

selecting the image with minimum norm relative to the “real” solution. Absorption and scattering 

images were chosen independently, i.e. the iteration number corresponding to the “best” absorp

tion image and the “best” scattering image may differ in some cases. But notice that in practice 

we have no knowledge of the “real” solution.

Conclusions. From the reconstruction examples we conclude the following with regard to un

certainties in the geometric boundary,

• Reconstructions are sensitive to correct knowledge of the geometry within about 1% for 

random geometric scaling in X and Y. When the geometry is scaled with constant aspect
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-3% - 1% 4-1% +3%

+3% 0.0421 0.0421 0.0422 0.0423
+1% 0.0421 0.0421 0.0422 0.0425
- 1% 0.0420 0.0421 0.0426 0.0427
-3% 0.0421 0.0424 0.0426 0.0430

Table 4.10: Mean absorption coefficients of head-shaped phantom using cm 3+s001  data 
types.

-3% - 1% 4-1% 4-3%

4-3% 0.626 0.628 0.629 0.637
4-1% 0.604 0.606 0.612 0.627
- 1% 0.581 0.589 0.604 0.620
-3% 0.565 0.580 0.597 0.614

Table 4.11: Mean scattering coefficients of head-shaped phantom using cm 3+s001  data 
types.

-3% - 1% 4-1% 4-3%

4-3% 0.0424 0.0422 0.0422 0.0428
4-1% 0.0421 0.0421 0.0421 0.0424
- 1% 0.0421 0.0421 0.0428 0.0429
-3% 0.0421 0.0423 0.0424 0.0434

Table 4 .12: Mean absorption coefficients of head-shaped phantom using ml+cm2 data types.

-3% - 1% 4-1% 4-3%

4-3% 0.619 0.623 0.628 0.638
+1% 0.600 0.604 0.613 0.627
- 1% 0.580 0.590 0.603 0.617
-3% 0.566 0.580 0.593 0.607

T a b le  4 .1 3 :  M ean scattering  coefficients o f  head-shaped phantom using m l+cm 2 data types.
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F ig u re  4.29: Absorption (left) and scattering (right) images after 60 CG iterations on scaled 
meshes using cm3 + s 001 data types. Horizontal: scale -3%, -1%, +1%, +3% in x direction. 
Vertical: scale -3%, -1%, +1%, +3% in y direction.

F i g u r e  4.30: Optimal absorption images (left) and scattering images (right) on scaled meshes 
using cm3 + s0 0 1  data types. Horizontal: scale -3%, -1%, 4-1%, +3% in x direction. Vertical: 
scale -3%, -1%, +1%, +3% in y  direction.
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F i g u r e  4.31: Absorption (left) and scattering (right) images after 60 CG iterations on scaled 
meshes using ml+cm2 data types. Horizontal: scale -3%, -1%, +1%, +3% in x direction. Verti
cal: scale -3%, -1%, +1%, 4-3% in y direction.

F i g u r e  4.32: Optimal absorption (left) and scattering (right) images on scaled meshes using 
m l4-cm2 data types. Horizontal: scale -3%, -1%, 4-1%, 4-3% in x  direction. Vertical: scale -3%, 
-1%, 4-1%, 4-3% in y  direction.
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matter skin/skull data from

nnl (0.040,0.60) (0.040,0.60) - meshO
nn2 (0.015,0.20) (0.015,0.20) - meshO
nn3 (0.040,0.60) (0.040,0.60) - m esh 2
nn4 (0.015,0.20) (0.015,0.20) - m esh 2
nn5 hold meshO
nn6 hold m esh 2
nn7 (0.040,0.60) (0.015,0.20) - meshO
nn8 - m esh 2
nn9 hold meshO
nnlO hold m esh 2

Table 4.14: Comparison of reconstruction schemes of the head-shaped model with skin/skull 
region. Columns denote respectively: id, starting value for matter (inner region), for skin/skull 
layer (boundary region), whether or not the boundary layer is fixed during the estimation, and 
the data used for the reconstructions. Reconstructions performed on m esh2 for 60 iterations.

ratio in X and Y directions, reconstructions are qualitatively little affected however quanti

tative values differ.

• Estimation of absorption coefficient fia is both qualitatively and quantitative less sensitive 

to scaling than the scattering coefficient k . The latter is positively correlated with scaling.

• We may obtain less degraded images by early stopping. Early images show less artifact but 

have lower resolution.

4.3.8 Effects of the skin/skull layer.

Until now we have disregarded the skin/skull layer in our examples. In this subsection we demon

strate the influence of the skin/skull layer to the reconstruction.

Tests. The skin/skull layer is modelled as a thick boundary layer of approximately 5 mm thick

ness. In the reconstructions we vary the initial guesses, try holding the skin/skull region, and show 

the use of either “inverse crime” data or data from meshO. Notice that we assume knowledge of 

the boundary position and in some cases also assume to know its correct values. Table 4.14 shows 

the different reconstruction schemes that we have tried. Figures 4.33 and 4.34 show the recon

structions using cm 3+s001. Figures 4.35 and 4.36 show the reconstructions using m l4-cm2. All 

the reconstructions were performed using noiseless data.
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F i g u r e  4.33: Absorption images with skin/skull boundary using cm3 + s 0 0 1  data types. Top 
to bottom, from left to right: target, nnl, nn2, nn3, nn4, nn5; nn6, nn7, nn8, nn9 and nnlO. For 
nn3 there was no improvement after 11 iterations. For the keys refer to Table 4.14

F i g u r e  4.34: Scattering images with skin/skull boundary using cm3 + s 0 0 1  data types. Top to 
bottom, from left to right: target, nnl, nn2, nn3, nn4, nn5; nn6, nn7, nn8, nn9 and nnlO. For the 
keys refer to Table 4.14

F i g u r e  4 .3 5 : Absorption  im ages. Sam e as Figure 4 .33 but for m l+ cm 2  data types.
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*

F ig u r e  4 .3 6 :  Scattering images. Same as Figure 4 .34  but for m l +cm 2 data types.

Conclusions. From the reconstruction examples we observe the following:

• The presence of a skin/skull boundary region severely hampers the reconstruction,

• Holding the approximate skin/skull region fixed only improves the image in the case inverse 

crime and if initial values are accurate, otherwise holding the skin/skull region fixed induces 

artifacts. Artifacts close to the inner boundary are probably due to discretisation differences 

of the mesh.

Note
The images suggest that the skin/skull layer poses rather serious difficulties for the image 
reconstruction. The best image (image n n lO )  is obtained using inverse crime data while 

holding the skin/skull layer fixed at their correct values during the reconstructions. Using 

data from m eshO  (image n n 9 )  or not fixing the values of skin/skull layer (images n n 8  and 

n n 9 )  considerably deteriorated the images.

The sensitivity to correct knowledge of the inner boundary of the skin/skull layer is somewhat 

related to the sensitivity to the geometry of the outer boundary that was discussed in the 

previous subsection.

Because of these difficulties we have chosen not to model the skin/skull layer in further re

construction examples in this thesis. However, we feel that correct recovery of the skin/skull 
layer is an important topic for further investigation. Improvement may be obtained by re

fining the mesh near the inner boundary or by using a boundary recovery method such as 
proposed by Kolehmainen et al [79].

4.3.9 Dependence on data noise.

Until now, all the reconstructions in the previous example were performed using noise-free data. 

In this section we examine the effects of random data errors on the reconstruction. We discern the
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N cm2 cm3 e ml sOOl

lc2 1.2e-2 4.1e-2 2.2e9 4.2e-2 2.0e4
le4 1.2e-3 3.7C-3 1.7e8 4.3e-3 2.0e3
le6 1.2e-4 3.6e-4 2.3e7 4.0e-4 2.0e2
leS 1.2e-5 3.3e-5 2.8e6 4.2e-5 2.0el

Ta b l e  4.15: Table of induced data error due to level of shot noise assuming a certain number 
of constant received photons. Values are mean relative errors of 32 x 32 data points.

random errors due to shot noise (conditional noise) and general Gaussian (multiplicative) noise.

Shot noise. Arridge has proposed a statistical model for shot noise of the various data types in 

Optical Tomography [9]. We have generated shot noise according to this model assuming vari

ous numbers of constant received photons. Table 4.15 summarises the calculated mean relative 

standard deviation of all the 32 x 32 measurements.

In Optical Tomography we will collect about 10  ̂ or more photons.^ For this number the 

contribution to the data error due to shot noise will be well less below 0.1% for the data types 

cm2, cmS and ml and will be of little influence to the reconstruction. Data types e (integrated 

intensity) and s 0 01 (Laplace) are very sensitive to shot noise.

Gaussian noise. In experimental situations we can expect instrumentation noise due to tempera

ture fluctuations, noise and stability of the power supplies, connector noise, laser pulsing stability 

etc. (Schmidt et Furthermore, we may expect calibration errors or additional uncertain

ties of the kind that were discussed previously, such as source/detector position errors, geometry 

uncertainty etc. By virtue of the central limit theorem we assume the total error to be randomly 

Gaussian distributed. Here we assume multiplicative noise rather than additive noise because the 

data used are strictly positive.^

Homogeneous object. Our first test object is a homogeneous object and we added (1+1)%, 

(3+3)% and (10+10)% Gaussian noise to the data. The purpose of this test is to see and quantify 

the effects of data noise in isolation. We trivially started from the correct parameter values so that

^Private conversation with Florian Schmidt.
^this is equal to additive noise to the log-transformed data values.
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F ig u re  4.37: Absorption  (left three) and scattering images (right three) of a homogeneous 
object from noisy data using cm3 + s0 0 1  data for (1 + 1)%, (3+3)%, and (10+10)% noise respec
tively (from left to right).

Figure 4.38: Same as Figure 4.37 but for ml+cm2 data.

any reconstructed detail must be due to data noise. Figure 4.37 shows the reconstructed images for 

different combinations of noise for cm3 + s0 01 data. Figure 4.38 shows the images for m l+cm2 

data. Table 4.16 summarises the relative image errors for the different levels of noise.

Head-shaped object. We performed reconstructions using the head-shaped object and added dif

ferent amounts of Gaussian multiplicative noise to the data. Reconstructions were started from the 

“correct” background values of (//&, /<) =  (0.04,0.6) for a number of 60 iterations. Figure 4.39 

and Figure 4.40 show the absorption and scattering images for cm3 + s001  data. Figures 4.41 

and 4.42 show the images for ml+cm2 data.

Conclusions. From the example reconstructions we conclude the following with regard to gen

eral noise in the data:

r
cm 3+s001 m l+cm2

e(^a) e{K) e(/^a) e(/c)

1.0 2.9 4.9 5.1 8.1
3.0 8.6 15.7 16.2 25.0

10.0 23.3 38.8 39.2 60.6

Table 4.16: Induced image errors for different levels of data noise r (in %). The image errors 
are measured in % relative to the values of the unperturbed homogeneous mesh.



CHAPTER 4. L E A S T  SQ U ARES ESTIM A TIO N 108

F igure 4.39: Absorption images from noisy data using a combination of cm3 + s 0 0 1  data
types. Columns from left to right: target, images from data with (0+0)%, (1 + 1)%, (3+3)%, 
(10+10)%, (3+0)% and (0+3)% noise.

F igure 4.40: Scattering images from noisy data using a combination of cm3 + s0 0 1  data-types. 
Columns from left to right: target, images from data with (0+0)%, (1 + 1)%, (3+3)%, (10+10)%, 
(3+0)% and (0+3)% noise.

F igure 4.41 : Absorption images. Same as Figure 4.39 but for ml+cm2 data-types.

■
%

F ig u r e  4 .4 2 : Scattering images. Sam e as Figure 4 .40  but for m l +cm 2 data-types.
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• The image reconstruction is highly sensitive to errors. From Table 4.16 we estimate that a 

3% random error in the data induces an average relative error of about 10% in the absorption 

image and about 20 % in the scattering image. These values are higher near the object 

boundary than in the middle.

• Table 4.16 suggests that the scattering image is more sensitive than the absorption image.

• The images of the homogeneous test object in Figures 4.37 and 4.38 show that data noise 

affects the image more evenly across the object compared to modelling noise (such as 

discretisation differences and source/detector position errors), where artifacts are strongly 

prevalent near the boundary.

• Figures 4.39 and 4.40 suggests that both absorption and scattering images are virtually 

insensitive to data noise in the cm3 (skew) and cm2 (variance) data type.

4.3.10 Dependence on iterations.

In iterative reconstruction methods the estimate depends on the iteration number. Typically, early 

iterations are low resolution, and high resolution details gradually build up in later iterations. The 

main problem is that noise artifacts appears together with the latter.

Early stopping. Figures 4.43 and 4.44 show selected iterations during an iterative reconstruction 

of absorption and scattering from noisy data cm 3+s001. Figures 4.49 and 4.50 show images for 

m l+cm2 data.

One obvious method to avoid noise is to stop the iterations earlier before convergence. For 

our test purposes we determined the a posteriori optimal image by comparing their L2-solution 

norms relative to the “real” image and were determined for absorption and scattering separately. 

This assumes the real image to be known and the question is how to select the optimal image if 

the real image is not known. This is a topic that will be addressed in the next chapter.

Tests. Figures 4.47 and 4.48 show the images that correspond to these optimal images for 

cm3+s 0 01 data. We may compare them to the images of the final iteration in Fig. 4.39 and 4.40. 

Figures 4.52 and 4.53 show the optimal images for ml+cm2 data.

The solution norm trajectories of the reconstructions are shown in Figures 4.46 and 4.51 for 

cm 3+s001 and m l+cm2 data types respectively. A discussion of the results is given below.
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F ig u r e  4 .4 3 : Left to right: target, absorption  im ages o f  iteration 1, 2, 4 , 10, 20  and 60 o f  
reconstruction from noisy data using cm3 + s 0 0 1  data types with (3+3)%  noise.

F ig u r e  4 .4 4 :  Left to right: Target, and scattering  im ages o f  iteration 1, 2, 4 , 10, 20  and 60 o f  
reconstruction from noisy data using cm3 + s 0 0 1  data types with (3+3)%  noise.
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F ig u r e  4 .4 5 :  Residual trajectories for cm 3 + s 0 0 1  (left) and m l+ cm 2  (right) for various com 
binations o f  noise.
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F igure 4.46: Absorption (left) and scattering (right) solution norm trajectories of various 
comibinations of noise using cm3 + s0 0 1  data-types.

F i g u r e  4.47: “Best” absorption images from noisy data using cm3 + s 0 0 1  data-types. From 
left to right: target, images from data with (0-i-0)%, (l-t-l)%, (3+3)%, (10+10)%, (3+0)% and 
(0+3)% noise, respectively.

F i g u r e  4.48: “Best” scattering images from noisy data using a combination of cm3 + s 0 0 1  

data-types. From left to right: target, images from data with (0+0)%, (1 + 1)%, (3+3)%, 
(10+10)%, (3+0)% and (0+3)% noise, respectively.

F

F i g u r e  4.49: Left to right: target, absorption images of iteration 1, 2, 4, 10, 20 and 60 of 
reconstruction from noisy data using m l + c m 2  data types with (3+3)% noise.
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%

F ig u r e  4 .5 0 :  Left to right: target, scattering  im ages o f  iteration 1, 2 , 4 , 10, 20 and 60 o f  
reconstruction from noisy data using in l+ cm 2  data types with (3+3)%  noise.
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F ig u r e  4 .5 1  : Absorption  (left) and scattering  (right) solution norm trajectories o f  various 
com ibinations o f  noise using m l+ cm 2  data-types.

F ig u r e  4 .5 2 :  “B est” absorption  im ages from noisy data using m l+cm 2 data-types. From left 
to right: target, im ages from data with (0+0)% , (1 + 1)%, (3+3)% , (10+10)% , (3+0)%  and (0+3)%  
noise, respectively.

V

F ig u r e  4 .5 3 :  “B est” scattering  im ages from noisy data using a com bination o f  m l+cm 2 data
types. From left to right: target, im ages from data with (0+0)% , (1 + 1)%, (3+3)% , (10+10)% , 
(3+0)%  and (0+3)%  noise, respectively.
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Conclusions. From the test examples we conclude with the following with regard to the depen

dency on iterations:

• In the presence of noise, iterations generally reach a minimum norm with regard to the 

“real” solution. After that, the solution norm diverges.

• From the solution norm trajectories we observe that the optimal iteration number (i.e. the 

point where the solution error norm is smallest) generally differs slightly for the absorption 

and scattering images. It would be highly desirable (if possible at all) if we could tune the 

optimisation such that their minimum coincides.

• From the figures we observe a definite effect of a decreasing rate in the solution norm 

trajectory when resetting the conjugate gradient solver at iterations 20 and 40. We speculate 

that in the noise regime a steepest descent solver is more robust to noise than a conjugate 

gradient solver.

4.4 Discussion and Additional Remarks 

On ili-posedness and maximum likelihood

Limitations o f ML. Based on the test reconstructions in this chapter we recognise two limita

tions of maximum likelihood (ML) estimation when applied to the image reconstruction in Optical 

Tomography:

1. First, we notice the high sensitivity to any modelling errors or to noise in the data.

2. Secondly, we notice that even for the noiseless case, images are generally of low resolution 

which indicates that high resolution detail are “lost” in the inverse computation.

Both points are due to the ill-posedness of the diffusion operator. We have seen that to obtain 

useful images, we terminate the reconstruction earlier, but with the risk of losing image details. 

We discuss some topics to gain more insight.

Overfitting. The occurrence of artifacts in the ML image can be viewed as overfitting to the 

data. Overfitting generally occurs when there are many more model parameters than there are 

data points (a so-called underdetermined problem). The model then tends to “overfit” the data
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including any noise. While the model seems to fit the given data well, it introduces spurious 

artifacts in the image. Overfitting is a well-known problem in the field of neural nets; we will 

discuss this analogy further in the next chapter.

Non-uniqueness. Uniqueness of the Boltzmann Equation is still an open question. It has been 

suggested that the inverse problem of the diffusion equation is unique if all pairs of Dirichlet and 

Neumann data on the boundary were known; however Arridge [4] points out that this is techni

cally not realisable in Optical Tomography. The existence of a null-space for the DC problem 

(i.e. simultaneous reconstruction using only integrated intensity data) has been proven recently 

by Arridge and Lionheart [10] who show that there exist an infinite set of functions that give rise 

to the same data.

Null-space reconstruction methods. Earlier, we presented a reconstruction method that explic

itly uses null-space vectors in combination with a priori knowledge. The method iteratively 

corrects the ML image by adding vectors that lie strictly in null-space of the linearised imaging 

operator according a priori knowledge (Kwee et a/ [81, 82, 80]).

Sensitivity to noise. The high sensitity to noise of ill-posed inverse problems can be explained 

by the low sensitivity of the data to the parameters. That is, perturbations in the image only cause 

small deviations of the data (or not at all if they lie in the null-space). Conversely, in the inverse 

problem, small errors in the data are “thought” to have been caused by large deviations in the 

image.

Additional sources of error

Additional to the errors discussed in this chapter, other sources of error may still exist. Schweiger [117] 

mentions that mean time calculations increase between 2% and 6% depending on the different 

boundary conditions. The boundary condition depends on the reflection parameter (for exam

ple in Eq. 2.24) and the latter is not precisely known in practice. Indeed, Takahashi et al [125] 

reported that neglecting the boundary reflection leads to an overestimation of the scattering coef

ficient. One possibility may be to include the boundary parameter in the estimation process.

Also correct modelling of the source distribution remains an open question. Modelling of 

the source is further hampered because the diffusion equation is not rigorously valid close to
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the source. Furthermore, FEM methods do not cope very well with step functions. The latter 

can be partially alleviated by local mesh refinement near the source, using distributed source 

profiles (Yamada and Hasegawa [139]) or using nonlinear shape functions. Placement of the 

point source at a distance 1 / fi'g to correct for initial anisotropic scattering is common practice 

in Optical Tomography (see for example Patterson et al [105]), but is still rather ad hoc and the 

goodness of the approximation depends on the actual source profiles.

In the clinical situation we further have to cope with any dynamic changes of the probed 

tissue. To cope with the latter we may suggest the use of the Kalman filter which is a standard 

technique in real-time control theory; see for general references Brown et al [30], Bertsekas [21], 

or Catlin [31].

Other imaging methods and optimisation algorithms

Other optimisation algorithms. It might have been noticed that we have omitted any discussion 

of numerical algorithms for minimisation. In this thesis we have used the nonlinear conjugate 

gradients method but many other minimisation algorithms exists. For references on optimisation 

algorithms see Dennis and Schnabel [36] or Press et al [III].  For other algorithms that have been 

applied in Optical Tomography see the references at the end of this chapter.

We believe that, when the problem is correctly stated, the solution should not depend on 

the algorithm used. In practice, algorithms should only differ in their rate of convergence or 

convergence radius. If algorithms yield different solutions at convergence, then the objective 

function most probably has either no unique minimum or exhibits local minima.

Imaging using frequency domain measurement

Up till now we have assumed the use of pulsed light. However, we can also use a radio-frequency 

(RF) intensity-modulated source. This might be preferred in practice because intensity-modulated 

light sources in combination with phase-shift sensitive detection are generally much cheaper than 

pulse lasers and ultra-fast optical detectors.

The detected light will exhibit an intensity modulation of the same modulation frequency as 

the source but will differ in modulation depth, phase shift, and DC component. Through the 

Fourier transform time- and frequency domain measurements are one to one related. In fact phase 

shift and mean-time-of-fiight are approximately linearly related for modulation frequencies lower
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F i g u r e  4.54: Illustration of a frequency domain system. Intensity modulated light with inten
sity Iq and amplitude Aq passes through a highly scattering medium. The transmitted wave will 
have lower intensity I  and amplitude A and will generally exhibit an additional phase shift A0.

than about 200 MHz (see Arridge [8]). Theoretically, time or frequency domain measurement 

should yield the same amount of information.

Photon density waves. The Fourier transformed diffusion equation contains a complex wave 

number. The real part is associated with the wave-like behaviour of the modulated intensity and 

the imaginary part accounts for the attenuation. For homogeneous k, and fia the wave number 

simplifies to

k = i fla -  lU)/c (4.14)

A modulated light source will cause modulation in the spatial distribution of the photon density 

similar to a thrown stone that causes ripples in a pond. The “wavelength” of these photon density 

waves (PDW) can be computed using the relation A =  2Tr/k, which becomes a bit complicated 

for Pa f  0, but simplifies for the lossless case, i.e. pa = 0, to yield (see Fishkin and Gratton [49]),

(4.15)

This is about 8 centimeters at 100 MHz, 2 cm at 2 GHz and about 1 millimeter at a (theoretical) 

600 GHz modulation.

Diffraction tomography. In principle, one could hope to use holographic wavefront reconstruc

tive techniques for reconstruction of the image. The maximal attainable resolution for these tech-
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niques is about a wavelength; therefore for 1 mm resolution one would need 600 GHz modulation. 

Unfortunately, the attenuation is linearly related to the photon-density wavelength and at 600 GHz 

the penetration depth too is about one millimeter. For references on diffraction tomography see 

for example Wolf [137], Mueller et al [91] or Devaney [37, 38].

4.5 Summary and References 

Chapter summary

Least squares (LS) is a special case of maximum likelihood (ML) estimation. In this chapter, 

we have applied LS estimation to Optical Tomography. However, while ML is a widely used 

estimation method, it has rather serious limitations in the application to Optical Tomography.

We have investigated both qualitatively and quantitatively the various possible sources of ran

dom errors that may affect the reconstructed images, such as mesh discretisation errors, source 

and detector positioning errors, sensitivity to initial guess, geometrical boundary errors and noise 

in the data. We have shown that the ML image is highly sensitive to these errors and that ideal re

construction of the image seems not to be possible in Optical Tomography, - even in the noiseless 

case.

These problems are due to the ill-posedness of the imaging problem. We may discern two 

main causes of artifacts in the images due to:

1. Overfitting. Because ML estimation cannot distinguish noise from genuine signal, it over

fits the (noisy) data, leading to spurious artifacts in the inverse estimate.

2. Null space. In Optical Tomography the inverse problem is ill-posed and the inability to 

recover high resolution details is most probably because the latter are in the null-space of 

the diffusion operator.

The two points above also set the aims for the remaining of this thesis: one is to regularise 

noise; the other is to employ prior information to (partially) recover the null-space.

Additional references

Other OT imaging methods. For a reconstruction method based on the full time-dependent dif

fusion model see Model et al [88]. Dorn discusses a transport-backtransport method for Optical
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Tomography based on the full transport equation [40]. For imaging methods using frequency 

domain see for instance O’Leary et al [98,100] or Pogue et al [109]. For imaging methods using 

DC data, see for example Jiang et al [72].

Other algorithms. A  variety of numerical optimisation algorithms have been proposed for Opti

cal Tomography. For a general framework of iterative methods see Arridge [15]. Earlier methods 

used the Levenberg-Marquardt algorithm for nonlinear optimisation, but the algorithm requires 

explicit calculation of the Jacobian and becomes infeasible for increasing dimensions; see for 

instance Schweiger et al [122] or Paulsen and Jiang [107]. Backprojection methods disregard 

the nonlinear nature of the imaging problem and attempt to estimate the image using a linear ap

proximation. For backprojection methods see Barbour et al [17], Walker et al [134] or Colak et 

al [32, 33]. Backprojection has also been proposed using the temporally extrapolated absorbance 

method (TEAM) that extrapolates the ballistic photons near the line of sight; see for example Oda 

et al [96].

Weighting functions. Most of the above mentioned methods rely upon explicit calculation of 

the Jacobian or sensitivity matrix, and sometimes more generally referred to as a weighting func

tion. Graber et a/describe weight function calculations using the Monte Carlo in a perturbation 

model [58]. Fantini et al [46] describe weight function calculations using analytical Green’s 

functions. Schotland et al [116] denote the sensitivity function as the “hitting density” in the 

time-dependent case.

On general estimation problems. For a historical overview of image reconstruction methods and 

their practical problems, see a review paper of Demoment [35]. Large scale inverse problems are 

also common in geophysics; see for example Oldenburg [97] who discusses general practical 

strategies. Snieder [124] hi-lights the general problems of nonlinearity in ill-posed problems.

Other fields. Dicken [39] investigates the nonlinear ill-posed problem together with the problem 

of two parameter reconstruction in a SPECT setting. For references on the inverse problem in EIT 

see for instance Yorkey et al [141] and Ruan et al [113] for reconstruction methods, Adler and 

Guardo [2] for regularised imaging, Vauhkonen for EIT and prior information [132], or Metherall 

et al [87] on 3D EIT imaging. For references on diffraction tomography and acoustic holography
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see Pan and Kak et al [104] or Devaney [37, 38].



It is o f great value to acknowledge ignorance 
(Feynman)

CHAPTER 5

F u l l  M a x i m u m  L i k e l i h o o d

In the weighted least squares formulation of maximum likelihood in the previous chapter, we have 

assumed a known (and fixed) data covariance. In practice, we often do not know the covariance 

in advance, or at least not precisely, and the covariance must be estimated from the data. In 

this chapter we extend our method by estimating the data covariance concurrently and we show 

improved convergence properties.

5.1 A Full Maximum Likelihood Model

We will refer to ''full maximum likelihood” (FML) estimation for ML estimation when also the 

covariance matrix is modelled as unknown. When necessary, “weighted least squares” (WLS) 

estimation as in the previous chapter where the data covariance was assumed to be known and 

fixed, will be referred to as "naive maximum likelihood”.

We stress in advance that we are not attempting to estimate the full covariance matrix, but 

estimate a scalar covariance value for each data type. That is, using two data types we only 

estimate two scalar values and we show that this can critically improve the convergence.

Extended objective function

In FML estimation, the covariance S  is modelled as an unknown variable in the objective func

tion. However, in order to minimize the quadratic error, with no further restrictions, a (naive) 

error would favour a large covariance, and its estimate would grow to infinity. In a statistical 

sense, a Gaussian with a larger standard deviation will always fit the data better.

120
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FML error fuDction. To be able to estimate the covariance matrix, we introduce a log-determinant 

term into the objective function. We will refer to this method as fu ll maximum likelihood  (FML). 

We may regard the log-determinant term in the FML error function as a “regularising term” for the 

estimated covariance matrix, favouring smaller standard deviations than larger ones. In following, 

we denote 0 = (/x, k ) for the combined vector of absorption and scattering images.

We propose a FML error function of the form

Q (» ,s )  =  i ( y - P 0 f S - H y - P 0 ) + l o g | S | ,  (5.1)

where S  is a covariance matrix which is now included as an extra unknown parameter in the 

estimation process*.

Notice that the partial derivative of Q with respect to 9 remains of the form

S - S S - S " - ' » «

but is not equal to the derivative in estimation because S  changes continually.

Using matrix differential algebra, we can obtain the partial derivative of Q with respect to S . 

For a matrix S  this is,

I I  =  - S - 'S ( 0 ) S - *  +  (5,3)

where S{0) = {y — V9){y — VOy  is the sample covariance matrix of the data. Notice that the 

FML objective function can be minimised analytically with respect to S  by simply setting  the 

covariance estimate equal to the sample covariance S{0).

Homoscedasticity within data types.

Without any further assumptions the number of unknowns for a full M  x M  covariance matrix 

would increase with M (M  4- l ) / 2  (which is its number of degrees of freedom) and this would 

probably make the problem even more ill-posed. Here, we make the assumption that variances are 

equal within each data types. In statistical terms we say that the data is modelled hom oscedastic

'From a probabilistic point of view, the log-determinant term arises from the normalising factor in the multivariate 
normal density. Those who are curious may refer ahead to Chapter 7 for the derivation of this error function.
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(equal variances) within a data type.

Let y  = iv i,  ■ ■ ■ , 3/;^) be a concatenated data vector of K  data-types each of dimension Mk, 

k = and the full vector y  has dimension Ylk=i = M . We assume equal variances

in each of the K  groups. Define the Mjt-dimensional vector as the subvector in y for the fcth 

data-type and define the covariance matrix Sjt for the k component that is uniformly diagonal,

i.e. Sjt =  (j^J. The full covariance matrix S  is M  x M  and block-partitioned in K  x K  blocks, 

each of dimension Mk with submatrices 'Ek on its diagonal.

We have an associated error term for each data type,

Qk{0,(Jk) = a'l^^SkiO) + Mk log a l, (5.4)

where scalar ak is the standard deviation of the kth data-type and the scalar value Sk{0) =

{yk ~ VkViVk ~  Vk) is the sum of squared errors of the A;th data-type. The factor Mk in front of

the log-term comes from the multiplicity of the original determinant factor.

Partial differentiation of Qk with respect to the variance a l yields

(5.5)

with minimising value

(5 6)
Mk

Again, we see that the error function is minimised by just setting the estimate for the A:th (scalar) 

variance to the mean squared data errors of the A;th data type.

In the following we will refer to the full covariance matrix as E  but with the implicit assump

tion of equal variance for each data-type and therefore each of the submatrices 53;̂  is uniformly 

diagonal if more than one data-type is used.

Covariance scaling

Notice that if the covariance matrices S/- are known up to a constant factor

Ek = akC k, (5.7)
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with fixed Ck of dimensions Mf~ x Mk, that the error function

Q {0,ak) = a ~ ^ { y k -V k 9 V C ^ ^ (y k -V k O )  -I M k\ogak-{-log\C \ (5.8)

only depends on the logarithmic value of ak because the last term is constant. The objective

function is minimised with respect to ak by setting

àk = ^ u C ^ ^ S k i e ) .  (5.9)

That is, the factor ak can be regarded as a correction factor to ensure that the value equals 

the number of measurements (of each data type). More rigorously, the value should to be 

equal to Mk — 1 , which is the number of degrees of freedom for estimating a scalar ak from Mk 

measurements, but we expect this difference to be small for large Mk-

Setting a lower bound

If no care is taken, the sample covariance matrix may undesirably become zero; for example, in 

case the initial guess trivially is the true solution, or at convergence if the data is “truly” noise- 

free. Also, we have argued that underdetermined and also ill-posed problems may be prone 

to overfitting, because the high dimensionality of the parameters. In the latter case the sample 

covariance may also become zero.

As a precaution we pose a lower bound on the covariance matrix so that the quadratic term 

cannot diverge to infinity. We may explicitly threshold the covariance estimate^ or we may extend 

the objective function to

Q(6I,S ) =  t r S - i ( S ( e )  +  5o) +  lo g |S |, (5.10)

with conditional mode

S  =  5((9) +  5o (5.11)

^Thresholding of a diagonal matrix may be done by requiring the each diagonal element is larger than the threshold. 
If matrix A  is not diagonal then A >  B  may be implemented by requiring that the determinant of the matrix difference, 
IA -  B |, to be strictly positive.
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where S{0) = (y — VO)(y — V O Y  is the sample covariance and S q denotes some small positive 

definite threshold matrix. We have written the quadratic term with the definition of the trace, 

x 'A x  = irAxx'^.

Setting  a value for S q . The extra term So in the equation above prevents the estimated covari

ance matrix from going to zero. The value of S q should be chosen in that way that it represents 

a realistic minimum bound for the variance of the data. From the previous chapter we have seen 

that the FEM model has finite accuracy. For example, for m esh 2  (which we are using in the 

reconstruction examples) the calculated data values differs about 1% to 3% with that of the fine 

mesh, meshO (see Table 4.3). These values may be used to determine iS'o; for example, for 1% 

errors we take Sq = diag(1 0 “ ^) if we assume all data to have been expressed as logarithmic 

values. On the other hand, if measurement errors are known to be the main source or errors we 

must use these values for determining S q.

In a Bayesian setting, we will see that the matrix So will appear as the prior covariance of 

a Wishart density (see next chapter). That is. So may be seen as a subjective choice of a sample 

covariance (just like S{6)). We must not confuse So with the Cramer-Rao lower bound', the 

former is defined in the data space, the latter in the solution space.

5.2 Optimisation Using ICM

By adding the log |S | term to the traditional least squares error function, we are now able to 

optimise for both parameters 6 and the covariance matrix E. However, the error function is now 

a function of two parameters, 0 and

Formulation of ICM steps

Optimising for both parameters can be most conveniently done using an iterative conditional 

mode (ICM) method. We denote by 6̂ '̂  ̂ and the estimates for 0 and S  at the pth iteration, 

respectively. The ICM algorithm, here, consists of two iterating steps, the variance update (or 

E-step) and an image update (or 0-step) step which are cyclically repeated until some predefined 

stopping criterion is reached:

^Actually three because 6 =
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1. In the S-step, we let be the value

=  imn (5.12)

that is Q is minimised with respect to S  given the previous estimate In our case this

can be performed analytically by simply setting S  equal to the sample covariance S{0).

In our case we assumed equal variance within each data set, so rather than setting the 

covariance matrix to the sample value for each data type k, we set

(5.13)

where ak and Ck were defined in Eq. 5.7, and is the sample covariance based

on the last estimated value of 6.

2. In the 0-step, we let

= m m  (5.14)

that is, we minimise Q with respect to 0. In simple cases this can be done analytically,

but in our case we have to resort to numerical methods because of the non-linearity of the

model operator V.

To ensure convergence, the ICM-steps do not necessarily have to minimise the function Q 

exactly (although in our problem this is easily done analytically for E), but only require Q to 

decrease every step.

Implementation using nonlinear CG

We have modified the nonlinear conjugate gradient (CG) algorithm as describe by Arridge [14] 

to implement the ICM scheme as described above.

Below we give a pseudo-code of the CG algorithm together with its ICM modification:

s e t  i n i t i a l  g u e s s  0 : = 0 q;

s e t  t o  dow nw ard g r a d i e n t  d : = —'VgQ;

s e t  g r a d i e n t  r e s i d u a l  p  := d;
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d e f i n e  t e r m i n a t i o n  c r i t e r i o n  e; 

r e p e a t  :

u p d a te  c o v a r i a n c e  s c a l e s

f i n d  7  t h a t  m in im is e s  Q { 0 j d \ a k )  ;

u p d a te  6 : = 6  + 'yd;

s e t  to  new dow nw ard g r a d i e n t  p ' ’.= VeQ ; 

s e t  /3 = m a x (0 , p ^ ( p '- p ) / p ^ - p ) ;  

s e t  d i r e c t i o n  d : —p '-\-^d ', 

n  = n  + 1  

u n t i l  lip'll < e

Here we have assumed equal variance within each data type, thus the E-step in the algorithm 

above updates the variance scales ak for each of the data types. For completeness, we give the 

pseudo-code in case replications in the data are available and the full covariance matrix E  can be 

estimated:

s e t  i n i t i a l  g u e s s  6 := 0 q ', 

s e t  t o  dow nw ard g r a d i e n t  d : = —VeQ;  

s e t  g r a d i e n t  r e s i d u a l  p := d ; 

d e f i n e  t e r m i n a t i o n  c r i t e r i o n  e; 

r e p e a t  :

u p d a te  c o v a r i a n c e  E  := S{6) So 

f i n d  7  t h a t  m in im is e s  Q(0 -|-7 d |E ) ; 

u p d a te  0 : = 6  + 'yd;

s e t  t o  new dow nw ard g r a d i e n t  p ' : = V e Q ;  

s e t  p  = m a x (0 , p ^ ( p '- p ) / p ^ - p ) ;  

s e t  d i r e c t i o n  d .= p ' f d ;  

n  = n  + 1  

u n t i l  lip'll < e

The only modification to the CG algorithm is the covariance update before the linesearch rou
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tine. We note that the rate of convergence of the CG algorithm may be affected if S  changes 

considerably because conjugacy to previous steps may not hold anymore. To improve the be

haviour of the CG algorithm we might choose to only update the covariance matrix after a certain 

number of steps, or it may be possible to derive a modified value for /?. We have not pursued any 

of this because we believe that is not within the scope of this thesis.

Additional remarks

Continuous rescaling. The algorithm above actually describes a continuous rescaling of the 

weighted least squares (WLS) error function. The method is closely related to the rescaled error 

function that was introduced in the previous chapter; in fact, after the^r^t E-step, the the FML 

error function is identical to the rescaled error function.

FML-ICM. We note that the ICM algorithm still is a FML estimation method. We must not 

confuse these two because they describe two completely different concepts: FML (model) defines 

the problem by formulating an error function, ICM (algorithm) solves that problem using an 

iterative technique."^ We may call our method “full maximum likelihood using an ICM algorithm”, 

or FML-ICM.

5.3 Convergence Analysis of Data

We analyse the different error components of the FML error function for a typical reconstruc

tion from noisy data. We are showing the errors for reconstructions from citi3+s001 data with 

respectively (0+0)%, (1+3)% and (3+3)% noise added.

Plot (a) in Figure 5.1 shows the weighted least squares (WLS) error using the rescaled error 

norm, and the error for FML reconstructions. We have plotted them in the same figure because 

the WLS error can be regarded as a -error for known (and fixed) covariance. The value is 

not equal to the objective function in the FML case because it has an additional log-determinant 

value. We see therefore that the term does not decrease but converges to a constant value.

'‘We make this comment because people frequently ask “How did you solve this? What algorithm did you use?” 
while the more important question is “What did you solve?”. Both ML and FML describe a framework which is 
independent of the solution method. We may solve the ML or FML error function by any algorithm: ICM, expectation- 
maximisation (EM), conjugate gradient, steepest descent, simulated annealing or by simply wild guessing.
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chi-squared error
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total FML error
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(a) (b)

F i g u r e  5 .1 : Typical error terms for fixed (using WLS; prefixed ‘f ’) and dynam ically estimated  
covariance (using FML; prefixed ‘d ’). (a) Plot o f  error which is equal to the W LS error, (b) 
Total FM L error value which includes the log-determinant term.

Plot (b) Figure 5.1 shows the total value of the FML error which includes the log-determinant 

value. Because this is the objective function for FML minimisation, we see that its value mono- 

tonically decreases as expected.

Plot (a) in Figure 5.2 shows the monitored normalised L2 -distance,

y - V
V

(5.15)

of the residuals, where rj =  VO are the calculated projections. For the noiseless case, this norm 

rapidly decreases for both WLS and FML, but in the presence of noise we see that this is still the 

case for FML but not for strictly for WLS. This seems rather surprising, but note that our WLS 

does not use this normalised Z,2 -distance, but normalises the errors (with the data value) and 

rescales the error component of each data-type (so that the component error of each data-type 

is unity). This would not make a difference for one data-type only, but seemingly matters when 

using more data-types.

Finally, plot (b) of Figure 5.2 shows the value of the log-determinant term in the FML error 

function. After comparison with plot (b) of Figure 5.1, we note that it is this term that mainly
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L2 distance logdet
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F i g u r e  5.2: Typical error terms for fixed (using WLS; prefixed ‘f ’) and dynamically estimated 
covariance (using FML; prefixed ‘d’). (a) L2-distance of normalised residuals (normalised with 
data value), (b) Log-determinant value (only for FML reconstructions).

determines the total error.  ̂ In fact the term is nearly constant in later iterations (see plot (a) 

in Figure 5.1). How FML and WLS compares in the solution space will be investigated in the test 

reconstructions in the next section.

5.4 Convergence Analysis of Solution

Rather than the norm of data residuals, the correctness and convergence of an algorithm is better 

reflected by monitoring solution error, i.e. the norm of the solution relative to the real image. The 

tests in this section compare the convergence of the solution norm for reconstructions with fixed 

and estimated covariance matrix.

For the ML reconstructions we used a fixed covariance matrix with a rescaled error norm

^Log-determinant. To understand more what the log-determinant actually means we may consider the following. 
For diagonal S ,  the log-determinant In |E | equals the sum of the logarithms of the standard deviations. Now we note 
that while the -error minimises the sum of data residuals, the log-determinant term rather minimises the log of the 
product of data residuals (or sum of log-value) through the covariance matrix E  (only if it is diagonal). We see a 
symmetry between the ‘sum’ and ‘product’ operator. In presence of correlation, thus for non-diagonal S ,  an intuitive 
explanation is not straightforward.

From another point of view, the determinant can be regarded as a hypervolume in higher dimensions. The log- 
determinant then is related to the sum of the projections (i.e. the “sides” of the hypervolume) along each dimension. 
The log-determinant term therefore penalizes a larger hypervolume in hyperspace and favours a “compact” represen
tation of the data.
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true SD initial SD estimated SD

cm3 sOOl cm3 sOOl cm3 sOOl

0.0 0.0 0.037 1.921 1.034 1.024
1.0 3.0 15.08 3.454 1.388 3.167
3.0 3.0 15.48 3.467 2.980 3.096

Table 5.1: True and estimated standard deviation (SD) of cm 3+s001  noise for reconstruc
tions with dynamically estimated covariance. Column 1-2: true SD of noise in % of data value. 
Column 3-4: initial SD estimate of noise in % of data value. Column 5-6: final SD estimate of 
noise in % of data value.

(rescaled at the initial guess). The FML reconstructions estimate the covariance iteratively using 

the ICM algorithm as described in the previous section. We additionally set the S q = diag(10“^) 

to represent a minimum bound of 1 % for the standard deviation.

We used the correct background values for the initial guess for all reconstructions. Iterations 

were terminated after a maximum of 60 iterations or at convergence. A full run of 60 iterations 

required about 1 hour of computation on a SPARC-based workstation.

Test reconstructions

Table 5,1 summarizes the true, initial and final estimates of the standard deviation (SD) of the 

noise for the test reconstructions using cmS+sOOl data. Table 5.2 summarizes the estimated SD 

values for the reconstructions using m l+cm2 data. Notice that for the noiseless case the estimates 

of the standard deviations are bounded  to a value of 1% because of our choice of the value of Sq.

Figures 5.3, 5.4 and 5.5 show solution norms and the final images of reconstructions from 

cm 3+s001 data with 04-0%, 14-3% and 34-3% noise for fixed (using ML) or dynamically esti

mated (using FML) covariance. Figures 5.6, 5.7 and 5.8 show same plot and images for m l4-cm2 

data.

Discussion.

From the reconstruction examples we observe the following with respect to FML estimation with 

dynamically estimated covariance using the ICM algorithm:

• From the solution norms we observe that the FML method with estimated covariance is 

considerably more robust to noise than the ML method with fixed rescaled error norm.
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true SD initial SD estimated SD

ml cm2 ml cm2 ml cm2

0.0 0.0 2.020 5.971 1.013 1.022
1.0 3.0 2.417 7.407 1.339 3.100
3.0 3.0 3.807 8.582 2.929 3.025

T a b le  5 .2 : True and estimated  standard deviation (SD) of m l+ cm 2  noise for FML-ICM re
constructions with dynamically estimated covariance. Column 1-2: true SD of noise in % of 
data value. Column 3-4: initial SD estimate of noise in % of data value. Column 5-6: final SD 
estimate of noise in % of data value.

CM3 + SOOl CM3 + S001
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F i g u r e  5.3: Solution norms for absorption  (left) and scattering  image (right) from noisy 
cm3 + s 0 0 1  data for reconstructions using WLS with fixed covariance (prefixed “f ”) and FML 
with dynamically estimated covariance (prefixed “d”).

t r u e WLS FML
F ig u r e  5.4: Reconstructed absorption  images from cm3 + s 0 0 1  data using WLS with fixed  or 
FML with dynamically estimated covariance at various combinations of noise levels. Left to 
right: original object; three WLS images for (0 -f- 0)%, (1 -I- 3)% and (3 4- 3)% noise (left to 
right); same for FML.
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t r u e WLS FML
F i g u r e  5.5; Reconstructed scattering  images from cm3 + s 001 data u sin g fixed  or dynam ically  
estimated covariance at various combinations of noise levels. Left to right: original object; three 
WLS images for (0 +  0)%, (1 +  3)% and (3 +  3)% noise (left to right); same for FML.
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F i g u r e  5.6: Solution norms for absorption  (left) and sca ttering  images (right) from noisy 
m l + c m 2  data for reconstructions using covariance (prefixed “f”) and dynam ically  esti
mated covariance (prefixed “d”).

t r u e WLS FML
F i g u r e  5.7: Reconstructed absorp tion  images from m l + c m 2  data using ML with fix ed  and 
FML with dynam ically  estimated covariance at various combinations of noise levels. Left to 
right: original object; three ML images for (0-1-0)%, (1 -b3)% and (3-t-3)% noise (left to right); 
same for FML.



C H A P TE R S. FULL M A X IM U M  LIKELIHOOD  133

true WLS FML
F i g u r e  5.8: Reconstructed scattering images from m l+ cm2 data using ML with fixed and 
FML with dynamically estimated covariance at various combinations of noise levels. Left to 
right: original object; three ML images for (0 +  0)%, (14- 3)% and (3 +  3)% noise (left to right); 
same for FML.

• However, in the noiseless case, ML with fixed covariance showed better rate of convergence 

that FML with a dynamically estimated.

• We observe some distinct effects of resetting the conjugate gradient solver at iterations 20 

and 40. This suggests that frequent resetting of the CG solver may be advantageous.

5.5 On the log-determinant term

Régularisation o f the covariance. The additional log-determinant term in the FML error func

tion may be seen as a régularisation term to the estimated covariance. We illustrate this using 

Figure 5.9. The log-determinant term will regularise the estimated covariance in two ways. First, 

large values for the covariance are penalised so that plot (a) in the Figure will be less probable 

even though it has very small data error. Secondly, assuming plots (b) and (c) have equal data 

error, the log-determinant term will favour the plot(b) because it has smaller “hypervolume”.

As an example, if the sample variances in X and Y directions were (1,3) then the error 

for covariance estimates (cr^,(jy) =  (1,3) would be (trivially) =  1/1 +  3/3 =  2, but also 

for (cr ,̂ Oy) — (2,2) the error is also =  ^(1 +  3) =  2. However, the log-determinant in the 

two cases are In 3 and In 4 respectively. According to the FML error function the former that has 

smaller hyper-volume would be preferred. The hyper-volume is bounded from below through the 

error term because an arbitrarily small volume would induce a large error.

Relation to Bayesian methods. In Chapter 7 we will see that the log-determinant term naturally 

arises in a Bayesian derived error function as consequence of the normalisation factor of the 

multivariate normal density. Also the “offset term”, S q, in Eq. ?? will naturally appear as an
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(a) (b) (c)
F i g u r e  5.9; Illustration of covariance régularisation by the log-determinant, (a) small error 
but large log-determinant; (b) optimal solution; (c) same as in (b) but larger log-determinant.

inverse scale parameter of the Wishart prior to the likelihood precision.

5.6 Chapter Summary

In this chapter we have introduced a fu ll maximum likelihood  (FML) model, where we have 

extended the w eighted least squares (WLS) model of the previous chapter to the case of when 

the data covariance is not known in advance. We extended the WLS error function with an extra 

log-determinant term and included the data covariance in the estimation. We proposed to use an 

iterative conditional m ode (ICM) algorithm for the optimisation. We did not estimate the full 

covariance matrix but assumed homoscedasticity within a data type.

The test reconstructions show that in the presence of noise, when using multiple data types, 

FML has better convergence properties than naive WLS. In the pure noiseless case, the rate of 

convergence seems slightly lower.



entia non sunt multiplicanda praeter necessitatem 
(William o f Ockham, 1285-1349)

CH A PTER  6

A  G e n e r a l i s e d  H o l d - O u t  

Va l i d a t i o n  S c h e m e

We have seen that the effects of noise become apparent primarily in the later iterations of the 

optimisation. An obvious idea is to terminate the optimisation before the noise becomes dominant. 

The problem, however, is to determine exactly when the signal is information or has become noise. 

In this chapter we develop a stop criterion based on holding out part of the data against which the 

solution is validated, or so-called hold-out validation.

6.1 Introduction

Without any control of the noise, the maximum likelihood (ML) image that was obtained in the 

previous chapter was subjectively a very poor one. By strictly enforcing the image to agree with 

the data, noisy data inevitably lead to noisy images.

We have seen, however, that much better estimates could be obtained by stopping the algo

rithm before the ML point is reached. The main problem then is to determine when to stop the 

algorithm: stopping too early would yield sub-optimal and generally low resolution images, while 

stopping too late produces unwanted artifacts in the image.

There have been many methods proposed for controlling the noise in ML estimation. Broadly, 

we may classify them into two groups (Barret et al [19]). One school of thought includes prior 

knowledge about the object into the estimation process, in such a way that the final reconstmction 

is a compromise between strict agreement with the data and with agreement with prior information 

that is expressed as an additional régularisation function in the objective function. Both traditional

135
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régularisation techniques and Bayesian methods (which we will introduce in the next chapter) 

belong to this group.

The other school of thought insists in estimating the image solely from the data. This class 

includes early stopping methods and observer-based discrimination methods. A very common 

stopping criterion is based on monitoring the statistic and aims for a reduced value of 1 

per degree of freedom^. However, task-based studies have concluded that the =  1 rule led to 

suboptimal human performance (Barret et al [19]). Furthermore, with regard to our application to 

Optical Tomography, the “degrees of freedom” is not well-defined for nonlinear problems. More 

seriously, we often have to deal with less data than the number of unknown parameters which 

would rigorously define a negative degree-of-freedom.

In task-based discrimination, the observer may simply select the “best” reconstruction from 

a series of images. Besides that such a method is highly subjective and it is most often also 

time-consuming.

We strongly suggest a clear distinction is made between controlling noise and inclusion o f 

prior information. Traditionally, these two problems have not been well separated and conven

tional régularisation methods rather treat both problems as one. This distinction directly divides 

the task of improving the ML estimate into two sub-tasks. One task is to extend the ML frame

work with estimation of the noise and a way to control noise. The second task is to include prior 

information to enhance the image.

This chapter focuses on the first of the two tasks, and our approach is to combine the FML 

framework with a so-called technique of hold-out validation that is able to determine a nearly- 

optimal stop criterion for our iterative reconstructions.

6.2 Generalised Hold-Out Validation

Discrepancy criterion. It is fairly easy to come with some heuristic stop criterion when the 

variance of the data, cr̂ , is known. A common method is to proceed the optimisation until the 

error becomes smaller than some prescribed multiple of the (known) variance. A choice would 

be the number of data minus the degrees of freedom of the system.

While relatively simple and straightforward, the method is almost unusable in practice be-

This is sometimes referred to as “Morozov’s discrepancy principle’
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cause the variance is often not known or at least not precisely known in advance. Furthermore, 

the value for the degree of freedom is not trivial for an ill-posed problem such as ours. The method 

would certainly not be applicable for a strictly underdetermined problem.

Hold-out validation. However, there is an observation which turns out to be very useful: while 

a solution may fit a particular data set, an overfitted solution would generally not fit a future data 

set with equal precision. The “optimal” solution would equally fit the provided data set with any 

future available data. Or in an other way of speaking: if the model is right, then any other future 

available data (that have not been used for the estimation) must be in agreement with the assumed 

solution.

Now, future test data may not be available or we just can’t wait until new data arrives. We 

can do a trick: we just use a part of the same data set for validation while using the other data for 

estimation. This method is also known as hold-out validation. The validation points do not take 

part in updating the solution but are significant for correct estimation.

We can define a validation error that is just similar to the error term of the likelihood but 

now measures a distance of forward projections with the validation data. While common meth

ods would use a just a quadratic error, we choose to use the same FML error function that was 

introduced earlier so that

Q*(e, S*|y*) =  t r S - i  [{y* -  V*e)(y* -  +  SJ] +  ln|S*| (6.1)

where the y* denotes data points that belong to a validation set, Sq was the small offset matrix 

and S* denotes the covariance matrix for the validation data set. Consequently, operator V* is 

also defined over the set of validation points.

Total validated error. We define a total validated error that is the sum of the likelihood error plus 

the validation error:

Q{e,S) = Qm(0,S|y) + Q*(0,S*|y*)

=  t r S - i [ ( y - 'P e ) ( y - P e ) ^  +  5o] +  ln |S |

+ tr S - i[ (y * -P * 6 l) (y * -P * e )’’ +  5;] +  lii|S*|. (6.2)
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validation
error

referees

F igure 6.1: Illustration of hold-out validation to avoid overfitting The black dots are data points 
used for estimation. The white dots are validation points held out to act as “referees”. The 
solid line has zero residual but large validation error. The broken line balances data error with 
validation error.

Although the validation and data points are treated separately, we assume that they arise from 

a common statistical model. Therefore we simply have

(6 3)

and

S*o = So. (6.4)

Generalised validation. We refer to our method as generalised validation because the validation 

error is included in the (nonlinear) objective function. This differs from conventional methods 

that monitor the validation error separately. The inclusion of the validation error provides an 

additional level of control during the line searches in our nonlinear conjugate gradient method.

Relation to the problem o f overfitting. Noise artifacts in the raw ML image can be regarded as a 

consequence of overfitting of the model to the noise in the data. Validation avoids the overfitting 

problem by early detection of incompatibility of the model with the data. Figure 6.1 illustrates 

the idea of hold-out validation applied to nonlinear regression. By including the validation error 

into the value evaluation the method is less prone to overfitting.
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6.3 Implementation in Gradient-Based Optimisation.

Motivation

In the previous chapters, we argued that gradient-based iterative methods, in particular the conju

gate gradient method, provide efficient means for the image computation in Optical Tomography.

Full convergence, however, may take 100 or more iterations. But we have seen that full con

vergence is not desirable in the presence of noise as it leads to noisy images; this noise level may 

be reached, possibly, as early as in 10 iterations. Further computation is not only meaningless, but 

also time-consuming as a single iteration may take several minutes to several hours for full 3D 

reconstructions. Below we outline the procedure to combine gradient-based iterative computation 

methods with the idea of hold-out validation.

While the idea of combining hold-out validation with iterative methods may be intuitively 

clear, the arguments for the implementation below is still tentative and of rather empirical spirit; 

we mention some further arguments in the discussion at the end of this chapter. In the remaining 

sections we assess its validity by empirical performance through numerical convergence analysis, 

but we admit that further theoretical analysis may be needed.

Include, exclude

It turns out that we can implement hold-out validation in a gradient-based optimisation method

very easily.

1. We include all data (including validation data) when evaluating the value of the error func

tion,

Q(e,  S |2/, y*) = Qih(0, S |y )  4- Q*(0, S |y*) (6.5)

2. We exclude the validation data points from contributing to the updates. Or equivalently in 

gradient-based algorithms we construct the gradient only using the contracted set of data 

points (i.e. excluding the validation points),

— Q(0, E |y ) =  — Qih(0, S |y )  (6.6)
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and

^ Q ( 0 ,  S |y )  =  ^ Q l h ( e ,  S |y )  (6.7)

Notice that we have taken the partial derivatives of Q(0, E |y ) rather Q(0, S |y , y*) because 

we excluded the validation data y* for the gradient evaluation.

For example, in gradient-based optimisation methods we just set the weights to zero when calcu

lating the gradient (or equivalently assign an arbitrarily high standard deviation to the data point of 

the validation set) but restore them to their original or estimated value when evaluating the value. 

We note that optimisation of S  can be done analytically as outlined in the previous chapter.

Referees. A  point of criticism may be that the value function and the gradient are not strictly 

compatible, i.e. while the validation error term depends on the parameter 0, the validation points 

y* do not contribute to calculation of the gradient. This may seem strange at first thought but 

we may regard the validation points as (passive) referees. As an analogy, in a game of soccer, 

referees do not take part themselves but are essential for a fair game.

Split ratio, re-selection and scaling

We define the split ratio as the ratio between the number of validation points to the total number 

of data points. Furthermore, when assigning validation points we choose candidates randomly 

from the original data set in order to minimise any systematic errors.

There remain the following issues in the implementation:

1. What is the optimal split ratio? Clearly, the more validation points the better but at the cost 

of data that can be used for estimation.

2. Would it be better to reselect new validation points at each iteration? We refer to this as 

re-selection.

3. Would it be better to scale data error and validation error? This might be important at small 

split ratio.

These are the questions we are going to address in the reconstruction examples.
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6.4 Analysis of Data Convergence

To illustrate, we have plotted the different components of the FML error function for a typical re

construction from noisy data (we used ml+cm2 data with (10+10)% noise started reconstructions 

from known background using a 50% split ratio). The reconstruction stopped after 11 iterations.

Plot (a) in Figure 6.2 shows the value of the total objective function; we see that its value 

monotonically decreases as expected. Plot (b) in the same figure shows the value of the validation 

error. We see that this error term continually increases. Plot (c) shows the error value minus the 

validation term and Plot (d) shows the monitored L2 -distance,

y * - V * e  ^
(6.8)

It is important to realize that the error minus the validation error (as depicted in Figure 6.2) 

is not the same as the error one would get without validation because the validation error also 

affects the calculation of the intermediate solutions. In our conjugate gradient (CG) method, the 

validation term will “bound” the line search at the linearizaton steps.

The errors for nc?«-validated FML are included in the same plots of Figure 6.2 for comparison. 

Only half of the data points were used for FML because we used a split ratio of 50% for the 

validated reconstruction.

Plot (d) shows that the validation L2-distance initially decreases during the reconstructions, 

because the solution fits both evaluated data and validation data better. When the reconstruction 

hits the noise level, the distance to the data points will still decrease but the distance to the 

validation points will increase as the plot shows. This characteristic is not easily apparent from 

the validation error term because the latter is continually re-weighted with the covariance. We 

further notice that the validation distance of the «on-validated FML reconstruction shows a more 

rapid increase because the linear CG steps in the optimisation are not bounded by the validation 

error.

Another point to notice is that the validated reconstruction did not stop at the minimum of 

the validation L2-distance (which would be iteration 3) and certainly not at the minimum of the 

validation error (which monotonically increases thus would stop at iteration 0). Our stop criterion 

is based on the sum of data error and validation error rather than the validation error only, the 

reconstructions therefore continue even when the validation error increases because the data error
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F ig u r e  6.2: Trajectories for error terms for validated generalised maximum likelihood (VFML) 
and not validated FML (FML). (a) Plot of total error, (b) Validation error term, (c) Total error 
minus validation error, (d) L2-distance of validation points.
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still decreases more rapidly.

How hold-out validation improves the image estimation will be investigated in the following 

test reconstructions.

6.5 Analysis of Image Convergence

We performed maximum likelihood (ML) reconstructions from noisy data and monitored the 

solution norms. We expected unconstrained ML to exhibit a diverging solution norm as soon as 

the noise level is reached. If the validation method works as expected then the solution norm 

should ideally converge to a minimum and stop the reconstruction.

We have tested the hold-out validation method under Gaussian noise. The following recon

struction examples are chosen to investigate the aforementioned issues on optimal split ratio, 

re-selection and scaling of the validation error. We compare the norms of the solution error while 

varying these options. All reconstructions dynamically estimate the covariance using the FML- 

ICM framework.

Reconstructions were terminated after a maximum of 60 iterations but (as expected) often 

stopped earlier. A full run of 60 iterations required about I hour of computation on a SPARC- 

based workstation.

Dependence on split ratio

We have compared reconstructions while varying the split ratio which we define as,

# validation points
split ratio =   -----—-----— . (6.9)

# total data pomts

Test results. Figures 6.4 and 6.4 show the images for validated reconstructions from cm3+s 0 01 

data with (3+10)% noise for a split ratio of 0, I, 10, 50 and 80%. Figure 6.3 show plots their 

solution error. Figures 6.6, 6.7 and 6.7 show same plots and images for m l+cm2 data.

Conclusion. From the examples we observe the following with regard to the split ratio:

• Increasing the split ratio determines the optimal iteration better but initial convergence 

seems to be slightly slower.
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F ig u re  6.3: Solution norms for absorption (left) diVxd scattering (right) images from cmB + sGGl 
data with (3+10)% noise for split ratio of 0, 1, 10, 25, 50 and 80%.

F ig u r e  6.4: Absorption images from cm3 + s G G l data with (3+10)% noise for various split 
ratio. Left to right: original object and estimates using 0, 1, 10, 25, 50 and 80% validation 
points.

F ig u r e  6.5: Scattering images from cm3 + sG G l data with (3+10)% noise for various split ratio. 
Left to right: original object and estimates using 0, 1, 10, 25, 50 and 80% validation points.
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F ig u r e  6 .6 : Solution norms for absorption  (left) and scattering  (right) im ages from m l+ cm 2  
data with (3-t-10)% noise for split ratio 0, 1, 10, 25 , 50  and 80%.

F ig u r e  6 .7 : Absorption  im ages from m l+ cm 2  data with (3-t-10)% noise for various split ratio. 
Left to right: original object and estim ates using a split ration o f  0, 1, 10, 25 , 50  and 80%.

F ig u r e  6 .8 : Scattering im ages from ml-i-cm2 data with (3-t-10)% noise for various split ratio. 
Left to right: original object and estim ates using a split ratio o f  0, 1, 10, 25 , 50  and 80%.
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F ig u re  6.9: Solution norms fox absorption  (left) sca ttering  (right) images from cm3 + s0 0 1  
data with (34-10)% noise usm g fix ed  or reselected  (prefixed ‘r’) validation points for a split ratio 
of 1, 10, and 50%.

true fixed reselected
F i g u r e  6.10: A bsorption  images from cm3-t-s001 data with (3-t-10)% noise u sin g fix ed  or 
rese lec ted  validation points. Left to right: original object; three images using fixed validation 
points with 1%, 10% and 50% split ratio (left to right); same, but using reselected validation 
points.

• Increasing the split ratio determines the optimal iteration better but reaches a less optimal 

minimum solution norm than using a smaller split ratio.

Both observations can be understood because for larger split ratio, less data is available for the 

actual estimation.

Influence of re-selection

We compared reconstructions while re-selecting validation points during the iterations. That is, 

after each iteration a new set of the same number of validation points were randomly reselected 

from the full data set.
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true fixed reselected
F ig u r e  6.11: Scattering images from cm 3+s001 data with (3+10)% noise nûngfixedor rese
lected validation points. Left to right: original object; three images using fixed validation points 
with 1%, 10% and 50% split ratio (left to right); same, but using reselected validation points.
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F ig u re  6 .12: Solution norms for absorption (left) and scattering (right) images from ml+cin2 
data with (3+10)% noise usingfixed or reselected (prefixed ‘r’) validation points for a split ratio 
of 1, 10, and 50%.

true fixed reselected
F ig u r e  6.13: Absorption images from ml+cm2 data with (3+10)% noise usingfixed or rese
lected validation points. Left to right: original object; three images using fixed validation points 
with 1%, 10% split and 50% split ratio (left to right); same, but using reselected validation points.
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true fixed reselected
F ig u r e  6.14: Scattering im ages from ml+cm2 data with (3+10)% noise usingfixed or rese
lected validation points. Left to right: original object; three im ages using fixed validation points 
with 1%, 10% and 50% split ratio (left to right); sam e, but using reselected validation points.

Test results. Figures 6.9, 6.10 and 6.11 show solution norm plots and images of reconstruc

tions from cm3 + s0 01 data for fixed and reselected validation points for 1, 10, 50% split ratio. 

Figures 6.12, 6.13 and 6.14 show same plots and images from ml+cm2 data.

Conclusions. From the examples we observe the following with regard to the reselection of 

validation points:

• By reselecting the validation points the solution norm seems to reach a slightly better min

imum solution norm.

• However, all reconstructions using reselection were not able to terminate the iterations.

From the above, we conclude that it is not advisable to use reselection of validation points. 

While a slightly better minimum norm is reached, all reconstructions fail to stop early. Further

more, reselection uses all data points (in subsets) and therefore is again prone to overfit the noise, 

but more slowly.

Influence of scaling

From the earlier examples we saw that increasing the split ratio yields a better final estimate but at 

the cost of convergence. We would like to use a small split ratio but still retain strong validation.

One way is to take a small number of validation points but increase the weight of the validation 

error. We scaled the validation error term with

1 — r
w  — (6 . 10)

where r  > 0 is the split ratio. Using this weighting factor the validation error is balanced with the
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F ig u r e  6 .1 5 : Solution norms for absorption  (left) and scattering im ages (right) from
cm 3-(-s0 0 1  data with (34-10)% noise using non-scaled  (no prefix) and scaled  (prefixed “s”) 
validation error for split ratio 1, 10 and 25%.

t r u e n o n - s c a le d s c a l e d

F ig u r e  6 .1 6 : Absorption  im ages from c m 3 4 -s0 0 1  data with (34-10)% noise for non-scaled and 
scaled validation error. Left to right: original object; three im ages using non-scaled  validation 
error for split ratio 1 , 1 0  and 25%; sam e for scaled  validation error.

data residual to have equal “number of measurements”. At r=50% the weight factor is trivially

w =  \ .

Test results. Figures 6.15, 6.16 and 6.16 show solution norm plots and images of reconstructions 

from cm3 4-s001 data with (3-1-10)% noise with and without scaling of the validaton error for split 

ratio of 1, 10 and 25% respectively. Figures 6.18, 6.19 and 6.19 show solution norm plots and 

images from ml4-cm2 data.

Conclusion. From the examples we observe the following with regard to the scaling of the vali

dation error:

By scaling of the validation error, we are able to use a small number of validation points
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true non-scaled scaled
F igure 6.17: Scattering images from cm3 + s 0 0 1  data with (3+10)% noise for non-scaled and 
scaled validation error. Left to right: original object; three images using non-scaled  validation 
error for split ratio 1, 10 and 25%; same for scaled  validation error.
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F igure 6.18: Solution norms for absorption  (left) and scattering  images (right) from ml+cm2 
data with (3+10)% noise using non-scaled  (no prefix) and scaled  (prefixed “s”) validation error 
for split ratio 1,10 and 25%.

true non-scaled scaled
F igure 6.19: Absorption  images from ml+cm2 data with (3+10)% noise for non-scaled and 
scaled validation error. Left to right: original object; three images using non-scaled  validation 
error for split ratio 1,10 and 25%; same for scaled  validation error.
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true non-scaled scaled
F ig u re  6.20: Scattering images from ml+cm2 data with (3+10)% noise for non-scaled and 
scaled validation error. Left to right: original object; images using non-scaled validation error 
for split ratio 1, 10 and 25%; same for scaled validation error.

but still retain strong validation.

• However, the cases with scaled validation error do not perform consistently better than a 

50% split ratio.

Scaling of the validation error is rather based on a heuristic idea and we prefer to use a 50% 

split ratio. Both gave comparable results in our test reconstructions.

6.6 Discussion and Additional Remarks 

Bias to the intial guess

A limitation of early stopping methods in general is that the method relies on the property of the 

optimisation method starting with a low resolution image and gradually adding higher resolution 

details. In the unlikely case that a “noisy” initial guess perfectly fits both data and validation 

points, then even our validation method will fail because the likelihood error and the validation 

error are both identically zero.

Bias to the initial guess is inevitably inherent to methods of early stopping. One may limit 

the bias by averaging a number of solutions that have been obtained using different initial values, 

but in our case we believe that the probed homogeneous value (that the T O A S T  program pre

computes) is a good and objective choice as initial value.

Other validation methods

Standard cross-validation. We note that we have abstained from comparing our hold-out val

idation method with other validation techniques such as standard cross-validation or the more 

general K-fold cross-validation methods, if-fold cross-validation methods cyclically leave out



CHAPTER 6. A  G ENERALISED  HO LD -O U T VALID ATIO N SCH EM E  152

a 1/K -th  proportion of the data and calculate an K-average validation error for each particular 

value of régularisation parameter A, Standard cross-validation is a “leave-one-out” method and 

can be seen as a i^'-fold methods with K  = N  where N  is the number of data points. These 

methods do not exploit the iterative nature of the estimation process.

In iterative optimisation one may regard the iteration number as a “régularisation parameter”. 

In the extreme case of “leave-one-out” cross-validation one would need to repeat the estimation N  

times for a data set of dimension N . Then, one would additionally need to perform the same pro

cess for a large enough but limited set of different values of A, to finally choose the optimum value 

for the régularisation parameter. Assuming a number of 60 evaluations and a data dimension of 

1024 (from 32 sources and 32 detectors) strict application of the standard “leave-one-out” cross- 

validation method would require 60 x 1024 =  61440 reconstructions in order to determine the 

optimal stopping criterion. A single reconstruction took about 1 hour for our examples and may 

take up to several hours for full 3D reconstructions. Clearly, neither standard cross-validation nor 

a AT-fold method would be an alternative even if the method was optimal. See Thompson [126] 

for a investigation of generalised cross-validation and based methods in image restoration.

Choice o f validation function. We developed our idea of online monitoring of the hold-out vali

dation error by considering the underlying basic idea of testing the model against an independent 

(sub)set of the data. Validation (in any form) also has strong similarities with Bayesian predictive 

tests as applied in, for example, Gelman et al [53].

We could have used a simple L 2  distance measure for the validation error. Other different 

validation error function have been proposed such as Akaike’s^naZ prediction error or the gener

alised prediction error, both mentioned in [89]. We have based our choice of the validation error 

to be symmetric to the FML likelihood term. We believe such a choice is rational and further

more in agreement with the assumption of the estimation data and validation data from a common 

(probabilistic) model.

Other methods for choosing the régularisation parameter

Hold-out validation can be seen as one of the methods to choose for the optimal régularisation of 

the image. Many other methods have been proposed but the situation remains unsatisfactory and 

no method has been generally accepted. We believe that hold-out validation compares favourably
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to the other methods in that it has a sound statistical basis, is applicable to nonlinear problems, 

has almost no computational overhead and has stable convergence properties.

Morozov’s criterion. An often used criterion is that the residual error should not not fall 

below a certain number K  which corresponds to some predefined number. The criterion is some

times referred to as Morozov’s criterion. A problem is to determine a correct value of K . In well 

determined problems we may expect K  to equal the number of the degrees of freedom of the 

measurements. However, for underdetermined and ill-posed problems the meaning of the value 

of K  is not clear. Also, the criterion requires the standard deviation to be known, but in practice 

this is often unavailable or inaccurate. Even if the estimate is correct, it has been reported that the 

solutions tend to be over-smoothed (Gooley and Barrett [57]).

L-curve. The so-called “L-curve” is based on the observation that the value of the penalty term 

often rapidly increases when the noise limit is reached [62]. In the L-curve method the value of 

the likelihood residual is plotted against the value of penalty term for a series of régularisation 

parameter values, and the method assumes that the optimal solution corresponds to the “comer” 

of the L-curve.

The method relies upon evaluating several reconstmctions with different values of the régular

isation parameter, something that would be highly undesirable in an already computation costly 

problem as ours.

Visual inspection. Last but not least, and probably most often used in practice, is selecting the 

optimal solution by visual inspection from a series of images. In iterative methods a common 

method is to present images from a number of iterations and subjectively select the “best” image. 

Besides criticism to the subjective nature of the method, the method is also inefficient because 

iterations are often performed beyond the optimal point. In our problem a single iteration may 

take up to several hours in full 3D reconstmctions.

Neural networks

Recent developments in neural network modelling show very similar problems being tackled as 

in the inverse problem community.
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Overfitting is also one of the major problems in neural networks. The network function pro

vides a powerful generic function that is in principle able to represent a large class of models, 

however this “richness” also leads to overfitting to the noise in the data. Optimisation of the 

network has similar (if not equal) problems of flat minima, sensitivity to noise and general ill- 

posedness of the problem. Similar methods are currently being studied such as early stopping, 

régularisation and Bayesian methods (see for example Bisshop [24]). For example Larsen et 

al [83] for an application of hold-out validation in neural network modelling.

6.7 Chapter Summary

In this chapter we have introduced an online validation scheme for iterative methods, based on 

holding out a part of the data. We included the validation error directly into the objective function, 

but excluded the validation points from contributing to the calculation of the gradient. The method 

is completely data based and well-suited to iterative (nonlinear) optimisation methods.

The test reconstructions show that the validation method was able to stop the reconstruction 

near the minimum norm solution. We found that a split ratio of 50% with fixed validation points 

appeared most robust. A smaller split ratio (of 10 or 25%) with additional validation error scaling 

has showed better convergence (than 50%) in some cases but not all.



"...love is not a science. So, if  something is said 
not to be a science, it does not mean that there is 
something wrong with it; it just means it is not a 
science.” (Feynman)

C H A PTER 7

B a y e s i a n  R e g u l a r i s e d  Im a g i n g

The use of prior knowledge in the estimation process may improve the solution. In this chapter 

we consider Bayesian models that include prior information by adding so-called priors to the 

objective function. In particular we will introduce the normal-Wishart prior and investigate what 

effects it has on the solution.

7.1 Introduction

This section briefly introduces Bayes’ theorem and the use of Bayesian priors to represent sub

jective beliefs.

Quantifying uncertainty with probability

Nothing in the world is certain. We may distinguish two kinds of uncertainties,

1 . objective uncertainty that stems from the inherent random nature of a process, e.g. brownian 

motion or Russian roulette, and

2 . subjective uncertainty that stems from the absence of precise knowledge about the state of 

an object.

To quantify uncertainty Bayesian methods use probability as a measure. It is not obvious to 

relate probability with uncertainty. In the frequentist’s view probability is a measure of the relative 

frequency of “hits” of repeated experiments in the “long run”. Therefore, in the frequentist’s 

view it would not be legitimate to speak about the probability of “Clinton getting impeached”,

155
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or the probability of “rain tomorrow”, or the probability of “Clinton getting impeached and rain 

tomorrow”.

An important consequence of adopting probability as a measure of uncertainty is that we now 

can quantify personal beliefs with subjective probability. We are now allowed to speak about the 

quantitative value of personal beliefs and we will see that Bayesian analysis always compares the 

value of information from measurements with subjective beliefs. Both kinds of probabilities are 

often present together in practical estimation problems.

Recommended Books
For general references on Bayesian theory we recommend the following books. Lee [84] 
gives a good introduction to Bayesian statistics but does not cover multivariate methods.
The book by Gelman et al [53] is highly recommended and covers most aspects of modem 
Bayesian analysis by way of many practical examples; it is of intermediate level. Last but not 
least, of more advanced level, is the classic reference by Box and Tiao [28]. For multivariate 
methods in Bayesian estimation see for example Press [110].

Bayes’ Theorem.

We would like to make inferences that take into account our prior beliefs and also our observa

tions. Reverend Bayes postulated a theorem which was published in 1763 after his death [20] and 

states:

The joint density of two events may be written as p(a, 6 ), which means the prob

ability of an event a and h happening the same time. This density can be fac

tored as p{a,b) = p{a\b)p{b) where the right-hand-side reads as “the probability 

of a given b times the probability of 6”. Commutation of a and b then leads to

p{a,b) =p{b,a) =p{b\a)p{a) =p{a\b)p{b) so that,

which is known as Bayes’ rule.

Note that the correctness of the formula itself is not arguable: it follows directly from manipu

lating the probability densities. What is arguable is the interpretation of (in particular) the term 

p{a).

Assume that 6  is a measured value (“the data”) and that a represents the parameter we are 

looking for. The joint density represents the probability of data b occurring with value of a. The
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posterio r
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F i g u r e  7.1; Illustration of Bayes’ theorem. The prior density is multiplied with the likelihood 
to obtain the posterior density.

term p{b\a) at the right hand side is called the likelihood of data and is the probability density of 

a value of b given a value of a.

In the Bayesian view, p{a) represents prior knowledge and referred to as the prior density 

or briefly “the prior” of a. The term p{b) in the denominator is a normalisation constant for the 

density to integrate to unity. It is also know as the evidence and is important for model checking. 

The left-hand-side of Bayes’ formula is referred to as the posterior probability density function, 

or briefly “the posterior”. It represents the conditional probability of a solution a given data b. 

Bayes says that any solution is not merely determined by the likelihood, but by the likelihood 

times a prior.

Figure 7.1 illustrates Bayes’ theorem for Gaussian densities. Bayesian estimation starts with 

deflning a prior. The likelihood is determined by the data. And the posterior density is obtained 

my multiplying the two densities. In general the likelihood is (or should be) much narrower than 

the prior because we expect (or design) the data to provide most of the information.

Bayesian priors

A central feature in Bayesian methods is the use of the priors. Prior information may be available 

in a variety of forms and depending on the source the prior density may be interpreted as,

• the “natural state” of 0 in case no data is available. What value of 0 would you expect 

without doing the measurement? What is your uncertainty?

• any subjective belief about 0, or

• any empirical knowledge about 0 from, for example, previous observations. What is its 

mean? what is its standard deviation?
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The prior information is contained in a prior density, 7t(0 ). A prior distribution, 7t(0 ), has all 

properties of a general density except that the parameter of interest is not observable. The distri

bution is based upon any prior information about the unknown variable 9.

Conjugate priors. An important concept in Bayesian analysis is the conjugate prior. Using a 

prior that is conjugate for the likelihood, the posterior will be of the same form and the family of 

functions is said to be closed under sampling. An example is the conjugate prior for the normal 

likelihood which is the normal density itself. Apart from simplifying computations, results can 

often be put in analytical form, they are often good approximations and furthermore the prior can 

be interpreted as “additional data” (Gelman [53]).

Great Prior Uncertainty.

In the case that little or no prior knowledge is available we would like to express our great prior 

uncertainty (GPU) with a prior density that is very vague. The determination of GPU priors is not 

(yet) well established. Most of the methods are rather ad hoc and based on heuristic arguments. 

Generally, one can decrease the precision (i.e. inverse of the covariance) of the prior and in the 

limiting case one can deduce a prior that represents “no” information. Priors of this kind are also 

referred to as vague priors, non-informative priors or reference priors.

One proposed method for determining GPU priors is based on the argument that the prior 

density should be (at least locally) translation invariant which means that a choice of a reference 

prior would be just a constant. However, the difficulty is that after transformation of variables 

the “constant” prior is generally not constant in the transformed space due to the Jacobian term at 

transformation. For example, if we would use the constant GPU prior 'k (x ) oc 1 for x,  then for 

X = \n y  this would lead to a density 7r(y) oc for y which is clearly not “constant” anymore. 

The latter leads to the argument that GPU priors should be independent under transformation 

of variables, this is also known as Jeffrey’s invariance principle (see for instance in Box and 

Tiao [28]).

Interest in GPU priors has always been strong because Bayesian inference using GPU pri

ors should ideally coincide with the classical estimation. Gelman points out difficulties with 

using GPU priors and argues that “searching for a prior distribution that is always vague seems 

misguided”[53]. Also, use of GPU priors must be done with some care because the posterior
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parameter P
Poisson mean A A-&
Normal mean 6 c
Normal standard deviation (T-l
Normal precision

Ta b l e  7 .1 : Selected summary o f  GPU priors for com m on estim ated density parameters (from:
Box and Tiao [28]).

might become improper (i.e. have an integral of infinite value) which must be checked each time. 

Lee admonishes not to use GPU priors because this often shows that you are not confidently using 

Bayesian principles [84]. Instead of using “pure” GPU priors one can choose a small precision of 

the prior. If the data are overwhelming, the likelihood should be dominant and the posterior will 

be (almost) independent of the prior. Table 7.1 summarises a few commonly used GPU priors for 

the parameters of the normal and Poisson density.

In this thesis we will not make use of strict GPU priors. However, we will use “near” GPU 

priors in some cases but we always give an argument before using.

The Wishart and normal-Wishart distributions.

The Wishart distribution is the conjugate prior for the unknown precision in a normal likelihood. 

The normal-Wishart distribution is the conjugate prior for unknown mean and unknown precision 

of multivariate normal distribution. Both distributions play a central role in multivariate Bayesian 

inference (Press [110]). For now we suffice by giving their definitions; we will give an analysis 

of their functional forms later.

The Wishart density W{^\iy,  K )  of a n n x n  random matrix $  is parameterised by its inverse 

scale matrix K  and the degrees of freedom parameter i>, and is defined as

FT) oc (7.2)

Both $  and K  are required to be positive definite and symmetric.
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The Gamma-distribution, G{(l>\oi, (3), with shape parameter a  and inverse scale /3,

p{(f)\a, /3) = exp -p<f), </> > 0, (7.3)
1 [a)

is a scalar variant of the Wishart; for a degenerated 1-dimensional Wishart density, K)  =

g ( e \ i u , i K ) .

The normal-Wishart distribution is a joint distribution of two quantities: a n  x 1 random vector 

d and a n  X n random matrix Its distribution is parameterised by its mean Oq, inverse scale K ,  

number of measurement parameter A and degrees of freedom z/ and is defined by the joint density

- i t r $ (A 5 ( e )  +  K ) (7.4)

where S{0) = {6 — Oo){0 — OoY ^^d tiA B  denotes the trace of the matrix product AB. ^  The 

density may be seen as a compound of a normal and Wishart density with common parameter 

In one dimension the normal-Wishart degenerates to the normal-%^ or normal-gamma density.

Notation
We write random variables in Greek letter, while fixed quantities are written in Roman let
ter. Occasionally we denote fixed parameters also subscripted by a ‘zero’. We write vector 
quantities in bold lower case, e.g. x, and matrix quantities in bold upper case, e.g. A.

For computational purposes it is more convenient to use the inverse of the covariance matrix,
$  = rather than covariance matrix, S, itself. The quantity $  is also referred to as 
the precision. We have therefore used a slightly different notation for the densities than 
commonly used.

In the following, we denote the normal distribution of random variable 0 with mean Oq and 
covariance E = by N{0\6q, $ ) rather than the more common notation

Furthermore, we denote the Wishart distribution of random matrix ^  with scale matrix 
S  = K~^  and degrees of freedom u by K)  rather than the more common nota
tion W (^ |i7, 5), where K  is called the inverse scale.

Finally, we denote the normal-Wishart distribution for random vector 0 and random ma
trix $  with with mean 0q, inverse scale K , number of measurement parameter A and de
grees of freedom u by WkV(0, $|Oo, K )  rather than the more common notation
A/’W(0, ^|0o> {XS)~^ ; u, S) (the latter notation is also used in Gelman [53]).

^The trace of matrix product A  - B  is simply the sum of the element products, J2ij and may be seen as a
generalisation of the vector inner product.
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7.2 A Bayesian Framework for Optical Tomography

Setting up a probabilistic model for the imaging problem in Optical Tomography follows closely 

that of general Bayesian analysis and requires the following steps:

1. Determine model, parameters and relevant transforms.

2. Derive the likelihood.

3. Assess prior information available and set up any priors.

4. Construct the posterior and analyse it using, e.g., optimisation or sampling techniques. 

Model, parameters and transformations

The general description of the likelihood model has already been given in Chapter 4 on maximum 

likelihood. We summarise the description here again for completeness.

Multiple data-types. One of the characteristics of Optical Tomography is the availability or 

rather necessity of using multiple data types because the problem is otherwise not-unique (Ar- 

ridige [10]). When using K  data types we will denote the full data vector by y  but write 

for the subvector corresponding to the A:th data type. Similarly, we will denote by [^y]k the 

component precision in the full data precision

Dual parameter space. Another important aspect of Optical Tomography is that the optical prop

erties of a medium are determined by two parameters: the amount of absorption by its optical ab

sorption coefficient pa and the amount of scattering by its diffusion coefficient k (or equivalently 

by the reduced scattering coefficient The data depends on both parameters and consequently 

we have also to estimate both parameters (simultaneously) in the inverse estimation problem.

Let p  be the vector containing coefficients of the absorption image (with respect to a partic

ular basis) and let k  be the vector containing the coefficients for the scattering image. We will 

sometimes denote 6 = {p, k ) if we mean both vectors.

Is an image really “random"?
One might raise the question if it is proper to model the image as a random variable. Is

^Absorption, diffusion and reduced scattering coefficient are related by: «  =  1 /3 (/x'a -I- Pa)
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an image really “random”? Must there not be a single “true” image? While classical and 

Bayesian methods both agree that the data is a random variable, classical methods would re

gard the image not as random but as a fixed (but unknown) parameter. We make the following 

comments.

First, while the “true” image may be a fixed parameter, its estimate is may still be regarded 

as a random variable described by a probability density with a mean and standard deviation. 

Secondly, we note that in a Bayesian setting the distinction between estimated parameters 

and random variables becomes rather futile: estimated parameters are random variables of 

their prior densities.

Projection operator. The operator V  is the projection operator that transforms 6 to projection

rj = 7^0 = 'P{p , k ) (7.5)

In Optical Tomography V  is nonlinear and is a concatenation of transformations: including (lin

ear) basis transforms, (nonlinear) diffusion operator and any (nonlinear) data transforms. For their 

definitions refer back to Section 3.4.

Logarithmic transformation. In Optical Tomography the optical scattering coefficient, /ia, and 

the diffusion coefficient, n, are all strictly positive and it is convenient to work with their loga

rithms instead. For data types that are strictly positive, such as the integrated-intensity or mean 

delay-time, we also apply a logarithmic transformation. In the following we implicitly assume 

that the optical parameters and data have been suitably transformed to their logarithms. This 

means that the projection operator V  and its derivative must be suitably expressed for the trans

formed parameters. For 6 = log ̂  the following relation for the derivative operator holds:

because dO = d log^ =  In above, all elementary operators are meant to operate element

wise on the vectors.

Parameter Transformation.
If we know that a random variable is strictly positive we may model it using a strictly pos
itive distribution such as the Poisson or gamma distribution. Alternatively, we may take the 

logarithm of the variable so that its parameter space extends to (—oo, — oo) and then describe 

it with a (symmetric) normal distribution. Many strictly-positive variables that seem not nor

mal may in fact be normal in their logarithms. Preference for using normal densities is strong
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name space definition

logarithmic

logit

probit

power-transform

(0 , oo) ->• ( - 00, oo) 

(0 , 1 ) (—00, oo) 

(0 , 1 ) —> (—oo, oo)

(0, 1 ) —> (—oo, oo)

z =  logx

z =  logit(x) = log

z =  er f^ (x )
_  f z =  log X for f =  0 

^ ~  \  z = {pd — Vj/t for f 7  ̂0

Ta b l e  7.2: Summary of common parameter transformations (from Box and Tiao [28]).

to keep the analytical forms simple and for computational reasons. Normality, either in the 

original parameter space or after logarithmic transformation, should always be checked by 

statistical analysis of measured data.

Similarly, we may use a logit-transform on quantities that lie between 0 and 1. A special 

transformation worth noticing is the power-transformation as proposed by Box and Cox, and 
indicated in Table 7.2 (see for instance in Gelman [53], or in Box and Tiao [28]). By choosing 

a suitable value of t one has a family of transformations that continuously ranges from the 

logarithmic to the family of power transformations. When sufficient data is available it would 

possible to include parameter t in the analysis and estimate the best possible transformation 

to obtain normality.

Joint density

Bayesian modelling starts by specifying the joint density

p ( y . e m  (7.7)

The joint density relates parameter 0 with observed data y through a physical model. The model 

is often referred as the hypothesis or the “design” EL Notice that the joint density does not specify 

which of y  or 0  is given  or unknown.

In O ptical Tomography our hypothesis, EL, is the set of all known parameters and physical 

models that includes the Diffusion Equation and the more rigorous Transport Equation, but EL 

also includes knowledge of the physical geometry of the objects, placement of the optical fibers, 

the assumption of known refractive index distribution and possibly other additional information 

about the measurements. The data y contains the measured time profiles or any temporal moments 

thereof (in the form of data types as mentioned in Section 3.2). The parameter vector 0 then 

contains the values of the absorption and diffusion images.
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Specification of the likelihood

In following we assume that all densities are implicitly conditioned on HL Under assumption of 

Gaussian distributed errors, our likelihood is modelled as a normal distribution with unknown 

mean and precision,

p {y \ e , ^ y )  = A f { y \ v e , ^ y )  oc \^y\^ e x p - ^ { y - V O ^ ^ y i y - V 6 )  (7.8)

where

y  : the data,

9 : the vector containing /x and k ,

V  : our projection operator,

^ y  : the precision matrix of the likelihood.

(7.9)

The associated error term, Qih, is defined as the negative logarithm of the likelihood

Qih(^) ^ y )  =  — Inp =  const — -  In |$y | +  ~ (y  — V 9 ) ^ ^ y { y  — VO). (7.10)

and is a function of two variables 9 and $y. We see that this error term is identical to the 

first objective function that was introduced for full maximum likelihood (FML) estimation in the 

previous chapter, except that we used a covariance matrix in the notation instead of a precision 

matrix. While in the FML framework the addition of the log-determinant may have seemed rather 

ad hoc, the term arises naturally in the probability-derived objective function above.^

Homoscedasticity. Equation 7.10 represents the likelihood for general data precision $y. As 

argued in the previous chapter we choose to model the data errors to be homoscedastic (equal 

variance) within each data type. In the latter case, the total precision matrix $y  is blockwise 

uniform diagonal, or its component precision matrices are proportional to the identity matrix, i.e. 

=  otkl.

^This is no coincidence. Of course we had derived this probability-based objective function before we proposed 
the one for FML!
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Assuming homoscedasticity within data types the log-likelihood can be written explicitly in 

terms of subvectors and scalar component precisions ak,

1 K ^ K

Q\h{0,0 !i, 0 !2 , . . .  cxk) = const — -  ^kiVk ~~ 'Pk^YiUk ~  Pk^)^
f c = l  k=l

(7.11)

where Mk is the dimension of sub vector 

Specification of the prior densities

Bayes requires that we must assign a prior to any variable that is modelled unknown. Our pro

posed Bayesian model adds a Gamma prior on the data precisions, ak, and separate normal- 

Wishart priors on the pairs of parameters, {/x, and {/c, precision matrices and 

are newly introduced (hyper)parameters that serve to “structure” the prior distribution for p. and 

K, respectively.

We model the priors for p  and k, to be independent because we may want to model prior 

information about the absorption and scattering images differently using densities of different 

form. The definitions of the Wishart and normal-Wishart have been given earlier; the Gamma 

density is just a scalar version of the Wishart. Other choices of prior densities are possible but as 

said before the Wishart and normal-Wishart are conjugate to the normal likelihood.

Functional form. In rest of this thesis we assume using two data types, i.e. K  = 2. The formulas 

are easily generalised for using more data types. We also write p  and k  instead of the combined 

image vector 0. We write Ç{a,p)  for the Gamma density with shape parameter a  and inverse 

scale parameter p. The densities combine to a joint prior density of the form

oc G{oti \ \Vy, \Ki)  X G{oL2 \ \ y y , \ K 2 )

X A/'W(/c, $ k|ko, (7.12)
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where the new parameters are

a i , a 2 : scalar data precisions (for first and second data type),

K i , K 2 : the inverse scales and

Uy : degrees of freedom of the Wishart priors;

K k : the inverse scale matrix,

: prior mean,

z/K : degrees of freedom parameter,

A^,A« : number-of-measurement parameter and

: precision of the normal-Wishart prior for /x and k, respectively . (7.13)

We notice that and are newly introduced variables that come from the normal-Wishart 

prior. All precisions, {o;i, « 2 , ^k}, are not fixed but are included in the estimation process.

Note that we have modelled the degrees of freedom, Uy, of the Wishart prior on the data precisions 

to be equal. All matrix parameters K ^ }  are required to be positive definite and

symmetric. Furthermore, we restrict ourselves to strictly diagonal precisions.^

Error term. The associated error term of the prior is defined as the negative logarithm of its 

density,

Qpr(/x,«,o;i,û!2 ,^A^,^/c) =  const -  ^Qylnai  -  ^g^lno !2

-  2 ( 1  +  9/ i )  I n

— 2  111 1$^! +  (7 14)

‘*Non-diagonal precisions, i.e. with non-zero off diagonal terms, would correspond to allowing spatial correlation 
in the image. In this thesis we will model spatial correlation using a derivative transform rather than explicit element- 
to-element correlation. Transformations in general can be seen as to diagonalise the precision matrices.
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where we have defined the effective degrees o f freedom,

% ~  ~  2 ?

Qn =  -  N  -  1,

Qk = ~ N  — 1, (7.15)

where N  is the dimension of precision matrices and (i.e. the dimension of a single 

parameter or k,). We have further defined the covariance matrices

S k{k ) = {k  -  Kq){k  -  Kof f . (7.16)

Specification of the joint posterior density

The joint posterior density states the relationship between all parameters of an estimation problem 

given the data and is simply proportional to the product of the likelihood and all priors,

p(0, a i, Q2, ^ « 13/ 1 , 3/2 ) oc p(2/ilai, /X, k ) x p(y2l«2, P, «) x 7r(/i, k , a i ,  Q2, ^«)

=  Af{yi \Vi{ f i ,K) ,ai I )  X Ç{ai\^Uy,^Ki)

X AT(î/2 |^ 2 (p ,k ),o ;2 J) X g{a2\^i^y,^K2)

X A/'W(«, K k) (7.17)

The quantities that need to be estimated are: {/x, k , a i ,  0:2, All other parameters are

fixed hyperparameters that determine the distributions and are chosen in advance.
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The total objective function is a sum of error terms from the likelihood and all priors,

Q i P i  ^ /c ) — Q lh (- • • ) "b Qpri' • • )

=  const -  i ( M  +  Çy) l n a i a 2

+  k )  K i )  +  -0!2(<S'2(/i, k) + -ff2)

-  2 ( 1  +

— 2  In +  -tr$«(A«;SK(K;) +  JCk) (7.18)

where

Si(fjL, k ) = (2 / 1  -  Viif i ,  K, )y{yi  -  V i i n ,  k ))

52(/x,k;) =  (y2 - ^ 2 (At,«i))^(y2 - ^ 2 (m ,«)) (7.19)

are the sums of squares of components of the data residuals. Matrices 5^ and have been 

defined in Eq. 7.16.

Graphical models and C++ implementation using BeTOAST.

Compared to the single likelihood that was used in ML estimation we see that the posterior density 

is much more complex and generally consists of a number of densities. The formula for the 

posterior becomes increasingly more complicated when setting up full hierarchical models that 

we will introduce in the next chapter.

In Appendix D we introduce graphical models to visualise the posterior density. Graphical 

models are important not only for visualisation, but we believe that they are also an essential

tool for building complex probabilistic models in a systematic way. A short guide of building

probabilistic models “the graphical way” and how to implement these with our developed B e 

T O A S T  library is given in the Appendix.

Figure 7.2 shows the graphical model that corresponds to our Bayesian model. Parameters 

are denoted by circles; bold circles are parameters to be estimated. The arrows represent depen

dencies between parameters. Figure 7.3 is essentially the same as the graph in the previous figiu'e 

but dependencies are now explicitly shown by the density nodes in the graph.
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K.kK.m

a.2phi.k.mO

phi-2,phi.1

F i g u r e  7 .2:  Graphical model corresponding to the Bayesian model estimation of a dual param
eter and dual data type problem. Bold circles represent estimated parameters. Nodes ‘m’ and ‘k’ 
correspond to image parameters /x and k respectively.

K.kK.m

phi.k. 8.28.1 mO

jDhi.1 Phi.2l

TN

= TOAST node 

( T Z )  = density node 

O  = fixed peremeter

= estimeted peremeter

F i g u r e  7 . 3:  Graphical model corresponding to our Bayesian model showing densities explic
itly. The diamond-shaped glyph in the centre represent the forward projection operator. Nodes 
‘m’ and ‘k’ correspond to image parameters /x and « respectively.
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7.3 Finding Posterior Modes.

The posterior density summarises all we (can) know about the parameters given the data. Ideally, 

a rigorous Bayesian analysis would show its whole distribution to convey any (un)certainty in the 

parameters.

Mode finding versus sampling. In this thesis we suffice by computing the joint mode of the 

posterior for several reasons;

1. Our state space typically includes 5 vector/matrix parameters each of a dimension of about 

1500, thus a total problem dimension of about 8000 unknowns. For 3D modelling or more 

complex probabilistic models this number becomes even larger. Sampling such a huge state 

space is not a trivial task.

2. The nonlinearity of the projection operator P  in the likelihood prohibits the use of standard 

sampling methods. We are not aware of any efficient methods for nonlinear sampling.

Thus, due to practical limits we are restricted to using modal estimates. To find the posterior mode, 

we can use standard optimisation methods for multiple parameters. We have used a nonlinear 

conjugate gradient solver that was generalised to handle both vector and matrix parameters.

Despite the reasons for not pursuing sampling methods in this thesis, we feel that sampling 

is an important topic that must be addressed in future. Sampling is a rigorous method to provide 

confidence intervals for the estimated parameters. While a confidence analysis based upon a 

Gaussian approximation around the mode is possible, such an analysis would still need to be 

checked by rigorous sampling (see Gelman for further references [53]).

An important class of sampling techniques in Bayesian analysis are Monte-Carlo Markov- 

Chain (MCMC) methods. The concept of MCMC methods is to produce a long sequence of 

random walks that converges to a stationary distribution that equals the posterior distribution. 

The most widely used methods are the Metropolis-Hastings algorithm and the Gibbs sampler. 

See Besag [22] or [54] for sampling methods in Bayesian analysis.
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7.4 Characterisation of the Normai-Wishart Prior

The normal-Wishart density shows some profound differences in its behaviour compared to the 

normal density. We here characterise the functional behaviour of the normal-Wishart density.

Definition

The normal-Wishart distribution is a joint distribution of two random variables, a m x 1 dimen

sional random vector 6  and sim x m  dimensional random matrix with density

=  AfW{e,^\eo,XK-^-u,K)

oc I %  I & I ̂  I i  exp -  ̂  t r^  [ -k fC] (7.20)

where

S0 = ie-Go)ie-eoV  (7.21)

is a sample covariance and K  is the inverse scale matrix (or later defined as the prior covariance); 

6 0  the prior mean, A the prior number of measurements and i/ the prior degrees of freedom 

parameter. The negative logarithm of the density is

— Inp =  const — i( i /  — m) In 1̂ 1 -I- ^ tr$(A 6 ĝ -f- K ) .  (7.22)

and the partial derivatives of the log-density with respect to 6  and (diagonal) $  are respectively

- ■ ^ I n p  = X i ( 0  -  0o), (7.23)

and

= -{ly -  m ) ^ ~ ^  + {XSe-{■ K ) .  (7.24)

Choosing values for u and K

What remains, is to choose values for the prior degrees of freedom v  and matrix K .  Their 

“optimal” values will vary case by case as it depends on the (spatial) statistical properties of
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Mtrue Ktrue

a 0.195 0.190
a' 0.0515 0.0500
0 26.2 26.6

377 401

T a b le  7.3: Calculated standard deviations and precisions of zero-order {o’, </>} and first-order 
{(t', 0 '} statistics of true absorption and scattering image of the head-shaped phantom.

image.

Prior précision. First we will define the p rio r  precision. As an example we have computed 

the standard deviations and precisions of the true images of our original head-shaped phantom of 

Fig. 4.1. Table 7.3 summarises the standard deviations and precisions of zero-order and first-order 

statistics (spatial gradient) of and «true» respectively corresponding to the true absorption  and 

scattering  images. Remember that vectors p  and k  have been transformed to their logarithms, so 

that the reported values for the standard deviations and precision are relative  values for the actual 

absorption and scattering images. Thus a value of a  =  0.195 means that the p  images varies on 

the average about 20% around its mean value. A value of a' = 0.0515 means that the gradient on 

the average changes about 5% in the images. The corresponding values for the prior precisions (f) 

and (f)' are also given in the Table.

Suppose that the values of the standard deviation are given a priori. We can define a prior  

covariance matrix. So = diag(cr^). Similarly, we can define aprior precision, $o =  In 

practice the “true” solution is not known a priori and we can either use example solutions that are 

representative to the solution, or we may choose reasonable values subjectively.

Parameterisation o f K .  The value of K  relates to the prior precision $o through the degrees of 

freedom parameter u. The conditional mode of follows by equating Equation 7.24 to zero and 

yields

$|6»  =  (1 +  5 )(A S «  +  A : ) - i . (7 .25)
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where q = 1/  — m  — 1. We know that for g 1 (i.e. for large number of prior measurements) $  

must converge in the limit to the prior precision $ 0  so that

^  =  (co +  ç)$o  ̂ =  (co +  g)6 'o. (7.26)

Without loss of generality we take A =  1 and we choose cq =  1 for reasons that will become 

clear later. The precision then relates as

$  =  (l +  g)[5« +  (l +  «)So]-^ (7.27)

and we see that for ç =  0 the covariance is the just a weighted sum of prior covariance S q and the 

sample covariance S q. We have encountered the prior covariance earlier in the derivation of the 

FML objective function as a “thresholding matrix”. For ç 1 the precision converges (correctly) 

to the prior precision $ 0 .

Plots. The left plot in Figure 7.4 shows the negative log-density of the normal-Wishart density 

in one dimension ^

— \ u . p { 6 , ( f ) )  oc const — —{1-h q ) l ^ ( f >  K)  (7.28)

as a function of 6 for different values of q (for unit number of prior measurement and zero prior 

mean) where </> =  cr“  ̂ has been conditioned on the value of 9. That is, in order to calculate the 

log-density value for a particular 9' we first calculated the conditional mode a' = mode((j|0') 

(plotted in the right graph), then we calculated the the log-density value p{9', a') (plotted in the 

left graph). An offset has been added to the values to normalise the errors at ^ =  0. The right 

graph in the figure shows the corresponding conditional value of the standard deviation a\9. The 

left plot in the Figure thus shows the log-density, or error, that a particular value of 9 induces 

after f  has been optimised.

We observe the following:

1. From the right plot Figure 7.4 we see that for small values of q, the estimate of the standard 

deviation is close to the actual sample value, i.e. a ^  9. However, there is always a lower

T̂he normal-Wishart density in one dimension is also referred to as the normal-gamma or the normal-%̂  density.
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F ig u r e  7.4: Left: Plot of one-dimensional normal-Wishart log-density as function of 6 with 
K  = (1 -(- 9) for different different values of 9 = 0 ,  1 ,4  and 40. The quadratic error is also 
shown for comparison. Right: corresponding estimated standard deviation as function of 9 for 
different degrees-of-freedom.

bound at 0 =  0. A lower bound for cr corresponds to an upper bound for the precision 0.

2. For large value of 9  > ~  40 the normal-Wishart log-density for 9 approximates the quadratic 

error function very closely. We also see that for the same large value that the standard 

deviation is increasingly more biased towards the prior value ctq =  1 .0 .

3. By having used the convenient parameterisation of the inverse scale matrix K  — (1 -|-9 )So 

the curvatures of the functions at the minimum are independent of the value of q. The value 

of the curvature is simply given by the precision

a '  , (7.29)

The curvature of the prior relates with the “information content” of the prior (like the cur

vature of the likelihood relates with the Fisher information) and we can now vary q but 

keep the precision constant. This will be important for comparison of images in our test 

reconstructions.
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Relation with the Student-t distribution

The normal-Wishart distribution is related with the Student-t distribution because its marginal 

density over 0 is multivariate-^ (see for example in Gelman [53]),

p (e \ \ , 6o , v , K)  oc ( 1  +  X{e -  e a f K - \ e  -  • (7.30)

The normal-Wishart may be seen as a factorisation for the Student-t density where the precision $  

is regarded as an auxiliary variable^. One may argue that it may therefore be more convenient to 

use the Student-t density instead. However, the normal-Wishart density provides a more general 

framework with following advantages:

1. Sampling of the Student-t distribution is commonly performed stratified using subsequent 

draws from the Wishart and the normal distribution.

2. The precision matrix of the normal-Wishart may be important to assess the contribution of 

the prior to the posterior precision.

Generalisation of the classical Tikhonov prior

We illustrate steps in generalisation of the classical (quadratic) Tikhonov prior that naturally lead 

to the choice of the normal-Wishart density as a broader class of priors.

1. Step 1. Assume the associated density for the standard form of the Tikhonov prior for 6 

with fixed scalar régularisation parameter «o,

p{0\ao) oc exp -^o ;o(0  -  -  ^o) (7.31)

which is the normal density around an assumed value do.

2. Step 2. We generalise the above using a general matrix $o (still fixed) and write

p{0\^o)  (X exp - i ( 0  -  -  ^o) (7.32)

^An auxiliary variable is a variable that does not strictly enter in the parameter model but is introduced to facilitate 
computation.
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or we can write

p (0 |^o ) oc exp -itr^o<S^(0) (7.33)

where the sample covariance for 0 is defined as

s{e) = { e - e o) { e - e of .  (7.34)

Note the scalar (Tikhonov) case is still obtained for =  diag(ao).

3. Step 3. Now we assume that $  is not fixed, that is we include it in the estimation (note the 

omission of the subscript ‘0’). But Bayes then requires us to assign a prior on $  leading to 

a joint density

p(6>, $ )  =  p (0 |$ )p ($ )  =  N{e\OQ, $ )  - p (^ ) , (7.35)

wherep{0\^)  is normal and was defined in 7.33. The density p ($ )  is the prior for $ .

4. Step 4. A natural choice for the prior p ($ ) is the conjugate prior for the precision matrix

of the normal distribution which is the Wishart density

p{^ )  = W { ^ \ y , K ) .  (7.36)

Then the density of the joint prior becomes

p((9,$) oc N( 9 \ d o , ^ ) - y \ >{ ^ \ p , K)

= K W ( 0 , i \ e a , K - ^ - , t ^ , K ) .  (7.37)

The latter is the normal-Wishart density for number of measurement parameter A =  1.

The steps above is a heuristic justification of the normal-Wishart density as a generalisation for the 

normal density with scalar precision which was used for standard Tikhonov régularisation. The 

normal density (thus Tikhonov régularisation) can be obtained by conditioning on $  explicitly 

(i.e. fixing $  =  $o) or in the limit of >  1 for appropriate value of K
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7.5 Régularisation Using Zeroth-Order Priors (Type I)

In this section, we perform test reconstructions using the Bayesian model as was described in the 

previous chapter. The choice of the test cases is to show the behaviour of the normal-Wishart 

prior. In particular we will investigate the behaviour of the prior depending on the prior precision, 

$ 0 , and depending on its the degrees of freedom parameter, q.

We refer to the untransformed prior density as a zeroth-order prior (or Type I), in contrast to 

\h& first-order prior (or Type II) that will be introduced later. The former regularises on the image 

value, while the latter regularises on the spatial gradient of the image.

All reconstructions are simultaneous reconstructions for absorption and scattering from sim

ulated cm 3+s001 data types. We will test two cases:

I. In the first set of tests we performed an “inverse crime” and have chosen this to see what

the effects the prior has in the most ideal case.

II. In the second set of tests we used data from meshO and we included considerable uncer

tainty by adding noise, perturbing the source-detector positions and assuming no knowledge 

of the background.

For comparison, we will also show the corresponding images that correspond to classic 

“zeroth-order Tikhonov régularisation”. For this we \\2cvq fixed the precisions of the prior to their 

(uniform) initial value (i.e. we did not include them in the estimation).

Test 1: Reconstructions from noiseless data

Figures 7.5 and 7.6 show the reconstructed absorption and scattering images of the head-shaped 

phantom from noiseless data for different values of the prior precision, $o, and degrees of free

dom parameter, q, of the normal-Wishart prior.

The reconstructions were started from the “correct” background (that is the parameter values 

corresponding to the grey/white matter region) and the same value was used for the prior mean. 

All reconstructions used data created from the same mesh (m esh2 ) (i.e. “inverse crime”) and 

assumed precise knowledge of source and detector positions.

The top row in the figure shows the images that correspond to classical “zeroth-order Tikhonov 

régularisation”; these images are denoted by ‘RML’ (=regularised maximum likelihood). For
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R>IL

q=4

q = l

q =0

0 0 = 4 1 6 l e 2 4 e 2

F ig u r e  7.5: Absorption images from noiseless simulated cm3 + s 0 0 1  data using a Type-I 
normal-Wishart prior for values of q and prior precision 0o- Lower left image: target object.
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RML

q = 4

q = l

q = 0

(f)Q= 4 1 6 l e 2 4 e 2

F ig u r e  7.6: Scattering images from noiseless simulated cm3 + s 0 0 1  data using a Type-I 
normal-Wishart prior for values of q and prior precision 0o- Lower left image: target object.

q=0 q=1 q=4 RML q=4 RML

F ig u r e  7.7: Solution norms of absorption (left) and scattering images (right) from noiseless 
simulated cm3 +s001  data using a Type-I normal-Wishart prior for values of q and different 
prior precision. Each column for one value of q or for RML corresponds to, respectively, prior 
precisions (po=4, 16, 100 and 400 (left to right).
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RML

q = 4

q = l

q = 0

%
M

00=  4 1 6 l e 2 4e2

F i g u r e  7 .8:  Absorption  im ages from simulated noisy cm3 + s 0 0 1  data using a Type-I normal- 
Wishart prior for values o f q and prior precision 0q. Lower left image: target object.

Z$> 1 the normal-Wishart density should approximate a normal density, and we see from the 

Figures that for ç =  4 the images are already fairly similar to those of RML.

Test II: Reconstructions from noisy data

Of much more importance is how the prior behaves in the presence of noise and random er

rors. Figure 7.8 and Figure 7.9 respectively show the reconstructed absorption and scattering im

ages when considerable uncertainties are present. We included (34-10)% noise on the simulated 

cm3 4 - s 0 0 1  data (i.e. 3% noise to cm3 and 10% noise to sOOl) and the data were created from 

a different mesh (meshO). Furthermore, we added a random error between [-0.5:4-0.5] mm to the 

source-detector positions and started the reconstruction from the “best” homogeneous value.

For comparison, the top row (indicated by ’RML’) shows the corresponding images that cor

respond to classical zeroth-order Tikhonov régularisation with scalar (and fixed) régularisation 

parameter.
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RML
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q = 4

q = l

q = 0

0 0 =  4

F i g u r e  7 .9:  Scattering im ages from simulated noisy cm3 + s 0 0 1  data using a Type-I normal- 
Wishart prior for values o f  q and prior precision 0q. Lower left image: target object.

q=4 RML
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C|=0 C|=1 C|=4 RML

F i g u r e  7 .1 0 : Solution norms o f  absorption (left) and scattering im ages (right) from simulated  
noisy cm3 + s 0 0 1  data using a Type-I normal-W ishart prior for values o f  q and prior precision. 
Each colum n for one value o f  q, or for RM L, corresponds to prior precisions <po=4, 16, 100 and 
400  (left to right).
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Discussion

From the examples we conclude the following with regard to using Type-I normal-Wishart priors 

for imaging,

• In the noiseless case a small value of the degrees of freedom yielded better absorption and 

scattering images than images obtained using classical zeroth-order Tikhonov régularisa

tion.

• In the presence of noise and random errors, all scattering images fail to suppress the noise 

satisfactorily. Table 7.10 suggests that control of noise is worse for low degrees of freedom.

• The scattering images are considerably more sensitive to noise than the absorption images. 

We note that noise artifacts are predominantly concentrated near the boundary.

7.6 Régularisation Using First-Order Priors (Type II)

While the introduced Type-I priors regularise on the zeroth-order norm of the solution, we some

times want to express our prior knowledge on the spatial gradient. For example, we may want the 

prior to represent a certain amount of smoothness of the image.

In this section we discuss Type-II priors that regularise the image on the spatial gradient. We 

will see that the Type-II prior is considerably better in suppressing noise compared to the Type-I 

prior.

Probability Model

Gradient matrix. Let 0 be a n-dimensional image vector and let 6% the number of neighbours of 

element i. Let K  = 6%, i.e. the twice the total number of neighbourhood pairs where i sums

over all elements. We introduce a gradient matrix, M ,  that defines its values as

(7.38)
n j

where r{j is the geometric distance between element i and element j \  the values are pairwise 

spatial derivatives of 6. A  single row of matrix M  has two entries of opposite sign, corresponding 

to the element itself and one of its neighbours. In the following example, the first element has two
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neighbours and contributes two rows to M ,  i.e.
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M  =

^ W\ —W l 0 0 0  •• • 0 \

W2 0 - W 2 0 0  •• • 0

0 W3 0 - W s 0  •• • 0

\  : /

(7.39)

The weights Wi are equal to the inverse distance between the neighbour pairs. The size of M  

depends on the total number of neighbour pairs in the basis. For example, in our examples a 

typical mesh contained 1373 nodes and had 7988 neighbour pairs. The dimension of M  is thus 

7899 X 1373.

The matrix M  then transforms parameter 6 to

z  = M 0 ,

where 6 is either image or k , and z is a vector of dimension K  x 1.

(7.40)

First-order prior (Type-II). We can apply the gradient transform to the normal-Wishart prior to 

obtain a first-order or Type-II prior,

p { 0 ,^ , \z o ,X z K ;^ - ,i '. ,K ,)  e x p - ^ t t ^ , i S , { e )  + K , )  (7.41)

where

Sz{^)  — ~ ^o)(^ ~  — {MO — zq) { M O  — z o ) (7.42)

is a AT X K  sample covariance matrix in gradient space; matrix is the precision of the prior. 

The mean parameter is often taken zq =  0 to represent a uniform reference.

Markov random field priors.

So-called Markov random field (MRF) priors have been proposed to induce local correlation in 

the prior. The term “Markov field” denotes that régularisation of an elements only depends on the 

members within its finite neighbourhood. In MRF methods the penalty function is a function of
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the value differences of neighbouring elements that belong to the same clique.

Only when is diagonal, Type-II priors are a special case of MRF priors. To see this, con

sider Eq. 7.41 (taking, for simplicity, zq = 0). We can re-express t r $ ^ 5^(0) as 

showing that the implied normal distribution for d (conditional on has precision matrix, say, 

H  = { M ' ^ ^ zM ) .  From the definition of M  we see that, so long as is diagonal, the (i , j)  

entry of H  will vanish when i and j  are not itself or neighbours — this implies that 9i and 6j 

will then be conditionally independent, given the values of all other 9's, which in turn implies the 

Markov property.

However, if is not diagonal, the above argument breaks down, and so (since is itself 

random with a Wisart distribution) overall we do not really have a Markov prior anymore. For 

non-diagonal $ 2 , Type-II priors are therefore more general than MRF priors because non-local 

correlations (defying the Markov property) are allowed.

Graphical models

The graphical model representing the Bayesian model with Type-II priors is shown in Fig. 7.11. 

The figure only differs slightly from Fig. 7.3 by inclusion of the small triangular glyphs that 

represent the gradient transformation of parameters in the prior.

Test reconstructions

We have performed reconstructions using the Type-II prior for different parameter settings of the 

normal-Wishart density. The choice of the test cases is to show the behaviour of the normal- 

Wishart prior in conjunction with the gradient transform. In particular we will investigate the 

behaviour of the prior depending the prior precision and the degrees of freedom parameter q.

Test I: Reconstructions from noiseless data

In the first set of tests we performed an “inverse crime” and have chosen this to see what effects 

the Type-II prior has in the most ideal case. For the precision of the likelihood we chose a near 

GPU prior (and set qy = 0) but assumed equal variance within each data type. Reconstructions 

were terminated after a maximum of 100 CO iterations if not converged earlier.

Figure 7.13 shows reconstructed images of the head-shaped phantom from noiseless data 

using the Type-II normal-Wishart prior for different values of the prior precision $ 0  and degrees
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W  = TOAST node 

C  ^  = density node 

Q  = fixed parameter

= estimated parameter 

A  = transform

F ig u r e  7.11: Graphical model corresponding to the Bayesian model with Type-II normal- 
Wishart priors. The small triangular glyphs represent the gradient transformations.
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RML

q = 4

q = l

q = 0

0=4 0 l e 2 4 e 3 l e 3

F i g u r e  7 .12:  Absorption  im ages from noiseless data using a Type-II normal-W ishart prior for 
values o f  q and prior precision 0o- Lower left image: target object.

of freedom parameter q.

The reconstructions were started from the “correct” background and we used data that were 

created from the same mesh (m esh2 ) (i.e. we performed “inverse crime”). Furthermore we 

assumed precise knowledge of source and detector positions.

The figure also show the images for fixed uniform diagonal precisions and of the 

normal-Wishart priors (but the data precision is still being estimated). These images are denoted 

by ‘RML’ (^regularised maximum likelihood) and coincide with classic first-order régularisation 

using a fixed scalar régularisation parameter.

Test II: Reconstructions from noisy data

In the second set of tests, we show the effectiveness of the prior to suppress noise. We added 

(3-1-10)% noise on the simulated cm3-i-s001 data (i.e. 3% noise to cm3 and 10% noise to sOOl) 

and the data were now created from a different mesh (meshO). Furthermore, we added a ran-
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RM L

q= 4

q = l

q = 0

F i g u r e  7.13: Scattering images from noiseless data using a Type-II normal-Wishart prior for 
values of q and prior precision 0o- Lower left image: target object.

0=1 q=4 RML q=4 RML

F i g u r e  7.14: Solution norms of absorption (left) and scattering images (right) from cm3 + s 0 0 1  
corresponding to the images in Figure 7.12 and Figure 7.13. Each column for one value of q or 
for RML corresponds to, respectively, prior precisions (po=40, 100,400 and 1000(left to right).
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RM L

q = 4

q = l

q = 0

0=4 0 l e 2 4 e 3 l e 3

F i g u r e  7.15: Absorption images from noisy data using a Type-II normal-Wishart prior for 
various degrees of freedom and prior precision. Lower left image: target object.

dom error between [-0.5:-t-0.5] mm to the source-detector positions and used the initial probing 

optimisation of T O A S T  .

Figure 7.8 and Figure 7.9 show the reconstructed absorption and scattering images respec

tively. For comparison, the top row shows the corresponding images (indicated by ’RML’) that 

correspond to classical first-order régularisation with fixed scalar régularisation parameter.

Discussion

From the example we conclude the following with regard to using Type-II normal-Wishart priors 

for imaging:

• We see from the scattering images that the Type-II prior is much better in suppressing noise 

than the Type-I prior. We can understand this, because noise is better characterised by large 

gradient deviation rather than by large deviations in amplitude; Type-II priors penalises the 

former, Type-I priors the latter.
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RM L

q = 4

q = l  *

q = 0

Æ

#

F i g u r e  7.16; Scattering images from noisy data using a Type-II normal-Wishart prior for vari
ous degrees of freedom and prior precision. Lower left image: target object.

q=4 RML
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q=0 q=1 q=pt RML

F i g u r e  7.17: Solution norms of absorption (left) and scattering images (right) from noisy 
cm3-t-s001 using Type-II normal-Wishart prior corresponding to the images in Figure 7.15 and 
Figure 7.16. Each column for one value of q and for RML corresponds to, respectively, prior 
precisions 0o=4O, 100, 400 and 1000 (left to right).
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• From the noisy scattering images in Figure 7.17, we see that the best images (i.e. that have 

minimum norm) are obtained for a value of $o =  1 0 0  regardless of the value of q\ even 

for the RML case. We will see in the next chapter that this value corresponds to an image 

resolution of about 1 0  mm at 1 0 0  % contrast.

• In the noiseless case all the images show little difference. But this is good, because we 

expect a “good” régularisation prior not to affect the “real” image but only the noise.

• We see from the scattering images that the normal-Wishart prior shows no considerable 

difference with the classic regularised solution (RML). We conclude that for first-order 

régularisation a normal density is sufficient and using a robust normal-Wishart density has 

no special advantages.

We note that the relative suitability of the Type-II prior for the scattering image (as compared 

to the absorption image) is not based on the intrinsic properties of the underlying image, but it 

is based upon our knowledge about the likelihood. That is, our choice for regularising on the 

spatial gradient is not because we know that the underlying scattering image is “smoother” than 

the absorption image, but rather based upon prior knowledge about the noise characteristics of 

the adjoint operator of V.

7.7 Discussion and Additional Remarks

This section adds some additional remarks about the reconstruction model and general Bayesian 

theory.

Comparison to other régularisation methods

Bayesian priors have been mentioned in non-Bayesian settings as the régularisation function, 

smoothing function, model appraisal function [124], stabilising Junction, Gibbs distributions [56] 

etc.

Scalar régularisation. We refer to “scalar régularisation methods” to those methods that use a 

single scalar hyperparameter to provide régularisation of the likelihood. Classical Tikhonov rég

ularisation is this form. The single régularisation parameter can be seen as the ratio of likelihood
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and prior precision. However, we have seen that our objective function consists of multiple like

lihood error terms and multiple prior error terms; a single scalar régularisation parameter is not 

sufficient.

Spatially-varying régularisation. Another limitation of the scalar régularisation methods is that 

they can only provide global régularisation on the image. This has been recognised and lead 

to proposed methods that provide“spatially varying” régularisation. Arridge and more recently 

Pogue et al [108] investigated a spatially varying régularisation that was exponentially weighted 

from the center to the boundary of the image in order to increasingly suppress artifacts near the 

boundary. The extension of the scalar régularisation parameter to a diagonal precision matrix in 

the Bayesian model, leads to a framework that is naturally local.

Estimated precision. Another difference is that while A is considered to be a fixed parameter in 

classical methods, the precisions in our Bayesian method are estimated, but are regularised by the 

Wishart prior. The prior determines the amount of prior uncertainty: a low value of the degrees 

of freedom models the precision as truly unknown, larger value of the degrees of freedom (and 

suitable choice of the inverse scale parameter) will increasingly bias the precision towards a prior 

value.

Spatial correlation. Spatial correlation can be obtained by including off-diagonal elements in the 

precision matrix, or even considering a full matrix if the problem dimension permits. However, 

local correlation can also be implemented by Markov transformations that have been introduced 

in this chapter. It would be elegant to devise an iterative scheme that continually diagonalises the 

precision matrix, and continually reparameterises the densities. See also remark below.

Ensuring positlvity.

Optimisation of strictly positive parameters has often posed unnecessary hurdles in literature, 

often using some kind of a bounded linesearch algorithm (Kaufman [75]). We have elegantly 

handled the problem of non-negativity of the parameters using a logarithmic transformation. Al

ternatively we could have used prior densities for strictly positive parameters, such as the gamma 

or beta density.
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Uncertainty, precision, degrees of freedom.

Uncertainty about an estimate is not only dictated by the measurement precision but also depends 

on the number of measurements. The estimate of a parameter from 2 precise measurements with a 

standard deviation of cr =  1 , may statistically have the same precision as 2 0 0  measurements with 

a = 10 but the uncertainty reflected in the distributional form is different: the former is described 

by a Student-t distribution with 1 degrees of freedom (or Cauchy distribution), and the latter by a 

(nearly) Gaussian distribution with standard deviation a = 1.

The key point is that uncertainty is not quantified only by specifying the precision, but also 

by the shape of the distribution. By using the parameterised normal-Wishart density with a low 

number of the degrees of freedom, we are able to construct precise but robust priors.

7.8 Summary and References 

Chapter summary

We have investigated the normal-Wishart density as a prior for image reconstruction. We have 

compared the reconstructions against classical regularised estimates that assume fixed scalar pre

cisions.

We found that using zeroth-order priors (Type-I) the absorption images obtained were slightly 

better than RML estimates using a low degrees of freedom in combination with a moderate value 

of the precision. Type-I priors for the scattering images fail to suppress noise in all cases.

For the first-order priors (Type-II), the distinction between normal-Wishart priors and quadratic 

priors with fixed precision is little. Noise in the scattering image is much better suppressed using 

Type-n compared to images using Type-I priors.

Overall, we conclude that while the absorption image needs little noise régularisation, noise in 

scattering image is well regularised using a first-order prior (Type-II). Zeroth-order régularisation 

(Type-I) using normal-Wishart priors with a small value of the degree of freedom may, however, 

enhance the contrast in both images.

Additional references

For references on Markov random field priors in image restoration see the original paper on 

Gibbs priors by Geman and Geman [56], or applied to discontinuity recovery see Geman and
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Reynolds [55], or using higher order spatial priors see Lee and Rangarajan [85].

Bayesian methods in medical imaging have been applied primarily in PET and SPECT. See 

for instance Weir [136] for the application of Gibbs priors in SPECT. See Green [60] for using a 

modified EM algorithm. Or Higdon applying MCMC^ to the estimation of hyperparameters [67].

^MCMC=Markov Chain Monte Carlo



“I f  a man will begin with certainties, he shall end 
in doubts. But if  he will be content to begin with 
doubts he shall end in certainties.” (Francis Ba
con)

C H A PTER 8

A  H i e r a r c h i c a l  M i x e d  P r i o r  

M o d e l

In this last chapter we extend the Bayesian model that was described in the previous chapter in two 

ways. First, we introduce so-called hierarchical modelling that defines hyperpriors at a second 

level of inference. Secondly, we will mix both Type-I and Type-II priors at a single level.

Furthermore, we will take a different approach to determine the hyperpriors. In this chap

ter we will try to determine hyperparameter values by assessing our prior information a priori. 

Finally, we give a reconstruction example using real data from preliminary experiments.

8.1 Hierarchical Modelling of the Mean

As a first extension, we propose to extend the model with a hyperprior on the prior mean. We 

explain this in the following.

In the reconstructions before, we have set the prior mean of the zeroth-order prior to the best 

uniform value that fitted the data. That is, we optimised for the likelihood

p(y\p)  and p(y\h) (8 .1)

where p, and R are the global means of, respectively, the absorption and scattering image. We 

assigned this value for the (fixed) mean of the zeroth-order prior by setting po = p  and kq = R,

194
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and then constructed priors of the form,

and p {k,\ko). (8.2)

Instead of a separate off-line estimation we wish to include the estimation of the global means 

{/Ü, «} together with the estimation of all other parameters k,

Floating mean. The reason for our choice is that the mean as estimated in Eq. 8.1 may well not 

be the true mean of the image. It may well be possible that during the estimation better values of 

p, and R exist. The idea is to not to fix the mean of the prior but let it “float” during the estimation 

process.

Hyperprior density. The Bayesian solution is to assign a hyperprior on the mean of the first- 

level prior. We disregard any precision parameters $  for the moment and factorise the posterior 

as

K,  /Î,  R\y) oc p ( y | / x ,  k )  • p{p\p)  • p{p\po) • - p ( k | « o )  (8.3)

where the global means p  and R are now modelled as unknown. Mean parameters po and kq are 

the means of the (hyper)prior for p  and «. In a full notation, the equation above should include 

all the precision parameters of the densities but we have excluded them to avoid cluttering the 

formulas. In fact we may also assume that they have been rigorously “integrated out” from the 

joint posterior.

Note the difference in construction of the global means {p,R}.  In Eq. 8.1 the means are 

modelled directly as a parameter in the likelihood, this corresponds to saying that the data are 

generated from a distribution of uniform images.

In the hierarchical approach, the data is still generated from the “real” images, but it is these 

images that are assumed to having been generated from the distribution of uniform images. In 

other words, the prior distribution of uniform images p{p) and p{R) are priors for other priors. 

We refer to p(p)  and p{R) as hyperprior densities. Although such a construction is seemingly 

more complicated, we believe that it closer reflects the real world.
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Not relevant for Type-II priors only. Estimation of the global mean in the hierarchical model

described above would strictly not be necessary for priors of Type-II only. This is because the

“mean” of a gradient transformed prior is (mostly) ‘zero’ to reflect prior belief that the image is 

predominantly flat. More seriously, trying to recover the global mean of, let say image k , using a 

hierarchical factorisation

p[y\K) • p { z { k ) \ k )  • p{R), (8.4)

where

z  = M k (8.5)

with M  defined as in Eq. 7.39 and where the first level prior is of Type-II, would not even be 

able to recover the global mean R because uniform images are in the nullspace of the gradient 

operator. In the latter case the mean R would be totally prescribed by the value of the hyperprior 

mean kq-

GPU assumption. We may expect to be able to use fairly diffuse hyperpriors p(p.lpo) and 

p(k|ko) because the mean values may be reasonably well predicted from the entire image. So 

we will use a normal density with a very small precision to reflect great-prior-uncertainty (GPU).

8.2 Mixed Type-1/Type-II Priors

In the test reconstructions of the previous chapter, we have seen that the absorption image is 

relatively robust to noise and that for this image a Type-I prior, with a sufficient low degrees of 

freedom (and moderate precision), may obtain a better image than the RML one. On the other 

hand we have seen that Type-I priors are not so effective at regularising the high resolution image 

noise in (especially) the scattering image. For the scattering image a Type-II prior that regularises 

on the spatial gradient seemed a better choice. These observations lead to the following ideas:

•  Because we have modelled the priors independently, we can therefore try to use different 

types of priors for both parameters. For example, we choose to apply the Type-II prior to 

the scattering image only and regularise the absorption image with just a Type-I prior.
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• Furthermore, there is no reason why we cannot use both types of priors for the scattering 

image. A combined Type-I/Type-II prior may effectively suppress noise but still retain 

closeness to the prior mean.

Another argument for using a mixed prior is to ensure that minimum nullspace exists in the 

intermediate levels of the hierarchy: the zeroth-order prior “covers” the nullspace of the first-order 

prior. We had already pointed this out in the previous section.

8.3 Probability Model

For completeness, we state the posterior for our hierarchical model with mixed priors. The struc

ture appears most clearly when we, for a moment, disregard the precision and hyperparameters in 

the notation:

p(fi, K, fl, K\y) oc p(y\V(fz,K)) •

X ■ p{p,)

X p ( k \k ) • p ( z ( k ) \ k ) ■ p ( k ) ( 8 .6 )

where

z ( k )  = M k , (8.7)

and M  defined as in Eq. 7.39. We stress that the terms on the right hand side are not meant to 

represent genuine conditional distributions, but are used to show the ingredients of the posterior 

on the left hand side. The densities on the right hand side represent the likelihood, first level 

Type-I prior for /x, a hyperprior density for jl, a Type-I and Type-II prior for k, and the hyperprior 

density for «, respectively.

We assume that the data consists of two data types, partitioned as y =  (2/ 152/ 2 )- By rigorously 

including all precision and hyperparameters in the notation and explicitly specifying the densities.
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the posterior is

p ( / x , K , / i , K , a i , a 2 , $ ; x , ^ K | y )  oc A f { y ^ \ V i { f j , , K ) , a i I )  ■ G { a i \ ^ i / y , ^ K i )

X ^ (^ 2 1 ^ 2 (At, k ), 0^2l) • ^(CK2|§Z/y, § ^ 2 )

X A ^ W ( / x , $ ^ | / i ,  • A / '( / i |A io ,V ’/x)

X V V ( z ( K ) | z o ( K ) , $ z )  -A /" (K |K o ,^ K ) ( 8 .8 )

where z { k )  = M k  are the gradient values of k  using the gradient matrix M ; mostly z q  = 0 

(a uniform image has zero gradient). Further, -0  ̂ and 'ip̂ . are precisions of the hyperprior; all

other parameters have been defined in 7.13. We have implicitly conditioned on the underlying

hypothesis and all other hyperparameters.

The densities on the right hand side represent the normal likelihood, first level Type-I normal- 

Wishart prior for /X, a normal (GPU) hyperprior density for /I; a first level Type-I normal-Wishart, 

normal Type-II prior for k  and the normal (GPU) hyperprior density for k ,  respectively.

Choosing hyperparameter values by assessment of prior information

With the extensions just described, the standard Bayesian model of the last chapter is now con

siderably more complicated. With the increased number of parameters, a heuristical method for 

choosing hyperparameter values becomes almost infeasible. It now becomes important to be able 

to determine rational values for the hyperparameters by assessing our prior information. In fact, 

the ability to quantify prior beliefs is the main virtue of Bayesian modelling. We will do so in the 

reconstruction examples that follow.

8.4 Graphical Model and C++ Implementation 

Graphical model

A graphical model that corresponds to the hierarchical mixed prior model is given in Fig. 8.1. The 

graph visualises the dependencies between the parameters. The extra branches representing the 

additional Type-II prior on parameter k  and the parameters of the new hyperpriors are highlighted 

by a dashed box.
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psi.kK.m K.kmOisi.ml '

phi.z[k.bar]phi.k] a.2

phi.2[phi.1

F i g u r e  8.1: Graphical model of the hierarchical mixed prior model. The hierarchy follows a 
top-down direction with hyperparameter at the top and the data nodes at the bottom. Estimated 
nodes are shown in bold. The extra branches representing the additional Type-II prior and the 
parameters of the new hyperpriors are highlighted by a dashed box. Nodes ‘m’ and ‘k’ represent 
images /x and /c, respectively.

Figure 8.2 is essentially the same of the graphical model in Fig. 8.1 except that densities of the 

parameters are explicitly shown by the densities nodes. Transforms are denoted by little triangles 

between parameters and density nodes.

C++ implementation

The implementation of the model in C + +  using the B e T O A S T  library is included in Appendix D. 

The code is quite lengthy because of the numerous densities and parameters but is by no means 

more complicated than the previous code examples.

8.5 Example I: Reconstructions of the Head-Shaped Phantom

In this first example, we illustrate the hierarchical mixed prior model using the head-shaped phan

tom. As mentioned at the beginning of the chapter, we try to determine the values of the hyper

parameters as much as possible from the assessment of prior knowledge.

Assessment of prior information

Resolution and snaoothness. We want to determine the values of the hyperparameters in terms of 

the maximum expected resolution. This is useful to suppress the noise that exhibits high spatial 

frequencies. For example if we believe that the maximum resolution of the image is about 10
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K.m isi.mj mO K.k psi.k

phi.z.[k.barli.bai phi.k. a.2

ihi.2ihi.1

TN

= TOAST node 

C  2)  = density node 

Q  = fixed parameter

= estimated parameter

= transform

F ig u re  8.2: Graphical model of the hierarchical mixed prior model showing densities explicitly. 
The central diamond-shaped glyph is the ToastNode. Nodes ‘m’ and ‘k’ represent images /z and 
K, respectively.
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mm for objects with 1 0 0 % contrast relative to the background then this means that the maximum 

gradient change is about 1 0 % per mm (in percentage value because we used log parameters). 

This sets the prior precision of the Type-II prior to a value of =  diag(lOO). We use a Type- 

II prior only for the scattering image because, as we have pointed out, the absorption image 

is relatively robust to image noise. The density of the Type-II prior is chosen normal rather than 

normal-Wishart, because we showed in the previous chapter that there seems to be little difference 

between the images using either of the two densities for the Type-II prior.

Unknown mean value. The hierarchical model that is described above assumes that the image 

values are centered around an unknown mean value. As mentioned before, we may safely model 

the hyperpriors as relatively vague because we expect the means p, and k to be well estimated 

from the images. The precisions of the hyperpriors are chosen to be very small to represent great- 

prior-uncertainty. And while the actual value for the mean parameters of the hyperprior density 

should not be important, for reasons of fast convergence it is good to set the initial values to the 

probed homogeneous values.

Relatively Hat. The hierarchical model also assumes that the p, and k, are close to the mean 

values p  and k . The “flatness” or “closeness around the mean” is controlled by the precisions of 

the Type-I first level prior (or actually by setting the inverse scales of the normal-Wishart density). 

For this example, we take a relatively weak value and set the inverse scale parameters to a value 

that corresponds to a uniform prior precision of $o =  4. This is equivalent to expecting the image 

to vary around 50% around its mean value.

We model the degrees of freedom of the normal-Wishart priors with a small number of q = 1. 

The latter choice is based on heuristics from the last chapter, but corresponds to a prior belief that 

we expect distinct features to appear in the image.

Likelihood. For the likelihood we assumed equal variance within the data types. We have set 

the scale matrix of the Wishart priors to correspond to a prior data variance of 1%, and assumed 

Çy =  0  to represent great-prior-uncertainty.
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Hyperparameter values

With the consideration above, we have chosen the following values for the hyperparameters of 

Eq. 8 .8 :

Qy =  0

K l  := K 2 =  1 %

= Qk =  1

K ,  =-- =  diag(0.5)

Mo — probed

Ko =  probed

V’/X=  'ipK =  0 .0 1

A . = Ak =  1

=  diag(lOO)

(8.9)

Notice that we have used parameterisation of the normal-Wishart densities with q rather than 

V (see Section 7.4). The p ro b e d  values correspond to the best uniform estimates that were 

obtained by using t o a s t  ’s pre-optimisation.

Images

The images that were obtained using these hyperparameters are shown in Figure 8.3. The middle 

images were obtained from noiseless cm 3+s001 data and “inverse crime” settings.

The right images were obtained from noisy data (3% noise on cm3 and 10% noise on sOOl), 

and the data were created from a different mesh (meshO). Furthermore, we added a random error 

between [-0.5:+G.5] mm to the source-detector positions.

Discussion

With regard to using the hierarchical mixed prior model we with the following,

•  By using independent priors for the absorption /x and scattering image k  we have been able
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true no noise noise
F ig u re  8.3: Absorption and scattering images of the head-shaped phantom from noiseless 
(middle) and noisy (right) cm3 + s001 data using the hierarchical mixed prior model with a 
priori assessed values of the hyperparameters. The target images are shown on the left.

to express our prior beliefs independently by choosing different functional forms for both 

priors: we used a single Type-I normal-Wishart prior for the absorption image, and used 

combined Type-I normal-Wishart and Type-II normal prior for the scattering images.

• The hierarchical mixed model that is used in this chapter is considerably more complex 

than the models used in the previous chapter but we have shown that good values for the 

hyperparameters can be chosen by careful assessing of the prior knowledge that is available.

• We also note that the distinction between quantitative and qualitative prior knowledge is 

reflected by choosing the value of the hyperparameters for the former and choosing the 

type and combination of prior densities to reflect the latter.

8,6 Example II: Reconstructions from Experimental Data

We apply the reconstruction models to image reconstruction using data obtained from a prelimi

nary phantom experiment. We compare images using unregularised maximum likelihood (ML), 

validated FML, and using the hierarchical Bayesian model of this chapter.

Description of the phantom

The data used were obtained from preliminary experiments with the UCL multi-channel time- 

resolved optical tomography system (MONSTIR). The experiment and phantom are described 

in [65]. For a description of the system see Schmidt et al [115] and also Section 1.2. The ‘basic’ 

phantom was an epoxy resin cylinder with added titanium dioxide scattering particles and near- 

infrared dye to provide a overall reduced scattering coefficient of p'g — I ±  0 .0 2 mm“  ̂ and an 

absorption coefficient of pa =  0.01 ±  0.002mm“  ̂ at a wavelength of 800 nm. Three separate
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F i g u r e  8.4: Photograph of experimental setup of the ‘basic’ phantom (courtesy of F.E.W.
Schmidt).

rods were buried in the large cylinder with different absorption and reduced scattering coefficient 

of relative values A=(5/i's, //a), 5/ia), C=(2 //^, 2 /ia).

Im ages

We have reconstructed the images using a variety of methods that have been described in the 

course of this thesis. Figures 8.5 and 8.7 show the images obtained with different reconstmction 

methods: the unregularised ML image, the “best” a posteriori selected ML image, the validated 

FML image and two images using the same Bayesian model described in this chapter but with 

different assumptions. The reconstruction models are described below.

Figures 8 .6  and 8 .8  show the same images using logarithmic grey scaling. In Figure 8.9 we 

plot the approximate peak values of the images at positions near the rods. We did not use fixed 

positions for evaluation because the positions of maximum intensity differed slightly depending 

on the image.

Unregularised ML. For the unregularised ML image, we used the standard t o a s t  program 

(version 14) with the initial probing (optimisation for best homogeneous guess), using pa

rameter scaling and error norm rescaling. We have not used median filtering for the re

constructions of ML images, as compared to the images presented in the original paper 

describing this experiment (Hebden et al [65]), in order to compare all other images against 

this “raw” ML estimate. We terminated the reconstructions after 200 iterations.
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“Best” ML image. The “best” ML image was chosen from the recorded series of 200 ML it

erations. We selected the image at iteration 19 for which the peak value of rod A in the 

scattering image was closest to the assumed real value of fig = 5.0mm“ .̂ This value 

diverged to a unrealistic value of fx'g = 333mm“  ̂ at iteration 200.

Validated FML. For the validated FML image we used the same settings as in the ML recon

structions but adapted the T O A S T  program to include the hold out validated FML-ICM 

scheme as described in Chapter 6 . We used a split-ratio of 50% (that is, half of the data were 

used for validation), no validation error scaling and no re-selection of validation points. The 

reconstruction terminated after 14 iterations.

Bayesian regularised image I. Two Bayesian regularised images were obtained using the hi

erarchical mixed prior model as described in this chapter. For the first example we as

sumed very weak prior knowledge. The inverse scale parameters and K^, of the Type-I 

normal-Wishart prior were chosen to correspond to a prior precision of $o =  1 for both 

absorption and scatter images. The degrees of freedom parameter was set to g =  1. The 

choice corresponds to a prior belief that irregularities of background fall with a range of 

about 40% to 300% relative to its mean value. Surely this is a very weak assumption.

For the Type-II prior of the scattering image we assumed a precision of 0^ =  100. As 

shown in the previous subsection this corresponds to a maximum resolution of about 1 0  

mm at 1 0 0 % contrast.

Bayesian regularised image II. The second Bayesian image assumes much stronger prior knowl

edge. Here our prior belief was that irregularities in the background fall within a standard 

deviation of plus and minus 1 0 % of the mean value (i.e. the background is flat within 1 0 %). 

The corresponding prior precisions for the normal-Wishart prior based on this assumption 

are then $o =  100 for both absorption and scatter images. The remaining hyperparameter 

are chosen the same as the previous Bayesian image.

More about the Bayesian images

The Bayesian model does not only give us the final image but also the values of the “hidden

parameters” in the model.
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C O

B O

(a: (b) (c) ( d ) (e) (f)
F ig u r e  8 .5 : Comparison of absorption images of the ‘basic’ phantom from experimental 
ml+cm2 data using ML and Bayesian methods, (a) object, (b) unregularised ML image, (c) 
“best” ML image, (d) validated FML. (e) Bayesian regularised image I. (f) Bayesian regularised 
image II.

C O

B O

(a) (b) (c)
F ig u r e  8 .6: Same as 8.5 but using a logarithmic scale for the grey values.

c O
O A

(a: (b) (c) (d) (e) (f)
F ig u r e  8.7: Comparison of scattering images of the ‘basic’ phantom from experimental 
m l+cm2 data using ML and Bayesian methods, (a) object, (b) unregularised ML image, (c) 
“best” ML image, (d) validated FML. (e) Bayesian regularised image I. (f) Bayesian regularised 
image II.

CO
O A

(a) (b) (c) (d) (e)
F i g u r e  8 .8: Sam e as 8.7 but using a logarithmic scale for the grey values.

(f)
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F ig u r e  8 .9 : Recovered values for absorption and reduced scattering coefficient for rods A , B 
and C of the phantom. Each of the six column values for each rod correspond respectively to the 
target value, unregularised ML, “best” ML, validated FML, Bayesian regularised image I and 
Bayesian regularised image II.

Likelihood precision. Similar to full maximum likelihood (FML), the Bayesian model also es

timates the likelihood precisions of the data types. Figure 8.10 show the trajectories for the 

estimated standard deviations of the two data types. For the two Bayesian images the standard 

deviation was correctly estimated to be about 1% for ml and 3% for cm2. The estimated values 

are slightly higher for Bayesian image II because the solution is more biased towards the prior 

and therefore fits the data “less”.

Uniform mean. The hyperprior density also provides the estimate of a precision weighted mean 

of the images. Figure 8.11 shows the trajectories of the recovered means. The starting value cor

responded to the probed value of TOAST (i.e. the best uniform image that fits the data). Generally 

we see a downward trend because the initial bias to the mean due to the strictly positive values 

of the inhomogeneities. We also note that the plots suggest that the solutions has not yet fully 

converged.

Discussion

With regard to the reconstructed images using maximum likelihood (ML), validated full maxi

mum likelihood (VFML) and the Bayesian images we make the following observations:
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Figure 8.10: Recovered values for the standard deviation of data for the Bayesian image I and 
Bayesian image I I .
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F ig u re  8.11: Values of the estimated prior mean of absorption (left) and scattering (right) 
images for Bayesian image 1 and Bayesian image 11.
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• The absorption images from the Bayesian reconstructions depend strongly on the strength 

of the normal-Wishart prior. For assumption II, the image is stronger regularised resulting 

in a “flat” background and higher constrast of the rod. The Bayesian image using weak 

assumption I has considerably larger background artifact, but the resolution seems still 

better than the ML and VFML images.

• The scattering images of the two Bayesian reconstructions differ less than the absorption 

images. We think that this is because the additional Type-II prior is limiting the obtainable 

resolution.

• All absorption images show an artifact in the center of the images. We speculate that this 

is due to a residual mismatch of the 3D data and the 2D model; although the data had been 

corrected using heuristic correction as described in Schweiger [119].

•  We can draw little conclusion from Figure 8.9 about any quantitative comparison of the 

methods. The scattering values of the “best” ML image are closest to the assumed real val

ues, but we note that the image was chosen a posteriori to match these values. There is little 

difference between the scattering images of VFML and the Bayesian reconstructions. The 

absorption values of regularised Bayesian images show higher values for the assumption I 

compared to the image with assumption II; but we would have expected it the other way 

around.

8.7 General Discussion and Remarks

In this section we discuss some points on general Bayesian modelling, add some remarks and 

give some personal advice.

Bayesian inference: a new paradigm?

No, Bayesian inference in not something new. Some people feel that Bayesian methods are 

completely opposite to classical estimation. Or sometimes Bayesian methods are presented (by 

Bayesians!) in a way that they claim to be totally different from classical methods. My standpoint 

is just in between: I see (and hope to have presented) the Bayesian method as a natural extension 

and not as an alternative to classical methods.
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In a sense, our Bayesian model has not brought anything new. Most “new” things followed 

by merely generalising “old” concepts: local régularisation followed naturally by generalising 

the scalar régularisation parameter to a full diagonal matrix; the normal-Wishart density followed 

naturally by generalising the normal density with fixed precision to unknown precision; hierar

chical models followed naturally by generalising the prior mean to unknown. The elegance of 

the Bayesian paradigm is that it is able to combine deterministic and statistical methods into one 

coherent framework.

To summarise, we have discerned the following aspects with regard to the image reconstruc

tion problem in Optical Tomography that seemed rather ad hoc from a classical view but are 

“well” explained in the Bayesian framework:

• Objective function. Which is now strictly defined as the negative logarithm of posterior 

probability density. The objective function in non-Bayesian settings is also referred to 

in the literature as the data misfit, error function, penalty function, energy function, cost 

function, loss function etc.

• Normalisation o f errors. Which is included in the Bayesian model as a logarithmic trans

form of the data.

• Rescaling o f the error function. Which corresponds to estimation of the likelihood preci

sion.

• Rescaling and normalisation o f parameters. Which is included in the Bayesian model in 

two ways. First by parameter transformation (e.g. our logarithmic transform) to obtain 

normality. Secondly by explicit estimation of the precision in the priors.

• Initial guess. Which is related to the Bayesian model as the mean of the prior and more 

generalised in hierarchical models by the hyperprior.

• Régularisation. In the Bayesian view, the régularisation term is the negative logarithm 

of the prior density (or densities). Priors have been mentioned in non-Bayesian settings 

as régularisation function, smoothing function, model appraisal function [124], stabilising 

function, Gibbs distributions [56], Lagrange multipliers [111] etc.

• Régularisation hyperparameter(s). Which is explicitly regarded as the precision of the 

prior(s).
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Criticisms of Bayesian methods

The Bayesian method is not totally without criticism. While the use of prior knowledge may yield 

a better solution in some cases, in other cases it may hide relevant details by depending too much 

on the prior.

One point of criticism is that Bayesian methods are said to bias the solution. This is true and 

indeed this is exactly the purpose of the prior. But if the data are overwhelming then the posterior 

will scarcely depend on the prior. This presents a dichotomy to the modeler to specify priors 

that encapsulate information as much as possible but remain broad enough so not to preclude the 

likelihood from conditioning on the data.

Ideally, one must try to gather as much as data possible so that the solution is uniquely spec

ified by the information in the data and prior knowledge is irrelevant. In this case maximum 

likelihood estimation may be sufficient. In cases where data is scarce, or complete data can not 

be obtained^ then we must resort to Bayesian methods by introducing priors.

In a way it depends on the user as to how much prior knowledge is desirable. An experienced 

radiographer may prefer a very noisy image, far away from the “real” solution, but that has re

tained any small details. A non-specialist might find a smooth image more appealing. In a way 

the image is not the “solution” but rather becomes the “data” for the person who is interpreting 

the picture; the solution is inside her head where she combines the image (as data) with her ex

perience. This is closely related to the different “types of observers” that Barret distinguishes in 

order to evaluate image quality [57, 19]. Human reasoning is a Bayesian inference engine itself 

in the way that it balances prior experience in memory with presented data in the form of direct 

observations.

Combining early stopping, validation and Bayesian régularisation

An obvious idea would be to combine the methods of early stopping and hold-out validation 

of Chapter 5 with the Bayesian régularisation of the last two chapters. Potentially, we would 

then have a powerful method that is both robust to noise and can bring in prior information 

while overfitting to data noise and “over-bias” to the prior are monitored online using hold-out 

validation. There are a few suggestions we make and a few caveats we point out.

'The ill-posed problem may be regarded as an estimation problem from incomplete data.
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In the case of iterative FML (or ML) reconstruction we may regard the iteration number as a 

one-dimensional space for conducting régularisation. In this case hold-out validation regularises 

the number of iterations and resulted in early stopping. When combining iterative reconstruction 

with priors we now have a minimum of two régularisation dimensions, that is the iteration number 

and the overall strength of the prior(s). The optimisation is now not as straightforward as in the 

case of validated FML.

In the context of neural networks, Rognvaldsson [112] suggested to combine early stopping 

and régularisation by estimating the régularisation parameter as

(8.10)
211011

where 9 is the estimate at the early stopping point and Q lh is data fit error function.^ The author 

reports that solutions are superior (in terms of generalisation properties) to the solution obtained 

by early stopping alone. A limitation of the method is that it is only applicable to Tikhonov 

regularisers.^

As another way of implementation we suggest an iterative algorithm that would adapt the 

strength of the prior using a systematic search scheme similar to simulated annealing or the 

Levenberg-Marquardt method. We could either start with a unregularised solution and increas

ingly strengthen the prior or start with an overregularised solution and decrease the strength of 

the prior while monitoring the validation error.

On mixed priors, hierchical modelling and beyond

Mixed priors. The use of mixed priors is also an important one. In this chapter we have com

bined Type-I and Type-II priors in one level. The use of mixed priors can be further generafised 

to using prior of different families other than the normal-density.

Besides using a product of densities for constmcting mixed priors, we may also construct 

mixed priors using a sum of densities. For example, we would use a product of priors if we 

believe that an object is “square-ish” and “red-ish”, while we would use a sum of priors if we

În the context of neural networks 0 represents the synaptic weights of the neurons, and Q lh  ri the training data 
fit error.

 ̂In the context of neural networks, Tikhonov régularisation on the quadratic norm of the weight values is also 
known as weight decay. See for example [112] for further references.
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believe it was “square-ish” or “red-ish”.

Pyramid structure. It cannot be said enough how important hierchical models are. We have 

introduced hierarchical modelling only in this last chapter, but in fact we have implicitly used a 

kind of hierarchical modelling when we assumed equal variance of the data types, and in a way 

our use of the normal-Wishart prior can be seen as a hierchical model where the Wishart density 

acts as a hyperprior on the precision of the prior.

A hierarchical model may well include hyperprior densities beyond the second level: similar 

to the use of hyperprior, we may use hyper-hyperpriors, hyper-hyper-hyperprior and so on. Of 

course each level would contribute to the overall uncertainty and there probably would be lit

tle information propagated to the likelihood beyond the second or maybe the third level in the 

hierarchy.

Generally, hierarchical models show a kind of “pyramid structure” with regard to their degrees 

of freedom. For example, the second level prior in our model of this chapter had only one degree 

of freedom of the uniform mean. Thus information is more compactly represented in the deeper 

levels in the model. When regarding the prior not as a “inference model” but as an “generative 

model”, we can say that hierachical models represent our knowledge how to model the object from 

a highly symbolic representation to that particular object by adding more and more details. In a 

way this is similar to what, for example, principal component analysis and general compression 

techniques do.

Beyond. Another consequence of the hierarchical model is that parameters of one density are 

variables of its prior density. Thus in hierarchical modelling a distinction between the two be

comes rather futile. Except for the hyperparameters and the data (or what we have called the 

“leaves” in the graphical model; see Appendix D), other quantities both “control” and “are con

trolled” by other quantities.

In our framework of graphical modelling, we have called the representation of the posterior, 

the “World”. We can combine “worlds” together by joining their “leaves” and we may call the 

larger model a “Universe”. Again we encounter that formerly fixed hyperparameters become 

jointly estimated parameters (or variables depending on your view) between the “world”. At 

this stage, any notion of “hierarchy” may be lost. The posterior density just becomes a mix of 

densities that have common parameters.
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In fact even the distinction between “prior” and “posterior” fades because the posterior of 

one “world” may be used as a prior of another “world”. Or one “world” may use its current 

“posterior” as a “prior” for future inference. The latter relates back to the Bayesian concept of 

sequential updating and one has now a strong argument for using conjugate densities because they 

do not alter the underlying structure of the “world” by any imposed measurement (through the 

likelihood).

General advice in bullet points

Based upon our experience, we would like to conclude with some points of general advice when 

building Bayesian models:

• Always scrutinize your error function, even (or especially) traditional least squares. The 

choice of the error function must be in agreement with the underlying probabilistic model.

• Always consider parameter transformation. Non-Gaussian densities may become Gaussian 

after transformation. Normality just makes inference easier.

• First model, then solve. Getting the right (probabilistic) model is your prime concern. After 

that, care about solution methods for efficiency.

• Estimate precisions. Don’t forget to estimate precisions of parameters and “hidden” vari

ables. They do affect your final estimate.

• Don’t use priors (first). Always try “raw” maximum likelihood first and try to get more or 

better data. If the estimates are still unsatisfactorily'* then consider using priors.

• Robust densities for small numbers. Consider robust densities such as the Student-t, normal- 

Wishart, or negative binomial for small numbers. They take a bit more effort to compute 

but may be the only correct density to use.

• Forget about the "optimal solution”. Don’t get fixated about reaching the “optimal solu

tion”. All solutions within your precision are correct. “Real” Bayesians look for the whole 

distribution.

I.e. not what you expect, or not in agreement with “your prior”.
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• Draw from your model. Or in other words sample. We have not done this in this thesis but, 

if possible, sampling provides the richest possible picture of your posterior.

Draw your model. Or in other words visualize. Draw a graphical model of your problem. 

Pictures are easier to understand than a formula of a mix of density functions.

Think o f the Bayesian network as a generative model. It is often helpful in designing 

probabilistic models to think of the model as a generative model.^

Pyramid hierarchy. A well-designed hierarchical model will often show a pyramid structure 

with regard to the dimensionality. Deeper levels of the hierarchy will tend to have smaller 

dimensions.

Topics for future research

Region based hyperprior. Instead of recovering only the mean parameters fi and k using the hy

perprior, we can extend the hyperprior to recover assigned regions in the image. A two step imag

ing scheme using a region-based first optimisation step has been described recently by Schweiger 

and Arridge [121]. The scheme is easily reformulated as a hierarchical Bayesian model by using 

the region vectors as basis vectors for the hyperprior.

Sampling and posterior precision. In a full Bayesian analysis we would like to draw samples 

directly from the posterior and make estimates about the posterior precision of the images. In 

our case this is not trivial because of the nonlinearity of the projection operator V. However, we 

believe that this is an important future topic for deriving confidence intervals for the image.

Non-Gaussian densities. The Bayesian framework and the graphical model are not restricted 

to normal densities. For other image reconstruction problems, for example in PET or SPECT, 

we may use a probabilistic model using a Poisson likelihood. In principle we may also use any 

form of density for the priors but we believe that the parameterised normal-Wishart is sufficiently 

general to be used in most cases. Furthermore, we stress the importance of always considering 

transformation or variables and parameters in order to improve normality.

În fact the Bayesian network makes no distinction between inference model and generative model. The network 
becomes either one depending on conditioning on the data or conditioning on the parameters.
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Estimation o f degrees o f freedom. Here, we have not included the degrees of freedom parameter, 

I/, in the estimation process but essentially this may be possible. A complication may be that the 

parameter i/ appears in complicated manner in a Gamma function in the normalisation constant 

of the normal-Wishart density.

'Learning” hyperparameter from examples. Instead of setting the hyperparameters manually, 

we may be able infer their value by “learning” from examples images. In the graphical model 

we would condition on an example set of images p, and k  and infer the values of the terminating 

leaves rather than the separating leaves.

8.8 Summary

In this final chapter we have introduced a hierarchical mixed prior model for the reconstruction. 

This Bayesian model is considerably more complex than the models introduced in the previous 

chapter but we have shown that by using careful quantitative assessment of prior knowledge we 

are able to choose rational values for the hyperparameters in the model. We have applied the 

model to two reconstruction examples from simulated and experimental data.

From the experimental images we have seen that the Bayesian images depend strongly on the 

assumption that are made. I f  strong prior knowledge about the Harness of the background can be 

assumed improvement of the image constrast can be obtained.

Finally, we wish to suggest that when presenting Bayesian estimates it is important to state 

precisely what quantitative assumptions were made and what model is used. It is recommended 

always to present a ML image together with the Bayesian estimate. For the latter we recom

mend using the hold-out validated FML-ICM method for an objective choice of the optimum ML 

estimate.



A p p e n d i x  A

D e r i v a t i o n  o f  t h e  B o l t z m a n n  

T r a n s p o r t  E q u a t i o n

Consider an arbitrary volume V  with surface S. Denote the density of photons at r  that travel in 

a particular direction ÎÎ by n (r , f2, f). The total number of photons in V  traveling in direction 

in d fl is

J v
dft. (AT)

The time rate of change of this number is the difference of gain and loss processes in V  and is 

given by the balance equation

X dn
dt

dr df t  = “gain in V ” — “loss from V ' (A.2)

We will now classify the various ways photons can appear and disappear from F  at a particular 

direction f t  in dft.  The gain mechanisms are:

1. Any photon sources in V  creating photons with direction ft.  If we define q(r , f l , t )  as the 

rate of photons appearing in dr  about r  and dft  about f t  then this term is,

Gi = [  q{r , f t , t )di  
J v

dft. (A.3)

2. Photons entering V  through S  with direction ft.

G2 = j  dS  • f t n { r ^ f t j ) df t  with S  ’ f t  < 0 (A.4)

217
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3. Photons suffering a scatter in V  that changes their direction from f t ' Ct. We define the 

scatter phase function p{Çî',Q) that represents the fractional scattered intensity at direc

tion n  of a unit flux density at incident angle fl'. The phase function is mostly symmetric 

and only a function of the difference of the incident and scattered direction. In the case 

of anisotropic media photons exhibit a particular favoured direction and we have to re

tain global angle dependency; this may occur in tissue optics in muscle tissue and along 

neuronal axons and dendrites.

The phase function can be expanded in a Legendre series,

oo
ri) =  ^  WnPn{cOS f t ' - ft),  (A.5)

n=0

and the zeroth coefficient wq is the albedo which can be shown to be equal to the ratio of 

scattering coefficient and transport coefficient, i.e. wq =  Ps/pu  the albedo thus refers to 

the relative contribution of scatter to the total attenuation. The mean cosine o f the scattering 

angle or anisotropy factor g = {ft' • f 2)p is close to one when photons are highly forward 

scattered, i.e. that photons are almost not deflected during a single scatter event; in contrast, 

if p =  0 then we have isotropic scattering^. In terms of Legendre coefficients it can be 

shown that

9  = (A.6 )
3 Wo

With the definition of the phase function, the sought number of photons scattering from Q'  

into f t  is

Gs = ^  f  dr f  dn'p(Sl',n)n{r,fl',t)
Jv  Jatt

dft.  (A.7)

The loss mechanisms are,

' Knowing the mean scatter cosine g and the albedo wo one can “retrieve back” an approximation of the single 
scatter phase function, also known as the Heyney-Greenstein formula,

with p, =  ft ■ ft.
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1. Photons (with direction 17 in dfl) leaking out of the volume

G4  = c J  dS  ■ 17n(r, 17, f) dTl with S  - f t  <0 (A.8 )

2. Photons (with direction 17) suffering a collision resulting in either absorption or change of 

direction 17 — 17'. The total rate at which photons either get absorbed or scattered is

/ ( r ,  Q, t) = cfj,tn{r, f t , t )  = c {fia +  P s )  nir ,  17, t). (A.9)

Hence the loss term for V  is

G5  = ' { P a  +  f i s ) n { r , Q , t ) d r

J v
dU. (A. 10)

The difference of terms Ga and G2 represent the net leakage through the surface S. The 

combined term can transformed to a volume integral using Gauss’s theorem,

G a — G 2  — J  dS

I d r 17 - V n(r, 17, f) 
J v

dn. (A. 11)

If we now combine all gain and loss terms their sum must balance to the total rate of change 

of the number of photons in V  leading to the following balance equation

I ~ ^d r  — G\ — G3  4- {Ga — G2 ) +  G5 = 0.
V

(A. 12)

The sum of the integrands must be zero if the integral has to vanish for any volume V  and 

direction n .  Instead of angular photon density n (r , fi, f) it is convenient to express the equations 

in terms of the radiance or specific intensity (Ishimaru [70]),

$ ( r ,  17, f) =  c n (r , Î7,t). (A.13)
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Hence we obtain the following integro-differential equation

= ^  [  d f t ' p ( Q ' ^  Cl) q{r , f l , t ) .  (A. 14)
47T y4̂

This is the Boltzmann transport equation disregarding changes in energy and applied to photon 

transport.



A p p e n d i x  B

D e r i v a t i o n  o f  t h e  D i f f u s i o n  

E q u a t i o n

The photon diffusion approximation to the transport equation, or simply referred to as the dijfusion 

equation, is a consequence of a combination of three different approximations:

1. The radiance is sufficiently approximated by a linearly anisotropic angular dependence. 

Expansion of the radiance $  in spherical harmonics upon the angular variable D yields

$(r ,  n, t) =  t) +  A j ( r ,  t )-n +  o(v?) (b .d
47T 47T

We see two new unknown variables arising; respectively the photon density, (f>{r,t), and 

the photon flux, J{r , t ) .  Notice that their definitions follows directly from the angular 

expansion as the integral corresponding to the first two moments of the radiance,

(f){r,t) = f  d D $ (r , r i,f )  (B.2)
J  47T

J { r , t ) =  f  d fiD  • (B.3)
J  47T

This, so-called, Pi-approximation disregards terms of quadratic and higher order in Cl. 

At this moment it is tempting to substitute Eq. B.l directly into the transport equation of 

Eq. A. 14 but this is not sufficient because ps and q may have angular dependence also. We 

have to expand both the scattering phase function and the source term also.

One normally proceeds by equating the moments of the left- and right hand side of Eq. A. 14;

221
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symbolically as

f  d ft . “LH S” = [  d ft  . “RH S” for n =  1,2,... (B.4)
J  A tV 7 47T

This is also referred to in literature by the Boltzmann hierarchy For n = 0 and n = 1 —and 

after about three pages of straightforward manipulation— we find a set of four coupled 

equations for $  and J  =  {Jx,Jy,Jz),

F V  - J  F  (B.5)

F F  = Qi{r , t ) ,  (B.6 )

where Qq is the isotropic source term and Q i(r ,  t) = d(2 f i  • q(r,  t), i.e. the linear

anisotropy of the source.

In Eq. B .6  we have newly defined the reduced transport coefficient p[ and reduced scatter

ing coefficient p'g as,

Ps = (1 -  p) Ps (B.7)

und — Pa F Pg (B.8 )

where g is the average scattering cosine as defined in Eq. A.6 .

Similarly, if desired, we can find (n +  1)^ equations for a higher order Fn-approximation. 

The Pi-approximation is often violated in the following cases,

(a) near boundaries or abrupt changes in the media,

(b) near localised sources,

(c) in strongly absorbing media.

2. Sources are isotropic. Then Q j =  0 in Eq. B.6 .

3. The photon flux changes only slowly in time compared to the mean collision time, i.e.

< <  c p f  Then the time-derivative term in J  will vanish in Eq. B.6 . In 

tissue optics the number {cpt)~^ is typically in the order of tenth of picoseconds (for 

Pg = 1 .0m m "\ Pa = 0.025mm“  ̂ and g = 0.95).
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We also define the photon diffusion coefficient, D, by

Using the approximations B .6  reduces to

J{ r , t )  = -D{r)V(f){r, t) .  (B.IO)

We see that the flux is proportional to the spatial gradient of the fluence — this is a case of Pick’s 

law applied to photon diffusion. If we substitute this in Eq. B.5 then we find

i ^ - V - D ( r ) V  +  pa(r) (j){r,t) = Qo{r,t).  (B .ll)

This is the (photon) diffusion equation which plays a very important role in (optical) diffusion 

problems and will be the main of focus in the rest of this thesis.

The diffusion equation is not the only approximation to the transport equation. Depending on 

which of the terms to retain the diffusive wave approximation which retains the whole of B.6 ; and 

the extended diffusion approximation that still includes a tensor quantity in B.6 .



A p p e n d i x  C

S o m e  A l g e b r a  a n d  P r o b a b i l i t y  

T h e o r y

C.l Fundamentals 

Probability density

The joint density of two quantities u and v is written as p(u, u). We often refer to the conditional 

density (the probability of the event u occurring given the outcome of v) as p{u\v), and the 

marginal density as p[u) =  f  p(u,v)dv.  It is often useful to factor a joint probability as a 

product of marginal and conditional probabilities, e.g.

p(u,w,v)  = p{u\w,v) p{v\w) p{w) (C.l)

C.2 Some Matrix Algebra

Calculation of trace and determinant of matrices are often used in multivariate analysis. Both are 

scalar quantities. The trace can be seen as the “length” of the matrix object, while the determinant 

represents a kind of higher dimensional “volume”. We summarise some important properties of 

both matrix functions. This list is compiled from Press [110]. For a full account and proofs see 

the original reference.

224



APPENDIX C. SOME ALGEBRA AND PROBABILITY THEORY 225

Binomial Inverse Theorem

This theorem is useful for expressing a matrix inverse in different forms. And is in its most 

general form given by

{A  +  UB V ) - ' ^  = A~^  +  A ~ ^ U B { B  +  B V  A ~ ^ U  B)~^ B V  A~^  (C.2)

In some special cases this simplifies to:

1. If A  = B  = I  then,

{I + UV)-'^ = T - U ( I - V U ) - ' ^ V  (C.3)

2. If  A  = B  = — V = I  then,

{I-U)-'^ = I  + {I + U)-^U (C.4)

Matrix Determinants

Matrix determinants are of important use, e.g., for the proper normalisation of the Normal distri

bution.

1. The determinant of a general decomposed matrix is given by the product of its composi

tions,

| AiA .2 • • ' A 3 I =  I I  • IA2 I • ' ' IAgj. (C.5)

The determinant of an upper or lower triangular matrix is trivial; it is just the product of its 

diagonal elements. Thus the determinant of a LU-decomposed matrix is

|A| =  |L| • |t/| =  JJ/ii  JJuii, (C.6)
i i

most LU methods arrange the first term to be unity so that we only have to multiply the 

diagonal elements of U.  The determinant of a Cholesky-decomposed matrix, A  = LL^ ,
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is simply,

\A\ = \L\ • |L^| =  J J I (C.7)

To avoid computational underflow or overflow it is advisable to sum the logarithms instead 

of computing the determinant directly.

2. The determinant of an inverse,

=  |A |“ \ (C.8 )

is trivial from

l A- ^Al  = I/I =  U - i |  • \Al = 1 . (C.9)

3. If a row (or column) is multiplied by a constant factor, then the determinant is multiplied 

by the same factor. Thus if

B  =

^ a  a i l  0( a i 2 • • • c a a i p  ^

«21 0,22 02p
(C.IO)

\  Opl Op2 • ’ ’ Opp J

then |JB| =  a\A \.

In particular, if C  is a covariance matrix with Cij = rijGiGj with a correlation coefficient

and (7i a standard deviation, then \C\ =  H/ 1-̂ 1 or log |C | =  2 log a^+log \R\ where

R  is the correlation matrix with =  1.

Trace of a matrix

The trace of a matrix can be used for a alternative notation of quadratic form

{e -  -  /i) =  tr S -^ 5- 1 (C .ll)
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where S  =  {0 — fi) {6 — is the sample covariance matrix. In addition to the properties of 

linear addition and scalar multiplication we have the following properties:

1. Let A  is a p X n  matrix and B  is n  x p, then

\ i { A B ) = \ i { B A ) .  (C.12)

Thus for a  p  X 1 vector x  this means that if S' =  x x ^ ,

tr{xx'^) = tr(æ^æ) =  x ^ x .  (C.13)

2 . For S  and A  both of dimensions p x p, and \S\ ^  0,

tr(S“ ^AS) =  trA. (C.14)

Thus, the trace of a matrix does not change under transformation. This is also known as 

similarity transformation.

3. The trace of a matrix product trA.B^ is the sum of the element products ^  aijhij. This use 

of the trace is a generalisation of the vector innerproduct.

Some matrix derivatives

1. For general p x 1 vector a, and p x p matrix X ,

^  { o f X - ^ a )  = - X - ' ^ a a f X - ' ^ .  (C.15)
d X

2. For p X 1 vector a, and symmetric p x  p matrix X

d
d X

( a ^ X a )  = 2 X  -  diag(X). (C.16)

3. For general p x 1 vector x,  and p x p matrix A,

L ( x ^ A x ) = 2 A x .  (C.17)
O X
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4. For general p x 1 vector x, and p x 1 vector a,

-^ {a '^ x )  = a. (C.18)
o x

Derivatives involving matrix determinants

1. For general non-symmetric p x p matrix X  and \X \ ^ 0 ,

^  'X I =  \ X \ X - ' ^ ,  (C.19)
d X

If X  is symmetric a matrix then

d X

2. Generalizing above we have

3. We often deal with the logarithm of the determinant. For symmetric X  we have

- L  log |X | =  2 X - ' -  d iag (X -i). (C.22)

Derivatives of involving a trace

1, For general p x g matrix A, and g x p matrix X ,

^  tr(A ^X ) =  ^ t r ( A A :" ')  =  A.  (C.23)
a x  ' ’ d X

If A  and X  are square and also symmetric then,

d
d X

tr (A X ) =  2 A -  diagA. (C.24)
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2. Also for general X  and A,  while |X | ^  0,

^  :tr ( X - U )  =  - X - U X - i  (C25)
d X

3. And if X  =  then

d X
t i X ^  = 2 X  (C.26)

Derivative of partitioned matrices

In multivariate problems we often deal with matrices that are actually composed from submatri

ces.

Assume,

A = \  I , (C.27)
A 2 I A 2 2

then the inverse is given by,

B  =  =  I I , (C.28)
B 2 I B 2 2

where

B u  = ( A l l  — A 1 2 A 2 2  A 2 1 )

B 2 2  = ( A 2 2  -  A 2 \ A '{ 1  A 1 2 )

B i 2  = A 1 2 - B 2 2

B 2 1  = — A 2 2  A 2 1 D 1 1

- 1

- 1

(C.29)

We have a special case if A 12 = 0 and A 21 = 0

-1

0

An A r '
(C.30)

Lo ^ 2 2

The determinant of a matrix partitioned as in Eq. C.27 can be computed by either of the
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following two expressions. If IA2 2 I 9  ̂0,

\A\ = IA22I • I A l l  -  A i 2A ^ ^ A 2 i |  =  IA22I • (C.31)

or if I A l l  I /  0,

|A | =  I A ll I • IA22 -  A 2 iA ]^/A i2 | =  I A ll I • 1-̂ 221”  ̂ (C.32)

Derivatives involving matrix inverse

Define Uij to be the matrix with a one in the place and zeros elsewhere. Then, for a

general p x p matrix X  and |X | ^  0,

=  - X - ' - U u X - ' '  (C.33)
O X'13

The result above is important for the derivation of matrix gradients using the chain rule. If 

G =  / (X ) ,  and Xij and gij are the (2, j)th  element of X  and G respectively, then

A___________
=  =  (C.34)

ij J

Some Useful Jacobians

Jacobians play an important part in multivariate analysis when deriving densities for transformed 

variables. We list few useful Jacobians. For a full list and proofs see Press [110].

1. The Jacobian for a linear transformation of a vector y = Ax,  where y \ p  x 1, x : p  x 1,

A : p  X p i s

J{y —>■ x) = I A| (C.35)

2. The Jacobian for a linear transformation of a matrix Y  =  A X , where Y  : p x q , X  : p x q ,  

A : p  X p i s

J(Y - > X )  = \A\9 (C.36)
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3. The Jacobian for a matrix transformation Y  = A X B ,  where Y  : p x  q, A  : p x p, 

X  : p X q and B  : q x qis

J { Y  ~ ^ X )  = \A\^\B\P (C37)

Notice that p (dimension of A)  appears in the exponent of the determinant of B ,  and vice 

versa.

4. The Jacobian for scaling of all units, Y  = a X ,  where Y  : p x q , X  : p x q and a scalar is

J { Y  ~ ^ X )  = oM (C.38)

In the special case that Y  and Z  are symmetric p x p, i.e. X  = X'^  and Y  =

J { Y  - ^ X ) =  (C.39)

Notice that the exponent p{p 1)/2 equals the degree of freedom of a full but symmetric 

matrix.

5. The Jacobian for inverted parameter Y  = X~^ ,  if |Y | 0, is

J ( Y  ~ ^ X )  = (C.40)

The corresponding matrix differential equation,

rfA -i =  -A - ^ d A A - '^ .  (C.41)

This Jacobian is useful, for example, to convert a of a covariance matrice, to a correspond

ing density of its precision (i.e. the inverse covariance), and vice versa.
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C.3 Some Standard Functions and Distributions

Standard functions and integrals

Integration of densities occur frequently in Bayesian computation when “integrating out” for nui

sance parameters. We list some useful integrals.

Gamma function and Gamma integral. The Gamma function is defined as,

roo
r(z )  =  / exp{—t)dt. (C.42)

Jo

It follows the recurrence relationship

T{z-\ - l )  = zT{z)  (C.43)

For integer argument r(n -1-1) = n\. Implementation of the Gamma-function is efficiently

done with the Lancosz approximation. Computation is mostly done for In F (re) to avoid

computational overflow. An approximation of the derivative ^ F (z )  or ^  InF(z) can be 

obtained finite differences or by direct differentation of the approximation.

Integral identities

/oo
exp(—arc^)drc =  \ / %  (C.44)

-oo

J  exp{-ax^ - b x  — c)dre =  y j ^ e x p  (C.45)

Univariate Distribution

Normal. The Normal or Gaussian distribution is the most important distribution in statistics for 

several reasons,

1. Mathematical convenience. The log-probability of the normal distribution is just a 

quadratic. Its gradient is linear.

2. Central limit theorem practically says that an error that is contributed to by many 

minor causes is likely to be normally distributed.
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3. The Normal distribution provides two moments (mean and variance) that can be used 

as a local approximation to a distribution. Note that a second order Taylor expansion 

around the mode has error of order 0{9'^) if the function is symmetric. Therefore one 

can similarly say that a Gaussian provides a good approximation to any density that 

is locally symmetric around its mode; its error is (9(0'^) in probability-space.
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F ig u r e  C. 1 : Normal probability density and error function for different standard deviations p

Poisson. Poisson statistics are commonly used to count events in a fixed time period. The Pois

son distribution can be derived from the binomial distribution for small probabilités. The 

Poisson distribution for random variable 6 and “rate” parameter A is defined by the density

p(0|A)  — — A^exp(  —A) (C.46)

The negative logarithm of the latter and its partial derivative with regard to A is then defined 

as

— Inp  -- ln0!  — 01 n A  +  A % 0 ( l i i0  — In A) +  (A — 0) (C.47)

(C.48)

(C.49)

The moments for 9 of the Poisson distribution are,

E(6») =  A, 

var(0) -= A.

(C.50)

(C.51)
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Figure C.2: Poisson probability density and error function for different rate parameter p

As can be seen, the mean and the variance of the Poisson distribution are both equal to the 

(strictly positive) “rate” paramater A.

Gamma. The Gamma distribution is used to model the waiting time. The Gamma-distribution is 

defined by the density

p{e\a, ̂ ) = - ^  e°‘ ^ e x p (-^ 6>). 
i [a)

(C.52)

Its associated negative logarithmic form and corresponding partial derivatives with respect 

to the parameters are

-  Inp =
d , 

d ,
=

d  ,
=

(1 -  a )  ln0 +  + Inr(a) -  aln/5,
1 — a

e +
d-  In0 + —  Inr(a) -  ln;0, 

oa

(C.53)

(C.54)

(C.55)

(C.56)

Notice the similarity to the Poisson distribution where the “rate” parameter is now p6.

Gelman notices that “...[if] the logarithm of a gamma random variable is approximately 

normal; raising [...] to the one-third power provides an even better normal approxima

tion”. An error function based on r(2.0, y) seems to yield slightly better results than the 

“normalised”-normal error function.

Figure C.3 shows plots of the Gamma density.
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Figure C.4: Student-t PDF and EF for different n (degree-of-freedom)

Chi-square. The -density arises as the distribution of a sum of squares of independent standard 

normal variables. The Xn distribution equals F(^n, ^),

Student-t The Student-t distribution is a robust alternative to the Normal. For n  =  1 the distri

bution is better known as the Cauchy or Lorentzian distribution.Figure C.4 shows plots of 

the Student-t density for different degrees of freedom.

Multivariate Distributions

Multivariate Normal The joint density p(0, /i, H )  corresponding the m-dimensional multivari

ate normal, H )  =  p(0|/i, H ),  is

p(0, /i, H ) = (27t) 2 |H | 2 exp — /x) (C.57)
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where i î  =  is the precision matrix that is the inverse of the covariance matrix S , or

in logarithmic form

— Inp =  —(^ — pb)"̂  H {0  — fx) — — In |J Ï | +  — In27r, (C.58)

The partial derivatives with respect to the parameters are

- ^ I n p  =  H ( pl- 9 ) ,  (C59)

^ Inp =  T - ^ d i a g T ,  (C.60)
d H  ^  2

where T  = S  — H~^\  and S  = [0 — pl){0 — puY is the sample covariance matrix. The 

moments of 0 for the multivariate Normal are given by

E(^) =  /X, 

var(0 ) =

mode(0) =  pi. (C.61)

A possible GPU prior for the normal distribution is

oc (C.62)

or in terms of covariance matrix S  =  H ~^

7r ( /i ,S )  oc (C.63)

Wishart The Wishart distribution ranks next to the Normal distribution in order of importance

in multivariate analysis. The Wishart function is a multivariate extension to the Gamma 

distribution, and is the conjugate prior distribution for the precision matrix in a multivariate 

normal distribution. The joint density, p{H^ K ) ,  corresponding to a Wishart distribution, 

Wishart(üf) = p { H\ K) ,  of u degrees of freedom for a m-dimensional random matrix H
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IS

p { H , K )  = i  I jC| # | g | e x p ( - ^ t r K g ) ,  (C.64)

where K  is a. symmetric inverse scale matrix and c is a normalisation constant defined as

C  =  (C.65)
Z= 1  ^ ^

The negative log-density is

— Inp =  ^ t r K H  — — m — 1) In \H\  — — In \K\  +  Inc. (C.6 6 )

With use of some matrix algebraic formulae of Section C.2 we can derive the partial deriva

tives of the Wishart distribution

^ Inp =  T i - ^ d i a g T i ,
d H  ^  '  2

^ I n p  =: T 2 - i d i a g T 2 ,

== - ^ K H K  Liy ( ^ K - ^ d i a g K  ,

i=l

where we have used T i  = K  — {u — m  — 1)H~^  and T 2 = H  — vK~^ .  A method to 

compute the derivative of the gamma function is given earlier in C.3.

If denote the elements of (the prior precision) then the moments of random matrix 

H  are given by ,̂

L{hij) — ,

mode(h.ÿ) =  {i> -  m - 1 )

var(/iij) =  +

cow{hij,hki) = u{k^^y^ Lk^^k^^).  (C.6 8 )

^Box & Tiao define u' =  u — m +  1 as their degree of freedom.
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F igure C.5: One-dimensional Wishart PDF (=gamma PDF) and EF for different k and u

Multivariate Student-t The multivariate Student-t distribution is a robust alternative to the mul

tivariate Normal. Let 9 and /u be m x 1 vectors, and jFT be a m x m precision matrix. The 

joint distribution, p{9, //, iT, n), corresponding to a m dimensional multivariate Student-t 

distribution, H )  =  p(^ |/i, H) ,  with n degrees of freedom is given by

p { 6 , p , H , n )  =  c \ H\ 2  

with a normalisation factor c defined as

n

- H n + m )
(C.69)

c —
r(ü ± i:

(C.70)

The negative logarithm of the joint density is

\np -  - ( n  -f m) In — In IH I — In c. (C.71)

Writing the quadratic form as r =  (0 -  f j . yH{9  — /x) the partial derivatives with respect 

to the parameters are

H { p L - 9 ) ,

d H
d ,

Inp =

n -I- m 
n L r

T - i d i a g T ,

(C.72)

(C.73)

(C.74)
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where T  =  — H~^.  Section C.3 discussed the computation of the derivative of the

In-gamma function.

The modes for 0 of the multivariate Student-t are,

E(0) =  /X for n > 1, (C.75)

var(0) =  ^  ^ H ~^  for n  > 2, (C.76)

mode(0) =  /X. (C.77)



A p p e n d i x  D

G r a p h i c a l  M o d e l l i n g  i n  C + +

This appendix chapter introduces graphical modelling and our developed BeTOAST library in 

C++.^ Complete code examples of implementations of the probabilistic models that are used in 

the thesis are given below.

D.l Building Graphical Models

A graphical model corresponding to the Bayesian model using a Type-I prior in Chapter 7 is 

shown in Fig. D.l. The picture looks like a “tree” and represents the posterior density function in 

a graphical way. The Figure is slightly different than the one presented earlier, in that we merged 

the normal and Wishart cliques of the priors to one new normal-Wishart clique. Furthermore, the 

likelihood is modelled with the full data vector (i.e. no seperate densities for each data type).

Nodes, branches and leaves

The tree consist of oval-shaped “density nodes” that each represent one density term in the pos

terior. Density nodes have so-called “branches” containing “leaves” that represent variables or 

parameters associated with the node. Leaves are indicated by circles in the graph.

Separators and terminators

Leaves can either be “separators” or “terminators”. A terminator is a leaf that is singly connected 

to a node and the branch “terminates” at that leaf. A separator is a leaf that “separates” nodes 

two or more nodes in the graph.

^BeTOAST stands for “Bayes enhanced TOAST”.

240
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T y  = TOAST node 

= density node 

= fixed parameter 

= estimated parameter 

A  = transform

F igure D. 1 : Graphical model representation of the Bayesian model of Chapter 7.

Cliques

Nodes grouped together with their separators and terminators form a “clique”. For example, the 

normal-Wishart clique consists of two nodes (one representing its normal density term and one 

representing the Wishart term) and has a total of six leaves.

Cliques are created using the BeTOAST library by calling the constructors of the specific 

classes. For the model above, we create one Normal likelihood (of dimension n), one Wishart 

data precision prior (of data dimension n), and two NormalWishart priors (of dimensions m) using

the constructors,
N o r m a lC liq u e  cO (n)
W is h a r tC liq u e  c l { n )
N o r m a lW ish a r tC liq u e  c2(m )
N o r m a lW ish a r tC liq u e  c3(m )

Sometimes we need to compose the normal-Wishart clique manually in order to apply transfor

mations of the precision matrices.

Transformation nodes

Between the nodes and leaves we can place transformation nodes that define certain transforma

tion on the leaf’s value. Transformation nodes are directional, that means their behaviour in the
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forward and reverse direction is different. In the forward direction, the node transforms the values 

of its input to according to its associated function. In the backward direction, the node provides 

the gradient of the operator.

Toast node

A special transformation node is the T o as tN o d e  which graphically implements the projection 

operator V  : ^  y. The node is instantiated by the constructor

ToastNode tn(st, op);

where s t  is the initial state and op is diffusion operator, both are provided by a T o a stM o d u le  

object. T o a s t N o d e  provides two branches: mua for fj, and k ap p a  for k, s o  w e may build priors 

independently for the aborption and scattering images.

World

A collection of interconnected cliques form the “world” which is the graphical representation of 

the posterior density function. Important is the fact that separators are shared by (at least) two 

cliques and therefore their value depend on more than one function. For a strict Bayesian model 

terminating leaves must have fixed values while separators must be estimated. An empty world is 

created by calling the constructor.

World w;

and cliques are added to the world by the methods,

w .a d d _ c l iq u e ( c O )  
w .a d d _ c l i q u e ( c l )  
w .a d d _ c l i q u e ( c 2 ) 
w .a d d _ c l i q u e ( c 3 )

Connecting the tree

Finally, we link the branches of clique to obtain a connected tree. The W orld  methods

w . l i n k _ b r a n c h e s ( c O .p r e c i s i o n ,  c l . p r e c i s i o n ) ; 
w . l i n k _ b r a n c h e s ( t n . m ua, c 2 , r v a r ) ;
w . l i n k _ b r a n c h e s ( t n . k a p p a , c B . r v a r ) ;

respectively link the likelihoood precision to the Wishart prior, the absorption parameter (mua) to 

the random variable (r v a r )  of the normal-Wishart prior and the scattering parameter (kappa) to 

the scattering prior.
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Markov transform in BeTOAST.

Markov transforms are specific to the solution basis. A Markov transform for the nodal basis as 

used in t o a st  is provided by the T o a s t F i l t e r M o d u l e  : : m a r k o v _ t r a n s f  orm . The B e

TOAST library method W o r ld :  : t r a n s f o n n _ r o o t  applies a supplied transform to a specific 

root parameter of a D a ta B r a n c h , We transform the root of the “mean” parameter of the nor

mal likelihood clique before linking the branches of the likelihood and the prior cliques with the 

method W o r ld  : : l i n k ± ) r a n c h e s .

D.2 Optimisation of Parameters

specifying the values of the terminators and then optimising the separators in the graph. The 

BeTOAST libary contains various optimisation schemes for solving the graph. Parameters can be

either optimised simultaneously using the method

w .o p t i m i s e . s i m u l t a n e o u s l y  ( ) ;

or using iterative conditional mode (ICM) finding by

w . o p t im is e . i c m  ( )

Parameters can be explicitly excluded from the optimisation by fixing the containing branch. For

example, the precision parameter of the likelihood cO is fixed using

c O . p r e c i s i o n - > f i x ()

For the optimisation a nonlinear conjugate gradient algorithm was generalised to handle both 

vector and matrix parameters.

D.3 C++ Code Examples Using BeTOAST

Complete code examples of an implementing probabilistic models using the BeTOAST library 

are given below. The codes should be easily understandable with the introduction above.

Example I: Maximum likelihood model

The code below (less than 30 lines of code) performs maximum likelihood estimation. The 

T o a s t M o d u le  provides access to the T o a s t  library and provides the FEM solving routine 

as a G e n e r i c T r a n s  fo r m  object.
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i n t  m a x i m u i n _ l i k e l i h o o d _ w i t h _ l o g _ p a r a m e t e r s ( i n t  a r g c ,  c h a r  * a r g v [ ] )

{
T o a s t M o d u l e  m ( a r g c , a r g v )  ; / / provides TOAST library access
c o n s t  i n t  y d i m  = m.  d a t a _ d i m  () ; / / data dimension
c o n s t  i n t  x d i m  = m . s t a t e _ d i m  () ; / /to ta l state

N o r m a l C l i q u e  I h o o d ( y d i m ) ;

L o g T r a n s f o r m  I t ( y d i m ) ;
G e n e r i c T r a n s f o r m *  = m . d i f f u s i o n _ o p e r a t o r  
E x p T r a n s f o r m  e t ( x d i m ) ;
l h o o d . m e a n - > t r a n s f o r m _ r o o t ( I t ) ;
I h o o d . m e a n - > t r a n s  f o r m _ r o o t ( * m . d i f f u s i o n _ o p e r a t o r ) ; 
l h o o d . m e a n - > t r a n s f o r m _ r o o t ( e t ) ;

W o r l d  w;
w . a d d _ c l i g u e ( I h o o d ) ;
I h o o d . m e a n - > u n f i x ( ) ;

I h o o d . s e t _ p a r a m e t e r s ( 0 . 0 ,  0 . 0 ,  l e 3  ) ;
I h o o d . r v a r - > r o o t ( )  = m . l o g d a t a ( ) ;
I h o o d . m e a n - > r o o t ()  = m . l o g s t a t e ( ) ;

T r a n s f o r m e d P a r a m e t e r  m o n O ( e t , I h o o d . m e a n - > r o o t ( ) )  
m . w r i t e _ i m a g e s ( m . e n v . r o o t n a m e ,  m o n O ) ;

c o n s t  i n t  n i t e r  = 6 0 ;
f o r  ( i n t  k  = 1 ;  k  <=  n i t e r ;  k + + )  {

w . o p t i m i s e _ s i m u l t a n e o u s l y ( 1 ,  1 0 )  ; 
m . a p p e n d _ i m a g e s ( m . e n v . r o o t n a m e , m o n O ) ;

}
r e t u r n  0 ;

/  /  likelihood

/  /  log-transform for data
/  /  FEM forward solver
/  /  exp-transform for log-parameters

/ / M L  has only one density 
/  /  this will get estimated!

/ /  set likelihood precision to 1e3 
/  /  set data value 
/  /  set initial state

/  /  monitor this parameter 
/  /  writes images in TOAST format

/  /  number of iterations

/  /  optimise parameters

Example II: Bayesian regularised model

Below we give the C++ code for the Bayesian model with Type-I normal-Wishart prior as in

troduced in Chapter 7. The reconstructions that have be presented in that chapter have been 

performed using this program.^

The program looks more complicated but essentially its structure is identical with that of the 

code of the ML model with the difference that now more densities ( C l i q u e s )  are added to the 

posterior (W o rld ). Furthermore, now we need to link the branches from the cliques to obtain a 

connected tree before the optimisation.

Another difference from the implementation above is that we now have used a T o astN o d e  

object to access the absorption parameter /x and scattering parameter k  independently. In the ML 

code above the forward solver was implemented as with G e n e r ic T ra n s  fo rm  object that used 

the concatenated state vector 0  =  (/x, k).

With small modifications to allow for user-defined setting of the hyperparameters.
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Separators need not to be unfixed explicitly as in the ML code; this is done automatically 

when linking the branches using l in k J D ra n c h e s  ( ).

i n t  t y p e l _ r e g u l a r i s e d ( i n t  a r g c ,  c h a r  * a r g v [ ] )  

{
T o a s t M o d u l e  m ( a r g c , a r g v ) ;
c o n s t  i n t  y d i m  = m . d a t a _ d i m ( ) ;  
c o n s t  i n t  p d i m  -  m . s t a t e _ p d i m ( ) ;  
c o n s t  i n t  m d i m  = m . n m e a s u r e ( ) ;

N o r m a l C l i q u e  I h o o d  ( y d i m )
W i s h a r t C l i q u e  p r i o r i ( m d i m )
N o r m a l W i s h a r t C l i q u e  p r i o r 2 ( p d i m )  
N o r m a l W i s h a r t C l i q u e  p r i o r ] ( p d i m )

T o a s t N o d e  
L o g T r a n s  f o r m  
E x p T r a n s f o r m  
B l o c k D i a g o n a l T r a n s f o r m

t n ( * m . b a s e _ s t a t e ,  
I t ( y d i m ) ; 
e t ( p d i m ) ; 
b t (y d i m , m d i m ) ;

I h o o d . m e a n  
I h o o d . m e a n  
I h o o d . p r e c i s i o n  
t n . m u a  
t n . k a p p a

- >  t r a n s f o r m _ r o o t ( I t ) ; 
- >  r e l i n k _ r o o t _ ( t n ) ;
- >  t r a n s f o r m _ r o o t ( b t )  
- >  t r a n s f o r m _ r o o t ( e t )

> t r a n s  f o r m _ r o o t ( e t )

/  /  total data dimension 
/  /  single parameter dimension 
/  /  number of data-types

/ /  likelihood 
/  /  data precision prior 
/  /  prior for n 
/  /  prior for k

* m . d i f f u s i o n _ o p e r a t o r ) ;

/  /  because we use iog-data

/  /  because we use log-parameters

W o r l d  w;
w . a d d _ c l i q u e ( I h o o d ) ; 
w . a d d _ c l i q u e ( p r i o r i ) ; 
w . a d d _ c l i q u e ( p r i o r 2 ) ; 
w . a d d _ c l i q u e ( p r i o r ] ) ;  
w . l i n k _ b r a n c h e s ( p r i o r i . p r e c i s i o n ,  
w . l i n k _ b r a n c h e s ( p r i o r 2 . r v a r ,  
w . l i n k _ b r a n c h e s ( p r i o r ] . r v a r .

/  /  creates empty world

I h o o d . p r e c i s i o n  ) ;  
t n . m u a  ) ;  
t n . k a p p a  ) ;

/  /  change this to set hyperparametersp r i o r i . s e t _ p a r a m e t e r s ( 1 0 0 0 ,  0 . 0 1 ,  m d i m  + 11  
p r i o r 2 . s e t _ p a r a m e t e r s ( 0 . 0 ,  0 . 0 ,  p 2 ,  1 . 0 ,  0 . 0 1 ,  p d i m  + 5 ) ;
p r i o r ] . s e t _ p a r a m e t e r s ( 0 . 0 ,  0 . 0 ,  p ] ,  1 . 0 ,  0 . 0 1 ,  p d i m  + 5 ) ;
I h o o d .rv a r  -> r o o t () = m. l o g d a t a ();
tn.mua > r o o t () = m .s ta te _ lo g m u a ();
tn .k ap pa  -> r o o t () = m. s t a t e _ lo g k a p p a ();

G e n e r i c P a r a m e t e r  &mO = t n . m u a  - >  p a r a m e t e r  ()  ; / / monitor for output
G e n e r i c P a r a m e t e r  &kO = t n . k a p p a  - >  p a r a m e t e r ( ) ;  
m . w r i t e _ i m a g e s ( m . e n v . r o o t n a m e ,  mO,  kO ) ;

c o n s t  i n t  n i t e r  = 1 0 ;
c o n s t  i n t  n m a j o r  = 1 0 ;
f o r  ( i n t  k  = 0 ;  k  < n m a j o r ;  k + + )  { 

w . f i x _ a l l ( ) ;
p r i o r i . p r e c i s i o n  - >  u n f i x () 
p r i o r 2 . p r e c i s i o n  - >  u n f i x () 
p r i o r ] . p r e c i s i o n  - >  u n f i x () 
w . o p t i m i s e _ i c m ( l ,  n i t e r ) ; /  /  optimise precisions using ICM

t n . k a p p a  > u n f i x ( ) ;  
t n . m u a  - >  u n f i x ( ) ;
w . o p t i m i s e _ s i m u l t a n e o u s l y ( 1 ,  n i t e r ) ; 
m . a p p e n d _ i m a g e s ( m . e n v . r o o t n a m e ,  mO,  kO

/ /  optimise n and k  simultanously

}
}
r e t u r n  0 ;

The code for the Type-II regularised model that was used in the same chapter is almost iden

tical as the code above except for an additional Markov transformation of the k, parameter, that is
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easily added by

prior2.rvar -> transform_root(m,filters->markov_transform()); priorS.rvar -> transform_root(m.filters->markov_transfonn());

and some changes in dimensions, and different values for the hyperparameters.

Example III: Hierachlcal mixed prior model

The code example below has been used to produce the images of the hierachical model with mixed 

priors that is described in Chapter 8 .̂  The implementation is straightforward using two cliques 

for the first level prior on k (one for the Type-I prior, one for the Type-II prior and by adding 

additional cliques for the hyperprior densities for /i and k . The code is quite lengthy because 

of the numerous cliques and parameters but is by no means more complicated than the previous 

code examples.

The hyperprior cliques have scalar dimension and are connected to the first level priors by a 

Unif ormTr ans form that transforms one-dimensional parameter (scalar) to a uniform vector 

of specified dimensions.

The optimisation is broken up in stages and resembles an ICM-like approach where variables 

are optimised consecutively. The precision variables are conditionally independent and may be 

safely be optimised by finding the conditional modes separately, but /x and k  must be optimised 

simultaneously.

i n t  h i e r a r c h i c a l _ m i x e d _ p r i o r ( i n t  a r g c ,  c h a r  * a r g v [ ] )

{
T o a s t M o d u l e  m ( a r g c , a r g v )
c o n s t  i n t  y d i m  = m . d a t a _ d i m ( )  
c o n s t  i n t  m d i m  = m . n m e a s u r e () 
c o n s t  i n t  p d i m  = m . s t a t e _ p d i m ( ) ;
c o n s t  i n t  k d i m  = m . f i l t e r s - > m a r k o v _ t r a n s f o r m ( ) . t o _ d i m ( ) ;

N o r m a l C l i q u e I h o o d ( y d i m ) ; /  /  likelihood (combined data)
W i s h a r t C l i q u e p r i o r i ( m d i m ) ; /  /  data precision prior
N o r m a l W i s h a r t C l i q u e p r i o r 2 ( p d i m ) ; /  /  Type-I prior
N o r m a l W i s h a r t C l i q u e p r i o r 3 ( p d i m ) ; / / K  Type-I prior
N o r m a l C l i q u e p r i o r 4 ( k d i m ) ; /  /  K  Type-II prior
N o r m a l C l i q u e p r i o r S ( 1 )  ; / /  hyperprior
N o r m a l C l i q u e p r i o r 6 ( 1 )  ; / / K  hyperprior
p r i o r 2 . w i s h a r t . t e r m i n a t e _ s c a l e _ a n d _ d o f ()  ; /  /  excludes scale of dof parameters
p r i o r 3 . w i s h a r t . t e r m i n a t e _ s c a l e _ a n d _ d o f ()  ;

T o a s t N o d e t n  ( *m . b a s e _ s t a t e , * m d i f f u s i o n _ o p e r a t o r ) ;
B l o c k D i a g o n a l T r a n s  f o r m  
L o g T r a n s f o r m  
E x p T r a n s f o r m  
L i n e a r T r a n s  f o r m &

b t ( y d i m ,  m d i m ) ;
I t ( y d i m ) ; 
e t ( p d i m ) ;
m t  = m . f i l t e r s - > m a r k o v _ t r a n s f o r m ( ) ;

With small modifications to allow for user-defined setting of the hyperparameters.
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U n i  f o r t n T r a n s  f o r m

I h o o d . m e a n  
I h o o d . m e a n  
I h o o d . p r e c i s i o n  - 
t n . m u a  
t n . k a p p a  
p r i o r 4 . r v a r  
p r i o r 4 . m e a n  
p r i o r 2 . m e a n  
p r i o r S . m e a n  
p r i o r 4 . m e a n

u t ( p d i m ) ;

t r a n s  f o r m _ r o o t  
r e l i n k _ r o o t _  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s  f o r m _ r o o t  
t r a n s f o r m  r o o t

( I t )
( t n )
( b t )
( e t )
( e t )
( m t )
( m t )
( u t )
( u t )
( u t )

W o r l d  w;  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e  
w . a d d _ c l i q u e

( I h o o d ) ; 
( p r i o r i )  
( p r i o r 2 )  
( p r i o r ] ) 
( p r i o r 4 )  
( p r i o r S )  
( p r i o r 6 )

/  /  full precision to component scalars 
/  /  undo log-parameterisation 
/ /  ...
/  /  apply Markov transform 
/ /  ...
/  /  apply uniform transforms 
/ /  . ..

/ /  . ..

/  /  create empty world 
/  /  add likeliliood 
/  /  add priors 
/ /  ...

w . l i n k _ b r a n c h e s ( p r i o r i . p r e c i s i o n ,  
w . l i n k _ b r a n c h e s ( p r i o r 2 . m e a n ,  
w . l i n k _ b r a n c h e s ( p r i o r ] . m e a n ,  
w . l i n k _ b r a n c h e s ( p r i o r 4 . m e a n ,  
w . l i n k _ b r a n c h e s ( p r i o r ] . r v a r ,  
w . l i n k _ b r a n c h e s ( t n . m u a  , 
w . 1 i n k _ b r a n c h e s ( t n . k a p p a ,

I h o o d . p r e c i s i o n  
p r i o r S . r v a r  
p r i o r 6 . r v a r  
p r i o r S . r v a r  
p r i o r 4 . r v a r  
p r i o r 2 . r v a r  
p r i o r ] . r v a r

/  connect likeliliood witli Wishart prior 
/  ... prior with hyperprior 
/  ... K prior with hyperprior 
/ ... K Markov prior with hyperprior 
/  ... K Type-i with Type-ii prior 
/  ... prior with T o a s t N o d e  
/  ... K prior with T o a s t N o d e

( 1 0 0 0 , 0 . 0 0 1 , 
( 0 . 0 ,  0 . 0 ,  4 ,  
( 0 . 0 , 0 . 0 , 
( 0 . 0 , 0 . 0 , 
( c l ,  c l ,
( c 2 ,  c 2 .

0 ) 

1.
4 ,  1 .
1 0 0 ) ; 
0 . 0 1 ) 
0 . 0 1 )

double  c l  = m .s ta te _ lo g m u a ( ) .mean() ;  
double  c2 = m. s t a t e _ lo g k a p p a ( ) .mean() 
Ihood. se t_ p ara m eters  ( 0 . 0 ,  0 . 0 ,  1000)  
p r i o r i . se t_pa ram eters  
p r i o r 2 . se t_pa ram eters  
p r i o r ] . se t_p a ram eters  
p r i o r 4 . se t_p a ram eters  
p r i o r S . set_p a ram eters  
p r i o r S . set_pa ram eters  
I h o o d .rv a r  -> r o o t () = m . l o g d a t a ();  
tn.mua -> r o o t () = m .s ta te _ lo g m u a () ;
tn .k ap p a  -> r o o t () = m .s ta te _ lo g k a p p a (

/  /  change here to set hyperparameters...

0 . S , p d i m  + 
0 . S , p d i m  +

/ /  hyperprior to GPU 
/ /  hyperprior to GPU

c o n s t  G e n e r i c P a r a m e t e r S c  mO = t n . m u a  > v a l u e  ( ) ;  
c o n s t  G e n e r i c P a r a m e t e r S c  kO = t n . k a p p a  - >  v a l u e  ( )  ; 
m . w r i t e _ i m a g e s ( m . e n v . r o o t n a m e ,  mO,  kO ) ;

c o n s t  i n t  n i t e r  = m . e n v . M a x L M ;  
c o n s t  i n t  n m a j o r  = m . e n v . MaxNR /  n i t e r ;  
f o r  ( i n t  k  = 0 ;  k  < n m a j o r ;  k + + )

{
w . f r e e _ s e p a r a t o r s _ f i x _ t e r m i n a t o r s ( ) ;  
t n . m u a  - >  f i x  ()
t n . k a p p a  - >  f i x  ()
p r i o r 2 . m e a n  - >  f i x () 
p r i o r ] . m e a n  - >  f i x ()  
w . o p t i m i s e _ i c m ( l ,  n i t e r ) ;

w . f i x _ a l l ( ) ;
p r i o r S . r v a r  - >  u n f i x ( ) ;  
p r i o r S . r v a r  - >  u n f i x ( ) ;  
w . o p t i m i s e _ i c m ( 1 ,  n i t e r ) ;

w . f i x _ a l l ( ) ;
t n . m u a  - >  u n f i x ( ) ;
t n . k a p p a  - >  u n f i x ( ) ;
w . o p t i m i s e _ s i m u l t a n e o u s l y ( l ,  n i t e r ) ; 
m . a p p e n d _ i m a g e s ( m . e n v . r o o t n a m e ,  mO,  kO )

}
r e t u r n  0 ;

/  /  fix ail terminators and unfix ail separators

/ /  optimise over precisions using ICM

/ /  optimise hyperpriors using ICM

/  /  optim ise /x and k  sim ultaneously
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D.4 Summary of classes in the BeTOAST library

Below we summarise the classes that have been implemented in the BeTOAST library. A short 

description is given for each class; for details we refer to the code directly. Classes that are 

specific to Optical Tomography have been isolated in a ToastModule. The list below also 

includes additional densities and transforms that not have been used in this thesis but can be used 

for building new models.

Error functions

CoNormalEF
CoWishartEF
GammaEF
GenericEF
InverseWishartEF
NormalEF
PoissonEF
PosteriorEF
WishartEF

normal-type correlation error (experimental)

Wishart-type correlation error (experimental)

Gamma error function

virtual base class

inverse Wishart error function

normal error fuction

Poisson error function

implements log-posterior

Wishart error function

Parameter classes

DenseParameter 
DiagParameter 
GenericParameter 
LinearSumParameter 
MatricParameter 
MirrorParameter 
PartParameter 
SparseParameter 
Trans formedParameter

implementation with dense matrix

implementation with diagonal matrix

virtual base class

linear parameter: x  a  +  B x

virtual base class

dynamic copy other parameter

links to part of other parameter

implementation with sparse matrix

implements x  —> T(x)  with T  a G e n e r ic T r a n s f  orm
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Filters and Transform classes

BlockDiagonalTransform
DiagonalTransform
ExpTransform
EyeFilter
EyeTransform
FourlerTransform
GausslanBlurFilter
GenericFilter
GenericTransform
IdentityTransform
InvertTransform
IterativeFilter
LinearFilter
LinearTransform
LogTransform
MeanFilter
MedianFilter
OneWayFilter

transforms vector to diagonal block-partitioned matrix

transforms vector to diagonal matrix

elementwise exponential transformation

replaces matrix diagonal with its mean

scalar to uniform diagonal matrix

Fourier transform of vector

filters with Gaussian kernel

virtual base class

virtual base class

identity transform

elementwise inversion

applies a G e n e r i c F i l t e r  i times

linear filter class

linear transformation class

elementwise logarithm

replaces elements with mean

replaces elements with median

directonal identity transform

P airw iseA verageT ran sf orm computes pairwise average values 

P a ir w ise D iffe r e n c e T r a n sfo  rmcomputes pairwise differences

PartTransform
RegressionTransform
RightLinearTransform
SymmetricTransform
UniformDiagonalTransform
UniformTransform
UnityRescaleTransform

takes subset of vector

transforms data set to regression coefficients

X —>■ X ■ A

A  -+ B A B ^

a -+ diag(a)

scalar to uniform vector

rescale to unit vector (but retains Jacobian)
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Classes related to graphical modelling

DataBranch
DataNode
GammaClique
GenericClique
GenericNode
LinearRegressionClique
MirrorNode
NormalClique
NormalWishartClique
PoissonClique
TransformNode
WishartClique
World

implements graphical branch 

node containing value 

implements Gamma density 

virtual base class 

virtual base class

retains dynamic copy other node 

implements normal density 

implements normal-Wishart density 

implements Poisson density 

applies transform to DataNode 
implements Wishart density 

implements posterior density

Some W o rld  methods

add-clique (c) 
f ix_all ( )
linkJoranches (a,b) 
markovJolanket (d) 
optimise_icm( ) 
optimise_simultaneously ( ) 
sample()
toggle.f reef ix ( )

add clique to the world

fixes all data nodes (i.e. exclude from optimisation)

links branches of cliques a and b

returns list of data-nodes in Markov blanket of node d
optimises graph using iterative conditional mode (ICM)

optimises graph simultaneously

MCMC sampling of graph (experimental)

toggles free nodes to fixed, and vice versa



A f t e r w o r d

I regret that I have not been able to give a full Bayesian analysis of Optical Tomography in this 

thesis. Many aspects such as rigorous sampling and model comparison are still missing. The 

priors are most probably still too simple for real brain imaging. But I believe that my work at 

least has set a first step towards that goal.

And I also stress that I am not suggesting that Bayesian modelling is a fleshed out framework 

for Optical Tomography. I am proposing that the Bayesian method raises many open questions 

that might be worthy of consideration by the inverse problems community. If one is willing to 

combine both fields then I sincerely believe that true progress can be made.

Although, in my opinion, Bayesian methods (especially when using hierarchical models) are 

a major step forward compared to classical estimation, Bayesian models alone may not be able 

to describe the complexities of the real world. The world outside is not only uncertain but also 

continuously changing. Bayesian models may well handle uncertainty but the model structure 

remains fixed. My vision is that a collection of small Bayesian models that can flexibly interact 

and cooperate in a dynamic manner may eventually be able to model the real world and our brain.

Ivo Kwee 

December 1999
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covariance matrix, 107 

lower bound on, 107 

scaling of, 107 

Cramer-Rao lower bound, 108 

cross validation, 131 

cytochrome-c oxidase, 43

data

representation of, 68 

vector, 68 

data type

central moment, 56 

Laplace, 56 

mean time, 56 

mean-variance, 72 

Mellin, 55 

skew, 56

skew-Laplace, 72 

variance, 56 

data types

choosing, 55 

degree of freedom, 148, 184 

density, see distribution 

density nodes, 145 

deoxyhaemoglobin, 43 

derivatives of a matrix, 193 

diffusion equation, 45, 46, 189 

and FEM, 51

linear perturbation of the —, 58

diffusive wave approximation, 190 

distribution

multivariate normal, 199 

multivariate Student-t, 201 

Cauchy, 199 

chi-squared, 199 

Gamma, 198 

Lorentzian, 199 

normal, 197 

normal-Wishart, 138 

Poisson, 197 

Student-t, 199 

Wishart, 138, 200

early stopping, 117, 180 

electrical impedance tomography, 34, 103 

error function, 68 

FML, 112 

normalised, 69 

rescaled, 69 

exitance, 48

extended diffusion approximation, 190

FEM, see finite elements method 

Fick’s law, 190 

finite differences method, 65 

finite elements method, 51 

forward problem

and inverse problem, 35 

computation using FEM, 53 

frequency domain 

computations, 54
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imaging, 102 

measurement, 100 

functional

brain imaging, 32 

imaging, 30, 33

Galerkin method, 52 

Gamma distribution, see distribution 

global optimisation (TOAST), 82 

gradient, 62

computation using FEM, 61 

direct computation using FEM, 63 

partial, 63 

total, 63 

gradient transform, 158 

graphical model, 145, 158, 170 

graphical modelling, 203 

great-prior-uncertainty, 137 

Green’s function

analytical solution using —s, 63 

for infinite medium, 64

haemoglobin, 43 

heat equation, 46, 63 

Helmholtz equation, 46 

Heyney-Greenstein formula, 186 

hierarchical modelling, 167, 181 

hold-out validation, 118 

and cross validation, 131 

and re-selection, 121, 126 

and scaling, 128 

and split ratio, 121, 123
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hyperprior, 168 

hypothesis, 141

ICM algorithm, 108 

ill-posed, 35, 102, 103 

image

density function, 67 

representation of, 67 

vector, 67 

image resolution, 172 

imaging

BOLD, 34 

brain, 32 

breast, 33 

EXT, 34

frequency domain, 102 

functional, 33 

modalities, 29 

structural, 33 

initial condition, 47 

integrated intensity, 54 

inverse crime, 76 

inverse problem, 35

and forward problem, 35 

and noise, 100 

and null space, 99 

isotropic scattering, 186

Jacobian, 57,195

Jeffrey’s invariance principle, 137

joint density, 141, 191
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Lambert-Beer law, 41 

Laplace equation, 46 

least squares 

method, 67 

likelihood, 136, 142 

likelihood precision, 177 

linear attenuation coefficient, 41 

log-determinant, 105, 112, 115 

logarithmic transformation, 140

magneto-encephalography, 34 

marginal density, 191 

Markov transform, 205 

matrix

derivatives, 193 

Jacobian or sensitivity, 57 

trace, 193 

maximum likelihood 

estimation, 68 

full, 105

limitations of, 99 

Maxwell’s equations, 44 

mean time, see data type 

mesh discretisation, 72 

Mie theory, see scattering 

mixed priors, 168, 181 

MONSTIR, 31, 174 

Monte Carlo method, 64 

Monte-Carlo Markov-Chain, 147 

Morozov’s criterion, 132 

multivariate

distibutions, 199 

normal, 199 

Student-t, 201 

myoglobin, 43

near infrared spectroscopy, 31

neonatal brain, 32

neural networks, 132, 181

noise control, 118

noise modelling, 57

normal distribution, see distribution

normal-Wishart

and Student-t, 150 

as conjugate prior, 138 

as Tikhonov-type prior, 152 

as Type II prior, 157 

characterisation of, 147 

distribution, see distribution 

prior precision in, 148 

null space, 99, 102

objective function, 179 

operator

diffusion, 68 

forward, 61 

projection, 68 

optical

radiation, 30 

window, 42 

optimisation

of error function, 69 

of graphical model, 205
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TOAST global, 82 

optimisation algorithms, 100 

overfitting, 99, 102 

oxygen, 30

P-1 approximation, 45, 190 

P-n approximation, 190 

parameter transformation, 141 

PET, see tomography 

phantom

basic, 174 

head-shaped, 70 

Philips, 33 

photon

absorption, 38 

as particle, 44 

density, 46, 189 

density waves, 49, 101 

diffusion coefficient, 46, 190 

flux, 189 

migration, 44 

scattering, 38 

transport model, 44 

PMDF, 58

computation using adjoint method, 60 

computation using Green’s functions, 59 

Poisson distribution, see distribution 

posterior

density, 136 

mode, 145

sampling of, 145, 183 

precision matrix, 200

prior

covariance, 108, 148 

density, 136 

precision, 148 

prior information, 118, 136 

assessing, 170 

projection operator, 140

radiant intensity, 44 

radient matrix, 157 

Radon transform, 35 

re-selection, see hold-out validation 

reconstmction methods, see algorithms 

reduced scattering coefficient, 190 

reduced transport coefficient, 190 

reflection parameter, 47 

region-based reconstruction, 183 

régularisation

classical Tikhonov, 150 

first-order, 157 

Type I, 152 

Type n , 157 

zeroth-order, 152

sampling of posterior, 145, 183 

scaling

error norm, 76 

parameter, 76 

scatter

cross-section, 40 

phase function, 185 

scattering
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Mie, 39

of light in tissue, 43 

physical origins of, 38 

Raman, 38 

Rayleigh, 40 
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to initial guess, 82 

to mesh resolution, 72 

to source-detector positions, 78 

sensitivity matrix, 57 

separators, 203 

skew, see data type 

smoothness, 172 

source condition, 47 

specific intensity, 187 

SPECT, see tomography 

split ratio , see hold out validation 

statistics

of integrated intensity, 57 

of mean time, 57 

structural imaging, 33 

Student-t distribution, see distribution 

subjective probability, 135

terminators, 203 

Tikhonov régularisation, 150 

TOAST, 70

and conjugate gradient, 69 

global optimisation option, 82 

node, 204

normalised error option, 69

rescaled error option, 69 

tomography

diffraction, 101, 103 

electrical impedance, 34, 103 

positron emission, 34 

single photon emission computed, 33 

trace of a matrix, 193 

transform

Laplace, 56 

Mellin, 55 

transformation

logarithmic, 140 

node, 204 

transport equation, 44, 185

univariate distributions, 197 

universe, 182

validation

and Bayesian régularisation, 180 

and neural networks, 181 

and overfitting, 119 

error, 119 

function, 131

hold-out, see hold out validation 

variance, see data type

weight functions, 102

and Green’s functions, 103 

and hitting density, 103 

and Jacobian, 102 

Wishart

as conjugate prior, 138
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world, 182, 205, 213

zeroth-order prior, 152


