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ABSTRACT.

Profoundly hearing-impaired listeners have great difficulty in processing the timbre 

and pitch of vowel sounds. Psychoacoustic measures suggest that spectral processing 

is very limited for these listeners, but that temporal processing is relatively well 

preserved. The role of these residual abilities in vowel perception is not known. Three 

experiments examined performance using stimuli ranging from very simple to close 

approximations of natural vowels. For discriminating the centre-frequency (CF) and 

fundamental frequency (Fq) of a single formant, performance was about an order of 

magnitude worse than in normal hearing listeners. Pure-tone frequency discrimination 

was better than CF discrimination, but Fq discrimination for the formant complexes 

was not. The results suggested a spectral mechanism for timbre processing, and a 

temporal mechanism for pitch processing. The second experiment investigated the 

discrimination of a single formant contained within 2-formant vowels. A synthesis 

method which presented the first and second formant in separate halves of the period 

led to lower DLs for vowels with a formant separation of 440 Hz or less. Mutual 

masking between simultaneously present formants was shown to limit formant 

discrimination. Again, a spectral mechanism gave a reasonable account of the results. 

The final experiment measured vowel and diphthong identification, using a range of 

fixed and sweeping FqS. Performance was often barely above chance. The primary cue 

to vowel identity was F I, while the cues used for diphthong identity were not 

obviously related to the formant transitions. Factors found to be important in 

discrimination were not important in vowel and diphthong identification. Overall, the 

results suggest that spectral mechanisms may play a more important role in vowel 

timbre perception than originally thought in these listeners. The discrimination of 

pitch was consistent with a temporal mechanism. The results suggest limitations to 

the complexity of vowel sounds that can be usefully conveyed to these listeners.
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C hapter 1.

G eneral introduction.

1. Overview.

Profoundly hearing-impaired people have great difficulty in understanding speech, 

even in favourable listening conditions. The difficulty is only partly attributable to 

the loss of audibility and reduction of audible frequency span. Psychoacoustic 

experiments have revealed that the processing of suprathreshold sounds has also 

been degraded, compared to the normal-heaiing auditory system. The focus of this 

project is the extent of residual processing and its potential in extracting the 

information conveyed by vowel sounds.

The relationship between the processing of simple sounds commonly used to 

measure residual processing abilities and performance with natural speech 

material is not clear. One approach in bridging the two extremes is to examine the 

perception of simple sounds resembling speech units, whose complexity gives 

successively closer approximations to real speech. Initially, this project examines 

the frequency discrimination performance of stimuli that have a very loose 

approximation to a vowel sound. Performance is measured for a number of centre- 

frequencies (the “timbre”) and fundamental frequencies (the “pitch”) of the 

stimuli. From here, the complexity of the vowel sounds increases and the 

frequency discrimination related to “timbre” is measured. Finally, a closed-set 

identification task consisting of natural sounding vowels and diphthongs is used to 

examine what factors are important in extracting timbre. The information from 

these studies could be used to aid the selection of useful speech information 

matched to residual auditory ability, as suggested by Fourcin (1990).

This chapter begins with an introduction to vowel sounds, and how they convey



timbre and pitch information. An audiometric definition of profound hearing- 

impairment is given, and some studies which suggest that speech perceptual 

problems in general are not simply due to a lack of audibility, nor even related to 

audiometric characteristics, are discussed. The extent of residual processing as 

revealed by psychoacoustic experiments is revealed. The ways in which these 

processes might extract pitch and timbre of vowel sounds is outlined. Lastly, the 

statement of aims for the project is given.

2. Vowel and diphthong perception.

Since this project uses vowel-like sounds as a tool for studying residual processes, it 

is useful at this point to describe the physical properties of vowels. In particular it is 

important to make explicit how these physical properties cause vowels to differ in 

tej'ms of timbre and pitch.

SoLirce-filter theory (Pant (1960), reported in Rosner and Pickering (1994)) states 

there are two aspects to vowel production. The first part, or “source”, arises from the 

larynx. As air is pushed out from the lungs, the elastic properties of the larynx 

modify the airflow to give quasiperiodic vibrations. The resulting time-domain 

pressure waveform is then modified by the supralaryngeal vocal tract to produce a 

new pressure waveform at the lips. In the frequency domain, the supralaryngeal 

vocal tract is seen as a “filter” , whose resonant characteristics depend on the position 

and shapes of the articulators (such as the tongue, jaw and lips). The resonance of 

the vocal tract produce peaks in the spectrum of the harmonic source. These are 

termed “formants”, and each has its own centre-frequency and bandwidth. Changes 

to the centre-frequencies of the formants give rise to changes in timbre. The 

frequency locations of the lowest three formants (termed F I, F2 and F3) are 

important in vowel quality judgements. F Is (for a male speaker) exist in the 

frequency region 150 - 850 Hz, and F2s in the region 500 - 2500 Hz. Diphthong 

perception is also based on formants, but the key distinguishing feature is the 

formant transition. For natural diphthongs, in addition to the formant transition is a 

steady-state formant pattern at the beginning and end of each transition. Gay (1970)
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showed that the rate of frequency change is more important than the exact formant 

Frequencies at the end of the diphthong. The filtering characteristics of the 

supralaryngeal tract are not markedly affected by changes to the harmonic source, so 

that vowel timbre is generally unaffected by changes in vowel pitch. Natural vowels 

are not signalled by formant frequencies alone. Often, it is a frequency transition in 

F 1 or F2 (or both) which contrasts one vowel from another. There are also cues not 

directly related to formants. These include duration (long and short vowels), pitch 

and also level. This project controls for these variations by using synthetic 2-formant 

vowels, in which only the frequency location of FI and F2, or the transition of FI 

and F2, vary. Vowel formant frequency is a potentially accessible auditory cue for 

profoundly hearing-impaired listeners, since FI and F2 are often within their audible 

frequency span. Also, vowel sounds are among the loudest components of speech 

sounds, and are thus a robust speech feature.

The repetition rate of the vibrating larynx is the perceptual correlate of pitch. The 

inverse of the repetition rate is the fundamental frequency (F o). In general, the 

information carried by voice pitch is of three types. The first of these is pitch range 

and voice quality, which gives information about speaker identity, age, and 

emotional state. Secondly, intonation gives information about supra-segmental 

factors. Lastly, voicing information signals voice onset time and vowel duration. For 

the profoundly hearing-impaired, voice pitch information is crucial, since it is 

relatively invisible. Some of the important cues to the identity of individual sounds 

depend only on detecting the presence or absence of vocal fold activity. For example 

voice onset time is a basic cue which distinguishes between /p/ and /b/. Variations in 

the rate of closure of the vocal folds are of even more importance. The F q 

component in natural speech is always present, and although sometimes at a 

relatively low amplitude, it is quite a salient feature. Baken (1987) reported that the 

typical frequency ranges of voice Fq were from 85 to 155 Hz and 165 to 255 Hz for 

males and females respectively. A ten year-old child typically ranged from 208 to 

259 Hz. These ranges fall well within the audible range of profoundly hearing- 

impaired listeners, making pitch an important and potentially accessible auditory
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feature.

3. Audiometric properties of profound hearing-impairment.

Profound hearing-impairment can be defined as an average hearing loss of 90 dB or 

more at the audiometric frequencies of 0.25, 0.50, 1.0 and 2.0 kHz. According to 

Thornton (1986), the prevalence of an average hearing loss at these frequencies of 

greater than 50 dB is 35 % of the total UK population. The prevalence for average 

hearing losses of 90 dB or more is 0.2 % of the total UK population.

Normally, where the hearing loss is of cochlear origin, profoundly hearing-impaired 

listeners have much higher thresholds for higher frequencies, and also a reduction in 

the audible frequency span to 2 kHz or less. This gives rise to characteristic "bottom 

left-hand corner" audiograms. Profoundly hearing-impaired listeners can also have a 

greatly reduced dynamic range, sometimes as small as 2 dB between threshold and 

uncomfortable levels, especially for frequencies from 500 to 2000 Hz. Faulkner et 

al. (1990a) reported that of seven profoundly hearing-impaired subjects, average 

dynamic ranges at 500 and 1000 Hz were 7, 0, 4, 3, 20, 12 and 15 dB. Rosen (1990) 

reported the largest dynamic ranges at 125 Hz with a monotonie decrease with 

increasing frequency.

4. Speech perceptual performance by the profoundly hearing-impaired.

The following section has two purposes. The first is to describe the extent of speech 

perceptual difficulties of profound hearing-loss with reference to studies that have 

used natural speech tokens as their stimuli. The second purpose is to reveal any 

relationship these studies may have found between speech performance and 

audiometric characteristics.

Lamore et al. (1985) investigated the speech perceptual abilities of 32 pupils aged 

between 12 and 20 years. Their mean pure-tone audiogram (measured at 0.25, 0.5,

1.0 and 2.0 kHz) was 75.5 dB HL, making this population more representative of 

severely hearing-impaired listeners. One measure used was the speech reception
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threshold (SRT), where subjects are presented with short sentences and are required 

to report back as much of the sentences as they can. Performance is measured as a 

function of presentation level. Typically, the lowest level at which the subject can 

cojTectly report back an average of 50% of the sentences is taken as the SRT. The 

group tested by Lamore et al. showed an SRT mean of 93.4 dB HL, with a large 

variation associated with this mean. Considering that normal-hearing listeners easily 

perform at levels less than 30 dB HL, the SRT of the impaired subjects gives a first 

indication of speech perception difficulties. A further test used by Lamore et al. was 

the word discrimination test, and the maximum score achieved was 68%. Clearly, 

even with a lesser degree of hearing loss than profoundly hearing-impaired listeners, 

the subjects showed great difficulty in processing natural speech sounds. Although 

some basic audiometric abilities were shown to be linked to speech reception (such 

as puie-tone threshold at low frequencies), measures of temporal and spectral 

processing did not show clear patterns of correlations. Some of these did correlate 

with audiometric measures, however.

Flynn, Dowell and Clark (1998) measured speech recognition in a group of adults 

with a severe (20 subjects) or severe-to-profound (14 subjects) hearing loss. The 

main interest was in how differences in the audiometric characteristics of the two 

groups of subjects would be reflected in performance in the different speech tasks. 

All subjects were experienced hearing-aid users, and measures were used to ensure 

that their hearing aids were working and fitted correctly. Subjects used their hearing 

aids for all the experimental tasks. Stimuli were presented via a loudspeaker at 60 

dB A peak level, with the subject seated one meter away. Speech recognition was 

measured using lists of eleven vowels in /lV-vowel-/d/ context, and lists of 24 

consonants in /a/-consonant-/a/ context. A set of words of consonant-vowel- 

consonant was also used, as well as a set of sentences varying in length from 3 to 14 

words. Results from the vowel tests showed 93.8 % and 83.9 % overall correct for 

the severe and severe-to-profound groups respectively. Information transmission 

analysis, whereby the confusion matrices of the subjects are used to determine which 

acoustic features were important in identifying the vowels, indicated that vowel
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duration and FI information were transmitted in tact. F2 information was relatively 

poorly transmitted. The consonant task results showed subjects had greater difficulty 

than for the vowel task. Overall scores were 72.8 % and 50.5 % for the severe and 

severe-to-profound groups respectively. The information transmission analysis 

revealed that voicing information was well transmitted, and that the poor 

performance was mainly due to a lack of information regarding place and manner 

cues. There was great variability in the results from the monosyllabic word tasks. 

The severe hearing-loss group scored a mean of 67.2 %, compared to 38.6 % for the 

severe-to-profound hearing-loss group. Results from the open-set recognition of 

sentences also showed a large inter-subject variability. In the quiet conditions, the 

mean correct score was 82.9% for the severe hearing-loss group and 55.8 % for the 

severe-to-profound hearing-loss group. In comparing the percent correct scores in 

each speech task with pure-tone average thresholds, Flynn et al found “moderate” 

correlations in all tasks with r ranging from 0.50 to 0.63. Comparisons between the 

two groups of hearing loss showed that the severe group performed significantly 

better than the severe to profound group. The conclusion was that the division of 

listeners in terms of pure-tone audiogram was justified. Flynn et al point out that 

although the general trend of worse performance with increasing hearing loss was 

statistically supported, there was considerable unexplained variance in performance 

across the groups of subjects. Like Lamore et al. (1985), the amount of variance 

accounted for by the pure-tone audiogram decreased with increasing hearing loss.

Faulkner et al. (1992) measured speech perceptual performance in a group of 13 

profoundly hearing-impaired listeners. The study assessed the potential benefit of 

the SiVo hearing aid (Rosen et al. (1987)) over conventional amplification. The 

SiVo was intended to supplement lipreading by extracting the Fo from voiced 

speech, and presenting it as a sinusoid with frequency and amplitude mapped to the 

user’s residual hearing. Speech tests were therefore orientated towards assessment of 

the degree to which particular speech features were conveyed by each device. 

Subjects were presented with the speech material via a loudspeaker though either 

SiVo or their conventional hearing aid. A question/statement task was used to
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measure intonation perception. Question sentences used a final 200 ms Fq contour 

which typically rose from 135 to 230 Hz, while for statement sentences the final Fo 

contour fell from 270 Hz to 150 Hz. The material was presented without lipreading, 

and subjects responded whether each trial was a question or statement. Of the ten 

subjects who completed the task, performance with the SiVo was significantly better 

than with the conventional aid. Three subjects obtained near-perfect scores with 

both SiVo and conventional devices, and four subjects performed significantly better 

with the SiVo. Only one subject performed at chance levels in all conditions. The 

results show that, for the range of Fq transitions used, voice pitch is an accessible 

feature for profoundly hearing-impaired listeners. Most tests provided lipreading 

information to the subjects. A 12-intervocalic consonant test, using /aCa/ syllables, 

was used to test the reception of segmental voicing, manner and place of articulation 

information, and a connected discourse traeking (CDT) procedure to assess 

segmental and prosodic reception. For the consonant task, overall percent correct 

ranged from 49 to 91.7 % for conventional amplification and 53.6 to 80.2 % for the 

SiVo aid. Information transmission analysis showed that, regardless of processing 

type, most subjeets received place cues relatively well (a minimum of 87 % across 

subjects). Interestingly, subjects also did well with features which are relatively 

invisible and rely on auditory proeesses for their extraction. Voicing was transmitted 

never less than 71.3 % across subjects. Also, manner information transmitted ranged 

between 71.9 to 87.5 %. The CDT task showed a range of performanee across 

subjects. The average score in words-per-minute ranged from 44.0 to 79 for the 

SiVo device and 37 to 83.5 with a conventional device. Overall, there was no 

significant difference in tracking rate between the two devices. Faulkner et al. 

concluded that Fq information is useful to these listeners in a task where the 

information rate is substantially higher than in the identification of isolated inter

vocalic consonants. Performance in all the speech tasks was compared to pure-tone 

thresholds for each subject. Hearing loss was significantly negatively correlated with 

question/statement scores and consonant manner information extraction. These 

results indicate that subjects with less extreme hearing loss were better able to 

identify intonation contours and to extract manner information from amplified
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speech.

An issue arising from these studies concerns the roie of audibility in speech 

perception. A first requirement is that the speech signal is above the audible level 

for the listener, since those parts that are not cannot play a role in the perceptual 

process. However it is not clear whether it is the reduced audibility of the speech 

cues (that is, low sensation levels) that contributes to perceptual difficulties, or 

whether changes to suprathreshold processes (such as frequency selectivity) play a 

role. Moore et al. (1997) aimed to determine the relative importance of audibility 

and suprathreshold measures such as reduced frequency selectivity and impaired 

loudness perception. They tested a group of unilaterally hearing-impaired listeners 

with a moderate to severe loss in the impaired ear, using sentences presented in 

quiet and in the presence of competing speech and speech-shaped noise. 

Simulations of threshold elevation and loudness recruitment were presented to the 

normal ear, either alone or in conjunction with a simulation of reduced frequency 

selectivity. Performance was compared to that found for unprocessed speech 

presented to the impaired ear. Performance with all processing conditions 

presented to the normal ear exceeded that of the performance in the impaiied ear. 

It was suggested that the impaired ears of the subjects were poorer than would 

typically be expected due to auditory ‘neglect’. This claim was supported by 

performance scores obtained from a group of audiometrically matched bilaterally 

impaired listeners. The simulations of threshold elevation and reduced frequency 

selectivity combined gave similar scores in the normal ears of the unilateral 

subjects as for the performance scores of the bilaterally impaired listeners. The 

threshold elevation, loudness recruitment simulation alone produced much higher 

scores than observed for the impaired ears of the unilaterals and for the matched 

bilateral subjects.

5. Psychoacoustic estimates of residual auditory processing.

The studies in the previous sections suggested that while audiometric characteristics 

are important in processing suprathreshold speech sounds, audibility can account for
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onJy some of the difficulties experienced by profoundly hearing-impaired listeners. 

The focus of this section is in defining what suprathreshold processing exists, as 

revealed by psychoacoustic measurements. An obvious step forward in accounting 

for speech perceptual difficulties is comparisons of these measures with speech 

performance. Results of these comparisons are discussed. The two key areas 

reviewed are spectral and temporal processing, and these are explained in terms of 

the normal hearing auditoi-y system and then the extent of deficit in the profoundly 

hearing-impaired auditory system.

5.1. Frequencv selectivity.

Frequency selectivity refers to the auditory system’s ability to separate out the 

frequency components of a sound. The physiological basis of frequency selectivity is 

the basilar membrane (BM), which runs along the length of the cochlea. The BM 

behaves as a bank of continuously overlapping bandpass filters, each with a slightly 

different centre frequency. If a tone is composed of 100, 500 and 1000-Hz sinusoids, 

the 100-Hz component will be resolved near the apex of the cochlea and will excite 

inner hair cells (IHCs) in this region, causing transduction of mechanical energy to 

neural energy. The iOOO-Hz sinusoid will be resolved nearer to the basal end of the 

BM and excite IHCs in this region. The broad frequency tuning observed in the 

passive BM is sharpened by an active process dependent on the motile properties of 

the outer hair cells (OHCs), which possibly feed mechanical energy back to the BM 

(Yates, 1986). This active process seems crucial for the fine degree of frequency 

selectivity measurable (via both physiological and psychological methods) in the 

normal cochlea, and also the sensitivity to very weak sounds.

The shape of the auditory filters is most accurately measured using a noise masker 

with a spectral notch around the pure-tone signal frequency. The filter shape is 

estimated by measuring the pure-tone threshold as a function of the width of the 

notch. Moore (1995) outlined two key characteristics of these filter shapes, and 

hence frequency selectivity. Firstly, the bandwidth of the filters increases with 

increasing centre-frequency. When the bandwidth is expressed as an equivalent
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rectangular bandwidth (ERB), the relationship can be described by:

= 24.7(4^7 F +7)

where the ERB is expressed in Hz and F corresponds to the frequency in kHz. The 

ERB scale is a good approximation of the frequency analysing characteristics of the 

cochlea. Secondly, the shape of the auditory filter varies with level. At moderate 

levels, the filter is approximately symmetrical on a linear frequency scale, but with 

increasing level the low-frequency skirt becomes more shallow and the ERB 

increases.

Cochlear hearing loss is generally associated with damage to the IHCs and OHCs. 

Where the OHCs are lost, the effectiveness of the active mechanism is diminished 

and tuning curves on the BM become more broadly tuned. Glasberg and Moore 

(1986) measured auditory filter shapes in listeners with unilateral and bilateral 

cochlear hearing loss. They used notched noise as a simultaneous masker of a pure 

tone, with masked thresholds as a function of notch width giving an estimate of 

auditory filter shape. The notch was positioned both symmetrically and 

asymmetrically about the tone frequency in order to estimate any asymmetry of filter 

shape. The same noise spectrum level was used for all subjects and ears (apart from 

one case). For all normal-hearing ears, a high degree of frequency selectivity was 

measured, with little variation in filter shapes across ears. The filter shapes were 

markedly asymmetric for centre-frequencies of 1.0 and 2.0 kHz, and slightly more 

symmetric at 0.5 kHz. For the impaired ears, filter shapes varied greatly across 

subjects. The filter shapes derived from the bilaterally impaired subjects were 

comparable to those from the unilateral hearing loss subjects. For most subjects, the 

low- and high-frequency slopes of the auditory filter were shallower than normal, 

with the lower-frequency slopes generally showing the greatest departure from 

normal. For the unilateral hearing loss subjects, the ERB was always greater in the 

impaired ear than in the normal ear at the same centre-frequency. A significant 

correlation was found between the ERB of the filter and pure-tone threshold at



frequencies of 1.0 and 2.0 kHz. Moore (1995) combined data from Glasberg and 

Moore (1986) and other studies to plot ERB measurements as a function of pure- 

tone threshold. ERB values were plotted relative to those measured from normal- 

hearing listeners at moderate levels, and also relative to normal-hearing listeners 

tested at equal SPL as the impaired subjeets. For both plots, a elear trend of 

increasing ERB with increasing absolute threshold was apparent. However, there 

was considerable seatter in the data, and Moore points out that auditoi-y filter ERB 

may not be reliably predicted from pure-tone absolute thresholds. The variability in 

the data may result from differing types of cochlear hearing damage.

There have been relatively few studies attempting to define residual frequeney 

selectivity in profoundly hearing-impaired listeners. Faulkner et al. (1990a) 

measured masked thresholds for pure-tones at 125 or 250 Hz in the presence of an 

80 Hz wide masking noise centred at 125 or 250 Hz. The tones were presented at 10 

dB sensation level and the level of noise varied to find the masked threshold. 

Although the sensitivity of this method can be affeeted by off-frequency listening 

(where a greater signal-to-noise ratio can be achieved by listening through a filter 

centred away from the test frequency), the test is meant only as a gross indication of 

the extent of seleetivity. The average masking level differenee between on-probe (eg 

125 : 125 Hz) and off-probe (eg 125 : 250 Hz) maskers was treated as a relative 

measure of frequeney seleetivity. Two subjects showed no masking level difference, 

which was interpreted as reflecting a complete absence of seleetivity. The best 

performing subjeet showed a difference of 14 dB, which compares to 39 dB 

obtained by a normal-hearing listener under the same eonditions. Faulkner et al. 

( 1992) used these data in combination with absolute threshold measures from the 

same subjects, and examined any eorrelations between them. The masking level 

difference was significantly negatively eorrelated with four-frequency (0.5, 1, 2 and 

4 kHz) and two-frequency (0.125 and 0.25 kHz) pure-tone threshold averages, and 

positively correlated with low-frequency dynamic range.

Although these measures indicated the presence or absence of selectivity, more
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involved measurements were needed to indicate the bandwidth of filters, where 

measurable. Faulkner et al. (1990b) used both psychoacoustic tuning curves and 

notched noise measurements of frequency selectivity at 125 and 250 Hz. Estimated

3-dB bandwidths were two to three times wider than in normal listeners. Figure 1 

shows the output of a bank of auditoiy filters in response to an 400-Hz pure-tone (an 

excitation-pattern). This reflects the shape of the auditory filter centred at the pure- 

tone frequency. The auditory filter shapes are based on measurements by Glasberg 

and Moore (1990), with the filter broadening described in Moore and Glasberg 

(1997). The solid curve represents normal auditory filtering, and the dashed curve 

represent auditory filters broadened by a factor of 3.8.
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1. Excitation patterns resulting from a pure tone of 400 Hz.

Figure 1 shows that for normal auditory filtering, the excitation-pattern has steep 

slopes about the centre frequency of the pure tone, while the impaired excitation- 

pattern has relatively shallow slopes. When a number of filters are responding to a 

sound, the result can be described as an "excitation-pattern". An excitation pattern 

represents the degree of activity evoked by a particular sound in the auditory system 

as a function of place. It is a representation of the amount of activity present at the
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output of the range of auditory filters, and also an indication of the amount of 

frequeney selectivity present across the filter bank. The narrower the bandwidths of 

the auditory filters, the sharper the excitation pattern and the steeper its slopes. Any 

analysis of sounds based on auditory filtering will be affected when these filters are 

broadened as a result of heaiing impairment. The reduced frequency selectivity 

found in profoundly hearing-impaired listeners will have a blurring effect on the 

representation of spectrum shape in the auditory system. This should greatly 

influence their ability to distinguish speech contrasts based on spectral differences. 

Figure 2 shows excitation patterns (again based on Moore and Glasberg (1997)) of 

two synthetic 2-formant vowels. The left panel shows an excitation pattern based on 

the “oo” vowel contained in “who’d” (FI = 320 Hz, F2 = 920 Hz), and the right 

panel based on the “or” vowel contained in “board” (FI = 480 Hz, F2 = 760 Hz). 

The F q for both vowels is 100 Hz. In each panel, the lower-most line shows the 

excitation pattern resulting from normal filtering, with the upper-most line showing 

the excitation-pattern resulting from filters a factor of 3.8 times broader than normal.
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Figure 2. Exeitation-patterns for “oo” and “or” vowels resulting from normal and

impaired auditorv filtering.
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For the normally filtered excitation patterns, the individual harmonics of the Fo have 

been resolved up to at least the 4th. The two formants are clearly represented as two 

peaks in the excitation level, corresponding to each formant frequency of the 

vowels. For the excitation patterns arising from impaired filtering, there are no 

resolved harmonics. For the “oo” vowel, there are two peaks in their excitation level 

corresponding to FI and F2 of the vowel, but the peak-to-valley difference is much 

smaller than that for the normally filtered excitation patterns. For the “or” vowel, FI 

and F2 are represented by a single peak in excitation level, and individual formants 

are not resolved. Such representations might form the early stages of a vowel 

classifying system, but experimental studies have generally failed to show a clear 

link between estimates of frequency selectivity and vowel identification 

performance. The introduction of Chapter 4 looks into this in more detail.

5.2. Temporal resolution.

Temporal resolution refers to our ability to process the amplitude changes of a sound 

over time. It is a process that operates on the output of auditory filters, regardless of 

how effective these filters have been in separating the sound into different frequency 

channels. Auditory models of temporal resolution typically assume an analysis of the 

time pattern occurring within each frequency channel, and then a comparison of 

time patterns across channels. It is also assumed that the information contained in 

each frequency channel is smoothed over time, so that rapid amplitude changes are 

not present in the “internal representation” of the sound, and relatively slower 

amplitude changes are.

The aspect of temporal resolution that is of greatest relevance to this project is the 

temporal processing of frequency. The previous section showed that, due to 

broadened filters, the potential for resolving the frequency components of sounds is 

limited for profoundly hearing-impaired listeners. Any analysis might then have to 

operate via temporal mechanisms that must extract frequency information from as 

little as one frequency channel.
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5.2.1. Temporal modulation transfer functions.

One approach for estimating temporal resolution is to measure the threshold for 

detecting changes in the amplitude of a sound as a function of the rapidity of the 

changes. Often, band-limited noise is sinusoidally amplitude modulated (SAM). 

Such stimuli have a uniform long-term power spectrum and are invariant with 

changes in modulation frequency, so listeners cannot use spectral cues as a basis for 

modulation detection. The threshold for detecting this modulation is determined for 

different modulation rates. This function relating threshold to modulation rate is 

known as a temporal modulation transfer function (TMTF). Viemeister (1979) 

measured TMTFs in four normal-hearing listeners, using both wide-band and band

pass noise. For wide-band SAM at 40 dB SPL spectrum level, the shape of the 

TMTF showed a low-pass characteristic. Modulation threshold was approximately 

constant up to 10 Hz, and sensitivity dropped by 3 dB at 50 Hz. For higher 

fi'equencies, sensitivity decreased at approximately 3 to 4 dB per octave, and for 

modulation rates between 1.0 and 4.0 kHz, modulation threshold was constant. The 

shape of TMTF was similar when measured for spectrum levels of 20, 40 and 50 dB 

SPL. In order to examine the characteristics of temporal processing in different 

frequency regions, TMTFs were measured for band-pass SAM noise centred at 0.2,

1.0 and 10.0 kHz. The same general form of TMTF was found for each centre- 

frequency, but the cut-off frequency (defined as the modulation rate where 

sensitivity drops by 3 dB) shifted from 27 Hz for 0.2 kHz noise to 45 Hz for 10.0 

kHz noise. Viemeister interpreted this effect as an indication of improved temporal 

resolution with increasing spectral frequency.

Moore et al. (1992) measured TMTFs for an octave wide band of noise centred at 2 

kHz, using both normally hearing and cochlear hearing-loss listeners. They found 

the shape of the TMTFs to be essentially the same for both populations of listeners, 

whether the comparison was made at equal Sound Pressure Level or equal Sensation 

Level. Measurements of TMTFs for narrow bands of noise, centred at 100 Hz or 350 

Hz were carried out by Faulkner et al. (unpublished). They used modulation rates of 

9, 19, 39 and 79 Hz, and tested both normal and profoundly hearing-impaired
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listeners. For modulation rates above 9 Hz, there was a significant difference 

between the TMTFs found for normal and profoundly hearing-impaired listeners. 

However, the pattern of thresholds varied with modulation ratio in a similar way as 

for the normal-hearing listeners.

5.2.2. Pure tone discrimination.

The accuracy with which frequency can be processed has important implication for 

vowel processing. Perceiving the pitch of a vowel depends on sufficient abilities for 

extracting the Fo component.

There are two possible ways a pure tone can be processed by the auditory system. A 

spectral approach states that the frequency resolving characteristics of the auditory 

system could be used to give an excitation pattern representation of the pure tone, so 

that the place of maximal excitation corresponded roughly to the frequency of the 

pure tone. A temporal processing approach relates the pitch to the time pattern of the 

neural impulses evoked by the pure tone. For pure-tone frequencies less than about

5.0 kHz, the firings of the nerves are synchronised to a particular phase of the 

waveform, so that information about the period of the waveform is carried in the 

nerve firings. For normal-hearing listeners, the smallest detectable difference in 

pure-tone frequency is about 0.2 %  at 0.5 kHz, with a minimum at 2 kHz which 

then rises to 5 % at 4 kHz (Sek and Moore, 1995). If pure-tone frequency 

discrimination does operate via a spectral mechanism, the threshold should vary 

with frequency according to the auditory filter bandwidth. Moore and Glasberg 

(1986) showed that this relation does not hold for frequencies below 4 or 5 kHz, but 

does conform at higher frequencies. Moore (1995) suggests that this is evidence of a 

temporal coding for low frequencies, with spectral coding for higher frequencies 

where phase locking starts to break down.

Since hearing-impaired listeners show a reduction in spectral and temporal 

processing, it follows that pure-tone frequency discrimination should also be 

impaired. Although not clear, the evidence suggests that the increase in pure-tone
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threshold does not correlate with reductions in frequency selectivity of an individual. 

For example, both Moore and Peters (1992) and Tyler et al. (1983) showed that 

pu re-tone frequency discrimination did not correlate with frequency selectivity as 

revealed by notched-noise and psychoacoustic tuning curves, respectively. Given 

that pure-tone discrimination does not necessarily reflect underlying frequency 

selectivity, it follows that excitation models will not give a good account of the 

observed data. Attempts in using such models have had some limited success (for 

example Moore and Glasberg, 1986), but generally overestimate the size of the 

difference limen. Therefore, attention must be turned to a temporal account of pure- 

tone discrimination. As Moore (1995) points out, the effects of cochlear damage on 

phase locking are unclear. It does not seem immediately obvious why a damaged 

cochlea should affect processes acting on nerve firing patterns. However, at least 

one study has linked degraded phase locking to damage to the OHCs (W oolf et a l , 

1981). Whatever the exact reason, it follows that if pure-tone discrimination does 

depend on temporal process linked to phase locking, it should be relatively less 

impaired than if the discrimination were linked to frequency selectivity, which is 

severely limited in these listeners. Certainly, the previously mentioned measures of 

temporal processing have shown surprisingly near-normal levels of performance. 

The evidence from profoundly hearing-impaired listeners strongly supports a 

temporal mechanism for discrimination (Rosen et al., 1990; Faulkner et al., 1990b; 

Faulkner et al., 1992). Rosen et al. (1990) showed that at 125 Hz the discrimination 

of a pure-tone by these listeners is only slightly raised (by about a factor of 2) 

compared to normal-hearing listeners. Rosen et al. argue that, since residual 

frequency selectivity had been demonstrated to be negligible for this particular group 

of listeners, the performance is indicative of a temporal mechanism of coding. The 

performance at frequencies of 250 Hz and above showed a marked departure 

compared to the performance at 125 Hz. Here thresholds rose to more than 10%. 

Thus, the temporal resolving mechanism must be affected at this low frequency. 

Rosen et al. suggest that phase locking at the lowest frequencies is relatively intact, 

but that the upper limit of synchrony has been drastically lowered in these listeners.
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5.2 3 . Complex tone Fo discrimination.

Measures of Fo discrimination are of considerable relevance for pitch processing in 

the profoundly hearing impaired. While pure-tone discrimination experiments reveal 

the finest performance possible, the extraction of pitch from complex tones more 

accurately reflects the task with real vowels. There are various theories of pitch 

discrimination of complex tones for normal-hearing listeners. Spectral theories, such 

as that proposed by Goldstein (1973), rely on a frequency analysis of the complex 

tone followed by a decision based on resolved harmonics. Spectro-temporal theories 

propose that pitch can be extracted from both unresolved and resolved harmonics. If 

the spectral model holds, the prospects for pitch processing by profoundly hearing- 

impaired subjects are poor.

Moore and Peters (1992) measured pitch discrimination for complex tones, using 

subjects with both normal hearing and cochlear hearing loss. Equal-amplitude 

harmonic complexes with FqS = 50, 100, 200 and 400 Hz, and a component level of 

75 dB SPL, were used. Four groups of harmonic ranges were used, designed to 

differ in their resolvability by the auditory system. DLs for the normal hearing 

subjects were in the range approximately 1 to 2 % of the Fo for F qs of 50 Hz, and 

0.55 to 1.0 % for an Fq of 400 Hz. DLs were significantly higher for the Fo = 50 Hz, 

1 -  5 complex condition. Moore and Peters argue this is evidence against a spectral 

theory of pitch perception, since better performance arises from harmonics that are 

unresolved by the auditory system. Thus, a temporal analysis must have been 

important in extracting the pitch. DLs from the hearing-impaired group were 

significantly greater than for the normal hearing-group, and were in an approximate 

range of 2 to 6 %. In contrast to the normal hearing-group, no effect of harmonic 

group was found. Better performance was seen for Fqs of 100 and 200 Hz. Since 

better performance was found from conditions where resolved harmonics were not 

present, this group must also have relied on temporal analysis. Further support for 

this comes from the finding that performance for the impaired group was 

significantly worse in the alternating phase conditions. Moore and Peters argue that 

this reflects a sensitivity to the time structure of the waveforms at the output of the
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auditory filters. Using the notched-noise method, estimates of frequency selectivity 

for all subjects were made and compared with performance in the discrimination 

task. A trend of large DLs with poor frequency selectivity was apparent, but the 

relationship was not statistically supported for all conditions.

The evidence from this study suggests that temporal processes are responsible for 

pitch extraction of complex tones. However, the studies from TMTF experiments 

suggest that temporal processing is not maikedly reduced in the impaired auditory 

system. This raises the question as to why the impaired subjects performed 

substantially worse than normal. Rosen and Fourcin (1986) suggest that the 

broadened auditory filters found in hearing-impaired listeners might cause a more 

difficult analysis of the temporal information at the output of the auditory filters. 

This is due to a greater number of harmonics interacting within a single auditory 

filter. Moore (1995) points out that the difficulty could be due to a deficit in the 

phase locking mechanism.

6. Vowel identification by profoundly hearing-impaired listeners.

There have been very few studies attempting to define the vowel distinguishing 

abilities of profoundly hearing-impaired listeners, using stimuli in which only the 

vowel formants differed. Rosen et al. (1990) measured identification performance in 

four listeners, three of whom had been assessed for residual frequency selectivity. 

The task involved three vowels based on “ee”, “ah” and “oo”, having identical 

duration, Fq contour and loudness. One subject could perform above chance level, 

while another performed nearly perfectly. One subject, with no measurable 

frequency selectivity, scored 41 % overall correct. Two subjects with clear evidence 

of frequency selectivity scored 62 %  and 87 %. Faulkner et al. (1990b) carried out a 

labelling experiment using a series of synthetic two-formant vowels. One subject 

was used, who previously had shown no frequency selectivity. The labels “aw” and 

“ah” were selected after questioning the subject about the perecpts of the stimuli at
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low and high frequencies. When FI was 562 and F2 was 711 Hz, the stimuli were 

distinguished on 90 % of all trials. Faulkner et al. argue that formant encoding must 

have occurred via a temporal mechanism. The main role of frequency selectivity was 

argued as providing a gross segregation between the temporal information carried in 

the regions of the Fo and the FI frequency. It is difficult to see how the FI 

frequencies could be temporally encoded by these listeners, given that pure-tone 

discrimination has been shown to largely break down at frequencies above 250 Hz 

(Rosen et a l , 1990). If the period of a waveform is not accurately encoded at higher 

frequencies, the prospects for encoding fine detail between amplitude maxima in the 

waveform do not seem promising. The small numbers of subjects used in these 

studies, and the range of performance found (from chance to near perfect), leave 

open questions as to how well timbre information related to formant frequencies can 

be processed by these listeners. It seems, however, that temporal processing could 

play a more important role in timbre perception than found in normal-hearing 

listeners. In normal-hearing listeners, the fine detail of the filtered waveform has 

been shown to be capable of eliciting timbre changes providing appropriate phase 

manipulations are made to the stimuli (Patterson, 1988). Given the relatively 

preserved phase processing abilities of these impaired listeners, this is a potential 

way of signalling timbre changes where frequency selectivity is absent.

Van Son et al. (1993) studied the perceptual dimensions of profoundly hearing- 

impaired listeners arising from harmonic complexes with equal component 

amplitude. A common Fo of 125 Hz was used, and stimuli were constructed by 

varying the number of harmonics present (from 2 to 12), and the spectral distribution 

of components (spread regularly over the spectrum, or in a grouped fashion using 

one or two “peaks”, where peaks could be formed from single or adjacent 

harmonics). All stimuli were matched for loudness. Subjects made judgements of 

similarity and dissimilarity through a triadic comparison task, and results for each 

listener were subjected to an individual differences scaling routine. This seeks to 

explain differences between stimuli by one or more dimensions related to attributes 

shared among the stimuli. A two dimensional fit gave the best account of the data. 

One dimension was related to the presence of adjacent frequency components in the
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higher frequency region. Since harmonics interacting within a single auditory filter 

may create beat-like sensations, van Son et al. argued that this was an important 

temporal cue for discrimination in the task. The second dimension was related to the 

presence of high frequency components. In a subsequent identification task, 1 2  

synthetic 2-formant vowels were constructed, with formants represented by 1,2  or 3 

harmonics about the formant frequency, and no other components included. Results 

showed that 2 - and 3-harmonic representations of formants gave better performance 

than 1-harmonic representations (percent correct scores of approximately 23 % for 

both 2- and 3-harmonic conditions, and 13 % for 1-harmonic conditions). This 

advantage was attributed to a more “vowel-like” quality of the stimuli. The study 

suggests a limit to the extent to which vowel information can be “simplified”. 

However, it is not clear whether increased spectral complexity would have lead to 

worse performance than the 2- and 3- harmonic conditions. In subsequent studies, 

van Son (1992) examined the usefulness of feature-extraction strategies as measured 

from vowel identification. A “natural speech” condition was used compared to FI 

alone and F1+F2 conditions. Performance was found to be better for the amplified 

speech than for any of the simplified speech conditions. Van Son concluded that 

their listeners were able to process more information than the limited amount 

contained in just FI and F1+F2 conditions. It is not clear whether this was due to a 

“speech-mode” processing of the natural stimuli, as previously postulated, and what 

extra information the subjects were using is not made explicit.

7. Summary.

The speech perceptual difficulties of profoundly hearing-impaired listeners have 

been attributed to reduced audibility as well as to impoverished suprathreshold 

processing. Residual spectral and temporal processing abilities, as revealed by 

psychoacoustic measures, are reasonably well understood. Given that spectral 

processing is drastically reduced, but temporal processing is relatively well 

preserved, it is not clear what mechanisms might be responsible for processing 

vowel-Iike sounds.
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8. Statement of Aims.

The project focuses on the potential role of residual spectral and temporal 

mechanisms in processing the timbre and pitch of vowel-like sounds by the 

profoundly hearing impaired. The approach is to begin with stimuli that have limited 

spectral and temporal complexity, and work towards stimuli that have a close 

approximation to real sounds. From this, speculation can be made as to how much 

information might be present at the early stages of the vowel perceptual process.

Chapter Two involves an examination of the smallest detectable differences in Fo 

and centre frequency of a nine-component harmonic complex. These frequency 

difference limens are measured for low and high Fos, and for low, mid and high 

centre frequencies. Pure-tone frequency discrimination is also measured at the same 

frequencies. The purpose of the study is to reveal the limits of frequency 

discrimination of a single-formant frequency, and give an insight into the underlying 

mechanism responsible for this discrimination.

Chapter Three investigates the frequency discrimination of a single formant 

frequency contained within a two-formant stimulus. Discrimination is measured for 

three different vowels and a low and high Fo. A synthesis method that potentially 

reduces the amount of masking of one-formant by another is also examined. 

Performance is compared to that for a control group of normal-hearing listeners.

Chapter Four uses similar stimuli as Chapter Three in a closed-set identification 

task. Performance is examined in relation to factors such as dynamic Fo patterns and 

method of synthesis. A set of diphthongs, modelled on natural speech, is used to 

reveal the potential role of formant frequency transitions. As far as possible, the 

study determines the extent to which the factors found to be important in the 

previous discrimination experiment are also important in identification.
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C hapter 2.

D iscrim in ation  o f  spectral envelope centre frequency and fu n dam en ta l 

freq u en cy  by profoundly  hearing-im paired  listeners.

1. Abstract.

Eight profoundly hearing-impaired listeners participated in an experiment to 

determine difference limens for the spectral envelope centre frequency (DLFc) and 

fundamental frequency (DLFq) of vowel-like complexes. The stimuli were 

composed of nine harmonics of a missing fundamental, and had triangular spectra 

with a 3-dB bandwidth of 200 Hz. In measuring DLFc, the reference Fq (Fo,-ef) was 

held constant while the centre frequency of the formant (Fc) was adaptively varied 

to find threshold. To measure DLFq, Fc was held constant and Fo,er was varied. 

DLFc and DLFq values were measured for Fc = 400, 800 and 1200 Hz, using Fo,er 

= 100 and 200 Hz. Pure-tone DLs at 100, 200, 400, 800 and 1200 Hz were also 

measured. DLFc was also measured in a control group of eight normal-hearing 

subjects with Fc = 400, 800, 1200, 2000, 2600 and 3200 Hz.

For the hearing-impaired group, mean DLFc was in the region 2 1  to 33%, and 

mean DLFq ranged from 16 to 26 %. DLFc and DLFo were not significantly 

different for Fc = 800 and 1200 Hz, but DLFq was significantly lower than DLFc 

at Fc = 400 Hz. There was no overall effect of Fc or Fo,ef- DLFc means were 

significantly greater than pure-tone frequency DLs at 400 Hz, but not at 800 or 

1200 Hz. DLFq means were not significantly different to pure-tone frequency DLs 

at any frequency. There was no effect of frequency on the pure-tone DL. No 

correlations were found between Fc and pure-tone DL, nor between audiometric 

characteristics and DLFc- The normal-hearing group showed decreasing DLFc 

with increasing Fc, from around 14 % at 400 Hz to about 3 % at 2.0 kHz and 

above. No effect of Fo,ef was found.

The pattern of DLFc data from the hearing-impaired group could be accounted for
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by an excitation-pattern model, characterised by broadened auditory filters and an 

increased threshold criterion for a detectable level difference of 7.0 dB. The model 

predicted DLFq values greatly in excess of the observed data for all but the Fo.cr = 

200 Hz, Fc = 400 Hz condition, where stimulus oddities caused the task to 

resemble a pure-tone frequency task. Although temporal mechanisms are likely to 

be important for processing these stimuli, no attempts to define such mechanisms 

are given. Performance of the normal-hearing group was reasonably well predicted 

by the excitation-pattern model using normal filtering and threshold criteria. 

Overall, the performance of the hearing-impaired group suggests limited but 

potentially useful residual abilities in the coding of vowel formant frequencies and 

F() values.
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2. Introduction.

Although a number of investigations have defined the residual auditory processing 

abilities of profoundly hearing-impaired listeners using very simple stimuli, there 

have been very few that have examined performance with more complex stimuli 

that resemble speech. One unexplored area is the extent to which these residual 

abilities can be used to discriminate frequency characteristics of a harmonic 

complex resembling a single-formant vowel. The natural production of vowels can 

be modelled by a harmonic source which is passed through vocal tract resonances, 

which in turn result in peaks in the output spectrum. For any such stimulus, then, 

at least two important kinds of information are present: the centre frequency of the 

formant and the fundamental frequency (F q) of the harmonic source. The centre- 

frequencies of the formants are important cues to vowel identity, while the Fo of 

the vowel signals pitch. The ability to discriminate these frequency properties is 

likely to have important consequences for the perception of vowels.

There have been many studies looking at the frequency discrimination of single 

formant centre frequencies by normal-hearing subjects (Danaher et ah, 1973; 

Gagné and Zurek, 1988; Horst et ah, 1984; Lyzenga and Horst, 1995, 1997;

Mermelstein, 1978; Ritsma et ah, 1967). The parameters most commonly varied 

are formant Fc, Fo and bandwidth. A general finding is that the threshold formant 

frequency difference (DLFc) in Hz increases with increasing Fc, so that the 

relative DL expressed as a percentage of Fc is roughly constant. At the lowest Fc 

values, DLFc is typically less than 5%. Horst et ah (1984) used triangular spectra 

on log-log co-ordinates. The study used a range of bandwidths (determined by 

spectral slope) and also measured pure-tone DLs. They found little difference in 

DLFc between the two Fcs used (1200 and 2000 Hz). The main determinant of 

DLFc was found to be formant bandwidth. For the very steepest slopes used, DLFc 

was found to be independent of spectral slope, and more like the frequency DLs 

obtained for pure-tones. For slopes less than 140 dB per octave, DLFc increased 

with decreasing slope. For slopes greater than 140 dB/octave, a plateau in 

performance was found. Horst et ah explained their results in terms of a temporal
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analysis for pure-tone discrimination with a ‘gradual change-over’ to 

discrimination based on excitation-pattern information for the broadband signals. 

Lyzenga and Horst (1995) used both triangular and trapezoidal spectral envelopes, 

and measured DLFc for fine increments in Fc from 2000 to 2100 Hz. Again, 

bandwidth had a major influence on DLFc, with steeper slopes leading to lower 

DLs. They also found that, for triangular spectra, DLFc was smallest for FcS that 

were halfway between two harmonics. Trapezoidal envelopes gave smaller DLFcs 

for Fcs that coincided with a harmonic. This shows that the position of the Fc 

relative to the harmonic spacing can significantly affect the DLFc. These results 

led to a model invoking spectral comparisons for the trapezoidal envelopes, and a 

combination of both temporal and spectral mechanism for the triangular 

envelopes, depending on the steepness of the slopes used. Using stimuli that more 

accurately reflect the spectra of natural vowel formants, Lyzenga and Horst (1997) 

described a model based on spectral (excitation-pattern) comparisons which 

predicted most of their data. In equivalent conditions, the observed data showed 

that DLFc for triangular representations of formants was not significantly different 

from DLFc for natural formant representations. They found no overall difference 

in DLFc for the 100 and 2 0 0  Hz Fq conditions for either stimulus type.

Gagné and Zurek (1988) used centre frequencies and bandwidths based on first

formant values found in real vowels. DLFc was measured as a function of 

“sharpness” of the formant (expressed as Q (approximately 1/bandwidth) = 1, 2.8, 

10 and 36) and Fc = 300, 475, 650 and 800 Hz. Measurements were taken for a Fo 

of 100 and 250 Hz. Results showed no significant effect of Fo, but, again, DLFc 

was strongly dependent on bandwidth. An approximation of the results was 

described by:

DLFc{Hz) = 0.019CF / ̂ 2  
where CF = the formant centre-frequency and Q = the sharpness of the formant.

Gagné and Zurek attempted to predict their formant discrimination data using

simulations of auditory filter banks with shapes derived by Patterson (1974). 

Performance was best modelled by using maximal level differences found in any
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filter band. Gagné and Zurek suggest that this is evidence that listeners may not 

make optimal use of small level differences distributed over multiple bands.

The DLFc values found in these studies are likely to be much smaller than that 

required for contrasts of formants in real vowels. In an analysis of eleven British 

English vowels, Rosen and Fourcin (1986) reported that each vowel differed from 

all others by at least 12% in FI or F2. However, they point out that variability in 

utterances of the same vowel could lead to differences as small as 6.0% in FI or 

F2, suggesting that only differences in formants greater than 6.0% have a potential 

role in vowel contrasts. This gives some room for error in so far as the impaired 

listener’s abilities are concerned, suggesting that vowel perception need not be 

degraded until single-formant frequency discrimination exceeds this 6 .0 % value. 

The studies with normal-hearing listeners have concluded that an excitation- 

pattern model can predict single formant discrimination performance, though there 

are differences in the details of the implementation of these models. Although the 

underlying mechanisms have been established for normal-hearing listeners, much 

less is known about the situation with hearing-impaired listeners. If excitation 

patterns determine performance, we would expect that the reduced frequency 

selectivity found for hearing-impaired listeners would disrupt the accuracy with 

which frequency changes can be represented. Using six severely sensorineural 

deafened listeners, Pickett and Martony (1970) measured discrimination abilities 

for a single formant in the FI range. Surprisingly, they found (after extensive 

training) near normal performance for low-frequency formants. In this frequency 

region, pure-tone thresholds were at most 60 dB HL. For higher frequency 

formants, where listeners had at least a 85 dB loss, thresholds were in the range 5 - 

10%, compared to the 3 - 5% measured in normal-hearing listeners. For subjects 

with a more severe loss (around 95 dB HL), DLFc was 10 to 15 % in the first- 

formant frequency range. Their conclusion was that DLFc depended on both the 

frequency and the degree of hearing loss. The apparent relationship between pure- 

tone threshold and formant discrimination shown by the study suggests that 

profoundly deafened listeners will have thresholds above 15%. Martony and
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Agelfors (1974, reported in Pickett et al. (1983)) reported that a group of 

profoundly deafened children between the ages of 1 0  to 15 years had some limited 

abilities for discriminating between low-frequency formants in the region 2 0 0  to 

900 Hz. Where the hearing loss was less than 100 dB HL, DLFc ranged from 5 to 

2 1  %. For hearing losses greater than 100 dB HL, DLFc was described as being 

“very poor”, and greater than 30 %. In these instances, discrimination was 

attributed to tactile sensation.

Much less attention has been applied to the ability to detect changes in the Fo of a 

complex tone. Natural voiced speech often has a high amplitude component at the 

F() and a rich harmonic spectrum. Rosen and Fourcin (1986) claim adult male 

average fundamentals of between 100 and 130 Hz, with adult females in the range 

190 - 220 Hz. In the experiments reported here, the Fq spectral component is 

absent so that pitch is conveyed by higher order harmonics of the complex. 

Although the pitch percept has been shown to be dominated by resolved 

harmonics where they are present (Ritsma, 1970), the existence of a “back-up” 

mechanism operating on unresolved harmonics has also been proposed (for 

example, Houtsma and Smurzynski (1990)). This pitch is often termed "residue" 

pitch, reflecting the idea that the fundamental pitch percept is based on those 

frequency components that the coehlea fails to resolve. Discrimination obtained 

using stimuli with eleven successive harmonics, with the lowest harmonic number 

ranging from 7 to 25, showed DLs from 1 Hz to 6  Hz. Houtsma and Smurzynski 

(1990) claim that the secondary mechanism accounts for the larger pitch DLs 

found compared to those determined by the resolved harmonics mechanism. 

Carlyon and Shackleton (1994) also found evidence for the existence of two 

separate pitch mechanisms: one operating on resolved harmonics and one on 

unresolved harmonics. Across these studies, pitch resulting from unresolved 

harmonics is less salient and leads to larger DLs than for resolved harmonics. For 

the profoundly hearing-impaired listeners of this study, it is possible that 

individual harmonics are never resolved. In this case, it is expected that the Fo is 

likely to be extracted from the residue pitch. As with the Fc discrimination, it is
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interesting to note the level of performance that might be necessary for normal 

speech perception. Again, it is likely that the normal-hearing DLs exceed the 

acuity required.

The primary purpose of this experiment was to determine the smallest detectable 

change of Fc and Fq for a single-formant complex for profoundly hearing-impaired 

listeners. The spectral complexity of the stimuli was kept to a minimum by using 

only nine harmonics to represent the formant, with the Fo component always 

absent. In this way, discrimination was not affected by the masking effects of low- 

frequency harmonics remote from Fc. Discrimination performance was measured 

for three values of Fc (400, 800 and 1200 Hz) and for Fo,ei of 100 and 200 Hz. 

Since spectral processing has been shown to be severely degraded in these 

listeners, it was not certain what process might be used in each of the tasks. 

Changes in Fc were expected to be mediated by an impaired excitation-pattern 

mechanism. Since frequency selectivity and dynamic range are better preserved at 

lower frequencies, lower DLFc was expected for lower Fc. Changes in Fo were 

expected to be mediated by a temporal process acting on unresolved harmonics, 

with the frequency of the formant not affecting this mechanism. To help 

disassociate performance in the two tasks, pure-tone DLs were also measured at 

each reference Fc and Fo. Similar patterns of DLs for Fc and Fo might suggest 

common mechanisms. In order to assess the extent to which the DLFc 

performance compares to normal-hearing performance, a group of controls were 

also tested with Fc values of 400 to 3200 Hz.
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3. Method.

3.1. Subjects.

Eight profoundly hearing-impaired Dutch subjects took part in the experiment. 

Audiometric testing had demonstrated the lack of a major conductive component 

to the hearing loss in each case. Most had some experience of normal-hearing. 

Subjects were aged between 14 and 24 years of age, and had experience of 

psychoacoustic testing. These subjects came from a centre for hearing-impaired 

people based at St. Maire, near Eindhoven in the Netherlands. The centre involved 

a collaboration with researchers at the University of Utrecht. A control group of 

eight normal-hearing Dutch listeners from the University of Utrecht also took part. 

Their ages ranged from 23 to 45 years.

3.2. Apparatus.

All stimuli were generated by computer software using a sampling frequency of 

10.0 kHz. Digital to analogue conversion operated with 12-bit precision. Stimuli 

were first amplified and then attenuated to the appropriate level. TDK 39 

headphones were used for all testing. Presentation was monaural, and subjects 

were seated in a sound-attenuating booth. Responses were made via a custom- 

built response-box which contained feedback lights.

3.3. Audiometric thresholds.

Subjects received written instructions in Dutch for each stage of the 

experimentation. Audiometric measurements were made for each hearing- 

impaired subject’s best ear. Thresholds, Uncomfortable Levels (UCL) and Most 

Comfortable Levels (MCE) were measured for frequencies of 0.125, 0.25, 0.5, 1.0 

and 2.0 kHz. The pure-tones were 0.5 seconds in duration with 0.025 second 

raised-cosine onset and offset ramps. For threshold measurements, a Békésy

tracking task was used which required twelve turns above and below the “just 

audible” limit of the tone presented. Testing terminated if the level of the test tone 

reached the maximum output level of the headphones, or if the subject reported 

any discomfort with the tones. Threshold was defined as the mean of the level of

38



ihc tone over  the last eight turns. The measurement of UCL involved the repeated 

presentat ion o f  the test tone at increasing steps above threshold level, fhe level of  

the tone was increased in 1 dB steps, whilst the subjeet indicated to the 

exper imenter  what  they considered the loudness to be. When the subjeet felt the 

tone had reached an uncomfor table level, they pressed a button and the 

presentat ions stopped.  The mean of  three such levels was used to define the UCL. 

1 he measurement  o f  M C L made use o f  subjective reports o f  the loudness of  a 

tone. Successive  presentations at various levels were made in order to find the 

level most frequent ly described as ‘com for tab le’. The group mean threshold,  

MCL.  and U C L  o f  the eight subjects are shown in Figure 1. Error bars show + / - 1 

standard er ror (se).

1 3 0

1 2 0

A  T h re s h o ld  
O  M.C.L 
V  U.C.L

7 0

6 0

1 0 0 1000 2000

F req uency  (Hz)

Figure 1. Group mean audiometrie data (+/- 1 se).

3.4. Pure- tone frequenev difference limens.

Pure-tone f requency difference limens (DLF) were measured for frequencies of 

0.1, 0.2, 0.4,  0.8 and 1.2 kilz.  The duration was 0.5 seconds,  with 0.025 second 

raised-cosine onset and offset ramps. The task was a three-interval two-alternative 

forced choice (31-2AFC) adaptive tracking procedure in which the 70.7% point on 

the psychometr ic  function was estimated (Levitt,  1971 ). Subjects were required to
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respond whether the second or third sound was the “odd-man-out” . The frequency 

separation between reference and signal pure-tone was increased by a factor of 

1.41 for every incorrect response, and decreased by a factor of 1.41 for every two 

consecutive correct responses. The signal interval was always higher in frequency 

that the standard intervals. Responses were made using a button box, through 

which feedback as to the correct answer was given. The starting frequency 

difference for each subject was 25% of the test frequency, and the maximum 

difference allowed was 80%. The DL was determined from the arithmetic mean of 

the last eight turns from a total of twelve. One adaptive run was used for each 

condition. The testing procedure and signal presentation were controlled via 

computer software. Two procedures were used to eliminate loudness cues. Firstly, 

the level of all tones presented was interpolated from the subject's individual MCL 

measurements. Thus all tones should have corresponded to a comfortable loudness 

to the subject regardless of the frequency differences involved. Secondly, a ‘jitte r’ 

of 4 dB was applied to all the tone levels. Levels were randomly in the region of - 

2 dB to + 2 dB around the subject's MCL.

In the control group, DLF was measured at 0.4, 0.8, 1.2, 2.0, 2.6 and 3.2 kHz. The 

control group were tested using the same design and procedure as the hearing- 

impaired group but did not undergo any of the threshold or loudness measuring 

procedures. The presentation level was 50 dB SPL for all stimuli, and the same 

level jitter of 4 dB was present.

3.5. Fr discrimination.

DLFcs were measured in six conditions for three formant centre frequencies (Fc = 

400, 800 and 1200 Hz) and two F qS (Fo,ef = 100 and 200 Hz). Conditions were 

tested in a random order. The same 3I-2AFC adaptive tracking procedure as for 

the pure-tone conditions was used, and again subjects received feedback as to the 

correct responses. The start Fc difference was 25 % and the maximum frequency 

difference permitted was 80 % of the Fc. If a subject exceeded this limit, a further 

attempt was made before moving on to the next condition, with further attempts
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made at the end of the session if necessary. One adaptive run was used to 

represent each condition.

Stimuli were presented at each subject's MCL, determined for Fo,er = 100 and 200 

Hz at a number of formant centre-frequencies from 400 to 2000 Hz. These MCLs 

were obtained in the same way as the pure-tone MCLs. The level of the stimuli in 

each interval was randomly jittered in the range -2 to +2 dB of MCL. As a 

precaution against subjects becoming over-familiar with the reference formant 

frequency in each condition, a roving frequency jitter of +/- 20 Hz was applied to 

the Fc of the reference and signal stimuli in each trial. Stimuli were composed of 

nine harmonics of a missing fundamental frequency. The formants had triangular 

spectra on a dB/linear frequency scale, with a 3 dB bandwidth fixed at 200 Hz. 

Stimulus duration was 0.5 seconds, with 0.025 second raised-cosine onset and 

offset ramps.

The DLFc for the control group was measured for Fc of 0.4, 0 .8 , 1 .2 , 2 .0 , 2 . 6  and 

3.2 kHz, using Fo.cr = 100 and 200 Hz. The adaptive tracking procedures were the 

same as for the hearing-impaired group, with the exception of the loudness 

balancing routines. Stimuli were presented at a level of 50 dB SPL, using a level 

jitter of +/- 4 dB. The same frequency jitter was also present. The starting 

frequency difference was 1 0 . 0  % of the Fc.

3.6. F() discrimination.

The DL for fundamental frequency (DLFo) was measured for Fc = 400, 800 and 

1200 Hz, using Fo,-ef = 100 and 200 Hz. For each condition, the centre frequency of 

the formant was fixed and the F q of the test signal was varied to find threshold. A 

roving Fq of -20 to + 20 Hz (steps of 2 Hz) about Fo,er was used to prevent 

subjects becoming over-familiar with the reference F q. The signal levels were 

interpolated from the same loudness measurements used before, for the 

appropriate Fo,er condition. The same level jitter was also used. The tracking 

procedure was identical to that for the previous experiment, as was the signal

41



generation and presentation.

Due to time constraints, the normal-hearing group did not perform the Fo 

discrimination task.
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4. Results.

4.1. Hearing-impaired group - individual data.

The individual subject’s DLFc (top panels) and DLFq (bottom panels) values are 

shown in Figure 2. In the DLFc plot, the DLs for each Fo,er are expressed as a 

percentage of the Fc. In the DLFo plot, the DLs for each Fo,er are expressed as a 

percentage of the Fo,er. The pure-tone DL results are shown by open circles (note 

that there are the same pure-tone data in both DLFc and DLFo plots). The error 

bars indicate + /-  1 standard deviation (sd) for the mean of the 8  turns of the 

adaptive runs used to represent each condition.
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Fiuiirc 2. Individual subject DLFr (top panels) and DLFn (boUoiri panels) values, 

i^iire-tone DLF data are also shown in both sets of  panels.
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It can be seen that the sd is typieally high for both DLFc and DLFq conditions. 

Subjects S2, S7 and S 8  show the largest variation for discrimination with S i, S4, 

S5 and 8 6  showing relatively low sds. Across subjects, there is no general pattern 

of lower DLs for an Fo,ef of 100 or 200 Hz, nor a consistent effect of Fc. In 

general, most subjects show smaller DLs for pure-tone frequency than for the 

DLFc and DLFo conditions at the same frequency. Subjects S2 , S3, S7 and S 8  

show a substantial increase in DL for a pure-tone frequency of 1200 Hz compared 

to lower frequencies. This upturn runs against a more general trend of decreasing 

DL with increasing pure-tone frequency.

4.2. Replication of DLFr and DLFn conditions (Fn^f = 100, Fr = 400).

A concern about the design of the experiment is that only one adaptive run was 

used for each condition. This limited the amount of practice the subjects received 

for each condition, and it is possible that DLs would have been lower if more 

adaptive runs were used to represent each condition. The magnitude of the sd for 

each adaptive run gives some support to this concern. Unfortunately, time 

constraints would not allow the inclusion of more adaptive runs within the session 

for these subjects. However, it was possible to replicate two of the conditions 

using a different group of profoundly hearing-impaired listeners, based in a 

different testing centre. These were participating as subjects in ongoing research at 

the Department of Phonetics and Linguistics, University College London. Eight 

profoundly hearing-impaired subjects were used. The group mean audiometrie 

thresholds at 0.125, 0.5, 1.0 and 2.0 kHz were 70.7, 85.6, 100.6, 108.8, and 108.6 

dB HL, respectively. The difference in means (group2 -  group 1) between the two 

groups at each audiometrie frequency was 0.9, 1.37, -10.3, -5.9 and 1.3 dB. The 

replication group had marginally more experience with psychoacoustic testing 

than the first group. The subjects performed in conditions that measured DLFc and 

DLFq with Foief = 100 Hz and Fc = 400 Hz. The threshold for each condition was 

based on the mean of three adaptive runs. Half the subjects performed the DLFc 

task first, with the other half performing DLFo task first. Other than this the design 

and procedure were identical to those detailed earlier, with the exception of using

45



different equipment for signal generation and play-out, and Beyer Dynamic DT48 

headphones rather than TDH 39 headphones. Table 1 shows the results of the 

three adaptive runs, the mean of these runs and the mean for the 1 ''* group of 

listeners. Standard errors are shown below the group means.

Fo,ef- 100,Fc = 400
2"  ̂Group -  Run Number Mean

( 1 - 3 )

| S [

Group1 2 3

%DLFc.
Mean 30.98 29.87 22.44 27.76 32.55

se 6.95 7.09 5.64 3.72 4.16

%DLFo
Mean 19.56 15.33 20.19 18.36 19.11

se 10.41 6.81 9.69 5.04 2.36

Table 1. Group means {+!- se) for replication experiment.

The individual subject sd for each adaptive run for the 2"̂ ' group showed a similar 

spread to that for the group. There was no obvious reduction in sd from the first 

to the last run. A repeated-measures ANOVA of the form Type (DLFc and DLFq) 

Run (first, second or third) was used to test for within-subject differences in the 

group means of the 2nd group. A summary of the outcome is shown in Appendix 

1 .i. Main effects of Type and Run and interactions were not significant. The result 

indicates that DLs were not significantly different as a result of the number of 

adaptive runs the 2”*̂' group received. An independent samples t-test was used to 

test for significant differences between the group mean of the three runs from the 

2 "̂ ' subject group and the group mean of the single run from the L' subject group. 

No significant difference was found. The replication of these two conditions 

supports the data set from the first group in two ways. The second group did not 

benefit from an additional two runs, and it can be concluded that the means from 

the first group are not substantially higher than would have been achieved using 

more practice. The similarity of the means between the two groups adds weight to 

the reliability of the data.
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4.3. Hcariniz-impaired uroup - eroup mean data.

Figure 3 shows plots of' the group means for DLF(- and DLFo. DLFc thresholds are 

shown in the left panel and DLFo thresholds in the right panel.  For compar ison,  

the group mean pure-tone frequency DLs at 0.1, 0.2, 0.4, 0.8 and 1.2 kFlz are also 

shown in each panel. Error bars represent + ! -  1 se o f  the group mean.
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Fieure 3. Hearimz-impaired Group: Mean DLFc and DLFn (-h/- 1 se;

For DLFc, there is a clear trend of  better performance with increasing F(-. For 

DLFo, the results for F( = 800 and 1200 Hz are s imilar to those for DLFc. The 

obvious  difference between the two tasks is at F(' = 400, where DLFc is largest 

and DLFo is smallest.  There is no consistent effect of  Fo,ci (100 or 200 Hz) in 

ei ther DLFc DLFo tasks. The pure-tone DLs show a gradual reduction with 

frequency up to 800 Hz, but an abrupt increase at 1200 Hz. Pure-tone DLs are less 

than DL.F( and DLFo except at 1200 Hz.

The se and range o f  values obtained suggest that the data may have a non-normal  

dist ribution,  and so it is desirable to test the distribution of  data within each 

condi tion.  Accept ing a max im um/m in imum  skewness  and kurtosis statistic o f +/- 

2 and -f-/- 4 respectively, it was found that all condi tions were within this range.
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The Kolmogorov-Smimov test of non-normality of data (Siegel and Castellan, 

1988) did not reach significance (p < 0.05) for any of the conditions, and so the 

data can be considered normally distributed. The data set are therefore appropriate 

for analysis by the parametric statistics described in the following sections.

A repeated-measures Analysis of Variance (ANOVA) was conducted with factors 

Type (DLFc and DLFq tasks), Fo,ef (100 and 200 Flz) and Fc (400, 800 and 1200 

Hz). A summary of the outcome is shown in Appendix l.ii. None of the main 

effects were significant, but the interaction of Type with Fc was significant (F(2 j 4 > 

= 7.79, p < 0.025). Separate ANOVAs were conducted for each Fc, using factors 

of Type and Fo,ef (Appendix l.iii to l.v). For Fc = 400 Hz, the effect of Type was 

significant (F(i,7 ) = 14.34, p < 0.01), but Fo,er and interactions were not. No 

significant main effects or interactions were found for Fc = 800 Hz or 1200 Hz. 

The ANOVA statistics confirm trends apparent in Figure 3. For Fc = 400 Hz, the 

DLFq task gave smaller DLs than the DLFc task (17.44 % (se = 2.10) compared to 

35.17 % (se = 4.13) respectively). The two tasks did not significantly differ in DL 

at Fc = 800 Hz or 1200 Hz. There was no effect of Fo,cr(overall means for 100 and 

200 Hz were 24.50 %  (se = 3.07) and 24.90 % (se = 3.91)).

Since the interaction of Type and Fc was found to be significant, further ANOVAs 

were conducted to examine the relationship between DLFc, DLFo and pure-tone 

DLs at each Fc. In each ANOVA, factors of Type (Fo.ei = 100 and 200 Hz, and 

pure-tone) and Frequency (400, 800 and 1200 Hz) were used (Appendix l.vi and 

1 .vii). There were no significant effects or interactions for the DLFq task. For the 

DLFc task, only the interaction of Type with Frequency was significant (F(4 ,2 8 ) = 

3.83, p < 0.05). This interaction was further investigated using separate ANOVAs 

for each Frequency (Appendix l.viii to 1.x). This showed that for Fc = 400 Hz, 

there was a significant effect of Type (F(2 .i4 ) = 6.92, p < 0.01). Bonferroni 

corrected pair-wise comparisons between means showed that the DLFc task for 

Foief of 100 and 200 Hz gave significantly larger DLs than the pure-tone task 

(overall means of 32.55 % and 37.79 % compared to 16.01 %, p < 0.05).
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Differences between the means of the five pure-tone DLs at each frequency were 

examined using a single factor repeated-measures ANOVA (Appendix l.xi). The 

main effect of pure-tone frequency was not significant, and pair-wise comparisons 

revealed no significantly different pairings.

In summary, the ANOVA statistics show that the DLFc and DLFq tasks did not 

lead to significantly different DLs at 800 or 1200 Hz, and that these DLs were not 

signifieantly different than the pure-tone frequency DLs at the same frequency. 

The DLFq task did produce significantly smaller DLs than the DLFc task at 400 

Hz. Pure-tone frequency DLs at this frequency were not significantly different to 

the DLFo means, but were significantly smaller than the DLFc means. Overall, 

there was no effect of fundamental frequency or Fc- Pure-tone frequency DLs also 

showed no significant difference across frequency.

4.4. Correlation of DLFc and DLFo with pure-tone and audiometrie thresholds.

A further interest was in possible correlations between subjects' pure-tone 

frequency DL and DLFc and DLFo. Here, DLFc and DLFo were taken as the mean 

for the subject over the two Fo,d values. No significant correlation between same- 

frequeney pairs were found. Lastly, correlations were computed between subjects' 

absolute thresholds at each frequency and DLFc and DLFo scores. No signifieant 

pairings were found. Similarly, no signifieant correlations were found between 

subjects absolute thresholds and DLFc and DLFo.

4.5. Normal-hearing group.

The normal-hearing group showed a low variation about the mean of the eight 

turns used in each adaptive run. The group mean DLs and +!- 1 se for each 

discrimination task are shown in Figure 4. DLFc is shown by filled squares (Fo,ei = 

100 Hz) and filled triangles (Fo,ei = 200 Hz). Pure-tone DLs are shown by filled 

circles. Shown in open symbols (squares and triangles) are excitation-pattern 

model predictions for DLFc conditions. These are discussed in section 4.6.
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Ill mo.sl cases, ihe wilhin-coiiciilion variance is very small.  Siihjecls showed 

relatively poor per lor inanee for Fc = 400 Hz, with DLFc being about 3 - 4  limes 

the value at other FIs. A Fc of 800 Hz gives the ne.xt worse DLFc, wdiile with ly 

o f  1200 to 3200 Hz, DLFc is in the range 2 to 4 %. There does  not appear to be an 

elTect of  Foa-n although at 2000, 2600 and 3200 Hz an Fo of  100 Hz gave a lower 

DLFc than an Fo of  200 Hz. The pure-tone DL was always less than the DLly-. 

However ,  the pure-tone DLs were somewhat  higher than would be expected from 

previous studies (for example,  Sek and Moore,  1995). Since the pure-tone DLs 

here were measured before the DLFc task, a laek o f  practice may be responsible 

loi- the relatively high DLs compared with other studies. I he minimal  varianee of  

the means  for the DLFc task suggests a reliable data set. There is a close similarity 

at 2000 Hz between DLFc from these listeners and that found by Lyzenga and 

Horst ( 1995), who used similar stimuli.

A repeated-measures A N O V A  was eondueted with factors Type ( DLF( (Foid = 

100 and 200 Hz) and pure-tone) and Frequency (400, 800, 1200, 2000, 2600 and 

3200 Hz). A summary of  the results are shown in Appendix l.xii. A significant
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interaction was found between Type and Frequency (F( 10 .7 0 ) = 11.33, p < 0.002). 

Using Bonferroni corrected pairwise comparisons, the DLFc means (overall = 

4.71% and 5.36 % (Foier = 100 and 200 Hz respectively)) were found to be 

significantly higher than the pure-tone DL means (overall = 0.97 %, p < 0.001). 

The DLFc ^md pure-tone data were analysed in separate ANOVAs.

For the DLFc means, factors of Frequency (400, 800, 1200, 2000, 2600 and 3200 

Hz) and Fo,ef (100 and 200 Hz) were used (Appendix l.xiii). The main effect of 

Frequency was significant (F(5 ,3 5 ) = 78.04, p < 0.001). The main effect of Fo,ef was 

not significant and there were no significant interactions. Bonferroni adjusted pair

wise comparisons between the marginal means revealed 3 significantly different 

groups (p < 0.005 or less): (400 Hz), (800 Hz), (1200, 2000, 2600, 3200 Hz). An 

ANOVA eondueted using a single factor of Frequency found no significant 

differences between the pure-tone DLs (Appendix l.xiv).

These statistics confirm the trends apparent in Figure 4. The DLFc disks produced 

worse performance at the lowest frequencies, which improved at 800 Hz and 

levelled out at frequencies at 2000 Hz and above. There was no significant effect 

of F(),ef. Pure-tone discrimination gave DLs smaller than in the DLFc task, and 

pure-tone DLs were not affected by frequency.

4.6. Excitation-pattern model predictions.

For both the hearing-impaired and normal-hearing groups, the group mean DLs 

for each condition were compared with the predictions from a excitation-pattern 

model. The model was derived from the excitation-pattern stage of a loudness 

model by Moore and Glasberg (1997). This uses excitation patterns similar to 

those described by Glasberg and Moore (1990), but with differences in the way the 

model accounts for hearing loss and its consequence on auditory filter shapes. The 

parameters of the model differed to suit the normal-hearing and hearing-impaired 

groups, but before describing these, some aspects of the modelling common to 

both groups are highlighted.
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' r radil ionally,  studies that have predicted thresholds using excitat ion-pat terns have 

used a single frequency point to compare  excitation level for the standard and 

signal stimuli (For example,  Lyzenga and Horst (1995),  Gagné and Zurek.

(1988)).  This frequency point usually corresponds  to the frequency giving the 

largest level di fference between the two excitation patterns. In this study, a level 

jitter o f  4 dB was used to prevent subjects using loudness cues in the 

d iscriminat ion task. Thus,  it is assumed that the thresholds obtained reflect the 

ability to partial out overall level changes and discriminate only the spectral shape 

(related to centre frequency) of  the stimuli. Models  which predict thresholds using 

only a single frequency point on the excitation pattern can not achieve this. Figure 

5 shows excitation patterns based on a nine-harmonic st imulus  with Fo,ei = 100 

llz.
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Fie LI re 5. Methods  of conmaring excitation toatterns arisimz from a ^'standard" 

(solid line. C f = 1200 Hz) and ' ' s ignaf '  (dashed line, Cp = 1250 Hz). Top loanels: 

single frequencv point. Bot tom panels: two frequencv points.
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The excitation-pattern model assumed normal hearing, and the parameters used 

are described later in this section. In each panel, two excitation patterns are shown, 

one based on a stimulus with C f = 1200 Hz (solid line, “standard” stimulus) and 

one with C f = 1250 Hz (dashed line, “signal” stimulus). The excitation patterns in 

the left panels are based on stimuli with a level of 50 dB SPL. Right-hand panels 

have excitation patterns based on stimuli with a level of 52 dB (standard) and 48 

dB (signal). Thus, input stimuli in these panels have a level difference 

corresponding to the maximum level difference that could have occurred from the 

rove used in the experiment. The top panels show a method of comparing the 

standard and signal excitation patterns using a single frequency point, 

corresponding to the largest level change between the two. For the “no-rove” 

panel, this is 2.7 dB, at 1 kHz. For the ”rove” panel, the largest level difference is 

5.6 dB and occurs at 0.75 kHz. Thus, the difference in values obtained shows a 

failure of the model to account for the level change introduced by the rove. The 

bottom two panels show a method of obtaining thresholds using both the low- and 

high-frequency slopes of the excitation pattern. These are selected as the 

frequencies at which the excitation level has dropped by 5 dB from the peak 

excitation level at around 50 dB SPL. The difference between these levels for the 

standard and signal excitation patterns are defined (dl and d2 for the low- and 

high-frequency slopes respectively), and the difference level is defined as the 

absolute level of (dl -  d2). The bottom-left and bottom-right panels show this 

value to be 2.8 and 2.7 dB respectively, and so the level difference of the “rove” 

panel has not markedly affected this difference level. Also, the value is close to 

that obtained from the single-frequency, no-rove panel.

In the excitation-pattern predictions described in the following sections, thresholds 

were obtained by using the two-point comparison method. For each condition, an 

excitation-pattern was derived for the standard stimulus. A sequence of signal 

stimuli were generated with increments to the appropriate parameter (for example, 

Fc = 405, 410, 415 Hz etc.). A “difference level” was obtained for each pairing of 

standard and signal excitation patterns. The frequency peak (within a defined level
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and frequency range, depending on the hearing group) with the largest level 

change between standard and signal excitation patterns was defined. Then, the 

frequencies corresponding to a level drop of 10 dB from this frequency peak on 

both sides of the excitation-pattern slopes were defined (l_level[0] and 

h_level[0]). If the excitation level at these frequency points was not above 

threshold excitation, the process was repeated for that slope for a drop of 9 dB, 

and so on until a minimum drop of 2 dB. For the signal excitation-pattern, the 

levels at these same frequencies were defined (l_level[l] and h_level[l]). A 

difference level was then defined as:

Absolute ( (l_level[0] - h_level[0]) - (l_level[l] - h_level[l]) ).

A threshold criterion was selected, and the predicted frequency difference limen 

was taken as the frequency separation at which the difference level equalled the 

threshold criterion. For the normal-hearing group, the threshold criterion was 

selected as 2 dB. This slightly under-estimated the size of DL across conditions, 

but was used since it also slightly over-estimated the size of DL arising from 

simulations of conditions described in Chapter 3. The threshold criterion for the 

hearing-impaired group is discussed in Section 4.6.2.

4.6.1. Normal-hearing listeners.

For normal-hearing listeners, the inputs to the model were the nine-harmonic 

complexes used in each condition, with the centre component at 50 dB SPL (the 

level used in the experiment). The presentation type was defined as monaural 

headphones, with no correction given for headphone response (since the DT48s 

are flat within 5 dB of the frequency range used). 0 dB HL across the frequency 

range was assumed.

Before modelling all the conditions used in the experiment, a subset of conditions 

was examined using a presentation level of 52 dB SPL for the standard stimulus 

and 48 dB for the signal stimulus. This was to ensure that the two-point 

comparison method was not affected by the level differences that could have 

arisen in the experiment. For an Fo.er of 100 Hz, the predicted DL (converted to %)
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for Fcs of 400, 800, 1200 and 2000 Hz corresponded to 8.13, 4.38, 2.95 and 2.07 

%  respectively. The same conditions, but with a presentation level of 50 dB SPL 

for both reference and signal stimuli (i.e. no level rove) gave predicted DLs of 

8.75, 4.59, 3.19 and 2.19 % respectively. The small differences between rove and 

no-rove predictions show that the method used to obtain predictions is not 

substantially affected by overall level changes. All conditions were subsequently 

modelled using the same level of reference and signal stimuli.

The predictions are shown by open symbols in Figure 4. For both Fo,eiS of 100 and 

200 Hz, the predicted DLs follow the general trend of the observed data. The 

range of ratios of predicted DLs to observed DLs was from 0.45 to 1.18, with a 

mean of 0.72. The largest deviations of predicted DLs from observed DLs occurs 

for an Fc of 400 Hz, and also for Fc greater than 1200 Hz. In both cases, the 

predicted DLs are approximately 0.6 of the observed DLs. The closest matches 

occur for an Fc of 800 Hz. As with the observed data, the predictions show no 

marked difference in DLs between the two FqiciS. Overall, the excitation-pattern 

model gives a good account of the normal-hearing subjects' performance. This is 

consistent with the finding of Lyzenga and Horst (1995) and Gagné and Zurek

( 1988), who also explained their results in terms of excitation-pattern models.

4.6.2. Hearing-impaired listeners.

For the hearing-impaired group, the excitation-pattern model simulated hearing 

loss by broadening auditory filters by a factor of 3.8 across the frequency range. 

This maximum broadening factor used by Moore and Glasberg ( 1997) is estimated 

from filter bandwidth measurements from a number of studies. The only studies 

involving profoundly hearing-impaired listeners have estimated bandwidths in the 

region of 3 to 4 times broader than those found in normal listeners (Faulkner et al., 

1990b) and so this value is appropriate for simulating the residual frequency 

selectivity of these listeners. The input to the model consisted of the nine- 

harmonic complexes used in the experiment, with the amplitude of the centre 

component interpolated from the mean MCL values for the formant loudness
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balancing procedure described earlier. The procedure for obtaining predicted DLs 

was identical to that used for the normal-hearing group. To ensure that the 

predictions would not be substantially affected by overall level changes (as with 

the level rove used in the experiment), a subset of the conditions was simulated 

using a 4 dB level difference between reference and signal stimuli. For a Fo,er of 

100 Hz, predicted DLs corresponded to 39.44, 18.18 and 15.24 % at Fcs of 400, 

800 and 1200 Hz respectively. This compares favourably with predicted DLs of 

40.78, 20.51 and 15.86 %  at the same Fc for simulations using no overall level 

difference. As with the normal-hearing group, subsequent predictions was made 

using same-level inputs to the model. Predictions were made for DLFc, DLFq and 

pure-tone conditions.

It was found that broadening the auditory filters was not sufficient to significantly 

increase the predicted DLFc. Even with filter broadening increased to a factor of 

6 , predicted DLFc values were only raised marginally and did not approach the 

values found in this study. Over a range of broadening factors, the predicted DLFc 

for F(),ei = 100 Hz, Fc = 800 stimulus ranged from 5.31 % (normal filtering) to 

9.38 % (broadening factor of 12.0). The observed DLFc for this condition was 

27.9 %. This lack of increase in predicted DL with increasing filter broadening did 

not apply to pure-tone stimuli. Here, the DL prediction rises linearly with 

increasing filter broadening, from 0.88 %  (normal filtering) to 8.0 % (broadening 

of 12.0). When the nature of the discrimination task and stimuli involved are 

considered, these outcomes are not so surprising. The pure-tone frequency 

discrimination involves an actual shift in the frequency of the excitation-pattern, 

but no overall level changes on either side of the excitation-pattern are involved. 

An upward shift in the centre-frequency of the formant involves a decrease in the 

level of the harmonics on the low frequeney side and an increase in the level of 

harmonics on the high frequency side of the centre-frequency, leading to 

corresponding level changes on the skirts of the excitation-pattern. It would only 

take two auditory filters with characteristic frequencies centred at some point on 

the low and high frequency side of the stimulus to detect these level changes. The
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level ehanges would only be undeteetable if the auditory filter is wide enough to 

encompass both the low and high frequency slopes of the stimulus. Other studies 

have found similar difficulties in predicting DLs of formant-like stimuli using 

broadened auditory filters. Horst (1982) found no significant correlation between 

the degree of frequency selectivity of hearing-impaired listeners and their 

performance on a discrimination task using formants with triangular spectra. 

Turner and Van Tasell (1984) found that impaired listeners with a defined 

reduction in frequency selectivity were only marginally impaired in a task 

requiring detection of the depth of a notch at 2 kHz embedded in a vowel sound. 

Using an excitation-pattern model in an attempt to predict their results, they found 

that frequency selectivity would have to be almost absent before the notches were 

undeteetable.

The lack of success in approximating the observed data using increases in the 

filter bandwidths of the model led to the original increase of 3.8 proposed by 

Moore and Glasberg (1997) being used. To predict thresholds closer to the 

observed values, an increase in the threshold criterion for detecting a change in the 

excitation pattern was applied. Some justification for such an increased threshold 

criterion comes from the increased internal noise resulting from inner hair cell 

(IHC) damage along the length of the cochlea. It seems reasonable to assume that 

the more stochastic nature of the signal will result in an increased amount of 

uncertainty. After trial-and-error fitting using a range of values, a threshold 

criterion of 7.0 dB was found to give a reasonable fit to some of the DLFc 

conditions. The “predicted” DLs for each condition are shown by open symbols in 

Figure 6, together with the observed data from Figure 3 (filled symbols).
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1 he DLFc predictions show a trend of  decreasing DL with increasing F ( . For a 

Foiei of  100 FI/., the ratio ol' predicted DL / observed DL was 1.25, 0.74 and 0.70 

tor an Fc o f  400,  800 and 1200 Hz respectively. For a Fo,ei of  200 Hz, these ratios 

are 1.10, 0.74 and 1.00. Overall ,  the predictions for the DLFc condi tions  give a 

reasonable fit to the observed data. Predicted thresholds for DLFo condi tions  (not 

shown in Figure 6) were above 70 % for all but the Fo.vi =100,  Fc = 400 Hz 

condition.  Such high predicted thresholds are well above the obtained values.

Overal l ,  the pure-tone frequency predictions came close to the observed data. Note 

that the same 7.0 dB threshold criterion was applied to these predictions.  The 

broadening of  auditory filters by 3.8 was not on its own sufficient to increase 

predicted values to match the observed data. Further increases in filter bandwidth 

may have achieved this, however.  The ratio of  predicted DL to observed DL 

decreased with increasing frequency, being 1.40 at 100 Hz and 0.48 at 1200 Hz. 

The mean ratio across the six frequencies was 0.97. Note that the predicted DL at 

1200 Flz did not show the observed sharp upward turn in DL. Apart  from this, the

58



predic ted  DLs show a good correspondence wi th the observed  DLs.
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5. Discussion.

5.1. Inter-subject variability.

A characteristic of the hearing-impaired group is the inter-subject variability. 

Figure 2 showed that some subjects performed consistently well across conditions, 

while some struggled to achieve a threshold at all. Some subjects may have been 

more susceptible to responding to the loudness differences of the stimuli. These 

subjects are likely to be those with a more limited dynamic range. A difference of 

4 dB (the level jitter used in the experiment) would have more impact for a subject 

with an average dynamic range of 15 dB than for a subject with a range of 30 dB. 

Even though they were instructed to ignore the overall loudness of the sounds, 

such subjects may not have been able to ignore the level jitter. If this were the 

case, we should have seen a negative correlation between dynamic range and DL. 

However, it was found that formant frequency discrimination was not related to 

the audiometric characteristics of individual subjects. Without a larger number of 

subjects and more complete battery of tests, it is difficult to conclude which 

audiometric abilities may have been related to the discrimination performance of 

these listeners. If ability is not related to audiometric characteristics, the question 

remains as to what causes some subjects to do well, and others to do badly. Some 

of the Duteh subjects may not have understood what was required of them, even 

though written instructions were provided. However, the group of listeners used 

for the replication conditions also showed a large range of performance between 

subjects, and it is unlikely that a lack of communication could have affeeted the 

two groups to the same extent.

5.2. Performance in DLPr task.

The impaired-hearing group showed a trend of decreasing %DLFc with increasing 

frequency. In terms of DLFc (Hz), the pattern was one of an increase in DLFc 

from 400 to 800 Hz, and then approximately constant DLFc (Hz) across 800 and 

1200 Hz. However, no significant difference in %DLFc was found across the Fc 

frequency range. For the normal-hearing listeners, an increase in DLFc (Hz) with 

increasing frequeney was found for an Fc greater than 800 Hz, leading to
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approximately constant %DLFc. In many studies (for example, the single formant 

discrimination studies of Lyzenga and Horst (1995) and Gagné and Zurek (1988))

the increase in DLFc (Hz) with frequency is attributed to the increased bandwidth 

of auditory filters with increasing frequency. By analogy, it might be suggested 

that the constant DLFc (Hz) seen in the profoundly hearing-impaired group is 

consistent with constant auditory filter bandwidths across the 400 to 1200 Hz 

frequency range. There are two lines of evidence against this view, however.

Firstly, in the attempts at predicting DLFc for the impaired-listeners using 

excitation-patterns, thresholds did not come near to matching the observed data by 

manipulations to auditory filter bandwidth alone. Increases in predicted DLFc 

were found, but the effects were much too small to approximate the large DLFc 

shown by the hearing-impaired group. The lack of a significant effect was 

attributed to the nature of the discrimination task, whereby level changes in the 

slopes of the stimuli either side of the formant centre-frequency could easily be 

detected by a minimal amount of auditory filtering. The small effects of increased 

bandwidth that were found would be enough to account for the increased DLFc 

(Hz) with increasing frequency found for the normal-hearing group data, but not 

for the hearing-impaired group.

Secondly, the pure-tone discrimination data and predictions for the impaired group 

both show a trend of increasing DL (Hz) with increasing frequency (group mean 

DL (Hz) = 23.0, 34.7, 64.1, 119.0 and 335.6 at 0.1, 0.2, 0.4, 0.8 and 1.2 kHz 

respectively). The statistical analysis showed that these observed DLs were not 

significantly different when expressed as a percentage. The pure-tone predicted 

DLs were shown to be affected by increases in auditory filter bandwidth, but the 

broadening factor was limited to 3.8 and increases to the threshold criterion were 

used to elevate predicted thresholds. If excitation patterns mediate pure-tone 

discrimination for these listeners, these data suggest increasing auditory filter 

bandwidth with increasing frequency.



A model based on impaired excitation patterns with an increased threshold 

criterion seems to lit the observed data reasonably well. The evidence suggests 

that residual frequency analysis is sufficient to locate single formant peaks with a 

resolution on the order of  140 to 270 Hz for Fc o f  400 to 1200 I Iz. This resolution

is not affected by Fo for Fos up to 200 Hz. Figure 7 shows impaired excitation

patterns based on the experimental  stimuli.  The excitation patterns are derived in 

the same way as for the model predictions described earlier. For each panel, the 

excitat ion pattern for the standard formant is shown by the solid line. The dashed 

line represents the standard formant shifted by an amount corresponding to the 

observed DLFc, and the dotted line represents the formant shifted by the predicted 

DLFc. For the predicted DLFc excitation patterns, a level difference of  7.0 dB

exists between the excitation patterns of  the standard and the just discriminable

different stimulus.
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Figure 7 shows that, at threshold, the largest level differences between the 

standard and actual or predicted excitation patterns occurs on the (steeper) low- 

frequency side. It can be seen that for a broadening factor of 3.8, the excitation- 

pattern is able to represent both the high and low slopes of the stimuli, even for an 

Fc of 1200 Hz, where frequeney selectivity is likely to be more impaired than for 

400 or 800 Hz. If DLFc performance was based on excitation patterns. Figure 7 

provides some insight as to why there was a laek of any effect of Fo on DLFc 

means. For both Fq = 100 and 200 Hz panels, there are no cases where individual 

harmonics are resolved. The shapes of the standard excitation patterns are 

essentially identical between the two FqS. The lack of any significant difference 

between DLFc performance for the two Fo conditions is consistent with the 

impaired excitation-pattern explanation.

In summary, various lines of evidence suggest that performance in the DLFc task 

was mediated by an impaired excitation-pattern process in conjunction with a 

raised threshold criterion. A model based on normal excitation patterns was able 

to give good fits to the observed normal-hearing data. It has not been 

demonstrated that impaired excitation patterns are the sole mechanism used by 

these listeners in the discrimination task. The role of a temporal mechanism has 

not been explored in this study. The need for a raised threshold criterion might 

reflect the deficit in temporal processing after auditory filtering, i.e. at the output 

of the auditory filter. In this sense, the raised criterion might be mimicking the 

degraded temporal processing of these listeners.

The DLFc values found in this study are well in excess of the 6.0 % minimum 

difference in FI and F2 frequencies of British vowels cited by Rosen and Fourein 

(1986). Thus, normal discrimination between vowels would not occur if 

performance were based on FI and F2 frequencies.
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5.3. Performance in DLFn task.

It was originally hypothesised that DLFo discrimination would be mediated by a 

temporal process. The fixed spectral envelope was intended to eliminate cues 

based on changes in excitation pattern, and individual harmonics were thought 

unlikely to be resolved except, perhaps, for the Fo,ef = 200 Flz, Fc = 400 Hz 

condition. The results from the excitation pattern analysis support this hypothesis. 

However, apart from the previously mentioned condition, predicted values for the 

DLF() task were greatly in excess of the observed DLFoS. This suggests that the 

DLF() results measured in this study result from a temporal process extracting a 

residue pitch from a group of unresolved harmonics. However, the pure-tone DLs 

were approximated by excitation-pattern predictions, suggesting a spectral 

process. When the nature of the two tasks is considered, it is not surprising that 

excitation patterns can predict performance for pure-tone DLs but not DLFo for 

complex tones. In the pure-tone discrimination, a shift in the centre frequency of 

the excitation pattern occurs that corresponds to a shift in the pure-tone frequency, 

and the resulting level changes on the low- and high-frequency sides of the 

excitation pattern can be used as a cue. In contrast, the complex tone DLFo task 

involves no shift in the excitation pattern centre frequency, nor any change in the 

low- and high-frequency skirts (except for very large shifts in Fo). Providing that 

individual harmonics are not resolved (and Figure 7 suggests this is the case), the 

hearing-impaired listeners must use the temporally encoded repetition rate of the 

stimulus for discrimination.

The single DLFo condition where the excitation-pattern prediction matched the 

data needs some explanation. When Fo,ef = 200 Hz, the first component (at the 

second harmonic) was at the centre frequency of the 400 Hz formant. Higher 

frequency harmonics had successively lower levels than this harmonic in steps of 

6 dB. In the DLFo task, the frequency of this harmonic co-varied with the Fo, and 

so the spectral envelope could not have stayed constant. If the higher harmonics 

had little effect on the processing of the first component, subjects were effectively 

performing a pure-tone discrimination task for a frequency of 400 Hz. Figure 3
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shows that the Fo,er = 200, Fc = 400 Hz DLFo condition and pure-tone = 400 Hz 

conditions gave near identical DLs of about 17 %. For an F(),ei of 100 Hz, the 

formant is represented by harmonics on both the low and high frequency sides, 

and thus spectral envelope remains constant with changes in F q.

For natural vowels, where a full complement of harmonics is present, these 

listeners would have to derive pitch from unresolved harmonics in a manner 

similar to that for the other complex-tone DLFo conditions used here. Then, Fo 

differences less than about 20 % could not be encoded. The DLFo values found in 

this study suggest that a Fo sweep of 100 to 120 Hz within a natural vowel would 

not be distinguishable by these listeners. Of course, there is a possibility (not 

examined in this study) that the component at the fundamental frequency might be 

resolved in this situation. The pure-tone frequency DLs at 100 and 200 Hz do not 

suggest that performance would be any better if this were the case.

5.4. Audiometric factors affecting performance.

So far, the account of DLFc performance has focused on asymmetries in the 

slopes of the excitation patterns. A factor which might have affected performance 

is variation in the sensation level of the stimuli with frequency. Figure 7 shows 

that, as frequency increases, less and less of the excitation pattern is above 

threshold. At Fc = 1200 Hz, the dynamic range over which level changes in 

excitation can be compared is about 10 to 15 dB. For an Fc of 400 Hz, the 

dynamic range is in the range 30 to 35 dB. Thus, the sensation level of the stimuli 

at the two extremes of frequency is very different. During the discrimination task, 

changes in the sensation level of the signal stimulus would have occurred as the 

centre frequency moved up. The equal loudness correction function was intended 

to give equal sensation levels of complex tones across frequency. However, the 

decreasing dynamic range (between threshold and MCL) meant that component 

levels did not always increase in proportion to the threshold as frequency 

increased. Thus, an increase in formant frequency could have meant a reduction in 

suprathreshold excitation. For the subjects in the experiment, the level Jitter
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supposedly removed overall loudness cues. Such cues may have persisted for 

extreme changes in threshold and MCL with frequency. It is difficult to rule out 

such cues, and it may be that DLFc for the high Fc conditions is lower than for 

low Fc conditions for this reason. The excitation-pattern predictions used in this 

study were not affected by changes in overall level, yet the predictions gave DLs 

somewhat lower than the observed DLs.

5.5. Implications of DLs for vowel perception.

The primary aim of these experiments was to reveal the frequency resolving 

potential of the profoundly hearing-impaired listener using stimuli that have a 

broad approximation to vowel sounds. The DLFc results imply limitations in the 

I ange of distinguishable formant frequencies available to this group, while the 

DLF() results indicate limitations to the prosodic information conveyed by these 

vowels. Although the DLs are generally high and should preclude the use of subtle 

frequency cues in conveying vowel information, there have been some 

encouraging outcomes. It was suspected that Fc discrimination would be at its best 

at low frequencies, and would break down for high frequencies where frequency 

selectivity would be more degraded. In fact, some useful degree of discrimination 

was found across the frequency range tested. Although frequencies above 1200 Hz 

were not tested, it is possible that the useful range could extend beyond this. Over 

the range tested here, the DLFc values suggest perhaps up to four or five of these 

single formants could be used to signal distinguishable timbre percepts to these 

listeners. If vowel perception can be approximated by a centre of gravity of 

formants (Chistovich and Lublinskaya, 1979) or other information-collapsing 

approach, the prospects for signalling the timbre of vowels are not so bleak for 

these listeners. However, if detail of spectral envelope related to both FI and F2 

information is required, these listeners would struggle somewhat. The next issue 

in this regard is performance with two-formant vowels.

The F() discrimination of unresolved harmonics found in the study shows some 

potential in discriminating the pitch of voiced speech. At a basic level, these
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listeners should be able to distinguish average male from female Fo. Although not 

explicitly tested in this study, the results also suggest a potential for discriminating 

between F q sweeps which change by more than 20 %. In terms of speech 

processing, the results suggest that it may be possible to exclude the F q harmonic 

of a signal from voiced speech without any detrimental effect on pitch perception. 

These listeners performed as well with a pure tone at 100 Hz as with a complex 

tone composed of unresolved harmonics. The missing F q component might reduce 

the upward spread of masking to low-frequency formants, and allow greater Fc 

resolution. In this respect, the results support ideas put forward by Fourein (1990), 

who argued that hearing-impaired listeners would benefit in speech perception 

performance from a reduction in the spectral complexity of speech sounds.
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6. Conclusions.

Profoundly hearing-impaired listeners show a very limited frequency resolving 

ability for the centre frequency of a single formant, with thresholds considerably 

raised compared to normal-hearing listeners. The DLFc in Hz is smallest at low Fc 

values, and is constant at higher frequencies. There was no significant difference 

in performance with an Fo,-ef of 100 or 200 Hz. The performance of the normal- 

hearing group can be predicted from an excitation-pattern model. A similar 

account can be used approximately to predict the hearing-impaired subjects' 

performance, providing that the auditory filter bandwidths are increased and the 

threshold criterion is raised to 7.0 dB. The same model gave reasonably accurate 

predictions of pure-tone frequency DLs for these listeners, showing the same 

constant %DL over frequency and a lower overall DL than for the formant stimuli. 

It is speculated that the raised threshold criterion might mimic the impaired 

temporal analysis of the outputs of the auditory filters. Discrimination of F q was at 

a similar level as for a pure tone at the same frequency, but the excitation-pattern 

model predicted DLs far in excess of the observed DLs. This result suggests that 

these listeners are capable of extracting a residue pitch from unresolved 

harmonics, and the effectiveness of this mechanism is similar to that of detecting 

changes in the frequency of a pure tone.
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C hapter 3.

T w o-form an t vow el processing  by the p rofoundly  hearing-im paired :  

effect o f a non-sim ultaneous form ant syn thesis.

1. Abstract.

Ill an attempt to compensate for the lack of frequency selectivity found in profoundly 

hearing-impaired listeners, a synthesis method, called “switched synthesis”, was 

devised such that the first and second formants (FI and F2) were present in separate 

halves of the period. The spectral envelope of the first half of each period contained 

FI alone, and the spectral envelope of the second half contained F2 alone. If the 

profoundly hearing-impaired listener were able to process the two formants 

separately, a release from masking effect would occur. It was postulated that this 

would result in better frequency discriminating abilities for a single formant in 2- 

formant vowels than with normal simultaneous formant presentation. Eight 

profoundly hearing-impaired listeners and three normally hearing listeners took part. 

Foi'mant DLs were measured for the English 2-formant vowels “oo”, “or” and “ar”, 

using fundamental frequencies (Fo) of 75 and 150 Hz, and vowels generated with 

normal and switched-synthesis methods. A 3I-2AFC adaptive tracking procedure 

measured DLs about the signal formant frequency with the other formant fixed in 

frequency. A level jitter of 4 dB was present on each interval. The mean of three 

adaptive runs was used to represent each DL.

Group mean results for the hearing-impaired subjects showed DLs with a range of 

17 to 72%, with most DLs being around 50 %. The size of group mean DLs in many 

conditions led to some stimuli in which the variable formant overlapped with the 

fixed formant, so that the task became a 1-formant / 2-formant discrimination. 

Where the F2 -  FI formant separation of the vowel was 440 Hz or less, DLs were 

significantly lower for the switched-synthesis method than for the normal-synthesis 

method. There was no effect of formant number (FI or F2). The lower Fo (75 Hz vs 

150 Hz) led to lower DLs for the "oo" vowel (p < 0.01), but not the "or" and "ar"
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vowels. Although not statistically supported, there was a trend of increasing DL 

with increasing F2 -  FI separation for the normal-synthesis method, but not for 

the switched-synthesis method. The normal-hearing group showed DLs in the range 

2 to 7%, with DL showing a strong negative correlation with formant frequency. 

These data were accounted for by an excitation-pattern model. The pattern of DLs 

for the hearing-impaired group could be predicted using the same impaired 

excitation-pattern model as described in the previous chapter. It is concluded that 

profoundly hearing-impaired listeners are unable to discriminate a single formant in 

2-formant vowels for F2 -  FI separations of 440 Hz or less. A certain amount of 

release from formant masking is possible with the switched-synthesis method.

70



2. Introduction.

Regardless of the exact mechanism by which vowel timbre is extracted, few 

would argue that the accuracy with which formant frequencies can be estimated 

has no bearing on the perception of vowels. For normal-hearing listeners, there are 

sufficient auditory processing abilities to form an ‘internal representation’ of a 

vowel such that the differing frequencies of the lower formants are preserved after 

auditory processing. The internal representation is detailed enough to elicit 

changes in the perceived timbre of the vowel which correspond to changes in the 

frequency location of the formants. The previous chapter showed that for 

profoundly hearing-impaired listeners the ability to detect ehanges in the 

frequency of a single spectral peak, or “formant”, is very limited. The purpose of 

the experiments detailed in this chapter was to examine the extent to which a 

single formant can be discriminated in the presence of another formant. The 

limited frequency selectivity found for these listeners suggests that masking of the 

target formant by an adjacent fixed formant will impose a serious limitation on 

performance. A further aim of these experiments is to examine a method of 

reducing this masking effect.

There have been numerous studies of the abilities of normal-hearing listeners in 

discriminating single formants contained in multiple-formant stimuli (Hawks, 

1994; Kewley-Port and Watson, 1994; Kewley-Port et al., 1996; Lyzenga and 

Horst, 1999; Mermelstein, 1978). Consistent findings regarding the effects of F q 

and formant frequency have emerged that have particular relevance to the 

experiments reported here. Most studies have used stimuli containing a complete 

range of harmonics with formants based on characteristics of natural utterances. 

Kewley-Port and Watson (1994) found that difference limens (DLs) for a single 

formant in a 4-formant vowel showed a strong linear trend for a decrease in %DL 

(delta F / formant frequency x 100) with increasing formant frequency. DLs 

ranged from nearly 6.0 % for formants below 500 Hz, to about 2.0 % for formants 

above 500 Hz. Performance levelled off to about 1.0 % for formants above 2.0 

kHz. The correlation coefficient between formant frequency and % DL was -0.89.
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A n  important finding was that, where a harmonic of the Fq aligned with the centre 

frequency of a test formant, unusually high thresholds were recorded from a 

number of subjects. This condition was the only one where differences between 

thresholds for an increase and a decrease in the test formant were encountered. 

This lead to further investigations using similar stimuli but with fixed FqS of 240 

and 160 Hz, and a linearly falling Fo of 220 to 180 Hz. Results showed a strong 

effect of Fq on thresholds, with the lower Fq giving rise to lower DLs. The falling 

F() conditions led to thresholds mid-way between the high and low fixed Fo 

conditions.

Kewley-Port et al. (1996) looked directly at the effect of a low and mid (101 and 

126 Hz) Fo on the discrimination of FI and F2 in six English 5-formant vowels, 

with bandwidths of FI and F2 fixed at 64 Hz. The range of FI values was from 

270 to 750 Hz, and that of F2 from 1250 to 2170 Hz. Consistent with Kewley-Port 

and Watson (1994), a strong linear trend was found between formant frequency 

and %DL. The correlation coefficient was -0.81 and -0.87 for the low and mid Fo 

conditions, respectively. Overall, thresholds were lower for the low Fo conditions 

than for the mid Fo conditions. As with Kewley-Port and W atson (1994), close 

examination of the formant threshold values across frequency revealed unusual 

patterns of thresholds. There were two formant values at which a small reversal in 

the general trend of increasing thresholds with increasing formants occurred. 

There were also some conditions in which an exceptionally large increase in 

threshold with Fo was found. The Fo values of 101 and 126 Hz were chosen to 

avoid coincidences of harmonics with formant frequencies, and so these unusual 

results could not be interpreted in terms of higher level formants in conditions 

with harmonics at their centre frequencies.

Lyzenga and Horst (1999) measured DLs for a change in the first, second or both 

formants in two-formant vowels. Part of their interest was in the influence of a 

stationary formant on the discrimination of the second test formant. Stimuli were 

generated to resemble natural vowels, and had fixed Fqs of 100 and 200 Hz. FI
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was in the region 500 to 600 Hz and F2 in the region 2000 to 2050 Hz. The 

frequencies of the formants were chosen so that they were either coincident with 

or half-way between harmonics. They found that DLs for a first formant were 

unaffected by the presence of a stationary second formant. Second formant DLs 

were, however, affected by the presence of a stationary first formant in conditions 

where the formant frequency was half-way between two harmonics. The data were 

accounted for by an excitation-pattern model comparing spectral profiles.

Although the factors contributing to discrimination performance have been well 

established for normal-hearing listeners, very little is known about the 

performance of hearing-impaired listeners. The previous experiment showed that 

discriminability of the frequency of a single spectral peak is very limited for 

profoundly hearing-impaired listeners, and that performance is not affected by F(>. 

A key issue in the present experiment is the consequence of adding a second 

spectral peak, so that stimuli have a vowel-like character. It is unlikely that such 

small affects as found by Lyzenga and Horst (1999) will occur. If the 

discrimination process does have an excitation-pattern basis, it would be expected 

that a second peak would have drastic consequences for listeners with such limited 

frequency selectivity as these. In anticipation of this problem, at least some studies 

have attempted to lesson the masking effects of formants.

The masking effects of formants have been explored by Danaher and Pickett 

(1975), using subjects with sensorineural hearing loss. Subjects' absolute 

thresholds ranged between 40 and 100 dB SPL, with two subgroups of sloping and 

flat losses. For the flat hearing loss group, absolute thresholds were in the region 

80 to 90 dB SPL. Danaher and Pickett found that the discrimination threshold for 

a single F2 transition (starting at 1100 Hz) was about 7.0 %, and worsened to 18 

% when F2 was presented with an FI of 650 Hz. A similar pattern of results was 

found for initial FI and F2 frequencies of 450 and 2200 Hz. In order to reduce the 

upward spread of masking, Danaher and Pickett presented FI and F2 in different 

ears. DLs in this case were less than for the F14-F2 monotic conditions but not as
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good as for the F2-alone conditions. They concluded that FI produces two kinds 

of masking - an upward spread of masking at the peripheral level and some kind 

of central masking.

In a rather different approach to reducing the masking effects of formants, Bailey 

and Bevan (1991) found an apparent release from upward spread of masking 

resulting from sinusoidal frequency modulation of the target formant. Their 

inspiration came from an analogous visual identification phenomenon, whereby 

disambiguation comes from movement of the object relative to the observer. They 

postulated that auditory “motion” might give cues for the appropriate parsing of 

the auditory scene into figure and ground. Their initial stimuli consisted of 

broadband noise filtered into a formant-like peak centred at 1500 Hz and 

modulated at rates of 5 or 10 Hz. A second formant was included at 1300 Hz. 

Using a group of normal-hearing subjects, they found that DLs for the mean centre 

frequency of a single modulated spectral peak were higher than for an 

unmodulated peak. However, when the modulated formant was present with the 

lower frequency unmodulated formant, DLs were lower than when both peaks 

were unmodulated. The effect was not dependent on the number of modulation 

cycles. Results using a pulse source and different centre frequencies of the target 

formant were similar to results using the noise source. They concluded that the 

enhanced discrimination of the modulated formants derives from properties of the 

spectral envelope itself and not from the acoustic detail underlying it. In a further 

experiment, Bailey et al. (1995) investigated the identification abilities of hearing- 

impaired subjects using these modulated formant vowels. The stimulus set 

consisted of four three-formant vowels, with the second formant either modulated 

(5 or 10 Hz) or unmodulated. These were presented in a background noise with 

the vowels at 10 dB SL above the noise floor. Both the hearing-impaired group 

and a control group of normal-hearing listeners performed significantly better in 

the modulated formant conditions. Hearing-impaired subjects benefited more from 

the modulated second formant than the controls.
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In this chapter, an approach to reducing the amount of masking of formants in 

two-formant vowels is investigated. The method is to interleave in time segments 

of two separate waveforms created from a common harmonic source, one carrying 

F I, and the other F2. The resulting waveform has a true period that is the sum of 

the durations of these FI and F2 segments, with the first half of the period 

containing FI alone and the second half F2 alone. The long term spectrum of this 

new "switched" waveform has two peaks at frequencies corresponding to the 

original FI and F2, and a Fq half that of the original single formant waveforms. 

Short term spectra of the first or second half of the period (identical to the original 

FI or F2 periods) have just a single peak at either FI or F2. To the normal-hearing 

listener, such stimuli retain their intended vowel quality, but have a harsher sound 

than their equivalent simultaneous F1-I-F2 waveforms. At some level in the 

auditory system, the FI and F2 information is combined to form a single percept 

of a vowel. For the profoundly hearing-impaired listener, it was hoped that this 

processing method would lead to a release from masking between FI and F2. 

However, the short time span over which the F2 and FI information is contained 

(6.67 ms for an Fq of 150 Hz) might mean that the information is merged at the 

peripheral level. Limitations on how well the two halves of the period can be 

independently analysed might be related to limitations in temporal resolution for 

these listeners. The amount of forward masking of one half of a period onto the 

next may also limit the resolvability of the formants. Since little is known about 

what kind of internal representations these stimuli elicit, the experiment 

investigates the formant frequency discrimination performance of both normal- 

hearing and profoundly hearing-impaired listeners, using three 2-formant vowels 

having differing degrees of formant separation. To examine the effects of any 

temporal smearing of the two halves of the period that might occur, two FqS of the 

vowels are also used. The results are compared to performance using matched 

normal simultaneous formant stimuli. It is expected that vowels having a larger 

formant separation will lead to lower thresholds.
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3. Method.

3.1. Subjects.

Eight profoundly hearing-impaired subjects took part in the experiment. Subjects 

had bilateral profound cochlear losses with typical “bottom left-hand corner” 

audiograms. The best hearing ear for each subject was used throughout the 

experiment. All losses were progressive with onsets ranging from 10 to 20 years 

of age, so subjects had at least some experience with normal hearing. All listeners 

had good communication abilities and had previous experience in psychoacoustic 

testing. The group mean audiometric thresholds are shown in Figure 1.
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Figure 1. Mean threshold of hearing-impaired subjects (+/- 1 se).

A control group of three normal-hearing listeners also took part in the 

experiments. These also had experience with psychoacoustic testing and used their 

left ear throughout.

3.2. Design and procedure.

The experiment investigated factors of vowel type (“oo” as in “who’d”, “or” as in 

“hoard” and “ar” as in “hard”), Fo (Fq = 100 and 200 Hz), formant (FI and F2) and 

synthesis type (normal or switched formants) on the discrimination of a single
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formant in a two-formant vowel. Because the amount of testing time for each 

hearing-impaired subject was not guaranteed, subjects were tested on all the “oo” 

stimuli first, followed by the “or” and then “ar” stimuli. Each vowel type was 

represented by eight conditions, which were all tested in random order. For four 

conditions, F2 was fixed and the DL for FI was measured for combinations of Fo 

= 75 and 150 Hz, and of normal and switched-synthesis types. This was repeated 

for FI fixed and F2 variable. An adaptive run involved a three-interval two- 

alternative forced-choice task, estimating the 70.7 % point on the psychometric 

function (Levitt, 1971). A total of twelve turn points was obtained, and values 

from the last eight were averaged to give a DL. Each condition consisted of three 

consecutive adaptive runs. Subjects had to indicate whether the second or third 

interval contained the ‘different’ stimulus. Responses were made via a response 

box, through which feedback was also given as to the correct response through the 

illumination of the correct response button. For every two consecutive correct 

responses, the formant frequency difference (AF) was reduced by a factor of

1.141, while for every incorrect response AF was increased by a factor of 1.141.

The formant frequency differences were created about the nominal formant 

frequency being measured. For example, if vowel “oo” (FI = 320 Hz, F2 = 920 

Hz) was being measured for F2 (FI fixed), the reference interval might have F2 = 

900 while in the signal interval, F2 would equal 940, giving an difference AF of

40 Hz and % frequency difference of (40 Hz / 920 Hz) = 4.35%. The initial 

frequency separation was 45 %. The maximum frequency separation permitted 

was 109.0% of the formant frequency being measured. Where this limit was 

reached, further attempts were made before recording a DL of 109 % for that 

condition. Such large AFs gave a better chance of subjects finishing test runs, but

may have produced drastic changes in the stimuli. For some vowels, if FI is 

increased sufficiently, it merges with F2. Here the task becomes a 2-formant 

versus 1-formant discrimination. Alternatively, if F2 is increased sufficiently, it 

may fall beyond a subject’s audible frequency range. Such changes were allowed 

to occur, and the consequences are discussed more fully in the results section.
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Each session lasted between one and two hours, and subjects took as many breaks 

as they requested. Because of the high sound levels involved, care was taken not 

to introduce excessive strain on the hearing-impaired subjects. The control group 

carried out the same testing procedures as the impaired group, but without the 

loudness balancing protocol described below. However, the same level jitter 

(described below) was used. For the control group, all 24 conditions were tested in 

random order.

3.3. Stimuli.

The inter-stimulus interval was 200 ms, and the inter-trial interval was one 

second. Vowels were constructed using only two formants, and were presented in 

isolation. Table 1 shows the formant values used for each vowel, together with 

their F2 -  FI separation and geometric mean FI and F2 values.

Vowel FI (Hz) F2 (Hz) F2-F1 (Hz) mean (FI, F2)

“or” 480 760 280 620

“ar” 740 1180 440 960

“oo” 320 920 600 620

Table 1. Formant centre frequencies used to create vowels.

These values are taken from Gimson (1962), who analysed vowels uttered by a 

number of male speakers. The stimuli were easily identifiable as the intended 

vowels by normal-hearing listeners. The Fo of the vowels was held constant.

All stimuli were 0.5 seconds long. They were ramped on and off using 0.05- 

second raised-cosine functions, and were generated in software by the computer 

controlling the experiment. There are two synthesis methods; one for the normal 

simultaneous formant vowels and one for the non-simultaneous formant vowels.
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3.3.1. Normal-svnthcsis vowels.

A pulse source was erealed with the desired periodicity, ddiis was filtered 

separately by two second-order resonance filters with centre frequencies at the 

formant values required. The 3 dB bandwidths of both filters were fixed at 64.0 

Hz. A linear amplitude ramp was applied to the samples over the last 25 % of the 

period, reducing the amplitude to 0 (the reason for this is given below). The two 

formants were added together in parallel. The spectra of the three vowels, for Fo of 

75 and 150 Hz, are shown in Fieure 2.

' 0 0 '  F o = 7 5  Hz ' O R '  F o = 7 5  Hz ' A R '  F o = 7 5  Hz

CD 40
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Fiuure 2. Spectra of normal-svnthesis formant vowels: Fn = 75 (top) and l6() [lz.

(bottom).

3.3.2. Switehed-svnthesis vowels.

The switehed-formant stimuli were composed of alternate periods of FI and F2. 

The same 2nd order resonator filters were used as for the normal-synthesis stimuli, 

giving the same formant bandwidths. The purpose of the amplitude ramp over the 

last 25% of the period was to reduce the amount of distortion as the waveform 

switched between high and low formants. A consequence of joining two different
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periods together is a doubling in the true period oT the waveform, corresponding to 

a halving of the perceived pitch. To offset this, the two components of the 

switched waveforms were synthesised with a period half that which was required. 

The spectra of the switched-synthesis vowels showed some distortion. An 

example of three periods from an “oo” stimulus is shown in the bottom panels of 

Figure 3, and the spectra are shown in the top panels. The left-most panels 

represent a normal-synthesis vowel at Fo = 75 Hz, and the middle and right-most 

panels show the switched-synthesis vowels at Fo = 75 and 150 Hz, respectively.
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Fitiure 3. Stieetra and waveforms from “oo” vowel: Left panels - Fn = 75 Hz, 

normal-svnthesis; Middle panels - Fn= 75 Hz, switehed-svnthesis; Right panels -

Fn= 150 Hz, switehed-svnthesis.

3.4. Stimulus presentation.

Testing took place in a sound-attenuating booth. Stimuli were played monaurally 

to the subjects via Beyer Dynamics DT48 headphones. These were chosen since 

they give a good power output, with only minimal distortion. These are the same 

headphones used to measure each subject’s equal loudness correction function. 

Stimuli were initially generated in software, then passed through a Laryngograph
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PCLX DAC to an Ariel DSP32C card which ran a real-time floating-point digital 

filter programmed with the subject's loudness correction function. The signal was 

then passed through TDT PA4 programmable attenuators and then into the booth. 

The signal was amplified using a Yamaha YTIO before passing into the 

headphones.

For the normal-hearing subjects, stimuli were generated in the same way, and 

passed through the Ariel DSP32C card programmed with a flat frequency response 

before passing through the same attenuators and amplifiers. The harmonic level of 

the stimuli was 60 dB SPL at 300 Hz (FI = 320 Hz) for a reference “oo” signal.

3.5. Loudness balancing.

Because the hearing loss of each subject was not uniform across frequency, care 

was needed to ensure that changes in the perceived loudness of the stimuli could 

not be used as a cue to discrimination. This experiment used three loudness 

balancing methods to reduce this possibility. The first stage involved the 

measurement of an equal loudness correction function for each subject. The aim 

was to ensure that the spectral components of an equal-amplitude stimulus have a 

roughly equal loudness after the characteristics of the hearing loss have acted on 

the incoming sound. Before the start of the main body of testing, subjects were 

presented with an 80-Hz wide band of noise centred at 125 Hz. The level of the 

noise was adjusted until the subject consistently reported it to be comfortable. This 

‘reference’ noise was then used to loudness balance subsequent noises having 

centre frequencies at octave intervals above the reference noise, up to 2.0 kHz. For 

each frequency, the reference noise and test noise were played alternately, and the 

level of the test noise was adjusted by the subject until it was consistently reported 

to have the same loudness as the reference. These loudness values were then used 

to design a FIR equal-loudness filter, specific to each subject. These coefficients 

were downloaded to an Ariel DSP32C card. All stimuli were passed through this 

real-time filter before presentation to the subject. This filtering also compensated 

for the frequency response of the headphones.



Secondly, adjustments in the overall level of the stimuli were made before the 

start of each condition. From previous experience, it is known that the equal 

loudness correction procedure works reasonably well, but listeners still reported 

some noticeable loudness differences between stimuli having very different 

spectral distributions. In order to overcome this problem, balancing of overall 

loudness levels was carried out at the beginning of each condition. A reference 

stimulus was chosen that had identical formant values to the vowel under 

investigation. The level of this was adjusted until it was consistently reported as 

being at a comfortable level. This was then used to balance the loudness of a 

number of stimuli, each chosen to represented the range of DL values that might 

occur during the adaptive run. Intermediate values were then interpolated from 

these values. Finally, the test procedure used a random level jitter of 4 dB on each 

presentation of a stimulus. The level of each stimulus was varied over the range - 

2.0 to +2.0 dB relative to the balanced level initially obtained.
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4. Results.

4.1. Hearing-impaired group.

4.1.1. Individual subject performance.

Because of time constraints, not all hearing-impaired subjects were able to 

complete all three vowel conditions. Eight completed all “oo” conditions, six 

completed all “or” conditions and five all “ar” conditions. All hearing-impaired 

subjects showed a large standard deviation (sd) about the mean for the three 

adaptive runs used to represent each condition. These sds ranged from 0.25 to 

49.15%, with a mean of 11.34. This variability proved difficult to overcome, and 

did not seem to depend on the number of runs performed by the subject - those 

subjects who were tested on more adaptive runs did not show any drop in sd. Trial 

to trial variability and its relation to practice effects was explored in the previous 

chapter, where it was found that these subjects did not perform with any greater 

consistency or with any improved performance with increasing number of 

adaptive runs used to represent a condition. However, a concern over the large sd 

does persist in terms of the validity of the data set as a whole. It did not appear 

that large variances were associated with any particular conditions. Such a relation 

might exist if subjects found difficulty with the switched-synthesis conditions, for 

example. To explore this possibility further, the sds for each subject in each 

condition were subjected to a repeated-measures Analysis of Variance (ANOVA). 

A summary of the analysis is shown in Appendix 2.i. The main effects of vowel 

(“oo” , “or” and “er”), Fq (75 Hz, 150 Hz), formant (FI, F2) and synthesis type 

(normal, switched) were not significant, nor were any of the interactions. The 

result suggests that the large variations found in each condition is characteristic of 

the subjects across all conditions rather than of a particular few conditions. This 

gives support to the validity of the data set.

Means for each condition showed a range of performance across subjects. Figure 4 

shows the mean DLs (%) for each of the eight subjects. Subjects 1 -  5 completed 

all conditions. Subject 6 completed the “oo” and “or” conditions, and subjects 7 - 

8 only the "oo" conditions. The top-left panel shows means for each vowel (a total
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1)1 eight condi tions I'or eacli vowel),  with each vowel  shown staggered about the 

subject number.  The top-right panel shows the mean for the Fo = 75 and 150 Hz 

condi tions,  and the bot tom panel shows the means  for the normal and switched- 

synthesis condi tions (a total of  12 condi tions for subjects 1 -5, 8 condi tions  for 

subject 6 and 4 condi tions lor subjects 7 - 8). Error bars show + ! -  1 standard error 

(se) for the mean of  the relevant condi tions for each subject.
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Fiaure 4. Individual data averaaed over vowel.  Fo and synthesis type { + ! -  1 se).

Subjects 1, 3 and 7 showed the best overall performance,  with DLs less than 50 % .  

Subjects 4 and 6 performed the worst,  with DLs in excess of  70 %. Subjects 1 to 5 

showed lower DLs for the “oo” vowel,  with the “or” vowel giving the highest 

DLs. A consistent trend is for slightly lower DLs for an Fo of  75 Hz than for 150 

Hz. Only  subject 3 showed comparable DLs for the two Los. With the except ion of 

subjects 7 and 8, all subjects showed a pattern of  better performance for the 

swi tched-synthes is  conditions than for the normal formant condit ions.  These 

di fferences are particularly apparent for subjects 2, 4. 5 and b.
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4.1.2. Group performance.

1 he hearing-impaired group statistics and I'igures are based on the means i'or the 

live subjects who completed all three vowel conditions. A striking I'eature of the 

DLs plotted in Figure 4 is their magnitude. For the “ar” and “or” vowels, DLs are 

often in excess of 60 %. In order to appreciate the changes in formant patterning 

of vowels required for discrimination by these listeners. Figure 5 shows the group 

mean DLs expressed in Hz about the formant frequencies from which they were 

derived. Each formant has horizontal arrows indicating the group mean DL (in 

Hz) for the conditions where the other formant was fixed and the variable formant 

was varied about its centre frequency.
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Figure 5. Group mean range of DLs (Hz) for each vowel.

Figure 5 indicates those conditions where the task has become a one-formant / 

two-formant discrimination. Where the DL bars of one formant extend to the other 

formant, the formants are merging into a single formant. In these eases, the group
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as a whole were discriminating a single-formant stimulus in one interval from a 

two-formant stimulus in the other. Figure 5 suggests that formant separation (F2 - 

FI ) may be a factor influencing the size of the DL. The “oo” vowel (F2 - FI = 600 

Hz) shows the smallest DLs. Here, discrimination of FI or F2 is possible without 

formants merging. For the “or” vowel (F2 - F I  = 280 Hz), DLs are higher and 

discrimination involves one formant merging with the other. The relationship is 

not straightforward, though. The “ar” vowel shows the highest DLs, but has a F2 - 

FI of 440 Hz. If F2 -  FI were critical, we would expect the “or” vowel to have the 

highest DLs. The “ar” vowel does however have the highest FI and F2 

frequencies. A possible interaction might exist between F2-F1 and the formant 

frequencies.

Figure 6 shows the group mean DLs plotted as a function of formant frequency, 

with error bars showing +/- 1 se of the group mean. Note that the figure is based 

on the same data as in Figure 5. The upper panels show DLs for an Fo of 75 Hz, 

with normal-synthesis DLs on the left and switched-synthesis DLs on the right. 

The bottom two panels show DLs for an Fo of 150 Hz, again with normal- 

synthesis DLs on the left and switched-synthesis DLs on the right. The open 

symbols correspond to excitation-pattern model predictions, and are explained in 

Section 4.3. In each panel, the first three points correspond to FI DLs, and the last 

three points to F2 DLs.
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I-or an Fo of  75 Flz, DLs for the swi tched-synthesis condi tions  arc lower than for 

the corresponding normal-synthesis conditions,  especially for formants o f  the "or” 

and "ar” stimuli.  The trend is also apparent for an Fo of  150 Hz but the differences 

at each formant frequency are smaller than i'or the Fo = 75 Hz conditions.  There is 

no obvious trend for a linear change in DL with increasing frequency.

4 . 1.3. Statistical analysis.

The range of kurtosis of  the group means for each condition was from -3.27 to 4.24, 

and the skewness statistic ranged from -1.00 to 2.03. The Kolmogorov-Smirnov 

normality statistic (Siegel and Castellan, 1988) reached the p < 0.05 significance 

level for two conditions. However,  since all other conditions did not support the 

hypothesis of  non-normality, and since none of  the conditions showed substantial 

kurtosis or skewness,  the data set as a whole was considered appropriate for analysis 

by parametric tests.
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4.1.3.1. Tests of within-vowel effects.

Separate repeated-measures ANOVAs for each vowel were used to test for main 

effects of Fo (75 and 150 Hz), Formant (FI and F2) and Synthesis type (normal 

and switched). Appendices 2.ii to 2.iv show summaries of the analysis, and Table 

2 shows the outcomes for each vowel.

Vowel
Main Effects

Interactions
Fo Formant Synth.

“oo”
F(|,7) = 12.08,

p < 0.01
NS NS

Fo ='= SYNTH: F(U) = 

8.03, p<0.025

“or” NS NS
F(i,5) = 30.84, 

p < 0.005.

Fo SYNTH: F(,,5) = 

14.83, p <  0.025

“ar” NS NS
F(|,4) = 9.44, 

p < 0.05.
NS

Table 2. Summarv of significant main effects and interactions for each vowel for

hearing- impaired group.

Table 2 shows that, for the “oo” vowel, only the main effect of Fo was significant. 

The significant interaction of Fo with synthesis type is discussed below. For both 

“or” and “ar”, the switched-synthesis conditions led to significantly lower DLs: for 

the “or” vowel, the mean DL for switched conditions was 41.28 % compared to 

61.79 % for normal-synthesis conditions; for the “ar” vowel, the mean switched- 

synthesis DL was 47.85 % compared to 66.75 % for the normal-synthesis DL. For 

the "oo" and “or” vowels, a significant interaction between Fo and synthesis type 

was found. The low F q means showed a greater difference between normal and 

switched-synthesis methods than the high F q means. Separate repeated-measures 

ANOVAs tested the effects of formant and synthesis type for each F q for these 

"oo" and “or” means (Appendix 2.vi to viii). No significant effects were found for 

the "oo" vowel. For the "or" vowel, there was no effect of formant. The mean for 

low F(), switched-synthesis DLs (38.33 %) for “or” was significantly lower than
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for the normal-synthesis DLs (71.24 %) (F(i,5 ) = 73.77, p < 0.001). For the high Fo 

“or”, no effect of synthesis type was found (switched = 58.04 %, normal = 49.57 

%). Thus, for “or” the effect of synthesis type was confined to the F q = 75 Hz 

conditions.

4.1.3.2. Tests of across-vowel effects.

Separate repeated-measures ANOVAs were used to test for effects of vowel type, 

F() and formant for each of the normal and switched-synthesis type conditions 

(Appendix 2.ix and 2.x). For the normal formant DLs, the effect of vowel was 

significant (F(2 ,s) = 16.11, p < 0.01), with no other effects or interactions being 

significant. Bonferroni adjusted pair-wise comparisons between vowels indicated 

that the “oo” DLs were significantly lower than the “or” and “ar” DLs at the p < 

0.025 and p < 0.01 levels respectively ("oo" = 42.25 %, "or" = 61.79 % and "ar" = 

66.75 %). The “or” and “ar” DLs were not significantly different. For the 

switched-synthesis DLs, there was no effect of vowel, with overall DLs for “oo”, 

“or” and “ar” corresponding to 41.95 %, 41.28 % and 47.85 % respectively. The 

effect of F() was significant (F(i.4 ) = 16.82, p < 0.025), with F q = 75 Hz (36.57 %) 

showing significantly lower DLs than Fq = 150 Hz (50.82 %).

4.1.4. Relation of the DL to formant frequency.

Pearson’s product moment r statistic was calculated between the six formant 

frequencies and DL scores for each of the F q and synthesis type conditions. Only 

the F() = 150, normal-synthesis method condition gave a significant result (r =

0.84, p < 0.05, two-tailed). Table 3 shows the vowel formant characteristics with 

overall mean %DL for each synthesis type for each vowel.
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Vowel FI F2 F2-F1
Mean 

(FI, F2)

Overall %DL

Norm. Swit.

“or” 480 760 280 620 42.25 41.95

“ar” 740 1180 440 960 61.79 41.28

“oo” 320 920 600 620 66.75 47.85

Table 3. Vowel formant frequencies in relation to overall %DL.

A  trend of increasing DL with increasing F2 -  FI is apparent for the normal- 

synthesis method, but not for the switched-synthesis method. There is no obvious 

relationship between other characteristics of the vowels and the DLs. 

Unfortunately, the small numbers involved preclude the use of statistically valid 

correlation methods.

4.1.5. Summarv of hearing-impaired group performance.

For the “or” and “ar” vowels, switched-synthesis conditions led to lower DLs than 

for the normal-synthesis conditions. There was no effect of synthesis type for the 

“oo” vowel, where DLs were generally smaller than for the other two vowels. The 

effects of formant number were not significant for any of the vowels. The lower Fo 

means did lead to smaller DLs for the "oo" vowel conditions, but not for the "or" 

and "ar" conditions. In comparing across vowels, the normal-synthesis method led 

to “oo” DLs being lower than “or” and “ar” DLs, but with no difference between 

“or” and “ar” means. A significant effect of F q was found for the "oo" vowel, but 

not for "or" or "ar". No effect of formant number was found. For the switched- 

synthesis method, there was no difference in DL across the vowels, but Fq = 75 Hz 

led to lower DLs than F q = 150 Hz. There was no effect of formant number. Apart 

from the Fo = 150 Hz normal-synthesis conditions, %DL showed no correlation 

with formant frequency. Although not statistically supported, there was a trend of 

increasing DL with increasing F2 -  FI for the normal-synthesis method, but not 

for the switched-synthesis method.
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4.2. Normal-hear ing izroiip.

4.2.1. Individual subject performance.

Subjects in the control group performed consistently throughout  all condit ions.  

Standard deviat ions for the three runs used to represent each condi tion were 

typically in the range 0 . 1 to 1.5, and the highest sd was 2.69.

4.2.2. Group performance.

The normal-hearing group showed much less inter-subject variation than the 

impaired group. The group mean DLs are shown in Figure 7, which has the same 

form as Figure 6. In each panel, the first three points correspond to FI ,  and the last 

three to F2. Excitation-pattern predictions are shown by open symbols,  and where 

these are close to the actual data only the open symbol  can be seen. The 

predictions are discussed fully in Section. 4.3.

2.0 T  Norm. Form.
▲ Switch. Form.
V 2 Form. EP pred. 
A 1 Form. EP pred.

Fo = 75 Hz Fo =  75 Hz

0.0

6.0
V --- --V -

" V
4.0

2.0

— I 12.0
Fo = 150 HzQ

10.0

6.0

4.0

2.0

0.0

3 0 0  4 00  5 00  6 0 0  700  8 00  9 00  1 0 0 0 1 1 0 0 1 2 0 0 3 00  400  5 0 0  6 0 0  7 00  8 0 0  9 0 0  1000 1100 1200

Formant Frequency (Hz)

Fieure 7. Normal-hearimz tzroup: mean % D L  ( -F /-  I se). Observed data are shown 

bv filled svmbols,  except where covered bv EP predictions.
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Both the mean DLs and the se of the means for the switched-synthesis conditions 

are generally higher than for normal-synthesis conditions. Across all the results, 

there is a general trend of decreasing %DLs with increasing formant frequency. 

With the exception of the Fq = 75, switched-synthesis conditions, there are no 

obvious transitions in performance for the FI = 740 Hz and F2 = 760 Hz points.

4.2.2.1. Tests of within-vowel effects.

Separate repeated-measures ANOVAs tested the main effects of Fo, formant and 

synthesis type for each vowel (Appendix 2.xi to 2.xiii). Table 4 shows the 

outcomes of the test for each vowel.

Vowel
Main Effects

Interactions
Fo Formant Synth.

“oo” NS
F(|,2) = 46.46, 

p < 0.025

F(|,2) = 310.15, 

p < 0.005
NS

“or” NS
F(i.2) = 24.06, 

p < 0.05
NS NS

“ar”
F(|,2) = 23.06, 

p < 0.05
NS

F(|,2) = 55.35, 

p < 0.025
NS

Table 4. Summarv of significant main effects and interactions for each vowel for

normal-hearing group.

The analysis reveals, for “oo” vowels, that FI DLs were significantly greater than 

F2 DLs (6.62 % compared to 2.16 %), and that the switched-synthesis method 

gave significantly greater DLs than the normal-synthesis method (5.88 % 

compared to 2.90 %). For the “or” vowels, the analysis revealed a significant 

effect of formant; FI DLs were higher than F2 DLs (5.36 % compared to 3.63 %). 

For the “ar” vowels, the analysis revealed significant main effects of Fo and 

synthesis type, with no significant interactions. An Fo of 75 Hz gave lower DLs 

than did an Fo of 150 Hz (2.50 % compared to 3.53 %), and the switched-synthesis
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method gave higher DLs than the normal-synthesis method (3.55 % compared to 

2.48 %).

4.2.2.2. Tests of across-vowel effects.

As with the hearing-impaired group, the data were divided into normal- and 

switched-synthesis subgroups, and separate repeated-measures ANOVAs used to 

examine the effects of vowel, Fo and formant number (Appendix 2.xiv and 2.xv). 

For the normal-synthesis data, the effects of F q (F(|,2 ) = 62.53, p < 0.025) and 

formant (F(i,2 ) = 55.07, p < 0.025) were significant. The effect of vowel was not 

significant, and no interactions were found. An Fo of 75 Hz (2.16%) gave lower 

DLs than an Fo of 150 Hz (4.15 %). The first formant gave higher DLs than the 

second formant (4.20 % compared to 2.11%). For the switched-synthesis group, 

the effects of vowel (F(2 .4 ) = 41.99, p < 0.005) and Fo (F(i,2 ) = 42.07, p < 0.025) 

were significant. Bonferroni adjusted comparisons between vowels showed that 

“oo” DLs (5.88 %) were significantly higher than “ar” DLs (3.55 %). The “or” 

vowel (4.64 %) did not lead to significantly different DLs than the “oo” or “ar” 

vowels. An Fo of 75 Hz (4.03 %) gave lower DLs than an Fo of 150 Hz (5.35 %).

4.2.3. Relation of the DL to formant frequenev-

Pearson's r statistic was calculated between formant frequency and DL for each of 

the F() and synthesis-method conditions. For the normal-formant conditions, 

negative correlations of r = -0.968 (p < 0.001) and r = -0.761 (p < 0.05) were 

obtained for low and high Fqs respectively. For the switched-synthesis conditions, 

negative correlations of r = -0.918 (p < 0.005 ) and r = -0.889 (p < 0.005) were 

obtained for the low and high Fq conditions respectively. These results show that, 

for all F() and synthesis-type conditions, the DL was negatively correlated with 

formant frequency.

4.2.4. Summarv of normal-hearing group performance.

The effect of Fo was only significant for the “ar” vowel, where the lower Fq led to 

lower DLs. FI DLs were significantly higher than F2 DLs for the “oo” and “or”
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vowels. The switched-synthesis method DLs were significantly higher than the 

normal-synthesis method DLs for the “oo” and “ar” vowels. A significant negative 

correlation exists between formant frequency and DL, for both low and high F qs 

and normal and switched-synthesis conditions. There was no overall difference in 

DL across the three vowels.

4.3. Excitation-pattern predictions.

For both the hearing-impaired and normal-hearing groups, predictions of DLs for 

each condition were made using the same excitation-pattern model as used to 

model the results of the previous experiment. This in turn was based on the model 

of Moore and Glasberg (1997). As described in Chapter 2, a two-point method of 

comparing the “standard” and “signal” excitation-patterns was used for both 

normal-hearing and hearing-impaired groups.

4 .3 .1. DL predictions for the normal-hearing group.

The input to the model consisted of an FFT of the stimulus waveform (either 2- 

formant for the normal-synthesis conditions or 1-formant for the switched-synthesis 

conditions), which was then interpolated into 2 Hz intervals with a maximum 

frequency of 3.0 kHz. The presentation type was defined as monaural headphones, 

with no correction given for headphone response, since this was effectively flat over 

the frequency range used. 0 dB HL across the frequency range was assumed. The 

level of the stimulus was adjusted to correspond to the level in SPL used in the 

experiment (a harmonic level of 60 dB SPL at 300 Hz (FI = 320 Hz) for a reference 

“oo” signal). The procedure for obtaining a predicted DL for a particular condition 

was based on that described in the previous chapter. As in the previous chapter, a 

threshold criterion of 2.0 dB was selected. Similar to the level Jitter simulations of 

Chapter 2, preliminary trials involving a 4 dB level difference between reference and 

signal input stimuli revealed that the DL predictions were not markedly affected by 

overall level differences.

The open symbols of Figure 7 show the predictions. For the normal-synthesis
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conditions (left-most panels), downward pointing triangles show the excitation- 

pattern predictions based on identical stimuli to those used in the experiment, with 

the filled downward pointing triangles showing the observed data. For switched- 

synthesis conditions (right-most panels), the open upward-pointing triangles show 

predictions based on a single formant stimulus created in the same manner as the 

switched-synthesis stimuli. These are intended to reflect performance with just 

one formant. The closeness of predictions to the observed data is summarised in 

Table 5 below. For each Fo and synthesis type, the table shows summary statistics 

based on the ratios of group mean and predicted DLs across the six conditions.

Min. Max. Mean Sd

F() = 75, 2-formant 0.67 4.12 2.57 1.51

Fn = 150, 2-formant 0.80 1.40 1.06 0.21

Fn = 75, 1-formant &38 1.66 0 J 8 0.45

Fn = 150, 1-formant 0 J 8 0.98 0.65 0.22

Table 5. Summarv statistics for ratios of predicted and observed DL across the six 

conditions in each F n and svnthesis tvpe.

From Figure 7 and Table 5, it can be seen that the closest predictions occurs for 

the F q = 150 Ftz normal-synthesis conditions, with the trend of observed and 

predicted data showing a good correspondence. The Fn = 75 Hz normal-synthesis 

predictions were similar to the Fn = 150 Hz predictions, but the pattern of 

observed data differed markedly. Although the predictions at two frequency points 

were closely matched to the observed data, the majority of predicted DLs were in 

excess of the observed DLs. Predicted DLs for the switched-synthesis conditions 

generally were smaller than the observed DLs, but there are not any marked 

differences in predicted DLs between the two Fns.

4.3.2. DL predictions for the hearing-impaired group.

For the impaired-hearing group, the operation of the model was modified in
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several ways. The hearing threshold used for the model was taken as the mean for 

the five subjects who completed all test conditions. The level of the stimulus over 

frequency was set at a level 15 dB above the hearing threshold level at the 

stimulus frequency. The auditory filter broadening factor was set to 3.8. The 

previous experiment showed that the broadening of auditory filters was not 

sufficient to cause significant increases in DL, and this proved to be the case for 

the type of stimuli used in this experiment. To better approximate the observed 

data, an increase in the threshold criterion for detecting a level change in the 

slopes of the excitation-pattern was used. Consistent with the previous chapter, a 

value of 7.0 dB was used. Referring to Figure 6, the model predictions can be seen 

as open symbols in each of the four panels. For normal-synthesis conditions, open 

downward pointing triangles show predictions based on the same stimuli as used 

in the experiment. For switched-synthesis stimuli, excitation-pattern predictions 

were calculated from single-formant switched-synthesis stimuli (open up- 

triangles), with the centre frequency corresponding the test frequency. For the 

normal-synthesis conditions at both Fq = 75 and 150 Hz, predicted DLs for the 

"or" F2 and "ar" F2 were in excess of 90 %. They are plotted on Figure 6 at 90 % 

but it should be noted that the predictions were in excess of this at these points.

For the normal-synthesis conditions, the pattern of predicted DLs as a function of 

frequency shows some resemblance to the observed pattern. The range of ratios 

between predicted and observed DLs was from 0.52 to 1.53 (Fo = 75 Hz) and 0.50 

to 1.31 (Fo = 150 Hz). For switched-synthesis conditions, the predicted DLs are 

smaller than the observed DLs. It is possible that the DL predictions could have 

been raised to more closely match the majority of data points by further increases 

to the threshold criterion, but in the interests of consistency with the previous 

chapter the predictions here are made using the same parameters as previously 

described.
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5. Discussion.

5.1. Effect of masking on formant discrimination.

It was postulated that the switched-synthesis method would lead to better formant 

discrimination if the impaired listeners were able to process the FI and F2 

information in the first and second half of the period separately. The non- 

simultaneous presentation of FI and F2 was expected to result in a release of 

masking, leading to discrimination more like that found for a single formant. In 

the previous chapter, it was shown that the discrimination threshold of a single 

spectral peak in the 800 to 1200 Hz region was in the order of 30 to 23 %, 

irrespective of low or high F q. For the normal-synthesis method, DLs for “or” and 

“ar” vowel averaged 61.79 % and 66.75 %. For the switched-synthesis method, 

these DLs dropped to 41.28 and 47.85 %, respectively. Although different stimuli 

were used in the two studies, the comparison suggests that performance with the 

switched-synthesis stimuli was more like, but still not as good as, the performance 

found with a single formant stimulus. Further evidence for single formant based 

discrimination resulting from the switched-synthesis method comes from the 

relationship of DL with F2 -  FI frequency separation shown in Table 3. For the 

normal-synthesis method, a trend of increasing DL with decreasing F2 -  FI was 

found. This strongly suggests the influence of masking in limiting performance, as 

masking increases the nearer the fixed formant is to the variable formant. For the 

switched-synthesis method, DLs were approximately constant with F2 -  FI. This 

would be expected if the fixed formant had little influence on the discrimination 

of the variable formant, and so the trend suggests a release from masking of the 

fixed formant on the test formant.

The pattern of one-formant predictions shows a general trend of decreasing DL 

with increasing formant frequency. In the experiment of Chapter 2, observed DLs 

for a single formant also showed decreasing DL with increasing frequency. Both 

these findings suggest better performance with increasing frequency for single- 

formant stimuli. The same pattern should be reflected in the observed data shown 

by the filled symbols if this performance, too, were dependent on a single formant.
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In fact, the pattern is mixed and difficult to interpret. For an Fo of 75 Hz, formants 

corresponding to FI frequencies show an increase in DL with increasing 

frequency, while F2 DLs show a slight decrease in DL with increasing frequency. 

The lack of a negatively correlated trend was confirmed by the correlation 

statistics reported in Section 4.1.5. A better interpretation of the discrimination of 

the switched-synthesis stimuli might be in terms of a lesser effect of masking of 

the fixed formant, rather than its complete absence. Thus, the fixed formant would 

have some influence on the variable formant DL for switched-synthesis vowels. 

This explains the intermediate level of performance, where DLs are less than 

found for normal 2-formant stimuli, but larger than found for 1-formant stimuli.

The lack of an effect of the switched-synthesis method for the “oo” vowel could 

be interpreted as reflecting a critical frequency separation of formants necessary to 

be free from the mutual masking of formants. For frequency separations of 440 Hz 

and less, the data reported here suggest that the resolution of the formants will be 

affected by the upward and downward spread of masking. Figure 5 showed how 

the DL required for discrimination resulted in the merging of formants for some 

conditions for the “or” and “ar” vowels. Figure 8 shows excitation patterns based 

on stimuli for the F q = 75 Hz, normal-formant condition. The excitation patterns 

were derived in the same way as used for the model predictions, with parameters 

adjusted to suit the hearing-impaired group of listeners. Each panel shows the 

stimuli in the “standard” and “signal” intervals at the group mean DL threshold. 

Recall that the threshold for a formant was tracked about the formant frequency, 

so that as the formant frequency difference increases, the “standard” interval had 

the variable formant shifted down in frequency and the “signal” interval had the 

variable formant shifted up in frequency. The top three panels show FI conditions 

(F2 fixed), and the bottom three show F2 conditions (FI fixed). The vowels “oo”, 

“or” and “ar” are shown from left to right. The hearing threshold curves show the 

excitation patterns' effective dynamic range.
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I'or the “oo" vowel,  the cxcilalioii pallcrns o f  both standard and signal stinuili 

retain a similar 2-ibrmant  structure to the reterenee vowel on which the formants 

are based. For the “or" and “ar" vowels,  the merging of  formants can be seen in 

either the standard or the signal interval. This suggests that, for formant 

separat ions of  440 Flz or less, discriminat ion of  a formant can only occur  when the 

influence of  the masking formant is removed in one interval of  the trial. From this, 

it can be concluded that discrimination of  a single formant contained within a 2- 

tormant  normal ly synthesised vowel is not possible for formant separat ions of  440 

1 lz and less.

For normal-hearing listeners, numerous studies using naturally based stimuli have 

shown that the DL is dependent on the formant frequency rather than its relation to 

other formants contained in the same stimulus (for example,  Kewley-Port and 

Watson (1994)). This can be explained in terms of  natural formants ha\ ing a 

sufficient frequency separation, and normal-hearing listeners having sufficiently
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narrow auditory filters, that masking does not play a large role. In this study, %DLs 

for normal hearing listeners were shown to decrease with increasing frequency in a 

manner similar to that found in other studies. The similarity of excitation-pattern 

predictions and the observed data in Figure 4 gives support to a spectral mechanism 

underlying discrimination. The significantly higher FI means compared to the F2 

means found for this group can be attributed to the general trend of decreasing DL 

with increasing formant frequency. The normal-hearing group showed a pattern of 

worse or equal performance for the switched-synthesis conditions compared to the 

normal-synthesis conditions. It was not expected that they would show any benefit 

from the switched-synthesis method since upward spread of masking is not thought 

to limit discrimination for the formant separations used in this study. The worse 

performance found can be attributed to the less precise formant representation that 

the switched-synthesis method gave. The results for the normal-hearing listeners 

show that the process underlying formant discrimination is not substantially 

influenced by the use of switched synthesis.

5.2. Effect of Fn on formant discrimination.

The switched-synthesis conditions gave lower DLs for an Fq of 75 Hz than for an 

F() of 150 Hz. Such an effect of Fq was hypothesised, and perhaps arises because 

the longer period of the lower Fo stimuli (13.33 ms compared to 6.67 ms) gives 

greater opportunity (i.e., greater sampling length) for the separate processing of 

information in the first and second half of the period. Following this, the shorter 

period length of the high Fo results in a merging of the FI and F2 information, 

thereby leading to DLs more like those for the (simultaneous) normal-synthesis 

method. The differential performance across the Fqs can be interpreted as 

reflecting the temporal resolution abilities of these impaired listeners.
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For normal-synthesis conditions, no effect of Fo on formant discrimination was 

loLind. Figure 9 shows excitation-patterns of the reference vowels “oo”, “or” and 

”ar” for Fo = 75 Hz (solid line) and 150 Hz (dashed line). The auditory filter 

broadening was 3.8. The hearing threshold curve is indicated by a dashed line 

joined by triangles.
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Fimire 9. Excitation patterns of vowels, Fn -  75 and 150 Hz.

Figure 9 indicates that individual harmonics were not resolved by the hearing- 

impaired group, and the spectral shapes of the excitation-patterns for the low and 

high F()S were essentially identical. Fq would not be expected to affect 

discrimination unless it were so high that its harmonics would not adequately 

represent a formant. The results suggests that for the range of Fos used (which are 

typical of the range of male and female Fq frequencies), the processing of formant 

frequency in normally synthesised vowels is not affected by Fo in these listeners. 

This is consistent with the results from one-formant stimuli of the previous 

chapter.

The normal-hearing group showed no effect of Fo for the “oo” and “or” vowels, 

but for the “ar” vowels the low Fo gave lower DLs than the high Fo. Better 

discrimination for lower FoS has been reported in a number studies (e.g. Kewley- 

Port et al. (1996)). A general explanation for the effect is the higher spectral 

sampling of the formant given by harmonics of a lower Fo. However, the link
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between harmonic coincidence at a formant frequency (and consequent higher 

Jevel of the formant) and discrimination has been shown to be tenuous (Kewley- 

Port et ah, 1996). For the task used in this study, both the standard and signal 

formant were changed in frequency, so coincidences of harmonics with a formant 

would not have been a reliable cue to discrimination across trials. The excitation- 

pattern predictions gave good agreement to the observed data, suggesting that 

discrimination is based on excitation patterns. The cause of an effect of Fo for the 

“ar” vowel, but not the “oo” and “or” vowels, is hard to determine. An explanation 

based on higher spectral sampling does not fit, since the “ar” vowel has higher 

frequency formants than the "oo" and "or" vowels, and therefore harmonics 

making up the formants are more likely to be unresolved.

5.3. Representation of 2-formant stimuli and vowel identitv.

Although the stimuli used in this experiment have two peaks in the spectrum, this 

study suggests that two distinguishable peaks in the internal representation only 

occur for much wider formant separations than was the case for the “or” and “ar” 

vowels used here. This leads to the question of whether there is a minimum 

separation necessary for discrimination by the impaired listeners. For the normal- 

hearing listeners, the DLs reflect much finer discrimination than is required for the 

representation of two formants. The hearing-impaired group results suggest that a 

F2 -  FI of 600 Hz, corresponding to the “oo” vowel, is sufficient for separate 

peaks corresponding to FI and F2 to appear in the excitation pattern. Figure 10 

shows a vowel quadrilateral for eight pure British RP vowels (taken from Gimson 

(1962)), including the “oo”, "or” and “ar” vowels used in this study. For each of 

the “oo” , "or” and “ar” vowels, arrows represent the mean DLs in Hz obtained 

from this study. Arrows extending vertically correspond to F2 DLs, and horizontal 

arrows to FI DLs. The left panel shows DL results for the normal formant 

synthesis method, while the right panel shows DL results for the switched- 

synthesis method.
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Figure 10. Extent of  dist inmiishahle formants in vowel ciLiadriiatcral of  ciuht

English vowels.

For llie norniai-synthesis stimuli,  (he number  o f  FI disl inguishable formants 

whieh eoLild fit within the profoundly hearing-impaired audible freciueney span is 

l imited to about two. For the swi tehed-synthesis stimuli,  the situation is somewhat  

better but still perhaps only three formant posit ions could be dist inguishable.  A 

similar  situation is apparent for F2 formants.  Al though the exper iment showed 

that lower DLs were possible from the swi tehed-synthesis stimuli.  Figure 10 

suggests that this still may not have a significant impact on the range of  vowels 

that can be discriminated by these listeners.
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6. Conclusions.

Profoundly hearing-impaired listeners are unable to discriminate a single formant 

contained in a two-formant vowel when the F2 -  FI separation is 440 Hz or less. 

Vowels with greater F2 -  FI separation lead to lower DLs, and performance is not 

related to the formant frequency. The F q of the vowel has no effect on 

performance. A model based on impaired excitation patterns can predict the 

pattern of performance, providing increases to the auditory filter bandwidth and to 

the threshold criterion are applied.

The effect of formant masking for hearing-impaired listeners can be lessened by 

the switched-synthesis method whereby formants are presented in separate halves 

of the period. DLs from these stimuli are lower than for the normal-synthesis 

vowels when F2 - FI is less than 440 Hz. DLs for the switched-synthesis stimuli 

show no relationship to F2 -  F I, and there was an effect of Fo such that lower FqS 

led to lower DLs. This result is interpreted as reflecting a temporal resolution limit 

in these listeners.

The normal-hearing group showed strong negative correlations of the DLs with 

formant frequency. It can be inferred from the data that there was little effect of 

masking from the fixed formant. Although the switched-synthesis method led to 

worse performance than the normal-synthesis method, DLs were still on the order 

of 3 to 6%, indicating that the switching method does not seriously disrupt 

formant processing in normal-hearing listeners. An excitation-pattern model gave 

reasonably close fits to the data.
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Chapter 4.

V ow el and d iphthong iden tification  by the profou n d ly  hearing-  

im paired: effects o f  fundam ental frequency and syn thesis m ethod .

1. Abstract.

Although the formant discriminating abilities of profoundly hearing-impaired 

listeners have been explored in the previous two chapters, it is not known how 

well these listeners perform in identification tasks. These experiments build on the 

findings of the previous chapters by using 2-formant synthetic vowels in a closed 

set identification task. The same seven impaired listeners took part. Performance 

was measured for 5 steady-state vowels using a normal and “inter-leaved” 

(switched) formant synthesis method. Three fixed fundamental frequencies (Fq) of 

75, 110 and 150 Hz were used. In addition, the effect of sweeping Fqs of 150 -  

110, 110 -  75 and 150 to 75 Hz was investigated. A set of six synthetic diphthong 

stimuli, modelled on natural speech, was used to examine performance with 

formant transitions. Diphthong performance was measured in the same conditions 

as for the vowels.

Inter-subject variability was high, with 2 subjects performing consistently at 

chance level, and 2 subjects performing typically above chance level. Group mean 

d' for vowel identification generally showed performance significantly greater 

than chance level (p < 0.01), but typically not greater than 1.0. For both fixed and 

sweeping F q vowel conditions, there was an overall effect of vowel (p < 0.05). 

There was no significant effect of Fo type or synthesis type. Overall, sweeping F q 

vowels did not give significantly different d' scores than fixed Fo vowels. Mean d ’ 

scores for diphthong scores were also typically above chance level (p < 0.025), 

but again were not normally above a d ’ of 1.0. The main effects of diphthong, Fo 

type and synthesis type were not significant and there were no significant 

interactions.

Analysis of the summed confusions for each condition suggested that subjects

105



were principally using FI to make their vowel judgements. The confusion analysis 

did not give any insight into what factors were important for making diphthong 

Judgements. Overall, these identification results did not show a clear relationship 

to the formant discrimination results of the previous chapter.
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2. Introduction.

Chapters 2 and 3 showed that profoundly hearing-impaired listeners have very 

limited abilities for discriminating the centre frequencies of synthetic vowel-like 

complex tones. For a single stylised formant of limited spectral complexity, 

difference limens (DLs) were in the region of 20 to 30 %, and did not differ 

between 100 or 200 Hz FqS. DLs for the centre frequency of a single formant 

within a 2-formant vowel were typically in the region 30 to 50 %, with no overall 

effect of F(). The poorest performance was when the F2 - FI separation of the 

vowel was small. Here, mean DLs rose to over 60 %. This chapter examines the 

abilities of the same group of listeners in identifying synthetic 2-formant vowels 

contained within a closed set. In the first instance, the overall level of performance 

with regard to factors of Fo, vowel type and synthesis method was investigated. Of 

primary interest is whether the benefit of the inter-leaved formant synthesis 

method, found in the previous formant discrimination experiment, is also apparent 

in this task. There is also an interest in the effect of Fo transitions, since this 

introduces both temporal and spectral variability that may affect performance. To 

this end, performance on vowel identification is measured with different amounts 

of Fo sweep. A set of diphthongs is used to examine the effects of formant 

transitions, using both fixed and sweeping FoS. A key point is the extent to which 

performance in the discrimination and identification tasks is related. The use of 

identical stimuli and experimental factors allows direct comparisons between the 

two. Unfortunately, the number of subjects involved precludes the use of 

statistically valid correlational methods. Instead, less rigorous estimates of the 

relation will be made using group means.

In Chapters 2 and 3, the performance of a control group of normally hearing 

subjects was modelled using an excitation-pattern model identical to that of 

Glasberg and Moore (1990). The model gave DL predictions close to the observed 

data, as has been found in other studies (for example, Lyzenga and Horst (1997)). 

Attempts at predicting the hearing-impaired data using the same model were more 

problematic. Increasing the bandwidth of the auditory filters did not raise 

thresholds significantly. In addition, an increase in the threshold criterion, from
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2.0 dB to 7 dB, was introduced. The impaired excitation-pattern model at least 

gave %DLs in the same region as the observed data. The closeness of predictions 

to the single formant data of Chapter 2 was reasonable, and predictions were 

somewhat closer for the 2-formant data of Chapter 3. It was cautiously concluded 

that discrimination may have been based on such an impaired excitation-pattern 

mechanism. But, how far can any excitation-pattern model (impaired or not) 

account for vowel identification performance? Although the link may seem 

straightforward, studies that have attempted to define the relationship between 

reduced frequency selectivity and vowel identification performance have not 

always supported a direct link. The question is an important one here since it has a 

bearing on how relevant the discrimination performance addressed in the previous 

chapters is to the task addressed in these experiments. Studies that have used 

natural vowel sounds in establishing identification performance generally show 

good performance for hearing-impaired listeners (Owens et al., 1968; Dorman et 

al., 1985). As Van Summers and Leek (1992) point out, these subjects could have 

used other, less impaired, processing abilities in labelling the vowels. The prime 

one would be duration, and perhaps Fq contour. Therefore, only studies involving 

synthetic stimuli differing only in formant information are relevant to this study. It 

is not necessarily true that FI and F2 need to be individually resolved in the 

internal representation for good vowel identification. Chistovich and Lublinskaya 

(1979) successfully matched two formant vowels to single formant stimuli. Such 

reduction of vowel information may give better prospects for vowel identification 

by these listeners than the formant discrimination experiments suggest.

One approach to defining the internal representation of a vowel has involved the 

masking effects of a steady-state vowel on the threshold of a pure-tone, as a 

function of frequency. When these vowel masking patterns (VMPs) are derived 

from hearing-impaired subjects, peaks corresponding to formant frequencies are 

less clearly defined than for the equivalent normal-hearing VMP (Bacon and 

Brandt, 1982; Sidwell and Summerfield, 1985). The conclusion from these studies 

was that the reduced frequency selectivity of the hearing-impaired subjects led to 

a smeared internal representation of the vowel. Sidwell and Summerfield (1985)
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further asserted that the loss of spectral detail in the internal representation would 

inevitably lead to a corresponding reduction in identification performance. Van 

Tasell et al. (1987) were less convinced of these assertions, pointing to the lack of 

any convincing study showing a correlation between frequency selectivity and 

speech performance. To resolve the issue, they tested explicitly the relationship 

between VMPs and identification performance. The three hearing-impaired 

subjects used had sensorineural bilateral losses, which at worst increased from 30 

dB HL at 250 Hz to 70 dB HL at 2000 Hz and above. Both normal and hearing- 

impaired subjects were tested on identification performance using seven synthetic 

3-formant vowels, all with Fq = 100 Hz. While the normal-hearing group 

performed at near perfect levels, the scores of the impaired group ranged from 68 

% to 75 % overall correct. Subsequently, VMPs were measured for each subject, 

selected on the basis of good performance in relation to the identification task. For 

normal-hearing listeners, VMPs showed a clear representation of all three 

formants. VMPs for the hearing-impaired subjects differed in two main ways. The 

dynamic ranges of the patterns (the differences between the lowest and highest 

masked thresholds) were much smaller than for the normal-hearing subjects. 

Secondly, a lesser degree of peak resolution was found. This is consistent with the 

results of Bacon and Brandt (1982). However, Van Tasell et al. emphasised that 

the VMPs were never completely flat. In every case, at least some discernible 

peaks were apparent, but they did not always correspond to formant frequencies. 

When comparing the VMPs with identification scores. Van Tasell et al. concluded 

that the impaired subjects were performing at levels not predictable from the VMP 

estimates of internal representation.

The findings of these VMP studies have led researchers to the idea that, although 

the internal representation of a vowel is impoverished, it may not be degraded 

sufficiently to affect vowel perception, at least in the quiet. Leek et al. (1987) 

measured the minimum difference in amplitude between spectral peaks and 

troughs required for vowel identification by normal and hearing-impaired 

listeners. The stimuli consisted of equal amplitude harmonics of a 100 Hz Fo. 

Vowel identity was cued by the use of three “formants” , each present as two
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consecutive harmonics whose amplitudes were increased by varying amounts. 

With peak to trough difference of 1 to 2 dB, normal listeners achieved greater than 

75% accuracy. Hearing-impaired subjects required differences of 6 to 7 dB for the 

same level of performance. Leek et al. concluded that the hearing-impaired 

subjects might have trouble in using closely spaced formants in vowel 

identification, due to abnormal smoothing of the internal spectrum. Although their 

hearing-impaired subjects did show decreased performance, it was by no means 

substantial. An ability to use a peak to trough difference of 7 dB would be enough 

to resolve some formants occurring in the FI and F2 frequency range. This 

suggests that these impaired listeners would not have trouble in resolving 

important FI and F2 information from vowels. Alcantara and Moore (1995)

showed that identification performance is also dependant on phase, a factor 

thought not to be important by Leek et al. (1987). Alcantara and Moore used

similar stimuli to Leek et al., but also manipulated the component phase of the 

stimuli. Their interest was in the information conveyed by the low-amplitude 

regions occurring in between peaks of the waveform, they predicted that stimuli 

where this information was less well represented would lead to worse 

identification performance. They found that cosine-phase conditions gave better 

performance than random-phase conditions. For cosine-phase conditions, better 

performance was found for lower FqS and higher levels of presentations. They 

concluded that the shapes of the temporal waveforms present at the outputs of the 

auditory filters were crucial to discrimination performance.

Turner and Van Tasell (1984) examined the apparent lack of spectral resolution 

shown by the VMP studies. The minimum notch depth required for detection of a 

spectral notch in an artificial vowel-like stimulus was measured in both normal 

and hearing-impaired subjects. They expected that the hearing-impaired subjects 

would require much larger notehes for detection than would be present in actual 

vowels, due to their reduced frequency selectivity. The spectral notches were 

located between F2 and F3 of a 3-formant vowel of Fo = 120 Hz. The task was a 

three-interval forced choice task, where the standard stimulus contained a notch of 

0 dB. The results showed an overlap of performance between normal and
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impaired listeners. The minimum detectable notch depth (0.56 dB) was 

considerably less than would be found in natural vowel sounds. Turner and Van 

Tassel contrasted these results with the VMP studies claiming very little 

resolution in this same F2 and F3 region. They also pointed out that one of the 

hearing-impaired subjects had a demonstrable loss of frequency selectivity (as 

revealed by a forward-masked psychoacoustic tuning curve at 2.0 kHz). They 

modelled their subjects' performance in terms of an intensity decrement detection 

task. An auditory filter, with various bandwidths, was centred at the F2 -  F3 notch 

(2120 Hz), and by setting the minimum detectable intensity change as 1 dB, after 

Zwicker (1970), the depth of just-deteetable spectral notches as a function of 

auditory bandwidths were plotted. They showed that a change of auditory filter 

bandwidth from 80 to 480 Hz (a factor of 6) led only to an increase of 0.5 dB 

increase in the just-detectable notch. Their model predicted that auditory 

bandwidths would have to encompass the whole stimulus in order for 

discrimination to significantly break down. This lack of an effect of filter 

bandwidth on discrimination thresholds is consistent with the excitation-pattern 

modelling of Chapter 2 and Chapter 3. Accepting that their discrimination task 

has limited applicability to speech tasks. Turner and Van Tasell interpreted their 

results as a caution in directly relating impairments of auditory bandwidths with 

impairments of speech recognition.

A different approach to characterising the consequence of reduced frequency 

selectivity on vowel identification has been to smear, or flatten, the spectral 

envelope and look for differences in performance in relation to the amount of 

smearing. Dubno and Dorman (1987) used normal-hearing listeners in identifying 

vowels processed in this way. The synthetic stimuli consisted of eight vowels and 

four diphthongs, all having equal lengths and Fo. For each stimulus, F2 and F3 

were given higher than normal bandwidths. Six conditions examined 

identification with stimuli with FI broadened to 1.0, 2.0, 4.0, 6.0 and 8.0 times 

their normal value. Mean % correct scores were 97.8, 98.5, 93.2, 68.8, 57.7 and

53.0 % respectively. Examination of the confusion matrices showed that the 

pattern of errors did not significantly change as a function of FI broadening.



Dubno and Dorman predicted that for vowel recognition to be impaired, low 

frequency resolution would have to be sufficient to smear the FI peak by about a 

factor of six, in conjunction with an abnormal high frequency tuning, ter Keurs et 

al. (1992) found a similar drop in vowel identification performance for smearing 

of the whole vowel over 2.0 octaves. These results may account for the 

coexistence of abnormal VMPs and near normal vowel identification, and fit in 

with the studies indicating that the deficit in frequency selectivity may not be 

sufficient to be manifest in vowel identification performance.

The typical hearing loss of subjects used in the studies described above would not 

give rise to a loss of frequency selectivity comparable to that found in the 

profoundly hearing-impaired subjects used here. Auditory filters measured in a 

range of hearing-impaired subjects have been shown to not be more than about 3.8 

times broader than normal (Pick et ah, 1977; Glasberg and Moore, 1986), which is 

also close to the estimated auditory filter bandwidths of profoundly hearing- 

impaired listeners found by Faulkner et al. (1990b). It is possible that these 

listeners have only a few usable auditory filters within their audible frequency 

span. There is evidence that high levels of speech recognition are possible with 

only a small number of frequency “channels”. Shannon et al. (1992) showed that 

surprisingly good scores were possible for natural vowels in /hVd/ context where 

temporal information was preserved and spectral information was present as three 

or four bands of noise. Shannon et al. suggested that the temporal envelope in just 

a few spectral bands is enough to signal useful static and dynamic spectral shape 

information. Dorman et al. (1997) were interested in these findings in terms of 

their work with cochlear implant patients using 4 to 6 channel signal processors. 

They wanted to know if simulations of implant processors using 2 to 9 channels 

driven by sine waves or noise bands could lead to good levels of vowel 

recognition in normal-hearing listeners. A set of 13 synthetic vowels in /bVt/ 

format and having equal duration and pitch contours was used, as well as two sets 

of natural vowels. To assess the importance of vowel duration, some conditions 

tested performance where the length of the natural vowels was left unchanged but 

with the frequency bands inverted, i.e. the output of channel 1 was directed to
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channel 4 etc. They reasoned that if duration is central to identification, the 

channel manipulations would make no difference to performance. Overall, only a 

minimal difference was found between using a sine wave and noise band output 

signal. For synthetic vowel tests, the mean overall % correct for 4-channel 

simulations was 54 %. Scores of 76 and 58 % overall correct were achieved for 

the natural sets of vowels. Vowel performance was significantly less for the 

channel altered conditions, regardless of vowel material. Thus, it was concluded 

that information in the frequency domain is the principle factor determining the 

identification of vowels when vowels are processed and presented through a small 

number of channels. Dorman et al. likened the situation of these fixed-channel 

processors (which do not track formant frequencies) to that of the normal situation 

of processing harmonics of a very high F q. Here, the location of formant peaks 

cannot be completely dependent on the location of the highest amplitude 

harmonics in the spectrum because the harmonics are too far apart. In both cases, 

an estimate of formant frequency is derived from the amplitudes of adjacent 

harmonics or channels. They also point out that the processor did not always 

represent two formants where their frequencies were close together. They argue 

that this would not necessarily affect performance since these vowels can be 

modelled by a single formant.

The evidence suggests that profoundly hearing-impaired listeners might show 

vowel identification performance at a level higher than would be predicted on the 

basis of their impaired formant discriminating abilities. The purpose of these 

experiments is to quantify the identification abilities of these listeners using two- 

formant stimuli identical to those used in the previous chapter. A crucial question 

is the extent to which factors limiting performance in the discrimination task also 

limit performance in an identification task.
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3. Method.

3.1. Subjects.

Seven profoundly hearing-impaired subjects took part in the experiment. The 

subjects were the same as those used in the previous experiment, and their 

audiometric characteristics are described fully in Section 3.1 of the preceding 

chapter.

3.2. Design and procedure.

Testing took place over three stages, with six conditions tested in counter

balanced order for each subject. The first stage involved the identification of five 

vowels with fixed FqS of 75, 110 and 150 Hz. Both normal and switched formant 

synthesis methods (described below) were used. The second stage involved the 

same vowels with sweeping FoS of 150 -  75, 150 to 110, and 110 to 75 Hz. Again, 

both normal and switched formant synthesis conditions were used. Finally, 

subjects were tested on the identification of six diphthongs, using fixed FoS of 130 

and 70 Hz and also an Fo sweep of 130 to 70 Hz. A complete counter-balancing of 

conditions was not possible since subject time was not guaranteed. It was felt 

more important for subjects to finish a whole stage before moving on to the next.

Each test session lasted about two hours, with subjects being given as many 

breaks as they required. Loudness balancing measures (described in section 3.4) 

were carried out before testing commenced for each condition. Subjects were also 

allowed a session of familiarisation with the stimuli, in which they could prompt 

the presentation of any of the stimuli. Each condition was represented by four 

consecutive blocks containing 10 presentations of each stimulus, in random order 

(a total of 50 trials for vowel conditions, 60 trials for diphthong conditions). The 

first block was intended for familiarisation with the stimuli, with the last three 

being combined to represent the condition. During a block of trials, the subject 

would be presented with a stimulus and prompted via a computer monitor to 

respond. Subjects then made a choice via the appropriate key on a labelled touch- 

sensitive keyboard. The correet response was then indicated via a monitor. The 

inter-trial interval was one second, and each block took about 5 minutes to
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complete. Subjects were allowed a short break between blocks.

3.3. Stimuli.

All stimuli were presented in isolation. The formant frequencies used to create the 

five vowels are shown in Table 1. The vowels are based on British RP, and are 

taken from Gimson (1962).

Vowel FI F2 F 2 -F 1 Mean

"ee" 280 2620 2340 1450

“er” 550 1770 1220 1160

“ar” 740 1180 440 960

“or” 480 760 280 620

“oo” 320 920 600 620

Table 1. Formant centre frequencies, FI and F2 (Hz), used to construct the five

vowels.

After a short practice period, normal-hearing listeners were able to perform 

perfectly in identification of the stimuli, regardless of condition.

The six diphthong stimuli were modelled on natural utterances by a native British 

RP speaker. The speaker sat in a sound-attenuating chamber in front of a 

microphone. He made sets of ten repetitions from a list of nine possible diphthong 

stimuli. All stimuli were uttered in isolation. The stimuli were recorded to digital 

tape before being transferred to a Sun Sparc 10 computer. Each token was 

analysed using Entropie speech software tools, using a sample rate of 16.0 kHz. In 

particular, the following parameters were noted: 1) values of El and F2 and 

changes in these values over time, 2) changes of Fo over time, 3) duration of 

utterance. The range of Fqs measured from the speaker was from 70 to 130 Hz. 

From these data, diphthongs were synthesised using only the first two formants, 

and a duration of 0.5 seconds. Three types of Fo contour were used to construct 

the diphthongs: 1) a downward Fo sweep from 130 to 70 Hz; 2) a fixed Fo of 130
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Hz; 3) a fixed Fq of 70 Hz. Three of the nine synthesised diphthongs did not have 

an easily identifiable timbre, and were not of satisfactory ‘naturalness’ to the 

normal-hearing listener and so were dropped from the stimulus set. The final set, 

then, consisted of the most readily identifiable six of the nine synthesised 

diphthongs. Table 2 shows the formant parameters used to create the set.

Dipht 

-hong 

as in

FI

start

FI

finish

FI geo. 

mean

F2

start

F2

finish

F2 geo. 

mean
F2-F1

High 862 430 609 1058 2075 1482 873

Hay 714 256 428 1784 2316 2033 1605

Air 620 705 661 705 1967 1696 1035

Bow 314 1031 471 707 1280 1149 678

Ear 304 1511 478 752 2207 1826 1348

Ruhr 340 1037 410 494 1207 1119 708

Table 2. Formant centre frequencies (Hz) used to construct the six diphthongs. 

The geometric means of FI and F2, and F 2 -F F , are also shown.

The same diphthong labels as shown in Table 2 were used to label the stimuli on 

the response keyboard. It was explained that only the vowel sound of the word 

would be heard, without any of the consonants. Naive normal-hearing listeners 

took part in a short identification task, and were able to label the six diphthongs 

with 100 % accuracy regardless of condition.

3.3.1. Generation.

Stimuli were generated in software by the computer controlling the experiment. 

All stimuli were 0.5 seconds long and were ramped on and off using 0.05 second 

raised cosine ramps. The sampling rate was 10.0 kHz. There were two synthesis 

methods, one for the normal (simultaneous formants) stimuli and one for the 

switched (non-simultaneous formants) stimuli. In essence, the switched-synthesis 

stimuli have FI and F2 present in separate halves of the period, so that they occur 

in an inter-leaved fashion. The normal-synthesis method has formants added
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together so that they are present simultaneously throughout the period, as would 

occur in normal vowels. The exact generation method for both types of synthesis 

was given in the previous chapter. Modifications were made to the generation 

software so that the Fo and formants could be swept throughout the stimulus, with 

start and endpoints specified by the user.

3.3.2. Stimulus presentation.

The presentation level of the stimuli depended on individual subject reports of 

most comfortable levels of the stimuli. Initial trial and error using a range of 

stimuli at the beginning of the experiment defined a nominal base level for the 

balancing procedures. This level was recorded and used for subsequent test 

sessions. Normally this level was acceptable for all sessions, but occasionally 

subjects required alterations. This less-than-ideal situation could not be avoided.

Stimuli were played monaurally to the subjects via Beyer Dynamics DT48 

headphones, chosen since they are capable of high output levels with minimal 

distortion. The same headphones were used to measure each subject’s equal 

loudness correction function. Stimuli were initially generated in software, then 

passed through a Laryngograph PCLX DAC to an Ariel DSP-32C running a real

time filter loaded with the subject’s loudness correction function. The signal was 

then passed through Tucker-Davis PA4 programmable attenuators and then into 

the booth. The signal was amplified using a Yamaha YTIO before passing to the 

headphones. Because of the high presentation levels involved, some small amount 

of tactile information from the headphone cushions was present for some subjects.

3.4. Loudness balancing.

Consistent with the previous chapter, great care was taken to ensure that loudness 

cues resulting from the differing spectral distributions of the stimuli were kept to a 

minimum. In the first instance, each subject's equal loudness correction function 

was used to program an Ariel DSP card acting as a real-time filter for all stimuli. 

The method of obtaining the subject's correction function, which was based on the 

subject's estimates of the loudness of narrow-band noise, was outlined in the
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previous chapter. Secondly, before the start of each condition, subjects were 

played the various stimuli involved and asked if any were particularly loud or soft. 

Corrections were made to the overall level of any such stimuli by using the 

programmable attenuators. By the end of this procedure, subjects would normally 

report that all stimuli had “about” the same loudness. Satisfactory balancing was 

not always possible, however. Lastly, a random level rove of 4 dB was present in 

the test trials, so that each presentation could be in the range -2  to +2 dB relative 

to the nominal level, in steps of 1 dB.

18



4. Results.

4.1. Vowel identification: fixed and sweeping Fn.

Subjects did not show any difference in performance between the practice and test 

blocks of trials. These blocks were combined so that each condition was 

represented by the sum of 4 blocks rather than 3. For each subject, the confusion 

matrix for each summed block of trials was used to derive a d prime (d’) measure 

of the sensitivity for each vowel in the presence of the other vowels. The number 

of “hits” was taken as the number of correct responses to vowel a, and the number 

of “false alarms” was taken as the sum of responses of vowel a when vowel (h, c, 

d or e) was presented. An example of the steps involved is given in Table 3.

Response

ee er Ar or oo

Stimulus ee 29 0 1 0 10

er 2 11 18 7 2

ar 3 8 20 6 3

or 0 13 9 12 6

00 2 7 14 14 3

% correct 7Z5 2T5 50.0 30.0 7.5

d ’ 2.306 0.337 0.636 0.435 -0.319

ci 0.500 0.465 0.426 0.452 0.425

Table 3. Example calculation of d ’ and confidence interval (ci) from a single

confusion matrix.

From Table 3, d ’ for “ee” is (z-score (proportion of HITS)) - (z-score (proportion 

of FALSE ALARMS)) = (z-score (29/40)) - z-score ((2-1-34-0-1-2) / (4*40) = 2.306. 

W here the proportion of hits or false alarms was equal to 0 or 1 (a score of 40 out 

of 40, for example), an adjustment of +/- 0.5 was made to the appropriate cell to 

bring the value into the range > 0 and < 1 (adjusted to a score of 39.5 out of 40 in 

the previous example). This introduces a small amount or error in the data but 

does allow a calculation to be made without significantly affecting general trends.
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Confidence intervals for d ’ for each vowel were obtained according a method 

defined by Macmillan and Creelman (1991). The d ’ conversion accounts for 

subject response bias, and hence gives a better measure of a subject's sensitivity in 

detecting vowels than a percent correct measure. The d ’ measure indicates the 

subject's sensitivity to a particular vowel in the presence of the “noise” of the 

other vowels. In terms of a 2-alternative forced choice 2-up 1-down task (2AFC), 

a d ’ of 0 corresponds to the 50 % point (i.e. “chance” performance) on the 

psychometric function. A d ’ of 1.0 corresponds to the 76 % point.

For each subject, the four test blocks were summed to give a single matrix, and 

the d ’ scores calculated for each vowel. The ci values were typically large for all 

conditions. For fixed F q vowels, the range of c i’s for any vowel across all subjects 

was 0.39 to 1.20, with a mean of 0.48. For swept Fq conditions, the range was 

from 0.39 to 1.02, with a mean of 0.49.

4.1.1. Individual subject performance.

Figure 1 shows plots of individual subjeets' scores in each condition. For each 

subject, the mean d ’ for the five vowels was taken, and error bars show ■+-/- 1 

standard error (se) across vowels. In each panel, the seven subjects' scores are 

shown along the x-axis. Staggered about each subject number, symbols show 

performance for the three different Fo conditions. The top two panels represent 

results for fixed F qs of 75, 110 and 150 Hz. The bottom two panels show results 

for sweeping F qs of 150 - 110, 110 - 75 and 150 - 75 Hz. The left-most panels 

show results for normally synthesised vowels, and the right panels show results 

for the switched-synthesis vowels. One-way t-tests (d.f. = 4) were used to 

establish those means which were significantly greater than a d ’ of 0.0, using a 

significance level of p < 0 .0 1 (one-tailed). Such means are shown by filled 

symbols in Figure 1. The somewhat stringent rejection level was chosen to 

compensate for the high family-wise error rate (a total of 84 t-tests) that the 

calculations involved.
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iMijLirc I. Mean d '  across vowels  in each condi tion for each siibiecl (+/- I sc).

Stibjccl.s 1 and 6 showed the greatest overall ability in identifying the vowels.  

Their averaged d'  scores are nearly always significantly greater than chance  level. 

In contrast,  subjects 2 and 5 typically performed close to chance level. Subjects 3 

and 4 showed a greater range in performance between the condi tions,  with some 

condi tions gaving average d'  greater than chance and others not. The large range 

of  performance shown by the subjects is typical of  that found in the previous two 

chapters.  No subjects showed any substantial increase in performance in the 

swi tched-synthesis  conditions.  Furthermore,  there are no subjects who obviously 

benefited from the sweeping Fo conditions.  In compar ing the Fo types within each 

panel, it can be seen that there was a mixed pattern of  performance,  with each 

subject typically showing a similar level of  performance for each Fo condition.
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4.1.2. Group mean performance.

Figure 2 shows the group mean d ’ for each vowel in each condi tion,  averaged 

across subjects.  Error bars show +/- 1.0 se of  the group mean. The top two panels 

show results for fixed F(,s of  75, 110 and 150 Hz. The bot tom two panels show 

results for Fo sweeps  of  150 - 110, 1 10 - 75 and 150 - 75 Hz. Normally 

synthesised vowel  results are shown in the left panels,  and swi tched-synthesis 

results are shown in the right panels. The vowels  are ordered along the x-axis in 

terms of  increasing F2 -  FI separation,  with “or” having the least formant  

separation and “ee” the greatest.  Again,  one-sample  t-tests were performed on 

each o f  the means.  Those  found to be significantly greater than 0.0 are shown by 

filled symbols  (a total o f  60 means,  p < 0.01, one-tailed).

Fixed Fo, norm. form. Fixed Fo. swit. form.
2.5

2.0

0.5

0.0

CL

x>
Sweeping Fo. norm. form. Sweeping Fo. swit. form.
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0.0

e ro r o r 00 e r ee o r o r 00 ee

F ixed  Fo;

A  75 Hz
□  110 Hz
O  150 Hz

F illed sym bo ls: 
d ' mean > 0.0
(p < 0 .01)

Sweeping Fo:

0  1 5 0 -1 1 0  Hz
V  1 1 0 -7 5  Hz
☆  1 5 0 -7 5  Hz

Vowel
Fieure 2. Groun mean d ’ for each vowel  in each condition.  (+/- 1 se).

The lack of  any difference between normal  and swi tehed-synthesis performance 

shown by the individual subjects in Figure 1 is readily apparent here. For both 

fixed and sweeping Fo conditions,  the pattern of  results in left and right panels is
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very similar. Of the five vowels, "ee" was most easily identified by this group of 

listeners. The "ar" vowel also gave relatively high d ’ scores. The "or", "oo" and 

"er" stimuli all gave about the same level of d ’. Just over one-half of the 

conditions gave d' values significantly greater than zero.

For fixed Fo and sweeping Fq means, separate repeated measures analyses of 

variance (ANOVA) were used to test for main effects of Fq, synthesis type and 

vowel. Summary statistics are shown in Appendix 3.i (fixed Fq) and 3.ii

(sweeping Fq). For fixed Fq, the effect of vowel was significant (F(4 ,2 S) = 4.18, p <

0.05). No other main effects or interactions were significant. For sweeping Fq, 

again the main effect of vowel was found to be significant (F(4 ,2 4 ) = 4.29, p <

0.05), with no other main effects or interactions significant. Analysis between 

vowel pairs in each data set (using a Bonferroni adjustment for multiple

comparisons) revealed that no two vowels were significantly different.

To test for an effect of sweeping Fo over fixed Fo means, the data were averaged 

over Fo for each Fo type. A repeated measures ANOVA tested for main effects of 

Fo type (fixed and swept), synthesis type and vowel (Appendix 3.ill). There were 

no significant main effects or interactions. The results show that overall fixed and 

swept Fo vowels made no difference to performance for these subjects (d' of 0.793 

(se = 0.13) and 0.679 (se = 0.17) for fixed and swept Fo respectively).

In summary, the analysis indicates that, for both fixed and sweeping Fo

conditions, the switched-synthesis method did not lead to lower d ’ means than the 

normal-synthesis method. No effect of Fo was found in either the fixed or 

sweeping Fo conditions, and overall sweeping Fo means were not significantly 

different than fixed Fo means. Common to all conditions was an overall effeet of 

vowel, but no two vowel d ’ scores were significantly different.

4.2. Diphthong identification: fixed and sweeping Fo.

The scores for the initial practice block of trials by each subject were combined 

with the three test blocks of trials, so that each condition was represented by the

123



sum of four blocks. For each subject and for each summed bloek, the resulting 

confusion matrix was used to convert scores to a d ’ for each diphthong. The 

procedure for this was identical to that detailed in Section 4.1, except for the 

inclusion of an extra diphthong in the caleulation. As with the vowel identification 

results, the ci for each vowel for eaeh subject was typically high. Individual 

subjects showed a range of 0.395 to 0.998, with a group mean ci of 0.535.

4.2.1. Individual subiect performance.

Figure 3 shows the individual subjeet plots for each condition. Each symbol 

represents the mean of the six diphthong scores in each condition. The error bars 

show +/- 1.0 se of this mean. Triangles show results for 130 -  70 FIz Fo sweep 

conditions, squares show results for 130 Hz fixed Fo conditions and circles show 

results for 70 Hz fixed Fo conditions. The left panel shows results for the normal 

synthesis method, and the right panel shows results for the switehed-synthesis 

method. As in previous sections, one-sample t-tests were performed on each of the 

means (df = 5) to determine which were significantly greater than a d ’ of 0.0 (a 

total of 42 means, p < 0.01, one-tailed). These are shown by filled symbols.

normal fo rm an ts switched fo rm ants
3.5

3.0

2.5

X)
0.5

0.0

- 0 . 5

1 2  3 4 5 6 7 1 2  3 4 5 6 7

Fo type:
A 130-70  Hz, sweep  
□  130 Hz, fixed  
0  70 Hz, fixed

Filled symbols: 
d' mean > 0.0 
(p < 0.01)

Subject

Fieure 3. Mean d' across diphthones in eaeh condition for each subiect (+!- I se).

The inter-subjeet variability is greater than that found in the vowel identification 

experiments. Subjects 2, 4 and 5 typically performed at around chance level. 

Subjects I, 3 and 6 nearly always performed significantly above chance. Subject
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I, who was one of the belter performers in the vowel identification task, showed 

about average performance here. Figure 3 illustrates that there are no subjects who 

greatly improve in performance in the switched formant conditions; the pattern of 

results in the two panels is very similar. There are no sutijects who obviously 

benefit from a certain Fo type.

4.2.2. Group mean performance.

Group mean results are shown below in Figure 4. Error bars represent +/- 1.0 se of 

the group mean. The diphthongs are ordered along the x-axis in terms of their 

mean F2 -  FI frequency difference. The three types of Fo conditions are 

represented by the same symbols as used in Figure 3. Normally synthesised 

conditions are shown in the left panel and switched-synlhesis conditions in the 

right panel. The filled symbols represent those means which are significantly 

greater than a d’ of ().() (total of 36 means, p < 0.025, one-tailed).

normal fo rm ants switched form ants

Fo type:
A 130-70  Hz, sweep  
□  130 Hz. fixed 
0  70 Hz. fixed

2.0

Filled symbols: 
d' mean > 0.0 
(p < 0.025)

0.0

bow ruhr high air ear hoy bow ruhr high air ear  hoy

Diphthong
Fiizure 4. Group mean d' for each diphthomz in each condition. {+!- 1 se).

There is a wider spread of d ’ scores across diphthongs than found for the vowel 

identification results. The lowest d’ occurs for "bow" (typically less than d ’ of 0.5) 

and the highest for "ear" (d' in excess of 1.5). The greater inter-subject variability 

is reflected in the large error bars. There is no obvious relationship between d ’ and 

the mean F2 - F1  of the diphthongs, as plotted in ascending order on the x-axis. A
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repeated measures ANOVA was used to test for main effects of Fo type, synthesis 

type and diphthong. Summary statistics are shown in Appendix 3.iv. No main 

effects or interactions were significant, and Bonferroni corrected pair-wise 

comparisons between the diphthongs revealed no significant pairings. As expected 

from the plot, the switched-synthesis method did not lead to better performance 

than the normal-synthesis method.

4.3. Analysis of confusions.

The confusion matrices of raw results for each subject were used for hierarchical 

cluster analysis. Between group linkage was determined for each vowel or 

diphthong, using the chi-square counts method. Table 4 shows those vowels 

linked in the first and second iterations of the analysis. These represent those 

vowels which were most commonly confused with each other, and are an 

indication of the vowels most perceptually similar for this group of listeners.

Fixed F() Sweep F()

Normal Switched Normal Switched

Fo T ' 2 '”‘ jSt 2"“ F„ r' 2"‘‘ 2-10

75 er, ar ee, 00 ee, 00 er, al 150-110 er, ar
(er, ar), 

or
er, al ee, oo

110 er, ar
(er, ar), 

or
er, or ee, 00 110-75 er, or

(er, or), 

ar
ee, 00 er, or

150 er, ar
(er, ar), 

or
ee, 00 er, ar 150-75 er, ar

(er, ar), 

or
ee, 00 er, ar

Table 4. Most commonly confused vowels in each condition.

For normal-synthesis method conditions, the vowels "er" and "ar" were always the 

most commonly confused. These were then commonly confused with "or". For 

fixed F() = 75, "ee" and "oo" were the second most commonly confused pair. For 

switched formant conditions, the most commonly confused vowel pairs were "ee" 

and "oo". Vowels "er" and "ar" were often the second most commonly confused 

pairs. With reference to the vowel formant values given in Table 3, it seems likely
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that FI was the major determinant of vowel identification for all these conditions

Table 5 shows the cluster analysis of results for each condition involving the 

diphthong stimuli.

Normal Switched

Fo
ist 2nd r ‘ 2”

130 -  70 bow, ruhr high, air air, bow
high,

(air,bow)

130 high, bow air, ruhr air, bow
(air, bow), 

ruhr

70 air, bow
(air, bow), 

ruhr
high, bow air, ruhr

Table 5. Most commonly confused diphthongs in each condition.

The pattern of most commonly confused diphthong pairs is less consistent across 

conditions than for the vowel confusions. Thus, it is much harder to speculate as 

to the important features the listeners may have used to identify them. The 

diphthong pair of “air” and “bow” appear quite commonly, yet Table 3 does not 

reveal any obvious correspondence in their formant characteristics.
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5. Discussion.

5.1. Effect of Fn on vowel and diphthong identification.

For normal-hearing listeners, the denser spectral sampling of lower Fo harmonics 

would lead to a clearer representation of the formant in the excitation pattern. A 

more detailed excitation pattern would help in situations where a harmonic does 

not coincide with a formant centre frequency, since the formant centre frequency 

can be extrapolated from the levels of resolved harmonics around that region 

(Ryahs and Lieberman, 1982). If excitation patterns mediate performance in 

vowel identification for hearing-impaired listeners, the lack of any effect of Fq on 

identification scores can broadly be explained in terms of a lack of resolvable 

harmonics. Figure 9 of Chapter 3 showed excitation patterns based on the same 

"oo", "or" and "ar" vowels as used in this experiment. Auditory filter bandwidths 

were broadened by a factor of 3.8, and simulations were based on an F q of 75 and 

150 Hz for each vowel. Individual harmonics were not resolved for any vowel or 

F(). Some formant frequency information was preserved in the excitation patterns 

that could be used to cue differences between the vowels. However, the excitation 

patterns for the two Fos showed only minimal differences for each vowel. It was 

argued that the lack of an effect of Fo in the formant discrimination task was due 

to these near-identical excitation patterns. If the process responsible for vowel 

identification takes as its input these types of excitation patterns, it follows that 

performance should also be similar for the two F q conditions.

The group mean data showed no difference between fixed and sweeping F q 

conditions, for either vowel or diphthong stimulus sets. Furthermore, Figures 1 

and 3 suggested that there were no individual subjects who performed better in the 

sweeping Fo conditions than in the fixed F q conditions. One way in which the 

sweeping Fo vowel conditions may have been beneficial for vowel identification is 

through an amplitude-modulation effect as the harmonics passed in and out of the 

centre frequency of the formant. A harmonic would have a maximum amplitude 

when it coincided with the centre frequency of a formant, which would lead to a 

maximal level of the formant. The formant will have a minimum level when its 

centre frequency is half-way between two harmonics. If there in some partial
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resolution of harmonics in the excitation pattern, the modulation of formant level 

would be represented to some extent. There are two ways in which this might 

have helped in identification performance.

First, the range of Fq sweeps used in this experiment would mean that all formants 

had a maximal level at a least one time point in the stimulus duration. For the 

fixed F() conditions, there was only one condition when a formant centre 

frequency coincided with a harmonic (the "er" FI in the Fo = 110 Hz condition). 

This means that, overall, the sweeping F q conditions contained vowels with higher 

level formants than those for fixed F q conditions. These higher level formants 

could form the basis of more contrastive excitation patterns, which in turn could 

benefit identification. Second, subjects may have been able to use the amplitude- 

modulations as a cue to vowel identity. Since each vowel has unique FI and F2 

values, the pattern of amplitude modulation will vary systematically with each 

vowel. The cue would be a very subtle one, and certainly no subjects reported 

being able to hear loudness fluctuations over the time course of the stimuli. The 

experimental data fail to support the theoretical possibilities of using amplitude 

modulation as a cue to identification. In addition to there being no significant 

difference between sweeping and fixed Fq conditions, it was also shown that the 

extent of Fo sweep made no difference to performance. The 150 to 75 Hz Fq 

sweep involved a greater number of harmonics passing through formant centre 

frequencies than the 150 to 110 Hz Fo sweep, and so cues to amplitude 

modulation would have been greater, and performance should have been 

significantly better. It was not.

5.2. Effect of vowel and diphthong type on identification.

The statistical analysis and figures showing group mean data suggest that there 

was no relationship between identification performance and formant frequency, 

whether expressed as F I, F2 or F2 - F I. The formant discrimination experiment of 

the previous chapter showed that DLs are influenced by formant patterning, and 

so it was expected that this would have at least some bearing on identification 

performance. In fact, the "er" vowel was no easier to identify than the "oo" vowel.
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even though they contrast highly in terms of F I, F2 and F2 - FI. No significant 

differences were found between any two pairs of vowel or diphthong. Most 

conditions showed that roughly one-half of the vowels and diphthongs were 

identified with an accuracy significantly greater than chance. Given that 

performance was not always random, and that identification does not relate to 

formant patterning in an obvious way, the question remains as to what the subjects 

were using to identify these stimuli.

The cluster analysis described in Section 4.3. attempted to define groups of 

perceptually similar stimuli, clustered together by virtue of being easily confused 

with each other. Once a stimulus pair is shown to be easily confused, the basis of 

the similarity can be looked for in the physical properties of the stimuli. For the 

vowel stimuli set, the pair of "er" and "ar" were shown in Table 4 to be the most 

commonly confused for all but one of the normal-synthesis conditions. These 

vowels are characterised as having relatively high F Is compared to the other 

stimuli, but they also have relatively high F2s (although recall that the F2 of "ee" 

is likely to fall outside the audible frequency range of these subjects). The next 

most commonly confused pair was often one of "er" and "ar" with "or", which has 

the third highest FI of the stimulus set, but the lowest F2 of all stimuli. This 

evidence suggests that, since vowels with a high FI were most easily confused, 

first formant frequency is more important in vowel identification than F2 or F2 - 

F I. Further evidence of the importance of FI frequency for these listeners comes 

from the pairings of "ee" and "oo" shown in Table 4, which were the most 

commonly confused vowels in four out of six of the switched-synthesis 

conditions. These vowels have the lowest F Is, and the F Is are also the closest in 

frequency (a difference of only 40 Hz). The formant discrimination experiment of 

the previous chapter suggested a frequency difference of at least 15 % was 

required before discrimination could occur, which is more then the difference in 

FI for these vowels. That this pair of vowels was not the most commonly 

confused for the normal-synthesis conditions is intriguing, but perhaps arises 

because the "ee" vowel has no perceptible F2 information. Subjects could 

therefore learn to use the F2 of the "oo" vowel, or the lack of an F2 of the "ee"
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vowels, to tell them apart. For the switched-synthesis conditions, this stimulus 

pair sounded much more similar. Following from the arguments for the normal- 

synthesis conditions, this implies that subjects were unable to use F2 information 

to distinguish the pair.

The diphthong confusions are much more difficult to interpret. As shown by 

Table 5, the pattern of most easily confused pairs is more varied across conditions 

than for the vowel stimuli. When comparing the characteristics of diphthongs, 

there is a need to consider not just average formant values but also the direction 

and rate of transition. Gay (1970) showed that the rate of frequency change is more 

important than the exact formant frequencies at the end of the diphthongs in natural 

diphthong identification by normal-hearing listeners. In this stimulus set, there is a 

group of four diphthongs that share a geometric FI mean in the range 410 to 478 

Hz ("ruhr", "hay", "bow" and "ear"). Of these, two have very similar start and end 

FI points ("bow" and ""ruhr"). Inspection of Table 4 shows that this pair is the 

most commonly confused in only one condition. For the normal-synthesis, 130 Hz 

fixed F() condition, the most commonly confused pair is "high" and "bow" - these 

stimuli have relatively different mean F I, and FI transitions in opposite 

directions. This pairing is also the most common for the switched-synthesis, 70 

Hz fixed Fo condition. Whereas the cluster analysis did give some insight as to the 

possible features used for vowel identification, the important features for 

diphthong identification remain unclear.

One caveat needs to be mentioned at this point. All the confusion analyses and 

statistical tests were performed on the group mean data. Figures 1 and 3 showed 

that on an individual basis, subject varied considerably in their abilities to do the 

task. It is possible that an analysis of individual confusion matrices may have 

shown strong relations between patterns of confusions and attributes of the 

stimuli.

131



5.3. Effect of synthesis type on vowel and diphthong identification performance.

It was hypothesised that the switched-formant conditions would lead to a release 

of masking effect, whereby the long-term internal representation of the vowel 

would have clearer peaks related to formants than for the normal-synthesis 

conditions. In the formant discrimination experiment of the previous chapter, it 

was shown that switched synthesis leads to smaller DLs than normal synthesis, 

when the F2 - FI separation is 440 Hz or less. It was speculated that this could 

also benefit vowel identification. The group mean statistical analysis of the 

identification data revealed no significant difference between means for switched 

and normal-synthesis conditions, and no interaction between Fo type and synthesis 

type was found. At an individual subject level. Figures 1 and 3 showed that there 

were no subjects who benefited from the switched-synthesis conditions. The only 

indication that the switched-synthesis conditions had any bearing on performance 

was in the analysis of confusions described in Section 4.3. Here, it was shown that 

the perceptual similarities between the vowels changed from that found in the 

normal-synthesis conditions, but not in a systematic way that could lead to 

conclusions as to the effect on the perception of the switched-synthesis vowels.

Figure 8 of Chapter 3 illustrated that, for a broadening factor of 3.8, the vowels 

from the normal-synthesis conditions lead to excitation patterns which preserved 

at least some information about formant frequency. The lack of an effect of 

switched-synthesis conditions on vowel identification is probably due to a lack of 

any advantage in "sharpening" these excitation patterns. Although there may have 

been a release from masking in the switched-formant conditions, this did not lead 

to any "new" information being available to these listeners. The switched- 

synthesis conditions were most likely to have an effect for vowels with closely 

spaced formants, such as "or". Here, the release from masking from the switched- 

synthesis condition could have revealed the presence of a formant that was not 

detectable in the normal-synthesis conditions. However, the group mean data 

plotted in Figure 2 show no difference in d' scores between normal and switched- 

formant conditions for this "or" stimulus. A lack of an effect of a "simplified" 

stimulus set has also been reported by van Son et al. (1993). They used a set of

132



twelve two-formant Dutch vowels, where formants were represented by either 

one, two or three sinusoids about the formant centre frequency. In an 

identification task, a group of nine profoundly hearing-impaired listeners 

performed only marginally above chance level for the single-sinusoid condition. 

Subjects performed significantly better in the two- and three-sinusoid conditions, 

but there were no significant differences between these multi-component 

conditions. If the sharpness of peaks in the excitation pattern was crucial in 

identifying the vowels, the best performance should have been found for the 1- 

sinusoid condition. Van Son et al. attributed the improvement in identification 

performance with multi-component conditions to a more natural sounding 

stimulus set, implying that this somehow tapped into the "speech mode" of the 

listeners. The excitation patterns resulting from the two-sinusoid stimuli would 

have led to excitation patterns with sharper peaks related to formants frequencies 

than for the three-sinusoid stimuli, yet no improvement in performance was 

found. In the present experiment, it may be that the sharper internal repjcsentation 

of vowels resulting from the switched-synthesis conditions was sufficient to yield 

improvements in a frequency discrimination task, but not sufficient to change 

perceptual distances between stimuli and hence affect identification performance.

5.4. Relationship between identification and discrimination performance.

Various lines of evidence outlined earlier in this chapter suggested that the 

discrimination of vowel formant frequency need not necessarily predict vowel 

identification performance. It has already been suggested that these listeners may 

have used information from a single FI peak in making their vowel quality 

Judgements. It would still be surprising, though, if formant discrimination did not 

have some bearing on how well these listeners could identify the vowels. As 

previously mentioned, the number of subjects precludes statistically valid 

correlational methods of analysis of subject performance in the two tasks. It is 

possible, however, to compare the group means for certain conditions and look for 

similar patterns of performance. Figure 5 shows the discrimination data from 

Chapter 3 (left panel) plotted for the identical conditions to the identification 

conditions (right panel).
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Figure 5. Comparison between formant discrimination (from Chapter 3) and 

vowel identification group means.

If the two processes of formant discrimination and vowel identification share a 

common underlying mechanism, we would expect to see some correspondence 

between conditions giving rise to good and poor results. In Figure 5, better 

performance for the discrimination results is indicated by lower DLs, whereas for 

the identification results better performance is indicated by higher d ’: a direct 

relationship would reveal itself as the inverse of one panel relative to the other.

Figure 5 shows that only the Fq = 150 Hz, normal-synthesis condition shows a 

relation of better performance in the formant discrimination task corresponding to 

better performance in the identification task. The majority of conditions do not 

show any correspondence between the two panels. Although this comparison of 

the discrimination and identification results does not rule out a relationship, it 

does not support one either.
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6. Conclusions.

Profoundly hearing-impaired subjects show a very limited ability to identify 

isolated synthetic two-formant vowels in a closed set. Although performance 

above chance level is possible, the group as a whole do not generally perform at 

levels above a d ’ of 1.0. No two vowels showed significantly different d ’ scores. 

The range of fixed Fqs of vowels had no effect on identification performance, and 

the frequency region of F q sweep had no effect on performance for sweeping Fo. 

This suggests that F q has no effect on timbre quality judgements for these 

listeners. Overall, there was no difference between sweeping and fixed F q 

conditions, and there was no benefit of a switched formant synthesis method over 

the normal formant synthesis method.

The poor performance seen in the vowel experiments was also apparent in the 

diphthong experiments. Subjects did typically perform above chance levels, but 

not above a d ’ of 1.0. Again, no two diphthongs gave significantly different values 

of d \  There was no effect of either a sweeping Fo or of a low and high fixed Fo on 

identification performance. There was no benefit of a switched-formant synthesis 

method over the normal-formant synthesis method.

Across the experiments, the results indicate that the varying formant patterns of 

the stimuli did not have any systematic effect on identification. This suggests that 

formant masking, thought to be the main limiting factor for performance, did not 

affect some stimuli more than others. Examination of the confusions of responses 

from the vowel experiments indicated that stimuli with similar low-frequency 

characteristics were most commonly confused. For diphthongs, it was not clear 

how the subjects used the formant characteristics in distinguishing the vowels.

In comparing the group means for each experimental factor with corresponding 

means from the previous discrimination experiment, very little similarity was 

found. Thus it is questionable how far the performance in the two tasks is based 

on a common mechanism.
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Chapter 5.

G eneral D iscussion .

1. Summary of findings.

1.1. Project rationale.

The primary interest in this project was the perception of vowel timbre and pitch 

by profoundly hearing-impaired listeners. The general approach was to assess 

performance using stimuli ranging from a very simple approximation to a vowel 

formant through to stimuli having a close resemblance to real vowels. The main 

factor limiting performance in timbre discrimination was hypothesised to be 

reduced frequency selectivity. The processing of pitch was hypothesised to be 

relatively well preserved due to the less impaired temporal processing found in 

these listeners. The experimental finding reported in Chapters 2 through to 4 can 

be summarised in the following way.

1.2. Chapter 2: Discrimination of simple representations of a single formant.

The purpose of this chapter was to define the smallest detectable differences in 

centre frequency and Fq of single formant-like stimuli. The stimuli were based on 

a harmonic complex limited to nine components with a fixed triangular spectral 

envelope and the Fq component always absent. The hearing-impaired listeners 

showed discrimination of centre frequency about an order of magnitude worse 

than that found for normal-hearing listeners. The pattern of performance showed 

decreasing %DL with increasing frequency, which was similar to the pattern for 

the control group over the same frequency range. There was no significant 

difference in performance between the low and high Fqs used, suggesting that 

processing of formant information is largely independent of Fo in these listeners. 

Pure tone frequency discrimination gave lower overall DLs than for the formant 

stimuli. The normal-hearing listeners' performance could be explained using an 

excitation-pattern model. The same excitation-pattern model could not predict the 

hearing-impaired listeners' results using manipulations to auditory filter
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bandwidths alone. An approximation to the formant DL results could be gained by 

an increase in the threshold criterion. It was tentatively suggested that the 

impaired subjects' performance was based on impaired filtering (filters 3.8 times 

broader than normal) combined with a more “noisy” decision making device. The 

same model also gave reasonably close fits to the pure-tone data, which was 

expected to result from a temporal mechanism for these listeners.

For discrimination of F q, the excitation-pattern model based on impaired auditory 

filtering predicted DLs much greater than observed for the hearing-impaired 

subjects. This suggests that discrimination of F q was based on temporal cues 

related to the repetition rate of the waveform. For mid- and high-frequency 

formants, DLs were not significantly different than for the formant centre- 

frequency discrimination task. Taken together, the data suggest that the processing 

of formant centre frequency could have a spectral basis, and that the processing of 

formant Fo operates in the temporal domain. If there are separate mechanisms, 

their relative effectiveness in processing formant information is not markedly 

different.

1.3. Chapter 3: Discrimination of a single formant within a two-formant vowel. 

The interest of this chapter was in the smallest detectable frequency difference of 

a single formant contained in a two-formant vowel. The formant values were 

based on naturally occurring vowels, and the vowels contained a full spectrum of 

harmonics. The task involved the discrimination of a single (variable) formant in 

the presence of the fixed formant, where either FI or F2 was variable. Three 

vowels were used representing a range of F2 -  FI separations (the English vowels 

“oo”, “or” and “ar”), synthesised with low and high FoS. A primary interest was in 

a synthesis method which presented FI and F2 in separate halves of the stimulus 

period. Since each formant occurs individually, it was expected that a release of 

masking effect would occur, relative to the normal-synthesis method where both 

formants are present throughout the period. Again, the hearing-impaired subjects 

showed DLs approximately an order of magnitude worse than that found in the 

control group. Results showed that for vowels with an F2 -  FI separation of 440
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Hz or less, discrimination required the merging of formants in one interval of the 

adaptive task. This resulted in a two-formant / one-formant discrimination, 

indicating that discrimination of a single formant in a two-formant vowel is not 

possible for vowels with F2 -  FI of 440 Hz or less, due to the masking of 

formants. The “or” and “ar” vowels showed lower DLs for the switched-synthesis 

method compared to the normal-synthesis method, but the effect did not occur for 

the “oo” vowel. It was hypothesised that the switched-synthesis method removed 

some of the effects of formant masking, leading to performance more like that for 

the single-formant stimuli of Chapter 2. Where the formant separation was larger, 

masking was less of a problem and the switched-synthesis method did not lead to 

lower DLs. There was no overall effect of Fq for any of the vowels. For the 

switched-synthesis vowels, DLs were lower for the lower Fo conditions. This 

could reflect the limits of temporal resolution of these listeners, since the shorter 

period of a high F q allows less “sampling” of the stimulus fine-structure. The 

impaired excitation-pattern model of the previous chapter was able roughly to 

predict the pattern of performance across each experimental condition. The 

normal-hearing subjects showed a significant negative correlation of DL with 

increasing frequency, consistent with other studies using similar stimuli. Good fits 

to the data were achieved with the excitation-pattern model used in the previous 

chapter. The normal-hearing subjects generally performed more poorly with the 

switched formant stimuli, which possibly reflects the more distorted vowel spectra 

o f the stimuli.

1.4. Chapter 4: Identification of fixed and time-varving vowels and diphthongs. 

This experiment used an identification task to explore the perception of vowel and 

diphthong timbre as a function of F q and normal and switched-synthesis type. The 

experiment represented a departure from the previous two experiments in that 

identification was used to measure performance, rather than discrimination, and so 

the task more accurately reflected "normal" speech perception. For the first time 

in the study, dynamic changes in Fo and formant patterns were used. Both fixed 

and sweeping Fq contours were examined in relation to the identification of five 

vowels, three of whieh were identical to those used in the previous experiment.
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Fixed and sweeping Fq patterns were also used to examine the identification of six 

diphthongs, whose parameters were modelled on a male speaker. A principal 

interest of the experiment was in how far the factors influencing the results of the 

discrimination task are important in the identification tasks. In particular, the 

study examined whether the benefit of the switched-formant synthesis method 

found in the previous discrimination experiment also occurred in the identification 

task.

Results indicated that while generally performing above chance level, the 

profoundly hearing-impaired listeners seldom gave a d ’ above 1.0. Fq and 

synthesis type made no difference to performance for either fixed or sweeping F q 

vowel sets. Although an overall effect of vowel type was found, no two vowels 

showed significantly different d ’. Overall, the sweeping F q vowels led to higher 

DLs than the fixed Fq vowels. An analysis of the confusions of the group mean 

data showed that vowels having similar F I frequencies were most commonly 

confused, suggesting that F I  was an important factor in distinguishing vowels. 

The identification of diphthongs also indicated generally poor of abilities, with 

subjects performing above chance level but not above a d ’ of 1.0. There was no 

significant difference between performance with fixed and sweeping F qs, or 

between performance with low and high fixed F qs. There was no difference 

between performance with the switched formant and normal formant stimuli. 

Although an overall effect of diphthong was found, no two diphthongs were 

significantly different. An analysis of the confusions did not reveal any obvious 

relation between perceptually similar diphthongs and their physical attributes.

In comparing the overall performance found in this identification study and the 

discrimination study of the previous chapter, only the high F q, normal-synthesis 

condition showed a correspondence across both tasks. Generally, performance in 

one task did not correspond to performance in the other.
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2. Effect of frequency resolution and masking on the perception of formant 

frequency.

The first experiment quantified the frequency resolving potential for a single 

spectral peak without the influence of masking from energy in off-centre- 

frequency regions. The second experiment revealed the effects of masking by 

introducing a second, potentially masking, peak to the stimuli. As expected, 

thresholds for the 2-formant stimuli were greater than for the 1-formant stimuli of 

the previous experiment. Where the masking of formants was at its greatest, i.e. 

for vowels with F2 -  FI of 440 Hz or less, the effects of masking could be 

lessened by the switched formant method and thresholds were more like (but still 

above) those found for single formant stimuli in the same frequency region. In the 

identification task, vowels with a range of F2 -  FI frequency separations did not 

lead to significantly different performance. Whereas the “oo” vowel was shown to 

give significantly lower DLs than the “ar” vowel in the discrimination task, the 

identification task revealed no difference in d ’ scores between the two. Figure 5 of 

Chapter 4 showed that, in terms of group means, good or bad performance in a 

particular condition in the discrimination task did not lead to corresponding 

performance in the same condition of the identification task. While the switched- 

synthesis conditions did lead to better performance in some conditions of the 

discrimination task, no such benefit was evident in the identification task.

One issue is the extent to which the two type of task are comparable. It is well 

known that discrimination tasks can reveal smaller perceptual differences than 

identification tasks. Schouten and van Hessen (1992) measured aspects of vowel 

and consonant perception in normal-hearing listeners. A number of tasks were 

used, including identification, same-different and two-interval two-alternative 

forced choice (2I2AFC). Identification gave the poorest performance, with the 

2I2AFC task leading to the highest d ’ scores. However, the patterns of d ’ scores 

across the various tasks showed a good similarity. Those stimuli which gave the 

poorest performance in the identification task also gave poor performance in the 

2I2AFC task. Schouten and van Hessen concluded that the various tasks did not 

lead to fundamentally different perceptions of the stimuli. This evidence suggests
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that the poor correspondence of performance found across the discrimination and 

identification experiments of this study is not simply due to the differing 

measurement tasks used.

Whereas masking is crucial for discriminating a formant in a two-formant vowel, 

two-formant vowel identification does not necessarily depend on the resolution of 

the two formants. Further support for such a view comes from the lack of any 

benefit of the switched-synthesis method in the identification task: this did show a 

lessening of the effects of masking on formant discrimination, but the effect 

appears not to be important in the identification task. The analysis of confusions 

showed that FI was important for the vowel identification judgements. A possible 

interpretation is that where the resolution of FI and F2 is very poor, a more robust 

cue is used to differentiate the vowels. F I would be a good candidate, since there 

is little lower frequency energy able to mask its frequency location. The limiting 

factor would be determined by the frequency resolving abilities for a single peak, 

as revealed in Chapter 2.

3. Vowel identification using single-formant stimuli.

There is evidence that normal-hearing subjects can label single formant stimuli as 

the vowel sounds on which they were based. Sawusch (1992) generated single 

formants with two different durations, with the FI frequencies spanning the range 

of F I, F2 and F3 for a male talker. The subjects were given twelve vowel labels 

with which to respond to the stimuli. Responses were surprisingly consistent 

across subjects. There was a small effect of duration, with short durations 

producing more lax vowel responses. The dominant cue, however, was the 

frequency of the formant. Low frequencies were classified as “oo” type vowels, 

mid frequencies as “ar” type vowels and high frequencies as “ee” type vowels. 

There was no tendency to confuse front and back stimuli (such as “oo” and “ee”). 

Sawusch argued for classification according to a centre of gravity effect similar to 

that of Chistovich and Lublinskaya (1979), with the centre of gravity being 

computed as the weighted mean frequency of the peaks in the spectrum. Since 

front vowels have a higher centre of gravity than back vowels, this theory
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predicts that listeners will not confuse single formant “oo” with “ee”. It seems 

reasonable to suppose that the profoundly hearing-impaired listeners of this study 

may have also used such a strategy in classifying vowels. The limitations of 

masking of frequencies above FI would have precluded two formant 

disambiguation of the vowels. An FI-alone strategy would have been subject to 

the limitations of the underlying frequency selectivity, but not to the F2 -  FI 

frequency separation of the formants. Thus it would appear to be less affected by 

formant masking. The lack of difference between vowels shown in the 

identification experiment would be interpretable as a lack of difference in the 

resolvability of F I. In terms of the switched-synthesis method, it is likely that the 

reduction of masking was still not sufficient to resolve FI and F2 frequencies, and 

as such the FI approach would be equally valid for these stimuli. Although there 

is little evidence to suggest that subjects used F2 in making vowel identity 

judgements in this study, it is possible that such a cue could be used after 

extensive training with the stimuli.

4. Consequences of Fn on timbre perception.

Common to all three studies was a lack of effect of Fo on the processing of 

formant centre-frequency information. There was no significant effect of Fq on 

DLs in either of the discrimination studies. The excitation-patterns of stimuli with 

filters broadened by a factor of 3.8 showed that individual harmonics were not 

resolved, even for a low frequency formant and high F q. Thus, the harmonic 

structure of the stimulus was not represented in these listeners in the excitation- 

pattern. It is generally accepted that for normal-hearing listeners, lower Fos lead to 

finer formant discrimination due to the denser spectrum sampling (Ryalls and 

Lieberman, 1982). Where the Fq of a vowel is high and the formant poorly 

sampled, formant frequency can be extrapolated from the levels of resolved 

harmonics around the formant eentre-frequeney. Chapter 2 showed that for 

normal-hearing subjects discriminating a single formant, there was no evidence 

for a transition in performance between resolved and unresolved frequency 

regions. Although %DL dropped with increasing frequency, the relationship was 

monotonie. Across the formant centre frequencies measured, there was no effect
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of F() on DL. This suggests that in normal listeners, too, formant discrimination is 

unaffected by Fq when harmonics are not resolved.

In this project, the discrimination of Fq was studied in Chapter 2. The experiment 

aimed at removing spectral cues to discrimination by keeping the centre frequency 

and bandwidth of the formant constant. An impaired excitation-pattern model, 

with auditory filters broadened by a factor of 3.8, suggested that individual 

harmonics are unresolved for the range of formants and reference F qS used in 

Chapter 2. DLs predicted using the model were much higher than the observed 

DLs for all but one condition (where a stimulus anomaly may have caused the 

task to be more like a pure-tone discrimination). It was concluded that a temporal 

mechanism did underlie discrimination of F q. Performance for discriminating the 

formant centre frequency was explained using an impaired excitation pattern 

model. The same model was able to give surprisingly good fits to the pure-tone 

DLs, thereby suggesting a spectral basis for pure-tone discrimination in these 

listeners. The statistical analysis of the group mean data showed that DLs for 

pure-tone and formant Fo discrimination did not differ significantly, suggesting 

that they perhaps shared a common mechanism. So, a paradox exists in explaining 

the F() discrimination: where spectral cues were shown to be absent, DLs were 

similar to those for a pure tone at the F q. However, a spectral mechanism was also 

shown to lead to predicted DLs similar to these same pure-tone DLs. It seems 

unlikely that both a spectral and temporal mechanism could coexist and lead to 

essentially the same performance, although the possibility has not been ruled out 

by this study.

5. Potential for vowel processing.

The project aimed to address the gap between the perception of very simple 

sounds and the perception of real vowels by profoundly hearing-impaired 

listeners. The stimuli in these studies differed along a single dimension, whereas 

natural vowels differ along a number of dimensions. Also, natural vowels never 

occur in isolation, but rather together with other sounds that also cue distinctions. 

Given such vast differences between the two situations, the question arises as to
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how far the outcomes of this study can relate to natural vowel perception. Chapter 

4, which used an identification task to study stimuli which changed in both Fq 

contour and formant frequency, perhaps comes closest to natural vowel 

perception. The results showed that profoundly hearing-impaired listeners have a 

very limited ability for using the formant characteristics in distinguishing the 

stimuli. A first issue is the extent to which spectral complexity of natural speech is 

useful to these listeners. Although the stimuli differed in only one dimension, the 

changes involved were often quite gross. Some of the diphthongs used involved 

formant transitions that covered a frequency range shown to be distinguishable by 

these listeners. Yet diphthong identification showed no effect of the formant 

frequencies used, and performance was often not much above chance level. For 

vowel identification, the useful information was confined to the lower FI 

frequency range. This suggests that many of the cues for natural identification are 

not accessible for these listeners. Acknowledging this, some studies have 

suggested that speech sounds would be better perceived if their spectral 

complexity were "simplified" in some way (for example, Fourcin, 1990). It is 

possible that these listeners would benefit from a one-formant representation of a 

vowel, and using a second formant where the frequency separation was large 

enough to lead to separate peaks in the excitation pattern. If use was also made of 

cues such as duration and pitch contours, profoundly hearing-impaired listeners 

might be able to identify the stimuli with greater suceess than found in this study. 

The study by Sawusch (1992) for normal-hearing listeners suggested that near 

normal levels of identification could be achieved using such information-reducing 

strategies.

6. Future Research.

Although the reduced masking effect of the switched-synthesis method did not 

carry over from the discrimination to the identification experiments, there is 

potential for further developments that might lead to a greater reduction in 

masking. Firstly, the switched-synthesis formants were based on a spectrum with 

a full range of harmonics. Given the potential for information reducing strategies 

that these listeners have shown, it makes better sense to base the formants on the
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spectrally simple formants used in Chapter 2. The advantage of the simple spectra 

of the Chapter 2 formants lies in the lack of masking of the peak by lower 

frequency harmonics not essential in discrimination. A further advantage might be 

the lack of common harmonics in the two halves of the switched stimulus. This 

would mean a more distinctive frequency change from one formant to the next. Of 

course, such a normally synthesised stimulus might also show benefits over the 

fu11-spectrum stimuli of Chapter 3. Informal investigations with the switching 

characteristics of the switched-synthesis method have also suggested some 

potential for improvement. If the switching rate is changed so that each half of the 

period contains two periods of a formant, instead of one, the stimulus still retains 

a vowel-like quality. Chapter 3 showed that for some vowels, the benefit of the 

switched-synthesis method diminished for higher Fq conditions. This was 

interpreted as reflecting the limits of temporal resolution in these listeners, as the 

shorter time period of the higher F q conditions allowed less time for the formant 

information to be processed. Having two period of the same formant might 

overcome some of these temporal resolution limits, since the listeners has 

el'fectively twiee as long to proeess the formant information eompared to single

period switehing.

A relatively unexplored area of this project is the extent of temporal processing of 

vowel formants. Although the repetition rate of the waveform has been shown to 

be processed reasonably well for these listeners, other studies (for example Rosen 

and Smith, 1987) have suggested that rather more subtle use of temporal 

information is possible. Specifically, although likely to be degraded compared to 

normal-hearing listeners, the ability to encode fine temporal detail related to 

formant information has not been explored.
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7. Summary.

The project showed that the processing of vowel timbre by profoundly hearing 

listeners is markedly degraded compared to that for normal-hearing listeners. 

Discrimination of formant frequencies is better for sounds with only one formant. 

When a second formant is introduced, thresholds increase and the frequency 

separation between the formants is crucial. Discrimination of a single formant in a 

two-formant vowel in not possible for separations of 440 Hz and less. The amount 

of masking of closely spaced formants can be reduced by a synthesis method 

which presents FI and F2 in separate halves of the stimulus period. The 

performance in these tasks could be explained by an impaired excitation-pattern 

model. The masking effects of the formants are not so crucial in vowel and 

diphthong identification. Here, performance is only just above chance level, and 

the low-frequency information related to FI is most important in identifying the 

vowels. These listeners were able to use formant transitions in telling apart 

diphthongs, but only at a level just above chance. It was not clear from the group 

mean data how this performance was achieved. The benefit of the switched- 

formant synthesis method found in some conditions of the discrimination study 

did not carry over to the corresponding conditions in the identification study. 

Overall, the Fo of the vowels and diphthongs had no effect on the processing of 

their timbre.

The processing of vowel F q was shown to be degraded by a similar amount as the 

processing of vowel timbre. The impaired excitation-pattern model predicted DLs 

far in excess of the observed DLs, suggesting that a temporal mechanism may 

have played a role in processing the Fo of unresolved harmonics.

Overall, the results are interpreted as reflecting the limits of timbre and pitch 

processing of these listeners. Rather more use of spectral processing was evident 

than other studies suggested possible. In terms of processing of natural vowel 

sounds, the need for some kind of information reducing strategy is highlighted.
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A ppendix 1. Chapter 2. Analysis o f Variance statistics.

All analyses are univariate repeated-measures ANOVAs. Sphericity is not assumed. 

The Greenhouse-Geisser epsilon adjustment has been made to the degrees of 

freedom. Note; S.S = sums of squares, df = degrees of freedom.

l.i. Type (DLFr and DLFn) * Run (first, second or third).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 1060.70 1.00 1060.70 2.12 0.19

Error 3498.73 7.00 499.82

RUN 130.28 1.48 87.89 0.71 0.47

Error 1277.36 10.38 123.10

TYPE * RUN 326.81 1.47 222.43 2.50 0.14

Error 915.16 10.28 88.98

l.ii. Tvoe (DLFr and DLFn tasks) * Fn,pf (100 and 200 Hz) Fr (400, 800 a

Hz).

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

TYPE 1765.6 1.00 1765.6 3.91 0.0885

Error 3160.5 7.00 451.5

EG 3.8 1.00 3.8 0.06 0.8074

Error 414.9 7.00 59.3

FREQ 921.7 1.21 764.2 1.54 0.2551

Error 4184.8 8.44 495.7

TYPE * EG 120.4 1.00 120.4 0.50 0.5029

Error 1689.4 7.00 241.3

TYPE * 1034.1 1.57 658.8 7.79 0.0106
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FREQ

Error 929.4 10.99 84.6

FO ='= FREQ 9.6 1.35 7.1 0.09 0.8397

Error 739.6 9.42 78.5

TYPE FO 

FREQ 

Error

147.6

499.1

1.88

13.19

78.3

37.8

2.07 0.1667

Fiii. Type Fo.ec: C f =  400 Hz.

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 2513.4 1.00 2513.4 14.34 0.0068

Error 1227.1 7.00 175.3

FO 7.2 1.00 7.2 0.07 0.7928

Error 678.3 7.00 96.9

TYPE =" FO 147.1 1.00 147.1 1.23 0.3044

Error 838.4 7.00 119.8

1 .iv. Type Enn-f: C f = 800 Hz.

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 230.6 1.00 230.6 1.15 0.3184

Error 1398.8 7.00 199.8

FO 4.3 1.00 4.3 0.08 0.7822

Error 362.9 7.00 51.8

TYPE * FO 108.4 1.00 108.4 0.89 0.3778

Error 856.1 7.00 122.3
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l.v. Type Fn,-,.r: C f =  1200 Hz.

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 55.7 1.00 55.7 0.27 0.6218

Error 1463.9 7.00 209.1

FO 1.9 1.00 1.9 0.12 0.7419

Error 113.4 7.00 16.2

TYPE ='= FO 12.5 1.00 12.5 0.18 0.6865

Error 494.0 7.00 70.6

1 .vi. DLFr task: Type (Fo,pf = 100 and 200 Hz, and pure tone) Frequency (400, 800 

and 1200 Hz).

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

TYPE 1487.9 1.52 980.7 3.59 0.0736

Error 2904.1 10.62 273.5

FREQ 326.0 1.71 190.9 0.64 0.5208

Error 3566.3 11.96 298.3

TYPE ='■ 

FREQ
2116.7 2.39 883.9 3.83 0.0364

Error 3867.6 16.76 230.7

1 .vii. DLFn task: Type (Fo,v = 100 and 200 Hz, and pure-tone) ' ' Frequency

and 1200 Hz).

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

TYPE 50.7 1.27 40.0 0.10 0.8134

Error 3460.5 8.87 389.9

FREQ 367.4 1.70 215.7 1.01 0.3805
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1 Error 2543.9 11.92 213.4

TYPE

FREQ
984.9 2.06 477.2 2.46 0.1190

Error 2799.8 14.45 193.8

■ viii. DLFr task: Fn = 400 Hz. Type (Fn,ef = 100 and 200 Hz, and pure-tone).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 2066.9 1.82 1133.0 6.92 0.0100

Error 2090.9 12.77 163.7

i.iv. DLF, task: F, = 800 Hz. Type (Fn,ef = 100 and 200 Hz, and pure-tone).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

TYPE 1315.2 1.42 929.2 3.74 0.0722

Error 2458.3 9.91 248.1

1 .X.  DLFr task: Fr = 1200 Hz. Type (Fn,er=  100 and 200 Hz, and pure-tone).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 222.5 1.33 167.0 0.70 0.4642

Error 2222.6 9.33 238.3

■ xi. Pure-tone frequency: 100, 200, 400, 800 and 1200 Hz.

Source
Type III 

S.S.
df

Mean

Square
F Signif.

FREQ

Error

990.4

5144.4

1.47

10.32

671.5

498.3

1.35 0.2907
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l.xii. Normal-hearing group: Type (Fn,ef = 100 and 200 Hz, and pure tone) 

Frequency (400, 800, 1200,2000, 2600 and 3200 Hz).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 538.3 1.29 418.8 29.34 0.0003

Error 128.4 9.00 14.3

FREQ 985.8 1.40 703.2 67.65 0.0000

Error 102.0 9.81 10.4

TYPE

FREQ
526.1 1.76 298.4 11.33 0.0020

Error 325.1 12.34 26.3

1 .xiii. Normal-hearing group: Fo,,.r ( 100 and 200 Hz) Frequency (400, 80(

] 200,2000, 2600 and 3200 Hz.)

Source
Type 111 

S.S.
Df

Mean

Square
F Signif.

FO 10.1 1.00 10.1 0.80 0.4020

Error 89.2 7.00 12.7

FREQ 1484.2 1.39 1066.9 78.04 0.0000

Error 133.1 9.74 13.7

FO FREQ 25.7 1.44 17.9 0.63 0.5004

Error 283.6 10.05 28.2

l.xiv. Pure-tone frequency: 400, 800, 1200, 2000, 2600 and 3200 Hz.

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

FREQ 2.0 1.24 1.6 1.38 0.2827

Error 10.4 8.69 1.2
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Appendix 2. Chapter 3. Analysis of Variance statistics.

All analyses are univariate repeated-measures ANOVAs. Sphericity is not assumed. 

The Greenhouse-Geisser epsilon adjustment has been made to the degrees of 

freedom. Note: S.S = sums of squares, df = degrees of freedom.

2.1. Vowel Goo", “or” and “er”) Fn (75 Hz, 150 Hz) Formant (FI, F2) Synthesis 

type (normal, switched).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

VOW EL 261.8 1.49 175.7 4.06 0.0834

Error 257.8 5.96 43.3

FO 206.8 1.00 206.8 1.60 0.2748

Error 517.5 4.00 129.4

FORM 106.5 1.00 106.5 1.03 0.3678

Error 413.9 4.00 103.5

SYNTH 229.9 1.00 229.9 2.83 0.1679

Error 325.0 4.00 81.3

VOW EL FO 13.7 1.16 11.8 0.07 0.8325

Error 745.2 4.64 160.7

VOW EL =1= 

FORM
445.8 1.39 319.8 2.03 0.2137

Error 876.5 5.58 157.2

FO =" FORM 26.6 1.00 26.6 0.44 0.5430

Error 241.0 4.00 60.2

VOW EL FO 

FORM
10.93 1.97 5.54 0.08 0.9235

Error 559.72 7.89 70.95

VOW EL 84.83 1.23 68.83 0.70 0.4721
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SYNTH

Error 484.69 4.93 98.32

FO SYNTH 0.27 1.00 0.27 0.01 0.9428

Error 181.79 4.00 45.45

VOW EL * FO 

=■= SYNTH
199.35 1.83 108.73 1.12 0.3717

Error 715.07 7.33 97.51

FORM * 

SYNTH
57.52 1.00 57.52 2.04 0.2262

Error 112.67 4.00 28.17

VOW EL =1̂

FORM 210.38 1.39 151.72 1.41 0.3030

SYNTH

Error 598.32 5.55 107.87

FO FORM 

SYNTH
100.21 1.00 100.21 3.50 0.1346

Error 114.45 4.00 28.61

VOW EL FO

- FORM 177.43 1.26 140.76 1.48 0.2903

SYNTH

Error 478.74 5.04 94.95

2.Ü. “oo” Vowel : Fn (75 and 150 Hz) ' Formant (FI and F2) ' ' Synthesis tv

(normal and switched).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FO 4582.6 1.00 4582.6 12.08 0.0100

Error 2654.6 7.00 379.2

FORM 1835.3 1.00 1835.3 2.33 0.1709

161



Error 5519.6 7.00 788.5

SYNTH 0.1 1.00 0.1 0.00 0.9848

Error 2083.0 7.00 297.6

FO =1' FORM 980.6 1.00 980.6 1.70 0.2341

Error 4049.1 7.00 578.4

FO ='= SYNTH 1765.7 1.00 1765.7 8.03 0.0250

Error 1540.1 7.00 220.0

FORM

SYNTH
804.3 1.00 804.3 2.35 0.1692

Error 2396.9 7.00 342.4

FO - FORM 

SYNTH
1.6 

1302.0

1.00

7.00

1.6 

186.0

0.01 0.9287

2.iii. “or” Vowel: Fô (75 and 150 Hz) Formant (FI and F2) Synthesis type 

(normal and switched).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FO 11.6 1.00 11.6 0.05 0.8299

Error 1135.1 5.00 227.0

FORM 1682.2 1.00 1682.2 1.96 0.2208

Error 4299.1 5.00 859.8

SYNTH 5135.7 1.00 5135.7 30.84 0.0026

Error 832.7 5.00 166.5

FO FORM 643.7 1.00 643.7 4.70 0.0823

Error 684.7 5.00 136.9

FO ='= SYNTH 1792.4 1.00 1792.4 14.83 0.0120

Error 604.2 5.00 120.8

FORM * 33.4 1.00 33.4 0.12 0.7431
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SYNTH

Error 1390.4 5.00 278.1

FO FORM 

SYNTH
5.5 1.00 5.5 0.03 0.8666

Error 879.1 5.00 175.8

2.iv. “ar” Vo we : Fn (75 and 150 Hz)  ̂ Formant (F 1 and F2) '' Synthesis ty

(normal and switched).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

FO 69.1 1.00 69.1 0.71 0.4473

Error 390.1 4.00 97.5

FORM 179.0 1.00 179.0 1.64 0.2692

Error 435.7 4.00 108.9

SYNTH 3573.4 1.00 3573.4 9.44 0.0372

Error 1514.1 4.00 378.5

FO =1' FORM 236.3 1.00 236.3 4.91 0.0911

Error 192.7 4.00 48.2

FO SYNTH 146.0 1.00 146.0 0.89 0.3981

Error 654.0 4.00 163.5

FORM * 

SYNTH
1660.1 1.00 1660.1 1.74 0.2577

Error 3817.7 4.00 954.4

FO FORM * 

SYNTH
262.2 1.00 262.2 0.38 0.5714

Error 2767.0 4.00 691.8
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2.V. ‘'oo” vowel, Fn = 75 Hz: Formant (FI, F2) * Synthesis type (normal, switched).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FORM 2749.5 1.00 2749.5 4.40 0.0741

Error 4373.4 7.00 624.8

SYNTH 897.2 1.00 897.2 4.77 0.0653

Error 1317.6 7.00 188.2

FORM

SYNTH
367.1 1.00 367.1 1.08 0.3340

Error 2387.5 7.00 341.1

2.vi. “oo” vowel, Fn = 150 Hz: Formant (FI, F2) Synthesis type (normal, switched).

Source
Type 111 

S.S.
Df

Mean

Square
F Signif.

FORM 66.4 1.00 66.4 0.09 0.7735

Error 5195.3 7.00 742.2

SYNTH 868.6 1.00 868.6 2.64 0.1484

Error 2305.6 7.00 329.4

FORM

SYNTH
438.8 1.00 438.8 2.34 0.1698

Error 1311.4 7.00 187.3

2.vii. “or” vowel, Fn = 75 Hz: Formant (FI, F2) Svnthesis tvoe (normal, s

Source
Type 111 

S.S.
Df

Mean

Square
F Signif.

FORM 122.4 1.00 122.4 0.18 0.6884

Error 3384.3 5.00 676.9

SYNTH 6498.1 1.00 6498.1 73.77 0.0004

Error 440.5 5.00 88.1
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FORM

SYNTH
33.0 1.00 33.0 0.15 0.7123

Error 1081.8 5.00 216.4

2.viii. “or” vowel, Fn = 150 Hz: Formant (FI, F2) * Svnthesis tvpe (normal

switched).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FORM 2203.6 1.00 2203.6 6.89 0.0468

Error 1599.6 5.00 319.9

SYNTH 430.0 1.00 430.0 2.16 0.2018

Error 996.5 5.00 199.3

FORM

SYNTH
5.9 1.00 5.9 0.02 0.8810

Error 1187.7 5.00 237.5

2.ix. Normal-svnthesis: Vowel tvpe (“oo’’, “or” , “ar ’) ='̂ Fn (75, 150 H z)*  F

(fl,F 2 ).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

VOWEL 4976.6 1.40 3565.0 16.11 0.0063

Error 1235.4 5.58 221.2

FO 115.4 1.00 115.4 0.64 0.4680

Error 719.2 4.00 179.8

FORM 3895.7 1.00 3895.7 4.15 0.1114

Error 3758.2 4.00 939.5

VOWEL * FO 999.6 1.13 886.6 1.38 0.3063

Error 2892.0 4.51 641.2

VOWEL 49.3 1.67 29.4 0.03 0.9517
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FORM

Error 6366.3 6.69 951.3

FO * FORM 10.8 1.00 10.8 0.02 0.8885

Error 1930.3 4.00 482.6

VOW EL FO 

'= FORM
1128.5 1.70 665.0 2.92 0.1251

Error 1546.4 6.79 227.8

2.x. Switched-svnthesis; Vowel type (“oo”, “or”, “ar”) Fn (75, 150 Hz) *

( n ,F 2 ) .

Source
Type III 

S.S.
df

Mean

Square
F Signif.

VOW EL 445.4 1.30 341.4 0.60 0.5137

Error 2946.4 5.22 564.7

FO 2615.6 1.00 2615.6 16.81 0.0148

Error 622.2 4.00 155.6

FORM 283.7 1.00 283.7 1.46 0.2931

E nor 776.0 4.00 194.0

VOW EL * FO 1072.7 1.75 612.7 3.55 0.0894

Error 1207.3 7.00 172.4

VOW EL

FORM
1281.1 1.58 813.1 3.37 0.1064

Error 1522.4 6.30 241.6

FO FORM 14.7 1.00 14.7 0.03 0.8735

Error 2047.3 4.00 511.8

VOW EL FO 

FORM
1170.1 1.22 958.6 2.40 0.1861

Error 1951.8 4.88 399.8
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2.xi. “oo” vowel: Fn (75, 150 Hz) * Formant (fl, F2) * Svnthesis type (normal,

switched).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

FO 17.0 1.00 17.0 14.38 0.0630

Error 2.4 2.00 1.2

FORM 119.5 1.00 119.5 46.46 0.0209

Error 5.1 2.00 2.6

SYNTH 53.6 1.00 53.6 310.15 0.0032

Error 0.3 2.00 0.2

FO FORM 5.3 1.00 5.3 1.50 0.3452

Error 7.1 2.00 3.6

FO SYNTH 4.2 1.00 4.2 1.45 0.3513

Error 5.7 2.00 2.9

FORM * 

SYNTH
20.8 1.00 20.8 18.61 0.0498

Error 2.2 2.00 1.1

FO =1= FORM * 

SYNTH
3.0 1.00 3.0 2.30 0.2684

Error 2.6 2.00 1.3

2.XÜ. “or” vowel: Fp (75, 150 Hz) Formant ( f l ,  F2) * Svnthesis type (normal, 

switched).

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

FO 31.0 1.00 31.0 15.29 0.0596

Error 4.1 2.00 2.0

FORM 24.0 1.00 24.0 24.06 0.0391

Error 2.0 2.00 1.0
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SYNTH 1.9 1.00 1.9 2.82 0.2353

Error 1.3 2.00 0.7

FO " FORM 0.9 1.00 0.9 0.72 0.4865

Error 2.5 2.00 1.2

FO =" SYNTH 6.2 1.00 6.2 5.00 0.1548

Error 2.5 2.00 1.2

FORM * 

SYNTH
0.1 1.00 0.1 0.22 0.6883

Error 1.2 2.00 0.6

FO =" FORM 

SYNTH
4.6 1.00 4.6 4.54 0.1668

Error 2.0 2.00 1.0

2.xiii. “ar” vowel: Fn (75, 150 Hz) Formant (fl, F2) Svnthesis tvne (nor

switched).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

FO 6.3 1.00 6.3 23.06 0.0407

Error 0.5 2.00 0.3

FORM 23.4 1.00 23.4 9.34 0.0925

Error 5.0 2.00 2.5

SYNTH 6.8 1.00 6.8 55.35 0.0176

Error 0.2 2.00 0.1

FO FORM 0.0 1.00 0.0 0.06 0.8344

Error 1.4 2.00 0.7

FO =1= SYNTH 4.0 1.00 4.0 5.51 0.1435

Error 1.5 2.00 0.7

FORM

SYNTH
1.3 1.00 1.3 0.95 0.4321

I6S



Error 2.7 2.00 1.4

FO FORM * 

SYNTH
1.9 1.00 1.9 1.96 0.2963

Error 2.0 2.00 1.0

2.xiv. Normal-svnthesis: Vowel type (“oo”, “or”. ‘ar”) Fn (75, 150 Hz) *

(f l,F 2 ).

Source
Type III

df
S.S.

Mean

Square
F Signif.

VOW EL 16.6 1.07 15.5 9.96 0.0802

Error 3.3 2.15 1.6

FO 35.7 1.00 35.7 62.53 0.0156

Error 1.1 2.00 0.6

FORM 39.2 1.00 39.2 55.08 0.0177

Error 1.4 2.00 0.7

VOW EL FO 9.1 1.02 8.9 12.48 0.0695

Error 1.5 2.04 0.7

VOW EL

FORM
1.8 1.03 1.7 1.25 0.3799

Error 2.9 2.07 1.4

FO =■= FORM 4.6 1.00 4.6 11.02 0.0800

Error 0.8 2.00 0.4

VOW EL ='= FO 

FORM
1.6 1.12 1.4 1.26 0.3781

Error 2.5 2.23 1.1

Formant
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2.X V .  Switched-svnthesis: Vowel type (“oo”, “or” , “ar”) Fn (75, 150 Hz) Formant 

( f l,F 2 ).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

VOWEL 32.8 1.59 20.7 41.99 0.0055

Error 1.6 3.17 0.5

FO 15.8 1.00 15.8 42.07 0.0230

Error 0.8 2.00 0.4

FORM 112.7 1.00 112.7 16.94 0.0543

Error 13.3 2.00 6.7

VOW EL FO 8.0 1.00 8.0 1.21 0.3867

Error 13.3 2.00 6.6

VOWEL

FORM
35.5 1.12 31.7 97.68 0.0068

Enoi' 0.7 2.24 0.3

FO * FORM 0.5 1.00 0.5 0.09 0.7881

Error 9.7 2.00 4.9

VOW EL ='= FO 

FORM
9.2 1.05 8.7 4.12 0.1746

Error 4.4 2.10 2.1
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A ppendix 3. Chapter 4. Analysis o f Variance statistics.

All analyses are univariate repeated-measures ANOVAs. Sphericity is not assumed. 

The Greenhouse-Geisser epsilon adjustment has been made to the degrees of 

freedom. Note: S.S = sums of squares, df = degrees of freedom.

3.1. Fixed Fn: Fn (75, 110 and 150 Hz) * Svnthesis type (normal, switched) Vowel 

(ee, er, ar, or, oo).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FO 4.0 1.29 3.1 3.01 0.1118

Error 9.4 9.00 1.0

SYNTH 0.2 1.00 0.2 0.24 0.6408

Error 4.7 7.00 0.7

VOWEL 21.4 1.91 11.2 4.18 0.0404

Error 35.8 13.36 2.7

FO SYNTH 0.4 1.39 0.3 0.52 0.5445

Error 4.8 9.74 0.5

FO =1= VOW EL 3.4 2.08 1.6 1.43 0.2720

Error 16.5 14.54 1.1

SYNTH

VOWEL
1.5 2.56 0.6 2.34 0.1151

Error 4.6 17.95 0.3

FO SYNTH 

VOW EL
1.0 3.60 0.3 0.63 0.6276

Error 10.6 25.17 0.4



3.Ü. Sweeping Fp: Fn (75 -  110 Hz, 110 -  150 Hz, 75 -  J 50 Hz) Svnthesis type 

(normal, switched) Vowel (ee, er, ar, or, oo).

Source
Type III 

S.S.
Df

Mean

Square
F Signif.

FO 0.1 1.97 0.1 0.22 0.8039

Error 3.9 11.82 0.3

SYNTH 0.0 1.00 0.0 0.14 0.7224

Error 1.8 6.00 0.3

VOW EL 25.1 1.81 13.9 4.29 0.0455

Error 35.1 10.85 3.2

FO SYNTH 1.1 1.32 0.8 0.86 0.4131

Error 7.8 7.94 1.0

FO * VOWEL 1.6 2.88 0.5 0.88 0.4648

Error 10.5 17.28 0.6

SYNTH * 

VOWEL
2.9 2.14 1.3 3.84 0.0469

Error 4.5 12.86 0.3

EO SYNTH 

VOWEL
0.8 2.62 0.3 0.46 0.6878

Error 10.6 15.73 0.7

3.iii. Averaged Fp: FnType (fixed and swept) Synthesis type (normal, switched) 

Vowel (ee, er, ar, or, oo).

Source
Type 111 

S.S.
df

Mean

Square
F Signif.

TYPE 0.5 1.00 0.5 0.18 0.6853

Error 15.0 6.00 2.5

SYNTH 0.0 1.00 0.0 0.07 0.7952

Error 1.8 6.00 0.3
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VOWEL 8.8 1.94 4.5 3.54 0.0640

Error 14.9 11.63 1.3

TYPE * 

SYNTH
0.0 1.00 0.0 0.08 0.7838

Error 2.5 6.00 0.4

TYPE

VOWEL
0.3 1.48 0.2 0.26 0.7110

Error 6.8 8.85 0.8

SYNTH * 

VOWEL
0.8 2.37 0.3 2.17 0.1450

Error 2.1 14.19 0.2

TYPE

SYNTH 0.1 2.41 0.0 0.33 0.7631

VOWEL

Error 1.6 14.45 0.1

3.iv. Diphthongs: Fn Type (70 Hz, 130 Hz and 130-70 Hz) Svnthesis type 

(normal, switched) Diphthong (bow, ruhr, high, air, ear, hay).

Source
Type III 

S.S.
df

Mean

Square
F Signif.

TYPE 0.0 1.51 0.0 0.00 0.9879

Error 12.6 9.09 1.4

SYNTH 0.3 1.00 0.3 0.41 0.5468

Error 4.3 6.00 0.7

DIPHTH 40.7 1.94 21.0 3.37 0.0711

Error 72.5 11.62 6.2

TYPE

SYNTH
0.1 1.48 0.0 0.06 0.9005

Error 6.9 8.86 0.8
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TYPE =1= 

DIPHTH
2.5 2.94 0.8 0.85 0.4845

Error 17.5 17.64 1.0

SYNTH

DIPHTH
2.7 2.99 0.9 J.77 0.1882

Error 9.1 17.95 0.5

TYPE

SYNTH 2.3 3.42 0.7 1.31 0.3002

DIPHTH

Error 10.6 20.55 0.5
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