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A b stract
An international consortium consisting of the United States, United Kingdom,
Canada, Brazil, Chile and Argentina are planning to revolutionize the field of astron
omy by building the two G emini 8m astronomical telescopes. These are designed to
provide unprecedented image quality, which should significantly increase our knowl
edge and understanding of the structure and dynamics of the universe. To provide
such superb image quality, the specifications of almost every aspect of the telescope
are tighter than for any other ever built.
The work described in this thesis is part of the ongoing research currently being
undertaken in the Optical Science Laboratory into the production of large, highly
aspheric optical surfaces. Meeting the design specifications for the G emini sec
ondary mirrors is believed to be impossible using conventional craft techniques, but
it is expected to be a tractable problem when utilizing the Active Lap technique de
scribed herein. The goal of the project is to demonstrate this technique by producing
a I scale model of these mirrors.
Broadly speaking, the Active Lap uses closed loop control of a system comprising of
arrays of load cells and force actuators to control the ablation of the mirror in real
time. This is a significant step forward in the field, and aims to propel conventional
craft techniques which date back to the time of Sir Isaac Newton into the 21st
century!
A major contribution of the author to the Active Lap research project was the
data acquisition and control software, which was designed to be ergonomic and
make efficient use of cpu time. Other significant contributions involved calibration
methods, system testing, and development of the closed loop control algorithms.
In particular the novel idea of utilizing artificial neural networks to replace these
algorithms is discussed.
Finally, the performance of the Active Lap is evaluated, and suggestions are made
for both the strategy for its future use, and the investigations required for its future
developments.
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C hapter 1
In trod u ction
1.1

A stronom ical Background

Astronomy has strong claims to be the oldest of all scientific disciplines, with di
rect references to astronomical events being found in the mythology and religious
beliefs of every civilization. Events such as eclipses, comets or meteor showers etc.
have long been thought to bear infiuence on mankind’s destiny^, and other pre
historic monuments such as Stonehenge and the Pyramids have been erected with
remarkable, and certainly intensional alignment with the heavens. Indeed the very
timescales which we now use to govern our increasingly ordered lives (ie. days,
months and years) have their origins back in antiquity, as we know from calendars
dating back to the Assyrians and the Chaldeans. [1]
A natural curiousity has always been the driving force behind mankind’s quest to
unravel the mysteries of the Universe, in addition to which, the study of Astronomy
helps us to understand and appreciate our environment and to glimpse something
of our origins and evolution. It allows us to explore a time span of 15 billion years
into the past, and to conjecture a series of events th at will occur long after mankind
has ceased to exist. It is a mark of mankind’s increasing m aturity th at we are able
to use the pursuit of abstract knowledge to define, and come to terms with, our
somewhat insignificant rôle in the universe.
^Well known examples of this would include the appearance of Hailey’s Comet in 1066 being
seen as a fatal omen for King Harold, and the Star of Bethlehem heralding the birth of Christ.
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Modem Astronomy can be said to have been born when Galileo first turned an
optical telescope skywards in the early 17th century [1] [16], and observations which
for millennia had been taken using the naked eye alone were then superceded. W ith
only a few nights observation Galileo probably contributed more new knowledge
than all his predecessors put together. Thus began a trend th at has continued ever
since: the introduction of new and improving observational techniques going hand
in hand with the advancing of theoretical knowledge.
A long list of technical advances since Galileo’s time have led us to the state of
the art new generation of astronomical telescopes which are currently being built
around the world. These have adopted a two pronged approach to improving on
previous technologies: firstly to increase the aperture size of the telescope, which
simply increases its light gathering power and allows us to explore deeper into the
Universe at greater resolution; and secondly the advent of space telescopes which
are placed above the E arth’s atmosphere, eliminating atmospheric seeing effects and
giving access to wavelengths which are absorbed by the atmosphere.

1.1.1

T he G e m i n i P ro ject

The work described in this thesis is in connection with the construction of ground
based, optical telescopes with extremely large apertures: specifically, the G emini
project. This comprises of an international consortium of the USA (50%), UK (25%),
Canada (15%) and Brazil/ Chile/ Argentina (10%), which is building two 8m tele
scopes.

In order to provide full sky coverage, one telescope is situated in each

hemisphere at a| site with exquisite seeing: namely at Manna Kea in Hawaii and
Cerro Pachon in Chile.
The larger the telescope aperture, the greater its light gathering power. This en
ables it to observe fainter objects than a smaller telescope, and also increases the
resolution it can achieve. Therefore it is imperative to attem pt to construct the
largest telescope compatible with current technology (and within the available bud
get!). At the present time an 8m telescope satisfies these criteria, being able to take
advantage of the best performance the atmosphere can deliver [27], balanced with
the cost, risk, feasibility of transportation, fabrication of instrum entation and main
optical components, etc. [16] [26] that the construction of such an instrument will
12

incur.
Key examples of the Astronomical program the two G emini telescopes are expected
to undertake can be summarized as follows [16] [28], in order of increasing scale.
• W hat is the nature of the disks around nearby stars?
• W hat is the origin of our planetary system and are there others?
• How do stars form and what conditions lead to protostellar collapse?
• W hat is the internal structure of stars?
• W hat is the chemical enrichment history of the Galaxy and the Universe?
• How did galaxies form and evolve in the Universe?
• W hat is the structure and history of the Universe as a whole?
In order to be able answer these questions satisfactorily, the images the telescope
produces need to be of the absolutely highest quality. Any degradation of the image
quality could be catastrophic and leave the afore mentioned questions unanswered.
Therefore the technical specifications of every aspect of the telescope, from the site
seeing to the mirror properties to the stability of the instrumentation, are tighter
than for any other ever built.
The item of particular interest for this thesis is the secondary mirror, the specifi
cations of which will be extremely challenging to meet. In order to reduce the size
and cost of the telescope support structure the primary mirror will be very fast at
f/1.8.This means th at the secondary mirror will necessarily be very highly aspheric.
There will eventually be two interchangeable secondary mirrors: namely f/6 and
f/16, to be used as follows [28]
• The f/6 secondary will be used for wide field optical/UV observations. It
should provide 45 arcmin field of view, with a primary spectral range of 0.31.0/xm, but usable up to 2.2/xm. It should also provide image quality of 0.25
arcsec.
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• The f/16 secondary will provide high angular resolution operation, allowing
3.5 arcmin of view and a primary spectral range of 0.4-30/im extendable to
0.35-1000/zm. Near diffraction limited imaging of <0.1 arcsec at >2.2/xm will
be achieved using active optics and tilt-tip correction.
At first light, the f/16 is the only secondary mirror that will be provided, with the
f/6 following afterwards.
There is as yet no formal specification for the secondary mirror, but in order to reach
the image quality figures detailed above, it is likely th at it will require its surface
figure to be accurate to within at least g of the wavelength of the light from HeNe
laser. [7] In particular the f/6 will be 2.5m in diameter and over 1000 waves aspheric,
(ie. It will be a hyperbolic, convex mirror, with the outside edge of the mirror
departing from the closest sphere by over 1000 waves.) Since conventional techniques
naturally produce spherical mirrors, we have the classic, extremely difficult problem
of controlling a large parameter (asphericy > lOOOA) within very fine tolerances

Producing large, highly aspheric mirrors with such a surface finish is believed to
be impossible using conventional craft techniques. The Active Lap is the Optical
Science Laboratory’s attem pt to solve this problem.

1.2

Technological Background

Polishing a mirror is arguably the most critical stage in its fabrication. The aim is to
correctly figure the surface (ie. create the correct surface profile) whilst removing de
fects, to produce a perfectly smooth surface. The figure defines the image quality the
mirror is able to produce, and as detailed above, will probably need to be accurate to
within

However, a further complication is th at even within this tolerance, the

mirror could still be unacceptable if the surface has high spatial frequency ripples,
as these will result in the stray light performance being unacceptable.
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1.2.1

C onventional P olishing

The conventional polishing techniques described in this section are craft techniques,
where a successful outcome is governed by the accumulated skill and intuition of the
optician doing the polishing. These techniques have remained essentially unchanged
in principle since the first telescopes were made in the 17th century.

Applying

modern computer-controlled technology can only improve their success rate and
efficiency.
Conventional polishing uses a rigid tool (the lap) made of either wood, metal or glass
onto the bottom surface of which are stuck pitch facets. [14] [33] Prior to polishing
the lap is allowed to rest on the mirror, so th at the pitch can fiow and make intim ate
contact with the glass. This process is known as “pressing the lap” . Once the lap
is pressed an abrasive slurry (e.g. cerium oxide and water) is poured between the
mirror and the lap, and polishing can begin.
The mirror is rotated on a turn-table, and the lap is moved in a zig-zag motion
across it. This is done either by hand or by two mechanical arms, depending on the
size of the lap. The typical stroke of the lap is about | of the diameter of the work
piece. A smoother and smoother surface can be achieved by using finer and finer
grains of carborundum for glass on glass, then cerium oxide on pitch, for progressive
polishing runs. The figure can to some extent be controlled by altering either the
length and geometry of the stroke or the distribution of pitch facets on the lap.
After a polishing run, the mirror is tested, using various methods such as the knife
edge test or optical interferometry, which will show whether there are any figuring
errors or zonal defects in the mirror surface. These are then corrected during sub
sequent polishing runs using either the full size lap, or local figuring using smaller
laps. The full size lap has a superior ability to remove material and smooth the
surface, but due to its rigidity is unable to ablate localized zonal spots. These can
be removed using the small laps, but tend to produce high frequency spatial ripples
in the mirror surface.
Aspherising a mirror is normally carried out after a best-fit sphere is produced, by
changing the stroke and pitch distribution used during polishing. It is also possible
to make small aspherics by using a lap embodying a compliant (e.g. rubber) layer.
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to adapt to the aspheric profile of the mirror. Both these approaches are successful,
if slow processes for small and medium size optics with asphericies up to a few tens
of waves, but cannot cope with the large optics and asphericy > lOOOA, which are
probably required for the G emini secondary mirrors.

Consider the position once the lap has pressed on a near perfect convex hyperbolic
secondary mirror. The profile of the pitch will now have exactly the same hyperbolic
shape as the mirror. For large optics, as soon as the lap is displaced, its rigidity
is such th at it will cause a mismatch between the two hyperbolas and polishing
will occur preferentially at the high pressure areas indicated in figure 4.3. Thus the
edge and centre of the mirror will automatically be ablated, and the surface will
revert to a spherical profile. The only alternative to this is to attem pt aspherising
using small laps. However at the edge of the mirror, the radius of curvature is
changing so rapidly th at there would still be areas of non contact within the areas
of local figuring, in addition to which there are the problems of producing high
spatial frequency ripples.

1.2.2

O ther M odern M eth od s o f P olishin g

The classical methods detailed above are the techniques for producing aspheric mir
rors th a t the Active Lap attem pts to supercede. There are however other research
groups around the world have come up with their own ideas for improving on the
conventional polishing techniques. These are briefiy outlines in the following sec
tions and attention is drawn to the problems inherent in each approach. A detailed
survey can be found in [16].

1.2.2.1

Polishing w ith a Stressed Lap

The Steward Observatory at the University of Arizona is developing polishing with
a stressed lap.

A | sub-diameter lap is populated with 12 moment generating

actuators. During polishing, these apply a bending moment to the lap, continuously
distorting its shape in order to attem pt to make it fit the local shape of the work
piece. The shape of the lap is described by only the first three Zernike polynomial
terms, and the mirror profile is controlled by manually selecting the path of the lap

16

over the work piece. (See section 5.2 for a brief description of Zernike polynomials.)
Calibration of the stressed lap is done off-line in a static condition. It is not clear
whether applying the results to the dynamic situation during polishing is indeed
theoretically valid [16], although it appears to work well in practice.
Using only the lowest three Zernike polynomials, combined with a somewhat dubious
offline calibration procedure, the stressed lap is not able to conform to to work piece
to within optical precision, with a best reported performance of about 3/xm RMS.
In addition to this they have reported significant hysteresis effects. This misfit will
cause different ablation conditions on the mirror surface during polishing.
Two further problems with the stressed lap are firstly th at using a sub-diameter lap
will introduce high spatial frequency ripples on the mirror surface; and secondly, it
hasn’t eliminated the need for the optician to know his craft, and choose the correct
pitch distribution, path of the lap (i.e. stoke), etc.

1.2.2.2

Computer Controlled Optical Surfacing Processes (CCOS)

Two institutions, namely Litton Itek Optical Systems and the Contraves Goerz
Corporation, are independently developing CCOS polishing. A lap, typically jk
to I the size of the work piece, is driven in a orbital motion whilst scanning the
work piece. The lap surface conforms to the mirror surface using a multi axis CNC
machine for the lap movement, and ablation is controlled by dwelling for different
lengths of time at different parts of the mirror.
A major problem with this technique is that the physical processes th at control
polishing are not well understood, and there are no firm theoretical or empirical
foundations for using dwelling time as the primary parameter for controlling the
ablation. Also, this technique removes glass at a very slow rate, which means th at
in practice it requires precision grinding prior to polishing if the process is to be
completed within a reasonable time span. Once again, the use of a sub-diameter
tool will introduce high spacial frequency ripples.
As indicated in [16] it is interesting to not that Itek has not been using this tech
nique to produce the Keck telescope segments, but instead used the stressed mirror
technique mentioned below. They did however use it to correct the segments after
17

cutting when they had warped, but as mentioned above it did introduce high spatial
frequency ripples.

1.2.2.3

Stressed Mirror Polishing

The University of California at Berkeley has developed a stressed mirror technique
to produce the Keck telescope segments, which was also used by Litton Itek and the
Tinsley Laboratory to figure them.
A 1.8m hexagonal segment is produced by stressing a circular work piece by a pre
calculated amount. This is then polishing using conventional processes to a spherical
shape and cut into a hexagon. The idea is th a t the hexagonal, spherical mirror will
“spring back” into the correct aspheric shape once the stress given to the mirror is
removed.
The problem with this technique is th at it was found th at excess stress relief when
cutting caused the surface to warp, and the hexagonal mirror could not be refigured.
Intensive research culminated in the production of a warping harness which deforms
the surface to the figure required. This provided a one off solution applicable to the
Keck telescope, but the stressed mirror polishing technique itself has not yet been
demonstrated to be a successful process.

1.2.2.4

Linear M embrane Tool Processes

Linear membrane tool process are being developed at two separate institutions, Zeiss
and the University of Turku. These use Preston’s Law as the underlying principle
of their polishing processes. (See section 2.1) As opposed to the processes described
above, both these institutions realize th at it is the polishing pressure, not the tool
shape, th at is primary variation for ablation control.
The polishing tool consists of a thin membrane which has a set of force actuators on
its rear side. The membrane oscillates along a radius of the mirror, and is designed
to be fiexible enough to take up the shape of the mirror surface. The actuators
modulate the pressure in real time in order to control the ablation rate during
polishing.
There are several problems with this technique. Firstly, the validity of Preston’s
18

Law has yet to be proved, despite several attem pts by different institutions. This,
combined with the fact th at they do not incorporate a way of actually measuring
the pressure on the mirror means th at there is no way of really knowing what is
happening to the mirror. Finally, as with the stressed lap polishing, calibration
is performed off-line, in a static situation that has little direct relevance to the
operation during polishing.

1.2.2.5

Pressured Rod Polishing

The French firm REOSC uses a pressured rod polisher, of which there seems to be
a lack of detailed information, probably due to industrial secrecy. It is thought th at
they use a full size flexible lap with pressured rollers on its back. This is used to
polish the mirror in its cell, which is actively distorted on its support system to
control the ablation.
This process would have the advantages of avoiding high spatial frequency ripples,
and if the support system has arrays load cells/actuators could measure, and there
fore better control, the polishing pressure in real time. However, it seems likely
th at as with the stressed mirror polishing mentioned above, the mirror may suffer
warping when the excessive stress is released after polishing.

1.2.2.6

Ion-Ablation Process

Eastm an Kodak has produced a completely different approach to mirror figuring,
by bombarding the work piece with a high energy ion beam, which strips glass from
the mirror on the atomic scale.
The ion beam is much smaller than the workpiece, and is moved stepwise across
the mirror. It avoids problems caused by the overlapping of the beam on different
passes across the mirror by having a Gaussian footprint. The whole process works
extremely well, with the only drawbacks being its relatively slow speed and high
cost.
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1.2.2.7

Summary

The current emphasis of the developments mentioned above is into the production
of 8-lOm diameter concave primary mirrors, with the production of large, highly
aspheric, convex secondary mirrors being somewhat neglected world wide. This,
combined with the technical drawbacks all the above processes possess, is the inspi
ration for the Optical Science Laboratory to develop the Active Lap. Although, this
is being developed very much with the production of highly aspheric secondaries in
mind, the technology should be equally applicable to the production of virtually any
other figure.

1.3

A im o f th e A ctive Lap P roject

The aim of the Active Lap project as a whole is to develop a new computerised
method for the production of large aspheric astronomical optics, and in particular
to demonstrate the application of this method to making the G emini secondary
mirrors.
To this end, the project entails making a | scale model of the f/7 2.5m hyperbolic
G emini secondary mirrors. (The initial specification was for an f/7 mirror, which

has subsequently been changed to f/6. However the pre-polishing work had already
been undertaken on the f/7 scale model and since it was considered th at this would
still be a viable demonstration of the technique, work continued on this.)

1.4

Sum m ary o f th e T hesis

This thesis details the authors contribution to the Active Lap project. This is an
ongoing research project at the Optical Science Laboratory, and as such this thesis
does not encompass the entire R&D process.
• Chapter 1 gives the scientific and technological background, and outlines the
scope of the work described in this thesis.
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• Chapter 2 describes the design of the Active Lap, with overviews of the me
chanical and electrical systems.
• Chapter 3 describes the workings of the data acquisition and control software
which the author has written, including the user interface.
• Chapter 4 details the complete systems testing and calibration th at was un
dertaken by the author.
• Chapter 5 describes the author’s research into the software interpolation algo
rithm.
• Chapter 6 details the author’s investigations into the real-time update rou
tines, including experiments undertaken and the application of neural network
technology.
• Chapter 7 concludes the thesis an evaluation of the performance of the Ac
tive Lap. It also suggests a strategy for its future use, and details further
investigations th at are required for its continued development.
• Appendix A gives details of the derivations of the non-trivial mathematical
formulae th at are quoted in the thesis.
• Appendix B provides as background to chapter 6, an introduction to neural
network technology.
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C hapter 2
D esig n o f th e A ctiv e Lap
N .B The process of designing and building the A ctive Lap occurred before the author join ed
the project, and is therefore n ot w ithin the scope of this thesis. This ch apter describes the
design o f the A ctive Lap as essen tial background to the a u th o r’s contribution to the project.
E x ten sive details o f the design process can be fou n d in [16].

2.1

T he P rinciple o f A ctive P olishing

Active polishing means th at during polishing the lap is continuously adjusted to
control the ablation of the workpiece, in a predictable manner. Necessarily, this
requires the lap to be able to measure, and react to, the relevant polishing parameters
in real-time.
The physical nature of glass polishing is still poorly understood, but is thought to
be a combination of several processes including mechanical wear, plastic flow and
chemical attack. The best quantitative measure of the ablation is given by Preston’s
Law [4], which states th at if A is the instantaneous ablation rate, P is the polishing
pressure and V is the relative velocity, then
A = kP V ^

(2.1)

where k and a are constants.
This, however, is an approximation, which has empirically been found to give inac
curate results, with the values of the constants in particular being ill defined [16].
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Active polishing, therefore, only relies on the broad concept of Preston’s Law th at
the ablation depends on the polishing pressure, the relative velocity between the lap
and workpiece, and the integrated polishing time.
Active polishing aims to measure, in real-time, the pressure distribution across the
mirror and the relative velocity distribution between the lap and the mirror. It
will use this information to calculate the instantaneous ablation rate via an ablation
algorithm. A feedback loop then modulates the pressure distribution to provide a
means of controlling the instantaneous, and therefore the integrated, ablation.
At the end of a polishing run, the integrated ablation is compared to the actual
ablation found via optical testing.
the ablation algorithm.

The differences can then be used to update

The optical test will also provide an error map of the

current surface profile of the mirror. Knowing this error map, the lap is able to
maintain a required pressure distribution during subsequent polishing. This pressure
distribution will be so defined th at it will result in an integrated ablation th at will
remove these errors.
Active polishing will close the loop between the testing and the polishing of a work
piece. It aims to put the figuring of large optics onto firm scientific grounds, and
remove the need for the conventional craft techniques th at rely on the skill and
judgement of the optician.
This will mean th at the production of large highly asperic optics, which is thought to
be an intractable problem using conventional techniques, will now be possible. Also,
simpler optics will be able to be made more quickly, and will be correspondingly
cheaper.

2.2

T he A ctive Lap

The Active Lap is a full sized lap. Full sized laps have several advantages over sub
diameter laps.
• They have a well proven natural smoothing action, contrary to a sub-diameter
tool’s tendency to produce high spatial frequency ripples.
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• They have much faster ablation rates for a given pressure than sub-diameter
laps, simply because the area in contact with the glass is larger.
• Much lower pressure can be used, which greatly reduces the possibility of
producing print-through from the mirror support, or from a mirror’s honeycone
substrate.
During polishing, the aspheric profile of the mirror is mainly accommodated by the
natural flexibility of the lap, which uses small, but significant strokes.
The lap is populated with two dimensional arrays of custom designed load cells [16]
and linear stepper motor actuators. The load cells measure the force applied to
the mirror. This is converted into pressure and interpolated to form the pressure
distribution over the whole mirror. The actuators are able to increase, or decrease,
the force applied the mirror, and therefore are able to modulate the pressure distri
bution.
The design of the 85cm prototype Active Lap is shown in flgure 2.1.
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Figure 2.1: Exploded View of the Active Lap.
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At the heart of the lap are two metal discs. The reaction plate is stilf and inflexible,
and provides a reference against which the actuators can push. 32 actuators are
mounted on the reaction plate, and are able influence the flex plate via a spring
unit. The spring unit converts the linear motion of the actuator’s lead screw into
a force applied to the flex plate. The actuators are positioned in three concentric
circles, each containing 8, 8 and 16 actuators respectively. It is a key point to note
th at the actuators do not bend the flex plate, but modulate the pressure on the
workpiece.
Mounted on top of each actuator is a small microswitch. This is positioned so th at
when the actuator lead screw is moved as far as is allowable upwards, the switch is
just closed.
The actuators are only able to move a certain distance in either direction before they
stall. This distance, d, is known. To position a microswitch, its associated actuator
is set to its null position, where it is exerting no net force onto the flex plate. The
actuator lead screw is then moved upwards by the distance d, and the microswitch
positioned so th at it it just closed. [10] The actuator positions are then always
measured in relation to the microswitch, e.g. When the actuators are reset, they
are moved to the aforementioned null position by driving the lead screw upwards
until it reaches the microswitch, then downwards the number of pulses equivalent
to the distance d.
The reaction and flex plates are joined via a central washer, which acts as a spacer
to keep the plates separate, and eliminates lateral movements of the plates relative
to each other.
The flex plate is considerably thinner (6mm) than the reaction plate (15mm). It
smooths the force functions exerted by each of the actuators, to a continuous func
tion. Simultaneously, it has been carefully FE modelled to be able to filter out high
spatial frequencies th at may introduce ripples into the mirror surface. [16] The flex
plate is also the medium th at introduces cross-talk not only between the actuators
and the load cells, but between the actuators themselves. This gives rise to the
coupling coefficients th at quantify the degree of cross-talk, which are mentioned in
detail later in this thesis.
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61 load cell attachments are mounted in a hexagonal pattern directly onto the flex
plate. Of these, 22 are populated with strain gauges, with the remaining 39 left
unpopulated, being referred to as “dummy” load cells. Each load cell is covered by
a thin hexagonal plate. The hexagons are linked by silicon cement. This effectively
seals the load cells away from any possible contamination, whilst the silicon cement
being highly compliant, ensures th at one load cell will not piston the next, and
disturb it’s response.
Beneath the hexagons is a grid of small epoxy wedges th at match the hexagon’s
flat geometry to the curve of the carbon fibre reinforced epoxy shell. This shell is
cast using the generated mirror profile as a mould, and is used as the mount for the
pitch facets th at do the polishing. As is consistent with normal polishing practices,
the pattern of the pitch facets are off centred with respect to the lap, and therefore
the load cell and the actuator geometries. This is a standard practice th at helps to
avoid the formation of concentric rings on the mirror surface.
The edge of the carbon fibre shell is attached to a metal ring th at is screwed to the re
action plate. This serves two purposes. Firstly it means th at lateral forces generated
by friction are transm itted to the reaction plate, and are therefore not transm itted
to the load cells. This is im portant because the load cell’s design precludes their be
ing subject to lateral forces. [16] Secondly, the ring completely encases the whole of
the delicate part of the lap, which means it should be safer from accidental damage
or contamination.
The drive boss on the top of the lap is attached to two polishing arms, the other
end of which are attached to two off-centred cams. These rotate at slightly different
speeds, driving the lap in a pseudo random path. A load cell is positioned in each
of the polishing arms, which can be combined to measure the total force with which
the lap is driven. This means th at the total frictional force can be calculated. This is
used as another parameter in the ablation algorithm, and gives the user a measure of
the quantity, and the condition, of the polishing slurry th at is present. As polishing
progresses, the slurry becomes drier as water both evaporates and is driven out from
under the lap. As this happens, the total frictional force increases, and can become
a useful warning, as the lap can literally stick to the mirror if the slurry dries out
too much.
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Figure 2.2: Global Force Actuators.
Because the lap continually rotates when polishing, the the power for the on-lap
electronics comes in via slip rings in the central boss. There is also a bi-directional
infra-red communications link that provides a serial data connection between the
lap and the outside world.
The positions of the lap and the mirror are measured using four encoders. Two of
these, which are mounted on the support structure around the polishing machine,
have wires wrapped around their spindles, and then connected to the central boss.
When the lap moves it pulls the wires. This then turns the encoders, which are
able to measure how far the lap has moved. Two other rotary encoders measure the
rotations of the lap and the mirror. These are positioned on the lap’s central boss,
and under the polishing machine on the mirror’s turntable drive, respectively.
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As shown in figure 2.2 there is a ring on the upper side of the lap th at is constrained so
th at it does not rotate with the lap. To this are attached three global force actuators.
These provide further control over the pressure distribution on the mirror. They
can pull on the ring to vary the absolute overall polishing pressure, or to tilt the
pressure distribution, effectively rocking the lap.
The lap, the global force actuators, and the encoders, are all controlled by the host
66MHz 486 IBM-PC. As well as providing the user interface, graphical maps, and
data storage, this communicates via the infra-red link with an z960 micro computer
th at is mounted on the top of the lap. This controls the reading of the load cells
and the actuator movements.
Above the epoxy wedges, the whole lap is plane parallel. This means th at it is
readily adaptable to be able to work on other mirror profiles. A new carbon fibre
shell has to be cast to the correct shape, and the correct epoxy wedges milled, but
once these are in place the rest of the lap remains as it is.
One problem with this design of the Active Lap is th at the physical thicknesses of
the hexagons, and of the load cells, are all slightly different. This is an inevitable
consequence of their manufacture. However, this means th at if, for example, one
load cell/hexagon pair was slightly withdrawn compared to the adjacent ones, it will
not be in contact with the epoxy wedges. This loss of internal contact will result in
this load cell never recording a force, i.e. The lap will not be correctly reading the
forces exerted on the mirror.
To attem pt to solve this an epoxy hag was placed between the epoxy wedges and
the hexagons. This consisted of two sheets of plastic th at were sealed around their
edges, and filled with epoxy glue. The amount of glue was carefully measured so
th a t it would not spill out of the bag and damage the insides of the lap.
When the lap was reassembled, the idea was that the epoxy glue would fiow whilst
wet, and take up any small spaces between the wedges and the hexagons. This
would mean th at when it set, it would provide total internal contact. As described
in section 4.2.1.1, this proved to be unsuccessful, and was replaced when the lap’s
design was modified.
A photograph of the Active Lap sitting on the mirror can be seen in figure 2.3.
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2.3

M odifications to the Initial D esign

As detailed in section 4.2.1.1 it was found th a t the lap as described above was not
working satisfactorily. Forces on the pitch were not being propagated through to
the load cells properly. It seemed likely th a t the epoxy bag was not successful in
providing to ta l internal contact between the hexagons and the epoxy wedges. It was
also tho u g h t th a t the lap was not com pliant enough to conform to th e m ism atch
between th e lap and the m irror, when the lap was offset.
T he lap, therefore, needed to be modified to rectify these faults. T he to p half of the
lap from the hexagons upwards was retained in its entirety, but everything 1>elow
the hexagons was replaced.
T he new lap is shown in figure 2.4.
T here is a rubber sheet, approxim ately 5mm thick, directly below the hexagons. B ut
as opposed to the epoxy bag which simply rested inside the lap, this ru b b er sheet
is not only glued to the hexagons, it is also glued to the flat carbon fibre m em brane
which is directly beneath it. This means th a t internal contact is g u aranteed. In

Figure 2.3: P hotograph of the Active Lap.
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addition, the rubber sheet is very much more compliant than the epoxy bag.
The carbon fibre membrane is much thinner than before, which means it will bend
easier. Also, its flat geometry will be much more compliant than previously, since
its former hyperbolic shape would necessarily have introduced a certain amount of
rigidity into its structure.
Below the carbon fibre membrane are epoxy wedges, which take up the spacing
between the flat membrane and the hyperbolic mirror. Onto the epoxy wedges are
stuck pieces of tile, then the pitch facets. The tile is there simply because the pitch
would not adhere to the epoxy wedges.
Another major difference with the new lap, is the distribution of the epoxy wedges
and pitch facets. Before, these were not in vertical alignment with each other, or
with the load cells. This means th at the load cells would not be measuring the forces
applied to the mirror directly. Instead, the forces would be redistributed as they
were propagated upwards.
For the new lap the epoxy wedges/pitch facets were carefully arranged so th a t each
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one was vertically beneath a load cell. This means th at the load cells should have a
much more direct measurement of the forces th at are actually applied to the mirror.
However, this introduced a further complication. The load cells are arranged in
a hexagonal pattern, with one of them being exactly at the centre of the lap. If
the epoxy wedges/pitch facets were placed directly below each load cell, they would
obviously be positioned on a regular grid with a pitch facet at the centre of the
lap. However, this is a well known recipe for polishing concentric rings onto the
mirror surface. The solution to this was to have the area of the pitch facet half
th at of the load cells. The epoxy wedge/pitch facets could then be offset from the
centre of the lap by half a load cell (approx. 8cm), and still be completely within
a load cell’s footprint, thereby maintaining the direct one-to-one relationship. This
offsetting caused three of the pitch facets to be repositioned so they would be partly
overhanging the edge of the mirror when the lap was being pressed. This is clearly
impractical, so these were removed and three load cells deactivated, leaving a total
of 19 active load cells.
As demonstrated in section 4.2.1.1, this modified design for the Active Lap proved
to be much better than the original. Forces from the mirror are being correctly
propagated to the load cells, and the lap is compliant enough to detect the mismatch
between the off-centred lap and the mirror correctly.
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C h ap ter 3
D escrip tio n o f A ctiv e Lap D a ta
A q u isitio n and C ontrol Softw are
This chapter describes the software th at has been written to run on the IBM com
patible PC. The purposes of this software are threefold. [17]
• To acquire and store data from several sources, include data from the «960
processor th at controls the electronics on the lap.
• To relate this data to the user in a suitable manner, to allow its’ interpretation
in terms of the actual polishing of the mirror.
• To provide an ergonomic interface between the user and the lap, to facilitate
easy control of all the different software and hardware functions.
A schematic of the overall structure of the Active Lap data aquisition and control
software is shown in figures 3.1 and 3.2.
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Figure 3.1: Schematic Diagram of Active Lap Software (A).

33

From
Last
Page

To
Last
Page

Load Celi
Configuration
Activate/Deactivate
Load Celi(s)
Recaiculate Load
Ceil Coefficients
Save/Load Load
Ceil Configuration

Take a Bias Frame

Engineering Tests

Hexagon Calibration

Water-Bag
Calibration

Verify Coeffs
are Correct

Time Series

Verify Coeffs
Linearity

Test Real-Time
Updates

Verify that
Coeffs are Additive

Extract Neural
Network Data
Finite Element
Coefficient Tests

Ciean Up

Exit

Figure 3.2: Schematic Diagram of Active Lap Software (B).

34

3.1

N o tes on Program m ing Language U se and
O ptim izations

It was envisaged at the beginning of the project th at the speed requirements of the
software would stretch the PC to its limits. Therefore the programming language
chosen needed to produce the most efficient code possible with respect to the cpu
time used, whilst retaining its’ portability and being easily maintainable.
Several alternative languages were considered, including BASIC, FORTRAN, pascal,
C, C + + and assembly language.
The last of these was rejected because although it would produce the most efficient
code, its complete lack of portability and difficult maintenance made it unsuitable
for our purposes.
Of the others it was decided th at C was the appropriate choice. This was because
C is a relatively low level, general purpose language. It combines the advantages of
control structure and portability found in the other high level languages, with the
ability to deal with ‘machine level’ objects such as characters, addresses, pointers
and bitfields.

These can be manipulated by the arithmetical and logical opera

tors implemented by the cpu hardware, making C a relatively efficient language to
use. [11] [15] [24]
The other languages also have their strong points, e.g. FORTRAN’S better facili
ties (i.e. simpler syntax ) for manipulating multi-dimensional arrays and dynamic
declaration of array size [24], but the most im portant underlying consideration was
to produce the fastest executing code. C + + was rejected because its run time over
heads would use up valuable cpu time, for which its object orientated facilities were
judged be insufficient compensation.
In order to preserve these advantages of programming in C, the software was written
to conform to the Starlink C Programming Standard. [24] This consists of a number
of suggestions made with maintainability, portability and efficiency in mind.
Despite all the above considerations, it was found th at the software was nearly
always taking longer than required, (i.e. The control loop was running significantly
slower than lOHz.) Therefore, during periods of software development, there had to
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be a continual process of optimizing the code with respect to the cpu time used.
In an effort to maximize the efficiency of the code, three principles in particular were
implemented wherever possible.
• When appropriate, calculations were performed using pre-computed look-uptables (LUTs). It involves much less cpu time to access the values in a memory
location than to perform the calculations in real-time.
• When the above was not possible, calculations were performed using integer
arithmetic, since this executes considerably quicker than floating point calcu
lations. Loss of precision was minimized by scaling up all the terms in the
calculation.
• The interpolation algorithm was manipulated so as to be expressed in the form
of a simple series, e.g. If the interpolated pressure, P , at an arbitrary point
i is a function of n load cell readings, L, then this function was rewritten to
give
=

(3.1)
j=i

where Cij, the interpolation coefficients, usually had a considerably more com
plex algebraic form than the original function. These coefficients were then
only calculated once, during the software initialization, and stored in memory.
This meant th at during each control cycle the interpolation required for each
point involved only the simple calculation shown in equation 3.1.
It was still found, however, th at the most cpu intensive routines, namely interpo
lating the pressure between the load cells and writing the graphical display to the
computer screen, were not executing as quickly as required. This was because al
though C is efficient relative to other high level languages, compilers are not yet
sufficiently intelligent to produce the most efficient code possible. A significant de
crease in execution time of these routines was achieved by rewriting and manually
optimizing them in assembly language. This meant the loss of portability, but the
increased speed of execution was a more im portant consideration. Also, since as
sembly language is much more difficult to maintain than C, a considerable effort
was made to simplify and extensively comment the code.
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3.2

U ser Interface

3.2.1

D O S v s W indow s

The first consideration when designing the user interface was whether to run the soft
ware under DOS or under Windows. The latter would mean th at advantage could be
taken of the Graphical User Interface (GUI) available when using the Windows envi
ronment. This would mean th at the user could use a standard, well-written interface
without having to learn a new system. It would also have saved the programmer
time in constructing a new interface from scratch. Unfortunately Windows imposes
overheads on the system and will cause the software to run slower. [35] W hether this
would be significant or not is almost impossible to predetermine, so it was therefore
decided to run the software under DOS, although it may be appropriate to review
this decision at a later date.
Note th a t the other advanced features of Windows such as multi-tasking and trans
ferring or linking data between different applications were decided to be unim portant
for our purposes.

3.2.2

K ey based sy stem vs G U I

It was a major requirement th at the control software provided a well designed,
ergonomic interface for the user. Two possibilities were considered.
• A key based system, where different functions are executed by pressing dif
ferent keys on the computer keyboard,

(e.g. Pressing < F 1> displays the

graphical pressure map, whilst < F 7> accesses the Actuator Control menu.)
• A GUI where different functions are executed by selecting the appropriate item
from a graphical menu.
Of these, it was decided th at implementing either could meet our requirements, so
the former was put into effect simply because it was considered th a t this would
take less programming effort. This operates by using the function keys (<F1-10>)
to select the Main Menu options, the numeric keys to select different parameters
within the Main Menu, and the alphabet keys to enter user commands.
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This proved initially to be very successful, while the number of functions available
to the user was fairly small, but has became somewhat unwieldy as the number
of functions has grown. Therefore it would be appropriate in the future to put
the latter into effect, whereby the user can select options from different menus as
required.
This selection should be carried out either by clicking the mouse on the desired
option, or by pressing the key corresponding to a highlighted letter in the menu
option, (e.g. The Pressure map menu option would have a highlighted letter P,
so could be selected either by clicking the mouse on the option, or by pressing the
< P > key on the keyboard.)
It it thought th at this GUI design will be much more successful. It should combine
much easier access to all the different functions available with the simplicity of using
the mouse as an input device, whilst retaining the earlier option of making selections
via keypresses.

3.3

M ode Selection

In order to allow the user either to record data about the current polishing run, or
to review data from a previous polishing run, the software is designed to run with
two separate modes of operation, namely real-time data acquisition mode and demo
mode. The mode required was selected by applying the appropriate command line
option when running the software.
• In real-time data acquisition mode the software reads in all data from the
hardware, and then saves it to the hard disk for subsequent analysis. The
graphical displays and calculations are therefore being done on data from the
current polishing run.
• In demo mode the software reads in data stored on the hard disk during a
previous polishing run. Hence the software will be showing a demonstration
of work carried out previously.
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3.4

G raphical D isplays

3.4.1

G eneral P rop erties

A suitable method for relating data to the user had to be devised, of which the
simplest method was to display a table of numbers. This was useful to have on
occasion, particularly when the lap was undergoing engineering tests, but for more
general use was very difficult to interpret in terms of what was actually happening
to the mirror.
It was therefore decided to have graphical representations of the data. This approach
had proved to be extremely successful in previous OSL projects, particularly for the
control system for the UCL Échelle Spectrograph (UCLES) which was designed and
built by the OSL for the Anglo-Australian Observatory. [22]
There were two distinct types of data which were displayed in different ways.
• Values of a parameter th at is distributed over the whole mirror (e.g. pressure,
velocity) are represented by a graphics map showing the mirror as a circle
on the screen which is filled with pixels of different colours.

Each colour

represents a different range of numerical values of the parameter at th a t point
on the mirror, (e.g. red might represent a large value of the data, green an
intermediate value and blue a low value.)
The relationship between the colour levels and the data values are given by
the colour look-up-tables (LUTs), described in section 3.4.1.2.
• Values of a single parameter (e.g. a load cell reading the force exerted by a
global force actuator) are displayed as ‘thermometer bars’, where as the numer
ical value of the parameter increases, the level of the thermometer increases,
and vice versa.
Several different displays were available for the user, the general properties common
to all of which are detailed below.
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3.4.1.1

Screen Layout

In order to provide easy access to many different pieces of information at once,
the layout of the computer screen was carefully designed so as to avoid becoming
cluttered and confusing. Photographic examples of the computer screen can be seen
in chapter 4.
There were six separate components to each screen, namely
• Title - This showed which display was active and the appropriate units for
the colour LUT.
• Map - This was the graphical display of the parameter currently selected, (e.g.
pressure map, velocity map, etc.)
• Colour LUT - This displayed the range of numerical values corresponding to
each colour level on the display map. The units were displayed in the title.
• Global Force Actuators - This showed the force read by the load cells on the
global force actuators. The values read, along with their sum (i.e. the total
force the lap is lifted by) were displayed as ‘thermometer bars’.
• Total Frictional Force - This was very similar to the global force actuator
display, but showed the force read by the load cells in the polishing arms, also
displayed as ‘thermometer bars’.
• Information - This either showed the mean time per frame (see section 3.9.3),
or, when the user entered a command, this echoed the keyboard and gave error
messages when applicable.

3.4.1.2

Colour LUTs

W ith the PC VGA display th at was being used for this project, a maximum of 256
different colours levels are available to be displayed on the screen at any one time.
Of these, four have to be permanently assigned to single colours, while the others
ware free to be assigned with different colours when the LUT is altered.
These four levels are assigned to the following colours
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• Black - Screen background colour.
• W hite - Colour for title and information.
• Red - Used for ’thermometer’ displays and error messages.
• Yellow - Used for ’thermometer’ display.
This leaves 252 available levels, which are divided equally between each of the four
basic types of displays (i.e. pressure, velocity, instantaneous and integrated ablation
rates), giving 63 colour levels for each display.
It would have been possible to allow each display to use all 252 levels, but this would
have been more complex to accomplish, thereby increasing the cpu time used. In
addition, it was found empirically th at there was very little difference discernable
to the user between 252 and 63 colour levels.
The 63 levels are initially set to cover 63 ranges from the minimum to the maximum
possible value of the parameter. It is, however, desirable for the user to be able
to adjust these ranges so as to be able to increase (or decrease) the contrast at a
particular place. It was therefore possible to change the lower and upper numerical
values of the LUT to accomplish this.
Three different LUTs are available for use. This was so th at the main user, who
has colour-impaired vision, can choose which one best suits his needs in different
situations.
The three LUTs available are
• RGB LUT - This is a three coloured LUT, where high values are shown in red,
with decreasing values graduating through green until low values are displayed
in blue.
• Rainbow LUT - This is a multicoloured LUT with seven different gradations
of colour covering the complete range of values.
• Grey-Scale LUT - This is a single colour LUT, where high values are displayed
in brilliant white and decreasing values going through shades of grey until the
lowest value is displayed in black.
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3.4.1.3

P ixel size

The size of the pixels used for all the graphical displays are determined by the size
of the pixels required for the continuous pressure map. This is because one of the
goals of the software is to successfully predict the integrated ablation rate at each
pixel. This is a function of the pressure and the relative velocity between the lap
and the mirror at each pixel.
The velocity map is calculated from the relative positions of the lap and mirror,
hence it can be calculated on an extremely fine pixel grid, limited only by the
precision of the computer.
Therefore, since the spatial sampling frequency of the pressure distribution is orders
of magnitudes larger than this (the distance between the centres of the load cells
is 17.3 cm), it is this parameter th at will determine the size of pixels used for all
other displays. It would have been possible to have different pixel sizes for different
displays, but this would have introduced an unnecessary increase to the amount of
cpu time used.
Two factors affect the sizq of the pixels used for the pressure map. These are
• The physical spacing of the active load cells.
• The ease the user has interpreting the display.
Empirically, it was found th at the pressure distribution was difficult for the user
to interpret when the pixel size was large. Equally, if the pixel size is considerably
smaller than the spacing between the load cells, then the interpolated pressure will
not be physical meaningful.
A compromise was found by displaying the graphical maps as 30x35 pixels on the
computer screen, which corresponds to a physical pixel size of 2.37x 2.76cm on the
mirror. The size of the pixels was different in the X and Y directions because in
256 colour mode the VGA screen pixels are rectangular, with an aspect ratio of 6:7.
Therefore, in order to achieve a circular display on the screen, we require what is
effectively an elliptical distribution of pixels.
It would have been possible to perform calculations on a circular, rather than an
elliptical grid of pixels, but this would then have to be compensated for every time
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the pressure map was displayed, which would use up valuable cpu time.
Although the physical size of the pixels is much smaller than the spacing between
the load cells it is thought to still have some physical meaning. This is due to
the fact th at the Active Lap was designed so th at the flex plate filters out high
spacial frequencies, resulting in the fact that the pressure between the load cells
will vary fairly uniformly. Empirically, it was discovered th at a sampling rate less
frequent than 30 x 35 pixels made it very difficult for the user to interpret w hat was
happening.

3.4.2

D eta ils o f each G raphical D isplay

The following section describes the salient details for each of the graphical displays
available to the user.

3.4.2.1

Continuous Pressure Map

This display shows the continuous pressure distribution at each point where the lap
is on the mirror, in mirror coordinates.
The force exerted on the flex plate at each pixel is interpolated from the load cell
readings as detailed in chapter 5. The pressure to be displayed at each pixel is then
found by dividing the interpolated force by the area of a pixel, and displayed using
the coordinate transformations detailed in appendix A.

3.4.2.2

R elative Velocity Map

This shows the relative velocity between the lap and the mirror, in mirror coordi
nates.
For each pixel in the screen display of the mirror, this is found by performing the
following calculation.
At time ti, the section of the lap immediately above point P on the mirror is at
coordinates (L^, Lj) in the rest frame of the mirror. The last time data was acquired,
at time ^o> this section of the lap was known to be at coordinates
rest frame of the mirror.
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in the

The distance this section has moved since the last frame is then found by comparing
its present position with its position last frame, and assuming it has travelled in a
straight line. (This assumption is likely to be valid since when acquiring data at
lOHz, the average distance moved by any section of the lap is of the order of only
1cm.)
If the time interval between the frames is At, where A t = ti —to, then the relative
velocity between the lap and the mirror at point P on the mirror, at time ti is given
by

Hence, the relative velocity displayed at any point on the mirror, is actually the
average velocity of the section of the lap immediately above th at point, during the
last time interval.
However, since the values of (L^—L^) and (L j—Lj) will be small, it is very likely th at
the errors in L j, Lj, etc. will be dominant, giving enormous errors in the velocity
values calculated.

Therefore, after calculating

as above, it is then modified

to include the overall trend of the previous few calculations. This is achieved by
performing a least squares fit to a straight line, and using this line to give the velocity
at t \ ’

3.4.2.3

A blation Rates

For each pixel in the screen display of the mirror, the instantaneous and integrated
ablation rates are calculated from the pressure and velocity, and displayed. The
exact form of the algorithm to be used is discussed in [16], and will be the focus of
research to be carried out in the very near future.

3.4.2.4

Com posite Display

This is a composite display showing all four of the above maps on one screen. This
does not display the global force actuator or the total frictional force readings, as
there is not enough room to have these on the screen and have four graphical displays
of a useable size.
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3.4.2.5

Spot Pressure Map

Another pressure map is available which shows the pressure read by the load cells
as ‘spots’ of pressure directly below each load cell. No interpolation is performed,
with zero pressure being displayed between the spots.

3.5

A ctu ator C ontrol

The user needs to be able to control the actuators in one of two ways. Firstly he
needs to be able to manually move an actuator or actuators, and secondly he needs
to be able to reset the actuator lead screws when required.

3.5.1

M anually M oving th e A ctuators

Two methods of providing the user with direct control of the actuators on the lap
have been implemented. Firstly by having a separate menu option from where the
user could select the appropriate actions to be taken, and secondly by entering a
command whilst viewing one of the graphical displays. The latter was added so
th a t the user could easily see the effect on e.g. the pressure map, of moving a set of
actuators. When this was initially implemented as a menu system, the user could
not see any changes to the pressure map as the actuators were being moved.
To allow the user to crudely, but simply, control the pressure distribution across the
mirror it is possible to move the actuators in three different configurations. In each
case the user specifies which configuration is required and the number of pulses to
send to each selected actuator.
The three different configurations are
• Single actuator - Move one individual actuator.
• Opposite pair - Move a pair of radially opposite actuators.
• Ring - Move a ring of actuators. This is possible because the actuators are
positioned in three concentric rings.
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3.5.2

A ctu a to r R esettin g

This option allows the user to either reset all the actuator lead screws, or a single
specified actuator lead screw, to its zeroed position. After the resetting, it displays
the number of pulses the actuator(s) had actually moved from their zero position,
along with the net number of pulses they had been sent. This gave the user infor
mation about how many pulses (if any) the actuator had lost.

3.6

G lobal Force A ctuator C ontrol

Once again, in order to allow the user to have a clear view of its effect on the mirror
whilst polishing, control of the global force actuators is achieved via a user command
entered when viewing a graphical display, exactly the same as the actuator control
above. The global force actuators can be set to two different modes of operation.

3.6.1

S tatic m ode

To effectively reduce the weight of the lap, and hence allow the polishing of the
mirror to proceed at a slower rate, the global force actuators are set in static mode,
where each global force actuator keeps lifting the lap with a constant force. This
force is set, and can be modified, by the user.

3.6.2

D yn am ic m ode

The dynamic mode is an attem pt to try to counteract the natural turning down of
the edge of the mirror when part of the lap is overhanging the mirror.
Again, by entering a command whilst viewing one of the graphical displays, the
user sets the total force to be lifted by the global force actuators when the lap in
central on the mirror. When the lap is displaced from this position, the global force
actuators automatically lift up the overhanging edge of the lap by an amount F ,
where F = qW

q.

W q is the weight of the lap which is overhanging the mirror, and

a is a param eter than can be altered by the user to either accentuate or reduce this
effect. By default a = 1.
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If the surface area of the lap overhanging the mirror is A q , the total surface area of
the mirror is A t and the total weight of the lap is W t , then F is given by
F = a

A(
\t

If the centre of the lap is displaced from the centre of the mirror by a distance D,
and the radius of the lap is r, then A q can be found from the following equation,
(See Appendix A for its derivation.)
Ao =

3.7

|7T - 2 arccos

j + D |r ^ - ^

j

(3.4)

Load C ell Configuration

A separate menu option to change the load cell configuration was available to the
user. It was considered whether this should done via a command entered whilst
viewing a graphical display but this was rejected since altering the load cell config
uration would render the previous data useless.
Four options were available to the user in the load cell configuration menu.
• An individual load cell could be activated or deactivated. An active load cell
would be used in the pressure map interpolation and for calculating the real
time actuator updates, whilst a deactivated load cell would simply have its
data discarded. This option was specified to allow the user to experiment
with different configurations, or to discard data from a faulty load cell.
• Once the configuration of load cells had been altered as above, the interpolation
coefficients require recalculation. The second menu option accomplishes this.
• The third option is to either save the current configuration and interpola
tion coefficients to a file, or to read in a previously saved configuration and
coefficients.
• Take a bias frame. A bias frame averages a specified number of frames and uses
the information to calculate the oflfsets required for the load cell calibration.
(See chapter 5.) Before polishing it is therefore important firstly to take a bias
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frame, and secondly to do it under the correct conditions. Namely, ensure all
the actuator lead screws have been reset, the lap is positioned centrally on the
mirror and the lap has been in place long enough to be pressed.

3.8

E ngineering Tests

This menu selection gives the user access to a number of routines th at are used for
testing and calibration of the lap. These are
Hexagon Calibration. This allows the user to calibrate the load cells by placing
weights directly onto the hexagons. (See chapter 5.)
• “Water-bag Calibration. This allows the user to calibrate the load cells using
the “water-bag” . (See chapter 5.)
• Time Series option. This takes and stores a specified number of frames, with a
specified time interval between each frame. This was useful for recording the
pressing of the lap.
• Test the real-time updates. This slowly performs the real-time updates, whilst
giving the user information about the internal workings of the algorithms being
used.
• Extract neural network training data. This extracts from a saved data file the
pertinent information required to train the neural network models used for the
real-tim e updates, converting and formatting the data as appropriate.
• Finite element coeff tests. This option allows the user to control the experi
ments performed to verify th at the finite element analysis coefficients can be
used for the real-tim e updates. (See chapter 6.)

3.9

D a ta M anipulation

W ithin the Active Lap software, data is acquired and is manipulated from a number
of different sources. The different ways this is implemented is described below.
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3.9.1

D a ta Transfer b etw een Lap and P C

D ata transfer between the lap and the PC occurred via an RS232 serial link running
at 38400 baud. The transfer is accomplished simply by loading the appropriate array
with the desired variables, and calling one of several functions to perform different
tasks.
e.g. Receiving the 88 bridge readings on the PC from the load cells on the lap is
performed by calling the function READ_LC(). The data is then available in an array
called d a rra y []. This consists of some discardable junk data which was sometimes
present in the communications data buffer, followed by a

which signifies th a t the

next 88 characters are the data values. [13]

3.9.2

U sin g th e A nalogue to D igital C onversion Cards

In order to acquire values of analogue voltages from the encoders, the global force
actuator load cells, and the polishing arm load cells, the control software was re
quired to read data from an Amplicon Liveline PC27 data acquisition card, which is
connected to the PCs ISA expansion bus. This provides 16 channels of 12 bit high
speed analogue to digital conversion.
The voltages were read from the ADC card using standard programming techniques,
and were then converted into physical units using the appropriate calibration data,
as detailed in chapter 5.
In order to control the force setting of the global force actuators, the appropriate
voltage is required to be sent via an Amplicon Liveline PC24 card. This is a four
channel, 12 bit digital to analogue voltage output converter card, which again is
connected to the PCs ISA expansion bus.
The forces required were converted into voltages using the appropriate calibration
data as detailed in chapter 5, and were then sent to the DAC card once again using
standard programming techniques.
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3.9.3

T im ing o f fram es

It was im portant to have an accurate measure of the time between successive frames,
since this is used when calculating both the relative velocity between the lap and the
mirror, and the instantaneous ablation rate. Since the Amplicon Liveline PC27 ana
logue to digital conversion card also incorporates three 16 bit, 4MHz counter/timers,
it was a straightforward m atter to use these to measure the time between frames.
At 4MHz it takes 0.016 seconds to count 2^® pulses, which is the maximum number
possible on one 16 bit counter. If two counters are cascaded, then it would take
about 18 minutes to count the 2^^ pulses. This is likely to be far longer than it it
will ever be necessary to time, but it was considered to be advisable to additionally
cascade the third counter. It would take an enormous 2^ years to count the 2"^®
pulses at 4MHz!
During each frame, the counters have to be stopped, read, initialized and restarted.
This must take a finite amount of time, which will result in a systematic error in
the readings. In order to allow for this error, a large number of frames (namely
10,000) were timed both by the counters and with an accurate stopwatch. This
was repeated several times, and it was found th at the counter always read between
16.72 ms and 16.98 ms less per frame than timed on the stopwatch. Therefore, since
the calculations th at use the time between successive frames are performed using
integer arithmetic (see section 3.1) the required resolution for the timing is ±1 ms.
Hence, when reading the time between successive frames an offset of 17 ms is always
added.

3.9.4

Saving o f d ata for Later A nalysis

It was necessary for all data acquired during a polishing run to be saved for later
analyses, (e.g. to be used to predict the polishing parameter for a subsequent polish
ing run, or to determine the ablation rate algorithm, etc.) Hence, every frame, the
load cell readings, global force actuator readings, polishing arm load cell readings,
tem perature probe readings etc. were all written to a data file.
It is also possible to add comments to the data file, either by the software during a
polishing run, or manually after a polishing run.
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During a single polishing run these data files could become very large (up to 20MB).
In order to reduce this size, and also to minimize the amount of time taken to write
the d ata each frame, the data was written in the most compact form possible. This
obviously involved reducing the number of white spaces as much as possible, but
also, since most of the data values are 8 bit numbers, they can be saved as a single
character, rather than 3 digits + one white space to separate them.
When running in demo mode, all data is read from these saved data files rather than
from the hardware.
If the first character of the input line shows this line to be a comment, then the rest
of the line is discarded, otherwise the characters on that line are inputted to the
software as data values. If the end-of-file marker is encountered, then the software
triggers a warning bell, and starts reading data from the beginning of the file.

51

C h ap ter 4
C alibration and T esting o f th e
A ctiv e Lap
4.1

C alibration o f th e A ctive Lap

Various subsections of the Active Lap required calibration. These were the units that
outputted a voltage proportional to the parameter they were measuring. Calibration
provided a direct relationship between the voltage and the physical units of the
measured parameter.

4.1.1

Load Cells

In order to calibrate the load cells, two methods were used. Firstly by placing various
weights directly onto the hexagonal plates that cover the load cells and secondly by
utilizing a “water-bag” when the lap is assembled.

4.1.1.1

Calibration D irectly on the Hexagons

This was carried out by placing different known weights directly onto the hexagonal
plates th a t cover the load cells, when the lap was upside-down before final assembly.
For each load cell, the weights were successively increased from the minimum weight
to the maximum, then decreased back to the minimum. This was done in order to
account for any hysteresis effects. The weights used were in the range 0-4kg, which
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corresponds to the range over which the load cells are required to operate during
polishing. [16] This was then repeated twice more, and a graph of output from load
cells in ADU against weight in grammes was plotted for each load cell. A weighted
least squares fit to a straight line then gave the results shown in table 4.1

Load Cell

Gradient

Offset

Load Cell

Gradient

Offset

1

0.026773

51.71623

12

0.025938

68.29318

2

0.028506

60.29636

13

0.026460

49.82160

3

0.024833

48.27906

14

0.027517

64.86839

4

0.029337

60.27720

15

0.027486

55.11242

5

0.026530

68.88402

16

0.026887

61.85991

6

0.029561

67.89999

17

0.025906

53.59303

7

0.025930

55.63203

18

0.027941

63.46406

8

0.025755

55.53122

19

0.030240

53.87537

9

0.028950

47.54465

20

0.025328

67.93731

10

0.026926

77.72169

21

0.026858

75.54615

11

0.029165

63.61860

22

0.026631

64.25896

Table 4.1: Load Cell Calibration Data.

It was found, however, th at the offsets varied over time, although the gradients
remained constant. This was probably due to the gradual warming of the lap. Heat
is produced not only from the electronics but a great deal is generated from the
friction between the lap and the mirror.
To counter this, a bias frame was taken before a polishing run, when the lap had
pressed and the electronics had been allowed to warm up, and again after the pol
ishing run. Since the lap has been pressed, equal forces must be being applied to the
mirror by each pitch facet. It can therefore be assumed th at all the load cells should
be measuring an equal force. The offsets were then adjusted by the bias levels so
th a t each load cell was measuring the same fraction of the total weight of the lap.
The weight lifted by the global force actuators also had to be taken into account.
If W l is the total weight of the lap, the global actuators are lifting with a combined
force of F gfa and there are 61 dummy and populated load cells, then the bias levels
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are adjusted so th at each load cell is reading
— F qfa
61

4.1.1.2

Calibration w ith a W ater-Bag

In order to try to calibrate the lap in its natural state, ie. when all the load cells
are experiencing the same force, a “water-bag” was constructed. This consisted of
two circular polythene sheets, slightly larger than the lap, separated and sealed by
a thin annular piece of wood, and filled with water. The idea was th at when the lap
was allowed to rest on the water-bag which in turn was on the mirror, because the
water-bag would ensure hydrostatic equilibrium, all the load cells would read the
same force. By lifting up with the global force actuators by different amounts, the
load cells could be calibrated.
Since calibration by placing weights directly onto the hexagonal plates shows th at
the load cell responses are very linear, it was expected th at the same would be seen
here. However, there were some anomalous results obtained with the water-bag
technique.
• Some of the load cells had highly non-linear responses, and exhibited significant
hysteresis.
• Some of the responses, particularly from load cells at the edge of the lap, were
much less sensitive, or were completely unresponsive, when compared with the
previous calibration. There were also large variations in response from unit to
unit.
• In particular, an error analysis showed th at load cells 1 and 2, being at one
edge of the lap, had very low responses with large errors. The errors decreased
towards load cells 21 and 22, which are at the opposite end of the lap.
These anomalies result from two problems with the water-bag technique.
• Due to errors in the global force actuator servo mechanisms, there are always
small differences when they are all set to the same force. This results in the
lap tilting. This effect is small, and is usually negligible. However, when using
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the water-bag it means th at one side of the lap (in this case where load cells
21 and 22 are situated) is tilted down and has a more consistent support,
whilst the other side of the lap (numbers 1 and 2) is tilted upwards and has
an irregular support, which introduces large errors.
• The polythene sheets have there own spring nature, which is evident at the
edge of the water-bag. This means th at the load cells at the edge of the lap
have a mechanical support which is not present for the load cells at the centre.
This obviously means th at the water-bag calibrations can never be reliable
since it is taken with different conditions for different load cells.

4.1.1.3

Summary

Of the two calibration techniques tried, the water-bag calibration is suspect, so nec
essarily the calibration must be carried out by placing weights directly onto the
hexagons. Using the latter technique is not entirely satisfactory since it means th at
the load cells are calibrated in a artificial situation that is not readily applicable to
actual polishing, (ie. The lap is upside down, and the epoxy wedges/carbon-hbre
shell/pitch facets are missing.) However, it is not absolutely necessary for the cali
bration to be completely accurate. This is because any errors in the calibration will
be propagated through to the integrated ablation map. The accuracy of this will be
measured by comparing it to the optical tests of the mirror, and any discrepancies
will cause modifications to the ablation rate algorithm. Hence, errors in the calibra
tion will result in terms in the ablation rate algorithm not being strictly physically
correct, but this is not vital since the algorithm will be correct for this Active Lap.

4.1.2

G lobal Force A ctuators

To calibrate the global force actuators, the load cells they contained were removed
from the apparatus. They were then hung vertically with known weights suspended
from them. The voltage generated by the load cells were then measured when dif
ferent weights were attached. The weights were added by starting with the smallest
one, and going upwards. When the largest weight had been attached, the weights
were then decremented down to the smallest one again, to investigate whether any
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Figure 4.1: Global Force Actuator Calibration Curves.
hysteresis was present. The process was then repeated three times.
Figure 4.1 shows the calibration curves obtained from these experiments. A weighted
least squares fit to a straight line then gave the results shown in table 4.2.
These results are therefore used to find the forces in kg which correspond to the
voltages measured for each global force actuator load cell. These forces are then
converted into Newtons in the usual way.

Global Force

Gradient

Offset

Actuator
X

3.408(±0.004)

X

10-2

-3.75(±0.01)

10-1

Y

3.446(±0.005)

X

lO'S

1.11(±0.02)

X

10-1

Z

3.527(±0.004)

X

IQ-^

2.94(4:0.01)

X

10-1

X

Table 4.2: Global Force Actuator Calibration Data.
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4 .1 .3

E ncoders

4.1.3.1

Position Encoders

The calibration of the two position encoders is required in order to convert from a
change in the ADU measured to a physical distance travelled.
To do this, each encoder was moved an amount measured by a ruler, and the cor
responding change in ADU recorded. This was repeated several times. Figure 4.2
shows the calibration curves obtained. A weighted least squares fit to a straight line
gave the results shown in table 4.3.

R ig h t-h a n d E ncoder

tao

O
O
O
LO

L e ft-h a n d E ncoder

o
o
o
o
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-20

-10

0

10

D istance Moved (cm)

Figure 4.2: Position Encoder Calibration Curves.
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20

Encoder

Gradient

Left

-6.683117

Right

-6.656167

Table 4.3: Position Encoder Calibration Data.

Each time the lap was removed then replaced onto the mirror (normally done so the
figure of the mirror could be tested) the position encoders would be set to a slightly
different position. To allow for this, each time the software was run it recorded the
encoder readings when the lap was centralised on the mirror, and used this as a zero
point.

4.1.3.2

Rotary Encoders

The two rotary encoders do not require calibration as such. The Active Lap control
software uses LUTs for calculations involving these encoder readings. These LUTs
require the readings in the range 0-255 ADU to correspond to angles of 0-359°.
The voltages (and hence the ADU values) of the rotary encoders when they com
plete one full turn and go from 359° to 0° are set to achieve this, using trimming
potentiometers.

4.2

T esting o f th e A ctive Lap

Before polishing the mirror, two subsections of the lap’s behaviour needed to be
tested to ensure they were operating correctly: namely the load cells and the actu
ators.

4.2.1

T esting th e Load Cells

Three methods were used to test the behaviour of the load cells in particular, and the
integrity of the lap in general. These both examined the pressure distribution with
various conditions of static support, which are in fact time slices of the real-time
pressure distribution during polishing.
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4.2.1.1

Offsetting the Lap

The first method was to offset the lap from the centre of the mirror, and examine
the pressure map. The form of the map should correspond to the mismatch between
the mirror and lap hyperbolic profiles, and should result in a series of high and low
pressure areas as shown in figure 4.3. Low pressure should be seen at areas with a
relatively large mismatch, and high pressure areas where the lap and mirror remain
in good contact.
S urface
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Lap

Lap
Mirror

Mirror
R o t a t i o n A xis

Lap
overhung

R o tation
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Me di um
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High

Low

High
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Figure 4.3: Expected Pressure Maps.
This experiment uncovered a problem with the lap. There was very poor agreement
between the observed and the expected pressure distributions. Since the earlier
calibration experiments had shown that the load cells did respond correctly when
changing forces were applied to them, the source of this problem had to be th at the
forces were not being propagated through the lap to the load cells correctly. There
were two possible causes of this, both of which probably contributed to the problem.
• The epoxy bag in the centre of the lap was not in |complete contact with the
hexagonal plates. This could arise in different ways:
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— The epoxy bag was underfilled (or overfilled) when it was made, or per
haps given insufficient time to set.
— When the lap is displaced the different support conditions cause small
movements inside the lap. These could easily result in the epoxy bag
losing contact with the load cells.
— When the lap is lifted by the global force actuators the reaction plate
bends, and internal contact is lost.
— Continual handling, vibrations, etc. cause the bag to move slightly, again
causing internal contact to be lost.
• The lap was not compliant enough conform to the mismatch between it and the
mirror, and would therefore loose contact. The rigidity of the lap is thought
to have two causes:
— When it is set, the epoxy bag is completely indexible.
— Due to its geometry, the hyperbolic shape of the carbon fibre shell gives
it rigidity. In particular, it may be unable to bend in the appropriate
manner to conform to the mismatch.
This lead to the redesigning and rebuilding of part of the lap to increase its com
pliancy and aid the propagation of the forces experienced by the pitch facets to the
load cells. (See section 2.3.)
In order to quantitively evaluate whether the new design behaved better than the
old one the following experiment was carried out.
Two error measurements are defined: the RMS load cell error as the root-meansquare difference between each load cell reading and the mean of the load cell read
ings; and the P-V error as the difference between the maximum and minimum load
cell readings. When the lap has been pressed, these should both be zero (+ noise)
and as the lap is displaced they should both increase.
The lap was displaced from the centre of the mirror in discrete steps, and the above
errors calculated at each position. This was then repeated starting from a large
displacement to allow for any hysteresis effects.

Once the lap is displaced, the

positions of the load cells relative to the mirror are no longer symmetrical. To allow
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for this, four reading were taken at each displacement for different rotations of the
lap, and the readings averaged.
The results from this experiment are shown in figure 4.4. Prom this it can clearly
be seen th a t the modified lap is far more responsive than the original. The almost
perfect horizontal spread of the original lap’s points indicates th at the load cell’s
response as the lap is displaced is negligible. For the modified lap the errors clearly
increase with displacement, as is should if the forces are being propagated to the
load cells.
It should also be noted th at on these graphs the errors at zero displacement are not
zero. This is due to two factors. Firstly because there is a small amount of noise
on the load cell reading, but more importantly because each point is an average of
four readings at different rotations of the lap. Only for the one rotation where the
lap was pressed do we expect the errors to be zero (+ noise). As soon as the lap
is moved, the aspherical profile of the mirror is so severe th at the mismatch is not
negligible. The same reason accounts for the reading at zero displacement to be
anomalously low, which is particularly noticeable for the original lap.
Qualitatively it is now possible to compare the observed pressure map, shown in
figure 4.5 with the predicted pressure map in figure 4.3. It can be seen th a t al
lowing for the course spatial sampling of the load cells, the observed pressure map
corresponds well with the predicted one. This was repeated for different amounts
of offset and for different rotations of the lap, with the agreement being good in all
cases.
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Figure 4.4: Lap Displacement Experiment.
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4.2.1.2

T iltin g th e Lap

The second experiment was to tilt the lap by lifting with one of the global force
actuators more than the other two. This should result in a constant tilt in the
pressure distribution. This can clearly be seen working correctly in hgnre 4.6.

4.2.1.3

C o n tro llin g a C e n tra l H igh P re ss u re A rea

Figure 4.7 shows that it is possible to produce an ai('a of high pressure at the centre
of the mirror; a central “hot spot” of pressure. Since the hyperbolic sha))e of the
mirror is turned up with respect to the closest fit. sphere, it is necessary to polish
mainly at the centre of the mirror. A proposed way of achieving this is the use the
lap in the so called serii,i-acUve mode, tilting the lajn
In this semi-active mode, the actuators are positioned to produce this central hot
spot, which is moved around the mirror by the global force actuators as polishing
progresses. In effect, this means rocking the laj) with the global force actuators, and
provides a way of using the la]) for local figuring of the mirror. This is also beneficial

PRESSURE MAP : U n i t s

= g /c * 2

GFA's
(Newtons)

1700

XYZ Sum

Mean time/frame = 216 msec.

Figure 4.7: Observed Pressure Map with a Central “Hot-Spot”
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Figure 4.8: Controlling the Position of the "H o t-S p o t".
because it m eans th a t the lap can be usefully employed whilst the real-tim e a c tu a to r
u p d ates are being developed.
A dem onstratio n th a t it is possible to control the position of th e hot spot is shown
in figure 4.8, where it has been offset to one side •
M oving th e hot sp o t whilst polishing can be achieved using the dynam ic global force
a c tu a to r routines, detailed in section 3.6.2. Using a low value of a , < 1, would m ean
th a t th e global force actu ato rs are lifting the overhang by a small am ount, which
would keep th e hot spot close to the edge where the lap is overhanging th e m irror.
This would result in it preferentially ablating a concentric ring close to th e edge
of th e m irror. Similarly, a high value of alpha^ > 1, would preferentially ab late a
concentric ring close to the centre of the m irror.
At the tim e of w riting, prelim inary results of polishing using this sem i-active m ode
seem to indicate th a t it works extrem ely well. [36] As detailed in chap ter 7, it is
planned to prim arily use this technique for the next few m onths, to produce the
G e m in i

pro to ty p e secondary.
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4.2.1.4

Summary

These three experiments have not only shown us th at with the modified lap the
load cells are working as they should, in the sense th at the correct pressure maps
are being constructed, but also have other implications about the behaviour of the
lap as a whole.
• The spatial sampling of the pressure distribution as dictated by the spacing
of the load cells is fine enough to detect the features of the actual pressure
distribution.
• The lap is now fiexible enough to remain in contact with the mirror when it is
offset, otherwise zero pressure would be read at the areas of greatest mismatch.
• The lap is stiff enough to still detect the mismatch as areas of high and low
pressure, ie. The fiexibility of the lap is quite acceptable.
• The lap is able to operate in its semi-active mode.

4.2.2

T estin g th e A ctuators

The testing of the actuators also involved two separate experiments.

4.2.2.1

W iring/Softw are Tests

The first was simply to ensure th at when the control software attem pted to control
an individual, or a subset of the actuators, that the correct actuators responded
in the correct way. This uncovered minor software bugs and faulty wiring, which
were easily corrected. An example of using the actuators to change the pressure
map as input by the user of the control software is shown in figure 4.7. This shows
the resultant pressure map when the ring of actuators at the edge of the lap are
all moved upwards. Because the flex plate and the reaction plate inside the lap are
joined via the central washer, this results in a hot-spot of pressure forming at the
centre of the lap.
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4.2.2.2

Pulse Loss Experiments

One potential problem with stepper motor actuators is th at pulses sent to an actu
ator may be lost. ie. If, say, 30 pulses were sent to an actuator, then the actuators
may only move 29, or fewer, steps. This could cause two problems if it were found
to be a significant effect.
• The actuators would simply not respond as required, so the feedback-loop
would not work correctly.
• If the pulses were not lost in equal amounts when driving the actuators up or
down, then there might be a tendency for an actuator lead screw to be forced
beyond its safe operating range, possibly causing mechanical damage, e.g. to
the microswitches.
To find out if the actuators were losing pulses, the following experiment was carried
out. In turn, each actuator was sent 1000 sets of pulses, with each set containing
a random number of between ±30 pulses. By measuring the number of pulses the
actuator was from the microswitch before and after the experiment, the net number
of pulses moved could easily be calculated. This was repeated several times, and
graphs of the numbers of pulses moved against the number of pulses sent were
plotted for each actuator.
Typical graphs are shown in figure 4.9. From these it can be seen th at some of the
actuators are losing pulses. The points th at do not lie on the solid y = x line, lie
below the line. Since the positive direction for pulses is defined as downwards, this
means th a t when pulses are lost, the lead screws are higher than expected.
This can be understood as follows. When moving the actuators down, they are
pushing against the mirror, an immovable object. Hence there is a very large force
opposing their motion.

When the actuators are being moved upwards, there is

no such immovable object and hence a much reduced opposing force.

It is the

presence of this large opposing force th at is thought to cause the actuator motors
to occasionally fail to move their lead screws, and hence a pulse is “lost” .
W hether or not these lost pulses will present a significant problem must now be
addressed. It was considered th at since even for the worst actuators, so few pulses are
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Figure 4.9: Actuator Puise Loss Experiment.
being lost (the points on the graphs are only losing about 10 pulses per 1000 updates)
this would not cause significant problems. However, as a precaution against driving
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the actuators hard up the microswitches and possibly causing mechanical damage,
polishing is briefly suspended after every 1000 updates and all the actuators reset.
This takes approximately 15 seconds every 5 minutes, and so is not an arduous task.
Having said this, it is not really satisfactory to simply work around this problem,
so Nixon [10] is researching an alternative to the current actuator drive electronics
th at will provide greater force, and should reduce the number of pulses lost.
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C h ap ter 5
T h e In terp olation A lgorith m
5.1

Introduction

The purpose of the interpolation algorithm is to use the 22 load cell readings to
produce a continuous map of the pressure distribution over the whole mirror. This
is necessary for two reasons. Firstly to give the user information about what is
going on during the polishing run, and secondly, more importantly, to facilitate the
calculation of the instantaneous and integrated ablation rates at each point on the
mirror. (See chapter 3.)
Ideally, the interpolation algorithm should represent a physically meaningful way
of calculating the pressure between the load cells. Unfortunately this has proven
difficult to achieve, and will be the focus of some further research in the near future.
Several different approaches have been considered, as detailed in the following sec
tions.

5.2

Zernike P olynom ials

It is a common practice in optics to express surface properties, wave-front errors
etc. in terms of Zem ike polynomials. [6] e.g. The surface profile of a mirror can be
expressed as a series of these Zernike polynomials, which is useful because each term
in the series directly corresponds to a geometrical feature such as the different orders
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of astigmatism, coma and spherical aberration. [6] [12] Additionally, the Zernike
polynomials are mathematically orthogonal This means th at when one polynomial
is changed (e.g. a mirror is polished to remove one order of astigmatism) all the
other polynomials are not affected.
However, with regards to the pressure distribution, Zernike polynomials are not
readily applicable. This is because the dominant feature of the pressure map will
be caused by the mismatch between the lap and the mirror when the lap is dis
placed, which will have a completely different mathematical form than the Zernike
polynomials. Although the mismatch could be described by using sufficient high
order polynomials, the individual polynomials no longer have any physical meaning,
which is the property th at makes them attractive to use.
An additional disincentive for using Zernike polynomials is th at the calculations will
involve sin and cos functions raised to high powers, which will necessarily involve a
significant amount of cpu time.

5.3

U sin g th e FE A nalysis

A second way of finding a physically meaningful interpolation algorithm is to use
the Finite Element analysis, detailed in [16].
There were two ideas about how this could be used.
• The load cell-load cell coupling coefficients could be used to create a three
dimensional distribution th at shows the relative influence each load cell would
have over an arbitrary point on the lap.
The relative influences from each load cell could then be used to calculate the
interpolation coeflâcients.
• Once polishing has begun, several sets of representative actuator positions /
load cell readings could be fed into the FE models. From the models it would
then be possible to find the pressure readings at the 39 “dummy” load cell
positions. These could then be used as test values for different algorithms to
be developed. It would then have been established th at the final algorithm
found would work correctly for all the sets of representative data.
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The major problem with this approach would be the difficulty in determining
the correct set of representative data to be used for developing the algorithm.
However, before either of these approaches could be tried, it had to be determined
whether or not the FE models of the lap are valid. This has been tested exten
sively, and as detailed in chapter 6 it was deduced th at the models are not valid
representations of the Active Lap. Therefore both these approaches have had to be
abandoned.

5.4

Surface F it

The third class of algorithms th at was looked at were those th at perform a surface
f i t These fit a three dimensional surface to the load cell data values. This would
have been straight forward if the load cells had been situated on a regular rectilinear
grid. However the irregular, hexagonal grid th at the load cells are mounted on made
the fitting of a surface to the points significantly more difficult. [31]
To attem pt to fit to the irregular grid several different techniques were tried from
the standard NAG library of numerical routines. [25] The three NAG routines th at
seemed applicable to our data were to generate the surface fit by interpolation using
either the Renka and Cline method, a modified Shepard method, or to perform a
weighted least-squares bicubic spline fit. (These correspond to NAG library codes
E O lS A F , E O lS E F and E 02D A F respectively.)
In each case the interpolation routine had to perform satisfactorily with several
different characteristic data sets. (i.e. They have to correctly interpolate a “flat”
d ata set where all the load cells read the same, as well as data sets which correspond
to the maximum mismatch between the hyperbolae, etc.)
It was found in all three cases th at the interpolated surfaces were never acceptable
for both the data sets mentioned above, e.g. Instead of producing a smooth surface
between the data points, an algorithm th at successfully interpolates a “flat” data
set would produce extremely large deviations between the points of the maximum
mismatch data set, etc. Therefore these three methods had to be abandoned.
W hen considering the Active Lap project as a whole, it was decided th at the detailed
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investigation th at was required to find an acceptable interpolation algorithm had a
lower priority than other key tasks th at required attention, particularly work needed
to implement the real-tim e updates. It was therefore appropriate to temporarily
abandon the idea of finding a physically meaningful interpolation algorithm, and to
implement an algorithm th at simply presents the user with an easily understandable
graphics display. To accomplish this, the following scheme was put into practice.

5.5

N earest N eighbours

For each pixel in the screen display of the pressure map, the nearest n load cell
values are used to interpolate the pressure.^ If the distance from the pixel to the
load cell is r, and each load cell reads L, then the force at an arbitrary point i is
given by
JL AT

Fi = ^

— Lj

(5.1)

3=1 ^3

where TV is a normalization constant given by

N= t] r

i = i ^3

(5.2)

The pressure at each pixel is then calculated by dividing the force by the area of a
pixel.
This proved to be a fairly good graphical representation of the data, but there were
often polygonal features on the pressure map, which clearly were not correct. A
modification was then made which smoothed the data by averaging each pixel with
the eight others th at surround it. The interpolated pressure map was now found to
corresponds well with the “spot” pressure map.
Using equation 5.1 for the interpolation algorithm had the added advantage th a t
the pressure is calculated as a simple series involving coefficients th at can be pre
calculated and values of L. As detailed in section 3.1 this is useful for minimizing
the amount of cpu time used. When the smoothing function wasimplemented, the
algorithm was simply rewritten to retain this seriescharacteristic.
^Somewhat arbitrarily n = 6. This is trade off between using as many load cells as possible,
and keeping the cpu time used to a minimum.
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5.6

Sum m ary

It has proven difficult to find a physically meaningful algorithm th at will successfully
interpolate the pressure between the load cells in every case required. Considering
the project as a whole, it has been decided th at further investigation in this area
should be temporarily postponed, and an interim solution adopted.
A possible reason for the difficulties found is th at as detailed in section 3.4.1.3 we
are trying to interpolate to pixels of size 2.37x2.76cm from the load cells th at are
17.3cm apart. W ith hindsight it appears th at the spacing between the load cells has
been designed to be larger than is optimum, an issue th at is under consideration as
a possible future modification.
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C h ap ter 6
C losin g th e Feedback Loop : T h e
R ea l T im e U p d a tes
6.1

Introduction

Closing the feedback loop between the arrays of load cells and actuators was a vital
part of the Active Lap project, as detailed in chapter 2.
The mechanical design of the lap produces a complex influence function between the
actuators and the array of load cells. It was thought that this could be described
by a m atrix of coupling coefficients, which deflne the influence each actuator has on
the array of load cells. [16]
This chapter flrstly describes the algorithmic technique th at was to be used to
perform the real time updates using both theoretical (from FE models of the lap [16])
and experimental coupling coefficients. However, the validation experiments carried
out showed th at the algorithmic technique cannot be successfully applied with the
current Active Lap hardware.
Therefore, an alternative approach is detailed, utilizing an artificial neural network.
This has shown encouraging signs th at it may become a viable technique, and results
of experiments to close the feedback loop using this method are presented.
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6.2

T he A lgorithm ic Approach

The coupling coeflB,cient between an actuator and a load cell is the change in force
measured by the load cell when the actuator applies a force of 1 Newton. It has been
postulated th at the total force update on the load cell when all the actuators apply
forces can then be approximated by a simple linear sum, resulting in the following
system of equations [16]
32

Li = ^ 2 ^ i j ^ j

for

2

= 1 , 2 , . . . , 22

(6.1)

i= i

where A j is the force applied by actuator
measured by load cell

Li is the corresponding change in force

and Cij is the coupling coefficient between load cell i and

actuator j . [16]
Equations 6.1 can then be used to calculate the actuator updates. When the pressure
distribution is sampled by the 22 load cells at their current positions, by comparing
the readings to some pre-defined target pressure distribution, the change in force
each load cell requires to conform to this target pressure distribution can be found,
i.e. in equation 6.1, all the Li values, along with the pre-calculated Cij coefficients are
known, and the actuator updates needed to achieve the target pressure distribution
can be found by simultaneously solving the equations.
However, this is not trivial.

Since there are 22 equations and 32 unknowns, it

is not possible to find a unique solution^, but it is possible to find the family of
solutions th a t all satisfy equations 6.1 using the numerical technique Singular Value
Decomposition (SVD). [31] Each of the sets of actuator updates th at SVD gives us
can produce the desired pressure distribution. The particular solution to be used,
would then be the one with the smallest mean actuator update, since this would
achieve the desired pressure distribution in the quickest time, as well as being the
least likely to exceed the maximum update th at the actuators can achieve per frame.
^In general, for M equations and N unknowns, where M < N, there will usually be an AT —M
dimensional family of solutions [31]
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6.2.1

E xperim en tal V erification

The above method is based on applying the theoretical FE models of the Active
Lap. Before it was put into practice, a number of experiments were necessary to
ensure th at the lap behaves as predicted, and th at this algorithmic approach on the
whole is valid. These experiments were
• Find the empirical coupling coefficients with the lap centrally on the mirror,
to ensure th at they agree with the theoretical ones within experimental error.
• Find the empirical coefficients with the lap at its maximum displacement from
the centre of the mirror, to ensure th at they remain constant.
• Ensure th at the empirical coupling coefficients are repeatable at different
times.
• Ensure th at the load cells respond linearly to different actuator forces, which
is implicitly assumed in equations 6.1.
• Ensure th at the total force update on the load cells when all the actuators
apply forces can be approximated by a simple linear sum.

6.2.1.1

Finding the Empirical Coupling Coefficients

W ith the lap positioned centrally on the mirror, and allowed to press, actuator
number 2 was moved by 50 pulses and the change in all the load cell readings
monitored. Actuator 2 was chosen since it is in the central ring of actuators, and
not at the extremes of the inside or the edge of the lap.^ This was repeated 16 times
to reduce the experimental error and the coupling coefficients between actuator 2
and each of the load cells found by normalizing the results to an update of 1 Newton.
A graph of experimental verses theoretical FE coefficients was then plotted and is
shown in figure 6.1.
If the experimental and theoretical coefficients were identical, then the points should
lie on the straight line y = x, shown dashed in figure 6.1. Possible reasons why this
^Had the algorithmic approach proved to be valid when using only actuator number 2, then the
experiments would have been repeated using other actuators.
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Figure 6.1: E xperim ental verification of F E C oupling Coeffs.
is not the case include
• T he F E m odels of th e lap are not valid. Due to software constraints th e models
do not include the carbon fibre skin, th e epoxy wedges and th e epoxy bag. T he
effects of these may not be negligible. The spring co n stan t of the carbon fibre
skin and th e inability of the epoxy bag to provide perfect internal contact m ay
bo th be significant.
• As detailed in section 4.1.1.3, the calibration of the load cells may n o t be
com pletely reliable.
D espite this, the algorithm ic approach to th e real tim e u p d ate could still be valid if
th e experim ental coefficients are used rath e r th a n th e theoretical F E coefficients.

6.2.1.2

E n su rin g th e Coeffs R em ain C o n sta n t w ith L ap D isp lacem en t

T he above experim ents were repeated exactly, b u t w ith the centre of the lap dis
placed 10 cm from the centre of the m irror, this being th e likely extrem e of th e
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stroke to be used during polishing. A graph of th e coefficients found w ith th a t lap
displaced 10 cm verses the coefficients found w ith th e lap centrally on th e m irror was
plotted, and is shown in figure 6.2 (A). As before, if the coefficients rem ain constant,
th e n th e points should lie on th e straig h t line y = x, again shown dashed.
C learly m ost of th e points lie very close to th e line y = x, b u t th ere are a few
a significant distance away.

Figure 6.2 (B) shows the sam e graph, b u t w ith o u t

th e coupling coefficients for load cells 20 and 22.

W hen th e lap was displaced,

these two load cells were no longer on the m irror, and therefore have a different
su p p o rt condition. It would therefore be unreasonable to expect th eir response to
th e actu ato rs to rem ain constant, which is born out by th e absence of th e “rogue
p o in ts” found in figure 6.2 (A). Indeed, th e fact th a t approxim ately 98% of the
points in figure 6.2 (B) lie on, or extrem ely close to th e line y = x confirm s th a t
th e response of th e load cells th a t rem ain on the m irror is independent of th e la p ’s
displacem ent w ithin experim ental error.
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6.2.1.3

E n su rin g th e Coeffs R em ain C o n sta n t w ith T im e

To ensure th a t th e experim ental coefficients were rep eatab le a t different tim es, the
experim ent detailed in section 6.2.1.1 was repeated after a 20 day interval.

T he

coefficients found on each occasion were plo tted against each other, which is shown
in figure 6.3.

Since th e points clearly lie on th e line y = x (shown dashed) it

is concluded th a t w ithin experim ental error, the coefficients are indeed rep eatab le
over tim e.

6.2.1.4

E n su rin g th e Load C ells R esponses a re L inear

E quations 6.1 contain th e im plicit assum ption th a t each of th e load cells responds
linearly to different a ctu ato r forces. This is equivalent to saying th a t for different
a c tu a to r force up d ates, the coupling coefficients should rem ain constant. To verify
this, a c tu a to r num ber 2 was moved by different am ounts, and by norm alizing to
1 N ew ton, the coupling coefficients for each load cell calculated each tim e. Therefore,
if the load cells response is linear, a graph of coupling coefficient verses a c tu a to r
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update should produce a straight horizontal line y = C*2 , where Q 2 is the coupling
coefficient between load cell i and actuator 2.
It was found th at the load cell response was anything but linear. A typical response
curve is shown in figure 6.4. This shows th at when actuator 2’s lead screw is moved
upwards (i.e. the actuator is sent a negative number of pulses) the load cell 3 has
very little response, but when it is moved downwards the load cell’s response is
significantly greater, (i.e. The magnitude of the load cell’s response is larger.)
A possible explanation for this is th at when the lead screw is moved down, it is
pushing against an immovable object (i.e. the mirror). Therefore nearly all of the
kinetic energy of the lead screw is transferred into potential energy in the actuator
spring, since the flex plate is unable to move. (A small amount will go into the
bending of the reaction plate, but this is likely to be negligible.) Thus, nearly all
the energy will be used to increase the forces read by the load cells. However, when
the lead screw is moved upwards the flex plate is free to move, so some of the kinetic
energy of the lead screw is used in bending the flex plate, and less is stored in the
actuator spring. Hence the response of the load cells will not be as great.
Although this non-linearity is a complication, in itself it does not invalidate the
algorithmic approach, if an appropriate function is fitted load cell response. Thus
equation 6.1 becomes
32

Li = Y . h { A j )
J= 1

fori = 1 , 2 , . . . , 22

(6.2)

where fij (Aj) are the functions fitted to the load cell response curves.
Hence, the problem is now to solve a system on non-linear equations. This is signif
icantly more difficult than solving a system of linear equations, but not intractable.
Firstly, the appropriate function needed to be selected. Since the solution of non
linear equations is an iterative technique involving many calculations, it seemed
advisable to choose the simplest function possible th at would adequately approx
imate the load cell response. Therefore, the function chosen was a simple “step
function” , where
Ci i if pulses sent to actuator < 0
fij i-^j) — ^

Cy

if pulses sent to actuator > 0
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,
(6.3)

where Q j and

are constants, being the mean response either side of zero pulses.

Having found this functional form, equations 6.2 can be solved using a modified
Newton-Raphson method. [31] i.e. Rewrite equations 6.2 as
•••, ^

22

)

= 0

for z = 1 , 2 , . . . , 2 2

(6.4)

If we let A denote the entire vector of values Aj, then in the neighborhood of A,
each of the functions fi can be expanded as a Taylor series
32

cf

fi{A + (5A) = /i(A ) + ^

p + O(SA^)

(6.5)

j=i

By neglecting terms of order 6A^ and higher, a set of linear equations for the cor
rections 6A are obtained, which move each function closer to the solution, namely
32

ŒijôAj = Pi

for z = 1 , 2 , . . . , 22

(6.6)

;=i
where
S-Hd

Pi — ~ f i

(6.7)

M atrix equation 6.6 can then be solved using SVD as detailed in section 6.2. The
corrections are then added to the solution vector,
A f ^ ^ = A f ^ + SAj

for j = 1 , 2 , . . . , 32

(6.8)

and the process is iterated to converge.
This method will only converge if we are in the neighborhood of a solution, i.e. it is
necessary to have a good initial guess. Since working with an update frequency of
10 Hz corresponds to a linear displacement of only 1 cm on the mirror, the solution
vector will change very little between two successive frames. Hence, it is possible
to use the solution vector from the previous frame as a good initial guess for the
solution vector for the current frame. It also means th at it is very likely th a t only one
or two iterations will be required to solve the equations, which will clearly minimize
the CPU time used.

6.2.1.5

E n s u rin g th e L oad C ell R esp o n ses a re A d d itiv e

It was necessary to ensure th at the load cell responses are additive, i.e. th a t com
bining load cell response functions from each actuator can be approximated by a
simple linear sum, as given by equations 6.2.
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To accomplish this, different random numbers of pulses were sent to all the actuators
simultaneously and the responses of each load cell measured. This was done with 4
different sets of random updates, with each set repeated 16 times.
A graph of the load cell responses measured, versus the responses predicted by equa
tions 6.2 (calculated using the experimental coupling coefficients in equation 6.3) was
plotted, and is shown in figure 6.5. If the experimental load cells responses agree
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Figure 6.5: Additive experiments with Random Updates.
with the predicted ones, then the points in figure 6.5 should lie on the line y = x,
which is shown dashed. Clearly this is not the case. It was thought, however, th at
figure 6.5 may not be directly applicable to polishing with the Active Lap. When
polishing, it seems unlikely th at the actuators will be sent arrays of random updates.
Instead they are likely to require updating in groups. As an example of this, the
above experiment was repeated, but with the following number of pulses sent to the
actuators.
Outer ring

-30 pulses

Middle ring

Zero pulses

Inner ring

30 pulses
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This simulates the fist order effect th at the lap has to perform, which is to turn
up the edge of the mirror with respect to the nearest sphere. The results of this
are plotted in figure 6.6, with the line y = x shown dashed. The fact th at in both
figure 6.5 and 6.6 the points do not lie on the line y = x may be explained as
follows:1. It is not valid to assume th at the load cell response functions are linearly
additive: there are cross terms between different actuators which are not neg
ligible. i.e. if a force F is applied to an arbitrary actuator A, then another
arbitrary actuator B will experience a force equal to K ^ b F^ where K ab is the
actuator-actuator coupling coupling coefficient between actuators A and B.
Physically, this means th at when actuator A is moved, since the reaction and
flex plates are coupled as detailed in chapter 2, the plates either separate or
get closer together. This will either extend or compress actuator B ’s spring
respectively. This is equivalent to a force being applied to actuator B directly.
2. Fitting a simple step function to the load cell response curves is inadequate.

-5

0

P red icted LC Changes.

Figure 6.6: Additive experiments with Simulation Updates.
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and produced significant errors into equations 6.2.
Theoretically it is possible to overcome both of these problems, but in practice is
thought to be impossible.
1. If the actuator-actuator coupling is not negligible, then equations 6.2 must be
rewritten as
Li — ^
3

fij (Aj) + ^ fijk {AjAk) + ^
3,k

fijki {AjAkAi) + . . .

(6.9)

j,k ,l

for

2

= 1 , 2 , . . . , 22

Simple probability theory then gives the number of different terms in each
equation to be
32

^

~ 4.3

X

10®

(6.10)

4=1

where C is the standard “combination” symbol, given by
n\

n

It appears likely th at most of these terms will be negligible, but even if this is
the case it does not seem possible to design an experiment th at will enable these
actuator-actuator coupling coefficients to be determined without modification
of the Active Lap hardware^.
There is the possibility of using theoretical actuator-actuator coefficients found
from the FE models. These are likely to be more reliable than the load cellactuator ones, since being situated above the fiex plate they are less dependent
on the support condition. However, this does not make them reliable enough
to use without experimental verification.
2. If fitting a simple step function to the load cell response curves is inadequate,
then the next logical step is to try fitting a polynomial of degree n, where n
could possibly be as high as 5. Although time consuming, this would be pos
sible using standard numerical techniques off-line. However, the technique for
solving the system of non-linear equations detailed in section 6.2.1.4 would now
^e.g. by inserting a device to measure the extension of each actuator spring.
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appear to require an enormous amount of CPU time for its many calculations.
When solving m atrix equation 6.6, each iteration will require the calculation
of the 32

X

22 partial derivatives,

each one involving raising to powers up

to n — 1. Given the fact th at SVD also involves complicated calculations and
th a t more than one iteration may be necessary, it seems almost certain th at
this technique will take far longer than to perform than the target 0.1 seconds
per frame.
Hence, for the above reasons, (i.e. the need for, and inability to find, the actuatoractuator coupling coefficients, and the likely excess of CPU time required) it was
decided th at the algorithmic approach for calculating the real time updates was not
the appropriate one. Although it may be advisable to reapraise this some time in
the future, the algorithmic approach was therefore abandoned.

6.3

U sin g N eural N etw orks

N .B . Throughout the rem ain der of this chapter references w ill be m ade to standard neural
n etw ork term inology and nom enclature. For readers n ot fa m ilia r with this, A ppen dix B:
A n Introdu ction to N eural N etw orks, provides all the necessary background knowledge.

Neural networks are very good for modelling highly non-linear systems, such as the
problem of performing the real-time updates. Indeed expert advice [3] confirmed
th at neural networks should be ideal to solve the type of problem encountered here.
In this case, a neural network will be used to learn the relationship between an array
of desired changes to the load cell readings, and the actuator updates required to
make those changes. Mathematically speaking, it will be used to learn the mapping
between the two parameter domains.
The software used to run the neural network simulation, was the Stuttgart Neural
Network Simulator, version 3. 2. This is a sophistication piece of application software
w ritten by the Institute for Parallel and Distributed High Performance Systems at
the University of Stuttgart. It was run under X Windows on the S tarlink Alpha
workstations. This was used because it was known to be reliable software [23] th at
is available free of charge for non commercial use.

87

6.3.1

C hoosing N etw ork P aram eters

There are many different possible types of neural network models, each of which is
applicable to different situations. Also, within each type of model there are many
different parameters th at have to be set. At the current stage of our understanding
of neural networks, the setting of all these parameters is still very much down to the
skill of the user, rather than being based on rigorous scientific methods.
The emphasis of this work is obviously to use neural network technology as a tool,
rather than to research the behaviour of the different models. Therefore, whenever
possible, the simplest “standard” options were chosen.

As detailed later in the

chapter, preliminary results seem to indicate that these have been good choices, but
fine tuning may well need to be done in the future.
The type of network used and the salient parameter choices are listed below. The
choice of most of these was confirmed by referring to [3].
• Network Architecture - Choosing the type of network architecture to use was a
relatively simple task. Although there are numerous different types of network
architecture, a feed-forward network was considered eminently suitable for our
purposes. [3] It has successfully been applied many times to model the mapping
between two independent domains. [32] Indeed, it has been proved th at a feed
forward network with hidden layers is theoretically able to learn the mapping
between any two independent parameter domains. [9]
• Training method - It was decided to start off by using supervised learning.
This was purely for simplicity so th at adjustments to the network could be
made until a working model was found. Once a working model was up and
running, then it would be appropriate to continue training the network using
unsupervised learning. This would allow the model to continue to adjust to
changes in the polishing environment,
• Training algorithm - Once again, purely for simplicity, standard back-propagation
would be used for training the network, at least for the initial supervised phase.
• Number of Layers - To start with, a three layer model would be used, with one
input, one hidden, and one output layer. If this turned out to be unsuccessful

then a second hidden layer would be added.
• Activation Function - Two activation functions were used. Firstly the standard
logistic function, and secondly, since it has good generalization properties, the
tanh function. In order to use these, the input and output data has to be
normalised to the ranges 0.1-0.9 and ±0.9 respectively.

(These ranges are

basically 0-1 and ±1, but since the functions change very little at the edge of
their ranges, these parts are excluded to avoid losing information. [37])
• Number of Inputs - Two different models were trained, both of which had the
19 desired changes to the active load cell readings, the x and y displacements
of the lap, and ÿ, the rotation of the lap, giving a total of 22 inputs. In order
to see whether for each actuator the update was dependent on the position
of the lead screw, one of the models also had the 32 lead screw positions as
inputs. (Total=54.)
• Number of Outputs - The output from the neural network are the number of
pulses th at are needed to be sent to the 32 actuators to achieve the desired
load cell changes.
• Number of Hidden Units - For an network of this size (25 inputs and 32 out
puts) the usual number of hidden units th at has achieved a successful mapping
is of the order of < 10. [3] [32] Therefore, four different models were tried with
4 , 6 , 8 and 10 hidden units.

6.3.2

A cquiring R ealistic Training D a ta

In general, neural networks are very good at interpolating between the training data
th a t they learn from, but not-surprisingly are not so good at extrapolating. [32] [9]
Therefore, to achieve good performance when polishing, the network should be train
ing using realistic training data. ie. data which is directly applicable to a polishing
run. Mathematically speaking, there needs to be good coverage of the two param 
eter domains in which the neural network is required to have good generalization
properties. This means th at the training data should contain the type of changes
needed to the load cell readings, and the corresponding actuator updates, th a t will
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occur during actual polishing.
There is a problem, however, in obtaining such data. Since there is no working
update algorithm prior to the neural network being successfully trained, there are
no realistic updates from previous polishing runs available. In addition to this, there
is no model of the required updates th at would allow some form of simulated training
data to be generated.
The solution to finding realistic training data was as follows. For the first polish
ing run, the actuators were sent random updates, and their effect on the load cell
readings monitored. These sets of data were then used to train a neural network.
This training d ata would not have good coverage in the two parts of the parameter
domains where good generalization is required, but would be a useful first approxi
mation.
For the second polishing run, the network trained on the random updates would be
used to try to control the pressure map. Since this uses only a first approximation
neural network, this is not expected to adequately control the pressure, but will be
better than the random updates. However, the data obtained will allow the training
of a second network. This training data should have better coverage of the desired
param eter domains, and should therefore produce an neural network with better
generalization properties. This in turn should mean th at the network is better able
to control the pressure map.
This process of iteration should continue until an acceptable network is produced.

6.3.3

R esu lts

To collect the first set of training data, the mirror was polished whilst the actuators
were being sent random numbers of pulses. The range of these updates was ±30
pulses. For each set of updates the resultant changes to the pressure read by the
load cells was also recorded. 16000 sets of training data were stored in all. This may
seem a large number, but when comparing to the total sizes of the two param eter
domains is relatively small small. For the simplest model th at does not include the
actuator positions, the two parameter domains have the following sizes.
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• Load cell update domain: Each of the 19 active load cells, the x and y dis
placements, and 0, all have a total of 256 possible values. This means there
are 256^^ = 9.6 x 10^^ different combinations.
• A ctuator domain: For each actuator, there are 61 possible updates, which
means there are 61^^ = 1.4 x 10®^ different combinations.
Although 10^^ !

16000, nearly all the possible combinations will not be applicable to

actual polishing. The dominant effects during polishing are the mismatch between
the lap and the mirror hyperbolas and the “digging in” of the leading edge. As
polishing occurs, this will mean th at there are repeatable patterns in the load cell
data, which the actuators will respond to. These repeatable patterns will only cover
a subset of the total parameter domains. Although it is not known a priori how
small this subset will be, it is consistent with current neural network practice to
use a training data set of the size. If anything, this training set is larger than the
current norm. [37]
Once the network is trained, its performance needs to be evaluated. W ith a training
set of 16000 it is appropriate to train the neural network with 14000 samples, and
withhold 2000 as test data with which to evaluate the network. [37] The evaluation
procedure was to run the neural network with the load cell updates from the 2000
training samples as inputs, and record the output from the network. These out
puts were then compared to the training data’s actuator updates, with the mean
difference between the two giving an error measure of the networks performance, ie.
If for each actuator a, in training data set s, the network output is oj pulses, the
training d ata target output is

pulses, and there are n training patterns, then the

error is given by
^ 3 2

S

2^ s= l

Og

n

X

_

fS

S

32

In the ideal case, the neural network would be in perfect agreement with the test
data. This would result in an error of zero. However, an error of zero would also
result if all the (o® —tf) were distributed symmetrically about zero. This will prob
ably be the case, as the errors are expected to be random. Therefore,

it will be

more representative if the spread of the errors wereconsidered. In the idealcase the
spread around zero will be very small, but more realistically, the errors are expected
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Learning Parameters

0.2 - 0.1 - 0.05

0.2 - 0.1 - 0.05

0.2 - 0.1 - 0.05

0.2 - 0.1 - 0.05

Act. Fn.

Number of units

Error

Input

Hidden

O utput

Mean

SD

logistic

22

4

32

-0.2

13.1

logistic

22

6

32

-0.3

12.9

logistic

22

8

32

-0.2

12.7

logistic

22

10

32

-0.5

12.6

tanh

22

4

32

-0.7

14.6

tanh

22

6

32

-1.1

14.9

tanh

22

8

32

-1.4

15.0

tanh

22

10

32

-1.7

14.9

logistic

54

4

32

-0.1

13.1

logistic

54

6

32

-0.2

12.8

logistic

54

8

32

-0.4

12.6

logistic

54

10

32

-0.4

12.5

tanh

54

4

32

-1.3

15.4

tanh

54

6

32

-0.7

16.3

tanh

54

8

32

-2.5

17.8

tanh

54

10

32

-1.8

19.4

Table 6.1: Neural Network Training Results - A.

to be spread widely. The standard deviation of the errors will therefore be used,
since this gives a quantitive measure of this spreading.
The results from training the various models are shown in tables 6.1 and 6.2.
Two different sets of training parameters were tried.
• Learning rate = 0.2, Momentum = 0.1, Flat Spot Elimination = 0.05
• Learning rate = 0.05, Momentum = 0.01, Flat Spot Elimination = 0.05
The first set are standard values, th at are typical of those used successfully else
where. [3] [32] The second set of much lower values were tried because with a rel
atively large training data set of 14000 items, it was thought th at these may train
the network more successfully. [3]
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Learning Parameters

0.05 - 0.01 - 0.05

0.05 - 0.01 - 0.05

0.05 - 0.01 - 0.05

0.05 - 0.01 - 0.05

Act. Fn.

Number of units

Error

Input

Hidden

O utput

Mean

SD

logistic

22

4

32

-0.1

13.0

logistic

22

6

32

-0.2

12.8

logistic

22

8

32

-0.2

12.7

logistic

22

10

32

-0.3

12.6

tanh

22

4

32

-0.3

13.2

tanh

22

6

32

-0.4

13.1

tanh

22

8

32

-0.5

13.0

tanh

22

10

32

-0.6

12.9

logistic

54

4

32

0.0

13.0

logistic

54

6

32

-0.1

12.7

logistic

54

8

32

-0.3

12.5

logistic

54

10

32

-0.2

12.4

tanh

54

4

32

-0.4

13.3

tanh

54

6

32

-0.4

13.1

tanh

54

8

32

-0.6

13.0

tanh

54

10

32

-0.8

12.9

Table 6.2: Neural Network Training Results - B.

From these tables it can be seen th at most of the errors have a small negative mean,
and an SD of around 13 pulses. It is not known why they all have small negative
means, instead of being randomly distributed around zero. One of the problems
with using neural networks is th at they behave very much as a black box. Very
little is known about what is happening inside the network, which is the focus of
a large amount of neural network research at the current time. An error of 13
pulses, although being quite large at 40% of the entire ±60 pulse range, is probably
acceptable as a first approximation. It means th at when large changes are required
to the pressure distribution, the updates should behave acceptably, ie. When a
large number of pulses are required (say +30 pulses), a moderate to large number
are sent (one SD is at 17 pulses).
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In choosing which model would be used as the first attem pt to polish using a neural
network, clearly the models th at use a logistic activation function are better the
those th at use tanh. The model with the lowest error is th at with 54 inputs (ie.
19 active load cells,

y, ÿ and 32 actuator positions) and 10 hidden units. This

model, when trained with learning parameters 0.05 - 0.01 - 0.05, has an error with
SD 12.4. However, the model without the 32 actuator position has a SD of 12.6.
The difference between these is so small, th at it was decided to use the latter. Since
this has far fewer input units, the amount of cpu time required to run this model
will be far less.
Before polishing, it was useful to see whether using the neural network for real-time
updates works with the lap stationary. When the lap had pressed, the uniform
pressure distribution was disturbed by moving the three rings of actuators. The
updates were then configured to try to restore the uniform pressure distribution.
Two representative graphs, indicating how the updates reduced the RMS and P-V
errors defined in chapter 4, are shown in figure 6.7. Table 6.3 shows the actuator
setting for the two experiments.

These results were very encouraging. W ith only a

first approximation network, the updates were able to significantly reduce the errors,
with a single iteration. However, for actual polishing it is likely the output from the
neural network will need to reduce these error far more than these graphs indicate
the current, first attem pt, is able to achieve.
A second polishing run under the exact same conditions as the first was then car
ried out. This time, however, the neural network was used to perform the real-time
updates. Purely to demonstrate whether it was able to control the pressure distribu
tion, the updates were configured so as to attem pt to keep the pressure distribution
constant over the mirror. As before, how well this is achieved is measured by the

Actuator Positions (no. of pulses)
Inner Ring

Middle Ring

Outer Ring

Expt 1

-30

-60

-90

Expt 2

+30

0

-30

Table 6.3: Actuator Setting for Static Neural Network Expts.
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Figure 6.7: Neural Network Expts with a Static Lap.
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20

Update algorithm.

RMS Error

P-V Error

None

529.0 ± 2 . 0

1773 ± 7

Random

725.5 ± 3.4

2295 ± 13

Neural Network

665.3 ± 4.9

2324 ± 19

Table 6.4: Results from Real-time Update Experiments.

RMS and P-V load cell readings.
The results from this experiment are shown in table 6.4
Therefore, this first neural network has resulted in an 8.3% improvement on the
RMS error, when compared to the random updates. W ithin experimental error,
there is no change in the P-V error.
This should tentatively be described as an encouraging result. Although still worse
than no updates, it is a significant improvement on the random updates, and augurs
well th a t subsequent networks should behave as expected.
Unfortunately, within the time scale of this thesis, there has not been sufficient time
to continue the process, and train another neural network using the data from this
second polishing run. The updates for the second polishing run were able to control
the pressure distribution better than the first. The training data resulting from it
will therefore give better coverage of the desired parts of the parameter domain.
This will mean th a t the next neural network that is trained on this better data
should be a further improvement.
Another longer term refinement to the experiment is also needed. The Active Lap
is required to control the ablation of the mirror. Firstly it needs to be demonstrated
th a t the neural network is able to adequately maintain a flat pressure distribution.
When it can do this, the experiment should be modified so th at it makes use of
the ablation algorithm. It will attem pt to maintain a pressure distribution th at will
result in a flat integrated ablation distribution. If this can be achieved, then the
final step will be to maintain a pressure distribution th at will result in the integrated
ablation being such th at it removes the errors in the mirror profile.
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As detailed in the next chapter, continuing investigations into using neural networks
to control the Active Lap will be the focus of further research in the near future.
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C h ap ter 7
C on clu sion
Significant progress in polishing large optics using the Active Lap has been demon
strated in this thesis.
• The data acquisition and control software has been written and successfully
tested.
• The Active Lap hardware systems have been calibrated and tested, with the
load cells, lap actuator and global force actuator systems all working well.
• After modifications, the lap as a whole has been shown to behave as expected
in the static situation.
The most im portant aspect of the lap which needs further developments is perform
ing the real-time feedback loop. Implementing this using an algorithmic approach
has been shown to be impractical, and although the application of neural network
technology has shown encouraging signs of being a viable technique, it still needs
further investigation.
However, as mentioned in chapter 4, the lap currently works extremely well in its
semi-active mode. In this it pulls up where the lap overhangs the mirror, which
eliminates the turning down of the edge of the mirror, as is the case with passive
polishing. Furthermore, it has been demonstrated th at the lap can be configured
so th at there is an area of high pressure at the centre of the mirror. The mirror
could then be figured by moving the position of this “hot spot” with the global force
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actuators. This should prove to be an invaluable aspect of the semi-active mode. It
would facilitate local figuring of subsections of the mirror, without introducing the
high spatial frequency ripples conventional sub-diameter tools produce.

7.1

Future D evelopm ents

7.1.1

T he Im m ed iate Future

An exciting development concerning the Active Lap project is th at the Optical
Science Laboratory has recently signed a formal collaboration with the National
Physical Laboratory and Optical Surfaces Ltd. to respond jointly to the tender to
produce the G emini secondary mirrors. The preliminary enquiry document has been
received from G emini and a response from the consortium returned. It is anticipated
th a t the tender responses will be required in February-March 1995. Now th at OSL
is also in receipt of a new industrially related research grant, there is finance to
continue development of the Active Lap, and we are optimistic th at we shall be in
a strong position to respond to the G emini opportunity.
Clearly time is short, and therefore future developments will be carefully targeted
at completing the prototype secondary. The strategy which it is intended to adopt
is as follows:
1. Use the lap in its semi-active mode for local (zonal) figuring of the mirror. The
lap will be configured to produce a convex pressure distribution with respect to
the mirror, with a central “hot spot” . Local figuring will then be achieved by
using the dynamic global force actuator update routines to pull up where the
lap overhangs the mirror, by different multiples of the weight of the overhang.
These multiples are for now manually selected by the user.
2. Use the lap with a uniform pressure distribution, a very short stroke and lifting
up the overhang. This will be used for smoothing the mirror.
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7.1.2

Longer Term D evelopm en ts

There are several aspects of the project th at require further investigation before the
lap is able to work as a fully active tool. These will be undertaken as longer term,
background tasks, secondary to the strategy outlined above.
The following sections detail some of these developments.
1. As mentioned above, semi-active local figuring of the mirror should prove to be
an extremely im portant aspect of the polishing process: indeed it has already
been demonstrated th at the lap is able to move a “hot spot” of pressure around
the surface of the mirror.
Although perfectly usable in its current form, where the user manually selects
the multiple of the overhang to use, it would be advantageous if this were
autom ated. Using data from previous polishing runs, a table of the changes
to the mirror profile for different multiples could easily be assembled. This
could then be used in conjunction with the current mirror profile, to develop
software algorithms th at select the appropriate multiple, as well as specifying
appropriate polishing times etc.
2. Despite showing encouraging signs of being a useable technique, the neural
network approach to performing the real-time updates is at the present time
not good enough to be used for polishing a mirror.
The reason for this is thought to be as follows: The training data which the
network uses is not sufficiently representative of the two parameter domains
between which the network maps. However, it is likely th at further iterations of
the process of acquiring increasingly more realistic training data, and maturing
the neural network, will provide a useable tool.
3. As detailed in chapter 5, finding a physically meaningful interpolation algo
rithm has proved difi&cult, probably because the spacing between the load cells
is larger than optimum.
Further investigations into the form of the algorithm need to be undertaken,
as does the possibility of decreasing the spaceing between the load cells. A
possible solution to the latter would be to populate the dummy load cells in
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the current lap, which would immediately decrease the spacing by a factor
of 2. The major problem with this is that at the current time it would be
prohibitively expensive. It would also take the lap out of use for longer than
the current project schedule will allow.
Looking further ahead, once the lap is able to maintain a predefined pressure distri
bution on the mirror during polishing, there are three final areas th at need investi
gation.
• Although it has not been within the scope of this thesis, th at the optical testing
of the I scale model of the f/7 2.5m hyperbolic G emini secondary mirror th at
the Active Lap is working on has proved problematical, and is the focus of
current research at the OSL. [18]
• Differences between the optical tests after subsequent polishing runs need to
be analysed to find the correct form of the interpolation algorithm.
• Error maps from the optical tests need to be analysed, and fed into the Active
Lap software as target pressure maps. This would be the final stage of closing
the polishing/testing loop.

7.1.3

C oncluding R em arks

I have been extremely fortunate th at the work detailed in this thesis has been part
of a fascinating and challenging research project, and th at I have been involved in
an international collaboration of the highest academic stature.
Almost inevitably with a project of such complexity there have been unforeseen
technical difficulties th at have had to be overcome. Although these may have delayed
the working of a fully active lap, we now have a useable polishing tool th at for the
first time ever measures, and uses, the polishing parameters in real-time. This should
prove to be is a significant and lasting contribution to the field of optics production.
Although primarily focussed towards producing Astronomical mirrors, it should also
be noted th at there are other scientific groups th at require large optics, e.g. The
current experiments into producing power via nuclear fusion use lasers that require
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optics of up to approximately 35cm. If these were to be scaled up to power station
size, then they would require l-2m optics with very good stray light performances.
The Active Lap may be an idea tool for making these.
However, in the immediate future we look towards producing Astronomical mirrors.
W ith the G emini tender rapidly approaching, and others on the horizon, the Active
Lap should have an extremely bright future.
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A p p en d ix A
M a th em a tica l D erivation s
Several mathematical formulas have been quoted in the text of this thesis. The
derivations of the non-trivial ones are detailed below.

A .l

C oordinate Transform ations

In order to produce graphical displays th at the user is able to interpret, two coordi
nate transformations are required.
• Transformation of the values read by the two position encoders to x and y
displacements.
• Transformation from the pressure distribution sampled in the rest frame of
the lap, to display the rest frame of the mirror on the computer monitor.

A . 1.1

C oordinate Transform ation o f th e P osition E ncoder
R eadings

In order to calculate the coordinate transformation required to map the position
encoders to x and y displacements, the following calculations are required.
Referring to figure A .l, the two position encoders are situated at points A and B,
with the centre of the lap at C. The distance between the encoders, D, has been
measured to be 1244mm, and the encoders measure the lengths a and 6.
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A

B

X

D
Figure A.l: Coordinate transformation for position encoders.
Since x = a cos 9 and using the Cosine Rule Ip’ = a? -\-

X =

— 2aD cos 9^ we obtain
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2D

then, applying Pythagoras’ Theorem
3/

= (CL'

These displacements are required in order to perform the transformation from lap
to mirror coordinates detailed below and in finding the total force applied to the lap
by the polishing arms.

A . 1.2

C oordinate T ransform ation from Lap to M irror C o
ordinates

A coordinate transformation from the rest frame of the lap to the rest frame of
the mirror is im portant so th at the user can clearly see exactly what is happening
to the mirror. Since the load cells are physically situated in the lap, the pressure
distribution is measured in the rest frame of the lap. If the pressure map, or any
other of the graphical displays, is shown in anything other than the rest frame of
the mirror, it would be extremely difficult for the user to determine the effects th at
polishing was having on the mirror.
A further complication also arrises from the fact th at a circular display is required on
the computer monitor. As detailed in section 3.4.1.3, the display circle is essentially
an ellipse a with major axis of 35 units, minor axis of 30 units.

104

The problem is therefore to transform a data value at an arbitrary point in a circular
distribution in the rest frame of the lap, to a point in an elliptical distribution in
the rest frame of the mirror.
In order to accomplish this, three translations are required. These are due to the
independent motions in the lap/m irror system. W ith respect to the laboratory rest
frame, these are
• Rotation of the mirror.
• Linear translation of the lap.
• Rotation of the lap.
Incorporated into the rotations is a forth translation, which converts from a circular
to an elliptical data distribution.
y

Figure A.2: Rotational coordinate transformation.
Referring to figure A.2, a general rotation of a degrees from P to Q is accomplished
by the following transformations [30]
rCp cos a — yp sm a

(A.1)

yq = Xp sin a - \- yp cos a

(A.2)

Tg =

The coordinate system of the displayed graphical map is shown in figure A.3. To
translate from the rest frame of the lap to the circular display on the computer
screen, we need to know where the point (a, h) on the screen is situated in the rest
frame of the lap.
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X

(a, 6 )

. (30,35)
Centre of mirror.

V
Figure A.3: Coordinate system of displayed graphics map.
In order to perform one rotational coordinate transformation of the displayed graph
ics map, the following procedure must be carried out.
1. A linear transformation so th at the centre of the displayed circle is at the
origin. This results in the point (a, b) being translated to (a —30,6 —35). This
will be written as
CL —> (u —30)
b ^

(6 -3 5 )

2. A scale reduction in the X and Y directions to translate the ellipse into a unit
circle.
CL —> (fl —30)/30
6

(6

- 35)/35

3. A rotation by e degrees using equations A .l and A.2 .
a

{(6

—35)/35}sine + {(a —30)/30}cose

6

{(6

—35)/35}cose —{(a —30)/30}sine
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4. An increase of the scale to convert back to the ellipse.
a —» {30(6 —35)/35} sin e + (a —30) cos e
6

—> (6 —35)cose — (35(a —30)/30}sine

5. A linear translation to restore the centre of the circle to its initial position.
CL—>{30(6 —35)/35{ sin e -4- (û —30) cos e 4 - 30
6 —^ ( 6

—35) cos e — {35(n — 30)/3 0 { sin e -I- 35

To perform the complete coordinate transformation, the three independent motions
of the lap/m irror system must be allow for as mentioned above.
If the rotation of the mirror is 0, the rotation of the lap is ÿ, and the translations of
the centre of the

lap with respect to the centre of the mirror are x and y as detailed

in section A. 1 .1 ,

then the following equations will map a point {Lx,Ly) onthe lap

to a point ( M j , M y ) on the screen display of the mirror. (Note the signs of the
translations to allow for the different orientations of the coordinate frames.)
=

{30(7; - 35)/35} sin ^ + (T^ - 30) cos ^ + 30

(A.3)

=

(7; - 35) cos ^ - {35(7; - 30)/30} sin ^ + 35

(A.4)

where 7^ and Ty are temporary variables given by
Tx — {30(7/ÿ — 35)/3 5 { sin (f) 4 - (T^ — 30) cos (j) 4- 30 T y
Ty =

(Ty — 35) cos (f) — { 3 5 ( 7 / — 3 0 )/3 0 { sin (j) 4 - 35 — x

Since the values of 6 and (j) are read from the ADC card (see section 3.9.2 ) they
are not continuous variables. Therefore these equations can be simplifiedso as to
allow the use ofpre-computed LUTs in order to reduce the cpu time used.

These

simplified forms are
M® = ( L ,- 3 0 ) K ^ , + { L , - 3 5 ) K l + J^

(A.5)

M® = { L y - 3 0 ) K ° + { L y - 3 5 ) K l + Jy

(A.6)

where
Jx —

4- yK ^ 4- 30

Jy = xKy 4- yKy 4- 35
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The coefficients K j are functions of 6 and ÿ only. They can therefore be calculated
during the software initialization for all values of 6 and ÿ and stored as LUTs. K j
are found from the following equations.
KI

= cos(0 + (/))

Kl

= 30sin(^ + ÿ)/35

Kl

=

KI

= cos 6

=

-3 0 sin ^ /3 5

-3 5 sin (g + ÿ)/30

= cos{6 + (/))
=

- cos 6

= -3 5 sin ^ /3 0
Since J* depends on the x and y translations detailed in section A. 1 .1 as well as 9 and
(j), if they were to be stored as LUTs, they would have to be stored as 4 dimensional
LUTs. There are 256 possible readings for each of the four parameters, so this LUT
would have 256^ (= 4.3 x 10^) elements. Therefore, since even storing one byte
per element would make this too large to be feasible (4096 MBytes) the Ji values
have to be calculated in real-time. However, the cpu time used to do this can be
minimized by performing the calculation once per frame and storing the values in
memory. Then, when performing the coordinate transformation, this value can be
accessed, rather than calculated, for each pixel in the display.

A .2

T otal force in P olishing A rm s

Figure A.4 shows a schematic of the polishing machine, indicating the relative po
sitions of the forces in the left and right polishing arms, which are Fi and F r re
spectively. Additionally, Si and Sr are the strokes of the left and right polishing
arms, Di and Dr are the lengths of the arms (measured as 1060mm and 1080 mm
respectively) and L is the distance between the centres of the two polishing arm
turn-tables (measured as 1500mm). O l is the centre of the lap.
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L

Circle describing path
of centre of cam.

The Lap.

Figure A.4: Schematic Diagram of Polishing Machine.
The total force applied to the lap by the polishing arms is the magnitude of the
resultant force, |R |. Referring to figure A.5 and using the Cosine Rule, we obtain

|R| = {|F]|^ + |FrP - 2|Fi||Fr|

COS a } '

(A.7)

Figure A.5: Resultant of Forces Applied to Polishing Arms.
|Fi| and |F r| are measured by the load cells in the polishing arms, it is therefore
necessary to calculate a. This can be achieved using the following method.
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1. From the two position encoders, the coordinates of the centre of the lap can
be calculated (see section A. 1 .1 ). Note th at the centre of the lap is where the
two polishing arms intersect.
2. Knowing the position of one end of the polishing arms from above, and the
length of the polishing arms, two possible points on the circular path of the
turn-tables can be found, where the other end of the arms are situated. These
are indicated are points P and Q in figure A.6 .
3. The turn-tables only rotate clockwise. Therefore whether the arms are cur
rently at point P

01

Q can be determined by whether the last time P = Q

occurred at the maximum or minimum position.
4. Now th at the coordinates of both ends of the arms are known, the angle
between the arms, /?, and hence o;(= 180 —/?) can be calculated.

A .2.1

F inding th e C oordinates o f th e E nds o f th e P olish in g
A rm s

Figure A .6 shows the intersections of the circles described by both the motion of the
left hand turn-table, and the possible positions of the left hand polishing arm. The
point (xt^yt) isthe coordinate of the centre of the lap,found by calculating the x
and y translations of the lap as shown in section A . 1 . 1 . {xi,yi) is the coordinate of
the centre of the left hand turn-table.
The equations of the circles are
{x - X i f + {y - yiY

=

(x - XtY + {y - ytY

= Di^

(y )

(A.8 )
(A.9)

Solving these equations for ?/, it can be shown that

y=

+ {p^t^ — xi^) + {yi^ — yt^) — 2{xt — x{) x

2 {yt - yi)

This can then be written as
y = J x - \- K
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(A.10)

V

(x - xt)^ + (y - y t f = Di
X
Figure A.6 : Coordinates of Ends of Polishing arms.
where J and K are given by
J
K

=

(m - 2/z)

_

+ (z/.' - 2/z')

=

2 (i/( - 2/f)
Substituting back into equation A.8 , we obtain
x^ | l +

+ X {2J {K — yi) — 2xi] + i^xi^ + {K — y if"

—j = 0

(A.11)

Thus the x coordinates of points P and Q can be found using the standard for
mula for solving quadratic equations, and their corresponding y values found using
equation A. 1 0 .
The same equations are used to find the points corresponding to P and Q on the
right hand turn-table, but using

A .2.2

yri & and Dr-

Finding th e A ngle B etw een the Polishing Arm s

Once it has been determined whether the polishing arm is currently at point P or Q,
as enumerated above, the following procedure is required to find the angle between
the polishing arms.
Ill

Referring to figure A.7, points {puQi) and {pr,Qr) are the coordinates of the ends
of the polishing arms attached to the left and right turn-tables, and {pt, qt) is the
coordinate of the centre of the lap.
L and R are vectors from the centre of the lap along the polishing arms. If i and j
are unit vectors along the x and y axis respectively, then L and R are given by

L — {pi —Pt)'^ +{qi —qt)i

(A.1 2 )

R

(A.13)

=

{ Pr

— P t ) i + (Çr — Qt)i

From these we obtain
L •R =

(p/

—P t ) { P r — P t )

+ ( qi

—Qt){qr

— Qt)

(A.14)

Now, if for two arbitrary indices A and B we define P a b = {p a — P b ) and Q a b =
{ qa — Qb ), then using L • R = |L ||R | cos/?, where |L| = Di and |R | =

it can be

shown th a t
/3 = arccos

P l t P rt + Q l t Q rt

(A.15)

Di • Dr

(Pr JQr )

Figure A.7: Find the Angle Between Two Vectors.

A .3

A rea o f Lap O verhanging M irror

Figure A .8 shows the centre of the lap, O l , displaced from the centre of the mirror.
D m by a distance D, with the radius of both the lap and the mirror being r. Now,
cos

,9 - (i
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Area of Overhang, A

Figure A.8 : Area of Lap Overhanging Mirror.
therefore

0 = 2 a r c c o s(^ )

(A.16)

If the area of the sector P Q R O m is A (P Q R O m ) and using equation A.16, we obtain
(A .l?)

A {P Q R O m ) =
=

r 2 arccos ( D
—
\2 r

(A.18)

Using the same notation, the area of the triangle P R O m is given by
D
A {P R O m ) =

2

21

D

2

1^
'

2

~2

D
' ~2

(A.19)

(A.2 0 )

The area of intersection of the two circles, A {P Q R S), can be found from
A {P Q R S ) = [A{PQRO m ) + A {P S R O l )] - [A{PRO m ) + A {P R O l )]
Since A {P Q R O m ) = A {P SQ O l ) and A [P R O m ) = A {P R P l ) this reduces to
A {P Q R S) =

2

[A{PQRO m ) - A {P R O m )]
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Therefore, using equations A.18 and A.20 the area of the lap overhanging the mirror,
A, is given by
A

= 7 r r ^ -A (P Q R S )
=

=

Trr —2 < r arccos

fD \
j —

(i;,

\ + D ( r ^ ------—

^ 7T—2 arccos f
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A p p en d ix B
A n In trod u ction to N eu ral
N et works
B .l

Introduction

Computing using neural networks is a relatively new, but expanding discipline. Since
its origins in the 1940’s it has largely been overshadowed by conventional computer
techniques, but received an upsurge in popularity in the late 1980’s due to new
developments in the field, and enormous advances in computer hardware technol
ogy. [34]
Historically, neural networks attem pted to model the biological structure of the
human brain and the way it processes information. However, most current neural
network architectures do not try to closely imitate their biological models, but can
instead be regarded simply as a class of parallel algorithms. [38]

B .2

G eneral P roperties o f N eural N etw orks

There are several properties of neural networks th at makes them extremely attractive
to use. [29]
• They are very good for modelling highly non-linear systems, which can be
extremely difficult, or impossible to model using more conventional methods.
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• They have the ability to learn from examples, rather than being explicitly pro
grammed. They can therefore learn from experience in order to improve their
performance and adapt their behaviour to new and changing environments.
• They are good at using past knowledge to formulate the best response to a
new situation and to uncertain or noisy data. (A property known as General
ization.)
• They exhibit graceful degradation in the event of a fault in part of the network,
ie. the system is able to continue to function when parts are damaged, rather
than the failure of one component causing the failure of the whole machine.
Inevitably there are also some drawbacks to using neural networks.
• There are many different parameters in a neural network model th at need to
be assigned, (e.g. number of units, learning rates, activation functions, etc.^)
At the present stage of our understanding of neural networks, the values th at
these parameters should take for a particular application are assigned by trial
and error. This makes it a long process to determine the best model.
• For complicated problems, the size of a network can become enormous. This
results in the network learning phase taking a very long time, often several
days, which only exasperates the item above.
Despite these drawbacks, neural network models have been used very successfully
across a wide variety of applications, particularly those which have until now been
either impossible or commercially impractical for conventional computers to address.

B .3

E lem ents o f a N eural N etw ork

There are a number of different elements which comprise a neural network model,
of which the basic aspects are shown in figure B.l.
There is a set of processing units, indicated by circles in the diagram. At each point
in time, t, each unit u has an activation value a{t). This activation is a function.
^See later in this appendix for explanation of these terms.
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at(/)

aj(t)

Figure B.l; The Basic Elements of a Neural Network.
Fj, of the previous activation, a{t ~ 1), and the net input to the unit, net. ie.
aj{t) = Fi{aj{t - l),n e tj}
where a subscript attached to a parameter denotes the unit to which the parameter
is associated.
This activation is passed through an output function f to produce an output value
o(t).

The output value from a unit passes through a set of uni-directional connections
(represented by lines in the diagram) to other units. With each connection is an
associated strength, or weight designated Wij, which determines the amount of effect
the first unit has on the second.
All the inputs to a unit are then combined to form the net input,
netj - ^ tUjjOj
J
The net input is then used with the current activation of the unit to calculate the
new activation value, ai(t -f-1), and the process continues. [32]
These systems are not static.

They are dynamic in the sense that the weights
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associated with the interconnections, and hence the pattern of connections can evolve
as the network learns.
Unlike conventional computer systems, whose behaviour can be traced step-by-step
with a particular piece of information being located at, e.g., a particular memory
location, a neural network behaves as a “black box” . It is not possible to tell how
the network achieves it’s results, or where a particular piece of knowledge is located.
Information is distributed throughout the network, being implicitly encoded in the
numerical weights between the units.
The different elements of the models are detailed in the following sections.^

B .3 .1

U n its : T he B uilding B locks o f a N eu ral N etw ork

A neural network consists of a number of elementary units, each of which attem pts
to simulate the behaviour of a single neuron in the human brain. Each unit is a
simple mathematical processor, which receives one or more inputs and produces an
output. Each input has an associated weight which determines the “intensity” of
the input. The process the unit performs is to use the inputs and weights in some
predefined algorithm to calculate the activation of the unit. The output of a unit is
then calculated using another predefined function of the activation.
W ithin the network architecture it is useful to classify three types of units: input,
output and hidden. D ata is fed into the network through the input units and is sent
out via the output units. Hidden units are those whose only inputs and outputs
are within the network: they are therefore “hidden” from the outside world. See
figure B.2.

B .3 .2

T he A ctivation o f a U n it

If there are N units in a neural network model, then at any time t the state of the
system is represented by a vector of N real numbers a(t). Each element of the vector
stands for the activation of one of the units, with the activation of unit Ui at time t
^Except where explicitly noted, information throughout this appendix has come from a number
of sources, namely [3] [9] [29] [32] [34] [38].
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being designated as ai{t).
Different models make different assumptions as to how the activation is calculated,
which in turn affects the properties of the network.
activation function,

fact,

The general form th at the

takes is
ai{t + 1) =

fact

{neti, ai{t), 9i}

(B .l)

+ 1 ) is the activation of unit ui at time t + 1 , neti is the net input to the

where

unit and 6i is a bias term associated with the unit.
The most commonly used activation function is the logistic function, which redis
tributes the net input to a unit into the range ]0,1[. This defines the activation at
time t +

1

as
+ ^) = I +

(®-2 )

e (-n e (i-9 i)

Another commonly used activation function is the tanh function, which is given by
a{t + 1) = tanh{neti)

(B.3)

This is useful because it is well known that the network converges quicker during
learning and produces a model th at has very good generalization properties. [3]
There are numerous other activation functions, some of which can be found in [38].

B .3 .3

T h e O utput o f a U n it

The output of each unit is calculated as a function of the units activation, namely
Oi = fout{ai{t)}

(B.4)

where oi is the output from unit Ui.
The exact form of the output function is less critical than the activation function,
often simply taking the form of the identity function,
however, is

font

fout{^)

= x. More common,

being some kind of threshold function, so th at a unit only produced

an output if it’s activation exceeds a certain value.
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B .3 .4

T h e P a ttern o f C on n ectivity

The basic units are connected to one another, with the outputs from some units
fed to the inputs of others. It is this pattern of connectivity (known as the network
topology) th a t constitutes what the system knows and determines how it will respond
to any arbitrary input. The number of units in a network can range from tens to
thousands.
The most popular topology in use today is shown in figure B.2. This consists of
three layers of units, with each unit in a particular layer being connected to every
unit in adjacent layers. This is known as a feed-forward network. D ata flows into
the network through the input layer, passes through one or more hidden layers and
finally flows out of the network through the output layer, i.e. the data is simply fed
forward from the input to the output layers. Since the output of any unit can be
fed to the input of any other, it is obvious th at many other topologies are possible.
Some networks allow for backwards as well as forwards connections, or even for units
to send their outputs back to themselves. The topology of the network determines
its behaviour, and the application for which it is suited.

Input Layer

Hidden Layer

O utput Layer

Figure B.2: Schematic Diagram of a feed Forward Network.
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B .3 .5

T he R u le o f P rop agation

This describes how the output values and connection strengths are combined to
produce a net input to a unit. The form of this is usually straightforward: if unit Uj
receives inputs from n units, and the connection strength between unit Ui and uj is
Wij, then net input to unit uj is given by
n

netj = 'Y^WijOi

(B.5)

i=l

When complex network topologies are used, then more complicated rules of propa
gation are required. [32]

B .4

Learning in N eural N etw orks

There are two basic classes of learning algorithms th at are used in neural networks:
unsupervised and supervised learning.

B .4 .1

U n su p ervised Learning

In unsupervised learning, the network is allowed to experiment and discover for itself
the required response. Allowing the network to determine its own set of rules like
this is particularly suitable for cases where no model answers are available.
The network is presented with a set of input conditions, which initially produces
a random output. W hether this output is judged to be good or bad is determined
by a predefined merit function.

If it produces a good output then the network

connections are adjusted to increase the response, or vice versa for a bad output.
When this process is repeated a number of times, acceptable performance may be
achieved.
The advantage of this type of learning over supervised learning is th at once the
network is put to work, it can be allowed to continue to learn, and hence is able to
adjust to changes in its environment.
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B .4 .2

Supervised Learning

In supervised learning, the network is presented with a number of input conditions
along with the corresponding outputs that it is required to reproduce. By examining
the difference between the network’s outputs and these required responses, error
values are calculated. The connections within the network are then adjusted so as
to minimize the errors.
Largely for historical reasons, supervised learning is more often used than unsuper
vised. There are many different algorithms used, but the most common one is called
hackpropagation.

B .4 .2.1

Backpropagation

Hackpropagation is particularly well suited for training a feed-forward network. (See
section B.3.4.) It is popular for three reasons
• It is relatively easy to develop a neural network using this method.
• It is readily applicable to a wide range of applications, particularly for classi
fication and prediction.
• Most neural network development tools support this algorithm or one of its
many variations.
The backpropagation weight update rule is known as the generalised delta rule. The
algorithm used for changing the connection weights in the network following the
presentation of an input/output vector pair is given by
Aw ij

= TjbjOi

(B.6 )
—Oj)

if unit j is an output unit

'^k h'Wjk if unit j is a hidden unit
where Aw ij is the update to be applied to the weight Wij, rj is the learning rate, 6j
is the error of unit Uj (i.e. the difference between the real output Oj and the target
output tj), Oi is the output of the preceding unit Ui, Wij is the connection weight
between Ui and Uj, and Wjk is the weight between Uj and the Uk, a successor to the
current unit Uj. [38]
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Learning using backpropagation is a gradient descent technique. It corresponds to
performing steepest descent on the multi-dimensional error surface, where height
is equal to the error measure. In this system

77,

the learning rate, is a constant of

proportionality. [32] True gradient descent would require infinitesimally small steps
to be taken, which would mean an infinitesimally small value for
practical purposes,

77 is

77.

However, for

chosen to be as large as is possible without causing oscillation,

usually being in the range [0.1,0.9]. A common way to avoid oscillations is to modify
the generalised delta rule to include a momentum term a, giving
Aw ij{t + 1) = r)6jOi + aA w ij{t)

(B.8 )

This provides a kind of momentum in weight space th at effectively filters out high
frequency variations in the error surface, and therefore allows the effective weight
steps to be larger. Typically, a % 0.9.
A further refinement is to add a flat spot elimination term. This is a constant value
th at added to the derivative of the activation function to enable the network to pass
flat spots in the error surface.
There is one major problem with backpropagation th at is common to all gradient
descent techniques, the problem of local minima. The problem is th at of getting
stuck in a “hollow” in the error surface. Since the error is at a minimum, albeit a
local one, it will no longer learn. The aim of learning is to end up at the global
minimum, i.e. the smallest value possible on the whole error surface. However,
since it is possible to change the initial conditions of the network, i.e. the initial
connection weights, it is possible to commence learning at many different positions
on the error surface. Therefore, it is invariably possible to obtain a set of working
parameters. However, the process of trial and error for finding these can be very
time consuming. [9]

B .5

Sum m ary

The capability of applying neural network to complex problems is extensive, particu
larly where conventional computing techniques are especially difficult or impossible
to use, such as for highly non-linear systems. The most popular applications at
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present are in classification and prediction, both of which make use of a neural net
work’s ability to identify patterns contained within the data. The real power of a
neural network lies in it’s ability to learn from examples or from its environment,
disassociating it from the computer programmers inabilities to analyse and solve
these complex problems in sufficient depth.
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