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Abstract 

This thesis explores the fundamental question of how patterns of neural activity 

encode information and guide behaviour. To address this, one needs three 

things: a way to record neural activity so that one can correlate neuronal 

responses with environmental variables; a flexible and specific way to influence 

neural activity so that one can modulate the variables that may underlie how 

information is encoded; a robust behavioural paradigm that allows one to 

assess how modulation of both environmental and neural variables modify 

behaviour. Techniques combining all three would be transformative for 

investigating which features of neural activity, and which neurons, most 

influence behavioural output. Previous electrical and optogenetic 

microstimulation studies have told us much about the impact of spatially or 

genetically defined groups of neurons, however they lack the flexibility to probe 

the contribution of specific, functionally defined subsets. In this thesis I 

leverage a combination of existing technologies to approach this goal. I 

combine two-photon calcium imaging with two-photon optogenetics and 

digital holography to generate an “all-optical” method for simultaneous reading 

and writing of neural activity in vivo with high spatio-temporal resolution. 

Calcium imaging allows for cellular resolution recordings from neural 

populations. Two-photon optogenetics allows for targeted activation of 

individual cells. Digital holography, using spatial light modulators (SLMs), 

allows for simultaneous photostimulation of tens to hundreds of neurons in 

arbitrary spatial locations. Taken together, I demonstrate that this method 

allows one to map the functional signature of neurons in superficial mouse 
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barrel cortex and to target photostimulation to functionally-defined subsets of 

cells. I develop a suite of software that allows for quick, intuitive execution of 

such experiments and I combine this with a behavioural paradigm testing the 

effect of targeted perturbations on behaviour. In doing so, I demonstrate that 

animals are able to reliably detect the targeted activation of tens of neurons, 

with some sensitive to as few as five cortical cells. I demonstrate that such 

learning can be specific to targeted cells, and that the lower bound of 

perception shifts with training. The temporal structure of such perturbations 

had little impact on behaviour, however different groups of neurons drive 

behaviour to different extents. In order to probe which characteristics underly 

such variation, I tested whether the sensory response strength or correlation 

structure of targeted ensembles influenced their behavioural salience. Whilst 

these final experiments were inconclusive, they demonstrate their feasibility 

and provide us with some key actionable improvements that could further 

strengthen the all-optical approach. This thesis therefore represents a 

significant step forward towards the goal of combining high resolution readout 

and perturbation of neural activity with behaviour in order to investigate which 

features of the neural code are behaviourally relevant. 
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Impact statement 
 
The brain is one of the most complex systems in the universe and a deep 

understanding of it would have a transformative impact on a broad range of 

fields. Knowledge of the mechanisms behind normal and abnormal brain 

function would help us develop more targeted therapeutic strategies to combat 

mental illness, cognitive decline and neural dysfunction. An algorithmic 

understanding of how the brain implements flexible learning and intelligence 

would herald a new era of machine intelligence, the benefits of which would 

permeate through all fields that leverage insight from data. Deeper knowledge 

of how and why we as organisms behave in the way that we do will subtly, but 

profoundly influence that way that we view ourselves and our roles in society.   

 

To get to this point we need to understand the language of the brain – the 

grammar and syntax by which it represents, manipulates and stores 

information. The best way to learn a language is to converse in it. In this thesis, 

I have developed a method that for the first time allows us to have that 

conversation with the living brain, during behaviour, on a level that is thought 

to be particularly relevant for how it performs its function. This method, which 

builds on several pivotal methodological revolutions, has unprecedented 

flexibility and specificity. Neuroscientists have historically used light to interact 

with the brain because it can reach neurons flexibly and relatively non-

invasively. This has led to the rapid development of a toolkit of proteins that 

allow us to optically record from and stimulate neurons through the use of 

calcium imaging and optogenetics. Advanced optical techniques, such as 
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digital holography and two-photon microscopy, now also allow us to deliver 

light to arbitrary, but precise locations in three-dimensions.  

 

I have combined these techniques to build a method that allows for flexible 

stimulation and readout of neural activity in vivo through simultaneous two-

photon calcium imaging and optogenetics. I have also developed a behavioural 

paradigm which provides one of the first demonstrations that such a technique 

can be used to drive behaviour through the manipulation of neurons targeted 

on the basis of their functional identity. I have extended this to try to causally 

test how features of neural identity, such as recruitment by sensory stimuli and 

activity correlation, impact the behavioural salience of neural ensembles. I have 

identified and characterised previously unreported limitations to the method 

that will need to be carefully addressed for future progress in this field. To 

enable these experiments I have also built a suite of software and hardware 

tools that would facilitate similar experiments in other labs. Together, the work 

in this thesis represents a substantial step forward towards learning the 

language of the brain. 
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1 Introduction 

1.1 General aim of experiments 

It has long been known that dedicated regions of the brain respond to sensory 

stimuli1–5. Since these initial discoveries we have learnt a great deal about how 

activity patterns within6–9 and across10–13 these areas might contribute to the 

perception14,15 and discrimination16–18 of said stimuli, as well as how animals 

might leverage this information to guide behaviour19,20. Indeed, it has 

subsequently been shown many times that experimental up and down-

regulation of activity in these areas can have clear effects on sensory guided 

behaviour21–27. As such, we now know considerable amounts about how 

features of the activity of individual neurons and neural populations correlate 

with environmental and behavioural variables. These together comprise a set 

of candidate features that could underlie the “neural code” – the subset of 

features that are necessary for the brain to perform its function. One way to 

explore the neural code is to examine the relationship between neural activity 

and behaviour. Mice can be trained in a range of behavioural tasks that allow 

correlation between behavioural responses and experimentally controlled 

neuronal stimulation28–32. This, in combination with controlled manipulation of 

putative coding aspects of neuronal responses, such as the spike rate33,34, 

timing35–38 and number39 of responsive neurons, as well as their functional 

identity40,41, could allow one to determine exactly which coding aspects are 

perceptually relevant42,43.  
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It is now a popular idea that the computations performed by the brain are a 

mesoscale emergent property of the activity of networks of neurons44–47. 

Identifying relevant coding features in such networks will require recording and 

manipulation of activity at scale with high levels of precision and flexibility. 

Modern techniques are bringing us closer to this goal48. However, this is still a 

major challenge given that such networks are thought to act on multiple 

spatial11,12 and temporal49–51 scales, they are physically distributed in cortical 

space and the relevant neurons underlying the computation may or may not be 

genetically similar7,52. These features make such experiments somewhat 

unapproachable by standard experimental methods. 

In order to fully explore this complex parameter space, it is necessary to 

develop an experimental paradigm that combines chronic population-scale 

neural recordings, manipulation of user-defined ensembles of neurons and 

behaviour, all with single-cell and single-spike resolution. While electrical 

stimulation studies have achieved single-cell, single-spike resolution37,53–55, 

they can only be performed over short periods of time and are very inflexible. 

In contrast, optogenetic stimulation experiments allow flexible, less invasive 

stimulation over long periods of time34,39. However, they have not yet been able 

to achieve single-cell resolution. Moreover, neither of these methods allow for 

trial-by-trial control over the specific set of neurons that are activated. 

However, recent technological breakthroughs now allow optogenetics to be 

combined with digital holography and two-photon laser scanning microscopy, 

enabling targeted stimulation of combinations of neurons with single-cell 

spatial and millisecond temporal resolution48,56–60.  
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This project aimed to take advantage of such developments to combine 

targeted two-photon optogenetics, two-photon calcium imaging and 

behavioural paradigms to develop a method for all-optical interrogation during 

behaviour (Fig. 1.1), allowing me to test which features of the neural code 

influence perception in a well-established cortical area, barrel cortex.  

The following introduction will summarise calcium imaging, optogenetics and 

previous efforts to combine them in vivo. It will then go on to describe some of 

the features of the putative neural code that may be accessible to such 

methods and describe my model system, mouse barrel cortex. Finally, it will 

give examples of previous work probing the impact of functionally defined 

neurons on behaviour. 
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Applications of successful optogenetic targeting
The genetic and optical targeting strategies described above are 
under active development worldwide and should yield substantial 
 improvements over the next decade. Moreover, the various strategies 
can be used in concert, potentially dramatically enhancing the power of 
optogenetics. In order to spur further development and provide a yard-
stick for progress, it is useful to consider what ‘dream experiments’ may 
eventually become possible using these more sophisticated optogenetic 
strategies—which we call ‘targeted optogenetics’—and what funda-
mental questions in neuroscience they can be used to answer. Here we 
provide a few selected examples of such experiments.

Probing neural identity. The question of what defines neuronal identity 
continues to remain a contentious issue in neuroscience81. While 
traditional definitions of identity on the basis of morphological features 
(dendritic and axonal shape, projection patterns) have recently been 
complemented by electrophysiological and genetic ‘fingerprinting’82,83, 
rigorously defining cell types continues to be a difficult challenge. The 
ability to target optogenetic probes to precisely defined genetically 
specified populations should allow the anatomical, genetic, and 
physiological definitions of identity to be combined in unprecedented 
ways. In particular, it may be possible to identify the precise functional role 
of a particular cell type during behavior—or to reveal further subdivisions 
in a defined population—by activation or inactivation of that cell class. For 
example, restricting expression of ChR2 in a particular cell class (identified 
on the basis of projection target or genetic identity) allows these neurons 
to be ‘tagged’ and identified by optogenetic activation during conventional 
electrophysiological or optrode recordings84. Such an approach has been 
used to identify and distinguish cortical interneurons from pyramidal 
cells84–86, GABAergic and dopaminergic neurons in the ventral tegmental 
area87, and striatal interneurons and projection neurons88. Experimental 
strategies such as these should allow greater security of cell type 
identification during in vivo experiments and ultimately may also lead to 
new, and richer, definitions of neuronal identity.

How many neurons are enough? Recent experiments have suggested 
that the activity of only few neurons89—or perhaps only a single 
neuron90—may be enough to change network activity sufficiently to 
influence behavior. The relationship between the number of active 
neurons and behavioral readout remains unknown and would put 
fundamental constraints on the design of neural circuits and their 
sensitivity to perturbations (such as noise). Being able to target 
expression of optogenetic probes to defined numbers of neurons,  
and/or being able to activate (or inactivate) precise numbers of neurons 
using a targeted optical approach, should allow this relationship to 
be determined for different cell types in different circuits during 
behavior. This would provide fundamental information about the 
sparseness of representations in neural circuits. It may also identify 
whether there are particular types of neurons (defined by their 
anatomical, genetic or functional identity; see above) or even single 
neurons that are unusually influential in regulating the activity of 
their local circuits and ultimately their behavior.

Cracking the neural code. The nature of the neural code has long  
been a fundamental problem in neuroscience. Given that behavior 
can engage thousands of neurons in intricate patterns on millisecond 
timescales, probing the nature of the code presents a formidable 
challenge to the optogenetic approach, which in its conventional 
incarnation only permits synchronous activation of neural populations. 
Cracking the neural code—in other words, determining which 
spatiotemporal patterns of activity in which genetically defined sets of 
neurons causally drive behavior—will require ‘playing in’ spatiotemporal 
patterns of activity into the circuit with the same temporal and spatial 
precision as the physiological patterns. Therefore, it will be necessary 
to combine optical readout of activity using activity indicators (for 
example, for voltage or calcium) followed by optogenetic manipulation 
of the same neurons, both with high temporal and spatial resolution, 
ideally in a volume encompassing the entire engaged circuit (Fig. 6). 
Such an experiment is not yet possible given the combined constraints 
of opsin properties and optical hardware, although the recent advances 
in targeted and patterned illumination described above suggest that 
this will soon be in reach. Moreover, because behavior engages activity 
differentially across different populations of neurons in the same 
circuit—at a minimum, excitatory and inhibitory neurons—it will be 
necessary to use a multi-color approach for selective manipulation of 
the different populations. Once these problems are overcome, however, 
it should be possible to test which neural codes—for example, involving 
different levels of temporal precision—in which neurons are required 
to drive specific behaviors. Similar experiments (in combination 
with the use of activity-dependent opsin expression) may be used to 
probe which activity patterns drive memory storage and retrieval. The 
interplay between experiment and theory is expected to be crucial for 
answering these questions, not only because theoretical approaches are 
extremely useful for refining design and interpretation of optogenetic 
experiments but also because theories can provide clear, experimentally 
testable predictions.
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Figure 6 Using targeted optogenetics to enable ‘dream experiments’.  
A schematic illustration of how ‘targeted optogenetics’ can be used to 
probe the neural code in a cortical circuit. The figure highlights the close 
interplay that is necessary between behavioral experiments, optical readout of 
patterns of activity and replay of the same patterns in the ‘right’ neurons using 
optogenetics. Targeted optogenetics allows the precision of temporal patterns 
and the precise membership of the neuronal ensemble to be tested directly 
to investigate their importance for the neural code driving the behavior.

Figure 1.1 | Using all-optical interrogation to enable “dream experiments”. A combination of two-photon imaging 
and two-photon optogenetics will allow for bidirectional communication with the brain during behaviour with single-
cell resolution. This will allow us to close the loop between neural activity and behaviour. From Packer et al., 2013. 

Figure 1.1 Using all-optical interrogation to enable “dream experiments” 
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1.2 Recording population activity with two-photon calcium 

imaging 

It is crucial for my experimental paradigm that I am able to chronically record 

activity from large populations of neurons with single cell resolution. A popular 

method for doing this is calcium imaging using two-photon microscopy. 

 

1.2.1 Calcium imaging 

Fluorescence occurs when orbital electrons in a compound are excited through 

the absorption of a photon of a given wavelength and, in relaxing back to their 

original state, emit a photon of a longer wavelength61,62. For decades 

researchers have taken advantage of this phenomenon to generate markers 

that can massively enhance contrast in neural tissues to label cells, subcellular 

compartments or even individual molecules63–66.  

Beyond their use for structural imaging, fluorescent molecules can also be used 

for functional imaging, most commonly in the form of calcium indicators67–69 

(Fig. 1.2). These are fluorescent molecules containing one or more active sites 

which, upon binding calcium, undergo a conformational change that modifies 

some feature of their emitted fluorescence (usually brightness or wavelength). 

Calcium ions play a pivotal role in a vast number of different intra and 

intercellular signalling processes in almost all cell types found in biology70,71. 

During neuronal activity, calcium concentrations are elevated through the 

activation of calcium permeable channels such as NMDA receptors72,73, 
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calcium-permeable AMPA receptors74 and voltage-gated calcium channels 

(VGCCs)75,76. Therefore, calcium dynamics related to the spiking activity of a 

neuron can be readout by changes in fluorescence exhibited by calcium 

indicators over time. 

One of the most popular groups of calcium indicators used for monitoring neural 

activity in vivo are the genetically-encoded calcium indicators (GECIs)77,78. 

These constructs are proteins that can be constitutively expressed through the 

genetic machinery of cells and have been used to study the activity of neural 

populations in almost every model organism commonly used in the field – be it 

Figure 1.2 | Calcium imaging in single cells and neural populations with genetically-encoded calcium indicators. 
a, Mechanism behind imaging calcium with GCaMP (a GECI). After binding calcium, conformational intramolecular 
changes lead to an increase in the emitted fluorescence at 515 nm. From Grienberger & Konnerth, 2012. b, 
Simultaneous fluorescence dynamics and spikes in a GCaMP6s expressing neuron. Top left: recorded neuron 
expressing GCaMP6s with the recording pipette indicated schematically. Scale bar = 10 µm. Bottom: Fluorescence 
trace recorded from this neuron (black) and corresponding extracellularly recorded spikes (gray). Single action 
potentials indicated with *, double action potentials indicated with 2. Top right: Zoomed-in view of burst of action 
potentials indicated by dashed box in traces below. From Chen et al., 2013. c, Imaging population activity of layer 2/3 
neurons during whisker-guided locomotion. Top: schematic of two-photon calcium imaging during whisker-guided 
locomotion. Bottom: Overlay of pixelwise regression map onto mean intensity image. Each pixel in the regression map 
is colored according to its tuning to wall distance (see colorbar above); brightness adjusted according to the R2 value 
of the tuning. From Sofroniew et al., 2017. 

these indicators became therefore quite popular for more noisy
recording conditions like those present in vivo (e.g., Sato et al.,
2007; Stosiek et al., 2003). Another major advantage of the
chemical calcium indicators is that they exist in a membrane-
permeable aswell as in amembrane-impermeable form enabling
their use in combination with a variety of different loading tech-
niques (see section on dye-loading approaches) (Helmchen
and Waters, 2002). Finally, these indicators are available at
different calcium affinities and different spectral properties, al-
lowing their simultaneous use (for overview of dye properties,
see Johnson and Spence, 2010).

Genetically encoded calcium indicators (GECIs) come in two
flavors, namely, those involvingFörster resonanceenergy transfer
(FRET) (Figure 2C) and the single-fluorophore ones (Figure 2D).
For the illustration of the FRET-based GECIs we selected as
a representative Yellow Cameleon (YC) 3.60 (Nagai et al., 2004)
(Figure 2C). FRET refers to a form of nonradiative energy transfer
between an excited donor fluorophore and an acceptor fluoro-
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Figure 2. Calcium Indicators
(A) Bioluminescent protein. Binding of calcium ions
to aequorin leads to the oxidation of the prosthetic
group coelenterazine (C, left side) to colenter-
amide (C, right side). Colenteramide relaxes to the
ground state while emitting a photon of 470 nm.
(B) Chemical calcium indicator. Fura-2 is excitable
by ultraviolet light (e.g., 350/380 nm) and its
emission peak is between 505 and 520 nm. The
binding of calcium ions by fura-2 leads to changes
in the emitted fluorescence.
(C) FRET-based genetically encoded calcium
indicator (GECI). After binding of calcium ions to
yellow cameleon 3.60 the two fluorescent proteins,
ECFP (donor) and Venus (acceptor), approach.
This enables Förster resonance energy transfer
(FRET) and thus, the blue fluorescence of 480 nm
decreases, whereas the fluorescence of 530 nm
increases.
(D) Single-fluorophore genetically encoded cal-
cium indicator (GECI). After binding of calcium to
GCaMP conformational intramolecular changes
lead to an increase in the emitted fluorescence of
515 nm.

phore (Jares-Erijman and Jovin, 2003).
Their distance has to be less than 10 nm
in order to enable FRET. YC 3.60 consists
of two fluorescent proteins and is part of
the cameleon family of GECIs (Miyawaki
et al., 1999; Miyawaki et al., 1997). It is
composed of the enhanced cyan fluores-
cent protein (ECFP) as donor and the
circularly permuted Venus protein as
acceptor. These two proteins are con-
nected by a linker sequence that consists
of the calcium-binding protein calmodulin
and the calmodulin-binding peptide M13
(Nagai et al., 2004). In the absence of
calcium ions, the emission is dominated
by the blue ECFP fluorescence (480 nm).
Upon calcium binding, intramolecular
conformational changes lead to reduction

of the spatial distance between the two fluorescent proteins.
Thus, the Venus protein is excited due to the occurrence of
FRET and emits photons of about 530 nm. In practice, the blue
fluorescence decreases, whereas the yellow fluorescence
increases. The calcium signal is expressed as a ratio between
the Venus and the ECFP fluorescence. To avoid possible interac-
tions of calmodulin with endogenous binding partners, two
different approaches were taken. In D3cpV-type GECIs, the
calmodulin-M13-binding interfaces were mutated to strongly
reduce the interactions with cellular targets (Palmer et al., 2006;
Wallace et al., 2008). In another type of FRET-based calcium indi-
cators, calmodulin is replaced by troponin C variants (Heim et al.,
2007; Heim and Griesbeck, 2004; Mank et al., 2006; Mank et al.,
2008). Troponin C is the calcium-binding protein in the cardiac
and skeletal muscle cells and as such it does not have endoge-
nous binding partners in neurons.
A prime representative of the single-fluorophore GECIs is the

GCaMP family (Figure 2D) that is increasingly used for calcium
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Neuron

Primer

We investigated the relationship between neural activity and wall distance using two complimen-
tary methods. First, a pixelwise regression (Ohki et al., 2005; Freeman et al., 2014) related fluores-

cence changes at each pixel to wall distance. Analysis was restricted to periods of running (speed >

3 cm/s), which ensures that mice were actively whisking and that their whiskers were interacting with

the walls (Sofroniew et al., 2014). This analysis yielded a map with each pixel colored based on the

wall distance at which the pixel was maximally active, and its brightness is based on an r2 value indi-

cating the reliability of that response (Figure 3b). Individual neurons appeared as tuned to different

wall distances. In a second analysis, we manually defined regions of interest (ROIs) around individual

neurons (2019 neurons, 6 mice). Calcium fluorescence time courses from individual ROIs showed tun-

ing to wall distance consistent with the pixel-wise maps (Figure 3c,e). For most ROIs, responses

increased with decreasing wall distance. For other ROIs, responses peaked at particular wall distan-

ces, or even increased with increasing wall distance (Figure 3f).
Overall 564/2019 (28%) of ROIs showed significant tuning to wall distance (p<0.05, ANOVA

across trials) (Figure 3d). A further 334/2019 (17%) of ROIs were active (90th percentile F/F > 1.0)

but were not tuned to wall distance, and the remaining 1121/2019 (55%) ROIs were inactive. The

peak wall distance preferred by the tuned ROIs tiled the length of the whiskers, although there was

a bias towards small distances (Figure 3f,g). These imaging experiments revealed a rich representa-

tion of wall distance in the superficial layers of the barrel cortex.

Electrophysiology in barrel cortex during corridor tracking
To examine other cortical layers, and to verify the response properties observed with calcium imag-

ing, we made extracellular recordings from barrel cortex in a separate group of mice running

through the winding corridor (Figure 4a) (13 mice). We used 32-channel single shank silicon probes

in mice expressing ChR2-eYFP in layer 4 neurons (Scnn1a-Tg3-Cre x Ai32). We targeted recordings

to barrel field by visualizing the eYFP fluorescence during surgery. The probe was coated with DiI,

allowing us to reconstruct the probe location within the barrel cortex (Figure 4b). Recordings were

clustered around the C2 barrel (Figure 4—figure supplement 1a). Current source density analysis

Figure 3. Imaging activity of layer 2/3 neurons during whisker-guided locomotion. (a) Schematic of two-photon calcium imaging. (b) Overlay of a

pixelwise regression map and mean intensity image. Each pixel in the regression map is colored according to its tuning to wall distance; brightness was

adjusted according to the r2 value of the tuning. Three example ROIs are highlighted (corresponding to panel c). This imaging region is approximately

centered on the C2 barrel (diameter, 300 mm) and contains parts of the neighboring D1 and C1 barrels. (c) Distance from the snout to the wall as a

function of time (top) and DF/F for three example ROIs (same ROIs as in b). (d) Fraction of neurons in L2/3 that are inactive, tuned, and untuned to the

wall distance. (e) Tuning curves to wall distance for example ROIs (mean ± SE over trials). (f) Heatmap of tuning curves normalized by maximum activity

across all mice. (g) Histogram of the location of tuning curve peaks.
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function are best tested in neurons11,13,23,24, rather than in non-neuronal
systems, most of which show much slower and larger calcium changes19.
We thus screened GCaMP variants produced by mutagenesis in neu-
rons, and subsequently validated lead sensors in several in vivo systems.

GCaMP protein engineering
GCaMP (ref. 17) and its progeny11,16 consist of circularly permuted
green fluorescent protein (cpGFP)25, the calcium-binding protein cal-
modulin (CaM) and CaM-interacting M13 peptide26 (Fig. 1a). The
CaM–M13 complex is in proximity to the chromophore inside the
cpGFP b-barrel27. Calcium-dependent conformational changes in
CaM–M13, including modulation of solvent access and the pKa of
the chromophore, cause increased brightness with calcium binding.

Despite extensive structure-guided optimization11,16, GCaMP and
other protein sensors still suffer from low sensitivity and slow kinetics.

We produced numerous additional GCaMP variants and tested them
in automated neuronal assays (Fig. 1). With the aim of improving
sensitivity, we focused mutagenesis on the interface between cpGFP
and CaM at 16 amino acid positions, some mutagenized to near com-
pletion (Fig. 1a, Supplementary Table 5)16. Mutations were made at 18
additional sites, notably at the M13–CaM interface which can affect
calcium affinity28 (A317) and in CaM (R392) (ref. 16) (Fig. 1a).

Dissociated rat hippocampal neurons in 24-well plates were trans-
duced with GCaMP variants (one per well), together with nuclear
mCherry29, using lentivirus-mediated gene transfer. Electrodes triggered
trains of action potentials in all neurons within each well (Methods).
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Figure 2 | GCaMP6 performance in the mouse
visual cortex. a, Top, schematic of the experiment.
Bottom, field of view showing neurons colour-
coded according to their preferred orientation
(hue) and response amplitude (brightness) for
GCaMP5G (left) and GCaMP6s (right). b, Example
traces from three neurons expressing GCaMP6s.
Single sweeps (grey) and averages of 5 sweeps
(black) are overlaid. Directions of grating motion
(8 directions) are shown above traces (arrows).
c, Example traces from three neurons expressing
GCaMP6f. Single sweeps (grey) and averages of 5
sweeps (cyan) are overlaid. d, Left, high
magnification view of fluorescence changes
corresponding to the red boxes in b (black) and
c (cyan), normalized to the peak of the response.
Right, Fourier spectra normalized to the response
amplitude at 0 Hz for neurons driven with 1 Hz
drifting gratings, transduced with GCaMP5G,
OGB1-AM, 6f or 6s. e, The fraction of cells scored as
responding to visual stimulation when loaded with
different calcium indicators. Error bars correspond
to s.e.m. (n 5 70, 39, 23, 38, 21 and 34 fields of view
(FOVs) for GCaMP3, 5G, OGB1-AM, 6f, 6m and
6s, respectively). GCaMP3, 5G, and OGB1-AM data
are from ref. 16. f, The distribution of fluorescence
changes across cells at the preferred orientation.
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Figure 3 | Combined imaging and
electrophysiology in the visual cortex.
a, Simultaneous fluorescence dynamics and spikes
in a GCaMP6s (top) and a GCaMP6f (bottom)
expressing neuron. The number of spikes for each
burst is indicated below the trace (single spikes are
indicated by asterisks). Left inset, a GCaMP6s-
expressing neuron with the recording pipette
indicated schematically. b, Zoomed-in view of
bursts of action potentials. Top, GCaMP6s;
bottom, GCaMP6f. c, Fluorescence change in
response to one action potential. Top, GCaMP6s;
bottom, GCaMP6f. d, Median fluorescence change
in response to one action potential for different
calcium indicators. Shading corresponds to s.e.m.,
n 5 9 (GCaMP5K, data from ref. 16), 11
(GCaMP6f), 10 (GCaMP6m), 9 (GCaMP6s) cells.
GCaMP5K and GCaMP5G have similar
properties16. e, Peak fluorescence change as a
function of number of action potentials in a 250 ms
bin (5K: n 5 161, 65, 22, 4 events for 1, 2, 3, 4 action
potentials; 6f: n 5 366, 120, 50, 15, 7 events for 1, 2, 3,
4, 5 action potentials; 6m: n 5 354, 105, 31, 11, 7
events for 1, 2, 3, 4, 5 action potential; 6s: n 5 250, 60,
20, 5, 4 events for 1, 2, 3, 4, 5 action potentials). Error
bars correspond to s.e.m. f, Comparison of GCaMP
indicators. Left, fraction of isolated spikes detected at
1% false positive rate. Middle, half decay time. Right,
rise time to peak. Error bars correspond to s.e.m.
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function are best tested in neurons11,13,23,24, rather than in non-neuronal
systems, most of which show much slower and larger calcium changes19.
We thus screened GCaMP variants produced by mutagenesis in neu-
rons, and subsequently validated lead sensors in several in vivo systems.

GCaMP protein engineering
GCaMP (ref. 17) and its progeny11,16 consist of circularly permuted
green fluorescent protein (cpGFP)25, the calcium-binding protein cal-
modulin (CaM) and CaM-interacting M13 peptide26 (Fig. 1a). The
CaM–M13 complex is in proximity to the chromophore inside the
cpGFP b-barrel27. Calcium-dependent conformational changes in
CaM–M13, including modulation of solvent access and the pKa of
the chromophore, cause increased brightness with calcium binding.

Despite extensive structure-guided optimization11,16, GCaMP and
other protein sensors still suffer from low sensitivity and slow kinetics.

We produced numerous additional GCaMP variants and tested them
in automated neuronal assays (Fig. 1). With the aim of improving
sensitivity, we focused mutagenesis on the interface between cpGFP
and CaM at 16 amino acid positions, some mutagenized to near com-
pletion (Fig. 1a, Supplementary Table 5)16. Mutations were made at 18
additional sites, notably at the M13–CaM interface which can affect
calcium affinity28 (A317) and in CaM (R392) (ref. 16) (Fig. 1a).

Dissociated rat hippocampal neurons in 24-well plates were trans-
duced with GCaMP variants (one per well), together with nuclear
mCherry29, using lentivirus-mediated gene transfer. Electrodes triggered
trains of action potentials in all neurons within each well (Methods).
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Figure 2 | GCaMP6 performance in the mouse
visual cortex. a, Top, schematic of the experiment.
Bottom, field of view showing neurons colour-
coded according to their preferred orientation
(hue) and response amplitude (brightness) for
GCaMP5G (left) and GCaMP6s (right). b, Example
traces from three neurons expressing GCaMP6s.
Single sweeps (grey) and averages of 5 sweeps
(black) are overlaid. Directions of grating motion
(8 directions) are shown above traces (arrows).
c, Example traces from three neurons expressing
GCaMP6f. Single sweeps (grey) and averages of 5
sweeps (cyan) are overlaid. d, Left, high
magnification view of fluorescence changes
corresponding to the red boxes in b (black) and
c (cyan), normalized to the peak of the response.
Right, Fourier spectra normalized to the response
amplitude at 0 Hz for neurons driven with 1 Hz
drifting gratings, transduced with GCaMP5G,
OGB1-AM, 6f or 6s. e, The fraction of cells scored as
responding to visual stimulation when loaded with
different calcium indicators. Error bars correspond
to s.e.m. (n 5 70, 39, 23, 38, 21 and 34 fields of view
(FOVs) for GCaMP3, 5G, OGB1-AM, 6f, 6m and
6s, respectively). GCaMP3, 5G, and OGB1-AM data
are from ref. 16. f, The distribution of fluorescence
changes across cells at the preferred orientation.
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Figure 3 | Combined imaging and
electrophysiology in the visual cortex.
a, Simultaneous fluorescence dynamics and spikes
in a GCaMP6s (top) and a GCaMP6f (bottom)
expressing neuron. The number of spikes for each
burst is indicated below the trace (single spikes are
indicated by asterisks). Left inset, a GCaMP6s-
expressing neuron with the recording pipette
indicated schematically. b, Zoomed-in view of
bursts of action potentials. Top, GCaMP6s;
bottom, GCaMP6f. c, Fluorescence change in
response to one action potential. Top, GCaMP6s;
bottom, GCaMP6f. d, Median fluorescence change
in response to one action potential for different
calcium indicators. Shading corresponds to s.e.m.,
n 5 9 (GCaMP5K, data from ref. 16), 11
(GCaMP6f), 10 (GCaMP6m), 9 (GCaMP6s) cells.
GCaMP5K and GCaMP5G have similar
properties16. e, Peak fluorescence change as a
function of number of action potentials in a 250 ms
bin (5K: n 5 161, 65, 22, 4 events for 1, 2, 3, 4 action
potentials; 6f: n 5 366, 120, 50, 15, 7 events for 1, 2, 3,
4, 5 action potentials; 6m: n 5 354, 105, 31, 11, 7
events for 1, 2, 3, 4, 5 action potential; 6s: n 5 250, 60,
20, 5, 4 events for 1, 2, 3, 4, 5 action potentials). Error
bars correspond to s.e.m. f, Comparison of GCaMP
indicators. Left, fraction of isolated spikes detected at
1% false positive rate. Middle, half decay time. Right,
rise time to peak. Error bars correspond to s.e.m.
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function are best tested in neurons11,13,23,24, rather than in non-neuronal
systems, most of which show much slower and larger calcium changes19.
We thus screened GCaMP variants produced by mutagenesis in neu-
rons, and subsequently validated lead sensors in several in vivo systems.

GCaMP protein engineering
GCaMP (ref. 17) and its progeny11,16 consist of circularly permuted
green fluorescent protein (cpGFP)25, the calcium-binding protein cal-
modulin (CaM) and CaM-interacting M13 peptide26 (Fig. 1a). The
CaM–M13 complex is in proximity to the chromophore inside the
cpGFP b-barrel27. Calcium-dependent conformational changes in
CaM–M13, including modulation of solvent access and the pKa of
the chromophore, cause increased brightness with calcium binding.

Despite extensive structure-guided optimization11,16, GCaMP and
other protein sensors still suffer from low sensitivity and slow kinetics.

We produced numerous additional GCaMP variants and tested them
in automated neuronal assays (Fig. 1). With the aim of improving
sensitivity, we focused mutagenesis on the interface between cpGFP
and CaM at 16 amino acid positions, some mutagenized to near com-
pletion (Fig. 1a, Supplementary Table 5)16. Mutations were made at 18
additional sites, notably at the M13–CaM interface which can affect
calcium affinity28 (A317) and in CaM (R392) (ref. 16) (Fig. 1a).

Dissociated rat hippocampal neurons in 24-well plates were trans-
duced with GCaMP variants (one per well), together with nuclear
mCherry29, using lentivirus-mediated gene transfer. Electrodes triggered
trains of action potentials in all neurons within each well (Methods).
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Figure 2 | GCaMP6 performance in the mouse
visual cortex. a, Top, schematic of the experiment.
Bottom, field of view showing neurons colour-
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GCaMP5G (left) and GCaMP6s (right). b, Example
traces from three neurons expressing GCaMP6s.
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(8 directions) are shown above traces (arrows).
c, Example traces from three neurons expressing
GCaMP6f. Single sweeps (grey) and averages of 5
sweeps (cyan) are overlaid. d, Left, high
magnification view of fluorescence changes
corresponding to the red boxes in b (black) and
c (cyan), normalized to the peak of the response.
Right, Fourier spectra normalized to the response
amplitude at 0 Hz for neurons driven with 1 Hz
drifting gratings, transduced with GCaMP5G,
OGB1-AM, 6f or 6s. e, The fraction of cells scored as
responding to visual stimulation when loaded with
different calcium indicators. Error bars correspond
to s.e.m. (n 5 70, 39, 23, 38, 21 and 34 fields of view
(FOVs) for GCaMP3, 5G, OGB1-AM, 6f, 6m and
6s, respectively). GCaMP3, 5G, and OGB1-AM data
are from ref. 16. f, The distribution of fluorescence
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Figure 3 | Combined imaging and
electrophysiology in the visual cortex.
a, Simultaneous fluorescence dynamics and spikes
in a GCaMP6s (top) and a GCaMP6f (bottom)
expressing neuron. The number of spikes for each
burst is indicated below the trace (single spikes are
indicated by asterisks). Left inset, a GCaMP6s-
expressing neuron with the recording pipette
indicated schematically. b, Zoomed-in view of
bursts of action potentials. Top, GCaMP6s;
bottom, GCaMP6f. c, Fluorescence change in
response to one action potential. Top, GCaMP6s;
bottom, GCaMP6f. d, Median fluorescence change
in response to one action potential for different
calcium indicators. Shading corresponds to s.e.m.,
n 5 9 (GCaMP5K, data from ref. 16), 11
(GCaMP6f), 10 (GCaMP6m), 9 (GCaMP6s) cells.
GCaMP5K and GCaMP5G have similar
properties16. e, Peak fluorescence change as a
function of number of action potentials in a 250 ms
bin (5K: n 5 161, 65, 22, 4 events for 1, 2, 3, 4 action
potentials; 6f: n 5 366, 120, 50, 15, 7 events for 1, 2, 3,
4, 5 action potentials; 6m: n 5 354, 105, 31, 11, 7
events for 1, 2, 3, 4, 5 action potential; 6s: n 5 250, 60,
20, 5, 4 events for 1, 2, 3, 4, 5 action potentials). Error
bars correspond to s.e.m. f, Comparison of GCaMP
indicators. Left, fraction of isolated spikes detected at
1% false positive rate. Middle, half decay time. Right,
rise time to peak. Error bars correspond to s.e.m.
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Figure 1.2 Calcium imaging in single cells and neural populations with genetically-encoded calcium indicators 
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monkey79,80, rat81, mouse7, bird82, fish83 or insect84. Probably the most well-

known GECI to date is the GCaMP family of indicators85–88. Significant efforts 

have gone into the genetic engineering of these proteins to allow for a wide 

variety of indicator characteristics86–89 and to allow for specific targeting to 

cellular compartments90. Parallel efforts have also been ongoing to develop 

similar genetic constructs but using red fluorescence and RFP91,92 to allow for 

dual-color imaging and imaging deeper in scattering tissues. These indicators 

have even been packaged with Rabies-viruses to allow for propagation of 

indicator through sub-networks of neurons via their synaptic connections93. The 

genetic information required for GECI expression can be delivered to cells of 

interest through packaging with neurotropic viruses and stereotactically targeted 

injection88, introduction of transgenes into the genome (transgenic animals)94–

96, or electroporation93,97. Since these constructs are genetically encoded, they 

can be continuously expressed and replenished allowing chronic recordings of 

neural activity over long time periods98–100 and can be put under the control of 

a variety of promoters to allow cell-type-specific expression101,102. Thus they 

provide an immensely flexible toolkit for readout out neural activity. 

 

1.2.2 Two-photon imaging 

Fluorescence imaging, as described above, in its most simple form is done with 

wide-field excitation (via a laser or LED) and wide-field detection (with a 

camera)103. This so-called one-photon, wide-field imaging technique allows one 

to image large fields of view (even the entire dorsal surface of the mouse brain11) 
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at very high rates (up to kHz rates with modern cameras). However since light 

is scattered by biological samples104, it has relatively low lateral and axial spatial 

resolution. In the lateral dimensions (xy) as photons enter and leave the tissue 

their path is altered in a random way by translucent molecules such as lipids in 

cell membranes, meaning that photons arriving at a given xy location on the 

sensor array of the detector may have come from a distribution of xy locations 

in the sample. In the axial dimension, photons entering the tissue will penetrate 

to different z depths before exciting a fluorophore. This again means that 

emitted photons collected by the detector’s sensor array could have come 

from a distribution of depths within the sample. Since neural structures are on 

the µm scale, and are densely packed, such low spatial resolution makes it 

impossible to record anything other than the bulk activation of neural tissue on 

the scale of tens of µm. 

One way to improve the lateral resolution of light microscopy is to replace the 

wide-field LED/laser excitation spot, which illuminates all xy locations in the 

FOV simultaneously, with a raster scanned diffraction limited focused laser 

spot105,106. Raster scanning uses a pair of galvanometer mirrors (galvos), the 

angle of which can be modified by a voltage signal, to deflect a beam spot to 

a grid of xy co-ordinates that tessellate to cover the desired field of view. In this 

configuration the emitted photons are typically collected via a photon multiplier 

tube (PMT) which has just a single aperture/sensor and thus is itself agnostic 

to the xy location from which detected photons are emitted. However, given 

the xy position of the galvo-directed beamspot at the time of detection a 

composite image of the FOV can be reconstructed. Modern resonant scanning 
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galvo mirrors can image large fields of view (> 1 mm2)107, or even multiple fields 

of view108, with 512 x 512 pixel resolution as fast as 30 Hz. 

In order to improve axial resolution, it is necessary to limit out-of-focus 

excitation (excitation of fluorescent molecules above and below the focal plane 

of the microscope). Confocal microscopy, a popular imaging technique, does 

this by inserting a pinhole into the detection light path at the conjugate focal 

plane where only light from the desired focal plane comes into focus (excluding 

photons from other planes)109. However this is a wasteful technique as many 

photons are excluded meaning that high laser powers need to be used. Such 

high powers are prohibitive for long-term functional imaging in vivo as they 

cause fluorescent markers to bleach over the long periods of time used 

(minutes to hours) and may damage cortical structures. 

A popular alternative is to use two-photon excitation106,110,111 (Fig. 1.3). In this 

process, the simultaneous absorption of two photons of twice the wavelength 

required for standard one-photon excitation can cause the same excitation of 

an electron from the ground state to its excited state. This has two main 

advantages for imaging biological samples. The first is that since absorption of 

two photons simultaneously is very rare it will only occur in the most photon-

dense region of the excitation volume – the focus. This means that the spot 

raster scanned across the focal plane is now restricted in xy and also z and all 

emission photons collected can be assumed to come from that restricted 

volume. The second advantage is that it can be used to image deeper112 since 

one uses longer excitation wavelengths that are around twice the length used 
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for most sensors (typically near-IR). Imaging relies on excitation photons hitting 

their target and emission photons returning to the detection apparatus. 

However, these processes are impaired by the deflection of photons by objects 

in biological tissue (tissue scattering). The likelihood and angular distribution of 

such scattering are inversely proportional to the wavelength of light, with the 

longer two-photon excitation wavelengths being scattered less. This, in 

combination with the spatially localised excitation volume mentioned above, 

means that more excitation photons will reach the location to be imaged and 

all emission photons collected, even if scattered, can be assumed to have 

come from the focal volume. 

This technique, in combination with calcium imaging as described earlier, has 

become a major workhorse for neural population recording69,113, allowing us to 

record from tens of thousands of neurons near simultaneously10,114 with 

sufficiently high spatial resolution, temporal resolution and sufficiently low 

Figure 1.3 Two-photon microscopy 

Figure 1.3 | Two-photon microscopy. a, Jablonski diagram illustrating the mechanism of two-photon absorption 
(2PA). From Helmchen & Denk, 2005. b, Spatial confinement of signal generation with linear one-photon excitation and 
nonlinear two-photon excitation. Visible (‘blue-ish’) light is used for excitation in linear single-photon microscopy, 
whereas near-infrared (‘red-ish’) light is used in nonlinear two-photon laser scanning microscopy. In linear single-
photon microscopy an entire cone of fluorescence light (green) is generated, whereas in nonlinear two-photon 
microscopy signal production is localized to the vicinity of the focal spot. From Helmchen & Denk, 2005. c, Top: xy 
section through a latex bead that has undergone two-photon photobleaching to demonstrate the xy resolution of two-
photon excitation. Bottom: zx section through a latex bead that has undergone two-photon photobleaching to 
demonstrate the z resolution of two-photon excitation. Scale bar = 2 µm. From Denk et al., 1990. 

Multiphoton absorption
Several different nonlinear processes can occur when light interacts 
with matter (Fig. 1). Most widely used in biological imaging is fluo-
rescence excitation by two-photon absorption17. Two photons that 
arrive ‘simultaneously’ (within ~0.5 fs) at a molecule combine their 
energies to promote the molecule to an excited state, which then pro-
ceeds along the normal fluorescence-emission (or photochemical-
reaction) pathway1,17. Similarly, three or more photons can combine 
to cause excitation.

The efficiency of multiphoton absorption depends on physi-
cal properties of the molecule (the ‘multiphoton absorption 
cross-section’)5,18, and on the spatial and temporal distribution 
of the excitation light. Most nonlinear processes have in com-
mon that the transition probabilities are extremely low at ‘nor-
mal’ light intensities. To generate sufficient signal, excitation 
light has to be concentrated in space and time. High spatial den-
sities are (cheaply) generated by focusing a laser beam through 
a high numerical aperture (NA) objective. Concentration in 
the time domain requires the use of (expensive) lasers that 
emit ‘ultrashort’ pulses (less than a picosecond long) with cor-
respondingly high peak intensities. For laser pulses of width 
! occurring at a rate fR, the signal is enhanced by a factor of 
1 / (! fR)n – 1 compared to continuous-wave illumination, where 
n is the number of photons involved in the elementary process. 
Lasers typically used in 2PLSM provide 
100-fs pulses at about 100 MHz, with a 
‘two-photon advantage’1 of about 105.

Other nonlinear effects
Multiphoton absorption is but one of several 
possible nonlinear interactions7. Another is 
optical-harmonic generation, in which two 
or more photons are ‘simultaneously’ scat-
tered, generating a single photon of exactly 
twice (thrice, and so on) the incoming 
quantum energy (Fig. 1a). Harmonic gen-
eration requires no actual absorption but 
is enhanced near a resonance, albeit at the 
expense of parasitic absorption6. It also dif-
fers from multiphoton absorption in that it is 
a coherent, that is, phase-preserving process, 
which causes speckles, possible cancellation, 
predominantly forward-directed emission 
and supralinear dependence on the chromo-
phore density. In practice, only second-har-
monic6 and third-harmonic generation19,20 
have been used. Second-harmonic (but not 
third-harmonic) generation depends on the 
absence of inversion symmetry, which not 
only requires that individual molecules are 
inversion-asymmetric (as most biological 
molecules are) but also that they are spa-
tially ordered. Second-harmonic generation 
has, therefore, been useful for investigating 
ordered structural protein assemblies such as 
collagen fibers21or microtubuli22. Similarly, 
dyes that are incorporated preferentially in 
one leaflet of the plasma membrane can 
be used to detect membrane voltage23,24. A 

further process used for microscopy is ‘coherent anti-Stokes Raman 
scattering’ (Fig. 1a), which is sensitive to molecular vibration states 
and can be used to detect the presence of specific chemical bond 
types25,26.

Why nonlinear is more than linear
All nonlinear microscopy techniques require expensive pulsed laser 
systems to achieve sufficient excitation rates. Two major advantages 
make the investment worthwhile. First, because multiple excitation 
photons combine their quantum energies in nonlinear microscopy, 
the photons generated (or the transitions excited) have higher ener-
gies than the excitation light making emission ‘bluer’ than the excita-
tion, which is different from traditional fluorescence. For commonly 
used fluorescent markers, multiphoton absorption occurs in the 
near-infrared wavelength range (700–1,000 nm), whereas emission 
occurs in the visible spectral range. Near-infrared light not only pen-
etrates deeper into scattering tissue (Box 1) but is also generally less 
phototoxic owing to the lack of significant endogenous (one-photon) 
absorbers in most tissues27.

The second major advantage of two-photon absorption and, 
in fact, of all nonlinear contrast mechanisms, is that the signal (S) 
depends supralinearly (S " In) on the density of photons, that is, the 
light intensity (I). As a consequence, when focusing the laser beam 
through a microscope objective, multiphoton absorption is spatially 

Figure 1 | Nonlinear optical microscopy. (a) Jablonski diagram, illustrating two-photon absorption (2PA), 
second-harmonic generation (SHG) and coherent anti-Stokes Raman scattering (CARS). Note that in 
second-harmonic generation and Raman scattering no actual electronic excitation takes place. (b) Spatial 
confinement of signal generation with nonlinear excitation. Visible (‘blue-ish’) light is used for excitation 
in single-photon microscopy, whereas near-infrared (‘red-ish’) light is used in 2PLSM. In single-photon 
microscopy an entire cone of fluorescence light (green) is generated, whereas nonlinear signal production 
is localized to the vicinity of the focal spot. (c) Generic nonlinear laser-scanning microscope. A laser source 
provides near-infrared ultrashort pulses; intensity and beam size are adjusted before coupling the laser 
beam to the microscope. The focal lengths of the scan lens (fS), the tube lens (fT) and the objective (fO) are 
indicated. Two-photon excited fluorescence (2PEF), which is isotropically emitted (inset), can be collected 
in epi- and/ or trans-collection mode, using whole-area detection by photomultiplier tubes (PMTs). Forward-
directed optical-harmonic and Raman signals are detected in transcollection mode in transparent samples. 
For in vivo experiments epicollection is used exclusively.
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Fig. 3. Two-photon photobleaching in a latex 
bead is confined to the plane of focus. A section 
perpendicular to the focal plane (xz section) of a 
6-p.m latex bead that was continually imaged for 6 
min at filll excitation power with a small image 
field (26 ,um by 17 p.m) with the focus slighdy 
below the center of the bead. The dark zone just 
below the center coincides with the location of 
the focal plane. The oblong shape of the image of 
a bead, which is itr fact spherical, is due to 
refractive distortion. The total dose of red laser 
light was -2 mj/p.m2. We estinated that at least 
several thousand photons were emitted from each 
fluorophore before it bleached. Scale bar, 2 pLm. 

that achieved with one-photon excitation in 
conjunction with an optimal confocal pin- 
hole. But two-photon excitation avoids the 
serious problems associated with chromatic 
aberration in the objective lens (4, 5) and 
pinhole throughput losses (4) that plague 
confocal LSM. 

Two-photon photolysis can be used for 
fast and localized release of biologically ac- 
tive chemicals (13) such as caged Ca2+, H+, 
nucleotides, and neurotransmitters (14). For 
example, if caged neurotransmitters (15) are 
released by the scanning beam, the whole- 
cell transmembrane current might be used as 
the contrast-generating mechanism to map 
the distribution of receptor activity for those 
transmitters on the cell surface. We demon- 
strated the feasibility of two-photon cage 
photolysis by irradiating DMNPE {3-O-[l- 
(2-nitrophenyl)ether]ester} caged adenosine 
trphosphate (ATP) (33 mM) [Molecular 
Probes, Eugene, Oregon) with the CPM 
focused to a beam waist diameter of ~10 
p.m. Photolysis yields of -10"1 mol of 
ATP were measured with the use of a lucif- 
emi bioluminescence assay (Calbiochem, 
San Diego, Califorriia). Typically -10% of 

the caged ATP in an aliquot volume of -IO' 
p.m3 was photolyzed in the illumination 
volume of -I04 p.m3 during -600 s. This 
result implies potential cage release times 
<1 s in the 104- pLm3 illumination volume 
and presumably much faster photolysis with 
stronger focusing in smaller volumes. 

Because two-photon excitation provides 
access by visible hlght to excitation energies 
corresponding to single UV photon excita- 
tion, a whole new class of fluorophores and 
fluorescent indicators (16) such as Indo-I 
for Ca2+, Mag-Indo-I for Mg2+, SBFI for 
Na+, and PBFI for K+ becomes accessible 
to three-dimensional resolved LSM. Al- 
though two-photon cross sections are not 
yet known for many of these compounds 
and different selection rules apply to two- 
photon absorption (17), molecular asymme- 
try often allows both one-photon and two- 
photon transitions into the same excited 
state (3). Reports of two-photon excitation 
cross sections >10 --6 m4-s per photon, 
with excitation spectra shifted, however, 
from the one-photon spectra, suggest chro- 
mophores suited to two-photon LSM (18). 
Visible fluorescence was observed from - 10 
mM solutions of Indo-1, fura-1, Hoechst 
33258, Hoechst 33342, dansyl hydrazine 
(Molecular Probes) (16), Stilbene 420 (Ex- 
citon Chemical Company, Dayton, Ohio), 
and several coumarin dyes upon excitation 
by a CMP weakly focused to a beam waist 
25 .m in diameter, and two-photon excited 
LSM fluorescence images of microcrystals of 
dansyl hydrazine and Coumarin 440 were 
recorded. 

Three-dimensional optical memory de- 
vices relying on multiphoton processes in 

p'm lax b ( ). T a 

abou 1. s twashoo reurd horoebleached pteni hw 

points were exposed for approximately 13 s each. 
Scale bar, 2 pn.m 

two intersecting beams for writing and read- 
ing operations have recently been proposed 
(19). Simplicity and maximal information 
packing density may favor a scheme based 
on the use of a single beam. Multiphoton 
processes would then be localized to the 
high-intensity region at the focus. In fact, 
we have demonstrated two-photon bleach- 
ing of microscopic patterns generated with 
an LSM inside fluorescent beads (Fig. 4), 
which constitutes a high-density write-once 
memory that is readable at least 103 times 
with present fluorophores. 

Practical realization of two-photon laser 
scanning fluorescence microscopy for bio- 
logical and other applications has been dem- 
onstrated. Two-photon excited fluorescence 
LSM provides inherent three-dimensional 
resolution comparable to that of confocal 
LSM. Use of a confocal pinhole in conjunc- 
tion with two-photon excitation firther im- 
proves resolution along all three axes. Back- 
ground that is linear in the excitation inten- 
sity can be eliminated by scaled subtraction 
of images recorded at different input pow- 
ers. The time required to record our images 
(about 10 s for a laser power of 3 mW at the 
focal plane) should be easily reduced by a 
factor of at least 10 and the image quality 
greatly improved by the increase in the 
optical throughput alone. 

Photobleaching, and presumably photo- 
dynamic damage, are confined to the vicini- 
ty of the focal plane (Figs. 3 and 4) in the 
two-photon case. This is expected to pro- 
vide a considerable advantage over both 
confocal LSM and area detector imaging for 
the acquisition of data for three-dimensional 
reconstruction, because UV photodamage 
to cells and fluorophores will be confined to 
the volume from which information is actu- 
ally collected. This principle also allows 
sharp localization of purposeful photochem- 
ical processes, such as photolysis and pho- 
toactivation, within the focal volume. 

The physiological advantage of two-pho- 
ton photoexcitation for fluorescence studies 
of living cells remains to be evaluated. We 
can make only qualitative statements about 
cell viability on the basis of morphology 
comparisons of our visual observations after 
two-photon scanngin excitation of the DNA 
stain and after wide-field excitation with UV 
from a conventional mercury arc illumina- 
tor. Although a few minutes of exposure to 
the mercury arc produced severe morpho- 
logical changes including central rounding 
with extensive retraction fibers, the exposure 
to the two-photon excitation at roughly the 
same energy per cell produced no visible 
morphological change. It has not been de- 
termined whether mitosis was inhibited. 
Use of infrared lasers for two-photon excita- 
tion of chromophores ordinarily excited 
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Fig. 3. Two-photon photobleaching in a latex 
bead is confined to the plane of focus. A section 
perpendicular to the focal plane (xz section) of a 
6-p.m latex bead that was continually imaged for 6 
min at filll excitation power with a small image 
field (26 ,um by 17 p.m) with the focus slighdy 
below the center of the bead. The dark zone just 
below the center coincides with the location of 
the focal plane. The oblong shape of the image of 
a bead, which is itr fact spherical, is due to 
refractive distortion. The total dose of red laser 
light was -2 mj/p.m2. We estinated that at least 
several thousand photons were emitted from each 
fluorophore before it bleached. Scale bar, 2 pLm. 

that achieved with one-photon excitation in 
conjunction with an optimal confocal pin- 
hole. But two-photon excitation avoids the 
serious problems associated with chromatic 
aberration in the objective lens (4, 5) and 
pinhole throughput losses (4) that plague 
confocal LSM. 

Two-photon photolysis can be used for 
fast and localized release of biologically ac- 
tive chemicals (13) such as caged Ca2+, H+, 
nucleotides, and neurotransmitters (14). For 
example, if caged neurotransmitters (15) are 
released by the scanning beam, the whole- 
cell transmembrane current might be used as 
the contrast-generating mechanism to map 
the distribution of receptor activity for those 
transmitters on the cell surface. We demon- 
strated the feasibility of two-photon cage 
photolysis by irradiating DMNPE {3-O-[l- 
(2-nitrophenyl)ether]ester} caged adenosine 
trphosphate (ATP) (33 mM) [Molecular 
Probes, Eugene, Oregon) with the CPM 
focused to a beam waist diameter of ~10 
p.m. Photolysis yields of -10"1 mol of 
ATP were measured with the use of a lucif- 
emi bioluminescence assay (Calbiochem, 
San Diego, Califorriia). Typically -10% of 

the caged ATP in an aliquot volume of -IO' 
p.m3 was photolyzed in the illumination 
volume of -I04 p.m3 during -600 s. This 
result implies potential cage release times 
<1 s in the 104- pLm3 illumination volume 
and presumably much faster photolysis with 
stronger focusing in smaller volumes. 

Because two-photon excitation provides 
access by visible hlght to excitation energies 
corresponding to single UV photon excita- 
tion, a whole new class of fluorophores and 
fluorescent indicators (16) such as Indo-I 
for Ca2+, Mag-Indo-I for Mg2+, SBFI for 
Na+, and PBFI for K+ becomes accessible 
to three-dimensional resolved LSM. Al- 
though two-photon cross sections are not 
yet known for many of these compounds 
and different selection rules apply to two- 
photon absorption (17), molecular asymme- 
try often allows both one-photon and two- 
photon transitions into the same excited 
state (3). Reports of two-photon excitation 
cross sections >10 --6 m4-s per photon, 
with excitation spectra shifted, however, 
from the one-photon spectra, suggest chro- 
mophores suited to two-photon LSM (18). 
Visible fluorescence was observed from - 10 
mM solutions of Indo-1, fura-1, Hoechst 
33258, Hoechst 33342, dansyl hydrazine 
(Molecular Probes) (16), Stilbene 420 (Ex- 
citon Chemical Company, Dayton, Ohio), 
and several coumarin dyes upon excitation 
by a CMP weakly focused to a beam waist 
25 .m in diameter, and two-photon excited 
LSM fluorescence images of microcrystals of 
dansyl hydrazine and Coumarin 440 were 
recorded. 
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points were exposed for approximately 13 s each. 
Scale bar, 2 pn.m 

two intersecting beams for writing and read- 
ing operations have recently been proposed 
(19). Simplicity and maximal information 
packing density may favor a scheme based 
on the use of a single beam. Multiphoton 
processes would then be localized to the 
high-intensity region at the focus. In fact, 
we have demonstrated two-photon bleach- 
ing of microscopic patterns generated with 
an LSM inside fluorescent beads (Fig. 4), 
which constitutes a high-density write-once 
memory that is readable at least 103 times 
with present fluorophores. 

Practical realization of two-photon laser 
scanning fluorescence microscopy for bio- 
logical and other applications has been dem- 
onstrated. Two-photon excited fluorescence 
LSM provides inherent three-dimensional 
resolution comparable to that of confocal 
LSM. Use of a confocal pinhole in conjunc- 
tion with two-photon excitation firther im- 
proves resolution along all three axes. Back- 
ground that is linear in the excitation inten- 
sity can be eliminated by scaled subtraction 
of images recorded at different input pow- 
ers. The time required to record our images 
(about 10 s for a laser power of 3 mW at the 
focal plane) should be easily reduced by a 
factor of at least 10 and the image quality 
greatly improved by the increase in the 
optical throughput alone. 

Photobleaching, and presumably photo- 
dynamic damage, are confined to the vicini- 
ty of the focal plane (Figs. 3 and 4) in the 
two-photon case. This is expected to pro- 
vide a considerable advantage over both 
confocal LSM and area detector imaging for 
the acquisition of data for three-dimensional 
reconstruction, because UV photodamage 
to cells and fluorophores will be confined to 
the volume from which information is actu- 
ally collected. This principle also allows 
sharp localization of purposeful photochem- 
ical processes, such as photolysis and pho- 
toactivation, within the focal volume. 

The physiological advantage of two-pho- 
ton photoexcitation for fluorescence studies 
of living cells remains to be evaluated. We 
can make only qualitative statements about 
cell viability on the basis of morphology 
comparisons of our visual observations after 
two-photon scanngin excitation of the DNA 
stain and after wide-field excitation with UV 
from a conventional mercury arc illumina- 
tor. Although a few minutes of exposure to 
the mercury arc produced severe morpho- 
logical changes including central rounding 
with extensive retraction fibers, the exposure 
to the two-photon excitation at roughly the 
same energy per cell produced no visible 
morphological change. It has not been de- 
termined whether mitosis was inhibited. 
Use of infrared lasers for two-photon excita- 
tion of chromophores ordinarily excited 
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Multiphoton absorption
Several different nonlinear processes can occur when light interacts 
with matter (Fig. 1). Most widely used in biological imaging is fluo-
rescence excitation by two-photon absorption17. Two photons that 
arrive ‘simultaneously’ (within ~0.5 fs) at a molecule combine their 
energies to promote the molecule to an excited state, which then pro-
ceeds along the normal fluorescence-emission (or photochemical-
reaction) pathway1,17. Similarly, three or more photons can combine 
to cause excitation.

The efficiency of multiphoton absorption depends on physi-
cal properties of the molecule (the ‘multiphoton absorption 
cross-section’)5,18, and on the spatial and temporal distribution 
of the excitation light. Most nonlinear processes have in com-
mon that the transition probabilities are extremely low at ‘nor-
mal’ light intensities. To generate sufficient signal, excitation 
light has to be concentrated in space and time. High spatial den-
sities are (cheaply) generated by focusing a laser beam through 
a high numerical aperture (NA) objective. Concentration in 
the time domain requires the use of (expensive) lasers that 
emit ‘ultrashort’ pulses (less than a picosecond long) with cor-
respondingly high peak intensities. For laser pulses of width 
! occurring at a rate fR, the signal is enhanced by a factor of 
1 / (! fR)n – 1 compared to continuous-wave illumination, where 
n is the number of photons involved in the elementary process. 
Lasers typically used in 2PLSM provide 
100-fs pulses at about 100 MHz, with a 
‘two-photon advantage’1 of about 105.

Other nonlinear effects
Multiphoton absorption is but one of several 
possible nonlinear interactions7. Another is 
optical-harmonic generation, in which two 
or more photons are ‘simultaneously’ scat-
tered, generating a single photon of exactly 
twice (thrice, and so on) the incoming 
quantum energy (Fig. 1a). Harmonic gen-
eration requires no actual absorption but 
is enhanced near a resonance, albeit at the 
expense of parasitic absorption6. It also dif-
fers from multiphoton absorption in that it is 
a coherent, that is, phase-preserving process, 
which causes speckles, possible cancellation, 
predominantly forward-directed emission 
and supralinear dependence on the chromo-
phore density. In practice, only second-har-
monic6 and third-harmonic generation19,20 
have been used. Second-harmonic (but not 
third-harmonic) generation depends on the 
absence of inversion symmetry, which not 
only requires that individual molecules are 
inversion-asymmetric (as most biological 
molecules are) but also that they are spa-
tially ordered. Second-harmonic generation 
has, therefore, been useful for investigating 
ordered structural protein assemblies such as 
collagen fibers21or microtubuli22. Similarly, 
dyes that are incorporated preferentially in 
one leaflet of the plasma membrane can 
be used to detect membrane voltage23,24. A 

further process used for microscopy is ‘coherent anti-Stokes Raman 
scattering’ (Fig. 1a), which is sensitive to molecular vibration states 
and can be used to detect the presence of specific chemical bond 
types25,26.

Why nonlinear is more than linear
All nonlinear microscopy techniques require expensive pulsed laser 
systems to achieve sufficient excitation rates. Two major advantages 
make the investment worthwhile. First, because multiple excitation 
photons combine their quantum energies in nonlinear microscopy, 
the photons generated (or the transitions excited) have higher ener-
gies than the excitation light making emission ‘bluer’ than the excita-
tion, which is different from traditional fluorescence. For commonly 
used fluorescent markers, multiphoton absorption occurs in the 
near-infrared wavelength range (700–1,000 nm), whereas emission 
occurs in the visible spectral range. Near-infrared light not only pen-
etrates deeper into scattering tissue (Box 1) but is also generally less 
phototoxic owing to the lack of significant endogenous (one-photon) 
absorbers in most tissues27.

The second major advantage of two-photon absorption and, 
in fact, of all nonlinear contrast mechanisms, is that the signal (S) 
depends supralinearly (S " In) on the density of photons, that is, the 
light intensity (I). As a consequence, when focusing the laser beam 
through a microscope objective, multiphoton absorption is spatially 

Figure 1 | Nonlinear optical microscopy. (a) Jablonski diagram, illustrating two-photon absorption (2PA), 
second-harmonic generation (SHG) and coherent anti-Stokes Raman scattering (CARS). Note that in 
second-harmonic generation and Raman scattering no actual electronic excitation takes place. (b) Spatial 
confinement of signal generation with nonlinear excitation. Visible (‘blue-ish’) light is used for excitation 
in single-photon microscopy, whereas near-infrared (‘red-ish’) light is used in 2PLSM. In single-photon 
microscopy an entire cone of fluorescence light (green) is generated, whereas nonlinear signal production 
is localized to the vicinity of the focal spot. (c) Generic nonlinear laser-scanning microscope. A laser source 
provides near-infrared ultrashort pulses; intensity and beam size are adjusted before coupling the laser 
beam to the microscope. The focal lengths of the scan lens (fS), the tube lens (fT) and the objective (fO) are 
indicated. Two-photon excited fluorescence (2PEF), which is isotropically emitted (inset), can be collected 
in epi- and/ or trans-collection mode, using whole-area detection by photomultiplier tubes (PMTs). Forward-
directed optical-harmonic and Raman signals are detected in transcollection mode in transparent samples. 
For in vivo experiments epicollection is used exclusively.
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thermal damage to monitor neuronal compartments such as somata88, axons90, 

dendrites115,116 and even dendritic spines117 over long periods of time (hours to 

months) in vivo during behaviour. 
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1.3 Manipulating population activity with two-photon 

optogenetics 

My experimental paradigm also relies on being able to manipulate the activity 

of user-defined groups of neurons within the population with single-cell 

resolution whilst leaving neighbouring neurons unaffected. To do this I have 

combined optogenetics with two-photon photoactivation and digital 

holography. 

 

1.3.1 Optogenetics 

Most experiments in neuroscience require not only the ability to record some 

phenomenon, but also some way of manipulating it. Traditionally this was 

achieved through direct electrical manipulation via electrodes21,53,55,118–120. 

However this method has several weaknesses. It is invasive and destructive to 

cortical tissue and it is relatively unspecific. Stimulation is only limited spatially 

and will thus affect all neural structures (somata, dendrites, axons) within a 

given volume of tissue. This can make results difficult to interpret. 

Over the past two decades the technique of optogenetics has taken over as 

the preferred method for neuronal manipulation121–123 (Fig. 1.4a,b). This 

technique, originally suggested by Francis Crick124 and subsequently 

implemented by multiple groups125–127, causes expression of light-activatable 

channels or pumps in the cell membrane allowing for manipulation of neural 

activity with light. For example, nonspecific cation channels, such as 
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Channelrhodopsin2 (ChR2)126–128, can be used to depolarise and activate cells 

with blue light whilst chloride pumps, such as Halorhodopsin129–131, can be used 

to hyperpolarise and suppress neurons with yellow light.  

Optogenetics has two key features that make it desirable for neuronal 

manipulation. Firstly, it is specific – since opsins are expressed genetically they 

can be targeted to specific cell populations131–134 or sub-cellular 

compartments58,135–137 via appropriate promoters. They can also take advantage 

of a variety of genetic control systems. DIO-conjugated opsins can be injected 

into animals with Cre-recombinase expressed in cell-types of interest to allow 

Figure 1.4 | Manipulating neural activity with optogenetics. a, Channelrhodopsin (left) is activated by blue light and 
depolarizes neurons by allowing Na+ and Ca2+ ions in and K+ ions. out. Halorhodopsin (right) is activated by yellow 
light and hyperpolarizes neurons by pumping Cl- ions in. From Häusser & Smith 2007. b, ChR2 enables light-driven 
neuronal spiking. Top: hippocampal neurons expressing ChR2-YFP. Scale bar = 30 µm. Bottom: Voltage traces in 
response to a brief light pulse series with light pulses (black bars) lasting 15 ms. From Boyden et al., 2005. c, 
Stimulation of action potentials using optogenetics and two-photon excitation. Left: fluorescence image of a patch-
clamped neuron in culture expressing ChR2-EYFP. Top-right: spiral photostimulation schematic used to increase the 
excitation volume whilst maintaining spatial resolution of two-photon excitation. Bottom right: Current-clamp 
recordings of membrane voltage changes in response to spiral photostimulation (red bar: 32 ms spiral scan). From 
Rickgauer & Tank, 2009. d, Two-photon photostimulation of an individual neuron in vitro. Left: Two-photon 
fluorescence image of two C1V1-expressing neurons offset in xy and z by 20 µm. Both neurons have been patched. A 
single two-photon photostimulation spot was scanned over one neuron (red box). Right: whole-cell current-clamp 
recordings from both neurons during photostimulation of one neuron (red box in left-hand panel). Stimulation (black 
bars) consisted of a 1064 nm beam spot scanned over a 32 x 32 line ROI at 2 ms per line with 30 mW power on sample 
through a 20x/0.5-NA objective (black marks below traces). Only the targeted neuron responds to photostimulation by 
firing action potentials. From Packer et al., 2012. 
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2008; Airan et al., 2009; Berndt et al., 2009; Lin et al., 2009; Chow et al., 2010; 

Gunaydin et al., 2010). One of the first additions to the optogenetic arsenal was 

halorhodopsin (NpHR) a yellow light-activated chloride pump that hyperpolarizes 

cells it is expressed in and acts as the opposite of ChR2 (Figure 1.5). 

 

Figure!1.5!Optogenetic!membrane!proteins!

A,!!Channelrhodopsin!(left)!is!activated!by!blue!light!and!depolarises!the!neuron!by!allowing!

Na+!and!Ca2+!ions!in!and!K+!ions!out,!Halorhodopsin!(right)!is!activated!by!yellow!light!and!

hyperpolarises!the!neuron!by!pumping!ClH!ions!in.!B,!The!activation!spectra!for!ChR2,!NpHR!

and!the!Ca2+!imaging!dye!FuraH2!(adapted!from!(Hausser!and!Smith,!2007)).!

 

NpHR had expression problems that were gradually addressed in newer versions 

(Zhao et al., 2008). The problems occurred during its transport through the ER 

and the Golgi where it tended to aggregate causing unnatural and likely damaging 

swellings. NpHR has since been superceded by a more problem free spike 

inhibitor known as Arch which pumps protons out of the neuron when driven with 

yellow light (Chow et al., 2010). Optogenetic proteins have been discovered and 

optimized to work on different timescales both faster (Gunaydin et al., 2010) and 

much slower (Berndt et al., 2009). It is now possible to shop around for a variant 

that suits your experimental design and then work out how to target it to your cell 

type of interest. 

This targeting stage also has a large range of options. The most commonly used 

are viruses to transfect large groups of cells or, more recently, transgenic lines 

expressing ChR2, or other optogenetic variants, in specific cell types have become 
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Millisecond-timescale, genetically targeted optical control
of neural activity
Edward S Boyden1, Feng Zhang1, Ernst Bamberg2,3, Georg Nagel2,5 & Karl Deisseroth1,4

Temporally precise, noninvasive control of activity in well-
defined neuronal populations is a long-sought goal of systems
neuroscience. We adapted for this purpose the naturally
occurring algal protein Channelrhodopsin-2, a rapidly gated
light-sensitive cation channel, by using lentiviral gene delivery in
combination with high-speed optical switching to photostimulate
mammalian neurons. We demonstrate reliable, millisecond-
timescale control of neuronal spiking, as well as control of
excitatory and inhibitory synaptic transmission. This technology
allows the use of light to alter neural processing at the level of
single spikes and synaptic events, yielding a widely applicable
tool for neuroscientists and biomedical engineers.

Neural computation depends on the temporally diverse spiking pat-
terns of different classes of neurons that express unique genetic markers
and demonstrate heterogeneous wiring properties within neural net-
works. Although direct electrical stimulation and recording of neurons

in intact brain tissue have provided many insights into the function of
circuit subfields (for example, see refs. 1–3), neurons belonging to a
specific class are often sparsely embedded within tissue, posing funda-
mental challenges for resolving the role of particular neuron types in
information processing. A high–temporal resolution, noninvasive,
genetically based method to control neural activity would enable
elucidation of the temporal activity patterns in specific neurons that
drive circuit dynamics, plasticity and behavior.

Despite substantial progress made in the analysis of neural network
geometry by means of non–cell-type-specific techniques like glutamate
uncaging (for example, see refs. 4–7), no tool has yet been invented
with the requisite spatiotemporal resolution to probe neural coding at
the resolution of single spikes. Furthermore, previous genetically
encoded optical methods, although elegant8–10,11, have allowed control
of neuronal activity over timescales of seconds to minutes, perhaps
owing to their mechanisms for effecting depolarization. Kinetics
roughly a thousand times faster would enable remote control of
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b cFigure 1 ChR2 enables light-driven neuron
spiking. (a) Hippocampal neurons expressing
ChR2-YFP (scale bar 30 mm). (b) Left, inward
current in voltage-clamped neuron evoked by 1 s
of GFP-wavelength light (indicated by black bar);
right, population data (right; mean ± s.d. plotted
throughout; n ! 18). Inset, expanded initial
phase of the current transient. (c) Ten overlaid
current traces recorded from a hippocampal
neuron illuminated with pairs of 0.5-s light pulses
(indicated by gray bars), separated by intervals
varying from 1 to 10 s. (d) Voltage traces showing
membrane depolarization and spikes in a current-
clamped hippocampal neuron (left) evoked by
1-s periods of light (gray bar). Right, properties
of the first spike elicited (n ! 10): latency to
spike threshold, latency to spike peak, and
jitter of spike time. (e) Voltage traces in
response to brief light pulse series, with light
pulses (gray bars) lasting 5 ms (top), 10 ms
(middle) or 15 ms (bottom).
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Millisecond-timescale, genetically targeted optical control
of neural activity
Edward S Boyden1, Feng Zhang1, Ernst Bamberg2,3, Georg Nagel2,5 & Karl Deisseroth1,4

Temporally precise, noninvasive control of activity in well-
defined neuronal populations is a long-sought goal of systems
neuroscience. We adapted for this purpose the naturally
occurring algal protein Channelrhodopsin-2, a rapidly gated
light-sensitive cation channel, by using lentiviral gene delivery in
combination with high-speed optical switching to photostimulate
mammalian neurons. We demonstrate reliable, millisecond-
timescale control of neuronal spiking, as well as control of
excitatory and inhibitory synaptic transmission. This technology
allows the use of light to alter neural processing at the level of
single spikes and synaptic events, yielding a widely applicable
tool for neuroscientists and biomedical engineers.

Neural computation depends on the temporally diverse spiking pat-
terns of different classes of neurons that express unique genetic markers
and demonstrate heterogeneous wiring properties within neural net-
works. Although direct electrical stimulation and recording of neurons

in intact brain tissue have provided many insights into the function of
circuit subfields (for example, see refs. 1–3), neurons belonging to a
specific class are often sparsely embedded within tissue, posing funda-
mental challenges for resolving the role of particular neuron types in
information processing. A high–temporal resolution, noninvasive,
genetically based method to control neural activity would enable
elucidation of the temporal activity patterns in specific neurons that
drive circuit dynamics, plasticity and behavior.

Despite substantial progress made in the analysis of neural network
geometry by means of non–cell-type-specific techniques like glutamate
uncaging (for example, see refs. 4–7), no tool has yet been invented
with the requisite spatiotemporal resolution to probe neural coding at
the resolution of single spikes. Furthermore, previous genetically
encoded optical methods, although elegant8–10,11, have allowed control
of neuronal activity over timescales of seconds to minutes, perhaps
owing to their mechanisms for effecting depolarization. Kinetics
roughly a thousand times faster would enable remote control of
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b cFigure 1 ChR2 enables light-driven neuron
spiking. (a) Hippocampal neurons expressing
ChR2-YFP (scale bar 30 mm). (b) Left, inward
current in voltage-clamped neuron evoked by 1 s
of GFP-wavelength light (indicated by black bar);
right, population data (right; mean ± s.d. plotted
throughout; n ! 18). Inset, expanded initial
phase of the current transient. (c) Ten overlaid
current traces recorded from a hippocampal
neuron illuminated with pairs of 0.5-s light pulses
(indicated by gray bars), separated by intervals
varying from 1 to 10 s. (d) Voltage traces showing
membrane depolarization and spikes in a current-
clamped hippocampal neuron (left) evoked by
1-s periods of light (gray bar). Right, properties
of the first spike elicited (n ! 10): latency to
spike threshold, latency to spike peak, and
jitter of spike time. (e) Voltage traces in
response to brief light pulse series, with light
pulses (gray bars) lasting 5 ms (top), 10 ms
(middle) or 15 ms (bottom).
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Figure 2 | Two-photon stimulation of individual dendrites and spines and 
optical mapping of connected neurons. (a) Photostimulation of cellular 
processes. Center, two-photon fluorescence image of a C1V1T-expressing 
neuron (940 nm, 15 mW on sample, 20!/0.5-NA objective). The cell was 
patched, and different regions of its dendritic and axonal arbor were 
scanned with a two-photon laser (numbered red boxes) while somatic 
currents were simultaneously measured (left and right traces; red bars  
are photostimulations). Photostimulation parameters: 1,064 nm,  
30 mW on sample, 20!/0.5 NA, 32 ! 32–pixel ROI and 2 ms per line.  
Scale bar, 100 Mm. (b) Left, two photon image of a similar experiment, 
but stimulating a spine head and dendritic shaft (red circles) from a 
highly expressing neuron (scale bar, 3 Mm). Imaging parameters as in 
a. Right, whole-cell measurements of somatic currents during point 
stimulation (gray bar; averages of 12). Photostimulation parameters: 
1,064 nm, 30 mW on sample, 20!/0.5 NA and 20-ms point stimulation. 
(c) Mapping presynaptic connections. Top, two-photon fluorescence 
image of a field of neurons expressing C1V1T (940 nm, 15 mW on sample, 
20!/0.5-NA objective). Neuron i (red circle) was patched, and surrounding 
fluorescent neurons were photostimulated while EPSCs in neuron i were 
monitored. Scale bar, 100 Mm. Photostimulation parameters: 1,064 nm,  
30 mW on sample, 20!/0.5-NA, 32 ! 32 ROI and 2 ms per line. Bottom, 
EPSCs in neuron i during photostimulation of neuron ii (average of 12).  
(d) Same experiment as in c, after dual whole-cell recording was established 
from neuron ii (red square). Top, two-photon fluorescence image from 
both neurons with identical imaging parameters as in c (scale bar, 50 Mm). 
Bottom, simultaneous voltage-clamp recording from neuron i and current-
clamp recordings from neuron ii.
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Figure 3 | Two-photon 3D stimulation of two individual neurons with 
SLMs. (a) Left, two-photon fluorescence image of two C1V1T-expressing 
neurons located in the same focal plane, which were patched. Imaging 
parameters: 940 nm, 15 mW on sample, 20!/0.5-NA objective. Image 
lookup table is inverted for clarity. An SLM phase mask was calculated 
to generate one photostimulation laser spot for each cell, and both laser 
spots were then raster scanned simultaneously across the cell bodies 
(boxes). Photostimulation parameters: 1,064 nm, 30 mW per target,  
32 ! 32 ROI, 2 ms per line. Center, whole-cell current-clamp recordings 
from both cells during two-photon SLM photostimulation (black marks). 
Right, light intensity generated by different numbers of SLM targets in 
similar experiments (Supplementary Fig. 9; 3–15 measurements per 
target; error bars, s.d.). (b) Depth selectivity of SLM photostimulation. 
Left, two-photon fluorescence image of two C1V1T-expressing neurons 
located 20 Mm apart in depth, which were patched. A single-beam 
SLM stimulation spot was scanned (box). Imaging parameters as in a. 
Right, whole-cell current-clamp recordings from both neurons during 
photostimulation of one of them (black marks; black box in left) with the 
SLM spot. Photostimulation parameters: 1,064 nm, 30 mW on one target, 
32 ! 32 ROI, 2 ms per line. (c) Experiment as in b but using a 2D two- 
beam SLM pattern. Left, two-photon fluorescence image of two neurons. 
Imaging as in a. A new SLM pattern was scanned in the superficial focal 
plane in the position corresponding to the two cells (boxes). Right, 
simultaneous dual whole-cell recordings during photostimulation (black 
marks). Photostimulation parameters: 1,064 nm, 30 mW per target,  
32 ! 32 ROI, 2 ms per line. (d) Experiment as in c but with a 3D 
SLM pattern, which directed two laser beam spots onto both cells 
simultaneously. Left, two-photon fluorescence image of both neurons 
illustrating the simultaneous, multifocal SLM stimulation (boxes). Imaging 
parameters as in c. Right, simultaneous dual whole-cell recordings during 
photostimulation (black marks). Photostimulation SLM parameters as in c. 
Scale bars, 20 Mm.
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Figure 2 | Two-photon stimulation of individual dendrites and spines and 
optical mapping of connected neurons. (a) Photostimulation of cellular 
processes. Center, two-photon fluorescence image of a C1V1T-expressing 
neuron (940 nm, 15 mW on sample, 20!/0.5-NA objective). The cell was 
patched, and different regions of its dendritic and axonal arbor were 
scanned with a two-photon laser (numbered red boxes) while somatic 
currents were simultaneously measured (left and right traces; red bars  
are photostimulations). Photostimulation parameters: 1,064 nm,  
30 mW on sample, 20!/0.5 NA, 32 ! 32–pixel ROI and 2 ms per line.  
Scale bar, 100 Mm. (b) Left, two photon image of a similar experiment, 
but stimulating a spine head and dendritic shaft (red circles) from a 
highly expressing neuron (scale bar, 3 Mm). Imaging parameters as in 
a. Right, whole-cell measurements of somatic currents during point 
stimulation (gray bar; averages of 12). Photostimulation parameters: 
1,064 nm, 30 mW on sample, 20!/0.5 NA and 20-ms point stimulation. 
(c) Mapping presynaptic connections. Top, two-photon fluorescence 
image of a field of neurons expressing C1V1T (940 nm, 15 mW on sample, 
20!/0.5-NA objective). Neuron i (red circle) was patched, and surrounding 
fluorescent neurons were photostimulated while EPSCs in neuron i were 
monitored. Scale bar, 100 Mm. Photostimulation parameters: 1,064 nm,  
30 mW on sample, 20!/0.5-NA, 32 ! 32 ROI and 2 ms per line. Bottom, 
EPSCs in neuron i during photostimulation of neuron ii (average of 12).  
(d) Same experiment as in c, after dual whole-cell recording was established 
from neuron ii (red square). Top, two-photon fluorescence image from 
both neurons with identical imaging parameters as in c (scale bar, 50 Mm). 
Bottom, simultaneous voltage-clamp recording from neuron i and current-
clamp recordings from neuron ii.
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Figure 3 | Two-photon 3D stimulation of two individual neurons with 
SLMs. (a) Left, two-photon fluorescence image of two C1V1T-expressing 
neurons located in the same focal plane, which were patched. Imaging 
parameters: 940 nm, 15 mW on sample, 20!/0.5-NA objective. Image 
lookup table is inverted for clarity. An SLM phase mask was calculated 
to generate one photostimulation laser spot for each cell, and both laser 
spots were then raster scanned simultaneously across the cell bodies 
(boxes). Photostimulation parameters: 1,064 nm, 30 mW per target,  
32 ! 32 ROI, 2 ms per line. Center, whole-cell current-clamp recordings 
from both cells during two-photon SLM photostimulation (black marks). 
Right, light intensity generated by different numbers of SLM targets in 
similar experiments (Supplementary Fig. 9; 3–15 measurements per 
target; error bars, s.d.). (b) Depth selectivity of SLM photostimulation. 
Left, two-photon fluorescence image of two C1V1T-expressing neurons 
located 20 Mm apart in depth, which were patched. A single-beam 
SLM stimulation spot was scanned (box). Imaging parameters as in a. 
Right, whole-cell current-clamp recordings from both neurons during 
photostimulation of one of them (black marks; black box in left) with the 
SLM spot. Photostimulation parameters: 1,064 nm, 30 mW on one target, 
32 ! 32 ROI, 2 ms per line. (c) Experiment as in b but using a 2D two- 
beam SLM pattern. Left, two-photon fluorescence image of two neurons. 
Imaging as in a. A new SLM pattern was scanned in the superficial focal 
plane in the position corresponding to the two cells (boxes). Right, 
simultaneous dual whole-cell recordings during photostimulation (black 
marks). Photostimulation parameters: 1,064 nm, 30 mW per target,  
32 ! 32 ROI, 2 ms per line. (d) Experiment as in c but with a 3D 
SLM pattern, which directed two laser beam spots onto both cells 
simultaneously. Left, two-photon fluorescence image of both neurons 
illustrating the simultaneous, multifocal SLM stimulation (boxes). Imaging 
parameters as in c. Right, simultaneous dual whole-cell recordings during 
photostimulation (black marks). Photostimulation SLM parameters as in c. 
Scale bars, 20 Mm.
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inward photocurrents were excited primarily when the focus was
within 1 µm of the inferred membrane edge, where fluores-
cence associated with the cell boundary was also excited (78%
of deflections > 2! above the mean, using 1 ms bins; 30 scans
across 3 cells, 1–7 mW).

Under conditions where currents are generated primarily at
the focus, the focus must be scanned across a large population
of molecules to generate large-amplitude currents. However, if
scanning photostimulation takes much longer than CR’s current
decay-constant ("2), currents stimulated early in the scan should
not summate with currents activated later in the scan (e.g., Fig.
3A). To estimate how the total scan time, Ts, could influence
the amplitude of scan-stimulated photocurrents, we reasoned
that scanning across a uniform concentration of molecules (Nt
molecules total) at a constant velocity should excite molecules
at a constant rate (i.e., dN/dt = K in Eq. 2). In the typical
condition in which Ts > "1, the solution to Eq. 4 is closely
approximated by

I!(Ts)
I!

max
= "2

Ts
(1 " e" Ts

"2 ). [7]

In this formulation, a scan sequence lasting n times longer than
"2 (Ts = n"2) would limit the peak photocurrent to (1 " e"n)/n
of the available current (Fig. 3B). For a typical TPLSM whole-cell
raster scan time (Ts = 250 ms) and "2 = 20 ms, Eq. 7 predicts
that the scan-stimulated current amplitude would be < 10% of
the whole-cell stimulated current amplitude. It also predicts that
the peak current amplitude, which scales inversely with Ts, could
increase significantly by scanning over the same area in less time,
which we here refer to as “consolidation.”

To test whether consolidation would allow larger-amplitude cur-
rents to be generated with low-power excitation, we measured
currents stimulated by scans of varying duration, Ts, over the cell
surface. To stimulate currents from all membrane areas (top, bot-
tom, and side of a cell) from a single (x, y) location in these scans,
we extended the TPE volume along the optical axis (in z) by adjust-
ing the effective N.A. of the objective with an iris (N.A. = 0.2–0.5)
(see Fig. S1 in the SI Appendix).

Fig. 3C demonstrates the effect of consolidation over a ten-
fold range of Ts in two cells; the fastest scans (shown in red)
followed spiral-like trajectories patterned after cell geometries
(see SI Appendix), and the other scans (grayscale) were produced
by changing the number of lines in a raster. In general, photocur-
rent deflections arising from intersections of the scan trajectory
and excitable cell membrane were observable in both slow scans
and fast scans, and whole-cell current amplitudes increased as
these deflections were consolidated by reducing Ts. Compared
with slow-scanning currents (Ts > 100 ms), faster-activated cur-
rents that reduced the time-to-peak to 15–30 ms increased the
peak amplitude by a factor of 3-4. Amplitudes increased more
rapidly at low Ts, in agreement with the dependence predicted
by Eq. 7.

Compared with raster scanning across cells using the full objec-
tive N.A. (=0.8) and TPLSM image acquisition scan times (Ts >
100 ms), which typically stimulated peak currents representing
<10 % of the whole-cell illuminated current (6 ± 3%; N = 5
cells), consolidating the scan (i.e., reducing Ts) to allow whole-cell
stimulation in <100 ms allowed the peak photocurrent to increase
by a factor of 5.8 (20 averaged recordings, each with #3 sweeps,
across 7 cells). In four cells where membrane geometries were
compatible with a full scan of the membrane in <16 ms, currents
could attain peak amplitudes that were over half (52–84%) of the
peak amplitudes stimulated by whole-cell blue-light illumination
of the same cells.

Two-Photon Spike Stimulation in Cultured Neurons. A common
application of CR is blue-light stimulation of action potentials
in excitable neurons. As a practical demonstration of our findings,

Fig. 4. Stimulation of action potentials using TPE. (A) TPE fluorescence
image of a patch-clamped SCG neuron in culture (CR-EYFP, yellow; volume-
filling Alexa 594, gray). Red outline indicates the outer boundary used to
designate a spiral-scan trajectory. (B) Schematic depiction of geometries
of whole-cell blue-light excitation (Upper) and scanning TPE stimulation
(Lower), shown in side view and from the top. (C) Current-clamp record-
ings of membrane voltage changes, stimulated by using wide-field blue-light
illumination (I = 1019#/cm2 s; Left) or 32 ms spiral scans with TPE (N.A. = 0.3,
I2
0 = 7.9 $ 1054#2/cm4 s2; Right). Overlines indicate stimulation times.

then, we showed that consolidated TPE spiral scans can be used
to stimulate action potentials in cultured neurons.

Dissociated superior cervical ganglion (SCG) neurons trans-
duced to express CR (see Materials and Methods) were targeted
for whole-cell recordings, filled, and imaged to define trajectories
of soma-targeted spiral scans; the z-dimension of the TPE focal
volume was adjusted to approximately match the z-dimension
of cells (N.A. = 0.2–0.5). In six neurons where wide-field blue-
light illumination depolarized membrane voltages above spike
threshold in 5/5 trials, TPE stimulation of the same cells depo-
larized cells above threshold in most trials, generating spikes
(50 spikes out of 60 trials, 10 trials per neuron; min 5/10,
max 10/10) (Fig. 4).

Discussion
Our results demonstrate that the kinetics of transient CR cur-
rents stimulated by TPE can be quantitatively captured in a one-
photocycle model that incorporates ground-state depletion. This
framework was used to estimate the CR absorption cross-section
and to explore the effects of stimulation geometry and duration.
Here, we review these results from the perspective of experimental
design for single-cell stimulation.

CR has a high two-photon absorption cross-section (%260 GM
at 920 nm). When CR containing membrane is continuously illu-
minated by using the focus of a standard 40 $ 0.8 N.A. objective
and 1 mW of power, >99% of the CR molecules should be excited
within 10 µs (see Eq. 6). Because of the long lifetime of the excited
conducting state, continuing illumination or higher intensity at the
same position does not produce more current as the ground state is
substantially depleted, with further excitation yielding a saturated
response. When viewed on the msec time scale, a small but rapidly
rising pulse of current is produced that represents most channels
open from that patch of membrane and which decays away on the
tens-of-msec time scale ("2). This basic finding has two important
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inward photocurrents were excited primarily when the focus was
within 1 µm of the inferred membrane edge, where fluores-
cence associated with the cell boundary was also excited (78%
of deflections > 2! above the mean, using 1 ms bins; 30 scans
across 3 cells, 1–7 mW).

Under conditions where currents are generated primarily at
the focus, the focus must be scanned across a large population
of molecules to generate large-amplitude currents. However, if
scanning photostimulation takes much longer than CR’s current
decay-constant ("2), currents stimulated early in the scan should
not summate with currents activated later in the scan (e.g., Fig.
3A). To estimate how the total scan time, Ts, could influence
the amplitude of scan-stimulated photocurrents, we reasoned
that scanning across a uniform concentration of molecules (Nt
molecules total) at a constant velocity should excite molecules
at a constant rate (i.e., dN/dt = K in Eq. 2). In the typical
condition in which Ts > "1, the solution to Eq. 4 is closely
approximated by

I!(Ts)
I!

max
= "2

Ts
(1 " e" Ts

"2 ). [7]

In this formulation, a scan sequence lasting n times longer than
"2 (Ts = n"2) would limit the peak photocurrent to (1 " e"n)/n
of the available current (Fig. 3B). For a typical TPLSM whole-cell
raster scan time (Ts = 250 ms) and "2 = 20 ms, Eq. 7 predicts
that the scan-stimulated current amplitude would be < 10% of
the whole-cell stimulated current amplitude. It also predicts that
the peak current amplitude, which scales inversely with Ts, could
increase significantly by scanning over the same area in less time,
which we here refer to as “consolidation.”

To test whether consolidation would allow larger-amplitude cur-
rents to be generated with low-power excitation, we measured
currents stimulated by scans of varying duration, Ts, over the cell
surface. To stimulate currents from all membrane areas (top, bot-
tom, and side of a cell) from a single (x, y) location in these scans,
we extended the TPE volume along the optical axis (in z) by adjust-
ing the effective N.A. of the objective with an iris (N.A. = 0.2–0.5)
(see Fig. S1 in the SI Appendix).

Fig. 3C demonstrates the effect of consolidation over a ten-
fold range of Ts in two cells; the fastest scans (shown in red)
followed spiral-like trajectories patterned after cell geometries
(see SI Appendix), and the other scans (grayscale) were produced
by changing the number of lines in a raster. In general, photocur-
rent deflections arising from intersections of the scan trajectory
and excitable cell membrane were observable in both slow scans
and fast scans, and whole-cell current amplitudes increased as
these deflections were consolidated by reducing Ts. Compared
with slow-scanning currents (Ts > 100 ms), faster-activated cur-
rents that reduced the time-to-peak to 15–30 ms increased the
peak amplitude by a factor of 3-4. Amplitudes increased more
rapidly at low Ts, in agreement with the dependence predicted
by Eq. 7.

Compared with raster scanning across cells using the full objec-
tive N.A. (=0.8) and TPLSM image acquisition scan times (Ts >
100 ms), which typically stimulated peak currents representing
<10 % of the whole-cell illuminated current (6 ± 3%; N = 5
cells), consolidating the scan (i.e., reducing Ts) to allow whole-cell
stimulation in <100 ms allowed the peak photocurrent to increase
by a factor of 5.8 (20 averaged recordings, each with #3 sweeps,
across 7 cells). In four cells where membrane geometries were
compatible with a full scan of the membrane in <16 ms, currents
could attain peak amplitudes that were over half (52–84%) of the
peak amplitudes stimulated by whole-cell blue-light illumination
of the same cells.

Two-Photon Spike Stimulation in Cultured Neurons. A common
application of CR is blue-light stimulation of action potentials
in excitable neurons. As a practical demonstration of our findings,

Fig. 4. Stimulation of action potentials using TPE. (A) TPE fluorescence
image of a patch-clamped SCG neuron in culture (CR-EYFP, yellow; volume-
filling Alexa 594, gray). Red outline indicates the outer boundary used to
designate a spiral-scan trajectory. (B) Schematic depiction of geometries
of whole-cell blue-light excitation (Upper) and scanning TPE stimulation
(Lower), shown in side view and from the top. (C) Current-clamp record-
ings of membrane voltage changes, stimulated by using wide-field blue-light
illumination (I = 1019#/cm2 s; Left) or 32 ms spiral scans with TPE (N.A. = 0.3,
I2
0 = 7.9 $ 1054#2/cm4 s2; Right). Overlines indicate stimulation times.

then, we showed that consolidated TPE spiral scans can be used
to stimulate action potentials in cultured neurons.

Dissociated superior cervical ganglion (SCG) neurons trans-
duced to express CR (see Materials and Methods) were targeted
for whole-cell recordings, filled, and imaged to define trajectories
of soma-targeted spiral scans; the z-dimension of the TPE focal
volume was adjusted to approximately match the z-dimension
of cells (N.A. = 0.2–0.5). In six neurons where wide-field blue-
light illumination depolarized membrane voltages above spike
threshold in 5/5 trials, TPE stimulation of the same cells depo-
larized cells above threshold in most trials, generating spikes
(50 spikes out of 60 trials, 10 trials per neuron; min 5/10,
max 10/10) (Fig. 4).

Discussion
Our results demonstrate that the kinetics of transient CR cur-
rents stimulated by TPE can be quantitatively captured in a one-
photocycle model that incorporates ground-state depletion. This
framework was used to estimate the CR absorption cross-section
and to explore the effects of stimulation geometry and duration.
Here, we review these results from the perspective of experimental
design for single-cell stimulation.

CR has a high two-photon absorption cross-section (%260 GM
at 920 nm). When CR containing membrane is continuously illu-
minated by using the focus of a standard 40 $ 0.8 N.A. objective
and 1 mW of power, >99% of the CR molecules should be excited
within 10 µs (see Eq. 6). Because of the long lifetime of the excited
conducting state, continuing illumination or higher intensity at the
same position does not produce more current as the ground state is
substantially depleted, with further excitation yielding a saturated
response. When viewed on the msec time scale, a small but rapidly
rising pulse of current is produced that represents most channels
open from that patch of membrane and which decays away on the
tens-of-msec time scale ("2). This basic finding has two important
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inward photocurrents were excited primarily when the focus was
within 1 µm of the inferred membrane edge, where fluores-
cence associated with the cell boundary was also excited (78%
of deflections > 2! above the mean, using 1 ms bins; 30 scans
across 3 cells, 1–7 mW).

Under conditions where currents are generated primarily at
the focus, the focus must be scanned across a large population
of molecules to generate large-amplitude currents. However, if
scanning photostimulation takes much longer than CR’s current
decay-constant ("2), currents stimulated early in the scan should
not summate with currents activated later in the scan (e.g., Fig.
3A). To estimate how the total scan time, Ts, could influence
the amplitude of scan-stimulated photocurrents, we reasoned
that scanning across a uniform concentration of molecules (Nt
molecules total) at a constant velocity should excite molecules
at a constant rate (i.e., dN/dt = K in Eq. 2). In the typical
condition in which Ts > "1, the solution to Eq. 4 is closely
approximated by

I!(Ts)
I!

max
= "2

Ts
(1 " e" Ts

"2 ). [7]

In this formulation, a scan sequence lasting n times longer than
"2 (Ts = n"2) would limit the peak photocurrent to (1 " e"n)/n
of the available current (Fig. 3B). For a typical TPLSM whole-cell
raster scan time (Ts = 250 ms) and "2 = 20 ms, Eq. 7 predicts
that the scan-stimulated current amplitude would be < 10% of
the whole-cell stimulated current amplitude. It also predicts that
the peak current amplitude, which scales inversely with Ts, could
increase significantly by scanning over the same area in less time,
which we here refer to as “consolidation.”

To test whether consolidation would allow larger-amplitude cur-
rents to be generated with low-power excitation, we measured
currents stimulated by scans of varying duration, Ts, over the cell
surface. To stimulate currents from all membrane areas (top, bot-
tom, and side of a cell) from a single (x, y) location in these scans,
we extended the TPE volume along the optical axis (in z) by adjust-
ing the effective N.A. of the objective with an iris (N.A. = 0.2–0.5)
(see Fig. S1 in the SI Appendix).

Fig. 3C demonstrates the effect of consolidation over a ten-
fold range of Ts in two cells; the fastest scans (shown in red)
followed spiral-like trajectories patterned after cell geometries
(see SI Appendix), and the other scans (grayscale) were produced
by changing the number of lines in a raster. In general, photocur-
rent deflections arising from intersections of the scan trajectory
and excitable cell membrane were observable in both slow scans
and fast scans, and whole-cell current amplitudes increased as
these deflections were consolidated by reducing Ts. Compared
with slow-scanning currents (Ts > 100 ms), faster-activated cur-
rents that reduced the time-to-peak to 15–30 ms increased the
peak amplitude by a factor of 3-4. Amplitudes increased more
rapidly at low Ts, in agreement with the dependence predicted
by Eq. 7.

Compared with raster scanning across cells using the full objec-
tive N.A. (=0.8) and TPLSM image acquisition scan times (Ts >
100 ms), which typically stimulated peak currents representing
<10 % of the whole-cell illuminated current (6 ± 3%; N = 5
cells), consolidating the scan (i.e., reducing Ts) to allow whole-cell
stimulation in <100 ms allowed the peak photocurrent to increase
by a factor of 5.8 (20 averaged recordings, each with #3 sweeps,
across 7 cells). In four cells where membrane geometries were
compatible with a full scan of the membrane in <16 ms, currents
could attain peak amplitudes that were over half (52–84%) of the
peak amplitudes stimulated by whole-cell blue-light illumination
of the same cells.

Two-Photon Spike Stimulation in Cultured Neurons. A common
application of CR is blue-light stimulation of action potentials
in excitable neurons. As a practical demonstration of our findings,

Fig. 4. Stimulation of action potentials using TPE. (A) TPE fluorescence
image of a patch-clamped SCG neuron in culture (CR-EYFP, yellow; volume-
filling Alexa 594, gray). Red outline indicates the outer boundary used to
designate a spiral-scan trajectory. (B) Schematic depiction of geometries
of whole-cell blue-light excitation (Upper) and scanning TPE stimulation
(Lower), shown in side view and from the top. (C) Current-clamp record-
ings of membrane voltage changes, stimulated by using wide-field blue-light
illumination (I = 1019#/cm2 s; Left) or 32 ms spiral scans with TPE (N.A. = 0.3,
I2
0 = 7.9 $ 1054#2/cm4 s2; Right). Overlines indicate stimulation times.

then, we showed that consolidated TPE spiral scans can be used
to stimulate action potentials in cultured neurons.

Dissociated superior cervical ganglion (SCG) neurons trans-
duced to express CR (see Materials and Methods) were targeted
for whole-cell recordings, filled, and imaged to define trajectories
of soma-targeted spiral scans; the z-dimension of the TPE focal
volume was adjusted to approximately match the z-dimension
of cells (N.A. = 0.2–0.5). In six neurons where wide-field blue-
light illumination depolarized membrane voltages above spike
threshold in 5/5 trials, TPE stimulation of the same cells depo-
larized cells above threshold in most trials, generating spikes
(50 spikes out of 60 trials, 10 trials per neuron; min 5/10,
max 10/10) (Fig. 4).

Discussion
Our results demonstrate that the kinetics of transient CR cur-
rents stimulated by TPE can be quantitatively captured in a one-
photocycle model that incorporates ground-state depletion. This
framework was used to estimate the CR absorption cross-section
and to explore the effects of stimulation geometry and duration.
Here, we review these results from the perspective of experimental
design for single-cell stimulation.

CR has a high two-photon absorption cross-section (%260 GM
at 920 nm). When CR containing membrane is continuously illu-
minated by using the focus of a standard 40 $ 0.8 N.A. objective
and 1 mW of power, >99% of the CR molecules should be excited
within 10 µs (see Eq. 6). Because of the long lifetime of the excited
conducting state, continuing illumination or higher intensity at the
same position does not produce more current as the ground state is
substantially depleted, with further excitation yielding a saturated
response. When viewed on the msec time scale, a small but rapidly
rising pulse of current is produced that represents most channels
open from that patch of membrane and which decays away on the
tens-of-msec time scale ("2). This basic finding has two important
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inward photocurrents were excited primarily when the focus was
within 1 µm of the inferred membrane edge, where fluores-
cence associated with the cell boundary was also excited (78%
of deflections > 2! above the mean, using 1 ms bins; 30 scans
across 3 cells, 1–7 mW).

Under conditions where currents are generated primarily at
the focus, the focus must be scanned across a large population
of molecules to generate large-amplitude currents. However, if
scanning photostimulation takes much longer than CR’s current
decay-constant ("2), currents stimulated early in the scan should
not summate with currents activated later in the scan (e.g., Fig.
3A). To estimate how the total scan time, Ts, could influence
the amplitude of scan-stimulated photocurrents, we reasoned
that scanning across a uniform concentration of molecules (Nt
molecules total) at a constant velocity should excite molecules
at a constant rate (i.e., dN/dt = K in Eq. 2). In the typical
condition in which Ts > "1, the solution to Eq. 4 is closely
approximated by

I!(Ts)
I!

max
= "2

Ts
(1 " e" Ts

"2 ). [7]

In this formulation, a scan sequence lasting n times longer than
"2 (Ts = n"2) would limit the peak photocurrent to (1 " e"n)/n
of the available current (Fig. 3B). For a typical TPLSM whole-cell
raster scan time (Ts = 250 ms) and "2 = 20 ms, Eq. 7 predicts
that the scan-stimulated current amplitude would be < 10% of
the whole-cell stimulated current amplitude. It also predicts that
the peak current amplitude, which scales inversely with Ts, could
increase significantly by scanning over the same area in less time,
which we here refer to as “consolidation.”

To test whether consolidation would allow larger-amplitude cur-
rents to be generated with low-power excitation, we measured
currents stimulated by scans of varying duration, Ts, over the cell
surface. To stimulate currents from all membrane areas (top, bot-
tom, and side of a cell) from a single (x, y) location in these scans,
we extended the TPE volume along the optical axis (in z) by adjust-
ing the effective N.A. of the objective with an iris (N.A. = 0.2–0.5)
(see Fig. S1 in the SI Appendix).

Fig. 3C demonstrates the effect of consolidation over a ten-
fold range of Ts in two cells; the fastest scans (shown in red)
followed spiral-like trajectories patterned after cell geometries
(see SI Appendix), and the other scans (grayscale) were produced
by changing the number of lines in a raster. In general, photocur-
rent deflections arising from intersections of the scan trajectory
and excitable cell membrane were observable in both slow scans
and fast scans, and whole-cell current amplitudes increased as
these deflections were consolidated by reducing Ts. Compared
with slow-scanning currents (Ts > 100 ms), faster-activated cur-
rents that reduced the time-to-peak to 15–30 ms increased the
peak amplitude by a factor of 3-4. Amplitudes increased more
rapidly at low Ts, in agreement with the dependence predicted
by Eq. 7.

Compared with raster scanning across cells using the full objec-
tive N.A. (=0.8) and TPLSM image acquisition scan times (Ts >
100 ms), which typically stimulated peak currents representing
<10 % of the whole-cell illuminated current (6 ± 3%; N = 5
cells), consolidating the scan (i.e., reducing Ts) to allow whole-cell
stimulation in <100 ms allowed the peak photocurrent to increase
by a factor of 5.8 (20 averaged recordings, each with #3 sweeps,
across 7 cells). In four cells where membrane geometries were
compatible with a full scan of the membrane in <16 ms, currents
could attain peak amplitudes that were over half (52–84%) of the
peak amplitudes stimulated by whole-cell blue-light illumination
of the same cells.

Two-Photon Spike Stimulation in Cultured Neurons. A common
application of CR is blue-light stimulation of action potentials
in excitable neurons. As a practical demonstration of our findings,

Fig. 4. Stimulation of action potentials using TPE. (A) TPE fluorescence
image of a patch-clamped SCG neuron in culture (CR-EYFP, yellow; volume-
filling Alexa 594, gray). Red outline indicates the outer boundary used to
designate a spiral-scan trajectory. (B) Schematic depiction of geometries
of whole-cell blue-light excitation (Upper) and scanning TPE stimulation
(Lower), shown in side view and from the top. (C) Current-clamp record-
ings of membrane voltage changes, stimulated by using wide-field blue-light
illumination (I = 1019#/cm2 s; Left) or 32 ms spiral scans with TPE (N.A. = 0.3,
I2
0 = 7.9 $ 1054#2/cm4 s2; Right). Overlines indicate stimulation times.

then, we showed that consolidated TPE spiral scans can be used
to stimulate action potentials in cultured neurons.

Dissociated superior cervical ganglion (SCG) neurons trans-
duced to express CR (see Materials and Methods) were targeted
for whole-cell recordings, filled, and imaged to define trajectories
of soma-targeted spiral scans; the z-dimension of the TPE focal
volume was adjusted to approximately match the z-dimension
of cells (N.A. = 0.2–0.5). In six neurons where wide-field blue-
light illumination depolarized membrane voltages above spike
threshold in 5/5 trials, TPE stimulation of the same cells depo-
larized cells above threshold in most trials, generating spikes
(50 spikes out of 60 trials, 10 trials per neuron; min 5/10,
max 10/10) (Fig. 4).

Discussion
Our results demonstrate that the kinetics of transient CR cur-
rents stimulated by TPE can be quantitatively captured in a one-
photocycle model that incorporates ground-state depletion. This
framework was used to estimate the CR absorption cross-section
and to explore the effects of stimulation geometry and duration.
Here, we review these results from the perspective of experimental
design for single-cell stimulation.

CR has a high two-photon absorption cross-section (%260 GM
at 920 nm). When CR containing membrane is continuously illu-
minated by using the focus of a standard 40 $ 0.8 N.A. objective
and 1 mW of power, >99% of the CR molecules should be excited
within 10 µs (see Eq. 6). Because of the long lifetime of the excited
conducting state, continuing illumination or higher intensity at the
same position does not produce more current as the ground state is
substantially depleted, with further excitation yielding a saturated
response. When viewed on the msec time scale, a small but rapidly
rising pulse of current is produced that represents most channels
open from that patch of membrane and which decays away on the
tens-of-msec time scale ("2). This basic finding has two important

Rickgauer and Tank PNAS September 1, 2009 vol. 106 no. 35 15029
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Figure 1.4 Manipulating neural activity with optogenetics 



 27 

specific expression of opsin in those neurons138–140. HSV-conjugated opsins 

can be injected in a downstream cortical area to specifically retrogradely render 

projection neurons optically manipulatable31,141. Opsins can also be put under 

the control of activity dependent expression systems such as tTA/TRE/cFos 

which, when combined with specific repeatable behaviours, can be used to 

specifically label task-relevant neurons142–144. Finally, transgenic animal lines 

expressing opsin in specific neuronal types can be produced145–147.  

Secondly it is flexible – the characteristics of the opsin can be tailored to allow 

the type of manipulation desired. As mentioned previously, the ion specificity 

of the opsin can be chosen to allow for up127,148 or down-regulation130,131 of 

neural activity. Opsins can be engineered to be activated by IR wavelengths149–

152 allowing manipulation of neurons deep within the brain or across widespread 

areas153–156. Multiple opsins with multiple, non-overlapping absorption spectra 

can be used for independent manipulation of spatially intermingled sub-

populations of neurons151. The temporal kinetics of the channel can be altered 

to allow for highly temporally precise manipulations58,151,157, or to allow for long 

lasting bi-stable influence over neural firing158. 

However, while optogenetics has improved the specificity and flexibility of 

control of neural activity, it is still primarily used as a one-photon technique. 

Stimulation via LEDs34,39 or optic fibres159 still suffers the same resolution 

problems mentioned above with regard to one-photon imaging. Thus whilst the 

genetic specificity afforded by optogenetics allows neuroscientists to 

specifically manipulate genetically segregated subsets of cells, it does not yet 
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allow us to manipulate specific neurons within those subsets. This is a problem 

since, whilst a subset of neurons may be genetically relatively homogeneous, 

it is likely that the contribution of neurons within that subset to behaviour is 

functionally heterogeneous. For example, not all dopamine neurons in the 

ventral tegmental area show reward prediction error signals during learning160. 

Not all neurons in auditory cortex respond to sounds with the same firing 

rate161. In order to assess how the neural code is distributed across neural 

populations one needs a method that allows specific manipulation of individual 

cells specifically amongst a functionally heterogenous population that may be 

spatially and genetically intermingled. 

 

1.3.2 Two-photon photoactivation 

A recent advance that brings us closer to this goal is two-photon 

optogenetics150,162–164 (Fig. 1.4c,d). This technique combines the high spatial 

resolution of two-photon microscopy with the flexibility of optogenetics. The 

first example of this was the demonstration that ChR2, which is typically 

excited with one-photon excitation at 470nm, could be activated with two-

photon excitation at 920nm to drive spiking in cultured neurons162. These initial 

studies highlight two key challenges.  

The first challenge is to deliver enough light to a given neuron to activate 

sufficient opsin molecules to reliably influence its activity. Since the effective 

two-photon excitation volume is small (< 1 µm) it can only activate a small 
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number of opsin molecules simultaneously. Unless the single-channel 

conductance of the opsin is exceptionally large, it is unlikely that such 

activation will cause a cell to spike. Two popular methods have been developed 

to increase the volume of two-photon excitation to a size that is effective for 

influencing cell activity without sacrificing resolution. The first technique is to 

scan the focal volume over the cellular region of interest. This technique has 

been used to drive spiking in vitro in cultured neurons162, brain slices150,163 and 

in vivo150,165 by scanning either a square raster pattern, or a circular spiral 

pattern, over the soma, or even dendritic spine, of the neuron of interest. The 

second technique is to increase the lateral extent of the focal volume either by 

underfilling the excitation objective56 or by shaping the beam with digital 

holography166. Extending the excitation volume laterally extends the volume 

axially by a much larger extent, so temporal focusing (TeFo) can be used to 

limit the axial spread56,58,166,167. This can yield 3D focal volumes roughly on the 

order of a cell body (~10 µm3). Both methods have trade-offs – scanned 

approaches are generally slower at generating spikes and have less temporal 

fidelity but require comparatively low excitation power whereas scanless 

approaches can generate high fidelity spiking but require higher excitation 

powers48. 

 

1.3.3 Digital holography 

Given that it is possible to use a two-photon laser spot to activate individual 

neurons, the second challenge is to deliver light to multiple neurons 
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simultaneously (Fig. 1.5). A popular way to achieve this is through digital 

holography using spatial light modulators (SLMs)168,169. Diffractive SLMs are 

devices that use a liquid crystal pixel array to display diffraction gratings (phase 

masks) that modulate the phase of incoming light. An iterative algorithm known 

as the Gerchberg-Saxton algorithm is used to compute the phase pattern at 

the objective’s rear aperture that will result in a desired spatial distribution of 

light intensity at the objective’s focal plane when displayed on the SLMs pixel 

display170. This can be used to split a single laser beam into multiple beamlets 

targeted to specific individual neurons simultaneously and has been used by 

multiple groups to target ensembles of neurons for stimulation via glutamate 

uncaging168, optogenetic photoactivation165 and for readout via calcium 

imaging169. Digital holography can also be used to generate illumination 

patterns in 3D by adding lens-phase modulations to the 2D phase mask58,152,163.  

Figure 1.5 | Patterned illumination strategies. a, Pointing a single beam with galvanometer (galvo) mirrors is the 
most straightforward implementation of directing a focused beam of light onto different locations within a sample. It 
maintains full power in the beam, but only allows one location to be targeted at a time. b, Pointing multiple beams with 
a digital micromirror device. This enables more complex patterns of activation across large areas of tissue, but suffers 
from power loss as power that would go to untargeted regions is dumped. c,  Creating holographic patterns with a 
spatial light modulator combines the power of generating multiple beamlets with high efficiency in directing power into 
those beamlets. From Packer et al., 2013. 

NATURE NEUROSCIENCE VOLUME 16 | NUMBER 7 | JULY 2013 811

R E V I E W

activation of sparsely labeled interneurons 
and two-photon calcium imaging could 
theoretically provide single-cell resolution 
for both activation and imaging. This has 
been done by disregarding any imaging data 
collected during the photostimulation, but single-cell resolution was 
probably not obtained due to likely photostimulation of axons from 
many neurons58. One-photon photostimulation of inputs to dendrites 
imaged with two-photon calcium imaging has enabled the dissection 
of subcellular circuitry, again using a blank imaging period during 
the photostimulation59. Expressing both an activator and a genetically 
encoded calcium indicator in one fusion construct enabled direct 
measurement of spectral crosstalk, highlighting the usefulness of a 
new red indicator (RCaMP) in combination with low-light-sensitive 
variants of channelrhodopsin-2 to activate and record in separate 
populations in C. elegans60.

Patterned illumination. The simplest form of patterned illumination 
is to direct a diffraction-limited spot of light to the region of interest 
either by moving the sample61 or by using a pair of galvanometer 
mirrors to direct the beam62 (Fig. 4a). To generate more complex 
patterns, multiple beams of light can be independently directed using 
a spatial light modulator (SLM) to generate spatial patterns of light, 
for example by using a DMD56 (Fig. 4b). This optically simple method 
is restricted by its low power efficiency, as a great deal of light is lost; 
however, this is often not an issue given the high intensity light sources 
available. DLP projectors incorporating DMDs can be installed to 
deliver illumination via a standard microscope condenser63 and 
have even been programmed to track movement in C. elegans64,65.  
A third alternative for producing patterns of light is to use holographic 
projection, often achieved using liquid crystal on silicon SLMs  
(LCoS-SLM) to create holographic patterns under a microscope 
objective66 (Fig. 4c). The holographic approach has the advantage that 
less light is wasted compared to a direct projection approach because 
the light is reshaped into a pattern. In any patterned illumination 
experiment, careful controls must be performed to ensure that 
scattering does not cause unacceptable distortion of the desired 
pattern at the intended location.

Two-photon excitation. The patterned illumination strategies 
discussed above rely on one-photon excitation, which excites any 

opsins in the cones of light above and below the focal plane. Two-
photon excitation, on the other hand, provides high spatial resolution 
in both the axial and lateral dimensions by requiring two photons to 
be absorbed simultaneously, which only occurs within the extremely 
confined focal volume67 (Fig. 5a). Combining two-photon microscopy 
with optogenetics is difficult due to this small illumination volume. 
While the number of opsin molecules must be expressed at levels 
low enough for the neurons to remain healthy, sufficient numbers of 
them must be activated to generate the desired current. Sufficiency 
depends on the current generated per opsin molecule (which depends 
on its two-photon absorption cross-section and its conductance); 
expression level (that is, number of opsin molecules per membrane 
area); temporal kinetics of the opsin (mainly the off time); and the 
particular spatiotemporal illumination strategy.

Optimization of these parameters can lead to successful action 
potential generation in neurons in acute slices and in vivo. In the ini-
tial work on two-photon excitation of channelrhodopsin68, the most 
commonly used variant, ChR2(H134R), was shown to absorb two 
photons effectively. Scanning the somata of highly expressing cultured 
neurons in a spiral pattern for 32 ms can result in efficient spatiotem-
poral integration of photostimulated current leading to reliable action 
potential generation (Fig. 5b). Subsequent work showed action poten-
tial generation via two-photon excitation in acute brain slices using 
temporal focusing to create a disk-shaped illumination pattern. This 
enabled simultaneous stimulation of many opsin molecules in neuro-
nal somata with very short stimulation times (a5 ms)69. Combining 
temporal focusing with an SLM allowed structuring the two-photon 
illumination to match the shape of neuronal somata, further enabling 
the activation of more than one selected neuron simultaneously70. 
Such methods to shape the illumination to the soma require relatively 
high power on sample (70 to >100 mW) to obtain sufficient power 
density over the extended surface area, and calculations indicate that 
these ‘parallel’ excitation methods may require upward of 20 times 
as much power as ‘serial’ scanning methods71. This may be a par-
ticularly serious problem for in vivo applications, where light scat-
tering is severe72, although adaptive optics can be used to increase  
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Figure 4 Patterned illumination strategies.  
(a) Top, pointing a single beam with galvanometer 
(galvo) mirrors is the most straightforward 
implementation of directing a focused beam of 
light onto different locations within a sample. 
Bottom, this approach is particularly useful 
for mapping studies91 in which independent 
activation of small, localized subsets of labeled 
neurons or axons is desired for readout by 
downstream neurons. (b) Top, pointing multiple 
beams with a digital micromirror device92. 
Bottom, this enables more complex patterns of 
activation across large areas of tissue, which has 
proven useful in studies of retinal circuitry63 and 
zebrafish behavior93. (c) Top, creating holographic 
patterns with a spatial light modulator combines 
the power of generating multiple individual 
beamlets with high efficiency in directing power 
into those beamlets. Bottom, this enables  
multi-site activation70,76 when combined  
with two-photon excitation (see Fig. 5).

a b c 
Figure 1.5 Patterned illumination strategies 
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Digital holography using SLMs has the advantage over other beam-splitting 

methods, such as Digital Mirror Devices (DMDs)171,172, because it does not 

discard light. For two-photon optogenetics one may want to split a single laser 

beam to target 100s of cells. This requires one to retain as much total power 

as possible such that one has enough power to split into each beamlet – it is a 

“power-limited” technique. DMDs act by deflecting light that would propagate 

to unwanted locations in the focal plan into a beam-dump, throwing away 

useful power, whereas digital holography reroutes that light to the desired 

locations, effectively retaining the majority of the incident power. 
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1.4 Simultaneous readout and manipulation of neural activity 

It has long been a methodological goal in neuroscience to use some 

combination of large-scale imaging and stimulation in vivo to simultaneously 

monitor and manipulate the neural circuits underlying an observed behaviour. 

Given the constraints of electrophysiology, people have largely turned to 

optical techniques to achieve this goal48,123,173,174. Such “all-optical” systems 

face two key problems. Firstly, crosstalk needs to be minimised. Photons used 

for stimulation must not be picked up by imaging (either directly detected, or 

through excitation of the fluorophore) and photons used for imaging must have 

a negligible effect on the opsin. Secondly, behaviour is likely controlled and 

informed by the activation of many neurons. The required scale of recording 

and manipulation needed to reliably influence behaviour is unclear, and 

potentially difficult to reach even with recent technological advances. This is 

exactly the challenge that this thesis seeks to address. 

Over the past 5 years many groups, including my own, have been working to 

solve this problem (Fig. 1.4c,d, Fig. 1.5, Fig. 1.6). One of the first in vivo 

examples of all-optical interrogation demonstrated simultaneous, independent 

readout and manipulation in C. Elegans using one-photon excitation of ChR2 

and RCaMP175. Subsequent studies built on this in rodents using a combination 

of one-photon photoactivation of ChR2, targeted to individual neurons using 

digital holography via an SLM, and epifluorescence imaging of GCaMP5G, 

using structured illumination via a DMD172. This demonstrated that it was 

possible to both stimulate and readout neural activity in the awake mouse. 
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However, since both of these studies used one-photon excitation for imaging 

and photostimulation the axial resolution is relatively poor. Also given that in 

the second study all illumination was delivered to the brain via an implanted 

optical fibre, the number of cells available for interrogation is small and 

permanently fixed at the focal plane of the implanted fibre. Another study 

improving upon this method used two-photon calcium imaging of GCaMP6m 

in head-fixed mice combined with one-photon photoactivation of the red-

shifted opsin bReaChES176. Under these conditions imaging resolution is near-

optimal and one has the flexibility to choose the FOV for interrogation. However 

the optogenetic manipulation is still one-photon and therefore not targetable to 

specific neurons of interest. Indeed in this study photoactivation was delivered 

to projecting axon terminals in bulk, not cell somata. Another interesting 

method has also been developed in parallel combining a fast, strong 

optogenetic actuator (CheRiff) with high sensitivity voltage indicators 

(QuasAr)177,178. This “Optopatch” approach comes closest to realising optical 

electrophysiology as one directly reads out and manipulates the membrane 

potential. However, so far voltage imaging is limited to one-photon excitation 

since the volume of indicator per cell is very low (and the SNR small) meaning 

that it is not yet appropriate for large-scale recordings of densely labelled tissue 

in vivo.  

The first successful attempts to achieve near single-cell resolution readout and 

manipulation of neural activity in awake animals used a combination of two-

photon calcium imaging and two-photon optogenetic photoactivation. One 

group, using GCaMP3 and the red-shifted opsin C1V1, was able to readout 
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population activity of place cells in mice navigating through a virtual 

environment whilst perturbing the activity of a single neuron using a temporally 

focused photoactivation spot56. Around a similar time, my group demonstrated 

that one could image population activity in barrel cortex using two-photon 

imaging of GCaMP6s whilst simultaneously manipulating ensembles of cells 

(10 neurons) concurrently using an SLM to split a spiral scanned beam-spot 

into multiple beamlets targeted to multiple cells (see Chapter 3)165.  

Since these studies, multiple groups have used variants of this two-photon 

imaging/photoactivation system to map synaptic connectivity in slice136, imprint 

and recall artificial neural ensembles60, map functional connectivity in vivo137 

and demonstrate differential roles of functionally defined, but spatially 

intermixed, cell populations in opposing behaviours59,157,179. The field is still very 

much in active development. Groups have been building improved 

photostimulation methods allowing for targeting in 3D with high spatial and 

temporal resolution152, improved two-photon activatable opsins with very high 

Figure 1.6 | Simultaneous manipulation and readout of neural activity with single cell resolution in vivo using 
two-photon calcium imaging and optogenetics. a, Cellular-resolution photostimulation of a hippocampal neuron in 
an awake mouse. Left: images of an isolated CA1 neuron expressing C1V1 and GCaMP3 with photostimulation On 
target position overlaid (top) and Off target positions overlaid (bottom). Right: GCaMP3 fluorescence traces measured 
during stimulation of the labelled target locations using two-photon excitation (TPE). Cell responses are evoked by On 
target photostimulation (top) but not by directly adjacent Off target photostimulation (bottom). From Rickgauer et al., 
2014. b, Single-cell two-photon optogenetic photostimulation of a barrel cortex neuron in an anaesthetized mouse. 
Left: fluorescence image of neurons in barrel cortex co-expressing C1V1 and GCaMP6s. Three directly adjacent 
neurons were monitored via calcium imaging (i, ii and iii) whilst one neuron (i) was photostimulation with a spiral-
scanned two-photon beam-spot. Right: calcium imaging recordings obtained from neurons i – iii whilst neuron i was 
photostimulated. Note only neuron i shows a fluorescence response to photostimulation. From Packer et al., 2015. 
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at designated times in the behavior while simultaneously recording 
evoked and task-driven dynamics in the local neuron population 
(Online Methods).

Using this approach, it was possible to impose spatially defined 
activity that matched the overall width and amplitude of natural place 
field activity by stimulating single place cells or silent cells as mice tra-
versed a designated part of the VR environment (Fig. 4). Illuminating a 
place cell with stimulation pulses in one region of the track (75–125 cm  
on a 400-cm-long track) that preceded the cell’s natural firing field 
(centered around 225 cm) robustly produced place field-like activ-
ity in that region of the track (similar responses were observed in 
three other experiments in two mice; Fig. 4a). Notably, stimulation 
trials that produced ‘imposed field’ activity in this example also  
suppressed activity in the natural place field of that cell (traversed 
1.4 o 0.2 s later). These results indicate that simultaneous imaging 
and photostimulation can be used to impose patterns of activity in 
single cells that mimic natural patterns of activity observed during 
the same task.

Although stimulation of this type typically did not evoke activity 
in closely neighboring cells, a small number of other, anatomically 
distributed place cells showed significantly elevated or suppressed 
activity during stimulation trials (range = 1–4 other neurons in 4 
experiments, using bootstrap resampling and a threshold of P = 0.05; 
Fig. 4c and Online Methods). To quantify the effects of this perturba-
tion on the local microcircuit, we analyzed the activity of the place-
cell population, excluding the target cell, as a neural circuit trajectory 
through a state space describing all traversals. In one example (Fig. 4), 
a population activity vector consisting of trial-to-trial activity in 41 
place cells was identified (using factor analysis to reduce the relevant 
state space to three dimensions) that described the circuit trajectory 
during both stimulation and control (no stimulation) traversals.  
At each point in VR space, the Euclidean distance between the mean 
trajectory in control trials and stimulation trials was computed to 
identify periods in stimulation trials in which population activ-
ity deviated substantially from control trials. Because this analysis 
excluded the target cell, the trajectory reported secondary (indirect) 

effects of stimulation on the network. Stimulation trials that evoked 
activity in this place cell produced a significant change in the task-
modulated activity of other cells, both during the stimulation epoch 
and later in the trial (just beyond the target cell’s natural place field, 
P = 0.004; Fig. 4d).

Low-power optical stimulation
Beyond artificially controlling the activity of individual neurons, we 
reasoned that illuminating single cells with low-power stimulation 
pulses could function as a strategy to bias and detect subthreshold 
activity. In this application, a neuron or a group of neurons is illu-
minated with a very low-intensity pulse train throughout a behavior 
trial. The goal is to generate a train of small depolarizing pulses in 
the target cell(s), which act to amplify existing membrane potential 
depolarizations or excitatory inputs and make them visible as fluores-
cence transients, allowing all-optical probing of otherwise concealed 
properties of active neural circuits.

For example (Fig. 5a), an optical bias should drive a neuron above 
AP threshold during periods of natural membrane potential elevation 
(for example, during increased excitatory input), producing fluores-
cence transients in that cell that can be detected optically. Averaged 
across trials, a cell’s activity profile during optical bias stimulation 
should differ from the receptive field profile (as seen in imaging-
only trials) in that it should reflect the membrane potential profile. 
We tested this approach by attempting to form an all-optical esti-
mate of membrane potential in place cells, illuminating these cells 
with targeted, low-power trains during full traversals of the track. In 
three of four different cells tested, the optical bias of a single place 
cell (8–10 Hz ! 0.01–0.05-s duration, <50 mW) produced an asym-
metric increase in fluorescence leading up to the natural firing field 
compared with imaging-only runs (shift in field center of mass, 9.2 o 
5.8 cm, P = 0.007; Fig. 5b). The emergence of this asymmetric ramp 
in fluorescence is consistent with CA1 place cell membrane potential 
recordings under similar behavior conditions, which have reported 
that an asymmetric depolarization (a ramp) leading up to a typi-
cally symmetric firing field is a subthreshold signature of place cells  
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Figure 3 Cellular-resolution photostimulation in awake mice.  
(a) Specificity of cell-targeted photostimulation using focused single-
photon excitation (SPE) versus TPE. Left, images of an isolated 
coexpressing CA1 neuron with the 1,064- or 473-nm target positions 
overlaid. Right, GCaMP3 $F/F traces measured during stimulation 
targeting those locations using TPE or SPE (all traces are averages 
of >3 trials). TPE and SPE both evoked responses when the cell was 
targeted, whereas only SPE evoked responses when it was not. (b) Spatial 
resolution of TPE and SPE photostimulation. Evoked response amplitudes 
for different displacements between target cells and neighboring cells 
laterally (as in a; solid lines) or axially (dashed lines; error bars indicate 
mean o s.d.). Lateral resolution measurements (solid lines) include trials 
based on cellular fluorescence changes in nearby cells in densely labeled 
tissue (five cells, SPE; 101 cells, TPE). Inset, representative responses 
from one cell (centered in images) included in this measurement. Images 
represent post-stimulation minus pre-stimulation GCaMP3 fluorescence 
in each case (three-trial average). TPE and SPE evoked similar responses 
in targeted neurons, but responses were better confined to the target cell 
using TPE. (c) Matrix of TPE-stimulated responses from 17 cellular targets 
(indicated at top right), with significant responses shown in red (Online 
Methods). Each entry shows activity in one cell (given by row number) 
during stimulation targeting one cell (column number). Most responsive 
cells could be stimulated independently (two exceptions here are 
indicated in the image). Bottom right, TPE stimulation–triggered response 
profile (analogous to a point-spread function in imaging), shown as an 
image (normalized post-minus pre-stimulation GCaMP3 fluorescence, 
averaged across stimulation trials targeting 101 different cells).
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RESULTS
Combining calcium imaging and single-cell 
photostimulation in vivo
Our design goal was to be able to selectively activate groups  
of individually targeted neurons based on their functional 
identity and then observe the response to stimulation in these 
neurons and the local network in an awake, behaving animal 
(Fig. 1a). We incorporated an SLM into a two-photon in vivo 
dual-beampath resonant scanning microscope in order to  
provide simultaneous two-photon imaging and patterned  
optogenetic stimulation (Fig. 1b). We visualized neurons  
co-infected with GCaMP6s, an ‘ultrasensitive’ green-fluorescent 
genetically encoded calcium indicator20, and C1V1-2A-mCherry, 
a red-shifted opsin21 (Fig. 1c). We recorded high-speed (30 Hz) 
calcium imaging movies over a field of view of 200 ! 200 Mm 
using a resonant scanning system at 920 nm and photostimulated 
neurons via two-photon excitation at 1,064 nm (Fig. 1d). We 
calibrated our all-optical approach by performing simultaneous 
cell-attached patch-clamp recordings in layer 2/3 of the mouse 
somatosensory cortex (n = 3 experiments). We programmed 
the SLM to generate a single photostimulation spot, which was 
scanned in a spiral fashion22 over the neuronal cell body for  
20 ms (see Online Methods). Single action potentials were reliably  
generated in the recorded neuron on every trial, resulting 
in large calcium transients in the photostimulated neuron,  
but not in neighboring neurons also expressing GCaMP6s and 
C1V1 (Fig. 1e). The spatial resolution of spiral photostimula-
tion using 6 mm galvanometers (see Online Methods) was 12 
Mm laterally and ~24 Mm axially, measured by incrementally 
shifting the photostimulation target (Supplementary Fig. 1). 

Action potential detection sensitivity was maintained even 
when we imaged the entire 200 ! 200 Mm field of view, and 
imaging at this resolution did not result in photostimulation 
(Supplementary Fig. 2). In summary, we demonstrated that our 
approach is capable of simultaneous sensitive calcium imaging 
and precise two-photon optogenetic photostimulation in the 
same neurons in vivo.

We tested an alternative method for generating single action 
potentials in vivo in cortical neurons expressing C1V1-2A-YFP 
via viral infection (Supplementary Fig. 3a). This method is pos-
sible with all commercially available two-photon microscopes.  
We chose a spatiotemporal photostimulation pattern of a 10 ! 10 
grid of sites extending slightly beyond the borders of the neuron 
to ensure robust action potential generation in the recorded neu-
ron. The photostimulation laser was directed to the target sites  
sequentially in raster fashion (0.1 ms per site, 0.1 ms intersite 
interval, 20 ms total exposure time; Supplementary Fig. 3a),  
generating exactly one action potential in putative pyramidal  
neurons with a latency of 17.3 o 0.7 (mean o s.e.m.) ms, meas-
ured from photostimulation onset, as observed previously23. 
Increasing the total exposure time to 40 ms (0.2 ms per site,  
0.2 ms intersite interval) generated more action potentials at 
longer latencies because of the increased time it took to cover  
the cell soma (1.4 o 0.09 action potentials; 33.2 o 2.1 ms latency 
to first action potential; n = 4 neurons, 3 animals, 57 photostimu-
lation trials; Supplementary Fig. 3b). Increasing the exposure  
time yet further to 120 ms (1 ms per site, 0.2 ms intersite  
interval) generated a similar number of action potentials in 
the recorded neurons (1.4 o 0.07 action potentials, 60 o 2.6 ms 
latency, n = 9 neurons from four mice; 114 photostimulation trials;  

Figure 1 | Single-cell two-photon optogenetic photostimulation and single-action-potential readout in vivo. (a) Schematic illustration of the 
experimental goal. Top, a calcium sensor generates an optical readout of activity, and an opsin enables photostimulation. Bottom, robust and reliable 
photostimulation in user-selected neurons i–iii without stimulation of immediately adjacent neurons iv–vi during simultaneous recording. Stim, 
stimulation. (b) Optical layout of the SLM-based two-photon patterned photostimulation, two-photon resonant scanning, moving in vivo microscope.  
PC, Pockels cell; S, shutter; HWP, half-wave plate; L1–4, lenses; SLM, spatial light modulator; ZB, zero order block; GM1, GM2, galvanometers;  
RSM, resonant scanning module; F1–3: filters; PMT1, PMT2, photomultiplier tubes. (c) A large field of view of neurons coexpressing GCaMP6s (green)  
and C1V1-2A-mCherry (pink; scale bar, 100 Mm). (d) Inset from a large field of view (200 ! 200 Mm) for the experiment shown in e (scale bar, 50 Mm).  
A two-photon targeted cell-attached patch-clamp recording was obtained from neuron i. This neuron was targeted for optogenetic stimulation in a  
spiral pattern. (e) Top, electrophysiological recording during photostimulation trials (pink bar). Single sweep (from trial 2), raster plot, and peristimulus 
time histogram are shown. Bottom, calcium imaging recordings obtained simultaneously from neurons i–iii in d (mean o s.e.m., n = 3 neurons).

a
 

b
 

Figure 1.6 Simultaneous manipulation and readout of neural activity with single cell resolution in vivo using two-photon calcium imaging and optogenetics 
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channel conductance and fast kinetics58,157, and systems using red-shifted 

calcium indicators and blue-light opsins which broaden the list of available 

opsins for photoactivation and allow imaging deeper into tissues180. We are 

now at the point where a large amount of the methodological hurdles have been 

overcome, and we can potentially begin to use these systems to test theories 

of which features comprise neural code. 
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1.5 Features of the neural code 

What is the neural code? For my purposes it comprises the set of rules that 

dictate how information from an animal’s environment is represented, stored, 

retrieved and transformed into actions by the activity patterns of neurons in the 

brain. Since the brain is dynamic and highly interconnected, all of these 

functions constantly interact with each other as well as with the brain’s internal 

state. The problem of understanding which variables are causally relevant is 

incredibly high dimensional and the feature space is vast. An emerging idea for 

tackling this is to think of the neural code as the set of features that encode 

variables that are used by an animal to drive appropriate behaviour43. The 

system that I have developed in this thesis is pivotal to performing such 

experiments as it allows me to readout how neurons encode external variables 

(or indeed access internally stored representations), modulate the activity of 

those neurons and observe the effect on behaviour. Below I describe a subset 

of the candidate features that could comprise the neural code that are 

accessible to the system that I have developed (Fig. 1.7). 

 

1.5.1 Feature selectivity 

Potentially the most consistently observed feature of neuronal activity is the 

tendency for neurons to respond to some stimuli more than others. An early 

seminal example of this was the discovery of the visual stimulus receptive fields 

of neurons recorded in cat primary visual cortex (V1)181. These experiments 
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demonstrated that individual neurons in V1 would respond preferentially (by 

firing more action potentials) to particular orientations of black or white bars, 

their direction of movement and their size. This idea was subsequently 

formalised by the observation that a given neuron’s firing rate as a function of 

bar orientation is well fit as a tuning curve parameterised by its sharpness 

(tuning specificity) and amplitude (tuning strength)182–185. This provides an 

intuitive example of how single neurons can represent information about 

environmental variables. Such stimulus tuning curves have since been 

discovered in visual, auditory, somatosensory, olfactory and motor areas of the 

brain186–188 and conceptually similar firing fields have been found encoding a 

variety of higher order variables like position in space189–191, time192,193, position 

in a behavioural task99,194 and running speed195–197. Firing fields have even been 

found that encode position in arbitrary conceptual space198,199. As such the idea 

that neurons are tuned to a given feature and report the presence or absence 

of that feature is a very influential one. It is therefore important that the method 

I develop in this thesis has the ability to readout the stimulus tuning of neurons 

in order to be able to assess the impact of different functional sub-populations 

on behaviour. 

 

1.5.2 Spike rate vs. spike timing 

The above section concerns the differential responses of a neuron to a set of 

stimuli. However, one also needs to decide on how to actually quantify a 

neuronal response. The fundamental unit of neuronal communication is the 



 38 

action potential200–202. Action potentials convert the analogue fluctuations in 

membrane potential caused by ongoing synaptic input into digital events that 

signal whether a given neuron’s membrane potential (Vm) has crossed action 

potential threshold or not at a given point in time. This results in a stereotyped 

“spike” in Vm beginning at the axon initial segment203,204 and transmitted via the 

axon205,206 to synaptic terminals where it triggers Ca2+-dependent synaptic 

release onto downstream neurons207,208. Since neurons continuously integrate 

synaptic input over time, and action potential waveforms and resulting synaptic 

release are influenced by activity-induced modulation of the local voltage in 

synaptic terminals209–211 (though see212), it is clear that time is a pivotal factor for 

interpreting neuronal spiking. In general there are two main schools of thought 

concerning how spikes relate to time213: spike rate measures the number of 

spikes per epoch of time, irrespective of when those spikes occurred33,214, 

whereas spike timing measures when exactly each spike occurred within a 

given time window36,215,216. Which of these two coding schemes is most relevant 

in the brain has been the subject of considerable debate217. 

Most of the studies in the previous section on tuning curves report neuronal 

responses as firing rate. Clearly it is a metric that conveys relevant variables. 

The main argument in its favour comes from studies that demonstrate that 

spike timing in cortex is highly irregular and noisy33,214 even in response to the 

exact same stimulus218. This is due to the fact that neurons are constantly being 

bombarded by background synaptic input which causes the timing of spikes 

elicited by “relevant” synaptic input to be jittered219,220 (though see221). This 

makes it difficult for the brain to rely on the precise timing of action potentials 
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to convey information. Indeed, it has been shown that while mice detect 

increasing numbers of spikes in a given time window with increasing reliability, 

the exact timing of spikes in this window has little behavioural impact34. 

Moreover, the ability of mice to perform naturalistic tasks, such as localising 

objects with their whiskers, often does not rely on the precise timing of spikes24. 

Nevertheless, precise spike timing can be measured in relation to stimulus 

presentation35,36, oscillatory activity in the brain222,223 and active sensory 

sampling38. Indeed, spike timing alone can carry information224, even when 

spike rate does not, and It has often been shown that spike timing and spike 

rate carry more information about presented stimuli than either alone225,226. It 

has also been shown that the ability of animals to detect the activity of single 

neurons increases as the irregularity of spike timing increases, irrespective of 

the total spike number in a burst37. Therefore, though spike rate is most often 

reported as a neuronal response metric of choice, it is clear that information is 

present in spike timing as well. 

It’s important to note that these two schemes are not mutually exclusive – the 

brain may make use of both features simultaneously, as has been suggested 

for place cell firing fields and phase precession222. Moreover it has been pointed 

out that this may in fact be a false dichotomy, and that the difference between 

spike rate and spike timing comes down to the bin size one uses to analyse 

neuronal responses217. Either way, it is important that the method I propose in 

this thesis has the ability to control the number, rate, timing and order of action 

potentials to investigate their role in driving behaviour. 
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1.5.3 Population representations 

Single neurons have the capacity for complex computations227,228, they have a 

measurable effect on their local network137,229 and they can drive 

behaviour37,53,54. However, single neurons do not act in isolation and it is now a 

commonly held view that information is encoded in the mesoscale activity of 

populations of neurons, so-called population coding44,45,47,230,231. Such a 

distributed representation is generally thought to allow the brain to overcome 

the significant trial-to-trial variability in single neuron responses and to increase 

the robustness of feature representations.  

In support of this it has been shown that perceptual accuracy is higher than 

decoding accuracy from single neurons232 and that decoding accuracy 

increases with population size used to decode stimuli47,233. Researchers have 

successfully employed many different methods to quantify the information 

content contained within populations of neurons: from theoretical concepts 

such as the mutual information234 or Fisher information235; to the quantitative  

assessment of readout algorithms186,236. Such methods have been used to 

show that populations of cells in many brain areas can be used to decode 

environmental variables237, position in space238,239 and motor output10,240–242 with 

high accuracy. Indeed, even single neurons that do not obviously code for 

relevant variables can improve decoder accuracy when they are included243. It 

has also been shown that populations of neurons can represent multiple, non-

overlapping sets of variables which co-exist in different sub-spaces of neural 

activity10. Moreover, it has even been demonstrated that the specific Poisson-
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like variability exhibited by populations of neurons allows them to represent 

probability distributions over stimuli in a way that is particularly suited for a 

simple form of optimal Bayesian inference utilising linear combinations of 

populations of cells45.  

An important feature of population activity is correlation. Classical studies have 

shown the adverse effects that trial-to-trial correlations across pairs of neurons 

can have on population coding244 and it has since been shown many times that 

such correlations can either hinder or help decoding accuracy under different 

conditions47,245. These pairwise correlations show a range of values, but an 

important factor is their functional dependence. The level of correlation 

between neurons varies as a function of their spatial (relative cortical 

position)246 and functional (tuning similarity) distance247,248 from one another and 

they can also be modified by brain-state249 and task involvement250,251. 

An influential idea tying together population coding and pairwise correlation is 

the concept of the cell assembly. First proposed by Hebb252, this idea states 

that neurons activated repeatedly by a given cognitive process will 

preferentially form strong excitatory connections with each other. This is an 

extension of his eponymous rule which states that synapses between two cells 

that are often active simultaneously will be strengthened (cells that fire together 

wire together). In this way it is suggested that neurons encoding similar external 

and/or internal variables will form reciprocal excitatory connections which 

could allow for mutual signal amplification or pattern completion in a plausible 

biological implementation of the type of attractor dynamics observed in 
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Hopfield networks253,254. Indeed it has been shown that neurons with similar 

functional tuning preferentially connect to each other247,248,255. It has also been 

demonstrated that spontaneous population activity patterns can strongly 

resemble stimulus-triggered population activity patterns256–258, suggesting that 

local synaptic connectivity also encodes something of the correlations in neural 

activity induced by external stimuli. Finally, studies show that attractor 

dynamics exist in multiple systems in the brain and could be the substrate for 

some of the computational tasks solved by those areas259–264.  

Thus it is clear that the information coding capacity of the neural population 

code is incredibly rich. The method that I develop in this thesis must therefore 

have the ability to both readout and manipulate the activity of relatively large 

populations (tens to hundreds) of neurons simultaneously. 

 

1.5.4 Cognitive maps 

For simplicity, neuroscientists often frame the brain as performing some 

transformation from sensory input to motor output, via some interaction with 

the brain’s current internal state. This simplified framework makes sense for 

the majority of the rodent literature where operant conditioning paradigms are 

used265: a conditioned sensory stimulus is used to trigger some stereotyped 

behaviour that must be performed to receive a reward. Inference or planning is 

rarely required in such studies, only learned association. However, probably 

the most interesting and computationally useful aspects of the neural code go 



 43 

beyond such simple associative paradigms and likely underlie the most 

sophisticated elements of animal behaviour. A variety of species, from rats266 

to humans267, are able to perform very complex tasks that take advantage of 

both historic and current information to flexibly decide the best course of action 

in a given context268–270. They are able to abstract features and rules of a given 

environment to infer new, unexplored and potentially more efficient strategies 

and routes to achieve their goals and they are able to generalize such rules to 

new situations. Essentially they are able to learn relationships between task 

variables and use those relationships to plan and infer the best move in a given 

situation. These behavioural features gave rise to the idea of the “cognitive 

map”271,272.  

A cognitive map, like a geographical map, is a record of entities in a given 

space and the relationship between them. In the context of a geographical map 

the entities are locations, objects and geographical features and the 

relationship is their spatial position relative to each other. The cognitive map, a 

term first used by Tolman271, is an abstraction of this concept describing how 

knowledge can be systematically organized in an “internal model” of the world 

which can encode the relationships between events, variables and features in 

a way that can be used to infer the consequences of as-yet unexplored actions 

and plan efficiently. 

Tolman was inspired by the observation that rats, having been exposed to the 

layout of a maze, could find the most efficient routes to new reward locations 

and flexibly select new routes when previously used routes were blocked273. 
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Indeed much of the research concerning cognitive maps has been done in the 

context of spatial navigation. The hippocampal-entorhinal system has emerged 

as a crucial node that maps the structure of spatial information contained within 

an animals local environment189,190,274,275. Neurons within these regions are 

known to code for spatial features, most famously with place cells having firing 

fields that encode specific regions of space190 and grid cells having hexagonal 

lattices of firing fields that tile an animal’s environment275. Many other cell-types 

have also been found encoding spatial information such as head direction276, 

distance/vector to boundaries277–279, rewards280, goals281 or even the locations 

of other animals in the environment282. 

More recently researchers have proposed the idea that the code for spatial 

navigation is just a specific deployment of the generalised framework the brain 

uses for organising information272. Consistent with this idea it has been 

demonstrated in humans that the fMRI BOLD signal in entorhinal cortex (home 

to grid cells) encodes position in a non-spatial “conceptual space” with a grid-

like activity pattern199, similarly to how this area encodes the spatial map in 

humans283. Moreover, again in humans, it has been shown that the 

hippocampal-entorhinal system can encode the associative relationship 

between discrete states in a subconsciously learned state space284. Finally, 

there have been recent reports of place and grid cells mapping other 

continuous, non-spatial variables such as auditory tone frequency specifically 

in a task-dependent manner198. These tantalising new reports suggest that the 

neural code behind the cognitive spatial map may be generalizable to other 

variable spaces, underpinning the specialised relational learning that allows for 
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the types of complex planning and inference that is a major hallmark of 

biological intelligence. 

Whilst cognitive maps are not explicitly addressed in this thesis, recent studies 

using two-photon calcium imaging in entorhinal cortex285 and all-optical setups 

in hippocampus56 suggest that the regions that contain such maps are indeed 

within reach of systems like the one that I have developed throughout this 

thesis.  
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This index varies between 0 and 1 and does not depend on
direction selectivity. Orientation selectivity is broadly distributed
over the range from 0 to 1 for both simple and complex cells (Fig-
ures 1B and 1C), with a slightly larger median in V2 than in V1
(p = 0.047, Wilcoxon rank-sum test).

To examine the computations underlying this diversity of
orientation selectivity, we used an LN-LN cascade model (Fig-
ure 1D). In the model, the stimulus is processed in two chan-
nels, each consisting of a linear filter—one orientation selective
and one untuned—followed by rectification. The oriented filters
were spatial derivatives of a 2D Gaussian (Figure 1F; see also

Figure S4). The channel responses are subtracted, subjected
to divisive normalization, and transformed with an instantaneous
response nonlinearity whose output drives the firing rate of an
inhomogeneous Poisson process.
In this model, tuning for orientation arises from the combined

action of three different model components. To illustrate this,
we simulated tuning curves under changes of each of these
components (Figure 1E).
First, changes in the orientation selectivity of the linear filter

can cause corresponding changes in the overall model orien-
tation tuning (Figure 1E, left). The linear filters in our model are
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Figure 1. Diversity in Orientation Selectivity
(A) Responses of three example V1 neurons, stimulated with gratings drifting in different directions. Responses were computed by counting spikes in a 1,000 ms

window following response onset. Dashed lines show baseline activity.

(B) Distribution of OSI (oneminus normalized circular variance of tuning curve) for a population of V1 simple (white) and complex (black) cells. Cells were classified

based on the temporal modulation of the response to the preferred stimulus.

(C) Distribution of orientation selectivity for cells in V2.

(D) The LN-LNmodel. The stimulus is processed in two parallel channels: one orientation-selective (top left) and one untuned (bottom left). Within each channel, a

linear filtering stage is followed by rectification. The channel responses are combined linearly andmodified by a divisive gain control set by the pooled response of

other neurons. The normalized response is passed through a nonlinearity to obtain a firing rate, which drives an inhomogeneous Poisson process.

(E) Orientation tuning for three families of model neurons. Within each family, one model component that controls orientation selectivity was varied (left: filter

selectivity; middle: sign and strength of the untuned component; right: nonlinearity exponent).

(F) Example Gaussian derivative filters, with different derivative order (left to right: 1, 2, 4) and aspect ratio (bottom to top: 1, 2, 4).

(G and H) Orientation tuning and spatial frequency tuning of the corresponding example filters shown in (F).
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RECEPTIVE FIELDS IN CAT STRIATE CORTEX 579
found by changing the size, shape and orientation of the stimulus until a clear
response was evoked. Often when a region with excitatory or inhibitory
responses was established the neighbouring opposing areas in the receptive
field could only be demonstrated indirectly. Such an indirect method is
illustrated in Fig. 3B, where two flanking areas are indicated by using a short
slit in various positions like the hand of a clock, always including the very

A B
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Fig. 3. Same unit as in Fig. 2. A, responses to shinling a rectangular light spot, 1° x 8° ; centre of
slit superimposed on centre of receptive field; successive stimuli rotated clockwise, as shown
to left of figure. B, responses to a 1° x 5° slit oriented in various directions, with one end
always covering the centre ofthe receptive field: note that this central region evoked responses
when stimulated alone (Fig. 2a). Stimulus and background intensities as in Fig. 1; stimulus
duration 1 sec.

centre of the field. The findings thus agree qualitatively with those obtained
with a small spot (Fig. 2a).

Receptive fields having a central area and opposing flanks represented a
common pattern, but several variations were seen. Some fields had long narrow
central regions with extensive flanking areas (Figs. 1-3): others had a large
central area and concentrated slit-shaped flanks (Figs. 6, 9, 10). In many
fields the two flanking regions were asymmetrical, differing in size and shape;
in these a given spot gave unequal responses in symmetrically corresponding
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excitatory activation of the ganglion cell (Fig.
3G). Moreover, the predicted timing of the first
spike agreed remarkably well with the observed
latency tuning curve (Fig. 3H) and outper-
formed alternative circuit schemes (fig. S6) for
virtually all cells with substantial latency tuning
(fig. S7).

Note that all the elements of this model are
well-known components of retinal circuitry. Closer
inspection reveals how the circuit accomplishes
latency tuning. First, the rectifying synapses en-
sure that every stimulus excites the ganglion cell:
any image change within the receptive field will
activate some set of bipolar cells that transmit
their excitation to the ganglion cell (18). The
lasting and synchronous activation of both ON

and OFF pathways by flashed gratings empha-
sizes their nonlinear summation and, thus, the
need for separate filters in themodel. By contrast,
earlier studies of ganglion cells (13) were based
on spatially homogeneous stimuli that only tran-
siently activate one pathway at a time and, there-
fore, allow for simpler models (14). Second, the
measuredON filters have slower kinetics than the
OFF filters (Fig. 3E and fig. S5), such that ON
stimuli affect ganglion cell spiking ~30 ms later
than OFF stimuli. This is consistent with prior
observations (23) and probably results from a
signal transduction delay at the synapse between
photoreceptors and ON bipolars (25, 26). Thus,
the proportion of light and dark stimulation with-
in the receptive field determines the relative

contribution of the ON and OFF pathways and
modulates the time of the first threshold crossing.

This hypothesis for latency coding relies in-
timately on the convergence of parallel neuronal
pathways with intrinsic kinetic differences. If
this picture is correct, removal of one of the
pathways should lead to a breakdown of latency
tuning. We therefore exposed the retina to 2-
amino-4-phosphono-butyrate, a metabotropic
glutamate receptor agonist that blocks neural
transmission to ON bipolar cells (26). The results
were as predicted: Fast OFF ganglion cells ceased
responding to about half of the stimuli (fig. S8),
consistent with a loss of all the ON filters of the
model as shown in Fig. 3F.

Although grating stimuli are convenient for
systematic investigations, they do not capture the
complex statistics of natural scenes.We thus brief-
ly flashed a photographic image onto the retina
(Fig. 4A). Across repeated presentations, the
image was shifted to many different locations. In
this way, spikes from a single ganglion cell could
be used to simulate a population of identical neu-
rons with different receptive field locations. Re-
sponses to the natural image resembled those to
the gratings. For fast OFF cells, almost all image
presentations elicited spike bursts that varied in
latency by about 40 ms (Fig. 4B), and this latency
was systematically related to the stimulus. Indeed,
by simply plotting the differential spike latencies
as a gray-scale code, we obtained a rather faithful
neural representation of the raw visual image (Fig.
4C). This demonstrates the high quality of the
latency information. Subsequent brain regions
could use this for local image computations; for
example, a neuron that detects spike coincidence
among multiple ganglion cells would be selective
for contour lines or edges in the image.

The corresponding neural image created from
spike counts (Fig. 4D) is more blurred and noisy,
and the highest values are observed near edges in
the stimulus. In the flat regions, the center-
surround antagonism of ganglion cell receptive
fields (fig. S1) reduces firing activity. But be-
cause the effect of the receptive-field surround is
delayed relative to the center (20), it does not
affect the first spike in a burst. In fact, latency and
spike count may serve to encode complementary
stimulus features, which could support a rapid
scene analysis with subsequent refinement (27).
Furthermore, in natural vision, the ongoing fixa-
tional eye movements after a saccade may well
affect the spike count throughout fixation, but
should have negligible effects on the timing of
the first spike.

Altogether, our results suggest that a popula-
tion code based on differential spike latencies can
be a powerful mechanism to rapidly transmit a
new visual scene. Rapid saccades are ubiquitous
in animal vision (1). In salamanders, they result
from turns of the head and constitute a vital part
of the approach to a prey (2). During a saccade,
many ganglion cells are strongly suppressed
(19, 28), such that the first spike after a saccade is
easily recognized. The differential latency of these

Fig. 1. Ganglion cell responses to flashed gratings with
different spatial phases. (A) Raster plots of spike responses
from four ganglion cells to several 150-ms presentations of
each of eight gratings. Time is measured from stimulus onset.
(Left) Schematic drawings of the eight stimuli with different
spatial phases. The circles show 1-SD contour lines of the
spatial receptive fields of the four cells, correspondingly from
left to right, in relation to the stimuli. (B) Tuning curves of the
elicited spike count. Here and in subsequent figures, all error

bars show the standard deviation across trials with the same stimulus. (C) Tuning curves of the first-spike
latency. “Fast OFF” and “biphasic OFF” cells typically showed strong tuning in the latency and only mild
tuning in spike count; despite their names, these cell types receive input from both ON and OFF pathways
(19). “Slow OFF” and “ON” cells, on the other hand, displayed good tuning in the spike count and often
did not respond with spikes to all stimuli. The relatively long latencies are typical for cold-blooded
animals. (D) Information about the stimulus identity contained in the spike count and in the latency,
respectively, for all recorded cells. For a subdivision of the data by ganglion cell type, see fig. S2.
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excitatory activation of the ganglion cell (Fig.
3G). Moreover, the predicted timing of the first
spike agreed remarkably well with the observed
latency tuning curve (Fig. 3H) and outper-
formed alternative circuit schemes (fig. S6) for
virtually all cells with substantial latency tuning
(fig. S7).

Note that all the elements of this model are
well-known components of retinal circuitry. Closer
inspection reveals how the circuit accomplishes
latency tuning. First, the rectifying synapses en-
sure that every stimulus excites the ganglion cell:
any image change within the receptive field will
activate some set of bipolar cells that transmit
their excitation to the ganglion cell (18). The
lasting and synchronous activation of both ON

and OFF pathways by flashed gratings empha-
sizes their nonlinear summation and, thus, the
need for separate filters in themodel. By contrast,
earlier studies of ganglion cells (13) were based
on spatially homogeneous stimuli that only tran-
siently activate one pathway at a time and, there-
fore, allow for simpler models (14). Second, the
measuredON filters have slower kinetics than the
OFF filters (Fig. 3E and fig. S5), such that ON
stimuli affect ganglion cell spiking ~30 ms later
than OFF stimuli. This is consistent with prior
observations (23) and probably results from a
signal transduction delay at the synapse between
photoreceptors and ON bipolars (25, 26). Thus,
the proportion of light and dark stimulation with-
in the receptive field determines the relative

contribution of the ON and OFF pathways and
modulates the time of the first threshold crossing.

This hypothesis for latency coding relies in-
timately on the convergence of parallel neuronal
pathways with intrinsic kinetic differences. If
this picture is correct, removal of one of the
pathways should lead to a breakdown of latency
tuning. We therefore exposed the retina to 2-
amino-4-phosphono-butyrate, a metabotropic
glutamate receptor agonist that blocks neural
transmission to ON bipolar cells (26). The results
were as predicted: Fast OFF ganglion cells ceased
responding to about half of the stimuli (fig. S8),
consistent with a loss of all the ON filters of the
model as shown in Fig. 3F.

Although grating stimuli are convenient for
systematic investigations, they do not capture the
complex statistics of natural scenes.We thus brief-
ly flashed a photographic image onto the retina
(Fig. 4A). Across repeated presentations, the
image was shifted to many different locations. In
this way, spikes from a single ganglion cell could
be used to simulate a population of identical neu-
rons with different receptive field locations. Re-
sponses to the natural image resembled those to
the gratings. For fast OFF cells, almost all image
presentations elicited spike bursts that varied in
latency by about 40 ms (Fig. 4B), and this latency
was systematically related to the stimulus. Indeed,
by simply plotting the differential spike latencies
as a gray-scale code, we obtained a rather faithful
neural representation of the raw visual image (Fig.
4C). This demonstrates the high quality of the
latency information. Subsequent brain regions
could use this for local image computations; for
example, a neuron that detects spike coincidence
among multiple ganglion cells would be selective
for contour lines or edges in the image.

The corresponding neural image created from
spike counts (Fig. 4D) is more blurred and noisy,
and the highest values are observed near edges in
the stimulus. In the flat regions, the center-
surround antagonism of ganglion cell receptive
fields (fig. S1) reduces firing activity. But be-
cause the effect of the receptive-field surround is
delayed relative to the center (20), it does not
affect the first spike in a burst. In fact, latency and
spike count may serve to encode complementary
stimulus features, which could support a rapid
scene analysis with subsequent refinement (27).
Furthermore, in natural vision, the ongoing fixa-
tional eye movements after a saccade may well
affect the spike count throughout fixation, but
should have negligible effects on the timing of
the first spike.

Altogether, our results suggest that a popula-
tion code based on differential spike latencies can
be a powerful mechanism to rapidly transmit a
new visual scene. Rapid saccades are ubiquitous
in animal vision (1). In salamanders, they result
from turns of the head and constitute a vital part
of the approach to a prey (2). During a saccade,
many ganglion cells are strongly suppressed
(19, 28), such that the first spike after a saccade is
easily recognized. The differential latency of these

Fig. 1. Ganglion cell responses to flashed gratings with
different spatial phases. (A) Raster plots of spike responses
from four ganglion cells to several 150-ms presentations of
each of eight gratings. Time is measured from stimulus onset.
(Left) Schematic drawings of the eight stimuli with different
spatial phases. The circles show 1-SD contour lines of the
spatial receptive fields of the four cells, correspondingly from
left to right, in relation to the stimuli. (B) Tuning curves of the
elicited spike count. Here and in subsequent figures, all error

bars show the standard deviation across trials with the same stimulus. (C) Tuning curves of the first-spike
latency. “Fast OFF” and “biphasic OFF” cells typically showed strong tuning in the latency and only mild
tuning in spike count; despite their names, these cell types receive input from both ON and OFF pathways
(19). “Slow OFF” and “ON” cells, on the other hand, displayed good tuning in the spike count and often
did not respond with spikes to all stimuli. The relatively long latencies are typical for cold-blooded
animals. (D) Information about the stimulus identity contained in the spike count and in the latency,
respectively, for all recorded cells. For a subdivision of the data by ganglion cell type, see fig. S2.
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however, if we ignore the effects of policy and assume that all
movement is through diffusion (random walk on the graph),
then this same equation tells us the environment’s transition
probabilities between states (T). This matrix effectively tells us
which states are neighbors and therefore, on a linear track, en-
capsulates the 1-dimensional topology of the problem space
(Figure 5A). It is a useful matrix to know. If you are planning
your future and want to know where you will likely be at the
next time-step, you can simply multiply your current state vector,
s, by T to give Ts. In two time-steps, your state probability distri-
bution will be T2s, and in 3-steps T3s etc (Figure 5A).

This type of future-thinking is an example ofmodel-based rein-
forcement learning, where an agent that knows the states and
transitions (and therefore has a ‘‘model’’ of the world) can simu-
late its future step-by-step and make decisions about which
future is best (Daw et al., 2005, 2011; Sutton and Barto, 1998).
While there is strong evidence for this type of future projection
at choice points in spatial tasks (Doll et al., 2015; Johnson and
Redish, 2007), it is very different in spirit to how we think about
most navigation problems. In navigation problems, instead of
sequentially planning through each neighboring location, agents
are able to use the known Euclidian properties of 2D space to
infer local vectors that will connect distant points. Can similar
inferences be made in RL state-spaces? Without delving deep
into the mathematics, there is a set of vectors from which it is
possible to compute all of the n-step transition matrices
(T,T2,T3 . Tn.) by simple linear combination. These are the
eigenvectors of T (Figure 5A). These vectors linearly encode all
futures and from them it is easy to compute distances between
any pairs of states without the need for expensive step-by-

step simulation (Baram et al., 2018; Stachenfeld et al., 2017).
For continuous worlds these eigenvectors are periodic and for
2D worlds, they have grid-like properties (Dordek et al., 2016;
Stachenfeld et al., 2017; Figure 5B).
It is notable that, because place cells index overlapping states

in a 2D world, these eigenvectors are also the principal compo-
nents of place cell activity (Dordek et al., 2016; Stachenfeld et al.,
2017). Qualitatively similar representations have been reported
from recurrent neural networks trained to predict location (Cueva
and Wei, 2018). The eigen or grid code can therefore also be
thought of as a code that captures the variance in the place-
cell population in an information-efficient manner. Following
the introduction of certain constraints to the optimization pro-
cess, a recurrent neural network agent trained to predict place
cell (and head-direction cell) activity from self-motion input as
it explores an open field will develop hexagonally grid-like cells.
These units match biological grid cells on a large range of prop-
erties and emerge naturally as the network’s preferred represen-
tation in the penultimate layer (Figure 5B; Banino et al., 2018).
Though a different architecture and optimization process, this
highlights the fact that gridlike firing emerges from the statistics
of transition structure. By using these cells in more complex en-
vironments, the agent can solve navigation problems that require
vector navigation (such as finding shortcuts that have never pre-
viously been taken) (Banino et al., 2018) (Figure 5C) suggesting
that this gridlike basis is useful for producing complex behavior.
To date, we have been considering how to represent likely

future experiences in situations where theworld has useful struc-
ture but behavior is random. In fact, because transitions depend
on choices, the expected transition probabilities, T, change if the
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Figure 4. Generalizing Spatial Representations
(A) Logic behind measuring grid cells with fMRI. Trajectories through a 2-dimensional space can be either aligned or misaligned with the axes of the grid code
(white lines denote grid axes). Greater signal for trajectories aligned versus misaligned with the grid results in a hexagonally symmetric sinusoidal modulation of
the fMRI signal with movement direction. Adapted with permission from Doeller et al., (2010).
(B) This modulation of the fMRI signal—providing evidence for grid cells—is observed in entorhinal cortex (ERH) when participants navigate through virtual reality
spatial worlds (Doeller et al., 2010). Left is an aerial view of the spatial task map.
(C) The same signal is observedwhen participants navigate through an abstract conceptual space defined by two continuous dimensions: the neck length and leg
length of ‘‘stretchy birds,’’ suggesting grid cells code for non-spatial dimensions (Constantinescu et al., 2016).
(D) Cells in the hippocampus fire at specific sound frequencies in a non-spatial sound manipulation task (bottom) in a manner analogous to the representation of
spatial locations in place cells on a linear track (top). In both top and bottom, each horizontal line shows normalized activity of one cell as a function of either
distance along a linear spatial track or sound frequency. Cells are ordered according to the position of the firing field. Top is adapted with permission from Miao
et al., (2015) and bottom from Aronov et al., (2017).
(E) Grid-like coding in entorhinal cortex of a linear spatial track (top) and progression through the sound manipulation task (bottom). Top is adapted with
permission from Yoon et al., (2016) and bottom from Aronov et al., (2017).
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structural representations can emerge from simple principles. In
the following sections, we will highlight some of these principles
that seem particularly relevant to the neuronal representations
and anatomical constraints that can be found in the frontal cortex
and hippocampal formation.

Learning Structure from Experience
Deep learning techniques can learn powerful representations of
tasks that closely resemble biology (Mante et al., 2013; Sussillo
et al., 2015; Yamins and DiCarlo, 2016), and there are several
approaches for adapting these techniques to learn structural

A B

C D

E

Figure 5. Unifying Spatial and Non-spatial Representations under a Common Framework
(A) Reinforcement learning can offer a fresh perspective on spatial cognition by considering locations as states. For example, a linear track can be thought of as a
series of neighboring states. This 1D topology can be represented in a states-by-states transition matrix T, with element Ti,j corresponding to the probability of
transitioning from state i to state j. Thus, this matrix represents structure. Indeed, multiplication of the current state, s, by Tn gives a distribution over state
occupancy n steps into the future. Notably, eigenvectors of this transition matrix are periodic, suggesting that they contain non-local knowledge about the
structure that may be useful for computing distances (see C).
(B) Grid-cell-like firing fields can be obtained by casting 2D space under this state-space framework. The eigenvectors of the covariance of 2D-distributed place
cells (obtained by non-negative principal component analysis, PCA), of 2D transition matrices, and of successor representations of 2D state spaces are all
grid-like, as are units of an artificial neural network (ANN) taskedwith predicting 2D-distributed place cells (PCs) and head-direction cells (HDCs). Figures adapted
from Dordek et al. (2016) (left), Stachenfeld et al., (2017) (middle) and Banino et al., (2018) (right).
(C) These grid-like representations embed structural knowledge of the relationships between states. Since the eigenvectors of T are also the eigenvectors of the
successor representation, they can be used to compute approximate distances between all pairs of states, which can be used to facilitate planning (top: element
i,j of the matrix is the distance between state i and j; lighter color denotes larger distance). Grid codes provide a basis for vector-based navigation (Bush et al.,
2015), allowing the ANN with grid-like units to take shortcuts (bottom) (Adapted with permission from Banino et al., 2018).
(D) By using representations that, rather than encoding current location, are predictive of successive states (successor representation), it is possible to explain
policy-dependent phenomena in the hippocampal formation. For example, if an animal moves only one way down a linear track, successor representations skew
toward the start of the track to predict their future state, as observed in hippocampal place cells. Figure adapted from Stachenfeld et al., (2017).
(E) This same framework can explain the neural representation in hippocampus and entorhinal cortex of a discrete, non-spatial state space. The true underlying
graph structure of this state space can be reconstructed from neural activity, suggesting that these regions represent discrete as well as continuous tasks.
Figure adapted from Garvert et al., (2017).
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Fig. 1c, f are idiosyncratic. But, as shown below, rotations of the neural
state are one of the most prominent features of the data.

Quasi-rhythmic responses during reaching
We analysed 469 single-neuron recordings from motor and premotor
cortex of four monkeys (identified as A, B, J, N). We made a further 364
simultaneous recordings (single and multi-unit isolations) from two
pairs of implanted 96-electrode arrays (monkeys J, N). Monkeys
executed straight reaches (monkeys A, B) or straight and curved reaches
(monkeys J, N). An instructed delay paradigm allowed monkeys to
prepare their reaches before a go cue. We analysed 9 data sets, each
using 27–108 reach types (‘conditions’). For each neuron and con-
dition we computed and analysed the average across-trial firing rate.

Most neurons exhibited preparatory and movement-related res-
ponses (Fig. 2). Responses were typically complex, multiphasic and
heterogeneous14. Yet there appear to be oscillations in many single-
neuron responses, beginning just before movement onset and lasting
for ,1–1.5 cycles. These quasi-oscillatory patterns were seen for all
reach types and all monkeys. Yet interpretational caution is warranted:
multiphasic responses might exist for any number of reasons. The
critical question is whether there exists orderly rotational structure,
across conditions, at the population level.

We have proposed that motor cortex responses reflect the evolution
of a neural dynamical system, starting at an initial state set by pre-
paratory activity14,15,17,18,26. If the rotations of the neural state (Fig. 1f)
reflect straightforward dynamics, then similar rotations should be
seen for all conditions. In particular, the neural state should rotate
in the same direction for all conditions15, even when reaches are in
opposition.

We projected the population response for all conditions onto
the jPC plane. This was done for 200 ms of data, beginning when

preparatory activity transitions to movement-related activity (Sup-
plementary Movie 3 shows a longer span of time). The resulting
projections (Fig. 3a–f) show four notable features. First, rotations of
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Figure 1 | Oscillation of neural firing rates during three movement types.
a, Response of 1 of 164 neurons (simultaneously recorded using voltage-
sensitive dye) in the isolated leech central nervous system during a swimming
motor pattern. Responses (not averaged across repetitions) were filtered with a
100 ms Gaussian kernel. a.u., arbitrary units. b, Multi-unit response from 1 of
96 electrodes implanted in the arm representation of caudal premotor cortex.
Data from 32 such channels were wirelessly transmitted during walking. sp s21,
spikes per second. Responses (not averaged across repetitions) were filtered

with a 100 ms Gaussian kernel. c, Response of 1 of 118 neurons recorded from
motor cortex of a reaching monkey (N) using single-electrode techniques.
Firing rates were smoothed with a 24 ms Gaussian and averaged across 9
repetitions of the illustrated leftwards reach (flanking traces show s.e.m.).
d, Projection of the leech population response into the two-dimensional jPCA
space. The two dimensions are plotted versus each other (top) and versus time
(bottom). Units are arbitrary but fixed between axes. e, Similar projection for
the walking monkey. f, Similar projection for the reaching monkey.
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Figure 2 | Firing rate versus time for ten example neurons, highlighting the
multiphasic response patterns. Each trace plots mean across-trial firing rate
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preparatory activity observed for that neuron. This allows inspection of how the
pattern of preparatory tuning changes during the movement. Data were
averaged separately locked to target onset, the go cue, and movement onset. To
aid viewing, traces are interpolated across the gaps between epochs. Vertical
scale bars indicate 20 spikes s21. Insets plot hand trajectories, which are
different for each data set. Traces are coloured using the same code as for the
neural data: red traces indicate those conditions with the greatest preparatory
response.

RESEARCH ARTICLE

2 | N A T U R E | V O L 0 0 0 | 0 0 M O N T H 2 0 1 2

Macmillan Publishers Limited. All rights reserved©2012

ANRV346-NE31-04 ARI 14 May 2008 7:9

although new evidence suggests that position is
only one of several facets of experience stored
in the hippocampal network (Eichenbaum et al.
1999, Leutgeb et al. 2005b).

GRID CELLS AND THE
ENTORHINAL MAP
All subfields of the hippocampal region con-
tain place-modulated neurons, but the most
distinct firing fields are found in the CA ar-
eas (Barnes et al. 1990). On the basis of the
apparent amplification of spatial signals from
the entorhinal cortex to the CA fields (Quirk
et al. 1992), many investigators thought, until
recently, that place signals depended primarily
on computations within the hippocampal net-
work. This view was challenged by the observa-
tion that spatial firing persisted in CA1 neurons
after removal of intrahippocampal inputs from
the dentate gyrus (McNaughton et al. 1989) and
CA3 (Brun et al. 2002). This raised the possibil-
ity that spatial signals were conveyed to CA1 by
the direct perforant-path projections from layer
III of the entorhinal cortex. Projection neurons
in layers II and III of the medial entorhinal cor-
tex (MEC) were subsequently shown to exhibit
sharply tuned spatial firing, much like place cells
in the hippocampus, except that each cell had
multiple firing fields (Fyhn et al. 2004). The
many fields of each neuron formed a periodic
triangular array, or grid, that tiled the entire
environment explored by the animal (Hafting
et al. 2005) (Figure 1b). Such grid cells collec-
tively signaled the rat’s changing position with
a precision similar to that of place cells in the
hippocampus (Fyhn et al. 2004). The graphics
paper–like shape of the grid immediately indi-
cated grid cells as possible elements of a met-
ric system for spatial navigation (Hafting et al.
2005), with properties similar to that of the al-
locentric map proposed for the hippocampus
more than 25 years earlier (O’Keefe & Nadel
1978).

How do grid representations map onto the
surface of the entorhinal cortex? Each grid
is characterized by spacing (distance between
fields), orientation (tilt relative to an exter-

a b

Figure 1
Place cell in the hippocampus (a) and grid cell in the medial entorhinal cortex
(MEC) (b). Spike locations (red) are superimposed on the animal’s trajectory in
the recording enclosure (black). Whereas most place cells have a single firing
location, the firing fields of a grid cell form a periodic triangular matrix tiling
the entire environment available to the animal.

MEC: medial
entorhinal cortex

nal reference axis), and phase (xy displacement
relative to an external reference point). Al-
though cells in the same part of the MEC
have similar grid spacing and grid orientation,
the phase of the grid is nontopographic, i.e.,
the firing vertices of colocalized grid cells ap-
pear to be shifted randomly, just like the fields
of neighboring place cells in the hippocam-
pus. The spacing increases monotonically from
dorsomedial to ventrolateral locations in MEC
(Hafting et al. 2005, Solstad et al. 2007), mir-
roring the increase in size of place fields along
the dorsoventral axis of the hippocampus ( Jung
et al. 1994, Maurer et al. 2005, Kjelstrup et al.
2007). Cells in different parts of the MEC may
also have different grid orientations (Hafting
et al. 2005), but the underlying topography, if
there is one, has not been established. Thus,
we do not know whether the entorhinal map
has discrete subdivisions. The entorhinal cor-
tex has several architectonic features sugges-
tive of a modular arrangement, such as periodic
bundling of pyramidal cell dendrites and axons
and cyclic variations in the density of immuno-
cytochemical markers (Witter & Moser 2006),
but whether the anatomical cell clusters cor-
respond to functionally segregated grid maps,
each with their own spacing and orientation,
remains to be determined.
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only one of several facets of experience stored
in the hippocampal network (Eichenbaum et al.
1999, Leutgeb et al. 2005b).

GRID CELLS AND THE
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All subfields of the hippocampal region con-
tain place-modulated neurons, but the most
distinct firing fields are found in the CA ar-
eas (Barnes et al. 1990). On the basis of the
apparent amplification of spatial signals from
the entorhinal cortex to the CA fields (Quirk
et al. 1992), many investigators thought, until
recently, that place signals depended primarily
on computations within the hippocampal net-
work. This view was challenged by the observa-
tion that spatial firing persisted in CA1 neurons
after removal of intrahippocampal inputs from
the dentate gyrus (McNaughton et al. 1989) and
CA3 (Brun et al. 2002). This raised the possibil-
ity that spatial signals were conveyed to CA1 by
the direct perforant-path projections from layer
III of the entorhinal cortex. Projection neurons
in layers II and III of the medial entorhinal cor-
tex (MEC) were subsequently shown to exhibit
sharply tuned spatial firing, much like place cells
in the hippocampus, except that each cell had
multiple firing fields (Fyhn et al. 2004). The
many fields of each neuron formed a periodic
triangular array, or grid, that tiled the entire
environment explored by the animal (Hafting
et al. 2005) (Figure 1b). Such grid cells collec-
tively signaled the rat’s changing position with
a precision similar to that of place cells in the
hippocampus (Fyhn et al. 2004). The graphics
paper–like shape of the grid immediately indi-
cated grid cells as possible elements of a met-
ric system for spatial navigation (Hafting et al.
2005), with properties similar to that of the al-
locentric map proposed for the hippocampus
more than 25 years earlier (O’Keefe & Nadel
1978).

How do grid representations map onto the
surface of the entorhinal cortex? Each grid
is characterized by spacing (distance between
fields), orientation (tilt relative to an exter-
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Place cell in the hippocampus (a) and grid cell in the medial entorhinal cortex
(MEC) (b). Spike locations (red) are superimposed on the animal’s trajectory in
the recording enclosure (black). Whereas most place cells have a single firing
location, the firing fields of a grid cell form a periodic triangular matrix tiling
the entire environment available to the animal.
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nal reference axis), and phase (xy displacement
relative to an external reference point). Al-
though cells in the same part of the MEC
have similar grid spacing and grid orientation,
the phase of the grid is nontopographic, i.e.,
the firing vertices of colocalized grid cells ap-
pear to be shifted randomly, just like the fields
of neighboring place cells in the hippocam-
pus. The spacing increases monotonically from
dorsomedial to ventrolateral locations in MEC
(Hafting et al. 2005, Solstad et al. 2007), mir-
roring the increase in size of place fields along
the dorsoventral axis of the hippocampus ( Jung
et al. 1994, Maurer et al. 2005, Kjelstrup et al.
2007). Cells in different parts of the MEC may
also have different grid orientations (Hafting
et al. 2005), but the underlying topography, if
there is one, has not been established. Thus,
we do not know whether the entorhinal map
has discrete subdivisions. The entorhinal cor-
tex has several architectonic features sugges-
tive of a modular arrangement, such as periodic
bundling of pyramidal cell dendrites and axons
and cyclic variations in the density of immuno-
cytochemical markers (Witter & Moser 2006),
but whether the anatomical cell clusters cor-
respond to functionally segregated grid maps,
each with their own spacing and orientation,
remains to be determined.
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Figure 1.7 | Features of the neural code. a, Feature selectivity. Left: response of a neuron in cat striate cortex to 
shining a rectangular light spot in different orientations superimposed onto the neuron’s receptive field. Note that the 
neuron responds preferentially to only a few orientations. From Hubel & Wiesel 1959. Right: Gaussian tuning curve of 
a V1 neuron in response to sinusoidal gratings of different orientations. The orientation selectivity index (OSI) 
quantifying the tuning sharpness is recorded above. From Goris et al., 2015. b, Spike rate and spike timing. Left: spike 
raster (ticks) from a single retinal ganglion cell in response to flashed gratings with different spatial phases (1 – 8). Time 
is measured from stimulus onset to stimulus offset. Right: Tuning curves for elicited spike count (top) and spike latency 
(middle) and the information about the stimulus identity contained in the spike count and spike latency across all 
recorded cells (bottom). From Gollish & Meister 2008. c, Population representations. Top and middle: Response of 1 
of 118 neurons recorded from motor cortex of a reaching monkey using single-electrode techniques. Bottom: 
Projection of population response into a reduced (two) dimensional space (using jPCA). The two dimensions are plotted 
versus each other and units are arbitrary but fixed relative to each other. Whilst single neuron responses (middle) are 
complex and somewhat difficult to interpret, the population response shows a distinct oscillatory structure (bottom). 
From Cunningham et al., 2012. d, Cognitive maps (spatial). Top: action potentials (red dots) from a CA1 place cell in 
an awake behaving rat recorded as it navigates through its environment (black lines). The spatial localization of this 
neurons firing denotes its place field, and the combination of all place fields from all place cells is thought to form the 
brain’s representation of physical space. Bottom: same plot, but for a grid cell in medial entorhinal cortex. The periodic, 
hexagonal pattern of grid cell firing fields are thought to encode a metric of distance used for path integration and, 
more recently, are thought to encode a compressed representation of the spatial information encoded by place cells. 
From Moser et al., 2008. e, Cognitive maps (non-spatial). Top: As subjects navigate through an abstract conceptual 
space (left: manipulating the neck and leg length of cartoon birds on a screen), grid-like signals can be measured in 
human entorhinal cortex (right: ERH). From Constantinescu et al., 2016. Bottom: As humans navigate through a task 
with a discrete, non-spatial state space, the underlying graph structure (middle: True graph) can be reconstructed (right: 
Reconstructed graph) from neural activity in entorhinal cortex (left: heatmap). From Gavert et al., 2017. 

Figure 1.7 Features of the neural code 
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1.6 Barrel cortex as a model system 

In order to investigate the influence of our all-optical method on behaviour I 

need a model system that is well characterised both in terms of the putative 

coding features that it uses to perform its function and also its role in behaviour. 

I have decided to use the mouse whisker/barrel cortex system. 

For subterranean rodents, like mice and rats, the whisker system is a primary 

sense that has specialized to allow them to effectively navigate through and 

interact with their environments with little or no visual information. As such it is 

required to transduce textural information with high spatial and temporal 

resolution. Indeed, whilst rodents have relatively poor visual acuity, they are 

highly sensitive to tiny differences in texture286,287. Sensory information 

transduced by the whiskers is primarily processed in the rodent brain by a 

neocortical area in primary vibrissae somatosensory cortex (vS1) known as 

barrel cortex due to the somatotopic organization of excitatory projections from 

each whisker onto corresponding “barrel” columns of cells in L4288 (Fig. 1.8). 

The whisker/barrel cortex system is a very well-studied model that has yielded 

much insight into sensory coding, neural development, somatotopy and neural 

plasticity289,290. 

 

1.6.1 The whisker/barrel cortex system 

The whiskers themselves are arranged as two stereotyped arrays, one on either 

side of the snout, that can be actively palpated over objects or surfaces by 
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muscles in the whisker pad288. Environmental features that impede the path of 

the whiskers cause deflections that open mechanoreceptors in the membrane 

of primary sensory afferents of the infraorbital branch of the trigeminal nerve 

located in the whisker follicle291,292. These sensory afferents project to neurons 

in the brainstem trigeminal nucleus via excitatory synapses293. In a feature that 

continues throughout the whisker system, trigeminal neurons receive primary 

inputs from a specific whisker and are arranged into somatotopically organized 

groups, or “barrellettes”, that mirror the spatial organization of the whiskers on 

the snout294,295. These neurons then project to similarly spatially organized 

“barreloids” of neurons in the ventro-posterio-medial nucleus of the thalamus 

(VPM)296–298 which then also project to spatially organized “barrels” in L4 of 

primary somatosensory neocortex in a region that has come to be known as 

barrel cortex288,299,300. Whilst the majority of sensory information is transmitted 

through this canonical cortical pathway (thalamus – L4 – L2/3 – L5/6)290, there 

are also direct projections from thalamus to L6 and L5b301. Other major 

pathways also exist from the periphery to neocortex. Most notably, trigeminal 

primary afferents project to the spinal trigeminal brainstem nuclei and thence, 

via the Posterior Medial (POM) nucleus of the thalamus, to L1 and L5 of primary 

somatosensory cortex, secondary somatosensory cortex and primary motor 

cortex302–304. It is generally thought that the VPM pathway primarily processes 

sensory information, whereas the POM pathway processes a signal that 

integrates sensory information with ongoing motor information relating to 

movements of the whiskers305,306.  
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1.6.2 Stimulus representations in barrel cortex 

Stimulation of a given whisker produces short latency (~10 ms) transient 

subthreshold excitation in the corresponding barrel300,307 followed by sustained 

inhibition308–310, which generally yields very few suprathreshold spikes311. This 

excitation then spreads to neighbouring barrels over the course of the 

subsequent 10 – 20 ms307,309,312. Sensory responses exhibit frequency-

dependent adaptation308,313 mediated partly through delayed inhibition314 and 

partly through the short-term dynamics of thalamo-cortical and cortico-cortical 

synapses315. Information about tactile stimuli can be decoded both from the 

Figure 1.8 | Synaptic pathways for processing whisker-related sensory information in the rodent barrel cortex. 
a, Deflection of a whisker evokes action potentials in sensory neurons of the trigeminal nerve, which release glutamate 
at a first synapse in the brain stem (1). The brain stem neurons send sensory information to the thalamus (2) where a 
second glutamatergic synapse excites thalamocortical neurons projecting to the primary somatosensory barrel cortex 
(3). b, The layout of whisker follicles (left, only C-row whiskers shown) on the snout of the rodent map to corresponding 
somatotopically mapped “barrels” in L4 of the primary somatosensory neocortex (right). Whiskers are denoted by their 
row (letters) and arc (numbers). The central whisker, C2, is highlighted in yellow. c, The two most well-known pathways 
from the periphery to barrel cortex are via the ventral posterior medial (VPM; red) and the posterior medial (POM; 
green) nuclei of the thalamus. These project to distinct layers in cortex, and carry different information with VPM 
signaling information relating to deflections of single whiskers, and POM signaling information from multiple whiskers 
in a manner that is regulated by state and cortical feedback. d, Neurons in the barrel cortex are reciprocally connected 
to other cortical areas through long-range glutamatergic cortico-cortical synapses. From Petersen, 2007. 

target of VPM axons is layer 4, there is also a weaker inner-
vation of upper layer 6 (Figure 1C). The clear anatomical
maps segregating neighboring whisker representations
in this ‘‘lemniscal’’ pathway strongly suggest a labeled-
line single-whisker signaling pathway from the periphery
to the barrel cortex. However, there are two striking differ-
ences in the whisker-related sensory processing compar-
ing the periphery to the barrel cortex. First, whereas sen-
sory information in the trigeminal ganglion at the
periphery encodes whisker stimuli with remarkable reli-
ability (Jones et al., 2004; Arabzadeh et al., 2005), the neo-
cortex instead responds with enormous trial-to-trial vari-
ability to identical well-controlled stimuli (Petersen et al.,
2003b; Sachdev et al., 2004; Arabzadeh et al., 2005).
This variability is driven predominantly by interactions with
ongoing spontaneous cortical activity (Petersen et al.,
2003b; Sachdev et al., 2004). Second, the single-whisker
receptive fields found in the trigeminal ganglion contrast
with the broad receptive fields in the neocortex (Simons,
1978; Moore and Nelson, 1998; Zhu and Connors, 1999;
Brecht et al., 2003; Higley and Contreras, 2003). These
observations suggest that a primary function of the neo-
cortex is to generate associations of different sensory
inputs which are processed in a highly context-dependent
manner.

The increasing complexity of sensory processing in
higher brain areas is likely to be mediated, in part, through
interactions of parallel ascending pathways for processing

whisker-related information. Although the lemniscal path-
way is likely to be a major sensory pathway for whisker-re-
lated information, it is by no means the only one (Yu et al.,
2006). In addition to the synapses formed in the principal
trigeminal nucleus, the axons of the trigeminal sensory
neurons also provide excitatory input to spinal trigeminal
brainstem nuclei. The trigeminal spinal interpolaris nu-
cleus is also somatotopically organized into barrelettes
and responds well to whisker deflections. The interpolaris
nucleus can be subdivided into two anatomically and
functionally distinct regions (Furuta et al., 2006). The cau-
dal part forms the recently discovered ‘‘extralemniscal’’
pathway signaling through a ventrolateral strip of the
VPM to the secondary somatosensory cortex and the
‘‘septal’’ regions of S1 (Pierret et al., 2000). In the rat there
can be large gaps, called ‘‘septa,’’ between individual
layer four barrels, which have different microcircuits to
the barrel columns (Kim and Ebner, 1999). Although these
septal regions may play an important role in the rat whisker
sensorimotor system, they are not obvious in the mouse,
where neighboring barrels are tightly apposed to each
other. For the sake of simplicity and presenting a unified
view of the rat and mouse barrel cortex, the septal system
will not be further discussed in this review. The rostral part
of the interpolaris nucleus forms the beginning of the im-
portant ‘‘paralemniscal’’ pathway, projecting to the poste-
rior medial (POM) nucleus of the thalamus, which in turn
primarily innervates layer 1 and 5A of the primary

Figure 1. Synaptic Pathways for
Processing Whisker-Related Sensory
Information in the Rodent Barrel Cortex
(A) Deflection of a whisker evokes action po-
tentials in sensory neurons of the trigeminal
nerve, which release glutamate at a first syn-
apse in the brain stem (1). The brain stem neu-
rons send sensory information to the thalamus
(2), where a second glutamatergic synapse ex-
cites thalamocortical neurons projecting to the
primary somatosensory barrel cortex (3).
(B) The layout of whisker follicles (left, only C-
row whiskers shown) on the snout of the rodent
is highly conserved and is identical between
rats and mice. There are obvious anatomical
structures termed ‘‘barrels’’ in layer 4 of the pri-
mary somatosensory neocortex (right), which
are laid out in a near identical pattern to the
whiskers. The standard nomenclature for
both whiskers and barrels consists of the
rows A–E and the arcs 1, 2, 3, etc. The C2 whis-
ker follicle and the C2 barrel are highlighted in
yellow.
(C) There are at least two important parallel
thalamocortical pathways for signaling whis-
ker-related sensory information to the barrel
cortex. Neurons in the ventral posterior medial
(VPM) nucleus (labeled red, left) are glutama-

tergic and signal information relating primarily to deflections of a single whisker. The axons of VPM neurons terminate predominantly in individual
layer 4 barrels, with a minor innervation in upper layer 6 (right). Corticothalamic layer 6 neurons provide reciprocal feedback to the VPM (not shown).
Neurons of the posterior medial (POM) thalamic nucleus (labeled green, left) have broader receptive fields and are tightly regulated by state-depen-
dent control imposed by zona incerta and the cortex. The axons of POM neurons avoid the layer 4 barrels and target primarily layer 1 and 5A (right).
Corticothalamic neurons in layer 5 provide a strong input to POM (not shown).
(D) Neurons in the barrel cortex are reciprocally connected to other cortical areas through long-range glutamatergic corticocortical synapses. The
most important pathways connect the primary somatosensory (S1) barrel cortex with secondary somatosensory cortex (S2) and primary motor cortex
(M1) on the same hemisphere. Callosal projections are also present but less prominent.
(A) is modified and reproduced from Neuron, Knott et al. (2002), Copyright (2002), with kind permission from Cell Press, Elsevier.
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Figure 1.8 Synaptic pathways for processing whisker-related sensory information in the rodent barrel cortex 
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spike rate and spike timing of neurons in barrel cortex36,216,226,231,316, and neurons 

represent a variety of sensory variables, from low-level features such as 

deflection amplitude and frequency317 to complex features such as surface 

texture286,287,318 and object location24,319. Additionally, since mice actively move 

their whiskers, palpating them back and forth through their local environment, 

neurons can also encode phase in the whisking cycle320,321 and object position 

relative to whisking phase22,24,319. Moreover, given that in most instances 

information is conveyed to barrel cortex by multiple whiskers simultaneously, 

neurons can also integrate information across several whiskers319,322–325. In 

addition to the topographic barrel map across vS1288,300,326, it has been shown 

that each barrel contains multiple superimposed functional maps of specific 

stimulus variables. Features such as deflection direction8,9,327,328, object 

location22,319, object distance26, texture318 and multi-whisker integration325 are all 

organised in maps contained within each barrel. Thus, the stimulus information 

represented in barrel cortex is rich. It takes advantage of both spike rate and 

spike timing, and appears to be organised in a hierarchy of maps whereby 

information from all of the whiskers is processed in parallel by their respective 

barrel columns, each containing a superimposition of stimulus variable maps. 

 

1.6.3 Barrel cortex and behaviour 

Whilst we have gained significant understanding of how barrel cortex 

represents somatosensory stimulus variables, it is pivotal to understand how 

activity in barrel cortex influences behaviour. Fortunately rodents are readily 
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able to use their whiskers to perform a wide variety of behavioural tasks in a 

lab setting22,286,287,329,330. The vast majority of these tasks involve a Pavlovian 

conditioning paradigm whereby the rodent subject is required to detect a given 

stimulus, or discriminate between multiple stimuli, in order to receive a 

nutritional reward (sugar water, food pellet etc.). Using these paradigms 

researchers have shown that rodents can effectively detect object position22, 

discriminate between textures18, judge distances331 and even navigate in the 

dark through tactile “virtual environments”26.  

These studies have demonstrated not only that neurons in barrel cortex encode 

the relevant stimulus variables, but also that experimental up23,24 and down-

regulation25,332 of barrel cortex causes corresponding modulation in behavioural 

performance. A general feature of many of these studies seems to be that 

relevant stimulus information is encoded by surprisingly small numbers of 

neurons22,54,333,334, suggesting that barrel cortex encodes behaviourally relevant 

information sparsely311,335. Beyond stimulus encoding it has also been 

suggested that some neurons in barrel cortex may encode more high-level 

behaviourally relevant variables, such as choice probability336. However studies 

incorporating a working memory component suggest that barrel cortex may 

only be required for the sensation phase of behavioural tasks and plays little 

role in the decision process or in the actual expression of the required 

behaviour25.  

A caveat to these results is that the majority use transient perturbations to 

demonstrate a causal relationship between activity in barrel cortex and 
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behaviour. This is problematic as it has been shown in several model 

systems/organisms that transient perturbations can modify behaviour via 

indirect routes in such a way that normal performance can be rescued by 

homeostatic plasticity in the direct pathway responsible for behaviour337. 

Indeed it has recently been shown that chronic lesioning of the majority of 

barrel cortex does not reduce long-term performance in a whisker-dependent 

task, whereas chronic lesioning of barrel cortex and somatosensory striatum 

does338. It is likely therefore that some, but not all, whisker-dependent 

behaviours directly require barrel cortex, potentially in combination with other 

somatosensory areas. This may mirror the way that visual cortex is only 

required in “hard” visual tasks where stimulus comparisons are relatively 

complex or the contrast of the visual stimulus is low339,340. 

  



 53 

1.7 The influence of specific neurons on perception and 

behaviour 

The studies mentioned previously, causally linking barrel cortex function to 

behaviour, use large-scale electrical/optogenetic/surgical manipulations to 

perturb the bulk activity of large swathes of cortical tissue. This tells us about 

the general influence of a cortical area on behavioural output, however it tells 

us little about the role of specific functionally defined neurons. Whilst this is 

difficult to achieve experimentally, a handful of studies have demonstrated 

causal links between functionally isolated groups of neurons and behaviour. 

Early electrical microstimulation experiments in monkeys demonstrated that 

stimulation of groups of neurons in MT tuned to a given direction of visual 

motion could bias subjects’ perception of motion towards the direction 

encoded by the stimulated neurons21,120 (Fig. 1.9). This was not only the first 

direct link between the functional identity of neurons and a specific behaviour, 

but it also demonstrated that relatively small populations of neurons could quite 

strongly influence perception. In this paradigm experimenters were able to take 

advantage of the topographic map of direction tuning in MT341, meaning that 

they simply had to place their electrodes in the correct anatomical location to 

stimulate neurons with a given functional identity. Unfortunately this is rarely 

the case in rodents where stimulus representations are more spatially 

intermixed in a “salt and pepper” organization7,327,342.  
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Subsequent to this it was demonstrated that rats could detect the electrical 

activation of even a single neuron in barrel cortex37,53 (Fig. 1.10a) and very 

recent work using similar methods has since show that single neurons that 

most strongly modulate behavioural responses in a whisker-dependent task 

are also those that most strongly encode the relevant stimulus variables54. This 

provides another rare demonstration of a direct mapping of functional identity 

to behavioural utility. Whilst these studies have yielded tantalising results, a 

continuing limitation of such electrical stimulation studies is that they can only 

Figure 1.9 | Manipulating perception by direct stimulation of task-relevant brain regions. a, Schematic illustration 
of direction identification task, known to be dependent on cortical area MT. The three panels depict three key epochs 
in each trial. A monkey is sat facing a screen, whilst a column of neurons in MT are recorded electrically (not shown). 
A trial begins when a monkey looks at a fixation point (FP) on the display monitor (left panel). Converging dashed lines 
indicate the monkey’s direction of gaze. The dashed circle represents the receptive field (RF) of the MT column under 
study. After a variable delay, a random dot motion stimulus appears moving in one of 8 possible directions (middle 
panel) with varying degrees of motion coherence. The dot stimulus appears inside a target ring. The motion stimulus 
is presented for 1 sec while the animal maintains fixation. The motion stimulus and the fixation point are then 
extinguished, and the animal makes a saccadic eye movement to the location on the target ring toward which the dots 
had moved (right panel). In half of the trials, the cortical column under study, which responds to a specific direction of 
motion, is electrically stimulated and the effect on behaviour observed. From Nichols & Newsome, 2002. b, Effect of 
microstimulation on psychophysical performance for two stimulation sites in MT (top and bottom). The x-axis denotes 
strength of the motion signal in percentage of correlated dots, with positive values indicating motion in the 
recorded/stimulated neurons’ preferred direction and negative values the opposite direction. The y-axis denotes the 
proportion of trials in which the monkey judged motion to be in the preferred direction of the recorded/stimulated 
neurons (preferred decision). In half of the trials (black dots) microstimulation was applied simultaneously to the visual 
stimulus, and in the other half of the trials (white dots) no stimulation was applied. Each data point corresponds to 40 
trials, and the fits are logistic regressions. Microstimulation causes a leftward shift in the psychometric curves 
indicating a bias in perceptual decisions towards the preferred direction of the stimulated neurons. From Salzman et 
al., 1990. 

© 1990 Nature  Publishing Group

We chose other parameters of the visual stimulus (location, size, and
speed of motion) to maximize the multiunit response of the MT column
under study. This task differs from previous perceptual tasks (Britten et
al., 1992; Celebrini and Newsome, 1994; Salzman and Newsome, 1994) in
that the animal views relatively high coherence motion stimuli and
provides a veridical estimate of the direction of motion, unconstrained by
experimenter imposed categories.

Zero percent coherence block. After each direction identification block,
the monkeys performed a second block of identification trials with the
following difference. Instead of using a single, relatively high coherence
motion stimulus for all trials, 0% coherence trials were randomly inter-
leaved with two other low coherences (e.g., 12 and 24%). Otherwise the
task was the same. Electrical stimulation was applied on half of 0%
coherence trials, chosen randomly. Monkeys were rewarded on a random
25% of 0% coherence trials and were rewarded based on the visual
direction for the higher coherence trials. By comparing a monkey’s
direction estimates on 0% coherence trials with and without microstimu-
lation, we could assess the electrically induced direction signal in the
absence of a coherent visual direction signal. This provided a second
measure (in addition to the multiunit direction tuning) of the directional
signal introduced by microstimulation.

Manual response task
One monkey was trained on a variant of the direction identification task
described above (see Fig. 6 A). The manual response version of the task
differs only in the method the monkey used to report his direction
estimate. Instead of making a saccade to the target ring, the monkey
positioned a cursor around the circumference of the stimulus aperture.
The final cursor position on each trial indicated the direction of motion
in the stimulus, just as the location of the saccade endpoint did in the
saccade version of the task. The monkey positioned the cursor by moving
a manipulandum in a circular track (one degree of freedom). The steps
of the task on each trial were as follows. An initial target appeared in a
random location around the circumference of the stimulus aperture. The
monkey was required to align the cursor with this target. Once he had
aligned the cursor, a fixation point appeared, and the monkey acquired
the fixation point. After a 600 msec delay, the motion stimulus appeared
for 1 sec while the monkey continued to fixate and maintain the cursor in

its initial position. The motion stimulus, the fixation point, and the initial
target were then extinguished, and the monkey was free to move the
cursor around the circumference of the stimulus aperture to the location
corresponding to the direction of motion on that trial. During the
positioning of the cursor, only the cursor was visible on the display
monitor. The monkey was allowed up to 700 msec to position the cursor
and was required to maintain it in a stable position inside the electron-
ically defined reward window for 600 msec to receive a reward. The size
of the reward window was typically !40° of angle around the circumfer-
ence of the stimulus aperture. The average reward rate across experi-
ments was 82% on trials when no microstimulation was applied and 70%
on stimulation trials.

Data analysis
Multiunit directional responses were fit with a Gaussian curve. The
preferred direction of the multiunit activity was defined as the peak of
the Gaussian.

To quantify the overall effect of microstimulation in each experiment,
we first calculated the angle from the center of the target ring to each
saccade endpoint. That angle was taken to be the monkey’s direction
estimate on that trial. In the manual response task, the monkey’s direction
estimate was taken to be the direction from the center of the stimulus
aperture to the final cursor position at the end of each trial. We then
calculated the center-of-mass of all direction estimates when only the visual
stimulus was presented without microstimulation. Absent any behavioral
bias, this center-of-mass would lie at the center of the target ring. We then
calculated the center-of-mass for all the direction estimates when micro-
stimulation was applied. The vector extending from the nonstimulated to
the stimulated center-of-mass was our measure of the stimulation effect.
The magnitude of the vector corresponded to the magnitude of the stim-
ulation effect and the direction of the vector to the stimulation induced
direction signal.

To test whether the magnitude of the vector, and thus the magnitude
of the stimulation effect, was significantly different from zero, we con-
ducted a permutation test. In each permutation, direction estimates were
randomly swapped between stimulated and nonstimulated conditions for
the same visual direction. Then the centers-of-mass and the vector were
recomputed. The data were permuted 2000 times, and the length of the

Figure 2. Psychophysical task and behavioral performance. A, Schematic illustration of the direction identification task. The three panels depict three
key epochs in each trial. A trial begins when the monkey looks at a fixation point (FP) on the display monitor (lef t panel ). Converging dashed lines indicate
the monkey’s direction of gaze. The dashed circle represents the receptive field (RF ) of the MT column under study (not visible to the monkey). After
a variable delay, a random dot motion stimulus appears moving in one of 8 or 18 possible directions (middle panel ). The dot stimulus appears inside an
annulus, or target ring. The motion stimulus is presented for 1 sec while the animal maintains fixation. The motion stimulus and the fixation point are
then extinguished, and the animal makes a saccadic eye movement to the location on the target ring toward which the dots had moved (right panel ). B,
Saccade endpoints for one block of trials. Each black point represents the endpoint of a saccade. In this block, 18 different directions were presented
spanning 360° in equal intervals. The directions were randomly interleaved, and each was presented 20 times. The coherence of the visual stimulus was
80%. No microstimulation was applied on these trials. The gray square represents the dimensions of the electronically defined reward window (not visible
to the monkey) in this block of trials for one direction of visual motion. C, Mean and circular SD of the monkey’s direction estimates plotted as a function
of the direction of the visual stimulus. The diagonal represents perfect performance of the task.

9532 J. Neurosci., November 1, 2002, 22(21):9530–9540 Nichols and Newsome • Microstimulation in Area MT
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Figure 1.9 Manipulating perception by direct stimulation of task-relevant brain regions 
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be performed over short periods of time in acute preparations and, if single-

cell specificity is required, only one cell can be stimulated at a time. 

In parallel to these studies researchers have developed paradigms using one-

photon optogenetics since it is less invasive, chronic and can be genetically 

targeted34,39. The first such studies demonstrated that optogenetic activation of 

small numbers of neurons in L2/3 barrel cortex could directly drive learned 

behaviour39 (Fig. 1.10b). As above, this study highlighted that mice could detect 

the activation of surprisingly small numbers of neurons in barrel cortex (tens to 

hundreds) providing further evidence for sparse coding in barrel cortex. In 

Figure 1.10 | The influence of small numbers of neurons on perception and behaviour. a, Top: rats were trained 
to report either microstimulation (3 – 43 nA) or single-cell (2 – 8 µA) stimulation (left) of L5B neurons in barrel cortex 
(right). Bottom left: action potential (ticks) raster plots and first lick responses (red squares) during single-cell 
stimulation (top) and catch trials (bottom). Bottom right: Quantification of responses to single-cell stimulation and catch 
trials demonstrating that some rats can detect the activation of single barrel cortex neurons above chance. From 
Houweling & Brecht, 2008. b, Top: schematic of photostimulation setup allowing for chronic activation of L2/3 neurons 
in mouse barrel cortex during a freely moving behaviour. An LED was permanently mounted over a chronic imaging 
window installed over the barrel cortex of mice prepared (via in utero electroporation) to express ChR2 in a sparse 
subset of L2/3 neurons (left). These neurons could then be activated at 20 Hz via pulsed LED illumination (top right). 
Animals had to report either the presence or absence of optogenetic activation via a freely moving nose-poke system 
(bottom right). The number of neurons and action potentials required to drive this detection behaviour (bottom) was 
estimated by varying the number of LED pulses from 5 (blue) to 2 (green) to 1 (red) and by varying the LED power. LED 
power was then converted into number of cells activated by empirical measurements of how light spread in the tissue 
varies with LED power combined with post-hoc neuron counting in the estimated photostimulation volume. From 
Huber et al., 2008. 

When stimulated with 1 ms light pulses, ChR2–GFP-expressing
neurons were able to follow frequencies up to 20 Hz (Fig. 1e) and
in some cases up to 50 Hz (Fig. 1f). These frequencies are comparable
to, or higher than, typical spike rates in the barrel cortex17. Action
potentials followed the photostimuli with short delays (range
3–11 ms) and little jitter (Supplementary Fig. 1).

We next determined the relation between photostimulus intensity
and the probability of spiking of ChR2–GFP-expressing neurons.
During cell-attached recordings we stimulated with 1 ms light pulses
while varying the photostimulus. With decreasing light intensity,
neurons switched abruptly from firing action potentials with high
probability to firing no action potentials. The photostimulus inten-
sity required to trigger action potentials varied substantially across
the population of ChR2–GFP-expressing neurons (Fig. 1g). Control
experiments in brain slices revealed that the brightness of ChR2–GFP
measured in individual cells was inversely correlated with firing
threshold (Supplementary Fig. 2); in contrast, the firing threshold
was independent of the depth of the recorded neuron in vivo
(Supplementary Fig. 3). The variability in firing threshold in terms
of photostimulus intensity therefore primarily reflects heterogeneity
in the expression level of ChR2–GFP in individual neurons. These
results confirm that ChR2 can transduce photostimuli into precisely
timed spike trains in vivo18. Furthermore, the fraction of activated
neurons can be tuned by modulating the excitation light intensity
(Fig. 1h).

Can awake mice learn to report photostimulation of layer 2/3
pyramidal neurons in the barrel cortex? To address this question
we delivered light pulses to ChR2–GFP-expressing neurons in freely
moving animals (Fig. 2a). We first implanted a window above the
barrel cortex19, which provided optical access for photostimulation
and screening the density of electroporated neurons. We next
mounted the miniature LED centred on the imaging window
(Fig. 2a; Methods). During the behavioural sessions the mice were

temporarily connected to an LED controller (Methods). Mice were
trained in a detection task to associate photostimulation of ChR2–
GFP-expressing neurons (five light pulses, 20 Hz, 1 ms duration)
with water reward on one of two choice ports (Fig. 2b, left port).
After four to seven training sessions (200–800 trials per session) all
animals expressing ChR2–GFP (n 5 9) reliably reported photosti-
mulation; in the presence (absence) of a photostimulus, mice chose
the left (right) port (Fig. 3a, range 72–93% correct, defined as hits 1
correct rejections, divided by total number of trials; Supplementary
Movie 2). Control mice without electroporated neurons (n 5 6) per-
formed at chance levels (50.1%, P . 0.70, t-test), even after 25 train-
ing sessions (Fig. 3a and Supplementary Fig. 4). These experiments
demonstrate that photostimulation of layer 2/3 neurons can drive
robust behaviour.

How many action potentials triggered by photostimulation are
necessary for perception? To address this issue we further trained
five mice to respond to one, two and five photostimuli at 20 Hz
(example in Fig. 2c). Although performance decreased with fewer
pulses, all ChR2–GFP-expressing mice were able to detect single
action potentials in the activated cells, even at modest photostimulus
intensities (Fig. 3b, red lines).

To determine the relation between performance and the number
of neurons directly activated by light, we measured behaviour as a
function of light intensity (Fig. 3b). As expected, behavioural per-
formance decreased with decreasing photostimulus intensity,
although the psychometric curves varied from animal to animal.
For example, at the lowest intensities probed (10% of Imax) some
animals continued to discriminate, whereas others performed at
chance levels.

We counted the number of ChR2–GFP-positive somata and
measured their positions (Fig. 3c; Methods). Between 594 and 1430
ChR2–GFP-positive neurons were found in a 2 mm diameter
window (Fig. 3b, c; Methods). The number of ChR2–GFP-positive
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Figure 2 | Photostimulation in freely moving mice performing a detection
task. a, Schematic of the photostimulation setup (see Methods).
b, Schematic of the behavioural apparatus and reward contingencies. The
mouse initiates a trial by sticking its snout into the central port. Photostimuli
are applied during a stimulation period (300 ms) accompanied by a series of
bright blue light flashes delivered to the behavioural arena (30 Hz, 300 ms) to
mask possible scattered light from the portable light source. The mouse then
decides to enter either the left or the right port for a water reward. If a
photostimulus was present, the choice of the left port was rewarded with a

drop of water (hit, green star) whereas the choice of the right port lead to a
short timeout (4 s, miss, red star). If the stimulus was absent, only the choice
of the right port was rewarded with reward (correct reject, green circle)
whereas the left port lead to a timeout (4 s, false alarm, red circle). c, Data
from one session (200 trials) with a single stimulus (1 ms) with decreasing
light intensities. Each horizontal line delineates 20 trials at fixed light
intensity. Blue dots indicate the presence or absence of a photostimulus.
Stimulated and non-stimulated trials were presented pseudo-randomly with
a probability of 0.5.
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Electrical microstimulation can establish causal links between the
activity of groups of neurons and perceptual and cognitive
functions1–6. However, the number and identities of neurons
microstimulated, as well as the number of action potentials
evoked, are difficult to ascertain7,8. To address these issues we
introduced the light-gated algal channel channelrhodopsin-2
(ChR2)9 specifically into a small fraction of layer 2/3 neurons of
the mouse primary somatosensory cortex. ChR2 photostimulation
in vivo reliably generated stimulus-locked action potentials10–13 at
frequencies up to 50 Hz. Here we show that naive mice readily
learned to detect brief trains of action potentials (five light pulses,
1 ms, 20 Hz). After training, mice could detect a photostimulus
firing a single action potential in approximately 300 neurons.
Even fewer neurons (approximately 60) were required for longer
stimuli (five action potentials, 250 ms). Our results show that per-
ceptual decisions and learning can be driven by extremely brief
epochs of cortical activity in a sparse subset of supragranular cor-
tical pyramidal neurons.

We used in utero electroporation14 to introduce ChR2 fused to a
green fluorescent protein (GFP) (ChR2–GFP15) together with a red
fluorescent cytosolic marker15 (RFP) into neocortical pyramidal neu-
rons (Fig. 1a, Methods). In the adult brain, ChR2–GFP expression
was restricted to pyramidal cells in layers 2/3 (more than 99.4%),
mainly in the barrel cortex (Figs 1a and 2a). In vivo two-photon
imaging and retrospective immunohistology revealed that ChR2–
GFP was localized to the neuronal plasma membrane. ChR2–GFP
was expressed in about half (48.9 6 5.3%, n 5 10, five mice; see
Methods) of red fluorescent layer 2/3 neurons (Supplementary
Movie 1). ChR2–GFP invaded the soma, dendrites and axons
(Fig. 1b, c). ChR2–GFP expression was stable for at least 8 months
and did not seem to perturb neuronal morphology (Fig. 1a–c,
Methods).

We next characterized the responses of ChR2–GFP-expressing
neurons to photostimulation in anaesthetized mice. To sample from
the entire population of ChR2–GFP-expressing neurons, unbiased by
ChR2–GFP expression level, we recorded from red fluorescent neu-
rons using two-photon targeted loose-patch recordings16 (Fig. 1c, d).
Photostimuli consisted of light pulses, produced by a blue miniature
light-emitting diode (LED; 470 nm), centred on the recording win-
dow (Fig. 1d). At maximum light intensities (Imax 5 11.6 mW mm22

at the surface of the brain, centred on the diode; 1–10 ms duration)
about half (51%) of the patched red neurons (n 5 39/77, eight mice)
responded reliably to single photostimuli with at most one action
potential. Increasing the photostimulus duration beyond 10 ms did
not reveal additional responsive neurons. The other half of the
patched neurons did not fire spikes time-locked to the photostimuli,
and presumably corresponded to ChR2–GFP-negative neurons.
These measurements indicate that most ChR2–GFP-positive

neurons can be driven to spiking using our photostimulation system;
furthermore, excitation of layer 2/3 neurons through indirect syn-
aptic pathways was weak.

1Howard Hughes Medical Institute, Janelia Farm Research Campus, Ashburn, Virginia 20147, USA. 2Cold Spring Harbor Laboratory, Cold Spring Harbor, New York 11724, USA.
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Figure 1 | ChR2-assisted photostimulation of layer 2/3 barrel cortex
neurons in vivo. a, Coronal section through the electroporated mouse
somatosensory cortex after immunohistochemical staining for ChR2–GFP.
b, Individual layer 2/3 neuron, side view. c, Maximum value projection (top
view) of an image stack in vivo (see Supplementary Movie 1) showing layer
2/3 neurons expressing ChR2–GFP and cytosolic RFP. d, Schematic of the
recording geometry. e, Action potentials recorded from one ChR2–GFP-
positive neuron. Blue bars indicate photostimuli (1 ms duration,
11.6 mW mm22, 20 Hz). f, Same as e, 50 Hz. g, Probability of spiking as a
function of light intensity (1 ms duration, five repetitions per condition, 15 s
between stimuli) (Imax 5 11.6 mW mm22). Each line corresponds to a
different neuron, each colour to a different animal. Neurons that could only
be driven with photostimuli longer than 1 ms were pooled at the far right
(above). h, Cumulative fraction of recorded neurons firing at various
threshold intensity levels (computed from the data in g).
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Electrical microstimulation can establish causal links between the
activity of groups of neurons and perceptual and cognitive
functions1–6. However, the number and identities of neurons
microstimulated, as well as the number of action potentials
evoked, are difficult to ascertain7,8. To address these issues we
introduced the light-gated algal channel channelrhodopsin-2
(ChR2)9 specifically into a small fraction of layer 2/3 neurons of
the mouse primary somatosensory cortex. ChR2 photostimulation
in vivo reliably generated stimulus-locked action potentials10–13 at
frequencies up to 50 Hz. Here we show that naive mice readily
learned to detect brief trains of action potentials (five light pulses,
1 ms, 20 Hz). After training, mice could detect a photostimulus
firing a single action potential in approximately 300 neurons.
Even fewer neurons (approximately 60) were required for longer
stimuli (five action potentials, 250 ms). Our results show that per-
ceptual decisions and learning can be driven by extremely brief
epochs of cortical activity in a sparse subset of supragranular cor-
tical pyramidal neurons.

We used in utero electroporation14 to introduce ChR2 fused to a
green fluorescent protein (GFP) (ChR2–GFP15) together with a red
fluorescent cytosolic marker15 (RFP) into neocortical pyramidal neu-
rons (Fig. 1a, Methods). In the adult brain, ChR2–GFP expression
was restricted to pyramidal cells in layers 2/3 (more than 99.4%),
mainly in the barrel cortex (Figs 1a and 2a). In vivo two-photon
imaging and retrospective immunohistology revealed that ChR2–
GFP was localized to the neuronal plasma membrane. ChR2–GFP
was expressed in about half (48.9 6 5.3%, n 5 10, five mice; see
Methods) of red fluorescent layer 2/3 neurons (Supplementary
Movie 1). ChR2–GFP invaded the soma, dendrites and axons
(Fig. 1b, c). ChR2–GFP expression was stable for at least 8 months
and did not seem to perturb neuronal morphology (Fig. 1a–c,
Methods).

We next characterized the responses of ChR2–GFP-expressing
neurons to photostimulation in anaesthetized mice. To sample from
the entire population of ChR2–GFP-expressing neurons, unbiased by
ChR2–GFP expression level, we recorded from red fluorescent neu-
rons using two-photon targeted loose-patch recordings16 (Fig. 1c, d).
Photostimuli consisted of light pulses, produced by a blue miniature
light-emitting diode (LED; 470 nm), centred on the recording win-
dow (Fig. 1d). At maximum light intensities (Imax 5 11.6 mW mm22

at the surface of the brain, centred on the diode; 1–10 ms duration)
about half (51%) of the patched red neurons (n 5 39/77, eight mice)
responded reliably to single photostimuli with at most one action
potential. Increasing the photostimulus duration beyond 10 ms did
not reveal additional responsive neurons. The other half of the
patched neurons did not fire spikes time-locked to the photostimuli,
and presumably corresponded to ChR2–GFP-negative neurons.
These measurements indicate that most ChR2–GFP-positive

neurons can be driven to spiking using our photostimulation system;
furthermore, excitation of layer 2/3 neurons through indirect syn-
aptic pathways was weak.
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Figure 1 | ChR2-assisted photostimulation of layer 2/3 barrel cortex
neurons in vivo. a, Coronal section through the electroporated mouse
somatosensory cortex after immunohistochemical staining for ChR2–GFP.
b, Individual layer 2/3 neuron, side view. c, Maximum value projection (top
view) of an image stack in vivo (see Supplementary Movie 1) showing layer
2/3 neurons expressing ChR2–GFP and cytosolic RFP. d, Schematic of the
recording geometry. e, Action potentials recorded from one ChR2–GFP-
positive neuron. Blue bars indicate photostimuli (1 ms duration,
11.6 mW mm22, 20 Hz). f, Same as e, 50 Hz. g, Probability of spiking as a
function of light intensity (1 ms duration, five repetitions per condition, 15 s
between stimuli) (Imax 5 11.6 mW mm22). Each line corresponds to a
different neuron, each colour to a different animal. Neurons that could only
be driven with photostimuli longer than 1 ms were pooled at the far right
(above). h, Cumulative fraction of recorded neurons firing at various
threshold intensity levels (computed from the data in g).
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that current intensities were close to the animal’s detection threshold,
resulting in an average hit (detection) rate of 75%. The action
potential firing of most cells was affected during and after micro-
stimulation (Supplementary Fig. 2).

Microstimulation and single-cell stimulation trials were randomly
interleaved with ‘catch’ trials (with no or subthreshold current injec-
tion) (Fig. 1b). In paradigms with random stimulus presentation
times, catch trials can be used to estimate chance performance and
to guard against inadvertent cues15. To assess single-cell effects when
the animal was attentive, we confined our analysis to those single-cell
stimulation and catch trials flanked by correct microstimulation
responses.

Figure 2 shows an experiment on a regular spiking layer 5b pyr-
amidal neuron with a slender apical dendrite (Fig. 2a). Juxtacellular
stimulation evoked on average 9.1 action potentials during the
current injection (Fig. 2b top). Lick responses (red squares) occurred
mainly after single-cell stimulation (Fig. 2b top) and micro-
stimulation (Fig. 2b bottom), but only once after no stimulation
catch trials (Fig. 2b middle). Quantification of responses (Fig. 2c)
suggests that the animal reported single pyramidal cell activity. Even
though this neuron was one of the cells with the strongest behavioural
effects, this effect was not significant on the single neuron level
(P 5 0.099, Fisher’s exact test). This is not unexpected given the
limited number of trials (see Methods).

A population analysis revealed, however, that single-cell stimu-
lation biased animals towards responding. Figure 3a shows, for
51 neurons, that animals responded significantly more often in
single-cell stimulation trials (mean hit rate 22.0%) than in no-
current-injection catch trials (mean false-positive rate 17.9%;
P 5 0.022). To test if single-cell detection was dependent on the firing
of the stimulated neuron rather than on inadvertent cues associated
with the current injection, we stimulated a further set of 19 neurons.
We applied single-cell stimulation as usual, but instead of the no-
current catch trials we presented subthreshold (10% of the single-cell
stimulation current) catch trials. Subthreshold current injections
activated neurons only weakly or not at all. Animals also responded
significantly more often in single-cell stimulation trials than in
subthreshold catch trials (Fig. 3b; mean hit rate 27.4%; mean false-
positive rate 20.6%; P 5 0.019). Stimulation effects were distributed
evenly across animals (Supplementary Fig. 3). Having verified that
single-cell stimulation led to significant biases in two independent
sets of neurons (Fig. 3a, b), we wanted to confirm that this effect did
not result from the inadvertent stimulation of neighbouring neurons
or other nonspecific effects. Thus, we injected current (25 nA, twice

the average current applied with juxtacellular stimulation) through
the pipette into extracellular space (instead of applying it to a neu-
ron). These control experiments showed that animals did not report
current injection into extracellular space (Fig. 3c; n 5 90; mean hit
rate 18.7%; mean false-positive rate 19.0%; P 5 0.598). To test if
single-cell stimulation effects (Fig. 3a, b) were different from those
of extracellular current injection (Fig. 3c), we compared effect size
(hit rate 2 catch trial response rate) across those two data sets and
observed a significant difference (P 5 0.008). Finally, we tested if
single-cell stimulation effects were specific to the attended (and
trained) cortical area. As before, microstimulation was applied to
barrel cortex, but we now stimulated single neurons in visual cortex.
Animals did not report single-cell stimulation in visual cortex
(Fig. 3d; n 5 21; mean hit rate 21.2%; mean false-positive rate
20.1%; P 5 0.319), suggesting that stimulation effects are specific
to the attended cortical area.

Further observations show that the animals’ responses were
caused by the stimulation of single and not multiple neurons.
(1) Juxtacellular stimulation currents were approximately three
orders of magnitude lower (3–43 nA) than those required for evoking
motor or sensory responses with microstimulation (2–200 mA).
(2) Although we occasionally observed the inadvertent stimulation
of a second neuron by the appearance of a second large action poten-
tial waveform in our recordings, such inadvertent stimulation was
rare (accounting for only about 1% of evoked action potentials across
experiments; Supplementary Fig. 4). All results presented here were
also significant when single-cell stimulation trials with secondary
action potentials were excluded. (3) Firing rates of more distant cells
(with action potentials less than 0.5 mV) were not modulated
(Supplementary Fig. 5). (4) Juxtacellular labelling typically fills
single neurons14.

Because microstimulation in barrel cortex can evoke whisker
movements, we combined stimulation experiments with whisker
tracking to assess if rats sense single-cell stimulation indirectly by
detecting movements. Our data argue against such an indirect mech-
anism: near detection threshold microstimulation did not evoke
movements even though it was reported (Supplementary Fig. 6a)
and single-cell stimulation did not evoke whisker movements
(Supplementary Fig. 6b).

The bias towards responding evoked by single-cell stimulation was
weak on average (approximate 5% effect size: single-cell stimulation
hit rate – catch trial response rate). As illustrated in Supplementary
Fig. 7, the strength of the effect depended greatly on the animal’s
overall response rate. When animals were conservative (low response
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Understanding how neural activity in sensory cortices relates to
perception is a central theme of neuroscience. Action potentials of
sensory cortical neurons can be strongly correlated to properties
of sensory stimuli1 and reflect the subjective judgements of an
individual about stimuli2. Microstimulation experiments have
established a direct link from sensory activity to behaviour3,4, sug-
gesting that small neuronal populations can influence sensory
decisions5. However, microstimulation does not allow identifica-
tion and quantification of the stimulated cellular elements6. The
sensory impact of individual cortical neurons therefore remains
unknown. Here we show that stimulation of single neurons in
somatosensory cortex affects behavioural responses in a detection
task. We trained rats to respond to microstimulation of barrel
cortex at low current intensities. We then initiated short trains
of action potentials in single neurons by juxtacellular stimulation.
Animals responded significantly more often in single-cell stimu-
lation trials than in catch trials without stimulation. Stimulation
effects varied greatly between cells, and on average in 5% of trials a
response was induced. Whereas stimulation of putative excitatory
neurons led to weak biases towards responding, stimulation of
putative inhibitory neurons led to more variable and stronger
sensory effects. Reaction times for single-cell stimulation were
long and variable. Our results demonstrate that single neuron
activity can cause a change in the animal’s detection behaviour,
suggesting a much sparser cortical code for sensations than pre-
viously anticipated.

Based on its volume7 and density of neurons8, rat somatosensory
cortex contains an estimated two million neurons. The detection of
single-cell stimulation might therefore be a difficult task, and we
adopted a behavioural paradigm designed for observing single-cell
effects (Fig. 1a). We first trained animals to report short (200 ms)
trains of microstimulation pulses. Stimulation of somatosensory
cortex evokes tactile sensations in humans9, and animal studies
have demonstrated an interchangeability of tactile stimuli and
cortical microstimulation10. We mainly targeted deep cortical
layers, where microstimulation detection thresholds are lowest in
rat barrel cortex11. Tongue lick responses were rewarded with a drop
of water and counted as a hit if a lick occurred within 100–1200 ms
from stimulus onset (Fig. 1b). Animals typically learned this
microstimulation report task in a single session and detection
thresholds decreased to 2–5 mA within days (Supplementary
Fig. 1). These values are comparable to the lowest cortical micro-
stimulation detection thresholds reported in humans12 and ani-
mals11,13. To be able to detect potentially weak effects of single-cell
stimulation, we encouraged guessing (a non-conservative response
criterion) by introducing only mild negative reinforcement (a 1.5 s
time-out) for false-positive responses (licks without preceding
stimulation).

Once animals responded consistently to low microstimulation
currents, we approached a cortical neuron closely with a glass pipette
and evoked short (200 ms) trains of action potentials by juxtacellular
stimulation, a technique developed to label individual neurons14.
Juxtacellular stimulation currents (3–43 nA, mean 12.6 nA) strongly
modulated action potential firing in barrel cortex neurons (Fig. 1c, d).
On average, we evoked 14.2 6 6.5 (s.d.) action potentials during
current injection, a 25-fold increase over the average spontaneous
firing rate. The close apposition of neuron and pipette in the juxta-
cellular configuration in behaving animals typically resulted in short
experimental sessions per cell. Microstimulation in the vicinity of the
neuron (at an average distance of about 75 mm) was adjusted such

1Bernstein Center for Computational Neuroscience and Humboldt University Berlin, Philippstrasse 13, House 6, 10115 Berlin, Germany. 2Department of Neuroscience, Erasmus Medical
Center, PO Box 2040, 3000 CA, Rotterdam, The Netherlands.
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Figure 1 | Behavioural setup and single-cell stimulation. a, Stimulation
experiments were performed in the barrel cortex of awake rats. Animals
responded to stimulation by interrupting a light beam (dashed line) with
multiple tongue licks. The time of the first lick was taken as the reaction time
and reward was delivered for correct responses (right). Top, single-cell
stimulation pipette with stimulation current wave form (upper) and
tungsten microelectrode with stimulation pulse train (lower). b, Three types
of stimulus were presented at random intervals (Poisson process, mean 3 s):
microstimulation (2–8mA) (40% probability), juxtacellular single-cell
stimulation (40%) and no (or subthreshold) current injection ‘catch’ trials
(20%). Licks within the interstimulus interval led to an additional 1.5 s delay
to presentation of the next stimulus (left box) and were rewarded after a
stimulus (right box) for all three trial types. c, Single-cell stimulation trial by
juxtacellular current injection. Triangles indicate stimulation onset and
offset artefacts. d, Evoked action potentials (open circles) in a series of
stimulation trials. Spontaneous action potentials (solid circles) were
quantified for 1 s before each stimulation. The left y axis label applies to both
spontaneous and evoked action potentials; the right y axis label applies to
evoked action potentials.
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that current intensities were close to the animal’s detection threshold,
resulting in an average hit (detection) rate of 75%. The action
potential firing of most cells was affected during and after micro-
stimulation (Supplementary Fig. 2).

Microstimulation and single-cell stimulation trials were randomly
interleaved with ‘catch’ trials (with no or subthreshold current injec-
tion) (Fig. 1b). In paradigms with random stimulus presentation
times, catch trials can be used to estimate chance performance and
to guard against inadvertent cues15. To assess single-cell effects when
the animal was attentive, we confined our analysis to those single-cell
stimulation and catch trials flanked by correct microstimulation
responses.

Figure 2 shows an experiment on a regular spiking layer 5b pyr-
amidal neuron with a slender apical dendrite (Fig. 2a). Juxtacellular
stimulation evoked on average 9.1 action potentials during the
current injection (Fig. 2b top). Lick responses (red squares) occurred
mainly after single-cell stimulation (Fig. 2b top) and micro-
stimulation (Fig. 2b bottom), but only once after no stimulation
catch trials (Fig. 2b middle). Quantification of responses (Fig. 2c)
suggests that the animal reported single pyramidal cell activity. Even
though this neuron was one of the cells with the strongest behavioural
effects, this effect was not significant on the single neuron level
(P 5 0.099, Fisher’s exact test). This is not unexpected given the
limited number of trials (see Methods).

A population analysis revealed, however, that single-cell stimu-
lation biased animals towards responding. Figure 3a shows, for
51 neurons, that animals responded significantly more often in
single-cell stimulation trials (mean hit rate 22.0%) than in no-
current-injection catch trials (mean false-positive rate 17.9%;
P 5 0.022). To test if single-cell detection was dependent on the firing
of the stimulated neuron rather than on inadvertent cues associated
with the current injection, we stimulated a further set of 19 neurons.
We applied single-cell stimulation as usual, but instead of the no-
current catch trials we presented subthreshold (10% of the single-cell
stimulation current) catch trials. Subthreshold current injections
activated neurons only weakly or not at all. Animals also responded
significantly more often in single-cell stimulation trials than in
subthreshold catch trials (Fig. 3b; mean hit rate 27.4%; mean false-
positive rate 20.6%; P 5 0.019). Stimulation effects were distributed
evenly across animals (Supplementary Fig. 3). Having verified that
single-cell stimulation led to significant biases in two independent
sets of neurons (Fig. 3a, b), we wanted to confirm that this effect did
not result from the inadvertent stimulation of neighbouring neurons
or other nonspecific effects. Thus, we injected current (25 nA, twice

the average current applied with juxtacellular stimulation) through
the pipette into extracellular space (instead of applying it to a neu-
ron). These control experiments showed that animals did not report
current injection into extracellular space (Fig. 3c; n 5 90; mean hit
rate 18.7%; mean false-positive rate 19.0%; P 5 0.598). To test if
single-cell stimulation effects (Fig. 3a, b) were different from those
of extracellular current injection (Fig. 3c), we compared effect size
(hit rate 2 catch trial response rate) across those two data sets and
observed a significant difference (P 5 0.008). Finally, we tested if
single-cell stimulation effects were specific to the attended (and
trained) cortical area. As before, microstimulation was applied to
barrel cortex, but we now stimulated single neurons in visual cortex.
Animals did not report single-cell stimulation in visual cortex
(Fig. 3d; n 5 21; mean hit rate 21.2%; mean false-positive rate
20.1%; P 5 0.319), suggesting that stimulation effects are specific
to the attended cortical area.

Further observations show that the animals’ responses were
caused by the stimulation of single and not multiple neurons.
(1) Juxtacellular stimulation currents were approximately three
orders of magnitude lower (3–43 nA) than those required for evoking
motor or sensory responses with microstimulation (2–200 mA).
(2) Although we occasionally observed the inadvertent stimulation
of a second neuron by the appearance of a second large action poten-
tial waveform in our recordings, such inadvertent stimulation was
rare (accounting for only about 1% of evoked action potentials across
experiments; Supplementary Fig. 4). All results presented here were
also significant when single-cell stimulation trials with secondary
action potentials were excluded. (3) Firing rates of more distant cells
(with action potentials less than 0.5 mV) were not modulated
(Supplementary Fig. 5). (4) Juxtacellular labelling typically fills
single neurons14.

Because microstimulation in barrel cortex can evoke whisker
movements, we combined stimulation experiments with whisker
tracking to assess if rats sense single-cell stimulation indirectly by
detecting movements. Our data argue against such an indirect mech-
anism: near detection threshold microstimulation did not evoke
movements even though it was reported (Supplementary Fig. 6a)
and single-cell stimulation did not evoke whisker movements
(Supplementary Fig. 6b).

The bias towards responding evoked by single-cell stimulation was
weak on average (approximate 5% effect size: single-cell stimulation
hit rate – catch trial response rate). As illustrated in Supplementary
Fig. 7, the strength of the effect depended greatly on the animal’s
overall response rate. When animals were conservative (low response
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c, Quantification of responses to
single-cell stimulation, catch trials
and microstimulation.
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neurons under the photostimulation window correlated with the
performance of individual animals.

For each animal we then estimated the number of active neurons as
a function of normalized intensity (Io 5 intensity/Imax) as:

Na Io! "~
X

kVcells

f (Ioi(rk)) !1"

Here rk is the horizontal position of the kth ChR2–GFP-positive
cell and f is the fraction of ChR2-positive cells activated at intensity Ioi
(Fig. 1h). i(r) is the spatial distribution of the normalized light intens-
ity in the tissue (horizontal full-width at half maximum 5 2.17 mm,
250 mm below the pia) (Supplementary Methods; Supplementary Fig.
5). For trains of five action potentials, an average of 61 neurons
(range 6–197) was sufficient to drive reliable performance (more
than 65% of correct choices), whereas 297 (range 135–381) active
neurons were required with single action potentials (Fig. 3d). The
total number of action potentials required for a given level of per-
formance was independent of the stimulus pattern (Supplementary
Fig. 6).

Two factors make us believe that our estimates of the number of
active neurons should be interpreted as an upper bound. First, the
measured spatial distribution of light in the tissue is likely broader
than the actual distribution of light (see Supplementary Methods).
Second, we did not consider possible deterioration of the optical
path (thickening of the dura, bone growth, and so on) over the
long timescales required for the behavioural experiments compared

with the more favourable conditions of the calibration measure-
ments. Therefore the actual number of activated neurons in the
behavioural experiments might have been lower than the numbers
cited above.

Not surprisingly, triggering more action potentials yields better
detection accuracy (Fig. 3d). However, performance reached asymp-
totic levels at remarkably low numbers of directly activated neurons;
the range between minimal detection and saturating performance
was only a few hundred neurons.

Activated ChR2–GFP-positive neurons were distributed over most
of the barrel cortex, with a smattering in adjacent sensory areas. The
activated cortical region contains at least 40,000 layer 2/3 neurons
(approximately 2,000 per barrel column, unpublished data) implying
that synchronous action potentials in less than 1% of layer 2/3 neu-
rons can be robustly perceived. These data imply that mechanisms
exist to read out extremely sparse codes from primary sensory
areas6,20,21. Because of convergence in the L2/3 R L5 pathway, it is
possible that even fewer activated L5 cells could be detected by behav-
ing mice. We also note that the detection threshold could vary con-
siderably based on the state of the animal6,22.

We have shown that ChR2-based optical microstimulation can be
used to dissect the impact of precisely timed action potentials in a few
genetically defined neurons on mammalian behaviour. Our data
show that the favourable characteristics of ChR2 reported previously
in vitro10–12,15,23–25, in vivo18 and in invertebrate systems24,26—includ-
ing the ability to generate precisely timed action potentials—are
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Figure 3 | Behavioural detection of photostimulation. a, Comparison of the
performance ((hits 1 correct rejections)/total trials) in mice expressing
ChR2–GFP (n 5 9) and control mice (n 5 6) after training with five
photostimuli (P , 0.001, t-test). b, Performance as a function of light
intensity (as percentage of Imax 5 11.6 mW mm22) for five light pulses
(1 ms, 20 Hz, blue lines), two light pulses (1 ms, 20 Hz, green lines) and a
single light pulse (1 ms, red lines). Dotted lines: mean across five sessions
(200–1000 trials per session). Error bars: binomial standard error. The

number of ChR2–GFP-positive neurons located under the window area is
indicated for each mouse. c, Location of ChR2-expressing neurons in serial
reconstruction of the sectioned brain (coronal sections). The blue cone
illustrates the light source over the window. Arrows indicate rostral (r) and
dorsal (d) orientation. d, Performance as a function of the number of
activated neurons. Thick lines, mean performance across all five animals for
one (red), two (green) and five (blue) light pulses. Dotted lines indicate
mean values of individual animals from Fig. 3b.
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Figure 1.10 The influence of small numbers of neurons on perception and behaviour 
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agreement with this, researchers have subsequently used two-photon all-

optical methods to demonstrate that mice are able to detect that activation of 

< 20 neurons in olfactory bulb343. While these studies have told us much about 

the role of cell classes, defined by cortical layer/area, they are unable to tease 

apart the contribution of functionally different neurons within those cell classes. 

Several groups have subsequently devised methods to target optogenetic 

constructs to the cells relevant to a specific task to investigate their ability to 

recapitulate task-relevant behaviours upon their activation344. One such system 

couples the c-Fos promoter345, an immediate early gene strongly expressed in 

highly active neurons, to tTA (tetracycline transactivator)346, a key component 

in the Dox/tTA/TRE system for inducible expression of genes of interest. In this 

system an optogenetic construct, for instance ChR2, is put under the control 

of the TRE promoter and will thus only be expressed in the absence of systemic 

Dox (when the tTA is able to express tetracycline)142. Therefore if experimenters 

remove Dox from the subjects’ drinking water during training periods on a 

behavioural task then this ensures that only the neurons that become highly 

active during this period, i.e. the neurons involved in the behaviour, will express 

the optogenetic construct and thus be rendered manipulatable by light. A host 

of studies have used this system to demonstrate that neurons that become 

active during specific behaviours, such as fear conditioning142,143 or conditioned 

place preference347, can recapitulate those behaviours in the absence of 

environmental triggers when they are optogenetically stimulated.  
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As mentioned previously, we are now just at the point where novel all-optical 

systems are yielding insights into the questions about how specific groups of 

functionally defined neurons influence behaviour. The first such study targeted 

two functionally distinct, but spatially intermixed, populations of neurons in the 

orbito-frontal cortex (OFC) that respond either during feeding or during social 

interaction59. They found that photoactivation of feeding neurons upregulates 

feeding behaviour, whereas photoactivation of social neurons downregulate it. 

Consistent with this, stimulating either group downregulated the activity of the 

other. This is the first example of the power of such techniques – to be able to 

selectively modulate the activity of functionally distinct groups of neurons 

recruited during specific behaviours, even when they are spatially and 

genetically intermixed. Subsequently several groups157,179, including our own348, 

have gone on to use such methods to demonstrate surprisingly nuanced 

relationships between the functional identity of ensembles of neurons and their 

associated behavioural output (Fig. 1.11). In these studies, mice were required 

to report seeing visual stimuli of different orientations by licking at a water 

spout. The functional tuning of V1 neurons was then mapped and ensembles 

of neurons of varying functional compositions were stimulated in an effort to 

manipulate the visually-guided behaviour. A consistent feature across these 

studies was that functionally homogenous ensembles of neurons drove 

stronger behavioural effects than heterogenous random ensembles157,179,348. In 

general stimulating random groups of visually responsive neurons either 

degraded179, or had no effect157,348 on behavioural performance. This goes some 

way towards providing causal proof of the idea of the cell assembly as a unit 
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of neural computation252. Stimulation of homogenous groups also recapitulated 

coherent, co-tuned network activity157,179,348 and suppressed the activity of other 

dissimilarly tuned neurons348 to a degree that correlated with levels of 

behavioural performance. This provides some initial causal proof of the 

behavioural relevance of preferential synaptic connectivity137,247. Finally it 

seems that the effects of V1 are dependent on behavioural state and task 

performance348, suggesting that the computational powers of V1 are only 

leveraged when solving hard visual problems339,340, and extends this idea to 

suggest that the brain might optimally allocate its resources to solves the 

problem at hand. It would be almost impossible to observe many of these 

subtle features of neural computation with previous techniques, and as such 

they demonstrate the pressing need for the all-optical approach. 
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Figure 1.11 | Recapitulating visually-evoked neural circuit activity and behaviour through all-optical 
interrogation of task-relevant, visually responsive ensembles. a, 3D read-write access to visually responsive 
cortical ensembles. Oriented-grating stimuli (left) evoke neural activity across volumes of V1 (middle). These ensembles 
can also be optogenetically stimulated, resulting in similar levels of activation (right). Green = vertical-preferring 
neurons, red = horizontal-preferring neurons. b, Optogenetic stimulation of visual ensembles recapitulates percept-
related network dynamics. Trial-averaged population responses, projected into reduced dimensional space for 
visualization (PCA), recruited by visual (left) and optogenetic (right) stimulation, excluding directly stimulated cells. Black 
dots = trial onset color dots: frame following stimulus onset. c, Mice discriminate optogenetic stimuli as true visual 
percepts. Mice trained on a Go (horizontal grating)/No-Go task (vertical grating) discriminate both visual stimuli and 
optogenetic stimulation of relevant visually-evoked ensembles in the absence of visual stimulation. From Marshel et 
al., 2019. 
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mammals may arise from patterns of neural
circuit activity in cerebral cortex. For example,
primary visual cortex (V1) is causally capable
of initiating visual perception; in human neu-
rosurgery patients, V1 electrical microstimu-
lation has been reported to elicit basic visual
percepts including spots of light, patterns,
shapes, motions, and colors. Related phenome-
na have been studied in laboratory animals
using similar electrical stimulation procedures,
although detailed investigation has been diffi-
cult because studies of percept initiation in
cortex have not involved groups of neurons
individually selected for stimulation. There-
fore, it is not clear how different percepts
arise in cortex, nor why some stimuli fail to

generate perceptual experiences. Answering
these questionswill requireworkingwith basic
cellular elements within cortical circuit archi-
tecture during perception.

RATIONALE: To understand how circuits in
V1 are specifically involved in visual percep-
tion, it is essential to probe, at the most basic
cellular level, how behaviorally consequential
percepts are initiated andmaintained. In this
study, we developed and implemented sev-
eral key technological advances that together
enable writing neural activity into dozens of
single neurons in mouse V1 at physiological
time scales. These methods also enabled us to
simultaneously read out the impact of this
stimulation on downstream network activity

across hundreds of nearby neurons. Success-
ful training of alert mice to discriminate the
precisely defined circuit inputs enabled sys-
tematic investigation of basic cortical dynam-
ics underlying perception.

RESULTS:We developed an experimental ap-
proach to drive large numbers of individually
specified neurons, distributed across V1 volumes
and targeted on the basis of natural response-
selectivity properties observed during specific
visual stimuli (movies of drifting horizontal or
vertical gratings). To implement this approach,
we built an optical read-write system capable of
kilohertz speed, millimeter-scale lateral scope,
and three-dimensional (3D) access across su-

perficial to deep layers of
cortex to tens or hundreds
of individually specified
neurons. This systemwas
integratedwithanunusual
microbial opsin gene iden-
tified by crystal structure–

based genomemining: ChRmine, named after
the deep-red color carmine. This newly identi-
fied opsin confers properties crucial for cellular-
resolution percept-initiation experiments:
red-shifted light sensitivity, extremely large
photocurrents alongside millisecond spike-
timing fidelity, and compatibility with simulta-
neous two-photonCa2+ imaging.UsingChRmine
together with custom holographic devices to
create arbitrarily specified light patterns, we
were able tomeasure naturally occurring large-
scale 3D ensemble activity patterns during vi-
sual experience and then replay these natural
patterns at the level of many individually spe-
cified cells. We found that driving specific
ensembles of cells on the basis of natural
stimulus-selectivity resulted in recruitment
of a broad network with dynamical patterns
corresponding to those elicited by real visual
stimuli and also gave rise to the correctly se-
lective behaviors even in the absence of visual
input. This approach allowed mapping of the
cell numbers, layers, network dynamics, and
adaptive events underlying generation of be-
haviorally potent percepts in neocortex, via
precise control over naturally occurring, widely
distributed, and finely resolved temporal pa-
rameters and cellular elements of the corre-
sponding neural representations.

CONCLUSION:The cortical population dynam-
ics that emerged after optogenetic stimulation
both predicted the correctly elicited behavior
and mimicked the natural neural representa-
tions of visual stimuli.!
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to vertical or horizontal stimuli (green or red, respectively) recruited by visual or optogenetic
stimulation, excluding directly stimulated cells. Black dots, trial onset; colored dots, frame
following stimulus onset. (4) Mice robustly discriminate visual or optogenetic stimuli.
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Figure 1.11 Recapitulating visually-evoked neural circuit activity and behaviour through all-optical interrogation of task-relevant, visually responsive ensembles 
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1.8 Introduction summary 

It is thought that the brain encodes information in the mesoscale activity of 

genetically diverse, spatially distributed populations of neurons. To understand 

which features of such activity patterns actually underpin the brain’s 

computational powers, it is necessary to develop methods that are able to 

flexibly manipulate the activity of neurons on the basis of their activity. It is 

therefore pivotal to be able to simultaneously read and write neural activity in 

vivo with single-cell resolution and high temporal precision. The twin 

revolutions of calcium imaging and optogenetics, in combination with two-

photon microscopy and digital holography, provide the building blocks with 

which to implement such a system. Hypothesised candidate features for the 

neural code suggest that the timing and rate of action potentials may both play 

a pivotal role in how neurons encode information in their tuning to specific 

stimuli. The concerted activity of groups of such neurons can be used to 

encode complex information, and it is thought that such information is 

embedded in cognitive maps that allow flexible retrieval, inference and 

planning. The mouse whisker/barrel cortex system is a good model to develop 

our method and to study the neural code since it is well characterised, easily 

accessible and can be readily used for sensory-guided behavioural 

experiments. There are already many theories hypothesising how this system 

encodes external variables and influences behaviour which could be 

investigated with the method developed in this thesis. 

With these things in mind, the specific goals of this thesis are as follows.  
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1.9 Specific goals 

1. Develop an all-optical method that allows simultaneous reading and 

writing of neural activity with single cell resolution in vivo. 

2. Design a protocol through which the above method can be used to 

influence behaviour by stimulating ensembles of neurons in barrel 

cortex. 

3. Test which features of the neural code influence the detectability of 

activity patterns in barrel cortex generated de novo by the above 

method. 
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2 Materials and methods 

All experimental procedures were carried out under license from the UK Home 

Office in accordance with the UK Animals (Scientific Procedures) Act (1986).  

 

2.1 Animals and surgical procedures 

2.1.1 Animals 

4 – 6 week old female mice (C57/BL6) were used for all experiments. 

 

2.1.2 Surgical procedures 

A calibrated injection pipette (15 µm inner diameter) was bevelled to a sharp 

point, mounted on an oil-filled hydraulic injection system (Harvard apparatus) 

and front-loaded with virus (either a 1:10 mixture of AAV1-Syn-GCaMP6s-

WPRE-SV40 and AAVdj-CaMKIIa-C1V1(E162T)-TS-P2A-mCherry-WPRE or a 

1:8 mixture of AAV1-Syn-GCaMP6s-WPRE-SV40 and AAV2/9-CaMKII-

C1V1(t/t)-mScarlett-Kv2.1). AAV2/9-CaMKII-C1V1(t/t)-mScarlett-Kv2.1 virus 

was diluted in virus buffer solution (20 mM Tris, pH 8.0, 140 mM NaCl, 0.001% 

Pluronic F-68) 10-fold relative to stock concentration (~6.9x1014 gc/ml). Mice 

were given a peri-operative sub-cutaneous injection of 0.3 mg/mL 

buprenorphine hydrochloride (Vetergesic). They were then anaesthetized with 

isofluorane (5% for induction, 1.5% for maintenance) and the scalp above the 
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dorsal surface of the skull was removed. A metal headplate with a 7 mm 

diameter circular imaging well was fixed to the skull over right vS1 (2 mm 

posterior and 3.5 mm lateral from bregma) using dental cement. A small 

craniotomy (0.5 mm) was drilled (NSK UK Ltd.) in the centre of the headplate 

well. The injection pipette was lowered through the craniotomy to a depth of 

300 µm below the pia and 0.7 – 1 µL of the virus mixture was injected at 0.2 

µL/min. Following retraction of the pipette, a 3 mm circular craniotomy was 

drilled centred over the injection site. The central skull and underlying dura 

were removed. A two-tiered 4mm/3mm circle/circle chronic window (UQG 

Optics cover-glass bonded with UV optical cement, NOR-61, Norland Optical 

Adhesive) was press-fit into the craniotomy, sealed with cyanoacrylate 

(Vetbond) and fixed in place with dental cement. Following surgery, animals 

were monitored and allowed to recover for at least 6 days during which they 

received water and food ad libitum. Training began ~3 weeks post virus 

injection/window installation. This protocol resulted in stable GCaMP 

expression over long periods of time (Fig. 2.1). 
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Figure 2.1 | Optimised GCaMP6s expression for all-optical interrogation. a, A narrow window of viral titer (rows) is 
crucial for sufficient and long-lasting expression over time (columns). Note lack of expression with titer that is too low 
(bottom row) and brightly-filled neurons with titer that is too high (top row). b, Quantification of the percentage of 
brightly-filled cells in depth-matched (~160 µm deep) fields of view at titers and time-points corresponding to the rows 
and columns in (a) from acute craniotomy preparations. Data from 11 mice. c, Example cell-matched fields of view 
from a chronic window preparation at 4 time-points post-injection using the 1012 genomes ml-1 titer highlighted in red 
in (a) and (b). Note example cells identified across 4 weeks highlighted in red. d, Monoexponential fit (curves) to cell-
matched calcium transient decays (points) recorded at each time point (see figure key) during spontaneous activity 
under 0.5% isofluorane anesthesia. Transients were identified following a threshold crossing of 20% above the median 
value of each cell’s dF/F trace. They were then normalised to the peak following this crossing. n = 2 animals (1323 cells 
total). e, Quantification of the change with time of the decay time constant (Tauoff) of the monoexponential fits shown 
in (d). f, Amplitude of cell-matched calcium transients measured at each time point. Transient threshold is shown as 
dotted red line. g, Percentage of brightly-filled neurons in analysed fields of view at each time point. 

Figure 2.1 Optimised GCaMP6s expression for all-optical interrogation 
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2.2 Imaging 

2.2.1 Two-photon imaging 

Two-photon imaging was performed using a resonant scanning (30 Hz) 

microscope (Bruker Corporation) using a Chameleon Ultra II laser (Coherent) 

driven by PrairieView. For Chapters 3 and 4 a 16x/0.8-NA water-immersion 

objective (Nikon) was used. For Chapters 5 and 6 a 25x/0.95-NA water-

immersion objective (Leica) was used. For single plane imaging experiments 

(Chapters 3 – 5) 490 x 490 µm FOVs were imaged at 30 Hz with an image size 

of 512 x 512 pixels. For 3D volumetric imaging (Chapter 6) an ETL (Optotune 

EL-10-30-TC, Optotune driver) was used to collect 490 x 490 x 100 µm 

volumes with 33.3 µm plane spacing imaged at 5 Hz plane rate with an image 

size of 512 x 512 pixels. GCaMP6s was imaged at 920 nm and mCherry was 

imaged at 765 nm. Power on sample for functional GCaMP6s imaging at 

920nm was maximum 50 mW (maximum 120 mins total duration per 

experiment). Power on sample for mCherry images (765 nm) was 50 – 70 mW 

(maximum 1 minute continuous duration). For volumetric imaging the power on 

sample was increased to a maximum of 1.2x the imaging power at the 

shallowest plane via the imaging pockels cell, exponentially interpolating for 

intermediate planes, to achieve similar imaging quality across the volume. 
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2.2.2 Intrinsic imaging 

For some experiments intrinsic imaging349 was performed to localize the 

injection site to the C2 barrel. The C2 whisker was threaded into a trimmed 

glass pipette glued to a piezoeletric actuator (Physik Instrumente). The actuator 

was programmed to oscillate at 10 Hz for 4 s with a 20 s interstimulus interval. 

The brain was perfused with sterile external solution (150 mM NaCl, 2.5 mM 

KCl, 10 mM HEPES, 2 mM CaCl2, 1 mM MgCl2) to make the skull semi-

transparent and imaged with a CCD (charge-coupled device) camera (Pike F-

032b, Allied Vision Technologies) while a red light-emitting diode (LED) 

illuminated the surface. An increase in reflectance from the brain indicated the 

barrel, which could be localized relative to the blood vessel pattern as 

visualized with a green LED. 

 

2.2.3 Wide-field imaging 

Widefield imaging was performed using an sCMOS camera (ORCA-Flash 4.0, 

Hammamatsu), a 5x/0.1-NA air objective (Olympus) and blue LED for excitation 

(ThorLabs). Movies were acquired through the chronic window at 10 Hz (FOV 

~1.5 x 1.5 mm, 512 x 512 pixel resolution). 
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2.3 Optogenetic stimulation 

2.3.1 Two-photon optogenetic stimulation 

Two-photon photostimulation was carried out using a femto-second pulsed 

laser either at 1064 nm (FP-1060-5-fs, Fianium, 70 MHz rep-rate, 5 W) for 

Chapter 3, 1055 nm  (Fidelity 2, Coherent, 80 MHz rep-rate, 2.3 W) for 

Chapters 3 and 4 or 1030 nm (Satsuma, Amplitude Systèmes, 2 MHz rep-rate, 

20 W) for Chapters 5 and 6. The single laser beam was split via a reflective 

 spatial light modulator (SLM) (7.68 x 7.68 mm active area, 512 x 512 pixels, 

optimized for 1064nm, OverDrive Plus SLM, Meadowlark Optics/Boulder 

Nonlinear Systems) which was installed in-line of the photostimulation path. 

Phase masks used to generate beamlet patterns at the focal plane were 

calculated from photostimulation target xy co-ordinates centred on cell-bodies 

of interest via the weighted Gerchberg-Saxton (GS) algorithm170. These targets 

were weighted according to their location relative to the centre of the SLM’s 

addressable FOV to compensate for the decrease in diffraction efficiency when 

directing beamlets to peripheral positions. The transformation between SLM 

co-ordinates and imaging pixel co-ordinates was mapped by burning arbitrary 

spots in the FOV and calculating an affine transformation between SLM pixel 

targets and burn targets imaged in 2P. All calibration routines have been 

reported previously348. Spiral patterns were generated by moving all beamlets 

simultaneously with a pair of galvanometer mirrors and consisted of 3 rotations, 

10 μm  diameter, 10 ms duration (Chapters 3 and 4; FP-1060-5-fs and Fidelity 

2) or 20 ms duration (Chapters 5 and 6; Satsuma). Powers were adjusted to 

maintain 30 mW (FP-1060-5-fs and Fidelity 2) or 6 mW (Satsuma) per target 
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cell. For 200 neuron stimulations with the Satsuma (Chapters 5 and 6) neurons 

were randomly divided into 2 groups of 100 neurons which were stimulated as 

an alternating pair such that each group was stimulated 5 times at 20 Hz. For 

100 and 30 cell stimulations with the Satsuma (Chapters 5 and 6) all neurons 

were stimulated simultaneously 10 times at 40 Hz. For 70 neuron stimulations 

with the Fidelity 2 (Chapter 4) the population was divided into 7 * 10 neuron 

groups dictated by their spatial clustering (using a k-means clustering 

algorithm with equal cardinality constraint; ekmeans). Spiral timing and 

positioning protocols were generated by a custom MATLAB software suite 

called Naparm348 and executed by the photostimulation modules of the 

microscope software (PrairieView, Bruker Corporation), the MeadowLark SLM 

software and our synchronisation software (PackIO350; see below). 

 

2.3.2 One-photon optogenetic stimulation 

For phase 1 of behavioural training an amber LED (590nm peak wavelength, 

ThorLabs M590D2) was fixed to a manipulatable arm (DTI clamp, RS 

components) and press-fit onto the chronic window surface. For subsequent 

training phases an amber LED (595 nm peak wavelength, ThorLabs M595L3) 

was mounted in the lightpath above the two-photon microscope objective. LED 

powers ranged from 0.02 mW - 10 mW. Power and timing of LED 

photostimulation was controlled by custom MATLAB software through 

National Instruments data acquisition cards (NI USB-6351, NI USB-6211). All 



 69 

LED stimuli consisted of 5 x 20 ms pulses at 25 Hz of varying powers (measured 

with PM100A power meter/S130C photodiode sensor, ThorLabs).  
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2.4 Synchronisation 

For synchronisation of imaging frames, photostimulation spirals, sensory 

stimulation epochs and behavioural trial data during experiments, analogue 

triggers and waveforms were recorded with National Instruments DAQ cards 

controlled by PackIO350. Behavioural trial timing and licking response 

contingency analyses were done online by an Arduino Mega microcontroller 

board controlled by PyBehaviour348. 
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2.5 Sensory stimulation 

2.5.1 Textured wall stimulation 

The textured wall stimulation apparatus consisted of a rigid 3.5 cm x 2 cm 

surface covered in a strip of Velcro attached to a linear actuator (DDSM50/M, 

ThorLabs) mounted on a moveable magnetic base (MB175/M, ThorLabs). The 

linear actuator was controlled by ThorLabs hardware/software 

(KBD101/Kinesis, ThorLabs). It was programmed to respond to a TTL pulse by 

linearly moving the wall surface the full throw of the linear actuator (50 mm) at 

25 mm/s. Having reached the end of its travel, the actuator was programmed 

to stop in position for 4 s before automatically reversing the full 50 mm at 25 

mm/s. The whole stimulus envelope thus consisted of a 2 s movement into the 

final position, followed by a 4 s pause in the final position, followed by a 2 s 

movement back to the initial position. At the beginning of each wall-stimulation 

experiment the wall was moved into its final position and then the magnetic 

base of the apparatus moved such that the wall was in contact with the 

contralateral whiskers to the hemisphere being imaged (right hemisphere 

imaged; left whisker pad stimulated). The wall surface was parallel to the side 

of the mouse’s face, ~4 mm from the whisker pad surface. The wall was then 

retracted to its start position via the linear actuator and only moved back into 

its final position during stimulus trials. All experiments were conducted in the 

dark to minimise visual stimulation as a result of wall movement. 
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2.5.2 Piezo stimulation 

The piezo vibration apparatus consisted of an asterisk-shaped paddle attached 

to a 2-dimensional piezoelectric bender (NAC2710-A01, Noliac) driven by two 

piezo drivers (NDR6110, Noliac). The drivers drove the piezo in either the 

rostro-caudal or dorso-ventral dimensions with a 30 Hz sinusoidal oscillation 

with of 1 mm amplitude for 1 s. At the beginning of each piezo-stimulation 

experiment the paddle was moved into contact with the contralateral whiskers 

to the hemisphere being imaged (right hemisphere imaged; left whisker pad 

stimulated). The piezo was positioned such that the axes of vibration were 

orthogonal to the side of the mouse’s face and the closest surface of the paddle 

was ~4 mm from the whisker pad surface. The 3 sensory stimuli (textured wall, 

X piezo and Y piezo) were delivered during separate consecutive imaging 

movies, and not interleaved. During each imaging movie the protocol consisted 

of 20 stimulus epochs (8 s for the texture wall movement, 1 s for the piezo 

vibrations) separated by 20 s inter-stimulus intervals. The full whisker pad was 

intact during all experiments. Stimuli were centred on the C2 whisker but 

contacted whiskers from multiple rows and arcs close by. 
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2.6 Behavioural training 

2.6.1 One-photon behavioural training 

Early one-photon training sessions took place in closed, soundproofed and 

unlit behavioural training boxes. During training, animals were head-fixed via 

their headplates and housed in Perspex tubes. A metal reward delivery spout, 

connected to an electronic lickometer circuit, was positioned within easy reach 

of the mouse’s tongue to record licks and deliver sugar-water rewards (5 µL, 

10% sucrose v/v). Mice were adapted to this procedure over several days 

during which rewards were randomly delivered manually. All subsequent 

behavioural training was controlled by Arduino-based behavioural control 

software written in Python (PyBehaviour348). This software acted as the master 

clock, dictating the sequence and timing of behavioural trials, and recording 

and scoring licking behaviour. The power and temporal characteristics of LED 

photostimulation patterns were controlled by custom-written MATLAB 

software and National Instruments hardware (see “One-photon optogenetic 

stimulation” section). PyBehaviour controlled the output of this LED software 

via TTL pulses. At the beginning of each behavioural session the LED, mounted 

on a manipulatable arm (DTI clamp, RS components), was press-fit onto the 

surface of the chronic window. This region was then sealed with tape to 

minimise direct visual stimulation. Throughout all training sessions and phases 

the basic task structure was the same. Trials were triggered after animals 

withheld licking for 7 ± 3 s. Each trial consisted of a response window during 

which licking behaviour was scored, followed by a 5 s post-stimulus period. 

The response window lasted for 2 s in training phase 1 and 1 s in training phase 
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2 and 3. Sessions consisted of 100 – 400 trials of two types: go trials and catch 

trials. During go trials, some form of optogenetic stimulus was delivered, and 

animals were required to lick. Licking was scored as a hit and was rewarded 

by delivery of a sugar water reward (see above), non-licking was scored as a 

miss and was unpunished. During catch trials, no stimulus was delivered and 

animals were required not to lick. Licking was scored as a false alarm, and was 

unpunished, non-licking was scored as a correct reject and was unrewarded. 

Neither of these two trial types were cued. Stimulus trials therefore test an 

animal’s detection rate on particular stimuli and catch trials assess an animal’s 

chance response rate. All trial-types were pseudorandomly interleaved with a 

3 trial upper limit on consecutive trials of the same type. During the first few 

sessions go trials were auto-rewarded 500 ms following the stimulus to 

encourage learning. As soon as animals reliably began licking in anticipation of 

the auto-reward it was turned off for all subsequent sessions. Animals were 

initially trained on phase 1 to detect 10 mW. Performance was then manually 

assessed and the LED power was dropped by half multiple times within a 

session until animals could detect very low powers (0.05 mW). This usually took 

~5 days. Animals then underwent psychometric curve sessions to assess their 

performance on the lowest LED powers (0.1, 0.08, 0.06, 0.04, 0.02 mW). 

Animals that could detect 0.1 mW stimuli with d’ > 1.2 were transitioned to the 

photostimulation/sensory characterisation session (see below). Animals that 

met the requisite criteria in this session were then transitioned to phase 2 where 

two-photon stimuli were introduced.  
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2.6.2 Two-photon behavioural training 

For phases 2 and 3, where two-photon optogenetic stimuli were delivered, 

animals were head-fixed under the microscope on a cylindrical treadmill and 

the LED was directed through the light-path. An objective well/baffle was used 

to minimise light leakage. A white-noise mask was played continuously 

throughout all subsequent training sessions to mask any auditory cues emitted 

by the galvos during photostimulation. Following characterisation and selection 

of cells for 2P photostimulation (see below) animals began training on phase 2 

where 1P and 2P optogenetic stimuli were interleaved along with catch trials in 

equal proportions. For Chapter 4 initial stimuli targeted 70 neurons and 

animals required ~7 days to reach good performance. For Chapters 5 and 6 

initial 2P stimuli targeted 200 neurons and animals required ~2 days to reach 

good performance. For Chapter 4 once animals had reached good 

performance on 70 neurons they were transitioned to probe sessions (details 

in Chapter 4). For Chapters 5 and 6, once animals could reliably detect 200 

neurons, I interleaved 2P stimuli targeting a 100 neuron subset of the original 

200 neurons. Once animals could reliably detect 100 neurons they were 

transitioned to phase 3 where only 2P optogenetic stimulation of those 100 

neurons and catch trials were delivered in equal proportions. Following this, 

animals were transitioned to probe sessions which generally differed 

depending on the experiment. See individual chapters for more details. 
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2.7 Data analysis 

2.7.1 Online imaging analysis 

Most experiments incorporated an online imaging analysis component where 

imaging data needed to be analysed for guiding subsequent phases of the 

experiment. In the interests of time and efficiency, this was usually a slightly 

simplified form of the more rigorous offline imaging analyses used to generate 

final plots. All online data were analysed using custom software and toolboxes 

in MATLAB. Naparm348 was used for online targeting and setup of 

photostimulation protocols. PackIO350 data acquired during experiments was 

used to synchronise imaging frames with sensory stimulation and 

photostimulation. Mean images of GCaMP and C1V1 expression used for cell 

targeting were pre-processed in one or more of the following ways to aid 

visualisation depending on the requirements of each image. This functionality 

can be found in the Process section of the Naparm GUI. Blur: images were 

convolved with Gaussian kernel (s = 1 pixel). Sharpen: images were sharpened 

by increasing the contrast across greyscale transitions by 0.8 using a Gaussian 

lowpass filter (s = 3 pixels) to dictate the radius around transitions affected by 

sharpening. The minimum contrast required for a pixel to be considered an 

edge pixel was 0. Remove BG: a processed version of the image (top-hat 

filtered with a 21 pixel disk) was subtracted from the original image. Denoise: 

images were 2D median filtered using a 3 x 3 pixel neighbourhood. Contrast: 

edge-aware contrast enhancement by 0.25 with strong edges scaled by 0.3. 

Normalise: images had the minimum pixel value subtracted and the resulting 
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images were divided by their maximum pixel value. Beyond this, the exact type 

of online data analysis differed between chapters. 

Chapters 3 and 4: Calcium imaging movies were registered to a common 

reference image via a discrete Fourier transform (DFT)-based algorithm and 

imported and imported into Python software to make stimulus-triggered 

average (STA) movies (STA-movie maker348). Frames during stimulus epochs 

were aligned by the corresponding stimulus triggers and averaged across 

stimulus repeats. Each pixel was then converted to ∆F/F0 as F – F0 / F0 where 

F0 where F is the mean response in the 0.5 – 1 s post-stimulus period and F0 is 

the 2 s pre-stimulus period. Responsive neurons were selected manually as 

cell shaped ROIs in these STA images. 

Chapter 5: Calcium imaging time-series were truncated to only include frames 

centred on stimulus epochs: 2 s pre-stimulus onset to 2 s post-stimulus onset 

(photostimulation/piezo stimulation) or 8 s post-stimulus onset (wall). These 

truncated movies were registered to a common reference image via a discrete 

Fourier transform (DFT)-based algorithm351. For each FOV I also acquired a 

corresponding mCherry expression image. These images were denoised, 

sharpened, contrast enhanced and background subtracted. They were then 

gaussian filtered (5 µm diameter) and opsin-expressing cells were 

automatically detected as local maxima. Detected cells were manually curated. 

Centroids of these detected cells were used to generate circular ROIs (13 µm 

diameter). Each ROI had an associated concentric neuropil annulus (30 µm 

diameter), the inner boundary of which was separated from the ROI outer 
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boundary by a 3 µm watershed. These ROIs and neuropil annuli were used to 

extract ROI and neuropil traces from the truncated calcium time-series 

mentioned above. Neuropil subtracted cell traces were calculated as Fcell = FROI 

– c * Fneuropil where the neuropil subtraction coefficient c was set to 0.8 for all 

ROIs. A non-negative constraint was set such that elements of Fcell vectors that 

went below baseline due to neuropil subtraction were set to baseline. Whole 

cell traces were converted to ∆F/F0 as F – F0 / F0 where F0 was calculated as 

the mean of the bottom 33% of F values across the whole trace. The amplitude 

of cell responses to stimuli was calculated as a signal-to-noise metric denoted 

SNR. This was calculated for each cell for each stimulus repetition as dF/σ, 

where σ was the standard deviation of F values in the 2 s pre-stimulus baseline 

period and dF was the 95th %ile of F values in the post-stimulus window – 95th 

%ile of F values in the pre-stimulus baseline period. Post-stimulus windows 

varied for different stimuli: photostimuli (0.5s – 1s post-stimulus onset), piezo 

(0s – 1s post-stimulus onset), wall (0 – 6s post-stimulus onset). These values 

were then averaged across stimulus presentations to generate each cell’s 

response amplitude. The sensory responsiveness of neurons was taken as the 

maximum response amplitude across the three sensory stimuli. SNR values > 

1 were considered a significant response. Truncated calcium imaging movies 

were also aligned by stimulus onsets and then each pixel’s time-course was 

averaged across stimulus presentations to generate pixel-wise stimulus-

triggered average (STA) movies. Within this average movie I converted each 

pixel’s time-course to ∆F/F0 as mentioned above. I then averaged post-

stimulus frames to generate a single pixel-wise STA image of the population 
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response to sensory stimuli. For photostimuli and piezo stimuli the post-

stimulus frames corresponded to the post-stimulus windows mentioned 

above. For the wall stimulus, which is longer and contains multiple distinct 

features (wall moves in, wall in contact with whiskers, wall moves out), I divided 

the 6 s post-stimulus onset period into 4 1.25 s sub-epochs and averaged each 

of these. For weak and strong sensory neuron group generation, on the day 

intervening the transition from phase 1 to phase 2 of behavioural training I 

selected a FOV for training on two-photon optogenetic stimuli and 

characterised the photostimulation and sensory responses of neurons therein 

(Fig. 5.3). To find FOVs I did wide-field imaging of S1 through the chronic 

window whilst delivering moving wall stimuli to the contralateral whiskers. I 

selected regions that showed large ∆F/F0 responses (Fig. 5.2) and had good 

GCaMP/C1V1 expression (Fig. 5.2c and Fig. 5.3a,b). I then recorded the 

neuronal responses to the three sensory stimuli with two-photon calcium 

imaging (see above, Sensory stimulation, Fig. 5.3c,d). A combination of C1V1-

mCherry expression images and sensory STA images was used to find 200 cell 

centroids that expressed opsin and contained a subset of strongly sensory 

responsive neurons (see above, Online data analysis, Fig. 5.3c – e). These 200 

neurons were then imaged during photostimulation (2 x 100 cell patterns 

interleaved, 10 repetitions, see Two-photon optogenetic stimulation for 

parameters). Traces were extracted from the 200 ROIs across the three sensory 

stimulation movies and the photostimulation movie and neurons were 

classified as being responsive to photostimulation if they responded with SNR 

> 1 (see above, Online data analysis). Neurons that were unresponsive to 



 80 

photostimulation were excluded from consideration. Neurons in the remaining 

photostimulus-responsive group were classified as strong sensory if they 

appeared as cell-shaped regions in at least one sensory STA image and/or 

responded with SNR > 1 to at least one sensory stimulus. Neurons not meeting 

these criteria were classified as weak sensory. For each neuron I used its 

maximum response across the three sensory stimuli as it’s sensory response 

for subsequent analyses. My aim was now to generate two 30 neurons groups, 

one composed of strong sensory neurons and one composed of weak sensory 

neurons, that were equal in their responses to photostimulation and their 

spatial distribution in the FOV. In order to do this I needed >30 neurons in both 

the strong and weak sensory groups from which to choose. Animals in which I 

couldn’t find a FOV that contained the requisite number of neurons were not 

used for subsequent experiments and were excluded from all analyses. For 

animals that met the criteria, I considered 3 features of each neuron: 

photostimulus response amplitude, sensory response amplitude and xy pixel 

co-ordinates in the FOV. I drew two random 30-neuron subsets, one from the 

strong sensory neuron pool and one from the weak sensory neuron pool, and 

for each of the two groups calculated the mean sensory response, the mean 

photostimulus response and the mean Euclidean distance of all neurons to the 

centroid of neurons in that group (cell dispersion) (Fig. 5.3l,m). Responses to 

photostimulation and cell dispersions were normalized to the mean values of 

those features across all neurons in the FOV. For each such paired group I then 

calculated the absolute difference between features across groups. Since I 

wanted to minimise the difference in photostimulation response and cell 
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dispersion, but maximise the difference in sensory response, I took 1 – 

abs(difference in sensory response strength / maximum difference in sensory 

response across FOV) and sought to minimise this. I repeated this for 250,000 

pairings. I then found the pair of groups for which both the summed absolute 

difference in all features was minimised and also the difference in each feature 

was below a threshold percentile of all the differences in the 250,000 element 

distribution of differences for that feature. This maximum percentile was 

incremented from 1:1:10 and the loop was terminated if the criterion was met. 

If no such pair could be found with this configuration of groups, the procedure 

re-initialized with a fresh set of 250,000 randomly configured group pairings. 

This re-initialization could happen for a maximum of five times before being 

aborted. Any animals that aborted this loop were not used for subsequent 

experiments and were excluded from all analyses. If two equal groups were 

returned, the distribution of each feature was compared across groups using 

the Wilcoxon rank-sum test. If the sensory responses differed across the two 

groups significantly, but the photostimulation responses and cell dispersions 

were not significantly different (α = 0.05) (Fig. 5.3f – n), then this FOV was 

chosen and this animal was transitioned to behavioural training phase 2 on 

subsequent days. 

Chapter 6: Imaging time-series were registered and segmented into ROIs using 

our modified online version of Suite2P352 with a 10 pixel cell diameter (~9 µm) 

and the ‘surround’ neuropil extraction method (see Chapter 4 for details). 

Neuropil subtracted cell traces were calculated as Fcell = FROI – c * Fneuropil where 

the neuropil subtraction coefficient, c, was estimated separately for each ROI 
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by robust regression between FROI and Fneuropil. For this estimation process, all 

photostimulation epochs were excluded and FROI and Fneuropil were baselined by 

subtracting the median in a 60 s sliding window and then downsampled by a 

factor of 10 (to 0.7 Hz). Coefficients were post-hoc bounded between 0 and 1 

and any coefficients that could not be reliably estimated were set to the median 

of all reliably estimated coefficients in that dataset (usually ~0.7). Once Fneuropil 

had been subtracted from FROI, Fcell was the re-baselined to the median of FROI 

to ensure accuracy in subsequent ∆F/F0 calculations. For trial-wise analyses, 

Fcell traces were divided into epochs triggered on relevant experimental features 

(STAs). All STAs had a 1 s baseline period. STAs were converted to ∆F/F0 in 

each epoch as F – F0 / F0 where F0 = mean(F) in the baseline period of each 

epoch. STAs had different post-stimulus periods depending on which stimulus 

was being analysed: photostimuli (4 s), piezo stimuli (10 s) and wall stimuli (10 

s). Response amplitudes, in units of ∆F/F0, were calculated from these STAs in 

post-stimulus response windows of different durations depending on the 

stimulus being analysed: photostimuli (0.4 s – 0.7 s post-stimulus onset to any 

photostimulation artefacts), piezo stimuli (0 – 1 s post-stimulus onset) and wall 

stimuli (0 – 6 s post-stimulus onset). For continuous time-series analyses, slow 

fluctuations in Fcell were corrected by subtracting the median in a 60 s sliding 

window. Each corrected Fcell trace was re-baselined to the median of its moving 

window trace. This was then converted to ∆F/F0 as Fcell – median(Fcell) / 

median(Fcell). 
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2.7.2 Offline imaging analysis 

All offline data were analysed using custom software and toolboxes in 

MATLAB. PackIO data acquired during experiments was used to synchronise 

imaging frames with sensory stimulation, photostimulation and behavioural 

epochs. The exact type of offline data analysis differed between chapters. 

Chapter 3 and 4: Calcium imaging movies were registered to a common 

reference image via a discrete Fourier transform (DFT)-based algorithm. Cell 

centroids were identified manually from both the mean GCaMP6s image, 

computed across all registered imaging frames, and the mean C1V1-mCherry 

expression image. 10 µm ROIs  and 15 µm neuropil halos were seeded radially 

from these centroid locations. ROI/neuropil halo pixels that overlapped 

between ROIs were excluded from analyses. Traces were extracted as the 

mean across pixels within each ROI/neuropil halo. Neuropil subtracted cell 

traces were calculated as Fcell = FROI – c * Fneuropil. The neuropil subtraction 
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coefficient was set to 0.7 across all cells. Spike deconvolution (Chapter 3) was 

done using fast nonnegative deconvolution, calibrated for GCaMP6s (Fig 2.2). 

Chapter 5: Imaging time-series were registered and segmented into ROIs using 

a modified version of Suite2P352. Since photostimulated neurons weren’t 

always reliably segmented across all sessions, I generated 13 µm circular ROIs 

centred on each photostimulation target and imported these into Suite2P. 

Suite2P ROIs overlapping with these imported ROIs were discarded from 

analysis (<6 µm inter-centroid distance and/or >50% pixel overlap). The 

remaining Suite2P ROIs and imported photostimulus target ROIs were then 

processed together to yield ROI fluorescence traces and neuropil traces. 

Figure 2.2 | Sensitivity of spike readout. a, Confirmation of single action potential resolution in a GCaMP6s-
expressing neuron obtained during two-photon targeted cell-attached patch clamp recording while imaging at 60 Hz. 
b, The calcium rise recorded from this example neuron in response to one or more action potentials shows the 
characteristic amplitude and time course of GCaMP6s (top traces). The inferred action potential probability from the 
deconvolution algorithm indicates the likelihood of a spike somewhat smeared over time. c, Integrating the inference 
over a time-window of 433 ms results in a high coefficient of determination (R2 = 0.54) of the linear fit (y = 0.63x + 0) 
between inferred probability of spiking and actual spiking recorded in cell-attached configuration. 433 ms resulted in 
a better fit versus other durations between 100 and 1000 ms. n = 4 neurons. SEM across all 250 ms epochs containing 
a reported number of spikes: 0 spikes n = 141; 1 spike n = 332; 2 spikes n = 236; 3 spikes n = 64; 4 spikes n = 6. d, 
Analysis confirming the ability of GCaMP6s to reliably report single spikes, based on Chen et al 2013. Hit rate and 
false positive rate for identification of single isolated spikes was calculated by using a template and threshold of 
correlation as determined using the neuron in a. Total of 266 single spikes and 45 no spike periods from 3 neurons, 
not including neuron a. 

Figure 2.2 Sensitivity of spike readout 
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Neuropil subtracted cell traces were calculated as Fcell = FROI – c * Fneuropil. The 

neuropil subtraction coefficient, c, was estimated for each ROI by robust 

regression between FROI and Fneuropil separately for each time-series. This was 

post-hoc bounded between 0.5 and 1. Coefficients that could not be reliably 

estimated were set to the median of the coefficients for all ROIs in that time-

series (usually ~0.7). For cross-day imaging (6/14 animals), time-series were 

registered and segmented separately on each day and FOVs and ROIs were 

aligned semi-automatically via an affine transformation using the registers2p 

toolbox in Suite2P352. Only ROIs that were consistently segmented across all 

four imaging sessions were included for cross-day analyses (130 ± 2 ROIs, 38 

± 4% of day 1 ROIs). Raw neuropil subtracted traces (in units of pixel values) 

were divided into epochs triggered on relevant experimental features (STAs). 

All STAs had a 2 s baseline period. STAs were converted to ∆F/F0 in each epoch 

as F – F0 / F0 where F0 was calculated as median(F) in the baseline period of 

each epoch. STAs had different post-stimulus periods depending on which 

stimulus was being analysed: photostimuli (6 s), piezo stimuli (6 s) and wall 

stimuli (12 s). Response amplitudes were calculated from these STAs in post-

stimulus response windows of different durations depending on the stimulus 

being analysed: photostimuli (0.5 s – 1 s post-stimulus onset), piezo stimuli (0 

– 1 s post-stimulus onset) and wall stimuli (0 – 6 s post-stimulus onset). Two 

response amplitude metrics were calculated from these ∆F/F0 STAs. To classify 

neurons as responsive to a given stimulus I used an extended version of the 

SNR metric described previously (see Chapter 5 Online data analysis above). 

This was calculated in each STA epoch as dF/σ. σ was calculated as the 
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standard deviation of F values in the pre-stimulus baseline. dF was calculated 

separately for positive and negative responses in each epoch. For positive 

responses it was calculated as 95th %ile of all positive F values in the post-

stimulus response window - 95th %ile of all positive F values in the pre-stimulus 

baseline. For negative responses it was calculated as 5th %ile of all negative F 

values in the post-stimulus response window - 5th %ile of all negative F values 

in the pre-stimulus baseline. This yielded a positive and a negative dF/σ. For 

each epoch the dF/σ of largest absolute amplitude was taken as the response. 

These dF/σ values were then averaged across trials to yield each neuron’s 

average response amplitude to each stimulus. SNR values > 1 were considered 

a significant response. Any reported ∆F/F0 values are calculated as the mean 

of all values in the post-stimulus response window of each epoch’s ∆F/F0 STA. 

Any reported sensory response strengths are the maximum response taken 

across the 3 sensory stimuli unless otherwise stated.  

I used the below procedure to detect follower neurons. To minimise the chance 

of detecting directly activated ROIs as followers I enforced an exclusion 

boundary of 30 µm around each targeted neuron. For a given pattern of 

photostimulation targets, any non-targeted ROI whose centroid fell within this 

exclusion boundary was excluded from consideration as a follower recruited 

by that pattern. Remaining ROIs had to satisfy two criteria to be classed 

followers. They had to show SNR > 1 in response to photostimulation, and they 

had to have significantly larger ∆F/F0 responses in photostimulus epochs 

compared with control epochs (non-stimulus periods 10 s before each 

photostimulus) tested with a two-sample Kolmogorov-Smirnov test (α = 0.01). 
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Follower photostimulus responses are reported as the average across all 

followers recruited by each group in each imaging session. Follower sensory 

responses are the maximum response across the 3 sensory stimuli measured 

during the pre-training characterisation session, averaged across all followers 

recruited by each group in each imaging session. The same followers may be 

recruited in multiple imaging sessions. 

Chapter 6: Offline imaging analysis was exactly the same as the online imaging 

analysis, except that image registration was done using the standard version 

of Suite2P which selects the optimal subset frames from a given movie to 

compute the reference image. 

 

2.7.3 Behavioural data analysis 

For online control and analysis of behavioural data I used PyBehaviour348. All 

behavioural trials with < 0.12 ms reaction time, or which occurred so close to 

the beginning/end of imaging epochs that analysis windows were truncated, 

were excluded from analyses. The basic behavioural response metric I used to 

compute more complex metrics was the P(response) for each stimulation type, 

calculated as: 

P(response) = n(lick) / n(lick)+n(no lick) 

All behavioural data reported without an explicit catch trial response rate is 

computed as the adjusted P(response) for each stimulation type as: 
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Adjusted P(response)stim = P(response)stim – P(response)catch 

d-prime (d’) for each stimulation type was calculated as: 

d’stim = norminv(P(response)stim) – norminv(P(response)catch) 

Where norminv is the inverse of the standard normal cumulative distribution 

function39. Normalised response bias across strong and weak sensory groups 

(Chapter 5) was calculated as: 

(P(response)strong – P(response)weak) / (P(response)strong + P(response)weak) 

 

2.7.4 Statistical procedures 

All data were analysed with custom routines and toolboxes in MATLAB. All 

errorbars are given as mean ± SEM, except for comparisons with bootstraps 

which are mean ± SD, or where otherwise stated in the text. All values in the 

text are mean ± SD unless otherwise stated.  Datasets of n > 8 were tested for 

normality with D'Agostino-Pearson's K2 test and analysed according to the 

result. Datasets of n ≤ 8 were analysed as nonparametric. Multiple 

comparisons were corrected using the Bonferroni correction. Bootstrapping 

was performed using 10,000 shuffles with replacement. Models were 10-fold 

validated. Stepwise model fitting (Chapter 6) was done using MATLAB’s 

stepwiselm function using the default sum-of-squares error (SSE) metric for 

model selection.  
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3 Simultaneous all-optical manipulation and 

recording of neural activity with cellular resolution 

in vivo 

 

3.1 Introduction 

Optogenetic actuators are revolutionizing experimental manipulations of neural 

activity, enabling activation and inactivation with millisecond precision at the 

spatial scale of populations of neurons123,164. At the same time, calcium 

indicators permit quantitative readout of neural activity from hundreds of 

neurons with cellular resolution69. A combination of these two experimental 

approaches is highly desirable for manipulating and recording the activity of 

many neurons simultaneously at the spatial and temporal resolution at which 

they function in vivo48. Two-photon excitation106,110 provides the optical 

sectioning and signal-to-noise ratio required to achieve such a goal with single-

cell and single-spike precision in both the imaging88 and the stimulation162 

channels. Moreover, the ability to individually target multiple neurons using 

patterned photostimulation is crucial for generating and manipulating natural 

patterns of activity in vivo163,169,353. Here, I take advantage of the superior optical 

sectioning afforded by in vivo two-photon microscope to precisely activate 

multiple identified neurons while simultaneously performing high-speed 

calcium imaging with minimal crosstalk in mice in vivo. Independent 



 90 

manipulation of two femtosecond-pulsed laser beams enables precise control 

over the activated neurons and high resolution spatiotemporal recording of 

stimulated and nearby neurons. I perform user-selected targeting of neurons 

for activation with a programmable spatial light modulator (SLM), allowing me 

to photostimulate neurons based on their individual functional identities, not 

just genetic class. In combination with chronic window preparations354, this 

approach enables high-throughput probing of the same neural circuits in 

awake behaving animals over long timescales. 
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3.2 Results 

3.2.1 Combining calcium imaging and single cell photostimulation in vivo 

My goal was to be able to activate groups of selected neurons based on their 

functional identity, and then observe the response to stimulation in these 

neurons and the local network in an awake, behaving animal (Fig. 3.1a). I 

incorporated an SLM into a two-photon in vivo dual-beampath resonant-

scanning microscope in order to provide simultaneous two-photon imaging 

and patterned optogenetic stimulation (Fig. 3.1b). I visualized neurons co-

infected with GCaMP6s, a green-fluorescent genetically encoded calcium 

indicator88, and C1V1-2A-mCherry, a red-shifted opsin149 (Fig. 3.1c).  

 

Figure 3.1 Single-cell two-photon optogenetic photostimulation and single-action-potential readout in vivo 

 
Figure 3.2 Single-cell two-photon optogenetic photostimulation and single-action-potential readout in vivo 

Figure 3.1 | Single-cell two-photon optogenetic photostimulation and single-action-potential readout in vivo. 
a, Schematic illustration of the experimental goal. Top, a calcium sensor generates an optical readout of activity, and 
an opsin enables photostimulation. Bottom, robust and reliable photostimulation in user-selected neurons i–iii without 
stimulation of immediately adjacent neurons iv–vi during simultaneous recording. Stim, stimulation. b, Optical layout 
of the SLM-based two-photon patterned photostimulation, two-photon resonant scanning, moving in vivo 
microscope. PC, Pockels cell; S, shutter; HWP, half-wave plate; L1–4, lenses; SLM, spatial light modulator; ZB, zero 
order block; GM1, GM2, galvanometers; RSM, resonant scanning module; F1–3: filters; PMT1, PMT2, photomultiplier 
tubes. c, A large field of view of neurons co-expressing GCaMP6s (green) and C1V1-2A-mCherry (pink; scale bar, 100 
μm). d, Inset from a large field of view (200 × 200 μm) for the experiment shown in e, (scale bar, 50 μm). A two-photon 
targeted cell-attached patch-clamp recording was obtained from neuron i. This neuron was targeted for optogenetic 
stimulation in a spiral pattern. e, Top, electrophysiological recording during photostimulation trials (pink bar). Single 
sweep (from trial 2), raster plot, and peristimulus time histogram are shown. Bottom, calcium imaging recordings 
obtained simultaneously from neurons i–iii in d (mean ± s.e.m., n = 3 neurons). 
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I recorded high-speed (30 Hz) calcium imaging movies over a field of view of 

200 x 200 µm using a resonant scanning system at 920 nm and 

photostimulated neurons via two-photon excitation at 1064 nm (Fig. 3.1d). I 

calibrated this all-optical approach by performing simultaneous cell-attached 

patch-clamp recordings in layer 2/3 of the mouse somatosensory cortex (n = 3 

experiments). I programmed the SLM to generate a single photostimulation 

spot, which was scanned in a spiral fashion162 over the neuronal cell body for 

20 ms (see Methods). Single action potentials were reliably generated in the 

recorded neuron on every trial, resulting in large calcium transients in the 

photostimulated neuron, but not in neighbouring neurons also expressing 

GCaMP6s and C1V1 (Fig. 3.1e). The spatial resolution of spiral 

photostimulation using 6 mm galvanometers (see Methods) was 12 µm laterally 

and ~24 µm axially, measured by incrementally shifting the photostimulation 

target (Fig. 3.2).  

 

Figure 3.2 | Spatial resolution of spiral two-photon photostimulation in vivo. a, Lateral resolution of action potential 
photostimulation of a layer 2 barrel cortex neuron in vivo using a single spot generated by the SLM scanned in the 20 
μm spiral pattern (using 6 mm galvos; see Methods, n = 6 neurons). b, Same as above for axial resolution (n = 5 
neurons).  The asymmetry results from the fact that as the photostimulation pattern is directed deeper than the neuron 
(negative values), the probability of action potential generation drops more sharply. 

Figure 3.3 Spatial resolution of spiral two-photon photostimulation in vivo 

 
Figure 3.4 Spatial resolution of spiral two-photon photostimulation in vivo 
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Action potential detection sensitivity was maintained even when imaging the 

entire 200 x 200 µm field of view, and imaging at this resolution did not result 

in photostimulation (Fig. 3.3). In summary, I demonstrate that this approach is 

capable of simultaneous sensitive calcium imaging and precise two-photon 

optogenetic photostimulation in the same neurons in vivo. 

I tested an alternative method for generating single action potentials in vivo in 

cortical neurons expressing C1V1-2A-YFP via viral infection (Fig. 3.4a). This 

method is available on all commercially available two-photon microscopes. I 

Figure 3.5 Imaging over large fields of view does not cause photostimulation 

 
Figure 3.6 Imaging over large fields of view does not cause photostimulation 

Figure 3.3 | Imaging over large fields of view does not cause photostimulation. a, Example cell-attached patch 
clamp recording from one neuron. Periods of imaging are indicated by the shaded regions. Imaging conditions are 
indicated above the trace (schematic field of view shows a pipette and the recorded cell). Imaging was performed at 
30 Hz with 920 nm excitation (see Methods) but the size of the field of view (optical zoom) was changed. b, There is 
no significant difference between spontaneous firing rate and that while imaging a 400x400 μm field of view at 50 mW 
power on sample (the conditions used in this paper; Friedman test, post hoc Dunn’s multiple comparison test). Inset 
shows firing rates while imaging a 400x400 μm field of view, normalized to the recorded cells spontaneous firing rate; 
error bars represent SEM. Although the 920 nm light used for imaging is less than one-third as effective as the 1064 
nm wavelength at stimulating the C1V1 opsin (Prakash et al 2012), sufficient current does accumulate in the neuron 
and surrounding local network when imaging at higher optical zooms. This type of stimulation could be used to 
optogenetically generate activity in localized circuits. n = 8 recorded neurons, 3 mice. 
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chose a spatiotemporal photostimulation pattern of a 10 x 10 grid of sites 

extending slightly beyond the borders of the neuron to ensure robust action 

potential generation in the recorded neuron. The photostimulation laser was 

directed to the target sites sequentially in raster fashion (0.1 ms/site, 0.1 ms 

inter-site interval, 20 ms total exposure time; Fig. 3.4a), generating exactly one 

action potential in putative pyramidal neurons with a latency of 17.3 ± 0.7 

(mean ± SEM) ms, measured from photostimulation onset, in a similar fashion 

to recent work150. Increasing the total exposure time to 40 ms (0.2 ms/site, 0.2 

ms inter-site interval) generated more action potentials at longer latencies due 

to the increased time it took to cover the cell soma (1.4 ± 0.09 action potentials, 

33.2 ± 2.1 ms latency to first action potential, n = 4 neurons, 3 animals, 57 

photostimulation trials, Fig. 3.4b). Increasing the exposure time further to 120 

ms (1 ms/site, 0.2 ms inter-site interval) generated a similar number of action 

potentials in the recorded neurons (1.4 ± 0.07 action potentials, 60 ± 2.6 ms 

latency, n = 9 neurons from 4 mice; 114 photostimulation trials; Fig. 3.4b). 

Figure 3.4 | Single cell two-photon raster photostimulation in vivo. a, Top: Cell-attached patch clamp recording 
from a neuron in layer 2/3 of barrel cortex expressing C1V1-2A-YFP in vivo overlaid with the photostimulation pattern 
(pipette, magenta; YFP, green; photostimulation pattern, grid of red spots; scale bar, 10 μm.) Bottom: Raster of spike 
times around stimulus delivery over 10 trials, with the electrophysiological recording from trial 1. Note the time-locked 
precision and reliable response to photostimulation (red bar). b, Top: Raster of spike times around stimulus delivery for 
four neurons photostimulated for 40 ms. Bottom: Raster of spike times around stimulus delivery for nine neurons 
photostimulated for 120 ms. c, Lateral (top) and axial (bottom) resolution of photostimulated action potentials. 

Figure 3.7 Single cell two-photon raster photostimulation in vivo 

 
Figure 3.8 Single cell two-photon raster photostimulation in vivo 
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Additional illumination did not result in more action potentials (perhaps due to 

opsin desensitization exhausting the restricted population of opsins available 

in the small photostimulation volume). For comparison, I also tested the same 

photostimulation paradigm on a fast-spiking, putative interneuron, which 

responded in a similar fashion, although with a shorter latency and more action 

potentials as expected from its intrinsic electrophysiological properties (3.8 ± 

0.17 action potentials, 18.1 ± 1.3 ms latency, n = 1 neuron; 100 

photostimulation trials; Fig. 3.5).   

The spatial resolution of photostimulation using the grid pattern with 3 mm 

galvanometers, measured by moving the pattern relative to the neuron, was 22 

µm laterally and 67 µm axially (FWHM; Fig. 3.4c). In total, I recorded from 19 

neurons in five mice while photostimulating with a range of parameters and 

found a reliable strategy for optically generating action potentials in individual 

neurons with low jitter in vivo. 

Figure 3.9 Single cell two-photon raster photostimulation of an interneuron in vivo 

 
Figure 3.10 Single cell two-photon raster photostimulation of an interneuron in vivo 

Figure 3.5 | Single cell two-photon raster photostimulation of an interneuron in vivo. a, Photostimulation (120 ms 
grid, red bar) of a fast-spiking putative interneuron in layer 2/3 of barrel cortex in vivo (inset, two-photon targeted cell-
attached patch clamp recording, scale bar 10 μm) revealed robust action potential generation despite ongoing 
spontaneous activity (raster). b, The average spike rate during photostimulation (red bar) increased sharply relative to 
the high background rate. 
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3.2.2 Simultaneous photostimulation of multiple selected neurons 

I used the SLM to split the photostimulation laser into individual, spatially 

targeted beamlets to activate multiple neurons simultaneously163. Animals 

virally infected with C1V1-2A-YFP or C1V1-2A-mCherry showed strong 

expression in neurons across large territories of cortical tissue, providing many 

targets to select for simultaneous photostimulation (Fig. 3.6a).  

Spiral scanning of the beamlets as a group allowed more neurons to be 

targeted, as less power per beamlet is required (i.e. a high power density in a 

small beamspot is spatiotemporally multiplexed over a neuron, as opposed to 

Figure 3.11 Precise, concurrent photostimulation of multiple identified neurons in vivo 

 
Figure 3.12 Precise, concurrent photostimulation of multiple identified neurons in vivo 

Figure 3.6 | Precise, concurrent photostimulation of multiple identified neurons in vivo. a, The leftmost panel 
shows an example field of view of somatosensory cortex layer 2/3 neurons expressing C1V1-2A-YFP (scale bar, 100 
μm). The remaining panels, from left to right, present a protocol for targeting spiral photostimulation patterns to 
multiple locations using the SLM and galvanometer mirrors (scale bars, 100 μm). b, Left, magnification of a showing 
cell-attached patch-clamp recording configuration in which multiple locations were photostimulated while action 
potential generation was electrophysiologically recorded in one of the targets. Middle, raster of spike times around 
stimulus delivery over ten trials (photostimulation, pink bar). Right, overlaid raw data showing low latency and jitter. c, 
Metrics evaluating performance for 10 and 20 spot photostimulation patterns and spiral photostimulations lasting 11, 
16 or 34 ms. Error bars are s.e.m.; n = 6 neurons, 4 mice.  
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an alternate strategy whereby much more power is directed on sample, but 

distributed over a larger area355). I confirmed that my photostimulation strategy 

generated action potentials via simultaneous two-photon targeted cell-

attached recordings when just one of the selected ten targets was positioned 

over a neuron (Fig. 3.6b). Spiral scans lasting 11 or 16 ms reliably generated 

one action potential at similar latencies (1.2 ± 0.04 and 1.2 ± 0.05 action 

potentials, one or more action potentials on 98 ± 3 and 88 ± 4 % of trials, 26.4 

± 13.3 and 21.4 ± 3.3 ms latency, 18.8 ± 17.1 and 8.0 ± 4.0 ms jitter [defined 

as the standard deviation of the latency] respectively; 107 photostimulation 

trials in six neurons in four animals; Fig. 3.6c). Increasing the spiral duration 

increased the number of action potentials generated and their latency (34 ms 

spiral: 1.5 ± 0.06 action potentials, one or more action potentials on 87 ± 8 % 

of trials, 34.9 ± 4.6 ms latency, 11.3 ± 3.3 ms jitter, 93 photostimulation trials 

in six neurons in four animals), presumably due to the increased 

photostimulation exposure time and the longer time it took to cover the cell 

body, respectively. Increasing the number of photostimulated neurons from ten 

to 20 reduced the laser power per spot, resulting in a slight increase in the 

latency (1.3 ± 0.06 and 1.2 ± 0.05 action potentials, one or more action 

potentials on 88 ± 6 and 100 ± 0 % of trials, 30.1 ± 8.5 and 35.9 ± 4.0 ms 

latency, 17.0 ± 11.9 and 5.6 ± 0.8 ms jitter for 16 ms and 34 ms spirals 

respectively; 70 photostimulation trials for six recorded neurons in three 

animals). In summary, I demonstrated optically generated action potentials with 

low jitter (comparable to previous in vitro work150,163,166) in 10 to 20 selected 

neurons, confirmed by recording from 11 neurons in seven animals. These 



 98 

experiments show that my approach can generate precisely timed action 

potentials in multiple, individually selected neurons using programmed 

patterns of photostimulation. 

 

3.2.3 Network readout during targeted multi-neuron stimulation  

I combined the all-optical approach (Fig. 3.1) with photostimulation of multiple 

specified neurons (Fig. 3.6) in order to investigate how precisely controlled 

photostimulation inputs are integrated by neural populations in vivo. I 

programmed the SLM to generate ten beamlets targeted to a cluster of ten 

neurons. While simultaneously imaging these and the surrounding 290 neurons 

at 30 Hz, I photostimulated the ten selected neurons (n = 3 mice, Fig. 3.6a). 

Individual target neurons showed strong and reliable responses to 

photostimulation (Fig. 3.7b-c).  

Figure 3.7 | Simultaneous fast calcium imaging and concurrent photostimulation of multiple neurons in vivo. a, 
A field of view of neurons in layer 2/3 of somatosensory cortex colabeled with C1V1-2A-mCherry and GCaMP6s (scale 
bar, 100 μm). Ten neurons were targeted for simultaneous photostimulation (white circles). b, Calcium transients from 
the ten photostimulated neurons showing the responses on all individual trials. c, Color-coded plot of the strength of 
photostimulation in the field from panel a as measured by the sum of inferred spikes immediately post-stimulation. 
Stimulated neurons are circled in black. 300 total neurons, 120 trials, mean inferred action potentials post-
photostimulation = 1.0 ± 0.1 (mean ± s.d.; black arrowhead in legend).  
 

Figure 3.13 Simultaneous fast calcium imaging and concurrent photostimulation of multiple neurons in vivo 

 
Figure 3.14 Simultaneous fast calcium imaging and concurrent photostimulation of multiple neurons in vivo 
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Only a small proportion of neighbouring neurons responded (Fig. 3.8), as 

expected from my, and others’, previous work33,229. Some neurons expressed 

GCaMP6s very strongly, as observed previously87,88, and showed reduced 

responses to photostimulation, (Fig. 3.9a), though these neurons could be 

excluded from subsequent analysis. The response to photostimulation 

correlated slightly but not significantly with the expression of C1V1 (Fig. 3.9b).  

In summary, I was able to optically invoke spatiotemporally precise action 

potentials in defined sets of neurons while simultaneously recording the 

responses of those neurons as well as many others in the same field of view. 

Figure 3.8 | Activation versus distance from nearest stimulated neuron during simultaneous activation of ten 
target neurons. Pooled data from multiple experiments where 10 neurons were photostimulated in layer 2/3 of barrel 
cortex, and the resulting activity was measured in the local network. Neurons are binned by distance from nearest 
stimulated neuron in 10 μm increments. The red bin at zero is comprised solely of the photostimulated neurons. Grey 
bins contain all non-stimulated neurons in the field of view. Open circles are individual neurons. The white line and 
shading indicates mean ± SD background firing rate across all non-stimulated neurons during non-stimulation periods. 
The curve defining the spatial resolution of single cell photostimulation from Supplementary Figure 3 is overlaid in 
black. Note that numerous cells at 50 μm or greater from the nearest stimulated cell are above the level of background 
spontaneous activity, which are not likely to have been directly photostimulated.  White stars indicate significance of 
average spike count within a bin versus baseline (Mann-Whitney test p < 0.05 [Bonferroni corrected for 33 bins p < 
0.0003]). n = 3 mice, one FOV and one 10-neuron stimulation pattern per mouse with 10 trials per repeat and ~14 
repeats per mouse. Total of 672 imaged neurons, 30 of which were stimulated in 370 trials. 
 

Figure 3.15 Activation versus distance from nearest stimulated neuron during simultaneous activation of ten target neurons 

 
Figure 3.16 Activation versus distance from nearest stimulated neuron during simultaneous activation of ten target neurons 
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3.2.4 Long-term reliability and stability of all-optical interrogation 

I assessed the reliability and stability of multiple cell stimulation and readout. 

First, I photostimulated ten neurons (Fig. 3.10a) and then found the same ten 

neurons one week later and photostimulated them again (Fig. 3.10b; in three 

fields of view in three animals). I observed the same response to 

photostimulation on both days (Fig. 3.10c). All neurons in all animals showed 

a highly significant coefficient of determination between their response on day 

1 and day 8 (P = 8.5 x 10-19; R2 = 0.7 when the fit was constrained to the unity 

line, Fig. 3.10d). 

 

Figure 3.9 | Correlations of response to photostimulation with GCaMP6s and C1V1 expression. a, Significant 
inverse relationship (Spearman rho = 0.40; p < 0.0001) between normalized response to photostimulation (sum of 
inferred spikes post-stimulation) and normalized GCaMP6s expression levels (mean brightness of region of interest 
containing neuron) indicates that the more strongly expressing neurons do not respond as well to the perturbation. 
Given the high reliability of the perturbation (Figs. 2 & 3), this is likely due to the known issue of GCaMP overexpression 
leading to aberrant physiology (Chen et al 2013, Tian et al 2009). The response to perturbation could thus be used to 
calibrate the dynamic range of the GCaMP6s signal per action potential in each neuron separately. These data are from 
experiments in which ten neurons were photostimulated simultaneously. b, There is a small but insignificant correlation 
(Spearman rho = 0.06, P = 0.60) between the normalized response to photostimulation and the normalized C1V1 
expression level (as indicated by the mean brightness of mCherry, which is expressed in stoichiometric concentration 
due to the 2A peptide). These data are from experiments in which ten neurons were photostimulated simultaneously 
(not including the top 25% brightest GCaMP6s-expressing neurons based on a). 
 

Figure 3.17 Correlations of response to photostimulation with GCaMP6s and C1V1 expression 

 
Figure 3.18 Correlations of response to photostimulation with GCaMP6s and C1V1 expression 
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3.2.5 All-optical interrogation in different behavioural states 

To demonstrate the power of my strategy for probing the functional properties 

of neural circuits in vivo I assessed how behavioural states modulate the 

responsiveness of neural circuits. Since locomotion is a salient modulator of 

neuronal activity in cortical circuits356,357, I therefore applied my approach to 

compare the local network response to photostimulation while mice were 

running, awake but stationary, or under light isoflurane anesthesia. I performed 

these experiments with awake and head-fixed mice running freely on a fixed-

axis cylinder (Fig. 3.11a) while I repeatedly photostimulated ten target neurons 

(Fig. 3.11b). and simultaneously recorded the response to photostimulation 

and running speed (Fig. 3.11c). I found a significant correlation between mean 

amplitude of response to photostimulation and running speed (Spearman rho 

= 0.27, P = 7.1 x 10-5; n = 22 experiments, 220 total stimulations in three mice; 

Fig. 3.11d). I performed the same patterned stimulation in the same field of 

view in the same mice while the animals were awake but not running, or lightly 

anesthetized (Fig 3.11e).  

Figure 3.10 | Longitudinal stability of all-optical photostimulation and readout. a, Imaging and selection of targets 
in layer 2/3 of somatosensory cortex on Day 1 of a representative experiment. White circles are the photostimulated 
targets (scale bar, 100 μm). b, The same field of view as a, one week later. c, Mean ± SD calcium transient (for ten 
photostimulation trials) of the target cell in the dashed circle in a on day 1 (black) and day 8 (gray). d, Data from three 
fields of view showed the mean responses to photostimulation on day 1 and day 8 were highly correlated, implying the 
same responses could be observed from the same neurons one week apart. The dashed line is the unity line. The solid 
grey line indicates the fit with 95% confidence interval shaded in grey. 

Figure 3.19 Longitudinal stability of all-optical photostimulation and readout 

 
Figure 3.20 Longitudinal stability of all-optical photostimulation and readout 
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I found a significant reduction of target neuron responses to photostimulation 

when animals were anesthetized (P = 0.00099, one-way ANOVA; P = 0.00082 

running vs. anesthetized, P = 0.029 awake vs. anesthetized Tukey's test for 

multiple comparisons). I observed a significant difference between all 

behavioural states for the responses of non-stimulated local network neurons 

(P = 4.2 x 10-8 one-way ANOVA, P = 0.0078 running vs. awake, P = 1.5 x 10-8 

running vs. anesthetized, P = 0.012 awake vs. anesthetized Tukey's test for 

multiple comparisons; n = three mice, 576 imaged neurons, 30 stimulated 

neurons, 280 trials distributed between behavioural states, minimum 20 trials 

Figure 3.11 | Dependence of network perturbations on behavioural state. a, Mice were head-fixed and allowed to 
run freely on a fixed-axis Styrofoam treadmill. b, A field of view in which ten neurons in layer 2/3 of mouse 
somatosensory cortex (marked in white) were chosen for photostimulation. These and the surrounding neurons across 
the field of view were simultaneously observed with high-speed calcium imaging. c, Top, mean calcium transient of 
all stimulated neurons in response to simultaneous photostimulation of ten neurons. Bottom, running speed. d, 
Correlation between mean response to photostimulation and running speed. (Regression line in gray). e, Comparison 
of inferred spike responses to photostimulation (mean + s.d.) during different behavioural stats (n = 3 mice, 576 imaged 
neurons; Tukey’s test for multiple comparisons; *, **, and *** denote P < 0.05, 0.01 and 0.001 respectively; exact P-
values in the text). Anes., anesthetized. 
 

Figure 3.21 Dependence of network perturbations on behavioural state 

 
Figure 3.22 Dependence of network perturbations on behavioural state 
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per state per mouse). These results demonstrate the robustness of my 

approach for perturbing neuronal networks during ongoing activity and 

different behavioural states. 

 

3.2.6 Optogenetic manipulation targeted to functional ensembles 

My approach allowed me to target different groups of neurons within the 

population based on their individual functional properties. To achieve this goal, 

I first performed intrinsic imaging to identify barrel C2 in the somatosensory 

cortex (Fig. 3.12a). Next, two-photon imaging of the responses of individual 

neurons to sensory stimulation within the barrel revealed neurons that 

responded strongly or weakly to particular stimulation orientations (Fig. 3.12b). 

I targeted photostimulation to five neurons within each of the three groups 

while the animal was awake and running on a styrofoam treadmill. The 

Figure 3.12 | Targeting neurons for optogenetic manipulation based on their individual functional signatures in 
vivo. a, A field of view (scale bar, 50 µm) showing neurons coexpressing GCaMP6s (green) and C1V1-2A-mCherry 
(pink) in the C2 barrel of mouse somatosensory cortex. (For definitions of symbols see b). b, Groups of individually 
identified neurons were selected for photostimulation based on their response to dorso-ventral and rostro-caudal 
whisker stimulation. Five neurons that responded differently or not at all to sensory stimulation (gray shading) were 
simultaneously photostimulated (pink line). c, Simultaneous photostimulation of five neurons responding strongly to a 
given sensory stimulation or weakly to both stimuli revealed similar responses (mean ± s.e.m.) to photostimulation (n 
= 25 strongly responsive neurons and 15 weakly responsive neurons, stimulated in groups of 5 in two fields of view in 
one mouse). 

Figure 3.23 Targeting neurons for optogenetic manipulation based on their individual functional signatures in vivo 

 
Figure 3.24 Targeting neurons for optogenetic manipulation based on their individual functional signatures in vivo 



 104 

response to photostimulation was not significantly different between the 

strongly sensory-responsive (both groups) and weakly sensory-responsive 

groups (max ΔF/F0 response to photostimulation: 33 ± 4 % and 30 ± 6 %, P = 

0.55, Mann-Whitney test; n = 25 and 15 strongly and weakly sensory 

responsive neurons, respectively, in two fields of view; Fig. 3.12c). This 

experiment highlights the utility of my approach for activating functionally 

defined ensembles of neurons in the awake, behaving animal. 
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3.3 Discussion 

Probing neural circuits at the spatial and temporal resolution at which they 

function is crucial to understanding how populations of neurons work together 

to drive behaviour. Optical approaches allow this to be achieved in a minimally 

invasive manner. I have developed an all-optical strategy for activating and 

recording the same neurons with cellular resolution in mice in vivo by 

combining two-photon optogenetics and calcium imaging. The combination of 

indicator sensitivity and lack of spectral overlap between the optogenetic 

excitation and GCaMP6s emission wavelengths minimizes the stimulation 

artefact and enables single-spike precision. The optical nature of the approach 

combined with a chronic window preparation provides the flexibility to select 

individual neurons for stimulation while the animal is awake and behaving over 

weeks to months, and the ability to target activation of multiple neurons which 

are activated during a behavioural task. This method thus enables high-

throughput, flexible, and long-term optical interrogation of neural circuits in the 

mammalian brain in vivo. The ability to target neurons based on their functional 

signature will enable one to replay and manipulate natural patterns of activity 

in neural circuits164. This strategy provides a significant advance over previous 

approaches in which neurons were defined either anatomically or genetically, 

as it allows targeting of individual neurons based on their specific functional 

properties. The ability to simultaneously manipulate and read out activity from 

functionally defined neuronal ensembles will open up new avenues for 

optogenetic experiments. 
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Previous methods for single neuron precision optogenetic manipulation relied 

on raster or spiral scanning methods to spatiotemporally multiplex a small 

excitation beamspot over a cell body150,162,163 or holographically ‘painting’ the 

cell body combined with temporal focusing to provide optical sectioning56,166,358. 

Up until I did the work presented in this chapter, all of these approaches had 

so far only been demonstrated in vitro, aside from previous proof-of-principle 

experiments showing that the two-photon optogenetic excitation strategy 

could work in vivo56,150. Other work has shown that temporal focusing combined 

with general phase contrast enables action potential generation via two-photon 

excitation of channelrhodopsin deep in brain slices359.  

My approach, combining SLM-based beam splitting with spiral scanning, 

enables simultaneous addressing of a large population of neurons in vivo. 

There is a tradeoff between the number of neurons that can be simultaneously 

addressed versus how quickly a simultaneous stimulation pattern can be 

performed, dictated by the power and time required for a given spatiotemporal 

multiplexing strategy. In alternative holographic and/or temporal focusing 

based approaches, simultaneous photostimulations can be achieved more 

quickly, at the cost of addressing fewer neurons per ‘shot’.  The advantage of 

such alternative strategies may be more efficient shaping of the temporal profile 

of the response pattern. My strategy attempts to maximize the number of 

neurons per stimulation while minimizing photostimulation time by splitting the 

beam and using a fast scanning strategy to photostimulate neurons. Thus, 

while all of these technologies are currently under active development, my 

approach is well-suited for generation of synchronous activity among 



 107 

ensembles of neurons, which can be performed at high rates in a sequence. I 

expect that the underlying biological question being addressed will dictate the 

choice between these different approaches in vivo. 

My all-optical, dual two-photon approach combining fast readout with high-

speed calcium imaging of one of the most recent ‘ultrasensitive’ calcium 

indicators88 reduces the crosstalk problem observed in previous all-optical 

approaches relying on one-photon excitation360–362. These approaches required 

blocking the readout during photostimulation, resulting in loss of crucial data. 

Additionally, the ability to directly observe neuronal locations and target 

neurons with single-cell precision removes any confusion about which cells are 

directly stimulated and which are downstream363,364, which has been a problem 

for other simultaneous readout and manipulation strategies relying on the 

combination of electrophysiology and optogenetics, such as optrodes365–367. 

Further development of new molecular tools177, including characterization of 

their two-photon excitation, will enable their integration into the in vivo 

approach presented here. In addition, advances in faster and more complex 

imaging methods83,368,369 and analysis370, can also be incorporated into the 

readout side of the approach. 

My ability to read out and manipulate activity in the same population of neurons 

provides me with the unprecedented opportunity to target optogenetic 

manipulation based on the functional signature of the neurons. Previously, 

optogenetic manipulations could be targeted based on genetic and/or 

anatomical identity alone123, or on c-fos expression142, which only provides a 
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very indirect readout of activity and lacks temporal precision. Here I provide 

proof-of-principle experiments showing that I can use a detailed functional 

characterization of the response of the neurons to different sensory stimuli in 

order to enable targeting of specific ensembles in the population. This will allow 

optogenetic manipulation to be targeted with far greater precision than 

previously possible, enabling investigation of the neural code in only those 

neurons within a population exhibiting a specific functional signature during 

sensory processing or defined behaviours. Future work using this approach 

should provide fundamental new insights into information processing in neural 

circuits in vivo. 
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4 Protocols for driving behaviour with targeted two-

photon optogenetics during all-optical interrogation 

 

4.1 Introduction 

Recent advances combining two-photon calcium imaging, two-photon 

optogenetics and digital holography have yielded methods that allow us to read 

and write neural activity in vivo with near single-cell spatial resolution and near-

millisecond temporal fidelity56,152,165,180. However, since these methods are 

currently only able to control the activity of tens to hundreds of neurons, it is 

unclear if perturbations on such a scale can influence behaviour. In this 

chapter, I develop a protocol that demonstrates that such targeted activation 

can drive learned responses in mice. Mice expressing GCaMP6s and C1V1 are 

trained over 7 days to detect progressively lower powers of one-photon 

optogenetic stimulation. At the minimum delivered power (~20 µW) they can 

also detect targeted two-photon activation of 200 neurons. To achieve this I 

have developed a hardware and software suite that allows fast, interactive 

customisation of photostimulus patterns which can be embedded in 

behavioural training regimes allowing me to probe how basic features of my 

stimulus set influence detection.  
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4.2 Results 

4.2.1 Hardware and software for rapid, flexible design of photostimulus 

patterns 

In accordance with my previously developed method (Chapter 3) I injected a 

1:10 mixture GCaMP6s and C1V1 into the right barrel cortex of C57/BL6 wild-

type mice (Fig. 4.1a). This resulted in stable expression of both constructs in 

L2/3 ~3 weeks post injection (Fig. 4.1b). During the development of the 

behavioural paradigm outlined in this chapter I used a 2.3 W, 80 MHz rep rate 

photostimulation laser (see Methods; Coherent Fidelity 2) which was able to 

stimulate at most 10 cells simultaneously. Therefore, in order to increase the 

number of cells I could stimulate in small time windows, I divided larger groups 

of cells into sub-groups of ten and sequentially stimulated them (Fig. 4.1c). I 

designed my behavioural protocol to follow the staircase design of previous 

studies39,53, initially training animals to detect large scale 1P optogenetic 

excitation  (likely 1000s of neurons) with a 595nm LED (~1P peak absorption of 

C1V1) and gradually reducing stimulation power until, at the lowest 1P 

photostimulation powers, I could interleave 2P optogenetic stimulation of 10s 

of cells (Fig. 4.1d). Throughout all training sessions and phases the basic task 

structure was the same (Fig. 4.1e). Trial epochs were triggered after animals 

withheld licking for 7 ± 3 s. Each trial consisted of a 2 s response window during 

which licking behaviour was scored, followed by a 5 s post-stimulus period. 

Sessions consisted of trials of two types: go trials and catch trials. During go 

trials, some form of optogenetic stimulus was delivered, and animals were 

required to lick.  
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Figure 4.1 | Setup for all-optical behavioural paradigm. a, Surgery protocol schematic. Wild-type mice are injected 
in right vS1 with a 10:1 ratio of GCaMP6s:C1V1-mCherry. b, Co-expression of GCaMP6s and C1V1 in L2/3 barrel 
cortex through chronic cranial window 21 days post injection. c, Left: Schematic demonstrating all-optical microscope 
setup with 3 light-paths: 2P imaging (920/765 nm), 2P photostimulation (1030 nm) and 1P photostimulation (595 nm). 
Right: example of flexible targeting of neural ensembles with our setup. d, Schematic summarising the strategy used 
to train animals to respond to two-photon optogenetic (2P) stimulation. Mice are first trained to respond to one-photon 
optogenetic (1P) stimulation by licking at an electronic lickometer. The power is reduced until animals can be 
transitioned onto 2P stimulation targeted to specific populations of neurons. e, Structure of the behavioural task (left), 
response type contingencies (middle) and training phase structures (right). Animals start on phase 1, with 1P and catch 
trials randomly interleaved. They are then transitioned to phase 2 when 1P, 2P and catch trials are delivered. Finally 
they reach phase 3 where only 2P and catch trials are delivered. f, Timeline of behavioural training. Following passive 
habituation to the training rig, animals first undergo 1P behavioural training of decreasing powers until they reach their 
minimum detectable power. At this point they are transitioned onto 2P photostimulation training. 

 

Figure 4.1 Setup for all-optical behavioural paradigm 

 
Figure 4.2 Setup for all-optical behavioural paradigm 
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Licking was scored as a hit and was rewarded by delivery of a sugar water 

reward, non-licking was scored as a miss and was unpunished. During catch 

trials, no stimulus was delivered and animals were required not to lick. Licking 

was scored as a false alarm, and was unpunished, non-licking was scored as 

a correct reject and was unrewarded. Neither of these two trial types were 

cued. Stimulus trials therefore test an animal’s detection rate on particular 

stimuli and catch trials assess an animal’s chance response rate. All trial-types 

were pseudorandomly interleaved with a 3 trial upper limit on consecutive trials 

of the same type. During the first few sessions go trials were auto-rewarded 

500 ms following the stimulus to encourage learning. As soon as animals 

reliably began licking in anticipation of the auto-reward it was turned off for all 

subsequent sessions. 

 

Training proceeded in 3 phases defined by the ratio of trials devoted to the 3 

stimulus types: phase 1 1P:Catch in 50:50 ratio; phase 2 1P:2P:Catch in 

0.3:0.3:0.3 ratio; phase 3 2P:Catch in 50:50 ratio (Fig. 4.1e). During phase 1 I 

decreased LED photostimulation powers over the course of several days until 

after ~8 days I characterised 2P photostimulation responses and transitioned 

to phase 2 (Fig. 4.1f). Once animals had become adept at phase 2 and 3 I could 

transition to experiments where parameters of 2P photostimulation were varied 

to investigate their influence on behaviour. 

 

The protocol introduced above required me to integrate my existing all-optical 

system (Chapter 3) into a framework of hardware and software that would 
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allow me to do fast online analysis of imaging data and to flexibly configure 

photostimulation patterns tailored to the requirements of each animal and 

experiment (Fig. 4.2). This was implemented across 3 computers: computer 1 

for imaging; computer 2 as the master clock, for 2P photostimulation and 

control of behaviour; computer 3 for 1P photostimulation (Fig. 4.2a).  

Figure 4.2 | Hardware, firmware and software setup for all-optical behavioural training apparatus. a, Software 
layer consisting of three computers. Computers 1 and 2 control imaging, 2P photostimulation, targeting and 
behavioural protocols. These communicate via a shared server location. Computer 3 controls 1P photostimulation. b, 
Firmware layer consisting of hardware onto which protocols are loaded for imaging and photostimulation. c, Hardware 
layer with pockels cells and galvos for controlling intensity and location of imaging and photostimulation, PMTs for 
imaging acquisition, SLM for beamsplitting and LED for 1P photostimulation. d, Behavioural apparatus layer. A chronic 
window provides optical access, a headplate allows the animal to be head-fixed and also allows for an electronic 
lickometer circuit to be completed whenever the animal licks at a metal water spout. Note red lettering/box borders 
denote custom open-source software/hardware. 

Figure 4.2 Hardware, firmware and software setup for all-optical behavioural training apparatus 

 
Figure 4.3 Hardware, firmware and software setup for all-optical behavioural training apparatus 
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It is essential to have a fast, accurate way of analysing imaging data to guide 

the design of photostimulation patterns. To segment my imaging data into cell 

ROIs I used the recently developed Suite2P processing pipeline352. This method 

registers all acquired frames to a best estimate mean image (Fig. 4.3b) and 

then uses an SVD to temporally downsample the data before calculating a 

smoothed local correlation image (Fig. 4.3c) which can be segmented into 

ROIs corresponding to cell bodies and neural processes (Fig. 4.3d). These 

ROIs can then be used as spatial footprints to extract fluorescence activity 

time-courses as a proxy for neural activity (Fig. 4.3e,f).  

Figure 4.3 | Imaging population activity in barrel cortex with Suite2P. a, Experimental setup. A 3D volume (490 x 
490 x 99 µm) in L2/3 vS1 imaged at 30 Hz volume rate in 30 µm increments (4 planes 130 – 220 µm below pia; 7.5 Hz 
plane rate). The contralateral whiskers were deflected rhythmically via a piezo-electric paddle (30 Hz sinusoidal 
stimulus, 1 s). b, Mean projection across time from plane 2/4. c, Local correlation image from same FOV as b. Color 
bar corresponds to the Pearson’s correlation coefficient between the timecourse of each pixel and all adjacent pixels. 
d, Segmented ROIs returned after running source extraction on the local correlation images. ROIs have been manually 
curated via the Suite2P curation GUI. e, Extracted neuropil-subtracted traces from the 1138 ROIs detected across the 
volume during deflection of the contralateral whiskers (gray lines, inset; 1 s sinusoidal piezo deflection at 30Hz). ROIs 
are sorted on a continuum by similarity of activity. Traces have been z-scored, 10x temporally downsampled and 
smoothed across cells (with a sigma of 5 cells) for display purposes only. f, Example traces (black) and deconvolved 
spike trains returned using the OASIS algorithm (red). 

Figure 4.4 Imaging population activity in barrel cortex with Suite2P 

 
Figure 4.5 Imaging population activity in barrel cortex with Suite2P 
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Whilst this pipeline is complete and reasonably fast, it still takes ~45 minutes 

to analyse 1 hour of recording, with the majority of this time spent in the image 

registration phase (which corrects for brain movements during acquisition). 

This is too slow to use online during a behavioural experiment. I therefore 

modified it to integrate direct streaming from my image acquisition software 

(PrairieView; Bruker Corporation) on computer 1 to allow for quick online use 

(Online Suite2P; Fig. 4.4).  

Figure 4.4 | Online motion correction allowing for fast data analysis. a, Overview of online registration workflow. 
b, Post registration correlation of each acquired imaging frame to the reference mean image calculated for offline (red) 
and online (grey) registration. c, Difference in correlation for each frame between the offline and online registration 
conditions. d, Suite2P segmented ROIs found using online registration (red), offline registration (green) and both 
(yellow). e, Proportion of ROIs common across offline and online registration in batch of experiments. f, Schematic 
detailed the rough time. 

Figure 4.6 Online motion correction allowing for fast data analysis 

 
Figure 4.7 Online motion correction allowing for fast data analysis 
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Before each experiment I acquire several hundred frames from a given FOV (~1 

minute) which can be used to generate a reference mean image for online 

image registration (Fig. 4.4a; Reference Image). During the experiment, raw 

pixel data is streamed from the microscope simultaneously to PrairieView 

(which displays the data and saves it in a large unprocessed format) and also 

directly into MATLAB where it can be processed in real-time (Fig. 4.2a; 

PrairieLink, Fig. 4.4a). The sequence of pixels is assembled into frames which 

are then immediately registered to the pre-computed reference image by the 

same rigid phase correlation registration algorithm used by offline Suite2P. 

Once all frames have been acquired/registered (as soon as the acquisition 

process is complete) they are then used for an optimised form of SVD and ROI 

source extraction using memory mapped binary files, instead of Tiffs, which 

can be stored in RAM for quick access. Despite the fact that offline Suite2P 

uses the optimal subset of frames across an entire recording to generate it’s 

reference image, whereas online Suite2P only uses several hundred frames 

acquired directly before the recording, average correlation between all frames 

and the reference image is not massively lower for online vs offline Suite2P 

(though online Suite2P has significantly higher framewise correlations) (Fig. 

4.4b,c). Indeed the vast majority of ROIs detected using offline Suite2P are 

found using online Suite2P and their spatial footprints are almost identical (Fig. 

4.4d,e). My optimisations mean that it is possible to return high quality ROIs 

and extracted fluorescence traces from hundreds of neurons imaged over the 

course of an hour within ~5 – 10 minutes of the end of data acquisition (Fig. 
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4.4f). The time-limiting step therefore becomes the time required to acquire 

enough data to map the neural variables in question. 

 

Given behavioural training occurs over multiple days, and one of the strengths 

of calcium imaging is the ability to record from the same neurons over long 

periods of time, it was important to develop software that allows me to align 

Suite2P ROIs acquired across multiple timepoints and to co-register this with 

photostimulation targets (Fig. 4.5). This software, called RegisterS2P, provides 

a GUI that allows users to import Suite2P data acquired at two timepoints for 

manual inspection, manual cross-timepoint registration and ROI alignment 

(Fig. 4.5a). This allows for simultaneous viewing of image data (mean, standard 

deviation and local correlation images), ROI spatial footprints and quick 

toggling between timepoints. The workflow for timepoint registration is shown 

in Fig. 4.5b. Users manually select image features (obvious cells/neuropil 

features) that are consistent between the two timepoints (Fig. 4.5c) and the xy 

locations of these features are used as control points to calculate an affine 

transformation between them (Fig. 4.5d). Usually ~10 control points are 

sufficient. Images and ROIs from timepoint 2 are then warped using this 

transformation to bring them into alignment with timepoint 1 (Fig. 4.5e). 

Overlapping ROIs can then be automatically detected and manually curated 

(Fig. 4.5f) according to a user-determined proportion of pixels in the timepoint 

1 ROI that overlap with any timepoint 2 ROI (Fig. 4.5h).  
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Figure 4.5 | Semi-automatic ROI registration across days with RegisterS2P. a, Graphical user interface with 2 
datasets loaded showing FOV images (left) and ROIs (right). Datasets have been registered and ROIs overlapped. b, 
GUI workflow schematic. c, Zoom-ins from one FOV imaged on day 1 (top) and day 31 pre-registration (bottom). A 
subset of consistent features are indicated with coloured dots. Note shifts between the two images. d, Consistent 
features (white = day 1, red = day 31) are plotted on the mean image from day 31 with displacement vectors as white 
lines between them. These paired control points are used to calculate an affine transformation to register the two 
datasets. e, following registration cellular features (top) and Suite2P ROIs (bottom) from day 31 overlap with those of 
day 1. Note that in the mean image (top) co-ordinates of day 1 features are plotted in white over the features from day 
31 which are plotted in red. In the bottom image white contours = outlines of day 31 ROIs, grey contours = outlines of 
day 1 ROIs. f, GUI representation of different ROI states auto-detected with an overlap threshold of 60% of pixels. 
White = day 31, gray = day 1, filled = overlap > threshold, empty = overlap < threshold. ROI states can be manually 
toggled. g, Affine transformations yield a significantly higher pixel-wise correlation of FOV images across time-points 
than rigid transformations (P = 0.006). h, Proportion of day 31 ROIs that overlap with a day 1 ROI for different overlap 
thresholds. All n = 2 FOVs across 2 mice, all errorbars = SEM. 

Figure 4.8 Semi-automatic ROI registration across days with RegisterS2P 

 
Figure 4.9 Imaging population activity in barrel cortex with Suite2P 



 119 

Whilst within-day image registration can usually be achieved with rigid 

transformation, since it mostly counteracts lateral shifts induced by animal 

movement, across-day image registration is better served by affine 

transformations, likely because it also has to correct small amounts of warping 

in the tissue over time (Fig. 4.5g). More complex transformations could be 

used, such as projective or piecewise linear fits, however these in general 

require a larger number of control points that are evenly distributed across the 

FOV. Given the variability in FOV quality/brightness over time, this may not 

always be possible and risks introducing distortion due to insufficient sampling 

of the FOV by control points and/or having to discard certain datasets for which 

there are insufficient control points. Affine transformations therefore represent 

an optimal trade-off between accuracy and robustness. Importantly for me, this 

interface also allows import of the xy centroids of 2P photostimulation 

locations, allowing me to semi-automatically identify ROIs that I have selected 

for photostimulation and flag them in subsequent analyses. Using this method 

there is a clear qualitative improvement in ROI overlap post registration (Fig. 

4.6a,b,d), resulting in automatic identification of the same cells across days 

(Fig. 4.6c). 

 

To efficiently run all-optical experiments one needs software to allow for rapid, 

flexible design of 2P photostimulation patterns on the basis of the imaging 

analysis mentioned above. This is essential not only for stimulating the desired 

groups of neurons for biological experiments, but also for mapping which 

opsin-expressing neurons in a FOV are actually photoactivatable at safe laser 
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power. In designing this software one has to note that 2P photostimulation has 

three key variables: the spatial location of photostimulation targets in the 

sample, the laser power delivered to each target location and the temporal 

characteristics of the photostimulation sequence. In practice these variables 

are currently controlled by several different systems (Fig. 4.2) and a major 

challenge is to build something that can easily co-ordinate them. 

Target spatial location is dictated by both the phasemasks displayed on the 

SLM (Computer 2/SLM controller; Fig. 4.2a,b,c) and by the position of the 

photostimulation galvos (Computer 1 PrairieView/Prairie Controller; Fig. 

Figure 4.6 | Registering segmented ROIs across multiple time-points separated by tens of days. a, Suite2P ROIs 
consistently segmented across two timepoints separated by 6 days pre-registration. Note offset between some ROIs 
indicated a warping of the FOV between timepoints. b, Same ROIs as a post-registration demonstrating improved 
cross-day overlap. c, Example cells from mean projection image corresponding to overlapping ROIs. d, Euclidean 
distance between overlapping ROIs pre and post registration. n = 6 mice. 

Figure 4.10 Registering segmented ROIs across multiple time-points separated by tens of days 

 
Figure 4.11 Registering segmented ROIs across multiple time-points separated by tens of days 
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4.2a,b,c). These photostimulation galvos are used for two things. 

Predominantly they can be used to generate the spiral photostimulation pattern 

described in Chapter 3 (and used throughout this thesis) that ensures sufficient 

opsin is activated per unit time to cause cells to fire action potentials. Under 

these conditions, were the SLM to be purely reflective, the centroid of the galvo 

spiral trajectory would hit the centre of the imaging FOV. The SLM can then 

diffract this single spiral to multiple xy locations about this central point of the 

FOV. In this regime global position is controlled by SLM alone, whilst the 

trajectory of the spiral pattern is controlled by the galvos. However xy offsets 

can also be applied to the spiral waveform by the photostimulation galvos, 

effectively offsetting the centre of the SLM to different xy locations in the FOV. 

This can be useful since SLM efficiency (power per spot) decreases as the 

spots are diffracted to more eccentric locations. This means that spots further 

from the centre of the FOV tend to have less power, which is a problem if all 

cells one wants to target are in one corner. By applying an offset to the galvo 

signal one can point the SLM centre to the centroid of the cells one wants to 

target, and then use the SLM to split the single beam to the individual cell xy 

locations about that centroid. Thus, the photostimulation galvos can also 

control the global spatial offset required to target cells, as well as the spiral 

trajectory, whilst the SLM controls the local spatial targeting around that offset 

centroid. This effectively enlarges the FOV that is addressable by 2P 

photostimulation. Photostimulation laser power is dictated by a combination of 

the intensity weighting of target points encoded in the SLM phasemask, where 

each point can be weighted independently, and the total laser power allowed 
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through the photostimulation pockels cell (Fig. 4.2c), which globally affects all 

points. The temporal features of the photostimulation sequence can then be 

controlled by both the sequence of phasemasks displayed on the SLM and the 

sequence of galvo locations and pockels cell powers. 

 

Figure 4.7 | Naparm – software for quick, intuitive and flexible targeting of neural ensembles. a, Naparm user 
interface. Users load target images into the image window (left) and use parameter control section (right) to define the 
spatial distribution, grouping, power and timing of photostimulation. An experiment has been configured to 
sequentially target 3 x 10 cell groups (red, green and blue). b, Naparm2 workflow schematic for building 
photostimulation sequences. c, Pixel STA image generated following the 3 x 10 cell group photostimulation protocol 
setup in a. Pixels brightness indicates response strength and colour indicates the stimulus generating the largest 
response. Responses averaged across 10 trials. d, Trace STAs extracted from c demonstrating the temporal offset of 
photostimulation and the lack of cross-talk between group stimuli. Responses averaged across 10 trials. 

Figure 4.12 Naparm – software for quick, intuitive and flexible targeting of neural ensembles 

 
Figure 4.13 Naparm – software for quick, intuitive and flexible targeting of neural ensembles 
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Therefore, this master software must have the ability to write out lists of SLM 

phasemasks, each of which is associated with a given galvo centroid location, 

spiral waveform duration, repetition rate and pockels cell power. This system, 

which I call Naparm (Near Automatic Photo-Activation Response Mapper348; 

Fig. 4.7), is run from Computer 2 (Fig. 4.2a). It sends sequences of phasemasks 

to the SLM, via local SLM software (MeadowLark Blink), as well as 

corresponding galvo centroid locations, spiral durations and pockels cell 

power values as XML files to the PrairieView microscope software via a shared 

server location (Fig. 4.2a). Both SLM and galvo sequences are then uploaded 

to corresponding hardware controllers (Fig. 4.2b) where they await TTL pulses 

that co-ordinate the timing of SLM phase mask changes, photostimulation 

galvo movements and pockels cell power modulation (Fig. 4.2c). Depending 

on the experimental paradigm, these TTL pulses are either controlled by my 

master timing software on Computer 2 (PackIO350), or by my behavioural control 

software described below (PyBehaviour348).  

 

In practice, I implemented Naparm as a graphical user interface (Fig. 4.7a) 

which allows users to import arbitrary Tiff images to identify photostimulation 

targets. These images can be C1V1 expression images (as exemplified in the 

image window in Fig. 4.7a), GCaMP mean images or pixel-wise STA images 

indicating ROIs responsive to variables of interest. The GUI workflow is 

indicated in Fig. 4.7b. Once images have been imported, users can toggle a 

series of processing steps (such as blurring, sharpening, contrast 

enhancement) to improve ROI visualisation/detection. They can then manually 
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select neurons to target in the image window, or make use of several automatic 

ROI detection methods (such as local maxima identification). ROIs can then be 

parsed into multiple stimulation groups according to various criteria, such as 

order added, the image they were identified in, or their spatial distribution. 

Since I was initially power limited during development of the behavioural 

protocol described in this chapter, it was essential that I group cells into 

multiple 10-cell groups that were as efficiently spatially segregated as possible 

(to minimise the decrease in efficiency with target eccentricity mentioned 

above). In order to do this I used a modified version of the k-means clustering 

algorithm, equal k-means (ekmeans), that implements an equal cardinality 

constraint. This constraint ensures that the algorithm sub-divides the xy 

location of all cells into spatially clustered groups composed of equal numbers 

of cells (see Methods).  An example of this is shown in Fig. 4.7a where I 

clustered 30 cells into 3 x 10 cell groups (red, green and blue). The number of 

spirals and laser power associated with each group can be set as well as the 

timing and order in which the groups are stimulated. These epochs of 

photostimulation can then be repeated in a sequence of “trials”, separated by 

user-defined periods of time. Once these variables have been defined, SLM 

phasemasks and galvo/pockels cell XMLs can be saved out into a folder along 

with a record of all the data used to generate the experimental protocol.  

 

Once uploaded to the relevant software and hardware (Fig. 4.2a,b) the protocol 

can be run to map the photostimulation response of targeted neurons (Fig. 

4.7c,d). For the example experiment in Fig. 4.7, 3 x 10 cell groups were 
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stimulated sequentially (red – green – blue) with 10 x 20 ms spirals at 20 Hz, 

with a 2 s interval between groups. This stimulus sequence was then repeated 

10 times with an inter-trial interval of 10 s. As can be seen in the composite 

pixel-wise stimulus-triggered average ∆F/F0 image (Fig. 4.7c) the targeted 

neurons respond (1.22 ± 0.74 ∆F/F0, n = 30 neurons, 10 trials), activation is 

isolated to the groups targeted (cells are only coloured by one of the three 

colours) and calcium transients are observed in the correct neurons in the 

correct sequence (Fig. 4.7d). This data, mapping which neurons are 

photoactivatable, can now be used to guide further design of photostimulation 

patterns for biological experiments. 

 

For the majority of the experiments described in the remainder of this thesis I 

designed photostimulation patterns to be embedded in a sequence of 

behavioural trials, as introduced at the beginning of this chapter. The sequence 

of these trials generally needs to be randomised and can be interleaved with 

other trial types (such as catch trials and 1P photostimulation trials). Such 

protocols are more complex than that allowed by the Naparm sequence 

generator. Therefore I also designed software, TPBS (Two-Photon Behaviour 

Sequencer; Fig. 4.8a), which allows users to integrate sequences of 

phasemasks into behavioural protocols that can be delivered by master 

behavioural control software developed in my lab (PyBehaviour; Fig. 4.9a,b). 

This allows users to import a folder of phasemasks and assign to each one a 

laser power (either a fixed power per mask, or on the basis of the number of 

cells targeted) (Fig. 4.8a; “Phasemasks” section). Users can then create an 
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arbitrary number of trial types which can be assigned to one or more 

phasemasks (or none if this trial-type is a catch trial or associated with some 

other stimulus modality) (“Behavioural protocol” section). Each trial-type has 

an identifier consisting of its stimulus (Stim) channel and variation (Var) code.  

For example, in Fig. 4.8a the top trial-type is Stim5Var0 (Behavioural protocol 

section; Stim and Var columns), and it contains no phasemasks (IDs column). 

The bottom trial-type is Stim7Var1 and contains one phase mask (ID = 3). The 

Stim and Var values are read in by the PyBehaviour software (Fig. 4.9) and used 

to determine which stimulus and variation TTL triggers are delivered on each 

trial (described below). The temporal structure of the photostimulation protocol, 

such as the rate, duration and sequence repeats can then be set for each trial-

Figure 4.8 | Software for embedding two-photon and one-photon optogenetic stimulation protocols into 
behavioural training paradigms. a, Two-Photon Behaviour Sequencer (TPBS) interface. Users load a series of 
phasemasks (top) and associate one/multiple with a given stimulus variation (bottom). These stimulus variations are 
then ordered into a behavioural trial sequence used for behaviour which can be triggered upon receiving a TTL pulse. 
b, LED Photostimulus Presenter interface. Users set one or more powers and number of pulses which will then be 
triggered upon receiving a TTL pulse. 

Figure 4.14 Software for embedding two-photon and one-photon optogenetic stimulation protocols into behavioural training paradigms 

 
Figure 4.15 Software for embedding two-photon and one-photon optogenetic stimulation protocols into behavioural training paradigms 
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type independently. Finally the sequence of trials delivered through the training 

session can be set as a randomised protocol (defined by the total number of 

trials, trial-type ratios and an optional cap on repeats of the same trial-type), 

defined a priori using an imported .txt file, or set as an interleaved block 

structure with customisable block size. All protocols can have an arbitrary 

number of “buffer trials”, typically of an easy trial-type, added to the beginning 

of the session to allow animals to acclimatise to training on a given day before 

more difficult probe trial-types are delivered. Once setup, the parameters of 

these protocols can be saved for easy reloading. In the example in Fig. 4.8a I 

have imported 5 phasemasks, each of which has been associated with 6 

mW/cell. A randomised protocol has been set up for 300 trials, capping repeats 

at 3 consecutive trials, with two non-2P trial types (Stim5Var0 and Stim6Var0) 

and two 2P trial types (Stim7Var0 and Stim7Var1). An initial 5 trial buffer of trial-

type Stim5Var0 has been added. This has been saved as a protocol called 

“3_1P_200cells_100cells”. Once setup is complete users save out the 

necessary files (“Generate protocol”) consisting of the phasemask sequence 

for Blink, XML files for galvo positions/pockels cell values in PrairieView and 

trial-type sequence .txt file for PyBehaviour. Having loaded these files into the 

relevant downstream software, TPBS (which can is also associated with a 

NIDAQ card) then sits waiting for trial-onset TTL triggers from PyBehaviour 

which define the sequence of triggers it will send to the SLM and Prairie 

controllers to synchronise phasemask change, galvo movements and pockels 

cell modulation (Fig. 4.2a,b,c). 
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PyBehaviour is a python-based master co-ordination package with associated 

GUI and Arduino-based hardware controller (Fig. 4.9). It acts as the master 

clock for behavioural sessions, reading the mouse’s licks from an electronic 

lickometer (Fig. 4.2d) to determine when to deliver each trial. The GUI has two 

main features, the Setup panel used to define the parameters of a behavioural 

session (Fig. 4.9a) and the Live panel used to monitor the performance of the 

animal online (Fig. 4.9b). The stimulus association matrix (Association matrix; 

Fig. 4.9a) defines how a given trial-type (assigned a StimVar identifier) is 

associated with contingencies like response, reward and punishment channels.  

Below this the GUI also has panels that allow users to set the parameters of 

trials, such as trial durations, no-lick requirements and reward windows. Whilst 

it can also generate the sequence of behavioural trials itself, for my purposes 

the sequence is generated by TPBS (see above) and imported as a .txt file into 

PyBehaviour, thus ensuring trial orders are consistent across all software 

components. It should therefore be noted that the same StimVar identifiers 

Figure 4.16 PyBehaviour – master clock software for running behavioural paradigms 

 
Figure 4.17 PyBehaviour – master clock software for running behavioural paradigms 

Figure 4.9 | PyBehaviour – master clock software for running behavioural paradigms. a, Setup panel used to 
input behavioural paradigm parameters. b, Live panel used for real-time monitoring of behavioural performance. 
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from TPBS must also be setup in PyBehaviour. For the behavioural session 

itself, both the Python control loop and Arduino controller sit in a bidirectional 

communication loop. Licks recorded by the controller are constantly sent back 

to the control loop to update the Live tab of the GUI in real-time. For a given 

trial, parameters are uploaded from the control loop as a .txt file to the 

controller. Once received, the trial is configured and the controller sits waiting 

for the requisite no-lick period to elapse before delivering the appropriate set 

of TTL signals to signal stimulus onset. This is dictated by a set of 8 Stim output 

pins to indicate the stimulus type (associated with the 8 Stim channels in the 

Association Matrix, Fig. 4.9a), and 4 Var pins which have the combinatorial 

capacity to signal 16 variations as a binary signal. Post-stimulus licks are 

recorded and used to deliver rewards or punishments, depending on the 

contingencies of the trial. This information is then sent back to the control loop 

to in order to plot the results of each trial (Fig. 4.9b; left panel), to record the 

animal’s performance over time (Fig. 4.9b; right panel) and to signal that the 

controller is ready to receive the parameters of the next trial. Online feedback 

of animal performance is essential to ensure that behavioural sessions are 

running correctly, thus maximising animal motivation. The flexibility of this 

package and its ease of integration with other systems have made it essential 

in optimising protocols for all-optical behaviour experiments. 
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4.2.2 A behavioural paradigm to investigate how the features of neuronal 

identity influence behavioural salience 

Having built this suite of tools, I began training animals to detect 1P 

optogenetic activation according to the schedule in Fig. 4.1f. This was 

designed to quickly get them to their minimum 1P detection threshold so as to 

transition them to 2P trials as soon as possible (Fig. 4.1d). Following the initial 

habituation day, animals were first trained on phase 1 (Fig. 4.1e) to report 1P 

optogenetic activation of neurons in vS1 by pulsed LED illumination (5 x 20 ms 

pulses, 25 Hz) of decreasing powers (10 – 0.05 mW) over several behavioural 

sessions. During the first few sessions animals automatically received a water 

reward 500 ms after all optogenetic stimuli to encourage an association 

between the stimulus and reward. Most animals easily detected 10 mW stimuli 

within the first session, indicated by a decrease in reaction time to a value that 

pre-empts the auto-reward and a stereotyped pile up of licks post-stimulus not 

observed during catch trials (Fig. 4.10a). Over the course of the next few days 

LED power was manually decreased until animals could be transitioned onto 

psychometric curve sessions during which the lowest LED powers were 

interleaved pseudo-randomly (Fig. 4.10b; final psychometric curve session: 

100, 80, 60, 40 and 20 µW). Animals still reliably responded to such low powers, 

but with an increase in mean and variance of reaction time and a decrease in 

reliability (Fig. 4.10b,c). Across all animals there was a characteristic decrease 

in the proportion of trials on which animals responded with decreasing LED 

power (Fig. 4.10c). 
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At this point I transitioned mice onto Phase 2 sessions which were conducted 

under the all-optical 2P microscope (Fig. 4.1c). I designed my 2P stimuli to 

meet 3 requirements: the number of cells stimulated had to be on the same 

order as had been reported for previous one-photon detection paradigms (~50 

– 100)39, the firing rate of each cell had to be higher than the median firing rate 

of excitatory cells in L2/3 vS1 (> 0.2 Hz)22 but also lower than the firing rate that 

recruits local inhibition (< 40 Hz)371 and the total stimulus duration should be on 

a behaviourally relevant time-scale (< 1 s). Since I could only stimulate 10 cells 

simultaneously, and it takes 15 ms to stimulate a given group, I decided to 

stimulate 7 x 10 cell groups in a sequence that was repeated 5 times (Fig. 

4.11a; bottom panel). This resulted in 70 neurons each firing 5 action potentials 

near-simultaneously at a cell firing rate of 9.5 Hz, with a total stimulus duration 

of 525 ms. I reasoned that this would be sufficient to drive behaviour on the 

basis of previous reports that mice could reliably detect 5 spikes in ~60 L2/3 

Figure 4.18 Training animals to detect one-photon optogenetic stimuli of progressively lower intensity 

 
Figure 4.19 Training animals to detect one-photon optogenetic stimuli of progressively lower intensity 

Figure 4.10 | Training animals to detect one-photon optogenetic stimuli of progressively lower intensity. a, 
Example first post-habituation session lick raster (10 mW stimuli) with autoreward (blue line; 0.5 s) demonstrating Go 
trials (bottom) and Catch trials (top). Note how reaction times begin to precede the auto-reward after ~20 trials. n = 1 
mousem 1 session. b, Final psychometric curve session lick raster for the same animal as a. Trials have been sorted 
by LED photostimulation intensity for display purposes only. n = 1 mouse, 1 session. c, Aggregate performance across 
all animals on the final psychometric curve session. Performance across animals is variable, but in general performance 
decreases as LED power decreases. n = 14 mice, 1 session each. 
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barrel cortex neurons at 20 Hz39. This resulted in reliable calcium transients 

(Fig. 4.11a; top panel) which were spatially localised to targeted neurons and 

their neuropil (Fig. 4.11b). 

Figure 4.20 Training animals to detect two-photon optogenetic stimulation of tens of neurons 

 
Figure 4.21 Training animals to detect two-photon optogenetic stimulation of tens of neurons 

Figure 4.11 | Training animals to detect two-photon optogenetic stimulation of tens of neurons. a, Targeting 7 x 
10 cell groups for photostimulation. Photostimulation paradigm (bottom) and response heatmaps for the 70 targeted 
neurons (top). b, Pixel STAs for the same experiment as a demonstrating the spatial distribution of targets. c, Example 
phase 2 session lick raster demonstrating an animal’s ability to detect 2P photostimulation (pink) to similar levels as 
1P photostimulation (amber). d, Group data showing d-prime for mice transitioning from phase 2 to phase 3 of the 
task. Phase 2 n = 7 animals, phase 3 n = 5 animals. e, Example phase 3 session from one animal showing that 
behaviour can be driven by 2P photostimulation alone. f, Group average response rate for phase 2 (left) and phase 3 
(right). g, same as f but d-prime for phase 2 (left) and phase 3 (right). h, Reaction times for 1P, 2P and Catch trials. n 
= 17,070 trials, 7 animals. 



 133 

Animals trained to be experts in training phase 1 readily learned to respond to 

two-photon stimuli in training phase 2 (Fig. 4.11c), exhibiting tight stimulus-

locked licking patterns (Fig. 4.11h), achieving high response rates relative to 

catch trials (Fig. 4.11f Phase 2: 0.22 ± 0.15 vs 0.76 ± 0.12 Catch vs 2P, P = 

0.02, Wilcoxon signed-rank test, n = 7 animals) and high d’ scores (Fig. 4.11g 

Phase 2: 1.74 ± 0.57, n = 7 animals). Learning rates were variable but most 

mice trained could achieve criterion (d’ > 1) in less than 2 weeks (Fig. 4.11d). 

At this point animals transitioned onto phase 3 in which only two-photon stimuli 

and catch trials occurred (Fig. 4.11e). Animals continued to exhibit high 

response rates (Fig 4.11f Phase 3: 0.18 ± 0.13 vs 0.81 ± 0.12 Catch vs 2P, P = 

0.03, Wilcoxon signed-rank test, n = 5 animals) and d’ scores (Fig 4.11g Phase 

3: 2.02 ± 0.7, n = 5 animals) with response rates in phase 3 comparable to 

phase 2 (Fig 4.11f 0.76 ± 0.12 vs 0.81 ± 0.12 phase 2 vs phase 3, P = 0.53, 

Mann-Whitney U Test). 

 

Having trained animals to detect my basic 2P stimulus I wanted to probe 

whether performance depends on its temporal features (Fig. 4.12). Firstly, by 

reducing the number of repeats of the stimulus sequence (Fig. 4.12a) 

progressively from five spikes to a single spike I demonstrated that 

performance decreases with decreasing numbers of spikes (Fig. 4.12b). The 

minimum number of spikes that can be reliably detected (d’ > 1 across animals) 

is 3 which corresponds to ~210 spikes (3 spikes in 70 cells). Interestingly this 

is slightly lower than numbers estimated previously (300 spikes)39. To 

investigate the integration window for my stimulus I temporally smeared the 
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stimulus train in a sub-set of mice that could reliably respond to a single spike 

in each target neuron (this was necessary because smearing of the full 5 spike 

stimulus would result in an unacceptably long total stimulus duration). Since 

my stimulus consists of 7 patterns, each with a 10 ms spiral and a 5 ms inter-

pattern interval, I decided to progressively increase the inter-pattern interval 

such that the total time spent on each pattern varied from 15 ms to 75 ms (Fig. 

4.12c) (note that the actual 10 ms spiral period remains the same so the total 

Figure 4.22 Probing the sensitivity of the behavioural response to temporal perturbations 

 
Figure 4.23 Probing the sensitivity of the behavioural response to temporal perturbations 

Figure 4.12 | Probing the sensitivity of the behavioural response to temporal perturbations. a, Schematic 
demonstrating method for reducing the number of spikes in the stimulation population. b, Behavioural performance 
as a function of number of stimulus repeats. Fit is 2nd degree polynomial. n = 5 animals. c, Schematic demonstrating 
the method for stretching the stimulus in time. The inter-pattern interval (SLM settle-time, Δ SLM) is progressively 
elongated (while the actual stimulus duration of 10 ms remains constant) such that the inter-pattern interval increases 
in 15 ms increments. d, Performance is relatively robust to a doubling of inter-pattern interval (15 – 30 ms) but degrades 
as the stimulus gets more smeared in time. e, The lag in each animal’s reaction time is tightly correlated with increasing 
inter-pattern intervals, with a slope of 2.61 implying that animals may be responding to the first 2 – 3 patterns (10 – 30 
cells). f, Performance of one mouse on a probe session when the stimulus sequence was delivered in either the forward 
(red) or reverse (blue) order. No difference in behaviour is observed. g, Reaction times for the 3 trials types in the same 
session. h, Performance of this mouse over time (5 daily sessions). Despite rewarding the forward order and not 
rewarding the reverse order animals did not learn to discriminate these two stimuli and eventually motivation dropped 
(due to decreased numbers of rewards per session). 
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excitation is constant). Performance was reasonably robust to a doubling in 

stimulus spread, but dropped as the stimulus became increasingly smeared in 

time (Fig. 4.12d). There was also a very tight linear correlation between the 

inter-pattern interval and the delay in each animal’s reaction time (Fig. 4.12e ß1 

= 2.61, r2 = 0.9). Interestingly the slope of this correlation, ß1 = 2.6, implies that 

animals may only need 2 – 3 of the 7 patterns to be activated before they can 

detect the stimulus (a single spike in ~20 – 30 neurons). Finally, in one mouse I 

demonstrated that detection of my stimulus is not dependent on the order in 

which cells are activated (Fig. 4.12f – h). Over several sessions I either delivered 

the two-photon stimulus in the forward or reverse directions. However, there 

was no significant difference between d’ between these conditions (Fig 4.12h 

0.92 ± 0.67 vs 1.07 ± 0.43 d’ forwards vs backwards, P = 0.63, Wilcoxon 

signed-rank test, n = 1 animal, 5 sessions) and though forward trials were 

rewarded and reverse trials non-rewarded, I was not able to train this animal to 

discriminate between the two directions (Fig. 4.12h). 

 

I next wanted to ask whether all cells in the stimulus sequence were equally 

able to drive the learned behaviour (Fig. 4.13). I harnessed the flexibility of my 

all-optical approach to interleave probe trials in which I only stimulated one 10 

cell group out of the 7 that comprised the original trained sequence (Fig. 4.13a). 

This resulted in strong activation of the stimulated target neurons (Fig. 4.13a,b 

0.35 ± 0.20 ∆F/F0) and also some activation of unstimulated targets and 

unstimulated background cells beyond the lateral extent of the spatial 

resolution of my microscope (Fig. 4.13b). This hints that photostimulation of 
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groups of 10 cells could recruit activity in unstimulated “follower” neurons in 

the network. Whilst I found that stimulation of 10 cells was less detectable than 

stimulation of 70 cells (Fig. 4.13c 2.36 ± 0.58 vs 0.74 ± 0.42 d’ 70 cells vs 10 

cells, P = 0.03, Wilcoxon signed-rank test, n = 6 sessions, 3 animals), I also 

found that there was variation in the ability of each of the 10 cells groups to 

drive behaviour (Fig. 4.13c 0.46 ± 0.14 SD(d’) across groups, P = 0.03, 

Wilcoxon signed-rank test, n = 6 sessions, 3 animals). There was also a weak 

Figure 4.24 Probing the heterogeneity in the ability of neurons to drive behaviour 

 
Figure 4.25 Probing the heterogeneity in the ability of neurons to drive behaviour 

Figure 4.13 | Probing the heterogeneity in the ability of neurons to drive behaviour. a, Pixel STAs (panels 1 – 7): 
probe trials targeting photostimulation to 10 cell sub-groups (red) from an initially trained 70 cell population (grey). 
Sub-groups were stimulated separately, one on each probe trial and STAs were calculated across all trials for a given 
sub-group. Traces (pane 8, bottom right): Trace STAs from panels 1 – 7. b, Response of cells in the FOV against each 
cell’s distance to its nearest cell on probe trials in which just one 10 cell pattern was stimulated. Red; stimulated 
targets, black unstimulated targets, grey; unstimulated non- targets. The red line is an overlay of the known lateral 
resolution of two-photon optogenetic stimulation measured in vivo. No unstimulated target cells show pattern 
completion in response to stimulation of other target cells. c, Behavioural responses to stimulation of all 70 neurons 
(All) and stimulation of the different 10 cell groups sorted by response amplitude (1 – 7). d, Relationship between 
response rate and group response amplitude. 
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relationship between evoked ∆F/F0 response of the targeted group and 

behavioural response, suggesting that other factors such as cell identity could 

also play a role (Fig. 4.13d r2 = 0.36, P = 0.15, n = 1 animal). 

Given the fact that animals begin training with such a large non-specific one-

photon stimulus, I wanted to ascertain whether the plasticity underlying 

learning of the two-photon task was restricted specifically to the targeted cells. 

In one expert animal that could reliably detect stimulation of 5 trained cells I 

performed several probe sessions where, as well as catch trials and the full 70-

cell stimulus, I delivered probe trials consisting of either 5 pre-trained cells or 

Figure 4.26 Behavioural detection of small numbers of neurons is specific to neurons used during training 

 
Figure 4.27 Behavioural detection of small numbers of neurons is specific to neurons used during training 

Figure 4.14 | Behavioural detection of small numbers of neurons is specific to neurons used during training. a, 
Pixel STAs demonstrating the response during targeted photostimulation of 5 trained cells (top, red) and 5 untrained 
naïve cells (bottom, blue). b, Trace STAs from the same experiment as a showing photostimulation of all 70 trained 
cells (left), 5 trained cells (middle) and 5 untrained naïve cells (right). c, Three sessions in one animal where probe trials 
were delivered in which either 5 pre-trained (red) or 5 untrained naïve (blue) cells were stimulated. This animal reliably 
responded to the pre-trained cells but was unable to detect naïve cells that it hadn’t previously been trained to detect. 
d, Activation strength is not significantly different between trained and naïve groups of cells indicating that this is not 
simply due to differences in evoked activity levels but may be a consequence of specific learning. 
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5 naïve, non-pre-trained cells nearby (~30 µm away) (Fig. 4.14 a,b). While this 

animal reliably detected the 5 pre-trained cells, it was unable to detect 

activation of the 5 naïve cells (Fig. 4.14c 1.16 ± 0.19 vs 0.09 ± 0.17 d’ pre-

trained cells vs naïve cells, P = 0.02, paired t-test, n = 3 sessions, 1 animal), 

despite similar levels of activation across the two groups (Fig. 4.14d 0.20 ± 

0.14 vs 0.25 ± 0.14 ∆F/F0 pre-trained vs naïve cells, P = 0.55, Mann Whitney U 

test, n = 5 cells, 1 animal). This suggests that learning may be specific to the 

targeted sub-population of cells, and argues against the idea that detection of 

weak stimuli is due to general sensitisation of the downstream readout circuit 

to any activity coming out of S1.   
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4.3 Discussion 

In this chapter I have described how I developed the set of tools needed to 

take the all-optical method developed in Chapter 3 from a proof-of-principle 

demonstration to a flexible, high-throughput tool for investigating the 

contributions of defined groups of neurons to behaviour. Through the course 

of this development phase I had one simple goal: convincingly drive behaviour 

with two-photon optogenetic activation of targeted neurons. In this way I could 

demonstrate that the method can act on a scale that can interact with the 

ongoing activity of neural circuits and influence perception. It was also 

important to compare how the magnitudes of detectable stimulations induced 

by my method compare with prior literature on the subject as a further 

confirmation that it is working well. 

 

Since the start of this thesis several groups have developed variants of the all-

optical approach in parallel. These range from systems that allow only 

sequential activation of single neurons56,137 to systems that use complex forms 

of holography and temporal focusing to target multiple cells with tailored cell-

shaped regions of light58,152. One thing that all of these systems have in common 

is a need to quickly and easily analyse calcium imaging data and construct 

arbitrary photostimulation patterns on the basis of the results. The software 

developed in this chapter, whilst currently setup to output files tailored to my 

particular setup, could be modified to interface with other control systems. 

Indeed, other reports have also used the MATLAB-based software ScanImage 

to acquire data online and Suite2P to analyse their data offline58. My online 
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version of Suite2P could easily be integrated into such a system. Moreover my 

flexible targeting software, Naparm, can read in any .tiff images meaning that 

it could be used with any image acquisition software that can save or convert 

to this format.  

 

Whilst some labs may focus on using this technique purely to probe features 

of neural circuits60,137, it is the goal of many labs to combine this with behaviour. 

The behavioural sequencing software that I have described is again easily 

integrated into many systems. PyBehaviour was designed to only send and 

receive TTLs specifically so that it could act as a clock to trigger any arbitrary 

downstream stimulus generator. It can therefore interface with any system that 

can be synchronised with a TTL. It is written in Python and Arduino and is 

therefore open-source (https://github.com/llerussell/PyBehaviour), it can be 

constructed from cheap readily available components, and the lickometer can 

be made according to a previously reported study372. My software for 

generating two-photon stimulus sequences for behaviour, TPBS, is also 

currently setup to take phasemasks as input and output lists of phasemasks 

and .txt files delineating the trial order as output. It can therefore be used with 

any setup that can write out phase mask .tiff files. It would only take some small 

modifications to tailor the list of galvo positions and photostimulation pockels 

cell powers to be read in by other microscope software. 

 

In my hands I have so far used this technique to demonstrate that animals can 

detect two-photon activation of 70 neurons. This is on the same scale as that 
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reported previously (60 neurons) using one-photon optogenetics, sparse 

labelling and neuron counting39. It is, however, considerably higher than reports 

demonstrating that mice can detect < 20 neurons in olfactory bulb343. It is 

possible that the olfactory system is simply more sensitive than the barrel 

system, and thus animals are able to detect the output of fewer olfactory 

neurons. It is also possible that since the olfactory bulb is more peripheral than 

barrel cortex relative to other nodes in their respective sensory systems, there 

is more divergence onto downstream circuitry. This could mean that each 

olfactory bulb neuron actually contacts a greater number of downstream cells 

than those in barrel cortex, effectively amplifying their behavioural salience.  

 

Interestingly, previous work has also demonstrated that rats can detect the 

electrical activation of single neurons in barrel cortex37,53,54, a number which is 

obviously much lower than I report here. Whilst it is true that some animals I 

trained were able to reliably report the activation of as few as 5 neurons, this 

was not regularly the case. This difference could be due to the fact that the 

single neuron stimulation studies targeted L5 neurons which are thought to be 

closer in the cortical hierarchy to behavioural output. They also used very high 

rates of stimulation (~60 Hz) and the behavioural response was often very weak 

and variable. Indeed, it is clear that not every cell in every animal was 

detectable. It is therefore possible that were I to conduct a study of this 

magnitude I would also find similarly weak, but significant effects of two-

photon stimulation of single neurons on behaviour. 
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Previous reports have yielded important insight into which patterns of neural 

activity are detectable: Huber et al. modulated the intensity and frequency of 

one-photon stimulation39; Histed and Maunsell modulated the temporal 

structure of light pulses34; Houweling and Brecht controlled exactly one 

targeted neuron53; Doron and Brecht demonstrated that spike irregularity 

modulated behavioural salience37. However, none of these studies had the 

ability to flexibly change the identity of cells stimulated on each trial. This is a 

key advance reported in this chapter. With this ability I have been able to show 

that in a given animal, neurons within tens of microns of each other have 

drastically different abilities to drive behaviour within the same behavioural 

session – even on consecutive trials (Fig. 4.13). I have been able to show that 

the order in which a learned sequence is stimulated does not affect how it is 

readout (Fig. 4.12). I have learned that when animals are trained for long 

periods of time to become sensitive to the activity of incredibly small numbers 

of neurons, that learning can be specific to those trained neurons and not be 

inherited by neurons that are only microns away (Fig. 4.14). Finally, with my 

ability to readout the activity of neurons in the surrounding network I also have 

hints that targeting certain patterns of neurons may recruit activity in local 

synaptically connected follower neurons (Fig. 4.13). It is these hints that I will 

be exploring in the following chapters. 
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5 Investigating whether the sensory response 

strength of neurons influences their ability to drive 

behaviour 

 

5.1 Introduction 

A major question in neuroscience is how the brain encodes sensory information 

in early sensory cortical areas181,373, and how that information is used to guide 

subsequent actions. In primary vibrissae somatosensory cortex (vS1)289,374, it 

has been shown that neurons represent information from the whiskers via the 

activity of small populations of neurons22, and that small numbers of randomly 

selected neurons can influence behaviour via the number39 and timing37,53 of 

their action potentials. However it has only very recently been suggested that 

specific functionally defined single neurons may have a preferential influence 

over sensory-guided behaviour54. These studies have left open the question of 

whether the outputs of these neurons have privileged influence over 

downstream circuits, or whether they are more likely to be recruited into a 

sensory-driven ensemble through their strongly tuned inputs. To tease these 

possibilities apart it is essential to decouple the ability of strongly sensory 

responsive neurons to drive behaviour from the requirement of an animal to 

use sensory information. This requires techniques that go beyond traditional 

electrophysiology and optogenetics.  
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My recently developed approach (Chapter 3) combines two-photon calcium 

imaging and optogenetics to drive specific patterns of neural activity in 

functionally defined neurons in vivo56,58,60,152,165,172,180. While similar techniques 

have been used to directly drive motor output91,375, this approach has only 

recently been shown to be behaviourally salient157,179,348. As reported in Chapter 

4, I have also shown that I can also directly drive behaviour with 2P optogenetic 

activation of specific targeted cells. Moreover my data hint that some neurons 

may be more behaviourally salient than others. I therefore devised experiments 

to allow me to causally assess the contribution of different functionally defined 

sub-populations of cortical neurons to behaviour. I extended my head-fixed 

stimulus response paradigm (Fig. 4.1a,b) by using my previously developed 

all-optical method (Chapter 3) to functionally characterise the response 

properties of populations of neurons in vS1 to passive sensory stimulation, and 

then testing the relative abilities of different sub-groups of neurons to drive 

behaviour through their direct activation. 
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5.2 Results 

5.2.1 Driving behaviour by targeting ensembles of neurons based on their 

sensory response strength 

As in previous chapters, mice were co-injected unilaterally in right vS1 with the 

red-shifted opsin C1V1 and the calcium indicator GCaMP6s. They were then 

trained to report very low powers of 1P optogenetic activation before being 

transitioned to report 2P activation of targeted neurons in L2/3 as described in 

Chapter 4 (Fig. 5.1a,b). For the following chapter I made two changes. Firstly 

I began using a high power, low rep-rate laser for photostimulation (Satsuma, 

Amplitude Systèmes: 20 W, 2 MHz). Given that this yielded > 600 mW power 

on sample, and I found that 6 mW could reliably drive activity in single neurons 

when using a 20 ms spiral (not shown), I was now able to target 100 neurons 

simultaneously. This allowed me to drive 5 spikes in two alternating 100 neuron 

groups at 20 Hz cell firing rate in a 250 ms window (given the 20 ms spiral and 

5 ms SLM switch cost) resulting in robust activation of many target neurons 

(Fig. 5.1c). I reasoned that such a stimulus should be much more salient than 

that used in the previous chapter (5 spikes in 7 x 10 neuron groups at 9.5 Hz in 

a 550 ms epoch), therefore I also reduced the response window in the 

behavioural paradigm from 2 s to 1 s to make the task more stringent (Fig. 

5.1b). Once animals learned to respond to 1P optogenetic stimuli and reached 

their minimum detection threshold, I chose sensory-responsive FOVs (Fig. 5.2). 

To do this I delivered a moving textured wall stimulus to the contralateral 

whiskers and used wide-field 1P imaging of GCaMP to find regions that reliably 

responded when the wall was within contact of the whiskers (Fig. 5.2a,b). 
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Indeed these regions contained subsets of neurons that responded to sensory 

stimulation when imaged with 2P calcium imaging (Fig. 5.2c,d). I then selected 

200 of the clearest mCherry-expressing neurons for two-photon (2P) 

Figure 5.1 | Driving reliable behaviour with targeted two-photon optogenetics. a, Schematic summarising the 
strategy used to train animals to respond to detect 2P optogenetic activation of specific functional sub-populations of 
neurons. b, Structure of the behavioural task (left), response type contingencies (middle) and training phase structures 
(right). Animals start on phase 1, with 1P and catch trials randomly interleaved. They are then transitioned to phase 2 
when 1P, 2P and catch trials are delivered. Finally they reach phase 3 where only 2P and catch trials are delivered. c, 
Example STA image (left) and extracted traces (right) from an individual mouse during targeted photostimulation of 
200 target neurons in L2/3 vS1 (5 x 10 ms spirals, 20 Hz stimulation rate, 20 µm diameter spiral, 6 mW/target cell, 
average of 10 trials). d, Lick raster from an example phase 2 behavioural training session during which a mouse 
received 2P stimulation (pink, 200 neurons, same protocol as Fig. 1c), catch trials (black, no stimulus), 1P (amber; 0.05 
mW, untargeted). Trials were delivered pseudo-randomly but are sorted by trial-type for display. e, Histograms 
showing the first lick times across all animals for 2P (pink, top, same protocol as Fig. 1c), catch (black, middle) and 1P 
(amber, bottom). f, Response rates as a function of number of cells stimulated. g, Comparison of response rates on 
1P, 2P 200 cell and catch trials. h, Reaction time by trial type. i, Standard deviation of reaction time by trial type. 

Figure 5.1 Driving reliable behaviour with targeted two-photon optogenetics 

 
Figure 5.2 Driving reliable behavior with targeted two-photon optogenetics 
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photostimulation (Fig. 5.3a,b,e). These 200 neurons were then stimulated near 

simultaneously, as described above (Fig. 5.1c). Targeted neurons appeared as 

bright, cell-shaped regions in pixel-wise stimulus triggered average images 

(STAs) (Fig. 5.1c, left) and showed robust fluorescence transients in response 

to photostimulation (Fig. 5.1c, right; 33 ± 31% ∆F/F0). 

Mice were then transitioned onto training phase 2 (Fig. 5.1b) which was 

composed of 1P go trials (0.05 mW), 2P go trials (stimulating the chosen 200 

neurons) and catch trials. Mice readily detected two-photon stimulation with 

stimulus-evoked licking as stereotyped and time-locked as responses to one-

photon stimulation (Fig. 5.1d: individual mouse; Fig. 5.1e: all mice, n = 14). 

Mice were significantly more likely to respond to both 2P and 1P stimulation 

than in non-stimulus catch trials (Fig. 5.1g; catch trials: 11 ± 13% response 

rate; 1P: 98 ± 4%; P = 3.89 x 10-6 compared with catch trials; 2P: 96 ± 5% 

response rate; P = 2.82 x 10-5 compared with catch trials, Kruskal-Wallis test, 

n = 14 animals), and with significantly lower mean and variance in reaction time 

(Fig. 5.1e,h,j; catch trials: 51 ± 17 ms; 1P: 11 ± 3 ms; P = 6.95 x 10-4 compared 

with catch trials; 2P: 10 ± 3 ms; P = 3.34 x 10-4 compared with catch trials, 

Kruskal-Wallis test, n = 14 animals).  

Figure 5.2 | Selecting sensory responsive regions of barrel cortex using wide-field calcium imaging. a, Wide-
field STA pixel image triggered following inwards wall movements, imaged through chronic window centred over barrel 
cortex. b, STA trace from a given FOV (red ROI in a) with wall movements overlaid. c, GCaMP expression in this FOV 
imaged with 2P Calcium imaging. d, STA trace from an example neuron in this FOV (red ROI in c) imaged with 2P 
calcium imaging with wall movements overlaid. 

Figure 5.3 Selecting sensory responsive regions of barrel cortex using wide-field calcium imaging 

 
Figure 5.4 Selecting sensory responsive regions of barrel cortex using wide-field calcium imaging 
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Figure 5.5 Semi-automatic design of balanced photostimulation ensembles in a single animal 

 
Figure 5.6 Semi-automatic design of balanced photostimulation ensembles 

Figure 5.3 | Design of balanced photostimulation ensembles in a single animal. a, GCaMP6s expression for a given 
FOV. b, C1V1-mCherry expression for the same FOV as a. c, Wall STA pixel image with C1V1 expressing, wall 
responsive neurons circled (red). d, Piezo STA pixel image with C1V1 expressing, piezo responsive neurons circled 
(red). e, 200 C1V1 expressing neurons selected for photostimulation response mapping. c, d and e are combined to 
find two groups of neurons that have maximal difference in their sensory response, but have minimal difference in the 
photostimulation response and cell dispersion. f, Sensory responses of the weak sensory group. g, Sensory responses 
of the strong sensory group. h, The design process has yielded a strong and significant difference in the sensory 
response of the two groups. i, Photostimulation response of the weak sensory group. j, Photostimulation response of 
the strong sensory group. k, The design process has yielded no difference in the photostimulation response across the 
two groups. l, Cell dispersion (defined as the average distance of each cell to the centroid of all cells) for the weak 
sensory group. m, Cell dispersion for the strong sensory group. n, The design process has yielded no difference in cell 
dispersion across the two group. 
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Importantly, many animals learned to detect 2P activation within the first 

session (for example Fig. 5.1d). This is a vast improvement on the ~12 sessions 

required for my previous paradigm (Fig. 4.11d). Thus with my modified 

paradigm and using a more suitable laser I am now able to more efficiently train 

animals to report optogenetic activation targeted to specific neurons.  

 

Performance on the 200 cell stimulation paradigm is saturated. I therefore 

reduced the number of neurons stimulated to put animals in more uncertain 

behavioural conditions where the impact of neuronal identity could be 

assessed. On subsequent days, I transitioned mice onto training phase 3 (Fig. 

5.1b) during which I only delivered catch trials and 2P trials stimulating 

progressively smaller subgroups of 100 neurons and then 30 neurons. Animals 

still reliably reported the activation of 100 neurons to the same level as the 

activation of 200 neurons (Fig. 5.1f; 2P 200 neurons: 83 ± 11% response rate; 

2P 100 neurons: 89 ± 5%; P = 1, Kruskal-Wallis test; n = 14 animals), however 

I found that stimulation of 30 neurons significantly reduced detection rates (Fig. 

5.1f; 2P 30 neurons: 35 ± 21% response rate; P = 1.61 x 10-6 compared with 

2P 100 neurons; P = 6.07 x 10-4 compared with 2P 200 neurons; P = 7.71 x 10-

5 compared with 1P, Kruskal-Wallis test, n = 14 animals). 

 

My results in Chapter 4 hinted that some neurons may be better able to drive 

behaviour than others. I therefore next asked whether the sensory 

responsiveness of neurons in vS1 predicts their salience. During the initial 

characterisation day mentioned above I also characterised sensory response 
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profiles of all neurons within the FOV (Fig. 5.3c,d,f,g,h; Fig. 5.4) by imaging 

while delivering three different sensory stimuli to the contralateral whiskers: a 

moving textured wall18,26 and two directions of whisker vibration9,327 (Fig. 5.6a-

d).  

Animals underwent no behavioural training on this day, the lickometer was not 

in place, nor was there any behavioural requirement for the animal to use the 

stimuli. Within each animal’s FOV a small proportion of neurons showed strong 

responses to sensory stimulation (Fig. 5.2b, Fig. 5.4a - f). On average 28 ± 8% 

of neurons showed a significant increase in fluorescence in response to at least 

Figure 5.7 Characteristics of sensory tuning in the population 

 
Figure 5.8 Characteristics of sensory tuning in the population 

Figure 5.4 | Characteristics of sensory tuning in the population. a, Response of weak sensory (grey), strong sensory 
(blue) and background (black) neurons to rostro-caudal and dorso-ventral piezo vibration. b, Rostro-caudal piezo 
vibration response as a function of wall response. c,  Dorso-ventral piezo vibration response as a function of wall 
response. d, Cumulative frequency of wall responses across the three group types. e, Cumulative frequency of rostro-
caudal piezo responses. f, Cumulative frequency of dorso-ventral piezo responses. g, Proportion of sensory 
responsive neurons in the population. h, Ratio of sensory response types within the population. 
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one of the sensory stimuli delivered (Fig. 5.4g,h), similar to what has been 

shown for stimulus-evoked suprathreshold activity in L2/3 vS1 

previously8,18,22,26. I therefore refer to these neurons as strong sensory neurons, 

and other neurons as weak sensory neurons. Since these two groups 

overlapped with the 200 C1V1 expressing cells that I described previously (Fig. 

5.3c,d,e), I looked at how sensory response strength and photoactivation 

magnitude were distributed in the population (Fig. 5.5).  

From the pool of photoactivatable neurons I chose two 30-neuron groups, one 

composed primarily of strong sensory neurons and one composed primarily of 

weak sensory neurons (Fig. 5.6). These groups were automatically selected 

(Fig. 5.3; see Methods) to maximise the difference in average sensory response 

magnitude (Fig. 5.6c,d; weak sensory group: 0.13 ± 0.06 SNR; strong sensory: 

2.17 ± 0.92; P = 1.37 x 10-6, paired t-test, n = 14 animals) whilst minimising any 

Figure 5.9 Overlap of sensory and photostimulation responses in the population 

 
Figure 5.10 Overlap of sensory and photostimulation responses in the population 

Figure 5.5 | Overlap of sensory and photostimulation responses in the population. a, Relationship between 
sensory and photostimulation responses across the whole population. b, Cumulative frequency of photostimulation 
responses. c, Cumulative frequency of sensory responses. d, Relationship between sensory response and 
photostimulation response in photoactivatable neurons defined as strong sensory (blue) and weak sensory (grey). 
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difference in photostimulus response amplitude (Fig. 5.6e; weak sensory: 2.46 

± 0.77 SNR; strong sensory 2.18 ± 0.54 SNR; P = 0.02, paired t-test, n = 14 

animals) or spatial distribution of cells (Fig. 5.6f; weak sensory cell dispersion: 

125.23 ± 9.82 µm; strong sensory cell dispersion: 124.28 ± 10.45 µm; P = 0.32, 

paired t-test, n = 14 animals). 

Figure 5.11 Targeting different functional subgroups of neurons defined by their sensory response strength 

 
Figure 5.12 Targeting different functional subgroups of neurons defined by their sensory response strength 

Figure 5.6 | Targeting different functional subgroups of neurons defined by their sensory response strength. a, 
Schematic summarising protocol for characterising neurons by their sensory response strength. Neurons in right vS1 
were imaged whilst three sensory stimuli were delivered to the contralateral whiskers. No behavioural training occurred 
during these experiments. b, Example STA images showing population responses in one animal to the textured wall 
(top panel) and rostro-caudal (cyan) and dorso-ventral (red) piezo vibration stimuli (bottom panel). c, STA ∆F/F0 traces 
extracted from weak sensory neurons (grey) and strong sensory neurons (blue) in response to sensory stimulation (top 
panel; wall, bottom left panel; piezo) and photostimulation (bottom right panel) (n = 420 neurons per group, 30 neurons 
per mouse, n = 14 mice). Within each group, neurons were sorted into wall or piezo sub-groups depending on which 
gave the largest response. Each sensory STA only includes neurons from the corresponding sub-group. Photostimulus 
STAs contain all neurons in each group. Shading indicates ± SEM. d, Maximum sensory response of the strong sensory 
group is larger than that of the weak sensory group. e, Response to photostimulation during 200 cell stimulation is 
slightly smaller in strong sensory groups than weak sensory groups. f, Cell dispersion (see Methods) does not differ 
significantly between the weak and strong sensory groups. g, When targeting just the 30 weak or just the 30 strong 
sensory neurons, the group average photostimulus response does not differ between groups, but is much larger in 
the targeted group than the untargeted group. This indicates that the cross-talk between the groups is negligible and 
similar across groups. 
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This resulted in two 30-cell groups that differed in their average sensory 

response magnitudes (Fig. 5.6c,d) but that could be photostimulated to similar 

levels with minimal cross-talk between groups (Fig. 5.6g; weak sensory group 

during weak sensory group stimulation: 2.26 ± 0.88 SNR; strong sensory group 

during strong sensory group stimulation 1.91 ± 0.61 SNR; P = 1 compared with 

weak sensory group during weak sensory group stimulation; weak sensory 

group during strong sensory group stimulation: 0.13 ± 0.14 SNR; P =  1.39 x 

10-4 compared with weak sensory group during weak sensory group 

stimulation; strong sensory group during weak sensory group stimulation: 0.18 

± 0.15 SNR; P =  0.001, Kruskal-Wallis test, n = 11 animals). 

 

5.2.2 Behavioural and network response to stimulation of sensory responsive 

ensembles 

Finally, I trained mice on 3 consecutive sessions during which I interleaved 

probe trials where either the weak sensory or the strong sensory group was 

photostimulated (Fig. 5.7a). Individual animals preferentially responded to the 

activation of the strong sensory group over the weak sensory group (Fig. 5.7b; 

weak sensory: 34% response rate; strong sensory: 71% response rate; X2 = 

13.31, P = 2.64 x 10-4, Chi-square test, n = 1 session, 1 animal). This bias was 

consistent within individual animals across sessions (Fig. 5.8a) and consistent 

across sessions in all animals (Fig. 5.8b). Animals showed significant 

improvements in detecting the activity of both 30 cell groups (Fig. 5.8b; weak 

sensory session 1: 26 ± 22% response rate; weak sensory session 3: 53 ± 28% 
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response rate; P = 1.88 x 10-4, paired t-test, n = 14 animals; strong sensory 

session 1: 30 ± 23% response rate; strong sensory session 3: 58 ± 27% 

response rate; P = 2.36 x 10-4, paired t-test, n = 14 animals) though no 

difference was found in the amount each group improved (weak sensory 

improvement: 27 ± 20%; strong sensory improvement: 28 ± 21%; P = 0.94, 

paired t-test, n = 14 animals).  

 

Figure 5.7 | Strong sensory neurons drive learned behaviour more reliably than weak sensory neurons. a, 
Schematic demonstrating the protocol for behavioural test sessions probing how groups of strong and weak sensory 
neurons differ in their influence over the learned behaviour. Animals receive three stimulus types: 2P stimulation of 100 
neurons (containing the 30 weak sensory neurons, 30 strong sensory neurons and a fixed group of 40 other randomly 
chosen neurons), 2P stimulation of 30 weak sensory neurons and 2P stimulation of 30 strong sensory neurons. They 
are required to detect all of them. b, Example lick raster from a test session showing the performance of a single mouse. 
Different stimulus types (blue: 30 strong sensory, grey: 30 weak sensory, pink: 100 neurons, black: catch trials) were 
delivered in pseudo-random order but are displayed sorted by stimulus type. Dots show the first lick on each trial. Data 
is only shown within the 1 s post-stimulus response window. Trial classifications are displayed in the right-hand column 
as hits (green), correct rejects (CR: green), misses (grey) and false alarms (FA: red). c, Response rates for each animal 
averaged across the 3 test sessions. Mice respond more to photostimulation of 30 strong sensory neurons than 30 
weak sensory neurons. d, Across all sessions and all mice animals show a bias (see Methods) to respond more to 
strong sensory neurons. 

Figure 5.13 Strong sensory neurons drive learned behaviour more reliably than weak sensory neurons 

 
Figure 5.14 Strong sensory neurons drive learned behavior more reliably than weak sensory neurons 
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Across all animals and all sessions I found that the strong sensory neurons 

drove behaviour more reliably than weak sensory neurons (Fig. 5.7c; weak 

sensory: 32 ± 23% response rate; strong sensory: 38 ± 22% response rate; P 

= 0.0145, paired t-test, n = 14 animals). To account for the considerable 

behavioural variability across animals and sessions, I quantified this as a 

response bias normalised within each session (see Methods). This was highly 

significant across all animals and all sessions (Fig. 5.7d; 16 ± 25% response 

bias; P = 1.54 x 10-4, paired t-test, n = 42 sessions, 14 animals, 3 sessions 

each). Thus in sensory cortex it seems strongly sensory responsive neurons 

appear to be better able to drive a learned behaviour than weakly sensory 

neurons. 

In a subset of animals I recorded the response of the local network to targeted 

photostimulation of either the weak or strong sensory groups (Fig. 5.9; n = 11 

mice). Since previous work has suggested that the response characteristics of 

neurons can correlate with their connectivity patterns247,248,376, I asked whether 

there was any difference in the neurons that were recruited, but not directly 

Figure 5.15 Rate of learning across photostimulation groups during probe sessions 

 
Figure 5.16 Rate of learning across photostimulation groups during probe sessions 

Figure 5.8 | Rate of learning across photostimulation groups during probe sessions. a, Example continuous 
response rates both within and across sessions for 100 cell trials (pink), strong sensory trials (blue), weak sensory trials 
(grey) in one mouse. b, Average response rates for different photostimulation groups across all animals. 
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targeted, by photostimulation of the two target groups (follower neurons)377. 

The spatial resolution of my all-optical method (Chapter 3; 22 µm lateral, 47 

µm axial) is such that background cells may be unintentionally activated by off-

target photostimulation, yielding artefactual followers. I therefore took steps to 

minimise the influence of directly activated background neurons on my analysis 

(see Methods, Fig. 5.9a, Fig. 5.10a – d). Future experiments would benefit from 

somatic localization of opsins135 (see below) which has recently been shown to 

improve the spatial resolution of two-photon optogenetic activation in vitro57,136 

and in vivo58,152,180.  
Figure 5.17 The sensory response strength of recruited neurons mirrors that of neurons targeted for photostimulation 

 
Figure 5.18 The sensory response strength of recruited neurons mirrors that of neurons targeted for photostimulation 

Figure 5.9 | The sensory response strength of recruited neurons mirrors that of neurons targeted for 
photostimulation. a, Map of target neurons and follower neurons in one example animal’s FOV. Targets are shown 
as small circles coloured by group (weak sensory: grey, strong sensory: blue). Follower neurons are shown as cell-
shaped ROIs coloured by the group of target neurons that recruited them (weak sensory: grey fill, strong sensory: blue 
fill, both: black border). Each follower is connected by a dotted line to the closest target belonging to the group that 
recruited it. These closest targets are also surrounded by their 30 µm exclusion zones. The follower map is a composite 
across time, including all followers identified in at least one of the four imaging sessions (pre-2P training 
characterisation session, behavioural test sessions). Average photostimulus STAs of the groups of followers recruited 
by either of the two target groups, or both, are shown to the right of the map (sub-titles indicate which group the 
followers were recruited by, trace colors indicate which target group was stimulated during each STA trace). Maximum 
sensory responses for each of this animal’s 7 followers are shown below the map (colors indicate which group best 
recruited each follower, colors as above). b, The number of followers recruited does not differ between groups. c, The 
response magnitude of recruited followers does not differ between the two groups. d, Followers recruited by the strong 
sensory group of neurons have a stronger response to sensory stimulation than followers recruited by the weak 
sensory group of neurons. Data point size indicates the total number of followers recruited across both groups, open 
circles: pre-training session, filled circles: behavioral training sessions. 
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During photostimulation of target cells I found that small numbers of 

background cells also showed significant increases in activity (followers: 3 ± 2 

% of neurons per movie, n = 58 movies; see Methods for follower definition 

and Fig 5.10). While the identity of followers recruited by the two groups 

differed (Fig. 5.9a, Fig. 5.10e – l), I found no consistent difference in the number 

of recruited followers between the two groups (Fig. 5.9b; weak sensory 

followers: 2 ± 2 followers; strong sensory followers: 2 ± 2 followers, P = 0.85, 

Wilcoxon signed-rank test, n = 44 sessions) nor was there a difference in the 

magnitude of activation of recruited cells (Fig. 5.9c; weak sensory followers: 

42 ± 58% ∆F/F0; strong sensory followers: 40 ± 53% ∆F/F0, P = 0.64, Wilcoxon 

signed-rank test, n = 22 sessions). This suggests that the bias in detectability 

of strong sensory neurons does not arise from local amplification by direct 

post-synaptic partners in the FOV, though I cannot rule this mechanism out for 

other parts of the local circuit that I did not image. However, I found that the 

groups of strong sensory neurons consistently recruited followers with stronger 

sensory responses than followers recruited by the weak sensory group of 

neurons (Fig. 5.9a, bottom panel, Fig. 5.9d; weak sensory followers: 4 ± 5% 

∆F/F0; strong sensory followers: 7 ± 4% ∆F/F0, P = 0.026, Wilcoxon signed-

rank test, n = 22 sessions). This is consistent with previous work demonstrating 

that neurons with similar stimulus response properties are also preferentially 

interconnected247,248,376, suggesting that these groups of neurons may indeed 

be parts of distinct functional subnetworks. 
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Figure 5.10 | Defining followers by response amplitude and distance from nearest photostimulated cell. a, 
Probability of non-targeted neurons being recruited as a function of distance to nearest target. All neurons within a 30 
µm exclusion zone are considered directly photostimulated and excluded from follower analyses. b, Photostimulation 
response of non-targeted neurons as a function of distance. Neurons are considered followers if they are >30 µm from 
nearest target neuron, show z-scored response > 1 to photostimulation and have significantly different response during 
photostimulation epochs compared to control epochs. c, Significance of difference between photostimulation epochs 
and control epochs as a function of distance to nearest target. d, Significance of photostimulation response as a 
function of photostimulation response magnitude. e, Example traces of neurons that are reliably recruited by 
photostimulation of neither group. Note that since our thresholds are somewhat conservative, some neurons may 
show a small response. f, Example traces of neurons recruited by photostimulation of the weak sensory responsive 
group. g, Example traces of neurons recruited by photostimulation of the strong sensory responsive group. h, Example 
traces of neurons recruited by photostimulation of both groups. i – l, Corresponding statistical comparisons for 
example traces in e – h. 

Figure 5.19 Defining followers by response amplitude and distance from nearest photostimulated cell 

 
Figure 5.20 Defining followers by response amplitude and distance from nearest photostimulated cell 
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5.2.3 Issues with resolution and targeting specificity impact the interpretation 

of results 

To investigate more closely how the characteristics of stimulated groups 

influenced their ability to drive behaviour, I regressed the average sensory 

response, photostimulation response and cell dispersion of each group onto 

their associated behavioural response value (Fig. 5.11a – c).  Unfortunately, 

none of these variables showed a clear linear relationship with behavioural 

response (Sensory response: r2 = 0.02, P = 0.46; Photostim. response: r2 = 

0.01, P = 0.59; Cell dispersion: r2 = 0.01, P = 0.61). This could be explained by 

the large variability in sensory/photostimulus response amplitude and level of 

behavioural response across animals. I therefore decided to normalise within 

animal by taking the difference in dependent and independent variables across 

animals (strong sensory group – weak sensory group) and again doing linear 

regressions on the resulting ∆ variables (Fig. 5.11d – f). From these 

independent regressions I found no clear linear relationship between ∆ 

Behavioural response and either ∆ Sensory response or ∆ Photostim. response 

(Fig. 5.11d,e; ∆ Sensory response: r2 = 0.02, P = 0.63; ∆ Photostim. response: 

r2 = 0.02, P = 0.64). In contrast there was a strong negative linear correlation 

between ∆ Cell dispersion and ∆ Behavioural response (Fig. 5.11f; r2 = 0.57, P 

= 7.09 x 10-4). Indeed when I ran a multiple linear regression incorporating all 

variables I found that only ∆ Cell dispersion significantly predicted ∆ 

Behavioural response (Fig. 5.11g – i; ∆ Sensory response: ß = 0.07, r2 = 0.00, 

P = 0.75; ∆ Photostim. response: ß = 0.32, r2 = 0.05, P = 0.23; ∆ Cell dispersion: 

ß = -0.88, r2 = 0.55, P = 1.1 x 10-3).  
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This suggested to me that a dominant variable driving the difference in 

behavioural response between my weak and strong sensory groups was the 

spatial dispersion of the photostimulation targets, with more tightly clustered 

targets driving more reliable behavioural responses than more dispersed 

targets. It is possible that this is an actual biological effect. Cells that are closer 

Figure 5.11 | Modelling the combined effects of stimulus variables on behavioural response. a, Behavioural 
response as a function of maximum sensory response of photostimulated group. Strong and weak sensory groups are 
coloured as blue and grey respectively. b, Behavioural response as a function of photostimulation response. c, 
Behavioural response as a function of cell dispersion. d, Within-animal difference in behaviour across strong and weak 
sensory groups as a function of the difference in sensory response. e, Difference in behaviour as a function of 
difference in photostimulation response. f, Difference in behaviour as a function of difference in cell dispersion. g, 
Multiple linear regression between predictors in d – f and difference in behaviour. h, Variance explained by the 
predictors in g. i, Significance of predictor coefficients for the model in g. 

Figure 5.21 Modelling the combined effects of stimulus variables on behavioural response 

 
Figure 5.22 Modelling the combined effects of stimulus variables on behavioural response 
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together are more likely to be connected246. Therefore it could be hypothesised 

that more tightly clustered groups of cells drive behaviour more strongly 

because they are more likely to mutually excite each other and self-amplify the 

signal that they are sending downstream. I think this is unlikely since the 

difference in average within-group spatial clustering between two groups is 

0.52 ± 6.72 µm which seems too small to yield such a reliable behavioural effect 

just on the basis of connectivity, which is variable. An alternative explanation is 

that photostimulation efficiency increases as SLM targets become more 

clustered because targets are diffracted to less eccentric positions relative to 

the centre of the SLM. It is also likely that as target clustering increases there 

is increased overlap between the PSFs of the photostimulus targets, meaning 

that in combination they could drive more activity (though were this to be the 

case one might expect strong sensory groups to have larger evoked activity, 

which they did not: Fig 5.6e). Given that up until this point I have been using 

opsins that are expressed throughout the entire cell membrane, as opposed to 

opsins that can be restricted to the soma and proximal dendrites, it is likely that 

any given target photostimulates both the directly targeted cell body and any 

neuropil surrounding it. This neuropil will belong both to that targeted cell, and 

any cells that have processes in that region. It is therefore possible that any 

increase in photostimulation efficiency will also increase the magnitude of 

these off-target effects, again potentially yielding robust differences in 

behavioural response across the two targeted groups. 
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Since I do not have access to the local connectivity of the cells I stimulated, I 

decided to test these possibilities by photostimulating either cell bodies (as I 

normally do) or specifically photostimulating neuropil regions (regions devoid 

Figure 5.12 | Comparing the network response to photostimulation of cell and neuropil sites. a, z-scored Pixel 
STAs demonstrating the network response to photostimulation of 10, 50 and 90 cell sites (top row) and 10, 50 and 90 
neuropil sites (bottom row). b, Average response across all pixels as a function of the number of stimulation sites for 
cell sites (red) and neuropil sites (grey). c, Comparison of pixel response evoked by cell site and neuropil site 
stimulations collapsed across number of stimulation sites. Note data has been normalised to the mean pixel response 
at each number of stimulation sites. d, Average response across Suite2P segmented ROIs as a function of the number 
of sites stimulated. Color conventions as previous. e, Comparison of ROI response evoked by cell site and neuropil 
site stimulations collapsed across stimulation sites. 

Figure 5.23 Comparing the network response to photostimulation of cell and neuropil sites 

 
Figure 5.24 Comparing the network response to photostimulation of cell and neuropil sites 
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of obvious cell somata in the C1V1 opsin expression image). I then aimed to 

assess both the magnitude of off-target activation through calcium imaging 

(Fig. 5.12) and how such off-target activation influences behaviour (Fig. 5.13, 

Fig. 5.14). Since it is possible that the ratio of on-target to off-target activation 

varies depending on the amount of photostimulation sites I structured these 

experiments as neurometric/psychometric curves, randomly interleaving trials 

where I stimulated 10, 30, 50, 70 or 90 sites targeting either cells or neuropil. I 

found that targeting both cells (Fig. 5.12 a; top row) and neuropil (Fig. 5.12a; 

bottom row) resulted in strong activation of both cell bodies and neuropil and 

the level of activation increased with increasing numbers of target sites (Fig. 

5.12a; columns). Qualitatively, cell-site activation resulted in cell-body 

activation at target sites and both cell-body and neuropil activation in the 

surrounding network. However, neuropil-site activation resulted in no cell-body 

activation at target sites (confirming that I avoided targeting C1V1 expressing 

cell-bodies directly), but robust activation of neuropil and cell bodies in the 

surrounding network. Quantifying the above observations, I found no 

significant difference between the average response of all pixels in the FOV 

when comparing cell-site and neuropil-site stimulation (Fig. 5.12c), and this 

lack of difference was consistent across all the numbers of sites stimulated 

(Fig. 5.12b). This suggests that the total level of activation in the FOV is similar 

irrespective of whether cells, or neuropil, were targeted. To quantify whether 

there was any difference in the ratio of cell bodies to neuropil recruited by the 

two stimulus types, I used Suite2P to segment my images into cell-body ROIs 

and compared the ROI response during photostimulation of cell-body or 
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neuropil sites. I found that cell-body stimulation resulted in the activation of 

significantly more cell-bodies than neuropil stimulation (Fig. 5.12e), and this 

increase grew with the number of sites stimulated (Fig. 5.12d). I therefore 

conclude that, whilst cell-body targeting recruits more cell-bodies in the FOV, 

the total level of activation across the FOV was essentially the same 

irrespective of whether I targeted cell-bodies or neuropil. 

This is worrying since it suggests that off-target effects could potentially play a 

large role in the interpretation of my earlier experiments. To further investigate 

this, I took a subset of animals previously trained to detect 2P optogenetic 

activation of 200 neurons (as described earlier) and ran behavioural sessions 

where on each trial I stimulated a random subset of either cell-body or neuropil 

targets of varying numbers (10, 30, 50, 70, 90 target sites) and assessed how 

strongly these stimulation patterns recruited behaviour. I found no significant 

difference between the behavioural response to cell-site or neuropil-site 

stimulation (Fig. 5.13b) and this held across the number of sites stimulated (Fig. 

5.13a). This confirmed my fears that off-target effects are of sufficient 

magnitude to strongly influence the behavioural readout of my stimulation. In 

Figure 5.25 Comparing the behavioural response to photostimulation of cell and neuropil sites 

 
Figure 5.26 Comparing the behavioural response to photostimulation of cell and neuropil sites 

Figure 5.13 | Comparing the behavioural response to photostimulation of cell and neuropil sites. a, Behavioural 
response as a function the number of cell sites (red) and neuropil sites (grey) stimulated. b, Comparison of behavioural 
response across cell and neuropil stimulation, collapsed across the number of stimulation sites. 



 165 

an effort to confirm my previous suspicions that the spatial distribution of 

targets in the brain influenced behaviour, I modelled the behavioural response 

of the animal on each trial, a binary variable y, with a mixed-effects logistic 

regression model (Fig. 5.14a). I used fixed effect regressors (Xß) for three 

variables: whether cells or neuropil were stimulated (Cells | Neuropil), the 

number of sites stimulated (No. sites) and the average pairwise distance 

between stimulation sites (Cell dispersion). I also modelled a random intercept 

(Zu) for each of the two animals put into the model to account for differences 

in response rates across animals. Since these animals did not significantly 

detect photostimulation of 10 or 30 sites significantly better than Catch trials 

(Fig. 5.14b; 10 vs Catch, P = 0.14; 30 vs Catch, P = 0.14; 50 VS Catch, P = 

5.61 x 10-11; 70 vs Catch, P = 0, 90 vs Catch, P = 0) I only included trials where 

I stimulated 50 or more sites. I confirmed that cells and neuropil were equally 

good at driving behaviour (Fig. 5.14c; ßCells | Neuropil = -0.12, P = 0.75) and that the 

number of sites stimulated positively influenced behaviour (Fig. 5.14c; ßNo. sites 

= 2.26, P = 5.38 x 10-11). I also demonstrated that cell dispersion has a negative 

influence on behaviour (Fig. 5.14c; ßCell dispersion = -1.03, P = 1.2 x 10-3). Trends to 

this effect could also be observed in the raw data if I binned dependent 

variables and calculated the P(response) in each bin (Fig. 5.14 d – f). Given that 

the negative effect of cell dispersion exists on both cell and neuropil stimulation 

trials, this suggests that it is not due to enhanced connectivity between nearby 

cells but rather due to enhanced recruitment of behaviour by clustered target 

sites.  
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Figure 5.14 | Modelling the effects of cell and neuropil site stimulation on behaviour. a, Mixed effect logistic 
regression model predicting responses on each trial from both fixed effect regressors (stimulation characteristics; 
modelled across animals) and random effect regressors (animal intercept; modelled within animals to take account of 
individual response rate biases). The model was trained on all trials, all animals. b, Behavioural response as a function 
of number of stimulation sites. Only stimulation of >30 sites results in significant behavioural response, thus only these 
trials were included in subsequent analyses. c, Fixed effect regression coefficient estimates demonstrating that more 
sites yields more behaviour responses, and higher cell dispersion yields fewer behaviour responses. d – e, Influence 
of predictors on behavioural response in the raw data, all trials all animals. 

Figure 5.27 Modelling the effects of cell and neuropil site stimulation on behaviour 

 
Figure 5.28 Modelling the effects of cell and neuropil site stimulation on behaviour 



 167 

5.2.4 Improving the specificity of all-optical interrogation with somatically 

restricted opsin 

This is an important issue to resolve as it calls into question the specificity of 

my method when targeting large numbers of cells in a relatively small cortical 

area. Such off-target effects are likely mediated by accidental activation of 

opsin expressing axons and dendrites, potentially from cells hundreds of 

micros away. Therefore I turned to recent studies constructing and 

characterising opsins that can be tethered to the soma and proximal dendrites 

of neurons58,136,137. These so-called “soma-targeted” (st) opsins use a variety of 

molecules localised to the somato-dendritic compartment of cells to tether 

opsin molecules to this region. These opsins have been shown to be able to 

cause neurons to fire action potentials and they considerably improve the 

spatial resolution of photostimulation. Several have already been developed 

and used for two-photon optogenetics in vivo. I therefore sourced a previously 

published version of Kv2.1-C1V1 from Chris Harvey’s lab in Harvard to try to 

minimise my off-target effects137. 

 

I dual injected a virus expressing this construct with GCaMP6s in a similar 

manner to previous chapters (see Methods). Once both constructs had 

expressed sufficiently (~3 weeks) I optically characterised the spatial resolution 

of my microscope using this new opsin (Fig. 5.15). For these experiments I 

placed a single cell at the centre of the FOV and then photostimulated a series 

of lateral positions ranging from -30 µm to +30 µm in 10 µm increments to form 

the two orthogonal axes of a cross centred on the cell of interest (Fig. 5.15a; 
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targets overlaid on STA pixel images). In a separate set of experiments I also 

targeted 10 neurons in the imaging plane and sequentially offset the 

photostimulation targets axially between 0 and 60 µm above the cell plane in 

10 µm increments.  

The lateral resolution of this new opsin was extremely good, with robust 

activation above noise only seen when the cell was directly targeted (Fig. 

Figure 5.15 | Spatial resolution of spiral-scanned two-photon optogenetic activation of Kv2.1-C1V1. a, Left: A 
cross-shaped grid of photostimulation targets was centred on a single target cell and each photostimulation target 
was activated 10 times in random order (10 µm inter-target distance, 30 µm maximum distance from centre, 10 s inter-
trial interval, 10 x 20 ms spirals at 20 Hz, 6 mW/cell). Top right inset: Lateral  (xy) resolution of photostimulation of the 
central target cell. Only the target centred over the target cell result in significant activation. This results in an effective 
lateral resolution of ~10 µm. Bottom right inset: Axial (z) resolution of photostimulation of the central target cell 
(separate experiments from lateral resolution). HWHM = 22.31 µm (2-degree polynomial fit). b, Example Kv2.1-C1V1-
mScarlet expression image with cell (pink) and control (grey) targets overlaid as circles. c, Maximum intensity 
projection across two pixel-wise STAs triggered off cell and control site stimulation. Cell stimulation results in robust 
activation of targeted cells, control stimulation results in no activation. d, Left: Extracted traces from target cell ROIs 
during both cell site stimulation (pink) and control site stimulation (grey). Right: post-stimulus ∆F/F0 from target cell 
ROIs. Transients evoked in target cell ROIs during cell site stimulation are completely absent during stimulation of 
adjacent control sites, resulting in no recorded ∆F/F0 response. 

Figure 5.29 Spatial resolution of spiral-scanned two-photon optogenetic activation of Kv2.1-C1V1 

 
Figure 5.30 Spatial resolution of spiral-scanned two-photon optogenetic activation of Kv2.1-C1V1 
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5.15a; middle STA pixel image, top-right inset: 0 µm bin vs noise, 0.63 ± 0.12 

∆F/F0 vs 0.01 ± 0.21 ∆F/F0, P = 1.23 x 10-6, Wilcoxon signed rank test, n = 1 

neuron, 10 trials). The axial resolution was worse than lateral, with significant 

activation occurring between 0 – 30 µm above the cells (Fig. 5.15a; bottom-

right inset). The optical FWHM was 5 µm laterally and 30 µm axially. The fact 

that resolution is worse axially than laterally is likely due to a combination of 

factors. The two-photon point-spread function is known to be worse axially 

than laterally. Also soma-targeted opsins are tethered to the soma and 

proximal dendrites, therefore it is likely that there is significant opsin expression 

in the proximal region of the apical dendrites – exactly the region I would have 

been stimulating as my targets moved axially above the cells. Nevertheless this 

is an improvement on my previously reported FWHM measurements with 

regular C1V1 (22 µm laterally and 67 µm axially). To confirm that this improved 

off-target effects in a scenario similar to those used in previous experiments I 

either photostimulated 20 cell targets or 20 neuropil targets spatially 

interspersed amongst the target neurons (Fig. 5.15b). Cell-body stimulation 

resulted in specific and robust activation, observed as responsive cell-bodies 

in pixel-wise STA images (Fig. 5.15c) and stimulus-locked calcium transients 

(Fig. 5.15d) whereas neuropil stimulation resulted in no cell-body responses, 

and surprisingly little neuropil activation (Fig. 5.15c). Indeed when I analysed 

the responses of cell-body targets when I either stimulated them, or the nearby 

neuropil targets, I observed calcium transients only when I photostimulated 

cell-bodies (Fig. 5.15d; 0.53 ± 0.45 ∆F/F0 vs 0.00 ± 0.04 ∆F/F0, P = 6.9 x 10-5). 

Thus the improvement in spatial resolution appears to hold up in conditions 
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useable for behavioural experiments where numbers of cells stimulated are 

typically quite large. 

 

Given the fact that previously animals had been detecting a combination of on 

and off-target photostimulation, it was necessary to confirm that they are still 

able to reliably detect photostimulation of this new, more stringent opsin (Fig. 

5.16). Under these conditions it is likely that the actual number of cells activated 

by a given stimulus will be lower and hopefully more restricted to those actually 

targeted. I therefore trained a series of animals expressing Kv2.1-C1V1 to 

detect 2P photoactivation of 200 neurons in the same way as described at the 

beginning of this chapter. I found that, whilst there was a significant reduction 

in adjusted response rates to Kv2.1-C1V1 (Fig. 5.16a; 0.89 ±0.07 vs 0.73 ± 

0.08, P = 1.43 x 10-5, two-sample t-test, n = 12 animals), animals still reliably 

detected 2P activation of Kv2.1-C1V1 well above Catch trial rates (data not 

shown; 0.89 ± 0.10 vs 0.17 ± 0.09, P = 4.16 x 10-12, paired t-test, n = 12 

animals). In addition, the mean and SD of reaction times was not significantly 

different between the Kv2.1-C1V1 and regular C1V1 (Fig. 5.16b; mean of 

reaction time 0.44 ± 0.07 vs 0.47 ± 0.09 s, P = 0.32, two-sample t-test, n = 12 

animals, Fig. 5.16c; SD of reaction time 0.11 ± 0.03 vs 0.11 ± 0.03 s, P = 0.7, 

two-sample t-test, n = 12 animals), and the evoked ∆F/F0 was very similar (Fig. 

5.16d; 0.31 ± 0.07 vs 0.35 ± 0.12 ∆F/F0, P = 0.24, two-sample t-test, n = 12 

animals). These results suggest that animals detect Kv2.1-C1V1 similarly well 

to regular C1V1 and certainly to a level useable for behavioural experiments. 

Indeed, the slight reduction in performance is comforting as it suggests that I 
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am indeed activating fewer neurons per stimulus, and are hopefully more 

restricted in my activation to targeted neurons.  

Armed with this improved opsin, I repeated my previous experiments 

investigating whether sensory response strength influences how strongly a 

neuron can drive behaviour (Fig. 5.17). For these experiments I made two major 

changes on top of using Kv2.1-C1V1. Firstly, since most animals previously 

performed well during Probe session 1, I decided to only do 1 probe session 

per FOV in each animal. In this way I hoped that I could collect multiple data 

points per animal, increasing my efficiency. Secondly, previously I found that 

my online analysis of sensory and photostimulation responsiveness yielded a 

Figure 5.16 | Animals detect photostimulation of C1V1 and Kv2.1-C1V1 to similar extents. a, Behavioural response 
rate compared between C1V1 and Kv2.1-C1V1. b, Reaction time compared between C1V1 and Kv2.1-C1V1. c, 
Standard deviation of reaction time compared between C1V1 and Kv2.1-C1V1. d, Photostimulation response 
compared between C1V1 and Kv2.1-C1V1. 

Figure 5.31 Animals detect photostimulation of C1V1 and Kv2.1-C1V1 to similar extents 

 
Figure 5.32 Animals detect photostimulation of C1V1 and Kv2.1-C1V1 to similar extents 
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relatively large number of false positives when analysed offline. In an effort to 

improve the specificity of the weak and strong sensory probe groups I therefore 

made this phase of the experiment more stringent (see Methods). A predictable 

side-effect of this improvement was that the number of neurons in a given FOV 

that were found to be both sensory and photostimulus responsive was lower 

(Fig. 5.17a; 7 ± 3 neurons, n = 6 sessions, 4 animals). Nevertheless I ran probe 

experiments on 6 FOVs across 3 animals using the same protocol described 

earlier (Fig. 5.1, Fig. 5.7). Unfortunately I found that animals responded poorly 

to photostimulation of such small groups of neurons (Fig. 5.17b) and I found 

no significant difference in animal’s ability to detect the activation of weak or 

strong sensory neurons (Fig. 5.17b; 0.00 ± 0.04 vs 0.02 ± 0.09, P = 0.84, 

Wilcoxon rank sum test, n = 6 sessions, 4 animals). It is unclear whether this is 

due to a genuine lack of difference in the behavioural impact of these two cell 

groups in the absence of the off-target effects that hindered previous 

experiments, or whether it is simply because animals are not able to detect 

such small groups reliably.  

Figure 5.17 | Improved experiments suggest that weak and strong sensory neurons drive behaviour to similar 
extents. a, Number of ROIs that are both sensory responsive and photostimulable in improved experiments. b, 
Behavioural response to photostimulation of weak and strong sensory responsive neurons. 

Figure 5.33 Improved experiments suggest that weak and strong sensory neurons drive behaviour to similar extents 

 
Figure 5.34 Improved experiments suggest that weak and strong sensory neurons drive behaviour to similar extents 
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5.3 Discussion 

This chapter attempted to provide an answer to the question of whether certain 

neurons in the brain are privileged in their ability to drive behaviour, and 

whether this privilege is related to how their activity is readout by the local 

network. Previous work left open the question of whether this is dictated by the 

input to or output from these neurons54, suggesting that strongly sensory 

responsive neurons, which are more likely to be strongly activated during 

sensory-guided behaviour, are also more likely to be bound into the learning 

process. My experiments aimed specifically to decouple these two things. Due 

to the cortical stimulation that I use, I can rule out that this privilege arises from 

differences in neuronal inputs and response amplitudes to sensory stimuli 

themselves. Since I also took care to match the response amplitudes to 

photostimulation across the two groups, it is also unlikely that this privilege 

arises from differences in intrinsic excitability of these cells. My results 

therefore might hint that these neurons may have privileged access to the 

downstream circuits required to drive behaviour.  

 

However this interpretation is clouded by my discovery that other, most likely 

artefactual, factors explain the behavioural result similarly well. The fact that 

there are off-target effects is unsurprising. Using normal expression strategies, 

opsin molecules are ubiquitous around the expression site, and the spatial 

resolution of two-photon excitation is not perfect (particularly axially)112. Since 

the start of this project, other groups using such all-optical techniques have 

taken steps to minimise this issue. The development of soma-targeted 
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opsins58,136,137, the use of temporal focusing to improve the axial resolution of 

two-photon excitation56,152,166,167 and the careful use of exclusion boundaries 

around targeted neurons when analysing network responses262 are all good 

examples of this. However, the fact that off-target effects can be of the same 

magnitude as on-target effects, and that they are strong enough to drive 

behaviour, was surprising to me. As yet I have not seen any report of such 

things in the literature. I have therefore taken careful steps to quantify this issue 

(Fig. 5.12, 5.13, 5.14), both in order to try to assess the threat it poses to the 

experiments at the beginning of this chapter, and also as a useful resource for 

others who are building improved optical and molecular tools for these kinds 

of experiments. 

 

Whilst frustrating that this discovery throws my original results into doubt (Fig. 

5.7, 5.8), there are still two interesting biological findings reported in this 

chapter. Firstly, I demonstrate that mice learn to better detect the lowest, 30 

neuron stimulations that I deliver over the course of several days (Fig. 5.8b). 

This is despite performance staying relatively stable, if not dropping (likely due 

to motivation), within session (Fig. 5.8a). It is important to note that these 

animals were already considered “expert” on session 1, that they had 

repeatedly been exposed to their minimum detectable LED power and had 

learned to detect 2P activation of 100 cells with an almost >95% response rate. 

The 30 cells that they “learn to respond to” over the three probe sessions were 

part of the 100 cell ensemble that they had been trained on over the preceding 

couple of days and thus should already have been bound into the learning 
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process. And yet, when stimulated in isolation, I find that they still improve in 

their ability to drive behaviour themselves. To my knowledge, only one previous 

study training animals to detect low levels of direct cortical stimulation 

assessed how stable their perceptual threshold is over time if one repeatedly 

trains animals to detect the same very weak stimuli343. This is partly because it 

was previously difficult to stimulate exactly the same cells each day. My results 

suggest that the idea of a perceptual threshold is arbitrary – any ensemble of 

cells, no matter how small, could actually be used by an animal to robustly 

drive behaviour given the right plasticity and training (Fig. 5.8b) and this 

plasticity could indeed be very much cell-specific (Fig. 4.14). It is often 

observed that neural activity can represent information robustly with a 

surprisingly small number of neurons22,54,333,378,379, so-called sparse coding335. 

Given that I can teach small numbers of cells to be “hyper-salient” through the 

relative blunt instrument of Pavlovian conditioning and cortical stimulation, it’s 

exciting to hypothesise that the brain could use a more tailored application of 

such plasticity mechanisms to ensure that each neuron can maximally inform 

behaviour, given the right conditions. 

 

Secondly, aside from the behavioural aspect of these experiments, I have also 

demonstrated that direct stimulation of functionally different groups of neurons 

has different effects on the local unstimulated network (Fig. 5.9). I found that 

unstimulated follower neurons responding during target neuron stimulation 

share sensory response strength with the neurons that are directly targeted. 

This accords with previous reports in visual cortex that neurons that have 
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similar tuning to sensory stimuli preferentially connect to each other247,248,255,376. 

However, two things make my results an interesting advance over previous 

studies. Firstly, since they use multiple patch-clamp recordings to assess 

synaptic connectivity, all of their neurons are within ~30 µm of each other where 

synaptic connectivity is known to be enhanced anyway. It is not known how far 

in cortical space this observation holds. Given I explicitly had to exclude 

neurons within a 30 µm region around my target neurons, to avoid direct off-

target activation, I can say that this property holds over larger cortical 

distances. It is also important to note that these studies generally looked at 

sub-threshold activity, whereas I have demonstrated that such preferential 

connectivity can translate into measurable super-threshold spiking in vivo. 

Secondly, since recent reports also demonstrate that there is enhanced 

connectivity between excitatory and inhibitory neurons with similar stimulus 

tuning255, and since cortical inhibition is known to be widespread and strong380, 

it is unclear which will dominate under in vivo conditions. Whilst it is less easy 

to assess inhibition using calcium imaging, I have been able to demonstrate 

that there is certainly enough excitation of similarly tuned neurons in the 

network to suggest that inhibition does not completely dominate. This is in 

accordance with recent reports using all-optical approaches in visual cortex 

that also demonstrate that the functional identity of follower neurons recruited 

by photostimulation mirrors the functional identity of the directly stimulated 

cells157,179,348. 
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Taken together, I have demonstrated in this chapter that neurons targeted on 

the basis of their functional identity can be used to drive behaviour. I noticed a 

previously unreported issue with the ratio of on-target to off-target activation 

that I have characterised and mitigated. I have used this knowledge to hopefully 

develop an improved system that can be used for future experiments. Despite 

these issues I leveraged specific features of my method, such as the ability to 

target the exact same neurons across days and to readout the functional 

impact of defined ensemble stimulation on the local network, to yield several 

new biological insights. I have demonstrated that the lowest threshold of 

detection is fluid and can be trained potentially to detect ever smaller 

ensembles of neurons. This fluidity is specific to activated neurons, and 

highlights the possibility that the brain could in theory use arbitrarily small 

numbers of cells to represent things that could powerfully influence behaviour. 

I have also demonstrated that the enhanced connectivity observed between 

functionally related neurons can translate into the recruitment of a functionally 

co-tuned network response. 

 

Given that my metric of functional tuning in this chapter (sensory response 

strength) was necessarily simplistic for these initial experiments, I will now go 

on to explore how various forms of stimulus-evoked and spontaneous 

correlations influence behavioural readout of stimulated ensembles of neurons.  
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6 Investigating whether the correlation structure of 

neural ensembles influences their ability to drive 

behaviour 

 

6.1 Introduction 

A major question in neuroscience is how the brain encodes sensory information 

in early sensory cortical areas181,373, and how that information is used to guide 

subsequent actions. In primary vibrissae somatosensory cortex (vS1)289,374, it 

has been shown that neurons represent sensory variables transduced by the 

whiskers8,9,26,318,325,328,381 via the activity of small populations of neurons22, and 

that small numbers of neurons can influence behaviour via the number39 and 

timing37,53 of their action potentials in a manner dependent on their functional 

identity54. From these studies it has been suggested that the dominant factor 

influencing behavioural salience is the total amount of evoked activity34,39, with 

less dependence on more subtle features like spike order, timing or cell 

identity. However, with the increasing focus on large scale recording 

techniques10,382,383 there is mounting evidence that the brain may process 

information and control behaviour through patterns of activity distributed 

across populations of cells44–46,384. This hypothesis suggests a level of readout 

complexity that goes beyond simply the total evoked activity in a population. 

Nevertheless, it remains unclear whether there exist specific combinations of 

ensemble population activity that are particularly potent for driving behaviour.  
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A canonical concept that has emerged in the study of such population codes 

is that of the pairwise correlation between neurons385. Neurons can covary in a 

number of different ways, from sharing tuning across ensembles of sensory 

stimuli (signal correlation)386 to exhibiting similar fluctuations in trial-by-trial 

responses (noise correlation)244, to having similar patterns of spontaneous 

activity (spontaneous correlation)387,388. The structure of these correlations is 

thought to depend on both shared inputs389–391 and local circuit 

architecture247,248,392 and varies depending on distance in physical space246, 

distance in stimulus space247,248, cortical area385, cortical layer393, brain state249 

and task involvement250,251. Aside from potentially telling us something about 

the connectivity between recorded neurons, correlations likely also play a 

functional role in computation. Signal correlation is a strong predictor of mutual 

excitatory247,248,376 and inhibitory connections255 between co-tuned neurons in 

sensory areas, a feature that could help to increase the robustness40 and/or 

precision137,394,395 of neural representations of sensory stimuli. Noise correlation 

can either help or hinder stimulus decoding depending on its structure36,47,244,396. 

Spontaneous correlation can predict membership in specific sensory-evoked 

ensembles256–258,387,397, and is thought to play a role in consolidating the 

structure of neural circuits in development258,398 and neural representations 

during sleep399,400.  

 

Correlation is therefore a diverse, ubiquitous and computationally relevant 

phenomenon that strongly influences the structure of population codes. 

However, it has so far been difficult to assess causally how the specific 
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correlation structure of an ensemble of neurons influences its behavioural 

salience. Experiments of this kind require the ability to map the correlations 

between populations of neurons, to precisely activate many different 

combinations of neurons in the same population and to link these activations 

to a behavioural readout. This is impossible with single cell stimulation 

techniques like electrophysiology37,53,54, where one cannot measure 

correlations, and bulk activation techniques like one-photon optogenetics34,39 

or microstimulation21,120, where stimulation specificity is limited. 

 

I therefore built on the all-optical behavioural paradigm that I developed over 

the preceding chapters to allow me to assess how the various forms of pairwise 

correlation contribute to the behavioural salience of neural ensembles.  

I developed a novel paradigm in which I first map the functional characteristics 

of neurons in the trained network and then randomly permute stimulus 

configurations to activate different groups of cells on each trial. I then model the 

behavioural influence of these characteristics using multi-variate logistic 

regression to assess which factors influence an ensemble’s salience. 

Unfortunately during this process it became clear that my analyses were 

corrupted by lick-related signals, a known problem in the field401. A large 

proportion of neurons showed activity in inter-trial periods that correlated with 

spontaneous licking and the average lick correlation of activated neurons on 

each trial was the single largest factor predicting the behavioural salience. 

Indeed, no forms of pairwise correlation showed any impact on behavioural 

salience above and beyond this factor. It is unfortunately beyond the scope of 



 181 

this study to assess whether these signals are the cause or result of licking, 

and indeed I was unable to assess any contribution of correlation metrics in the 

absence of lick signals. I therefore go on to discuss how the experimental 

paradigm could be improved to minimise the influence of these confounding 

effects. 
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6.2 Results 

6.2.1 A randomised photostimulation protocol to investigate how ensemble 

characteristics impact behavioural salience 

In order to assess the relative ability of different neural ensembles to drive 

behaviour I need the ability to record and control activity in large numbers of 

neurons with flexibility and specificity. I therefore upgraded my previously 

published all-optical method, which was developed for simultaneous 2P 

calcium imaging of several hundred neurons and 2P optogenetics of tens of 

neurons, to include an ETL for 4-plane volumetric imaging spanning 100 µm, 

software for 3D photostimulation and an LED light-path for 1P optogenetic 

stimulation (Fig. 6.1a, see Methods). This gave me access to ~1000 neurons 

for imaging and photostimulation (962 ± 92 neurons across 6 animals, Fig. 6.2, 

see Methods). I continued to use the optimised optogenetic expression 

strategy described in Chapter 5 (somatically-restricted two-photon activatable 

opsin, Kv2.1-C1V1137) to improve spatial resolution. Wild-type mice injected in 

right vS1 with Kv2.1-C1V1 and hSyn-GCaMP6s88 (see Methods) showed wide-

spread expression of both constructs (Fig. 6.1b: upper panel). Using my all-

optical setup I was able to flexibly and specifically target arbitrary ensembles 

of co-expressing neurons (Fig. 6.1b: middle and bottom panels, 3 groups each 

stimulated for 1 s at 20 Hz with 5 s inter-group interval), which appeared as 

cell-shaped regions of activity in pixel STAs (Fig. 6.1b: middle panel) and 

showed robust calcium transients (Fig. 6.1b: lower panel 1.21 ± 0.74 ∆F/F0).  
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Figure 6.1 | Driving reliable behaviour with targeted two-photon optogenetics. a, Schematic of all-optical setup. 
b, Top: Co-expression of GCaMP6s and C1V1 in L2/3 barrel cortex. Middle: Example of flexible ensemble 
photostimulation (same FOV as Top). Three 10 neuron groups (grey circles: red, green and blue) were photostimulated 
sequentially. Bottom: STA traces for each neuron, averaged across 10 stimulus sequence repeats. c, Schematic 
summarising the strategy used to train animals to respond to two-photon optogenetic (2P) stimulation. Mice are first 
trained to respond to one-photon optogenetic (1P) stimulation by licking at an electronic lickometer. The power is 
reduced until they can be transitioned onto 2P stimulation targeted to specific ensembles of neurons. d, Structure of 
the behavioural task (left), response type contingencies (middle) and training phase structures (right). e, Lick raster 
from an example phase 2 behavioural training session during which a mouse received 2P stimulation trials (pink: 200 
neurons), catch trials (black, no stimulus) and 1P stimulation trials (amber: 0.05 mW, untargeted). Hits (black) and 
misses (grey) are indicated as the vertical bar on the right-hand. f, Response rates for different trial-types in training 
phase 2. Animals detect 1P photostimulation and 2P stimulation targeted to 200 neurons to similar extents (n = 6 
mice). g, Reaction times for the same data as (f) are faster and more stereotyped during photostimulation trials than 
catch trials (n = 6 mice). h, Lick raster from an example number of cells psychometric curve session during which 
groups of 200, 100, 50 and 0 cells were stimulated. i, Psychometric curves showing the relationship between the 
number of cells stimulated and response rate (n = 6 mice). Animals respond less reliably when fewer cells are 
stimulated, but are still able to detect as few as 50 cells. Inset: 2nd degree polynomial fit to the data suggests that on 
average ~37 neurons would be required to drive a 50% response rate. j, Reaction times for same data as (i) increase 
as fewer cells are stimulated. 

Figure 6.1 Driving reliable behaviour with targeted two-photon optogenetics 

 
Figure 6.2 Driving reliable behaviour with targeted two-photon optogenetics 
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Figure 6.2 | Example fields-of-view and segmented ROIs from a trained volume in a single animal. a, Rows: 4 
imaging planes separated by 33 µm (100 µm total). Left: Mean projection images across ~2.5 hours of imaging. Middle: 
Local correlation images for each plane. Each pixel is the Gaussian smoothed correlation with neighbouring pixels 
(sigma = 10 pixels). Right: Segmented ROIs returned by the Suite2P toolbox manually curated post-hoc. 

Figure 6.3 Example fields-of-view and segmented ROIs from a trained volume in a single animal 

 
Figure 6.4 Example fields-of-view and segmented ROIs from a trained volume in a single animal 
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I again used my Pavlovian conditioning paradigm in which head-fixed mice, 

free to run on a cylindrical treadmill, were rewarded with sugar water when they 

correctly reported 1P and 2P optogenetic activation of vS1 by licking at an 

electronic lickometer port (Fig. 6.1c). I used the same process of 

acclimatisation as described in Chapters 4 and 5 (Fig. 6.1d). Once animals 

learned to respond to 1P optogenetic stimuli and reached their minimum 

detection threshold I chose FOVs close to the centre of the chronic window 

and selected 200 of the clearest mScarlet-expressing neurons for 2P 

photostimulation (Fig. 6.3). 

Mice were then transitioned onto training phase 2 (Fig. 6.1d) which was 

composed of 1P go trials (0.05 mW), 2P go trials (stimulating the chosen 200 

neurons) and catch trials. Mice again readily detected 2P stimulation with 

stimulus-evoked licking as stereotyped and time-locked as responses to 1P 

Figure 6.3 | Example pre-training selection and mapping of 200 cells in L2/3 barrel cortex. a, Kv2.1-C1V1-
mScarlet expression from an example four-plane imaging volume with stimulation targets overlaid in pink. Cells are 
chosen arbitrarily, with the only criteria being that cells are expressing C1V1 and not too far from FOV centre. b, Pre-
training mapping protocol used to assess photostimulatability. Note 200 cells are mapped in 4 x 50 cell groups. c, 
Example pixel-wise STA maximum intensity projected across the 4 stimulation groups and the 4 planes with targets 
overlaid in pink. d, Trial-averaged STA traces from ROIs in (c), 50 cells per group. Note the temporal offset (0.5 s) 
between activation of each group. 

Figure 6.5 Example pre-training selection and mapping of 200 cells in L2/3 barrel cortex 

 
Figure 6.6 Example pre-training selection and mapping of 200 cells in L2/3 barrel cortex 
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stimulation (Fig. 6.1e: 1 mouse; Fig. 6.1f: all mice, n = 6). Mice were 

significantly more likely to respond to both 2P and 1P stimulation than in non-

stimulus catch trials (Fig. 6.1f: catch trials: 4 ± 2% response rate; 1P: 98 ± 5%; 

P = 2.30 x 10-3 compared with catch trials; 2P: 94 ± 9% response rate; P = 2.88 

x 10-2 compared with catch trials, Kruskal-Wallis test P = 2.00 x 10-3, n = 6 

animals), and with reaction time that was significantly lower for 1P stimuli and 

showed a trend for being lower for 2P (Fig. 6.1g: Catch trials: 59 ± 21 ms; 1P: 

41 ± 6 ms; P = 3.86 x 10-2 compared with catch trials; 2P: 50 ± 4 ms; P = 0.25 

compared with catch trials, Kruskal-Wallis test P = 3.87 x 10-2, n = 6 animals). 

This again demonstrates that I am able to drive behaviour with 2P optogenetic 

activation targeted to specific neurons using Kv2.1-C1V1. 

 

Performance in this 200 cell stimulation paradigm is saturated (Fig. 6.1e,f). I 

therefore reduced the number of neurons stimulated to put animals in more 

uncertain behavioural conditions where the impact of neuronal identity could 

be assessed. On subsequent days, I transitioned mice onto training phase 3 

(Fig. 6.1b) during which I only delivered catch trials and 2P trials stimulating 

progressively smaller subgroups of neurons (200, 100, 50 neurons; see 

Methods). Animals showed decreasing response rates (Fig. 6.1i) and 

increasing reaction times (Fig. 6.1j) as fewer cells were stimulated, but could 

still detect stimulation of 50 neurons significantly more than catch (0 neuron) 

trials (Fig. 6.1h: 1 animal; Fig. 6.1i: 0 neurons: 14 ± 9%; 50 neurons: 61 ± 29%; 

P = 0.03 Wilcoxon signed-rank test), though behaviour was more variable 

across animals when stimulating low numbers of cells (Fig. 6.1i: 50 cells SD: 
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29%, 100 cells SD: 9%, 200 cells SD: 9%). From this data I predict that it 

requires ~37 neurons to yield a 50% detection rate (Fig. 6.1i: inset). 

 

With this ability to drive behaviour with small ensembles of neurons at an 

animal’s perceptual threshold I next sought to understand which 

characteristics of a given ensemble influence its behavioural salience. To do 

this I transitioned my trained mice onto a paradigm whereby on each 

subsequent training day I initially imaged neurons in a random field-of-view 

(FOV) in/around the site of previous 1P and 2P behavioural training and 

passively mapped their evoked and spontaneous response properties before 

transitioning them onto the 2P optogenetic behavioural training session for that 

day (Fig. 6.4a). For 30 minutes I delivered 3 types of somatosensory stimuli 

(see Methods) (Fig. 6.4a, Sensory-evoked activity) which robustly drove neural 

activity (Fig. 6.5): a moving textured wall (Fig. 6.4b: Textured wall) a vibrating 

piezo deflection in the rostro-caudal axis (Fig. 6.4b: RC Piezo) and in the dorso-

ventral axis (Fig. 6.4b: DV Piezo). I also did 30 minutes of spontaneous activity 

mapping whilst the animal was free to run on the treadmill (Fig. 6.4a: 

Spontaneous activity) during which I observed structured spontaneous 

fluctuations in neural activity (Fig. 6.4b: Spontaneous activity). Crucially, 

throughout this period there was no lickometer in place and animals were not 

required to behave in any way (though since I didn’t record videos I cannot say 

animals didn’t lick) . This mapping provided a rich dataset with which to 

quantify neural ensemble characteristics for use later in assessing ensemble 

salience. 
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Immediately following this period I began 2P behavioural training using a new 

paradigm (Fig. 6.4a: 2P behavioural training). Since my goal was to understand 

the general features that influence the salience of a neural ensemble, I reasoned 

that I wanted to stimulate as many different ensemble configurations as 

Figure 6.4 | Permuting stimulus configurations to investigate how ensemble characteristics impact behavioural 
salience. a, Paradigm used for assessing the impact of ensemble characteristics on salience. During each session 
animals first undergo 60 minutes of passive mapping followed by a novel behavioural training paradigm in which 
random stimulation patterns of varying numbers of targets (100, 50, 0) are used on each trial. b, Top: example sensory 
responses from one session. Stimulation epochs are indicated in pink. Bottom: example spontaneous activity heatmap 
and treatmill running trace. Note cells have been sorted using an activity clustering algorithm10. c, Randomised 
targeting of arbitrary locations in the imaging volume on three 50 cell probe trials. Pink circles indicate the effective 
activation area around each target spiral (according to our recorded spatial resolution, 15µm radius). Targets are also 
randomly distributed axially, but all are plotted on the top plane for visualisation. ROIs are coloured by the evoked 
response on each trial. This protocol yields random activity patterns on each trial. d, Example lick raster for a single 
probe session. Animals detect randomised 50 cell probe trials less reliably than randomised 100 cell probe trials, but 
both response rates are higher than catch trials. Trials have been sorted by evoked activity on each trial (e). e, Evoked 
activity heatmaps during trials in (d) averaged across all ROIs in the volume. Trials have been sorted in descending 
order of activation magnitude. f, Response rates for different trial types in this paradigm (n = 6 animals, 9 sessions). 
Dotted lines indicate upper (0.75) and lower (0.25) exclusion thresholds. Sessions within these limits were used for 
further analysis (6 out of 9 sessions, 4 animals). g, Schematic of Bayesian classifier used to predict behaviour on each 
trial from total evoked activity. h, Top: Distributions of evoked activity on hit and miss trial. These are significantly 
different, but overlap considerably. Bottom: cross-validated classifier threshold (grey) compared to hit and miss 
distributions (red/blue, mean ± SD). i, Out-of-fold accuracy for the classifier  is higher when trained on actual data 
(black) compared to shuffled null data (grey). Errorbars are mean ± SD. 

Figure 6.7 Permuting stimulus configurations to investigate how ensemble characteristics impact behavioural salience 

 
Figure 6.8 Permuting stimulus configurations to investigate how ensemble characteristics impact behavioural salience 
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possible and to avoid training any one ensemble too much. I therefore devised 

a paradigm in which I randomly permuted the pattern of 2P targets on each 

trial to target random xyz co-ordinates in my previously mapped volume. Since 

opsin expression in the tissue is dense and the spatial resolution of 2P 

optogenetics is not perfect (see Chapters 3 and 5), this should result in the 

activation of neural ensembles with random size, strength and cell membership 

on each trial (scaling with the number of 2P targets). Given that animals reliably 

detect 100 neurons and unreliably detect 50 neurons (Fig. 6.1h – j) I delivered 

400 trials stimulating 100 random sites (Easy), 50 random sites (Probe) and 0 

sites (Catch trials) in a 25:50:25 ratio (Fig. 6.4a) with Easy trials used to maintain 

animal motivation, Probe trials used to assess the salience of ensemble 

characteristics and Catch trials used to quantify each animal’s chance lick rate. 

On probe trials, where only 50 random sites were stimulated, this does indeed 

result in the random activation of neurons on each trial (Fig. 6.4c, Fig. 6.7b,d). 

Animals again detected 2P optogenetic stimuli with a reliability that scaled with 

the number of sites targeted (Fig. 6.4d: 1 mouse, Fig. 6.4f: 6 mice; Easy: 97 ± 

2%; Probe 55 ± 12%; Catch 14 ± 6%).  

 

Given that the stimulation parameters of each Probe trial were the same, and 

yet animals didn’t detect stimulation on every trial, I next sought to investigate 

which factors explain hits and misses across trials. The first and most 

parsimonious explanation suggested by previous studies34,39,53 is that animals 

listen to the total amount of evoked activity irrespective of the combination of 

neurons stimulated. Indeed I noted that there is variation in the ∆F/F0 averaged 
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across all ROIs post-stimulation (Fig. 6.4e). Therefore in a subset of uncertain 

animals (Fig. 6.4f: >25% and <75% lick rate on Probe trials) I trained a naïve 

Bayesian classifier with 10-fold cross-validation on all trials, all animals to 

predict hits and misses from the neural activity summed across all imaged ROIs 

on each trial (Fig. 6.4g,h: summed ∆F/F0 z-scored within animal). Parsing the 

summed activity into hits and misses reveals two distributions that are 

significantly different but with a large amount of overlap (Fig. 6.4h: histograms 

and MLE estimated PDFs; Miss: -0.27 ± 0.97 z(∆F/F0); Hit 0.22 ± 0.96 z(∆F/F0), 

Mann-Whitney U test, P = 1.72 x 10-16). Training my model on these data 

resulted in a cross-validated classifier threshold of 0.07 z(∆F/F0) (Fig. 6.4h: 

Figure 6.5 | Quantification of sensory responses. a, STA heatmaps for the three sensory stimuli containing all cells 
recorded across all experiments. Cells have been sorted by time of their first response (1 SD > baseline). Cells showing 
no response are at the top. b, Average sensory response during each sensory stimulation type. c, Tuning vectors for 
all cells, normalised within cell by the maximum response across all sensory stimulus types. d, Distribution of maximum 
sensory response magnitudes across all sensory stimulus types. 

Figure 6.9 Quantification of sensory responses 

 
Figure 6.10 Quantification of sensory responses 
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Figure 6.11 Network, ensemble and state variables influence behavioural salience 

 
Figure 6.12 Network, ensemble and state variables influence behavioural salience 

vertical grey line below histograms) yielding an average out-of-fold accuracy of 

0.62 ± 0.04 which was significantly higher than chance (0.62 ± 0.04 vs 0.55 ± 

0.01; Mann-Whitney U test, P = 2.34 x 10-5). Thus, the total evoked activity on 

a given trial can predict behaviour, but not perfectly. Since this metric can 

predict behaviour on some but not all trials, I next investigated the contribution 

of other, more nuanced descriptors of the evoked activity (Fig. 6.6). I divide 

these descriptors into three main classes: Network metrics which describe the 

neural activity on each trial (Fig. 6.6a), Ensemble metrics which describe the 

correlation structure of activated neurons on each trial (Fig. 6.6b) and State 

Figure 6.6 | Network, ensemble and state variables influence behavioural salience. a, Example trial demonstrating 
neurons that were excited, inhibited and non-responsive to photostimulation. The stimulus epoch is indicated in red 
and the analysis window used for quantifying neural responses is indicated in cyan. b, Top: raw data from single cells 
in a single pre-training mapping session used to calculate spontaneous correlation, signal correlation and noise 
correlation. Middle: pairwise correlation matrices for all cells in this session. Bottom: sub-matrices containing only the 
pairwise correlation coefficients of neurons that were excited on a single probe trial. The average of off-diagonal 
elements from each matrix is the r(Spont), r(Signal) and r(Noise) for this trial. c, Top: example reward history for trial 0 
is the average hit rate of the previous 10 trials (0.5). Middle: example pre-trial correlation between a subset of neurons. 
Traces are deconvolved calcium traces. The 4 s pre-trial window is indicated in grey and the stimulus period in pink. 
Bottom: example pre-trial running (pre-trial window and stim as above). d, First licks (grey histogram) occur in/just 
after the photostimulation epoch (pink) during which we are unable to readout neural responses. Therefore our neural 
response analysis window (cyan) necessarily occurs after licking begins and could be contaminated by it. e, Example 
inter-trial activity trace for a lick correlated cell (top) and the spontaneous lick rate (bottom). Correlation between these 
two traces comprises the r(Lick) metric. f, Examples of how a subset of variables vary across hits and misses. Hits are 
associated with more excited neurons, a higher signal correlation between excited neurons and higher history of 
rewards on preceding trials. 
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metrics which attempt to quantify the general state of the animal immediately 

before each trial (Fig. 6.6c). For each trial I therefore first identified the neurons 

that showed a significant increase (Fig. 6.6a: Excited) and decrease (Fig. 6.6a: 

Inhibited) in activity following stimulation relative to their activity levels on catch 

trials (see Methods, Fig. 6.7). The number of neurons that fell into each 

category were used as the Ensemble metrics No. E and No. I respectively. Non-

responsive neurons were excluded from analyses. For the Ensemble metrics I 

used the excited neurons identified on each trial to re-index pairwise correlation 

matrices calculated from the 60 minute pre-training period to generate sub-

matrices that describe the correlation structure of the ensemble of neurons 

activated on each trial (Fig. 6.6b). I used 3 pairwise correlation matrices to 

generate 3 such metrics: Spontaneous correlation, computed between pairs of 

deconvolved traces during the spontaneous imaging epoch (Fig. 6.6b: left); 

Signal correlation, calculated between pairs of average tuning curves 

computed across sensory stimuli (Fig. 6.6b: middle); Noise correlation, 

calculated between the residual response values on sensory stimulation trials 

once the mean response had been subtracted (Fig. 6b: right). For each trial I 

took the mean of the off-diagonal elements of these sub-matrices as the 

average pairwise correlation value r(Spont), r(Signal) and r(Noise) of that trial’s 

activated ensemble. Finally, for the State metrics I quantified the reward history 

as the average number of hits in the 10 trials preceding the current trial (Fig. 

6.6c: top), the pre-trial correlation as the average pairwise correlation between 

deconvolved traces in the 4 seconds preceding each trial (Fig. 6.6c: middle) 
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and running as the average speed value recorded from the treadmill in the 4 

seconds preceding the trial (Fig. 6.6c: bottom).  

Figure 6.7 | Trial-wise classification of neural responses in the local network recruited by photostimulation of 
target neurons. a, Summary of procedure for classifying responses of the untargeted background population. Left: 
STA trace for an example neuron during catch trials. The standard deviation of the distribution of responses in the 
analysis window (black errorbar) is used to threshold for trials on which this neuron is excited (pink errorbar) and 
inhibited (blue errorbar). Trials in which this neuron is neither excited or inhibited are non-responsive (grey). Middle: 
STA traces for trials on which this neuron was either excited, non-responsive or inhibited. Right: Distribution of 
responses on excited, inhibited and non-responsive trials for this neuron. b, Classification of responses of all cells on 
all trials for an example session. c, Distribution of response amplitudes across all cells, all trials. d, Distributions 
quantifying the proportion of trials on which each cell is either excited, inhibited or non-responsive. 

Figure 6.13 Trial-wise classification of neural responses in the local network recruited by photostimulation of target neurons 

 
Figure 6.14 Trial-wise classification of neural responses in the local network recruited by photostimulation of target neurons 
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Since I am unable to analyse neural responses during photostimulation epochs 

(due to photostimulus artefacts caused by direct excitation of fluorophores by 

the photostimulation laser, Fig. 6.6d; pink box) my analysis window has to 

occur post-stimulation (Fig. 6.6d; cyan box, ~0.5 s post-stimulus onset). This 

window typically occurs after the animal has begun licking on each trial (Fig. 

6.6d; grey histogram, mean reaction time 0.39 ± 0.12 s). In order to assess the 

effect of direct lick-related activity on my results, I correlated each neuron’s 

inter-trial calcium trace with the inter-trial licking (Fig. 6.6e) and found that a 

large fraction of neurons were modulated by spontaneous licking  (Fig. 6.8a – 

c).  

Therefore I reasoned that it was crucial to include some quantification of lick 

related activity in all analyses going forward. Across all animals, all trials I found 

that a subset of these metrics were significantly different across hits and 

misses (Fig 6.6f: No. E -0.25 ± 0.96 σ vs 0.20 ± 0.98 σ, P = 1.11 x 10-14; No. I 

0.22 ± 1.00 σ vs -0.18 ± 0.96 σ, P = 1.00 x 10-12; r(Signal) -0.07 ± 1.05 σ vs 0.06 

± 0.95 σ, P = 8.40 x 10-4; Reward history -0.20 ± 1.03 σ vs 0.16 ± 0.94 σ, P = 

Figure 6.8 | Quantification of spontaneous lick responses. a, STA traces triggered off spontaneous lick bouts, 
averaged across bouts and cells. Cells are first binned by their correlation with spontaneous licking (color). b, 
Distribution of correlation values across all cells. Red and blue bins are significantly positively and negatively correlated 
respectively and grey bins are non-significant. c, Distribution of lick correlation p-values. 

Figure 6.15 Quantification of spontaneous lick responses 

 
Figure 6.16 Quantification of spontaneous lick responses 
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1.66 x 10-4, all Mann-Whitney U Tests; Fig. 6.9). Reassuringly I found some 

relationships that one would naively expect from my previous work (Fig. 6.4): 

hits were associated with more excited neurons (Fig. 6.9b) and fewer inhibited 

neurons (Fig. 6.9c) than misses. It should also be noted that on hit trials the 

neurons that were activated tended to have higher spontaneous lick correlation 

(Fig. 6.9j) and indeed the activation of significantly lick correlated neurons was 

higher (Fig. 6.9k). This intuitively makes sense, but unfortunately it is not 

possible from my results to deduce the direction of causality – i.e. whether 

these hit trials are the result or cause of higher activity levels in lick-modulated 

neurons. Interestingly I also found that the signal correlation of neurons 

activated on hit trials was significantly higher than that of neurons activated on 

miss trials (Fig. 6.9e). This suggests that behavioural salience may not be 

dictated simply by the amount or ratio of excitation and inhibition, but that 

indeed the identity of activated neurons and the structure of their correlations 

could also play a role. 
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Figure 6.9 | Behavioural predictor variables on hits and misses. a – k, predictor variables, binned by hits and 
misses. All values are z-scored within animal. 

Figure 6.17 Behavioural predictor variables on hits and misses 

 
Figure 6.18 Behavioural predictor variables on hits and misses 
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6.2.2 Modelling the impact of correlation structure on the ability of neural 

ensembles to drive behaviour 

To probe this in more detail, and since many of these metrics correlate with 

one another (Fig. 6.10), I constructed a behavioural influence model by doing 

multi-variate logistic regression of the predictors described in Figures 6.6 and 

6.9 onto the behavioural response on each trial (Fig. 6.11a). I chose this form 

of multi-variate classifier over the naïve Bayesian method in Figure 6.4 as it 

yields an interpretable coefficient for each predictor that has a sign, magnitude 

and significance which can be used to describe its relative contribution to 

behavioural salience whilst also taking account of any inter-variable 

correlations.  

For this analysis I also included the summed network response variable used 

in Figure 6.4 to ensure that any significant contributions of newly added 

variables were on top of the performance of this basic activity metric. Indeed, 

when I repeated the analysis in Figure 6.4 but using univariate logistic 

Figure 6.10 | Correlation between behavioural response predictors. a, Correlation between predictor variables. 

Figure 6.19 Correlation between behavioural response predictors 

 
Figure 6.20 Correlation between behavioural response predictors 
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regression I found that the summed activity alone again significantly positively 

predicted hits (Fig. 6.11b: Simple model β∆F/F = 0.53 ± 0.13, P = 5.38 x 10-16), 

and again yielded an out-of-fold accuracy of > 0.6 which was significantly 

higher than the shuffled null model (Fig. 6.11e: Simple model vs null: 0.64 ± 

0.06 vs 0.5 ± 0.05, P = 1.06 x 10-6, Mann-Whitney U Test). Having confirmed 

this finding using my new model, I then built a Full model which included all 

variables described in Figures 6.4 and 6.6 (Fig. 6.11c). I found that whilst this 

model predicted behaviour more accurately than both the shuffled null model 

and the Simple model (Fig. 6.11e: Full model vs null: 0.69 ± 0.07 vs 0.50 ± 0.05, 

P = 1.08 x 10-28, two-sample t-test; vs Simple model: 0.64 ± 0.06, P = 3.56 x 

10-4, paired t-test) even though only a handful of the predictors were significant. 

In order to get a more parsimonious model description, I did step-wise logistic 

regression (see Methods) to generate a simplified Final model which only 

includes the most informative predictors (Fig. 6.11d). This model still 

outperformed both the shuffled null model and the Simple model, whilst 

achieving performance that was comparable to the Full model despite having 

half the predictors (Fig. 6.11e: Final vs null: 0.69 ± 0.07 vs 0.50 ± 0.05, P = 4.20 

x 10-28, two-sample t-test; vs Simple: 0.64 ± 0.06, P = 3.19 x 10-4, paired t-test; 

vs Full: 0.69 ± 0.07, P = 0.44, paired t-test). 

 

With this parsed Final model I describe the effect of my predictors on 

behaviour. In this instance I find that the only factors that significantly predict 

trial-wise responses are the previous reward history and the amount of lick-

related activity in the population (Fig. 6.11a,b). Unfortunately for my 
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hypothesis, none of the correlation metrics have any appreciable impact on 

behaviour above and beyond these two things.  

The effects of both reward history and lick signals in behavioural paradigms 

have been described previously, and will be discussed in more detail below. 

Unfortunately from my results it is unclear whether the lick responses I see are 

Figure 6.11 | Modelling the effect of ensemble correlation on behaviour. a, Behavioural influence model using multi-
variate logistic regression to predict hits and misses on each trial from the metrics described in Figure 6.6. All predictors 
were z-scored within animal. b, Total evoked network activity positively influences behaviour. Same data as Fig 2h,i 
but using the model in (a). c, Full model including all predictors described in Fig. 6.4 and 6.6. A subset of predictors 
significantly influence behaviours. Coefficients, error and P-values reported in the text. d, Final model resulting from 
running the model in (c) through step-wise regression (see Methods). Hits are associated with higher reward history 
and larger responses in lick-correlated neurons. Coefficients, error and P-values reported in the text. e, Full and final 
models predict behaviour significantly more than the Simple model, with little difference between them (despite the 
final model having fewer predictors). All models predict behaviour more than chance. f, Predictors from (d) ranked by 
P-value in descending order, a proxy for increasing importance in the model. g, Predictors from (d) ranked in by Pseudo 
partial R2 in ascending order (see Methods), a proxy for increasing importance in the model. h, Schematic of behavioural 
influence model summarising predictors that have positive influence on salience. 

Figure 6.21 Modelling the effect of ensemble correlation on behaviour 
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the cause or effect of licking, and thus I am not able to draw too many 

conclusions for how the activity I drive in the targeted population influences 

behavioural output. Also since I see no influence of any correlation metric on 

behaviour, I conclude that, at least with the paradigm described above, I 

cannot assess the impact of functional correlations on the behavioural salience 

of neural ensembles. 
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6.3 Discussion 

In this chapter I have demonstrated that, in this paradigm, the specific 

correlation structure of activated neural ensembles does not have any 

significant impact on their behavioural salience above and beyond more 

general variables such as the reward history and level of activation of lick 

modulated neurons. 

 

The influence of reward history on behaviour has been described before. It has 

previously been shown that past choices modulate current behaviour, both in 

monkeys402,403 and in mice14. Indeed the ten trial window I used to incorporate 

reward history into my model somewhat resembles the ~15 trial exponential 

filter used in previous primate studies403, hinting that a similar process of 

discounting distant historical rewards is at play. These studies suggest that 

subjects may discount historical rewards due to the blocked task structure of 

their paradigms in which the probability of reward changes from block to block. 

In this context it makes sense to discount rewards in the distant past as they 

are likely to be less informative about the reward probability of the current 

block. However, in my task there is no such modulation of reward probability 

and thus no such need to leverage historic reward information for future 

rewards. Despite this, there are two possible explanations for why I see a 

similar effect in my results. Firstly, reward history could be an indicator of 

general motivation. When animals are more motivated (likely at the beginning 

of sessions), they are more likely to lick both on the preceding 10 trials and the 

current trial. The opposite holds true for when they are less motivated (likely at 
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the end of sessions). This would give the illusion that past choice influence 

current action. Secondly, the increased rate of rewards on preceding trials 

could underly an increased ability of animals to time their responses on the 

subsequent probe trial. Researchers routinely randomise trial times in an 

attempt to mitigate the effects of animals trying to time their responses on 

difficult trials. Nevertheless, trials do follow a somewhat regular timescale.  

Given the high proportion of difficult probe trials in my paradigm, where animals 

are operating at their perceptual limit, it is possible that their response strategy 

is somewhat informed by the temporal structure of the task. If they are trying 

to estimate the time of future rewards, the accuracy of this estimation – and 

thus likelihood that they will be able to correctly time responses on subsequent 

probe trials – will increase with the number of preceding trials that were 

rewarded. It is unclear which, if any, of these explanations underlies the effect 

I see. Needless to say neither get us any closer to understanding whether 

correlation influences neural salience. 

 

The lick signals that I see are also somewhat ambiguous. Recently several 

studies have demonstrated that a significant amount of the activity in sensory 

cortices is related to ongoing spontaneous and evoked movements and 

behaviours10,404. The direction of the causal relationship between this activity 

and movement has yet to be assessed, however given that it is so ubiquitous 

it seems unlikely that replicating a small part of it in a single non-motor area 

would actually drive licking. It is more likely that this is information that is 

broadcast to sensory areas to modulate the sensory representations therein, 
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but does not control movements itself. This may occur in a similar fashion to 

how reward related information is broadcast to visual areas during visually-

guided behaviour405,406. Incidentally it has also been shown that licking causes 

stereotyped brain movements that can shift neurons into/out of the imaging 

plane401. Thus it is possible that some of the modulations that I see are a result 

of loss/gain of signal as neurons move during licking. All in all, it seems 

probable that, given my analysis window for neural responses occurs after 

licking, I am reading out the effect of licking rather than directly evoking it. 

 

Several improvements could be made to mitigate these issues in future 

experiments. In general it is important to separate stimulus evoked activity 

(both direct target responses and indirect network effects) from 

response/reward evoked activity. One way to do this is to enforce a delay 

between the stimulus and response epochs25. This would allow me to readout 

stimulus evoked activity before the animal had begun licking. Indeed this has 

been used successfully in a recent all-optical study262. A caveat to this 

approach is that some cortical areas show ramping activity during the delay 

epoch which could also somewhat corrupt the interpretation of stimulated 

activity407. This concern could be minimised by looking at activity immediately 

following photostimulation, when preparatory activity is minimal. It is also 

unclear whether such ramping activity would be observed in vS1, or whether it 

is confined to the motor areas responsible for generating the behavioural 

choice. My choice of cortical area could therefore also be favourable in 

minimising this problem. Another potential solution to this problem would be 
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to use the online motion correction algorithm developed previously401. By 

measuring the extent of lick related brain movement in my preparation I could 

correct for this with corresponding ETL movements. The only problem for this 

approach in my experiments is that my ETL is already in constant motion in 

order to image 4 planes near simultaneously. ETLs are known to display highly 

non-linear drive voltage – focus relationships408,409 and it is therefore unlikely 

that I would be able to add additional components to the waveform online to 

correct for lick movements at a given point in the imaging cycle. 

 

In this chapter I attempted to understand the relationship between the 

functional identity of neural ensembles and their ability to drive behaviour in a 

more nuanced and complete way than my preceding experiments. Whilst the 

experiment and analyses themselves represent a substantial step forward in 

this regard, unfortunately the interpretation is seriously hindered by artefactual 

concerns. Future experiments will benefit from the flags that these experiments 

have raised and will hopefully get us closer to the goals set out at the beginning 

of this chapter. 
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7 General discussion and outlook 

 

7.1 Introduction 

In this thesis I described one of the first attempts to combine cellular resolution 

readout with cellular resolution manipulation in the awake behaving mouse. To 

do this I leveraged the twin revolutions of two-photon calcium imaging and 

two-photon optogenetics to create a method that allows for flexible 

bidirectional interaction with ensembles of neurons (Chapter 3). I have 

extended this to include a behavioural paradigm that confirms that this method 

acts on a spatial and temporal scale that is able to modulate behaviour 

(Chapter 4). Using this approach I have confirmed that mice are able to reliably 

detect the activation of surprisingly small numbers of neurons, with as few as 

5 neurons driving consistent behavioural responses in some cases. Such 

sensitivity can be learned over time, and seems to be isolated to the trained 

subset of neurons (Chapters 4 and 5). I also attempted to probe how more 

nuanced features of functional identity, such as sensory response strength 

(Chapter 5) and neuronal correlation (Chapter 6), influence the behavioural 

salience of stimulated neural ensembles. Whilst the methodical artefacts 

discovered during the analysis of these experiments preclude me from making 

firm biological claims, I hope that the description of the problems encountered 

will positively inform future experiments both in my lab and elsewhere. In this 

section I will contextualise my results, discuss potential implications for the 

field as well as discuss how this method, and methods like it, can develop 

further to increase their future impact on neuroscience.   
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7.2 All-optical manipulation of behaviour 

In Chapter 4 of this thesis, I developed a behavioural paradigm that 

demonstrated that my method of all-optical interrogation acts on a scale that 

is appropriate for driving and modulating behaviour. In agreement with previous 

reports37,39,53, we confirmed that mice were able to detect the activation of small 

numbers of neurons.  

 

Much prior work has gone into investigating the effects of small numbers of 

neurons on cortical activity and behaviour. The activation of a single L2/3 

pyramidal neuron can recruit ~2% of local pyramidal neurons and ~30% of 

local SOM interneurons229. A single L5 neuron can recruit ~28 post-synaptic 

neurons33. Stimulation of single neurons can also trigger global switches in 

brain state410 and influence network synchronization in the developing 

hippocampus398. This potency has been shown to translate into effects on 

motor output411 and animal behaviour53. It is therefore perhaps unsurprising that 

my paradigm stimulating tens of neurons is perceptually salient.  

 

What is more interesting is that this level of salience is not fixed across or within 

animals. As I have shown, only a small subset of animals are able to detect the 

smallest stimuli that we delivered (5 cells). This reflects the results of previous 

studies where the effect of single neurons on behaviour was very variable 

across cells and subjects37,53. In addition to this, I have shown that the ability to 

detect stimulation of the same small subset of cells improves specifically in 

those cells over time, suggesting again that this lower bound of salience is not 
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fixed. There are many forms of plasticity that could underly such a change and 

indeed previous work suggests that strengthening of connections to 

downstream regions could play a major role31,412. vS1 projects to a variety of 

downstream regions that could execute the learned behaviour, such as S2, M1 

and striatum18,413–415. An extension of my work would be to try to identify the 

locus that is responsible for the learning underlying the behaviour that I have 

observed. There are several ways to do this. One could use targeted 

inhibition/lesioning to knock out one or more of these nodes during my task 

and assess any effect on behaviour/learning25,337. One could also combine my 

all-optical paradigm with dense electrode recordings in one or more of these 

downstream regions to try to assess the magnitude and change in evoked 

response as the animal learns the task383. Finally, since it is known that 

somewhat distinct populations of neurons project to M1 and S218,416, one could 

label these two populations by injecting retrograde tracers into the 

corresponding downstream region and use two-photon optogenetic activation 

of similar numbers neurons from of each population to assess any differences 

in salience between them. Once I have identified the downstream node 

responsible for executing my behaviour, one could also potentially identify the 

pharmacological basis for the learning that we see. There are a host of 

neuromodulatory systems that are hypothesised to influence behaviour-

dependent plasticity in sensory areas417. The targeted photostimulation 

paradigm puts one in a unique position to try to tease apart how such a diffuse 

modulatory system can give rise to such specific learning. 
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It is also interesting to compare my work training animals to report direct 

cortical activation in the absence of sensory stimulation with very recent work 

using all-optical interrogation to modulate behavioural responses to sensory 

stimuli157,179,348. These studies all make the case that the activation of 

functionally defined neurons in V1 can either improve or degrade performance 

on a behavioural task depending on the particular combination of stimulated 

neurons. Specifically if groups of neurons sharing task-relevant orientation 

tuning are stimulated then behaviour is enhanced, whereas if one stimulates 

groups of neurons with random tuning relative to each other behaviour is 

degraded. The implication is that the specific combination of stimulated 

neurons matters for driving behaviour. However, these studies drove behaviour 

with similar numbers of neurons as I have in this thesis and yet for the most-

part we made no such effort to ensure consistency in the tuning of neurons 

that we stimulated. Nevertheless we could still robustly drive behaviour. This 

suggests two things. Firstly, that the salience of neural ensembles may be 

subject to the demands of the task at hand. It seems clear that, in the condition 

where animals have learnt to respond to visual information leaving V1, 

stimulating V1 in a manner congruent with the flow of visual information is 

particularly beneficial in facilitating task performance. However, when animals 

have learnt to respond to bulk activity in a cortical area, as in my task, then 

these constraints may be relaxed and behaviour can be driven by any 

combination of an originally trained subset of neurons. This again highlights 

that neural plasticity may allow for any arbitrary ensemble of neurons to 

become perceptually salient, given the right task conditions. 
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And yet this does go against the prevalent idea that some combinations of 

neural activity should more potently drive local and downstream circuits40,248, 

and that behaviour is associated with activity patterns that follow this 

structured functional connectivity418. The concept of the neural manifold, some 

optimally accessible and driveable subspace of neural activity, has gained 

significant popularity over recent years419–421. It is unfortunate that my attempts 

to address this by looking at how sensory responsiveness and correlation 

influences behavioural salience in Chapters 5 and 6 were beset by artefactual 

concerns. The closest that we managed to come was demonstrating that, when 

stimulating small numbers of neurons, there does not seem to be any 

perceptual difference between groups that are strongly responsive to sensory 

stimuli compared to those that are weakly responsive. However, this comes 

with the caveat that the neurons in my ensembles did not share tuning to the 

same stimuli in the stimulus set, they just showed a strong response to at least 

one sensory stimulus. I decided on this protocol at the time as it was difficult 

to find enough co-tuned neurons in a FOV to drive behaviour with my current 

all-optical setup. If we were to implement some of the improvements outlined 

in previous sections, we could potentially re-run these experiments but instead 

stimulate co-tuned ensembles in a similar way to the studies mentioned above. 

Beyond this, we could use analytical techniques114,420,422 to define the manifold 

for the population under scrutiny and directly test whether there was any 

difference in behavioural salience between on and off-manifold perturbations.  
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7.3 All-optical manipulation of circuit activity 

One of the big advantages of all-optical interrogation is the ability to readout 

activity in the local network during activation of ensembles of neurons. Whilst 

it is clear that my attempts to do this in Chapter 5 were beset by issues with 

off-target activation, we did find a correlation between the sensory response 

magnitude of targeted neurons and recruited neurons which hints at structured 

local synaptic connectivity.  

 

It has long been known from paired electrophysiological recordings that there 

is preferential connectivity between co-tuned excitatory248,376 and inhibitory255 

neurons. This is in contrast to the generally dense and unspecific inhibitory 

connectivity380. My results are in general agreement with these previous 

findings. Moreover, a series of recent all-optical studies in visual cortex have 

demonstrated that direct neuronal stimulation generally inhibits the local 

network, with excitation reserved only for neurons that show very similar tuning 

to the neurons stimulated137,348. This seems to be particularly exaggerated when 

stimulating single cells, with inhibitory effects being comparatively reduced 

when the number of cells stimulated is increased137. This has been suggested 

to be evidence of ‘explaining away’, a Bayesian principle thought to reduce 

redundant information so as to allow for better discrimination between similar 

inputs423,424. This is in contrast to the more traditional view that structured 

connectivity implements amplification and pattern completion40. My results do 

not directly speak to these points since we only defined cells as having strong 

or weak responses to sensory stimuli, and my ensembles were not designed 
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to share stimulus tuning. Nevertheless, my results do potentially speak to the 

idea that there are subsets of highly active neurons in sensory cortex, and that 

these neurons could be hubs that share enhanced synaptic connectivity333.  

 

Beyond looking at simply which cells are recruited by photostimulation, recent 

studies have also begun to address how photostimulation events influence the 

subsequent dynamics of the network as a whole. In visual cortex it has been 

shown that stimulation of appropriate neurons initialises trajectories in activity 

space that are congruent with those elicited by visual stimuli157. Similarly 

studies in ALM have used all-optical methods to test the robustness of 

persistent activity in recurrent networks262. Unfortunately, due to the close 

temporal overlap between my photostimuli and the subsequent trained 

behaviour (licking) it would be very difficult to interpret the neural dynamics 

occurring directly after photostimulation. Nevertheless, it would be interesting 

in the future to look at whether trajectories in activity space could predict 

whether or not a given threshold stimulus would be reported or not. It would 

also be interesting to use recently developed closed-loop all-optical systems 

to try to perturb or cancel such trajectories in real-time425, giving a true gain/loss 

of function demonstration that such features were relevant for behaviour.   
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7.4 Future directions for all-optical interrogation 

In Chapter 3 of this thesis I described my version of all-optical interrogation 

which combines a green GECI calcium indicator (GCaMP) and a red-shifted 

opsin (C1V1) with an SLM and photostimulation galvo module for multiplexed, 

spiral-scanned photoactivation. This specific combination of components was 

chosen to overcome limitations that existed in the field at the time, but they 

also impose constraints on the types of experiments that are possible with this 

technique. In future each of these components should be improved to allow us 

to manipulate and record from more neurons, with more flexibility and higher 

temporal fidelity across a wider range of cortical areas.  

 

Gaining access to larger populations of neurons requires a combination of 

technological advances. Microscopes with ever larger FOVs (>1 mm) are 

required to image several cortical areas near simultaneously107,108. This will be 

facilitated by surgical procedures which now give us access to the majority of 

the dorsal cortical surface426. To complement this expansion in readout 

capabilities, we will also have to develop SLMs that are able to maintain their 

diffraction efficiency and resolution whilst diffracting to wide angles so as to 

allow us to address neurons across the entirety of these massive FOVs157. This 

expansion in 2D can be further augmented by adding the capability to image 

and photostimulate in 3D. 3D imaging has grown in popularity over the past 

couple of years, with groups using ETLs58,408, piezoelectric elements157,427, 

SLMs428 and spatio-temporal multiplexing429 in combination with advanced 

analysis techniques to near simultaneously readout the activity of thousands of 
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neurons352. This will also open the door to comparing the contributions of 

neurons in different cortical layers to neural computation and behaviour157. On 

the photostimulation side, fortunately SLMs easily allow for 3D 

photostimulation and have already been successfully used to target tens of 

neurons in 3D58,152,157,163. Again improvements in SLM technology and 

photostimulation laser power can help to increase the range, efficiency and 

magnitude of beam-splitting in 2D and 3D157.  This, in combination with 

improved red-shifted indicators92 and optical advances such as adaptive 

optics430 and three-photon imaging431, will also allow us to maximise the reach 

of this technique into deep cortical layers or even sub-cortical structures. Other 

imaging modalities, such as light-field imaging368, may also yield the ability to 

record from large populations of neurons in 3D with very high temporal 

resolution. However it remains to be seen whether the powers required for such 

techniques are compatible with long-term imaging or cross-talk free all-optical 

interrogation. 

 

Increasing the flexibility and temporal fidelity of all-optical interrogation will 

largely rely on improvements in opsin characteristics432,433. Since the discovery 

of C1V1 as the first red-shifted two-photon activatable indicator150, many 

groups have worked hard to engineer new opsins that show larger 

photocurrents, faster kinetics and lower jitter57,58,157. These features are pivotal 

if we are to try to realise the goal of mimicking biologically realistic spike trains 

which can exhibit significant variability434–436 and high firing rates437. 

Encouragingly, such new opsins have already been shown to be able to 
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generate in vivo-like firing patterns58 and can actually trigger cortical 

populations to recapitulate naturalistic activity dynamics157. Aside from 

improving the capabilities of excitatory opsins, there has also been a major 

drive to develop inhibitory opsins for all-optical silencing. In particular, a new 

two-photon activatable opsin, GtACR438, has been shown by several groups to 

potently inhibit spiking with single cell resolution58,180. Such bidirectional control 

of neural activity, particularly in the same animal, is pivotal if we are to truly 

extend the gain/loss of function experiments so popular with one-photon 

optogenetics into the all-optical toolkit. 

 

In addition to increasing the temporal fidelity of manipulation, it would also be 

desirable to improve the sensitivity on the readout side as well. Calcium 

indicators have been constantly improving over the past decade78,89. However 

they are fundamentally limited by the fact that they rely on a proxy of neural 

activity, action-potential triggered calcium influx, to report neural activity. This 

means they are relatively slow and limited to reporting supra-threshold activity. 

Genetically-encoded voltage indicators439,440 offer a tantalising addition to the 

all-optical toolkit as they are able to directly readout both spiking and sub-

threshold membrane potential fluctuations of single neurons177 and neural 

populations178. These indicators have recently also been combined with opsins 

to allow for optical electrophysiology in vivo178. Unfortunately, voltage 

indicators have so far mainly been used with one-photon illumination which 

massively limits spatial resolution (though a recent report explores the 

feasibility of two-photon voltage imaging441). This is because they must be 
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membrane bound so as to be ideally positioned to readout membrane potential 

changes439. Thus, the effective indicator volume is so small that it cannot be 

readout with two-photon excitation with any appreciable SNR. Progress has 

been made in improving the spatial resolution of one-photon voltage indicator 

readout by using DMD-based patterned illumination178. However, even 

patterned one-photon excitation still suffers from poor axial resolution. 

Moreover, since tissue scattering is much worse for one-photon illumination, 

the required excitation powers for voltage imaging, particularly deep in the 

brain, will likely lead to indicator bleaching, tissue damage and significant 

degradation of imaging resolution. Nevertheless, if significant progress was 

made in developing two-photon voltage indicators with similar excitation 

parameters to calcium indicators, this would be a game-changing addition to 

the all-optical toolkit.  

 

All-optical interrogation has already been used to probe neural circuits in 

several brain regions, predominantly in superficial cortical areas such as S158, 

V1137,157,179,348 and ALM262 due to the ease of optical access. However to make 

this technique truly universal, it must be extended to allow for interrogation of 

less accessible structures. Some headway has already been made in this 

regard. GRIN lenses442, which relay the imaging plane from deep in cortical 

tissue to the dorsal surface of the brain, have been successfully used to 

perform all-optical interrogation in the OFC of mice during a variety of 

behaviours59. Similarly, all-optical interrogation of hippocampus has been 

achieved by removal of the overlying cortex and cannula/imaging window 
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implantation56. Techniques such as microprism implantation could also be 

could also be used to relay imaging and photostimulation to deeper 

layers/structures in the brain443. However, all of these techniques require 

implantation of some sort of relay device which is very destructive to 

surrounding tissue. The ideal solution would be to combine three-photon 

imaging with some form of three-photon photostimulation, allowing for both 

modalities to reach very deep structures without damage to overlying cortex. 

However such a setup has yet to be demonstrated, and it is unclear whether 

there currently exist indicator/opsin combinations that have sufficiently low 

spectral overlap in the three-photon regime to allow for crosstalk-free all-

optical interrogation. As with the development of highly efficient two-photon 

indicators and opsins, much future effort will have to go into the directed 

engineering of probes that might be useful for three-photon imaging and 

photostimulation. 

 

Finally, to most efficiently leverage the power of such a toolkit in a variety of 

lab settings, we will have to continue the rapid progress  in the development of 

all-optical control software. In the same way that two-photon imaging has 

moved from a bespoke custom-built technique106 to a turnkey imaging solution 

with consistent, professionally maintained software444, we must push forwards 

a similar consolidation of all-optical software. Several groups have already 

released their custom code, ranging from basic control of all-optical 

experiments157,348 (see Chapter 4) to toolkits allowing for more nuanced 

experimental setups such as closed-loop all-optical control425. Incorporation of 
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these modules into existing microscope software will be essential for the 

dissemination of this technique as widely as possible.   
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7.5 Outlook 

The progress that we have seen in this field over the past ten years has been 

phenomenal, from the first demonstration of two-photon activation of ChR2162 

to the manipulation of behaviour by the precise activation of functionally 

relevant neurons using bespoke optical, molecular and analytical tools157,348. 

Through a huge effort from many groups we have already seen some long 

sought after tests of pervasive theories in the field concerning how neural 

activity relates to local circuit architecture137 and behaviour157,348. For a long time 

many groups were essentially pursuing the same goal – demonstrate for the 

first time that neurons correlating with a given behaviour can directly drive that 

behaviour when stimulated in isolation. Thankfully now that first wave of such 

results are being published we have the chance to take stock of the situation 

and plan optimally for the future. The good work that has already been done in 

developing new optical and molecular tools must continue432, but hopefully 

now informed by the caveats to the all-optical method that this initial wave of 

publications have revealed48. On top of this, it is important to maintain tight 

links between theorists and experimentalists in this field to ensure the 

development of computational frameworks specifically tailored to the types of 

experiments that the all-optical method enables43,157,262. Finally we must 

remember that no method is a golden bullet – where necessary we must 

continue to leverage tried and tested techniques to complement the new and 

exciting possibilities of all-optical interrogation. 
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