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Abstract

Laparoscopic liver interventions offer significant advantages over open surgery,

such as less pain and trauma, and shorter recovery time for the patient. However,

they also bring challenges for the surgeons such as the lack of tactile feedback,

limited field of view and occluded anatomy.

Augmented reality (AR) can potentially help during laparoscopic liver inter-

ventions by displaying sub-surface structures (such as tumours or vasculature). The

initial registration between the 3D model extracted from the CT scan and the laparo-

scopic video feed is essential for an AR system which should be efficient, robust,

intuitive to use and with minimal disruption to the surgical procedure.

Several challenges of registration methods in laparoscopic interventions in-

clude the deformation of the liver due to gas insufflation in the abdomen, partial

visibility of the organ and lack of prominent geometrical or texture-wise landmarks.

These challenges are discussed in detail and an overview of the state of the art is

provided.

This research project aims to provide the tools to move towards a completely

automatic registration. Firstly, the importance of pre-operative planning is dis-

cussed along with the characteristics of the liver that can be used in order to con-

strain a registration method. Secondly, maximising the amount of information ob-

tained before the surgery, a semi-automatic surface based method is proposed to

recover the initial rigid registration irrespective of the position of the shapes. Fi-

nally, a fully automatic 3D-2D rigid global registration is proposed which estimates

a global alignment of the pre-operative 3D model using a single intra-operative im-

age. Moving towards incorporating the different liver contours can help constrain
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the registration, especially for partial surfaces.

Having a robust, efficient AR system which requires no manual interaction

from the surgeon will aid in the translation of such approaches to the clinics.



Impact

This thesis provides computer vision tools for the registration of a 3D liver mesh

extracted from a pre-operative scan and the intra-operative scene for augmented

reality (AR) systems in laparoscopic liver surgery. Specifically, three main technical

contributions are introduced.

Firstly, a pre-operative planning tool analyses the patient-specific anatomy in

a simulation framework. It outputs a selection of surface patches which should be

acquired by the surgeon in order to obtain an efficient registration. This could be

useful for generating clear protocols for data acquisition for the clinicians, removing

redundant data collection since time efficiency is critical during surgery. Moreover,

since the proposed pre-operative simulation is independent of the registration tech-

nique used, I showed that it can be easily extended to analyse any other registration

method. So, it could be used by other researchers as a complementary tool to make

their data acquisition collection process more intuitive for surgeons.

Secondly, a semi-automatic 3D-3D global registration method is proposed

which demonstrates the importance of introducing anatomical landmarks of the

liver as an additional constraint when dealing with partial surfaces. Thirdly, a fully

automatic 3D-2D pipeline for global registration is proposed which can align the

pre-operative 3D model to a single laparoscopic image of the liver. The pipeline is

composed of two steps: i) automatic detection of liver contours using deep learning

and ii) automatic global contour-based registration. Both registration techniques

are robust to partial visibility ratios and deformation characteristic to laparoscopic

interventions and show promising results on retrospective clinical data.

The majority of proposed global registration approaches in the literature re-
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quire some degree of manual interaction of a user with the software, which is

cumbersome and relies heavily on the user’s experience of organ anatomy and the

software. Moreover, it is the main bottleneck towards automating a long-term AR

system for laparoscopic liver interventions with multiple subsequent stages relying

on a good initial alignment. All proposed methods have been designed specifically

to increase the usability of AR systems in operating rooms, by making them more

intuitive to use, with clear protocols and automation. These characteristics are es-

sential for an easier translation to clinics. The modular approach taken when devel-

oping the proposed techniques allows for easy integration within other registration

approaches published in the literature in order to automate them or improve their

usability. Additionally, the proposed tools could be used for commercially available

software aiming to bring AR in laparoscopic liver surgeries.

In order to encourage the contributions of this thesis to be put in practice by

other researchers, the work in this thesis has either been published or is in the pro-

cess of publication. In total, it led to 13 publications including multiple collabora-

tions (among which the winning entry to the MICCAI 2019 ABCD Challenge on

predicting fluid intelligence from MRI scans). Moreover, this research inspired the

participation in several public engagement activities for the general public (in the

NHS Open Day, Science of Surgery in Charles Bell House).
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Chapter 1

Introduction

The liver is a vital organ in the human body, weighing an average of 1500g in adults.

It is located under the diaphragm, on the right-upper quadrant of the abdominal

cavity [39]. The liver regulates most chemical components in the blood stream,

i.e. it breaks down alcohol and drugs, so they can be passed out of the system;

it produces certain proteins which help with blood clotting; clears out bilirubin;

stores sugars and converts them into energy when needed [40]. Once the harmful

substances are broken down, the waste is eliminated either in the blood or through

the bile. The waste in the blood will then be filtered by the kidneys and eliminated

through urine, whereas the bile enters the intestine and is eliminated as faeces.

Image removed on copyright
grounds.

Figure 1.1: Scheme of the abdominal cavity. The liver is situated on the right-upper quad-
rant of the abdomen. Illustration by Don Bliss.
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Liver cancer can be categorised by its origin in primary (starts in the liver

cells) and secondary (from cancer cells of other organs). Hepatocellular carcinoma

(HCC) is the most common type of primary liver cancer [41]. The worldwide inci-

dence (2018) of liver cancer cases was estimated to be 841080 (Fig. 1.2), and it is

predicted to increase due to the prevalence of hepatitis B and C [42]. Liver cancer is

the 4th most common cause of death from cancer worldwide after lung, colorectum

and stomach cancer, with 781631 cases leading to deaths in 2018 [14]. The inci-

dence of new cancer cases in 2018 was estimated at 18.1 million worldwide and it

is predicted to reach 20 million by 2025 [43].

Figure 1.2: Incidence and mortality distribution for the 10 most common cancer cases in
2018. Each percentage is computed with respect to the total number of cases.
Figure from [14], under the Creative Commons Public License, https://
creativecommons.org/licenses/by-nc-sa/2.5/deed.en.

In the late 70s, patients diagnosed with HCC who received no treatment died

within one year, irrespective of the diagnosis stage [44]. A median survival rate

of 21.6 months was observed for patients undergoing surgical intervention. These

prognostics improved over the years, due to a better screening process. A meta-

analysis of liver cancer published in 2002 reports 5-year survival rates lower than

https://creativecommons.org/licenses/by-nc-sa/2.5/deed.en
https://creativecommons.org/licenses/by-nc-sa/2.5/deed.en
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20% for untreated patients diagnosed with advanced HCC [45]. On the other hand,

surgical interventions were reported to lead to a 5-year survival rate of up to 60%-

75% in selected patients [46]. However, the survival data is difficult to compare or

extrapolate. If the cancer is detected in an advanced stage, the choice of treatment

is usually irrelevant for the final prognosis [45]. On the other hand, if the cancer is

detected at an early stage, a course of treatment is recommended, which could be

curative. Due to ethical concerns, there are no randomized trials comparing surgical

treatment to no treatment in HCC patients.

Surgical resection and liver transplants are curative treatments, with the for-

mer being recommended as primary therapy in the very early stages of cancer and

no underlying cirrhosis is present. In some very specific cases, resection is also

recommended for patients which are not suitable for liver transplant and have liver

cirrhosis but with well preserved liver function [46]. The choice for treatment is

made based on the number of tumours, their location and sizes and the presence

of underlying liver disease. Other neoadjuvant treatments include chemotherapy,

chemo-embolisation (a chemical component is delivered to the tumour location to

restrict its blood flow), radiotherapy or thermal ablation. However, surgical resec-

tion is considered the most efficient type of treatment [46].

1.1 Liver resection

Couinaud [15] proposed to split the liver into 8 functional segments, as in Fig. 1.3.

This classification is used by surgeons to plan resections, since each delimitation is

created based on branches of the hepatic artery and portal vein [47]. Thus, surgeons

need to consider the segment the lesion belongs to along with its neighbouring ves-

sel structure, in order to minimise bleeding. The liver surface is divided into the

left and right lobe by the falciform ligament (blue line in Fig. 1.3), which keeps

the liver attached to the abdominal wall. The left and the right triangular ligaments

attach the liver to the diaphragm.

Resection planning takes into account the aforementioned divisions and their

respective major vascular components to minimise possible risks and complications.
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Figure 1.3: Functional liver segment division proposed by Couinaud [15]. Colour coding:
brown - liver, green - gallbladder, blue - falciform ligament, orange - left and
right triangular ligaments.

While anatomic resections usually involve two or more segments, non-anatomic or

wedge resections involve removing the tumour along with a safety margin around

it [47] (see Fig. 1.4 for several examples). A negative resection margin is desired,

where all the cancerous cells have been removed. On the other hand, a positive

resection margin denotes the presence of cancerous cells. The main consideration

when planning for surgical resection is the remaining healthy liver volume available.

Contrary to other organs, the liver has a remarkable capacity for regeneration.

It can restore the lost mass in order to adjust to body size and recuperate its func-

tions. It has been shown on animals that liver regeneration is possible after two

thirds of the liver are removed [48]. Similarly, in cases with no underlying liver

disease, it is considered acceptable to perform resection of up to 75% of the normal

liver volume in human patients [49]. On the other hand, in cases with cirrhosis,

resections of up to 60% of the liver volume can be performed [50].

The main advantage of non-anatomic resections is that more of the liver vol-

ume is preserved, which can be extremely important when post-operative treatments

such as chemotherapy or recurrent tumours are involved [47]. An analysis over

201 patients with colorectal liver metastases which underwent anatomic vs. non-
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Figure 1.4: Examples of anatomic resections vs. an example of a non-anatomic resection.
Colour coding: brown - liver, green - gallbladder, red - sub-surface lesion,
yellow - area to resect

anatomic liver resection concluded that the latter group received less blood trans-

fusions and had a shorter hospital stay [51]. The non-anatomic resections were

performed for smaller metastases. Moreover, there were no differences between the

groups regarding recurrence rates, survival, mortality or morbidity.

1.2 Laparoscopic liver resection
Laparoscopic liver resections (LLR) have been explored in the past decades as a safe

alternative to open liver resections (OLR). LLRs consist of making small incisions

on the abdomen of the patient, where trocars are placed (Fig. 1.5b). The abdominal

cavity is inflated with carbon dioxide (pneumoperitoneum) in order to make space

for the movement of the surgical instruments. Then, the laparoscopic camera along

with the other instruments can be inserted through the trocars. The surgeon has

visual access to the intra-operative scene by looking at a monitor (which is usually

placed next to the patient) streaming the laparoscopic video feed. Pre-operative

planning on abdominal scans can be used to proceed with the intervention.

A recently published meta-analysis [52] gathered data from 463 manuscripts

and studied the effects of laparoscopic liver surgery in over 9000 cases. They con-

firm safety of LLRs with lower overall rates of complications, estimated blood loss,

rate of blood transfusions and hospital stays in both minor and major resections

[52]. The use of LLRs can potentially make the surgery more accessible to patients
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Figure 1.5: Comparison between scars from: a) Open liver resection and b) laparoscopic
liver resection.

with underlying liver disease, which might be unsuitable to OLR due to high risk of

post-operative complications [53].

In addition, LLRs could be used as bridging therapy for the cases on liver trans-

plant waiting lists [49]. Due to the shortage of donors, patients can be on waiting

lists for a prolonged time, during which small lesions might develop. Depending

on the case, they can either be removed through open surgery or laparoscopically.

Since open interventions usually cause adhesions around the tumour site, the access

to the liver is more difficult during the transplant procedure. Laparoscopic liver

resections have been found to result in less blood loss, reduced operative time and

significantly less blood transfusions needed [54]. Moreover, the recovery time after

LLRs is much shorter [49].

An international statement published in 2008 declared LLR is best suited for

patients with small single tumours (< 5cm in diameter) in the peripheral liver

segments (Fig. 1.6), among other conditions [55]. However, with improved la-

paroscopic techniques and better visualisation intra-operatively, initial results have

shown that LLR for tumours situated in the postsuperior segments in selected pa-
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tients is technically feasible and safe [56].

Image removed on copyright grounds.

Figure 1.6: Peripheral areas of the liver are considered to be favourable for laparoscopic
resections (Fig. from [16]).

Despite the significant benefits and the growing safety of the procedures, LLRs

are still not widely adopted in most facilities. A recent worldwide study reported la-

paroscopic interventions being considered in a small percentage of liver resections

(5%-30%), with some centers reaching 80% [57]. Most of these interventions con-

sist of minor resections, however the number of major resections has increased as

well.

One of the reasons many surgeons are reluctant to perform laparoscopic liver

resections is the high risk of major hemorrhage which might be difficult to control

intra-operatively [52]. Moreover, there are several technical challenges character-

istic to interventions with a monocular laparoscope, which have been grouped into

five main categories [58]:

• Weak depth perception. The projection from the 3D surgical environment

to a 2D video leads to a loss of depth information. Thus, it takes more training

for the surgeons to be able to mentally infer the 3D information of the surgical

scene and the movements of the instruments from 2D images.

• Constrained vantage point. The laparoscopic camera enters the abdomen

through a trocar placed in an incision which is usually performed once during
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the surgery. As a result, the surgeon has a restricted view of the surgical scene

and it may prevent the accessibility of some parts of the patient anatomy.

• Limited field of view. The laparoscopic camera usually has a small field of

view and a short focal length. As a result, the surgeon has to mentally create

a visual representation of the surgical field for navigation.

• Limited sense of touch. Open surgeries allow the surgeon to palpate the or-

gan and differentiate between healthy tissue and the tumour. However, this is

not possible in laparoscopic resections where the organ can only be manipu-

lated by the surgical instruments.

• Hidden anatomy. Some anatomical structures such as tumours or vessel

trees are hidden inside or behind the organ, which is a limiting factor for both

laparoscopic and open surgeries. It is essential for the surgeon to locate these

hidden structures during the intervention.

The research community aims to merge different imaging techniques to obtain

additional information about the surgical scene, thus addressing some of the above

challenges. Augmented reality (AR) is one such approach where virtual information

extracted from pre-operative data is seamlessly integrated with the live video feed

from the laparoscopic camera.

1.3 Augmented reality in laparoscopic liver resection
Augmented reality can potentially provide several advantages during laparoscopic

interventions.

Firstly, AR can provide the surgeons with a fast localisation of the sub-surface

structures (such as major vessel trees and tumours). Thus, clinicians could poten-

tially avoid hitting unexpected vessels, which would result in additional blood loss

(see Fig. 1.7). Moreover, the location of tumours with respect to neighbouring

vessels or potential abnormal vasculature is considered critical to the resection plan

[49]. So, AR could improve the understanding of complex anatomical configura-

tions.
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Image removed on copyright grounds.

Figure 1.7: Examples showing the advantages of augmented reality in minimally invasive
surgery. Left) The position of the blood vessel and tumour indicated by the sur-
geon with dotted lines. Right) The correct positions provided by an interactive
augmented reality system, validated with a laparoscopic ultrasound. A clear
difference is observed in the AR visualisation with the correct positions. Out
of the 7 clinical cases studied (5 livers, 2 pancreata), the surgeons delineated an
erroneous localisation in 2 liver clinical cases and one pancreas surgery. Colour
coding: purple - vessel, green - tumour. Images from [17].

At the same time, knowing the location of tumours within a safety margin can

help target the resection region more accurately and reduce cancer-positive margins.

Any planning performed before the surgery could be displayed for guidance intra-

operatively, such as the desired resection margin [32]. So, the surgeons could poten-

tially target the cancerous tissue with more accuracy and spare more healthy tissue,

which is important for the patient’s recovery and consequent organ functionality.

A preliminary study on ex vivo porcine kidneys compared the resection margins

in laparoscopic tumour resection [59]. Out of the 30 tumours resected, the rate of

tumours with positive resection margins in the AR and non-AR group were 13.8%

and 30.3% respectively. They also reported no misses in the AR group, whereas

the non-AR group had 4 complete misses of tumour targeting. Such guidance could

potentially reduce the risk of complications for the patients through faster decision

making, reduced surgical time and less blood loss. Another study proposed an im-

proved AR visualisation method and reported 85.2% negative margin rate with AR
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guidance vs. 41.9% without guidance in an ex-vivo experiment (59 pseudo-tumours

over 29 porcine kidneys) [32].

Secondly, AR reduces the cognitive load of having to match pre-operative im-

ages to the intra-operative scene under significant deformation, a task which de-

pends heavily on the experience of the surgeon. It has been shown that AR can

increase the efficiency and accuracy of localisation tasks as well as decrease the

time per task and the tool path length [60, 33]. Consequently, augmented reality

could also be used in the future to improve training and provide assistance for inex-

perienced surgeons.

While non-anatomic resections bring important advantages such as preserving

more of the liver volume (see Section 1.1), they are difficult to perform in a la-

paroscopic context. While in open surgery the surgeon can palpate the liver, this

is not possible in minimally invasive approaches. Augmented reality could provide

the additional guidance in locating tumours identified in the pre-operative images.

Given the advantages above, AR could lead to more cases being reconsidered as

suitable for laparoscopic liver resections [61].

An area that is considered very difficult to access in laparoscopic liver resec-

tions consists of the posterosuperior segments: VII, VIII, IVa (Fig. 1.6). Nonethe-

less, a trans-thoracic resection guided by an augmented reality system was reported

for a patient with a lesion in segment VIII [24].

Another clinical application where AR could bring benefits would be cases

where multiple tumours spread over both lobes. In general, such cases can be in-

operable due to the difficulty in removing the tumours along with a safety margin

and preserving a sufficient volume of healthy liver. Banz et al. [62] report using AR

for guiding a treatment plan involving resection of the largest tumour along with

ablation for the rest of them. Since some of the tumours were not visible with la-

paroscopic ultrasound (so called vanishing lesions), AR guidance helped with the

localisation by overlaying pre-operative CT data on the laparoscopic view. As such,

AR navigation may help improve longer-term survival by guiding intra-operative

treatment in selected patients considered inoperable or with difficulties in applying
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local ablation.

Taking into account the current evidence and clinical experience, AR systems

are most likely to be used in complex procedures. Example scenarios could include

cases involving tumours in challenging locations or multiple non-anatomic resec-

tions which require precise safety margins [63]. Moreover, AR could also be used

for educational purposes in helping more inexperienced surgeons gain confidence

and operate in laparoscopic contexts. More precise use cases will most likely be

defined with the advancement of the technology towards better target localisation

and improved usability.

1.4 Problem Statement
In most clinical protocols, the patient undergoes a pre-operative CT scan of the

abdomen. Since there is at least a one day gap until the surgery, the CT scan can

be segmented and the 3D surfaces of the liver and sub-surface structures can be

extracted. Several such services are available for pre-operative planning (i.e. Visible

Patient 1, MeVis 2).

The work presented in this thesis focuses on the registration stage at the be-

ginning of the surgery, before the surgeon starts manipulating the organ. Such

registration methods can be formulated in two steps, namely estimating a global

registration capable of providing an initial alignment of the two models and a fine

alignment which can refine the registration starting from a good initialisation. Mul-

tiple automatic rigid and non-rigid fine alignment methods have been proposed in

the literature. However, global registration is generally achieved manually. A user

has to rotate and translate a 3D model from a 2D view in order to roughly match

it with the current laparoscopic image. This stage is cumbersome, time-consuming

and depends highly on the user’s experience in the organ’s anatomy. Moreover, ev-

ery interaction with the AR display requires the surgeon to pause the intervention

and release any tools or instruct another OR staff to perform the interaction.

This thesis introduces a fully automatic global registration pipeline, each chap-

1https://www.visiblepatient.com/en/
2https://www.mevis.de/en/

https://www.visiblepatient.com/en/
https://www.mevis.de/en/
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ter providing essential concepts in making the proposed techniques robust to the

challenges of laparoscopic liver surgery introduced above. A global alignment tech-

nique should provide estimates within several cm [64], as most fine alignment algo-

rithms can successfully converge thereafter.

The overall aim of this thesis is to develop techniques which are compatible

with the current clinical workflow. They should be:

• efficient - able to reach a solution in a reasonable time frame, characteristic

to the clinical intervention. It is generally considered that the initial align-

ment should be estimated within several minutes, since it needs to be per-

formed only once. On the other hand, long-term registration update should

be real-time in order to cope with breathing motion, laparoscope movement

and tissue-tool interaction.

• usable and intuitive - with minimal disruption to the surgical procedure and

minimal dependence on user input

• easily translated in surgical operating rooms - using equipment already avail-

able in clinical protocols for liver surgery

• reliable - real-time accuracy measurement of the provided alignment. De-

pending on the visualisation strategy used, various accuracy constraints

should be met. If the registered model is viewed side by side with the la-

paroscopic view, errors of up to 10mm have been reported as reasonable since

the user can compensate mentally for the discrepancy [65]. However, the use

of overlays would require much more accurate alignments with values rang-

ing between 3 to 5mm [66, 26]. Equally important is how such alignment

errors are conveyed to the clinician in an intuitive way to enable the quick

assessment of the system’s reliability. The difference between the projected

and visible organ contours has shown promising results so far [29]. A more

detailed discussion can be found in Chapter 3.

The proposed work focuses on rigid registration due to several advantages.

Firstly, while non-rigid registration techniques can improve the accuracy with



1.5. Thesis Structure 45

promising results, the current main barrier for translation to clinics is the usability

of AR systems. The development of the proposed techniques was aimed towards

creating an intuitive workflow, with minimal disruptions to the surgical procedure.

Secondly, since the majority of non-rigid registration and long-term tracking tech-

niques rely on a good rigid initialisation, providing a robust global rigid registration

is critical. Lastly, validation for rigid registration is well understood and standard-

ised. Moreover, a qualitative assessment of a rigid alignment can be easily achieved

by comparing the projected organ contour with the one from the laparoscopic view.

Such visual cues help the surgeon assess the reliability of the AR system.

Ultimately, the surgeons should be provided with guidance during the intra-

operative intervention, by fusing a model extracted from the pre-operative CT scan

with the laparoscopic video feed. Such a visualisation could help in the uptake of

laparoscopic procedures for liver surgery by making complex procedures easier to

perform. Alternately, augmented reality aims to reduce the surgeon’s cognitive load

of matching pre-operative scans to the intra-operative view. Since the two modali-

ties differ significantly due to a different position of the organ, deformation due to

pneumoperitoneum and occlusion, inferring the location of sub-surface structures

based on mental mapping relies heavily on the surgeon’s expertise. So, having an

intra-operative guidance system could also be of use in training more surgeons to

safely perform laparoscopic liver resections.

1.5 Thesis Structure
Chapter 2 presents an overview of 3D-3D and 3D-2D registration background as

well as the main challenges encountered in liver registration.

Chapter 3 covers the state of the art techniques on the initial registration of the pre-

operative 3D volumes and intra-operative scene in laparoscopic liver resections.

Moreover, important aspects about validation and visualisation in AR systems for

liver surgery are discussed.

The main contributions of the thesis are:

• Efficient data collection simulation framework - Chapter 4 presents a
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proof of concept for intelligent collection of intra-operative data for efficient

registration. This work was presented at the International Conference on In-

formation Processing in Computer-Assisted Interventions (IPCAI) 2017 in

Barcelona and published in the International Journal for Computer Assisted

Radiology and Surgery (IJCARS) 2017 [3].

• Global surface-based registration - Chapter 5 details a semi-automatic 3D-

3D global rigid registration method. This work was accepted for presentation

at IPCAI 2018 in Berlin and for publication in IJCARS 2018.

• Contour-based automatic, global registration - Chapter 6 presents a 3D-

2D fully automatic global rigid registration technique. This work is in prepa-

ration for submission.
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Background

The alignment between the pre-operative 3D data and the intra-operative scene in

the first stages of the surgery is a critical step for augmented reality systems. This

chapter introduces theoretical concepts related to 3D-3D and 3D-2D rigid regis-

tration. These methods are well-established in the computer vision literature and

are considered a gold-standard in many applications. Subsequently, the challenges

specific to liver geometry and texture are discussed which break some of the as-

sumptions of traditional registration algorithms.

2.1 Coordinate systems
There are multiple ways to setup an augmented reality system with all its related

components [17, 67]. The main variations in hardware stem from different types of

laparoscopic camera tracking (i.e. optical, electro-magnetic (EM), vision-based). In

the following section, optical and vision-based tracking systems will be discussed,

which are used in the following chapters.

Let X and Y be the moving (pre-operative) and the target (intra-operative) mod-

els. In the 3D-3D alignment formulation, these models are either meshes or point

clouds whereas in 3D-2D, Y can represent points in the image space.

Let T b
a be a rigid transform from coordinate frame a to frame b:

T b
a =

R t

0 1

 (2.1)
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Figure 2.1: Illustration of the main transforms between the coordinate frames in an OR
setup with optical tracking. The tracker represents the world space in which
all the laparoscopic views are aligned automatically. Registration consists of
estimating TWorld

CT from the CT to the World space.

where R is a 3 x 3 rotation matrix and t is a 3 x 1 column vector representing a

translation in 3D space.

Various coordinate systems can be seen as either world centric, or camera cen-

tric. In Fig. 2.1 the optical tracker can be considered the world space. A set of

retroreflective spheres are attached at the end of the laparoscopic camera. The rela-

tionship between the camera space and the laparoscope space - T Lap
Cam can be obtained

using hand-eye calibration [68] after the spheres are attached. The optical tracker

detects the 3D position of the spheres with infrared light in real-time TWorld
Lap . The

aim of the initial registration stage is to estimate the transform that can align the

pre-operative surface models to the intra-operative scene - TWorld
CT :

TWorld
CT X = TWorld

Lap T Lap
CamY (2.2)

When using a stereo laparoscope, multiple surface patches obtained through

stereo reconstruction [69] can be merged automatically in the world space using

optical tracking. Thus, a point cloud of the intra-operative scene can be obtained.

Since each surface patch is individually small and unlikely to constrain a registration
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algorithm well, such an approach is advantageous because it can provide a larger

intra-operative surface quickly.

On the other hand, chaining the transforms results in an accumulation of errors

from the hand-eye calibration and the tracking [26, 29]. Moreover, when using

stereo reconstruction techniques, a triangulation error is present due to the small

distance between the stereo cameras. More details about the individual error sources

and their magnitude are discussed in Section 3.5.

Figure 2.2: Illustration of the main transforms between the coordinate frames in a vision-
based OR setup. Instead of chaining multiple transforms in a common space,
vision-based systems involve directly the estimation of TCam

CT .

An alternative would be to work directly with a vision-based system, such as

the one presented in Fig. 2.2. In this case, the aim of the initial registration is to

directly estimate the TCam
CT transform:

TCam
CT X = Y (2.3)
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While the registration accuracy would not contain any of the associated errors

from hand-eye calibration or tracking, this is a more challenging problem. In a

3D-3D context, estimating a rigid transform from one single stereo surface recon-

struction is in general not possible. Good stereo reconstructions can be obtained if

the laparoscope is close to the surface. However, it also means the reconstructed

surface corresponds to a small area. Since the liver is locally relatively smooth, a

single surface patch does not generally provide sufficient constraints for a registra-

tion.

Another approach to obtain a larger surface reconstruction of the liver would

be to perform an exploratory video which can reconstruct a 3D map of the world and

track the camera simultaneously (such as Simultaneous Localisation and Mapping

(SLAM)-based methods). Indirect SLAM relies on extracting features from the

input data, whereas direct SLAM techniques use pixel intensities in an optimisation

of photometric data and various regularisation terms. Both research directions have

reached high accuracy and real-time performance in the vision literature. However,

to the best of my knowledge, direct SLAM techniques have not been explored in

laparoscopic liver registration. Since the liver surface has a repetitive, homogeneous

texture in an environment with challenging illumination, direct SLAM approaches

might be difficult to apply.

On the other hand, several attempts have been made to translate indirect SLAM

techniques to laparoscopic data [70, 71]. Reichard et al. [70] merge multiple dense

stereo reconstructions into one point cloud. They show that using ICP to merge

consecutive views fails due to geometrical ambiguity in a small liver patch and to

slight changes in illumination that lead to noisy stereo reconstruction. Successful

mosaicking results were shown when an external laparoscopic tracker is used to

provide a good initial localisation of each individual patch. However, they report

difficulties in creating a system that does not rely on additional hardware. Nonethe-

less, such SLAM-derived frameworks assume a static world with no deformation,

which is not the case when the liver undergoes breathing motion. Mahmoud et al.

[71] extend a feature-based SLAM technique to estimate dense scene reconstruc-
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tions from multiple images taken in an exploratory video. Using multiple images

for the scene estimation provides an advantage in dealing with changing lighting

conditions over stereo reconstruction due to the larger parallax between frames.

While their method can deal with the breathing motion of the organ, they state that

it cannot cope with very homogeneous soft-tissue textures. In conclusion, SLAM-

based approaches are difficult to apply in laparoscopic contexts with challenging

illumination, specular reflections, repetitive texture and homogeneous appearance

and organ deformation.

Another alternative would be to estimate TCam
CT from a single laparoscopic im-

age in a 3D-2D formulation. The main difficulty in such a context is to find reliable

landmarks which can be identified in the pre-operative 3D surface which lacks tex-

ture and the current 2D intra-operative image which lacks geometry.

The next sections will introduce several well-established methods for 3D-3D

and 3D-2D registration. They are widely known in the computer vision literature,

but challenging to apply to liver surgery.

2.2 Registration overview
In a registration pipeline, the task is to align the moving model X to a target model

Y . These models can be represented by the points {xi} ⊂ X and {yi} ⊂ Y . The

solution to align the two sets of points can be obtained by optimising a registration

function to estimate the parameters θ of the transform T :

θ = argmin
θ

E(T (θ ,X),Y )+Ereg(X) (2.4)

In non-rigid registration approaches, the θ parameters can represent a rigid

transform with an additional deformation model. As a result, more degrees of free-

dom can be estimated to recover the full deformation between X and Y . Addition-

ally, a regularisation term Ereg is usually needed in order to constrain the space

of possible solutions and make the optimisation more robust. However, since this

thesis focuses on rigid registration, in the rest of this section, θ denotes the six

parameters required for a 3D rotation R and translation t.
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Finding the optimal set of parameters θ from Eq. 2.4 is not straight-forward,

especially when the target point model Y is only partially visible. Due to this am-

biguity, registration algorithms are usually split into two stages. Firstly, a global

alignment is needed to provide a good initial estimation of θ . Secondly, a fine

alignment can be applied to improve the accuracy and find the optimal transform

parameters θ . In general, fine alignment methods for surfaces with partial visibility

are able to converge if the global alignment errors are less than 20 mm and 20◦ [64].

2.3 3D-3D registration
An overview of the most popular approaches to solve for the global and fine align-

ment problems in 3D-3D registration is provided in the next paragraphs.

2.3.1 Global alignment

The global alignment stage or shape matching is based on inferring correspondences

from the shape geometry of X and Y . Moreover, such approaches recover the rigid

parameters θ irrespective of the models’ initial position.

In the 3D-3D shape matching formulation, the moving and target models X

and Y are usually represented by point clouds or meshes. Let {(x,y)i} ⊂ X×Y be

a set of n given correspondences between the X and Y .

Figure 2.3: Global alignment illustration in 2D. Two shapes X and Y can be successfully
aligned given the correspondence pairs {(x,y)i} ⊂ X×Y . Illustration inspired
from [18].

So, Eq. 2.4 can be re-written as:
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R, t = argmin
R,t

n

∑
i=1
||yi− (Rxi + t)||2 (2.5)

The aim is to estimate the rotation R and translation t which best align the

points xi to their correspondences on the target model yi. See Fig. 2.3 for an illus-

tration of shape matching.

First of all, the point sets need to be centred:

xi = xi−
1
n

n

∑
i=1

xi (2.6)

yi = yi−
1
n

n

∑
i=1

yi (2.7)

As derived in [72, 73], the optimal rotation and translation can be obtained

using the following equations:

R =V


1 0 0

0 1 0

0 0 det(VUT )

UT (2.8)

where USV T = SV D(X Y T
). SV D is the singular value decomposition of the X Y T

matrix, resulting in the left and right singular matrices U and V and the singular

values on the diagonal of the S matrix. The term det(VUT ) ensures the resulting R

is a rotation and not a reflection matrix.

t =
1
n

n

∑
i=1

yi−R
1
n

n

∑
i=1

xi (2.9)

As can be seen, once a set of correct correspondences is obtained, the following

estimation of the rotation and translation is straight-forward. However, obtaining a

set of correspondences is not trivial in most cases. In computer vision research, such

shape matching problems usually detect unique feature points (i.e. due to variation

of curvature) on both shapes. For each feature point, a descriptor could be computed

which encodes in a feature vector the local neighbourhood (i.e. normal variations,
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point distributions). By estimating the closest neighbour in the descriptor space (i.e.

using Euclidean distance, correlation), a set of candidate correspondences can be

found. In the case of outliers, techniques such as Random Consensus and Sampling

(RANSAC) [74] can be employed to obtain a solution from the correct correspon-

dences.

2.3.2 Fine alignment

Once a global alignment is obtained, the result can be improved with local methods.

A popular algorithm in 3D-3D registration is Iterative Closest Point (ICP) [75]. ICP

minimises the mean squared error (Euclidean distance) between the corresponding

points - the same as in Eq. 2.5. However the correspondences are not known. Due to

this ambiguity, an alternating scheme was proposed. Given two point clouds with a

good initial alignment, a correspondence set is estimated using closest neighbours.

Given the correspondences, an estimate of the current rigid transform is obtained

using the shape matching technique described above. After several iterations, ICP

is guaranteed to converge to a local minimum. See Fig. 2.4 for an illustration of

ICP.

Figure 2.4: Iterative Closest Point. Given a good initial alignment between the shapes X
and Y , closest point correspondences are estimated and the alignment is up-
dated. Multiple such iterations ultimately refine the initial alignment leading to
an optimal registration between the shapes. Illustration inspired from [18].

The main assumptions in ICP is that a good initial alignment is provided and

that the target model Y must overlap or be a subset of the moving model X . Firstly,

having a good initialisation is critical since ICP usually gets stuck in local min-

ima. Secondly, if the surfaces do not overlap, computing the closest neighbour

correspondence set will result in outliers which could hinder the convergence of the
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optimisation. There have been many proposals for improving ICP from a speed or

accuracy point of view - i.e. by using different sampling strategies [76], different

distance metrics, by taking into account normal differences in the candidate corre-

spondences, dealing with anisotropic and inhomogeneous errors in the point clouds

[64]. A more comprehensive review of efficient variants of ICP can be found in

[76].

The equations introduced in the global and fine alignment sections above can

be applied for 2D-2D registration between point sets in an image. However, in the

3D-2D registration an additional perspective projection step is involved.

2.4 3D-2D registration

In this section, 3D-2D registration refers to the task of recovering the camera pose

given correspondences between 3D points and their projection on a single 2D im-

age. Let ỹ2D = [u,v,1]T and x̃3D = [x,y,z,1]T be the homogeneous coordinates of a

2D and a 3D point, respectively. The minimisation function for 3D-3D registration

(Eq 2.5) can be re-written to include the projection from 3D to 2D.

θ = argmin
θ

n

∑
i=1
||ỹ2D

i −KπTCam
World(θ , x̃

3D
i )||2 (2.10)

where K is the intrinsic matrix and π is the perspective projection matrix. Sim-

ilar to the 3D-3D formulation, θ consists of the six parameters needed to define a

rigid transform (with rotation R and translation t) which aligns the 3D model to the

camera view.

In the next paragraphs, the formulation for the additional matrices is detailed

along with the chosen camera model.

2.4.1 Camera model

The point x̃2D in an image is obtained by perspective projection from the 3D point

x̃3D, using:

x̃2D
i = KπTCam

World x̃3D
i (2.11)
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Image removed on copyright grounds.

Figure 2.5: Pinhole camera model. A 3D point in the World space P can be projected
to a 2D Image Plane given the intrinsic camera parameters: principal point
coordinates cx,cy, focal length f , and possibly, skewness (not shown here for
clarity). Figure from [19].

The intrinsic matrix K is given by:

K =


fx 0 cx

0 fy cy

0 0 1

 (2.12)

where f• is the ratio between the focal length of the lens and the size of a pixel and

c• denote the coordinates of the principal point.

π is the perspective projection matrix:

π =


1 0 0 0

0 1 0 0

0 0 1 0

 (2.13)

The intrinsic parameters along with any possible distortions introduced by the

lens can be obtained using an offline calibration step [77]. If the focal length is fixed
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during the data acquisition step, the intrinsic parameters remain unchanged as they

do not depend on the current camera view. This step can be performed before the

surgery and is assumed as given in the following chapters.

The only remaining unknown in Eq. 2.10 is the rigid transform TCam
World , which

will be the focus of the next sections.

2.4.2 Global alignment

Similarly to the 3D-3D registration problem, a global alignment has to be estimated

first, followed by local refinement.

Figure 2.6: Global 3D-2D alignment illustration. Once the 2D points {yi} and their 3D
correspondences {xi} are established, PnP methods can be used to estimate the
camera pose TCam

World .

The class of solutions for 3D-2D pose estimation from known correspondences

is called Perspective from N Points (PnP) [78] (Fig. 2.6). Since R, t can be es-

timated using six parameters, the minimal solution of this optimisation consists of

finding 3 pairs of 3D-2D correspondences (y2D
i ,x3D

i )⊂Y×X , also called P3P [79].
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However, using 3 point correspondences results in up to four geometrically feasible

solutions, which can be disambiguated using an additional correspondence. Other

methods have been proposed which are faster or can incorporate various numbers

of correspondence pairs [80, 81, 82].

Analogous to the 3D-3D registration problem, obtaining the set of 3D-2D cor-

respondences is difficult. When the moving model X is represented by a texture-less

mesh, the neighbourhood of a feature point can be characterised from a geometri-

cal point of view. However, a 2D feature point in an image has no geometrical

information of its underlying shape Y , but only texture information. Similarly to

Section 2.3.1, a larger correspondence set can be estimated using various heuris-

tics and RANSAC [74] can be used to deal with the outliers, a popular approach in

augmented reality applications [78].

2.4.3 Fine alignment

Once a good initialisation is obtained for the rigid parameters R, t, Eq. 2.10 can

be refined using a non-linear optimiser to minimise the reprojection errors between

the correspondences. Such a two-stage method using global and fine alignment

approaches can be considered the ”gold-standard” in terms of both computational

efficiency and accuracy [78].

A detailed state of the art overview of PnP methods and non-linear local opti-

misation approaches is presented in [78].

Image removed on copyright grounds.

Figure 2.7: AR example using 3D-2D correspondences. The camera in the head mounted
display (left) can analyse and augment the view of the user in real time. In this
example, the world consists of a 2D planar marker (middle). The corners are
detected by finding the intersection points of the lines fitted to the edges. Once
the 2D -3D correspondences are known, a virtual object can be projected on
top of the physical plane (right). Figure adapted from [20].
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2.5 Challenges for registration in laparoscopic liver

surgery
Several traditional computer vision registration methods have been introduced.

Most of them make strong assumptions on the geometry and position of the shapes

i.e. no occlusion, no symmetries, distinctive geometry, no deformation, good initial

alignment. Since these algorithms have been developed for general problems in the

vision community, they have been heavily used in multiple applications - including

the augmented reality example presented in Fig. 2.7. However, initial registration

is especially challenging in laparoscopic liver interventions [35, 67] due to:

• Deformation - The patient anatomy deforms significantly between the pre-

operative scan and the intra-operative acquisition. Firstly, the position of the

body is changed between the two time points. Secondly, the pneumoperi-

toneum changes the location and shape of the liver (see Fig. 2.8). Other

sources of deformation are breathing motion and heartbeats. Multiple solu-

tions have been proposed for deformation estimation (more details in Section

3.3). However, they all rely on a good global rigid alignment for initialisation,

which is challenging to compute automatically.

Image removed on copyright grounds.

Figure 2.8: Bio-mechanical simulation of the abdominal wall under gas insufflation for
registration in laparoscopic interventions. Colour coding: abdominal wall -
red; liver - green; surrounding organs - purple. Left) Abdominal wall before
gas insufflation; Right) Abdominal wall after gas insufflation. Images from
[21].

• Partial views - As discussed previously, inherent challenges to laparoscopic

interventions are the constrained vantage point and limited field of view,
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which result in partial views of the organ of interest. Intra-operative 3D sur-

faces were observed to represent around 30-50% of the visible liver surface

[83]. Furthermore, depending on the intra-operative acquisition method, the

liver surface might have missing data in inaccessible regions.

• Lack of prominent features - The texture on the surface of the liver is repet-

itive, making it difficult to detect reliable feature points. Moreover, it varies

with patients and disease (see Figure 2.9). Consequently, point cloud recon-

struction from the matching of intensity based descriptors might prove diffi-

cult for livers with homogeneous appearance. Moreover, small partial views

of the liver surface reconstruction are usually almost flat, thus lacking promi-

nent features from a geometrical point of view as well.

Image removed on copyright grounds.

Figure 2.9: Variation in the appearance of liver surface for healthy tissue and cirrhosis.
Figure from [22].

The main assumptions in the global alignment methods described above (see

Sections 2.3.1 and 2.4.2) is that the 3D-3D or 3D-2D point correspondences can be

automatically, reliably detected in the same location in both modalities. In cases of

deformation or partial visibility, this task becomes extremely challenging. As such,

there is no established solution in the literature for the correspondence estimation.

Instead, the global registration stage is in the majority of AR systems either partially

or fully manual.

A discussion on the most relevant registration solutions in laparoscopic liver

registration is presented in the next chapter.
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Registration in Laparoscopic Liver

Surgery

Registration for laparoscopic liver surgery can be summarised in the following

steps:

Pre-operative

• acquisition of a pre-operative scan

• segmentation of the 3D model of the liver, major vessel trees and any abnor-

malities from the pre-operative scan

• pre-operative planning of the intervention, based on the extracted 3D models

Intra-operative

• initial registration of the intra-operative and pre-operative images [35, 26, 84,

83]

• visualisation of the fused information [67, 17]

A long-term augmented reality system with real-time updates would also in-

clude several additional stages once an initial registration is achieved:

• tracking of surgical instruments - using either optical, electromagnetic or vi-

sion based trackers [85, 86]
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• registration update in real-time for the rest of the intervention [83, 87, 30, 66,

88, 89, 90, 91, 92]

• modelling the real-time interaction of tissue and surgical tools, along with

changes in topology [93, 94, 95]

Literature reviews covering several of these stages have been published [96,

85, 67, 17].

A major step towards automating an augmented reality system is to accurately

and automatically estimate the initial registration. More specifically, this thesis

focuses on global registration for laparoscopic liver surgery for which there are no

solutions which satisfy the clinical requirements outlined in Section 1.4. Moreover,

it represents the main bottleneck involving manual intervention in most augmented

reality systems. Once a good initialisation is obtained, other fine alignment methods

can be employed to refine the registration and to track it in the next few frames

potentially using optical/ EM/ vision-based tracking. Alternately, if the automatic

initial alignment proves to be fast enough and robust to the presence of instruments,

it could be run repeatedly in order to obtain a real time up-to-date augmentation.

This chapter provides an overview of the state of the art of several compo-

nents relevant to the initial registration stage in augmented reality systems for liver

surgery. Firstly, several strategies for pre-operative planning are discussed (Sec-

tion 3.1). Secondly, if required, the intra-operative surface can be reconstructed

from the collected data (i.e. using methods reviewed in [97, 86]). Once both 3D

surfaces (pre-operative and intra-operative) are available, the 3D-3D surface based

registration component can be investigated. Alternately, 3D-2D registration can be

estimated by matching the pre-operative 3D model with a single 2D image. A re-

view of these approaches in the laparoscopic liver surgery field are discussed in

Sections 3.2 and 3.3), along with several relevant innovative deep learning tech-

niques in Section 3.4. Finally, since validation is extremely important, Sections 3.5

and 3.6 present an analysis of the current accuracy level of registration methods

in the field, along with the role visualisation plays in AR systems. More specifi-

cally, the published methods will be analysed with respect to the challenges specific
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to laparoscopic interventions introduced in Section 2.5 and the translation of AR

systems into a clinical setting (Section 1.4).

3.1 Pre-operative planning
While pre-operative planning of an intervention is extremely important, a fifth of

liver surgery cases prove to be more difficult than anticipated [98]. Changes made

to the pre-operative plans during the procedure have been shown to increase the

risk of adverse clinical events [98]. Computer vision tools have been investigated

to improve the understanding of complex anatomies and allow for interaction with

the patient-specific models and annotation. A better planning strategy is crucial for

reducing the risk of complex laparoscopic liver interventions.

Image removed on copyright grounds.

Figure 3.1: Virtual reality tool for pre-operative planning. A virtual screen shows a 3D
rendering of the processed CT scan including the liver surface, vessel trees and
tumour (yellow). The surgeon can control the transparency of each 3D model
with a handheld device. The abdominal CT scan is visible on the right. Figure
from [23].

Planning and simulating the procedure in a virtual reality framework [23, 17,

63] have been proposed (Figure 3.1). The surgeons are able to explore the patient-

specific anatomy before each intervention. Moreover, multiple information streams

can be aggregated and presented simultaneously (i.e. pre-operative CT scan, seg-

mentations, annotations, laboratory results, patient information) in order to facilitate

diagnostics, treatment planning, data exploration and education [23]. Such an ap-

proach can enhance the understanding of complex patient anatomy and act as an
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education tool for less experienced surgeons [23].

Another stream of work has focused on pre-computing an optimal port place-

ment [88] based on the patient specific models. Figure 3.2 shows an overlay of

the internal anatomy projected on the patient skin in order to guide the surgeons

[24, 63]. The insertion of the trocars for the camera and the instruments can be es-

timated using these pre-operative 3D models, for optimal triangulation with respect

to the lesion [24, 63]. Such a task can be especially useful when the tumour is lo-

cated in an area which is considered difficult to access in a laparoscopic setting. An

AR guided trans-thoracic approach has been successfully reported for resectioning a

tumour in segment VIII by using such pre-operative planning of the trocar positions

[24].

Alternatively, various computations can be performed on the pre-operative

scans and stored. Before the surgery, there are fewer time constraints, since there

is at least a day available between obtaining the CT scan and the beginning of the

intervention. A structural analysis of the vessels from the CT scan can then be

super-imposed intra-operatively [99]. Liver deformation can be pre-computed by

simulating multiple liver positions [100] or by taking into account the gravity load

and the pneumoperitoneum pressure [28]. The resection area can be precomputed

by taking into account the desired surgical margin [88, 32].

Another approach consists of pre-operatively planning for optimal data collec-

tion during surgery, such as [101, 102]. David Simon's [101] doctoral work looks

into high accuracy registration in computer assisted open surgery. He proposes a

framework for intelligent data selection (IDS) based on the observation that spe-

cific locations lead to better constraints for registration rather than gathering large

and random collections of data. This can be quantified by analysing how much

a set of points can constrain a surface based rigid registration algorithm. Ma et

al. [102] extended Simon's approach by providing an alternative derivation for his

constraint analysis. Ma et al. [103] later incorporated their analysis in a unified

method for registration and point selection using a particle filter, which estimates

the rigid registration parameters and maximises how well constrained the system is
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Figure 3.2: Pre-operative planning of port placement with augmented reality for a trans-
thoracic laparoscopic intervention. A) Testing various port positions. B-C)
Marking on the patient skin of the chosen port. Figure from [24].

from a geometrical point of view. Their method is especially interesting because

the registration is refined with each new measurement, thus providing the user with

suggestions on which data to collect in order to increase the registration accuracy.

A framework was also proposed to minimise the intra-operative registration

error by optimising the patient positioning and C-arm orientation [104]. The clini-

cal interest was towards registering planar X-ray images with 3D CT/MR scans for

guiding an endoscopic procedure concerning pancreatobiliary ducts. Moreover, lo-

calisation errors from selecting 2D and 3D anatomical landmarks were analytically

derived in order to asses the error propagation in rigid registration [104]. Their ap-

proach can be extended to inform optimal protocols for data collection in order to

achieve a desired error during the procedure. Moreover, having an uncertainty mea-

surement on the obtained registration can help surgeons understand when to trust

the provided guidance and when to attempt a better alignment.

Other related planning methods for data collection have been proposed in the

computer vision community [105, 76, 106]. Low et al. [105] propose an ICP reg-

istration predictor which can output absolute error bounds and use it as a selection

criterion for view planning in object reconstruction for range acquisition of indoor
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environments. Rusinkiewicz and Levoy [76] propose a point selection strategy for

ICP which maximises the distribution of normals in a sphere. Gelfand et al. [106]

extend the method to maximise both translational and rotation constraints on the

transformation.

A different approach to investigate the registration error variation with respect

to different data collection strategies was proposed by [107, 108] in CT based nav-

igation on the vertebra and neuronavigation respectively. They repeatedly select

points in different configurations and simulate hundreds of registrations to observe

the correlation between the regions with the registration accuracy. While they high-

light a specific protocol for the surgeons, the recommended configurations are dif-

ficult to generalise to other organs.

A recent review [109], including 11 studies with 497 patients on pre-operative

planning and simulation, reported that in a third of the studies the planned resec-

tion area was changed after seeing the simulation. Moreover, the liver volumes

predicted in the simulation along with the surgical margins were correlated highly

with the true values in the 8 studies which reported these values. While all studies

had a version of pre-operative planning (i.e. either segmentation of the CT scan,

virtual resection planned by the surgeon, automatic volume measurement), they are

currently not translated to the intra-operative scene effectively [109]. The review

concluded that it is essential for more research to be aimed towards providing au-

tomatic and intuitive navigation intra-operatively. The current solutions for global

and fine alignment in laparoscopic liver surgery are discussed in the next sections.

3.2 Global alignment

The global rigid registration of the pre-operative 3D image and the intra-operative

scene has been investigated through methods that rely on fiducials, user interaction

or through fully automated methods.

Several approaches propose the use of fiducials, either on the patient skin

[110], or on the organ itself [111] in open surgery. These fiducials can be seen

in both modalities. Another more robust option, which is applicable in laparoscopic
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interventions, would be to attach metabolisable fluorescent markers on the organ

[112]. However, these strategies are disruptive to the clinical workflow since they

require the acquisition of an additional CT or MRI scan immediately before the

intervention.

Surface acquisition of the intra-operative scene has been proposed as an al-

ternative. Several strategies have been developed using laser range scanners [113],

optically tracked probes [114], time-of-flight (TOF) data [35] and stereo reconstruc-

tion [26, 87]. Once the surface is acquired, the clinician is required to delineate

salient anatomical features leading to a point based initial alignment [113, 114] or

to a more complex non-rigid optimisation framework [83]. Another option to obtain

the rigid alignment is to manually rotate and translate the 3D pre-operative image

until it fits the intra-operative data [26, 87] or to use heuristics regarding the location

of the trocars and the insertion of the laparoscope in the abdomen [115, 116]. While

some level of user interaction is needed for these approaches, it is generally more

intuitive and faster to select salient features than to manually set the six degrees of

freedom associated with a rigid transform.

Hybrid methods have been proposed using cone beam CT (CBCT) and flu-

oroscopy [117] as bridging modalities between the laparoscopic camera and the

pre-operative CT, which delivers an additional radiation dose to the patient. Bern-

hardt et al. [118] develop an automatic method of registering an intra-operative CT

scan to a single laparoscopic image. Feuerstein et al. [119] propose using intra-

operative cone beam CT and optical tracking to register directly to the laparoscopic

view without using pre-operative information. While their methods achieve promis-

ing results, they are based on advanced hardware which might not be available in

most clinical settings.

Finally, fully automated techniques have been proposed for 3D-3D registration

when using intra-operative surfaces [84, 35]. Fusaglia et al. [84] develop an exhaus-

tive search over the principal directions of the intra-operative surface acquired with

a tracked laser pointer in laparoscopic liver surgery. Dos Santos et al. [35] introduce

a new automatic method to establish surface correspondences between the 3D pre-
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operative mesh and the intra-operative surface acquired with a TOF camera in open

liver surgery. While their validation for deformation under breathing motion can be

sufficient for open surgery, livers in laparoscopic interventions undergo significant

general deformation due to pneumoperitoneum (Section 2.5). On top of introduc-

ing additional tools into the clinical workflow, both methods rely on large surfaces

of the liver being visible. As such, it is unclear how they would be translated to

laparoscopic interventions.

Figure 3.3: Comparison of visible liver surface - a) The falciform ligament was cut and a
large portion of both liver lobes is visibile (Figure from [25]); b) The falciform
ligament is present and the surface visibility is decreased to a liver lobe or less.

On the other hand, obtaining an automatic global alignment in 3D-2D registra-

tion is extremely challenging. In general, this step is performed manually, by having

a user specify the 6 degrees of freedom [27, 63]. This could be extremely difficult,

depending on the visibility of the organ and the ambiguity in the z direction. A

semi-automatic technique has been proposed which incorporates prior knowledge

about the organ [25]. Since in most laparoscopic interventions, the camera is in-

serted through an incision around the belly button, the liver can be transformed to a

canonical pose before the surgery. Once such an approximation is made, the clini-

cian has to annotate on the laparoscopic image where the anterior ridge, silhouette

and the line where the falciform ligament was cut. These contours can then be

matched with the pre-operative 3D surface. Their approach works well if applied

after the falciform ligament is cut and a large portion of the liver is visible (Figure

3.3). However, not all interventions require cutting the falciform ligament. In these

cases, large portions of the liver are occluded and matching the 3D-2D contours is
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not straightforward, leaving manual alignment as the only reliable option.

3.3 Fine alignment
The resulting transformation from global alignment methods can be further im-

proved by local refinements algorithms such as [75, 36] in order to get a rigid

[120, 113, 26, 121] or a non-rigid alignment [87, 83, 116] between the two modali-

ties.

3.3.1 Rigid alignment

Table 3.1: Fine rigid registration methods in open liver resection (OLR) and laparoscopic
liver resection (LLR)

Paper Method Initial alignment Surgery
Cash 2005 [120] DIRR1 annotations (PBR2) OLR
Clements 2008 [113] wICP3 annotations (PBR) OLR
Rucker 2014 [66] wICP [113] annotations (PBR) OLR
Thompson 2015 [26] ICP manual LLR

Fusaglia 2016 [84] ICP
automatic
(exhaustive search) LLR

1 DIRR = Deformation Identifying Rigid Registration
2 PBR = Point Based Registration
3 wICP = weighted Iterative Closest Point

A significant amount of work has been done towards achieving good estimates

for rigid shape matching, where the two shapes have to be aligned using an Eu-

clidean transform (six degrees of freedom - rotation and translation).

Due to its good performance in practice and convergence properties, ICP has

been widely applied in many applications including pre-operative to intra-operative

data registration (i.e open [114, 113] or laparoscopic [26, 84] liver surgery - Figure

3.4).

ICP relies on a good initial alignment, which can be provided using the global

methods introduced in Section 3.2. Anatomical landmarks can be incorporated in

a weighted ICP scheme [113] to make the algorithm more robust. Table 3.1 sum-

marises the main methods proposed in the literature for fine rigid alignment in liver

surgery.
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Figure 3.4: Augmented reality overlay during a porcine liver resection [26]. A global regis-
tration was performed manually, followed by ICP for rigid refinement resulting
in an accuracy of 8.6 mm. Left) The overlay shows good agreement of the liver
surface edges with the projected 3D model. Right) The overlay includes the
vasculature and tumours identified in the pre-operative scan. Figure from [26].

Rigid transformations are the current de facto standard in AR for minimally

invasive surgery. However, the liver is known to undergo significant deformation

due to pneumoperitoneum, heartbeat and breathing motion in the initial stages of

the surgery (see Section 1.3). Even though the respiratory motion varies for each

patient, it manifests on the liver as a translational motion in the cranio-caudal di-

rection with magnitudes between 10 mm and 26 mm [122]. Models for breathing

motion correction have been proposed [10]. On the other hand, the motion induced

by heartbeats is much smaller, on the scale of 1 mm [123]. A recent study [124]

measured liver deformation in 25 patients who had to convert from laparoscopic

liver surgery to open surgery. They found significant deformation between both

pre-operative and intra-operative stages and laparoscopic and open liver surgeries.

Several techniques deal with the deformation induced by pneumoperitoneum ex-

plicitly [125, 126, 21] by estimating liver deformation from pairs of non-insufflated

and insufflated scans of livers [125], or simulating the abdominal wall under pneu-

moperitoneum for port placement [126] or registration [21]. As the intervention pro-

gresses, further deformation occurs in the interaction with the surgical instruments.

A review of the most relevant published solutions for the non-rigid registration is

presented in the next section.
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3.3.2 Non-rigid alignment

While rigid registrations consist of estimating a global transform with six param-

eters, objects that undergo deformations require more complexity. One approach

widely used in the computer vision community is to use parametric models of de-

formation, where a warping function is estimated from the correspondences found

between the two shapes. This kind of deformation parametrisation is usually fast to

compute since the non-rigidity is represented by a small number of control points.

The main focus in the augmented reality in laparoscopic surgery is to be able to

overlay the subsurface structures present in the CT scan on the laparoscopic video.

This step would imply propagating the deformation estimated from the surface of

the organ towards the vessel trees and tumours. When using parametric models,

one option to propagate of deformation inside the organ is to assume the internal

structures are rigidly attached to the surface. For example, an AR non-rigid reg-

istration for the uterus has been proposed using an affine warp [115]. A method

based on a parametric model (Coherent Point Drift [127]) was also proposed for

the non-rigid registration of intra-operative CBCT to stereo reconstruction in liver

surgery [128]. However, the liver undergoes significant soft-tissue deformation in

laparoscopic interventions (see Section 2.5) and it is unclear how to best propagate

the deformation to the sub-surface structures for parametric models. As a result,

the research community has mainly focused on using bio-mechanical models of the

liver to represent the deformation. Most optimisation schemes have an internal en-

ergy term which approximates the elastic deformation of the mechanical model and

an external energy term for the registration constraints, given some boundary con-

ditions. These approaches have higher complexity, can be more costly to compute

than parametric models and they require prior knowledge of the physical proper-

ties of the different tissues in the organ. Nonetheless, they provide a biologically

feasible propagation of deformation from the surface to the internal structures with

visually coherent results, assuming enough intra-operative data is visible.

Usually, the biomechanical model is built from the 3D model extracted from

the pre-operative CT scan. The boundary conditions are set based on prior knowl-



72 Chapter 3. Registration in Laparoscopic Liver Surgery

Table 3.2: Fine non-rigid registration methods in liver surgery

Paper
Deformation
model

Registration
constraints

Initial
alignment Surgery

Cash 2005 [120] ,
Cash 2007 [114]

homogeneous
biomechanical
model

support regions,
point correspondence

annotations
(PBR1)

OLR

Clements 2007 [100]
homogeneous
biomechanical
model

support regions,
point correspondence assumed given OLR

Dumpuri 2010 [129]
homogeneous
biomechanical
model

extrapolated
point correspondence

annotations
(PBR [113]) OLR

Rucker 2014 [66]
homogeneous
biomechanical
model

support regions,
extrapolated
point correspondence

annotations
(PBR [113]) OLR

Suwelack 2014 [30]
homogeneous
biomechanical
model

support regions,
[optional] known
landmark correspondences,
potential field generated
by intraop surface

automatic [35] OLR

Adagolodjo 2017 [27]
homogeneous
biomechanical
model

2D liver contour,
simulated pneumoperitoneum

manual +
annotations OLR

Allan 2016 [128] parametric point correspondence manual LLR

Haouchine 2016 [116]
homogeneous
biomechanical
model

liver contour,
abdominal modelling,
volume preservation

annotations LLR

Plantefeve 2016 [83]
heterogeneous
biomechanical
model

anatomical landmarks,
point correspondence annotations LLR

Koo 2017 [25]
homogeneous
biomechanical
model

liver silhouette, falciform,
ridge line,
point correspondence, shading

annotations LLR

Heilseman 2017 [124]
homogeneous
biomechanical
model

falciform, left and right
triangular ligaments,
organ posterior

annotations
(PBR [113]) LLR

Ozgur 2018 [28]
homogeneous
biomechanical
model

liver silhouette, falciform,
ridge line,
point correspondence,
preop. pneumoperitoneum
with gravity load

annotations [25] LLR

1 PBR = Point Based Registration
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edge of the liver anatomy and certain assumptions for a specific intervention (i.e.

prior knowledge of the support region of the liver in open surgery [66, 120, 100]).

The registration constraints are usually given by the data observed intra-operatively.

As a consequence, most methods differ by their choice of biomechanical model,

boundary conditions or registration constraints used. Several techniques chose a

homogeneous biomechanical model (liver parenchyma) [66, 30, 116, 25, 27, 66]

or a heterogeneous model (liver parenchyma, Glisson’s capsule and vascular tree)

[83, 87, 130, 131]. A recently published study [132] comparing the two approaches

reported no significant improvement in registration results and increased compu-

tational time for the heterogeneous model in simulations of varying realistic de-

formations of the liver. The registration constraints mostly used are anatomical

features [83, 116, 25, 27, 124], shading cues [25], correspondences given by the

surfaces [83, 87, 130, 66, 120, 129], volume preservation [116]. The liver con-

tours can be manually annotated [83, 25, 28, 27] or automatically estimated from

point cloud segmentation [116] in the intra-operative images. In the pre-operative

model, the contours and anatomical features can be automatically labelled us-

ing atlas based transfer from a database of 3D models of CT scans [83]. Sev-

eral methods aim to compensate by simulating the pneumoperitoneum deformation

[125, 124, 21, 27, 28]. Another important factor to take into account is the gravity

load on the pre-operative model, since the pre-operative CT scan is acquired in a

different patient position than the laparoscopic intervention [28].

Several of the published methods can only be achieved in open surgery

[120, 114, 129, 66, 100] since the intra-operative data is collected with a laser range

scanner [120, 114, 129, 66]. While laser range scanners have been proposed for la-

paroscopic surgery [84], they are prototypes and not widely used. Moreover, these

methods make assumptions which are only valid in open surgery, such as access to

a large view of the organ, the existence of minimally deformed regions [120], or

specific strategies to stabilise the liver by placing support material under its lobes

[66, 120]. An interesting approach which uses an atlas built pre-operatively from a

range of simulated possible liver deformations was proposed to estimate the intra-
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operative deformation [100]. However, since it requires an exhaustive simulation

set of plausible deformations specific for each surgical intervention, it is difficult to

translate to clinical scenarios. A similar, more plausible approach [124] proposes

to build a model of deformations based on random perturbations applied at several

control points situated on support regions (i.e. ligaments, organ posterior where the

liver makes contact with other organs). Thus, the main task intra-operatively is to

find the set of pre-computed perturbation that best matches the intra-operative data.

Image removed on copyright grounds.

Figure 3.5: Registration formulation based on the liver contour proposed by Adagolodjo et
al. [27]. Firstly (step 1) the deformation due to pneumoperitoneum is simulated
before the intervention. Step 2 shows a rigid global alignment performed by a
user which aligns the pre-operative 3D model to approximately match the intra-
operative image. Finally, in step 3 the annotated 2D organ contour is used as a
constraint for a biomechanical simulation of the liver deformation. Figure from
[27].

A clear trend can be observed in the development of non-rigid registration al-

gorithms presented here. Initial work in defining the registration constraints for the

biomechanical modelling started with point correspondences [120, 100, 129, 66].

Since the deformed model is guaranteed to fit mostly around the corresponding

points, different strategies to extrapolate a smooth deformation field to unseen re-

gions during surgery have been proposed [129, 66]. Most of these methods were
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applied in open surgery, where the intra-operative data acquisition was performed

with laser range scanners or optically tracked probes, resulting in large surfaces

with enough points. However, non-rigid registration techniques in LLR mostly use

monocular or stereo laparoscopic cameras for data acquisition. While point corre-

spondences from sparse correspondences can still be used as constraints [87, 83],

the visible surfaces are smaller. Moreover, the liver surface differs greatly in ap-

pearance depending on the pathology - which implies difficulties in finding robust

correspondences between images of homogeneous liver surface (such as Fig. 2.9).

Strategies can be employed to deal with noisy and sparse surface reconstructions,

such as using surfaces fitted to the point cloud [116, 83, 131] and using control

points [131]. However, if the liver surface lacks clear features, the reconstructed

point cloud will not represent the underlying surface accurately, leading to fail-

ures in non-rigid registration methods which rely on such representation [116, 83].

This issue was also observed in [133]. As a result, the limited data available in la-

paroscopic interventions can easily lead to an under-constrained systems when es-

timating the liver deformation with many degrees of freedom. So, other constraints

which are motivated by the organ shape have been proposed - such as anatomical

landmarks [83, 25, 28] or liver silhouette [116, 27]. Several of these contour-based

approaches [27, 28, 25] show promising results using the 2D contour as projective

constraints and a biomechanical model for deformation (Figure 3.5). However, they

are validated on synthetic data assuming 70% - 100% of the liver surface visible

(Figure 3.6). While such visibility is achievable in open surgery [134], the other

methods propose performing the registration in laparoscopic interventions after the

falciform ligament is cut and the liver is less occluded [28, 25]. However, not all

laparoscopic interventions require the removal of the falciform ligament, in which

case approximately 30%-50% of the surface is visible [83]. To date, the only reli-

able global registration solution for these cases is rigid manual alignment.
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Image removed on copyright grounds.

Figure 3.6: Partial visibility experiment for the registration framework proposed by Özgür
et al. [28]. Left) The field of view circles occlude the liver contours (anterior
ridge in red and silhouette in yellow) approximately by 10%, 20% and 30%.
Right) Their proposed method [28] is compared against another deformable
[25] and rigid registration approach [17] with promising results for the tested
levels of occlusion. Figure from [28].

3.4 Deep learning in laparoscopic liver interventions

Recently, deep learning techniques have been heavily explored in medical image

analysis [135]. Multiple solutions have been proposed with impressive accuracy

for segmentation, object detection, registration and diagnosis from medical images

[135, 136, 137, 138]. The main driver behind such methods has been the availability

of standardised datasets (i.e. MRI, CT, OCT scans) - detailed lists can be found in

[136, 138].

In medical image analysis, the main difficulty in the progression of deep learn-

ing techniques is the lack of annotated clinical data [135]. While computer vi-

sion tasks can obtain annotations through large crowd-sourcing projects, this is not

achievable in medical imaging. Specific expertise is needed in order to provide

reliable annotations with clinical relevancy.

Deep learning techniques could in theory fully automate registration of a 3D

pre-operative model to laparoscopic videos. However, such registration datasets are

not currently available and they are extremely difficult to build. Since each surgery

is slightly different (i.e. pathology, organ appearance, organ geometry, patient age,

type of intervention), a large dataset with multiple examples for each task is needed.

Since liver surgeries are especially challenging from the point of view of inter-

subject variability, small datasets will result in the trained network being incapable
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of generalising well to new examples. For example, a liver segmentation CNN

trained on approx. 2000 images across 13 interventions reported poor generalisation

to cases that vary too much from the training data [11].

Since collecting more data requires extensive manual work and possibly years

of surgeries, a solution could be provided by synthetic data. Preliminary results in

estimating the deformation of the pre-operative 3D model from a 3D intra-operative

surface have been published recently [139, 140]. In these cases, the network can be

trained with simulated deformations of a 3D liver mesh and a partial point cloud

representing a 3D intra-operative surface. Such approaches are encouraging since

they can use more data than is generally available.

Figure 3.7: Image-to-image translation proposed by Pfeiffer et al. [5]. The images obtained
from a computer simulation of a laparoscopic liver intervention (domain A) are
translated to look like real laparoscopic images (domain Bsyn) using deep learn-
ing. The middle and right columns show various styles for the same simulated
scene. Figure from [5].

Recent studies propose style transfer to enhance the realism of surgical simu-

lations [141, 5]. Figure 3.7 shows an example of such image translation for laparo-

scopic liver surgery. In [5], they ensure the labels generated for the synthetic data

are preserved when the style of the images changes. They achieve high accuracy

in liver segmentation without requiring any data annotation and alternatively show

that pre-training a model on synthetic data can increase the network’s performance

significantly. The synthetic dataset is publicly available (more details in Section

3.5.1).
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3.5 Validation
Tumour resection is usually performed by taking into account a safety margin be-

tween 1 mm and 1 cm [142], such that all cancerous cells are removed and the

probability of reoccurrence is minimised. Several studies suggest the registration

accuracy should be better than 5 mm [66, 67] or 3 mm [26]. Higher registration

errors would imply the surgical margins exceed their limit and the intervention is

at risk. However, there are multiple factors that influence the clinician’s perception

of the alignment accuracy - i.e. misregistration, visualisation. In this section, the

various protocols used to validate registration algorithms are reviewed, with their

respective errors. Next, the visualisation of registration is discussed along with its

impact on the user’s perception of accuracy.

Table 3.3: Validation for rigid methods

Paper
Intervention
type Phantom Animal Human

Cash 2005[120],
Cash 2007[114] OLR

mean TRE <3mm
(6 targets, 2 deformations)

mean RMSE = 7.72 mm
(4 cases, LRS)
mean RMSE = 5.41 mm
(7 cases, tracked probe)

Clements 2008[113] OLR
mean TRE = 2.9 ± 0.5mm
(250 perturb., no deformation)

mean RMSE = 6.65 mm
(6 cases)

Rucker 2014[66] OLR

mean TRE = 9.87mm
(28 targets, 4 deformations)
mean TRE = 8.00 mm
(58 targets, 1 deformation)

mean RMSE = 4.78 mm
(5 cases)

Thompson 2015[26] LLR
mean TRE = 2.9 mm
(9 landmarks, no deformation)

mean RMSE = 9.43 mm
(3 porcine cases)

Fusaglia 2016[84] LLR
mean TRE = 3.2 ± 0.57mm
(3 phantoms, no deformation)

Thompson 2018[29] LLR

4 live registrations (manual):
mean RMSE = 25.0± 8.8 mm
5 retrospective (manual):
mean RMSE = 19.4 ±7.4 mm
1 retrospective (manual+ICP):
RMSE = 12.3 mm

An overview of the accuracy values achieved in the literature for rigid and non-

rigid registration in laparoscopic liver surgery can be found in Tables 3.3 and 3.4

respectively. Note that these errors are not directly comparable, since they are com-

puted using different techniques on several datasets. The target registration error

(TRE) represents the mean distance between the original and estimated position of

a landmark not involved in the registration optimisation. So, it is the ideal measure-

ment for the performance of a registration algorithm. However, it cannot be easily

computed in a clinical setting, where there is no ground truth available. Instead, a
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metric used frequently is the root mean squared error (RMSE) which is computed

between the closest corresponding points of the two surfaces. While low values of

RMSE represent a good match of the surfaces, they do not necessarily indicate the

correct position. It was previously shown that RMSE and TRE are not correlated

[143].

In general, rigid registration methods in laparoscopic liver interventions usu-

ally achieve approximately 10 mm accuracy in synthetic and phantom experiments.

Further refinement of the registration can be achieved using non-rigid alignment.

Despite reaching accuracy values under the desired 5 mm, non-rigid methods can

be difficult to translate to a clinical setting. In image guidance systems it is critical

for the surgeon to be able to confirm whether the registration algorithm provides

a feasible solution [26]. The functioning of rigid methods can be comparatively

easy to evaluate. On the other hand, with increasing complexity in the deformation

model less reliability is observed in the error metrics used, due to the ambiguity

introduced by adding more degrees of freedom. In practice, optimisation functions

for deformation estimation have several local minima, with multiple deformed con-

figurations leading to an optimal solution. Consequently, non-rigid techniques are

highly dependent on a good initial rigid alignment.

Animal models can represent realistic anatomy, similar to human patients

[144]. Markers can be implanted [145] or artificial lesions can be created using

ablation [26] on the liver surface, in order to serve as landmarks for points based

registration or validation. However, due to ethical issues, high costs and licences

for animal testing, they are not easy to introduce in the clinical validation needed

for translation [146].

Another important factor to consider is the different error sources that might

contribute to a registration in a clinical context. Thompson et al. [29] quantify the

errors of various alignment strategies (point based registration, manual registration,

ICP retrospective alignment) measured in human clinical data (either live during

surgery or retrospectively). The errors could accumulate from various sources such

as the tracking system, laparoscope calibration, point picking in video, point picking
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Table 3.4: Validation for non-rigid methods

Paper
Intervention

type
Synthetic Phantom Human

Cash 2005[120],

Cash 2007[114]
OLR

robustness to initial registration,

sensitivity to biomechanical

modelling parameters

mean TRE <4.00 mm

(6 targets, 2 deformations,

partial and full surface)

qualitative

(4 cases)

Clements 2007[100] OLR
mean mesh TRE = 3.51mm

(5 deformations)

mean TRE = 3.4 mm

(6 targets, 2 deformations)

Dumpuri 2010[129] OLR

mean TRE = 1.1mm (full surface)

mean TRE = 2.45mm (partial)

(43 targets, 2 deformations)

mean RMSE = 2.45 mm

(8 cases)

Rucker 2014[66] OLR

robustness to initial registration,

robustness to parameters,

sensitivity to support surface,

effect of data coverage,

effect of gravity,

effect of model linearisation

mean TRE = 3.3mm

(28 targets,

2 phantoms,

5 deformations)

mean RMSE = 2.74 mm

(5 cases)

Suwelack 2014[30] OLR

robustness to simulated

breathing deformation,

robustness to model parameters,

stability and speed

mean TRE = 2.3mm (full surface)

mean TRE = 5.05mm (partial)

mean TRE =8.7mm(intra-op recon.)

(OpenCAS dataset)

Adagolodjo 2017[27] OLR

robustness to initial registration,

robustness to partial size up to 70%,

computational time

mean 3D err = 1.2 mm

(4 deformations)

qualitative

(2 cases)

Allan 2016[128] LLR

mean RMSE = 0.93mm

(2 phantoms, no deformation)

mean RMSE = 0.75mm

(2 phantoms, deformation <2 mm)

Haouchine 2016[116] LLR

4 mm <TRE <12 mm

(5 tumours,

pneumoperitoneum + noise),

comparison with two other methods,

computational time

mean Hausdorff = 26.21 px

(dist-liver contours)

(2 cases)

Plantefeve 2016[83] LLR

mean TRE <3 mm

(partial surf >20%

pneumoperitoneum),

homogenous vs heterogenous models,

healthy vs cirrhotic livers,

robustness to model parameters,

robustness to partial size up to 10%

mean Hausdorff = 1.1mm

(dist-surf. mesh and intra-op)

(2 cases)

Koo 2017[25] LLR

mean TRE <10 mm

(2 livers, with deformation),

robustness to initial registration

qualitative

(1 case)

Heilselman 2017 [124] LLR

mean TRE = 6.4 mm,

[66]:mean TRE = 7.9 mm,

[113]: mean TRE = 14.7 mm,

(1 phantom, 3 states)

robustness to surface visibility

local surface correction

in MIS & open clinical data

(25 cases)

Ozgur 2018[28] LLR
robustness to initial registration,

robustness to contour visibility

mean 3D err = 11.2 mm,

[25]: mean 3D err = 13.4 mm

[17]: mean 3D err = 18.9 mm

qualitative

(2 cases)
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in CT, manual registration, OR conditions, static deformation (pneumoperitoneum)

or dynamic deformation (breathing). For example, when using a setup similar to

Fig. 2.1 with optical tracking and stereo reconstruction of the intra-operative scene,

a manual alignment performed during surgery would also include errors in: laparo-

scope tracking (from merging multiple surface patches together), laparoscope cali-

bration, point picking in the video and the CT, manual registration, OR conditions,

pneumoperitoneum and breathing. They report average RMS reprojection errors of

25.0 mm (± 8.8) over 4 cases with live manual alignment as opposed to 19.4 mm

(± 7.4) over 3 cases with retrospective alignment. The estimated errors from point

triangulation and laparoscope calibration averaged to 10.2 mm (± 3.3) and 7.5 mm

(± 5.2) respectively, over 9 cases. More details can be found in [29].

Figure 3.8: Example of liver contours on a phantom (left) and on in vivo data (right) which
could be used as a measure of registration accuracy, as proposed by Thomp-
son et al. [29]. The yellow lines denote the annotated contours on the images,
whereas the white lines are obtained by projecting the corresponding 3D con-
tours given the current registration estimate. Figure from [29].

It is essential to provide the surgeons with an indication of the error of a given

overlay or a measurement of confidence in the current registration. In a qualitative

way, rigid registrations allow a rapid evaluation of the error by checking if the pro-

jected contours of the organ match the ones in the laparoscopic image. Moreover,

it has been shown that the projection error between the visible contours shown in

Figure 3.8 is a reliable predictor of sub-surface TRE errors in rigid registration [29].

Note that the organ contours do not need to correspond to anatomical landmarks.

Such a quantitative measure could allow future AR systems to provide an overlay of

the tumour and associated resection area from the pre-operative planning along with

a confidence level. Thus, the surgeon would have a better understanding of when
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to trust the AR system and when to proceed with alternative strategies (i.e. re-

initialising the registration, intra-operative ultrasound). While for rigid alignments,

the projection and true organ contours can provide a measure of the registration er-

rors, it is still unclear how this will be achieved with non-rigid approaches where

the pre-operative model is deformed.

3.5.1 Public datasets

Given the above challenges in the area of system validation, more reliable validation

methods are required.

Image removed on copyright grounds.

Figure 3.9: OpenCAS dataset. Left) Phantom experiment setup where a metallic rod cre-
ates a deformation. Middle) Initial (red) vs. deformed (blue) liver surfaces
extracted from CT scans. Right) Initial surface (red) vs. intra-operative acqui-
sition (blue) with a stereo laparoscope. Figure from [30].

OpenCAS - Liver registration dataset [30] is an example of a public phantom

dataset for non-rigid liver registration with a deformation induced by an indenta-

tion (Fig. 3.9). It is extremely useful since it provides CT scans before and after

the indentation, with the positions of subsurface targets (small Teflon balls). It also

provides partial surfaces, amongst which, one is reconstructed from a stereo endo-

scopic camera. Thus, it allows for algorithm validation in conditions close to a real

clinical scenario. However, the deformation induced to the phantom is unrealistic

for laparoscopic interventions.

Another initiative is OpenHELP [31], a torso phantom dataset containing all

the organs of the abdominal and thoracic cavities, with realistic material charac-

teristics and anatomy (Fig. 3.10). At the moment, the 3D surfaces of the organs

have been released along with information about how to create the phantoms. They

can be used to simulate pneumoperitoneum successfully, validate computer-assisted
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Image removed on copyright grounds.

Figure 3.10: OpenHELP dataset. The CT scan of a healthy male (left) is used to generate
3D surfaces for all the organs in the thoracic and abdominal cavities (middle).
These surfaces are then used to obtain synthetic phantoms (right). Figure from
[31].

surgery methods and for surgical training. However, the data associated with these

experiments has not been made public yet.

Figure 3.11: Examples of image translation from the synthetic environment (left) to photo-
realistic laparoscopic images (right) from the public dataset released by [5].
Figure from [5].
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A synthetic dataset of photo-realistic simulations of laparoscopic liver surgery

is publicly available1 [5]. The synthetic images are obtained in a computer-

simulated laparoscopic environment and their appearance modified to resemble real

laparoscopic images (Fig. 3.11). Two scenarios are considered separately, leading

to 100000 images from various camera viewpoints around the liver and another

100000 images of complex tool-liver interactions. The synthetic images are gen-

erated from 10 different patient cases, thus accounting for varied organ geometry.

Moreover, each case contains 5 different appearance styles with 2000 images for

each style to account for various liver appearance. Multiple ground truth labels

are provided: semantic segmentation (liver, fat, abdominal wall, tool shaft, tool tip,

gallbladder), depth images, anterior ridge lines and normal maps. Such a public

dataset could potentially advance the development of multiple tasks in laparoscopic

interventions in the following years.

An in vivo porcine dataset has been released in order to evaluate surface-based

liver registration [147]. They provide 13 deformed states of the liver with corre-

sponding exploratory video and a reconstructed intra-operative surface. While it

is a valuable resource, special care has to be taken due to challenges presented by

porcine livers which do not appear in the human ones - such as collision and self-

occlusion between the lobes. This cannot happen in human livers as the two lobes

are fixed with ligaments and do not overlap.

A recent challenge was launched for validating sparse liver surface registration

techniques[148]. Such benchmarking datasets can prove very valuable since they

provide the same methodology for validation across different algorithms. Hope-

fully, it will be more straight-forward to compare future algorithms and understand

their respective advantages and limitations better.

3.5.2 Clinical trials

Several small clinical studies have reported positive results using AR systems in

various interventions - 4 laparoscopic interventions [29], 3 robotic segmentectomies

(V, V and VI) [63], 9 laparoscopic left hepatectomies [149], 1 laparoscopic segmen-

1http://opencas.dkfz.de/image2image/

http://opencas.dkfz.de/image2image/
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tectomy (VI) [150]. In general, the suggested resection area obtained with the AR

system was validated with intra-operative ultrasound and in some cases with post-

operative histological analysis [150]. Although a semi-automatic approach [25] was

used in one intervention [150], the majority of cases rely on a user to perform the

initial alignment manually [63, 149, 29]. Such manual alignment is repeated multi-

ple times during the procedure as requested by the surgeon [63]. While these studies

present encouraging results, it has been concluded that it is critical to develop auto-

matic and intuitive initial registration techniques, in order to facilitate usability and

translation to the OR [63, 118].

There are currently no large clinical trials published regarding the performance

and validation of AR systems, as they are difficult to design. While most papers

report registration accuracy and various errors, the required accuracy level will most

likely depend on the clinical application [151]. In gastric surgery, a registration

method was proposed which progressively improves with the additional landmarks

visible during the intervention [65]. They report accuracies of approx. 13 mm

with rigid alignment. However, their image guidance system shows both views

(laparoscopic and aligned pre-operative data) side by side and not overlayed, stating

that the surgeons can mentally compensate for the errors along with any deformation

and breathing motion. Consequently, another key factor in how well AR systems

will be translated into the clinical setting is the visualisation technique used.

3.6 Visualisation

Given an accurate registration, how can the fused information be displayed to the

surgeon in order to offer a better understanding of the intra-operative scene without

introducing distraction or clutter? Several aspects related to the perception of AR

are discussed in the next section, with more comprehensive overviews to be found

in [67, 17].

A perfect example of the importance of visualisation was reported in [32].

When the overlay shows the projected 3D model and lesion with transparency

blending (Fig. 3.12 a)), the user assumes that the centre of the projected lesion
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Image removed on copyright grounds.

Figure 3.12: Importance of correctly overlaying lesion information. a) Laparoscopic image
with the projected 3D models using transparency blending, b) Tool Access
Visualisation - the resection ring is projected with respect to the incision tool
port, c) Transparency Blending Visualisation - The centre c of the tumour as
it appears on the laparoscopic view does not correspond to the true centre
when the incision tool is used, d) Tool Access Visualisation - A safe margin is
computed around the tumour and projected to the laparoscopic view from the
perspective of the incision tool. Images from [32].

corresponds to the real centre of the sub-surface target (Fig. 3.12 c)). However, the

projection simply shows the tumour from the perspective of the current camera pose

and the incision tool always approaches the organ from a different angle (Fig. 3.12

d)). During a user study, the visualisation with transparency blending caused a lot

of surgeons to miss small or deep lesions in the organ [32]. To solve this issue, they

propose computing a safe margin around the tumour and estimate two projections:

one with respect to the insertion point of the instrument and another one with re-

spect to the laparoscopic camera. In this formulation, the position of the trocar for

the incision instrument has to be provided during surgery. Thus, the surgeon would

visualise directly the area to be resected as a ring on top of the image (Fig. 3.12 b)).

A critical aspect when discussing overlays is inattentional blindness - a phe-
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nomenon which appears when people focus on a task and fail to notice events or

objects that appear within their field of view. Several studies [33, 152] have investi-

gated the effects of different visualisation strategies of overlays when the users have

to perform a task.

Image removed on copyright grounds.

Figure 3.13: Various augmented reality visualisation strategies in a target localisation study
[33]. A: No overlay; B: Always-on solid overlay; C) Always-on wire mesh
overlay; D) Inverse realism overlay. Figure from [33].

Inattentional blindness was studied when inexperienced surgeons had to locate

a target using several visualisation techniques (Fig. 3.13): 1) no image guidance,

2) triplanar display, 3) always-on solid overlay, 4) always-on wire mesh overlay, 5)

on-demand inverse realism display [33]. The analysis showed that image guidance

(especially overlays) can help with decreasing the time to complete the task and the

total tool path length. Such results can be expected since the surgeon has no need to

pause the procedure, turn away from the patient and consult the pre-operative scans.

Inattentional blindness was found in all types of image guidance with 2),4),5) at a
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similar reduced level. However, having an always-on solid overlay (3) lead to only

20% detection of unexpected complications. An interesting finding is that having

a triplanar view leads to the same level of inatentional blindness as several overlay

methods, which could indicate that other factors than the visualisation strategy are

adding to this phenomenon.

Another study [152] investigated the perceptual limits of AR when using head

mounted displays (HMDs) for manual tasks that need precision. Consumer HMDs,

such as the HoloLens, present the virtual image at a fixed focal distance, generally

more than 2m. However, for tasks that involve manual interaction, the real-world

objects will be placed roughly at arm’s length to the eyes. Consequently, the human

eye cannot keep in focus both the virtual image and the real-world objects simulta-

neously. In such cases, blurring can appear in the periphery when the eye strains to

focus on both images.

Visualisation in AR systems is an active area of research, as there is no con-

sensus regarding the best visualisation strategy. Better understanding is needed of

how to balance which information to highlight and when, as well as minimising the

discomfort and risk introduced. An efficient AR system should show only essential

information, which will depend on the clinical application.

However, while the visualisation strategy is important, the translation of an AR

system in the clinics depends on many factors. There are currently few registration

methods that fit the clinical criteria needed for an efficient AR system described

in Section 1.4. As such, developing a clinically relevant, robust, automatic initial

registration will be the focus of the following chapters.

3.7 Summary

While promising results have been achieved in the literature, the main aim of this

thesis is to describe the tools and theory necessary for an automatic global registra-

tion of a pre-operative 3D model to the intra-operative scene.

Obtaining a good global alignment is critical for subsequent rigid and non-

rigid registration fine alignment techniques. Multiple fine registration techniques
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have been proposed in the literature, some of which are automatic and deal with

the specific challenges of liver shapes (Section 2.5). As for estimating a global

alignment, the majority of available options generally involve various levels of user

interaction. An option is to manually rotate and translate the 3D liver surface model

until it roughly aligns with the intra-operative model. Another option is for the

user to manually pick corresponding points in both modalities. However, the accu-

racy and speed of performing these alternatives depends highly on the user’s expert

knowledge and their experience with the software. Moreover, such tasks would

have to be performed during the intervention and possibly repeated multiple times.

Consequently, solutions with low computational time become essential. Further-

more, starting with a good initial registration is important for long-term AR since

the visualisation is generally updated based on tracking the camera position and not

refined with respect to the pre-operative model. So, any initial errors in alignment

will be carried over for the rest of the video. Overall, the currently available options

might impede the translation of AR systems into the clinics, as they do not com-

ply with the clinical criteria for an efficient and intuitive AR system introduced in

Section 1.4).

A general strategy of the work presented in the remaining of this thesis is to

maximise the amount of pre-computation before the surgery in order to speed up

the intra-operative registration. The 3D models of the liver surface and relevant

sub-surface structures are obtained before the surgery and anatomical landmarks

can be annotated on the 3D surface models [153]. Additional pre-computation of

the surface features, descriptors can also be performed and stored.

Firstly, following the intuition of Simon [101], the hypothesis is that some sur-

face patches will contribute more to the final rigid registration than others, namely

those with distinctive geometrical features. A pre-operative planning tool is pro-

posed to select which views of liver surface will lead to a fast and efficient registra-

tion (Chapter 4).

Secondly, a fast, semi-automatic 3D-3D global surface registration is proposed

which incorporates a novel contour-based constraint in order to deal with the partial
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surfaces characteristic to laparoscopic interventions (Chapter 5).

Finally, Chapter 6 presents a fully automatic 3D-2D global registration

pipeline. A novel semantic liver contour detection method leveraging the advances

of deep learning techniques is followed by a contour-based rigid registration, with

promising results in retrospective data from 5 clinical cases.



Chapter 4

Intelligent Viewpoint Selection

Surface based registration (3D-3D) requires an intra-operative surface of the organ

of interest. One approach is to capture with the laparoscopic camera as many surface

patches as possible in order to get a reasonable reconstruction. In the SmartLiver

system [26], a user manually selects surface patches to be non-overlapping and well

distributed on the visible part of the liver, as in Figure 4.1. However, these selections

are user dependent and there is no specific protocol to follow. Furthermore, this step

is currently performed with the assistance of technical staff who have to be present

at all the surgical interventions.

Figure 4.1: Example of data collection from the SmartLiver AR system. The liver patches
are selected by a user to be generally well distributed over the liver surface.
Figure from [26].

Another approach consists of an initial exploratory video in which the clini-

cian moves the laparoscopic camera for several seconds around the organ of inter-

est. Once all the sharpest images are selected, they can be used to create a dense
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intra-operative surface for a Shape from Template formulation of registration [154].

However, not all the collected patches contribute equally to the final data fusion.

As stated in Simon’s work, increasing the amount of data points collected will typ-

ically improve the registration accuracy [101]. However, when the time is limited,

the need for an automatic method to generate an efficient registration increases. A

clear concise protocol would also reduce user dependent variability in registration

performance.

Image removed on copyright grounds.

Figure 4.2: Illustration of a view planning framework for 3D object reconstruction. The
arrows represent cameras placed around the bunny, which indicate a sufficient
set of best views for surface reconstruction. Figure from [34].

View planning was first introduced in the robotics research community, as a

way to optimise the 3D reconstruction of a physical object by having large scanning

sensors placed around it (see Figure 4.2). In general, view planning techniques out-

put a short list of best views necessary for a reasonable 3D reconstruction, given the

constraints of the imaging environment [34]. Techniques related to view planning

have been proposed for different applications for an optimal workflow - scene ex-

ploration [155], object recognition [156], scene inspection [157]. A good survey of

existing techniques in view planning in robotics can be found in [158].

In this chapter, concepts from view planning are introduced in a pre-operative
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patient-specific simulation framework. It computes a sufficient set of surface

patches, which can potentially lead to a more efficient initial registration. The main

motivation behind this work is to explore ways to make the registration stage faster

and more robust, while at the same time decreasing the user’s interaction with the

software. The remainder of this chapter is based on the work titled ”Intelligent view-

point selection for efficient CT to video registration in laparoscopic liver surgery”

published in IJCARS 2017 [3], under the Creative Commons Attribution 4.0 In-

ternational License (http://creativecommons.org/licenses/by/4.

0/).

A comprehensive overview of the state of the art in pre-operative planning is

introduced in Section 3.1. The work published by Simon [101] and Ma and Ellis

[102] can be considered the most relevant for this chapter. They propose planning

for optimal data collection strategies before the surgery, based on the intuition that

specific surface areas represent better constraints for registration than random col-

lections. Their work differs from the proposed pre-operative planning tool in several

aspects. Both methods use a digitising probe (an optically tracked stylus) to acquire

the data points during the surgery. Depending on the user experience, the points

acquired with the probe will have a different precision. So, Simon's [101] approach

removes from the computation any high curvature points, where the precision of

point-picking would be lower. Whereas the chosen filtering technique shows good

results for their proposed metric, a method relying exactly the high curvature areas

is detailed in the current chapter. Secondly, due to their choice of data acquisition,

their methods are heavily influenced if the access to the intra-operative scene is re-

stricted and not enough points are visible, making them difficult to translate to a

minimally invasive scenario. However, this work explicitly incorporates the con-

straints of the laparoscopic imaging environment - i.e. the clinically visible parts of

the liver, the range of motion of the laparoscopic camera.

http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
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Figure 4.3: Overview of the proposed pre-operative planning simulation framework. Using
the pre-operative 3D surface model, cameras are simulated around the liver,
taking into account the laparoscopic constraints. Then, each camera is used to
simulate a surface patch and compute the viewpoint score based on the surface
curvature. Finally, a selection of the best surface patches is obtained which can
constrain the subsequent alignment and make the data acquisition faster.

4.1 Contributions

I have developed a simulation framework in order to determine which viewpoints

would represent the best constraints for registration. The 3D model of the liver ex-

tracted from the pre-operative CT is loaded into the framework. Fig. 4.3 highlights

the main components. Given the trocar position, a set of camera positions are sam-

pled and their corresponding views of the liver are simulated. I propose to automat-

ically select these views based on a scoring strategy for efficient registration. This

approach aims to remove the need for a time consuming exploratory video or for

the reconstruction of a high number of patches. Therefore, it would make the data

acquisition process during surgery faster, more intuitive and less disruptive for the

surgical workflow. The constraints specific to camera movement and limited field
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of view are explicitly included to simulate a realistic surgical scene for minimally

invasive surgeries. In order to validate the feasibility of the proposed approach in

laparoscopic surgery, the following questions are addressed:

• How can the viewpoints be evaluated? (Section 4.3.1) Synthetic data is

used to validate if the proposed scoring strategy is correlated to higher regis-

tration accuracy. Furthermore, an intuitive visualisation is used to investigate

which regions of the liver could potentially lead to better registrations.

• Can view planning improve registration robustness?(Section 4.3.2) Sim-

ulated intra-operative data is used to demonstrate that the proposed pre-

operative planning step can lead to a correct registration convergence for

larger initial misalignments.

• How many patches are needed for a low registration error? (Section

4.3.3) The effect the number of selected surface patches has on registration

accuracy is explored.

• How can view planning be applied in a real clinical scenario? (Section

4.3.4) Clinical data from one human patient undergoing a laparoscopic liver

resection is used to illustrate the use of the proposed approach in a surgical

scenario. I discuss the additional challenges encountered with clinical data

and possible future directions.

4.2 Methods
Let Pf denote the fixed point cloud of the liver surface extracted from a pre-operative

CT scan. The moving point cloud Pm represents the surface reconstructed from

laparoscopic video. Most approaches to registration minimise the distance between

Pf and Pm transformed by T :

min
T

∑ ||Pf −T (Pm)||2 (4.1)

The focus is on choosing the optimal set of measurements for Pm in order to

make the registration faster and more robust, with minimal amount of interaction.
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The next sections detail the core components of the simulation framework. The

search space of the laparoscopic camera is modelled to simulate the environment of

laparoscopic surgery where the field of view is limited (Section 4.2.1). Given a

camera position, the visible liver patch as well as the maximum visible area can

be generated (Section 4.2.2). Once a liver patch is available, the corresponding

viewpoint is evaluated based on a scoring strategy (Section 4.2.3).

4.2.1 Search space representation

The fixed point cloud Pf is placed at the scene origin and it is isotropically scaled

to fit in a unit sphere. The search space of a camera looking at the object of interest

represents all the possible locations from which it can capture images. A common

approach in view planning is to use a virtual sphere surrounding the object on which

the cameras can be placed. This approach provides an intuitive way to parametrise

the camera location and orientation by working with the spherical coordinates: ra-

dius r, longitude θ and colatitude φ instead of 3 translations and 3 rotations. The

variation in the radius r corresponds to the distance from the camera to the surface

of the object. This assumption also restricts the camera orientation by aligning it

with the center of the object. The variation in the spherical angles θ , φ corresponds

to a different camera location on the enclosing sphere given by the radius r.

However, I want to incorporate the reduced surgical invasiveness specific to

laparoscopic surgery. Hence, the space of possible camera locations is heavily con-

strained. The main camera position is considered to be where the trocar is situated

in the patient’s abdomen, pointing towards the center of the liver: (rc,θc,φc). De-

pending on the surgical procedure, the clinicians can provide a range of available

motion as (rc±∆r,θc±∆θ ,φc±∆φ ).

4.2.2 Visible surface simulation

Given a camera position, the liver model is projected into the viewpoint’s space. In

order to simulate a realistic surface reconstruction, the points corresponding to the

back surface of the 3D point cloud are not considered.

Multiple 3D patches can be generated for all the possible camera positions in
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the constrained viewing space in order to obtain the maximum visible surface Pmax

by merging them. Due to the large number of points obtained, the point cloud is

downsampled before any other computation is done.

4.2.3 Viewpoint scoring strategy

I evaluate each liver patch in the constrained viewing space in order to rank them

based on their surface quality. Consequently, the principal curvatures k1,k2 are

approximated at each 3D point [159]. The score fsur f ace gives us an automatic way

to distinguish between ambiguous and distinctive surfaces.

fsur f ace =
∑

N
i Ki

N
(4.2)

where N is the number of points in each rendered scan and Ki = ki
1ki

2 is the

approximated Gaussian curvature at each point.

4.3 Experiments
Experiments were performed to validate the feasibility of view planning for efficient

registration in the context of laparoscopic liver surgery. The liver point cloud Pf is

extracted from a segmented CT scan of a human patient taken before the surgery1.

The point clouds Pm used in the following experiments simulate what a camera

would see intra-operatively, in a rigid scenario. Anisotropic noise ( N(0,1mm))

was added along the normals to Pm in order to simulate the characteristic surface

reconstruction noise. All the experiments use the Iterative Closest Point (ICP) [75]

algorithm for the registration step. Fig. 4.4 shows a liver abnormality which is

simulated inside the model and is used as a landmark for measuring the target regis-

tration error (TRE). In the case of a perfect alignment, the registration errors should

be 0. Note that the points corresponding to the target landmark are not used during

the registration process with ICP.

All the experiments use a fixed radius for the enclosing sphere, thus further re-

ducing the camera parametrisation from 6D to 2D. Consequently, the camera loca-

tions are specified using the spherical angles θ , φ and the camera is always oriented
1www.visiblepatient.com

www.visiblepatient.com
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Figure 4.4: Illustration of the simulated abnormality in the liver model. The registration
error is calculated between the target and its estimated position given an align-
ment.

towards the center of the object. Furthermore, starting with Section 4.3.2, a range of

[−30◦,30◦] is used for the spherical coordinates in order to simulate the constrained

search space (as described in 4.2.1).

The simulation framework was implemented in C++ on a MacOS 10.11.2 lap-

top with an Intel Core i7 3.1 GHz processor. The current running time is of sev-

eral minutes, well within the requirements for a pre-operative planning stage. The

project uses CMake (3.4.2) to enable compilation on multiple platforms. The li-

braries used as dependencies are: Eigen 3 [160] and the Point Cloud Library 1.2

(PCL) [161].

4.3.1 Viewpoint evaluation

This experiment explores the distribution of registration errors for individual

patches of the liver model. Since I am investigating which liver regions could lead

to a good registration irrespective of the clinical case, no constraints on the viewing

space are used for now. 170 camera positions were randomly picked on a sphere en-

closing the liver (with a constant radius). Given the camera location, a liver patch is

rendered to simulate what the camera sees. Then, 100 transformations are generated
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Figure 4.5: Top-Left) Correlation between the Gaussian curvature scoring strategy fsur f ace

and the registration errors. Top-Right) TRE variation over the liver surface.
Each sphere represents a camera location. The colour map is applied to
log(mean(T RE)) over the 100 registrations for each sphere (mean(T RE) ∈
[0.7992mm,13.7048mm]). Bottom-Left) The size of the spheres is proportional
to std(T RE). So, a bigger variation in errors leads to larger spheres. Bottom-
Right) The size for the spheres is proportional to the curvature score fsur f ace.

by randomly choosing rotation and translation parameters (rotx,roty,rotz, tx, ty, tz) in

the ranges rot ∈ [−10◦,10◦] and t ∈ [−10mm,10mm]. These transformations are

applied to each simulated liver patch and the target registration errors are recorded

after ICP is used to recover their initial position. Fig. 4.5 shows the distribution and

variation of registration errors on the liver model.

4.3.2 View planning for registration

This experiment analyses the basins of convergence of ICP between the original

liver model Pf and three different partial point clouds Pm consisting of the patch with

the lowest score Plow, the patch with the highest score Phigh and the maximum visible
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Figure 4.6: Basins of convergence for ICP for the lowest scoring point cloud Plow, the high-
est scoring point cloud Phigh and the maximum visible surface Pmax for three
scenarios: left) rotation around the X axis; middle) rotation around the Y axis;
right) rotation around the z axis. Note that surface patch scoring is computed
using fsur f ace. The green circles were omitted for clarity for the baseline as it
always converges to the desired position.

surface Pmax respectively. The last point cloud is chosen as a best case scenario when

the complete liver surface visible from a trocar position is reconstructed.

The basins of convergence are generated for rotations in the range [−40◦,40◦]

over 24 steps for each x,y,z axis. Since the visual assessment of the graphs (Fig.

4.6) makes it difficult to draw any clear conclusions about the different scenarios,

an interactive registration visualisation application was implemented. A registration

was marked as a failure if the moving model was either sliding on the surface of

the fixed model or getting locked on a separate part of the liver. These failure

modes reflect the main issues with ICP - namely, a poor initial alignment can lead

to wrong correspondences and subsequently to the optimisation getting stuck in a

local minimum. Figure 4.7 shows examples of successful and failed alignments.

After the visual inspection of each case, the qualitative assessment is overlaid on

top of the graphs in Fig. 4.6 with red and green circles.

It can be easily observed in Fig. 4.6 that the highest scoring view Phigh re-

covers the correct transformation for larger misalignments (with more successful

cases). The rotation around the x axis shows successful registrations for Plow be-
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tween [−2◦,2◦] , whereas for Phigh the range goes to [−6◦,23◦]. The y rotation

leads to a convergence in the global maximum for a range of [−2◦,6◦] for Plow and

[−6◦,16◦] for Phigh. Similarly, for the z axis, the ranges are of [−6◦,6◦] degrees for

Plow and [−9◦,6◦] degrees for Phigh. Interestingly, Phigh has an asymmetrical conver-

gence basin with respect to 0, which could be due to the irregular size of the patch.

Furthermore, the plateau observed around 2.5 mm is a characteristic of the regis-

tration algorithm chosen (ICP). The planning method could be added as a separate

component to a registration pipeline, irrespective of the registration algorithm.

4.3.3 Effect of the number of patches on registration accuracy

This experiment explores the variation of the TRE with an increasing number of

patches selected using each of the following strategies: random, top lowest scores

and top highest scores. These are all compared to the maximum visible liver surface

which is considered the baseline.

Similarly to the previous experiment, 100 random transformations are gener-

ated and applied to the point cloud Pm for each selection strategy. Once multiple

patches are selected, they are merged into a point cloud which is subsequently used

for registration.

Fig. 4.8 shows that the two highest scoring views perform on average as well

as the four lowest scoring views. Moreover, their errors are comparable to the ones

obtained from the baseline with the registration of the maximum visible surface.

4.3.4 Application in laparoscopic liver resection

In this experiment, the proposed method is validated on real data from one stereo

video sequence from a liver resection (Fig. 4.10), which allows for a more realistic

representation of intra-operative data. The liver is automatically segmented with the

deep learning framework proposed in [11]. 113 surface patches are reconstructed

using [69] and merged together to build the maximal surface seen by the laparo-

scopic camera during surgery. So, two scenarios are compared for registration - the

most distinctive patches suggested by the proposed method and a random subset.

Firstly, the proposed view planning pipeline is used to recommend the highest
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Figure 4.7: Visual assessment of ICP progress until convergence. Colour coding: fixed
point cloud in white, moving point cloud after the rotation is applied in red,
moving point cloud during ICP iterations in green, ideal final position of the
moving point cloud in purple. Column a) Success example for a rotation of 40◦

around the z axis. The images from top to bottom show the iterations 0 (before
ICP), 1, 12, 150. Column b) Failure example for a rotation of 18◦ around the y
axis. The images from top to bottom show the iterations 0 (before ICP), 1, 20,
25.
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Figure 4.8: Left) Mean TRE variation (for 100 random transformations) with an increasing
number of patches. Middle) Example of top 3 lowest scoring patches chosen by
the algorithm. Right) Example of top 3 highest scoring patches. Blue regions
highlight flat surfaces, whereas green symbolises positive Gaussian curvature.

Figure 4.9: Visual assessment of registration with view planning for real data. Colour cod-
ing: fixed point cloud in white, moving point cloud in green, ideal final position
given by a gold standard registration of the moving point cloud in purple. Left)
The previous experiment was re-ran for the constraints given by real data from
a liver resection in order to suggest a number of patches to be considered. Mid-
dle) Registration results using clinical data after running ICP on a merged point
cloud from the top 4 recommended patches by the proposed method. Right)
Registration results using clinical data after running ICP on a merged point
cloud from 4 random patches.

scoring camera positions based on the CT liver model of the patient. Given that ICP

is used as the registration algorithm, a reasonably close initial alignment between

the liver model and the camera space is needed. A common approach is employed

[26, 89] in which this alignment is estimated by the user through the manual rotation

and translation of the 3D model until it approximately matches the intraoperative

surface reconstruction.

The constrained viewing sphere was built to match the maximal surface de-

rived from the real surface reconstruction. A fixed radius of 30 mm is used, which
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Figure 4.10: Example of video frames used for the stereo reconstruction of the surface in a
laparoscopic liver resection.

represents the average distance of the laparoscope from the liver during the video.

The previous experiment is used to decide on how many patches to select (see Fig.

4.9 left). The mean of the TRE for the 100 random perturbations applied to Phigh

goes down from 17.5mm for one patch to 4.7 mm at 4 patches and seems to con-

verge afterwards. Consequently, the first 4 suggested liver areas are used as the view

planning output and they are merged to form Pm.

Secondly, the proposed computation of the constrained viewing sphere is used

to generate the random patches. This step is necessary to ensure that the two sce-

narios compared have a similar covered surface area.

Once these simulated patches are recommended, I manually selected the real

surface patches that match them the most in position, given an initial manual align-

ment between the CT and the reconstructed liver surface.

Fig. 4.9 shows the visual assessment of the two considered scenarios - Pm sug-

gested by view planning and a randomly selected Pm. The random selection slides

away from the correct position, whereas the views suggested by view planning ap-

pear to lock the registration close to the desired output.

4.4 Discussion
Fig. 4.5 motivates the use of the curvature score for view planning in registration.

With higher scores in the more distinctive views, the registration error decreases

rapidly. The scaling associated with the curvature score highlights the camera posi-

tions with low registration errors, at the same time reducing significantly the views

with higher and more spread apart TRE values. Fig. 4.5 allows an intuitive un-

derstanding of which liver regions lead to accurate registrations, as well as how to

automatically choose them based on the curvature score. The graphs suggest the
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right lobe of the liver as being the most ambiguous for this camera space parametri-

sation. Similarly, the boundaries and the bottom side of the liver lead to the lowest

errors.

Fig. 4.6 points towards the feasibility of using view planning in the registration

of intra-operative and pre-operative data. The explicit integration of high scoring

patches in a registration algorithm could lead to a faster and more accurate registra-

tion for larger rotational offsets. Furthermore, these results are promising because

they also show that for small enough rotations, similar registration errors could be

achieved by both a high scoring patch and the maximum visible surface. This find-

ing would remove the need for picking multiple patches to cover the whole area and

change the focus to selecting the most distinctive patch. Such an approach could

potentially automate the selection of useful patches, leading to less user interaction.

Intuitively, a partial point cloud that covers a larger portion of the surface

should provide a better registration than a smaller region. However, the third ex-

periment (Fig. 4.8) shows that if the small view is distinctive enough, the target

registration errors are comparable. Hence, the time spent collecting data could be

significantly decreased by defining a laparoscopic camera guidance system.

Lastly, the proposed view planning method is compared with a random selec-

tion of patches on clinical data from a surface reconstruction in liver resection (Fig.

4.9). This experiment highlights the multiple challenges encountered in a real world

scenario: the deformation of the liver due to pneumoperitoneum, the flatness of the

intra-operative surface and the noisy surface reconstruction. Due to these difficul-

ties, I believe the proposed views in the last experiment perform better also because

of the surface covered. Fig. 4.11 highlights two scenarios with just two patches

selected based on curvature and surface covered or based only on curvature. After

200 iterations, the selection based only on curvature starts to slide from the desired

position, whereas the first selection performs better. Further work could investigate

how to incorporate additional constraints to arrive at an optimal selection suited to

a laparoscopic scenario.

However, the proposed view planning approach has several limitations. The
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Figure 4.11: Registration examples highlighting the need for additional constraints in a
real world scenario. Colour coding: fixed point cloud in white, moving point
cloud in green, ideal final position given by a gold standard registration of the
moving point cloud in purple. Left) The moving cloud is built from 2 patches
- the highest scoring viewpoint and the patch which is furthest away from
it. Right) The moving point cloud is built from the top two highest scoring
patches.

current implementation makes strong assumptions about the surgical scene (i.e.

completely rigid, no pneumoperitoneum deformation) and the camera model (i.e.

fixed field of view, fixed focal length, always looks at the center of the liver). More

experiments are needed to explore the influence of the parameters (i.e. downsam-

pling) on the computational complexity and robustness of the method. Nevertheless,

a simplified yet relevant framework was needed to explore the feasibility of this ap-

proach in the context of abdominal image guidance. Given these promising results,

more research will be done in this direction for the development of a comprehensive

view planning technique for optimal registration.

Finally, one of the strengths of the proposed view planning simulation frame-

work is that it can be easily made specific for surgical procedures. The clinician

would have to input the trocar position and the maximum viewing space of the

laparoscope and the method would automatically suggest good views for efficient

registration. An example of such an approach has been illustrated on real data from

a liver resection. Such an intuitive protocol can be easily achieved by clinicians,

avoiding the presence of any additional technical personnel during the surgical pro-
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cedure. Furthermore, the reduction in the time spent acquiring data could poten-

tially lead to surface reconstruction patches which are not as much influenced by

heartbeat or breathing motion deformation.

I proposed the use of view planning for a more efficient registration between a

liver model derived from a pre-operative CT scan and laparoscopic surface data. I

have shown its feasibility in a simulated environment of laparoscopic liver surgery

and demonstrated it can be applied on clinical data. Intelligent viewpoint selection

can provide an essential pre-operative planning tool for laparoscopic liver surgery.

With further work, reduced operator dependence and registration time should be

possible.

While the proposed planning framework could be used with multiple fine-

alignment registration algorithms, it still requires a global alignment between the

two models. Currently, this step is performed manually. In the next chapter, an

alternative semi-automatic method to estimate a global alignment is presented.





Chapter 5

3D-3D Semi-automatic Global

Registration

Once an intra-operative surface is available, a global registration is needed. A com-

prehensive overview of the state of the art in global registration can be found in

Section 3.2. A commonly used strategy is the manual alignment of the two sur-

faces (i.e. by specifying the rotations and translations), which can be difficult to

perform quickly and intuitively, as it depends highly on the user expertise. Auto-

matic methods have been proposed to obtain a global 3D-3D alignment [84, 35],

with the work proposed by Dos Santos et al. [35] being the most relevant to this

chapter. Their 3D-3D global alignment takes into account the geometric fit between

two surfaces, the compatibility of the feature descriptors and the reliability of the

spatial distribution of the estimated correspondences set. However, both techniques

introduce additional hardware such as a tracked laser pointer and a TOF camera.

Moreover, they also require large areas of the liver to be visible and it is unclear

how they would translate to laparoscopic interventions, with approximately 30%-

50% visibility. The remainder of this chapter is based on the work titled ”Global

Rigid Registration of CT to Video in Laparoscopic Liver Surgery” published in IJ-

CARS 2018 [2], under the Creative Commons Attribution 4.0 International License

(http://creativecommons.org/licenses/by/4.0/).

http://creativecommons.org/licenses/by/4.0/
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5.1 Contributions
I propose a semi-automatic method for the initial, global, rigid alignment between

a 3D mesh derived from a pre-operative CT of the liver and a surface reconstruction

of the intra-operative scene in laparoscopic interventions. The proposed method

is able to robustly estimate a correspondence set between the two shapes under

deformation, sparse data, partial views and realistic noise levels.

Shape matching is formulated as a quadratic assignment problem which min-

imises the dissimilarity between feature descriptors while enforcing geometrical

consistency between all the feature points. An existing optimisation strategy is ex-

tended to incorporate an additional constraint based on the contours of the organ

(the ridge line - see Fig. 5.1), which can be identified in both modalities with high

confidence. Once the delineation of the liver ridge line is given in the two modal-

ities, no further user interaction is required for the alignment stage. The proposed

method outputs a global alignment which can be further refined by fine registration

algorithms, such as those in Section 3.3.

The proposed method is validated on synthetic data, on a liver phantom and on

retrospective clinical data acquired during a laparoscopic liver resection. Robust-

ness over reduced partial size and increasing levels of deformation is demonstrated.

Moreover, I provide quantitative results obtained on a liver phantom and qualita-

tive results on retrospective data from a laparoscopic liver resection to illustrate

feasibility in a realistic clinical setting. Good initial alignment is shown, which

can successfully converge to the correct position using fine alignment techniques.

Furthermore, since the CT scan can be pre-processed before surgery, the proposed

method runs faster than current algorithms.

5.2 Methods
Fig.5.1 illustrates the main steps of the proposed pipeline. The input data includes

the segmentation of the 3D mesh from the CT scan, a surface reconstruction rep-

resented as a point cloud of the intra-operative data and the segmented contours on

both surfaces. The liver contour is defined as the ridge line visible in yellow in Fig.
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Figure 5.1: An overview of the proposed global alignment framework, showing the pre-
operative and intra-operative steps.

5.1 on both the pre-operative and the intra-operative surfaces.

Let M be the moving (pre-operative CT mesh) model and T be the target (intra-

operative point cloud) model. Sets of features, {mr} ⊂M and {ts} ⊂ T , are selected

on both surfaces with f (·) as their corresponding descriptor. Let dg(x,y) be the

geodesic distance between any two points, x and y, on a surface.

Generally, it is difficult to match surfaces in laparoscopic liver surgery only

based on descriptors since the surfaces lack prominent, uniquely identifiable fea-

tures. The use of geometric consistency between the correspondences on both

shapes can further constrain the registration problem.

Shape matching can be formulated as a quadratic assignment problem (QAP):

E(C) = ∑
(m,t)i∈C

d( f (mi), f (ti))+ ∑
(m,t)i∈C

∑
(m,t) j∈C

(dg(mi,m j)−dg(ti, t j))
2 (5.1)

where C = {(m, t)i} ⊂ M×T is the initial correspondence set composed of can-

didate pairs of feature points from the two surfaces, d( f (·), f (·)), is the distance

between the feature descriptors and dg(·, ·) is the geodesic distance between two

correspondences on the same surface. This energy function aims to output a set of

correspondences for which the dissimilarity between the descriptors is minimised

and the geodesic distances between pairs of correspondences are maintained.
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Image removed on copyright grounds.

Figure 5.2: Ambiguity in correspondence estimation. The point configuration on the left
should be matched to the corresponding red point set on the right. However, on
a nearly planar surface, multiple configurations with equal spatial distributions
can be found. Figure from [35].

While this approach works well in the vision literature for complex shapes

[162], the intra-operative surfaces pose several challenges. It has been previ-

ously discussed in [35] that constraining the correspondence set based only on the

geodesic distances between them is still ambiguous for almost flat surfaces, in which

the same spatial configuration of features can be identified in multiple locations

(Figure 5.2). The same behaviour was observed with our data. So, an additional

constraint based on the liver contour is proposed, which can be reliably observed on

both models. The existing spectral matching framework is extended to incorporate

the new term and robustly estimate a set of correspondences.

5.2.1 Optimisation

In order to minimise E(C) from Eq. 5.1, the shape alignment problem is formulated

as graph matching [163]. Each node consists of a candidate correspondence (i.e.

(m, t)i) and each edge connects two nodes (i.e. (m, t)i and (m, t) j). Moreover, if

pair (m, t)i corresponds to (m, t) j, the pairwise constraints imposed will quantify
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Figure 5.3: Pairwise constraints on the moving, M, (blue) and target, T , (pink) models used
for pruning the correspondence set.

how consistent this association is from a geometrical point of view, thus providing

weights for the edges. Fig. 5.3 highlights an example of a correct assignment.

An affinity matrix, W , of the graph is built. The weights associated with each

node and edge will result in a strongly connected cluster for data with high consis-

tency. On the other hand, outlier nodes will be either weakly linked or linked in

an unstructured way. The initial correspondence set C is built by choosing for each

target feature point {ts} ⊂ T , the closest k neighbouring descriptors on the moving

surface {mr} ⊂M, which can be performed quickly using kd trees.

A spectral analysis method [163] is used to obtain the filtered correspondence

set Cp from the matrix W . Leordeanu and Herbert [163] show that the eigenvector

associated to the largest eigenvalue of matrix W maximises the inter-cluster score.

Consequently, each value in the eigenvector can be seen as the association confi-

dence of each pair of correspondences to the strongest connected cluster. A greedy

algorithm [163] is used to extract from the initial correspondence set C the ones

with highest confidence Cp. Their approach is generally robust to noise and out-

liers and is computationally efficient. However, in cases with a high number of

outliers, large deformation or symmetry in the data, some wrong correspondences

might be included in the main cluster. Additional measures are taken to account for

deformation in the data and outliers in the filtered correspondence set Cp.

In the next few paragraphs, the proposed formulation for W is detailed, which
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incorporates the additional term based on the liver contours.

The affinity matrix, W , should have values which are non-negative, symmetric

and increasing with higher similarity between the correspondences [163]. So, in-

stead of working with distances as in Eq. 5.1, the pairwise terms are parametrised

as consistency measures:

c(mi,m j, ti, t j) = min

[
dg(mi,m j)

dg(ti, t j)+ ε
,

dg(ti, t j)

dg(mi,m j)+ ε

]
(5.2)

where ε is a small number to ensure the denominators are not zero, c ∈ [0,1] and

it quantifies how similar the geodesic distances are between the pairs (mi,m j) and

(ti, t j). A pair of correspondences is consistent from a geometric point of view if the

ratio of the geodesic distances on each shape is close to 1 [164]. However, in the

presence of non isometric deformation of the data, correct correspondences might

have consistency values, c, lower than 1. So, the non-rigidity of the data is taken

into account by using the following function for c:

g(mi,m j, ti, t j,σ) = exp
(
−

(c(mi,m j, ti, t j)−1)2

2σ2

)
(5.3)

where the parameter σ sets the amount of non-rigidity allowed for the correspon-

dence set. Furthermore, the function g also helps in separating the outliers by low-

ering the weights of highly unlikely candidate pairs.

Let BM ⊂ M and BT ⊂ T be the contour points on each surface. The clos-

est contour point to each feature point x on either M or T is computed as bx =

min(dg(x,B)). The expression used for the proposed contour constraint is:

gb(mi,m j, ti, t j,σb) =
1
2

(
g(mi,bmi, ti,bti,σb)+g(m j,bm j, t j,bt j,σb)

)
(5.4)

where σb allows some deformation between the candidate pairs and their corre-

sponding contours. In practice, σb = σd since they both represent variations in

geodesic distances illustrating how restrictive the geometric pairwise constraints

will be on the data.
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Finally, the affinity matrix, W , is built by placing the unary terms (similarity

between descriptors sim( f (mi), f (ti))) on the main diagonal and the pairwise con-

straints on the off-diagonal:

W (i, j) =

sim( f (mi), f (ti)), i = j

αg(mi,m j, ti, t j,σd)+(1−α)gb(mi,m j, ti, t j,σb), i 6= j

where α allows different weights for the importance of the two pairwise constraints.

Spectral analysis on the initial formulation for E(C) (Eq. 5.1) enforces

high similarity between nodes (m, t)i and (m, t) j, as well as approximately

equal distances between them (dg(mi,m j) and dg(ti, t j)). In addition, the pro-

posed term weighs the edge connecting (m, t)i and (m, t) j higher if the distances

dg(mi,bmi),dg(m j,bm j) are similar to dg(ti,bti),dg(t j,bt j) respectively. As a result,

the estimated correspondence set, Cp is explicitly constrained to be consistent with

the liver contours on both surfaces, M and T .

5.2.2 Features and Descriptors

Reliable landmarks are difficult to identify consistently between the two surfaces.

The strategies used are farthest point sampling [165] and normal space sampling

[106]. The former approach was chosen for a uniform distribution of the feature

points on the surface. The latter aims to select samples such that the normals are

distributed as evenly as possible, thus having fewer points in flat regions. The search

space is constrained to only select features on the visible surface of the moving

mesh, M, in order to eliminate unfeasible solutions (see Fig. 5.1). TOLDI was

chosen as a feature descriptor, because it was shown to be robust to data sampled

irregularly (which is the case for multiple stereo reconstruction surfaces merged

together), robust to varying levels of noise and invariant to rigid transformations

[166].

5.2.3 Distances

The geodesic distance represents the shortest distance on the surface between two

points. If the surface changes topology through holes or irregularities in the data,
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the geodesic distances might become unreliable. Another failure case would be

observed if distant parts of the object come into contact and create new shortest

paths between feature points. However, it is unlikely the liver shape will change

topology in the initial stages of the surgery.

The intra-operative data collected during laparoscopic surgery will most likely

have some degree of sparsity - sparse point clouds [83], sparse data collection [66],

sparse stereo reconstructed patches [26]. At the same time, intra-operative surfaces

are smooth.

So, let S be a smooth interpolated surface of the intra-operative point cloud,

T . The target feature points, {ts}, and contour points, BT , can be expressed on the

interpolated surface with nearest neighbour computation. The geodesic distances

on S are computed using the fast marching algorithm [167, 168]. This step is the

most computationally expensive to compute in my implementation. However, faster

alternatives can be employed [169].

5.2.4 Estimating the rigid transform

The proposed shape matching technique starts with a large set of correspondences,

C, and spectral analysis prunes out the outliers, resulting in Cp. The final set of

correspondences is not guaranteed to consist only of correct matches, especially in

cases with significant deformation.

Random Sampling and Consensus (RANSAC) [74] (see Fig. 5.1) is used to get

the best minimal solution {(m, t)i} ∈ Cp out of the pruned set of correspondences

Cp. The final pairs {(m, t)i} are used for the least squares estimation of rotation

and translation. The estimated transformation is considered to be a good fit if the

root mean squared error (RMSE) between the target and moving models is less than

a threshold dRANSAC and the difference between the normals is less than a specific

angle threshold anormals : dot(nm,nt)< cos(anormals)∀(nm,nt)i ∈Cp.

5.3 Experiments
Three sets of experiments were conducted to validate the proposed method. Firstly,

the robustness to the specific challenges present in laparoscopic interventions (par-
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tial views, varying degrees of deformation) was tested on synthetic data. Secondly,

the proposed initial alignment method was quantitatively validated in a liver phan-

tom experiment. Finally, qualitative results are shown on retrospective clinical data

from a dataset acquired during a human liver resection.

The same parameters are used for all the experiments both on synthetic and on

clinical data (σd = σb = 0.3, α = 0.6). The maximum number of iterations used

for RANSAC is 1000. The difference between the normals is set as anormals = 60◦

in order to account for some of the deformation. Similarly, dRANSAC = 5mm in the

rigid case scenario (see Sec. 5.3.1.1) and dRANSAC = 10mm for all the rest of the

experiments. If no solution is found with the RMSE lower than dRANSAC, the trans-

formation which resulted in the smallest error over all the iterations is used. The

feature points, descriptors and geodesic distances on the CT mesh are precomputed

and stored, in order to minimise the computation time during surgery. The liver

contours are currently manually delineated in a matter of seconds and techniques to

automate this step will be investigated in the future.

The proposed method was implemented in Matlab and C++, on a MacOS

10.11.2 laptop with an Intel Core i7 3.1 GHz processor. The proposed initial align-

ment between surfaces can be obtained in approximately 20 seconds. The libraries

used as dependencies can be found in [168, 165, 170, 166]. The mesh process-

ing applications MeshMixer 1 and Meshlab [171] were used for visualisation and

simulation purposes.

5.3.1 Synthetic data

The robustness of the proposed method to partial views of the liver and to increasing

deformation levels is validated. The mesh of a liver phantom (OpenCAS [30] -

see Fig. 3.9) is used as the moving model, M. The mean distance between the

estimated registration result and ground truth vertex correspondences is measured.

Three algorithms are compared:

• (R) RANSAC applied directly to the initial set of correspondences, C. No

pruning is applied.
1http://www.meshmixer.com

http://www.meshmixer.com
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Figure 5.4: Experiments on synthetic data. Top: Robustness to reduced partial size in the
target model, T , Bottom: Robustness to increasing levels of deformation in
T . The target model representing 23% of the total liver surface is used in the
bottom experiment with increasing deformation levels. Colour coding: moving
model, M - blue, target model, T - pink.

• (SM+R1) The initial set, C, is pruned based on geodesic distances alone,

following the spectral analysis technique detailed above. RANSAC is applied

on the pruned set, Cp.

• (SM+R2 - ours) The proposed technique with both pairwise constraints.

5.3.1.1 Robustness to reduced partial size

The robustness of the proposed method to reduced partial views of the liver is tested.

For this experiment, there is a rigid transformation between the moving (M) and

target (T ) models, with all the remaining parameters fixed.

In this experiment, the target model, T , is simulated by creating 10 partial

views of decreasing sizes (from 43% to 7%) by cropping the original liver mesh

M. This step was manually performed in Meshlab. The reduced partial sizes for

each mesh in the dataset are computed as a percentage of the top liver surface. Each

algorithm is run 500 times for each size. The mean and standard deviation of the

resulting errors are reported in Fig. 5.4 - top.
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5.3.1.2 Robustness to deformation

The robustness of the proposed algorithm to increasing levels of deformation in the

data is tested. A large deformation is applied with control points on the left lobe

of the liver mesh M. Intermediate levels of deformation are generated with vertex

linear morphing between the original liver shape and the deformed one. These steps

were achieved in MeshMixer and Meshlab. Fig. 5.4-bottom) shows examples of the

different deformation levels with 17 being the highest.

The patch with the partial view of 23% is chosen (Fig. 5.4-top, middle shape)

since this can be registered well by all algorithms tested. Visually, it represents a

realistic size for a laparoscopic view.

In this experiment, the deformation level is the only variable. Each algorithm

is run 500 times for each deformation level. The mean and standard deviation are

presented in Fig. 5.4 - bottom.

5.3.2 Liver phantom

The proposed method is validated using the OpenCAS [30] public dataset, which

contains 3D meshes from an experiment in which a silicone liver phantom is de-

formed by an indentation. The positions of small Teflon marker balls in both the

initial and deformed states of the phantom are given. Please refer to Suwelack et al.

[30] for more details about how the dataset was built.

The 3D model of the liver phantom in its initial state is used as the moving

model, M. The proposed global registration method is tested in two scenarios.

Firstly, a partial view of the deformed liver phantom is used as the target model,

T (Fig. 5.5-top), which tests the performance under deformation, partial and sparse

data. Secondly, a partial surface reconstructed from an intra-operative stereo endo-

scopic camera (Fig. 5.5-bottom) is used as T . On top of deformation and partial

data, this scenario also tests the proposed method in realistic noise levels from a

stereo reconstruction. After the global alignment is estimated with the proposed

method, Levenberg-Marquardt Iterative Closest Point (LM-ICP)[36] is applied. The

distribution of target registration error (TRE) in mm is computed for both cases. So,

the mean TRE for the partial deformed surface is 7.94 mm after the proposed global
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Figure 5.5: Phantom experiment. The proposed global initial alignment is sufficient to al-
low potentially any fine-alignment method to successfully converge. The global
alignment is applied to a partial region of the deformed surface (Top) and a par-
tial surface reconstruction from an intra-operative stereo laparoscopic camera
(Bottom), followed by the successful convergence of LM-ICP[36]. The colour
map highlights the error distribution (TRE-mm) computed between the ground
truth sub-surface markers and their estimated position after alignment. Colour
coding: moving model, M - blue, target model, T - pink.
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alignment, which is further reduced to 7.77 mm after LM-ICP. Similarly, in the case

of the intra-operative partial surface, the mean TRE of 28.62 mm after the global

alignment is decreased to 12.10 mm after LM-ICP. The best case scenario for rigid

registration would be point based alignment of the marker ball positions before and

after deformation and the mean TRE is 5.66 mm.

5.3.3 Application in clinical data

The proposed approach is demonstrated on clinical data from a video sequence ac-

quired during a laparoscopic liver resection. The 3D mesh of the liver surface was

extracted from a CT scan before surgery2. The SmartLiver system [26] is used to

process the retrospective data. The liver is automatically segmented in the laparo-

scopic video with a deep learning framework [11]. Surface patches are collected

to cover all the visible surface in each video [69]. They are consequently merged

together using optical tracking data.

Fig. 5.6 shows the visual assessment between the manual alignment performed

on the SmartLiver GUI and the proposed method. The last column illustrates an

example of augmented reality in laparoscopic liver surgery after LM-ICP is applied

to the proposed alignment.

5.4 Discussion
The results from the first experiment show that when the intra-operative surface is

large enough, all three methods have comparable results. However, having surfaces

with size smaller than 23% of the whole mesh becomes challenging for both R and

SM +R1. From what I noticed in our datasets, having surfaces of 23% or lower is

characteristic for videos acquired on the left lobe in laparoscopic interventions with

restricted camera movement. Note how the proposed method has less variance in

the solutions even for smaller partial shapes. The additional pairwise term which

incorporates the boundaries of both M and T makes the problem less ambiguous, as

opposed to just using the geodesic distances between pairs of correspondences.

The second experiment illustrates robustness to increasing deformation levels

2www.visiblepatient.com

www.visiblepatient.com
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Figure 5.6: Global alignment on clinical data from a dataset acquired during a laparo-
scopic liver resection. Colour coding Alignment: moving model, M - blue,
target model, T - pink. The overlay is computed after applying LM-ICP on the
proposed alignment. Colour coding Overlay: liver tumour - green, vessels -
purple, liver contour - yellow.

in the partial views. Similarly to the previous experiment, the proposed method is

more consistent across different deformations, with less variation in the solutions it

provides. This is mostly due to the fact that the set of correspondences, Cp, obtained

from the proposed method contains fewer outliers than the other methods.

These methods are compared with RANSAC because it is a popular algorithm

for finding correspondences between point sets related by parametric transforma-

tions. If RANSAC is applied directly on the set of correspondences C, it is unable

to obtain a good alignment. This is mostly due to the fact that the initial set will con-

tain a high number of outliers, due to the low descriptiveness of the data. Moreover,

for partial shape sizes characteristic to laparoscopic surgeries (less than 23% in Fig.

5.4), there are multiple locations on the liver which result in a good fit. However,

by allowing for deformation in the proposed pruning technique, a set of correspon-

dences, Cp, is obtained in the correct region of interest, which can be further refined

by RANSAC. This approach is also more computationally efficient since RANSAC

has to find three good pairs of correspondences from small sets (approximately 10

correspondences, depending on the data).
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A quantitative evaluation of the proposed algorithm is performed on a phantom

dataset with partial size, deformation and realistic noise levels. The partial surface

used in Fig. 5.5-right) is illustrative for an intra-operative scenario, since the data is

collected using a stereo laparoscope. The proposed method succeeds in providing

a good initial alignment and it is shown that further fine-alignment methods (such

as LM-ICP) can successfully converge towards the correct location. The current

errors are comparable to the literature in the rigid case scenario [113, 26, 35]. Since

most fine registration algorithms can converge successfully if the global alignment

is within a few cm [64], the proposed method achieves results within the desired

range. In order to decrease the errors further, non-rigid refinement methods could

be investigated in the future.

Promising results on a retrospective video acquisitions from a laparoscopic

liver surgery are shown. The proposed method is compared against a manual align-

ment performed on the SmartLiver GUI. Qualitative results are provided to illustrate

that the proposed method manages to correctly identify the liver region in a chal-

lenging environment with realistic noise levels, significant deformation and small

partial views. Note that the proposed method aims to estimate a global surface

alignment, which can then be further refined with a local algorithm. For example,

Fig. 5.6-right) shows an overlay computed by applying LM-ICP on the proposed

global alignment estimate. Furthermore, the current computational time makes it

feasible for clinical usage.

The above experiments were all performed using the same choice of param-

eters, suggesting the proposed method is not very sensitive to variations. How-

ever, future validation could investigate their influence. Although the experiments

presented here show promising results, future work should include validation on

clinical data from more patients to test its robustness with respect to liver surface

variations. Furthermore, ways to automate the liver contour selection are needed,

such that no user interaction is required and the whole registration process is fully

automated.

This chapter introduced a fast, global, semi-automatic surface-based registra-
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tion technique of a 3D liver mesh extracted from a pre-operative CT scan of the

liver and the surface reconstruction of the intra-operative laparoscopic video feed.

I have validated its performance with respect to the challenges characteristic to la-

paroscopic surfaces on synthetic data, on a phantom dataset and on retrospective

clinical data. Moreover, it does not require any advanced hardware, which makes it

accessible and comparatively easy to translate to a clinical setting.

Since this chapter is focusing on 3D-3D registration where the intra-operative

surface is obtained with stereo reconstruction, the resulting method requires multi-

ple surface patches to be merged in a common space (see Fig. 2.1 for coordinate

system setup). Such a task is achieved using optical tracking data of the laparo-

scope. As discussed in Section 3.5, achieving such registration live during surgery

will incorporate multiple error sources (i.e. tracking, triangulation, hand-eye cal-

ibration [29]). Such error accumulation effects can be minimised when working

with 3D-2D registration (see Fig. 2.2 for coordinate system setup).

While a trend towards incorporating various liver contours in registration

frameworks was observed when analysing the state of the art over the past few

years (Section 3.3.2), most published methods still assumed large portions of the

liver visible intra-operatively (70-100%). An important finding from this chapter is

that a global registration can successfully be constrained by the anterior ridge, even

in cases with partial visibility levels characteristic to generic laparoscopic interven-

tions (30-50%).

In the next chapter, a novel fully automatic global 3D-2D registration method

is proposed which leverages the constraints imposed by the anterior ridge and the

liver silhouette for partial visibility.



Chapter 6

3D-2D Automatic Global

Registration

In this chapter, an automatic 3D-2D pipeline for global alignment estimation be-

tween a pre-operative 3D model and a single laparoscopic image is proposed. It re-

quires no additional user input once the intervention begins. The proposed workflow

is composed of two independent modules: i) semantic detection of liver contours

on a laparoscopic image using a convolutional neural network; ii) global 3D-2D

contour-based alignment. The remainder of this chapter is based on the work titled

”Automatic, Global Registration in Laparoscopic Liver Surgery” which is in the

process of submission at the moment [1].

While stereo laparoscopes are used mostly in robotic systems, monocular

scopes are much more commonly available. Several formulations for 3D-2D regis-

tration are possible depending on the application. Shape-from-Template proposes

to use multiple intra-operative 2D images. A 3D dense model is reconstructed from

several key-frames selected in an exploratory video. Then, the pre-operative model

is registered to the reconstructed intra-operative surface using 3D-3D registration

techniques. The texture on the intra-operative surface can help with long-term track-

ing by matching it with subsequent frames in the video. However, while such tech-

niques have proven promising in augmented reality systems for the uterus [154], it

is difficult to translate them to liver surgery. Several reasons include the presence

of breathing motion in the exploratory video and the repetitive texture of the liver
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surface. As such, the rest of this chapter focuses on formulating a generally applica-

ble approach by registering the pre-operative 3D model to a single 2D laparoscopic

image.

A comprehensive overview of the literature is discussed in Chapter 3. In the

next few paragraphs, the most related techniques will be summarised. 3D-2D liver

registration requires correspondences to be found between a 3D model and a 2D im-

age of the patient’s anatomy under partial visibility. Since this is a difficult problem

with multiple solutions, other prior information can be used to constrain the optimi-

sation. The liver boundary [27], the anterior ridge and falciform ligament [25, 28]

have been proposed as landmarks. Currently, these techniques either need manual

annotation during surgery in order to obtain the liver contours [25, 28, 27], match-

ing end-points [25, 28], or manual global alignment [27]. While the liver boundary

could be automated using deep learning [11], a rigid initialisation of the camera

pose is still needed which is currently achieved manually [27]. Separating the organ

boundary into the anterior ridge and silhouette can lead to automating the registra-

tion since they can be matched to the corresponding contours on the 3D model [25],

if a large part of both contours is visible in the image. Several approaches have

been validated in synthetic experiments for partial data assuming 70%-100% of the

liver boundary visible [28, 27]. While such visibility ratios are achievable in open

surgery [134], having an unobstructed large view of both liver lobes in laparoscopic

intervention requires the cutting of the falciform ligament [25, 28]. However, la-

paroscopic images from interventions where the falciform ligament is present show

only approximately 30% - 50% of the liver surface. For such cases, rigid manual

alignment is currently the only reliable option.

The main sources of failure in 3D-2D liver registration stem from the deforma-

tion of the 3D model and the partial visibility in the laparoscopic image. Specific

characteristics of laparoscopic surgeries can be used to constrain the optimisation.

For example, the laparoscopic camera is usually inserted through a trocar placed

close to the belly button [25]. Such approximation allows for an initial guess of

the camera pose, which can help in finding correspondences between the modali-
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ties. Another approach would be to estimate the deformation induced by the pneu-

moperitoneum [27, 28] and the gravity load [28], which can make the pre-operative

3D model have a more similar shape to the intraoperative image.

Due to the complexity of 3D-2D registration, deep learning techniques can

be used for solving well-defined sub-tasks. In the larger computer vision commu-

nity, the approach proposed in [172] for real-time 3D eyelid tracking from semantic

edges is most similar to my work. They use a convolutional neural network (CNN)

to detect four edges of the eyelid namely the double-fold, upper eyelid, lower eyelid

and lower boundary of the bulge. These detected contours are then used to recon-

struct the 3D shape and motion of the eyelids with increased realistic detail. While

some similarities do exist, their method assumes the whole eye is visible at all times

and explicitly uses the intersection points at the endpoints of the eyelid in the reg-

istration formulation. In laparoscopic liver surgery, such an approach would not be

possible due to the partial visibility of the organ. Moreover, the variety of liver ap-

pearance and illumination fall-off due to the light source being close to the surface

makes the laparoscopic environment more complex.

6.1 Contributions

I propose an automatic global 3D-2D registration solution for general laparoscopic

interventions. Firstly, a semantic edge detection network is adapted to distinguish

between different types of liver contours. I deal with the class imbalance and show

how to improve the predictions without performing any additional annotations. Sec-

ondly, a traditional pose estimation technique is extended to match corresponding

contours, which are only partially visible. Prior information about laparoscopic in-

terventions is explicitly integrated in order to increase the efficiency and reliability

of the proposed pipeline.

Furthermore, since the proposed approach estimates the direct transformation

between the CT space and the laparoscopic image, it does not contain any of the

accumulated errors in the hand-eye, stereo calibrations, optical/EM tracking present

in other AR systems [29].
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Figure 6.1: An overview of the proposed pre-operative and intra-operative stages for a
global 3D-2D registration. Colour coding: silhouette - yellow, anterior ridge
- blue

The two proposed components are validated both individually and together as

a pipeline. Firstly, I test the semantic liver contour detection on test data from 8

clinical cases with various liver appearances and geometry. Secondly, the simula-

tion framework introduced in Chapter 4 is extended to perform a patient specific

analysis of the contour-based registration with respect to partially visible liver sur-

faces. Such analysis can output pre-operatively a clear protocol for the surgeons of

which images to acquire, thus moving towards a more efficient and intuitive initial

registration. Finally, the proposed pipeline was validated on 5 of the 8 above clinical

cases (for which a pre-operative CT was available) with promising results.

6.2 Methods
An overview of the proposed workflow can be observed in Fig. 6.1. The pipeline

takes advantage of no time limit in the pre-operative stage in order to pre-compute

several needed components such as: 3D surface and sub-surface extraction from the

abdominal CT scan 1, manual annotation of the anterior ridge and the top surface of

1www.visiblepatient.com

www.visiblepatient.com
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Figure 6.2: Contour labels example: correct annotation for the silhouette (yellow) and the
anterior ridge (blue). Around the falciform ligament, the ridge line does not
always correspond to the liver boundary - example of an incorrect ridge anno-
tation in the dotted line

the liver. These steps could be easily automated as well [83], however I chose to do

it manually due to the variety in liver surface geometry when there are abnormalities

present. Moreover, the intrinsic parameters of the laparoscopic camera can also be

estimated pre-operatively [77].

I propose to use two types of liver contours: the anterior ridge and silhouette

(Fig. 6.2). The former contour is an anatomical landmark which remains fixed

on the organ but can become occluded due to blood or fat. The latter changes

depending on the camera position and organ deformation. When used together,

these contours can provide complementary constraints to the pose optimisation [25],

which becomes essential under partially visibility.

During surgery, there are two main components after the laparoscopic image

to be registered is selected:

• semantic liver contour detection

• global 3D-2D contour-based registration
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Figure 6.3: CASENet architecture with ResNet [37] as backbone. Solid blue rectangles
represent ResNet blocks, where decreasing width translates to a drop in the
spatial resolution by a factor of 2. Features are extracted from the bottom lay-
ers and concatenated with the top layer classification in the brown block. The
fused classification block (green) takes as input the concatenated layers and
outputs k maps. The dotted red lines denote the layers where supervision is
imposed. More details about the individual blocks can be found in [38]. Illus-
tration adapted from [38]

6.2.1 Semantic contour detection network

In the vision research community, the most recent approaches proposed for seman-

tic edge detection consist of using CNNs to achieve state-of-the-art results in several

benchmarks. In particular, CASENet [38] incorporates the intuition that low level

features help improve the edge detection, whereas the higher levels might have more

semantic information about the overall classes. So, the low-level features extracted

from the bottom layers are concatenated with the top layer. Supervision is imposed

on the top layer and the fusion of low and high level features. Figure 6.3 illus-

trates the main components in the architecture. In this work, CASENet is used with

ResNet-50 [37] as a backbone. Note that the output number of channels of the res3

block is 512 (instead of 1024) in the ResNet 50 architecture as well as the official

code repository of CASENet.
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Semantic contour detection represents a slightly different problem in laparo-

scopic liver interventions since I do not aim to predict edges belonging to different

objects, but contours belonging to different regions of the same object. One of the

main challenges is in situations where the ridge line does not coincide with the edge

of the organ - see Fig. 6.2 for an incorrect annotation.

The ground truth labels G are represented as three binary maps (i.e. back-

ground, silhouette and ridge) where 1 stands for a pixel belonging to the respective

class and 0 to the rest. Since the classes should be mutually exclusive for each pixel,

semantic liver contour detection is formulated as a multi-class learning problem.

I use a combined loss L of a weighted categorical cross entropy Lcross and

the exponential logarithmic Dice loss Ldice:

L = Lcross +Ldice (6.1)

Lcross =−E
[
∑
k

wk ∗δgk(x)∗ log(pk(x))
]

(6.2)

where x is the pixel position, k is the class label, g is the ground truth label,

E[·] is the average value with respect to x, δgk(·) is the Kronecker delta which is 1

when g = k and 0 otherwise, pk(x) is the softmax function at pixel x for class k.

Class imbalance is an inherent issue in edge detection methods due to the large

number of background pixels compared to the edges. A proven approach to improve

the classification is to balance the influence of the majority and minority classes by

introducing weights. So, the weights for the contours wk 6=0 and for the background

wk=0 are computed as fractions of all the pixels in the ground truth channels |G|.

wk 6=0 =
∑δg0(x)
|G|

wk=0 = 1−wk 6=0

(6.3)



132 Chapter 6. 3D-2D Automatic Global Registration

The Dice coefficient can have disproportionately large decreases when few

pixels are misclassified in the classification of small structures. The exponential

logarithmic Dice loss Ldice was introduced in [173] in order to improve the perfor-

mance of the coefficient in highly imbalanced datasets:

Ldice = E
[
(−log(DICE(δgk(x), pk(x))))0.3

]
(6.4)

It is shown that the−log(·)0.3 function encourages improvements at both small

and large values of the Dice coefficient [173] when compared to the linear alterna-

tive generally used in segmentation [174].

Once the anterior ridge and silhouette are predicted on the input laparoscopic

image, they need to be matched to the corresponding contours on the pre-operative

3D liver model.

6.2.2 3D-2D contour-based registration

Solutions for camera pose estimation from 3D-2D correspondences can be obtained

using well established vision techniques such as perspective-n-point (PnP) [78].

Random Sample Consensus (RANSAC) has been proposed to deal with outliers in

the correspondence set [74]. A combined PnP-RANSAC approach has been used

successfully in multiple AR applications due to its computational efficiency and

robustness [78].

In this registration stage, the aim is to find a set of correspondences between

the 3D contours estimated on the pre-operative 3D model and the 2D contours pre-

dicted by the network on the laparoscopic image. It is essential that the registration

algorithm is robust to false positives and negatives in the contour prediction. A

PnP technique would be straight-forward to apply once the correspondence point

pairs are found. However, this task is not trivial when working with partially visible

contours.

Algorithm 1 describes the proposed contour-based PnP-RANSAC extension,

which can handle partial occlusion.

Prior information characteristic of general laparoscopic interventions is inte-
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Algorithm 1: Global contour-based 3D-2D registration
Input: Pre-op 3D liver model M,
canonical liver transform TC,
2D predicted contours p2D

label ,
intrinsic matrix K
Parameters: number of initial perturbations m,
max iterations RANSAC jmax,
min distance contours dmin,
Result: Global rigid transformation Tglobal

1 {TC
init}m= GenerateInitalGuesses(M,TC,m);

2 {Tinit}m = CanonicalToOrig({TC
init}m,T−1

C );
3 for each Tinit ∈ {Tinit}m do
4 p3D

label = Estimate3DVisibleContours(M,Tinit);

5 p̃2D
label = ProjectContours2Image(p3D

label,Tinit ,K);

6 {p̃2D
label, p2D

label} = EstimCorresp(p̃2D
label, p2D

label);

7 Toptim = EstimPose(M,{p̃2D
label, p2D

label},K, jmax,dmin);

8 Tglobal ← save the final transformation Toptim;

grated in order to make the registration robust to partially visible surfaces and con-

strain the solution space. A transformation of the liver to a canonical space can be

pre-computed (TC). This step is possible due to a common reasonable assumption

that the laparoscopic camera will be inserted through a trocar placed approximately

around the belly button of the patient [25]. In this work, the liver is aligned with the

positive x axis pointing towards the left lobe, the positive y axis towards the liver

posterior and the z axis pointing upwards. Such transforms to a predefined local

space help in dealing with varying liver geometry and generating candidate camera

positions which are relevant for laparoscopic environments. While the camera faces

the liver, the movement of the laparoscope is constrained due to the fixed trocar po-

sition (see Chapter 4). Let the camera follow the right-handed coordinate system

with the x, y and z axes pointing respectively to the right, up, and away from the

camera. A range of m initial camera poses are generated in the canonical space

{TC
init}m by random perturbations of rotation around the y and z axis (∈N (0,20◦))

of the camera (line 1), which makes the registration robust to smaller areas of the



134 Chapter 6. 3D-2D Automatic Global Registration

liver being visible (i.e. only a part of the left lobe). These initial transformation

guesses {TC
init}m are brought back to the original space of the 3D liver model (line

2).

For each initial transformation guess (line 3), the visible contours are estimated

on the 3D model (line 4) for each label - anterior ridge and silhouette. Firstly, the

visible surface Mvis is estimated from a given camera position (similar to [27]). Sec-

ondly, the visible surface Mvis is intersected with the top liver surface Mtop, which

is obtained pre-operatively. This step ensures all the points on the posterior side of

the liver are excluded, since they are generally not visible in the initial stages of a

laparoscopic intervention. Thirdly, the final 3D ridge points are obtained from the

visible surface (p3D
ridge = Mvis∩Mridge). Lastly, the silhouette p3D

silhouette is estimated

as all the boundary points of the visible surface Mvis that do not belong to the ridge.

Once the visible 3D ridge and silhouette points are estimated, they can be pro-

jected on top of the 2D image, using the known intrinsic parameters (line 5). Corre-

spondences between the contours are computed in the image space by searching for

the closest neighbour and similar normals (less than 30◦ difference). The threshold

used for normal similarity allows for some deformation between the contours, as

shown in previous work [27]. As such, the function EstimCorresp on line 6 outputs

a set of corresponding points {p̃2D
label, p2D

label} where the points p̃2D
label belong to the

projected 3D contours and the points p2D
label to the predicted contours on the laparo-

scopic image.

The PnP-RANSAC algorithm is then employed to find the optimal camera pose

Toptim for the current iteration (line 7). Since a rigid transform has six degrees of

freedom, the minimal solution of this optimisation consists of finding 3 pairs of

3D-2D correspondences. The P3P technique proposed in [79] is used, which needs

an additional correspondence pair for a unique solution. Consequently, the PnP-

RANSAC workflow consists of randomly selecting a minimal sample of 4 pairs

from the correspondence set { p̃2D
label, p2D

label} at each iteration j. Since the correspon-

dences for the ridge and the silhouette contours are considered separately, special

care is taken to ensure 2 correspondence pairs from each set are selected. PnP is then
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employed to estimate the camera pose Tk for the current minimal set of point pairs.

In order to improve the computation efficiency, camera poses that are in impossi-

ble locations for a laparoscopic intervention are discarded (i.e. inside, behind the

liver). In order to measure the agreement of the whole set of correspondences with

the current estimate, a distance error is computed between the projected 3D con-

tours (transformed using Tk) and the 2D contours. The chosen error is the modified

Hausdorff distance [175] which enforces the corresponding contours to be similar.

The stopping criteria for RANSAC consist of the maximum number of iterations

jmax and a minimal threshold for the distance error dmin. Finally, the camera pose

estimate Toptim with the minimal modified Hausdorff distance over all the iterations

is considered the global 3D-2D transformation Tglobal (line 8).

Choosing larger values for the maximum RANSAC iterations jmax and the

number of perturbations m will generally translate in increased accuracy at the ex-

pense of a higher computational time. Additionally, it is not desired to set the

contour distance threshold dmin to 0, as the contours are not expected to match per-

fectly due to the deformation induced by the pneumoperitoneum. Consequently, the

set of parameters chosen should allow for a good trade-off between accuracy and

computational time.

6.3 Experiments
Separate experiments have been setup for the semantic contour detection and the

global contour-based registration. Moreover, the whole pipeline was tested on clin-

ical data from 5 laparoscopic interventions. The following section details the exper-

imental setup for each component.

6.3.1 Semantic contour detection

Since in laparoscopic interventions only a partial view of the liver is visible, it is

essential to be able to predict as much of the contours as possible. Pre-training on

a synthetic dataset of laparoscopic images was shown to improve the generalisation

and classification performance of a liver segmentation task [5]. I explore using a

similar strategy to increase the recall of the proposed classifier.



136 Chapter 6. 3D-2D Automatic Global Registration

6.3.1.1 Training data

The training clinical data (C) consists of 133 images extracted from two laparo-

scopic interventions acquired with a stereo and a monocular laparoscope respec-

tively. A single channel was used from the stereo pairs. The data was annotated

by a clinical fellow where polygonal lines were drawn on top of each contour type

(Fig. 6.2). In order to cope with any misalignment between the labels and the true

edge, the contours are dilated before the training, similar to [38].

The pre-training dataset (S) consists of approximately 100000 synthetic la-

paroscopic images [5] (more details in Section 3.5.1). The synthetic images were

generated to account for various organ geometry and appearance. All the images

that did not contain either ridge or silhouette were excluded. Among other labels,

the authors provide an anterior ridge mask and a liver mask [5]. I extracted the

silhouette as all the boundary liver pixels that are neighbouring the abdominal wall

mask. Similar to the clinical dataset, the contours are dilated as a pre-processing

step.

Two training scenarios are considered, where weights are first initialised from

ResNet50 pre-trained on the ImageNet dataset (I) [176]:

• I+C : CASENet is trained on the clinical dataset (C).

• I+S+C : CASENet is pre-trained on the synthetic dataset(S). Then, the net-

work is fine-tuned on the clinical dataset (C).

Data augmentation is used to make the network invariant to brightness changes,

contrast, rotations, translations, scale changes and shear. When training CASENet

on the synthetic dataset, I use as data augmentation only brightness changes and

contrast in order to make the predictions more insensitive to different liver appear-

ances. The Adam optimiser was used for training the network on the clinical dataset

with learning rate 1e-04. A checkpoint is saved at the lowest validation loss, which

is used to generate the results presented here.

6.3.1.2 Test data

The performance of the proposed model is evaluated on 3 test datasets:
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Figure 6.4: Qualitative results of ridge (blue) and silhouette (yellow) prediction: a) Original
images from the test datasets: daVinci: row 1), lap1: rows 2)-6), lap2:rows 7)-
8); b) Ground truth annotations; c) Predictions when CASENet was trained
only on a clinical dataset (I +C); d) Predictions when CASENet was trained
with synthetic and clinical data (I +S+C)
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• daVinci - 9 images from a daVinci intervention

• lap1 - 9 images from 6 clinical cases, all acquired with a stereo laparoscope

• lap2 - 12 images from 1 clinical case, acquired with a stereo laparoscope

The images used in all the test datasets are from different clinical cases than

the training data. Fig. 6.4 shows a selection of images from each dataset with

the ground truth annotations and the predictions obtained using the two training

scenarios. The images have been selected by trying to minimise the overlap of

identical views. Any images including blur or imaging artefacts have been excluded.

The daVinci dataset aims to test how the model performs when a new acqui-

sition method is used to capture the images, which was not present in the training

process. The lap1 dataset includes a few images from multiple clinical cases cover-

ing a wide range of liver appearances and geometry. The lap2 dataset was included

to evaluate the performance on a special case, which has not been encountered in

the clinical training data. The right lobe is lifted so much that the silhouette is meet-

ing the ridge in the middle of the contour - see Fig. 6.4 - row 9). In all other images,

the intersection points of the silhouette and the ridge coincide with the end of the

liver lobe.

Three accuracy measures are used for evaluating the network performance

[177]: precision P (out of all the predicted contour pixels, how many are correctly

labelled?), recall R (how many of the ground truth contour pixels are predicted as

correct?) and F1 score (Eq. 6.5):

F1 =
2 ·P ·R

P+R+ ε
(6.5)

where ε is a small number to avoid the denominator being zero. Table 6.1

summarises the results for each dataset in the two training scenarios. Fig. 6.5

shows quantitative maps with true positives (green), false positives (blue) and false

negatives (red) for some of the predictions in the test datasets, along with their

associated F1 scores.
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Table 6.1: Performance of CASENet on the test datasets: F1 score (F1), Recall (R) and
Precision (P). The numbers represent the average over all the images in each
dataset.

Dataset daVinci lap1 lap2

Training I+C I+S+C I+C I+S+C I+C I+S+C

F1
ridge 0.39 0.46 0.41 0.45 0.29 0.42

silhouette 0.61 0.75 0.74 0.76 0.73 0.77

R
ridge 0.39 0.46 0.42 0.51 0.20 0.32

silhouette 0.57 0.79 0.74 0.82 0.68 0.77

P
ridge 0.43 0.48 0.44 0.45 0.63 0.66

silhouette 0.70 0.71 0.75 0.72 0.82 0.79

Note that images from both stereo and monocular laparoscopes have been used

in the datasets in order to cover different acquisition modalities. However, the pro-

posed method aims to be generally applicable including in monocular laparoscopic

interventions. As such, no 3D information is used and a single channel is extracted

from the stereo pair.

6.3.2 Registration

The registration performance depends on the uniqueness of the constraints imposed

by the contours. Since the characteristics of the contours (such as the curvature)

vary greatly depending on the viewing angle, both partial visibility and the liver

region need to be taken into consideration.

I adapt the pre-operative simulation framework proposed in Chapter 4 for quan-

titatively analysing the performance of the proposed 3D-2D contour-based registra-

tion. Originally, the method was used for pre-operatively computing a data acqui-

sition protocol in which the surgeon would acquire specific liver surface patches

which would ultimately lead to an efficient 3D-3D registration. The approach is

appealing because it provides a way to analyse which specific camera views would

result in a good registration.

So, the simulation framework loads a 3D liver model from a clinical case. Sev-
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Figure 6.5: Example of F1 score maps for the ridge (F1 r) and silhouette (F1 s) where
green = true positives, blue = false positives and red = false negatives. a) Pre-
dictions when CASENet was trained on the clinical dataset (I +C); b) Predic-
tions when CASENet was pre-trained on the synthetic dataset and fine-tuned
on the clinical one (I +S+C)

eral camera positions are simulated on a sphere around the liver at two distances

(Fig. 6.6 b)). For each camera, a synthetic image is obtained by estimating the

visible contours (ridge and silhouette) and projecting them to 2D. For each cam-

era position, the proposed contour-based registration is run 100 times between the

synthetic image and the 3D liver surface, in order to account for the sources of ran-

domness (Algorithm 1 lines 1,7). The visibility percentage was computed as a ratio

between the visible vertices over the total vertices of the front liver surface (similar

to previous methods [28, 27]). The root mean square error (RMSE) is measured

between the ground truth vertex positions of the 3D liver surface and the estimated

vertices obtained after the registration process. See Fig. 6.6 for the results.

On top of analysing the robustness to partial visibility, such a pre-operative

planning simulation can provide a clear protocol to clinicians with regards to which

portions of the liver provide sufficient constraints for the registration.
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6.3.3 Automatic global registration pipeline

On top of separate validation for each component, it is important to asses the

pipeline as a whole in order to understand the feasibility of such a method in a

laparoscopic liver intervention.

The dataset used to validate the proposed registration pipeline is composed

of 14 images from 5 cases. These have been selected from lap1 and lap2 such

that either the left lobe, right lobe or the middle section are present. The images

from the daVinci dataset and from 2 of the cases in lap1 were excluded due to

the absence of a pre-operative model derived from CT. The laparoscopic camera

was calibrated in order to obtain the intrinsic parameters before each intervention

started [77]. The same set of parameters is used across the dataset: the number

of perturbations m = 60, the maximum number of RANSAC iterations jmax = 60

and the minimum distance between the contours dmin = 30. Figures 6.7 and 6.8

illustrate the network predictions and the registration results from each case, along

with examples of errors the pipeline is robust to.

6.4 Results

6.4.1 Semantic contour detection

Table 6.1 shows good prediction rates across all datasets. Note that while the F1

scores may not be very high, this is due to the difficulty in predicting contours

with exactly the same thickness, a common side-effect of such networks [172].

Additionally, Fig. 6.5 shows that the majority of the false positives are in close

proximity to the true positives. Several updated network architectures [178, 179]

or post-processing techniques such as curve-fitting [172] could be used to improve

the precision. The trade-off between precision and recall generally depends on the

application. In this chapter, the predicted contours are needed for correspondence

estimation with the 3D liver contours. Consequently, detecting as much of the con-

tour as possible (high recall) is critical, especially for images where the liver is only

partially visible.

While in most cases the silhouette is easily detected with a high accuracy, the
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Figure 6.6: a) Registration accuracy(mm) for various surface visibility ratios. The size of
the circles is proportional to the standard deviation over 100 registrations. b)
Error variation (mm) over liver region. Each circle represents a camera loca-
tion. The circle colour is given by median(RMSE) (shown in the colour bar)
and their size is proportional to the standard deviation over 100 registrations.
The same colours were used in graph a) in order to help match corresponding
cameras. Examples of visible ridge (blue) and silhouette (yellow) from chosen
camera positions that lead to successful (c1) and failed (c2) registrations.

anterior ridge presents much more variation. The task is also especially difficult

where the ridge does not coincide with the liver boundary (Fig. 6.2). However, by

pre-training on the synthetic dataset I show an increase in recall with an average of

9.33 % for the ridge and 13 % for the silhouette across all datasets. Such improve-

ment can also be observed in the examples in Fig. 6.5, where the amount of true

positives increases with pre-training on the synthetic dataset.

Fig. 6.4 shows excellent generalisation across livers with significant changes in

appearance (i.e. rows 4,6,7) and across different image acquisition methods. Notice

how pre-training improves how much of the contour gets detected, especially in the

last row which presents a case never encountered in the training set C (see Section

6.3.1 for more details).

6.4.2 Registration

Fig. 6.6 a) shows that the proposed registration method copes with severe occlusion

of the liver surface. It manages to estimate a good initial alignment (within several

cm [64]) with as little as 30% visible liver surface. Since laparoscopic images gen-
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erally capture approximately 30-50% of the liver surface, these results are highly

encouraging.

Fig. 6.6 b) illustrates the camera locations considered in the pre-operative

simulation analysis as circles. Also, each circle colour and size is proportional

to the success of a registration from the respective position. Consequently, such

visualisation can provide more insight into which areas constrain the registration

better, as originally proposed in Chapter 4.

Fig. 6.6 c) shows examples of visible 3D contours from 2 chosen camera

positions. The c1) configuration corresponds to a visibility of 22% resulting in

median(RMSE)=16.78 mm and can be considered a successful global alignment.

On the other hand, the c2) configuration represents 16% visibility and leads to a

failed registration with median(RMSE)=126.42 mm.

What I noticed in this experiment is that even smaller areas (Fig. 6.6 c2) can

look like they are successfully registered when comparing the contours on the image

(projected from 3D vs. true 2D contours). However, when comparing the ground

truth transformation with the estimated one, the error in the z direction was large.

This effect disappears in general when the visible area increases or portions of the

anterior ridge neighbouring the falciform ligament are included (Fig. 6.6 c1). Such

findings also confirm that apart from contour visibility ratio, the area of the liver

captured is also important.

6.4.3 Automatic global registration pipeline

The proposed pipeline was successful in estimating a global alignment on all 5

clinical cases in the registration dataset. Without a ground truth available, a global

alignment can be considered successful if the estimated pose identifies the correct

liver area. As such, the 3D liver model visualised from the estimated camera’s

perspective should approximately match the laparoscopic image, as can be seen in

Fig. 6.7 b)-c). Note that even if the intra-operative liver shape is deformed from the

pre-operative model, the proposed pipeline can successfully recover a good global

transformation. Moreover, it can cope with various liver geometry and appearance

along with different viewpoints of the liver.
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Figure 6.7: Qualitative results of the proposed global registration pipeline on retrospective
clinical cases. a) Predictions of the ridge (blue) and silhouette (yellow) by the
proposed semantic contour detection (I + S+C). b) Aligned 3D preoperative
liver model using the proposed camera pose estimation. c) A rendering of the
liver model and estimated camera pose in 3D space.

Figure 6.8: The proposed pipeline is robust to errors in the contour detection: false nega-
tives, false positives or misclassification. a) Predictions of the ridge (blue) and
silhouette (yellow) by the proposed semantic contour detection (I +S+C). b)
Corresponding error maps for the predicted contours where green = true posi-
tives, blue = false positives, red = false negatives and pink = misclassification.
c) Aligned 3D preoperative liver model using the proposed camera pose esti-
mation. d) A rendering of the liver model and estimated camera pose in 3D
space.
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The computational time needed for the 3D-2D registration component is ap-

proximately 2 minutes with non-optimised code for the clinical cases in the regis-

tration dataset (Fig. 6.7 and 6.8), with the parameters discussed in Section 6.3.3.

Figure 6.8 highlights several errors that might arise in the semantic contour

detection stage: false negatives, false positives and misclassification. Fig. 6.8,

row 2) shows the ridge line mistaken for the silhouette on the right lobe (see Sec.

6.3.1). Nonetheless, the proposed registration manages to successfully align the pre-

operative model even in these cases. Consequently, the increase in generalisation

and recall outweighs the occasional errors in false positives and negatives, if the

following stages in the pipeline are designed with robustness in mind.

6.5 Discussion

While the proposed pipeline can successfully estimate a global registration with-

out taking into consideration the liver deformation, a straightforward extension of

this work would be to perform a deformation simulation before surgery, such as in

[28]. They show promising results by simulating the deformation induced by the

pneumoperitoneum while also taking into account the gravity load.

Given the current running time of the proposed pipeline, it could be used at the

beginning of the surgery to obtain an initial registration based on a laparoscopic im-

age, relying on optical tracking of the laparoscope in order to update the alignment.

Since the current version of the code is not optimised, future versions might open

up the possibility of running the proposed pipeline every few frames, thus removing

the need of external trackers.

Another important point is that the analysis on synthetic data (Fig. 6.6) de-

pends heavily on liver anatomy. As can be seen in Fig. 6.6 a-b), there is no linear

relationship between the visibility percentage of the surface and the registration er-

ror. Rather, certain contour configurations (i.e. curvature, liver region) lead to better

constraints for the registration. However, these configurations will vary depending

on liver geometry, as can be seen in Figures 6.7, 6.8 c). While the proposed method

can cope with such variety, it would be beneficial to run such a pre-operative plan-
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ning analysis (Fig. 6.6) before each intervention, as discussed in Chapter 4. As a

result, different camera positions could be explored before surgery, leading to clear

indications for the surgeon of which liver region to capture in order to get a reliable

registration faster. Having a clear, automatic protocol for initial registration will

make AR systems more intuitive and usable in the OR.

While AR generally implies showing an overlay to the surgeon, there is still

no consensus as to which visualisation strategy would best benefit a certain clinical

application. Some challenges include the need for high accuracy of the alignment

and tracking, along with a visualisation that is not distracting or confusing for the

surgeon. Nonetheless, surgical guidance can also be achieved by having a separate

monitor showing the aligned pre-operative anatomy next to the laparoscopic view

(see Fig. 6.7, 6.8). Such a side-by-side guidance was reported to be useful since the

surgeons could mentally compensate for the slight misalignment for a rigid registra-

tion with approximately 10 mm accuracy [65]. The proposed pipeline can achieve

similar results, while being fully automatic and intuitive to perform.

Validation was provided for each component, along with a qualitative assess-

ment of the proposed pipeline on clinical data. Firstly, I show how to improve the

detection and generalisation of the proposed semantic contour detection by pre-

training on a synthetic dataset. Also, the proposed model is validated in 8 new

clinical cases with excellent results. Secondly, I show that the proposed registration

can estimate a global alignment with as little as 30% of the liver surface visible by

extending a patient-specific pre-operative analysis. Overall, the proposed registra-

tion pipeline was successfully applied in 5 retrospective clinical cases and it was

robust to the occasional errors in the contour prediction stage.

Several other methods [25, 28, 2] could benefit from the proposed automatic

contour prediction by replacing all manual input. Moreover, the estimated global

registration can provide a solution for ICP-based methods in 3D-2D or 3D-3D reg-

istration since they require a good initial alignment, which is usually performed

manually [27, 29]. I hope the proposed automatic global registration pipeline can

improve augmented reality systems in laparoscopic interventions to be more effi-
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cient and intuitive for surgeons.





Chapter 7

Conclusion

Laparoscopic liver surgery offers benefits for patients, such as less pain, trauma and

fewer days in the hospital, when compared to open surgery. However, due to the

additional difficulty in localising sub-surface structures and the risk of haemorrhage,

most cases are recommended for open surgery. Augmented reality is considered a

potential solution for the challenges introduced by laparoscopic interventions, such

as: weak depth perception, constrained vantage point, limited field of view, weak

haptics and occluded anatomy. This thesis focuses on computer vision tools for the

registration of a pre-operative liver surface to the intra-operative scene in the initial

stages of the surgery, an essential component of AR systems.

The main methods in the literature concerning registration in laparoscopic liver

interventions were analysed with respect to the requirements for an augmented re-

ality system that is compatible with the current clinical workflow. Namely, an AR

system in laparoscopic liver surgery should be efficient, intuitive, easy to integrate

in the current surgical protocols, reliable.

Several technical contributions have been made leading to 2 first-author journal

publications (in IJCARS 2017 [3], IJCARS 2018 [2], a third one in the submission

process [1]) and 10 collaborations on other related projects [4, 5, 6, 7, 8, 9, 10, 11,

12, 13].

A pre-operative planning simulation framework was proposed for an improved

intra-operative data acquisition strategy (see Chapter 4). The main motivation be-

hind this work was to understand which regions constrain surface-based registration
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better, in order to reduce the amount of redundant data collected intra-operatively.

Moreover, the framework was designed to output a clear protocol for surgeons such

that the subsequent registration is more efficient.

Once the intra-operative surface is acquired (i.e. by merging multiple surface

reconstruction patches), most rigid and non-rigid registration solutions in the lit-

erature depend on an initial global alignment. This step is performed manually in

the majority of published methods. Some semi-automatic methods have been pro-

posed, however, they have been validated on large areas of the liver (which are not

available in the initial stages of laparoscopic interventions). A fast, semi-automatic

method is proposed to estimate the global alignment, which incorporates a novel

contour-based constraint (see Chapter 5). The proposed approach shows promising

results on synthetic data, a liver phantom dataset and on retrospective data from one

laparoscopic liver intervention.

Moreover, a fully automatic pipeline for 3D-2D global, rigid registration was

proposed, which copes with partial surfaces characteristic of laparoscopic interven-

tions (see Chapter 6). Once the surgery starts, no manual intervention is required.

Firstly, the anterior ridge and silhouette of the liver are detected on a laparoscopic

image using a neural network. The proposed classifier showed excellent general-

isation on test data from 8 cases, with variations in liver appearance, anatomical

geometry, patient pathology and data acquisition. Secondly, a novel contour-based

rigid registration is proposed in order to estimate the camera position and orienta-

tion. The pre-operative planning simulation framework introduced in Chapter 4 is

used to understand which configurations of liver contours lead to sufficient errors,

showing good registration capabilities with as little as 30% of the liver visible. On

top of its flexibility, such a pre-operative simulation can prove valuable in analysing

the robustness and reliability of a registration technique. Moreover, the proposed

automatic global registration pipeline was successfully applied across 14 images

from 5 clinical cases with promising results.

Overall, two different approaches have been explored to create a more intu-

itive global rigid registration: 3D-3D using merged stereo reconstruction patches
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as the intra-operative surface (Chapter 5) and 3D-2D using automatically detected

contours (Chapter 6). An interesting future avenue of work would be to collect data

and compare these two approaches directly. Since the work undertaken here was

validated on retrospective data with various protocols, such comparisons could not

be made. However, based on the available experiments and registration formulation,

the 3D-2D contour based approach from Chapter 6 presents significant advantages:

from using widely available monocular cameras, having a completely automatic

pipeline to being validated in many more clinical cases. Moreover, the proposed

fast liver contour estimation could be used in multiple subsequent non-rigid regis-

tration techniques available in the literature which rely on the availability of these

landmarks [25, 28].

Finally, the clinical requirements for an augmented reality system have played

a critical role in designing and developing the proposed tools. Firstly, efficiency is

obtained by maximising the use of the pre-operative data in order to decrease the

computational load during the surgery. Secondly, the proposed approaches aim to

be intuitive and clear for the surgeon by: i) computing clear protocols to be fol-

lowed for intra-operative data acquisition, ii) moving from manual initial alignment

(Chapter 4) to a semi-automatic approach which involves brief manual annotation

(Chapter 5) and to a completely automatic initial registration (Chapter 6). Thirdly,

all the proposed methods could be comparatively easily translated in the OR since

they follow the current clinical protocol, without introducing additional hardware.

Chapters 4 and 5 need a stereo laparoscope whereas Chapter 6 describes a method

using a single laparoscopic image and so, can be obtained using a monocular la-

paroscope. Finally, since it is extremely important for the surgeons to tell if the

current alignment is reliable, the main focus of this work was on rigid alignment.

Visual cues, such as the misalignment of the projected and the image contours can

be an important indicator of how accurate the current overlay is.

An important direction for future research would be how to convey to the sur-

geon the accuracy of the current alignment. For rigid registration, contour-based

misalignments (surface based projection errors) have been shown to be a reliable
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predictor of sub-surface TRE in clinical data [29]. Such work would allow for a

visualisation of the registered sub-surface targets (i.e. tumours, vessels) with con-

fidence levels of accuracy. Thus, the surgeon would have a better understanding of

when to trust the AR system and when to proceed with alternative strategies (i.e.

re-initialising the registration, intra-operative ultrasound). However, there is still

no indication of how to best validate deformable algorithms. Most methods in the

literature resort to simulations and phantom experiments. While they are helpful

to validate the algorithms in a controlled environment, it is usually extremely dif-

ficult to create similar conditions to a real surgery. As such, it is unclear how they

translate and generalise to clinical cases. Public synthetic datasets can prove es-

sential in benchmarking and comparing multiple algorithms. A promising direction

is currently explored by generating images in a synthetic environment and using

deep learning to change their appearance to match real laparoscopic interventions

[5]. Having the possibility to use a large dataset, fully annotated with segmentation

labels, depth information and camera poses could prove pivotal in how the next few

years of research in laparoscopic liver interventions develop. With the release of

this data, more challenges or hackathons could be organised as part of larger con-

ferences in order to increase collaborations in the field and generate more ideas.

Better validation techniques and more publicly available data would help bridge the

gap between research and clinical application.

Currently, augmented reality research in laparoscopic liver surgery focuses on

the development of the technology and further increasing its performance. It could

be said that the benefits of AR in specific clinical applications will become more

clear and easier to validate once the system reaches a certain performance level.

However, it would be useful to define smaller steps of a procedure where an overlay

could be advantageous. For example, a general aim of AR systems is to localise

sub-surface structures and help the surgeon target the lesions while avoiding the

vessels. A desired accuracy for an alignment around a lesion would range between

3 and 5 mm. Higher errors might lead to positive surgical margins during resection.

However, if the main target is to avoid hitting a vessel, the accuracy required would
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be much smaller. Moreover, registration algorithms would need to be validated

more thoroughly to account for that, since a rotational error might be more severe

than a translational one.

Once better error quantification is available, an interesting direction is to un-

derstand the human computer interaction factors at play when surgeons use image

guidance. Showing all the pre-operative information at once all the time would be

overwhelming and distracting. On the other hand, having more sub-structures be

revealed the closer the laparoscope gets to the liver surface might prove more in-

formative, especially with regards to depth perception. Close collaboration with

surgeons is needed to explore various visualisation techniques that will ultimately

allow them to focus on the intervention, without any disruptions.

Major advances have been made towards registering laparoscopic ultrasound

to CT images [9]. Using an ultrasound during surgery provides real-time imaging

of vasculature or tumours, thus increasing the safety of laparoscopic procedures.

The position of sub-surface structures in the ultrasound plane could inform the de-

formation correction needed for video-CT registration with improved accuracy. On

the other hand, a video-CT registration could provide information about the pose

of the ultrasound probe, thus resulting in improved ultrasound-CT registration. On

top of providing complementary information to improve the registration stages of

such a pipeline, such a guidance system could cope with additional tumours that

are not captured in the CT scan. Then, the surgeons would be able to re-evaluate

the surgical plan. Consequently, a combined video and ultrasound system for sur-

gical guidance could lead to improved accuracy, robustness and increased clinical

relevancy.
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