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Abstract

Substitutional group V donors in silicon present a highly attractive spin qubit platform, offering

amongst the longest coherence times of any qubit implementation. Their use as qubits generally

requires that they be incorporated into micro- or nano-electronic devices which are operated

at cryogenic temperatures. These devices are typically fabricated from a variety of different

materials which have coefficients of thermal expansion which can differ by as much as two orders

of magnitude. As a result, strain in the silicon substrate is inescapable in such devices when

cooled to their operation temperature. The current understanding of the effects of strain on

donor spins is based on the valley repopulation model of Wilson & Feher [1]. In this work,

we first present the discovery of a novel, linear mechanism coupling strain to the strength of

the donor hyperfine interaction, which overturns this conventional wisdom, and opens up new

opportunities for local tuning of donor spins as well as coupling to mechanical resonators.

Next, we explore the physics of the donor-bound exciton, a four-particle excited state

which presents an as yet unrealized opportunity for hybrid optical/electrical single-donor spin

readout. We develop a theoretical model which predicts that strain also has significant effects

on the physics of the donor bound exciton transition, and as such we present an experimental

investigation of these effects. We then develop a finite-element simulation technique which

allows strain distributions to be predicted inside nanoelectronic devices, and combine these

simulations with the theoretical strain model to inform the design of the geometry and optimal

donor placement for devices which intend to use the donor-bound exciton transition as a readout

mechanism. Finally, the results of experimental attempts to measure the signature of a single

donor-bound exciton in a variety of nanoelectronic devices are presented.
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Impact Statement

Broadly, this work contributes to the development of a future universal quantum computer.

The realisation of such a device would have an enormous worldwide impact in a wide variety

of fields, from pharmaceutical drug design and materials science to cryptography and machine

learning.

More specifically to the field of silicon-based quantum computing, the results presented here

provide a framework for making quantitative predictions of donor spins in nanoelectronic de-

vices.

In Chapter 4, we present the discovery of a novel mechanism coupling donor spins to strain. In

addition to the discovery of new physics, these results will crucially inform the design of future

donor-based devices. They also open up new opportunities for conditional local “A-gate” control

of donor spins with strain, as well as for coupling donor spins to mechanical resonators.

In Chapter 5, a finite element simulation technique has been developed, which allows predictions

of strain distributions inside nanoscale devices to be made as a function of the device geometry.

Combined with the results of Chapter 4, this technique has already been used in published work

by partners at the University of New South Wales to make quantitative predictions of electron

spin resonance spectra of bismuth donors coupled to a micron-scale superconducting resonator,

which were then validated by experimental measurements.

Donor-bound excitons present an as-yet unrealised method of achieving spin readout of single

donors. The results of Chapters 5 & 6 will inform future measurement techniques and device

designs for experiments attempting to detect the signature of single donor-bound excitons.

Finally, the results presented across this work have been published in a number of high-impact

journals.
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Chapter 1

Introduction

1.1 Quantum computing overview

In computer science, the computational complexity class P is defined as the set of all problems

which can be solved on a deterministic Turing machine (“classical computer”) in an amount of

time which is a polynomial function of the size in bits of the input, n. These problems are known

as efficiently solvable, or tractable; generally (but not always) an algorithm solving a problem

in P will terminate with a solution in a reasonable amount of time [2].

Conversely, some computational problems lying outside of P can only be solved in an

amount of time which is exponential in input size n. As a result of the extremely rapid growth

of exponential functions, it can be seen that the time required to solve such a problem becomes

unreasonable with an input size beyond O(10) bits. For this reason, problems lying outside of

P are generally thought to be intractable to solve with a classical computer.

Many important problems lie outside of P, and the ability to solve them would have a

wide range of applications. As such, there is a strong incentive to develop computational models

that go beyond the deterministic Turing machine, and several extensions have been proposed.

The most promising extension is that of the quantum Turing machine (“universal quantum

computer”), first proposed by Feynman in 1982 [3], and formalised by Deutsch in 1985 [4].

A classical computer stores and processes information in bits, such that a bit b ∈ {0, 1}. A

quantum computer instead uses quantum bits (“qubits”) as its fundamental unit of information.

A qubit can be represented as a linear superposition of the bit basis states such that |ψ〉 =

α |0〉 + β |1〉, where α and β are complex amplitudes. For multiple qubits, the total possible

state space is the tensor product of each of the individual qubit Hilbert spaces. This results in

2n possible eigenstates for n qubits, and as such 2n complex amplitudes are required to fully

specify an arbitrary n-qubit state. Generally, multiple qubit states are entangled, which means
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that they cannot be decomposed into the tensor product of individual qubit states. These

complex amplitudes can be negative, and thus through the application of quantum gates they

are able to interfere with each other constructively and destructively. In addition, a single

quantum gate operation is able to modify the amplitude of each of the potential 2n states in

superposition. Through the application of quantum gate operations in a sequence defined by a

quantum algorithm, the amplitude of the eigenstate corresponding to the correct solution to a

problem can be constructively reinforced until it is overwhelmingly likely that a measurement

performed on the system will collapse the superposition into that eigenstate. The answer can

then be read off classically.

It is these abilities that allow a quantum computer running a quantum algorithm to solve

problems in the computational complexity class BQP (Bounded Quantum Polynomial) in poly-

nomial time. BQP contains P, and it is strongly suspected, but not yet proven, that there

are problems lying outside P but within BQP. These problems include quantum system sim-

ulation, large integer factorisation and gradient estimation. The ability to solve such problems

would have significant implications in a wide range of fields from pharmaceutical drug design

and materials science to cryptography and machine learning. Quantum algorithms can also offer

a polynomial speed-up for certain problems within P. For example, searching for an item in

an unsorted database can be done at best in O(n) time with a classical computer, whereas a

quantum algorithm demonstrated by Grover in 1996 [5] can achieve this in O(
√
n) time, offer-

ing a quadratic speed-up. While only a small number of quantum algorithms have so far been

discovered, research is active in this field.

To bring the abstract idea of a qubit into reality, a physical platform for storing quantum

information is required. A qubit can be stored in any two-level quantum system; these can

include for example: the spin of a spin- 1
2 particle [6], the polarisation of a photon [7], the charge

state of a double quantum dot [8], the occupation number of an optical cavity [9], the flux of a

superconducting Josephson junction [10], and many more.

Stored in a physical system, quantum information is subject to interactions with its local

environment and thus is extremely fragile. These uncontrolled interactions cause the system to

become entangled with the outside environment, and, due to the lack of control over individual

elements in the environment (which may have a comparatively vast number of systems) it is

almost impossible to reverse this process. As such, when the quantum system is considered

on its own, it appears to evolve in a non-unitary fashion, losing quantum coherence to the

environment in a process known as decoherence. In addition, it can be seen that the complex

amplitudes specifying the state of a particular quantum system are continuous rather than

discrete, and as such there is always some imperfection in the application of quantum gates.

Compounded over an algorithm with many steps, even small gate errors can become catastrophic

to a calculation.
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Schemes for dealing with the effects of noise in classical computers, such as triple redun-

dancy, typically rely on the ability to reliably make copies of a classical information state. In

a quantum system however, the no-cloning theorem forbids the copying of a quantum state, so

these schemes cannot be used. In spite of this, quantum error correction schemes have been

developed, notably by Shor [11] and Steane [12]. Using these schemes, it is possible to correct

for errors due to interactions with the environment or due to imperfect application of quantum

gates by encoding a single logical qubit over a large number of physical qubits, so long as the

probability of error per gate is below a certain “fault tolerant threshold”. This however means

that a realistic quantum computer will require a significant number of qubits to be useful; a

calculation by Preskill [13] in 1997 estimated that a quantum computer using Steane’s 7-qubit

code would require in the order of 106 physical qubits with a gate error rate less than 10−6 to

factor the largest number ever factored by a classical computer at the time.

In light of all of this, the physical realisation of a quantum computer, independent of the

platform it is implemented on, represents a significant challenge in engineering and physics,

requiring a large number of quantum systems to be individually manipulated with extremely

high fidelity, while at the same time being well isolated from their environment to prevent

decoherence. These requirements were formalised by DiVincenzo [14] into the five “DiVincenzo

criteria” which must be satisfied for the successful functioning of a quantum computer:

1. A scalable physical system with well characterised qubits: As described previously,

there are many physical systems which are able to host quantum information. DiVincenzo

describes a “well characterised” qubit as a system in which the Hamiltonian describing

the energy levels is accurately known, and which is well isolated from any excited states

which would lie outside of the defined |0〉 and |1〉 basis. Scalability is also crucial; for

example, some implementations of single qubit systems require a large amount of auxiliary

macroscopic equipment, making them extremely impractical to scale up to a system of 106

qubits required for useful quantum computation.

2. Initial state preparation: This stems from the simple requirement that in order to

accurately perform any type of computation, the initial state of the registers should be

initialised to a known value. In a quantum computer, speed of initialisation may also be

required to be above a certain threshold, since quantum error correction schemes require a

continuous supply of qubits that must be initialised before decoherence has destroyed the

calculation.

3. Long decoherence times, much longer than the gate operation time: Decoherence

refers to the loss of information from a quantum system to its environment. For a detailed

discussion of decoherence processes in donor spin qubits, see Section 2.3.6. Decoherence

may be characterised by two times, T1 and T2. T1 may be thought of as characterising the

timescale of the loss of classical information, for example if a qubit relaxes from an excited
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|1〉 state to the |0〉 ground state. T2 may be thought of as characterising the timescale

of the loss of purely quantum information, specifically the phase relationship between the

|0〉 and |1〉 states. Successful quantum information processing relies on the undisturbed

coherent evolution of a quantum state; therefore both of these types of decoherence will

destroy a calculation. Thankfully, fault-tolerant quantum error correction codes have been

developed which allow for this decoherence to be corrected for. A relatively new error

correction scheme known as a surface code [15] allows a calculation to continue indefinitely

as long as gate operation fidelities are greater than 99.9%. Gate fidelities of 99.95% have

been achieved for 31P donors in isotopically enriched 28Si [16].

4. A universal set of quantum gates: DiVincenzo showed in 1995 [17] that any arbitrary

quantum algorithm can be decomposed into a set of universal one and two-qubit gates.

A realistic quantum computer must be able to execute gate operations on any arbitrary

qubit or choice of two qubits with a gate fidelity above that of the fault tolerant quantum

error correction threshold.

5. A qubit-specific measurement capability: For a computer (classical or quantum!) to

be useful, there must be a robust method for reading out the results of a calculation once

it has been completed. In a quantum computer, we require the ability to select specific

single qubits and perform projective measurements with high fidelity, without disturbing

the state of the other qubits in the system. The focus of the work presented in this thesis

is towards the satisfaction of this criterion.

In this research, we use substitutional donors in silicon as a platform for storing quantum

information. A brief introduction to this platform will now be presented.

1.2 Substitutional donors in silicon as qubits

Silicon has been the primary platform for classical computing devices for over 50 years. The

desire to reduce transistor gate lengths in order to increase the performance of silicon-based

CPUs has inspired of a huge body of advanced research into silicon physics as well as micro- and

nano-scale fabrication technologies. As a platform for quantum computing, silicon has the ad-

vantage of building on this body of research. Additionally, a quantum computer compatible with

standard silicon processing techniques such as CMOS is likely to have clear advantages in ease

of fabrication and integration with current technologies compared with other platforms.

Essential to the success of silicon as a platform for classical computing is its ability to be

doped by introducing impurity atoms into the crystal. Donor impurities, such as the group V

elements phosphorus, arsenic, antimony, and bismuth, have an extra valence electron compared

the with the group IV silicon host substrate. The extra electron is loosely bound in a hydrogen-

like state to the donor potential, and acts as a paramagnetic centre. At room temperature
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the electron has enough thermal energy to escape to the conduction band, modifying the local

conduction properties of the silicon. Conversely, acceptor impurities such as group III boron have

one less valence electron than the host substrate and as such introduce hole states just above the

valence band. By introducing dopants in localised regions of a silicon substrate, the conduction

properties and band structure in these regions are modified. Combining doped regions with

control of the local electrical potential via patterned gates on top of the substrate, it is possible

to scalably fabricate a wide array of micro and nanoelectronic devices.

As a result of the rapid shrinking of transistors over time, we have entered a regime where

device features are within an order of magnitude of the Bohr radius of a donor electron [18].

As such, single dopants can have a significant effect on the characteristics and performance of

a device. For example, it is possible to fabricate a “single electron transistor” with a nanoscale

island small enough that individual energy levels can be resolved and manipulated electrically,

allowing only single electrons to tunnel on and off at one time [19]. It is also now possible to

construct transistors where the island is a single donor atom [20]. The single donor regime opens

up exciting opportunities for quantum computing.

The nuclear and electron spins of single donors in silicon are excellent candidate qubit

platforms. The spin of the electron, as a spin- 1
2 particle, provides a natural two-level quantum

system. Donor nuclei also have species-dependent spin; a 31P nucleus has spin- 1
2 , while a 209Bi

nucleus offers a richer Hilbert space with spin- 9
2 . At cryogenic temperatures, donor electrons

do not have enough thermal energy to escape to the conduction band. Since a donor nucleus is

fixed in the silicon lattice, its donor electron is naturally confined to this region without having

to include additional and potentially complex confinement gates.

A combination of dielectric screening by the surrounding silicon lattice and the low effective

mass of donor electrons means that the Bohr radius of a donor wavefunction is relatively large,

and thus is spread over a large number of lattice sites. As a result, the electron is easily manip-

ulated, and can be readily coupled with other nearby quantum systems via the hyperfine and

exchange interactions. The donor ground state wavefunction is also non-zero at its nuclear site,

which couples the nuclear and electronic wavefunctions via the Fermi contact hyperfine interac-

tion, with a species-dependent coupling strength. This allows the otherwise well isolated nuclear

spins to interact with outside quantum systems, mediated by the electron. In a seminal paper

in 1998, Kane[6] proposed to use this mechanism to create a 31P nuclear spin based quantum

computer. In his proposal, 31P donors are implanted in a 1-D array ≈ 20 nm from the surface

of a silicon wafer. Manipulation and readout are achieved through global magnetic resonance,

with a series of patterned gates able to individually Stark shift the nuclear spins in and out of

resonance through the application of an electric field. A separate set of tunable gates are able

to manipulate the electron wavefunctions so that they overlap with two nuclei at once, coupling

them together via the exchange interaction. While the specific Kane geometry is thought to

be prohibitively difficult to physically implement due to the oscillatory nature of the exchange
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interaction strength as a function of donor separation on sub-nanometer scales [21], interest in

silicon and donor-based quantum computing has exploded since the publication of this paper,

and devices of this nature (i.e. donors located close to the surface of a silicon substrate, manip-

ulated magnetically, electrically, and now optically) have taken great strides in the years since

1998. Coherent single spin read-out and initialisation [22] and coherent single qubit control [23]

have been demonstrated, while scalable architectures with long range two qubit coupling have

also been proposed [24]. Donors can also now be placed with lattice-site precision in particular

device geometries [20].

Donor-based qubits also offer some of the longest coherence times of any platform. The

naturally weak spin-orbit coupling of silicon contributes to the long coherence times [25], and

measurements in isotopically purified 28Si have demonstrated dramatically increased coherence

times over natural silicon. Silicon has three stable isotopes; 28Si & 30Si, which have nuclear spin

0, have natural abundances of 92.23% and 3.1% respectively. 29Si has nuclear spin of 1
2 , and

a natural abundance of 4.67%. In a natural silicon crystal, neighbouring 29Si nuclear spins in

the lattice can flip-flop, exchanging spin polarisation. As such, donor spins embedded nearby

experiences a spatially and temporally inhomogeneous magnetic field, resulting in spatially and

temporally varying eigenstate energies, an effect known as spectral diffusion. This is a problem-

atic source of decoherence. Advances in material processing technology have allowed silicon to be

isotopically enriched to 99.99% 28Si, creating a spin-0 “semiconductor vacuum”. Recent exper-

iments performed on this enriched 28Si platform have demonstrated record breaking coherence

times, with T2n in the order of 3 minutes for neutral donors or 3 hours for ionised donors and

T2e of 1 second at room temperature [26]. These coherence times are many orders of magnitude

above gate operation times (typically in the order 10−7s) [25], satisfying DiVincenzo criterion

3. In addition, recent experiments performed on bismuth donors [27] have enhanced coherence

times by two orders of magnitude using “atomic clock transitions”. In these experiments, elec-

tron spin resonance is performed on particular transitions at frequencies which are first order

insensitive to magnetic field fluctuations (i.e. at a point where df/dB = 0).

As discussed previously, a realistic quantum computer may require at least 106 qubits,

so scalability of single-qubit designs is crucial. In this area silicon is ideal; modern commercial

fabrication facilities are able to produce integrated chips containing over 109 transistors with

feature sizes smaller than 14 nm and with extremely high yield. As a result, it is hopeful that

a design for a silicon quantum computer based on similar technology would be able to achieve

comparable scalability and yield.

Having discussed the motivations for using donors in silicon as a quantum computing

platform, a detailed review of silicon and donor physics will now be presented.
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Chapter 2

Theory & Background

2.1 Silicon physics

2.1.1 Crystal structure & band structure

Silicon is a group IV element with electronic configuration 1s22s22p63s23p2. When silicon atoms

are brought together, the four outer valence electrons form hybridised sp3 orbitals and covalently

bond to four other atoms in a tetrahedral formation. This results in a crystalline semiconductor

with diamond cubic crystal structure [28]. The interaction of these orbitals creates a complex

band structure; silicon has six degenerate conduction band minima lying along each equivalent ∆

[100] direction in the first Brillouin zone. These minima, or “valleys”, lie at k-space points with

crystal wavevectors ki = k0k̂i, where k̂i ∈ {+x̂,−x̂,+ŷ,−ŷ,+ẑ,−ẑ} and k0 ≈ 0.85 · 2π/a0,

where a0 is the silicon lattice spacing 0.543 nm. Consider as an example the valley oriented

along the +ẑ axis. In the k-space region close to the conduction band minima, the dispersion

relation can be approximated with the function:

E(k ≈ k0ẑ) =
~2

2m‖
(kz − k0)2 +

~2

2m⊥
(k2
x + k2

y) (2.1)

This anisotropic parabolic dispersion relation describes an ellipsoidal valley, the dimensions

of which are determined by two different effective masses, m‖ = 0.98me for directions parallel to

the k-vector of the conduction band minima, and m⊥ = 0.19me for directions perpendicular to

the k-vector, where me is the free electron mass. With the appropriate substitution of k-vector

components for each axis, Equation 2.1 applies equivalently to all six degenerate conduction

band minima, as can be seen in Figure 2.1b.

Two valence bands, known as the heavy-hole and light-hole bands, meet at their degenerate
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maxima at the Γ(k = 0) point. These two bands differ in curvature ∂2E
∂k2 , leading to effective

masses mHH = 0.49me and mLH = 0.16me respectively. A split-off band, arising due to the

spin-orbit interaction, lies 44 meV below the valence band maxima. Overall, this structure

results in an indirect bandgap with Eg = 1.17 eV at 300 K.

a0 = 0.543 nm

[A]

kx

ky

kz

2π
 a0

[B]

Figure 2.1: [A] The silicon unit cell. [B] k-space diagram showing ellipsoidal
conduction band minima in blue for all six equivalent [100] directions.

Figure 2.2: The silicon band structure, calculated via a pseudopotential
technique. Reproduced from Yu & Cardona [28].
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2.2 Donor physics

2.2.1 Group V donors - Kohn-Luttinger effective mass theory

A substitutional donor replaces a silicon atom at a lattice site. In this research, we consider

the Group V donors, which are (in ascending order of atomic mass): phosphorus (31P), arsenic

(75As), antimony (121Sb), and bismuth (209Bi). These impurities have five valence electrons, four

of which form hybridised sp3 covalent bonds with their nearest neighbour Si atoms in the lattice.

The final electron is bound to the dielectrically screened attractive potential of the remaining

charge of the donor nucleus. Group V donors are so-called “shallow” donors as their binding

energy ED0 � Eg, the bandgap energy.

The Schrödinger equation for a donor electron can be written:

Ĥψ(r) =

[
−

~2

2m0
∇2 + V 0(r) + U(r)

]
ψ(r) = Eψ(r) (2.2)

where ψ(r) is the wavefunction, V 0(r) is the periodic potential of the silicon crystal, and U(r)

is the perturbation potential of the donor nucleus.

An exact solution for the donor wavefunction remains elusive to due to the complex nature

of the donor potential U(r) in the “central cell”, the silicon unit cell containing the donor nucleus.

However, significant progress has been made over the past 60 years and much of the physics has

been captured. We begin with a discussion of the calculations of Kohn and Luttinger [29], who

were the first to describe the donor wavefunction by using effective mass theory.

In their work, a donor potential was chosen such that:

UKL(r) = −
e2

εSi|r|
(2.3)

where e is the elementary charge and εSi is the static dielectric constant of silicon. Sur-

prisingly, this choice of a simple screened Coulombic potential captures much of the key donor

physics.

Kohn-Luttinger effective mass theory (KL-EMT) is a plane wave method whereby the

wavefunction can be expanded to a good approximation in terms of linear combinations of

Bloch functions φ(k, r) = u(k, r)eik·r with k-vectors at the conduction band minima ki, such

that:

ψ(r) =
∑
i

αiFi(r)φ(ki, r) (2.4)
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where αi is a weighting coefficient known as the valley amplitude, determining how much

each conduction band valley contributes to the wavefunction, and Fi(r) is a slowly-varying

envelope function. The Coulombic form of the donor potential U(r) has led to the donor wave-

functions being described as hydrogen-like, and indeed as well as the 1s-like ground state the

donor electron can occupy excited states which are 2s-like, 2p-like, etc. However, the spatial

structure of these states is significantly more complex than that of hydrogen due to interference

effects between the Bloch functions of the six conduction band valleys. Following this hydrogenic

analogy, they proposed the use of an anisotropic Bohr-like envelope function to describe the 1s

states:

Fi(r) = (πa2b)−
1
2 exp

(
−
(
(x2 + y2)/a2 + z2/b2

)− 1
2

)
(2.5)

where ẑ lies along the direction of the conduction band minima k-vector, a and b are

effective Bohr radii. Within their formalism Kohn and Luttinger were able to variationally (by

minimising the donor ground state energy) calculate values of a = 2.365 nm and b = 1.36 nm.

These surprisingly large length scales show that the donor wavefunction extends over many

thousands of lattice sites. The anisotropy of this envelope function in the axis parallel to the

conduction band minima vs. the perpendicular axes arises from the anisotropic effective masses

m‖ and m⊥ discussed in Section 2.1.1.

In the KL formalism, the overlap between the six basis valley wavefunctions is neglected,

effectively reducing the Schrödinger equation to six independent equations [30]. For this reason,

the KL description of the donor wavefunction is known as as a single-valley effective mass theory.

Even in this single-valley formalism, symmetry arguments place restrictions on the allowed linear

combinations of the valley basis states. These group-theoretic arguments demand that the donor

electron wavefunction ψ(r) has symmetry such that it belongs to an irreducible representation

of the point group of the Hamiltonian [31]. In silicon, this point group is the tetrahedral group

Td, and this results in a singlet state with A1 symmetry, a doublet with E symmetry, and a

triplet with T2 symmetry. KL-EMT predicts that these states are six-fold degenerate.

2.2.2 Multivalley effective mass theory

Contrary to this prediction of six-fold degeneracy, spectroscopic measurements contemporary to

the KL work [32] indicated that the degeneracy of these states is lifted. This splitting can be

explained using “multivalley” effective mass theory (MV-EMT), which takes into account the

overlap of the six valley basis wavefunctions that are coupled by the presence of the donor po-

tential U(r). The result of these inter-valley coupling effects, known as valley-orbit interactions,

is to lift the six-fold degeneracy of the donor states, as well as inducing a chemical shift [33].

These intervalley couplings can be captured by two parameters ∆1 and ∆2, which describe the

coupling between valleys on opposite sides of the same axis and those on perpendicular axes
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respectively. The values of the weighting coefficients αi as well as the energy ordering of the

donor states can again be determined via group-theoretic arguments [29], which show that the

donor ground state is the 1s(A1) singlet. This state is of primary concern in this research and

can be described within MV-EMT as an equal superposition of each of the valley basis states

such that αi =
1
√

6
. A 3-D representation of this state is shown below:
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Figure 2.3: 3D slices through the KL-EMT 31P wavefunction as described
in Equation 2.4. Here the real part of the wavefunction is shown and is
normalised so the maximum value is 1.

Of the two excited states, the 1s(E) state is also of significant interest to this work, and

has αE1
= 1/2[1, 1,−1,−1, 0, 0] and αE2

= 1/2[1, 1, 0, 0,−1,−1]. The 1s(E) and 1s(T2) excited

states are approximately degenerate, while the 1s(A1) state experiences a significant donor-

dependent downwards chemical shift known as the valley-orbit splitting. The 1s(A1) ground
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state binding energies for group V donors range from −45 meV for 31P [29], to −71 meV for
209Bi [34]. For reference, the 1s(E) and 1s(T2) states for 31P lie at −32.6 meV and −33.9 meV

respectively [35]. At room temperature, thermal energy kBT ≈ 26 meV, so the majority of

donors are ionised into the D+ state at any time. Conversely, at cryogenic temperatures, donor

electrons can not escape into the conduction band and as such are fixed in place in the lattice

at the donor site. This property is a significant advantage of donor qubits over, for example,

gate-defined quantum dots, which require patterns of electrostatic gates to be fabricated onto

the silicon substrate in order to achieve electronic confinement.

2.2.3 Central cell corrections

KL-EMT also fails to account for several other effects [30]:

1. The central-cell correction to the donor potential U(r)

2. The breakdown of the concept of constant dielectric screening within the central cell

3. Non-“isocoric” impurities 75As, 121Sb, and 209Bi have a different configuration of core

electrons to the rest of the silicon lattice

4. Breakdown of the effective mass approximation in the central cell, which requires that the

potential varies slowly w.r.t. the highest spatial frequency Bloch wave in the expansion

It is known that the true donor potential U(r) is well approximated by the KL potential

seen in Equation 2.3 outside of the central and nearest neighbour cells [35]. As such, points 1 -

3 above are closely related and can be simultaneously addressed through an appropriate short-

range correction to the KL potential known as the central-cell correction. The exact form of this

potential is still unknown, however significant progress has been made in its elucidation.

The MV-EMT model of Pica et al. [36] was able to achieve excellent agreement between

theory and experiment for energy spectra, hyperfine couplings (see Section 2.2.7), and Stark effect

coefficients for all four group V donors with the use of the following potential function:

U(r) = −
e2

εSir
(1− e−br +Be−br) (2.6)

where b and B are donor-dependent variationally determined pseudopotential parameters.

A modified envelope function, allowing short and long range behaviour to be distinguished, was

also used:

Fi(r) = N

[
exp

(
−
(
(x2 + y2)/a2

s + z2/b2s
)− 1

2

)
+ β exp

(
−
(
(x2 + y2)/a2

l + z2/b2l
)− 1

2

)]
(2.7)
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where ẑ again lies along the direction of the conduction band minima k-vector, as, bs, al,

and bl are the short and long range effective Bohr radii, N is a normalisation constant, and β

determines the magnitude of the long range contribution.

As a result of the donor-dependent pseudopotential parameters in Equation 2.6, the varia-

tionally calculated effective Bohr radii are also donor-dependent, ranging from al = 1.71 nm and

bl = 0.912 nm for 31P to al = 0.967 nm and bl = 0.472 nm for 209Bi. Comparison with the KL

values of a = 2.365 nm and b = 1.36 nm demonstrates that the central cell potential contributes

significantly to the confinement of the donor electron to the nuclear site.

2.2.4 Tight binding models

The variational approaches used to tune parameters in effective mass models can achieve good

agreement with measured energy spectra, however this does not guarantee an accurate descrip-

tion of the shape of the wavefunction, and indeed predictions of, for example, exchange coupling

oscillations may differ by orders of magnitude between different effective mass approaches [21, 37].

The strength of the hyperfine interaction between a donor electron and its nucleus (see Section

2.2.7) is proportional to the probability density of the electronic wavefunction at the nuclear

site. Modifications to the hyperfine interaction due to strain via the modulation of the shape of

the wavefunction are the focus of the results presented in Chapter 4 and, as such, an accurate

description of the wavefunction close to the nucleus is required. Point 4 above therefore presents

a serious obstacle to arriving at a theoretical understanding of our results. This point may be

addressed by describing the wavefunction using a non-plane wave formalism, and to this end in

Section 4.3, we present results from tight binding simulations performed by Y. M. Niquet and

Z. Zeng to corroborate our experimental results.

A full discussion of tight binding theory is beyond the scope of this work, however we

will briefly summarize the key concepts. Tight binding is a semi-empirical formalism, in which

electronic wavefunctions are expanded not in terms of plane waves as in EMT but instead in

terms of the valence atomic orbitals of the silicon atoms forming the lattice. Using this formalism

it is possible to accurately calculate of the band structure of solids. In addition, the effects

of arbitrary strains on the lattice can be handled naturally. We begin by assuming that the

electronic states in a semiconductor crystal can be modeled using a single-particle Hamiltonian

such that [38, 39]:

Ĥ |ψ(r)〉 = −
~2

2m
∇2 |ψ(r)〉+ Veff |ψ(r)〉 = E |ψ(r)〉 (2.8)

Here the potential Veff(r) is expanded as a sum of the individual atomic potentials such

that:
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Veff(r) =
∑
i

vi(r −Ri) (2.9)

where Ri is the position of the ith atom.

Then, the wavefunction is expanded in terms of a subset of atomic orbitals φα(r) satisfying

the Schrödinger equation for an isolated silicon atom:

Ĥatomic |φα(r)〉 = Ej |φα(r)〉 (2.10)

such that:

ψ(r) =

N∑
i=1

norb∑
α=1

ciα |φα(r −Ri)〉 (2.11)

where i sums over the number of atoms in the lattice, and α sums over the selected orbital

basis for each atom.

In a lattice, the potentials and atomic orbitals of nearby atoms overlap. This couples and

modifies the energies of these orbitals, which ensures that the atomic orbitals φα no longer form

an eigenbasis for the crystal states. Thus, to form the full tight binding Hamiltonian matrix in

order to calculate the band structure E(k), it is required to calculate the Hamiltonian matrix

elements:

Hαβ(Ri,Rj) = 〈φα(r −Ri)| Ĥ |φβ(r −Rj)〉 (2.12)

as well as the overlap matrix elements:

Sαβ = 〈φα(r −Ri)|φβ(r −Rj)〉 (2.13)

In light of the the double summation in Equation 2.11, it can be seen that the number

of matrix elements required to be calculated quickly becomes intractable as a function of the

number of atoms in the lattice. In practice, the tight binding method is valid only when the

potential and atomic overlaps are negligible beyond the first or second nearest neighbours in

the lattice (hence the name “tight binding”). As a result of this approximation, the number of

matrix elements that must be calculated is drastically reduced. Tight binding is described as

semi-empirical because these matrix elements may not be calculated directly but instead can be

thought of as input parameters to the model. Their values may be adjusted to fit the calculated

band structure E(k) to experimental measurements or ab initio calculations.

In this work, a nearest-neighbour orbital basis set known as sp3d5s∗ is used for the silicon
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atoms. Here, each silicon atom contributes an s orbital, three p orbitals, five d orbitals, and an

excited s∗ orbital. This is the smallest orbital basis set which is able to accurately reproduce

the details of both the valence and conduction bands in silicon.

The donor wavefunction can then be calculated by imposing an appropriate impurity po-

tential on the tight binding Hamiltonian. The donor potential used in these simulations is based

on one proposed by Nara & Morita [40]:

U(r) = −
e2

εSir

(
1 +AεSie

−αr + (1−A)εSie
−βr − e−γr

)
(2.14)

with parameters A = 1.175, α = 0.757 Bohrs−1, β = 0.312 Bohrs−1 and γ = 2.044 Bohrs−1

taken from literature [41].

As we will see, the investigation of the effects of strain on donor physics is central to this

work. The tight-binding formalism is able to handle strain naturally, as the position of the ith

silicon atom Ri may be displaced arbitrarily from its equilibrium position. This is equivalent to

the ability to impose an arbitrary spatially-varying strain field upon the substrate.

2.2.5 Donor spin Hamiltonian

We have so far discussed the spatial part of the donor electron wavefunction, and now turn to

the spin part. A donor electron provides a natural spin- 1
2 system, ideal for hosting a qubit when

Zeeman split by an externally applied magnetic field. Quantum information can also be stored in

the spin of the donor nucleus. Phosphorus (31P), the simplest group V donor considered in this

research, has a nuclear spin of 1
2 , while arsenic (75As), antimony (121Sb & 123Sb) and bismuth

(209Bi) have nuclear spins of 3
2 , 5

2 , 7
2 , and 9

2 respectively, offering richer Hilbert spaces which

could in principle allow multiple logical qubits to be hosted in the same physical system.

Overall, the donor spin Hamiltonian can be written:

Ĥ = ĤZ + ĤA (2.15)

where ĤZ is the Zeeman Hamiltonian and ĤA is the hyperfine Hamiltonian. We will now

discuss each term in turn.

2.2.6 The Zeeman interaction

The Zeeman interaction describes the coupling between nuclear/electronic spins and an exter-

nally applied static field B0 defined to point along the ẑ axis. The Zeeman Hamiltonian term

can be written:
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ĤZ =
(geµB

~
Ŝz ⊗ I−

gnµN

~
I⊗ Îz

)
B0 (2.16)

where ge and gn are the electron and nuclear g factors, µB is the Bohr magneton, µN is

the nuclear magneton, B0 is the strength of the externally applied Zeeman field, and Ŝz & Îz

are the electron and nuclear spin ẑ projection operators.

The strength of the interaction between a spin and an applied magnetic field can be

measured by its gyromagnetic ratio γx = gxµx/~, (where x indicates the appropriate values for

the electron or nucleus). Consider now the expansion of Bohr and nuclear magnetons:

µB =
e~

2me
(2.17)

µN =
e~

2mp
(2.18)

The considerably larger mass of a proton compared with an electron means that the Bohr

magneton µB is mp/me ≈ 1840× larger than the nuclear magneton µN . As such, donor electron

spins couple significantly more strongly to externally applied fields than nuclear spins [42]. As

a result, nuclear spins are relatively well isolated from their local magnetic environment. This

leads to long coherence times, but also makes them difficult and slow to interact with in order

to manipulate and measure. Conversely, electron spins readily interact with applied magnetic

fields, but as a result are much more sensitive to magnetic field fluctuations and as such have

shorter coherence times. These properties have lead to proposals where nuclear spins are used

as “memory” qubits, while electron spins are used as “processing” qubits. In addition as we will

see in the next section, the coupling of the electron spin to the nuclear spin via the hyperfine

interaction allows the electron to mediate interactions between the nuclear spin and the external

world [43].

2.2.7 The hyperfine interaction

The Zeeman interaction by itself describes independent couplings of the electron and nuclear

spins to an external magnetic field. The hyperfine interaction couples these spins to each other.

In general, the hyperfine Hamiltonian can be written:

ĤA =
∑

Nuclear spin species k

Ŝ ·A · Îk (2.19)

Where A is a 3× 3 hyperfine tensor. A can be split into isotropic and anisotropic compo-

nents such that:
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A = AisoI +Aaniso (2.20)

Then:

Aiso =
8π

3
geµBgNµN~2|ψ(0)|2 +

∑
29Si, other nearby nuclei

8π

3
geµBgNµN~2|ψ(r)|2 (2.21)

The first term describes the Fermi contact hyperfine interaction arising from the coupling of

the electron spin magnetic moment to the field generated by the nuclear spin of the same donor,

and vice versa. It can be seen that the interaction strength is proportional to the probability

density of the electronic wavefunction at the nuclear site |ψ(0)|2. This density depends on the

specific form of the donor potential U(r), which varies between donor species. As such, the

interaction strength of this term is also species-dependent. For 31P, A=117.53 MHz [44], while

for the deepest donor 209Bi A=1.4754 GHz [27]. The second term describes the sum of Fermi

contact hyperfine interactions due to the coupling of the electron to the fields generated by the

nuclei of nearby 29Si atoms, as well as any other nearby nuclei which have varying I, hence the

sum over k in Equation 2.19. Analogous to the first term it is proportional to the probability

density of the wavefunction at the 29Si sites |ψ(r)|2. With a Bohr radius of ≈ 2.5 nm for 31P,

the donor electron wavefunction can overlap with a significant number of 29Si atoms.

The anisotropic term Aaniso has components in the [x̂, ŷ, ẑ] basis such that:

Aij = geµBgNµN~2
∑
29Si

〈ψ|
3rirj − r2δij

r5
|ψ〉 (2.22)

This term describes the contribution from dipolar coupling between the donor electron and

neighbouring 29Si nuclear spins.

The samples used for the experiments presented in this thesis are primarily made from

isotopically enriched 28Si. This material has < 1 ppm of Si isotopes with non-zero nuclear spin.

As a result, contributions to the hyperfine interaction involving nearby 29Si nuclei can safely be

neglected. In addition, the donor concentrations of samples used in this work are low enough

that interactions between neighbouring donors and other spin carrying nuclei may be neglected.

Referring to Equations 2.21 and 2.22, it can be seen that in this case the hyperfine tensor becomes

isotropic, with the only remaining relevant term:

Aiso = A =
8π

3
geµBgNµN~2|ψ(0)|2 (2.23)
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Thus, the hyperfine Hamiltonian can be written:

ĤA = AŜ · Î (2.24)

This interaction between the nuclear and electronic states results in a coupled (2S+1)(2I+

1)-dimensional Hilbert space for the spin Hamiltonian, which can be readily solved (see Section

2.2.8).

2.2.8 Solutions to the spin Hamiltonian

Having discussed each term in the spin Hamiltonian individually, we may write it in full:

Ĥ =
(geµB

~
Ŝz ⊗ I−

gnµN

~
I⊗ Îz

)
B0 +AŜ · Î (2.25)

We now turn to its solutions. We begin with the simplest group V spin system 31P,

which has S = 1
2 and I = 1

2 . With B0 = 0, we expect only a contribution from the hyperfine

interaction term. Solving this Hamiltonian reveals the zero-field eigenstates, which are, in the

|mS ,mI〉 basis:

A singlet:

|ψS〉 =
1
√

2

(∣∣∣∣−1

2
,+

1

2

〉
−
∣∣∣∣+1

2
,−1

2

〉)
(2.26)

and a degenerate triplet:

|ψ+1〉 =

∣∣∣∣+1

2
,+

1

2

〉
(2.27)

|ψ0〉 =
1
√

2

(∣∣∣∣−1

2
,+

1

2

〉
+

∣∣∣∣+1

2
,−1

2

〉)
, (2.28)

|ψ−1〉 =

∣∣∣∣−1

2
,−1

2

〉
(2.29)

These zero-field eigenstates are split by an energy:

EZFS = A

(
I +

1

2

)
(2.30)

26



which in the case of phosphorus is simply the 31P hyperfine interaction strength A =

117.53 MHz. In the low-field limit gµBB0 � A, the eigenstates of the Hamiltonian are mixed in

the S⊗I tensor product basis |mS ,mI〉, as can be seen in Equations 2.26 and 2.28 above. As such

mS and mI are not always good quantum numbers, However, F = S+I and mF = mS +mI are

always good quantum numbers. In the high field limit, the eigenstates are those of the |mS ,mI〉
basis. The energy of each 31P eigenstate as a function of field strength can be seen below in

Figure 2.4:
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Figure 2.4: Phosphorus spin eigenstate energy spectra as a function of the
Zeeman magnetic field strength B0. The eigenstates are labelled on the right
in their high-field |mS ,mI〉 basis. The degenerate triplet and singlet can also
be seen at B0 = 0.

The most complex Hilbert space is that of 209Bi which is n = (2S + 1)(2I + 1) = 20

dimensional. Here again, in the low-field limit gµBB0 � A, the eigenstates of the Hamiltonian

are mixed in the |mS ,mI〉 basis, and again F = S + I and mF = mS + mI are always good

quantum numbers. Analogously to 31P, in the high field limit the eigenstates are the |mS ,mI〉
basis, here shown in order of highest to lowest energy:
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,−9

2

〉
, ...

∣∣∣∣−1

2
,+− 9

2

〉
, ... (2.31)

The energy of each 209Bi eigenstate as a function of field strength can be seen below in

Figure 2.5:
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Figure 2.5: Bismuth spin eigenstate energy spectra as a function of the
Zeeman magnetic field strength B0. The high-field eigenstates from highest
to lowest energy are described in Equation 2.31.

It can be seen that owing to the anomalously large hyperfine coupling strength of bismuth

A = 1.4754 GHz, the eigenstates remain mixed to much higher field strengths (≈ 300 mT) than

for 31P.

Finally, it can be seen in Figure 2.5 that the relative complexity of this energy spectra

compared with 31P results in a number of transitions between pairs of eigenstates which have

particular operating points where the rate of change of transition energy as a function of field

strength ∂E/∂B = 0. At these points, known as “atomic clock transitions”, these transition

energies become first-order insensitive to fluctuations in the magnetic field. It has been demon-

strated that operating at a clock transition can increase the coherence times of spin states by as

much as two orders of magnitude, up to seconds [27].

2.3 Spin resonance theory

Pulsed electron spin resonance (ESR) is a powerful spectroscopic technique for characterising

and manipulating systems containing unpaired electrons by using pulses of microwave and radio-

frequency EM radiation. It can be applied to a broad range of materials, from paramagnetic

impurities in crystals (as is of primary interest to this work), to transition metal catalysts,

complex chemical structures such as fullerenes, and even biological molecules such as proteins.

Here is presented a theoretical overview of pulsed ESR with a focus on its applications to group
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V donors in silicon.

A proper treatment of the dynamics of a single spin in the presence of arbitrary time

dependent magnetic fields clearly requires a quantum description. However, detecting fewer

than 109 spins via traditional ESR methods is extremely challenging, therefore in a typical

experiment what is measured is actually the net magnetisation of a macroscopic yet partially

coherent ensemble of spins (see the discussion of the pseudo-pure approximation in Section 2.3.6

for more details). This ensemble averaging allows us to describe the spin dynamics in our systems

with complementary quantum and classical pictures, and relate them via the correspondence

principle. We will start with a discussion of spin resonance for a single spin- 1
2 electron without

any nuclear component, then generalise to an ensemble of donors with the spin Hamiltonian

discussed in Section 2.2.5. We begin with the definition of the Bloch sphere.

2.3.1 The Bloch sphere

The Bloch sphere allows us to describe the state of a qubit in a useful geometric form. We begin

with the definition of an arbitrary qubit state:

|ψ〉 = α |0〉+ β |1〉 → α, β ∈ C (2.32)

with a normalisation constraint:

|α|2 + |β|2 = 1 (2.33)

Without loss of generality, we may define:

|α| = cos(θ/2) (2.34)

and:

|β| = sin(θ/2) (2.35)

We can rewrite the complex amplitudes in polar coordinates such that:

|ψ〉 = |α|eiφa |0〉+ |β|eiφb |1〉 (2.36)

Then, since the states |ψ〉 and eiγ |ψ〉 are physically indistinguishable, it is possible to take
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out a “global” phase factor e−iφa and rewrite this as:

|ψ〉 = |α| |0〉+ |β|ei(φ) |1〉 (2.37)

The qubit state may then be written:

|ψ〉 = cos
θ

2
|0〉+ sin

θ

2
(eiφ) |1〉 (2.38)

This representation maps out a sphere of unit radius for 0 ≤ θ ≤ π and 0 ≤ φ ≤ 2π. This

is the Bloch sphere, and a visualisation of it may be seen below in Fig. 2.6.

Figure 2.6: Viasualisation of the Bloch sphere. The pure state vector is
shown in blue.

The utility of the Bloch sphere will become apparent shortly, as we will see that in the

presence of an arbitrary magnetic field, the motion of the state vector of an ensemble of spin- 1
2

systems around the Bloch sphere corresponds exactly to the motion of the macroscopic magneti-

sation vector of an ensemble of electron spins, via the correspondence principle.
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2.3.2 Dynamics of a single spin-1
2

in a uniform magnetic field

Consider the Hamiltonian of a spin- 1
2 particle in the presence of a uniform external magnetic

field B0 = B0ẑ as discussed in Section 2.2.6:

Ĥ0 = −µ̂ ·B0 =
geµBB0

~
Ŝz (2.39)

This Hamiltonian has two eigenstates labelled |↑〉 and |↓〉 which correspond to themS = ± 1
2

eigenstates of the Ŝz operator, with associated eigenenergies:

E↑/↓ = ±
geµBB0

2
(2.40)

This eigenspace can be used as a qubit basis, and referring to Equation 2.32 we can now

identify |↓〉 with |0〉 and |↑〉 with |1〉. The unitary operator describing the dynamical evolution

of the quantum state under the action of some Hamiltonian can be written:

Û(t) = e−iĤt (2.41)

therefore, for the arbitrary state described in Equation 2.32 in the |↓〉, |↑〉 eigenbasis we

may write:

|ψ(t)〉 = Û(t) |ψ(0)〉 = exp(−iĤ0t) |ψ(0)〉 = exp

(
− i

geµBB0

~
Ŝzt

)
|ψ(0)〉

= α exp

(
i
geµBB0

2~
t

)
|0〉+ β exp

(
− i

geµBB0

2~
t

)
|1〉

(2.42)

Again removing an indistinguishable phase factor, we may write:

|ψ(t)〉 = α |0〉+ β exp

(
− i

geµBB0

~
t

)
|1〉 (2.43)

Comparing this with Equation 2.38, we see that we can model this purely as a rotation of

φ. This corresponds to a motion of the state vector about the ẑ axis on the Bloch sphere known

as “Larmor precession”, at a frequency:
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ωL =
geµBB0

~
(2.44)

Figure 2.7: Larmor precession of the quantum state about the z axis de-
picted on the Bloch sphere.

We will see shortly that is also instructive to describe the time evolution of the expectation

values of the spin operators for this state:

〈Ŝz(t)〉 = 〈ψ(t)|Ŝz|ψ(t)〉 =
~
2

(
|α|2 − |β|2

)
≡

~
2

cos θ (2.45)

As expected because the eigenstates of the Ŝz operator commute with the Hamiltonian

Ĥ0, the expectation value 〈Ŝz〉 does not change with time.

〈Ŝx(t)〉 = 〈ψ(t)|Ŝx|ψ(t)〉 =
~
2

(
α∗βe−iωLt + αβ∗eiωLt

)
≡

~
2

sin θ cos(ωLt+ φ) (2.46)

〈Ŝy(t)〉 = 〈ψ(t)|Ŝy|ψ(t)〉 =
~
2i

(
α∗βe−iωLt − αβ∗eiωLt

)
≡

~
2

sin θ sin(ωLt+ φ) (2.47)

32



Here it can be seen that 〈Ŝx〉 and 〈Ŝy〉 are time dependent in a manner that corresponds

exactly with the precession about the Bloch sphere.

Finally, we may define two important properties of such a single spin- 1
2 qubit state as

written in Equation 2.43. First is the real-valued polarisation, which is defined as the difference

in the Born probabilities of each state such that:

P = |α|2 − |β|2 (2.48)

Second, we define the complex-valued coherence:

C(t) = αβ∗eiωLt = α(t)β∗(t) (2.49)

which describes the relative phase relationship between the two states in superposition.

2.3.3 Classical picture

Charged particles in motion generate magnetic fields, and therefore the intrinsic spin angular

momentum of the electron generates a classical magnetic moment:

µ = −
gµB

~
S (2.50)

where me is the electron mass, and µB =
e~

2me
is the Bohr magneton.

However, as mentioned previously, the magnetic moment of a single spin is far too small

to be measured directly by conventional methods, and so what is typically measured in an ESR

experiment is the net magnetisation of a macroscopic ensemble of > 109 spins. This is achieved

(see Section 3.2 for full details of the experimental technique) by setting up the apparatus such

that the net magnetisation intersects with a macroscopic coil, generating an AC voltage. As

such, it is important to consider how the processes described in the previous section may be

described classically.

In the presence of an externally applied magnetic field B0 = B0ẑ, a magnetic moment

experiences a torque:

τ = ~
dS

dt
= µ×B0 (2.51)

Then, by Equation 2.50:
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dµ

dt
= µ×−

geµB

~
B0 =

− geµBB0

~
µ× ẑ (2.52)

For an ensemble of N spins, the N magnetic moment vectors add to a net magnetisation

vector:

M =
1

V

N∑
i=1

µi (2.53)

The equation of motion 2.52 can then be rewritten in terms of M such that:

dM

dt
= M ×−

geµB

~
B0 =

− geµBB0

~
M × ẑ (2.54)

The motion of M described by equation 2.54 is known as Larmor precession, whereby

M rotates about the axis of B0, which we have defined to be along ẑ, as can be seen in Fig.

2.8.

Figure 2.8: Larmor precession of the classical magnetisation vector M .
This motion of this vector is identical to that of the motion of the state
vector on the Bloch sphere as seen in Figure 2.6.

This precession occurs at the Larmor frequency, defined as ωL =
geµBB0

~
. As expected

by the correspondence principle, this motion of a classical magnetic moment is identical to that

of the precession of the quantum state vector about the Bloch sphere as described in Equation
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2.44 such that the vector components of M correspond exactly with the expectation values of

the Ŝi operators defined in Equations 2.45 to 2.47.

2.3.4 Quantum ensemble averaging

We now return to a quantum description, where two issues must now be addressed. First, it

is important to clarify how the ensemble average in Equation 2.53 may be performed within a

quantum description and how exactly a pure quantum state arises from this kind of ensemble

average. Second, we have so far only considered two-state spin- 1
2 systems, but the presence

of the nuclear spin in the group V spin Hilbert space means that the dimensionality of these

coupled spaces ranges from n = 4 for 31P to n = 20 for 209Bi. As such, we will briefly discuss

how to handle these higher dimensional spaces conceptually.

Consider a single spin- 1
2 system with the quantum state:

|ψ〉 = α |0〉+ β |1〉 = |α| |0〉+ |β|ei∆φ |1〉 ≡

(
α

β

)
(2.55)

The expectation value of some operator Q̂ on this state may be written [47]:

〈Q̂〉 = 〈ψ|Q̂|ψ〉 = (α∗β∗)

(
Qαα Qαβ

Qβα Qββ

)(
α

β

)
= αα∗Qαα+αβ∗Qαβ+βα∗Qβα+ββ∗Qββ (2.56)

This may be written in a more compact form by defining a “density operator”:

ρ̂ = |ψ〉 〈ψ| (2.57)

When |ψ〉 is expanded in a suitable eigenbasis such that |ψ〉 =
∑n
i=1 αi |φi〉, the density

operator can be expressed explicitly as an n× n “density matrix” with elements ρij = αiα
∗
j . In

the above case then:

ρ̂ = |ψ〉 〈ψ| = (α∗β∗)

(
α

β

)
=

(
αα∗ αβ∗

βα∗ ββ∗

)
(2.58)

It can be seen that that the diagonal elements of this matrix are the |αi|2, or the Born

probabilities of measuring each eigenstate, while a comparison with Equation 2.49 shows that

the off diagonal elements represent the coherence between the ith and jth basis states. The pure

state is then fully specified by these matrix elements. Finally we may write:
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〈Q̂〉 = Tr[ρ̂Q̂] (2.59)

While this formalism seems to offer little in the case of the pure state of a single spin- 1
2 ,

the utility of the density matrix becomes apparent when we consider an ensemble of N such

spin- 1
2 systems. If every system in the ensemble is in the same state, such that they can all

be described with the same amplitudes α and β and therefore maintain the phase relationship

described by ∆φ, then the ensemble is said to be in a pure state and can be described by the

wavefunction |ψ〉N .

For a realistic spin ensemble in a macroscopic silicon sample, this condition is not satisfied

in general. In reality, the phase relationship described by ∆φ of the individual spins in the

ensemble will be disturbed by, for example, thermal fluctuations (among many other processes,

see Section 2.3.6 for a full discussion). The ensemble is then no longer in a coherent pure state

but an incoherent superposition known as a mixed state. Here, the quantum state is described

as being in a classical mixture of n subensembles of pure states, where n < N , such that the

density operator may be written:

ρ̂ =

n∑
i

pi |ψi〉 〈ψi| (2.60)

Crucially here, the mixing coefficients pi (which have the constraint
∑
i pi = 1) do not

necessarily represent some fundamental uncertainty of nature but rather can reflect for example

the experimenter’s lack of knowledge of some aspect of the system. In a realistic ensemble both

n and N will be extremely large such that the above operator is intractable to write explicitly.

However, if we consider the expectation value of some operator Q̂ on this mixed state:

〈Q̂〉 = p1 〈ψ1|Q̂|ψ1〉+ p2 〈ψ2|Q̂|ψ2〉+ ...+ pn 〈ψn|Q̂|ψn〉 (2.61)

we may then write an operator:

σ̂ = |ψ〉 〈ψ| (2.62)

where the bar above the outer product indicates the ensemble average over all pure states

in the mixed superposition. The matrix elements of this operator are the ensemble averages of

the matrix elements in superposition:

σ̂ij = αiα∗j (2.63)
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Then we may simply write:

〈Q̂〉 = Tr[σ̂Q̂] (2.64)

Crucially, by the correspondence principle, the expectation values of operators are in fact

those observables we may measure in an experiment, and as such by taking appropriate measure-

ments we may infer the matrix elements of σ̂. This is an extremely powerful simplification which

allows us to represent and measure the superposition state of some extremely large number n of

quantum states with just a few matrix elements.

We may define the “maximally mixed state” as one which contains the minimum possible

amount of information about the quantum state. In this case, each eigenstate is equally probable

and the coherences are all zero. It can therefore be seen that the density matrix representing

this state is simply the identity matrix I divided by some normalisation factor.

The definition of the density operator in Equations 2.62 and 2.63 is valid for an eigenbasis

of arbitrarily large dimension. In any such spin Hilbert space it is possible for polarisation and

coherence to exist between any pair of states in the eigenspace. Given two eigenstates |φi〉 and

|φj〉, we may define the “coherence order” p between them as the difference between their total

spin magnetic quantum numbers such that p = mF (i) − mF (j), which therefore takes values

0,±1,±2... These pairs of eigenstates (or equivalently the transitions between them) may then be

referred to as having zero-quantum coherence (ZQC), single-quantum coherence (SQC), double-

quantum coherence (DQC) etc. respectively. Crucially however, in an ESR experiment, only

SQC is able to be detected directly [48]. Therefore, in the experiments presented in this work,

we consider only SQC transitions, and generally only concern ourselves with a single one of these

transitions (out of the possible subset within the total Hilbert space) at any one time.

In this case, the Bloch sphere again becomes a useful conceptual tool even in a higher-

dimensional Hilbert space. Any two eigenstates |φi〉 and |φj〉 representing an SQC transition may

be mapped onto the states |0〉 and |1〉 shown in Fig. 2.6. The polarisation, or z-axis component

of the resulting Bloch vector can be calculated from the differences between the diagonal matrix

elements ρii and ρjj , while the magnitude and relative phase of the xy-component of the Bloch

vector can be calculated from the off-diagonal coherence matrix element ρij .

In an ESR experiment, our state is ideally initialised in thermal equilibrium, so it is

therefore crucial to describe this state. Consider now such an initial thermal equilibrium state

of an ensemble of spin- 1
2 electrons with a simple spin Hamiltonian given by Ĥ =

gµBB0

~
Ŝz. The

application of a Zeeman field B0 creates an energy splitting between the mS = ± 1
2 states. The

thermal equilibrium populations of each state are then given by a Boltzmann distribution:
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P+ 1
2

P− 1
2

= exp

(
−
gµBB0

kBT

)
(2.65)

where P± 1
2

are the populations of the mS = ± 1
2 states respectively.

The difference in population between the two states (which is the ensemble equivalent of the

polarisation defined in Equation 2.48) leads to a net thermal equilibrium magnetisation vector

M0 pointing along the z-axis. It is however crucial to note that under the typical experimental

conditions used for spin resonance in this work (ωL ≈ 9.7 GHz and T ≈ 5 K), the splitting

between the mS = ± 1
2 states is small compared with the thermal energy kBT . As a result, the

net equilibrium polarisation of the ensemble can be as small as 10−2.

We may extract an initial pure state from this weakly polarised ensemble state by using

the “pseudo-pure approximation” [49, 50, 51, 52]. A consequence of the weak polarisation is that

the thermal equilibrium distribution of states is very close to random, or equivalently maximally

mixed. Then, for the case of a system of spin- 1
2 particles, this may be interpreted concretely in

terms of a density matrix as the sum of a maximally mixed state represented by the identity

matrix, with a small excess δ in the ms = − 1
2 state, here represented as the logical |0〉 state,

such that:

ρeq =
1

Z
e−Ĥ/kBT =

1− δ
Z

I + δ |0〉 〈0| (2.66)

where Z is some normalisation constant. Finally, we note that the maximally mixed com-

ponent represented by the identity matrix is invariant under unitary operations. This invariance

allows the maximally mixed component to be safely ignored for the purposes of the unitary oper-

ations applied by the spin resonance experiment. It can be shown [50] that the dynamics of the

pseudo-pure component are not affected by the size of the excess parameter δ, and therefore we

may treat our initial thermal equlibrium state as an “effective” pure state given by |ψ〉eq = |0〉.
This is a crucial approximation which allows us to perform ESR experiments on large macro-

scopic ensembles and treat the quantum dynamics identically as if we were experimenting on a

single pure system.

This argument may be generalised from the simple Zeeman Hamiltonian to the full spin

Hamiltonian seen in Equation 2.25. To do this, we note that for all donors the experimental

conditions used for spin resonance in this work place us firmly in the high-field limit where

gµBB0 � A. In this case the Hamiltonian is dominated by the Zeeman term. Then, the weak

polarisation due to the nuclear spin projection mI may be safely ignored so that the thermal

equilibrium state polarisation is well characterised by only the electronic spin projection ms,

even in the case of for example 209Bi where there are 10 such states for each value of ms.

38



2.3.5 Spin manipulation with pulses

In a pulsed ESR experiment, spin manipulation is achieved by the application of a time dependent

magnetic field orthogonal to B0. To simplify the discussion it is useful to switch from the lab

frame (x, y, z) to a frame (x′, y′, z′) which rotates at a frequency ωMW. It can be seen that in

this frame the magnetisation vector M precesses about ẑ at a frequency:

Ω = ωL − ωMW (2.67)

Next, consider a circularly polarised magnetic field B1 rotating in the lab xy-plane such

that:

B1(t) = B1 cos(ωMWt+ φ)x̂+B1 sin(ωMWt+ φ)ŷ (2.68)

In the rotating frame, B1 becomes static such that:

B1 = B1 cos(φ)x̂′ +B1 sin(φ)ŷ′ (2.69)

Consider first the resonant case where ωL = ωMW with B1 = 0. In this case the precession

of M about B0 is cancelled by the rotation of the frame and M appears static. Then, with the

application of some B1 > 0, which is also static in this frame, M experiences a torque:

τ = M ×
− geµB

~
B1 (2.70)

Analogous to the Larmor precession about B0, this results in a precession of M about B1

at a frequency:

ωRabi =
geµBB1

~
(2.71)
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Figure 2.9: Larmor precession in the rotating frame. The rotation of the
frame makes the oscillating field B1 appear static, therefore the magnetisa-
tion vector undergoes precession about this axis.

Consider now the “off-resonant” case where ωL 6= ωMW. Here the motion of M is known

as nutation, the combination of the precession about the ẑ axis at a rate Ω and precession about

B1. This can be described mathematically as a precession about effective field composed of the

vector sum of B1 and B0Ω/ωMW. This vector is inclined at an angle from the ẑ axis:

θ = arctan
(ωRabi

Ω

)
(2.72)

and the precession occurs at a frequency:

ωeff =
√

Ω2 + ω2
Rabi. (2.73)

In the case where ωMW is significantly off resonant such that Ω � ωRabi, Equations 2.72

& 2.73 show that θ → 0 and ωeff → Ω. In this case the effect of B1 on M becomes insignif-

icant. Conversely, when ωMW is perfectly on resonance, θ = π/2 and the effect of B1 on M is

maximised.

Generating a circularly polarised magnetic field is experimentally challenging. In the ESR

experiments performed in this work, samples are mounted in the central cavity of a dielectric

resonator. B0 is generated by an external electromagnet, while B1(t) is generated by applying

a microwave-frequency AC voltage to an antenna coupled to the dielectric resonator (see Section

3.2 for a full discussion). This generates a linearly polarised magnetic field B′
1(t) in the centre

of the resonator cavity. Consider such a field oriented along the x axis in the lab frame with an
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arbitrary phase φ so that:

Blinear
1 (t) = 2B1 cos(ωMWt+ φ)x̂ (2.74)

A linearly polarised magnetic field can be represented by the superposition of a left- and

right-hand circularly polarised magnetic field:

Blinear
1 (t) = BRHC

1 (t) +BLHC
1 (t) = (2.75)

B1(cos(ωMWt+ φ)x̂+ sin(ωMWt+ φ)ŷ) +B1(cos(ωMWt+ φ)x̂− sin(ωMWt+ φ)ŷ) (2.76)

In the rotating frame, this transforms to:

BRHC
1 +BLHC

1 = B1(cos(φ)x̂′ + sin(φ)ŷ′) +B1(cos(2ωMWt+ φ)x̂′ + sin(2ωMWt+ φ)ŷ′) (2.77)

Thus the right-hand polarised component becomes static in the rotating frame, while the

left-hand component rotates at a frequency 2ωMW. In a typical experiment, the magnitude of

B1 is such that 2ωMW � ωRabi. Referring to Equations 2.72 and 2.73, we see that as a result

this component has a negligible effect on the motion of M . Thus, in the rotating frame:

B1 ≈ B1 cos(φ)x̂′ +B1 sin(φ)ŷ′ (2.78)

Equation 2.78 also shows that the phase φ of the linearly polarised field defines the static

orientation of B1 in the rotating frame and thus the precession axis of M .

As mentioned previously, B1 is generated by driving an AC voltage at ωMW through an

antenna coupled to a dielectric resonator. Using commercially available components, this voltage

is able to be switched on and off on nanosecond timescales, and correspondingly B1 is pulsed on

and off. Consider an idealised voltage pulse with φ = 0, resulting in B1 = B1x̂
′ for 0 < t ≤ tpulse

and B1 = 0 otherwise. In the perfectly resonant case where Ω = 0, M precesses about the x̂′

axis for a time tpulse, rotating by an angle:

θpulse = ωRabitpulse (2.79)

The phase φ of the pulse controls the axis about which the precession occurs. By combining

multiple pulses together about different axes, it is possible to achieve any arbitrary rotation of
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M . This is equivalent via the correspondence principle to performing any arbitrary single-qubit

operation.

The equivalent quantum view of this process is one in which single spins in the ensemble

resonantly absorb microwave photons, the quanta of the oscillating electromagnetic field B1,

driving transitions between different spin eigenstates. This stochastic absorption process, aver-

aged over an ensemble of many spins, manifests as a rotation of M as described in Equation

2.70.

Concretely, the effect of the resonant oscillating field B1 on the state vector can be de-

scribed with a Hamiltonian:

Ĥ1 = −µ̂ ·B1 =
geµBB1

~
(

cos(ωMWt+ φ)Ŝx + sin(ωMWt+ φ)Ŝy
)

(2.80)

In the rotating frame, this becomes:

Ĥ ′1 =
geµBB1

~
(

cos(φ)Ŝx′ + sin(φ)Ŝy′
)

(2.81)

We saw in Section 2.3.2 that time evolution of the quantum state about a static uniform

magnetic field in the ẑ direction corresponds to a precession of the state vector about the ẑ

axis. In the resonant rotating frame, the field B1 is transformed to a static uniform field along

a direction in the xy plane defined by the pulse phase φ. By precisely the same derivation it can

be shown that action of Ĥ ′1 is to cause a precession of the state vector about this axis at ωRabi,

equivalent again to the classical motion seen in Figure 2.9.

Angular momentum conservation imposes certain “selection rules” on which state transi-

tions are allowed as a result of a given Hamiltonian. The transition probability between an initial

and final spin state is proportional to the transition matrix element | 〈initial| Ĥ1 |final〉 |2 [53].

The selection rules due to the action of Ĥ ′1 may be inferred directly from the transition matrix

elements for the Ŝx and Ŝy operators [54]:

〈m′S |Ŝx|mS〉 = (δm′S ,mS+1 + δm′S+1,mS
)
1

2

√
S(S + 1)−m′SmS (2.82)

〈m′S |Ŝy|mS〉 = (δm′S ,mS+1 + δm′S+1,mS
)

1

2i

√
S(S + 1)−m′SmS (2.83)

It can be seen that the above transition matrix elements are zero in all cases unless the

transition is from a state with |m′S − ms| = 1. The same argument can be made for the

Îx and Îy operators. This can be understood from the spin physics of the photon which is
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absorbed in this transition process. Photons are spin-1 bosons, with allowed spin projections

mS = ±1. The ms = 0 eigenstate is forbidden because photons are massless and therefore have

no rest frame [55]. In order to conserve angular momentum, when a photon with mS = ±1 is

absorbed, the spin system must transition to a state with ∆mF = mS +mI = ±1. In the high

field regime where the spin eigenstates are to a good approximation the tensor product basis

states of the electron and nuclear spin operators |mS ,mI〉, we can make a distinction between

ESR transitions which change |mS ,mI〉 ⇒ |mS ± 1,mI〉, and NMR transitions which change

|mS ,mI〉 ⇒ |mS ,mI ± 1〉. In the low field regime, the eigenstates will be mixed and as such

angular momentum is conserved through a change in mF .

2.3.6 Relaxation processes

The discussion of spin resonance so far has been concerned only with the unitary evolution

of a pure state via the Hamiltonians described in the preceding sections. This unitary evolu-

tion assumes that the ensemble of spins in question is perfectly isolated from its environment.

Within this description, any excited state would remain so indefinitely. However in any realistic

experimental setup, the spins under investigation interact in an uncontrolled manner with envi-

ronmental degrees of freedom, causing a variety of relaxation effects which allow the system to

return to its initial thermal equilibrium state.

We distinguish between two different types of relaxation. First, we consider those processes

where an exchange of energy occurs between a single spin and its environment. This energy ex-

change allows the magnetic quantum number mS to change, and as a result the spin may reorient

itself along the z-axis. This longitudinal relaxation is also known as “spin-lattice relaxation” as

it is typically caused by the emission and absorption of phonons, the quanta of lattice vibrations.

The exact mechanism which dominates this process depends on the phonon spectral density in

the silicon lattice, which is strongly dependent on the temperature. If kBT � ~ωL, as is the case

in all ESR experiments performed in this work, then the maximum of the phonon spectral den-

sity ωmax � ωL. As such, a direct one-phonon process has a low transition probability. Instead,

two-phonon Raman or resonant Orbach processes dominate. Here, a phonon with energy close

to ωmax is absorbed to a virtual (Raman) or real (Orbach) level, then a second phonon with

ω = ωmax ± ωL is emitted. For group V donors, it has been found that Raman processes domi-

nate up to some threshold temperature, while Orbach processes dominate beyond this [56, 57].

The threshold temperature depends on the donor species and ranges from 4 K for 31P to 25 K

for 209Bi.

For a single spin, the exchange of phonons with the lattice is a stochastic process. However

the ensemble average of these stochastic processes manifests as an exponential decay of the z

component of the magnetisation vector Mz to its thermal equilibrium value M0 characterised

by a time T1 such that:
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Mz(t)−M0 = (Mz(0)−M0) exp

(
−

t

T1

)
(2.84)

The second type of relaxation that we consider refers to the decay of the transverse or xy-

components of the magnetisation vector M . The processes leading to transverse relaxation are

complex, particularly in the case of coupled multi-level spin systems in the solid state, but may

be generally categorised into homogeneous and inhomogeneous broadening (see Section 2.3.7)

processes.

Inhomogeneous broadening arises from mechanisms which are slowly varying or static on

the timescale of a spin resonance experiment, leading to local field variations across a macroscopic

sample. Consider that it is impossible to create a perfectly uniform magnetic field in any real

experimental system. As a result, there will be spatial inhomogeneities in the B0 field such that

B0 = B0(r). Correspondingly, each spin in the ensemble experiences a slightly different B0

due to their spatial distribution within the sample, and this therefore results in a distribution

of Larmor frequencies within the spin ensemble. In addition, no real silicon crystal is perfect.

Dislocations, impurities, and other crystal defects cause an internal strain distribution within the

sample. Strain modifies the local g-factor (See Section 2.6.3 for a full discussion), which in turn

modifies the Larmor frequency of any spin experiencing that strain, as can be seen in Equation

2.44. These inhomogeneities remain static over the course of a spin resonance experiment.

Conversely, homogeneous broadening typically arises from intrinsic processes which cause

fluctuations in local fields that are fast on the timescale of a spin resonance experiment. As

such, in the absence of any inhomogeneous broadening, each spin in the ensemble experiences

the same time averaged local fields. Such an ensemble with uniform time averaged fields is

known as a “spin packet”. Examples of homogeneous broadening processes include temperature

broadening, whereby the thermal motion of spins induces rapidly fluctuating magnetic fields

throughout the sample. It is also possible for two spins to “flip-flop” in an energy conserving

process whereby one spin in the ensemble transitions from state |α〉 to state |β〉, which supplies

the energy for another spin to transition from state |β〉 to |α〉. This process randomises the

phase relationship between the two affected spins and the rest of the ensemble, and as such

statistically leads to an aggregate reduction in the magnitude of the M vector in the xy-plane.

This is known as spin-spin relaxation. It should additionally be noted that a spin flip due to

spin-lattice relaxation also randomises the phase of the affected spin with respect to the rest of

the ensemble, leading to transverse relaxation. However, as only one spin is affected as opposed

to two in the case of spin-spin relaxation, this process is only half as efficient at decaying the

coherence of the ensemble. If spin-spin relaxation takes place at a rate given by 1/T ′2, then we

may define a homogeneous transverse relaxation rate T2 given by:
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1

T2
=

1

T ′2
+

1

2T1
(2.85)

It may also be seen from this equation that T2 ≤ 2T1.

The consequences of these effects can be seen below in Figure 2.10. Consider an ensemble

of N spins whose magnetic moments µ1..N are aligned along the x̂′ axis in the rotating frame at

time t = 0. At this point, the magnetisation M is maximised as all of the magnetic moments

are pointing in the same direction. Inhomogeneous broadening mechanisms discussed above

result in a distribution of Larmor frequencies, and as such some of these moments precess

faster and some slower than the “idealised” Larmor frequency, which also defines the rotating

frame. Therefore after evolving for some time τ , it can be seen that the individual magnetic

moments are no longer perfectly aligned but are spread out, a process known as “dephasing”.

The magnitude of the vector sum of these moments |M | therefore exponentially decays over

time. The rate at which this occurs is defined by the width of the distribution of Larmor

frequencies and may be characterised by an inhomogeneous relaxation time T2inhom. Combined

with the relaxation contributions from the homogeneous broadening mechanisms, we may write

an “effective” dephasing time T ∗2 defined by:

1

T ∗2
=

1

T2
+

1

T2inhom
(2.86)

In a typical experiment, T ∗2 is dominated by inhomogeneous broadening mechanisms. We

will see below in Section 2.3.9 that by the application of an appropriate pulse sequence, inho-

mogeneous broadening mechanisms may be corrected for so that the true transverse relaxation

time T2 is recovered.
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Figure 2.10: Broadening in the rotating frame. At t = 0 all of the individual
magnetic moments in the ensemble are aligned along the x′ axis. As time
progresses, some spins precess faster or slower than others, resulting in a
reduction of the aggregate magnitude of M

2.3.7 Spectral lines

Continuous wave (CW) ESR is a spectroscopic technique which allows us to probe a spin Hilbert

space by sweeping some energy of that system and measuring transitions between states. In the

experiments presented in this work, this is typically achieved by fixing the frequency and strength

of the oscillating B1 field and sweeping the magnitude of B0. When the strength of B0 is such

that B1 is resonant with an allowed transition, the spin system will begin absorbing microwave

photons. Any transverse magnetisation generated in the system as a result of this absorption

can be detected (See Section 3.2 for a full discussion of the experimental technique). As such,

what is actually measured in CW ESR is a series of absorption spectral lines in an energy (or

equivalent) space. Significant information about the system under investigation may be derived

from the width and shape of these spectral lines.

In reality, spectral lines corresponding to a quantum mechanical transition cannot be in-

finitely narrow. A fundamental minimum linewidth arises from quantum mechanical uncertainty

of the energy of states with finite lifetimes. This is known as lifetime broadening. By the energy-

time Heisenberg uncertainty relation a coherent quantum state which has a lifetime of τ has a

minimum uncertainty in energy (and thus frequency) given by:

∆E

h
∼ ∆ν ∼

1

2πτ
(2.87)

Lifetime broadening is fundamental and therefore affects each spin in an ensemble identi-

cally; as such it is a homogeneous broadening process. Other processes discussed in the previous
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section may also contribute to the homogeneous lifetime of an excited state via T2, and indeed

in real systems these processes typically dominate the homogeneous linewidth. In general, it can

be shown [58, 59] that an excited state with a lifetime τ dominated by homogeneous broadening

processes results in a transition spectral line described by a Lorentzian distribution:

L(ν) ∝
1

π

Γhom/2

(ν − ν0)2 + Γ2
hom/4

(2.88)

where ν0 is the central frequency of the line and Γhom = 1/πT2 is the full width half

maximum (FWHM) linewidth of the distribution. It can be seen that the homogeneous state

lifetime T2 may be directly inferred from the width of the spectral line.

The spectral lineshape also reveals information about the time-domain decay of the excited

state (or equivalently the transverse component of the magnetisation vector M). This can be

achieved by taking the single-sided inverse Fourier transform of the spectral line. In the case of

a homogeneously broadened line described by a Lorentzian distribution, the calculation shows

that this corresponds to an exponential decay characterised by the homogeneous lifetime T2 such

that:

Mxy(t) = Mxy(0) exp

(
−

t

T2

)
(2.89)

Conversely, an inhomogeneously broadened spectral line can be thought of as superposition

of homogeneously broadened lines belonging to separate spin packets, with each precessing at

a different Larmor frequency. It can be shown [58] that this superposition process results in

spectral lines with a Gaussian lineshape:

G(ν) ∝ exp−
(

(ν − ν0)2

Γ2
inhom/2

)
(2.90)

Again Γinhom = 1/2πT ∗2 is the FWHM linewidth and allows the lifetime T ∗2 to be inferred

directly. In this case, the same Fourier analysis as described above reveals that the time domain

behaviour of Mxy is described by a Gaussian decay characterised by the inhomogeneous lifetime

T ∗2 :

Mxy(t) = Mxy(0) exp

(
−
(
t

T ∗2

)2)
(2.91)

Gaussian and Lorentzian lineshapes describe the limiting cases where relaxation is domi-

nated by inhomogeneous or homogeneous processes respectively. In the intermediate case where
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the inhomogeneous and homogeneous lifetimes are comparable, then the lineshape may not be

well described by either of these limiting cases. Here, it is appropriate to use the Voigt lineshape,

which is defined as the convolution of a Lorentzian and a Gaussian line such that:

V (ν|Γhom,Γinhom) =

∫ ∞
−∞

G(ν|ν0 = 0,Γinhom)L(ν|Γhom)dν (2.92)

By fitting spectral lines to this profile, the homogeneous and inhomogeneous lifetimes may

be extracted simultaneously.

Each of the lineshapes discussed above are plotted below in Figure 2.11. While they

are similar, it can be seen that the Lorentzian distribution may be distinguished by its “fat

tails”.
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Figure 2.11: Spectral lineshapes in ESR. Each line has a FWHM linewidth
of 1. The Voigt profile has equal contribution to the linewidth from the
Lorentzian and Gaussian components. The amplitudes are normalised such
that the area under each curve is identical.

2.3.8 Detecting transverse magnetisation

Only the transverse magnetisation generated within a sample is able to be detected via an ESR

spectrometer (see Section 3.2 for full details of the experimental technique). In practice, this

magnetisation intersects with a coil, generating an AC voltage signal oscillating at the precession

frequencies of any excited spins in the sample. For the experiments performed in this work, the
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experiment is setup such that these precession frequencies lie in the RF range between 8-12

GHz, known as “X-band”. The rapid oscillation of this AC signal makes it challenging to

handle directly in a time-resolved manner, so a technique known as IQ (In-phase/Quadrature)

demodulation is used to transform it to a more useful quasi-DC form.

Consider [60] the original microwave frequency signal arising from the precession of spins

at a frequency ωMW written:

V (t) = A(t) cos(ωMWt+ φ(t)) (2.93)

where A(t) is some amplitude envelope and φ(t) is a time-dependent phase. This signal

may be rewritten using well-known trigonometric identities:

V (t) = A(t) cos(ωMWt) cos(φ(t)) +A(t) sin(ωMWt) sin(φ(t)) (2.94)

then:

V (t) = I(t) cos(ωMW) +Q(t) sin(ωMW) (2.95)

where we have defined I(t) = A(t) cos(φ(t)) and Q(t) = A(t) sin(φ(t)). Then, it can be seen

that:

A(t) =
√
I(t)2 +Q(t)2 (2.96)

while:

φ(t) = arctan(Q(t)/I(t)) (2.97)

We do not typically expect ωMW to change during a pulsed ESR experiment, therefore the

interesting information in the signal is contained in I(t) and Q(t). These quasi-DC signals may

be extracted in practice using a device known as an IQ demodulator. This functions by splitting

the incoming RF signal into two, then mixing (multiplying) these signals with a “local oscillator”

(LO) signal oscillating at ωLO. Crucially, the LO mixing signal for the path corresponding to Q(t)

is phase shifted by 90◦ compared with that of the I(t) path. This results in two double-sideband

signals (again using well-known trigonometric identities):

Ioutput =
1

2
I(t)(cos((ωLO + ωMW)t) + cos((ωLO − ωMW)t))

+
1

2
Q(t)(sin((ωLO + ωMW)t)− sin((ωLO − ωMW)t))

(2.98)
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and:

Qoutput =
1

2
I(t)(sin((ωLO + ωMW)t) + sin((ωLO − ωMW)t))

+
1

2
Q(t)(− cos((ωLO + ωMW)t) + cos((ωLO − ωMW)t))

(2.99)

Finally, each mixed signal passes through a low pass filtering stage which acts to remove

the upper sideband component at ωLO + ωMW, leaving:

Ioutput =
1

2
I(t)(cos((ωLO − ωMW)t))−

1

2
Q(t)(sin((ωLO − ωMW)t)) (2.100)

and:

Qoutput =
1

2
I(t)(sin((ωLO − ωMW)t)) +

1

2
Q(t)(cos((ωLO − ωMW)t)) (2.101)

It can be seen that in the resonant case where ωMW = ωLO, I(t) and Q(t) are recovered

directly as the two outputs of the demodulator. While I(t) and Q(t) have so far been described

as quasi-static, the typical bandwidth of an IQ demodulator after the filtering stage may allow

them to vary at several hundred MHz. However, this is far more manageable to detect in a

time resolved manner than the ∼ 10 GHz of the original RF signal. As can be seen below, this

process effectively transforms a rapidly oscillating input signal into a quasi-static vector in the

“IQ plane”.

Local 
Oscillator

RF input

90°
Phase shift

Ioutput (t)

Qoutput (t)

[A]

I(t)

Q(t)

A(t)

φ(t)

[B]

Figure 2.12: [A] Schematic of an IQ demodulator as described above. [B]
Vectorial representation of IQ output as a transformation from an oscillating
signal to a vector in the “IQ plane”
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Finally, consider the case where the LO frequency is detuned from the RF signal, such

that the detuning δω = ωLO − ωMW is less than the bandwidth of the demodulator. Then, it

can be seen from equations 2.100 and 2.101 that the output vector oscillates between the I and

Q output channels at the frequency of the detuning δω. We will see that the presence of this

beat signal is central to the experimental technique used in Chapter 4.

2.3.9 Pulse sequences and spin echoes

Finally we arrive at the core of the pulsed ESR technique: the application of sequences of

pulses. Pulsed ESR is a powerful technique for probing the internal properties of a wide variety

of systems containing unpaired electrons, and the choice of pulse sequence used determines

exactly what information is revealed by a particular experiment. We focus here only on the

sequences applicable to this work.

Referring to Section 2.3.5 and Equation 2.79 specifically, we characterise an applied pulse

which is resonant with some spin transition satisfying the selection rule ∆mF = ±1 by its tip

angle θ as well as the rotating frame axis about which the rotation of the state vector takes

place. We consider first the response of a spin system initialised in the thermal equilbrium state

to the simplest relevant pulse sequence:

π

2

∣∣∣
y′

(2.102)

The effects of this pulse sequence can be seen below:
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Figure 2.13: The effects of a single π/2 pulse about the ŷ′ axis. [A] Pulse
sequence indicated on time axis. The rectangular shape of the pulse indi-
cates the idealised amplitude envelope as a representation of the real pulse
which is a rapidly oscillating signal. [B] Response in the detection coil as
a result of the applied pulse. Both the time resolved signal (blue) and the
resultant signal from the output of the IQ demodulator are shown. This
process is known as free induction decay (FID). [C] Bloch sphere represen-
tation of the evolution of the relevant quantum states over time as a result
of the applied pulse. Beginning in thermal equilibrium, the π/2 pulse gen-
erates coherence/transverse magnetisation which then decays on a timescale
characterised by T ∗2 .

The effects of this pulse on the state vector and the resulting observables can be seen

above. First, we note that at the magnitude of B1 typically used in an ESR experiment, the

Rabi frequency is fast enough that tπ/2, which is typically ≈ 50 ns, is much less than T ∗2 .

As a result, directly after the π/2 pulse the the state vector points along x̂′ and the resulting

transverse magnetisation in the sample is at its maximum. The precession of M in the lab frame

generates an oscillating voltage in the ESR coil at the precession frequency ωMW. This signal is

then IQ demodulated as described in the above section to produce a quasi-DC signal. Due to
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the T ∗2 processes described in Section 2.3.6, the coherence of the spin ensemble begins to decay

immediately after the pulse, resulting also in a decay of the magnitude |Mxy|. Beyond a certain

threshold, the magnetisation is no longer detectable by the spectrometer, and never recovers in

the absence of further stimuli. This process is known as free induction decay (FID). Note that

the time domain shape of the FID IQ demodulated envelope corresponds to the decay equations

2.89 and 2.91. As a result, either by fitting directly or taking the Fourier transform and fitting

the frequency-domain lineshape, information about the dominant relaxation processes can be

inferred from the shape of the FID envelope.

We next consider another simple but powerful pulse sequence: the Hahn spin echo [61].

A spin echo allows us to reverse the loss of coherence caused by transverse relaxation processes

which are slow on the timescale of the pulse sequence; in other words, inhomogeneous broadening

processes as defined in Section 2.3.6. The Hahn echo sequence can be defined:

π

2

∣∣∣
y′
→ τ → π

∣∣∣
y′
→ τ → echo (2.103)

where here τ refers to a fixed delay between the application of the pulses. The effects are

visualised below:
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Figure 2.14: The Hahn echo sequence. [A] Pulse sequence indicated on
time axis. [B] IQ demodulator signal. As can be seen, the time τ is typically
chosen so that it is much longer than the FID decay time. [C] Bloch sphere
representation of the evolution of the relevant quantum states over time as
a result of the applied pulse sequence.

The action of this sequence can be best understood by considering its effects on three

archetypal spins in an ensemble as seen above. One spin µ0 precesses at exactly the idealised

Larmor frequency ωL, while the other two spins µ±, due to some broadening processes, precess

at frequencies ωL ± δω respectively.

The initial π/2 pulse then causes an FID precisely as described above. The system is

allowed to evolve for a time τ � tπ, during which the ensemble loses coherence due to relaxation.

In the rotating frame, µ0 is static, while the spins µ± acquire a phase ∆φ = ±δωt, as can be seen

in the second panel of Fig. 2.14[C]. At time t = τ , a π pulse is applied, and again tπ � T ∗2 so this

pulse may be viewed as instantaneous on the timescale of the pulse sequence. The action of this

pulse is to mirror the state/magnetisation vector of each spin across the axis of rotation, as seen

in the third panel of Fig.2.14[C]. As a result, µ− is now ∆φ ahead of µ0, while µ+ is ∆φ behind
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µ0. However, the direction of precession of these spins is not changed by this pulse, so µ+ begins

to catch up again while µ− lags from its leading position, until the spins are “refocussed” at time

t = 2τ as seen in the fourth panel of Fig. 6.7[C]. When the magnitude of M is again above the

ESR spectrometer threshold, a signal is registered at the output of the IQ demodulator. This

signal is known as a “spin echo”. After the echo maximum at t = 2τ , the signal immediately

begins to decay again, with the same time domain profile as the original FID (and indeed the

echo is symmetric). As a result, information about the dominant relaxation process may again

be extracted from lineshape fitting to the echo or its Fourier transform.

Note that this procedure only refocuses the spins at t = 2τ if the discrepancy in the

precession frequency δω remains constant over that time. This is only true for inhomogeneous

broadening processes, so in reality δω = δωinhom + δωhom(t), so that some coherence is still

lost due to homogeneous effects in the time 2τ . By sweeping τ and measuring the magnitude

of the echo it is possible to measure the “true” decoherence time T2, even in the presence of

inhomogeneous broadening such that T2 � T ∗2 .

This concludes the discussion of spin resonance. We now turn to the physics of “donor-

bound excitons” (D0X).

2.4 Donor bound exciton (D0X) physics

An exciton is a hydrogen-like quasiparticle state composed of a weakly bound electron-hole pair,

created by optical excitation of a semiconductor [62]. A free, or “Wannier” exciton may move

as a collective unit through a semiconductor crystal; such an exciton is bound together by the

Coulomb interaction with the relatively small free exciton binding energy EX = 15.01 ± 0.06

meV, as measured by Green [63].

Of primary interest to this work is the “bound” exciton. In the presence of neutral donors

(D0) in a semiconductor crystal at cryogenic temperatures, an exciton can bind to the attractive

potential of a D0, forming a four-particle complex known as a donor-bound exciton (D0X). First

predicted by Lampert [64] and reported experimentally by Haynes [65], the D0X complex is

comprised of a positive donor ion, a hole, and two electrons.

The first attempts to describe the energy and form of such states arose from the mea-

surements of Haynes, which demonstrated a surprisingly accurate empirical law describing the

energy of a bound exciton. We may write:

ED0X = Eg − EX − ED (2.104)

where Eg is the bandgap, EX is the free exciton binding energy in silicon, and ED is the

binding energy of the free exciton to the neutral donor. “Haynes law” is then that to good

55



approximation:

ED ≈ 0.1ED0 (2.105)

where ED0 is the binding energy of the neutral donor electron for the donor species under

consideration. This results in a transition energy for 31P, which has a binding energy ED0 =

45.59 meV [36] approximately 20 meV below the bandgap at 1.15 eV. This is in a conveniently

accessible part of the near-IR spectrum at approximately 1078 nm, with many commercial laser

systems able to access this range.

The electronic and hole energies as well as the wavefunctions of a 31P D0X in bulk silicon

have recently been calculated by Rahman et al. [66] using the sp3d5s∗ tight binding method

discussed in Section 2.2.4. They model the donor ion as a static screened Coulomb potential

with a central-cell correction and on-site cutoff as described in [67]. The combined Hamiltonian

for the two electrons and hole can then be written:

Ĥ = Ĥ0,e1 + Ĥ0,e2 + Ĥ0,h +He1,e2 + Ĥe1,h + Ĥe2,h (2.106)

where the first three terms describe the individual particle Hamiltonians while the final

three describe the interparticle interactions. The presence of the interparticle interaction terms

means that it is computationally intractible to solve this Hamiltonian exactly, so Rahman et

al. employ a a Hartree-Fock self-consistent mean-field approach. Here, each particle is treated

individually while the mutual interactions are represented by a mean field potential term Vn, so

that for example:

Ĥe1 = Ĥ0,e1 + Ve2 + Vh (2.107)

(and all cyclical variations of this). Beginning with Vn = 0∀n, the wavefunctions ψn and

resultant Vn are calculated. These results are then fed into the next iteration of the solver to

obtain new ψn and Vn. This iterative process continues until convergence is achieved, giving

final single-particle wavefunctions as well as energies:

ED0X = Ee1 + Ee2 + Eh + Einteraction (2.108)

Their results show that the two electrons are bound tightly to the donor in a spin-0 singlet

in the 1s(A1) ground state, in similar fashion to a D- state. The hole wavefunction, due to

the weak attractive potential of the two electrons, is spread over a much larger region. The

distribution of the hole wavefunction also exhibits a minimum at the nuclear site and as a
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result the hyperfine interaction of the hole is negligible. Their calculations also showed that the

presence of nearby material interfaces and electric fields at the donor site can significantly distort

the wavefunctions, modifying the D0X transition energies as well as the hyperfine interaction

strength of the donors. These results are crucial to keep in mind when designing devices for D0X

detection. The probability densities of the resultant wavefunctions are depicted below.

Figure 2.15: Wavefunctions of the D0X component particles in bulk silicon.
Reproduced from Rahman et al. [66].

Due to the indirect band-gap of silicon, donor-bound exciton decay is dominated by the

non-radiative Auger process (for 31P donors, τradiative = 2 ms, τAuger = 272 ns) [68]. In this

process, the electron-hole pair recombines, transferring the energy of recombination to the re-

maining electron, which is then ejected into the conduction band with significant (≈ 1 eV) kinetic

energy. This leaves behind an ionised donor (D+) (See Figure 2.16). After a time on the order of

tens of ms [26], dependent on a number of factors including the free carrier concentration in the

substrate, the ionised donor recaptures an electron with a random spin, returning to the D0 state

(See Figure 2.16). The relatively long Auger lifetime of the D0X state results in an extremely

narrow lifetime-limited transition linewidth of ≈ 600 kHz. In comparison with the hyperfine

interaction strengths of the group V donors, ranging from 117.53 MHz for 31P to 1.4754 GHz for
209Bi, it can be seen that this linewidth is far narrower, allowing for D0X transitions to probe the

hyperfine structure of group V donors. The donor bound exciton process is represented below

in both real and k-space.
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Figure 2.16: Schematic diagram of the donor-bound exciton process.[A]
Real-space representation of the process. [B] k-space representation. ”HH”
and ”LH” correspond to the heavy and light hole bands respectively.

We have so far neglected spin in this discussion, and the utility of D0X transitions is

apparent when considering the effects of an applied magnetic field. In the presence of a magnetic

field of strength B0, the energy levels of a neutral donor D0 are split as described by the spin

Hamiltonian discussed previously in Section 2.2.5. For a D0X, since the two electrons form a

spin-0 singlet, the spin physics of the D0X is characterised entirely by the hole spin, which may

take values |J,mh〉 = |3/2,±1/2〉 and |3/2,±3/2〉, corresponding to the light and heavy hole

bands respectively. The hole experiences a negligible hyperfine interaction due to the minima of

the wavefunction at the nuclear site. D0X holes have different g-factors from free valence band or

acceptor states [69]. In general, the D0X hole eigenstates are to a reasonable approximation the

eigenstates of the Ĵz operator, where ẑ lies along the direction of B0 (and indeed we will label

the states by this projection), however this is not exact, and the D0X hole may have some small

but nonzero angular dependence at the donor site [70]. The anisotropic hole spin Hamiltonian

may be written, following Pikus and Bir [71]:
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ĤD0X =
µB

~

(
g′1Ĵ ·B0 + g′2Ĵ

3B0

)
(2.109)

where g′1 and g′2 are the isotropic and anisotropic hole g-factor terms respectively, while Ĵ is

the hole spin operator. The solutions of this Hamiltonian lead to orientation-dependent effective

g-factors which are different for light holes and heavy holes. For example, if B0 || [100], then the

solutions of the Hamiltonian simplify to gHH = g′1 + 9
4g
′
2 and gLH = g′1 + 1

4g
′
2. Measurements

presented in Lo, ..., Mansir et al. have determined g′1 = 0.8 and g′2 = 0.24 for 31P, in good

agreement with the earlier measurements of Kaminskii [70].

The majority of the investigation in this work has focussed on the case of D0X bound to
31P donors (and the picture here is similar for the other donors). In this case of 31P, S = 1

2

and I = 1
2 , leading to the four D0 energy levels seen in Figure 2.4. The D0X states are then

Zeeman split into four levels via the projection of the hole angular momentum mh as described

in Equation 2.109. Based on the single photon ∆m = ±1, 0 selection rule, this results in 12

dipole-allowed transitions in the form of 6 line pairs split by half of the hyperfine interaction

strength A/2 (See Figure 2.17). Crucially, due to the narrow linewidth of the D0X transition

as described previously, these transitions are selective of the spins of the D0 state. This energy

spectrum is shown below in Figure 2.17:
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Figure 2.17: Based in part on Figure 1 from Steger et al. [72].[A]31P D0 and
D0X energy spectra as a function of magnetic field. D0 states are labelled in
their high-field |mS ,mI〉 basis states, while the D0X states are labelled by
their hole spin projection |mh〉. [B] Relevant spin resonance transitions. [C]
The 12 selection-rule allowed D0X transitions are shown here in order from
lowest to highest energy labelled 1-12. As can be seen the transitions form
6 hyperfine-split doublets.

As we will see below, the ability to spin-selectively generate ionised donors (as well as

free carriers) opens up new possibilities for single-donor spin readout when such an ionised

donor is coupled to the island of a single-electron transistor. Single-shot read-out has previously

been demonstrated for a single electron spin in a quantum dot [73], and for a single donor

spin coupled to a metal-oxide-semiconductor single-electron transistor (SET) [22]. These all-

electrical schemes typically operate at sub-100 mK temperatures and high magnetic fields above

1 T. Additionally, they require the spin to couple to an ancillary paramagnetic centre for spin-
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to-charge conversion, introducing extra sources of decoherence [69]. In a D0X-based scheme, no

ancilliary spin is required, which should in principle result in increased coherence times, and it is

possible to operate at the relatively high temperature of LHe (4.2 K), removing the requirement

of a dilution fridge. The extremely narrow linewidths of D0X transitions also in principle allow

for the resolution of donor hyperfine structure at zero magnetic field.

D0X transitions can also be used to hyperpolarise both the donor electron and nuclear spin,

offering a way to fulfill DiVincenzo criterion 2. Consider a population of neutral donors under

laser light illumination, with the wavelength tuned to a D0X transition corresponding to the spin

state |mS ,mI〉 = |− 1
2 ,−

1
2 〉. Any donors in that state will be ionised, with their electrons ejected

into the conduction band. An ionised donor will after some time recapture an electron, however

the spin state of this electron will be random, with probabilities corresponding to the thermal

equilibrium electron polarisation. If the captured electron has spin |+ 1
2 〉, then the donor is now

in the neutral state |+ 1
2 −

1
2 〉 and as such is no longer resonant with the laser illumination. If

the recaptured electron has spin |− 1
2 〉, then the donor is returned to the |− 1

2 ,−
1
2 〉 state, where

it is again resonant with the laser light, and this process repeats. In this manner, population is

transferred from the |− 1
2 ,−

1
2 〉 state to the |+ 1

2 ,−
1
2 〉 state. Using this optical hyperpolarisation

technique with 31P donors, electron and nuclear spin polarisations of 90% and 76% respectively

can be obtained on a timescale of ≈100 ms [74].

2.5 Semiconductor Device Physics

Single-electron transistors (SETs) are known to be extremely sensitive to their local electrostatic

environment; devices with charge sensitivity of 1 µe/
√

Hz have been reported [75]. Combined

with the ability discussed above to spin-selectively generate ionised donors with optical excita-

tion, this presents the possibility of a new method of single donor spin readout. The general

principles of SET operation are as follows.

2.5.1 Single-electron transistors

SET behaviour can be observed in a variety of different device geometries. In this Section we

discuss the physics of SET operation in general terms without reference to any specific geometry.

See Chapter 6 for a detailed discussion of the device geometries that we consider for use in single-

D0X detection experiments.

Consider a device in which conductive source and drain leads are couped via tunnel barriers

to an isolated conductive island. Additionally, a third gate is capacitively coupled (i.e non-tunnel

junction) to the island.
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Figure 2.18: Generic SET geometry. An isolated island is coupled to source
and drain leads through a series of tunnel barriers and capacitively coupled
to a gate.

The energy level spacing of a metallic island is inversely proportional to its size. For a

nanoscale island, the energy levels within the island can not be approximated as a continuous

spectrum but rather must be considered discretely, as in the case of a quantum dot. The spacing

between discrete energy levels in the island, known as the charging energy, can be calculated

from Ec = e2/2CΣ, where CΣ = CI−D + CI−S + CG is the total capacitance of the island [76].

Consider a regime where the following two conditions are met:

1. The charging energy of the island is much greater than the thermal energy, such that

Ec = e2/2CΣ � kBT

2. The resistance of the tunnel barriers RI−S and RI−D is much greater than that of the

quantum of resistance such that R � h/e2. This is to prevent multiple simultaneous

tunneling events [77].

In this regime, an effect known as Coulomb blockade can be observed. Consider the

situation in Figure 2.19[A]. An empty state exists in the island above the Fermi level of the

source terminal, however since Ec � kBT , source electrons cannot tunnel to this level. Source

electrons are also forbidden from tunneling to the lower lying levels due to the Pauli exclusion

principle. In this case, current can not flow between source and drain; this region of gate space

is in Coulomb blockade. Now consider the situation in Fig. 2.19[B]. A bias applied to the gate

terminal is able to tune the energy levels of the island independently of the source and drain
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levels. By selecting the appropriate bias, it is possible to tune the energy levels such that an

empty level lies in between the source and drain Fermi levels. In this case, electrons are able to

tunnel one at a time from the source onto the island, then into the drain lead, leading to current

flow across the device.

V
Gate

V
SD

Source DrainIsland

Coulomb 
Blockade

E
F

V
Gate

V
SD

Source DrainIsland

Current 
Flow

E
F

[A] [B]

Figure 2.19: [A] SET in blockaded regime. [B] SET in conductive regime.

It can be seen that as the gate voltage is continuously swept, the energy levels in the island

will be tuned in and out of the Coulomb blockaded region. Plotting the source drain current

against gate voltage, periodic oscillations can be observed with a period e/Cg.

VGate

ISD

e/Cg

Figure 2.20: Coulomb blockade.

A donor implanted in the local environment of an SET island which is then ionised via a

D0X transition can act as an effective gate voltage, shifting the energy levels of the island and
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thus influencing the transport characteristics of the device. We now propose a scheme to use

this mechanism for single-donor spin readout.

In this scheme, we begin by tuning an SET with a donor implanted close (see discussions in

Section 3.5) to the island to a point of maximum transconductance to maximise sensitivity (see

Figure 2.21). We then shine tunable narrow-linewidth laser light onto the sample, and sweep

the wavelength of laser while monitoring the SET current. When the wavelength of the laser

light becomes resonant with a D0X transition corresponding to the spin state of the D0, the

donor will be ionised, shifting the energy levels of the island and thus changing the measured

source-drain current. When such a change in current is observed, the spin state of the D0 can

be directly calculated from the laser wavelength. In this manner, single donor spin readout may

be achieved.

VGate

ISD

e/Cg

D0

D+

Figure 2.21: The ionisation of a donor close to the SET island applies an
effective gate voltage to the energy levels on the island, causing a change in
source-drain current.

2.5.2 Overview of Indium Arsenide physics

In Section 6.3, we discuss measurements performed on bottom-gated Indium Arsenide (InAs)

nanowires deposited on a silicon substrate, which act as SETs. An in-depth discussion of InAs

physics is beyond the scope of this thesis, however, we will briefly cover the key points.

Indium Arsenide (InAs) is a III-V semiconductor with zinc-blende crystal structure and a

direct bandgap of Eg = 0.354 eV at 300 K [78]. One of its most attractive features is that, despite

the bulk bandgap, InAs nanowires are intrinsically conductive even at cryogenic temperatures,

while being able to be pinched off with reasonable (|Vg| ≈ 1 V) gate voltages. As a result, the

complexity of fabrication of InAs nanowire devices may be significantly reduced as regions of
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doping & gate geometries are not required to, for example, control the field effect to induce

conduction as in a traditional silicon MOSFET. This effect arises due to the pinning of the

Fermi energy above the conduction band close to the nanowire surface where, in a form of surface

passivation, group V arsenic atoms occupy positions in the zinc-blende lattice where there would

usually be group III indium atoms [79]. This leads to donor-like states being introduced into the

bandgap close to the nanowire surface, which allows conduction to take place even at cryogenic

temperatures. InAs also naturally forms an insulating layer of native oxide. This native oxide

layer can be removed using argon ion milling, which allows very low contact resistance Ohmic

junctions to be formed between the nanowires and metallic contacts [80].

2.6 Strain

Strain is the deformation of a material body arising as a result of stress forces imposed upon

it. Any realistic nanoelectronic device (such as an SET) will be fabricated from a variety of

different materials. A selection of materials typically used in the fabrication of such devices is

tabulated below along with their respective coefficients of thermal expansion, which characterise

how much the materials expand or contract as a function of change in temperature:

Material Coefficient of thermal expansion at 300 K (×10−6 K−1)

Silicon 2.6

Silicon Dioxide 0.49

Aluminium 22.5

Aluminium Oxide 8.1

Niobium Nitride 4.2

Table 2.1: Thermal expansion coefficients of commonly used materials in nanodevice

fabrication [81, 82, 83, 84, 85]

As can be seen, there is almost two orders of magnitude variation in coefficient of thermal

expansion between these materials. In addition, these devices are typically operated close to 0

K. As a result of the mismatch of thermal expansion coefficients between the different materials

in a device, when cooling down from room temperature to the operation temperature close to 0

K, the different materials in the device will attempt to contract at different rates. This causes a

build up of stress in the regions close to the material interfaces known as thermal stress.

Intrinsic stress is caused by the mismatch of material lattices at their interfaces. During

thermal oxidation, oxygen atoms must be incorporated into the silicon lattice to form silicon

dioxide. The molar volume of silicon dioxide is ≈ 120% larger than that of silicon, however

the SiO2 film is constrained in the plane of the wafer by adhesion to the silicon surface [86].

This generates a large compressive intrinsic stress in the film. This stress is relieved somewhat

by viscous flow of the SiO2 at the growth temperature; accounting for this effect, the intrinsic
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stress for an SiO2 film grown at 900◦ C on a [100] silicon substrate has been measured as

≈300 MPa [87].

These sources of stress deform the silicon crystal, displacing atoms away from their equi-

librium lattice positions. These displacements can be be characterised by a spatially-varying

second rank strain tensor:

ε(r) =

εxx(r) εxy(r) εxz(r)

εxy(r) εyy(r) εyz(r)

εxz(r) εyz(r) εzz(r)

 (2.110)

This tensor is symmetric and thus has 6 independent components. In general, the strain

tensor can be calculated from the stress tensor σ via a 6 × 6 stiffness matrix C, the elements

of which are dependent on the material under consideration. Expressing the stress and strain

tensors in Voigt notation such that ε = [εxx, εyy, εzz, εyz, εxz, εxy], the relation between stress

and strain can be expressed as σij = Cijklεkl. An arbitrary stiffness matrix is initially a 4th-rank

tensor with 81 components. The definition of the stress and strain tensors as symmetric 2nd-

rank tensors immediately reduces this to a 6× 6 matrix, then lattice symmetries in a crystalline

material further reduces the number of independent components; in a diamond cubic crystal

such as silicon there are three. We extract values from literature [28] of C11 = 166 GPa, C12 =

69.3 GPa, and C44 = 79.6 GPa.

2.6.1 The valley repopulation model (VRM)

A review of the effects of strain on donor energies will now be presented. The presence of an

arbitrary strain breaks the real-space symmetry of the silicon crystal, and therefore also lifts

the 6-fold degeneracy of the conduction band. This has significant effects on the donor energies

as well as the shape of the wavefunction. We may describe these effects using a multi-valley

effective mass theory known as the valley repopulation model (VRM), developed by Wilson &

Feher [1].

We begin by describing the unstrained donor energies, which may be calculated by solving

the following multi-valley effective mass Hamiltonian, which is described in the valley basis

[x̂,−x̂, ŷ,−ŷ, ẑ,−ẑ]:
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HD,0 =



E0 ∆1 ∆2 ∆2 ∆2 ∆2

∆1 E0 ∆2 ∆2 ∆2 ∆2

∆2 ∆2 E0 ∆1 ∆2 ∆2

∆2 ∆2 ∆1 E0 ∆2 ∆2

∆2 ∆2 ∆2 ∆2 E0 ∆1

∆2 ∆2 ∆2 ∆2 ∆1 E0


(2.111)

where E0 is known as the valley energy, ∆1 describes coupling between a valley and its

opposite counterpart along the same k-space axis, and ∆2 describes coupling to the valleys on

the perpendicular k-space axes. These parameters are donor-dependent, with E0 = −35.4 meV,

∆1 = −1.51 meV and ∆2 = −2.17 meV for 31P. The solutions to this Hamiltonian then de-

scribe the binding energies and αi of the 1s(A1), 1s(T ) and 1s(E) states. The parameters are

determined by variational fitting to experimental measurements of these energies.[88, 89].

The effects of strain on the conduction band valley energies can be described using defor-

mation potential theory, originally developed to describe interactions of electrons with acoustic

phonons by Bardeen & Shockley [90], then generalised to strained systems by Herring & Vogt [91]

and Pikus & Bir [71]. A strain distribution which varies gradually with respect to the lattice

spacing a0 can be treated within the effective mass approximation as an effective potential. In

general, the energy shift due to strain of a band edge can be written in terms of the strain tensor

such that: ∆E =
∑
ij Ξijεij , where Ξij is a tensor known as the deformation potential. Crys-

tal symmetries in silicon reduce the number of independent components in this tensor to two,

known as the dilatation deformation potential Ξd, which describes the effect of isotropic volume

or “hydrostatic” changes to the lattice, and the uniaxial deformation potential Ξu.

When the valley energies are shifted by strain, the donor electron states tend to repopulate

to those with the lowest energies. The shift in energy of each valley may be calculated from using

the following first order perturbative valley repopulation Hamiltonian developed by Wilson and

Feher [1]:

HCB(ε) = ΞdTr(ε) + Ξu



εxx 0 0 0 0 0

0 εxx 0 0 0 0

0 0 εyy 0 0 0

0 0 0 εyy 0 0

0 0 0 0 εzz 0

0 0 0 0 0 εzz


(2.112)

The form of the matrix in the second term of Equation 2.112 implies that a uniaxial strain

along a given crystal axis raises (tensile strain) or lowers (compressive strain) the energies of

the pair of valleys that lie along that axis. Energies of the perpendicular valleys move in the
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opposite direction due to the Poisson effect [1]. The strained donor eigenstates and eigenenergies

may be found by solving the summed Hamiltonian:

HD = HD,0 +HCB (2.113)

The shift to the donor ground state energy as a function of strain is then revealed by

extracting the ground state eigenenergy from this calculation. This is the valley repopulation

model (VRM).

The 1s(A1), 1s(E), and 1s(T2) states form an orthogonal basis for donor states. We may

then equivalently view the raising/lowering of pairs of valleys due to strain as mixing between

the 1s(A1) and 1s(E) states. Strain induced mixing into the 1s(T2) state is disallowed by parity

arguments. Crucially, the 1s(A1) state has ψ(0) 6= 0, while the 1s(E) state has ψ(0) = 0. As

a result, any mixing due to strain of the donor ground state into the 1s(E) state results in a

reduction in the amplitude of the wavefunction at the nuclear site ψ(0). By Equation 2.21, this

results in a reduction in the strength of the hyperfine interaction A. Since the unstrained donor

ground state is just the 1s(A1) state, this means that the application of any strain to the donor,

whether tensile or compressive, acts to reduce the strength of A. Wilson & Feher [1] quantified

this effect, predicting a quadratic reduction in A as a function of uniaxial strain:

A(ε)/A0 =
1

2

(
1 + (1 +

χ

6
)(1 +

χ

3
+
χ2

4
)

)−0.5

(2.114)

where χ is known as the “valley strain”:

χ = Ξu
2σ

E12(C11 − C12)
(2.115)

where σ is the applied stress and E12 is the splitting between the 1s(A1) and 1s(E) donor

levels.

This function is plotted below in Fig. 2.22.
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Figure 2.22: Reduction in the hyperfine interaction strength A as a function
of applied strain χ due to valley repopulation.

2.6.2 Valence band energies

To calculate the shift due to strain of valence band energy, we use the following Hamiltonian

developed by Pikus and Bir. [28, 71, 92]

Hh = a′Tr(ε) + b′
∑

i=x,y,z

(
Ĵ2
i −

Ĵ2

3

)
εii +

d′√
3

∑
i6=j

(ĴiĴj + Ĵj Ĵi)εij (2.116)

where a′, b′ and d′ are valence band deformation potential terms, describing the couplings

to hydrostatic, uniaxial, and shear strain respectively, and Ĵi are the hole angular momentum

operators. The solutions of this Hamiltonian describe the lifting the degeneracy of the |J,mh〉
states (or equivalently, the light hole and heavy hole bands) as a function of strain. The eigen-

values of the four states can be seen below in Fig. 2.23 as a function of different types of strain,

with values of a = −10 eV b′ = −2.2 eV, and d′ = −5.2 eV taken from literature [28].
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Figure 2.23: Solutions of the Pikus-Bir Hamiltonian for uniaxial (which
also includes a hydrostatic component) and pure shear strains.

2.6.3 g-factor anisotropy

The ellipsoidal shape of the Si conduction band minima in k-space results in differing effective

masses for Bloch waves parallel and perpendicular to the valley axis at these points [28].

kz

ky

kx

B0

g
||g

Figure 2.24: The shape of the conduction band minima leads to different
g-factors parallel and perpendicular to the valley axis.

This leads to a single-valley g-factor which is anisotropic, with g2
µ = g2

‖ cos2 φ+ g2
⊥ sin2 φ,

where g‖ and g⊥ are the g-factors parallel and perpendicular to the valley axis, and φ is the angle
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between the magnetic field and the valley axis. In the case of a donor electron, the g-factor is

found by summing over the relative contribution from each valley such that gdonor =
∑6
µ=1 α

2
µgµ.

For the unstrained 1s(A1) donor ground state, which is an equal superposition of all six equivalent

valleys, this summation leads to a cancellation of the anisotropy, leaving g0 = 1
3g‖+ 2

3g⊥. Under

strain, the valleys repopulate, breaking this cancellation symmetry. The exact form of this

anisotropy depends on how the valley amplitudes αi repopulate as a result of the applied strain,

which can be calculated using the VRM as discussed in Section 2.6.1.

2.6.4 Effects on D0X transition energies

As discussed in Section 2.4, and in particular Equation 2.108, the energy of a D0X may be well

described by its individual particle energies plus some extra interaction term which has been

calculated by Rahman et al. [66]. The individual particles in the D0X are an electron pair in

a singlet in the donor 1s(A1) ground state, and a hole lying at the valence band maximum.

Thus for small perturbations (ignoring any change in the interaction term) the total energy shift

∆ED0X(ε) can be approximated to first order as a sum of the shifts of the donor ground state

and hole energies such that:

∆ED0X(ε) ≈ ∆Ed(ε) + ∆Eh(ε) (2.117)

∆Ed(ε) may be calculated by solving the VRM Hamiltonians as discussed above in Section

2.6.1. ∆Eh(ε) may be calculated by solving the Pikus-Bir Hamiltonian discussed in Section 2.6.2.

Below in Fig. 2.25 can be seen a simulation of D0X transition energies for 31P for strain applied

along the [110] axis of a silicon crystal. This axis was selected as it aligns with the axes of the

crystals used for the experiments presented in Chapters 4 and 5. As can be seen, D0X transition

energies are sensitive to even the relatively small strains in the order 10−4 shown here. D0X

transitions are extremely narrow at ∼ 3 neV, so this sensitivity presents a challenge in locating

them with a tunable laser, both in search time but also in the range of tunability of the laser.

See sec 3.3 for a discussion of the capabilities of the lasers used in this work.
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Figure 2.25: Simulated D0X transition energies as a function of [110] strain
for 31P. The “Forbidden” transitions are indicated by dashed lines.

2.7 Device sensitivity to single donors

For the purposes of detecting a single D0X, there is therefore an incentive to minimise strain as

much as possible. However, as discussed in Section 2.6, strain is pervasive in the silicon substrate

in regions nearby to material heterointerfaces due thermal expansion coefficient mismatch. For

the purposes of minimising strain it is therefore advantageous to position a donor as deep into

the substrate as possible. However, as the D0X based read-out scheme proposed in Section 2.5

depends on the influence of the D+ charge on the SET island, for maximum device sensitivity

it is advantageous to implant the donor as close to the interface as possible. To optimise device

performance, we must balance the two effects and find a position in the substrate to position a

donor which minimises strain while achieving a suitable device sensitivity. It is therefore crucial

that we are able to quantify device sensitivity. This can be achievec by calculating a value

∆q/e [93]. A donor ionised by a D0X process will capacitively induce charges on device elements

in its local environment. The charge induced on an SET island by a nearby ionised donor can

be calculated with the formula:

∆q/e =
Cdonor-island

CΣisland
(2.118)

where C indicates capacitance [94]. A ∆q/e value of 1 indicates the addition of an extra
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electron to the island, the equivalent of jumping from one Coulomb peak to the next as seen in

Figure 2.20.
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Chapter 3

Experimental methods

In this Chapter, we briefly cover aspects of the techniques and instruments common to the

experiments presented in the subsequent Chapters.

3.1 Cooling

As discussed in Section 2.2, the magnitudes of the group V donor impurity potentials are such

that experiments studying donor electrons must be performed at cryogenic temperatures in order

for the electrons to remain localised at the donor sites. The same argument may be made as

to the binding energies of D0X. In addition, as discussed in Section 2.5.1, experiments involving

single electron transistor devices require that the charging energy of the island is much greater

energy kBT . These factors and more, including thermal noise reduction, motivate the operation

of experiments as close to 0 K as possible.

The experiments in this work may be split into two categories depending on the method

of cooling used.

3.1.1 4.2 K - Liquid helium flow cryostat

In this work, we use an Oxford Instruments CF935 liquid helium flow cryostat to achieve sample

temperatures down to 4.2 K. The cryostat consists of a vacuum-insulated cylindrical chamber

approximately 40 mm in diameter and 350 mm deep. Liquid helium is pumped into the chamber

through a hole in the bottom and is continuously replenished via an external dewar as it evapo-

rates at its boiling temperature of 4.2 K. The temperature inside the chamber may be adjusted

via a heating element, which is in turn controlled by an Oxford Instruments ITC503 PID tem-

perature controller. The cryostat is mounted in between two poles of a Bruker electromagnet

which may generate a B0 field at the sample position of up to ∼ 1 T. The strength of this field is
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controlled by a Bruker ER082 power supply with an ER032M magnet controller. The chamber

also has a window allowing optical access for the lasers used in this work. Various probes have

then been used to mount the samples at the centre of the optical window, which is also the most

homogeneous region of the B0 field.

3.1.2 50 mK - Dilution refrigerator

The charging energy Ec of a typical 100× 100 nm semiconductor quantum dot is ∼ 30 µeV [95],

while kBT ∼ 350 µeV at 4.2 K. SET-based device measurements therefore essentially require a

significantly lower operation temperature than is achievable in a flow cryostat. To achieve sample

temperatures as low as 35 mK, we use an Oxford Instruments Triton 200 dilution refrigerator.

In order to reach such temperatures, dilution refrigerators utilise a mixture of 3He and 4He.

Below ∼ 1 K, the mixture spontaneously separates into concentrated phases of each isotope. By

forcing the two phases to merge with one another inside a “mixing chamber”, an endothermic

dilution process takes place which removes heat from the system. This results in a cooling power

of 200 µW at a temperature of 100 mK, allowing a base sample temperature of 35 mK to be

reached.

The fridge itself consists of series of cylindrical plates known as stages, to which are

mounted various parts of the cooling apparatus. These stages are surrounded by a series of

concentric vacuum and radiation shields. Samples are loaded into the fridge inside a specially

designed chamber known as a puck, which is then mounted via a top-loading mechanism onto

the plate thermalised with the mixing chamber. For the measurements presented in this work,

I designed a PCB to fit inside the puck which has 24 DC lines and 2 RF lines as well as optical

access to a sample mounted in the centre (See Fig. 3.1). Interconnects on the puck and mixing

chamber plate then link these lines to beryllium-copper twisted pair cryogenic loom for the DC

lines, and semi-rigid coaxial cables with a stainless steel central conductor for the RF lines, which

run the length of the fridge and connect the PCB to the outside world.

A superconducting magnet thermalised with the 4 K stage is able to generate a magnetic

field at the sample position of up to ∼ 3 T. While initially the vacuum and radiation shields

were opaque, part way through the course of this PhD a set of shields were installed enabling

optical access to the sample position (see Section 3.3).
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Figure 3.1: PCB for device measurements, enabling up to 24 DC lines and
2 RF lines to be connected to samples.

3.2 Electron spin resonance of bulk silicon crystals

In section 2.3, we discussed at length the theory behind electron spin resonance of bulk silicon

crystals without reference to the equipment used to perform the experiments. ESR requires two

key components: the resonator, and the spectrometer.

3.2.1 ESR resonator

In the experiments in this work, we use the Bruker Flexline EN 4118X-MD4W1 resonator.

The resonator itself takes the form of a dielectric (sapphire) cylinder with a ∼ 6 mm diameter

cylindrical cavity in the centre. This supports a resonant mode known as TE01, which generates

a homogeneous magnetic field in the cavity, aligned along the axial direction of the cylinder.

Close by to this resonator is an antenna, through which we can drive a high voltage AC pulse

at ωMW via a coaxial cable. The EM radiation generated by this pulse through the antenna

couples into the resonator, which generates an oscillating B1 field in the cavity. The resonances

used in this work are in the “X-band”, typically around ωMW ∼ 9.73 GHz with a Q-factor of

∼ 500. The presence of the metallic antenna close to the resonator modifies the EM field profile

inside it, which in turn modifies the resonance frequency of the TE01 mode. By adjusting the

position of the antenna relative to the resonator, some limited tuning of its resonance frequency

and Q-factor may be achieved.

The resonator is supported by a plastic and stainless steel structure which allows it to be

mounted inside our liquid helium flow cryostats such that the sample is at the most homogeneous

point of the B0 field and at the centre of the optical window. The axis of the resonator is then

aligned such that its oscillating field B1 ⊥ B0, as is required to drive ESR transitions.

76



This orientation of B0 w.r.t. the resonator crucially also allows readout of the ESR sig-

nal. An aggregate magnetisation vector M arising from the sample which precesses about the

direction of B0 also induces an oscillating TE01 mode in the resonator. This in turn generates

an AC voltage in the antenna, which may be detected via the coaxial cable.

In a standard bulk silicon ESR experiment, the sample crystals, which are typically ∼
2 × 2 × 10 mm in dimension, are mounted inside the resonator cavity via a hollow quartz tube

of up to 5 mm in diameter. However, for the ESR experiments in this work, we are concerned

with the investigation of strain in these bulk silicon samples. In order to generate a known and

uniform strain in a bulk silicon sample inside the sapphire resonator, we designed a customised

sample mount, which can be seen below in Fig. 3.2. A cylindrical aluminium plate rests on the

floor of the cryostat. A rod made from the plastic PEEK screws into this plate and extends into

the centre of the sapphire resonator, providing a bottom support for the sample. The dielectric

properties of the PEEK mean that it does not interfere significantly with the resonance frequency

of the resonator. A second PEEK rod, which is supported radially by the resonator structure

but is free to move along its axial direction, holds the sample in place from above. Depressed

regions have been milled into the end faces of both rods using a high resolution CNC router

to match the profile of the samples used, providing stability and allowing it to be rotated with

respect to the magnetic field while the cryostat is cold. A variable strain can be generated in

the sample by applying force to its top face, and this is achieved by resting calibrated masses on

a platform fixed to the top rod.

77



[a] [b]

Sample

PEEK rods

Aluminium
 base plate

Cryostat

Sapphire
resonator

Mass

~2 mm

~10 mm 

~2 mm

Figure 3.2: a) Schematic of experimental setup showing Bruker Flexline
ESR resonator mounted inside liquid Helium flow cryostat. The sample is
held in place in the centre of the sapphire resonator by two engineered plastic
rods. b) Magnified view of sample inside strain mount.

3.2.2 ESR spectrometer

The second key component of ESR is the spectrometer. For the experiments in this work, we

use “GARII”, a home-built pulsed ESR epectrometer designed by Gary Wolfowicz and further

improved by Philipp Ross [96]. A schematic diagram of the spectrometer may be seen below in

Fig. 3.3.

An ESR spectrometer has two key tasks. Firstly, it must generate the appropriate AC

voltage signals to generate the B1 pulses which drive spin transitions in the sample. To achieve

this, we use a Keysight E8267D vector signal generator (VSG) to generate an AC signal at

ωMW. This signal is modulated by a Keysight 81180B arbitrary waveform generator (AWG)

which controls the envelope of the pulses. This signal is amplified by an Applied Systems

Engineering model 117 TWT 1 kW amplifier and sent to the resonator antenna via the coaxial

cable. The reason for the magnitude of this amplification is to maximise the strength of the B1

field at the sample; the higher the field, the faster spin transitions may be driven.
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The second key task of the spectrometer is to demodulate the signal returning from the

sample. Once the driving pulse has been completed, a switch opens a new path through the

detection arm of the spectrometer on a nanosecond timescale. This switch acts to protect the

sensitive detection electronics from the high power of the driving pulse. Now, the drive signal is

no longer amplified by the TWT. Instead, the low-power drive input now forms the LO input

of an Analog Devices HMC-C041 IQ demodulator. The signal returning from the sample is

amplified by a Miteq AMF-5F low-noise amplifier, and then a Minicircuits ZX60-183 amplifier

before being fed into the RF input of the IQ demodulator. The demodulated I and Q signals

are then read out via a Keysight MSO-X 3104A oscilloscope.

Figure 3.3: Schematic diagram of GARII spectrometer, designed by Gary
Wolfowicz & Philipp Ross. Reproduced from [96].

3.3 Optics

Three lasers were used for the experiments in this thesis.

The first two are both NKT Photonics KOHERAS ADJUSTIK tunable doped fibre lasers,
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used for probing D0X transitions. The fibre output is FC/PC connectorised, with an adjustable

output power between 15 and 100 mW, and a linewidth of 70 kHz. The first laser, referred

to throughout this work as “1078”, has a tunable range ∼ 1077.8 − 1078.5 nm. This region is

centred on the 31P D0X transitions. The second laser, referred to as “1079”, is centred on the
75As transitions between ∼ 1078.4 − 1079.1 nm. The wavelength of each laser may be tuned

by two methods - a temperature controller, and a piezoelectric controller. The temperature

controller may tune across the entire ∼ 1 nm range of the laser, but has relatively poor resolution

of ∼ 0.5 pm. The piezoelectric controller has a much higher resolution of ∼ 10 fm, but may only

tune over a window of ∼ 20 pm. Voltages are typically applied to the piezoelectric BNC input on

the laser control electronics via a Keithley 2400 sourcemeter. The laser control box also includes

a low-power “monitor” fibre output. This output is fed into a High Finesse WS/7 wavemeter,

which allows the wavelength of the laser to be readout via USB. An optical bandpass filter is

also used to remove any “long tails” in the output spectrum of the laser which may cause D0X

generation when the laser is nominally off-resonance. The fibre outputs of these lasers may be

collimated with a Thorlabs TC12-FC collimator into a free-space beam approximately 3 mm in

diameter. A Stanford Research Systems SRS475 shutter along with a custom-built control box

allows these lasers to be switched on and off on a timescale of 3− 5 ms.

The third laser is a CNI MIL-III-1047 500 mW solid state free-space laser. The wavelength

is fixed at ∼ 1047 nm and was chosen specifically so that its photon energy is above the bandgap

energy at 1.17 eV of ∼ 1054 nm, allowing it to generate free electron-hole pairs in the substrate

at cryogenic temperatures. A BNC input on the control box allows for the output to be switched

on and off at up to 1 kHz.

The power of both lasers may be further tuned by a set of neutral density filters. The above

described optics are all mounted onto a Thorlabs optical table. For experiments performed in a

liquid helium flow cryostat, the beams are directed by a series of aligned mirrors to the sample

via the cryostat optical window. For experiments performed in the dilution refrigerator, one

of the beams may be coupled into a multi-mode fibre, which is then brought to the fridge,

collimated, and focussed onto the sample using a 3D translation stage, as can be seen in Fig.

3.4 below.
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Figure 3.4: Dilution refrigerator optical setup. Lasers from our optical
table are coupled into a multi-mode optical fibre, which is then collimated
and focussed onto the sample. A 3D translation stage allows for control of
the spot focus as well as the position of the spot on the sample.
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Chapter 4

Results: Linear hyperfine tuning

of donor spins in silicon using

hydrostatic strain

The work in this presented in this chapter has been published in:

J. Mansir, P. Conti, Z. Zeng, J. J. Pla, P. Bertet, M. W. Swift, C. G. Van de Walle, M. L. W.

Thewalt, B. Sklenard, Y. M. Niquet, and J. J. L. Morton.

Linear hyperfine tuning of donor spins in silicon using hydrostatic strain.

Physical Review Letters 120, 167701 (2018)

The tight binding simulations presented here were performed by Z. Zeng and Y. M. Niquet.

Donors in silicon present a highly attractive spin qubit platform, as we have discussed in

the preceding chapters. Various proposals have been made as to how to fabricate a scalable

quantum computer based on donors, beginning with the seminal Kane quantum computer [6],

whereby 31P donors are placed in a linear array ≈ 20 nm apart. It is known that universal

quantum computation may be achieved with a set of one- and two-qubit gate operations [2].

For a donor-based quantum computer, this necessitates the placement of donors relatively close

to each other, in order to achieve donor-donor coupling to perform two-qubit gate operations.

Conversely, the ability to address single qubits is clearly crucial to the operation of a quantum

computer. For donor spin qubits, this requires the ability to generate an oscillating magnetic

field to perform spin resonance at any given donor site without affecting any of the other donors.

Generating magnetic fields that are local on this scale of tens of nanometeres is extremely
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experimentally challenging. For this reason, a “global” oscillating magnetic field may be used

instead. The oscillation frequency of this global field is chosen deliberately to be off-resonant

with the relevant transitions of the donors in the array, so that it has a negligible effect on them.

Then, to address a single qubit in the array, a method of “tuning” is required to modify the

transition frequency of that particular qubit to bring it on-resonance with the global field. In

the Kane proposal, this tuning is achieved with a set of metallic “A-gates” patterned above each

donor on top of an insulating layer of SiO2 on the silicon surface (see Fig. 4.1 below). A voltage

applied to one of these gates generates a local electric field at the donor site directly beneath

the gate. This electric field pulls the donor electronic wavefunction away from the nuclear site,

thereby reducing its probability density at that point. This then reduces the strength of the

hyperfine interaction for that donor as in Equation 2.23, which in turn modifies its transition

frequencies, achieving the required tuning.

Figure 4.1: The Kane geometry. Donors are placed in a 1-dimensional
array approximately 20 nm apart. “A-gates” patterned directly above the
donors allow them to be tuned in and out of resonance with a global magnetic
field, while “J-gates” in between the donors are able to control donor-donor
coupling. Reproduced from [97].

As we discussed in Section 2.6.1, strain modifies the band structure of silicon [90, 91], and

following the valley repopulation model (VRM) developed by Wilson & Feher [1] it is known

that uniaxial strain is capable of tuning the strength of the hyperfine interaction of donors.

Uniaxial strain induced tuning beyond the ESR transition linewidth has been demonstrated for
31P donors [98]. However the 28Si containing the donors in this case was in the form of a 15
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nm thick epilayer pseudomorphically grown on top of a SiGe substrate, resulting in a built-in

strain of ε33 = −2 × 10−3. Referring to the quadratic relationship between uniaxial strain and

the hyperfine interaction strength A in the VRM as seen in Figure 2.22, it can be seen that

without any built-in strain the coupling strength
∂A

∂ε33

∣∣∣
0

is 0. The purpose of this pre-straining

was therefore to move along the quadratic curve in order to increase the coupling strength as

much as possible. Tuning of ∼ 400 kHz , beyond the ESR linewidth for 31P, was then achieved

with the application of an additional uniaxial strain using a piezo actuator on the order of

ε33 ≈ 10−4.

The donor 31P has been the subject of intense study since the Kane proposal [99, 100, 101,

43, 49, 20, 102], including the demonstration of single-shot readout of a single 31P donor spin

using a tunnel-coupled metal-oxide-semiconductor (MOS) single-electron transistor (SET) [22,

23]. More recently, the heavier donors 75As, 121Sb, and 209Bi have received substantial interest

[103, 104, 105, 106, 107, 108, 109]. Amongst their advantageous properties are their nuclear spins

(I = 3/2, 5/2, and 9/2 respectively), and correspondingly richer Hilbert spaces that enable up to

four logical qubits to be represented in a single dopant atom. In particular, the large zero-field

splitting of 7.3 GHz means that 209Bi is particularly well suited to incorporation into hybrid

donor-superconducting resonator devices in order to couple donor spins to microwave photons.

In such a device, the resonator is created by depositing a micron-scale film of superconducting

material such as aluminium or niobium nitride onto the silicon substrate.

In the case of both MOS-SETs [19], and patterned superconducting resonators on sili-

con [110], the devices are fabricated from a combination of materials with coefficients of thermal

expansion that differ by up to an order of magnitude [81, 82, 83, 84, 85] (see Section 2.6). Strain

in the silicon environment around the donor spin is therefore pervasive when studying such

nanodevices at cryogenic temperatures. Furthermore, factors such as optimising spin-resonator

coupling or spin-readout speed motivate the placement of donors close to features such as SET

islands [111] or resonator inductor wires [112] where strain is maximal. In the case of supercon-

ducting resonators, these devices typically have an extremely high quality factor in the range

105–106, and limited tunability. The resonance frequency of such a device is defined at fabrica-

tion time by its geometry, so therefore it is crucial to be able to predict the cryogenic transition

frequencies of any donors to be coupled to the resonator in advance of fabrication, in order to

save on costly cleanroom time.

In all, relatively little study has been done to characterise the effects of strain on the heavier

donors, motivating the work presented in this chapter. Here we present experimental studies

showing strain-tuning of the coherent evolution of each of the group V donor spins (31P, 75As,
121Sb, and 209Bi), extracting the strain-induced shifts of the hyperfine coupling and electron

spin g-factor for each, and corroborate the results with tight binding simulations. We report the

observation of a strain-induced shift in the hyperfine coupling of group V donors in silicon which
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is linear (rather than quadratic), and therefore orders of magnitude greater than that predicted

by the valley repopulation model of Wilson and Feher [1] for small strains (|ε| . 10−5). Our

tight binding calculations reveal the crucial role of hydrostatic strain in this novel mechanism.

In addition to providing essential insights for the use of donor spins in nano- and micron-scale

quantum devices, our results provide a method for linear tuning of the donor hyperfine interaction

with coupling strengths of up to 150 GHz/strain for 209Bi donor spins.

4.1 Theory

The underlying theory has been discussed at length in Chapter 2, so we present only a brief

discussion here for clarity. We consider here the spin Hamiltonian for a group V donor in the

presence of an external Zeeman field, which can be written:

Ĥ =
(
geµBŜz − gnµN Îz

)
B0 +AŜ · Î (4.1)

where ge and gn are the electronic and nuclear g-factors, µB is the Bohr magneton, µN

is the nuclear magneton, B0 is the magnetic field strength, Ŝ and Î are the electronic and

nuclear spin operators, and A is the Fermi contact hyperfine interaction strength, which can be

written:

A =
8π

3
geµBgnµN |ψ(0)|2 (4.2)

where ψ(0) represents the amplitude of the electronic wavefunction at the nuclear site. The

eigenstates of this Hamiltonian describe a coupled (2S + 1)(2I + 1)-dimensional Hilbert space,

which can be seen for Si:209Bi in Figure 4.2. Transitions between these eigenstates obeying the

selection rule ∆mS = ±1 in the high field limit can be driven and detected using pulsed electron

spin resonance (ESR) [58].
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Figure 4.2: Energy levels of Si:Bi spin eigenstates as a function of field
with ESR transitions shown at X-band (9.7 GHz). Transitions are labelled
by their high-field nuclear spin projection mI .

As discussed in section 2.6.1, the valley repopulation model (VRM) developed by Wilson

& Feher [1] describes the effects of strain on the donor wavefunction using EMT. They predict

that uniaxial strain applied along a valley axis results in that pair of valley energies being

depressed/raised for compressive/tensile strain respectively. This modification of the valley

energies results in a redistribution of the amplitude of each valley contributing to the ground

state, which can be represented under strain as an admixture of the 1s(A1) and 1s(E) sublevels.

Crucially, only the 1s(A1) state has ψ(0) 6= 0, therefore the VRM predicts a quadratic reduction

in A as a function of uniaxial strain.

4.2 Experimental Methods

We use two samples: ‘Bi’, a 2×2×10 mm single crystal of 99.991% isotopically purified 28Si doped

with 4.4× 1014 Bi donors/cm3, and ‘Buffet’, a 2× 2× 7 mm 99.991% 28Si single crystal doped

with 1.5× 1014 31P donors/cm3, 5× 1014 75As donors/cm3, and 1.1× 1014 121Sb donors/cm3.

The crystal orientation of both samples is identical and can be seen in Figure 4.3. The sample is

mounted inside a Bruker Flexline ESR resonator in an Oxford Instruments CF935 liquid Helium

flow cryostat using the plastic rod strain mount described in Section 3.2.1.
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Figure 4.3: a) Schematic of experimental setup showing Bruker ESR res-
onator mounted inside liquid Helium flow cryostat. The sample is held in
place in the centre of the sapphire resonator by two engineered plastic rods.
b) Magnified view of sample inside strain mount.

In our theoretical analysis, we consider uniaxial stress along [001] and [110]. The resulting

strains can be found from the generalised form of Hooke’s law for anisotropic materials. For

uniaxial stress σzz = σ‖ along [001], where σxx = σyy = 0, the infinitesimal strains in the cubic

axis set are:

εzz = ε‖ =
C11 + C12

(C11 − C12)(C11 + 2C12)
σ‖ (4.3a)

εxx = εyy = ε⊥ = − C12

C11 + C12
ε‖ , (4.3b)

where C11 = 166 GPa, C12 = 64 GPa and C44 = 79.6 GPa are the compliance matrix elements

for silicon [113].

For uniaxial stress along [110], the infinitesimal strains in the {1 ≡ [110], 2 ≡ [11̄0], 3 ≡
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[001]} axis set are:

ε11 = ε‖ =
(C11 − C12)(C11 + 2C12) + 2C11C44

4(C11 − C12)(C11 + 2C12)C44
σ‖ (4.4a)

ε22 = − (C11 − C12)(C11 + 2C12)− 2C11C44

(C11 − C12)(C11 + 2C12) + 2C11C44
ε‖ (4.4b)

ε33 = − 4C12C44

(C11 − C12)(C11 + 2C12) + 2C11C44
ε‖ . (4.4c)

In the original cubic axis set, the strains are therefore:

εxx = εyy =
2C11C44

(C11 − C12)(C11 + 2C12) + 2C11C44
ε‖ (4.5a)

εzz = − 4C12C44

(C11 − C12)(C11 + 2C12) + 2C11C44
ε‖ (4.5b)

εxy =
(C11 − C12)(C11 + 2C12)

(C11 − C12)(C11 + 2C12) + 2C11C44
ε‖ . (4.5c)

Note that there is an additional shear component with respect to uniaxial [001] stress.

Using these equations, we may then derive the strain per kg of applied mass in our experi-

mental setup. In the ([110], [11̄0], [001]) coordinate system (aligned with the crystal axes of the

sample), ε11 = −1.45× 10−5/kg, ε22 = 9.02× 10−7/kg, ε33 = 5.24× 10−6/kg, and εi6=j = 0.

While the VRM predicts frequency shifts only from uniaxial strain, we shall see that the new

mechanism presented here arises from hydrostatic strain εhs = (ε11 + ε22 + ε33)/3. In our setup,

we estimate a strain per unit mass εhs = −2.78× 10−6/kg.

We use a home-built pulsed ESR spectrometer (see Section 3.2.2) at 9.7 GHz to apply a

Hahn echo sequence π/2 → τ → π → τ → echo [61], with τ = 15 µs and a π pulse duration of

130 ns. Each echo is averaged 300 times and the spins are reset after each cycle with a 5 ms flash

of 50 mW above-bandgap 1047 nm laser light through an optical window in the cryostat.

A donor with nuclear spin I = n/2 has (n+ 1) accessible ESR transitions. For each donor,

then for each ESR transition in turn, the microwave drive frequency ωMW is fixed, then magnetic

field strength B0 is tuned to resonance with no strain applied to the sample. We then measure

a series of Hahn echoes while systematically increasing the applied strain. As the transition

frequency shifts, ωMW becomes detuned from the resonance. By Equations 2.100 and 2.101, this

results in an oscillation in the IQ demodulated output of the time domain Hahn echo signal

at the frequency of the detuning between the fixed microwave drive and the strain-shifted ESR

transition frequency. Below in Fig. 4.4, a set of Hahn echo signals is shown for a particular

transition in Si:Bi.
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Figure 4.4: Sequence of time domain Hahn echoes as a function of strain
ε11 in Si:Bi, θ = 45◦, mI = −1/2.

By the convolution theorem, the shift in the ESR transition frequency can then then

extracted by fitting a Voigt profile to the Fourier space representation of the echo and extracting

the central frequency. This is shown below in Fig. 4.5 for the same transition as shown in Fig.

4.4.
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shown as insets. Data shown is from the mI = −1/2 transition with θ = 45◦,
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First, we observe in Fig. 4.5 that the Bi donor ESR transition can be shifted by more

than a linewidth (in 28Si) for strains of order 10−5 (uniaxial) or 10−6 (hydrostatic). Shown

below in Fig. 4.6, we fit the frequency-domain echo signals to a Voigt profile and then plot the

centre-frequency shifts as a function of strain for each of the ten allowed ESR transitions in

Si:Bi.
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transition.

Strikingly, the ESR frequency of each transition shows a linear dependence on strain, rather

than the expected quadratic dependence from the VRM. To relate these shifts to a change in

hyperfine interaction strength, we calculate the first-order sensitivity of each transition frequency

to the isotropic hyperfine coupling ∂f/∂A for each of the 10 Si:Bi transitions by solving the spin

Hamiltonian while varying the value of A. In Fig. 4.7, we plot the experimentally determined

∂f/∂ε11 for each transition against ∂f/∂A. Remarkably, all 10 points fall on a single line,

demonstrating that the dominant effect we observe in Si:Bi is a strain-induced shift in the

isotropic hyperfine coupling which is linear in strain, and equivalent to ∂A/∂ε11 = 5.4 ± 0.3

GHz or ∂A/∂εhs = 28.2 ± 1.6 GHz. We may write this relative to the strength of the bismuth

hyperfine interaction A0 = 1.4754 GHz, defining the parameter K =
∂A/A0

∂εhs
= 19.1.
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Figure 4.7: (A) The gradient of the strain-induced frequency shifts (df/dε)
for each of the ten Si:Bi ESR transitions are shown as a function of the
first-order sensitivity of each transition to the hyperfine coupling (∂f/∂A).
The linear relationship confirms the observed strain-induced shifts in Si:Bi
result from tuning the hyperfine coupling, A, with a gradient ∂A/∂ε11 =
5.4± 0.3 GHz or, equivalently, ∂A/∂εhs = 28.2± 1.6 GHz.

As dicussed previously, in the VRM, the modification of the valley energies due to strain

results in a quadratic reduction of A as a function of uniaxial strain. At our maximum applied

strain of ε11 = −1.45× 10−5, the VRM predicts a reduction in A of 1.9 kHz, while we measure

a reduction in A of 78 kHz — this discrepancy is even more pronounced for smaller strains.

Therefore, in addition to predicting a different functional form of the dependence of A against

strain, the VRM predicts shifts which are approximately two orders of magnitude smaller than

what we measure in this strain regime, implying that another physical mechanism must dominate

the changes to the structure of the donor electron wavefunction we observe.

In order to understand the physics behind this previously unknown linear mechanism, Y.

M. Niquet and Z. Zeng of CEA Grenoble have performed tight-binding simulations, which are

presented here.
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4.3 Tight-binding results

The tight-binding simulations described here use the sp3d5s∗ orbital basis set for silicon as

discussed in Section 2.2.4, with parameters taken from Ref. [114]. This model is able to reproduce

the variations of the band structure of bulk silicon under arbitrary strains in the whole first

Brillouin zone.

The simulation domain is a box of silicon with side L = 48a0 ' 26 nm, where a0 = 5.431

nm is the lattice parameter of silicon. The bismuth donor is then placed at the centre of

the box and described by a modified Coulomb potential with an additional “on-site” chemical

correction [115, 116]. The expression for the modified Coulomb potential is based on the dielectric

function proposed by Nara [117]. The potential at atom i reads:

Vi = V (Ri) with V (r) = − e
2

κr

(
1 +Aκe−αr + (1−A)κe−βr − e−γr

)
, (4.6)

where ~Ri is the position of the atom (the bismuth impurity being at ~R1 = ~0), κ = 11.7 is

the dielectric constant of silicon, A = 1.175, α = 0.757 Bohrs−1, β = 0.312 Bohrs−1, and

γ = 2.044 Bohrs−1 [117, 41]. This expression deviates from a simple −e2/(κRi) Coulomb

potential mostly on the first and second nearest neighbors of the bismuth atom.

The “on-site” correction is a shift of the energies of the bismuth orbitals that accounts for

the different chemical nature of the impurity and for the short-range part of the Coulomb tail.

This shift ∆E = −U reads for each orbital:

Us = 5.862 eV

Up = 3.690 eV

Ud = 0.000 eV

Us∗ = 5.862 eV . (4.7)

The values for these chemical corrections are found variationally by matching the predicted

binding energies of the 1s(A1), 1s(E) and 1s(T2) states of the bismuth donor to experimentally

measured values [118, 119, 120] (see Fig. 4.8 below). We have set Us = Us∗ on purpose since it

is practically difficult to adjust Us and Us∗ separately.
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Figure 4.8: Experimental (Exp.) and TB bound states of a bismuth
impurity in silicon. The horizontal dash-dotted line is the bulk conduction
band edge.

Spin-orbit coupling (SOC) is also included in the calculations, and is described by an

intra-atomic Hamiltonian acting on the p orbitals of each atom, HSO = λL̂i · Ŝ, where Ŝ is the

spin, L̂i the angular momentum on atom i, λ = 0.0185 eV for silicon, and λ = 0.350 eV for

bismuth, again calculated by variational matching to the experimental spin splittings of bismuth

in silicon [120]).

As described in Equation 4.2, the hyperfine interaction strength A is proportional to the

probability density of the donor electron at the nuclear site |ψ(~0)|2. Since only the s and S∗

orbitals in the basis set have ψ(0) 6= 0, we may write:

∣∣∣ψ(~0)
∣∣∣2 =

∣∣∣css(~0) + cs∗s
∗(~0)

∣∣∣2 = |cs|2
∣∣∣s(~0)

∣∣∣2 ∣∣∣∣∣1 +
cs∗

cs

s∗(~0)

s(~0)

∣∣∣∣∣
2

(4.8)

where cs and cs∗ are the coefficients of the s and s∗ orbitals of the bismuth atom in the TB

wavefunctions. We set Rs∗s = s∗(~0)/s(~0) = 0.058 from [116].

In the tight-binding formalism, arbitrary strains may be applied to the simulated lattice,

and the strain dependent coefficients cs(ε) and cs∗(ε) may be calculated. Then, using Equation

4.8, we may calculate the relative hyperfine interaction strength as a function of strain such

that:
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A(ε) =
A(ε)

A0
=

∣∣∣ψ(~0, ε)
∣∣∣2∣∣∣ψ(~0, ε = 0)
∣∣∣2 (4.9)

The results of this calculation of A(ε‖) are plotted below in Fig. 4.9 for the application of

both uniaxial [001] and [110] stress.

Figure 4.9: (a, b) A(ε‖) for uniaxial [001] stress on (a) large and (b) small
scales. (c, d) A(ε‖) for uniaxial [110] stress on (c) large and (d) small scales.

The results show an novel deviation from the predictions of the valley repopulation model [121],

in which A(ε‖) is expected to be quadratic with small ε‖, with the changes in A being driven

exclusively by the breaking of crystal symmetries which lifts the degeneracy of the valleys. In

the TB approximation, A(ε‖) indeed describes a parabola for weak stress, but centered on some

ε‖ > 0. Therefore, A(ε‖) appears to behave almost linearly with small compressive ε‖.

To understand these results, it is instructive to decompose the applied strains into a hydro-

static component, an uniaxial component, and a shear component. The hydrostatic component

εhs is defined as εxx = εyy = εzz = εhs. It accounts for the changes in the total volume Ω
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(∆Ω/Ω = 3εhs), and crucially does not describe any breaking of the silicon crystal symmetry.

The uniaxial and shear components account for the changes in symmetries (at constant volume).

The uniaxial component εuni is defined as εzz = εuni, εxx = εyy = −εuni/2, and the shear com-

ponent εshear as εxy = εshear. Then, A(ε‖) = A(εhs) + A(ε001
uni ) for uniaxial [001] stress, and

A(ε‖) = A(εhs) +A(ε110
uni ) +A(ε110

shear) for uniaxial [110] stress.

For uniaxial stress along [001] (see Equation 4.3),

ε001
hs =

k

3
ε‖ (4.10a)

ε001
uni =

(
1− k

3

)
ε‖ , (4.10b)

where:

k =
C11 − C12

C11 + C12
. (4.11)

For uniaxial stress along [110] (see Equation 4.4),

ε110
hs =

2k1 − k2

3
ε‖ (4.12a)

ε110
uni = −2(k1 + k2)

3
ε‖ (4.12b)

ε110
shear = (1− k1)ε‖ (4.12c)

where:

k1 =
2C11C44

(C11 − C12)(C11 + 2C12) + 2C11C44
(4.13a)

k2 =
4C12C44

(C11 − C12)(C11 + 2C12) + 2C11C44
. (4.13b)

In the below Figures, A(ε) is plotted as a function of εhs, εuni, and εshear in Fig. 4.10. A(ε)

shows a quadratic behavior as a function of εuni and εshear. It does, however, behave linearly as

a function of εhs. The linear form of A(ε) at small ε as seen in Fig. 4.9 can therefore be ascribed

to the effects of hydrostatic strains on the hyperfine coupling constant.
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Figure 4.10: A(ε) for (a) hydrostatic strain (ε = εhs), (b) uniaxial (ε =
εuni) and shear strain (ε = εshear).

The dominating effect of the hydrostatic component in the small-strain regime is sum-

marised below in Figure 4.11. Here, we plot the predictions for A(ε) from the VRM, the TB

model for pure hydrostatic strain, and the TB model for uniaxial strain (which, crucially, in-

cludes a hydrostatic component). As can be seen, the purely hydrostatic component of the strain

is dominant until ≈ |ε11| = 0.5× 10−4.
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Figure 4.11: Calculations showing the relative change in hyperfine coupling
strength A/A0 as a function of strain, comparing tight-binding (TB) and
valley repopulation (VRM) models. To mimic the experiment, we show TB
calculations of A/A0 under uniaxial stress along [110] (purple curve and
circles), which produces a hydrostatic component of strain (εhs, top axis)
in addition to a uniaxial component along [110] (ε11, bottom axis). This
behaviour can be understood by comparing with TB calculations for pure
hydrostatic stress (blue curve and hexagons), plotted on the same axis of
εhs, as well as calculations from the VRM (red dotted curve), plotted on the
same axis of ε11. The arrows indicate the relevant axes for each trace.

Although not predicted by the valley repopulation model, the existence of a term coupling

A to εhs is allowed by symmetries, since crucially the hydrostatic component of strain does not

affect the symmetry of the silicon crystal. Indeed, a symmetry analysis suggests that, to second

order in εij :

A− 1 =
K

3
(εxx + εyy + εzz)

+ L(ε2
xx + ε2

yy + ε2
zz) +M(εyyεzz + εxxεzz + εxxεyy) +N(ε2

yz + ε2
xz + ε2

xy) , (4.14)
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where K = ∂A/∂εhs, L, M and N are constants. A fit to the tight-binding data yields:

K = 29.3

L ' −M = −9064

N = −225 (4.15)

Eq. (4.14) then simplifies into:

A− 1 =
K

3
(εxx + εyy + εzz)

+
L

2

[
(εyy − εzz)2 + (εxx − εzz)2 + (εxx − εyy)2

]
+N(ε2

yz + ε2
xz + ε2

xy) . (4.16)

We find L ' −M because there is no sizable non-linearity in the dependence of A on hydrostatic

strain in the investigated range |εhs| < 10−4 (no ∝ ε2
hs term above when εxx = εyy = εzz). Also

note that the effects of the quadratic shear terms are usually negligible with respect to the effects

of the quadratic uniaxial terms (N � L).

The quadratic L term is mostly due to the coupling of the 1s(A1) with the 1s(E) states of

the impurity under uniaxial strain. The VRM of Ref. [121] actually suggests L = −2Ξ2
u/(9∆2),

where Ξu = 8.6 eV is the uniaxial deformation potential of the conduction band of silicon and

∆ is the splitting between the 1s(A1) and the 1s(E) state. For Bi (∆ = 41 meV), the VRM

predicts L = −9720, in close agreement with the TB data.

The crux of this novel mechanism may now be explained - the linear hydrostatic term arises

due to the coupling of the 1s(A1) with 2s(A1) state (and possibly higher s states with the same

symmetry). This coupling results from the variations of the on-site correction on the bismuth

impurity, and from the variations of the bismuth-silicon interactions under hydrostatic strain –

in other words, from the variations of the depth and shape of the “central cell correction” [122]

not accounted for by the VRM.

Additionally, the total potential at the bismuth site includes contributions from the tails

of the atomic potentials of the neighboring silicon atoms, and these contributions depend on

the silicon-bismuth bond lengths. The TB model presented here includes a strain-dependent

correction for the energy Eiµ of orbital µ ≡ s, p, d, s∗ of atom i [114]:

Eiµ = E0
iµ +

3

4
αiµ

∑
j∈NN(i)

dij − d0
ij

d0
ij

= E0
iµ + 3αiµεhs , (4.17)

where the sum runs over the nearest neighbors j of atom i, dij is the distance between atoms i and

j, and d0
ij is the relaxed bond length. E0

iµ is the energy of the orbital in the reference, unstrained

system and αiµ characterizes the deepening of the potential under strain. The interactions

between bismuth and the nearest neighbor silicon atoms scale, on the other hand, as (dij/d
0
ij)

n,
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Coulomb tail Us = Us∗ (eV) Up (eV) Ud (eV) ∆α (eV) K L N
P −e2/(κRi) 4.535 2.405 2.055 -19.50 79.5 -103640 1277
As −e2/(κRi) 5.060 2.330 0.325 -2.68 37.2 -33836 833
Sb Nara [Eq. (4.6)] 4.629 4.448 0.000 -2.54 32.6 -104340 1420
Bi Nara [Eq. (4.6)] 5.862 3.690 0.000 3.48 19.1 -9064 -225

Table 4.1: Nature of the Coulomb tail, on-site corrections U [Eq. (4.7)]
and ∆α [Eq. (4.18)], and value of K, L and N for P, As, Sb and Bi donors
in silicon.

with n close to 2.

As a starting point, the parameters αiµ and the exponents n of bismuth are the same as

for silicon. Although this choice is a safe first guess, it can only provide a semi-quantitative

description of the dependence of A on hydrostatic strain. This is why the TB K = 29.3 is

significantly larger than the experimental K = 19.1. We may, in the spirit of Eqs. (4.7), lump

all corrections to the TB model into the αiµ. Therefore, we tentatively set:

αiµ(Bi) = αiµ(Si) + ∆α , (4.18)

and adjust ∆α on the experimental K. This yields ∆α = 3.48 eV for bismuth.

We have repeated the same procedure for P, As and Sb. We give in Table 4.1 the on-site

parameters Us = Us∗ , Up, Ud and ∆α of each impurity, as well as the values of K, L and N .

The model for P and As [123] is based on a simple Coulomb tail V (Ri) = −e2/(κRi) instead of

Eq. (4.6).

4.4 Density functional theory calculations

We will also briefly mention the results of DFT simulations performed by M. W. Swift and C.

G. Van de Walle of UCSB which further support our data.

First principles calculations using density functional theory (DFT) were performed with

the Perdew-Burke-Ernzerhof (PBE) exchange-correlation functional [124] and the projector-

augmented wave method [125] in the Vienna Ab-initio Simulation Package (VASP) [126], fol-

lowing the methodology described in Ref. [127]. The calculations were carried out on one Bi

impurity in a 1728-atom supercell, with a 250 eV plane-wave cutoff energy. DFT describes

the central cell correction around the bismuth impurity from first principles and captures the

atomic relaxations not accounted for by TB calculations. Owing to its accuracy in the immediate

vicinity of the donor it could be expected to provide a good description of the variation of the

hyperfine coupling with strains.

The ab-initio hyperfine coupling shows the expected linear dependence on hydrostatic
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strain over the entire range explored here (up to εxx = εyy = εzz = 2 × 10−3), extracting a

coefficient K = 17.5, in good agreement with the experimental value of K = 19.1. The ab-initio

quadratic term is L = −1.17×104, as obtained from a fit to the calculated data with εzz ≤ 10−3

and εxx = εyy = 0. Deviations are observed for higher strains, consistent with the higher-order

terms present in the VRM. These data provide further support for the linear dependence of the

hyperfine parameter on the hydrostatic component of strain.

4.5 Other donors and g-factor anisotropy

To test our model further and explore the expected anisotropy of a g-factor coupling to strain,

we extend our study over a range of magnetic field orientations (as defined in Fig. 4.3[B]) and

for the other group V donors: 31P, 75As, and 121Sb. In all cases, we find that the observed

ESR transition frequency shifts f are linear as a function of hydrostatic strain εhs, with the

resulting coupling strengths (∂f/∂εhs) summarised in Fig. 4.12 and Table 4.2 below, along with

values predicted from tight-binding calculations. The full datasets can also be seen below in

Section 4.6.
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Figure 4.12: Extracted linear fit gradients df/dε11 for each transition for
all four donors under consideration as a function of the angle of B0 w.r.t.
the crystal θ. For Si:Sb, Si:As, and Si:P, these fits are overlaid with a model
taking into account the linear shift of hyperfine interaction strength A as
well as an anisotropic g-factor as a function of ε11.

We find no clear anisotropy in Si:Bi, however Si:Sb, Si:As, and Si:P clearly display shifts

that are anisotropic in θ. We attribute this to a strain-dependent anisotropic electronic g-

factor.

As discussed in Section 2.6.3, repopulation of the valley amplitudes αi due to strain leads

to an anisotropy in the donor electron g-factor w.r.t. the orientation of the magnetic field B0.

In our system, with θ defined as in Figure 4.3, the resulting g-factor anisotropy can be modeled

using the VRM [1] by:

∂g

∂ε11

∣∣∣∣∣
VRM

= βVRM(3 cos2 θ − 1) (4.19)

where:

βVRM =
2Ξu

9∆
(g‖ − g⊥)(k1 + k2) . (4.20)

g‖ and g⊥ are the parallel and perpendicular g-factors, Ξu is the uniaxial deformation potential,

∆ is the donor-dependent 1s(A1)-1s(E) splitting, and k1 and k2 are defined in Eq. 4.13.

102



Donor
K = ∂(A/A0)

∂εhs

(exp.)
βVRM × 10−3

(theory)
βVRM × 10−3

(exp.)
βshear × 10−3

(theory)
βshear × 10−3

(exp.)

31P 79.2± 25.7 126.7 206± 51 78 173± 33
75As 37.4± 3.3 77.5 165.1± 24.6 78 96± 15.6

121Sb 32.8± 2.3 146.0 197.6± 25.8 78 90.3± 16.4
209Bi 19.1± 0.3 42.5 - 78 -

Table 4.2: Parameters K = ∂(A/A0)/∂εhs, βVRM and βshear extracted
from the experimental data, along with theoretical values for βVRM and
βshear. The theoretical values are calculated using C = 0.44 [1], ∆ values
from Ref. [119], and (g‖ − g⊥) values from Ref. [1]. We assume (g‖ − g⊥) ≈
1.1× 10−3 for Si:Bi.

It is also known that the g-factor of a single valley is changed in the presence of shear strain

by the coupling with the opposite valley. Following Wilson & Feher [1], the effective Hamiltonian

for this mechanism can be written [128]:

Ĥshear = CµBεxy(BxSy +BySx) (4.21)

where C is a coefficient involving spin-orbit coupling matrix elements [1]. Rewriting the corre-

sponding g-factor contribution in terms of ε11 results in a second anisotropic term:

∂g

∂ε11

∣∣∣∣∣
shear

= βshear(3 cos2 θ − 3) (4.22)

where:

βshear =
C(1− k1)

3
. (4.23)

Then, the derivative of the ESR transition frequency with respect to the uniaxial strain

reads:
df

dε11
=

∂A

∂ε11

∂f

∂A
+

[
∂g

∂ε11

∣∣∣∣∣
VRM

+
∂g

∂ε11

∣∣∣∣∣
shear

]
∂f

∂g
. (4.24)

∂f/∂g can be calculated for each transition in the same manner as ∂f/∂A by solving the spin

Hamiltonian while varying the value of g. We use a linear least squares regression to fit this model

to the experimental data. We introduce three fitting parameters characterising the strength of

the different effects for each donor: K = ∂(A/A0)/∂εhs, βVRM and βshear. The results of these

fits are reported in Table 4.2 and may be seen graphically in Fig. 4.12 for Si:Sb, Si:As, and Si:P.

The absence of a clear anisotropy for Si:Bi could be explained by the relatively small magnitude

of the predicted g-factor effects in comparison with the absolute shifts due to the modified

hyperfine interaction.

103



We compare the extracted parameters with theoretical predictions for βVRM and βshear

[Eqs. (4.20) and (4.23)] calculated using C = 0.44 [1], ∆ values from Ref. [119], and g‖ − g⊥
values from Ref. [1]. The measured strengths of the g-factor effects agree with theory within

approximately a factor of 2. Tight binding simulations with the present model (see also Ref. [129])

predict that the very small g‖ − g⊥ is approximately an order of magnitude larger than given

by Ref. [1]. It is interesting to note that the experimental data sit between Ref. [1] and the TB

predictions.

4.6 Full Experimental dataset for all donors
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Figure 4.13: Full dataset for Si:Bi showing frequency shifts for all ten ESR
transitions as a function of strain ε11 and θ. Linear fits are shown for each
transition.
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Figure 4.14: Full dataset for Si:Sb showing frequency shifts for all six ESR
transitions as a function of strain ε11 and θ. Linear fits are shown for each
transition.
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Figure 4.15: Full dataset for Si:As showing frequency shifts for all four
ESR transitions as a function of strain ε11 and θ. Linear fits are shown for
each transition.
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Figure 4.16: Full dataset for Si:P showing frequency shifts for both ESR
transitions as a function of strain ε11 and θ. Linear fits are shown for each
transition.
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Chapter 5

Results: The effects of strain on

donor-bound excitons

Aspects of the work presented in this Chapter have been published in:

C. C. Lo, M. Urdampilleta, P. Ross, M. F. Gonzalez-Zalba, J. Mansir, S. A. Lyon, M. L. W.

Thewalt & J. J. L. Morton.

Hybrid optical-electrical detection of donor electron spins with bound excitons in silicon.

Nature Materials 14, 490-494 (2015)

J. J. Pla, A. Bienfait, G. Pica, J. Mansir, F. A. Mohiyaddin, Z. Zeng, Y. M. Niquet, A. Morello,

T. Schenkel, J. J. L. Morton and P. Bertet.

Strain-induced spin resonance shifts in silicon devices.

Physical Review Applied 9, 044014 (2018)

The remainder of this thesis focuses on the study of donor-bound excitons (D0X). In Section

2.4, we discussed in detail the physics of the D0X complex. In this chapter, we present experi-

mental and simulation results characterising D0X transitions, with a focus on how they respond

to the presence of strain in the silicon substrate both in bulk samples and in nanodevices.
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5.1 Ensembles of donor-bound excitons in bulk doped sil-

icon crystals

We begin with the results of a series of experiments characterising D0X transitions in unstrained

bulk doped silicon crystals. Here, we measure the aggregate signal from an ensemble of donors

within the crystal. The bulk crystals used in these experiments typically have a volume in the

order of 10−2 cm3, while the doping concentrations range from 1012 to 1015 donors/cm3, so the

number of donors in each crystal ranges from 1010 to 1013. While a long term goal of this research

is to detect the signature of a single D0X in a nanoscale device, for use as a method of single

donor spin readout, the aggregate signal strength in a bulk sample is dramatically enhanced

compared with that of a single donor. As such, the technical demands of experiments using

bulk crystals are significantly relaxed when compared with those of single donor devices. They

therefore present an ideal testing ground for proof of principle experiments before proceeding to

the device regime.

5.1.1 Experimental setup

All measurements detailed in this section were taken using a contactless parallel plate capacitive

photoconductivity technique based on an approach described in Steger et al. [72]. The setup is

as follows. Two 1.2 mm x 20 mm strips of one-sided copper on FR-4 PCB material form the

two electrodes of a parallel plate capacitor (see below in Fig. 5.1[A]). Since the measurements

here are intended to act as a control characterisation, it is vital to minimise any strain induced

in the bulk sample. To that end, two teflon spacers are glued onto the PCB strips using GE

varnish to form a cavity where a silicon crystal may rest with the minimum possible strain.

This apparatus is supported radially by a 4 mm wide quartz EPR tube. A shielded cable is

soldered onto the copper on each of the PCB strips, above the sample, and the solder joints

are individually insulated with teflon tape. This apparatus may be mounted inside a Bruker

Flexline resonator, which can in turn be mounted inside an Oxford instruments CF935 liquid

Helium flow cryostat with optical access. For this experiment, the microwave components of

the resonator are not used, and it serves only to mount the sample at the appropriate position.

In order to achieve the lowest possible sample temperature, a small hole is engineered into the

bottom of the quartz ESR tube, allowing the sample to come into direct contact with the liquid

Helium. The shielded cabling then runs the ∼ 40 cm length of the ESR resonator and emerges

at the top of the cryostat. BNC connectors are then soldered onto each of the shielded cables,

allowing the capacitance of the system to be probed. The cable shielding ensures that the only

capacitance seen from the BNC connectors is that of the parallel plate system.
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Figure 5.1: [A] Schematic view of the sample mount inside 4 mm diame-
ter quartz ESR tube. [B] Schematic view of sample mounted inside CF935
cryostat. [C] the plates of the capacitor are connected across a lock-in am-
plifier, which allows the impedance of the sample + parallel plate system to
be measured.

The experimental procedure is then as follows. A sample is placed inside the parallel

plate cavity, and mounted inside the flow cryostat. The system is rotated such that the optical

window is not occluded by the parallel plates, as can be seen in Fig. 5.1[B]. The sample is then

illuminated through this optical window by the “1078” NKT Photonics KOHERAS tunable fibre

laser discussed in Section 3.3.

Ross [96] has performed a detailed study on the mechanisms by which D0X may be detected

in such a setup. When off-resonance with a D0X transition, free carriers and ionised donors may

be generated via direct ionisation of neutral donors. These free carriers are eventually recaptured,

so that under continuous illumination there is a steady-state increase in the free carrier density

in the sample based on the relative generation and recapture rates. When on resonance with a

D0X transition, free carriers and ionised donors are generated in the sample by the D0X Auger

decay process, in addition to those generated by direct ionisation as in the off-resonant case.

This again leads to a steady state increase in the free carrier density in the sample, higher than

that of the off-resonant case since here there are now two processes generating free carriers.

Ross showed that the dominant resultant effect of these processes is an increase in the sample

conductivity σsample, by a factor of 4-8 times when on resonance vs. when off resonance. The

excess of free carriers therefore dominates any reduction in electron mobility due to ionised donor

scattering, leading to an increase in σsample. The sample may be modeled as a lossy capacitor,
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and this change in conductivity in the silicon manifests as a change in the sample impedance via

its capacitance and dielectric loss factor.

Lock-in amplifiers are able to detect changes in impedance of systems connected across

them. Using the internal source of a Stanford Research Systems SR830 lock-in amplifier, an

AC signal is driven across the capacitor + sample system, then into the reference input of

the lock-in amplifier. Changes in the dielectric loss factor and capacitance in the sample then

manifest directly as changes in the in-phase and quadrature outputs of the lock-in respectively.

In the case of the experimental setup described in this section, care must be taken to select the

appropriate drive frequency in order to maximise the observed signal to noise ratio w.r.t any

parasitic capacitances present in the system.

5.1.2 Characterisation at 4.2 K

The first sample we measure is labelled “3.3.1”, and is a ∼ 2 × 2 × 10 mm piece of 99.991%

isotopically purified 28Si doped with 2 × 1014 31P donors cm−3. Our first investigation is to

measure the D0X spectra without the application of any external magnetic field at a temperature

of 4.2 K. A drive frequency of ∼ 100 kHz was used with an amplitude of 0.5 V and an integration

time of 100 ms, and the lock-in was readout in voltage mode. The results of this measurement

can be seen below in Fig. 5.2.

111



Wavelength (nm)
1078.26 1078.262 1078.264 1078.266 1078.268 1078.27

In
-p

ha
se

 lo
ck

-in
 s

ig
na

l (
m

V)

4

5

6

7

8

9

10

11

12

Figure 5.2: Zero-field scan of D0X spectrum in sample 3.3.1. While the
double peak cannot be fully resolved, the dip at the centre of the peak is
consistent with the hyperfine splitting of 31P.

The spectra seen above takes the form of a double peak. To understand what we observe

here, we refer to the physics in Section 2.4. The centre position of the double peak at approxi-

mately 1078.264 nm (or 1149.85 meV) may be explained by the expression for the binding energy

of a D0X, namely:

ED0X = Eg − EX − 0.1 · ED0 (5.1)

where Eg is the bandgap, EX is the free exciton binding energy in silicon, and 0.1·ED0 is the

binding energy of the free exciton to the neutral donor calculated by Haynes’ rule. Substituting in

appropriate values of Eg = 1170 meV [28], EX = 15.01 meV [63], and ED0 = 45.59 meV [21] gives

1150.4 meV, a remarkably good agreement given the crude nature of the Haynes’ factor.

Next, we consider the spin part of the D0X energy. Recall the D0 spin Hamiltonian for
31P:
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Ĥ =
(geµB

~
Ŝz ⊗ I−

gnµN

~
I⊗ Îz

)
B0 +AŜ · Î (5.2)

as well as the D0X spin Hamiltonian, which is determined solely by the projection of the

hole angular momentum:

ĤD0X =
ghµBB0

~
Ĵz (5.3)

With B0 = 0, the only contribution from spin is the hyperfine interaction term in the

D0 Hamiltonian. Solving this Hamiltonian reveals the zero-field eigenstates, which are, in the

|ms,mI〉 basis:
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and a degenerate triplet:
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2
,−1

2

〉
(5.7)

The eigenenergies of these states are split by the hyperfine interaction strength A = 117.53

MHz for the case of 31P. We may now understand the long and short wavelength peaks of the

doublet as corresponding to the singlet and triplet states respectively. In this sample at 4.2 K

the two peaks are unable to be fully resolved. Based on the results of the temperature study seen

below in 5.1.3, we attribute this to the relatively high donor concentration in the sample as at

high concentrations donor spins in the substrate interact with each other, causing decoherence

through instantaneous diffusion and spin flip-flops [57], as well as broadening of D0X transition

linewidths. However we are able to observe a dip in the centre of the doublet with peak-peak

separation of 0.46 ± 0.04 pm. This is in very good agreement with the theoretical splitting of

0.45 pm, which corresponds to A = 117.53 MHz. Note that the longer wavelength peak was

consistently smaller in amplitude than the shorter wavelength peak regardless of the direction

of scan. This could indicate thermal polarisation of the D0.
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We now apply a uniform external magnetic field B0. To understand what we expect to

observe, we solve the D0 and D0X Hamiltonians as a function of magnetic field strength B0

and calculate the expected transition energies for each of the 12 dipole-allowed transitions. The

results of these simulations can be seen below in Fig. 5.3
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Figure 5.3: Simulated D0X transition energies as a function of magnetic
field. Transitions have been alternately coloured red and blue for clarity. [A]
. [B] Zoom of the low-field region, where the D0 eigenstates are still highly
mixed, leading to a complex transition structure.

To understand these results, we refer again to the D0 Hamiltonian in equation 5.2. Be-

ginning with the mixed eigenbasis described above at B0 = 0, with increasing field strength

the Zeeman term begins to dominate the hyperfine term, and in the “high-field limit” above

approximately 150 G for 31P the eigenstates are to good approximation the tensor products of

the nuclear and electronic spin- 1
2 bases. Referring to 5.3, the four eigenenergies of HD0X are

simply linearly proportional to the projection of the hole angular momentum mh, which takes

values ∈ ( 3
2 ,

1
2 ,−

1
2 ,−

3
2 ) This leads to the structure seen above, whereby in the low field limit

(Fig. 5.3[B]) the mixing of the D0 states leads to a complex transition structure, whereas in

the high-field limit (Fig. 5.3[A]), we see six sets of double peaks split by half of the hyperfine

interaction strength A/2 = 56.76 MHz, which spread apart linearly as a function of B0.

114



In Fig. 5.4 below, we show the results of the measurement of a D0X spectra at B0 = 4500 G.

The expected six peaks can be clearly seen. In this sample at 4.2 K, it was not possible to resolve

the splitting of each peak into a doublet. However, see below in Section 5.1.4 for measurements

of a lower doping concentration sample at mK temperatures where the peak splitting can be

resolved.
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Figure 5.4: D0X spectrum at 4.2 K, B0 = 4500 G, in sample 3.3.1.

5.1.3 Temperature characterisation

We also investigated the effect of temperature on the D0X spectra. Here, the Zeeman field

strength B0 is fixed at 4500 G, and the sample temperature is varied using a heating element

inside the cryostat controlled by an Oxford Instruments ITC503 PID temperature controller.

The results of this measurement may be seen below in Fig. 5.5.
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Figure 5.5: D0X spectra as a function of temperature, with a fixed Zee-
man field strength B0 = 4500 G. The spectra are offset along the y-axis
deliberately for clarity.

Two effects may be observed. Firstly, increasing temperature causes the position of the

peaks to shift. Since the dominant component of the D0X transition energy is the band gap

energy Eg, we would expect the position of the peaks to be sensitive to any changes in Eg,

which is known to be temperature dependent. To quantify this effect, for the spectra at each

temperature, we fit the 6 peaks with a Voigt profile, the convolution of a Gaussian and Lorentzian

lineshape. See Figure 5.6 for an example fit.
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Figure 5.6: Example Voigt fit to D0X spectrum at 10 K, 4500 G.

The shift in transition energy of each peak may then be quantified by extracting the central

positions of the Voigt profiles. Fig. 5.7 below shows the average shift of each of the 6 peaks as

a function of temperature, using the 5 Kelvin position as a reference point.

5 6 7 8 9 10 11 12 13 14 15
Temperature (K)

-45

-40

-35

-30

-25

-20

-15

-10

-5

0

5

Sh
ift

 fr
om

 5
 K

 p
os

iti
on

 (μ
eV

)

Quadratic Fit
Measured Shifts

Figure 5.7: D0X transition energy shift as a function of temperature, using
the 5 K position as a 0 reference.
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In this range, the relationship is well described as a quadratic shift as a function of tem-

perature, with the formula:

ED0X(T )− ED0X(5 K) = a+ bT 2 µeV (5.8)

where a = 6.228 ± 0.81 and b = −0.2145 ± 0.0065 are parameters determined by a least-

squares regression fit. Empirical formulae for the temperature dependence of the band gap, such

as the Varshni formula [130] typically do not apply at extremely low temperatures. Under the

reasonable assumption that the dominant mechanism underlying the observed shift is a change

in the band gap energy Eg, then this data may serve as a measure of Eg(T ) in this temperature

regime.

The second effect which may be observed is that, as the temperature increases, the tran-

sitions can be seen to broaden and reduce in amplitude significantly, until they are almost

undetectable at T=17 K. From the Voigt profile fits we may also extract the Gaussian and

Lorentzian linewidths, which reveals information about the dominant broadening processes as

a function of temperature (see Section 2.3.7). The average Gaussian and Lorentzian linewidths

for the 6 peaks are plotted below in Fig. 5.8.
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Figure 5.8: Lineshape analysis of Voigt fit D0X spectra. Degredation of
the signal meant that lineshape fits were poor above 14 K and as such they
are not shown here.

As can be seen, below 7 K the average lineshape is dominated by a Gaussian profile, in-

dicating that an inhomogeneous broadening mechanism dominates [58]. We speculate that this

inhomogeneous broadening may be caused by either strain in the sample due to intrinsic factors

such as crystal defects, or by donor-donor interactions due to the relatively high doping concen-

tration in the sample. Thermal broadening is homogeneous and therefore results in a Lorentzian

profile, and it can indeed be seen that the Lorentzian linewidth increases as a function of tem-

perature and becomes the dominant broadening mechanism above 7 K. In addition, as the D0X

are relatively weakly bound (Eg −ED0X ≈ 20 meV for 31P), we expect that as the temperature

rises the thermal energy may suppress the formation of D0X, resulting in a diminished peak

amplitude.
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5.1.4 MilliKelvin characterisation

To attempt to fully resolve the splitting of the six doublets in the high-field limit, we have

made what are to our knowledge the first measurements of D0X at milliKelvin temperatures.

Additionally, this was done with a sample with significantly lower doping concentration than the

sample 3.3.1. To achieve this, we replicated the setup seen in Fig. 5.1 in our Oxford Instruments

Triton 200 dilution refrigerator. Schematically, the setup is very similar, with only a few minor

differences. First, the quartz ESR tube holding the sample mount is no longer supported by a

Bruker ESR resonator but is instead glued with GE varnish onto a PCB, which allows it to be

mounted inside the fridge. The most crucial difference is that the cabling going from the sample

mount to the top of the dilution fridge is no longer fully shielded, meaning that the parasitic

capacitance in parallel with the sample capacitance is much larger. This is mitigated somewhat

as the wiring is a CuBe twisted pair with one of each pair connected to ground, which provides

some measure of shielding. However, it meant that the observed signals were significantly smaller

in amplitude. It was found that the best way to detect them was by operating the lock-in in

current measurement mode and using the offset and expand functions, which allow the user to

focus on small fluctuations by enhancing the resolution of the current measurement by up to

100× in a small region [131].

The sample used is labeled “Avo”, and is a 2 × 2 × 7 mm piece of 99.995% isotopically

purified 28Si, doped with 5× 1011 31P donors cm−3. In Fig. 5.9 below, a D0X spectra taken at

a temperature of 156 mK with B0 = 1250 G can be seen.
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Figure 5.9: D0X spectrum at 156 mK and 1250 G in sample “Avo”. The
hyperfine splitting of each of the 6 doublets can clearly be resolved.

As can be seen, the transitions are significantly narrower than seen in Fig. 5.4 (FWHM
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of the doublet ∼ 0.4 pm vs. ∼ 1 pm), and we achieve significant resolution of the splitting of

each doublet. A Voigt fit to each doublet gives an average splitting of 58 ± 2 MHz, in very

good agreement with the expected value of 58.76 MHz. Combined with our tunable laser with a

linewidth of ∼ 70 kHz, this resolution demonstrates the ability to read out both the nuclear and

electronic spins of a donor in a single measurement, without the need for any additional ESR

pulse sequences. It is interesting to note that the splitting is less well resolved for the doublets

corresponding to the heavy hole transitions (doublets 2 & 5). One explanation for this could be

that heavy holes couple more strongly to internal strain (due to crystal defects etc.) than light

holes, therefore their transitions are broadened more due to these effects.

Next, we measured a series of these spectra while systematically increasing the field

strength B0. We then fit the wavelength positions of each peak with a Voigt profile and plot

them as a function of B0. This is then overlaid with the simulated positions obtained by solving

the D0 and D0X Hamiltonians as seen in Fig. 5.3.
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Figure 5.10: D0X spectra as a function of magnetic field strength B0.
Measured peak positions are shown in orange, while a simulated spectra is
shown in purple. We observe good agreement between the simulation and
measurements.

As can be seen, we achieve good agreement between the simulated and measured peak

positions. Precise control of the crystal orientation w.r.t. the magnetic field axis ẑ is somewhat

more challenging in the dilution fridge. This fit was achieved with a single parameter - the angle

θ between the [100] crystal axis and the magnetic field ẑ direction, which in turn determines

the heavy hole and light hole g-factors, which are known to depend on the orientation of the

silicon crystal w.r.t. the magnetic field due to the anisotropy of the hole wavefunction (see

121



Equation 2.109) [70]. A least-squares regression fit returns θ = 31.4◦, which is plausible within

the experimental setup.

This concludes the presentation of characterisation measurements of unstrained D0X spec-

tra. We now turn to the investigation of D0X spectra in the presence of strain.
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5.2 Ensembles of donor-bound excitons under strain, in-

vestigated using ESR

In this section, we present results investigating the effects of strain on donor-bound excitons

bound to both 31P and 75As in bulk silicon crystals.

5.2.1 Experimental setup

As discussed in Section 2.6.4, under a model using the VRM and the Pikus-Bir Hamiltonian,

D0X transitions are predicted to be highly sensitive to strain. They are also extremely narrow

at ∼ 3 neV, so this sensitivity presents a challenge in locating them with a tunable laser, both

in search time but also in the range of tunability of the laser. In this section, we present

experimental investigations of D0X in bulk crystals, attempting to verify the VRM + Pikus-Bir

D0X strain model.

The design of a sample mount capable of generating a known strain in a bulk crystal, while

also incorporating a parallel plate capacitive setup, all fitting inside a 4 mm diameter quartz

tube presents a significant engineering challenge. For that reason, in this section we chose to

measure the D0X spectra using electron spin resonance, while using the same plastic rod method

of applying strain as described in Section 3.2.1.

Recall (see Section 2.4) that when on-resonance with a D0X transition, hyperpolarisation

is generated in the state with the opposite mS eigenvalue as the resonant state. Also recall that

ESR is only capable of measuring population differences across pairs of states with ∆mS = 1,

with an echo amplitude proportional to the population difference. Therefore, immediately after

driving hyperpolarisation due to resonant D0X generation, we may expect to see a significantly

enhanced ESR signal when compared with the off-resonant case.

The sample used for all measurements presented in this section is labeled “Buffet”, and

is a 2 × 2 × 7 mm 99.991% isotopically purified 28Si single crystal doped with 1.5× 1014 31P

donors/cm3, 5× 1014 75As donors/cm3, and 1.1× 1014 121Sb donors/cm3. The crystal orien-

tation of the sample can be seen below in Fig. 5.11. The sample is mounted inside a Bruker

Flexline ESR resonator inside an Oxford Instruments CF935 Liquid Helium flow cryostat using

the plastic rod system described in Section 3.2.1.
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Figure 5.11: a) Schematic of experimental setup showing Bruker ESR
resonator mounted inside liquid Helium flow cryostat. The sample is held in
place in the centre of the sapphire resonator by two engineered plastic rods.
b) Magnified view of sample inside strain mount.

The experimental procedure is then as follows. The cryostat is cooled to 4.5 K, and the

desired strain crystal orientation w.r.t the magnetic field is set by rotating the upper plastic

rod. Identically to the experimental method of Chapter 4, strain in the sample is applied by the

application of a calibrated mass to a platform attached to the upper rod. Using identical analysis

via Hooke’s law for anisotropic materials, we find the strain tensor components per kg of applied

mass in the ([110], [11̄0], [001]) coordinate system (aligned with the crystal axes of the sample),

ε11 = −1.45× 10−5/kg, ε22 = 9.02× 10−7/kg, ε33 = 5.24× 10−6/kg, and εi6=j = 0.

For both 31P and 75As, we perform ESR on the lowest-field transition at ∼ 9.73 GHz, the

resonance frequency of the Bruker sapphire resonator. The Zeeman field strength B0 is therefore

adjusted to bring the desired transition on-resonance with this drive frequency, which amounts

to B0 ≈ 3457 G for 31P and B0 ≈ 3371 G for 75As. A 250 ms pulse of 30 mW 1078/1079 nm

probe laser light generated by an NKT Photonics KOHERAS tunable fibre laser illuminates the

sample. The wavelength of this laser is readout by a High Finesse WS/7 wavemeter. If on-

resonance with a D0X transition, this illumination generates hyperpolarisation in the sample.
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The pulse length of 250 ms was chosen based on the results of Yang et al. [74] which demonstrated

90% electron polarisation in 100 ms. Immediately after the 1078 nm pulse, a Hahn echo sequence

with τ = 50 µs and a π pulse duration of 130 ns is performed using the home-built spectrometer

described in Section 3.2.2, and the echo is captured in a 70 µs window into computer memory

via the Agilent MSO-X 3104A oscilloscope. Immediately after the echo, a 20 ms pulse of 500

mW above-bandgap 1047 nm laser light is used to reset the system to thermal equilibrium. This

procedure is repeated to average the echo 300 times. In order to produce a D0X spectrum as

a function of laser wavelength, the wavelength of the 1078 nm laser is then stepped using its

piezoelectric controller, with a voltage supplied by a Keithley 2400 source meter. This process

is repeated until the 1078 probe laser wavelength has been swept over the desired range.

Time

1078/
1079

MW

250 ms

π/2 π

echo

τ = 50 μs

1047
20 ms

IQ
Output

Figure 5.12: D0X ESR measurement sequence.

An pair of example Hahn echo traces may be seen below in Fig. 5.13. One echo trace is

taken with the laser off-resonance, and one is taken with the laser on-resonance. Enhancement

of the echo amplitude as a result of D0X hyperpolarisation may be clearly observed.
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Figure 5.13: A pair of example Hahn echo traces for 31P, demonstrating
the enhancement as a result of D0X hyperpolarisation when the probe laser
is on-resonance. Traces taken at 0 strain with θ = 60◦.

In Fig. 5.14 below, we see the results of the capture of a series of Hahn echo traces (along

the x-axis) while systematically increasing the wavelength of the probe laser illumination (along

the y-axis).
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Figure 5.14: Hahn echo traces captured along the x-axis, while system-
atically increasing the probe laser wavelength along the y axis. Regions of
enhancement and suppression of the echo signal indicate hyperpolarisation
caused by resonance with D0X transitions. Traces taken at 0 strain with
θ = 60◦ for 31P.

Six distinct regions of enhancement and suppression of the echo signal can clearly be

observed. The alternating pattern of suppression and enhancement may be understood as follows.

Consider again the 12 D0X transitions for 31P depicted below in Fig. 5.15 for clarity:
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Figure 5.15: Based in part on Figure 1 from Steger et al. [72].[A]31P D0

and D0X energy spectra as a function of magnetic field. D0 states are labeled
by their high-field |mS ,mI〉 basis states, while the D0X states are labeled by
their hole spin projection |mh〉. [B] Relevant spin resonance transitions. [C]
The 12 selection-rule allowed D0X transitions are shown here in order from
lowest to highest energy labelled 1-12. As can be seen the transitions form
6 hyperfine-split doublets.

In this experiment, we perform spin resonance on the low-field (mI = + 1
2 for 31P) tran-

sition, labelled “MW⇑” in the above Fig. 5.15[B]. Across this transition, we expect a thermal

equilibrium polarisation into the |mS ,mI〉 = |− 1
2 ,+

1
2 〉 state, which manifests as the positive

off-resonant echo observed in Figs. 5.13 and 5.14. Consider now the lowest energy transition,

labeled 1, seen in 5.15[C]. This transition is resonant with the |+ 1
2 ,+

1
2 〉 state, and as a result

drives hyperpolarisation into the |− 1
2 ,+

1
2 〉 state, magnifying the thermal equlibrium polarisa-

tion. As a result, we expect to see a region of echo enhancement, which is precisely what is
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observed at the longest wavelength in Fig. 5.14. Conversely, the highest energy transition, la-

beled 12, is resonant with the |− 1
2 ,+

1
2 〉 state, and as a result hyperpolarisation is driven into

the |+ 1
2 ,+

1
2 〉 state, the opposite of the thermal equilibrium polarisation. We therefore expect to

see a suppression (or reversal) of the echo at the lowest wavelength, and this is what is observed

in Fig. 5.14. Six of the twelve D0X transitions in total are resonant with either the |− 1
2 ,+

1
2 〉

or |+ 1
2 ,+

1
2 〉 states, resulting in the six observed regions of suppression and enhancement of the

echo. An identical argument may be made for the results of 75As. The signal from the Sb donors

in the sample was extremely weak, so they do not form part of this investigation.

Another feature to note in Fig. 5.14 is that oscillations may be observed in the Hahn echo

traces as the wavelength of the probe laser is increased. This may be explained as these scans

take several hours to capture, and the magnetic field strength B0 was found to drift on the order

of mG over this time period. ESR transitions are extremely narrow in 28Si and therefore a result

of this small drift in the magnetic field strength over time is that the transition moves slightly

off resonance with the drive frequency of the ESR spectrometer. By equations 2.100 and 2.101,

this results in oscillations in the recorded Hahn echo traces, which can be observed to increase

in frequency as the wavelength is increased (which is the direction of the scan in time).

To combat this drift, we integrate each Hahn echo trace in a narrow window, ∼ 1 µs wide,

which is centred on the echo. The narrowness of this window ensures that the oscillations due

to B0 drift, which have a time period of ∼ 20 µs at their most severe, have a negigible effect on

the magnitude of the echo inside the window. Below in Fig. 5.16, we plot four different traces

showing the integrated echo signal as a function of probe laser wavelength, while systematically

increasing the strain applied to the silicon crystal.
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Figure 5.16: 31P Hahn echo traces integrated in a 1 µs window as a function
of probe laser wavelength. Four different traces are shown with increasing
strain applied. Traces taken with θ = 90◦.

We then repeat this procedure for a number of different magnetic field orientations for

both 31P and 75As. See Section 5.2.2 for the full datasets.

Several effects may be observed. First, the positions of the D0X transitions in wavelength

(energy) space are shifted as a result of the application of strain. As discussed in Section 2.6,

we expect to observe strain-induced shifts to the D0X transition energies as a result of shifts to

the donor ground state energy via valley repopulation as well as shifts to the hole energy via the

valence band energy. To quantitatively interpret these results, we first fit a series of six Voigt

profiles to each trace to extract the central position of each peak as a function of strain and

magnetic field orientation. A pair of example fits may be seen below in Fig. 5.17
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Figure 5.17: 31P integrated echo traces shown superimposed with 6× Voigt
profile fit peaks. Traces taken with θ = 90◦.

Next, we solve the Hamiltonians described in Section 2.6 to calculate how we expect each

transition to shift as a function of strain. In Fig. 5.18 below, this is plotted for the case of 31P

with B0 || [011] (i.e. θ = 90 as defined in Fig. 5.11).
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Figure 5.18: Simulated D0X transition energies as a function of strain for
31P and with θ = 90◦. Limitations of the plastic rod strain mount confine
our investigation to the red highlighted region where the transition energies
are highly mixed. The “Forbidden” transitions are indicated by dashed lines.

An unfortunate limitation of the plastic rod strain mount is that we are only able to

investigate strains in approximately the red highlighted region above. As can be seen, this

confines us to a regime where the transition energies mix, forming a complex structure of crossings

and anticrossings. Despite this, relatively good agreement between the theoretical predictions

and the measured peak positions may is achieved in most cases, as can be seen below in Fig.

5.19. A full comparison between the measured and simulated transition energies for all magnetic

field orientations for 31P and 75As may be seen below in Sec 5.2.2. For both 31P and 75As it

appears that by a significant margin worst agreement is at 0◦. This may indicate some issue with

the combination of the strain mount and the sample at this orientation - perhaps the surfaces

of each interact in a way that causes significant inhomogeneous strain at this orientation.
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Figure 5.19: Simulated D0X transition energies for 31P and θ = 90◦ su-
perimposed with the central positions of the Voigt fits of the experimental
traces. Relatively good agreement is achieved.

The nature of the mixing observed in the strain regime we are able to investigate makes it

difficult to make a definitive quantitative statement about the validity of the simulation model

discussed in Section 2.6. However, the measured shifts appear in the vast majority of cases to

be within a factor of two or better of the predictions. A future experiment able to access the

linear regimes beyond ∼ |ε||| > 2× 10−5 would be well placed to come to a definitive conclusion

about this simulation model.

Most concerningly for the prospects of using D0X as a method of single-donor spin readout,

the amplitudes of the transition peaks are severely diminished by the strain. First, we may

consider the magnitude of the hyperpolarisation generated in the unstrained case. At T = 4.5 K

and B0 = 3457 G, thermal equilibrium polarisation is ∼ 5%. This 5% represents the amplitude

of the echo observed in all cases when the D0X laser is off-resonance. Consider the traces in

Fig. 5.16, where the off-resonant integrated echo amplitude is approximately 2.2 a.u. We may

then estimate the resonant hyperpolarisation by looking at the maximum height of one of the

resonance peaks of ∼ 6.7 a.u. The maximum hyperpolarisation achieved is therefore 6.7/2.2 ·5%

≈ 15%. This is in stark contrast to the measurements of Lo, ..., Mansir et al., which have
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reported hyperpolarisation close to 100%. One possible reason for this may be that the plastic

of the sample mount occludes the laser, meaning only a subset of the donors in the sample are

hyperpolarised, as seen below in Fig. 5.20.

PEEK

PEEK

Sample Laser spot

Figure 5.20: Occlusion of the sample to the laser spot by the plastic strain
mount.

In addition, in order to take a nominally unstrained measurement, the upper rod must be

lifted slightly and fixed in place. This would reduce the occlusion between the unstrained and

first strained measurement which would lead to increased hyperpolarisaion in the unstrained case.

However, this cannot explain further reduction of the D0X signal with increasing strain.

It therefore remains plausible that some mechanism causes strain to significantly reduce

the transition probability of D0X. Further investigation into the possible origin of this effect is

warranted, as the strains under investigation here are relatively small in the order of 10−6, while

in nanoscale devices strains in the order of 10−4 are routinely generated.
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5.2.2 Full experimental dataset
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Figure 5.21: Full integrated echo dataset for 31P.
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Figure 5.22: Full dataset of simulated strain-induced shifts vs. measured
shifts for 31P.
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Figure 5.23: Full integrated echo dataset for 75As.
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Figure 5.24: Full dataset of simulated strain-induced shifts vs. measured
shifts for 75As.

136



5.3 Strain and sensitivity in nanoscale devices

As demonstrated in the above section, the presence of strain at the donor site has a number of

deleterious effects for the formation and detection of D0X. A scalable quantum computer based

on donors requires the incorporation of single donors into micro- or nano-electronic devices. As

discussed in Section 2.6, strain unavoidably arises in such devices as they are typically operated

close to 0 K and are composed of a number of different materials with coefficients of thermal

expansion (CTE) that differ by up to two orders of magnitude. In Section 2.5, we proposed a

mechanism by which a single D0X might be detected by coupling the donor to the island of a

nearby single-electron transistor (SET).

SETs take a variety of forms with different device geometries. For the purposes of D0X

based spin read-out, there is therefore a clear incentive to optimise the geometry and donor

placement such that strain at the donor site is minimised as much as possible. This could simply

be achieved by placing the donor deep in the substrate, far from any material heterointerfaces

which are the origin of the strain. However, the SET must also have strong enough coupling

between the donor and island to detect a single D0 →D+ event as a result of a D0X transition.

This constraint motivates the placement of donors as close to the island as possible. Therefore,

for the purposes of selecting the optimal device geometry and donor placement for it is crucial

to make quantitative predictions to balance these two contradictory goals.

In this section, we present the results of finite element method (FEM) simulations whereby

we calculate spatially varying strain profiles as a result of CTE mismatch in a number of different

device geometries, and translate this into a shift in D0X transition energies as a function of

donor placement. As a benchmark for detectability, we use the tunable range of ∼ 1 nm of our

NKT Photonics KOHERAS fibre laser which has been used throughout this work to probe D0X

transitions. We contrast this with FEM simulations which calculate a measure of the strength

of the coupling between the donor and SET island as a function of donor placement for each

geometry. Using these results, we suggest a number of device geometries and donor implantation

positions which may prove fruitful in the search for the signature of a single D0X.

5.3.1 Simulation techniques

We use COMSOL Multiphysics [132] to simulate the strain distribution in our candidate SET

geometries. We construct 3D models of the devices within COMSOL, and apply the relevant ma-

terial parameters to each element. Silicon is modelled as an anisotropic crystalline material using

the stiffness matrix elements described in Section 2.6. Aluminium and silicon dioxide are mod-

elled as isotropic materials using built-in material parameters within COMSOL. Temperature-

dependent coefficients of thermal expansion from literature were used for silicon [81, 82, 83],

silicon dioxide [84] and aluminium [85]. For intrinsic strain within the silicon dioxide film, we

use a value of 300 MPa [87]. The temperature dependence of the CTEs is crucial, as other studies
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have frequently extrapolated the room temperature CTE down to ∼ 0 K. The total contraction

factor is the integral of the CTE over the cooling temperature range, and it can be seen below

in Fig. 5.25 that extrapolation of the room temperature value can lead to an overestimation of

the total contraction of the material by as much as a factor of 3.
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Figure 5.25: CTE of silicon between 0 and 300 K [82]. The total contraction
factor is the integral of the CTE over the cooling temperature range, so it can
be seen that extrapolating the room temperature value leads to a significant
overestimation of the total contraction.

To extract the strain distribution in the subtrate, we first simulate the fabrication of the

device, then simulate cooling to the operation temperature of 4.2 K. For devices with an SiO2

layer, we simulate the growth of a thermal oxide in a dry oxidation process at the growth

temperature of 900◦ C. The thermal strain in the substrate is assumed to be zero at the growth

temperature, and we then extract the strain as a result of cooling from the growth temperature

to room temperature. Aluminium electrodes are typically deposited at room temperature, so we

again assume thermal strain due to the Al/SiO2 interface is zero at this temperature. We then

simulate the cooling of the device to 4.2 K. After the simulated cooling, the six independent

components of the 3D spatially-varying strain tensor are exported. See Fig. 5.26 below for an

example of the six strain tensor components for the case of an aluminium-SET.
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Figure 5.26: The six independent components of the strain tensor induced
by CTE mismatch between an aluminium island and the silicon substrate in
an aluminium-SET.

Next, the strain tensor is used to solve the Hamiltonians discussed in Section 2.6, in order

to calculate a spatially-varying map of shifts to the D0X transition energies in the device. For

ease of presentation, we plot the average absolute shift of each of the 12 allowed transitions

∆ED0X . We plot this energy in terms of laser wavelength for ease of comparison with the

tunable range of our D0X probe laser.

As discussed in Section 2.7, sensitivity of an SET to a D0 →D+ event can be quantified

by a value ∆q/e [93], whereby:

∆q/e =
Cdonor-island

CΣisland
(5.9)

where C indicates capacitance [94]. This clearly requires a method of calculating the capacitances

between elements in the device, and to that end we perform simulations using the free software

package FastCap [133]. We construct a 3D model of the device geometry (see Figure. 5.27 for

an example) and apply appropriate dielectric constants to the various materials. FastCap then

calculates the Maxwell capacitance matrix [134], the elements of which are the capacitances

between each device element. The ∆q/e value can then be calculated from this matrix for a

given donor position in the substrate. Donors are modelled as a conducting cube of side length

2aB ≈ 5 nm where aB is the Bohr radius of a 31P donor in silicon [94]. By varying the position
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of the donor in relation to the SET island and repeating the simulation, we build a spatially

varying map of ∆q/e.

Figure 5.27: Gate defined MOS-SET model within FastCap. The donor
cube is hidden beneath the substrate surface.

We now present the results of the simulations. We begin with the gate defined MOS-SET

geometry first proposed by Angus et al. [19].
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5.3.2 Gate defined MOS-SET

Al Top Gate Al Barrier Gates

Al2O3insulating layer

BG1 BG2

TG
Source Drain

D0/D+

x

y

Island

30 nm

2DEG 
accumulation

SiO2

x

z D0/D+

n+ n+
z

y

D0/D+

Figure 5.28: Top, side and front view of the gate-defined MOS-SET.
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Figure 5.29: ∆ED0X and ∆q/e for a gate-defined MOS-SET as a func-
tion of donor implantation position. Data in the left figure is plotted on a
logarithmic colour scale.

In Figs. 5.28 & 5.29, we show the strain shifted ∆ED0X and ∆q distributions as a function of

donor position in the substrate. The data is plotted on a yz plane cut directly through the centre

of the island, highlighted by the orange box in the yz view of Figure 5.28. As can be seen in

Fig. 5.29, the strain induced energy shift is concentrated in the region approximately 50×50 nm
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directly beneath the top gate. This is to be expected; the thermal expansion coefficient of

aluminium is approximately 10× that of silicon, so the top gate will attempt to contract ≈10x

more when cooling to 4 K, generating significant stress forces in the substrate. There is also

another broad component of the strain induced energy shift spread throughout the substrate -

this is due to the SiO2 gate oxide which covers the entire surface of the silicon. The magnitude

of the SiO2 energy shift is much less than that of the top gate, since the oxide is only 10 nm

thick compared with the 40 nm thick top gate, and the thermal expansion coefficients of silicon

and SiO2 differ only by a factor of ≈2.

Now examining the ∆q/e sensitivity plot in Fig. 5.29, it can be seen that, as would be

expected, the device is more sensitive the closer the donor is implanted to the island. However,

comparing the ∆ED0X and ∆q/e calculations we can see that the region where the device is most

sensitive is also the region where the strain shift is maximised, with the device sensitivity falling

off quickly where the strain shift is minimised. This indicates that the gate-defined MOS-SET

is not the optimal geometry for single D0X detection.

5.3.3 Gate defined MOS-SET with oxide only under metal gates

One potential way to reduce strain throughout the substrate is to perform an etch of the SiO2

gate oxide layer using the aluminium gates as a mask, leaving oxide only directly beneath the

gates. This geometry can be seen below in Figure 5.30.
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Figure 5.30: Top, side and front view of the gate-defined MOS-SET with
oxide only underneath the gates. The orange plane again indicates the posi-
tion of the plotted distributions.
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Figure 5.31: ∆ED0X and ∆q/e for a gate-defined MOS-SET with oxide
only underneath the gates as a function of donor implantation position.

It can now be seen that with the removal of the oxide layer, the broad strain distribution

throughout the substrate disappears. We see now only the contribution due to the gate +

oxide stack. Compared with the previous geometry, the region where the strain shift is largest

is extended laterally but shrunk in the vertical direction. It can however be seen that the
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sensitivity distribution ∆q/e is not changed significantly by the removal of the oxide layer. As

such, the region of maximal sensitivity is still superposed with the region of maximal strain shift,

indicating that this may also not be the optimal geometry for single D0X detection.

5.3.4 MIMSET (Aluminium SET)

Another potential geometry is that of the Metal-Insulator-Metal-SET (MIMSET) or Aluminium

SET (Al-SET). In this case, instead of using a 2DEG isolated to a small region at the Si/SiO2

interface as the SET island, a nanoscale metallic island is used instead. If the island is small

enough, then quantisation of the energy levels inside means that the difference between energy

levels can become larger than the level linewidth, allowing Coulomb blockade behaviour to be

observed. In our proposed geometry, the island is a 30×30×100 nm aluminium cuboid deposited

directly onto the silicon substrate, also removing any potential SiO2 strain. In a real device,

the island would then be thermally oxidised to grow a thin (≈ 3 nm) thick insulating layer of

Al2O3, forming a semi-transparent tunnel barrier. Using a double-angle evaporation process,

two metallic leads which are isolated from each other are then deposited on top of the oxidised

island, forming source and drain leads.
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Figure 5.32: Top, side and front view of the Aluminium-SET or MIMSET.
The orange plane again indicates the position of the plotted distributions.
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Figure 5.33: ∆ED0X and ∆q/e for an Al-SET as a function of donor
implantation position. The white cross and surrounding ellipse indicate a
suitable donor implantation position with straggle precision demonstrated
by previous works.[18]

A unique aspect of this geometry is that the island is deposited directly onto the silicon.

Without the oxide layer to act as a “buffer zone” to the contraction of the aluminium, its effects

on the substrate are more pronounced. However, the lack of an oxide layer allows the strain

induced energy shift to decay close to 0 in regions > 75 nm from the island. In addition, as can

be seen in Figure 5.33, this geometry has high sensitivity in a much larger region than other

geometries, allowing a donor to be placed further away from the island in a region where strain

is minimised. The reason for this is twofold. Firstly, whereas an MOS-SET has two barrier gates

and a relatively large top gate, as well as regions of 2DEG accumulation which act as conducting

elements, the Al-SET geometry minimises the number and size of conducting elements. Recalling

that ∆q/e = Cdonor-island

CΣisland
, it can be seen that reducing the number and size of the conducting

elements reduces CΣisland while keeping Cdonor-island the same. As a result, ∆q/e is increased.

Secondly, the capacitance of a parallel plate capacitor is proportional to the relative permittivity

εr of the material inbetween the plates. As such it is expected that Cdonor-island is proportional

to εr times the thickness of the intervening material. For SiO2, εr = 3.9, whereas for silicon

εr = 11.7. As such, maintaining the same distance between the donor and island, we expect

the removal of an SiO2 layer to result in an increase in Cdonor-island and therefore an increase in

∆q/e.

The larger region of sensitivity also confers an additional advantage. Ideally, a single donor

would be deterministically implanted in a position optimally selected from these simulation

results. However, in terms of fabrication difficulty, it is simpler to use a uniformly bulk doped

wafer to fabricate devices on. In this case, the position of donors in the substrate is random, and

it is up to chance that a donor is positioned close to the ideal position. Having a larger sensitive

region increases the chance of this happening without having to increase the concentration of

bulk doping in the substrate. At higher concentrations, donor spins in the substrate interact
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with each other, causing decoherence through instantaneous diffusion and spin flip-flops[57], as

well as broadening of D0X transition linewidths. The ability to use a lower doping concentration

in an Al-SET is therefore advantageous.

At a nominal depth of 20 nm, ion implantation is able to place single 31P donors with a

lateral straggle of 8 nm and a longitudinal straggle of 11 nm[18]. A donor nominally implanted

at the positions indicated by the white crosses in Fig. 5.33 will have a straggle range indicated

by the white ellipse. Within this range, ∆ED0X varies by 7 − 10 pm, well within the ±500

pm tunable range of our lasers, while the sensitivity ∆q/e varies between 0.4− 0.5, beyond the

threshold to observe single D0X detection. Although the optimal position to implant a donor

is somewhat subjective, we suggest that a donor implanted here would be detectable. Recent

work[66] has also investigated the effects of nearby interfaces on D0X transition energies. It was

found that the transition energies are only significantly affected < 10 nm from an interface, so

a donor implanted at this position should be free from these effects.

5.3.5 Poly-Si gate defined MOS-SET

In the period of time between the late 1970’s and the 45 nm node, which began in approximately

2008, heavily doped polycrystalline silicon (poly-si) replaced aluminium as the gate material of

choice for commercial MOSFET production. Since the thermal expansion properties of poly-si

are very similar to that of silicon, we would expect a vastly reduced contribution to the strain

distribution due to the gate electrodes when compared with aluminium gates.
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Figure 5.34: Top, side and front view of the Poly-Si gate-defined MOS-SET.
The orange plane again indicates the position of the plotted distributions.
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Figure 5.35: ∆ED0X and ∆q/e for a gate-defined Poly-Si MOS-SET as a
function of donor implantation position. Note the difference in colour-axis
scale when comparing with other plots.

As expected, switching the gate material to Poly-silicon drastically reduces the contribution

of the gate to the strain distribution in the substrate. The strain seen in Figure 5.35 then

originates primarily from the SiO2 gate oxide layer. Note the difference in z-axis scale when

comparing with other plots. Directly beneath the gate, where the sensitivity δq/e is highest, the
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strain induced energy shift is ≈ 0.15 nm (see highlighted data point in Figure 5.35). The range

of our tunable lasers is approximately ±0.4 nm from the centre wavelength, so a shift of 0.15 nm

is manageable. At the highlighted point, the rate of change of the strain induced energy shift

∂(∆ED0X)/∂z ≈ 1 pm (laser wavelength) per nm (substrate depth) is also relatively small in

the most sensitive region when compared with other geometries. A 31P+ ion implantation at a

nominal depth of 20 nm would expect a standard deviation in final depth of 8 nm[18], resulting

in an uncertainty in laser wavelength of 8 pm, which is again very manageable. However,

unfortunately one major disadvantage of this geometry is that with the technology available

to us, fabricating poly-silicon gates is significantly more difficult than fabricating Aluminium

gates.

5.3.6 Fin-FET

Next we consider the FinFET, a relatively new type of transistor built on Silicon-On-Insulator

(SOI) technology. In our candidate geometry, based on that of a CMOS-compatible device

capable of being fabricated at an industrial foundry [135], a 30 nm thick layer of SOI is etched

away to form a 30 nm wide nanowire channel. This is then encapsulated in a 5 nm thick insulating

SiO2 + TiN/HfSiON high-κ gate stack, and a poly-si top gate is deposited on top. Conduction

between the heavily doped source and drain regions can then be controlled with the application

of a voltage to this gate. Donors are also present within the nanowire channel. It has recently

been shown that a double quantum dot system can be formed in the channel beneath the top

gate in ”corner states”, regions where the electric field is concentrated due to the geometry of

the system [135]. The ability to couple donors in the channel to this double quantum dot system

has recently been demonstrated by our research group [136].
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Figure 5.36: Top, side and front view of the FinFET. The orange box again
indicates the position of the plotted distribution.
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Figure 5.37: Strain induced ∆ED0X distribution for the channel of a Fin-
FET.

As can be seen in Figure 5.37, due to the wrap-around geometry of the top gate, the

channel of the FinFET experiences a significant and spatially inhomogeneous strain distribution,

resulting in ∆ED0X shifts as large as 50 nm in wavelength space. This would make searching

for a feature with a lifetime limited linewidth of 10 fm prohibitively time consuming, and as

such renders FinFETs unsuitable for D0X experiments. The results of attempts to measure the

signature of a D0X in a FinFET are presented in Section 6.2, and indeed they were unsuccessful.

On the other hand, again due to the wrap-around geometry of the top gate, capacitive coupling

between the top gate and the corner state quantum dots is strong, with α = Cdot-gate/CΣdot
=

0.92 having been reported [135], resulting in an extremely high charge sensitivity of 37 µe/
√
Hz

in the device. It might therefore also then be expected that such a system would be sensitive to

single D0X events if the transitions could be located.
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5.3.7 Bottom-gated InAs Nanowires

Next, we consider an SET device geometry designed specifically to generate as little strain in

the substrate as possible, that of bottom-gated InAs nanowires. The geometry of the device can

be seen below in Fig. 5.38.

InAs NanowireSource Drain
Quantum Dot

1 μm

D0/D+

Al Barrier Gates

Figure 5.38: Schematic side view of InAs nanowire device. The device
operation is discussed in detail in Section 6.3.

Section 6.3 contains a full discussion of the functionality of the device as well as the

presentation of experimental measurements so we will only briefly cover the key points here.

An InAs nanowire on top of a silicon substrate acts as a conductive channel. Crucially, the

nanowire is not chemically bonded to the substrate, so in principle should not generate any

strain in the silicon upon cooling to 4.2 K. In order to act as an SET, a quantum dot is created

in the centre of the nanowire via the application of a voltage to two aluminium barrier gates

which are deposited directly onto the silicon surface. These barrier gates are ∼ 100 nm wide and

are spaced ∼ 1µm apart. The results of ∆ED0X strain simulations of such a device are shown

below in Fig. 5.39.
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Figure 5.39: Strain-induced shifts ∆ED0X in the silicon substrate as a
result of the barrier gates in an InAs nanowire SET.6.3.

As can be seen, the simulations reveal a large area between the barrier gates where the

strain is such that any transition energy shifts are well within the tunable range of our laser.

The size of this region is a distinct advantage for this geometry, as it reduces the constraint

placed upon the accuracy of the donor position to an extent that a bulk doped substrate may

be used rather than requiring semi-deterministic ion implantation. For example, a substrate

doped with ∼ 1015 donors cm−3 has the donors spaced ∼ 100 nm apart. Statistically then such

a device fabricated on this substrate may have several viable donors within sensitivity range of

the quantum dot.

5.3.8 Nano-capacitor

Finally, in Section 6.1, we present the results of attempts to measure D0X in “nano-capacitor”

devices. Such a device does not behave as an SET, and we refer to said Section for a detailed

discussion of the geometry and operating principles. Crucially however, strain still arises in the

device and may play a role in their lack of success in detecting D0X. Below in Fig. 5.40, a

schematic side view of the device geometry may be seen.
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Figure 5.40: Schematic side view of capacitive devices. The structure and
operating principles of the device are described in Section 6.1.

Below in Fig. 5.41, the results of ∆ED0X strain simulations for this geometry can be seen.

While the presence of aluminium gates relatively nearby generates a spatially inhomogeneous

strain in the active region of the device, strikingly, there appears to be a subset of this region

beyond a depth of ∼ 50 nm where a D0X could be detectable. These results indicate that,

while strain in this geometry may play a part in the lack of success in detection of D0X, another

factor such as sample temperature may be the fundamental issue. See Section 6.1 for further

discussion.
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Figure 5.41: Strain-induced shifts ∆ED0X in the active region of the silicon
substrate as a result of the gates in a nano-capacitor device.
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5.3.9 Conclusions

Considering the results of the simulations, three candidate geometries stand out: the back-gated

InAs nanowire, the aluminium-SET, and the poly-silicon gate defined MOS-SET. However, the

poly-Si-SET comes with the significant disadvantage of difficulty of fabrication. In addition, the

Al-SET would require to state-of-the-art positioning of the donor via ion implantation in order

to function optimally. Back-gated InAs nanowires have a relatively simple device geometry,

contributing to ease of fabrication, with the additional advantage of being able to use a bulk

doped substrate rather than ion implantation. For these reasons, out of the devices considered

above, we conclude that the back-gated InAs nanowire is the optimal geometry. As such, in

Section 6.3, we present results of attempts to measure the signature of a single D0X in such

devices.

5.4 Experimental verification of simulation technique

It is reasonable to ask whether such a macroscopic simulation technique produces realistic results

when applied to a domain which borders on atomistic length scales. Combining the simulation

technique developed in Section 5.3.1 with the linear strain-hyperfine coupling results presented

in Chapter 4, my colleague Dr. Jarryd Pla was able to verify the validity of the technique by

making a quantitative comparison between simulated & experimentally measured ESR spectra

of 209Bi donors in the presence of strain induced by a micron-scale superconducting resonator

patterned onto the silicon surface [112].

The device is depicted below in Fig. 5.42[A]. The substrate is a 700 nm thick epilayer of

isotopically purified 28Si grown on a 350 µm thick natural silicon wafer. The epilayer is implanted

with 209Bi donors, with the resultant doping profile shown in Fig. 5.42[B]. An aluminium lumped-

element LC superconducting resonator was patterned onto the epilayer surface.
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[A] [B]

Figure 5.42: Reproduced from [112]. [A] device geometry showing super-
conducting resonator patterned onto silicon surface along with region of 209Bi
doping in red. [B] 209Bi doping profile as a function of depth.

Fig. 5.43[A] shows components of the spatially varying strain tensor as a result of the

presence of the resonator, calculated using the technique described in Section 5.3.1. Combined

with the linear hyperfine-strain coupling results of Chapter 4, it was possible to transform the

spatially varying strain tensor into a spatially varying shift in the hyperfine coupling strength

∆A, as seen in Fig. 5.43[B].
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Figure 5.43: Reproduced from [112]. [A] Finite-element calculations of the
components of the spatially-varying strain tensor due to the presence of the
aluminium resonator on the silicon surface, simulated using the technique
described in Section 5.3.1. [B] Spatially-varying shift in the hyperfine cou-
pling strength ∆A, transformed from the strain tensor using the results of
Chapter 4.

The resonator is coupled via free space to a nearby antenna. By the application of an ap-

propriately tuned AC voltage through this antenna, the resonator may generate an AC magnetic

field B1 in the sample, and may therefore be used to drive and detect spin resonance of the 209Bi

donors in the device. Additional COMSOL finite-element simulations were performed in order

to extract the spatially varying magnetic field strength B1 profile in the substrate. Overall,

combining these B1 simulations, the hyperfine coupling shift simulations seen in Fig. 5.43[B],

and the doping profile seen in Fig. 5.42[B], it was possible to make quantitative predictions of

ESR spectra of the donors in the device in the form of an echo-detected B0 field sweep. These

simulated predictions can be seen below in Fig. 5.44[A], and are contrasted with measurements

from a real device, seen in Fig. 5.44[B]. A remarkable agreement between the simulated and

experimental data can be observed, with the simulations accurately predicting peak positions

as well as observed features such as peak splittings and peak height asymmetries. The model
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also correctly accounts for the orientation of the B0 field, as seen in the red and blue traces.

This agreement is achieved without any free parameters in the model, providing a powerful ver-

ification of the validity of the simulation results shown in this Chapter, as well as the results of

Chapter 4.

[A]

[B]

Figure 5.44: Reproduced from [112]. [A] Simulated echo-detected field
sweep for the device depicted in Fig. 5.42. [B] Measured echo-detected
field sweep of a real device as depicted in Fig. 5.42. There is a remarkable
agreement between the simulated and measured spectra.
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Chapter 6

Results: Towards single donor

spin readout via donor-bound

exciton transitions

In the preceding Chapters, we have discussed the utility of donor-bound excitons as a mechanism

for spin readout in donors, and have presented results of measurements of macroscopic ensembles

of donor-bound excitons in bulk silicon crystals.

However, a scalable quantum computer based on donors requires the incorporation of single

donors into micro- or nano-electronic devices. Therefore, in order to realise the full potential of

D0X transitions as a read-out mechanism, it is crucial to move beyond ensemble averaging and

demonstrate the ability to detect D0X in the single or few donor regime. This demonstration has

so far remained elusive. In Section 2.5, we proposed a mechanism by which a single D0X might

be detected by coupling the donor to the island of a nearby single-electron transistor.

Therefore in this Chapter, we present the results of attempts to measure the signature of

single D0X in a variety of nanoelectronic devices. The principles of these experiments have been

informed by the results of the bulk measurements seen in Section 5.1. We begin in Section 6.1

with results from measurements of “nano-capacitor” devices.

6.1 RF reflectometry of nano-capacitor devices

The devices discussed in this section were fabricated by Dr. M. Fernando Gonzalez-Zalba at

Hitachi Cambridge.
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6.1.1 Device overview

The measurements discussed in this section are designed to replicate the principles of the capac-

itive parallel plate measurements performed on bulk crystals as discussed in Section 5.1, but in

the few-donor regime. The layout of these devices is as follows (see Figures 6.1 and 6.2). An

Ohmic contact is deposited above a heavily doped n+ region, and this contact is connected to

ground. A 30 nm thick aluminium gate, which we call the 2DEG gate, is deposited in close

proximity to the n+ region, on top of a nominally 10 nm thick layer of insulating SiO2 (which

covers the rest of the active device region). Bias applied to this gate causes 2DEG accumulation

at the Si/SiO2 interface directly beneath. This 2DEG system is analagous to one “plate” of a

capacitor. The other plate is formed by another gate, which we call the dopant gate, which is

separated from the 2DEG gate by a gap of ∼ 100 nm. The natSi substrate is uniformly doped

with Arsenic with a concentration ∼ 1016 cm-3. As a result, we expect statistically ∼ 10 donors

in the “active region” which we define as a 100 × 100 × 100 nm cube between the dopant gate

and the 2DEG gate. A side gate is also present, allowing for additional control of the local

electrostatic environment.

Figure 6.1: Top view SEM images of active region of nano-capacitive de-
vices.
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Figure 6.2: Schematic side view of capacitive devices. The structure of the
device is described in the above passage.

To measure changes in capacitance in the sample, we used a homodyne detection technique

known as RF reflectometry, first proposed by Schoelkopf et al. [137] in 1998. In their experiment,

they describe the operation of an “RF-SET”, which functions as follows. A surface mount

inductor is placed between the source pad of an SET and the centre pin of a coaxial cable. The

inductor, with an inductance of 27 nH, in series with the parasitic capacitance of the source pad

to ground Cpad ≈ 0.33 pF, forms a resonant circuit with frequency f0 = 1/2π
√
LCpad = 1.7

GHz. The resonant circuit is then driven at this frequency with a low power “carrier” signal. Due

to the impedance mismatch of the resonant circuit combined with the SET, and the 50 Ω coaxial

cable, some of the signal is reflected from the sample. This reflected signal is rectified, amplified,

then the signal power is measured. When the SET is in a blockaded state, its resistance is

high, contributing to the reflection of the signal. When the gate voltage is set such that the

SET is in a conductive state, some of the RF power is dissipated within the device, reducing

the power of the reflected signal. The resistance of the SET (even in the conductive state,

where Rmin ≈ 200 kΩ) is much larger than that of the 50 Ω RF transmission line. As such,

the difference in the reflection coefficient between the blockaded state and the conductive state

of the SET, calculated by R = (Z − Z0)/(Z + Z0) is small (approximately 1 part in 103). The

resonant circuit serves to transform the impedance of the transmission line upwards, therefore

increasing the change in reflected signal power by a factor of 40 between the blockaded and

conductive states [137]. As such, when measuring the reflected signal power as a function of

the SET gate voltage, the characteristic periodic Coulomb blockade oscillations were observed.

They demonstrated the ability to perform measurements on the device at a frequency in the

order of 100 MHz with a charge sensitivity of 5.2 × 10−5 e/
√
Hz, showing that reflectometry

is an extremely sensitive technique for measuring the complex impedance of a load at high

speed.
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6.1.2 Reflectometry measurements at 4 K

In the following experiment, we use a measurement scheme based on similar principles. Rather

than form a resonant circuit with the parasitic capacitance of the source terminal of a conductive

device, we instead perform “gate-based” reflectometry. This relatively new technique has lead to

advances in the design of silicon quantum dot devices, allowing the gates used to electrostatically

define quantum dots to be used simultaneously for readout, instead of requiring a separate

readout gate such as a quantum point contact (QPC) [135, 138, 139]. Here, we form a resonant

circuit with a non-conductive device gate which is capacitive by design. We then attempt to

measure changes to its capacitance due to D0X generation in the active region directly. In

addition, instead of measuring just the rectified power of the reflected signal, we compare the

input signal with the reflected signal using an IQ demodulator (see Section 2.3.8), allowing

us to measure changes to both phase and power in the reflected signal. This enables us to

distinguish between dispersive and dissipative effects in the sample, which correspond to phase

and amplitude respectively [135].

The measurement scheme is as follows. A resonant circuit is formed with an inductor of

value L and the capacitance of the sample Csample, with frequency ω0 = 1/
√
LCsample. This

is achieved by connecting the RF line to the dopant gate of the device. The resonant circuit

is then driven at ω0, and the reflected signal is monitored. The sample is then illuminated

with tunable laser light. As the wavelength of the tunable laser is swept, the laser will come on-

resonance with the D0X transitions of the D0 in the active region of the device, generating ionised

donors and free carriers. In principle, these decay products of the D0X processes should modify

the capacitance of the sample, resulting in a new resonant frequency ω1 = 1/
√
LCsample D0X.

Since the circuit is still driven at ω0, it is no longer on-resonance while in this state, and

as such a change in the reflected signal power and/or phase should be observed (see Figure

6.3). There are several possible physical explanations for why this change in capacitance could

occur. The attractive potential of the ionised donors should distort the shape of the 2DEG,

pulling it closer to the dopant gate. It is also known [140] that the relative permittivity of a

material is dependent the density of free carriers; generation of free electrons via D0X processes

should therefore modify the capacitance. The presence of ionised donors in the active region

also modifies the mobility of those free carriers via ionised impurity scattering [141, 142], and

therefore the conductivity of the silicon in that region. The work of Ross [96] demonstrated that

the resonant D0X features observed in parallel plate capacitance measurements of bulk samples

arise from changes in the bulk sample conductivity. Therefore we may expect the same principles

to apply in the nanoscale. Unfortunately, explicit calculations of all of these effects in the single

donor regime are challenging, and may require geometry-dependent atomistic simulations, which

are beyond the scope of this work.
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Figure 6.3: Proposed reflectometry D0X detection scheme. In principle, the
presence of D0X decay products in the active region changes the capacitance
of the device, changing the resonance frequency of the tank circuit from ω0

to ω1. This manifests as a change in the power of the reflected signal when
driving at ω0.

The experimental setup will now be described. The sample PCB can be seen in Figure 6.4.

The capacitive sample is placed in series with an SMT inductor with inductance 390nH, forming

a resonant circuit. An on-chip bias tee, formed of a 100 pF SMT capacitor on the RF arm and

a 470nH inductor in series with a 1kΩ resistor on the DC arm, allows RF power and DC bias

to be connected to the dopant gate on the sample. Another identical bias tee on the opposite

side forms a path to ground. The DC arm on this side can be grounded, or alternatively it is

possible to measure DC current through the device in order to check for possible gate leakage

across the sample, for example due to ESD damage.
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Figure 6.4: Reflectometry PCB design.

In order to perform the measurements, the sample must be cooled to cryogenic tempera-

tures and connected to the reflectometry measurement apparatus. To achieve this, I built a probe

designed to fit inside an Oxford Instruments CF935 optical flow cryostat, enabling us to perform

RF reflectometry at 4 K with optical access to the sample. The apparatus, seen schematically

in Figure 6.5 is as follows. An RF signal, at ω0 ≈ 330 MHz and +5 dBm is generated by a

Hittite HMC-T2220 source, then split into two paths by a Minicircuits ZEDC-2B-15+ 15 dB

directional coupler. The output of the transmitted port forms the local oscillator (LO) signal

to a Polyphase Microwave AD0105B IQ demodulator. The drive signal power is chosen to be

+5 dBm as the IQ demodulator performance is optimised at this level. The −15 dB coupled

port output is routed to the sample via SMA connectorised semi-rigid coaxial cable. Along this

path, the signal is attenuated by 20 dB at room temperature, then another 20 dB inside the

cryostat at 4 K, then sent to the coupled port of another 15 dB directional coupler. After this

stage, the signal is band-passed by a 500 MHz low-pass filter and a 145 MHz high-pass filter in

series, then routed onto the sample PCB via an SMP connector. The signal reflected from the

sample passes back through the directional coupler and is amplified by 35 dB at 4 K by a Caltech

CITLF1 cryogenic low noise amplifier. At room temperature the signal is amplified by 40 dB by

a Minicircuits ZRL-700+ low noise amplifier, then sent to the IQ demodulator where it forms

the input signal. This results in an input signal power of +5 dB, accounting for ∼ 5 dB of loss

due to connectors and cabling, again optimising the IQ demodulator performance. Finally, the I

and Q outputs of the demodulator are read out by an Agilent MSO-X 3104A oscilloscope.

163



40 dB 
amp

40 dB 
cryogenic

amp

Osc
I

Q

20 dB 
att.

20 dB 
att.

15 dB directional 
coupler

15 dB 
directional 
coupler

HPF

LPF

RF in

MW in

V2DEG

L

Stripline
Csample

VDopant

DC in

4.2 K

Cryostat 
flange

IQ 
demodulator

300 K

PCB

Figure 6.5: Schematic diagram of 4 K reflectometry setup. The operation
of this system is described in the above passage.
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Inside a flow cryostat there is a temperature gradient, with the coolest temperatures at the

bottom, and an increasing temperature towards the top, finally reaching the flange cap which is

exposed to the room temperature atmosphere on its top side. For the purposes of minimising

noise and maximising sensitivity, it is advantageous for the cryogenic amplifier to be at the

lowest temperature possible. For this reason, the bottom half of the probe structural frame is

constructed from oxygen-free copper, including a plate which the cryogenic amplifier is screwed

on to. As a result the cryogenic amplifier is thermalised with the bottom of the probe, where

it is cooler. The top flange plate, which is at room temperature, is thermally isolated from the

copper structure with two rods made from PEEK, an engineering plastic which is an excellent

thermal insulator.

We begin by locating the resonant frequency of the tank circuit since the capacitance of

the sample is geometry dependent and thus unknown to begin with. This is achieved by cooling

to 4 K then connecting the reflectometry circuit to an Agilent 8722D vector network analyser.

We measure the S21 transmitted power and phase across a frequency range 100 - 500 MHz. The

results of these measurements can be seen in Figure 6.6. A dip in the reflected power and a kink

in the phase response can be observed at 356 MHz. Using the known value of the inductance

390 nH, we can thus extract Csample ≈ 0.5 pF. Since 0.5 pF � 100 pF, the bias tee capacitances

can be neglected as they are in series configuration. The sharp feature at 145 MHz is likely

an artifact of the high pass filter, and the broad oscillations are most likely caused by standing

wave interference due to reflections from SMA connection interfaces in the probe. The FWHM

of the resonant dip, measured to be 13 MHz, gives an estimate of the Q factor of the circuit of

27.
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Figure 6.6: Characterising the dip in reflected signal power and kink in
reflected signal phase due to the LC resonant circuit. This feature can be
seen at f=356 MHz.
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We then perform a measurement to find the optimal point to bias the 2DEG gate. The

voltage must be sufficiently high to induce an inversion layer beneath the gate. To do this, we

sweep V2DEG and monitor the reflectometry outputs. See Fig. 6.7 for the results of such a

sweep. We attribute the shape of the feature in this sweep to the formation of a 2DEG beneath

the gate. We hypothesise that the formation of the 2DEG shifts the resonant frequency of the

LC circuit such that it passes through the drive frequency ω0, hence the observed dip. The flat

response above ∼ 2 V may be explained as once the 2DEG has formed, additional bias in this

regime may not induce any further states at the Si/SiO2 interface. We select a point just into

the flat region at V2DEG = 2.5 V as the optimal bias point. Since the response is flat at this

point, any noise in this gate voltage should not have a significant effect.
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Figure 6.7: Locating the optimal bias point for V2DEG

To illuminate the sample with laser light, we used an NKT Photonics KOHERAS fibre

laser, with a tunable range of approximately 1 nm, centred around the position of D0X transitions

measured in bulk at 1078.845 nm. The lifetime of an arsenic-bound exciton has been measured

by Schmid [68] as 183 ns; this results in a lifetime limited linewidth, calculated by ∆E = h/2∆t

of 2 neV, or in wavelength space ∼ 10 fm. To locate such a narrow transition requires extremely

fine control over the wavelength of the laser. Our fibre laser is typically tuned thermally, however

we found this method to be insufficiently precise. Instead, we used piezoelectric tuning, allowing

for extremely precise control of the wavelength by the application of a DC bias to a BNC port

on the laser control box.

The response of the IQ demodulated output signal in the device to a 100 ms pulse of
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off-resonant ∼ 1078 nm laser light can be seen below in Fig. 6.8.
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Figure 6.8: Transient observed in IQ demodulated output signal during a
pulse of 30 mW off-resonant 1078 nm laser illuimination.

As discussed in Section 5.1, it is possible to detect the Auger electron decay products of

resonant D0X generation in bulk samples via contactless capacitive photoconductive detection.

The time-resolved photoconductive signal during a pulse of resonant laser light has been mea-

sured by Steger et al. [72] and their results show a that transient in the signal may be observed

on a timescale on the order of tens of ms. The amplitude of this transient is proportional to

the population of the D0 state being resonantly excited. In addition, it is known [143] that

off-resonant (but below bandgap) excitation may generate free electrons via the direct ionisation

of neutral donors.

Measurements published in Lo, ..., Mansir et al. [69] demonstrated that resonant excitation

again caused a transient on the order of tens of ms in the echo intensity of the ESR transition

containing the D0 state being resonantly excited. This is expected as the hyperpolarisation

induced by the resonant excitation gives rise to a population difference between the |mS〉 = ± 1
2

states, which is detectable via ESR.

Conversely, the results showed showed that off-resonant illumination had no effect on the

time-resolved echo intensity of a given ESR transition. This may also be expected, as off-resonant

direct donor ionisation is not be spin selective and therefore does not drive any polarisation

difference. However, this does not preclude the possibility that the free carriers generated by

off-resonant ionisation may be detected via capacitive photoconductive methods.
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We therefore hypothesise that the transient seen in Fig. 6.8 arises from off-resonant ion-

isation. If the laser were to be tuned on resonance, then an additional free-carrier generating

process would take place, and we may expect the amplitude of the transient to increase and/or

the timescale to be reduced. Indeed Ross [96] measured a factor of 4-8 difference in bulk doped

sample conductivity with the incident laser off- vs on-resonance, and we may therefore expect

this to manifest as a modification in the transient amplitude and timescale. The experimental

protocol is then as follows.

To initialise, we set V2DEG=2.5 V, then using piezo control, we set the 1078 nm probe

laser to its starting wavelength. We then begin a cycle which is repeated n times to form an

average at each piezo step, with n ranging from 1 to 100. To reset the system and reneutralise

any D+ at the start of each cycle, we initially applied a 50 ms pulse of above-bandgap 1047 nm

laser illumination. However, it was found that the signal-to-noise ratio of the resulting transient

was extremely weak using this laser reneutralisation. Instead, we switched to a method of

reneutralisation using the bias on the dopant gate, and recovered the transient SNR seen in Fig.

6.8. We then waited 100 ms for the system to settle, then applied a 100 ms pulse of 30 mW

1078 nm probe laser light. We integrated the transients in the IQ demodulated outputs over this

100 ms window, then waited 100 ms for the system to settle before repeating the cycle again.

After n steps, we stepped the piezo voltage to shift the laser wavelength to the next step. If the

laser became resonant with a D0X transition, any enhancement of the transient would manifest

as a feature in the integrated IQ demodulator outputs as a function of wavelength.
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Figure 6.9: Final measurement protocol.

Using this protocol, we performed high resolution scans searching for the signature of
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D0X transitions. Unfortunately, despite some promising leads, we were unable to locate any

reproducible features within the ≈ 1 nm range of our tunable laser.

There are a number of possible explanations for why we did not observe any signal. First,

it could be that this technique is simply not sensitive enough to detect changes in capacitance

due to single donor effects. However, as discussed previously, without performing atomistic

simulations it is difficult to predict exactly how much of a change in capacitance we expect. It

may also be that the transient protocol based on bulk ensemble measurements does not apply

in the single donor regime.

Similarly, it may be that the relatively high temperatures of liquid helium also make it

challenging to detect the effects of single donors. The next Section describes measurements of

the same devices in a dilution fridge at temperatures two orders of magnitude lower than liquid

helium.

Additionally, As discussed in Sections 2.6 & 5.3, strain unavoidably arises in the substrate

when fabricating devices from different materials, and D0X transition energies are extremely

sensitive to these changes. The fibre laser used to excite D0X transitions has a tunable range

of approximately 1 nm in wavelength space, and as seen in Fig. 5.41, this strain could shift the

D0X transition energies of donors in the active region out of this range.

Another critical factor may be the presence of electric fields. It has recently been shown

through a theoretical calculation by Rahman et al. [66] that electric fields can significantly

affect D0X transition energies. This may indicate that capacitive-type samples are not ideal for

these measurements, since there will be strong electric fields present between the ”plates” where

the device is most sensitive. This provides an incentive to move to an SET-based detection

scheme.

It could also be that parasitic capacitances in parallel with the device capacitance are large

enough to dominate the capacitance of the device, and as such any changes in the sample would

not be detected by reflectometry. However, the ability to observe off-resonant D0X transients as

seen in Figure 6.8 would seem to discount this explanation.

6.1.3 All-electrical reflectometry measurements at 50 mK

Dilution refrigerators are able to operate at temperatures below 50 mK, offering a two order of

magnitude temperature reduction over experiments performed in a liquid helium flow cryostat.

To that end, we installed an RF reflectometry setup into an Oxford Instruments Triton 200

dilution fridge [136]. Optical access to the dilution fridge was not available at the time of

measurement (see Section 4.1), so we could not perform D0X experiments. Instead, we attempted

measure the signature of single donor behaviour in the same nano-capacitor devices as in the

previous section purely electrically.
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Schematically, the experimental setup is almost identical to that of the 4 K reflectometry

probe seen in Figure 6.5; the main difference is that to thermalise appropriately, the cryogenic

attenuation of the RF input line is split between 10 dB each on the 70 K and 4 K plates in the

dilution fridge, rather than a single 20 dB attenuator as in the 4 K probe.

The sample was mounted while the fridge was at room temperature, then cooled to a base

temperature of 37 mK. For the device measured here, the device was unresponsive to bias applied

to the side gate, possibly due to a broken bond wire. We began by setting a fixed bias of 2.5 V on

the 2DEG gate in order to form an inversion layer. We then explored the gate-space by applying

a quasi-DC (7 Hz) triangle wave to sweep the dopant gate bias while simultaneously measuring

the reflectometry output. While performing this procedure, a series of peaks, uniformly spaced

in dopant gate voltage, could be observed in the single shot output of the IQ demodulator, as can

be seen below in Figure 6.10. As can be seen, the signal is observed most strongly in the phase

output of the IQ demodulator, indicating that this is a predominantly dispersive effect.
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Figure 6.10: A series of uniformly spaced peaks were observed when sweep-
ing the dopant gate DC bias.

To explain these results, we hypothesise that an unintentional quantum dot was formed

somewhere in the device near the Si/SiO2 interface. The most likely explanation for the origin

of this dot is strain; Thorbeck & Zimmerman [144] have shown that it is possible for aluminium

gates to form strain induced quantum dots in the silicon substrate beneath them, and this

confinement has been demonstrated in a real device [145]. We hypothesise that the dopant gate

is capacitively coupled to the dot and as such is able to modify its energy levels through the

application of a voltage, in a similar manner to that of an SET gate. Modifying the dopant gate
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voltage thus allows electrons to tunnel from a reservoir (likely the 2DEG induced by the 2DEG

gate) into the dot at some tunnel rate Γ. The spacing between the events ∆Vg ≈ 10 mV is

uniform regardless of how many events were observed. From this, we can calculate the gate-dot

capacitance Cg = e/∆Vg = 16 aF.

E
F

Γ
VDopant Gate

2DEG

Figure 6.11: We hypothesise that the observed oscillations are due to elec-
trons tunneling from the 2DEG into an unintentional quantum dot. The
energy levels of the quantum dot are controlled by the dopant gate bias.

In Figure 6.12 below, the results of applying sawtooth waves with two different amplitudes

to the dopant gate bias can be seen. First, we observe that there is a threshold amplitude

for the sawtooth wave of ≈ 80 mV peak-to-peak that must be exceeded before the first event

is observed. It is notable that the threshold voltage is significantly greater than the spacing

between subsequent events of 10 mV. Potential explanations for this will be discussed shortly.

Supporting our quantum dot hypothesis is the fact that the tunnelling events are correlated.

Consider the situation in Fig. 6.12[A], where we set the amplitude of the sawtooth voltage ramp

just above the threshold required to observe the first peak. In this case, a peak is also be

observed just after the sawtooth drops to its lowest voltage. Conversely, if the amplitude of

the bias voltage ramp is not above the threshold to observe a peak, as seen in Fig. 6.12[B],

then no peak is observed after the sawtooth drop. We attribute this correlation of events to the

tunnelling of single electrons into the first unoccupied level in the quantum dot; if no electrons

tunnel onto this level, then no electrons can tunnel off when the ramp voltage drops to its lowest

value. We plot only the IQ demodulated phase signal for clarity.
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Figure 6.12: Correlation of tunneling events.

We also measured the tunnelling rate. This was achieved by applying an 80 mV peak-to-

peak square wave pulse to the dopant gate bias, just above the threshold voltage for the first

oscillation, then measuring the time until the oscillation transient rise. We repeated this process

10000 times and extracted a histogram of tunnelling times, seen in Fig. 6.13a. It is important

to note that the line used to apply the pulse was intended to be used as DC line, and as such

applied signals are subject to RC low pass filtering. This results in a fixed delay to rise to the

the first oscillation threshold voltage for a given target pulse amplitude (see Fig. 6.13a). The

tunneling time histogram is thus shifted in time by a fixed amount. Therefore, to extract the

tunnelling time, we fit an exponential decay curve to the trailing edge of the histogram (see Fig.

6.14), giving a tunneling time of 15.3 µs, corresponding to a tunnelling rate Γ = 65 kHz.
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Figure 6.13: [A] RC low pass filtering on the DC line distorts the shape of
an applied square pulse, giving a fixed delay for a given pulse amplitude. [B]
Histogram showing the time after the start of the square wave pulse to the
rise of the peak for 10000 events.
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Figure 6.14: Exponential decay fit to trailing edge of histogram, extracting
a tunneling rate of 65 kHz.

A closer look at a single event can be seen in Figure 6.15. We observe a rise taking

approximately 5 µs followed by an exponential decay with τ ≈ 80µs. Speculation as to the

physical origin of this signal will be discussed shortly.
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Figure 6.15: Time resolved trace of a single tunneling event.

In Figure 6.16, we show a gate space map measured by stepping the DC bias on the 2DEG
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gate and ramping the bias on the dopant gate. It can be seen that bias on the 2DEG gate has a

clear effect on the spacing of the events in dopant gate voltage, as well as the threshold voltage

for the first oscillation. Additionally, at lower values of V2DEG, the positions of the oscillations

in dopant gate voltage appear to be broadened. It can be seen that the 2DEG gate bias affects

the spacing of events ∆V up to V2DEG ≈ 1.2 V. Referring to Fig. 6.7, it can be seen that this

is also approximately the same voltage at the peak of the device response. This may provide

evidence for the hypothesis that the 2DEG is the reservoir that electrons are tunneling into the

dot from.
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Figure 6.16: Gate space map showing the effect of both gates on the ap-
pearance of peaks. A sawtooth wave was applied to the dopant gate along
the x axis, while the y axis was stepped.

Although we were able to calculate the dopant gate-dot capacitance Cg = 16 aF, without

knowing the lever arm α = Cg/CΣdot it is not possible to calculate the charging energy of the

dot. Nevertheless, the oscillations were observed to disappear above T = 250 mK, placing an

upper bound on the charging energy of the quantum dot of approximately 100 µeV.
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The response of the device also showed a number of peculiar behaviours. First, while the

oscillations are observed when ramping the dopant gate voltage slowly, the oscillations do not

respond to a DC offset to the ramp. Figure 6.17 shows the response of the device to a 33 Hz,

200 mV peak-to-peak AC ramp on the dopant gate, while varying the DC offset of the ramp.

The AC ramp sweeps on the x axis while the y axis shows the DC offset As can be seen, the

positions of the oscillations are not affected by the DC offset; the device only responds to the

quasi-AC part of the ramp. White lines on the plot correspond to lines of constant voltage. It

might be expected that an electron would tunnel at a particular gate voltage; in this case we

would expect the lines corresponding to this tunnelling in gate space to be parallel to the lines

of constant voltage, however this is not what is observed. This may indicate the presence of

mobile charge which is able to screen the effect of a DC bias. It may also indicate the presence

of a small break in the line to the gate, so that it is only capacitively coupled to the bias applied

to the line.
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Figure 6.17: Gate space map showing the lack of response of the device to
DC bias on the dopant gate. Along the x axis is applied a 200 mV peak-to-
peak triangle wave on the dopant gate. The y axis then shows the effect of
applying a DC bias to this triangle wave. (note that despite being a 2D plot,
only the dopant gate voltage is changed in this plot) White lines indicate
constant dopant gate voltages.

As can be seen in Figure 6.18, when applying a triangle wave to the dopant gate bias, we

observe a number of ”loading” events on the ramp up, then the same number of “unloading”

events on the way down. However, these events are not symmetric about the triangle wave,

as might be expected if particular gate voltages corresponded to a tunnelling events. Instead,

we observe a hysteresis effect, where the voltage must ramp down beyond a certain threshold

before. It is notable that the threshold voltage for observing the first loading event is the same

as the threshold voltage for observing the first unloading event, suggesting they are caused by

the same phenomenon. This effect could also be caused by mobile charge screening the applied

potential.
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Figure 6.18: Hysteresis observed in response to triangle wave on dopant
gate.

Considering all of the data, we may make some speculations as to the physical origin of the

signal. One explanation considered initially was that when the bias on the dopant gate aligns

the energy levels of the reservoir and the first unoccupied dot state, the AC reflectometry drive

signal causes electrons to tunnel back and forth at the same frequency, dissipating some power

into the system. This explanation was ruled out for two reasons. First, the measured tunnel

rate Γ = 65 kHz � fRF = 356 MHz, meaning that an electron would not have time to tunnel

before the AC signal reversed polarity. Second, the signals were primarily observed in the phase

response of the device, corresponding to dispersive rather than dissipative effects. Additionally,

it can be seen that the voltage spacing between each event is extremely uniform. This would

seem to disfavoured any explanation involving donors in the active region, since the donors are

randomly distributed throughout the substrate and as such it would be expected that each donor

would have a different coupling to the dot system. One potential explanation is that an electron

tunneling into the dot causes a slow redistribution of charge in the local environment, modifying

the capacitance of the system, before settling back to an equilibrium position. This charge could

be mobile ions located in the gate oxide layer. As discussed previously, this may also explain the

hysteresis effect as well as the reason why the oscillations do not respond to a DC offset.

6.1.4 Conclusions

With the geometry of the quantum dot system unknown, the peculiar behaviours observed,

and so few degrees of control in the device (particularly with a non-functional side gate), it
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was difficult to confirm our hypothesis. However, these results hint at a promising avenue for

reducing the complexity of silicon quantum dot-based spin qubits by the combination of gate-

based RF reflectometry readout, and the potential ability to define a quantum dot with a single

gate [144], as opposed to the complex multi-gate structures required for electrostatic definition

of quantum dots.

179



6.2 Silicon-on-insulator (SOI) FinFETs

In this section, we describe attempts to measure the signature of single D0X in a silicon-on-

insulator (SOI) FinFET. The devices discussed in this section were fabricated by Dr. Cheuk Lo

at UC Berkeley.

6.2.1 Device overview

The general layout of the devices can be seen below in Figs. 6.19 and 6.20, and is described as

follows. Beginning with a nominally undoped SOI wafer, the SOI layer is etched away to leave

only a “bowtie” shape. Two regions at opposite ends of the bowtie are heavily doped with 31P

to form n+ source and drain regions. The active region of the device is an SOI “fin” at the

narrowest point of the bowtie where the two “lobes” taper and meet, as can be seen in Fig.

6.21. A number of different devices were fabricated with different sized fins, ranging from 50 nm

wide × 50 nm long, to 1 µm wide x 10 µm long. 75As donors are then implanted into a window

encompassing this active region with a nominal concentration of ∼ 1016 cm−3.

A gate oxide layer of SiO2 is then grown on the SOI substrate. This insulates two alu-

minium gates, the “source gate” and the “drain gate”, from the substrate. These two gates

are collectively known as the “side gates”. Bias applied to these gates controls of level of the

conduction and valence bands with respect to the Fermi level in the lobes, and thus allows for

the formation of a 2DEG depletion region at the Si/SiO2 interface. While these gates cover the

vast majority of the area of their respective lobes (see Fig. 6.20, where the darkest grey regions

are SOI, and the lighter regions are the gates), crucially they do not cover the fin, such that

the band edge levels in the fin are nominally independent of these gates. This fact allows the

formation of a quantum dot in the fin, separated from the 2DEGs on either side, creating the

required SET geometry.

The side gates are then oxidised, forming an insulating Al2O3 layer. On top of this layer,

an aluminium “channel gate” is deposited over a region covering the fin (see Fig. 6.21). The

geometry of this gate is such that it lies largely on top of the Al2O3 layer but also “fills in” the

gap between the two oxidised side gates above the fin (see Fig. 6.19). This gate grants control of

the band edge levels w.r.t the Fermi level in region around the fin, and is also referred to as the

“top gate”. The “source sense” and “drain sense” regions seen in 6.20 allow for four-terminal

sensing to be implemented. Finally, the source, drain, gates, and sense regions are contacted,

and traces lead from these contacts to wire bond pads, allowing the device to be connected to

the outside world.

The principle of the experiment is then to bias the device in such a way that a quantum

dot (with associated Coulomb blockade of the device) is formed in the fin, then illuminate the
75As donors in the fin with laser light resonant to a D0X transition. The D0X decay products

of an ionised donor and a free electron (see Section 2.4) could then in principle influence either
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the transport or reflectometry characteristics of the device. If this signal is detectable, then any

repeatable feature observed while scanning the wavelength of the incident laser could be the

signature of single-donor D0X.

Figure 6.19: Schematic side view of FinFET device. The active region is
shown here in green. The precise geometry of the device is described in detail
in the above passage.

Figure 6.20: Top view SEM image of a device. SOI can be seen in dark grey,
with oxidised aluminium seen in lighter grey. The unoxidised aluminium
channel gate can also be seen. The precise geometry of the device is described
in detail in the above passage.
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SOI Fin
Channel 

Gate 

Figure 6.21: Schematic top view from fabrication design gds file. The
active region of the SOI fin is highlighted in red, while the extent of the
channel gate can also be seen in black. The precise geometry of the device
is described in detail in the above passage.

6.2.2 Transport measurements

We now describe the results of measurements of these devices, which were performed in an

Oxford Instruments Triton 200 dilution refrigerator at a base temperature of 35 mK. At the

time of measurement, the reflectometry setup was not available inside the dilution refrigerator,

so we describe here DC transport measurements.

The first step was to find a working device. The complexity of the geometry of the device

structure around the active region meant that any imperfection in the gate oxide may lead to

leakage between the gates, and indeed this is what was observed in a number of tested devices.

A functional device was found, labeled “201”. The active region in this device was a 50× 50 nm

fin. While no leakage was found between the gates and the substrate, or between the side gates

and the top gate, it was found that in this device the side gates leaked into each other. This

however is not catastrophic to the operation of the device as each of the side gates nominally

serves the same purpose. Therefore in these measurements, both of the side gates are shorted

together and the same voltage is applied to both simultaneously.

Gate biases were applied using an Agilent 33522A arbitrary waveform generator (AWG).

Low-pass filtering was applied to the gates using a Stanford Research Systems (SRS) SIM965

Bessel filter installed in a SIM900 mainframe. Time-averaged source-drain current and/or dif-

ferential conductance were measured using an SRS SR830 lock-in amplifier with a 100 µV AC
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amplitude combined with a DC bias provided by a 33522A AWG, then read-out via GPIB.

Time-resolved measurements of the source-drain current were read into an Alazartech ATS-

9462 ADC/waveform digitiser card after being amplified through a Femto DLCPA-200 current

amplifier. Probe laser light was provided by an NKT KOHERAS tunable fibre laser.

Fig. 6.22 below shows a charge stability diagram as a function of the side gate voltage

VSG, with the top gate voltage VTG fixed at 0 V. Here, the characteristic “Coulomb diamond”

structure can be seen in the differential conductance of the device, indicating the presence of

Coulomb blockade and a quantum dot in the active region.
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Figure 6.22: Charge stability diagram as a function of side gate voltage
VSG for FinFET device 201. Here the top gate voltage VTG was fixed at 0
V.

At first it may seem surprising that we observe this structure when varying the side gate

voltages, which define the levels of the source and drain 2DEG “leads”. However, consider

that the side gates are shorted together, leading to the situation depicted schematically in Fig.

6.23 below whereby the simultaneous adjustment of the source and drain levels is energetically

equivalent to the adjustment of the island levels in the opposite direction.
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Figure 6.23: Schematic view of energy levels, in hypothesised quantum dot
system, showing that the simultaneous adjustment of the source and drain
lead levels is energetically equivalent to adjusting only the island levels in
the opposite direction.

However, the complex structure of the diamonds observed in Fig. 6.22 may indicate that

multiple states contribute to the transport through the dot and/or that due to some slight

differences in the geometry of each lobe, that the source and drain levels are not shifted identically

by the application of identical bias to both gates. Another interesting feature to note is the noisy

region seen between VSG ∼ 120− 130 mV. The fact that the region is coupled to both the side

gate voltage and the source-drain voltage indicates that it is unlikely to be an artifact of the

instrumentation, and could indicate a region of enhanced sensitivity to disturbances due to

single-donor events.

Fig. 6.24 below shows a charge stability diagram as a function of the top gate voltage VTG,

with the side gate voltage VSG fixed at 114.3 mV. While we do not observe the characteristic

Coulomb diamond structure, it can be seen that in certain regions of the voltage space it is

possible to achieve Coulomb blockade with the application of bias along either axis. The lack

of a defined structure could indicate a weak coupling between the top gate and the levels of

the quantum dot. It could also be that the overlap of the top gate with the side gates, as seen

schematically in Fig. 6.19, means that the top gate voltage adjusts not only the dot energy levels

but also the levels of the source and drain leads in the regions close to the tunnel barriers, leading

to a distorted charge stability structure.
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Figure 6.24: Charge stability diagram as a function of the top gate voltage
VSG for FinFET device 201. Here the side gate voltage VSG was fixed at
114.3 mV.

Fig. 6.25[A] below shows a the source-drain current ISD in “gate space”, as a function

of both VSG and VTG at a fixed source-drain bias VSD of 6 mV. The angle of the features, not

perpendicular to either axis, shows that both gates are able to modify the transport properties

of the device, albeit the side gates have a much stronger effect, as might be expected from the

geometry of the system. Figs. 6.25[B] & [C] show the differential conductance of Fig. 6.25[A]

differentiated along the side gate and top gate axes respectively. The presence of features in both

plots again indicates the ability of each gate to modify the transport properties of the device,

however again considering the scales of the respective colour bars it can be seen that the side

gates have a much stronger effect. The band of noise seen in the side gate stability diagram, can

be seen here coupled to both gates between VSG ∼ 120− 130 mV.
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Figure 6.25: [A] Source-drain current ISD measured in gate-space. [B]
Differential conductance in gate-space, differentiated along the side gate axis.
[C] Differential conductance in gate-space, differentiated along the top gate
axis.

Generation of D0X in the sample requires optical excitation, which is achieved here via

an incident laser (see Section 3.3). Precise alignment of the beam spot to the sample inside the

dilution fridge is challenging, and as such, it is crucial to ensure that the incident laser has an

effect on the device. In Fig. 6.26, we assess the effect of 500 µW of continuous incident laser

light to the sample, with a wavelength off resonance with the D0X transition. Fig. 6.26[A] shows

the side gate charge stability diagram of the device without any incident laser, as seen in Fig.

6.22. Fig. 6.26[B] then shows the a side gate charge stability diagram with the laser on. Both

plots share the same colour scale. It can be seen that plot [B] is modified significantly. The

shape of the Coulomb diamonds is modified, with features observed at a lower side gate voltage,

and generally higher differential conductance observed at identical points in voltage space. The
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addition of a significant amount noise can also be seen across the voltage space, but interestingly

not in the blockaded regions, which indicates that they must represent some transport event.

One explanation for these observed features may be direct ionisation of donors in the active

region, as well as potentially the n+ regions, as the beam diameter at the sample would be large

enough to encompass the entire device.
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Figure 6.26: Comparison of side gate charge stability diagrams, [A] without
laser illumination and [B] with 500 µW of continuous laser illumination. Both
plots share the same colour scale.

Having characterised the transport properties of the device and established that the in-

cident laser is having an effect, we now show the results of initial attempts to measure the

signature of single D0X by measuring time-averaged current through the device as a function of

laser wavelength. The measurement begins by biasing the device to an appropriate point. We

initially chose VSD = −6 mV, VSG = 114.5 mV, and VTG = −0.5 V. This point gives significant

transconductance on both the side and top gates, while also being close to the blockaded region.

The laser is then turned on. The wavelength of the NKT Photonics KOHERAS fibre laser used

to provide the probe laser light may be tuned by two methods - a temperature controller, and a

piezoelectric controller. The temperature controller may tune across the entire ∼ 1 nm range of

the laser, but has poor resolution of ∼ 0.5 pm. The piezoelectric controller has a much higher

resolution of ∼ 10 fm, but may only tune over a window of ∼ 20 pm. Thus, to take a high-

resolution scan across the entire tunable space, we used a hybrid approach whereby we “stitch

together” different high-resolution piezo scan windows, and initialise the position of each window

using the temperature controller. The alternating colours seen below in Fig. 6.27 indicate these

different windows. The measurement protocol was then to step the piezo controller voltage, then

read out the source-drain current through the device, averaged over a period of 1 second. The

187



results of such a scan can be seen below in Fig. 6.27.

1078.7 1078.75 1078.8 1078.85 1078.9 1078.95 1079 1079.05
Wavelength (nm)

-1.9

-1.85

-1.8

-1.75

-1.7

-1.65

So
ur

ce
-D

ra
in

 C
ur

re
nt

 I S
D
 (n

A
)

Figure 6.27: Source-drain current averaged over 1 second as a function of
incident laser wavelength. Alternating colours indicate different piezoelectric
wavelength tuning windows (see above for discussion). The features seen here
were found to correlate precisely with fluctuations in the base temperature
of the sample.

A number of interesting looking features and fluctuations may be seen in the scan. Unfor-

tunately, it was found that the shape of these features were correlated precisely with fluctuations

in the order of hours in the base temperature of the sample of ∼ 1−2 mK when under laser illu-

mination. Even when reducing the averaging time to 100 ms to attempt to alleviate the affects

of these fluctuations, any observed features were not repeatable under identical experimental

conditions. This presents a serious obstacle to attempts to measure the signature of single D0X

using this averaged current technique. For that reason, we moved to a technique capable of

time-resolved current measurements.

6.2.3 Time resolved measurements

The experimental setup was modified, as discussed above, to allow for the source-drain current

to be measured in a time-resolved manner via an ADC/waveform digitiser card with 65 MHz

bandwidth. Our next steps were informed by previous measurements of these devices performed

by Dr. Cheuk Lo, who had found that a series of spikes could be observed in the time resolved

source-drain current under laser illumination, and indeed this was observed again in this device

(see below in Fig. 6.28). In order to counteract the long-timescale fluctuations in the current

due to temperature fluctuations as seen in the previous section, a high-pass filter with a cutoff

frequency of 0.3 Hz was placed on the output of the Femto DLPCA-200 current amplifier prior

to being read into the ADC card. This effectively acted as a DC block and allowed us to focus
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solely on the relatively faster timescale of the current spikes.
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Figure 6.28: Spikes in the source-drain current observed when the device
was under 500 µW laser illumination. Noise in the baseline signal appears
to be 50 Hz noise however we were unable to isolate the source.

As can be seen, the spikes in current decay on the order of 100 ms. We may hypothesise

that these spikes could be caused by the presence of ionised donors in the fin, whether generated

by resonant D0X excitation or by direct donor ionisation. We observe that the timescale of

100 ms is an order of magnitude longer than the previously reported D+ electron recapture time

in bulk doped silicon of ∼ 10 ms [69], however it is noted that this time would be strongly

dependent on the free carrier concentration in the substrate, which may be significantly reduced

in nominally undoped SOI. The principle of the measurement is then to sweep the wavelength

of the laser and see if any particular wavelength enhances the rate at which these spikes are

produced, which would indicate resonant D0X generation.

To proceed, we again bias the device to an appropriate point. We begin with the same point

as for the average current measurements, VSD = −6 mV, VSG = 114.5 mV, and VTG = −0.5 V.

We sweep the wavelength using the same hybrid piezo/temperature control method discussed in

the previous section. At each piezo voltage step, we capture a 40 second time-resolved current

trace, and count the number of samples above a designated current threshold as a proxy for

the number of current spikes. The outputs of four of these scans, under nominally identical

experimental conditions, are shown below in Fig. 6.29. Note that the baseline for each scan has

been offset for clarity.

189



1078.7 1078.75 1078.8 1078.85 1078.9 1078.95 1079 1079.05
Wavelength (nm)

0

1000

2000

3000

4000

5000

6000

7000

8000

Sa
m

p
le

s 
A

b
ov

e 
Th

re
sh

ol
d

Figure 6.29: Measurement of the number of samples above a given thresh-
old in a 40 second time-resolved current trace as a function of wavelength.
The number of samples acts as a proxy for the number of current spikes in
each window. Each trace is measured under identical experimental condi-
tions, and the traces are offset on the y axis for clarity.

As can be seen, various interesting looking features present themselves in each scan, how-

ever none appear consistently in the same place. This would indicate that whatever causes these

features is not due to resonant D0X generation at a specific laser wavelength.

We also attempted to perform the same form of measurement under a different bias con-

dition, this time picking a point within the noisy region seen in the charge stability diagram in

Fig. 6.22 at VSD = −9.2 mV, VSG = 120.1 mV, and VTG = −0.177 V. The results of three of

these scans under identical experimental conditions can be seen below in Fig. 6.30. Again we see

various interesting features in each scan but none consistently appear at the same wavelength.

It is interesting to note that the magnitude of the features is significantly higher than at the

previous bias point. This may provide evidence that the origin of the noisy regions in the charge

stability diagrams is the same as the origin of the current spikes observed in the time-resolved

current traces.
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Figure 6.30: Measurement of the number of samples above a given thresh-
old in a 40 second time-resolved current trace as a function of wavelength.
The number of samples acts as a proxy for the number of current spikes in
each window. Each trace is measured under identical experimental condi-
tions, and the traces are offset on the y axis for clarity.

This concludes the discussion of FinFET transport measurements. Based on the results of

Sections 5.2 & 5.3.6, and considering the complex structure of heterogeneous materials around

the active area of the device, it appears likely that a definitive factor in the reason this experiment

was unable to detect the signature of a single D0X is the presence of a significant amount of

strain in the SOI fin where the 75As donors are located. To that end, we now turn to a discussion

of experiments in a device geometry which is designed to attempt to minimise the amount of

strain at the donor sites.
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6.3 Bottom-gated InAs nanowires

In this section, we describe attempts to measure the signature of single D0X in bottom-gated

Indium Arsenide nanowires. The devices discussed in this section were fabricated by Dr. Anasua

Chatterjee and Dr. Karl Petersson at the University of Copenhagen.

6.3.1 Device overview

The device layout can be seen schematically below in Fig. 6.31. The principles of operation are

as follows. As discussed in section 2.5.2, InAs nanowires are intrinsically conductive, even at

cryogenic temperatures. However, the application of an electrical potential to a “bottom-gate”

or “barrier-gate” allows the conduction band level in the wire in the region in close proximity to

the gate to be tuned above the level of the Fermi energy, pinching off conduction in this region.

By doing this in two places along the wire, a quantum dot may be formed in the central region,

with tunnel junctions on each side, effectively forming an SET. By the principles described in

section 2.5.1, the presence of an ionised donor created by D0X decay in the substrate nearby to

this quantum dot may modify the transport properties of the nanowire when compared with the

donor being in its neutralised state. The signature of a single D0X may then be detected as a

feature in the measured device current as the wavelength of incident laser illumination is swept.

The geometry of these devices was designed to attempt to minimise the amount of strain present

at the donor site. As the nanowire is not chemically bonded to the substrate surface, the only

significant strain should arise from the barrier gates. The results of Section 5.3.7 demonstrated

that a separation of 1 µm is sufficient to limit any generated strain to a shift of less than 20 pm,

which is approximately one piezoelectric tuning window of the NKT KOHERAS tunable fibre

laser used to illuminate the samples.

D0/D+

InAs NanowireSource Drain
Quantum Dot

Al Barrier Gates

1 μm

Figure 6.31: Schematic side view of InAs nanowire device. The device
operation is discussed in detail in the above passage.

The fabrication process for these devices is as follows. InAs nanowires, nominally 50 nm
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wide, are grown and then deposited in solution onto a natSi substrate uniformly doped with

∼ 1015 31P donors cm−3, resulting in a mean distance between donors of ∼ 100 nm. Patterned

directly on top of the substrate, without a gate oxide layer in order to minimise strain, is a

predefined array of aluminium bottom gates separated by a distance of 1 µm, as can be seen

below in Fig. 6.32. Once the solution evaporates, the nanowires are positioned randomly across

the chip. The chip is then imaged, and the nanowires found to be lying in the most fortuitous

positions are selected for further processing. Argon ion milling allows the native oxide layer to

be etched away at the edges of the wire, so that aluminium contacts may be deposited on top

to form Ohmic junctions representing source and drain. Once the nanowire has been contacted,

contacts may also be made to the relevant barrier gates, as can be seen in Fig. 6.33. These

contacts lead to bond pads which allow the devices to be connected to the outside world.

Figure 6.32: SEM image of InAs nanowire laying over predefined barrier
gate array, with aluminium contacts forming Ohmic junctions on each side.

193



Figure 6.33: Wide view of the same device seen in Fig 6.32, showing addi-
tionally the contacts to the barrier gates.

6.3.2 4 K test measurements

We now describe the results of measurements of these devices, which were performed in an

Oxford Instruments CF935 liquid helium flow cryostat at a base temperature of 4.2 K. As we

will see it is crucial to note that the use of a flow cryostat meant that the devices had to be

cooled down at the start of each day and warmed up again at the end.

We first attempted to locate a viable device. For this, we used a chip labelled “UCL04A”

containing approximately 10 devices. Initial tests revealed devices which either did not conduct

or which the barrier gates had no effect on the transport through the device, however we soon

found a viable device labeled “40”.

Gate biases were applied using an Agilent 33522A arbitrary waveform generator (AWG).

Low-pass filtering was applied to the gates using a Stanford Research Systems (SRS) SIM965

Bessel filter installed in a SIM900 mainframe. Source-drain current and/or differential con-

ductance were measured using an SRS SR830 lock-in amplifier. Probe laser illumination was

provided by an NKT KOHERAS tunable fibre laser.

Figure 6.34 below shows a gate-space map of the source-drain current for device 40, with

a source-drain bias of 4 mV. As can be seen, application of negative bias to the barrier gates

is able to pinch off the conduction in the nanowire. Interestingly, rather than seeing a sharp
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monotonic reduction in the current, corresponding to the conduction band level in the wire

being brought above the Fermi level, we observe a gradual decay superimposed with oscillations

in the current perpendicular to the axis of each gate. The fact that these Coulomb oscillations

are perpendicular to each axis strongly indicates that they relate to separate and independent

quantum dots that the corresponding opposite gate has no influence over. Indeed, it seems likely

from the geometry of the device that the barrier gates would have little control over the energy

levels of a quantum dot found in the central region. This may indicate that, as well as creating

the tunnel barriers in the wire, each gate is also coupled to the energy levels of a quantum

dot localised close to the gate. It has been shown that strain under metallic gates may induce

quantum confinement in silicon [144]. It is therefore reasonable to hypothesise that Strain in the

nanowire, localised around the barrier gates, perhaps induced by thermal contraction combined

with the force of the source/drain contacts pressing the wire onto the gates, could be the origin

of such dots. A future device design may therefore include a separate side gate which is solely

responsible for controlling the energy levels of the central dot. The form of this gate space map

also indicates that with decreasing bias on the gates, the width of the barrier inside the wire

gradually increases to a point where electrons can no longer tunnel across, as seen for example

for VG1 < −0.3 V and VG2 < −0.35 V below.
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Figure 6.34: Gate space map of device 40 taken with a source-drain bias
voltage VSD = 4 mV

To investigate further, below in Fig. 6.35 is plotted a charge stability diagram as a func-

tion of the barrier gate 2 voltage VG2. The classic Coulomb diamond shape may be observed,

indicating the presence of a quantum dot in the nanowire of which the barrier gate has some

coupling to the energy levels. The “jump” seen at VSD ∼9 mV may also suggest sensitivity in
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the device to charging events or other small disturbances, which may in fact be advantageous

for the purposes of detecting single D0X.
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Figure 6.35: Charge stability diagram as a function of barrier gate 2 voltage
VG2.

As mentioned previously, these devices were measured in a liquid helium flow cryostat,

which required them to be cooled down and warmed up for each day’s experimentation. Below

in Fig. 6.36 can be seen the severe effects of this thermal cycling on the gate space landscape.

Subplots [A] and [B] compare gate space scans taken with nominally identical experimental

conditions on two consecutive days. As can be seen, the gate space landscape has changed

significantly between the two days. This may give some support to the hypothesis that the

origin of the quantum dots observed in the above two Figures is related to thermal strain in the

nanowires, which would settle differently in each thermal cycle.
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Figure 6.36: Gate space diagrams showing the effects of thermal cycling

Having located a functional device, we next made tests to discern whether laser illumination

of the device had an effect. Fig. 6.37 below shows the results of six gate space scans taken

sequentially from [A] to [F] under illumination from off-resonant laser light with varying power.

It can be clearly seen that the laser has a significant effect on the transport properties of the

device. Illumination with a 5 mW beam almost completely extinguishes any conduction through

the device, even at 0 V on both barrier gates. Even at the relatively low power of 5 µW, the

laser still has an extinguishing effect as well as introducing noise. In addition, it can be seen

by comparing Figs. 6.37[A] and [F], both of which were taken without any illumination, that

the laser may induce permanent changes in the gate space map. We may speculate as to the

cause of this; the generation of free carriers by laser illumination of the substrate may cause a

redistribution of charged defects at the Si/native SiO2 interface and therefore modify the local

electrostatic potential felt by the wire (while the substrate has no deliberately grown gate oxide

SiO2 layer, the formation of a 2-3 nm native oxide layer is inevitable, and defects may form

here [146]).
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Figure 6.37: Six gate-space scans taken sequentially from [A] to [F] demon-
strating the effect of the laser on the device. Note the hysteretic effect of the
laser by comparing [A] to [F].

Having established that the laser was having an effect, we next attempted to sweep the

wavelength of the laser and scan for features. First, we selected an appropriate bias point

for the device that maximised the differential conductance for both gates at VG1 = −24mV ,

VG2 = −32 mV, and VSD = 4 mV. Since this type of device has in principle minimal strain

at the donor site (see Section 5.3.7), we focus only on the piezo window within which 31P

D0X features are observed in bulk Si. The measurement procedure was then to step the piezo

wavelength and measure the current through the device using a lock in amplifier. The lock-in

AC frequency was selected to be 331 Hz with an integration time constant of 100 ms. Below

in Fig. 6.38 can be seen the results of three scans under identical experimental conditions. The

scans have been offset along the y axis for clarity.
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Figure 6.38: Laser wavelength sweeps scanning for the zero-field 31P reso-
nant D0X feature. The three scans shown in the above figure were taken with
identical experimental conditions and are offset along the y axis for clarity.

As can be seen, a number of interesting features can be observed in each scan, but again

none were repeatable. We may speculate as to why this did not work. Without confirmation

of the existence of a quantised system in the centre of the wire, and with no way of tuning the

energy levels such a dot, it is difficult to say if the correct bias points were chosen or if single

D0X detection would be possible with the specific device geometry used here.

Unfortunately, we were unable to perform many more of these scans, as over time, the

stability of the device began to degrade, until eventually no conduction could be observed through

the nanowire. After this, we were unable to locate another functioning device on the chip

UCL04A.

Later, we attempted to load a second chip, UCL04B, into the Triton 200 dilution fridge,

which confers the advantages of a significantly lower base temperature, as well as avoiding the

problem of thermal cycling (and any potential resultant damage). Unfortunately we were unable

to locate any functioning devices on the chip.

This device yield compared very unfavourably to that of UCL04A as well as other chips

measured by Dr. Anasua Chatterjee. We also had established procedures for loading sensitive

devices into the fridge and significantly higher yields with other types of devices. To investigate

this, we took SEM images of devices on the UCL04B chip after it was taken out of the dilution

fridge. A number of these had visible damage, an example of which can be seen below in Fig.

6.39. The image on the left was taken just after fabrication, while the image on the right was
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taken after removal of the chip from the dilution fridge.

Before After

Figure 6.39: Damage to device UCL04B.01. The image on the left was
taken directly after fabrication, while the image on the right was taken after
removal of the chip from the dilution fridge.

As can be seen, there is significant visible damage to the above device, where it appears

to have broken in the spots directly above the barrier gates. It is plausible that the device was

not damaged before it was loaded into the fridge and instead was damaged during the testing

process. To attempt to rule this out, we took SEM images of another chip, UCL04C. This chip

had nanowires deposited on the substrate but the wires had not yet been contacted. The chip

had been untouched and stored in a vacuum chamber for the ∼ 2 months since the nanowire

deposition.

Before and after images of a set of nanowires on this chip can be seen below in Fig. 6.40.

The image on the left was taken directly after the nanowire deposition, while the image on the

right was taken after ∼ 2 months untouched in a vacuum storage chamber. As can be seen, the

wires appear to be significantly degraded in the after image.
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Before After

Figure 6.40: Damage to chip UCL04C. The image on the left was taken
directly after fabrication, while the image on the right was taken after ∼ 2
months stored untouched in a vacuum chamber.

As demonstrated above, thermal cycling is clearly an issue for devices undergoing exper-

imentation. However, this can be controlled for by performing measurements in a system that

does not require daily cooling/warming cycles. However, uncontacted nanowires still experienced

damage when stored under vacuum. We may speculate as to the origin of this degradation. As

the substrate is uniformly doped, and the barrier gates as well as the nanowire lie directly on

top of the substrate without any insulating oxide layer between. As such at room temperature,

thermal ionisation of donors in the substrate means that there will be a significant number of

free electrons in the conduction band. These free carriers may interact with the nanowire in

deleterious ways, for example by forcing damaging currents through the wire in response to

stray electric fields.
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Chapter 7

Conclusions

7.1 Chapter 4

Through experiments and calculations, we have demonstrated that hydrostatic strain in silicon

leads to a strong, linear tuning of the hyperfine interaction in group V donors, through coupling

between the 1s(A1) and 2s(A1) states. The ability to shift the ESR transition frequencies by

over a linewidth with hydrostatic strain in the order of 10−6 opens up new possibilities for

conditional “A-gate” control of donors as well as coupling to mechanical resonators. In addition,

these insights will be crucial in supporting the design of quantum memories and processors

based on donors in silicon, enabling the ability to accurately predict ESR transition energies as

a function of donor position within the device structure.

7.2 Chapter 5

Here, we have first characterised the physics of 31P D0X transitions in bulk silicon crystals at 4 K

using a contactless parallel plate capacitive technique. We have then implemented this experi-

mental setup inside a dilution refrigerator, and have used this to demonstrate to my knowledge

the first measurement of donor-bound excitons at millikelvin temperatures, and correspondingly

have fully resolved the hyperfine splitting for 31P D0X.

Next, we have presented theoretical predictions of the effects of strain on D0X transition

energies, and have partially validated this model by measurements of 31P and 75As in bulk silicon

crystals via ESR. We have developed a finite element simulation technique allowing for quanti-

tative predictions of spatially-varying strain distributions inside nanoscale devices to be made.

These simulations have then been combined with the D0X strain model to make predictions of

shifts to D0X transition energies as a function of donor placement in the substrate for a variety
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of different SET device geometries. We have performed additional finite-element simulations to

make quantitative predictions of device sensitivity to a single D0X transition. Combining these

results together, we suggest SET device geometries and donor implantation positions which may

prove fruitful for single D0X detection.

7.3 Chapter 6

In this Chapter, we have presented attempts to measure the signature of a single D0X in a

variety of nanoscale devices. Unfortunately this remains an elusive and challenging goal. First,

we have presented the results of measurements of nanocapacitor devices. While we were unable to

measure any D0X signature, we observed interesting signals in the gate-based RF reflectometry

response at 50 mK, which we attribute to single electron tunnelling from a 2DEG into a quantum

dot formed by strain underneath a single gate. This unexpected result presents a promising

avenue for future research, as discussed below. Next, we have presented measurements of SOI

FinFETs at 50 mK. We were again unable to observe any D0X signal in these devices, and we

attribute this to strain in the SOI fin, a hypothesis corroborated by simulations shown in Section

5.3.6. Finally, we have presented the results of attempts to measure D0X signals in bottom gated

InAs nanowires. Initial tests were promising, however we were again unfortunately unsuccessful

in our attempts, primarily due to issues of device degradation, caused in part by repeated

thermal cycling. Simulations shown in Section 5.3.7 suggest that this device geometry may solve

the pervasive issue of strain in the substrate, therefore if the degradation issues can be addressed

they represent the most promising avenue for future attempts to detect single D0X, with some

small improvements to the device design.

7.4 Future work

Several potentially fruitful avenues of future research have been suggested by the results pre-

sented in this work.

Recent studies [103, 104, 148] have measured small but non-negligible splittings due to

strain in arsenic, antimony, and bismuth donors as a result of the nuclear electric quadrupole

interaction, which arises due to the non-spherical nature of the nuclear charge distribution for nu-

clei with I > 1/2. Though we found no significant contribution from the quadrupole interaction

in the results of Chapter 4, it is known that ENDOR transitions are an order of magnitude more

sensitive to the quadrupole interaction than ESR transitions, therefore an interesting avenue for

future work may rigorously study this interaction in our isotopically purified 28Si samples by a

similar experimental method.

The development of a more robust sample mount based on the same principles as described

in Section 3.2.1 could allow for larger magnitudes of strain to be applied to samples inside an ESR
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resonator. This would open up the opportunity to study the regime where D0X transitions are no

longer mixed by strain, as seen in Fig. 5.18, which would enable a more thorough verification of

the VRM + Pikus-Bir D0X strain model as discussed in Section 2.6.4. This would also enable a

more rigorous investigation of the observed reduction in amplitude of the D0X transition peaks

as a function of strain, which presents a serious obstacle to the use of D0X transitions as a

single-donor spin readout mechanism.

Based on the results of Chapter 6, as well as the results of strain simulations in Section

5.3, InAs nanowire-based devices remain a promising avenue for possible single D0X detection,

having addressed one of the primary challenges of strain at the donor site. Future designs

may include a side gate specifically designed to couple to the energy levels in the centre of the

nanowire. Degradation issues must also be addressed, however the ability to fabricate stable

InAs nanowire structures on (oxidised) doped silicon substrates has been demonstrated [147] so

this is fundamentally possible.

Finally, the results of measurements of nanocapacitor devices at 50 mK in Section 6.1

suggest a promising avenue for reducing the complexity of silicon quantum dot-based spin qubits

by the combination of gate-based RF reflectometry readout, and the potential ability to define a

quantum dot with a single gate via strain [144], as opposed to the complex multi-gate structures

required for electrostatic definition of quantum dots. Future measurements of other similar

nanocapacitor devices, but with more degrees of control of the electrostatic environment in the

active region (via a working side gate, for example) may be rewarding.
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