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Abstract

Organizations deploy a number of security measures with differing intensities to

protect their company’s information assets. These assets are found in various loca-

tion within a company, with differing levels of security applied to them. Such mea-

sures protect the different aspects of the organization’s information systems, which

are typically separated into three different attributes; confidentiality, integrity, and

availability. We start by defining a system in terms of its locations, resources and

processes to use as an underlying framework for our security model. We then sys-

tematically define the time evolution of all the three attributes when subjected to

shocks aiming at degrading the system’s capacity. We shock each of the attributes of

the system and trace the adjustment of the attributes and policy responses; we un-

dertake this exercise for different types of organizations: a military weapons system

operator, a financial firm or bank, a retail organization, and a medical research or-

ganization, producing their impulse-response functions to quantify their responses

and speed of adjustment. This economic model is validated through various means,

including Monte Carlo simulations. We find that organizations, although they re-

act in similar ways to shocks to their attributes over time, and are able quickly to

get back to their pre-shock states over time, differ in the intensity of their policy re-

sponses which differ depending upon the character of the organization.
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Impact Statement

Security is a widely researched area, which can be separated into many different

areas, such as cybersecurity, information security, threat protection or economic

security, to name a few. Each of these areas have their own models which aid in

solving their management problems. The integration of models from separate areas

of research is an area that has not yet been covered, and is an area I have aimed to

contribute to in this thesis.

The main contribution of this thesis is the integration of two theoretical areas,

namely, economic models of security investments and distributed systems security.

This allows the more precise modelling of security management.

The idea is that integrations such as these could be used to support research into

more accurate analyses of real-life problems. For example, how economic models

can be used to inform choices about security designs or how distributed systems

models can be used to understand a variety of systems security problems.

Outside of academia, this work could be the beginning of decision-support tools

for people who are engaged in the management of security investments. As more

security data is obtained from companies, this model could be improved and refined

to better represent real-life scenarios. For example,

• it could aid in the decision to invest in the right security assets to obtain the

desired level of security for a specific company,

• it could allow companies with varying preferences in their security attributes

to see the effects of changes in particular investments to their levels of security,

or

• it could also provide them to with ways to recover from certain attacks, over

time.

With each improvement, this model would get closer to accurately modelling real

security systems and so could help the companies to achieve a balance between the

level of security maintained and the level of investment required that is appropriate

for their business.

As more companies become willing to explore modelling techniques such as

these – and so expose some of their experience and data – the accuracy and use-

fulness of this model can be expected to improve.
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1 Introduction

Business, computer, social and economic networks all depend on some degree of

security for their operation. A small store, for example, may have a CCTV unit to

monitor customer behaviour whilst a typical office environment may have several

policies and procedures, which must be adhered to, in order to keep it secure. Each

of these security measures would have different aims and efficiencies to prevent any

loss or damage to the organisation.

The use of different types of security measures at various organisations provides

an indication to a security manager’s preferences in protecting various assets. For

example, some may prioritise the protection of the data from getting accessed by

unauthorised users, whereas others may be more concerned about sufficient avail-

ability of products to their customers. These preferences are classically separated

into three different attributes: confidentiality, integrity and availability. As a quick

overview, confidentiality refers to the prevention of sensitive information reaching

malicious users while ensuring that the right people are still able to access it, in-

tegrity involves the safekeeping of data accuracy and availability refers to the sys-

tem’s property that enables reliable and predictable access to information by autho-

rised agents. A breach in any of these could result in serious consequences for the

organisation. More detailed explanation of each of these attributes along with ways

to maintain them is given in Section 4.

Attackers also have different preferences when attacking an organisation; for

example, a virus may want to affect the performance of a computer to gain ac-

cess to sensitive data, such as the recent NHS WannaCrypt ransomware outbreak

[173, 130, 58]. This would affect the availability and confidentiality of the system.

On the other hand, a burglar may be able to gain access to several assets and dam-

age them once he gets inside a building, which would affect their integrity. The pref-

erences of the attackers, therefore, would also need to be taken into consideration

when trying to predict its movements in an organisation. This aids in predicting the

expected damages it could cause to the organisation.

Much research has been conducted regarding individual parts of these prob-

lems, (a detailed analysis of which is provided in Section 2) such as the relationships

between attackers and defenders in security games, or the amount of investments

required to be made in specific organisations. However, the integration of these dif-

ferent ideas has not been covered in the literature, which is an area we would like to

contribute to.
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1.1 Thesis Contents

The aim of his thesis will be to provide an integration of different concepts taken

from three separate areas of research; Distributed systems, the Economics of Infor-

mation Security and Stochastic Security Games to help in understanding the follow-

ing:

1. How an organisation’s security network can be represented in the distributed

systems framework and used as an underlying network.

2. The behaviour of organisation with different preferences when attacked and

the investments they are required to make to overcome these.

3. The movement of attackers in a secure system and their interaction with vari-

ous types of defences placed at different locations.

4. The expected damages caused by an attacker in a system with interdependent

defensive measures placed at different locations.

To tackle these questions, we first explore different literatures separately to un-

derstand the individual concepts, after which we integrate some of the concepts to

form a mathematical model that is able to capture the information required to an-

swer the proposed questions.

The thesis starts by introducing the concept of distributed systems in terms of

locations, resources, processes and environment to have a solid representation of

the security system’s network and the assets that are being protected. Each of the

mentioned terms are defined and captured mathematically using a combination of

graph-like structures (to capture the different locations), process calculus, (to rep-

resent resources) and probability distributions (to model the environments), [53].

Different examples of the applicability of this concept to real systems is given and

explained to the reader in Section 3.

An economic security model, in terms of the trade-offs between the three se-

curity attributes confidentiality, integrity and availability as well as the investments

made by an organisation is then set up based on [94]. This aids in understanding

the behaviour of different organisations when attacked. We explain the trade-offs

between each of the attributes and investments with a given set of assumptions and

we use loss functions and impulse-response functions to analyse the behaviour of

an organisation, satisfying the given assumptions, when attacked and how it returns

back to its equilibrium state.

2



In this economic model, we represent the complexity of the system simply as

a function of the level of interconnectivity between locations, but do not explic-

itly show how they are interconnected. We understand that this is a limitation of

our model and, therefore, enrich the model by embedding the distributed systems

framework within it. This will allow for the movement of the attacker to be captured

and the damages it causes to the system’s locations to be observed closely.

Here, the properties of each of the resources are modelled in terms of the secu-

rity attributes, rather than their explicit mathematical representation and each of

the locations in the system are embedded within the matrix representations of the

security attributes and investment.

In order to develop a model for an attacker, we propose to use a Markov Deci-

sion Process to create a better illustration of the propagation of an attacker through

a network. This can be used as an underlying framework in a two-player, zero-sum

Markov Security game (as in [9, 10, 22]) to obtain the optimal strategies for the at-

tacker and defender in the security system as well as their expected pay offs/losses

produced, respectively. In future work, this model can be integrated with the En-

riched Economic Security model (as in Section 6) to provide a more accurate model

of the behaviour of attackers in a system.

A general overview of this thesis is illustrated in Figure 1.1.

Figure 1.1: Thesis overview illustrating the contributions to be made.

3



1.2 Mathematical Modelling Methodology

In order to deliver these models, we use a mathematical modelling methodology to

create a valid mathematical formulation of our problem in order to better under-

stand the situation and accurately predict its future behaviour. A general form of the

mathematical modelling cycle is given in Figure 1.2, which splits the process into 5

different stages: Real World Problem, Working Model, Mathematical Model, Com-

putational Model and Conclusions and Results, [8].

As a quick overview of this cycle, the initial stage involves identifying a "Real

World Problem" and performing appropriate background research to help focus on

a workable problem. This problem is then simplified to form a "Working Model"

where the important aspects of the problem are identified and any unnecessary in-

formation is eliminated. A set of assumptions is also made and the relationship be-

tween useful model variables are identified within the context of the assumptions.

This model is then represented in a "Mathematical Model" where the solutions to

the mathematical equations used describe the solutions to the "Working Model".

The "Mathematical Model" is then translated into a "Computational Model" to ob-

tain solutions to the model that has been set up. If the model is simple enough, it

may be solved analytically. Otherwise, a computer program will be required such as

MATLAB, Excel, or Julia. The computer code is then executed to obtain results, ex-

plore the ranges of parameters for which this model is valid, and formulate conclu-

sions. The "Conclusions and Results" are then interpreted and compared with the

"Real World Problem" behaviour. If the model results do not agree with the physical

or experimental data, the "Working Model" will have to be re-examined (possibly

by relaxing assumptions or editing variable relationships) and the consequent mod-

elling steps will have to be repeated. Modelling processes usually proceed through

several iterations until the model is "acceptable" to the modeller according to their

judgement against observed real world behaviour.

Our models are developed using this mathematical modelling cycle. We begin

by carrying out some background research in Section 2 to help us in understanding

the problems that have been dealt with and any remaining gaps in the literature.

We concentrate on one gap in the literature out of the many available and start to

develop a working model for it.

Section 4 develops a new working model based on [94]. Here, its mathemati-

cal model is improved through the addition of integrity into the equations and the

trade-offs between the security attributes are set based on a set of assumptions as

determined in the working model. The stability conditions for the model are also

4



Figure 1.2: Mathematical Modelling Cycle

computed and a sensitivity analysis is performed to further validate the model.

This mathematical model is then computed into MATLAB and simulations are

performed to gain an understanding of the behaviour of organisations with different

security preferences when attacked by the same attacker. The results are analysed

and conclusions are made regarding the accuracy of the model and any discrepan-

cies between the model and real world behaviour are taken care of.

This cycle is repeated in Section 6 where the model now incorporates the dis-

tributed systems framework. Changes to the mathematical and computational model

are made as required and conclusions are established based on the results.

The validity of our model is ensured by following the common mathematical

modelling cycle which ensures that the representation of the problem and model’s

structure, logic and mathematical causal relationships are reasonable for their in-

tended purposes. We establish its validity and robustness by carrying out a sensi-

tivity analysis, using Monte-Carlo simulations, and stability analysis, to ensure that

the relationships determined in the model provide a good representation of the real

world system for a range of parameter and variable values. In addition to this, we

validate our model by setting up a number of thought experiments. These will aid

in testing the integrity of the set up of the model to ensure that it makes sense and

can be used. 4 different organisations are considered to explore the sensitivity of the

model to particular parameter choices and to check whether the results reflect the

behaviour of similar organisations in real life.

We believe this model can help us to understand how to best invest in security

measures to obtain the optimal level of security for a specific organisation, through

5



the integration of the different concepts taken from various fields. In particular, this

model will allow for the understanding of the behaviour of an organisation when

specific locations are being attacked.

1.3 Summary of Contributions

The contributions made in this thesis involve the integration of individual concepts

from various literatures and the set up of an economic security model to understand

how organisations with different security preferences behave when attacked. A brief

summary of the contributions made is given below.

1. Set up of an Economic Security Model which captures the trade-offs between

the three security attributes and investment and shows the behaviour of or-

ganisations in the presence of dynamic, stochastic shocks (Section 4).

2. Enrichment of the Economic Security Model with the application of the Dis-

tributed Systems Framework to obtain a more accurate representation of the

complexity of a system in terms of its locations and resources (Section 6).

3. Integration of Markov Decision Processes with the Distributed Systems Frame-

work to show how an attacker would move through a network in terms of lo-

cations, resources and processes (Section 7.4).

4. Integration of the previous contribution with Stochastic Security Games in-

volving Linear Influence Model to obtain a model for the attacker’s movement

in a system which contains interdependent defensive measures at different lo-

cations to protect the network, as well as the expected damages that could be

caused by the attacker (Section 7.7).

In the following sections, we start by providing a comprehensive literature re-

view of the different areas of research mentioned earlier in Section 2. We then move

on to introducing the concept of distributed systems and the mathematical repre-

sentations of each of its components along with some examples of different real life

systems in the distributed systems framework in Section 3. After this, we explain

the development of the initial economic security model in Section 4, which is then

enriched with the distributed systems framework in Section 6.

Following this, we explore some types of real life attacks and explain the notion

of Markov decision processes and Markov Security games. We show that these ideas

can be used as a way to modelling attackers and introduce the concept of Linear

6



Influence Models in Section 7. In this section, we also provide a way to solve the

Markov Security games in a zero-sum game which is integrated with the linear in-

fluence model, as in [9, 10].

Finally, Section 8 discusses conclusions and provides recommendations for the

extension of this model for future work.

Due to the use of many different parameter notations in each of the sections, a

table has been compiled in the Appendix which summarises each of their represen-

tation for the reader’s convenience.

7



2 Literature Review

The security literature which captures the context of this thesis can conveniently be

divided into 3 different areas: Networks, Attack models, and Security Economics.

In what follows, we give a brief overview of some of the work carried out in the

security area in general, ranging from its usability to some previously arisen pri-

vacy concerns. We will then concentrate on 3 main aspects of security, namely, net-

works and the different ways it has been represented previously and attackers and

the different ways they could be modelled through, for example, (Partially Observ-

able) Markov Decision Processes or Hawkes Processes. We will also briefly discuss

the modelling of interactions between attackers and defenders in networks as part

of a Security Game. Finally, we will explore the security economics literature which

considers how any damages caused to the organisation by attackers could affect its

financial situation. These could be the losses that an organisation faces after attack,

or the investments to be made to prevent such attacks in the future.

2.1 Security

Security entails the protection of assets from various threats posed by certain vulner-

abilities, where its strength is described as a ’chain which is as secure as its weakest

link’ by Schneier (2004).

Research in security has received increased attention over the past few decades

regarding, for example, its usability in organisations, encryption, anonymity & pri-

vacy, intrusion detection systems, and issues in cyber security, amongst many oth-

ers, [116, 43, 148, 42].

The terms ’cyber security’ and ’information security’ are often used interchange-

ably to describe these types of protection of assets from possible harm. Von Solms

and van Niekerk (2013), however, argue that, although there is a substantial over-

lap between cyber and information security, these two concepts are not completely

analogous. They argue that information security only refers to the protection of in-

formation and its crucial elements, in terms of their confidentiality, integrity and

availability. This includes the systems and hardware that use, store, and transmit

that information, [179, 97]. Cybersecurity on the other hand, also encompasses the

protection of ethical issues and humans and their interest, such as cyberbullying

or the control of common household appliances through the internet, in addition

to the preservation of information and assets against relevant security risks in the

cyber environment.
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We aim to develop a model that is able to capture the protection of information

in an organisation, as well as its assets, from both physical and cyber attacks, in

terms of their levels of protection of the confidentiality, integrity and availability.

Organisations have started to recognise that the safeguarding of their assets and

data require more than the deployment of physical and technical controls; human

behaviour, for example, must also be taken into consideration as a potential source

of vulnerability, such as user compliance to security policies or the usability of secu-

rity products.

Caputo et al. (2016) explore three organisational attempts to provide usable se-

curity products to their employees. They find that improved usability does not re-

sult from efforts from a single individual who cares about usable security nor from

the team’s prior experience in building usable security, but from companies that are

motivated to improve the usability only if it is clear that this will decrease the nega-

tive consequences of the usability problems. That is, useable security is particularly

important to organisations if it means an increase in sales or increased compliance

with security policies.

Many organisations have started to deploy a set of security policies to protect

their assets, which consists of a collection of principles and rules that describe how

an organisation intends to protect the three main security attributes of its system.

Much research has been carried out in the safekeeping of each of these attributes,

and although other characterisations of security exist, such as criticality and sen-

sitivity levels or accuracy, authenticity, utility and possesion, [179], the CIA Triad

remains a common way to group them.

Prasad et al. (2011), for example, present a framework which focuses on data

leakage in cloud computing by categorising the data into the three security attributes

and finding a three dimensional approach to authenticate their data. They state

that their model provides availability of data by overcoming many existing prob-

lems such as denial of services or data leakage as well as providing more flexibility

and capability to meet the new demand of today’s complex and diverse network.

Olivier (2002), on the other hand, explores the challenges of database privacy, by

finding a balance between the three security attributes, to enable the storage of per-

sonal information in databases. He notes that this balance should not necessarily be

a trade-off but should take into account the sensitive nature of the data being stored

and attempts to increase all three dimensions to the highest level possible.

We aim to develop a model which is also able to capture the the protection of

assets in organisations in terms of the three security attributes.

Privacy is another area in the security literature which has received much atten-
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tion, [129, 148, 113, 85, 140, 63] to, for example, understand the optimal balance

between a user sharing his data when using a service whilst also maintaining a level

of privacy they prefer.

Shokri (2014), for example, explores this balance by proposing a methodology to

minimise the utility cost of obfuscation whilst also guaranteeing the user’s desired

level of privacy to the ultimate extent that is theoretically possible. He designs obfus-

cation mechanisms that provably limit the user’s privacy risk against any inference

attack and any information leakage through observation.

Caulfield et al. (2016), characterise privacy based on four key factors: context,

which is the setting and purpose for which a given technology is used, requirement,

which refers to the level of privacy a technology must provide for an agent to be

willing to use it, belief, which is the agent’s perception of the level of privacy provided

by the technology and the relative value of privacy, which refers to how much an

agent cares about privacy in this context.

These concepts are introduced into their model to capture the variations in re-

quirement, belief and relative value in the population. Their model indicates ex-

pected levels of adoption of the competing technologies in different contexts, such

as sending content with varying degrees of sensitivity over a service such as Snapchat.

Many other applications of privacy have been also been explored, such as its

involvement in the use of serious games in different organisations, [117], or its pro-

tection disclosing private data to researchers [166].

The incorporation of the representation of user privacy could be an element to

be considered in our model. The notion of privacy of data could be argued to be

similar to the preservation of its confidentiality, and therefore could possibly be cap-

tured implicitly in our model.

Different defense mechanisms to help protect an organisation have been devel-

oped in the literature, some of which will be discussed in Section 2.3. However, in

order to understand how to protect an organisation from attack, we must first un-

derstand its security system’s architecture. Each organisation’s security architectures

differs in the way that they have been set up and the assets they aim to protect. In

the next section, we explore some of the ways these architectures can be represented

in the form of network models to find an effective way to represent any security ar-

chitecture in our model.
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2.2 Networks

Network models have traditionally been used to represent a variety of different sce-

narios in varying disciplines such as particle physics, finance, biology, economics,

and many others. They have been used to model, for example, the spread of infec-

tious diseases amongst populations [32, 188], the structure of relationships between

social entities, [70, 114], economic interactions in financial networks, [7] or the dif-

ferent aspects in informations systems architectures, [82].

Although models from different disciplines could be used to model various as-

pects of attackers in a system, such as the diffusion model developed in Bonaccorsi

et al. (2004) to describe the rate of spread of attacks in a system, we will limit our re-

search to network representations of systems architectures and their security prop-

erties only.

We start by exploring the classical distributed systems framework as described

in, for example, [53, 55], where models are based on concepts of locations, resources

and processes. Locations are the places within a system where resources reside,

and resources are the components of the system which can be manipulated by pro-

cesses. Processes are the concept that describe the dynamics of the system, which

manipulate resources in order to deliver services. Further details of these and their

mathematical representations are given in Section 3 to use as an initial underlying

framework which describes an organisation’s security architecture.

This concept has also been used as an underlying framework in, for example,

Caulfield and Pym (2015) to aid in the development of a rigorous modelling frame-

work that can be used to help security managers make better decision in designing

security policies that deliver objectives required by organisations. Here, complex

models are expressed by smaller, complete models that are represented in terms of

locations, resources and processes. These are then composed together using the

notion of interfaces to form the original complex system. However, one of the lim-

itations of this model includes the absence of the incorporation of psychological

factors which could influence an agent’s decision.

Another way to analyse issues related to systems has been through the use of di-

rected graphs which consists of a set of vertices and edges where each of the vertices

represent different assets in a system and any links between them are given by the

edges.

McCarthy et al. (2016), for example, have used directed graphs to describe a lo-

cal computer network, where each of the vertices correspond to the set of hosts in

the network and each of the edges show that communication between hosts is al-
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lowed. They use this representation, with the use of POMDPs, to address advanced

persistent threats (APTs) in a computer network. In particular, they focus on de-

tecting data exfiltration over DNS queries where any existing detection sensors are

imperfect and lead to noisy observations about the network’s security state.

We will use similar concepts to develop an attack model in Section 7.5, which is

able to capture the movement of an attacker in a system as well as the damages that

it causes. Since an attack on one of the locations in a system would affect the level of

vulnerability of the next, we would require some type of influence models to capture

this change.

Bagchi et al. (2016) have used interdependency graphs to represent the assets

in a networked (cyber-physical) system as vertices on a directed graph. Here, the

presence of an edge between two vertices indicates that if one of the vertices has

been compromised, it can be used to launch an attack on its connected vertex with

a given probability.

Linear Influence networks have also recently been used to model interdepen-

dencies between vertices in a network. These could be influences of security assets

from one location to another, as described in [9, 10], or the influence of vulnerabil-

ities on each other when one of them has been attacked, [10, 22]. Here, weighted

directed graphs are used to determine the level of influence between vertices.

Bambos et al. (2016), for example, uses this notion to capture inter-agent in-

fluences on a network. That is, an agent’s actions can directly affect his interacting

neighbours either in a positive or negative way. Therefore, the neighbour must take

into account the consequences of such influence before making his own action.

Although not all influences amongst vertices or agents are bound to be linear,

as an initial starting point we will only consider linear influences which can be ex-

tended to non-linear cases in future work. Further details regarding the set up of

linear influence models and how to solve them are given in Section 7.6.

We aim to use a combination of the ideas presented above to obtain a solid un-

derlying framework of a system’s security network. That is, a systems network model

that is able to effectively capture the resources to be protected, the defensive mea-

sures used to protect them, and the movements and effects an attacker has on dif-

ferent parts of a system.

One of the challenges of this work includes finding an accurate representation of

an attacker, in an interdependent system, which can be integrated into our underly-

ing framework of security systems. Attack models have been presented in numerous

ways in the literature and differ quite significantly in the way that they have been set

up and the events that they model.
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The next section explores the different ways attackers have been represented in

the literature over the years, some parts of which will be incorporated in our model.

2.3 Attacker Models

Different representation of attacks and attackers in systems can be found, ranging

from (Partially observable) Markov Decision Processes to determine the defender’s

or attackers’ decisions at each point in time, to attack trees which systematically

categorise the possible ways in which a system can be attacked, [41, 119, 74, 111,

124, 134, 171].

Spreading mechanisms have also been used to describe attackers’ behaviour,

such as in Zhang et al. (2015), where they are used to describe the spreading of

computer worms Conficker and Code Red. Here, they start by defining two ways

an epidemic can spread itself in a system; local spreading, in which infected ver-

tices can only infect a limited set of directed target vertices, and global spreading,

where an infected vertex can infect any other vertex. In reality, many epidemics use

a hybrid mixture of both types of spreading. A mathematical framework is proposed

to study hybrid epidemics and focuses on exploring the optimum balance between

local and global spreading in order to maximize outbreak size.

They find that hybrid epidemics can cause larger outbreaks in metapopulations,

which consist of a number of subpopulations (collection of densely or strongly con-

nected vertices) than a single spreading mechanism. These results could be used

to manipulate the balance between local and global spreading in order to provide a

way to estimate the largest outbreak of a hybrid epidemic which could pose serious

threats to internet security.

This spreading mechanism only provides a way of estimating the size of the out-

break and is only limited to attackers which randomly move around in a network.

For our model, we are interested in the way an attacker moves in a system, which

this mechanism fails to provide us. In addition to this, we are also interested in the

decisions it makes at each point in time to find its optimal path in reaching its target,

given the defensive measures present.

Another way to represent attacks is through attack graphs, which are restricted to

directed acyclic graphs by employing a monotonicity assumption on the attacker’s

behaviour, as in [12, 60]. That is, the attacker gains increasing control of the network

as time progresses, never willingly giving up previous attainments.

Miehling et al. (2015), consider the movement of attackers in a system using

Bayesian attack graphs and Partially Observable Markov Decision Processes (POMDPs).
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In the Bayesian attack graph, each of the vertices represent attacker capabilities,

such as vulnerabilities of a service, or information leakage, and the edges are ex-

ploits, which are events that allow the attacker to use their current set of capabilities

to obtain additional capabilities.

The attacker’s movement in the graph is modelled by a probabilistic spreading

process, where it is, again, assumed that it moves randomly throughout the network

with no specific, intelligent process, and the defender’s decisions are calculated us-

ing Partially Observable Markov Decision Processes. A small network is set up to

obtain an optimal policy which maps the current belief to the optimal countermea-

sure action.

These attack graphs can be interpreted into Markov Decision Models, as in Jha

et al. (2002), where they have been used to determine the optimal defence strategies

that minimise the probability of successful attack.

(PO)MDPs have commonly been used to calculate defence strategies in systems

in the presence of attacks, [185, 111, 4, 86].

Wu et al. (2012), for example, use MDPs to derive an optimal strategy for defend-

ing against jamming attacks in cognitive radio networks, where several attackers

intend to jam the unlicensed user’s communication link by injecting interference.

They consider situations where unlicensed users could hop across multiple bands

to avoid being jammed. They derive the optimal defence strategy which balances

the cost associated with hopping and the damage caused by the attackers.

It is recognised here that the users may not know some information, such as the

number of attacks. Therefore, a learning process is introduced where the user uses

past observations using maximum likelihood estimation and estimates the required

parameters for the MDP accordingly. They find that the attackers should adopt a

strategy that randomly scans all the bands to find the users so that the optimal de-

fence strategy can be obtained from the value iteration of the MDP.

MDPs have also been used to model the interactions between honeypot and bot-

masters in Hayatle et al. (2013). Honeypot operators need to choose the optimal

response that balances between being disclosed and being liable for participating

in illicit actions. This model is then extended to POMDPs to model the uncertainty

of the honeypot state by the botmaster. They find that exploiting the legal liability

of honeypots allows botmasters to have the upper hand in their conflict with them.

They also show simulation results which show the optimal response strategies for

honey pots and their expected rewards under different attack scenarios.

Caulfield and Fielder (2015) use POMDPs to model computer networks and vul-

nerabilities that can be used to find the optimal allocation of time to different system
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defence tasks.

Here, the defender is taken to be the system administrator who is thought to

have the following actions: monitoring the network, patching vulnerabilities, recov-

ering the system after an attack, or carrying out other tasks related to maintaining

the system. The attacker is taken to have 2 different actions; using exploits to ad-

vance through a system towards their target by only using a single attack at a time,

or take no action, for example when they do not want to use an exploit or have no

remaining usable exploits. A security game is set up which describes the network,

vulnerabilities, players and costs and the solution is given as a policy which indicates

the optimal actions to take for the defender at a given state.

They find that system administrators must spend on essential security-related

tasks only and spend the majority of their time on non-security tasks.

In our model, however, we concentrate on the attacker’s movement throughout

a network and assume that he has full knowledge of the system that he is going to

attack.Therefore, rather than modelling the defence strategies, we aim to use MDPS

to model the movement of an attacker in a system in which the attacker decides

on the optimal action to take (which location to attack next), given the set of states

available (set of directly connected locations), their respective transition probabili-

ties (probability of successful attack), and associated rewards (how much damage it

will cause whilst also getting closer to its target).

However, since the relationships between locations in our system are dependent

on each other, and such relationships are not taken into consideration in MDPs, we

would need to extend our model to incorporate this.

Inter-dependent relationships between threats in a system have been recognised

previously in the work carried out by Baldwin et al. (2012), where they develop

a model which captures infrequent inter-relationships between threats as well as

the manager’s responses for given temporal relationships between the number of

attacks to the system, their change (or ’jump’) in frequency, and the extent of its

impact. They characterise the operational status of their systems in terms of their

levels of criticality and sensitivity, where the former refers to the importance of the

availability of accurate information for continuing system operations, and the latter

is concerned with the level of security required for protecting data from access by

unauthorised agents.

They use Hawkes Processes, a model of contagion, to assess the existence of con-

tagious behaviour between threats to critical services, such as email, databases and

website operation, using threat data by DShield. They find that attacks on individual

ports are, indeed, inter-related, with the relationships being exposed by the estima-
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tion of jumps and mutually self-exciting behaviour.

Although this model has been useful in determining the existence of interdepen-

dent relationships between threats in a system, it does not show the effect of these

threats on the interdependence between locations in a system. Therefore, we will

need to consider a different approach to capture this effect in our model.

Influence models have also been used to capture interdependencies between

vertices in networks. As introduced by Miura-Ko et al., (2008), and further devel-

oped by Alpcan et al. (2009) and Alpcan and Başar (2011), these models capture the

influence of vulnerabilities at different locations in systems as well as the influences

of various security controls on each other. A stochastic security game has been set

up in Alpcan et al. (2009) which models the interactions between the attacker and

defender in a given security system. These ideas will be further discussed and ap-

plied to our model in Sections 7.5 - 7.7.

The concepts from game theory have received much attention in the past two

decades to model various situations, [24, 98, 123, 9, 22, 10]. Here, the optimal actions

of both the attackers and defenders are established in diverse system architectures

which consist of agents, connected by physical or virtual links, who must decide on

an action, given the actions of the other users and the network structure.

Game theory has been applied to many different fields, including social, eco-

nomic, security or financial networks ([7, 28, 66]). The theory has been developed for

small scale, sophisticated interactions which is based on strong assumptions such

as common knowledge and forward-looking behaviour, [138].

Researchers have explored the applicability of game theoretic approaches in many

security and privacy-related computer and communication networks. In particular,

network security mechanisms in a game theoretical field have received immense

attention from the research community.

Ellis et al. (2010) provide a neat representation of existing game theoretic so-

lutions which are designed to enhance networks security and present a taxonomy

for classifying the proposed solutions. They point out that although many types of

games exist, such as static game models or games with complete or perfect infor-

mation, in reality, a network administrator often faces a dynamic game with incom-

plete and imperfect information against an attacker. Some work has been carried

out involving incomplete and imperfect information specific to wireless networks,

however, much more research is required in many other security situations.

A structured and comprehensive review of a selected set of works has been given

in Manshaei et al., (2011), in which they are categorised in 6 sections: security of the

physical and MAC layers, security of self-organising networks, intrusion detection
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systems, anonymity and privacy, economics of network security and cryptography.

Some common concepts applied to these security problems include Stackelberg

security games [49, 109], Nash equilibrium [131, 18, 28], (non)zero-sum games [104,

189, 35], and stochastic games [192, 190, 26, 165, 84].

A Stackelberg security game consists of two players, and a possible set of targets.

Here, one of the players is the leader (defender), who can decide upon randomised

policy of defending the targets, and the other the follower (attacker), who is assumed

to observe the policy of the leader upon which it chooses a target so as to maximise

its expected utility.

A Nash equilibrium, as introduced by Nash in 1950, is a collection of strategies

for each of the players such that each player’s strategy is a best-response to the other

players’ strategies and each of the decisions are made simultaneously by each of the

players. This means that no player can get a higher payoff by changing strategies

given that the other players also don’t change strategies.

The concept of equilibria has been proven to be applicable to zero-sum games

by Shapley (1953) and to nonzero-sum stochastic games by Fink (1964).

Zero-sum games are mathematical representations of a situation in which a player’s

gain or loss is exactly balanced by the losses or gains of the other players. That is, the

sum of the total gains and losses of all of the players is equal to zero. These are often

solved with the minimax theorem, or Nash equilibrium. On the other hand, the total

gains and losses of all the players in a nonzero-sum game can be less than or more

than zero, [183]. An overview of the many zero-sum games, which includes all ba-

sic streams of research in this area such as vector payoffs, incomplete information

and algorithms amongst others can be found in Jaśkiewicz and Nowak (2016) for the

interested reader.

Nonzero-sum stochastic games pose a serious challenge in terms of convergence

of solutions due to the non-uniqueness of Nash equilibrium at each state. Although

many methods have been suggested to overcome these problems, there is still no

unified theory that is easily applicable to solve nonzero-sum stochastic security games,

[9]. For a more detailed overview of all basic streams of research in the area of

nonzero-sum stochastic games, such as algorithms, stopping games and correlated

and uniform equilibria, amongst others, the reader is referred to [100].

In our model, we use MDPs as an underlying process to describe the decisions

made by an attacker in a zero-sum stochastic security game. We find the optimal

payoff of an attacker in a zero-sum game which captures the influences of vertices

on each other in a network. Further details regarding the set up of this game are

given in Section 7.5.
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It is worth noting that not all ’attacks’ are a deliberate act of sabotage. Some

are also due entirely to inadvertent errors, such as natural disasters or even the ac-

cidental loss of important data (through, for example, spilling drinks), as pointed

out by Vorobeychick and Letchford (2012). Although such failures are generally far

more common than attacks, the vast majority of work in security games posits an

attacker, but ignores such failures entirely. One paper which does take this into con-

sideration is by Zhuang and Bier (2007), which uses a Nash equilibrium to set up a

rigorous model for balancing defence against terrorism and natural disasters. They

find that increased defensive investments indicate that an attacker can either in-

crease or decrease his level of effort, to help compensate for the reduced probability

of damage from an attack, or because attacking is less profitable at high levels of

defensive investment, respectively.

We leave the incorporation of accidental damage to the system as an additional

extension to our model in future work.

We now move on to exploring the security economics literature to understand

how to best invest in security measures in the following section.

2.4 Security Economics

The security economics literature has become a fast-moving and thriving area of re-

search in recent years, [13]. As systems are becoming more advanced, incentives are

becoming as important to dependability as technical design. Economic theory and

models are used to analyse incentives between the involved stakeholders. Cavu-

soglu (2004) argues that information security should be viewed as a value creator

that supports and enables e-business operations, rather than just an expense. He

claims that this value can be created by developing secure environments for infor-

mation and transaction flows between companies and their partners.

Because of the large nature of this literature, we will only concentrate on eco-

nomic security research which incorporate the presence of shocks or attackers into

their model and the investments that should be made to protect organisations. The

reader interested in the various other aspects of this literature is referred to [13, 158,

87, 152] as a starting point to obtain an initial insight into some of the other works

carried out in this field.

The concept of attacker behaviour has been modelled in various ways in differ-

ent scenarios, some of which concentrate on the spread of attack within a single

organisation, others which observe the effects of attacks on a number of intercon-

nected organisations, [68, 56, 103, 121, 136]. Our model aims to be able to define a
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system’s network in such a way that it is able to capture both a single organisation’s

network and a network of connections between various organisations.

Cremonini and Nizovtsev (2006) consider an economic model of behaviour of

attackers in two cases; one in which attackers are able to obtain information about

each target’s security levels and the other when they are not. They find that, in the

first case, the attacker’s optimal strategy is to attack systems with low security levels

more than those with higher security levels. An increase in the defender’s security

level then affects the frequency of security incidents in two ways; direct and indirect.

The direct effect refers to the technical characteristics of a system and decreases

the probability of successful attack. The indirect effect relates to the amount of effort

the attacker puts into attacking the system, which further decreases the frequency of

security incidents. Although the indirect effect is usually overlooked, its effect could

greatly exceed that of the direct one.

In the second case, there is no indirect effect on the system, and the attackers

treat every target the same. In this scenario, it has been found that systems with

low security levels compared to the rest of the population should try to keep their

security measures a secret, whereas those with higher security levels are advised to

reveal some of their security measures to discourage attackers from attacking them.

Although this study has obtained some interesting results, its static nature limits

its applicability to the real world. The interrelationships between the attacker and

defender should be represented in a dynamic, game theoretic model to be able to

observe more efficient results. The use of game theoretic models in the security

economic literature will be discussed later in the section.

Acemoglu et al. (2015) have also developed a model which captures the prop-

agation of shocks to different, interconnected organisations. Here, a model is de-

veloped to determine the ’downstream propagation of supply-side shocks’ and ’up-

stream propagation of demand side shocks’ to understand the effects of a shock to

different sectors in the economy. The Cobb-Doughlas production function is used,

in the presence of a shock, to determine the amount of output that can be produced

through 2 or more inputs (e.g. capital and labour) and to obtain the Leontief in-

verse of an input-output matrix. That is, the final demand of each organisation for

the given input-output matrix. This matrix shows how the output from one sector

could become an input to another sector. In particular, each column of the matrix

represents (monetary) values of inputs to each sector and each row represents the

(monetary) value of each sector’s outputs. The propagation of shocks can then be

observed through this model.

This idea could be used to understand the spread of an attack in a connected
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system, in terms of its monetary values, by specifying the labour and capital inputs

as well as the value of shocks.

The damage caused by attackers would have to be compensated through invest-

ments. Investments incorporate the quantification of costs and benefits, where the

costs of an investment simply include prices of required hardware, software, labour,

etc., whereas benefits are more difficult to quantify. However, it is important that the

value of the protected asset remains lower than the investments made to protect it.

Gordon and Loeb (2002) propose an economic model which uses marginal costs

and marginal benefits to determine the optimal amount to invest in information

security. They conclude that a company should only invest up until the marginal

benefits of the investment are equal to the marginal costs. If the marginal bene-

fits exceed the marginal costs, investments should be increased. In addition to this,

the investments made to protect the security of a computer-based information sys-

tem should protect the confidentiality, integrity and availability of the system, [79].

Therefore, in case of attack, the level of investments made should be separated into

the 3 attributes, respective to an organisation’s preferences to each.

An initial attempt to the development of such a model has been proposed by

Ioannidis et al., (2009), in which the trade-off between the levels of confidentiality

and availability of different organisations are considered in the presence of a shock

on confidentiality. Integrity is neglected as corruption of data is assumed not to

be a major issue in most cases. However, this does limit the validity of the model

introduced.

We develop an improved model of Ioannidis et al. (2009) in Section 4 with the

addition of integrity and shocks to each of the attributes and investment separately.

Due to the lack of data, a systematic approach is taken to ensure the validity of the

model. This then applied to different organisations, as part of a series of thought ex-

periments, where we systematically explore the different dimensions of the model

through mathematical simulations. This allows for the further prove of the correct-

ness and efficiency of the model. Details of these are given in Section 4.

Optimal patching frequencies have been another popular area of research in the

security economics literature, such as [46, 16, 191], amongst others. Ioannidis et

al. (2012), for example, also produced some work, based on the previous paper, to

derive the optimal patching frequencies for (ir)regular patches in military and finan-

cial organizations. By using utility theory and taking the patch arrivals to be shocks

to the confidentiality and availability of the system, they find the optimal patching

frequencies through optimization. They find that out-of-cycle patching is cost sen-

sitive and its deployment is dependent upon an organisation’s preferences. In the
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case of client patching, which faces frequent and low impact threats, it would not

be optimal to patch on arrival. However, for network patching, which encounters

high impact but low frequency threats, military organisations would tend to patch

on arrival whereas financial organisations exhibit a high degree of sensitivity to it.

Optimal timings for investments have also been addressed in Williams et al.

(2012), where a utility theoretic approach is used to find a quadratic approximation

to an analytical solution in the presence of existing and future threats. They suggest

that organisations which value confidentiality and availability more than the level

of investment will have more frequent investment cycles as compared to those who

value the investments in information security more.

Game theoretical concepts have also been applied to such problems to obtain

various results. Cavusoglu et al. (2008) use a game theoretic approach to model

the strategic interaction between a software vendor and a firm using that software

to find the optimal frequency of patch updates, whilst Augusta and Tunca (2006),

study the effect of user incentives on software security in a network of individual

users under costly patching and negative network security externalities.

Other game theoretic applications of security economics include Grossklags and

Johnson (2009), who have studied the impact of individual security investment deci-

sions on the entire internet population through different security game paradigms,

such as a total effort security game, in which an individual’s utility depends on the

average protection level of the network, or a weakest-link security game, where the

utility of a node depends on the minimum protection level among all individuals in

the network. They describe that, in the latter case, an attacker is able to compromise

an entire security network once it is able to get past the perimeter of the organisa-

tion, due to inconsistent security policies.

Gao et al. (2015) define a Stackelberg game and Nash Equilibrium where a secu-

rity provider and firm are the players, each including a level of hacker attack in their

mathematical representation. They find that, under the Stackelberg security game,

the firm invests less, the security provider invests more, and the security breach

probability rate is smaller than under the Nash equilibrium. They also find that the

firm has a higher payoff under the Stackelberg security game than in the Nash Equi-

librium.

Here, the hacker attacks have been linearly defined to diffuse over time in the

form of a differential equation, which takes into account the rate of diffusion without

security measures and the investment rates for both the firm and security provider.

However, this representation may not always be realistic, hence the need for a more

accurate representation of the attacker arises.
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We find from the literature that there exist more models to understand the be-

haviour of users in a system in the economic settings than understanding the attack-

ers’ incentives of that system. We believe that an economic model, which provides

an integration of these two concepts, would provide a more comprehensive insight

and understanding of security and its associated defence strategies.
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3 Distributed Systems

We begin by introducing the way we have chosen to represent our underlying net-

work model, with its associated mathematical representations, and apply it to a

number of different examples to give the reader a better understanding of its ap-

plicability to different systems. The versatility of this framework will allow us to rep-

resent the underlying network model for both the attacker and economic security

models in Sections 7 and 6. That is, the components of this framework can be used

to capture various elements in the models proposed in later sections.

The general structure of a systems security network usually consists of a set of

vertices, connected through edges, which are protected by different security poli-

cies. Each of the vertices represent different locations in a system, and each of the

edges show any connections that may exist between them. These could either be

physical, such as corridors between two rooms, or virtual, such as wireless connec-

tions between two separate computers.

Each of the locations in a system would contain different assets that would need

to be protected, such as sensitive data, keys or employees’ valuables. Therefore,

some degree of security would have to be incorporated within the system, such as

access controlled security barriers, locks on doors, or requirement of passwords, to

protect these assets from malicious attackers.

To model this network structure, we use the classical theory of distributed sys-

tems as presented by Coulouris et al. (2000). Here, 4 main components of a sys-

tem are introduced: locations, resources, processes and environment. Definitions

of each of these components are given in Section 3.1.

We can then use methods from process calculus, graph theory and probability

theory to set up a mathematical model to represent each of these components in

Section 3.2.

We then present 3 different real life examples and apply them to our distributed

systems model in Sections 3.3 – 3.5 to help the reader better understand the ideas

presented in our model. In each of the examples, we describe their general architec-

ture and set up and then move on to show how they are applied to our distributed

systems framework.

We start off our set of examples with describing distributed database manage-

ment systems which already have a structure similar to our systems framework. We

give a brief introduction on the different types of DDBMS available and apply one of

these to our distributed systems framework. We then move on to our second exam-

ple of SecureDrop, which consolidates the notion of environments and informally
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captures the idea of interfaces. Lastly, we give an example of an employee’s jour-

ney from their home to the office, as in [42], to provide a more in-depth view of the

concept of interfaces and environments in our distributed systems framework.

3.1 Definitions

We start this section with definitions of the main components of the distributed sys-

tems framework. The main components of a system are given by their locations,

resources, processes and environments, whose definitions are as follows:

Figure 3.1: Generic example of a distributed systems model
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Locations: Any physical or logical places in a network in which resources reside,

such as locations in a computer memory, lockers, or rooms inside buildings

Resource: Components of a system which can be manipulated, e.g., consumed,

read, modified, destroyed. These could be ID badges, sensitive documents,

memory, money etc.

Processes: These model the dynamic parts of the system by manipulating

resources to deliver services. For example, scanning of bags at X-Ray

machines at airports, opening of doors as a result of a correct show

of ID, etc.

Environment: The place in which each of the mentioned aspects can be found,

and from which services can be delivered and received from different

systems. For example, if we take a single room in a building to be our

system, its environment could be the remaining rooms on the same floor

(which would be systems themselves) or even the whole building.

Mathematical representations of these components using a combination of graph-

like structures, process calculus, bunched logic and probability distributions are

given in the following sections. A generic example of a system model (similar to

[53]) is provided in Figure 3.1 to aid the reader in his understanding of each of the

components.

3.2 Mathematical Representations of Components

Before we dive into the explanations of the different mathematical representations

of the components, it is important to set out a few of the basic combinators in pro-

cess calculus using Milner’s synchronous calculus of communicating systems, SCCS

[127].

We begin by defining some basic combinators in SCCS. Let Act be a monoid

which contains actions a,b, where ab ∈ Act is an action and there exists a unit 1

such that, for any a ∈ Act, 1a = a = a1. Let E , F be processes which are built up from

actions using some combinators, we can then define the action prefix, concurrent

composition and non-determinist choice as in Table 3.1.

We use the notion of bisimulation to describe the notion of equality. We say that
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Type Mathematical Example Meaning
Action Prefix

a:E
a−→E

An action a occurs and

the process then evolves as E

Concurrent E
a−→E ′ F

b−→F ′

E×F
ab−−→E ′×F ′

Two processes, E and F evolve parallel

Composition to each other with actions a and b.

Non-deterministic Ei

ai−→E ′

E1+E2

ai−→E ′
, i = 1,2 Choosing to evolve one of two disjunctive

Choice components of a process with action ai

Table 3.1: Basic combinators in Milner’s synchronous Calculus of Communicating
Systems (SSCS).

two processes, E and F are bisimilar, written as E ∼ F , if

1. for every action, a, such that E
a−→ E ′, there is a F ′ such that F

a−→ F ′ and E ′ ∼ F ′

and,

2. for every action a such that F
a−→ F ′, there is an E ′ such that E

a−→ E ′, and E ′ ∼ F ′

In other words, each process imitates the behaviour of the other.

We can now begin to describe each of the components of the distributed systems

model in the following sections.

3.2.1 Resources and Processes

We begin by using the resource semantics of O’Hearn and Pym’s bunched logic, [53].

The general idea consists of two resource elements that can be combined and com-

pared together to form a new element or to determine which is greater. This basic

set-up has proven to be very useful when formulated mathematically, [15, 51, 42].

We assume the following basic properties of a resource as in [51, 52, 53]:

• A basic collection of resource elements, including a zero element,

• A notion of combination of resource elements,

• A notion of comparison of resource elements.

These properties can be formally defined as preordered, partial commutative

monoids of resources, (R,◦,e,6), where R is a carrier set of resource elements, ◦ is a

partial monoid composition, with unit e, and 6 is a preorder on R.
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Now that we have defined the notation for resources, we can start to describe the

notion of processes.

As previously defined, processes model the dynamic parts of the system by ma-

nipulating the resources to deliver services. In order to represent this interaction,

we first define the notion of processes using process algebra, [126, 91, 90, 73], which

will be modified to take into account resources (and later, locations) to allow them

to co-evolve.

We begin by letting Act be a monoid of actions with composition ab of elements

a and b with unit 1 and we let E be a process with process variable X , where a ∈ Act.

We can then define the grammar for process E as:

E ::= X |a|a : E |∑
i∈I

Ei |E ×E |fixi X .E |(vR)E

where X is a process variable, a is an action, a : E is the action prefix,
∑

i∈I Ei repre-

sents the sum of i processes, where I is is any set. E ×E is the concurrent product,

fixi X .E takes X and E to be tuples and the i th component of the tuple is taken, and

(vR)E is the hiding operator which allows for the integration of the resource and

processes.

We can now take resources, R, to co-evolve with process, E , with action a to

represent the interaction between them. We describe this co-evolution as

R,E
a−→ R ′,E ′ (3.1)

conforming to the partial modification function, µ : (a,R) 7→ R ′, which determines

how an action a evolves the resource R to R ′ and process E to E ′. This function is

required to satisfy the following conditions:

• µ(1,R) = R, where 1 is the unit function

• if R ◦S and µ(a,R)◦µ(b,S) are defined, then µ(ab,R ◦S) =µ(a,R)◦µ(b,S).

The meaning of these combinators is given by structural operational semantics

(SOS) [3, 141], which has found considerable application in the theory of concurrent

processes, [125, 19, 1]. Some operational semantics are given by the rules in Table

3.2.

The previously mentioned hiding operator can now be given as

R ◦S,E
a−→ R ′ ◦S′,E ′

R,νS.E
νSa−−→ R ′,νS′.E ′
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Type of Operational Semantics Mathematical Representation of
Operational Semantics

Action Prefix
R,a:E

a−→µ(a,R),E

Concurrent Composition1 R,E
a−→R ′E ′ S,F

b−→S′,F ′

R◦S,E×F
ab−−→R ′◦S′,E ′×F ′

Sum
R,Ei

a−→R ′E ′

R,
∑

i∈I Ei
a−→R ′,E ′

Recursion
R,Ei [E/X ]

a−→R ′,E ′

R, f i xi X .E
a−→R ′,E ′

Table 3.2: Table showing different structural operational systems.

as in [51, 54]. That is, the resource S becomes bound to the process E .

As mentioned in the introduction, the notion of resources will not explicitly be

expressed in our final model. Rather, we will model the protection of the properties

of the resources in terms of their levels of confidentiality, integrity and availability

and the investments involved.This will be explained in more detail in Section 4.

3.2.2 Location

We begin our treatment of location by outlining some of its basic requirements.

These include a collection of atomic locations, which are the basic places in a sys-

tem that generate a structure of locations, and the notion of (directed) connections

between locations, which describe the topology of the system. We can also go on to

consider sublocations (which respects connections), and a notion of substitution (of

a location for a sublocation) that respects connections. This will provide a basis for

abstraction and refinement in our system models, [53, 42]. Note that the treatment

of locations in this way seems not to lead to a process calculus with operational be-

haviour that is more expressive in absolute terms. However, it does allow for more

logical expressiveness and allows for the simplification of the construction of a wide

range of systems.

The resulting calculus provides us with a transition system given by a judgement

of the form L,R,E
a−→ L′,R ′,E ′, where a is an action, L,L′ are location environments,

R,R ′are resource environments and E ,E ′ are processes used to control the evolu-

tion. Again, we use a modification function, µ, to determine the evolved location L′

and resource R ′ with action a as µ(a,L,R) 7→ (L′,R ′). The action prefix can then be
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defined as

L,R,E
a−→ L′,R ′,E ′

where L′,R ′ =µ(a,L,R)

Details of some of the structural operational semantics with locations can be

found in Table 3.3.

Type of Operational Semantic Mathematical Representation of
Operational Semantics

Action Prefix
L,R,a:E

a−→µ(a,L,R),E

Sum
L,R,Ei

a−→L′,R ′E ′

L,R,
∑

i∈I Ei
a−→L,R ′,E ′

Fix
L,R,Ei [E/X ]

a−→L′,R ′,E ′

L,R, f i xi X .E
a−→L′,R ′,E ′

Frame L,R,E
a−→L′,R ′,E ′

L,R◦S,E
a−→L′,R ′◦S′,E ′

Table 3.3: Structural Operational semantics

We represent the notion of locations as a directed graph in our model, where

each of the vertices represent different locations, which contain resources, and each

of the directed arrows show the links between two locations. These could either

be virtual links, such as wireless networks connecting one computer to another, or

physical links such as corridors between two rooms or pathways from one location

to another. The use of directed links will be useful when considering one-way con-

nections between locations, such as receiving (spam) e-mails, or only being able to

enter buildings from one entrance and exit from another.

More detailed of the representation of locations in the model will be given in

Section 4.

3.2.3 Environment

Now that we have described the mathematical representations of the resources, pro-

cesses and locations of our model, we can move on to define the notion of environ-

ment.

We take the environment to encapsulate a system with locations containing re-

sources that get manipulated by processes. The systems we model do not exist in

isolation, rather, they interact with their environment to which services can be de-

livered and from which they can be received. This includes both the external factors
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which have an impact on the system of interest as well as the internal parts of the

model that we do not need to model in detail. Rather, we represent these parts by

capturing the incidence on the model of events from the environment stochastically.

For example, a negative exponential distribution may be used to model the arrival

of agents at the entrance that marks the outer boundary of a model [147].

The interaction between two separate environments will be modelled as a com-

position of two separate systems models which interact with each other at the lo-

cation, process and resource levels. To enable this composition, we use the idea

of interfaces, as in [42], which define the locations, and their appropriate actions,

where models fit together.

We begin by representing a model using a location graph, G (V [R],E ), with a set

of vertices, V , representing the locations of the model, and a set of directed edges, E

giving the connections between the locations. Each of the vertices are labelled with

resources R and each of the actions in a model are contained in a set A .

A model also contains a set of located actions, Loca , where a located action

` ∈ Loca is given by an ordered pair `= {a ∈A , v ∈ V }. These located actions are as-

sociated with probability distributions: Env : Loca → Pr obDi st , which are brought

into existence during the execution of the model by sampling them from these.

We can then move on to represent the interaction between two separate envi-

ronments using the notion of interfaces as explained above.

We take an interface Int ∈ I on a model to be a tuple, (In,Out ,h) of sets of

input and output vertices, where In,Out ⊆ V . The sets of input and output vertices

in interfaces must be disjoint, that is:

⋂
i∈I

Ini ∈ In =; and
⋃

i∈I

Outi ∈Out =;

Now that we have set up the abstract framework, we can define a more detailed

notion of a model, by including interfaces.

Definition 1. A model M = (G (V [R],E ),A ,P ,Loca ,I ) is a tuple that consists of a

location graph G , a set of actions A , a set of processes P , a set of located actions Loca ,

and a set of interfaces I

A composition of two of these types of models, M1 and M2, with specific inter-

faces

I1,1, ...,I1, j , ...,I1,n ∈ I1 and I2,1, ...,I2,k , ...,I2,m ∈ I2 can then be implemented

through a composition operator M1I1, j
|I2,k M2. This is defined using operation, ⊕,

on each of the components of the model. Details of the definition of this operator for
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the composition of vertices, edges, actions, processes, locations and interfaces can

be found in [42], with proofs of the existence of the commutative and associative

properties of a model M1I1
|I2 M2.

We can now describe the application of our distributed systems framework to

different real life systems using three different examples: Distributed Database Man-

agement Systems, SecureDrop and a General Office Security Model.

3.3 Example 1: Distributed Database Management Systems

A good first example to use to describe the real life applicability of our framework

are the distributed database management systems due to the way their architecture

is naturally set up. In this section, we give an overview of different types of DDBMS

available to give the reader an idea of its structure, before describing one of them in

terms of our distributed systems framework.

As explained by Ozsu (1991) and Bell (1992), a distributed database system is

a collection of several logically related databases which are physically distributed in

different computers (otherwise called sites) over a computer network. All sites in the

distributed database have full control over themselves in terms of managing their

data, and can inter-operate whenever required. The user of a distributed database

has the impression that the whole database is local except for the possible commu-

nication delays between the sites. This is because a distributed database is a logical

union of all the sites and the distribution is hidden from the user, ([145], [5] [59]).

Each day, thousands of transactions are carried out through the use of databases

in many organisations’ IT systems. There are various database management systems

(DBMS) available, which include both packaged and open-source database suites,

such as Oracle, IBM and Microsoft.

Each database can be linked to another to form one large distributed database

environment, which can be broadly classified into homogeneous and heterogeneous

distributed database environments as shown in Figure 3.2.

In homogeneous distributed databases, all the sites use identical DBMS and op-

erating systems, which means that they are easier to design and manage. This ap-

proach allows for increased performance as each site is aware of all other sites and

cooperates with other sites to process user requests. Types of homogeneous dis-

tributed databases include autonomous and non-autonomous, where each database

is either independent, functions on its own and uses message passing to share data

updates or data is distributed across the homogeneous nodes and a central master

DBMS co-ordinates data updates across the sites, respectively.
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Figure 3.2: Classification of different types of distributed systems

Conversely, heterogeneous distributed databases have different operating sys-

tems, DBMS products and data models at different sites. This means that any query

or transaction processes will be complex due to their dissimilar schemas and soft-

ware. There are two types of heterogeneous distributed databases; federated and

multi-database. Federated heterogeneous databases are all independent and are

integrated together to function as a single database system, whereas multi-database

systems employ a central coordinating module through which the databases are ac-

cessed.

DDBMS architectures are generally developed depending on three parameters:

distribution, autonomy and heterogeneity.

Distribution refers to the physical distribution of data across the different sites,

whereas autonomy describes the distribution of control of the database system and

the degree to which each DBMS can operate independently. The degree of unifor-

mity of data models, system components and databases are described by the het-

erogeneity of the architecture.

Some of the most common types of DDBMS architectures include Client-Server,

Peer-to-Peer and Multi-DBMS, where each of these are further divided into differ-

ent levels. To avoid repetition of the same ideas, we will only concentrate on the

Client-Server architecture in the next section and represent one of its types in the

distributed systems framework.

3.3.1 Client-Server Architecture

This refers to a two-level architecture where the functionality is divided into servers

and clients. Server functions are mainly concerned with data management, opti-
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mization, query processing, etc, whereas client functions mainly include user inter-

face as well as consistency checking and transaction management. There are two

different types of client-server architecture: Single Server-Multiple Client and Mul-

tiple Server-Multiple Client. As the names suggest, the former describes an architec-

ture where a single server is connected to a number of different clients and the latter

indicates an architecture where multiple servers are connected to multiple clients.

In both of these architectures a specific number of clients and servers are connected

to each other. The client requests for a service and the server responds by providing

them with the service, possibly obtaining it from a database it is connected to. The

main focus of this architecture is to share information, where the data is stored in a

cetralized server. One of the main problems with these types of architectures, how-

ever, is the possibility of getting bottlenecked, which would affect the efficiency of

the system, [168, 67].

We will use the Multiple Server-Multiple Client architecture, as illustrated in Fig-

ure 3.3, to show its application in our distributed systems framework.

Figure 3.3: Multiple Server-Multiple Client architecture as in Tutorialspoint (2016)
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3.3.2 Multiple Server-Multiple Client Architecture Representation in the

Distributed Systems Framework

A representation of the Multiple Server-Multiple Client architecture in the distributed

systems framework is illustrated in Figure 3.4.

Here, we have take each of the clients, servers and databases to be different lo-

cations in the system.

Each of these locations contain different resources, such as application programs,

client services or database services.

We represent the communication links between the clients and servers and databases

as bi-directed edges where requests can be sent from the client to the server and

services sent back from servers to the appropriate clients. Each of the requests are

taken to be resources which are then manipulated through processes to provide ser-

vices. Note that the processes have now become implicit in the system’s evolution

over time.

Figure 3.4: Multiple Server-Multiple Client architecture in the distributed systems
framework, with some possible communication links between clients and servers
depicted as directed edges.
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3.4 Example 2: SecureDrop

Our second example is SecureDrop which allows us to demonstrate the idea of in-

terfaces and environments more concisely, to aid the reader in his understanding of

these concepts.

SecureDrop is an open-source whistleblower submission system that media or-

ganisations can use to communicate with anonymous sources who can provide them

with useful documentations. It was originally developed by late Aaron Swartz and

was taken over by Freedom of the Press Foundation in 2013.

This application environment consists of four main stations; Secure Viewing Sta-

tion, Application Server, Monitor Server and the Journalist Workstation.

The Secure Viewing Station is a laptop running the Tails operating system from

a USB stick that journalists use to decrypt and view the received documents whilst

preserving their privacy and anonymity. This laptop has no direct connections to the

internet or any other computers which may be connected to the internet. The Ap-

plication Server uses the Ubuntu server to run two segmented Tor hidden services;

the source and journalist interface. The source connects to the source interface to

send messages and documents to the journalists whilst the journalist connects to

the journalist interface to download the encrypted documents safely and respond

to the source. The Monitor Service also uses the Ubuntu server to monitor the Ap-

plication Server using OSSEC, which actively monitors all activities on the system.

SecureDrop consists of four main components: the server, the administrators,

the sources and the journalists. It runs on two main servers; the Application and

Monitor Server, where the former runs the core SecureDrops software and the latter

keeps track of the the application server and sends out alerts in case of problems.

These servers are usually located physically inside the newsroom and are connected

to firewall appliances.

The administrators manage the SecureDrop servers. They use Admin Worksta-

tions using Tails and and connect tot the Application and Monitor servers over au-

thenticated Tor Hidden Services.

A source is a person who submits documents and messages through the Tor

browser to access the Source Interface. Each of the submissions are encrypted on

the Application Server as they are uploaded.

Finally, journalists working in the newsroom use two machines to interact with

SecureDrop. These include the journalist workstation which connects to the jour-

nalist interface using Tails. They download the encrypted submissions and copy

them to a transfer device, such as a USB, and access those by connecting their device

35



on the air gapped secure viewing stations which contain the key to decrypt them.

Journalists can then choose to read, print or otherwise prepare the documents for

publication.

An illustration of this process is given in Figure 3.5.

Figure 3.5: Overview of the SecureDrop Infrastructure showing the connections be-
tween Source, SecureDrop, Journalist, Admin, Airgapped and Publishing Area.

3.4.1 SecureDrop Representation in the Distributed Systems Framework

We can represent the SecureDrop system in the distributed systems framework as 6

different environments containing locations and resources, as illustrated in Figure

3.6.

We let the documents submitted by the source/received by journalist be the re-

sources. These are manipulated through processes, such as Tor, to keep them se-

cure. Note that, again, the processes have not explicitly been shown in the figure as

these are now embedded in our model.

In addition to the servers, workstations and devices being represented as loca-

tions, we also let USB Key A and USB Key B be locations, as they contain the en-

crypted/decrypted documents (resources).

The possible routes the resources can take are tracked through the directed edges

between locations, starting off from Location 1 and ending in Location 14.

Each of the environments in this system are composed through interfaces which

are represented through the interaction between the connecting locations and the

changes that occur in the resources (encrypted/decrypted, moved, etc.).
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Figure 3.6: The SecureDrop Infrastructure in the Distributed Systems Framework.

3.5 Example 3: General Office Security Model

Our final example encompasses a more detailed illustration of each of the compo-

nents in the distributed systems framework. We use a general office security model

as introduced in Caulfield and Pym (2015), which displays a typical journey for em-

ployees working in an office.

It captures the journey of employees, who work in an office, from their homes,

via a transport system, to their office building. Upon arrival, they would be required

to get through some type of access controlled entrance to get inside the office build-

ing. This could be access controlled barriers which provide access to the employee if

a correct ID card is shown, or full body scanners with accompanying security guards

to carry out a full body check before entry. Once the employee enters the building,

they would continue with their daily activities within the building.

This journey is naturally divided into three models. The first model contains

details of the journey outside the office building, for example. from the employee’s

home to the office. The second is the entrance of the office, and the third is taken to

be the back office where the employee carries out its daily duties.
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Figure 3.7: Example of an office model network from Caulfield and Pym (2015)

Caulfield and Pym analyse three different security aspects an organisation could

face. These are separated into three different models where the first model looks at

tailgating behaviour of employees and attackers at the entrance of an office building.

The second model depicts the behaviour of employees inside the office when mak-

ing decisions about how to share confidential documents with other employees and

the third model looks at the loss of devices outside the office which could contain

confidential data. These models can then be composed to examine the interactions

between parts of the organization’s security policy using interfaces, which specify

the locations that are shared between the models, such as the Outside and Atrium

as in Figure 3.7.

3.5.1 General Office Security Model Representation in the Distributed Systems

Framework

We represent this model in the distributed systems framework with 3 different en-

vironments. Environment 1 encompasses all the events that take place outside the

office building, such as the employee’s home or travel arrangements. Environment 2

models the different places an employee can go at the entrance of the building, such

as the lobby or reception and Environment 3 models the events taking place inside

the office.

Each of the environments are composed through shared locations: Environment

1 and 2 are composed through the ’outside’ location and Environment 2 and 3 are
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Figure 3.8: Example of an office model network from Caulfield and Pym (2015) in
the Distributed Systems Framework.

composed through the ’Atrium’ location. These compositions are possible due to

interfaces as explained previously, which are illustrated as dashed ovals in Figure

3.8.

Each of the vertices in this figure represent the different locations considered,

such as ’Car’, ’Entryway’ or ’Office’, and each of the edges represent the possible

paths that can be taken between the locations, such as a path from a type of public

transport to the lobby or from the entryway to the employee’s office. Each of these

locations contain different resources to be protected, such as sensitive data on com-

puters or employees’ valuables.

Once again, the processes have become implicit in our modelling framework,

such as the opening of access controlled barriers or movements from home to lobby.
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4 Initial Economic Security Model

In this section, we introduce an economic security model, inspired by [94], that will

allow us to gain a better understanding of the trade-offs between the security at-

tributes and the amount of investment required to keep an organisation secure.

We use loss functions and impulse-response functions to understand how an

organisation, that behaves under a specific set of assumptions, would return back to

its equilibrium state once it has been attacked. The model explores this behaviour

under a dynamic, stochastic shock whose magnitudes are taken to be random for

now. We enrich this model in the next section by integrating it with the distributed

systems model to have an underlying framework which describes the organisation’s

security network. This enrichment will allow us to observe the possible movements

of attackers in the system and the damages these could cause at each location by

using the game theoretic model developed in Section 7.7.

In what follows, we explain the details of the set up of the model and the trade-

offs between the security attributes under the given assumptions.

As mentioned previously, organisations must maintain certain levels of confi-

dentiality, integrity and availability to ensure the overall functionality of their sys-

tem. We consider system confidentiality to mean the prevention of sensitive infor-

mation reaching malicious users, while ensuring that the right people are still able to

access it. Popular measures enhancing confidentiality include two-factor authenti-

cations (user ID and passwords), locks on doors, or enforcement of file permissions

so that only authorised agents can access the file.

Maintaining the integrity of an organisation involves the safekeeping of data ac-

curacy. It requires the prevention of any data alteration initiated by unauthorised

users. To maintain integrity, systems’ managers require data encryption or check-

sum, a protocol that compares the number of bits sent in a transmission to bits ar-

rived.

Finally, system availability refers to the system’s property that enables reliable

and predictable access to information by authorised agents. This could be provided

by regular system upgrades (to prevent it from crashing) and/or creating back up

copies of data.

Each organisation will have different requirements for each of the security at-

tributes. For example, a private company might invest heavily in access-controlled

barriers at the entrance of their building to only allow entry to those with the correct

ID badge, whilst a bookstore might direct security investment in CCTV cameras to

catch thieves.
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We take C , I and A to be the levels of confidentiality, integrity and availability

of the system and Ċ , İ and Ȧ to be their rates of change over time, respectively. We

represent the existing level of security investments as K and the rate of change of

investment as K̇ .

In the following subsections, we introduce relationships between the trade-offs

of each of the security attributes and investment, as an extension of the model pre-

sented in [94], under a given set of assumption. We will then move on to describ-

ing loss functions and their application to our model, as well as impulse-response

functions. We then define the stability conditions for our model and give details

of the sensitivity analysis carried out to validate our model. Finally, in this section,

we apply our model to 4 different organisations as part of thought experiments and

discuss the results.

4.1 Complexity

We start by defining the complexity of the system, which here we simply take to be

the degree of interconnectivity between locations in a system. We set the equation

for the complexity in the system to be as [94]:

R = 1

1−ξ , for ξ ∈ [0,1) (4.1)

where ξ represents the level of interconnectivity of the system; that is, if ξ = 0,

there is no interconnectivity within the system, therefore the system complexity is

trivial. However, as the interconnectivity of the system tends to (i.e. it becomes more

interconnected) the complexity of the system tends to infinity.

This model of complexity simply gives and indication of the scale of the attack

surface. We incorporate a richer representation of the structure of the system, in

terms of the distributed systems framework, in Section 6.

4.2 Investment

We define the rate of change of security investments in the system as follows:

K̇ = νṘ − (χĊ +λİ +ηȦ) (4.2)

where {ν,χ,λ,η} measure the impact of each of the factors on the additional expen-

diture on information security. This relationship can be explained as follows:
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1. Since we have taken the complexity, R, of a system to be a measure of the in-

terconnectivity between locations in a system, we assume that it would imply

that a positive change in the complexity of the system represents an increase

in the number of locations, and in turn, the number of resources, within an or-

ganisation. These could be in the form of additions of new offices in a building

or new computers or laptops provided by the company. This would suggest a

larger ’attack surface’, therefore more controls would be needed to protect the

’new’ locations within the organisation, such as firewalls, access controlled

barriers or new locks on doors. These controls would necessitate extra expen-

diture for the security managers to ensure the security of the organisation,

causing a positive change in the investments also. Therefore, we assume a

positive relationship between the change of security investments made in the

organisation and its complexity.

2. The presence of technological advances, that reduce vulnerabilities, would

suggest that no additional investments in C , I , and A would be required, there-

fore forming a negative relationship with K̇ . For example, the recent research

report by Neustar on DDoS attacks, shows that targeted organisations expe-

rienced a minimum revenue risk disruption in excess of $2.2 billion dollars

in 2016, which is more than $2.5 million averaged across 849 organisations,

[133]. This indicates the necessity of investing a significant amount in order

to regain control and protect the organisation from similar attacks in the fu-

ture.

Another study, as mentioned in the European Parliament’s ’Data and Secu-

rity Breaches and Cyber-Security Strategies in the EU and its International

Counterparts’ report, which focused on the outcomes of breaches of person-

ally identifiable information in 117 US firms between 2005 - 2010, found that

the average cost per data breach was approximately $2.4 million, [44]. This

indicates the requirement of investments to be made in case of data breach in

these countries.

Therefore, as the level of protection of the security attributes decreased, in-

creased investments in various security measures were made to re-secure the

organisation’s security. Hence, we assume a negative relationship between

these.

42



4.3 Confidentiality

We define the time evolution for the protection of the confidentiality of the system

as:

C =−α
∫ t

t0

Ȧd t +β
∫ t

t0

K̇ d t +τ
∫ t

t0

İ d t −ω
∫ t

t0

Ṙd t +C0 (4.3)

where {α,β,τ,ω} ∈ [0,1] depict the impact of each of the factors on the confidential-

ity of the resource at location i for t0 < t .

The reasoning behind each of the relationships, along with the assumptions made,

are explained below:

1. Confidentiality vs. Availability:

• An increase in the protection of the availability,
∫ t

t0
Ȧd t , of the system

would suggest that there has been an increase in the number of resources/services

available. We assume that this would make it more difficult to preserve

the protection of the confidentiality of these as there now are many dif-

ferent resources/services to be protected, with differing types of con-

trols. We base this assumption on the following events that have oc-

curred in the past, as outlined in the following bullet points.

• The cyber attack against the retail company Target in 2013 was mainly

caused due to network access given to a third-party vendor (increased

availability) which did not appear to follow broadly accepted informa-

tion security practices. This allowed the attackers to infiltrate Target’s

network and steal financial and personal information (decreased confi-

dentiality) of over 100 million Target customers, [167].

• The whistleblower attack by Katherine Gun, a former GCHQ translator,

who leaked details of an operation to bug United Nations offices before

the 2003 invasion of Iraq, [105, 106] is another reason for making this as-

sumption. This was published on the front page of the Observer newspa-

per and cost Gun her job. The increase in the availability of information

to the public lead to a drop in its level of confidentiality, conforming to

the initial assumption of the relationship between the attributes.

Therefore, we assume that as the availability of the resources/services

increases, it will have a negative effect on the level of their confidentiality.

2. Confidentiality vs. Investment:

• We assume that an increase in the security investments made,
∫ t

t0
K̇ d t ,

would suggest a better protection of the confidentiality of the system,
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therefore allowing for the level of protection of the confidentiality of the

resource to be increased.

• For example, as more investments are being made to protect the confi-

dentiality of patients’ data in a medical research organisation, through

either two-factor authorisation or encryption, it would become harder

for attackers to gain access to them, therefore preserving the confiden-

tiality of their data.

• Additionally, a bank’s investment in additional security measures, such

as Hardware Security Models (HSMs), to ensure the confidentiality of

their customer’s information would cause a positive change in the in-

vestments as well as an increase in the level of confidentiality of cus-

tomer’s data. Therefore, we assume that there is a positive relationship

between the change in security investments and the level of protection

of the confidentiality of the system.

3. Confidentiality vs. Integrity:

• We assume that confidentiality and integrity are aligned to some degree,

which would allow us to assume a positive relationship between them.

Increased integrity would imply that it is harder for unauthorised ac-

tors to make changes to a system including, for examThe use of Hard-

ware Security Models (HSMs) in banks is an example of this. This well-

established, highly secure method of authenticating payments uses dig-

ital certificates, which use Public Key Infrastructure (PKI), to enable the

secure exchange of information. It allows trusted organisations, such as

banks, to issue digital certificates to individuals or other organisations,

[6]. Here, the confidentiality of the information to be exchanged, such

as automated payments, is preserved due to the maintenance of the in-

tegrity (i.e. requirement of digital certificates to ensure that the informa-

tion is coming from the right source).

4. Confidentiality vs. Complexity

• We assume that a decrease in the complexity,
∫ t

t0
Ṙd t , of the system would

make it easier to maintain its confidentiality as there would be less inter-

connectivity between the different locations, therefore making it harder

for the attacker to move between locations and damage other resources.
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• This relationship is also established in Alpcan and Başar (2011) to set

up their vulnerability model, where they assume that fewer connections

between computers would suggest that it would be harder for attackers

to gain access to them, therefore making them less vulnerable to attack.

For example, if a virus is able to successfully gain access to one of the

computers, it would be hard for it to directly spread itself to the oth-

ers since they are not functionally connected via a network. This set-up

would allow the organisation to continue maintaining the confidential-

ity of the other computers.

Therefore, we assume that low levels of connectivity tend to be associ-

ated with higher levels of confidentiality, where ω is a measure of the

impact of the complexity on the confidentiality of the system.

5. Once the system shuts down, we assume that a certain level of protection of

the confidentiality of the system, C0, is still maintained. For example, the dis-

connection of a laptop or computer from the internet would reduce its like-

lihood of getting attacked by a computer virus significantly, if not completely

remove it. However, it would still be possible to be attacked physically by an

intruder.

4.4 Integrity

The dynamics for the time evolution of integrity is given by

I =σ
∫ t

t0

Ċ d t −θ
∫ t

t0

Ṙd t + ι
∫ t

t0

K̇ d t + (w I1 (φ1)−w I2 (φ2))
∫ t

t0

Ȧd t + I0 (4.4)

where {σ,θ, ι,φ1,φ2} ∈ [0,1] show the impact of their respective components on in-

tegrity, {w I1 , w I2 } are the weights associated with φ1 and φ2, respectively for t0 < t .

The following assumptions are made regarding each of the relationships be-

tween integrity and the remaining security attributes, investment and complexity:

1. Integrity vs. Confidentiality:

• An increase in the confidentiality of the system,
∫ t

t0
Ċ d t , would prevent

unauthorized access to the data, therefore allowing to maintain, if not

increase, the level of integrity of the data. This would, therefore, cause a

positive relationship between the two attributes.
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• This relationship is captured in the Biba Integrity model, [27, 180], where

a set of access control rules are set to ensure data integrity. Here, a user is

only allowed to ’read up’ (i.e. they must not read data at a lower integrity

level) or ’write down’ (i.e. they must not write to data at a higher level

of integrity), which ensures that authorised users are able to read docu-

ments written by those who are in a higher position than them, but are

only allowed to edit documents which are at a lower position than them.

This ensures that only those who are allowed to access the information

are allowed to edit them, thus helping in preserving its integrity.

• For example, let us consider the military chain of command, where their

ranking is as follows: General > Lieutenant > Colonel > Major > Sergeant

> Private. In this case, a General would be allowed to write orders to a

Colonel who could issue them to a Major. This ensures that the original

orders are kept intact and the mission of the military is protected ("read

up"). Conversely, a Private would not be allowed to issue orders to his

Sergeant, who may never be able to issue orders to a Lieutenant, there-

fore also protecting the integrity of the mission ("write down").

2. Integrity vs. Complexity:

• Similar to its relationship with confidentiality, we assume that a decrease

in the complexity,
∫ t

t0
Ṙd t , of the system would make it harder for an at-

tacker to move between locations and modify data, therefore maintain-

ing their integrity.

• For example, if a sensitive document is stored on two different comput-

ers, one which is connected to the internet and one which is completely

disconnected from it, and if a hacker is able to get access to the one

through the internet and alter it, she would not be able to gain access to

the disconnected computer through the internet and alter that one too.

Therefore, we assume that high levels of integrity tend to be associated

with lower levels of complexity.

3. Integrity vs. Investment

• A positive change in the level of security investments would suggest an

increase in the level of protection of the integrity of the system as in-

vestments would have been made to increase the security of the system.

This view is supported by many, including the managing director of Ac-

centure security, who said that "making wise investments in innovation
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can certainly help make a significant difference when cyber criminals

strike" when talking about recent research carried out with regards to

which security investments make a difference, [20]. This includes the

investments made in security measures to protect the integrity of data

in organisations. Additionally, this view is supported by a survey carried

out by CSI director, Robert Richardson in 2008, who found that out of the

144 respondents, there was an average financial loss of $288,618 per re-

spondent due to cyber crimes, such as viruses damaging data, financial

fraud, insider abuse and many more, [146]

• Let us also consider, as a hypothetical example, an organisation which

requires its employees to manually enter data into the system, such as

accountants, or Help Desk staff at banks. As humans, they are bound

to make mistakes, which would affect the integrity of the data. The com-

pany could invest in training for these employees to ensure they correctly

enter data or apply data validation rules in their system to restrict the

values the employees can enter. This would cause a positive relationship

between
∫ t

t0
K̇ d t and the levels of integrity of the system.

• Another example could be investing in different types of checksum. In

order to ensure the data you have previously saved is the same as the data

you open, you could apply a checksum to your data. This would ensure

that the file has stayed the same as it is. In order to ensure a hacker is

unable to hack this checksum, you’d want to invest in the most advanced

checksum. Hence, this investment would cause an increase in the level

of protection of the integrity of the data.

4. Integrity vs. Availability

• The relationship between integrity and availability is more intricate. Ini-

tial thoughts would suggest that an increase in the availability of a re-

source would decrease its integrity, as the resources would be more read-

ily available and therefore easier to modify. This would suggest that in

order to protect the integrity of the system, the level of availability of the

resource should be limited, resulting in a negative relationship.

• For example, the recently shut down darknet marketplace AlphaBay sold

illegal tickets such as hotel, plane or Disneyland tickets, for low prices on

the Tor network, [11]. This breach in the integrity of the tickets was over-

come by shutting down the marketplace as part of a multinational law
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enforcement operation, [182]. Thus, ensuring the integrity of the tickets

sold by limiting (in this case completely stopping) their availability..

• Another example could be having only one copy of a sensitive document

and keeping it in a safe place with high encryption, it would make it

harder for an attacker to gain access to it and find out the information

on the document as there is only one copy available which is strongly

protected, therefore protecting its integrity by limiting its availability to

unauthorized people.

• However, for some cases, increasing the availability of the resources would

help maintain their integrity. For example, Certificate Transparency al-

lows website users or domain owners to identify maliciously or mistak-

enly issued certificates or certificate authorities that may have gone bad,

[47]. This ensures that the integrity of the digital certificates is main-

tained, through increased availability.

• Therefore, we split the availability factor in the integrity model into two

parts, whose parameter values are dependent on the type of resource or

organisation considered:

w I1 (φ1)
∫ t

t0

Ȧd t ′−w I2 (φ2)
∫ t

t0

Ȧd t ′.

where the weights w I1 and w I2 represent the importance of the avail-

ability and non-availability of the resource with respect to its protection,

respectively, with
∑

w In = 1, andφ1,φ2 capture the impact of availability

on the integrity.

5. Similar to C0, we use I0 to represent the level of integrity maintained once the

system shuts down.

4.5 Availability

Finally, we define the time evolution for availability as:

A = γ
∫ t

t0

Ṙd t +δ
∫ t

t0

K̇ d t −ε
∫ t

t0

|Ċ |d t −ψ
∫ t

t0

İ d t (4.5)

where {γ,δ,ε,ψ} ∈ [0,1] show the impact of each of the factors on availability for

t0 < t . The assumptions made for each of the relationships between availability and

the remaining security attributes, investment and complexity are given below:
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1. Availability vs. Complexity:

• We assume that the complexity,
∫ t

t0
Ṙd t , of a system directly determines

its availability. As the system becomes more complex, its attack surface

becomes larger and more interconnected, hence making it easier to gain

access to it through several routes.

• An example of this would be the distribution of a number of copies of a

code to a locked safe containing valuables such as money or jewellery.

As the number of people that are aware of the code increases, the proba-

bility of the code reaching a malicious person and stealing the valuables

when the opportunity rises also increases.

2. Availability vs. Investment:

• An increase in the resources within a system, such as the number of

servers in businesses, number of clothing items in shops or the number

of vaccinations in a hospital, would require a positive change in invest-

ment,
∫ t

t0
K̇ d t ′. Such additional investment would support an increase

in availability of the resources, resulting in a positive association.

• The protection of the readily availability of these resources to the appro-

priate people, we assume, would be maintained through security invest-

ments. Again, this point is supported by several recent researches carried

out by organisations, such as [20, 44, 133]

3. Availability vs. Confidentiality:

• The relationship between availability and confidentiality,
∫ t

t0
|Ċ |d t , is more

delicate. As mentioned before, an increase in confidentiality would make

it harder to easily access information in a timely manner, thus reducing

availability. For example, if access to a file on a computer is obtained

through undergoing a number of different checks, it becomes harder to

access it, therefore making it less available and, in effect, reducing avail-

ability.

• The recently proposed SOTE model by the Norwegian Defence Research

Establishment, [88], supports this assumption. By defining a set of re-

striction on who can access the resources at all times (increased confi-

dentiality), the availability of the resources becomes limited, therefore

reducing its availability in general.
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• On the other hand, an exogenous decrease in the confidentiality level

of a system would require the security manager to limit its availability

to avoid any further damage. For example, a security manager’s first re-

sponse to an attack through the internet could be to disconnect the sys-

tem from the internet. This would reduce the availability of the network

surface area to the attacker and prevent any further attackers from en-

tering the network, which again causes a negative relationship between

the two attributes. This was the case in the Sony Pictures hack attack in

2014, [181], where a hacker group, by the name of ’Guardians of Peace’

(GOP), leaked confidential data from the film studio including informa-

tion about executive salaries at the company and un-released Sony films.

The company’s first response was to shut down Sony’s entire computer

system, including the network, Internet and any customer-facing sites

to stop any further damage. Employees were also instructed to immedi-

ately shut down any devices connected to the Wi-Fi and not to download

anything on the company lot or engage with any e-mails [155].

• We will, therefore, assume a negative relationship between confidential-

ity and availability, even for negative values of confidentiality. This re-

lationship is captured by taking the the modulus of
∫ t

t0
Ċ d t to ensure a

negative relationship between the two attributes at all times.

4. Availability vs. Integrity

• We assume that a decrease in the levels of integrity,
∫ t

t0
İ d t , of the system

would suggest that security measures put in place to protect its resources

from getting altered have been relaxed, therefore making it more easily

available to unauthorised users (increased availability).

• This assumption is also confirmed by the Clark-Wilson Model, which

only allows authorised users to access and modify data in order to main-

tain its integrity. Therefore, as the level of protection of the integrity of

the system increases, its availability becomes limited to only those who

are authorised to access it.

4.6 Dynamic, Stochastic Shocks and Targets

System managers are required to set appropriate targets for each of the security at-

tributes to maintain the security levels in their system. Investments would be made

in people (i.e., training staff), processes (i.e., using ID badges to access rooms) and
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technologies (i.e., access controlled entrances) to achieve those targets and ensure

optimal security levels within the organizations. We will postulate the behaviour of

each of the organizations over time in the presence of stochastic, dynamic shocks

using impulse-response functions.

These shocks will be added to each of the security attributes, as defined by equa-

tions (4.2)-(4.5), in the following form:

S∗t = ρ∗S∗t−1 +µ∗t where ∗ ∈C , I , A, K̇ (4.6)

Here, ρ∗ ∈ [0,1], is a measure of the persistence of the shock on C , I , A, or K̇ , at

time t −1. As ρ∗ → 1 the system takes longer to recover. µ∗t is an innovation whose

value is taken to be random for this section. In future work, a more accurate value

for this can be calculated, as recommended in Section 8.

The time evolutions of the security attributes in the presence of shocks can now

be expressed as follows:

C =−α
∫ t

t0

Ȧd t +β
∫ t ′

t0

K̇ d t +τ
∫ t ′

t0

İ d t ′−ω
∫ t ′

t0

Ṙd t ′+C0 −SCt (4.7)

I =σ
∫ t ′

t0

Ċ d t ′−θ
∫ t ′

t0

Ṙd t ′+ ι
∫ t ′

t0

K̇ d t ′+

(w I1 (φ1)−w I2 (φ2))
∫ t ′

t0

Ȧd t ′+ I0 −S It (4.8)

A = γ
∫ t ′

t0

Ṙd t ′+δ
∫ t ′

t0

K̇ d t ′−ε
∫ t ′

t0

|Ċ |d t ′−ψ
∫ t

t0

İ d t ′−S At (4.9)

K̇ = νṘ − (χĊ +λİ +ηȦ)−SKt (4.10)

The system responds to the sum of the deviations in the security attributes and

change in investment as follows:

R = x(C − C̄ )+ y(I − Ī )+ z(A− Ā)+ l (K̇ − ¯̇K ) (4.11)

where x, y , z, l are the control variables for each of the deviations, C , I , A and K̇ ,

respectively.

We can now use loss functions to describe the losses produced at each time in the

next section. We begin by introducing the idea of some common loss functions that

can be found in the literature. We outline the reasons for the (non-)applicability of

each of them to our model and describe the set up of the Hinge Loss function which

we use in our model in Section 4.7.1.
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4.7 Types of Loss Functions

A crucial element in all optimising problems, such as in decision theory, financial

investment or forecasting is a loss (or cost) function. These describe the losses in-

curred by an organisation as a result of their deviations from target at each time

period.

Lee (2007) describes a loss function as follows:

Definition 2. At time t , a loss (or cost) occurs when a forecast, ft ,h of a variable, Yt+h ,

for h periods ahead, is different from the actual value at time t +h. We will denote the

loss function of the forecast error, et+h = Yt+h − ft ,h as L(et+h , t ). [115]

Note that here, the target level is the forecast value, ft ,h and Yt+h is the actual

value at that time. The value of the losses incurred is given by the difference between

these terms.

Granger (1999) further discusses the following set of properties for a loss func-

tion:

1. L(0) = 0 (i.e., no error = no loss)

2. L(e) > 0 for e 6= 0

3. L(e) is monotonically non-decreasing as e moves away from zero so that L(e1)>

L(e2) if e1 > e2 > 0 and if e1 < e2 < 0.

He shows that for a given loss functions, L1(e) and L2(e), further examples of loss

functions can be generated as follows:

1. L(e) = aL1(e)+bL2(e) for a,b > 0 will be a loss function,

2. L(e) = L1(e)aL2(e)b for a,b > 0 will be a loss function,

3. L(e) = 1(e > 0)L1(e)+1(e < 0)L2(e) will be a loss function, and

4. If h(·) is a positive monotonic non-decreasing function with h(0) finite, then

L(e) = h(L1(e))−h(0) will also be a loss function.

Since higher errors would tend to imply higher losses produced, convex loss

functions are often used to represent this behaviour. Therefore, we will only analyse

convex loss functions in this thesis. The reader interested in the different types of

concave loss functions is directed to [89].

Mean Squared Error (MSE)
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L(et+h ;α) =αe2
t+h

where α is a parameter value.

This loss function has become the most popular in the literature due to its math-

ematical tractability, symmetric nature and differentiability. It is monotonically in-

creasing and homogeneous. The latter property will be useful when solving for op-

timal forecasts, since the optimal forecast will be constant for different values of α.

However, a main problem with this function is its behaviour with any outliers

in the data. These would be heavily punished by squaring the error. Therefore, any

outliers would need to be filtered out first before using this form.

Mean Absolute Error (MAE)

L(et+h ;α) =α|et+h |, α> 0

The Mean Absolute Error loss function avoids the problems with weighting outliers

too strongly by scaling the loss only linearly. It is monotonically increasing, symmet-

ric, homogenous and differentiable everywhere except at et+h = 0. Its linear nature

would not make it compatible to many different problems as the losses produces

might not be directly proportional to the errors in prediction.

Linex Loss Function

L(et+h ;α1,α2) =α1[eα2et+h −α2et+h −1], α1 > 0,α2 6= 0

Another commonly used loss function is the Linex loss function due to its asymmet-

ric nature and differentiablity everywhere. Note that if α2 > 0, the function becomes

almost linear to the left of the y-axis and almost exponential to the right. It flips

around forα2 < 0. Any large under predictions, however, would be costlier than over

predictions of the same magnitude if α2 > 0. The opposite effect applies if α2 < 0

Piecewise Asymmetric Loss Function Family

L(et+h ; a,b) =
aL1(et+h ; p) et+h > 0

bL2(et+h;p ) et+h < 0
(4.12)

for a,b > 0 and p is a random variable.

We typically choose
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L2(t + t +h; p) = L2(et +h, p) = |et+h |p

Then, as special cases we have:

• p = 1: Lin-Lin case.

• p = 2: Quad-Quad case

Both are non-differentiable at zero, continuous and asymmetric if a 6= b, This

family of loss functions would produce accurate losses for the errors at each time,

however each of these expressions would need to be defined manually, which would

be prone to error.

Hinge Loss Function

L = max(0,et+h) or L = max(0,eth )2

where et+h > 0

This function is most suitable for one sided errors as it only produces losses for

positive errors. For example, for et+h = 7, L = max(0,et+h) = 7, therefore, a loss

would be recorded. Conversely, if et+h = −7, L = max(o,et+h) = 0, so no loss would

be recorded. As large errors cause more serious losses, the function can be turned

into a quadratic or even cubic functions to predict the losses more accurately.

We discuss the set up of the Hinge loss function to our model in the following

section.

4.7.1 Hinge Loss Function Applied to Initial Economic Security Model

As described in the previous section, Hinge Loss functions are most suitable for one-

sided errors. Since organisations would only be at risk if their current level of secu-

rity is lower than their target level, and would only be producing a loss if they in-

vested more than their target level of investment, we use Hinge Loss functions to

capture this.

For example, a high level of confidentiality would only make an organisation’s

security system more secure and therefore not cause any damage, whereas a low

level could cause damage. Conversely, high magnitudes of investments could cause

the organisation to incur a loss, therefore, a loss would occur only when the level of

investment exceeds its target.
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With this in mind, we consider a one-sided loss function, where the loss only

occurs when there is a lower level of security than the target or higher investment

than initially planned.

Let C̄ , Ī , Ā, ¯̇K be the target levels of confidentiality, integrity, availability and change

in investment, respectively. In this specification, a loss would only occur if C < C̄ ,

I < Ī , A < Ā, or K̇ > ¯̇K .

Since a hinge loss function is 0 when no loss has occurred, all disturbances in

the security levels are negative. Therefore, we take that all shocks are given as actual

levels of the attributes below their targets and that investment expenditure is greater

than planned. That is, 0 < C̄ −C , 0 < Ī − I , 0 < Ā− A and 0 < K̇ − ¯̇K .

We can then define a hinge loss function for the losses incurred by an organi-

sation for each of the security attributes and change in investment in the following

form:

- L(C ) = max(0,C̄ −C )

- L(I ) = max(0, Ī − I )

- L(A) = max(0, Ā− A)

- L(K̇ ) = max(0, K̇ − ¯̇K ).

Following Granger(1999), we can add the loss functions for each element to con-

struct one function for the total loss produced in a system as:

L(C , I , A, K̇ ) = wC L(C )+w I L(I )+w AL(A)+wK L(K̇ ) (4.13)

where {wC , w I , w A , wK } are the weights associated with each variable and sum to 1.

We can now use impulse-response functions to obtain a time profile of organi-

sations when attacked. This concept is explained in detail in the next section.

4.8 Impulse-Response Functions

Impulse-response functions are used to measure the time profile of a single shock in

a dynamic system. They can be thought of as the outcome of a thought experiment,

where the time profile of the effect of a shock of size S hitting the system at time t is

compared with the base-line profile at time t +n.

We can define an impulse-response function mathematically as:

Iy (n,ξ,Ωt−1) = E[Yt+n |St = ξ,St+1 = 0, ...,St+n = 0,Ωt−1]

−E[Yt+n |St = 0,St+1 = 0, ...,St+n = 0,Ωt−1]
(4.14)
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where Yt+n is a dynamic function at time t +n, S∗ represents the magnitude of the

shock at time ∗, andΩt−1 is the history of the economy up to time t −1 for ξ> 0 and

n = 1,2,3, ... [108].

For the purposes of this thesis, we use impulse-response functions to describe

the behaviour of organisations when one of their security attributes or change in

investment is attacked. We let Yt be any of the time evolutions of C , I , A, or K̇ as

defined in equations (4.2)-(4.5), with dynamic shocks as defined in equation (4.6).

Graphical illustrations of each of the time profiles are given in Section 4.11, where

the model is applied to 4 different organisations as part of several thought experi-

ments. In the next section, we define the stability conditions for our model to ensure

its return to equilibrium at all times.

4.9 Stability Conditions

Stability conditions ensure the convergence of errors or pertubations over time, [102].

We assume that our system is inherently stable and once shocked will return, within

a finite period, to its original state. To ensure this, we determine the range of param-

eter values for our system of interactions, as presented previously, based on the set

of constraints required for the system to be stable on the Trace-Determinant plane.

Here, a system is stable if it has a positive determinant and negative trace, [31, 75]

for all t .

We start by re-writing our system of interactions in matrix form and use Mathe-

matica to calculate its trace and determinant.


K

A

I

C

=


−χ −λ −η 0

−ε∫ |Ċ |d t∫
Ċ d t

−ψ 0 δ

σ 0 w I1φ1 −w I2φ2 −ι
0 τ −α β




∫
Ċ d t∫
İ d t∫
Ȧd t∫
K̇ d t

+

ν

γ

−θ
−ω


∫

Ṙd t+


0

0

I0

C0

−


SKt

S At

S It

SCt


(4.15)

Let Par ameter s represent the square matrix of parameters in (4.15). We find

that:

Det [Par ameter s] =−ε
∫ |Ċ |d t∫

Ċ d t
(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2))

− (ησ−χ(w I1φ1 −w I2φ2))(δτ +βψ)+α(−δλσ+ ιχψ)

(4.16)
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and

Tr (Par ameter s) =β+w I1φ1 −w I2φ2 −χ−ψ (4.17)

For a negative trace, we ensure that the parameters satisfy the following condi-

tion for all t :

β+w I1φ1 < w I2φ2 +χ+ψ

Therefore, we first set χ,ψÀ 0 and β→ 0 before moving on to determining the

size of the parameters for a positive determinant.

The conditions for obtaining a positive determinant at all times is more com-

plicated. Due to the evolving nature of
∫

Ċ d t over time, we consider two cases; (i)∫
Ċ d t > 0 and (ii)

∫
Ċ d t < 0, and estimate the parameters accordingly.

Case (i)

Given that
∫

Ċ d t > 0, the determinant, (4.16), simplifies to:

Det [Par ameter s] =−ε(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2))

− (ησ−χ(w I1φ1 −w I2φ2))(δτ +βψ)+α(−δλσ+ ιχψ)

Let us consider the parameters within the initial set of parentheses first:

−ε(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2))

Here, we would require ε,β,λ → 0 and w I1φ1 > w I2φ2, to obtain a very small

negative value overall.

In the second set of brackets,

−(ησ−χ(w I1φ1 −w I2φ2)),

we let η,σ→ 0 whilst χÀ 0 to ensure a negative outcome within the bracket,

which will turn positive when multiplied by the negative 1 outside it. This is then

multiplied by the third bracket,

(δτ +βψ),

where τÀ 0, to form a large, positive value overall.

Since the outcome of the initial bracket was very small and negative, and the

second bracket was large but positive, we would now have an overall positive value.

In order to ensure that this positivity is maintained, we set the parameters in the
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final set of parentheses so that they produce a positive outcome. Therefore,

α(−δλσ+ ιχψ) > 0

if ιÀ 0 and δ→ 0, to ensure that α multiplies a positive number, where α> 0.

These conditions allow us to ensure a positive determinant when
∫

Ċ d t > 0.

Let us now consider the second case.

Case (ii)

Given that
∫

Ċ d t < 0, the determinant, (4.16), simplifies to:

Det [Par ameter s] = ε(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2))

− (ησ−χ(w I1φ1 −w I2φ2))(δτ +βψ)+α(−δλσ+ ιχψ)

In this case, for the first set of parenthesis,

ε(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2)),

we would now only require εÀ 0 and w I1φ1 > w I2φ2 to ensure that it remains posi-

tive.

For the second and third set of parentheses,

−(ησ−χ(w I1φ1 −w I2φ2))(δτ +βψ),

we, again, let η,σ→ 0, whilst χ,τÀ 0, to obtain a positive value.

Finally, for the last set of brackets,

α(−δλσ+ ιχψ),

we let δ,λ→ 0 whilst ιÀ 0 to ensure a positive final bracket.

The sum of these values would then give a positive determinant, when
∫

Ċ d t < 0.

Note that, we cannot identify one unique set of parameters which would satisfy

all the conditions, as they can be satisfied with several different combinations. In-

stead, we ensure that the parameters used in the system depicting interactions and

those used in the subsequent calculations of the impulse-response functions, satisfy

these conditions at all times.

In the following section, we carry out a sensitivity analysis for the remaining vari-
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ables to determine the set of values for which the system remains valid.

4.10 Sensitivity Analysis

Sensitivity analysis is a technique which is used to determine how different values,

within a specific boundary, of an independent variable would impact a particular

dependent variable, under a given set of assumptions. It is used as a method for

predicting the outcome of decisions and aids the decision maker in taking informed

and appropriate decisions.

Monte Carlo simulations are often used to explore the range of values for which

the variables produce valid results. The range of input values are taken from a prob-

ability distribution, such as uniform or normal distributions, and results are calcu-

lated for hundreds or thousands of different values. These are then used to produce

distributions of possible outcome values.

Since we have already calculated the range of parameter values which can be

used to ensure the stability of the system in the previous section, we will only per-

form a sensitivity analysis on the range of target values as the system responds to

the deviations from target.

We use Monte Carlo simulations to determine the range of values these targets

can take to produce valid results, in the form of impulse-response functions.

We start by setting up a hypothetical system which has equal preferences in each

of the security attributes in order to negate the effect of system preferences on our

results. That is, wC = w I = w A = wK = 0.25.

We let each of the security attributes target values take values between 0 and

100 uniformly, and plot their respective impulse-response functions using MATLAB.

This process is repeated 500 times to observe the effect of different target values on

the model. We find that all values used return the system to equilibrium within 30

time steps, thus confirming the validity and robustness of the model.

These results are illustrated in Figures 4.1 – 4.4.
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Figure 4.1: Impulse-response function for various target values of confidentiality

Figure 4.2: Impulse-response function for various target values of integrity
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Figure 4.3: Impulse-response function for various target values of availability

Figure 4.4: Impulse-response function for various target values of investments made
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4.11 Thought Experiment Example Organisations

Due to the lack of data, we apply our model to 4 different organisations as part of

a series of thought experiments to show how the model behaves in different situ-

ations. As stated by Brown and Fehige (2014), ’thought experiments are devices of

the imagination used to investigate the nature of things’. We use these to assess our

model’s validity and reliability by applying it to medical research organisations, re-

tail, bank and military weapons systems. We discuss the nature of each of the organ-

isations with respect to their preferences in the security attributes and investment

and then observe their behaviour, in the presence of shocks to each of the security

attributes and investment separately. A summary of each of their preferences is pro-

vided in Table 4.1.

Organisation Type Preference in C , I , A, K̇ Preference in (non-)availability
Medical Research w I > wC > w A > wK w I1 < w I2

Retail w A ' wK > w I > wC w I1 À w I2

Bank wC ' w I > w A > wK w I1 < w I2

Military Weapons System w A À w I > wC > wK w I1 À w I2

Table 4.1: Organisational preferences

Note that, we let each of the organisations have the same parameter values (con-

forming to the conditions described in Section 4.9) as we are only interested in their

behaviour over time based on their preferences and type of attack they are facing.

At the end of this section, we also analyse the total levels of investments made in

security measures for attacks on each of the security attribute over time, to further

explore the dimensions of our model.

We begin by analysing the behaviour of a medical research organisation in the

next section.

4.11.1 Medical Research Organisation

In order to ensure the accuracy and reliability of their research, a medical research

organisation would prioritise the integrity of their data the most. This would be

closely followed by the level of confidentiality of their data to ensure that only au-

thorised personnel are able to view the data.

The availability of their resources, such as any research equipment, would also

be important to them followed by the investments made in the organisation. There-

fore, we set w I > wC > w A > wK .
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In this case, the integrity of the data would be maintained through limiting its

availability, therefore we also set w I1 < w I2 .

Using MATLAB, we produce the impulse-response functions for a medical re-

search organisations with the given set of preferences. These are illustrated in Figure

4.5 and 4.6.

Figure 4.5 shows the behaviour of the organisation when the confidentiality or

integrity is attacked. We observe that an attack on the integrity of their data also

causes a drop in its confidentiality as the attacker would have been able to damage

their data by gaining access to it in the first place. This would prompt the organ-

isation to decrease its connectivity between location, to make it more difficult for

the attacker to move between them, whilst simultaneously increasing investments

in security measures to aid in restoring the system back to equilibrium.

We can see that attacks on the confidentiality of the system also cause the organ-

isation to initially decrease its connectivity as well as the availability of its services to

prevent the attacker from accessing them. Investments are then being made in the

security measures to restore the system back to equilibrium over time.

The behaviour of a medical research organisation in the presence of attacks to

the availability and investment are illustrated in Figure 4.6.

Here, attacks on the availability of the system causes the system managers to

decrease the complexity of their system in order to avoid movement of attacks and

increase the level of confidentiality to restrict access for any further attacks. The

system is able to restore itself back to equilibrium over time by making investments

and increasing the level of each of the security attributes.

Attacks on the investment, however, initially cause a decline in the levels of all

three attributes, since the attacker would have been able to gain access to their fi-

nances, take some, and therefore make it less available to be used. The security

manager then overcomes this attack by reducing the complexity of the system and

making it difficult for the attacker to move around in the system, to restore it back to

its equilibrium state over time.
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Figure 4.5: Impulse-response function for a medical research organisation when its
protection of the confidentiality and integrity of their data has been compromised.
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Figure 4.6: Impulse-response function for a medical research organisation when its
protection of the availability and investment of their data has been compromised.
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4.11.2 Retail Organisation

Retail organisations would tend to be most concerned about the availability of their

products in stores and the amount they invest in their business, due to their busi-

ness objective of sales and profit maximisation. This would mean that they would

tend to prioritise the availability of their product the most as well as their invest-

ments. Therefore, we set w A ' wK to capture this preference. These organisations

would then be most concerned about the integrity of their products, (i.e. ensure

that they are as advertised, not faulty or damaged in any way) followed by the level

of confidentiality in their shops to ensure, for example, that customers don’t enter

the storage rooms, etc. Hence, we set the preferences to be w A ' wK > w I > wC

In this case, a high availability in the products would help to have a higher level

of integrity as it would reduce the likelihood of selling a faulty item. Therefore, we

set w I1 À w I2 .

The behaviour of a retail organisations when each of its security attributes or

level of investment is attacked is shown in Figure 4.7 and 4.8 in the form of impulse

response functions.

We observe that a retail organisation, when faced with attacks on their confiden-

tiality or integrity, responds by increasing their investments in security measures

whilst reducing the complexity of the system, to prevent the attacker from easily

moving around within the system. In the case of an attack on the confidentiality of

the system, the system manager’s respond by reducing the availability of their ser-

vices to prevent any further such attacks. However, the availability of their services

is increased for an attack on the integrity, since the integrity is maintained through

the availability of their products in this example. In both cases, the system is able to

restore itself back to equilibrium over time.

We can see from Figure 4.8 that an attack on the availability of the products in

the retail organisation would also cause a drop in its integrity levels. Again, this is

due the integrity of the products being maintained through their availability. If, for

example, there aren’t many products available for sale, the chances of selling a dam-

aged item increases, therefore reducing their integrity. Attacks on the investment of

the retail organisation cause drop in all three security attributes and force the se-

curity manager to reduce its connectivities between locations and slowly increase it

again to allow the system to go back to equilibrium.
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Figure 4.7: Impulse-response function for a retail organisation when its protection
of the confidentiality and integrity of their data has been compromised.
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Figure 4.8: Impulse-response function for a retail organisation when its protection
of the availability and investment of their data has been compromised.
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4.11.3 Bank

A bank would be most concerned about the confidentiality and the integrity of their

customer’s data more than the availability of their services or the investment they

make. They would require the data that they hold for their customers to be accu-

rate, when lending loans for example, and confidential, to ensure the customers’

personal and financial details stay private. Since these two attributes are similar in

their importance in this case, we let wC ' w I . This is followed closely by high levels

of availability to ensure that customers are able to gain access to their data/accounts

when required, followed by the investments they make so w A > wK . Hence, the pref-

erences are set to be wC ' w I > w A > wK .

In this case, the protection of the integrity of their data would be maintained

through its non-availability, therefore we set w I1 < w I2 .

The impulse-response functions when each of the attributes or investment is

attacked is shown in Figure 4.9 and 4.10, where, in all cases, the system is able to

restore itself back to its equilibrium position over time.

We find that the security manager tries to overcome the attacks by reducing the

system’s complexity for all cases, except for attacks on availability. In this case, they

increase the complexity of the system to, for example, run back up services, until the

system is able to restore itself back to equilibrium, in which case the complexity of

the system also goes back to its original state. This is illustrated in Figure 4.10.

We can see from Figure 4.9 that attacks on the integrity or confidentiality of the

system initially cause a drop in the level of investments, as the attacker could now

also have gained access to a bank’s finances. However, the system’s manager re-

sponds to such attack by investing in security measures rapidly and increasing the

levels of all security attributes, to restore the system back to its equilibrium position

over time.
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Figure 4.9: Impulse-response function for a bank when its protection of the confi-
dentiality and integrity of their data has been compromised.
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Figure 4.10: Impulse-response function for a bank when its protection of the avail-
ability and investment of their data has been compromised.
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4.11.4 Military Weapons System

The main aim of the operators of a military weapons system would be to defeat

their opponents with the weapons available, and the information that they have

been given regarding them. Therefore, they would prioritise the availability of their

weapons the most, to ensure that they are never short on supplies in the middle

of operations. After this, they would be most concerned with the integrity of their

weapons, to ensure that they are not faulty, followed closely by their levels of con-

fidentiality to prevent any unauthorised access to them. They would be less con-

cerned about the costs involved with obtaining new weapons. Therefore, we set the

manager’s preferences to be w A À w I > wC > wK

Furthermore, the integrity of their weapons system would be maintained through

the availability of weapons since this would reduce the possibility of a faulty weapon

in their midst. Therefore, we set w I1 À w I2 to ensure that there are enough fully

functioning weapons available when needed.

The impulse-response functions for the behaviour of military weapon systems

when each of the levels of its security attributes or investment is attacked, is given

in Figure 4.11 and 4.12.

We find that, similar to a bank, the military weapon’s system’s initial reaction

to these attacks would be to reduce its complexity for all types of attacks except

availability, since a reduction in the availability of their weapons could potentially

cause devastating consequences, Therefore, thye would need to overcome this type

of attack by increasing their weapons supply through increased investments, which

would increase the complexity of the system. This is illustrated in Figure 4.12.

We find that the system is able to restore itself back to equilibrium over time for

all 4 attacks.
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Figure 4.11: Impulse-response function for a military weapons system when its pro-
tection of the confidentiality and integrity of their data has been compromised.
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Figure 4.12: Impulse-response function for a military weapons system when its pro-
tection of the availability and investment of their data has been compromised.

The total level of investments made for each of the organisations in the presence
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of attacks to each of their security attributes is given in Table 4.2.

We find that the magnitude of the level of investments made correspond to the

preferences in each of the security attributes for each organisation. A medical re-

search organisation and bank, for example, invested the most when faced with an at-

tack on the integrity of their data whereas a retail organisation and military weapons

system invested the most when the the availability of their resources was being com-

promised.

These results aid in further validating our model by confirming that organisa-

tions would tend to invest the most in attacks exploiting their most valued security

attribute in their organisation.

Type of Organisation C I A
Medical Research 1.3243 4.7108 2.2912

Retail 0.6647 1.2866 1.9807
Bank 1.3971 2.2514 1.0664

Military Weapons System 3.1046 1.9855 7.9823

Table 4.2: Total value of investments made over time for attacks on each of the secu-
rity attributes
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5 MATLAB

The MATLAB implementation for this model consists of 4 different files: stateDynamics.m,

lossFunction.m, optimizationExpectedUtility.m and runningFile.m. The

next bullet points explain each of the files used and their roles in the code.

• stateDynamics.m

This file sets up a function whose four outputs are the levels of C , I , A and K̇ ,

as defined in equations (4.7) – (4.10), with their respective components and

shocks forming the inputs. Here, Cnew, Inew, Anew, K_change are the levels of

C , I , A and K̇ and C, I, A, K represent Ċ , İ , Ȧ and K̇ , respectively.

This file will be used later in the lossFunction.m and

optimizationExpectedUtility.m file to aid in finding the optimal values

of Cnew, Inew, Anew, and K_change over time.

• lossFunction.m

The lossFunction.m file describes the loss function as in (4.13). Its inputs

include the outputs from stateDynamics.m, the already-set targets as chosen

by the security manager, C_target, I_target, A_target and K_target, and

the weights for each deviation, wC, wI, wA and wK.

• optimizationExpectedUtility.m

This file optimizes the loss function to find the levels of Cnew, Inew, Anew and

K_change that produce the minimum amount of loss over time. Its input val-

ues are the joint input values of the stateDynamics.m and lossFunction.m

files in addition to S, which is taken to be the amount of time an agent can see

ahead in the future and DF, which is the discount factor.

The code starts by defining some variables to be used. xCvec, xIvec, xAec,

xKec are the control variables to determine the complexity of the system over

time as defined in equation 4.11. These are set to be linearly spaced vectors

taking values between eps and 1-eps, where eps is a very small number close

to 0.

Next, two 4 dimensional matrices are defined as Loss and R_vals to capture

the losses and the system’s response to deviations in terms of C , I , A and K̇ ,

respectively.

We then set up a nested for-loop, from i=1 - NUM (NUM is any integer), and

find the various possible values of the complexity, C , I , A, K̇ and Loss given

the changes in each of the control variables. The total losses for each of the
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attributes and investment are then added together and recorded in the Loss

matrix as previously defined.

The combination of control variables producing the minimum loss over time

is then found and used to find the corresponding values of complexity, secu-

rity attributes and investment. We take these to be the optimal levels of C , I , A

and K̇ over time.

• runningFile.m

This file produces 6 graphs which capture the behaviour of the levels of C, I,

A and K when the system is being shocked, in the form of impulse-response

functions, and complexity, R, of the system.

It starts by setting appropriate values for the weights, target values, initial val-

ues of integrity and confidentiality and the persistence of shocks to be added,

all corresponding to the type of organisation to be considered.

A for-loop is then created where the parameter values are set according to the

conditions discussed previously for when
∫ t

t0
Ċ d t < 0 and

∫ t
t0

Ċ d t < 0. The

magnitude of the shock on the confidentiality of the system is also determined

in this for-loop. The loop starts each of the attributes and investment at 0,

and adds shocks at i=2 by calling back the optimizationExpectedutility

function. After the initial addition of the shock, the system continues without

any further addition of the shock, allowing it to disintegrate over time. The

behaviour of the attributes and investment over time are then recorded in the

Z matrix whose columns are defined as follows:

– Column 1 represents the values of x which is the control value that pro-

duces the least losses for C at time i,

– Column 2 represents the C values, which are the optimal levels of confi-

dentiality at time i,

– Column 3 represents the I values, which are the optimal levels of in-

tegrity at time i,

– Column 4 represents the A values, which are the optimal levels of avail-

ability at time i,

– Column 5 represents the"K"values, which are the optimal levels of change

in investment at time i,

– Column 6 represents the "R"values, which is the complexity of the sys-

tem that produced the optimal levels of C, I, A and K at time t ,
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– Column 7 represents the values of y which is the control value that pro-

duces the least losses for I at time i,

– Column 8 represents the values of z which is the control value that pro-

duces the least losses for A at time i, and

– Column 9 represents the values of l which is the control value that pro-

duces the least losses for K at time i.

We then observe the behaviour of the system, without the presence of any

shocks, similar to above, and record the values obtained in the matrix Z0,

which takes the same form as Z.

In order to find the impulse-response function for this system, we subtract

each element of Z0 from its respective element in Z, as explained in the defi-

nition of impulse-response functions above. This produces our first impulse-

response function for C, I, A, K and R referred to as Impulse1

This process is repeated an additional 3 times for the same organisations, but

with shocks added to each of integrity, availability or investment separately.

This produces the matrices Impulse2, Impulse3 and Impulse4.

Each of the impulse-response functions are then plotted on graphs to com-

pare the behaviour of an organisation to different types of attack over time.
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6 Enriched Economic Security Model

Now that we have introduced the initial economic security model and confirmed its

validity and robustness, we can incorporate the integration of the distributed sys-

tems framework into it. This can later be used to obtain a better understanding of

the movement of an attacker through the system, and how much damage it causes

at each location over time.

In this section, we concentrate on the integration of the distributed systems

framework with the economic security model only. Due to the current lack of dy-

namics in this model, (i.e. it does not incorporate the effect of attacks on a system,

rather it only provides an representation of the different abstractions present in an

organisation’s security system) we will only concentrate on explaining the changes

and additions that this integration brings to the initial economic security model.

The incorporation of an attacker model into this is discussed in Section 8 as a rec-

ommendation for future work.

We begin by introducing a matrix environment to the current set of system evo-

lutions as described in equations (4.7) – (4.10). These show the levels of protection

placed to maintain the confidentiality, integrity and availability of resources at loca-

tion i from attacks from location j , and the investments required to maintain these

at each location.

We let Ci j , Ii j , and Ai j be the levels of protection of the confidentiality, integrity,

and availability of the resources at location i from attacks from location j , and Ċi j ,

İi j , and Ȧi j be their respective rates of change over time. Ki j is taken to be the level

of security investments made to protect location i from attacks from location j , and

K̇i j is the rate of change of this investment over time.

Note that, we are now representing the properties of the resources at each loca-

tion in terms the three security attributes. The notion of processes is now captured

as the evolution of the model over time, and their environment is taken to be the

system of organisations including all the locations within it.

In the following sections, we introduce the idea of a placeholder for attacks in the

model. We then move on to describe the trade-offs between the security attributes

and investment over time whilst also incorporating the network model. Similar to

their relationships in the previous section, these will be based on a set of assump-

tion, which will be outlined in their respective sections.

Note that, although there may exist an organisation which does not behave in

the way we have defined the time evolutions to be, we aim to make these represen-

tations as general as possible within the bounds of the given assumptions.
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6.0.1 Placeholder (R)

In order to incorporate the attack model in future work, we now let the matrix R?i j ,

where ? = {C , I , A, K̇ } and r?i j ∈ R?, be a placeholder which represents the pay-off

of an attack that is able to propagate itself within the system, with respect to the

confidentiality, integrity, availability or investments made in the system.

We can use the stochastic Markov models, as laid out in Section 7, to obtain the

optimal strategy for the attacker at each state, in order to find the expected pay-off of

the attacker at each location. This pay-off will be respective of the damages caused

to each location in terms of the confidentiality, integrity, availability of the system

and investments required to restore it. That is, the elements in the matrix R will be

dependent on the damages caused to the security attributes and investment levels

of the system.

We assume that the pay-off of the attacker will have a negative effect on the pro-

tection of the investment, confidentiality, integrity and availability of the system,

since an attacker’s aim would be to damage the system.

For example, the level of protection of the integrity of a sensitive document would

have decreased if the document has been damaged. Similarly, the level of protection

of the availability of a system would also decline if a denial-of-service attack was able

to by-pass the controls and disrupt any services provided.

6.0.2 Security Attributes and Investment

Our new system of equations, with the incorporation of the network model, now

become:

Ci j =−α
∫ t

t0

Ȧi j d t +β
∫ t ′

t0

K̇i j d t +τ
∫ t ′

t0

İi j d t ′+C0i j −RCi j (6.1)

Ii j =σ
∫ t ′

t0

Ċi j d t ′+ ι
∫ t ′

t0

K̇i j d t ′+ (w I1 (φ1)−w I2 (φ2))
∫ t ′

t0

Ȧi j d t ′+ I0 −RIi j (6.2)

Ai j = δ
∫ t ′

t0

K̇i j d t ′−ε
∫ t ′

t0

|Ċi j |d t ′−ψ
∫ t

t0

İi j d t ′+ I0i j −RAi j (6.3)

K̇i j =−(χĊi j +λİi j +ηȦi j +RKi j ) (6.4)

where each of the parameters, again, describe the impact of their respective

components to the security attributes or change in investment, and {w1, w2} are the

weights placed on the availability or non-availability of the resources at each loca-

tion, respectively, in order to preserve the integrity.
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6.0.3 Loss Function

We break down the notation of the loss function to capture the losses at each loca-

tion as follows:

Li j (Ci j , Ii j , Ai j , K̇i j ) = wCi j L(Ci j )+w Ii j L(Ii j )+w Ai j L(Ai j )+wKi j L(K̇i j ) (6.5)

where {wCi j , w Ii j , w Ai j , wKi j } are the weights associated with respect to each vari-

able at each locations and sum to 1 for each location.

Each L(?i j ), where ? = {C , I , A, K̇ }, shows the losses produced at each location

in the form of a hinge loss function as described previously. That is,

- L(Ci j ) = max(0,C̄i j −Ci j )

- L(Ii j ) = max(0, Īi j − Ii j )

- L(Ai j ) = max(0, Āi j − Ai j )

- L(K̇i j ) = max(0, K̇i j − ¯̇Ki j ).

Again, we assume that the organisations makes a loss only when the level of con-

fidentiality, integrity or availability at a location is less than the target level, or if it

invests more than its target value of investment for a certain location.

6.0.4 Stability Conditions

We ensure the stability of our model by carrying out similar computations as in Sec-

tion 4.9. We set out our system of equations as follows:


Ki j

Ai j

Ii j

Ci j

=


−χ −λ −η 0

−ε∫ |Ċ |d t∫
Ċ d t

−ψ 0 δ

σ 0 w I1φ1 −w I2φ2 −ι
0 τ −α β




∫
Ċi j d t∫
İi j d t∫
Ȧi j d t∫
K̇i j d t

+


0

0

I0i j

C0i j

−


RKi j

RAi j

RIi j

RCi j

 (6.6)

We find that, the change in the level of abstraction of the model does not affect

the stability conditions since the determinant and trace remain roughly the same.

That is,

Tr (Par ameter s) =β+w I1φ1 −w I2φ2 −χ−ψ (6.7)
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and

Det [Par ameter s] =−ε
∫ |Ċi j |d t∫

Ċi j d t
(αιλ+ηιτ+βλ(w I1φ1 −w I2φ2))

− (ησ−χ(w I1φ1 −w I2φ2))(δτ +βψ)+α(−δλσ+ ιχψ)

(6.8)

where Par ameter s is the matrix of parameters as shown in equation (6.6).

We can see that the trace has not changed, and the determinant now incorpo-

rates a more abstract representation of the level of confidentiality of the system.

Again, we can split the determinant of the system into two cases, (i)
∫

Ċi j d t > 0 or

(ii)
∫

Ċi j d t < 0 to obtain similar observations as in Section 4.9. To avoid repetition,

we will not discuss those observations again in this section.

Because of the lack of dynamics in this system (absence of attack model does

not allow for any evolutions in the system), we are unable to perform a sensitivity

analysis to observe the effect of change in variables on the model. However, a sen-

sitivity analysis can be performed in future work when an attack model has been

incorporated.

The next section provides a suggested attacker model which, as well as creating

dynamics in this model, it would allow for the observation of the movement of the

attacker through a network and the damages it would cause at each location.
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7 Attacker Model

Now that we have shown how a system could be represented in a distributed systems

framework embedded within an economic model, it is important to understand how

attackers could move throughout a system presented in this way. We set up an at-

tacker model to capture this movement and the damages it causes to the system at

each location. We then use this model to find the optimal strategies for the defender

and attackers and their expected losses/pay-off at each stage. More details on this

are given in Section 7.5.

We start this section by providing the reader with some definitions of some com-

monly used terms when talking about attacks, such as vulnerabilities, exploits and

threats in Section 7.1.

We then give examples of different types of current attacks, outlining their aims,

consequences and ways to defend against such attacks in Section 7.2. This, of course,

is not a complete list of different types of attacks present, however, we believe it pro-

vides the reader with a starting point to understand the various motives and effects

an attacker could have on different systems.

Section 7.3 describes the general Markov Decision Processes model, which is

used to track the movement of agents in a system. We use this to model the move-

ment of attackers in a system in the distributed systems framework in Section 7.4.

After this, we explain the notion of Stochastic Markov Security Games and Lin-

ear Influence Models in Sections 7.5 and 7.6, respectively. The integration of these

will allow us to model the optimal strategy of an attacker and defender in a given

interconnected system, and the expected loss produced for the defender/pay-off of

the attacker in Section 7.7.

A numerical example of this integration is given in Section 7.7.1 to aid the reader

in his understanding of the model.

Our main contributions in this section lie in the integration of the Markov Deci-

sion Process with the distributed system framework in Section 7.4. We have found

from the explored literature that (Partially Observable) Markov Decision Processes

are often used to describe the decisions a defender would take when a system is at-

tacked. We, therefore, aim to apply this framework to represent the attacker instead,

and observe its interaction with the defender in a zero-sum Markov security game

as presented in Section 7.7.

A summary of the notations used throughout this section is given in the Ap-

pendix in the form of tables, for the reader’s convenience.
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7.1 Definitions

We provide the reader with some useful definitions of commonly used terms when

discussing attacks, which we will use throughout this thesis.

• Vulnerabilities:

Vulnerabilities are unintended flaws or gaps in a system which allow for the

possibility of attack in the form of unauthorised access or malicious behaviour,

such as viruses or worms. These can be caused by weak passwords, software

bugs or computer viruses, which will need to get fixed through, for example,

patching, or the requirement of passwords to contain a variety of capital let-

ters, symbols and numbers, [93, 178].

Security industries, cybercriminals and other individual are constantly in search

of vulnerabilities, either to protect the system or to attack it. Once a vulnera-

bility is found, there is a discussion on how much information should be dis-

closed to the public. Some believe a full and immediate disclosure should be

made, including the specific information that could be used to exploit the vul-

nerability. Others believe that this information should not be published at all

to avoid getting attacked. For example, a zero-day exploit occurs as soon as a

vulnerability becomes known.

Many experts, however, believe that limited information should be made avail-

able to only a selected group after some specified amount of time after detec-

tion to mitigate the risk of getting attacked, [149].

• Exploits

An exploit is an attack on a computer system, usually performed by taking

advantage of a particular vulnerability in an operating system or vended pro-

gram. Used as a verb, the term refers to the act of successfully making such an

attack.

System managers overcome this attack by issuing a patch, which the users of

the system will have to obtain themselves by either downloading it from the

software developer or the web, or it could be downloaded automatically by

the application that needs it. If the user decides not to install the patch, they

expose themselves to a possible security breach.

Some types of exploits include SQL injection attacks, zero-day exploits, and

cross-site request forgery. Exploits can occur through a variety of ways, such
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as through malicious websites or the victim clicking on a link in a phishing

email, [142].

• Threats

A threat is a potential for a vulnerability to turn into an attack on the computer

system, network etc., and potentially cause serious harm. These can put in-

dividual or business’ computers at risk and will need to be fixed quickly to

prevent attackers from infiltrating the system and causing damage.

Threats include anything from viruses and trojans to attacks from hackers.

The term ’blended threat’ is often seen to be a more accurate as the threats

often involve more than one exploit. For example, a hacker may use a phish-

ing attack to gain information about a network and break into it, [169].

• Attack

An attack includes any attempt to destroy, expose, alter, disable, steal or gain

unauthorized access to or make unauthorized use of an asset, [184]. It is one of

the biggest information security threat which can happen to both individuals

and organisations. Some examples of attacks include botnet, phishing, DDoS

or theft.

Attacks can be separated into passive and active attacks. Passive attacks are

mainly concerned about obtaining data but do not affect the system, such

as wiretapping, whereas active attacks, could potentially cause major dam-

age to an individual’s or organization’s resources as they aim to alter system

resources or affect how they work, such as a virus, [170].

7.2 Different Types of Attack Vectors

Now that we have defined some common terms, we look at some of the various types

of attack vectors in this section. Note that this is not an exhaustive list of all the

different types of attacks that are present, rather, it is to provide the reader with an

understanding of the various attackers’ aims, consequences of attack and ways to

defend yourself against them.

The analysis of these will help us to understand how they enter the system and

the factors they take into consideration when deciding on the next place of exploit in

a system. This will aid in determining the parameter values in the Markov Decision

Process model in Section 7.3 and 7.4 to accurately depict the movement of the attack

within a system.
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7.2.1 Social Engineering

Social Engineering refers to the manipulation of people’s trust to gain confidential

information. A social engineer could have a number of different motivations to at-

tack, such as financial, political, or even plain curiosity/personal interest. Depend-

ing on their motivation, the information gained could vary from passwords to sensi-

tive accounts, access to computers to install malicious software or opening doors to

stranger’s who claim to be someone of authority without proof. Social engineering

methods are often used as it is easier to exploit someone’s trust than to, for example,

hack their computers, [17].

Some of the common Social Engineering attacks include phishing emails which

includes receiving ’urgent’ emails from strangers claiming they need your help in

some way in order to gain access to confidential information such as passwords or

bank details. Another type of social engineering attack is baiting, where an attacker

leaves a USB stick in a place so that the victim will find it and load it onto their

computer to find out what it is. This causes the victim to unintentionally install

malicious malware onto their computer. Another example is scareware, where the

attacker tricks the victim into believing that his computer has been infected with

malware and offers him a way to fix it. However, the victim is simply being tricked

into downloading and installing the attacker’s malware.

One of the ways to help prevent these types of attacks is through penetration

testing carried out by security experts in IT departments. This could allow admin-

istrators to understand which type of social engineering techniques are most dam-

aging and which employees tend to be more inclined to fall for them. This will then

show them which of the employees could benefit from security awareness training.

This will allow them to be more informed about the various types of social engineer-

ing attacks possible and avoid falling for them in the future, [57]

7.2.2 Brute Force Attacks

Brute Force attacks, also known as brute force cracking, is used by application pro-

grams to decode encrypted data, such as passwords or PINs, by using an exhaustive

trial and error method. This could be done by trying every word in a dictionary, or

trying commonly used passwords or a combination of letters and numbers, [150].

Although it may be time consuming, it is considered to be an effective cracking

method, where hundreds or thousands of password combinations are attempted

using automated software. If successful, the hacker will be able to gain access to the

victim’s personal data and use it to, for example, transfer money to themselves from
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the hacked account, or to degrade the victim on social media platforms if they are a

celebrity, etc.

Brute force attacks may also be used by security analysts to test an organisation’s

network security.

There are a number of ways to defend against brute force attacks, such as the re-

quirement of complex passwords for sensitive accounts, setting limits to the number

of unsuccessful log-in attempts, or locking out those users who exceed the maxi-

mum number of attempts to log in to their account, [172].

7.2.3 Man-in-the-Middle Attack

A man-in-the-middle attack, commonly abbreviated to MITM or MIM, is a type of

cyberattack where any communication between two systems is intercepted by an

outside entity. That is, the attacker is able to hijack, send and receive data meant for

someone else without either one of the parties involved being aware of the situation

until it is too late, [62]. This could be in the form of emails, social media, web surfing,

etc..

Some common types of MITM attacks includes email hijacking, where attackers

aim to gain access to email accounts of large organisations, such as banks. They

monitor email transactions between organisations and customers until an appro-

priate opportunity arises for attack. For example, a customer may need to transfer

money to a company’s account, with which he has been in contact with. As the cus-

tomer is provided with the bank details, the attacker could re-send and email to the

customer telling them to disregard the previous email and provide them with the

their own bank details. This was the case in [30], where he had given his solicitor

details of his bank account to collect £333,000, unaware that hackers had accessed

his email and had been monitoring all his communications, [144]

Wi-Fi Eavesdropping is another form of a MITM attack where hackers set up a

fake Wi-Fi connection and wait for users to connect to it. They are then able to steal

any personal information.

Other examples include session hijacking, where hackers are able to intercept

the user’s session with website through, for example, stealing browser cookies, or

sniffing, where the attacker can intercept data being sent from or to the user’s device

by using a software.

Some of the ways to prevent MITM attacks includes using S/MIME to encrypt

emails at transit or rest to ensure only the right recipients can read them. This also

allows the user to digitally sign their email with a Digital Certificate unique to them-
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selves. Other ways to prevent such attacks include the use of authentication certifi-

cates or the use of HTTP Interception through the employment of SSL/TLS Certifi-

cates or HSTS to only ensure access to HTTPS.

7.2.4 Denial of Service Attacks

In a Denial-of-Service (DoS) attack, an attacker prevents legitimate users from ac-

cessing information or services, such as email, websites or online accounts, by tar-

geting the user’s computer and network connection or the sites which they are trying

to access. One of the reasons the hacker would do this could be because the hacker

has a grievance with the organisation to be attacked, e.g. animal testing or politics,

or they may simply find it fun to bring down a service, often to show off their skills

to other hackers.

The most common type of DoS attack involves ’flooding’ a network with infor-

mation, or emails with spam messages. This prevents users from accessing a web-

site or receiving legitimate emails by consuming the set quota by the email provider,

[122].

These types of attacks can be dated back to 1988, where a graduate student at

MIT released a self-reproducing piece of malware which spread itself through the in-

ternet and triggered buffer overflows and DoS attacks on affected systems. Although

the internet at the time was mainly used by research and academic institutions, it is

estimated that up to 10% of the 60,000 systems in the United States were affected,

causing damages worth up to $100 million, [107, 163]

Distributed Denial of Service (DDoS) attacks involve the use of a second com-

puter through which an attacker can attack others. For example, by taking advan-

tage of the vulnerabilities and weaknesses of one computer, an attacker could gain

access and force the computer to send large amounts of data to websites or send

spam to particular email addresses.

One of the ways to prevent such attacks would be through installing anti-virus

software and keeping them up-to-date. Firewalls could also be implemented to re-

strict incoming and outgoing traffic from the internet, [122].

7.2.5 Ransomware Attacks

Ransomware is a type of malware in which the attacker locks the user’s keyboard

or computer, typically by encryption, and demands a payment to be made before

access is given back to the user. These payments are often demanded in virtual cur-

rency, such as bitcoin, to keep the cybercriminal’s identity safe. Ransomware could
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infect the user’s computer through emails or website or through a backdoor in their

computer which the attacker has found, [187].

Cartwright et al. (2018) have recently modelled these types of attacks in a ’kid-

napping game’ model, by applying and adapting the kidnapping model from Selten

(1988).

One of the most recent ransomware attacks includes WannaCry, which infected

and encrypted more than a quarter of a million systems globally in May 2017. This

included the NHS, which was forced to take services offline during the attack. Again,

payments were demanded in bitcoin, of which nearly $100,000 in bitcoin was trans-

ferred in the most harmful part of the week and published reports suggest that over

$1 billion worth of damages were caused to the thousands of impacted companies,

[151].

There are a number of ways in which a user could prevent ransomware attacks

to their computer such as regularly backing up their data on external hard drives,

the use of layered defence (e..g use of anti-virus, firewalls and web filtering software

simultaneously), installing updates from operating systems as soon as they arrive,

disconnecting from the network the computer is connected to if attacked, and not

clicking on suspicious looking links or unexpected attachments in emails.

7.3 Markov Decision Process

Now that we have provided a brief summary of different types of attacks, outlined

the structure of our system and the representation of its different components in

Section 3, we are able to move on to develop a model which could describe the

movements of attacks in a security system. We have seen from the previous exam-

ples of attacks that each attacker has different incentives and would have different

views on what it regards as a ’successful attack’. Ransomware attacks, for exam-

ple, would consider obtaining the requested ransom as a successful attack, whereas

brute force attacks would consider the successful decoding of passwords to be job

complete. We can use Markov Decision Processes to capture these differences in

views of the attackers, where their ideas of ’successful attacks’ could be interpreted

from the rewards received at different locations.

Markov Decision Processes are classically used to find the optimal action for an

agent to take at a location given the transition probability and reward for reaching

each of the next locations. We can use this idea to describe the movement of attack-

ers in a system which has been represented in the distributed systems framework.

An outline of the technicalities of a standard MDP is given first to show how the
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model works in general. We then apply this to our distributed systems model to

better understand the movement of the attacker in this framework.

Once we illustrate the integration to the distributed systems framework, we move

to explaining the security games and influence models in Sections 7.5 and 7.6, which

uses the MDP as a starting point to represent each of the players’ movements and

will be able to provide us with the expected pay offs of an attacker at each state.

A Markov Decision Process (MDP) is a 5-tuple (S, A,P (·, ·),R(·, ·),γ), where S is a

finite set of states, A is a finite set of actions, with As being a finite set of actions

available from state s. Pa(s, s′) = P(st+1 = s′|st = s, at = a) is the transition probabil-

ity of moving from state s to s′ by using action a, Ra(s, s′) is the immediate reward

that is received after the transition from state s to s′ and γ ∈ [0,1] is the discount fac-

tor which shows the difference in importance between future rewards and present

rewards. The lower the discount factor, the less important the reward is. This is usu-

ally the case when working in infinite horizons, where the rewards received in the

future are not considered to be as important as the rewards received in the next few

time steps.

The goal of this computation is to find a policy, π(s), which specifies the optimal

action that should be taken in state s. This can be found by finding the actions which

maximize the value function.

The reward for a specific action-outcome sequence (path) is constructed from

the partial rewards for that path. This allows one to be able to incorporate costs and

benefits. For a path of length T , the partial reward is calculated as:

r T
0 =

T∑
t=0

γt rt (7.1)

From this, we can then move on to calculate the value function (maximum ex-

pected reward) for all states s ∈ S recursively using Bellman’s Equation:

Vi+1(s) = max
a

[ ∑
s′∈S

P(s′|s, a)(R(s, a)+γVi (s′))
]

(7.2)

where V ∗
i+1 is the value function for i +1 steps to go, V ∗

i is the value function for i

steps to go and R(s, a) is the expected one-step reward for state s and action a for

R(s, a) =∑
s′∈S P(s′|s, a)R(s, a, s′).

Starting from V0, which represents the rewards for ending in different states, Vi+1

can be computed for all states until convergence, where Vi+1 =Vn .

The policy can then be calculated by finding the maximizing action for each state

s:
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π(s) = argmax
a

[ ∑
s′∈S

P(s′|s, a)(R(s, a, s′)+γV ∗
i (s′))

]
(7.3)

The optimal policy π∗ is the policy for the optimal value function, V ∗, and spec-

ifies the action that maximizes the discounted reward over all future states. Now, if

the rewards are independent of the the new states, then equations 7.9 and 7.3 can

be re-written as

V ∗
i+1(s) = max

a∈A

{
R(s, a)+γ ∑

s′∈S

P(s′|s, a)V ∗
i (s′)

}
(7.4)

and

π∗(s) = argmax
a∈A

[
R(s, a)+γ ∑

s′∈S

P(s′|s, a)V ∗
i (s′)

]
(7.5)

7.4 Integration of Markov Decision Processes with Distributed

Systems Model

Markov Decision processes can be applied to the distributed systems framework to

capture how attackers make decisions at each location given their transition proba-

bilities and rewards. We use this set up as a basis for the Markov Security games, as

introduced in Section 7.5, to find the expected pay-off of attackers (or expected loss

of defenders) in a zero-sum stochastic game. Details of the implementation of this

game will be given in the appropriate sections.

As mentioned previously, a Markov Decision Process is a 5 tuple (S, A,P (·, ·),R(·, ·),γ),

which refers to an underlying model of a system. We will relate each of its factors to

the components in the distributed systems model, as introduced in Section 3, to

show the reader how these two models are integrated together.

Suppose we have a system with 3 different locations (containing resources that

could be compromised) with connections as shown in Figure 7.1. For a given at-

tacker in the system, the states are given as s1, s2, ..., sNS where (NS = 2m and m =number

of locations) and sk ∈ S ∈ {0,1} with k = 1, ..., NS . We let 1 indicate that a location has

been compromised and 0 not compromise.

The different possibilities of interactions between states is shown in Figure 7.2.

Here, the states are given in terms of the situation of each of the locations, for ex-

ample, S6(1,0,1) shows that Location 1 and 3 have been compromised and Location

2 remains not compromised. Here, the state can either remain in the same state or

change into state S8(1,1,1), where all three of the locations have been compromised.
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Figure 7.1: An example system with 3 different interconnected locations

Figure 7.2: Different interactions between states for Figure 7.1

We take our attacker to have 2 different actions; Attack or Not Attack. The at-

tacker can decide to use a vulnerability to advance through the system towards their

target location or it can decide to take no action. Throughout this work, we assume

that the attacker can only use one single attack at a time.

We let the transition probability be the probability that an attacker moves from

state si to s j given that he has used action ’attack’, where i , j ∈ {1, ..., NS }. This can be

formally represented as:

P(si , s j ) = [st+1 = s j |st = si , at = At t ack].

Note that, a successful transition between locations implies the damages caused

to resources at those locations (i.e., the resources are modelled implicitly in this rep-

resentation. These will be captured explicitly when expressed in terms of the dam-

ages caused to the security attributes in Section 4 ).
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R(si , s j ) represents the damage caused to the attacked location when moving

from state si to s j . For example, if the attacker attacks location 2 from location 1, he

would receive the reward of moving from state s5 to s7.

Finally, the discount factor, γ, will be set according to the attacker’s preference

in causing immediate or future damage to the system.

MATLAB is used to find the optimal policy for the optimal value function of a

given system.

7.5 Markov Security Games

Having set up the basic theoretical foundation for the development and analysis of

player strategies, we can naturally extend this model to a multi-agent Markov Se-

curity game to find the optimal defence and attack strategies for the defender and

attacker, respectively, at each state. The expected pay-off of the attacker/expected

loss of the defender at each stage can also be calculated to be used later in the eco-

nomic security model in Section 4.

In what follows, we provide a review of some of the main concepts in Markov

security games. This is then extended by incorporating the influences between se-

curity assets and vulnerabilities at different locations in a system in Section 7.6 to

better describe the interdependencies within organisations as discussed in Section

2.

Markov Security Games, or Stochastic Security Games, have a rich background

in game theory, being first introduced by Shapley (1953).

Similar to MDPs, a stochastic game is a tuple (n,S, A1,...,n ,T,R1,...,n ,γ), where n is

the number of agents, S is a set of states, Ai is the set of actions available to agent i

with A being the joint action space, A1×·· ·×An , T is a transition function S×A×S →
[0,1], Ri is a reward function for the i th agent S× A →R and γ is the discount factor,

[33].

In a stochastic game, multiple agents select their own actions which determine

the next state and reward. The goal for each agent is to select actions to maximise

their discounted future reward with discount factor γ. These games can be simpli-

fied back to a Markov Decision Process if all, except one, of the players adopt a fixed

strategy, turning it into an optimisation problem for the remaining player, [9].

Fixed strategies could, however, be exploited by other agents in multi-agent set-

tings. For example, let us consider a simple ’Rock-Paper-Scissors’ game. If one of the

players was to always choose the ’Rock’ outcome, it would allow the other players to

use this information for their own benefit and choose their outcomes accordingly.
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Therefore, mixed strategies or policies are commonly used to obtain optimal pay-

offs. We represent a mixed policy, ρ, as ρ : S → PD(Ai ), where PD is a probability

distribution, to show that it is taken to be a function that maps states to mixed strate-

gies which are probability distributions over the players’ actions.

Mixed strategies cannot produce optimal strategies that are independent of the

other players’ strategies. Nevertheless, a notion of best response can be defined if

a player’s strategy is optimal given the other players’ strategies. This notion is com-

monly known as a Nash equilibrium (Nash,1950), which has driven much of the de-

velopment of matrix games, game theory and stochastic games, as previously dis-

cussed in Section 2.

For the purposes of our model, we consider a two-player, zero-sum stochastic

game, where one of the players is the attacker and the other the defender. As men-

tioned previously, in this model, the gain of one player (attacker) is equal to the loss

of the other player (defender). We have chosen to carry out a zero-sum game to cap-

ture the damages the attacker causes as it moves between locations. We understand

that one of the main limitations of this game framework is its inability to capture the

win-win or lose-lose outcome. However, as an initial model, we believe the use of a

zero-sum game is a good starting point to record the level of damage caused by the

attacker, which will then allow us to see the optimal way in which an organisation

could recover itself using Impulse-Response functions.

Further details of the set up of this game, applied to the security network, are

given in the next section.

7.5.1 The Markov Security Game Model

This section sets up a Markov Security Game model for a general security network.

Details on how to solve these types of games is provided in Section 7.5.2.

We consider a stochastic game played between an attacker, P A , and defender

P D , on a finite state space, S = {s1, s2, ..., sNS }, where NS is the total number of states.

Similar to the MDP in Section 7.4, each of the states represents an operational mode

of the security system network showing which locations have been compromised,

1, or not compromised, 0. We assume that the states evolve according to a discrete-

time Markov chain. This allows for the utilization of well-established analytical tools

to study the problem.

Each player has a finite number of actions to choose from. We set the action

space of the attacker to be A A := {a1, ..., aNA }, where each of its elements represent

different types of possible attack, and NA is the total number of possible attacks.
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Similarly, the action space of the defender is defined as AD := {d1, ...,dND }, where

each of the elements show the different types of defensive measures that can be

used and ND is the total number of defensive measures possible.

We can then use the mapping M : S × A A × AD → S to show the evolvement of

the state space as a result of player’s actions.

We define a probability distribution, pS := {p1, ..., pNp } on the state space S, with

0 ≤ pS
i ≤ 1∀i and

∑
i pS

i = 1. The mapping, M , can then be represented by an NS×NS

(Markov) transition matrix

M(a,d) = [Mi , j (a,d)]NS×Ns

where a ∈ A A and d ∈ AD .

The next state probability vector can then be defined as pS (t +1) = M(a,d)pS (t ),

where t ≥ 0.

We define the gain of the attacker/loss of the defender as a zero-sum game ma-

trix, G(s), which is given as:

G(s(t )) = [Ga,d (s(t ))]NA×ND (7.6)

where s ∈ S, a ∈ A A ,d ∈ AD and NA ×ND is the dimension of the game matrix. For

example, if P A chooses action a3 and P D chooses the action d5, when in state s2,

then the outcome of the game is G3,5(2).

We take this stochastic game to consists of game elements, as in [9, 137], which

are counterparts of the zero-sum matrix G(s).

We denote the probability of playing the j -th element when currently in element

i under the given actions of the players as:

qi j (a,d), a ∈ A A ,d ∈ AD , i , j ,∈ S

where ∃ qi ,0(a,d) > 0 to a state 0 at which the game terminates regardless of the

actions of the players. We introduce this non-zero termination probability to en-

sure that the probability of infinite play is zero and all expected costs are finite even

without a discount factor. These state transitions approximately correspond to the

elements in M(a,d).

We assume that the strategies of each of the players are state dependent and set

them as probability distributions defined on their respective action sets. That is, the
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strategy of P A is set to be

p A(s) := [p A
1 (s), ..., p A

NA
(s)]

and the strategy of P D is given by

pD (s) := [pD
1 (s), ..., pD

ND
(s)]

for 0 ≤ p A
i , pD

i ≤ 1∀i and
∑

i p A
i =∑

i pd
i = 1.

7.5.2 Solving Markov Security Game Model

We can now solve the zero-sum Markov game that has been set up in the previous

section. We give a brief overview of the solution method for solving Markov Secu-

rity games and present the Value Iteration Algorithm (Algorithm 1), as in [9, 137],

and apply it to our model to provide the reader with a better understanding of the

solution. We implement this algorithm in MATLAB to be used later in Section 7.7.

The solution methods, such as value iterations, for Markov games are closely

related to the solution methods for MDPs, with the requirement of slight modifica-

tions.

We assume that the the defender in the zero-sum Markov game aims to minimize

its own aggregate cost, Q, whilst facing the attacker, who tries to maximise it. Due

to the zero-sum nature of the game (loss of P D = gain of P A), it will be sufficient to

describe the solution algorithm for one player only. Therefore, we only consider the

analysis of the solution algorithm for the defender only.

We begin by defining the aggregate cost for the defender, which is similar to the

one in Markov Decision Processes. We assume that the game is played over an infi-

nite, discrete-time horizon whose aggregate cost at the end of the game is given by

the sum of all realized stage costs multiplied by the discount factor, γ ∈ [0,1]:

Q :=
∞∑

t=1
γt Ga(t ),d(t )(s(t )), a(t ) ∈ A A ,d(t ) ∈ AD , s(t ) ∈ S (7.7)

where Ga(t ),d(t )is the game matrix as define in equation (7.6).

Theoretically, the defender can choose different defence strategies at each state

in order to minimize its final cost Q. However, it has been shown that a stationary

strategy, p A(s) = p A(s(t ))∀t , is optimal. Therefore, there is no need to compute a

separate optimal strategy for each stage. The stationary optimal strategy can be ob-

tained recursively using dynamic programming where a zero-sum matrix game is
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solved at each stage. This means that the optimal strategy can therefore be mixed,

unlike an MDP.

We can then calculate the optimal cost, Qt (a,d , s), at a given time, t , using dy-

namic programming recursion:

Qt+1(a,d , s) =Ga,d (s)+γ ∑
s′∈S

Ms,s′ (a,d)× min
pD (s′)

max
a

∑
d∈AD

Qt (a,d , s′)pD
d (s′). (7.8)

for t = 0,1, ...and a given initial condition, Q0. Note that the Q values are now also

defined over player actions in addition to the states.

This recursion can be split into two parts to represent the counterparts of the

Bellman’s equation for the Markov game:

V (s) = min
pD (s)

max
a

∑
d∈AD

Qt (a,d , s)pD
d (s) (7.9)

where

Qt (a,d , s) =Ga,d (s)+ ∑
s′∈S

qs,s′ (a,d)V (s′), t = 1,2, ... (7.10)

The convergence points of equations (7.9) and (7.10) give the optimal minimax

solution for the defender since

∑
j∈S

qi j (a,d) < 1.

By swapping the positions of min and max in equation (7.9), we can find the

corresponding mixed strategy of the attacker. That is, we set the maximization to be

over p A(s) and the minimization over d . However, the values of V ∗ and Q∗ do not

change due to the two-player, zero-sum nature of the game.

The Bellman equation can be solved using the value iteration algorithm as given

by Alpcan and Başar (2011), and can be found in Algorithm 1.

Algorithm 1 Value Iteration Algorithm

1: Given arbitrary Q0(a,d , s) and V (s)
2: repeat
3: for a ∈ A A and d ∈ AD do
4: Update V and Q according to (7.9) and (7.10)

5: until V (s) →V ∗, i.e. V (s) converges.
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7.6 Modelling Interdependencies in a Security Network Using

Linear Influence Models

In many cases, the level of security placed on one type of resource at a location

would depend on the security measures placed on resources at locations directly

linked to it to a certain extent.

Let us consider, as an example, the use of the same username and/or password

for multiple websites. If an attacker is aware of this, and is able to gain access to a

user’s password through a low security website, such as a high school reunion web-

site, he may also be able to gain access to the victim’s username and/or password to

more sensitive websites, such as a bank or online retail organisation.

Another example would be the protection of valuables, such as expensive jew-

ellery or cash, which have been locked inside a high-security vault and placed inside

an access controlled room. In such a situation, the level of protection placed on the

valuables is partially dependent on the security measures placed on both the vault

and room door. If an attacker wants to gain access to the valuables, he would have

to bypass two different types of defences.

We can see that if an attacker is able to get through one type of defence, such as

the access controlled door, the overall level of protection of the valuables immedi-

ately decreases, as the attacker now only has one more type of defence to overcome

in order to get hold of the valuables.

We can capture these types of interdependences between locations using linear

influence networks as in [9, 10, 22, 24]. Although there may exist a non-linear re-

lationship in some cases, it seems reasonable to use a linear approximation within

certain decision-making ranges. For example, Bambos et al. (2008) show how one

organisation’s investments are amplified by some linear function of its neighbour’s

investments when studying the risk in computer security settings. That is, the in-

vestments made to protect the resources at one location had a linear effect on the

investments of the protection of resources at the location directly linked to it.

The next few sections give an overview of the way these linear influence model

have generally been set up, in previously mentioned papers, to describe the rela-

tionships between security assets and vulnerabilities in networks. We then apply

this model to a security network, in the distributed systems framework, to gain a

better understanding of the interdependencies between security controls and their

effects on the resources they are protecting in case of an attack. We then use this

in the two-player stochastic zero-sum game as set up in Section 7.5 to calculate the
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expected payoff for attackers in interdependent systems.

7.6.1 Security Assets

We begin by considering the relationships between security assets in systems. Here,

the term ’security assets’ is used in a broad sense in that it refers to a vertex in an

interconnected system which plays a security related role, such as security controls

at different locations. We model the network of resources as a weighted directed

graph, Gs = {N ,Es }, where N is the set of vertices with cardinality n and the set of

edges, Es , represents the interdependencies between vertices. The weight of each

edge, ei j ∈ Es , is denoted by a scalar wi j that signifies the influence of vertex i on

vertex j , where i , j ∈ N . That is, the level of protection placed on the resources at

location j as a result of the defences placed at location i , given that there is an edge

between the two locations.

We understand that the level of protection placed on resources from one location

to another is not consistent throughout a given organisation. For example, it may be

easier for attackers to move between locations in an organisation once they have

successfully bypassed the security controls on the outer edges (i.e. to enter the or-

ganisation). This variability in the level of influence, or protection, across locations

in an organisation is captured in the effective security assets vector, defined below,

as the product of the influence matrix and independent security assets vector.

We define the entries of the influence matrix, Wi j , as follows:

Wi j =
wi j if ei j ∈ Es

0 otherwise,
(7.11)

where 0 < wi j ≤ 1∀i , j ∈N and
∑n

i=1 wi j = 1,∀ j ∈N . The entry w j j = 1−∑n
i=1,i 6= j wi j

is taken to be the self-influence of a vertex on itself (i.e., the level of protection of the

resources at location j due its own defences).

Let the vector x = [x1, x2, ..., xn] quantify the value of the independent security

assets of the system (i.e. the value of the individual vertices in N ). The effective

security assets, y = [y1, y2, ..., yn], are then defined as:

y =W x (7.12)

as in [9, 10].

We can then prove that
∑n

i=1 yi = ∑n
j=1 x j with the condition

∑n
i=1 wi j = 1,∀ j ∈
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N as follows:

n∑
i=1

yi =
n∑

i=1

n∑
j=1

wi j x j =
n∑

j=1

n∑
i=1

wi j x j

=
n∑

j=1
x j

n∑
i=1

wi j =
n∑

j=1
x j .

i.e. the sum of all the effective security assets in a system is equal to the sum of

all the independent security assets in the same system.

If a vertex is compromised, we remove the affected vertex and all the edges con-

nected from the graph. Hence, the security loss of the network will be the vertex’s

effective security asset value instead of its independent one. Conversely, if a vertex is

secured, it regains its original influence on other vertices. In either case, the entries

of the influence matrix, W , are normalized to keep it stochastic [9].

For example, let us consider a GSM network, where a number of base transceiver

stations are controlled through a base station controller. If the controller fails, all the

other stations connected to it will be out of service. In contrast, if a single transceiver

is compromised, it should not affect the communications between the users under

other transceivers.

7.6.2 Linear Influence Model Example for Security Assets in Distributed

Systems Framework

An example of a network with three locations and its associated computations will

be given in this section to provide a better understanding of the introduced linear

influence model.

Figure 7.3: Linear influence network example for security assets where each of the
connections describe levels of influences between locations
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We use the example from Alpcan et al. (2009) to describe our network in Figure

7.3, where each of the connections between locations describe the levels of influ-

ence between them. Each of the security assets are given in terms of their location

and stage of the game, for example, y (1)
2 shows the effective security asset value at

location 2 during the first stage of the game.

The influence equation (7.12) then becomes:
y (1)

1

y (1)
2

y (1)
3

=


0.9 0.2 0

0 0.7 0

0.1 0.1 1




x(1)
1

x(1)
2

x(1)
3

 (7.13)

Suppose that Location 1 is attacked. This results in the removal of the vertex

representing Location 1, along with its connections to the other vertices, from the

graph. The influences of each of the remaining locations on each other will now

have to be normalised to continue to satisfy the condition
∑

i wi j = 1. Therefore we

now have

w22 = w22

w22 +w32
= 7

8

and

w32 = w32

w22 +w32
= 1

8
.

This new network with the two remaining locations and their influences is illus-

trated in Figure 7.4.

Figure 7.4: Linear influence network example for security assets after Location 1 has
been attacked.
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Taking this attack into consideration, the new influence equation now becomes:

(
y (2)

2

y (2)
3

)
=

(
7
8 0
1
8 1

)(
x(2)

2

x(2)
3

)
(7.14)

The attack on Location 1 would mean that the independent security asset of Lo-

cation 3 would remain the same as the security asset at Location 1 did not have any

effect on Location 3, so x(1)
3 = x(2)

3 .

However, the independent security asset of Location 2 will now have decreased

by an amount corresponding to the influence of Location 1 on Location 2. That is,

x(2)
2 = x(1)

2 −0.2x(1)
2 = 0.8x(1)

2 .

This results in the effective security asset of Location 2 to stay the same since we have

from equation (7.14) that

y (2)
2 = 7

8
x(2)

2 = 7

8
×0.8x(1)

2 = 0.7x(1)
2 .

The effective security asset of Location 3 decreases by an amount corresponding

to its influence on Location 1:

y (2)
3 = 1

8
x(2)

2 +x(2)
3 = 1

8
×0.8x(1)

2 +x(1)
3 = 0.1x(1)

2 +x(1)
3 .

Let us now consider an attack on Location 3. The corresponding vertex and con-

nections with Location 2 are removed from the graph and result in a single vertex

remaining (Location 2) with a self influence of 1, that is, w22 = 1. The independent

and effective security asset of Location 2 can then be calculated to be:

x(3)
2 = x(2)

2 − x(2)
2

8
= 7

8
x(2)

2 = 0.7x(1)
2 ,

and

y (3)
2 = x(2)

2 .

7.6.3 Vulnerabilities

Now that we have set up a model to represent the security assets in a network, we

can set up a similar model to capture the interdependencies between vulnerabil-

ities at different locations in a system. For example, let us consider a connected

computer that is compromised, the data stored in this computer can be used in at-
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tacks against other computers. Therefore, the latter computers will become more

vulnerable to attacks. This dependency has previously been modelled using linear

influence models in [9, 10, 22].

Let us consider a weighted, directed graph Gv = {N ,Ev }, as before, where the

edges, ei j ∈ Ev , now denote the amount of influence between the vertices, v , in

terms of their levels of vulnerabilities. That is, the effect on the vulnerability of the

resources at location i due to a successful attack on the resources at location j , given

that there exists an edge between the two locations.

The vulnerability matrix is then defined as:

V =


vi j , if ei j ∈ Ev

1, if ei i

0, otherwise

(7.15)

where 0 ≤ vi j ≤ 1 represents the vulnerability of vertex i due to vertex j as a

result of the interdependencies in the system. The self-influence is set to be one,

vi i = 1,∀i , which can be seen to be the default level of vulnerability of a vertex in-

dependent of others. The aggregate influence on vertex i from all other vertices is

defined as vi =∑n
j=1 vi j .

Note that, since vi ≥ 1 as vi i = 1∀i , this vulnerability matrix is not stochastic.

This model shows that the more connected a vertex is, the more vulnerabilities it

has due to outside influences. For example, the more connected a computer is with

the outside world, the higher its risk of getting attacked.

In the next section, we set up a zero-sum stochastic security game and integrate

the influence models with it to obtain a value for the pay off of an attacker at a lo-

cation with certain defensive actions. Note that, the underlying framework for this

will still be in terms of the distributed systems, where the defenders are protecting

resources at different locations whilst the attackers are trying to attack it.

This model can be used in the enriched Economic Security Model in Section 6 to

get a more accurate estimation of the attacker’s pay offs in the presence of defences.

A better explanation of the integration of these two models is given in Section 8.

7.7 Integration of Markov Security Game and Linear Influence

Model

The integration of the Markov Security Game and Linear Influence model will allow

us to find the damages caused by an attacker in an organisation and the way it could
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move once it has gained entry.

This can then be used in the final integration to obtain the entries for the place-

holder matrix in the enriched economic security model, which will be discussed in

more detail in Section 8.

The validity of this model could then be determined using a number of valida-

tion techniques, such as stability conditions, sensitivity analysis and thought exper-

iments as in Sections 4.9 - 4.11 and 6.0.4, to ensure that the values that have been

obtained are accurate.

We begin by setting up a zero-sum stochastic game for the security problem sim-

ilar to [153] where the existence, uniqueness and structure of the solution for this

game have been proven in [10].

We consider a security network in the distributed systems framework as set up

in Section 3, with n locations which contain resources to be protected.

We construct a two-player zero-sum game between an attacker, P A , and a de-

fender, P D , where they each have n + 1 actions; the attacker can either choose to

attack location i with action ai ∈ A A , or do nothing, ;. Similarly, the defender can

choose to either defend location i with defensive action di ∈ AD or do nothing, ;.

We assume that the attacker will have no motivation to attack a location if it has

already been compromised and that he is only able to attack one location at a time.

If the attacker is unable to successfully attack a location, there is a probability of

p(k)
r ∈ (0,1) that the attacker will remain at location k. This means that the defender

has defended the location to be attacked successfully, causing the attacker to remain

at its original location. The defender can also restore all the compromised locations

with probability p(1)
r ∈ (0,1). If, in addition, he is also able to stop the attacker from

causing any more damage to the network, the game will end with probability pe ∈
(0,1).

We further define the probability that a location gets compromised if defended

as pk
d and not defended as pk

nd , where k represents their current locations.

The instant pay off the attacker receives can then be defined as:

Ga,d (s) = ci (a,d , s)y(s) (7.16)

where a ∈ A A , d ∈ AD , s ∈ S and ci (ai ,di , s) = p s∗vi is the probability that location i is

compromised given the actions of the attacker and defender at state s, with ∗ being

any of {d ,nd}. Finally, y(s) is the effective security asset as defined in equation (7.12).

A numerical example is given in the following section to illustrate how this inte-

grated security game could be solved.
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7.7.1 Numerical Example

We consider a network with three locations as in Figure 7.2 with the system states

given as

S = {000,001,010, ...,111}

where 1 shows that a location has been compromised and 0 that it has not. We

enumerate the states in the order given such that 000 is state 1, 001 is state 2, and

010,100,011,101,110,111 represent states 3, 4, 5, 6, 7 and 8, respectively.

We set the influence, matrix which quantifies the redistribution of the security

asset values among different locations, as defined in Section 7.6.1, to be:

W =


0.8 0.2 0

0 0.6 0

0.2 0.2 1


with independent security asset values for each of the locations as x = [8,8,15].

The vulnerability matrix as defined in Section 7.6.3 is set to be:

V =


1 0.1 0

0.4 1 0

0.1 0.3 1


We choose the probabilities to be as follows:

• Probability that a location k is successfully compromised, given that it is de-

fended is pk
d = 0.2.

• Probability that a location k is successfully compromised, given that it was not

defended is pk
nd = 0.4.

• Probability that the defender successfully defends a location and restores the

system to state 1, (000), is p1
r = 0.7.

• Probability that the defender successfully defends and causes the attacker to

remain at its current location, k, is pk
r = 0.2.

• Probability that the game ends is pe = 0.3.

As mentioned in the previous section, we let the attacker have actions A A =
{a1, a2, a3,;}, which means that it can attack locations 1, 2, 3 or do nothing, respec-

tively. Similarly, we let the defender have the following actions AD = {d1,d2,d3,;}
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which means that they can defend either of locations 1, 2, 3 or do nothing.

Scenario 1
Let us consider an attack on location 1, given that the defender defends it.

The possible states are {s1 = 000, s4 = 100}. We can compute the instant pay off

for the attacker as:

G11(1) = c1(1,1,1)y(1)

where c1(1,1,1) = p1
d v1. That is, the probability that location 1 is compromised at

state 1, given that the attacker attacks it, and the defender defends it multiplied by

the aggregate influence on the vulnerability of location 1 from other connected lo-

cations.

The probability of remaining at state 1 given that the attacker is attacking loca-

tion 1 and the defender is defending it can be calculated as follows:

q11(1,1) = (1− c1(1,1,1))(1−pe )

That is, the probability of location 1 not compromised multiplied by the probability

that the game does not end.

The probability of moving from state 1 to 4, given that the attacker is attacking

location 1 and the defender is defending it, is calculated as:

q14(1,1) = (c1(1,1,1))

That is, it is equal to the probability of compromise of location 1 given that the at-

tacker is attacking it and defender is defending it at state 1.

Finally, the probability of moving from state 1 to any other state, given that the

attacker is attacking location 1 and the defender is defending it is zero:

q1 j (1,1) = 0 ∀ j 6= 1,4

However, if the defender had chosen to defend, for example, location 2 instead,

whilst location 1 is being attacked, we would have the following results:

G12(1) = c1(1,2,1)y(1),

q11(1,2) = (1− c1(1,2,1))(1−pe ),

q14(1,2) = c1(1,2,1),

q1 j 1,2 = 0 ∀ j 6= 1,4
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Scenario 2
Let us now suppose that the attacker has successfully attacked location 1 so that the

system is now in state 4. The next state could be any of {000,100,101,110}, repre-

sented by state 1, 4, 6, 7, respectively. In order to reach those states, the attacker

could either attack location 2, 3 or do nothing and the defender could either defend

location 2, 3 or do nothing.

Let us consider the case where the attacker attacks location 2 and the defender

defends it, we then have the following outcomes and probabilities:

G12(1) = c2(2,2,4)y(4),

q47(2,2) = c2(2,2,4),

q41(2,2) = (1− c2(2,2,4))p4
r ,

q44(2,2) = (1− c2(2,2,4))(1−p4
r −p4

e ),

q4 j (2,2) = 0 ∀ j 6= 1,4,7

where c2(2,2,4) = p4
d v2, i.e., the probability that location 2 is compromised at

state 4, given that it was being defended.

Similar calculations can be made to obtain the different possible outcomes. We

can then solve this stochastic security game using Algorithm 1 presented in Section

7.5.2 to obtain the optimal strategies for both the players and the payoffs of the at-

tacker/expected losses of the defender at each state.
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8 Conclusions and Recommendations

The aim of this thesis was to provide an integration of different concepts taken from

three separate areas of research; Distributed systems, Stochastic Security Games

and the Economics of Information Security to help in understanding the following

points:

1. How an organisation’s security network can be represented in the distributed

systems framework and used as an underlying network.

2. The behaviour of organisation with different preferences when attacked and

the investments they are required to make to overcome these.

3. The movement of attackers in a secure system and their interaction with vari-

ous types of defences placed at different locations.

4. The expected damages caused by an attacker in a system with interdependent

defensive measures placed at different locations.

We started to fulfil these aims by using the distributed systems framework, as

describe in Section 3, to represent the network in terms of its locations, resources,

processes and environment. We applied this framework to a number of real life net-

works to show its applicability (Point 1).

We then went on to explain the set up of our economic model, which captures

the effects of a dynamic, stochastic shock on organisations with different prefer-

ences in their security attributes in Section 4 (Point 2). A sensitivity analysis, sta-

bility analysis and a set of thought experiments have been carried out to assess the

model’s validity and robustness in various settings. This model is then enriched with

the integration of the distributed systems framework in Section 6 to allow for the or-

ganisation’s network structure to be captured. We have discussed the changes that

this enrichment brings to the initial model and applied them accordingly to ensure

we maintained the validity and reliability of the model in Section 6.0.4.

Different types of attacks were then introduced and a suggestion was made to

model the movement of attackers in a system and the damages it could cause in

Section 7. We used the integration between the distributed systems model and at-

tack model to have a way of describing the possible movement of an attacker in a

system (Point 3).

The notion of linear influence models has also been introduced, and integrated

with the distributed systems framework, to obtain the expected pay-off of attackers
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in a system in Sections 7.6 – 7.7 (Point 4). This can be used in future work to describe

the damages caused by an attacker at each location, in the presence of defences, as

part of a zero-sum stochastic security game.

Currently, the model does not incorporate the possibility of multiple attackers at

any given point. However, this could be a point of development in future research,

where the placeholder matrix, R?i j as described in Section 6, could be transformed

into a 3D matrix as an initial starting point. Here, each layer of the matrix could rep-

resent one type of attack and its movement within a system at a given time, and the

damages it causes in the presence of defences, as part of a zero-sum stochastic secu-

rity game. Inevitably, the model would then become much more complex, however,

it would allow one to capture various evolutions at once, which could give a more

realistic set of results for the defender’s actions at each location over time.

The main recommendations for an extension to this work would be the integra-

tion of all three models discussed previously; Distributed Systems, Stochastic Secu-

rity Games and the Economics of Information Security. This fully integrated model

would allow to find the following:

1. Observe the damages caused at each location of a system over time given the

defensive measures present.

2. Analyse the path taken by the attacker to get to its target location and the dam-

ages caused at each location whilst reaching its target.

3. Understand how an organisation recovers a compromised location and the

time taken to do this in the form of impulse-response functions.

4. Understand the level of investments to be made in defensive measures at each

location to prevent such attacks in the future.

The organisations considered would be conforming to the assumptions set out

in Section 4, with differing preferences for each of the security attributes. The mag-

nitude of the damage caused by the attacker at each location can then be obtained

by calculating the pay-off of attackers in networks as described in the attacker model

in Section 7.

One way of implementing this integration would be by representing an organisa-

tion’s security system in the distributed systems framework as explained in Section

3. Here, the organisation can be taken to be the environment from which services

are delivered to and from and its assets to be protected to be the resources, such as
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computers, sensitive data, websites, etc. These would be kept at different locations

within the organisation and the processes could be taken to be any actions that ma-

nipulate the resources, such as printers copying documents or the insertion of keys

in locks.

Next, the system’s network can be represented as a directed graph, where each of

the vertices represent different locations, that contain resources, within the organi-

sation (e.g. different rooms containing employees’ personal belongings, or desktop

computers containing sensitive data) and each of the directed edges show any links

between these (e.g. corridors between two rooms or wireless connections between

two computers), as explained in Section 3.2.2.

Each of the locations in the system can be represented by the elements of the C ,

I , A, K̇ matrices as introduced in Section 6, where Ci j represents the level of protec-

tion of the confidentiality of the resources at location i from attacks from location

j . Similar definitions are set for the integrity and availability of the system, and Ki j

represents the amount of investments made to protect the resources at location i

from attacks from location j .

Note that the resources are no longer explicitly defined, rather they are now cap-

tured through the representation of their properties to be protected in terms of the

three attributes at each location.

Next, a placeholder, R?, where ? = {Ci j , Ii j , Ai j , K̇i j }, can be used to represent

the presence of an attack on any of C , I , A, K̇ , respectively.

The expected damages caused by attackers at each location can then be found

by using the instant pay-off of attackers computed in Section 7.7. That is, the dam-

ages caused to each location by the attacker given the defensive measures present

at that location, in terms of the confidentiality, integrity, availability and change in

investment.

In order to find the instant pay-off, some of the the concepts introduced in Sec-

tion 7.5.1 to describe the interaction between an attacker and defender at different

locations in the system can be used.

In particular, the concepts of the influence matrix, W , independent security as-

set, x, and the vulnerability matrix, V , as defined in Section 7.6, can be used to de-

scribe the interdependencies between locations in terms of their levels of protection

of the confidentiality, integrity, availability and investment at each location.

Let G = {N ,E } be a directed graph representing a system network, with system

states S = {s1, .., sNS }, as defined in Section 7, and let ? be any of {C , I , A, K̇ }.

We take W?i j to be the influence matrix, where w?i j ∈W?i j , describes the level of

influence of the protection placed on the resources at location j on the level of pro-
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tection placed on the resources at location i , given that there is link (edge) between

them.

That is,

W?i j =
w?i j if ei j ∈ E

0 otherwise,
(8.1)

The independent security asset value, x?i , at each location is taken to be the

standalone level of protection of the resources at that location in the system. These

are also split up in terms of the security attributes and investment to better under-

stand the effect of each of them on the system.

We use the influence matrix and vector of independent security asset values to

find the effective security asset values, y?i , in terms of each the security attributes

and investment. That is, the redistributed effect of protections placed at each loca-

tion on other locations in the system as a result of the interdependencies within that

system.

We define the vulnerability level, v?i j ∈ V?, to be the vulnerability level of re-

sources at location i if the resources at location j have been compromised (i.e., how

vulnerable location i is to attack if location j has successfully been attacked).

Our vulnerability matrix, in terms of the security attributes and investment, then

becomes:

V?i j =


v?i j , if ei j ∈ Ev

1, if ei i

0, otherwise

(8.2)

The aggregate influence on location i from all other connected locations is then

defined as

v?i =
m∑

j=1
v?i j ,

where m is the number of locations in the system.

We then let the probability of attack on the confidentiality, integrity, availability

or level of investments made at location i be

c?i (ai ,di , si ) = p s
∗vi ,

where ∗ is any of {d ,nd} (i.e. defender chooses to defend or not defend location i

when it is being attacked).

The instant pay-off the attacker receives with respect to each of the security at-
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tributes or investment can then be given by

G?a,d (si ) = c?i (a,d , s)y?(s). (8.3)

That is, the probability that a location will get compromised multiplied by the value

of the effective security asset at that location. Further probabilities of various pos-

sible scenarios can also be computed, following the example calculations in Section

7.7.

By analysing the movement between states we can find which location has been

damaged from where and the payoffs received as a result of this movement.

For example, let us consider the numerical example in Section 7.7.1, Scenario 1.

The instant payoff for an attack on location 1 is found by letting the attacker attack

location 1 and the defender defend location 2 when in state s1 = 000. A successful

attack would mean the movement to state s2 = 100, hence showing that the defender

has successfully attacked location 1. Assuming that this was an attack on the confi-

dentiality of the resources at that location, the instant pay-off value would then be

the value of rC11 in the placeholder matrix RC . The remaining entries of this matrix

can be found in similar ways.

The losses this attack causes the organisation and the way the system managers

recover the location can then be calculated using loss functions and impulse-response

functions as in Equations (6.5) and (4.14), respectively.

The fully integrated model can then be implemented into MATLAB and a sen-

sitivity analysis can be performed to assess its validity. A series of thought experi-

ments, similar to those carried out in Section 4, can then be carried out to analyse

the findings to obtain a better understanding of the the validity and reliability of this

model.

Once fully developed, real life attacks can be used in the model, such as the Con-

ficker worm, to further assess its validity and reliability.

Much research has been carried out regarding the behaviour of the Conficker

worm and how it spreads itself around a system. A detailed analysis of its distribu-

tion over networks, the probability of stealing information, its power of launching

malicious services and the effectiveness of current reputation-based malware de-

tection/warning systems is discussed by Shin et al. (2012). This information can be

used, along with existing research regarding its behaviour, [164, 177], propagation

pattern and victim distribution characteristics, [112], to obtain realistic probabili-

ties of successful attack and vulnerability levels of locations within a system once

the worm is inside the system, to set up a stochastic security game as described pre-
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viously. The expected pay-offs obtained from this game can then be used as inputs of

the placeholder matrix, as explained above, and its effects on an organisation anal-

ysed accordingly.
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[99] A. Jaśkiewicz, A.S. Nowak, Zero-sum stochastic games. In: Başar, T., Zaccour, G.
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A Summary of Notations Used in Section 7

We provide a summary of the notations used in Section 7 with their description in

the form of a table for the reader’s convenience. For more clarity, the notations have

been split into three different tables, one for notations used in the Markov Decision

Process as described in Section 7.3 and one for those described in the Markov Secu-

rity Game as described in Section 7.5 and one for additional notations introduced

regarding influence models in Section 7.6.

Notation Description
m Total number of locations in a system

NS = 2m Total number of states
S Set of states (finite)

s1, s2, ..., sNS ∈ S Different states
A Set of actions (finite)

Pa(s, s′) Transition probability of moving from state s to s′

Ra(s, s′) Reward received when moving from state s to s′

γ Discount factor
π(s) Optimal policy to take action in state s
r T

0 Partial reward
V ∗

i Value Function

Table A.1: Description of notations used in the Markov Decision Process as de-
scribed in Section 7.3

127



Notation Description
n Total number of agents
Ai Set of actions available to agent i
T Transition function S × A×S → [0,1]
Ri Reward function for agent i
ρ Mixed policy, ρ : S → PD(Ai ),

where PD =Probability Distribution
P A Attacker
P D Defender
NA Total number of attacker’s actions available
ND Total number of defender’s actions available

A A = {a1, ..., aNA } Attacker action space
AD = {d1, ...,dND } Defender action space
pS = {p1, ..., pNP } Probability distribution

G(s(t )) = [Ga,d (s(t ))]NA×ND Zero-sum game matrix
qi j (a,d) Probability of playing j th element when

currently in element i
Q Aggregate cost for defender

p A(s), pD (s) Strategy of attacker or defender, respectively

Table A.2: Description of additional notations used in the Markov Security Game as
introduced in Section 7.5

Notation Description
N Set of vertices in the network
Es Set of edges in the network

ei j ∈ Es edges in the network
GsN ,Es weighted directed graph of security assets

containing a set of vertices and edges
Gv N ,Es weighted directed graph of vulnerabilties

containing a set of vertices and edges
Wi j Influence matrix

x Independent Security Asset
y Effective Security Asset
V Vulnerability Matrix

vi j ∈V Level of vulnerability of i due to j
as a result of interdependencies in the system

Table A.3: Description of additional notations used in the Linear Influence models
of the security assets and vulnerabilities in a sytem in Section 7.6
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