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Abstract

In this thesis we study different machine learning frameworks for learning multiple

tasks together. Depending on the motivations and goals of each learning framework

we investigate their computational and statistical properties from both a theoretical

and experimental standpoint.

The first problem we tackle is low rank matrix learning which is a popular model

assumption used in MTL. Trace norm regularization is a widely used approach for

learning such models. A standard optimization strategy is based on formulating

the problem as one of low rank matrix factorization which, however, leads to a

non-convex problem. We show that it is possible to characterize the critical points of

the non-convex problem. This allows us to provide an efficient criterion to determine

whether a critical point is also a global minimizer. We extend this analysis to the case

in which the objective is nonsmooth.

The goal of the second problem we worked on is to infer a learning algorithm that

works well on a class of tasks sampled from an unknown meta-distribution. As

an extension of MTL our goal here is to train on a set of tasks and perform well

on future, unseen tasks. We consider a scenario in which the tasks are presented

sequentially, without keeping any of their information in memory. We study the

statistical properties of that proposed algorithm and prove non-asymptotic bounds

for the excess transfer risk.

Lastly, a common practice in ML is concatenating many different datasets and apply-

ing a learning algorithm on this new dataset. However, training on a collection of

heterogeneous datasets can cause issues due to the presence of bias. In this thesis we

derive a MTL framework that can jointly learn subcategories within a dataset and

undo the inherent bias existing within each of them.





Impact Statement

The effects of machine learning applications on our everyday lives has been growing

more and more impactful. From healthcare data to social media images and texts,

the demand and supply of larger datasets to train better learning algorithms seems to

be never-ending. As the need for larger datasets increases, ensuring that they remain

perfectly homogeneous is a difficult task. Small differences in the composition of each

datasets can introduce factors and biases that negatively impact the performance of

our models. Furthermore, training on such a huge collection of datasets becomes

much more challenging in terms of memory and computational requirements. These

key issues we tackle in this thesis are of great interest to both industry from a practical

standpoint, and academia from a more theoretical perspective. Machine learning

methods can be categorized as either ad hoc methods that people use in practice

because they know they work based on previous experience, or more theoretically

grounded frameworks that often under perform in real life scenarios. Developing

methods that combine rigorous theoretical analysis and direct applicability puts us in

a position to impact both industry and academia.

Many of the most interesting problems we encounter in machine learning and other

related fields are non-convex. That means that in general we cannot guarantee

that we will be able to find the global solution of such problems or that we will

even recognise it, if we happen to encounter it. The tools we develop in this thesis

shed some light on a well studied topic by machine learning and signal processing

literature, while at the same time informing the practitioners on how to improve the

speed and performance of their deployed learning algorithms.

Finally, we focus on provable scaling and performance improvements while we tackle

the issue of training on larger and more heterogeneous datasets. We develop a

framework for learning tasks in a sequential fashion without maintaining the data



of previously learned datasets. This novel framework is very general and it can

be of great interest to both academia and industry. Statistical bounds are offered

that can be used as a template for further analysis on different models suggested

by other researchers. Furthermore, the significant generalization strength and low

computational costs of our proposed method make it ideal for industrial applications

that require scaling on a budget.
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Chapter 1

Introduction

One of the primary goals of machine learning is the development of algorithms that

learn models whose performance does not significantly degrade when tested on new

data. Machine learning algorithms can be categorized in many different subfields,

and one of the most mature ones is called supervised learning.

The main defining characteristic of all supervised learning algorithms is the avail-

ability of both input and output data, where usually the output data have the form

of simple labels. The goal of a supervised learning algorithm is to learn a function

that predicts the output labels using only the input data. One of the main concerns

when developing such a process is how well it is going to generalize when applied

on future, previously unseen data. Most of the discussion in this thesis will revolve

around this idea.

One of the problems that has received a lot of attention the past decade is that of

learning multiple tasks at the same time. This category of problems is called multitask

learning (MTL), and the main assumption is that the tasks are related in a way that

training on them at the same time will result in sharing of information and, ultimately,

in improved predictive performance. A common way of doing this is by using penalty

functions that encourage a specific relationship between the tasks. Such regularizers

that enforce a low rank structure on a parameter matrix have been used to build

successful algorithms for MTL. A common example which we will study later is the

trace norm.

Methods based on trace norm regularization enjoy good convergence guarantees and

rates due to the convexity of their objective but they do not scale very well in terms

of memory and speed. As datasets become larger and larger this issue is becoming
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an even bigger roadblock. A standard optimization strategy is reformulating such

a problem to an equivalent non-convex problem which has fewer parameters and

does not suffer from these issues. In practice this approach works well and it is often

empirically faster than standard convex solvers. Nevertheless, it is not guaranteed to

converge to a global optimum and the optimization can be trapped at poor critical

points. In this thesis we show that it is possible to characterize the critical points of

the non-convex problem and find a descent direction.

Within the general MTL framework another challenging problem is training a model

which can generalize well on a new, previously unseen, test task. In this scenario

the learning algorithm has no access to any points from the test task during training.

One of the motivating factors of this problem setting is the observation that training

many heterogeneous tasks at the same time sometimes results in worse performance.

The main reason for this is the inherent bias in the generation of each dataset. For

example, dataset A contains pictures of 2 door cars taken at night in Japan using a

Sony digital camera while dataset B contains pictures of family SUVs taken during

daytime in Argentina using a Canon film camera. Even though the two datasets

can be seen as similar, the small differences in the way they were generated can

potentially cause performance deterioration when used in a classic MTL framework.

In this thesis, we present a model which jointly discovers visual subcategories within

a dataset as well as deals with the inherent bias of each dataset.

Building on top these MTL principles we move on to learning-to-learn (LTL) or

meta-learning setting. The goal here is to recover a model that performs well on any

future related dataset. In contrast to previous work on batch learning-to-learn, we

consider a scenario where tasks are presented sequentially and the algorithm needs

to adapt incrementally to improve its performance on future tasks. Key to this setting

is for the algorithm to rapidly incorporate new observations into the model as they

arrive, without keeping them in memory. In this thesis, we propose to learn such a

model by applying a stochastic strategy to minimize the empirical error on future

tasks sampled from the meta-distribution.

Contributions:
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• We show that it is possible to characterize the critical points of the matrix

factorization formulation of the problem of trace norm regularization. This

allows us to provide an efficient criterion to determine whether a critical point

is also a global minimizer. Our analysis suggests an iterative meta-algorithm

that dynamically expands the parameter space and allows the optimization

to escape any non-global critical point, thereby converging to a global mini-

mizer. The algorithm can be applied to problems such as matrix completion or

multitask learning, and our analysis holds for any random initialization of the

factor matrices. Finally, we confirm the good performance of the algorithm on

synthetic and real datasets, both in the smooth and non-smooth case.

• We study the statistical properties of our proposed LTL algorithm and prove

non-asymptotic bounds on its excess transfer risk, that is, the generalization

performance on new tasks from the same meta-distribution. We compare our

online learning-to-learn approach with a state-of-the-art batch method, both

theoretically and empirically.

• We present a model that jointly learns subcategories for each dataset as well

as deals with the bias inherent in them. Performing experiments on standard

computer vision benchmark datasets in a leave-one-dataset-out fashion we

achieved significant performance improvements over all other methods

undo the bias inherent in them. The method provides a means to borrow statis-

tical strength from the datasets while reducing their inherent bias. Performing

experiments on standard computer vision benchmark datasets in a leave-one-

dataset-out fashion we achieved significant performance improvements over all

other methods

Published papers during my PhD that are part of the thesis:

• Denevi, G., Ciliberto, C., Stamos, D., & Pontil, M. (2018). Incremental Learning-

to-Learn with Statistical Guarantees. Conference on Uncertainty in Artificial

Intelligence.

• Stamos, D., Martelli, S., Nabi, M., McDonald, A., Murino, V., & Pontil, M. (2015).

Learning with Dataset Bias in Latent Subcategory Models. In Proceedings of the

IEEE Conference on Computer Vision and Pattern Recognition (pp. 3650-3658).
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Papers to be submitted during my PhD that are part of the thesis:

• Ciliberto, C., Stamos, D., & Pontil, M. (2017). Reexamining Low Rank Matrix

Factorization for Trace Norm Regularization. arXiv preprint arXiv:1706.08934.

Thesis structure: In Chapter 2 we review the literature related to the different prob-

lems we tackle in the main body of the thesis. In Chapter 3 we discuss our approach

in learning low rank matrices for MTL. In Chapter 4 we discuss our contribution to

the online learning-to-learn problem. In Chapter 5 we present our work on transfer

learning in vision problems. Finally, in Chapter 6 we summarize our conclusions

and discuss future work based on the current material. The appendices contain

derivations of results that are not included in the body of the thesis, and are named

after the respective chapters.



Chapter 2

Background

In this chapter we review the literature on multitask learning (MTL), learning-to-

learn (LTL) and transfer learning. Our goal here is to present the relevant work that

this thesis builds upon, introduce key concepts and highlight the questions that we

will tackle in the main body of the thesis.

When solving a supervised learning problem our goal is given a set of inputs to learn

a function whose output will match a true label. All learning frameworks we are

going to discuss try to discover commonalities between such functions in order to

learn a model that is more accurate in predicting the true labels. More precisely we

will try to exploit an underlining relationship between multiple available tasks to

generate a model that offers in some way a superior generalization performance. In

other words, maintaining its predictive power on previously unseen points. Our focus

will be on approaches that apply regularization on the task parameters to encode

these relationships between the tasks.

• Multitask learning

MTL aims to leverage useful information contained in multiple learning tasks

to help learn a more accurate learner for each of those tasks. Based on an

assumption that all the tasks, or at least a subset of them, are related, jointly

learning multiple tasks is empirically and theoretically found to lead to better

performance than learning them independently.

MTL can be viewed as one way for machines to mimic human learning activities

since people often transfer knowledge from one task to another and vice versa

when these tasks are related. As an example, a person who is learning how

to drive a car and ride a bike at the same time has significant transfer of
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knowledge and experience between the two tasks.

• Learning-to-learn

LTL is a branch of machine learning that has developed to handle systems

that can adapt and learn in ever-changing environments. There are possibly

many source tasks, and the objective is to optimize the representation and

performance for all tasks, as new information arrives.

A particular subclass of these problems is lifelong learning, or the online

variation of LTL, where previous knowledge is immediately transferred to

new tasks, and the learning process is allowed to continue without relearning

already learned knowledge.

• Transfer Learning

Similarly to MTL, transfer learning also aims to transfer knowledge from one

task to another but the difference lies in that transfer learning aims to use one

or more source tasks to extract knowledge to be applied on a target task. Even

though there is a clear distinction between source and target tasks, because

transfer learning is a modification of MTL many approaches can be transferred

and tweaked to work in this new framework.

2.1 Multitask learning

Multitask learning (MTL) (Argyriou et al. (2008a); Caruana (1997)) is a general

learning framework in which multiple tasks can be learned simultaneously, while

improving the performance of the recovered models for those tasks. The main idea

behind it is that there are commonalities and differences between some tasks which

can be exploited to increase both learning efficiency and prediction accuracy.

Building up to the multitask case we will start by considering a concrete example of

a single task problem. Given information about the students of a specific school, we

are tasked to predict their final grades. This problem can be structured as a standard

regression task. First, we engineer or in some way extract relevant features from the

raw information given about the students. Then using the grades as true labels, we

minimize an objective function that will help us find the best weights for our basic

linear model. More specifically, for each student i we generate a vector xi ∈ Rd of d
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features. In the most generic case then we can learn the single weight vector w ∈ Rd

by using a standard regression model, for example ridge regression

min
w∈Rd

`(w) +λ‖w‖22 (2.1)

where λ is a regularization parameter and ` a loss function. This is a single task

problem. Assuming that we wanted to apply this same process on multiple schools,

we could use MTL to make use of potentially shared information between all the

schools/tasks. In a typical MTL setting we would have m supervised learning tasks and

each supervised task would be associated with a training dataset Dj = {(Xi
j ,y

i
j)}

kj
j=1

of size kj , with xij ∈ Rd and yij ∈ R. Using the same regression example as before,

we are tasked to learn a matrix W whose columns w1, . . . ,wm are interpreted as the

regression vectors of the m schools/tasks. The final problem typically looks like this

min
W∈Rd×m

`(W ) +λΩ(W ) (2.2)

where Ω is an appropriate penalty function.

2.1.1 Low Rank Matrix Learning

Typically when learning the W matrix we would like to impose some kind of structure

on it because we have some prior knowledge about the potential relationship between

the w1, . . . ,wm tasks, and to avoid overfitting. This is in line with the fundamental

principle in machine learning of encouraging models to have lower complexity.

The trace norm regularizer is one of main points this thesis is focused on and its

motivation is directly connected to the rank constraint, which is one such example.

Using the rank constraint we can enforce linear relationships between the weight

vectors, which is intuitive and interpretable in many applications (Rennie and Srebro

(2005); Fazel et al. (2004); Harchaoui et al. (2012). This assumption that the model

parameters of the different tasks share a lower dimensional subspace results in the

following non-convex problem

min
W∈Rd×m

`(W ), (2.3)

s.t. rank(W )≤ k (2.4)
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where k is a positive parameter and ` is a loss function, is hard to solve because the

rank function is a discrete function. A typical approach in tackling this problem is

replacing the rank function with a convex relaxation, the most common of which

is the trace norm Fazel (2002). Trace norm is the sum of the singular values of a

matrix, and when used as a regularization term it helps enforce a solution that has a

small support of the spectrum and therefore low rank. The new problem, which will

be one of the main focal points of this thesis,

minimize
W∈Rd×m

`(W ) +λ ‖W‖∗ (2.5)

is now convex and nonsmooth because of the use of the trace norm. ` : Rd×m→ R is

a convex function ‖W‖∗ denotes the trace norm of a matrix W ∈ Rd×m. A standard

way of solving this problem is using proximal methods.

2.1.2 Convex Optimization and Bottlenecks

Problem (2.5) can be solved by first-order optimization methods such as the proximal

forward-backward (PFB) splitting Bauschke and Combettes (2010). Given a starting

point W0 ∈ Rd×m, PFB produces a sequence (Wk)k∈N with

Wk+1 = proxγλ‖·‖∗
(
Wk−γ∇`(Wk)

)
(2.6)

where γ > 0 and for any convex function φ :Rd×m→R, the associated proximity oper-

ator at W ∈Rd×m is defined as proxφ(W ) = argmin
{
φ(Z)+ 1

2‖W −Z‖
2
F :Z ∈ Rd×m

}
.

In particular, the proximity operator of the trace norm at W ∈ Rd×m corresponds

to performing a soft-thresholding on the singular values of W . That is, assuming a

singular value decomposition (SVD) W = UΣV >, where U ∈ Rd×r, V ∈ Rm×r have

orthonormal columns, Σ = diag(σ1, . . . ,σr), with σ1 ≥ ·· · ≥ σr > 0 and r = rank(W ),

we have

proxγλ‖·‖∗(W ) = U diag(hγλ(σ1), . . . ,hγλ(σr))V > (2.7)

where hγλ is the soft-thresholding operator, defined for σ ≥ 0 as hγλ(σ) = max(0,σ−

γλ).

Under suitable assumptions (e.g. smoothness of `), PFB guarantees convergence to

the global minimum with error decreasing as O(1/k) with k the number of steps



2.1. Multitask learning 27

(faster rates can be achieved using accelerated versions of the algorithm Beck and

Teboulle (2009)). However, at each iteration PFB requires performing the SVD of an

d×m matrix, amounting to O(min(d,m) dm) operations at each step, a procedure

that becomes prohibitively expensive for large values of d and m. As a further

downside, these methods need to store in memory iterates of the form W ∈ Rd×m

imposing an O(dm) space complexity on the system, which can be a major bottleneck

for large scale applications. A common method of tackling these shortcomings is

transitioning to a factorized version of the problem.

2.1.3 Variational Form

Factorization methods build on the so-called variational form of the trace norm (see

e.g. Jameson (1987) or Lemma 16 in the appendix)

‖W‖∗ = 1
2 inf

r∈N, W=AB>
A∈Rd×r,B∈Rm×r

‖A‖2F +‖B‖2F (2.8)

with the infimum always attained for r = rank(W ). We can indeed formulate the

following “factorized” version of the original optimization problem (2.5) as

minimize
A∈Rd×r,B∈Rm×r

`(AB>) + λ

2
(
‖A‖2F +‖B‖2F

)
(2.9)

where r ∈ N is now a further hyperparameter of the problem.

Practical algorithms for low rank matrix matrix learning often use this explicit low

rank matrix factorization to reduce the number of variables, see e.g. Koren et al.

(2009); Hastie et al. (2015) and references therein. In particular, this reduced varia-

tional form of the trace norm is often used Srebro et al. (2005). The resulting problem

3.3 is however non-convex, and popular methods such as alternate minimization or

alternate gradient descent may get struck at poor stationary points. Recent studies Ge

et al. (2016); Bhojanapalli et al. (2016) have shown that, for smooth loss functionals,

under certain conditions on the data generation process (underling low rank model,

RIP, etc.) a particular version of the non-convex problem can be solved efficiently.

However, such conditions may not hold or be verifiable in real applications, and the

problem of finding a global solution remains open. We will tackle these questions in

the main body of the thesis. A further bonus benefit of factorized problems is that
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they offer greater model flexibility as added structure can be encoded on the factors

themselves, for example as sparsity or non-negativity.

2.1.4 Matrix Completion

A closely related problem is that of matrix completion. The objective is to predict

inputs in a matrix where only a small subset of them is known. This problem has

received a lot of interest lately as it is one of the main tools used in recommender

systems. For example many industries have access to very large sparse matrices of

user/item pairs and their corresponding ratings that they would like to predict.

The interesting point to make here is that by simply changing the loss function to one

that fits the needs of matrix completion we are keeping intact the basic properties

of the problem and therefore can apply the previously discussed low rank MTL

framework directly.

More precisely it is the problem of recovering a matrix Y ∈ Rd×m given only a

small subset of its entries. A typical choice for ` is the squared error, `(W ) =

‖M � (Y −W )‖2F , with ‖ · ‖F the Frobenius norm, � the matrix entry-wise product

and M ∈ Rd×m a binary “mask” marking the observed entries of Y .

2.1.5 Multitask Feature Learning

Since tasks are related, it is intuitive to assume that different tasks share a common

feature representation based on the original features. One reason to learn common

feature representations instead of directly using the original ones is that the original

representation may not have enough expressive power for multiple tasks. With the

training data in all the tasks, a more powerful representation can be learned for all

the tasks and this representation can bring the improvement on the performance.

Our focus will be on the case that the labels are Y ⊆ R, input data X ⊆ Rd and

φ : Rd→ Rk is a linear feature map (also known as a representation), corresponding

to the action φ(x) = Φx of a matrix Φ ∈ Rk×d on the input space. It is well known

(see e.g. Argyriou et al. (2008b)), that setting D = 1
λΦ>Φ ∈ Rd×d, a feature learning

problem can be equivalently formulated as

minimize
w∈ran(D)

`(W ) +γ

m∑
t=1
〈wt,

>D†wt〉 (2.10)

where, γ is a regularization parameter and D† denotes the pseudoinverse of D, which
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is positive semidefinite (PSD) but not necessarily invertible; when it is not invertible

the constraint requiring w to be in the range ran(D)⊆ Rd of D is needed to grant

the equivalence with Eq. 4.2. D will be referred to as the learned representation.

2.2 Learning-to-Learn

Most machine learning approaches are designed to be used on a single dataset. As we

saw on the previous section, MTL is a general framework for dealing with cases where

it makes sense to use multiple datasets. This, however, is still a form of one-time

learning in the sense that it lacks the ability to continuously learn. In other words,

continuously extracting and accumulating knowledge from past tasks and using it for

any future novel task. A process like that would help with both computational and

memory scaling issues.

Learning-to-learn (LTL), on the other hand, is a framework that builds upon the

principles of MTL and aims to learn in a similar way that humans do by maintaining

knowledge for future learning and predicting. The key idea behind this being that

humans use previous knowledge and experience when dealing with a novel task or

situation. We constantly accumulate new knowledge and experience so when we are

faced with something new, we make use of all so called transferable, overlapping

skills.

LTL, which was introduced by Thrun and Pratt (1998), focuses on producing a model

that generalizes well on completely novel tasks. The online variation of LTL in which

we are dealing with a stream of tasks is called lifelong learning Thrun (1996). The

main idea behind lifelong learning is that the learning algorithm encounters this

stream of learning tasks and we would like to not have to retrain on the past tasks

when a new task is provided. More specifically when we receive the n-th task we can

only use the data from that task and not the previously encountered n−1 tasks. We

can only make use of past knowledge extracted from those tasks. This can help us

save significant memory space as the number of tasks becomes large. This online

variation of LTL with statistical guarantees will be our focus on this problem.

2.2.1 Problem Setting

In the standard independent task learning setting the goal is to learn a functional

relation between an input space and an output space from a finite number of training
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examples. Given a loss function measuring prediction errors and given the true task

distribution µ on the joint data space of inputs and outputs, the goal is to find a

function that minimizes the expected risk, which is the expectation of that loss over

the distribution µ. In a real life scenario the distribution µ is unknown and we only

have a finite number of observations sampled from it. Our goal is to design a learning

algorithm whose expected risk decreases as the number of points increases.

The addition when moving to the LTL setting is that we first sample the distribution µ

of each task from a meta distribution ρ, which is called environment. Then we sample

a training dataset Z of finite points from each µ. Building on top of the definition

of expected risk, now we take the expectation over ρ and µ, which we call transfer

risk. In other words, transfer risk is the averaged expected risk over the distribution

induced by ρ.

E(Θ) = Eµ∼ρEZ∼µn Rµ
(
AΘ(Z)

)
where Θ is the shared parameter and A is a learning algorithm.

Since the expected risk cannot be computed, a well-established approach to tackle

this learning problem is offered by regularized empirical risk minimization. This is

essentially an approximation of the expected risk, by averaging the loss function over

the available training set. Then we can analyze the difference between expected risk

and empirical risk, which is called generalization gap. Because we usually care about

the worst case scenario, we consider the upper bound of this difference by analyzing

its supremum. Typically some assumptions are made about the distribution µ and

the way we sample from it for such an analysis to take place.

The specific case we will focus on is that of linear feature learning that we introduced

in 2.10. The idea is to find a good joint representation D for a number of related

tasks. The assumption is that there is a shared common structure in the different tasks

that can be used to learn a better representation and improve the final performance.

The problem of minimizing the transfer risk given a finite number of training datasets

has been subject of thorough analysis in the literature Baxter (2000); Maurer (2005);

Maurer et al. (2016). Most work has been focused on the so-called “batch” setting,

where all such training datasets are provided at once. However, by its nature, LTL

is an ongoing (possibly never ending) process, with training datasets observed a

few at the time. In such a scenario the meta algorithm should allow for an evolving
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representation D, which improves over time as new datasets are observed. This is

the direction we will explore in the main body of the thesis.

2.3 Transfer Learning

The pipeline of most classic machine learning algorithms involves extracting features

from some training data in order to perform future predictions on new data. A key

assumption of this process is that the training data and the test data lie on the same

input feature space and data distribution. If there is a discrepancy between the

two datasets then the predictive power of the learner will likely degrade. In many

real life scenarios it can be challenging to collect and preprocess sufficient data that

originate from the same domain. This could be due to the data being rare, the data

being expensive to collect and label, or the data being inaccessible. With big data

repositories becoming more prevalent, using existing datasets that are related to, but

not exactly the same, as a target domain of interest makes transfer learning solutions

an attractive approach.

A domain is defined as the pair of a feature space and a marginal probability of

a set of points from that space. The case in which the source and target feature

spaces are the same is called homogeneous transfer learning, otherwise it is called

heterogeneous. An example of homogeneous transfer learning is the application

of natural language processing. A component of a classic bag-of-words model is

computing frequencies of unique words as features. If one dataset is made from

documents taken from kids’ books and another from law documents, the frequencies

will be significantly different. This is called frequency bias and will results in different

marginal distributions between the source and target domains.

2.3.1 Problem Setting

We will focus on problems more relevant to the computer vision community whose

goal is to enable artificial visual systems to recognize not only specific instances of

a category, such as my car, but cars in general. However, recent studies [5,6] have

questioned if the results obtained so far are a reliable indicator of real generalization

abilities. Indeed, it seems that high performance on a data collection often does not

reflect on the ability to classify correctly the same classes, imaged in another dataset.

When looking at the disappointing cross-dataset generalization results reported in
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Torralba and Efros (2011) keeping in mind the biases described above, one could

formulate a hypothesis: a classifier trained on a specific dataset learns, for each object

class, a model containing some generic knowledge about the semantic categorical

problem, and some specific knowledge about the bias contained into that dataset.

We will give some background on two of the key frameworks we will utilize in the

main body of the thesis. One will be about subcategory discovery in the feature space

and the other will be about tackling the bias in vision problems.

2.3.2 Discovering Subcategories

The problem on which we will work on is about object recognition. One of the

most successful object recognition systems is based on deformable part-based models

(DPM), see Divvala et al. (2012); Felzenszwalb et al. (2010); Girshick and Malik

(2013); Zhu et al. (2012) and references therein. Generally speaking DPM model an

object as a set of parts constrained by spatial arrangement they can take. An example

of this would be a face with eyes, mouth and nose - their arrangement has rough

spatial configuration. A special case of Latent SVMs are latent subcategory models

(LSM) Divvala et al. (2012); Gu and Ren (2010); Zhu et al. (2012). This approach

has proved useful when the object we wish to classify/detect consists of multiple

components, each of which captures different characteristics of the object class. For

example, components may be associated with different viewpoints, light conditions,

etc. Under these circumstances, training a single global classifier on the full dataset

may result in a low complexity model which underfits the data. To address this,

latent subcategory models train multiple subclassifiers simultaneously, each of which

is associated with a specific linear classifier capturing specific characteristics of the

object class.

More specifically, we let K be the number of linear subclassifiers and let

(w1, b1), . . . ,(wK , bK) be the corresponding parameters. A point x belongs to the

subclass k if 〈wk,x〉+bk > 0, where 〈·, ·〉 denotes the standard scalar product between

two vectors. For simplicity, throughout the thesis we drop the threshold bk since it

can be incorporated in the weight vector using the input representation (x,1). A

point x is classified as positive provided at least one subclassifier gives a positive

output, that is, maxk 〈wk,x〉> 0. The geometric interpretation of this classification

rule is that the negative class is the intersection of K half-spaces. Alternatively, the
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positive class is the union of half-spaces.

A standard way to learn the parameters is to minimize the objective function Divvala

et al. (2012); Girshick and Malik (2013); Zhu et al. (2012)

EK,λ(w) =
m∑
i=1

L(yimax
k
〈wk,xi〉) +λΩ(w) (2.11)

where (xi,yi)mi=1 is a training sequence, L is the loss function and, with some abuse

of notation, w denotes the concatenation of all the weight vectors.

2.3.3 Dataset Bias

Training these models is a challenging task due to the presence of many local optima

in the objective function and the increased model complexity which requires large

training set sizes. An obvious way to have larger training set sizes is to merge datasets

from different sources. However, it has been observed by Ponce et al. (2006); Torralba

and Efros (2011) that training from combined datasets needs to be done with care.

Although we would expect training a classifier from all available data to be beneficial,

it may in fact result in decreased performance because standard machine learning

methods do not take into account the bias inherent in each dataset.

Most related to this thesis is Khosla et al. (2012), which consider jointly training mul-

tiple linear max-margin classifiers from corresponding biased datasets. The classifiers

pertain to the same classification (or detection) task (e.g. “car classification”) but

each is trained to perform well on a specific “biased” dataset. Their method is similar

to the regularized multitask learning framework of Evgeniou and Pontil (2004) with

the addition that the common weight vector (“visual world” classifier) is constrained

to fit the union of all the training datasets well. Specifically, in Khosla et al. (2012)

the authors learn a set of linear max-margin classifiers, represented by weight vectors

wt ∈ Rd for each dataset, under the assumption that the weights are related by the

equation wt = w0 +~vt, where w0 is a compound weight vector (which is denoted

as the visual world weight in Khosla et al. (2012)). The weights w0 and ~v1, . . . ,~vT

are then learned by minimizing a regularized objective function which leverages

the error of the biased vectors on the corresponding dataset, the error of the visual

world vector on the concatenation of the datasets and a regularization term which

encourages small norm of all the weight vectors.
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Low Rank Matrix Factorization for Trace

Norm Regularization

Trace norm regularization is a widely used approach for learning low rank matrices.

In this chapter we will focus on a standard optimization strategy which is based on

formulating the problem as one of low rank matrix factorization which, however,

leads to a non-convex problem. In practice this approach works well, and it is

often empirically faster than standard convex solvers such as proximal gradient

methods. Nevertheless, it is not guaranteed to converge to a global optimum, and the

optimization can be trapped at poor critical points. In this chapter, we show that it is

possible to characterize the critical points of the non-convex problem. This allows

us to provide an efficient criterion to determine whether a critical point is also a

global minimizer. Our analysis suggests an iterative meta-algorithm that dynamically

expands the parameter space and allows the optimization to escape any non-global

critical point, thereby converging to a global minimizer. The algorithm can be applied

to problems such as matrix completion or multitask learning, and our analysis holds

for any random initialization of the factor matrices. Finally, we confirm the good

performance of the algorithm on synthetic and real datasets, both in the smooth and

non-smooth case.

This chapter is organized as follows. In Sec. 3.1 we introduce the trace norm

regularization problem, the low rank matrix factorization approach and set the

main questions addressed in the chapter. In Sec. 3.2 we present our analysis of

the critical points of the low rank matrix factorization problem and the associated

meta-algorithm. In Sec. 3.3 we report results from numerical experiments using our
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method both on smooth and non-smooth problems.

3.1 Problem Setting

Learning low rank matrices is a problem of broad interest in machine learning

and statistics, with applications ranging from collaborative filtering Rennie and

Srebro (2005); Koren et al. (2009), to multitask learning Argyriou et al. (2008a), to

computer vision Harchaoui et al. (2012), and many more. A principled approach to

tackle this problem is via suitable convex relaxations. Perhaps the most successful

strategy in this sense is provided by trace (or nuclear) norm regularization Amit et al.

(2007); Argyriou et al. (2008a); Bach (2008); Srebro et al. (2005); Mishra et al.

(2013); Zhu et al. (2018). However, solving the corresponding optimization problem

is computationally expensive for two main reasons. First, many commonly used

algorithms require the computation of the proximity operator (see e.g. Bauschke and

Combettes, 2010, and references therein) which entails performing a singular value

decomposition at each iteration. Second, and most importantly, the space complexity

of convex solvers grows with the matrix size, which makes it prohibitive to employ

them for large scale applications.

Strategies based on matrix factorization are common but they result in a non-convex

and have also rarely been considered in the case of non-smooth functions. This is

likely due to the inherent difficulty of directly minimizing a non-smooth non-convex

function. However, there are several problems of practical importance that involve

either non-smooth error functions Srebro et al. (2005) or additional non-smooth

regularizers which are combined with the trace norm, see e.g. (Richard et al., 2012;

Rennie and Srebro, 2005; Chen et al., 2011).

In this chapter we characterize the critical points of such a non-convex problem and

provide an efficient criterion to determine whether a critical point is also a global

minimizer. Our analysis is constructive and suggests an iterative meta-algorithm that

dynamically expands the parameter space to escape any non-global critical point,

thereby converging to a global minimizer. In the smooth case, our approach is closely

related to an algorithm to solve certain matrix optimization problems under positive

semidefinite constraints Journée et al. (2010). However, the analysis provided in this

work, albeit parallel for most results by Journée et al. (2010) is key to devise the

generalization to the challenging non-smooth setting.
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In this work we study trace norm regularized problems of the form

minimize
W∈Rn×m

`(W ) +λ ‖W‖∗ (3.1)

where ` : Rn×m→ R is a convex function ‖W‖∗ denotes the trace norm of a matrix

W ∈ Rn×m, namely the sum of the singular values of W , and λ > 0. We denote the

objective functional in Eq. (3.1) as f : Rn×m→ R (omitting the dependency on λ

from fλ = f for the sake of simplicty). Examples of relevant learning problems that

can be formulated as Eq. (3.1) are:

Matrix Completion. The problem of recovering a matrix Y ∈ Rn×m given only a

small subset of its entries. A typical choice for ` is the squared error, `(W ) =

‖M � (Y −W )‖2F , with ‖ · ‖F the Frobenius norm, � the matrix entry-wise product

and M ∈ Rn×m a binary “mask” marking the observed entries of Y .

Multi-task Learning. The columns w1, . . . ,wm of W are interpreted as the regression

vectors of different supervised learning problems (i.e. tasks). Given m datasets

(xij ,yij)
kj
i=1 of size kj , with xij ∈ Rn and yij ∈ R, for j = 1, . . . ,m, we choose `(W ) =∑m

j=1
1
nj

∑nj
i=1

¯̀(yij ,w>j xij), where ¯̀: R×R→ R is a loss function (e.g. the logistic or

hinge loss) measuring prediction errors. Applications include collaborative filtering

with attributes Abernethy et al. (2009) and multiclass classification Amit et al. (2007).

Non-smooth `. In several situations, the target function ` can be non-smooth, for

instance when using the hinge loss Rennie and Srebro (2005) or if a further non-

smooth penalty is added to encourage desirable structures on W . A relevant example

is multitask learning with the entry-wise `1-norm penalty ‖W‖1 which, combined

with the trace norm regularizer has been observed to have a joint feature selection

/ tasks-clustering effect (see Richard et al. (2012) and Sec. 3.3). Also, the joint

application of total variation ‖W‖TV and trace norm regularization has been recently

explored (see e.g. Shi et al., 2015).

Factorization methods build on the so-called variational form of the trace norm that

was discussed in the Background chapter.

‖W‖∗ = 1
2 inf

r∈N, W=AB>
A∈Rn×r,B∈Rm×r

‖A‖2F +‖B‖2F (3.2)

with the infimum always attained for r = rank(W ). We can indeed formulate the
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following “factorized” version of the original optimization problem (3.1) as

minimize
A∈Rn×r,B∈Rm×r

`(AB>) + λ

2
(
‖A‖2F +‖B‖2F

)
(3.3)

where r ∈ N is now a further hyperparameter of the problem. In the following, we

will denote the objective functional in Eq. (3.3) as gr(A,B). The two optimizations

are tightly related, as characterized by the following well-known result (of which we

provide a proof in the supplementary material for completeness).

Proposition 1. Let W ∈ Rn×m be a global minimizer of f with r∗ = rank(W ). Then,

for every r ≥ r∗, every global minimizer (A,B) of gr is such that

gr(A,B) = f(AB>) = f(W ). (3.4)

The above proposition implies that for sufficiently large values of r in Eq. (3.3), we

can minimize f by finding a global minimizer for gr. This is indeed a well established

approach to trace norm regularization when ` is smooth Koren et al. (2009); Rennie

and Srebro (2005)) and can be extremely advantageous in practice since it can

leverage a large body of literature on smooth optimization to solve the factorized

problem Bertsekas (1999). As an example, applying Gradient Descent (GD) requires

O(nmr) operations per iteration (mainly the costs of matrix products between A and

B), and a space complexity of order O(r(n+m)). Both quantities are remarkably

smaller than those of proximal forward-backward (PFB), which is typically used

to minimize 3.1, for small values of r and at most same complexity as PFB for the

largest r = min(n,m). Moreover, note that albeit having same “big O" complexity,

matrix multiplication entails significantly smaller constants than SVD, which reflects

to dramatically reduced computational times in practice even for large values of r.

The strategy of minimizing gr instead of f was originally proposed in Rennie and

Srebro (2005) and its empirical advantages have been extensively documented in

previous literature, e.g. Koren et al. (2009). However, this approach opens important

theoretical and practical questions that have not been addressed by previous work:

• How to choose r? From Prop. 1 we know that for suitably large values of r

the minimization of gr and f are equivalent. However, a lower bound for such

an r cannot be recovered analytically from the functional itself and, so, it is not
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clear how to choose r in practice.

• Global convergence. The function gr is not jointly convex in the two variables

A and B. This opens the question of whether GD (or other optimization

methods) converge to a global minimizer for sufficiently large values of r.

• How to deal with non-smooth `? Minimizing non-smooth and non-convex

functionals such as gr when ` is not differentiable is known to be a challenging

problem in the optimization literature. Indeed, factorization methods in these

settings have not been investigated to date. We ask however, whether the

relation between gr and the (convex) f could provide insights on how to

address this problem.

Investigating these issues is the main focus of this work.

3.2 Analysis

In this section we explore the questions outlined above and provide a meta-algorithm

to minimize the function gr while incrementally searching for a rank r for which

Prop. 1 is verified. Our analysis builds upon the following points:

• (Prop. 3) We characterize all critical points of gr, namely those points to which

iterative optimization methods (e.g. GD) can get trapped into.

• (Thm. 4) We derive an efficient criterion to determine whether a critical point

of gr is a global minimizer (typically an NP hard problem for non-convex

functions).

• (Prop. 7) We show that for any critical point (A,B) of gr which is not a global

minimizer, it is always possible to constructively find a descent direction for

gλ,r+1 from the point ([A 0], [B 0]) ∈ Rn×(r+1)×Rm×(r+1).

• (Cor. 9) By combining the above results we show, that for r ≥ min(n,m),

every critical point of gr is either a global minimizer or it admits an escape

direction. This allows to design a meta-algorithm that efficiently recovers a

global minimizer for Eq. (3.1).

The outline above suggests a natural “meta-algorithm” (which is presented more

formally in Sec. 3.2.4) to address the minimization of f via gr while increasing r

incrementally:
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1. Initialize r = 1. Choose A′0 ∈ Rn and B′0 ∈ Rm.

2. Starting from (A′r−1,B
′
r−1), converge to a critical point (Ar,Br) for gr.

3. If (Ar,Br) satisfies our criterion for global optimality (see Thm. 4) stop, other-

wise:

4. Perform a step in a descent direction for gλ,r+1 from ([Ar 0], [Br 0]) to a point

(A′r,B′r), A′r ∈ Rn×r+1,B′r ∈ Rm×r+1; Increase r to r+ 1 and go back to Step 2.

From our analysis in the following, the procedure above is guaranteed to stop at

most after r = min(n,m) iterations. However, Prop. 1, together with our criterion

for global optimality, suggests that this meta-algorithm could stop much earlier if f

admits a low-rank minimizer (which is indeed the case in our experiments). This

has two main advantages: 1) by exploring candidate ranks incrementally, we can

expect significantly faster computations and convergence if our optimality criterion

activates for r�min(n,m) and 2) we automatically recover the rank of a minimizer

for f without the need to perform expensive operations such as SVD.

Remark 1. The meta-algorithm considered in this paper is related to the optimization

strategy recently proposed in Haeffele and Vidal (2015), where the authors study

convex problems for which a non-convex “factorized” formulation exists, including

the setting considered in this work as a special case. However, by adopting such a

general perspective, the resulting optimization strategy is less effective when applied

to the specific minimization of gr. In particular: 1) the optimality criterion derived in

Haeffele and Vidal (2015) is only a sufficient but not necessary condition; 2) the upper

bound on r is much larger than the one provided in this work, i.e. r = nm rather than

r = min(n,m); 3) convergence guarantees to a global optimum cannot be provided. By

focusing exclusively on the question of minimizing f via its factorized form gr and, by

leveraging on the specific structure of the problem, it is instead possible to provide a

further analysis of the behavior of the proposed meta-algorithm.

3.2.1 Smooth Vs Non-smooth

Since gr is not convex, descent methods are not guaranteed to converge to a global

minimizer. Rather, we can expect an optimization method to remain “trapped” in

stationary (or critical) points, namely points for which all directional derivatives are
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non-negative Clarke (2013). In the case of smooth functions these correspond to

points where the gradient is equal to zero.

As we will discuss in the following, given the special structure of the problem

considered in this work, it will be always possible to devise a strategy to escape

from stationary points of gr, eventually converging to a global minimizier. However,

before delving into the details of our analysis it is worth mentioning that non-smooth

functionals introduce a further complication to the problem. Indeed, when ` is not

differentiable, optimization approaches cannot guarantee convergence to a critical

point1 but rather to a block-wise minimizer, namely a point (A,B) such that A is a

global minimizer of gr(·,B) and B is a global minimizer of gr(A, ·) (recall that the

function is convex separately in the two blocks of variables).

In order to guarantee convergence to a stationary point of gr, in this work we

introduce the following assumption on `

Assumption 1. let (`δ)δ>0 be a family of convex, twice differentiable functions such

that `δ(·)> `δ′(·)> `(·) for any δ > δ′ and ‖`δ− `‖∞→ 0 as δ→ 0 over any compact

set. Moreover, we assume all `δ and their gradients to be Lipschitz continuous with

Lipschitz constants α > 0 and β > 0 respectively, uniformly with respect to δ.

Throughout the paper, we will always assume Assumption 1 when stating results in

the general non-smooth setting. The assumption above is an established one in the

optimization literature for non-smooth problems. For instance, the absolute value |x|

(and therefore the ‖ · ‖`1 norm) is often upper bounded with the family of smooth

convex functions
√
δ+x2. Similar upper bounds have been proposed for the most

common non-smooth functionals such (e.g. the hinge loss Rennie (2005); Zhang

(2004)). In the following we will denote with fδ and grδ the upper bounds of f and

gr where we have substituted ` with `δ. Under Assumption 1 we have the following

result.

Theorem 2 (Limit Critical Points). Let (δk)k∈N be a monotone decreasing sequence of

scalar values such that δk→ 0 as k→+∞. Let (Ak,Bk) be critical points for grδk with

1The main challenge in these settings is that the two blocks of variables A and B are “coupled” in
the non-smooth term `(AB>). Indeed, several approaches have been proposed and studied, which
guarantee convergence to a stationary point when the objective functional is “separable”, namely of
the form g(A,B) = h0(A,B) +h1(A) +h2(B) where h0 is smooth and convex in the two blocks and
h1,h2 are convex and non-smooth, see Attouch and Bolte (2009); Attouch et al. (2010) and references
therein.
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grδk(Ak,Bk)≥ grδk+1(Ak+1,Bk+1). Then all limit points of (Ak,Bk)k∈N are stationary

points for gr. Moreover, gr attains the same value at all such limit points. Finally, if

(Ak,Bk) contains infinitely many global minimizers for the corresponding grδk , then all

its limit points are global minimizers for gr

The theorem above provides a straightforward strategy to find stationary points of gr

while bypassing the risk of getting trapped in block-wise minimizers: given a starting

point (A0,B0) and a monotone decreasing sequence of δk, we can obtain a sequence

of (Ak,Bk) satisfying the hypotheses of Thm. 2 by performing GD (or any other

descent method for smooth functions) on grδk from the initial point (Ak−1,Bk−1),

for any k > 0. All limit points of this sequence are critical points of gr. In the

following, we will refer to critical points of gr that are limits of sequences satisfying

the hypotheses of Thm. 2 as limit critical points.

3.2.2 A Criterion for Global Optimality

The following result provides a characterization of critical points of gr and plays a

key role in our analysis.

Proposition 3. (A,B) is a critical point for gr if and only if A and B have singular

value decomposition A= UΣR> and B = V ΣR> with U ∈ Rn×s,V ∈ Rm×s,R ∈ Rr×s

matrices with orthonormal columns and Σ ∈ Rs×s positive definite diagonal matrix,

s≤ r and there exists an element L∈ ∂`(AB>) in the subgradient of ` at AB>, such that

L=−λUV >+M with M ∈Rn×m such that U>M = 0 and MV = 0. Moreover, at any

such point we have ‖AB>‖∗ = (‖A‖2F +‖B‖2F )/2 and therefore gr(A,B) = f(AB>).

The above result is instrumental in deriving a necessary and sufficient condition

to determine whether a critical point for gr is actually a global minimizer. Indeed,

since f is convex, we can leverage on first order conditions for global optimality,

stating that a point W =AB> is a global minimizer for f (and by Prop. 1 also (A,B)

for gr) if and only if 0 belongs to its subdifferential ∂f(W ) (see e.g. Bauschke and

Combettes (2010)). Studying this inclusion leads to the following theorem.

Theorem 4 (Global Optimality). Let (A,B) be a limit critical point for gr. Then AB>

is a global minimizer for f if and only if

min{ ‖L‖ | L ∈ ∂`(AB>)} ≤ λ. (3.5)
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Here, the term ‖·‖ denotes the operator norm of a matrix (namely the largest singular

value). The proposition above implies that determinining whether a stationary point

is a global minimizer corresponds to a convex program. Note that in general it is

an NP-hard problem to determine whether a critical point of a non-convex function

is actually a global minimizer Murty and Kabadi (1987); it is only because of the

relation with the convex function f that in this case it is possible to perform such

check in polynomial time. In the supplementary material we discuss an algorithm to

solve this problem efficiently.

Note that if ` is smooth, Thm. 4 simplifies significantly and we have the following

result as a direct corollary.

Corollary 5 (Global Optimality - Smooth Case). Let ` be smooth and (A,B) be a

critical point of gr. Then AB> is a minimizer for f if and only if ‖∇`(AB>)‖ ≤ λ.

Therefore in the smooth setting it is sufficient to estimate the largest singular value

of the gradient in the critical point to determine whether it is a global minimizers.

Note that for large matrices this operation can be performed efficiently by using

approximation methods, such as the power iteration Woodruff et al. (2014).

3.2.3 Escape Directions and Global Convergence

In this section, we observe that for any limit critical point of gr which is not a

global minimizer, it is always possible to either find a direction to escape from it or

alternatively to increase r by one and to find a decreasing direction for gr+1. This

strategy is suggested by the following result from the smooth case.

Proposition 6 (Escape Direction from Critical Points - Smooth Case). Let ` be twice

differentiable and assume its gradient to be Lipschitz with Lipschitz constant β. Let

(A,B) be a critical point that is not a global minimizer for gr. Let u ∈ Rn and v ∈ Rm

be the singular vectors associated to the largest singular value µ of ∇`(AB>). For any

t > 0 and any q ∈ Rr such that ‖q‖= 1, Aq = 0, Bq = 0, we have

gr(A− tuq>,B+ tvq>)≤ gr(A,B)− (µ−λ)t2 + β

2 t
4

Moreover, if rank(A)< r or rank(B)< r, then at least one such q exists and (A,B) is a

strict saddle point for gr, namely the Hessian has at least one negative eigenvalue.



44 Chapter 3. Low Rank Matrix Factorization for Trace Norm Regularization

Note that by Thm. 4 we know that µ= ‖∇`(AB>)‖>λ if (A,B) is a critical point but

not a global minimizer for gr. Hence, along the direction t(−uq>,vq>) the function

is strictly lower than in (A,B) for 0< t <
√

2(µ−λ)/M .

A natural question is whether also in the non-smooth setting it is possible to find

a descent direction for limit critical points. As it turns out, a generalization of this

property holds also when ` is non-smooth, but it is not possible to find the directions

u and v constructively. Fortunately, we can exploit the sequence of critical points

(Ak,Bk) converging to a limit critical point (and their corresponding escape directions

uk,vk) to find such escape directions in the limit.

Proposition 7 (Escape Direction from Limit Critical Points). With the same notation

and assumptions as Thm. 2, let (Ak,Bk) be a sequence of critical points for grδk whose

limit points are not global minimizers for gr. For each k > 0 denote by uk ∈ Rn,

vk ∈ Rm and µk the singular vectors and largest singular value of ∇`δk(AkB>k ). Let

µ= liminfk→0µk. Then, µ > λ, the sequence (Ak,Bk,uk,vk) admits a limit point and

for every such limit point (A,B,u,v) we have u>A = 0, v>B = 0. Moreover, for any

t > 0 and for any q ∈ Rr such that ‖q‖= 1, Aq = 0 and Bq = 0,

gr(A− tuq>,B+ tvq>)≤ gr(A,B)− (µ−λ)t2 + β

2 t
4

As a direct consequence of the result above we can devise an optimization strategy

that will never remain trapped at critical points (A,B) for gr that are not global

minimizers. Indeed, recall from Prop. 3 that A>A=B>B. Therefore A and B have

same right nullspace, namely for any q ∈ Rr such that Aq = 0 we have Bq = 0 and

viceversa. Therefore, A and B have same rank and, if they are rank deficent, we

can find such a q in the right nullspace of A (or B) and descend along the direction

(−uq,vq>) according to Prop. 7.

If A and B are full rank we can increase the problem dimension to r+1 and consider

the “inflated” point ([A 0], [B 0]). Indeed, at such point, gr+1 attains same value

as gr(A,B) and it is straightforward to verify that it is still a critical point for gr+1

according to the characterization provided by Prop. 3. However, [A 0] and [B 0] are

now rank deficient by construction, and can apply Prop. 7 to obtain the direction

([0 −u], [0 v]) along which gr+1 decreases (here we have chosen q ∈ Rr+1 the vector

with the last entry equal to 1 and all others equal to 0, which is in the nullspace
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of [A 0] and [B 0] by construction). This procedure will stop for r = min(n,m) + 1

since in this case we would have rank(A)≤min(n,m)< r and could therefore apply

Prop. 7 to always escape from critical points until we reach a global minimizer

(this fact can be actually improved to hold also for r = min(n,m) as we see in the

following).

Note that in general, if the number of non-global critical points is infinite, it is not

guaranteed that such strategy will converge to the global minimizer. However, since

by Prop. 6 every rank-deficient critical point is a strict saddle point, we can leverage

on previous results from the non-convex optimization literature (see Lee et al. (2016)

and references therein) in order to prove the following result.

Theorem 8. Let ` be twice differentiable and r ≥min(n,m). Then the set of starting

points for which GD does not converge to a global minimizer of gr has measure zero.

In particular, for r ≥min(n,m), this implies that if we use GD or any other optimiza-

tion method that avoids strict saddle points in order to obtain the limit critical point

for a non-smooth problem, we can always converge to the global minimizer (as long

as we perturb the initial point (Ak,Bk) at each step with random noise). We will

state this result more rigorously in Sec. 3.2.4.

Remark 2. We point out a connection between matrix factorization and previous work

on semidefinite programming by Journée et al. (2010). They proposed a framework

to minimize a smooth functional h(X) under the PSD constraint X � 0 by solving

the unconstrained (but possibly non-convex) problem of minimizing h(Y Y >) wrt to a

matrix Y . Interestingly, we can formulate the factorization problem Eq. (3.3) within this

setting by taking Y > = [A>,B>] and h(Y Y >) = `(AB>) + λ
2 tr(AA>+BB). Under

this interpretation it is possible to recover Cor. 5 and Prop. 6 and the meta-algorithm

considered in this work for smooth ` with the results in Journée et al. (2010). However,

the analysis provided in this work, albeit parallel for most results by Journée et al. (2010)

is key to devise the generalization to the non-smooth setting that we discuss in 3.3. It

is interesting to note that, to this date, the parallel between Journée et al. (2010) and

trace norm regularization had never been drawn (to our knowledge). This is particularly

surpririsng since, as we report in detail in Sec. 3.3, experimental evidence show that this

algorithm performs on par or better than current state of the art algorithms.
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Algorithm 1 NONSMOOTHMETAALGORITHM

Input: λ > 0, εcrit > 0 global criterion tolerance, δ0 initial perturbation, ∆ρ pertur-
bation improvement tolerance, γ ∈ (0,1) discount factor, M > 0 Lipschitz constant
for the grδ gradients.
Initialize: Set r = 1. Sample A′0 ∈ Rn and B′0 ∈ Rm randomly. ρ= grδ0(A0,B0)
For r = 1 to min(n,m)
δ = δ0, k = 0, A=A′r−1, B =B′r−1
Repeat

(A,B) = MINIMIZE(A,B,grδ)
ρ′ = grδ(A,B)
If ρ′−ρ <∆ρ
ρ= ρ′, Ar =A, Br =B
[u,µ,v] =SVD(∇`δk(AB>))
Break

ρ= ρ′, δ = γ δ
If min{ ‖L‖ | L ∈ ∂`(Ar,Br)} ≤ λ+ εcrit

Break
t=
√

(µ−λ)/M
A′r = [Ar,−tu], B′r = [Br, tv]
r = r+ 1

Return (Ar,Br)

3.2.4 A Meta-algorithm to Minimize f

We can now formally present the meta-algorithm (Alg. 1) outlined at the beginning

of Sec. 3.2 to find a solution of the trace norm regularization problem (3.1) by

minimizing gr in Eq. (3.3) for increasing values of r.

Alg. 1 proceeds by iteratively finding limit critical point for gr while increasing the

estimated rank r one (or possibly more) step at the time. For each r, the limit critical

point is obtained by applying the function we call MINIMIZE (e.g. GD) to grδ for

decreasing values of δ starting. Note that the procedure MINIMIZE proceeds by taking

the minimzer of the previous grδ. In order to avoid getting trapped in strict saddle

points, the procedure MINIMIZE must apply some additive noise to the initial point

provided. However note that in our experiments the negative effect of this noise

addition was negligible.

Whenever the optimization algorithm converges to a limit critical point (Ar,Br)

of gr, Algorithm 1 verifies whether the global optimality criterion of Thm. 4 is

active (again within a certain tolerance εcrit). If this is the case, (Ar,Br) is a global

minimizer and we stop the algorithm. Otherwise we “inflate” the two factor matrices

to ([Ar,−tu], [Br, tv]) by one column each, with u and v the directions obtained
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Table 3.1: Average Normalized Mean Absolute Error (NMAE), convergence time and esti-
mated rank achieved for the best validation parameters by ALT Hsieh and Olsen
(2014), ALS Hastie et al. (2015) and Alg. 1, on the three Movielens datasets.

ml100k ml1m ml10m
NMAE time(s) r NMAE time(s) r NMAE time(s) r

ALT .2165 97 93 .1810 3151 216 .1670 126400 525
AIS .2105 28 93 .1806 950 196 .1669 43380 722
ALS .1956 16 16 .1787 602 32 .1639 52340 56

Ours .1959 3 11 .1788 29 32 .1632 4529 56

according to Prop. 7 as the left and right singular vectors of the gradient ∇`δ(AδBδ).

The step size t is chosen in order to minimize the lower bound of the inequality of

Prop. 7. However also a line search strategy can be adopted, possibly yielding a

steeper decrease. We then have the following result.

Corollary 9. The sequence (Ar,Br) produced by Algorithm 1 with GD as the MINIMIZE

subroutine, converges to a global minimizer (A∗,B∗) of gr, such that A∗B>∗ is a global

minimizer for f with probability 1.

3.3 Experiments

We report an empirical analysis of the meta-algorithm studied in this work. All

experiments were conducted on an Intel Xeon E5-2697 V3 2.60Ghz CPU with 32GB

RAM.

3.3.1 Large Scale Matrix Completion

Movielens. This dataset Harper and Konstan (2016) consists of different datasets

for movie recommendation of increasing size. They all comprise a number of ratings

(from 1 to 5) given by n users on a database of m movies, which are recorded as

a Y ∈ Rn×m matrix with missing entries. In this work we considered three such

datasets of increasing size, namely Movielens 100k (ml100k) with 100 thousand

ratings from n = 943 users on m = 1682 movies, Movielens 1m (ml1m) with ∼ 1

million ratings, n= 6040 users and m= 3900 movies and Movielens 10m (ml10m),

with ∼ 10 millions ratings, n= 71567 users and 10681 movies.

Baseline methods: We compare against state-of-the-art solvers:

• ActiveALT: State-of-the-art first-order nuclear norm solver based on active

subspace selection Hsieh and Olsen (2014)
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Figure 3.1: Convergence vs. time of the objective f (Top row) and test errors (Bottom
row) on three matrix completion large scale datasets for our meta-algorithm,
ALT Hsieh and Olsen (2014) and. The purple circle indicates when the global
optimality criterion from Thm. 4 is satisfied.

• AIS-impute: A proximal algorithm which exploits the special “sparse plus low-

rank” structure of the matrix iterates to allow efficient SVD in each iteration

Yao and Kwok (2018).

• softImpute-ALS: A mix of both nuclear-norm-regularized matrix approximation

and maximum-margin matrix factorization Hastie et al. (2015).

We used same loss as for the synthetic experiments and compared the performance

of our meta-algorithm against those same methods on the three Movielens datasets.

We used 50%,25% and 25% of each user’s ratings for training, validation and testing

and repeated our experiments across 5 separate trials to account for statistical

variability in the sampling. Test error was measured in terms of the Normalized Mean

Absolute Error (NMAE), namely the mean (entry-wise) absolute error on the test set,

normalized by the maximum discrepancy max(Yij)−min(Yij) between entires in Y .

As a reference of the behavior of the different methods, Fig. 3.1, reports on a single

trial the decrease of f on training data and NMAE on the test set with respect to time

for the best λ chosen by validation. All methods where run until convergence and

attained the same value of the objective function and same test error in all our trials.
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However, as it can be noticed, our meta-algorithm and ALS seem to attain a much

lower test error during earlier iterations. To better investigate this aspect, Table. 3.1

reports results in terms of time, test error and estimated rank attained on average

across the 5 trials by the different methods at the iteration with smallest validation

error. As it can be noticed our meta-algorithm is generally on par with its competitors

in terms of test error while being relatively faster and recovering low-rank solutions.

This highlights an interesting byproduct of the meta-algorithm considered in this

work, namely that by exploring candidate ranks incrementally, the method allows to

find potentially better factorizations than trace norm regularization both in terms of

test error and estimated rank. This fact can be empirically observed also for different

values of λ as we report in the supplementary material.

3.3.2 Non-smooth objective

Low rank and sparse matrix learning has been successfully applied to classification

and multitask learning problems Richard et al. (2012); Mei et al. (2012). In these

settings, the term ` in Eq. (3.1) is of the form `(W ) = h(W ) + γ‖W‖`1 with h a

smooth and ‖ · ‖`1 the sum of the absolute values of the entries of W . The columns

[w1, . . . ,wm] =W of the matrix W are interpreted as linear predictors and h(W ) is

a multi-task (or multi-class) loss function such as the logistic or least-squares. We

considered the following two datasets:

Yeast 2. The Yeast dataset is formed by micro-array expression data and phylogenetic

profiles, and is pre-split in 1500 genes in the training set and 917 in the test set. The

dimensionality of the features is 103, and there are 14 different class labels. On the

Yeast dataset we sampled 75% of the given training set for the optimization and the

remaining 25% for validation. Prediction performance are measured according to the

Average Precision (area under the precision-recall curve).

School. School comes from the Inner London Education Authority (ILEA), consisting

of examination records from 139 schools. Each school is a regression task and the

exam score is the output. There are 26 features for all tasks some of which are

categorical features expressed as binary attributes. We sampled 25%, 25%, and 50%

for the training, validation and test set respectively. Normalised Mean Squared Error.

We evaluated the proposed approach on the two dataset introduced above and

2http://mulan.sourceforge.net/datasets-mlc.html



50 Chapter 3. Low Rank Matrix Factorization for Trace Norm Regularization

1 2 3 4 5
time (sec)

6.4

6.6

6.8

o
b

je
ct

iv
e

ours
Generalized FB

50 100 150 200
time (sec)

44

46

48

50

o
b

je
ct

iv
e

ours
Generalized FB

1 2 3 4 5
time (sec)

0.55

0.6

0.65

A
P

ours
Generalized FB

50 100 150 200
time (sec)

0

10

20

30

N
M

S
E

ours
Generalized FB

Figure 3.2: Convergence vs. time of the objective (Top row) and test performance (Bottom
row) on Yeast (Left) and School (Right) datasets.

Table 3.2: Mean Average Precision (for classification), NMSE (for multitask learning regres-
sion), standard deviation, and estimated rank achieved for the best validation
parameters on Yeast and School datasets.

Yeast School
mAP r NMSE r

trace G-FB 0.6449(0.0022) 14 25.192(1.388) 7
trace ours 0.6465(0.0034) 3 29.462(1.745) 2
`1 G-FB 0.6385(0.0020) 14 22.967(1.701) 26
`1 ours 0.6403(0.0022) 10 23.647(1.568) 12

`1+trace G-FB 0.6474(0.0019) 14 25.696(2.029) 7
`1+trace ours 0.6527(0.0012) 3 29.956(1.726) 2

compared its performance against the Generalized Forward Backward (G-FB) split-

ting approach proposed in Richard et al. (2012). We considered three forms of

regularization: trace norm regularization, `1 regularization and `1 plus trace norm.

Table 3.2 reports the performance of our method, compare

School, standard deviation and recovered rank for the optimal regularization param-

eters, which were tuned by validation.

3.4 Discussion

We studied the convergence properties of low rank factorization methods for trace

norm regularization. We tackled the general case in which the loss function in

non-smooth or additional non-smooth regularizers are added to the trace norm. Key
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to our study is a necessary and sufficient condition for global optimality, which can

be applied to any critical points of the non-convex problem. This condition together

with a detailed analysis of the critical points lead us to propose a meta-algorithm

for trace norm regularization, that incrementally expands the number of factors

used by the non-convex solver. Although algorithms of this kind have been studied

empirically for years, our analysis provides a fresh look and novel insights which

can be used to confirm whether a global solution has been reached. Numerical

experiments indicated that our optimality condition is useful in practice and the

meta-algorithm is competitive with state-of-the art solvers. In the future it would

be valuable to derive precise rates of convergence for specific solvers used within

the meta-algorithm and from another hand to study additional conditions under

which our global optimality is guaranteed to activate immediately after the number

of factors exceed the rank of the trace norm regularization minimizer. Yet another

valuable direction is to study generalizations of our analysis to other kind of nuclear

norms for matrices and tensors.





Chapter 4

Incremental Learning-to-Learn with

Statistical Guarantees

In LTL the goal is to infer a learning algorithm that works well on a class of tasks

sampled from an unknown meta distribution. In contrast to previous work on batch

learning-to-learn, we consider a scenario where tasks are presented sequentially and

the algorithm needs to adapt incrementally to improve its performance on future

tasks. Key to this setting is for the algorithm to rapidly incorporate new observations

into the model as they arrive, without keeping them in memory. We focus on the

case where the underlying algorithm is Ridge Regression parameterized by a positive

semidefinite matrix. We propose to learn this matrix by applying a stochastic strategy

to minimize the empirical error incurred by Ridge Regression on future tasks sampled

from the meta distribution. In this chapter we study the statistical properties of the

proposed algorithm and prove non-asymptotic bounds on its excess transfer risk, that

is, the generalization performance on new tasks from the same meta distribution. We

compare our online learning-to-learn approach with a state of the art batch method,

both theoretically and empirically.

The chapter is organized as follows. In Sec. 4.1, we introduce and review the

LTL problem and describe in detail the case of linear feature learning with Ridge

Regression. In Sec. 4.2, we present our incremental meta algorithm for linear feature

learning. Sec. 4.3 contains our bound on the excess transfer risk for the proposed

algorithm and in Sec. 4.4 we compare the bound to a previous bound for the batch

setting. In Sec. 4.5, we report preliminary numerical experiments for the proposed

algorithm.
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4.1 Problem Formulation

In the standard independent task learning setting the goal is to learn a functional

relation between an input space X and an output space Y ⊂ R from a finite number

of training examples. More precisely, given a loss function ` : Y ×Y → R measuring

prediction errors and given a distribution µ on the joint data space Z = X×Y , the

goal is to find a function f : X→ Y minimizing the expected risk

Rµ(f) = Ez∼µ `(f,z) (4.1)

where, with some abuse of notation, for any z = (x,y) ∈ Z we denoted `(f,z) =

`(f(x),y). In most practical situations the underlying distribution is unknown and

the learner is only provided with a finite set Z = (zi)ni=1 ∈Zn of observations inde-

pendently sampled from µ. The goal of a learning algorithm is therefore, given such

a training dataset Z to return a “good” estimator A(Z) = fZ whose expected risk is

small and tends to the minimum of Eq. 4.1 as n increases.

A well-established approach to tackle the learning problem is offered by regularized

empirical risk minimization. This corresponds to the family of algorithms Aφ such

that, for any Z ∈Zn,

Aφ(Z) = argmin
f∈Fφ

RZ(f) +λ‖f‖2Fφ (4.2)

where φ : X→Fφ is a feature map, Fφ is the Hilbert space of functions f : X→ Y

such that f(x) = 〈f,φ(x)〉Fφ for any x ∈ X and

RZ(f) = 1
n

n∑
i=1

`(f,zi)

denotes the empirical risk of function f on the set Z.

4.1.1 Linear Feature Learning

In this work we will focus on the case that Y ⊆ R, X⊆ Rd, ` is the square loss and

φ : Rd→ Rm is a linear feature map (also known as a representation), corresponding

to the action φ(x) = Φx of a matrix Φ ∈ Rm×d on the input space. It is well known,

see e.g. Argyriou et al. (2008b), that, setting D = 1
λΦ>Φ ∈ Rd×d, any problem of the
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form in Eq. 4.2 can be equivalently formulated as

AD(Z) = argmin
w∈ran(D)

RZ(w) +w>D†w (4.3)

where, with some abuse of notation, we denoted with RZ(w) the empirical risk

of the linear function x 7→ w>x, for any x ∈ X, and ran the range of D. Here, D†

denotes the pseudoinverse of D, which is symmetric positive semidefinite (PSD) but

not necessarily invertible; when it is not invertible the constraint requiring w to be in

the range ran(D)⊆ Rd of D is needed to grant the equivalence with Eq. 4.2. Since

for any linear feature map φ there exists a symmetric PSD matrix D such that Eq. 4.2

and Eq. 4.3 are equivalent, in the following we will refer to D as the representation

used by algorithm AD.

4.1.2 Learning-to-Learn D

A natural question is how to choose a good representation D for a given family of

related learning problems. In this work we consider the approach of learning it from

data. In particular, following the seminal work of Baxter (2000), we consider a

setting where we are provided with an increasing number of tasks and our goal is to

find a joint representation D such that the corresponding algorithm AD is suited to

address all such learning problems. The underlying assumption is that all the tasks

that we observe share a common structure that algorithm AD can leverage in order to

achieve better prediction performance.

More formally, we assume that the tasks we observe are independently sampled

from a meta-distribution ρ on the set of probability measures on Z. According to

the literature on the topic, see e.g. Baxter (2000); Maurer (2005), we refer to the

meta-distribution ρ as the environment and we identify each task sampled from ρ by

its corresponding distribution µ, from which we are provided with a training dataset

Z ∼ µn of n points sampled independently from µ. As a specific example of this

setting we can imagine ρ being the meta-distribution of all four-legged mammals.

Then from that meta-distribution we sample tasks µ (e.g. cats, dogs, elephants),

and finally from this task distribution µ we sample a specific dataset Z. While it

is possible to consider a more general setting, for simplicity in this work we study

the case where for each task we sample the same fixed number n of training points.
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In line with the independent task learning setting, the goal of a “learning-to-learn”

algorithm is therefore to find the best parameter D minimizing the so-called transfer

risk

E(D) = Eµ∼ρEZ∼µn Rµ
(
AD(Z)

)
(4.4)

over a set D of candidate representations. The term E(D) is the expected risk that

the corresponding algorithm AD, when trained on the dataset Z, would incur on

average with respect to the distribution of tasks µ induced by ρ. That is, to compute the

transfer risk, we first draw a task µ∼ ρ and a corresponding n-sample Z ∈ Zn from

µn, we then apply the learning algorithm to obtain an estimator AD(Z) and finally

we measure the risk of this estimator on the distribution µ.

The problem of minimizing the transfer risk in Eq. 4.4 given a finite number T of

training datasets Z1, . . . ,ZT sampled from the corresponding tasks µ1, . . . ,µT , has

been subject of thorough analysis in literature, see e.g. Baxter (2000); Maurer

(2005); Maurer et al. (2016). Most work has been focused on the so-called “batch”

setting, where all such training datasets are provided at once. However, by its nature,

LTL is an ongoing (possibly never ending) process, with training datasets observed a

few at the time. In such a scenario the meta-algorithm should allow for an evolving

representation D, which improves over time as new datasets are observed. In the

following we propose a meta-algorithm to learn D online with respect to the tasks,

allowing us to transfer past experience about the environment in an efficient manner,

without requiring the memorization of training data, which could be prohibitive in

large scale applications. We will study the statistical guarantees of the proposed

algorithm and compare it to its batch counterpart in terms of both theoretical and

empirical performance.

4.1.3 Connection with Multitask Learning

LTL is strongly related to multi-task learning (MTL) and in fact, as we will see

later for the algorithm in Eq. 4.3, approaches developed for MTL can be used as

inspiration to design algorithms for LTL. In multi-task learning a fixed number of

tasks µ1, . . . ,µT is provided up front and, given T datasets Z1, . . . ,ZT , each sampled

from its corresponding distribution, the goal is to find a joint representation D

incurring a small average expected risk 1
T

∑T
t=1Rµt(AD(Zt)). In this sense, the main

difference between LTL and MTL is that the former aims to guarantee good prediction
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performance on future tasks, while the latter aims to guarantee good prediction

performance on the same tasks used to train D.

A well-established approach to MTL is multi-task feature learning Argyriou et al.

(2008b). This method consists in solving the optimization problem

min
D∈Dλ

1
T

T∑
t=1

min
w∈ran(D)

RZt(wt) +w>t D
†wt

over the set

Dλ =
{
D ∈ Sd+ | tr(D)≤ 1/λ

}
(4.5)

where Sd+ denotes the set of d×d symmetric PSD matrices, tr(D) is the trace of D

and λ is a positive parameter which controls the degree of regularization. In the

subsequent analysis the parameter λ must be intended as a fixed hyper-parameter,

which will be chosen by cross-validation in the experiments. This choice for Dλ

is motivated by the following variational form, see e.g. (Argyriou et al., 2008b,

Prop. 4.2), of the square trace norm of W = [w1, . . . ,wT ] ∈ Rd×T

‖W‖21 = 1
λ

inf
D∈Int(Dλ)

T∑
t=1

w>t D
−1wt

where Int(Dλ) is the interior of Dλ, namely the set of the symmetric PSD invertible

matrices with trace strictly smaller than 1/λ. This leads to the equivalent problem

min
W∈Rd×T

1
T

T∑
t=1
RZt(wt) +γ‖W‖21 (4.6)

with γ = λ/T . The trace norm of a matrix is defined as the sum (`1-norm) of

its singular values, and it is known to induce low-rank solutions for Problem 4.6.

Intuitively, this means that tasks are encouraged to share a common set of features (or

representation). In this chapter, we adopt this perspective to design our online LTL

approach for linear feature learning.
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4.2 Online Learning-to-Learn

Motivated by the above connection with multi-task learning, we propose an online

LTL approach to approximate the solution of the learning problem

min
D∈Dλ

E(D)

over the set Dλ introduced in Eq. 4.5. We consider the setting in which we are

provided with a stream of independent datasets Z1, . . . ,ZT , . . ., each sampled from

an individual task distribution µ1, . . . ,µT , . . . coming from the environment ρ and

our goal is to find an estimator in Dλ that improves incrementally as the number of

observed tasks T increases.

4.2.1 Minimizing the Empirical Transfer Risk

A key observation motivating the online procedure proposed in this work, is that

in the independent task learning setting, standard results from learning theory, see

e.g. Shalev-Shwartz and Ben-David (2014), allow one to control the statistical

performance of regularized empirical risk minimization, providing bounds on the

generalization error of AD as

EZ ∼ µn|Rµ
(
AD(Z)

)
−RZ

(
AD(Z)

)
| ≤G(D,n) (4.7)

where G(·,n) is a decreasing function converging to 0 as n→+∞, while G(D, ·) is

a measure of complexity of D, which is large for more “expressive” representations

and smaller otherwise.

Eq. Eq. (4.7) suggests us to use the empirical risk RZ as a proxy for the expected

risk Rµ. Therefore, we introduce the so-called future empirical risk Maurer (2009);

Maurer et al. (2016),

Ê(D) = Eµ∼ρEZ∼µn RZ
(
AD(Z)

)
and consider the related problem

min
D∈Dλ

Ê(D), (4.8)
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Algorithm 2 PSSA applied to Ê

Input: T number of tasks, λ > 0 hyper-parameter, {γt}t∈N step sizes.
Initialization: D(1) ∈Dλ

For t= 1 to T :
Sample µt ∼ ρ, Zt ∼ µnt .
Choose Ut ∈ ∂LZt(D(t))
Update D(t+1) = projDλ(D(t)−γtUt)

Return D̄T = 1
T

T∑
t=1

D(t)

which in the sequel, introducing the shorthand notation LZ(D) =RZ(AD(Z)) for

any D ∈ Sd+, will be rewritten as

min
D∈Dλ

Eµ∼ρEZ∼µn LZ(D) (4.9)

to highlight the dependency on Z.

Problem Eq. (4.9) can be approached with stochastic optimization strategies. Such

methods proceed by sequentially sampling a point (dataset in this case) Z and

performing an update step. In recent years, stochastic optimization, finding its

origin in the Stochastic Approximation method by Robbins and Monro (1951), has

been effectively used to deal with large scale applications. We refer to Nemirovski

et al. (2009) for a more comprehensive discussion about this topic. We therefore

propose to apply Projected Stochastic Subgradient Algorithm (PSSA) Shamir and

Zhang (2013), to solve the optimization problem in Eq. Eq. (4.9). The candidate

representation coincides in this case with the mean after T iterations D̄T and it is

known as Polyak-Ruppert averaging scheme Nemirovskii and Yudin (1985); Polyak

and Juditsky (1992) in the optimization literature. Alg. 2 reports the application of

PSSA to Ê when LZ is convex on the set Sd+. It requires iteratively: i) sampling a

dataset Z, ii) performing a step in the direction of a subgradient of LZ at the current

point, and iii) projecting onto the set Dλ (which can be done in a finite number of

iterations, see Lemma 31 in Appendix B.5). Note that in this case, since the function

LZ is convex, there is no ambiguity in the definition of the subdifferential ∂LZ , see

e.g. Bertsekas et al. (2003), and we can rely on the convergence of Alg. 2 to a global

minimum of Ê over Dλ for a suitable choice of step-sizes, as discussed in Sec. 4.3.
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4.2.2 LTL with Ridge Regression

In this work, we focus on the case that the loss function ` : Y ×Y → R corresponds

to the square loss, namely `(y,y′) = (y− y′)2 for any y,y′ ∈ Y ⊆ R. In this setting,

given a dataset Z ∈Zn, algorithm AD is equivalent to perform the following variant

to Ridge Regression

min
w∈ran(D)

1
n
‖y−Xw‖2 +w>D†w (4.10)

where X ∈ Rn×d is the matrix with rows corresponding to the input points xi ∈ Rd in

the dataset Z and y ∈ Rn the vector with entries equal to the corresponding output

points yi ∈ R. The solution to Eq. 4.10 can be obtained in closed form, in particular,

see e.g. Argyriou et al. (2008b); Maurer (2009),

AD(Z) =DX>
(
XDX>+nI

)−1y. (4.11)

Plugging this solution in the definition of LZ(D), a direct computation yields that

LZ(D) = n
∥∥(XDX>+nI)−1y

∥∥ 2. (4.12)

The following result characterizes some key properties of the function LZ in Eq. 4.12,

which will be useful in our subsequent analysis. We denote by Br ⊆ Rd the ball of

radius r > 0 centered at 0.

Proposition 10 (Properties of LZ for the Square Loss). Let X⊆B1, Y ⊆ [0,1] and `

be the square loss. Then, for any dataset Z ∈Zn the following properties hold:

1. LZ is convex on the set Sd+.

2. LZ is C∞ and, for every D ∈ Sd+,

∇LZ(D) =−nX>M(D)−1S(D)M(D)−1X

where

M(D) =XDX>+nI

S(D) = yy>M(D)−1 +M(D)−1yy>.

3. LZ is 2-Lipschitz w.r.t. the Frobenius norm.
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4. ∇LZ is 6-Lipschitz w.r.t. the Frobenius norm.

5. LZ(D) ∈ [0,1], for any D ∈ Sd+.

The proposition above establishes the convexity of Problem 4.8 for the case of the

square loss. This fact is important in that it guarantees no ambiguity in applying

Alg. 2 to our setting and moreover, since LZ is differentiable, Alg. 2 becomes a

Projected Stochastic Gradient Algorithm.

4.3 Theoretical Analysis

In this section, we study the statistical properties of Alg. 2 for the case of the

square loss. Below we report the main result of this work, which characterizes the

non-asymptotic behavior of the estimator D̄T produced by Alg. 2 with respect to

a minimizer D∗ ∈ argminD∈DλE(D). To present our results we introduce the d×d

matrix Cρ = Eµ∼ρE(x,y)∼µ[xx>] denoting the covariance of the input data, obtained

by averaging over all input marginals sampled from ρ. We also denote with ‖Cρ‖∞

the operator norm of Cρ, which corresponds to the largest eigen-value.

Theorem 11 (Online LTL Bound). Let X ⊆ B1, Y ⊆ [0,1] and ` be the square loss. Let

µ1, . . . ,µT be independently sampled from ρ and Zt sampled from µnt for t ∈ {1, . . . ,T}.

Let D̄T be the output of Alg. 2 with step sizes γt = (λ
√

2t)−1. Then, for any δ ∈ (0,1]

E(D̄T )−E(D∗)≤
4
√

2π‖Cρ‖1/2∞√
n

1 +
√
λ

λ

+ 4
√

2
λ
√
T

+

√
8log

(
2/δ
)

T

with probability at least 1− δ with respect to the independent sampling of the tasks

µt ∼ ρ and training sets Zt ∼ µnt for any t ∈ {1, . . . ,T}.

In Sec. 4.4, we will compare Thm. 11 with the statistical bound available for a state-

of-the-art LTL batch procedure. We will see that the statistical behaviour of these

two approaches is essentially equivalent, with the online LTL approach being more

appealing given the lower requirements in terms of both number of computations

and memory. In the rest of this section we give a sketch of the proof for Thm. 11.

Proofs of intermediate results are reported in the appendix.



62 Chapter 4. Incremental Learning-to-Learn with Statistical Guarantees

4.3.1 Error Decomposition

The statistical analysis of Alg. 2 hinges upon the following decomposition for the

excess transfer risk of the estimator D̄T :

E(D̄T )−E(D∗) (4.13)

= E(D̄T )±Ê(D̄T )±Ê(D∗)−E(D∗)

≤ 2 sup
D∈Dλ

|E(D)−Ê(D)|+ Ê(D̄T )−Ê(D∗)

≤ 2 sup
D∈Dλ

|E(D)−Ê(D)|︸ ︷︷ ︸
Uniform generalization

error

+ Ê(D̄T )−Ê(D̂∗)︸ ︷︷ ︸
Excess future
empirical risk

where the matrix D̂∗ denotes a minimizer of the future transfer risk over Dλ, that is,

D̂∗ ∈ argminD∈Dλ Ê(D).

Eq. 4.13 decomposes E(D̄T )−E(D∗) in a uniform generalization error, implicitly

encoding the complexity of the class of algorithms parametrised by D and an excess

future empirical risk, measuring the discrepancy between the estimator D̄T and the

minimizer D̂∗ of Ê . In the following we describe how to bound these two terms.

4.3.2 Bounding the Uniform Generalization Error

Results providing generalization bounds for the class of regularized empirical risk

minimization algorithms AD considered in this work are well known. The following

result, which is taken from Maurer (2009), leverages an explicit estimate of the

generalization bound G(D,n) introduced in Sec. 4.2.1 for independent task learning,

see Eq. 4.7, to obtain a uniform bound over the class of algorithms parametrized by

Dλ.

Proposition 12 (Uniform Generalization Error Bound). Let X ⊆ B1, Y ⊆ [0,1] and

let ` be the square loss, then

sup
D∈Dλ

|E(D)−Ê(D)| ≤ 2
√

2π‖Cρ‖1/2∞√
n

1 +
√
λ

λ
.

For completeness, we report the proof of this proposition in Appendix B.2.3.
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4.3.3 Bounding the Excess Future Empirical Risk

Providing bounds for the excess future empirical risk introduced in Eq. 4.13 consists

in studying the convergence rates of Alg. 2 to the minimum of Ê over Dλ in high

probability with respect to the sample of T tasks µt from ρ and datasets Zt from µnt for

any t ∈ {1, . . . ,T}.

To this end, we leverage classical results from the online learning literature Hazan

(2016). In online learning, the performance of an online algorithm returning a

sequence {D(t)}Tt=1 over T trials is measured in terms of its regret, which in the

context of this work corresponds to

RT = 1
T

T∑
t=1
LZt(D(t))− min

D∈Dλ

1
T

T∑
t=1
LZt(D).

Differently from the statistical setting considered in this work, in the online setting

no assumption is made about the data generation process of Z1, . . . ,ZT , which could

be even adversely generated. Therefore, an algorithm that is able to solve the online

problem (i.e. if its regret vanishes as T →∞) can be also expected to solve the

corresponding problem in the statistical setting. This is indeed the case for Alg. 2, for

which the following lemma provides a non-asymptotic regret bound.

Lemma 13 (Regret Bound for Alg. 2). Let X ⊆ B1, Y ⊆ [0,1] and ` be the square loss.

Then the regret of Alg. 2 with step-sizes γt = (λ
√

2t)−1 is such that

RT ≤
4
√

2
λ
√
T
.

The above lemma is a corollary of Prop. 10 combined with classical results on regret

bounds for Projected Online Subgradient Algorithm Hazan (2016). We refer the

reader to Appendix B.4.1 for a more in-depth discussion and for a detailed proof.

In our setting, the datasets Z1, . . . ,ZT are assumed to be independently sampled from

the underlying environment. Combining this assumption with the regret bound in

Lemma 13, we can control the excess future empirical risk by means of so-called

online-to-batch conversion results Cesa-Bianchi et al. (2004); Hazan (2016), leading

to the following proposition.

Proposition 14 (Excess Future Empirical Risk Bound for Alg. 2). Let X ⊆ B1, Y ⊆
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[0,1] and let ` be the square loss. Let µ1, . . . ,µT be independently sampled from ρ and

Zt sampled from µnt for t ∈ {1, . . . ,T}. Let D̄T be the output of Alg. 2 with step sizes

γt = (λ
√

2t)−1. Then, for any δ ∈ (0,1]

Ê(D̄T )−Ê(D̂∗)≤
4
√

2
λ
√
T

+
√

8log(2/δ)
T

with probability at least 1− δ with respect to the independent sampling of the tasks

µt ∼ ρ and training sets Zt ∼ µnt for any t ∈ {1, . . . ,T}.

The result above follows by combining Prop. 10 with online-to-batch results, see

e.g. (Hazan, 2016, Thm. 9.3) and Cesa-Bianchi et al. (2004). In Appendix B.4.2 we

provide the complete proof of this statement together with a more detailed discussion

about this topic. At this point we are ready to give the proof of Thm. 11.

Proof of Thm. 11. The claim follows by combining Prop. 12 and Prop. 14 in the

decomposition of the error E(D̄T )−E(D∗) given in Eq. 4.13.

4.4 Online LTL vs Batch LTL

In this section, we compare the statistical guarantees obtained for our online meta-

algorithm with a state-of-the-art batch LTL method for linear feature learning. We

also comment on the computational cost of both procedures.

4.4.1 Statistical Comparison

Given a finite collection Z = {Z1, . . . ,ZT } of datasets, a standard approach to ap-

proximate a minimizer of the future empirical risk Ê is to take a representation D̂T

minimizing the multi-task empirical risk

ÊZ(D) = 1
T

T∑
t=1
RZt(AD(Zt)) (4.14)

over the set Dλ. Such a choice has been extensively studied in the LTL literature

Baxter (2000); Maurer (2009); Maurer et al. (2013, 2016). Here we report a result

analogous to Thm. 11, characterizing the discrepancy between the transfer risks of

D̂T and D∗.

Theorem 15 (Batch LTL Bound). Let X ⊆ B1, Y ⊆ [0,1] and let ` be the square loss.

Let tasks µ1, . . . ,µT be independently sampled from ρ and Zt sampled from µnt for
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t ∈ {1, . . . ,T}. Let D̂T be a minimizer of the multi-task empirical risk in Eq. 4.14 over

the set Dλ. Then, for any δ ∈ (0,1]

E(D̂T )−E(D∗)≤
4
√

2π‖Cρ‖1/2∞√
n

1 +
√
λ

λ

+ 2
√

2π
λ
√
T

+

√
2log

(
2/δ
)

T

with probability at least 1− δ with respect to the independent sampling of the tasks

µt ∼ ρ and training sets Zt ∼ µnt for any t ∈ {1, . . . ,T}.

The result above is obtained by further decomposing the error E(D̂T )−E(D∗) as

done in Eq. 4.13. In particular, since the multi-task empirical error provides an

estimate for the future empirical risk, it is possible to control the overall error by

further bounding the term |Ê(D)−ÊZ(D)| uniformly with respect to D ∈Dλ. This

last result was originally presented in Maurer (2009); in Appendix B.3 we report the

complete analysis of such decomposition, leading to the bound in Thm. 15.

4.4.2 Statistical Considerations

For a fixed value of λ, we can now compare the bounds on the excess transfer risk

for the representations resulting from the application of the online procedure (see

Thm. 11) and the batch one (see Thm. 15). Since the approximation error due to

the choice of λ will be the same for both approaches, this comparison provides a first

indication of their statistical behavior. However, it should be kept in mind that we are

comparing upper bounds, hence our considerations are not conclusive and further

analysis by means of lower bounds for both algorithms would be valuable.

Thm. 11 and Thm. 15 are both composed of three terms. The first term is exactly

the same for both procedures and this is obvious looking at the decompositions used

to deduce both results. This term can be interpreted as a within-task-estimation

error, that depends on the number of points n used to train the underlying learning

algorithm (in our case Ridge Regression with a linear feature map). This term,

similarly to the MTL setting, highlights the advantage of exploiting the relatedness of

the tasks in the learning process in comparison to independent task learning (ITL).

Indeed, if the inputs are distributed on a high dimensional manifold, then ‖Cρ‖∞� 1,

while upper bounds for ITL have a leading constant of 1. In particular, ‖Cρ‖∞ = 1/d



66 Chapter 4. Incremental Learning-to-Learn with Statistical Guarantees

if the marginal distributions of the tasks are uniform on the d−1 dimensional unit

sphere; see Maurer (2009); Maurer et al. (2016) for a more detailed discussion

about this point. The last term in the bounds expresses the dependency on the

confidence parameter δ and it is again approximately the same for the batch and

the online case. It follows that the main role in the comparison between the online

and batch bounds is driven by the middle term, which expresses the dependency of

the bound on the number of tasks T . This term originates in different ways: in the

batch approach it is derived from the application of uniform bounds and it can be

interpreted as an inter-task estimation error, while in the online approach, it plays

the role of an optimization error. Despite the different derivations, we can ascertain

from the explicit formula of the bounds that this term is approximately the same for

both procedures. This is remarkable since it implies that the representation resulting

from our online procedure enjoys the same statistical guarantees than the batch one,

despite its more parsimonious memory and computational requirements.

4.4.3 Computational Considerations

After discussing the theoretical comparison between the online and the batch LTL

approach, in this section we point out some key aspects regarding the computational

costs of both procedures.

Memory. The batch LTL estimator corresponds to a minimizer of the multi-task

empirical risk in Eq. 4.14 over all tasks observed so far. The corresponding approach

therefore requires storing in memory all training datasets as they arrive in order to

perform the optimization. This is clearly not sustainable in the incremental setting,

since tasks are observed sequentially and, possibly indefinitely, inevitably leading

to a memory overflow. On the contrary, in line with stochastic methods, online LTL

has a small memory footprint, since it requires to store only one dataset at the time,

allowing to “forget” it as soon as one gradient step is performed.

Time. Online LTL is also advantageous in terms of the number of iterations performed

whenever a new task is observed. Indeed, for every new task, online LTL performs

only one step of gradient descent for a total of T steps after T tasks. On the contrary,

batch LTL requires finding a minimizer for Eq. 4.14, which cannot be obtained in

closed form but requires adopting an iterative method such as Projected Gradient

Descent, see e.g. Combettes and Wajs (2005). These methods typically require k
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iterations to achieve an error of the order of O(1/k) from the optimum (better rates

are possible adopting accelerated schemes). However, since for any new task batch

LTL needs to find a minimizer for the multi-task empirical error from scratch, this

leads to a total of Tk iterations after T tasks. Noting that every such iteration requires

to compute T gradients of LZ in contrast to the single one of PSSA, this shows that

online LTL requires much less operations. In the batch case, a “warm-restart” strategy

can be adopted to initialize the Projected Gradient Descent with the representation

learned during the previous step, however, as we empirically observed in Sec. 4.5,

online LTL is still significantly faster than batch.

4.5 Experiments

In this section, we report preliminary empirical evaluations of the online LTL strategy

proposed in this work; the Python implementation of our algorithm is available at

https://github.com/dstamos. In particular we compare our method with its batch

(or offline) counterpart and independent task learning (ITL), i.e. standard Ridge

Regression, which does not leverage any shared structure among the tasks.

In all experiments, we obtain the online and batch estimators D̄λ,Ttr and D̂λ,Ttr by

learning them on a dataset Ztr of Ttr training tasks, each comprising n input-output

pairs (x,y) ∈ X×Y . Below to simplify our notation we omit the subscript Ttr in these

estimators. We perform this training for different values of λ ∈ {λ1, . . . ,λp} and select

the best estimator based on the prediction error measured on a separate set Zva of

Tva validation tasks. Once such optimal λ value has been selected, we report the

generalization performance of the corresponding estimator on a set Zte of Tte test

tasks. Note that the tasks in the test and validation sets Zte and Zva are all provided

with both a training and test datasets Z,Z ′ ∈Zn. Indeed, in order to evaluate the

performance of a representation D, we need to first train the corresponding algorithm

AD on Z, and then test its performance on Z ′ (sampled from the same distribution),

by computing the empirical risk RZ′(AD(Z)). For all methods considered in this

setting, we perform parameter selection over p= 30 candidate values of λ over the

range [10−6,103] with logarithmic spacing. In the online setting the training datasets

arrive one at the time, therefore model selection is performed online: the system

keeps track of all candidate representation matrices D̄λ1 , . . . , D̄λm and whenever

a new training task is presented, these matrices are all updated by incorporating
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Figure 4.1: Relative improvement (in %) of our online LTL algorithm over the ITL baseline
for a varying range of training tasks Ttr and number of samples n per task,
during 30 trials.

the corresponding new observations. The best representation is then returned at

each iteration, based on its performance on the validation set Zva. Finally, in the

subsequent experiments, we set the step sizes of the online LTL method in Alg. 2

equal to γt = c/
√
t, for some constant c > 0 chosen by model selection. Moreover, we

computed the batch LTL estimator by classical Projected Gradient Descent method

up to convergence, within 10−6 relative descent of the objective function.

Synthetic Data. We considered a regression problem on X ⊆ Rd with d = 50 and

a variable number of training tasks Ttr and training points n. We also generated

Tte = 300 test tasks and we sampled a number Tva of validation tasks equal to 50%

of Ttr. For each task, the corresponding dataset (xi,yi)ni=1 was generated according

to the linear regression equation y = w>x+ ε, with x sampled uniformly on the unit

sphere in Rd and ε sampled from a Normal distribution, ε ∼ N (0,0.2). The tasks

predictors w were generated as Pw̃ with the components of w̃ ∈ Rd/2 sampled from

N (0,1) and then w̃ normalized to have unit norm, with P ∈ Rd×d/2 a matrix with

orthonormal rows. In this way, the tasks reflect the assumption of sharing a low

dimensional representation, which needs to be inferred by the LTL algorithm.

Fig. 4.1 reports the comparison between the baseline ITL and the proposed online
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Table 4.1: Time (in seconds) for computing online and batch LTL for Ttr training tasks and
n of samples per task.

Ttr 50 100 150
n 20 50 20 50 20 50

Batch 85 227 246 617 428 2003
Online 36 86 108 273 227 776

LTL approach in terms of the relative difference of the prediction error on test tasks

for the two methods. More precisely, given the mean squared errors (MSE) RoLTL

of online LTL and RITL of ITL averaged across the test tasks, we report the ratio

(RITL−RoLTL)/RITL as a percentage improvement. Results are reported across a

range of Ttr and n. We note that the regime considered for these experiments is

particularly favorable to LTL, almost always outperforming ITL. However, when the

number of training points per task is small, the LTL algorithm, as expected, is unable

to capture the underlying representation, unless several tasks are used in training.

To provide further evidence of the performance of online LTL, Fig. 4.2 (Top) compares

the prediction error of online LTL, batch LTL, and ITL as the number of training tasks

Ttr increases one at the time and the different methods update their corresponding

representation accordingly. In this case, the number of samples per task is fixed to

n= 40. We also added to the comparison the multi-task algorithm (MTL) described

in Sec. 4.1.3, performing trace norm regularization on the test set. As expected, the

performance of both ITL and MTL does not depend on the number of training tasks.

Consistently to what observed before, ITL is outperformed by both LTL methods,

which tend to converge to the MTL method as more training tasks are provided.

In general, when, as in this case, the number of test tasks is large enough, the

MTL method is expected to outperform LTL, since MTL optimizes the representation

directly on the test tasks. Concerning the LTL methods, consistently with the theory

presented in Sec. 4.3, the performance of the online method is equivalent to that of

its batch counterpart, which is, as already stressed in Sec. 4.4.3, less appealing from

the computational point of view. To confirm this aspect, we report in Table 4.1 the

computational times required on average by online LTL and batch LTL as Ttr and n

vary. Online LTL is faster than batch LTL.

Schools Dataset. We evaluated online LTL on the Schools dataset, consisting of

examination records from 139 schools, see Argyriou et al. (2008b). Each school is
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Figure 4.2: Performance of online LTL, batch LTL, ITL and MTL (on the test set) during 30
trials on the synthetic dataset (Top) and the Schools dataset (Bottom) as the
number of training tasks increases incrementally.

associated to a regression task, individual students correspond to the input and their

exam score to the output. In this case, the sample size n varies across the tasks and

the features belong to an input space X ⊆ Rd, with d = 26. We randomly sampled

25% and 50% of the 139 tasks for LTL training and validation respectively and the

remaining tasks were used as test set. Fig. 4.2 (Bottom) reports the performance

of online LTL, batch LTL, ITL and MTL. Performance is reported in terms of the

Explained Variance on the tasks Argyriou et al. (2008b), higher values correspond to

better performance. Results are consistent with synthetic experiments; in particular,

online and batch LTL are comparable.
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4.6 Discussion

We proposed an on-line (incremental) approach to LTL for linear data representation

learning. Compared with its batch counterpart, this approach is computationally

more efficient both in terms of memory and number of operations, while enjoying

the same generalization properties. Preliminary experiments have highlighted the

favorable learning capability of the proposed LTL strategy. Our analysis opens several

future research directions. First, it would be valuable to investigate whether the

same statistical guarantees hold for a projection-free meta-algorithm which does

not require the computation of the entire SVD (e.g. certain variants of Frank Wolfe

algorithm Hazan and Kale (2012), which do not require memorizing the sequence

of datasets). Second, from a modeling perspective, we could take inspiration from

the vast MTL literature to design new LTL methods in order to deal with tasks that

are not necessarily spanning a low-rank subspace but are for instance organized

into clusters Jacob et al. (2009) or share a sparse set of relations Ciliberto et al.

(2015a,b). Finally, extending our analysis to non-convex settings would allow one

to tackle more general families of learning algorithms as well as recent empirical

meta-learning approaches (e.g. Franceschi et al., 2018) which implicitly attempt to

directly minimize the transfer risk.





Chapter 5

Learning with Dataset Bias in Latent

Subcategory Models

Latent subcategory models (LSMs) offer significant improvements over training linear

support vector machines (SVMs). Training LSMs is a challenging task due to the

potentially large number of local optima in the objective function and the increased

model complexity which requires large training set sizes. Often, larger datasets

are available as a collection of heterogeneous datasets. However, previous work

has highlighted the possible danger of simply training a model from the combined

datasets, due to the presence of bias. In this chapter, we present a model which

jointly learns an LSM for each dataset as well as a compound LSM. The method

provides a means to borrow statistical strength from the datasets while reducing

their inherent bias. In experiments we demonstrate that the compound LSM, when

tested on PASCAL, LabelMe, Caltech101 and SUN in a leave-one-dataset-out fashion,

achieves a superior performance over a previous SVM-based undoing bias approach

and over a standard LSM trained on the concatenation of the datasets.

The chapter is organized in the following manner. In Section 5.1 we review previous

related work. Section 5.2 gives a short account of LSMs and Section 5.3 provides a

justification for K-means based initialization schemes. Next, Section 5.4 presents

our approach for training multiple LSMs from a collection of biased datasets. Section

5.5 reports our experimental results with this new method.

5.1 Related Work

Prior to CNN: For many years deformable part-based models (DPM) was the state-

of-the-art approach for the problem of object detection. Latent subcategory models
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(sometimes also called mixture of template models) Divvala et al. (2012); Gu and

Ren (2010); Zhu et al. (2012) are a special case of DPMs Felzenszwalb et al. (2010);

Girshick and Malik (2013) and structured output learning Tsochantaridis et al. (2005).

Closely related methods have also been considered in machine learning under the

name of multiprototype models or multiprototype support vector machines Aiolli and

Sperduti (2005), as well as in optimization Magnani and Boyd (2009). An important

issue in training these models is the initialization of the subclassifier weight vectors.

This issue has been addressed in Divvala et al. (2012); Gu and Ren (2010), where

clustering algorithms such as K-means is used to cluster the positive class and

subsequently independent SVMs are trained to initialize the weight vectors of the

subclassifiers. In Section 5.3, we observe that K-means clustering can be justified as

a good initialization heuristic when the positive class admits a set of compact clusters.

Furthermore we discuss how this initialization can be adapted to our undoing bias

setting. We note that other initialization heuristics are discussed in Girshick and

Malik (2013). Furthermore other interesting latent subcategory formulations are

presented in Hoai and Zisserman (2013) and Zhu et al. (2014). While we do not

follow these works here, our method could also be extended to those settings, which

could lead to interesting future research directions.

Most related to this chapter is the work by Khosla et al. (2012), which considers

jointly training multiple linear max-margin classifiers from corresponding biased

datasets. The classifiers pertain to the same classification (or detection) task (e.g.

“car classification”) but each is trained to perform well on a specific “biased” dataset.

Their method is similar to the regularized multitask learning framework of Evgeniou

and Pontil Evgeniou and Pontil (2004) with the addition that the common weight

vector (“visual world” classifier) is constrained to fit the union of all the training

datasets well. A key novelty of our approach is that we enhance these methods by

allowing the common vector and bias vectors to be LSMs. We show experimentally

that our method improves significantly over both Khosla et al. (2012) and a standard

LSM trained on the concatenation of all datasets.

CNN age: Convolutional Neural Networks (CNNs) have shown magnificent progress

for learning from big data to provide models with excellent representational capacity.

These networks have been trained via back-propagation through several layers of
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convolutional filters Krizhevsky et al. (2012). It has been shown that such models

are not only able to achieve state-of-the-art performance for the visual recognition

tasksGirshick et al. (2016), but the learned representation can be readily applied to

other relevant tasksSharif Razavian et al. (2014), domainsTzeng et al. (2015) and

modalitiesGupta et al. (2016). For example, in AlexNet architecture the activation

values of the final hidden layer (Namely, fc7) have quickly gained the status of off-

the-shelf state-of-the art features and has been used extensively as a generic image

descriptorDonahue et al. (2014).

Due to the robustness of such representations against domain shift, the generalization

issue when training and testing on different datasets seemed to be solved. However,

Tommasi et al. (2015) showed that these features have strong dependency towards

the training dataset, thus are susceptible to dataset bias. Our study confirm their

finding, show that our proposed for addressing dataset bias improves significantly

when applied to deep-learning based features. See also Yosinski et al. (2014) for a

discussion on the transferability of deep features across different domains.

The default solution to transfer the learned representations to a new dataset is to

fine-tune the network by employing additional training data Donahue et al. (2014).

It is still a burden to prepare the labeled images of a specific domain during training

to the network. Although related to the dataset bias, but in this supervised setting the

labelled samples of the target dataset is assumed to be available. However, this is not

always feasible due to the high cost of data annotation and subjective nature of some

tasks. In practice, the conditions during test time may not be known well beforehand.

The unsupervised setting, on the contrary, is a more comparable problem (although

not identical) to the dataset bias problem where each dataset can be considered as a

domain. There is a wealth of literature on overcoming domain shift problem in an

unsupervised setting. Most of these studies, however, employ classic hand-crafted

features for this purpose. (see Patel et al. (2015) for a survey). It is only until recently

that the problem is directly attacked under the context of deep learning.

Integrating the adaptation within the learning process was proposed in Chopra et al.

(2013) by training a joint source and target CNN network and in Ghifary et al.

(2014) by regularizing Maximum Mean Discrepancy Borgwardt et al. (2006). But

since the learned network in both cases was relatively shallow, it was significantly
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outperformed by the supervised deep networks fine-tuned on a big auxiliary data

source Russakovsky et al. (2015). Authors in Ganin and Lempitsky (2015); Ganin et al.

(2016); Ajakan et al. (2014) used deep adversarial training to learn a representation

which is both discriminative and domain-invariant. This is achieved by jointly

optimizing the underlying representation as well as two discriminative classifiers

for the class label and domain label. Such optimization is granted via employing

a gradient reversal layer and back-propagation. This model has been modified in

Tzeng et al. (2014) and later in Long et al. (2015) by simply replacing the domain

classification loss with the Maximum Mean Discrepancy(MMD) loss. In the former

Tzeng et al. (2014) the MMD loss is used on a single layer (namely, fc7), while

authors in Long et al. (2015) proposed to use it on multiple layers. Recently, Long

et al. (2016) further extend this model it to have a gated residual layer for classifier

adaptation. Another related method which is worth mentioning is CORAL Sun et al.

(2016). This model first whitens the fc7 features of samples in one domain, and then

”recolors“ them with the covariance of fc7 features of samples in another domain. This

simple approach surprisingly yields state-of-the-art results in various tasks/domains.

This method has been extended recently to Deep CORAL by embedding a CORAL

loss in deep networks Sun and Saenko (2016).

We note that our model is different from above approaches both in supervised and

unsupervised settings, which mainly focus on learning transformations between a

source and a target domain. A key difference compared to these methods is that they

require labels in the target domain, whereas our setting can be tested on unseen

datasets, see also Khosla et al. (2012) for a discussion.

5.2 Background on Latent Subcategory Models

In this section, we review latent subcategory (LSMs). We let K be the number of

linear subclassifiers and let (w1, b1), . . . ,(wK , bK) be the corresponding parameters.

A point x belongs to the subclass k if 〈wk,x〉+ bk > 0, where 〈·, ·〉 denotes the

standard scalar product between two vectors. For simplicity, throughout the paper

we drop the threshold bk since it can be incorporated in the weight vector using

the input representation (x,1). A point x is classified as positive provided at least
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one subclassifier gives a positive output1, that is, maxk 〈wk,x〉> 0. The geometric

interpretation of this classification rule is that the negative class is the intersection of

K half-spaces. Alternatively, the positive class is the union of half-spaces.

A standard way to learn the parameters is to minimize the objective function Divvala

et al. (2012); Girshick and Malik (2013); Zhu et al. (2012)

EK,λ(w) =
m∑
i=1

L(yimax
k
〈wk,xi〉) +λΩ(w) (5.1)

where (xi,yi)mi=1 is a training sequence, L is the loss function and, with some abuse

of notation, w denotes the concatenation of all the weight vectors. In this paper,

we restrict our attention to the hinge loss function, which is defined as L(z) =

max(0,1−z). However, our observations extend to any convex loss function which is

monotonic nonincreasing, such as the logistic loss.

We denote by P and N the index sets for the positive and negative examples,

respectively, and decompose the error term as

∑
i∈P

L(max
k
〈wk,xi〉) +

∑
i∈N

L(−max
k
〈wk,xi〉). (5.2)

Unless K = 1 or K = |P |, problem Eq. (5.1) is typically nonconvex2 because

the loss terms on the positive examples are nonconvex. To see this, note

that L(maxk 〈wk,x〉) = minkL(〈wk,x〉), which is neither convex nor concave3.

On the other hand the negative terms are convex since L(−maxk 〈wk,x〉) =

maxkL(−〈wk,x〉), and the maximum of convex functions remains convex.

The most popular instance of Eq. (5.1) is based on the regularizer Ω(w) =
∑

k ‖wk‖2

Divvala et al. (2012); Gu and Ren (2010); Zhu et al. (2012) and is a special case of

standard DPMs Felzenszwalb et al. (2010). Note that the case K = 1 corresponds

essentially to a standard SVM, whereas the case K = |P | reduces to training |P | linear

SVMs, each of which separates one positive point from the negatives. The latter case

is also known as exemplar SVMs Malisiewicz et al. (2011).

1The model does not exclude that a positive point belongs to more than one subclass. For example,
this would be the case if the subclassifiers are associated to different nearby viewpoints.

2If λ is large enough the objective function in Eq. (5.1) is convex, but this choice yields a low
complexity model which may perform poorly.

3The function L(〈wk,x〉) is convex in wk but the minimum of convex functions is neither convex or
concave in general, see e.g., Boyd and Vandenberghe (2009).
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It has been noted that standard DPMs suffer from the “evaporating effect”, see

e.g. Girshick and Malik (2013) for a discussion. This means that some of the

subclassifiers are redundant, because they never achieve the maximum output among

all subclassifiers. To overcome this problem, the regularizer has been modified to

Girshick and Malik (2013) Ω(w) = maxk ‖wk‖2. This regularizer encourages weight

vectors which have the same size at the optimum (that is, the same margin is sought

for each component), thereby mitigating the evaporating effect. The corresponding

optimization problem is slightly more involved since the above regularizer is not

differentiable. However, similar techniques to those described below can be applied

to solve the optimization problem.

A common training procedure to solve Eq. (5.1) is based on alternating minimization.

We fix some starting value for wk and compute the subclasses Pk = {i ∈ P : k =

argmax`〈w`,xi〉}. We then update the weights wk by minimizing the convex objective

function

FK,λ(w) =
K∑
k=1

∑
i∈Pk

L(〈wk,xi〉)

+
∑
i∈N

L(−max
k
〈wk,xi〉) +λΩ(w1, . . . ,wK). (5.3)

This process is then iterated a number of times until some convergence criterion is

satisfied. The objective function decreases at each step and in the limit the process

converges to a local optimum.

A variation to Eq. (5.1) is to replace the error term associated with the negative

examples by ∑
k

∑
i∈N

L(−〈wk,xi〉) (5.4)

see for example Gu and Ren (2010); Zhu et al. (2014). This results in a simpler

training procedure, in that the updating step reduces to solving K independent SVMs,

each of which separates one of the clusters from all the negatives. Each step can then

be solved with standard SVM toolboxes. Often in practice problem Eq. (5.1) is solved

by stochastic subgradient methods, which avoid computations that require all the

training data at once and are especially convenient for distributed optimization. Since

the objective function is nonconvex, stochastic gradient descent (SGD) is applied to
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a convex upper bound to the objective, which uses a DC decomposition (difference

of convex functions, see e.g. Argyriou et al. (2006); Horst and Thoai (1999) and

references therein): the objective function is first decomposed into a sum of a convex

and a concave function and then the concave term is linearly approximated around

the current solution. This way we obtain an upper bound to the objective which we

then seek to mininimize in the next step. We refer to Girshick and Malik (2013) for

more information.

Finally we note that LSMs are a special case of DPMs without parts. Specifically,

a DPM classifies an image x into one of two classes according to the sign of the

function maxk,hw>kφk(x,h). Here k ∈ {1, . . . ,K} is the latent component and h is

an additional latent variable which specifies the position and scale of prescribed

parts in the object, represented by the feature vector φk(x,h). LSMs do not consider

parts and hence they choose φk(x,h) = x and discard the maximum over h. Our

methodology, presented below, extends to DPMs in a natural manner, however for

simplicity in this paper we focus on LSMs.

5.3 Effect of Clustering Initialization

As we noted above, the objective function of an LSM Eq. (5.1) is nonconvex. In this

section, we argue that if the positive points admit a good K-means clustering, then

the minimizer of the function Eq. (5.3) provides a good suboptimal solution to the

problem of minimizing Eq. (5.1). Our observations justify a standard initialization

heuristic which was advocated in Divvala et al. (2012); Ye et al. (2013).

Specifically, we assume that we have found a good K-means clustering of the positive

data, meaning that the average distortion error

∑
i∈P

min
k
‖µk−xi‖22

is small relative to the total variance of the data. In the above formula µ1, . . . ,µK

denote the K means. We also let ki be cluster index of point xi, that is ki =

argmink‖xi−µk‖, we let δi = xi−µki and ε=
∑

i∈P ‖δi‖. Then we can show that

min
w
FK,λ′(w)≤min

w
EK,λ(w)≤min

w
FK,λ(w) (5.5)
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where λ′ = λ−2ε. In other words, if ε is much smaller than λ then the gap between

the upper and lower bounds is also small. In this case, the initialization induced

by K-means clustering provides a good approximation to the solution of problem

Eq. (5.1).

The right inequality in Eq. (5.5) holds since the objective function in problem Eq. (5.3)

specifies the assignment of each positive point to a subclassifier and hence this ob-

jective is greater or equal to that in problem Eq. (5.1). The proof of the left inequal-

ity uses the fact that the hinge loss function is Lipschitz with constant 1, namely

|L(ξ)−L(ξ′)| ≤ |ξ− ξ′|. In particular this allows us to give a good approximation of

the loss mink(1−〈wk,xi〉) in terms of the loss of the corresponding mean, that is,

mink(1−〈wk,µki〉). A detailed derivation is presented in the supplementary material.

The bound Eq. (5.5) has a number of implications. First, as K increases, the gap

between the upper and lower bound shrinks, hence the quality of the suboptimal

solution improves. As K decreases down to K = 2 the initialization induced by

K-means provides a more coarse approximation of problem Eq. (5.1), see also Zhu

et al. (2012) for related considerations. Second, the bound suggests that a better

initialization can be obtained by replacing K-means by K-medians, because the latter

algorithm directly optimizes the quantity ε appearing in the bound.

We notice that a similar reasoning to the one presented in this section applies when

the negative error term in Eq. (5.1) is replaced by Eq. (5.4). In this case, clustering

the positive points, and subsequently training K independent SVMs which separate

each cluster from the set of all negative points yields a good suboptimal solution of

the corresponding nonconvex problem, provided the distortion parameter ε is small

relative to the regularization parameter λ.

5.4 Learning from Multiple Biased Datasets

In this section, we extend LSMs described in Section 5.1 to a multitask learning

setting. Following Khosla et al. (2012) we assume that we have several datasets

pertaining to the same object classification or detection task. Each dataset is collected

under specific conditions and so it provides a biased view of the object class (and

possibly the negative class as well). For example, if the task is people classification

one dataset may be obtained by labelling indoor images as people / not people,

whereas another dataset may be compiled outdoors, and other datasets may be
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generated by crawling images from internet, etc. Although the classification task is

the same across all datasets, the input data distribution changes significantly from

one dataset to another. Therefore a classifier which performs well on one dataset may

perform poorly on another dataset. Indeed, Khosla et al. (2012) empirically observed

that training on the concatenation of all the datasets and testing on a particular

dataset is outperformed by simply training and testing on the same dataset, despite

the smaller training set size.

In the sequel, we let T be the number of datasets and for t ∈ {1, . . . ,T}, we let mt

be the sample size in training dataset t and let Dt = {(xt1,yt1), . . . ,(xtmt ,ytmt)} ⊂

Rd×{−1,1} be the corresponding data examples. We assume that the images in all

the datasets have the same representation so the weight vectors can be compared by

simply looking at their pairwise Euclidean distance.

5.4.1 Undoing Bias SVM

In Khosla et al. (2012), the authors proposed a modified version of the multitask

learning framework in Evgeniou and Pontil (2004) in which the error term includes

an additional term measuring the performance of a compound model (visual world

classifier) on the concatenation of all the datasets. This term is especially useful

when testing the compound model on an “unseen” dataset, a problem we return upon

in the sequel. Specifically, in Khosla et al. (2012) the authors learn a set of linear

max-margin classifiers, represented by weight vectors wt ∈Rd for each dataset, under

the assumption that the weights are related by the equation wt = w0 +~vt, where w0

(or wvw) is a compound weight vector (which is denoted as the visual world weight in

Khosla et al. (2012)). The weights w0 and ~v1, . . . ,~vT are then learned by minimizing

a regularized objective function which leverages the error of the biased vectors on

the corresponding dataset, the error of the visual world vector on the concatenation

of the datasets and a regularization term which encourages small norm of all the

weight vectors.

5.4.2 Undoing Bias LSM

We now extend the above framework to the latent subcategory setting. We let

w1
t , . . . ,wK

t ∈ Rd be the weight vectors for the t-th dataset, for t = 1, . . . ,T . For

simplicity, we assume that the number of subclassifiers is the same across the datasets,

but the general case can be handled similarly. Following Evgeniou and Pontil (2004);
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Khosla et al. (2012), we assume that the weight vectors representative of the k-th

subcategory across the different datasets are related by the equation

wk
t = wk

0 +~vkt (5.6)

for k = 1, . . . ,K and t= 1, . . . ,T . The weights wk
0 are shared across the datasets and

the weights ~vkt capture the bias of the k-th weight vector in the t-th dataset. We learn

all these weights by minimizing the objective function

C1

T∑
t=1

mt∑
i=1

L(ytimax
k
〈wk

0 +~vkt ,xti〉) (5.7)

+ C2

T∑
t=1

mt∑
i=1

L(ytimax
k
〈wk

0 ,xti〉) (5.8)

+
K∑
k=1

(
‖wk

0‖2 +ρ
T∑
t=1
‖~vkt ‖2

)
. (5.9)

In addition to the number of subclassifiers K, the method depends on three other

nonnegative hyperparameters, namely C1, C2 and ρ, which can be tuned on a

validation set. Note that the method reduces to that in Khosla et al. (2012) if K = 1

and to the one in Evgeniou and Pontil (2004) if K = 1 and C2 = 0. Furthermore

our method reduces to training a single LSM on the concatenation of all datasets if

C1 = 0.

The parameter ρ plays an especially important role: it controls the extent to which

the datasets are similar, or in other words the degree of bias of the datasets. Taking

the limit ρ→∞ (or in practice setting ρ� 1) eliminates the bias vectors ~vkt , so we

simply learn a single LSM on the concatenation of all the datasets, ignoring any

possible bias present in the individual datasets. Conversely, setting ρ= 0 we learn

the bias vectors and visual world model independently. The expectation is that a

good model lies at an intermediate value of the parameter ρ, which encourages some

sharing between the datasets.

5.4.3 Implementation

A common method used to optimize latent SVM and in particular LSMs is stochastic

gradient descent (SGD), see for example Shalev-Shwartz et al. (2011). At each

iteration we randomly select a dataset t and a point xti from that dataset and update
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Object Bird Car Person
K-means 33.8 ±0.4 65.8±0.4 67.5±0.2
Random 29.4 ±0.6 61.3±0.5 64.7±0.5

Table 5.1: AP (over 30 runs) of our method with or without K-means initialization for three
object classification tasks.

the bias weight vector ~vkt and wk
0 by subgradient descent. We either train the SGD

method with a fixed number of epochs or set a convergence criterion that checks the

maximum change of the weight vectors. Furthermore, we use the adapting cache

trick: if a point is correctly classified by at least two base and bias pairs (wk
0 ,wk

t )

then we give it a long cooldown. This means that the next 5 or 10 times the point is

selected, we instead skip it. A similar process is used in Felzenszwalb et al. (2010);

Khosla et al. (2012) and we verified empirically that this results in improved training

times, without any significant loss in accuracy.

5.4.4 Initialization

It is worth discussing how the weight vectors are initialized. First, we group all the

positive points across the different datasets and run K-means clustering. Let Pk

be the set of points in cluster k, let Pt,k be the subset of such points from dataset t

and let Nt be the set of negative examples in the dataset t. For each subcategory

k ∈ {1, . . . ,K} we initialize the corresponding weight vectors wk
0 and ~vk1 , . . . ,~v

k
T as the

solution obtained by running the undoing datasets’ bias method from Khosla et al.

(2012), with training sets Dt = {(xti,yti) : i ∈ Pt,k ∪Nt}. We then iterate the process

using SGD for a number of epochs (we use 100 in our experiments below).

Our observations in Section 5.3 extend in a natural way to the undoing bias LSMs

setting. The general idea is the same: if the data admit a good K-means clustering

then the initialization induced by K-means provides a good suboptimal solution

of the problem. We have experimentally verified that the improvement offered by

this initialization over a random choice is large. Table 5.1 reports the performance

of the our method after 100 epochs of SGD starting with or without the K-means

initialization. Average performance and standard deviation are reported over 30

trials. As it can be seen K-means initialization offers a substantial improvement4.

4Preliminary experiments further indicate that K-medians improves by 0.4% over K-means, in
agreement with our theoretical observations in Section 4, however but a detailed analysis is deferred to
future work.
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Test wPASCAL wLabelMe wCaltech101 wSUN wvw Aggregate Independent
Pas 66.8 (64.8) 55.6 (50.5) 56.3 (54.2) 65.9 (51.2) 66.5 (57.0) 63.7 (57.4) 67.1 (65.9)
Lab 73.1 (68.8) 75.2 (72.9) 75.0 (71.2) 71.6 (73.3) 75.1 (72.4) 72.9 (72.9) 72.4 (71.7)
Cal 96.5 (94.8) 97.5 (94.6) 98.2 (99.7) 97.6 (95.6) 98.0 (98.9) 98.9 (97.0) 98.8 (99.4)
SUN 57.2 (40.1) 57.6 (46.5) 57.7 (50.2) 58.0 (59.6) 57.8 (54.1) 53.9 (54.0) 58.9 (55.3)

Average 73.4 (67.1) 71.2 (66.2) 71.8 (68.8) 73.3 (69.9) 74.5 (70.6) 72.4 (70.3) 74.3 (73.0)

Table 5.2: Average precision (AP) of “car classification” on seen datasets for our method
(K = 2) and, within brackets, AP for the undoing bias method in Khosla et al.
(2012). Each row represents the performance when we test on each dataset
separately. Each column denotes the specific weight vector we used to predict
during those tests. The numbers inside the parenthesis are the baseline.

5.5 Experiments

In this section, we present an empirical study of the proposed method. The goal of

the experiments is twofold. On the one hand, we investigate the advantage offered

by our method over standard LSMs trained on the union (concatenation) of all the

datasets. Intuitively, we expect our method to learn a better set of visual world

subclassifiers since it filters out datasets bias. On the other hand, we compare our

method to the “undoing bias” method in Khosla et al. (2012), where each dataset is

modelled as a linear SVM classifier (so no subclassifiers are learned in this case). As

we already noted, both methods are special cases of ours for a certain choice of the

hyperparameters.

5.5.1 Classification

In the first set of experiments, we focus on object classification tasks as this allows

us to directly compare with the results in Khosla et al. (2012) using the publicly

available features provided by the authors5. Following the setting in Khosla et al.

(2012) we employ four datasets: Caltech101 Fei-Fei et al. (2007), LabelMe Russell

et al. (2008), PASCAL2007 Everingham et al. (2010) and SUN09 Choi et al. (2010).

We use the bag-of-words representation provided by Khosla et al. (2012). It is

obtained by extracting SIFT descriptors at multiple patches, followed by local linear

coding and a 3-level spatial pyramid with linear kernel. Performance of the methods

is evaluated by average precision (AP).

We use the same training and test splits provided in Khosla et al. (2012). Furthermore,

to tune the model parameter C1,C2 and ρ, we used 75% of training data of each

dataset for actual training and the remaining 25% for validation. We use the following

5See the link http://undoingbias.csail.mit.edu/.
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Figure 5.1: Relative improvement of undoing dataset bias LSM vs. the baseline LSM trained
on all datasets at once (aggregated LSM). On all datasets at once (P: PASCAL, L:
LabelMe, C: Caltech101, SUN: M: mean). Each of the 5 barplots illustrates the
relative improvement on a specific class. The last barplot is the average of the
previous five.
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Figure 5.2: Relative improvement of undoing dataset bias LSM vs. undoing bias SVM Khosla
et al. (2012). Each of the 5 barplots illustrates the relative improvement on a
specific class. The last barplot is the average of the previous five.

parameter range for validation: ρ= 10r, for r ranging from −9 to 4 with a step of 1

and C1,C2 = 10r, for r ranging from −9 to 4 with a step of .5.

In our experiments, the number of subclassifiers K is regarded as a free hyperparam-

eter chosen from the test set and we try values from 1 and up to 10. However, as

we show below, smaller values of K provide the best results for classification tasks,

since the features employed in this case are extracted from larger images which are

often dominated by the background rather than the object itself. This makes it more

difficult to learn finer subcategories.

We test the methods in two different scenarios, following the “seen dataset” and

“unseen dataset” settings outlined in Khosla et al. (2012). In the first scenario

we test on the same datasets used for training. The aim of this experiment is to

demonstrate that the visual world model works better than a single model trained

on the concatenation of the datasets, and it is competitive with a specific model
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trained only on the same domain. Furthermore, we show the advantage over setting

K = 1. In the second scenario, we test the model on a new dataset, which does not

contribute any training points. Here our aim is to show that the visual world model

improves over just training a model on the concatenation of the training datasets as

well as the visual world model from Khosla et al. (2012). We discuss the results in

turn.

5.5.1.1 Testing on Seen Datasets

In this experiment we test our method on “car classification” datasets. Results are

reported in Tables 5.2. The main numbers indicate the performance of our method,

while within brackets we report performance for K = 1, which corresponds to the

undoing bias method in Khosla et al. (2012). In columns 2-5 we test the wk
t on all

datasets, for t ∈ {PASCAL, LabelME, Calthech101, SUN}. In column 6 we test the

visual world vectors wk
0 (denoted by wvw in the tables). As noted above, in this set of

experiments we test the method on the same datasets used during training (by this

we mean that the training and test sets are selected within the same domain). For this

reason and since the datasets are fairly large, we do not expect much improvement

over training on each dataset independently (last column in the table). However

the key point of the table is that training a single LSM model on the union of all

datasets (we call this the aggregate model in the tables) yields a classifier which

neither performs well on any specific dataset nor does it perform well on average.

In particular, the performance on the “visual world” classifier is much better than

that of the aggregated model. This finding, due to dataset bias, is in line with results

in Khosla et al. (2012), as are our results for K = 1. Our results indicate that, on

average, using a LSM as the core classifier provides a significant advantage over using

single max-margin linear classifier. The first case corresponds to a variable number

of subclassifiers, the second case corresponds to K = 1. This is particularly evident

by comparing the performance of the two visual world classifiers in the two cases.

5.5.1.2 Testing on Unseen Datasets

In the next experiment, we train our method on three out of four datasets, retain

the visual world classifier and test it on the dataset left out during training6. Results

6That is, we predict as sign(maxk 〈wk
0 ,x〉), where wk

0 are the compound subcategory models in
equation Eq. (5.6).
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are reported in Figure 5.1, where we show the relative improvement over training a

single LSM on all datasets (aggregated LSM), and Figure 5.2, where we show the

relative improvement of our method over the method in Khosla et al. (2012). Overall

our method gives an average improvement of more than 8.5% over the aggregated

LSMs and an average improvement of more than 6.5% over Khosla et al. (2012). On

some datasets and objects the improvement is much more pronounced than others,

although overall the method improves in all cases (with the exception of “chair

classification” on the PASCAL dataset, where our method is slightly worse than the

two baselines). Although our method tends to improve more over aggregated LSM

than undoing bias SVMs, it is interesting to note that on the Caltech101 “person”

or “dog” datasets, the trend reverses. Indeed, these object classes contain only one

subcategory (for “person” a centered face image, for “dogs” only Dalmatian dogs)

hence when a single subcategory model is trained on the remaining three datasets a

more confused classifier is learned.

To further illustrate the advantage offered by the new method, we display in Figure

5.3 the car images which achieved a top score on each of the four datasets for our

method and the visual world classifier from Khosla et al. (2012). In our case we

use K = 2 subclassifiers because this gives the best performance on this object class.

Note that among the two visual world subclassifiers, w1
0 and w2

0, the former tends to

capture images containing a few cars of small size with a large portion of background

(in order to verify this property please zoom the figure), while the latter concentrates

on images which depict a single car occupying a larger portion of the image. This

effect is especially evident on the PASCAL and LabelMe datasets. On Caltech101, the

first subclassifier is empty, which is not surprising as this dataset contains only images

with well centered objects, so no cars belong to the first discovered subcategory.

Finally the SUN dataset has fewer images of large cars and contributes less to the

second subcategory. Note, however, that we still find images of single cars although

of smaller size. The right portion of Figure 5.3 reports similar scores for the visual

world classifier trained in Khosla et al. (2012) (K = 1). In this case we see that

images of the two different types are present among the top scores, which indicates

that the model is too simple and underfits the data in this example.
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Figure 5.3: Left and center, the top scoring images for visual world subclassifiers w1
0 and w2

0
using our method. Right, the top scoring image for single category classifier w0
from Khosla et al. (2012).

5.5.2 Object detection

In the second series of experiments we test our approach on a detection task in order

to show its ability to capture subcategories and object-specific bias, as we only use

the information in the provided bounding box annotation. The detection dataset

contains images of five different object classes (bird, car, chair, dog, person) collected

from the same four datasets as in the classification experiment, following Khosla et al.

(2012). The significant variations in color, pose and illumination inside each class

and the bias among different datasets make this task very challenging. We conduct

this set of experiments, using FC7 features extracted by using the well known AlexNet

Convolutional Neural Network (CNN) Krizhevsky et al. (2012). The mean-centered
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Figure 5.4: Relative improvement of undoing dataset bias LSM vs. the baseline LSM trained
on all datasets at once (aggregated LSM). On all datasets at once (P: PASCAL, L:
LabelMe, C: Caltech101, SUN: M: mean).
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Figure 5.5: Relative improvement of undoing dataset bias LSM vs. undoing bias SVM Khosla
et al. (2012).

raw RGB pixel intensity values of all the collection images (warped to 256×256 pixel

size) are given as input to the CNN architecture of Krizhevsky et al. (2012) by using

the Caffe implementation Jia et al. (2014). The activation values of the 4096 neurons

in the 7-th layer of the network, called FC7, are considered as image descriptors.

We tune the model parameters similarly to the classification settings by splitting

75% of the training data for actual training and 25% for validation. The parameter

ranges we use for C1,C2, and ρ are set to be the same we used in classification.

However, the number of subcategories K now ranges from 1 to 35, instead of 10.

We explore a larger number of subcategories since the image contains the object

in a tight bounding box, with limited noise due to random background as in the

classification setting in Section 5.5.1. This observation is also found in Divvala et al.

(2012).

5.5.2.1 Testing on Unseen Datasets

Following the setting in Khosla et al. (2012) we consider only the “unseen dataset”

setting, that is we train our model on three out of the four available datasets and
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Figure 5.6: Left, the top scoring images for visual world subclassifiers w1
0 to w6

0 using our
method. Right, the top scoring image for single category classifier w0 from
Khosla et al. (2012).

test it on the fourth, unseen dataset. We compare our method to the one in Khosla

et al. (2012) and to single LSMs trained on data from all the training datasets.

The relative improvement over single LSMs and simple undoing bias SVMs are on

Figures 5.4 and 5.5 respectively. On average across classes and test datasets our

method outperforms the aggregated LSMs by over 12% and the undoing bias SVMs

by over 8.5%. The improvement over undoing bias SVMs is greater than the one we

observed in classification. This is likely due to the more well-defined object-specific

characteristics found in the tight bounding boxes that lead to a higher number of

discovered subcategories over the more contextual, scene-specific characteristics in

classification. Overall our method significantly outperforms the two baselines and

is only at a minor disadvantage versus the single LSM in a few cases. Interestingly,

when testing on the class “chair” and Caltech101 as the unseen dataset, both the

LSM and our method failed to correctly label wheelchairs as positive points since

none existed in our training datasets.

On Figure 5.6 we display the car images which achieved the top scores when SUN09

was the test dataset for our method and the visual world classifier from Khosla et al.

(2012). Similar patterns emerge for the other datasets and class objects. In this

scenario the optimal model for our method recovered K = 26 subclassifiers when

trained on the three seen datasets. Out of the 26 subclassifiers, 14 uniquely labelled
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Figure 5.7: t-SNE visualization of the higher-dimensional feature space. The top scoring
images of each subclassifier is marked with a different color. Left, actual images.
Right, the subclassffier they belong to.

at least one test image as positive and 10 of them recovered at least one unique

true positive point on the test dataset. On Figure 5.6 we picked the 6 most active

subclassifiers w1
0, . . . ,w

6
0 to illustrate the advantages of our method. We observe that

the subclassifier with the most true positive points exclusively labelled cars whose full

body was captured inside the bounding box. In addition, we recovered subclassifiers

that showed preference towards car rooftops, others towards semi-trailer trucks,

buses, cars from unusual angles etc. Finally, the sixth subclassifier uniquely gave a

positive label to smaller, unusual trucks. It is worth noting that the weight vectors

of the various active subclassifiers have minimal overlap of components with high

value. For example, the weight vector of the subclassifier that identified full-body cars

had different components with high values to the weight vector of the subclassifier

that identified buses. On the right part of the figure we display the top scoring true

positive points recovered by the undoing bias SVM. This single-category method

focuses more on images that have entire cars in them and consequently does not

make full use of the intra-class variations and provide less interpretable results.

Finally we run the t-SNE algorithm Maaten and Hinton (2008) on the same data as

above and as we can see on Figure 5.7 the subclassifiers do a good job at keeping

similar images grouped.

We also performed the same experiment using SIFT features and even though the the

average of all APs was 30% lower than the ones using the cNN features, the pattern

in terms of relative improvements was similar with 7.2% over undoing bias SVMs

and 8.3% over simple LSMs. We observe that the average number of subclassifiers of

the trained model using SIFT features is lower than the number of subclassifiers of
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the model using cNN features. The same pattern can be found when looking at only

the subclassifiers that have true positive points in the unseen test dataset.

5.6 Discussion

We presented a method for learning latent subcategories in presence of multiple

biased datasets. Our approach is a natural extension of previous work on multitask

learning to the setting of latent subcategory models (LSMs). In addition to the

number of subclassifiers, the model depends upon two more hyperparameters, which

control the fit of the visual world LSM to all the datasets and the fit of each biased

LSM to the corresponding dataset. In experiments, we demonstrated that our method

provides significant improvement over both standard LSMs and previous undoing

bias methods based on SVM. Both methods are included in our framework for a

particular parameter choice and our empirical analysis indicate our model achieves

the best of both worlds: it mitigates the negative effect of dataset bias and still reaps

the benefits of learning object subcategories. In future work it would be valuable to

extend ideas presented here to the setting of DPMs, in which the subclassifiers are

part-based models. Furthermore, our observations on K-means initialization may

be extended to other clustering schemes and other LSMs such as those described

in Hoai and Zisserman (2013) and Zhu et al. (2014). Finally, learning LSMs across

both biased datasets and different object classes provides an important direction of

research.



Chapter 6

Conclusions

In this thesis we studied different frameworks for learning multiple tasks together.

These frameworks can be categorized based on their motivations and goals. For

each of them we investigated their computational and statistical properties as well as

provided experimental results to confirm our conclusions.

We studied the convergence properties of low rank factorization methods for trace

norm regularization. We tackled the general case in which the loss function in non-

smooth or additional non-smooth regularizers are added to the trace norm. Key to

our study is a necessary and sufficient condition for global optimality, which can be

applied to any critical points of the non-convex problem. This condition together with

a detailed analysis of the critical points lead us to propose a meta-algorithm for trace

norm regularization, that incrementally expands the number of factors used by the

non-convex solver. Although algorithms of this kind have been studied empirically

for years, our analysis provides a fresh look and novel insights which can be used

to confirm whether a global solution has been reached. Numerical experiments

indicated that our optimality condition is useful in practice and the meta- algorithm

is competitive with state-of-the art solvers.

In the next chapter, we have proposed an incremental approach to LTL which es-

timates a linear data representation that works well on regression tasks coming

from a meta distribution. Compared with its batch (or offline) counterpart, this

incremental approach is computationally more efficient both in terms of memory and

number of operations, while enjoying the same generalization properties. Prelimi-

nary experiments have highlighted the favorable learning capability of the proposed

learning-to-learn strategy. To our knowledge this is the first efficient incremental



94 Chapter 6. Conclusions

algorithm for meta learning for which statistical guarantees have been proved. Previ-

ous works either relied on algorithms which require to store the entire data sequence

Alquier et al. (2017) or which do not have statistical guarantees Ruvolo and Eaton

(2013).

Finally, presented a method for learning latent subcategories in presence of multiple

biased datasets. Our approach is a natural extension of previous work on multitask

learning to the setting of latent subcategory models (LSMs). In addition to the

number of subclassifiers, the model depends upon two more hyperparameters, which

control the fit of the visual world LSM to all the datasets and the fit of each biased

LSM to the corresponding dataset. In experiments, we demonstrated that our method

provides significant improvement over both standard LSMs and previous undoing

bias methods based on SVM. Both methods are included in our framework for a

particular parameter choice and our empirical analysis indicate our model achieves

the best of both worlds: it mitigates the negative effect of dataset bias and still reaps

the benefits of learning object subcategories. In future work it would be valuable to

extend ideas presented here to the setting of DPMs, in which the subclassifiers are

part-based models. Furthermore, our observations on K-means initialization may

be extended to other clustering schemes and other LSMs such as those described in

Hoai and Zisserman (2013) and Zhu et al. (2014).

6.1 Further Work

On the topic of low rank matrix learning, in the future it would be valuable to derive

precise rates of convergence for specific solvers used within the meta-algorithm and

from another hand to study additional conditions under which our global optimality

is guaranteed to activate immediately after the number of factors exceed the rank of

the trace norm regularization minimizer. Yet another valuable direction is to study

generalizations of our analysis to other kind nuclear norms for matrices and tensors.

Our analysis of the LTL problem opens several directions that will be worth inves-

tigating in the near future. First, it would be valuable to extend our analysis to a

general class of loss functions. Although not allowing for a closed form expression

as in the case of Ridge Regression, we suspect that it would be still be possible to

extend our results by leveraging the regularity properties of the underlying learning

algorithm. Second, we would like to depart from the feature learning setting by con-
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sidering a more general family of learning-to-learn algorithms. Inspiration towards

this direction is offered by the literature on multitask learning.

Finally, learning LSMs across both biased datasets and different object classes provides

an important direction of research for future projects on transfer learning, particularly

in vision problems.





Appendix A

Low Rank Matrix Factorization for Trace

Norm Regularization

Here we collect some auxiliary results and we provide proofs of the results stated in

the main body of the paper.

A.1 Auxiliary Results

The first lemma establishes the variational form for the trace norm; its proof can be

found in Jameson (1987).

Lemma 16 (Variational Form of the Trace Norm). For every W ∈ Rn×m and r ∈ N let

Fr(W ) = {(A,B) ∈ Rn×r×Rm×r : AB> = W}. Let k = rank(W ) and let σ1(W ) ≥

·· · ≥ σk(W )> 0 be the k singular values of W . Then

‖W‖∗ =
k∑
i=1

σi(W ) = 1
2 inf

{
‖A‖2F +‖B‖2F

∣∣∣ (A,B) ∈ Fr(W ), r ∈ N
}
.

Furthermore if W = UΣV > is a singular value decomposition (SVD) for W , with

Σ = diag(σ1(W ), . . . ,σr(W )), the infimum is attained for r = rank(W ), A= UΣ
1
2 , and

B = V Σ
1
2 .

Recall that if φ : Rd→ R∪{+∞} is proper convex function, its sub-differential at x is

the set

∂φ(x) = {u : φ(x) + 〈u,y−x〉 ≤ φ(y), for all y ∈ domain(φ)} .

The elements of ∂φ(x) are called the sub-gradients of φ at x.

Let On be the set of n×n orthogonal matrices. A norm ‖ · ‖ : Rm×n→ [0,∞) is called

orthogonally invariant if, for every U ∈ On, V ∈ Om and W ∈ Rn×m we have that



98 Appendix A. Low Rank Matrix Factorization for Trace Norm Regularization

‖UWV ‖ = ‖W‖ or, equivalently ‖W‖ = g(σ(W )), where g is a symmetric gauge

function (SGF), that is g is a norm invariant to permutations and sign changes.

An important example of orthogonally invariant norms are the p-Schatten norms,

‖W‖= ‖σ(W )‖p, where ‖ ·‖ is the `p-norm of a vector. In particular, for p ∈ {1,2,∞}

we have the trace, Frobenius, and spectral norms, respectively.

The following result can be found in (Lewis, 1995, Cor. 2.5).

Lemma 17. If ‖ · ‖ : Rm×n is an orthogonally invariant and g is the associated SGF,

then for every W ∈ Rn×m, it holds that

∂‖W‖= {U diag(µ)V > : U ∈ On, V ∈ Om, µ ∈ ∂g(σ), W = U diag(σ)V >}.

We state a lemma that we will often use in the following.

Lemma 18. Let A ∈ Rn×r and B ∈ Rm×r. Then A>A = B>B if and only if A and

B have singular value decompositon A = UΣR> and B = V ΣR> with U ∈ Rn×s,

V ∈ Rm×s, R ∈ Rr×s matrices with orthonormal columns, Σ ∈ Rs×s diagonal with

positive entries on the diagonal and s= rank(A) = rank(B). Moreover, for such points

we have 2‖AB>‖∗ = ‖A‖2F +‖B‖2F

Proof. Let A= UΣR> and B = V ΛP>, then

A>A=B>B ⇐⇒ RΣ2R> = PΛ2P> ⇐⇒ R= P, Σ = Λ

where the equalities hold up to possible permutations of the order between the

singular values and vectors.

Now, AB> = UΣ2V >, therefore ‖AB>‖∗ = ‖Σ2‖∗ =
∑s

i=1 Σ2
ii. Similarly ‖A‖2F =

‖UΣR>‖2F = ‖Σ‖2F =
∑s

i=1 Σ2
ii. The equality 2‖AB>‖∗ = ‖A‖2F + ‖B‖2F follows di-

rectly.

For convenience of the reader, we restate the result stating the equivalence of the

original functional f and the gr recalled in the main body of the paper. We report its

proof for completeness.



A.2. Characterization of Critical Points 99

Proposition 1. Let W ∈ Rn×m be a global minimizer of f with r∗ = rank(W ). Then,

for every r ≥ r∗, every global minimizer (A,B) of gr is such that

gr(A,B) = f(AB>) = f(W ). (3.4)

Proof. Let W ∈ Rn×m be a minimizer for f of rank r∗ = rank(W ) and let UΣV > be

a singular value decomposition of W with U ∈ Rn×r∗ and V ∈ Rm×r∗ with orthonor-

mal columns and Σ ∈ Rr∗×r∗ diagonal with positive diagonal entires. Define A =

UΣ1/2 ∈ Rn×r∗ and B = V Σ1/2 ∈ Rm×r∗ . By construction ‖W‖∗ = 1
2(‖A‖2F +‖B‖2F )

and therefore

f(W ) = f(AB>) = gr∗(A,B).

Now, we prove that (A,B) is a minimizer for gr∗ . Suppose by contraddiction that

there exist a couple A′ ∈ Rn×r∗ ,B′ ∈ Rm×r∗ such that gr∗(A′,B′)< gr∗(A,B). Define

(Ā′, B̄′) = argminXY > =A′B′>‖X‖2F +‖Y ‖2F .

Then by Lemma 16 we have

‖Ā′B̄′>‖∗ = 1
2(‖Ā′‖2F +‖B̄′‖2F )≤ 1

2(‖A′‖2F +‖B′‖2F )

and therefore

f(Ā′B̄′>) = gr∗(Ā′, B̄′)≤ gr∗(A′,B′)< gr∗(A,B) = f(W )

which is clearly not possible since W is a global minimizer for f .

A.2 Characterization of Critical Points

We begin our analysis by characterizing all critical points of gr. As mentioned in the

main paper, the following result is key to our analysis.

Proposition 3. (A,B) is a critical point for gr if and only if A and B have singular

value decomposition A= UΣR> and B = V ΣR> with U ∈ Rn×s,V ∈ Rm×s,R ∈ Rr×s

matrices with orthonormal columns and Σ ∈ Rs×s positive definite diagonal matrix,

s≤ r and there exists an element L∈ ∂`(AB>) in the subgradient of ` at AB>, such that
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L=−λUV >+M with M ∈Rn×m such that U>M = 0 and MV = 0. Moreover, at any

such point we have ‖AB>‖∗ = (‖A‖2F +‖B‖2F )/2 and therefore gr(A,B) = f(AB>).

Proof. We first show that if A= UΣR>, B = V ΣR> and there exists L ∈ ∂`(AB>)

such that L = −λUV >+M with U>M = 0 and MV = 0, then (A,B) is a critical

point for gr. To do so, consider the directional derivative of gr along (X,Y ) with

X ∈ Rn×r, Y ∈ Rm×r. We have

gr(A+ tX,B+ tY )−gr(A,B) = `(AB>+ t(AY >+XB>) + t2XY >)− `(AB>)

+ λ

2

(
‖A+ tX‖2F −‖A‖2F +‖B+ tY ‖2F −‖B‖2F

)
.

Recall that for a convex function f and any two points x and y, f(y)−f(x)≥〈F,y−x〉

for any F ∈ ∂f(x). Therefore, since both ` and ‖ · ‖2F are convex, we have

‖A+ tX‖2F −‖A‖2F ≥ 2t tr(A>X) ‖B+ tY ‖2F −‖B‖2F ≥ 2t tr(B>Y )

and for any L ∈ ∂`(AB>)

`(AB>+t(AY >+XB>)+t2XY >)−`(AB>)≥ t tr(L>AY >)+t tr(L>XB>)+t2 tr(L>XY >).

Therefore the directional derivative of gr in (A,B) along (X,Y ) is lower bounded by

g′((A,B); (X,Y )) = lim
t→0

gr(A+ tX,B+ tY )−gr(A,B)
t

≥ tr
(
L>(AY >+XB>)

)
+λtr(A>X+B>Y ).

Now by assumption, there exists L in the subdifferential of ∂`(AB>) such that

L=−λUV >+M and U>M = 0, MU = 0. For such L we have

L>A= (−λV U>+M>)UΣR> =−λV ΣR> =−λB

and analogously LB =−λA. Therefore, by plugging in the inequality above,

g′((A,B); (X,Y ))≥ tr
(
L>(AY >+XB>)

)
+λtr(A>X+B>Y )

=−λtr(BY >)−λtr(XA>) +λtr(A>X+B>Y ) = 0.
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The directional derivative of gr in any direction is non-negative, hence (A,B) is a

stationary point.

For the converse, we use the notion of generalized gradient ∂Cgr(·) (see Clarke, 2013,

Def. 10.3) according to which a point (A,B) is a stationary point for gr if and only

0 ∈ ∂Cgr(A,B). Let Π : Rn×r×Rm×r → Rn×m the map such that Π(A,B) = AB>.

We use the following three results:

1. Sum rule (Clarke, 2013, Thm. 10.13):

∂gr(A,B) = ∂C(`◦Π)(A,B) +{λ(A,B)}

where {λ(A,B)} denotes the singleton set corresponding to the generalized

gradient of the function λ
2 (‖A‖2F +‖B‖2F ).

2. Chain rule (Clarke, 2013, Thm. 10.19):

∂C(`◦Π)(A,B)⊆Π′(A,B)∗∂`C(Π(A,B)) = Π′(A,B)∗∂`C(Π(A,B))

where Π′(A,B)∗ is the adjoint of the Jacobian Π′(A,B) of Π in (A,B), namely

the operator such that, for any L ∈ Rn×m is such that Π′(A,B)L= (LB,L>A)

3. Generalized gradient of a convex function (Clarke, 2013, Thm. 10.8): ∂`C(·) =

∂`(·) .

We can conclude that since 0 ∈ ∂Cgr(A,B), then there exists L ∈ ∂`(AB>) such that

(LB,L>A) +λ(A,B) = (0,0)

Namely LB =−λA and L>A=−λB. This implies that

A>LB =−λA>A and B>L>A=−λB>B

and therefore that A>A=B>B. Then, by Lemma 18, we have that A= UΣR> and
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B = V ΣR>. Moreover, since LB =−λA and L>A=−λB we have

LB =−λA ⇐⇒ LV ΣR> =−λUΣR> ⇐⇒ LV =−λU

from which we conclude that LV V > = −λUV >. Consequently, L = −UV >+MV

with MV V = 0. Analogously, we have that there exists MU such that U>MU = 0

and L=−λUV >+MU . Therfeore we conclude MU =MV =M with U>M = 0 and

MV = 0 as required.

The equality 2‖AB>‖∗ = ‖A‖2F +‖B‖2F follows directly from Lemma 18.

A.3 Limit Critical Points

In this section, we introduce the first results and properties of limit critical points

for gr. In particular we show that such points are indeed always critical points. For

convenience, below we recall following assumption.

Assumption 1. let (`δ)δ>0 be a family of convex, twice differentiable functions such

that `δ(·)> `δ′(·)> `(·) for any δ > δ′ and ‖`δ− `‖∞→ 0 as δ→ 0 over any compact

set. Moreover, we assume all `δ and their gradients to be Lipschitz continuous with

Lipschitz constants α > 0 and β > 0 respectively, uniformly with respect to δ.

Equi-coerciveness and Γ-convergence. Note that since gr is coercive (thanks to the

Frobenius norm regularization) and grδ(A,B)≥ gr(A,B) for any δ ≥ 0, A∈Rn×r and

B ∈ Rm×r, we can conclude that the family (grδ)δ≥0 is equi-coercive: for any α ∈ R

there exists a compact set Kα ⊂Rn×r×Rm×r such that {(A,B) | grδ(A,B)≤α}⊆Kα
for any δ ≥ 0. The same argument holds for fδ (since the trace norm is coercive).

Equi-coerciveness is a useful property when studying the Γ-convergence of a family

of functions (see e.g. Dal Maso, 2012). Γ-convergence is a powerful tool to deter-

mine whether a sequence of minimizers of a family of functions converges to the

minimizer of a target function. While in the setting considered in this work we do

not necessarily study a sequence of minimizers but rather a sequence of stationary

points, Γ-convergence will be key to prove the following result.

Proposition 19. Let (δk)k∈N be a monotone decreasing sequence of scalar values such

that δk→ 0 as k→+∞. Let (Ak,Bk) be a sequence of critical points for grδk such that

grδk(Ak,Bk)> grδk+1(Ak+1,Bk+1) for any k ≥ 0. Then, (Ak,Bk) admits a converging
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subsequence, the function gr attains the same value at all limit points (A,B) of (Ak,Bk)

and such points are block-wise minimizers for gr, such that A>A=B>B.

Proof. By assumption, the sequence grδk(Ak,Bk) is strictly decreasing. By equi-

coerciveness, the sequence (Ak,Bk)k∈N is uniformly contained in a bounded set of

Rn×r×Rm×r and consequently admits a converging subsequence (Akj ,Bkj )j∈N. Let

A ∈ Rn×r,B ∈ Rm×r be such that Akj →A and Bkj →B as j→+∞.

Consider the sequence of functions (grδkj (·,Bkj ))j∈N. This sequence converges uni-

formly to gr(·,B) on every compact subset K ⊂ Rn×r. Indeed, for any compact set

K ⊂ Rn×r, we have

sup
A∈K
|grδkj (A,Bkj )−gr(A,B)| ≤ sup

A∈K
|grδkj (A,Bkj )−gr(A,Bkj )| (A.1)

+ |gr(A,Bkj )−gr(A,B)| (A.2)

≤ ‖grδkj −gr‖∞+ sup
A∈K

ψ‖AB>kj −AB
>‖F (A.3)

≤ ‖grδkj −gr‖∞+ψ sup
A∈K
‖A‖‖Bkj −B‖F (A.4)

where ψ > 0 is the Lipschitz constant of gr. Now, since `δ → ` uniformly, we have

that ‖grδkj − gr‖∞→ 0 as j→ +∞. Also the term supA∈K ‖A‖‖Bkj −B‖F tends to

0 as j increases since Bkj → B and supA∈K ‖A‖ < +∞ (since K is a compact set).

Therefore ‖grδkj (·,Bkj )−gr(·,B)‖∞ on every compact set.

Now, recall that for all k > 0, (Ak,Bk) is a block-wise minimizer of grδk . Indeed,

(Ak,Bk) is a stationary point for grδk , which implies that the gradients ∇grδk(·,Bk)

and ∇grδk(Ak, ·) are zero at Ak and Bk respectively. Since grδk is block-wise convex,

this implies that Ak and Bk are the corresponding block-wise minimizers. Moreover,

since the functions grδ(·,B) are strongly convex for any B ∈Rm×r, δ ≥ 0 (since λ‖·‖2F
is strongly convex), we have that Akj is the unique minimizer of grδ(·,Bkj ). We can

therefore apply standard results from Γ-convergence (Dal Maso, 2012, Cor. 7.20) to

obtain that the A is the unique minimizer of gr(·,B) as required.

Note that since grδk(Ak,Bk) > grδk+1(Ak+1,Bk+1), we automatically have that the

function gr attains the same value at all limit points (A,B) of (Ak,Bk).

We finally show that for any limit point (A,B) we have A>A=B>B. Recall that grδ

is differentiable for any δ > 0 and (Ak,Bk) is a stationary point for grδk for any k > 0.
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We can therefore apply Prop. 3, which states that A>k Ak =B>k Bk for any k > 0. As a

consequence, every limit point (A,B) of this sequence is such that A>A=B>B as

desired.

In the next result we focus on global minimizers of gr.

Corollary 20. With the same assumptions of Prop. 19, let (Ak,Bk)k∈N be a sequence

of global minimizers for grδk . Then, every limit point W ∈ Rn×m of the sequence

Wk = AkB
>
k is a global minimizer for f . In particular, every limit point (A,B) of

(Ak,Bk) is a global minimizer of gr.

Proof. Since (Ak,Bk) is a global minimizer for grδk , by Prop. 1 we have that (Wk)k∈N
is a sequence of global minimizers for fδk . Recall that the family of functions (fδ)δ>0

is equi-coercive and that the functions converge uniformly to f on every compact

subset of Rn×m. Therefore, we can again apply (Dal Maso, 2012, Cor. 7.20) and

conclude that the sequence of minimizers AkB>k admits a converging subsequence

and furthermore that all its limit points W ∈ Rn×m are global minimizers of f as

required.

Now, consider a limit point (A,B) of (Ak,Bk). Since by Prop. 19 A>A= B>B, we

have that ‖A‖2F + ‖B‖2F = 2‖AB>‖∗ and therefore that gr(A,B) = f(AB>). Since

matrix multiplication is a continuous operation, we have that W = AB> is a limit

point of AkB>k and therefore a global minimizer of f . By Prop. 1 we conclude that

(A,B) is a global minimizer of gr as desired.

We are now ready to prove one the key results of this paper, namely that limit critical

points are indeed critical points for gr.

Theorem 2 (Limit Critical Points). Let (δk)k∈N be a monotone decreasing sequence of

scalar values such that δk→ 0 as k→+∞. Let (Ak,Bk) be critical points for grδk with

grδk(Ak,Bk)≥ grδk+1(Ak+1,Bk+1). Then all limit points of (Ak,Bk)k∈N are stationary

points for gr. Moreover, gr attains the same value at all such limit points. Finally, if

(Ak,Bk) contains infinitely many global minimizers for the corresponding grδk , then all

its limit points are global minimizers for gr

Proof. The fact that gr attains the same value at all such limit points is a direct

consequence of Prop. 19. Moreover, from Prop. 19 we have that all limit points (A,B)
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of (Ak,Bk) are block-wise minimizers for gr such that A>A = B>B. We want to

show that (A,B) is a critical point for gr. Let X ∈ Rn×r and Y ∈ Rn×r and consider

for any t and any k > 0

grδk(Ak + tX,Bk + tY )−grδk(Ak,Bk) = `δk(AkB>k + t(AkY >+XB>k ) + t2XY >)− `δk(AkB>k )

+ λ

2

(
‖Ak + tX‖2F −‖Ak‖2F +‖Bk + tY ‖2F −‖Bk‖2F

)
.

Now, since `k(·) and ‖ · ‖2F are convex we have

λ

2

(
‖Ak + tX‖2F −‖Ak‖2F +‖Bk + tY ‖2F −‖Bk‖2F

)
≥ λ

(
tr(A>kX) + tr(B>k Y )

)

and

`δk(AkB>k + t(AkY >+XB>k ) + t2XY >)− `δk(AkB>k )≥ t tr(∇`δk(AkB>k )>(AkY >+XB>k ))

+ t2 tr(∇`(AkB>k )>XY >).

Now, recall that from Prop. 3, for every k > 0 we have ∇`δk(AkB>k ) =−UkV >k +Mk

with Mk such that U>k Mk = 0 and MkVk = 0. In particular A>kMk = 0 and MkBk = 0.

Therefore, the above inequality simplifies to

`δk(AkB>k + t(AkY >+XB>k ) + t2XY >)− `δk(AkB>k )≥−tλ tr
(

tr(A>kX) + tr(B>k Y )
)

+ t2 tr(∇`δk(AkB>k )>XY >).

Combining the two inequalities, we have

grδk(Ak + tX,Bk + tY )−grδk(Ak,Bk)≥ t2 tr(∇`δk(AkB>k )>XY >)≥−t2β‖XY ‖F
(A.5)

where β is the uniform Lipschitz constant of ∇`δ(·) and we have used the fact that

‖∇`δ(W )‖ ≤ β for any W ∈ Rn×m. Now, without loss of generality, assume that

(Ak,Bk) converges to a point (A,B). Indeed, if this is not the case we can consider a

converging subsequence. Then we have that grδk(Ak,Bk)→ gr(A,B) for k→ +∞.

We now show that also grδk(Ak + tX,Bk + tY )→ gr(A+ tX,B+ tY ). To this end, let
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(Wk)k>0 be a sequence of Wk ∈ Rn×m such that Wk→W ∈ Rn×m. We have

|fδk(AkB>k +Wk)−f(AB>+W )| ≤ |fδk(AkB>k +Wk)−fδk(AB>+Wk)|

+ |fδk(AB>+Wk)−fδk(AB+W )|

+ |fδk(AB+W )−f(AB>+W )|

≤ ϕ‖AkB>k −AB>‖F +ϕ‖Wk−W‖F + |fδk(AB>+W )−f(AB>+W )|

where ϕ > 0 is the (uniform) Lipschitz constant of the functions fδ. Letting k→+∞,

all terms on the right hand side tend to zero, implying that fδk(AkB>k +Wk)→

f(AB>+W ).

Now, recall that for (A,B) such that A>A=B>B, we have that gr(A,B) = f(AB>).

This allows us to conclude that grδk(Ak+tX,Bk+tY )→ gr(A+tX,B+tY ) by taking

Wk =AkB
>
k + t(AkY >+XB>k ) + t2XY >.

Therefore, applying the limit for k→+∞ in Eq. (A.5), we obtain

gr(A+ tX,B+ tY )−gr(A,B)≥−t2L‖XY >‖F

from which we conclude that the directional derivative along the direction (X,Y ) is

gr((A,B); (X,Y )) = lim
t→0

gr(A+ tX,B+ tY )−gr(A,B)
t

≥ lim
t→0
−tL‖XY >‖F = 0.

Since this holds for any direction (X,Y ) we can conclude that (A,B) is a stationary

point for gr as required.

The result on the global minimizers is provided by Cor. 20

A.4 Criterion for Global Optimality - First Part

We formulate here a first general form for the criterion for global optimality for

critical points of gr. This will be useful to prove the existence of an escape direction

for such points, which, in turn, will allow us to refine the optimality criterion to the

result of Thm. 4 when focusing on limit critical points.

Lemma 21. Let A ∈ Rn×r and B ∈ Rm×r be critical points of gr with SVD given by

Prop. 3 A= UΣR> and B = V ΣR> with Σ ∈ Rs×s positive definite diagonal matrix,
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U ∈ Rn×s, V ∈ Rm×s and R ∈ Rs×s with orthonormal columns, and s≤ r. Then AB>

is a global minimizer for f if and only if

λ≥min{‖L‖ : L ∈ ∂`(AB>), U>LV =−λI} (A.6)

where I is the s×s identity matrix.

Proof. By Prop. 3 we know that (A,B) is a critical point for gr if and only if there

exists L ∈ ∂`(AB>) such that L = −λUV >+M with U>M = 0 and MV = 0. In

particular this implies that U>LV =−λI with I ∈ Rs×s identity matrix.

Now, the matrix W =AB> ∈ Rn×m is a global minimizer for f if and only if

0 ∈ ∂f(W ) = ∂`(W ) +λ∂‖ · ‖∗(W ). (A.7)

By Lemma 17 we have that

∂‖ · ‖∗(W ) = {λUV >+λM |M ∈ Rn×m,‖M‖ ≤ 1U>M = 0,MV = 0}.

Therefore Eq. (A.7) is equivalent to say that there exist L ∈ ∂`(W ) and M ∈ Rn×m,

‖M‖ ≤ 1, U>M = 0, MV = 0, such that

L=−λUV >+λM.

This last equation is equivalent in turn to state that there exists L ∈ ∂`(W ) such that

U>LV =−λI and ‖L‖= λ.

We see that one of the two conditions for global optimality is always automatically

satisfied by W =AB> by hypothesis. The remaining condition is that, among those

L ∈ ∂`(W ) for which L = −λUV +M , there exists at least one, such that ‖L‖ = λ.

Since for such L we have ‖L‖ ≥ λ, in order to verify the above condition we can

consider

L? = argmin{‖L‖ : L ∈ ∂`(AB>), U>LV =−λI}

and verify whether ‖L?‖ is larger than or equal to λ. This procedure corresponds

exactly to the one characterized by Eq. (A.6), as desired.
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We see that Cor. 5 is a direct corollary of the above proposition. We recall the

statement of such result given its usefulness in the following.

Corollary 5 (Global Optimality - Smooth Case). Let ` be smooth and (A,B) be a

critical point of gr. Then AB> is a minimizer for f if and only if ‖∇`(AB>)‖ ≤ λ.

A.5 Escape Direction

Proposition 6 (Escape Direction from Critical Points - Smooth Case). Let ` be twice

differentiable and assume its gradient to be Lipschitz with Lipschitz constant β. Let

(A,B) be a critical point that is not a global minimizer for gr. Let u ∈ Rn and v ∈ Rm

be the singular vectors associated to the largest singular value µ of ∇`(AB>). For any

t > 0 and any q ∈ Rr such that ‖q‖= 1, Aq = 0, Bq = 0, we have

gr(A− tuq>,B+ tvq>)≤ gr(A,B)− (µ−λ)t2 + β

2 t
4

Moreover, if rank(A)< r or rank(B)< r, then at least one such q exists and (A,B) is a

strict saddle point for gr, namely the Hessian has at least one negative eigenvalue.

Proof. Since ` is smooth, ∂`(AB>) = {∇`(AB>)}. By Cor. 5 we know that

‖∇`(AB>)‖ = µ > λ. Let u ∈ Rn and v ∈ Rm be the singular vectors of ∇`(AB>)

associated to µ. By Prop. 3 we know that ∇`(AB>) =−λUV +M with A= UΣR>

and B = V ΣR>. Thus, u>A= 0 and v>B = 0.

Let q ∈ Rr be such that ‖q‖= 1, Aq = 0 and Bq = 0. For every t ∈ R

gr(A− t uq>,B+ tvq>) = `

(
AB>− t(Aqu>−vq>B>)− t2uq>qv

)
+ λ

2

(
‖A− tuq>‖2F +‖B+ tvq>‖2F

)
= `(AB>− t2uv) + λ

2

(
‖A‖2F + t2‖uq>‖2F +‖B‖2F + t2‖vq>‖2F )

since ‖A− tuq>‖2F = ‖A‖2F −2t tr(Auq>)+ t2‖uq>‖2F and tr(Auq>) = 0 since Aq = 0.

Now, since (A,B) is a stationary point, by Prop. 3 1
2(‖A‖2F + ‖B‖2F ) = ‖AB>‖∗.

Therefore the equation above becomes

gr(A− t uq>,B+ tvq>) = `(AB>− t2uv) +λ‖AB>‖∗+ t2
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since ‖uq>‖F = ‖vq>‖F = 1. Note that since u>A= 0, v>B = 0 and AB> = UΣV >,

we have that ‖AB>+ t2uv‖∗ = ‖AB>‖∗+ t2‖−uv‖∗. Therefore we can conclude that

gr(A− t uq>,B+ tvq>) = `(AB>+ t2uv) +λ‖AB>+ t2uv>‖∗ = f(AB>− t2uv).

(A.8)

Now, since `(·) is convex, differentiable with gradient Lipschitz continuous with

Lipschitz constant β, we know that for any W and Z in Rn×m

`(Z)≤ `(W ) + 〈∇`(W ),Z−W 〉+ β

2 ‖W −Z‖
2
F

see for instance Bauschke and Combettes (2010). Therefore, for W = AB> and

Z =AB>− t2uv, we have

`(AB>− t2uv>)− `(AB>)≤−µt2 + β

2 t
4

now, adding λt2 on both sides, we have

f(AB>− t2uv>)−f(AB>)≤−(µ−λ)t2 + β

2 t
4 (A.9)

since

λt2 = λ‖− t2uv>‖∗ = λ‖− t2uv>‖∗±λ‖AB>‖∗ = λ‖AB>− t2uv>‖∗−λ‖AB>‖∗.

Eq. (A.8) provides the desired inequality, namely

gr(A− t uq>,B+ tvq>)−gr(A,B)≤−(µ−λ)t2 + β

2 t
4. (A.10)

Finally, to show that the Hessian of gr at (A,B) has at least one negative eigenvalue

it is sufficient to show that there exists a direction along which the second direc-

tional derivative is negative. By Eq. (A.10) we immediately see that the directional

derivative of gr along the direction (−uq>,vq>) is bounded above by λ−µ which is

negative since, by Cor. 5 we know that µ > λ.

Proposition 7 (Escape Direction from Limit Critical Points). With the same notation

and assumptions as Thm. 2, let (Ak,Bk) be a sequence of critical points for grδk whose
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limit points are not global minimizers for gr. For each k > 0 denote by uk ∈ Rn,

vk ∈ Rm and µk the singular vectors and largest singular value of ∇`δk(AkB>k ). Let

µ= liminfk→0µk. Then, µ > λ, the sequence (Ak,Bk,uk,vk) admits a limit point and

for every such limit point (A,B,u,v) we have u>A = 0, v>B = 0. Moreover, for any

t > 0 and for any q ∈ Rr such that ‖q‖= 1, Aq = 0 and Bq = 0,

gr(A− tuq>,B+ tvq>)≤ gr(A,B)− (µ−λ)t2 + β

2 t
4

Proof. First note that we can only have finitely many (Ak,Bk) that are global minimiz-

ers of grδk . Indeed, by Thm. 2, if (Ak,Bk) contains infinitely many global minimizers

its limit points are all global minimizers, which contradicts the hypothesis of the

theorem. Therfore, we can assume without loss of generality that all (Ak,Bk) are not

global minimizers for the corresponding grδk .

Analogously to Prop. 6, for all k > 0 let Wk = AkB
>
k , let Ak = UkΣkR

>
k and let

Bk = VkΣkR
>
k with Uk, Vk and Rk matrices with orthonormal columns and Σk

diagonal positive definite. Moreover, from the same result, we know that∇`δk(Wk) =

−λUkV >k +Mk with M>k Uk = 0 and MkVk = 0, the largest singular value µk of

∇`δk(Wk) is larger than λ since (Ak,Bk) is not a global minimizer. Therefore µk =

‖∇`δk(Wk)‖= ‖Mk‖.

Now, recall that

∂fk(Wk) =∇`δk(Wδ) +∂λ‖ · ‖∗(Wk) =∇`δk(Wk) +λUkV
>
k +Nδk(Wk) =Mδk +Nδk(Wk)

where

Nδk(Wk) = {N | N ∈ Rn×m,N>Uk = 0,NVk = 0,‖N‖ ≤ λ}.
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Let W ?
k be a global minimizer for fδk . By the convexity of fδk , we have

fδk(W ?
k )−fδk(Wk)≥ sup

F∈∂`δk (Wk)
〈F,W ?

k −Wk〉

= sup
N∈Nδk (Wk)

〈Mk−N,W ?
k −Wk〉

= sup
N∈Nδk (Wk)

〈Mk−N,W ?
k 〉

≥ sup
N∈Nδk (Wk)

−‖Mk−N‖‖W ?
k ‖∗

=− inf
N∈Nδk (Wk)

‖Mk−N‖‖W ?
k ‖∗

=−(µk−λ)‖W ?
k ‖∗

where we have used the fact that both Mk and N are orthogonal to Wk. The last

equality follows from the fact that µ > λ and that ‖N‖ ≤ λ. Therefore the smallest

possible value for ‖Mk−N‖ over Nδk(Wk) is achieved at N = λ/‖M‖M.

Let µ= liminfk→0µk. Note that µ≥ λ since µk > λ for every k > 0. Therefore there

exists a converging subsequence of µk that converges to µ. Our goal is to show that

µ > λ. To this end, we could restrict to the converging subsequence kj such that

µkj → µ as j→+∞. However, for the sake of simplicity, without loss of generality

we can assume that µk→ µ as k→+∞. From Cor. 20 we have that all limit points

of W ?
k are global minimizers for f and, by Prop. 19, all limit points of (Ak,Bk) are

critical points for gr. Let W ? be a limit point for W ?
k and let (A,B) be a limit point

for (Ak,Bk). Denote W =AB>. Applying the limit to the inequality above, we have

f(W ?)−f(W )≥−(µ−λ)‖W ?‖∗.

Now, since W is not a global minimizer for f , then µ > λ. Indeed, f(W )> f(W ?),

leading to the inequality

0>−(µ−λ)‖W ?‖∗

which is satisfied only by µ > λ.

To conclude the proof, note that all uk and vk are contained in a compact set

(they have norm 1), therefore the sequence (Ak,Bk,uk,vk)k∈N admits a limit point.
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Moreover, since for all k > 0

u>k Ak = 0, v>k Bk = 0, ‖uk‖= ‖v−k‖= 1

all limit points of the sequence will satisfy the above relations. For all t ∈R and k > 0

consider Eq. (A.9) in the proof of Prop. 6

f(AkB>k − t2ukv>k )−f(AkB>k )≤−(µk−λ)t2 + β

2 t
4 ≤−(µ−λ)t2 + β

2 t
4.

By taking the limit for k→+∞ we have

f(AB>− t2uv>)−f(AB>)≤−(µ−λ)t2 + β

2 t
4.

Finally, let q ∈ Rr be such that Aq = 0 and Bq = 0. Then we can retrace the steps in

Prop. 6 to obtain Eq. (A.8) from which we conclude that

gr(A− tuq>,B+ tvq>)−gr(A,B)≤−(µ−λ)t2 + β

2 t
4.

as required.

A.6 Criterion for Global Optimality - Second Part

Leveraging Prop. 7 we now refine the result in Lemma 21 to provide a necessary and

sufficient condition that a limit critical point of gr needs to satisfy in order to be a

global minimizer.

Theorem 4 (Global Optimality). Let (A,B) be a limit critical point for gr. Then AB>

is a global minimizer for f if and only if

min{ ‖L‖ | L ∈ ∂`(AB>)} ≤ λ. (3.5)

Proof. Let (A,B) be a limit critical point. By Prop. 3 and Lemma 18, (A,B) is a

stationary point for gr and A>A=B>B. Assume that AB> is not a global minimizer

for f , we want to show that this is equivalent to state that

‖L‖> λ ∀L ∈ ∂`(AB>).
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We can assume, without loss of generality that A and B are rank deficient. Indeed,

if this was not the case, we could consider the “inflated” matrices A′ = [A 0] ∈

Rn×r+1, B′ = [B 0] ∈Rm×r+1, which are rank deficient by construction, can be easily

shown to be still a limit critical point and are such that A′B′> =AB> and therefore

∂`(A′B′>) = ∂`(AB>).

Since rank(A) = rank(B)< r, there exists q ∈ Rr such that Aq = 0 and Bq = 0. Now,

by Prop. 7, there exist µ > λ and u ∈ Rn, v ∈ Rm normalized vectors, such that

u>A= 0,v>B = 0 and

gr(A− tuq>,B+ tvq>)−gr(A,B)≤−(µ−λ)t2 + β

2 t
4

or equivalently, by retracing the reasoning leading to Eq. (A.8) in the proof of Prop. 6,

f(AB>− t2uv>)−f(AB>)≤−(µ−λ)t2 + β

2 t
4.

Therefore, setting s= t2 we immediately see that the directional derivative of f at

AB> along the direction uv> is

f(AB>;uv) = lim
s→0

f(AB>−suv>)−f(AB>)
s

≤ lim
s→0
−(µ−λ) + β

2 s=−(µ−λ).

Now, recal the definition of N (AB>) from the proof of Prop. 7. Then, by the max

formula for the subgradient (see Thm. 17.19 Bauschke and Combettes (2010)) we

have

−(µ−λ)≥ f(AB>;uv>) = sup
F∈∂f(AB>)

〈F,uv>〉= sup
L∈∂`(AB>),
N∈N (AB>)

〈L+λUV +N,uv>〉.

Since u and v are orthogonal to A and B respectively, they are also orthogonal to
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UV >. Therefore

sup
L∈∂`(AB>),
N∈N (AB>)

〈L+λUV +N,uv>〉= sup
L∈∂`(AB>),
N∈N (AB>)

〈L+N,uv>〉

= sup
L∈∂`(AB>)

〈L,uv>〉+ sup
N∈N (AB>)

〈N,uv>〉

= sup
L∈∂`(AB>)

〈L,uv>〉+λ.

Since both N and uv> are orthogonal to UV > we have that supN∈N (AB>)〈N,uv>〉=

supN∈N (AB>) ‖N‖ = λ. Moreover, since for any matrix 〈L,uv>〉 ≥ −‖L‖‖uv>‖∗ =

−‖L‖ we can conclude that

−(µ−λ)≥ sup
L∈∂`(AB>)

−‖L‖+λ=− inf
L∈∂`(AB>)

‖L‖+λ

from which follows directly that

inf
L∈∂`(AB>)

‖L‖ ≥ µ > λ

as required.

A.7 Convergence to Global Minimizers

We now prove that in smooth settings, for sufficiently large r, gradient descent only

converges to the global minimizers of gr.

Theorem 8. Let ` be twice differentiable and r ≥min(n,m). Then the set of starting

points for which GD does not converge to a global minimizer of gr has measure zero.

Proof. We have shown in Prop. 6 that every critical point (A,B) of gr for r ≥

min(n,m) is either a global minimizer or a strict saddle point, namely such that the

Hessian ∇2gr(A,B) has at least a negative eigenvalue. Therefore, since the error

function ` is twice differentiable with gradient Lipschitz continuous, also gr is. Let

Lr > 0 be the Lipschitz constant of ∇gr. Then, we are in the hypotheses of (Lee et al.,

2016, Thm. 4.1) stating that if (Ak,Bk)k∈N is obtained with step 0< α < 1/Lr with

initial point (A0,B0) sampled uniformly at random, then for any (Ã, B̃) strict saddle
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point of gr,

Prob
(

lim
k→+∞

(Ak,Bk) = (Ã, B̃)
)

= 0

which implies the desired result.

We can now prove that Alg. 1 always recovers a global minimizer for gr also in

non-smooth settings with estimated rank at most r = min(n,m)

Corollary 9. The sequence (Ar,Br) produced by Algorithm 1 with GD as the MINIMIZE

subroutine, converges to a global minimizer (A∗,B∗) of gr, such that A∗B>∗ is a global

minimizer for f with probability 1.

Proof. By design Alg. 1 produces a sequence (Ar,Br) with Ar ∈Rn×r and Br ∈Rm×r

starting from r = 1. We claim that Alg. 1 will stop at most after r = min(n,m)

iterations. Indeed, suppose that the algorithm is at the iteration r = min(n,m). Then,

by Thm. 8, the sequence of stationary points (A(k)
r ,Bk

r ), produced by the routing

MINIMIZE for grδk is a sequence of global minimizers. Therefore, by Thm. 2 all

limit points (Ar,Br) of (Akr ,Bk
r ) are global minimizers for gr and ArB>r is a global

minimizer for f .

A.8 Criterion for Global Optimality: an Optimization Algo-

rithm

In this section we comment on how to address in practice the convex program

introduced in Eq. (3.5) to determine whether a limit critical point (A,B) for gr ,is a

global minimizer. As shown in Thm. 4, we need to solve the optimization problem

minimize
L∈∂`(AB>)

‖L‖.

Clearly, the problem above depends on the form of the subdifferential ∂`(AB>) of

` in AB>. However we discuss here an equivalent formulation of the problem that

allows to address it more easily.

Note that the operator norm is the dual norm of the trace norm. Therefore, for any

L ∈ Rn×m

‖L‖= max
Z∈Rn×m,‖Z‖∗≤1

tr(L>Z)
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Therefore Eq. (3.5), become

min
L∈∂`(AB>)

‖L‖= min
L∈∂`(AB>)

max
Z∈Rn×m,‖Z‖∗≤1

tr(L>Z)

which is a saddle point optimization problem in Z and L. Since the function tr(L>Z)

is linear in both variables, it is in particular concave in Z and convex in L. We

can therefore find the solution by alternating minimization-maximization point

optimization approach, which provides a sequence (Zk,Lk) starting from an arbitrary

(Z0,L0) and such that for any k > 0,

Zk = argmin‖Z‖∗ ≤ 1tr(L>k−1Z)

which corresponds to take Zk = ukv
>
k with uk ∈ Rn and vk ∈ Rm the singular vectors

corresponding to the largest singular value of Lk−1. Note that this operation can be

performed efficiently with methods such as the power iteration. The optimization

with respect to L is then

Lk = argminL ∈ ∂`(AB>) tr(L>Zk).

which consist in a constrained convex optimization problem. Now, since tr(L>Zk)

is a smooth function in L, we can find Lk by applying a projected gradient descent,

namely by producing an iterative sequence Mj starting from M0 = Lk−1 and such

that

Mj = Π∂`(AB>)(Mj−1−Zk)

until convergence. Here Π∂`(AB>) is the projection operator onto ∂`(AB>), namely

Π∂`(AB>)(M) = argminN ∈ ∂`(AB>) ‖M −N‖2F .

In particular for the experiments reported in this paper we considered `(·) = h(·)+

γ‖ · ‖`1 with h : Rn×m→ R a smooth twice differentiable function, γ > 0 and ‖ · ‖`1
the `1 norm (i.e. sum of the absolute values of the entries). Therefore we have that
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for any W ∈ Rn×m, that

∂`(W ) =

∇h(W ) +γN | N ∈ Rn×m,Nij =

 sign(Mij) if Mij 6= 0

η ∈ [−1,1] otherwise

 .
Computing the projection Π∂`(AB>)(M) in this setting corresponds to computing

the projector Π∂‖·‖`1 (AB>)(M−∇h(AB>)/γ) where, for any W ∈Rn×m, Π∂‖·‖`1 (AB>)(W )

acts element-wise and corresponds to

(
Π∂‖·‖`1 (AB>)(W )

)
ij

=

 sign(Wij) if|Wij |> 1

Wij otherwise

which can be clearly performed efficiently (and possibly in parallel).

A.9 Further Experiments

This last section provides more comparative experiments between the meta-algorithm

and the two state-of-the art solvers, as well as a comparison to the algorithm in

Haeffele and Vidal (2015)

A.9.1 Large Scale Matrix Completion

In Sec. 3.3 we reported on the performance of the three methods considered for

λ chosen by validation as the parameter leading to the lowest Normalized Mean

Average Error (NMAE). For completeness here we report the same experiments for a

range of candidate values of λ.

Figures A.1 and A.2 report respectively the value of the objective function f and the

test error (NMAE) for the three methods considered in our experiments. Interestingly

we observe a similar pattern to the one of the optimal λ, with our method exhibiting

comparable performance in terms of both time and test error to the state-of-the-art

competitors for most of the λ considered.

A.9.2 Comparison with the Algorithm in Haeffele and Vidal (2015)

In Remark 1, we discussed a connection between the meta-algorithm proposed in this

paper and the Local Descent Meta Algorithm (LDMA) of Haeffele and Vidal (2015).

For the convenience of the reader we report here such remark.

Remark 1. The meta-algorithm considered in this paper is related to the optimization
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Figure A.1: Convergence of the objective function on ml100k for various lambda values. The
center plot is for the optimal lambda value based on the validation errors. The
circle indicates that our proposed global optimality criterion has been satisfied.
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Figure A.2: Test error on ml100k for various lambda values. The center plot is for the
optimal lambda value based on the validation errors. The circle indicates
that our proposed global optimality criterion has been satisfied on the original
problem.

strategy recently proposed in Haeffele and Vidal (2015), where the authors study

convex problems for which a non-convex “factorized” formulation exists, including

the setting considered in this work as a special case. However, by adopting such a

general perspective, the resulting optimization strategy is less effective when applied

to the specific minimization of gr. In particular: 1) the optimality criterion derived in
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Figure A.3: Rank of the solution for iterative soft thresholding algorithm (ISTA), our method
in Alg. 1 and LDMA Haeffele and Vidal (2015) (denoted “Ref from Remark 1”)
for different values of lambda (Left). The corresponding value of the objective
function f at convergence is also reported for each of the methods above (Right).

Haeffele and Vidal (2015) is only a sufficient but not necessary condition; 2) the upper

bound on r is much larger than the one provided in this work, i.e. r = nm rather than

r = min(n,m); 3) convergence guarantees to a global optimum cannot be provided. By

focusing exclusively on the question of minimizing f via its factorized form gr and, by

leveraging on the specific structure of the problem, it is instead possible to provide a

further analysis of the behavior of the proposed meta-algorithm.

We briefly expand our discussion on the points raised above and better clarify

our statements. Note that our goal is not to discredit the work in Haeffele and

Vidal (2015), which is interesting and valuable in addressing general factorization

problems. Rather, we wish to point out that, by restricting ourselves to a relevant

special case, we are able to take advantage of the additional structure and therefore

provide a finer analysis of the problem.

1) On the criterion for global optimality. The sufficient condition for global optimality

of LDMA consists in checking whether the two factor matrices A∗ and B∗, to which

an optimization method (e.g. GD) applied to gr has converged to, have at least one

column equal to zero. This is not a necessary condition for global optimality of f and

furthermore, in practice it is critical to tune a threshold to determine whether such

condition is satisfied.

2) On the upper bound on r. The upper bound on the maximum r after which LDMA

is guaranteed to not get trapped in a stationary point, is r = nm rather than the

r = min(n,m) in this work. This is because, when a stationary point (A∗,B∗) is
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attained for which the optimality condition is not satisfied, LDMA checks whether the

vectors a1⊗ b1, . . . ,ar⊗ br ∈ Rnm are linearly dependent, with ai ∈ Rn and bi ∈ Rm

respectively the columns of A∗ and B∗. Indeed, the authors show that if such

condition is verified, it is possibele to explicitly find a novel point (A′∗,B′∗) such that

gr(A∗,B∗) = gr(A′∗,B′∗) but such that there exists a direction from which gr decreases.

Clearly linear dependency of r vectors in Rnm can be guaranteed only if r ≥ nm.

To support the observations at points 1) and 2) above, we performed an empirical

analysis of the meta-algorithm considered in this work and LDMA, aimed at com-

paring the value r recovered by the two methods. In particular, we considered the

same setting as in Sec. 3.3 on the synthetic dataset. Figure A.3 (Left) reports the

rank r recovered by PFB (ISTA), our method and LDMA at the iterate for which the

corresponding criterion for global optimality is activated. Different values of λ are

considered. Figure A.3 (Right) reports the value of f attained by the three methods

at convergence. Notice that all methods achieve the same value of the objective

function, however the global optimality criterion proposed in this work activates at

the same rank of the solution provided by PFB while LDMA activates for significantly

larger values of r.

3) On the convergence to a global optimum. From a theoretical perspective notice that

even for r = nm, the LDMA is only guarantee to not get trapped at critical points.

This does not automatically imply convergence to a global minimizer. Indeed, as

pointed out in our discussion in Sec. 3.2.3, if the number of critical points of gr

is infinite, the meta-algorithm could continue looping between steps of gradient

descent reaching a critical point and steps following a direction that allows to escape

from them, never arriving to the global minimizer. In this work it is only thanks to

the observation that (i) for r ≥min(n,m) all critical points of gr are either global

minimizers or strict saddle points and (ii) GD does not get trapped at strict saddle

points, that we are able to prove Cor. 9, namely that our meta-algorithm converges

to a global minimizer in polynomial time.

To do so, we first provide the following lemma, which studies the properties of a

special family of block-wise minimizers.

Lemma 22. Let (A,B) be such that A>A=B>B and let A= UΣR> and B = V ΣR>
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be the SVDs ofA andB, respectively, according to Lemma 18. Then (A,B) is a block-wise

minimizer for gr if and only if there exists L ∈ ∂`(AB>) such that L=−λUV >+M

with U>M = 0 and MV = 0.

Proof. Since gr(·,B) is convex and A is a minimizer for grB(·) = gr(·,B), then

0 ∈ ∂grB(A), namely 0 belongs to the subgradient of grB in A. Now, by the properties

of subdifferential calculus (see e.g. Thm. 4.10 Clarke (2013))

∂grB(A) = ∂`B(A) +{λA}

where {λA} is the singleton containing the gradient of λ‖A‖2F /2 and where we

have denoted with `B(·) the function such that `B(X) = `(XB>) for any X ∈ Rn×r.

Moreover, by applying Thm. 4.13 Clarke (2013), we have that

∂`B(A) = ∂`(AB>)B.

Therefore, we have that 0 ∈ ∂grB(A) if and only if there exists there exists L ∈

∂`(AB>) such that LB =−λA

LB =−λA ⇐⇒ LV ΣR> =−λUΣR> ⇐⇒ LV =−λU

from which we conclude that LV V > = −λUV >. Consequently, L = −UV >+MV

with MV V = 0. Analogously, we have that there exists G ∈ ∂`(AB>) such that

G = −λUV >+MU with U>MU = 0. Now, let us consider two matrices Y ∈ Rm×s

such that

〈MV ,UY
>〉> 0 and〈MU ,XV

> < 0

Then we have that

〈L,UY >+XV >〉= 〈−λUV >+MV ,UY
>+XV >〉

=−λ
(
〈V,Y 〉+ 〈U,X〉

)
+ 〈MV ,UY

> >−λ
(
〈V,Y 〉+ 〈U,X〉

)

where we have used the fact that 〈MV ,XV
> = tr(M>V XV >) = tr(V >M>V X) = 0
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since MV = 0. Analogously

〈G,UY >+XV >〉<−λ
(
〈V,Y 〉+ 〈U,X〉

)

Now, since the subdifferential of ∂`(AB>) is a convex set, then there exists θ ∈ [0,1]

such that

〈θG+ (1−θ)L,UY >+XV >〉=−λ
(
〈V,Y 〉+ 〈U,X〉

)
Now, by construction, θG+ (1− θ)L = −λUV >+ θMU + (1− θ)MV . Therefore the

above equality implies

〈θMU + (1−θ)MV ,UY
>+XV >〉= 0

〈L,UY >〉= 〈−λUV >+MV ,UY
> =−λtr(V Y >) + tr(M>V UY >)

We want to show that this implies that there exists H ∈ ∂`(AB>) such that H =

−λUV >+M with U>M = 0

Therefore we can conclude that MV = MU = M with M such that U>M = 0 and

MV = 0.

The opposite direction follows directly from the observation that if there exists

L ∈ ∂`(AB>) such that L=−λUV >+M with U>M = 0 and MV = 0, then we have

LB = (−λUV >+M)V ΣR> =−λUV >V ΣR> =−λUΣR> =−λA

since V >V = I the s×s identity matrix. The same holds for L>A=−λB.



Appendix B

Incremental Learning-to-Learn with

Statistical Guarantees

B.1 Proof of Prop. 10

We denote by Sd, Sd+ and Sd++ the sets of symmetric, positive semidefinite (PSD) and

positive definite d×d real matrices, respectively. We denote by 〈·, ·〉 the standard

inner product in Rd (or Rn, depending on the context) and by ‖·‖ the associated norm.

For any p ∈ [1,∞], the p-Schatten norm of a matrix will be denoted by ‖·‖p. Note that

‖·‖1, ‖·‖2 and ‖·‖∞ are the trace, Frobenius and spectral norms, respectively.

Recall the definition of the function LZ in Eq. Eq. (4.12). In order to provide the

proof of Prop. 10 we need the following Lemma.

Lemma 23 (Lemma 11 in Maurer (2005)). If G1,G2 ∈ Sd+, then for any γ > 0 and for

i= 1,2, the following points hold.

(a) Gi+γI is invertible.

(b)
∥∥(Gi+γI

)−1∥∥
∞ ≤ γ

−1.

(c)
∥∥(G1 +γI

)−1−
(
G2 +γI

)−1∥∥
∞ ≤ γ

−2∥∥G1−G2
∥∥
∞.

(d) Let w1 and w2 satisfy
(
Gi+γI

)
wi = y for some y, for i= 1,2. Then we have that

∣∣∣‖w1‖2−‖w2‖2
∣∣∣≤ 2γ−3∥∥G1−G2

∥∥
∞‖y‖

2. (B.1)

Proof of Prop. 10. We now prove each point in turn.
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1. Recall that a function h : Sd→ Sd is matrix-convex if for every A,B ∈ Sd and

λ ∈ [0,1], h(λA+ (1− λ)B) � λh(A) + (1− λ)h(B), see e.g. (Bhatia, 2013,

Chap. V ). The function h(A) = A−2 is matrix convex on Sd++. It follows, for

every y ∈ Rn, that the real-valued function gy : Sd++→ R defined at A ∈ Sd++

as gy(A) = 〈y,A−2y〉 is convex. By Eq. Eq. (4.12), we have that LZ(D) =

gy(XDX>+nI), hence it is convex because it is the composition of the convex

function gy with an affine function.

2. Since the function LZ in Eq. Eq. (4.12) is the composition of C∞ functions, it

is itself C∞ on Sd+; therefore, as soon as we restrict it to a bounded subset of

Sd+, all its derivatives1 become Lipschitz. In this section we will use formula

deriving from matrix calculus, we refer to the books Kollo and von Rosen

(2006); Petersen and Pedersen (2008) for more details. Recalling the notation

M(D) =XDX>+nI ∈ Rn×n, we now compute the Jacobian of the function

LZ . Denoting by xk the k-th column of the matrix X (it will be a column

vector) for k = 1, . . . ,d, we first show, for every i, j ∈ {1, . . . ,d}, that

[
∇LZ(D)

]
i,j

=−n tr
(

yy>M(D)−1
(
xixj

>
M(D)−1 +M(D)−1xixj

>
)
M(D)−1

)
=−n

〈
y,M(D)−1

(
xixj

>
M(D)−1 +M(D)−1xixj

>
)
M(D)−1y

〉
.

(B.2)

To see this, we first exploit the cyclic property of the trace to rewrite, for any

Z ∈ Zn and D ∈ Sd+, the function LZ in Eq. Eq. (4.12) as

LZ(D) = n
〈
y,M(D)−2y

〉
= n tr

(
y>M(D)−2y

)
= n tr

(
yy>M(D)−2

)
= n f

(
U(D)

)
where for any matrix V ∈ Rn×n we have introduced the function f

(
V
)

=

tr(yy>V ) and the symmetric matrix U(D) = M(D)−2 ∈ Rn×n. Hence, since
∂f(V )
∂V

= yy> for any symmetric V (Petersen and Pedersen, 2008, Eq. (93)),

thanks to the chain rule (Petersen and Pedersen, 2008, Eq. (126)), for any

1On the boundary of the set we define the derivatives by continuity.
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i, j ∈ {1, . . . ,d}, we have that

∂LZ(D)
∂Dij

= n tr
(∂f(U(D))

∂U(D)

>∂U(D)
∂Dij

)
= n tr

(
yy>∂U(D)

∂Dij

)
= n

〈
y, ∂U(D)

∂Dij
y
〉
.

(B.3)

Moreover, the following formula, which is a direct consequence of Eq. (33) and

Eq. (53) in Petersen and Pedersen (2008), holds:

∂M(D)−2

∂Di,j
=−M(D)−1

(∂M(D)
∂Di,j

M(D)−1 +M(D)−1∂M(D)
∂Di,j

)
M(D)−1

(B.4)

and since, for every k,h ∈ {1, . . . ,n}, we have that

[∂M(D)
∂Di,j

]
kh

=
[∂(XDX>)

∂Di,j

]
kh

= xikx
j
h =

[
xixj

>]
kh
. (B.5)

Substituting in Eq. Eq. (B.4) we obtain:

∂U(D)
∂Di,j

= ∂M(D)−2

∂Di,j
=−M(D)−1

(
xixj

>
M(D)−1 +M(D)−1xixj

>
)
M(D)−1

(B.6)

and this conclude the proof of Eq. Eq. (B.2). Now, using the fact that for two

n×1 vectors v and w, we have that xi>v,xj>w ∈ R and

(
xi
>
v
)(
xj
>
w
)

=
[
X>v

]
i

[
X>w

]
j

=
[
X>vw>X

]
ij
, (B.7)

and exploiting the symmetry of M(D), we can rewrite:

[
∇LZ(D)

]
i,j

=−n
〈

y,M(D)−1
(
xixj

>
M(D)−1 +M(D)−1xixj

>
)
M(D)−1y

〉
=−n

〈
y,M(D)−1xixj

>
M(D)−2y

〉
−n
〈

y,M(D)−2xixj
>
M(D)−1y

〉
=−n

(
xi
>
M(D)−1y︸ ︷︷ ︸

v

)(
xj
>
M(D)−2y︸ ︷︷ ︸

w

)
−n

(
xi
>
M(D)−2y︸ ︷︷ ︸

v

)(
xj
>
M(D)−1y︸ ︷︷ ︸

w

)
=−n

[
X>M(D)−1yy>M(D)−2X

]
ij
−n

[
X>M(D)−2yy>M(D)−1X

]
ij

=−n
[
X>M(D)−1

(
yy>M(D)−1 +M(D)−1yy>

)
M(D)−1X

]
ij
.

(B.8)
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This last equation contains the elements of the Jacobian in the statement of the

proposition.

3. In order to compute the Lipschitz constant of the function LZ we first recall,

for any D ∈ Sd+ and Z ∈ Zn, the expression LZ(D) = n
∥∥(XDX>+nI

)−1y
∥∥2

in Eq. Eq. (4.12). Consequently, for any D1,D2 ∈ Sd+ we have that

∣∣LZ(D1)−LZ(D2)
∣∣= n

∣∣∣∥∥(XD1X
>+nI

)−1y
∥∥2−

∥∥(XD2X
>+nI

)−1y
∥∥2
∣∣∣

≤ 2n
n3
∥∥XD1X

>−XD2X
>
∥∥
∞‖y‖

2

= 2
n2
∥∥X(D1−D2

)
X>
∥∥
∞‖y‖

2

≤ 2
n2 ‖X‖

2
∞‖y‖2

∥∥D1−D2
∥∥
∞

≤ 2
n2 ‖X‖

2
∞‖y‖2

∥∥D1−D2
∥∥

2,

(B.9)

where in the first inequality we have applied Lemma 23-(d) with Gi =XDiX
>,

for i= 1,2. The statement now follows observing that if Y ⊆ [0,1], then ‖y‖2≤n

and if X ⊆ B1, then ‖X‖2∞ ≤ n.

4. We now compute the Lipschitz constant of the gradient ∇LZ . In the following

we will use the more compact notation M1 =M(D1) and M2 =M(D2), for any

D1,D2 ∈ Sd+, and R= yy>. Exploiting the following facts:

(a) ‖AB‖2 ≤ ‖A‖∞‖B‖2 for any two matrices A and B,

(b) by Lemma 23-(b): ‖M−1
i ‖∞ ≤ 1/n for i= 1,2,

(c) by Lemma 23-(c):

∥∥M−1
1 −M

−1
2
∥∥
∞ =

∥∥(XD1X
>+nI

)−1−
(
XD2X

>+nI
)−1∥∥

∞

≤ 1
n2
∥∥XD1X

>−XD2X
>
∥∥
∞

≤ 1
n2 ‖X‖

2
∞
∥∥D1−D2

∥∥
∞,

(d)
∥∥M−2

1 − M−2
2
∥∥
∞ =

∥∥M−1
1
(
M−1

1 − M−1
2
)

+
(
M−1

1 − M−1
2
)
M−1

2
∥∥
∞ ≤

2
n

∥∥M−1
1 −M

−1
2
∥∥
∞,

(e) if X ⊆ B1 and Y ⊆ [0,1], then ‖X‖2 ≤
√
n and ‖R‖∞ = ‖yy>‖∞ ≤ n,
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we can write the following relations:

∥∥∥∇LZ(D1)−∇LZ(D2)
∥∥∥

2
=

n
∥∥∥X>(M−1

1

(
yy>M−1

1 +M−1
1 yy>

)
M−1

1 −M
−1
2

(
yy>M−1

2 +M−1
2 yy>

)
M−1

2

)
X
∥∥∥

2
≤

n‖X‖∞‖X‖2
∥∥∥M−1

1

(
yy>M−1

1 +M−1
1 yy>

)
M−1

1 −M
−1
2

(
yy>M−1

2 +M−1
2 yy>

)
M−1

2

∥∥∥
∞
≤

n‖X‖∞‖X‖2
∥∥∥M−1

1 RM−2
1 +M−2

1 RM−1
1 −M

−1
2 RM−2

2 −M
−2
2 RM−1

2

∥∥∥
∞

=

n‖X‖∞‖X‖2
∥∥∥M−1

1 RM−2
1 +M−2

1 RM−1
1 −M

−1
2 RM−2

2 −M
−2
2 RM−1

2

±M−1
2 RM−2

1 ±M
−2
1 RM−1

2

∥∥∥
∞

=

n‖X‖∞‖X‖2
∥∥∥(M−1

1 −M
−1
2
)
RM−2

1 +M−2
1 R

(
M−1

1 −M
−1
2
)

+M−1
2 R

(
M−2

1 −M
−2
2
)
+(

M−2
1 −M

−2
2
)
RM−1

2

∥∥∥
∞
≤

2‖X‖∞‖X‖2‖R‖∞
( 1
n

∥∥M−1
1 −M

−1
2
∥∥
∞+

∥∥M−2
1 −M

−2
2
∥∥
∞

)
≤

2‖X‖∞‖X‖2
(∥∥M−1

1 −M
−1
2
∥∥
∞+ 2

∥∥M−1
1 −M

−1
2
∥∥
∞

)
=

6‖X‖∞‖X‖2
∥∥M−1

1 −M
−1
2
∥∥
∞ ≤

6
n2 ‖X‖2‖X‖

3
∞
∥∥D1−D2

∥∥
∞

≤ 6
∥∥D1−D2

∥∥
2.

5. The last point is contained in (Maurer, 2009, Prop. 1-(i)); we report here

the proof for completeness. To this end, we require some additional notation,

which will be also used also in the next section of the appendix.

Remark 3 (Notation). According to our actual notation, X ∈ Rn×d is the matrix

having as rows the points xi for i= 1, . . .n. In the sequel, since the analysis will

be extended also to the infinite dimension case, we will need to introduce the

notation x = (xi)ni=1 ∈ X n, to indicate the collection of these points; to remark

this difference, we will denote the complete dataset (x,y) by z and no more by

Z. For any PSD matrix/ linear operator D and any dataset z, with some abuse

of notation, we let D1/2z = (D1/2xi,yi)ni=1. Moreover, according to the notation

introduced in the paper, we will denote the empirical error of a linear function

x 7→ 〈w,x〉 over the dataset z as

R̂(z,w) =Rz(w). (B.10)
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Coming back to the proof of the proposition, as observed in Argyriou et al.

(2008b); Maurer (2009), it is possible to rewrite the algorithm defined in

Eq. Eq. (4.11) in the equivalent form

AD(z) =D1/2ARid(D1/2z), (B.11)

where ARid(z)∈Rd is the solution of Ridge Regression (that is, using the square

loss) on the dataset z, that is

ARid(z) = arg min
w∈Rd

{
R̂(z,w) +‖w‖2

}
. (B.12)

From Eq. Eq. (B.11), we have that 〈AD(z),x〉=
〈
ARid(D1/2z),D1/2x

〉
, for any

x ∈ X and any dataset z. Consequently

R̂
(
z,AD(z)

)
= R̂

(
D1/2z,ARid(D1/2z)

)
. (B.13)

Due to the definition of ARid, assuming Y ⊆ [0,1], the following relations hold:

R̂
(
D1/2z,ARid(D1/2z)

)
≤ R̂

(
D1/2z,ARid(D1/2z)

)
+
∥∥ARid(D1/2z)

∥∥2

≤ 1
n

n∑
i=1

`(0,yi) = 1
n

n∑
i=1

y2
i ≤ 1.

(B.14)

The claim now follows by combining the last inequality with Eq. Eq. (B.13).

B.2 Uniform Bounds for Linear Feature Learning

In this section, we provide the uniform bounds on E(D)−Ê(D) and Ê(D)−ÊZ(D)

(and the corresponding symmetric quantities) for the family of linear feature learning

algorithms. Our observations are essentially taken from Maurer (2009), we report

them for clarity of exposition. We start from recalling some tools from empirical

processes, then we state the uniform bounds for a more general class of learning

algorithms and finally we specialize the bounds to linear feature learning. We ignore

issues of measurability throughout.
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B.2.1 Preliminaries

Let m be a positive integer. In the following, we denote by (σj)mj=1 a sequence of

i.i.d. Rademacher random variables, that is σj takes values on −1 or 1 with equal

probabilities. We also denote by (γj)mj=1 a sequence of i.i.d. standard Gaussian

random variables. For a set S ⊆ Rm we define the Rademacher average of S as

R(S) = Eσj
[

sup
v∈S

2
m

m∑
j=1

σjvj

]

and the Gaussian average

G(S) = Eγj
[

sup
v∈S

2
m

m∑
j=1

γjvj

]
.

For more details about these quantities, we refer to Bartlett and Mendelson

(2002). Given a class F of real-valued functions on a set V, and given a point

V = (v1, . . . ,vm) ∈ Vm, we let

F(V ) =
{(
f(v1), . . . ,f(vm)

)
: f ∈ F

}
⊂ Rm (B.15)

so that R(F(V )) and G(F(V )) are the corresponding Rademacher and Gaussian

averages.

The following theorem is taken from Maurer (2009), where the author considers only

the inequality for the function Φ1. Considering both inequalities allows us to obtain

symmetric uniform bounds. The proof follows the same pattern as in Maurer (2009).

Theorem B.24 (Theorem 4 in Maurer (2009)). Let η be a probability distribution over

the space V, let F be a real-valued function class on V and let V = (v1, . . . ,vm) ∈ Vm.

Define the random functions:

Φ1(V ) = sup
f∈F

{
Ev∼η

[
f(v)

]
− 1
m

m∑
j=1

f(vj)
}

Φ2(V ) = sup
f∈F

{ 1
m

m∑
j=1

f(vj)−Ev∼η
[
f(v)

]}
.

(B.16)

Then the following statements hold.

1. EV∼ηm
[
Φk(V )

]
≤ EV∼ηm

[
R(F(V ))

]
, for k = 1,2.
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2. If F is [0,1]-valued, then, for any δ ∈ (0,1], we have that

Φk(V )≤ EV∼ηm
[
R(F(V ))

]
+

√
log
(
1/δ
)

2m (B.17)

with probability at least 1− δ in V ∼ ηm, for k = 1,2.

3. In the previous two points we can replace R(F(V )) with
√
π/2G(F(V )).

Proof. The proof for the symmetric term Φ2 proceeds in the same way as the one

for Φ1 in (Maurer, 2009, Theorem 1), more precisely, since the proof is based

on symmetric arguments, the statement does not change if we flip the order of

Ev∼η
[
f(v)

]
and 1

m

∑m
j=1 f(vj). The last inequality is a standard result, see e.g.

Boucheron et al. (2004).

B.2.2 Uniform Bounds for a More General Family of Algorithms

The results presented in this sub-section hold for the infinite dimension case. In the

sequel, we let X be a generic Hilbert space and we denote by 〈·, ·〉 and ‖·‖ its scalar

product and the induced norm. We let S+(X ) be the set of positive semidefinite

bounded linear operators on X and, for any operator D ∈ S+(X ), we denote its p-

Schatten norm by ‖D‖p, where p∈ [1,∞]. We continue to use the notation introduced

in the paper and in Remark 3, in particular, Z = {zt}Tt=1 is the meta sample and,

for any D ∈ S+(X ), we denote D1/2z =
(
D1/2xi,yi

)n
i=1. Throughout this section we

will consider linear models and a learning algorithm A(z) processing a training set

z ∈Zn of n points:

A : Zn→X

z 7→A(z),
(B.18)

hence, according to our notation, we have that A(z)(x) = 〈A(z),x〉 for any x ∈ X .

For any D ∈ S+(X ), define now the more general family of modified algorithms

AD(z) =D1/2A(D1/2z). (B.19)

By this definition, as we have already observed in the proof of Prop. 10-(5) in Sec.

B.1, we have that 〈
AD(z),x

〉
=
〈
A(D1/2z),D1/2x

〉
(B.20)
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for any x ∈ X and consequently

R̂
(
z,AD(z)

)
= R̂

(
D1/2z,A(D1/2z)

)
. (B.21)

In this way, we can consider the family of learning algorithms
{

z 7→ AD(z) : D ∈

S+(X )
}

, parameterized by the operators D. Recall now, for every D ∈ S+(X ), the

notion of transfer risk

E(D) = Eµ∼ρEz∼µnE(x,y)∼µ
[
`(〈AD(z),x〉,y)

]
,

future empirical risk

Ê(D) = Eµ∼ρEz∼µn
[
R̂
(
z,AD(z)

)]
and multi task empirical risk

ÊZ(D) = 1
T

T∑
t=1
R̂
(
zt,AD(zt)

)
.

The following two theorems are taken from Maurer (2009), where the author does

not consider the symmetric case, which immediately follows from Thm. B.24. In the

sequel, the symbol Cρ, already introduced in the paper, denotes the covariance of the

input data, obtained by averaging over all input marginals sampled from ρ, that is,

Cρ = Eµ∼ρE(x,y)∼µ [C(x)], where for any x ∈ X , and for any v ∈ X , C(x)v = 〈v,x〉x.

Theorem B.25 (Theorem 6 in Maurer (2009)). Let p and q be conjugate exponents in

[1,∞] and assume X ⊆ B1. Consider a learning algorithm A such that ‖A(D1/2z)‖ ≤ 1

for any z ∈Zn and any D ∈ S+(X), and let ` be a loss function such that, for any y ∈R,

`(·,y) has Lipschitz constant L(K) on the interval [−K,K], for any K ≥ 0. Then for

any meta distribution ρ on Z and for any D ∈ S+(X) we have that:

∣∣E(D)−Ê(D)
∣∣≤√2π

n
L
(
‖D‖1/2∞

)
‖Cρ‖p1/2‖D‖q1/2. (B.22)

In order to give the next theorem, we need to introduce the Gramian matrix defined

by the entries [G(x)]i,j = 〈xi,xj〉 for i, j = 1, . . . ,n.

Theorem B.26 (Theorem 8 in Maurer (2009)). Let X ⊆ B1 and D ⊆ S+(X) be a
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bounded set. Consider a function f :Zn→ [0,1] satisfying the condition

∣∣f(z)−f(z′)
∣∣≤ LK

n

∥∥G(x)−G(x′)
∥∥

2 (B.23)

for any z,z′ ∈ Zn and for some LK ≥ 0. Let µ1, . . . ,µT tasks independently sampled

from ρ and zt sampled from µnt for t ∈ {1, . . . ,T}. Then, for any δ ∈ (0,1], we have that

sup
D∈D

∣∣∣Eµ∼ρEz∼µn
[
f(D1/2z)

]
− 1
T

T∑
t=1

f(D1/2zt)
∣∣∣≤ ( sup

D∈D
‖D‖2

)√2πLK√
T

+

√
log
(
1/δ
)

2T
(B.24)

with probability at least 1− δ.

B.2.3 Application to the Family of Linear Feature Learning Algorithm

Similarly to what observed in Prop. 10-(5) in Sec. B.1, also in the infinite dimension

case, we can cast the family of linear feature learning algorithms in the framework

described in the previous sub-section, taking the original vanilla algorithm A(z) as

Ridge Regression with regularization parameter equal to 1:

A(z) =ARid(z) = argmin
w

{
R̂(z,w) +‖w‖2

}
, (B.25)

we refer to Maurer (2009) for more details. Thus, we can apply the results in the

previous sub-section to this specific case, in order to obtain the results stated in the

paper for the uniform bounds. In fact, in the paper we have analyzed the finite

dimension case, but from this analysis, we deduced that they still hold in the infinite

dimension setting. The following definition will be used in the sequel.

Definition 1 (Definition 1 in Maurer (2009)). Relative to a loss function `, a learning

algorithm A :Zn→X is said to

1. be 1-bounded if ‖A(z)‖ ≤ 1 and R̂(z,A(z))≤ 1 for any z ∈Zn;

2. have kernel stability LK if
∣∣R̂(z,A(z))−R̂(z′,A(z′))

∣∣≤ LK
n

∥∥G(x)−G(x′)
∥∥

2, for

any z,z′ ∈Zn and for some LK ≥ 0.

The following two lemmas are essentially taken from Maurer (2009) and they are

respectively immediate consequences of Thm. B.25 and Thm. B.26 applied to the
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family of linear feature learning algorithms with restriction to the set

D = Dλ =
{
D ∈ S+(X ) : tr(D)≤ 1/λ

}
.

Proposition 12 (Uniform Generalization Error Bound). Let X ⊆ B1, Y ⊆ [0,1] and

let ` be the square loss, then

sup
D∈Dλ

|E(D)−Ê(D)| ≤ 2
√

2π‖Cρ‖1/2∞√
n

1 +
√
λ

λ
.

Proof. Thanks to the assumption Y ⊆ [0,1], by (Maurer, 2009, Prop. 1), ARid(z), is

1-bounded – and in particular, ‖ARid(D1/2z)‖ ≤ 1 for any D ∈ L+(X) and any dataset

z – with respect to the square loss. Hence, we can apply Thm. B.25 to ARid. We

restrict to the set Dλ, we choose q = 1 and p =∞ and we observe that the square

loss is M(K) = 2(K+ 1)-Lipschitz on the interval [−K,K].

Proposition 27. Let X ⊆ B1, Y ⊆ [0,1] and let ` be the square loss. Let µ1, . . . ,µT be

independently sampled from ρ and Zt sampled from µnt for t ∈ {1, . . . ,T}. Then, for any

δ ∈ (0,1], we have, with probability at least 1− δ, that

sup
D∈Dλ

∣∣Ê(D)−ÊZ(D)
∣∣≤ 2

√
2π

λ
√
T

+

√
log
(
1/δ
)

2T .

Proof. Thanks to the assumption that Y ⊆ [0,1], by (Maurer, 2009, Prop. 1), ARid(z)

is 1-bounded – and in particular, R̂
(
D1/2z,ARid(D1/2z)

)
≤ 1 for any D ∈ L+(X) and

any dataset z – and has kernel stability LK = 2 with respect to the square loss. We

can then apply Thm. B.26 to the function

f(z) = R̂
(
z,AD(z)

)
= R̂

(
D1/2z,ARid(D1/2z)

)
.

B.3 Proof of Thm. 15

In this section, we report the proof of Thm. 15. We do not make any claim of

originality in this theorem which is merely a collection of results contained in Maurer

(2009); we report the proof for completeness.
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Theorem 15 (Batch LTL Bound). Let X ⊆ B1, Y ⊆ [0,1] and let ` be the square loss.

Let tasks µ1, . . . ,µT be independently sampled from ρ and Zt sampled from µnt for

t ∈ {1, . . . ,T}. Let D̂T be a minimizer of the multi-task empirical risk in Eq. 4.14 over

the set Dλ. Then, for any δ ∈ (0,1]

E(D̂T )−E(D∗)≤
4
√

2π‖Cρ‖1/2∞√
n

1 +
√
λ

λ

+ 2
√

2π
λ
√
T

+

√
2log

(
2/δ
)

T

with probability at least 1− δ with respect to the independent sampling of the tasks

µt ∼ ρ and training sets Zt ∼ µnt for any t ∈ {1, . . . ,T}.

Proof. Similarly to the online case, the proof of Thm. 15 relies on the following

decomposition.

E(D̂T )−E(D∗) = E(D̂T )−ÊZ(D̂T )︸ ︷︷ ︸
A

+ ÊZ(D̂T )−ÊZ(D∗)︸ ︷︷ ︸
B

+ ÊZ(D∗)−E(D∗)︸ ︷︷ ︸
C

.

We now describe how to deal with each term. We decompose the term A as

E(D̂T )−ÊZ(D̂T ) = E(D̂T )−Ê(D̂T )︸ ︷︷ ︸
A1

+ Ê(D̂T )−ÊZ(D̂T )︸ ︷︷ ︸
A2

(B.26)

and we bound the term A1 by Prop. 12 and the term A2 by Prop. 27 with confidence

parameter δ/2. The term B, thanks to the definition of D̂T , is negative. Lastly, as

regards the term C, we split it in

ÊZ(D∗)−E(D∗) = ÊZ(D∗)−Ê(D∗)︸ ︷︷ ︸
C1

+ Ê(D∗)−E(D∗)︸ ︷︷ ︸
C2

, (B.27)

where we bound C2 by Prop. 12, while, in order to bound the first term C1, we apply

Hoeffding’s inequality (see Lemma 28 below) with parameters at = 0 and bt = 1 for

any t (thanks to Prop. 10-(5)) and confidence parameter δ/2, i.e. for any δ ∈ (0,1],

we have that

ÊZ(D∗)−Ê(D∗)≤

√
log
(
2/δ
)

2T (B.28)

with probability at least 1− δ/2 in Z. Joining all the previous parts, the statement



B.4. Non-asymptotic Rates for Projected Stochastic Subgradient Algorithm 135

follows.

Lemma 28 (Hoeffding’s inequality Boucheron et al. (2004)). Let m be a positive

integer and let X1, . . . ,Xm be independent random variables such that Xi ∈ [ai, bi] with

probability 1, for i = 1, . . . ,m. Define X̄m = 1
m

m∑
i=1

Xi. Then, for any ε > 0, we have

that

P
[
X̄m−E

[
X̄m

]
≥ ε
]
≤ exp

(
− 2m2ε2∑m

i=1(bi−ai)2

)
, (B.29)

or equivalently, for any δ ∈ (0,1], we have that

X̄m−E
[
X̄m

]
≤

√√√√ 1
2m2

( m∑
i=1

(bi−ai)2
)

log
(1
δ

)
(B.30)

with probability at least 1− δ. Moreover, thanks to symmetric arguments, the previous

inequalities hold also for E
[
X̄m

]
− X̄m.

B.4 Non-asymptotic Rates for Projected Stochastic Subgra-

dient Algorithm

In this section, we briefly describe how to derive non-asymptotic convergence rates

in probability for Projected Stochastic Subgradient Algorithm (PSSA), exploiting the

regret bounds for Projected Online Subgradient Algorithm (POSA). In the first part

we give a regret bound for POSA and we specialize it to Algorithm 2 for the case

of the square loss (Lemma 13). In the second part we first show, in general, how a

bound on the regret implies a rate in probability for the convergence in the statistical

setting and then we specialize this result to obtain the bound on the excess empirical

future risk of the output of Algorithm 2 for the case of the square loss (Prop. 14). The

results contained in this section are standard, we will cite during the presentation

some references where the interested reader can find more details. Throughout

this section, no differentiability assumptions on the functions will be made, we only

require them to be convex and Lipschitz. We also require the boundedness of the

diameter of the set over which we optimize. The general analysis will be conducted

in a Hilbert space with scalar product 〈·, ·〉 and induced norm ‖·‖.
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B.4.1 Projected Online Subgradient Algorithm, POSA

The Online Convex Optimization (OCO) framework Hazan (2016) over a convex

and closed set H of a Hilbert space can be seen as a repeated game: at iteration

t, the online player, i.e. the online algorithm, chooses h(t) ∈ H, after this, a cost

function ft :H → R is revealed by the adversary and the cost incurred by the online

player is ft(h(t)). The cost functions ft are usually assumed to be bounded convex

functions over H, belonging to some bounded family of functions and they could be

even adversely chosen. The performance of an online algorithm over a total number

of game iterations T is measured by its regret, defined as the difference between the

total averaged cost the algorithm incurred over T matches and that of the best fixed

decision in hindsight:

RT = 1
T

T∑
t=1

ft(h(t))−min
h∈H

1
T

T∑
t=1

ft(h). (B.31)

In the sequel, we will always assume the convexity of the functions ft and the

existence of a minimizer of the batch problem ĥ ∈ argminh∈H
∑T

t=1 ft(h). In our

case, we will focus on the classical Projected Online Subgradient Algorithm described

in Algorithm 3 and we will give an upper bound on its regret. When needed, the

following assumptions will be made.

Assumption 2. Assume that for any t the functions ft are G-Lipschitz on H, i.e. there

exists a positive constant such that ‖u‖ ≤G for any u ∈ ∂ft(h) and for any h ∈H.

Assumption 3. Assume that the diameter of the set H is bounded by some constant

D > 0, i.e. sup
h,h′∈H

‖h−h′‖ ≤ D.

The following theorem is a classical result and a slightly different version can be

found in (Hazan, 2016, Thm. 3.1), we report here the proof because of clarity and

completeness.

Theorem D.29 (Regret Bound for Algorithm 3). Under Assumption 2 and Assump-

tion 3, the regret of Algorithm 3, with γt = c/
√
t for some c > 0, is bounded by

RT ≤
1
2

(D2

c
+ 2cG2

) 1√
T
. (B.32)
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Algorithm 3 POSA

Input: T ∈ N number of iterations, {γt}t step sizes
Initialization: h(1) ∈H
For t= 1 to T

Receive ft, pay ft(h(t))
Choose ut ∈ ∂ft(h(t))
Update h(t+1) = projH(h(t)−γtut)

Return h(T )

Moreover, the optimal value for the previous bound, attained at c = D√
2G

, is RT ≤
√

2DG√
T

.

Proof. Since ut ∈ ∂ft(h(t)), by convexity of ft and definition of subgradient, we have

that:

ft(h(t))−ft(ĥ)≤ 〈ut,h(t)− ĥ〉. (B.33)

Using the update rule of Algorithm 3, Pythagorean Theorem (i.e. the non-

expansiveness property of the projection operator) and Assumption 2, the following

relations hold:

‖h(t+1)− ĥ‖2 = ‖projH(h(t)−γtut)− ĥ‖2

≤ ‖h(t)−γtut− ĥ‖2

= ‖h(t)− ĥ‖2−2γt〈ut,h(t)− ĥ〉+γ2
t ‖ut‖2

≤ ‖h(t)− ĥ‖2−2γt〈ut,h(t)− ĥ〉+γ2
tG

2,

(B.34)

which imply that

〈ut,h(t)− ĥ〉 ≤ ‖h
(t)− ĥ‖2−‖h(t+1)− ĥ‖2

2γt
+ γtG

2

2 . (B.35)

Combining Eq. Eq. (B.35) with Eq. Eq. (B.33), we obtain:

ft(h(t))−ft(ĥ)≤ ‖h
(t)− ĥ‖2

2γt
− ‖h

(t+1)− ĥ‖2

2γt
+ γtG

2

2 . (B.36)

Now, summing Eq. Eq. (B.36) from t= 1 to t= T , using the convention 1/γ0 = 0, and
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setting γt = c/
√
t we can write:

T∑
t=1

(
ft(h(t))−ft(ĥ)

)
≤ 1

2

T∑
t=1

‖h(t)− ĥ‖2

γt
− 1

2

T∑
t=1

‖h(t+1)− ĥ‖2

γt
+ G2

2

T∑
t=1

γt

= 1
2

T∑
t=1

‖h(t)− ĥ‖2

γt
− 1

2

T∑
t=1

‖h(t)− ĥ‖2

γt−1
− 1

2
‖h(T+1)− ĥ‖2

γT
+ G2

2

T∑
t=1

γt

≤ 1
2

T∑
t=1

( 1
γt
− 1
γt−1

)
‖h(t)− ĥ‖2 + G2

2

T∑
t=1

γt

≤ 1
2

(D2

γT
+G2

T∑
t=1

γt

)
≤ 1

2

(D2

c
+ 2cG2

)√
T ,

(B.37)

where we have exploited Assumption 3, more precisely ‖h(t)− ĥ‖ ≤ D, the fact that∑T
t=1

(
1
γt
− 1

γt−1

)
= 1

γT
and the inequality

∑T
t=1

1√
t
≤ 2
√
T −1≤ 2

√
T . Dividing by T

and optimizing with respect to c, the result follows.

We now specialize the regret bound obtained for the generic Algorithm 3 to our

Algorithm 2 described in the paper for the square loss.

Lemma 13 (Regret Bound for Alg. 2). Let X ⊆ B1, Y ⊆ [0,1] and ` be the square loss.

Then the regret of Alg. 2 with step-sizes γt = (λ
√

2t)−1 is such that

RT ≤
4
√

2
λ
√
T
.

Proof. The thesis follows from applying Thm. D.29 to the context of Algorithm 2 with

the square loss. In this case the iteration h(t) coincide with D(t), the cost functions

are identified with ft = LZt , hence they are 2-Lipschitz thanks to Prop. 10-(3) and,

consequently, we can take G = 2 in Thm. D.29. Moreover, the diameter D of the

set over which we project Dλ (in the previous notation H) is 2/λ. Indeed, for any

D ∈Dλ we have that ‖D‖2≤‖D‖1 = tr(D)≤ 1/λ, henceD= supD,D′∈Dλ‖D−D
′‖2≤

2/λ.

B.4.2 Online-to-Batch Conversion

Consider a collection of data points {Zt}t belonging to some space and let η be a

probability distribution over it. In the sequel of the discussion we will ignore all

measurability issues. Let H be a set as above and for every h ∈ H define F (h) =
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Algorithm 4 Generic Incremental Procedure in the Online and Statistical Settings

ONLINE SETTING

Input: T ∈ N number of iterations,
{γt}t step sizes
Initialization: h(1) ∈H
For t= 1 to T :

Receive Zt −→ no further as-
sumptions

Define ft = LZt , pay ft(h(t))
Update h(t+1)

Return h(T )

STATISTICAL SETTING

Input: T ∈ N number of iterations,
{γt}t step sizes
Initialization: h(1) ∈H
For t= 1 to T :

Receive Zt −→ sampled i.i.d.
from η

Define ft = LZt , pay ft(h(t))
Update h(t+1)

Return h̄T = 1
T

∑T
t=1h

(t)

EZ∼η
[
LZ(h)

]
, where, for any Z, LZ is a convex function. In the following we will

consider the optimization problem

min
h∈H

F (h) (B.38)

and we will assume the existence of a minimizer h∗ ∈ argminh∈H F (h). In order to

solve the stochastic problem in Eq. Eq. (B.38), we will analyze the general incremental

procedure described in Algorithm 4, where the next point is updated by some rule

depending on the past history of the process, for instance, if we choose the update

h(t+1) = projH(h(t)− γtut), for some γt > 0 and ut ∈ ∂ft(h(t)), then Algorithm 4

coincides with POSA (Algorithm 3) applied to the functions ft = LZt .

In the online setting no further assumptions about the data are made, however, in the

statistical setting we typically assume that the data are i.i.d. from the distribution η;

since this last setting is more restrictive, one would expect that if Algorithm 4 solves

the problem in the online framework, i.e. if its regret RT is such that RT → 0 as

T →∞, then it will also solve the corresponding problem Eq. (B.38) in the statistical

setting. This statement is formally confirmed by the following theorem, which relies

on results taken from Cesa-Bianchi et al. (2004).

Theorem D.30 (Theorem 9.3 in Hazan (2016)). Let ft = LZt be convex functions

with values in [0,1] for any Zt, t ∈ {1, . . . ,T} and let the points {Zt}Tt=1 processed by

Algorithm 4 be i.i.d. from η. Then, denoting by RT the regret bound of Algorithm 4, for
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any δ ∈ (0,1], we have that

F (h̄T )−F (h∗)≤RT +
√

8log(2/δ)
T

(B.39)

with probability at least 1− δ in the sampling of the points {Zt}Tt=1.

The previous theorem relies on the theory of Martingales Grimmett and Stirzaker

(2001) and the analysis of the first term 1
T

∑T
t=1 ft(h(t)) of the regret (Cesa-Bianchi

et al. (2004)), in fact this term is a data-dependent statistics evaluating the average

cumulative error of the prediction h(t) of the algorithm on the next point Zt, therefore

it is reasonable to expect that it contains information about the generalization ability

of the algorithm.

Adapting the previous discussion to the setting of Algorithm 2 for the square loss,

we obtain the following rate for the excess empirical future risk of online estimator

returned by the algorithm.

Proposition 14 (Excess Future Empirical Risk Bound for Alg. 2). Let X ⊆ B1, Y ⊆

[0,1] and let ` be the square loss. Let µ1, . . . ,µT be independently sampled from ρ and

Zt sampled from µnt for t ∈ {1, . . . ,T}. Let D̄T be the output of Alg. 2 with step sizes

γt = (λ
√

2t)−1. Then, for any δ ∈ (0,1]

Ê(D̄T )−Ê(D̂∗)≤
4
√

2
λ
√
T

+
√

8log(2/δ)
T

with probability at least 1− δ with respect to the independent sampling of the tasks

µt ∼ ρ and training sets Zt ∼ µnt for any t ∈ {1, . . . ,T}.

Proof. The statement directly follows by combining Thm. D.30 with the regret bound

in Lemma 13 to the context of Algorithm 2 for the square loss: we identify the set

H with the set Dλ, the output h̄T with the online estimator D̄T , the expectation Eη

with Eµ∼ρEZ∼µn and the function F with the future empirical risk Ê , the remaining

identifications are obvious. We remark that, thanks to Prop. 10-(5), the boundedness

condition on the functions LZt needed in order to apply Thm. D.30, is satisfied in

our setting.
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B.5 Projection on the Set Dλ

In the following lemma we describe how to perform the projection over the set Dλ in

a finite number of steps. Without loss of generality we consider the case that λ= 1,

the case regarding a general value of λ immediately follows by a rescaling argument.

Lemma 31. LetQ be a d×d symmetric matrix and let UΓU> be an eigen-decomposition

of Q, with Γ = Diag(γ1, . . . ,γd). Then the solution of the problem

D̂ = argmin
{
‖|D−Q‖|22 :D � 0, tr(D)≤ 1

}
is given by D̂ =Q if Q satisfies the constraints and D̂ = UΘU> otherwise, where Θ =

Diag(θ1, . . . ,θd), θi = max(0,γi−a) for i ∈ {1, . . . ,d}, and the nonnegative parameter

a is uniquely defined by the equation
∑d

i=1 max(0,γi−a) = 1.

The proof of the above lemma follows a standard path of reducing the matrix problem

to a vector problem by application of von Neumann trace inequality, after which

an argument based on Lagrange multipliers is employed, see e.g. (McDonald et al.,

2016, Theorem 15). Note that the explicit equation defining the parameter a can be

solved efficiently in O(d logd) time, hence the computational cost of the projection is

dominated by the computational cost O(d3) of performing the eigen-decomposition

of Q.





Appendix C

Learning with Dataset Bias in Latent

Subcategory Models

C.1 Derivation of Bound Eq. (5.5)

The right inequality readily follows by noting that the objective function in problem

Eq. (5.3) considers an a-priori assignment of each positive point to a subclassifier,

hence the objective is greater or equal to that in Eq. (5.1).

We now prove the left inequality. We consider a more general setting, in which the

loss function L is convex and Lipschitz. The latter property means that there exists

a constant φ such that for every ξ,ξ′ ∈ R, |L(ξ)−L(ξ′)| ≤ φ|ξ− ξ′|. For example the

hinge loss is Lipschitz with constant φ= 1.

Choosing ξ = 〈wk,xi〉, ξ′ = 〈wk,µki〉 and letting δi = xi−µki , we obtain

|L(〈wk,µki〉)−L(〈wk,xi〉)| ≤ φ|〈wk, δi〉| ≤ φ‖wk‖‖δi‖

where the last step follows by Cauchy-Schwarz inequality. Furthermore, using

the property that, for every choice of functions f1, . . . ,fK , it holds |mink fk(x)−

mink fk(x′)| ≤maxk |fk(x)−fk(x′)|, we have

|min
k
L(〈wk,µki〉)−min

k
L(〈wk,xi〉)| ≤max

k
|L(〈wk,µki〉)−min

k
L(〈wk,xi〉)| ≤φmax

k
‖wk‖‖δi‖.

Letting ε = φ
∑

i∈P ‖δi‖, we conclude, for every choice of the weight vectors
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w1, . . . ,wK , that

K∑
k=1

pkL(〈wk,µk〉)−εmax
k
‖wk‖≤

∑
i∈P

min
k
L(〈wk,xi〉)≤

K∑
k=1

pkmin
`
L(〈w`,µk〉)+εmax

k
‖wk‖

(C.1)

where P is the set of positive points, Pk = {i ∈ P : ki = k} and pk = |Pk|, that is the

number of positive points in cluster k.

Now, we define the surrogate convex function

SK,λ(w) =
K∑
k=1

pkL(〈wk,µk〉) +
∑
i∈N

L(−max
k
〈wk,xi〉) +λmax

k
‖wk‖, (C.2)

where w is a shorthand for the concatenation of the vectors w1, . . . ,wK . Using

equation Eq. (C.1) we obtain that

SK,λ−ε(w)≤ EK,λ(w)≤ SK,λ+ε(w). (C.3)

Now using the fact that

L(〈wk,µki〉)≥ L(〈wk,xi〉)−‖wk‖‖δi‖

and recalling equation Eq. (5.3), we conclude that

FK,λ−2ε(w) =
K∑
k=1

∑
i∈Pk

L(〈wk,xi〉)+
∑
i∈N

L(−max
k
〈wk,xi〉)+(λ−2ε)max

k
‖wk‖≤SK,λ−ε(w).

The result follows by combining the left inequality in Eq. (C.3) with the above

inequality and minimizing over the weight vectors w1, . . . ,wK .
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